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Summary

This thesis consists of three self-contained chapters that all consider issues related to

the behavior of prices in �nancial markets over time. The �rst chapter suggests a model of

the term structure of interest rates with an extended exibility to describe the time-series

dynamics of rates. The ability of this model to match recent observations of interest rates

is examined in empirical study with focus on the additional type of yield curve changes that

the model captures. The second chapter argues for advantages of exploiting restrictions from

dynamic term structure models when forming strategies to hedge a portfolio of bonds against

changes in the yield curve. The empirical hedging performance of the suggested approaches is

compared to standard cross-sectional based methods. The third chapter concerns the ability

to determine from discrete-time observations of a price series whether the price process is

continuous or includes jumps. It argues that microstructure e�ects are likely to limit the

speed of market adjustment with the e�ect that jumps in the underlying price are di�cult

to detect using standard tests for jumps.

The term structure model suggested in Chapter 1 builds on the discrete-time a�ne frame-

work and proposes a method to obtain the conditional distribution of interest rates for the

next period as a mixture distribution. Thus the model maintains an a�ne relation between

yields and factors, while allowing the time-series dynamics of rates to depend nonlinearly

on factors and to exhibit clear di�erences from the normal distribution. Empirically the �t

of the discrete-time 3-factor a�ne model is found to be substantially improved by the inclu-

sion of a second component in the time-series dynamics. Relative to the a�ne risk-neutral

model, the mixture model is able to let the variance of the one-period rate be higher and

faster increasing with the variance factor, and to introduce negative skewness and positive

excess kurtosis. If the relative weights on the two components in the mixture model are

allowed to depend on the factors, the model estimates that the speed of mean reversion

of the one-period rate, as well as the variance, both increase fast for higher levels of the

yield curve. The addition of a second component allows the model to capture infrequent

relatively large simultaneous shifts in the yield curve that are in the direction of lower level,

more steepness, and more positive curvature.

The second chapter concerns the hedging of interest rate sensitive claims against changes

in the yield curve. The basic idea is to exploit implications from dynamic term structure

models rather than forming the hedge by purely cross-sectional approaches based on factor

analysis or a parameterized yield curve shape. Common to all methods are that they match

the generalized durations of the hedge portfolio with those of the target, and thus the chap-

ter derives the portfolio that minimizes hedging error variance subject to both generalized

duration and value matching. Hedging performance is assessed in an empirical study us-

ing weekly data on constant maturity yields over the period 1983 through 2007 and target

portfolios based on contractual terms observed in the market. Results show that hedging
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performance is improved when generalized durations are calculated from estimation of a

dynamic interest rate model. Asset pricing theory promises a further improvement because

the absence of arbitrage opportunities imposes cross-restrictions on interest rate dynamics

and the yield curve shape. This additional improvement in hedging performance is realized

empirically once a new term structure model is introduced that involves three stochastically

varying factors corresponding to level, slope, and curvature. Further, the evidence favors the

generalized duration approach in that it is more important to remove the factor contribution

to hedging error variance than to balance factor versus idiosyncratic contributions.

The third chapter studies the ability to test for jumps in prices using observations at high

frequency. The chapter focusses on market microstructure e�ects that relates to observed

price changes around the jump time. Jump tests rely on the property that any jump occurs

within a single time interval no matter what the observation frequency is. In the chapter it is

argued that microstructure e�ects in relation to news-induced revaluation of the underlying

variable are likely to make this an unrealistic assumption for high-frequency transaction

data. To capture these microstructure e�ects, Chapter 3 proposes a model in which market

prices adjust gradually to jumps in the underlying e�cient price. A case study illustrates the

empirical relevance of the model, and the performance of di�erent jump tests is investigated

here and in a simulation study. Results show that jump test have di�culties in detecting

jumps when the microstructure e�ects described by the model are included. Resolving the

matter by testing at lower frequencies to increase the possibility that the full jump occurs

in a single observed price change turns out to be less straightforward. The evidence further

indicates that tests based on the largest of scaled price increments perform better than tests

comparing measures of variability in terms of detecting jumps in the setting described by

the model.
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Dansk Resum�e (Danish Summary)

Denne afhandling best�ar af tre selvst�ndige kapitler, der alle behandler emner relateret

til prisbev�gelser i �nansielle markeder over tid. I det f�rste kapitel foresl�as en model for

rentekurven, der har en udvidet eksibilitet i beskrivelsen af renternes tidsseriedynamik.

Modellens evne til at matche observerede renter over de seneste �ar unders�ges i et empirisk

studie, hvor der l�gges v�gt p�a den type af rentekurve�ndringer, som modellen yderligere

er i stand til at beskrive. Kapitel 2 argumenterer for, at der er fordele ved at tage h�jde for

restriktioner fra dynamiske rentemodeller, n�ar man konstruerer metoder til at risikoafd�kke

obligationsportef�lger mod �ndringer i rentekurven. De forsl�aede metoders empiriske evne

til at risikoafd�kke sammenlignes med hvad der opn�as ved brug af konventionelle tv�rsnits-

baserede metoder. Det tredje kapitel omhandler, hvorvidt det er muligt at afg�re ud fra

diskrete observationer af en prisserie om den underliggende prisprocess er kontinuert eller

inkluderer spring. Der argumenteres s�aledes for, at e�ekter fra markedets mikrostruktur kan

v�re tilb�jelige til at begr�nse markedets tilpasningshastighed, s�aledes at typisk anvendte

test har vanskeligt ved at m�ale, at der er spring i den underliggende pris.

Rentestrukturmodellen i Kapitel 1 tager udgangspunkt i den a�ne diskret-tids model,

og der foresl�as en metode, hvorved den betingede fordeling for n�ste periodes renter kan

beskrives som en blandet fordeling. Modellen bibeholder en a�n sammenh�ng mellem renter

og faktorer, men tillader at renternes tidsseriedynamik kan afh�nger ikke-line�rt af faktor-

erne samt afvige klart fra normalfordelingen. Den diskrete 3-faktor a�ne models empiriske

beskrivelsesevne for�ges markant, n�ar der inkluderes to komponenter i tidsseriedynamikken.

I forhold til den risiko-neutrale del af modellen er det s�aledes muligt i tidsseriedelen, at lade

den korte rentes varians v�re h�jere og hurtigere stigende i variansfaktoren samt at intro-

ducere negativ sk�vhed og positiv topsejlhed i fordelingen. Hvis de relative v�gte p�a de to

komponenter g�res afh�ngige af faktorerne estimerer modellen, at den hastighed som den

korte rente tr�kkes tilbage mod gennemsnittet med samt dens varians begge �ges hurtigt for

h�jere niveauer af rentekurven. Tilf�jelsen af en ekstra komponent g�r, at modellen tillader

lavfrekvente men relativt store simultane skift i rentekurve i retning af et lavere niveau, en

st�rre stejlhed og en mere positiv krumning.

Kapitel 2 omhandler risikoafd�kning af rentef�lsomme fordringer mod �ndringer i nulkuponkur-

ven. Den grundliggende id�e er at anvende resultater fra dynamiske rentestrukturmodeller

i stedet for udelukkende at konstruere afd�kningen via tv�rsnitsmetoder baseret p�a fak-

toranalyse eller en parametrisering af rentekurvens form. F�lles for alle metoder er, at de

matcher generaliserede varighedsm�al for afd�kningsportef�ljen med de tilsvarende for den

fordring, der skal afd�kkes. Kapitlet udleder derfor den portef�lje, der minimerer vari-

ansen p�a afd�kningsfejlen under betingelse af, at b�ade generaliserede varigheder og v�rdier

matches. Evnen til at risikoafd�kke vurderes i et empirisk studie, der anvender ugentlig

data for nulkuponrenter med konstant tid til udl�b over perioden fra 1983 til og med 2007,
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og fordringerne, der skal afd�kkes, er baseret p�a kontraktlige forhold observeret i markedet.

Resultaterne viser at afd�kningsevnen forbedres, n�ar generaliseret varighed beregnes ud

fra estimater fra en dynamisk rentemodel. Teorien for prisfasts�ttelse af aktiver, indikerer

at yderligere forbedringer skulle v�re mulige, fordi frav�r af arbitragemuligheder p�al�gger

krydsrestriktioner mellem rentedynamikken og nulkuponkurvens form. Denne forbedring af

afd�kningsevnen realiseres empirisk efter introduktion af en ny rentestrukturmodel, som

involverer tre stokastisk varierende faktorer, der p�avirker henholdsvis niveau, h�ldning og

krumning af rentekurven. Resultaterne er desuden mest gunstige for metoden der matcher

generaliseret varighed, hvilket indikerer, at det er vigtigere at fjerne faktorernes bidrag til

afd�kningsfejlens varians, end det er at fors�ge at afbalancere bidragene fra faktorerne med

de idiosynkratiske bidrag.

Det tredje kapitel unders�ger hvorvidt det er muligt at teste for spring i priser ved brug

af h�jfrekvente observationer. Kapitlet fokuserer p�a e�ekter i de observerede pris�ndringer

omkring springtidspunktet, som skyldes markedets mikrostruktur. Test for spring bygger

p�a den egenskab, at ethvert spring vil ske indenfor et enkelt tidsinterval, uafh�ngig af hvor

h�j observationsfrekvensen er. I kapitlet argumenteres der for, at mikrostruktur-e�ekter

relateret til �ndringer i v�rdifasts�ttelsen som f�lge af ny information er tilb�jelig til at

g�re dette til en urealistisk antagelse i h�jfrekvent transaktionsdata. Som en beskrivelse af

p�avirkningen fra s�adanne mikrostruktur-e�ekter foresl�ar Kapitel 3 en model, hvor markedets

priser tilpasser sig gradvist til spring i den underliggende e�ektive pris. Modellens empiriske

relevans illustreres i et eksempel og resultatet af forskellige test for spring unders�ges b�ade i

eksemplet og i simuleret data. Resultaterne viser, at testene har sv�rt ved at opfange spring,

n�ar st�je�ekterne i den foresl�aede model inkluderes. En mulige l�sningsmetode kunne v�re

at anvende testene p�a pris�ndringer over l�ngere tidsintervaller, men dette viser sig ikke at

v�re s�a enkel en l�sning. Resultaterne indikerer desuden, at i den foresl�aede model virker

test der baserer sig p�a den st�rste observerede pris�ndring bedre end test der sammenligner

forskellige m�al for prisseriens variation.
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Abstract

Starting from the discrete-time a�ne term structure model by Dai, Le & Singleton

(2006), this paper proposes a Radon-Nikodym derivative which implies that factors

follow a mixture distribution under the physical measure. The model thus maintains

attractive features of an a�ne relation between yields and factors, while allowing for

nonlinear and non-normal time-series dynamics. Empirically the �t of the discrete-

time 3-factor a�ne model is found to be substantially improved by the inclusion of

two components to describe the time-series dynamics. Relative to the risk-neutral

model, the mixture model is able to let the variance of the one-period rate be higher

and faster increasing in the variance factor, and to introduce negative skewness and

positive excess kurtosis. When weights on the components depend on factors, the

model produces a speed of mean reversion and variance of the one-period rate that

both increase fast with higher levels of the yield curve. The added second component

is found to capture infrequent relatively large simultaneous shifts in direction of a yield

curve that is at a lower level, is steeper, and is more positively curved.

�The author is grateful to Aarhus University Research Foundation for support and to the Bendheim
Center for Finance, Princeton University for the hospitality provided during a stay there as a visiting PhD
student. I thank Bent Jesper Christensen for comments and suggestions. CREATES (Center for Research
in Econometric Analysis of Time Series) is funded by the Danish National Research Foundation.
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Chapter 1

1 Introduction

The term structure of interest rates is commonly described by a factor model in which

zero-coupon bond yields depend linearly on factors. This goes back at least to Litterman

& Scheinkman (1991), who showed that the cross-sectional relation of yields with di�erent

maturities is well captured by 3 linear factors with loading functions shaped such that the

factors impact the level, slope and curvature of the yield curve, respectively. In addition,

a complete model of the term structure of interest rates describes the behavior of the yield

curve over time by modelling the dynamics of the factors in a way that does not admit

arbitrage. Du�e & Kan (1996) establish that an a�ne relation between yields and factors

is implied by models in which the factor drift and squared volatility terms for a risk-neutral

investor, as well as the short rate, are a�ne in the factors. Adding a description of investor

preferences by a properly de�ned market price of risk function leads to the continuous-time

a�ne term structure models, which are detailed in Dai & Singleton (2000).

The time series of interest rates have been documented by several authors to exhibit

nonlinearities in both �rst and second moments. Thus the short rate is found to mean revert

much stronger further away from the mean, and the volatility to increase faster than linearly

with the level of rates, Chan, Karolyi, Longsta� & Sanders (1992), A��t-Sahalia (1996a), A��t-

Sahalia (1996b), and Boudoukh, Richardson, Stanton & Whitelaw (1999). Yield changes

also does not appear to be normal distributed showing negative skewness and positive excess

kurtosis. This is for instance captured in models of the short rate that include jumps,

Johannes (2004) and Piazzesi (2001).

An a�ne pricing model is only a consequence of dynamics in the risk-neutral model, and

several papers have shown that generalizations of the market price of risk function improves

the ability of continuous-time a�ne models to match time-series properties of yields, Duf-

fee (2002), Duarte (2004), and Cheridito, Filipovic & Kimmel (2007). In continuous-time

Wiener driven models di�erences between the dynamics under the risk-neutral and histor-

ical measures are only in the drift term as a consequence of the Girsanov theorem. This

naturally limits the ability to reconcile a�ne pricing models resulting from a�ne continuous

time risk-neutral factor dynamics with some of the observed empirical time-series properties

of yields.

This paper attempts to improve on the ability of term structure models with an a�ne

pricing relation to capture the nonlinear and non-normal time-series properties of interest

rates. The proposed model is set in discrete time and builds on the framework introduced

by Dai et al. (2006), a discrete analog to the continuous-time a�ne models. By modelling

via the conditional moment generating function, their approach conveniently obtains closed-

form expressions for the conditional likelihood function even for general market price of risk

functions. Still, the formulation of the Radon-Nikodym derivative that they propose implies

that only the mean of factors that are Gaussian under Q is a�ected, and more generally,
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A�ne Bond Pricing with a Mixture Distribution for Interest Rate Time-Series Dynamics

that changes in higher moments are �xed when the di�erence in mean between measures is

determined.

The paper suggests a Radon-Nikodym derivative that is a weighted average of Esscher

transforms. This has the consequence that the P distribution of yields will be a mixture
distribution with components de�ned by the individual Esscher transforms and mixture

proportions that are the weights from the Radon-Nikodym derivative. Component distribu-

tions are known in closed form, by the method used in Dai et al. (2006), and thus the full

conditional likelihood function of the mixture model is known as well. Besides the individual

market price of risk functions that de�ne each component relative to the risk-neutral model,

the mixture proportions may also depend on factors in the model.

By combining individual components the mixture model allows for nonlinearities as well

as variation in higher moments of the time-series distribution of yields. This is also pos-

sible in models where each component under the physical measure is a�ne with constant

parameters like in the risk-neutral model. Factors come from the standard a�ne pricing

framework, and the variation in moments conditional on these can therefore be interpreted

in relation to level, slope, and curvature of the yield curve. Models with regime switching

also describe interest rate time series as a combination of distributions. These models have

been applied for instance by Hamilton (1988), Ang & Bekaert (2002), Bansal & Zhou (2002).

A mixture model is similar to a regime switching model prior to realization of the regime

but without dependence in regime over time. That is, the weighing of components does

not depend on which component the previous period's realization comes from. The mixture

model with factor-dependent weights do allow for periods of higher or lower probability of

each "regime", but this dependence runs entirely through the position of factors.

In an empirical implementation the 3-factor a�ne pricing model with a mixture element

in the time-series dynamics is applied to weekly US zero-coupon bond yields. The estima-

tion method uses the standard simplifying assumption that some yields are observed without

error to implicitly obtain the factors and allow for maximum likelihood estimation without

�ltering. Results show that allowing for a two-component distribution in the time series

substantially improves the �t to observed yields relative to a single-component model when

�t is compared by information criterion statistics to correct for the higher number of param-

eters in the mixture model. Further, there is evidence in favour of letting weights depend

on factors, though this improvement is less than that of adding the second component.

The mixture models estimate a main component fairly similar to the single-component

models, while the second component with low weight is quite di�erent. The conditional

mean of the additional component is located such that it allows for relatively large changes

of the yield curve in a speci�c direction. This can be described as a simultaneous shift

towards a yield curve that has lower level, more steepness and more positive curvature.

Due to the high and low weights on each of the two components, such that these represent
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Chapter 1

standard movement and infrequent large moves, the model captures some of the same e�ects

that Poisson-type jumps do in continuous-time models.

The suggested Radon Nikodym derivative allows for substantial di�erences in other mo-

ments than the mean between the risk-neutral and the physical measures. Compared to

single-component models, this results in the variance of the one-period rate being lower

and more slowly increasing with the variance factor in the risk-neutral part of the mixture

models. Thus the pricing implications are changed, although the speci�cation of this part of

the model is unchanged. The higher one-period rate variance, which also increases sharper

with the variance factor, shows up only in the time-series dynamics of the mixture model.

Changes in the one-period rate under the physical measure are very close to being normal

distributed for weekly intervals in the single-component models, whereas the mixture models

estimate negative skewness and positive excess kurtosis in the one-period rate time series.

With factor-dependent weights, the weight on the second component is higher when the

yield curve has a higher level factor, when it has a lower positive curvature factor, and

slightly higher when the steepness factor is higher. These results imply clear nonlinear

patterns in expected changes of the one-period rate. Thus it is expected to revert faster

towards lower rates when the general level of rates is high and when medium term rates

are low. Variance increases sharply as well for a higher level factor and for higher negative

curvature. Negative skewness and positive excess kurtosis are highest when these two factors

are about one standard deviation above their means.

A by-product of the empirical implementation is the observation that the canonical

identi�cation scheme for a�ne models is problematic for some data. The constant terms in

the variance of the Gaussian factors are �xed in the canonical rotation to identify the scale

of these factors, but they are in general only required to be non-negative. If data requires a

model with some of these terms close to zero, then the scale of the related factors becomes

weakly identi�ed resulting in problems of estimating standard errors for all parameters

a�ected by scale rotations of the given factor. This result is also applicable for continuous-

time models and is easily solvable when discovered by instead identifying the scale of the

given factor via restrictions on another parameter.

Section 2 of the paper introduces the discrete-time a�ne pricing model by Dai et al.

(2006). The conditions that must be satis�ed by the Radon-Nikodym derivative in this

framework to properly de�ne the physical dynamics are discussed in Section 3. In Section 4

the suggested form of this function is described and the consequences for the P distribution
of factors is presented. Section 5 discusses how to estimate the proposed type of model

under the assumption that some yields are observed without error. The empirical study

is in the folowing two sections. Section 6 �rst illustrates the e�ect of the mixture element

in a one-factor Vasicek-type model, and then the complete 3-factor models with one factor

a�ecting variance are estimated in Section 7. The conclusion is in Section 8.
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A�ne Bond Pricing with a Mixture Distribution for Interest Rate Time-Series Dynamics

2 Discrete-Time A�ne Term Structure Model

Dai et al. (2006) suggest a class of discrete-time a�ne term structure models analogous to

the well known a�ne models set in continuous time. In this section, I briey review the part

of their model that determines the cross-sectional relation between zero-coupon bond prices

and thus the yield curve. As is standard, this is determined by a risk-neutral model of the

short rate, or in discrete time the one-period rate. The model describes the one-period rate

as a�ne in N factors and then speci�es the dynamics of these factors under the risk-neutral

measure, Q. The factors follow a �rst order a�ne Markov process in which M factors are

allowed to a�ect conditional variances. Thus the discrete a�ne risk-neutral model is termed

DAQM (N).

The N -dimensional Markov process for factors, X, is a�ne since the conditional moment

generating function of Xt+1 given Xt is exponentially a�ne

�Qt (u) = E
Q
t

h
eu

0Xt+1
i
= ea(u)+b(u)

0Xt ; (1)

where u is an N �1 vector, the function a (�) takes scalar values, and b (�) is an N �1 vector
of functions. In the DAQM (N) model the conditional factor distributions are in particular

chosen such that the model has as its continuous-time limit the continuous a�ne AQM (N)

model speci�ed by Dai & Singleton (2000). Therefore arrange the N factors in two groups,

X 0
t = [Z 0t; Y

0
t ], where Zt is a discrete time counterpart to M correlated Cox-Ingersoll-Ross

processes, and Yt corresponds to N �M Vasicek processes. To simplify the presentation, I

restrict Zt to be scalar, i.e., the model is only described here for M � 1. This includes the
empirically appliedDAQ1 (3) model, but the extension suggested in the paper can equivalently

be applied to models with multiple variance factors.

The variance factor Z is an autonomous process, independent of the Y factors at all times,

and it follows the exact discrete time counterpart of a CIR process. Thus the conditional

distribution of the variance factor at t+ 1 given Zt can be expressed by

2Zt+1
c
jZt � �2

�
2�;

2�Zt
c

�
; (2)

where �2 (k; �) is the non-central chi-square distribution with k degrees of freedom and

non-centrality parameter �. The parameters must satisfy 0 < � < 1, � > 0, and c > 0.

Conditional on variables at t, the N � 1 non-variance factors Yt+1 are independent of
Zt+1 and normally distributed,

Yt+1jXt � N (!Y t;
Y t) : (3)

The mean is a�ne in all factors, !Y t = �0 + �ZZt + �Y Yt, for (N � 1) � 1 vectors �0 and
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Chapter 1

�Z , and an (N � 1) � (N � 1) matrix �Y . The variance is a�ne in Zt alone, and this is
parameterized by 
Y t = �Y SY t�

0
Y , where �Y is a non-singular (N � 1) � (N � 1) matrix

and SY t = diag (�+ �Zt) for (N � 1) � 1 parameter vectors � and � which both are non-
negative. Occasionally, it is convenient to express the variance as 
Y t = h0 + hZZt, for the

symmetric, positive semi-de�nite matrices h0 = �Y diag (�) �
0
Y and hZ = �Y diag (�) �

0
Y .

For the factor distributions of the DAQ1 (N) model, the conditional moment generating

function is on the exponential-a�ne form (1) with the a and b functions given by

a (u) = �� ln (1� uZc) + u0Y �0 +
1

2
u0Y h0uY (4)

b (u) =

�
uZ

1� uZc
�+

1

2
u0Y hZuY + u

0
Y �Z ; u

0
Y �Y

�0
:

Here, uZ and uY are the scalar and (N � 1)-vector in u0 = [uZ ; u0Y ], and it must hold that
uZ < 1=c.

When parameters are chosen appropriately the model converges to the continuous a�ne

AQ1 (N) model as the period length shrinks to zero. Suppose that parameters in a �-period

discrete model are set equal to

� = 1� �ZZ�; � = 2�ZZ�Z=�
2
Z ; c = �2Z�=2;

�0 = [�Y Z ; �Y Y ] ��; �Z = ��Y Z�; �Y = I � �Y Y�;

� = �c�; � = �c�;

(5)

where dimensions of right hand side parameters follow directly from the discrete model

parameters. Then it can be shown that for �! 0 the discrete model converges to

dXt = � (� �Xt) dt+ �
p
SctdWt; (6)

where

� =

 
�ZZ 0

�Y Z �Y Y

!
; � =

 
�Z

�Y

!
; � =

 
�2Z 0

0 �Y

!
: (7)

and Sct = diag ([Zt; �
c + �cZt]).

1

The a�ne relation between the one-period interest rate and the factors is written as

rt = �0 + �
0
XXt; (8)

for a scalar �0 and an N � 1 vector �X . The entries in �X are denoted (�Z ; �1; :::; �N�1)0, i.e.,
the numbers indicate which Y factor the parameters a�ect.

1The continuous model parameters �c, �c, and matrix Sct have been given superscript c to distinguish
them from the corresponding discrete model parameters �, �, and matrix SY t, which are all scaled relative
to the period length �.
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Analogous to the result in Du�e & Kan (1996) for continuous time models, the a�ne

speci�cations in (1) and (8) imply that the price of a zero-coupon bond with maturity n is

exponentially a�ne in the factors,

P nt = e
�An�B0nXt ; (9)

where the scalars An and the N � 1 vectors Bn are determined recursively according to2

An = An�1 +��0 � a (�Bn�1) A0 = 0

Bn = ��X � b (�Bn�1) B0 = 0:
(10)

This result follows since under the martingale measure Q discounted prices must satisfy the
no-arbitrage condition

P nt = E
Q
t

�
e��rtP n�1t+1

�
: (11)

For a risk-neutral model determined by the short rate (8) and factor dynamics (1) this

is satis�ed when prices are on the form (9) - (10). The n-period zero-coupon yield at

time t (continuously compounded and measured in per annum terms) is given by ynt =

� log (P nt ) = (n�). The yield curve at time t when factors are equal to Xt is therefore

ynt = �
n
0 + �

n 0
XXt; (12)

where the scalars �n0 = An= (n�) and the N � 1 vectors �nX = Bn= (n�) have been named
for their analogy with parameters in the one-period rate, rt = y

1
t = �

1
0+ �

1 0
XXt = �0+ �

0
XXt.

3 Restrictions in Choice of Physical Dynamics

A complete term structure model must also describe the behavior of interest rates over time.

As seen from (12) the risk-neutral model determines the cross-sectional relation between

yields in terms of the factors at each point in time. Therefore, the model is completed

by also modelling the time-series behavior of the factors, i.e., determining the dynamics of

factors under the actual, or physical, probability measure, P. An asset pricing model is free
of arbitrage if there exists an equivalent probability measure under which discounted prices

are martingales. The approach used here to modelling the term structure is somewhat

backwards, but standard, since dynamics under the martingale measure Q is determined

�rst and then the relation to the actual behavior of rates is determined in the second step.

To preclude arbitrage it is therefore only left to ensure that the physical probability measure

P is equivalent to Q, which then is an equivalent martingale measure per de�nition. This
2The period length � enters in front of �0 and �X since the one-period rate is measured in per annum

terms, see the appendix.
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section clari�es the necessary restrictions to ensure a well de�ned arbitrage-free model when

specifying the physical dynamics on top of a given discrete-time risk-neutral model, such as

the a�ne pricing model of Section 2.

Before turning to the multi-period model, consider �rst a probability space (
;F ;Q).
Then by the Radon-Nikodym theorem a measure absolutely continuous to Q can be de�ned
via a non-negative, F -measurable random variable � by

P (E) =
Z
E

�dQ 8 E 2 F ;

and � = dP
dQ is called the Radon-Nikodym (RN) derivative of P with respect to Q. The new

measure P is a probability measure if it integrates to 1 on 
, which is satis�ed if the RN
derivative has Q expected value 1, i.e., EQ (�) = 1. To ensure that Q is also absolutely

continuous to P, such that the measures are equivalent, it is further required that � > 0,

Q-a.s. With these additional conditions an equivalent probability measure can be de�ned
by an RN derivative.

In the discrete-time model let the RN derivative of P with respect to Q at time t for

variables to be realized at t + 1 be �t;t+1. For tractability reasons I restrict �t;t+1 to be

a function of Xt and Xt+1 only, such that the �rst order Markov property is preserved.

Applying the restrictions found above, the function must satisfy

EQt
�
�t;t+1

�
= 1

�t;t+1 > 0; Qt+1 � a:s:
(13)

to ensure that the new measure it de�nes is an equivalent probability measure. The distri-

bution of variables in the risk-neutral model was speci�ed through the conditional moment

generating function, (1). By de�nition of the RN derivative it is now straightforward to

obtain the corresponding function under the physical measure

EPt

�
eu

0Xt+1
�
= EQt

�
�t;t+1e

u0Xt+1
�
: (14)

De�ning all one-period RN derivatives in the discrete model to satisfy (13) will ensure that

the change of measure is also well de�ned over longer periods. By application of iterated

expectations and (14) for each period it follows that the RN derivative at time t for variables

at t+ k must be the product of those for each period,

�t;t+k =
kY
i=1

�t+i�1;t+i: (15)

Again, by iterated expectations it is straightforward to check that �t;t+k has Qt-expected
value 1, and that it is strictly positive on sets with positive mass under Qt+k, since this

10
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holds for all the single period RN derivatives. Thus the discrete multi-period model can

consistently be de�ned under the physical measure by specifying all one-period conditional

RN derivatives.

To determine the physical dynamics of interest rates by a change of measure in the initial

risk-neutral model in the way just described, the RN derivative must further be chosen such

that the resulting P distributions are econometrically tractable. In the discrete-time model
tractability is only necessary on a period by period basis, i.e., concerning distributions arising

from (14). The distributions that result for variables over longer periods from EPt
�
eu

0Xt+k
�
=

EQt
�
�t;t+ke

u0Xt+k
�
may be complicated and not known in closed form due to the way �t;t+k

is obtained by (15). This is di�erent from continuous-time models for which tractability at

the frequency of observations automatically implies this at longer frequencies, as well.

The physical dynamics of factors in the discrete-time term structure model can be de-

termined by a measure change from the a�ne risk-neutral model by de�ning in each period

the conditional RN derivatives, �t;t+1. These must satisfy conditions (13) to ensure that P is
an equivalent probability measure to the martingale measure Q, such that the model is free
of arbitrage. Further, �t;t+1 should de�ne a conditional moment generating function under

P, (14), such that the distribution of variables Xt+1jXt is econometrically tractable. Besides

these considerations, �t;t+1 can be chosen to get a P model with a good �t to empirically
observed interest rate behavior.

4 Mixture Model

This section suggests a exible approach to de�ning the physical dynamics of interest rates

on top of the discrete-time risk-neutral model. Thus it shows that if the one-period Radon-

Nikodym derivatives are weighted averages of variables that all satisfy the conditions dis-

cussed in the previous section, then the resulting model under P is a mixture model. Start
with k variables �1t;t+1; ::; �

k
t;t+1 that satisfy (13) and therefore de�ne equivalent probability

measures to Q, say P1; :::;Pk.3 Then let the RN derivative that de�nes P be the convex
combination of these k variables,

�t;t+1 =

kX
j=1

wjt �
j
t;t+1;

kX
j=1

wjt = 1; (16)

where the non-negative weights are allowed to be functions of the conditioning set of variables

at time t, wjt = w
j (Xt) � 0. The convex combination preserves the properties (13), satis�ed

3Here, k is generally small and in the later empirical application k is 2, but the notation for arbitrary k
is convenient.
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by each �jt;t+1,

EQt
�
�t;t+1

�
=

kX
j=1

wjtE
Q
t

�
�jt;t+1

�
=

kX
j=1

wjt = 1

�t;t+1 =

kX
j=1

wjt �
j
t;t+1 > 0 Qt+1 � a:s:;

so the combined RN derivative properly de�nes a probability measure P equivalent to Q.
The implied conditional moment generating function under P is

�Pt (u) = E
Q
t

h
�t;t+1e

u0Xt+1
i
=

kX
j=1

wjtE
Q
t

h
�jt;t+1e

u0Xt+1
i
=

kX
j=1

wjt�
j
t (u) ;

where �jt (u) is the conditional moment generating function under Pj, the probability mea-
sure de�ned by the j'th individual RN derivative, �jt;t+1.

In a �nite mixture distribution the moment generating function is the weighted average

of the component moment generating functions with weights that are the mixture propor-

tions. It follows that factors in a P model de�ned by (16) have mixture distributions in
which components are the distributions obtained for factors under each Pj. The mixture
proportions are the weights, wjt , used to combine the individual RN derivatives. Thus in

terms of conditional densities

fP (Xt+1jXt) =
kX
j=1

wjtf
j (Xt+1jXt) ; (17)

for densities f j obtained under Pj. Then if each �jt;t+1 is de�ned such that conditional
densities of variables under Pj are known in closed form, the P model is econometrically
tractable using standard methods for �nite mixture distributions.

A way to obtain component densities in closed form is to let the individual RN derivatives

be Esscher transforms as suggested in the single-component case by Dai et al. (2006). Thus

for N -vector functions �jt = �
j (Xt) for which the expectation E

Q
t

�
e�

j
t
0Xt+1

�
exists, de�ne

the component RN derivatives as

�jt;t+1 =
e�

j
t
0Xt+1

EQt

�
e�

j
t
0Xt+1

� ; j = 1; :::; k: (18)

This has EQt
�
�jt;t+1

�
= 1 by de�nition, and positivity follows if the exponent in the numerator

is �nite with probability one. The restrictions that each �jt must satisfy for this method to

12
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be well-de�ned are therefore

�1 < �jZt < 1=c and
���jY t�� <1; Q� a:s:; (19)

where �jt has been separated into the parts that a�ect variance and non-variance factors,

�jt
0 =
�
�jZt;�

j
Y t
0�.

The transformation (18) is convenient because the resulting component distributions are

on the same form as those under Q, but with some parameters varying dependent on the
value of �jt . The moment generating function for the j'th component is

�jt (u) = Ejt

h
eu

0Xt+1
i
= EQt

h
�jt;t+1e

u0Xt+1
i

= ea(u+�
j
t)�a(�

j
t)+[b(u+�

j
t)�b(�

j
t)]

0
Xt ; (20)

and this will only in special cases be a�ne, i.e., on the form (1). For the factor distributions

in the DAQM (N) model, though, it is possible even for general �
j
t functions to write (20) as

that under Q with time-varying parameters. Let parameters in the risk-neutral model be

� = f�; �; c; �0; �Z ; �Y ;�Y ; �; �g, then manipulations of (20) show that

�jt (u) = e
a(u;�(�jt))+b(u;�(�

j
t))

0
Xt ; (21)

where a and b are the function in (4). The parameters in �
�
�jt
�
that depend on �jt are

c
�
�jt
�
= c �

�
1� �jZtc

��1
; �

�
�jt
�
= � �

�
1� �jZtc

��2
;

�0
�
�jt
�
= �0 + h0�

j
Y t; �Z

�
�jt
�
= �Z + hZ�

j
Y t;

(22)

while the remaining ones are una�ected. Writing the conditional factor density under Q as
fQ (Xt+1jXt; �), the mixture density under P can be written as

fP (Xt+1jXt) =

kX
j=1

wjtf
Q �Xt+1jXt; �

�
�jt
��
; (23)

with the parameters in each component that di�er from their values under Q given by (22).
Consider the additional exibility obtained in the P model with multiple components

relative to the single-component case. The conditional distributions may depend nonlinearly

on the factors as � (Xt) can be any function that satis�es (19). Still, from the results (21)

and (22), when k = 1 the form of the conditional factor distributions under P will be the
same as under Q, i.e., normal for Y and non-central �2 for Z. Further, these distributions

can di�er from under Q only by one degree of freedom per factor, since conditional on Xt the

shift is determined by the value of �1t which has dimension equal to the number of factors.

Speci�cally, this implies that if the single-component model is to match a certain di�erence
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in the mean for each factor, then the di�erence between the two measures in higher moments

is automatically �xed. This property is conditional on Xt and thus not dependent on how

the � (Xt) function is chosen.

In the multi-component model the conditional moment generating function under P,

�Pt (u) =
kX
j=1

wjt e
a(u;�(�jt))+b(u;�(�

j
t))

0
Xt ; (24)

cannot in general be reduced to the single exponential a�ne form (21), so now also the form

and not only the parameters in the conditional distributions may change relative to Q. The
uncentered moments of factors under P are easily obtained from (24) as weighted averages

of component uncentered moments,

EPt
�
Xn
t+1

�
=

kX
j=1

wjtE
Q
t

�
Xn
t+1j�

�
�jt
��
:

This illustrates that in the mixture model there is additional degrees of freedom for the

distributions to di�er between the two measures, since several moments of the conditional

factor distribution can now di�er independently. Thus a given �rst moment shift for each

factor can be matched by a multitude of combinations of �jt 's and there is then additional

freedom to also match di�erences in higher moments.

This di�erence between k = 1 and k > 1 is especially clear for the conditional normally

distributed variables Yt, since, as seen from (22), only the mean is a�ected by a single-

component Esscher transform. Thus

EQt
�
Yt+1j�

�
�jt
��
= EQt [Yt+1] + V

Q
t [Yt+1] �

j
Y t; (25)

while the variance and all higher central moments remain unchanged. With multiple com-

ponents other moments than the mean will di�er from their values under Q. For instance,
the variance in the mixture equals

V Pt [Xt+1] =

kX
j=1

wjtV
j
t [Xt+1] +

kX
j=1

wjt
�
Ejt [Xt+1]� EPt [Xt+1]

�2
; (26)

i.e., the average component variance plus the average squared distance between component

means and the common mean. For the Y factors the component variances are the same but

the means may di�er in a variety of ways for the same �rst P moment, and thus di�erences
between V Pt (Yt+1) and V

Q
t (Yt+1) are possible in the multi-component model. That only

the �rst moment of the conditional distribution is a�ected by the Esscher transform is a

special property of the normally distributed variables that does not hold for the non-central
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chi-square variables, Zt.
4 It still holds for this type of variable that in a single-component

Esscher transform, the shift in all conditional moments is determined by the single variable

�jZt, and that this constraint is relaxed in the mixture formulation.

The ability in the discrete model to let higher moments di�er between equivalent mea-

sures is tied to the modelling of variables over �xed intervals, � > 0. For increasingly shorter

intervals, � ! 0, it also holds for the mixture model in the limit that only the expected

rate of change for variables is a�ected by the change of measure. The e�ect of increasingly

shorter time intervals on the Esscher transform used to get the components follows from

results in Dai et al. (2006). Without loss of generality reformulate �jt in terms of another

function �j (Xt) as

�j (Xt) = (�S
c
t�

0)
�1 �

�j (Xt)� �Q (Xt)
�
; (27)

where �Q (Xt) is the drift and �
p
Sct the volatility in the di�usion (6) that the Q model

converges to as �! 0. Then a �rst order Taylor approximation of the mean and variance

in the discrete model under Pj obtained with an Esscher transform de�ned by (27) gives

Ejt (Xt+�) = Xt + �
j (Xt)� + o (�)

V jt (Xt+�) = �S
c
t�

0�+ o (�) = V Qt (Xt+�) + o (�) :
(28)

This implies that the limiting continuous-time di�usion for the discrete model under Pj has
drift �j (Xt) and volatility �

p
Sct . Thus in the limit the Esscher transform tends to the same

e�ect as that achieved by a Girsanov transformation with kernel
�
�
p
Sct
�0
�jt in the limiting

di�usion model under Q. As a result, �jt is approximately the market price of risk that gives
the shift in mean per unit of variance,

Ejt (Xt+�)� EQt (Xt+�) = V
j
t (Xt+�) �

j
t + o (�) : (29)

Extending the results above to multiple components, a �rst order Taylor approximation

to the mean and variance under P in the mixture model is found to give

EPt (Xt+�) = Xt +

kX
j=1

wjt�
j (Xt)� + o (�) � Xt + �

P (Xt)� + o (�)

V Pt (Xt+�) = �Sct�
0�+

kX
j=1

wjt
�
�j (Xt)� �P (Xt)

�2
�2 + o (�) (30)

= �Sct�
0�+ o (�) :

Here the second equality for the variance assumes that the di�erence between the �j (Xt)'s

does not increase with �. Thus, it also holds for the mixture model as �! 0 that the e�ect

4The n'th centered moment under Q is EQt
�
Znt+1

�
= (n� 1)!�cn+n!cn�1�Zt and the Esscher transform

make � and c depend on Zt as given in (22).
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of the measure to a �rst order approximation is only a change in the drift from �Q (Xt) to

the weighted average of the component drifts, �P (Xt) =
Pk

j=1w
j
t�
j (Xt). Consequently, the

weighted average of �jt is approximately for small time intervals the market price of risk,

Ejt (Xt+�)� EQt (Xt+�) = V
j
t (Xt+�)

kX
j=1

wjt�
j
t + o (�) ;

measuring the change in mean per unit of variance.

That the measure change in the mixture model to a �rst order approximation for small

time intervals only a�ects the mean requires that the di�erence �j � �P is not related to
the interval length. For �xed interval length this di�erence may be large enough for the

second term in (30) not to be negligible. This follows since �j � �P is not restricted by the
wish to match a certain di�erence in the means and therefore may become large enough

to matter for the variance at the interval length in the model. The variance in the single-

component model, (28), may also have terms of order �2, but the size of these cannot be

changed without a�ecting the mean. Whether the possibility in the mixture model to let

higher moments di�er between the pricing model and the model for interest rate time series

is relevant should therefore be determined empirically.

5 ML Estimation for Implicitly Observed Factors

The interest rate model is estimated from a data set of m zero-coupon bond yields with

di�erent maturities observed at �xed intervals. The period length in the discrete model is

set equal to the observation frequency, such that yields are observed at times t = 0; 1; :::; T .

Including an additive error term, "nt , that captures the part of the observed yield unexplained

by the model gives from (12) that observed yields are

ynt = �
n
0 + �

n 0
XXt + "

n
t : (31)

Due to the error term in (31) the latent factors should generally be �ltered out when the

model is estimated. It is common to make the simplifying assumption that a number of yields

equal to the number of factors are observed without error, such that factors can be calculated

directly from the perfectly observed yields. This method is used in continuous-time models

by Chen & Scott (1993) and Pearson & Sun (1994), and in discrete-time models by Dai

et al. (2006). When factors under P follow a mixture distribution, this assumption allows
the use of standard likelihood methods from mixture modelling such as the EM algorithm

to estimate parameters. This section describes the estimation approach when factors are

assumed implicitly observed from a subset of the yields.

To write down the likelihood function arrange yields into an N vector of those observed
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without error ypt and an m � N vector of those with error yet . Then factors are obtained

from ypt using (31) without the error term to get

Xt = (�
p
X)

�1 (ypt � �p0) ; (32)

for �p0 the N -vector of �
n
0 's for maturities without error, and �

p
X similarly the N �N -matrix

with rows �n 0X for maturities without error. Substituting the factors (32) in (31) for the

remaining yields observed with error results in

yet = �
e
0 + �

e
X (�

p
X)

�1 (ypt � �p0) + "et ; (33)

where the m�N -vector �e0 and the (m�N)�(m�N)-matrix �eX are obtained by collecting
�n0 and �

n 0
X for maturities of yields observed with error. The error terms in yet are assumed

normal and independent across maturities, "et � N
�
0; diag

�
�21; :::; �

2
m�N

��
.

Collect all model parameters into the vector 	 and write y = fytgTt=0 for yields. Then
assuming y0 is given, the likelihood function is

L (	jy) / f (yj	) =
TY
t=1

f (ytjyt�1; : : : ; y0;	) =
TY
t=1

f (yet jy
p
t ;	) f

�
ypt jypt�1; 	

�
;

where the last equation splits yt into y
p
t and y

e
t , and uses that the Markovian structure for

factors transfers to ypt . By using the change of variable formula substitute y
p
t with factors

given by (32) to get

L (	jy) =
TY
t=1

f (yet jy
p
t ; 	) f

P (XtjXt�1; 	) j�pX (	)j
�1 ; (34)

where it has been emphasized that it is the physical factor dynamics that enter. The

risk-neutral dynamics of factors, on the other hand, enter the likelihood function in the

cross-sectional relation between yields through determination of vectors and matrices �p0,

�pX , �
e
0, and �

e
X in the normal density for y

e
t jy

p
t , cf. (33). Finally, substitute the P density

from the mixture model (17) and take logs to arrive at the log-likelihood function

l (	jy) =
TX
t=1

(
log f (yet jy

p
t ; 	) + log

kX
j=1

wj (Xt�1; 	) f
j (XtjXt�1; 	)

)
� T log j�pX (	)j :

(35)

In principle standard numerical methods can be used to maximize (35) over the pa-

rameters 	. Literature on mixture models instead usually argue to use the EM algorith

to maximize the likelihood function, since this method is robust against the non-standard

likelihood function, which includes the log of a sum, by ensuring monotone convergence to a
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local maximum. The EM algorithm can also be applied to (35) when the dynamic structure,

which is not standard in mixture models, is accounted for.

5.1 EM algorithm

The expectation-maximization (EM) algorithm by Dempster, Laird & Rubin (1977) is an

iterative method to maximize the likelihood function for models with missing data. The un-

observed variables need not actually exist, and the method is therefore equivalently useful in

models for which the addition of arti�cial variables simpli�es maximization of the likelihood

function. The algorithm proceeds in two steps that are iterated to convergence of the param-

eter estimates. In the E-step the expectation of the complete data log-likelihood function

conditional on observed variables and current parameter estimate, 	(g), is calculated. This

function is then maximized in the M-step to �nd a new parameter estimate, 	(g+1). The

method can be seen as �nding a lower bound to the actual log-likelihood function that is

binding at the current parameter estimate, and then maximizing this lower bound to �nd

an improved estimate of parameters.

Mixture models �ts the framework of the EM algorithm, since they can be understood

as models with missing variables that indicate to which component distribution each ob-

servation belongs. Indeed if such variables were observed, the estimation problem would

be simpli�ed considerably, since the component densities could be estimated separately.

These variables are actually missing if data comes from di�erent subgroups, whereas they

are arti�cial if the mixture model is used for exible density estimation as in the present

application.

A discussion of how to apply the EM algorithm to mixture models is given, for instance,

in McLaclan & Peel (2000), and notes on derivation of the method are found in Minka (1998)

and Borman (2004). To describe how EM works for the suggested interest rate model, I

�rst focus on the part of the likelihood function with the mixture element, f (Xj	). Thus
suppose for now that the factors are observed and wish to maximize f (Xj	) with respect
to 	. Since f (Xj	) enters separately in the likelihood function (34) as the product over
f (XtjXt�1; 	), the EM algorithm for f (Xj	) later generalizes to the full likelihood function
in a straightforward manner.

The arti�cially missing data in the model are indicator vectors Kt =
�
K1
t ; :::; K

k
t

�
that

determine to which component transition density Xt belongs, such that ifK
j
t = 1 the density

for Xt is f
j (XtjXt�1; 	). The mixing proportions, w

j
t�1 = w

j (Xt�1; 	) are then the condi-

tional probability that Xt comes from the j'th component, and KtjXt�1 � Multk (1; wt�1)
for wt�1 =

�
w1t�1; :::; w

k
t�1
�
.

In the basic mixture model observed data and component indicators are serially inde-

pendent, Xt ? Xs and Kt ? Ks for s 6= t. This is not the case in the present model where
the distribution for both factors and component indicators depend on previous factors which
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themselves depend on earlier component membership. Despite this dependence, the Marko-

vian structure of the model ensures that application of the EM algorithm is similar to that

for a standard independent mixture model when variables are properly conditioned. The

complete data at time t only depends on the past through the previous factor realization,

f (Xt; KtjXt�1; Xt�2; :::; Kt�1; Kt�2; :::) = f (Xt; KtjXt�1) : (36)

So even though Kt 6? Kt�1 unconditionally, it still holds when conditioned on the factors

that p (KtjKt�1; Xt�1) = p (KtjXt�1). This step, for example, is not possible in hidden

Markov models, for which the forward-backward algorithm must be applied instead.

The complete data likelihood obtained if both factors and component indicators were

observed is the joint density, which is the product over (36),

f (X;Kj	) =
TY
t=1

f (Xt; KtjXt�1; 	) =
TY
t=1

kY
j=1

f
�
Xt; K

j
t = 1jXt�1; 	

�Kj
t ; (37)

and the last equality follows from the multinomial distribution for Kt. The likelihood

function for observing X only is obtained from the complete data likelihood by integrating

over all possible realizations of the unobserved variables,

f (Xj	) =

Z
K

f (X;Kj	) =
Z
K

TY
t=1

f (Xt; KtjXt�1; 	)

=
TY
t=1

kX
j=1

f
�
Xt; K

j
t = 1jXt�1; 	

�
:

Like (35), this illustrates that the log-likelihood function will include the log of a sum, which

complicates maximization.

Instead of maximizing log f (Xj	) the EM algorithm �nds a tractable lower bound,

Q (	) � log f (Xj	), which is binding at the present parameter guess, 	(g). Then choosing
the next guess, 	(g+1), by maximizing Q (	) will improve the likelihood value,

log f
�
Xj	(g+1)

�
� Q

�
	(g+1)

�
� Q

�
	(g)

�
= log f

�
Xj	(g)

�
; (38)

with the second inequality strict if 	(g) is not a stationary point for log f .5

To �nd a lower bound function, Q, consider a set of variables
�
� 1t ; :::; �

k
t

�T
t=1

that consti-

tute a probability distribution for each t, i.e., � jt � 0 and
Pk

j=1 �
j
t = 1. Then by Jensen's

5This follows since log f 0	
�
Xj	(g)

�
= Q0

�
	(g)

�
, and thus if log f 0	

�
Xj	(g)

�
6= 0, we can �ndQ

�
	(g+1)

�
>

Q
�
	(g)

�
in the maximization step.
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inequality for the concave logarithmic function

log f (Xj	) =
TX
t=1

log

kX
j=1

� jt
f
�
Xt; K

j
t = 1jXt�1; 	

�
� jt

�
TX
t=1

kX
j=1

� jt log
f
�
Xt; K

j
t = 1jXt�1; 	

�
� jt

� Q (	) : (39)

Adjusting the lower bound to be binding at the present parameter guess can be done by

choosing � 's that maximize Q at 	(g). As shown in the appendix, this has the posterior

membership probabilities at 	(g) as solution,

�
j(g)
t = p

�
Kj
t = 1jXt; Xt�1; 	

(g)
�
;

i.e., the probability that the transition density for XtjXt�1 belongs to the j'th component

after the factors are observed and using present estimate of parameters. By standard rules

for conditional probability the posterior membership probabilities can be calculated by

�
j(g)
t =

f
�
Kj
t = 1; XtjXt�1; 	

(g)
�

f (XtjXt�1; 	(g))
=

w
j(g)
t�1f

j(g)
tjt�1Pk

j=1w
j(g)
t�1f

j(g)
tjt�1

; (40)

for w
j(g)
t�1 = w

j
�
Xt�1; 	

(g)
�
and f

j(g)
tjt�1 = f

j
�
XtjXt�1; 	

(g)
�
.

The weights �
j(g)
t does not depend on 	, so when substituted into Q in (39), the log-

denominator can be removed with respect to maximization over 	. It is therefor equivalent

to look for the maximum of

TX
t=1

kX
j=1

�
j(g)
t log f

�
Xt; K

j
t = 1jXt�1; 	

�
= E	

(g)

[log f (X;Kj	) jX] ; (41)

which, by taking logs in (37), is the expected complete data log-likelihood conditional on

present parameter estimates and observed factors.

Yields are observed instead of factors the likelihood function is (34). The term adjusting

for change of variable and the term for yet both enter the log-likelihood function additively,

so EM can be applied in the same way to the full log-likelihood function. The complete

data log-likelihood obtained by substituting (37) into the log of (34) is

lc (	jy;K) =
TX
t=1

(
log f (yet jy

p
t ) +

kX
j=1

Kj
t

�
logwjt�1 + log f

j (XtjXt�1)
�)
� T log j�pX j : (42)

Analogous to (41) the lower bound function is E	
(g)
[lc (	jy;K) jy] and from (42) this is

still found by calculating the posterior membership probabilities given by (40), but with
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Xt = (�
p
X)

�1 (ypt � �p0) for parameters from 	(g).

Starting from an initial guess 	(0) the EM algorithm can then be summarized in two

steps that are iterated to convergence. The E-step calculates the expected complete data

log-likelihood given data and current parameter estimates, while the M-step maximizes this

function to �nd a better set of parameter estimates:

E-step Calculate E	
(g)
[lc (	) jy] by updating posterior membership probabilities to

the current parameter estimate using (40).

M-step Find the next parameter estimate as 	(g+1) = argmax	E
	(g) [lc (	) jy].

With this procedure the maximum likelihood value increases monotonically over iterations

as seen from the lower bound maximization condition (38). Convergence to a local maximum

is ensured except in rare cases where the algorithm gets stuck at saddle points.

EM is especially useful when the M-step can be calculated in closed form such as for

normal component densities and constant membership probabilities. When the algorithm is

applied in such cases, the use of standard numerical optimization routines are avoided and

substituted with the iteration over two easy to calculate steps. The parameter estimates

in component densities of the suggested interest rate model cannot be obtained in closed

form, and the weights are allowed to depend on the factors. Therefore the M-step must be

solved by numerical optimization. As the EM algorithm generally needs many iterations to

converge, this numerical step will slow down the algorithm considerably, and direct numerical

optimization of the log-likelihood function may turn out to be faster.

5.2 The Likelihood Function of Mixture Models

There are a few special properties of the likelihood function for a model that includes a

mixture element which should be considered. The likelihood function will generally have

multiple local maxima. In models where components belong to the same family of distribu-

tions and di�er only in parameter values, it is always possible to reorder component labels

and obtain the same likelihood value. This label switching problem is solved by imposing

some ordering of one of the parameters that di�er over components. It is also possible that

the likelihood function is unbounded. For instance in a mixture of normals with di�erent

mean and variance parameters in each component, the likelihood function goes to in�nity if

one component centers at a single observation and its variance goes to zero. Even in such

cases regularity conditions satis�ed by most parametric families ensure existence of a local

maximum with the asymptotic properties equivalent to maximum likelihood estimators, see

Redner & Walker (1984). Therefore when searching for parameter estimates, the procedure

should be started several times from di�erent initial points. Then after removing possible
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spurious solutions, the largest remaining local maximizer can be chosen as the maximum

likelihood estimate.

It is desirable to be able to test for the number of components to include in the mix-

ture distribution, and in particular whether a mixture is necessary at all. Removing one

component density, i.e., going from k to k � 1 components, can be achieved by appropriate
parameter restrictions. Unfortunately regularity conditions are not met to test these restric-

tion by a standard likelihood ration test. Reducing the number of components restricts the

parameter vector to the boundary of the parameter space, or for components of the same

parametric family to a non-identi�able subset of the parameter space. This implies that the

LR statistic is not asymptotically chi-square distributed as in the standard setting. Instead

models with di�erent numbers of components can be compared using Akaike's information

criterion and the Bayesian information criterion. For a model with d parameters and T

observations AIC is �2 logL
�
	̂
�
+ 2d, while the BIC is �2 logL

�
	̂
�
+ d log T , and the

model with the lowest statistic is preferred. The statistics measure lack of �t as twice the

negative log-likelihood function and penalize models for their complexity as measured by

the number of parameters. The BIC requires a larger gain in likelihood value to include an

extra parameter when more data is observed, and thus it penalizes complex models stronger

than AIC for all reasonably sized samples.

6 One-Factor Model

Before the complete three-factor models are estimated, I illustrate the e�ect of introducing a

mixture component in a simple one-factor model. The discrete version of the Vasicek model

is in the framework of Section 2 a DAQ0 (1) model, i.e., with a single Y factor,

Yt+1jYt � N
�
�0 + �Y Yt; �

2
Y

�
:

For identi�cation I impose �0 = 0 and �Y = 1 in (8), such that the factor is the one-period

rate, rt = Yt, as is standard in one-factor models. The e�ect of introducing a mixture element

in the P distribution is investigated by estimating both a standard single-component model
with k = 1 in (16) and a two-component model, k = 2, with constant weights, wt = w.

In both cases the market price of risk functions are set to �jY t = �
�2
Y �

j
0, such that by (22)

under Pj the only change relative to Q is a constant shift in the mean,

�0
�
�jY t
�
= �0 + �

j
0:

Thus the distribution of rt+1jrt under P remains normal in the single-component model,
whereas it becomes a mean-mixture of normals in the two-component model as seen from

(23) with only �0
�
�jY t
�
a�ected by the measure change.
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The models are estimated using constant maturity treasury rates from the Federal Re-

serve Board's database on Selected Interest Rates (H.15). The constant maturity rates in

this data set are based on a yield curve estimated each period from on-the-run treasury

securities with a cubic spline model. I use weekly observations by selecting all Wednesday

yields from the daily data with maturities 3 and 6 months and 1, 2, 3, 5, 7, and 10 years.

The sample period is 1988 : 1 to 2009 : 1, giving a data set of 8 � 1097 yields. For the esti-
mation method described in Section 5, I assume that the 3 month yield is observed without

error, such that the one-period rate is backed out by (32), and the remaining 7 yields are

observed with normally distributed errors as given in (33). Direct numerical optimization

of the log-likelihood function (35) turns out to converge and be much faster than using the

EM algorithm. Standard errors are estimated using the negative inverse of the Hessian at

maximum likelihood estimates.

Estimated parameters of the two models are shown in Table 1. First, under Q the mean
parameters �0 and �Y are almost identical in the two models, while the variance parameter

�Y is smaller in the mixture model compared to the standard model. The market price

of risk parameter �0 is negative implying that the mean reversion level of the short rate

is higher in the risk-neutral world than under the physical measure, which is the standard

result due to interst rates' negative correlation with bond prices. By far the most weight is

put on one of the two components that govern the measure change in the mixture model.

This main component has weight 98:8% and its market price of risk is only slightly smaller

than that in the single-component model. The other component with low weight, 1:2%,

captures a large negative change in the �0 parameter. Comparing the �t of the two models,

the log-likelihood is 115:7 higher in the mixture model which includes two more parameters.

Both the AIC and BIC statistics are thus much lower for the mixture model and indicate

that the increase in model complexity is more than made up for by the better �t to data.

To illustrate the e�ect of the extra component on the P distribution of yields, Table 2
shows the �rst four moments of rt+1jrt under P and Q in both the single-component and

the mixture model. It was already noted from the parameter estimates that the conditional

mean under Q is almost the same in the two models, and as the table illustrates, this also
holds under P. The conditional variance is lower under Q in the mixture model, but the

uncertainty over means in the P distribution introduced by the mixture allows it to increase
to almost the same level as in the single-component model, in which it stays constant under

measure change. Higher moments are also not a�ected in the single-component Y -factor

model, and therefore skewness and excess kurtosis remain at zero for this model of time-

series dynamics. In the mixture the higher moments may change due to the di�erence in

component means. This results in a conditional P density for the one-period rate that is
negatively skewed and has positive excess kurtosis.

Figure 1 plots the conditional densities of rt+1 � rtjrt under P for both models at rt =
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0:020, the value of �P in the single-component model. This illustrates that the second

component captures large negative interest rate changes that have almost zero probability

in the single-component model. The weight on the second component can thus be interpreted

as a weekly probability of 1:2% of an unconventionally large negative move in the one-period

rate implying that this event occurs once or more per year with 45:4% probability. Allowing

for a mixture component has implications for pricing, although the speci�cation for the

risk-neutral model is unchanged, since it frees up the variance to di�er between measures.

Thus �Y is estimated about 16% lower in the mixture model, while it still produces the

same variance under P.

7 Three-Factor Models

The one-factor models presented in previous section were estimated to give a quick illustra-

tion of the e�ect of a mixture element in the discrete-time interest rate model. It is standard

in term structure literature that three factors are needed to adequately describe the cross

section of interest rates. In the a�ne framework of Dai & Singleton (2000) a three-factor

model with one factor a�ecting variance is often the preferred model. I will therefore focus

on the discrete analog, the DAQ1 (3) model, and estimate it together with a number of dif-

ferent speci�cations for the Radon-Nikodym derivative, �t;t+1, to see whether the inclusion

of a mixture element in the measure change for this model is justi�ed empirically. Though

the mixture extension is not related to the speci�c form of the market price of risk function

�t, I consider for comparability reasons both the e�ect of restricting this function to get

linear P components and of allowing for a cubic formulation of �Z , as suggested in Dai et al.
(2006).

The risk-neutral part of the interest rate model to be estimated is presented in (2),

(3) and (8). Thus the DAQ1 (3) model has without restrictions 23 free parameters given

by the set f�0; �Z ; �Y ; �; �; c; �0; �Z ; �Y ;�Y ; �; �g. The restrictions imposed by de�nition on
parameters �, �, and c already ensure that Zt is a well-de�ned autoregressive-gamma process

that stays non-negative. To further avoid that Zt can reach its lower bound of zero, the

condition � > 1 is imposed. This sets PrQ fZt+1 = 0jZtg = 0 for any conditioning Zt, since
the degrees of freedom, 2�, in the non-central chi-square distribution then is larger than

two. That 
Y t is positive de�nite can be obtained by imposing that �i + �i > 0 for all i

in addition to the already given conditions, � � 0, � � 0, and �Y non-singular. There is

no problem in either �i or �i being zero as long as this is not the case for both with the

same index, in which case the corresponding error term would not enter the model. Further,

mean-reverting Y factors is obtained by requiring that eig (�Y ) < 1. This already holds for

Z, since � < 1 by de�nition.

Analogous to the continuous-time a�ne models it is necessary to set some of the 23

24



A�ne Bond Pricing with a Mixture Distribution for Interest Rate Time-Series Dynamics

parameters constant to get an identi�ed model. This is an issue, since factors in the linear

model can be rotated without a�ecting the model for the one-period rate and thus without

changing pricing implications. In the discrete model the main transformations are a rescaling

of Z with a positive constant l, an a�ne transformation LY + v of the Y factors, and a

reparametrization of Y -factor variance using the transformation D. The e�ect of these

transformations on the parameter vector is given in the appendix. Di�erent identifying

restrictions can be chosen to avoid that such transformations are possible. It is natural to

consider the restrictions that would place the approximating continuous-time AQ1 (3) model

in its canonical form. For the parametrization (6)-(7) of the AQ1 (3) model the canonical

form imposes the identifying restrictions �Z = 1, �Y = 0, � = I, �c = �, and �Y � 0.

Therefore by the relation (5), if the restrictions

c = �=2; �0 = ��Z
��=2

1� � ; � = ��; �Y = I; �Y � 0 (43)

are imposed in the discrete model, the approximating AQ1 (3) model will be on canonical

form. This sets 9 parameters constant and the risk-neutral model therefore has 14 free

parameters left. The sign restrictions on some of the free parameters,

0 < � < 1; v > 1; eig (�Y ) < 1; � � 0; (44)

also ensure that admissibility restrictions in the continuous-time model are satis�ed. In the

appendix it is argued that the restrictions in (43) are indeed identifying in the discrete model,

and that they are unrestrictive for any model with all �i strictly positive. This follows since

the conditions can be imposed in any discrete model, with � > 0, via transformations by

l, L, v, and D, and that no further transformations are possible when the restrictions are

imposed.

7.1 Empirical Identi�cation Issues

The canonical identi�cation restrictions (43) can be imposed in any model with all � strictly

positive. For the yield data used to estimate the 3-factor model, this turns out to be a prob-

lematic assumption. When the model is estimated with canonical identifying restrictions,

this results in a Y2 factor with very large scale, such that in the variance term �2+�2Zt, �2

is of the order 107� 109, while the scale-identifying restriction for Y2 is �2 = � = 1=52. For
such a di�erence in magnitude �2 is in practical terms equal to zero, and setting �2 equal

to zero in the model removes theoretical identi�cation of the Y2 scale. The e�ect in the

estimated model is that L = diag (1; L22) rotations can be performed that change param-

eters �2, �2Z , �12, �21, and �2 while �2 is kept at its �xed value with very limited impact

on the likelihood value. Thus the likelihood is at in direction of L22 rotations, and the

25



Chapter 1

standard errors of estimates for a�ected parameters will be very large. When data requires

an �2 close to zero and this parameter is �xed for identi�cation, a small constant term in

the Y2 variance is instead achieved by scaling up Y2. Equivalently, if the free parameter

estimate of �2 is close to zero, then the transformations needed to get to (43) include an L

rotation with L22 = �=�2, which scales Y2 up by a large number. This issue is not speci�c to

discrete-time a�ne models, but would also arise in continuous-time models if data requires

one of the non-variance factors to have no constant term in its volatility.

The issue can be solved by imposing another scale-identifying restriction for Y2 than

setting �2 constant. Any other free parameter a�ected by L22, i.e., �2, �2Z , �12, �21, and �2,

can be chosen. In general, any of these may be zero for some data, so there is no universal

choice. In the speci�c case where a restriction of �2 gives problems, the natural choice is

to set �2 constant instead, since for �2 = 0 it must hold that �2 > 0. I choose �2 = �,

such that �c2 = 1 in the continuous approximation. The rotation that achieves �2 = � is

L22 =
p
�=�2 and relative to (43) this makes �2 a free parameter, such that it can go to

zero if the data requires this. Thus the 14 free parameters to be estimated in the risk-neutral

model, including sign restrictions, are

�0; �Z ; �Y � 0; 0 < � < 1; � > 1; �Z ; eig (�Y ) < 1; �2 � 0; �1 � 0: (45)

7.2 Radon-Nikodym Derivative Speci�cations

A number of di�erent speci�cations for the time-series dynamics of yields are estimated.

These di�er on their degree of mixture in the RN derivative and in the formulation of the

market price of risk function. Besides a single-component model, I estimate models with

two components, k = 2 in (16), that either have constant weights, wt = w, or weights that

depend on the factors. The relation between weights and factors is chosen to be a logistic

function

w (Xt) = (1 + exp (��0 � �0XXt))
�1
; (46)

for �0 scalar and �X a 3� 1 vector. The function is convenient since its range is (0; 1) and
it is analogous to a logistic regression for the unobserved variables that indicate to which

component of the mixture each data point belongs.

For each degrees of mixture two types of market price of risk functions are investigated.

The linear speci�cation implies that component models under P are a�ne with constant
parameters, so �

�
�jt
�
= �j in (21) and (22).6 The other speci�cation allows for cubic

terms in the Z factor, similar to the model preferred by Dai et al. (2006), and thus results in

some parameters of the P components varying over time. The cubic model sets the market
6This de�nition of a linear �t is slightly di�erent from what is called a linear �t by Dai et al. (2006),

who instead de�ne this in terms of the impact on the drift in the approximating AM (N) model.
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price of risk function for Z in each component to

�jZt = Z
�1
t

�
�jZ0 + �

j
Z1Zt + �

j
Z2Z

2
t + �

j
Z3Z

3
t

�
; (47)

for scalars �jZi, i = 0; :::; 3. The impact of �jZt on c and � is given in (22), and from (4)

it follows that the component conditional distribution will only be a�ne if �Z is constant.

Thus the linear speci�cation restricts �jZ0, �
j
Z2, and �

j
Z3 to zero. For all estimated models

the market price of risk functions for the Y factors in each component are de�ned as

�jY t = S
�1
Y t

�
�jY 0 + �

j
Y ZZt + �

j
Y YXt

�
; (48)

for �jY 0 and �
j
Y Z both 2 � 1 vectors and �

j
Y Y a 2 � 2 matrix. For general �

j
Y the �0 and

�Z parameters in the j'th component become time varying under P as given in (22). The
speci�c formulation in (48) a�ects the a and b functions in (4), see appendix, such that the

j'th component remains an a�ne model with constant parameters,

�
Pj
0 = �0 + �

j
Y 0; �

Pj
Z = �Z + �

j
Y Z ; �

Pj
Y = �Y + �

j
Y Y :

7.2.1 Restrictions for well-de�ned �t

Conditions on the component functions �jt for the RN derivative to be well-de�ned given

in (19) are now translated to conditions on parameters in speci�cations (47) and (48). To

ensure �jZt < 1=c, it must hold that �jZ0 � 0 and �jZ3 � 0 in the cubic model, since �jZt
otherwise increases without bound for Z ! 0 or Z ! 1.7 In the linear model �jZt = �

j
Z1,

so the requirement is just �jZ1 < 1=c. It is automatically avoided that Z can reach its lower

boundary of zero in the component models under P, since � > 1 is unchanged by the Esscher
transform, cf. (22). That �jZt is �nite Q-a.s. then follows from 0 < Z <1 with probability

one under Q. �Y t is �nite as well since Y is mean reverting under Q due to eig (�Y ) < 1.
It is desirable to put structure on the model under P such that variables do not become

explosive. This can be done component-wise in the mixture model. The Y factors have

constant parameters in each component under P, so Y is mean reverting when eig
�
�jY
�
< 1.

For Z in the linear models this is achieved by �Pj < 1 which requires �jZ1 <
�
1�p�

�
=c.

In the cubic models �Pj is time varying, so the requirement is instead that this parameter

is less than one for all large values of Z, i.e., that 9K > 0 : �
�
�jZ
�
< 1; 8Z > K. This is

satis�ed when �jZ3 < 0.

By the limiting arguments in (27) and (28) a continuous-time di�usion approximating

the dynamics of factors in the j'th P component can be found to be on the form dXt =

7Parameters may also be such that the polynomial �jZt exceeds 1=c in the interior, but this is less likely
as c is small, and it is therefore checked for each model individually.
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�Pj (Xt) dt+ �
p
StdW

Pj
t . Here the drift for the Z factor is equal to

�
Pj
Z (Xt) = �ZZ (�Z � Zt) +

�
�jZ0 + �

j
Z1Zt + �

j
Z2Z

2
t + �

j
Z3Z

3
t

�
; (49)

with �ZZ and �Z from the approximation under Q given by (5). Although boundary non-

attainment for Zt is automatically satis�ed under P in the discrete models, since � in the
components is unchanged by the Esscher transform, this property need not be satis�ed in the

approximating continuous model. Boundary non-attainment for drift (49) in the continuous

model requires that 2
�
�ZZ�Z + �

j
Z0

�
> 1 in the parametrization with � = I, such that the

drift is positive and large enough as Z ! 0. Since � = 2�ZZ�Z from (5), the condition

in terms of the discrete parameters is that �jZ0 > 1=2 � �. This need not be satis�ed in
the discrete model for restrictions already imposed, though it may be, since the interval

where �jZ0 satis�es both conditions, (1=2� �; 0], is non-empty for � > 1. The reason that
the discrete model can be well-de�ned without �jZ0 < 1=2� � is that the continuous model
approximation becomes worse as Z ! 0.

In estimation of the discrete model I choose not to impose restrictions for boundary

non-attainment of Z in the approximating continuous model. I focus on the discrete model

and impose only restrictions to ensure that this is well-de�ned. Dai et al. (2006) present

their estimation results of the discrete model with focus on results for the corresponding

continuous-time model and they therefore impose �Z0 < 1=2� � on the cubic model. They
focus less on the discrete model in the background and thus do not impose �Zt < 1=c, as

seen from �Z0 > 0 in some of their estimated models. In the mapping to the continuous

model c = �2Z�=2, and thus for � ! 0 the constraint reduces to �Zt < 1 almost surely.

Therefore one can arrive at a well-de�ned continuous model, although the estimated discrete

model has �Zt > 1=c for some set of Z with positive probability.

7.3 Results

The three-factor models are estimated using the same data as for the one-factor models.

Since there now is 3 factors, the yields with maturities 3 month, 2 and 7 years are assumed

observed without error, while the remaining ones include a Gaussian error term, cf. (33).

The 3-factor models with parameters given in (45)-(48) are over-parameterized, so I follow

Dai et al. (2006) and reduce the maximal models to preferred parsimonious models by

removing insigni�cant parameters. Table 3 shows the results of this procedure. For instance,

9 parameters were removed from the maximal single-component linear model at a loss of

2:75 log-likelihood points. The method used for this elimination was to successively remove

the parameter that resulted in the least drop in likelihood value as long as the corresponding

likelihood-ratio statistic was above 5%. In a couple of instances a parameter with p-value

slightly below 5% was removed when this allowed for subsequent removal of a parameter
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with high p-value. In all models a considerable number of parameters were removed at low

cost in likelihood value. Table 3 shows the joint LR statistics of the restrictions imposed by

the preferred models and these do in all cases have p-values above 40%.

The likelihood ratio statistics of restrictions imposed in the preferred linear models rel-

ative to the preferred cubic models are shown in Table 3. For each degree of mixture the

linear and cubic preferred models are nested and only di�er by the preferred cubic models

including 2-3 of the �j0Z , �
j
Z2 and �

j
Z3 parameters not allowed in linear models. In the single-

component model the cubic elements are insigni�cant and should have been removed in the

reduction to the preferred model, but where kept for comparison. In the two-component

models the cubic terms are very signi�cant with p-values of the joint LR statistic close to

zero.

The performance of the two-component models relative to that of the single-component

models is compared using Akaike's information criterion and the Bayesian information crite-

rion also shown in Table 3. Formulating the RN derivative as a weighted sum of two Esscher

transforms, such that the P distribution of factors and interest rates become a mixture gives
a considerable increase in the log-likelihood value. When accounting for the increased com-

plexity of models by using either information criteria, the models with two components

are preferred. For instance, between the linear single-component and the linear constant

mixture models there is a di�erence in the two information criteria of respectively 165:4

and 145:4 points. Among all models the time-varying cubic mixture model is the preferred

model in terms of both the AIC and BIC statistics.

The mixture models with constant weights impose the restriction �X = 0 relative to

the models with time-varying weights. Testing this restriction is somewhat complicated by

the preferred models not being nested since �21Z is removed in the preferred time-varying

mixture models, but not in the preferred constant mixture models. The models can instead

be tested up against an encompassing model that includes all parameters in either model.

�21Z is trivially insigni�cant in this encompassing model since it is the only addition relative

to the time-varying preferred model, where it was removed. The constant mixture models

set the 4 parameters
�
�210; �X

	
to zero relative to the encompassing model, and this gives

LR statistics of 23:6 and 24:2 in the cubic and linear models, respectively, which in both

cases have p-values below 10�4. There is thus evidence in favor of letting weights depend

on factors in the two-component models, although the gain in model �t this provides is less

than that of including an extra component relative to a single, as seen from the information

criteria.

7.3.1 Risk-neutral Models

Estimates of free parameters in the risk-neutral part of the preferred models, (45), are

shown in Table 4 together with standard errors estimated via the numerical Hessian at
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maximum likelihood estimates. Of the 14 free parameters �2 and �2 are set to zero in all

preferred models, while �1 is also removed in all two-component models. Thus the second

Y factor does not a�ect the one-period rate directly, but only through its e�ect on Y1 via

�12, while the �rst Y factor has constant variance under Q in all mixture models. That

�2 is insigni�cant and removed in all preferred models is the reason that the canonical

identi�cation restrictions do not work for the given data, since models with �2 = 0 cannot

be rotated to satisfy (43).8 Parameter values in the approximating continuous-time AQ1 (3)

models are calculated by (5) and shown in Table 5 with standard errors obtained by the

delta method.

The speed of mean reversion for each factor is determined by �, �11, and �22. These

parameters are close to one, so Table 4 shows 1 � �, 1 � �11, and 1 � �22 instead for
convenience. The same pattern emerges in all estimated risk-neutral models. The Z factor

reverses faster to its mean than the Y factors of which Y1 is slightly more persistent than

Y2. The loading functions, �
n
X , giving the impact of each factor on yields with di�erent

maturities, are shown in Figure 2 for the linear constant mixture model and the shape

is similar in the other models. Y1 is the factor with most even impact over maturities.

The impact of Y2 is increasing from zero for the one-period rate, �2 = 0, to be strongest

(negatively) for yields with long time to maturity. Z impacts yields with about 2 years

to maturity most (negatively) and short and longer yields less or in the opposite direction.

These observations give the natural interpretation of Y1, Y2, and Z as level-, (negative) slope-

and (negative) curvature factors. Their successively increasing speed of mean reversion is

consistent with standard �ndings. Comparing models, the di�erence between persistence

of the Y factors is smallest in the time-varying mixture models and largest in the constant

mixture models. The time series of implied factors from the yields observed without error

obtained by (32) are drawn in Figure 3 for the linear constant mixture model. Abstracting

from possible di�erences by the change to P, the graphs further illustrate the di�erences in
the persistence of the three factors.

The parameters that govern the relation between factors, �1Z , �12, �2Z , and �21, are

all estimated to be negative. Given the above mentioned interpretation of factors as level,

(negative) slope, and (negative) curvature the parameter estimates have the following im-

plications. More positive curvature or equivalently high medium term yields (Z low) tend

to push the general level of yields higher and make the curve less steep. A high general level

of yields (Y1 high) will tend to tilt the curve steeper, a relation which also goes the other

way, such that a steeper curve (Y2 low) generally tends to push the yield level higher.

The estimated risk-neutral models are fairly similar across di�erent speci�cations of the

P model for interest rates. There are some notable di�erences between the single-component
8�2 identi�es the sign of Y2, so when it is set to zero this becomes undetermined. Thus the estimated

models could be transformed with L22 = �1 without any real e�ects. This might be solved by assuming
that �21 � 0.
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and mixture models mainly related to the variance of the level factor no longer increasing

with Z under Q in the mixture models, i.e., that �1 becomes insigni�cant. The explanation
for this is discussed after the presentation of estimates for the P models.

7.3.2 Single-Component Model

Table 6 displays estimates of parameters in the Radon-Nikodym derivatives for the preferred

models of the 6 di�erent speci�cations that are investigated. Those of the implied P param-
eter that are changed relative to their values under Q are shown in Table 7. Omitted are

the parameters in the cubic models that become time varying under P. These parameters
are instead illustrated in Figure 4.

Starting with the single-component linear model, the preferred model only keeps the

two market price of risk parameters that impact how the level factor, Y1, is a�ected by the

other two factors, �1Z and �12. Thus the negative impact of Z on Y1 is increased under

P, while the impact of the slope factor, Y2, is strongly reduced. Since the unconditional
mean of Z is positive, �Z = 5:1, the increase in �1Z under P causes the unconditional mean
of Y1 to fall. Through the negative �21, it also causes the mean of Y2 to increase. Thus

�PY = (�24:3; 7:3)0, which was zero under Q. This is the standard e�ect that the level of
interest rates are expected to be higher under the pricing measure, or equivalently that bond

prices are expected to be lower, to compensate for risk.

The e�ect of the measure change on the mean of the one-period rate is illustrated in

the �rst row of Figure 5. This �gure shows the expected change of the short rate over the

next period under Q and P as a function of each of the factors. As a function of Y1 there
is a parallel shift downward from Q to P, whereas the increase in �1Z causes the graph to
tilt steeper as a function of Z. Since the slope factor only a�ects the short rate through its

e�ect on the level factor, �2 = 0, the expected change as a function of this factor almost

become zero due to the fall in �12.

When the single-component model allows for a cubic speci�cation in �Z , the estimate of

this function is illustrated in Figure 4 together with implied values of c and � as a function

of Z. The leading coe�cient for high Z, �Z3, is estimated to be negative, consistent with

�ndings in Dai et al. (2006), thus inducing larger mean reversion for large Z under P than
in the linear model. The �Z function is also negative for small Z, implying a less positive

expected change in Z up towards the unconditional mean, EP (Z). The shape of EPt (Zt+1)

as a function of Zt is shown in Figure 6. This �gure also illustrates that E
P
t (Zt+1) would

be positive and induce stronger mean reversion for small Z if �Z0 was estimated without

restriction, i.e., an "S on the side" shape is obtained. Though, to avoid that �Z increases

above 1=c as Z goes to zero, it must be imposed that �Z0 � 0 . In terms of the expected
change in the one-period rate, illustrated in �rst row of Figure 5, the cubic model produces

results similar relative to those of the linear model, and EPt (rt+1) � rt can only just be
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discerned to be slightly curved as a function of Zt, the dash-dot line in the upper left panel.

There may be di�erent reasons why a cubic element in �Z turns out to be less signi�cant

in this study than in Dai et al. (2006). It is possible that a longer time scale in the discrete

model, 1 month instead of 1 week, increases the need for nonlinearities in the expected

change of the one-period rate under P. Such nonlinearity may also mainly be necessary
as a function of the level, whereas the Z factor that allows for nonlinearities comes out as

the curvature factor in the present study. Other models yet to be presented do �nd clear

nonlinear patterns in the expected r change as a function of both the level and the curvature

factor at the weekly timescale. The main reason that the cubic elements are less signi�cnt

seems instead to be that I impose �Z0 � 0 to get a well-de�ned �Z in the discrete model,
which is a binding restriction. Had �Z0 > 0 been allowed, the LR statistic for the restrictions

imposed by the linear model would have been 9:5 instead with a p-value of 5:1%. Thus the

cubic element would be substantially more signi�cant in the single-component model if it

was also allowed to increase the mean reversion for low Z through a positive �Z0.

7.3.3 Constant Mixture Model

Models with a RN derivative that imply a two-component mixture distribution with constant

weights under P estimate the weight on the second component at respectively 2:2% and 2:5%
in the linear and cubic models, see Table 6. Due to the high weight on the �rst component

in the mixture its distribution must be quite similar to the P distribution in the single-
component models. Thus the preferred constant mixture models also include a positive �112,

which reduces �P112 almost to zero and makes the expected change in the short rate almost

independent of the second Y factor, see the left panel of the middle row in Figure 5. The

level of rates is again lowered relative to Q by the measure change, but now with �110 instead
of �1Z in the single-component model. The e�ect is still to reduce the level and increase the

negative slope factor, �P1Y = (�11:1; 5:5)0, but EQt (rt+1)� rt is not tilted as a function of Z,
compare the left panels in the �rst two rows of Figure 5.

The shift in distribution from Q to the second component under P determined by �2t
is much larger than that to the �rst component, but to a large extend still in the same

direction. The level of rates is lowered relative to Q, but much stronger and with �21Z .
Thus the tilt relative to Z, which was seen in the single-component models, but not in

the main component of the mixture, is delegated to the secondary component. Changes

in the Z variable from Q to P2 shift c and � down in the linear model implying stronger
mean reversion, lower level and lower variance as well. The estimated cubic function, see

second row of Figure 4, has the same shape as that in the cubic single-component model,

but again with greatly magni�ed e�ect due to the low weight on this component. As in the

single-component case the condition �Z0 � 0 imposed to avoid �2Z > 1=c is binding. The

second component mainly di�ers from the �rst or the single-component model in relation
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to changes for the second Y factor. Thus mean reversion for this factor is increased under

P2 by a negative �222, an e�ect not seen elsewhere, and the impact of this factor on Y1, and
thus the one-period rate, is increased by a negative �212, which is opposite to that in the �rst

component. This seems to allow �P112 to be even lower in the �rst component relative to the

single-component model, but with approximately the same combined e�ect, compare the

mean graphs for the one-period rate as a function of Y2 under P. In general the estimated
�rst moment of the one-period rate as a function of the di�erent factors, row one and two of

Figure 5, is not very di�erent in the constant-weight mixture and single-component models.

The main di�erences between these instead occur in higher moments to be discussed later.

7.3.4 Time-varying Mixture Model

When weights on the two Esscher transforms that de�ne the measure change to P are allowed
to depend on factors, this gives estimates of coe�cients in the logistic weight function shown

in Table 6. Figure 7 plots w (Xt) as a function of each factor with the other two �xed at their

unconditional P means. At Xt = E
P (X) the weights on the second component are 1:6% and

1:8% in each of the linear and cubic models. The weight on the second component is higher

when medium term yields are comparably low, Z high, when the general level of rates is

high, Y1 high, and when the curve is steeper, Y2 low. Thus for instance in the cubic model

the weight increases to 6:7% or 5:4% when Z or Y1, respectively, is one standard deviation

above its mean. When Y2 is one standard deviation below its mean the weight increases to

3:1%. The combined e�ect is much stronger. If the (Z; Y1; Y2) factors simultaneously are

(1; 1;�1) standard deviation from their means, the weight on the second component would

be 27:1%. The numbers for the linear model are similar, but slightly lower.

As it can be seen from Table 6, parameters of the estimated market price of risk functions

for each of the two components, �j (Xt), are very similar to those in the constant mixture

models. The main di�erence is that �210 is included in the preferred models instead of �
2
1Z ,

such that the negative shift in yield level relative to Q is constant with respect to Z in both
components. The reason for this is that a steeper relation under P between Z and the mean
change in the one-period rate instead is captured by the increase in weight on the second

component as Z becomes large. Thus looking at the �rst panel in the bottom row of Figure

5, EPt (rt+1) � rt as a function of Z obtains a clear nonlinear pattern with higher negative
changes for large Z. The single-component model includes a tilt via �1Z to partly capture

this, and the constant mixture has a negative �21Z in the secondary component. Also the

negative estimate of �Z3 in the cubic representation of these models implies e�ects in this

direction, but gives nonlinear e�ects that are barely discernible in the leftmost panels of the

top and middle rows of Figure 5. The regularity condition �Z0 � 0 is not binding in the

model with time-varying weights, although it is binding in the single-component model and

in the second component of the constant mixture model. This is due to the factor dependent
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weight on the second component being almost zero for small Z where a positive �Z0 would

have been advantageous.

The time-varying mixture also generates a clear nonlinear pattern in the expected one-

period rate change as a function of the level factor. Thus the short rate is expected to move

much more negatively when the yield level in general is high, an e�ect not seen in any of

the other models. Since the nonlinearities that show up in the mean-change functions are

due to the dependence of weights on factors and not due to the form of the component

market price of risk functions, there are only small di�erences between the linear and cubic

formulations of �j (Xt).

The time series of weights calculated from estimated factors in the model are shown in

Figure 8 together with the factor time series. The fast moving Z factor capturing changes

in medium term rates drives most of the variation in the weights. The slow moving level

factor determines the base level for weights around which they vary mainly due to Z. The

slope factor moves medium fast and has lower impact on weights than the two other factors

as seen in Figure 7. It is interesting to notice how weights on the second component tend

to rise when the general level of yields is about to fall. Examples are found at the end of

1990, the beginning of 2001, and the period from late 2007 to early 2008.

7.3.5 Changes in Conditional Variance

Aside from the nonlinearities in the time-varying mixture models there are only relatively

small di�erences in expected short rate change between mixture and single-component mod-

els, and under Q the mean functions are virtually identical in all models. This is di�erent

with respect to the second moment of the one-period rate. Figure 9 displays, in a fashion

similar to that of Figure 5, the conditional standard deviation of the one-period rate in each

model under Q and P as a function of each factor, while the other two are at their uncondi-
tional Pmean, i.e., the function f (x) = V ar�

�
rt+1jXit = x;Xj 6=i;t = E

P (Xj 6=i;t)
�1=2

. As seen

in the �rst row of this �gure, the conditional standard deviation for the single-component

models barely changes between measures. The conditional variance of the Gaussian fac-

tors is una�ected for given Zt by the Esscher transform, while it changes slightly for the

autoregressive-gamma factor when �Z 6= 0. Thus in the cubic model the change in standard
deviation is less than 0:3% for all conditioning values of Zt in the displayed range.

For the mixture models, in contrast, the conditional variance is estimated to be quite

di�erent under the two measures. This is possible as seen from (26), since the di�erent

means in component densities under P increase the variance of the mixture distribution.
Though this e�ect by (30) goes to zero with the square of the discrete model period length,

it is evident from Figure 9 that the component means can be su�ciently di�erent for this

e�ect to be large at weekly interval lengths. The possibility of a pronounced di�erence

in the conditional second moment in the mixture models between measures implies that
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estimated values di�er from those in the single-component models not only under P but
also under Q. The risk-neutral part of the mixture models thus estimates both a lower
level for the conditional variance of the one-period rate and a lower dependence of this on

the variance factor, Z, than in the single-component models. The higher level and stronger

dependence on Z, akin to that in the single-component models, instead occur only under P
in the mixture models. In addition, the constant mixture has conditional variance under P
increasing as a function of the slope factor, due to the di�erent values of �12 and �22 in the

two components.

In the time-varying mixture models conditional standard deviation under P increases
faster than linearly as a function of Z and Y1 over the displayed range. This is due to the

increasing weight on the second component for large values of Z and Y1 in these models.

This result for the time series of interest rates is qualitatively similar to results of both Chan

et al. (1992) and A��t-Sahalia (1996a). These papers �nd that the volatility of the short rate

increases faster than linearly with the short rate, and that a non-parametric estimator of

the short rate di�usion increases fast in a range above the mean of the short rate.

Going back to the estimated parameters in the pricing models shown in Table 4, the main

di�erences between mixture and single-component models can be explained by the di�erence

in level and dependence on Z of the conditional variance under Q. Thus �1, the impact of
Z on variance of the level factor, is included in the single-component models, but becomes

insigni�cant in the mixture models. The reason must be that this parameter also describes

variance under P in the single-component models, which for the mixtures is also determined
by di�erences in the component means. When �1 is removed from the mixture models, the

constant term of the level factor's variance, �1, needs to increase somewhat to compensate,

although conditional variance still remains lower at Xt = E
P (X) in the mixture, see Figure

9. Since �1 is �xed to identify the scale of Y1, this increase is instead achieved by scaling

Y1 down, which explains why �1Z and �12 are lower, and why �1 and �21 are higher in the

mixture models.

7.3.6 Higher moments and the Second Component Location

The mixture formulation of the P distribution for yields implies considerable variation in
the conditional higher moments of the one-period rate as shown in Figures 10 and 11. In the

single-component models under both measures and in the risk-neutral part of the mixture

models, the skewness and excess kurtosis of rt+1jXt are very close to zero. The mixture

models under P in general estimate negative skewness and positive excess kurtosis, and for
Xt = E

P (X) skewness is about �1 while excess kurtosis is about 3-4.
The scaled higher moments vary with the conditioning factors, as these a�ect the distance

between the component means and their relative weights. They also vary due to changes

in the second moment used for scaling. In the constant mixture models both skewness and
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excess kurtosis increase numerically with both lower medium term rates and lower slope of

the yield curve, i.e., higher Z or Y2. With respect to the level they are constant. In the

time-varying models the quickly increasing second moment makes the negative skewness

and excess kurtosis highest at about +1 standard deviation for both the negative curvature

factor, Z, and the level factor Y1. It may be noted that the shapes of the conditional

standard deviation, skewness, and excess kurtosis are closely related. As the distribution

for factors in the single-component model for a given Xt is only shifted by a single value

�t, the distribution in the two-component mixtures is shifted from Q only in two directions
described by the mix over �1t and �

2
t .

The impact of the mixture distribution can alternatively be illustrated by the conditional

density of the factors, f (Xt+1jXt), in the direction of the mean of the second component.

Thus for the vector representing the (negative) direction to the second component mean, v =

Xt � EP2 (Xt+1jXt), Figure 12 draws the density function g (�) = f
P (Xt+1 = Xt + �vjXt),

such that � = �1 will be the conditional P density for Xt+1 = E
P2
t (Xt+1). The density is

drawn for conditioning Xt values at E
P (X) and points where each factor, Z, Y1, and Y2, in

turn are shifted �1 standard deviation. A joint shift of (1=2; 1=2;�1=2) standard deviations
from the factors' unconditional P means is also considered. Table 8 gives the corresponding
values of Xt and v used to draw Figure 12.

From Figure 12 and Table 8 it follows that the second component adds density to the

conditional distribution of factors under P for Xt+1's that represent relatively large move-

ments away from Xt. At Xt = E
P (X) the distance to the conditional mean of the second

component is �v = � (:3; :7; :2), i.e., in direction of a lower level of yields, a steeper curve
and more positive curvature. The distance almost does not vary with the conditioning value

of the level factor, while for a less steep curve, Y2t at +1 std. dev., the location is further

towards a steeper curve and a lower level, and for less positive curvature, Zt at +1 std. dev.,

it is further towards more positive curvature. The variation in the impact of the second

component in the varying weights model is clear from Figure 12. Thus, the height of the

second component in the density is noticeably larger for high values of Zt and Y1t, as well

as for the joint case where all factors are shifted in the directions that give a higher second

component weight.

The introduction of a mixture distribution under P allows for the possibility of speci�c
large factor moves that have almost zero probability in single-component models. This

has similarities to adding jumps in continuous-time models in the sense that it adds the

possibility of infrequent large moves in variables. In the mixture model the weight on the

second component can thus be seen as the intensity of the speci�c unconventional moves

described by this component. For instance in the linear constant weight model this is

estimated at 2:2% per week equal to 68% probability per year of at least one such move. The

time-varying weights models can have periods of higher and lower intensity of these larger
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moves dependent on how weights change with factors over time. The particular infrequent

move that the models estimate should be added under P is a relatively large move in direction
of simultaneously shifting the yield curve lower, steeper, and more positively curved.

8 Conclusion

A�ne risk-neutral factor models in the sense of Du�e & Kan (1996) are attractive because

they lead to relatively simple expressions for the yield curve and still are observed to capture

the cross-section of interst rates well when about three factors are included. A�ne models

are simultaneously found to provide a poor description of the time-series dynamics of interest

rates such as shown for instance by Du�ee (2002). It is well documented that the mean and

variance of the short rate depend nonlinearly on its own level, and that interest rate changes

depart from the normal distribution such as captured in models that include jumps. This

paper suggests a method that in a dynamic term structure model with an a�ne pricing

relation allows for nonlinear relations between factors and moments of the short rate in the

time-series dimension, as well as departures from the normal distribution. This is possible,

since the model is set in discrete time which o�ers substantial exibility in formulating how

the one-period ahead distributions for interest rates di�er between measures. Speci�cally,

the model exploits a weighted average of Radon-Nikodym derivatives, a combination which

results in a mixture model for the time-series of rates and thus allows for the requested

properties. Empirically it is indeed found that the distribution of interest rates over time

departs from normality, and that the one-period rate has nonlinear dependencies on the

factors. The preferred model with factor-dependent weights estimates for instance large

increases in mean-reversion and variance of the one-period rate for high levels of the yield

curve and �nds substantial negative skewness and positive excess kurtosis. These properties

are the consequences of the type of yield curve changes that the second component allows for

in form of simultaneous shifts toward lower level, more steepness, and more curvature. This

can be seen as capturing some of the same e�ects that jumps do in other types of models.

In the model suggested here, though, the form of the infrequent large shifts that are added

can be given a quite speci�c interpretation since it relates to the factors that impact the

level, slope, and curvature of the yield curve.
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Appendix

Zero-coupon Bond Price Since Q is de�ned as the risk-neutral measure, discounted

prices must be martingales under Q to avoid arbitrage,

P nt = E
Q
t

�
e��rtP n�1t+1

�
(50)

where it has been emphasized that the one-period rate is measured in per annum terms by

the scaling with �. Suppose that prices are on the form P nt = e
�An�B0nXt and check whether

this satis�es the no arbitrage condition. Insert the price to get

e�An�B
0
nXt = e��rtEQt

h
e�An�1�B

0
n�1Xt+1

i
�An �B0nXt = ���0 ���0XXt � An�1 + a (�Bn�1) + b (�Bn�1)0Xt:

The second equation is obtained by taking logs and using (1) and (8). Then by equating

constants and coe�cients ofXt, this equation is satis�ed whenAn andBn solve the recursions

An = An�1 +��0 � a (�Bn�1)
Bn = ��X � b (�Bn�1) ;

with boundary conditions A0 = 0 and B0 = 0 following from P 0t = 1. Thus an exponential-

a�ne price does indeed satisfy (50). For yields measured in per annum terms, P nt =

exp (�n�ynt ), so
ynt =

An
n�

+
B0n
n�

Xt � �n0 + �n 0XXt

Multi-period RN derivative By iterated expectations and from (14) for each period it

follows that

EPt (Xt+k) = EPt
�
EPt+1 (Xt+k)

�
= EQt

�
�t;t+1E

Q
t+1

�
�t+1;t+kXt+2

��
= EQt

�
EQt+1

�
�t;t+1�t+1;t+kXt+2

��
= EQt

�
�t;t+1�t+1;t+kXt+2

�
;

such that �t;t+k = �t;t+1�t+1;t+k and then (15) follows by induction. Similarly, ifE
Q
t+1

�
�t+1;t+k

�
=

1, it holds that

EQt
�
�t;t+k

�
= EQt

�
�t;t+1�t+1;t+k

�
= EQt

�
EQt+1

�
�t;t+1�t+1;t+k

��
= EQt

�
�t;t+1E

Q
t+1

�
�t+1;t+k

��
= EQt

�
�t;t+1

�
= 1;

and then again by induction, all multi-period RN derivatives have expected value under

Q equal to 1, and they thus de�ne probability measures. Equivalence, i.e., �t;t+k > 0 for

Qt+k-a.s., follows since all one-period � are strictly positive Qt+k-a.s.
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Centered Moments in Mixture The centered moments in a mixture distribution can

be obtained by

EPt
��
Xt+1 � EPt (Xt+1)

�n�
=

kX
j=1

nX
i=1

�
n

i

��
Ejt (Xt+1)� EPt (Xt+1)

�n�i
wjtE

j
t

h�
Xt+1 � Ejt (Xt+1)

�ii
:

Alternatively, the uncentered moments of the mixture are linear in the component uncen-

tered moments, EPt
�
Xn
t+1

�
=
P

j w
jEjt

�
Xn
t+1

�
. Then the centered moments of the mixture

follow by standard relations.

Best lower bound at 	(g) The function eQ (	) � l (	) that has eQ �	(g)� = l �	(g)� can
be found by choosing the � jt 's that maximize eQ at 	(g). Thus solve

max
�

eQ �	(g)� s:t:
kX
j=1

� jt = 1 8t:

For multipliers (�1; :::; �T ) the Lagrange function is

TX
t=1

(
kX
j=1

�
� jt log f

�
Xt; K

j
t = 1jXt�1; 	

(g)
�
� � jt log � jt

�
+ �t

 
1�

kX
j=1

� jt

!)
:

Set the derivative wrt. � jt equal to zero

log f
�
Xt; K

j
t = 1jXt�1; 	

(g)
�
� log � j(g)t � 1� �t = 0

f
�
Xt; K

j
t = 1jXt�1; 	

(g)
�

e1+�t
= �

j(g)
t :

Summing over j and using the constraint

e1+�t =
kX
j=1

f
�
Xt; K

j
t = 1jXt�1; 	

(g)
�
= f

�
XtjXt�1; 	

(g)
�
;

such that �
j(g)
t is

�
j(g)
t =

f
�
Xt; K

j
t = 1jXt�1; 	

(g)
�

f (XtjXt�1; 	(g))
= p

�
Kj
t = 1jXt; Xt�1; 	

(g)
�
;

the probability that the transition density for XtjXt�1 belongs to the j'th component con-

ditional on observed factors and current parameter guess.
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At 	(g) this implies that

eQ �	(g)j	(g)� =
TX
t=1

kX
j=1

p
�
Kj
t = 1jXt; Xt�1; 	

(g)
�
log

f
�
Xt; K

j
t = 1jXt�1; 	

(g)
�

p
�
Kj
t = 1jXt; Xt�1; 	(g)

�
=

TX
t=1

kX
j=1

p
�
Kj
t = 1jXt; Xt�1; 	

(g)
�
log f

�
XtjXt�1; 	

(g)
�

=
TX
t=1

log f
�
XtjXt�1; 	

(g)
� kX
j=1

p
�
Kj
t = 1jXt; Xt�1; 	

(g)
�

=
TX
t=1

log f
�
XtjXt�1; 	

(g)
�
= l
�
	(g)

�
:

Gradient in M-step The �rst derivative of the expected complete data log-likelihood

conditional on observed data and present parameter estimate equals the �rst derivative of

the incomplete data log-likelihood function when both of these are evaluated at the present

parameter guess. This can be shown by the following manipulations

@

@	
log f (Xj	) =

TX
t=1

@

@	
log

kX
j=1

f
�
Xt; K

j
t = 1jXt�1; 	

�
=

TX
t=1

Pk
j=1

@
@	
f
�
Xt; K

j
t = 1jXt�1; 	

�Pk
j=1 f

�
Xt; K

j
t = 1jXt�1; 	

�
=

TX
t=1

Pk
j=1 f

�
Xt; K

j
t = 1jXt�1; 	

�
@
@	
log f

�
Xt; K

j
t = 1jXt�1; 	

�
f (XtjXt�1; 	)

=
TX
t=1

kX
j=1

f
�
Xt; K

j
t = 1jXt�1; 	

�
f (XtjXt�1; 	)

@

@	
log f

�
Xt; K

j
t = 1jXt�1; 	

�
=

TX
t=1

kX
j=1

p
�
Kj
t = 1jXt; Xt�1; 	

� @
@	

log f
�
Xt; K

j
t = 1jXt�1; 	

�
:

Thus at 	(g)
@

@	
log f (Xj	)j	(g) =

@

@	
E	

(g)

[log f (X;Kj	) jX]j	(g) :

Invariant Transformations in the Discrete Model Analogous to continuous-time

a�ne models di�erent transformations of the risk-neutral DAQ1 (N) model are possible with-

out changing the dynamics of the one-period rate rt. Instead of performing invariant trans-

formations in the continuous-time model and then considering the implications for the dis-

crete model via the approximation (5), the rotations can be formulated directly in the
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discrete model. Let the parameter vector be

f�0; �Z ; �Y ; �; �; c; �0; �Z ; �Y ;�Y ; �; �g

as de�ned in (2), (3), and (8). Then consider the following transformations:

Rescaling of Z: Positive scalar l, which transforms the variance factor to lZ and the

parameters to

f�0; �Z=l; �Y ; �; �; lc; �0; �Z=l; �Y ;�Y ; �; �=lg :

A location shift of Z is not considered, since the discrete model does not allow Z to be a

location-shifted �2 (k; �) variable.

A�ne transformation of Y : A (N � 1) � (N � 1) non-singular matrix L and (N � 1)
vector v, which transform the Y factors to LY + v with new parameters given by

�
�0 � �0YL�1v; �Z ; L0�1�Y ; �; �; c; L�0 +

�
I � L�YL�1

�
v; L�Z ; L�YL

�1; L�Y ; �; �
	
:

Linear transformations of Z and Y , i.e., lZ and LY , are separated in the discrete model,

whereas the continuous models allow for general LXX scaling. This separation is necessary

in the discrete model, since Z and Y are de�ned to be instantaneously independent.

Reparametrization of Y variance: A diagonal matrix D that does not a�ect factors but

changes the parametrization of 
Y t, such that the new parameter vector is�
�0; �Z ; �Y ; �; �; c; �0; �Z ; �Y ;�YD

�1; D2�;D2�
	
:

When the alternative representation of the discrete model variance, 
Y t = h0+hZZt, is used,

the h0 and hZ matrices are una�ected by a D transformation. An a�ne transformation of

Y has the e�ect fLh0L0; LhZL0g, while a rescaling of Z with l gives fh0; hZ=lg.
Further possible transformations are: A rotation of the Gaussian error terms, i.e., an

orthogonal matrix O that commutes with SY t and rotates only �Y to �YO
0. A permutation

of the Y factors.

Mapping to Continuous-time AQ1 (N) Approximation The reverse relation between

the discrete model and the continuous-time approximation (5) is

�ZZ = (1� �) =�; �Z = c�= (1� �) ; �2Z = 2c=�;

�Y = (I � �Y )
�1
�
�0 + �Z

c�
1��

�
; �Y Z = ��Z=�; �Y Y = (I � �Y ) =�;

�c = �=� �c = �=�

(51)

Identi�cation in the Discrete Model When the restrictions (43) and (44) are im-

posed, it follows from (51) and (52) that the approximating continuous-time model has the
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�xed parameters

�Y = 0; �Z = 1; �Y = I; �c = �;

while f�0; �Z ; �Y ; �ZZ ; �Y Z ; �Y Y ; �Z ; �cg are free parameters that satisfy

�Y � 0; �ZZ > 0; �Z > (2�ZZ)
�1 ; eig (�Y Y ) > 0; �c � 0:

These are the same �xed parameters and restrictions on the free ones as in canonical repre-

sentation.

Whether the conditions (43) indeed impose no limitations and are identifying in the

discrete model is checked by seeing whether these restrictions can be imposed on any

discrete model via invariant transformations and that no further rotations are possible

from this point. Starting from a general DAQ1 (N) model with the full parameter vector

� = f�0; �Z ; �Y ; �; �; c; �0; �Z ; �Y ;�Y ; �; �g free, the following rotations can be performed,
which progressively do not a�ect parameters already �xed in previous steps:

I) l = �= (2c) sets c = �=2.

II) D = �diag (�)�1 sets � = ��. Requires � strictly positive.

III) L = ��1Y sets �Y = I.

III) v = � (I � �Y )
�1
h
�Z

c�
1�� + �0

i
sets �0 = ��Z c�

1�� .

IV) L = diag (sign (�Y )) ensures that �Y � 0.
Thus a model that satis�es (43) can be reached from any discrete model with � strictly

positive, so besides this, the set of conditions are unrestrictive. Also, any further transfor-

mations by either l, L, v, D or O where these are not identity operators will change the

value of either c, �0, �Y , or �, or a�ect the sign of �Y . Since no further transformations are

possible, the conditions (43) are identifying.

As discussed, this rotation turns out to be problematic for the data set used in this paper

and it is better to �x the scale of Y2 by setting �21 constant instead of �2. Thus for some

constant  the rotation L = diag (1; =�21) sets �21 =  and changes �2 to a free parameter,

while it also releases the sign of �2.

�jY t in (48) imply constant Pj parameters In the moment generating function (21)

for the j'th component of the P model set uZ = 0 to focus on the Y factors and then take

logs to get

log �jt (0; uY ) = u
0
Y �0

�
�jY t
�
+
1

2
u0Y h0uY +

�
1

2
u0Y hZuY + u

0
Y �Z

�
�jY t
�
; u0Y �Y

�
Xt:

Substitute that by (22) �0
�
�jY t
�
= �0 + h0�

j
Y t and �Z

�
�jY t
�
= �Z + hZ�

j
Y t to get that

log �jt (0; uY ) = u
0
Y �0 +

1

2
u0Y h0uY +

�
1

2
u0Y hZuY + u

0
Y �Z ; u

0
Y �Y

�
Xt + u

0
Y (h0 + hZZt) �

j
Y t:
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For �Y = I, the variance is 
Y t = SY t = h0 + hZZt, and then for the j'th component

market price of risk function for the Y factors in (48), �jY t = S
�1
Y t

�
�jY 0 + �

j
Y ZZt + �

j
Y YXt

�
,

it follows that

log �jt (0; uY ) = u0Y �0 +
1

2
u0Y h0uY +

�
1

2
u0Y hZuY + u

0
Y �Z ; u

0
Y �Y

�
Xt

+u0Y
�
�jY 0 + �

j
Y ZZt + �

j
Y YXt

�
= u0Y �

j
0 +

1

2
u0Y h0uY +

�
1

2
u0Y hZuY + u

0
Y �

j
Z ; u

0
Y �

j
Y

�
Xt;

for constant j-component parameters �j0 = �0 + �
j
Y 0, �

j
Z = �Z + �

j
Y Z , and �

j
Y = �Y + �

j
Y Y .

�, �, and �Y from h0 and hZ In the alternative representations of the variance for the

Y factors, 
Y t = �Y diag (�+ �Zt) �
0
Y = h0+hZZt, it may be relevant to be able to go from

h0 and hZ to the �, �, and �Y parameters. Of course, since D rotations can be performed

on �, �, and �Y , these are not identi�ed and di�erent solutions are possible. Suppose h0 is

positive de�nite, then one solution would be the following

�Y = U
0V �1; � = �; � = diag (D) ; (52)

where V is the Cholesky decomposition of h0 = V V 0, and U and D are the orthogonal

and diagonal matrices in the diagonalization of the symmetric matrix V �1hZV
0�1 = UDU 0.

Any other solutions for �, �, and �Y can then be obtained by further rotations by D.

The equivalent method can be used with h0 and hZ switched if hZ is positive de�nite. As

discussed in the main text, both h0 and hZ may be singular, since only �i+�i > 0 is required

and therefore �i = 0 and �j 6=i = 0 is possible. In that case the suggested solution would

not work, but with only two Y factors a solution is obtained by �11 = �22 = 1, �1 = h
11
0 ,

�2 = h
22
Z , �12 = h

12
Z =h

22
Z , and �21 = h

12
0 =h

11
0 .

E�ect of Invariant Transformations on Parameters in � An a�ne transforma-

tion of Y implies: �Z unchanged, fL�Y 0 + (I � L�Y YL�1) v; L�Y Z ; L�Y YL�1g, and f�0 � �0YL�1v; �Z ; L0�1�Y g.
A rescaling of Z implies: f�Z0; �Z1=l; �Z2=l2; �Z3=l3g, f�Y 0; �Y Z=l; �Y Y g, and f�0; �Z=l; �Y g.
Reparameterizing the variance with D or a rotation of the Gaussian error terms with O has

no e�ect.
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Discrete Vasicek Model

Single Component Constant Mixture 10x

�0 4.181 (0.068) 4.179 (0.068) (-6)

1� �Y 2.338 (0.061) 2.353 (0.061) (-3)

�Y 26.69 (0.60) 22.30 (0.52) (-6)

�10 -0.123 (0.030) -0.079 (0.031)

�20 -5.974 (0.387)

w 0.988 (0.004)

� 0.122 (0.004) 0.122 (0.003)

� 0.093 (0.004) 0.092 (0.004)

� 10.01 (0.22) 8.36 (0.20) (-3)

�P1 0.020 - 0.053 -

�P2 -2.852 -

log-L [df] 0.0 [11] 115.7 [13]

AIC 22.0 -205.4

BIC 77.0 -140.4

Table 1: The table shows results of estimating the discrete-time Vasicek model with either
a single-component or a constant two-component mixture model for the physical interest
rate dynamics. The table �rst shows parameters in the discrete model and then below
this parameters in the continuous-time approximation. Figures in parenthesis are estimated
standard errors. The numbers in the last column indicate that �gures in the row are to
the order 10x. In the last 3 rows the table shows log-likelihood values of the models and
Akaike's and the Bayesian information criterion. Likelihood values are scaled relative to the
single component model.
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Discrete Vasicek Model
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Figure 1: The graphs plot the conditional density of rt+1� rtjrt under the physical measure
for both models, with rt = 0:020 corresponding to the value of �

P in the single component
model. The graph to the right has the y-axis in log scale.

Single Component Constant Mixture

Q P Q P 10x

�0 4.18 0.90 4.18 0.91 (-6)

1� �Y 2.34 2.34 2.35 2.35 (-3)

Std. dev. 26.7 26.7 22.3 26.4 (-6)

Skewness 0 0 0 -1.38

E. kurtosis 0 0 0 6.58

Table 2: The table illustrates the di�erence between the two models in conditional moments
of the one-period rate rt+1jrt. Standard deviation, skewness and excess kurtosis all are
constant over rt and shown in the last 3 rows. The �rst moment depends on rt, so parameters
in the expected change of the one-period rate, �0 � (1� �Y ) rt, are shown. In the mixture
model �P0 = w�

P1
0 + (1� w)�P20 due to the linearity of the mean. The number in the last

column indicates that �gures in the row are to the order 10x.
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Relative Performance of 3-factor Models

Single Component Linear Cubic

maximal[df] 2.75 [28] 4.26 [31]

preferred [df] 0.00 [19] 1.58 [22]

LR(pref.) [pval] 5.50 [0.79] 5.36 [0.80]

LR(linear) [pval] 3.16 [0.368]

AIC 38.0 40.8

BIC 133.0 150.8

Constant Mixture Linear Cubic

maximal [df] 92.61 [38] 100.66 [44]

preferred [df] 86.68 [23] 95.08 [25]

LR(pref.) [pval] 11.86 [0.69] 11.16 [0.92]

LR(linear) [pval] 16.81 [0.000]

AIC -127.4 -140.2

BIC -12.4 -15.2

Time-varying Mixture Linear Cubic

maximal [df] 105.8 [41] 114.8 [47]

preferred [df] 98.47 [26] 107.1 [28]

LR(pref.) [pval] 14.61 [0.48] 15.39 [0.70]

LR(linear) [pval] 17.29 [0.000]

AIC -144.9 -158.2

BIC -15.0 -18.2

Table 3: The table compares the performance of DAQ1 (3) models with di�erent speci�cations
for interest rates dynamics under the physical measure. For each of the 6 models the table
shows log-likelihood values of the maximal and preferred models. The degrees of freedom for
each model is given brackets. Likelihood values are normalized relative to the preferred single
component linear model. Then follows �rst the likelihood-ratio test of restrictions imposed
by the preferred model relative to the maximal, and then the LR test of restrictions imposed
by the preferred linear models relative to allowing for cubic terms. Finally, Akaike's and the
Bayesian information criteria are shown.
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Parameters in Risk-Neutral Models

Linear Single Component Constant Mixture Time-varying Mixture 10x

1� � 28.23 (0.94) 28.16 (0.35) 28.16 (0.33) (-3)

� 15.02 (0.32) 16.24 (0.39) 15.81 (0.34)

�1Z -47.37 (12.78) -27.32 (0.93) -28.05 (0.94) (-3)

1� �11 4.776 (0.489) 4.437 (0.016) 4.819 (0.018) (-3)

�12 {12.87 (3.47) -7.193 (0.301) -7.368 (0.276) (-3)

�2Z -18.29 (1.95) -19.25 (1.08) -17.86 (0.99) (-3)

�21 -1.495 (0.409) -2.691 (0.125) -2.645 (0.113) (-3)

1� �22 5.010 (0.484) 5.369 (0.198) 4.994 (0.020) (-3)

�1 11.88 (8.47) - - (-3)

�0 106.5 (5.4) 110.5 (5.4) 108.7 (5.1) (-3)

�Z 2.599 (0.168) 2.097 (0.119) 2.072 (0.114) (-3)

�1 4.307 (1.150) 7.378 (0.173) 7.297 (0.172) (-3)

Cubic Single Component Constant Mixture Time-varying Mixture 10x

1� � 28.22 (0.94) 28.25 (0.34) 28.16 (0.32) (-3)

� 15.13 (0.31) 14.58 (0.29) 15.96 (0.27)

�1Z -47.26 (12.83) -28.74 (0.99) -27.78 (0.93) (-3)

1� �11 4.770 (0.488) 4.405 (0.016) 4.804 (0.018) (-3)

�12 -12.85 (3.49) -7.698 (0.323) -7.407 (0.307) (-3)

�2Z -18.26 (1.95) -19.19 (1.06) -17.84 (1.04) (-3)

�21 -1.493 (0.412) -2.492 (0.117) -2.621 (0.126) (-3)

1� �22 5.003 (0.484) 5.381 (0.197) 4.993 (0.196) (-3)

�1 11.89 (8.53) - - (-3)

�0 106.3 (5.3) 110.0 (5.3) 107.7 (5.1) (-3)

�Z 2.586 (0.167) 2.279 (0.120) 2.158 (0.112) (-3)

�1 4.294 (1.156) 7.315 (0.174) 7.215 (0.169) (-3)

Table 4: The tables show maximum likelihood estimates of parameters in the risk-neutral
part of models. Estimates are for preferred models where insigni�cant parameters have
been removed as indicated by '-'. �2 and �2 that were set to zero in all preferred models
are not shown and neither are parameters whose values are �xed due to identi�cation or
admissibility. Figures in parenthesis are estimated standard errors, while the last column
indicates that all numbers in the row are to the order 10x.
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Parameters in Continuous-time
Approximation to Risk-Neutral Models

Linear Single Component Constant Mixture Time-varying Mixture

�ZZ 1.468 (0.049) 1.465 (0.018) 1.464 (0.017)

�1Z 2.464 (0.664) 1.420 (0.049) 1.458 (0.049)

�11 0.248 (0.025) 0.231 (0.001) 0.251 (0.001)

�12 0.669 (0.180) 0.374 (0.016) 0.383 (0.014)

�2Z 0.951 (0.101) 1.001 (0.056) 0.929 (0.051)

�21 0.077 (0.021) 0.140 (0.007) 0.138 (0.006)

�22 0.260 (0.025) 0.279 (0.010) 0.260 (0.001)

�Z 5.117 (0.202) 5.546 (0.150) 5.397 (0.131)

�c1 0.618 (0.441) - -

Cubic Single Component Constant Mixture Time-varying Mixture

�ZZ 1.468 (0.049) 1.469 (0.018) 1.464 (0.017)

�1Z 2.458 (0.668) 1.494 (0.052) 1.445 (0.048)

�11 0.248 (0.025) 0.229 (0.001) 0.250 (0.001)

�12 0.667 (0.181) 0.400 (0.017) 0.385 (0.016)

�2Z 0.949 (0.101) 0.998 (0.055) 0.928 (0.054)

�21 0.078 (0.021) 0.130 (0.006) 0.136 (0.007)

�22 0.260 (0.025) 0.280 (0.010) 0.260 (0.010)

�Z 5.153 (0.202) 4.963 (0.116) 5.451 (0.112)

�c1 0.618 (0.444) - -

Table 5: The tables show parameter values in the continuous-time approximation to the risk-
neutral part of estimated discrete-time models. Values are for preferred models in which
insigni�cant parameters have been removed as indicated by '-'. �2 and �

c
2 that were set to

zero in all preferred models are not shown and neither are parameters whose values are �xed
due to identi�cation or admissibility. Figures in parenthesis are standard errors calculated
from the discrete model by the delta method.
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Parameters in the Radon-Nikodym Derivative

Single Component

Linear Cubic 10x

�Z1 - -1.905 (1.715)

�Z2 0.828 (0.657)

�Z3 -85.38 (61.24) (-3)

�1Z -19.62 (6.23) -19.54 (6.23) (-3)

�12 10.70 (4.55) 10.72 (4.57) (-3)

Constant Mixture Time-varying Mixture

Linear Cubic Linear Cubic 10x

�110 -43.35 (8.60) -41.82 (8.40) -44.04 (9.30) -42.38 (9.35) (-3)

�112 6.153 (1.825) 6.576 (1.941) 6.154 (1.881) 6.127 (1.894) (-3)

�2Z1 -3.402 (0.943) -52.00 (11.01) -3.439 (0.863) -57.69 (15.56)

�2Z2 18.29 (3.906) 18.78 (4.85)

�2Z3 -1.600 (0.340) -1.519 (0.372)

�210 - - -384.6 (70.0) -397.1 (72.2) (-3)

�21Z -75.03 (12.90) -86.09 (12.15) - - (-3)

�212 -52.84 (17.14) -43.53 (16.31) -62.99 (14.95) -51.46 (15.14) (-3)

�222 -54.60 (20.52) -49.49 (19.06) -37.48 (18.12) -35.75 (16.52) (-3)

w0 0.978 (0.005) 0.975 (0.006)

�0 5.789 (1.365) 5.958 (1.335)

�Z -1.043 (0.260) -1.084 (0.243)

�1 -0.321 (0.084) -0.315 (0.080)

�2 0.156 (0.098) 0.158 (0.098)

Table 6: The tables show estimates of parameters in di�erent speci�cations for the Radon-
Nikodym derivative. The estimates are for the preferred models in which insigni�cant pa-
rameters have been set to zero as indicated by '-'. Parameters set to zero in all models are
left out of the table. Entries for parameters that does not enter a given model are left blank.
Figures in parenthesis are estimated standard errors, while the last column indicates that
all numbers in the row are to the order 10x.
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Changed Parameters in the P-Models

Single Component

Linear Cubic 10x

1��P ?

cP ?

�P1Z -67.00 -66.80 (-3)

�P12 {2.170 {2.124 (-3)

Constant Mixture Time-varying Mixture

Linear Cubic Linear Cubic 10x

�P110 108.1 100.8 107.3 109.0 (-3)

�P112 -1.041 -1.123 -1.214 -1.280 (-3)

1��P2 88.76 ? 89.37 ? (-3)

cP2 9.311 ? 9.308 ? (-3)

�P210 -233.2 -245.7 (-3)

�P21Z -102.4 -114.8 (-3)

�P212 -60.03 -51.22 -70.36 -58.87 (-3)

1��P222 59.97 54.87 42.48 40.74 (-3)

Table 7: The tables show parameters in the models under P. Those that are not shown or
where entries are left blank have the same values as under Q. Parameters with a '?' in the
cubic models are time varying and their values as a function of Z are shown in �gure 4. The
last column indicates that all numbers in the row are to the order 10x.
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Values of Xt and Direction v in Figure 12

Constant Mixture

Xt Z Y1 Y2

+1 std.dev.

����� 6.61-9.54
5.75

�����
����� 5.27-6.29
5.75

�����
����� 5.27-9.54
9.21

�����
EP (X) -

����� 5.27-9.54
5.75

����� -

-1 std.dev.

����� 3.94-9.54
5.75

�����
����� 5.27-12.8
5.75

�����
����� 5.27-9.54
2.28

�����
�
1
2
; 1
2
;�1

2

�
-

����� 5.94-7.92
4.01

����� -

v Z Y1 Y2

+1 std.dev.

����� 0.440.83
0.34

�����
����� 0.320.71
0.32

�����
����� 0.320.90
0.52

�����
EP (X) -

����� 0.320.69
0.31

����� -

-1 std.dev.

����� 0.200.55
0.29

�����
����� 0.320.68
0.30

�����
����� 0.320.48
0.10

�����
�
1
2
; 1
2
;�1

2

�
-

����� 0.380.66
0.23

����� -

Time-varying Mixture

Xt Z Y1 Y2

+1 std.dev.

����� 6.11-8.06
5.82

�����
����� 4.95-4.65
5.82

�����
����� 4.95-8.06
9.07

�����
EP (X) -

����� 4.95-8.06
5.82

����� -

-1 std.dev.

����� 3.78-8.06
5.82

�����
����� 4.95-11.5
5.82

�����
����� 4.95-8.06
2.57

�����
�
1
2
; 1
2
;�1

2

�
-

����� 5.53-6.36
4.20

����� -

v Z Y1 Y2

+1 std.dev.

����� 0.400.78
0.24

�����
����� 0.300.76
0.23

�����
����� 0.300.97
0.36

�����
EP (X) -

����� 0.300.74
0.22

����� -

-1 std.dev.

����� 0.190.71
0.20

�����
����� 0.300.73
0.21

�����
����� 0.300.51
0.08

�����
�
1
2
; 1
2
;�1

2

�
-

����� 0.350.65
0.16

����� -

Table 8: Tables show the direction, v, of the center of the second component at di�erent
conditioning factor values, Xt, which are used to draw the density graphs in Figure 12. To
the left are the 8 conditioning factor vectors considered: the unconditional mean and one
in which each factor is shifted either +1 or �1 standard deviation, as well as the point
where factors jointly are shifted (1=2; 1=2;�1=2) std. dev. To the right are the values of
v = Xt � EP2 (Xt+1jXt), i.e., the negative direction to the mean of the second component
at each of the Xt points to the left.
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Uncondition mean and standard deviation of factors under P

Linear Cubic

Z Mean S.D. Mean S.D.

Single Component 5.11 1.33 5.03 1.18

Constant Mixture 5.27 1.34 4.74 1.33

Time-varying Mixture 4.95 1.17 5.16 1.24

Linear Cubic

Y1 Mean S.D. Mean S.D.

Single Component -24.28 7.51 -23.02 6.39

Constant Mixture -9.54 3.24 -9.31 3.46

Time-varying Mixture -8.06 3.41 -8.64 3.51

Linear Cubic

Y2 Mean S.D. Mean S.D.

Single Component 7.27 3.51 7.23 3.48

Constant Mixture 5.75 3.47 5.11 3.32

Time-varying Mixture 5.82 3.25 5.60 3.39

Table 9: Unconditional mean and standard deviation of factors under P were estimated
by Monte Carlo simulation. A draw from the unconditional P distribution of factors was
obtained as the �nal factor vector after simulating 3000 periods in the estimated model.
Though the initial X has little inuence over this many periods, the value that solves
EPt (Xt+1) = Xt was used. 10000 draws were made for each model, from which mean and
standard deviation were calculated.
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Linear Constant Mixture Model

Loading Functions
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Figure 2: Draws loading functions, �nX , and the constant part, �
n
0 , in the yield to factor

relation, ynt = �
n
0 + �

n 0
XXt, for the linear constant mixture model. The x-axis is measured in

years, i.e., n=52.
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Figure 3: Displays time series of factors implied by yields observed without error in the
linear constant mixture model.
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Time-varying P parameters in the Cubic Models

Single component
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Time-varying mixture
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Figure 4: Figures draw Z-factor parameters c and � that become time varying under Pj when the
market price of risk function �jZ , drawn as well, is not constant. This is the case in the cubic models,
though for the mixture models �1Z = 0 in the preferred models, so only the second component is shown.
In all graphs the solid line is the cubic model, while the horizontal dotted line illustrates the value in
the corresponding linear model, also given in table 7. The dashed lines are the values that arose in the
�rst two cubic models, when the �Z0 � 0 restriction, necessary for the P model to be well-de�ned, was
not imposed. This implies � > 1 for low Z and also that �Z > 1=c for Z ! 0.
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Conditional Mean Change of One-period Rate

Single Component
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Time-varying Mixture
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Figure 5: The graphs show how the expected change in the one-period rate (in per annum terms) over the
next period varies as one of the conditioning factors changes and the other two are kept at their uncon-
ditional P mean. The function that is drawn is thus f (x) = E

�
rt+1 � rtjXit = x;Xh 6=i;t = E

P (Xh 6=i;t)
�
,

and the factor, Xit, that varies is respectively Zt, Y1t, and Y2t in each column from left to right . The
x-axes are measured in standard deviations from the P mean. In each �gure values are shown for the
linear model under Q (dash) and P (dot), and for the cubic model under Q (solid) and P (dash-dot).
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Expected change in Z factor - Cubic Single-Component model
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Figure 6: This shows the conditional expected change in the Z factor over di�erent condi-
tioning values, f (z) = E (Zt+1jZt = z)� Zt, for the cubic single-component model. This is
calculated under Q (dash-dot) and under P (solid), as well as under P (dot) in the cubic
model when the restriction �Z0 � 0 is not imposed.
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Weights as Function of Factors
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Figure 7: Figures illustrate how weights depend on factors in the time-varying mixture models by
drawing the function w (Xt) = (1 + exp (��0 � �0XXt)). From left to right respectively Zt, Y1t, and
Y2t varies, while the other factors are at their unconditional Pmean. The linear models are the dashed
lines and the cubic models are the solid lines. The x-axes are measured in standard deviations from
the P mean.

Time-varying Weights - Cubic Model
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Figure 8: Displays time series of weights on the second P component, 1 � wt, in the cubic mixture
model, for which weights depend on factors, as shown in Figure 7. Also shown are the series of each
of the three factors.

59



Chapter 1

Conditional Standard Deviation of One-period Rate
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Time-varying Mixture
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Figure 9: The graphs show the variation in standard deviation of the one-period rate (in per annum
terms) as one of the conditioning factors changes and the other two are kept at their unconditional P
mean. The factor that varies is respectively Zt, Y1t, and Y2t in each column from left to right . The
x-axes are measured in standard deviations from the P mean. In each �gure values are shown for the
linear model under Q (dash) and P (dot), and for the cubic model under Q (solid) and P (dash-dot).
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Conditional Skewness of One-period Rate

Single Component
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Figure 10: The graphs show the variation in skewness of the one-period rate as one of the conditioning
factors changes and the other two are kept at their unconditional P mean. The factor that varies is
respectively Zt, Y1t, and Y2t in each column from left to right . The x-axes are measured in standard
deviations from the P mean. In each �gure values are shown for the linear model under Q (dash) and
P (dot), and for the cubic model under Q (solid) and P (dash-dot).
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Conditional Excess Kurtosis of One-period Rate
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Figure 11: The graphs show the variation in excess kurtosis of the one-period rate as one of the
conditioning factors changes and the other two are kept at their unconditional P mean. The factor that
varies is respectively Zt, Y1t, and Y2t in each column from left to right . The x-axes are measured in
standard deviations from the P mean. In each �gure values are shown for the linear model under Q
(dash) and P (dot), and for the cubic model under Q (solid) and P (dash-dot).
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Density in Direction of Second Component - Linear Mixture Models
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Figure 12: The �gures illustrate how the second component shows up in the P density of factors.
Thus the graphs draw the density of Xt+1jXt under P in direction of EP2 (Xt+1jXt). That is, for the
vector v = Xt � EP2 (Xt+1jXt), the function g (�) = f

P
Xt+1jXt (Xt+1 = Xt + �vjXt) is drawn, such that

� = �1 is the P density at the mean of the second component. This is done for the linear constant
mixture model (solid) and the linear time-varying mixture model (dash). The 8 �gures are for di�erent
values of the conditioning Xt, and the parenthesis below each �gure indicate the position of each factor
(Z; Y1; Y2) measured in standard deviations from its unconditional P mean. The values of Xt and the
corresponding negative distance to the second component, v, are shown in Table 8.
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analysis or parametrized yield curve shape. A further improvement exploiting that the

absence of arbitrage opportunities imposes cross-restrictions on interest rate dynamics
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model involving three stochastically varying factors corresponding to level, slope, and
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important to remove the factor contribution to hedging error variance than to balance
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1 Introduction

Traditional immunization strategies introduced by Reddington (1952) and later revived in

applications by Fisher & Weil (1971) amount to matching the basic bond duration measure

of Macaulay (1938) across assets and liabilities. The subsequent generalized duration ap-

proach (e.g., Ingersoll (1983) and Nelson & Schaefer (1983)) relies implicitly or explicitly

on a multivariate factor structure underlying market yields, matching each of a number of

factor loadings or sensitivities across the immunization target and a hedge portfolio. This

approach is largely cross-sectional in nature, much as in the case of stock portfolio man-

agement. However, in the bond market case, when explicitly considering movements in the

entire yield curve across calendar time, consistency with dynamic arbitrage-free term struc-

ture models places rather tight cross-restrictions on the admissible cross-sectional loading

functions used in construction of the hedge portfolios and the dynamic behavior of market

interest rates. Although ignoring these restrictions potentially lead to costly lack of precision

in immunization strategies, they have not been explored in the literature. In this paper, we

develop an approach that allows optimally exploiting term structure dynamics in hedging

strategies, and we document the resulting improvement in performance.

The objective already in the early literature is to develop portfolio management, trading,

and hedging strategies to allocate funds across a set of traded assets at each point in time.

Typically, the focus has been on the contemporaneous correlation between yields and the

construction of portfolio rules, while disregarding important dynamic aspects of term struc-

ture movements. Litterman & Scheinkman (1991) is a leading example of a cross-sectional

approach using the classical statistical factor analysis as �rst stage in term structure hedg-

ing. Their analysis shows that three factors adequately describe the term structure, and

from their interpretation of the way in which factor loadings vary across instruments of

di�erent maturities, the three factors are labelled level, slope (or steepness), and curvature,

respectively. In fact, Nelson & Siegel (1987) interpret their parsimoniously parametrized

yield curve shapes with monotonic and hump components in terms of short term, medium,

and long term factors that correspond quite precisely to the Litterman & Scheinkman (1991)

slope, curvature, and level factors, respectively. It is therefore natural to impose the type of

functional form restrictions considered in the Nelson & Siegel (1987) curve shape framework

directly on the loadings estimated in the factor analysis as input into hedging and immu-

nization strategies. This should a�ord reduction in complexity through savings in degrees

of freedom, and, under correct speci�cation, e�ciency gains in estimation and, potentially,

hedging performance.

In this paper, we show that the approach of combining the factor analysis and associated

hedging technology with the loading restrictions from level, slope, and curvature curve

shapes may in fact be improved upon. The key to this result is that both the factor analysis

structure and the parsimonious curve shape approach are entirely cross-sectional in nature
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and void of �nancial theory, in particular the restrictions on the evolution through time

of curve shapes stemming from no-arbitrage and consistency with dynamic term structure

models. For example, the Nelson & Siegel (1987) (henceforth NS) yield curve shape is

inadmissible, since arbitrage opportunities exist if the yield curve is in this class in each

time period. Clearly, then, this functional form should not be imposed in estimation and

hedging applications. Our approach in this paper is to exploit the implications of consistent

arbitrage-free interest rate dynamics on the generalized durations used in forming the hedge

portfolio. We do this in three separate ways. First, we consider the e�ect of replacing the

curve shape necessarily leading to arbitrage opportunities with one that is in fact consistent

with arbitrage-free dynamics. Second, we focus on the consistent arbitrage-free dynamics

rather than on the curve shape in the calculation of the generalized durations. Third,

we combine the two, thus exploiting both the arbitrage-free dynamics and the yield curve

shape consistent with this in deriving the hedge portfolio. The three-stage procedure is

implemented both in a case with a single stochastic factor, and in a more general situation

involving three stochastic factors, corresponding to level, slope, and curvature. The single-

factor analysis combines a modi�ed version of the NS curve shape actually consistent with

no-arbitrage and the dynamic model of Hull & White (1990). The three-factor analysis is

based on a new stochastic level-slope-curvature (SLSC) model unique to the present paper.

The empirical performance of existing and new approaches is investigated using weekly

yield data from the Fed over the period 1983 through 2007. The targets for assessing hedg-

ing performance are a 5-year coupon bond and a portfolio consisting of 2-year, 5-year, and

10-year coupon bonds with positive and negative weights, all based on information on con-

tractual terms from CRSP. Parameters are estimated in the yield data and used to calculate

generalized durations. Portfolios of zero-coupon bonds are constructed on a monthly basis

to match estimated generalized durations. The resulting ability to hedge one-month re-

turns on the targets is recorded over the full sample period. From the empirical results,

an improvement in hedging performance is achieved by replacing the NS curve shape by a

modi�cation that is not inconsistent with arbitrage-free interest rate dynamics. A further

improvement obtains by estimating parameters directly from the Hull & White (1990) dy-

namics consistent with the modi�ed curve shape. However, performance deteriorates when

combining the modi�ed curve shape and consistent dynamics. This suggests that for hedging

purposes, one-factor dynamics do not adequately capture term structure movements. We

therefore introduce our new three-factor SLSC model. It has both an associated yield curve

shape and a dynamic speci�cation, and the two are consistent. In the special case where

the SLSC model is restricted to the three-factor a�ne class in the sense of Du�e & Kan

(1996), it reduces to the independent factor model considered by Christensen, Diebold &

Rudebusch (2009). However, this provides almost no improvement in hedging performance

relative to using basic NS curves, so we do not impose this restriction. Using our general
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SLSC curve shape, only, leads to better performance than any of the previously consid-

ered approaches. As in the one-factor case, a further improvement is obtained by using the

dynamics instead of the curve shape in parameter estimation. Finally, in contrast to the

one-factor case, the additional restrictions imposed by the fully consistent model combining

curve shape and dynamics lead to even better hedging performance in the three-factor case.

These results indicate that important improvements in trading strategies may be achieved

by using a model that is dynamically consistent, and reects the stochastically time-varying

level, slope, and curvature features of the bond market.

The remainder of the paper is laid out as follows. In Section 2, we present the basic

hedging framework, starting with the underlying yield factor model. We present the main

theorem on the portfolio that minimizes hedging error variance subject to generalized du-

ration matching and value matching. The data are described, and the benchmark empirical

performance of existing hedging approaches not exploiting dynamics is documented. These

are duration matching and generalized duration matching based either on an unrestricted

factor analysis or on an analysis imposing parsimonious parametric structure (speci�cally,

NS shape) on loadings. In Section 3, we turn to dynamically consistent arbitrage-free hedg-

ing. First, we modify the parametrization of the restricted loadings to ensure that there

exists a dynamic term structure model consistent with the chosen shape, and reassess hedg-

ing performance. Next, we change the estimation procedure to exploit only the dynamics

of the consistent model. We then combine the two, exploiting both the shape of the yield

curve and the dynamics of the consistent model. Next, we introduce our new arbitrage-free

dynamic term structure model with level, slope, and curvature factors that all three vary

stochastically through time. We apply all the three approaches (curve shape, dynamics, and

the combination) to this model. Finally, we consider an alternative approach, relaxing the

generalized duration matching constraint and instead using the dynamic model to trade o�

violations of the constraint against remaining hedging error variance. Section 4 concludes.

All proofs are in the appendix.

2 The Basic Hedging Framework

We �rst set out notation for the basic yield factor model. With yt = (yt;�1 ; :::; yt;�m)
0 a

vector of (continuously compounded, zero-coupon) yields at time t with terms to maturity

� 1; :::; �m, the classical factor analysis structure is

yt = �+Bft + "t; (1)

where � is an m-vector of mean yields, ft is a k-vector of common, unobserved covariance-

generating factors, k < m, B is an m� k matrix of sensitivities or factor loadings, and "t is
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an m-vector of idiosyncratic error terms independent of ft. Thus, the individual yield is

yt;� i = �i + b0ift + "t;i; (2)

where b0i is the i'th row of B. The approach is cross-sectional, in that factors and error

terms are treated as serially uncorrelated. Estimation on panel data (y1; :::; yT ) produces

estimates bB and b	 of B and 	 = var ("t), assumed diagonal. The predicted factor scores

are bft = bFyt, with scoring matrix given as bF =
� bB0b	�1 bB��1 bB0b	�1, i.e., the weighted

regression of current yields yt on the columns Bj of B, j = 1; :::; k, the weights being the

diagonal elements  1; :::;  m of 	. In particular, bft is linear in current yields.
Suppose the target claim to be hedged is a future payment � � periods hence, and no

zero-coupon bond with term to maturity � � (the ideal hedging instrument) is available.

The factor loadings b� (a k � 1 vector) of the target claim (precisely, of the yield to the

missing ideal hedge) are assessed by interpolation between the available maturities. With

the yield data ordered so that � 1 < � 2 < ::: < �m, simple linear interpolation would

set b� = ((� i+1 � � �) bi + (� � � � i) bi+1) = (� i+1 � � i), a k-vector constructed as a suitable

convex combination of the adjacent loading vectors bi and bi+1, where � i < � � < � i+1. The

required (�tted) yield on the hedge portfolio is then b0�
bft. This is a linear function of the

available yields, too, namely, b0�
bFyt. Nonetheless, this does not constitute a portfolio rule

in itself, as the traded instruments are bonds, not yields. Litterman & Scheinkman (1991)

actually considered excess returns rather than yields, thus obtaining linear hedging rules.

We present a related approach, �rst �tting parameters in a yield factor model, then using

the estimated parameters to form policies (portfolio weights) linear in returns. Thus, we

turn to implications of the yield factor model for returns next.

2.1 Hedge Portfolios

To get linear portfolio rules, we go via the relation between zero-coupon bond prices and

yields, pt;� i = exp (�� iyt;� i), and de�ne returns rt+1;i = (pt+1;� i � pt;� i+1)=pt;� i+1. Over short
horizons we can approximate this by the return on a constant maturity zero-coupon bond

and use log-linearization,

rt+1;i � log
pt+1;� i
pt;� i

= �� i�yt+1;� i ; (3)

where � is the �rst di�erence operator, i.e., �yt+1;� i = yt+1;� i � yt;� i is the change in the � i

maturity zero-coupon bond yield. Applying the factor model for yields (2) we can express

the return by

rt+1;i = �� i (b0i�ft+1 +�"t+1;i) : (4)
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This is recognized in the simple case k = 1 with ft a factor of unit loading bi = 1 across

all maturities � i as the well-known result that a one percentage point parallel shift up in

the term structure is associated with a drop in bond prices by a percentage amount equal

to duration, which is � i for the i'th zero-coupon bond. If the yields have di�erent factor

sensitivities, i.e., bi is not constant across i, then (4) introduces the corresponding generalized

duration measure � ibi, giving the percentage drop in the price of the i'th zero-coupon bond

associated with a unit factor change. In case of multiple factors, k > 1, each entry in � ibi

similarly de�nes a generalized duration measure with respect to the associated factor, and

the multivariate hedge is an immunization strategy with respect to each factor.

2.1.1 Hedging a Simple Claim

To immunize the future payment � � periods hence we consider investing in a portfolio

comprised of the m zero-coupon bonds with times to maturity (� 1; :::; �m) for which the

yield factor model (1) is estimated. It is useful to write returns of the instruments as the

vectorized version of the return model (4),

rt+1 = �T (B�ft+1 +�"t+1); (5)

where rt+1 = (rt+1;1; :::; rt+1;m)
0 and T = diag(� 1; :::; �m). At time t, to hedge the return

on the target payment over the next period, r�t+1, we allocate relative proportions w =

(w1; :::; wm)
0 to the instruments. The return on the hedge portfolio is then

rwt+1 = w0rt+1 = �w0T [B�ft+1 +�"t+1] ; (6)

where B0T w is the k�1 vector of generalized durations, controlled by the portfolio manager
through the choice of w.

By analogy with the yield analysis of the previous subsection, the required return on the

hedge portfolio to immunize the target against changes in factors is �� �b0�� bft+1. Here, the
predicted factor change based on returns is � bft+1 = bF�yt+1 = � bFT �1rt+1. The required
hedge portfolio return is then linear in instrument returns, � �b

0
�
bFT �1rt+1, and the portfolio

with weights ew = � �T �1 bF 0b�; (7)

matches the generalized durations � �b� of the target. Among all portfolios doing so, ew in

(7) minimizes hedging error variance, as shown in Theorem 1 below. Note that estimated

loadings bB and error variances b	 are those from the classical factor analysis applied to

yields, based on (1), but that the resulting portfolio weights ew are applied to returns, not
yields. In (7), each row of bFT �1 shows how to construct the factor-mimicking portfolio

for the corresponding factor, and the generalized durations � �b� of the target are used to
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combine the k factor-mimicking portfolios into the overall hedge portfolio.

2.1.2 Hedging of General Payment Streams

Suppose the target claim to be hedged at time t is a payment stream (say, a coupon bond, or

an annuity) that promises payments ch at future dates �h periods hence, h = 1; :::; H. Then

the value of the claim is v� =
PH

h=1 pt;�hch, with pt;� = exp (��yt;� ) the discount function,
if necessary obtained by interpolation between observed yields. To hedge the payment

stream, the idea is to hedge each payment according to the portfolio rule (7). The hedge

portfolio for the target stream is then the combination of all these component portfolios.

Speci�cally, payment ch is hedged by allocating the amount pt;�hch across the m hedging

instruments in the proportions indicated by the portfolio rule ewh = �hT �1 bF 0bh, with the
k-vector of coupon loadings bh obtained by interpolation as in the case of target loadings

above. The overall strategy is to allocate the amount v� across the instruments according

to ew =PH
h=1 pt;�hch ewh=v�. This is equivalent to applying the rule (7) directly to the target

payment stream, assessing its generalized duration vector as

(�b)� =
HX
h=1

pt;�hch
v�

�hbh; (8)

the weighted average of the individual payments' generalized duration vectors �hbh, each of

dimension k, the weights being those of the individual payments' present values relative to

the total claim. The result (�b)� is simply inserted in (7) to achieve generalized immunization

of the target, ew = T �1 bF 0 (�b)� : (9)

The immunization strategy (9) combines the hedging instruments to equate each of the k

generalized durations of the portfolio to those of the target claim, (�b)�, and, in addition,

to minimize hedging error variance (see Theorem 1 below).

2.1.3 Value Matching

Value matching requires the value of the hedge portfolio to equal the value of the target,

i.e., the portfolio should be fully invested, in the sense of Nelson & Schaefer (1983). The

value to be invested in the i'th instrument, say vi, is determined as a fraction, given by the

i'th coordinate ewi from (9), of the value of the target portfolio, i.e., vi = ewiv�. When funds
are allocated in this way, the value weighted sum of generalized durations of instruments

in the hedge portfolio equals the product of generalized durations and value of the target,

since multiplication of B0T ew = (�b)� and v� yields
B0T v = (�b)� v�; (10)
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with v = (v1; :::; vm)
0 the vector of values invested in each instrument. Thus, target general-

ized durations are properly matched, but value matching is not ensured. In particular, the

value of the hedge portfolio is
mX
i=1

vi = v�
mX
i=1

ewi:
Thus, the portfolio value only equals the value v� of the target if weights sum to one, ew0� = 1,
where � = (1; :::; 1)0. This is not recti�ed simply by scaling weights by ( ew0�)�1, because this
would violate value weighted generalized duration matching, i.e., (10) would no longer be

satis�ed. The following theorem shows how to adjust portfolio weights (9) to achieve value

matching while maintaining generalized duration matching and minimizing hedging error

variance.

Theorem 1 The immunization portfolio w� that minimizes total hedging error variance

among all linear portfolio rules matching the generalized durations and value of the target

claim,

min
w
vart

�
r�t+1 � w0rt+1

�
s:t: B0T w = (�b)� and w0� = 1; (11)

is given by

w� = ew + (1� ew0�) ��
�0��

; (12)

where ew are the weights (9) that solve the equivalent problem without the value matching

constraint w0� = 1, and where � = T �1	�1
�
	�B (B0	�1B)

�1
B0
�
	�1T �1.

The theorem is proved in the appendix. The constraints in (11) are value matching, w0� = 1,

and generalized duration matching, B0T w = (�b)�. Together, these would constitute a

su�cient criterion in a complete market with only factor risk, cf. Harrison & Kreps (1979).

In practice, in the incomplete market case, a perfect hedge is infeasible, and minimization of

hedging error variance subject to the two constraints is considered. This criterion di�ers from

that introduced by Ingersoll (1983) and frequently used by academics as well as practitioners

(see, e.g., Diebold, Ji & Li (2006) for a recent application), where instead the sum of

squared weights w0w is minimized subject to the same two constraints. Ingersoll suggests

a diversi�cation argument behind which lies the assumption that the idiosyncratic errors

in instrument returns are of the same magnitude. Given the yield factor model on which

generalized durations are based we know that idiosyncratic return errors must have variance

	T �2. Therefore, once generalized durations are matched, minimization of the remaining
hedging error amounts to minimization of w0T 	T w which is done in Theorem 1.

2.1.4 Hedging with Coupon-Bearing Instruments

The expression (8) for the generalized duration vector of a payment stream facilitates not

only hedging of such a stream, but also the use of streams as hedging instruments. This
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includes hedging with coupon-bearing bonds instead of just zero-coupon bonds that may

be unavailable. If there are L coupon-bearing hedging instruments, we use expression (8)

to calculate the generalized duration vectors (�b)� and (�b)`, ` = 1; :::; L of both the target

and each of these instrument streams. The main di�erence compared to hedging with zero-

coupon instruments is that the preceding yield factor analysis no longer is carried out on

the instruments themselves. Instead, it is still applied to a balanced panel data set of

yields not exactly corresponding to the set of available hedging instruments that may vary

from period to period as bonds age, mature, etc.. Thus, bh in (8) is interpolated based on

output from the zero-coupon yield factor analysis, applied to data from the preceding period.

Next, construction of hedging weights on the coupon-bearing instruments may proceed in

analogy with the case of zero-coupon hedging instruments. Thus, form the L� k matrix of

generalized durations B, with typical row (�b)0`. This is the matrix that specializes to T B in
the zero-coupon instrument case. The hedge portfolio for general instruments is then given

by ew = ��1B(B0��1B)�1(�b)�: (13)

Here, the L � L matrix � captures the idiosyncratic error variance of the coupon-bearing

bond returns, which may be constructed by interpolation and weighted summation across

coupons of elements of 	 from the yield factor analysis. Again, (12) from the Theorem is used

to obtain value matching (full investment), but now with � = ��1���1B(B0��1B)�1B0��1.

2.2 Data

We use data from the Federal Reserve Board's database of constant maturity zero-coupon

yields on U.S. Treasury bills, notes, and bonds. The terms to maturity considered are 3, 6,

12, 24, 36, 60, 84, and 120 months. A weekly frequency data set is constructed by extracting

Wednesday observations drawn from the Fed's daily database, rather than using their weekly

database, which consists of weekly averages of daily data. Our sample period is �rst week of

1983 through last week of 2007, for a total of 1,304 observations in the time series dimension.

Starting in 1983 avoids the Fed money supply targeting experiment of 1979 to 1982 (see

Sanders & Unal (1988)). Table 1 shows means and standard deviations of the weekly

yield data corresponding to the eight maturities. The means are monotonically increasing

in maturity, from 5.2% to 6.9% (continuously compounded annualized yields), whereas the

average volatilities or standard deviations exhibit a hump shape with a maximum of 2.5% at

2 years, and lows of 2.3% at both 3 months and 10 years. We consider a one-month hedging

period, from month-end to month-end. The weekly yield data are used to estimate model

parameters, and the eight associated zero-coupon bonds are used as hedging instruments

on the last trading day of each month. As this is not necessarily a Wednesday, the daily

�les are used again to get the correct zero-coupon bond prices when constructing the hedge
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portfolio.

Target assets for assessing hedging performance are constructed by drawing information

on contractual terms (coupon dates and rates) from the CRSP Monthly U.S. Government

Bond �les. We construct a monthly return series for each of two alternative target assets.

The �rst is a 5-year bond, and the second is a portfolio consisting of a long position in the

same 5-year bond and short positions in 2-year and 10-year bonds. Using the individual

5-year bond as target is similar to Diebold et al. (2006), whereas the speci�cation of a

target asset as a portfolio with short positions in the long and short ends follows Litterman

& Scheinkman (1991). On the last trading day of each month, we simply select among all

non-callable, non-convertible, non-ower bonds the issues with maturities closest to 2, 5,

and 10 years, subject to a liquidity requirement of at least $10 million in par value publicly

outstanding. Portfolio weights1 (0; 1; 0) and (�1; 3;�1), respectively, are then assigned to
construct the two target assets. Note that we do not exclude short and long issues with

between 3 and 9 (as opposed to exactly 6) months to the �rst coupon. As our hedging

portfolios are always based on an estimation period of a minimum of four years, the hedging

period starts four years later than the yield data, and our monthly target data span the

period January 1987 through December 2007, for a total of 252 months in the time series.

For illustration, Figure 1 shows characteristics of the 5-year bond that enters both target

assets. The upper left panel shows the exact term to maturity for each selected bond in

the time series. Most bonds are issued and mature on the 15th of the month and so in the

�gure are either 1/2 month above or below the 5-year target. The upper right panel shows

the received coupon rates. They have been falling over the sample period, i.e., hedging

performance is assessed on basis of the actual market development, rather than some �xed

design. The lower left panel shows the resulting durations of the selected 5-year bonds,

which increase from below 4.0 to above 4.5 due to the drop in rates. The portfolio target

in addition includes the 2-year and 10-year coupon bonds, and the corresponding coupon

rates are shown in Figure 2, along with the resulting target durations.

For a fair comparison of methods, we set the prices of the target assets by using the Fed

yields to value the bonds entering them, rather than using the CRSP prices directly. That is,

the contractual terms are taken from CRSP, then priced using the eight zero-coupon yields

on the last trading day of the month and linear interpolation. This produces a monthly series

that should be a fair target for one-month ahead hedging using the corresponding eight zero-

coupon bonds. The issue is that raw CRSP prices (bid-ask midpoints plus accrued interest)

might reect other factors not present in the Fed yields, and thus might not constitute a

fair ground for comparison of methods. The di�erences between raw CRSP prices and the

Fed valuations we use are shown in the lower right panel of Figure 1. Evidently, it would

not be of interest to require the hedge portfolio to pick up this discrepancy which is seen to

1Value weights, as opposed to numbers of certi�cates.
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uctuate in a 1% band.

We consider immunization of movements in the target over periods of one month. Thus,

from our monthly target data, 1987:1-2007:12, we form 251 one-month returns for the 5-yr.

coupon bond and portfolio targets. The properties of these return series are shown in the

�rst row of Table 2 for the coupon bond target, and �rst row of Table 3 for the portfolio

target. From the tables, the average one-month return on the 5-yr. coupon bond is 60bp or

:60% (1 basis point or bp = :01%).2 The standard deviation of the monthly returns is 132bp.

For the portfolio target, the average return is 64bp and the standard deviation 148bp.

2.3 Duration Matching

As a �rst benchmark method we form a standard duration matching hedge portfolio. To do

this, only two instruments are needed, one to match duration and one to ensure that hedge

portfolio weights sum to one. For the 5-yr. coupon bond, target duration is always between

3 and 5 years, so we use the corresponding zero-coupon bonds. For the hedge portfolio we

use the same instruments, occasionally substituting the 5-yr. with the 2-yr. zero-coupon

bond when target portfolio duration falls below 3 years, cf. Figure 2 that shows duration of

the target portfolio.

The performance of the duration hedge is shown in the second row of Tables 2 and 3

for the coupon bond and portfolio targets, respectively. The single bond target duration

matching achieves a bias (i.e., average hedged return, or hedging error) of only �:56bp at a
std. dev. of 3:52bp, which yields a root mean squared error (RMSE) of 3:56bp. This excellent

performance is due to the single coupon bond being dominated by the �nal payo� 5 years

in the future. For the portfolio target, duration matching yields an average hedging error of

4:06bp at a std. dev. of 44:24bp, for an RMSE of 44:43bp. Evidently, the more complicated

payment stream, loading negatively on the long and short ends, but with roughly the same

duration as the coupon bond target, is an order of magnitude more di�cult to hedge, and

the duration matching approach may be too simplistic.

2.4 Generalized Duration Matching

To match generalized rather than basic durations, we start with a classical maximum likeli-

hood factor analysis of the yield factor model (1). We assume var(ft) = Ik, which is without

loss of generality, since factor variances and covariances could be absorbed in the loadings

B. For identi�cation, the k � k matrix B0	�1B is restricted to be diagonal. The reported

rotation is that where the j'th factor explains the j'th most of the variation. A full period

estimation with k = 3 factors produces the estimated loadings shown in Figure 3. As evident

2This is the unhedged return, and the column is labelled Bias because average hedging errors are reported
in the remainder of the table.
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from the graphical depiction in the �gure of each of the three columns Bj as a function of

maturity, we recover the standard �nding of at, steep, and hump-shaped loading patterns,

corresponding to the level, slope, and curvature factor structure also highlighted by Litter-

man & Scheinkman (1991) based on similar plots. To interpret the individual loadings bij,

i = 1; :::;m, j = 1; :::; k, note that b2ij=�
2
i is the proportion of variance of yield y� i explained

by the j'th factor, with �2i the total variance from Table 1 for the i'th maturity. Taking

averages across i, the level, slope, and curvature factors explain 96:39%, 3:39%, and :15%,

respectively, of the variation in the yield data in the full period. Although these �gures may

make the curvature factor appear redundant, this is not so if judged by the log-likelihood

values or standard information criteria of, say, one-, two- and three-factor models. The

remaining :07% of variation not explained by the three factors is attributed to the idiosyn-

cratic shocks "t in (1). The corresponding estimated variances 	 are shown in the �rst line

of Table 4, along with the maximized log-likelihood value and number of parameters. To

avoid Heywood cases (the factors explaining more than total variation for a given maturity,

i.e., communality
Pk

j=1 b
2
ij=�

2
i exceeding unity), a lower bound of 10

�4 is imposed on the

uniqueness  i=�
2
i , for each maturity. All subsequent estimations apply this bound, too,

thus avoiding that factors coincide with selected key yields, and guaranteeing some mini-

mum amount of diversi�cation in the hedging applications. From the �rst line of Table 4,

the shortest and longest yields have the largest unexplained variation, and the 12-month

yield has about the same amount as the longest.3 The 6 month and 3 year idiosyncratic

variances hit the lower bound.

With the estimated B and 	 in hand, we may now proceed to the actual hedging step,

using the optimal hedge portfolio from Theorem 1. Again, the portfolio depends on the

target to be hedged, and we consider the same coupon bond target and bond portfolio target

as before. In each time period, the 3-vector of generalized target durations is calculated from

(8). This varies through time, primarily since both discount function and coupon rate vary

(in addition, there is a small variation in target duration, see Figures 1 and 2). Target

generalized durations are next premultiplied by the constant m�3 matrix T �1 bF 0 in (9) and
the result used in Theorem 1 to get the time-varying hedging weights. Hedging performance

is documented in the third line of Tables 2 and 3. Generalized duration matching performs

worse than basic duration matching for the single coupon bond target, with more than twice

as high RMSE. In case of the portfolio target, third line of Table 3, generalized duration

matching does improve on basic duration matching, by more than 10% in terms of RMSE,

although average hedging error (bias) is still worse.

Full period calculations give the investor the bene�t of hindsight, in that the factor

projection matrix bF that enters the hedging weights is based on a full period yield factor

analysis, including data from time periods following those for which hedging performance is

3Besides the parameters in the variance-covariance structure, � in (1) is estimated by the average yields
from Table 1.
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assessed. Similarly, computation of target generalized durations uses output from the factor

analysis. For a more relevant performance analysis corresponding to feasible investment

strategies, we next consider rolling yield factor analyses, each based on data for the 4-

year period immediately prior to the hedging date. Thus, in (9), both the matrix and the

vector of target durations are now time-varying. From the results in the fourth line of

Tables 2, hedging performance is about the same as for full period factor analysis in the

single coupon bond target case, and from the fourth line of Table 3, the feasible strategy

using rolling estimation dominates both basic duration matching and generalized duration

matching using full period estimates, in terms of both RMSE and average hedging error.

Since rolling estimation involves an out-of-sample hedging element, it is by no means given

in advance that it dominates the full period estimation case. Thus, the empirical results are

consistent with the importance of conditioning decisions on relevant information.

2.5 Flexible Functional Form Calibration of Loadings

Considering the simple level, slope, and curvature structure of the loadings in Figure 3, it is

natural to smooth across several maturities by parametrizing loadings. This leads to a more

general approach to the problem of hedging a claim with maturity � � di�erent from the � i's

of the hedging instruments, namely, by exploiting the functional form of the dependence

of each factor loading on term to maturity. Thus, write Bj(�) for the sensitivity to the

j'th factor, viewed as a function of term to maturity � . This function is now taken to

be a smooth interpolation across all i = 1; :::;m of the bij terms, for �xed j, given by a

exible parametric functional form adopted for this relation, thus formalizing the visual

plotting of Bj against � i in Figure 3. The i'th row of B now takes the form b0i = b(� i)
0,

where b(�)0 = (B1 (�) ; :::; Bk (�)). A new assessment of the loadings of the target claim thus

obtains, using the functional form b(�) for the interpolation in (8) to obtain the k-vector of
generalized durations (�b)�.

The parametrized form of the loading matrix B, with i'th row given by b0i = b (� i)
0,

i = 1; :::;m, may be imposed in parameter estimation based on the yield data. The classical

factor analysis has mk � k (k � 1) =2 free parameters in B, e.g., 21 parameters in the 3-
factor model for 8 yields, so there is ample room for exploiting parsimony and, under correct

speci�cation, e�ciency gains through reduction in the number of parameters via functional

form speci�cations.

Only a single parameter a > 0 enters the Bj(�) functions in case of the most popular
parametrized functional form for cross-sectional yield curve calibration, namely, the Nelson

& Siegel (1987) (henceforth NS) curve shape, given by

yt;� = ft;1 + ft;2
1� e�a�

a�
+ ft;3

�
1� e�a�

a�
� e�a�

�
: (14)
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Here, the loadings are B1 (�) = 1; i.e., at, B2 (�) = (1� e�a� ) =a� , downward sloping, and

B3 (�) = (1� ae�a� ) =a� � e�a� , hump-shaped, so the NS curve shape has the desired level,
steepness, and curvature feature. The parameter a governs the curvature in the maturity

direction in B3(�), as well as the steepness of B2(�).4 Thus, the savings in degrees of freedom
in B relative to the classical factor analysis is 20 in the case of 3 factors and 8 yields. With

parametrized loadings, though, it is not in general appropriate to take the factor variance as

the identity matrix. Thus, along with parameters in B (a in the NS case), we also estimate


 = var (ft) unrestricted, so there are k (k + 1) =2 additional parameters, and the �nal

saving relative to classical factor analysis is 14 with 3 factors and 8 yields.

Nelson & Siegel (1987) actually �rst present the curve shape for instantaneous forward

rates,5

rt;� = ft;1 + ft;2e
�a� + ft;3a�e

�a� ; (15)

an intercept plus a Laguerre function obtained as the solution to a linear second-order di�er-

ential equation with equal roots, motivated by the empirical relevance of both monotonicity

and hump-shape features of observed term structures. They obtain the corresponding yield

curve (14) from the forward curve (15) by integrating the loading on each factor from 0

to � and dividing by � to go from forward rate to yield representation. The factors ft;j

are not functions of maturity and so remain unchanged by this operation. Nelson & Siegel

(1987) write �0, �1, and �2 for the level, slope, and curvature factors ft;1, ft;2, and ft;3,

respectively, interpreting them as long, short, and medium-term components. In the yield

curve representation, they collect terms and estimate �0, �1+�2, and ��2. They repeatedly
reestimate the coe�cients each time period (month).

Recently, Diebold et al. (2006) con�rms the good empirical �t of the NS yield curve,

again reestimated monthly by OLS. Here, factors are treated as parameters and a is �xed

across time at a value :0609 for � measured in months, corresponding to a = :731 in our

case with � in annual terms. This value was chosen in a previous study by Diebold & Li

(2006), who argued that it makes the hump in the third loading function in (14) occur at 30

months, thus striking an average between the two and three year maturities between which

the yield curve hump is commonly located. Actually, the :0609 value generates a maximum

at 29:4 months, whereas a maximum at 30 months requires a = :717 (or :0598 in monthly

terms). Setting a at an external prespeci�ed value circumvents any empirical estimation of

B whatsoever. As noted in Section 2, Diebold et al. (2006) do not minimize hedging error

variance in their hedging strategy, and so do not need 	, either, so their hedge portfolio

may be calculated without any preceding yield factor analysis.

Rather than �tting NS curves by cross-sectional OLS each period, we maximize the

4B02 (�) = [(1 + a�) e
�a� � 1] =

�
a�2
�
< 0 for all � > 0, and B03 (�) =

��
1 + a� + a2�2

�
e�a� � 1

�
=
�
a�2
�

is positive for small � and negative for large � .
5The instantaneous forward rate at t for matirity � is de�ned as rt;� = yt;� + �@yt;�=@� , and, conversely,

yields are obtained from forward rates via yt;� =
R �
0
rt;sds=� .
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restricted factor analysis log-likelihood function based on the full panel of yields, imposing

thatB takes the functional form described above, depending only on a. Thus, the parameters

estimated are (�; a;	;
), or 23 in total. Estimation results for models with parsimoniously

parametrized loading functions appear in Table 5. The result in the �rst row shows that

the estimated a for the full period is :838, and precisely estimated, with a standard error

(below the estimate) of :007. When inserted in B, this estimate of a generates the three NS

loading functions exhibited in Figure 4. The hump in the third loading is at � = 2:14 years,

somewhat lower than the values previously discussed, and consistent with the hump shape

around the 12, 24, and 36 month entries in the unrestricted case (see Figure 3). Based on the

estimated 
, the correlation between the level and slope factors is �:34. Thus, considering
the negative slope of the second loading function, the result shows that when overall yield

levels are high, the curve tends to be steep (and positively sloped). The correlation between

the level and curvature factors is :38, and that between slope and curvature :43.

The corresponding rolling 4-year window estimation produces an average a of :874, with

a standard deviation in the time series of estimates of :156, as shown in the second line

of Table 5. Figure 5 shows the time series evolution of estimated a from the consecutive

restricted factor analyses of 4-year yield panels, with pointwise 5% con�dence bands. Also

shown in the �gure are at lines indicating the positions of our full period estimate, and

the value for a suggested by Diebold & Li (2006). The �gure suggests that the parameter a

should in fact not be �xed across time periods. The idiosyncratic standard deviations from

the restricted factor analysis are given in the second row of Table 4, and are very similar to

those from the unrestricted factor analysis in the �rst row. This suggests that the model

restricting loadings to be of the NS shape explains about as much of the variation in yields

as the unrestricted model, although formally, the restricted model is rejected based on the

log likelihood values, also shown in the table.

Again, given estimated B (now in terms of a) and 	, we turn to hedging performance.

From the �fth line of Table 3, performance is actually slightly better in RMSE terms than

in the unrestricted case for the portfolio target, and this is so for both full period and

rolling estimation. When hedging the single coupon bond, Table 2, performance is better

than in the unrestricted case for the full period. The improvements in performance using

NS loadings are achieved in spite of the fact that the restricted model is formally rejected

based on the log likelihood criterion, showing that statistical and �nancial criteria do not

necessarily coincide. The rolling estimation hedge of the portfolio target shows that utilizing

the structure of the loadings allows an out-of-sample improvement.

If a is kept �xed at the value :731 consistent with Diebold & Li (2006), but the remaining

parameters are still estimated, the results in line seven of each table are obtained. When

hedging the single coupon bond, performance is slightly worse than when a is at our full

period estimate (�fth line). When hedging the portfolio target, performance is better in
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terms of RMSE but worse in terms of average hedging error than for the full period es-

timate. Using rolling estimation performs better than both constant a values, and better

than unrestricted B estimation.

All in all, the results so far suggest that basic immunization through duration matching

performs well for the coupon bond target, but that generalized duration matching based on

an estimated yield factor model provides an improvement when hedging the more complex

portfolio target. In addition, there is an indication of a possible further improvement by

parametrizing the factor model in a parsimonious fashion.

3 Dynamically Consistent Arbitrage-Free Hedging

In this section, we exploit restrictions from dynamic term structure theory in an attempt

to improve the quality of the hedge. We start out by looking more closely at the approach

of restricting the functional form of the loadings or factor sensitivities. The restriction of

the loading functions in the 3-factor model to NS shape from the previous section is a

special case of this approach. The critical issue that arises is that adopting a parametrized

functional form for the loadings amounts to imposing a parametrized functional form for

the yield curve as a function of term to maturity � , as well, as is clear from (14). In the

equation, the parameters on date t are ft;1, ft;2, ft;3, and a. In other parametrizations of

B, a similar functional form for the yield curve � ! yt;� with parameters ft and those in

B is imposed. Any such functional form severely restricts the set of possible arbitrage-free

dynamic term structure models that could be behind interest rate movements in the given

market, and may even rule out that any such model exists. This is the main result of Bj�ork &

Christensen (1999). In particular, it follows from Bj�ork & Christensen (1999) and Filipovi�c

(1999) that no term structure model would generate yield curves that are of the NS shape

(14) in each period, no matter how ft;j and a are allowed to move over time.

The central concept in this theory is that of consistency between a parametrization of

the shape of the yield curve and a dynamic term structure model.6 Consistency of the two

requires that if the initial yield curve y0;� is of the given shape, for some parameter vector,

and interest rate changes are driven by the dynamic model in question, then each subsequent

yield curve yt;� , for t > 0, is also of the given shape, for some (typically other) parameter

vector. Thus, for a given parametrization of the shape of the yield curve, as a function of

term to maturity, there is a particular set of dynamic term structure models consistent with

this curve shape, in the sense that these models would generate curves of this shape each

period. This set could be empty, as it is, e.g., in case of the NS yield curve shape. Thus, as

a minimum requirement on the chosen parametrization of the loadings, it should generate

6Here, examples of dynamic term structure models are those of Vasicek (1977) and Cox, Ingersoll & Ross
(1985), and NS is an example of a parametrization of the shape of the yield curve.
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a yield curve shape for which at least one consistent term structure model exists.

In the following, we use these insights to improve performance. First, we modify the

parametrization of the restricted loadings to ensure that there exists a term structure model

consistent with the chosen shape. We reestimate the yield factor model with the modi�ed

loadings, and assess the resulting hedging performance. This is the route pursued in Subsec-

tion 3.1. Next, having identi�ed a term structure model consistent with the type of curves

that empirically provide good cross-sectional yield curve �ts, we consider in Subsection 3.2

an alternative estimation procedure exploiting the dynamics of this model, as opposed to the

yield curve shape. In Subsection 3.3, we then combine the two, exploiting both the shape

of the yield curve and the dynamics of the consistent model. Because the consistent model

only involves a single stochastic factor, we introduce in Subsection 3.4 a new arbitrage-free

dynamic term structure model with level, slope, and curvature factors that all three vary

stochastically through time. We apply all the three approaches (curve shape, dynamics, and

the combination) to this model. Finally, in Subsection 3.5, we consider an alternative ap-

proach, relaxing the generalized duration matching constraint and using the dynamic model

to trade o� violation of the constraint against remaining hedging error variance.

3.1 Dynamically Consistent Curve Shape

The �nding that the NS curve shape provides good empirical �ts in purely cross-sectional

yield curve calibration suggests aiming for an augmentation that retains the desirable em-

pirical properties, in particular the level, slope, and curvature features, while achieving con-

sistency with some arbitrage-free term structure model. Such an augmentation is provided

by the modi�ed curve shape given by

yt;� = ft;1 + ft;2
1� e�a�

a�
+ ft;3

�
1� e�a�

a�
� e�a�

�
+ ft;4

1� e�2a�

2a�
: (16)

This is simply the NS yield curve shape (14), augmented with an additional slope fac-

tor ft;4, and with parameter 2a in the new sensitivity or loading function B4(�) = (1 �
exp(�2a�))=(2a�), instead of a, as in B2(�). Thus, the augmentation does not lead to a loss
of degrees of freedom, as the additional loading function only depends on the same unknown

parameter a, but merely achieves consistency with arbitrage-free term structure modeling,

as shown by Bj�ork & Christensen (1999).

To relate the cross-sectional yield curve shapes to the underlying dynamic term structure

models, we move to continuous time, writing y(t; �) for the continuously compounded zero-

coupon yield at t, with term to maturity � , i.e., y(t; 0) is the instantaneous short rate at

t. If interest rate dynamics are generated by the extended Vasicek or Hull & White (1990)
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(henceforth HW) model

dy(t; 0) = a (� (t)� y (t; 0)) dt+ �dWt; (17)

and if the yield curve at any arbitrary point in time is of the augmented NS (henceforth ANS)

shape (16), for some ft vector, then all subsequent yield curves are also of the ANS shape,

with di�erent ft. Thus, the four factors in ft su�ce as state vector for the term structure

dynamics. In this sense, the augmented NS curve shape is consistent with dynamic term

structure theory, namely, with a particular dynamic model (the HW model). Note that

�(�) in (17) is the time-varying target for mean-reversion that constitutes Hull and White's
extension of the Vasicek model, � is the short rate volatility, and a is the rate of mean-

reversion, which coincides with the parameter a in the loading functions of the ANS curve

shape (16).

One way to grasp what is going on is to recast the HW model in the Heath, Jarrow &

Morton (1992) (henceforth HJM) framework, as

dy (t; �) = � (t; �) dt+ �
1� e�a�

a�
dWt; (18)

where the drift �(t; �) under no arbitrage is determined as a function of the volatility function

and a market price of risk. The point is that if at any arbitrary point in time t0 the yield

curve y(t0; �) takes the ANS form, and the dynamics are given by (18), with the HJM no-

arbitrage condition imposed on the drift, then the dynamics for t > t0 may be written in

the form

dy(t; �) =
4X
j=1

Bj(�)dft;j; (19)

emphasizing the factor structure, with Bj (�) the loading function on the j'th ANS factor

and dft;j the dynamics of this. An explicit expression for the factor dynamics is given in the

following subsection. Since a consistent dynamic model exists for the ANS curve shape, but

not for ordinary NS curves, we now use the Bj(�) functions from the ANS curve (that is, we
add the required B4(�) function) when imposing structure on the loading matrix B in the

factor analysis of yields.

The yield factor analysis now uses four factors, i.e., B is m� 4. The results in the third
and fourth row of Table 5 show that the full period and rolling estimates of a when B is

restricted according to ANS are similar to the estimates using NS parametrization in the

�rst two rows of the table. In the rolling estimation, the average estimate is about one time

series standard deviation lower in the ANS parametrization than in NS. Plots of the loading

functions in unrestricted 4-factor and ANS analysis are exhibited in the left and right panels

of Figure 6. The fourth unrestricted loading has two humps, but explains very little of the

variation in yields (communality or sum of squared loadings is very close to zero). The
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fourth restricted (augmented NS) loading corresponds to a second slope factor. From Table

4, idiosyncratic standard deviations are less in both unrestricted and restricted 4-factor

models than in the corresponding 3-factor models, except for maturity 7 years, and slightly

larger for the restricted than for the unrestricted case, except at the 5-year maturity. From

the log likelihood values, the di�erence between the 3-factor and 4-factor cases is signi�cant,

suggesting that the addition of a factor (as in the arbitrage-free consistency augmentation

of the NS model) is in line with the information in the data.

The resulting hedging performance in the unrestricted and ANS models is documented

in lines eight through eleven in Tables 2 and 3. For both the coupon bond target and the

portfolio target, performance is now better than in the previous cases considered (except

that basic duration matching continues to be best in the single coupon bond case, Table 2).

In both tables, the structure imposed on the loadings improves hedging performance, in spite

of the dramatic drop in number of parameters. Rolling dominates full period estimation for

both unrestricted and structured loadings. Indeed, the drop to 22:10bp in RMSE for hedging

the portfolio target using rolling estimation of the augmented NS loading structure repre-

sents a considerable improvement in performance relative to other approaches so far. The

results support the notions that parametrizing loadings in accordance with empirically well

established yield curve shapes is bene�cial for hedging purposes, and that the augmentation

of the NS curve shape to achieve consistency with arbitrage-free dynamics is warranted.

3.2 Consistent Yield Dynamics

We develop a new approach to exploiting consistent arbitrage-free dynamics for hedging

purposes without imposing a particular curve shape in the estimation step. Consider �rst

a general term structure model in the HJM framework, with yield curve dynamics given by

the in�nite dimensional stochastic di�erential equation (SDE)

dy (t; �) = � (t; �) dt+ � (t; �)0 dWt;

with drift � (t; �) and yield volatility function � (t; �). Writing d for the dimension of the

driving Wiener processWt, the dimension of � (t; �) is d�1. The no-arbitrage drift condition
of HJM is

� (t; �) =
1

�
(y (t; �)� y (t; 0)) + y� (t; �) +

�

2
� (t; �)0 � (t; �) + � (t; �)0 �t; (20)

where �t is the d-vector of market prices of risk. Here, we use the parametrization of Musiela

(1993) where term to maturity � rather than maturity date enters as a separate argument in

y (t; �). As HJM considered the alternative parametrization with maturity date t+� instead

of � as a separate argument, and represented the term structure via instantaneous forward

rates instead of the yield curve, we present a brief derivation of (20) in the appendix. The
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slope term y� (t; �) is not present in the drift condition in the HJM parametrization with

constant maturity date, and it represents a locally deterministic ageing e�ect also discussed

by Litterman & Scheinkman (1991). The leading spread term in (20) is also not present

in the standard HJM representation and appears because we consider yields rather than

forward rates.

In this framework, we now focus on the consistency between the HW dynamics and the

augmented NS curve shape. Hull and White introduced their extension of the Vasicek model

through the forward rate volatility function �r (t; �) = � exp (�a�), exponentially decaying
for longer maturities. An integration from 0 to � and division by � produces the yield

volatility � (t; �) = � (1� exp (�a�)) = (a�) used in (18). This yield volatility is recognized
as the short rate volatility � from (17) times the loading on the second factor in the NS

yield curve, � (t; �) = �B2 (�). In this case, with d = 1, the arbitrage-free drift (20) is

� (t; �) =
1

�
[y (t; �)� y (t; 0)] + y� (t; �) + �2

�

2
B2 (�)

2 + �B2 (�)�t: (21)

Now rewrite B2 (�)
2 as 2(B2 (�) � B4 (�))=(a�), again with B4 (�) from the ANS curve,

collect terms, and obtain the SDE

dy (t; �) =

�
1

�
[y (t; �)� y (t; 0)] + y� (t; �)

�
dt (22)

+B2 (�)

��
�2

a
+ ��t

�
dt+ �dWt

�
+B4 (�)

�
��

2

a
dt

�
:

Thus, a necessary condition for a model of yield curves y(t; �) to be consistent with HW
dynamics is that it include factors with loading functions B2 (�) and B4 (�), e.g., the original
NS curve (14) without B4 would not su�ce, although only the factor associated with B2 is

stochastic.

To derive the yield curve shape from the stochastic di�erentials (22), an initial condition

is needed. For now, it is useful to take this as an otherwise unrestricted initial yield curve

y(t; �) given at time t. Assuming from here on a constant market price of risk �, the resulting
solution for the level of the yield curve is stated in the following proposition.

Proposition 2 For initial yield curve � ! y (t0; �) and interest rates that follow the Hull-

White model (18), subsequent yield curves at times t1; t2; :::, with tn+1 � tn = �n, are given

by

y (tn+1; �) =
1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)] +B2 (�) efn+1;2 +B4 (�) efn+1;4 (23)
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for factors

efn+1;2 =
�
�2=a+ ��

�
�nB2 (�n) + �

p
�nB4 (�n) � zn+1;efn+1;4 = �

�
�2=a

�
�nB4 (�n) ;

and z1; z2; ::: a sequence of independent N (0; 1) variables.

The �rst term in the solution is deterministic (not only locally) and is recognized as the

forward rate as of tn on a � -period loan to be made at tn+1. This would give y (tn; �) if the

expectations hypothesis predicted future spot rates from initial forward rates without error.

The proposition shows the additional terms that in fact enter future yield curves. They

contribute with a shape across the maturity dimension � that is spanned by the second and

fourth ANS loading functions, and the dynamics assign time-varying coe�cients ef to these.
With the yield curve from the proposition in hand, we are now in a position to design

the empirical model that exploits the HW dynamics. As in (1), we consider panel data

(yt0 ; yt1 ; :::; ytN ) on yields, with ytn = (ytn;�1 ; :::; ytn;�m)
0. From (23), collecting yields on

the left hand side, separating the stochastic term on the right hand side, and allowing for

measurement error e"n+1;� i in the i'th yield at time tn+1 produces the factor model
eytn+1;� i = B2 (� i) efn+1;2 +B4 (� i) efn+1;4 + e"n+1;� i

= �i (�) + Ci (�) zn+1 + e"n+1;� i ; (24)

i = 1; :::;m, where � = (a; �; �), fzngNn=1 is an i.i.d. N (0; 1) sequence based on increments
to Wt from (22), and with the de�nitions

eytn+1;� i = ytn+1;� i � ytn;� i+�n �
�n

� i
(ytn;� i+�n � ytn;�n) ;

�i (�) =
�
�2=a+ ��

�
�nB2 (�n; a)B2 (� i; a)�

�
�2=a

�
�nB4 (�n; a)B4 (� i; a) ; (25)

Ci (�) = �B2 (� i; a)
p
�nB4 (�n; a);

where the dependence of the loading functions Bj on the parameter a from � has been made

explicit. Thus, in contrast to the yield factor model (1) for levels, our dynamically consistent

arbitrage-free factor model is for a certain adjusted yield change eytn+1;� i . Forming the vectorseytn = (eytn;�1 ; :::; eytn;�m)0, the panel data set on adjusted yield changes is (eyt1 ; :::; eytN ). The
factor analysis is now again restricted, in the sense that �i and Ci are parametrized functions.

In vector form, the consistent factor analysis model is

eytn = � (�) + C (�) zn + e"n; (26)

where � (�) and C (�) are m � 1 vectors with i'th elements given by �i (�) and Ci (�),
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respectively. Thus, C (�) gives the loadings on the common covariance-generating factor

zn, and � (�) is the mean of eytn . It is assumed that the error terms e"n are uncorrelated
with zn, with diagonal variance matrix var (e"n) = e	. Upon estimation, the estimate of a
may be used to form the loading functions Bj (�) ; j = 1; :::; 4, from the ANS curve shape,

and we implement the hedge described in Theorem 1.7 The potential advantage of the

hedge portfolio here proposed is that the restrictions from the consistent arbitrage-free term

structure dynamics are imposed in estimating the parameters that enter the generalized

durations, both of the target claim and of the hedging instruments.

The results from estimation of the adjusted yield change model (26) appear in lines

seven and eight of Table 5. The model accommodates unevenly spaced observations, but

as our yield data consist of weekly observations we set �n = � = 1=52. In contrast to

previous results, estimated a is now very close to zero. From (22), the stochastic factor in

the HW model is the slope factor, but for a near zero, the slope loading B2 (�) becomes

at, so the stochastic factor is a level factor after all. This is consistent with the previous

�ndings that the level factor explains most of the variation in the data. In the present

estimation of the adjusted yield change model, the volatility parameter � and the market

price of risk � are estimated along with a. All three parameters are similar across full period

and rolling estimation. The market price of risk is negative, corresponding to the negative

relation between yields and bond prices. It is signi�cant in the full period estimation, with

a t-statistic of �3:3, although this is the least precisely estimated of the three parameters
in �. From lines nine and ten of Table 4, idiosyncratic error variances are similar in the

HW model and an unrestricted classical one-factor analysis of the adjusted yield changes ey.
Table 6 shows the estimated loadings in this unrestricted analysis, revealing an initial slope,

then a at structure for maturities 2 years and higher. Although the unrestricted model

produces a higher full-period likelihood value than the restricted in Table 4, we may still

investigate the usefulness of the restricted model for hedging purposes, in particular paying

attention also to the important out-of-sample (rolling estimation) performance criterion.

The notion of arbitrage-free consistency is based on the HJM drift restriction (20). Table

7 shows results of estimation with and without this restriction imposed. The �rst column

corresponds to the restricted model already considered, i.e., the reported � vector is de-

termined by the remaining parameters � = (a; �; �) as in (25). The second column leaves

� free. This introduces eight new mean parameters, but leaves the market price of risk �

unidenti�ed, so the di�erence in degrees of freedom is seven. Both a and � (labelled �1

in the table) are similar in the restricted and unrestricted estimations, but the � vectors

are very di�erent. In particular, the restricted � is nearly at in the maturity dimension,

because estimated a is close to zero. The upshot is that the arbitrage condition is strongly

7We assume proportionality of the diagonal idiosyncratic error variance matrices 	 and ~	 from the yield
factor model and the consistent adjusted yield change factor model, respectively.
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rejected (the LR-test takes the value 60:8, compared to a critical value of 14:1 at the 5%

level in the asymptotic �2-distribution on seven degrees of freedom). Again, the restricted

model could nevertheless prove useful for hedging purposes.

Turning to hedging performance, the estimated a from the restricted model is inserted

in the ANS loadings, and these are used along with the idiosyncratic variances to form

the hedge. Lines 12 and 13 of Tables 2 and 3 show the results. Hedging performance

is the best so far for the portfolio target. It is also the best for the single coupon bond

target, except that basic duration matching in this case is even better. The improvement

relative to the previous hedging results for ANS loadings is considerable. Since only the

parameter estimates separate the two cases, the results document the value of imposing the

consistency restrictions from arbitrage-free term structure dynamics in the estimation stage

of the hedging process.

3.3 Consistent Yield Dynamics and Curve Shape

We now present a new framework imposing both the HJM no-arbitrage drift restriction on

the yield dynamics, as in the previous section, and the consistent yield curve shape, as in

Section 3.1 on augmented Nelson-Siegel. The combination of both types of restrictions is

accommodated in a state space model implemented using the Kalman �lter.

The hedging approach of the previous subsection is based on the yield curve model (23)

from Proposition 2, where an arbitrary initial yield curve y (t0; �) at time t0 is taken as
given. As a result subsequent yield curves y (tn+1; �) at tn+1 involves the second and fourth
loading functions from the ANS curve shape, but also a term depending on the previous

yield curve y (tn; �) at time tn, so it is not necessarily of ANS form. The reason is that
the initial curve y (t0; �) is unrestricted. This speci�cation entails the potential advantage
that the current observed yield curve may be used as initial curve, which is the idea in the

proposed hedging strategy in Subsection 3.2. Ability to incorporate as much as possible

of the information in current market data is often assumed to be desirable. On the other

hand, as already discussed, the ANS curve shape has other desirable empirical as well as

theoretical properties, i.e., it exhibits level, slope, and curvature features, and is consistent

with the Hull-White model, in the sense that yield curves generated by the latter may take

on ANS shape in every time period. This was the motivation for the focus on the Hull-White

model from the outset. On these grounds, it seems an appealing alternative to consider the

initial curve y (t0; �) to be of ANS form. It is exactly in this case that every subsequent yield
curve y (tn; �) is also in the ANS class such that the combined model is fully consistent. We
now develop the alternative hedging approach following these ideas.

When the yield curve at time tn is on the ANS form y (tn; �) =
P4

j=1Bj (�) fn;j, with

loadings Bj de�ned as in (16), then the �rst term in (23), giving the dependence of the yield
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curve at time tn+1 on the previous curve at time tn, takes the form

1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)] = fn;1B1 (�) + e�a�n (fn;2 + a�nfn;3)B2 (�)

+e�a�nfn;3B3 (�) + e�2a�nfn;4B4 (�) (27)

= B (�)H (�n) fn;

where B(�) = (B1(�); :::; B4(�)). The �rst equality in (27) follows from the general theorems

below. The the 4� 4 transition matrix H is given by

H (u) =

0BBBB@
e�bu 0 0 0

0 e�au aue�au 0

0 0 e�au 0

0 0 0 e�2au

1CCCCA : (28)

Thus, in the present case, also this term is recognized to be of ANS form, i.e., as a function of

term to maturity � , it is spanned by the loadings Bj (�). This makes for the entire yield curve

y (tn+1; �) in (23) to be of ANS form when the yield curve at tn is. Consequently, starting

from an initial yield curve at t0 on ANS form with dynamics following the HW model all

subsequent yield curves at times t1; t2; ::: will be on ANS form. What works here is that

the ANS curve shape includes the B2 and B4 terms that by Proposition 2 are necessary

for consistency with the Hull-White model, and that the full curve shape is maintained

when shifting maturity as in the left hand side of (27). Other curve shapes consistent with

Hull-White could be obtained by supplementing the component involving B2 and B4 in

di�erent ways, subject to this invariance condition. The reported empirical relevance of the

original Nelson-Siegel curve shape leads us to focus on the minimal augmentation of this

which both includes B2 and B4, and satis�es the invariance condition. By necessity, a factor

with loading B4 must be added, and since the resulting ANS curve satis�es the invariance

condition, this constitutes the required minimal augmentation.

The following proposition gives the resulting ANS form of the HW extended Vasicek

model, including the speci�c factor dynamics.

Proposition 3 For an initial yield curve on augmented Nelson-Siegel form, y (t0; �) =

B (�) f0, and interest rates that follow the Hull-White model, (18), subsequent yield curves

at times t1; t2; :::, with tn+1 � tn = �n, are on augmented Nelson-Siegel form,

y (tn+1; �) = B (�) fn+1;

for factors given by

fn+1 = f +H (�n)
�
fn � f

�
+ vn+1:
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Here, H is the transition matrix given in (28), v1; v2; ::: is a sequence of independent

N (0;
 (�n)) variables with the (2,2) entry �
2(1� e�2a�n)=(2a) the only non-zero element,

and f the long-run factor levels are given by

f =
h
f0;1;

�
a

�
�
a
+ �
�
; 0; � �2

2a2

i0
: (29)

From the proposition, the �rst factor is constant, at the level measured from the initial

curve at time t0, and the third factor is exponentially decaying. The fourth factor reverts

exponentially towards level ��2=(2a2), and the second factor, which is the only stochastic
factor, mean reverts to �

a

�
�
a
+ �
�
. In fn+1 the second and fourth entry of the 4 � 1 vector

[I �H (�n)] f + vn+1 = efn+1 may be recognized as efn+1;2 and efn+1;4 from Proposition 2,

respectively, while the �rst and third entries of efn+1 are zero. The remaining term in fn+1

is picked up from the dependence (27) on the yield curve at tn, i.e., H (�n) fn. By inserting

� = 0, it is seen that the short rate is given by y(tn; 0) = fn;1+fn;2+fn;4, or, alternatively, the

stochastic factor is given in terms of the short rate of interest as fn;2 = y(tn; 0)� fn;1� fn;4.
Compared to the original yield factor model (1), of the form yt = Bft+"t, there is not only

more structure on the shape of the loading functions in the arbitrage-free consistent model

in Proposition 3, but also on the factor dynamics. The generalization of the classical static

factor analysis structure that allows for (�rst order Markov) serial dependence in factors is

simply the Kalman �lter, combined with maximization of the appropriate likelihood function

based on the �ltered innovations in data. Of course, the model (26) for adjusted yield changes

in the previous subsection also has factor structure with consistency restrictions on loadings,

but the factors zn are serially independent, and hence �ltering is unnecessary.

To make the state space form of the model from Proposition 3 explicit, the state vector

is the vector of factors fn = (fn;1; :::; fn:4)
0, so the state transition equation is given by

fn = �0 + �1fn�1 + vn;

with transition matrix �1 = H(�n�1) and intercepts �0 = (I � �1) f . Here, �0 depends
on all three model parameters � = (a; �; �), and �1 only on a. Thus, the no-arbitrage

consistency conditions place at least 17 nonlinear restrictions on the 20 coe�cients in the

transition equation. In fact, � is identi�ed in (�0;�1), i.e., a is clearly identi�ed from

�1 = H(�n�1) from (28), and then � may be solved for from �0;4 using f from (29), and

in turn � from �0;2. Hence, the number of restrictions is exactly 17. As 
 would have 10

free parameters in the unrestricted Kalman �lter, but here is a function of the same model

parameters � which are already identi�ed in (�0;�1), this yields another 10 restrictions, for

a total of 27 in the transition equation alone.
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The Kalman �lter measurement equation is

ytn = Bfn + "n;

where the entries in the m � 4 loading matrix B are given in terms of the augmented

NS loading functions as bij = Bj(� i; a), and the measurement errors "n are assumed i.i.d.

N(0;	), with 	 diagonal. The measurement equation in the unrestricted �lter with k = 4

factors has 4m�10 identi�ed parameters in B (the general count with k factors ismk�k(k+
1)=2, when 
 is unrestricted, since in this case the model is invariant to scaling and rotation

of factors), but in the restricted model, all of these are nonlinear functions of �, which is

identi�ed in the transition equation. Comparing to the Kalman �lter with 	 diagonal (this

is not an arbitrage condition), there are 4m�10 consistency constraints in the measurement
equation.

We base the Kalman �lter recursions on the Koopman, Shephard & Doornik (1999) low

storage algorithm, inserting the updating step in the prediction step to save on calcula-

tions, and because we modify the algorithm to the square-root case, a brief description is

provided in the appendix. The modi�ed recursions generate a sequence of yield vector in-

novations �n = ytn �E(ytnjYn�1) for Yn�1 =
�
yt1 ; :::; ytn�1

�
, with associated prediction error

variances �n = var(�njYn�1). The model parameters (�;	) are estimated by maximizing
the log-likelihood based on �n i.i.d. N(0;�n). Compared to the estimates of (�;	) from

the previous subsection, the new estimates impose in addition all available no-arbitrage

consistency restrictions, a total of 4m+ 17 theory restrictions, on the factor dynamics.

Estimation results appear under the label `HW and ANS' in rows 9 and 10 of Table 5.

The value of a, at about :16, is between those from cross-sectional curve �tting (�rst four

lines of the table) and those exploiting dynamics (reported under the Hull-White label in

rows 7 and 8 of the table). There is a great deal of variation in a in the rolling estimation,

consistent with the notion that the required slope varies through time and sometimes makes

the single stochastic factor more akin to a level factor, which is what apparently happens

when focussing only on dynamics (rows 7 and 8 of the table). The parameters � and � are

similar to those estimated purely from the dynamics, which makes sense, since they do not

directly impact the cross-section. From Table 4 row 6, the idiosyncratic variances 	 are

now higher than in other models, except at the 2-year maturity. This is a result of imposing

more structure, i.e., both in the cross-sectional and time series dimension simultaneously,

and thereby getting a poorer �t, as also seen from the likelihood value.

The restricted estimates of a and 	 are now used in forming the hedge portfolio from

Theorem 1. From rows 14 and 15 in Tables 2 and 3, performance is poorer than that

exploiting only dynamics (previous two lines in tables), but about as good or better than

when trying to exploit the cross-section in the unrestricted three- and four-factor models

and the NS and ANS cases. One peculiarity is that apparently performance deteriorates in
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the rolling case for the portfolio target (Table 3) relative to the method using the full period

parameter estimates.

3.4 A Dynamically Consistent Stochastic Level, Slope, and Cur-

vature Model

There are two di�erent ways of counting `factors' in a given model. Thus, while there are

four factors, ft, in the curve shape (16), there is only one source of randomness (one driving

Brownian motion) in the consistent dynamic HW model (17). When combining both the

curve shape and the dynamics (the cross-sectional and time series dimensions), the resulting

model described in Proposition 3 may therefore either be labelled a four-factor model or a

one-factor model. The consistency issue relates to the fact that interest rate dynamics places

restrictions on the manner in which the term structure can change shape over time, i.e., on

the four `factors,' in the present model restricting three of the four to be deterministic. The

count of sources of randomness is therefore probably most meaningful once consistency is

imposed, so that the combined model is described as a one-factor model in this case.

Since from the previous subsection hedging performance deteriorates when trying to

exploit the consistency conditions in the HW model by imposing ANS curve shape each

period, it appears that the resulting one-factor model may be too simplistic in practice.

Here, we present the three steps from the previous subsections (consistent yield curve shapes,

interest rate dynamics, and combination of both) for a new stochastic three-factor model.

The model retains the level-slope-curvature interpretation of yield curve shapes, but is driven

by three Brownian motions instead of just one.

As shown by Bj�ork & Christensen (1999), there is an intimate relation between yield

curve shapes and the volatility function of the dynamic model consistent with these shapes.

Accordingly, we may directly specify the volatility vector for a three-factor (3 Brownian

motions) dynamic term structure model to exhibit level, slope, and curvature features in

the respective entries. We specify a forward volatility structure given by

�r (�)
0 =
�
�1; �2e

�a� ; �3a�e
�a�� : (30)

The �rst stochastic factor a�ects forward rates of all maturities equally. Restricting �r (�)

to consist of its �rst entry, only, generates the Ho-Lee model (consistent with a�ne forward

rate curves), and the second entry alone generates the HW model (consistent with ANS

curves). Thus, the two �rst entries together generate the two-factor model considered by

Heath et al. (1992). With the �rst two entries capturing level and slope, we propose the

third, �3a�e
�a� , as a natural candidate for curvature, or hump. To avoid nonstationarity of

the dynamic model in the implementation, we actually work with the slightly generalized

93



Chapter 2

forward volatility structure

�r (�)
0 =
�
�1e

�b� ; �2e
�a� ; �3a�e

�a�� ; (31)

with b a small, positive number. For b # 0, the structure (30) is approached.
In line with the rest of the paper we switch to modelling in terms of yields, and thus the

stochastic level, slope, and curvature (henceforth SLSC) dynamic model is described by the

yield SDE

dy (t; �) = � (t; �) dt+B1:3 (�) diag (�1; �2; �3) dWt; (32)

and a constant market price of risk vector �. Here, we have chosen an independent factor

speci�cation, but an immediate generalization is obtained by replacing diag (�) by a general
variance-covariance matrix. The yield volatilities corresponding to (30) are obtained by

taking averages over maturities, i.e. B1:3 (�) is the 1� 3 vector

B1:3 (�) =
�

1�e�b�
b�

; 1�e�a�
a�

; 1�e�a�
a�

� e�a�
�
: (33)

Again, for b # 0 and by l'Hopital's rule, the �rst stochastic factor a�ects yields of all
maturities equally, B1 (�) = 1, and the functions B1:3 (�) are the same as those that span

the NS yield curve shape, c.f. (14). Since B1:3 (�) captures the directions in which the

stochastic terms a�ect the yield curve, the interest rate model will have both level, slope

and curvature changing stochastically. As already discussed, no arbitrage-free interest rate

model is consistent with the NS yield curve shape. The next theorem derives a minimal

set of additional functions of � to be added to the NS curve shape in order to span curves

consistent with the suggested SLSC model.

Theorem 4 If the interest rate dynamics follow the stochastic level, slope, and curvature

model (32), then consistent yield curves must in addition to B1:3 (�) in (33) necessarily

include the functions �
1�e�2b�

�
; 1�e�2a�

�
; e�2a� ; �e�2a�

�
: (34)

Conversely, the yield curve family spanned by B1:3 (�) and (34) is consistent with the stochas-

tic level, slope, and curvature interest rate model.

Thus, any representation of yield curves consistent with the SLSC model must include the

seven functions given in (33) and (34) or some linear transformation.8 In the remainder of

the paper we choose for convenience to work with the following particular rotation of the

additional yield curve functions,

B4:7 (�) =
�

1�e�2a�
2a�

; 1�e�2b�
2b�

; 1�e�2a�
2a�

� e�2a� ; a�e�2a�
�
; (35)

8For b = 0 the �rst function should be � . The proof of this follows the same steps as that for b > 0 given
in the Appendix.
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which clearly span the same set of curves as (34) do. B4 is the same loading function added

to the NS curve to make it consistent with HW interest rate dynamics, i.e., the ANS curve,

and it captures that stochastic changes in the B2 direction induce drift in this direction

by the HJM condition. B5 is equivalently the drift direction induced by the �rst stochastic

factor. The drift direction induced by the stochastic curvature factor is B6�B7=2, but a yield
curve including this function and B1:5 (�) implies that the two leading (spread and slope)

drift terms in (20) are not spanned. In particular, the drift has B6 and B7 in proportions

di�erent from 1 to �1=2, and thus we need to include these two functions separately. The
result that the yield curve family de�ned by B (�) = B1:7(�) is minimal among all families

not restricting coe�cients on the necessary � -functions to speci�c constants is stated in the

following corollary.

Corollary 5 The yield curve family spanned by B (�) is the minimal consistent family on

the form g (�)� for general coe�cients �.

Henceforth, we refer to the yield curve family determined by B (�) = B1:7(�) as the SLSC

curve shape, because it is naturally associated with the SLSC dynamic model in the sense

of the corollary. The (smaller) minimal consistent family in which the B4:7 functions enter

the yield curve with �xed coe�cients (as opposed to general coe�cients, as in the corollary)

is considered by Christensen et al. (2009), and the relation to our more general SLSC curve

shape is discussed further in section 3.4.1.

We now derive how coe�cients, or factors, on the loading functions B (�) will change

over time for the SLSC model starting from a general yield curve and an initial SLSC curve

spanned by B (�), respectively. First, in the case where the initial yield curve at time t0,

y (t0; �), has general shape and yield dynamics follow the SLSC model (32), a result similar

to Proposition 2 obtains. Thus, we can write each subsequent curve as a sum of the same

transformation of the initial curve and a term spanned by B (�).

Theorem 6 For an initial yield curve y (t0; �) and interest rates that follow the stochastic

level, slope, curvature model (32), subsequent yield curves at times t1; t2; ::: with tn+1� tn =
�n are on the form

y (tn+1; �) =
1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)] +B (�) efn+1 (36)

for B (�) = [B1:3 (�) ; B4:7 (�)] from (33) and (35), and with factors

efn+1 = (I �H (�n)) f + vn+1

for v1; v2; ::: a sequence of serially independent N (0;
 (�n)) vectors. The transition matrix
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H is given by

H (u) =

0BBBBBBBBBBB@

e�bu 0 0 0 0 0 0

0 e�au aue�au 0 0 0 0

0 0 e�au 0 0 0 0

0 0 0 e�2au 0 2aue�2au (1� au) 2aue�2au

0 0 0 0 e�2bu 0 0

0 0 0 0 0 e�2au �2aue�2au

0 0 0 0 0 0 e�2au

1CCCCCCCCCCCA
;

and the upper left 3� 3 submatrix of 
 is


1:3 (u) =

0B@ �21uB5 (u) 0 0

0 �22uB4 (u) + �23u [B6 (u)�B7 (u)] =2 �23uB6 (u) =2

0 �23uB6 (u) =2 �23uB4 (u)

1CA ;

while the remaining entries are zero. The long-run factor levels are

f =
h
�1
b

�
�1
b
+ �1

�
; f 3 +

�2
a

�
�2
a
+ �2

�
; �3

a

�
�3
a
+ �3

�
; � �22

2a2
� �23

2a2
; � �21

2b2
; �3�23

4a2
;

�23
4a2

i0
:

When the initial yield curve has SLSC shape (i.e., is spanned by B (�)), all subsequent

curves take SLSC shape, as well, by Theorem 4. The resulting factor dynamics are given

in the following theorem that generalizes Proposition 3 to the three-dimensional stochastic

case.

Theorem 7 For an initial curve on the form y (t0; �) = B (�) f0 and interest rates that

follow the stochastic level, slope, curvature model (32), subsequent yield curves at times

t1; t2; ::: with tn+1 � tn = �n are on the form

y (tn+1; �) = B (�) fn+1 (37)

for factors

fn+1 = f +H (�n)
�
fn � f

�
+ vn+1; (38)

where v1; v2; ::: is a sequence of serially independent N (0;
 (�n)) vectors and f , H, and 


all are the same as in Theorem 6.

In the yield curve at time tn+1, the term B (�)H (�n) fn reects the impact of the previ-

ous curve at tn stemming from the appropriate generalization of (27) from ANS to SLSC

curve shape. The impact of the SLSC dynamic model is captured by the additional term

B (�)
�
(I �H (�n)) f + vn+1

�
, recognized as B (�) efn+1 from Theorem 6 for general yield

curve shapes. This reinforces the fact that consistency between curve shape and dynamic
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model requires that the curve shape not only accommodates the yield curve changes induced

by the dynamic interest rate model, but in addition is invariant to the initial term in (36).

We estimate the SLSC model in three ways analogously to the model with a single

stochastic factor. We �rst perform a restricted 7-factor analysis with loading functions

parameterized by B (�). Then for general curve shape we estimate a 3-factor model foreytn given by (26) with zn 3-dimensional, C = B1:3M1:3 (�n) for M1:3M
0
1:3 = 
1:3 and � =

B (I �H (�n)) f , where B is m�7 with typical row B (� i). For SLSC yield curves spanned

by B (�) we estimate the model using the Kalman �lter with measurement equation (37),

adding idiosyncratic error terms with variances  i to the yields, and transition equation

(38). In estimations we set b = :02 in (33) and (35) to avoid problems with non-stationary

factor dynamics. For this value the �rst factor's loading on the 10-yr. yield, the longest

maturity in our empirical study, is B1 (10) = :91, and thus the factor approximately impacts

yields equally over the relevant range.

From Table 5, if the parameter a is estimated in a restricted factor analysis based on the

SLSC curves shape, it takes a smaller value than the corresponding estimates imposing NS

or ANS curve shape, but estimates very similar to the latter are obtained in the estimations

using the SLSC dynamic model alone, or the full consistent model based on the combination

of SLSC curve shape and dynamics. These �ndings are in contrast to those for the HWmodel

and the combination of this with the consistent ANS curve shape, where low a values are

obtained throughout, and thus the level-slope-curvature structure in fact disappears. The

SLSC approach with three stochastic factors allows working in a fully consistent model

with level-slope-curvature characteristics matching those suggested by basic cross-sectional

calibrations. The rolling estimates of a in Figure 7 exhibit similar time series behavior to

those from the NS model in Figure 5, except that the somewhat dramatic increase in a

around 1988 (i.e., rolling windows around 1985-1988) in the NS case is not seen in the SLSC

model.

The remaining columns of Table 5 show that the volatilities �1 and �2 of the level and

slope factors in the SLSC model are roughly equal, whereas the volatility �3 of the curvature

factor is about twice as high. On the other hand, the market price of curvature risk �3 is

insigni�cant. Both level risk and slope risk are priced, with the market price of slope risk

�2 about twice as large in magnitude as the price of level risk �1, in particular when judged

from the model combining curve shape and dynamics that is fully consistent and retains

level-slope-curvature structure at the estimated a. The left panel of Figure 8 shows that

the volatilities of the level and slope factors are similar period by period and stable through

time, except that they started out at a level twice as high initially and decreased to the

stable level by around 1992. The volatility of the curvature factor is higher except in the

�rst two years, and varies more through time, with a marked increase peaking around 2004.

From the right panel of Figure 8, the market price of level risk is relatively close to zero,
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but the point estimate is nearly always negative. The market price of slope risk is typically

larger in magnitude, varies more over time, and is negative during most of the sample period,

but positive after a certain point in 2005. The market price of curvature risk varies almost

as much through time, but switches sign often.

Figure 9 shows time series plots of the �tted values of the three stochastic factors in the

SLSC model. The level factor is the smoothest of the three, with the slope factor somewhat

more volatile, and the curvature factor moving the fastest and changing sign most frequently.

From Table 4, the SLSC combined model produces idiosyncratic standard deviations that

are comparable to those based on cross-sectional curve-�tting (restricted factor analysis),

both in size and pattern across maturities, and much higher likelihood value, showing the

importance of the dynamics. Similarly, the restricted three-factor analysis of the adjusted

yield changes ey produces idiosyncratic standard deviations very similar to those from a

corresponding unrestricted classical analysis of ey.
The HJM drift restriction (20) is tested again in the generalized SLSC model because

arbitrage-free consistency relies on this. The third and fourth columns of Table 7 show

results for the restricted and unrestricted models, respectively. Again, restricted � is given

in terms of the seven parameters � = (a; �; �) as B (I �H (�n)) f . The parameters (a; �) are

very similar in the restricted and unrestricted estimations. So are the resulting � vectors

in the SLSC case, in contrast to the HW case (�rst two columns of table). This shows

that the pattern of time-series averages of adjusted yield changes is well matched by the

particular SLSC curve given by coe�cients (factor averages) (I �H (�n)) f consistent with

the absence of arbitrage opportunities. The LR-statistic takes the value 2:0, for a p-value

of 85% in the asymptotic �2-distribution on �ve degrees of freedom (the restricted model

introduces three market prices of risk and drops eight parameters in �), i.e., the test fails

to reject at all conventional levels.

From the hedging performance documented in Tables 2 and 3, the SLSC approach clearly

dominates all others considered. For the single coupon bond target, roughly the same hedg-

ing performance is obtained from restricted factor analysis based on the SLSC curve shape,

exploiting SLSC dynamics (restricted factor analysis of adjusted yield changes), and combi-

nation of the two, using the Kalman �lter. Indeed, the SLSC approach is the only generalized

duration matching approach considered that outperforms basic duration matching for the

bond target. Root mean squared error is reduced to about one third. For the coupon

bond portfolio target, improved performance is obtained by exploiting the SLSC dynamics.

RMSE is 9:44 based on cross-sectional SLSC curve shapes in the out-of-sample hedging

rolling estimation case, compared to 7:83 for the SLSC dynamic model, and only 6:47 when

combining SLSC curve shape and dynamics. Of all other cases considered, the HW dynamic

model without curve shape imposed is best, at 18:59 (rolling estimation), about twice as

high as the worst of the SLSC based methods, and nearly three times the RMSE of the SLSC
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combined curve shape and dynamics based method. The results suggest the importance for

practical hedging purposes of a model that is consistent, reects the required level, slope,

and curvature structure of the market, and is general enough that the arbitrage condition

is not violated.

3.4.1 Relation to A�ne Term Structure Models

Here, we briey clarify the relation between our SLSC model and the class of a�ne term

structure models of Du�e & Kan (1996). In particular, a restricted special case of our model,

with the four deterministic factors �xed at their long-run levels, f4:7(t) � f 4:7, coincides with

the independent factor model considered by Christensen et al. (2009). To see this, note that

the SLSC yield curve family is not the minimal family consistent with the SLSC dynamic

model. If f4:7(t) at some point in time t takes the value f 4:7, then from (38) it remains

constant at this level.9 Thus, the set of yield curves on the form

B4:7 (�) f 4:7 + �1:3B1:3 (�) ; (39)

where the three coe�cients �1:3 can take any value, forms a consistent family. If the initial

yield curve happens to take the form (39), then the resulting restricted special case of the

SLSC model is a three-factor a�ne model.

Corollary 8 If the initial yield curve y(t0; �) is spanned by B (�) with the deterministic

factors at their long-run levels, f4:7 (t0) = f 4:7, then the SLSC model is an a�ne 3-factor

model, in particular an A0 (3) model in the Dai & Singleton (2000) notation. The parameters

of the short rate, rt = �0 + �0XXt, are

�0 =
�21
2b2

+
�22
2a2

+
�23
2a2

; �0X = (1; 1; 0) ;

and the dynamics under Q for the factors Xt = f1:3(t)� f
Q
1:3 (imposing � = 0 on f 1:3 from

Theorem 6 to get f
Q
1:3) are given by

dXt = � (� �Xt) dt+ �dWt;

with parameters

� =

0B@ b 0 0

0 a �a
0 0 a

1CA ; � = diag (�1; �2; �3) ;

9Equivalently, the factor values f4:7 ensuring no drift in the B4:7 directions solve the problem
V (B4:7 (�) f4:7) + B4:7 (�)C4:7 = 0 in the notation of the proof of Theorem 4 in the Appendix, i.e.,
f4:7 = h

�1
4:7C4:7 = f4:7.
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and � = 0. The relation between yield curves and factors is

y (t; �) = �A (�) +B1:3 (�)Xt; (40)

with

A (�) = �21

�
� 1
b3
1� e�b�

�
+
1

4b3
1� e�2b�

�

�
+ �22

�
� 1
a3
1� e�a�

�
+

1

4a3
1� e�2a�

�

�
+�23

�
1

a2
e�a� � 1

4a
�e�2a� � 3

4a2
e�2a� � 2

a3
1� e�a�

�
+

5

8a3
1� e�2a�

�

�
:

The particular independent factor a�ne 3-factor model of Christensen et al. (2009) corre-

sponds to the case b # 0.10 Even if the directions B4:7 are removed from the drift function,

they still enter the yield curve, now through A (�) with constant coe�cients, and so are

required for consistent curve shapes, cf. Theorem 4. Since changes in the B1:3 directions are

stochastic, they can clearly not be removed, so the minimal consistent curve shape for the

SLSC model is (40), or �A (�) +B1:3 (�)�1:3, where �1:3 can take any value.

We estimate the reduced SLSC model with curves restricted to the form (39) using the

Kalman �lter with measurement equation (40), still including an error term with variance

	, and transition equation

Xtn+1 = X +H1:3 (�)
�
Xtn �X

�
+ vn+1; (41)

where the vn+1 are i.i.d. N(0;
1:3(�)) with 
1:3 from Theorem 6, and X the long-run or

mean-reversion levels of factors under P,

X = ��1diag (�)� =
h�1
b
�1;

�2
a
�2 +

�3
a
�3;

�3
a
�3

i0
: (42)

From Table 5, point estimates of (a; �; �) are similar to those in the full SLSC model, but

standard errors are greater. Also 	 is similar, but the a�ne model restrictions are clearly

rejected based on the likelihood values in Table 4. In terms of hedging performance, Tables

2 and 3, the restricted a�ne SLSC model is on par with the cross-sectional NS approach for

both hedging targets, and so very far from the unrestricted SLSC model.

3.5 Trading O� Hedging Error Bias and Variance

The generalized duration matching approach removes factor risk from the hedging error

variance, and the portfolio in Theorem 1 minimizes remaining hedging error variance. A

10Strictly, the special case of the SLSC model considered in the present section is the model that results
from applying the method of Christensen et al. (2009) with �11 > 0 (" > 0 in their notation), but in the
limit �11 = 0 (i.e., " = 0), stable long-run factor levels are precluded, and the model is no longer a�ne
(there is a discontinuity at zero).

100



Exploiting Term Structure Dynamics in Immunization Strategies

more general approach would be to relax the generalized duration matching constraint,

thus allowing some factor variance in the hedging error variance, and striking a balance

between minimizing factor variance and remaining idiosyncratic variance. When the hedge

is constructed, at time t, a plausible objective is minimization of conditional mean squared

hedging error,

Et

h�
r�t+1 � w0rt+1

�2i
: (43)

This trades o� hedging error bias and variance, whereas the generalized duration matching

approach can be seen as minimizing hedging error variance given unbiasedness. To see this,

it is shown as part of the proof of Theorem 1 in (47) that the hedging error is

r�t+1 � w0rt+1 = (w
0T B � (�b)0�)�ft+1 +

�
w0T �"t+1 +���t+1

�
:

Thus, when generalized durations are matched, B0T w = (�b)�, an unbiased hedge is achieved
if Et (�"t+1;� ) = 0, for all � , and Et

�
���t+1

�
= 0, i.e., if the factor model is expected to �t

the yield curve and the target at maturity of the hedge with the same errors as on the day

the hedge is made.

The following theorem o�ers an alternative immunization strategy, based on the principle

of minimization of conditional mean squared hedging error (43). This approach requires a

dynamic factor model, as it involves the conditional factor prediction, Et [ft+1] = �t+1jt, and

conditional prediction error variance, vart [ft+1] = �t+1jt, to form the hedge portfolio.

Theorem 9 The immunization portfolio that minimizes the conditional mean squared hedg-

ing error among all linear portfolio rules,

min
w
Et

h�
r�t+1 � w0rt+1

�2i
; (44)

under the assumptions Et (�"t+1;� ) = 0 and Et
�
���t+1

�
= 0, is given by the instrument

weights

ew = T �1	B ���t+1jt + ��t+1tjt � �tjt
� �
�t+1tjt � �tjt

�0��1
+B	�1B0

��1
(�b)� : (45)

Further imposing that weights sum to one, w0� = 1, adjusts the solution to

w� = ew + (1� ew0�) ��
�0��

;

for

� = Et
�
rt+1r

0
t+1

��1
= T �1

h
B
�
�t+1jt +

�
�t+1tjt � �tjt

� �
�t+1tjt � �tjt

�0�
B0 +	

i�1
T �1:

In the limiting case where the uncertainty about factors next period or the expected values
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of factors next period increase to in�nity, (45) reduces to T �1	B (B	�1B0)
�1
(�b)�, exactly

the hedge from Theorem 1. Thus, the hedge matching generalized durations and minimizing

remaining variance is a special case of the general principle of minimizing conditional mean

squared hedge error. It applies when the dynamic factor model is unavailable, or the portfolio

manager is unwilling to fully exploit it. In these cases the solution is to put full weight on

removing the contribution of factors to hedging error by using as many degrees of freedom

as there are factors to match generalized durations.

Hedging performance of the approach detailed in Theorem 9 is documented in Table 9

for the bond target, and in Table 10 for the portfolio target. In each case, all the models

estimated using the Kalman �lter are considered, i.e., the combined models involving both

curve shape and dynamics. This includes the HW-ANS model, the SLSC combined model,

and the restricted a�ne special case of this. Line by line, performance is seen to be poorer

than in the corresponding cases in Tables 2 and 3. This suggests that it is indeed impor-

tant to remove all factor contribution to hedging error, which is the generalized duration

approach, rather than balancing factor versus idiosyncratic variance.

3.6 Variation in Hedging weights

We end by illustrating graphically the di�erences in hedging portfolios resulting from the

di�erent speci�cations we have considered. Figure 10 shows the evolution over time of the

weight on each of the hedging instruments when hedging the coupon bond portfolio target.

The upper left exhibit shows the weights for the case of rolling window estimation of the

restricted factor analysis based on the NS curve shape. Each of the eight lines in the ex-

hibit shows the evolution of the weight on a particular instrument. Evidently, there is a

tendency that a few instruments dominate the portfolio, and that the positive and negative

weights of largest magnitude are negatively correlated over time. The upper right exhibit

is for the corresponding full period estimation. This yields much more stable weights, still

dominated by the short term instruments. The reason that there is still some variation

over time in the weights given the single set of full period parameter estimates is that the

generalized durations of the target move. The middle left exhibit corresponds to that in the

exhibit immediately above, i.e., rolling estimation NS weights, but drops the value match-

ing constraint. This reduces the magnitude of the weights on the dominating instruments

and makes them less negatively correlated. In addition, weights now tend to increase in

magnitude over time. The middle right exhibit shows rolling estimation NS weights with

estimated 	 replaced by T �2. This corresponds to the case where the variance-covariance
matrix of the idiosyncratic errors in log-prices of the instruments is proportional to the iden-

tity matrix. In this case, the optimal portfolio coincides with that simply minimizing the

sum of squared hedging weights subject to the same two constraints. The latter portfolio

was considered by Ingersoll (1983). It is more diversi�ed over instruments than the method
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in the upper left panel with estimated 	, and it varies less over time, since only the target

and estimated a change, but not 	. Performance in this case is 19:83bp in terms of RMSE,

compared to 36:99bp for the portfolio with estimated 	 in the upper left exhibit. Given

that the factor model is estimated on yields, the uncertainty in returns on the instruments

should be corrected by the maturities (namely, the durations of these zero coupon bonds),

so the result is somewhat surprising. What is going on is that the idiosyncratic variances  i

in the yield factor model are of similar order of magnitude across maturities, so that � 2i i is

much smaller for short instruments than for long. Thus, the portfolio becomes dominated

by short instruments, and empirically to an excessive extent. More diversi�cation improves

performance, presumably because the factor model only holds to a certain degree of ap-

proximation, and so generalized duration matching drawing mainly on short instruments is

not quite adequate. Nevertheless, performance is still much poorer than in our preferred

model, the SLSC combined model that yields a rolling estimation RMSE of only 6:47bp.

The evolution over time of weights in this is shown in the lower right exhibit. Here, more

weight is systematically placed on the 5 year zero-coupon bond instrument. If the rolling a

estimates behind these weights are replaced by the �xed value a = :731 corresponding to the

Diebold & Li (2006) speci�cation, then RMSE drops to 6:20bp, and with a at our full period

SLSC estimate of :826 RMSE drops further, to 5:69bp, but these constant estimates may

be less relevant than those behind the feasible rolling window out-of-sample hedge portfo-

lios. Finally, while the top four exhibits illustrate cross-sectional curve shape approaches,

and the lower right the combined curve shape and dynamic approach, the lower left exhibit

shows the weights for the dynamic HW model when the consistent ANS curve shape is not

imposed. Here, many instruments come into play, i.e., the strategy involves a great deal of

diversi�cation. RMSE is 18:59bp, the best of the rolling estimation performances outside of

the SLSC approach.

4 Conclusion

The market prices of all traded bonds depend on the yield curve, and the hedging of se-

lected interest rate sensitive claims using others as instruments is among the most important

purposes of bond market trading. Attempts to improve on the basic duration matching ap-

proach may involve generalized duration matching based either on a factor analysis or a

parametrized yield curve shape. We show in this paper that in fact improved empirical

hedging performance is obtained by exploiting interest rate dynamics rather than either of

these purely cross-sectional approaches. Asset pricing theory promises a further improve-

ment because the absence of arbitrage opportunities imposes cross-restrictions on interest

rate dynamics and the yield curve shape. This additional improvement in hedging per-

formance is realized empirically once we introduce a new term structure model involving
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three stochastically varying factors corresponding to level, slope, and curvature. Of course,

the level, slope, and curvature features of the bond market have been noted frequently in

the purely cross-sectional literature, e.g., in the factor analysis of Litterman & Scheinkman

(1991), and the parametrized yield curve shape of Nelson & Siegel (1987). The dynamic

model of Hull & White (1990) also generates curves with these three features, but only the

slope factor is stochastic. Our results suggest the importance for practical hedging pur-

poses of a model that consistently combines dynamics and curve shape, and involves three

genuinely stochastic time-varying factors representing level, slope, and curvature. Further-

more, we �nd that a particular restriction on our general SLSC model to the a�ne class

which reproduces the independent factor model considered by Christensen et al. (2009) in

fact does not improve very much on empirical hedging performance relative to the purely

cross-sectional approaches. Finally, the empirical evidence favors the generalized duration

approach in that it is more important to remove the factor contribution to hedging error

variance than to balance factor versus idiosyncratic contributions.
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Appendix

Proof of Theorem 1. To �nd the portfolio weights that solve the minimization problem

(11), we �rst need an expression for the hedge error variance. The generalized durations of

the target stream are by (8) the vector (�b)�, so analogously to (6) the return on the target

stream is

r�t+1 = � (�b)
0
��ft+1 +��

�
t+1; (46)

for ��t the idiosyncratic error in the target log-price, log p
�
t . Then also substituting the return

on an arbitrary linear portfolio of the instruments given in (6), the hedging error is

r�t+1 � w0rt+1 = � (�b)0��ft+1 +��
�
t+1 + w0T (B�ft+1 +�"t+1)

=
�
w0T B � (�b)0�

�
ft+1 + w0T "t+1 + ��t+1 � w0T yt � log p�t ; (47)

where the second equality collects terms known at time t, i.e., yt = Bft + "t and log p
�
t =

� (�b)0� ft + ��t . Given that the portfolio of instruments matches the generalized durations

of the target, B0T w = (�b)�, the variance of the hedge error will be

vart
�
r�t+1 � w0rt+1

�
= w0T 	T w +	�; (48)

for 	� = vart
�
��t+1

�
. Since the second component is not under the portfolio manager's

control, minimization of the hedge error variance amounts to minimizing the �rst term in

(48). The portfolio that matches generalized durations of the target for least hedge error

variance therefore solves

min
w
w0T 	T w s:t: B0T w = (�b)� : (49)

This is equivalent to the problem (50) in Lemma 10 below with A = T 	T , g = 0, D = B0T ,
and c = (�b)�. The solution is then by (51)

ew = T �1	�1B �B0	�1B
��1

(�b)� = T �1F 0 (�b)� ;

for the factor projection matrix F = (B0	�1B)
�1
B0	�1. Therefore, the weights in (9)

does indeed minimize hedge error variance as claimed. When the value matching constraint

w0� = 1 is added to the minimization problem (49) the correction of weights ew can be found
from (52) in Lemma 10 to be

w� = ew + (1� ew0�) ��
�0��

;
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for the matrix

� = (T 	T )�1 � (T 	T )�1 T B
�
B0T (T 	T )�1 T B

��1
B0T (T 	T )�1

= T �1	�1
�
	�B

�
B0	�1B

��1
B0
�
	�1T �1:

Lemma 10 Let wu solve the unconstrained problem minw (1=2)w
0Aw�w0g for a symmetric

matrix A and vector g. Then the solution to the constrained problem

min
w

1

2
w0Aw � w0g s:t: Dw = c (50)

can be written as

wc = wu + A�1D0 �DA�1D0��1 (c�Dwu) : (51)

When further adding the scaling constraint w0� = 1 to the problem (50), the solution is on

the form

w� = wc +
��

�0��
(1� w0c�) ; (52)

with � = A�1 � A�1D0 (DA�1D0)
�1
DA�1.

Proof of Lemma 10. The unconstrained solution is wu = A�1g and the lagrange function

for (50) is

L = 1

2
w0Aw � w0g � �0 (Dw � c) :

This has the �rst order condition 0 = Awc � g �D0�, such that

wc = A�1 (g +D0�) = wu + A�1D0�:

Substituting for w in the constraint gives c = Dwu + DA�1D0�, which when � is isolated

and inserted in wc gives the solution

wc = wu + A�1D0 �DA�1D0��1 (c�Dwu) : (53)

When the constraint w0� = 1 is added to (50), the new solution can be found by substi-

tuting in the solution (53) D0 with (D0; �) and c0 with (c0; 1) to get

w� = wu + A�1
�
D0 �

�" DA�1D0 DA�1�

�0A�1D0 �0A�1�

#�1 
c�Dwu

1� �0wu

!
: (54)
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By the formula for the inverse of a block matrix

S�1 =

"
DA�1D0 DA�1�

�0A�1D0 �0A�1�

#�1
=

"
(DA�1D0)

�1
+ F��0F 0=�0�� �F�=�0��

��0F 0=�0�� 1=�0��

#

for F = (DA�1D0)
�1
DA�1. Now using that wc � wu = F 0 (c�Dwu) we get

S�1

 
c�Dwu

1� �0wu

!
=

 
(DA�1D0)

�1
(c�Dwu) + F��0 (wc � wu) =�

0��� F� (1� �0wu) =�
0��

��0 (wc � wu) =�
0��+ (1� �0wu) =�

0��

!
:

Multiplying by
�
A�1D0 A�1�

�
from the left gives the last term in (54), such that

w� = wu+F (c�Dwu)+
�
A�1D0F � A�1

�
��0 (wc � wu) =�

0��+
�
A�1 � A�1D0F

�
� (1� �0wu) =�

0��;

and substituting � = A�1 � A�1D0F the solution is obtained,

w� = wu + (wc � wu)�
��

�0��
�0 (wc � wu) +

��

�0��
(1� �0wu)

= wc +
��

�0��
(1� �0wc) :

Proof of (20). Traded bonds have �xed time of maturity, T = � + t, not �xed time

to maturity, hence write P (t; T ) = exp (� (T � t) y (t; T � t)) for the bond price, which by

ito's lemma has

dP (t; T )

P (t; T )
= ��dy (t; �) + 1

2
� 2� (t; �)� (t; �)0 dt+ y (t; �) dt+ �y� (t; �) dt

=

�
y (t; �) + �y� (t; �) +

1

2
� 2� (t; �)� (t; �)0 � �� (t; �)

�
dt� �� (t; �) dWt

= �P (t; �) dt+ �P (t; �) dWt:

By no-arbitrage there exist a market price of risk process � (t) such that the drift and

volatility for the traded bond satisfy

rt + �P (t; �)� (t) = �P (t; �)

rt � �� (t; �)� (t) = y (t; �) + �y� (t; �) +
1

2
� 2� (t; �)� (t; �)0 � �� (t; �) ;

and (20) follows.

Proof of Proposition 2. This follows from Theorem 6 by setting �1 = �3 = 0.
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Proof of Proposition 3. In Theorem 7 set �1 = �3 = fn;5 = fn;6 = fn;7 = 0 and let

b! 0.

Proof of Theorem 4. B1:3 (�) must be part of any yield curve shape consistent with

the SLSC model since the yield curve changes stochastically in each of these directions by

di�erent Brownian motions. To see that the additional functions in (34) must be included

as well, substitute the no-arbitrage HJM drift condition from (20) into the yield SDE to get

dy (t; �) =

�
1

�
[y (t; �)� y (t; 0)] + y� (t; �) + e� (�)� dt+ � (�) dWt

with e� (�) = �

2
� (�)� (�)0 + � (�)�:

For the SLSC model which has � (�) = B1:3 (�) diag (�1; �2; �3) the e� (�) term is

e� (�) =
�

2
B1:3 (�) diag

�
�21; �

2
2; �

2
3

�
B1:3 (�)

0 +B1:3 (�) diag (�1; �2; �3)�

=
3X
j=1

h
�2j
�

2
Bj (�)

2 + �jBj (�)�j

i
: (55)

Besides B1:3 (�), the model therefore also produces drift in the directions �=2 � Bj (�)2, for
j = 1; 2; 3, which we now express in terms of B1:3 (�) and the functions in (34).

First calculate that

�

2
B2 (�)

2 =
�

2

�
1� e�a�

a�

�2
=
1� 2e�a� + e�2a�

2a2�
=
2 (1� e�a� )� (1� e�2a� )

2a2�

=
1

a

1� e�a�

a�
� 1

2a2
1� e�2a�

�
; (56)

and similarly for B1, replacing parameter a in B2 by b,

�

2
B1 (�)

2 =
1

b

1� e�b�

b�
� 1

2b2
1� e�2b�

�
: (57)

Finally, for B3 we have

�

2
B3 (�)

2 =
�

2

�
1� e�a�

a�
� e�a�

�2
=
1� 2 (1 + a�) e�a� + (1 + a�)2 e�2a�

2a2�

=
1

a

�
1� e�a�

a�
� e�a�

�
� 1

2a2
1� e�2a�

�
+
1

a
e�2a� +

1

2
�e�2a� : (58)
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Let eB4:7 (�) be the vector of functions in (34), substitute these into (56) - (58), and collect
terms in () to observe that we can write

e� (�) = hB1:3 (�) ; eB4:7 (�)iD (59)

for D the 7� 1 vector of constants

D =
�

�21
b
+ �1�1;

�22
a
+ �2�2;

�23
a
+ ��3; � �21

2b2
; � �22

2a2
� �23

2a2
;

�23
a
;

�23
2

�0
:

Any function of � that enters the drift term must also be a part of consistent curves. So

to be sure that all functions in eB4:7 are necessary we must check whether any of them can

be cancelled by the remaining term in the drift, i.e.,

1

�
[y (t; �)� y (t; 0)]� y� (t; �) =

1

�

�
@

@x
xg (x)

��
x=0

� V (y (t; �)) :

The next step is thus to consider the implications on y (t; �) for V (y (t; �)) to include terms
� eBj (�)Dj, j = 4; :::; 7. Therefore consider the transformation U ,

U (g (�)) = 1

�

Z �

0

[xg (�)] dx;

which is a one-sided inverse of V in the sense that V (U (g (�))) = g (�). Conversely, we have

that

U (V (y (t; �))) = y (t; �)� y (t; 0) ; (60)

so we can use U to derive the functions of � that y (t; �) must include for V (y (t; �)) to
cancel some of the terms eBj (�)Dj, j = 4; :::; 7, in drift.

First calculate U of each of the eBj (�) functions. Thus
U
� eB5 (�)� = 1

�

Z �

0

�
1� e�2ax

�
dx = 1� 1

2a

1� e�2a�

�
= 1� 1

2a
eB5 (�) ;

and similarly for eB4 by substituting b for a,
U
� eB4 (�)� = 1� 1

2b
eB4 (�) :

For eB6 we have
U
� eB6 (�)� = 1

�

Z �

0

xe�2axdx =
1

4a2
1� e�2a�

�
� 1

2a
e�2a� =

1

4a2
eB5 (�)� 1

2a
eB6 (�) ;
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while for eB7
U
� eB7 (�)� =

1

�

Z �

0

x2e�2axdx =
1

4a3
1� e�2a�

�
� 1

2a2
e�2a� � 1

2a
�e�2a�

=
1

4a3
eB5 (�)� 1

2a2
eB6 (�)� 1

2a
eB7 (�) :

If V (y (t; �)) is to cancel out eB4:7 (�)D4:7 in the drift, we may then by (60) conclude that

y (t; �)� y (t; 0) will include the terms

U
�
� eB4:7 (�)D4:7

�
= �U

� eB4:7 (�)�D4:7

= eB4:7 (�)� D4
2b
; D5

2a
� D6

4a2
� D7

4a3
; D6

2a
+ D7

2a2
; D7

2a

�0
�D4 �D5:

This shows that it is only possible to cancel any of the eB4:7 (�) functions in the drift if the
function to be removed is already in the yield curve. To clarify this, the above result shows

for instance that the drift in the eB7 direction due to e� (�) only can be cancelled by V (y (t; �))
if y (t; �) includes the function eB7 (�) = �e�2a� exactly with the coe�cient D7=2a = �23=4a.

Thus, even though there is no drift in the eB7 direction, the yield curve must still include eB7
to be consistent. This holds for all the four functions, since Dj always loads on Bj, and we

conclude that all functions eB4:7 are necessarily part of any consistent yield curve family.
Next we prove the converse result that the family G of all yield curves spanned by

functions
�
B1:3; eB4:7� is consistent with the SLSC interest rate model. Since B4:7 in (35) is

a linear transformation of eB4:7, the same family is de�ned by B (�) = [B1:3 (�) ; B4:7 (�)], the
SLSC curve shape, and we choose to work with this rotation in the remainder of the paper.

By the de�nition of consistency, the family G is consistent with the SLSC dynamic model if
starting from a curve in this family all subsequent curves produced by the interest rate model

are also in G. This will hold if both the drift and volatility functions of the SLSC model are
spanned by B (�) for all y (t; �) in G. For volatility, � (�) = B1:3 (�) diag (�1; �2; �3), this is

clearly the case, and that it also holds for e� (�) may be seen from (59). To explicitly specifye� (�) in terms of the new basis, we observe from (56) - (58) that

�

2
B1 (�)

2 =
1

b
[B1 (�)�B5 (�)]

�

2
B2 (�)

2 =
1

a
[B2 (�)�B4 (�)]

�

2
B3 (�)

2 =
1

a
[B3 (�)�B6 (�) +B7 (�) =2] ;
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such that we can write

e� (�) =

�
�21
b
+ �1�1

�
B1 (�) +

�
�22
a
+ �2�2

�
B2 (�) +

�
�23
a
+ ��3

�
B3 (�)

��
2
2

a
B4 (�)�

�21
b
B5 (�)�

�23
a
B6 (�) +

�23
2a
B7 (�) = B (�)C (61)

for the 7� 1 vector of constants

C =
�

�21
b
+ �1�1;

�22
a
+ �2�2;

�23
a
+ ��3; ��22

a
; ��21

b
; ��23

a
;

�23
2a

�0
: (62)

It is still left to check that V (y (t; �)) also is spanned by B (�) for all y (t; �) in G, or
equivalently, that the family of yield curves is closed with respect to the transformation V .
First we calculate V (Bj (�)) for j = 1; :::; 7. For B2

V (B2 (�)) =
1

�

�
@

@x
xB2 (x)

��
x=0

=
1

�

�
@

@x

1� e�ax

a

��
x=0

=
1

�

�
e�ax

��
x=0

=
e�a� � 1

�
= �aB2 (�) ;

and since the functional form is the same for B1, B4, and B5 these give equivalent results

when a is substituted with b, 2a, and 2b, respectively,

V (B1 (�)) = �bB1 (�) ; V (B4 (�)) = �2aB4 (�) ; V (B5 (�)) = �2bB5 (�) :

For B3 we get

V (B3 (�)) = V (B2 (�))�
1

�

�
@

@x
xe�ax

��
x=0

=
e�a� � 1

�
� 1
�

�
e�ax � axe�ax

��
x=0

= ae�a� = �a
�
1� e�a�

a�
� e�a�

�
+
1� e�a�

�
= �aB3 (�) + aB2 (�) ;

and similarly for B6 with a replaced by 2a

V (B6 (�)) = �2aB6 (�) + 2aB4 (�) :

Finally, for B7

V (B7 (�)) =
1

�

�
@

@x
ax2e�2ax

��
x=0

=
1

�

�
2axe�2ax � 2a2x2e�2ax

��
x=0

= 2ae�2a� � 2a2�e�2a� = V (B6 (�))� 2aB7 (�)
= 2aB4 (�)� 2aB6 (�)� 2aB7 (�) :
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Then, since any y (t; �) 2 G can be written as B (�)� for some 7 � 1 vector of coe�cients
�, we may write

V (y (t; �)) = V (B (�))� = �B (�)h� (63)

for the transformation matrix

h =

0BBBBBBBBBBB@

b 0 0 0 0 0 0

0 a �a 0 0 0 0

0 0 a 0 0 0 0

0 0 0 2a 0 �2a �2a
0 0 0 0 2b 0 0

0 0 0 0 0 2a 2a

0 0 0 0 0 0 2a

1CCCCCCCCCCCA
: (64)

We conclude that for any curve in the family G the changes, dy (t; �), in the yield curve
produced by the SLSC interest rate model are spanned by the functions B (�) that de�ne

the family. Starting from a curve in G any subsequent curve produced by the SLSC dynamic
model must therefore also be in the family. Therefore the family G that de�nes the SLSC
curve shape is consistent with the SLSC interest rate model.

Proof of Corollary 5. From Theorem 4 all functions in B (�) are necessary in any

consistent curve shape. The family that they de�ne can therefore only be reduced by either

restricting some coe�cients to �xed values or by combining some of the Bi (�) functions such

that they only are included in �xed combinations in the basis, e.g. [xiBi (�) + xjBj (�)]. The

�rst of these options is ruled out by the statement in the corollary that the coe�cients �

must be general, we thus need to check whether the second option is possible.

The di�erent Brownian motions driving the changes in each of the B1:3 (�) directions

imply that these functions must enter the basis separately. With respect to the other four

functions we must check whether any of them can be combined to de�ne a smaller family

G� for which it still holds that V (y (t; �)) + e� (�) 2 G� for all y (t; �) 2 G�. Since this must
hold for all y (t; �) in a family on the form �B (�), it must in particular hold for � = 0,

and thus for e� (�), i.e., e� (�) 2 G�. This implies that any candidate combination of the
B4:7 functions must be proportional to the coe�cients in e� given by C4:7, i.e., it must hold
that xi=xj = Ci=Cj. Let hij be the 2 � 2 submatrix of rows and columns i and j in h
corresponding to the two functions [Bi; Bj] = Bij that we consider combining in proportions

(xi; xj)
0 = xij. Then V (Bij (�)xij) = �Bij (�)hijxij is spanned by the reduced family only

if there exist a constant � for which this equals �Bij (�)xij�. Therefore it must hold that
hijxij = xij�, and by proportionality to coe�cients in e� also that hijCij = Cij�. The

resulting necessary condition to combine any two Bi and Bj is thus that hij must have an

eigenvector with entries in the same proportions as these functions enter e� with. This is not
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the case for any combination of the B4:7 functions as can be seen from C and h in (62) and

(64). Speci�cally, for B5 in combination with any of the other functions, hij is diagonal with

di�erent diagonal values, so eigenvectors are (s; 0) or (0; u). Any combination of the other

three Bi's has hij upper triangular with identical diagonal element 2a and thus only the

repeated eigenvector (s; 0). We conclude that none of the B4:7 functions can be combined

to reduce the basis and that the family is the minimal one with unrestricted coe�cients on

all � functions entering the yield curve.

Proof of Theorem 7. When the initial curve is on the form y (t0; �) = B (�) f0 and

interest rates follow the SLSC dynamic model, then by Theorem 4 all subsequent curves are

spanned by B (�), so we may de�ne coe�cients or factors at each time t, f (t), for which

y (t; �) = B (�) f (t). Then from (61) and (63) it follows that for all t � t0

dy (t; �) = [V (y (t; �)) + e� (�)] dt+ � (�) dWt

= [�B (�)hf (t) +B (�)C] dt+B (�) �dWt

= B (�) f[C � hf (t)] dt+ �dWtg ;

where we have written � = diag (�; 04). Since also dy (t; �) = B (�) df (t), the movement of

factors over time is

df (t) = [C � hf (t)] dt+ �dWt;

with initial factor vector f (t0) = f0. We can also write

df (t) = h
�
f � f (t)

�
dt+ �dWt (65)

if we de�ne f = h�1C, the long-run factor levels, which in terms of basic parameters is

f =
h
�1
b

�
�1
b
+ �1

�
; f 3 +

�2
a

�
�2
a
+ �2

�
; �3

a

�
�3
a
+ �3

�
; � �22

2a2
� �23

2a2
; � �21

2b2
; �3�23

4a2
;

�23
4a2

i0
:

To �nd y (tn+1; �) in terms of the factors at time tn, we solve the factor SDE. First

observe that for the ansatz eht we get

d
�
ehtf (t)

�
= ehthf (t) dt+ ehtdf (t) = ehthfdt+ eht�dWt:

Integrating from tn to tn+1 = tn +�n and de�ning fn = f (tn) produces

fn+1 = e�h�nfn +

Z �n

0

e�hudu � hf +
Z �n

0

e�hu�dWtn+u: (66)

De�ne the function H (u) = e�hu which has H 0 (u) = �H (u)h. Then
R
H (u) du =

�H (u)h�1, and in particular
R �n
0

e�hudu � h = (I �H (�n)). To calculate H (u), let the
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diagonal of h be d (h) and set eh = h� d (h), the matrix with the o�-diagonal elements of h.
Then from (64) eh is nilpotent of degree 3 and the only element of eh2 di�erent from zero isheh2i

4;7
= �4a2. Thus by rules of matrix exponentials

H (u) = e�hu = e�d(h)ue�
ehu = e�d(h)u

�
I � ehu+ eh2u2=2�

=

0BBBBBBBBBBB@

e�bu 0 0 0 0 0 0

0 e�au aue�au 0 0 0 0

0 0 e�au 0 0 0 0

0 0 0 e�2au 0 2aue�2au (1� au) 2aue�2au

0 0 0 0 e�2bu 0 0

0 0 0 0 0 e�2au �2aue�2au

0 0 0 0 0 0 e�2au

1CCCCCCCCCCCA
:

For the stochastic integral in (66) we can use that for a deterministic function g (�)Z t

0

g (u) dWu � N

�
0;

Z t

0

g (u) g (u)0 du

�
;

such that we can write
R �n
0

H (u) �dWtn+u = vn+1, for vn+1 � N (0;
 (�n)). The upper

3� 3 matrix of 
 is then found by


1:3 (�n) =

Z �n

0

H1:3 (u) diag
�
�21; �

2
2; �

2
3

�
H1:3 (u)

0 du

=

Z �n

0

0B@ �21e
�2bu 0 0

0 �22e
�2au + �23a

2u2e�2au �23aue
�2au

0 �23aue
�2au �23e

�2au

1CA du

=

0B@ �21B5 (�n) 0 0

0 �22B4 (�n) + �23 [B6 (�n)�B7 (�n)] =2 �23B6 (�n) =2

0 �23B6 (�n) =2 �23B4 (�n)

1CA�n;

while the remaining entries of 
 are zero. Substituting the results into (66), we conclude

that

fn+1 = H (�n) fn + (I �H (�n)) f + vn+1; (67)

such that from an initial curve y (tn; �) = B (�) fn the curve �n time later is y (tn+1; �) =

B (�) fn+1. Further, since vn+1 =
R tn+1
tn

H (u) �dWu, the sequence of error terms v1; v2; :::

are based on non-overlapping intervals of the Wiener processesWt and they are thus serially

independent.
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Proof of Theorem 6. Consider the special case with y (tn; �) = 0 = B (�) 0. Since

this is still spanned by B (�), we have by Theorem 7 that the curve at tn+1 is y (tn+1; �) =

B (�) efn+1, with factor dynamics obtained by substituting efn = 0 in (67), i.e.,
efn+1 = (I �H (�n)) f + vn+1: (68)

From (69) in Proposition 11 we also in this special case have that

y (tn+1; �) =

Z �n

0

�
1

�
[(x+ u) e� (x+ u)]�x=0

�
du

+

Z �n

0

�
1

�
[(x+ u)� (x+ u)]�x=0

�
dWtn�u = B (�) efn+1:

In the general solution to the yield SDE given by (69) the last two terms are not a�ected

by changing the shape of the previous yield curve. Therefore for an arbitrary y (tn; �) we

must have that the curve at tn+1 can be written as

y (tn+1; �) =
1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)] +B (�) efn+1;

with efn+1 given by (68).
Proposition 11 (Solution to yield SDE) Suppose the yield curve at time tn has general

shape, y (tn; �), that yield dynamics for t � tn are given by the SDE

dy (t; �) = � (t; �) dt+ � (�) dWt;

i.e., with constant volatility function over time, and that the market price of risk is constant,

�. Then subsequent yield curves at time tn+1 = tn +�n can be written on the form

y (tn +�n; �) =
1

�
[(� +�n) y (tn; � +�n)��ny (tn;�)] (69)

+

Z �n

0

�
1

�
[(x+ u) e� (x+ u)]�x=0

�
du+

Z �n

0

�
1

�
[(x+ u)� (x+ u)]�x=0

�
dWtn+1�u

with e� (�) = �

2
� (�)� (�)0 + � (�)�:

Proof of Proposition 11. By the HJM drift condition for yields under P in Musiela
parametrization, (20), the drift term satis�es

� (t; �) =
1

�
[y (t; �)� y (t; 0)] + y� (t; �) + e� (�) ;
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such that the yield curve SDE is

dy (t; �) =

�
1

�
[y (t; �)� y (t; 0)] + y� (t; �)

�
dt+ e� (�) dt+ � (�) dWt:

To solve this it is convenient to �rst transform to forward rates, i.e. multiply by � and then

di�erentiate with respect to � to get

dr (t; �) = r� (t; �) dt+

�
@

@�
[�e� (�)]� dt+� @

@�
[�� (�)]

�
dWt: (70)

Suppose � = T � t then a di�erential that acts on both time and maturity relates to that

acting only in the time direction by

d (r (t; T � t)) = dr (t; T � t)� r� (t; T � t) dt:

Thus for T = � + tn+1 and integrating from tn to tn+1 we get

r (tn+1; �) = r (� + tn+1 � tn) +

Z tn+1

tn

�
@

@�
[(� + tn+1 � t) e� (� + tn+1 � t)]

�
dt

+

Z tn+1

tn

�
@

@�
[(� + tn+1 � t)� (� + tn+1 � t)]

�
dWt

= r (tn; � +�n) +

Z �n

0

�
@

@�
[(� + u) e� (� + u)]

�
du

+

Z �n

0

�
@

@�
[(� + u)� (� + u)]

�
dWtn+1�u:

To get back to yields integrate over maturity and divide by � ,

y (tn +�n; �) =
1

�

Z �

0

r (tn; x+�n) dx+
1

�

Z �

0

Z �n

0

�
@

@x
[(� + u) e� (� + u)]

�
dudx

+
1

�

Z �

0

Z �n

0

�
@

@x
[(� + u)� (� + u)]

�
dWtn+1�udx:

The average of forward rates with maturity from �n to � + �n at time tn is in terms of

yields,

1

�

Z �

0

r (tn; x+�n) dx =
1

�

Z �+�n

�n

r (tn; x) dx =
1

�

�Z �+�n

0

r (tn; x) dx�
Z �n

0

r (tn; x) dx

�
=

1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)] ;
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and by changing the order of integration we get that the solution to the yield SDE is

y (tn +�n; �) =
1

�
[(� +�n) y (tn; � +�n)��ny (tn;�n)]

+

Z �n

0

�
1

�
[(x+ u) e� (x+ u)]�x=0

�
du+

Z �

0

�
1

�
[(x+ u)� (x+ u)]�x=0

�
dWtn+1�u

as stated in the proposition.

Proof of Corollary 8. When f4:7 (t0) = f 4:7 we have by (38) in Theorem 7 that the

factors f4:7 are constant at this value. Therefore by (37) we can write all subsequent curves

for t � t0 as

y (t; �) = B1:3 (�) f1:3 (t) +B4:7 (�) f 4:7;

and the di�usion for f1:3 is obtained from the �rst three rows of f in (65) to be

df1:3 (t) = �
�
f 1:3 � f1:3 (t)

�
dt+ diag (�1; �2; �3) dWt;

for

� = h1:3 =

0B@ b 0 0

0 a �a
0 0 a

1CA :

We would like to represent the model by factors that have zero mean under Q, so we choose
to rotate to the new factors Xt � f1:3 (t)� f

Q
1:3, where f

Q
1:3 is f 1:3 for � = 0. Then

dXt = �
�
X �Xt

�
dt+ diag (�1; �2; �3) dWt;

for

X = f 1:3 � f
Q
1:3 =

h�1
b
�1;

�2
a
�2 +

�3
a
�3;

�3
a
�3

i
;

and the yield curve in terms of Xt is

y (t; �) = B (�)

"
f
Q
1:3

f 4:7

#
+B1:3 (�)Xt (71)

� �A (�) +B1:3 (�)Xt:
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Here the function A (�) in terms of basic parameters is

A (�) = �B (�)
�
�21
b2
;
�22
a2
+
�23
a2
;
�23
a2
;� �22
2a2

� �23
2a2

;� �21
2b2

;�3�
2
3

4a2
;
�23
4a2

�0
= ��

2
1

b2
1� e�b�

b�
�
�
�22
a2
+
�23
a2
+
�23
a2

�
1� e�a�

a�
+
�23
a2
e�a�

+

�
�22
2a2

+
�23
2a2

+
3�23
4a2

�
1� e�2a�

2a�
+
�21
2b2

1� e�2b�

2b�
� 3�

2
3

4a2
e�2a� � �23

4a2
a�e�2a�

= �21

�
� 1
b3
1� e�b�

�
+
1

4b3
1� e�2b�

�

�
+ �22

�
� 1
a3
1� e�a�

�
+

1

4a3
1� e�2a�

�

�
+�23

�
1

a2
e�a� � 1

4a
�e�2a� � 3

4a2
e�2a� � 2

a3
1� e�a�

�
+

5

8a3
1� e�2a�

�

�
:

The short rate as a function of Xt is obtained by letting � ! 0 in (71). Since lim�#0B (�) =

(1; 1; 0; 1; 1; 0; 0) we get that

rt = lim
�#0

y (t; �) = f
Q
1 + f

Q
2 + f 4 + f 5 +X1t +X2t

=
�21
2b2

+
�22
2a2

+
�23
2a2

+X1t +X2t = �0 + �0XXt;

such that the values of �0 and �X given in the corollary are obtained.

Proof of Theorem 9. The weights that solve (44) are also the solution to

min
w

1

2
w0Et

�
rt+1r

0
t+1

�
w � w0Et

�
rt+1r

�
t+1

�
: (72)

This is also known as the linear projection of r�t+1 on rt+1, and the solution is given by

ew = Et
�
rt+1r

0
t+1

��1
Et
�
rt+1r

�
t+1

�
: (73)

The conditional expected value of the instrument return vector (5) is

Et [rt+1] = �T B
�
�t+1jt � �tjt

�
;

when Et [�"t+1] = 0. Also rewriting (5) as

rt+1 = �T (Bft+1 + "t+1 � yt) ; (74)

the conditional variance is given by

vart [rt+1] = T
�
B�t+1jtB

0 +	
�
T :
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Then

Et
�
rt+1r

0
t+1

�
= vart [rt+1] + Et [rt+1]Et [rt+1]

0

= T
�
B�t+1jtB

0 +	
�
T + T B

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0
B0T

= T
h
B
�
�t+1jt +

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0�
B0 +	

i
T :

By (46) and for Et
�
���t+1

�
= 0, the conditional expected target return is

Et
�
r�t+1

�
= � (�b)0�

�
�t+1jt � �tjt

�
:

We can rewrite (46) as r�t+1 = � (�b)
0
� ft+1+�

�
t+1� log p�t , and then using (74) the conditional

covariance is

covt
�
rt+1; r

�
t+1

�
= T B�t+1jt (�b)� :

This implies that

Et
�
rt+1r

�
t+1

�
= covt

�
rt+1; r

�
t+1

�
+ Et [rt+1]Et

�
r�t+1

�
= T B�t+1jt (�b)� + T B

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0
(�b)�

= T B
�
�t+1jt +

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0�
(�b)� ;

and the weights (73) are therefore

ew = T �1
h
B
�
�t+1jt +

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0�
B0 +	

i�1
�B
�
�t+1jt +

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0�
(�b)�

= T �1	B
��
�t+1jt +

�
�t+1jt � �tjt

� �
�t+1jt � �tjt

�0��1
+B	�1B0

��1
(�b)� ;

where the second equality applies the matrix inversion lemma.

Imposing that weights sum to one can be done by Lemma 10. The original problem (72)

is unconstrained, and in the notation of (50) it sets A = E
�
rt+1r

0
t+1

�
, g = E

�
rt+1r

�
t+1

�
, and

D = 0. The scaled weights are therefore by (52) given by

w� = ew + (1� ew0�) ��
�0��

with � = A�1 = E
�
rt+1r

0
t+1

��1
.
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Kalman Filter The models that combine a dynamic interest rate model with a consistent

curve shape can be written on the state space form

ytn
mx1

= c
mx1

+ B
mxk

fn
kx1
+ "n
mx1

; "n � N (0;	) ;

fn = �0
kx1
+ �1
kxk
fn�1 + vn

kx1
; vn � N (0;
) :

The observed yield data is (yt1 ; :::; ytN ) and we write Yn = (yt1 ; :::; ytn) for observations up

to time tn. Denote the factor estimate at tn by �njn = E (fnjYn) and the factor prediction
by �n+1jn = E (fn+1jYn). The corresponding factor variance-covariance matrices are �njn =
var (fnjYn) and �n+1jn = var (fn+1jYn). We recall the low storage algorithm of Koopman

et al. (1999). Start with an initial condition for the �rst factor vector given by f1j0 �
N(�1j0;�1j0). The innovation in observing ytn is �n = ytn � (c + B�njn�1) with variance-

covariance matrix �n = B�njn�1B
0 +	. Then by the Kalman �lter the update step is

�njn = �njn�1 + �njn�1B
0
n�

�1
n �n;

�njn = �njn�1 � �njn�1B0��1n B�njn�1;

and the prediction step is

�n+1jn = �0 + �1�njn = �0 + �1�njn�1 +Kn�n; (75)

�n+1jn = �1�njn�
0
1 + 
 = �1�njn�1�1 + 
�Kn�nK

0
n: (76)

Here the second equalities in both lines substitute the update step and setKn = �1�njn�1B
0��1n .

The contribution to log-likelihood of each new observation is

log p (ytnjYn�1) = �
m

2
log (2�)� 1

2
log j�nj �

1

2
� 0n�

�1
n �n;

and the prediction-error decomposition of the log-likelihood function is therefore

logL =

NX
n=1

log p (ytnjYn�1) = �
mN

2
log (2�)� 1

2

NX
n=1

�
log j�nj+ � 0n�

�1
n �n

�
: (77)

To calculate the log-likelihood function we only need the series of innovations �n and �n and

these are calculated from �njn�1 and �njn�1 alone. The low storage algorithm only stores the

series of �n, �n, and Kn and calculates �n+1jn and �n+1jn by (75) and (76) with �njn�1 and

�njn�1 stored only from last period. Since this method minimizes the need for storage and

avoids calculating the update step, it speeds up the �lter which must be calculated many

times in the optimization of (77) over parameters.
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Square-Root Kalman Filter When searching for the parameters that maximizes (77),

the matrix �n+1jn may fail to be positive semi-de�nite. This problem can be solved by

using a square-root Kalman �lter which runs the �lter for Sn+1jn with �n+1jn = Sn+1jnS
0
n+1jn

instead, as done by Carraro (1988) for the original Kalman �lter. Here, we use the square-

root version of the low storage algorithm. Thus we need to write the prediction step (76) in

terms of Sn+1jn. First, write

�n+1jn = �1�njn�1�1 + 
�KnB�njn�1�
0
1

= (�1 �KnB) �njn�1�1 + 


= (�1 �KnB) �njn�1 (�1 �KnB)
0 + (�1 �KnB) �njn�1B

0K 0
n + 


= (�1 �KnB) �njn�1 (�1 �KnB)
0 +Kn�

�1
n K 0

n �Kn (�n �	)K 0
n + 


= (�1 �KnB) �njn�1 (�1 �KnB)
0 +Kn	K

0
n + 
:

Then de�ning 	 = NN 0 and 
 =MM 0 we can write

�n+1jn =
�
(�1 �KnB)Snjn�1; KnN;M

� 264 S 0njn�1 (�1 �KnB)
0

NK 0
n

M

375 � eSn+1jn eS 0n+1jn;
where eSn+1jn is a k�(2k +m) matrix. To �nd a k�k matrix that has the same product with
its own transpose as eSn+1jn we can use the QR decomposition which writes a rectangular
matrix as the product of an orthogonal matrix Q and an upper triangular matrix R. Thus

calculate the QR decomposition for the transpose of eSn+1jn
eS 0n+1jn = QR;

and then

�n+1jn = eSn+1jn eS 0n+1jn = R0QQR = R0R:

Therefore set Sn+1jn = R0 which is a lower triangular square matrix. Instead of �n+1jn the

�lter uses Sn+1jn and then �n+1jn is positive semi-de�nite by construction.
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FRB yield data statistics

3mns. 6mns. 12mns. 2yrs. 3yrs. 5yrs. 7yrs. 10yrs.

Mean (%) 5:19 5:39 5:59 5:99 6:20 6:51 6:74 6:87
Std. Dev. (%) 2:30 2:36 2:40 2:46 2:43 2:35 2:32 2:27

Table 1: Mean and standard deviation for each of the eight data series of constant maturity
zero-coupon bond yields.
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Hedging Performance - Single Bond

Model Bias Std. dev. RMSE MAE

1 Target movement 59:67 132:46 145:27 115:23

2 Duration matching �:56 3:52 3:56 2:49

3 Unrestricted 3-factor
Full period

:28 9:04 9:05 6:85

4 Unrestricted 3-factor
Rolling 4-year

�:11 9:34 9:34 7:17

5 Nelson-Siegel
Full period

:70 8:76 8:79 6:53

6 Nelson-Siegel
Rolling 4-year

:80 9:67 9:70 7:58

7 Nelson-Siegel
a=:731

:86 9:06 9:10 6:78

8 Unrestricted 4-factor
Full period

�1:26 8:87 8:96 6:99

9 Unrestricted 4-factor
Rolling 4-year

�:31 7:56 7:56 5:52

10 Augmented NS
Full period

�:64 7:54 7:56 5:92

11 Augmented NS
Rolling 4-year

�:36 6:45 6:46 4:94

12 Hull-White
Full period

:14 4:27 4:27 3:12

13 Hull-White
Rolling 4-year

:25 4:67 4:67 3:31

14 HW and ANS
Full period

:61 6:99 7:02 5:28

15 HW and ANS
Rolling 4-year

�:35 6:85 6:86 4:71

16 SLSC curves
Full period

:04 1:21 1:21 :78

17 SLSC curves
Rolling 4-year

:07 1:23 1:23 :81

18 SLSC dynamics
Full period

�:06 1:18 1:18 :74

19 SLSC dynamics
Rolling 4-year

�:08 1:18 1:19 :75

20 SLSC combined
Full period

�:06 1:19 1:20 :75

21 SLSC combined
Rolling 4-year

�:09 1:21 1:21 :77

22 SLSC restricted
Full period

1:07 8:75 8:82 6:64

23 SLSC restricted
Rolling 4-year

1:04 9:72 9:77 7:31

Table 2: Target is a 5-yr. coupon bond and the table shows statistics for di�erent methods
used to construct the hedging portfolio. The coulumns are the average hedging error, or
bias, the standard deviation of hedging errors, the root mean squared error, and the mean
absolute error. Results are in basis points (:01%) per month. The �rst line is for the
unhedged target return series.
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Hedging Performance - Portfolio

Model Bias Std. dev. RMSE MAE

1 Target movement 63:71 148:01 161:14 126:52

2 Duration matching 4:06 44:24 44:43 34:11

3 Unrestricted 3-factor
Full period

4:64 39:15 39:43 29:73

4 Unrestricted 3-factor
Rolling 4-year

:94 37:51 37:53 29:06

5 Nelson-Siegel
Full period

6:53 37:11 37:68 28:30

6 Nelson-Siegel
Rolling 4-year

5:61 36:57 36:99 29:10

7 Nelson-Siegel
a=:731

7:24 36:73 37:43 28:22

8 Unrestricted 4-factor
Full period

�5:10 31:41 31:82 24:90

9 Unrestricted 4-factor
Rolling 4-year

�:26 28:06 28:06 20:35

10 Augmented NS
Full period

�1:92 27:79 27:86 21:79

11 Augmented NS
Rolling 4-year

�1:78 22:03 22:10 17:01

12 Hull-White
Full period

1:05 17:11 17:14 12:40

13 Hull-White
Rolling 4-year

1:56 18:53 18:59 13:08

14 HW and ANS
Full period

3:18 22:47 22:69 17:07

15 HW and ANS
Rolling 4-year

�1:68 26:36 26:42 17:00

16 SLSC curves
Full period

�2:51 11:80 12:06 8:04

17 SLSC curves
Rolling 4-year

�1:39 9:34 9:44 6:39

18 SLSC dynamics
Full period

:25 5:95 5:95 3:82

19 SLSC dynamics
Rolling 4-year

�:07 7:83 7:83 4:35

20 SLSC combined
Full period

:36 5:68 5:69 3:66

21 SLSC combined
Rolling 4-year

:03 6:47 6:47 4:02

22 SLSC restricted
Full period

6:09 35:15 35:67 26:76

23 SLSC restricted
Rolling 4-year

5:75 35:96 36:41 27:89

Table 3: The target is a portfolio of 2-yr., 5-yr., and 10-yr. coupon bonds with weights
(�1; 3;�1). Otherwise the format of the table is equivalent to Table 2. Results are in basis
points (:01%) per month.
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Chapter 2

Parameter Estimates

Model a �1 �1 �2 �2 �3 �3

1 Nelson-Siegel
Full period

:838
:007

2 Nelson-Siegel
Rolling 4-year

:874
:156

3 Augmented NS
Full period

:816
:026

4 Augmented NS
Rolling 4-year

:727
:168

5 SLSC curves
Full period

:455
:000

6 SLSC curves
Rolling 4-year

:662
:312

7 Hull-White
Full period

�:016
:002

:010
:000

�:660
:201

8 Hull-White
Rolling 4-year

�:025
:027

:010
:002

�:718
:435

9 HW and ANS
Full period

:165
:002

:013
:000

�:753
:200

10 HW and ANS
Rolling 4-year

:157
:154

:013
:006

�:738
:757

11 SLSC dynamics
Full period

:772
:022

:012
:000

�:325
:204

:013
:000

�:586
:206

:022
:001

�:190
:220

12 SLSC dynamics
Rolling 4-year

:775
:135

:012
:003

�:439
:457

:012
:002

�:516
:463

:022
:005

�:191
:516

13 SLSC combined
Full period

:826
:008

:009
:000

�:430
:200

:011
:000

�:920
:202

:021
:001

�:147
:200

14 SLSC combined
Rolling 4-year

:811
:200

:012
:004

�:341
:258

:011
:002

�1:126
:791

:021
:005

:106
:594

15 SLSC restricted
Full period

:831
:307

:010
:003

�:389
7:210

:011
:010

�:851
7:274

:020
:024

�:200
7:234

16 SLSC restricted
Rolling 4-year

:862
:165

:009
:002

�:432
:315

:011
:002

�:997
:736

:021
:006

�:050
:634

Table 5: For full period estimation the table shows parameter estimates with standard errors
below. For rolling 4-year estimation the table reports the time-series mean and standard
deviation of parameters.
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Loadings in Unrestricted 1-Factor Model on ey
Maturity 3mns. 6mns. 12mns. 2yrs. 3yrs. 5yrs. 7yrs. 10yrs.

1st factor :075 :101 :119 :143 :151 :155 :149 :140

Table 6: The transpose of the loading vector B in %.
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Test of HJM drift condition

Hull-White Hull-White SLSC dynamics SLSC dynamics
HJM drift Unrestricted drift HJM drift Unrestricted drift

a �:016 �:017 :772 :772
�1 :010 :010 :012 :012
�1 �:660 �:325
�2 :012 :012
�2 �:586
�3 :022 :022
�3 �:190

�1 �1:296 �2:156 �2:108 �2:156
�2 �1:296 �1:971 �2:039 �1:971
�3 �1:297 �1:978 �1:905 �1:978
�4 �1:297 �1:647 �1:662 �1:647
�5 �1:296 �1:445 �1:465 �1:445
�6 �1:295 �1:226 �1:189 �1:226
�7 �1:293 �1:001 �1:016 �1:001
�8 �1:288 �:852 �:851 �:852

logL 61330 61361 64275 64276
# params. 11 18 15 20

LR 60:776 1:980
�2:95 14:067 11:070

p� val :000 :852

Table 7: Estimation of the Hull-White and the SLSC dynamic models, both with and
without the HJM drift condition imposed. Figures for � are in basis points, and � is
estimated freely when the drift is unrestricted, whereas with HJM drift it is calculated from
parameters a, �, and �. The bottom of the table shows the test of restrictions imposed by
the HJM drift condition using the likelihood ratio test.
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Loadings in Unrestricted 3-Factor Model on ey
Maturity 3mns. 6mns. 12mns. 2yrs. 3yrs. 5yrs. 7yrs. 10yrs.

1st factor :079 :104 :121 :144 :152 :154 :150 :141
2nd factor :079 :073 :054 :031 :016 �:008 �:024 �:030
3rd factor :043 :035 :003 �:020 �:018 �:005 :008 :012

Table 8: The transpose of the loading matrix B in %.
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Hedging Performance - Exploiting Dynamics - Bond

Model Bias Std. dev. RMSE MAE

Target Movement 59:67 132:46 145:27 115:23

HW and ANS
Full period

�:53 19:77 19:78 15:03

HW and ANS
Rolling 4-year

�1:23 20:63 20:67 13:04

SLSC combined
Full period

:65 5:63 5:67 4:33

SLSC combined
Rolling 4-year

:61 6:08 6:11 4:61

SLSC restricted
Full period

:54 9:43 9:45 7:18

SLSC restricted
Rolling 4-year

:65 10:30 10:32 7:77

Table 9: Target is a 5-yr. coupon bond and hedge portfolios are constructed by the method
in Theorem 9 that fully exploits the dynamic interest rate model. Otherwise the format of
the table is equivalent to Table 2. Results are in basis points per month.

Hedging Performance - Exploiting Dynamics - Portfolio

Model Bias Std. dev. RMSE MAE

Target Movement 63:71 148:01 161:14 126:52

HW and ANS
Full period

2:08 25:30 25:38 19:32

HW and ANS
Rolling 4-year

2:34 25:02 25:12 18:19

SLSC combined
Full period

2:89 18:52 18:75 14:07

SLSC combined
Rolling 4-year

2:73 18:51 18:71 14:09

SLSC restricted
Full period

3:59 37:30 37:47 28:42

SLSC restricted
Rolling 4-year

4:05 36:83 37:06 28:39

Table 10: Target is a portfolio of 2-yr., 5-yr., and 10-yr. coupon bonds with weights
(�1; 3;�1) and hedge portfolios are constructed by the method in Theorem 9 that fully
exploits the dynamic interest rate model. Otherwise the format of the table is equivalent to
Table 2. Results are in basis points per month.
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Characteristics of 5-year Target Bond
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Figure 1: The panels in the upper row and the lower left panel show time to maturity, coupon
rate, and duration, respectively, for the target 5-year bond to be hedged each month. These
properties were retrieved from the CRSP monthly treasury �le, selecting the coupon bond
with maturity closest to 5 years, given a liquidity condition. The lower right panel shows
the discrepancy between the actual price of the selected bonds as recorded in CRSP and
the price that results from the FRB yield curve that was applied in the factor analysis. The
discrepancy is shown in per cent that the FRB yield curve implied price exceeds the CRSP
recorded price.
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Characteristics of Target Portfolio
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Figure 2: The panels in the �rst row show the coupon rate of the 2-yr. bond (left) and of
the 10-yr. bond (right) in target portfolio. The panel in the second row plots the duration
of the target portfolio which is the combination of the (2; 5; 10)-yr. bonds in proportions
(�1; 3;�1).
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Loadings in Unrestricted 3-Factor Model
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3yrs. 2:42 :126 -:067
5yrs. 2:32 :386 :026
7yrs. 2:26 :516 :084
10yrs. 2:17 :624 :143

Figure 3: The three columns of the loading matrix B are plotted against maturity and the
values are shown in % to the right.

Loadings in Nelson-Siegel Model
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Figure 4: The three functions Bj (�) in the NS model plotted against maturity � .
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Time Series of a Parameter in Nelson-Siegel Model
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Figure 5: Time series of a in the rolling 4-year estimations of the NS model with 95%
con�dence bands. The x-axis gives the end date of the 4-year estimation window. The solid
horizontal line indicates the full period estimate of a and the dashed line is the value chosen
by Diebold & Li (2006).

Loadings in 4-Factor Models
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Figure 6: The panel to the left plots the columns Bj in the unrestricted 4-factor model
against maturity and the panel to the right draws the four functions Bj (�) from the aug-
mented NS model.
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Time Series of a in the SLSC Combined Model
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Figure 7: Time series of estimated a with 95% con�dence bands in the rolling 4-year esti-
mation of the SLSC combined model. The x-axis gives the end date of the rolling windows.
The solid horizontal line indicate the corresponding full period estimate of a.

Time Series of � and � in the SLSC Combined Model
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Figure 8: The left panel shows the time series estimates of the volatility parameters
(�1; �2; �3) in the 4-yr. rolling window estimation of the combined SLSC model. For the
same model the right panel shows the time series of rolling estimates of the market price
of risk parameters (�1; �2; �3). In each panel the parameter with index 1, 2, and 3 are the
solid, the dashed, and the dotted line, respectively.
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Time Series of Factors in the SLSC Combined Model
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Figure 9: Time series of �tted factors in the SLSC combined model with the level factor, the
slope factor, and the curvature factor in the upper, middle, and lower panel, respectively.
The �tted factors are the smoothed Kalman �lter estimates and thus use the full series of
yield data, i.e., E (fnjyt0 ; ::; ytN ).
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Hedge Weights
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Figure 10: The panels show the weights on each zero-coupon bond instrument in hedges of
target portfolios with the (2; 5; 10)-yr. coupon bonds in proportions (�1; 3;�1). The upper
right panel is for full period estimation of the NS model, whereas the remaining three panels
in the �rst two rows are for rolling window estimation of the NS model, with value matching
not imposed in the left panel of the middle row and 	 = T �2 used to form the hedge in the
right panel of the middle row. In the bottom row the panels are for rolling estimation of
the HW model, to the left, and for the SLSC combined model to the right.
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Jump Testing and the Speed of Market Adjustment
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Abstract

Asymptotic properties of jump tests rely on the property that any jump occurs

within a single time interval no matter what the observation frequency is. Market

microstructure e�ects in relation to news-induced revaluation of the underlying vari-

able are likely to make this an unrealistic assumption for high-frequency transaction

data. To capture these microstructure e�ects, this paper suggests a model in which

market prices adjust gradually to jumps in the underlying e�cient price. A case study

illustrates the empirical relevance of the model, and the performance of di�erent jump

tests is investigated here and in a simulation study. Evidence indicates that tests

based on the largest of scaled price increments perform better than tests comparing

measures of variability. Resolving the matter by testing at lower frequencies turns out

to be less straightforward.
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Chapter 3

1 Introduction

This paper argues that otherwise discontinuous changes in an economic variable may easily

be disguised by market microstructure e�ects in high frequency observations of the variable,

such that jumps will be di�cult to detect using recently developed tests.

Discontinuous movements in �nancial variables have important implications for central

issues such as risk management and derivatives pricing. If the variable of interest occa-

sionally moves in jumps, perfect hedges and risk-less replication will only be feasible in

exceptional cases, since some risk can no longer be removed by trading frequently enough

as in purely continuous models, see Merton (1976) and Naik & Lee (1990). The relevance of

including jumps in models of asset prices and interest rates has among others been studied

by Bakshi et al. (1997) and Johannes (2004). Deciding whether jumps are needed in the

underlying continuous-time model is not a trivial task, since we only have discrete-time

observations. Di�erent inference techniques for determining whether the observed move-

ment of a variable is su�ciently described by continuous behavior alone or should include

a jump component have therefore appeared in recent literature, A��t-Sahalia (2002), Carr &

Wu (2003), Barndor�-Nielsen & Shephard (2006), Lee & Mykland (2008) and A��t-Sahalia

& Jacod (2009).

Inference methods to detect jumps rely on the property that a jump will always be

included in a single increment of the observed variable at any observation frequency. Since

continuous variation, on the other hand, decreases with the length of the interval, jumps

become asymptotically identi�able as the observation frequency is increased. The recent

advent of high-frequency data with observations on all transactions or quotations therefore

potentially improves empirical implementation of the di�erent testing methods.

Dealing with high-frequency observations is complicated by the possibility that variables

may not be perfectly observed. If observations include additive white noise, and this is

neglected in the model and estimation method, then the resulting error committed will

typically be negligible for observations at low frequency. However, with the amount of noise

in an increment not depending on interval length, the signal-to-noise ratio decreases as

the frequency of observations is increased. Therefore, the desirability of using as frequent

observations as possible is in this case countered by noise becoming an increasing part of

observed movements.

Market microstructure, the �ne structure of how prices are formed in markets, may a�ect

prices and lead to deviations from the price described by asset pricing theory, the e�cient

price. For instance, white noise may arise in transactions prices as a consequence of a bid-

ask spread set by a market maker to cover operating costs of maintaining a liquid market,

cf. Roll (1984). This type of noise and its potential for biasing tests at high frequencies is

recognized in the jump testing literature. For example, A��t-Sahalia & Jacod (2009) discuss

the phenomenon in relation to their test, while Jiang & Oomen (2008) and Podolskij &
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Ziggel (2008) suggest ways to obtain robustness to such noise.

Microstructure e�ects leading to more complicated noise properties than white noise

have received limited attention in relation to testing for jumps. This is in contrast to the

situation in the microstructure literature, in which the trading process generally is not seen

as independent from changes in the underlying price, thus opening the potential for price

related noise. Examples of models with microstructure e�ects related to underlying price

movements are the asymmetric information models by Glosten & Milgrom (1985) and Easley

& O'Hara (1992), in which buy and sell orders convey private information about asset value

and therefore a�ect the market price permanently.

More relevant in relation to jump tests, though, are microstructure e�ects that limit

the adjustment speed of market prices to changes in the e�cient price. Such e�ects may

be related to the market clearing process, e.g., stale limit orders and requirements on the

market maker to maintain price continuity. They may be related to agent repositioning, such

as time to revaluate the asset, to determine the desired position, and to update orders, or

they may be related to dissemination of information, which need not be immediately known

by all agents. Some of these e�ects are discussed by Goldman & Beja (1979), who suggest

a model to describe the movement of market prices when such e�ects are present. They are

also discussed by Hasbrouck (1991) as e�ects that may cause the trade innovation not to be

entirely due to private information. Hasbrouck & Ho (1987) �nd that the autocorrelation

pattern in transaction prices is negative at �rst lag and positive for a couple of lags above, and

they show that this pattern can be obtained by a combination of gradual price adjustment

and white noise. Amihud & Mendelson (1987) investigate di�erences between clearing house

and dealership market types, in relation to a model with gradual price adjustment.

If the speed of market adjustment to changes in the e�cient price is limited, then a jump

in this underlying price need not be fully included in a single transaction price increment.

Since this property is central to jump tests, such e�ects are likely to cause problems for the

tests.

To investigate the impact of e�ects that limit market adjustment speed on jump tests,

I suggest a model inspired by Goldman & Beja (1979), but where gradual adjustment in

market prices occurs only in relation to discontinuous movements in the underlying price.

Such jumps are mainly due to new information and this model therefore emphasizes e�ects

related to information dissemination and agent repositioning. The behavior of the observed

log price, Y , follows a model that is a modi�cation of a standard jump-di�usion model,

dYt = �tdWt + dJt;

dJt = � (J�t � Jt) dt+ �td ~Wt; J0 = J�0 :

The drift term in Y is omitted as the model is applied to short time periods for which this

is less relevant, whereas the di�usion term is standard with a stochastic volatility process �.
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The jump term is where the model di�ers from the usual jump-di�usion model. J� is the

compound Poisson process that captures discontinuous changes in the underlying price, but

at high-frequency these are only observed in a gradual fashion described by J that enters the

log-price Y . As shown by the second equation the observed part of the jump moves toward

the underlying jump term with an average speed proportional to the distance of these terms

and with some disturbances governed by �. The coe�cient � determines the speed of price

adjustment and can be seen as a measure of market e�ciency. Although the high e�ciency

of asset markets implies a high value for �, the suggested model may still produce signi�cant

deviations from a standard jump-di�usion model in high-frequency observations.

Jumps in the underlying price enter observed prices only through a jump in the drift

term, and the suggested model for market prices therefore remains continuous even when

the underlying jump term is active. It is then relevant to consider whether this model

should be seen as an alternative for which we want to reject the null model of a standard

continuous di�usion. The large � implied by e�cient markets leads to a large, short-lived

drift term following an underlying jump, and as a consequence to price behavior that is

very di�erent from that in a di�usion model with a conventional drift term. The practical

implication of accepting that a variable can be described by a continuous model is that one

then approximately can trade at every intermediate price when it changes from one level to

another. However, this may seem as an unreasonable approximation for the suggested model.

Thus when the underlying jump term is active, we would most likely want to conclude that

this is indeed an alternative model, although it is continuous per se.

A case study illustrates that stock price behavior well described by the suggested model

occurs empirically. Transaction prices appear at �rst glance to jump, but going to the

highest frequency, the move turns out to be a series of small changes in the same direction

in line with the gradual price adjustment model.

Three jump tests are investigated in relation to gradual price adjustment. The �rst

two compare di�erent estimates of variability of the underlying process over the sample.

Thus, Barndor�-Nielsen & Shephard (2006) consider bipower variation relative to quadratic

variation, while A��t-Sahalia & Jacod (2009) compare variability at di�erent time scales.

Central to these tests is the comparison of consecutive increments in the sample. The

third test is inspired by Lee & Mykland (2008) and uses extreme value theory to test if an

increment is too big relative to local variation. This test depends less directly on the relation

between neighboring increments than the other two tests. In this paper's application the

Lee & Mykland (2008) test is modi�ed slightly in two ways. It is applied directly as a test

for jumps in the full series of observations and small sample extreme value theory, rather

than asymptotic, is used to obtain critical values.

The performance of the three jump tests is illustrated in the empirical transaction price

data and investigated further in a simulation study, both under standard speci�cations for
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the price and with the suggested model. Tests are applied to increments that are sampled

from the full record of transactions at a given time interval, �, starting from an initial point,

t0. The variation in test results over these parameters in the empirical case illustrates the

issue of whether a jump can be observed at any short time interval. The simulation study

con�rms the problems of the tests with detecting a jump in the underlying price when

the observed price is a�ected by the microstructure e�ects in question. Tests comparing

consecutive increments are most a�ected by the noise, while the test using the largest of

scaled increments has higher power against the suggested price process. The large variation

in test results over di�erent sample starting points suggests that aggregating tests in this

direction is important.

The next section sets up the testing framework. Section 3 describes tests that compare

variability measures, while tests based on the size of the largest increments are discussed in

section 4. The empirical case is presented in section 5. Microstructure noise is discussed

in section 6, leading to the proposed model, and a re-evaluation of empirical results. The

Monte Carlo simulation study is in section 7, while section 8 concludes.

2 Setting

The goal of jump tests is to determine if a continuous model can adequately describe discrete-

time observations, or whether it is necessary to include a jump component in the model.

The continuous-time price behavior is never fully observed, so the goal of the tests cannot

be to decide about continuity objectively. Indeed, su�cient �ne-tuning of model parameters

can produce sudden changes in continuous models to the same degree as jumps over discrete

observation intervals. Therefore, any test to infer from discrete observations about continuity

must impose restrictions on the possible processes in the continuous model. A continuous

model implies the ability to trade at any intermediate price when the price moves from one

level to another. This for example has implications for hedging possibilities. Thus also for

practical reasons does it make sense to impose restrictions on the possible continuous model,

such that inability to reject continuity is not caused by the possibility that a di�usion model

with wild parameter behavior may be able to explain the discrete observations.

For the alternative to continuity, I only consider �nite jump activity, although some of

the discussed tests have been shown to also have power against in�nite active jump terms.

This focus is relevant in relation to microstructure e�ects that may limit market adjustment

to news-induced price changes.

The jump tests are presented in the following framework. Let the process Yt be driven

by Brownian motion, Wt, and a compound Poisson process, Jt, such that

YT = Y0 +

Z T

0

atdt+

Z T

0

�tdWt + JT : (1)
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Here a and � are progressively measurable processes guaranteeing that (1) has a unique

strong solution, which is adapted and right continuous with left limits. The compound

Poisson process can be written as JT =
PNT

j=1 cj, where Nt is a Poisson process with intensity

�t <1, and cj are the jump sizes, which are nonzero random variables.

Over a time period [0; T ], we observe Yt at evenly spaced intervals of length �. This gives a

record of observations, fYt0 ; Yt1 ; :::; Ytng, where t0 2 [0; �), ti�ti�1 = � and n = b(T � t0) =�c.
The main quantities to be analyzed are the observed changes in Y , therefore write the i'th

observed increment over an interval of length � as y�i = Yti � Yti��. The assumption that

observations will be evenly spaced is clearly simplifying in many applications such as for

stock prices with observations on either trades or quotes, which in reality occur at random,

irregularly spaced times. Therefore, to get evenly spaced observations, a calendar time

conversion is necessary from the full data set. This will be discussed when used in the

empirical section.

To restrict the possible continuous models, I follow Lee & Mykland (2008) and assume

that the drift and volatility functions do not vary too quickly over time,

sup
i
sup
s��

jati+s � atij = O
�
�1=2�"

�
(2)

sup
i
sup
s��

j�ti+s � �tij = O
�
�1=2�"

�
; (3)

for some " > 01. These assumptions are also su�cient for the tests by Barndor�-Nielsen

& Shephard (2006) and A��t-Sahalia & Jacod (2009), although these authors allow for more

exibility.

The restriction on the volatility function ensures that any large change in discretely

observed prices may not equally well be the result of a sudden large increase in volatility

and thus come from continuous movement rather than from a jump. The set-up allows for the

leverage e�ect, since nothing constrains price and volatility from being negatively correlated.

Yet, as volatility cannot change too quickly, a leverage e�ect by opposite simultaneous jumps

in price and volatility is excluded. It may already now be noted that the price adjustment

model hinted at in the introduction violates the assumptions (2)-(3) as the drift includes a

jump, and thus presents a di�erent alternative than jumps to a nicely behaved continuous

model. The power of the tests against this non-standard alternative will be investigated later.

First the jump tests are introduced to test against the standard alternative hypothesis in

which jumps are perfectly observed.

It is standard procedure to de�ne the null and alternative hypotheses for the jump tests

1Note, the inclusion of " allows for functions behaving like �1=2 log (1=�) as � ! 0, while still not including
functions with changes decreasing at the slower order �� for � > 1=2. As seen from (12) this matters when
it comes to letting drift and volatility themselves be driven by Brownian motion.
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as

H0 : NT = 0 vs: HA : NT > 0: (4)

Thus, the tests detect whether the realized path includes jumps, not whether a jump term

is present in Y . This way of de�ning the hypotheses for jump tests di�ers from conventional

testing methodology, since it is not a test of a property of the hypothesized population from

which data is a realization. In theory we should test if a jump component, J , is included

in Y or not, but a continuous model can never be distinguished from one with a jump term

that has not jumped yet, NT = 0. Thus the best we can do is to test for jumps up to T ,

though �nding NT = 0 does not preclude the presence of an inactive jump term. The next

two sections present the jump tests.

3 Tests Comparing Measures of Variability

3.1 Quadratic and Bipower Variation

While quadratic variation measures variation from both continuous movements and jumps,

bipower variation is designed only to capture variation from the continuous part. Therefore,

when estimators of these quantities are properly compared, the jump component can be

separated out and a test of continuity is obtained.

The quadratic variation of YT in (1) is the integral of squared volatility plus the sum of

squared jumps. Realized quadratic variation, the sum of squared increments, is a consistent

estimator, as it can be shown to converge in probability to quadratic variation as � ! 0,

[Y�]T =
nX
i=1

�
y�i
�2 P!

Z T

0

�2tdt+

NTX
j=1

c2j : (5)

As an estimator of integrated variance robust to jumps, Barndor�-Nielsen & Shephard

(2004) introduce realized bipower variation, the sum of the product of consecutive absolute

increments. In a process with a �nite number of jumps, the probability of jumps in con-

secutive increments goes to zero as the time interval is decreased. Therefore, possible jump

increments get multiplied by neighboring small increments from continuous movement, and

in the limit jumps do not a�ect bipower variation. It is therefore possible to show that

realized bipower variation converges in probability to scaled integrated variance,

fY�g[1;1]T =

nX
i=2

��y�i �� ��y�i�1�� P! �21

Z T

0

�2tdt; (6)

as � ! 0. The constant �1 is the �rst absolute moment in the standard normal distribution.

Comparing the two variability estimators, we see that the jump term becomes asymptot-
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ically identi�ed. The respective probability limit under the null and alternative hypotheses

for the ratio between the two estimators scaled by ��21 can be seen from (5) and (6) to be

R̂ (�) =
��21 fY�g[1;1]T

[Y�]T

P!

8>>><>>>:
1 H0

1�
PNT
j=1 c

2
jR T

0 �2tdt+
PNT
j=1 c

2
j

HA:

(7)

Barndor�-Nielsen & Shephard (2006) obtain results for the asymptotic distribution for both

this statistic, as well as for a linear di�erence statistic, and construct feasible tests. Since

the adjusted ratio test seems to perform best in their Monte Carlo study, I will focus on this

test.

Appropriately scaled, the ratio statistic converges in distribution to an N (0; 1) variable

under the null of no jumps. From (7) small values are critical to the null and a one-sided

approximate con�dence interval can be constructed. At signi�cance level � the critical value

for the ratio statistic is

C�R = 1� z1��

0B@�#max
8><>:T�1; fY�g

[1;1;1;1]
T�

fY�g[1;1]T

�2
9>=>;
1CA

1
2

:

Here # = (�2=4)+�� 5, z1�� is the 1�� quantile of the standard normal distribution, and
we have to compute the realized quadpower variation, fY�g[1;1;1;1]T = ��1

PbT=�c
i=4

Q3
j=0

��y�i�j��.
3.2 Variability at Di�erent Sampling Frequencies

Consider the sum of absolute increments to the p'th power,

B̂ (p; �)T =
nX
i=1

��y�i ��p : (8)

The test suggested by A��t-Sahalia & Jacod (2009) exploits that the limit for p > 2 of the

sum in (8), as � goes to zero, is di�erent with and without jumps in the process. If jumps

are present, B̂ converges to a �nite, non-zero limit, whereas if the process is continuous,

the limit is zero and the convergence speed depends on the sequence of �'s going to zero.

The idea is therefore to compare (8) at di�erent interval lengths, �. If the sums are of the

same size, the evidence points toward jumps in the process, whereas if they are su�ciently

di�erent, it points toward continuity.

B̂ is equal to realized quadratic variation for p = 2, B̂ (2; �)T = [Y�]T , in which case we

just saw that both continuous and jump variation are captured by the statistic. On the
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other hand, when p > 2 discontinuous movements will dominate as � decreases,

B̂ (p; �)T
P!

NTX
j=1

jcjjp for p > 2: (9)

When there are no jumps, the limit in (9) is clearly zero, but by scaling appropriately a

positive, �nite limit is obtained. We have that

�1�p=2

�p
B̂ (p; �)T

P!
Z T

0

j�tjp dt = A (p)T under H0; (10)

as � ! 0, where �p is the p'th absolute moment in the standard normal distribution.

Now compare the B̂ statistic at two time-scales, � and m�, for some integer m > 1.

Based on the convergence properties in (9) and (10), the ratio of B̂ at the slower time-scale

to that at the faster satis�es

Ŝ (p;m; �) =
B̂ (p;m�)T
B̂ (p; �)T

P!

8>><>>:
�1�p=2

(m�)1�p=2
= mp=2�1 H0

1 HA;

(11)

and therefore gives a statistic, Ŝ, that can be used to discriminate between jumps and

continuity. The design parameters p and m are set to p = 4 and m = 2 as suggested by

A��t-Sahalia & Jacod (2009).

To determine whether Ŝ is far enough from the asymptotic value under H0 to reject

this hypothesis, the distribution of the statistic under the null is needed. A��t-Sahalia &

Jacod (2009) show that with appropriate scaling Ŝ converges in distribution to an N (0; 1)

variable as � ! 0 when there are no jumps. For �xed �, this is used as an approximate

distribution for Ŝ, and from (11) small values are critical for the null hypothesis. At � level

of signi�cance the critical value can be found to be

C�
Ŝ
= 2� z1��

 
�M (4; 2)

Â (8; �)T
Â (4; �)2T

!1=2
:

Again, z1�� is the 1 � � quantile of the standard normal distribution, M (4; 2) = 204, and

Â (p; �)T =
Pn

i=1

��y�i ��p I���y�i �� �  �$
	
is the realized truncated p'th variation, which for

constants  > 0 and $ 2
�
0; 1

2

�
estimates A (p)T . The choice of  and $ is important for

�nite sample properties of the test, since Â (p; �)T should only include y
�
i 's that are due to

continuous movement. Recommended values are  at about 3 � 5 times of average � and
$ close to 1

2
.
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4 Tests Based on Largest Increments

The possible variation due to continuous movement decreases with the length of the time

interval. Thus for su�ciently small intervals, jumps can be detected as increments, y�i ,

that are numerically too large to come from continuous variation. To base a test on this

observation, it is necessary to determine how much the process can move continuously, or

equivalently, to determine the distribution of the largest increments generated by continuous

movement alone. Results about this distribution ultimately come from the independent,

normally distributed increments of the Wiener process, but a crucial element is to account

appropriately for scaling by the volatility term, which may be time-varying.

Identi�cation as large increments Over short enough time periods, the di�usion term

of the process (1) is much larger than the drift term. The �rst step to �nding an upper

limit on continuous movement is therefore to determine how much the Wiener process can

move. The modulus of continuity, wf (�), of a function f measures the the largest change

in function value over intervals less than or equal to �. For W this is a random quantity,

which can be shown to have the property

sup jWt �Wsjp
2� log (1=�)

! 1 (a:s:) for � ! 0; (12)

for 0 � s < t � 1 and jt� sj � �. Therefore, for short time intervals Brownian movements

will approximately be of size
p
2� log (1=�).

Allowing for volatility, when this is bounded, will not change the convergence order of

the di�usion term, Op

�p
� log (1=�)

�
, and this dominates the drift term. In contrast, given

that there is a jump in the interval (ti � �; ti], the size of the jump movement does not

depend on the length of the interval, it is of order Op (1).

Together, these results con�rm that at su�ciently short time periods jumps can be

observed as increments that are too large relative to Brownian increments times a constant

to adjust for volatility. Further results on almost sure identi�cation of jumps by this method

are given in Mancini (2004) and Mancini & Reno (2006), who apply this to clean for jumps in

truncated quadratic variation estimators of volatility. For inference on whether the process

included jumps, we need distributional results.

Approximate normality The independent, normal increments of the Wiener process

are perturbed by the general stochastic volatility term in the process (1) to more general

distributions for the increments of the di�usion term. For short time intervals and well

behaved volatility, though, the normal distribution remains a valid approximation. De�ne

the set of i's for which the process has no jumps in the interval (ti � �; ti] as G�. Then for
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short time intervals we have approximately that

y�i
a� N

�Z ti

ti��
asds; IV

�
i

�
for i 2 G�;

for integrated variance, IV �
i =

R ti
ti�� �

2
sds. With estimates of integrated drift and variance,

the increments, y�i , can be scaled to get a series of approximately standard normal variables.

It is then relatively straightforward to obtain results for the largest scaled increments in G�

by using available results for extremes in the standard normal distribution.

For any reasonable drift term in (1), changes in Y due to this term over short time

intervals are much smaller than changes in the di�usion term. Also, relatively large errors

in estimation of the drift will decrease the precision in estimates of integrated variance.

Therefore, for standardizing observed increments, the drift is set to zero, and the focus will

be on adjusting for integrated variance. This follows Lee & Mykland (2008), and standard

practice in many applications with short time intervals.

Estimation of Integrated Variance Scaled bipower variation, ��21 fY�gT was discussed
in (6) as a jump robust estimator of integrated variance over the period [0; T ]. Here, we need

the estimate over a short time interval of length � and cannot rely on observations within

the interval. Instead, due to the assumption that volatility does not change too quickly, IV �
i

can be estimated using a local window around the interval of interest. Speci�cally, let the

local window be K increments to either side of the i'th, such that we consider a window of

2K + 1 increments,
�
y�i�K ; :::; y

�
i ; :::; y

�
i+K

	
. Then the estimator based on bipower variation

is cIV �

i =
��21

2K � 1

i+KX
j=i�K+1

��y�j �� ��y�j�1�� : (13)

For this to be a consistent estimator as � ! 0 the number of increments in the window must

increase to in�nity, K !1, but slow enough that the window length goes to zero, K� ! 0.

Scaled Increments With the estimate of integrated variance in place, the increments

can be scaled to obtain a series of variables whose distribution is approximately equivalent

to a series of independent N (0; 1) variables for non-jump intervals,

ẑ�i = y�i =

qcIV �

i
a� N (0; 1) for i 2 G�: (14)

This approximation follows from the asymptotic result in theorem 1 of Lee & Mykland

(2008), from which

sup
i

��ẑ�i � zi
�� = Op

�
�3=2�����"

�
for i 2 G�; (15)
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where the zi's are independent N (0; 1) random variables. The window length in estimation

of integrated variance (13) satis�es K 2 Op
�
���
�
for � 2

�
1
2
; 1
�
, � is a constant satisfying

0 < � < 3=2 � �, and (15) holds for all " > 0. In other words, the condition holds for

positive exponents, so the largest distance between ẑ�i and zi goes to zero with �, and the

approximation error in (14) decreases as time intervals become shorter.

To detect jumps we can, as argued above, use the property that the size of the jump

movement does not decrease with �, conditional on a jump in (ti � �; ti]. Since IV
�
i ! 0 for

� ! 0, the scaled increments tend to in�nity for jump intervals,

��ẑ�i ��!1 for � ! 0 and i =2 G�: (16)

Comparing this to (14) a test for jumps should check if the largest scaled increments are

abnormally large relative to extremes in independent draws from the standard normal dis-

tribution.

Results from Extreme Value Theory For a series of n independent variables with

symmetric distribution around zero, fX1; :::; Xng, de�ne the largest absolute value asQ (n) =
maxi=1;:::;n jXij. The probability of no Xi's numerically larger than u is the probability of

no successes in n independent draws with probability equal to that of jXij > u. Hence, the

distribution function for the largest absolute value of n independent N (0; 1) variables can

be calculated as

P (Q (n) � u) = P
�
Vn;2(1�F (u)) = 0

�
; (17)

where Vn;p � Bin (n; p) and F is the cdf. for each Xi, see the appendix for details.

Instead of the exact extreme value result in (17), Lee & Mykland (2008) use asymp-

totic theory. Properly scaled, extremes of samples from the normal distribution converge

in distribution to the Gumbel distribution, also called the double exponential distribution,

which has cdf. � (x) = exp (� exp (�x)). Using this asymptotic result to approximate the
distribution in �nite samples gives the distribution function in closed form and therefore

simpli�es calculation of critical values. On the other hand, the convergence rate of normal

extremes to the Gumbel distribution is very slow. Even for optimal choices of normalizing

constants, the rate of convergence will not exceed (log n)�1. This is slower than the power

convergence obtained for ẑ�i to standard normal variables in (15). So despite the relatively

large number of increments obtained from high-frequency data, using the Gumbel distri-

bution will be a further approximation. Though (17) is not in closed form, evaluation and

inversion is straightforward on standard numerical software, which must be applied anyway

to handle the large high-frequency data set.
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4.1 Extreme Value Test

The results in the previous subsections are now collected to a test for jumps in the path

of Y up to T . Under the null hypothesis of no jumps, all i 2 G�, so from (15) the se-

quence ẑ�1; :::; ẑ
�
n is approximately independent, standard normally distributed. Therefore,

the largest absolute value in this sequence,

Q̂ (�) = max
i=1;:::;n

��ẑ�i �� ; (18)

has a distribution approximately equal to that of Q (n) in (17) with F = �. Note that �

is used to indicate the length of the sequence, since for a given time period this implicitly

determines the number of observations, n = b(T � t0) =�c. Under the alternative hypothesis
some interval has a jump, i =2 G�, and then from (16), the Q̂ statistic will be large relative

to the distribution under the null hypothesis. The extreme value test (EV test) for jumps

is then a one-sided test, for which the critical value for Q̂ (�) at � level can be found from

C�Q = fu : P (Q (n) � u) = 1� �g :

This is solved numerically using (17), for example for � = 5% and n = 760, corresponding

to a trading day with observations every 30 seconds, the critical value would be C�Q = 2:88.

The test in Lee & Mykland (2008) is, in contrast to the formulation here, a test for jumps

in each individual time interval. Their test thus compares each
��ẑ�i �� to the distribution of the

maximal absolute increment over the full period. By this method the test in each interval

will be conservative, i.e., have lower probability of spuriously detecting a jump than the

chosen signi�cance level. The full sample path can be tested for jumps by applying the

individual test to all increments, but as seen in their table 4, the resulting size is much lower

than the chosen one. By directly focusing on a global test, the method in the present paper

implies that the size of the global test is approximately the one chosen for the critical value,

as will be con�rmed in the simulation study. This makes the comparison to other jump tests

more even.

5 Empirical Case

The performance of the jump tests is now studied in relation to a case of intraday transaction

price observations for a single stock on the New York Stock Exchange. This series was chosen

to investigate the performance of tests in a case where the price appears to change abruptly

following a company news announcement.

Data Tick-by-tick data for General Motors (GM) on October 6, 2006 is collected from the

NYSE trades and quotes (TAQ) database. This gives the full record of intraday transactions,
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Illustration of the Filtering Procedure

Figure 1: The crosses mark all recorded transaction prices and those with a circle around are
removed by the �lter. The price series used for the tests is the median of remaining transaction
prices each second as indicated by the line.

including price, volume, and time stamp for each of the 128,702 trades observed this day.

I refer to Brownlees & Gallo (2006) for a discussion of data handling issues in dealing

with this type of ultra high-frequency data. First, wrong or inaccurate ticks are removed as

indicated by the CORR and COND �elds in the TAQ database. This removes 376 trades.

Next, a �lter is applied to remove records that do not seem to come from plausible market

activity. These are trades with prices signi�cantly di�erent from the prices of the surrounding

trades. I use the �lter suggested by Brownlees & Gallo (2006) to identify these trades: For

each observation i, calculate the d-trimmed mean and standard deviation, si (k; d), in a

window of k=2 observations to either side. Then remove observation i if the price is further

away from the trimmed mean than 3si (k; d) + �, where � is a granularity parameter set to

avoid very small thresholds due to a sequence of trades at the same price. With parameter

values at k = 60, d = 10%, and � = :02, the �lter removes 432 observations, leaving a

cleaned data set of 127,894 observations.

The time stamp of each transaction is recorded in seconds, so during the 6:5 hour trading

day, corresponding to 23,400 seconds, several trades have the same time stamp. For seconds

with multiple trades, I choose to use the median of the recorded prices, and when an even

number of di�erent prices are observed, volume decides which of the middle prices to use.

This reduces the data set to 15,060 observations with di�erent time stamps, which will be

considered as the basic, cleaned data set. Figure 1 illustrates the �ltering procedure over an

interval of four minutes with high activity.
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Transaction Prices and Accumulated Volume

Figure 2: The left panel draws the cleaned transaction price data series and to the right is shown
the accumulated volume over the trading day.

The left panel of Figure 2 shows the cleaned price process over the full day, clearly

illustrating the abrupt price drop at about 12PM . The accumulated volume is shown in the

right panel of Figure 2. Notice the increase in speed of trade following the price drop. New

information about the company was released approximately at 12PM that day, when it was

announced that a central member of the board had chosen to resign, citing concerns over

the company's ability to compete in the market among other reasons for the resignation.

Tests To avoid adjusting tests to account for unevenly spaced observations, the price

series will be subsampled at intervals of length � to get data in proper format. This calendar

time conversion also facilitates the study of how the tests perform at di�erent observation

frequencies as � is easily adjusted. Thus, for starting point t0, the subsampling procedure

selects observations at seconds ft0; t0+�; t0+2�; :::g. If for some t0+i� there is no observation,
the most recently recorded transaction prior to this time is used, similarly to the method in

Andersen, Bollerslev, Diebold & Ebens (2001). Since the GM data set has observations at

about 2=3 of the seconds during the trading day and the shortest sampling interval used is

15 seconds, the approximation implied by the procedure seems acceptable.

It is important to check results over di�erent sample starting points, t0. For a time step

of � seconds, there are � possible starting points, f0; 1; :::; � � 1g, that give rise to completely
di�erent sets of increments. For the BNS and EV tests, this is also the number of starting

points to consider, while for the AJ test, one also samples at intervals of length 2�, and must

thus check twice as many starting points.

To estimate integrated variance, cIV �

i in (13), for the EV test, the window size parameter

is set to K =
l
120
p
30=�

m
, where � is measured in seconds. This implies, e.g., that a local

window of 2 hours is used for � at 30 seconds. For ti with less than K observations to either

side, the window is shifted to keep the same length, while for the most infrequent sampling
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Jump tests at 15 sec., 30 sec., and 1 min. intervals.
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Figure 3a: The columns from left to right show results of the AJ, BNS, and EV tests. In the rows
from top to bottom the tests are applied to 15 sec., 30 sec., and 1 min. intervals, respectively. In
each case results are shown for all relevant di�erent sample starting values. The dots are values of
the test statistics and the lines are critical values at the 5% signi�cance level. The AJ and BNS
tests must be less than the critical value to be critical for the null and the EV test must exceed it.

method, � at 10 minutes, a constant IV estimate over the full day is used.

The AJ, BNS, and EV jump test statistics, Ŝ (4; 2; �), R̂ (�), and Q̂ (�), were calculated

for intervals of length 15 and 30 seconds, and 1, 2, 5, and 10 minutes. Tests are generally

designed to work best for short intervals, but were also applied to longer intervals, 1 minute

and above, for which one runs the risk of averaging out jumps. This was done to check if it

can solve the problem of not observing an underlying jump immediately. Thus the longer

intervals potentially increase the chance of capturing the full adjustment in the market price

in a single increment. Since test statistics were calculated for all relevant di�erent sample

starting values, the results are shown graphically in �gures 3a and 3b. Also shown are the

corresponding critical values at the 5% signi�cance level. R̂ and Ŝ statistics below their

critical values and Q̂ statistics above its critical value indicate evidence of jumps.
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Jump tests at 2, 5, and 10 minute intervals.
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Figure 3b: Continued. The rows from top to bottom are for 2, 5, and 10 minute intervals,
respectively.

Results The AJ test does not reject the null hypothesis at the 5% signi�cance level at any

frequency considered. This holds independently of the chosen starting point. For interval

lengths up to 2 minutes the Ŝ (4; 2; �) statistic is close to or above 2, the asymptotic limit

under continuity. For 5 and 10 minute intervals the statistic is for many starting points

close to 1, the limit if there are jumps. For these longer time intervals, though, an even

lower statistic is required for signi�cance at the 5% level, since the resulting small number

of increments reduces the power of the test. Large variability in test statistics over the

starting point of the sample is seen in general, but the e�ect is most pronounced for longer

time intervals where some values are close to 1 and others far above 2.

Apart from a few signi�cant values for 15 second intervals, the BNS test does not show

evidence against continuity for interval lengths up to 2 minutes. In general for these frequen-

cies, the ratio statistic is close to 1, its asymptotic value under the null. For the two longest

time intervals, the BNS test does show some evidence of jumps in the observed data series,
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as the statistic is signi�cant for many starting points. For other starting points though, the

statistic is close to 1, so the conclusion depends on where the sample is started.

The EV test statistic is signi�cant at the 5% level for all frequencies and over all starting

points, apart from a few values for 1 minute intervals. Accordingly, this test rejects the

continuous model at the 5% level for practically all the speci�cations considered. Still, the

values of the test statistic depend on the starting point. Notice that the pattern over starting

points is similar to that for the BNS test for the two longest time intervals, recalling that

high and low values, respectively, are critical for these two tests. For example, for 5 minute

intervals, starting point t0 in the range of 150� 200 seconds show least evidence of jumps,
while values in the ranges 0�100 and 250�300 show more evidence of jumps for both tests.

6 Microstructure Noise

The results in the case study are di�cult to reconcile with perfect discrete-time observations

of a price that follows a process of the jump-di�usion type given in equation (1), regardless

of whether the jump term is active or not. In particular is it di�cult to explain the large

variation in results over di�erent sample starting points, and the fact that some statistics

deviate from their asymptotic value under continuity in the opposite direction of what they

should in case of jumps. This section argues that noise in price observations may be the

reason for these test results. To this end, a model is introduced, under which test statistics

are likely to behave as observed in the case study. In the proposed model, noise arises from

�nite speed of market adjustment.

Underlying the model (1) is an assumption of perfect observations of prices as described

by asset pricing theory. Observed transaction prices, though, are a�ected by frictions arising

from the trading process, i.e., market microstructure e�ects. Examples of such e�ects include

price discreteness and the bid-ask spread, but also e�ects arising from the manner in which

information gets incorporated into prices, e.g., the way a market maker adjusts quotes

taking the possibility of privately informed traders into account. Microstructure e�ects lead

to transitory deviations from the e�cient price, the price given by asset pricing theory.

Therefore, in some applications the frictions may be disregarded, while in others, such as

applications using high-frequency data, microstructure e�ects may be a �rst order important

factor driving results.

A standard way to incorporate microstructure e�ects in observed prices is to separate

them into a noise term around the e�cient price described by asset pricing theory. In an

additive noise model for log-prices, Yt would thus be the sum of the e�cient log-price, Y �
t ,

and a noise term, "t, that captures the e�ect of microstructure,

Yt = Y �
t + "t: (19)
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Now, it is the e�cient price, Y �
t , that follows the model in (1), while di�erent types of market

frictions imply di�erent statistical properties of the noise term, "t, regarding its own serial

dependence and its relation to Y �
t . This section �rst discusses microstructure e�ects related

to the standard statistical assumption of white noise in observed prices. Then microstructure

e�ects particularly relevant to the observation of discontinuous price changes are discussed,

leading to a suggestion of related properties for the noise term in observed prices.

White Noise The simplest illustration of microstructure e�ects is white noise around the

e�cient price. Thus, "t in (19) has zero mean and is serially uncorrelated and independent

of Y �
t . Noise with these statistical properties may result from a setting with a market maker

that maintains a bid-ask spread to cover inventory and order processing costs, as in the model

by Roll (1984). When the spread is set only to cover operating costs, symmetrically around

the e�cient price, then random buy and sell trades at the bid and ask prices, respectively,

will include noise that is uncorrelated over time and with the e�cient price. Roll (1984)

argued that these bounces between bid and ask prices would lead to negatively correlated

observed returns and therefore to violation of the random walk model for observed prices.

White noise complicates inference about properties of Y �
t from observed prices. The

bene�t of getting more frequent price observations no longer holds, since serially uncorrelated

noise tends to become the dominant cause of price changes at high observation frequencies.

That is, the size of the noise term in an observed �-period price increment, "t � "t��, does

not decrease when the time interval is shortened, while Y �
t � Y �

t�� goes to zero if there are

no jumps in the interval. One can say that the signal relative to noise in observed price

changes goes to zero as interval length goes to zero.

This e�ect is important in the related task of volatility estimation. Here, realized

quadratic variation, a consistent estimator of integrated variance with perfect observations

and no jumps, instead converges as � ! 0 to a term proportional to the variance of the

noise term, if such is present, as shown by Zhang et al. (2005) and Bandi & Russell (2008).

The straightforward solution is to choose interval lengths to balance noise e�ects against

the advantages of frequent observations, e.g., by using 5 minute intervals as in Andersen,

Bollerslev, Diebold & Labys (2001). However, other methods that yield robust estimates

using all data are argued to have better properties. Examples are the two-scale estimator

of Zhang et al. (2005), and the pre-averaging approach of Podolskij & Vetter (2009).

The jump testing literature recognizes the possibility of microstructure e�ects that lead

to white noise in observed prices and that existence of this noise type will dominate price

changes at high observation frequencies. For example, A��t-Sahalia & Jacod (2009) show

that their test has the limit 1=m when prices are observed with white noise. As this is even

less than the no-noise asymptotic value with jumps, the test will reject continuity too often

at high frequencies. The other tests considered here also rely on estimators of volatility
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that become biased at high frequencies when observations include white noise, and thus

these test are likely to be a�ected, as well. As discussed in relation to volatility estimation,

the issue can be dealt with by using a lower observation frequency, so that noise is only a

negligible part of observed price movements. Alternatively, tests may be corrected to obtain

robustness against i.i.d. noise, such as in Jiang & Oomen (2008), while Podolskij & Ziggel

(2008) use the pre-averaging approach to construct a robust test.

The e�ect of a small white noise term on the jump tests considered is investigated further

in the simulation study in the next section, along with the e�ect of prices being recorded

discretely, i.e., in whole cents. The latter e�ect is similar to white noise in that it also

becomes an increasing problem with higher observation frequency. To mitigate the e�ect

of these noise types, tests in the GM case were discussed only for intervals longer than 15

seconds. The simulation study indicates that if shorter observation intervals are used then

the actual size of tests starts to deviate from the chosen size when prices include a small

white noise term or are observed in discrete values. Signs of these noise types were seen in

the GM data. If tests were applied to intervals shorter than 15 seconds, all tests showed

strong rejection of continuity, but this was not the case for intervals longer than 15 seconds

for the AJ and BNS tests, as seen from results included in Figure 3a. Since statistics for 30

and 60 second intervals are practically never on the jump side of the value under continuity,

the rejection at higher frequencies seems more likely to come from these noise types than

just from higher power. These noise types, however, do not explain the unconventional

values obtained for statistics at longer intervals, i.e., they do not explain why the AJ and

to a lesser extent the BNS statistic often exceed their limit under continuity. Jumps should

actually cause them to be lower. Further, nothing in these noise types has the potential to

cause all statistics to vary over starting points to the extent observed.

Asymmetric Information Models More complicated microstructure e�ects than those

leading to white noise in observed prices are necessary to explain results in the empirical

case study. Fortunately in this regard, most microstructure literature argues that trades do

not arrive independently of changes in the value of the asset. This allows for the possibility

of microstructure e�ects related to changes in the e�cient price. If changes in the underlying

price a�ect the trade pattern, then the noise term in observed prices may not be white noise.

In asset pricing theory price changes are primarily driven by changes in information.

Modelling the microstructure of how prices adjust to reect new information through the

trade process is therefore likely to relate microstructure e�ects to price changes. Such

models must necessarily weaken to some extent the assumption of strong-form e�cient

markets that incorporate all information in prices. The �rst step is to let some agents have

private information not reected by market prices, while maintaining that prices reect

public information, i.e., are semi-strong form e�cient. The models then describe the process
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of how private information is learned by other agents through trades, leading to subsequent

price adjustments. Classic among these asymmetric information models are the sequential

trade models by Glosten & Milgrom (1985) and Easley & O'Hara (1992), which I discuss as

an illustration of how price changes related microstructure e�ects may arise.

In the Roll (1984) model there is no private information, and the spread is set entirely to

cover the market maker's operating costs. In the Glosten & Milgrom (1985) model on the

other hand, some traders have information that is unknown by other liquidity traders and the

market maker. As the marker maker does not know with which type of investor he trades, a

spread is maintained to cover losses of trading with informed investors. That is, the spread

covers adverse selection costs, as informed traders, in contrast to liquidity traders, only

trade in the side of the market that is advantageous according to their superior information.

There is information in trades then, and the likelihood for an uninformed trader that the

private information is positive or negative will change as trades arrive. When setting bid and

ask quotes, the market maker takes this into account by having these reect current public

information as well as the information revealed by another buy or sell. Gradually through

the overweight of trades in one side of the market, the beliefs of the uninformed adjust

toward private information, and quotes, and thus trade prices, converge to the valuation

of the privately informed. Easley & O'Hara (1992) add event uncertainty to this setup by

making it random whether an information event has occurred. As uninformed investors

do not trade with some probability, and all investors are uninformed when no event has

occurred, lack of trade reveals information by decreasing the likelihood that an event has

happened. This model therefore can be used to connect trade volume to the amount of new

information.

In sequential trade models where the spread is due to adverse selection costs alone, trans-

action prices are martingales with respect to public information. This follows as quotes set

by the market maker include current public information plus information in a buy or a

sell trade, respectively. The trade price therefore changes as a result of gradual increases

in public information inferred from trades, or from externally arriving public information,

which is assumed to immediately a�ect prices. Thus, the trade price process is a martingale

with respect to public information. Indeed, the models only consider microstructure e�ects

in relation to how private information is incorporated into markets. Therefore their impli-

cations about deviations in market prices from the underlying private information price are

particularly relevant. Arrival of new private information changes private valuation immedi-

ately, but only a�ects market prices gradually through the trading process as uninformed

agents observe increased volume on one side of the market and quotes adjust accordingly. In

relation to explaining empirical results of the jump tests, this illustrates e�ects that obstruct

the otherwise discontinuous price change that would occur if all had received the informa-

tion. It also illustrates a mechanism governing how market prices over time move toward
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a price otherwise reached instantaneously. To further consider mechanisms that limit the

immediate market reaction and to allow for e�ects in relation to new public information, I

turn to models of gradual price adjustment.

Price adjustment This subsection discusses the adjustment of market prices to changes

in the underlying e�cient price. Inspiration is obtained from price adjustment models start-

ing with Goldman & Beja (1979) and the microstructure e�ects discussed in this literature.

In addition I discuss possible microstructure e�ects related to sudden changes in the under-

lying e�cient price, e.g., arising due to new information.

In asset pricing theory prices are e�cient with respect to publicly available information.

Thus prices generate equilibrium between supply and demand of agents given available in-

formation and allocations that are e�cient relative to agents' preferences and constraints.

For prices that incorporate all available information, changes must be unexpected, com-

pensation for risk and time aside. This leads to a martingale model for prices such as (1).

When this model is used for observed prices, the assumption is that the mechanism through

which market prices are formed does not signi�cantly a�ect observed prices. As argued

by Goldman & Beja (1979), it requires a strong price adjustment mechanism for prices to

be in the above described equilibrium at all times. If the adjustment is less than perfect,

discrepancies between market prices and e�cient prices may exist temporarily. Speci�cally

in relation to changes in the environment that result in discontinuous changes in the e�-

cient price does it seem reasonable that such temporary discrepancies exist. Though asset

markets are very e�cient, the question is whether the adjustment mechanism is so e�ective

that discontinuous changes are perfectly observed at high-frequency.

Di�erent elements of the adjustment mechanism, such as information dissemination,

agent repositioning, and market clearing may all have e�ects which impede the immediate

adjustment of market prices to changes in the e�cient price. The speed with which infor-

mation reaches agents may be limited, such that otherwise publicly available information

relevant to the valuation of the asset is not immediately known to all agents. It may take

time for agents to revalue assets in light of new information, for agents to chose their desired

positions at di�erent prices, and to update their buy and sell orders. These e�ects cause

the order book to change only gradually in the direction of the full impact from released

information. A speci�c consequence is that limit orders, which would have been removed by

the originators had they been able to adjust immediately to new information, will instead

generate trade. The time it takes for the market to move from one price level to another may

be further a�ected by requirements on the market maker to maintain price continuity and

avoid excessive price swings. In specialist markets, such as the New York Stock Exchange,

the market maker is usually required to maintain an orderly market, among other things

meaning that the price should not be allowed to uctuate dramatically from one trade to
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the next.2

The microstructure models discussed in the previous two subsections assume e�ciency

with respect to public information in the sense that quotes are immediately adjusted, and

therefore trades only occur due to liquidity reasons or private information. Building on the

asymmetric information models, Hasbrouck (1991) suggests a way to measure the informa-

tion e�ect of trades. He argues that his method only measures private information if quotes

indeed fully reects public information and discusses several of the market clearing e�ects

mentioned above as likely reasons that quote revision would be impaired.

The result of the discussed microstructure e�ects is to limit the price adjustment mecha-

nism to be gradual instead of immediate. Whenever discrepancies exist between the e�cient

price and the market price, agents will gradually update their orders, driving aggregate de-

mand toward the perfect market level. Trades will be closed throughout this process due to

stale orders and market maker smoothing, thus producing a gradual change in transaction

prices. Goldman & Beja (1979) reasonably argue that the rate of price adjustment is in-

creasing in the distance between market price and e�cient price. They furthermore propose

that this is a linear relation to a �rst order approximation. This leads to the model

dYt = � (Y �
t � Yt) dt+ �td ~Wt; (20)

where Yt is the quote midpoint and Y
�
t is the e�cient price, both in logarithms. The di�usion

term allows for some random imperfection in the adjustment process.

Di�erent papers argue for the empirical relevance of a speci�cation like (20). In an in-

vestigation of NYSE transaction data, Hasbrouck & Ho (1987) �nd evidence of negative

autocorrelation at �rst lag, but also positive autocorrelation at lags above one. They ar-

gue that a model speci�cation similar to (20) together with a spread in the style of Roll

(1984) can be used to generate the observed statistical properties. Amihud & Mendelson

(1987) investigate the implications di�erent trading mechanisms have for price behavior. In

dealership markets the market makers continuously post quotes at which they are willing to

trade, while in clearing house markets limit and market orders are accumulated and cleared

periodically. An important part of their comparison uses a model like (20) to discuss di�er-

ent statistical properties of returns in these two market types. Damodaran (1993) suggests

a way to measure the price adjustment coe�cient � in (20) and �nds evidence of lagged

adjustment to new information in short period return intervals. Though not speci�cally

related to an adjustment model, Hansen & Lunde (2006) more recently use a cointegration

study of quotes and transaction prices from the TAQ data base for Dow Jones 30 stocks to

recover the e�cient price as the common stochastic trend. They �nd that noise in transac-

2In the NYSE rule 104: Dealings by Specialists, part 10, the specialist is required to ensure "the main-
tenaince of a fair and orderly market", after which it is stated that this "implies the maintenaince of price
continuity".
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tion prices is negatively related to e�cient returns, which would be consistent with imperfect

adjustment to changes in the e�cient price.

Finite speed of market adjustment to news The model of Goldman & Beja (1979)

focuses on general sluggishness in adjustment of market prices and less on the underlying

types of changes in the e�cient price. In fact, their formulation only includes continuous

underlying changes. I instead wish to focus on microstructure e�ects that limit market ad-

justment speed when something has caused the e�cient price to move discontinuously. The

primary reason for discontinuous changes in the e�cient price is arrival of new information

relevant for valuation of the asset. Thus, the e�ects discussed in the previous subsection,

stemming from limits to how quickly agents can obtain information and how quickly they

evaluate it and readjust their orders, are even more relevant here than in relation to con-

tinuous e�cient price movements. The discussed impediments to market clearing are less

related to the type of underlying movement, but nevertheless still relevant. In the change to

the Goldman & Beja (1979) model that I propose, market prices adjust gradually to jump

movements in the e�cient price but instantaneously to continuous changes. This is justi�ed

by assuming that continuous changes do not arise due to external information that agents

must analyze, but reect small changes in the environment, such as di�erent changes to

individual agents that a�ect their demand. The remainder of the market is then assumed to

be able to react without delay based on information revealed by price changes, which does

not require time-consuming analysis of external information.

The above discussion leads to a model for observed prices that adjust to new information

with �nite speed. The log of the underlying e�cient price, Y �
t , follows a jump-di�usion model

as in (1), here written in stochastic di�erential equation form,

dY �
t = �tdWt + dJ�t : (21)

The drift term has been excluded, since it will be negligible for the short time periods

considered in the paper. An asterisk has been added to the compound Poisson jump term,

J�t , to indicate that it is unobserved, similarly to the notation for Y . The behavior of the

log of the market price3, Yt, is given by

dYt = �tdWt + � (Y �
t � Yt) dt+ �td ~Wt; Y0 = Y �

0 : (22)

The last two terms are similar to the model (20) of Goldman & Beja (1979). That is, the

average adjustment speed of Yt toward Y
�
t is linear in the distance between these two prices,

3More precisely Yt models the quote midpoint. Similarly to Hasbrouck & Ho (1987) a white noise term
would have to be added to the adjustment model to obtain the bid-ask bounce e�ect in transaction prices
described by Roll (1984). This could easily be added to the model, but the focus here is on jump related
e�ects, while e�ects from the bid-ask bounce are mitigated by not using the highest data frequencies.
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Illustration of Jump Noise

Figure 4: The graph draws an example of a path for the noise term (25) in the gradual price
adjustment model following a jump in underlying price, Y �t .

with the last di�usion term allowing for some imperfections in the adjustment process. � is

the coe�cient determining the speed of market adjustment, while �t, assumed to go to zero

as Yt tends to Y
�
t , governs how smooth the adjustment is. Relative to (20) it is assumed

that continuous e�cient price movements do not require adjustment, and thus �tdWt enters

directly into the market price.

The adjustment model can be reformulated to emphasize that it is the jumps in e�cient

price that lead to gradual adjustment in market prices. By de�ning a term Jt as the observed

part of jumps at time t, the model (21) - (22) can be written4

dYt = �tdWt + dJt; (23)

dJt = � (J�t � Jt) dt+ �td ~Wt; J0 = J�0 : (24)

This illustrates that when a jump occurs in J�t , it only becomes observed over time as the

term Jt gradually moves toward J
�
t with randomness governed by �t.

Alternatively, the model can be cast in the e�cient price plus noise framework of (19),

Yt = Y �
t + "t;

d"t = ��"tdt+ �td ~Wt � dJ�t "0 = 0; (25)

where the e�cient price still follows (21). Thus, noise that enters market prices shoots up

in the opposite direction in the event of a jump in Y �
t . It then reverts back toward zero at

a speed proportional to the size of the noise itself with disturbances determined by �t.

To illustrate the model, Figure 4 gives an example of how the noise term, "t, behaves

immediately after a jump. � = 50; 000 is used as a reasonable value for the adjustment

4From (21) and (23) dY �t � dYt = dJ�t � dJt, and since Y �0 � Y0 = J�0 � J0, we have Y �t � Yt = J�t � Jt.
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speed parameter, since this implies that on average about 92% of a jump is observed after

5 minutes. �t is assumed to be �"t with � = 50. This gives signi�cant disturbances in the

adjustment process right after a jump, but still ensures that �t dies out as "t ! 0.

Jump test when market adjustment speed is �nite Asymptotic identi�cation of

jumps relies on observing possible jumps, Y �
s � Y �

s� 6= 0, in single increments, y�i , for s 2
(ti � �; ti], no matter how small � > 0 becomes. In the gradual price adjustment model

this is impossible, and we cannot expect to get better power to detect underlying jumps by

increasing the observation frequency. As clearly illustrated by (23) - (24), observed prices

in this model follow a continuous process with a jump in the drift term. Properties of tests

under continuity depend on the drift term being asymptotically negligible relative to the

di�usion term. As the drift term, � (Y �
t � Yt), is very large following an underlying jump, the

interval lengths that this holds for may be far shorter than empirically relevant intervals5.

Thus, if observed prices are described by the gradual price adjustment model, tests may have

problems detecting jumps, as they are not observed in single intervals, and they may behave

quite di�erently from asymptotic properties under continuity, due to a temporarily very

large drift term. Indeed, the latter leads to a series of consecutive discrete-time increments

that are relatively large and in the same direction following an underlying jump. How this

would a�ect the individual tests is now discussed.

A series of consecutive increments in the same direction increase B̂ (p; 2�)t relative to

B̂ (p; �)t, since
��y2�i ��p will then be large relative to ��y�i ��p + ��y�i�1��p. For the AJ test this not

only pushes Ŝ away from the jump value, 1, toward the continuous value, 2, but has the

potential to drive it to even larger values.

The BNS test is based on the property that
��y�i �� ��y�i�1�� will be small relative to �y�i �2 when

there is a jump in y�i . If a jump is observed distributed across a series of consecutive changes

in the same direction, this e�ect will not be present, such that realized bipower variation,

fY�g[1;1]T , will not be low relative to realized quadratic variation, [Y�]T . In �nite samples

this may even push the R̂ statistic above 1, since
��y�i �� ��y�i�1�� for the dominating increments

around the jump will be of the same size as
�
y�i
�2
, but the �rst is scaled by ��21 > 1 in the

numerator of the ratio statistic, (7).

If a jump is spread across several increments due to noise, these will be smaller. Whether

the EV test then detects a jump depends on its magnitude and how it is split. Large

consecutive increments increase the bipower variation estimate of integrated variance, but

some of the now several jump increments may still stand out relative to estimated volatility

over the entire local window.

5Consider 15 second intervals, parameter values used in the simulations, � = 50; 000,
p
� = 0:4, and

� = 50, and a jump size at 2% of the price, J�s � Js = 0:02. Then using an Euler discretization, the drift
term will be about 8 bp. of the price, while a one standard deviation in the �tdWt and �"tdŴt terms,
respectively, will be about 7 and 18 bp. of the price.
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Transaction Prices and Accumulated Volume

Figure 5: The left panel draws transaction prices and to the right is shown accumulated volume.
Both are for the period between 12:00 and 12:15.

The joint setting in section 2, under which the jump tests were introduced, followed Lee

& Mykland (2008), while in A��t-Sahalia & Jacod (2009) and Barndor�-Nielsen & Shephard

(2006) the drift term is only assumed to be cadlag. Thus, the jump term in the drift of

the gradual price adjustment model does not satisfy the assumptions in section 2, but does

satisfy those in the last two papers, in which it falls under the null hypothesis. A consequence

of concluding that a continuous model is a good description of data is the ability to trade

at all intermediate values when the price changes, which has implications, e.g., for hedging

and pricing. In the price adjustment model the reaction to an underlying jump is still quick,

and the behavior after the jump is quite di�erent from usual continuous movement, where

the di�usion term dominates the drift at reasonably short intervals. Thus, if the purpose is

to test whether the discrete-time observations are su�ciently explained by a well behaved

continuous model, with its practical implications, it makes sense to exclude a model like the

gradual adjustment model from the null hypothesis.

The GM case revisited A zoom on the crucial period of the GM case is given in

the panels of Figure 5, which show price and accumulated volume from 12:00 to 12:15,

the period with the large price decline. Instead of an immediate drop, the price changes

gradually over about 5 minutes with many trades at intermediate price levels and increasing

volume. This behavior illustrates the proposed price adjustment model with a jump in

underlying e�cient price and gradual adjustment to the new level over a 5-8 minute period.

The observed increase in trade speed is also consistent with new information being released

that leads investors to adjust their positions, and the sustained high volume indicates that

this is a prolonged process.

Test results in the empirical case make sense when viewed in relation to how tests should

behave in data from the price adjustment model, (21) and (22), with an active jump term.
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Test Statistics for Two Di�erent Sample Starting Points

AJ, t0 = 170s AJ, t0 = 263s

BNS, t0 = 170s BNS, t0 = 263s

Figure 6: The panels illustrate how the AJ and BNS test results arise in the case study when data
is sampled in 5 minute intervals starting from two di�erent initial points, t0. For the AJ test in
�rst row, the bars are

��y�i ��p and ��y�i + y�i+1��p, respectively, while the dotted lines are accumulated
values. The Ŝ statistic is the ratio of the �nal value in the second graph to the �nal value in the

�rst graph. For the BNS test in the second row, the bars are
�
y�i
�2
and ��21

��y�i �� ��y�i+1��, respectively.
Again dotted lines are accumulated values and the test statistic, R̂, is the ratio of the �nal value
in the second graph to the �nal value in the �rst graph.

For intervals between 30 seconds and 2 minutes, the AJ statistic is larger than its asymptotic

limit under continuity, 2, as it was argued to be if jumps are observed gradually. The BNS

statistic is close to 1 and sometimes slightly above, which is also consistent with the proposed

model. The EV test generally produces evidence against continuity in this interval range. As

discussed above, against a price process that adjusts to underlying jumps in a gradual but

quick fashion, the EV test may still have power to reject the null hypothesis of continuity.

When long intervals of 5 or 10 minutes are used, there is large variation in all three

test statistics over the sample starting point. This matches an explanation with gradual

adjustment to an underlying jump that is cut di�erently into long increments depending on

the starting point. For 5 minute intervals, Figure 6 illustrates the details of how di�erent

values for the AJ and BNS statistics are obtained for two distinct starting points. In the �rst

case, t0 = 170s, the large price change is split in two increments. This implies that for the
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AJ test
��y�i ��p+ ��y�i+1��p is much smaller than ��y�i + y�i+1

��p around the jump, and the Ŝ statistic
that is the ratio of the sum of these quantities over the sample is about 8. For the BNS

test, the sum of ��21
��y�i �� ��y�i+1�� over the sample is about the same size as the sum of

�
y�i
�2
,

and the R̂ statistic that is the ratio of these quantities is close to 1. Thus, for t0 = 170s,

the statistics indicate no evidence for jumps. In second illustrated case, t0 = 263s, most of

the large price change arrives in a single increment. Thus, for the AJ test
��y�i ��p + ��y�i+1��p is

almost as large as
��y�i + y�i+1

��p, and for the BNS test �y�i �2 is larger than ��21 ��y�i �� ��y�i+1��. This
leads to statistics with values 1:4 and 0:5, respectively, which in both cases indicate a jump

in the price series. Tests were applied to long intervals in an attempt to avoid that the full

e�ect of a jump would be split over several intervals in case the jump impact was less than

immediate. As is clear from the example, a solution that applies tests to longer intervals is

only able to detect jumps if the starting point happens to be positioned right relative to the

jump.

Many of the e�ects that lead to gradual adjustment of the market price are probably

more pronounced for surprising �rm speci�c events than for regular macro announcements.

Though news are released in either case, the market will be more ready to a fast reaction

in the second case, while a longer and more gradual response is reasonable when not only

the news, but also the release of news is a surprise. This would explain why the speci�c

case of GM, where �rm speci�c news was released at the day of the study, turns out to be

a good illustration of the adjustment model. In other cases one may �nd market behavior

with more readily observed discontinuous price movements.

7 Monte Carlo Study

The properties of the jump tests are now investigated in a Monte Carlo study. First the

simulation design is checked by considering the performance of tests in the no noise case,

for which observed prices follow a jump-di�usion model satisfying (1). Both size, simulating

under the null hypothesis, and power, simulating under the alternative, of the tests are

checked. Next, I consider robustness toward white noise in the additive noise model (19)

and price discreteness. Finally, the performance of tests in the suggested price-adjustment

model (25) is investigated in more detail.

To mimic the form of the high-frequency data in the GM case, I simulate an intraday

data series with observations every second. This gives 23,400 observations in each basic data

set that can be subsampled in the same manner as in the empirical study. For each di�erent

speci�cation of the data generating process a total of 10,000 sample paths are simulated. I

report the mean and standard deviation of test statistics together with the relative rejection

frequency of the null hypothesis for the tests at a signi�cance level of 5%.
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Tests under the null hypothesis

Mean and std: deviation Rejection rate; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

1 sec 23; 400 2:000
:048

1:000
:005

4:219
:285

:049 :049 :052

5 sec 4; 680 1:999
:107

1:000
:012

3:845
:311

:043 :057 :055

15 sec 1; 560 2:001
:188

:999
:020

3:561
:335

:046 :057 :055

30 sec 780 2:002
:262

:999
:028

3:371
:347

:038 :055 :054

1min 390 1:996
:361

:997
:040

3:172
:367

:039 :058 :055

2min 156 2:004
:565

:993
:062

2:896
:395

:033 :064 :055

5min 78 2:035
:783

:988
:088

2:670
:412

:029 :068 :053

10min 39 1:966
1:023

:973
:122

2:432
:440

:032 :079 :059

Table 1: The table reports results from 10,000 simulations of the AJ, BNS, and EV tests under
the null hypothesis of no jumps. The means and standard deviations of the test statistics over
simulations are shown together with the relative frequencies at which the test statistics are critical
to the null at the 5% signi�cance level. The data generating process is the stochastic volatility
model given in (26).

Continuous Price Behavior As the baseline model of continuous price behavior I use

a stochastic volatility model in which the instantaneous variance follows a mean reverting

square-root process,

dYt = �tdW1t;

d�2t = !
�
� � �2t

�
dt+ �tdW2t: (26)

The drift has been set to zero, since this term will be negligible over the short time intervals

to be studied. The Wiener processes are allowed to be correlated, satisfying E [dW1tdW2t] =

�dt, which allows for the leverage e�ect, i.e., a negative relation between asset price and

volatility. Since realizations for the process are generated as frequently as every second,

I choose a simple Euler discretization to obtain the conditional distribution for YtjYt��.
Parameters are set to realistic values for stocks inspired by A��t-Sahalia & Jacod (2009).

Thus, I set � = 0:4,  = 0:5, ! = 5, and � = �0:5. In calculation of realized truncated p'th
variation, necessary for critical values in the AJ test, parameters are set to  = 4

p
� and

$ = 0:47.

For each simulation of the model in (26), the test is applied to increments obtained by
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Tests when prices include white noise

Mean and std: deviation Rejection rate; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

1 sec 23; 400 1:711
:044

1:002
:005

4:164
:272

1:000 :021 :035

5 sec 4; 680 1:931
:105

1:000
:012

3:838
:310

:158 :051 :052

15 sec 1; 560 1:975
:181

:999
:020

3:559
:333

:054 :057 :055

30 sec 780 1:991
:260

:999
:028

3:368
:350

:045 :056 :052

1min 390 1:998
:363

:998
:040

3:168
:366

:039 :057 :054

Table 2: This table show results from 10,000 simulations of the AJ, BNS, and EV tests when the
price process is continuous, but observations include white noise. The data generating process for
prices is thus given by (26) and an error term of 0:5 � 10�4 is added or subtracted randomly with
equal probability for each observation.

sampling at di�erent intervals lengths from 1 second to 10 minutes. The results in Table 1

comply with the theoretical results for the test statistics under the null hypothesis. The Ŝ

and R̂ statistics are close to 2 and 1, respectively, their asymptotic values under the null,

and the average rejection rates of all three tests are close to the chosen 5% level. The AJ

test rejects a little less than 5% of the time when the price is observed less frequently, while

the other two tests reject slightly more often than the chosen size.

White Noise and Price Discreteness This section discusses how robust the size

results are to the addition of a small price independent noise term and to rounding o� prices

to whole cents. With respect to white noise an error term is added to prices generated

according to (26) of size 0:5 �10�4, which is either positive or negative with equal probability.
This may illustrate the e�ect of a small bid-ask spread, 1 cent on a price of $100, and trades

that are randomly initiated by buyers or sellers with equal probability. With respect to

price discreteness the prices generated by (26) are rounded o� to one of the nearest 100th

decimals, randomly up or down with equal probability6. This thus also leads to a 1 cent

spread with random trades at either side, but includes that prices must be quoted in whole

cents. Test results for these two cases are shown in Table 2 and Table 3.

The white noise term leads to high rejection rates for the AJ test for 1 and 5 second

intervals in line with the e�ect discussed theoretically by A��t-Sahalia & Jacod (2009). The

BNS and the EV tests instead have lower size at the highest applied frequency, likely due

6Generated prices are in logs, but the round o� is carried out in levels and then transfered back to logs
to get data for the tests.
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Tests when prices are observed in discrete values

Mean and std: deviation Rejection rate; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

1 sec 23; 400 1:634
:043

:955
:006

4:255
:292

1:000 1:000 :052

5 sec 4; 680 1:908
:103

:988
:012

3:865
:317

:212 :275 :061

15 sec 1; 560 1:965
:181

:995
:020

3:575
:336

:059 :084 :059

30 sec 780 1:988
:260

:997
:028

3:373
:346

:047 :065 :053

1min 390 1:996
:361

:996
:039

3:174
:366

:035 :063 :056

Table 3: The table reports results from 10,000 simulations of the AJ, BNS, and EV tests when
the price process is continuous and observations are in discrete values. Thus the price follows the
model in (26), but observations are rounded o� to whole cents, randomly up or down with equal
probability.

to inated estimates of volatility. For price discreteness both the AJ and BNS tests show

too high rejection rates at 1 and 5 second intervals, while the EV test does not seem to be

a�ected. The di�erent e�ect on the BNS test likely arises as the spread that can only lie

on whole cents leads to many increments with zero price changes, thus decreasing bipower

variation relative to quadratic variation and indicating jumps. This does not happen in the

pure white noise case, in which the underlying price moves the spread even if the next trades

are on the same side of the marked.

The spread that the market maker maintains to cover operating costs may be larger

than the 1 cent used in the simulations here and thus the e�ects may be stronger. Thus

the results show that at least we should interpret with care tests applied to intervals shorter

than 15 seconds. These simulation results were the reason that the shortest interval length

applied in the empirical case study was 15 seconds, though results for this frequency were

still interpreted with the possibility of e�ects from these noise types in mind. In the study of

the e�ects of other noise types the simulations will not include white noise and only intervals

of at least 15 seconds will be considered.

Jumps in observed price The power to detect jumps is investigated by adding a com-

pound Poisson term, Jt, to the baseline stochastic volatility model. Thus the observed

log-price follows

dYt = �tdW1t + dJt; (27)
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Tests when paths contain jumps

Mean and std: deviation Rejection rate; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

� = 1 jump per day

15 sec 1; 560 1:018
:147

:626
:126

26:293
4:721

:999 1:000 1:000

30 sec 780 1:036
:220

:639
:126

18:589
3:427

:987 1:000 1:000

1min 390 1:067
:293

:659
:126

13:104
2:509

:894 :995 1:000

2min 156 1:129
:430

:686
:130

9:244
1:878

:624 :953 :999

5min 78 1:300
:682

:730
:145

5:860
1:371

:163 :784 :967

� = 10 jumps per day

15 sec 1; 560 1:143
:210

:759
:064

10:800
1:202

:928 :999 1:000

30 sec 780 1:257
:308

:789
:064

7:805
1:028

:274 :994 1:000

1min 390 1:414
:410

:828
:066

5:741
:892

:070 :945 :997

2min 156 1:598
:546

:872
:076

4:324
:788

:035 :661 :827

5min 78 1:828
:785

:920
:101

3:183
:633

:022 :247 :301

Table 4: The table reports results from 10,000 simulations of the AJ, BNS, and EV tests when
the paths include jumps. The data generating process is given by the model (27) with stochastic
volatility and a compound Poisson process. Simulated paths without jumps are removed as tests
do not have power against potential but unrealized jumps.

in which volatility is the same as in (26). Writing the jump component as Jt =
PNt

j=1 cj,

the Poisson process Nt has intensity �, and the distribution of jump sizes, cj, is uniform

on c ([�2;�1] [ [1; 2]). Here, c is a constant chosen to set the total variance from jumps,

� (7=3) c2, at some fraction, �, of average variance from the continuous part, which is ap-

proximately equal to �. The jump size distribution ensures that jumps are bounded away

from zero, and the determination of c lets frequent jumps be small relative to infrequent

jumps.

Results of simulations with jumps at the two intensities � = 1 and � = 10 are shown

in Table 4. The parameters of �t remain the same as in the no jump case, and � is set to

0:5, such that the variance of the jump term is half of the average continuous variance. For

these con�gurations jump sizes are in the ranges [1:17; 2:33]% and [:37; :74]% of the price
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Examples of Simulated Paths

Figure 7: The upper left panel shows a simulated price series in levels from the model under H0,
(26). In the upper right panel a jump is added to the same simulation according to model (27).
The lower left panel includes noise around the jump following the gradual price adjustment model
(25). Finally, the lower right panel zooms in on observations around the jump, highlighting the
di�erences in the underlying and observed prices at high observation frequency.

for the two jump intensities, respectively. Only simulated paths with Nt > 0 are used as

tests cannot distinguish the case with Nt = 0 from continuity, see the discussion below (4).

This implies that � is slightly higher in the resulting set of sample paths.

For series with few jumps, � = 1, all tests have power close to 1 for short time intervals.

The power of tests decreases with the length of the intervals, but this happens faster for

the AJ test compared to the other two, and slightly faster for the BNS test relative to the

EV test. When smaller but more frequent jumps are considered, the power of the AJ test

disappears for intervals longer than 15 seconds, while the BNS and EV tests retain high

power for interval lengths up to about 2 minutes.

Gradual price adjustment Data is simulated from the gradual price adjustment model

to check the power of the tests against this alternative to the standard continuous model.

The additive noise term in observed prices thus follows (25), such that jumps in the observed
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Tests when jumps are observed gradually

Mean and std: deviation Rejection rate; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

15 sec 1560 2:555
:611

1:004
:022

4:866
1:094

:012 :041 :704

30 sec 780 2:864
:876

1:007
:033

4:847
1:146

:013 :047 :747

1min 390 3:076
1:149

1:003
:048

4:860
1:184

:021 :065 :800

2min 156 2:785
1:304

:968
:075

4:880
1:243

:039 :184 :837

5min 78 2:132
1:228

:875
:133

4:474
1:222

:040 :404 :793

10min 39 1:783
1:166

:834
:166

3:659
1:032

:028 :393 :635

Table 5: The table reports results from 10,000 simulations of the AJ, BNS, and EV tests when
the price follows the gradual adjustment model. Thus, observed log-prices are Yt = Y

�
t + "t, where

Y �t follows the stochastic volatility plus jump process in (27) with jump intensity � = 1 per day,
and the noise term is given by (25).

series are realized gradually as in (23)-(24). The speed of market adjustment parameter �

is set to 50,000, implying that about 92% of the jump impact is observed after 5 minutes,

and the adjustment disturbance is �t = �"t with � = 50. Figure 7 shows an example of

a simulated path for observed prices and compares it both to the case where the jump is

immediately observed and where there is no jump at all.

Results for jump tests at di�erent frequencies in the gradual adjustment model are

shown in Table 5. The simulations con�rm that the tests have di�culties rejecting the null

hypothesis when the deviation is due to underlying price jumps that are not fully observed in

a single price increment. First, note that the Ŝ statistic is pushed above 2, the asymptotic

value under the null, instead of toward 1, the asymptotic value with jumps. This e�ect

was explained in the previous section and is caused by large neighboring increments in the

same direction. For similar reasons, the R̂ statistic is close to and sometimes above 1 for

shorter intervals. The EV statistic should be increasing for shorter intervals but has largest

mean for � at 2 minutes, since noise then splits the jump into several observed increments,

decreasing the size of the largest one. To sum up, the AJ test practically never rejects the

null, the BNS test does so about 40% of the time for long intervals, 5 to 10 minutes, where

most of the jump is allowed to impact observed prices, while the EV test rejects continuity

for a large fraction of simulated paths all the way down to 15 second intervals. Results thus

show that the EV test has most power of the three tests considered against this alternative

to the standard continuous model.
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Tests when paths contain jumps. Repeated over sample starting points

Mean and std: deviation
Rejection for min: 95%
(50%) of t0's; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

15 sec 1; 560 1:018
:126

:626
:020

26:220
1:344

:995
1:000

:999
1:000

:999
1:000

30 sec 780 1:038
:187

:640
:028

18:513
1:075

:915
:999

:997
:999

:999
:999

1min 390 1:074
:260

:660
:038

13:062
:913

:525
:966

:967
:997

:997
:998

2min 156 1:137
:363

:686
:053

9:210
:787

:088
:680

:845
:969

:992
:997

5min 78 1:297
:571

:732
:081

5:802
:671

:001
:071

:473
:807

:892
:970

10min 39 1:474
:787

:774
:111

4:032
:619

:000
:001

:146
:539

:495
:792

Table 6: The table shows results when paths include jumps and test are repeated for all relevant
di�erent sample starting points. Thus, the data generating process is the same as that used in
Table 4 with jump intensity � at 1 per day. The mean is taken over both simulations and starting
points, while the standard deviation is the square root of the simulation mean of variances over
starting points. Rejection rates indicate the number of simulations for which the null hypothesis
is rejected at the 5% level for at least 95% or 50% of the starting values, respectively.

Robustness to Sample Starting Point In the empirical case study test results for

longer time intervals were very dependent on the starting point, t0. It is now investigated

whether this also occurs in the simulation study by repeating for di�erent starting values the

tests in the two cases with jumps, respectively with and without limits to price adjustment.

Thus, for each simulation of a price path, the tests using increments at a given time interval,

�, are performed for all starting values that lead to a di�erent set of increments. Results

are reported in Table 6 for the case with immediate impact of jumps in observed prices

and in Table 7 for the gradual adjustment model. The reported means are taken over both

starting values and simulations, and the standard deviations are the square root of the

average variance over starting values. The rejection rates give the frequencies of simulated

series for which at least 95% or 50% of the starting values, respectively, lead to rejection of

the null at the 5% signi�cance level. These rejection rates can help judge whether rejection

rates in Table 4 and Table 5 for constant t0 result mainly from variations over di�erent

realizations of the randomness, or mainly from variation in the starting point relative to the

jump time.

Results for the reference case without noise in observations are in Table 6. Just requiring

rejection for most starting points, more than 50% of t0's, gives rates similar to those in

Table 4, which is expected, since t0 = 0 used there is also random relative to the jump time.
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Tests when jumps are observed gradually. Repeated over sample starting points

Mean and std: deviation
Rejection for min: 95%
(50%) of t0's; � = 5%

� n Ŝ R̂ Q̂ AJ BNS EV

15 sec 1560 2:551
:438

1:003
:019

4:875
:672

:000
:000

:000
:003

:331
:741

30 sec 780 2:878
:672

1:007
:026

4:848
:677

:000
:000

:000
:004

:423
:782

1min 390 3:052
:972

1:003
:038

4:877
:718

:000
:000

:000
:008

:495
:841

2min 156 2:794
1:178

:968
:060

4:872
:814

:000
:001

:002
:083

:527
:885

5min 78 2:099
1:111

:876
:107

4:453
:873

:000
:001

:018
:372

:334
:869

10min 39 1:834
1:040

:836
:130

3:613
:720

:000
:000

:013
:363

:084
:697

Table 7: The table shows results when observed prices follow the gradual adjustment model and
test are repeated for all relevant di�erent sample starting points. Thus, the data generating process
is the same as that used to obtain results in Table 5. The mean is taken over both simulations
and starting points, while the standard deviation is the square root of the simulation mean of
variances over starting points. Rejection rates indicate the number of simulations for which the
null hypothesis is rejected at the 5% level for at least 95% or 50% of the starting values, respectively.

Requiring rejection almost independently of the starting point, for at least 95% of the t0's,

reduces rejection rates considerably in cases where the power in Table 4 is not close to one.

This shows that the rejection rates for longer time intervals in Table 4 are not only a result

of variation of di�erent realizations of randomness. They also depend on how observations

fall relative to the jump, even when the jump is observed in a single increment.

Results for the case with gradual price adjustment are in Table 7. Clearly, tests that

almost never reject continuity for single starting points in Table 5 will also fail to do this

when some uniformity over starting points is required. The indication in Table 5 is that

the BNS test, despite noise, still has a reasonable 40% ability to detect jumps when the

long intervals of 5 and 10 minutes are used. In Table 7 this falls to almost 0% when

95% uniformity over starting points is required. This drop illustrates that the 40% ability

to detect jumps at long intervals is more related to sampling from the right starting point

relative to the jump, and less related to an ability to reject continuity for 40% of the random

simulations regardless of the starting point. The rejection rates for the EV test also decline

when stability over t0 is required, this is especially so for the longer intervals. For medium

long intervals, though, the test still has power to detect jumps in about 50% of the simulated

series almost independently of the starting point.
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8 Conclusion

This paper demonstrates the di�culty in detecting jumps if microstructure e�ects cause

discontinuous changes in the underlying price to a�ect observed prices in a gradual fashion

over time. It further suggests a model of prices when such e�ects are present. A case study

illustrates how a negative news announcement is followed in the market by a period with

many small price changes mainly in the same direction. Though gradual price adjustment

makes observed prices move continuously, the price behavior following underlying jumps

with many moves almost uniquely in the same direction are very unlikely in standard dif-

fusion models and thus has di�erent implications for practical purposes related to the price

behavior. Therefore, although the alternative is not a perfectly observed jump, it would

still be preferable for tests to detect that the standard continuous di�usion model is not an

adequate description of data.

As jump tests depend on detecting the jump in a single increment, it is no surprise

that observing jumps gradually makes it di�cult for tests to detect the deviation from

usual continuous behavior. There are di�erences among tests, though, as tests that build

their inference on comparisons of neighboring increments have the largest di�culties. The

extreme value test based on Lee & Mykland (2008) relies less on such comparisons and thus

has better power to detect this type of deviation from normal continuous price behavior.

If jumps are not observed immediately at high frequency, a simple suggestion would

be to base tests on observations at a frequency for which jumps have time to fully impact

observed prices. This solution is shown to be awed, as the low frequency observations

can be extracted from the full record of observations in many di�erent ways. Test results

will then be very dependent on the starting point from which increments are calculated, as

shown both in the empirical case and in the simulation study.

It would be relevant to further study the generality of whether reactions to news are

observed gradually in high frequency data due to microstructure e�ects. Di�erences may

be expected over markets and types of news announcements, e.g., this pattern may be more

common for speci�c news concerning single stocks relative to news released in regular macro

announcements where the release of news is expected. It would also be relevant to develop

a way to remove the randomness in outcomes arising due to many possible points in the

full record of observations from which increments at lower frequency can be calculated. A

method could be to repeat the test for all possible starting points at the chosen frequency

and then use a proper aggregation method to arrive at a single test for this frequency.

Alternatively, one could test at high frequency with adjustments of the tests that account

for noise due to microstructure e�ects.
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Appendix

Extreme Value Theory

Consider a sample of i.i.d. random variables fX1; :::; Xng with symmetric distribution
around zero described by the distribution function F . The statistic that counts how many

X variables are numerically larger than a threshold u is

Hu (n) =

nX
i=1

I fjXij > ug .

Due to the symmetric distribution, P (jXij > u) = 2 (1� F (u)), and since the Xi's are inde-

pendent Hu (n) � Bin (n; 2 (1� F (u))). For large n and small p the Binomial distribution

is very well approximated by the Poisson distribution, so it may sometimes be convenient

to use Hu (n)
a� Poi (2n (1� F (u))).

Name the k'th largest jXij variable Qk (n). The relation between this extreme order
statistic and the number of exceedences over a threshold is described by equivalence of the

events fthe k'th largest value less than ug and fat most k � 1 values larger than ug, i.e.,

fQk (n) � ug = fHu (n) � k � 1g : (28)

From this it follows immediately that the probability that the k'th largest absolute value is

less than u can be written as the binomial probability of up to k � 1 successes in n trials
with probability p = 2 (1� F (u)),

P (Qk (n) � u) = P (Hu (n) � k � 1) =
k�1X
r=0

�
n

r

�
2r [1� F (u)]r [2F (u)� 1]n�r :

De�ne the value that the k'th largest variable does not exceed with probability 1�� as

C�Q (k) = fu : P (Qk (n) � u) = 1� �g : (29)

Since the extreme value test statistic Q̂ (�) in (18) approximately follows the same distribu-

tion as Q1 (n) under the null hypothesis, the value (29) will be the critical value at the �

signi�cance level for tests against alternatives where high extremes are critical to the null

hypothesis.

Jump Term Parameters

Jt is a compound Poisson process, Jt =
PNt

j=1 cj, where the Poisson process Nt has intensity

� at 1 or 10 per day, and jump sizes cj are uniform on c ([�2;�1] [ [1; 2]). Here, c is a
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constant chosen to set the total variance from jumps, � (7=3) c2, at a fraction, � = 0:5, of

average variance from the continuous part, which is approximately � = 0:16. The way c is

chosen implies that jumps tend to be smaller when they are more frequent.

For cj uniform on c ([��;�1] [ [1; �]), the variance of jump sizes is

var (cj) = 2

Z �c

c

v2

2c (� � 1)dv =
1

c (� � 1)

�
v3

3

��c
c

=
c2

3

�3 � 1
� � 1 = c2

�
�2 + � + 1

�
=3:

This implies that the jump variance in a small increment is

var (J�) = ��c2
�
�2 + � + 1

�
=3;

and speci�cally for � = 2 the jump variance per time unit is c2� (7=3). The average variance

of the continuous part per time unit is approximately the level of mean reversion for �2

which is �. Therefore, to set jump variance at � fraction of continuous variance, c must be

set to

�� = �c2
�
�2 + � + 1

�
=3

c =
q
3��=

�
�
�
�2 + � + 1

��
:
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