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Abstract
For large-scale outdoor and indoor operations, improvement of work task logistics is an important focus area. Efficient handling of work task logistics
is especially crucial for operations involving spatially distributed work tasks,
such as hospital service logistics, large-scale manufacturing plants, or airports.
For spatially distributed tasks, delays in a single task may propagate to multiple other tasks, causing large amounts of wasted time. The planning and
delegation of work tasks has traditionally been performed manually, using historical information on task execution combined with the intuition and personal
experience of the planners. Lack of real-time information on task execution
has made it difficult to adapt to changes in the schedules, such as delays or
suddenly occurring urgent tasks.
The recent advances in methods and devices for mobile sensing provides
opportunities for developing methods for improving large-scale work task logistics. While research exists on using, e.g., GPS for improving outdoor logistics, research has been lacking for indoor settings. The research goal of this
thesis is to take advantage of the opportunities provided by mobile sensing,
by developing methods for spatio-temporal analysis of human activities in indoor environments based on mobile sensing. The methods aim to improve
scheduling and facility utilization by providing information on the used route
networks, transportation modes, travel times, and the flow of people through
buildings. The methods are based on large-scale real-time indoor positioning
through the use of existing WiFi infrastructures, which allows for easy deployment even in very large building complexes. The methods are designed for
real-time operation, which enables them to detect and adjust to changes as
they occur.
The methods are developed in the setting of the PosLogistics project, in
collaboration with a software company and two Danish hospitals. The methods are evaluated using data collected at the hospitals, which shows that the
methods are able to accurately reconstruct route networks, provide common
route and travel time estimates, detect transportation modes, and provide information for facility utilization. Although the focus of the evaluations are on
hospital settings, we argue that the methods are generalizable to other largescale indoor logistics operations, such as airports or manufacturing plants.
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Resumé
Effektivisering af opgavehåndtering og udførsel er et højt prioriteret område
for store logistiske operationer, både indendørs og udendørs. Effektiv håndtering af opgavelogistik er især afgørende for arbejdsområder hvor opgaver er distribuerede over større områder, såsom servicelogistik på hospitaler, moderne
lufthavne, og produktionsfaciliteter. Til sådanne opgaver kan forsinkelse af en
enkelt opgave udbrede sig og forsinke yderlige opgaver, hvilket til sidst forsager
store mængder spildt tid. Traditionelt har planlægning og uddelegering af opgaver været udført manuelt, ved hjælp af historisk data om udførsel af opgaver
samt planlæggernes intuition og personlige erfaring. Uden realtidsinformation
om opgaveudførsel er det svært at tilpasse de lagte tidsplaner til ændringer
der kan opstå, såsom forsinkelser eller pludseligt opstående hasteopgaver.
Fremskridt inden for udstyr og metoder til dataopsamling fra mobile enheder har åbnet op for nye muligheder for at benytte analyse af realtidsdata
til forbedring af opgavelogistik. Målet med denne afhandling er at drage
fordel af disse muligheder, til at udvikle metoder der kan analysere menneskelige aktiviteter i indendørs miljøer. Formålet med analysemetoderne
er at udtrække information der kan forbedre planlægning og udnyttelse af
ressourcer i forbindelse med opgavelogistik. Informationen der kan udtrækkes
er blandt andet de anvendte rutenet, transportformer, rejsetider, og strømmen af mennesker gennem bygninger. Metoderne er baseret på opsamling af
store mænger realtidsdata, fra indendørs trådløse positioneringssystemer der
giver mulighed for nem ibrugtagning af metoderne, selv i meget store bygningskomplekser. Analysemetoderne er designet til realtidsdrift, hvilket giver
dem mulighed for at opdage og håndtere ændringer i opgaveudførsel, idet de
opstår.
Metoderne er udviklet som en del af PosLogistics projektet, i samarbejde
med et IT-firma samt to danske sygehuse, og evalueres ved hjælp af data indsamlet på sygehusene. Evalueringerne viser at metoderne er i stand til præcist
at rekonstruere rutenet, estimere rejsetider, bestemme benyttede transportformer, samt udtrække oplysninger om udnyttelse af bygningsressourcer. På
trods af at fokus for evalueringerne er på hospitaler, argumenterer vi for at
metoderne er generelle, og kan benyttes til andre typer af store indendørs
logistiske operationer, såsom lufthavne eller lagerbygninger.
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Structure of the Thesis
Part I provides an overview of this thesis. The part introduces and motivates
the problem area, summarizes the research, and relates it to relevant literature.
The structure of this part is as follows:
Chapter 1: Introduction and Motivation introduces the research area
and problem cases, and motivates the need for spatio-temporal analysis
methods for large-scale indoor environments. The chapter introduces the
related research areas, discusses the research objectives and hypotheses,
and describes the used research approach.
Chapter 2: Background provides an overview of the research that forms
the foundation upon which this thesis builds. The chapter discusses the
focus on outdoor settings in related work, and how the existing methods
are not applicable to large-scale indoor settings.
Chapter 3: Challenges for Indoor Spatio-Temporal Analysis discusses the challenges that must be overcome for developing methods
for spatio-temporal analysis for large-scale indoor settings. The chapter
relates the challenges to those for outdoor settings.
Chapter 4: Making Sense of Trajectory Data in Indoor Spaces discusses the methods developed for reconstructing indoor route networks
based on collected position traces from low-accuracy indoor positioning,
and how to use those methods for trajectory cleaning.
Chapter 5: Detecting Indoor Transportation Modes presents the methods developed for indoor transportation mode detection. In addition the
chapter discusses the differences between indoor and outdoor settings
with regards to transportation mode detection.
Chapter 6: Estimating Common Routes and Travel times discusses
the methods developed for dynamic travel time estimation and common
route detection based on position traces collected in real-time. The
travel times and common routes can be computed based on parameters
such as time of day, day of week, or specific individuals.
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viii
Chapter 7: Spatio-temporal Facility Utilization Analysis presents the
methods and visualizations for providing spatio-temporal facility utilization analysis from large-scale WiFi monitoring collected from users of a
large building complex.
Chapter 8: Deploying Spatio-temporal Analysis Methods serves as
a guideline for deploying methods for spatio-temporal analysis in realworld settings, including solutions and advice for overcoming specific
technical issues that were identified through our deployments.
Chapter 9: Conclusions and Future Work summarizes the main contributions of the thesis and discusses future work.
Part II consists of the five published papers which this thesis is based upon.
Paper 1: Making Sense of Trajectory Data in Indoor Spaces presents
methods for preprocessing inaccurate position traces before further analysis. The methods are able to detect the underlying route network
from aggregated position traces, map noisy position traces to the route
network, and compute representative trajectories for collected position
traces. The methods are evaluated using a dataset consisting of position traces collected by orderlies performing their daily routines while
carrying WiFi-enabled smartphones.
Thor S. Prentow, Andreas Thom, Henrik Blunck, and Jan Vahrenhold.
Making sense of trajectory data in indoor spaces. In IEEE 16th International Conference on Mobile Data Management, pages 116–121, June
2015
Paper 2: Towards Indoor Transportation Mode Detection using Mobile Sensing discusses the differences and challenges regarding transportation mode detection in indoor versus outdoor settings. Based on
the observations, multiple methods and feature types are evaluated for
transportation mode detection in indoor settings. The evaluations show
that indoor transportation modes can accurately be detected through
the use of accelerometer and WiFi features.
Thor S. Prentow, Henrik Blunck, Mikkel Baun Kjærgaard, and Allan
Stisen. Towards indoor transportation mode detection using mobile
sensing. In EAI International Conference on Mobile Computing, Applications and Services, 2015. To appear
Paper 3: Accurate Estimation of Indoor Travel Times – Learned
Unsupervised from Position Traces presents the developed methods for travel time estimation based on collected position traces. The
methods allow for dynamic analysis of real-time data, in order to detect
changes in travel times. The methods allow for estimating travel times
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based on parameters such as time of day, day of week, or a specific person. Evaluation of the methods is performed based on position traces
collected at a university department and a large hospital.
Thor S. Prentow, Henrik Blunck, Mikkel Baun Kjærgaard, Allan Stisen,
and Kaj Grønbæk. Accurate estimation of indoor travel times: learned
unsupervised from position traces. In 11th International Conference on
Mobile and Ubiquitous Systems: Computing, Networking and Services,
pages 90–99, December 2014
Paper 4: Estimating Common Pedestrian Routes through Indoor
Path Networks using Position Traces presents methods for detecting the commonly used routes from position traces collected by people
travelling through a large building complex. The methods are able to
estimate commonly used routes without prior knowledge of the route
network. The commonly used routes can be detected from inaccurate
position traces containing also, e.g., indirect travels collected through
opportunistic sensing.
Thor S. Prentow, Henrik Blunck, Kaj Grønbæk, and Mikkel Baun Kjærgaard. Estimating common pedestrian routes through indoor path networks using position traces. In IEEE 15th International Conference on
Mobile Data Management, pages 43–48, July 2014
Paper 5: Spatio-temporal Facility Utilization Analysis from Exhaustive WiFi Monitoring presents methods and visualizations for use in
facility utilization and management. The collection of large amounts
of WiFi data through a WiFi-infrastructure allows for gathering WiFi
measurements for a majority of users in a large hospital. The methods
can be used to determine and visualize the flow and density of people,
e.g., between specific departments or at specific entries.
Thor S. Prentow, Antonio J. Ruiz-Ruiz, Henrik Blunck, Allan Stisen,
and Mikkel B. Kjærgaard. Spatio-temporal facility utilization analysis
from exhaustive wifi monitoring. Pervasive and Mobile Computing, 16,
Part B(0):305 – 316, January 2015
Other publications not included in this thesis:
Paper 6: Allan Stisen, Henrik Blunck, Sourav Bhattacharya, Thor S. Prentow, Mikkel B. Kjærgaard, Anind Dey, Tobias Sonne, and Mads M.
Jensen. Smart devices are different: Assessing and mitigating mobile
sensing heterogeneities for activity recognition. In Proceedings of the
13th ACM Conference on Embedded Network Sensor Systems, SenSys
’15, 2015. To appear
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Part I

Overview

1

Chapter 1

Introduction and Motivation
The improvement of work task logistics has always been an important focus
area for large-scale operations. The logistics include the prioritization and
delegation of work tasks, as well as the tracking and subsequent analysis of
task execution. Efficient handling of work task logistics is especially crucial
for operations involving spatially distributed work tasks with advanced dependencies between them. Inefficient scheduling may cause delay in a single
task to propagate through to multiple other tasks, ultimately causing large
amounts of wasted time. Traditionally the logistic processes of planning and
delegating tasks have been performed manually. Only limited information has
been available in the form of static historical information on, e.g., execution
time of tasks. This information was combined with the intuition and personal
experience of the planners [8]. Lack of real-time information can make it difficult to plan optimally, and impossible to adjust to sudden changes without
adding otherwise unnecessary buffers in task schedules [90].

1.1

Research Objectives

The recent advancements in sensing capabilities for mobile devices has provided opportunities for collecting sensor measurements and location data using
inexpensive smartphones. These capabilities enable mobile sensing, the use
of mobile devices for sensing and learning physical and social phenomena,
and the use of such information for informing, sharing and persuasion among
humans [66].
The overall research objectives for this thesis are to take advantage of
the opportunities provided by mobile sensing, to develop methods for spatiotemporal analysis of human activities in indoor environments, based on the
collected data. The collected data consists of sensor data, e.g., WiFi and
accelerometer data. Based on the sensor data, indoor positioning can be
performed, in order to determine the location of mobile devices [9]. The
mobile device is carried by a target, which can be a person, or a piece of
3
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equipment to which the device is attached. Position estimates are computed
continuously while the target follows a trajectory, a process known as tracking.
The tracking produces a position trace representing the original trajectory in
the form of timestamped position estimates. The position trace will only be
an approximation of the trajectory, due to the discrete nature of the sensor
sampling, as well as noise in the sensors which propagate to the position
estimates. The sensor data and position estimates form the spatio-temporal
data on which analysis can be performed. The aim of the developed analyses
is to improve indoor work task logistics. A work task is a specific task that has
to be performed, and which may come with a deadline [101]. Given the spatiotemporal data, the focus lies on work tasks with a spatial distribution, e.g.,
transportation of equipment from one place to another. The logistics of these
work tasks is the process of prioritizing, delegating, executing and tracking
them. Service logistics covers the logistic processes at hospitals, performed
by service personnel, such as orderlies. The focus is on work tasks in indoor
settings, which covers work performed inside buildings, but may also include
short outside travels between neighbouring buildings. Large-scale building
complexes are especially interesting for spatio-temporal analysis due to the
challenges in optimizing the work task logistics for interconnected buildings
containing thousand of rooms and staff members. In order to avoid negatively
affecting the work performed the focus is on opportunistic sensing, where no
input or action is required from the target. Opportunistic sensing allows
automatic sensor data collection to be performed throughout the execution
of daily work routines [66]. The spatio-temporal analysis includes posterior
and real-time analysis. Posterior analysis is performed on previously collected
datasets. Real-time analysis is performed on data as it is collected, in order to
allow for detection of sudden changes that require adjustments in, e.g., task
schedules.

1.1.1

PosLogistics

The research of this thesis is part of the PosLogistics project. The overall
goal of the PosLogistics project is to improve hospital service logistics, and
thereby facilitate improvements in the patient flow along the entire hospitalization for each patient, from arrival at the hospital to discharge. The
goal is to achieve this through development of systems for providing efficient
resource and task management, based on indoor positioning and mobile sensing. The project is a collaboration between Aarhus University, Systematic,
Aarhus University Hospital and Aalborg Hospital. Several prototypes have
been developed in collaboration between Systematic and Aarhus University.
The prototypes have been deployed at both Aalborg Hospital and Aarhus
University Hospital. They allow the orderlies at the hospitals to manage their
tasks, by providing easy overview of i) the tasks in need of execution, ii) the
positions of tasks and orderlies, and iii) the tasks currently being performed
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by their colleagues. The orderlies gain access to this data from an application
on their smartphone, which also performs indoor WiFi positioning to track
the location of the orderlies.
The focus of the PosLogistics project is on hospital orderlies, as these form
the backbone of the hospital workflow. The orderlies perform tasks such as
transporting patients, blood, medicine, and equipment to and from wards, as
well as various maintenance work. When the orderlies are delayed in task
execution, due to bad scheduling or suddenly occurring tasks, the workflow
of the entire hospital can be delayed. Those delays can ultimately causing
cancellation of operations. Thus by improving the workflow of orderlies, the
workflow of the entire hospital can be improved, which may in turn improve
both patient and staff satisfaction.
Hospital Case
The task prioritization, delegation, execution, and tracking routines of orderlies at Aalborg Hospital prior to the start of the PosLogistics project is given
as an illustrative example. The example shows how service logistics could
be improved through the development of spatio-temporal analysis methods:
When a patient requires transportation between wards during daytime business hours, a nurse will call the orderly-dispatcher by phone. The dispatcher
keeps records of which orderlies are currently performing a task. The dispatcher will choose a free orderly to perform the task, delegating the task to
the orderly by phone. The orderly will perform the task. Afterwards he will
call the dispatcher to register as free to perform a new task. During evening
and night hours, the dispatcher is off-duty. Instead a randomized phone-chain
is used to connect a nurse to a random orderly.
The approach has multiple issues which cause inefficient execution of the
tasks. A major issue is the general lack of overview, for both the dispatcher and
the orderlies. As the dispatcher is unaware of the current location of orderlies,
he cannot take into account the spatial relation between the tasks and the
orderlies. Sometimes this lack of overview results in tasks being delegated to
an orderly far away from a task location, even though another orderly close
by could have performed the task faster. The lack of overview also means
there is little to no prioritization of tasks, as they are assigned in the order
the need for them arises. Opportunities where the end location and time of
one task would match the start location and time of a next task, and thus
could beneficially be performed by the same orderly, are not taken advantage
of. As no tracking of task execution is performed, the current progress of
tasks being executed is unknown to the dispatcher as well as to the people
dependent on the task execution, e.g., nurses waiting for a patient. The lack
of tracking of task execution also means that no logging of the details on
task execution is taking place, which could otherwise provide opportunities
for posterior analysis and future optimizations of the task logistics.
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Figure 1.1: Overview of the areas covered in this thesis.
The issues of a lack of overview and inefficient task execution can be mitigated through spatio-temporal data analysis. The spatio-temporal data, provided in part by indoor positioning, allows for gaining overview of the spatial
distribution of staff members and tasks. Analysis of this data can provide
multiple types of information. By the use of real-time mobile sensing, the
analysis can be performed real-time in order to dynamically adapt to the collected information and new tasks. At the same time, the data can be stored
for posterior analysis, e.g., for analysing data collected over several months
or years to detect long-term trends, bottlenecks, or inefficient resource usage.
Information on travel times between wards and the routes commonly used can
be extracted, providing information for enabling task progress tracking, and
better task prioritization. The information can be used for congestion detection and for providing navigation based on the expertise of staff members.
Detection of the used transportation means can improve these analyses, as
well as provide information for, e.g., vehicle management and maintenance.
While hospital logistics serve as a specific case for applying these spatiotemporal data analysis methods, the methods are developed to be general, and
can be applied to other applications in indoor settings with similar structures.
Such applications include any kind of large-scale indoor work task logistics,
such as management of large warehouses or luggage-handling in large modern
airports.

1.1.2

Research Area Overview

This section provides an overview of the different areas of the thesis, the
methods that are developed, and how they relate to each other. Figure 1.1
provides an overview of the dependencies between the areas. The areas form
a processing pipeline, where each step in the pipeline depends on data from
the previous step.
Sensing covers the collection of sensor data from mobile devices, such as
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smartphones carried by personnel, or tags attached to equipment. The sensors
include accelerometer and WiFi sensors. The actual data collection can be
carried out by the mobile devices themselves, or by, e.g., a WiFi network
infrastructure collecting signals from the mobile devices. While research into
technicalities of sensing is not a subject of this thesis, the area is included
here as it provides the data used for the rest of the pipeline. The sensing
area includes the methods for indoor positioning that are used to compute
position estimates for mobile devices. Indoor positioning is an active research
area, where multiple methods exist, based on, e.g., WiFi positioning [9, 52,
112]. The focus of this thesis is therefore not on developing new positioning
methods, but rather on selecting and evaluating the positioning methods that
are able to scale to very large building complexes while still being responsive
and maintainable. These requirements limit the obtainable accuracy, and
provides challenges that need to be addressed along the processing pipeline.
The sensor processing layer covers the first steps of processing the sensor
data before further analysis. Trajectory cleaning is used to preprocess the
computed position traces before using them in various analyses, by detecting
and removing outliers, or by mapping the traces to known or reconstructed
route networks. For other types of sensor measurements, e.g., accelerometer,
filtering and interpolation is used to remove outliers and smooth the data, and
to avoid heterogeneity in measurements collected from different devices.
The last step includes the areas which analyse the data produced by the
preceding two steps. Transportation mode detection is the automatic detection of used transportation modes based on collected sensor data from mobile
sensing. The sensor data can include accelerometer and raw WiFi data, as well
as position data from indoor positioning. Knowledge of the used transportation mode serves as useful information for the next steps in the processing
pipeline. Common route detection is the detection of the routes most commonly used by people traveling through a building complex. The common
routes are detected based on collected position trajectories from traversals
through the building complex. Travel time estimation is the estimation of the
time used to travel between a pair of locations, for prediction of future travel
times. The predictions are made based on collected historical data in the form
of position traces. Travel times and common routes may be detected for specific parameters, e.g., specific persons or specific times of day, and both may
change depending on the transportation mode used. Additionally, by using
real-time data, the methods are able to detect changes in common routes and
travel times as they occur, thus allowing for handling of the changes. Facility
utilization analysis covers methods developed for performing large-scale analysis of the activity in and utilization of large building infrastructures. The
analysis is based on collected WiFi traces from all WiFi enabled devices in
the building. Route network reconstruction is the process of reconstructing
a traversed route network, e.g., a network of hallways and rooms, based on
position traces collected from multiple traversals of the route network.
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For several of these areas, existing work has developed methods for solving
related problems for outdoor settings. This thesis provides novel solutions for
large-scale indoor settings, where due to the significant differences between
indoor and outdoor settings, the outdoor solutions are not applicable to indoor
settings. These differences include, e.g., sensor availability, route network
structure and usage, travel patterns, and vehicle use.
This thesis aims to address the open problem of developing spatio-temporal
analysis methods that can be deployed also in large-scale indoor settings, by
addressing the following problems not addressed by current solutions:
• For route network reconstruction, indoor methods for large-scale building complexes need to function with only low-accuracy easily-deployable
positioning systems. The methods need to be able to distinguish the
dense indoor route networks based on position estimates from these.
• For travel time and route estimation, indoor methods cannot assume
either an easily available route network, or high accuracy position estimates. Methods for outdoor settings assume one or both of these.
• For transportation mode detection, indoor methods cannot depend on
high-accuracy speed estimates from GPS, or that transportation modes
can be distinguished by the used routes or maximum speed.
These challenges and differences are further explored in Chapter 3.

1.2

Hypotheses

The research objectives of this thesis can be summarized into the following
constructive hypotheses. The hypotheses build on the assumption that a
large-scale indoor positioning system is available, that is able to perform realtime position estimation of up to 10.000 devices in a building complex, with
a latency of no more than 2 seconds, and a median accuracy below 15m.
Chapter 2 discusses the available options for such a positioning system.
H1 The route network of a large building complex can be reconstructed
through aggregation of potentially noisy position traces, collected from
travels throughout the building complex. The computed route network
is accurate to within 5m of the actual route network, and correctly identifies major route network segments.
H2 The modes of transportation used in an indoor environment can be detected with high accuracy by machine learning methods, based on sensor data collected through mobile sensing. The transportation modes
include common as well as specialized types of transportation, such as
walking, biking, driving, electric bus, or bed-pusher.
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H3 Travel time estimates and commonly used routes can be computed from
position traces collected through opportunistic sensing. The computed
commonly used routes are representative of those actually used. The
travel time estimates are accurate to within 10% of the actual travel
times. The routes and travel times can be computed for individual
people, or specific parameters such as time of day.
H4 Using real-time position traces from users moving through a building,
sudden changes in travel times or commonly used routes can be detected
by automatic methods within minutes of the change.
H5 The utilization of a building, i.e., the flow of people moving through a
building, between specific departments, or in and out of doorways, can
be estimated with high accuracy through aggregation of position traces
collected via mobile sensing from a high ratio of the people using the
building.

1.3

Research Approach

The research approach of this thesis is that of experimental computer science,
as illustrated in Figure 1.2. As the goal of the research is to improve real-world
logistics, an important focus point has been to keep the research closely coupled to real-world settings, by collaboration with two hospitals and a software
company. These collaborations have allowed us to perform studies of the prior
modes of operation at the hospitals, as well as involve users in the analysis,
design, and evaluation processes. Informed by these studies, the hypotheses
H1 through H5 were stated, and analysis methods were designed and implemented in order to test the hypotheses. For the evaluation and hypothesis
testing, sensor data collected at the hospitals was used. The evaluations led
to further reiteration and improvements of the methods. Thus the methods
were developed and improved in an iterative fashion, where evaluation of some
methods showed where improvements could be made, which sparked ideas for
other methods. The process is described in detail in the following.
Users Studies
Given the focus of improving work task logistics, the users and managers of logistic processes at the hospitals were taken into consideration when designing
methods. Through the collaboration with two major hospitals, we surveyed
their work routines in multiple ways in collaboration with the software company. First, we interviewed orderlies and their managers, in order to reveal
their daily work routines, their tasks, and how they choose to perform and
manage them. This interview process allowed us to explore the structure
of their tasks and the problems they face when executing them, from their
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Figure 1.2: Experimental computer science
subjective point of view. Secondly, we followed orderlies around while they
performed their daily jobs. This allowed us to get a more objective look at
how their tasks were performed, what problems they faced during a day, and
where potentials for improvements were. Thirdly, we collected sensor data
from several days of work from the orderlies, by supplying them with smartphones. This collection process provided us with data for analysis as well as
evaluation of the developed methods. The studies revealed specific problems in
the workflow. For example, some orderlies reported that they lacked a proper
overview of the tasks to be carried out, as they only received phone calls with
current tasks, and couldn’t plan according to future tasks. We also find that
nurses didn’t know when to expect the arrival of orderlies for transportation
of patients, which resulted in patients often not being ready for transportation
when the orderly arrived.
Design and implementation
Based on the problems and ideas for improvement detected through the user
studies, we designed and implemented methods for improving the logistics.
For example, we realised that the orderlies lacked estimates of how long tasks
would take, which would require knowledge of the travel times between different locations at the hospital. This led us to design and implement the methods
for automatic travel time estimation based on collected sensor data.
The design and implementation was performed in an iterative fashion,
through the use of the collected datasets. The datasets allowed us to easily
test the implemented methods, and reiterate when they needed improvements,
thus leading to fast development without a long deployment phase.
Evaluation
Multiple methods of evaluation were employed in order to evaluate different
aspects of the methods. Each of the evaluation methods have specific advan-
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tages and disadvantages, as discussed in the following.
Emulation Evaluation through emulation was performed by collecting datasets of sensor measurements. For example, a dataset was collected consisting of sensor measurements from smartphones carried by orderlies
through ten days. The dataset allowed us to evaluate the developed
methods for travel time estimation, by comparing the computed travel
time estimates to actual travel times collected manually during the data
collection. By the use of emulation, it was possible to easily evaluate
different ideas directly against each other, to find the most accurate
methods. Similarly, it was possible to optimize parameters of the methods. The use of emulation ensures that the input data is the same for
every experiment, as opposed to evaluation in a live setting, which makes
it easier to directly compare results. A downside of emulation is that
it’s possible to overfit to the specific data. For example, the parameters or methods may only be accurate for that specific set of data. For
that reason, it’s important to not use emulation as the only evaluation
method.
Validation Validation is evaluation in a real-world setting. As opposed to
emulation, live data is used from the actual setting where the methods
are supposed to be deployed. Validation can help detect problems like
overfitting of parameters. In addition, validation can help detect unexpected problems. For example, we detected huge latency in transmitting
sensor measurements from mobile devices to a server, due to latency
when a phone switched from one access point to another. This problem
would have been hard to detect using only emulation. Furthermore, we
used validation to evaluate the precision of the indoor positioning in the
hospital setting. The downside of real-world validation is that it can be
very time consuming, with regards to setup as well as execution, and
may require several users to perform.
User evaluation Some of the methods were furthermore evaluated through
user interviews. User interviews are especially helpful for the part of
methods that are designed to inform users. Specifically, we used user
interviews to evaluate the usefulness of developed visualizations of hospital movement patterns. The evaluation was performed by interviewing
a hospital planner and a service logistics manager, and letting them evaluate the visualizations. In addition, the staff of Systematic performed
several evaluations and iterations on prototypes of a task management
system, in order to determine the optimal way of informing the orderlies
of the tasks to be executed, and the locations of other orderlies. User
evaluation ensures that the methods are useful also for the people who
will ultimately end up using them. In addition it can be part of the design process, as the users provided constructive feedback and new ideas
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for further visualizations. The downside of user evaluation is, as for validation, that it typically requires a lot of time for setup and execution,
and that it may be hard for the users to find that time away from their
busy daily schedules.

The iterative fashion of this process inspired the development of new methods to improve the previously evaluated methods. For example, the evaluation
of our methods for travel time estimation showed that the assumption that
the fastest path was always used let to underestimates of travel times. The
underestimates occurred when false shortcuts had appeared in the data due
to jittery and inaccurate position estimates. We therefore decided to instead
estimate travel times along the most commonly used routes, to provide more
accurate travel time estimates. This led to the development of the methods
for common route detection. The methods for common route detection then
proved to have significant applications in their own right.

Chapter 2

Background
This sections provides an overview of the research areas and the literature that
forms the foundation upon which this thesis builds. In order to achieve the
objectives set forth in Chapter 1, the thesis will reach into several related research areas with regards to analysis, applications, and methods for providing
input data.

Figure 2.1: Research areas covered in the thesis.
Figure 2.1 shows the related areas arranged into four steps, depending on
which level of data they operate at: sensing, preprocessing, analysis and applications. The sensing step covers methods for input collection, e.g., collection
of sensor measurements and positioning. These measurements are generally
preprocessed before further analysis, in order to filter away outliers, smooth
trajectories, or perform map matching. After preprocessing is the analysis
step which extracts information from the collected data, such as route networks, travel times, or used transportation modes, for various applications.
The final applications step covers the many applications which employ information generated by the various analyses, e.g., navigation based on extracted
routes, or scheduling based on travel time estimates and transportation mode
detection. The distinction between these steps is not absolute, and some anal13
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ysis methods may also be applications in their own right. For example, travel
time estimation can be used for providing travel time information, but can
also provide input for scheduling applications. While the work of this thesis
focuses mainly on indoor settings, many of the methods developed for outdoor
settings serve as inspiration or can be modified to fit indoor settings, and these
are therefore included in this chapter as well.
Table 2.1 provides an overview of the related literature with regards to
positioning and to the various analysis areas, and shows whether the papers
are mainly focused on indoor or outdoor settings. While the table does not
provide a true random sample of papers, the number of papers in respectively
the indoor and outdoor column for each area can be used to provide a hint
of which setting has received most focus in the research areas. It’s clear that
there’s plenty of research into positioning and tracking in indoor settings, using
a large amount of different sensors in various settings. However, compared to
the outdoor settings, there’s comparatively little research on the specific kinds
of analysis in indoor settings, e.g., travel time detection and mobility pattern
detection. This suggests that there’s still a lot of possibilities in developing
these kinds of analysis for indoor settings.
Area
Positioning

Route Network Reconstruction
Transportation Mode Detection
Travel Time Estimation

Indoor
[9, 25, 39, 44, 52,
55, 56, 57, 62, 65,
102, 105, 109, 111,
112, 113]
[6, 29]
[91]

Common Route Detection

[88]

Mobility Pattern Analysis

[53, 58, 59]

Outdoor
[15, 56, 65]

[16, 18, 32]
[91, 98, 106, 119]
[16, 18, 43, 47, 81,
106, 107]
[13, 16, 18, 24, 47,
63, 69, 78, 118]
[20, 27, 78, 80,
110]

Table 2.1: Overview of whether papers focus mainly on indoor or outdoor
settings.

2.1

Sensing Methods

The first step of the processing pipeline is the collection of data to serve as
input for the rest of the pipeline. This step includes collecting measurements
from WiFi, accelerometer or other sensors, as well as the computation of
positions for targets.
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(a) Smartphone
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(b) WiFi/RFID tag (c) Inertial measurement
unit

Figure 2.2: Examples of measurement collection devices

Modern smartphones have several advantages that make them an evident
choice as data collection devices for applications that require measurement
collection from mobile targets. Smartphones are designed for mobility, with
small form factors and large battery capacity, while still being priced at a level
that makes them available for everyone. Smartphones include a wide range
of sensors that are easily accessible to developers, allowing for development of
measurement collection applications tailored for specific use cases.
Other choices for measurement collection includes standalone sensor devices, such as inertial measurement units that measure various forms of movement of a target, using sensors such as accelerometers and gyroscopes [82].
Such specific sensing devices may achieve more accurate sensor measurements.
They have the advantage that they are often fixed at a specific known position
on the target, whereas phones may be carried in various positions and orientations [79]. Methods that rely on very simple and cheap tracking devices,
such as WiFi, Bluetooth, or RFID tags placed on targets require an installed
infrastructure for collecting and storing measurements. More advanced devices, including smartphones, may either store or process the measurements
themselves, or forward the measurements to, e.g., a central server for storage
and processing [51].
For all types of mobile devices and tags, a trade-off has to be made between the sensor utilization and battery consumption, as a higher frequency of
measurement sampling requires a higher power consumption. Various methods can be used in order to minimize the power consumption by optimizing
the measurement collection with regards to the specific use case, and by utilizing low-power sensors such as accelerometers to determine when to enable
high-power sensors such as GPS [15].
Noise is inherent in all kinds of sensors, so that the measurements are only
an approximation of the reality. The sensors themselves may be inaccurate,
but noise may also stem from external sources. Magnetometers may pick up
noise from metallic objects, and WiFi signals may be blocked by people [95].
For smartphones, device heterogeneity with regards to the large range of dif-
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ferent smartphones, operating systems, and sensor implementations available
means that the specific sensor measurements of the same events may differ
from phone to phone [99]. Handling the noisy measurements can be part of
preprocessing as described in Section 2.2, or can be an integral part of the
analysis methods.
For indoor positioning, a wide range of methods have been developed, using
multiple types of technologies. The choice of method and technology depends
on factors such as installation and maintenance costs, desired accuracy, and
update speed [51]. WiFi positioning is often used due to the ubiquitous availability of WiFi in indoor settings and in mobile devices, where it allows for
positioning at several levels of accuracy. The obtainable accuracy for WiFi
positioning depends on the layout of the WiFi network and building, the fingerprint coverage, and the device scan frequency [9, 26, 52, 65, 111]. Other
radio-wave based technologies with similar properties to WiFi are used as well,
including GSM [65, 109] and FM [25]. GSM and FM can can be used in places
with no WiFi coverage, but generally at a lower accuracy. Bluetooth can be
used for proximity detection as well as for general indoor positioning [88]. For
employing other sensors available on smartphones, without depending on specific infrastructures, methods have been developed for indoor positioning based
on microphones [105], or dead reckoning based on accelerometer, gyroscope
and magnetometer sensors [6, 102, 111]. Special-purpose indoor positioning
infrastructures can be installed for achieving high accuracy indoor positioning
with up to centimeter accuracy, using ultrasonic, ultra-wideband, or infrared
sensors and tags[112, 113]. Depending on the building layout and materials,
GPS may be able to serve as a positioning system even for indoor positioning,
or for providing enter and exit locations for buildings [57]. Independent of the
method, the end result is a sequence of positions that can be further processed
in the preprocessing step.

2.1.1

Large-scale Indoor Positioning

This section discusses the challenges in providing indoor positioning for a
large-scale building complex with minimal deployment and maintenance costs.
Positioning solutions for such settings were required in order to collect the
spatio-temporal data on which this thesis builds. As most interesting settings
for indoor spatio-temporal data analysis are very large building complexes,
the solutions need to be able to scale effectively. The requirement of low
deployment and maintenance costs allows for installation, and thereby data
collection, without requiring stakeholders to agree to massive investments in
indoor positioning systems. Specialized positioning infrastructures, such as for
ultrasound positioning, can be very accurate, but typically require a sensor to
be installed in at least every room [112]. With thousands of rooms at a large
hospital, the cost of these kind of systems becomes excessively high. This
leaves positioning systems based on existing infrastructures, such as WiFi,
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GSM or FM. As WiFi networks are generally available in large building complexes and has overall better accuracy than GSM or FM-based positioning,
WiFi-based indoor positioning was chosen.
Most approaches to WiFi-based positioning require one of two things: Either an extensive mapping of fingerprints in the entire building, or a detailed
digital building model and information on the propagation of WiFi signals
through the building, access point locations, and transmission strength levels. This information is often unfeasible to obtain for very large building
complexes. Digital buildings models are not necessarily available in a form
which makes it possible to detect the required features of the buildings without large amounts of manual labour, and they may not be up to date, as
the buildings may be modified frequently. Traversing thousands of rooms in
order to collect fingerprints will take several months in man-hours, at a significant cost, and the information will be outdated when updates in buildings
or WiFi-infrastructures occur [51].
Therefore we chose to use a WiFi positioning solution which is able to
obtain large spatial coverage with only little effort. The solution only assumes
a mapping between WiFi access points and building locations. The mapping
may be to a semantic location model, e.g., to room names, or it may be to
coordinates of access points, in a global or local coordinate system. A semantic location model allows for easy deployment, but restricts the possible
positioning methods. The method chosen for semantic location models was to
report a target to be at the location of the access point from which it received
the strongest WiFi signal strength. For coordinate-based mappings, the centroid lateration approach is used: The position of a target is computed as the
weighted-average location of the received access points, using the received signal strength as weight [65]. These two approaches were evaluated at Aarhus
University Hospital, as shown in Figure 2.3a. The evaluation was performed
by manually recording the location of a target traveling throughout the hospital, while the target was tracked using simultaneously the two approaches, at
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a frequency of 0.5Hz. The cumulative error distribution shows that the simple
strongest access point approach has a median accuracy of about 30m, while
the coordinate-based approach, termed centroid in the graph, has a median
accuracy of about 15m. The evaluation also determined the different kinds
of noise occurring in the position estimates using these methods. The noise
patterns fall into two categories. One is erroneous outlier position estimates,
with exceptionally large errors where the target is estimated to be far away
from the actual location. Figure 2.3a shows how these errors are uncommon,
but do occur. The second type of noise is jittering, where the position estimates jitter between several positions even though the target is not moving,
or when moving on the border between different locations.
Figure 2.3b shows an example of how the building layout may influence
the noise patterns in the positioning, especially the erroneous outliers. The
colored squares show the access point locations on the floors, while the circles
show the locations where positions have been computed for a target. For each
circle, the target was at the location for 30 seconds, allowing for 15 position
estimations. The circles are colored according to which percentage of estimates
were computed to be at the similarly colored access point. A clear example
of the building layout related outliers is the location at the top right, which
is estimated to be nearest the red access point, even though it is in fact closer
to the green access point. This error is caused by the free line of sight to the
red access point, whereas the walls in the direction of the green access point
causes signal attenuation.
Given the median accuracy of respectively 15m and 30m, the two approaches are not as accurate as some indoor positioning systems which can
achieve accuracies below 1m. Instead they are easily deployable and maintainable in large building complexes without excessive costs. The accuracy
provides additional challenges for the spatio-temporal analysis methods, as
discussed in the following chapters.

2.1.2

Sensor usage

In order to provide an overview of the sensor use for analysis methods for
respectively indoor and outdoor settings, Table 2.2 lists the use of sensors for
the related analysis methods covered in this section. Although only a small
sample, it shows that while the sensor distribution is roughly equal indoor,
GPS is vastly preferred for outdoor settings, and that many methods rely only
on GPS data. This fact again hints that the outdoor methods are not easily
transferable to indoor settings, due to the unavailability of GPS.

2.2

Preprocessing Methods

For collected sensor data some general issues can be resolved before further
analysis, using methods that are independent of the final analysis or appli-
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Sensor
GPS
Accelerometer
WiFi
GSM
Bluetooth
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Indoor
2
2
2
1

Outdoor
17
3
5
3
2

Table 2.2: Sensor usage in analysis methods for indoor and outdoor settings

cations. When using various types of mobile devices and sensors for measurement collection, the sensors may suffer from device heterogeneity. Device
heterogeneity covers the fact that different sensors, even though of the same
general type, or even of the same model, may operate in slightly different ways.
The differences may include the frequency of measurement collection, the level
of accuracy, and bias in the sensed values [99]. For obtaining comparable data
from multiple sensors operating at different frequencies, measurement interpolation and resampling can be used [99]. Interpolation and resampling helps
to ensure that all collected measurements are at the same frequency for the
subsequent analysis. Interpolation and resampling can also be employed when
using only a single sensor, for cases where the sensor does not operate at a
stable frequency. For handling sensors operating at different scales or with
a bias, normalization of the measurements can be performed, to ensure the
sensor values are comparable [99]. In order to deal with inaccurate sensors
or sensors that pick up noise, in the environment or inherent in the sensors,
smoothing of the data can be performed to mitigate the effects noisy outliers. For WiFi measurements smoothing is often done by aggregating signal
strength values over a time-window, which helps to cancel out sporadic noise
from, e.g., people moving in the vicinity [9].
Specific for position trace data, due to inaccuracies present in any kind of
positioning system, cleaning of the collected position traces is often performed
before further analysis. If a route network is available, in the form of a road
map for outdoor settings or a floor plan for indoor settings, map matching is
often a useful method for converting an inaccurate position trace to a route
in the network [16, 24, 69, 115]. This ensures, e.g., that if equal routes are
traversed, the collected and mapped position traces will also be equal, which
eases analysis such as pattern finding. Apart from mapping directly to route
networks, they can also be used to improve the accuracy of position estimates
using particle filtering [37]. When a route network is unavailable, or the
movement of interest is not along specific network segments, other methods
are available. Various smoothing algorithms and filters can be applied to
mitigate the effect of jittery positioning systems [70], or the outlier positions
can be detected and eventually removed. When multiple spatial trajectories
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are known to follow the same route, they can be aggregated in order to extract
the general movement patterns, using methods such as median or average
trajectories [19].

2.3

Analysis Methods

The goal of the various analysis methods is to extract information from the
collected data, either for use in applications or as a result in their own right.
This section will cover analysis methods within relevant areas of different kinds
of spatio-temporal analysis, for indoor as well as outdoor settings.

2.3.1

Route network reconstruction

Route network reconstruction is the process of reconstructing a route network
based on the position traces and other sensor data collected from traversals
of the network. For outdoor settings, the focus is on detecting roads and
road intersections, often using the term map generation. For indoor settings
the focus is on detecting the layout of hallways and rooms, often covered by
the term floor plan construction. For reconstructing roads and intersections,
methods based on position traces collected by GPS-equipped vehicles have
been developed. These methods use various aggregation techniques to extract
the route network from multiple traversals [16, 18, 32]. A combination of WiFi
and GPS has been used to determine the outlines of buildings and thereby
the traversable space between them [75, 76]. Simultaneous Localization and
Mapping (SLAM) methods are used for mapping indoor or outdoor settings,
either through a determined mapping process performed by a user, or through,
e.g., autonomous mapping robots [30]. These methods may depend on input
from WiFi, cameras, or kinetic sensors [7, 33, 42]. Methods for indoor floor
plan construction have also been developed, using data collected by users
naturally traversing the buildings through their daily routines, from WiFi
and kinetic sensors [45, 82]

2.3.2

Common Route Detection

For common route detection, the goal is to detect the routes most commonly
used, either between specific start and destination pairs, or the most used subroutes of the route network in general. The common routes may be detected
for individual users, or detected based on all users traversing the route network
[63, 88]. For providing better navigation in outdoor settings, methods have
been developed to determine and take into account the users preference for
route types [118], and for providing navigation based on collected routes from
taxi drivers, under the assumption that they are expert navigators of large
cities [69]. Similarly, using GPS-equipped taxis as city-wide sensors, position
data from taxis has been used to model traffic density in cities [24]. For

2.3. ANALYSIS METHODS

21

detecting reoccurring subtrajectories or patterns in a set of position traces,
methods have been developed that work independently of the type of data,
and that have been used for trajectory data on football players and hurricanes
[36]. For avoiding the need for fingerprinting or floor plan modeling, Werner
et al. developed methods for classification of raw WiFi traces according to a
database of WiFi traces, without intermediary position computations [114].

2.3.3

Travel time estimation

Travel time estimation is the prediction of the time required to travel between
two locations. The estimate may be based on collected position traces from
previous travels, expected travel speed, and the expected route. The route
may be determined using common route detection, or from assumptions on
the selected route, e.g., always using the shortest route. For outdoor travel
time estimation, many methods rely on measurements previously collected
using GPS [18, 47, 81]. Travel time estimation methods have been developed specifically for supporting map generation [18]. An application where
automatic travel time estimation can improve the current methods is for bus
arrival time prediction, where dynamically updated travel time estimates can
help predict bus arrival times better than static travel time estimates [16, 106].
Travel time estimates can depend on different factors, e.g., the current levels
of traffic [107], or the preferred routes of the user [69]. Methods have also
been developed for determining travel times based on GSM, which allows for
collection of travel times from users traveling on highways using existing GSM
infrastructure and users’ mobile devices [43]. Checkpoint-based methods use
technologies such as Bluetooth, WiFi, or registration plate reading to identify
vehicles at specific locations and times and thereby compute the travel times
between checkpoints [96].

2.3.4

Transportation mode detection

Transportation mode detection is a subcategory of the broad field of human
activity recognition. Human activity recognition covers the automatic recognition of activities performed by users, based on measurements collected by,
e.g, sensors in mobile devices carried by the users performing the activities
[12]. For obtaining high accuracy in the collected measurements, they can be
performed by inertial measurement units, mounted at specific body-locations
[4].
For transportation mode detection the focus is on detecting transportation activities and transportation vehicles. Based only on GPS data, methods
have been developed for distinguishing between driving, walking and riding a
bus, using machine learning on extracted features such as changes in direction
and speed [119]. Other methods employ kinetic sensors from smartphones
carried by users to distinguish between stationary, walking, running, biking or
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in motorized transport [91]. To further help distinction between similar transportation modes such as buses and cars, openly accessible GIS information on
bus routes, train stop locations, etc., has been employed [98]. Transportation
mode detection has been used to detect bus rides as part of automatic bus
arrival time prediction using passengers smartphones for data collection [106].

2.3.5

Mobility Pattern Analysis

While related to the common route detection, mobility pattern analysis covers
a broader category of analysis of movement patterns, e.g., through a city or a
building complex. One aspect of mobility pattern analysis is the detection of
mobility profiles for individual users, where based on GSM cell-information,
Bayir et al. [13] determines that approximately a total of 15% of a users time
is spent in locations that appear with less than 1% of the time. For exploring
the mobility patterns for users moving in groups in indoor settings, WiFi,
accelerometer, and compass sensors have been used to detect group movement
as well as identifying followers and leaders in the groups [53, 58, 59]. Calabrese
et al. [20] presents methods for exploring user behaviour for buildings in a
campus setting. Schauer et al. developed methods for estimating the flow
of people through a checkpoint, using WiFi and Bluetooth sensing of mobile
devices carried by users [94].
Chon et al. [27] presents methods for detecting and categorizing places
from data collected through mobile devices. Using Bluetooth-scanning in urban settings, Neil [80] considers methods for counting people moving through
specific areas. For constructing predictive models of people’s movement, Vu
et al. [110] presents a framework using collected WiFi and Bluetooth traces.
Musa et al. [78] develops methods for traffic analysis, based on tracking unmodified smartphones through WiFi.

2.3.6

Real-time versus Posterior Analysis

The analysis methods and applications can be separated into two classes, respectively posterior and real-time analysis. Posterior analysis covers those
methods which perform analysis of a previously collected dataset in order to
extract information. The dataset is complete at the time of analysis, such that
given a data point in the dataset, the data before and after that data point is
known and can be used for analysis. Real-time analysis on the other hand is
performed as data is collected. At the time of analysis, only data prior to the
newest data is available for analysis, and the future data is unknown. In addition to this challenge, the available execution time is often limited for real-time
analysis as the results are required for real-time applications, whereas for posterior analysis the execution time limits are not as strict. The execution time
is limited for the entire pipeline for real-time analysis. Therefore the sensor
collection and preprocessing must also work in a real-time fashion. Real-time
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analysis provides additional opportunities for detecting and dynamically reacting to changes in travel times or task execution, which will not be possible
using posterior analysis. For an area like task progress-tracking, only real-time
analysis makes sense. Combinations of real-time and posterior analysis can
be beneficial as well. The real-time analysis can detect sudden changes that
should be reacted upon as data is collected, while the posterior analysis can
be used to detect, e.g., long-term trends and patterns when data-collection is
complete.
An example of real-time analysis is the transportation mode detection
methods developed by Reddy et al. [91], that are able to determine the used
transportation mode in outdoor settings in a real-time manner, through analysis methods running on a smartphone. An example of posterior analysis is
the methods for intersection detection developed by Fathi et al. [32], that are
able to detect intersection locations through aggregation of a large number
of GPS traces collected from vehicles. Methods also exist which are hybrids
of posterior and real-time analysis. For example the Easytracker [16] system
first uses posterior analysis to construct bus route networks from previously
collected GPS traces from buses. While running in real-time, the constructed
route network is used together with real-time GPS position estimates to provide real-time bus arrival-time estimates.

2.4

Application Areas

The applications of the spatio-temporal analysis methods are many. Estimates
of travel times between locations have been used for arrival time prediction,
e.g., for progress tracking of task execution or for vehicle navigation, as done
by Yuan et al. [118], Letchner et al. [69], and Castro et al. [24]. In combination with detected information on commonly used routes, the travel time
estimates have been used for automatic bus route detection and real-time bus
arrival time prediction for each stop [16, 107]. Mobility pattern analysis can
be used to predict future navigation goals, in order to provide automatic navigation to those locations, as described by Kannan et al. [46]. For scheduling
indoor work tasks optimally, knowledge is require of the travel times between
locations, the routes used, and the required vehicles and vehicle locations [89].
This information can be supplied by the spatio-temporal analysis methods,
making it possible to automate work task logistics even for large-scale indoor
operations.

Chapter 3

Challenges for Indoor
Spatio-Temporal Analysis
This chapter discusses the challenges in performing spatio-temporal analysis
for large-scale building complexes. While some of the challenges are similar in
nature to the challenges for outdoor settings, a number of additional challenges
are relevant for indoor settings. The Chapters 4 through 7 discuss how the
developed spatio-temporal analysis methods overcome these challenges.

3.1

Inaccurate Positioning

As motivated in Section 2.1.1, the indoor positioning systems used in large
building complexes may be limited in the obtainable accuracy. For the specific
hospital case, the obtained median positioning accuracy is 15m, but with position estimate outliers up to 100m away from the actual location in rare cases.
The inaccuracies come in different forms. White noise in position estimates
may stem from intermittent sources, such as people passing by a user, or a
user blocking a Wi-Fi sensor. Bias in the positioning system is the phenomena
that position estimates are erroneously estimated in a specific direction at a
specific location, and may stem from differences in building materials, or the
layout of infrastructure beacons. Figure 3.1 shows examples of both types of
inaccuracies in position estimates collected at the hospital. These inaccuracies
in position estimates are challenging for all kinds of analysis, from preprocessing steps to route network detection and travel time estimation. The analysis
methods must to be able to deal with significant outliers, without letting them
impact the performance or accuracy of the results.
The impact of the potential low level of accuracy is that it is hard to
distinguish, for example, whether a user is on one side or the other of a wall
or similar barrier, thereby making it hard to precisely identify which room a
user is currently in. In addition it can be hard to distinguish whether a user
is even inside a building, or just passing by outside.
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Figure 3.1: Example of bias and noise in position estimates (green) when
walking a route (yellow)

3.2

Unavailable Information

For outdoor settings, various types of spatial information is easily available,
often through online services. This includes maps of the road network layout,
public transportation routes and time tables, as well as information on special
cases such as biking paths and one-way streets [98]. For large building complexes, no such information is generally available to the same extent. Floor
maps are often unavailable due to being analog, or in digital formats, where,
e.g., the walkable routes are hard to extract. In addition they lack other factors which can influence the walkable routes, such as which doors are locked.
Manually building floor plans from scratch, or converting digital plans to suitable formats, can take an excessive amount of time and effort [51]. Google
and other companies are making progress in mapping large publicly available
indoor sites such as shopping malls, airports, and train stations [1]. But the
coverage is far from complete, and doesn’t cover places such as hospitals, nor
publicly unavailable sites such as large warehouses.
Therefore, in order to obtain accurate information on walkable routes and
floor plans for large indoor settings, automatic methods are required which
allows for data collection while people naturally traverse the buildings, e.g.,
through their work.

3.3

Incomplete Coverage

When using opportunistic sensing to collect measurements and position estimates from inattentive users performing other duties, the users cannot be
expected to pause or alter their routines to provide data collection. This means
that in general we can only expect data to be collected from the places which
are naturally covered during daily routines. Additionally it’s usually unfeasible to expect users to, for example, annotate data with additional information
on tasks being performed or transportation modes being used. Therefore this
kind of information has to be determined automatically.
Through the movement of users, the areas covered by collected measurements will grow dynamically. The natural pattern of coverage growth is a
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great increase in coverage after the start of measurement collection. However,
some locations may only be traversed rarely, and thus the coverage of a large
building complex can be comprehensive but incomplete for a long time [84].
In order to be able to provide, for example, travel time and common route estimates from the start of deployment, this fact requires the analysis methods
to be able to compute estimates from only partial coverage of the building
complexes, and to be able to incorporate measurements from new areas as
they are collected. It also means that the analysis methods should take into
account that the measurement density will vary widely between locations.

3.4

Challenging Route network

Dense route network In an indoor route network, consisting of hallways
and rooms, the typical path structure is significantly more dense than an
outdoor road network. To illustrate, the roads in the dense road network of
Manhattan are separated by 50 − 80m, while the hallways at the hospital
setting are separated by only 15 − 30m. Figure 3.2 illustrates this by to-scale
comparisons of the Manhattan road network and Aarhus University Hospital, showing how several buildings and their internal route-networks fit in a
single Manhattan road block. Combined with the potential low accuracy for
indoor settings, the ratio between path-density and positioning-accuracy is
much worse in indoor settings. As a result, the identification and distinction
of individual paths based on collected position traces is harder indoors, as the
positioning errors can match or exceed the separation between the different
paths.
Flat route network In addition to being dense, the path hierarchy of a
building is generally flatter. Outdoor road networks form a path hierarchy
from highways down to gravel roads, where travelers can usually be expected
to choose roads high in this hierarchy for their travels. This significantly limits
the reasonable choices of routes, when determining the likely chosen route by
a person moving between two locations. Indoors however, the path hierarchy
is much flatter and less pronounced, resulting in more plausible routes when
traveling between two locations. Further challenging is the fact that indoor
settings may include large open areas where the route network is not well
defined, as movement is unrestricted. These factors motivate the need for
common route detection to estimate accurate travel times by predicting the
correct routes.
Changing route network Finally, the route network in a building may
change often, relative to outdoor road networks. On a small temporal scale,
furniture may be moved around, or doors may be locked after hours. On a
larger scale, additions may be made to a building, or parts may be rebuilt.
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(a) Road network of Manhattan

(b) Parts of Aarhus University Hospital

Figure 3.2: The road network of Manhattan compared to the size of hospital
buildings.
For travel time detection and common route estimation, updating according
to changes in the route network requires the methods to be able to update
dynamically and detect the changes, which is only possible with access to a
real-time stream of data.

3.5

Different Transportation Modes

The available transportation modes, as well as the use of transportation
modes, differ between indoor and outdoor settings. The indoor transportation
modes are more limited in maximum speed, due in part to sharing the hallways with other modes of transportation, as well as due to the more limited
distances. Therefore it’s harder to distinguish different transportation modes
based on speed related features. As the different transportation modes share
the same hallways, as opposed to for example pedestrians, cars, and trains, in
outdoor settings, it’s also impossible to distinguish the transportation modes
used based on the pathways used - except for specific cases such as stairs. The
travels performed in indoor settings are shorter, due to the limited distances.
The result of the shorter travels is that transportation modes are changed
more frequently, which gives less time to detect each transportation mode.

3.6

Varying Personal Preferences

The preferred walking speed differs between individuals, and may depend on
factors such as age and level of physical fitness. In addition, the walking speed
depends on the route walked, for example whether the route includes stairs.
Figure 3.3 shows the results of measuring the walking speed from four persons
walking different routes in a building complex. It shows how the walking speed
varies significantly depending on the route, e.g., for person 1, the standard
deviation in walking speed is 0.14m/s from a mean speed of 1.19m/s. It also
shows how walking speed varies between individual people, e.g., between all
four people the standard deviation in walking speed is 0.15m/s. In addition
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Figure 3.3: Empirically determined travel times
to personal preferences in walking speed, individual people may also prefer
different routes for traveling, in part due to the flat path hierarchy. If not
adjustments are not made for individual and location-specific differences in
speed and route choices when performing for example travel time estimates,
the resulting estimates can suffer from significant inaccuracy. Therefore data
collected from individuals is required in order to perform exact estimates. As
the individual preferences may change over time, the estimates should be able
to change dynamically, and incorporate newly collected data to update the
estimates.

Chapter 4

Making Sense of Trajectory
Data in Indoor Spaces
This chapter discusses Paper 1 “Making Sense of Trajectory Data in Indoor
Spaces” [87]. Section 4.1 introduces and motivates the methods, Section 4.2
discusses related work, while section 4.3 summarizes the main contributions.

4.1

Introduction

As discussed in Chapter 3, the position estimates produced by large-scale
indoor WiFi positioning systems may suffer from low accuracy. In particular,
the position estimates may contain white noise, as well as a bias. Noise shows
as a scattering in position estimates around the actual location of the target,
and is caused by various dynamic factors. These factors include people moving
through rooms, doors opening or closing, or multipath effects when WiFi
signals are reflected. Bias shows as a tendency for position estimates to be
erroneous in a specific direction at specific locations. Bias can be caused by
wrongful assumptions or factors not modeled in the positioning formulas. For
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Figure 4.1: Examples of position estimates (green) from walking a trajectory
(yellow).

Figure 4.2: Collected position traces from orderlies working at the hospital.
example, some formulas assume that the attenuation in signal strength follows
a specific curve, which may not be the case when a heavy wall is between a
target and a beacon. Bias is often localized and permanent, as it is caused
by mostly static factors. Figure 4.1 shows an example of position estimates
(in green) collected while walking a trajectory (in yellow). The figure shows
examples of noise, as the position estimates are scattered around the actual
trajectory. It also shows bias, specifically in the lower part of the figure,
where the position estimates have a tendency to be erroneously below the
actual location.
Due to these inaccuracies it can be hard to perform spatio-temporal analysis directly on the collected position traces. For example, position traces from
two people walking along similar trajectories may be vastly different, due to
the noise. This difference makes it hard to detect, for example, the most commonly used routes. The bias means that it may be hard to determine, e.g.,
which hallway in a building a target is traveling in for navigation applications.
When determining which routes people are traversing, a helpful aid is to
have information on the route network available. Collected position traces
can be mapped to a route network, in order to determine the precise route
used, and thereby remove noise and bias. However, as discussed in Chapter
3, such a route network cannot generally be expected to be available. Figure
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Figure 4.3: Overview of the outputs of Paper 1. Black: Position traces. Green:
Route network. Blue: Representative trajectories. Red: Deviation map.
4.2 shows the collected position traces from orderlies performing their work
over a period of ten days. The figure shows how, despite the inaccuracies, the
underlying route network is visible through the aggregated data.
One of the goals of Paper 1 is to develop methods for automatically reconstructing the underlying route network through aggregation of collected
position traces. Besides the aforementioned applications, an empirically reconstructed route network has advantages over ones constructed from, e.g.,
floor plans. The reconstructed route network will conform to the actually
used route network. Thus it will include, for example, short cuts used by staff
members between buildings, that are not part of the original route network.
Similarly, it will exclude the parts of the route network that is unused. For
open areas, such as a large canteen area, the detected route network will show
the paths that are typically used to travel across the area. For temporary
events, such as exhibits, the route network used to travel between booths can
be extracted. In Figure 4.3, the green lines represent the reconstructed route
network.
The second goal of Paper 1 is to develop methods for mapping a position
trace to the underlying route network, despite the noise and bias which may
be present in the trace. The mapping is a challenging problem due to the
dense indoor route network, which makes it hard to determine, e.g., which of
two parallel hallways are traversed. When the position traces have successfully
been mapped to the route network, this provides a bias and noise free position
trace which can easily be used for further analysis.
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The third goal is the computation of representative trajectories for each
route network segment. By aggregating the position traces collected for each
route network segment, i.e., hallway, a representative trajectory can be computed for each segment. Due to the aggregation of many position traces, this
representative trajectory is free of the random noise present in individual position estimates, and can be used as a representation of the typical movement
through the route segment. Figure 4.2 shows the computed representative
trajectories in blue. Furthermore, when the position estimates contain a bias,
the direction and magnitude of this bias can be detected by comparing the
representative trajectories to the route network, as shown in red arrows in 4.2.
This deviation map can be used to correct for the bias, for example in live
navigation applications. Furthermore it can be used as a guideline for where
to perform improvements in the positioning infrastructure.

4.2

Related work

For outdoor settings, methods exist for reconstructing road networks or intersections based on movement patterns of cars, collected from GPS sensors
[16, 32, 75]. Due to the challenges mentioned in Chapter 3, these methods
are not easily transferable to indoor settings, as they depend on the high accuracy of GPS relative to the low density of outdoor road networks. Given
a road network, methods have been developed for matching position traces
containing various inaccuracies to the road network [76, 115].
For indoor settings, SLAM like approaches have been used to detect indoor room layouts and floor plans, using smart-phone sensors, depth camera
models, specialized inertial sensors, or GPS [6, 7, 29, 33, 42, 82]. Common for
these methods are that they require either specific procedures to be followed
while collecting data, or specialized hardware. As the goal of the methods
developed in Paper 1 is to be able to reconstruct route networks from data
collected through opportunistic sensing, it’s unfeasible to use methods that
require the users attention.

4.3

Main contributions

The following main contributions are presented in Paper 1:
• The first contribution is the novel methods developed for route network reconstruction from collected position traces containing noise and
bias. The methods aggregate position traces into a grid, where for each
grid cell the major direction of travel is determined. By clustering together grid cells with similar major direction of travel the corridors, or
segments, of the route network are discovered. The route network reconstruction is evaluated using a dataset containing the movement of ten
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Figure 4.4: Original route network (red) and reconstructed route network
(yellow).
orderlies through ten days of work. By comparison to the hospital route
network, as shown in Figure 4.4, we determined the locations of intersections to have a median deviation of 3.9m from the actual locations,
thereby providing evidence for hypothesis H1. The level of accuracy is
comparable to the results of Fathi [32], who achieve an intersection location accuracy of 4.6 for outdoor road networks. The corridors that were
frequently traversed were identified correctly, whereas corridors with little or no collected data were not identified.
In order to argue for the applicability of the methods also in outdoor
settings, we evaluated the methods on the T-drive dataset, consisting of
GPS position traces collected from Taxis in Beijing. Figure 4.5 shows
the resulting reconstructed route network, and confirms that the major
route network segments are correctly reconstructed.
• The second contribution includes the methods developed for mapping of
potentially very noisy position traces to the underlying route network.
Through evaluation we show how the methods can be used to determine
the route traveled in the route network, based on collected position
traces. This can be used to perform trajectory cleaning to ease further
analysis, such as common route detection.
• The third contribution is the methods for computation of deviation
maps. For each route network segment, representative trajectories are
computed. The representative trajectories consist of the median or average trajectory of the collected trajectories for that segment, as determined by the trajectory mapping. The trajectories represent the collected position traces, and can be used to compute deviation maps for
each route network segment. The deviation maps were evaluated by
applying them to the collected position traces for a segment. The evaluation showed a decrease in the overall error in position estimates from
4.6m to 1.8m.
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Figure 4.5: Reconstructed route network of Beijing.
In addition to these contributions, the methods can be used to perform
outlier movement detection, by comparing collected position traces to the
computed representative trajectories. The deviation maps can be used for a
kind of self-healing analysis, where the maps are used to correct for errors
before running the route network reconstruction methods, in order to produce
more accurate route networks.

Chapter 5

Detecting Indoor
Transportation Modes
This chapter discusses Paper 2 ‘Towards Indoor Transportation Mode Detection using Mobile Sensing’ [85]. Section 5.1 introduces and motivates the
methods, Section 5.2 discusses related work, while Section 5.3 summarizes the
main contributions.

5.1

Introduction

Information on the transportation modes used by travelers, in outdoor or indoor settings, can be used for a number of applications. For determining
whether car owners can satisfy their transportation needs with an electric car
as opposed to a fossil-fueled, automatic transportation mode detection can be
used to provide a detailed log of travel distances and durations. This data
can help the user to determine whether the usage pattern allows for, e.g.,
the recharging of an electric car [117]. For environmental footprint profiling, companies are interested in information on, for example, which types of
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(a) Scooter

(b) Bus

(c) Bedpusher

Figure 5.1: Common indoor transportation vehicles for hospitals.

transportation employees use to commute. This information can be used to
determine the environmental footprint of those transportation modes. While
the information can be collected through a survey of employees, that would
require interruption of the employees, and would only provide static information at the time the survey is performed. Using opportunistic sensing through
smartphones carried by travelers, automatic methods can instead be used to
avoid this interruption. The automatic methods can be used in a real-time
fashion, in order to receive detailed information on each instance of transportation as it occurs.
For indoor settings, and specifically the hospital case, automatic transportation mode detection also has several applications. The travel times as
well as the routes used for travels depend heavily on the used transportation
modes. For example, the travel times are significantly lower when biking than
walking, but biking also excludes any routes that contain stairs. Therefore
the methods for travel time estimation and common route detection require
knowledge of the transportation modes used, in order to produce accurate estimates. This could be obtained by letting, e.g., the orderly manually record
changes in transportation modes, but would interrupt the work of the orderly,
and be prone to manual errors. Another application is fleet management,
where automatic transportation mode detection allows for collection of accurate and detailed usage statistics for the used vehicles. These statistics can
be used to, e.g., determine when to perform maintenance of vehicles. Finally,
knowledge of the currently used transportation modes can be used for task
scheduling, so that the tasks requiring, e.g., specific vehicles, can be delegated
to the staff members currently using such a device.
The goals of Paper 2 are to develop and evaluate methods for indoor transportation mode detection, based on WiFi and accelerometer data collected
through opportunistic sensing. As discussed in Section 5.2, many methods
have been developed for transportation mode detection in outdoor settings.
Part of the goals is therefore also to determine to which degree these methods can be employed for indoor settings. In order to determine this, and to
uncover the additional challenges and opportunities for indoor settings, we
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Figure 5.2: Hierarchy of transportation modes. Orange: Outdoor-only modes.
Green: Indoor-only modes.
discuss the differences between indoor and outdoor settings with regards to
transportation mode detection. These are summarized in the following.
• Foremost, as also discussed in Chapter 3, the transportation modes used
in indoor settings are different from those used in outdoor settings. They
are characterised by not being fossil-fueled, but instead rather electric
powered, or manually powered, e.g., bikes and scooters. Figure 5.1
shows examples of the transportation modes used in the hospital settings, respectively a scooter that staff members can use to travel faster,
an electric bus for transportation of up to three patients, and an electric
bed-pusher for transportation of bed-bound patients. Figure 5.2 shows a
hierarchy of general transportation modes, for both indoor and outdoor
settings. A challenge with regards to transportation mode detection
for these kind of devices is that the indoor vehicles generally travel at
lower speeds than outdoor equivalents, due to the smaller route network.
This means that, as opposed to outdoor settings, it’s hard to distinguish
transportation mode based on maximum speed.
• Secondly, the usefulness of the sensors typically used in outdoor settings
is decreased for indoor settings. As described in Chapter 2, the GPS
is much preferred for various analysis in outdoor settings. For transportation mode detection GPS is often applied, due to it being able
to report accurate estimates of travel speed along with positions. For
indoor settings, we must instead rely on indoor positioning systems.
These systems are typically not able to estimate travel speed directly,
but only to infer it from, potentially noisy, position estimates. On the
other hand, the prevalence of available WiFi networks in indoor settings
provides an opportunity for estimating speed directly based on measured
signal strength levels.
• Third, for outdoor settings the route network is often separated into
different modes of transportation, e.g., walkways for pedestrians, bike-
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paths for bikes, and roads for cars and trucks. This separation allows for
detecting transportation modes based on the used segments of the route
network. For building complexes there is often no such separation. For
example, at the hospital, pedestrians, bikes, scooters and electric buses
all share the same hallway space.

5.2

Related work

Existing approaches for automatic transportation mode detection exist mainly
for outdoor settings, using various approaches.
Reddy et al. [91] evaluates the use of GPS, accelerometer, GSM, and
Bluetooth to distinguish between five different outdoor transportation modes:
stationary, walking, running, biking and motorized. They show that using
only GPS-speed and accelerometer measurements, they are able to achieve an
accuracy of 93%, and that including WiFi or Bluetooth measurements does not
improve accuracy for outdoor settings. Due to the lack of GPS measurements
in indoor settings, the methods and results are not directly transferable to
indoor settings. However, the accelerometer measurements are general and
applicable for indoor settings, where we will evaluate them.
Sohn et al. [97] distinguish between stationary, walking, and driving using only GSM signal strength measurements. They compute the euclidean
distance in signal space as a proxy for speed. Through this they achieve
an accuracy of 90%. They depend on the fact that the speed difference is
large between the three transportation modes. This is not true for similar
transportation modes in indoor settings, and thus the results are not directly
applicable. However, the features based on euclidean distance in signal space
are not specific to GSM, and we evaluate them for WiFi in indoor settings.
Stenneth et al. [98] uses speed and position information from GPS, combined with external information on, e.g., bus and train routes, stop locations
and times, to distinguish between stationary, walking, biking, bus or trains.
The external information helps to distinguish between, e.g., driving a car or
riding a bus on the same road, through comparison to bus routes and stop
times. Using this information they achieve an accuracy of 93.5%. The methods are not directly applicable to indoor settings, as similar information is not
available.

5.3

Main contributions

The main contributions of Paper 2 are the following:
• We performed a survey of the transportation mode and vehicle usage
patterns of ten orderlies at Aarhus University Hospital, throughout ten
days. The survey shows that for the indoor hospital setting, the average
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Transition
Stationary Walking Scooter Bike E-bedpusher E-bus
Stationary
0
35
2
1
14
3
Walking
29
0
2
3
64
24
Scooter
2
1
0
0
1
0
Bike
1
4
0
0
0
0
E-bedpusher
16
61
0
0
0
6
E-bus
6
22
0
1
4
0
Total
54
123
4
5
83
33
Time
08:01:30 11:53:21 00:10:32 00:05:01 05:57:27 03:21:55
Percentage
27%
40%
0.6%
0.3%
20%
11%
Average
00:08:27 00:05:47 00:02:38 00:01:00 00:04:15 00:06:07
Table 5.1: Number of transitions between transportation modes.
trip duration is below ten minutes for all transportation modes. The low
trip duration relative to outdoor trips means that many transportation
mode changes are occurring, and that there is little time to determine
each individual transportation mode event. The survey also shows that
the most used mode of transportation by orderlies at the hospital is walking. Bed-pushers were used about half as much as walking, and electric
buses were used half as much again, with bikes and scooters seeing only
very little use. We also saw that when changing between transportation
vehicles, walking was often an intermediary transportation mode. Table
5.1 further details the results of the survey.
• We present methods for indoor transportation mode detection. These
consist of a combination of accelerometer-based features as used for outdoor methods, and novel WiFi-based features useful specifically for indoor settings. The methods are designed to detect transportation modes
based on WiFi and accelerometer data collected through opportunistic
sensing, with no input from the user. The methods are based on machine learning: we extract several features from the raw accelerometer
and WiFi sensor measurements. For accelerometer, the features consist
of various kinetic features based on frequency analysis and statistical
analysis of the collected values. For WiFi we use features based on variance in measured signal strenght levels, as well as the changes in visible
access points and the number of access points from which measurements
are received.
• We perform an extensive evaluation of the developed methods, through
datasets collected at the hospital. Using time-folded cross-validation, we
evaluate four different learners by training them on parts of the dataset
while testing them on the remaining part. The evaluation shows that the
methods are able to distinguish between the six transportation modes
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Figure 5.3: Accuracy in detecting different levels of transportation means.
with an F-score of 84.2%. Less specific classes of transportation modes
are easier to detect, e.g., the distinction between stationary and transporting can be performed with an accuracy of 98.6%, while the distinction between unmotorized and motorized has an accuracy of 92.8%.
In addition, the evaluation shows that the most accurate learner for
this classification problem is the random forest learner, which performs
significantly better than the other options. Finally, we show that the
addition of WiFi features to the traditionally used accelerometer features leads to a significant improvement in accuracy. This is in part due
to WiFi features being better at distinguishing stationary from transporting, and goes against the results for outdoor settings presented by
Reddy et al. [91].

Chapter 6

Estimating Common Routes
and Travel times
This chapter discusses Paper 3 “Accurate Estimation of Indoor Travel Times
– Learned Unsupervised from Position Traces” [84] and Paper 4 “Estimating Common Pedestrian Routes through Indoor Path Networks using Position
Traces” [83]. Section 6.1 introduces and motivates the methods, Section 6.2
discusses related work, while Section 6.3 summarizes the main contributions.

6.1

Introduction

Information on the commonly used routes and travel times in a large building
complex has multiple potential applications. For task scheduling, information on the expected travel times between task locations allows for optimal
and precise scheduling. Information on the commonly used routes allows for
planning tasks to be performed along these routes. Knowledge of travel times
and commonly used routes can be used to detect and avoid bottlenecks in
a building layout. The information can be used in, e.g., airport information
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(a) Estimation of travel times

(b) Detection of commonly used routes

Figure 6.1: Illustration of problems

systems to provide information on expected travel times to gates for travelers. Furthermore the information can be used for facility management, and to
determine the best locations for, e.g., placement of critical information. The
information on respectively travel times and commonly used routes complement each other, in that knowledge of the commonly used routes can help
produce better estimates of expected travel times, as travel times will depend
on the routes used.
Travel times and commonly used routes can be detected or measured manually, e.g., by having employees manage a log of the used routes and measure
the time used for travels between pairs of locations. However, besides taking away employees time from other tasks, the estimates will be static and
will have to be updated manually when changes occur. Using real-time position estimates retrieved through opportunistic sensing allows for collecting
spatio-temporal data while employees perform their daily work. In addition,
opportunistic sensing can be used to collect sensor measurements from guests
in a building, to determine the routes they use and the time spent traveling
between locations.
The commonly used routes and travel times depend on the transportation
modes used, e.g., an electric bus will move faster, but can not use routes that
include stairs. Therefore when multiple transportation modes are used, it’s
important to label the collected data, e.g., through the automatic methods
discussed in Chapter 5.
Several of the challenges for indoor spatio-temporal analysis discussed in
Chapter 3 are especially relevant to consider when estimating common routes
and travel times from collected position traces.
• The collected position traces may contain noise or inaccuracies position
estimate outliers. The methods have to be robust in dealing with this
kind of noise, in order to not produce, e.g., inaccurately short or long
travel time estimates.
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Figure 6.2: Examples of direct travels (green) and indirect travel (red).
• A floor plan or route network can not generally be expected to be available, and therefore the methods must support cases where they are unavailable. The travel times and common routes must be learned directly
from the, potentially noisy, position traces, without requiring mapping
to a route network.
• As opportunistic sensing is used, the coverage of a building complex
will grow dynamically. Therefore the methods have to be able to grow
dynamically, to compute travel times and common routes for new areas
and integrate them into existing areas, as data for new areas become
available.
• The route network may change, due to doors being locked at off-hours,
or due to more long term building modifications. The methods have to
incorporate real-time data, to detect these changes automatically.
• Due to personal preferences, the routes chosen and the travel speeds
may differ significantly between persons. Therefore the estimates must
be individualized in order to be accurate.
• As opportunistic sensing is used, the collected data may contain indirect
travels between locations (see Figure 6.2), or pauses when moving between locations. Both must be filtered away, to avoid overly long routes
and travel times to be estimated.

6.2

Related work

For outdoor settings, multiple methods have been developed for estimating
travel times, for various applications. The EasyTracker [16] system detects
bus routes as well as travel and arrival times using GPS traces collected from
buses. In Pfoser [81], travel times are estimated from GPS traces and used for
fleet management. Janecek et al [43] estimate the travel times along highways
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through position data collected from cellular mobility data. Further methods
estimate travel times or traffic conditions from GPS, GSM, or road-sensors
[78, 96, 106, 107]. Common for these methods are that they rely on either
a precise positioning system, typically GPS, or on the availability of route
networks. Neither of these can be expected to be available in the described
indoor use cases.
Karbassi et al. [47] perform route predictions based on collected GPS
traces, for determining time of arrival. In Yuan [118], the routes commonly
used by Taxi-drivers are mined for providing optimal driving directions. Letchner et al. [69] propose methods for navigation based on personal preferences,
determined from prior collected routes. Common for these methods is that
they require an available road network, either for snapping to or for performing routing. Methods exist for constructing such a road network, based on,
e.g., GPS [16, 32], but these also depend on the availability of high-accuracy
positioning, and a low path-density.

6.3

Main contributions

The following three main contributions are made by Paper 3 and Paper 4:
• The first contribution is a novel self-learning method for providing travel
time estimates, through mining of historical and real-time position traces
collected using opportunistic sensing. Movement through locations is
modelled by the use of through-transitions in a travel-graph that can
be expanded dynamically as data covering more locations is collected.
The method can extract accurate travel times, even from low-accuracy
position estimates such as those provided by an easily deployable largescale positioning system. Travel times can be estimated even between
locations for which no direct travels have occurred, through the combinations of other travels. Jitter removal helps to remove jitters from
inaccurate positioning, and cases where rapid transitions between neighbouring locations could otherwise negatively impact the travel time estimates. The methods for travel time estimation are evaluated through
datasets collected at respectively a university department and a large
hospital complex. The evaluation shows that the methods can estimate
the travel time between two locations with an average absolute error of
15 seconds, which corresponds to an average deviation of 11.7% from
actual travel times.
• The second contribution is the three main components of the method
for common route detection: First, a filtering component that removes
indirect travels in order to support opportunistic sensing, by allowing
users to perform their daily routines while collecting data. Secondly, a
clustering component that clusters position traces between endpoints,
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in order to detect the most commonly used route from several detected
candidates, of which there may be many due to the flat path-hierarchy.
Thirdly, a component for identifying a representative route for each cluster of collected route traversals, based on the potentially noisy collected
position traces. The methods are evaluated with regards to the representativeness of the detected routes using a large-scale position trace
dataset collected at a large hospital complex through two weeks of travels for several staff members. The evaluation shows that the methods
produce representative common route estimates, even when the collected
position traces contain inaccurate outlier position estimates, and without prior knowledge of the building floor plans or route network.
• The third contribution is a survey of the travels performed by several
people during their daily routines in the large hospital complex as well
as the university department. The survey shows how there are large
individual differences in travel speed, with a standard deviation in walking speed of 0.14m/s from a mean speed of 1.19m/s. This suggests how
travel time estimates must be personalized. In addition it shows how
the travel speed also depends on the building structure, e.g., stairs or
closed doors may slow down people travelling. This motivates the need
for location-dependent travel time estimates. Finally we show through a
hospital case example, how these differences in travel speeds can severely
impact the scheduling of tasks if not accounted for.

Chapter 7

Spatio-temporal Facility
Utilization Analysis
This chapter discusses Paper 5 “Spatio-temporal Facility Utilization Analysis
from Exhaustive WiFi Monitoring” [86]. Section 7.1 introduces and motivates
the methods, Section 7.2 discusses related work, while section 7.3 summarizes
the main contributions.

7.1

Introduction

For major building complexes, such as large modern hospitals, facility management and planning plays a large role in optimizing the utilization of resources,
in order to minimize costs while providing a high level of service [31]. Accurate planning requires detailed knowledge of the need for and availability of
resources, as well as the flow of people through a building. Traditionally, hospital planners use, e.g., statistics from patient records, in addition to manual
observations and unverified assumptions, due to lack of easily-available empirical data [8]. Collected statistics typically suffer from a low granularity, and
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Figure 7.1: Number of devices detected per day.
observations performed at a specific time may not be generally representative,
may be subjective, and can be hard to scale to large-scale operations. Other
approaches include modeling, e.g., the length of stay, and flow of patients
between departments [73, 108]. However, in [90], authors demonstrate that
such models typically do not reflect accurately the many variables influencing
the dynamics at a large building complex, e.g., the distribution and flow of
visitors.
The prevalence of WiFi in large building complexes allows for utilizing the
WiFi-infrastructure for large-scale measurement collection of people occupying
the buildings. Due to the prevalence of smartphones, tablets, and other mobile
WiFi enabled devices, it’s possible to collect measurements from a high ratio
of the users of a large building complex. Indeed, e.g., in Denmark, 59%
percent of the population carried smartphones in 2013 [2]. In order to test
the feasibility of using WiFi for surveying the utilization of a large building
complex, we counted the number of devices from which WiFi packets were
transmitted within the coverage area of the WiFi infrastructure at Aarhus
University Hospital during two weeks. Figure 7.1 shows the resulting numbers.
The individual days at the hospital are easily identifiable from the graph as
the peaks in the number of mobile devices detected. It’s even possible to
distinguish week days from the weekend days by the height of the peaks. The
last low peak after only four weekdays is a public holiday on a Friday. The
data suggests that it’s indeed feasible to use WiFi measurements as a factor
in determining the utilization of a large building complex.
The goals of Paper 5 are to develop analysis methods for utilizing largescale datasets collected through WiFi infrastructures, for use in facility utilization and planning, in the following ways:
• Methods for removal of noise in the large-scale datasets, e.g., filtering
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out measurements collected from devices outside the buildings, through
machine learning-based classification with a novel set of features.
• Feature calculation for extracting information for further analysis from
unlabeled WiFi measurements. The extracted features include multiple
spatial and temporal features, such as positions, movement speed, places
of staying, time of visits, and role of the target.
• Methods for estimation of people densities and flows in specific areas,
through the use of heuristics based on the extracted features. These can
be used to determine, e.g., the number of exits and entries in a specific
entryway.
• Analysis and visualization of traffic flow, globally as well as for specific
parameters. The parameters can be, e.g., time of day, specific departments, or specific user groups.
The basis for evaluation of these methods is a dataset collected at Aarhus
University Hospital during fifteen days. The data collection was performed
through access to the WiFi-network infrastructure. Having access allowed us
to collect, for every wireless package or scan performed by a WiFi device, a
signal strength measurement and the MAC address of the device. As the data
is privacy-sensitive, due to containing data from unknowing people moving
about a hospital, we ensure anonymity by hashing the last six bytes of every
MAC concatenated with a secret salt, thus following the approach from the
Nokia data challenge [67]. The first six bytes are not hashed, as they can
help identify the type of device for analysis purposes. As the dataset contains
measurements from all WiFi-enabled devices at the hospital, it also includes
measurements from stationary devices such as desktops and access points.
These are filtered away through their MAC addresses and by determining
that they are always stationary through positioning.
As discussed in Chapter 3, a major challenge in this kind of infrastructurebased measurement collection is that we have no control of the frequency
of measurements transmitted by a device. The frequency at which, e.g., a
smartphone transmit WiFi packets depends on phone usage as well as phone
model. When connected to the WiFi network and transmitting data actively,
the frequency of packets may be very high, and allow for accurate tracking of
the phone. However, when the smartphone is unused and stored in a pocket
while unconnected to the WiFi network, it may only transmit WiFi scans to
search for available access points every half hour. Though this means that
it’s not generally possible to track the precise movement of users using this
infrastructure-based setup, it’s still possible to track the long-term movements,
e.g., users moving from one department to another.
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(a)

Figure 7.2: Entry and exit events over time.

7.2

Related work

Measurements collected through WiFi infrastructures have previously been
used to analyze the WiFi networks performance and usage patterns, to determine, e.g., the number of users and peak usage hours [5, 11, 41]. For buildings
on a university campus, Calabrese et al. [20] proposed methods to explore
overall user movement behavior, though not including in-building movement.
Other methods are based on manual observation [74], which can be very
accurate, but is unfeasible to perform at a large scale. Neil et al. [80] employ
Bluetooth infrastructure, while Moore et al. [77] use video cameras to determine flow patterns. Both of these methods suffer from requiring a specific
setup which may be costly if Bluetooth or video cameras are not already installed, while WiFi has less setup cost due to the use of existing infrastructure.
Our earlier methods [83, 84] are developed to determine travel time and
common routes for, e.g., employees in a building. These methods are however
based on regular high frequency measurements, which cannot be guaranteed
with a infrastructure-based setup. Musa et al. [78] study vehicle tracking
based on passive WiFi transmissions, for outdoor settings. No methods are to
our knowledge designed for extracting information relevant for facility utilization and planning from large-scale infrastructure-based WiFi measurements.

7.3

Main contributions

The collected WiFi-measurement dataset contains data from all WiFi packets
transmitted at the hospital for 15 days. The collection resulted in more than
a billion measurements from around 18000 different devices. The main contributions of Paper 5 are the following methods for providing facility utilization
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Figure 7.3: Tracking three devices from a particular entry to their respective
destination.
analysis based on spatio-temporal data:
• We have developed methods for determining whether a device for which
WiFi measurements have been collected is inside our outside the building
perimeters. These methods are used as a noise filter, to remove, e.g.,
people passing by the hospital without entering it. The methods are
based on machine learning, using novel features based, among others,
on distinguishing between perimeter and interior access points, and the
distance between signal-receiving access points. The evaluation shows
an accuracy of 95% in determining whether devices are inside or outside
the building perimeter.
• We have designed general features for extracting vital information for
further analysis from unlabeled WiFi data. The features are separated
into three categories: Spatial, temporal, and spatio-temporal. The temporal features extract information about the time a device is located
within the building complex, e.g., the number of days, the hours each
day, and whether it’s detected at daytime or nighttime. These features
help to distinguish, e.g., between patients and employees at the hospital.
The spatial features include whether the target enters restricted areas
and which areas the target typically is observed in. This helps to identify
the department in which an employee is employed. The spatio-temporal
features include a rough estimate of motion speed, as well as the times
and places where devices are stationary.
• Based on the extracted features, we developed methods for density
and flow estimation. For example, the flow of people entering and
exiting through an entrance can be estimated through the use of the
inside-building-parameter features. Figure 7.2a shows the evaluation
performed of entry and exit detection accuracy. Furthermore, the analysis can be used to visually estimate the flow from entry to destination,
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(a) Overview of movement of visitors.

(b) Overview of movement of employees.

Figure 7.4
through use of the features for determining places where a target is stationary, as shown in figure 7.3
• Finally we developed a configurable travel-graph based analysis, for visualizing the flow between configurable parts of the hospital, using filtered
subsets of the data. The visualization allows for defining polygons for
analysis, e.g., specific departments of the hospital, as shown in Figure
14.10. The visualization then shows the flow of people between the defined regions. Figure 14.10 shows respectively the flow of employees and
visitors in the hospital, thus allowing to easily determine where the two
groups mostly travel, for facility utilization purposes.

Chapter 8

Deploying Spatio-temporal
Analysis Methods

This chapter aims to summarize the experience gained through the development of methods for spatio-temporal analysis, and thereby function as a
guideline for performing deployments of the methods in new settings. In addition this chapter puts focus on some of the specific technical details which
may cause issues in practice. The methods can be deployed in any largescale building complex where spatio-temporal analysis methods can improve
the work flow, such as a hospital, an airport, or a large warehouse. A new
deployment is exemplified in this chapter by the use of a specific case, a fictional large-scale modern airport. The airport has the common characteristics
of modern airports, e.g., large open spaces, restricted areas and specialized
transportation modes. The airport also has a deployed WiFi infrastructure
for use by staff members and travelers.

The first step in a new setting is the deployment of infrastructure and
devices for measurement collection. After deployment, sensor measurements
can be collected to perform indoor positioning and transportation mode detection from the raw measurements. As measurements are received, the travel
times and commonly used routes can be learned dynamically. When enough
data has been collected, the route network can be reconstructed in order to
further improve accuracy in positioning and thereby travel time and common
route estimates. Finally the transportation mode information, travel time
estimates, and common route detection can be used for applications such as
scheduling. The collected position traces can furthermore be used for long
term analysis. The following sections discuss the individual steps, and inform
on the practical issues in deployment.
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Measurement Collection

The first deployment step is the setup of infrastructure for collection of sensor
measurements for various sensors. This step includes performing the measurements and transmitting the measurements for storage or analysis.
For many publicly accessible building complexes, such as airports, the individuals in the buildings can be be separated into two groups: Users of the facilities, such as travelers, and employees at the facilities. Travelers only spend
limited time at an airport, as does users of other similar facilities. Therefore
they can not be required to actively participate in measurement collection, by
for example installing an application on their smartphone. Employees on the
other hand may be required to actively participate in measurement collection
by installing measurement collection applications on their employer-provided
or private smartphones.
Device or network A solution which allows for non intrusive collection of
measurements from both groups of users is network-based collection of WiFi
measurements. When an existing WiFi infrastructure is in place, networkbased collection can be performed at no additional deployment cost.
The choice of device- or network-based measurement collection for, e.g.,
WiFi measurements is a trade-off between multiple factors. Listed here is
some of the important pros and cons, summarized in Table 8.1.
Privacy From a user perspective, the privacy is better guaranteed when using device-based measurement collection. The measurements can be
collected and used on the device, without transmission to a potentially
compromised server or network. For network-based measurement collection, the user must trust the network and server to handle the measurements securely [51].
Power For device-based measurement collection, the device must collect, e.g.,
WiFi measurements, process them, and transmit them to a server. This
process drains the battery of the mobile device. For network-based measurement collection there is no such additional power drain on the device
[22].
Sensor Control Device-based measurement collection grants fine grained
control of, e.g., the frequency of measurements. For network-based collection there is no such control. The frequency of measurement collection
can be very low, e.g., a device may emit WiFi scans only every half hour.
Convenience Network-based measurement collection allows for performing
measurement collection of users without inconveniencing them in any
way. Device-based collection requires users to actively participate, by,
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Privacy
Power
Sensor Control
Latency

Convenience
Processing power
Sensor availability

Network-based
User must trust network
and servers
No additional power
drain on devices
No control of measurement frequency
Latency in updates depends on device frequency
No inconvenience for
users
Central processing infrastructure required
Only emitting sensors
(WiFi,
Bluetooth,
GSM)
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Device-based
User can maintain full
privacy
Potentially heavy power
drain on devices
Full control of measurement frequency
Can obtain low frequency in updates
Users must install application
Can employ devices for
processing
All device sensors

Table 8.1: Trade-offs between network- and device-based measurement collection
e.g., installing a collection application. On the other hand, infrastructurebased measurement collection can only be performed if access to the
measurements performed by the infrastructure is available.
Processing power Network-based collection and processing of device measurements from several thousand devices requires large amounts of central processing power. Device-based measurement collection and processing on the other hand employs heavy parallelization by offloading
processing to the individual devices. Thereby costs for maintaining significant central processing resources can be avoided.
Sensor availability Network-based sensor measurement can only be used to
sense signals that mobile devices emit, e.g., Bluetooth, WiFi, or GSM
signals. For sensors such as accelerometers or magnetometers, devicebased measurement collection is the only option.
A combination of device-based and network-based measurement collection can be employed to complement the broad coverage of network-based
measurement collection with the high-frequency of device-based measurement
collection. This can be in the form of a device application, which employees
and willing travelers can install and use. In order to be used for central data
analysis, collected measurements must be forwarded by the application to,
e.g., a central storage server.
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For the airport-case, we would employ the existing WiFi infrastructure
for measurement collection, due to it being the most cost-effective solution,
which doesn’t require additional efforts for deployment. The WiFi infrastructure would be configured to continually measure signal strength of all incoming
WiFi packets, and forward the measurements to a central storage server. This
capability is included in modern WiFi infrastructures for maintenance and
surveillance reasons. In addition to this network-based measurement collection, we would use a smart-phone application for device-based measurement
collection. This application collects WiFi measurements as well as sensor measurements at a high frequency, and forwards them to a central server at the
hospital. This application is installed on the smartphone of all employees, and
is made available for travelers as part of an application which also provides
wayfinding and other information as a service to the traveler. This combination allows for high-frequency measurements from employees and part of the
travelers for multiple sensors, while the remaining travelers will be covered by
lower frequency WiFi measurements.

8.1.1

Solutions to problems in practice

The following section discusses specific technical problems and the solutions
to them based on experience gained from our deployment of measurement
collection systems.
Lowering device power drain For employees, their smartphones need to
stay powered for at least a full work shift, and other users may decide to
uninstall an application consuming too much power. Therefore it’s important
to avoid a high power consumption when performing measurement collection.
The number and types of sensors used, as well as the measurement frequency
has a high impact on the battery life of smartphones. Several steps can be
taken to ensure lower power consumption:
Avoid power-heavy sensors Consider the need for different sensors, and
use only the required sensors. An accelerometer is typically a low-power
sensor, while the more advanced gyroscope sensors have a much higher
power consumption. Sensors which rely on radio-communication are
among the most power consuming, as is the GPS sensor [15].
Sample at low frequency The power consumption of sensors is tightly coupled to the measurement frequency. As the power consumption differs
significantly between different sensor types, it may be beneficial to run
them at different frequencies. Thus accelerometer can be used at high
frequency to detect movements, and only enable high frequency WiFi
measurements when movement is detected.
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Minimize data transmission Data transmission using WiFi or GSM networks consumes significant amounts of power [22]. Consider transmitting batches of measurements at low intervals, as well as minimizing the
size of transferred data, e.g., by aggregation or compression, in order to
transmit only small data packets at a low frequency.
Optimize for low computation cost The processor of a smartphone is an
often overlooked major consumer of power. Make sure to allow the phone
to go into sleep mode when possible, by, e.g., avoiding overuse of wake
locks that force the phone to stay awake. Even though runtime may not
be of major importance, optimizations of the code efficiency is beneficial
for power consumption minimization [22].
Selecting the right device Even though the many types of smartphones
are overall quite similar in features, there are several minor details which
can make a large difference when using them for measurement collection. As
some of these details are not easily apparent from feature lists, it’s worth
experimenting with different devices before settling on one. The following
lists some of the features we’ve found through experience are worth to test for
when evaluating devices.
Connectivity Though all modern smartphones have WiFi capabilities, they
vary in the capability to stay connected under challenging circumstances,
due to e.g., different WiFi chipsets, antennas and casings. Furthermore,
we’ve found that some devices are especially bad at keeping a stable WiFi
connection while moving and thus roaming between WiFi beacons. Some
devices had up to a minute of lost connectivity even when in range of
several beacons. Figure 8.1 shows the result of measuring WiFi latency
while moving with three different mobile devices.
Availability of background sensing Some vendors of phones are restrictive in allowing access sensor measurements when the device is not actively used, which is an issue for opportunistic sensing. Specific troublesome vendors include Apple and Microsoft, but we’ve also tested Android
phones which, against specifications, turned off sensors when the screen
was turned off. For, e.g., iPhones, the phones can be modified to allow
background sensing if desired for, but as it breaks warranty that’s an
unreasonable requirement for ordinary users.
Availability of RSSI values For performing device-based WiFi positioning, access to measured RSSI values is required. However, even though
the WiFi scans are performed, these measurements are unavailable on
Apple and Microsoft smartphones. Therefore make sure to select, e.g.,
Android phones if device-based WiFi positioning is desired.
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Figure 8.1: Latency of WiFi transmissions while moving.
Forced anonymization In order to protect the identity of users, modern
iPhones randomize the MAC-addresses transmitted when scanning for
access points, though only in specific circumstances. Although the phone
can still be tracked when moving through a building, it makes it impossible to identify the user by simple means, and thereby connecting a
collected position trace to a user.
Security capabilities For privacy reasons, it’s important to be able to transmit sensor measurements securely, e.g., between a device and a server.
We found that phones differ in their supported security features, e.g.,
support for SSL security certificates, as do the network infrastructures.
Thus it’s important to make sure the security features of the phones
match those of the network infrastructure.

Ensuring connectivity For many applications, constant connectivity is of
high importance. In the hospital we found that WiFi, as well as GSM data
connections, had areas of no coverage due to, e.g., low density of beacons or
the building layout and materials. Consider using both WiFi and GSM data
connections for redundancy. Even with generally good coverage, specific places
are troublesome, e.g., metallic elevators in shafts of thick concrete. Therefore
it’s important to handle situations with no connectivity, by letting the device
store measurements until connectivity is restored.
Avoiding interference Especially for hospital environments, some equipment may interfere with the connectivity of mobile devices. We’ve experienced
that wireless heart monitoring equipment used frequencies overlapping those
of WiFi, causing smartphones in the vicinity to loose connectivity. Similarly,
smartphones may interfere with hospital equipment. Make sure to survey the
equipment at the deployment site, and select mobile devices capable of using
WiFi frequency bands which do not interfere.
Ensuring privacy Privacy issues must be considered, especially when tracking, e.g., patients at hospitals. For our experiments, we anonymized all data
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through the use of a one-way hash of the collected MAC-addresses concatenated with a secret key. As patients may still be identifiable through, e.g.,
correlating movement patterns with other data, it’s still imperative to store
the data securely. When using insecure channels such as open WiFi connections to transmit data from mobile devices to a storage server, it’s important
to encrypt the transmission manually.
Handling heterogeneous devices Mobile devices differ with regards to
the sensor hardware, which can be troublesome when performing analysis of
measurements from different types of mobile devices. The measurements may
differ in various ways, e.g., varying frequencies, different levels of bias and error, and different transmission levels for radio transmitters. These differences
have to be taken into account when performing, e.g., training of machine
learning methods [99].

8.2

Indoor Positioning

For indoor positioning, utilizing the WiFi infrastructure allows for various
levels of accuracy, that can be improved upon in multiple ways. As discussed
in section 2.1.1, a median accuracy of about 15m can be achieved given only
knowledge of the location of access points. However, the obtainable accuracy
is impacted heavily by the specific layout of the infrastructure beacons.
If a very high accuracy in position estimates is required, a specialized
positioning infrastructure can be installed. The options include ultra-wideband or ultrasonic positioning, which can achieve very high accuracy down
to centimeter level, but which require installation of sensors in at least every
room, at a high cost [112]. For a mid-level accuracy, at lower cost but also
lower accuracy, Bluetooth or RFID positioning systems can be installed [88].

8.2.1

Solutions to problems in practice

As for measurement collection, solutions to some specific technical problems
regarding indoor positioning are worth taking into account.
Handling varying coverage When employing an existing WiFi infrastructure for positioning, the accuracy of positioning depends on the beacon layout
and density, and the building layout and materials. Based on our deployment
experience, we found that places such as basements may have a lower density
of access points. In addition they have thick concrete walls, which make for
an overall low coverage and positioning accuracy.
If the layout or density of beacons is undesirable, an option is to improve
upon it by adding additional beacons for positioning use. The methods developed in Chapter 10 can help prioritize this kind of infrastructure improve-
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ments, by marking areas with large positioning errors. For further improvements in WiFi positioning, fingerprinting of the buildings can be employed.
Fingerprinting can provide a significant improvement in accuracy, with accuracy levels below 1m. However, fingerprinting large building complexes is
very resource intensive, in the deployment phase as well as for maintenance.
A possible compromise is to collect fingerprints for only specific local areas,
where a high accuracy is desired, or letting staff members collect fingerprints
throughout their daily work using organic fingerprinting [61].
Retrieving beacon locations We found that obtaining an accurate list of
beacon locations for positioning use can be challenging. If information on beacon locations exists, it may only be, e.g., on room level granularity. Collecting
information on beacon locations manually can require a significant amount of
effort. As beacon locations are furthermore updated or replaced rather frequently, it’s important that it’s easy to update the location information in the
positioning system.
A solution for keeping the list of beacon locations updated is to let the
beacons continually compute locations of each other. This allows for automatic
detection and localization of new beacons, as well as updating the information
when, e.g., a beacon is replaced.
Handling dynamic signal strength For load-balancing purposes, WiFi
access points can change their transmission strength dynamically, in order to
persuade fewer or more devices to connect to a specific access point. Those
changes are a challenge for positioning computations, as it breaks the assumptions: 1) that signal strength correlates only with distance and obstacles, and
2) that for a specific location the RSSI for a specific access point is rather
constant.
When given access to the WiFi infrastructure, the problem can be alleviated by extracting the current transmission levels and using them as a factor
in positioning computations. Otherwise model-based or empiric fingerprinting
can make sure to include different signal strength levels in fingerprints. Finally methods developed for handling different signal strength levels through
the use of signal strength differences can be employed [52].
Distinguishing inside from outside In practice when using indoor positioning, it can be hard to distinguish whether a user is moving inside the
building perimeters or walking just outdoor, due to the lack of direction in
signal strength measurements. This is an important distinction to make, as
wrongly determining a user to be outside when using, e.g., wayfinding, will
often be worse than positioning the user in a wrong position at the hallway.
Methods have been developed to detect and alleviate this specific problem,
through the use of machine learning [21, 92].
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Gaining access An easily overlooked issue with regards to fingerprinting,
e.g., a hospital, is that it can be hard to gain access to all parts of a building.
Operation wards may be in use most of the time, and are restricted in who are
allowed to enter for hygiene reasons. Besides, there may be issues in disturbing
and entering, e.g., the rooms of very sick or dying patients in order to perform
fingerprinting.
A solution to some of these problems is to use organic or user-based fingerprinting, where the users of rooms assist in fingerprinting the rooms [61].

8.3

Transportation Mode Detection

Statistics on transportation mode usage can be detected in several ways. In
the hospital case, orderlies used to manually log each performed task and
transportation mode after performing the task. Another strategy is to hire
staff for a short period, e.g., a week, to log the use of transportation modes
by staff members as a random sample of the general transportation mode
usage. But these manual methods have the disadvantage that they require
staff to spend time explicitly for transportation mode annotation. Therefore
automatic methods are desired. The methods developed here only require a
smartphone, but however also require manual training of the methods. Other
options include supplying all vehicles with, e.g., RFID chips or Bluetooth tags,
which can be scanned by orderlies or detected automatically by a smartphone.
This will however come at an extra cost for deployment.
When deploying the methods for automatic transportation mode detection, the methods must be trained on the desired vehicles. This process includes using the vehicles in the ways they will be used ordinarily, while collecting labelled data using, e.g., a smartphone, carried as it would normally be by
the users. For best accuracy, this process should include collecting data with
phones carried in multiple positions on the body, and should be performed by
multiple people in order to get a broad coverage of different types of uses for
the transportation modes. Some parts of the training data does not depend
significantly on the specific settings, which allows for building a database of
training data that can be reused. This is true for example for accelerometer
data, where different hospitals using the same types of vehicles may be able to
use the same set of training data, collected from multiple persons. The WiFi
features are also designed to be general, but care should be taken if settings
differ significantly, for example with regards to beacon density or building
materials.
The automatic transportation mode detection methods will label all collected position traces with the current mode of transportation. This information can be used to analyze and prioritize the use of different transportation
modes, and to determine, e.g., which places in a building are accessible by
vehicles and which are not. For the airport case, the methods can aid in
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managing, for example, the moving walkways. The collected data can provide
statistics on the use of these, to help determine where they are used, for future
optimizations of the infrastructure. Changes in use patterns may help detect
problems in the infrastructure, e.g., if users suddenly stop using a specific
moving walkway, it may imply that it has stopped functioning.

8.3.1

Solutions to problems in practice

Handling heterogeneous devices The problem of heterogeneous devices
is important to take into account also when performing transportation mode
detection. The machine learning techniques can be vulnerable to changes in
sensor measurement patterns and values.
The easiest way of avoiding the heterogeneity problem is to use a single
type of device, for training as well as actual use. When this is not possible,
it’s important to train on a wide range of different devices, in order to cover
the variations that may be present in devices used by the users [99].
Obtaining training data Obtaining labelled training data from a large
number of different users and vehicles can require a lot of effort.
In order to lessen the effort, information from other systems can be used
when available. A task management system may be able to tell when an
orderly is supposed to transport a bed bound patient, and therefore will be
driving a bed-pusher. Other options include using organic labelling, where
users of transportation modes will log which vehicles are being used, through
apps on their mobile devices [61].
Distinguishing similar vehicles Specific vehicles with similar acceleration
and movement profiles may be hard to distinguish, such as the hospital bedpushers and buses. In addition there may be a need for distinguishing different
vehicles of the same type, e.g., for maintenance management purposes.
In both cases, the vehicles can be distinguish by equipping the vehicles with
WiFi or Bluetooth tags, which transmit a unique ID that can help identify
the vehicle. Another option is to equip the vehicles with RFID tags which can
be read through a device manually, by the users when using the vehicles.

8.4

Route Network

The developed methods can perform automatic route network reconstruction through collected position traces from people moving through a building.
Other options include route network reconstruction through manual measurements, or reconstruction from available floor plans. Both options however
require significant amounts of effort for manual labour, and neither can auto-
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matically detect changes in the route network. In addition, the automatically
detected network may better reflect the one actually used.
The route network of the building can be reconstructed after deployment
of the indoor positioning and transportation mode detection, as data is collected. As the position estimates are labelled with transportation modes, the
route network can be distinguished for the various modes of transportation.
Knowledge of the route network helps improve the indoor positioning, as well
as provide useful input for the common route and travel time estimation methods.
For the airport case, the reconstructed route network has several advantages over a route network based on a building floor plan. Since a large
airport contains open areas, the walking paths are generally unrestricted and
thereby not well defined in advanced. By reconstructing the road network
from collected data, the used walking paths can be detected, and used for,
e.g., placement of information on departures. By reconstructing the route
network from data labelled with transportation modes as well as the type of
user, e.g., staff or traveller, the paths used by different types of transportation
modes and users can be detected. The routes used may differ due to the many
restrictions on movement put in place in an airport due to security.

8.4.1

Solutions to problems in practice

Varying coverage density As the position traces are collected through
opportunistic sensing, unequal amounts of data will be collected from different
parts of a building complex. Large amounts of data will be collected from main
corridors, while only little data may be collected from smaller corridors. This
variance in density of data coverage is a problem for noise removal, as it’s hard
to set, e.g., a specific limit that distinguishes actual corridors from noise. We
solve this problem by avoiding the use of global limits, and instead removing
noise locally. If an area has less data than the average of the neighbouring
areas, we deem it noise and remove the data for that area.

Distinguishing users It’s important to distinguish between different types
of users, as the route network used by employees may be very different by
that used by, e.g., patients, due to knowledge of the buildings and access
restrictions.
In order to perform this distinction, information on users is needed when
collecting data. We’ve developed methods for automatically determining the
types of users, based on, e.g., the times and length of stays in the buildings, as
well as the movement patterns [86, 92]. Other options include manual labelling
of known users, such as employees, or letting users identify themselves through
a smartphone application.
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8.5

Analysis

As the methods for common route detection and travel time estimates are
designed to dynamically incorporate new data, the use of them can start as
soon as the data collection starts. The methods cover the areas that have
been traversed by the users collecting data, and the accuracy and details of
the travel times and common routes will improve as more data is collected.
The information on travel times and common routes can be used for scheduling
purposes, and changes in either can be detected and examined.
As for the route network reconstruction, the travel times and commonly
used routes could alternatively be detected manually, by traversing the buildings while measuring travel times, and recording the routes used. However,
the same advantages to automatically estimated travel times and common
routes apply, in that the estimates don’t require any manual labour, and they
can automatically adjust to changes.
For the airport case, this information has multiple use cases:
• The travel times for users provide very useful information, as these can
be used to show the expected travel time to various gates, which lets the
travelers arrive in time.
• Due to the dynamic nature of the methods and the real-time data, the estimates will reflect current travel times and not static average estimates,
as is customary in current airports. This means that the displayed travel
times will naturally increase during rush-hours.
• In case of sudden changes, e.g., a moving walkway to a gate breaking
down, the changes will automatically be reflected in the displayed travel
times.
• The common route detection can be used to determine whether travelers
select optimal paths through the airport. Thus it can be detected if, for
example, better signing is needed to make travelers select a faster path, if
the current common routes imply that many travelers take an undesired
detour.

8.5.1

Solutions to problems in practice

Distinguishing users Similar to the route network detection, for travel
time estimation as well as common route detection it’s important to distinguish the different types of users. The same solutions apply in this case.
Distinguishing transportation modes Both travel times and the routes
used depend heavily on the employed transportation modes. If information on
transportation modes is not readily available through, e.g., a task management
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system, it can be automatically detection through the methods developed in
Chapter 5.
Handling inaccurate positions The inaccurate and noisy position estimates that have not been corrected in the preprocessing steps must be handled
in the analysis methods. A general approach to dealing with noise in position
estimates is aggregation of data. When the noise is of a random nature, the
aggregation of large amounts of data is likely to cancel out the noise. Bias in
position estimates is harder to deal with, but can be removed through, e.g.,
mapping to a reconstructed or given route network.
Dynamically growing methods As the position trace data is collected
while users traverse a building comple, the coverage will grow dynamically.
Thus the methods should be able to incorporate new locations, as well as be
able to add connections between previously unconnected locations. For several
of the analysis methods, we chose a graph-based approach, which allows for
easily growing the graph to incorporate new data.
Multi-story buildings The analysis methods should be able to support
multi-story building complexes, as is common for, e.g., hospitals. For graphbased approaches, such as the travel time estimation and common route
detection, multi-story buildings can be supported simply by using a multidimensional graph. Errors can occur in the vertical position estimates as in
the horizontal. Often errors placing the user on a wrong floor are more severe for the analysis than horizontal errors. Therefore it may be beneficial
to perform additional filtering of floor estimates, using for example a markov
model-based approach, to remove sudden wrongful changes to other floors.
Outdoor movements For large building complexes, parts of movements
between blocks of buildings may contain movement over outdoor areas. Areas
close to the buildings may be covered by the indoor positioning system in
place. However, it may be beneficial to supplement the indoor positioning
with, e.g., GPS, for cases where significant travel is done outdoors.
Ensuring privacy As for measurement collection, ensuring privacy is important when presenting results of the various analyses to users, to ensure that
privacy-sensitive data does not leak to end-users. If care is not taken, data
on, e.g., the movement of specific users can be accessed through the analysis
methods. In addition to the anonymization of data early in the data collection
process, aggregation of data can help to ensure privacy. For example, for the
travel time estimation methods, aggregation ensures that only the travel time
estimates computed from aggregation of multiple travels can be accessed, and
that no data on individual travels is accessible.

Chapter 9

Conclusions and Future Work
This chapter concludes part I of the thesis. Section 9.1 summarizes the contributions, Section 9.2 discusses the research methods and validity, while Section
9.3 discusses possible future work.

9.1

Contributions

The research goal of this thesis, as stated in Chapter 1, has been to develop
methods for spatio-temporal analysis of human activities in large-scale building complexes. The following summarizes how the research goal has been
achieved, through several contributions that provide evidence for the stated
hypotheses.
• Novel methods for making sense of inaccurate indoor position traces.
The methods are able to reconstruct the route network of a building complex through noise-resistant aggregation of position traces from people
traversing the buildings. This helps to overcome the challenge presented
in Chapter 3, that indoor route networks are not easily available, by
instead reconstructing them. Evaluation shows that the reconstructed
route networks are accurate to within 5m, thereby providing evidence
for hypothesis H1. Furthermore, the methods can map inaccurate position traces to the route network, in order to produce noise and bias
free position traces. Finally, the methods compute representative trajectories from position traces, which can be used for producing deviation
maps. In combination, the methods help to overcome the challenge of
inaccurate indoor positioning for later analysis.
• Automatic methods for detecting the used transportation mode of a person from data collected using opportunistic sensing. Through the use of
machine learning methods based on accelerometer and novel WiFi features, the methods can distinguish transportation modes such as walking, biking, electric bus, or being stationary. Evaluation shows that the
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methods are able to distinguish between transportation modes with an
accuracy of 84.3%, and thereby the results confirm hypothesis H2. This
accuracy is increased when distinguishing transportation modes higher
in the presented hierarchy, e.g., distinguishing transporting from stationary can be performed with an accuracy of 98.6%.
• Methods for estimating travel time and commonly used routes between
pairs of locations in a large building complex. The methods learn
through the use of real-time position trace data, collected through opportunistic sensing from people traversing the buildings. Evaluation shows
that representative commonly used routes are detected, and that travel
time estimates are within 10% of actual travel times, thus providing
evidence for hypothesis H3. The methods use a travel-graph that can
incorporate new data dynamically, which helps overcome the challenge
of dynamically growing coverage when using opportunistic sensing. The
estimates can be computed for specific parameters such as time of day,
or specific individuals. Through the use of real-time data, changes in
travel times or commonly used routes can be detected as they occur,
thereby supporting hypothesis H4.
• For improving facility utilization and management, analysis methods
were developed based on the use of large-scale WiFi monitoring. Through
access to the WiFi infrastructure, the methods are able to monitor the
movement of all WiFi-enabled devices in range of the WiFi infrastructure. This allows for monitoring the movement of the majority of people
moving in a large building complex. For this unlabeled WiFi data, the
methods can extract vital information for facility utilization analysis,
such as the time of stay, the places of stays, and the movement between
departments. The methods are able to estimate the number of entries
and exists at a specific location, or the flow of people between specified
departments, thereby providing evidence for hypothesis H5. The methods include visualizations which provide an easy overview of, e.g., flow
of people, or the areas in which people stay.

In combination, the methods help realize the overall goals of this thesis, by
taking advantage of the opportunities provided by the developments in mobile
sensing, to enable methods for analysis of human activities in indoor environments. For the PosLogistics project, the methods for indoor positioning have
been integrated into a task management system, to provide easy overview of
the task and staff locations. This overview enables the staff members to better optimize their task execution, and to better collaborate on common tasks.
Interviews with staff members performed by Systematic have revealed great
satisfaction with the provided overview.
The developed methods allow for further improvements as they are integrated into this system. The route network reconstruction will help to provide
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more accurate position estimates. The methods for travel time estimation and
common route detection will help provide estimates of the time required to
complete tasks, thus enabling the staff members to perform better informed
choices of which tasks to complete, and in which order. At the same time
the nurses, and other staff that depends on the work of the orderlies, will be
given an overview of when they can expect, e.g., patients to arrive. The methods for spatio-temporal facility utilization provides management with useful
information on the utilization of the hospital buildings.

9.2

Research Methods and Validity

The results of this thesis were achieved through rigorous use of scientific methods. Based on the research approach of experimental computer science, we
identified real world challenges that were not adequately addressed by the
current state-of-the-art in research, such as the need for indoor travel time
estimation and transportation mode detection. In collaboration with users,
and through analysis of data collected using mobile sensing, we analyzed these
challenges and designed novel methods for overcoming them. The methods
were implemented and evaluated through analysis on collected data labelled
with ground truth, evaluation in real-world settings, and user evaluation methods including interviews, as discussed in Chapter 1. Based on feedback we
identified further challenges, thus leading to an iterative research process.
The used research approach ensures validity of the results in real-world
settings through the use of real-world data and user evaluation methods. The
performed evaluations are replicable through the use of the collected sensor
measurements and the implemented methods, which are available upon request. For staff members that helped carry out measurement collection, we
made sure to explain to them the exact type of data we collected, as well
as the expected use of the data, before getting their consent. For that data,
as well as for WiFi data collected from unknowing users, we ensured privacy
through anonymization of the collected data by irreversible hashing of the
MAC addresses. In addition we made sure to store the data securely, and to
only release aggregated data to avoid the possibility of identification of users
through, e.g., pattern matching.

9.3

Future Work

The contributions of this thesis open up new opportunities for spatio-temporal
analysis for indoor building complexes. In order to fully utilize these opportunities, future work includes developing methods that build upon the results
of this thesis.
Task time estimation The developed methods for travel time estimation
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can be utilized to develop methods for task time estimation, in order
to estimate the time required to perform a task from start to end, including transportation. Depending on task type, it may require both
transportation and stationary work. At a hospital, tasks like transporting a patient will typically also require time for preparing the patient for
the transport. Data on the execution of tasks can be collected through,
e.g., the positioning system or task management systems. This data
can be used to train, e.g., a machine learning algorithm to predict the
stationary time required for a task. This data can then be combined
with the transportation time required from the travel time estimation
methods of Paper 3, in order to provide an estimate of the time required
to perform the task from start to end. Similar to travel time estimates,
the task time estimates will depend on several factors, e.g., the person
executing the task, the type of task, and the current load on hospital
resources. The last type of data can be retrieved through the analysis
methods for facility utilization developed in Paper 5.

Task progress tracking By using real-time indoor positioning, combined
with task and travel time estimates, methods can be developed for tracking the progress of tasks continually as they are being performed. This
can be used to inform, for example, nurses on when a patient is likely to
be picked up for transportation, and thus should be made ready. The
methods can be developed to also detect deviations from the expected
execution of tasks, through the use of the methods for common route
detection developed in Paper 4. Deviation detection allows for detection
of cases where, e.g., an orderly has to rush to an urgent CPR tasks while
performing another task. Automatic detection of this situation can determine that the orderly has abandoned his current task, and allow for,
e.g., rescheduling or finding a new orderly to take over the task.
Automatic task scheduling Through the data delivered by the methods
developed in this thesis, further methods can be developed for performing automatic scheduling of tasks for, e.g., a large hospital complex.
Scheduling of tasks and management of resources for task execution is
an active research area, often depending on static information on, e.g.,
previous executions of tasks and various heuristics [35]. Given information of the expected execution times and routes for tasks that are planned
for execution, combined with real-time information on current positions
and transportation modes of orderlies, automatic methods can be developed to use this information for scheduling purposes. This scheduling
can be optimized with regard to specific parameters, e.g., least waiting
time for patients, or requiring the least number of orderlies to perform.
As changes are frequent at dynamic places like a hospital, the methods
will need to incorporate real-time information on, e.g., task progress, in
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order to detect and react to deviations from the planned schedule.
In addition, the methods should be evaluated in several new settings, to
confirm the claim that the methods are general and thereby applicable in other
settings. Other interesting settings include airports or large warehouses, with
large-scale logistic operations that could be improved using the developed
spatio-temporal analysis methods.
The methods were evaluated with low-accuracy easily-deployable indoor
positioning systems, to support that the methods are able to function accurately using position traces from those systems. An interesting potential study
is the evaluation of the methods in a building complex with a high-accuracy
indoor positioning system installed. Such a study would show if an increase
in positioning accuracy leads to a similar increase in, e.g., route network reconstruction accuracy.
As new kinds of mobile devices are developed, these should be integrated
into the measurement collection process. Smartwatches are becoming increasingly more powerful, with multiple sensors that augment those of smartphones. By combining data collected from smartphones with data collected
from smartwatches, more diverse data can be collected from users. For, e.g.,
use in machine learning, the collection of measurement data from multiple
body locations may help improve the accuracy of classifications.
To summarize, the research of this thesis has made significant steps towards
improving large-scale indoor work task logistics through spatio-temporal analysis methods. The developed methods have been evaluated with success at
large hospital complexes, but can also be deployed at other large-scale operations such as manufacturing plants or airports. In addition, the research
provide opportunities for future work, thereby having progressed the state-ofthe-art.
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Publications
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Chapter 10

Paper 1
The paper Making Sense of Trajectory Data in Indoor Spaces presented in
this chapter has been published as a conference paper [87].
[87] Thor S. Prentow, Andreas Thom, Henrik Blunck, and Jan Vahrenhold.
Making sense of trajectory data in indoor spaces. In IEEE 16th International Conference on Mobile Data Management, pages 116–121, June
2015
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Abstract
The increasing prevalence of positioning and tracking systems has
helped simplify tracking large amounts of, e.g., people moving through
buildings or cars traveling on roads, over long periods of time. However,
technical limitations of positioning algorithms and traditional sensing infrastructures are likely, especially indoors, to induce errors and biases in
the resulting data. In particular, the resulting motion trajectories often
do not conform perfectly to the underlying route network. As a consequence, analyses of trajectory sets are impeded by these phenomena, as
it becomes hard to identify which route was taken in a particular travel
instance or whether two travel instances followed the same route. In
this paper, we present a bootstrapping approach and several algorithms
to mitigate error biases and related phenomena, focusing on indoor scenarios. In particular, we are able to estimate and iteratively refine an
underlying route network from a set of motion trajectories. Secondly, we
represent subtrajectories, i.e., movements on individual elements of the
route network, by their median subtrajectory. The resulting aggregated
and cleaned-up data set facilitates using further, domain-specific analysis
tools. Additionally, it allows to predict the locally occurring expected
positioning error biases. This in turn allows improved positioning, e.g.,
for real-time navigation assistance scenarios. We evaluate the proposed
methods using trajectory data from employees at a large hospital complex. In particular, we show that we can reconstruct the hospital’s route
network accurately, and that we can furthermore extract median subtrajectories for almost all individual corridors. Finally, we illustrate that
median trajectories deliver useful deviation maps to learn, and correct
for, the expected local biases in positioning.
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Figure 10.1: Input traces (black), ground-truth route network (green), median
trajectories (blue) and deviation maps (red).

10.1

Introduction

Advances in positioning technologies have made it easy to automatically and
continually track entities moving, e.g., throughout large building complexes
or on road networks over long periods of time. Exploiting already existing
infrastructures, such as Wi-Fi and GSM networks or the global positioning
systems allows for easily-deployable, low-maintenance positioning both in indoor and outdoor scenarios. The positioning data obtained by these systems,
however, suffers from various kinds of noise and inaccuracies that may hamper
further analyses of the collected position traces if not accounted for. On top
of this, position estimates can be influenced by building layout, movement of
people and equipment, as well as changes in Wi-Fi infrastructure and variances in Wi-Fi emission signal strength, e.g., for the sake of load balancing,
causing outliers in position estimates with rather large errors [51]. There exist dedicated hardware/software solutions, e.g., EkahauTM active RFID tags,
that considerably improve the position estimates. Requiring users to install
software and/or use dedicated hardware, however, is infeasible in many applications, both for ease-of-maintenance and for privacy reasons. Examples
include the anonymized analysis of motion patterns in a hospital (which is
our motivating example, see also Section 10.4 for a discussion of the positioning methods employed there) or the retrospective assessment of the layout of
booths in a fair and the analysis of the induced motion patterns of visitors
and resulting hotspots in the layout.
In this paper, we present methods for analysis of trajectory data and for
preparing trajectory data for further analyses. These methods focus on in-
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Figure 10.2: Majority axis-angle for each grid cell, as computed in route network reconstruction, before (left) and after (right) removing insignificant bins.

ferring information about the location system’s performance and bias, and
potentially also about the surroundings in which the users move. To handle
the most general case, we assume that the underlying route network is unknown (RNU scenario). Such scenarios include fairs or other public events
where the route network is induced by temporary booths or exhibits. For
many building complexes, appropriate digital route network models are neither given nor easily obtainable [51, 83] as well, so that also here the proposed
means for route network construction serves to obtain the route network or
to facilitate or sanity-check the construction by other means. Our approach
is further motivated by outdoor cases, where the analysis goals include to infer an implicit route network, e.g., when analyzing preferred motion patterns
in open outdoor areas. In an RNU scenario, our algorithm supports all of
the three deliverables detailed below: 1) Route network reconstruction, 2)
Deviation maps, and 3) Trajectory cleaning.

Route network reconstruction
As a first step for handling an RNU scenario, our algorithm computes an
approximation of the underlying route network from the input trajectories;
the initial process is illustrated in Figure 10.2 and an example result, for the
hospital chosen as evaluation environment, is shown in Figure 10.8. This allows to provide the deliverables detailed further below even for cases where
the underlying route network is not known a priori. In these cases, the reconstructed route network may be of independent interest, because manually
building such a network may be prohibitively time-consuming [6, 51]. Even
when the route network is known, a network reconstructed from collected trajectories contains additional information, as it may reflect the route segments
actually used better than the model known a priori. Furthermore, such a
network is better suited to detect implicit route segments, e.g., in large open
spaces.
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Deviation maps
The accuracy of indoor positioning systems is influenced locally by static elements, e.g., the architecture of a building. Hence, positioning in or around
buildings often has static local biases, distorting the positioning estimate in
a specific direction. By aggregating all subtrajectories that correspond to a
particular segment of the (approximate or known) route network into an average [68] or median trajectory [19] we compute a representative of the estimated
movement pattern along this segment; see the blue trajectory in Figure 10.1.
Using a route network (given or reconstructed) and these representative trajectories, we can determine the static biases in the positioning system at specific
locations and along paths typically used; see the red areas in Figure 10.1 .
Comparing the representative trajectory1 to the ground-truth or approximate
location of route segments, we can estimate the expected location deviation,
or bias. The resulting deviation map can be used to correct for this bias when
estimating locations or to prioritize improvements on the positioning system.
Trajectory cleaning
Trajectories from inaccurate positioning systems may contain position outliers,
i.e., position estimates that are extraordinarily far from the actual locations;
see the bottom part of Figure 10.1 . Snapping each individual trajectory
to the representatives of the trajectory’s segments, one obtains an outlierfree trajectory, which represents the route actually taken. The snapping eases
further analyses, because trajectories following the same segments of the route
network will have an identical geometry. This greatly facilitates, e.g., pattern
discovery [36] or the comparison of routes. Another cleaning option would be
to consider the average or median trajectory as a reference and to declare a
position estimate as an outlier if its distance to the reference under a geometric
similarity measure such as the Hausdorff or Fréchet distance [23, 68] is above
a given threshold.
In addition to these main deliverables, the output of our algorithm provides
additional deliverables to at least two other relevant types of analyses.
Outlier movement detection
The representative trajectories computed for each segment of the route network may be used to detect outliers in movement patterns. By comparing
collected position traces to the representative trajectory, we can determine if
a particular movement is at least roughly in accordance with what has been
seen before. This can be used, e.g., to detect that an obstacle has emerged in
a building or road network, causing traversals to follow alternative paths.
1
Because user orientation may block signals differently depending on the travel direction [9], we may need one reference trajectory per direction.
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Route network
reconstruction

Trajectory
segmentation

Computation of
representative
trajectories

(I) Coarse segmentation
(II) Subtrajectory refinement

Figure 10.3: Illustration of the processing pipeline showing the three main
modules as well as examples of inputs and outputs.
Self-healing analysis
Deviation maps and representative trajectories can be used to improve the
accuracy of snapping (parts of) trajectories to the route network. In this way,
trajectory cleaning will improve over time as further trajectories are collected,
as will the outlier movement detection.

10.2

Related Work

For outdoor scenarios, various work has been published on route network reconstruction, mostly of car road networks [16, 32, 75]. Furthermore, also
map matching strategies have been proposed for when route network and/or
positioning information are given but are flawed in terms of accuracy and
thus cannot be fully relied on [76, 115]. For reconstruction of indoor location
models, such as route network models or floor plans, various approaches have
been proposed. Many of these are formulated as solution to the simultaneous
localization and mapping (SLAM) problem or borrow from such solutions.
SLAM, originating in robotics, has often been formulated as the ultimate goal
of truly autonomous robotic movement[30]. Recently, SLAM-like approaches
have been proposed for floor plan reconstruction through observations by devices carried by humans. SmartSLAM [7] is based solely on various smartphone sensors. Du et al. [29] build depth camera models, Jiang et al. [45]
rely on Wi-Fi fingerprints and user information, and Alzantot et al. [6] leverage additionally GPS and inertial sensors. Other approaches, e.g., Philipp et
al.’s MapGENIE [82], employ foot-mounted sensors additional to smartphone
installations. Ferris et al. proposed WiFi-SLAM [33], and Huang et al. [42] a
variant of it that utilized techniques from GraphSLAM.
Most of the above approaches either require specific procedures to follow,
specialized software/hardware installations, or active data sharing by the user.
Such approaches are often infeasible in use cases like, e.g., tracking visitors
in buildings or outdoor areas to better understand motion patterns. The
remaining cited approaches do not detail how Wi-Fi signal measurements are
obtained or by which devices and software installations these are processed.
Somewhat in contrast, our approach investigates route network construction
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based on a minimally invasive, minimal-setup data collection, based solely
on the natural movements of the investigated environments’ users, and on
locating these users solely by radio signals that their consumer devices emit
without the explicit need to install dedicated on-device software [60]. We
show furthermore, that despite our method’s low requirements, they achieve a
accuracy in, e.g., detection of route network intersections (and their location)
which is comparable to results published for state of the art methods [32]
evaluated in outdoor scenarios.

10.3

Methods

We produce the deliverables of our methods through three main modules that
are connected in a pipeline to process and analyze the input trajectory data,
as illustrated in Figure 10.3.

10.3.1

Route network reconstruction

The route network reconstruction module analyzes the noisy trajectories in
order to reconstruct the underlying route network which constrains the actual
movements associated with the collected trajectories. Specifically, the module
finds intersection points and major segments of the network.
Rasterizing the trajectories
The area covered by the trajectories is subdivided into grid cells of size σ. In
each cell the space of orientations is subdivided into b bins, each representing
an angle interval of πb . Each grid cell holds b counters, initially set to zero,
that indicate how many trajectory segments cross this cell oriented along the
b main directions, respectively. For each cell the majority angle is determined,
i.e., the bin with the highest count among the cell’s bins. Then, bins with
insignificant counts are removed, as they likely stem from noise or outliers in
the position estimates. Bins are deemed insignificant if their count is lower
than the average count across the bins for the same angle in the neighboring
grid cells. Figure 10.2 illustrates the majority axis-angle, using b = 8, before
(left) and after (right) removal of insignificant bins. For de-noising, recorded
rapid position jumps within trajectories are removed beforehand—by filtering
trajectory segments against an upper speed threshold Td .
Identifying major travel directions
Next, the algorithm identifies maximal connected components of cells that are
traversed in the same direction. To this end, on top of the grid a graph is
constructed, where each grid cell is represented by a node, and where an edge
is created for every two cells which are adjacent and have the same majority
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Figure 10.4: Recognizing subtrajectories
angle. Then the maximal connected components are computed, resembling
maximal route segments with the same major direction. Each such component is the represented by a line segment. Following, the algorithm resets in
each component the counters of the bins that resemble the majority angles to
zero. This corresponds to removing the segments added to the route network
from the raw-data grid. The algorithm then repeats the above procedure until
no further non-trivial connected components can be found. The result of this
process is a collection of line segments corresponding to (possibly intersecting) connected components. To ensure that the extracted network segments
will intersect even if these are slightly shorter than the corresponding route
segments in the underlying route network, we extend the former by up to e
meters in each direction iff this leads to a intersection of extracted segments.
Finally, a line-segment intersection algorithm [14] computes all intersections
and, hence, the topology of the route network.
We determined empirically suitable parameters, specific to the hospital environment, i.e., we choose σ = 3m, which corresponds to the average corridor
width, Td = 25m/s as an upper bound on the realistically occurring speeds
in the hospital, and e = 10m, where good results were generally obtained for
e ≥ 2σ = 6m.

10.3.2

Trajectory segmentation

The purpose of the trajectory segmentation module, which is described in
greater detail in the full version of this paper, is to match the trajectories
to a route network. For this, the matching algorithm iteratively processes
the input trajectories and subdivides each trajectory into a collection of subtrajectories that connect intersection points in the route graph. Each such
subtrajectory is then considered individually and is aligned with the respective edges (corridors) in the route network. During this process, noise and
erroneous data points are eliminated. To identify (coarse) subtrajectories, the
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Figure 10.5: Cleaning noisy data.
algorithm traverses each given trajectory from its start point and tries to identify the intersection points p of the route network close to, and thus relevant
for, this actual trajectory, i.e., within a radius of r meters (we used r = 12m)
of a trajectory data point x. To properly handle, i.e., ignore, isolated outliers
that lie close to an intersection point (see Figure 10.5), we also require the
majority of the κ data points preceding and succeeding x to have one of the
corridors adjacent to p as their geometrically closest feature of the route network (we used κ = 5). Identifying all relevant intersection points along the
trajectory, allows for subdividing it parts delimited by data points matched
to two consecutive relevant intersection points.
The algorithm may identify additional corridors, e.g., if these were filtered
out initially in the reconstruction phase due only few trajectories passing along
them, These corridors can be added to the route network and used for matching trajectories subsequently.
Next, in a refinement step, we aim to align the subtrajectories, produced
as detailed above, to corridors in the network. Ideally, the two intersection
points inducing a subtrajectory are endpoints of the same corridor, e.g., p and
q in Figure 10.4a. Alternatively, the trajectory though may miss intermediate
intersection points (Figure 10.4b) or there may exist a yet undetected corridor
between p and q. To resolve both cases, first each data point is labeled with the
closest feature (intersection point or corridor) of the route network. Outliers
are then removed from this sequence in order to obtain a de-noised sequence
of route network elements actually traversed. Handling of outliers depends
on whether they follow one corridor or jump between corridors, see Figure
10.5. Afterwards, the de-noised sequence for each subtrajectory processed is
further simplified—by removing loops, which loop in short order between an
intersection point and adjacent corridor segments, as shown in Figure 10.5b.
Ideally, the resulting subtrajectories are assigned labels of only two intersection points and the corridor between them. For more complex label
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Figure 10.6: Resolving ambiguities: Assessing path-corridor mappings by comparing enclosed areas.

sequences, a set of candidate corridors is extracted from the route network:
For each data point of the subtrajectory, the closest corridor, irrespective of
the distance,is computed and a subgraph of the route network that consists
of these corridors and their endpoints is constructed. If in this graph no path
from start to end point of the subtrajectory exists, the algorithm creates paths
so that these augment the network with tentative corridor segments in only a
minimal manner, as detailed in the full version of the paper.
Afterwards, if several candidate paths exist, we choose the one with the
lowest assessment score, calculated as the area between the path and the
√
subtrajectory, see Figure 10.6, times (1 + 1/(1 + ω) + ∇), where ω is the
number of data points assigned to tentatively created corridors, and ∇ is the
number of corridors for which there exists no witness data point, i.e. no data
point having them as its closest corridor.
If the chosen path contains a corridor constructed as a tentative corridor
while processing the current subtrajectory it is added to the full route network.
We then simultaneously traverse the path and the subtrajectory and create
maximal subsequences of data points assigned to the same corridor. Between
these subsequences, we create splitting points corresponding to the intersection
points between two consecutive corridors. Each element in the resulting final
subdivision of the current subtrajectory corresponds to exactly one corridor.
In case though that two consecutive elements are assigned to non-adjacent
corridors, we mark these as an overly noisy part of the trajectory—and exclude
it from further consideration when computing representative trajectories.

10.3.3

Computation of representative trajectories

The above phase produces an updated route network, but also assigns subtrajectories to a corridor in the network. For each corridor element we now
aggregate the subtrajectories assigned to it into a single subtrajectory representing the movement in this corridor. This aggregation not only aids the
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Figure 10.7: The indoor trajectory dataset collected within the hospital. Map:
Google, Aerodata International Surveys
visual perception of the resulting network but also facilitates various analyses,
e.g., the computation of deviation maps.
To obtain representatives for movements assigned to a corridor an obvious
candidate is their average trajectory [68]. This approach is computationally
efficient and works well in scenarios with a regular layout. It is less suited
when curved trajectories, or, more precisely, trajectories not following one
major directions, are involved. In such situations, computing a median trajectory [19] is advantageous: This approach constructs the arrangement, i.e.,
the embedded graph, induced by the set of segments of all subtrajectories in
question. It then assembles the median trajectory via traversing this graph,
moving along all segments for which the same number of other segments lie on
either side. Computing a median trajectory is computationally more involved
but has two advantages. The first advantage is that, because local decisions
are made, handling of curved (parts of) trajectories is improved. Secondly, it is
more applicable for outlier movement detection, as described in the introduction: If an obstacle emerges on a path and roughly half of the trajectories pass
on either side of this obstacle, the computed average trajectory will will pass
right through that obstacle. In contrast, the median trajectory, consisting of
segments of input trajectories, will pass on one of the sides of the obstacle.
Generally speaking, this form of aggregation aims to ensure that the resulting
movement representative is actually traversable within the route network.

10.4

Evaluation

Our evaluation of the proposed methods is based on a indoor trajectory dataset
collected at a large hospital. The trajectories have been collected by employees at the hospital while performing their daily routines. The employees were
given ten smart phones which were carried throughout their work shifts for
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Figure 10.8: Route Network: ground-truth (red) and reconstruction (yellow).
Map: Google, Aerodata International Surveys

ten days. The phones had software installed which performed Wi-Fi signal
strength measurement scans about every two seconds. By pairing these measurements with knowledge of the access point locations at the hospital, we
compute position estimates for each scan using the centroid lateration Wi-Fi
positioning method [26], which we evaluated to yield a median accuracy of
15m at the hospital [83]. The collected trajectory dataset, shown in Figure
10.7, contains 1.5 million position estimates.

10.4.1

Route network reconstruction

To evaluate the route network reconstruction, we apply it to the hospital data
in Figure 10.7 visually compare, in Figure 10.8, its results (yellow) to the
actual network as known from floor plans (red). A corresponding statistical
evaluation is given in Table 10.1 which gives true and false positives as well as
false negatives, both terms of number of instances, i.e. corridor segments, as
well as in length in meter. Results are listed for different numbers b of modeled
corridor directions. We also varied of the grid cell size parameter σ, varying
it from 5m to 20m, but found its influence to be comparatively insignificant.
Table 10.1 confirms the few false positives, i.e., reconstructed segments where
no real corridor exists in the floor plans, many of which are caused by sudden
erroneous jumps in the positioning. However, some also seem to be real (or
virtual, resulting from strong access point reception) shortcuts between the
buildings which are not represented in the floor plans.
The comparison of Figures 10.7 and 10.8 shows that corridors frequently
traversed are reconstructed correctly. Missing reconstruction occurs mostly
for short corridor segments close to the main corridors—which are thus hard
to distinguish from (noisy) data from travels on the main corridors, or, more
prominently, for corridors traversed only rarely. As such the reconstructed
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Count
m

b=8
TP
FP
FN
85
7
29
3000 200 1300

89
b=4
TP
FP
FN
84
29
30
3200 870 1100

b = 16
TP FP FN
79
2
35
2400 90 1900

Table 10.1: Accuracies of the route network reconstruction

Figure 10.9: Left: Cumulative error distribution of intersection placement.
Middle: Reconstruction, using less conservative detection than in Figure 10.8.
Right: A corridor segmentation for a trajectory part. Maps: Google, Aerodata
International Surveys

route network better represents the route network actually used by this group
of employees, as a subset of the available route network. This may be desirable for analysis purposes, as important route network segments can be
distinguished from the unused ones, e.g., when assessing which are acceptable
to block during maintenance tasks.
A second quality measure for route network reconstruction is the accuracy of the placement of the reconstructed intersections. Its cumulative error
distribution is shown in Figure 10.9 (left). The figure shows placement deviation from 36cm to 30m, with a median deviation of 3.9m. This results are
comparable with the outdoor results by Fathi [32], who achieve a intersection
location accuracy of 4.6m when detecting road intersections based on GPS
positions. This comparability of results is remarkable in so far as in Fathi’s
evaluation the positioning accuracy was much higher with around 4m, and
also the hospitals’ indoor route network is denser than outdoor road networks
and thus harder to reconstruct without error.
In Figure 10.9 we illustrate by example the segmentation and mapping
of trajectories to network segments, and the resulting benefits not only for
reconstruction but also,e.g., for data cleaning and for detection of commonly
used routes in the hospital. Despite significant noise, the segmentation algorithm nonetheless produces a proper mapping of sub-trajectories to corridors,
here visualized in colors: The green part of the trajectory physically overlaps with the orange part; but this overlap is classified as noise, and not as
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Figure 10.10: Median trajectories for indoor data. Map: Google, Aerodata
International Surveys
a real movement between corridors. The pink part shows how the algorithm
may performs mapping based on a very small amount of position estimates as
obtained at high travel speeds.

10.4.2

Representative Trajectories

In this subsection, we investigate the accuracy of the representative trajectories — on which also both remaining deliverables, the deviation maps and the
trajectory cleaning are based on. Figure 10.10 shows the median trajectories
computed for every route network segment. It can be seen how the trajectory
segmentation computation supplements the route network reconstruction, and
vice versa: a few segments which were yet missing in the reconstructed route
network, are now identified, e.g., the connecting corridor between the two
parallel north-south-oriented buildings in the north-east corner.
The representative median trajectories for route network segments are
much less noisy trajectory representations than the individual trajectories
comprising them: Averaged over all route network segments, the sub-trajectories on a given route network segment are on average 1.69 times longer in
travel than the median trajectory computed for that segment. We evaluated
also the proximity of the median trajectories to their associated segments:
Over all route network segments, the associated median trajectories exhibit a
median distance of 1.11m. The is median distance is a less than a mere fourth
of the median distance of 4.9m that the underlying raw trajectories exhibit.
For comparison, when disabling various filters, e.g., clipping, the median distance raises to 1.21m; for average trajectories, in place of median trajectories,
the median distance is 1.22m.
Some few of the computed median trajectories are significantly noisy or
irregular. A comparison with the dataset shown in Figure 10.7 reveals that
these correlate often with the locations where only small amounts of data have
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(a) Trajectories before application (yellow), and median trajectory (blue).
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(b) Trajectories after application.

Figure 10.11: The deviation map applied to a set of indoor trajectories along
a ground-truth corridor (black)
been collected. As the median trajectory computations require a representative set of trajectories, this is expected. Of note is also the method’s behavior
in case an intersection has been missed. Such an example has been marked
in the figure by the blue circle. In this case, the resulting median trajectory,
oblivious of the intersection, resembles an artificial path curving to the west,
but does remain within the physical corridor network.

10.4.3

Deviation maps and trajectory cleaning

The local deviation map, given as the distance between the median trajectory
and the corridor, can be of use, e.g., for post-hoc analysis of movements, or
where to improve the positioning system (here: by placing an access point
at the middle of the corridor), or to improve tracking future movement in
real-time, e.g., for live navigation purposes. Figure 10.11 exemplifies the use
of deviation maps, focusing on a median shown also in Figure 10.10: Figure
10.11a shows the corridor segment (black), the collected trajectories (yellow),
and the computed median trajectory (blue). The positioning system’s local
bias for this corridor (black) is visible in the collected trajectory set (yellow)
as well as in the resulting median trajectory (blue). Figure 10.11b shows
the trajectories with their individual positions are corrected according to the
deviation map. While many of the original position estimates are biased
towards north of the traversed corridor, in Figure 10.11b the majority of the
position estimates have been de-biased and are now much closer to the actual
corridor. As a result, the median distance of 4.6m between the corridor and
the original trajectory shrinks in this example case to a mere 1.8m. Deviation
maps also facilitate the identification of outliers: In presence of a position
bias, outliers cannot reliably be identified based solely on the distance from
corridors. After applying the deviation maps, however, as the bias has been
accounted for, outliers can be identified by their distance to the corridors.
Alternatively, the representative trajectories may be used directly, in order to
identify outliers relative to them.
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Conclusions

We presented novel methods for analyzing and enhancing noisy trajectory
sets, specifically from indoor environments, and for reconstructing the route
network which underlies the movements represented by a given trajectory set.
We evaluated these methods using a large data set of employees’ movements
within a hospital complex. The evaluation shows that our reconstruction
is generally accurate. Secondly, our filter technique for computing median
trajectories for movements on individual route parts provides less noisy and
more realistic representatives for movements, and it helps revealing local biases
in the given positioning system. Finally, we showed how to use the computed
information and counter-act said biases by, among others, use of deviation
maps.
Future work include the investigation of potential improvements, including
a tighter, more iterative interlinking of our methods in order to deal with yet
challenging situations such as small and infrequently traveled route network
segments. Evaluations in differing environments and settings, e.g., shopping
malls, trading fairs, and outdoor spaces, verify the generalisability of the proposed methods.
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Abstract
Transportation mode detection is a growing field of research, in which
a variety of methods have been developed for detecting transportation
modes foremost for outdoor travels. It has been employed in application
areas such as public transportation, environmental footprint profiling,
and context-aware mobile assistants. For indoor travels the problem of
transportation mode detection has received comparatively little attention, even though diverse transportation modes, such as biking, electric
vehicles, and scooters, are used indoors, especially in large building complexes.
The potential applications are diverse, and may also extend beyond
indoor variants of the above outdoor applications, and include, e.g.,
scheduling and progress tracking for mobile workers, management of vehicular resources, and navigation support. However, for indoor transportation mode detection, the physical environment as well as the availability and reliability of sensing resources differ drastically from outdoor
scenarios. Owing to these differences, many of the methods developed
for outdoor transportation mode detection cannot be easily and reliably
applied indoors.
In this paper, we explore indoor transportation scenarios to arrive
at a conceptual model of indoor transportation modes, and then compare challenges for outdoor and indoor transportation mode detection.
In addition, we explore methods for transportation mode detection we
deem suitable in indoor settings, and we perform an extensive real-world
evaluation of (combinations of) such methods at a large hospital complex. The evaluation presented here utilizes Wi-Fi and accelerometer
data collected through smartphones carried by several hospital workers
throughout four days of work routines. The results show that the methods can distinguish between six common modes of transportation used
by the hospital workers with an F-score of 84.2%.
∗
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Introduction

Transportation mode detection is a growing field of research, in which a variety
of methods have been developed for detecting transportation modes foremost
for outdoor travels. It has been employed in application areas such as public
transportation, environmental footprint profiling, and context-aware mobile
assistants. For indoor travels the problem of transportation mode detection
has received comparatively little attention, even though diverse transportation modes, such as biking, electric vehicles, and scooters, are used indoors,
especially in large building complexes.
The potential applications are diverse, and may also extend beyond indoor
variants of the above outdoor applications, and include, e.g., scheduling and
progress tracking for mobile workers, management of vehicular resources, and
navigation support. However, for indoor transportation mode detection, both
the physical environment as well as the availability and reliability of sensing
resources differ drastically from outdoor scenarios. Owing to these differences,
many of the methods developed for outdoor transportation mode detection
cannot be easily and reliably applied indoors.
In this paper, we explore indoor transportation scenarios to arrive at a
conceptual model of indoor transportation modes, and then compare challenges for outdoor and indoor transportation mode detection. In addition, we
explore methods for transportation mode detection we deem suitable in indoor
settings, and we perform an extensive real-world evaluation of (combinations
of) such methods at a large hospital complex. The evaluation presented here
utilizes Wi-Fi and accelerometer data collected through smartphones carried
by several hospital workers throughout four days of work routines. The results show that the methods can distinguish between six common modes of
transportation used by the hospital workers with an F-score of 84.2%..

11.2

Indoor versus outdoor settings

In this section we discuss the challenges and opportunities provided by respectively indoor and outdoor settings, and how they relate to a representative
selection of the many methods for outdoor TMD.

11.2.1

Transportation Infrastructure

There are significant differences between outdoor and indoor transportation
infrastructures, which may influence the results of TMD. Outdoor road networks are often practically unbounded in size, and the possible distance that
a tracked person or vehicle may travel is practically unlimited. Indoor travels on the other hand, are bound by a building infrastructure, which greatly
limits the sensible travels that may be performed. A result of this difference
is that indoor travels are typically much shorter in both distance and time,
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compared to outdoor travels. For TMD this means that there is less time to
determine a specific transportation mode, and that changes in transportation
mode will typically happen more often in an indoor setting. In addition the
smaller indoor route networks are likely to cause different acceleration profiles
through, e.g., more turns and more stops.
Another significant difference between indoor and outdoor transportation
infrastructures, is the availability of additional information on the route networks. For outdoor route networks, data is publicly and easily available on
roads, biking paths, railways as well as bus stops and routes. This information
is very useful for position-based TMD, as it can help limit the number of likely
transportation modes [98]. For indoor settings however, this kind of information is much harder to achieve. Floor plans for buildings are only publicly
available for a very limited set of buildings, typically large shopping malls and
public places, e.g. railway stations. For other types of buildings, the floor
plans may only be available in simple digital formats, such as pictures, which
are ill suited for extracting e.g. the route network of hallways in a building
[87].

11.2.2

Transportation Modes

In outdoor scenarios a variety of modes of transportation are common-place;
similarly, also indoors, especially in large-scale environments and scenarios,
several modes are available some of which overlap with outdoor equivalents.
Figure 11.1 lists what we consider relevant indoor transportation modes. The
color of the modes listed indicates, whether they are specific exclusively to indoor (green) or outdoor settings (orange), or whether they occur in variations
both in- and outdoors (blue).
Note, that many of the transportation modes (and respectively vehicles)
listed could be divided further: e.g. specializations exist for some of them
for indoor and outdoor settings, respectively, such as electric versus fossilfueled forklifts. Indoor transportation modes include various and sometimes
specialized electric vehicles which are used as transportation aid in places such
as hospitals, airports, or factories, e.g. small electric buses and luggage carts,
scooters, bed-pushers and forklifts. These may be designed for and used only
indoor, or may be vehicles which can be used in both indoor and outdoor
settings.
A significant challenge inherent in most indoor settings relative to outdoor
settings is the significantly lower difference in speed profiles of different transportation modes—which is due to foremost the lower top speeds in indoor
environments. While it’s possible to distinguish between e.g. a bicycle and a
car based on maximum speed [98], it’s significantly harder to distinguish a bike
from an indoor electric vehicle, as the typical speeds fall in similar intervals.
A second challenge in distinguishing indoor transportation modes is that
the various modes (resp. vehicles) share the same route network (in contrast to
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trains versus cars for outdoor travels); additionally most indoor route networks
do not cause significant halting patterns during travels such as traffic lights
and train stops do.
A further challenge for TMD is the lack of combustion engines in indoor vehicles. Combustion engines in vehicles vibrate at specific frequencies,
for example when idling. Distinguishing (fossil-fueled) motorized from other
transport modes can thus be facilitated—even when speed profiles for mode
candidates are similar—through picking up engine frequencies, which can be
achieved even by low-grade, and sub-optimally placed accelerometers, as they
are common-place in people’s smart phones [117]. Note though that while
most indoor vehicle types are not fossil-fueled, recent research reports that
electric vehicle motors emit high-frequency sounds which can be picked up
by smartphone microphones [104]. This may help in distinguishing electrical
vehicles from, e.g., human-powered bikes.
Figure 11.1 also shows a hierarchical model of transportation modes which
we discuss in this paper. Such a hierarchical model gives raise to subdividing
the problem of distinguishing (groups of) transportation modes—which brings
the advantage of allowing dedicated classifiers for detection decisions on individual nodes, as exploited, e.g. by Hemminki et al. [40] for outdoor TMD.
In the hierarchy in Figure 11.1 higher entries group similar transportation
modes, and consequently neighboring modes in the lower tiers are expected
to be more challenging to distinguish.
The root of the hierarchical models resembles the distinction between stationary from moving activities. For moving activities we distinguish two main
categories, namely motorized and unmotorized transport. This distinction is
made due to their different qualities with regards to speed and movement
patterns, where motorized vehicles typically have a different acceleration and
speed profile when compared to unmotorized vehicles. For motorized indoor
transports, we consider foremost electric vehicles. This category contains general vehicles such as electric scooters and bikes, but also specialized vehicles
for specific settings and applications, e.g., electric forklifts for warehouses or
bed-pushers for moving beds around at hospitals. For unmotorized transportation, several modes, using e.g. vehicles such as bicycles and scooters, as
well as walking, are to be distinguished. The stationary activity category is
further subdivided into stationary active, which covers activities not involving
transportation, e.g. performing a stationary work task, while resting covers
idling, i.e. the absence of significant physical activity.
As part of the exploration of indoor transportation modes, we collected
transportation mode statistics in a real-world example scenario involving a
variety of transportation mode choices, namely the daily work routines of a
group of hospital orderlies throughout four days on a large modern hospital
complex, covering 150, 000 square meter on three floors. The statistics were
collected by an assistant assigned to follow the orderlies (without interfering)
throughout their work and keep record of the transportation modes they used.
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Figure 11.1: Hierarchy of transportation modes.
modes. Green: Indoor-only modes.

(a) Scooter

(b) Bus

Orange: Outdoor-only

(c) Bedpusher

Figure 11.2: Common indoor transportation vehicles.
In total 300 transportation mode changes were collected, from 6 different
modes (as marked in Figure 11.1): Stationary, walking, scooter, bike, e-bus and
e-bedpusher, of which the last two are hospital-specific electric vehicles. The
vehicles can be seen in Figure 11.2. Table 11.1 shows the collected statistics.
The upper part shows the number of transitions occurring between different
transportation modes as a transition matrix, with transitions occurring from
rows to columns in the matrix. The lower part lists the total number of trips
made with each transportation mode, the total and relative time spent for
each transportation mode, as well as the average time for a trip of the given
mode.
The table reveals that for all of the transportation modes the average trip
duration is rather short (below ten minutes) as compared to typical outdoor
scenarios. The mode the persons observed spent most time on during their
work routine was walking, with almost 12 hours over four work days. For
motorized transportation, the bed pusher is used most often, with about 6
hours, followed by the electric bus, with about 3 hours. The motorized vehicles
are clearly preferred compared to the non-motorized bikes and scooters, with
in summation only 15 minutes. A significant amount of time is also spend
stationary, about 8 hours in total.
Furthermore, the transition matrix reveals that the mode most often tran-
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Transition
Stationary Walking Scooter Bike E-bedpusher E-bus
Stationary
0
35
2
1
14
3
Walking
29
0
2
3
64
24
Scooter
2
1
0
0
1
0
Bike
1
4
0
0
0
0
E-bedpusher
16
61
0
0
0
6
E-bus
6
22
0
1
4
0
Total
54
123
4
5
83
33
Time
08:01:30 11:53:21 00:10:32 00:05:01 05:57:27 03:21:55
Percentage
27%
40%
0.6%
0.3%
20%
11%
Average
00:08:27 00:05:47 00:02:38 00:01:00 00:04:15 00:06:07
Table 11.1: Number of transitions between different modes of transportation.
sitioned to is walking. This is as expected since walking often serves as an
intermediary transportation mode. Direct transitions do occur however, for
example when changing between bed pushers and buses. When comparing
with results for outdoor settings as presented, e.g., by Zheng et. al.[119]
the latter transitions occur less often: Distinguishing the four transportation
modes walking, driving, bus, and biking, the authors report about that more
than 99% of transitions from modes other than walking occurred towards walking. Indoors the amount of direct transitions between non-walking modes is
higher, which is likely due to the fact that outdoors the different transportation vehicles are spatially more separated, e.g., in roads, pavement and biking
paths, as well as with regards to parking areas, which means that it is rarely
possible to park right next to a bus stop. Indoors the different transportation
modes share the same hallways, and to some degree also the same storage
places, e.g. electric recharging stations for the electric buses and bed-pushers.

11.2.3

Available Sensing Technologies

As elaborated above, the sensing capabilities usable for TMD differ significantly between indoor and outdoor scenarios. Table 11.2 provides a generalised view of the availability and applicability of sensors in indoor and outdoor
environments. In the following, we elaborate on these and their benefits and
limitations. Furthermore, we provide pointers into how outdoor TMD make
use of sensor modalities, before we overview in Section 11.3 methods which
utilize respective sensor data methods for inferring transportation modes indoors.
Global navigation satellite systems
GPS and similar satellite based systems provide—at least in most outdoor
environments—ubiquitously available and precise positioning and speed esti-
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mates, on which many methods for TMD rely. GPS is not reliably available
in indoor settings however, where direct signals from satellites are attenuated,
refracted, and reflected by building infrastructure [57]. GPS as a data source is
popular within TMD, see .e.g. [91, 119], due to its comparatively reliable and
direct speed data coming with accurate position samples in outdoor scenarios
[116].
Radio-based sensing
Many radio-wave based systems, e.g., WiFi, GSM, Bluetooth and RFID, which
are commonly available, e.g. on smartphones, give raise to position estimations. Apart from their use for communication, their signal’s strength can be
measured by the participating devices, beacons and mobile clients alike. The
resulting RSSI (received signal strength indicator) data allows for coarse positioning, proximity detection, and for computing further features capturing
motion characteristics of mobile clients. The technologies differ in wavelength
and emission power, and thus also in range and accuracy. GSM provides very
long ranges, up to 34km, and is almost ubiquitously available, which makes
it useful for both indoor and outdoor settings. However, as GSM also has
comparatively little spatial variability, the accuracy is typically less than for
shorter-range signals, such as Bluetooth or WiFi [65, 109]. With a maximum
range of about 50m the use of WiFi measurements require a nearby (and
preferably dense) network, which makes it most useful for indoor (and urban)
settings. Bluetooth and RFID have even lower maximum ranges, which makes
them mostly useful for indoor settings or for use with specific gateways, as
many beacons, resp. readers, are required to cover a large area. RFID is
often used for proximity detection, and can provide very accurate positions,
but only for the specific gateway locations where a reader is located. For
these technologies the actual RSSI measurements can be performed either by
the device or by the network. This makes it possible to track devices with
no additional setup on the device, and potentially without the knowledge of
the device owner. Maintenance and installation cost is an additional issue
that may differ for indoor versus outdoor settings with regards to radio-based
infrastructure. For covering outdoor settings, the infrastructure may need to
cover a larger area, and beacons to be placed outside need to be resilient to
the outdoor environment, potentially at a larger cost.
Kinetic sensors
This covers sensors which are capable of sensing motion in different forms, e.g.,
accelerometers, gyroscopes and magnetometers. As these are common-place
in, e.g., most modern smartphones, they can be used for a variety of application scenarios. They can help to identify movement and acceleration profiles
of users to match with transportation modes, as well as be used for dead
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Outdoor
Indoor

GNSS
X
(-)

Radio-based
X
X

Kinetic
(X)
X
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Environmental
(X)
X

Table 11.2: Sensor types and their applicability for TMD in indoor and outdoor environments.

reckoning in addition to other positioning methods. Specifically for magnetometers however, issues usually arise when using it as a compass indoor, due
to significant disturbances in the magnetic field caused by man-made building infrastructure.1 Notwithstanding such issues, kinetic sensors are of use in
TMD both for outdoor as well as for indoor scenarios, as they do not rely on
any environmental sensor infrastructure and do not make strict assumptions
about the environment. Thus, the respective TMD methods for outdoor scenarios [34, 40, 91] are useful and comparatively easy to adapt also for indoor
scenarios.
Environmental sensors
Within this category we group in-device sensors which inform about the user’s
(resp. the device’s) current environment, e.g., microphone, light detectors and
cameras. These may provide useful information relating to the transportation
mode, e.g., microphones can be used to detect specific sounds of vehicles
[104], as well as be used for positioning [105], while cameras can be used for
positioning and object detection [7]. Such sensors are generally available in
smartphones and may be used both indoors and outdoors. However, outdoor
settings may provide additional challenges as the environment is less restricted
and there are more potential sources of, e.g., noise and light; conversely, distinguishing vehicles outdoors is often easier than indoors due to the noisy
engines in, e.g., most cars and buses, c.f. Section 11.2.2.

11.2.4

Existing Approaches for TMD

This section discusses a representative selection of the many available methods
for outdoor TMD, in order to determine their applicability for general indoor
settings. Table 11.3 provides an overview of the selected methods, which are
discussed in detail in the following.
Reddy et al. [91] evaluate the usefulness of several sensors and methods for
detecting five different transportation modes. They show that the methods can
1

In fact, these disturbances are sufficiently significant that they give rise to positioning
via fingerprinting instead: given a magnetic field fingerprint collection, a phone’s location can
subsequently be estimated within the fingerprinted environment by the local characteristics
of the magnetic field as measured by the phone’s magnetometer [3].
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Name

Reddy et al.
[91]
Modes
Stationary,
walking, running, biking,
motorized
Sensors GPS,
accelerometer,
(GSM)
External
Data

Sohn et al.
[97]
Stationary,
walking,
driving
GSM

-

Stenneth et
al. [98]
Stationary,
walking, biking, car, bus,
train
GPS

Bus
tions,
lines,
stops

locarail
bus

Hemminki et
al. [40]
Stationary,
walking, bus,
train, metro,
car
Accelerometer

-

Table 11.3: Selected related work on transportation mode detection.

distinguish between those five modes with an overall accuracy of 93%. However, these results are computed using ten-fold randomized cross-validation,
which has a tendency to produce overly optimistic results, as we will elaborate
on in Section 11.4. The authors conclude furthermore that the best trade-offs
between energy-efficiency and accuracy are obtained by choosing GPS and
accelerometer as sensors, and that supplying with WiFi and GSM sensor data
is not improving accuracy significantly. Their results are instead for employing GPS for speed estimates and the accelerometer for basic statistical and
frequency features. The chosen two complement each other well, since using
only speed or frequency features does not allow for distinguishing between all
transportation modes: E.g., distinguishing stationary mode from motorized
transport moving at constant speed may be similar in acceleration patterns,
but distinguishable by speed. On the opposite, running and biking can be
similar in speed, but have different acceleration variances and dominating frequencies. Their methods are not directly applicable to indoor settings, due
to the reliance on speed from GPS. However, on can (and we will) apply the
accelerometer features they recommend also in indoor settings.
Hemminki et al. [40] rely solely on the accelerometer sensor for distinguishing still, walking, and four different motorized transport modes. They
attribute their improvements in accuracy over related work mostly to a novel
method for detecting the direction of gravity, and thereby of the phone’s orientation. Knowing the latter is useful as it eases the comparison of acceleration
patterns across phones with different orientations.
Sohn et al. [97] distinguish between three transportation modes: stationary, walking and driving. Their methods are based on collecting consecutive
GSM fingerprints, between which the Euclidean distance in signal space is
computed. They show that these distances correlate closely with the speed of
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a device, and achieve an accuracy of up to 90% in distinguishing between the
three modes. Their methods takes advantage of large expected speed differences of the considered modes—and thus it is not clear how their results generalize to further modes, and especially to indoor settings where most modes
are similar in expected speed, c.f. Section 11.2.2. Their methods, however,
are more or less directly applicable to WiFi fingerprints as well.
Stenneth et al. [98] use only GPS measurements, but utilize both speed
and position estimates. In combination with external information on realtime bus locations, bus stop locations, and railway layouts, they are able to
distinguish the motorized transportation modes into further detail, as either
car, bus or train, which they are able to do with an accuracy of up to 93.5%.
The external information which they take advantage of is specific to outdoor
settings, however it may be possible to employ some similar information from
indoor settings, e.g., on locations of electric vehicle charging stations.

11.3

Features for Indoor Transportation Mode
Detection

This section considers the sensing modalities which we consider most useful
for indoor transportation mode detection, and presents features which we
recommend to extract from the respective sensor data. While we will evaluate
the respective features’ usefulness solely in indoor scenarios, note that all of
them are also applicable in non-indoor or mixed scenarios. Thus, the listed
features can be deployed for outdoor settings without modification, by using
the relevant technologies as input, e.g. GPS-retrieved positions instead of
positions based on indoor positioning for the position-based features and GSM
instead of WiFi for the signal-strength based features. In addition, further
features will be applicable for outdoor settings, such as speed-based features
from GPS speed-measurements [91].
The following description of features assumes that the input measurements
are aggregated into time windows of a certain duration. We will discuss the
size of the windows and other parameter values in Section 11.4.

11.3.1

Signal strength based features

As described in Section 11.2.2, radio infrastructures allows clues about the
user’s position, proximity, and motion via measuring incoming signal strengths
over time (either on the user device or by the beacons receiving the user
device’s radio messages). The signal strength measurements can stem from
various sources, e.g., WiFi, Bluetooth or GSM beacons and are structured
in scans, containing all the received signal strength values from all incoming
radio transmitters measured in a single scanning. The frequency of scans, as
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well as the transmission power, depends on the technology and the specific
device settings.
The general idea behind these signal strength based features is that due
to the spatial variability of radio signals–and specifically their power loss over
distance and when being attenuated by building infrastructure, the signal
strength measurements received will vary when moving about—with greater
variance when moving fast, e.g., on vehicles. However, variance in signal
strength may also stem from other sources such as other people moving in
vicinity, opening of doors, etc.
Variance For each window of signal strength measurements, we compute
the variance of the signal strength measurements for each beacon. Based on
this we use as feature for the window the minimum, maximum and mean
values over all beacons.
We compute variance in three forms, differing on the handling of beacons
that do not occur in all scans in the window: i) we remove beacons that are
not in all scans in the window, ii) we use a low default value for a beacon’s
signal strength when the beacon is missing in a scan, and iii) we complete the
computation using the values that are available, with no specific handling of
missing values.
Access points For each window, we compute the number of beacons from
which signal strength measurements have been received. To normalize for
different beacon densities in different buildings or different parts of the same
building, we also compute the number of beacons divided by respectively the
average and total number of received signal strength measurements during
each scan. The motivation behind these features is that the number of beacons
from which measurements have been received serves as a measure of the size
of the area covered in the time window at hand. In addition, we compute
the number of changes in beacons, as the total number of either appearing
or disappearing beacons in consecutive scans in the window. Given the fixed
duration of the time window at hand, the above features serve as a proxy for
speed.
Distance in signal space For each pair of consecutive scans in each window, we compute the Euclidean distance in signal space between the samples.
This is done by treating each access point as a dimension in the Euclidean
distance formula, as described by Bahl et al. [9]. As features we extract the
mean, minimum and maximum of the distances computed within a window.

11.3.2

Position based features

When a positioning system is available, we can use the (sequence of) timestamped position estimates to extract features. The usefulness of these features
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obviously depends on the accuracy of the positioning system used.
Movement speed We can compute an estimate of the current speed from
(consecutive) position estimates. To mitigate the effects of positioning inaccuracies, we smooth the position sequence by computing the median trajectory
of the given positions [19]. We then use these smoothed positions to compute
the speed between each consecutive position estimates, from which we for each
window compute the mean, maximum, minimum and end-to-end speed in the
window, which are used as features.

11.3.3

Kinetic features

Time domain The kinetic sensors we used include time-domain features
which have been used for human activity recognition (HAR) in multiple systems, as described by Figo et al. [34]. The time-domain features include
statistical measures such as mean, standard deviation, minimum and maximum values and root mean square. The full list of features used here is given
by Figo et al. [34, Table 2].
For the time domain features, as for the following two classes of kinetic
features, we employ accelerometer measurements
from each axis x, y, z as well
p
2
as the orientation-independent magnitude x + y 2 + z 2 .
Frequency domain The kinetic features subsumed here are based on frequency analysis, which is useful for detecting (especially periodic) patters of
movement, such as walking. These features include the normalized spectral
coefficients from 0 to 20 Hz, the entropy of coefficients and the dominating
frequency, see Figo et al. for a full list of features used here [34, Table 3].
ECDF features Additional to the explicitly chosen kinetic features above,
we also employ feature learning in the form of empirical cumulative distribution function (ECDF) features, as described by Hammerla et al. [38] for
accelerometer measurements. Note that while the kinetic features above can
also be employed for kinetic sensors other than accelerometers, such as gyroscopes or magnetometers, ECDF features are expected to generalize even
better—as they adapt to the patterns in the provided training data.

11.4

Evaluation

This section details the evaluations we have performed of the methods for
indoor TMD described in section 11.3. We evaluate the methods based on
real-world data collected from a large hospital, as described in section 11.4.2.
For evaluating approaches for indoor TMD, we undertook a real-world
evaluation in a concrete case setting where accurate TMD provides significant
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value. Advantages of this choice includes the evaluation in the face of both
real-world challenges, varying use-case scenarios and user behaviours, as well
as a discussion of the real-world impacts of shortcomings in TMD accuracy
and reliability.

11.4.1

Evaluation setting

The scenario in which we evaluate indoor TMD methods lies within mHealth,
specifically within hospital task logistics and focuses on the automatic scheduling and registering of tasks of orderlies. To this end, various prototypes have
been evaluated in cooperation with hospital stakeholders and staff at several
hospitals, including the one chosen as environment for this investigation [100].
To further improve the support of hospital work logistics, the automatic detection of which transportation modes the orderlies use promises the following
improvements for the overall hospital logistics:
Travel time estimation: Inferring transportation modes from collected data in real-time will provide more accurate travel time estimates for the
current as well as for potential future tasks. That will in turn render
task scheduling more efficient.
Navigation: The available routes through a building are restricted by the
transportation mode used, e.g., stairs cannot be used when on a vehicle.
Thus, for navigational aids knowing the user’s current mode is essential.
Task registration: For automatic registration of tasks, detecting changes in
transportation mode provides valuable clues for automatic trip detection
— and may thus serve to detect the beginning or ending of a task, or a
task phase, or for determining which (sequence of) task types are being
performed.
Vehicle management: For managing upkeep for a fleet of vehicles, the amount, rate, and areas of use that each individual vehicle and each
type of vehicle has seen can provide valuable input, both for scheduling
maintenance as well as for optimizing the size of and default locations
for the vehicle fleet.

11.4.2

Dataset

The dataset used comprises the activities of several orderlies throughout their
daily work routines for four days—which include maintenance work, transporting patients, and similar tasks, which may require different transportation means, c.f. Section 11.2.2. When collecting data with an orderly, we
supplied him with a smartphone which logged accelerometer and WiFi-scan
signal-strength measurements, at the highest available frequencies. This was
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approximately 0.5Hz for WiFi, and 200Hz for accelerometer. The smartphone was carried in a shirt pocket where the orderlies would normally carry
their phones, so we do not evaluate for different phone placement locations. 2
Meanwhile, ground truth with regards to used transportation means was
collected by a person following the orderly throughout his work. The person
was following on an independent vehicle such as a bike, so as to influence neither the orderlies (and specifically: their choice of transportation means), nor
the collected sensor measurements. We also had access to the WiFi network
of the hospital, which allowed us to collect all signal-strength measurements
made by the network for signals from the phone carried by the orderly.

11.4.3

Evaluation methodology

For the evaluation, in line with standard practices in activity recognition research, we use the F1 -score, which is the harmonic mean of precision and recall
[93].
The evaluations are performed using 10-fold cross-validation. However, we
do not use random folds for the cross-validation, as random folding is prone to
provide overly optimistic results when dealing with time-series data. Due to
being collected close in time, neighbouring measurements will often be similar,
but may be selected for different folds. Thus the classifier will be trained on
measurements that are similar to those which are tested on. Instead we split
folds on time, so that the first fold will be the first tenth of the data timewise, etc. This ensures that the folds are completely independent, as they will
stem from different trips made by the orderlies. For comparison we performed
the evaluation of Section 11.4.4 also using random-fold cross-validation which
resulted in an unrealistically high F-score of 99.2%, as compared to the F-score
of 84.2% when using time-folded cross-validation.
We evaluate four different classifiers that are popular for use in human
activity recognition, namely nearest neighbour classifier with k = 5, C4.5
decision tree, support vector machines (SVM), and random forest.

11.4.4

Detecting transportation means

In this section, we present overall accuracies for detecting different transportation modes, in different layers of the transportation mode model, as shown in
Figure 11.3. Two hospital-specific vehicles are included: The e-bus and the ebedpusher. Both are electric vehicles which serve two different purposes. The
e-bus is used for fast transport by an orderly, as well as up to two passengers
which are typically patients at the hospital. The bed-pusher is designed for
2

While the assumptions of homogeneity in device placement and smartphone model are
valid in the use scenario of this study, such homogeneity may be missing in other scenarios
and lead to lower accuracies for distinguishing transportation modes, see, e.g., [40, 99].
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Figure 11.3: Accuracy in detecting different levels of transportation means.

use by an orderly for fast and easy transportation of bed-bound patients however the orderly may also use it for transporting just himself.
For the evaluation we used a random forest learner, parametrized to train
100 trees, and a window size of 10s for accelerometer measurements, and for
Wi-Fi measurements we use a hierarchy of window sizes: a short one of 10s
and a large one of 60s. Later on we will discuss the influence of the chosen
parameters, specifically for various classifiers in Section 11.4.6, and for various window sizes in Section 11.4.8. Complementing Figure 11.3, Figure 11.4
shows the resulting confusion matrix. Figure 11.3 shows the accuracy in the
different layers of the transportation mode model. Note that F-scores given
at each node refer to the task of distinguishing that node’s mode from just
its siblings’ modes. It is visible, that when only distinguishing between categories of upper-level layers, distinguishing is done accurately, e.g.,for the toplevel categories “transporting” and “stationary”—with an F-score of 98.6%.
Considering more specific transporting subclasses, for distinguishing between
motorized and unmotorized transportation, the accuracy falls to an F-score
of 92.8%. This fall continues when distinguishing between the two quite similar motorized vehicles considered: bus and bedpusher—with an F-score of
only 61.0%. For distinguishing unmotorized transportation, results are better: walking is detected correctly 98.7% of the time, whereas the scooter and
bike transportation - for which we have only little data - are harder to detect.
This may also be due to that the movements may look similar to walking, e.g.
for powering a scooter. In total the modes of the unmotorized category can
be detected with an F-score of 97.5%.
To a large degree the results match the expectations. The features can accurately determine whether the user is moving or not, since the typical values
of both WiFi and kinetic features are well separated for these two cases. The
motorized and unmotorized categories can also be distinguished quite clearly,
likely due to the fact that a person riding a motorized vehicle will be standing
still on the vehicle, while a person riding a unmotorized vehicle will move in
order to power the vehicle, or in order to walk - causing characteristic(and
usually: periodic) movement patterns. The distinction between bus and bedpusher, however, was likely to be hard—as both vehicles are quite similar,
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Figure 11.4: Confusion matrix based on accelerometer and WiFi features

specifically they are both electrically-powered and drive at about the same
speeds.

11.4.5

Evaluating different sensor and feature types

In this section, we evaluate the usefulness of the different feature and sensor
types, as well as of individual features, for indoor TMD.
Comparing the usefulness of different feature types
We will do so by evaluating—for all the transportation modes for which we
have collected data—various candidates using different combinations of feature types. Figure 11.5a shows the resulting confusion matrix when using only
WiFi features, while Figures 11.5b, 11.5c and 11.5d show confusion matrices
for employing solely accelerometer features of one of the three kinetic feature
types, respectively: ECDF, time-domain and frequency-domain features. Table 11.4 shows F-scores for use of individual feature-types as well as for any
combination of features, ordered by F-scores.
For individual feature types the results show that the type providing the
best results for classification of these indoor transportation modes are the
kinetic time-domain features with an F-score of 78.9%, the next best being
WiFi features with an F-score of 76.0%, followed by ECDF and frequencydomain features. These results are mirrored in the combined features, where
the best results are achieved by a combination of time-domain accelerometer
features and the WiFi features, with an F-score of 84.2%. Interesting to note
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is that for all combinations of accelerometer-based features, the inclusion of
WiFi features improves the results.
The individual figures show that accelerometer has better performance
than WiFi when distinguishing walking from the motorized vehicles. As the
vehicles may at times drive at speeds close to walking, it may be hard to distinguish them based on WiFi features, while the accelerometer features will
be much more distinct due to the specific movement patterns from walking.
On the other hand, WiFi features are significantly better for distinguishing
stationary from walking, as they can distinguish shifting weight between legs
or shuffling around from walking a distance. In this way the ability of accelerometers to detect very small-scale movements complement the ability of
WiFi to detect major movements.
Comparing the importance of individual features
In order to evaluate which particular features appear most useful, we measured
accuracy changes resulting from including (vs. excluding) individual features.
Figure 11.6 shows for each of the features types—WiFi, ECDF, time-domain,
and frequency-domain features— the five features which by themselves cause
the highest accuracy gains. The most important ones among the WiFi features we used, are based on the number of unique access points seen in a
time window—which is a rather crude proxy of the area covered in that window, and in turn for speed. Less well performing are WiFi features based on
variance in signal strength measurements, or on the estimation of speed via
WiFi positioning data (likely due to the inaccuracy of the latter). For the
ECDF features notably the higher bins appear important, suggesting that the
values in the high end of the histogram are best for distinguishing transportation modes. From the time domain kinetic features, variance and standard
deviation, as well as the 75 percentile of the normalized measurements show
high importance. As with the well performing ECDF features, the feature
values’ independence of phone orientation is likely to be helpful. Although,
also useful appear the variance and standard deviation of measurements on
the y-axis—which is for normal phone orientation the axis which captures upwards and downwards movement best, and is thus helpful for detecting, e.g.,
steps during walking. For the frequency domain features, features covering
movements in the frequency range from 0 to 2 Hz are dominating, which is
ECDF
Frequency
Time
WiFi
Result

X
X

X
X
X

X
X

X
X
X

X
X
X

X
X

X
X
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X
-

X
X
-

X
X
-

X
X
X
-

X
X
-

X

X
-

X
-

84.2 83.9 83.5 83.1 83.0 82.8 82.8 78.9 78.9 78.6 78.6 77.7 76.0 75.9 75.7

Table 11.4: The results for different combinations of feature types

11.4. EVALUATION

(a) Detected from WiFi features

111

(b) Detected from ECDF features

(c) Detected from time-domain features (d) Detected from frequency-domain features

Figure 11.5: Confusion matrices holding F-scores when using a single feature
type.
a bandwidth which captures well the characteristics of many common human
movement patterns [103].

11.4.6

Evaluating different classifiers

We evaluate several candidate classifiers in regards to their usefulness for
indoor TMD when using combined accelerometer and WiFi features. We
selected candidates that are often used in similar classification tasks such as
activity detection and TMD, as described in Section 11.3. For each candidate,
we have experimented with the relevant parameters; we obtained best results,
e.g. for C4.5 tree classifier when setting a max-depth of 10, and for the
random forest, results did not improve when using more than 150 trees. For
the K-nearest neighbours algorithm, we found K = 3 to work best. Table 11.5
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Figure 11.6: Computed feature importance for the 5 most important features
of each type. Blue: WiFi, Orange: Accelerometer-ECDF, Green: Acc-Time,
Yellow: Acc-Frequency
presents F-scores of time-folded cross-validation for each of the classifiers. We
see that random forests seem to be superior to support vector machines and
K-nearest neighbour classifiers in this setup, while all are superior to the C4.5
classifiers. A likely reason is that the setup is prone to overfitting, and that
thus the more resilient classifiers perform better; e.g. random forests profit
from the several trained trees voting to reach a common verdict. These results
and explanations are in line with those reported by Sagha et al. [93] for indoor
activity recognition.
Learner

C4.5

K-NN

SVM

F1 -score (%)

78.6

81.2

81.6

Random
forest
84.1

Table 11.5: F-scores when using different classifiers.

11.4.7

Network- versus client-based Wi-Fi signal strength
measurements

Access to the WiFi network infrastructure at the hospital site allowed us to
evaluate also (the differences between) using network-based and client-based
WiFi signal strength data collection. The results showed an only marginal
F-score decrease of 0.2 when using network-collected instead of on-phonecollected measurements—and thus, that accurate TMD is also possible when
using network-based WiFi, i.e., without requiring the users’ mobile devices

11.4. EVALUATION

113

to perform measurements. Note that in the network-based setup evaluated
here we do however depend on the mobile device to frequently send out WiFi
signals, through WiFi scans or other data communication.

11.4.8

Evaluating different Wi-Fi window size

Table 11.6 presents the F-scores when varying the time window size over which
we aggregate signal strength data to obtain WiFi feature values from 10 up to
640 seconds. The accuracy improves significantly when increasing a smaller
window size, but the increase lessens once sizes reach a minute, and using
a window size of 10 minutes provides for worse results than for 5 minutes.
The optimal choice for a window size relates to the expected trip length. As
shown in Table 11.1, the trips performed are on average below 9 minutes for all
transportation modes. Increasing the window size beyond yields high chances
that several transportation modes are covered in a given time window. Additionally, increased window sizes also increase the response-time for detecting
transportation mode changes in a real-time setting.
Window size
F1 -score (%)

10s
66.8

20s
69.1

40s
72.6

1m20s
77.1

2m40s
78.1

5m20s
81.4

10m40s
80.3

Table 11.6: F-scores for the different window sizes of WiFi features.

11.4.9

Evaluating the usefulness of additional tagging of
vehicles

For cases where the transportation modes are hard to distinguish due to similar movement profiles, e.g., for bus versus bed-pusher vehicles, the accuracy
can be improved by fitting WiFi tags onto such vehicles. To evaluate the usefulness of WiFi tags, we fitted a bus and a bed-pusher with tags that performed
WiFi scans every 10 seconds. These scans were collected by the WiFi infrastructure during our observation of the orderlies. From the collected scans we
computed as features the Euclidean distance in signal space of the orderlies’
WiFi measurements to those of respectively the bus and the bed-pusher WiFi
tags—the intuition here being that when the order drives, e.g. a bus, he will
be in close proximity to the bus tag, resulting in a low signal space distance.
Figure 11.7 shows an example of the computed signal space distance before,
during, and after a trip on a bed-pusher. It shows how the distance decreases
when the user approaches the tag, and it is consistently low while he drives
the bed-pusher. Our evaluation showed that with the addition of tags, the
distinction between bus and bedpusher improved from an F-score of 49.3%
to an F-score of 82.3%. However, this approach may not work in situations
where several types of vehicles are driven in closer proximity—in which case
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Figure 11.7: Distance in signal space between the user and tag placed on
bed-pusher.
co-movement detection could be used on sequences of position estimates for
further disambiguation [53].

11.5

Conclusions

Through the performed evaluations we have shown that automatic detection
of transportation modes using mobile devices such as smartphones is possible
also in indoor settings. The results show that accelerometer or WiFi measurements can be used individually to detect transportation modes, but that
a combination of both provides for improved results: Accelerometer-based
features show strength in distinguishing between walking and vehicles, while
WiFi is especially useful for determining whether a user is moving or not, and
for distinguishing between vehicles used in case those are WiFi-tagged. Future work includes automatic detection of transportation modes also in mixed
indoor and outdoor setting, in order to support e.g., logistics in such settings. Furthermore, also additional sensors and respective fusion techniques,
e.g. orientation-aware motion sensor features, may provide further accuracy
gains. Finally, it is left as future work to explore the impact of different device
placements and models on the classification accuracy.
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Abstract
The ability to accurately estimate indoor travel times is crucial for
enabling improvements within application areas such as indoor navigation, logistics for mobile workers, and facility management. In this paper, we study the challenges inherent in indoor travel time estimation,
and we propose the InTraTime method for accurately estimating indoor
travel times via mining of historical and real-time indoor position traces.
The method learns during operation both travel routes, travel times and
their respective likelihood—both for routes traveled as well as for subroutes thereof. InTraTime allows to specify temporal and other query
parameters, such as time-of-day, day-of-week or the identity of the traveling individual. As input the method is designed to take generic position traces and is thus interoperable with a variety of indoor positioning
systems. The method’s advantages include a minimal-effort setup and
self-improving operations due to unsupervised learning—as it is able to
adapt implicitly to factors influencing indoor travel times such as elevators, rotating doors or changes in building layout. We evaluate and
compare the proposed InTraTime method to indoor adaptions of travel
time estimation methods for outdoor navigation. Our extensive evaluation uses datasets collected in real-world hospital work environments.
InTraTime is deployed at a hospital as an online system, demonstrating that it learns automatically and in real-time travel times as position
traces are collected within the building complex. Results indicate that
InTraTime is superior with respect to metrics such as deployment cost,
maintenance cost and estimation accuracy, yielding an average deviation
from actual travel times of 11.7 %. This accuracy was achieved despite
using a minimal-effort setup and a low-accuracy positioning system. Furthermore, we evaluated InTraTime also when using in place of the simple
∗
Department of Computer Science, Aarhus University, IT-parken, Aabogade 34, DK8200 Aarhus N, Denmark. E-mail: prentow@cs.au.dk
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positioning system an almost twice as accurate alternative system. The
results show that improvements in the positioning accuracy will further
improve the travel time estimation, but only slightly, thus also confirming
InTraTime’s low requirements on the underlying positioning system.

12.1

Introduction

Estimation of travel times for indoor settings has many potential applications, such as expected arrival times for indoor navigation, task scheduling for
logistics for mobile workers, airport information systems, and indoor traffic
bottleneck detection for facility management. Today’s solutions are limited
to statically estimating travel times solely via estimating walking distances.
This traditional methodology fails to address four main challenges, which are
further elaborated on in Section 12.3: C1) distance estimation requires laborious, heavy-weight modeling of the covered buildings to be accurate [55]; C2)
the travel time estimation may still be inaccurate if the route, obstacles or
speed of the respective target is not realistically modeled; C3) changes in the
covered environments will require a manual remodeling to adapt the travel
time estimates; C4) indoor travel allows for a comparatively large freedom of
movement: the segments along which users travel are primarily locations, such
as entrance halls, that have a spatial extent, and that allow for many ways
to traverse it and for many locations to traverse to; this complexity needs
to be modeled appropriately, and it stands in contrast to car travel, which
primarily occurs on simple road segments. While methods are available for
computing outdoor travel time estimates reliably [10, 16, 43, 81] they cannot
easily be applied to indoor settings, as they fail to address the challenges C1C4. Furthermore, no methods specifically for indoor travel time estimation
which address these challenges exists.
In this paper, we propose and evaluate a novel approach for indoor travel
time estimation to overcome the challenges mentioned above. To this end, we
present the InTraTime method that provides such estimates—given a start and
destination pair in a given building complex— via mining of historical and realtime position traces in an unsupervised manner. The method overcomes the
above challenges C1-C4, as it i) does not require extensive building modeling,
ii) does not rely on realism of models of travel speeds, iii) automatically detects
changes in expected travel times via incorporation of data collected in realtime and iv) models the multiple ways in which locations with a spatial extent
are traversed. As InTraTime’s estimations are based on empirical data, the
method implicitly learns the impact on travel time of complex environment
and route elements, such as elevators, stairs, doors, or other obstacles. The
method learns during operation in an unsupervised manner travel routes and
their likelihood — both for complete routes as well as for the route parts
these are comprised of. As additional benefit the InTraTime method also
learns the time-wise shortest paths through the building among locations.
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Finally, the method allows easily for further adjusting, e.g. for personalized
travel time estimates via mining primarily position traces from the current
target in question. In the evaluated InTraTime deployment, position trace
data is gathered using the multiple sensor capabilities of modern smartphones,
including Wi-Fi for indoor positioning and accelerometers to detect motion to
filter out stationary sequences of collected position traces.

The contributions of this paper are twofold. Firstly, for providing accurate
indoor travel time estimations with minimal setup and maintenance costs we
present a self-learning method which mines historical and real-time position
traces from mobile devices. The resulting method InTraTime has low infrastructural requirements: only an indoor positioning system of low (or higher if
available) accuracy is required. Secondly, we evaluate the proposed InTraTime
method by datasets consisting of position traces and travel times from both
a university department building complex as well as a large hospital complex.
For comparing the InTraTime results with competing methods, we developed
two additional methods as adaptions of known methods for outdoor travel time
estimation [81]. We show that InTraTime is superior with regards to setup
costs, maintenance costs and accuracy, and that travel times are predicted
accurately with an average absolute error of 15 seconds which corresponds
to a average deviation of 11.7 % from actual travel times. These results are
achieved with no prior information on building model layout provided to InTraTime, and with a simple positioning system that yields a comparatively
low mean positioning accuracy of 30m. We show that when this positioning accuracy is improved, the travel time estimates improve accordingly. In
addition, we deploy and evaluate InTraTime as an online system which receives position traces from targets carrying smartphones while moving around
a building.

The results obtained suggest that InTraTime is an easy means to provide
accurate travel time estimates and that it can benefit applications which yet
rely on travel time estimation based on walking distances. Specifically, InTraTime can provide up-to-date current travel time estimates, or estimates for,
e.g., specified times of day, through querying a webservice. Ideal application
scenarios benefiting from InTraTime are thus characterized by that i) emperical travel data is easily obtainable, ii) accurate travel time estimates are
essential, but may depend on current contexts, and iii) querying InTraTime,
including the specifying of origin and destination, is done with no or little
overhead for the user, i.e either implicity, or highly intuitively. Such scenarios
include, among others, automatic scheduling and selection of work tasks in
hospitals, and real-time individual time-of-arrival estimates for indoor travels
in e.g. airports or large shopping malls.
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Related Work

The problem of travel time estimation has been well studied for outdoor settings, where travel time estimation is useful in areas such as car-navigation
and bus arrival prediction. The Easytracker system detects bus routes and
computes travel times and arrival times for buses on these routes based on
collected GPS-traces [16]. Pfoser et. al. produce dynamic travel time information based on GPS traces from fleet management applications [81]. Janecek
et al.[43] describe methods for estimating travel times on a highway based on
cellular mobility data. Several similar systems have been developed, providing travel time estimates or traffic condition information based on position
traces from GPS, GSM, or static road-sensors [24, 78, 96, 106, 107]. Balan et
al. [10] relies on historical data for travel time estimation, but in contrast to
InTraTime, they use only historical travels on the very same complete route
for which an estimate is needed. Common for the above approaches is that
they cannot directly be applied for low-effort indoor travel time estimation,
as they assume either precise positioning in the form of GPS traces, or that
a road network model is available. Another line of work tries to automate
the construction of indoor location models and walking distances at various
detail levels, which then can provide the indoor equivalent of road network
maps [55]. One example is the system presented by Du et al. [29] that based
on a depth camera constructs indoor location models. However, such systems
still require a human in the loop and an authorized person to walk around the
area to build an indoor model, and this step will take a considerable amount
of time, e.g., to cover a large hospital. Furthermore, the constructed model
will be prone to the same issues as manually constructed location models in
regards to estimating travel times. Another example is presented by Alzantot
et al. [6], based on using inertial sensors; however, also in this case they do
not consider the estimation of travel times and depend on activity recognition
which has issues in regards to generalizability across users [71].

For indoor applications GPS-positioning is largely unreliable [57]. Instead
a large range of indoor positioning methods may provide positioning data to
the method proposed here. These cover several different types of mediums
and technologies as covered by LaMarca et. al [64]: radio-based, e.g., WiFi,
Bluetooth, RFID or ultra-wide-band technologies, sound, e.g, hearable or ultrasound and light, e.g., infrared light. Furthermore, recent developments
also couple such technologies via sensor fusion with the input from on-target
sensors measuring heading and movement.
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Challenges for Precise Indoor Travel Time
Estimation

As outlined in Section 12.1, several challenges C1-C4, not sufficiently addressed
by existing approaches, must be overcome for computing and providing precise
indoor travel time estimates on basis of real-world data. This section further
studies these challenges and motivate why precise travel time estimates are
needed in real-world indoor applications.
Challenge C1: Existing methods fall short w.r.t. challenge C1, i.e., they
depend on laborious, heavy-weight modeling of the covered buildings. These
methods deduce travel time estimates from calculating walking distances—for
which a building model is needed; the only alternative being time-consuming
manual measurement of distances throughout the building. For indoor building complexes digital maps are often either unavailable, non-digital, or do
not contain the necessary information to easily or automatically determine
walkable paths. Manually measuring walking distances, either by map or by
foot, does not scale well and becomes unfeasible for large building complexes.
This motivates methods for precise travel time estimation without requiring
knowledge of travel distances.
Challenge C2: To illustrate challenge C2, i.e. that travel time estimation
may still be inaccurate even when suitable building models are provided, Figure 12.1 depicts travel times collected from four persons walking various routes
through a building containing common obstacles such as stairs and doors. The
data for specific persons show that the effective walking speed varies significantly: E.g. for person 1, the standard deviation in walking speed is 0.14m/s
from a mean speed of 1.19m/s. Extrapolating to the distance covered through,
e.g., a hospital orderly’s whole work shift which yields ca. 6 hours of transporting patients and equipment, this deviation implies that the actual time
to cover it with speeds within the standard deviation ranges from 5:22 hours
to 6:48 hours, a difference of 85 minutes. By accounting for all speeds falling
within a 95% confidence interval, this difference further increases to 144 minutes. This difference in walking speed at various locations for a person, here
termed area-specific speed-variance, is caused by different obstacles such as
stairs, doors and the layout of the building which can cause both increases
and decreases in walking speed. Further differences may arise from temporal
obstacles, such as doors locked after-hours. Thus, precise travel time computations must take into account observable variances in speed across different
paths, situations, etc. Furthermore, as the figure as well as further studies
suggest [74], the overall walking speed of a person is strongly affected by factors such as personal preference, fitness and age. Indeed, we see in the figure
an increase in the standard deviation of walking speeds to 0.15m/s when including all persons. We term this factor the person-specific speed-variance, as
it for a person will affect travel times independently of the specific location.
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Figure 12.1: Empirically determined travel times

In order to be precise, travel time computations must take into account both
the area-specific and person-specific speed-variance.
Challenge C3: The third challenge C3 captures that changes frequently
occur in all of the aforementioned factors and that those changes may influence
travel times. On a long-term scale buildings may be modified, e.g., new buildings are added, hallways are changed or doors are removed or added. When
using travel time estimates based on static distance estimates, these would
have to be manually updated in such cases. This causes a large maintenance
overhead to keep these estimates up to date. Factors in the person-specific
speed-variance changes over time, e.g., preferred walking speed changes with
age or fitness level. On a shorter timescale people may, e.g., obtain a temporary injury causing them to move slower. Factors in area-specific speedvariance similarly change both on a small and large time-scale, e.g., escalators
that are shut off at night, doors that are locked or elevators that break down.
In order to automatically take all these changes into account without a large
maintenance overhead, real-time position traces must be taken into account
so that up-to-date travel time information can be extracted.
Challenge C4: The fourth challenge C4) constitutes the appropriate modeling of the comparatively complex freedom of movement in indoor environments. This complexity can be addressed by modeling the spatial extent of
a room and the several ways (and corresponding travel times) for traversing
it. For building-model-based travel time estimation this can be addressed by
calculating the (shortest) travel distances for each entry/exit pair within the
room. We will detail in Section 12.4.2 how to model this freedom of movement
for basing travel estimates not on building modeling but on recorded historical
data.
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Figure 12.2: Impact of travel time estimation errors

To illustrate the need for accurate travel time estimates we discuss in the
following a task scheduling problem example situated in a simplified hospital containing just four locations: operation room, patient ward, intensive
ward and maintenance room. Three types of task are to be scheduled for
and performed by two orderlies: T1: moving patients from patient ward to
operation ward and back again (after surgery); T2: performing maintenance
jobs, of 30 minutes each, at the maintenance room. T3: turning over immobile patients in the intensive ward—which takes little time but requires two
orderlies. Figure 12.2a pictures a corresponding example schedule, created
using a simple travel time estimation method based only on distance between
the wards (here assumed to be 1.2km respectively), and assuming identical
walking speed (resulting in 15min estimated travel time each). In the simple
schedule, all T1 (resp. T2) tasks are assigned to orderly O1 (resp. O2). The
cooperative tasks of type T3 are assigned to both O1 and O2. Figure 12.2a
shows the scheduling as intended: no one’s time is wasted waiting for patients
or staff members, and the operation ward is utilized at all times. In contrast,
Figure 12.2b shows factual waiting periods (in red) when area-specific and
person-specific speed-variances apply within the limits given in Figure 12.1 as
follows: sv1) The travels from/to patient ward to/from operation room and
intensive ward require the opening of doors and the use of elevators, leading
to a 3 minute increase in travel time to 18 minutes each. sv2) O2 has a faster
than average walking speed, a person-specific speed-variance, leading to 12
instead of 15 minutes travel time per 1.2km (i.e., between maintenance room
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Figure 12.3: Overview of the InTraTime system for travel time estimation.
and intensive ward. Various waiting times result: for (initially) O2, due to O1
arriving later than scheduled at the intensive ward; similarly, as O1 arrives
late with the patient, surgery is delayed, causing waiting time for everyone
involved, e.g., patients, doctors and nurses. Over the course of the shift the
total waiting time, just for O1, adds up to 2.4 hours. Similarly, the operation room is not fully utilized, and surgeries are delayed—the last one by 90
minutes. Such scheduling flaws (which in the real-world easily becomes more
complex and harder to alleviate than in this simplified example) as well as
the resulting waste of time could be prevented by more accurate travel time
estimation methods which take into account both person-specific and areaspecific speed-variance, and which allow for a more accurate and adaptive
scheduling.

12.4

InTraTime - A Method For Travel Time
Estimation

In this section, we present the elements of the InTraTime method for accurately estimating travel times in indoor building complexes via unsupervised
learning from historical position traces. The InTraTime method consists of
four main elements:
• Online updating from real-time position traces
• Symbolic travel time graph construction, independent of building model
or location
• Parametrized aggregation of collected travel times
• Time-based fastest path routing
Through the combination of these elements, the InTraTime method is able
to overcome the challenges presented in section 12.3, by producing accurate
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travel time estimates with no prior knowledge of building models and by automatically incoorporating factors and changes which may influence travel times.
To provide an illustrative overview of the InTraTime method, Figure 12.3
pictures the flow of computation, separated into three areas: 1) input trace
collection, 2) symbolic travel time graph construction, and 3) parametrized
travel time querying. As part of input trace collection, the target entities
move around within the space (A) while being positioned and tracked by a
tracking component (B) which provides InTraTime with a position trace for
each entity (C). The symbolic travel time graph GT is meanwhile constructed
and incrementally expanded and improved from the traces as follows: The position traces are analysed to i) discover symbolic locations that are then added
as vertices to GT (D), and to ii) detect possible direct and through-transitions
that are then added as edges of GT (E). The resulting symbolic travel time
graph GT (F) can then be queried for parametrized travel time estimates as
required by applications. In order to perform these queries, weights are first
computed for each edge in GT as the weighed median of the collected traversal
times (G). The weights are computed according to parameters, e.g. focusing
on a specific time of day or a specific individual, resulting in a time-weighed
travel time graph (H). The weighing of edges with traversal times allows the
total parametrized travel time for the queried start, end pair of locations to be
estimated by time-wise shortest path routing for the obtained weighted travel
graph (I).
To help intuition regarding the graph structure underlying InTraTime,
Figure 12.4 shows for the investigated hospital complex the complete travel
time graph for a week’s position data gathered from ten tracked targets. Furthermore, in Figure 12.5 is visualized a calculated fastest path (associated with
the predicted travel time) for each the hospital and the university department.
The nodes in the respective routes symbolize the symbolic locations, which the
fastest route passes through. The nodes themselves are placed at the positions

Figure 12.4: Travel graph constructed from collected position traces at hospital complex. Map: Google, Aerodata International Surveys
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(a) University department

(b) Hospital complex

Figure 12.5: Visualization of routes corresponding to calculated fastest travel
times, showing traversed locations (white, at corresponding access point locations), and location transitions (blue). Map: Google, Aerodata International
Surveys
of the Wi-Fi access points associated with the respective locations.

12.4.1

Input Trace Collection

To fulfill InTraTime’s task of providing travel time estimates we assume that
the respective indoor space is covered by a suitable location model. This model
can either be a symbolic one—in which locations are identified by semantic
names—and/or a coordinate-based one [55]. A location model in the simplest
form may be a bidirectional mapping between Wi-Fi access-point identifiers
and room names. A semantic location model may be built simultaneously with
the collection of position data for travel time estimation, using e.g. automated
or user-driven methods [48, 49]. The location model is employed to identify the
vertices in the symbolic travel time graph GT which represent the coordinates
or location identifiers of start and end locations of travels. Thus, we require
the location model, and also the utilized positioning system, to cover only
such locations.
Online Updating from Real-time Position Traces
The input position traces for InTraTime consist of a sequence of timestamped
position estimates for each given tracked mobile entity. Each position estimate
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consists of a timestamp T , an entity id I and a position P — either resembling
coordinates or a symbolic location. Each given input position trace for a given
device u is simplified in an online fashion into a sequence of location intervals,
where each location interval consists of consecutive estimates yielding the same
position. The sequence which is passed on to the next step thus has the form
[(T0start , T0end , u, P0 ), (T1start , T1end , u, P1 ), . . .] where ∀i : Pi 6= Pi+1 .
Jitter Removal
This step addresses noise in the form of the erroneously reported rapid transitions back and forth between two locations. Such erroneous reporting is a
common result of inaccuracies occurring in various positioning systems, e.g.,
when the target is moving close to the border between two locations. Such
noise may impact the travel time estimates heavily, as it—if not addressed—
suggests rapid travel transitions between adjacent locations in the historical
data. We found that mitigating such noise sources worked well via simply
discarding from a given position trace the ’back and forth’ location changes
which occurred during a time span smaller than an (empirically determined)
threshold.

12.4.2

Symbolic Travel Time Graph Construction

As position traces are collected and preprocessed they are used for construction
of the symbolic travel time graph. The graph is updated in an online fashion
as the new position data is collected.
Travel Time Graph Representation
Generally, for routing applications a transition graph G(V, E), is used where
vertices in V correspond to locations of the covered space, and where each
edge e = (v1 , v2 ) ∈ E resembles a connection to be used by travelers for direct transitioning between the locations represented by two vertices v1 and
v2 . Travel times for a travel, given start and end location vs and ve , can
then be estimated based on travel times for travels along paths in G from vs
to ve . For the purpose of InTraTime however, we choose to employ a modified variant of the transition graph, which we term travel graph to represent
through-transitions of the form t = (v1 , v2 , v3 ), denoting the indirect, 1-link
transitions between two locations v1 and v3 through a third one v2 . In Figure 12.6 the travel graph GT for an example space of 4 locations are given.
We use this, more complex, travel graph instead of the transition graph, to
address challenge C4: The chosen graph modeling addresses the freedom of
movement within rooms, specifically the different ways, i.e. entry-exit-pairs
for traversing it and the corresponding travel times.
The vertices in GT are the edges of the transition graph G, i.e. the set of
all direct transitions between locations in the modeled space. The edges in GT
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Figure 12.6: Travel time graph, with edges representing through-transitions
are then the through-transitions in the modeled space. Thus, for instance a
recorded transition from A through C to B provides three items of information
used in constructing the travel graph represented in Figure 12.6: 1) A is
connected to C, 2) C is connected to B, and 3) B has been reached from
A through C in x seconds. From this information the two vertices VAC ,
VBC as well as the edge between them can be constructed. Addressing the
challenge C4, the travel time graph allows now to estimate a travel time for a
through-transition t = (v1 , v2 , v3 ) through a location v2 more accurately than
when using the transition graph—because it takes into consideration also the
used entry and exit. This can be seen exemplary in Figure 12.6, where, e.g.,
through-transitions (A, C, B) and A, C, D use different exits to leave C, and
thus also different paths and associated travel times for traversing the location
C.
This choice to model and associate travel data to through- instead of to
direct transitions is also highly beneficial in the case that a rather coarse
positioning system is utilized for recording travel data: For direct transitions
(A, C) and (C, D) precise start and end positions and times in A,C, and D,
respectively may not be known, if those locations are atomic—as is the case
for the simple positioning scheme described above: taking a direct transition is
detected as an instantaneous event and thus travel times cannot be associated
with this transition. For a through-transition, e.g., t = (A, C, B), on the other
hand, the travel time through C can be defined as the duration of the time
interval for which C is reported by the positioning system as the traveler’s
location along his given position trace.
It follows that a modeling scheme that estimates travel times for individual
through-transitions will allow for more accurate travel estimates than possible
with modeling only direct transitions [55]. Furthermore, using a graph-based
approach that models travel paths as sequences of location transitions has
advantages over, e.g., using only end-to-end travel times: Thereby, estimating
a travel time for given start and end location does not require prior travel

128

CHAPTER 12. PAPER 3

between those exact endpoints; instead the estimate may be computed by
combining subroutes of other previously recorded routes. This allows for much
greater utilization of the collected data and thus allows for producing travel
time estimates between a large amount of locations from only a sparse amount
of data.
Transition Vertex Extraction
At the arrival of each new location interval within a position trace for a given
tracked entity, the interval is processed together with its two preceding location intervals, as illustrated here for the chronologically estimated locations
A, C and B: (TAstart , TAend , u, A), (TCstart , TCend , u, C), (TBstart , TBend , u, B). From
the arrival of the newest location estimate B it follows that C is connected
to B. Thus, the vertex VCB is added to the set of vertices E of GT , if it
does not already exist. In addition, we create for each location P two vertices, VP −start , VP −end , which are used for representing start, respectively end,
points of travel events for which travel time estimates are to be calculated via
traversal analyses of the travel time graph.
Through-transition Edge Extraction
With each incoming location interval, as part of a position trace, the resulting
triple of the three most recent location intervals, constitutes travel time information about the completed traversal of a location. Every edge in the travel
time graph represents such a possible transition through a location; e.g., an
edge in GT from VAC to VCB constitutes that it is possible to move through C
when going from A to B. Each edge e holds the set Te of historically recorded
time spans for traversing it—one for each travel incident in which the edge
has been traversed. E.g., receiving the three location intervals for locations A,
C and B implies that when moving from A through C to B, the time spent
between leaving A and arriving at B is TABC = TBstart − TAend . We therefore
create in the travel time graph an edge between vertex VAC and VCB , if one
does not already exist, and add TACB to Te . Note, that edges in GT are directed. This allows us to reflect in GT differences in travel time estimates,
e.g., for staircases, and for in practice solely one-directional transitions, e.g.,
through emergency exits. Note also, that an additional motivation for using a
travel time graph, yielding through-transitions as edges, is that a transitivity
of direct transitions does not hold in general: While in Figure 12.6 location C
is reachable from A, and D is reachable from C, and D is transitively reachable
from A, the latter transitivity would not hold in the following case: the symbolic location C may contain — inconveniently — a dividing, non-penetrable
wall, which separates it into two areas, which are not directly reachable from
another. To reflect such a case, the change in the travel time graph would be
the omittance of the through-transitions (VAC , VCD ) and (VBC , VCD ). Note
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also, that the existence of such divided symbolic locations is not far fetched
in areas of low access point density. Finally, additional edges in GT are created from and to each potential travel start and destination location to the
graph nodes corresponding to direct transitions from that location: E.g., for
location A a start node VA−start and end node VA−end are created, and edges
connecting them to node VAC .

12.4.3

Parametrized Travel Time Queries

The constructed travel graph is queried as required by applications in order
to compute travel time estimates. These queries consist of a start and an end
location, as well as optional parameters such as time of day, day of week, or
the specific person for which travel time estimates should be computed.
Parametrized aggregation of collected travel times
For each edge e in GT we calculate a weight we , representing the estimated
travel time for traversing that edge, i.e. the represented through-transition.
we is computed as an aggregate of the set Te of recorded traversal time spans
(together with the individual recorded traversing position traces) that we associate with the through-transition, i.e. with the edge e. As aggregation
function we chose the median in favor of, e.g., the mean because of its the
better resilience of the former to outliers. Outliers, specifically those containing unusually large time spans, may occur frequently, when, e.g., a travel event
is interrupted for unknown reasons and the tracked device is standing still for
a long time in a location, while the system assumes uninterrupted travel, i.e.,
it to be moving.
InTraTime also supports parametrized travel time queries, where parameters may specify, e.g. a time of day, or to which extent more recently recorded
travel instances should be weighed higher than older ones. To support such
queries we use in place of the basic median the weighed median [28] of the
traversal times. Weights are assigned using a weight function w(t), given a
traversal time t annotated with additional information such as time of collection and the entity for which it was collected. Individual weight functions
can be combined and be used individually to weigh according to given query
parameters, e.g., the recentness of travel times, the traversal times collected
on specific week days, or traversal times computed for a specific persons or
person groups. We choose a weighing of measurements over simply filtering
away those not matching specific parameters because the latter approach relies heavily on the—often overly optimistic—assumption that sufficent travel
data matches the exact query parameters. In reality though data may not be
available for some parts of a route for specific parameters—as it is unlikely
that all of a building complex has been traversed by travels fulfilling all (of
potentially many and restrictive) given query parameters.
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Time-based Fastest-path Routing
In order to calculate a travel time estimate from a start location, represented
by vertex VP −start in the weighed travel time graph, to a destination location,
represented by VP −end , it is assumed that the shortest route in regards to
time will be taken. Thus, given the weighed travel time graph, in which the
weight of each edge represents a time estimate for traversing that edge, travel
time estimates can be computed by finding the shortest path between VP −start
and VP −end in relation to the graphs. This can be performed using standard
shortest path graph algorithms, e.g., by using Dijkstra’s algorithm for each
query.
If the system is asked to output not only an estimated travel time, but also
to deliver the suggested fastest route (which is associated with the produced
travel time estimate), both outputs can be calculated by the same algorithms,
and the latter can be presented to the user, e.g., in the form of a sequence of
locations.

12.5

Evaluation

This section evaluates InTraTime in regards to features provided as well as
accuracy, comparing it also with alternatives paradigms for travel time estimation.

12.5.1

Dataset Collection

For the evaluation of methods we chose a simplistic and coarse positioning
scheme, which utilizes solely existing Wi-Fi infrastructures: this scheme assumes only a mapping of Wi-Fi access point IDs and the elements of the location model. The current location of a target is then reported as the location
associated with the access point which is currently received strongest by the
target device. We determined the accuracy of this scheme experimentally to
be approximately 30m in reported positions, through comparison to manually
collected ground truth positions. By using this simplistic positioning scheme
we can validate that the methods do not make further assumptions on the used
positioning system and its accuracy. As the access points are placed with a
mean distance of 14 meter, this approach is roughly equivalent to snapping
positions to a irregular grid with a mean grid size of 14 meter. If alternatively
a very fine-grained or continuous positioning method is used, snapping the
position estimates to a similar sized grid should provide for similar results.
The data collection experiments were conducted at a medium-sized university department, covering 5250 m2 per floor for in total four floors. An example route at the university is depicted in Figure 12.5 (a). Data was collected
by three male participants using a Google Nexus 4 smartphone and walking
along predefined routes both during and after office hours for providing real-
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istic conditions. The phones ran sensor-logging software to log timestamped
Wi-Fi signal strengths with a sampling rate of approximately 0.5 Hz. Ground
truth was manually annotated at checkpoints for assessing the methods’ accuracy in travel time estimation. Additionally data was labelled with the id
of the collector. The nine routes at the university department had between
3-7 checkpoints each, totaling a 41 checkpoints. Each route had at least one
change of floor level via stairs except for one floor change via elevator. The
nine routes were chosen such that they covered regularly used routes spanning
several connected buildings of the complex.

12.5.2

Overall Features of IntraTime

In the following, we describe the features of IntraTime via comparing it to
alternative paradigms for travel time estimation.
Alternative Methods for Travel Time Estimation
To this end, we compare specifically against two methods, termed EucTime
and BModelTime, as example instances of such alternative paradigms, and
which in contrast to InTraTime estimate travel times based on estimating
travel distances.
EucTime estimates travel time as the time t for travelling the euclidian distance d between start and end location with a speed s: t = ds . Thus, EucTime
serves as simple baseline method for travel time estimation, which illustrates
which accuracy levels to expect when only very limited spatial information
is used. The speed s can be assumed as, e.g., an historical average speed
given by position traces. EucTime requires, in contrast to InTraTime, that
the locations are given in coordinates from which euclidean distances can be
computed, e.g., GPS or UTM coordinates. No further knowledge of building
models or historical data is assumed.
BModelTime is designed as an indoor adaption of a method used commonly for outdoor travel time estimation, as described in Section 12.2: Travel
time estimates are computed by predicting a route using an available road
map by assuming that, e.g., the shortest path is used. In addition a speed is
assumed, e.g., the speed limit of the roads used. Thus, BModelTime requires
a digital building model containing the walkable paths, resembling the indoor
equivalent of an outdoor road map. Then, as for EucTime, BModel deduces
travel times by assuming the speed of the target, here along the calculated
shortest path. BModelTime thus takes the layout and topology of a building
complex into account when estimating travel times.
Feature Comparison
We compare the three described methods with regards to features and accuracy, as summarized in Table 12.1. BModelTime and EucTime are only able
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System
BModelTime EucTime InTraTime
Self-learning
7
7
3
Adjusts to changes
7
7
3
Personalizable
(3)
(3)
3
Adaptable to e.g. day-time
7
7
3
Setup & maintenance cost
High
Low
Low
Avg. acc. when
unavailable
7
60%
10%
distance modeling is available
8%
Table 12.1: Feature and performance summary for InTraTime, in comparison
to alternative paradigms for travel time estimation.

to adjust to the overall speed of a person, while InTraTime may also adjust
to e.g. personal changes in speed for specific places in routes. In addition
InTraTime is as the only method able to adjust to factors which are specific
for e.g. time of day, such as doors which are locked at specific times. Due to
the reliance on models of building layout, the setup and maintenance costs of
BModelTime are high, while both EucTime and InTraTime can be deployed
and maintained with only very litte effort, as they both assume only that an
indoor positioning system is in place. However, as EucTime requires locations
to be known in coordinates and not just symbolic locations, setup cost may
be higher than for InTraTime.
With regards to the building layout of the deployment environment, InTraTime is self-learning in that it automatically detects the spatial connections
between locations. BModelTime on the other hand requires a building model
to be available, while EucTime does not take the building layout into account.
However, as described in Section 12.3, precise digital building models are both
hard to produce and costly to maintain, as this requires significant manual
effort. Thus, in contrast to InTraTime BModelTime comes with a high deployment and maintenance cost. Furthermore, it cannot easily adapt to, e.g.,
sudden or temporary changes in building layouts, such as broken elevators or
doors which are locked at night.
Table 12.1 also lists the accuracy of the individual methods given as deviation in percent from the actual recorded travel times as recorded by test
persons in the university experiment. Despite InTraTime’s obliviousness of
the building layout it shows an error of 10.2 %. and thus an accuracy superior to EucTime (60 %) and comparable to BModelTime(8 %), even though
BModelTime has full knowledge of the building layout.
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Estimation Accuracy

In the following, we detail the evaluations of the methods’ accuracy. In Figure
12.7a for each of the 9 routes in the university department actual travel times
are shown in green (as averages over several walks of the routes), and travel
distance is shown in blue.The respective estimation errors of the methods are
depicted with arrows — as the length of an arrow that points to the estimated
travel time. The respective travel times and estimations shown are averaged
over the three participants. In the case of InTraTime for each participant the
historical data used for estimation was solely from recordings of the other two
participants, in order to ensure proper separation between training and test
data. Note, that for each arrow, solely in this plot, its length is given as the
average over the magnitudes of the three estimation errors, and its orientation
according to a majority vote among their signs. This evaluation setup insofar
matches the use scenario that travel times are to be estimated for a person for
which no historical data can yet be utilized, which would be expected to impact
the results for InTraTime negatively, as no personalized data is available. The
errors of BModelTime and EucTime have been computed using an overall
walking speed as computed from position traces. The error values given in
Table 12.1 are computed as the mean relative error of the routes for each
method.
Sources of Inaccuracy
Overall, the figure indicates that InTraTime’s estimation accuracy is more
than comparable with the heavy-weight building model-based estimation approach of BModelTime — even though the latter has full knowledge about
the route length. The evaluation though shows some outliers: Specifically
for one of the three participants, the InTraTime estimate for the shortest of
the routes was much too low—by about 50 percent. The reasons being, as
made visible in Figure 12.5 (top) is an edge (in red) indicating erroneously
a possible transition between two locations which cannot be reached directly
from each other within the building complex. This false edge is likely caused
by inaccuracies in the positioning system. As a result, the InTraTime system
has concluded that a direct edge exists that connects the start and end node
of the dotted line in the figure. Protecting against such error sources can be
achieved by enhancing the filtering technique, described in Section 12.4.1; or
by extending the aggregation technique, described in Section 12.4.3.
Influence of Positioning Error
In order to evaluate the influence from errors in position estimates on the travel
time estimates computed by InTraTime, we additionally tested the centroid
lateration approach for Wi-Fi positioning[65]. In this approach, the position
of a device is computed as the weighted mean location of the access points
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(b) Based on data solely from other routes

Figure 12.7: Distance, measured travel time travel time estimate error per
route
which are received, using the received signal strength as weight. To keep
the position estimates within buildings, the estimates are further snapped to
the location of the closest access point. We evaluated the centroid lateration
approach to have a mean accuracy of 15m in the university building, twice
as accurate as the strongest access point approach. Figure 12.8 shows the
resulting travel time estimates for both positioning methods. The figure shows
that the travel time estimates computed based on positions from the centroid
lateration method are comparable to those computed based on the strongest
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Figure 12.8: Travel time estimates computed on the basis of respectively
strongest access point and centroid lateration positioning.
access point method. The slight improvement in mean error to 9.0% suggests
that while InTraTime is able to function with low-accuracy positioning, it is
also capable of utilizing increased accuracy.
Performance for Sub-Routes-Only Data
As it might happen for InTraTime that data from complete travels between
a route’s start and end is not available we evaluated also travel time estimation for a route on basis of historical data from only partial segments of the
respective route. To this end, the presented evaluation for InTraTime has
been repeated–but with prior exclusion of any historical measurements for
travelling the complete route r for which estimates are to be calculated. The
obtained results show only little loss in accuracy of 0.9 percentage point to a
relative error in estimated travel time of 11.1 percent. This is mostly due to
a structural bias, though: For most routes, the exclusion of end-to-end data
increases the estimated travel time—on average by 9 seconds. This increase is
mostly due to that from the collected historical segments, a direct route can
in some cases not be assembled, and thus only a longer route and travel time
is calculated. Note that this bias is diminishing with increasing amount and
diversity of historical data.
Automatic Adjustment to Changes
In order to evaluate the ability of InTraTime to automatically adjust to
changes in travel times through a building, we performed an evaluation where
travel times were computed for evening travels through the university build-

136

CHAPTER 12. PAPER 3

ing. At the department off-hours, all external and internal doors are locked
and require swiping a keycard and entering a PIN-code in order to open, which
slows down travels in the building significantly. Figure 12.9 shows the results
of this data collection and the estimated travel times. The columns show the
actual travel times measured during respectively the evening and the day-time
for the nine specified routes. The arrows again point to the estimated values,
and thus show the error in travel time estimates for day and evening time.
The day-time estimates have been computed with a weight function providing
high weights to travel times collected at day-time (before 16:30 where doors are
locked), while the opposite has been done for the evening estimates. The mean
relative error of the evening estimates is 9.7% and thus comparable to those
computed for day-time only data as described previously. The figures show
that, even within these errors, the travel time estimates are adjusted for the
longer travel times during the evening, and that the evening-weighed estimates
are closer to the actual travel times than the day-weighed estimates. The same
approach can be used for adjusting to unexpectedly occuring changes, by e.g.
computing weights to data based on the time since collection.
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Day Travel Time
Travel Time Prediction Error

04:30
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Figure 12.9: Actual and estimated travel times for travels during day-time
and during evening hours, respectively.

12.5.4

Robustness and Scalability

We argue that the InTraTime method scales to complex buildings by using
an additional dataset collected at the large hospital. This dataset was collected by giving non-clinical staff members at the hospital a smartphone with
logging software. The staff carried the phone for a week during their normal
work at the hospital. The work consisted of tasks spread across the hospital,
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such as transportation of goods and patients. Due to the nature of the collection method full ground truth with regards to travel times is not available.
However, it is still relevant to consider if the travel time graph constructed
by InTraTime from the data is sensible, e.g., contains only correct nodes and
edges corresponding to possible travel paths. To do this we compare the travel
time graph with the actual building layout, as depicted in Figure 12.4. From
the figure we make the observation that in all the buildings that we know
that the staff visits we have identified nodes. Buildings that we know that
the chosen group of staff do not visit includes lecture rooms for students and
visitors as highlighted in the figure.
The scalability of the computational effort was evaluated using a standard laptop PC with an Intel iCore i7 2.8GHz processor and 8GB RAM. Two
input sets were considered: the one-week dataset from the hospital, and the
smaller dataset from the university department. The hospital dataset revealed
560 distinct locations, 7810 direct transitions, i.e. nodes, and 47199 throughtransitions, i.e. edges, in the travel time graph. In comparison, the university
department data contained 60 distinct locations, 256 nodes, and 547 edges in
its travel time graph. Computing travel time estimates for all pairs of endlocations took 44.17 seconds for the hospital data and 0.13 seconds for the
university department data. Overall, the results as well as selective investigations into the data gave evidence for the following hypotheses: First, for all
intents and purposes the number of edges in the travel time graph seems to be
rather near-linear than quadratic in the number of nodes; the same seems to
hold for the number of nodes with respect to the number of locations. Both
respective ratios, though, are higher in the bigger dataset than in the smaller
dataset. We hypothesize that this is not entirely due to the size of the dataset
or the corresponding indoor space, but also due to the lower density of access
points—resulting in a larger border area of the symbolic locations, and thus
in a higher number of neighboring locations. Secondly, the running times per
travel time query (resp. per graph edge) are about a factor 4 (resp. 5) higher
for the bigger dataset than for the smaller one—suggesting that large data
size comes with additional (i.e. super-linear) growth in running time, given
the standard laptop PC setup utilized.

12.5.5

Online Operations Deployment

To further argue for the applicability, ease of deployment, and the fast learning of InTraTime in a real-world setting, we have implemented and deployed
InTraTime as an online system which collects data and provides travel time
estimates in real-time. For a respective evaluation, we instructed people supplied with LG Nexus 4 smartphones to move around the covered building for
an hour. Figure 12.10 shows that the number of direct and through-transitions
grow virtually linearly and they seem to still grow at the end of the test period. The coverage of InTraTime in terms of the start, end location pairs
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Figure 12.10: Increase over time of the number of transition vertices, throughedges and start,end location pairs for which travel estimates are computable.
for which it can provide travel time estimates grows exponentially at first,
but after ca. 30 minutes the increase is only linearly—correlating with that
a convergence is approached where most locations are discovered, and where
increasingly many pairs have at least one path connecting them in the travel
time graph. This trend also shows in the query performance across the hour
of data gathering: While at first the query times increase as the travel time
graph grows, query time remains virtually constant ca. two thirds into the
gathering period.

12.5.6

Extending InTraTime

Several extensions to InTraTime may be relevant to consider depending on
the specific application and deployment setup. To improve system accuracy
and robustness, one could accept a higher cost with regards to set up or
maintenance, allowing for an integration with a heavy-weight building model.
Alternatively, it remains to further explore to which extend accuracy can be
improved by providing InTraTime with a more robust, accurate and finegrained positioning system—at the added cost of installing and maintaining
such a more advanced solution. In order to exploit more advanced positioning
systems as well as an indoor space partition of granularity higher than room
level, adding extra processing steps may be beneficial: e.g. pre-segmenting
common trajectories and areas [44], to avoid an explosion of the travel time
graph GT in terms of number of nodes and edges. It needs to be evaluated
how this would impact the accuracy and scalability results, e.g., by evaluating
with more regular and finer grid structures than the irregular one, yielding
an average grid cell size of 14m, currently used. In addition the system’s
scope of operations could potentially be extended to mixed indoor/outdoor
environments, by incorporating a fusion of position trace information from
multiple additional sources such as GPS.
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Conclusions

In this paper, we outlined and addressed fundamental challenges within travel
time estimation in indoor scenarios. Furthermore, we presented the InTraTime method for accurate and unsupervised estimation of indoor travel times
by mining of collected indoor position traces. We demonstrated that the system was able to accurately and timely produce travel times solely via mining
collected data and thus with minimal set up costs. The system was evaluated for two building complexes, a university department and a large-scale
hospital, which showed that the system learns quickly sensible travel graphs
from which travel time estimates can be computed efficiently. We evaluate the
system using datasets collected in the two mentioned real-world environments
with regards to the accuracy of its predictions, and results show an average
absolute estimation error of 15 seconds, which corresponds to a mean deviation of 11.7 % from actual travel times. We also compare InTraTime with
two other travel time estimation methods with regards to accuracy and provided features. In a discussion of the promising results we suggest also further
variants to address scenario-specific requirements and priorities in the outlined application domains of logistics for mobile workers, indoor navigation
and facility management. There also remain challenges for future research,
e.g., further analysis of different parameters impacting indoor travel times,
e.g, crowdedness, or elevator operations in high-rise buildings.
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Paper 4
The paper Estimating Common Pedestrian Routes through Indoor Path Networks using Position Traces presented in this chapter has been published as
a conference paper [83].
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Abstract
Accurate information about how people commonly travel in a given
large-scale building environment and which routes they take for given
start and destination points is essential for applications such as indoor
navigation, route prediction, and mobile work planning and logistics. In
this paper, we propose methods for detecting commonly used routes by
robust aggregation, clustering, and merging of indoor position traces.
The developed methods overcome three specific challenges for detecting
commonly used routes in an indoor setting based on position data: i) a
high ratio between path-density and positioning-accuracy, ii) a flat path
hierarchy, and iii) providing cost-effective scalability. Through an evaluation based on data collected by staff members at a hospital covering
more than 10 hectare over three floors, we show that the proposed methods detect routes that are representative of the commonly used routes
between locations. These methods are sufficiently efficient to provide
common routes based on real-time data from thousands of devices simultaneously. Furthermore, we show that the methods operate robustly
even on basis of noisy and coarse-grained position estimates as provided
by large-scale deployable indoor Wi-Fi positioning systems, and with no
prior information on building layout.

13.1

Introduction

Accurate prediction of commonly used routes between pairs of start and end
locations is essential for indoor applications such as navigation, travel-time
estimation, facility planning and logistics. Route predictions can be performed
without use of empirically collected data by residing to modeling and heuristics
∗
Department of Computer Science, Aarhus University, IT-parken, Aabogade 34, DK8200 Aarhus N, Denmark. E-mail: prentow@cs.au.dk
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based on assumptions, e.g., that always the shortest or fastest paths are used.
However, studies on indoor motion patterns performed by Millonig et. al. [74]
show that the spatially shortest path is a poor predictor for the path used,
as many factors influence the choice of path, such as the specific context and
preferences of the person traveling. Similarly, a study performed by Letchner
et. al. concludes that only 35% of outdoor travels follow the fastest path [69].
This suggests that in order to be accurate, route predictions must in part be
performed based on empirical data on previously used routes, e.g. by detecting
the commonly used routes. While methods exist for detection of commonly
used routes for outdoor settings based on empirical data [16, 47], these cannot
easily be applied to indoor environments due to their lack of addressing three
indoor-specific challenges, which are further described in section 13.2: i) An
increase in the path-density versus positioning-accuracy, ii) a flattened path
hierarchy, iii) providing cost-effective scalability.
In this paper, we propose methods for detecting commonly used routes by
noise-resistant aggregation, clustering, and merging of indoor position traces.
These methods form InTraRoute, which given position traces from sensing mobile devices detects the commonly used routes between locations. The contributions of this paper include the three main components of which InTraRoute
consists: The filtering component Direct Route Traversal Extraction, which
facilitates unsupervised data-collection—from e.g. staff members performing
their daily jobs—by filtering out indirect routes in collected position traces
in order to extract only the direct routes between endpoints. The Efficient
Route Clustering component which clusters position traces between two given
endpoints and thereby allows for identification of the routes between these—
of which there may be many, due to the flat path-hierarchy in indoor path
networks. Finally, the Per Cluster Common Route Identification component,
which identifies a representative of each cluster of route traversals, based on
several potentially noisy position traces between two endpoints. Furthermore,
we evaluate InTraRoute in regards to the representativeness of the identified
common routes. The evaluation is performed using a large-scale position trace
data set containing the movements of staff members at a large hospital covering more than 10 hectare split over three floors. The positions have been
collected through Wi-Fi measurements from smart-phones carried by ten staff
members during their daily work throughout ten days. Positions are estimated using two simple and scalable Wi-Fi positioning methods, with a mean
positioning accuracy of 15m and 30m, respectively. Through the evaluation,
we show that the computed common routes are representative of the collected
routes, even when the collected routes contain inaccurate outlier position estimates, and even when no prior knowledge of the building layout is available.
Finally, we demonstrate that the methods are able to scale efficiently to a
10 hectare building infrastructure with 1359 detected locations connected by
13670 unique transitions, and that the methods will allow for real-time usage
of more than 40.000 moving targets continually supplying data.
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The methods proposed enable application types that depend on knowledge
of common routes. These include indoor navigation, where new employees
or visitors to buildings may be guided to use the routes commonly used by
people often traversing the building, as well as route prediction, where the
commonly used routes may serve as a good predictor of routes used. For facility management and analysis an overview of the commonly used routes can
be used to identify and mitigate bottlenecks, e.g., to avoid blocking the preferred routes for maintenance reasons at critical hours [92]. Furthermore, the
proposed methods enable automatic task scheduling systems as increasingly
widespread, e.g. in hospitals, to plan tasks to be carried out in an order which
allows for following the commonly used routes. In addition, automatic task
scheduling requires precise predictions of the time involved in, e.g., traveling
between work locations. The computation of these travel-time estimates may
be greatly improved by accurate knowledge of the routes that will be used.

13.2

Indoor Challenges

In this section we further detail the three main indoor-specific challenges that
prevent us from directly applying the available methods for outdoor common
route detection.
High path-density and low positioning-accuracy: In an indoor environment, the
ratio between path density and positioning accuracy is drastically increased:
The path structure of a building consisting of hallways and rooms is much
denser than the typical path structure of a road network. In addition, the
accuracy of positioning systems which may easily be deployed in a large-scale
building infrastructure is at best only as good as, and often worse than, GPS
accuracy as experienced in outdoor scenarios. As a result, performing the
identification and distinction of individual paths based on collected position
traces is harder indoors, as the expected positioning errors may match or exceed the separation distance between route choices.
Flat path hierarchy: Outdoor road networks form a hierarchy from freeways
down to local gravel roads. Travelers can be expected to prefer paths high in
this hierarchy. This in turn greatly reduces the number of plausible routes. In
an indoor environment, however, these path hierarchies are much flatter, less
distinct, and often chosen context-dependent—resulting in significantly more
equally plausible routes for traveling between two given indoor locations.
Providing cost-effective scalability: In outdoor settings, satellite-based positioning and road-models are financed by national and regional funding and
can be used by a comparatively large community of users, whereas in indoor
environments the financial effort per user is usually larger and has to stem from
the public or private owners. Therefore, methods for indoor route estimation
have to be optimized for easy deployability, which sets specific limitations on
the methods used: i) the availability of up-to-date digital building models can-
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not be assumed. These may unavailable or need time-consuming processing
in order to extract walkable path networks. ii) advanced indoor positioning
infrastructures cannot be assumed to be in place, as these may be very expensive to deploy for large building infrastructures; iii) time-consuming setup
and maintenance such as up-to-date high-resolution fingerprinting cannot be
assumed to be feasible for large buildings. [51]

13.3

Common Route Detection

Figure 13.1: The processing pipeline of InTraRoute. (A) Position Trace Collection. (B-D) InTraRoute: (B) Direct Route Traversal Extraction, (C) Efficient Route Clustering, (D) Per Cluster Common Route Identification
In this section we describe the InTraRoute method for common route detection that has been developed in order to overcome the challenges described
in section 13.2. In the following, a position refers to a location in a building complex. A position estimate is the estimated timestamped position of
a moving entity or target, as provided by an indoor positioning system. A
position trace is a list of consecutive position estimates, collected as a specific
target moves along routes through the covered building complex. Figure 13.1
provides an overview of the flow of data through InTraRoute, the individual
steps of which are further detailed in the following subsections. The targets
for which common routes are to be extracted move around a building complex
performing their daily routines, while an indoor positioning system computes
position estimates (A1). For each individual target, a position trace consisting of its position estimates is maintained (A2). The traces are passed on to
the InTraRoute method, the first step of which is the Direct Route Traversal
Extraction module, which extracts from each trace the direct route traversals and removes the indirect route traversals. Furthermore, the traversals
are grouped by their associated start-destination-pair of locations (B). The
Efficient Route Clustering module clusters the direct route traversals for a
given start and endpoint pair into clusters. Each such cluster is comprised of
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route traversals that are similar to each other, according to a noise resistant
similarity measure (C). The Per Cluster Common Route Identification module
finally aggregates the route traversals in the clusters containing most collected
traversals in order to identify a route representative of the most common of
the collected traversals for the given start-destination-pair (D).

13.3.1

Position Trace Collection

The input for InTraRoute is position estimates of moving targets, computed
by a suitable indoor positioning system, e.g. Wi-Fi or Bluetooth. As such, the
indoor positioning system and method is not considered part of InTraRoute.
However, for completeness we briefly describe the indoor positioning method,
which is used to evaluate InTraRoute in this paper: Mobile sensing devices
are used to measure received signal strength of Wi-Fi access points in the
vicinity of the target device. These measurements are forwarded to a positioning server, which computes position estimates based on the measurement
for each target. The positioning method employed is centroid lateration, as
described in [65]. The method computes position estimates as the weighted
average position of the received access points (AP), using the received signal
strength (RSSI) as weight. The resulting position is mapped to the location
of the nearest AP, in order to avoid position estimate outliers falling outside
the building complex. This simple approach fulfills the goal of being easily
scalable for deployment in a large building infrastructure, as the only infrastructure information required is the location coordinates of the APs. We have
evaluated the Centroid Lateration method to yield a mean accuracy of 15m
in the investigated environment, whereas in comparison more advanced but
less scalable Wi-Fi-based fingerprinting methods are expected to achieve accuracies down to a few meter [9]. Consecutive position estimates yielding the
same location for a specific target are aggregated into intervals. The resulting
position trace for an individual target consists of consecutive triples of the
form (T, I, P ) containing a time-interval T , a target identifier I and a position
P.

13.3.2

Direct Route Traversal Extraction

Consider, for example, that the position traces are collected for a staff member
at work. To identify commonly used routes from position traces, we aim to
extract from each position trace the direct route traversals, i.e. the travels
undertaken purposefully between two locations. We thus aim to identify start
and end location (and times) of such direct travels, and to filter out indirect
routes, i.e. route traversals containing detours, such as a toilet break or detour
to the coffee machine. Filtering is performed in three ways: First, in order to
reflect that direct route traversals should not contain loops, for each position
trace which contains a loop of any length the trace is split into three parts:
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before loop, loop, and after loop; the loop part is considered an indirect travel
and not processed further. Secondly, we also split position traces at locations,
where the device remained stationary for more than a threshold period Tstat .
The motivation is also here, that the stationary period signals that the target
did not move consistently with purpose from a location before the stationary
period to a location visited after the stationary period. Thirdly, we filter
based on the stretch factor of routes traversals, as defined by Castro et al.
[24]: We compute the stretch factor of a route traversal as the ratio of its
length to the length of the 20th percentile of the recorded route traversals
(w.r.t length) for the same start-destination-pair. To this end, length can be
defined, e.g. in terms of travel time or travel distance. If the computed stretch
factor is above a prescribed threshold Tstretch , the route traversal is discarded
as indirect. When it is concluded that a target traveled directly from a start
location to an end location, the respective route traversal data is used also as
route traversal data for the sub-routes between the locations passed on the
way. Thus, for each route traversal classified as direct, information on routes
between several start-destination-pairs is extracted.

13.3.3

Efficient Route Clustering

The Route Clustering module groups the direct route traversals for each startdestination-pair into clusters of traversals following similar routes. The motivation for arranging route traversals into clusters is threefold: First, due to the
flat path hierarchy two locations may have several commonly used routes between them. Second, some indirect traversals may remain, despite the Direct
Route Traversal Extraction step, and thus may not stem from purposefully executed direct walks between a start-destination-pair. This module’s clustering
will separate these route traversals from commonly used routes, as the former
will form smaller clusters. Thirdly, the low position accuracy relative to the
high path density may lead to uses of the same commonly used route may produce slightly different route traversals. This module will allow distinguishing
between different routes, while still being able to group together slightly dissimilar route traversals into the same cluster of routes. Using computationally
efficient clustering aids to achieve scalability of InTraRoute compared to using more complex methods, e.g. the often-used suffix-tress, which in addition
do not easily allow for handling noisy location data. We employ a similaritybased online clustering approach using a similarity measure sim(R1 , R2 ) which
computes the similarity between two route traversals R1 and R2 . A measure
of similarity sim(C, R) of a new route traversal R to a cluster C of route
traversals is then obtained as the similarity sim(Rc , R) of R to a representative route travel, representing the cluster C. This representative is available
as the current result of InTraRoute’s Per Cluster Common Route Identification module, described in detail in Section 13.3.D. The newly collected route
traversal R is then either i) added to a most similar existing cluster of traver-
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sals or ii) used to create a new cluster if no clusters are sufficiently similar to
the traversal, as decided by a similarity-threshold Tsim . Using an appropriate
similarity threshold Tsim yields that when using the same route, the resulting
route traversals will be assigned to the same cluster, even if inaccuracies or
noise in the Wi-Fi measurements or positioning occur. For suitably measuring
similarity we considered as measures sim both spatial and temporal features
of route traversals. Specifically, we will present results for using the following
two measures: First, the Jaccard measure, defined as the relative number of
locations in common between a new traversal R and a cluster representative
C|
RC : simJ (R, RC ) := |R∩R
|R∪RC | ; and second, a travel time-based measure simT ,
which is defined as the relative deviation of their travel times t(R) and t(RC ):
C)
simT (R, RC ) := 1 − | t(R)−t(R
|. The latter measure puts a higher focus on
t(RC )
clustering together routes of similar travel time, and produces common routes
estimates that better reflect common travel times.

13.3.4

Per Cluster Common Route Identification

In this component, the route traversals for a given cluster C of route traversals,
computed as described in Section 13.3.3, are merged into a single representative route. To this end, InTraRoute maintains as representation for each
cluster a transition graph GC (VC , EC ), where the nodes VC represent the set
of locations contained in the route traversals that form the cluster, while the
edges EC represent the position transitions in the route traversals in C. Each
edge is annotated with the number of times the respective transition occurs in
the route traversals in C. These transition counts are maintained and updated
each time a new traversal is added to a cluster (in the clustering module (C)):
for each of the traversals’ location transitions either i) the transition count for
an existing edge is increased, or ii) a new edge is created if the edge did not exist in the cluster’s transition graph. This counter-annotated transition graph
is now used to determine a common-route representative for the respective
cluster as follows: To each edge e = (v1 , v2 ) in GC a weight W (e) is assigned
as the squared inverse of its counter, i.e. of the number of route traversals in
C in which the transition v1 to v2 occurs. In effect, the most traversed edges
will be given the lowest weights. This allows for common route extraction as
a shortest path computation in the weighted Graph GC . Such a shortest path
can be computed using Dijkstra’s algorithm (or variants thereof): As the most
traversed edges are given the lowest weight, they will be chosen over less traversed edges. Thus, the computed route will utilize, as desired, foremost the
most commonly traversed edges in the graph while at the same time utilizing
not excessively many edges in total.

13.4. EVALUATION

13.4

149

Evaluation

We evaluate InTraRoute based on the representativeness of detected common
routes, the dependence on positioning method as well as the scalability to large
building infrastructures. This is done based on a dataset collected at a large
public hospital, covering more than 100.000 m2 over three floors. Data was
collected using Google Nexus 4 smartphones. The phones ran sensor-logging
software to log Wi-Fi signal strengths with a sampling rate of approximately
0.5 Hz. Ten smartphones were provided to the maintenance staff of the hospital. These phones were carried through their regular work, during both day,
evening and night shifts, for ten consecutive days except when charging. In
total, this collection procedure produced the equivalent of 312 hours of continual position traces. Collecting positioning ground truth for this dataset was
prohibitive due to the large scale of the experiment in both spatial extent of
the environment and duration, as well as due to privacy concerns restricting
the use of e.g. video recording [92]. In addition, we perform an initial evaluation using a dataset from a constrained area, which allows us to collect ground
truth. In the latter dataset, 3 different routes between a specific start and end
point were traversed for a total of 18 traversals.

13.4.1

Constrained Area Evaluation

We first provide an initial evaluation of individual steps in the InTraRoute
method, both in order to give further support for their usage as well as to
provide better intuition of them. We do so using the dataset from a constrained area of the hospital. The three different routes between a given
pair of endpoints are depicted in Figure 13.2a. Ten traces were collected following the red route, six following the green and two following the yellow
one. Figure 13.2b shows the result after the Efficient Route Clustering step,
.i.e. the transition graph GC for each of the detected clusters, wherein each
edge is color-annotated by the cluster into which its represented transition
falls. Individual examination of the traversals reveals that evidently all route
traversals are associated with the correct one among the three clusters. Additionally, the figure illustrates the position estimate outliers that may occur,
indicated by positions being far from the route used, as a result of the simple
centroid-lateration positioning method used. Figure 13.2c shows the result of
the Per Cluster Common Route Identification step performed for each cluster.
It shows that the final route traversals closely resemble those routes actually
used, and that the position estimate outliers have been filtered out successfully. To further motivate the clustering approach, the white line in Figure
13.2c illustrates the route resulting from merging all traversals without prior
clustering. While this route seems reasonable, it never actually occurs in
the traversals but is instead a combination of the two most common routes,
which are correctly identified as such by the clustering module. To conclude,
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(a) Ground truth for routes
traversed. The red route
was traversed 10 times,
the green 6 times and the
yellow 2 times.

(b) Transition graph. Each
edge is colored according
to which cluster it belongs
to (following the step
Efficient Route Clustering
step).

(c) The common routes
computed in the Common
Route Identification step:
for each cluster (colored)
and for merging all route
traversals (white) with no
clustering.

Figure 13.2: Visualizations of the route data set discussed in Section 13.4.1.
Map data: Google, Aerodata International Surveys

the initial exploratory investigation illustrated by Figure 13.2c suggests that
InTraRoute, and its individual components, work as intended.

13.4.2

Representativeness of Routes

To obtain a measure for the representativeness of a InTraRoute-computed
common route representative RC for a cluster C of route traversals for a given
˜
start-destination-pair, we make use of the similarity measures sim(C,
R) as
introduced in Section 13.3.3, concretely of the Jaccard measure and the travel
time-based measure: We define for RC its representativeness rsim (RC ) as the
average similarity it has with the route traversals in C. By extension, we
obtain also a global similarity measure for the InTraRoute-computed common
route representatives over a given dataset, by averaging rsim (RC ) over all detected route clusters RC . We though decided to exclude from the global measure those (route clusters for) start-destination-pairs, which have no traversals
between them with at least 4 transitions: These short traversals are excessive
in numbers and would skew the global measure to provide overly optimistic
results—because common routes are easier to compute for such very short
routes. Based on the global measure, Figures 13.3a and 13.3b show the representativeness of the InTraRoute-computed representative routes as a progression when increasingly larger portions of the main data set are used: representativeness is measured on basis of the Jaccard-measure in Figure 13.3a, and the
travel-time-based measure in 13.3b. Each of the two figures show graphs for in
total five different methods of calculating representative routes: Shown are the
two different similarity measures used in the clustering step of InTraRoute, the
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Jaccard-measure (red), and the travel-time-based measure (green). For comparison, graphs are given also for two simple alternative methods for selecting
representatives of common routes between start-destination-pairs: selecting
the fastest (blue) and the shortest (pink) detected route traversal, respectively. Finally, the violet graph shows the average pair-wise similarity for
route traversals between a start-destination-pair, averaged over the set of all
start-destination-pairs.
The data shown in both Figure 13.3a and Figure 13.3b illustrates that
InTraRoute detects common routes that are more representative of the collected route traversals than the ones produced by the comparatively simpler
methods. Furthermore, it shows that in InTraRoute the Jaccard-based clustering results in representativeness slightly superior to the travel-time-based
similarity measure for clustering—when measuring representativeness based
on the Jaccard-measure. Figure 13.3a also shows that the pair-wise similarity
of collected traversals decreases as more data is collected, due to the more
diverse situations in which position traces are collected as time progress, e.g.
by different staff members, week days and locations (which also explains the
outliers in the progression of the graphs). The fact that InTraRoute continues to produce representative common routes—despite this decrease in route
traversal equality— motivates its use, as does comparing the absolute similarity to other graphs in Figure 13.3a: The average Jaccard-similarity for a
computed common route w.r.t. the route traversals from which they are computed is significantly higher than the average similarity between two original
route traversals.
In Figure 13.3b, i.e. when comparing using the travel-time-based measure,
the superiority of the two InTraRoute variants is even more pronounced: The
resulting relative travel time deviations converge for increasing data amounts
to only ca. 10%, while the deviations for simpler alternatives converge to ca.
40%. Furthermore, deviations produced in InTraRoute are lower when using
the time-based instead of the Jaccard-based measure for clustering. This
indicates that the former should be used if the system is not used primarily
for detecting commonly used routes, but instead for providing travel time
estimates between given start and destination locations.

13.4.3

Dependence on Positioning Method

To evaluate the dependence on the positioning method used and on its available accuracy, we for comparison in Figure 13.3c recomputed the results from
Figure 13.3a but instead using the simpler strongest AP positioning method,
which was evaluated to have a mean accuracy of 30m at the deployment site.
This method simply estimates the position of a target to be the location of the
AP for which it receives the strongest RSSI. We see that the progression with
increasing amounts of real-world input data is highly similar to that which occurred when using the centroid-lateration approach. The absolute similarities
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(a) Resulting similarities w.r.t. the Jaccard measure.
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(b) Resulting similarities w.r.t. the travel-time-based measure.
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(c) Results as in (a) but using the strongest AP positioning instead of
the centroid positioning.

Figure 13.3: Similarity progressions growing amounts of input data when using
different measures to compute similar routes
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Locations
Edges
Transitions
Time (MM:SS)
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1/16
827
3845
24428
00:14

1/8
1050
6171
60369
00:34

1/4
1206
8777
133181
01:12

1/2
1297
11022
294392
02:40

1
1359
13670
560347
05:22

Table 13.1: Statistics for the increasingly larger portions of the dataset that
are used in the evaluation.

achieved are though somewhat lower than those given in Figure 13.3a. This
suggests that the InTraRoute method still performs robustly and reasonably
well also when imprecise positioning data is used as input—but InTraRoute
suffers also to some extent from a decrease in positioning accuracy. This decrease though seems likely to be unavoidable as it is inherent in the collected
trace data: We see that also the overall similarity between route traversals is
lowered in equal manner, from 0.52 to 0.47, due to the decrease in positioning
accuracy.

13.4.4

Scalability

In order to evaluate the efficiency and scalability of the system with regards to
amounts of data to be analyzed, runtime was measured for increasingly larger
amounts of data in the large building infrastructure.
Table 13.1 shows the results from running the system on increasingly larger
portions of the complete dataset. Visible from the table is, as expected, a
quasi-linear relation between the amount of processed position traces and
runtime. This provides evidence that the system can easily accommodate
large amounts of data. Analysis of the entire dataset of 312 hours of position
traces takes 5 minutes, which suggests that the system is able to keep up with
real-time data in even the largest and most frequented building complexes.
As all methods in the system are built for an online approach, new data can
be added as it is collected without the necessity of recomputing large amounts
of data. Indeed the time used to process each new position estimate is measured to be on average below 0.05 millisecond, which would theoretically allow
for concurrent updates from more than 40.000 moving targets each supplying
position updates at 0.5 Hz. In addition, the table shows that the number of
different locations rises rapidly as data is added at first, but then seems to
converge. This is as is expected when positioning at a large indoor infrastructure, as at some point most or all locations will have been detected. It also
means that the graph-structure of our methods do not grow indefinitely, but
at some point only e.g. the traversal counts of the cluster graphs will increase
no matter the amount of data added from the same infrastructure. We see the
same slow down in the amount of new edges, just in larger numbers. However,
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the number of transitions occurring as expected increases steadily.

13.5

Related Work

Various methods have been developed for automating indoor map construction
and detection of building layout, e.g. via depth camera [29], inertial sensors
and landmark detection [6], or based on Wi-Fi fingerprints [44]. While these
methods help in constructing a floor plan when none is available, they come
with further requirements such as precise positioning and specialized hardware. For detecting common routes without depending on a map, e.g. Radaelli
et al. [88] present techniques for identifying typical movements among moving targets using a bluetooth positioning system. For outdoor settings a lot of
methods have been developed for route prediction based on GPS devices, e.g.
to precisely estimate time-of-arrival [47], for mining routes commonly used
by taxi drivers [118], or to navigation based on detected personal preferences
[69]. Common for these approaches are that they require the availability of
a road map, to which they either snap the GPS positions or use for routing.
Similar to indoor, methods are also available for automatic construction of
road maps, e.g. based on GPS traces from buses [16], or based on intersection
detection [32]. Common for these and similar methods are that they rely on
the low path-density versus positioning-accuracy ratio when utilizing the GPS
system for low-density road-networks compared to indoor paths. For indoor
positioning [52] several techniques have been proposed which offer accuracies
similar to or better than obtainable by GPS in an indoor context, but which
require an investment in expensive infrastructure [113], or time-consuming
fingerprinting of the entire environment [9].

13.6

Conclusion

In this paper, we proposed new methods for detecting commonly used routes
for indoor building infrastructures based on empirical data from simple positioning systems, with no prior knowledge of building layout. Through evaluations using datasets collected at a large hospital, we show how the methods
produce routes that are representative of the commonly used routes in the
building. In addition, we show that the methods are able to scale to a large
building infrastructure. The methods thereby successfully overcome the three
challenges we describe for performing indoor common route detection: high
path-density to positioning-accuracy ratio, a flat path hierarchy and costeffective scalability. The InTraRoute method may be used for applications
such as building navigation, route prediction, facility management and automatic task scheduling at large building infrastructures. The system has
opportunities for further improvement by extending the individual techniques
and adding further functionality. This includes more complex noise filtering

13.6. CONCLUSION

155

and smoothing approaches based also on e.g. duration, or more advanced
similarity measures, e.g. a combination of the two used measures, or adapted
measures for string similarity. The trade-off to be decided on though is how
much efficiency to sacrifice for more advanced methods.
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Abstract

The optimization of logistics in large building complexes with many
resources, such as hospitals, require realistic facility management and
planning. Current planning practices rely foremost on manual observations or coarse unverified assumptions and therefore do not properly scale
or provide realistic data to inform facility planning. In this paper, we
propose analysis methods to extract knowledge from large sets of network
collected WiFi traces to better inform facility management and planning
in large building complexes. The analysis methods, which build on a rich
set of temporal and spatial features, include methods for quantification
of area densities, as well as flows between specified locations, buildings or
departments, classified according to the feature set. Spatio-temporal visualization tools built on top of these methods enable planners to inspect
and explore extracted information to inform facility-planning activities.
To evaluate the proposed methods and visualization tools, we present
facility utilization analysis results for a large hospital complex covering
more than 10 hectares. The evaluation is based on WiFi traces collected
in the hospital’s WiFi infrastructure over two weeks observing around
18000 different devices recording more than a billion individual WiFi
measurements. We highlight the tools’ ability to deduce people’s presences and movements and how they can provide respective insights into
the test-bed hospital by investigating utilization patterns globally as well
as selectively, e.g. for different user roles, daytimes, spatial granularities
or focus areas.
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Introduction

Healthcare administrators are constantly under pressure to reform the healthcare system organization by planning activities to better utilize available resources to minimize cost but at the same time offer a high quality healthcare
service [8, 31]. The design and maintenance of a cost-effective and high quality
healthcare system is an ongoing high-priority challenge for most governments
around the world. A crucial part of this challenge is the difficulty inherent
in planning hospital activities—as these require an accurate knowledge of the
hospital environment, of the availability of resources (both materials and personnel), of knowledge about flows of personnel and patients, and usage of
services and facilities. One example where better planning can help optimize
healthcare services are removal of inefficiencies in patient flows, e.g., patient
misplacement or late arrivals of patients, which result in surgery cancellations
[72].
Today, only statistics from patient records are generally available to hospital facility planners [8], e.g. number of ambulant treatments and hospitalizations. Other existing approaches [73, 108] have tried to address the lack of
knowledge using a modeling approach. These approaches focus on length of
stay and flow of patients between departments to provide models reflecting the
complex, variable, dynamic and multidimensional nature of hospital systems.
However, in [90] the authors demonstrate that such model-based calculations
typically do not provide the appropriate information needed to obtain reliable
results—since the models do not take into account all variables influencing the
continuous operations at a hospital. Examples of such variables include: i)
amount and spatio-temporal distribution and flow of visitors—influencing the
planning of offered facilities such as seating areas, parking spaces, and toilets;
ii) precise up-to-date information about people within the building complex
such as their role as patients, visitors, and staff.
Nowadays, widespread user devices such as smartphones, tablets and in the
future also smart watches, emit WiFi signals on a frequent but irregular basis
[78]. Moreover, the already available wireless infrastructures in large building
complexes, like hospitals, enable the collection of large data sets of WiFi
measurements that can be used not only to analyze the network’s performance
and usage, as proposed in earlier work among others [5, 11, 41], but potentially
also the density and flow of people within the building. Compared to earlier
approaches based on Bluetooth, in urban [80] or indoor settings [74], or based
on video in indoor settings [77], the use of WiFi comes with lower setup costs,
due to the existing deployment, for monitoring complete large-scale building
complexes. In our related work [83, 84], we propose WiFi-based methods
for detecting commonly used routes and estimating travel times for specific
persons based on WiFi position traces collected for these persons. This allows
e.g. for optimal scheduling of tasks. However, analysis methods are missing
that allow to extract information, relevant for planning, from collected large-
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scale WiFi data sets.
In this article, we extend our earlier work [92] proposing analysis methods
to extract knowledge from large sets of WiFi traces to better inform facility
planning in large building complexes. The analysis methods build on a rich
set of temporal and spatial features extracted from the WiFi traces. The
analysis methods include methods for i) noise removal, ii) quantification of
people densities and flows at locations of interest and iii) analysis of traffic
flow, both globally as well for individual foci, on e.g. specific user groups,
departments, and/or daytimes. To remove noise we propose methods to clean
data, filtering out, e.g., device traces that are close to the perimeter of the
building complex but not within it. We do so by labeling these devices as
beyond building-perimeter devices using machine learning-based classification
with a novel set of features calculated from raw WiFi signal data. For estimating people densities and flows in areas we propose heuristics to filter streams
of calculated device positions—assessing, among others, the number of enter
and exit events. For traffic flow analysis between specific areas, we employ
the defined feature sets as well as time-based filters to allow for a configurable
flow analysis according to the needs of e.g. domain experts. The additions
to the conference version of this article focus on the spatio-temporal visual
tools for facility utilization analysis which are built on top of the described
methods. Specifically, we present travel-based graphs as a basis to visualize
traffic flow and how these allow to investigate and assess facility utilization,
globally as well as selectively, e.g. for different user roles, daytimes, spatial
granularities or focus areas.
To evaluate the proposed methods, we present results for a large hospital
complex covering more than ten hectares in which we have collected WiFi
traces over two weeks observing around 18000 different devices recording more
than one billion individual WiFi measurements. Moreover, as background
information we also present detailed statistics of the observed devices, e.g.,
type of devices and the frequency of observations. We present quantitative
results for the analysis methods, e.g., for noise removal of beyond building
perimeter devices where results demonstrate over 95% accuracy for correct
removal. For the quantification of flows we present comparisons with manually
recorded flows. Additionally, we present example visualizations such as heat
and flow maps that both highlight the visualizations’ potential as inspection
tools for planners and provide interesting insights into the hospital’s workings.
The presented methods can be generalized and thus applied not only to
hospital settings but enable facility analysis also in other types of large building complexes such as industrial facilities, shopping malls or public buildings
in general. The proposed methods can be also used to analyze the spatiotemporal distribution of people to offer better planing services and facilities,
e.g., seating areas, parking spaces, toilets, and their maintenance, e.g., for
cost-efficient scheduling of cleaning personnel at times of low load on the respective facilities.
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Related work

Existing work utilizing measurements from wireless networks [41] focused on
analyzing the networks’ performance and usage. The analysis was based on
aggregating the data into various forms of graphs and statistical summaries;
for instance, to obtain statistics about the number of devices that made use
of the network, which applications the network was used for, and the mobility of the users. The main aim of these studies was to improve the design,
modeling and management of wireless networks in regard to, e.g., improved
protocol designs or better adaptability for areas where APs exhibit a lot of
network traffic. Such studies have been performed both in university campus
settings [41], corporate settings [11] and urban settings [5]. For a campus
setting Calabrese et al. [20] proposed methods to explore overall user behavior for buildings on the campus but did not relate it to the within-building
movements.
Another line of work has utilized data collected from people’s own devices
instead of using data from wireless networks. Such work has analyzed different aspects of people’s behavior and of the places they visit. Chon et al.
presented a system for categorizing places from mobile device data [27]. Vu et
al. [110] presented a framework for constructing predictive models of people’s
movement. Focusing on sensing of the collective behavior of crowds, different
methods have been proposed, e.g., to estimate properties regarding flocking,
followers and density. Kjærgaard et al. [53, 58, 59] propose methods for flock
detection and follower detection based on mobile sensing data. Neil et al.
[80] consider methods for counting people in an urban setting using Bluetooth
scanning. Other approaches focus on traffic analysis, including Musa et al.
[78], and study vehicle tracking based on passive WiFi transmissions. The
above study demonstrated that tracking unmodified devices using WiFi monitoring is feasible in outdoor settings but it did not consider indoor settings or
facility planning. In contrast to previous work in this paper we propose analysis methods utilizing data from WiFi networks in large building complexes.
These methods are designed to extract knowledge from such data to inform
facility planning.

14.3

Hospital Testbed

During the process of developing the proposed analysis methods we have collaborated with staff from the planning and IT departments at Aarhus University Hospital. In discussions the staff told that their current practices
for planning are mainly based on statistics from patient records and coarse
estimates which is common according to existing research studies [8]. Furthermore, they were very interested in new means of obtaining and using more
realistic information for their planning activities.
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Figure 14.1: Aarhus University Hospital - Skejby complex.

In collaboration with the hospital a data set of WiFi measurements was
collected throughout the hospital complex. See Figure 14.1 for an overview of
the complex. The hospital features 22 different buildings with up to 3 floors,
covering an area of more than 10 hectares. The entire hospital relies on a wireless network infrastructure that covers all of its buildings, with the exception
of those areas reserved to surgery rooms, where, due to safety reasons, electromagnetic radiation is restricted. The total amount of access points (APs)
available in the hospital is 798, with most of them (around 95%) being Trapeze
and Juniper devices. The network provides several virtual networks including
a guest network open to the general public. The system architecture used
for data collection is network-based, i.e., WiFi measurements are collected by
the APs on all WiFi channels and forwarded to a central server which stores
them to a database. Our data collection was carried out for 15 days using all
available APs, collecting in total more than a billion of WiFi measurements
from around 18000 different devices.
One important aspect in large-scale mining studies is that some of the extracted features (e.g. user position) are privacy sensitive—especially when
working in hospital environments, since personal health information must
be protected in regard to identification of individuals. Regarding this concern, we emphasize that we only collected network scan frames, and used an
anonymization procedure during data acquisition that ensures a high level of
privacy protection. Following the same approach as utilized for the Nokia data
challenge [67], MAC addresses were encrypted by hashing after concatenating
them with a secret key. This ensures that the collected tracking information
can not be re-associated with a specific device.
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Figure 14.2: Overview of the steps involved in data processing feature extraction, analysis methods and visualization.

14.4

Overview of Analysis Methods

Figure 14.2 illustrates how the proposed analysis methods build upon each
other and together enable a tool chain to extract knowledge for facility planning and provide associated visualizations. The data used as input (a) are
provided from two different sources: WiFi measurements from a large-scale
wireless network, and a geometric model of the perimeter of the building complex. The feature calculation phase (b) is divided into two steps consisting of:
(1) basic processing where the type of the device is identified (1.i) and the raw
WiFi measurements are converted to positions using existing WiFi positioning
algorithms (1.ii); and (2) calculation of a rich set of spatial (2.i), temporal
(2.ii) but also spatio-temporal (2.iii) features to enable the analysis methods.
The analysis methods (c) extract relevant information from the calculated
features. The proposed heuristic based-method for quantifying densities and
flow(3), is applied to estimate the flow at locations according to parameters
derived from the features. Furthermore, the configurable traffic flow analysis
is applied to analyze traffic flow between specific areas of the hospital, with
traffic classified according to the derived features.
The visualization tools (d) provide intuitive and interactive access to the
information extracted in order to facilitate assessment and planning regarding
facilities and services in the building complex. The visualization tools show
different outputs provided along the entire process as heat-maps, flow-maps,
graphs and tables and thereby provide an important set of information that
reflects different aspects of the utilization of the buildings, and of associated
facilities and services.

14.5

Feature Calculation

This section covers the proposed rich set of features calculated to enable the
mentioned analysis methods. Furthermore, to argue for the feasibility of using
large-scale WiFi traces for facility planning we provide illustrating examples
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of the feature data calculated from the hospital data set.

14.5.1

Large-scale WiFi Positioning

To estimate the position of the observed mobile devices we use a WiFi positioning module. Since we do network-based measurement collection we will
only be able to position devices when they scan for networks. Musa et al. [78]
provide statistics and observations of the scanning behavior of different mobile
devices, e.g., most devices scan when the screen is turned on or when they aim
to transmit data. In the collected data, the median and average time between
a device’s scans are 58 and 196 seconds respectively, with large variations, e.g.
a device may scan every two seconds when active, while it may not scan for
half an hour when inactive. Whenever an AP observes a scan it sends to a
central machine a measurement message which contains: the id of the AP,
the MAC address of the device, the received signal strength (RSS) in dBm,
and a timestamp. This is enabled by employing a status-surveillance feature
which is common in modern WiFi infrastructures. When enabled, each AP
will whenever it receives a message from a device send a TZSP-packet containing the collected information to the central server. The main advantage of
using this network-based measuring approach is that every device providing
WiFi connectivity can be monitored, independently of its platform and installed software, thus reducing the system deployment time and cost and not
requiring the user to install specific software [51]. In order to only track mobile
devices, and not infrastructure devices, we filter measurements based on the
vendor-specific first three octets of the MAC addresses, as further described
in [92].
At the central machine MAC addresses are encrypted and position estimates are computed from the RSS measurements using the centroid lateration
algorithm as described in [65]. For this computation the algorithm only requires the location of the APs. Using these, the algorithm estimates the
position of a device to be the weighted geometric average of the locations of
the receiving APs, using as weights the received signal strengths for each AP.
The estimate is then snapped to the location of the nearest AP, in order to
enforce that reported positions are inside the buildings. Using this approach
the position estimates were evaluated to have a mean accuracy of 15m on
traces collected through-out the buildings. While other methods may provide more accurate estimates, such as fingerprinting based methods [9], they
have additional requirements such as collection of fingerprints or the availability of digital building models. Reliable fingerprint collection (and keeping it
up-to-date over time, facing also building- and WiFi-infrastructure changes)
at a hospital with more than six thousand rooms spread over ten hectares
was deemed unfeasible [51]; furthermore, a complete digital building model,
suitable for fingerprinting, of the hospital was not available.
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Classification of Beyond Building Perimeter

Discriminating whether a device is inside or outside one of the complex’s
buildings is a difficult task as such complexes often have court yards and
passages between buildings. Previous work has considered this problem using
GPS signals [17] and other sensor modalities [120]. However, given only WiFi
measurements these solutions do not apply, and the WiFi positioning literature
has also not yet addressed the problem.
In general, when being located outside but close to a building, the WiFi
signals emitted from a device can be observed by the APs within the building;
a positioning module as described above would therefore end up placing the
observed device inside the building. These situations generate erroneous cases
in which the device could receive certain information, e.g., from an indoor
navigation application or advertising from a specific shop, when it is still out of
the buildings that offer these services. In the chosen scenario such errors may
impair our analysis methods, e.g., for detecting the time of entry in a building.
Moreover, distinguishing outdoor from indoor positions may allow us to filter
out those devices that never enter the building and therefore should not be
taken into account in statistics of people utilizing the building facilities. We
employ a distinction algorithm which uses machine learning based on features
extracted from the signal strength measurements, specifically: (i) The signal
strength difference between the strongest AP and the weakest AP observed;
(ii) Average signal strength of the k-strongest APs received; (iii) Averaged
distance between the device’s estimated position and the position of the kstrongest APs received; (iv) Average distance among all the received APs; (v)
Percentage of perimeter APs observed: for this we define a perimeter area
utilizing the building complex’s layout data, and we classify a AP as either a
perimeter AP or interior AP according to if it is within or out of the perimeter
area. The perimeter area covers those APs that are within a fixed distance
of the actual perimeter. In Figure 14.3 the perimeter area is highlighted
as it is defined for the hospital; note, that this area includes only the part
of the perimeter that is physically accessible from public streets. In [92] we
provide the algorithm, its implementation and evaluation in detail. The overall
accuracy we perceived in our experiments was at around 95 percent.
We are conscious that the features listed above may need to be adjusted
in order to use the classifier at other building complexes according to their
wireless network infrastructures. For instance, for high-rise buildings also the
floor level detected by the positioning system can provide valuable input to the
classifying procedure. Furthermore, our analysis detailed in [92] revealed that
among the listed features the ones having the strongest benefit for the intended
classification are features iv) and v); these features are largely independent
from specific device’s hardware characteristics (e.g. from absolute RSSI value
computations), and thus can cope well with device heterogeneity [54].
In Figure 14.3, incorrect classifications are labeled by colored pushpins: red
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Indoor wrong estimations
Outdoor wrong estimations

Figure 14.3: Geometry that defines the perimeter area of the building complex.
Indoor and outdoor paths and examples of wrong estimation cases.
when a pedestrian walking indoors was classified as outdoors and blue when a
pedestrian walking outdoors was classified as indoors. Note that the location
of the pin is that which is estimated by the positioning system independently
of the classification. As one can observe, most of the incorrect classifications
in both test cases, indoors and outdoors, happen near main entrances or in
areas where the number of APs detected is relatively low (which is the case in
one of the building corners). Although entrances are a crucial challenge when
distinguishing inside and outside positions, the problem can be alleviated since
people are not constantly leaving and entering a building in short order: i.e,
when they are inside or outside the building, they usually remain so for a
sufficiently long time to produce several position estimates. This in turn
allows us to optimize the robustness of the estimations, c.f. Section 14.6.1.

14.5.3

Calculation of Features

A crucial task for the goal followed in this paper and when dealing with large
sets of unlabeled data is the design of features for extracting vital information
on which further analysis can build. In the following we list features central
to this task, differentiating them into three categories: temporal, spatial and
spatio-temporal.
Temporal features capture aspects concerning the times a device is located within the building complex.
Number of days detected (T1) indicates the number of days we observe
a specific device, as shown in Figure 14.4a. Within the chosen usescenario the feature helps distinguishing between devices that belong
to employees and those that belong to visitors, since the duration of
observations should be clearly different in those cases.
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Hours per day (T2) spent inside the building complex. In general terms,
employees’ smartphones remain visible within the building more hours
per day than those of short-term visitors, but less than those of hospitalized persons. Such differences can be observed in Figure 14.4d, where
Device 1 is typical for a short-term visitor whereas Device 4 is typical
for a hospitalized person.
Daytime (T3) indicates the times of day each device is observed. We distinguish between: during day-time(e.g. 7am to 11:59pm), night-time (e.g.
9pm to 6:59am) and during both. As shown in Figure 14.4d, devices
of hospitalized persons (Device 4 ) are usually observed at any time,
whereas visitors are mainly observed during daytime.
Working shifts (T4) help us to discriminate what devices belong to employees or other people that have a fixed timetable. Since the ranges of
working hours can vary from one environment to another, we have taken
into account the hospital working shift schedule (from 7am to 3pm, from
3pm to 11pm, and from 11pm to 7am). Figure 14.4c shows the number
of devices whose duration inside the hospital correlates with a shift time
on at least three days. Those devices would clearly belong to employees.
Spatial features capture aspects of the locations of people (respectively
their devices) within the building complex.
Restricted areas (S1) indicates that a device resides within hospital areas
that are restricted to certain kinds of people; for example, surgery rooms
and laboratories. The areas accessible only to employees are indicated
in Figure 14.1. Moreover, in the particular hospital most parts of the
basement floors are only accessible to employees. This last restriction,
times observed in basement is one of the features that will be used in
the posterior processing.
Frequent places(S2) determines the set of areas were a device is frequently
observed. This information allows, e.g., to infer ambulant treatment
types or job roles.
Beyond Building Perimeter Classification (S3) has been described in
Section 14.5.2 and is listed here for completeness.
Spatio-temporal features consider both spatial and temporal aspects of a
device’s movement within the building complex.
Motion speed (TS1) depicts average speed of a device. The feature’s accuracy depends on realized positioning accuracy as well as frequency. We
estimate speed based on the distance covered over time. Though this
does not provide a highly accurate speed estimation, it serves well to
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(a) Number of unique devices (b) Areas where a device spent most time
grouped according to the number of stationary.
days they were observed.

(c) Statistics about working shifts. (d) Time of detection inside the hospital of
four different devices representing the four
expected behaviors.

Figure 14.4: Examples of features.
differentiate motion status (still vs. moving) of devices. Earlier work
[50] has proposed a more accurate method for still vs. motion detection
using raw signal measurements, however, we did not apply this method
because it requires frequent measurements often not satisfied in our data
set.
Time stationary (TS2) reflects whether a device has been stationary for a
longer period of time—which we define here as being located for more
than T minutes within r meters of any single place. For choosing r we
suggest taking into account the average distance among APs.
Places where stationary (TS3) determines, relating to the feature S2, the
different locations where a device has been stationary, e.g., in a waiting,
patient or meeting room. Figure 14.4b shows a building map indicating the places visited by a device during one day (with the color scale
indicating total stationary time at the respective locations).
The presented features form the basis for the analysis methods presented in
Section 14.6. Furthermore, the graphical presentation of the collected data set
for the described features illustrate and highlight their utilization, revealing
e.g., that ca. 2000-3000 mobile devices were observed per day, and that a
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large fraction of these were observed only on one day (Figure 14.4a). These
numbers support that our measurement approach provides rich data for a
significant number of devices. Compared to previous wireless network studies
in campus or company settings [5, 11, 41], the large percentage of one-day-only
visitors differentiates this data set from what has been observed in the above
studies where the sets of perceived devices per day were highly correlated
across days. This also highlights that hospital environments are different
and thus relevant use-scenarios to consider in future work in wireless network
analysis and related fields.

14.6

Analysis Methods

In the following, we describe how to utilize the features extracted from WiFi
measurements for further analysis methods for informing and supporting decisions within facility utilization analysis, focusing on aspects introduced in
Section 14.4.

14.6.1

Density and Flow Estimation

The density of people in a specific area or the flow of people through a given
area or across a given line or other borders are fundamental types of information within planning in both indoor and urban settings [80]. To obtain such
information, we propose to apply a number of heuristics using the features introduced in Section 14.5. In the following, we will consider the specific case of
quantifying the flow through entrances as people enter and leave the hospital.
Such information enables the deduction of, e.g., the most used entrances to
a building complex, which helps to decide e.g., where to install information
boards or vending machines (since these would be the most busy areas), or
to determine the flow-wise most appropriate entrances for emergency cases
(i.e., less crowded ones), or to determine where to build additional parking
places (i.e., in those areas by which people usually enter into the hospital),
or to design evacuation plans (for individual day-times or weekdays, or even
dynamically, according to current crowd conditions, among others).
To estimate the flow through entrances we propose a method building on
the beyond building perimeter classification from Section 14.5.2. Having calculated the beyond building perimeter feature value, once we detect a change
in the device’s in/outdoor state, we record its timestamp. To avoid erroneous
rapid state changes provoked by signal variability in devices which scan frequently, the method waits for the new state to remain stable for at least S
seconds before it registers a new entry or exit event. We assign the event to
the closest entrance among a list of entrances previously defined. To avoid
false positive cases we record the event only in case the distance between the
closest entrance and the estimated position is below a threshold R.
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(a) Entry and exit events over time for (b) Total entry and exit events for differS = 30s and R = 40m.
ent S and R values.

Figure 14.5
To evaluate the method’s accuracy, we have carried out several empirical
tests using different configurations for the threshold parameters S and R which
define whether an entry/exit event should be recorded. Figure 14.5a depicts
the number of entry and exit events that have been estimated at the hospital’s
main entrance over a period of 6 hours. During this time, a person manually
counted the number of actual entries (327) and exits (453) at the entrance,
obviously with no knowledge about how many of people that were counted
also carried a smartphone. We can assume that the ratio of smartphone
holders is close to the 59% reported as the estimated percentage of smartphone
penetration in 2013 in Denmark1 . These numbers would correspond to 192
entries and 270 exits of persons with smartphones approximately. Using these
values we calibrate the parameters R and S as shown in figure 14.5b, and find
that the optimal values are S = 30 seconds and R = 40 meters. Using these
configuration values we are able to approximate the expected results as shown
in Figure 14.5a. Finally, in order to provide visualizations of various obtained
results on the complete data set we build, after executing the method, heatmaps as shown in Figure 14.6.

14.6.2

Configurable Traffic Flow Analysis

In addition to flow at specific locations, we propose methods for analysis of
the flow of traffic between configurable areas of the covered buildings. The
methods are designed to be configurable in order to allow for input from e.g.
domain expert users who wish to perform analysis for specific buildings or
departments, a specific time frame, or for specific classes of building users.
The areas of the hospital between which traffic flow should be analyzed
are specified as polygons whose spatial extend each covers an area of interest.
These polygons are specified in the open KML format, which allows for easy
configuration of the areas using editors such as Google Earth. During the
traffic flow analysis computation, each position estimate is annotated with
the area of the polygon it is contained in, if any. After this annotation with
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(a) Heat-maps representing all device po- (b) Only inside to outside movements
sitions.
(leaving the building).

(c) Positions of filtered exits.

(d) Estimated exits constrained to real exits.

Figure 14.6

areas, the position estimates are aggregated into areas, so that several consecutive position estimates in a single area defines a single time-interval within
that area. From this information we can easily extract the number of travels
between the various areas. Optionally, the travel data may be filtered w.r.t.:
Minimum and maximum time in an area as well as minimum and maximum
time between areas. These filters may be used to e.g. ignore stays in an area of
less than 5 minutes if areas which are just passed through are not interesting
for the analysis. Note here that not all devices perform WiFi transmissions at
frequent intervals, which may influence the analysis results, as some traversed
areas may not be registered. However, a frequency analysis of the collected
data shows that 80% of devices allow for position computations at least every
5 minutes. This allows for registering any areas which are visited for more
than a short period, but areas which are simply passed through, such as the
hallways, may be underrepresented in the data. The maximum time between
areas can be used to avoid the situation of registering e.g. an employee going
home and coming back the next day as a travel between departments. In addition to the filtering, the travels may be classified according to the features
defined in Section 14.5, e.g. in order to analyze traffic flow based on work
shifts.

172

CHAPTER 14. PAPER 5

Figure 14.7: Tracking three devices from a particular entry to their respective
destination.

14.7

Visual Analysis

In this section, we present and visualize tools built based on the introduced
features and analysis methods. We furthermore present respective results for
the test-bed hospital, and discuss their use for facility utilization assessment
and improvement.

14.7.1

Visualizing Traffic Flow

To illustrate how visualizations based on WiFi monitoring and our analysis methods are generated, Figure 14.7 shows individual movements observed
from a hospital entrance until the device reaches a stationary destination
(waiting room, canteen, office, etc.) as described by the “places where stationary” feature (TS3). For privacy reasons, these visualizations are computed
from traces collected by the authors. The left part of the figure shows the real
paths while the right one reflects the estimated paths. The obtained results
support that our method is valid as in all three cases the correct entrances
and stationary end point were detected by our methods.
The concrete entrance chosen here has a high load, see Figure 14.6d—
higher than intended given its location; noteworthy is also that the closest
main entrance has a comparatively low load. For further analysis, it is relevant
to consider where people using an entrance end up within the building. Given,
e.g., the obtained 15 day data set, our methods aid in such analysis and in
assessing if the the paths people currently take are optimal, or whether instead
means for improved directing of flow would yield improved efficiency or safety.

14.7.2

Travel-graph Based Analysis

Generalizing from the individual movement data discussed above, we now
present visualizations of aggregated traffic flow between locations within the
test-bed hospital. Domain experts advised us on their needs for visualizations
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and analysis tools, and the produced visualizations were evaluated in collaboration with them. We interviewed two hospital professionals, respectively
a project manager from the hospital planning department, and the head of
a logistics department at a large hospital. The evaluations were performed
through a semi-structured interview, where the hospital employees were presented with printed versions of the various visualizations. They were asked
about the correctness of the traffic flow as well as usefulness of the visualizations, while notes were taken by the interviewer. Figure 14.8 and 14.9
show traffic flow, computed and filtered as described in Section 14.6.2, during
the complete observation period and for all detected mobile devices on three
different spatial resolutions; in each graph the edges reflect travels between
locations, where the set of locations are: individual locations in Figure 14.9a;
individual buildings in Figure 14.8 and department complexes in Figure 14.9b,
as per Figure 14.1. In each graph the thickness as well as the color of edges
encodes the number of recorded travels, according to the scale given with each
graph, from lowest (thin green) to highest (thick red). As edges are intended
to show completed travel, the latter needs to be defined; for the graphs shown
a travel end is constituted by the device being observed for longer than 10
seconds. Such a filter aids in removing also spurious inaccurate position estimates to neighboring areas. The interval may be increased depending on the
analysis, e.g. it may be interesting to note the wards between which people
travel and then stay for longer periods of time.
Combined, these graphs allow to investigate the facility utilization and
whether optimizations, e.g. in the distribution of facilities are required. The
three different granularities facilitate different aspects of, and interests within,
facility utilization investigation: The fine granularity graph in Figure 14.9a allows to identify visually, e.g. the most common routes taken, as well as traffic
bottleneck zones, and aids in finding potential solutions for these, e.g. in the
form of additional pathways or alternative signs for guiding visitor traffic. The
two other graphs, showing travels between buildings and departments, identifies which buildings and departments have the highest interaction with each
other, and thus should be ideally i) spatially close and ii) well connected by
pathways. We chose this form of visualization of the data as it is easy to determine the spatial relation between buildings, and thus to check whether large
flows between departments are simply due to spatial closeness, or whether
it may be caused by other factors. However, the data may be visualized in
other ways as appropriate, e.g. the project manager suggested that a matrix
enumerating the flow between different wards would be very beneficial for
layout-planning purposes, instead of the current process of asking individuals at each wards with whom they collaborate. For the following exemplary
illustration of travel-graph-based analysis, we focus on the building-level granularity, as shown in Figure 14.8 where buildings are labeled by letters, and in
further graphs which visualize selective portions of the recorded travel data
on building-level granularity. As we do not have full ground truth due to the
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Figure 14.8: Overview of movement between departments as well as hallways.

(a) Between individual locations.

(b) Between specific departments.

Figure 14.9: Overview of movement at two levels of detail.

large scale of the hospital, we have instead had the two hospital professionals evaluate whether the detected movement patterns are supported by their
professional knowledge of the activity at the hospital.
Detailing for individual user roles The recorded travel data, as shown
in Figure 14.8 and 14.9, can be divided by user roles, into data for visitors,
ambulant patients, or staff, respectively, as they can be inferred, e.g., by
employing behavioral classification of users as described in [92]. Figure 14.10
allows for this comparison, and makes for several interesting observations. The
graphs suggest that while the majority of guests seem to move around the left
area of the hospital, the employees travel throughout the entire hospital and
hallways. According to the hospital professionals, the left area of the hospital
contains the maternity wards and pediatric wards, which have a large flow of
people due to pregnancy-checkups, visits to new mothers, and parents visiting
hospitalized children. The right area of the hospital on the other hand contains
mostly wards, where patients stay for several days at a time, and laboratories
to which visitors do not have access. From a facility-management point of
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(a) Movement of visitors.
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(b) Movement of employees.

Figure 14.10: Overview of movements.
view, the figures indicate that visitors are largely constrained to one part of
the hospital—yielding the benefits that i) visitors have only a small and less
complex area to travel and to be guided in, and that ii) visitors do not interfere
with e.g. work at the surgery wards where unobstructed movement along the
pathways and also a more quiet environment are desired.
Detailing for daytimes The travel data, as shown in Figure 14.8 and 14.9
can be divided temporally, e.g., in week- vs. weekend-days, or according to
the shift period they fall into. Figure 14.11 shows building-level travels during
day, evening and night shifts, respectively, as defined in feature T4 in Section
14.5. Comparison of the three figures reveals as expected the highest level of
activity during the day shift, slightly less activity on evenings, and a very quiet
hospital at night, when primarily only strictly necessary or emergency tasks
are performed. The comparison shows also a change in the spatial patterns of
activity: E.g., the building hosting the personnel-cafeteria (M) is traveled to
and from often during day-time from many buildings, while travel activity in
this building is much less distinct on evenings and almost disappears at night
when the cafeteria is closed. Similarly, several wards see a lot less activity
during evening hours, e.g. building F, D and C at the lower mid of the
hospital, as the consultations hosted in these are scheduled primarily during
daytime. The hospital professionals further pointed out that the decrease
in activity at evening and night time around building S and T are due to
those primarily being laboratories in which mostly daytime work is performed.
Figure 14.11c furthermore indicates that during nighttime the building most
frequently visited by employees is C, which hosts emergency reception for
patients with acute heart issues. This again suggests a beneficial layout of
buildings in regard to facility-management, as the night employee activity is
centered on a very small part of the hospital, thus avoiding i) the disturbance
of e.g. hospitalized patients, and ii) unnecessary long traveling between tasks.
Detailing for spatial focus areas The methods also allow for focusing on
specific places of interest. Figure 14.12 shows the movement, for patients and
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(a) During day shifts.

(b) During evening shifts.

(c) During night shifts.

Figure 14.11: The number of employee travels between hospital departments
and hallways.

employees, respectively, to and from a specific building containing parts of
the surgical ward as well as performing some outpatient treatment. It shows
that the building which supplies the most patients for surgery or outpatient
treatment is the one directly below, which contains consulting rooms as well as
the emergency reception for heart issues. The hospital professionals confirmed
that patients often are moved from building C to P for surgeries, but that
they are generally not allowed to carry smartphones, only when heading for
the outpatient clinic located there. This may be why the numbers for patients
are so much smaller than those for employees. They also mentioned that the
buildings around P, as well as C, all share the same staff, which moves around
these buildings regularly. This could be why we see a lot of movement between
the neighboring buildings and C in the figure for employees. Of note is also
the movement to and from building R which contains the blood bank, and as
such is likely due to employees transporting blood for surgeries.
While the hospital professionals were overall positive regarding the correctness of the results, it is worth mentioning the unexpected results. They
noted that maternity wards ought to have more activity at night, as this is
naturally busy through all 24 hours. Additionally, there is an unexpected
high amount of movement directly between J and L. This may be due to errors in the position estimates when persons close to the perimeter of one of
the buildings are falsely located in the other.

14.8. CONCLUSIONS

(a) Travels made by patients.

177

(b) Travels made by employees.

Figure 14.12: The number of travels to and from the surgery ward.

14.8

Conclusions

In this paper we have proposed a rich set of features and analysis methods
to inform building facility planning enabling studies of people’s behavior in
large building complexes utilizing solely measurements of WiFi signals from
peoples’ devices. To this end, we have addressed the challenges coming with
the complexity of the chosen environment. To the best of our knowledge, this
is the first study of its type which addresses hospital complexes. The proposed analysis methods include a method to estimate when and where users
(respectively their mobile devices) enter and leave buildings. This addresses
shortcoming usually inherent in the WiFi-based tracking and offers several
possibilities, e.g., to analyze the flow of people from the specific moment they
enter a building. In addition we provide methods and visualization tools for
analysis of the traffic flow between specific areas of the hospital, according
to features such as user group or time of day. This further empowers the
facility-management by enabling domain experts to perform specific analysis
to determine whether the facilities are utilized optimally. We achieved the
central goal of providing realistic information that reflects realistically the behavior of, e.g., hospital staff or visitors who make use of the facilities and
services offered. Thus, the proposed methods can provide valuable sources of
information, e.g. regarding building, path and service utilization, for supporting hospital planning activities.
Building on presented results, for future work we plan to evaluate analysis
methods for further aspects of human behavior and consider the development
of privacy protecting methods to enable gathering of labeled data in hospital
environments.

Acknowledgments
The authors acknowledge the support granted by the Danish Advanced Technology Foundation under J.nr. 076-2011-3. Antonio J. Ruiz-Ruiz was sup-

178

CHAPTER 14. PAPER 5

ported by the Seneca Foundation under the Seneca Program 2009, the Spanish
MINECO, as well as EC FEDER funds, under grant TIN2012-38341-C04-03.

Bibliography
[1]

Google indoor maps.
https://www.google.com/maps/about/
partners/indoormaps/, . Accessed: 2015-09-14. 26

[2]

Google
mobile
planet.
http://think.withgoogle.com/
mobileplanet/en/, . Accessed: 2015-09-09. 50

[3]

Indoor Atlas. http://www.indooratlas.com. Accessed: 2015-08-03.
101

[4]

Nimsiri Abhayasinghe and Iain Murray. Human activity recognition
using thigh angle derived from single thigh mounted imu data. In International Conference on Indoor Positioning and Indoor Navigation,
volume 27, page 30th, 2014. 21

[5]

Mikhail Afanasyev, Tsuwei Chen, Geoffrey M. Voelker, and Alex C.
Snoeren. Usage patterns in an urban wifi network. IEEE/ACM Trans.
Netw., 18(5):1359–1372, 2010. 52, 159, 161, 169

[6]

Moustafa Alzantot and Moustafa Youssef. Crowdinside: automatic construction of indoor floorplans. In SIGSPATIAL 2012 International Conference on Advances in Geographic Information Systems, pages 99–108,
November 2012. 14, 16, 34, 80, 82, 119, 154

[7]

Daniel C Asmar, John S Zelek, and Samer M Abdallah. Smartslam:
localization and mapping across multi-environments. In Proc. Intl. Conf.
Systems, Man and Cybernetics, pages 5240–5245, 2004. 20, 34, 82, 101

[8]

Rym Ben Bachouch, Alain Guinet, and Sonia Hajri-Gabouj. An integer linear model for hospital bed planning. International Journal of
Production Economics, 140(2):833 – 843, 2012. 3, 49, 159, 161

[9]

Paramvir Bahl and Venkata N. Padmanabhan. RADAR: an in-building
rf-based user location and tracking system. In Proceedings IEEE INFOCOM 2000, The Conference on Computer Communications, Nineteenth
Annual Joint Conference of the IEEE Computer and Communications
Societies, pages 775–784, March 2000. 3, 7, 14, 16, 19, 81, 104, 146, 154,
164
179

180

BIBLIOGRAPHY

[10]

Rajesh Krishna Balan, Khoa Xuan Nguyen, and Lingxiao Jiang. Realtime trip information service for a large taxi fleet. In Proceedings of
the 9th International Conference on Mobile Systems, Applications, and
Services, pages 99–112, June 2011. 117, 119

[11]

Magdalena Balazinska and Paul Castro. Characterizing mobility and
network usage in a corporate wireless local-area network. In Proc. of
MobiSys, pages 303–316. ACM, 2003. 52, 159, 161, 169

[12]

Ling Bao and Stephen S Intille. Activity recognition from user-annotated
acceleration data. In Pervasive computing, pages 1–17. Springer, 2004.
21

[13]

Murat Ali Bayir, Murat Demirbas, and Nathan Eagle. Discovering spatiotemporal mobility profiles of cellphone users. In 10th IEEE International Symposium on a World of Wireless, Mobile and Multimedia
Networks, WOWMOM 2009, pages 1–9, June 2009. 14, 22

[14]

Jon Louis Bentley and Thomas A. Ottmann. Algorithms for reporting
and counting geometric intersections. IEEE Transactions on Computers,
C-28(9):643–647, September 1979. 84

[15]

Sourav Bhattacharya, Henrik Blunck, Mikkel Baun Kjærgaard, and Petteri Nurmi. Robust and energy-efficient trajectory tracking for mobile
devices. IEEE Trans. Mob. Comput., 14(2):430–443, 2015. 14, 15, 58

[16]

James Biagioni, Tomas Gerlich, Timothy Merrifield, and Jakob Eriksson. Easytracker: automatic transit tracking, mapping, and arrival
time prediction using smartphones. In Proceedings of the 9th International Conference on Embedded Networked Sensor Systems, pages 68–81,
November 2011. 14, 19, 20, 21, 23, 34, 45, 46, 82, 117, 119, 143, 154

[17]

Henrik Blunck, Mikkel Baun Kjærgaard, and Thomas Skjødeberg Toftegaard. Sensing and classifying impairments of gps reception on mobile
devices. In Pervasive, pages 350–367. Springer, 2011. 165

[18]

Rene Bruntrup, Stefan Edelkamp, Shahid Jabbar, and Bjorn Scholz. Incremental map generation with gps traces. In Intelligent Transportation
Systems, 2005. Proceedings, pages 574–579, 2005. 14, 20, 21

[19]

Kevin Buchin, Maike Buchin, Marc J. van Kreveld, Maarten Löffler,
Rodrigo I. Silveira, Carola Wenk, and Lionov Wiratma. Median trajectories. Algorithmica, 66(3):595–614, 2013. 20, 81, 87, 105

[20]

Francesco Calabrese, Jonathan Reades, and Carlo Ratti. Eigenplaces:
Segmenting space through digital signatures. IEEE Pervasive Computing, 9(1):78–84, 2010. 14, 22, 52, 161

BIBLIOGRAPHY

181

[21]

Oscar Canovas, Pedro E Lopez-de Teruel, and Alberto Ruiz. Wifiboost:
a terminal-based method for detection of indoor/outdoor places. In Proceedings of the 11th International Conference on Mobile and Ubiquitous
Systems: Computing, Networking and Services, pages 352–353, 2014. 62

[22]

Aaron Carroll and Gernot Heiser. An analysis of power consumption
in a smartphone. In USENIX annual technical conference, volume 14,
2010. 56, 59

[23]

Jean-Lou De Carufel, Amin Gheibi, Anil Maheshwari, Jörg-Rüdiger
Sack, and Christian Scheffer. Similarity of polygonal curves in the presence of outliers. Computational Geometry: Theory and Applications, 47
(5):625–641, July 2014. 81

[24]

Pablo Samuel Castro, Daqing Zhang, and Shijian Li. Urban traffic modelling and prediction using large scale taxi GPS traces. In Pervasive
Computing - 10th International Conference, Pervasive 2012, pages 57–
72, June 2012. 14, 19, 20, 23, 119, 147

[25]

Yin Chen, Dimitrios Lymberopoulos, Jie Liu, and Bodhi Priyantha.
Fm-based indoor localization. In The 10th International Conference on
Mobile Systems, Applications, and Services, MobiSys’12, pages 169–182,
June 2012. 14, 16

[26]

Yu-Chung Cheng, Yatin Chawathe, Anthony LaMarca, and John
Krumm. Accuracy characterization for metropolitan-scale wi-fi localization. In MobiSys, pages 233–245. ACM, 2005. 16, 88

[27]

Yohan Chon, Nicholas D. Lane, Fan Li, Hojung Cha, and Feng Zhao.
Automatically characterizing places with opportunistic crowdsensing using smartphones. In Proc. of UbiComp, pages 481–490, 2012. 14, 22,
161

[28]

Thomas H. Cormen, Charles E. Leiserson, Ronald L. Rivest, and Clifford
Stein. Introduction to Algorithms (3. ed.). MIT Press, 2009. 129

[29]

Hao Du, Peter Henry, Xiaofeng Ren, Marvin Cheng, Dan B. Goldman,
Steven M. Seitz, and Dieter Fox. Interactive 3d modeling of indoor
environments with a consumer depth camera. In UbiComp 2011: Ubiquitous Computing, 13th International Conference, UbiComp 2011, pages
75–84, September 2011. 14, 34, 82, 119, 154

[30]

Hugh Durrant-Whyte and Tim Bailey. Simultaneous localization and
mapping: part i. IEEE Robotics & Automation Magazine, 13(2):99–
110, 2006. 20, 82

182

BIBLIOGRAPHY

[31]

N. Edwards and A. Harrison. The hospital of the future: planning
hospitals with limited evidence. a research and policy problem. British
Medical Journal, 319: 1361, 1999. 49, 159

[32]

Alireza Fathi and John Krumm. Detecting road intersections from GPS
traces. In Geographic Information Science, 6th International Conference, GIScience 2010, pages 56–69, September 2010. 14, 20, 23, 34, 35,
46, 82, 83, 89, 154

[33]

Brian Ferris, Dieter Fox, and Neil D Lawrence. Wifi-slam using gaussian
process latent variable models. In IJCAI, volume 7, pages 2480–2485,
2007. 20, 34, 82

[34]

Davide Figo, Pedro C. Diniz, Diogo R. Ferreira, and João M. P. Cardoso. Preprocessing techniques for context recognition from accelerometer data. Personal and Ubiquitous Computing, 14(7):645–662, 2010.
101, 105

[35]

Fred Glover and Gary A Kochenberger. Handbook of metaheuristics.
Springer Science & Business Media, 2003. 72

[36]

Joachim Gudmundsson, Andreas Thom, and Jan Vahrenhold. Of motifs
and goals: Mining trajectory data. In ACM GIS, pages 129–138, 2012.
21, 81

[37]

Fredrik Gustafsson, Fredrik Gunnarsson, Niclas Bergman, Urban Forssell, Jonas Jansson, Rickard Karlsson, and Per-Johan Nordlund. Particle
filters for positioning, navigation, and tracking. IEEE Transactions on
Signal Processing, 50(2):425–437, 2002. 19

[38]

Nils Y Hammerla, Reuben Kirkham, Peter Andras, and Thomas Plötz.
On Preserving Statistical Characteristics of Accelerometry Data using
their Empirical Cumulative Distribution. In Proc. ISWC ’13, 2013. 105

[39]

Andy Harter, Andy Hopper, Pete Steggles, Andy Ward, and Paul Webster. The anatomy of a context-aware application. Wireless Networks,
8(2-3):187–197, 2002. 14

[40]

Samuli Hemminki, Petteri Nurmi, and Sasu Tarkoma. Accelerometerbased transportation mode detection on smartphones. In Proceedings
of the 11th ACM Conference on Embedded Networked Sensor Systems,
page 13. ACM, 2013. 97, 101, 102, 107

[41]

Tristan Henderson, David Kotz, and Ilya Abyzov. The changing usage
of a mature campus-wide wireless network. In Proc. of MobiCom, pages
187–201. ACM, 2004. 52, 159, 161, 169

BIBLIOGRAPHY

183

[42]

Joseph Huang, David Millman, Morgan Quigley, David Stavens, Sebastian Thrun, and Alok Aggarwal. Efficient, generalized indoor wifi graphslam. In Intl Conf. Robotics and Automation (ICRA), pages 1038–1043.
IEEE, 2011. 20, 34, 82

[43]

Andreas Janecek, Karin A. Hummel, Danilo Valerio, Fabio Ricciato, and
Helmut Hlavacs. Cellular data meet vehicular traffic theory: location
area updates and cell transitions for travel time estimation. In The
2012 ACM Conference on Ubiquitous Computing, Ubicomp ’12, pages
361–370, September 2012. 14, 21, 45, 117, 119

[44]

Yifei Jiang, Xin Pan, Kun Li, Qin Lv, Robert P. Dick, Michael Hannigan, and Li Shang. ARIEL: automatic wi-fi based room fingerprinting
for indoor localization. In The 2012 ACM Conference on Ubiquitous
Computing, Ubicomp ’12, pages 441–450, September 2012. 14, 138, 154

[45]

Yifei Jiang, Yun Xiang, Xin Pan, Kun Li, Qin Lv, Robert P. Dick,
Li Shang, and Michael Hannigan. Hallway based automatic indoor
floorplan construction using room fingerprints. In Proc. Joint Conf.
Pervasive and Ubiquitous Computing, pages 315–324, 2013. 20, 82

[46]

Balajee Kannan, Felipe Meneguzzi, M. Bernardine Dias, and Katia P.
Sycara. Predictive indoor navigation using commercial smart-phones. In
Proceedings of the 28th Annual ACM Symposium on Applied Computing,
SAC ’13, pages 519–525, March 2013. 23

[47]

Abdolreza Karbassi and Matthew Barth. Vehicle route prediction and
time of arrival estimation techniques for improved transportation system management. In Intelligent Vehicles Symposium, 2003. Proceedings.
IEEE, pages 511–516. IEEE, 2003. 14, 21, 46, 143, 154

[48]

Donnie H. Kim, Younghun Kim, Deborah Estrin, and Mani B. Srivastava. Sensloc: sensing everyday places and paths using less energy. In
Proceedings of the 8th International Conference on Embedded Networked
Sensor Systems, SenSys 2010, pages 43–56, November 2010. 125

[49]

Donnie H. Kim, Kyungsik Han, and Deborah Estrin. Employing user
feedback for semantic location services. In UbiComp 2011: Ubiquitous
Computing, 13th International Conference, pages 217–226, September
2011. 125

[50]

Thomas King and Mikkel Baun Kjærgaard. Composcan: adaptive
scanning for efficient concurrent communications and positioning with
802.11. In Proc. of MobiSys, pages 67–80. ACM, 2008. 168

[51]

Mikkel B. Kjærgaard, Mads V. Krarup, Allan Stisen, Thor S. Prentow,
Henrik Blunck, Kaj Grønbæk, and Christian S. Jensen. Indoor positioning using wi-fi–how well is the problem understood? In International

184

BIBLIOGRAPHY
Conference on Indoor Positioning and Indoor Navigation, volume 28,
page 31st, 2013. 15, 16, 17, 26, 56, 79, 80, 145, 164

[52]

Mikkel Baun Kjærgaard. Indoor location fingerprinting with heterogeneous clients. Pervasive and Mobile Computing, 7(1):31–43, 2011. 7, 14,
16, 62, 154

[53]

Mikkel Baun Kjærgaard and Henrik Blunck. Tool support for detection
and analysis of following and leadership behavior of pedestrians from
mobile sensing data. Pervasive and Mobile Computing, 10, Part A:104
– 117, 2014. 14, 22, 114, 161

[54]

Mikkel Baun Kjærgaard and Carsten Valdemar Munk. Hyperbolic location fingerprinting: A calibration-free solution for handling differences
in signal strength. In Proc. of IEEE PerCom, pages 110–116, 2008. 165

[55]

Mikkel Baun Kjærgaard, Georg Treu, Peter Ruppel, and Axel Küpper.
Efficient indoor proximity and separation detection for location fingerprinting. In Proceedings of the 1st International Conference on MOBILe
Wireless MiddleWARE, Operating Systems, and Applications, MOBILWARE 2008, page 1, February 2008. 14, 117, 119, 125, 127

[56]

Mikkel Baun Kjærgaard, Jakob Langdal, Torben Godsk, and Thomas
Toftkjær. Entracked: energy-efficient robust position tracking for mobile devices. In Proceedings of the 7th International Conference on Mobile Systems, Applications, and Services (MobiSys 2009), pages 221–234,
June 2009. 14

[57]

Mikkel Baun Kjærgaard, Henrik Blunck, Torben Godsk, Thomas
Toftkjær, Dan Lund Christensen, and Kaj Grønbæk. Indoor positioning
using GPS revisited. In Pervasive Computing, 8th International Conference, Pervasive 2010, pages 38–56, May 2010. 14, 16, 100, 119

[58]

Mikkel Baun Kjærgaard, Martin Wirz, Daniel Roggen, and Gerhard
Tröster. Detecting pedestrian flocks by fusion of multi-modal sensors in
mobile phones. In Proc. of UbiComp, pages 240–249. ACM, 2012. 14,
22, 161

[59]

Mikkel Baun Kjærgaard, Martin Wirz, Daniel Roggen, and Gerhard
Tröster. Mobile Sensing of Pedestrian Flocks in Indoor Environments
using WiFi Signals. In Proc. of IEEE PerCom, 2012. 14, 22, 161

[60]

Clemens Nylandsted Klokmose, Matthias Korn, and Henrik Blunck.
Wifi proximity detection in mobile web applications. In EICS, pages
123–128, 2014. 83

BIBLIOGRAPHY

185

[61]

Mads Vering Krarup. Minimising Supervised fingerprinting for enabling
easy deployable and expandable WiFi positionning. PhD thesis, Aarhus
University, Science and Technology,Department of Computer Science,
2011. 62, 63, 64

[62]

John Krumm, Steve Harris, Brian Meyers, Barry Brumitt, Michael Hale,
and Steve Shafer. Multi-camera multi-person tracking for easyliving. In
Visual Surveillance, 2000. Proceedings. Third IEEE International Workshop on, pages 3–10. IEEE, 2000. 14

[63]

Kari Laasonen. Clustering and prediction of mobile user routes from
cellular data. In Knowledge Discovery in Databases: PKDD 2005, 9th
European Conference on Principles and Practice of Knowledge Discovery
in Databases, pages 569–576, October 2005. 14, 20

[64]

Anthony LaMarca and Eyal de Lara. Location Systems: An Introduction
to the Technology Behind Location Awareness. Synthesis Lectures on
Mobile and Pervasive Computing. Morgan & Claypool Publishers, 2008.
119

[65]

Anthony LaMarca, Yatin Chawathe, Sunny Consolvo, Jeffrey Hightower,
Ian E. Smith, James Scott, Timothy Sohn, James Howard, Jeff Hughes,
Fred Potter, Jason Tabert, Pauline Powledge, Gaetano Borriello, and
Bill N. Schilit. Place lab: Device positioning using radio beacons in the
wild. In Pervasive Computing, Third International Conference, PERVASIVE 2005, pages 116–133, May 2005. 14, 16, 17, 100, 133, 146,
164

[66]

Nicholas D Lane, Emiliano Miluzzo, Hong Lu, Daniel Peebles, Tanzeem
Choudhury, and Andrew T Campbell. A survey of mobile phone sensing.
Communications Magazine, IEEE, 48(9):140–150, 2010. 3, 4

[67]

Juha K. Laurila, Daniel Gatica-Perez, Imad Aad, Jan Blom, Olivier
Bornet, Trinh Minh Tri Do, Olivier Dousse, Julien Eberle, and Markus
Miettinen. From big smartphone data to worldwide research: The mobile data challenge. Pervasive and Mobile Computing, 9(6):752 – 771,
2013. 51, 162

[68]

Jae-Gil Lee, Jiawei Han, and Kyu-Young Whang. Trajectory clustering:
A partition-and-group framework. In Proc. ACM SIGMOD Intl. Conf.
Management of Data, pages 593–604, 2007. 81, 87

[69]

Julia Letchner, John Krumm, and Eric Horvitz. Trip router with individualized preferences (TRIP): incorporating personalization into route
planning. In Proceedings, The Twenty-First National Conference on

186

BIBLIOGRAPHY
Artificial Intelligence and the Eighteenth Innovative Applications of Artificial Intelligence Conference, pages 1795–1800, July 2006. 14, 19, 20,
21, 23, 46, 143, 154

[70]

Hang Liu, Sameh Nassar, and Naser El-Sheimy. Two-filter smoothing
for accurate INS/GPS land-vehicle navigation in urban centers. IEEE
T. Vehicular Technology, 59(9):4256–4267, 2010. 19

[71]

Paul Lukowicz, Sandy Pentland, and Alois Ferscha. From context awareness to socially aware computing. IEEE Pervasive Computing, 11(1):
32–41, 2012. 119

[72]

Guoxuan Ma and Erik Demeulemeester. A multilevel integrative approach to hospital case mix and capacity planning. Computers and
Operations Research, 40(9):2198 – 2207, 2013. 159

[73]

Adele Marshall, Christos Vasilakis, and Elia El-Darzi. Length of staybased patient flow models: Recent developments and future directions.
Health Care Management Science, 8(3):213–220, 2005. 50, 159

[74]

Alexandra Millonig and Georg Gartner. Identifying motion and interest
patterns of shoppers for developing personalised wayfinding tools. J.
Location Based Services, 5(1):3–21, 2011. 52, 120, 143, 159

[75]

Shinichi Minamimoto, Sae Fujii, Hirozumi Yamaguchi, and Teruo Higashino. Map estimation using gps-equipped mobile wireless nodes.
Pervasive and Mobile Computing, 6(6):623–641, 2010. 20, 34, 82

[76]

Shinichi Minamimoto, Sae Fujii, Hirozumi Yamaguchi, and T Higashinoz. Local map generation using position and communication history of mobile nodes. In PerCom, pages 2–10, 2010. 20, 34, 82

[77]

Brian E. Moore, Saad Ali, Ramin Mehran, and Mubarak Shah. Visual
crowd surveillance through a hydrodynamics lens. Commun. ACM, 54
(12):64–73, 2011. 52, 159

[78]

A. B. M. Musa and Jakob Eriksson. Tracking unmodified smartphones
using wi-fi monitors. In The 10th ACM Conference on Embedded Network Sensor Systems, SenSys ’12, pages 281–294, November 2012. 14,
22, 46, 52, 119, 159, 161, 164

[79]

John-Olof Nilsson, Amit K Gupta, and Peter Händel. Foot-mounted
inertial navigation made easy. In International Conference on Indoor
Positioning and Indoor Navigation, volume 27, page 30th, 2014. 15

[80]

Eamonn O’Neill, Vassilis Kostakos, and Tim et al. Kindberg. Instrumenting the city: Developing methods for observing and understanding

BIBLIOGRAPHY

187

the digital cityscape. In Proc. of UbiComp, pages 315–332. ACM, 2006.
14, 22, 52, 159, 161, 169
[81]

Dieter Pfoser, Sotiris Brakatsoulas, Petra Brosch, Martina Umlauft,
Nectaria Tryfona, and Giorgos Tsironis. Dynamic travel time provision
for road networks. In 16th ACM SIGSPATIAL International Symposium
on Advances in Geographic Information Systems, Proceedings, page 68,
November 2008. 14, 21, 45, 117, 118, 119

[82]

Damian Philipp, Patrick Baier, Christoph Dibak, Frank Durr, Kurt
Rothermel, Susanne Becker, Michael Peter, and Dieter Fritsch. Mapgenie: Grammar-enhanced indoor map construction from crowd-sourced
data. In PerCom, pages 139–147. IEEE, 2014. 15, 20, 34, 82

[83]

Thor S. Prentow, Henrik Blunck, Kaj Grønbæk, and Mikkel Baun Kjærgaard. Estimating common pedestrian routes through indoor path networks using position traces. In IEEE 15th International Conference on
Mobile Data Management, pages 43–48, July 2014. 43, 52, 80, 88, 141,
159

[84]

Thor S. Prentow, Henrik Blunck, Mikkel Baun Kjærgaard, Allan Stisen,
and Kaj Grønbæk. Accurate estimation of indoor travel times: learned
unsupervised from position traces. In 11th International Conference on
Mobile and Ubiquitous Systems: Computing, Networking and Services,
pages 90–99, December 2014. 27, 43, 52, 115, 159

[85]

Thor S. Prentow, Henrik Blunck, Mikkel Baun Kjærgaard, and Allan
Stisen. Towards indoor transportation mode detection using mobile
sensing. In EAI International Conference on Mobile Computing, Applications and Services, 2015. To appear. 37, 93

[86]

Thor S. Prentow, Antonio J. Ruiz-Ruiz, Henrik Blunck, Allan Stisen,
and Mikkel B. Kjærgaard. Spatio-temporal facility utilization analysis
from exhaustive wifi monitoring. Pervasive and Mobile Computing, 16,
Part B(0):305 – 316, January 2015. 49, 65, 157

[87]

Thor S. Prentow, Andreas Thom, Henrik Blunck, and Jan Vahrenhold.
Making sense of trajectory data in indoor spaces. In IEEE 16th International Conference on Mobile Data Management, pages 116–121, June
2015. 31, 77, 96

[88]

Laura Radaelli, Dovydas Sabonis, Hua Lu, and Christian S. Jensen.
Identifying typical movements among indoor objects - concepts and empirical study. In 2013 IEEE 14th International Conference on Mobile
Data Management, pages 197–206, June 2013. 14, 16, 20, 61, 154

188

BIBLIOGRAPHY

[89]

Samuel J. Raff. Routing and scheduling of vehicles and crews : The
state of the art. Computers & OR, 10(2):63–67, 1983. 23

[90]

B Rechel, S Wright, J Barlow, and M McKee. Hospital capacity planning: from measuring stocks to modelling flows. Bulletin of the World
Health Organization, 2010. 3, 50, 159

[91]

Sasank Reddy, Min Y. Mun, Jeff Burke, Deborah Estrin, Mark H.
Hansen, and Mani B. Srivastava. Using mobile phones to determine
transportation modes. TOSN, 6(2), 2010. 14, 22, 23, 40, 42, 100, 101,
102, 103

[92]

Antonio Jesus Ruiz Ruiz, Henrik Blunck, Thor S. Prentow, Allan Stisen,
and Mikkel Baun Kjærgaard. Analysis methods for extracting knowledge
from large-scale wifi monitoring to inform building facility planning. In
IEEE International Conference on Pervasive Computing and Communications, pages 130–138, March 2014. 62, 65, 144, 149, 160, 164, 165,
174

[93]

H. Sagha, S.T. Digumarti, J. del R Millan, R. Chavarriaga, A. Calatroni,
D. Roggen, and G. Tröster. Benchmarking classification techniques using
the Opportunity human activity dataset. In IEEE Systems, Man, and
Cybernetics (SMC), 2011. 107, 112

[94]

Lorenz Schauer, Martin Werner, and Philipp Marcus. Estimating crowd
densities and pedestrian flows using wi-fi and bluetooth. In 11th International Conference on Mobile and Ubiquitous Systems: Computing,
Networking and Services, MOBIQUITOUS, pages 171–177, 2014. 22

[95]

Simon Schmitt, Stephan Adler, and Marcel Kyas. The effects of human
body shadowing in rf-based indoor localization. In International Conference on Indoor Positioning and Indoor Navigation, volume 27, page
30th, 2014. 15

[96]

Rijurekha Sen, Abhinav Maurya, Bhaskaran Raman, Rupesh Mehta,
Ramakrishnan Kalyanaraman, Nagamanoj Vankadhara, Swaroop Roy,
and Prashima Sharma. Kyun queue: a sensor network system to monitor
road traffic queues. In The 10th ACM Conference on Embedded Network
Sensor Systems, SenSys ’12, pages 127–140, November 2012. 21, 46, 119

[97]

Timothy Sohn, Alex Varshavsky, Anthony LaMarca, MikeY. Chen,
Tanzeem Choudhury, Ian Smith, Sunny Consolvo, Jeffrey Hightower,
WilliamG. Griswold, and Eyal de Lara. Mobility detection using everyday gsm traces. In UbiComp 2006, volume 4206, pages 212–224. 2006.
ISBN 978-3-540-39634-5. doi: 10.1007/11853565_13. 40, 102

BIBLIOGRAPHY

189

[98]

Leon Stenneth, Ouri Wolfson, Philip S. Yu, and Bo Xu. Transportation
mode detection using mobile phones and GIS information. In 19th ACM
SIGSPATIAL International Symposium on Advances in Geographic Information Systems, ACM-GIS 2011, pages 54–63, November 2011. 14,
22, 26, 40, 96, 102, 103

[99]

Allan Stisen, Henrik Blunck, Sourav Bhattacharya, Thor S. Prentow,
Mikkel B. Kjærgaard, Anind Dey, Tobias Sonne, and Mads M. Jensen.
Smart devices are different: Assessing and mitigating mobile sensing
heterogeneities for activity recognition. In Proceedings of the 13th ACM
Conference on Embedded Network Sensor Systems, SenSys ’15, 2015. To
appear. 16, 19, 61, 64, 107

[100] Allan Stisen, Nervo Verdezoto, Henrik Blunck, Mikkel Baun Kjærgaard,
and Kaj Grønbæk. Accounting for the invisible work of hospital orderlies: Designing for local and global coordination. In ACM CSCW 2016.
ACM, 2016. 106
[101] Allan Stisen, Nervo Verdezoto, Henrik Blunck, Mikkel Baun Kjærgaard,
and Kaj Grønbæk. Accounting for the invisible work of hospital orderlies: Designing for local and global coordination. In Proceedings of the
19th ACM Conference on Computer Supported Cooperative Work & Social Computing, CSCW 2015, 2016. To appear. 4
[102] Peter Strömback, Jouni Rantakokko, Sven-Lennart Wirkander, Mikael
Alexandersson, Karina Fors, Isaac Skog, and Peter Händel. Footmounted inertial navigation and cooperative sensor fusion for indoor
positioning. In Proceedings of the 2010 International Technical Meeting
of the Institute of Navigation, pages 89–98, 2010. 14, 16
[103] Ming Sun and JO Hill. A method for measuring mechanical work and
work efficiency during human activities. Journal of biomechanics, 26(3):
229–241, 1993. 111
[104] Masaru Takagi, Kosuke Fujimoto, Yoshihiro Kawahara, and Tohru
Asami. Detecting hybrid and electric vehicles using a smartphone. In
Proceedings of the 2014 ACM International Joint Conference on Pervasive and Ubiquitous Computing, UbiComp ’14, pages 267–275. ACM,
2014. 97, 101
[105] Stephen P. Tarzia, Peter A. Dinda, Robert P. Dick, and Gokhan Memik.
Indoor localization without infrastructure using the acoustic background
spectrum. In Proceedings of the 9th International Conference on Mobile Systems, Applications, and Services (MobiSys 2011), pages 155–168,
June 2011. 14, 16, 101

190

BIBLIOGRAPHY

[106] Arvind Thiagarajan, James Biagioni, Tomas Gerlich, and Jakob Eriksson. Cooperative transit tracking using smart-phones. In Proceedings of
the 8th International Conference on Embedded Networked Sensor Systems, SenSys 2010, pages 85–98, November 2010. 14, 21, 22, 46, 119
[107] L Vanajakshi. Travel time prediction under heterogeneous traffic conditions using global positioning system data from buses. Intelligent Transport Systems, IET, 3(1):1–9, 2009. 14, 21, 23, 46, 119
[108] Peter T VanBerkel and John T Blake. A comprehensive simulation for
wait time reduction and capacity planning applied in general surgery.
Health care management Science, 10(4):373–385, 2007. 50, 159
[109] Alex Varshavsky, Eyal de Lara, Jeffrey Hightower, Anthony LaMarca,
and Veljo Otsason. GSM indoor localization. Pervasive and Mobile
Computing, 3(6):698–720, 2007. 14, 16, 100
[110] Long Vu, Quang Do, and K. Nahrstedt. Jyotish: A novel framework for constructing predictive model of people movement from joint
wifi/bluetooth trace. In Proc. of IEEE PerCom, pages 54–62, 2011. 14,
22, 161
[111] He Wang, Souvik Sen, Ahmed Elgohary, Moustafa Farid, Moustafa
Youssef, and Romit Roy Choudhury. No need to war-drive: unsupervised indoor localization. In The 10th International Conference on Mobile Systems, Applications, and Services, MobiSys’12, pages 197–210,
June 2012. 14, 16
[112] Roy Want, Andy Hopper, Veronica Falcao, and Jonathan Gibbons. The
active badge location system. ACM Trans. Inf. Syst., 10(1):91–102,
1992. 7, 14, 16, 61
[113] Andy Ward, Alan Jones, and Andy Hopper. A new location technique
for the active office. IEEE Personal Commun., 4(5):42–47, 1997. 14, 16,
154
[114] Michael Werner, Lorenz Schauer, and Andreas Scharf. Reliable trajectory classification using wi-fi signal strength in indoor scenarios. In Position, Location and Navigation Symposium-PLANS 2014, pages 663–670.
IEEE, 2014. 21
[115] Christopher E White, David Bernstein, and Alain L Kornhauser. Some
map matching algorithms for personal navigation assistants. Transportation Research Part C: Emerging Technologies, 8(1):91–108, 2000. 19, 34,
82

BIBLIOGRAPHY

191

[116] T.H. Witte and A.M. Wilson. Accuracy of non-differential {GPS} for
the determination of speed over ground. Journal of Biomechanics, 37
(12):1891 – 1898, 2004. 100
[117] Markus Wustenberg, Henrik Blunck, Kaj Gronbaek, and Mikkel B
Kjaergaard. Distinguishing electric vehicles from fossil-fueled vehicles
with mobile sensing. In Mobile Data Management (MDM), 2014 IEEE
15th International Conference on, volume 1, pages 211–220. IEEE, 2014.
37, 97
[118] Jing Yuan, Yu Zheng, Chengyang Zhang, Wenlei Xie, Xing Xie,
Guangzhong Sun, and Yan Huang. T-drive: driving directions based
on taxi trajectories. In 18th ACM SIGSPATIAL International Symposium on Advances in Geographic Information Systems, ACM-GIS 2010,
pages 99–108, November 2010. 14, 20, 23, 46, 154
[119] Yu Zheng, Yukun Chen, Quannan Li, Xing Xie, and Wei-Ying Ma.
Understanding transportation modes based on GPS data for web applications. TWEB, 4(1), 2010. 14, 21, 99, 100
[120] Pengfei Zhou, Yuanqing Zheng, Zhenjiang Li, Mo Li, and Guobin Shen.
Iodetector: a generic service for indoor outdoor detection. In SenSys,
pages 113–126. ACM, 2012. 165

