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summary
In this thesis we investigate an approach to integrate external
data into the analysis of genetic variants. The goal is similar
to that of gene-set enrichment tests, but relies on the robust
statistical framework of linear mixed models. This approach
has allowed us to integrate virtually any externally founded information, such as KEGG pathways, Gene Ontology gene sets,
or genomic features, and estimate the joint contribution of the
genetic variants within these sets to complex trait phenotypes.
The analysis of complex trait phenotypes is hampered by the
myriad of genes that control the trait, as these genes have small
to moderate effects that can be difficult to detect. However, by
looking at sets of genes, as in gene-set enrichment tests, it may
become easier to assess an association between the set of genes
and the complex trait.
The linear mixed models applied here are the same as used
for predicting breeding values of future progenies in animal
breeding, which is basically a ‘black box’ modelling approach
where all genetic variants are represented both equally and independently. To open the black box, we partition the genetic
variants according to some external knowledge, allowing the
genetic variant to be represented as different sets. We interpret
this as separating the genomic signal from the noise. This is
however not without issues, as in some populations, such as the
Danish Holstein dairy cattle, the genetic variants can be highly
correlated across multiple genes. Selecting one of these genes,
but not the neighbouring and highly correlated gene, results
in problems dividing signal and noise in two highly correlated
sets.
We are therefore faced with the challenge of evaluating whether a model fitted to a given set of genetic variants is significant. We look into several test statistics, such as model fit,
explained genetic variance, and predictive ability. Using the
latter to rank sets of genetic variants, is to our knowledge a
novel approach.
To evaluate the sets, we rely on empirical derived distributions. The empirical distributions are generated to answer several questions; the permutations that correspond to a self-contained test may answer whether the found association between
set and trait is spurious, and the random gene samples that
correspond to a competitive test that quantifies the expected as-

sociation for a set of similar size. In addition to this, we also
use cross validations to estimate the predictive ability of a set.
The thesis consists of 3 chapters introducing the methodology of linear mixed models, their application, and evaluation
by means of test statistics. Then 3 manuscripts in which we
investigate the usage of our approach in Danish Holstein dairy
cattle and the model organism of fruit flies Drosophila melanogaster. In these manuscripts, we use health traits and production traits (the latter only in cattle), which are all complex traits.
The union of such odd subjects as dairy cattle and fruit flies enable us to investigate how the population structures of the two
species may affect the results, as the dairy cattle is population
with many highly related individuals, while the fruit fly population consists of several entirely inbred subpopulations, but
with low relatedness between subpopulations.
This thesis demonstrates the successful application of an integrative approach for enhancing the systems genetics analysis
of complex traits. The results shows that by using informed
subsets of genetic variants, it is possible to increase the predictive ability in populations of low relatedness; a valuable prospect for fields such as personalised medicine.

sammendrag
I denne afhandling undersøger vi en tilgang til at integrere eksterne data i analysen af genetiske varianter. Formålet svarer
til “Gene-set enrichment tests”, men bygger på den robuste
statistiske metode “Linear Mixed Models” (LMM). Denne fremgangsmåde har givet os mulighed for at integrere stort set alle
typer eksternt information, såsom KEGG pathways, Gene Ontologi gensæt, eller andre funktioner afledt af det genomiske datasæt (“Genomic Features”), for at estimere det samlede bidrag
fra de genetiske varianter der findes i spredte genetiske regioner til fænotyper af kvantitative egenskaber. Analysen af
disse kvantitative egenskaber er hæmmet af det utal af gener,
der styrer egenskaben, da hver af disse gener har en lille til
moderat effekt, der kan være vanskelig at detektere. Men ved
at kigge på f.eks. sæt af gener, som i Gene-set enrichment tests,
kan det blive lettere at vurdere en associering mellem sæt af
gener og den kvantitative egenskab.
Indenfor dyreavl, anvendes LMM, som anvendt i denne afhandling, til at forudsige avlsværdier af fremtidig afkom. Dette
er dybest set en black box modellering, hvor alle genetiske varianter er repræsenteret både ligeligt og uafhængigt. For at åbne
denne sorte boks, partitionere vi de genetiske varianter ifølge
den eksterne information. Dette fortolker vi som at adskille
den genomiske signal fra støjen. Dette er dog ikke uden problemer, da i nogle populationer, såsom dansk Holstein mælkekvæg, kan de genetiske varianter være højt korreleret på tværs af
flere gener. Ved at vælge ét af disse gener, men ikke det stærkt
korrelerede gen ved siden af, resulterer det i problemer med at
dele signalet og støjen mellem de to højt korrelerede sæt.
Vi står derfor overfor en udfordring med at vurdere om et
given sæt af genetiske varianter er signifikant. Vi benytter flere
teststørrelser, såsom “model fit”, forklarede genetisk varians,
og en models prædiktiv evne. Ved hjælp af sidstnævnte kan vi
rangere sættene, hvilket er en ny tilgang.
For at vurdere sættene benytter vi empiriske distributioner
for teststørrelserne. Disse empiriske distributioner dannes med
henblik på at besvare forskellige slags spørgsmål; distributioner
dannet vha. permutationer kan besvare om den fundne sammenhæng mellem et sæt og egenskaben er et tilfældig fund,
mens en distribution dannet ved at benytte sæt af tilfældigt
udvalgte gener, kan sætte en størrelse på den forventede sammenhæng for et sæt af tilsvarende størrelse. Ud over disse,

bruger vi også krydsvalideringer for at bestemme hvor godt et
sæt kan bruges til at forudsige nye observationer af egenskaben
(“prædiktiv evne”).
Denne afhandlingen er opbygget af først 3 kapitler der introducere den teoretiske baggrund bag LMM, deres anvendelse og
udledningen af teststørrelserne. Dernæst er der 3 artikeludkast,
hvor vi undersøger brugen af vores tilgang i dansk Holstein
mælkekvæg og i bananfluer (Drosophila melanogaster). I disse
kapitler bruger vi fortegnelser over mælkekvægets helbred og
mælkeproduktion, samt fortegnelser om adfærd i bananfluerne;
disse er alle quantitative egenskaber. Brugen af disse to organismer har gjort det muligt for os at undersøge hvordan forskellen
i populationsstrukturen påvirker teststørrelserne og resultater.
Her karakteriseres mælkekvæget som havende mange tætbeslægtede individer, mens bananfluens populationer består af
højt indavlede grupper, hvor grupperne er lavt beslægtede.
Afhandlingen demonsterer anvendelsen af at benytte andre
informationskilder for at forbedre analysen af kvantitative egenskaber. Resulaterne viser at ved at benytte en informativ delmængde af de genetiske varianter er det muligt at forbedre den
prædiktive evne i lavt beslægtede populationer; dette udgør en
værdiful indsigt for områder såsom personlig medicin.
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’What shall we do?’ said Twoflower.
’Panic?’ said Rincewind hopefully.
— ‘The Light Fantastic’, by Terry Pratchet

Dedicated to loving family.
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POKER

God does not play dice with the universe; He plays
an ineffable game of his own devising, which might
be compared, from the perspective of any of the
other players, to being involved in an obscure and
complex version of poker in a pitch dark room, with
blank cards, for infinite stakes, with a dealer who
won’t tell you the rules, and who smiles all the time.
– ‘Good Omens’, by Terry Pratchett

Imagine a handful of blokes playing game after game of poker
and you are just an observer. You can only sit at a distance
where you only can see a glimpse of the game’s dynamics, and
you cannot peak over the shoulders of the players to see their
cards during the game. How can you estimate who will win the
next game? You could look at the previous dozen of games, and
he who has won the most rounds in a game so far is the most
likely to win the next. If these blokes are equally good, looking at their past games is a bad predictor for the next game’s
winner.
We can look at an other indicator instead, something we assume plays an important role in the game. The deck of cards.
Now this is an unusual game of poker, mainly for this analogy
to work. Before each game, the deck of cards is divided into
four piles, one for each player. While playing, each player discards their cards on their own pile, instead of a collective pile.
Fortunately, after each game you can sneak up to the table and
examine these piles; which cards there are and the order they
were played.
As an observer, we want to learn as much of the game – or
biological system – based on what we can see of the game. With
this knowledge, we desire to be able to predict future winners
or elude the rules and dynamics of the game. We can do so by
describing our knowledge as models that reflect our current understanding of the game, in our case the cards. This would be
an instrumental model, one that we have devised with a certain
aim, while what really happens is the true model that includes
playing strategies, misleading the other players, the green table-
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cloth, the dim lighting, and – depending on where the game is
played – dallying girls, acting as proxies of Fortuna.
One such instrumental model would be to model the high
cards by counting the aces, kings and queens in each player’s
pile. This would be a rather simplistic model, based on the fact
that a round can be won by the player holding the highest card
(usually the aces)1 , so the player with most high ranking cards
will presumable win the game.
In terms of quantitative genetics and genomic feature models, the players ability to win corresponds to a complex trait.
No single card dictates the winner, instead it is a result of the
true model that involves environmental effects and multiple
cards. The cards themselves correspond to the genetic information of an individual. The model counting the occurrences of
high cards as described above corresponds to a Genome-Wide
Association Study (GWAS) in genetics, where counting each genetic variant and correlating this to the complex trait might reveal the dominating variants (i.e. aces and kings), but may not
detect the importance of less contributing variants (i.e. the numeral cards), as these may determine the outcome when found
in specific combinations.
In genomic feature models, we attempt to model the played
hands, i.e. ‘royal flush’, ‘four of a kind’, or ‘full house’, to determine if any of the hands could be explanatory as to who has
won the most rounds in the previous games. This is done by
estimating the joint contribution of the cards in a hand to the
winnings, which can be modelled by e.g. taking the sums or
means of the card’s numeric values, or other summary statistics,
and then comparing the occurrence of this summary statistic in
each player’s stack to their history of winning.
Clearly a royal flush would explain a lot, but how much
could three of a kind, e.g. 3♣ 3♦ 3♥ Q♠ 2♠, explain? We must
expect that all combinations of cards can be explanatory, so to
confidently claim that a given hand is significant in explaining
some of the winnings, we must indicate whether the hand can
explain more than a hand of randomly drawn cards.
In genetics, we face a similar problem as we in complex traits
expect each genetic variant to contribute to the trait. Yet in
other traits (e.g. Mendelian inherited traits), we expect only
a single genetic variant to determine the outcome. And then
1 Here, most readers would object that it is not only the highest card that wins
the round, but the entire hand (i.e. all five cards the player may can hold at
a time). But we will return to this.

poker

there are the traits that are a mixture of the two. This is akin to
distinguishing between a Five-card draw and Texas Hold’em,
emphasising that the different poker variants might require different modelling techniques.
In the first paper, we use genomic data from Danish Holstein
dairy cattle, parred with records of utter infections and milk
production. Instead of hands, we use biological pathways
which are groups of genes that have been linked to biological
processes. These biological pathways are inferred from the scientific literature, not only in cattle, but in many organisms. The
modelling approach here, in terms of the poker game, first estimates the explanatory ability of a hand compared to the total
explanatory ability of the remaining stack. This is repeated for
each known hand that is thought to be important, followed by
estimating the explanatory ability of hands of randomly drawn
cards. I.e. we are now able to evaluate how much a hand can explain, and if it can explain more than a set of randomly drawn
cards.
In the second paper, we use genomic data from the Drosophelia melanogaster (fruit flies) Genetic Reference Panel, a data
set created by Mackay et al. (2012) that is widely used to understand the genetic architecture of complex traits. By introducing another organism, we are starting a new ‘series’ of poker
games. We assume the rules are highly similar, but the players
are completely different. The modelling approach is similar to
that in the first paper, except the explanatory ability of a hand
was modelled by comparing the hand directly to the player’s
entire stack, or just the mean of the player’s winning record.
The hands were then compared to hands of randomly drawn
cards as previously. In addition, due to the family structure of
the fruit flies, it was possible to make good predictions based
on those hands that were explanatory. In terms of the poker
game, this can be explained by the sequences of the cards in
each player’s stacks deviated to a much higher degree in the
fruit fly games, then in the dairy cattle games.
In the third paper we are making direct comparisons between
the dairy cattle and the fruit flies, and emphasise that we here
used the same modelling approach.
Now, if the reader has not left us to play poker, we will commence with the main part of the thesis.
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INTRODUCTION

The study of genetics on the Disc had failed at an
early stage, when wizards tried the experimental
crossing of such well known subjects as fruit flies
and sweet peas. Unfortunately they didn’t quite
grasp the fundamentals, and the resultant offspring
– a sort of green bean thing that buzzed – led a
short sad life before being eaten by a passing spider.
– ‘Sourcery’, by Terry Pratchett

The theme for this thesis is to use the established statistical
modelling framework of linear mixed models to gain a better
understanding of the genetic architecture governing complex
traits.
This introduction will introduce these different concepts to
provide a rather informal understanding of the topics as well
as the inherent problems that lie therein.
In the last section of this chapter, some thoughts and words
of advice are offered towards reproducible research.
Genomic information
Historically, the genomic information applied to linear mixed
models in animal breeding was not even genomic. Prediction
of breeding values of progeny were based on pedigree information, a proxy of genomic data.
At the turn of the millennium, arrays were commercially produced which allowed us to efficiently genotype individuals at
thousands of DNA point mutations (LaFramboise, 2009). These
point mutations, or Singular Nucleotide Polymorphism (SNP),
were the genetic variants that researchers would attempt to link
to diseases or phenotypic traits. In livestock production, and
when the number of genotyped SNPs per individual was sufficiently high, this information could be used to describe the
relationship between individuals more detailed than the pedigrees could.
With the advance of next-generation sequencing, the cost of
having the whole genome sequenced dropped. This gave a
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more detailed view of individuals’ genomes, and easier access
to study a larger selection of genetic variations, such as copynumber variation, structural re-arrangement, methylation, etc.
Another important tool for analysing which genes influence
a trait is gene expression data, where the difference in gene
expression in a control-case setup is measured. Gene expression analyses reveals the dynamics of genes, instead of directly
identifying the genetic differences such as SNPs.
These are among the many kinds of genomic information
that can be applied to linear mixed models, and how they are
applied to the modelling may differ. We will refer to the genetic variants as ‘markers’, as this reflects that a variant is not
necessarily the causal variant, but just an observable proxy of
the causal variant.
Complex traits
We distinguish between Mendelian and complex traits, as traits
that are controlled, respectively, by very few or very many
genes (or markers). Examples of Mendelian traits comprise
wet or dry ear wax, blood type, or diseases such as Huntington’s disease or Sickle-cell anemia (Chial, 2008). The association
between genes and Mendelian traits can be tested simply by
testing the association between each marker and the observed
trait. Because the trait is inherited by a single or a few genes,
there would only be a significant association for the gene and
genes that are highly correlated. This of course implies a sufficient large sample size and taking family structure into consideration (Manolio et al., 2009; Lango Allen et al., 2010).

Mendelian

Few markers,
very large effects

Infinitesimal model

Complex trait?

∞ markers,
very small effects

# Markers
Effect size

Figure 2.1: Mendelian vs. complex traits, and the size of the effect of each
marker.
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The complex traits, however, are a result of variation in molecular, cellular and environmental components, each interacting on various levels (e.g. cellular, molecules, DNA, etc.), and
governed by multiple genes, where the variation in each gene
by it self contributes little to the observed variation. Examples
of complex traits, of which some are covered in this thesis, are
milk production in dairy cattle, resistance to infections, startle
response in fruit flies, or height in humans.
The distinction of these traits are not mutual exclusive, but
they can be seen as each extreme on a scale as depicted in
figure 2.1. The governing of the complex traits as described
here corresponds to the idea of the infinitesimal model, where
it is assumed that there is an infinite number of genes, each
contributing with a small effect. This corresponds well with
the approach in linear mixed models where all markers are assumed – on average – to be contributing to the complex trait.
The few markers that govern Mendelian traits have correspondingly very large effects, which enables them to be tested one by
one for whether they are contributing.
Biological pathways
The complex traits are not actually controlled by an infinite
number of genes, or even all available genes in the genome. It
has been shown that markers associated to a complex trait such
as height are enriched for genes that are connected to biological
pathways (Lango Allen et al., 2010). The biological pathways,
such as those curated by Kyoto Encyclopedia of Genes and Genomes (KEGG; Kanehisa and Goto, 2000; Kanehisa et al., 2012),
or Gene Ontology (GO; The Gene Ontology Consortium, 2000),
are groups of genes that have been shown to be involved in
cellular, molecular, and organism wide processes. The information used for constructing these pathways may stem from multiple organisms, allowing us to borrow information across species.
This places some of the complex traits between each extreme
of figure 2.1, where there can be a large but finite number of
genes that collectively may be controlling the observed phenotype, but where the individual variation of each gene is not
large enough to be significantly associated to the trait.
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Genomic features
The term ‘genomic features’ can be seen as an extension of the
biological pathways mentioned above.
The genomic features are regions of the genomes that are
linked to some external information, but differ from the biological pathways as the regions are not delimited by genes1 .
Examples of such genomic features are QTL regions, regulatory regions, or sequence ontologies. Collectively they are one
or multiple regions of the genome that have been shown, or at
least proposed, to do something.
The composite of genomic features, biological pathways, linkage disequilibrium (LD), and population structure can be referred to as the genetic architecture of a complex trait (Mackay,
2001). As the collective genetic architecture of a trait is, so to
speak, the blue print of the trait, an improved understanding
of it is vital to an improved modelling.
The problem with the genomic features and biological pathways is that they can map to multiple regions on multiple chromosomes, i.e. a pathway can be a collection of scattered sets
of markers. Picking individual markers for modelling is therefore not straightforward, as each marker will drag along several other highly correlated markers. In Danish Holstein dairy
cattle, a population characterised by the intensive use of a limited number of sires, the stretch of highly correlated markers
can be quite extensive (de Roos et al., 2008; Su et al., 2012). For
an Immune System pathway in KEGG (see figure 6.1, page 73
for associated genes mapped to the bovine genome), this can
lead to a situation where we are effectively sampling most of
the markers through the present LD structure.
Statistical modelling
To assess the association between genes and a trait, we use a
statistical model that reflects our understanding of the underlying mechanisms.
The simplest case is that of Mendelian traits where we can
apply a genome-wide association mapping. As it is assumed
that only a single gene (or marker) causes the observed variation, we can test each gene independently for an association.
This concept is depicted in figure 2.2.
1 The traditional perspective of a gene is a stretch of DNA that produces
proteins.
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Trait

Marker effect

Allele count
0

1

2

Figure 2.2: Principle of genome-wide association study by estimating each
marker. The observations are plotted as function of the
number of the least frequent allele. The ‘marker effect’
is the linear regression through these points, and corresponds to the expected change in the observed trait if an
individual acquired one of the least frequent alleles.

The problem with this approach arises with the presence of a)
complex traits, and b) high-density SNP arrays. With the highdensity SNP arrays, the chromosomal positions of the SNPs
(i.e. markers) are very close, and in some species (e.g. cattle)
multiple subsequent SNPs are highly, if not perfectly, correlated
due to LD. This results in difficulty interpreting which of the
SNPs are inducing a change2 , and problems gaining enough
statistical power to determine an association. The latter can
have severe implications if analysing complex traits, where the
individual SNP’s contribution is not profound enough.
A widely used solution for enhancing the results from a genome-wide association mapping is the Gene-set or SNP-set enrichment test (Wang et al., 2010). Here, SNPs are mapped to known
biological pathways, and for each pathway the test statistics
of the individual SNPs are aggregated to form an enrichment
score that can be tested. The drawback of these methods is that
the aggregating functions typically use thresholds to remove
non-significant data, and thus oversees the contribution from
SNPs with little effect (Fridley and Biernacka, 2011), or they do
not take correlation structures from e.g. LD into account.
The well established method of linear mixed modelling can
instead model the joint effect of all the markers, including the
2 Prior to sequence variants, it is assumed that the genotyped SNP is not
necessarily the causal SNP, but instead linked to the causal variant through
LD.

9

10

introduction

contribution from markers with small through moderate to large effects. Linear mixed models are very versatile as they can
take into account complex pedigree structures, confounding
factors, and random environmental effects. They do not, however, in their basic form include any prior information on the
contribution of each marker, but instead weigh all markers
equally3 .
Model variables
Regardless of the statistical model utilised to analyse data, the
model will return a varying number of variables and statistics, such as marker effects, degree of association, model fit, or
predictive ability.
These variables and statistics can be categorised into three
groups, depending on their usage for understanding a model.
Marker effects, for example, can be referred to as explanatory
variables as they, conditional on the instrumental model, explain
how the observed phenotypes came to be.
Model fit and variance components are descriptive variables
that summaries the data structure in conjunction with the
model (Shmueli, 2010). The variance components are also characterised by being parameters of the model, as can be seen in
chapters 3 and 4.
The third group covers the predictive variables. Predictive ability is similar to model fit, as it can describe the interaction of the
data and fitted model. However, whereas model fit relates to
the data at hand, the predictive ability relates the fitted model
to another data set. It therefore describes how well the model
generalises to the world outside the narrow enclosure of our
current data set.
The necessity of this distinction arises as it underpins that
the interpretation of the different variables depends on the scientific aim of the model.
Summary of introduction
In summary, after introducing the listed concepts of this thesis,
we are faced with the following questions:
3 The exceptions to this is weighting the markers while building the W matrix,
or including an additional random effect, but then the model is not in its
basic form. See more in chapters 3 and 5.
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◦ How can we effectively evaluate the collective action of
multiple markers, while taking into account complex pedigree structures present in livestock and human populations?
◦ Can these methods lead to an increased predictive ability
of the models?
◦ Will these methods enable a better biological insight into
the genomic architecture?
The thesis will aim to answer these questions by introducing
the theoretical background of linear mixed models, and extending these to genomic feature models. The prepared manuscripts cover the investigation of these questions by using
data from Danish Holstein cattle and the fruit flies Drosophila
melanogaster.
2.1

reproducible research

This section is devoted to discussing reproducible research. The
term itself is redundant, as the cornerstone in the scientific
method requires that scientific findings are reproducible. Why
I dedicate a section of my thesis to this subject is because a) the
work performed in this study is exclusively done by computer
calculations (albeit the data stems from field work and the microbiology laboratories), and b) research by extensive computer
calculations, such as those used in this thesis, are prone to be
unreproducible to the extent that the journal Biostatistics had
an editorial addressing this issue (Peng, 2009). My personal
epiphany came when attending a lecture by Keith Baggerly on
what he called Bioinformatic forensics (Baggerly and Coombes,
2009).
I will not comment on why reproducible research is important, but instead what goes wrong, why it goes wrong, and
point to some (tentative) solutions. The core of the problem
is that we to a large degree use specialised solutions mixed
with de-facto standard software. I.e. we write our own scripts
(e.g. Python/Perl) combined with Beagle, Blast, DMU, samtools,
etc., for converting data, calculating intermediate results, and
providing pipelines. Documenting the code or coding for maintenance is often considered secondary to achieving results (Napolitano et al., 2013), so the transparency of how the results
occurred is quite often diminished. Add to this, that the data
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can often be sent by e-mail, or copied from shared folders or
network drives, without sufficient documentation (by personal
experience), describing the actual methodology can be problematic, and replicating the major findings can be very difficult.
The reasons for this repeated negligence can stem from our
research being very result and publication-driven (Napolitano
et al., 2013). Furthermore, programming in languages such as
Perl, Python, or R is very easy and lures us to dive head-first
into the programming task. As the research being conducted
can have loosely defined goals without clear defined paths that
change as we progress4 , planning the tasks ahead are even less
appealing, if even possible. The situation is not improved by
the majority of researchers being self-taught programmers who
lack experience in using common software development tools
and strategies (Wilson et al., 2012).
The result is badly structured code, that cannot be run without being modified, and is lacking descriptive comments. Interspersed with executables called with command line arguments
ad hoc, reproducing the results becomes very challenging.
Some solutions
The previous description is very pessimistic, but without awareness of the issue, it is very easy to end in a situation where a
researcher will have a hard time describing the procedures that
lead to the results. As it is in a laboratory absolutely necessary
to have a journal where all details of an experiment is noted,
the same is necessary for the computational approach. It would
seem that we just tend to forget.
The paper titled ‘Best Practices for Scientific Computing’ (Wilson et al., 2012) has a set of practices, and is generally a mustread for improving the transparency and durability of science.
The following are of my own experiences in trying to improve
the transparency of the computational based research. When all
else fails, the researcher must resolve to the core in common:
Comment the code.
Document the data.
Write the procedure in a plain text file.

4 This is research at its best – a voyage into unknown territories of a promised
land, where the idea of how to get there, more often than not, turns out to
be wrong, and we are simply reporting what we find en route.
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I refer to Wilson et al. (2012) or Noble (2009) for additional
commentary on the subject.
literate programming with sweave/knitr or ipython notebooks Starting with the simplest scenario. The
researcher has downloaded or compiled a dataset, and now
analyses it. If the researcher chose to use Microsoft Excel®, a
number of issues present themselves. First, ignoring that the
statistical functions are inadequate (McCullough and Heiser,
2008), the results from e.g. the One-way ANOVA are not reproducible as the function simply outputs the results, without
making any indication of which input data were supplied. This
can naturally be countered by writing cell-formulas of the calculations, but it has been seen that this leads to methodological flaws (Herdon et al., 2013; Wikipedia, 2014), as the formulas usually are fixed to the dimensions of the data. Updating
the data, or trying to transfer the analysis to another dataset is
therefore inherently flawed.
Steering clear of software that relies on point-and-click interfaces, a researcher may use a script based programme
such as R (www.r-project.org; R Core Team, 2012) or Python
(www.python.org), that is able to record every step taken to
complete an analysis.
The advantage of R and Python for analyses comes with their
ability for Literate programming, that interweaves the actual code
within a descriptive document. For R there is Sweave (Leisch,
2002), or the improved knitr (Xie, 2014), that is basically a
LATEX document with special code-blocks where the R-code is
written. To compile, Sweave or knitr first processes the file,
and output from the code-blocks are converted to LATEX-code
in an intermediate file that can be further compiled to e.g. a
pdf-file for viewing5 . This enables the researcher to contain the
entire manuscript and the analysis, within a single file.
Although not an optimal format for submitting to scientific
journals (the pre-processors inserts their own markup code
which might cause problems in the publisher’s production), the
documents can be supplied as a technical report of the entire
analysis in the supplementary files. Here, the researcher may
include as many descriptors of the data as necessary in terms of
distributions, histograms, and summary statistics to thoroughly
5 For Python, the IPython system (Pérez and Granger, 2007) has similar features in ‘IPython Notebook’, and for both R and Python, the descriptive file
is not restricted to LATEX.
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document the data used, as well as every single reported figure
in the main manuscript.
version control with github or svn As research
is conducted, the manuscripts and code are developed,
collaborated, and revised.
Without a Version Control
System (VCS), different versions of a file may exist by
giving uninformative names such as thesis_20140523.tex,
thesis_20140523_PS.tex, thesis_20140606.tex, etc., and merging these will be a source of confusion and frustration.
By using a VCS such as Subversion (SVN; http://subversion.
apache.org/) or Git (http://git-scm.com/), the researcher can
save the incremental changes of e.g. source code or a manuscript, together with meta-data on what and why is changed,
date, author, etc. The changes are saved in a ‘repository’, in the
same manner as a network drive or shared folder, and the repository may reside locally, on a web server, or as a distributed
system (the latter applies to Git). The benefits as opposed to
the network drive arises when multiple collaborates are working on the same file, but when the last author saves his or her
work, it does not overwrite the previous author’s saved data,
but the last author is warned that there exists a conflict that
needs to be resolved. Not until the conflict is resolved are the
changes saved. Storing the repository on a server has the additional benefit of providing a full backup.
The systems work best with text-based files and provide ample tools for comparing different revisions, or branching/forking into new development paths. If a change to e.g. a source
code file breaks an analysis, it is easy to revert the file to an
earlier version.
Ram (2013) provides more examples and benefits of using a
VCS.
workflows, automated build scripts and pipelines
The best way to avoid errors while making computational calculations is to entirely remove the human interaction (Wilson
et al., 2012). In other words, having an entirely automated process. This implies that the order and repetition of executing programmes is not done manually, nor are configuration options
entered by commandline arguments. Instead, the execution is
controlled via e.g. shell bash scripts (in Linux) or batch files
(in Windows), and configuration options are saved in either the
scripts and/or configuration files. The end result would be a

2.1 reproducible research

single pipeline file, that when executed, will calculate all intermediate results, and could even generate a technical report by
using e.g. Sweave or knitr, as described above. By combining
with a VCS, it will be possible to trace precisely how a given
result was obtained.
Many tools exists for providing pipelines or workflows, such
as the web-based biomedical research platform Galaxy (Goecks
et al., 2010; Blankenberg et al., 2010; Giardine et al., 2005), or
Pyleaf for Python (Napolitano et al., 2013). I will however highlight Makefile, a tool indigenous to Linux for building and
compiling executables from source. The task of compiling a
library or executable is essentially the same as conducting a
scientific analysis. Makefile is a very versatile tool, that is not
limited to a specific programming language or setup, as Pyleaf
or Galaxy, resepectively. The instructions in a Makefile are text
based, but still allow for programming logic and specifying dependencies between the subunits of the compilation/analysis.
If the pipeline is fully automated, it should be easy to extend
to allow for specifying different data sources. If this is implemented, the calculations are fully reproducible, as they not only
can be recreated from scratch, but also extended to be run on
other data sets. This, in my opinion, is the holy grail of reproducible research; the ability to accurately reproduce findings and
extend the utilised methodology to new datasets with minimal
effort.
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They say a little knowledge is a dangerous thing,
but it is not one half so bad as a lot of ignorance.
– ‘Equal Rites’, by Terry Pratchett

We will start with a general introduction to the linear mixed
models to establish the notation and assumptions used throughout the thesis. The two models that are used to model the relationship between genotype and phenotype are introduced, but
the application and usage is reserved for chapter 4.
We will show that the two models are equivalent and then
expand the models to contain two random effects (section 3.5),
followed by a comparison of the models used in this thesis (section 3.6).
The two models are SNP-BLUP, which models the marker effects of each observed genetic marker, and G-BLUP, which models the genetic values of an individual, or line in the case of D.
melanogaster. ‘BLUP’ in this context is an abbreviation for Best
Linear Unbiased Predictor, and the solutions to these two BLUP
models are shown in the next chapter in equations 4.3 and 4.11.
It is important here to understand the distinction between
what is known as the ‘true’ model and an ‘instrumental’ model.
The true model is what generated the data; in the context of this
thesis, this would be the biological machinery of genes being expressed and that ultimately produce the observed phenotypes.
As we are still trying to infer the workings of this complex machinery, we instead refer to an instrumental model that reflects
our understanding and what we are trying to compute.
For the following, we refer to the number of genotyped animals as q, number of observations as n, and number of markers
as m. To introduce the two models, we are starting with simplified versions of the models, assuming one observation per
animal. We also assume that fixed effects have been reduced to
a single intercept, i.e. Xβ = µ.
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3.1

snp-blup

This model, also known as ‘random regression SNP marker
model’ is a simple starting point, assuming the linear combination of marker effects for each animal.
y = µ + Wb + e

(3.1)

where y is the n-length vector of observations and is the linear
combination of the random variables b and e plus µ, the intercept.
W is the n × m genotype matrix1 , b is the m-length vector of
marker effects, and e is the n-length residual vector.
The genotype matrix W is the (scaled and centred) marker
matrix, linking each of the q animals to the genotype at each of
the m loci. See section 3.4 for a discussion of this matrix.
Assumptions
The SNP-BLUP assumes a priori
 that the marker effects b are
uncorrelated, i.e. b ∼ N 0, Im σ2b , where σ2b is the variance component and Im is a m × m identity matrix. That is, the marker
effects are assumed to be independently sampled from a normal distribution with mean 0 and variance σ2b . Do not confuse this assumption with that the markers themselves might
or might not be correlated!
Residuals are assumed
uncorrelated, but might be weighted,

2
i.e. e ∼ N 0, Dn σe where Dn is a n × n diagonal matrix and
each diagonal element may take a value corresponding to the
uncertainty of the observation. The residuals and marker effects are uncorrelated, as displayed in (3.3c).
Expectations of y are E(y|µ) = µ, as the expectation of the
random variables are 0. Variance is given as
Var(y|µ) = Var(Wb + e|µ)

(3.2a)

= Var(Wb) + Var(e) + Cov(Wb, e) + Cov(e, Wb)
(3.2b)
= WW 0 Var(b) + Var(e) + 0 + 0

(3.2c)

= WW 0 Im σ2b + Dn σ2e

(3.2d)

Step 3.2c is possible because the two random variables are uncorrelated.
1 Generally, W has q rows, one row for each individual.

3.2 g-blup

Covariances
Covariances can be expressed as
Cov(y, b) = Wσ2b

(3.3a)

Dn σ2e

(3.3b)

Cov(y, e) =

which can be summarised as
  
b
Im σ2b
0
  
Var  e  =  0
Dn σ2e



Dn σ2e


.

(3.3c)

Wσ2b Dn σ2e WW 0 In σ2b + Dn σ2e

y
3.2

W 0 σ2b

g-blup

This model is similar to SNP-BLUP, although we are instead
modelling the genetic values (sometimes referred to as Genomic
Estimated Breeding Values; GEBV) instead of the marker effects. We assume the connection between marker effects and
genetic values is Wb = g. There are some computational advantages for using G-BLUP when n  m, see comments on
page 36.
The G-BLUP model can be written as
y = µ+g+e

(3.4)

where y, µ and e are as for (3.1), and g is the q-length vector of
genetic values.
Assumptions
In G-BLUP we make no (explicit) assumptions on the marker
effects, instead we assume that the genetic values are correlated
by the relationship between the animals, i.e. by pedigree or genetic similarity, such that g ∼ N(0, Gσ2g ), where G is the q × q
genomic relationship matrix; see remarks in section 3.4.
For the observations (y) and residuals (e), the assumptions
are as in section 3.1. Variance is given as
Var(y|µ) = Var(g + e|µ)

(3.5a)

= Var(g) + Var(e) + Cov(g, e) + Cov(e, g) (3.5b)
= Gσ2g + Dn σ2e .

(3.5c)

As in SNP-BLUP, step 3.5c is possible due to the two random
variables are assumed uncorrelated.
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Covariances
Covariances for G-BLUP can be expressed as
Cov(y, g) = Gσ2g

(3.6a)

Cov(y, e) = Dn σ2e

(3.6b)

and the entire model can be summarised as
  

Gσ2g
0
G 0 σ2g
g
  

Var  e  =  0
.
Dn σ2e
Dn σ2e
Gσ2g

y
3.3

Dn σ2e

Gσ2g

(3.6c)

+ Dn σ2e

proof of equivalence of snp-blup and g-blup

To prove that G-BLUP and SNP-BLUP are equivalent, we must
show that the expectation and variance of the models are identical. In the two sections above, the expectations are shown to
be E(y|µ) = µ, and the variances are derived in (3.2d) and (3.5c).
We must therefore show the following equivalence:
Var (µ + Wb + e) = Var(µ + g + e)
WW 0 Im σ2b + Dn σ2e = Gσ2g + Dn σ2e
0

Assuming that G is calculated2 as WW
m , cancelling the component from the residual, and dropping the identity, we get
m · σ2b = σ2g

(3.7)

Alas, we are left to show that the two variance components
differ by a factor of m. Assuming that the columns of genotype
matrix W has been centred and scaled (VanRaden, 2008), we
can assume
W ∼ (0, 1)
That is, that W has an unknown distribution with mean zero
and variance 1. The genetic value for the ith animal is the linear
combination of the marker effects, i.e.
gi = wi b =

m
X

wij bj

(3.8)

j

2 The assumptions and implications of this are too cumbersome to discuss
here, so the reader is directed to section 3.4 for a discussion on the calculation of W and G.

3.3 proof of equivalence of snp-blup and g-blup

where wi is the ith row vector of W and j is the jth locus. Thus
the conditional expectation of gi given W is
E(gi |wi ) = wi E(b) = wi · 0 = 0

(3.9)

and the conditional variance is
Var(gi |wi ) = wi Var(b)w0i
= wi w0i σ2b


m
X
=
wij  σ2b
j

Hence, the marginal variance of gi is:
Var(gi ) = Varwi [E(gi |wi )] + Ewi [Var(gi |wi )]
= 0 + Ewi [Var(gi |wi )]


m
X
= EWi σ2b
w2ij 

(3.10a)
(3.10b)
(3.10c)

j

= σ2b
= σ2b
= σ2b

m
X

E(w2ij )

j
m
Xh

Var(wij ) + [E(wij )]2

j
m
X

(3.10d)
i

[1 + 0]

(3.10e)

(3.10f)

j

σ2g = σ2b m

(3.10g)

Expanding the expectation of a squared variable in step (3.10d)
is done by the rule displayed in the stat box 1. The notation of
Ewi and Varwi indicates the expectation and variance are with
respect to the distribution of wi .
Stat 1: Marginalising conditional expectations

E(X) = EY [E(X|Y)]
Var(X) = E(X2 ) − [E(X)]2
⇒ E(X2 ) = Var(X) + (E(X))2
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3.4

some notes on calculation of W

The genotype matrix W can be designed in several ways. The
overall assumption is that it links the q genotyped animals to
the m markers (after quality control, etc.). It is therefore an
q × m matrix, where each row corresponds to an animal and
each column to a marker.
The most basic matrix is the marker count matrix M or minimal
allele count matrix, where each element in M takes the value
0, 1 or 2 (in diploid species). Legarra and Misztal (2008) use
an allele coding of -1, 0 and 1, and in this case, diagonals of
MM0 count the number of homozygous loci per animal, and
diagonals of M0 M count the homozygous animals per locus
(VanRaden, 2008). Choice of allele coding should not affect the
statistical inference of variance, but it can affect the reliabilities
of estimated breeding values (Strandén and Christensen, 2011).
Here, unless otherwise noted, each column vector (wi ) of the
genotype matrix W is defined as
wi =

mi − Mean(mi )
p
Var(mi )

(3.11a)

or equivalently
mi − 2pi
wi = p
2pi (1 − pi )

(3.11b)

where pi is the allele frequency of the ith marker3 .
This calculation scales and centres each column of the resulting
W matrix to expectation equal 0 and variance equal 1. Setting
the mean equal to 0 is done in order to give more emphasis to
the rare alleles which are thought to have a larger impact on
most of the traits of interest. Another consequence is that the
resulting genomic relationship matrix better describes family
relationships, as the rare alleles usually only exist within closely
related individuals. The resulting genomic relationship matrix
G is calculated as in VanRaden (2008):
G=

WW 0
m

3 Preferable from an unselected base population (VanRaden, 2008).

(3.12)

3.4 some notes on calculation of W

Another method widely used to calculate the genomic relationship matrix is explained in VanRaden (2008) and involves
just centring each column of the resulting W ∗ matrix:
(3.13)
w∗i = mi − 2pi
W ∗ W ∗0
G∗ =
(3.14)
νp
P
where νp = 2 i pi (1 − pi ). The resulting G∗ matrix has been
scaled by the total variance at all loci (νp ) rather than scaling
each locus (i.e. column) by their own variance.
The last method produces a genomic relationship matrix having the same scale as the Numerator Relationship Matrix, A,
calculated using the pedigree. This means that the genomic
inbreeding coefficient for an individual i can be calculated as
G∗ii − 1, and theqgenomic relationship among two individuals j
p
and k as G∗jk /( G∗jj + G∗kk ) (VanRaden, 2008). Further, Ober
et al. (2012) showed that E(G∗ ) = A.
Table 3.1: Two forms of genotype matrix W.

Variant

Calculation

Relationship

W

wi = √mi −2pi

G=

W∗

w∗i = mi − 2pi

G∗ =

νp = 2

2pi (1−pi )

P

WW 0
m
W ∗ W ∗0
νp

Properties
W ∼ (0, 1)
W ∼ (0, ?)

i pi (1 − pi )

We note here that when utilising W to construct the genomic relationship matrix, the markers with high heterozygosity
p are weighted more than rare alleles due to the scaling by
2pi (1 − pi ).
As noted in the beginning of this section, the allele coding
should not affect the estimated variance (Strandén and Christensen, 2011). The scaling, however, will. Furthermore, the SNPBLUP model assumes a priori that the estimated marker effects
are sampled from the same distribution. If we had any notion
that some of the markers might be more informative towards a
complex trait, we have two choices: we can specify a weight for
each marker based on e.g. results from a GWAS, or, if we want
to isolate the contribution from a set of markers, we can extend
the BLUP models to having two random effects. The latter is
described in the following section.
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3.5

expansion of g-blup to two random variables

Here, we will expand SNP-BLUP and G-BLUP to having two
random genetic effects, indexed by 1 and 2. Assumptions for
these models are generally as above, and in the following example we have split the markers into two groups 1 and 2. We
start with the equations:
y = µ + W1 b1 + W2 b2 + e

(3.15a)

y = µ + g1 + g2 + e

(3.15b)

where the variables are as in (3.1) and (3.4), but indexed for
marker group 1 and 2.
We can summarise the distributions of these as
  

 
2
0
0
I σ
0
b1
    m1 b 1

 



2
(3.16a)
b2  ∼ N 0 ,  0
Im2 σb2
0 

e
0
0
0
Dn σ2e
for SNP-BLUP and for G-BLUP as
  
 
G1 σ2g1
0
0
g1
  
 
g2  ∼ N 0 ,  0
G2 σ2g2
e

0

0

0

0




0 

(3.16b)

Dn σ2e

where G1 and G2 , respectively, are genetic relationship matrices
constructed on the subsets of markers, respectively, instead of
all markers, and are a priori assumed uncorrelated.
The keen observer will notice that these are very similar to
those in (3.3c) and (3.6c), although here, the two random variables b1 and b2 (and g1 and g2 ) are assumed completely independent, an assumption that might be disputed when the
model is applied to real data, as in paper I.
3.6

comparison of models in thesis

In this thesis, we have utilised a number of variations of the
G-BLUP model. Although they at a glance look similar, being G-BLUP models with one or two random variables, there
are slight differences. The models are summarised in table 3.2
together with schematic representations of which parts of the
genome the random variables corresponds to.
Model 1 is the basic G-BLUP, used as a null model in all
papers where all available markers are used. Model 2 is the

3.6 comparison of models in thesis

Table 3.2: Comparison of models in thesis, written in
simplified form.

Model

Paper

(0) y = µ + L + e

II

(1) y = µ + g + e

I, II, III

(2) y = µ + gS + g¬S + e

+

I, III

(3) y = µ + gS + g + e

+

II

(4) y = µ + gS + L + e

+

II

The rectangles corresponds to the entire genome, the
circles corresponds to the genomic features, and the
used parts are shaded grey. The vertical lines corresponds to the individuals are modelled as unrelated.

partitioned G-BLUP model where the markers are split into two
groups (S and ¬S). Model 3 is similar to model 2, except the
second random variable uses all available markers. Model 4 is
an alternative to model 3, as model 0 is to model 1. Model 0
is used in paper II and is used to model the line effects in the
D. melanogaster Genetic Reference Panel. It is an alternative to
model 1, but assumes the ‘individuals’ (lines) are unrelated.
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It was amazing how people would argue against
figures on no better basis than ‘they must be wrong’.
Don’t be smart. Smart is only a polished version of
dumb. Try intelligence. It will surely see you through.
– ‘Unseen Academicals’, by Terry Pratchett

This chapter focuses on the usage and application of linear
mixed models, as they are applied in this thesis. The first section applies standard probability theory and linear algebra to
predict genetic values and marker effects, assuming the variances are known. Because the solutions provided in section
4.1 are not always computational feasible, the Mixed Models
Equations have been developed, which are described in section
4.2. These solutions however also require that the variances
are known, so estimating these with Maximum Likelihood and
Restricted Maximum Likelihood are outlined in section 4.3. Finally, we will return to predicting genetic values and estimating
a model’s predictive ability in section 4.4.
For the following chapter, we will extend the simple model
notation of SNP-BLUP and G-BLUP to a general form that
allows multiple observations per animal, hence the matrix Z
emerges; an n × q incidence matrix relating observations to animals. We also expand the intercept µ to Xβ, the n × p incidence matrix relating observations to the p-length vector of fixed
effects, β. Written in their entirety, the models become:
y = Xβ + ZWb + e

(4.1)

y = Xβ + Zg + e.

(4.2)

estimating or predicting? We are using the terms ‘Estimating’ and ‘Predicting’ almost interchangeable, and the
terms might led to some confusion as to whether they are
merely synonyms or intone a more subtle difference. It appears
that it has become common practice to ‘estimate’ fixed effects
and ‘predict’ random effects (Robinson, 1991), but, as it usually
is with field specific jargon, it depends on the school of thought,
e.g. classical statistics or Bayesian inference. Another view on
the difference is that we predict future performances or values
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yet to be observed, while we estimate values (e.g. variance components) inherent in the data.
4.1

predicting genetic values and marker effects

Predicting genetic values has generally been the most important task for animal geneticists as they are used by farmers to
select animals for reproduction. Originally, genetic values have
been calculated by using the expected relationships among individuals by using the pedigree based relationship matrix A.
Nowadays, the advent of genome-wide genotyping at cheaper
cost is revolutionizing the field by allowing the construction
of the relationship matrix taking into account the realized relationships among individuals by using SNP marker data: the
genetic relationship matrix G.
For this section, we will cover three scenarios, all based on
the SNP-BLUP and G-BLUP models, and the assumptions in
chapter 3. To solve the conditional expectations, we will be relying on standard probability theory and linear algebra. These
tools are briefly described in the ‘Stat boxes’.
The first scenario is predicting genetic values based on the
observed values, i.e. finding the solution to E[g|y]. In the second
scenario, we will predict the genetic values after predicting the
marker effects, i.e. E[g|b]. The third scenario is the reverse of
the second, predicting marker effects from predicted genetic
values, i.e. E[b|g].

Predicting genetic values from observations: E[g|y]
Here, we want to predict the genetic values, or put in another
way, predict the effects that can be attributed to the genetic
relationship after correcting for fixed effects.
We will in the following show that
E [g|y] = 0 + GZ 0 σ2g (ZGZ 0 σ2g + Dn σ2e )−1 (y − Xβ)

(4.3)

by applying stat box 2.
Our starting point is the general G-BLUP equation written as
a set of linear equations for y and g:
!
!
!
!
Xβ
Z In
g
y
=
+
(4.4a)
0
In 0
e
g
| {z } | {z } | {z } | {z }
y∗

c

A

x
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Stat 2: Joint distribution of linear equations
Given a vector of multivariate normal random variables,
x ∼ N(m, V), and a set of linearly independent linear functions, A, then y∗ = c + Ax is a vector of multivariate normal random variables, where c is a vector of constants.
The joint distribution of y∗ is
y∗ ∼ N[Am + c, AVA 0 ].
Example: Using SNP-BLUP
in (3.1), y∗ = y, and we can

set A = (W In ), x = be , c = 1n µ, and m = 0. The
variance-covariance matrix for b and e is found by equaI σ2
0 
tions (3.3), giving V = m b
2 . Thus, the joint distri0

Dn σe

bution from above becomes:
!#
"
!

 I σ2
0
0
W
n g
y ∼ N 0 + In µ, W In
2
In
0
Dn σe
i
h
= N In µ, WW 0 σ2g + Dn σ2e
which is identical to what we found in (3.2d), section 3.1.

and g and e
!
"
g
∼N
e

0

!

,
0
| {z } |
m

!#

Gσ2g

0

0

Dn σ2e
{z
}

(4.4b)

V

where the notations below both equations corresponds exactly
to those in stat box 2.
Stat 3: A joint distribution
We take notice in standard probability theory, that
P(X, Y) = P(X|Y)P(Y)
hence the conditional expectation of X on Y is dependent
on the marginal distribution of Y and the joint distribution of both variables.
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We can now derive the joint distribution of G-BLUP by applying stat box 2:
!
" !
!#
ZGZ 0 σ2g + Dn σ2e ZGσ2g
y
µ
∼N
,
.
(4.5)
g
0
GZ 0 σ2g
Gσ2g
The proof is followed, first for the joint expectation of (4.4a):
" !#
"
!
!
!#
y
Xβ
Z In
g
E
=E
+
g
0
In 0
e
"
!#
! " !#
Xβ
Z In
g
=E
+
E
0
In 0
e
!
! " !#
Xβ
Z In
0
=
+
E
0
In 0
0
!
Xβ
=
0
The variance is derived as:
" !#
"
!
y
Z In
Var
= Var
g
In 0
!
"
Z In
=
Var
In 0
!
Gσ2g
Z In
=
In 0
0
=

g

!#

e
g

!#

e
0

Z In
In
!

Dn σ2e

ZGZ 0 σ2g + Dn σ2e ZGσ2g
GZ 0 σ2g

!0

0
Z In
In

!0

0

!

Gσ2g

By applying stat box 4, the conditional expectation of g given
y is therefore
E [g|y] = 0 + GZ 0 σ2g (ZGZ 0 σ2g + Dn σ2e )−1 (y − Xβ)

(4.3)

which is the Best Linear Unbiased Predictor of g. ‘Best’ because
it has the minimum mean squared error among the possible
predictors, ‘Linear’ because it is a linear function of the data,
‘Unbiased’ because the average value of the predictor is equal
to the one of the quantity being predicted.
The construct ZGZ 0 expands the genomic relationship matrix from q × q to n × n and, if there are multiple observations
per animal, the result is rank deficient (see (A.14), p. 152). So

4.1 predicting genetic values and marker effects

when the data set to be analysed contains a lot of observations
it might not possible to calculate the inverse in (4.3), partly
due to the structure, partly due to the sheer size. The Mixed
Model Equations (MME), described in section 4.2, can therefore
be used as the dimensions of the matrices are in the order of the
sum of number of fixed effects and genetic values (or marker effects). Furthermore, the matrices needed inverted in MME can
be sparse so more effective inversion algorithms can be applied,
except in animal breeding where the genomic relationship matrix usually are dense – but the inverse of these can usually be
made while constructing the ordinary matrix.
Stat 4: Conditional expectation of a bivariate normal
distribution
Given:
X1

!

X2

"
∼N

µ1

!

µ2

,

V11 V12

!#

V21 V22

Conditional expectation is
−1
E[X1 |X2 ] = µ1 + V12 V22
(X2 − µ2 )

Predicting g from b: E[g|b]
Having predicted values of marker effects (b̂), we can predict
genetic values based on the linear combination:
(4.6a)

ĝ = W b̂
or
ĝi =

m
X

wi,j b̂j .

(4.6b)

j=1

Predicting b from g: E[b|g]
This is the reverse of the above, but as W is not necessarily
a square and invertible matrix, the solution is not straightforward. The solution is
E [b|g] = W 0 (WW 0 )−1 g

(4.7)
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which will be derived in the following. We could do as for
E[g|y], but we will here use another approach that is a more
general solution.
To achieve the goal, it is useful to write down the joint distribution of b, g and y. The starting point to build this joint distribution is to keep in mind the assumptions of SNP-BLUP and
G-BLUP that we have already stated in section 3.1. To make
things clear they are summarised in table 4.1 for the general
form.
The (co)variances are easily derived from this:
Cov(b, b) = Var(b) = Im σ2b
Cov(b, g) = Cov(b, Wb) = Cov(b, b)W 0 = W 0 σ2b
Cov(b, y) = Cov(b, ZWb + e) = Cov(b, ZWb)
= Cov(b, b)(ZW) 0 = W 0 Z 0 σ2b
Cov(g, b) = Cov(Wb, b) = W Cov(b, b) = Wσ2b
Cov(g, g) = Cov(Wb, Wb) = W Cov(b, b)W 0
= WW 0 σ2b
Cov(g, y) = Cov(y, g) 0 = (ZG) 0 σ2g = WW 0 Z 0 σ2b
Cov(y, b) = Cov(ZWb + e, b) = Cov(ZWb, b) = ZWσ2b
Cov(y, g) = ZGσ2g = ZWW 0 σ2b
Cov(y, y) = Var(y) = Var(ZWb + e) = ZWW 0 Z 0 σ2b + Dn σ2e

Having now all the necessary information we can build the
joint distribution of b, g and y by hand:
  
 
0
Im σ2b
b
 
  
g ∼ N  0  ,  Wσ2b
y

µ

W 0 σ2b

W 0 Z 0 σ2b



WW 0 σ2b

WW 0 Z 0 σ2b




ZWσ2b ZWW 0 σ2b ZWW 0 Z 0 σ2b + Dn σ2e

Table 4.1: Summary of assumptions for the BLUPs.

y = Xβ + ZWb + e (3.1)

E(y) = Xβ

g = Wb

g ∼ N(0, Gσ2g )
b ∼ N(0, Im σ2b )
e ∼ N(0, Dn σ2e )

Cov(b, e) = 0, Cov(g, e) = 0, Cov(y, g) = ZGσ2g
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(4.8)
Dividing σ2b out of the matrix, we get the result
 
  
b
0
Im
 
  
 g  ∼ N  0  ,  W
y

µ

where λ =

W0

W 0Z 0

WW 0

WW 0 Z 0



 (4.9)

ZW ZWW 0 ZWW 0 Z 0 + Dn λ

σ2e
.
σ2b

This is a degenerated distribution, as the two left columns in
the bottom matrix are linear dependent by multiplying with W,
i.e. the variance-covariance matrix is not full rank1 .
By applying stat box 4 on b and g, we get the conditional
expectation of b given g:
E [b|g] = 0 + W 0 (WW 0 )−1 g

(4.10)

However, the inverse of WW 0 does not exist, as W is not
full rank, due to the definition of W. The inverse of WW 0 exists
only if WW 0 is non-singular, which might be possible if the genotypes are in the original allele coding (i.e. 0,1,2). This problem
can be easily circumvented by conditioning on y rather than on
g, leading to:
E [b|y] = 0 + W 0 Z 0 (ZWW 0 Z 0 + Dn λ)−1 (y − Xβ),

(4.11)

a solution similar to (4.3).
The joint distribution found in (4.8) could also have been derived from a set of linear equations, in a similar manner to
section 4.1, by starting from
    
b
0
Im
    
g =  0  +  W
y

Xβ

0



 b
0
e
ZW In

!

but we will leave it as an exercise to the reader.
1 A degenerate distribution will only return a single value; a normal distribution with zero variance – at first an as absurd concept as a black hole – has
its entire mass in a single point, and will only return a single value. Writing
the probability distribution for a matrix normal distribution, it requires the
inversion and determinant of the variance-covariance matrix. Hence, a noninvertible variance-covariance matrix will give a normal distribution with
zero variance, thus a degenerated distribution.
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4.2

mixed model equations

The mixed model equations (MME) were first introduced by
Henderson in 1949. This set of equations is used to jointly obtain estimates of fixed and random effects while avoiding the
need of (Gσ2g + Dn σ2e )−1 , which is difficult to compute when
the data set is large (computational time is proportional to n3 ).
A fundamental property of the estimates of random and fixed
effects obtained is that they are, respectively, the BLUP and the
BLUE (i.e. same properties as BLUP but for fixed effects; ‘E’
stands for Estimator). The proof of this was published by Goldberger (1962) and Henderson (1963) (with the help of Searle).
This discovery has revolutionized the field of animal breeding
since it has allowed to estimate breeding values in relatively
short time, providing that variance components are known (if
they are not, they can be estimated from the data as explained
in section 4.3).
MME for G-BLUP
The derivation for MME below follows the approach by Henderson et al. (1959). It involves the maximization of the joint density of y and g with respect to β and g, assuming a multivariate
normal distribution and known variances. This joint density
can be written as:
p(y, g) = p(y|g)p(g)


1
0 −1
∝ exp − (y − Xβ − Zg) R (y − Xβ − Zg)
2


1 0 −1
exp − g F g
(4.12)
2
where R = Dn σ2e , and F = Gσ2g .
Transferring (4.12) into log-space, it becomes:
ln p(y, g) = constant −
(4.13)
1
1
(y − Xβ − Zg) 0 R−1 (y − Xβ − Zg) − g 0 F−1 g
2
2
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To maximize this function, the derivatives with respect to b and
g have to be taken:
∂ ln p(y, g)
= (−X 0 )[−R−1 (y − Xβ − Zg)]
(4.14a)
∂β
∂ ln p(y, g)
= (−Z 0 )[−R−1 (y − Xβ − Zg)] + (−F−1 g)
∂g
(4.14b)
Setting (4.14a) and (4.14b) equal to 0 gives the estimates of β
and g, expressed by:
X 0 R−1 Xβ̂ + X 0 R−1 Zĝ = X 0 R−1 y

(4.15a)

Z 0 R−1 Xβ̂ + Z 0 R−1 Zĝ + F−1 ĝ = Z 0 R−1 y

(4.15b)

and

These equations can then be rearranged in the traditional mixed
model notation:
"
#" # "
#
X 0 R−1 X
X 0 R−1 Z
β̂
X 0 R−1 y
=
(4.16)
Z 0 R−1 X Z 0 R−1 Z + F−1 ĝ
Z 0 R−1 y
Assuming R and F to be non-singular, R−1 can be factored out
from both sides as it is an identity matrix times a scalar. This
leads to:
"
#" # "
#
X 0X
X 0Z
β̂
X 0y
=
(4.17)
Z 0 X Z 0 Z + G−1 λg ĝ
Z 0y
where λg = σ2e /σ2g which determines to what extent estimates
of genetic values are regressed back towards the mean, i.e. how
much contribution from the genetic relationship will we allow
to be included.
MME for SNP-BLUP
The derivation of the MME for SNP-BLUP follows that for GBLUP, resulting in
"
#" # "
#
X 0X
X 0 ZW
β̂
X 0y
=
(4.18)
W 0 Z 0 X W 0 Z 0 ZW + Iλb b̂
W 0Z 0y
where λb = σ2e /σ2b .
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Solving the Mixed Models Equations
This is straightforward. The MME is a linear set of equations
consisting of (left to right), the kernel or coefficient matrix, vector of unknowns to be estimated/predicted, and on the right
hand side, a matrix of known values. The solution requires
the inversion of the kernel, which can be done by any of the
large number of standard matrix inversion approaches. However easy this might seem, solving MME have become even
easier with methods directed at solving systems of linear equations, such as the MME. These methods include the Cholesky
decomposition or Gauss-Seidel method, that involve decomposing the coefficient matrix, or matrix-free variants that can save
considerable computation time, by relying on functions of the
coefficient matrix instead of whole-matrix operations (Legarra
and Misztal, 2008).
The kernel on the left hand side determines the size of the
equation to be solved. For G-BLUP (4.17), the kernel is a (p +
q) × (p + q) matrix, or O(q2 ) using the Big O notation2 , assuming that p, the number of fixed effects, is much smaller than
q.
For SNP-BLUP however, the size of the kernel is O(m2 ). This
implies that if q  m, it might be computational beneficial
to use G-BLUP instead of SNP-BLUP as the order of the set
of equations to be solved would be much smaller for G-BLUP
than SNP-BLUP.
MME for two random marker or genetic factors
Here, we will briefly display the MME for G-BLUP and SNPBLUP with two random factors, as those given in section 3.5,
page 24.
The MME for both G-BLUP and SNP-BLUP are presented in
(4.19) and (4.20):


X 0X

X 0Z

 0
Z X Z 0 Z + G−1
1 λ g1
Z 0X

Z 0Z

X 0Z
Z 0Z
Z 0 Z + G−1
2 λg2

  

β̂
X 0y
   0 
 ĝ1  = Z1 y (4.19)
ĝ2

Z2 0 y

where λg1 = σ2e /σ2g1 and λb2 = σ2e /σ2b2 .
2 The Big O notation describes the growth rate of a function; here that the size
of the kernel quadruples if q doubles.
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For SNP-BLUP, we have

X 0X
X 0 ZW1
 0 0
W1 Z X W10 Z 0 ZW1 + Im1 λb1
W20 Z 0 X


X 0y


= W10 Z 0 y

W20 Z 0 ZW1

X 0 ZW2
W10 Z 0 ZW2
W20 Z 0 ZW2 + Im2 λb2



β̂



 
 b̂1 
b̂2
(4.20)

W20 Z 0 y
where λb1 = σ2e /σ2b1 and λb2 = σ2e /σ2b2 .
Some useful notations and properties of MME
We now consider the variances and standard errors of the predicted effects. These differ from the variance components (σ2g ,
σ2e , etc.) as giving the uncertainty of the predicted values of b̂,
ĝ, and β̂. In other words, the variance components are scalars
and properties of the model, while the following are vectors
(variance-covariance matrices) that detail the uncertainty (correlation) of the realised values. To express these vectors, some
useful notations of the coefficient matrix are presented.
Denoting the coefficient matrix as C, it and its inverse can be
written as
#
"
#
"
ββ
βg
C
C
Cββ Cβg
and C−1 =
.
(4.21)
C=
gβ
C
Cgg
Cgβ Cgg
β̂ 
Incidentally, Var ĝ−g
= C−1 . Following from this, the covariance matrix for the estimated fixed effects are given by

Var(β̂) = Cββ

(4.22)

and the standard errors are simply the square roots of the diagonal elements. The covariance matrix for the predicted genetic
values is
Var(ĝ) = G − Cgg

(4.23)

but it is more viable to consider the prediction errors ĝ − g, as
the variance of this ‘includes variance from both the prediction
error and the random effects g themselves’ (Lynch and Walsh,
1998, p. 754);
Var(ĝ − g) = Cgg .

(4.24)
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We will also introduce the hat matrix3 , which is the matrix
that transforms the y into ŷ, i.e.
ŷ = Hy

(4.25)

For G-BLUP, ŷ = Xβ̂ + Zĝ, ŷ can be expressed as either the
marginal or the conditional predictions (Orenti et al., 2012):
ŷM = Xβ̂

(4.26a)

ŷC = Xβ̂ + Xĝ

(4.26b)

with corresponding hat matrices
HM = X(X 0 V −1 X)−1 X 0 V −1

(4.27a)

HC = I − V −1 + X(X 0 V −1 X)−1 X 0 V −1 .

(4.27b)

We can also derive the two hat like matrixes, Hβ and Hg , such
that ŷ = Hβ y + Hg y. These will be useful in later chapters for
the sums of squares.
"
#
h
i X 0 R−1
Zg = Z Cgβ Cgg
y = Hg y
Z 0 R−1
"
#
h
i X 0 R−1
Hg = Z Cgβ Cgg
(4.28)
Z 0 R−1
and similarly for Hβ :
"
#
h
i X 0 R−1
Xβ = X Cββ Cβg
y = Hβ y
Z 0 R−1
"
#
h
i X 0 R−1
Hβ = X Cββ Cβg
.
Z 0 R−1
4.3

(4.29)

estimating genomic variance

Solving the Mixed Model Equations in the previous section requires estimates of the variance components σ2b , σ2g , and σ2e .
There are strategies for this that includes variance component
estimation (Legarra and Misztal, 2008), but here we will focus
on the Maximum Likelihood (ML) and Restricted Maximum
Likelihood (REML) approach for the variance component estimation.
3 It puts the hat on y.
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The REML method was developed by Patterson and Thompson (1971) as an improvement of the standard Maximum Likelihood (ML). The ML method was originally proposed by Fisher
(1922) but was introduced to variance components estimation
by Hartley and Rao (1967). ML assumes that fixed effects are
known without error which is in most cases false and, as consequence, it produces biased estimates of variance components
(usually, the residual variance is biased downward). To solve
this problem, REML estimators maximize only the part of the
likelihood not depending on the fixed effects, by assuming that
the fixed effects have been, so to speak, fixed. This entails that
when comparing multiple models by their REML likelihoods,
they must contain the same fixed effects, and that REML, by
itself, does not estimate the fixed effects. A benefit of this is
that the number of parameters in the model is restricted4 .
There are no simple one-step solutions for estimating the variance components based on ML and REML (Lynch and Walsh,
1998). Instead, we infer the partial derivatives of the likelihoods
with respect to the variance components. The solutions to these
involve the inverse of the variance-covariance matrix, which
themselves includes the variance components, so the variance
components estimates are non-linear functions of the variance
components. It is therefore necessary to apply iterative methods to obtain the estimates.
In order to better understand the following derivation of ML
and REML, it is useful to recall that the likelihood (L(θ|y)) is
any function of the parameter (θ) that is proportional to p(y|θ).
Maximizing L(θ|y) leads to obtaining the most likely value of
θ (θ̂) given the data y. Usually the likelihood is expressed in
terms of its logarithm (l(θ|y)) as it makes the algebra easier.
Maximum Likelihood
The likelihood for the general G-BLUP model, y = Xβ + Zg + e
(4.2) is simply the probability density function of a multivariate
normal distribution, conditional on the known elements. The
log-transformed likelihood can therefore be written as:
l(β, V|X, y) = −

1
1
n
ln(2π) − ln |V| − (y − Xβ) 0 V −1 (y − Xβ)
2
2
2
(4.30)

4 Whether this is the origin of the name may be debatable, as some claim
REML is an abbreviation for REsidual Maximum Likelihood (Searle et al.,
1992, p. 250).
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where V is the variance-covariance matrix, Gσ2g + Dn σ2e (3.5c).
The first term is just a constant that does not involve any parameter estimation and therefore it is usually omitted from computation.
We then derive the first derivatives with respect to the parameters β, σ2g and σ2e . For the variance components, however, we
will make use of a general expression using σ2i and the derivatives can later be adjusted to fit the specific variance components.
To help with the derivation, appendix A contains some useful
properties for derivatives of matrices.
∂[(y − Xβ) 0 V −1 (y − Xβ)]
∂l(β, V|X, y)
=
∂β
∂β
0 −1
= X V (y − Xβ)

(4.31)

For the derivatives for the variance components, we introduce the short-hand notation Vi as

D
when σ2i = σ2e
∂V
n
(4.32)
=
Vi =
ZGZ 0 when σ2 = σ2
∂σ2i
i

g

and so we can write
∂l(β, V|X, y)
1
1
−1
=
−
Tr(V
V
)
+
(y − Xβ) 0 V −1 Vi V −1 (y − Xβ)
i
2
2
2
∂σi
(4.33)
To get ML estimates of the parameters, the differential equations in (4.31) and (4.33) are set equal to zero and we would
attempt to solve for the variable. This is possible for β, but
not for σ2i as both terms in RHS of (4.33) contains V −1 , which
is a function of the variance components. For β, we have the
estimate:
β̂ = (X 0 V̂ −1 X)−1 X 0 V̂ −1 y

(4.34)

which, incidentally, is the BLUE (Best Linear Unbiased Estimator) for β. Notice that the β̂ estimate requires an estimate on
the variance components, hence the V̂.
We now turn our attention to the ML estimators for the variance components. If given an estimate of the fixed effects β̂,
we can rewrite the last term in (4.33), to take into account the
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difference between our estimate and the true fixed effects (by
adding and subtracting Xβ̂ into the parenthesis):
(y − Xβ) 0 V −1 Vi V −1 (y − Xβ) = (y − Xβ̂) 0 V −1 Vi V −1 (y − Xβ̂)
+(β̂ − β) 0 X 0 V −1 Vi V −1 (β̂ − β)
(4.35)
The ML assumes that the fixed effects are known ‘without
error’, i.e. we assume we have the true fixed effects. We can
then set β = β̂ in (4.35), cancelling the last term, and (4.33) is
altered to
1
1
∂l(β, V|X, y)
= − Tr(V −1 Vi ) + (y − Xβ̂) 0 V −1 Vi V −1 (y − Xβ̂)
2
2
2
∂σi
(4.36)
The change can easily be overlooked, but it is the core of the
bias of the ML: it ignores the deviation between our estimate of
the fixed effects and the true fixed effect.
As noted above, the ML estimators of the variance components are non-linear functions of the variance components. To
get an estimate of the variance components, an iterative approach is needed, but before looking into this, we will cover
the restricted maximum likelihood.
Restricted Maximum Likelihood
The fallacy of ML towards the use of ‘true’ fixed effects has in
Restricted Maximum Likelihood (REML) been countered. The
trick that REML uses in order to obtain unbiased estimates of
variance components is a linear transformation of the observations, y, that removes fixed effects from the model. For this
purpose, a matrix K is used, such that KX = 0. K does not need
to be computed, as it humbly leaves the equations before we
reach the results.
The REML model is thus:
(4.37)

y∗ = Ky = K(Xβ + Zg + e) = KZg + Ke
By substituting the following into the likelihood in (4.30)
Ky for y;

KX = 0 for X;

KZ for Z;

KVK 0 for V

we can obtain restricted log-likelihood (the constant term and
terms that do not include variance components are not included
for brevity):
1
1
l(V|y) ∝ − ln |K 0 VK| − (Ky) 0 (K 0 VK)−1 (Ky)
2
2

(4.38)
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However Searle et al. (1992) proved that:
ln |K 0 VK| = ln |V| + ln |X 0 V −1 X|
and
(Ky) 0 (K 0 VK)−1 (Ky) = y 0 Py = (y − Xβ) 0 V −1 (y − Xβ)
leading to the Restricted likelihood
1
1
1
l(V|y, X, β) ∝ − ln |V| − ln |X 0 V −1 X| − (y − Xβ) 0 V −1 (y − Xβ)
2
2
2
(4.39)
Comparing this to ML,
1
1
l(β, V|X, y) ∝ − ln |V| − (y − Xβ) 0 V −1 (y − Xβ)
2
2

(4.30)

we find the only difference is that the term with second quadratic form is included in REML, because they are assumed
known (without error) in ML.
Again, an iterative approach is needed to get the estimates of
the variance components, and further derivation of the variance component estimators depends on the iterative approach.
The approaches used here are based on finding the set of parameters that maximises the likelihood. The problem can now be
treated as a general problem in the sense that we have to search
the parameter space for the combination of parameters that result in the largest likelihood and/or improve the likelihood from
a given set of parameters. For this, many heuristics can be applied, but only the wise choice will secure the next grant. For
any choice, one must be aware that the algorithm or heuristic
might return a local maxima instead of the global maxima, and
that choices must be made towards when the algorithms has
converged.
We mention briefly the derivative free methods, as they circumvented inverting the coefficient matrix, which is required
in the derivative-based algorithms (Hofer, 1998). The ‘Simplex’
method only uses the REML likelihood, and relies on other
means for guessing the updated variance components (Nelder
and Mead, 1965). Another approach by Smith and Graser (1986)
and Graser et al. (1987) rewrites the restricted likelihood, so a
computational demanding operation can be solved by Gaussian
elimination. These are simple, but may be ‘plagued by numerical problems, especially if (...) many parameters (are) to be
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estimated’ (Jensen et al., 1997) and can be less efficient when
used with increasing number of traits (Misztal, 1994; Jensen
et al., 1997).
An alternate heuristic is the Expectation-Maximization (EM)
algorithm (Dempster et al., 1977), which is based on the first
derivatives. The idea here is that the model comprises observed data, unobserved, latent variables, and parameters. If
any two of the three are known, the third is quite tractable.
In terms of G-BLUP, the genetic values g are the unobserved,
latent variables, and the parameters are the variance components. If the variance components and observations (and covariance matrices) are known, genetic values can be calculated from
(4.3). If it was the genetic values, instead of variance components, that was known, the latter can be deduced by reflecting
on the assumptions placed on the random variables. However,
we rarely know both the genetic values and the variance components.
The EM algorithm consists of two steps, the E step which
expresses the expectation of the unobserved variables conditional on the observed data and estimates of the parameters;
and the M step which maximises the parameters, based on
the observed data and expectation of the unobserved variables.
This is still an iterative approach, and it is started with some
initial guesses for the parameters, but by alternating between
the E- and M-step, the algorithm approximates the (restricted)
maximum likelihood (Knight, 2008). There are however computational issues with the EM algorithm, as it a) requires inverting the coefficient matrix (although workarounds exists), and
b) may require an extensive number of iterations to converge
(Hofer, 1998).
Average-Information REML
We have now described the progress of estimating variance
components from Maximum Likelihood, to Restricted Likelihood, with means of using the REML estimators of derivative
free and first derivatives. The time has now come to the second
derivatives, starting with the Newton-Raphson approach, and
the Fisher Scoring Method, which naturally leads to the Average-Information REML.
The section will conclude on commenting on convergence
criteria and a short discussion on the interpretation of the estimated variances.
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The Average-Information REML (AI-REML) algorithm is based
on the Newton-Raphson (NR) approach to approximate a function’s root, the function here being the first derivative of REML.
It uses the first and second derivatives of the likelihood to estimate in which direction and distance (in the parameter space)
an update to the parameters that increases the likelihood might
be found. Following the NR approach, the parameters θ at the
tth step can be updated by
(t+1)

θ

t

=θ −



∂2 l(θt )
∂θt ∂θt

−1

∂l(θt )
∂θt

(4.40)

where θ is the vector of variance components, i.e. θ = (σ2e , σ2g ),
and l(θt ) is the restricted likelihood in (4.39), but written with
emphasis on the vector of variance components at the tth step.
This is similar to Euler’s method for approximating a differential equation, but instead of a fixed step size, the step size is
determined by the second derivative. Note: The above is not
the AI-REML algorithm.
The first derivative (∂l(θt )/∂θt ) is a r-length vector, where r
is the number of variance components, including the residual,
to be estimated.
The second derivative is an r × r matrix. Normally referred to
as a Hessian matrix, in this context it is the observed information
matrix. Skipping the algebra of derivation, it can be expressed,
cf. Lynch and Walsh (1998), as
∂2 l(θ)
1
= Tr(PVi PVj ) − y 0 PVi PVj Py
2
2
2
∂σi ∂σj

(4.41)

Note however that entries relating to the residual can be reduced to simpler expressions.
The NR approach is not necessarily stable, as initial guesses
that lie far from the maxima will lead to large steps that step
past the maxima, resulting in an oscillating iteration that only
– if it does – slowly converges. Furthermore, the calculation of
the observed information matrix in (4.41) can be computational
straining.
An alternate approach is the Fisher Method of Scoring. The
basic principle is the same, except instead of the Hessian matrix, the negative expected Hessian matrix is used. This is said
to always be positive and stabilizes the algorithm (Lynch and
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Walsh, 1998). The expected information matrix can be calculated
as
#
"
1
∂2 l(θ)
(4.42)
= − Tr(PVi PVj )
−Ey
2
2
2
∂σi ∂σj
and as before, entries including the residual variance component can be simplified.
D.L. Johnson and Robin Thompson, Per Madsen, Just Jensen,
and Esa A. Mäntysaari (Johnson and Thompson, 1995; Madsen
et al., 1994; Jensen et al., 1997)5 showed that using the average
of the observed and expected information matrix was easier to
compute (Jensen et al., 1997), hence Average-Information REML.
It was shown that the average-information matrix, IA , could
be calculated by
IA (θ) = F 0 PF = F 0 R−1 F − T 0 W 0 R−1 F

(4.43)

where F is a n × r matrix and the jth column (fj ) corresponds to
∂V
∂θj Py. W is the total design matrix, W = (X Z), and T is a n × r
matrix whose columns are the solutions to the MME using fj
instead of y. Jensen et al. (1997) note that
Once F is known the average information can be
computed easily by solving the MME once for each
parameter in θ using efficient techniques for solving large and sparse linear systems, such that the
solutions can be found without computing the full
inverse of the MME coefficient matrix.
For G-BLUP, as displayed in (4.2), the two columns of F can
be calculated as:
Zû
σ2g
ê
∂V
(Dn σ2e )−1 (y − Xβ̂ − Zû) = 2
fe =
2
∂σe
σe

fg =

(4.44)
(4.45)

where β̂ and û are the MME solutions.
It should therefore be seen, that the AI-REML approach is
easier to compute than the respective approaches mentioned
prior to this. We briefly mention that the inverse of G can
be calculated while constructing G, and the inverse of Dn σ2e
5 Johnson and Thompson’s paper was accepted in 1994 and was referenced
in Madsen’s proceedings paper.
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is fool proof. The algorithm has additional advantages, as the
elements of the first derivatives can be calculated at the same
time as calculating the second derivatives, without processing
the data again.
However, the parameter update might result in negative estimates of the variance components, and the implementation
must be safeguarded against this. The software package DMU
(Madsen and Jensen, 2012), when detecting this situation, steps
back and re-attempts the update by using a weighted average
of the AI update and an EM update, that is modified to use
the average information matrix. If the parameter update is still
outside the parameter space, the update is re-attempted while
gradually increasing the weight on the EM update.
Finally, when the algorithm has converged, the inverse of the
expected information matrix contains the standard errors of the
parameter estimates (Lynch and Walsh, 1998, p. 796).
Convergence
The question now goes towards when to stop updating the
parameter estimates. We do this when we believe they have
converged. One example is when the change in values of the
parameter estimates are sufficient small, i.e. kθt+1 − θt k < 1 ,
where 1 is a very small value such as 10−5 or 10−8 . However,
Jensen et al. (1997) notes that this criterion might be fulfilled
under the EM algorithm, before the EM algorithm has found a
maximum.
Another criterion would be to see if the first derivatives are
small enough, in line with the idea behind the (RE)ML approaches. Jensen et al. (1997) emphasises that parameters estimated with low accuracy should be weighted heavier, thus
another criterion could be
diag(I−1
) ∂l(θ)
√ A ·
< 2
∂θ
r

(4.46)

but this criterion suffers from being very large when estimates
are at the boundary of the parameter space.
Which genomic variance are we really inferring?
We have so far used nine pages to detail the estimation of the
variance components, among these the genomic variance. The
interpretation of this variance, however, has lacked. And with
good reason.

4.4 predictive ability by cross-validation

Under the BLUP models, the observed phenotypic variance,
Var(y), is assumed to be made up of a contribution from the
genetics and a contribution from the environment (3.5c). So
the genomic variance is the proportion that can be statistically
attributed to the markers, conditional on the model (Pigliucci,
2006). We write statistically attributed because the model does
not allow us to infer a causal link.
Although we can estimate the genomic variance by use of
the statistical model, the biological interpretation is difficult.
If the genomic variance was estimated by using a relationship
matrix based on pedigree, the genomic variance would refer
to the founding population6 (base population) where all the
individuals are assumed unrelated. However, when using the
genomic relationship matrix G, we are relying on ‘Identity by
State’ among the alleles, rather than ‘Identity by Descent’, as
is the case with the pedigree based relationship matrix. This
implies that, in theory, the genomic variance estimated by using
G would be referred to a more ancestral population where all
the loci are in Hardy-Weinberg Equilibrium (HWE), in linkage
equilibrium, and all the individuals are unrelated. All in all,
the concept of genomic variance is difficult to interpret.
4.4

predictive ability by cross-validation

So far we have been discussing model fit, predicted marker
effects and genetic values, and estimated variance components
for evaluating a model. But a model may be used for more than
trying to understand how the biological machinery produces
the observed phenotypes. In animal breeding and personalised
medicine, predicting future outcomes is highly valuable, and
thus evaluating a models predictive ability has its merit. The
predictive ability stems from the models’ ability to generalise
to another dataset, a feature that is penalized if the model has
been overfitted.
Cross-validation is one method for estimating the predictive
ability of a model. The data is split into a training set and a validation set, the model is fitted to the training set, and then used
to predict the observations of the validation set. The observations of the validation set are then compared to the predicted
observations, and this is the basis of the predictive ability.
6 All pedigrees start with a founding individual where the parents are unknown.
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A)

B)

C)

D)

Figure 4.1: Illustration of splitting data for cross-valdiation. Circles are
used as training set, stars as validation set. A) Simplistic
3-fold cross-validation where data set is homogeneous. B)
Overfitted model on training set following bad prediction
of validation set. C) Extrapolating from training set, resulting in increased confidence interval. D) Data not homogeneous and/or splitting data set based on a prior screen

A typical approach is the K-fold cross-validation, where the
data is split into K sets, and each is in turn used as the validation set while the rest are used to fit the model. The predictive
ability is then the mean of the K comparisons. Typical choices
for K are 5 or 10 (Legarra et al., 2008; Hastie et al., 2009). Other
approaches exists such as ‘Leave-one-out’ or ‘Repeated random
sub-sampling validation’, where the first corresponds to K-fold
with K equals to number of data points. For the latter, the data
points for the validation set are sampled at randomly for each
‘fold’, thus the validation subsets may overlap. For now, we
will focus on the K-fold approach.
How to split the data set needs to be considered. If the dataset is homogeneous, samples may be divided at random, as
seen in A) in figure 4.1. However, the division should always
reflect how the resulting model is intended to be used, but this
can introduce different sources of error. In animal breeding,
the data might span several generations and/or multiple herds,
in which case the dataset is no longer homogeneous and one
has to be attentive to this. So to the use of cross validation
and prediction, we will quickly find ourselves with an extrapolation which comes with an inherent cost, see C) in figure 4.1.

4.4 predictive ability by cross-validation

We might also attempt to do cross-validation across multiple
breeds, a situation akin to D).
Prediction in cross-validation: Individuals without phenotype
We will now cover the cross-validation for G-BLUP. We will
denote the observations in the validation set as y2 and those in
the training set as y1 . Even though we mask the observations
in y2 as unknown or missing, the genetic relationship for these
observations are still known. The challenge now is to estimate
y2 based on the training data set. For this, we derive the joint
distribution of two G-BLUP models:
    
  
e2
g2
X2 β 2
y2
(4.47)
+
+
=
e1
g1
X1 β 1
y1
in the same manner as we did in section 4.1. Assumptions are
as noted in section 3.2, but we annotate G as:
"
! #
 
g2
G22 G21
∼ N 0,
(4.48)
σ2g
g1
G12 G11
We emphasise that the variance components here are the same
for the training and validation set! The variance components
are typically estimated from training set.
The joint distribution requires the marginal expectation of
y2 
y1 , as well as the marginal variances for y2 and y1 and the covariances between these two. The marginal expectation is, as in
‘ordinary’ G-BLUP, the fixed effects, XX21 ββ21 . The marginal variances are easily derived from (3.5c) and applying the indices for
the training and validation set. The covariance will be derived
as follows:
Cov(y2 , y1 ) = Cov(X2 β2 + g2 + e2 , X1 β1 + g1 + e1 ) (4.49a)
= Cov(g2 + e2 , g1 + e1 )

(4.49b)

= Cov(g2 , g1 ) + Cov(g2 , e1 )+
Cov(e2 , g1 ) + Cov(e2 , e1 )
= Cov(g2 , g1 ) =

G21 σ2g

(4.49c)
(4.49d)

Step (4.49c) is achieved by applying the last property in stat
box 5 and the last three terms are set to zero as all residuals are
independent and as well are genetic values and residuals.
With this in place, we can set up the join distribution as
" #
"
!
!#
G22 σ2g + Dn σ2e
G21 σ2g
y2
X2 β2
∼N
,
G12 σ2g
G11 σ2g + Dn σ2e
y1
X1 β1

49

50

linear mixed models, part ii

Stat 5: Properties of covariances
If x, y, w and v are random variables, and a, b, c and d
are non-random (i.e. constant), the following applies:
Cov(x, a) = 0
Cov(x, y) = Cov(y, x)
Cov(ax, by) = ab Cov(x, y)
Cov(a + x, b + y) = Cov(x, y)
Cov(ax, +by, cw + dv) = ac Cov(x, w) + ad Cov(x, v)+
bc Cov(y, w) + bd Cov(y, v)

(4.50)
Hence, the expectation of y2 given y1 is, by applying stat box 4:
E[y2 |y1 ] = X2 β2 + G21 σ2g [G11 σ2g + Dn σ2e ]−1 (y1 − X1 β1 ) (4.51)
This emphasises the importance of the relationship between
the two groups and the variance component σ2g . If there is no
or low relationship between the training and validation set, G21
is close to zero and the prediction of values of y2 is entirely
controlled by the fixed effects. Likewise, if the genetic model
cannot account for any of the observed variance, i.e. the variance component is close to zero, predicting with said genetic
model is ... pointless.

5

G E N O M I C F E AT U R E M O D E L S

The pen is mightier than the sword ... if the sword
is very short, and the pen is very sharp.
– ‘The Light Fantastic’, by Terry Pratchett

After setting up a linear mixed model (chapter 3) and fitting the
model with data (chapter 4), it is now time to evaluate whether
the parameters of the model and the estimated effects are significant. For this chapter, we assume the variance components
are estimated, and the relevant algorithm for fitting a model
has successfully converged.
The chapter starts with a quick introduction of the different
aspects that need to be considered while evaluating an outcome, followed by a quick brush up of the G-BLUP model and,
more importantly here, the likelihood. We then finally immerse
ourselves in the test statistics.
5.1

statistical modelling approaches

The test statistics are categorised as belonging to either the
Single-step or Two-step approaches. In the single-step approaches, a genomic feature is modelled by a single model.
The estimated effects or variance components are then evaluated, either by the properties of this model (e.g. score based
statistics) or by comparing to null hypothesis models.
In the two-step approaches, a single model is used to calculate test statistics on all the markers’ effects. These statistics are
then aggregated by various means for each genomic feature to
test. Goeman and Bühlmann (2007) refer to these as post hoc
methods, and are similar to popular Gene-set enrichment tests.
In our setting, a genomic feature is basically a set of markers,
defined by any external information, and can refer to genes,
QTL regions, sequence ontologies (SNPs within genes, in upstream regions, known regulators, etc.), or even chromosomes.
The information can be layered, such as when using biological
pathways that map to multiple genes that each map to multiple
markers.
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The two approaches differ in how a genomic feature is modelled. For the single-step approaches, the set of markers are
modelled as a joint contribution to a phenotypic trait, by including them as an extra random effect (e.g. eq. 5.3). In the
two-step approaches, the markers are modelled independently,
and test statistics are calculated for each marker. The test statistics for the genomic features are then different aggregations
of the marker-based test statistics.
Null hypotheses
We distinguish between two types of null hypotheses, the competitive and the self-contained (Goeman and Bühlmann, 2007;
Maciejewski, 2013). The self-contained is the easiest and corresponds to determining whether a genomic feature, by it self,
does not display any association to the phenotypic trait. This is
usually done by defining that the variance component or predicted effect equals zero.
The competitive corresponds to determining whether the degree of association within a genomic feature is the same as ‘outside’ the genomic feature.
Naturally, the choice of null hypothesis affects the choice of
test statistic, but also the biological interpretation of the significance of a finding. The self-contained may be preferable over
a competitive, as it has more power (Goeman and Bühlmann,
2007), and the biological interpretation is simpler, as it determines whether there is or there is no association.
Evaluating the test statistics
Once a test statistic has been calculated, it needs to be evaluated to determine whether the genomic feature of interest is
significant. This is done by finding the test statistic’s position
within a distribution, allowing us to evaluate the probability of
finding a test statistic of the given magnitude by chance
We distinguish between three types of distributions; the exact, the approximate, and the empirical found distribution.
The exact distributions (e.g. hypergeometric test) are derived
from the test statistic itself. They might seem to be the preferred, but only if the test statistic actually does describe the
desired property being tested.
The approximate distributions (e.g. χ2 ) relies on that some
distributions approximate each other under certain conditions.

5.2 linear mixed models, revisited

We can then replace an intangible expression with a simpler,
but when being applied to actual data, the conditions are ‘bent’
into place.
The empirical distributions are the brute-force ‘when-all-elsefails’ solutions we attend to, when the other distributions are
too computational demanding, or the conditions for approximating seem to strongly bent. Usual methods for obtaining these
are bootstrapping or permutation routines, but caution should
be taken under which conditions the routines are performed.
5.2

linear mixed models, revisited

We will now refresh our memory on G-BLUP. The ordinary GBLUP as displayed in (4.2) will be referred to as the null model
(M0 ), and all assumptions and properties as detailed in section
3.2 and 4.1 still hold.
We also introduce the expanded models (see section 3.5, page
24), where the second random factor model the contribution
from a subset of markers. Recall that g = Wb, and that GBLUP and SNP-BLUP are equivalent (see section 3.3, page 20).
M0 :

y = Xβ + Zg + e

(5.1)

MGWAS :

y = Xβ + Zg + Zwi bi + e

(5.2)

MSet :

y = Xβ + Zg + Zgi + e

(5.3)

where wi is the column vector of W corresponding to the ith
marker, bi the ith marker effect, and gs = Ws bs are the genetic
effects modelled exclusively on a subset of markers. We assume that Var(g) = Gσ2g , Var(bi ) = σ2bi , Var(gi ) = Gi σ2i , and
Var(e) = R = Iσ2e (note that this differs slightly from previous
assumptions). The random effects are assumed uncorrelated.
The likelihood, and the first and second derivatives.
As stated in the previous chapter, the log-transformed ordinary
likelihood can be expressed as
l(β, V|X, y) = −

where V =

Pr−1

1
1
n
ln(2π) − ln |V| − (y − Xβ) 0 V −1 (y − Xβ)
2
2
2
(4.30)

0 2
2
i=1 ZGi Z σi + Iσe and Gi =

Wi Wi0
mi .
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Stat 6: Interpretation of a derivative
We will shortly consider the nature of the derivatives.
Consider the function of a third degree polynomial, as
displayed in the figure below, in place of a complex likelihood. The first and second derivatives are easy to derive.
The first derivative displays the slope of the tangent of the
function at the point (x, f(x)), which can be interpreted
as the rate of change. It quickly becomes clear why we
equate the first derivative to zero to find the maximum or
minimum of the function.
The second derivative, indicates the rate of change of the
slope.
f(x) = (x − 7)(x − 4)(x + 1)

1

4

7

f 0 (x) = 3x2 − 24x + 39

f 00 (x) = 6x − 24

The second derivative has some interesting properties:
when f 0 (x) = 0, then x is at a minimum when f 00 (x) > 0,
or at a maximum when f 00 (x) < 0. When f 00 (x) = 0, x is
an inflexion point, where the slope changes direction.
Most importantly, the ‘sharpness’ of an extremum of f(x)
can be directly read from the values of the second derivative.

5.3 single-step approaches

The first derivative of the full model with respect to the variance component of interest is written as a function of the ith
element of θ, a vector listing the variance components:
1
1
∂l(β, V|X, y)
= − Tr(PZGi Z 0 ) + y 0 ZGi Z 0 Py
∂θi
2
2
1
= − Tr(V −1 ZGi Z 0 )
2
1
(5.4)
+ (y − Xβ) 0 V −1 ZGi Z 0 V −1 (y − Xβ)
2

l 0 (θi ) =

where the projection matrix P = V −1 − V −1 X(X 0 V −1 X)−1 X 0 V −1 .
For the second derivatives, we have the observed and expected
information matrix, respectively, as
IO =

∂2 l(θ|y)
∂θi ∂θj

IE = −E [IO ]

(5.5)
(5.6)

The inverse of the expected information matrix details the uncertainty
of the variance
components in θ, and we can write θ̂ ∼


N θ0 , [IE (θ0 )]−1 (Sorensen and Gianola, 2002, p.179), where θ̂
is the vector of estimated variance components and θ0 is the
vector of true (but unknown) variance components.
The average information matrix, as derived from the second
derivations, can be calculated as the average of the observed
and expected observation matrix:
1
IA (θi , θj ) = y 0 V −1 ZGi Z 0 V −1 ZGj Z 0 V −1 y
2
1 0 −1
IA (θi , θe ) = y V ZGZ 0 V −1 V −1 y
2
1 0 −1 −1 −1
IA (θe , θe ) = y V V V y.
2

(5.7)
(5.8)
(5.9)

Although these definitions differ from (4.43), the similarity to
(4.41) and (4.42) should be evident, if you keep (A.9) in mind.
As the second derivative is central to the following scores, an
interpretation is described in stat box 6.
In the case of the restricted likelihod, then V and V −1 are
replaced with P.
5.3

single-step approaches

In the single-step approaches, we fit the data to the model with
AI-REML and get estimates of the variance components, as well
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Wald’s test

l

Likelihood ratio test

Rao’s Score test

θ0

θ̂

θ

Figure 5.1: The Holy Trinity of Likelihood Ratio, Wald’s and Rao’s Score
test. The graph displays likelihood as a function of the
variance components, maximised at the true value, θ̂.

as the likelihood. In other words, we only need to fit the data
once per model. For likelihood ratio (LR) testing, two models
are required; the full model and a reduced model.
The LR test, Wald’s test, and Rao’s Score test, can be referred
to as ‘The Holy Trinity’ (Rao, 2009), and are all related to the
likelihood and the first and second derivation. For a graphical
comparison, see figure 5.1. When reviewing these tests, keep
in mind that the first derivative gives the slope of the function,
and the second derivative is related to the uncertainty of the
estimated variance component.
Shortly, the LR test compares the model fit between the full
model and the reduced model. In Wald’s test, the model parameters are fitted using the full model, and we ask if an estimated variance component is significantly different from a particular value (usually zero). Rao’s Score test uses the reduced
model (i.e. null model), and estimates the size of improvement
in model fit, if we were to plug an additional variance component into the model. Both the Wald and the Rao’s score tests are
asymptotically equivalent to the LR test, that is, as the sample
size becomes infinitely large, the values of the Wald and Rao’s
score test statistics will become increasingly close to the test
statistic from the LR test.

5.3 single-step approaches

The first derivative of the likelihood is also referred to as the
‘score’, which is the basis of the Score based statistic. It differs
from the previous tests by relying on a simplified expression
of the first derivative. The advantage of the score test is that it
can be used to search for omitted variables when the number
of candidate variables is large.
We conclude this section with test statistics based on estimated effects. The subscript i corresponds to each marker or set
of markers.
Likelihood Ratio Test
The concept of likelihood also provides a framework for testing
hypotheses regarding, for example, goodness of fit of models.
In particular, the so-called likelihood ratio tests are used to assess whether a reduced model fits the data better than a full
model by comparing the likelihoods of the two models. A high
likelihood ratio shows that the full model with two (different)
variance components is better at explaining the observed genomic variance than the reduced model with only one variance
component.
It is fundamental for the reduced model to be nested in the
full model, otherwise this approach does not make any sense.
When the REML procedure is used, it is also important for the
two models being compared to have the same fixed effects, otherwise the two likelihoods are not comparable, as can be easily
understood by looking at the concept of restricted likelihood
(see section 4.3). The LR test statistic can be derived by using
the following formula:
#
"


L(θ̂|y)
= −2 l(θ̂r |y) − l(θ̂|y)
(5.10)
TLRT = 2 ln
L(θ̂r |y)
where l(θ̂|y) is the log-likelihood for the full model, and l(θ̂r |y)
is the log-likelihood for the reduced model. When the sample
size is sufficiently large, the LR statistic is χ2 distributed with
κ degrees of freedom, where κ parameters that were free in the
full model, have been assigned fixed values in the reduced.
At least in theory. We must bear in mind that the above
description applies to the reduced model having a parameter
fixed, i.e. the reduced model has a variance component set to
zero. Self and Liang (1987) has shown that when the estimated
variance components are on the border of the parameter space
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(i.e. close to zero), the LR statistic distribution is no longer χ2
distributed, but instead a mixture of χ2 distributions. Visscher
(2006) comments on a alternative method of estimating the significance, that includes permuting the linkage between the observations and the random variables. But as this might be computational demanding in numerous repeated REML analysis,
Visscher suggest permuting the linkage, setting the variance
component to a very small value, and then simply calculate the
likelihood, and compare this to the model with the variance
component set to zero.
Wald’s test
The Wald’s test is a parametric test that compares an estimated variance component to some particular value, θ0 , based
on some null hypothesis:
(θ̂ − θ0 )2
Var(θ̂)

(5.11)

The test statistic is assumed χ2 -distributed with one degree of
freedom.
In our current framework, if our null hypothesis was that
the ith variance component was equal to zero, the above can be
expressed as a quadratic form by
h
iii
TWald = (θ̂i − 0) 0 IE (θ̂)−1 (θ̂i − 0)

(5.12)


ii
where IE (θ̂)−1 is the ith diagonal element of the inverse expected information matrix.
Wald’s test has the advantage, that it only requires fitting
and estimating the parameters under the full model. If the test
fails to reject the null hypothesis, this suggests that removing
the corresponding variance component from the model will not
substantially harm the fit of that model.
Asymptotically under the null hypothesis (θ̂ = 0) the largesample distribution of the maximum likelihood estimates of
the parameters is multivariate normal with mean vector 0 and
variance-covariance matrix V = IE (θ̂ = 0)−1 (Sorensen and Gianola, 2002, p. 179). Consequently, the large-sample distribution
of the quadratic form of TWald is χ2 with number of parameters in θ̂i as degrees of freedom. This is evident if we consider
(θ̂i − 0) as a random variable and apply the theorem in section

5.3 single-step approaches

A.1, page 153, and assuming that [IE (θ̂)−1 ]ii is full rank. It is important to note that Wald’s test can be applied to both variance
components, as above, and predicted marker effects.
The Wald’s test is computed as the parameter estimate divided by its asymptotic standard error. The asymptotic standard errors are computed from the inverse of the second derivative matrix of the likelihood with respect to each of the covariance parameters. The Wald’s test is valid for large samples,
but it can be unreliable for small data sets. When used on
correlated variance components, IE might not be full rank and
therefore not invertible. If one of the variance components is
close to zero, we may also experience issues with the information matrix.
Rao’s Score test
The Rao’s score test requires estimating only a single model
that does not include the parameter(s) of interest. This means
we can test whether adding the variance component to the
model will result in a significant improvement in model fit,
without fitting additional models. The test statistic is based
on the slope (or score) of the likelihood function, using model
parameters estimated under the null model. If the null model
is true, then we would expect that the slope of the likelihood
function is close to zero. If the null model is not true, fixing a
variance component to a value will penalise the likelihood.
Instead of calculating likelihoods for both the null and the
full model, we can utilise the first and second derivatives in the
same way as in the Newton-Raphson method (4.40), page 44, to
get an indication of the produced change. The Rao’s Score test
statistic can therefore be formulated as
TRao

iii
0 h

−1
= l (θi = 0, θ̂−1 ) IE (θi = 0, θ̂−1 )
l 0 (θi = 0, θ̂−1 )
0

(5.13)

where l 0 (θi = 0, θ̂−i ) is the first derivative of the full model’s
likelihood function, calculated using the parameters estimated
with the null model and the parameter of interest (θi ) fixed cf.

ii
null model. IE (θi = 0, θ̂−1 )−1
is the ith diagonal element
of the inverse expected information matrix, under same conditions as the first derivative. It is possible to use the average
between the expected and observed information matrix, i.e. the
average information matrix, as it may be easier to compute,
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cf. section 4.3 (Freedman, 2007; Johnson and Thompson, 1995;
Madsen et al., 1994; Jensen et al., 1997).
The Rao’s Score test has an asymptotic distribution of χ2 with
number of parameters in θ̂i as degrees of freedom when the
null hypothesis is true. Some issues related to the test statistic may occur if the information matrix is not positive definite which can happen if the null hypothesis is true (Freedman,
2007).
Score based statistics
There are several alternate score based statistics that are also
derived from the first derivative of the likelihood (5.4). The
last term form the basis of a number of score based test statistics (Goeman et al., 2004; Wu et al., 2011; Wang et al., 2013),
from an argument that this is the only part that involves the
data (Huang and Lin, 2013). The score statistic can therefore be
written as
1
TScore = (y − Xβ) 0 V −1 ZGi Z 0 V −1 (y − Xβ)
2

(5.14)

which under the null hypothesis H0 : σ2i = 0 should be close to
zero. If the parameters are estimated under the null model, we
have the score statistic for a group of markers i as
1
TScore = (y − Xβ̂) 0 V̂0−1 ZGi Z 0 V̂0−1 (y − Xβ̂)
2

(5.15)

and by utilizing P̂y = V̂0−1 (y − Xβ̂) = ê, Ti can be computed as
Wi Wi0 0
1
1
TScore = ê 0 ZGi Z 0 ê = ê 0 Z
Z ê
2
2
mi

(5.16)

where the latter expansion is done cf. (3.12), page 22, for the
subset of markers. This is computational simple, and also easy
to derive an empirical distribution of the score statistic under
both the competitive and self-contained null hypothesis. For
a subject-randomisation, where the link between observations
and genotyped animals are permuted, this can be obtained by
shuffling ê. For gene-randomisation that approximates the competitive null hypothesis, only Gi needs to be recalculated. In
both cases, the ‘randomised’ test statistic is re-calculated by a
series of sums without the inconveniences of matrix inversions.
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Approximate distribution for TScore
As an alternative to an empirical distribution of the score based
test statistics, it is possible to derive an approximate distribution of Ti as follows (Wang et al., 2013). We can rewrite (5.16)
as
1
1
1
TScore = ỹ 0 V02 MV02 ỹ
(5.17)
2
−1

where M = V0−1 ZGi Z 0 V0−1 , and ỹ = V0 2 (y − Xβ̂) which entails
ỹ ∼ N(0, I)1 .
We consider Satterthwaite’s procedure of moment matching
to approximate the null distribution of TScore by a Gamma distribution Gamma(a, b). The two parameters in the approximate distribution are calculated by matching the first and second
moments (mean and variance) with those of the score statistic.
Taking a Gamma distribution as an example, we attempt to obtain the mean, µT = ab, and the variance νT = ab2 . Due to its
quadratic form, it is easy to obtain the mean and variance of
TScore :
1
µT = Tr(V0−1 ZGi Z 0 )
2

1  −1
νT = Tr (V0 ZGi Z 0 )2
2
The derivation of this is shown in appendix section A.1.
Decomposing the score based statistic
Goeman et al. (2004, 2006) showed that the score based statistics
have a number of interpretations. This can be illustrated by
rewriting the test statistic. First, the influence of the markers
can be seen by rewriting (5.16) as
TScore

mi 
2
1 1 X
=
Wi0 Z 0 V̂0−1 (y − Xβ̂)
2 mi

=

1 1
2 mi

j=1
mi
X

Wi0 Z 0 ê

2

(5.18)

j=1

where the expression Tij = (Wij Z 0 V̂0−1 (y − Xβ̂))2 is the contribution of the jth marker to the test statistic. Therefore the test statistic Ti for a set of mi markers is just the average of the statistics
1 Consider:
Var(ỹ) = Var(V0−0.5 y) = V0−0.5 Var(y)V0−0.5 = V0−0.5 V 0.5 V 0.5 V0−0.5 = I
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T1 , ..., Tmi calculated for the mi single markers that the genomic
feature consists of. From this expression it can also be seen
that each Ti can again be written as (a multiple of) the squared
covariance between the genetic markers and the adjusted phenotype. Because the averaging is done at this squared covariance
level, markers with a large variance have much more influence
on the outcome of the test statistic Ti than genetic markers with
a small variance.
Second, the influence from each of the q subjects can be seen
by rewriting Ti as
Ti =

q
q
2
1 1 XX
(Gi Z 0 )jk êj êk
2 mi

(5.19)

j=1 k=1

The statistic Ti therefore has a high value whenever the terms
of these two matrices are correlated, that is when the covariance
structure of the genetic markers between subject resembles the
covariance structure between their phenotypes. The score test
can therefore be seen as a test to see whether subjects with
similar genetic profiles also have similar phenotypes.
Deriving a set test statistic for predicted marker effects
As we can evaluate the significance of a model fit by using
properties of the likelihood ratio, it is also possible to evaluate
whether a predicted marker effect is significant. By using GBLUP, it is possible to ‘backsolve’ the predicted marker effects
from predicted genetic values, by using (4.7), page 31:
b̂ = W 0 (WW 0 )−1 ĝ

(4.7)

and we can derive the variance in a similar fashion as
Var(b̂) = W 0 (WW 0 )−1 Var(ĝ)(WW 0 )−1 W 0

(5.20)

where Var(ĝ) = G − Cgg (4.23).
By solving G-BLUP (instead of SNP-BLUP) it is now possible
to predict the marker effects, as well as estimates of the variance
of the predicted effects. Assuming a null hypothesis H0 : b̂j = 0,
i.e. that the marker effects are equal to zero, we can simply
apply Wald’s test (5.11), this time as
Tb̂j =

b̂2j
Var(b̂j )

(5.21)
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where Var(b̂j ) is the estimate of variance of the jth element of b̂,
obtained from the jth diagonal of (5.20). We previously defined
this to be χ2 -distributed with one degree of freedom (p. 58).
For a set of markers, the predicted effects is a vector, b̂set , and
the above equation is rewritten to
−1
0
b̂Set
(5.22)
Tb̂Set = b̂Set
Var(b̂Set )
and for large sets of genetic markers would require inverting a
large matrix which may be computationally difficult.
An alternative to (5.21) is
b̂j
Tb̂j = q
Var(b̂j )

(5.23)

which follows a Student t-distribution with (n − m) degrees of
freedom (Cule et al., 2011)2 . However, in our scenarios m  n,
so we refer to an alternate calculation to obtain the effective
number of degrees of freedom for ordinary linear regressions
(Cule et al., 2011):
κ = n − Tr(H)

(5.24)

where H is the hat matrix for the conditional prediction as
defined in (4.27b). As a final comment on the hat matrix, Cule
et al. (2011) wrote:
Hastie and Tibshirani define Tr(H) as the degrees of
freedom taken up by the penalised model fit. (...) In
the case of large sample size, as is typically the case
in genetic data, the distribution of the test statistic
under the null hypothesis is asymptotically (standard) normal.
5.4

two-step approaches

In the first step, a test statistic for the association (e.g. tstatistics) of individual markers with the trait phenotype is obtained from traditional single-marker (MGWAS ), or all-marker
statistical models (e.g. MSet ). In the second step, for each set of
markers being tested, a summary statistic is obtained. For each
set we construct an appropriate summary statistic that measures the degree of association between the set of markers and
the phenotypes.
2 When the number of degrees of freedom approaches infinity, the Student
t-distribution approximates the standard normal distribution.
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Summary statistics
The first summary statistic is based on the idea to identify the
association between two types of classification of the markers:
1) being in a predefined set of markers, and 2) being associated
to the trait phenotype. The test is then based on counting the
number of markers that are in and outside the set as well as
the number of markers that are associated or not. Determination of association of individual markers is based on a single
marker test statistic such as the t-statistics and a threshold for
this statistic.
Let m denote the total number of markers tested, mF is the
total number of markers belonging to the set of interest, mA is
the number of associated markers, and mAF is the number of
associated markers belonging to the feature. Thus m, mA , and
mAF are fixed.
We consider two properties of a marker; 1) to be associated
to the phenotypic trait, and 2) belong to the genomic feature of
interest. Let H0 denote the null hypothesis, that the two properties of a marker are independent, or equivalently that the associated markers are picked at random from the total population of
tested markers. Rivals et al. (2007) show that this can be formulated and tested in a number of ways. The different tests can be
evaluated using an exact (Hypergeometric), approximate (χ2 ),
or empirical distribution (TSum ) under the null hypothesis.
Hypergeometric test
The total number of markers that belong to the genomic feature
of interest and that are associated to the trait phenotype can be
computed as
TCount = mAF =

mF
X

I(ti > t0 )

(5.25)

i=1

where ti is the ith single marker test statistics, t0 is an arbitrary
chosen threshold for the single marker test statistics, and I is
an indicator function that takes the value 1 if the argument
(ti > t0 ) is satisfied.
The number of associated markers that belong to a genomic
feature, mAF , can be modelled using a Hypergeometric distribution that has a discrete probability distribution that describes
the probability of mAF successes in mF draws without replacement (can only be drawn one time) from a finite population
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of size m containing exactly mA successes. Thus if the null
hypothesis is true (associated markers are picked at random
from the total population of tested markers), then the observed
value mAF is a realization of the random variable MAF having a
hypergeometric distribution with parameters m, mA , and MF ,
which we denote by MAF ∼ Hyper(m, mA , mF ).
However, the hypergeometric test assumes that the markers
being sampled are independent, a rather strong assumption
in genetic data. Therefore, the hypergeometric test might not
correctly identify significant association, but instead associated
markers that are strongly correlated (Goeman and Bühlmann,
2007).
χ2 test
The second summary statistic is based on a χ2 test. Let the
observed data be presented in a contingency table where each
observation is allocated to one cell of a two-dimensional array
of cells according to the values of the two outcomes:
Table 5.1: Contingency table for χ2 test in two-step approach.

In feature

Not in feature

Total

Associated

mAF

mAnF

mA

Not associated

mnAF

mnAnF

mnA

mF

mnF

m

Total

Let again H0 denote the null hypothesis that the property to
belong to the genomic feature of interest, and that to be associated, are independent. If the occurrence of these two outcomes
are statistically independent, we expect the number in the ijth
m m
cell to be fij = mi 2 j . Based on this expectation we can compute
the following summary statistic:
Tχ 2

2 X
2
X
mij − m · fij
=
m · fij

2
(5.26)

i=1 j=1

where fij is the observed frequency in the contingency table.
This is called the χ2 test for independence and it has been
shown that the Tχ2 variable is asymptotically χ2 distributed
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with one degree of freedom (Wackerly et al., 1996; Rivals et al.,
2007).
In summary, under the null hypothesis that the probability
of a marker belonging to a genomic feature is independent
of being associated to the trait phenotype (i.e. pAF = pnAF ),
the exact distribution of MAF is the hypergeometric distribution MAF ∼ Hyper(m, mA , mF ). This distribution can, if m is
large, be approximated with the bionomial distribution MAF ∼
Bi(mA , mF /m).
One of the differences between the hypergeometric and χ2
test statistic is that the latter implicitly distinguishes between
over- or under-representation, i.e. the squared difference between the expected and observed counts for all the 4 cells contribute to the Tχ2 test statistic. It is possible to test for both overrepresentation (pAF > pnAF ) or under-representation (pAF <
pnAF ). Both tests are potentially of interest for understanding
the genetic basis of complex traits. If the number of associated markers is large in the genomic feature then this may
indicate we have identified an important feature underlying
the genomic variance of the trait. In cases where both overrepresentation and under-representation of genomic features
are of interest then it is generally most appropriate to consider
a two-sided test. It is also possible to define more detailed and
specific hypothesis such as testing whether the associated markers contribute negatively or positively to the trait of interest.
However, there is the arbitrariness of the threshold for determining ‘significantly associated’, no matter how it is chosen
and markers whose test statistics differ by a tiny amount may
be treated completely differently. By design this test will have
high power to detect association if the genomic feature harbour
markers with large effects, but it will not detect a situation
where there are many markers with small to moderate effects
(Newton et al., 2007). In this case, it is more powerful to use a
summary statistic such as the mean or sum of the test statistics
for all markers belonging to the same genomic feature.
TSum
As noted above, if the phenotypic trait of interest is governed
by many markers with small to moderate effects, counting ‘sig-
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nificantly associated’ markers neglects a lot of information. We
therefore consider the third summary statistic
TSum =

mF
X

ti

(5.27)

i=1

where ti is a test statistic for the ith marker. There are number of
choices for ti such as likelihood ratio, the score based statistic,
or the predicted marker effects, and they might be transformed
by e.g. squaring.
The nature of TSum is therefore difficult to describe in terms
of exact or approximate distributions, and is included here as
an intuitive example where empirical distributions are useful.
5.5

permutation versus exact and asymptotic test

If we can derive an exact distribution of test statistic under the
null hypothesis then we can use this to determine the level of
statistical significance for the observed test statistic. The advantage of this is that it is computationally fast and that it works
better if the sample size (i.e. n number of observation) is small.
However, many of the test statistics are derived based on an
asymptotic distribution. If the sample size is small the asymptotic formula’s used to calculate the p-value may not be correct.
In this case a different approach could be to find the p-value
using a permutation method.
A drawback of the permutation method is that it is hard to
demonstrate very low p-values. Showing that a p-value is lower
than 10−7 for example, needs at least 107 permutations. Often
if the sample size is small, the total number of permutations is
not large enough to attain very low significance levels.
The manner of which we permute the data is not arbitrary,
but depends on the nature of the null hypothesis being tested.
Goeman and Bühlmann (2007) classified the null hypotheses as
either self-contained or competitive.
A self-contained null hypothesis assumes that the marker, or
set of markers, is not associated to the phenotypic trait, or has
an effect without comparison to other markers of sets. I.e. the
similarity between observations and genetics is incidental. To
obtain an empirical distribution of the test statistic under a selfcontained null hypothesis, we can shuffle the observations thus
breaking the link between observations and genetics. This can
be referred to as a ‘subject-randomisation’ approach (Goeman
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and Bühlmann, 2007), but we refer to it as a ‘permutation’ approach. However, if using models with multiple random effects
(such as MSet , eq. 5.3), where the association between only one
of the random effects is in question, shuffling the observations
would break the link for all random effects, rendering the permutations useless. In this case, care should be taken to permute the link between the observations and the random effect
in question.
A competitive null hypothesis assumes that the marker, or set
of markers, is not more associated than any other marker or set
of markers. An empirical distribution for a competitive null hypothesis is then obtained by sampling random sets of markers.
However, all parameters that might influence the test statistic
must be the same. I.e. if the number of markers influence the
test statistic, the same number of markers must be sampled repetitively to form the random sets. And if there is an inherent
structure between the markers in the set, this structure should
be present for the random sets.
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abstract
background Here, we have utilised a linear mixed model
approach for examining the joint contribution to a complex
trait from the genetic markers associated to a biological pathway. The challenge with the markers herein is the locations –
they are scattered throughout the genome, so we are effectively
modelling the contribution from several, sometimes even all,
chromosomes at once. This raises several issues: How much of
the genomic variance can we expect to find if we compare to
random sets of scattered markers, and how can we evaluate the
results?
results We implemented a random gene sampling procedure to evaluate testing strategies to assess whether the proportion of genomic variance explained by the gene group is statistically significant.
We applied the linear mixed model approach and testing
procedures to identify biological pathways associated to both
health and milk production traits in dairy cattle. The random
gene sampling procedure allow us to assess the statistical significance of the estimated variance explained by the biological
pathways in a dataset that has an inherently complex genetic
correlation pattern due to the population structure, linkage disequilibrium within the bovine genome, and the gene group itself.
conclusions We have found several biological pathways
to be significant; i.e. that the markers linked to these pathways
both explain more of the genomic variance and provide a better
separation of genomic signal and noise than 95% of randomly
sampled gene groups. Interestingly, the data show that different immune related pathways are associated with production
and udder health traits, suggesting that selective breeding for
favourable effects on both traits should be possible.
We believe that the linear mixed model approach provides a
general framework for exploiting and integrating multiple layers of data from high throughput genome technologies, potentially leading to improved understanding of the genetic architecture of complex traits and diseases.
Keywords: variance components, genetic architecture, biological pathways, linear mixed models
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background

In genome-wide association studies (GWAS), there has for a
long time been focus on determining which genes, or mutation
of genes, contribute to a given trait or disease phenotype by
looking at each genetic variant one at a time (de los Campos
et al., 2010). This procedure corresponds to the thought that
the trait or disease is Mendelian inherited. In animal breeding,
however, the focus has been to use all available genetic variants
simultaneous to predict breeding values, according to the idea
that the traits of interest are complex traits such as body weight,
susceptibility to diseases or production of milk. The current understanding of complex traits is that the phenotype is expressed
as a result of the interplay between molecular and cellular components, each interacting on various levels (e.g. cellular, molecules, RNA, DNA) entangled in various biological pathways.
This corresponds to the idea of the infinitesimal model, where
it is assumed that an infinitesimal number of genetic variants
contribute to the trait each with an infinitesimal small effect.
The different aspects of how the complex traits are regulated
give rise to the problem of ‘missing heritability’ (Manolio et al.,
2009). This occurs when estimating how much of the genomic
variance can be explained by the genetic variants identified in
a traditional GWAS, e.g. where the genetic variants are tested
individually. After accounting for non-genetic effects (e.g. sex
and environmental effects) in an observed phenotype, and adjusting for multiple testing, the genetic variants determined to
be significantly associated cannot explain all the observed genomic variance. Makowsky et al. (2011) lists some explanations
such as poor genetic models (e.g. unaccounted epistatic effects),
insufficient sample sizes or rare genetic variants, but highlights
Yang et al. (2010) that suggests that the statistical modelling
framework does not match the genetic architecture.
Evidence collected across numerous GWAS reveal patterns
that provide insight into the genetic architecture of complex
traits (Lango Allen et al., 2010; Peñagaricano et al., 2012). Although many genetic variants with small or moderate effects
contribute to the overall genetic variation, it appears that the
genetic variants associated with trait variation are enriched for
genes that are connected in biological pathways (Lango Allen
et al., 2010).
These biological findings provide valuable insights that can
be used to improve statistical models for associating genetic
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variation with the phenotypes of interest. There are several statistical modelling approaches that can be used to evaluate the
collective action of multiple genetic variants in biological pathways or in other genomic features (e.g. regulatory elements or
genes) (Wang et al., 2010; Wu et al., 2011; Silver and Montana,
2012; Fridley and Biernacka, 2011). A commonly used two-step
approach is the SNP set enrichment analysis (Wang et al., 2010).
In the first step, using SNP markers as proxies for causual genetic variants, test statistics (e.g. t-statistics or p-values) for the
association between the trait phenotype and individual markers are obtained from traditional single-marker or all-marker
statistical models. In the second step, for each genomic feature being tested, an enrichment score is obtained. The SNP
set enrichment analysis is commonly used because it is computationally fast and can easily be combined with association
results obtained from previous GWAS. The downside of these
approaches are that they typically cut-off low-scoring or high pvalued data, thus neglecting markers that potentially are each
contributing with very small effects (Fridley and Biernacka,
2011).
The linear mixed model approach proposed by Yang et al.
(2010) and Jensen et al. (2012) circumvents this issue by partitioning the genome according to chromosomes and then modelling the markers in each chromosome concurrently. Thereby
they were able to determine the proportion of genomic variance
which the markers in each chromosome jointly could explain.
One major advantage of this modelling approach is that it does
not require a cut-off of p-values, but instead it embraces all
markers, whether they are of high or low effect. This is consistent with the idea that the complex trait is caused by multiple
markers with low to moderate effects.
To enhance the analysis and biological interpretation, instead
of partitioning by the biological structuring of genes (i.e. chromosomes), we will apply external information – evidence gathered from other experiments, or organisms through homology,
to the partitioning concept; here, biological pathways obtained
from Kyoto Encyclopedia of Genes and Genomes (KEGG; Kanehisa and Goto, 2000; Kanehisa et al., 2012). Thereby, we will
be able to answer questions like ‘How much of the observed
phenotypic variance in the complex trait do markers, linked
to a specific biological pathway, account for?’ Although it is
straightforward to determine a variance component for a group
of markers or a pathway of interest, it is not trivial to determ-

6.1 background

ine whether it is a significant amount of genomic variance that
can be attributed to the markers or pathway. The linear mixed
model approach allows us to use a likelihood ratio test (LRT) to
compare different pathway-based partitionings of the genomic
variance. However the genes, and thereby the markers, that can
be associated to biological pathways are scattered throughout
the genome (figure 6.1) and this is likely to influence the distribution of the likelihood ratios. Furthermore, under the infinitesimal model, we expect that an infinitesimal number of markers
contribute to the observed genomic variance, and therefore we
must also determine whether the variance component for the
markers of interest is larger than that for the same number of
randomly sampled markers.

Chromosome

29
28
27
26
25
24
23
22
21
20
19
18
17
16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1

0

50

100

150

Chromosomal position (Mbp)
Chemokine signaling pathway

Natural killer cell mediated cytotoxicity

Hematopoietic cell lineage

T cell receptor signaling pathway

Leukocyte transendothelial migration

Toll−like receptor signaling pathway

Figure 6.1: Chromosomal location of genes associated to the KEGG pathway Immune System. The pathway consists of several subpathways and genes that can be associated to none, one
or several pathways. As the chromosomal location of the
genes are known, it is possible to link a pathway to a set
of markers.
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Aims
The aim of this study is to 1) implement a linear mixed model
approach to quantify the collective action of multiple markers
in biological pathways on a complex trait phenotype, 2) to evaluate testing strategies to assess whether the proportion of explained genomic variance by a set of ‘scattered’ markers is statistically larger than the proportion explained by a randomly
sampled set of markers, and 3) to apply this modelling approach to identify biological pathways associated with udder
health and milk production traits in dairy cattle.
We emphasise that the testing in item 2 is a competitive test,
and does not correspond to simply testing whether there is
any variance explained, but whether there is more variance explained.
6.2

methods

Genotype data
Genotype data was retrieved from HD chip data, partially imputed from 54K chip data, on 4497 Danish Holstein bulls (Su
et al., 2012), covering a total of 637,951 markers, i.e. SNPs, of
which 621,217 have a minimal allele frequency above 0.01.
The HD chip is mapped to the UMD3.1 Bovine Genome assembly (Zimin et al., 2009); gene mapping for this assembly
were downloaded September 1st 2011 from the website1 , containing 26,352 genes with an Entrez Gene ID.
Phenotypic data
Three datasets of phenotypic data was retrieved, covering production traits (milk, fat and protein yield), records on mastitis
infections and a summary of udder-health, see table 6.1. The
mastitis records consists of ‘Mastitis 1.1’ (‘Mastitis 1.2’), treatments for mastitis during 10 days before through 50 (305) days
after calving in first lactation, and ‘Somatic Cell Score 1’, logtransformed average of cell count during first lactation. Production traits are deregressed proof (DRP) of yield indexes for
production in 1st through 3rd lactation period. The DRPs were
1 ftp://ftp.cbcb.umd.edu/pub/data/assembly/Bos_taurus/Bos_taurus_
UMD_3.1/annotation/UMD3.1.gff.gz
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based on estimated breeding values (EBV) and associated reliabilities from the routine genetic evaluation conducted by Nordic Cattle Genetic Evaluation. The deregression was performed
by an iterative procedure by (Stranden and Mantysaari, 2010)
implemented in MiX99 (Lidauer and Strandén, 1999; Vuori et al.,
2006).
Mapping pathways to genes to markers
KEGG pathways were harvested from the KEGG website2 and
manually curated into a map-file, describing the pathways in
the collections Metabolism, Genetic Information Processing, Enviromental Information Processing, Cellular Processes, and Organismal Systems.
Markers were associated to a gene if the chromosomal position of the marker was between the start and stop chromosomal
position of the gene. We evaluated how far a marker could be
from a gene to be associated with the gene for distances ranging from 0 to 50 kbp (both upstream and downstream), by calculating the variance components for a large number of KEGG
pathways on several distances. Comparing the proportion of
explained genomic variance to the distance gave no definitive
conclusion, so we arbitrarily choose not to include markers located outside a gene.
Mappings between KEGG pathways and genes were pulled
from the database file of the BioConductor package ‘org.Bt.eg.db’ v. 2.6.4 (Gentleman et al., 2004; Carlson et al., 2011). A
marker was associated maximum once per pathway, and associated if the marker resided in a gene linked to a pathway.
This resulted in 39% (251,436/637,951) of the markers being
mapped to 17,664 genes. Of these genes, 4,490 are mapped to
KEGG pathways. Even though on average there are 14 markers
per gene, 3,676 of the genes were only mapped to one marker.
At the other extreme, there are 369 genes that are mapped to
more than 100 markers, going up to 645 markers for a single
gene.
The markers located in genes associated to the KEGG pathways are found throughout the entire genome, as seen in figure
6.1 for the pathways in the ‘Immune System’ group. This figure
is typical for all the pathways we have mapped to genes, as it
shows that the clustering of genes is different for each chro2 http://www.genome.jp/kegg-bin/get_htext?org_name=br08901&htext=
br08901.keg&hier=2
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Trait

No. observations

Average (Std.dev)

Record type Random gene groups

Pathways

Mastitis 1.1

4,491

95.76 (9.770)

EBV

5,553

150

Mastitis 1.2

4,394

96.25 (9.713)

EBV

5,557

150

Somatic Cell Score

4,492

96.76 (10.17)

EBV

5,550

150

Udder-health

4,497

96.05 (9.610)

EBV

5,551

150

Fat yield

4,398

96.99 (12.22)

DRP

5,591

149

Milk yield

4,398

97.41 (13.21)

DRP

5,592

150

Protein yield

4,398

95.44 (14.55)

DRP

5,596

148

Health traits

Production traits

EBV: Estimated Breeding Value; DRP: Deregressed Proof.
Last two columns count final number of gene groups after inspecting for convergence.
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Table 6.1: Summary of traits: Data and converged gene groups.

6.2 methods

mosome and pathway, with some pathways occupying long
stretches of chromosomes. Most notable is that for a single
pathway, the markers associated to it can be found in both
close proximity, but also with great distance, or even on different chromosomes. This implies that selecting markers based
on a single pathway will include information on genetic variants from the entire genome, some of which might be in high
correlation with a causative loci.
For milk production, it has been shown that the gene DGAT1
contains a causative nucleotide (Grisart et al., 2004), and is
therefore expected to affect the outcome of these analyses. Due
to linkage disequilibrium, we expect genes located nearby to
DGAT1 to also have an effect. We have therefore arbitrarily
defined genes located within 500 kbp of DGAT1 to be part
of the group of ‘DGAT1-genes’; these genes are listed in table
A3.A in additional file 3.
Linear mixed model approach
Under the infinitesimal model it is assumed that all the markers
are considered equal when modelling their contribution to the
observed phenotypes. This ‘all-are-equal’ genetic model can be
written in equation form as the linear mixed model
y = µ+g+e

(6.1)

where y is a 1 × m vector of phenotypic observations, m being
the number of animals, µ the mean, g the m length vector of
genetic values, e the vector of residuals. This model will be
referred to as the ‘simple model’. The assumptions for random
effects are
!
" !
!#
Gσ2g
0
g
0
∼N
,
(6.2)
e
0
0
Dσ2e
where G is the genomic relationship matrix, an m × m matrix,
0
incalculated as ZZ
vp , with Z as the centered and scaled marker
P
cidence matrix for the given set of markers and vp = 2 pi (1 −
pi ) for the allele frequency pi of the ith marker (VanRaden,
2007). D is the residual covariance matrix, here a m × m diagonal matrix; for the health traits this is equal to the identity
matrix, and for the production traits the diagonal is equal to
r2
the weights calculated as 1−r
2 , where r is the reliabilities of the
deregressed proofs. σ2g and σ2e are the variance components to
be estimated for the genetic values and residuals, respectively.
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We extended the linear mixed model by partitioning the markers into two groups, S and ¬S, based on e.g. the biological pathways or random gene groups, thus allowing the random effects
in group S and ¬S to have different variances, σ2S and σ2¬S , respectively:
(6.3)

y = µ + gS + g¬S + e
with assumptions for random effects as


  
0
GS σ2S
0


  
g¬S  ∼ N 0 ,  0
G¬S σ2¬S
gS



e

0

0

0

0




0 

(6.4)

Dσ2e

Here, GS and G¬S are calculated on the subset of markers in
the group groups S and ¬S, respectively.
Likelihood ratio tests
The linear mixed model approach allows us to use a likelihood
ratio test (LRT) to compare different pathway-based partitionings of the genomic variance. Likelihood ratios (LR) were calculated as twice the difference between the log-transformed likelihood of the simple model (6.1) and full model (6.3). Standard
theory describes that the likelihood ratio test statistic used for
this as being distributed as χ2κ , where κ is the degrees of freedom and is set as the difference in the number of parameters
in the models. In the case that one of the variance component is close to zero it has been shown that the likelihood ratio
test follows a mixture of χ2 distributions (Self and Liang, 1987).
To what extend the number of markers and that the markers
are scattered over the genome influence the distribution of the
likelihood ratios is unclear. Therefore we have determined the
properties of likelihood ratio tests under these non-standard
conditions using a random gene sampling procedure described
below.
Estimating parameters
The variance components were estimated using an averaged information restricted maximum likelihood (AI-REML) (Madsen
et al., 1994; Johnson and Thompson, 1995) in the software DMU
(Madsen and Jensen, 2012).

6.2 methods

Starting values for the variance components σ2¬S and σ2e for
the AI-REML algorithm were derived from the simple model
(6.1). In the simple model and for σ2S , starting values were 1.
Special care should be given to the results of the AI-REML algorithm as it might not have converged properly on a meaningful result; this often happens when a variance component is
close to zero, the likelihood ratio is negative, or as we found,
the algorithm estimated 4 times more variance than in the data.
Results herein have been visually inspected for these shortcomings; less than 10 random gene groups in each trait exhibited
this behaviour and were subsequently removed from the dataset as well as 1-2 pathways for the production traits.
The proportion of explained genomic variance by a gene group
S, is calculated as
H2set =

σ2S
.
σ2S + σ2¬S

(6.5)

A priori, all markers are expected to explain an equal amount of
observed variance. Therefore, the ratio of expected variance for
any marker group S with nS markers out of a total of n markers is expected to account for nS /n of the observed genomic
variance.
Random genes groups for empirical distributions
The random gene groups were used to estimate the empirical
distribution for the competitive test, and can be viewed as a
bootstrapping procedure. They differ from a permutation test
that can evaluate a self-contained test, i.e. whether a detected
association is spurious.
For each random gene group, a target number of markers
was drawn uniformly in the range 1-50,000. Genes were then
sampled uniformly w/o replacement, until the number of unique markers associated to these genes exceeded the target number. Variance components were estimated on each random gene
group for all traits, resulting in > 5, 500 data-points for each
trait (see table 6.1), each data-point consisting of the number
of markers in the group (‘group size’), the ratio of variance explained by that group (H2set – see eq. 6.5), and the LR.
An empirical threshold for H2set and LR was then calculated
for each trait as a function of the number of markers by applying a smooth quantile regression from the R-package ‘quantreg’
(Koenker, 2012; Koenker et al., 1994; Koenker and Basset, 1978)

79

80

paper i: partitioning of genomic variance

on the random gene groups at the 50th and 95th percentile,
setting λ = 500 and an increasing constraint. The empirical
thresholds are referred to as H295 and LR95 .
6.3

results

Likelihood ratios
Comparison of the distributions of LR at different intervals of
group sizes (figure 6.2) revealed that the distributions for group
sizes < 10, 000 seems to differ in a trait dependent way and are
influenced by the presence of the DGAT1-genes. For fat yield
the LR distribution is skewed to larger values whereas the LR
distribution for health traits is slightly skewed towards smaller
values, when the gene group includes a DGAT1-gene. We also
found a weak, but significant increase in the 95th percentile
for different group sizes. Therefore to better account for the
influence of group sizes in the LR test we have used the quantile
regression approach to determine a 95% cut-off adjusted for
group size and the DGAT1-genes.
Proportion of explained genomic variance
To illustrate how much of the genomic variance we can expect
to be explained ‘by chance’ by a randomly sampled group of
genes, we present results from a health trait (Mastitis 1.2 in
figure 6.3, top) and a milk production trait (Fat yield in figure
6.3, bottom). For remaining traits, see figures A2.A through
A2.G in additional file 2.
In both figures, the 50th and 95th percentiles for the proportion of explained genomic variance by the random gene
groups clearly show an increase with increasing group size.
The maximum amount of genomic variance explained by any
gene group amounts to approx. 25% and 50% for milk yield and
fat yield, respectively, whereas for protein yield and the health
traits the maximum is 22%. For the production traits fat yield
and milk yield the influence of DGAT1 on the amount of explained genomic variance is clear, as there are large differences
on the H2set -percentiles. For protein yield and the health traits
there is no difference between the regression lines for DGAT1
or no DGAT1, as this gene is not causative for these traits.
In both figures, we have highlighted those samples with a LR
larger than the 95% percentile (i.e. LR > LR95 ) and in general we
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No DGAT1

Has DGAT1

10

Observed likelihood ratios

Mastitis 1.2

15

5

0
500

Fat yield

400
300
200
100
0
0

4

8

12

0

Theoretical

4

8

12

χ21

Group size interval:
[0,10000]
(10000,20000]

(20000,30000]
(30000,40000]

(40000,50000]

Figure 6.2: The observed likelihood ratio distributions are skewed towards
higher values than χ21 .
QQ-plot of the observed likelihood ratios of random gene
groups vs. theoretical χ21 -distribution for Mastitis 1.2 (top)
and Fat yield (bottom), conditional on whether the gene
groups contains one of the DGAT1 genes (left/right) and
group size (colour). Notice the range of the y-axes differs
between the top and bottom.
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Mastitis 1.2
20%

H2set

15%

10%

5%

0%
0

10,000

20,000

30,000

40,000

50,000

20,000

30,000

40,000

50,000

Fat yield
40%
30%

H2set

82

20%
10%
0%
0

10,000

Group size
DGAT1 ∈ groups
H2set percentile:

DGAT1 ∉ groups
50%
95%

LR < LR95

Figure 6.3: An increase in group size increases the expected amount of explained genomic variance in ‘Mastitis 1.2’ (top) and Fat yield
(bottom). Groups with DGAT1-genes are persistently raising
the expected amount of explained genomic variance in ‘Fat yield’.
For groups that do not contain one of the DGAT1 genes, the situation is the same as in ‘Mastitis 1.2‘.
Proportion of explained genomic variance explained by
random gene samples for the complex traits, as a function
of the number of markers in the samples, plotted together
with the 50th and 95th percentile. The samples are colour
coded by whether the likelihood ratio is larger than 95%
of the likelihood ratios of the same trait. The regression
lines are coloured by whether they describe groups containing DGAT1 genes; the grey, dashed line corresponds to
the naïve expectation of the infinitesimal model, where all
markers contribute with the same effect.
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find that gene groups explaining a large proportion of genomic
variance also provide a better model fit. There is however a
number of gene groups, that do not explain any of the variance,
but still provides a good model fit.
Criteria to determine the significance of a given gene group
Based on the empirical distribution of the test statistics from
the random gene sampling procedure described above we have
used the following two criteria to determine the statistical significance of a given gene group S (e.g. biological pathway):
LR > LR 95 : Comparison of model fit; the larger the LR, the
better separation of signal and noise by the markers in S.
When LR > LR 95 , the group S has a better fit than 95%
of the random gene groups.
H 2set > H 295 : The estimate of proportion of explained genomic
variance by the markers in S exceeds what has been observed for 95% of random gene groups of similar size.
We interpret it that H 2set is larger than we would expect
by chance of the same number of markers.
The first criterion corresponds to answering the question
‘Have we separated noise and signal?’. If both criteria are fulfilled the partitioning has enriched the amount of signal in S
and thereby identified a gene group of particular biological interest. Both criteria are based on a competitive test, as in ‘Could
we have found this noise or signal by randomly grabbing some
genes?’ and is different from testing whether a variance component is different from zero (i.e. a self-contained test) as typically done using the LRT in linear mixed model analysis.
Biological pathways associated to health and production traits in dairy
cattle
Some KEGG pathways could not be mapped to the bovine
genome, leaving a total of 150 gene groups. Table 6.2 summaries how many of these were found significant by either of
the two previous mentioned criteria (LR95 and H295 ); generally,
more pathways are found significant by LR95 than H295 . For
each trait, we found from 5% (for ‘Somatic Cell Score’) to 12%
(for ‘Mastitis 1.1’) significant by both criteria. The health trait
‘Somatic Cell Score’ has consistently the smallest proportion of
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explained genomic variance compared to the other traits, which
is also evident for the pathways.
Figure 6.4 summaries the pathways significant by both LR95
and H295 by grouping them into their hierarchical groups; e.g.
the ‘Carbohydrate Metabolism’ group consists of the pathways
‘Ascorbate and aldarate metabolism’ and ‘Pentose and glucuronate interconversions’ in addition to the several pathways that
were not found significant. A summary on all tested pathways
can be found in table A3.C in additional file 3.
Two of these pathway groups have shown themselves to be
significant; ‘Excretory System’ and ‘Metabolism of Cofactors
and Vitamins’, where the latter contains the ‘Retinol metabolism’ pathway. ‘Retinol metabolism’ is one of the pathways with
DGAT1 and the only pathway found significant on all but one
trait; the last trait (‘Mastitis 1.1’) was only found significant by
H295 .
There are only a few pathways that are significant on either
all health traits or al production traits. The ‘Excretory System’
group, spanning 1,639 markers, is significant on all health traits
and accounts for up to 3.6% of the explained genomic variance
and fails to effectively capture any of the signal in the production trais (i.e. not signficant on LR95 – nor H295 ). However,
‘Glycosylphosphatidylinositol(GPI)-anchor biosynthesis’ (sub-

Table 6.2: Summary of significant KEGG pathways and combined.

Pathways significant by
H 295

LR 95

Both

Mastitis 1.1

20

20

Mastitis 1.2

10

Somatic Cell Score
Udder-health

Combined
No. SNPs

H 2set [%]

18

8,590

12.9

18

9

7,959

11.1

11

8

8

2,757

3.6

17

22

16

11,514

13.7

Fat yield

14

16

14

7,639

19.7

Milk yield

15

19

14

10,695

11.2

Protein yield

14

23

13

12,076

9.8

Health traits

Production traits

The ‘Combined’ columns are for a union of all pathways found significant
for each trait. All seven ‘Combined’-gene groups were found significant by
both LR95 and ϕ95 .
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Amino Acid
Metabolism

Carbohydrate
Metabolism

Development
Digestive System
Endocrine System
Environment
Adaptation
Excretory System

Glycan Biosynthesis
and Metabolism

Immune System

Lipid Metabolism

Metabolism of
Cofactors and
Vitamins

Xenobiotics
Biodegration and
Metabolism
Mastitis Mastitis Somatic Udder−
1.1
1.2
Cell Score health
Proportion of explained genetic variance
1%

3%

10%

30%

Fat
yield

Milk
yield

Protein
yield

Has DGAT1−genes
No

Yes

Figure 6.4: Some pathways are consistently significant in multiple traits.
Overview of all pathways significant by both LR95 and H295 ;
44 pathways in total. Pathways are colour coded by group,
points are solid or hollow depending on DGAT1 and sized
by H2set .
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category of ‘Glycan Biosynthesis and Metabolism’) is also significant on all health traits, but the production traits are only
significant for LR95 ; the pathway contains one of the DGAT1genes and it therefore needs a very large estimate of H2set to be
considered significant. On the other hand, ‘Leukocyte transendothelial migration’ in ‘Immune System’ is only significant
for the production traits; it explains far less of the variance
than ‘GPI-anchor biosyntehsis’, but does not map to any of the
DGAT1 genes and can therefore pass the H295 threshold.
6.4

discussion

In this study, we have used a linear mixed model approach for
examining the joint contribution to a complex trait from the
markers associated to a biological pathway. The problem with
the markers in this setting is the locations – they are scattered
throughout the genome, so we are effectively modelling the
contribution from several, sometimes even all, chromosomes at
once. This raises several issues: How much of the genomic
variance can we expect to find if we compare to random sets of
scattered markers (under the same restrictions as those associated to the pathways), and how can we evaluate the results? We
implemented a random gene sampling procedure to evaluate
testing strategies to assess whether the proportion of genomic
variance explained by the gene group was statistically significant. We applied the linear mixed model approach and testing
procedures to identify biological pathways associated to both
health and milk production traits in dairy cattle.
Linear mixed model approach
The linear mixed model approach was used to identify genomic
variance in gene groups that was associated to a complex trait
phenotype. This was done by fitting and comparing two statistical models. In the full model we estimated two genomic
variance components; one variance component for the set of
markers defined by the random gene group and one variance
component for remaining set of markers. In the reduced model
we estimated one genomic variance component defined by all
the markers. In the reduced model all markers were considered
equal with respect to their contribution to the genomic variance
whereas in the full model we allowed the two markers sets to
be weighted differently. The weight was proportional to the
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proportion of variance explained by the marker set estimated
from the data being analysed.
Our linear mixed model approach was similar to those proposed by Jensen et al. (2012) and Listgarten et al. (2013). In
their studies they only investigated marker sets defined by individual genes or chromosomes, i.e. consecutive regions of markers, whereas we in our study examined scattered sets of markers, cf. the biological pathways. In our study we have implemented and evaluated a random gene sampling approach that
enabled us to account for the complex correlation structures
induced by the population structure, the extensive linkage disequilibrium present in the bovine genome, and the gene group
itself.
We used a likelihood ratio test to compare these two models. A high likelihood ratio showed that the model with two
(different) variance components, was better at explaining the
observed genomic variance than the simple model with only
one variance component. We interpreted this as the ability to
separate the ‘genetic signal’ (governing the complex trait) from
the background noise of the genome, i.e. a high likelihood ratio had successfully separated the signal from the noise. It is
important to note that the test procedure used in this study
is different from a standard likelihood ratio test used to test
whether the variance component for a random effect is different from zero. In this context it has been shown that the empirical distribution of the likelihood ratios can resemble a mixture
of χ2 distributions (Self and Liang, 1987).
When combined with the proportion of explained genomic
variance, we also observed marker sets with a high likelihood
ratio, but explained close to none of the genomic variance. This
was still a good separation of signal and noise, but instead of
capturing the genetic signal in the marker set being tested, we
were instead capturing pure noise. Therefore it is necessary to
use both criteria, high likelihood ratio and proportion of genomic variance explained, to identify biological important gene
groups.
We analysed large quantities of random gene samples deriving an empirical threshold for a) the expected proportion of explained genomic variance by a random gene group, and b) the
likelihood ratio test comparing the partitioned and the simple
model.
There are several advantages of our linear mixed model approach. First, it builds on a solid statistical modelling frame-
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work that allows us to adjust for other known effects, like gender, age, and various lifestyle characteristics, and that it can be
used in populations with complex pedigree structures. Second,
it can easily be extended to handle multiple correlated traits
and thus be used to identify biological pathways underlying
the genetic correlations. From a selective breeding perspective it would be highly useful if this information could be used
to design selection strategies that would limit the influence of
unfavourable correlations between complex traits and diseases.
Third, it is commonly used to predict the genetic value (or risk)
in genomic selection programs. Although our approach can be
used for predicting genetic values based on each marker set
further work is required to assess if this would lead to better
predictive ability of the statistical models.
empirical distribution of likelihood ratios. The
empirical LR distribution for protein yield and the health traits
resembled a χ2 with 1 degree of freedom whereas for fat and
milk yield it was closer to a χ2 with 2 degrees of freedom. A
consistent pattern across all traits was that the observed likelihood ratios were skewed towards higher values at the right
hand tail of the empirical LR distribution as compared to the
theoretical χ2 distribution with 1 degree of freedom. This was
not entirely unexpected since some of the random gene groups
were likely to harbour markers that are linked to causal genetic
variants.
Examining the distributions of likelihood ratios, we could
roughly divide the traits into two groups: Fat and milk yield,
which are heavily affected by DGAT1, and the health traits and
protein yield which are less affected by DGAT1. For the health
traits, and protein yield, there was also an evident effect of
DGAT1, as the 95th percentile of the likelihood ratios were significantly higher when DGAT1 was included in the gene group.
This could indicate, that the locus with DGAT1 also harbours
genetic variants associated to the health traits.
empirical distribution of proportion of genetic
variance explained Following the infinitesimal model,
we would expect that each marker contribute equally to the
observed genomic variance and are therefore equally sized. A
gene group with n markers would therefore be expected to
account for n/ntotal of the genomic variance. The median of
samples of randomly sampled genes was seen to follow this ex-
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pected proportion. This could be perceived as an argument in
favour of the infinitesimal model, however there were numerous samples where a small number of markers accounts for
more of the genomic variance than they should cf. the infinitesimal model. All in all, the data did not follow the infinitesimal
model, but as the complex traits were regulated by a myriad of
genes, it was not a Mendelian trait, despite fat yield being heavily influenced by a single gene (DGAT1). Therefore our testing
procedure allowed us to assess whether the explained genomic
variance by the biological pathways was above what we expect
under the infinitesimal model.
Biological pathways associated to udder health and production traits
We found that KEGG pathways of the Immune system category
were highly associated with both health traits and production
traits. This observation agreed with studies showing that high
milk yield is a risk factor for mastitis and that clinical and
subclinical mastitis cause a drop in milk yield, indicative of
a switch from mammary milk production to immune defence
against pathogens (Bar et al., 2007; Schukken et al., 2011). Interestingly, the data showed that different KEGG immune pathways, i.e. different gene groups, were associated with production and udder health traits, suggesting that selective breeding
for favourable effects on both traits should be possible.
Mechanisms have evolved to limit the inflammatory response
in time and space to protect against the potentially harmful
and damaging effects of prolonged or chronic inflammation. In
the KEGG category ‘Lipid Metabolism’, the pathway of ‘Steroid
hormone biosynthesis’ was associated with mastitis and udder
health. Glucocorticoids are cholesterol derivatives with potent
anti-inflammatory and immune-suppressive activities, thereby
playing an important role in modulation of the inflammatory
response and in the resolution of inflammation (Perretti and
D’Acquisto, 2009; Singh et al., 2004). Another pathway belonging to ‘Lipid metabolism’ that significantly contributed to the
genomic variance in mastitis and fat yield is ‘Biosynthesis of
unsaturated fatty acids’. Prominent examples of unsaturated
fatty acids with roles in inflammation are the group of bioactive
compounds known as eicosanoids. Thus, a critical event in the
progression from an acute state of inflammation to resolution
and return to homeostasis is a shift in eicosanoid biosynthesis
from the pro-inflammatory leukotrienes and prostaglandins in
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the initial phase to the anti-inflammatory lipoxins and resolvins
(Yacoubian and Serhan, 2007).
The transcriptome of the mammary gland changes during
the lactation cycle, reflecting the developmental and physiological activities at different stages. Thus, results of a recent study
of the cow mammary transcriptome during lactation provide a
rational for understanding several of the associations between
KEGG pathways and traits observed here (Bionaz et al., 2012).
Shared KEGG pathways between this study and those most impacted by differential gene expression include the ‘Lipid Metabolism’ subcategories ‘Steroid hormone biosynthesis’, ‘Biosynthesis of unsaturated fatty acids’, ‘Glycerophospholipid metabolism’ and ‘Glycerolipid metabolism’. The latter subcategory
was highly influenced by the DGAT1 gene. This was not entirely unexpected considering that DGAT1 catalyses the final
step of triacylglycerol synthesis, and that there is strong association between the fat content of milk and genetic variation in
the DGAT1 gene (Grisart et al., 2004). Furthermore, differential
gene expression during lactation also strongly impacted ‘Retinol metabolism’ in the category ‘Metabolism of cofactors and
vitamins’. Consistently, we here observed that retinol metabolism plays a role in both health and production traits, likely reflecting the contribution of retinoic acid signalling to mammary
gland morphogenesis and function (Cho et al., 2012; Wang et al.,
2005). Furthermore, retinol metabolism involves retinol esterification catalyzed by DGAT1, which explains the striking influence of the DGAT1 gene (O’Byrne and Blaner, 2013; Shih
et al., 2009). Glycosphingolipids quantitatively constitute only
a relatively minor component of milk fat, yet ‘Glycosphingolipid biosynthesis’-series in ‘Glycan biosynthesis and metabolism’ was reported highly affected by regulated gene expression.
In the present study we observed that biosynthesis of glycosphingolipids from globo- and lacto- to ganglio-series were
all associated with varying significance to most health and production traits. Intriguingly, glycosphingolipids in milk have
been shown to bind E. coli, indicating a function in the defense
against pathogenic bacteria (Sánchez-Juanes et al., 2009). Comparison of gene expression in mammary gland tissue in cows
with and without mastitis has been instrumental in identifying genes and pathways with a role in host defense against
infection (Buitenhuis et al., 2011). Intersection of the pathways
in the present data and in the infection-based data revealed
a marked overlap, including the pathways ‘Chemokine sig-
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nalling’, ‘Leukocyte transendothelial migration’, ‘B cell receptor
signalling’, ‘Complement and coagulation cascades’, ‘Glycerophospholipid metabolism’, ‘Retinol metabolism’, ‘Glycerolipid
metabolism’, ‘Metabolism of xenobiotics by cytochrome P450’,
and ‘Drug metabolism - cytochrome P450’. Separation into upand down-regulated pathways showed that up-regulated pathways are primarily concerned with immune response whereas
down-regulated pathways were mainly associated with lipid
metabolism and xenobiotics biodegradation. The overlap in
KEGG pathways presented here and those derived from transcriptomes of infected or lactating mammary gland lend support to the present genome partitioning approach as a means
of understanding the genetics of complex traits.
The discussion of these pathways is not meant to be exhaustive but rather to give examples of the power of our approach
to reveal both biologically meaningful and in some instances
unanticipated associations between pathways and phenotypic
traits. Our findings not only lead to better insight into the biological basis of the traits but also generate molecular information on candidate genes and pathways that, when applied in
breeding programs will ensure higher precision in prediction
of genetic values and allow faster progress towards breeding
goals.
6.5

conclusions

In this study, we used a linear mixed model approach for examining the joint contribution to a complex trait from the genetic markers associated to a biological pathway.
The random gene sampling procedure allowed us to assess
the statistical significance of the estimated variance explained
by the biological pathways in a dataset that has an inherently
complex correlation structure due to the population structure,
linkage disequilibrium within the bovine genome, and the gene
group itself. We have found several biological pathways to be
significant for both health traits and milk production traits; i.e.
that the markers linked to these pathways both explain more
of the genomic variance and provide a better separation of genomic signal and noise than 95% of randomly sampled gene
groups. We have confidence in the results, as the partitioning
has allowed us to capture the genomic signal from proven causative genetic variants, here DGAT1.
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We believe that the linear mixed model approach provides a
general framework for exploiting and integrating multiple layers of data from high throughput genome technologies, potentially leading to improved understanding of the genetic architecture of complex traits and diseases.
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abstract
background Genomic prediction of complex phenotypes
is increasingly being used in everyday breeding of livestock
and personalized medicine. Traditionally genomic prediction
rely on statistical models that simultaneously fit all markers as
being independent and with equal weight to a complex trait
phenotype with some success. However, these models are ignoring evidence that the markers are far from being independent, and can also be enriched for genes linked to biological
pathways.
We looked at two different statistical strategies that could increase the predictive capability of our models, a single-step approach that models the joint contribution of markers linked to
gene sets, and a two-step gene set enrichment test. In these
approaches, we investigated the behaviour of model statistics
such as proportions of explained genomic variance, model fit
and predictive ability, and evaluated which of these models and
statistics could be used to determine the significance of a Gene
Ontology (GO) term.
results Model fit, predictive ability, and empirical p-values
were in good agreement, but were not interchangeable for ranking GO terms. Proportions of explained genetic variance could
not be used for ranking, but could be used as a descriptive statistic. Top 10 GO terms, ranked by predictive ability, confirmed
prior findings the the studied populations.
conclusions By partitioning the genetic variance according to GO terms, we could improve the predictive ability of the
linear mixed model. Using model fit or predictive ability to
select GO terms, we could further improve the predictive ability by combining selected GO terms. This modelling approach
has potential for increasing predictive ability in populations of
non-related individuals such as humans.

7.1 background

7.1

background

Complex traits (e.g. starvation resistance) have a polygenic pattern of inheritance, and result from many DNA-sequence variants in functional elements distributed throughout the genome.
By using single variant analysis, genome-wide association studies have successfully identified numerous loci where common
variants influence complex traits (Hu et al., 2013), but the statistically significant variants have generally explained only a small
fraction of the heritable component of the traits (Manolio et al.,
2009).
Statistical models that simultaneously fit all markers can account for a larger fraction of the heritable component of the
traits (Yang et al., 2011; Makowsky et al., 2011). However,
in these ‘black box’ models each marker is represented both
equally and independently, without using any information as
to whether a marker is a priori more likely to be associated with
a given phenotype (de los Campos et al., 2010). Another disadvantage is that this ‘black box’ modelling approach does not
provide any insight into the biological mechanisms underlying
the trait.
Evidence collected across genome-wide association studies
reveals patterns that provide insight into the genetic architecture of complex traits (Lango Allen et al., 2010; Lage et al., 2012;
Maurano et al., 2012; O’Roak et al., 2012; Peñagaricano et al.,
2012). Although many markers with small or moderate effects
contribute to the overall genetic variation, it appears that the
sequence variants associated with trait variation are not independent but enriched for genes that are connected in biological
pathways. These biological findings provide valuable insights
that can be used to improve statistical models for associating
genetic variation with phenotypes of interest.
Using the traditional genomic prediction approach, starvation resistance in a set of highly inbreed lines in the Drosophila melanogaster Genetic Reference Panel (DGRP, Mackay et al.,
2012) can be predicted with an accuracy of 0.23-0.26 (Ober et al.,
2012). This low level of correlation between predicted and true
values steams from the low level of relatedness among the lines,
resulting in a genetic architecture with small linkage disequilibrium (LD) blocks, such that most markers are not correlated
with the causal variants of the phenotype. This calls for a
modelling approach for genomic prediction, that can take both
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the existing genetic relationship and also the contribution from
causal variants into account.
We utilised a statistical modelling approach that evaluated the
collective action on the trait phenotype of multiple markers
found in gene sets that are based on the external information
of Gene Ontology (GO; The Gene Ontology Consortium, 2000),
a controlled vocabulary of terms thank link genes and gene
products to biological processes, molecular functions, or cellular components. This approach was implemented using standard mixed model methodology as a single-step multivariant
analysis. The statistical models were used to estimate genetic
parameters (e.g. variance and correlation) representing a degree
of association of each gene set to a complex trait. This approach
provided novel insight into the genetic architecture of complex
traits and diseases by identifying the gene set that explain the
highest proportions of genetic (co)variances, provided better
model fits, or had a higher predictive ability.
We demonstrated this approach by using genomic and phenotypic data from the DGRP, a widely used genetic resource
for modelling the genetic architecture of complex trait phenotypes. Our study is similar to that reported by Ober et al. (2012)
who investigated the predictive ability of different densities of
markers and found that the predictive ability was diminished
when using too few markers. In our study, we selected markers based on the association to the biological processes found
in GO terms. By using these resources, our results will provide
valuable insight into modelling aspects for the scientific community.
In this paper, we looked at two different models, one that
treated line effects as being independent and one where line
effects were modelled by genomic relationship. The first model
assumes the lines are completely unrelated and estimated line
effects are line means. In the two models, we investigated the
behaviour of model statistics such as proportions of explained
genetic variance, model fit and predictive ability, and evaluated
which of these models and statistics could be used to determine
the significance of a GO term. For reference we used a two-step
multivariant approach to analyse the GO terms as well. Finally,
we examined if the different approaches and statistics lead to
similar results, and evaluated if found significant GO terms
were biological meaningful.

7.2 materials and methods

7.2

materials and methods

Starvation resistance
For the starvation phenotype, in 166 lines ten same-sex, 2-dayold flies were placed in vials containing a solution of 1.5% agar
and 5 ml water, and scored survival every eight hours (N = 5
vial/sex/line) (Mackay et al., 2012).
Genotype data
SNP variants were called from raw sequence data from Mackay
et al. (2012), and kept if the coverage was greater than 2X but
less than 30X, if the minor allele frequency (MAF > 0.025) was
present in at least four lines and if they were called in at least
60 lines, resulting in a total of 2,476,804 SNPs distributed on
five chromosome arms (2L, 2R, 3L, 3R and X). Missing genotypes were imputed using Beagle Version 3.3.1 (Browning and
Browning, 2009; Browning and Yu, 2009).
SNP variants, hereafter referred to as markers, were mapped
to FlyBase genes using the v5.46 annotations of the D.
melanogaster reference genome (Tweedie et al., 2009; Mackay
et al., 2012). Using the BioConductor package ‘org.Dm.eg.db’
(Carlson, 2013), the genes were linked to GO terms (The Gene
Ontology Consortium, 2000). This resulted in markers being
mapped to 10,803 genes, which are linked to 2,066 GO terms.
The number of markers linked to a single GO term is between
215 and 314,431.
Gene sets mapped to a GO term will simply be referenced as
a GO term.
Single-step multivariant approach
Our main focus was the following linear mixed model where
we had included a random variable that models the joint contribution from a genomic feature such as a set of genes. If the
genomic features could be mapped to markers, we could model
the joint effect of the markers by use of
MI : y = Xβ + Zgi + ZL + e

(7.1)

where y is the vector of phenotypic observations, X is the design
matrix and β the vector fixed effects of sex and batch, Z the incidence matrix linking observations to genetic values or line
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effects, gi the vector of genetic values for the ith gene set, L the
vector of line effects modelled as a random effect, and finally e
as the vector of residuals. The random effects gi , L and e are all
normal multivariate with mean zero and covariance structures
Gi σ2i , Iσ2L and Iσ2e , respectively, and the variables are uncorrelated. I is an appropriate sized identity matrix, while Gi is the
W W0

genomic relationship matrix calculated by ni i i , where Wi is
the centred and scaled genotype matrix for the ni markers in
gene set i, as defined in section 3.4.
The corresponding null model for MI is
M0I : y = Xβ + ZL + e

(7.2)

i.e. σ2i is assumed zero.
We also proposed two alternate models, MG and M0G , which
corresponds to (7.1) and (7.2), except the line effects L are modelled with covariance structure Gσ2L , where G was computed
on all available markers. The suffix on the model denotes the
covariance matrix for L.
Estimating parameters
The variance components were estimated using an averaged information restricted maximum likelihood (AI-REML; Madsen
et al., 1994; Johnson and Thompson, 1995) in the software DMU
(Madsen and Jensen, 2012).
Starting values for the variance components were 1. The results of the AI-REML algorithm should be checked carefully, as
it might not have converged properly. We used two stopping
criteria to determine if the AI-REML algorithm had converged
(Jensen et al., 1997). The first criterion (‘delta’) is the norm of
the vector of changes in the parameter between two consecutive rounds of the algorithm divided by the square root of the
number of parameters, i.e. the average change. The second criterion (‘gradient’) is the norm of the vector of first derivatives
weighted by the asymptotic variance of the parameter estimates (parameters estimated with low accuracy will get more
weight) divided by the number of parameters, i.e. the average
gradient adjusted for the uncertainty in the parameter estimates. These criteria should approach zero at convergence. The
problem with the second criterion is that for parameters with
estimates that are at the boundary of the parameter space (e.g.
a variance component is close to zero) the gradient may not
necessary be close to zero. For both criteria, we set a maximum threshold at 10−5 . Likelihood ratio (LR) is here defined
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as 2 log lhM0 − 2 log lhMG where lh is the likelihood of a fitted
G
model.
The proportion of explained genetic variance by a gene set i,
2
Hset , is calculated as
H2set =

Var(gi )
Var(gi ) + Var(L)

(7.3)

where the variances are found by multiplying the corresponding variance component with the mean of diagonal elements
of the corresponding covariance matrix, i.e. Var(gi ) = σ2i ·
mean[diag(Gi )].
Hypothesis testing
We apply two different approaches to empirically estimate the
significance, in terms of LR, of each analysed GO term: ‘Random gene sets’, and ‘Permutations’.
For both random gene sets and permutations, if the GO term
did not converge for the models MI or MG , the following approaches were not applied for the corresponding model. The
fitted models were subjected to same convergence criteria as
described above.
random gene sets The random gene sets corresponds to
a competitive test and the null hypothesis in which all genes
were contributing to the complex trait, i.e. H0,c : σ2i = ni · σ2G /n,
where σ2G is the total genetic variance, n is the total number of
markers, and ni is the number of markers in the set i. This
way we could test whether the results for a GO term could
have been found by chance, when sampling a similar number
of markers.
For each GO term, linked to mi genes, we repeatedly sampled
mi genes from all available genes, w/o replacement, and fitted
the models MI and MG . We did this 50 times for each GO term.
Note, the number of markers per gene varies greatly, corollary,
the number of markers in the bootstrap gene groups do not necessarily match the number of markers in the genes associated
with the corresponding GO term. Overall, they do however
match the range of markers per set, as this is in the range of
205 to 301,725 markers per random gene set.
permutations The permutation test corresponds to a selfcontained test and the null hypothesis that the variance com-
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ponent is null, i.e. H0,s : σ2i = 0. For these, we approximate the corresponding null model (distribution?), by breaking
the link between the observations and covariance structure of
Zgi , thereby assuming that σ2i will be zero. The LR in these
samplings should follow the χ2 distribution with 1 degree of
freedom. We created 50 random permutations, that were applied to each GO gene set by applying the same permutation to
the rows and columns of Gi , thereby breaking the link between
y and Zgi .
significant go terms To define a GO term as significant,
we defined cut-off values at the 95th and 99th percentile of the
observed LR distributions from random gene groups, permutations, and the theoretical χ2 distributions with 1 and 2 degrees
of freedom, conditional on the model MI and MG .
Predictive ability
Cross validations were used to estimate the predictive ability
(PA) and to infer the robustness of the estimated parameters.
In this approach, we masked the phenotypic observations of
1/5 of the lines as missing and then used the model and parameters estimated on the 4/5 lines with unmasked data to predict the missing values. Here, the model MI in (7.1) can be
expressed as
!
!
!
!
!
e2
Z2 L1
Z2 gi,2
µ2
y2
(7.4)
+
+
+
=
e1
Z1 L1
Z1 gi,1
µ1
y1
where µ = Xβ, and the indices 1 and 2 refer to the unmasked
and masked data, respectively. Denoting the covariance matrix
Gi,22 Gi,21 
for gi as Gi = Gi,12
Gi,11 , the joint distribution of y1 and y2
can be expressed as
" #
y2
∼
(7.5)
y1
"
!
!#
µ2
Gi,22 · σ2i + G22 · σ2L + D · σ2e
Gi,21 · σ2i + G21 · σ2L
,
N
µ1
Gi,12 · σ2i + G12 · σ2L
Gi,11 · σ2i + G11 · σ2L + D · σ2e
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where G is the covariance structure for L, is constructed similar
to Gi for MG or plainly I for MI . From this, the conditional
expectation of y2 given y1 is written as
E(y2 |y1 ) = µ2 +
(7.6)

h
i−1
Gi,21 · σ2i + G21 · σ2L Gi,11 · σ2i + G11 · σ2L + D · σ2e
(y1 − µ2 )
and the missing values can be predicted once the model’s parameters (σ2i , σ2L and σ2e ) have been estimated using the AI-REML
algorithm.
We defined 20 cross validation subsets that were applied to
each converged GO term.
The PA was calculated by comparing the vectors gi in MI and
M0I , and gi + L in MG and M0G , for the entries that were set to
missing. For the comparisons, we used the correlation, and the
slope and intersection of a linear regression with the predicted
values being dependant on the estimated values from the null
models. For each GO term, the PA was defined as the average
correlation of the 20 cross validations (± standard error).
For the sets of combined GO terms, due to low convergence
rate, we used the alternative model
y = Xβ + Zgi + e

(7.7)

with the conditional expectation of
E(y2 |y1 ) = µ2 +
i−1

h
(y1 − µ2 ).
Gi,21 · σ2i Gi,11 · σ2i + D · σ2e

(7.8)

In addition to this, we defined the GO terms with top 10, top
1% or top 5% highest predictive abilities as being significant.
Two-step multivariant approach
The two-step multivariant approach relied on an entirely different approach and therefore functioned as a reference. This procedure is essentially a gene set enrichment analysis that identify
over-representation of associated variance in the gene set (Newton et al., 2007; Wang et al., 2010).
First step is a genome-wise association of single variants, performed using a SNP-based alternative of model MI :
MSNP : y = Xβ + ZWi bi + ZL + e

(7.9)
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where bi is the ith SNP effect, Wi is the ith column of matrix
W and Z is the incidence matrix linking observations to lines.
For each marker, a LR is calculated based on M0I . The second
step consists of calculating a summary statistic for each gene
set, by summing all LR values mapped by physical location
to genes within the gene set. To estimate significance of the
summary statistic, an empirical p-value statistic is calculated by
a permutation approach where the observed summary statistic
is compared to an empirical distribution of summary statistics
of random sets as described in the following.
Consider a vector of test statistics containing all SNPs tested
in the genome-wide association approach ordered after their
physical position of the SNP in the genome. For each random set, the indices are shifted a random number of positions,
in the same manner as cutting a deck of playing cards. The
mapping of genes and gene sets are kept fixed, thus the link
between SNPs and genes are broken while retaining the correlation structure among test statistics, and a summary statistic is
computed using the test statistics in the shifted vector, based
on the original positions. This is repeated 10,000 times, creating an empirical distribution of summary statistics for each GO
group. The empirical p2 statistic corresponds to a one-side test
of the proportion of randomly sampled summary statistics that
are larger than the observed summary statistic.
7.3

results

We tested 2,064 GO terms with the models MI and MG ; of
these 1,484 and 925 converged in the respective model, cf. our
criteria, and just 896 GO terms were converged in both models. The most prominent reason for non-convergence was that
one of the two genetic effects could capture all of the variance,
and the AI-REML algorithm experiences numerical instabilities when a variance component approaches zero. Of the nonconverged GO terms, 13 of 580 non-converged GO terms managed to capture all the variance under model MI ; in the remaining non-converged, the GO terms could not account for any of
the variance.
For the hypothesis testing, the ratio of converged random
gene sets matches that of GO terms (72% and 45%, respectively, for MI and MG ). However, the proportion of converged
permutations is approx. 52% for both models. Again, the prominent reason for failing to converge was one of the variance

7.3 results

components hogging the variance, and reassuringly for the permutations, it was the variance component for the line effects
that did so.
For the cross validations, the convergence rate is on average
86% and 79%, for MI and MG , respectively.
The many non-converged GO terms were linked to a variance
component capturing all the variance. The difference in convergence rate between the two models, could be attributed to the
covariance matrix for L in MG , i.e. G, that was much more informative than the corresponding matrix in MI , i.e. I. When the
covariance matrix Gi retains to little information, G is better at
capturing the genetic variance than I, stranding the algorithm
at the border of the parameter space, where it experiences numerical instability in a wonky likelihood topology, hence the
first derivative going through the roof.
LR distributions
In figure 7.1 the empirical distributions of LR for GO terms,
random gene sets and permutations are displayed in a QQ-plot
against the theoretical χ2 distribution with 1 degree of freedom.
For MI , we observed LR distributions that were skewed towards larger values for GO terms and random gene sets, while
in MG these two tests resembled the theoretical χ2 distribution
with 1 degree of freedom. Although it there were larger LR
values for random gene sets in MI than GO terms, this was
attributed to large quantity of random gene sets (54,723 observations); the LR distribution for the random gene sets were
skewed slightly towards lower values than the LR distribution
for GO terms, as the latter had higher 1st , 2nd and 3rd quartiles.
In both models the observed LR distribution of the permutations appeared to follow the χ21 distribution, but only for values
up to LR ≈ 10, after which there are fewer values than expected. It is noteworthy, that the two observed distributions for
permutations appear highly similar, despite the two model’s
differences.
We can define a GO term as being significant by comparing
the GO terms LR to the χ21 distribution. However, the usefulness of the χ2 test depends on the model and the null hypothesis being tested.
Under the MI model, we expected 74 significant GO terms at
a 95% level. When the null hypothesis H0,s : σ2i = 0 was tested
using the empirical LR distribution from the permutations, 312
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MG
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20

Observed

104

10
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0
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Method:

20

Permutation

χ
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2

1

Random gene sets

Gene Ontologies

Figure 7.1: MI model shows large differences between empirical LR distributions and theoretical χ21 distribution, while there are almost
none for MG . Comparison of empirical LR distributions
vs. theoretical χ21 distribution. Black, solid line is slope =
1. Under MI , there are 1,484 observations for Gene Ontologies and 54,723 for Random gene sets.

GO terms was found significant. However, if we tested H0,c :
σ2i = ni · σ2G /n, using the random gene sets, 92 GO terms was
found significant.
For MG , χ21 seems to match the random gene sets, permutations and the GO terms, in terms of number of significant GO
terms.
Comparison of statistics
First off, examining the dependence of LR, H2set , PA and empirical p-value on number of markers, we found that only H2set
was strongly dependent on number of markers (results shown
in additional file, figure A.7).
The pairwise comparison between the mentioned statistics
is shown in figure 7.2, superimposed with a cubic regression
spline for each model calculated using the ‘mgcv’-package in R
(Wood, 2004, 2011; R Core Team, 2012), showing the trend.
Under MG , a better model fit is accompanied by a better
predictive ability, smaller empirical p-values, and larger pro-
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Figure 7.2: Pairwise comparison of LR, H2set , predictive ability and empirical p2 statistic in the converged GO terms. Black lines are
cubic regression splines for each model; grey horizontal
line is predictive ability under null model M0G .

portions of explained genetic variance. However, there were a
number of cases where high proportions of explained genetic
variance did not lead to a better model fit nor smaller p-values.
The positive correlation between predictive ability and H2set was
as expected from (7.6), as the predicted values were dependent
on σ2i and σ2L . For reference, the predictive ability using the all
markers in the null model M0G is 0.26 ± 0.00983. Finally, smaller p2 -values from the two-step approach are associated with
better model fit in the single-step approach, better predictive
ability, and to a lesser degree, higher proportions of explained
genetic variance (in the single-step approach).
Comparing LR and H2set in the two models (additional file 1,
figure A.9 and A.10), both statistics are skewed towards larger
values for MI . However, comparing LR and H2set , respectively,
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in MG and MI , the two statistics displays a strong relationship
between the two models.
Estimating predictive ability when combining significant GO terms
For each model MG and MI , we calculated the 95th and 99th
percentile of the LR of the random gene sets and the permutations, and in addition the same percentiles of the theoretical χ2
distributions with 1 or 2 degrees of freedom. Using these percentiles as cut off thresholds we combined the significant GO
terms into a single set, and calculated the combined set’s predictive ability and variance component. However, to calculate
the PA values of these sets, we could not use the models MI
or MG , as the combined gene sets would capture most of the
variance, thus giving the AI-REML algorithm difficulty in converging satisfactory. Instead we resolved to a model that did
not include line effects. Results of these are displayed in table
7.1.
selecting go terms by M G and combining them, gives better predictive ability, than selecting by M I .
The LR in M I was skewed towards larger values than M G , but
selecting the GO terms with the largest LR in M G , gave better
predictive ability, regardless of the method chosen for cutoff.
Comparing the 95th and 99th percentiles pairwise, the more
stringent 99th cut off also led to a better predictive ability, with
the only exception of χ 22 in M G where just two GO terms were
significant.
The three rows labelled with † consists of the same GO terms,
despite using different criteria for cut off. The cut off value of
these three were similar enough to select the same 11 GO terms.
A similar situation was observed in rows labelled with ‡, except
the cut off from χ 21 was slightly lower to include an additional
GO term. However, this did not have a large impact on the
predictive ability.
The middle portion of table 7.1 displays the predictive ability
and variance component when combining the GO terms that
was found significant by empirical p-value or top ranked by
predictive ability. The top 10 GO terms, ranked by predictive
ability for each model, is displayed in table 7.3.
Using the empirical p 2 -values, a cut-off at 0.01 instead of
0.05 gave a better prediction, and similar results to M G ; being
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Table 7.1: Different methods for selecting GO terms to combine.
Method
MG – ranked by LR

Cut off value

GO terms

PA ± std.err.

Var(gi )

95%

χ2 1 df

3.84

47

0.502 ± 0.0292

97.0

χ2

5.99

14

0.558 ± 0.0211

93.8

Permutation

3.79

48

0.502 ± 0.0292

97.0

Random gene sets

3.91

42

0.506 ± 0.0295

96.6
94.8

2 df

99%
χ2

†

1 df

6.63

11

0.526 ± 0.0232

χ2 2 df

9.21

2

0.340 ± 0.0395

Permutation

6.59

11

0.526 ± 0.0232

94.8

†

Random gene sets

6.57

11

0.526 ± 0.0232

94.8

†

MI – ranked by LR

124

95%

χ2 1 df

3.84

307

0.328 ± 0.0350

103

χ2

5.99

123

0.373 ± 0.0352

102

Permutation

3.76

312

0.327 ± 0.0350

103

Random gene sets

6.77

92

0.400 ± 0.0334

101

‡

101

‡

2 df

99%
χ2

1 df

6.63

93

0.398 ± 0.0335

χ2 2 df

9.21

33

0.434 ± 0.0336

Permutation

6.67

92

0.400 ± 0.0334

25

0.487 ± 0.0311

96.6

10

0.536 ± 0.0233

96.4
96.9

Random gene sets

10.2

98.7
101

MG – ranked by PA
Top 10
Top 1%

0.349

9

0.523 ± 0.0249

Top 5%

0.308

46

0.423 ± 0.0311

10

0.500 ± 0.0266

101

MI – ranked by PA
Top 10

97.3

Top 1%

0.342

14

0.374 ± 0.0342

103

Top 5%

0.273

74

0.324 ± 0.0344

104

10

0.529 ± 0.0271

97.1

Two-step – ranked by p2
Top 10

†‡

<0.01

0.01

26

0.559 ± 0.0256

94.0

<0.05

0.05

131

0.410 ± 0.0321

99.9

has rows of similar composition has discussed in text.

‡
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Table 7.2: Overlap between top 100 GO terms, ranked by LR, PA or
p-value. Suffixes I or G refers to models MI or MG .

LRI
LRG
PAI
PAG
p2

LRI

LRG

PAI

PAG

p2

100

68

69

47

55

100

48

56

55

100

56

45

100

38
100

to stringent by just using top 10 did not increase the predictive
ability.
By combining multiple ‘high-performing’ GO terms into a
single gene set, the combined set can outperform the individual
GO terms in terms of predictive ability.
predictive ability is negatively correlated with
variance component of g i for combined sets. We
also note in table 7.1 that the PA and Var(g i ) were negatively
correlated (p < 0.001) for the combined sets, indicating an overfitting of model parameters. Likewise, the standard errors of
predictive ability estimates were negatively correlated with the
predictive ability (p < 0.001).
differences in significant go terms. As seen above,
the different models and the diversity of statistics to evaluate
significance gave different results in terms of relevant GO terms.
In table 7.2, we have found the overlap between top 100 GO
terms when ranking by LR, PA, or p 2 . Here, the ranked GO
termes are restricted to only those GO terms that converged in
both models.
Comparison within statistic (LR or PA, respectively), there is
a high overlap between GO terms (68 or 56, respectively), as
well as within model (M I , 69, or M G , 56). Across both statistic
and model the overlap is smaller, as expected. A third to a
half of the GO terms are also found among the 100 smallest
p-values.
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Random gene sets

Cross validations

GO:0007474
GO:0042742
GO:0007464
GO:0048747
GO:0048103
GO:0007465
GO:0045893
GO:0007458
GO:0008587
GO:0010389
0%

25%

50%

75%

100% 0%

25%

50%

75%

100%

H2set
Model:

Figure 7.3:

MI

MG

Top 10 GO terms explain more of genetic variance than randomly sampled genes of same size; and the parameter estimation
is robust and yields similar results when estimated from subset of
data. H2set of GO terms plotted against (left) random gene
sets of same size and (right) cross validations, ordered by
predictive ability as in table 7.3. These cross validations
are the same analyses as used for estimating predictive
ability. Boxes corresponds to the random gene sets/cross
validations, coloured points are the values of the actual
GO terms. ‘Hinges’ corresponds to first and third quantile,
whiskers extend to value within 1.5× Inter Quantile Range.
Grey points are outliers from the boxes.
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Top GO terms
Applying the cross validation technique for each GO term, we
estimated the predictive ability of each GO term. The top 10 GO
terms, ranked by predictive ability under MG is listed in table
7.3, together with model fit, proportion of explained genetic
variance, p2 statistic and number of markers mapped to the
GO term.
The highest predictive ability found by including an effect
for a GO term was 0.395 ± 0.0266, as compared to the 0.26 ±
0.00983 found by using the null model M0G . Combining these
10 GO terms into a single set, the collective predictive ability
was 0.536 ± 0.0233 (see table 7.1).
Regarding the empirical p2 statistic, they were all below 0.05.
The 10 GO terms listed in table 7.3 were compared to random
gene sets; 50 sets of randomly sampled genes with the same
number of genes as in each GO term were modelled by both
MI and MG . We also compared the H2set of these GO terms
with those from the cross validations. Results are displayed in
figure 7.3.
All 10 GO terms listed in table 7.3 have extreme values of H2set
when compared to sets of randomly sampled genes of same
number of genes. The variance of H2set in random gene sets was
not correlated with number of markers in the GO term. The
cross validations however show that the confidence intervals of
the estimates can vary.
7.4

discussion

This study used a single-step multivariant statistical model that
estimated the collective action of multiple markers in the DGRP
on the complex trait phenotype ‘starvation resistance’. With
this, we have evaluated model fit, proportion of explained genetic variance and predictive ability of markers that are located
in sets of genes, sets defined by external information – here
GO terms. Secondly, we also applied a two-step multivariant
approach, that a priori does not integrate external information.
Lastly, we used the predictive ability to rank GO terms, and
evaluated whether the one-step multivariant approach could
be used to asses the biological meaningfulness and related this
result to existing literature.

Table 7.3: Top GO terms, ranked by predictive ability under MG . ‘p2 ’ is the empirical p-values from the two-step approach.

PA ± std.err.

LR

H2set

Markers

p2

Term

GO:0007474

0.395 ± 0.0266 8.05

84.8%

29,018

GO:0042742

0.373 ± 0.0329 8.64

50.5%

6,225

GO:0007464

0.357 ± 0.0283 6.90

48.2%

14,263

GO:0048747

0.355 ± 0.0349 5.38

25.5%

5,256

0.001 muscle fiber development

GO:0048103

0.352 ± 0.0408 5.92

33.6%

2,468

0.033 somatic stem cell division

GO:0007465

0.352 ± 0.0373 4.72

31.2%

5,541

0.010 R7 cell fate commitment

GO:0045893

0.351 ± 0.0276 7.40

69.0%

24,874

GO:0007458

0.350 ± 0.0278 6.05

38.7%

3,739

GO:0008587

0.349 ± 0.0253 6.10

61.3%

16,124

GO:0010389

0.348 ± 0.0263 5.19

19.1%

682

0.017 imaginal disc-derived wing vein specification
0.008 defense response to bacterium
0.002 R3/R4 cell fate commitment

0.005 positive regulation of transcription, DNA-dependent
0.048 progression of morphogenetic furrow involved in compound eye (...)
0.004 regulation of G2/M transition of mitotic cell cycle
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0.037 imaginal disc-derived wing margin morphogenesis
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Statistic models and test for identifying gene sets associated to phenotypes
The genomic feature model approach is based on external biological information thereby providing a biological interpretation to the partitioning of the genomic variance. A number of
modelling strategies and testing criteria can be used to determine the statistical significance of the partitioning. We looked at
two different statistical models, one that model line effects as
independent and one where line effects are modelled by genomic relationship. Furthermore we investigated the behaviour
of model statistics such as proportion of explained genetic variance, model fit and predictive ability, and evaluated which of
these models and statistics could be used to determine the significance of a GO term.
likelihood ratio test The partitioning of the genomic
variance using gene sets was assessed using a likelihood ratio
test. The likelihood ratio was a measure of how well the model
fitted the data and thereby it indicated how good the genomic
covariance structures were at separating the genetic signal from
noise. To determine the significance of the observed likelihood
ratios we used a self-contained and a competitive null hypothesis. In both cases the likelihood ratio test indicates if the
found separation of the genomic variance could likely be found
by chance.
Likelihood ratios of gene sets differs from χ21 . However the
interpretation of the likelihood ratio test depends on which null
hypothesis is being tested and the distribution of the test statistics may differ accordingly.
When we used a competitive likelihood ratio test based on
random samples of gene sets we were evaluating if the gene
set defined by the GO term provide a better model fit than a
gene set sampled at random. Assuming that the true genetic
model underlying the trait phenotypes followed the infinitesimal model even a random sampled gene set will explain a
non-zero proportion of the genomic variance. In this situation
the distribution of the test statistic is unknown.
Using a self-contained likelihood ratio test based on permutations that break the links between the genotypes and phenotypes we evaluated whether the variance captured by the GO
term was different from zero. When testing against the null hypothesis that a variance component is equal to zero, standard
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theory describes that a χ2κ distribution can be used, where κ is
the degrees of freedom and set as the difference in the number
of parameters in the models. However, in the case that one of
the variance component is close to zero it has been shown that
the likelihood ratio test follows a mixture of χ2 distributions
(Self and Liang, 1987).
The observed likelihood ratios of GO terms and random gene
sets differ between the models MI and MG , where the likelihood ratios for MG resemble χ21 (figure 7.1). Because MI assumes the lines are independent by modelling them with an
identity matrix, even low-informative gene sets can capture
more of the genetic variance than the identity matrix; this was
expected as the model assumes independence of lines which
we know was not true. For both models, the observed distribution of likelihood ratios of the permutation sets is not surprising, as the permutations attempt to approximate the null
hypothesis, that a variance component equals zero. Previous
studies have shown that self-contained tests compared to competitive tests are more powerful (Goeman and Bühlmann, 2007).
On the other hand competitive tests may identify sets of genes
that explain a proportion of the genomic variance that are beyond what we could expect from the infinitesimal model.
predictive ability Predictive ability is another measure
that indicates if the gene set controls the phenotype. While LR
is an explanatory property of the model, indicating if the model
fitted the data, predictive ability tells us if the instrumental
model we used was an appropriate approximation to the true,
underlying model. The model might be good at explaining the
data at hand, but still fail to predict future observations, indicating that there is incongruence with the underlying model. This
is not the case in this study as we found agreement between LR
and PA.
Using criteria based on MG to combine GO terms leads to
better predictive ability of the combined sets than MI .
The predictive  abilities are due to the term
Gi,21 · σ2i + G21 · σ2L in the conditional expectation in (7.6). We
can say, that the lines with missing phenotype records borrow
information from the remaining lines. When a gene set cannot
explain much of the genetic variance, σ2i is close to zero, while
σ2L captures the genetic variance.
However, in MI the off diagonals in G are zero, and no information can be borrowed across lines, resulting in missing
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values being predicted to be close to the overall mean; i.e. very
little predictive ability in MI . In MG , the missing values are
predicted by the genomic relationship between the two subsets
of lines. If the model has been overfitted, the missing values
are predicted by borrowing too much information from nonmissing lines, leading to loss in predictive ability. When using
criteria based on MI , the combined sets presumable included
too much noise resulting in a depressed predictive ability and/or overfitting.
As described in the introduction, Ober et al. (2012) also estimated the predictive ability in starvation resistance in DGAT.
In a similar cross validation setup, they estimated a predictive
ability of 0.239 ± 0.008, which is similar to our estimate using
all available markers. By using a smaller fraction of the available markers, Ober et al. found that the predictive ability was
reduced when only using 6% of the markers (approx. 155 thousand), and the predictive ability would continue to decrease
with even smaller fractions of markers by selecting every 2k -th
variant, for k = 0, ..., 10. Although we found a GO term linked
to just 682 markers with a predictive ability of 0.348 ± 0.0623 –
much higher than Ober et al. could find – this is due to our
modelling approach that contained an additional random variable that simultaneous fit all markers, whereas Ober et al. relied on a model with only one random variable.
The predictive ability is highly relevant for the practical applications of genomic models in e.g. breeding planning or personalised medicine, where accurate prediction of the phenotypic value of future offspring or drug response or disease risk
is of high value.
lr and pa are more instructive of other statistics, than H 2set . Based on our results, in particular those
displayed in figure 7.2, using H 2set as a criterion for selecting
GO terms is unaccurate, as it carries less information on the
value of the other statistics. I.e. large proportions of explained
genetic variance were not correlated with large values of predictive ability or model fit, nor lower p-values. In addition,
we found indications that the combined sets that accounted for
more genetic variance also led to model overfitting that penalises the predictive ability.
LR or PA were equally good significance criteria, as they supplemented each other, as shown by the overlap of top ranked
GO terms in table 7.2. Both are shown to be suitable for se-
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lecting GO terms, as the combined GO terms of each of these
selection criteria led to an improved predictive ability that outperformed the individual GO terms as well as the predictive
ability by the null model.
alternative statistical modelling approaches.
We compared our linear mixed model approach to a commonly
used two-step approach and found a relatively good agreement
between the two. Our single-step approach results were positive correlated with the two-step’s empirical p2 -values. The
two-step approach is widely used because it is computationally
fast and easily combined with association results obtained from
previous GWAS. In the first step, a test statistic for the association (e.g. t-statistics, p-values) of individual markers with the
trait phenotype is obtained from traditional single-marker or
all-marker statistical models. In the second step, for each genomic feature being tested, a summary statistics is obtained. The
summary statistics should reflect the degree or level of association. We considered the sum of the test statistic for all markers
belonging to the same genomic feature. This summary statistic
is suitable in a situation where there are many markers with
small to moderate effects located within the feature, whereas
in situations with only a few variants with large effects other
summary statistics may be more suitable (Newton et al., 2007).
There are several alternative statistical modelling approaches
that can be used to evaluate the collective action of multiple
markers in genomic features (Wang et al., 2010; Wu et al., 2011;
Newton et al., 2007; Jiang and Gentleman, 2007; Ehsani et al.,
2012; Silver and Montana, 2012; Fridley and Biernacka, 2011).
These approaches can be classified according to the input data
required, statistical method used and the null hypothesis being
tested.
The advantage of our unified approach is that help us ‘open’
the black box providing novel insight into the biological mechanisms causing variation in the trait and at the same time improve the predictive ability of the statistical model.
incorporating prior knowledge improves predictive ability over black box modelling. In this study,
we improved the predictive ability of a linear mixed model,
by incorporating external information. By combining multiple
‘high-performing’ GO terms into a single set, the combined set
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could outperform the individual GO terms in terms of predictive ability.
The improved predictive ability was due to the modelling,
where the black box models weigh each marker equally, contributing as non-contributing. By utilizing external knowledge,
we could isolate the contributing markers and let their information be weighted heavier than the between line genomic relationship. We also found that when including too many markers
into the informative set, noise from non-contributing markers
decreases the predictive ability. The results in table 7.1 supports
this, as combined sets of few GO terms had a larger predictive
ability than larger combined sets.
As the GO terms are sets of genes, the 10 GO terms in table
7.3 might be more or less related in terms of linking to the same
genes, i.e. they might be sharing the same contributing gene.
In this case, it could be of interest in further studies to identify
which genes are in common between the highest ranking GO
terms, by e.g. applying other methods that can take the overlap
into account (Skarman et al., 2012).
To what extent utilising prior biological information will increase the predictive ability of the statistical model may depend
on the degree of genetic relatedness among the subjects used in
the study (de Los Campos et al., 2013). In a similar approach
in Danish Holstein cattle (Edwards et al., 2014, unpublished),
the predictive ability could not be improved. The main difference between this study and the Danish Holstein study lies in
the population structure in the two species, or more specifically,
the linkage disequilibrium (LD) structure. The Holstein cattle
are from a population with a small (< 100) effective population
size (Riquet et al., 1999), thus having large ‘LD blocks’. Due
to this LD structure, partitioning the markers into sets in the
Holstein cattle would still to a large degree explain the overall genetic relationship and the predictive ability would be the
same as using all markers. In contrast the effective population
in the flies are much larger (> 8, 000) and therefore has smaller ‘LD blocks’ (Ober et al., 2012; Mackay et al., 2012). Because
of the larger effective population size and because we attempt
to predict across lines not sharing any close relationships it becomes very important to separate genetic signal from noise.
Our approach may help where the study populations do
not share close relationships. This is likely to occur in number of practical situations if we want to predict genetic potential across breeds using phenotypic and genotypic information
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within breeds, or to predict genetic risk in case-control studies
where subjects are not related. Further investigations are required however to gain better understanding of the influence
of population structure on predictive ability.
Top GO terms
The GO terms identified in this study (table 7.3) overlap with
the GO-terms that is enriched with genes where expression is
correlated with starvation resistance in a smaller sample of
the lines used in this study (Ayroles et al., 2009). Both approaches highlight the GO term ‘response to bacterium’, in addition Ayroles et al. find association between starvation resistance and a suite of related GO terms (including response to
both gram negative and positive bacteria). There could be several reasons for this association. Immune response is costly
(Lochmiller and Deerenberg, 2000) and lines with a down regulated immune response might have more resources available
for energy storage, and could thereby resist starvation for longer
periods, due to lower energy requirements during starvation,
higher amounts of stored lipids, or both. Alternatively, a smooth
functioning immune system might keep gut bacteria in check
and there by avoid loss of ingested energy to microbial respiration. In immune impaired D. melanogaster the effect of increased
bacterial consumption can be so profound that the flies starve
to death (Ayyaz et al., 2013).
There was no overlap between the current study and GO
terms found to be enriched with genes having differential expression in 5 D. melanogaster lines independently selected for
increased starvation by Sørensen et al. except from the general term regulation of transcription/DNA binding. This is perhaps not surprising as there is little overlap between the genes
that are differentially expressed in the inbred lines used in this
study and the lines selected by Sørensen et al. (2007) (Sarup
et al., 2011).
Storage of lipids is obviously important for starvation resistance (Rion and Kawecki, 2007). None of the top GO-terms
were associated with this function though. However, increased
developmental time seems to be evolutionary important in populations that have elevated starvation resistance too (Rion and
Kawecki, 2007), and 8 of the 10 different GO-terms listed in
table 7.3 were associated with development and growth.
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7.5

conclusion

By using a linear mixed modelling approach, we could examine
the joint contribution of gene sets from an external source, here
the Gene Ontology, to the complex trait ‘starvation resistance’
in the Drosophila melanogaster Genetic Reference Panel (DGRP).
We found that the statistics model fit (i.e. likelihood ratios)
and predictive ability from the single-step approach, were in
good agreement, as well as with the empirical p2 statistic from
the two-step approach. We also found that by incorporating
the GO terms into the models as separate random effects improved the predictive ability as compared to a simpler model
that weights all markers equally. Finally, by combining the high
performing GO terms into a single gene set, the predictive ability was improved even further, regardless of using model fit,
predictive ability, or empirical p2 statistic to rank the GO terms.
This study has demonstrated that by modelling contribution
from certain markers as an additional variable, it is possible to
double the predictive ability in a population with low levels of
relatedness, such as in the DGRP. We also demonstrated that
the same modelling approach can be used to integrate external
information to learn more of the genetic architecture of diseases
and complex traits.
author contributions
SME and PS conceived and designed the experiment. SME executed the experiments, except the two-step approach. PS and
PJ performed the two-step approach. SME, PS and PMS analysed the data and wrote the manuscript. SME, PS and TFCM
discussed the manuscript.

PA P E R I I I : I N F L U E N C E O F FA M I LY
S T R U C T U R E O N VA R I A N C E D E C O M P O S I T I O N

Stupid men are often capable of things the clever
would not dare to contemplate...
– ‘Feet of Clay’, by Terry Pratchett

In: Proceedings of the 10th World Congress of Genetics Applied
to Livestock Production, 2014
Authors: Stefan M. Edwards, Pernille M. Sarup, and Peter
Sørensen.
co-author contributions:
sme & ps: Formulating and identification of scientific problem, planning methodology and design, and executing
said methodology. Interpretation of results and discussions of the manuscript. Writing the manuscript.
pms Discussing and writing the manuscript.
note: Compared to the published paper in the proceedings,
this paper has retained some colourful phrases that were rejected by the editors, and the figures have been repainted to fit this
thesis’ style, without adding or removing any visual elements.

119

8

120

paper iii: family structure on variance decomposition

abstract Partitioning genomic variance by sets of randomly
sampled genes for complex traits in Drosophila melanogaster and
Bos taurus, has revealed that family structure can affect variance
decomposition.
In fruit flies, we found that a high likelihood ratio is correlated with a high proportion of explained genomic variance.
However, in Holstein cattle, a group of genes that explained
close to none of the genomic variance could also have a high
likelihood ratio. This is still a good separation of signal and
noise, but instead of capturing the genetic signal in the marker
set being tested, we are instead capturing pure noise. Therefore it is necessary to use both criteria: high likelihood ratio
in favor of a more complex genetic model and proportion of
genomic variance explained, to identify biologically important
gene groups.
8.1

introduction

Finding genes for complex traits is more difficult than that of
Mendelian traits; there are usually no single genetic markers
whose signal stands out as a lighthouse on the rocky terrain of
trivial markers. The search for the biologically meaningful genetic markers is a voyage through traitorous waters filled with
the underwater reefs of inflated statistics that will sink incoming auspicious articles.
We aimed to circumvent these problems by integrating external information, such as KEGG pathways (Kanehisa and
Goto, 2000; Kanehisa et al., 2012), into variance decomposition
of complex traits, whereby we estimated the joint contribution
from genetic variants found in the genes linked to biological
pathways.
In the transition from health and production traits in Danish
Holstein dairy cattle (Su et al., 2012) to other complex traits
in the common fruit fly Drosophila melanogaster (Mackay et al.,
2012), we have found that differences in family structures give
rise to some interesting patterns in the variance decomposition.
The Holstein dairy cattle population is characterised by the
intensive use of a limited number of sires, whereas the fly data
used here consists of multiple ‘lines’, where each line is almost
entirely inbred (F = 0.986, Mackay et al. (2012)) and highly homozygous; this allows for repetitive sampling of phenotypes
from a highly homogenous population (i.e. each line). Here we
present some results from partitioning the phenotypic variance

8.2 materials and methods

by sets of randomly sampled genes in both startle response in
D. melanogaster and mastitis in B. taurus. The results found here
are not unique to these two traits in neither fruit flies nor dairy
cattle, respectively, but it is rather an effect of differences in family structure as other traits (e.g. starvation or production traits,
respectively) in these two organisms yielded similar results.
8.2

materials and methods

startle response. SNP data are called from raw sequence
data from Mackay et al. (2012), and kept if the coverage was
greater than 2X but less than 30X, if the minor allele frequency
(MAF > 0.025) was present in at least four lines, and if they
were called in at least 60 lines, resulting in a total of 2,476,804
SNPs distributed on five chromosome arms (2L, 2R, 3L, 3R and
X). Missing genotypes were imputed using Beagle Version 3.3.1
(Browning and Browning, 2009; Browning and Yu, 2009).
Records of startle response are obtained by placing flies in a
test tube, knocking the flies down by tapping the tube and then
measuring how many seconds the flies were active, up to 45
seconds (Yamamoto et al., 2009). The data used here consists
of 167 lines each with, on average, 80 observations with values
from 1 s to 45 s, mean at 29 s.
mastitis. Genotype data was retrieved from imputed HD
chip data on 4,497 Danish Holstein bulls (Su et al., 2012), covering a total of 637,951 markers, i.e. SNPs, of which 621,217 have
a minimal allele frequency above 0.01. The HD chip is mapped
to the UMD3.1 Bovine Genome assembly (Zimin et al., 2009);
gene mapping for this assembly was downloaded September
1st 2011 from the website1 , containing 26,352 genes with an Entrez Gene ID.
Unfortunately we could not obtain test tubes large enough to
house a cow, so we have instead chosen the health trait ‘Mastitis 1.2’ (hereafter simply referenced as ‘Mastitis’), records of
treatments for mastitis in first lactation in the period of 10 days
before to 305 days after calving. The mastitis records are estimated breeding values, mean 96.25, std.dev. 9.71.

1 ftp://ftp.cbcb.umd.edu/pub/data/assembly/Bos_taurus/Bos_taurus_
UMD_3.1/annotation/UMD3.1.gff.gz
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Model
Using DMU (Madsen and Jensen, 2012), we estimated variance
components for the following models:
Mp : y = µ + gS + g¬S + e

(8.1)

M0 : y = µ + g + e

(8.2)

where Mp is the partitioned model, M0 is the reduced model,
y the vector of observations, µ mean, genetic effects gi ∼
N(0, Gi σ2i ) and residuals e ∼ N(0, Iσ2 ). Using groups of randomly sampled genes to partition the markers into two sets,
0
S and ¬S, Gi is constructed as ZZ
νp , where Z is the scaled
and centred marker incidence matrix for the subset of markers in set S and ¬S, respectively, or all makers for M0 . νp =
P
2 i pi (1 − pi ) for mastitis, or just number of markers for startle
response. For all results, only sets where the AI-REML algorithm had converged are utilised.
The likelihood ratio (LR) is defined as twice the difference
between the log-likelihood of model MP and M0 . Proportion
of explained genomic variance by a set S is defined as:
H2set =

Var(gS )
Var(gS ) + Var(g¬S )

(8.3)

where Var(gS ) and Var(g¬S ) are the variance components σ2S
and σ2¬S in mastitis, but scaled by the mean of the diagonals of
GS and G¬S in startle response.
Mapping genes to markers
Genetic markers were associated with a gene, if the chromosomal position of the marker was between the start and stop
chromosomal position of the gene. This resulted in 88% of
markers mapped to genes in fruit flies and 39% in dairy cattle.
The sets are composed of randomly sampled genes, resulting in
sets with up to 100,000 and 50,000 markers for startle response
and mastitis, respectively.
The complete set of results and a report with all figures can
be found on figshare at http://goo.gl/FjVm91.
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results and discussion

In this study, we have applied a linear mixed modelling approach for examining the joint contribution to a complex trait
from the genetic markers associated to a set of randomly sampled genes. Although it seems as a rather brute-force approach
for gaining biological insight, these results reveal how much of
the genomic variance can be explained jointly ‘by chance’ by
a dispersed set of genetic markers, and can therefore be used
in collaboration with analyses on e.g. biological pathways or
genomic features, to indicate the significance of these.
Fitting sets of randomly sampled genes, we found 28% and
86%, respectively, were converged for startle response and mastitis, respectively. The high level of non-converged sets in startle
response might be attributed to these having a Var(gS ) close
to zero, giving the AI-REML algorithm problems converging
on the border of the parameter space. In these cases, Var(g¬S )
usually captures the genomic variance.
Even though the LR distributions seem alike (we will return
to those) between the two traits, there does not seem to be a
correlation between set size and LR for startle response, while
there could be a slight increase in LR for mastitis for larger set
sizes. In startle response, a set of random genes explains near
100% of the genomic variance, while the maximal proportion of
explained genomic variance by a set of random genes in mastitis is approx. 20%. In both traits the maximal proportion of
explained genomic variance increases for an increasing set size.
Comparing the relationship of H2set and LR, as done in figure
8.1, reveals some interesting patterns. For startle response, the
scatter plot resembles a slanted volcano plot, where a higher
LR has a higher H2set . The larger sets are restricted to the lower
values of LR, but can still account for a high proportion of explained genomic variance. For mastitis, there are hyperbolae
for each group of set sizes and it would seem that for a certain
set size is a ‘default’ proportion of explained genomic variance
at LR = 0, and for increasing values of LR, H2set either increases
or decreases. However, the decreasing ‘branch’ of the hyperbola does not reach higher LR than the 95th percentile of χ21
.
In these models, to achieve a high LR, it is crucial to describe
the genetic relationship based on the causal genetic markers
for the trait, or markers in high LD with these. In Holstein
cattle, even a small proportion of the available markers will de-
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Figure 8.1: Different patterns of the relationship between likelihood ratios (xaxis) and proportion of explained genomic variance (y-axis), in
startle response in fruit flies and mastitis in dairy cattle.
Each point corresponds to a set of randomly sampled
genes and colour coded by the number of markers in the
set; note that startle response has a darker scale than mastitis to emphasise the larger sets. Black ticks above x-axis
corresponds to 95th percentile of the theoretical χ2 distributions; left to right: χ21 ,
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2

and χ22 .
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Figure 8.2: Likelihood ratio distributions appear similar to theoretical χ2
distributions with 1 or 2 degrees of freedom or mixture of the
two.
Black ticks above x-axis as in figure 8.1.
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scribe the genetic relationship, due to large LD blocks, whereas
a similar proportion of genetic markers in fruit flies will have
difficulty describing the genetic relationship, as there is more
divergence between the lines.
A high LR can also be interpreted as the ability for the genetic
markers in set S to separate the genetic signal (governing the
trait) from the background noise of the genome. This is evident
in mastitis, where there are sets that account for almost none
of the genomic variance, but still retain a high LR. This is still
a good separation of signal and noise, but instead of capturing
the genetic signal in the set being tested, we are instead capturing pure noise. We do not experience this in startle response, as
a set of genetic markers that contribute with nothing but noise,
are unlikely to be able to describe the genetic relationship in
fruit flies. In mastitis in dairy cattle, they can.
The empirical likelihood ratio distributions are displayed in figure 8.2; although they appear similar to the theoretical chisquared distributions, Kolmogorov-Smirnov tests reveal that
they deviate significantly (p  0.01), with the exception of
mastitis not being significantly different from χ21 . The ratio
of observed LR above the 95th percentile of the theoretical χ21
distribution is 6.1% and 5.8% for startle response and mastitis,
respectively, while for 2 degrees of freedom or mixture of 1
and 2 degrees of freedom, the proportion is 3.4% or below. It
is important to note that the test procedure used in this study
is different from a standard likelihood ratio test used to test
whether the variance component for a random effect is different from zero. In this context it has been shown that the empirical distribution of the likelihood ratios resembles a mixture of
χ2 distributions with 1 or 2 degrees of freedom (Self and Liang,
1987). However the results here indicate that a likelihood ratio
test based on testing random gene groups follow a mixture of
χ21 and χ22 .
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paper iii: family structure on variance decomposition

8.4

conclusion

In this study we have compared variance decomposition in two
species with different family structures. It is clear that the differences in family structure have an impact on the variance decomposition and the partitioning of genetic signal and noise.
We also found that using a χ2 test for a likelihood ratio testing is an adequate choice for likelihood ratio tests; however in
the Holstein cattle it is also necessary to include the estimated
proportion of explained genomic variance to indicate the significance of a set of genetic markers selected by a a group of
genes.
8.5
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DISCUSSION

‘While I’m still confused and uncertain, it’s on a
much higher plane, d’you see, and at least I know
I’m bewildered about the really fundamental and
important facts of the universe.’
Treatle nodded.
’I hadn’t look at it like that,’ he said, ’But you’re
absolutely right. He’s really pushed back the
boundaries of ignorance.’
– ‘Equal Rites’, by Terry Pratchett

The aim of this thesis was to assess the use of linear mixed
models (LMM) to evaluate the joint contribution of multiple
sets of markers to a complex trait phenotype. We started with
an introduction of the linear mixed models of SNP-BLUP and
G-BLUP, together with the necessary tools to estimate variance
components and to evaluate models and null hypotheses.
In the chapter ‘Genomic Feature Models’ we reviewed the
test statistics that can be applied to evaluate a given marker
or marker set. Roughly, there are three components that can
be considered for evaluation; the single-step approach that directly utilises the properties of the likelihood function, the twostep approach that calculates a test statistic for each marker and
then summarises them, and the choice of distribution of the final test statistic (exact, approximate, or empirical). Naturally,
these considerations are conditional on the question attempted
to be answered: if we are trying to detect association, or an
enrichment of association.
Paper I studied marker sets defined by the genes associated
to KEGG pathways in Danish Holstein dairy cattle by partitioning the markers into two sets, one for a Kyoto Encyclopedia of
Genes and Genomes (KEGG) pathway and one for the remaining markers. The KEGG pathways were evaluated against a
battery of sets of randomly sampled genes, using likelihood ratios (LR) and proportions of explained genomic variance. Here,
we found that a likelihood ratio test (LRT) and a test of proportion of explained genomic variance was sufficient to evaluate
a biological pathway. For the LRT, we found that for the pro-
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duction trait ‘fat yield’, which is strongly affected by the gene
DGAT1, the LR differed a lot from the theoretical χ21 distribution, whereas the health traits differed from χ21 to a smaller
extent.
Paper II was similar to Paper I, but differed at a series of
key-points: the animal investigated was fruit flies from the
D. melanogaster Genetic Reference Panel (DGRP; Mackay et al.,
2012) which were not as closely related as the dairy cattle was;
we used Gene Ontology (GO) instead of KEGG; and we used
a slightly different model. The shift of animal allowed us to
investigate the predictive ability of the models, as well as an
alternate statistical analysis approach – the two-step approach.
The GO sets were evaluated against empirical distributions from
random gene sets, as well as permutations. In contrast to paper I we used predictive ability to rank GO sets, and found
LR and the two-step test statistic to be in good agreement. In
addition we found proportion of explained genomic variance
was less agreeable, and we did not find random gene sets that
explained noise, as we did in paper I.
Paper III resulted from plotting proportions of explained genomic variance against LR in the data from Papers I and II, and
for two seemingly similar subjects, got very different results.
In the dairy cattle, we found random gene sets that provided
a good separation of signal and noise, but explained none of
the genomic variance. In fruit flies, this phenomenon was not
observed, but the random gene sets could account for almost
all the genomic variance, while we could barely obtain 20%
in mastitis in the dairy cattle. These diverging relationships
between variables were attributed to differences in the population structure in dairy cattle and fruit flies, and thereby the
difference in stretches of linkage disequilibrium in their respective genomes.
The following sections discusses the questions asked in the introduction.
We can effectively evaluate the collective action of multiple markers,
while taking into account complex pedigree structures.
We chose to use LMM as the statistical framework due to it being robust, allows us to adjust for other known effects, and can
incorporate the inherently complex genomic structure present
in the evaluated populations. The use of LMM in Papers I,

discussion

II, and III display this. As an alternative, we could have used
Bayesian methods, but these are not necessarily computational
less demanding, require the same considerations with regard to
formulating the models, and do not necessarily perform better.
The papers I, II, and III display the use of LMM to model the
joint contribution of a subset of markers. In general, we used
three different models: 1) the null or reduced model that use
a single random effect modelling all markers; 2) the partitioning model that divided the markers into two sets, one for each
random effect; and 3) the additional-effect model that is a combination of the two, i.e. a random effect modelled by all markers and a random effect modelled by the subset of markers. In
all models, the random effects were assumed uncorrelated, and
the markers were modelled by building a genetic relationship
matrix based on the selected (or all) markers.
To integrate external knowledge, such as genomic features or
biological pathways, we looked at the sets of genes that were
associated to these collections. Marker sets were then defined
by selecting markers found within the chromosomal location of
the genes, thus gene sets and marker sets are synonymous in
this thesis. If other sources are used, all that is required is the
ability to associate markers to a feature.
The two latter models are both in line with current literature
where e.g. Makowsky et al. (2011) advocates for modelling that
better accommodates the genetic architecture. Also in line with
this is BayesR (Erbe et al., 2012) where each marker effect can be
sampled from a prior distribution with four different scalings
of the variant component. Our approach is similar to this with
just two different variance components. Where BayesR uses a
Bayesian approach to assign the markers to each of the four
sets, we used prior knowledge to assign the markers to a set
and then evaluate whether this is a sensible assignment.
We therefore conclude that the LMM approach described
here can provide a general framework for estimating and evaluating the association of genomic features to complex trait phenotypes.
problem evaluating due to correlation between
set and complementary set. The models with two random effects are by design of LMM uncorrelated1 . However, due
to linkage disequilibrium and the somewhat arbitrarily cut-off
applied to deciding which markers are included in a set (inter1 LMM works by assuming the linear combination of effects.
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genic vs. upstream and downstream), the model builds upon
a flawed assumption. Deriving an exact or approximate test
distribution was therefore not attempted. To take the flaw into
account when evaluating gene sets, we used the random gene
sampling approach to derive empirical distributions.
If the two random effects were to be modelled with a correlation, Bayesian methods using hierarchical models can be
applied, if a sensible correlation structure can be formulated.
how to evaluate a marker set. We used three different test statistics to evaluate a marker set: the likelihood ratio,
the proportion of explained genomic variance, and predictive
ability. These were all derived from the single-step approach
where a single model is fitted per marker set.
These three test statistics are all descriptive of the fitted
model, but differ in their interpretation. While the likelihood
ratio measures model fit, it does not necessarily display overfitting; if a model is overfitted, the predictive ability may be
penalised, but we did not see evidence of this. The likelihood
ratio was interpreted as the ability of the two marker sets to
separate the genetic signal from the noise.
The proportion of explained genomic variance is a measure
of how much of the observed phenotypic variance can be attributed to the set of markers. It has, as per the discussion on
page 4.3, a difficult interpretation. First, because even in the
reduced model, it is problematic to label the biological source
of the variance, other than the markers. Secondly, our models
used a subset of the markers that can be highly correlated to the
remaining markers, which resulted in a tug-of-war between the
two sets, when distributing the observed variance between the
two.
The relations between these test statistics are not clear. We
found two distinct trends in the relation between likelihood
ratio and proportions of explained genomic variance, as summarised in paper III, which were attributed to the differences
in family structure. However, high proportions of explained
genomic variance, when corrected for set size, was found to coincide with high likelihood ratios in paper I, but not in paper
II. Predictive ability and likelihood ratio were, as seen in paper
I, in good agreement.

discussion

for evaluating, we distinguish between two types
of null hypotheses. This relates to the type of question
being asked. For us, there are roughly two questions we may
ask: 1) Is there any association? And 2) is the marker set enriched for association? The first corresponds to a self-contained
test, while the latter corresponds to a competitive test. The
self-contained test has more power than the competitive (Goeman and Bühlmann, 2007), as it is easier to evaluate whether
there is any association, than whether there is more association
compared to something else, and passing the competitive test
implies passing the self-contained.
However, the self-contained tests are not necessarily biological interesting, as they merely confirm that there is an association within a feature. But if there is association throughout
the entire genome, we need to compare the levels of association
found within the feature and the remaining genome.
To reject the null hypothesis, we relied on empirical distributions derived from randomisation schemes, due to the complex
structure inherent to the data. The randomisation scheme was
closely related to the null hypothesis being tested; i.e. we used
a permutation or ‘subject-randomisation’ approach in paper II
to test whether a high likelihood ratio was spurious. In both
paper I and II we applied random gene sets to evaluate how
much a gene set of a given size could be expected to explain
‘by chance’. The latter was criticised in Goeman and Bühlmann
(2007), arguing that the interpretation of p-values calculated
from randomisation of genes is at best problematic. We are,
however, not utilising this randomisation scheme to calculate
p-values.
The methods did lead to an increased predictive ability.
Predictive ability is another measure that indicates if the gene
set controls the phenotype, and differs from model fit or association, as it indicates how well the model generalises to other
data sets. Our approach is novel, as it uses predictive ability to
rank genomic features. Using subsets of markers is well in line
with observations by e.g. Hayes et al. (2010), Makowsky et al.
(2011), Weller et al. (2012), and Ober et al. (2012).
The application in paper II demonstrated that using an informed choice of subset of markers, could double the predictive ability in a population of loosely related ‘individuals’. For
reference, Ober et al. theorised that to achieve the predictive
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ability we obtained would require approx. 1,000 lines of D.
melanogaster. We used 166 lines. This is due to the approach
in Ober et al. where they relied on evenly sampled markers
(every 2k − th marker), while we used the top ranking GO sets.
We also found that when including too many non-contributing
markers into the informative set, noise from these markers decreased the predictive ability.
In paper II, the best GO sets would only give a ‘slight’ increase in predictive ability (from 0.23 to 0.395). But when estimating predictive ability on the reduced model based purely
on the subset of markers, we could achieve the famed 0.558.
Here, we had filtered out most of the noisy markers, that might
be able to describe the overall genetic relationship between the
lines, but at the cost of drowning the trait-specific relationship.
We did look into the predictive ability during our investigations in paper I, but the dairy cattle genome has very long
stretches of linkage disequilibrium. Therefore, even small subsets of markers can explain the genetic relationship very well
in cattle, which entailed that the marker sets had difficulty improving the predictive ability. If we were to investigate an improvement of predictive ability in the cattle data, as we did
in paper II, we should also have considered a reduced model
based on only a subset of markers, instead of the partitioned
model.
The methods enabled better biological insight
The naïve model is a ‘black box’ model, in which all markers are weighted equally. If G-BLUP is applied, marker effects can be estimated by ‘backsolving’ (see eq. 4.11, page 33),
albeit it includes some computational intensive constructions
(inverting ZWW 0 Z 0 + Iλ). With estimated marker effects, the
post hoc enrichment tests may be applied. However, the use of
(ZWW 0 Z 0 + Iλ)−1 ‘shrinks’ the marker effects towards zero.
By using the partitioned or additional subset model, we can
‘probe’ the genome with virtually any set of genes or markers
that are presumed to have an importance in relation to the phenotypic trait, with the additional benefit of contributing marker
effects not being shrunk by the same scale as non-contributing
markers.

9.1 future perspectives

9.1

future perspectives

In chapter 5, we listed numerous test statistics. Although several of them (e.g. the Holy Trinity) are asymptotic equivalent, it
would be of great interest to investigate the relationship between
the test statistics. Are they in practice asymptotically equivalent? Do they rank equally? This could be investigated using
both actual data (e.g. DGRP) and simulated data. With the
simulated data we should be able to verify the ‘correctness’ of
the test statistics, while with the real data, we can evaluate the
performance in a true setting. The test statistics should be compared with both exact and approximate distributions, where
applicable, as well as empirical distributions by e.g. permutation and random gene sampling.
In paper III we saw that the family/population structure
had a large influence on the variance decomposition. We did
however not shed much light on the possible mechanisms for
the family structure to affect the results. The paper compared
two extremes of family structures, but there may be intermediate family structures that are better. The question is therefore
which family structures may be better suited for finding causal
quantitative trait nucleotides or for variance decomposition of
gene sets. Most notable would be to consider how these structures affect the information matrix, as this matrix holds the key
to minimize the uncertainty of estimated variance components.
A related interest point is the construction of the genomic relationship matrix. Here, the marker matrix may be centred and
scaled (see section 3.4, page 22) by several different manners.
This affects how much the markers influence the realised genetic relationship matrix. Rare alleles can effectively describe
close family relationships, but this does not necessarily mean
they should be weighted more. We could also choose to weight
the markers while constructing the genomic relationship matrix by other means than the observed allele frequencies, by e.g.
prior information.
In paper II we found ten top ranked GO terms (see table 7.3,
page 111). We did however not investigate any possible overlaps between these GO terms, i.e. how many genes they might
have in common. Naturally we can ask if there are genes in
common which account for the explained variance or predictive ability, or whether it is the gene set as a whole that may give
these results.
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On a minor note, we could also look into the arbitrarily cutoff applied when linking markers to genes; should we include
markers found up-stream and/or down-stream from the genes
to include regulatory elements? Or could it perhaps be more
feasible to use LD information to determine inclusion, instead
of a fixed number of base pairs?
Finally, we have also implied the value of our results towards
personalised medicine, as the relatedness between the lines in
DGRP is thought to be similar to that between unrelated humans. It is therefore a natural next step to investigate the usage
of our approach in the field of personalised medicine.

10

CONCLUSION

They both savoured the strange warm glow of
being much more ignorant than ordinary people,
who were only ignorant of ordinary things.
– ‘Equal Rites’, by Terry Pratchet

This thesis demonstrated the use of linear mixed models for
integrating external data to partition the genomic variance in
complex traits. The variance decomposition by the linear mixed
models displayed several advantages; the estimation of the joint
contribution of multiple markers allowed us to include markers
with small to moderate effect, and the model itself allows for estimating predictive ability through cross validation procedures.
By partitioning the markers we could accentuate the family
structures through the construction of the genomic relationship
matrices.
We used the predictive ability to rank gene sets, as opposed
to using e.g. p-values from gene set enrichment analyses. This
is to our knowledge a novel application, and has the convenience of describing both model fit and variance components, but
with the added benefit of an intuitive interpretation. That is,
how well the the model generalises to other data sets.
In paper I we found observed some of the nuances of complex traits, in the sense that some complex trait may be more
‘infinitesimal’ than others.
In paper II we used an informed subset of markers and could
double the predictive ability in D. melanogaster.
Finally in paper III, we demonstrated the influence of family
structure on variance decomposition.
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A

A B I T O F M AT R I X A L G E B R A

This appendix supplies some general matrix algebra that is useful in the thesis. Proof of these, as well as additional explanation, can be found in e.g. Searle (1982), Searle et al. (1992)
and/or Knight (2008).
The matrix V is the square variance-covariance matrix V =
ZGZ 0 + D.
Denoting the derivative of the matrix:

D
when σ2i = σ2e
∂V
n
=
Vi =
ZGZ 0 when σ2 = σ2
∂σ2i
i

(A.1)

g

The derivative of the first quadratic from with respect to X:
∂(y − Xβ) 0 V(y − Xβ)
= −2X 0 V(y − Xβ)
∂X

(A.2)

The derivative of the inverse matrix
∂V −1
= −V −1 Vi V −1
2
∂σi

(A.3)

The derivative of the trace of the matrix
∂ Tr(V)
= Tr(Vi )
∂σ2i

(A.4)

The derivative of the logarithm of the matrix’ determinant:
∂ ln |V|
= Tr(V −1 Vi )
∂σ2i

(A.5)

The derivative of the first and second quadratic forms, when
taken with respect to σ2i :
∂(y − Xβ) 0 V(y − Xβ)
= (y − Xβ) 0 Vi (y − Xβ)
2
∂σi

(A.6a)

∂(y − Xβ) 0 V −1 (y − Xβ)
= −(y − Xβ) 0 V −1 Vi V −1 (y − Xβ)
2
∂σi
(A.6b)
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and the derivative of the logarithm of the determinant of the
second quadratic form:
∂ ln |X 0 V −1 X|
= Tr((X 0 V −1 X)−1 X 0 V −1 Vi V −1 X)
∂σ2i

(A.6c)

but also (Knight, 2008, p. 21):
∂ ln |V| ∂ ln |X 0 V −1 X|
+
∂σ2i
∂σ2i
= Tr(V −1 Vi ) − Tr((X 0 V −1 X)−1 X 0 V −1 Vi V −1 X)
= Tr(V −1 Vi − (X 0 V −1 X)−1 X 0 V −1 Vi V −1 X)
= Tr(PVi ).
A projection matrix, P can be defined as
P = V −1 − V −1 X(X 0 V −1 X)−1 X 0 V −1

(A.7)

and has following nice properties:
(A.8)

PX = 0
Py = V −1 (y − Xβ̂), where
0

β̂ = (X V

−1

−1

0

X) X V

−1

(A.9)
(A.10)

y

(A.11)

P̂y = ê
The derivative of the projection matrix:
∂P
= −PVi P
∂σ2i

(A.12)

For traces, we have:
Tr(P) = y 0 PPy

(A.13a)

Tr(PVi ) = y 0 PVi Py.

(A.13b)

or
In (4.3) on page 28, the form ZGZ 0 is used. The following is the
result if we consider a very simple example with two animals,
where the first has two observations and the second only one.
y = µ + Zg + e


1 0


Z =  1 0

G=

g21 g22

0 1


g11 g11 g12





ZGZ 0 = g11 g11 g12 
g21 g21 g22

"
#
g11 g12



1 1 0





ZZ 0 = 1 1 0
0 0 1

(A.14)
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forms

If we assume that y ∼ N(µ, V) then (Searle et al., 1992, p. 466)
E(y 0 Qy) = Tr(QV) + µ 0 Qµ
Var(y 0 Qy) = 2 Tr(QVQV) + 4µ 0 QVQµ
The quadratic form y 0 Qy has a non-central χ2 distribution with
rank(Q) degrees of freedom and non-central parameter 21 µ 0 Qµ,
if and only if QV is idempotent (Theorem S2, p. 467, Searle
et al., 1992). When QV is idempotent, then QVQV = QV ⇒
Tr(QVQV) = Tr(QV), and Tr(QV) = rank(QV).
1

1

Because µ = 0, V = I, and Q = V02 MV02 (where M = V0−1 ZGi Z 0 V0−1 ),
the expectation and variance of the quadratic form are
E(y 0 Qy) = Tr(Q)


1
1 21 −1
0 −1 2
V V ZGi Z V0 V0
= Tr
2 0 0


1
1
1
0 −1 2
2 −1
= Tr V0 V0 ZGi Z V0 V0
2

1  −1
0
= Tr V0 ZGi Z
2
and
Var(y 0 Qy) = 2 Tr(QQ)



1
1
1 12 −1
1 12 −1
0 −1 2
0 −1 2
= 2 Tr
V V ZGi Z V0 V0
V V ZGi Z V0 V0
2 0 0
2 0 0



1
1
1
1
1
−1
0
−1
−1
0
−1
= Tr V02 V0 ZGi Z V0 V02 V02 V0 ZGi Z V0 V02
2


1
1
1
−1
0 −1
0 −1 2 2
= Tr V0 ZGi Z V0 ZGi Z V0 V0 V0
2

1  −1
0 −1
0
= Tr V0 ZGi Z V0 ZGi Z .
2
We can further elaborate that y 0 Qy is χ2 distributed with Tr(Q)
degrees of freedom under the conditions above.

