Rationality in the Cryptographic Model
Pavel Hubáček

PhD Dissertation

Department of Computer Science
Aarhus University
Denmark

Rationality in the Cryptographic Model

A Dissertation
Presented to the Faculty of Science and Technology
of Aarhus University
in Partial Fulfillment of the Requirements
for the PhD Degree

by
Pavel Hubáček
June 30, 2014

Abstract
This thesis presents results in the field of rational cryptography. In the first part we study the
use of cryptographic protocols to avoid mediation and binding commitment when implementing
game theoretic equilibrium concepts. First, we concentrate on the limits of cryptographic cheap
talk to implement correlated equilibria of two-player strategic games in a sequentially rational
way. We show that there exist two-player games for which no cryptographic protocol can
implement the mediator in a sequentially rational way; that is, without introducing empty
threats. In the context of computational Nash equilibrium, we classify necessary and sufficient
cryptographic assumptions for implementing a mediator that allows to achieve a given utility
profile of a correlated equilibrium. Second, we propose a new approach for implementing coarse
correlated equilibria, a relaxation of correlated equilibria with appealing economic applications.
Our implementation puts forward a notion of cryptographically blinded games that exploits the
power of encryption to selectively restrict the information available to players about sampled
action profiles, such that these desirable equilibria can be stably achieved.
The second part presents a study of the problem of verifiable delegation of computation
in the rational setting. We define rational arguments, an extension of the recent concept of
rational proofs into the computational setting, and give a single round delegation scheme for the
class NC1 , of search problems computable by log-space uniform circuits of logarithmic depth,
with a sub-linear time verifier. While our approach provides a weaker (yet arguably meaningful)
guarantee of soundness, it compares favorably with each of the known delegation schemes in
at least one aspect. Our protocols are simple, rely on standard hardness assumptions, provide
a correctness guarantee for all instances, and do not require preprocessing.

i

Resumé
Denne afhandling præsenterer resultater inden for området rationel kryptografi. I den første del
undersøge vi brugen af kryptografiske protokoller for at undgå mægling og kontrakter når man
vil implementere spilteoretiske ligevægtsmodeller. Først koncentrere vi os om grænserne for at
bruge kryptografisk cheap talk til at implementere korreleret ligevægt i to-spiller strategiske spil
på en sekventielt rationel måde. Vi viser, at der findes to-spiller spil, hvor ingen kryptografisk
protokol kan implementere en mægler på en sekventielt rationel måde, det vil sige, uden at
bruge tomme trusler. I forbindelse med beregningsmæssig Nash ligevægt klassificere vi desuden
de nødvendige og tilstrækkelige kryptografiske forudsætninger for at implementere en mægler,
der gør det muligt at opnå en given nytte profil af en korreleret ligevægt. For det andet
foreslår vi en ny strategi for at implementere grove korrelerede ligevægte (coarse equilibria),
en lempelse af korreleret ligevægt med lovende økonomiske anvendelser. Vi foreslår et begreb
som vi kalder kryptografisk blindede spil, der udnytter styrken af kryptering til selektivt at
begrænse spillernes adgang deres egne handlingsprofiler i den korrelerede handlingsprofil som
spillerne foreslås af mægleren. Denne manglende kendskab til sin egen foreslåede handling gør
at den ønskede ligevægt kan opnås.
I anden del præsenteres en undersøgelse af problemet med verificerbar delegation af beregning i en rationel kontekst. Vi definerer rationelle argumenter, en udvidelse af såkaldte rationelle
beviser til en beregningsmæssig kontekst, og give en delegationsprotokol for kompleksitetsklassen NC1 som bruger en enkelt kommunikations runde og tillader verifikation i sublineær
tid. Mens vores tilgang giver en svagere (med stadig meningsfuld) garanti for sundhed, gælder
det at vores protokol er bedre end alle kendte delegationsprotokoller på mindst én parameter.
Vores protokoller er enkle, er afhængige af standard kompleksitetsantagelser, giver korrekthed
garanti for alle instanser, og kræver ikke forbehandling.
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1
Chapter

Introduction
Our world is constantly changing, but the art of secret writing seems to have been accompanying the human civilization since its dawn; for as long as there are people, there will be secrets
and the need to hide them. The last century witnessed a remarkable shift within cryptography
from “art” to science that went hand in hand with the rapid progress in computer science.
Indeed, the groundbreaking work of Alan Turing on the development of first computers was
propelled by his attempt to break enemy codes during the Second World War.
During the second half of the 20th century cryptographers presented a number of astonishing new techniques that went far beyond what was ever thought possible. Public-key cryptography, zero-knowledge proofs, secure multi-party computation those are just a few highlights
that might sound almost miraculous at first glance. More importantly, these innovations proved
extremely useful in practice and became some of the core enablers of the virtual revolution
that moved many of our everyday interactions to the electronic world.
Another pioneer of computation, John von Neumann, initiated rigorous study of rational decision making. His founding work with Oskar Morgenstern formalized the most basic
concepts of strategic interaction and started the field of game theory that found fruitful applications in many scientific disciplines with the most prominent influence on economics.
Eventually, game theory and cryptography met in a very natural way. Current applications of cryptography created new contexts that differ from the primarily military domain of
cryptography seventy years ago. In particular, the usual paradigm, where interacting parties
are divided into honest and malicious, is not necessarily the best way how to model agents
that we face while applying cryptography today. If we instead think of rational parties that
are self-interested, each separately trying to reach the best possible outcome from their interaction, we might obtain a relaxation of the classical model closer to the everyday reality. This
line of thought is one of the motivations for rational cryptography, a research area combining
methods from cryptography and game theory.
Two main directions emerged in this field during the past decade and a half. The first
one uses cryptographic tools and techniques in the context of game theory. An example of
this approach is one of the initial works by Dodis, Halevi and Rabin [32] that concentrated on
enabling rational players to reach equilibria without the need for a mediator necessitated in
the usual game theoretical treatment.
The other direction uses game theoretical methods in order to analyse cryptographic protocols. The analysis of the reconstruction process of secret sharing in the presence of rational
parties serves as an example of unexpected difference to the classical setting, and rational secret
sharing (introduced by Halpern and Teague [53]) became one of the central problems studied
3
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within the context of rational cryptography. More recently, Azar and Micali [11] proposed rational proofs as an alternative to the classical notion of interactive proofs in the rational setting
leading to protocols with efficiency unparalleled by the solutions in the standard setting.

1.1

Cryptographic Cheap Talk

The field of game theory offers a variety of ways to reason about the behavior of rational players.
One of the most famous analytic tools for that purpose is that of Nash equilibrium [85]. In the
basic case of two-player games, a Nash equilibrium consists of two independent plans of action,
one for each player, such that no player can unilaterally benefit by deviating from his own
plan. The Nash equilibrium solution concept was subsequently generalized by Aumann [9],
who allowed players to pick their actions in a correlated way. Correlated equilibria are in
many cases preferable over Nash equilibrium, in part because they can potentially guarantee
higher utility to the players. In order to be able to act in a correlated manner, the players
are assumed to have access to a mediator (sometimes referred to as correlation device), that
provides them with private, correlated, recommendations on the action to be taken.
Despite the benefit of higher utility, the fact that the players rely on a trusted mediator
is arguably a strong requirement. The seminal work of Bárány [13] showed that it is possible
to replace the mediator by a plain conversation between the players preceding the actual play
of the game. While such conversation does not directly affect the utility in the underlying
game, it can nevertheless influence the players in their decision making. Such free and nonbinding pre-play communication is referred to as cheap talk in the economic literature. The
power of cheap talk was subsequently studied by game theorists for various classes of games
(cf. Ben-Porath [17], Aumann and Hart [10], Gerardi [41]).
About a decade and a half ago, Dodis, Halevi and Rabin [32] pointed out the possibility of
using secure two-party computation during the cheap talk phase, viewing the correlation device
as a randomized functionality. Their approach, natural from the cryptographic perspective,
gives rise to some game theoretical challenges that need to be addressed. Most notably, the
cryptographic protocol preceding the actual play of the strategic game introduces new actions
that are observable by the players. Since these actions take place sequentially, the model of
the game needs to be adjusted to account for the strategic decisions that players need to take
during the protocol execution.
One crucial difference from the mediated setting, which is inherited from the sequential
nature of protocols, is that one of the players may learn his recommendation before the other. If
this player is not happy with the protocol’s recommendation, he can simply decide to “abort,”
thus preventing the other player from learning his own recommendation. Another crucial
difference is that player A (not necessarily the one who learns his recommendation first), can
reveal extra information to player B, changing player B’s knowledge and expectation on how
player A is going to play.1
Given that such deviations can be observed, it becomes necessary to specify what action
players take in case deviation is detected. One could attempt to deter misbehavior by threatening with some punishment. However, it is not a priori clear what kind of punishment should
a player invoke, assuming that the other player is rational. In the protocol of Dodis et al. [32],
an “abort” action is punished by employing the minmax strategy (that is, the strategy that
1
For instance, the second player to learn his own recommendation could make his private view of the protocol
public, thus revealing his recommendation to the first player and rendering the correlation device useless.
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minimizes the maximal gain of the deviator). This approach suffers from the well known and
often unavoidable shortcoming of being harmful to the punishing player. Consequently, the
threat of playing the minmax strategy is empty, or in other words not credible. Punishing the
other type of deviations, in which the deviating player reveals extra information, appears to
be even more challenging, as a message reacting to such deviations might not even fall into
the scope of the prescribed protocol (for instance, if the deviating player is the last to learn
his recommendation, meaning that the protocol actually terminates at that point).
The issue of empty threats is classically handled by the requirement of subgame perfection,
which requires strategies to be in equilibrium at any point during the protocol execution.
This requirement ensures that any threat is credible. One problem with subgame perfection,
that is particularly acute when modeling behavior of computationally bounded players in a
cryptographic protocol, is the requirement of optimality at any point in the protocol execution.
This problem was first addressed by Gradwohl, Livne and Rosen [48], who by defining empty
threats in an explicit manner, were able to reason about sequential rationality in face of
computationally bounded players. In addition to this modeling, their work proposed a simple
cryptographic protocol for the class of convex hull Nash equilibria (i.e., correlated equilibria
that can be expressed as a convex combination of the Nash equilibria of the game), assuming
the existence of one-way functions. To avoid empty threats, their solution punishes the aborting
player with his “worst” Nash equilibrium (i.e., the Nash equilibrium yielding the lowest payoff
amongst all Nash equilibria in the game). Indeed, since the punishment is a Nash equilibrium,
a rational punishing player has no incentive to deviate from it, which renders the threat of
playing this Nash equilibrium credible.
One significant shortcoming of the Gradwohl et al. [48] solution is that it only applies to
convex combinations of Nash equilibria. Unfortunately, such equilibria are not very interesting
since they do not enjoy the most beneficial feature of correlated equilibrium, namely the ability
of dominating the payoffs achieved by any Nash equilibrium. This leaves open the question
of whether there exists a sequentially rational cryptographic protocol for implementing the
mediator in the cases where playing a correlated equilibrium is preferable over playing any
Nash equilibrium.

1.1.1

Our Results

A necessary requirement for guaranteeing sequential rationality is the ability for a player
to threaten credibly. For this to be possible the threat must consist of a rational plan of
action. Otherwise, there is no guarantee that a rational player will follow through in case
he is tested. We formalize this intuition by putting forward the notion of Nash equilibrium
punishable correlated equilibrium. These are correlated equilibria for which the expected utility
of any player given a recommendation by the mediator is never smaller than in his worst Nash
equilibrium. This notion turns out to be crucial for implementing the mediator of a correlated
equilibrium using a cryptographic protocol.
Theorem 4.3 (informal). A correlated equilibrium can be implemented in a sequentially
rational way using cryptographic cheap talk if and only if it is Nash equilibrium punishable.
Given the above theorem, it is natural to ask whether every correlated equilibrium is Nash
equilibrium punishable. An affirmative answer would have implied that any player receiving
an unsatisfactory recommendation from the cryptographic protocol can be threatened from
aborting in a credible way.

6
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Our answer to this question is negative. We show that there exist games with correlated
equilibria that are not Nash equilibrium punishable. Moreover, these games have utility profiles that can be obtained only by those correlated equilibria that are not Nash equilibrium
punishable (and so cannot be achieved by other Nash equilibrium punishable equilibria). Additionally, both players prefer these utility profiles to utility profiles of all Nash equilibrium
punishable correlated equilibria, thus both would be in favor of implementing such desirable
correlated equilibrium.
Theorem 4.1 (informal). There exist infinitely many strategic games with desirable correlated equilibria that cannot be achieved by sequentially rational cryptographic cheap talk.
The above theorem explains why all solutions so far were either sequentially unstable, or
were restricted to a limited class of correlated equilibria.
In addition to the above results, we classify necessary and sufficient cryptographic assumptions for implementing a mediator that allows to achieve a given utility profile of a correlated
equilibrium by a protocol that is in computational Nash equilibrium. We show that there
are non-trivial correlated equilibria in the convex hull of Nash equilibria2 which can be implemented via cheap talk only if one-way functions exist.
Theorem 4.4 (informal). If the payoff of all non-trivial convex hull Nash equilibria can be
achieved via cryptographic cheap talk then one-way functions exist.
As shown by Gradwohl et al. [48], if one-way functions exist then all non-trivial correlated
equilibria in the convex hull of Nash equilibria can be implemented via computational (and
moreover sequentially rational) cheap talk. Taken together these results fully characterize the
assumptions under which all convex hull Nash equilibria can be implemented. We also show
that there exist correlated equilibria outside the convex hull of Nash equilibria which can only
be cheap-talk implemented if oblivious transfer exists.
Theorem 4.5 (informal). If the payoff of all correlated equilibria outside the convex hull
of Nash equilibria can be achieved via cryptographic cheap talk then there exists a protocol for
oblivious transfer.
As shown by Dodis et al. [32], if there exists a protocol for oblivious transfer then all
correlated equilibria (including those outside the convex hull of Nash equilibria) can be implemented via computational (but not necessarily sequentially rational) cheap talk. Taken
together these results show that oblivious transfer is complete for implementing all correlated
equilibria (regardless of the issue of sequential rationality). We conjecture that implementing
any correlated equilibrium outside the convex hull of Nash equilibria necessitates oblivious
transfer and provide evidence to support the conjecture. We leave it as an open problem to
prove or disprove the conjecture.
These are to our best knowledge the first results of this type. Previous work on rational
cryptography has focused on sufficiency of cryptography for implementing equilibria. Our
results suggest an intriguing connection between the distinction between correlated equilibria
and convex hull Nash equilibria on one hand and the distinction between Cryptomania and
Minicrypt on the other hand (see Impagliazzo [59]). The picture that emerges is somewhat
different than the one arising in semi-honest secure two-party computation. While in the latter
2
Note that Nash equilibria, even though contained in the convex hull of Nash equilibria, are trivial from our
perspective, since there is no need for a mediator to play according to them.
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case every functionality is either “complete” (i.e., it implies oblivious transfer) or “trivial” (i.e.,
it can be securely computed unconditionally), in the former there exist some “intermediate”
utility profiles whose implementation is equivalent to the existence of one-way functions.

1.2

Cryptographically Blinded Games

As discussed in the previous section, there are intrinsic limitations on the power of cryptographic cheap talk. In particular, it is not possible to cheap talk implement without empty
threats correlated equilibria that are not Nash equilibrium punishable. To circumvent these
limitations, we investigate on the minimal notion of mediation that is sufficient in order to
implement any correlated equilibrium, and in fact we show how to implement any coarse correlated equilibrium, a strictly larger class of equilibria.
Coarse correlated equilibria (introduced by Moulin and Vial [81]) are a generalization of
correlated equilibria which invokes a notion of commitment. In the mediated scenario implicit
in the correlated equilibrium, a distribution on action profiles is a coarse correlated equilibrium
if no player has incentive not to “promise” or “commit” in advance – before seeing his advice
– to play according to the sampled advice, as long as he believes that all other players will
commit to do the same. Note that if a player does not commit, then he will not see the
advice at all, and must therefore play an independent strategy: this is in contrast to correlated
equilibria, where deviations may depend on the received advice. The commitment necessary
for this notion of equilibrium would typically be implemented using contracts.
Moulin, Ray and Sen Gupta [83] showed that there is a class of potential games in which
the Nash equilibrium payoffs can be improved upon by coarse correlated equilibria but not by
correlated equilibria (e.g., the Cournot duopoly and public good provision games).

1.2.1

Our Results

Our approach for implementing coarse correlated equilibria is conceptually similar to the cheap
talk literature which extends a strategic game in order to achieve desirable equilibrium payoffs
without the use of mediation. In particular in cheap talk, a communication phase is added that
allows for implementing a correlated equilibrium of the original game as a Nash equilibrium
of the extension. We introduce cryptographically blinded games, an alternative extension of
strategic games that allows to reach the stronger equilibrium concept of coarse correlated
equilibrium in the original game as a correlated equilibrium of the blinded game.
Lemma 5.3 (informal). For any coarse correlated equilibrium in a strategic game, there
exists a correlated equilibrium of the corresponding blinded game achieving the same utility
profile.
The extension process is based on a simple cryptographic primitive (encryption schemes)
and allows the players to avoid commitment (in particular, there is no need for binding contracts). The extension process does involve a notion of mediation, however it is arguably
weaker than the mediation necessitated in the correlated equilibrium.
Theorem 5.1 (informal). For any coarse correlated equilibrium in a strategic game, there
exists a Nash equilibrium of the cheap talk extension of the corresponding blinded game that
achieves the same utility profile.
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Finally, we combine our cryptographically blinded games with the cheap talk approach and
show that any coarse correlated equilibrium of strategic game can be cheap talk implemented
as a (computational) Nash equilibrium in the (computational) cheap talk extension of the
corresponding blinded game. For a smaller class of coarse correlated equilibria, we give a
sequentially rational version of the cheap talk protocol similar in the spirit to the approach
from the previous section.

1.3

Rational Delegation of Computation

With the advent of cloud computing there has been increased interest in schemes that allow
devices with limited computing power to verify the correctness of computations done on their
behalf. Such procedures are referred to as delegation schemes. In their most basic incarnation,
the weak device (the verifier) delegates a computation to the cloud (the prover) by sending it
an input x ∈ {0, 1}n and expecting the cloud to return the value f (x), where f is a function
computable by a predetermined circuit C. To make the computation of f (x) verifiable, the
prover is expected to send along a “certificate of correct computation”, which is then checked
by the verifier, preferably investing less resources than it would have invested had he computed
f (x) on its own (for this notion to be meaningful the circuit C should be given in some succinct
way, e.g. it can be efficiently generated by a small program).

Efficient Proofs/Arguments. The first approaches for delegating computation (which in
fact pre-dated the cloud days by about two decades) proposed to use Computationally Sound
proofs/efficient arguments (cf. Kilian [69], Micali [78]). These delegation schemes allow the
verifier to run in time O(poly(n, log S)), where S denotes f ’s circuit size. However, they
require “heavy machinery” such as probabilistically checkable proofs for general circuits, and
hence introduce significant overhead to both the prover and the verifier. Moreover, efficient
arguments require four messages of interaction between the prover and the verifier, inflicting
undesirable burden on the parties.
While the interaction can be removed by using Random Oracles [78], the question of
whether there exist efficient non-interactive arguments under standard assumptions is still
not well understood. One indication on the difficulty of resolving this problem is that no
non-trivial language has a Succinct Non-interactive ARGument (SNARG) based on falsifiable
assumptions (Gentry and Wichs [40]). Several works have been bypassing these limitations by
relying on non-standard (and in particular not known to be falsifiable) assumptions, yet it is
of interest to examine to what extent such assumptions are necessary for succinct delegation.
In any case, as observed by Goldwasser, Kalai and Rothblum [45], the impossibility results do not pose any limitation in the context of real-life delegation. This is simply because
in delegation we are only interested in efficiently computable problems. This brought them
to introduce a weaker notion of delegation, in which the prover is only required to work for
languages computable in polynomial time, resulting in more efficient delegation schemes, both
in the standard model (i.e., with no set-up), and in a model allowing an offline preprocessing
stage (used to amortize the cost of verification across multiple evaluations of f ). One-round
versions of such schemes are computationally sound, and in particular based on intractability assumptions (e.g., [4, 25, 38]), whereas interactive versions can be actually proved to be
unconditionally sound [45].
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Rational Proofs. Another recent line of work, initiated by Azar and Micali [11] proposes to
relax the rigid soundness requirements of classical proofs. They do so by allowing the verifier
to accept proofs of false statements, but make it irrational for the prover to provide them.
While not good enough in case of a malicious prover (or say if one wants to detect faults), this
still may fit very well a scenario in which a weak client delegates a complex computation to
a more powerful server/cloud (think of delegation of some massive computation to Amazon,
which would then be paid for its services). Thus, to the extent that such Rational Proofs
are meaningful, one may consider them as an alternative to more traditional approaches to
delegation.
Azar and Micali [11] give rational proofs for search problems in #P and more generally
for the entire counting hierarchy. The main advantage of such proofs over their classical
counterparts is that they are as simple as one could hope for. The basic idea is to let the
prover simply give the verifier the result of the computation, and let the verifier randomly
compute a “reward” based on the prover’s answer. This reward reflects the quality of the
prover’s computation in that its expectation is maximized when the prover gives the correct
answer. As a result there is almost no overhead both for the prover and for the verifier.
One natural question that comes to mind is whether rational proofs can be “scaled down”
to lower complexity classes. This includes both classes such as NP, but also lower classes say
within P (i.e., ones that are relevant to delegation). Towards this end, Azar and Micali [12]
proposed “super-efficient” rational proofs, an extension of their notion, and showed that such
super-efficient rational proofs capture precisely the class TC0 of constant depth, polynomial size
circuits with threshold gates. The super-efficiency of their proofs, while introducing additional
interaction, allows the reward to be computed by the verifier in sub-linear time (in the input
size). This can be achieved in an extremely simple and natural manner, introducing hardly
any overhead on the prover’s work (beyond the computation of f ).

1.3.1

Our Results

The main objective of this work is to attain a simple (and in particular low-overhead), oneround delegation scheme that captures as large class of problems as possible, and in which
the verifier works sub-linearly in the input size. To this end we introduce a new concept,
called Rational Arguments, which beyond postulating a rational prover additionally assumes
that he is computationally bounded. We show how to realize rational arguments based on
standard (falsifiable) cryptographic hardness assumptions, resulting in an arguably meaningful
alternative to known delegation schemes. Our rational protocols, while providing a weaker
(yet arguably meaningful) guarantee of soundness, compare favorably with each of the known
delegation schemes in at least one aspect. They are simple, rely on standard complexity
hardness assumptions, provide a correctness guarantee for all instances, and do not require
preprocessing.
Our initial observation is that for the class of search problems computable by threshold
circuits of depth d = o(n), the efficiency of rational proofs can be strengthened beyond what
was originally shown by Azar and Micali [11], in the sense that the verification time can be
performed in as little as Õ(d) time.
Theorem 6.5 (informal). For any function computable by a depth d threshold circuit there
is a d-rounds rational proof with an efficient verifier.
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This comes at the cost of making the proof interactive, and specifically requires d rounds
of communication, where d is the depth of the circuit. The resulting rational proof is very
simple and induces hardly any overhead. All that is required from the prover is to perform
the computation as prescribed, storing intermediate values along the way. A small subset
of these values is subsequently used to convince the verifier in the correctness of the actual
computation. Moreover, the verification procedure requires the verifier to only access a single
bit of the input, and to perform a computation with complexity proportional to the depth of
the circuit.
Next, we go on and convert the above interactive procedure into a one with a single round.
Theorem 6.2 (informal). For any interactive rational proof with a noticeable reward gap,
there is an efficient single-round rational argument.
This is done by applying a variant of a previously known transformation by Kalai and
Raz [65]. This transformation makes use of a single server Private Information Retrieval
Scheme (PIR) and assumes that the prover is computationally bounded. The “database” held
by the prover in this transformation consists of precisely the intermediate computation values
mentioned above, and as a result the overhead is kept minimal (the Kalai-Raz transformation
was previously used to convert significantly “heavier” protocols, resulting in increased work
for the prover, beyond the mere computation of f ).
Formalizing the above necessitates putting forward a completely new definition of rational
arguments. This definition involves dealing with several subtleties and complications, arising
from the combination of rational proofs with computational considerations and the presence
of cost of computation. We view the formalization of this new concept as one of the main
contributions of this work. Our construction of rational arguments, along with the way it
interacts with the definition, highlights the importance of the “gap” between the reward given
in case of truthful behavior of the prover and the reward given in case of untruthful behavior.
In our construction, the noticeable reward gap of our rational proofs for NC1 (in contrast
to higher classes within NC) is exactly what allows us to successfully transform them into
one-round rational arguments.
In addition to the above, we also establish strong limitations on the reward gap achievable
by non-interactive rational proofs.
Theorem 6.6 (informal). Any rational proof for an NP language with one bit communication complexity must have a negligible reward gap.
Specifically, we show that non-trivial languages cannot have such rational proofs with both
logarithmic communication complexity and noticeable reward gap. This suggests that the
search for rational proofs with large reward gap should focus on private-coin and/or interactive
protocols. Progress in this direction would be very interesting, as it might result in succinct
non-interactive rational arguments, whose classical counterparts, as shown by Gentry and
Wichs [40], cannot be achieved under falsifiable assumptions (at least not in a black box way).

1.4

Overview of Related Work in Rational Cryptography

In this section we mention some of the related works in rational cryptography. Note that it is
not intended to be a complete summary of research in rational cryptography, and an interested
reader can find more exhaustive lists in one of the summaries such as Alwen et al. [3], Chapter
8 by Dodis and Rabin in the book of Nisan et al. [87], Katz [67], or Halpern [52].
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Rational secret sharing was introduced by Halpern and Teague [53]. The problem is defined
as follows, each party Pi out of a group of n parties holds a share si of a secret s and one needs
all n shares to reconstruct the secret. It is natural for every party to prefer reconstructing the
secret to not reconstructing it. Also, one can easily imagine a setting where the parties prefer
to reconstruct the secret together with as few other parties as possible, and ultimately each one
prefers to learn the secret alone to any other outcome. Given such preferences on outcomes of
the reconstruction, Halpern and Teague [53] pointed out that no rational party will participate
in the classical reconstruction process consisting of one round where all parties are supposed to
simultaneously broadcast their shares. Suppose that all parties except the party Pi broadcast
their shares. In that case, Pi is the only one able to reconstruct the secret, because together
with its share it holds also the remaining n − 1 shares received from the other parties. If Pi
strictly prefers learning the secret alone to learning the secret with others, its strategy will be
to remain silent in the broadcasting phase. This reasoning holds for any party with similar
preferences on outcomes, thus no such player will participate in the reconstruction and none
of the players will learn the secret.
This paradoxical property led to many proposals for rational secret sharing schemes, i.e.,
secret sharing schemes where all the parties reconstruct the secret even if they are rational.
Nevertheless, the central technique that allows construction of rational secret sharing schemes
is to introduce multiple rounds in the reconstruction process together with uncertainty about
which round will lead to reconstruction of the secret. We will mention some of the recent work
on rational secret sharing. Gordon and Katz [47] proposed a simpler rational secret sharing
scheme for two or more players, Kol and Naor [70] presented a rational secret sharing scheme
using only information theoretic assumptions achieving strict Nash equilibrium, a stronger
solution concept than the previous solutions. Micali and shelat [79] broadened the model with
respect to different communication channels and also the power of the protocol designer, and
Fuchsbauer et al. [37] concentrate on the computational setting and introduce a computational
version of strict Nash equilibrium. An interesting impossibility result was proved by Asharov
and Lindell [5], who show that in the case of two players rational secret sharing cannot be
achieved without the knowledge of protocol designer about the actual utility values of the
players.
One of the goals in rational cryptography, that was not completely reached yet, is to define a
meaningful notion of secure function evaluation in the rational setting. More conceptual works
on modelling properties of cryptographic protocols using game theoretic notions are put forward
in Asharov, Canetti, and Hazay [7], or Gordon [46]. A different line of research focuses on
implementing specific types of functionalities such as first-price auctions in Miltersen, Nielsen
and Triandopoulos [80]. Rational multi-party computation is an obvious extension of the
already mentioned work. Abraham et al. [1] describe the problem of implementing mediators
in a robust way, and in their later work Abraham et al. [2] give lower bounds on implementing
mediators in a robust way.
The recent work of Halpern, Pass and Seeman [54] uses cryptographic techniques in the
context of repeated games.
Relation to Algorithmic Game Theory. The recent interest of cryptographers in game
theory is not unique among the subfields of theoretical computer science. In particular, computational issues related to different solution concepts have been tackled for quite some time
and gave rise to the by now well established field of algorithmic game theory, described as the
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area at the intersection of game theory and algorithm design.
One of the main topics in algorithmic game theory is characterizing complexity of finding
equilibria in various classes of games. For example the class PPAD captures the complexity
of finding Nash equilibria, and it has been shown that already for strategic games with two
players this problem is as difficult as for games with any number of players. Nevertheless, it
remains an important open problem whether solving problems in this class is tractable or not.
Another topic where algorithm design found many fruitful applications is mechanism design,
a subarea of game theory concerned with the design of games that allow a central game designer
to reach its goals at an equilibrium even without knowing the utilities of the players.

1.5

Organization

The results presented in this thesis are based on the following three papers:
[57] Limits on the Power of Cryptographic Cheap Talk
Pavel Hubáček, Jesper Buus Nielsen, and Alon Rosen
CRYPTO 2013 – 33rd International Cryptology Conference
[58] Cryptographically Blinded Games: Leveraging Players’ Limitations for Equilibria and
Profit
Pavel Hubáček and Sunoo Park
EC 2014 – 15th ACM Conference on Economics and Computation
[51] Rational Arguments: Single Round Delegation with Sublinear Verification
Siyao Guo, Pavel Hubáček, Alon Rosen, and Margarita Vald
ITCS 2014 – 5th Innovations in Theoretical Computer Science Conference
The main results in this thesis are presented in Chapter 4, Chapter 5, and Chapter 6.
Chapter 2 - Game theoretic background. We give a brief overview of basic game theoretical solution concepts in the classical setting and highlight some possible extensions into
the computational setting.
Chapter 3 - Cryptographic background.
that are used in the rest of this thesis.

We overview some cryptographic primitives

Chapter 4 - Cryptographic cheap talk. We present a negative result limiting the use of
cryptographic techniques in order to cheap talk implement any correlated equilibrium of twoplayer strategic games. Moreover, we characterize the necessary and sufficient cryptographic
assumptions needed to implement different classes of correlated equilibria. This chapter is
based on the work published in Hubáček et al. [57].
Chapter 5 - Cryptographically blinded games. We present a framework that allows
to circumvent the impossibility result from Chapter 4. In particular, we show how to cheap
talk implement any coarse correlated equilibrium of an n-player strategic game using only a
minimal notion of mediation and without involving any binding contracts. This chapter is
based on the work published in Hubáček and Park [58].
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Chapter 6 - Rational arguments. We study the notion of rational proofs and give an
extension into the setting with computationally bounded prover. We demonstrate the power
of such rational arguments in the context of delegation of computation. This chapter is based
on the work published in Guo et al. [51].
Chapter 7 - Conclusions and open problems.
some interesting directions for future research.

We summarize our results and point out

2
Chapter

Game Theoretic Background
Game theory allows one to formally analyse strategic behaviour of interacting agents. If we
view the interaction as a game played among the agents, a solution concept is a way how to
predict the expected play. In this chapter we summarize the most important game-theoretic
notions relevant for this thesis. The notation we use corresponds to the classical text on game
theory by Osborne and Rubinstein [88].
Notation. For any finite set S, we let ∆(S) denote the set of probability distributions over
S. Let σ ∈ ∆(S) be such probability distribution over S. For any s ∈ S, we denote σ(s) the
probability of s in σ, i.e., σ(s) = Pr[s ← σ].

2.1

Strategic Games

The basic object of study in game theory are one-shot games where players take their moves
simultaneously.
Definition 2.1 (Finite strategic game). A strategic game Γ = hN, (Ai ), (ui )i is given by
• a finite set N of n = |N | players,
• for each player i ∈ N , a finite set of actions Ai , and
• for each player i ∈ N , a utility function ui : ×j∈N Aj → R that assigns a real value ui (a)
to each action profile a = (a1 , . . . , an ) ∈ A1 × · · · × An .
A strategic game is usually defined by its payoff table, see the game of Chicken given
in Figure 2.1.
The players are allowed to randomize over their actions, and thus for each player i we
consider as available strategies ∆(Ai ), the set of probability distributions over the actions of
player i. Such probability distribution σi ∈ ∆(Ai ) is called a mixed strategy. For a strategy
profile σ = (σ1 , . . . , σn ), we use σ−i as a shorthand to denote (σ1 , . . . , σi−1 , σi+1 , . . . , σn ), an
element in ∆(A1 ) × · · · × ∆(Ai−1 ) × ∆(Ai+1 ) × · · · × ∆(An ). Also, we will write σ as (σi , σ−i )
if we want to stress the importance of some strategy σi in the profile σ. For all a ∈ ×j∈N Aj ,
let σ(a) denote the probability of the action profile a being played in σ.
15
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C

D

c

6, 6

2, 7

d

7, 2

0, 0

Figure 2.1: The game of Chicken.

The expected utility profile U (σ) ∈ Rn for a strategy profile σ is given by U (σ) =
(U1 (σ), . . . , Un (σ)), where for all i ∈ N ,
Ui (σ) = Ea←σ [ui (a)] =

X

σ(a)ui (a) .

a∈×j∈N Aj

If U (σ) = (v1 , . . . , vn ), we say that σ achieves the utility profile (v1 , . . . , vn ).

2.1.1

Nash Equilibrium

Given a strategic game Γ, a strategy profile σ ∈ ×i∈N ∆(Ai ) is a Nash equilibrium if no player
has an incentive to deviate from his prescribed strategy given that the other players follow
their prescribed strategies.
Definition 2.2 (Nash equilibrium). A Nash equilibrium of strategic game Γ = hN, (Ai ), (ui )i
is a strategy profile σ ∈ ×j∈N ∆(Aj ) such that for every player i ∈ N and for all σi0 ∈ ∆(Ai )
Ui (σi , σ−i ) ≥ Ui (σi0 , σ−i ) .
If one restricts strategy profiles to action profiles, we talk about pure Nash equilibria.
Analogously, a Nash equilibrium that has in its support also mixed strategies is called a mixed
Nash equilibrium. Nash [85] proved the famous result that in any finite strategic game a mixed
Nash equilibrium always exists. The existence theorem of Nash is one of the reasons why Nash
equilibrium is appealing as a solution concept.
We will illustrate Nash equilibrium on the game of Chicken given by the payoff table
in Figure 2.1. The game is played between two players who can each decide between two
actions, “to dare” or “to chicken out”. To visualize the game, one can imagine two drivers
riding in their cars towards each other in the same line. To dare in this situation means to
stay in the current line, on the other hand each driver can chicken out by steering the car
to his respective right. The rows of the table are labelled by the actions of player 1 and the
columns of the table are labelled by the actions of the player 2. The entries in the table denote
the payoff profile when the players play the action profile corresponding to the row label and
the column label. For example, if the row player decides to chicken out (the action c) and the
column player dares (the action D) then the row player will get a payoff of 2 and the column
player will get a payoff of 7.
It is easy to see that this game has exactly two pure Nash equilibria, namely (c, D) and
(d, C). Given the strategy profile (c, D), the row player has no incentive to deviate to playing
dare assuming that the column player adheres to playing dare (the prescribed action D).
Similarly, the column player can not improve his utility by deviating if the row player follows
the prescribed strategy. We have just verified that (c, D) indeed constitutes a Nash equilibrium
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in the game of Chicken. One can verify in a similar manner that the mixed strategy profile
( 32 c + 31 d, 23 C + 13 D) is the unique mixed Nash equilibrium of Chicken.

2.1.2

Refinements of Nash Equilibrium

Considering players that are not interested in fixed small improvements of utility gives rise to
-Nash equilibrium. The formal definition is identical to the one of Nash equilibrium up to a
fixed slackness parameter .
Definition 2.3 (-Nash equilibrium). For a fixed  > 0, an -Nash equilibrium of strategic
game Γ = hN, (Ai ), (ui )i is a strategy profile σ ∈ ×j∈N ∆(Aj ) such that for every player i ∈ N
and for all σi0 ∈ ∆(Ai )
Ui (σi , σ−i ) ≥ Ui (σi0 , σ−i ) −  .
There are some favourable properties of this refinement. In particular, this solution concept
seems to be suited for the computational setting if one considers arbitrarily small . On the
other hand, we should also mention the drawbacks of -Nash equilibrium. We use an example
from Leyton-Brown and Shoham [95]. The game in Figure 2.2 has a unique Nash equilibrium
(d, R) (that is by definition an -Nash equilibrium).
L

R

u

1, 1

0, 0

d

1 + 2 , 1

200, 200

Figure 2.2: The game illustrating the disadvantages of -Nash equilibrium.
The action profile (u, L) is also an -Nash equilibrium in this game. However, the payoff for
neither of the players is within the  from the payoff in the Nash equilibrium, which illustrates
an -Nash equilibrium is in general not an approximation of some Nash equilibrium. Moreover,
this -Nash equilibrium is not very likely to arise in an actual game-play. Since d dominates
u, the column player might expect the row player to play d and decide to play R. The best
response of the row player to R is to play d. Even this simple reasoning suggests that one
should be careful while interpreting -Nash equilibria.

2.1.3

Correlated Equilibrium

Aumann [9] introduced correlated equilibrium, a generalization of Nash equilibrium. A Nash
equilibrium in strategic game Γ is an element of ∆(A1 ) × · · · ∆(An ), thus always a product
distribution. We can also consider a larger set of probability distributions as the candidates
for equilibria, i.e., ∆(A) = ∆(A1 × An ), the whole set of probability distributions over the
action profiles in Γ.
Definition 2.4 (Correlated equilibrium). A correlated equilibrium of strategic game Γ =
hN, (Ai ), (ui )i is a probability distribution γ ∈ ∆(A) such that for all i ∈ N , for all ai ∈ Ai
that are played in γ with non-zero probability and for all a0i ∈ Ai
X
a−i ∈A−i

γ(ai , a−i )ui (ai , a−i ) ≥

X
a−i ∈A−i

γ(ai , a−i )ui (a0i , a−i ) .
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The definition of correlated equilibrium can be intuitively understood as if the players had
at their disposal some mediation device allowing correlation of their strategies. The device
would sample an action profile a = (a1 , . . . , an ) from the probability distribution γ and then
give each player privately a recommendation to play the corresponding action ai . The defining
inequalities of the correlated equilibrium ensure that as long as any player is unaware of the
recommendations of the others he has no intention to deviate from the given recommendation
knowing that a was drawn from γ.
We denote Ui (γ|ai ) the expected utility of player i when given advice ai ∈ Ai and the other
players also follow their respective recommendation sampled from γ, i.e.,
Ui (γ|ai ) = P

X
1
γ(ai , a−i )ui (ai , a−i ) .
a−i ∈A−i γ(ai , a−i ) a ∈A
−i

−i

Note that any Nash equilibrium is a correlated equilibrium, but the converse is in general
not true. It is also easy to verify that any convex combination of correlated equilibria is a
correlated equilibrium which gives rise to the following definition.
Definition 2.5 (Convex hull Nash equilibrium). A convex hull Nash equilibrium (CHNE) of
a strategic game Γ = hN, (Ai ), (ui )i is a correlated equilibrium γ of Γ that can be expressed as
a convex combination of Nash equilibria of Γ.
We denote NE(Γ), CHNE(Γ), and CE(Γ) the set of Nash equilibria of Γ, the set of convex
hull Nash equilibria of Γ, and the set of correlated equilibria of Γ respectively.1
Improving upon Nash equilibria. The desirable property of correlated equilibria is that
the payoff vectors achievable by correlated equilibria can extend the payoffs achievable by Nash
equilibria. The payoff profiles achievable in the game of Chicken are shown in Figure 2.3. The
payoffs (2, 7) and (7, 2) are achieved by the pure Nash equilibria (c, D) and (d, C), respectively,
14
the mixed Nash equilibrium ( 32 c+ 31 d, 32 C + 13 D) induces the payoff profile ( 14
3 , 3 ), and the convex hull of these three points (the dark grey triangle) corresponds to utility profiles achievable
by the convex hull Nash equilibria.
The mixed Nash equilibrium has in its support all action profile of the game, however if
the players had a stable way to randomize over the action profiles avoiding the action profile
(d, D) they would increase the expected payoff. This is exactly what can be achieved using
the correlated equilibria and such payoffs correspond to the white polygon in Figure 2.3. Note
that the convex hull of Nash equilibria is extended by correlated equilibria in both directions
and the light grey triangle corresponds to payoff profiles that are dominated by the convex
hull Nash equilibria payoffs.
When comparing the utility profiles of two correlated equilibria, one can use the natural
partial ordering induced by the relation of Pareto dominance.
Definition 2.6 ((strict) Pareto dominance, weak Pareto optimality). Let Γ be a strategic game,
and γ, γ 0 ∈ CE(Γ). If Ui (γ) > Ui (γ 0 ) for all i ∈ N , we say that γ strictly Pareto dominates γ’.
We say that γ Pareto dominates γ 0 if for all i ∈ N it holds that Ui (γ) ≥ Ui (γ 0 ), and there exist
i0 ∈ N such that Ui0 (γ) > Ui0 (γ 0 ). We say that a correlated equilibrium γ ∗ ∈ CE(Γ) is weakly
Pareto optimal if there exists no γ 0 ∈ CE(Γ) that Pareto dominates γ ∗ .
1
As a convention, we will use γ to denote a strategy profile that is a correlated equilibrium and σ to denote
a strategy profile that is a Nash equilibrium.
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(2, 7)
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( 21
4 , 4 )
14
( 14
3 , 3 )
18
( 18
5 , 5 )

(7, 2)

u1
Figure 2.3: Polytope of payoff profiles achievable in the game of Chicken via its correlated
equilibria.

Consider again the correlated equilibrium payoffs of Chicken in Figure 2.3. The two line
21
21 21
segments between (2, 7) and ( 21
4 , 4 ), and between ( 4 , 4 ) and (7, 2) are the payoffs of the
weakly Pareto optimal correlated equilibria of Chicken.
We should note that the efficiency gap between correlated equilibria and Nash equilibria is
not a specific property of the game of Chicken. In fact, Moulin and Vial [81] showed that in
all games that are not “strategicaly zero-sum” correlated equilibria allow to extend the payoff
profiles achievable by Nash equilibria. Moreover, the game in Figure 2.4 is an example due
to Nisan [86] demonstrating that correlated equilibrium payoffs can be arbitrarily better than
payoffs achieved by any Nash equilibria of the game.
Let 0 <  < 1, the payoff table is devised in a way such that any Nash equilibrium of
this game cannot have any of the strategies c1 , c2 , c3 , C1 , C2 , C3 in its support and the payoff
induced by any Nash equilibrium must therefore be smaller or equal to  for both players. On
the other hand, a uniform distribution on the action profiles with payoffs (1, 1) is a correlated
equilibrium that gives utility 1 to each player. It is usual to express the efficiency gap by the
price of anarchy of the game. Price of anarchy is the ratio between the payoff achieved in
the best equilibrium of the game and the payoff achieved in the worst equilibrium, thus while
decreasing  we can make the price of anarchy arbitrarily large in the game given in Figure 2.4.
An additional desirable property of a correlated equilibrium is the complexity of its computation. Given a strategic game we only need to solve a linear programming problem described
by the inequalities from the definition of correlated equilibrium and some trivial constraints
derived from the fact that a correlated equilibrium is a probability distribution, thus unlike
Nash equilibria the correlated equilibria are efficiently computable.
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Figure 2.4: Extended game of Chicken that demonstrates the power of correlated equilibrium.
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Figure 2.5: A game with a coarse correlated equilibrium improving upon any correlated equilibrium.

2.1.4

Coarse Correlated Equilibrium

Moulin and Vial [81] introduced coarse correlated equilibrium, a relaxation of correlated equilibrium, that proved beneficent in important classes of games such as potential games.
Definition 2.7 (Coarse correlated equilibrium). A coarse correlated equilibrium of strategic
game Γ = hN, (Ai ), (ui )i is a probability distribution γ ∈ ∆(×j∈N Aj ) such that for every player
i ∈ N and for all σi ∈ ∆(Ai )
Ui (γ) ≥ Ui (σi , γ−i ) .
The common illustration for the model of coarse correlated equilibrium is that the players
are allowed either to “commit in advance” to play according to the mediator’s advice (no matter
what it turns out to be), or to play an independent strategy without learning the advice. A
probability distribution is a coarse correlated equilibrium if no player has an incentive to
not commit to play according to the mediator’s advice. It is a simple observation that any
correlated equilibrium is also coarse correlated equilibrium.
Example. We illustrate the power of this solution concept on the game in Figure 2.5 given by
Moulin and Vial [81]. There is a unique pure Nash equilibrium (d, R) that achieves payoff profile
(3, 3). The action profile (d, R) constitutes also the only correlated equilibrium. Hence, in this
game the unique Nash equilibrium cannot be improved upon by any correlated equilibrium.
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On the other hand, the probability distribution that selects the action profiles on the diagonal (i.e., (u, L), (m, C) and (d, R)) with equal probability 31 is a coarse correlated equilibrium.
10
The payoff profile achieved in this coarse correlated equilibrium is ( 10
3 , 3 ) that strictly dominates the unique Nash equilibrium.
Moulin, Ray and Sen Gupta [82] studied the power of coarse correlated equilibria in the
abatement game and their other work [83] showed that in potential games (e.g., Cournot
duopoly) coarse correlated equilibria do strictly better than correlated equilibria. Roughgarden [93] considered coarse correlated equilibria from the perspective of price of anarchy.

2.1.5

Iterated Elimination of Weakly Dominated Actions

The following solution concept is motivated by the observation that some pure strategies can
be considered inferior and rational players would try to avoid them.
Definition 2.8 (Weakly dominated action). The action ai ∈ Ai of player i in the strategic
game hN, (Ai ), (ui )i is weakly dominated if there exists a strategy σi ∈ ∆(Ai ) of player i such
that
1. Ui (σi , a−i ) ≥ ui (ai , a−i ) for all a−i ∈ A−i and
2. Ui (σi , a−i ) > ui (ai , a−i ) for some a−i ∈ A−i .
A rational player should restrict the set of actions in a game to those that would survive the
process of iterated elimination of weakly dominated actions. This approach is also supported by
an insufficiency of Nash equilibrium known as the equilibrium selection problem. It is possible
that multiple Nash equilibria exist and in such case it is not clear which one of them will be
preferred by the players. Iterated elimination of weakly dominated strategies can prune the
players’ action spaces and simplify the equilibrium selection problem.
Nevertheless, there is a non-trivial issue with the iterated elimination of weakly dominated
strategies; it is not clear in which order should the players’ eliminate their actions. Moreover,
different order of elimination can lead to different reduced games, as can be shown for the
game in Figure 2.6.
L

R

u

1, 1

0, 0

m

1, 1

2, 1

d

0, 0

2, 1

Figure 2.6: The game exemplifying the importance of the order of elimination of weakly
dominated strategies.
If the players eliminate u, that is weakly dominated by m, and then eliminate L, weakly
dominated by R, the players would play the action profile (·, R) yielding the payoff (2, 1).
However, we can first eliminate d that is weakly dominated by m, and then R, now weakly
dominated by L. This would lead the players to play the action profile (·, L) with the corresponding payoff (1, 1).
Iterated elimination of weakly dominated strategies (a related solution concept for extensive
form games) was used in the context of rational secret sharing by Micali and shelat [79].
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2.2

Extensive Games

An alternative way how to analyse strategic decision making of rational agents are extensive
games that explicitly capture interaction of sequential nature.
Definition 2.9 (Extensive game). An extensive game Γ = hN, H, P, fc , (Ii ), (ui )i is given by
1. A finite set N of n = |N | players.
2. A set H of sequences that satisfies the following properties:
• The empty sequence ∅ is a member of H.
• If (ak )k=1,...,K ∈ H, and L < K, then (ak )k=1,...,L ∈ H.
A history h = (ak )k=1,...,K ∈ H is terminal if there is no aK+1 such that (ak )k=1,...,K+1 ∈
H. The set of actions available after the non-terminal history h is denoted A(h) = {a :
(h, a) ∈ H} and the set of terminal histories is denoted Z.
3. A function P : H \ Z → N ∪ {c}, if P (h) = c then the chance determines the action after
the history h.
4. A function fc that associates with every history h for which P (h) = c a probability
measure fc (·|h) on A(h), where each such probability measure is independent of every
other such measure.
5. For each player i ∈ N a partition Ii of {h ∈ H : P (h) = i}, such that A(h) = A(h0 ) if h
and h0 are in the same member of the partition.
6. For each player i ∈ N a payoff function ui : Z → R.
There are some special cases of the above definition. If the partition Ii is trivial and each
Ii ∈ Ii contains a single history for every player i then we say that the extensive game is with
perfect information (i.e., every player is perfectly informed of all actions taken by every other
player).
Similarly, if at least one information set of some player is non-trivial we talk about extensive games with imperfect information. One special class of extensive games with imperfect
information are Bayesian games, where each player is privately given a type from some known
distribution at the beginning of the game, all moves of the players are publicly observed, and
the utility of each player depends on the terminal history and the players’ types.
Example. An extensive game is usually defined by the game tree of all possible histories.
A simple example of an extensive game is given in Figure 2.7. Player 1 has the first move in
this game at the empty history ∅ when he can select from two possible actions L or R. After
player 2 observes the move of player 1, he can select either l or r. The sequence of the taken
actions determines the payoff associated to the corresponding leaf of the game tree.
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1, 3

3, 1
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0, 0

Figure 2.7: Example of an extensive game.

2.2.1

Extensive Games with Perfect Information

A strategy of player i in an extensive game specifies for every decision node of player i an
action (or a probability distribution on actions) that should be played. Nash equilibrium can
be extended in a straightforward way also for extensive games.
Definition 2.10 (Nash equilibrium of extensive game). Let Γ = hN, H, P, (ui )i be an extensive
game. We say that strategy profile σ is a Nash equilibrium in Γ if for every player i ∈ N and
for every strategy σi0 of player i
Ui (σi , σ−i ) ≥ Ui (σi0 , σ−i ) .
Nash equilibrium and empty threats. Let us take a closer look at the game in Figure 2.7
and identify its Nash equilibria. Strategy profile (R, (l, l)) is a Nash equilibrium. The profile
specifies that player 1 will play his action R and player 2 will play the action l in both of his
decision nodes. However, note that the left decision node of player 2 will never be reached
by this strategy profile, and this strategy profile yields the payoff 3 to player 1 and payoff 1
to player 2. If player 1 switches to playing L and player 2 sticks to the prescribed strategy
(l, l), player 1 decreases his utility to 2. If player 2 observes action R, the action l provides his
strictly higher payoff than r.
Similar argument holds also for the strategy profile (L, (r, r)). Player 1 would decrease his
utility from one to zero by playing R instead of L if player 2 plays (r, r). Assuming that player
1 plays L, player 2 is already getting him the highest utility, thus (L, (r, r)) constitutes a Nash
equilibrium.
However, the strategy profile (L, (r, r)) possesses a non-credible or so-called empty threat.
According to his strategy, player 2 has to play r if he observes that player 1 played R, but
this is not at all in his best interest. Rational player 2 should play l as a response to R. The
strategy (r, r) ensures that in this Nash equilibrium player 1 has no intention to deviate from
the prescribed strategy L.
Every history h induces in a natural way a subgame Γ(h) of the original extensive game
Γ = hN, H, P, (ui )i.
Definition 2.11 (Induced subgame of extensive game). Let Γ = hN, H, P, (ui )i be an extensive game. The subgame of Γ induced by history h ∈ H is the extensive game Γ(h) =
hN, H|h , P |h, (ui |h )i, where
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• H|h is the set of histories h0 , such that (h, h0 ) ∈ H,
• P |h is defined by P |h (h0 ) = P (h, h0 ) for each h0 ∈ H|h , and
• for every i ∈ N , ui |h is defined by ui |h (z) = ui (h, z) for each z ∈ Z|h .
For a strategy profile σ in Γ and a history h ∈ H, σ|h will denote the strategy profile that σ
induces in Γ(h).
If every player plays optimally in every induced subgame of Γ given a strategy profile σ,
there clearly cannot be any empty threat with respect to σ. This observation leads to the
notion of subgame perfect equilibrium.
Definition 2.12 (Subgame perfect equilibrium). Let Γ = hN, H, P, (ui )i be an extensive game
with perfect information. We say that a strategy profile σ is a subgame perfect equilibrium of
Γ if for every h ∈ H the induced strategy σ|h constitutes a Nash equilibrium in Γ(h).
Clearly, subgame perfect equilibrium is also a Nash equilibrium. From the discussion about
the Nash equilibria of the game in Figure 2.7 follows that (R, (l, l)) is also subgame perfect.
Subgame perfection is a classical tool for avoiding empty threats, that are to some extent
a paradoxical side of Nash equilibrium in extensive games. Yet, it is rather restrictive; we
demand the player to play optimally in any induced subgame of Γ. Intuitively, it can be
computationally demanding to identify such optimal strategies for every subgame and it is also
one of the reasons that prevent the extension of this solution concept to the computational
setting.

2.2.2

Extensive Games with Imperfect Information

In extensive games with imperfect information, the players are not informed about all the actions taken by their opponents. A profile of behavioral strategies specifies a probability distributions on actions available to every player i ∈ N at every information set Ii ∈ Ii . The solution
concept of Nash equilibrium in behavioral strategies is defined similarly to Definition 2.10.
When reasoning about Nash equilibrium in games with imperfect information we need to
take into account also the beliefs of players about the past play at any information set. This
gives rise to the notion of assessment.
Definition 2.13 (Assessment). An assessment in an extensive game is a pair (β, µ), where β
is a profile of behavioral strategies and µ is a funcion that assigns to every information set a
probability distribution on the histories in the information set.
The following solution concept aims to circumvent the instability of Nash equilibrium of
extensive games with imperfect information.
Definition 2.14 (Sequential equilibrium). Let Γ = hN, H, P, fc , (Ii ), (ui )i be an extensive
game. The assessment (β, µ) is a sequential equilibrium if it is
1. sequentially rational - for every i ∈ N , for every information set Ii ∈ Ii , and every βi0
E[ui (β, µ)|Ii ] ≥ E[ui ((β−i , βi0 ), µ)|Ii ].
2. consistent - there exists a sequence {(β (n) , µ(n) )}∞
n=1 of assessments that converges to
(β, µ), β (n) is completely mixed for all n ∈ N, and µ(n) is derived from β (n) by Bayes’
rule.
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Threat Free Nash Equilibrium

One relaxation of subgame perfection circumventing the incapability of Nash Equilibrium to
rule out empty threats in extensive games was presented by Gradwohl, Livne and Rosen [48].
Their work introduced threat free Nash equilibrium in extensive games with perfect information
and is the first to give a formal definition of a threat in an extensive game.
To define a threat in an extensive game we need to introduce the following notation. We
say that the strategies σi and πi of player i are equivalent on history h if P (h) = i and
σi (h) = πi (h) or P (h) 6= i. Strategies σi and πi differ only on the subgame Γ(h) if they are
equivalent for both players on every history h0 that does not have h as a prefix.
For a history h ∈ H, a strategy profile σ and a probability distribution τ on A(h) we define
Cont(h, σ, τ ) = {π : (π differs from σ only on the subgame Γ(h))&(π(h) = τ )} .
The definition of Cont(h, σ, τ ) restricts the strategy profiles to those that constitute of following
σ outside the subgame Γ(h) and playing according to τ at history h. Note that after the move
according to τ is done, the play in Γ(h) is otherwise not restricted. We can now give the
definition of a threat in an extensive game.
Definition 2.15 (Threat in extensive game). Let Γ = hN, H, P, (ui )i be an extensive game, σ
a strategy profile, and h ∈ H. Player i faces a threat at history h with respect to σ if
• h is a non-terminal history, and
• there exists a probability distribution τ over A(h) such that all π ∈ Cont(h, σ, τ ) and
π 0 ∈ Cont(h, σ, τ ) that are threat-free on h satisfy
E[ui (O(π))] > E[ui (O(π 0 ))],
where strategy profile π is threat-free on h if for all h0 6= ∅ satisfying h ◦ h0 ∈ H no player
faces a threat at h ◦ h0 w.r.t. π.
In an extensive form game Γ a strategy profile σ is a threat free Nash equilibrium of Γ if σ
is a Nash equilibrium and no player faces a threat at any history h ∈ H with respect to σ. The
game in Figure 2.7 has a strategy profile (L, (r, r)), that is a Nash equilibrium with an empty
threat, as we intuitively argued before. Now we are able to formally show that player 1 faces a
threat at ∅, the empty history. There exists a distribution τ (to play R with probability one),
such that in every threat free continuations of ∅ given by τ player 1 increases his utility. Note
that the response r of player 2 to R is not threat-free, since player 2 would be “threatening
himself”with the zero payoff.
A subgame perfect equilibrium is also threat-free. Given that every player plays optimally
in every induced subgame, there cannot exist the distribution τ for any history h that would
lead to improvement of utility in all threat-free continuations of h. The actual proof is by
induction on the height of Γ.
The converse is not true in general; threat free Nash equilibrium is not necessarily subgame
perfect. If we change the strategy in a subgame perfect equilibrium off the equilibrium path,
we still get a threat-free Nash equilibrium. Using this reasoning in the game in Figure 2.7,
we can see that the strategy profile (R, (r, l)) is an empty threat free Nash equilibrium. Gradwohl et al. [48] also show an example of a game with threat free Nash equilibrium that has an
equilibrium path different from equilibrium path in any subgame perfect equilibrium of that
game.
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Figure 2.8: Extensive game with a renegotiation-safe profile that is not a Nash equilibrium.

Remark. The above definition of threat free Nash equilibrium readily applies to extensive
games with n > 2 players, even though they were originally intended for games with two
players. As noted by Gradwohl et al. [48], a potential shortcoming of applying this definition
in games with more than two players is that it does not take into account collusions between
players.

2.2.4

Renegotiation-safeness

Pass and shelat [90] proposed renegotiation-safeness as another solution concept tailored for
analysis of cryptographic protocols. Their solution concept is defined for Bayesian games (i.e.,
games with observable actions and private types of players) and has also the property that it
naturally avoids empty threats.
The notation [σ, r, σ 0 ] denotes a strategy profile where all the players follow σ for first r
0 ] ) will
rounds and then σ 0 for the rest of the game, and [σ, r, σ 0 ]i = ([σi , r, σi0 ], [σ−i , r + 1, σ−i
i
0
denote a strategy profile where player i switches from σ to σ in round r and all other players
switch in round r + 1.
Definition 2.16 (Renegotiation-safe Strategy Profile). Let Γ be an extensive game and σ a
strategy profile in Γ. We say that σ is renegotiation-safe at round r in Γ if r is a valid round
in the game, and for every player i that makes a move at round r, there is no σ 0 such that
1. Ui ([σ, r, σ 0 ]) > Ui (σ), and
2. [σ, r, σ 0 ]i is renegotiation-safe at every valid round r0 > r.
A strategy profile is renegotiation-safe from round r if it is renegotiation-safe at every round
r0 ≥ r. A strategy profile is renegotiation-safe if it is renegotiation-safe from round one.
As we mentioned earlier, this solution concept rules out empty threats. The game in Figure
2.7 has a Nash equilibrium (L, (r, r)) that is established thanks to the empty threat of player 2.
This strategy profile is trivially not renegotiation-safe. At the first round, player 1 can propose
a renegotiation to the strategy profile (R, (r, l)) that is renegotiation-safe at round two.
Moreover, this solution concept is not directly comparable to Nash equilibrium, as we will
try to illustrate with an example from Pass and shelat [90]. The game in Figure 2.8 has a
strategy profile, namely (L, (l, l)), that is renegotiation-safe, but not a Nash equilibrium.

2.2. EXTENSIVE GAMES

27

At any round, neither of the players can propose a renegotiation that would yield him
a higher payoff than the strategy profile (L, (l, l)). If player 1 tried to renegotiate to profile
(R, (l, l)) in round one, player 2 would renegotiate to (R, (l, r)). Clearly, any other renegotiation would only decrease the utilities of players, so this strategy profile is renegotiation-safe.
However, a rational player 1 would prefer the action R given the strategy (l, l) of player 2, thus
(L, (l, l)) is not a Nash equilibrium.

3
Chapter

Cryptographic Background
In this chapter we provide a basic overview of cryptographic tools that are used in this thesis.
Notation. Throughout the rest of the thesis we use the following notation and definitions.
For n ∈ N+ , let [n] denote the set of first n natural numbers, i.e., [n] = {1, . . . , n}. A function
g : N → R+ is negligible if it tends to 0 faster than any inverse polynomial, i.e., for all c ∈ N
there exists kc ∈ N such that for every k > kc it holds that g(k) < k −c . We use negl(·) to talk
about negligible function if we do not need to specify its name.

3.1

Encryption Schemes

Our constructions will make use of secret-key and public-key encryption schemes, which are
defined below. Note that encryption schemes in the computational setting are parametrized
by a security parameter k that determines the “security level” of the scheme.
Definition 3.1 (Secret-key encryption scheme). A secret-key encryption scheme over a message space M is a tuple of ppt algorithms Σ = (SGen, SEnc, SDec) satisfying the following.
Let the ciphertext space be the codomain of SEnc and be denoted by C.
• The key generation algorithm SGen takes no input and outputs a secret key sk according
to some distribution (inherent to Σ). This is denoted by sk ← SGen().
• The encryption algorithm SEnc takes as input a message m ∈ M and a secret key sk,
and outputs a ciphertext c ∈ C. This is denoted by c ← SEncsk (m).
• The decryption algorithm SDec is a deterministic algorithm that takes as input a ciphertext c and a secret key sk, and outputs a decryption m0 ∈ M. This is denoted by
m0 = SDecsk (c).
• The decryption is always correct, i.e. for every security parameter k, and every sk ←
SGen() it holds for every m ∈ M that SDecsk (SEncsk (m)) = m.
Definition 3.2 (Public-key encryption scheme). A public-key encryption scheme over a message space M is a tuple of ppt algorithms Π = (PGen, PEnc, PDec) satisfying the following.
Let the ciphertext space be the codomain of PEnc and be denoted by C.
29
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The CCA indistinguishability experiment PubKCCA
A,Π (k):
1. The challenger generates a key pair (pk, sk) ← PGen(1k ), and sends (1k , pk) to A.
2. A has oracle access to PDecsk , and outputs messages m0 , m1 ∈ M of the same length.
3. The challenger samples b ← {0, 1}, then computes c ← PEncpk (mb ), and sends c to A.
4. A still has oracle access to PDecsk , but cannot query PDecsk (c). A now outputs a bit b0 .
5. The output of the experiment is 1 if b0 = b, and 0 otherwise.

Figure 3.1: The experiment defining CCA security.
• The key generation algorithm PGen takes input 1k , where k is the security parameter,
and outputs a public key and secret key pair (pk, sk).
• The encryption algorithm PEnc takes as input a message m ∈ M and a public key pk
and outputs a ciphertext c ∈ C.
• The decryption algorithm PDec is a deterministic algorithm that takes as input a ciphertext c and a secret key sk, and outputs a decryption m0 ∈ M.
• The decryption is always correct, i.e. for every security parameter k, and every (pk, sk) ←
PGen(1k ) it holds for every m ∈ M that PDecsk (PEncpk (m)) = m.

3.1.1

Security Definitions

Here we define the following two standard security notions: perfect (information-theoretic)
security, and computational security against chosen-ciphertext attacks. The latter is commonly
referred to as CCA-security, and is the de facto standard for security of public-key encryption;
the former is canonical in the information-theoretic setting.
Remark 1. Our constructions make use of perfectly secure secret-key encryption and CCAsecure public-key encryption. For convenience, therefore, the security definitions given below
refer to secret- and public-key schemes respectively. However, both security definitions may be
straightforwardly adapted to apply to both types of encryption (although it is well known that
perfect security is impossible in the public-key setting).
Definition 3.3 (Perfectly secure secret-key encryption). A secret-key encryption scheme Σ =
(SGen, SEnc, SDec) is perfectly secure if for all messages m0 , m1 ∈ M and ciphertexts c ∈ C,
it holds that Pr[SDec(SEnc(m0 )) = m0 ] = 1 and
Pr

[SDecsk (c) = m0 ] =

sk←SGen()

Pr

sk←SGen()

[SDecsk (c) = m1 ].

An alternative and equivalent definition is that a perfectly secure encryption scheme produces ciphertexts that are independent of the messages that they encrypt.
Next, we shall define CCA-security for public-key encryption schemes. The security definition is based on the experiment in Figure 3.1, which may be considered to be a game played
between a malicious adversary A and an honest challenger.
Informally, the adversary “wins the game” if he guesses correctly which of the two messages
was encrypted. Clearly, he can win with probability 1/2 by random guessing. The definition
of CCA-security formalizes the intuition that he should not be able to do better than that.
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The NM indistinguishability experiment PubKNM
A,Π (k):
1. The challenger generates a key pair (pk, sk) ← PGen(1k ) and sends (1k , pk) to A.
2. A has oracle access to PDecsk , and outputs (a description of) an efficiently samplable distribution M on the message space M (which must give non-zero probability only to strings of
a given length).
3. The challenger samples a message m ← M , and sends ciphertext c = PEncpk (m) to A.
4. A still has oracle access to PDecsk , but cannot query PDecsk (c). A outputs a ciphertext c0
and (a description of) an efficiently computable relation R : M × M → {0, 1}.
5. The output of the experiment is 1 if c0 6= c and R(m, PDecsk (c0 )) is true, and 0 otherwise.

Figure 3.2: The security experiment defining computational non-malleability.

Definition 3.4 (CCA-secure public-key encryption). A public-key encryption scheme Π =
(PGen, PEnc, PDec) is CCA-secure (i.e. secure against chosen-ciphertext attacks), if for all
ppt adversaries A, Pr[PubKCCA
A,Π (k) = 1] ≤ 1/2 + ε(k) for some negligible ε.

3.1.2

Non-malleable Encryption

Non-malleable encryption was introduced by Dolev, Dwork and Naor [33] in the computational
setting, and extended to the information-theoretic setting by [55]. Informally, non-malleability
requires that given a ciphertext c, an adversary (who does not know the secret key or the
message encrypted by c) cannot generate a different ciphertext c0 such that the respective
messages are related by some known relation R.
We begin with the simpler information-theoretic definition. Note that [55] also give a
construction of perfectly non-malleable secret-key encryption.
Definition 3.5 (Perfect non-malleability). A secret-key encryption scheme Σ = (SGen, SEnc, SDec)
is perfectly non-malleable if for all c, c0 , c00 ∈ C such that c0 6= c 6= c00 and all relations
R : M × M → {0, 1},
Pr

sk←SGen()

[R(SDec(c), SDec(c0 )) = 1] =

Pr

sk←SGen()

[R(SDec(c), SDec(c00 )) = 1].

Observe that perfect non-malleability implies perfect security (but not vice versa).
The computational definition of non-malleability is more involved, using an indistinguishability experiment similar to that of the CCA-security definition. It formalizes the same idea,
that an attacker must be unable (with more than negligible advantage) to modify ciphertexts
such that the new decryption satisfies a known relation with the original decryption. The
definition of non-malleability for (public-key) encryption schemes is based on the experiment
given in Figure 3.2.
NM
Define PubKNM,$
A,Π (k) to be identical to PubKA,Π (k), except that item 3 is replaced by:

30 . The challenger samples independent messages m, m̃ ← M , and sends c = PEncpk (m̃) to A.
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Definition 3.6 (Computationally non-malleable encryption). A public-key encryption scheme
Π = (PGen, PEnc, PDec) is NM-CCA-secure (that is, non-malleable against chosen ciphertext
attacks), if for all ppt adversaries A there exists a negligible function negl such that
NM,$
Pr[PubKNM
A,Π (k) = 1] − Pr[PubKA,Π (k) = 1] ≤ negl(k).

In our setting1 , CCA-security is equivalent to computational non-malleability, as stated in
Claim 3.1. For the proof, we refer the reader to the work of Bellare et al. [15].
Claim 3.1. An encryption scheme is CCA-secure (Definition 3.4) if and only if it satisfies
computational non-malleability (Definition 3.6).

3.2

Secure Multi-party Computation

Consider N players, each with an input value xi for i ∈ N , who wish to jointly compute
y = f (x1 , · · · , xN ) for a function f . These players do not trust each other, and want no
information except the value y to be given to any player. Multi-party computation gives
interactive N -party protocols to solve this problem, with security and correctness guarantees
even when some players may maliciously deviate from the protocol.
There are many parameters of the above scenario that influence the power of multi-party
computation.
• Adversarial model: the two most considered types of misbehavior are the honest-butcurious parties that follow the protocol but may try to learn some additional information
from the obtained transcript and the malicious parties that can behave arbitrarily. The
power of the adversary may also vary; in the information theoretic setting the adversary
has unbounded computational power, whereas in the computational setting the adversary
is restricted to efficient strategies (i.e., strategies running in polynomial time in the
security parameter).
• Communication model: the structure of the communication network is also an important parameter. The parties can be connected by secure channels, i.e., pairwise private
authenticated channels, or by a broadcast channel guaranteeing that a message sent by
any party i will be correctly received by all other parties.
Definition 3.7 (Secure multi-party computation). An N -party computation protocol is said to
be perfectly secure (for up to t < N corruptions) if it satisfies the following properties, against
any adversary who corrupts up to t players2 :
• Correctness: The output of the computation is equal to f (x1 , · · · , xN ).
• Privacy: No adversary can obtain any information about the honest parties’ inputs, other
than what can be deduced from the output.
The protocol is said to be computationally secure if it satisfies the above properties with all
but negligible probability (in a security parameter k) against ppt adversaries.
1

When considering security notions other than CCA, standard indistinguishability-based security does not
imply non-malleability. In this work we only use CCA-secure schemes.
2
The corrupted players may be thought of as “dishonest” players trying to sabotage the protocol.
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The following are general possibility results for multi-party computation that are relevant
to this work. For proofs, we refer the reader to the original papers. An overview of the
information theoretic results is provided by Asharov and Lindell [6].
Theorem 3.1 (Ben-Or et al. [16], Chaum et al. [24]). Any circuit can be evaluated by an
N -party protocol with perfect security (with fairness and guaranteed output delivery) against
t < N/3 corruptions. Moreover, the bound of t < N/3 is tight.
Theorem 3.2 (Goldreich et al. [43]). Any circuit can be evaluated by an N -party protocol with
computational security against up to t = N − 1 corruptions.

3.3

Secret Sharing

An N -out-of-N secret sharing scheme, introduced by [94], allows a party (a “dealer”) to share
a secret s among N players so that they together hold complete information about s, yet no
player has on his own any information about s.
The dealer gives privately a share si to player i, so that any set of up to N − 1 shares
contains no information about s; however, it can efficiently be reconstructed from exactly N
shares.

3.4

Verifiable Decryption

The following is the standard procedure for a prover to convince a verifier that he has correctly
decrypted a ciphertext. Upon decrypting, the prover obtains the un-encrypted action and the
randomness that was used during encryption, and presents the verifier with these two items.
Then the verifier can run the encryption algorithm for himself, and check that the resulting
ciphertexts are the same as the ones that they submitted for decryption. By the security of
the encryption scheme, it would be (computationally) infeasible for the prover to come up
with (decryption, randomness) pairs that pass this check, except by running the decryption
algorithm with the correct secret key. Hence, the verifier may be assured that the prover has
decrypted correctly.
Note that this verifiable decryption procedure requires that the encryption scheme, in
addition to being secure3 , has the following property, which is very common among existing
schemes:
• Recoverable randomness. By running the decryption algorithm on a ciphertext c =
Enc(m) with a correct secret key, the decryptor must be able to recover the randomness
used for encryption. More precisely, for any given keypair (pk, sk), we require that a
decryptor possessing a correct secret key can efficiently compute some randomness r
that, when inputted along with the correct message to the encryption algorithm, outputs
the ciphertext in question, i.e., Encpk (m; r) = c; and moreover, the decryptor cannot
(with non-negligible probability) compute a randomness that, when inputted along with
an incorrect message m0 to the encryption algorithm, outputs the ciphertext in question,
i.e., it is infeasible to find r0 such that Encpk (m0 ; r0 ) = c.
We say that encryption schemes satisfying this property are verifiably decryptable.
3

CPA security suffices.

Part II

Results
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4
Chapter

Cryptographic Cheap Talk
The field of game theory offers a variety of ways to reason about the behavior of rational players.
One of the most famous analytic tools for that purpose is that of Nash equilibrium [85]. In the
basic case of two-player games, a Nash equilibrium (NE) consists of two independent plans of
action, one for each player, such that no player can unilaterally benefit by deviating from his
own plan. The Nash equilibrium solution concept was subsequently generalized by Aumann [9],
who allowed players to pick their actions in a correlated way. Correlated equilibria (CE) are in
many cases preferable over Nash equilibrium, in part because they can potentially guarantee
higher utility to the players. In order to be able to act in a correlated manner, the players
are assumed to have access to a mediator (sometimes referred to as correlation device), that
provides them with private, correlated, recommendations on the action to be taken.
About a decade and a half ago, Dodis, Halevi and Rabin [32] pointed out the possibility
of implementing the mediator without having to refer to any trusted party. To this end, they
proposed the use of secure two-party computation, viewing the correlation device as a randomized functionality. Their approach, natural from the cryptographic perspective, gives rise to
some game theoretical challenges that need to be addressed. Most notably, the cryptographic
protocol preceding the actual play of the strategic game introduces new actions that are observable by the players. Since these actions take place sequentially, the model of the game
needs to be adjusted to account for the strategic decisions that players need to take during
the protocol execution. While these actions do not directly affect the utility in the underlying
strategic game, they can nevertheless influence the players in their decision making. Such
pre-play communication is referred to as cheap talk in the economic literature.
One crucial difference from the mediated setting, which is inherited from the sequential
nature of protocols, is that one of the players may learn his recommendation before the other. If
this player is not happy with the protocol’s recommendation, he can simply decide to “abort,”
thus preventing the other player from learning his own recommendation. Another crucial
difference is that player A (not necessarily the one who learns his recommendation first), can
reveal extra information to player B, changing player B’s knowledge and expectation on how
player A is going to play.1
Given that such deviations can always be observed, it becomes necessary to specify what
action players take in case deviation is detected. One could attempt to deter misbehavior by
threatening with some punishment. However, it is not a priori clear what kind of punish1
For instance, the second player to learn his own recommendation could make his private view of the protocol
public, thus revealing his recommendation to the first player and rendering the correlation device useless.
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ment should a player invoke, assuming that the other player is rational. In the protocol of
Dodis et al. [32], an “abort” action is punished by employing the minmax strategy (that is,
the strategy that minimizes the maximal gain of the deviator). This approach suffers from the
well known and often unavoidable shortcoming of being harmful to the punishing player. Consequently, the threat of playing the minmax strategy is empty, or in other words not credible.
Punishing the other type of deviations, in which the deviating player reveals extra information,
appears to be even more challenging, as a message reacting to such deviations might not even
fall into the scope of the prescribed protocol (for instance, if the deviating player is the last to
learn his recommendation, meaning that the protocol actually terminates at that point).
The issue of empty threats is classically handled by the requirement of subgame perfection
(SPE), which requires strategies to be in equilibrium at any point during the protocol execution.
This requirement insures that any threat is credible. One problem with subgame perfection,
that is particularly acute when modeling behavior of computationally bounded players in a
cryptographic protocol, is the requirement of optimality at any point in the protocol execution.
This problem was first addressed by Gradwohl, Livne and Rosen [48], who by defining empty
threats in an explicit manner, were able to reason about sequential rationality in face of
computationally bounded players. In addition to this modeling, their work proposed a simple
cryptographic protocol for the class of convex hull Nash equilibria (i.e., correlated equilibria
that can be expressed as a convex combination of the Nash equilibria of the game), assuming
the existence of one-way functions. To avoid empty threats, their solution punishes the aborting
player with his “worst” Nash equilibrium (i.e., the Nash equilibrium yielding the lowest payoff
amongst all Nash equilibria in the game). Indeed, since the punishment is a Nash equilibrium,
a rational punishing player has no incentive to deviate from it, which renders the threat of
playing this Nash equilibrium credible.
One significant shortcoming of the Gradwohl et al. [48] solution is that it only applies to
convex combinations of Nash equilibria. Unfortunately, such equilibria are not very interesting
since they do not enjoy the most beneficial feature of correlated equilibrium, namely the ability
of dominating the payoffs achieved by any Nash equilibrium. This leaves open the question
of whether there exists a sequentially rational cryptographic protocol for implementing the
mediator in the cases where playing a correlated equilibrium is preferable over playing any
Nash equilibrium.

4.1

Our Results

A necessary requirement for guaranteeing sequential rationality is the ability for a player
to threaten credibly. For this to be possible the threat must consist of a rational plan of
action. Otherwise, there is no guarantee that a rational player will follow through in case
he is tested. We formalize this intuition by putting forward the notion of Nash equilibrium
punishable correlated equilibrium. These are correlated equilibria for which the expected utility
of any player given a recommendation by the mediator is never smaller than in his worst Nash
equilibrium. This notion turns out to be crucial for implementing the mediator of a correlated
equilibrium using a cryptographic protocol.
Theorem 4.3 (informal). A correlated equilibrium can be implemented in a sequentially
rational way using cryptographic cheap talk if and only if it is Nash equilibrium punishable.
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Given the above theorem, it is natural to ask whether every correlated equilibrium is Nash
equilibrium punishable. An affirmative answer would have implied that any player receiving
an unsatisfactory recommendation from the cryptographic protocol can be threatened from
aborting in a credible way.
Our answer to this question is negative. We show that there exist games with correlated
equilibria that are not Nash equilibrium punishable. Moreover, these games have utility profiles
that can be obtained only by those correlated equilibria that are not Nash equilibrium punishable (and so cannot be achieved by other Nash equilibrium punishable equilibria). Additionally,
both players prefer these utility profiles to utility profile of some other Nash equilibrium punishable correlated equilibrium, thus both would be in favor of implementing such preferable
correlated equilibrium.
Theorem 4.1 (informal). There exist infinitely many strategic games with preferable correlated equilibrium that cannot be achieved by sequentially rational cryptographic cheap talk.
The above theorem explains why all solutions so far were either sequentially unstable, or
were restricted to a limited class of correlated equilibria.
In addition to the above results, we classify necessary and sufficient cryptographic assumptions for implementing a mediator that allows to achieve a given utility profile of a correlated
equilibrium by a protocol that is in computational Nash equilibrium. We show that there are
non-trivial correlated equilibria in the convex hull of Nash equilibria2 (CHNE) which can be
implemented via cheap talk only if one-way functions exist.
Theorem 4.4 (informal). If the payoff of all non-trivial convex hull Nash equilibria can be
achieved via cryptographic cheap talk then one-way functions exist.
As shown by Gradwohl et al. [48], if one-way functions exist then all non-trivial correlated
equilibria in the convex hull of Nash equilibria can be implemented via computational (and
moreover sequentially rational) cheap talk. Taken together these results fully characterize the
assumptions under which all convex hull Nash equilibria can be implemented. We also show
that there exist correlated equilibria outside the convex hull of Nash equilibria which can only
be cheap-talk implemented if oblivious transfer exists.
Theorem 4.5 (informal). If the payoff of all correlated equilibria outside the convex hull
of Nash equilibria can be achieved via cryptographic cheap talk then there exists a protocol for
oblivious transfer (OT).
As shown by Dodis et al. [32], if there exists a protocol for oblivious transfer then all
correlated equilibria (including those outside the convex hull of Nash equilibria) can be implemented via computational (but not necessarily sequentially rational) cheap talk. Taken
together these results show that oblivious transfer is complete for implementing all correlated
equilibria (regardless of the issue of sequential rationality). We conjecture that implementing
any correlated equilibrium outside the convex hull of Nash equilibria and provide evidence to
support the conjecture. We leave it as an open problem to prove or disprove the conjecture.
These are to our best knowledge the first results of this type. Previous work on rational
cryptography has focused on sufficiency of cryptography for implementing equilibria. Our
2
Note that Nash equilibria, even though contained in the convex hull of Nash equilibria, are trivial from our
perspective, since there is no need for a mediator to play according to them.
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results suggest an intriguing connection between the distinction between correlated equilibria
and convex hull Nash equilibria on one hand and the distinction between Cryptomania and
Minicrypt on the other hand (see Impagliazzo [59]). The picture that emerges is somewhat
different than the one arising in semi-honest secure two-party computation. While in the
latter case every functionality is either “complete” (i.e., implies oblivious transfer) or “trivial”
(i.e., can be securely computed unconditionally), in the former there exist some “intermediate"
utility profiles whose implementation is equivalent to the existence of one-way functions. The
details are given in Sect. 4.7 and Sect. 4.8.

4.1.1

Related Work

For introductory text on game theory see Osborne and Rubinstein [88]. The notion of correlated
equilibrium was introduced by Aumann [9]. A non-technical introduction motivating the notion
of cheap talk is given in Farrell and Rabin [35]. Cheap talk implementation of a correlation
device in game-theoretical framework was put forward by Bárány [13]. Aumann and Hart [10]
show what equilibria payoffs can be achieved via cheap talk preceding games with imperfect
information.
We already mentioned the works of Dodis et al. [32] and Gradwohl et al. [48]. Teague [96],
and subsequently Atallah et al. [8] gave a protocol for the general problem of correlated element
selection achieving better efficiency than [32], but preserving the original solution concept of
computational Nash equilibrium. Using results from computational complexity to implement
correlation devices was considered by Urbano and Vila [99], aiming for a similar result to
Dodis et al. [32]. However, Teague [97] showed that their approach is flawed. Another line
of work considered the problem of implementing correlated equilibria based on “physical assumptions” such as envelopes and ballot boxes. Micali, Lepinski, Peikert and shelat [72] gave
a protocol in this stronger model that is a Nash equilibrium even if the players might collude
and form deviating coalitions.
An extensive overview of cryptographic techniques for cheap talk implementation of correlated equilibria is given by Dodis and Rabin in Chapter 8 in Nisan et al. [87]. Some relations of
the cryptographic cheap talk to the problem of secure multi-party computation with complete
fairness is discussed by Katz [67].

4.1.2

Notation

Our results in this chapter concentrate on two-player strategic games. In this special case a
two-player strategic game Γ = hA1 , A2 , ui is fully specified by a set of actions A1 of player 1,
a set of actions A2 of player 2, and a utility function u : A1 ×A2 → R2 . For k ∈ N, we talk
about a k×k strategic game Γ if both players have k strategies in Γ, i.e., |A1 | = |A2 | = k.

4.2

Not all Correlated Equilibria are NE-punishable

In this section, we show that there exists a barrier for using cryptography to implement all
correlated equilibria without empty threats. Intuitively, for a correlated equilibrium to be implementable by a cryptographic protocol without empty threats, one must be able to effectively
punish any deviating player by his worst Nash equilibrium.

4.2. NOT ALL CORRELATED EQUILIBRIA ARE NE-PUNISHABLE
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Definition 4.1 (NE-punishable correlated equilibrium). Let γ be a correlated equilibrium of
a strategic game Γ = hA1 , A2 , ui. We say that γ is a Nash equilibrium punishable correlated
equilibrium if for all i ∈ {1, 2} and every action ai ∈ Ai of player i played with non-zero
probability in γ it holds that Ui (γ|ai ) ≥ Ui (σi ), where σi is the worst Nash equilibrium for i in
Γ.
It is not at all obvious if there exists any strategic game with a correlated equilibrium that
is not NE-punishable. Alternatively, it would be sufficient for the purpose of implementation
if for any correlated equilibrium existed a NE-punishable correlated equilibrium achieving the
same utility profile. However, we show that none of the above is true. There are in fact many
games with correlated equilibria that have some utility profile extending the polygon of CHNE
payoffs, but no NE-punishable correlated equilibrium achieves such utility profile.
Theorem 4.1. For any k ∈ N. If k ≥ 4, then there exists a k × k strategic game Γ with a
correlated equilibrium γ ∈ CE(Γ) \ CHNE(Γ), such that every γ 0 ∈ CE(Γ) with U (γ 0 ) = U (γ)
is not a NE-punishable correlated equilibrium of Γ.
Our proof is constructive. We start with a suitable (k − 1)×(k − 1) strategic game Λ and
extend it into a k×k game Γ that exemplifies the theorem; the initial game Λ is characterised
by some non-trivial properties (given by the criterion in Def. 4.2) that are exploited when we
extend it.
Definition 4.2 (Extensibility criterion). A strategic game Λ = hA1 , A2 , ui satisfies the extensibility criterion if there exists γ, a correlated equilibrium of Λ outside of the convex hull of
Nash equilibria, with the following two properties:
1. γ strictly dominates any Nash equilibrium of Λ, and for both players i ∈ {1, 2} it holds
that
min{Ui (γ|ai )|γ(ai ) 6= 0} > max{Ui (σ)|σ ∈ NE(Λ)}.
2. There exists a ∈ Ai for some player i ∈ {1, 2} with γ(a) 6= 0, such that for every
γ 0 ∈ CE(Γ) with U (γ 0 ) = U (γ) it holds that Ui (γ 0 ) > Ui (γ 0 |a).
We use the fact that any strategic game Λ satisfying the extensibility criterion has a correlated equilibrium γ preferable for both players to any Nash equilibrium of Λ. The correlated
equilibrium γ is preserved as a correlated equilibrium in the extended game Γ. We are able
to carefully devise the payoffs of Γ such that its unique Nash equilibrium is strictly Pareto
dominated by γ, however for at least one of the players there exists a recommendation in γ
that is inferior to the unique Nash equilibrium.
Lemma 4.1. For any k ∈ N+ , if there exists a (k − 1) × (k − 1) strategic game Λk−1 that
satisfies the extensibility criterion, then there exists a k×k strategic game Γ with a correlated
equilibrium γ ∈ CE(Γ) \ CHNE(Γ), s.t. every γ 0 ∈ CE(Γ) with U (γ 0 ) = U (γ) is not a NEpunishable correlated equilibrium of Γ.
Proof. We show how to extend Λk−1 = hA, B, ui with one additional action for each player to
define Γ. Let a0 be the new action of player A and b0 be the new action of player B, thus
Γ = hA ∪ {a0 }, B ∪ {b0 }, u0 i. The utility function u0 of Γ corresponds to the utility function of
Λk−1 for every action profile in A×B. For some s1 , s2 , t1 , t2 ∈ R, u0 is defined on the remaining
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action profiles as: u0 (a0 , b0 ) = (t1 , t2 ), and u0 (a0 , b) = u0 (a, b0 ) = (s1 , s2 ) for every b ∈ B and
every a ∈ A.
We show that it is possible to select s = (s1 , s2 ) and t = (t1 , t2 ) such that the claim holds.
Recall that Λk−1 satisfies the extensibility criterion, so there exists a correlated equilibrium γ
satisfying the two conditions from Def. 4.2. Let A be without loss of generality the player and
let a ∈ A be the advice from the second condition of the extensibility criterion. Denote vA
(respectively vB ) the expectation of player A (respectively B) given its worst recommendation
0
from γ, i.e., vA = min{UA (γ|a)|γ(a) 6= 0} and vB = min{UB (γ|b)|γ(b) 6= 0}. Similarly, let vA
0 ) be the maximal utility obtained in Λ
(respectively vB
k−1 by player A (respectively B) in any
0 = U (σ ∗ ) and v 0 = U (σ ∗ ), where σ ∗ is the best Nash equilibrium
Nash equilibrium, i.e., vA
A A
B
i
B
B
0 < s < v and v 0 < s < v , and set t such that
for player i. Set s1 , s2 such that vA
1
2
1
A
B
B
UA (γ|a) < t1 < UA (γ) and t2 = (s2 + UB (γ))/2.
If s = (s1 , s2 ) and t = (t1 , t2 ) are selected as above then no Nash equilibrium of Λk−1
is a Nash equilibrium of Γ; or else player A (respectively player B) can improve his utility
by unilaterally switching to his action a0 (respectively action b0 ) in any Nash equilibrium.
Hence, the action profile (a0 , b0 ) is a unique (pure) Nash equilibrium of Γ achieving the utility
profile t = (t1 , t2 ). Note that γ is a correlated equilibrium also in Γ, since expectation over
a0 (respectively b0 ) is smaller than expectation over the worst advice of player A (respectively
B). Moreover, the expectation of player i when given a as a recommendation is strictly smaller
than the utility obtained by player i in the unique Nash equilibrium (a0 , b0 ) of Γ. Thus γ is
not a NE-punishable correlated equilibrium.
Consider any other correlated equilibrium γ 0 of Γ that achieves the same utility profile as
γ. Both t and s are smaller than Ui (γ), thus any new correlated equilibrium achieving U (γ)
satisfies the second condition from the extensibility criterion. Since Ui (γ|a) ≥ Ui (γ 0 |a), any
such γ 0 is also not NE-punishable.
It remains to show that k×k games satisfying the extensibility criterion exist for any k ≥ 3.
Lemma 4.2. For every k ∈ N with k ≥ 3, there exists a k×k strategic game Λk that satisfies
the extensibility criterion.
Proof. Let c, d, e, f, g ∈ R be real numbers such that c < 0 < d < e < f < g, where g−f < e−c,
and 3f < e − c.3 Consider the k ×k game Λk = (A = {a1 , . . . , ak }, B = {b1 , . . . , bk }, u) with
the utility function u : A×B → R2 defined as follows:
• u(aj , bj ) = (f, g) for every j ∈ [k − 1],
• u(ak , bk ) = (d, e),
• u(aj , bj+1 ) = (g, f ) for every j ∈ [k − 2],
• u(ak−1 , bk ) = (e, f ),
• u(ak , b1 ) = (g, d), and
• u(a, b) = (c, c) otherwise.
To illustrate the corresponding payoff matrix, we give the payoff matrix of Λ4 in Fig. 4.1.
3

The two conditions g − f < e − c and 3f < (e − c) are required for ease of exposition when describing
the candidate correlated equilibrium. In fact, Λk defined without this conditions would also satisfy the claim of
Lemma 4.2.
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Figure 4.1: The payoff matrix of Λ4 .

Due to the restrictions on the entries in the payoff matrix, there is no pure Nash equilibrium
in Λk . Indeed, for every action profile (a, b) ∈ A×B there exists either an action a0 of player
A or an action b0 of player B, such that A prefers (a0 , b) to (a, b) or B prefers (a, b0 ) to (a, b).
Following the same reasoning, Λk can only have fully mixed Nash equilibria. Notice that any
of such Nash equilibrium assigns non-zero probability to the action profiles with utility profile
(c, c).
We describe a candidate correlated equilibrium for the claim of Lemma 4.2. Let γk be a
probability distribution on A×B satisfying these conditions.
1. γk (ak , b1 ) = γk (ak−1 , bk ) = γk (ak , bk ) =

g−f
3(g−f )+(2k−3)(e−c)

,

e−c
2. γk (a, b) = 3(g−f )+(2k−3)(e−c)
for every (a, b) ∈
/ {(ak , b1 ), (ak−1 , bk ), (ak , bk )} such that
u(a, b) 6= (c, c), and

3. γk (a, b) = 0 otherwise.
Claim 4.1. Any such probability distribution γk ∈ ∆(A×B) is a correlated equilibrium of Λk .
Proof. Clearly, γk satisfies the trivial constraints for being a correlated equilibrium, i.e.,
X

γk (a, b) = 1, and 0 ≤ γk (a, b) ≤ 1

(a,b)∈A×B

for every action profile (a, b) ∈ A×B. We need to check that no player has an incentive to
deviate from any private advice distributed according to γk .
Consider the possible advice of A. The constraint given advice aj for j ∈ {1, . . . , k − 2} is
γk (aj , bj )f + γk (aj , bj+1 )g ≥ γk (aj , bj )uA (a, bj ) + γk (aj , bj+1 )uA (a, bj+1 )
for every a ∈ A. Since γk (aj , bj ) = γk (aj , bj+1 ) for every j ∈ {1, . . . , k − 2}, the above can be
rewritten as for all j ∈ {1, . . . , k − 2} and for every a ∈ A
f + g ≥ uA (a, bj ) + uA (a, bj+1 ) .
The inequality holds due to the construction of the matrix Λk , indeed the only possible values
for the right side of the inequality are 2c < c + f < c + g < f + g.
The constraint given advice ak−1 is
γk (ak−1 , bk−1 )f + γk (ak−1 , bk )e ≥ γk (ak−1 , bk−1 )uA (a, bk−1 ) + γk (ak−1 , bk )uA (a, bk ) ,
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for every a ∈ A, and it is easy to verify for every a ∈ A \ {ak−2 }.
The specific constraint in case of swapping from advice ak−1 to ak−2 is
γk (ak−1 , bk−1 )f + γk (ak−1 , bk )e ≥ γk (ak−1 , bk−1 )g + γk (ak−1 , bk )c .
That can be transformed into
γk (ak−1 , bk )(e − c) ≥ γk (ak−1 , bk−1 )(g − f ) .
g−f
e−c
and γk (ak−1 , bk ) = 3(g−f )+(2k−3)(e−c)
, hence
Recall that γk (ak−1 , bk−1 ) = 3(g−f )+(2k−3)(e−c)
both sides of the above inequality are identical and the inequality holds.
Finally, the constraint for advice ak is

γk (ak , b1 )g + γk (ak , bk )d ≥ γk (ak , b1 )uA (a, b1 ) + γk (ak , bk )uA (a, bk )
for every a ∈ A. Since γk (ak , b1 ) = γk (ak , bk ) > 0, we only need to verify that
g + d ≥ uA (a, b1 ) + uA (a, bk )
for every a ∈ A. This holds since all possible values for the right side of the inequality are
2c < c + e < c + f < g + d.
Now consider the case of advice of B. The verification is analogous for any advice bj for
j ∈ {2, . . . , k − 1} to the case of advice aj for j ∈ {1, . . . , k − 2} of player A. The corresponding
constraint in the case of advice b1 is
γk (a1 , b1 )g + γk (ak , b1 )d ≥ γk (a1 , b1 )uB (a1 , b) + γk (ak , b1 )uB (ak , b) ,
for all b ∈ B. This inequality is also satisfied due to the initial condition that c < d < e < f < g.
That in the case of switching from b1 to action bk ensures that
γk (a1 , b1 )g + γk (ak , b1 )d ≥ γk (a1 , b1 )c + γk (ak , b1 )e ,
since g − c > e − d.
The verification in the case of advice bk of player B goes through because of the requirement
g − f < e − c, that ensures that the only non-trivial constraint for switching from advice bk to
action bk−1 holds, i.e.,
γk (ak−1 , bk )f + γk (ak , bk )e ≥ γk (ak−1 , bk )g + γk (ak , bk )c .
Therefore, we can conclude that for any integer k ≥ 3 due to our initial selection of
the parameters c, d, e, f, g ∈ R the distribution γk on action profiles of Λk is a correlated
equilibrium.
Note that γk has in its support only the action profiles that do not yield the utility profile
(c, c). Therefore, any such correlated equilibrium strictly Pareto dominates any completely
mixed Nash equilibrium of Λk .
The expectation UA (γk ) of player A is
1
(((k − 1)f + (k − 2)g) (e − c) + (d + e + g)(g − f )) ,
3(g − f ) + (2k − 3)(e − c)
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and this is strictly larger than f when 3f < e − c. To verify this assertion we check that
((k − 1)f + (k − 2)g) (e − c) + (d + e + g)(g − f ) > f (3(g − f ) + (2k − 3)(e − c)) .
The above can be rewritten as
(k − 2)(g − f )(e − c) + (d + e + g − 3f )(g − f ) > 0
e − c > 3f − d − e − g,
which holds since 0 < d, e, g and e − c > 3f .
On the other hand, any correlated equilibrium γk0 of Λk that achieves the same utility
profile as γk must assign non-zero probability to every action profile with utility profile different
from (c, c). Since the highest utility of player A obtained from any action profile in which A
plays action ak−1 is f , the expectation of A in any such correlated equilibrium γk0 when given
recommendation ak−1 is at most f. Therefore, Λk satisfies the extensibility criterion.
We also justify that our counterexample is minimal in the sense that there is no 2 × 2
strategic game that could be used in the context of Lemma 4.1.
Lemma 4.3. There is no 2×2 strategic game that satisfies the extensibility criterion.
Proof. Moulin and Vial [81] provide a classification of 2×2 games w.r.t. the number of pure
Nash equilibria. They show that only a 2×2 game with two distinct pure Nash equilibria can
have a correlated equilibrium that improves upon the convex hull of Nash equilibria. must
have a unique totally mixed Nash equilibrium which cannot be improved by any correlated
equilibrium.
Since among the 2×2 strategic games only the games with two pure Nash equilibria can
have a correlated equilibrium improving the utility profiles achieved by CHNE, we get the
following corollary.
Corollary 4.1. If Γ is a 2×2 strategic game, then every correlated equilibrium of Γ is NEpunishable.

4.2.1

A Minimal Example

We also include a minimal example for a game with a payoff profile in the polytope of correlated equilibria payoffs that cannot be achieved by any NE-punishable correlated equilibrium.
Moreover, this payoff profile is strictly better for both players than their respective worst Nash
equilibria.
Consider game Γ given by the payoff matrix in Figure 4.2. The strategy profile σ = (a, A)
is a unique NE of Γ which is also the worst Nash equilibrium for both players with the utility
profile (9, 9). Let γ be a probability distribution over A1 × A2 such that γ(b, B) = 0.99,
γ(b, C) = 9 · 10−3 , γ(c, D) = 9 · 10−4 , γ(c, C) = 9 · 10−5 , and γ(d, D) = γ(d, B) = 5 · 10−6 . It
can be verified that γ satisfies all the conditions for being a correlated equilibrium. The payoff
profile achieved by γ is (9.004475, 9.990035) that is strictly better for both players than the
utility profile achieved by σ. However, given the advice D, the expected utility U2 (γ|D) of
player 2 is smaller than 9, hence γ is not a NE-punishable correlated equilibrium.
We argue that the utility profile U (γ) cannot be achieved by any NE-punishable correlated
equilibrium. Clearly, a correlated equilibrium γ 0 achieving payoff higher than 9 for player 2
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A

B

C

D

a

9, 9

−25, −25

−25, −25

−25, −25

b

−25, −25

9, 10

10, 9

−100, −100

c

−25, −25

−100, −100

9, 10

4, 9

d

−25, −25

10, 3

−100, −100

3, 4

Figure 4.2: A game with utility profiles not achievable by any NE-punishable correlated equilibrium.

must have in its support either (b, B) or (c, C). If (b, B) is in the support of γ 0 , then (b, C) must
be in its support as well for strategic reasons. Otherwise player 1 would deviate to playing d
given advice b. Using similar reasoning, (c, C) and consequently (c, D) must be in its support.
This already gives us that such γ 0 is not a NE-punishable correlated equilibrium because the
expected utility of player 1 given the advice c must be strictly smaller than 9.
Note that γ is not the only correlated equilibrium of the game in Figure 4.2 strictly dominating the unique Nash equilibrium σ with a payoff profile that is not achievable by a NEpunishable correlated equilibrium. There are other correlated equilibria of this game where
the improvement in the payoff compared to σ is more symmetric for both players. The reason
we selected γ is the ease of enumeration of the achieved utilities and the probabilities in γ.

4.3

Computational Cheap Talk Simultaneous Move Games

In this section we present an overview of our game theoretical model and solution concepts.
Full details are given in Section 4.4.
Our core object of study is so-called computational cheap talk simultaneous move (CTSM)
games. A CTSM game without types4 is fully specified by a strategic game hA1 , A2 , ui. The
game itself is an extensive game with imperfect information modeling an interactive protocol,
where the agents take turn in exchanging messages, with agent 1 arbitrarily being chosen to
send the first message. At some point each agent must additionally pick an action ai ∈ Ai
for hA1 , A2 , ui. The utility of a play is u(a1 , a2 ), i.e., the utility does not depend on the
communication, only the actions. We assume that the agents do not get any information on
what the action of the other party is, and hence consider the choice of actions for hA1 , A2 , ui as
simultaneous moves. The strategy σi of agent i specifies which messages to send in response to
the messages sent by the other agent, and which action to pick for hA1 , A2 , ui at the end of the
cheap talk. We require that σi is poly-time, to allow using cryptography. Any mixed strategy
should also be computable in polynomial time. To conveniently model this, we technically
only allow pure strategies, and then we give each such strategy an extra input ri , which is a
4
In this work we focus on finite games without types. This was the setting of the founding paper in [32],
and giving a full characterization of this setting turns out to be plentiful technically involved. We leave it as
future work to study cheap talk games with types. However, our model, and some of our results, apply to the
more general setting of infinite games with types. Technically, in terms of the formal model in Section 4.4, we
always consider the CTSM game (T1 , T2 , A1 , A2 , b), where T1 = T2 = {>} and b = 1, and we always analyze
games assuming the empty common prior C∅ for Γ, which always output (>, , >, ).
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uniformly random bit-string not observed by the other agent. Any mixing must be implemented
by σi (ri ) in poly-time.
As described above, for each strategic game hA1 , A2 , ui, we have a CTSM game. Correspondingly, for each CTSM game, we have a strategic game, which is just the game hA1 , A2 , ui
used to specify it. We say that a correlated equilibrium for a strategic game can be cheap talk
implemented if there exists a strategy σ = (σ1 , σ2 ) for the corresponding CTSM game which
obtains the same utility profile as the correlated equilibrium and which is a computational Nash
equilibrium, which is just an -NE for a negligible . We say that a correlated equilibrium for
a strategic game can be ETF cheap talk implemented if it can be cheap talk implemented by
some σ which is additionally empty-threat free. We define empty-threat freenes along the lines
of Gradwohl et al. [48], specialize their general definition to the setting of CTSM games and
generalizing to handle imperfect information. The details are in Section 4.4. Here we sketch
and motivate the definition.
An empty threat posed by me in a CTSM game is a part of my future strategy which I
do not currently play and which I would not play should you call my bluff by deviating in
a way making the threatening strategy active. You would demonstrate the existence of such
a future empty threat posed by me by specifying a deviation by you which would make me
deviate from playing the supposedly empty threat. We adopt this constructive definition, an
advantage being that we can insist that the demonstration be poly-time. Note, however, that
using an empty threat to force me to deviate from a threat does not convincingly demonstrate
that my threat was empty. We therefore require that your demonstrator itself is empty threat
free in future play. Formally we require that the deviation meant to demonstrate the existence
of a future empty threat occurs in response to some event D, for deviate, and require that the
demonstration be empty-threat free in the sub-game defined by D occuring.
Another qualification is that a deviation which makes me abstain from my threat, but which
does not at the same time result in you receiving a larger expected utility does not demonstrate
that I posed an empty threat. Yes, your deviation made me not execute the threat, but the
threat did not serve to prevent you from this particular deviation, as you have no incentive
for your deviation in the first place. All in all, a credible demonstration that I am posing an
empty threat on you would therefore be an event D observable by you, and a deviation, which
you only make when D occurs, which has the property that it leads to an empty-threat free
future play, in the sub-game defined by D occuring, in which you have higher utility.
Formalizing the above definition and making it work well with the computational issue,
is highly non-trivial, but none of the details really matter for the intuition of the results we
describe later. The details and their motivation has therefore been deferred to Section 4.4.
Here we only mention and motivate the two main technical choices.
Since our definition of ETF is recursive, we need a last round to start from. Yet, our strategies are allowed any polynomial number of rounds, and the nature of most settings naturally
modeled by CTSM games does not make it seem reasonable to postulate some exogenous fixed
last round of communication, so we don’t want to build a fixed last round into our model.
Also, it is by far always given that a party can commit to an external action, like a bid in a
real-life auction, until long after the cheap talk protocol was run, so we cannot guarantee that
no more communication can take place after the protocol was run. I.e., the natural strategy
space contains the possibility of more communication than needed exactly by the protocol in
question, so our model should capture this. We essentially handle this by considering CTSM
games families of games, Γ = {ΓR }R∈N , where all ΓR have the same corresponding strategic
game, and where ΓR has a fixed last round in round R. This allows to easily define ETF for
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each ΓR , and we then say that σ is ETF if there exists R0 such that it is ETF for all ΓR
for R ≥ R0 . I.e., the stability of a protocol is in particular not jeopardized by leaving some
empty rounds after the execution of the strategy, i.e., rounds in which communication could
have taken place. Robustness to the presence of such possible communication seems crucial
for stability in real world networks.
We have chosen to use a similar mechanism to model poly-time. For a fixed strategic
game hA1 , A2 , ui and T ∈ N, let ΓT be the CTSM game corresponding to hA1 , A2 , ui, where
the messages and the action must be computable in time exactly T . For a polynomial p we
consider a family of games Γp = {Γ(κ) = Γp(κ) }κ∈N . A strategy σ = {σ (κ) }κ∈N for Γp is one
where σ (κ) is a strategy for Γ(κ) . A strategy σ for Γ is clearly poly-time. We say that σ is a
computational Nash equilibrium for Γp if there exists negligible  such that σ (κ) is an (κ)-NE
for Γ(κ) . We call it a computational CTSM for hA1 , A2 , ui if there exists a polynomial p0 such
that it is a computational Nash equilibrium for Γp for all p ≥ p0 . Using the same flavor of
definition to handle the computational issue and the no-last-round issue, allows to give one
natural definition handling both issues.
Note that the above two design choices force proposed protocols to run in some fixed
polynomial number of rounds and some fixed poly-time, whereas deviations are allowed to
deviate to larger polynomials. This seems natural and strong.
To play a Nash equilibrium of any strategic game it is sufficient for the players to randomize
independently, and there is no need for any cheap talk. The players need some publicly
observable lottery to play according to a CHNE, that can be implemented using the protocol
of Gradwohl et al.[48]. However, a correlated equilibrium outside the convex hull of Nash
equilibria needs some non-trivially correlated randomness. Motivated by our results from
Sect. 4.7 and Sect. 4.8, we categorize correlated equilibria payoffs using the terminology of
Impagliazzo [59].
Definition 4.3 (Trivial, Minicrypt, and Cryptomania utility profiles). Let Γ be a strategic
game, and v ∈ R2 be a utility profile achieved by some γ ∈ CE(Γ).
• We call v a trivial utility profile if there exists σ ∈ NE(Γ) achieving v.
• We call v a Minicrypt utility profile if γ is a CHNE and there is no Nash equilibrium
achieving v.
• We call v a Cryptomania utility profile if γ is not a CHNE.

4.4

Computational Cheap Talk Simultaneous Move Games

In this section we give full details for our game theoretical model and solution concepts. We intend to follow [48] as closely as possible, but where [48] start with a clean purely game theoretic
notion and then dirty it up to handle computational issues and the fact that communication
protocols are considered, we instead start with a clean definition of what a communication
protocol is and then define the game theoretic notions around this skeleton. We get a less
general definition, but also, we fell, a more precisely specified and workable definition.

4.4.1

Discussion of Basic Model Choices

Our goal is to analyze games which use cryptography in the cheap talk phase. We will therefore
have to restrict the set of strategies to the set of efficient strategies or include the price of
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computation into the utility function. We consider the inclusion of the price of computation
into the utility function as the purest solution and probably the one with best predictive power
in general. However, including the prize of computation also has the potential to considerably
complicate analysis, possibly taking focus away from the more interesting issues. We have
therefore instead chosen to restrict the strategy space to the efficient ones. A consequence
of this design choice is the by now well-known one that we need to include a negligible slack
parameter  into the solution concepts. For instance, instead of Nash equilibrium we need to
consider an -Nash equilibrium for a negligible . This is so because an efficient strategy will
always have some small probability of breaking the applied cryptography, e.g., by just making
a guess at the keys of the other agents.5
We will model an efficient strategy as a strategy which can be implemented in strict polynomial time. This deviates slightly from the usual approach in cryptography, which uses expected
polynomial time. However, for every expected polynomial time strategy with utility u there
exists another strategy which is strict polynomial time and which gets utility u0 = u −  for a
negligible . Since we already committed to having a negligible slack parameter in our model,
little is therefore lost. It seems, however, that it buys us a lot in simplicity of definition.
Namely, if we went for expected polynomial time, we would have to formalize what it means
for a strategy to be expected polynomial time, with the problems this give: Is a strategy expected polynomial time, if terminates in expected polynomial time given that the strategy of
the other parties are fixed, or should it guarantee to terminate in expected polynomial time
no matter the strategy of the other parties? The first choice is clearly too liberal, as the other
parties might strategically deviate if it could make some other player become inefficient, which
in practice would mean it would never terminate the computation. The second choice is too restrictive, as any strategy would include inefficient adversarially chosen strategies which makes
the strategy in consideration inefficient only because it breaks the applied cryptography. Consider, e.g., your strategy in a joint strategy which runs a secure coin-flipping protocol in each
round and terminates if the coin comes out 0. If the other agent has unbounded computing
power, it might break the coin-flip protocol to make it always output 1 and hence make the
game run forever. Yet, we would like to be able to analyze exactly such protocols. Should we
then require that an efficient strategy guarantees to terminate in expected polynomial time no
matter the strategies of the other parties, as long as they are efficient? or as long as they are
efficient and rational? These would appear to lead to recursive definitions! One can, however,
resolve this and give a satisfactory definition, but we do not know of a definition simple enough
for definition and analysis that it is worth the complication, in particular as very little seems to
be gained by picking expected polynomial time over polynomial time. So, we go for simplicity.
Also, many of the motivating settings we want to analyze have a cheap talk phased followed by
an exogenous deadline for a forced moved in the game which determines the utility, say a bid
in an auction or turning a truck off collision course or not. These settings do not pair well with
an expected running time of the cheap talk phase, but impose a notion of worst case running
time. Therefore choosing expected running time might in fact lead to a loss of generality.
Inspired by the model in [80] we use a non-uniform notion of efficiency as opposed to the
definition in [32]. The motivation is the non-uniform definition allows to model the computational setting using a sequence of games with finite action spaces. The approach in [32] gives
infinite action spaces, the set of Turing machines. Having a finite strategy space is sometimes
5
A solution concept including the prize of computation could handle this by having the expected utility, ,
be too small compared to the prize of the extra computation needed to make the guess.
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convenient in formalizing solution concepts and in analysis, so we prefer this choice.
A final design choice, which is usual in computational games, is that we make mixing of
strategies explicit. I.e., we do not let the strategy space be the set of all probability distributions
on the actions in the action space, as is usual in game theory, we only allow those probability
distributions which can be efficiently implemented, as motivated above. We model this by
making a strategy be a fixed algorithm which takes as input a uniformly random randomizer,
which is used to mixed the chosen actions.

4.4.2

Cheap Talk Simultaneous Move Games

An m-round cheap talk simultaneous move (CTSM) game is a tuple
Γ = hT1 , T2 ,A1 , A2 , u : T1 × T2 × A1 × A2 → R2 ,
S1 , S2 , m ∈ N, b ∈ {1, 2},
(m)

(m)

(m)

(m)

{R(j) , S (j) , Σ(j) }j∈[m−1] , R1 , Σ1 , R2 , Σ2 i .
Before the game player i is given a type ti ∈ Ti . At the same time player i is possibly given
some signal si ∈ Si about the type of the other party. We consider a Bayesian game, where the
types and messages are drawn using some known distribution C, the so-called common prior.
Then, there are m − 1 rounds of cheap talk, as specified below, followed by a simultaneous
move game, where player 1 plays a1 ∈ A2 and player 2 plays a2 ∈ A2 . The utility is given
by (u1 , u2 ) = u(t1 , t2 , a1 , a2 ), where ui is the utility of player i, i.e., the cheap talk does not
explicitly affect the utility.
For i = 1, 2 we use P−i to denote the other player than Pi , i.e, P3−i . We use the same
notation when indexing strategies. If σ = (σ1 , σ2 ) we use (σ−i , σi∗ ) to denote (σ1 , σ2∗ ) when
i = 2 and (σ1∗ , σ2 ) when i = 1.

4.4.3

Structure of a game

The structure of a game is as follows.
• In rounds j ∈ [m − 1] the player takes turn making a move. In round j = 1 it is Pb
who moves. Let P : [m − 1] → {P1 , P2 } denote the corresponding player function, where
P(j) = Pb iff j is odd.
• For rounds j ∈ [m − 1] the action space of P(j) is S (j) . We call S (j) the message space.
• In round j = m the action space of each Pi is Ai .
• We call R(j) the randomizer space of round j.
(<j)

• We define spaces Si
round j.
(<j)

• If j = 1, then Si

(<j)

, where Si

is the recall space of Pi about rounds earlier than

= Si .
(<j)

• If 1 < j ≤ m and P(j − 1) = Pi , then Si
S (j−1) .

(<j−1)

= Si

(<j)

× R(j−1) and S−i

(<j−1)

= S−i

×
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• If 1 ≤ j < m and P(j) = Pi , then Σ(j) is the set of possible strategies of player i in that
(<j)
round. It is a subset of the functions with functionality Ti × Si
× R(j) → S (j) . For
(j)
(j)
notational convenience, we let Σi = Σ(j) and Σ−i = {>} when P(j) = Pi and j < m.
(m)

• If j = m, then Σi is the set of possible strategies of player i in the last round. It is a
(<m)
(m)
subset of the functions with functionality Ti × Si
× Ri → Ai .

4.4.4

Structure of a strategy
(j)

We let Σi = ×m
j=1 Σi

(j)

(j)

and Σ = Σ1 × Σ2 . We let Σ(j) = Σ1 × Σ2 . Note that for j < m and
(j)

Pi = P(j), we have that Σ(j) and Σi essentially are identical. A strategy profile for a game is
(1)
(m−1)
(m)
(j)
an element (σ1 , σ2 ) ∈ Σ1 × Σ2 , i.e., σi = (σi , . . . , σi
, σi ) ∈ ×m
j=1 Σi . The outcome of
the game is defined via letting each player follow its strategy. In more detail:
• A round j ∈ [m−1] where Pi = P(j) and a strategy σ (j) ∈ Σ(j) defines a randomized round
(j)
(<j)
(<j)
(<j+1)
(<j+1)
function RndΓ,σ(j) : T1 × S1 × T2 × S2
→ T1 × S1
× T2 × S2
, as follows: Let
(<j)

(<j)

(j)

(<j)

(m)

(m)

(j)

the input be (t1 , s1 , t2 , s2 ). It first computes s(j) ← σi (ti , si , ri ) for a uniformly
(j)
(j)
(<j+1)
(<j)
(<j+1)
(<j) (j)
random ri ∈ Ri . Then it lets s−i
= (s−i , s(j) ) and si
= (si , ri ), and
(<j+1)

outputs (t1 , s1

(<j+1)

, t2 , s2

).
(m)

(m)

• A round m and a strategy profile σ (m) = (σ1 , σ2 ) ∈ Σ1 ×Σ2 defines a randomized
(m)
(<m)
(<m)
round function RndΓ,σ(m) : T1 × S1
× T2 × S2
→ A1 × A2 , as follows: Let the input
(<m)

(<m)

(m)

(<m)

(m)

(m)

(<m)

be (t1 , s1
, t2 , s2
). It computes a1 ← σ1 (s1
, r2 ) and a2 ← σ2 (s2
(m)
(m)
for uniformly random ri ∈ Ri , and outputs (a1 , a2 ).

(m)

, r1 )

• For a strategy profile (σ1 , σ2 ) ∈ Σ1 × Σ2 , we define a randomized function PlayΓ,σ :
T1 × S1 × T2 × S2 → A1 × A2 given by
(m)

(2)

(1)

PlayΓ,σ (·) = RndΓ,σ(m) ◦ · · · ◦ RndΓ,σ(2) ◦ RndΓ,σ(1) .

4.4.5

Playing a Game

A common prior C for a game is a distribution on T1 ×S1 ×T2 ×S2 . We use ∆[T1 ×S1 ×T2 ×S2 ]
to denote the set of such distributions. To have a fully specified play of a game we need to
specify the common prior. We call the actions (a1 , a2 ) played in the last round the outcome of
the game, and we define further properties of the game via the expected utility of the players
given the outcome.
Definition 4.4 (Expected Utility). Let Γ be a CTSM game, let σ be a strategy profile for Γ, and
let C be a common prior for Γ. We use PlayΓ,σ (C) to denote the random variable described as
follows: sample (t1 , s1 , t2 , s2 ) ← C, sample (a1 , a2 ) ← PlayΓ,σ (t1 , s1 , t2 , s2 ) and output (a1 , a2 ).
For fixed Γ and C and for i = 1, 2 we define a utility function ui : Σ → R, by letting ui (σ) be
the expected value of ui in (u1 , u2 ) = u(t1 , a1 , t2 , a2 ) when (a1 , a2 ) ← PlayΓ,σ (t1 , s1 , t2 , s2 ) and
(t1 , s1 , t2 , s2 ) ← C. When we need to make the game and the common prior explicit we write
ui (σ, Γ, C).
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For later use we will need a notion of conditioned utility, i.e., expected utility given that
some event happens. For our purpose an event (at round j) will be a set of possible configu(<j)
(<j)
rations of the protocol, i.e., a subset E ⊂ T1 × S1
× T2 × S2 . Conditioned utility is just
the expected utility given that the event occurs.
Definition 4.5 (View). For a game Γ, a strategy σ and a common prior C, let view(σ, Γ, C) de(<m)
(<m)
note the random variable described as follows: sample (t1 , s1 , t2 , s2 ) ← C, sample (t1 , s1
, t2 , s2
)←
(m−1)
(2)
(1)
(m)
(<m)
(<m)
RndΓ,σ(m) (· · · RndΓ,σ(2) (RndΓ,σ(1) (t1 , s1 , t2 , s2 )) · · · ), sample (a1 , a2 ) ← RndΓ,σ(m) (t1 , s1
, t2 , s2
),
(<m)

and output (t1 , s1

(<m)

, a1 , t2 , s2

, a2 ).

Definition 4.6 (Conditional Utility). Let Γ be a game, let σ be a strategy for Γ and let C
be a common prior for Γ. An event in Γ is a subset E ⊂ T1 × S1<m × A1 × T2 × S2<m ×
A2 . For fixed Γ and C and for i = 1, 2 we define a conditional utility function ui ∧ E :
Σ → R, by letting ui (σ ∧ E) be the expected value of ui in (u1 , u2 ) = αu(a1 , t2 , a2 , t2 ) when
(<m)
(<m)
(<m)
(<m)
(t1 , s1
, a1 , t2 , s2
, a2 ) ← view(σ, Γ, C) and conditioned on (t1 , s1
, a1 , t2 , s2
, a2 ) ∈ E,
(<m)
(<m)
where α = Pr[(t1 , s1
, a1 , t2 , s2
, a2 ) ∈ E]. If α = 0, then we let ui (σ|E) = 0. When we
need to make the game and the common prior explicit we write ui (σ, Γ, C ∧ E).

4.4.6

Nash Equilibrium

Definition 4.7 (-Nash Equilibium). Let Γ be a CTSM game and let C be a common prior
for Γ. Let  ∈ R. We say that σ ∈ Σ is an -NE for (Γ, C) if for both i = 1, 2 and all strategies
σi∗ ∈ Σi it holds that ui (σi∗ , σi−1 ) ≤ ui (σ) + . We use NE() (Γ, C) to denote the set of -NE
for (Γ, C).

4.4.7

Empty-Threat Freeness

We want to refine the notion of Nash equilibrium by requiring that one cannot use empty
threats for stability. The underlying assumption is that empty threats will be called if the other
player would gain from you not carrying through the threat, and hence a Nash equilibrium
with an empty threat would not be stable. Traditionally the notion of sub-game perfect
equilibrium has been used for ruling out empty threat, but it is too strong for this purpose
and is problematic to define in a computational setting. We therefore go for an explicit notion
of empty-threat freeness.
One cannot threaten in a 1-round simultaneous move game, as a threat is a future action
meant to deter a currently possible action of your opponent. The only reasonable notion of
“threat” in a 1-round simultaneous move game would be to threaten, prior to the game, that
you will play in a particular way, as to make your opponent respond optimally to your claimed
play. The actual play being simultaneous, your threat will, however, be empty if the resulting
two strategies are not in equilibrium: in the actual play you would deviate to your optimal
strategy instead, and your opponent knows this. We will therefore equate the empty-threat
free equilibria with Nash equilibria when we consider 1-round simultaneous move games.
Definition 4.8 (Empty-Threat Free). We say that σ ∈ Σ is an -ETFE for 1-round CTSM
game Γ and common prior C for Γ if σ is an -NE for (Γ, C). We use ETFE() (Γ, C) =
NE (Γ, C) to denote the set of -ETFE for (Γ, C).
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To handle games with several rounds, we first define a notion of sub-game, where the first
cheap talk rounds are swallowed by the common prior. Namely, if two players reach some
internal round in a game, they still have the same types and they did not yet pick actions for
the simultaneous move game. I.e., they are essentially in a CTSM game—only their signals
are changed by prior messages. Then we recursively define what an empty threat is and then
what empty-threat freeness is.
Definition 4.9 (Sub-Game). For an m-round CTSM game Γ with m > 1, define an m̄-round
(<2)
(j)
game Γ(≥2) = Γ̄, where m̄ = m − 1, T̄i = Ti , Āi = Ai , ū = u, S̄i = Si , b̄ = 3 − b, R̄i =
(j+1)
(j)
(j+1)
(j)
(j+1)
Ri
, and S̄i = Si
, and Σ̄i = Σi
. In general, for ρ ≥ 3, let Γ(≥ρ) = (Γ(≥ρ−1) )≥2 .
Definition 4.10 (Sub-Strategy). For an m-round strategy profile σ for an m-round CTSM
game with m > ρ, let σ (≥ρ) = (σ (ρ) , . . . , σ (m) ).
Note that if σ is a strategy profile for Γ, then σ (≥2) is a strategy profile for Γ(≥2) .
Definition 4.11 (Sub-Common Prior). For an m-round CTSM game Γ with m > 1, a common
(1)
prior C ∈ ∆[T1 × S1 × T2 × S2 ] and a round function R = RΓ,σ(1) : T1 × S1 × T2 × S1 →
(<2)

T1 × S1

(<2)

× T2 × S2

(<2)

(1)

for the first round, let σ (1) (C) = RΓ,σ(1) (C) be the common prior from

(<2)

(<2)

(<2)

∆[T1 ×S1 ×T2 ×S2 ] given by sampling (t1 , s1 , t2 , s2 ) ← C, sampling (t1 , s1 , t2 , s2 ) ←
(<2)
(<2)
R(t1 , s1 , t2 , s2 ) and outputting (t1 , s1 , t2 , s2 ). In general, let σ (≤1) = σ (1) and for ρ > 1,
let σ (≤ρ) (C) = σ ρ (σ ≤ρ−1 (C)).
Definition 4.12 (Conditional Common Prior). For a common prior C ∈ ∆[T1 × S1 × T2 × S2 ]
and an event E ⊆ T1 × S1 × T2 × S2 we use α = Pr[E|C] to denote the probability that C ∈ E
and if α > 0 we use C|E to denote the distribution of C given E.
Note the if C is a common prior for Γ and σ is a strategy profile for Γ, then σ (1) (C) is a
common prior for Γ(≥2) .
We now discuss and motivate the upcoming formal definition of empty threat. For our
purpose an empty threat posed by me in a Nash equilibrium is a part of my future strategy
which I do not currently play in the Nash equilibrium and which I would not play should you
call my bluff by deviating in a way making the threatening strategy active. Basically, you
would demonstrate the existence of such a future empty threat posed by me by demonstrating
a deviation by you which would make me deviate from playing the supposedly empty threat.
We will use this as a definition by saying that an empty threat exists iff you can come up
with such a constructive demonstration that it exists. In [48] the definition for games with
imperfect information is only hinted. It is suggested that it would be reasonable to require
that the deviation used to demonstrate the existence of a future empty threat be observable
by the other party such that the strategic response can be done on basis of observing your
deviation. This appears reasonable, but is rather cumbersome to define. And, it turns out that
an essentially equivalent and much simpler definition can be given. We will only require that
a demonstrating deviation only is allowed to generate a strategic response when it actually
occurs happens, i.e., I’m not allowed to react to a possibly unobservable deviation in a way
which would make we change strategy even when it did not occur. These definitions are
almost equivalent in our settings: in a communication protocol I can always choose to send
you a single extra bit whenever I do my deviation, and have you react only when you see this
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bit. The sending of the bit would be a deviation in it self, so you would act according to our
definition, and the bit would at the same time make the deviation observable by the other
party as suggested by [48].
The above definition still requires some qualification though. Consider the case where you
make me deviate from playing the supposedly empty threat by posing a yet more future empty
threat punishing me if and when I play my supposedly empty threat. This would not be a
credible demonstration, as I could conceivably in turn call your bluff instead of abstaining from
executing my threat. We therefore require that your demonstration that I will abstain from
the threat leads to en empty-threat free future play, which is why we need to do a recursive
definition.
Another qualification is that a deviation which makes me abstain from my threat, but
which does not at the same time result in you receiving a larger expected utility does not
demonstrate that I posed an empty threat. Yes, your deviation made me not execute the
threat, but the threat did not serve to prevent you from this particular deviation, as you have
no incentive for this deviation.
All in all, a credible demonstration that I’m posing an empty threat on you would therefore
be a deviation by you which has the property that it leads to an empty-threat free future
play in which you have higher utility. This is not a full definition if your deviation could
lead to distinct empty-threat free continuations in which you have different expected utilities.
Following Gradwohl et al. [48] we require that you have higher expected utility in all emptythreat free continuations which can result from your deviation. Think of this as allowing me
to respond strategically to your deviation by picking an empty-threat free punishment if one
exists. This seems reasonable, as the whole setting of avoiding empty threats assumes that I
will respond strategically to your deviations by possibly modifying my future play. Note that
a consequence of this definition is that a seemingly empty threat is not considered empty if
there exists a credible threat with the same effect: If I have two buttons, one which blows us
both up, and one which only blows up you, with no cost to me, then a threat that I blow us
both up if you do not pay me a dollar is not an empty threat, as the play where I blow up only
you has the same effect.
(j)

(j)

(<j)

Definition 4.13. Let σi , δi : Ti × Si
× R(j) → S (j) be strategies for player i for round j
(<j)
(j)
and let E ⊆ Ti × Si
× R(j) be an event observable by player i in round j. We say that σi
(j)
(j)
(j)
(j)
(j)
and δi play identically given E if σi (e) = δi (e) for all e ∈ E. We write σi =E δi .
Definition 4.14 (Empty-Threat Free). We say player 1 is facing a first round -empty threat in
an m-round CTSM game setting (Γ, C, σ) if there exists an event E for player 1 for round 1 and
(1)∗
(1)
(1)∗
(1)
(1)∗
(1)
a deviation σ1 ∈ Σ1 , σ1 =Ē σ1 such that for all σ̃ ∈ ETFE (Γ(≥2) , (σ1 , σ2 )(C)|E ),
i.e., in the ETF plays in the sub-game where E occured, it holds that player 1 gets at least 
more than when E occurs in σ, both of them weighed by the probability that E actually occurs.
Formally, let
(1)∗

FET1 (Γ, C) = {σ ∈ Σ(Γ)|∃E, σ1

(1)

(1)∗

∈ Σ1 (Γ) : σ1

(1)

=Ē σ1 ∧

∀σ̃ ∈ ETFE (Γ(≥2) , σ (1)∗ (C)|E ) :
Pr[E|σ (1)∗ (C)]u1 (σ̃, Γ(≥2) , σ (1)∗ (C)|E ) > u1 (σ, Γ, C ∧ E) +  ,
(1)∗

where σ (1)∗ = (σ1

(1)

, σ2 )} .
(4.1)
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We define that player 2 is facing a first round -empty threat symmetrically, and we let
FET2 (Γ, C) denote the strategies where player 2 faces a first round -empty threat. We say
that (Γ, C, σ) is an -first-round-empty-threat free Nash equilibrium if it is a Nash equilibrium
and it is not the case that a player is facing a first round -empty threat. Let
FETF (Γ, C) = Σ(Γ) \ (FET1 (Γ, C) ∪ FET2 (Γ, C)) ,

(4.2)

FETFE (Γ, C) = FETF (Γ, C) ∩ NE (Γ, C) .

We say that (Γ, C, σ) is an -empty-threat free Nash equilibrium if it is empty-threat free in all
rounds, i.e., if all sub-games are empty-threat free in their first round. For m > 2, let
σ ∈ ETFE (Γ, C) ≡ σ ∈ FETFE (Γ, C) ∧ σ (≥2) ∈ ETFE (Γ(≥2) , σ (1) (C)) .

(4.3)

Notice that since we define ETFE for m-round games via ETFE for (m − 1)-round games
and we have 1-round games as basis, our notion is indeed well-defined.
It is instructive to compare the notions ETFE and Nash equilibrium. In a Nash equilibrium,
a player will not have incentive to deviate, assuming the other player keeps playing according
to the Nash equilibrium. In an ETFE, a player can have no incentive to deviate, even if he
believes that the other party will respond strategically to his deviation.

4.4.8

Computational Version

We want to consider games playable by computers and therefore set the messagess and randomizers to be bit strings. To allow the use of cryptography, we introduce a security parameter
κ, and we allow that the strategies depend on κ. We need to restrict the players to efficient
strategies, i.e., the running time of (implementing) the strategies should be polynomial in κ.
Formally we capture this by restricting the strategy space to strategies which are efficient.
A polynomial family of CTSM games is a tuple
Γ = hT1 , T2 , A1 , A2 , u : T1 × T2 × A1 × A2 → R2 , m : N → N, b ∈ {1, 2}, c : N → Ni ,
where m and c are monotonously increasing and bounded by a polynomial. For a specific value
κ ∈ N of the security parameter, the family defines a CTSM game
Γ(κ) = hT1 , T2 ,A1 , A2 , u, S1 , S2 , m(κ), b,
(m)

(m)

(m)

(m)

{R(j) , S (j) , Σ(j) }j∈[m−1] , R1 , Σ1 , R2 , Σ2 i ,
(m)

(m)

(m)

(m)

where S1 = S2 = R(j) = S (j) = R1 = R2 = {0, 1}∗ and Σ(j) , Σ1 and Σ2 are the subsets
of strategies which are computable in complexity c(κ). We here fix the complexity measure to
be that the given function can be computed by a Boolean circuit of size c(κ), but the definition
readily applies to other complexity measures.
Definition 4.15. We use Σ to denote the function which maps κ ∈ N to the strategy space of
Γ(κ). I.e., Σ(κ) is the strategy space of Γ(κ). A family of strategies for Γ is function σ on N,
where σ(κ) ∈ Σ(κ).
Definition 4.16. An efficient common prior for (T1 , T2 ) is a family of common priors C :
N → ∆[T1 × {0, 1}∗ × T2 × {0, 1}∗ ], which can be sampled in non-uniform polynomial time. An
efficient common prior for a game Γ is an efficient common prior for the type space (T1 , T2 )
of Γ.
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Definition 4.17. Let Γ be a polynomial family of CTSM games, let σ be a strategy for Γ and
let C be an efficient common prior for Γ. Let  : N → R. We say that σ is an -ETFE for Γ
and C if it holds for all κ that σ(κ) is an (κ)-ETFE for Γ(κ) and C(κ).
It is customary in cryptography to require that the complexity of a proposed protocol must
be some fixed polynomial, but that it should tolerate attacks which can be implemented in any
polynomial complexity. To lift our definition to this setting we need to be able to see a strategy
for a given complexity restriction also as a strategy for a more liberal complexity restriction.
At the same time we will also consider a strategy as a strategy for a game where more rounds
are allowed. The reason is that we do not want the stability of a strategy to depend too
strongly on the exact number of rounds available. As an example, a protocol which is stable
if there are exactly 12 rounds of cheap talk available, but not if 13 rounds of cheap talk are
available, would probably not be stable in practice, where there is no small a priori bound on
the number of rounds of communication possible, even if an exogenous deadline for the game
is given.
Definition 4.18. Let Γ = hT1 , T2 , A1 , A2 , u, m, b, ci be a polynomial family of CTSM games.
We call Γ0 = hT1 , T2 , A1 , A2 , u, m0 , b, c0 i an extension of Γ, and write Γ0 ≥ Γ, if m0 (κ) ≥ m(κ)
and c0 (κ) ≥ c(κ) for all κ. Given a strategy σ ∈ Σ(Γ), we can consider it as a strategy
σ 0 ∈ Σ(Γ0 ) which computes the action ai after round m(κ) and then just sends the empty
string in the extra rounds and ignores the messagess from the other party in the extra rounds.
(j)
More formally, we have that σi0 (j) (κ) = σi (κ) for i = 1, 2 and j = 1, . . . , m(κ) − 1. For
the extra rounds j = m(κ), . . . , m0 (κ) − 1 where P(j) = Pi , the strategy σi0 (j) (κ) simply sends
0
(m)
(m)
the empty string . In the final round σi0 (m ) (κ) plays as σi (κ), using as input to σi (κ)
0
(<m0 )
(m)
(<m)
only the recall of the rounds < m, i.e., (σi0 (m ) (κ))(·, si
, ·) = (σi (κ))(·, si
, ·), where
(<m0 )
(1)
(m−1) (m)
(m0 −1)
(<m)
(1)
(m−1)
si
= (si , . . . , si
, si , . . . , si
) and si
= (si , . . . , si
).
We think of computational CTSM game as a polynomial family of games where the exact
complexity are left open, only requiring them to be polynomials. All we need to specify is who
speaks first.
Definition 4.19 (Computational Game). A computational CTSM game is a tuple
Γ = hT1 , T2 , A1 , A2 , u : T1 × T2 × A1 × A2 → R2 , b ∈ {1, 2}i .
Definition 4.20 (Computational ETFE). Let Γ = hT1 , T2 , A1 , A2 , u, bi be a computational
CTSM game. Let C be a efficient common prior for Γ. We say that σ is a computational
ETFE for Γ and C if there exist c and m and negligible  such that σ is an -ETFE for the
polynomial family of games Γ = hT1 , T2 , A1 , A2 , u, m, b, ci and C and for all Γ0 ≥ Γ there exist
a negligible 0 such that σ is an 0 -ETFE for Γ0 . We write σ ∈ CETFE(Γ, C).

4.4.9

Finite, Type-Free Games

We define a class of CTSM games, which we call finite, type-free CTSM (FTFCTSM) games.
These are just games where the parties have no types and where they have a finite set of
actions in the simultaneous move games. Such a game is specified by Γ = hA1 , A2 , u, bi with
|A1 |, |A2 | ∈ N, and specifies the computational CTSM game Γ = hT∅ , T∅ , A1 , A2 , u, bi, where
T∅ = {>}. To study such games we can restrict our study to b = 0, as we can always transpose
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the utility function, so a FTFCTSM is given by just the strategic game Γ = hA1 , A2 , ui. The
only difference is that it specifies an extensive-form game where some cheap talk is included
before the simultaneous move game is played.

4.5

Some Relations to Traditional Game Theory

In this section we prove some relations to traditional game theory. We will prove that in
a computational cheap talk game with no communication and no common prior, the notion
of computational Nash equilibrium is very closely related to the traditional notion of Nash
equilibrium, in that a computational Nash equilibrium must be negligibly close to a Nash
equilibrium in terms of statistical distance on the distribution of the play. We also show that
in a computational cheap talk game with no communication and an unrestricted common
prior, a computational Nash equilibrium lies negligibly close to a correlated equilibrium. The
intuition is that the common prior is the mediator mechanism of the correlated equilibrium.
Finally, we show that in a computational cheap talk game with no communication and a
common prior which only contains common information, a computational Nash equilibrium
lies negligibly close to a CHNE. All of these results are used in later sections, but are factored
out here as their share a lot of details in their proofs.
Recall the traditional notions of Nash equilibrium, correlated equilibrium and CHNE defined in Chapter 2. We define similar notions for families of games and a slack parameter. We
require that this slack parameter goes to 0.
Definition 4.21 (Correlated Equilibrium). An -correlated equilibrium for a strategic game
hA1 , A2 , ui with utility profile (v1 , v2 ) is a probability distribution γ on A1 × A2 where U (γ) =
P
(v1 , v2 ) and where i ∈ {1, 2} and for every ai , a∗i ∈ Ai it holds that a−i ∈A−i γ(ai , a−i )ui (a∗i , a−i ) ≤
P
a−i ∈A−i γ(ai , a−i )ui (ai , a−i ) + . A correlated equilibrium for hA1 , A2 , ui is a 0-CE.
Definition 4.22 (Nash Equilibrium). An (-)NE σ for a strategic game hA1 , A2 , ui with utility
profile (v1 , v2 ) is a (-)CE σ, where σ is a product distribution on A1 × A2 .
Definition 4.23 (Convex Hull Nash Equilibrium). A (-)CHNE γ for a strategic game hA1 , A2 , ui
with utility profile (v1 , v2 ) is a (-)CE γ, where γ is a convex combination of (-)NE.
Definition 4.24 ((, δ)-CE). An (, δ)-CE for a strategic game hA1 , A2 , ui with utility profile
(v1 , v2 ) is an infinite sequence {γκ }∞
κ=1 such that each γκ is a probability distribution on A1 ×A2 ,
for all κ it holds that U (γκ ) is within distance δ(κ) from (v1 , v2 ) and that ∀i ∈ {1, 2}∀ai , a0i ∈ Ai
P
P
it holds that a−i ∈A−i γκ (ai , a−i )ui (ai , a−i ) ≥ a−i ∈A−i γκ (ai , a−i )ui (a0i , a−i ) − (κ).
Definition 4.25 ((, δ)-NE). An (, δ)-NE for a strategic game hA1 , A2 , ui with utility profile
(v1 , v2 ) is an (, δ)-CE for hA1 , A2 , ui with utility profile (v1 , v2 ), where each γκ is a product
distribution.
Definition 4.26 ((, δ)-CHNE). An (, δ)-CHNE for a strategic game hA1 , A2 , ui with utility
profile (v1 , v2 ) is an (, δ)-CE for hA1 , A2 , ui with utility profile (v1 , v2 ), where each γκ is a
convex combination of product distributions.
Notice an important difference between the definition of -CHNE and (, δ)-CHNE: we
require that a -CHNE is a convex combination of -NE, and we only require that a (, δ)CHNE is a convex combination of product distributions, which is potentially much weaker.
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For proof purposes it turn out that it is convenient to have a notion even stronger than the
two above.
Definition 4.27 ((, δ)-near CHNE). An (, δ)-near CHNE for a strategic game hA1 , A2 , ui
with utility profile (v1 , v2 ) is an (, δ)-CE for hA1 , A2 , ui with utility profile (v1 , v2 ), where each
γκ is a convex combination of strategies which have statistical distance at most  to a Nash
equilibrium, i.e., there exists a set Sκ , a probability distribution pκ on Sκ and -NEs σκ (s) such
that
γκ =

X

pκ (s)σκ (s) .

s∈Sκ

Lemma 4.4. If A1 and A2 are finite, then, if there exists an (, δ)-CE, (, δ)-NE, or (, δ)CHNE for Γ = hA1 , A2 , ui with utility profile (v1 , v2 ), where limκ→∞ (κ) = limκ→∞ δ(κ) = 0,
then there also exists a correlated equilibrium, Nash equilibrium, or CHNE, respectively, for
hA1 , A2 , ui with utility profile (v1 , v2 ).
Proof. We first show it for correlated equilibrium. We have an infinite sequence γ1 , . . . , γκ , . . .,
each a probability distribution on A1 ×A2 . Since the set of probability distributions on A1 ×A2
form a compact space, any infinite sequence in the set contains a convergent sub-sequence,
converging to a point in the set. Let λ1 , . . . , λκ , . . . denote this sub-sequence. It is easy to
see that λ1 , . . . , λκ , . . . is again an (0 , δ 0 )-CE for hA1 , A2 , ui with utility profile (v1 , v2 ) for 0
and δ 0 such that limκ→∞ 0 (κ) = limκ→∞ δ 0 (κ) = 0. Let λ be the probability distribution on
A1 × A2 to which λ1 , . . . , λκ , . . . converge. It is easy to see that λ is a correlated equilibrium for
hA1 , A2 , ui with utility profile (v1 , v2 ): it is certain a distribution on A1 × A2 , and the utility
of any switch from ai to a0i will go to 0, so the utility of any switch from ai to a0i in λ will be 0.
The proof for Nash equilibrium goes as above. All that has to be checked is that if a
sequence of product distributions converge, then it converge to a product distribution. This
can be seen by looking at the distance from the points in the sequence to the space of product
distributions. It is always 0. This will therefore be true also at the limit. Since the space of
product distributions is closed, it follows that the limit point is a product distribution.
The proof for CHNE goes like above, but there are some extra complications. We first
show the result for (, δ)-near CHNE and then reduce to this case.
Claim 4.2. Assume that there exists an (, δ)-near CHNE γ with utility profile (v1 , v2 ), with
limκ→∞ (κ) = limκ→∞ δ(κ) = 0. Then there also exists a CHNE for hA1 , A2 , ui with utility
profile (v1 , v2 ).
As above, we can without loss of generality assume that γ actually converges to some
correlated equilibrium H with utility profile (v1 , v2 ), otherwise use compactness to pick an
infinite sub-sequence with this property. What remains is to show that H is a CHNE, i.e., a
convex combination of Nash equilibria. Since γ converges to H we know there exists α such
that limκ→∞ α(κ) = 0 and such that the statistical distance from H to γκ is at most α(κ). We
use this later, but first have to derive another distance bound.
By definition, we have that each σκ (s) can be written as σκ (s) = (1−(κ))Nκ (s)+(κ)Aκ (s),
where Nκ (s) is a Nash equilibrium and where Aκ (s) is some arbitrary strategy profile and where
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 goes to 0. Hence
γκ =

X

pκ (s)σκ (s)

s

=

X

pκ (s)((1 − (κ))Nκ (s) + (κ)Aκ (s))

s

= (1 − (κ))

X

pκ (s)Nκ (s) + (κ)

s

X

pκ (s)Aκ (s) .

s

P

By definition s pκ (s)Nκ (s) is a CHNE, so the statistical distance from γκ to the space of
CHNE is at most (κ).
By combining the above two bounds, we get that the statistical distance from H to the
space of CHNE is at most (α +)(κ). Since limκ→∞ (α +)(κ) = 0, it follows that the statistical
distance from H to the space of CHNE is 0. Since CHNE is a closed space, it follows that H
is a CHNE.
We can then conclude the proof by showing the following:
Claim 4.3. If there exists an (, δ)-CHNE γ with utility profile (v1 , v2 ) and limκ→∞ (κ) =
limκ→∞ δ(κ) = 0. Then there exists an (ν, ψ)-near CHNE γ with utility profile (v1 , v2 ) and
limκ→∞ ν(κ) = limκ→∞ ψ(κ) = 0.
As above, we can without loss of generality assume that γ actually converges to some
correlated equilibrium H with utility profile (v1 , v2 ). By assumption we have that each γκ is a
convex combination of product distributions, i.e.,
γκ =

X

p(s)σκ (s)

s∈Sκ

for some set Sκ and some probability distribution p on Sκ and each σκ (s) being a product distribution. What we need is that each σκ (s) is actually statistically close to a Nash equilibrium.
This is not always the case, but it turns out we can massage γ to get this property without
changing the utility profile. We first get rid of every σκ (s) which is not 0 -NE for some some
0 . Then we use that being 0 -NE means that you are close to a Nash equilibrium, when 0 gets
small enough.
Define
which σκ (s)
p the bad subset Bκ ⊂ Sκ to be the s ∈ Sκ forpwhich p(s) > 0 and forp
is not a (κ)-NE. It is
easy
to
see
that
Pr[s
∈
B
]
≤
(κ),
as
Pr[s
∈
B
]
>
(κ) would
κ
κ
p
p
imply that γκ is not a (κ) (κ)-NE, a contradiction. So, if we define Dκ to be γκ , where
we let Dκ (s) = σκ (s) for s 6∈ Bκ and Dκ (s) = N for s ∈ B
pκ , for some fixed Nash equilibrium
N of Γ, then each Dκ has statistical distance at most (κ) to γκ . Hence D is a (φ, ψ)√
√
CHNE for Γ = hA1 , A2 , ui with utility profile (v1 , v2 ), for φ = , ψ = δ + 2c , where c =
maxi=1,2;(a1 ,a2 )∈A1 ×A2 |ui (a1 , a2 )| is a constant. Note that limκ→∞ φ(κ) = limκ→∞ ψ(κ) = 0.
Furthermore, D has the extra property that Dκ (s) is a φ(κ)-NE for all s and all large enough
κ.
Now note that if for all ν > 0, there exists φ > 0 such that if a strategy profile E is
a φ-NE for Γ, then the statistical distance from E to the nearest Nash equilibrium is at
most ν, then D is a (ν, ψ)-near CHNE for Γ = hA1 , A2 , ui with utility profile (v1 , v2 ) with
limκ→∞ ν(κ) = limκ→∞ ψ(κ) = 0, which would mean we would be done with the proof.
Our claim has the form ∀ν > 0∃φ > 0∀E(E 6∈ φ- NE(Γ) ∨ E ∈ Nν (NE(Γ))), where
Nν (NE(Γ)) is the strategy profiles with statistical distance at most ν to a Nash equilibrium.
The negation is therefore equivalent to ∃ν > 0∀φ > 0∃E(E ∈ φ- NE(Γ) ∧ E 6∈ Nν (NE(Γ))).
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Now pick the ν > 0 given by this formula and for i = 1, 2, 3, . . . pick some Ei given by this
formula at φ = 1/i, i.e., Ei ∈ φ- NE(Γ) and Ei 6∈ Nν (NE(Γ))). It follows that E = {Eκ } does
not converge to a Nash equilibrium, as the points keep having distance ν from the space of
Nash equilibria. Yet, E = {Eκ } is an φ-NE for φ(κ) = 1/κ, which clearly goes to 0, so we
know via above arguments that E converges to a Nash equilibrium, a contradiction.
We then relate to computational cheap talk games. Let hA1 , A2 , ui be a finite strategic
game and let Γ be the corresponding cheap talk game. We call a strategy σ for Γ silent if both
parties send the empty string in all rounds at all security levels. We call a common prior C∅
for Γ empty if it always outputs (>, , >, ), where  denotes the empty string. We say that a
common prior Ccom for Γ is common information if it always outputs the same to both parties,
i.e., it is a probability distribution over strings (>, s, >, s).
Theorem 4.2. Let hA1 , A2 , ui be a finite strategic game and let Γ be the corresponding cheap
talk game. If there exist a common prior C for Γ and a silent strategy σ for (Γ, C) such that σ
is a computational Nash equilibrium for (Γ, C) and has utility profile (v1 , v2 ), then there exist a
correlated equilibrium γ for hA1 , A2 , ui with utility profile (v1 , v2 ). Furthermore, if C is empty,
then γ is a Nash equilibrium, if C is common information, then γ is a CHNE, and if a player
has an open signal, then γ is a OSCE.
Proof. In general, it is easy to check that when σ is a computational Nash equilibrium for
(Γ, C), then the sequence {PlayΓ,σ(κ)(C(κ)) }∞
κ=1 of distributions on A1 × A2 is an (, δ)-CE for
hA1 , A2 , ui for negligible  and δ. If it was not, there would be a deviation for one of the parties,
which would give non-negligible utility. This deviation could also be used in the computational
cheap talk game, to get the same non-negligible utility, a contradiction. We can therefore use
Lemma 4.4 to get the result for correlated equilibrium. To get the result for Nash equilibrium,
all we have to check is that each element PlayΓ,σ(κ)(C(κ)) is a product distribution, which is
easy when σ is silent and C(κ) is empty. To get the result for CHNE, all we have to show is
that each element PlayΓ,σ(κ)(C(κ)) is a convex combination of product distributions, which is
trivial when σ is silent and C(κ) is common information.

4.6

NE-punishable CE versus Empty-threat free NE

We can now formally relate NE-punishable correlated equilibrium and empty-threat free computational NE.
Theorem 4.3. Let Γ = hA1 , A2 , ui be a strategic game and let Γ̃ be the corresponding CTSM
game. If there exists a strategy profile σ, a computational ETFE of Γ̃ with utility profile
(v1 , v2 ), then there exists a NE-punishable correlated equilibrium γ for Γ achieving the same
utility profile (v1 , v2 ).
The theorem is proven in Section 4.6.1. Here we provide a sketch of the proof. Consider any
computational ETFE σ of Γ̃. Remember that σ is a family of strategies, and the utility profile
of the members of the family need not converge to a fixed utility profile. However, we assume in
the premise of the theorem that it does converge, to some (v1 , v2 ). In the same vain, the action
profiles of the members need not converge. However, the distribution of the action profile of
all the strategies, i.e., the probability distribution over which actions (a1 , a2 ) ∈ A1 × A2 they
make the players play, belong to a fixed compact space as we consider finite games Γ. Hence
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we can pick an infinite sub-sequence which converges to some probability distribution γ on
A1 × A2 . It is possible to show that γ is a correlated equilibrium. Namely, in the games of the
convergent sub-sequence, the incentive to deviate given any particular action is converging to
0, as σ in particular is an -NE for a negligible . This means that the incentive to deviate in
the limit point γ is 0, by compactness. For the same reason γ has utility profile (v1 , v2 ). We
now assume that γ is not NE punishable, and use this to show that σ is not empty threat free,
which proves the theorem by contradiction.
If γ is not NE-punishable, then there exist i ∈ {1, 2} and an action ai ∈ Ai such that
ai occurs with non-zero probability and such that Ui (γ|ai ) < Ui (σi∗ ), where σi∗ is the worst
NE for player i and Ui (γ|ai ) is the expected utility of player i when playing γ given that the
recommendation is ai .
To prove that σ is not a computational ETFE we must pick a strategy space with enough
rounds to run σ, or more rounds, and show that σ is not an -ETFE in this strategy space for
any negligible . This in turn means that we must give an event D observable by P2 (assume
w.l.o.g. that i = 2) and a deviation for P2 in the face of D for which he gets noticeably better
expected utility in all ETF plays in the sub-game defined by D occurring.
As for the strategy space, pick the one which after the run of σ leaves at least one extra
round of communication and where it is player 2 who sends a message in the last round of the
strategy space. As the event D, pick the event that the output of running σ2 is the bad action
ai for which Ui (γ|ai ) < Ui (σi∗ ) and that κ is among the values in the infinite sub-sequence
which converges to γ. As for the deviation, let player 2 play exactly as in σ2 , except that if D
occurs, then player 2 does not play ai . Instead, it waits until the last communication round
where it sends its entire view of the protocol to player 1. Then player 2 picks an action a∗2
according to σ2∗ , and plays a∗2 . To show that σ is not a computational ETFE, it is now sufficient
to show that in all ETF continuations after the last communication round, in the sub-game
defined by D occurring, player 2 gets noticeably better expected utility than by playing σ.
If this is not the case, then there exists an ETF continuation σ̃ after the last communication
round, in the sub-game defined by D occurring, such that player 2 gets utility close to what
he gets by playing σ when D occurs, which in turn is lower than what he gets by playing the
worst NE. It follows that the utility profile of σ̃ is not the utility profile of a CHNE. Namely,
a CHNE has a utility profile which is a convex combination of utility profiles for NE, so no
player can get less than in his worst NE.
To conclude the proof by contradiction it is now sufficient to prove that σ̃ is a CHNE.
Recall that σ̃ is played in the sub-game with a common prior C corresponding to the view of
the parties after D occurred. Since player 2 sends his entire view to player 1 when D occurs,
in the common prior C, player 1 can efficiently compute the signal of player 2. Denote the
signal of player i by si . We use that s2 = s(s1 ) for a fixed poly-time function s. If we give
unbounded computing time to player 1 and only give it the signal s2 , then it can re-sample a
random (s01 , s02 ) ← C with s(s01 ) = s2 and play according to σ1 (s01 ). This will lead to exactly
the same strategy, and the unbounded computing power of player 1 does not allow it better
deviations: since player 1 can efficiently compute s2 = s(s1 ) from s1 and since it knows the
code σ2 of player 2, it can use random runs of σ2 (s2 ) to sample the strategy profile of player 2
up to exponentially good precision in poly-time and and then in poly-time compute an optimal
response to this fixed and now known strategy. Hence the unbounded computing power can
at most give inverse exponentially more utility, which does not disturb the -NE. But then we
have an -NE where the players have a common signal s2 . It is possible to use compactness of
the strategy space to show that a sub-sequence of an -NE converges to a CHNE. The details
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are given in Section 4.6.1.
It is instructive to see how the above reveal your view deviation defeats some of the obvious
attempts at circumventing the impossibility result.
Consider first a relaxed version of NE-punishable, which we could call one-sided punishable,
where we only require that there exists i ∈ {1, 2} such that for every action ai ∈ Ai of player
i played with non-zero probability in γ it holds that Ui (γ|ai ) ≥ Ui (σi ), where σi is the worst
Nash equilibrium for i in Γ. Say i = 1 without loss of generality. Consider the protocol which
runs an unfair, active secure two-party computation where first player 1 learns a1 and then in
the following round player 2 learns a2 or learns that player 1 aborted. If player 1 aborts, then
player 2 punishes by playing the worst NE for player 1. It seems this should work as player 1
now has no incentive to deviate and player 2 cannot deviate as he learns his recommendation a2
last. However, this does not work! What player 2 will do if he receives a bad recommendation
a2 , i.e., one where U2 (γ|a2 ) < U2 (σ2 ), where σ2 is the worst Nash equilibrium for i in Γ, is to
send his entire view, including a2 to player 1, just before actions are to be played. Now that
player 1 has no uncertainty on the view of player 1, all stable ways for the two players to pick
their actions in the face of this deviation will give player 2 a payoff which is at least as good
as in σ2 .
Consider then the attempt to use gradual release to give a1 and a2 to the players, the
hope being that we can release a1 and a2 in a way such that when learning ai it is too late
to prevent the other party from learning a−i . Again, this is in vain, as the reveal your view
deviation is played after both a1 and a2 are fully revealed. For the same reason techniques for
fair computation between rational players will fail too, like the protocol in Groce and Katz [49].
We consider it very interesting future work to consider variations of empty-threat freeness
which prevent the reveal your view deviation, more specifically, can we give realistic models of
empty-threat freeness allowing to implement larger classes of correlated equilibria?

4.6.1

For any (ETF) computational NE, a (NE-punishable) CE

We have already proven in Theorem 4.2 that if the cheap talk game corresponding to hA1 , A2 , ui
has a computational NE with utility profile (v1 , v2 ), then the strategic game hA1 , A2 , ui has a
correlated equilibrium with utility profile (v1 , v2 ). We now give an analogue of Theorem 4.2
for ETF computational NE of cheap talk games and NE-punishable correlated equilibrium of
the underlying strategic game.
Theorem 4.3. Let Γ = hA1 , A2 , ui be a strategic game and let Γ̃ be the corresponding computational CTSM game. If there exists a strategy profile σ, a computational ETFE of Γ̃, with
utility profile (v1 , v2 ), then there exists a NE-punishable correlated equilibrium γ for Γ achieving
the same utility profile (v1 , v2 ).
Proof. Assume that the cheap talk game Γ̃ corresponding to Γ has a computational ETFE σ
with utility profile (v1 , v2 ). Then σ is in particular a computational NE, so we can get a correlated equilibrium γ for Γ constructed as in the proof of Theorem 4.2. It will clearly have utility
profile (v1 , v2 ), so it suffices to prove that this γ is a NE-punishable correlated equilibrium.
We assume that it is not, and use this to conclude that then σ is not a computational ETFE,
proving the theorem by contradiction.
If γ is not NE-punishable, then there exist i ∈ {1, 2} and an action a†i ∈ Ai played with nonzero probability such that Ui (γ|a†i ) < Ui (σi† ), where σi† is the worst NE for player i. Assume

4.6. NE-PUNISHABLE CE VERSUS EMPTY-THREAT FREE NE

63

without loss of generality that i = 2. By construction of γ there exists an infinite subset K ⊂ N
such that the distribution on A1 × A2 played by the sequence σκ for κ ∈ K converges to γ.
By Def. 4.20 it is sufficient for us to specify a strategy space Γ such that σ is not an -ETFE
for Γ for any negligible . Let Γ be any strategy space for σ such that there is at least one
empty round of communication and such that player 2 is the player to send the message in the
last round of the strategy space, and such that the size of the message is large enough that the
entire view of an execution of σ can be sent in one message. By Def. 4.14 it is sufficient to give
an event E and a deviation σ2∗ of player 2 in the face of E such that player 2 gets noticeably
more in all ETF plays in the sub-game defined by E occurring, when σ2∗ was played—we will
be more precise below. For now, let E be the event that the execution of σ makes σ2 output
the bad a†2 ∈ A2 for which U2 (γ|a†2 ) < U2 (σ2† ). Let σ2∗ be that player 2 after observing E waits
until the last round of the strategy space and then sends its entire view of the execution of σ
to player 1. We argue that these choices finish the proof of the theorem.
We have to show that for all negligible  it holds for all -ETF strategies σ̃ for the last
round of the strategy space, where actions are picked, that
Pr[E|C̃]u2 (σ̃, Γ(≥m) , C̃|E ) > u2 (σ, Γ(≥m−1) , C̄ ∧ E) +  ,
where C̄ = σ 1,...,m−2 (C) and C̃ = σ (m−1)∗ (C̄).
If this is not the case, then there exists a negligible  and an -ETF strategy σ̃ for the last
round of the strategy space such that
Pr[E|C̃]u2 (σ̃, Γ(≥m) , C̃|E ) ≤ u2 (σ, Γ(≥m−1) , C̄ ∧ E) +  .
Let α be the probability that the bad a†2 is played in γ. It is non-zero, or a†2 could not be
bad. This means that the probability that a†2 is played by σκ for κ ∈ K converges to α, in
particular, it will at some point remain over α/2 for all sufficiently large κ ∈ K. This gives us
that there exists negligible  and negligible 0 = /α such that
u2 (σ̃, Γ(≥m) , C̃|E ) ≤ u2 (σ, Γ(≥m−1) , C̄ ∧ E)/ Pr[E|C̃] + 0 .
We have that u2 (σ, Γ(≥m−1) , C̄ ∧ E)/ Pr[E|C̃] is the expected utility of player 2 given that
is played, which converges to U2 (γ|a†2 ) for κ ∈ K. From U2 (σ2† ) and U2 (γ|a†2 ) being constants
and U2 (γ|a†2 ) < U2 (σ2† ) it therefore follows that there exists a non-zero constant β, say β =
U2 (σ2† ) − U2 (γ|a†2 ), such that

a†2

u2 (σ̃, Γ(≥m) , C̃|E ) < U2 (σ2† ) − β ,
which means that player 2 is getting strictly less than in his worst NE. This clearly implies that
the utility profile (v1 , v2 ) = u(σ̃, Γ(≥m) , C̃|E ) is a Cryptomania utility profile, i.e., it cannot be
achieved by a CHNE. Namely, a CHNE has a utility profile which is a convex combination of
utility profiles for NE, so no player can get less than in his worst NE.
We then conclude the proof by showing that (u, Γ(≥m) , C̃|E ) implements a CHNE profile.
Notice that in the game (u, Γ(≥m) , C̃|E ) there is no communication, so by Def. 4.8 we get that
σ̃ is an -NE (for a negligible ) for this game, as we have assumed that σ̃ is an -ETFE for
this game. From Theorem 4.2 we then get that there exists a correlated equilibrium ψ for
(A1 , A2 , u) with utility profile (v1 , v2 ). We now conclude that ψ is a CHNE, from the fact
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that σ̃ implements ψ given the common prior C̃|E and no communication, where the crucial
property we use of C̃|E is that it is of the form that player 1 knows the signal of player 2.
We show that there exists a function ξ : N → R such that limκ→∞ ξ = 0 and that there
exists a common information common prior D such that there exists a ξ-NE for (u, Γ∞ , D)
with a utility profile ξ-close to ψ, where Γ∞ is Γ extended to allow both players unbounded
computing time. By the proof of Theorem 4.2, this show that ψ is a CHNE profile.6
The proof goes as follows. At this point, rename (u, Γ(≥m) , C̃|E ) to (u, Γ, C) and rename σ̃
to σ, all for notational convinience. We have assumed that σ is an -NE for (u, Γ, C), where Γ
allows no communication rounds and in the common prior player 1 knows the signal of player
2.
Change C into a related common prior D, which works as follows: first it samples (s1 , s2 ) ←
C. Then it outputs (D, D), where D = D(s2 ) is the probability distribution of the action
a2 ∈ A2 of player 2 in σ when he receives s2 (write this as σ2 (s2 )). This probability distribution
is represented as a vector of |A2 | probabilities pa for a ∈ A2 . Each pa is the true probability
of playing a written as a binary number, but truncated to precision log2 (2|A2 |vκ), where v is
the absolute distance between the smallest utility in u to the highest utility in u, and with
the probability of some fixed action a1 rounded up to make the probabilities sum to 1. Notice
and remember that the statistical distance between σ2 (s2 ) and D(s2 ) is at most (vκ)−1 . Also,
notice and remember that D(s2 ) can be written down using at most |A2 | log2 (2|A2 |vκ) bits, so
there is at most 2|A2 | 2|A2 |vκ = O(κ) possible values of D(s2 ).
We then define a strategy γ for (u, Γ∞ , D). The strategy γ2 (D) for player 2 is to play
an action according to the distribution D. The strategy γ1 (D) for player 1 is to sample
(s1 , s2 ) ← C until D(s1 , s2 ) = D and then play according to σ1 (s1 ). Compare this to playing σ
in (u, Γ, C). Here (s1 , s2 ) are sampled, and player 1 plays σ1 (s1 ) and and player 2 plays σ2 (s2 ).
Notice that player 1 plays exactly the same distribution in the two cases. Note also that player
1 plays distributions which are at most at statistical distance (vκ)−1 from each other. Let
δ = 4κ−1 . We claim that γ is an ( + δ)-NE for (u, Γ∞ , D). We prove by contradiction that
no party has a deviation giving better utility than ξ =  + δ.
Assume first that player 1 can make a deviation γ1∗ giving utility better than ( + δ)
for (u, Γ∞ , D). Then there is also a poly-time deviation γ1† of player 1 giving utility better
than ( + δ)-NE, which follows from the fact that when the distribution D of how player 2
plays is fixed and known to player 1, then player 1 can compute an optimal strategy in polytime, by solving some simple linear equations. Observe then that we have that |u(γ1† , D) −
u(γ1† , σ2 )| ≤ κ−1 , as D(s2 ) and σ2 (s2 ) have statistical distance at most (vκ)−1 . We have that
|u(γ1 , D) − u(γ1 , σ2 )| ≤ κ−1 for the same reason. So, the deviation γ1† gives extra utility at
least ( + δ) − 2κ−1 ≥ 2κ−1 against σ2 , a contradiction as 2κ−1 is non-negligible.
Assume then that player 1 can make a deviation γ2∗ giving utility better than ( + δ)-NE
for (u, Γ∞ , D). Then there is also a poly-time deviation γ2† of player 2 giving utility better
than ( − δ − κ−1 )-NE, namely for each of the polynomially many values of D hard-code
into γ2† a distribution with statistical distance at most (2κv)−1 from the optimal reply to the
strategy of player 1 given that the common prior is D, and use a reasoning as above. Using
the same reasoning as above this then gives that the deviation γ2† gives extra utility at least
( + δ − κ−1 ) − 2κ−1 ≥ κ−1 against σ1 , a contradiction as κ−1 is non-negligible.
6

In the proof  and δ are assumed to be negligible, but all that is needed is that they go to 0, and Γ is
assumed to be bounded to polynomial time computation, but this is not used in the proof, which is purely
analytic.
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So, γ is an ξ-NE for (u, Γ∞ , D) and limκ→∞ ξ = 0, for ξ =  + δ. It remains to show that
the utility profile is ξ-close to that of ψ, but this follows using a similar reasoning, as we have
moved the strategy at most (κv)−1 and hence changed the utility at most κ−1 .

4.7

All Minicrypt Payoffs iff One-Way Functions Exist

Recall that we denote Minicrypt utility profiles to be the utility profiles achieved by some nontrivial CHNE. In this section we justify the name by showing that there exists a Minicrypt
utility profile which requires one-way functions to be computational cheap-talk implemented.
This complements the result by Gradwohl et al. [48] that one-way functions are sufficient to
implement any Minicrypt utility profile (see Section 4.10).

4.7.1

Implementing All Minicrypt Payoffs Implies One-Way Functions

In this section we show how to use a computational cheap talk implementation of some CHNE
achieving a Minicrypt payoff to construct a protocol for weak coin-flip.
Given a two-party protocol π = (π1 , π2 ) with no inputs, and outputs which are in {0, 1}.
Let yi (π) ∈ {0, 1} denote the output of πi after running π. Note that yi (π) is a random
variable, with the universe being the randomness used by P1 and P2 in the run of the protocol.
A weak coin-flip protocol is such a protocol, where the following holds:
1. If both players are honest, then they output the same value, i.e., y1 (π1 , π2 ) = y2 (π1 , π2 ).
Moreover, Pr[y1 (π1 , π2 ) = 0] = Pr[y1 (π1 , π2 ) = 1] = 21 .
2. For any efficient strategy π1∗ of P1 it holds that Pr[y2 (π1∗ , π2 ) = 0] ≤
.

1
2

+  for a negligible

3. For any efficient strategy π2∗ of P2 it holds that Pr[y1 (π1 , π2∗ ) = 1] ≤
.

1
2

+  for a negligible

It follows from the seminal work of Impagliazzo and Luby [60] that weak coin-flip implies
one-way functions.7
Consider the CTSM game specified by Γ = hA1 , A2 , ui, where A1 = {c, d}, A2 = {C, D},
and the utility function u is given in Fig. 4.3. The probability distribution selecting (c, D) and
C

D

c

1, 1

0, 4

d

4, 0

0, 0

Figure 4.3: A variant of the game of Chicken.

(d, C) with equal probability is a convex hull NE achieving the utility profile (2, 2). We show
7

The notion is defined slightly different in [60], but by letting a party Pi who outputs “REJECT” output i
instead, the notions become equivalent. Note also that opposed to what is common in contemporary definitions,
see e.g. [76], we do not require that the winner can be determined from the communication of the protocol.
This is in line with the original definition in [60], so we can still use the implication of one-way functions.
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1. For i ∈ {1, 2}, party Pi runs the cheap talk phase of strategy σi of Pi in the strategy profile
σ, using uniformly random randomizers. All the messages are forwarded to party P−i , and
the round function is computed on the messages forwarded from P−i .
2. If in round m the strategy σi plays d or C, then Pi outputs yi = 0. If σi plays c or D, then Pi
outputs yi = 1.

Figure 4.4: Protocol for weak coin-flip given a cheap talk implementation of a specific CHNE.
that if it is possible to implement such CHNE using cryptographic cheap talk, then one-way
functions exist.
Theorem 4.4. If there exists in the CTSM game corresponding to Γ a computational NE σ
achieving utility profile (2, 2), then one-way functions exist.
Proof. Consider the two-party protocol π given in Figure 4.4.
The following statements are logically equivalent.
1. There exists an efficient π1∗ such that P2 outputs 0 in (π1∗ , π2 ) with probability p0 > 21 .
2. There exists an efficient σ1∗ such that P2 plays C in (σ1∗ , σ2 ) with probability p0 > 12 .
3. There exists an efficient σ1∗ such that P1 has utility u0 > 2 in (σ1∗ , σ2 ).
4. There exists an efficient σ1∗ such that P1 has utility u0 > 2 in (σ1∗ , σ2 ) and such that P1
never plays c.
By construction statement 1 implies statement 2. If statement 2 is true, then the strategy
σ1† which plays like σ1∗ and then plays d has expected utility 4p0 > 2. Statement 3 implies
statement 4 because d is weakly dominating for P1 , i.e, P1 never gets less utility by playing d
instead of c. If statement 4 is true, then 4α + 0(1 − α) > 2, where α is the probability that
P2 plays c in (σ1∗ , σ2 ). This implies that α > 21 . By letting π1∗ be the strategy playing like σ1∗ ,
this implies statement 1.
If both parties follow the protocol in Figure 4.4 then they both output the same bit b, and
it is 0 or 1 with equal probability. Since σ is a computational equilibrium of (Γ, C∅ ), any player
can increase his utility by at most negligible amount. Thus, any player can bias the output of
the protocol by at most negligible amount towards his preferred outcome, and the protocol is
a weak coin-flip protocol.

4.8

All Cryptomania Payoffs iff OT Exists

In this section we show that there exist Cryptomania profiles which imply OT. Implementing
any Cryptomania profile given OT follows from [32]. We will also conjecture that implementing
any Cryptomania profile implies OT and give supporting evidence.
We recall the notion of random Rabin OT. It is a secure two-party computation specified
by a randomized function f (x1 , x2 ) = (y1 , y2 ). The outputs do not depend on the inputs
(x1 , x2 ). The output y1 is a bit y1 ∈ {0, 1}. The output y2 is a trit y2 ∈ {0, 1, ⊥}. The bit y1 is
uniformly random. The probability that y2 = ⊥ is 21 , independent of y1 . And, if y2 6= ⊥, then
y2 = y1 . Note that this implies that party 1 gets no information on whether y2 = y1 or y2 = ⊥
and that if y2 = ⊥, then party 2 has no information on y1 . We call a protocol a semi-honest
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random Rabin OT if it implements random Rabin OT against parties guaranteed to follow the
protocol in the model [22]. Semi-honest random Rabin OT is interesting as it is known to be
complete for two-party computation, even for active secure two-party computation which can
tolerate that the parties deviate from the protocol.
Given semi-honest random Rabin OT one can empty-threat free implement any NE-punishable
correlated equilibrium. One uses an active-secure two-party computation to sample from the
correlated equilibrium and punishes a deviating party by playing the worst NE for that party.
The proof that this is empty-threat free follows the proof of Gradwohl et al.[48]. See Section 4.10.2 for the details. We now show that OT is needed for having an implementation of
all Cryptomania profiles.

4.8.1

Playing Chicken well implies OT

We are now ready to describe a probabilistic polynimial-time decision procedure for L, based
on the black-box simulator S.
In this section we show that there exists a version of Chicken which has a correlated
equilibrium with a weakly Pareto optimal utility profile which cannot be obtained using a
computational NE in the corresponding cheap-talk game, unless OT exists. The game has two
actions per player, which shows that even in the simplest non-trivial game setting, one can
only harvest the maximal utility if OT exists.
Consider the CTSM game specified by Γchicken = hA1 , A2 , ui, where A1 = {c, d}, A2 =
{C, D} and the utility function u is given by:

c
d

C
15, 15
21, 6

D
6, 21
0, 0

Theorem 4.5. If there exists a computational NE σ for the CTSM game corresponding to
Γchicken achieving utility profile (14, 14), then there exists a protocol for semi-honest random
Rabin OT.
Proof. Let σ be as in the premise. We assume that u(σ) = (14, 14)—extending the proof to
handling the case where the payoff of each player i is 14 − i for a negligible i is standard. In
the following we use viewi (σ) = viewi (Γ, σ, C) to denote the view of player i when the parties
play according to σ.
Consider the following two-party protocol π:
1. Party Pi runs the cheap talk phase of strategy σi of Pi in the strategy profile σ, using
uniformly random randomizers.
2. If in the last round the strategy σi plays c or C, then Pi outputs bi = 1. If σi plays d or
D, then Pi outputs bi = 0.
Let viewi denote the view of party Pi in a run of this protocol. We are going to analyze the
distribution of the output of the parties and the distribution of their views, and then conclude
that they imply OT.
Since the expected utility (14, 14) is symmetric, we know that σ plays (d, C) as much as
it plays (c, D); call the probability of playing each of these α. Let β denote the probability
that σ plays (c, C). We clearly have that 2α ≤ 1 − β. The expected utility is therefore
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α(21, 6)+α(6, 21)+β(15, 15) ≤ 2α(13.5, 13.5)+(1−2α)(15, 15). From 14 ≤ 2α13.5+(1−2α)15,
it follows that α ≤ 13 . This means that the expected utility is at most 13 21 + 31 6 + β15. From
1
1
1
3 21 + 3 6 + β15 ≥ 14, we get that β ≥ 3 . The expected utility of P2 when σ2 plays C is
β
α
α+β 15 + α+β 6. If P2 would switch to D when σ1 says to play C, then the expected utility of
β
α
P2 would become α+β
21 + α+β
0. It follows from the fact that σ is a computational NE that
β21 ≤ β15 + α6 −  for some negligible . We will assume that  = 0—handling the negligible
 is standard. From β21 ≤ β15 + α6 we get that β ≤ α. From α ≤ 13 , β ≥ 13 and β ≤ α we get
that α = β = 31 . This means that the joint output of (P1 , P2 ) in π is distributed as follows:
prob.
1
3
1
3
1
3

P1
0
1
1

P2
1
0
1

One can show that an expected constant number of samples from this distribution is sufficient
to implement random Rabin OT, see Section 4.9 for the details. This, however, is not sufficient
to conclude the proof, as the transcript of π might leak information. To finish the proof we
therefore have to show that the parties have no extra information to their outputs, i.e., show
that
[view1 |b1 = 1 ∧ b2 = 1] ≈ [view1 |b1 = 1 ∧ b2 = 0]
[view2 |b1 = 1 ∧ b2 = 1] ≈ [view2 |b1 = 0 ∧ b2 = 1] ,
where ≈ denotes computational indistinguishability. We show the first relation. The second
follows using a symmetric argument.
Assume that there exists an efficient distinguisher D which can distinguish [view1 |b1 =
1 ∧ b2 = 1] and [view1 |b1 = 1 ∧ b2 = 0] with non-negligible probability, i.e., | Pr[D([view1 |b1 =
1∧b2 = 1]) = 1]−Pr[D([view1 |b1 = 1∧b2 = 0]) = 1]| is non-negligible. Since we work with nonuniform complexity, we can assume that it is always the case that Pr[D([view1 |b1 = 1 ∧ b2 =
1] = 1)] ≥ Pr[D([view1 |b1 = 1 ∧ b2 = 0] = 1)]. Now consider the following strategy σ1∗ . It plays
like σ1 , except that if σ1 recommends to play c, then σ1∗ switches to d when D(view1 ) = 1,
where view1 is the view of P1 . Note that σ1 recommending to play c is logically equivalent to
b1 = 1. I.e., view1 ∈ {[view1 |b1 = 1 ∧ b2 = 1], [view1 |b1 = 1 ∧ b2 = 0]}. Furthermore, since
α = β, we have that b2 is uniformly random. We use this to compute the utility of switching.
We look at the cases that the joint play of σ is (c, C) and (c, D) separately. If the joint play
is (c, C), then we switch with probability Pr[D([view1 |b1 = 1 ∧ b2 = 1]) = 1], for a gain of
Pr[D([view1 |b1 = 1 ∧ b2 = 1]) = 1](21 − 15). If the joint play is (c, D), then we switch with
probability Pr[D([view1 |b1 = 1 ∧ b2 = 0]) = 1], for a gain of Pr[D([view1 |b1 = 1 ∧ b2 = 0]) =
1](0 − 6). This gives a total gain of 6(Pr[D([view1 |b1 = 1 ∧ b2 = 1]) = 1] − Pr[D([view1 |b1 =
1 ∧ b2 = 0]) = 1]). This means that the gain is six times the advantage of D, which is
non-negligible. This is a contradiction to σ being a computational NE.

4.8.2

Perfectly Implementing any CE outside CHNE Implies
Unconditional OT

We now justify the conjecture that cheap-talk implementing any Cryptomania profile implies
OT. In particular, we show that if the implementation had been perfect, in the sense that it only
leaks the recommendations, then one can always implement OT. We leave it as an open problem
to investigate whether the additional protocol transcript of a cheap-talk implementation of the
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To send bit d ∈ {0, 1} from party A to party B:
1. Both parties get advice according to γ, and use rejection sampling to make sure that the pair
of advice they get is an element (a, b) ∈ {a0 , a1 } × {b0 , b1 } for some actions a0 , a1 of party
A and b0 , b1 of party B. They use the correlation device for γ multiple times, until both a0
and a1 appear in the list of advice received by party A.
2. Party A erases some advice from its list to make a0 and a1 equiprobable, and sends to B the
index i of the first occurrence of ad in its list.
3. Party B outputs d0 , such that bd0 is the i-th advice in the list of party B.

Figure 4.5: Simulating a DMC when given access to some correlation device for a correlated
equilibrium γ.
correlation device in general leaks sufficiently little information that the result also holds for
computational cheap talk implementations.
Theorem 4.6. Let γ be a Cryptomania correlation device for a game Γ, i.e., it outputs recommendations which are not in the CHNE of Γ. Then given a polynomial number of samples
of γ, two parties can implement unconditionally secure OT against semi-honest adversaries in
the model [22].
We use the result of Crépeau, Morozov and Wolf [27] that any non-trivial Discrete Memoryless Channel implies OT. Thus, it suffices to show that there are some correlation devices
that can be used to simulate a non-trivial DMC; the existence of any such correlation device
would consequently imply the existence of OT.
Definition 4.28 (Discrete Memoryless Channel). A discrete memoryless channel is characterized by an input alphabet AX , an output alphabet AY , and a set of conditional probability
distributions Py|x for each x ∈ AX .
Note that the binary symmetric channel with probability of error p ∈ [0, 1] is a special
case of DMC with AX = AY = {0, 1}, and the conditional probabilities P1|0 = P0|1 = p, and
P0|0 = P1|1 = 1 − p.
Wolf and Wullschleger [102] considered the problem of two parties with access to correlated random variables X, and Y trying to simulate a DMC characterized by the conditional
probabilities PY |X . A correlated equilibrium γ of a strategic two player game corresponds to
an identical situation. The two players have access to two correlated random variables that
are defined by the randomized advice about what action each one of them should take in the
game. Given access to the correlation device, the players can simulate a discrete memoryless
channel as described in Figure 4.5.
This procedure simulates a DMC defined by the conditional probabilities Py|x corresponding
to the CE restricted by the rejection sampling to {a0 , a1 }×{b0 , b1 }; for example the probability
of receiving 0 after sending 1 is P0|1 = γ(a1 , b0 )/(γ(a1 , b0 )+γ(a1 , b1 )). Note that this procedure
in general does not simulate the binary symmetric channel.8 However, we show that for nontrivial correlated equilibria the properties of the associated DMC are good enough to imply
OT.
We are interested in DMCs that are non-trivial in the following sense.
8
Some non-trivial CE indeed give rise to well-known channels. For example the correlated equilibrium from
previous section corresponds to the Z-channel.
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Definition 4.29 (Crépeau et al.[27]). We call a channel PY |X trivial if there exist, after
removal of all redundant input symbols, partitions of the (remaining) ranges X of X and Y of
Y , X = X1 ∪ . . . ∪ Xn , Y = Y1 ∪ . . . ∪ Yn , and channels PYi |Xi , where the ranges of Xi and Yi
are Xi and Yi , respectively, such that

PY |X=x (y) =




PYi |Xi =x (y)

if x ∈ Xi , y ∈ Yi ,



0

if x ∈ Xi , y ∈ Yj , i 6= j

holds and such that the capacity of the channel PYi |Xi is 0 for all i.
The following lemma justifies the use of correlated equilibria outside the convex-hull of NE
to simulate non-trivial DMCs.
Lemma 4.5. Let Γ be a strategic game, and γ some correlated equilibrium of Γ. If γ is a
correlated equilibrium of Γ outside the convex hull of NE, then there exist a pair of actions
ai 6= aj of player A and a pair of actions bk 6= bl of player B, such that the restriction of γ to
{ai , aj } × {bk , bl } allows to simulate a non-trivial DMC.
Proof. Recall that Pb|a = γ(a, b)/(γ(a, bk ) + γ(a, bl )) for any (a, b) ∈ {ai , aj } × {bk , bl }. Since
γ is not a CHNE of Γ, there must exist actions ai 6= aj of player A and bk 6= bl of player B,
such that
Pbk |ai 6= Pbk |aj , or Pbl |ai 6= Pbl |aj

(4.4)

(or else γ is a completely mixed NE of Γ). We want to show that the conditional probabilities
Pb|a characterize a channel with non-zero capacity. Condition (4.4) ensures that it is never
the case that Pbk |ai = Pbl |ai = Pbk |aj = Pbl |aj = 1/2. Thus, the resulting DMC does not have
entropy 1 (i.e. it has non-zero capacity).
On the other hand, we need to show that the resulting DMC has enough entropy for it to
be a non-trivial DMC, i.e., that it is not a perfect channel or a channel outputting always the
same symbol. It suffices to show that among the tuples of actions consistent with the condition
(4.4) we can in fact select the actions ai , aj and bk , bl so that at most one of the conditional
probabilities Pb|a is zero. Equivalently, we instead show that it is possible to select the actions
where at most one of γ(a, b) is equal to zero.
Assume that it is not possible to select the actions such that at most one of γ(a, b) is equal
to zero. Then all the candidate tuples (ai , aj , bk , bl ) consistent with condition (4.4) fall into
one of the following types:
1. γ(ai , bk ) = γ(ai , bl ) = 0 or γ(aj , bk ) = γ(aj , bl ) = 0,
2. γ(ai , bk ) = γ(aj , bl ) = 0 or γ(ai , bl ) = γ(aj , bk ) = 0,
3. there is exactly one (a, b) ∈ {ai , aj } × {bk , bl } s.t. γ(a, b) is non-zero.
Note that the tuples such that γ(ai , bk ) = γ(aj , bk ) = 0 or γ(ai , bl ) = γ(aj , bl ) = 0 cannot
be consistent with (4.4), since then Pbk |ai = Pbk |aj = 0 and Pbl |ai = Pbl |aj = 1, respectively
Pbl |ai = Pbl |aj = 0 and Pbk |ai = Pbk |aj = 1.
We give an algorithm that allows to decompose γ into a convex combination of NE of Γ. We
call actions ai and aj of player A disjoint if there is no action bk of player B such that γ(ai , bk )
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and γ(aj , bk ) are simultaneously non-zero (so, every action ai which is played with non-zero
probability is not disjoint with itself). First, we prove the following claim about actions that
are not disjoint.
Claim 4.4. Let ai 6= aj be two actions of player A that are not disjoint. Then the conditional
distribution γ(ai ) of γ restricted to the row of ai and the conditional distribution γ(aj ) of γ
restricted to the row of aj are identical.
Proof. Assume for a contradiction that the two conditional distributions are not identical.
Then there exists a tuple (ai , aj , bl , bm ) such that Pbl |ai 6= Pbl |aj , or else γ(ai ) and γ(aj ) are
identical as shown in Claim 4.5. If bk = bl or bk = bm (where bk is the action of player B such
that γ(ai , bk ) and γ(aj , bk ) are simultanously non-zero), then we are done since (ai , aj , bl , bm )
is a tuple consistent with (4.4), and it is neither one of the above three possible types (since
γ(ai , bk ) and γ(aj , bk ) are simultanously non-zero). Otherwise, if (ai , aj , bl , bm ) is one of the
above three types, let without loss of generality bl be such that γ(ai , bl ) 6= 0 or γ(aj , bl ) 6= 0.
Then (ai , aj , bk , bl ) is also a candidate tuple not of one of the three possible types.
Claim 4.5. Let ai , aj be actions of player A such that for every pair of actions bk , bl of player
B it holds that Pbk |ai = Pbk |aj . Then the two conditional distributions of γ(ai ) and γ(aj ) are
identical.
Proof. If the assumption of the claim holds, then γ(ai , bk ) and γ(aj , bk ) are either simultaneously non-zero or simultaneously zero for all actions bk of player B. We can therefore restrict
ourselves to actions bk such that γ(ai , bk ) is non-zero (let these be w.l.o.g. the first actions of
player B). We show the claim by induction.
The base case is given by the assumption of the claim, since for b1 , b2 we have that Pb1 |ai =
Pb1 |aj and Pb2 |ai = Pb2 |aj . Assume now that it holds for every bm ∈ {b1 . . . , bn−1 } that
γ(ai , bm )
γ(aj , bm )
=
.
γ(ai , b1 ) + · · · + γ(ai , bn−1 )
γ(aj , b1 ) + · · · + γ(aj , bn−1 )
Since γ(ai , bm ) and γ(aj , bm ) are both non-zero, this is equivalent to
γ(ai , b1 ) + · · · + γ(ai , bn−1 )
γ(aj , b1 ) + · · · + γ(aj , bn−1 )
=
.
γ(ai , bm )
γ(aj , bm )
For bm and bn it also holds that Pbm |ai = Pbm |aj , so we get
γ(ai , b1 ) + · · · + γ(ai , bn−1 ) γ(ai , bm ) + γ(ai , bn )
+
=
γ(ai , bm )
γ(ai , bm )
γ(aj , b1 ) + γ(aj , bn−1 ) γ(aj , bm ) + γ(aj , bn )
+
.
γ(aj , bm )
γ(aj , bm )
Therefore
γ(ai , b1 ) + · · · + γ(ai , bn )
γ(aj , b1 ) + γ(aj , bn )
=
,
γ(ai , bm )
γ(aj , bm )
that shows the inductive step.
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The algorithm to decompose γ into a convex combination of NE goes as follows. If there
is any action of player A left which is played with non-zero probability, take one such action
ai . Let B(ai ) be the set of the actions bk of player B such that γ(ai , bk ) > 0, and let A(ai ) be
all the actions of player A not disjoint with ai . As shown in Claim 4.4, for all aj ∈ A(ai ) the
conditional distribution of γ restricted to aj is identical to the conditional distribution of γ
restricted to ai . Thus, γ(aj , bm ) = 0 for all aj ∈ A(ai ) and bm 6∈ B(ai ). Moreover, γ(ah , bk ) = 0
for all ah 6∈ A(ai ) and bk ∈ B(ai ), as γ(ai , bk ) 6= 0 and ai and ah are disjoint. If we restrict γ to
A(ai ) × B(ai ) and normalize, then γ is a (possibly mixed) NE of the restricted game. Remove
all the actions in A(ai ) and B(ai ) from the action space and repeat this procedure again.
The above algorithm terminates after finitely many steps since Γ is a finite game, and it
decomposes γ into a convex combination of NE, with the weights being the inverse of the
normalization factors. This is a contradiction with γ being a correlated equilibrium outside
the convex-hull of NE. One can thus always find some actions in the support of γ that allow
simulating a non-trivial DMC.
The following theorem characterizes DMCs with respect to the possibility of their use to
create unconditional OT:
Theorem 4.7 (Crépeau et al.[27]). Let two players A and B be connected by a non-trivial
channel PY |X . Then, for any α > 0, there exists a protocol for unconditionally secure OT from
A to B with failure probability at most α, where the number of uses of the channel is of order
O(log(1/α)2+ ) for any  > 0. Trivial channels, on the other hand, do not allow for realizing
OT in an unconditional way.
Lemma 4.5 together with the above result of Crépeau et al. [27] give the sought proof of
Theorem 4.6.

4.9

The Three-Card Trick

A deck of three cards and the ability to do a perfect shuffle is complete for cryptography.
Specifically, it implies random Rabin OT. Random Rabin OT is a two-party protocol where
player 1 has an output m1 ∈ {0, 1} and player 2 has an output m2 ∈ {0, 1, ⊥}. The bit m1 is
uniformly random. The probability that m2 = ⊥ is 21 , and, if m2 6= ⊥, then m2 = m1 . As for
privacy, player 1 gets on information on whether m2 = m1 or m2 = ⊥. And, if m2 = ⊥, then
player 2 has no information on m1 .
We show how to implement semi-honest random Rabin OT given three cards. Say the deck
consists of A♠ , K♠ and Q♠ . The trick proceeds as follows:
1. Player 1 shuffles the deck.
2. Player 2 shuffles the deck.
3. Player 1 takes the top card, c1 , of the deck, hiding the value from player 2.
4. Player 2 takes the top card, c2 , of the remaining deck, hiding the value from player 2.
5. A player i having ci ∈ {A♠ , K♠ } sets bi = 1. A player i having ci = Q♠ sets bi = 1.
6. Player 1 sends c = m1 ⊕ b1 to player 2.
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7. If b2 = 0, then player 1 outputs m2 = c ⊕ 1. If b2 = 1, then player 1 outputs m2 = ⊥.
It is easy to see that the join output is distributed as follows
prob.
1
3
1
3
1
3

P1
0
1
1

P2
1
0
1

The parties run the above trick twice. If player 1 ends up with identical outputs in the two
runs, then he calls a rerun. This goes on until player 1 has different outputs in the two runs.
Whether player 1 gets outputs 01 or 10 is equiprobable. When player 1 has outputs 01, then
player 2 has outputs 10 or 11. When player 1 has outputs 10, then player 2 has outputs 01 or
11. The distribution is as follows:
prob.
1
4
1
4
1
4
1
4

P1
01
01
10
10

P2
11
10
01
11

If player 1 takes his output to be the output in the first run and player 2 takes his output to
be his output in the second run when the outputs are different and ⊥ when they are identical,
then the output distribution is
prob.
1
4
1
4
1
4
1
4

P1
0
0
1
1

P2
⊥
0
1
⊥

Furthermore, the parties clearly has no information extra to these outputs, so they implemented
a random Rabin OT.

4.9.1

Handling skew Three-Card Trick distributions

A skew Three-Card Trick distribution is a distribution on joint outputs as follows:
prob.
α
β
γ

P1
0
1
1

P2
1
0
1

where α, β, γ > 0 (and α + β + γ = 1). If the players do not have any information extra to
their outputs, all skew Three-Card Trick distributions imply random Rabin OT.
For a starter, assume that joint output is distributed as follows:
prob.
β
β
γ

P1
0
1
1

P2
1
0
1

74

CHAPTER 4. CRYPTOGRAPHIC CHEAP TALK

for β, γ > 0 and 2β + γ = 1.
If β = γ, then this is the exact Three-Card Trick distribution, which we know implies
random Rabin OT. We look at the two other case.
If β > γ, then consider the following protocol: The parties generate the above distribution.
A player with output bi = 0 will announce an abort with probability 1 − γ/β. If a player
announces an abort, then then both players output ⊥. This gives the output distribution:
prob.
γ
γ
γ
1 − 3γ

P1
0
1
1
⊥

P2
1
0
1
⊥

with γ > 0. So, by rerunning in case of abort, they can generate the output distribution:
prob.
1
3
1
3
1
3

P1
0
1
1

P2
1
0
1

If β < γ, then consider the following protocol: The parties generate the above distribution.
β
A player with output bi = 1 will announce an abort with probability < δ = 1− 1−2β
. If a player
announces an abort, then then both players output ⊥. This gives the output distribution:
prob.
(1 − δ)β
(1 − δ)β
(1 − δ)2 γ
1 − sum of the above

P1
0
1
1
⊥

P2
1
0
1
⊥

where it can be checked that (1 − δ)β = (1 − δ)2 γ and that (1 − δ)β > 0, so by rerunning in
case of abort, they can generate the Three-Card Trick distribution.
Assume then that the joint output is distributed as follows:
prob.
α
β
γ

P1
0
1
1

P2
1
0
1

If α = β, then we already showed how to handle this distribution, so assume without loss of
generality that α > β. Now, let player 2 call an abort with probability 1 − αβ when b2 = 1.
This gives the joint output distribution:
prob.
β
β
γ0
α−β
for γ 0 =

γβ
α .

P1
0
1
1
⊥

P2
1
0
1
⊥

By rerunning this protocol until it does not abort, the output distribution becomes
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prob.
β0
β0
γ 00
for γ 00 =

γ0
1−α+β

4.9.2

Computational Case

β0 =

β
1−α+β .

P1
0
1
1
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P2
1
0
1

Since β 0 , γ 00 > 0 we already know how to handle such distributions.

We then consider the case where extra to the actions, each player also gets to see a random
variable dependent on the outputs of both parties, and where we restrict the parties to be
poly-time. Let viewi be the random variable seen by player i.
If we further require that
[view1 |b1 = 1 ∧ b2 = 1] ≈ [view1 |b1 = 1 ∧ b2 = 0]
and
[view2 |b1 = 1 ∧ b2 = 1] ≈ [view2 |b1 = 0 ∧ b2 = 1] ,
then we can implement a computational random Rabin OT using the exact same reduction as
above. The proof is via a standard hybrids argument. The same holds true for all the skew
Three-Card Trick distributions, as long as all probabilities are positive constants. It would even
hold if the probabilities go to 0 as an inverse polynomial. We cannot allow the probabilities to
go too faster to 0, as the run time of the reductions would not be polynomial.

4.10

Cryptographic Implementation of Correlated Equilibria

4.10.1

Implementing any CHNE using one-way functions

For completeness, we restate the result of Gradwohl et al. [48], who realized that all CHNE
are NE-punishable and gave a protocol to implement any weakly Pareto optimal CHNE.
Theorem 4.8 (Gradwohl et al. [48]). Let Γ be a strategic game. If one-way functions exist, then for every γ, a weakly Pareto optimal CHNE of Γ, there exists an empty-threat free
computational NE of (Γ, C∅ ) achieving the same utility profile.
Take the CHNE γ. It can be written as a probability distribution over finitely many NE.
For security parameter κ, take a probability distribution which is 2−κ -close to γ and which
can be sampled from a random string of length poly(κ). Use coin-flipping to flip a random
string of length poly(κ): commit, send random string, open, take xor. If any party deviates,
by sending more or less information than specified by the protocol, then punish with the worst
NE. For a proof that it is indeed empty-threat free to punish with the worst NE, observe that
any CHNE clearly is NE-punishable and then use the proof of the below theorem.

4.10.2

Implementing any NE-punishable correlated equilibrium using OT

Assuming the existence of OT allows us to use the full power of actively secure two-party
computation. The players can thus securely implement the mediation device for sampling
from the NE-punishable correlated equilibrium.
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Theorem 4.9. Let Γ be any strategic game and let Γ0 be the computational cheap talk extension
of Γ. If OT exists, then for any weakly Pareto optimal NE-punishable correlated equilibrium
γ of Γ there exists an ETF computational Nash equilibrium σ of Γ0 , such that the payoffs for
both players are the same in σ and γ.
Proof (sketch). The players can use a protocol securely implementing the mediator that hands
out advice according to γ. If any of the players deviates from the prescribed behavior, then
he will be punished by the other player playing according to the worst NE for the deviating
player. Specifically, the other player will use the strategy which ignores all messages sent from
the other player and then at the end it will play according to the worst NE.
Since γ is NE-punishable, the expectation of every player from playing according to the
assigned advice is strictly larger than the expectation in the worst NE. Therefore, the strategy
profile in which each player follows the protocol and plays according to the obtained advice,
or plays according to the worst NE for the other player in case the other player deviates is an
ETF computational NE of Γ.
All that has to be checked is that it is empty-threat free to ignore the messages sent by
the other player and then play according to the worst NE. Denote by r the round in which the
punishing player adopts the strategy to ignore the messages sent by the punished player and
then play according to the worst NE of the punished player at the end. We do the proof by
reduction. If r is the last round of the strategy space, then there is no more communication
rounds, so the only possible deviation of the punished player is to unilaterally change his
action, which cannot give more utility as the parties are playing a NE. I.e., when played in the
last round of the strategy space, any NE is also an empty-threat free NE. Assume then that r
is not the last round of the strategy space and assume for the sake of contradiction that the
punishing strategy is not empty-threat free when played from round r. In that case, by the
definition of not being empty-threat free, there exists a future round r0 > r and a deviation of
the punished player in round r0 such that the punished player does better than in its worst NE
in all empty-threat free plays starting with that deviation in round r0 . It cannot be the r0 is
the last round of the strategy space, as then the deviation is again a unilateral deviation from a
NE, which cannot give extra utility. But since r0 is not the last round, it follows that one of the
possible continuations from the deviation of the punished players is that the punishing player
plays the original punishing strategies from round r0 + 1 and on, and we can, by induction,
assume that this is empty-threat free when played from round r0 + 1 > r, as we have shown
it to be empty-threat free when played in the last round. So, one of the empty-threat free
continuations give the punished player the utility of his worst NE, so clearly it is not the case
that all empty-threat free continuations give the punished player more utility than the play he
deviated from, which was exactly a punishment to his worst NE.

5
Chapter

Cryptographically Blinded Games
In this work we construct protocols for mutually distrusting players to implement any coarse
correlated equilibrium (and therefore any correlated equilibrium, see Section 2.1.4) of a strategic game without trusted mediation, via cryptographic cheap talk protocols. Our approach
draws upon cryptography in two ways: first, we introduce an intermediate, “cryptographically
blinded” game from which the players sample according to the desired equilibrium; and second,
this sampling is achieved using a secure multi-party computation protocol. Our results address
both the computational and perfect (information-theoretic) settings.
Correlated equilibrium. Suppose a mediator samples an action profile a from a known
distribution α, and gives as “advice” to each player i his action ai in a. The distribution α is a
correlated equilibrium if, having seen his advice, and believing that all other players will follow
their advice, no player has incentive to unilaterally deviate from the advice profile. Aumann [9]
showed that correlated equilibria can achieve higher expected payoffs than Nash equilibria.
Coarse correlated equilibrium. Coarse correlated equilibria are a generalization of correlated equilibria which invokes a notion of commitment. In the mediated scenario described
above, α is a coarse correlated equilibrium if no player has incentive not to “promise” or “commit” in advance – before seeing his advice ai – to play according to the advice, as long as he
believes that all other players will commit to do the same. Note that if a player does not commit, then he will not see the advice at all, and must therefore play an independent strategy:
this is in contrast to correlated equilibria, where deviations may depend on the received advice.
Moulin and Vial [81] showed that there is a class of potential games in which the Nash
equilibrium payoffs can be improved upon by coarse correlated equilibria but not by correlated
equilibria (e.g. the Cournot duopoly and public good provision games).
Example. Let us give a briefly illustrate the gap between the two types of equilibria. Suppose
Alice plays a game Γ where she has a “safe strategy” for which her payoff is always zero. Let
α be a distribution over action profiles of Γ, and suppose Alice’s expected payoff from α is
very high, say, a million dollars – however, some action profiles from α will give her negative
payoff. Now, when Alice receives her advice from the mediator, she might be able to deduce
that her payoff in the advised action profile will be negative. If this is the case, she will choose
to deviate to her safe strategy, so α is not a correlated equilibrium. However, α may still be a
77
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coarse correlated equilibrium if Alice can commit before seeing her advice; and importantly, α
may be very desirable from Alice’s (risk-neutral) point of view, since expected payoff is high.
In this work we address the following question:
How can the players of a strategic game implement any coarse correlated equilibrium via
(cryptographic) pre-play communication without trusting each other or a mediator?
In the computational setting, we give an implementation for general strategic games, in the
form of an extended game comprising a cryptographic protocol in the pre-play phase, which
securely samples an action profile for a “cryptographically blinded” version of the original
game, followed by play in the original game. The blinded game’s action space consists of
encryptions of the original game’s actions.
Our implementation has the strong property that any computational coarse correlated
equilibrium of the original game corresponds to a payoff-equivalent computational Nash equilibrium of the extended game. Furthermore, it achieves strategic equivalence to the original
game, in that every computational Nash equilibrium of the extended game corresponds to a
computational coarse correlated equilibrium of the original game. Pre-play communication is
via broadcast, as is standard in the cheap talk literature.
In the information-theoretic setting, we give an implementation for strategic games with
four or more players, using a similar format of a cryptographically blinded pre-play phase
followed by (simultaneous) play in the original game, given private pairwise communication
channels between players. As in the computational setting, we achieve strategic equivalence.
Both the restriction to four or more players and the need for a stronger communication model
than broadcast are unavoidable, as shown by impossibility results of [10, 13] which will be
discussed in more detail in the next section.
None of our constructions require trusted mediation. After the pre-play phase is complete,
there is a single step in which the players invoke a verifiable proxy to play the original game
according to their instructions. Verifiable parties were introduced in the work of Izmalkov,
Lepinski and Micali [64], and will be detailed further in Section 5.1. No trust need be placed
in the verifiable proxy, because anyone can check whether ir has acted correctly; and we stress
that unlike the usual mediator for coarse correlated equilibria, the verifiable proxy does not
communicate anything to the players which may affect their strategies in the game. Informally,
it simply performs a “translation” of a player’s chosen strategy from one form into another.
Finally, our constructions require no physical assumptions and can be executed entirely over
a distributed network. This contrasts with a number of previous works such as [62, 64, 72, 73]
which require “physical envelopes”.

5.1

Relation to Prior Work

Cheap talk. The pre-play literature considers the general problem of implementing equilibria without mediation, as follows: given an abstract game Γ, the aim is to devise a concrete
communication game Γ0 having an equilibrium that is payoff-equivalent to a desirable equilibrium in Γ, where the concrete game may have a pre-play cheap talk phase in which players
engage in communication that is neither costly nor binding, and has no impact on players’
payoffs except insofar as it may influence future actions. In the literature there has been much
focus on implementing correlated equilibria (e.g., Bárány [13], Ben-Porath [17] or Aumann and
Hart [10]).
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Power of commitment. It has long been recognized that the possibility to commit to
strategies in advance can increase the payoffs achievable in a game, starting with the work
of von Stackelberg [100], who proposed a leader/follower structure to games where the leader
moves first (and thereby “commits” to his strategy). The work of von Stengel and Zamir [101]
showed that transforming a strategic game into a leader/follower form allows the leader (i.e.,
the committer) to do at least as well as in the Nash and correlated equilibria of the strategic
game. Moreover, they show that coarse correlated equilibria, with their arguably stronger
notion of commitment, can yield higher payoffs than the leader/follower transformation. More
recently, Letchford, Korzhyk and Conitzer [74] studied the advantage of commitment from
a quantitative perspective and showed that the extremal “value of commitment” is in fact
unbounded in many classes of games.
In this chapter, we achieve the payoffs of coarse correlated equilibria without resorting to the
assumption of binding contracts: instead, we use the power of encryption to hide information
that, if known to the players, could render the situation unstable. We stress that the players
are given the choice, rather than forced, to hide information from themselves – and we find
that it is in their rational interest to do so since coarse correlated equilibria can offer high
payoffs.

Cryptographic cheap talk and computational equilibria. Dodis, Halevi and Rabin [32]
introduced the idea of cryptographic cheap talk, in which players execute a cryptographic protocol during the pre-play phase; and they defined computational equilibria, which are solution
concepts stable for computationally bounded (probabilistic polynomial time) players who are
indifferent to negligible gains. Their cryptographic cheap talk protocols efficiently implement
some computational correlated equilibria of two-player games. Moreover, their notion of computational equilibria suffers from empty threats (Definition 5.6.2), which cause instability for
sequentially rational players in the pre-play game. This was partially addressed by a new solution concept of Gradwohl, Livne and Rosen [48]; however, Hubáček, Nielsen and Rosen [57]
subsequently showed that in general, correlated equilibria cannot be achieved without empty
threats by (cryptographic) cheap talk.
Our results in the computational setting use the equilibrium definitions of Dodis et al. [32];
however, in our “cryptographically blinded” games, empty threats cannot occur. By converting
games into blinded games, our constructions implement all coarse correlated equilibria without
empty threats: this comes at the cost of a single mediated “translation” step using a third
party, discussed in the next paragraph. We consider this step to be a “necessary” and mild
requirement given that the impossibility result of Hubáček et al. [57] renders some additional
assumption necessary to achieve all (coarse) correlated equilibria without empty threats.

Removing trusted mediation. Removing the need to trust a mediator in the implementation of equilibria and mechanisms has long been a subject of interest in game theory and
cryptography. The notion of verifiable mediation was introduced by Izmalkov, Lepinski and
Micali [63], who highlighted the difference between the usual concept of a trusted mediator,
and the weaker concept of a verifiable mediator who performs actions in a publicly verifiable
way and without possessing any information that should be kept secret. Recent applications
of verifiable mediation include the strong correlated equilibrium implementation of Izmalkov,
Lepinski and Micali [64], and the rational secret sharing scheme of Micali and shelat [79].
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In this paper, we introduce the new notion of a verifiable proxy. As in verifiable mediation,
the actions of a verifiable proxy are publicly verifiable. However, our notion is incomparable
to verifiable mediation of Izmalkov et al. [64], because:
• a verifiable proxy for a strategic game does not give the players any information that
affects their strategic choices in the game; and
• a verifiable proxy may possess information that should be kept secret.
More discussion about the merits of these definitions is given in Section 5.5.
As a simple illustration, consider a sealed-bid auction: much more trust is placed in a
mediator who collects all the players’ bids and just announces the winner, than in a mediator
who collects the bids, opens them publicly, and allows everyone to compute the outcome
themselves.
In our setting, the verifiable proxy performs a single “translation” step on behalf of the
players, at the end of the pre-play phase, in which it takes strategies submitted by the players
and “translates” them into a different format. In particular, the proxy acts independently
and identically with respect to each player, and therefore is not implementing the correlation
aspect.
Strategic equivalence property. An important concern in implementation theory is the
strategic equivalence of an implementation to the underlying game: it is desirable that implementations have the “same” equilibria as the underlying game, and in particular do not introduce new ones. This was first considered by the full implementation concept of Maskin [77],
and extended by subsequent works such as Izmalkov et al. [64] who proposed a stronger notion
of perfect implementation for certain games. Although this literature is not directly applicable
to the present work (as our results lie in the pre-play realm), we extend these ideas and find
that the cheap talk extensions of our “cryptographically blinded” games achieve full strategic
equivalence in that their Nash equilibria correspond exactly to the coarse correlated equilibria
of their underlying games.
Computationally unbounded setting. To our knowledge, existing work in applying cryptographic tools to game theory has focused overwhelmingly on the setting of computationally
bounded players and computational equilibria. In contrast, we consider the computationally
unbounded setting too. Our result for the computational setting is stronger and more efficient than our information-theoretic solution: in particular, the computational result holds for
games with any number of players, and requires only a broadcast channel for communication
between players.
In the computationally unbounded setting it was proven by Bárány [13] that correlated
equilibria cannot be achieved by cheap talk between fewer than four players, and indeed, this
fits neatly with a more general impossibility result in the context of secure protocols (cf. BenOr, Goldwasser and Wigderson [16] or Chaum, Crépeau and Damgård [24]). Accordingly, our
information-theoretic results only apply for games of four or more players; however, improving
on the protocols of Bárány [13], we achieve not only correlated equilibria but coarse correlated
equilibria for all games of this type.
Furthermore, in the computationally unbounded setting it has been proven by Aumann
and Hart [10] that communication by broadcast alone is insufficient to achieve (non-trivial)
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correlated equilibria by cheap talk, so our result is of interest notwithstanding its stronger
requirement of private communication channels between players. Indeed, the private-channels
model has been extensively studied in both distributed computing (e.g., Fischer, Lynch and
Paterson [36] or Kempe, Dobra and Gehrke [68]) and multi-party computation (e.g., BenOr et al. [16] or Chaum et al. [24]) as an interesting strengthening of the communication
model that allows for much stronger and/or more efficient protocols than the broadcast model.
We therefore consider it natural and compelling to apply this model in the game-theoretical
setting.

5.2

Cryptographically Blinded Games

Now we define “cryptographically blinded” games Γ0 whose actions are encryptions of the
actions of an underlying strategic game Γ. Payoffs from corresponding action profiles of Γ and
Γ0 are the same. These blinded games will be an essential tool for our pre-play protocols, which
will be detailed in Section 5.6.
The following supporting definition formalizes the intuitive notion that two strategic games
are equivalent up to renaming of actions or deletion of redundant actions.
Definition 5.1. For any strategic game Γ = hN, (Ai ), (ui )i, a strategic game Γ0 = hN, (A0i ), (u0i )i
is said to be super-equivalent to Γ if there exist surjective renaming functions ρi : A0i → Ai
such that for all i ∈ N , for all a01 ∈ A01 , . . . , a0N ∈ A0N , it holds that u0i (a01 , . . . , a0N ) =
ui (ρ1 (a01 ), . . . , ρN (a0N )). In this case, we write Γ0 ≥ρ Γ.
: Ai → P(A0i ) be defined by ρ−1
Notation. For a renaming function ρ, let ρ−1
i (ai ) =
i
0
0
0
{ai |ρ(ai ) = ai }. To simplify notation, we define ρ : A1 × · · · × AN → A1 × · · · × A0N to
be ρ(a1 , . . . , aN ) = (ρ1 (a1 ), . . . , ρN (aN )), and let ρ−1 be defined similarly. For a distribution γ 0
on action profiles of Γ0 , ρ(γ 0 ) denotes the distribution on action profiles of Γ that corresponds
to sampling a0 ∈ A0 according to γ 0 and outputting ρ(a0 ).
Lemma 5.1. Let Γ be a strategic game. Then for any Γ0 with Γ0 ≥ρ Γ it holds that: (1) for
any coarse correlated equilibrium α of Γ, there exists a coarse correlated equilibrium α0 of Γ0
such that ρ(α0 ) = α; and (2) for any coarse correlated equilibrium α0 of Γ0 , ρ(α0 ) is a coarse
correlated equilibrium of Γ.
Proof. To show item (1), consider the distribution α0 on action profiles of Γ0 obtained by
sampling an action profile a from α and outputting a random a0 ∈ ρ−1 (a). Note that ρ(α0 ) = α
by construction. We need to show that for all i ∈ N and all a∗i ∈ A0i ,
Ea0 ←α0 [u0i (a0 )] ≥ Ea0 ←α0 [u0i (a∗i , a0−i )] .
The above can be rewritten, due to the construction of α0 and definition of Γ0 , as Ea←ρ(α0 ) [ui (a)] ≥
Ea←ρ(α0 ) [ui (ρi (a∗i ), a−i )]. This holds for every ρi (a∗i ) ∈ Ai since α = ρ(α0 ) is a coarse correlated
equilibrium of Γ. Item (2) follows similarly, since ρ(α0 ) is a distribution on action profiles of Γ
and α0 is a coarse correlated equilibrium.
The interesting case of the seemingly straightforward definition of super-equivalence arises
when the renaming function ρ is not invertible by the players.
We now define cryptographically blinded games. Let Γ = hN, (Ai ), (ui )i be a strategic
game, where players have oracle access to the utility functions ui .
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Definition 5.2 (Secret-key blinded game). Let Σ = (SGen, SEnc, SDec) be a secret-key encryption scheme, and let Γ = hN, (Ai ), (ui )i be a strategic game. Define the blinded game
ΓΣ = hN, (A0i ), (ui )0 i of Γ to be the game such that sk ← SGen() is generated and
• for each player i ∈ N the action space is A0i = Ai t {SEncsk (ai )|ai ∈ Ai }
• for each player i ∈ N the utility for all a0 ∈ ×j∈N A0j is u0i (a0 ) = ui (a), where for all
j∈N
(

aj =

a0j
SDecsk (a0j )

if a0j ∈ Aj ,
otherwise.

Definition 5.3 (Public-key blinded game). Let Π = (PGen, PEnc, PDec) be a public-key encryption scheme, and let Γ = hN, (Ai ), (ui )i be a strategic game. Define the computational
0(k)
0(k)
blinded game ΓΠ = {hN, (Ai ), (ui )i}k∈N of Γ to be the computational game such that for
every security parameter k ∈ N a corresponding key pair (pk, sk) ← PGen(1k ) is generated and
0(k)

• for each player i ∈ N the action space is Ai

= {PEncpk (ai )|ai ∈ Ai }
0(k)

• for each player i ∈ N the utility for all a0 ∈ ×i∈N Ai

0(k)

is ui

(a0 ) = ui (PDecsk (a0 )).

If ΓΠ and ΓΣ are blinded games of the game Γ, then we say that Γ is the underlying game
of ΓΠ and ΓΣ .
Observe that the blinded games ΓΠ and ΓΣ are super-equivalent to the underlying game
Γ, with respect to renaming functions ρ = PDecsk or ρ = SDecsk (respectively).
Remark 2. In these contexts, players do not have knowledge of the secret key sk, as is standard
and necessary when employing encryption schemes. Therefore, expectations “from the point of
view of the player” are taken over a secret key sk ← SGen() or (pk, sk) ← PGen(1k ), where
secret- or public-key encryption schemes are used, respectively.
It is assumed to be infeasible for players of a game Γ to efficiently compute the utility
functions u0i on arbitrary action profiles in ΓΣ or ΓΠ , since they cannot (efficiently) decrypt
ciphertexts in the corresponding encryption schemes. However, our applications require players
to be able to pick actions in A0i for which they know the corresponding expected utility. In
fact, if the players cannot do this, then the games become meaningless in that any distribution
on A is an equilibrium. In the public-key case, this property is achieved as players can simply
compute the encryption of some ai ∈ Ai for which the utility is known. In the secret-key case,
Ai is contained in A0i for exactly this purpose.
Security parameter for public-key games. Public-key blinded games have an implicit
security parameter k due to the underlying encryption scheme. When applying computational
equilibrium concepts (which have a security parameter k 0 of their own) to such games, there
must be a fixed relation between k and k 0 in order to have a meaningful definition of security
for a computational equilibrium of a blinded game. In our setting, both parameters represent
the same quantity: the computational boundedness of the players of a game. Therefore, we
let k = k 0 and refer to a single security parameter k.

5.3. COMPUTATIONAL EQUILIBRIUM CONCEPTS

5.3
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Computational Equilibrium Concepts

The following definitions of computational equilibria extend those introduced by Dodis et al. [32].
In the computational setting a strategic game induces a family of games parametrized by
(k)
(k)
the security parameter, i.e., Γ = {hN, (Ai ), (ui )i}k∈N . Hence, the corresponding solution
concepts are ensembles of probability distributions, and the security parameter captures the
intuition that players are limited to efficiently computable (ppt) strategies and indifferent to
gains negligible in k.
Definition 5.4 (Computational Nash equilibrium). A computational Nash equilibrium of
(k)
(k)
computational strategic game Γ = {hN, (Ai ), (ui )i}k∈N is a ppt-samplable ensemble of prod(k)
(k)
uct distributions α = {α(k) = ×j∈N αj }k∈N on {×j∈N Aj }k∈N such that for all players i ∈ N
(k)

(k)

and every ppt-samplable ensemble α̂i = {α̂i }k∈N on {Ai }k∈N , there exists a negligible ε(·)
such that for all large enough k ∈ N it holds that
(k)

(k)

Ea←α(k) [ui (a)] ≥ Ea←α(k) ,â ←α̂(k) [ui (âi , a−i )] − ε(k) .
i

i

Definition 5.5 (Computational correlated equilibrium). A computational correlated equilib(k)
(k)
rium of computational strategic game Γ = {hN, (Ai ), (ui )i}k∈N is a ppt-samplable proba(k)
bility ensemble α = {α(k) }k∈N on {×j∈N Aj }k∈N such that for all players i ∈ N and every
(k)

(k)

ppt-samplable ensemble α̂i = {α̂i }k∈N on {Ai }k∈N there exists a negligible ε(·) such that
for all large enough k ∈ N it holds that
(k)

(k)

Ea←α(k) [ui (a)] ≥ Ea←α(k) ,â ←α̂(k) (a ) [ui (âi , a−i )] − ε(k) .
i

i

i

Definition 5.6 (Computational coarse correlated equilibrium). A computational coarse cor(k)
(k)
related equilibrium of computational strategic game Γ = {hN, (Ai ), (ui )i}k∈N is a ppt(k)
samplable probability ensemble α = {α(k) }k∈N on {×j∈N Aj }k∈N such that for all players
(k)

(k)

i ∈ N and every ppt-samplable ensemble α̂i = {α̂i }k∈N on {Ai }k∈N , there exists a negligible ε(·) such that for all large enough k ∈ N it holds that
(k)

(k)

Ea←α(k) [ui (a)] ≥ Ea←α(k) ,â ←α̂(k) [ui (âi , a−i )] − ε(k) .
i

i

Note that in the above definition of computational coarse correlated equilibrium the output
(k)
of α̂i is independent of ai , unlike in the definition of computational correlated equilibrium.
Security parameter. In later sections we apply the above computational solution concepts in a straightforward way to classical strategic games. For a finite strategic game Γ =
hN, (Ai ), (ui )i we consider the computational version {Γ(k) }k∈N , where Γ(k) = Γ for all k ∈ N.
The action space and the utility function do not change with the security parameter in this
computational version of Γ; however, the players are limited to efficient (ppt) strategies.
Remark. In the classical setting, it is implicit that the players of a game have oracle access
to the utility functions ui , that is, players can query ui on any action profile in constant time1 .
1
Other parameters of the original game, such as the correlated equilibrium distribution, are also assumed
to be computable in constant time.
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Our results apply to all strategic games in the classical setting: hence the requirement that the
security parameter be polynomial in the size of the game (i.e., we ensure that players are able
to perform the standard task of reading the payoff matrix). With computationally bounded
players, however, it seems very natural to consider the case in which computing ui takes more
time. To our knowledge, this difference has been recognized (cf. Dodis et al. [32]) but not
much analyzed in the literature; however, it is an important underlying idea of the present
work.

5.4

Correspondence of Equilibria in Blinded Games

Lemma 5.2. Let Σ = (SGen, SEnc, SDec) be a perfectly non-malleable and verifiably decryptable secret-key encryption scheme. Then for any strategic game Γ, it holds that for any coarse
correlated equilibrium α of Γ there exists a correlated equilibrium α0 of ΓΣ that achieves the
same utility profile as α.
Proof. Let α0 be the probability distribution on ×i∈N A0i that corresponds to sampling an
action profile a = (a1 , . . . , aN ) ∈ ×i∈N Ai according to α and outputting an action profile
a0 = (SEncsk (a1 ), . . . , SEncsk (aN )), where sk is the secret key generated by SGen. Note that
α0 achieves the same utility profile as α by construction.
To show that such α0 constitutes a correlated equilibrium of ΓΣ , we need to verify that the
conditions from Definition 2.4 are satisfied, i.e., for every player i and for all b0i , â0i ∈ A0i it must
hold that
Esk←SGen(),a0 ←α0 [u0i (a0 )|a0i = b0i ] ≥ Esk←SGen(),a0 ←α0 [u0i (â0i , a0−i )|a0i = b0i ] .

(5.1)

Since Σ is perfectly secure, it follows from Definition 3.3 that for any a00 , a01 ∈ A0i ,
Esk←SGen(),a0 ←α0 [u0i (a0 )|a0i = a00 ] = Esk←SGen(),a0 ←α0 [u0i (a)|a0i = a01 ] .
Thus, for any player i, the expected utility from the distribution α0 is independent of
the advice a0i . Moreover, since the underlying encryption scheme is perfectly non-malleable
(Definition 3.5), no player i can generate (with any advantage2 ) a deviation a∗i satisfying
R(a∗i , ai ) for any known relation R. It follows that we need only to consider deviations a∗i that
are independent of the received advice ai . Therefore, equation 5.1 can be rewritten as the
following: for every player i and for all â0i ∈ A0i independent of a0i ,
Esk←SGen(),a0 ←α0 [u0i (a0 )] ≥ Esk←SGen(),a0 ←α0 [u0i (â0i , a0−i )] ,
which holds because α0 is by Lemma 5.1 a coarse correlated equilibrium of ΓΣ .
Lemma 5.3. Let Π = (PGen, PEnc, PDec) be a CCA-secure public-key encryption scheme.
Then for any strategic game Γ, it holds that for any computational coarse correlated equilibrium
α of Γ there exists a computational correlated equilibrium α0 of ΓΠ that achieves the same utility
profile as α.
Proof. For each security parameter k ∈ N, let (pk, sk) be the corresponding key pair generated
0(k)
by PGen(1k ). Consider the following probability ensemble α0 = {α0(k) }k∈N on {×j∈N Aj }k∈N
2

More precisely, no player can generate such a deviation a∗i with more success than by random guessing.
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that corresponds for each k ∈ N to sampling an action profile a = (a1 , . . . , aN ) ∈ ×i∈N Ai
according to α(k) and outputting an action profile a0 = (PEncpk (a1 ), . . . , PEncpk (aN )). Note
that α0 achieves the same utility profile as α by construction.
Assume that α0 is not a computational correlated equilibrium of ΓΠ (Definition 5.5), i.e.,
0(k)
0(k)
there exist a player i ∈ N , a ppt-samplable ensemble α̂i0 = {α̂i }k∈N on {Ai }k∈N , and a
non-negligible function δ(·) such that for every k ∈ N
0(k)

E(pk,sk)←PGen(1k ), [ui

(a0 )] ≤ E

a0 ←α0(k)

0(k) 0 0
(pk,sk)←PGen(1k ), [ui (âi , a−i )]
0(k)
a0 ←α0(k) ,â0i ←α̂i (a0i )

− δ(k) .

(5.2)

We show that one can use such a deviation α̂i0 to construct a ppt adversary that contradicts
the computational non-malleability of the encryption scheme Π (Definition 3.6).
Let A be the adversary that for each security parameter k ∈ N behaves as follows. A receives
a public key pk from the challenger and sends back M = α(k) as the message distribution. Upon
0(k)
receiving the challenge ciphertext c the adversary A samples c0 ← α̂i (c) and sends c0 to the
challenger together with the relation
(

R(b, b̂) =

1 w.p. 21 · (Ea←α(k) [ui (b̂, a−i )|ai = b] − Ea←α(k) [ui (ai , a−i )|ai = b] + 1),
0 otherwise.

We can assume without loss of generality that all the utilities of all the players in Γ are
between 0 and 1 (the corresponding linear transformation of the game matrix does not change
the strategic properties of the game), hence the above expression defining the probability that
R(b, b̂) holds is between 0 and 1. Note that M is efficiently samplable and that the relation R
is efficiently computable.
Consider the success probability of A in the experiment PubKNM
A,Π (k), i.e.,
Pr[PubKNM
A,Π (k) = 1] =

Pr

(pk,sk)←PGen(1k )
0(k)
a←α(k) ,â0i ←α̂i (PEncsk (ai ))

1
E
2


=

[â0i 6= PEncsk (ai ) ∧ R(ai , PDecsk (â0i ))]

0(k)

(pk,sk)←PGen(1k ),

[ui

0(k)
a0 ←α0(k) ,â0i ←α̂i (a0i )

0(k)

(â0i , a0−i )] − E(pk,sk)←PGen(1k ), [ui

(a0 )] + 1



.

a0 ←α0(k)

Note that the scaling needed for relation R is done by some finite factor, since the game matrix
of Γ does not depend on the security parameter k. Therefore, it follows from equation 5.2 that
this probability is larger than δ 0 (k) for some non-negligible function δ 0 (·).
On the other hand, the success probability of A in the experiment PubKNM,$
A,Π (k), i.e.,
Pr[PubKNM,$
A,Π (k) = 1] =

Pr

(pk,sk)←PGen(1k )
0(k)
a,ã←α(k) ,â0i ←α̂i (PEncsk (ai ))

[â0i 6= PEncsk (ai ) ∧ R(ãi , PDecsk (â0i ))]

1
0(k)
0(k)
E(pk,sk)←PGen(1k ), [ui (â0i , a0−i )] − E(pk,sk)←PGen(1k ), [ui (a0 )] + 1
2
0(k)
0
0(k)
0
0(k) 0


=

a ←α

,âi ←α̂i



,

a ←α

can be at most (k) for some negligible function . This follows from the fact that α is a
computational coarse correlated equilibrium, and no independent deviation can yield a nonnegligible improvement in expectation on the utility of any player i.
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Putting the above two observations together we conclude that for some non-negligible δ ∗ (·)
NM,$
∗
Pr[PubKNM
A,Π (k) = 1] − Pr[PubKA,Π (k) = 1] ≥ δ (k) ,

a contradiction to computational non-malleability of Π.

5.5

What Can I Do with an Encrypted Action?

We employ blinded games as a tool to achieve equilibria in the underlying game. The pre-play
protocols in the next section will issue “advice” to the players as encrypted actions, that is,
actions in the blinded game. In this section we address how an action of the blinded game can
be “used” to take a corresponding action in the underlying game.
We return to the concept of verifiability of mediation, introduced in Section 5.1. Since the
players do not know the secret key associated with a blinded game, they cannot decrypt an
encrypted action (and indeed, this is an essential property upon which the pre-play protocols
will depend). The players therefore invoke a third party who plays the underlying game on
their behalf. The third party will act in a way which can be publicly verified, so no trust need
be placed in him to perform actions correctly: if he misbehaves, then the misconduct will
be detected and he can be held accountable. This is in contrast to the usual idea of trusted
mediation for implementation of equilibria.
The importance of reducing the trust placed in mediators has long been recognized in the
literature, and the first formal definition of a verifiable but not trusted form of mediation was
given in [64], which introduced the concept of verifiable mediator.
Definition 5.7 (Verifiable mediator [64]). A verifiable mediator is a mediator which performs
all actions in a publicly verifiable way, and does not use any information that must be kept
secret.
We introduce the new concept of a verifiable proxy, which is used in our construction. Note
that the new concept is incomparable to the verifiable mediator of [64].
Definition 5.8 (Verifiable proxy). A verifiable proxy is a mediator which performs all actions
in a publicly verifiable way, and does not give the players any information that affects their
strategic choices in the underlying strategic game.
In our setting, the (only) action that the verifiable proxy performs for the players is to
translate the action from an encrypted form to the original form. It is well known that decryption can be done verifiably (see Section 3.4 for details). Importantly, the verifiable proxy
acts independently for each player: the correlation between players’ strategies is achieved by
the players themselves with no external help, and the verifiable proxy acts simply as a proxy
or interface so that the players may use encrypted actions to play in the underlying game.
We believe that (in contrast to general trusted mediators), verifiable proxies are a very
realistic and mild requirement in many scenarios, since many games are already “set up” by
some entity (e.g. the stock exchange or an online games company), which could easily set up
instead a version of the game incorporating encrypted actions. Moreover, the impossibility
result of [57] shows that without any mediation, even correlated equilibria cannot in general
be achieved by cheap talk: so some weak notion of mediation is necessary in order to bypass
this result and give useful correlated equilibrium implementations.
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Example. More concretely, we provide a toy example involving the well-known “Battle of
the Sexes” game (see Figure 5.1), where two friends are deciding on a joint activity, and they
have opposing preferences but would rather be together than apart.

Bach (B)
Stravinsky (S)

Bach (B)
2, 5
0, 0

Stravinsky (S)
0, 0
5, 2

Figure 5.1: “Battle of the Sexes” game
It is a correlated equilibrium to randomize over (B, B) and (S, S). In this scenario, the
“encrypted advice” could be an order to an online ticket vendor for either a Bach or Stravinsky
concert, encrypted under the public key of the vendor. The set-up assumption here would be
that the online vendor has published a public key and accepts encrypted orders. Since accepting
orders in a variety of formats desirable to customers is in the vendor’s interest, we consider
this to be a very feasible scenario.
Note that as this particular example is a correlated equilibrium, it is unnecessary to encrypt
advice (e.g., since the protocol of Dodis et al. [32] applies). However, the example serves to
illustrate that verifiable translation can be a highly realistic and mild assumption.

5.6

Our Protocols

In this section we give cryptographic protocols (in the computational and information-theoretic
settings) that achieve the utility profile of any coarse correlated equilibrium.

5.6.1

Cryptographic Cheap Talk

Definition 5.9 (Cheap talk extension [32, 48]). For a strategic game Γ, the cheap talk exe is defined as an extensive game consisting of a pre-play phase in which the players
tension Γ
exchange messages, followed by the play in the original strategic game. The communication
is non-binding (unlike in signaling games) in that it does not directly affect players’ utilities
in the underlying game, that is, players’ utilities in the cheap talk extension depend only on
actions taken in the strategic game. The cryptographic cheap talk extension is defined exactly
like the cheap talk extension, except that the players exchange messages during a polynomially
bounded number of rounds prior to the play in the original game Γ.
We follow the pre-play paradigm of Bárány [13], where the mediator is replaced by “cheap
talk” communication prior to game play. We construct protocols to be run during pre-play,
which implement any (computational) coarse correlated equilibrium of blinded games as a
(computational) Nash equilibrium of the (computational) cheap talk extension.

5.6.2

Protocol for Computationally Bounded Players

In this protocol, the players run a computationally secure multi-party computation to sample
an action profile from any computational correlated equilibrium of the blinded game.
We show that rational computationally bounded players will follow the above protocol, so
they can use it to implement any computational correlated equilibrium. By combining the
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Protocol 1. Implementing any computational correlated equilibrium α0 of ΓΠ :
Let Π = (PGen, PEnc, PDec) be a CCA-secure public-key encryption scheme and let (pk, sk) ←
PGen(1k ) with pk known to all players. Communication is via broadcast.
1. The players run a computationally secure multi-party computation protocol (secure against
t ≤ N − 1 corruptions) to implement the function that samples an action profile a0 ← α0 , and
outputs to each player i his action a0i .
2. Every player takes a0i as its action in ΓΠ .

Figure 5.2: Protocol for implementing computational correlated equilibria of ΓΠ .

above with our results from Section 5.2 about correspondence of coarse correlated equilibria
in the underlying game and correlated equilibria in its blinded version, we get the following
theorem.
Theorem 5.1. Let Π = (PGen, PEnc, PDec) be a CCA-secure and verifiably decryptable publickey encryption scheme, and let Γ be any finite strategic game. For any computational coarse
correlated equilibrium α of Γ that for each player achieves at least as high utility as the worst
e of the computational cheap
Nash equilibrium, there exists a computational Nash equilibrium α
f
Π
talk extension Γ that achieves the same utility profile as α.
Proof (sketch). To fully specify a strategy profile for the cryptographic cheap talk extension,
we need to define the “default” strategy of the players in the case that a deviation of any player
is detected. We define Protocol 2 to be the protocol where players execute Protocol 1 (given
in Figure 5.2) but default to the worst Nash equilibrium σ i for player i if a deviation of player
i is detected.
Let α0 be the computational correlated equilibrium of ΓΠ from Lemma 5.3 that achieves the
same utility profile as α. We show that using Protocol 2 in order to implement α0 constitutes
a computational Nash equilibrium in the cryptographic cheap talk extension ΓfΠ . Note that it
is payoff-equivalent to α by construction.
For any security parameter k, the following events may occur during the run of the protocol:
(1) a player learns its advice before the other players; (2) a player deviates from the protocol
and the deviation is detected by the other players; or (3) a player deviates from the protocol
and it is unnoticed.
Addressing (1): it follows from CCA-security of the public-key encryption scheme Π (Definition 3.4) that each player is indifferent (up to a negligible improvement in utility) between
any advice he may receive, and thus gains no advantage from learning his advice first. In
particular, he has no incentive to abort the protocol and prevent others from learning their
advice. Addressing (2): the expectation of any player i in the default Nash equilibrium σ i is
at most the expectation of player i in α. Addressing (3): the security of the multi-party computation protocol ensures that players can cheat without being caught with at most negligible
probability. Thus, the increase in utility from any cheating strategy is at most negligible.
There is no deviation during the protocol phase profitable by more than negligible amount.
Consider the case that every player i received his advice a0i . Since α0 is by Lemma 5.3 a computational correlated equilibrium of ΓΠ , no player has an incentive to deviate from the prescribed
advice, and the players will play according to the sampled action profile a0 . Therefore, to follow
Π payoff-equivalent to α.
e of Γf
Protocol 2 is the computational Nash equilibrium α
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It is possible to eliminate the condition (from Theorem 5.1) that the implemented coarse
correlated equilibrium does at least as well as the respective worst Nash equilibrium for each
player. Such a protocol (Protocol 3) is given in the proof sketch of Theorem 5.2. However,
Protocol 2 satisfies more desirable properties (in particular, concerning empty threats, which
will be discussed later in this section) than the more general Protocol 3. We consider Theorem 5.1 to be the much stronger result notwithstanding the restriction on the class of achieved
coarse correlated equilibria, because:
• all coarse correlated equilibria that players might rationally wish to implement by cheap
talk do dominate all Nash equilibria (otherwise, they could achieve a better payoff from
a Nash equilibrium without the hassle of a pre-play protocol); and
• unlike Protocol 3, Protocol 2 is free of empty threats; and
• the expected payoff even when the protocol is aborted and the default strategy invoked
is higher in Protocol 2 than in Protocol 3.
Theorem 5.2. Let Π = (PGen, PEnc, PDec) be a CCA-secure and verifiably decryptable publickey encryption scheme, and let Γ be any finite strategic game. For any coarse correlated
e of the computational cheap
equilibrium α of Γ, there exists a computational Nash equilibrium α
f
Π
talk extension Γ that achieves the same utility profile as α.
Proof (sketch). The players use a modified version of Protocol 2 from the proof of Theorem 5.1,
where if a deviation of some player is detected, the remaining players – instead of defaulting to
a Nash equilibrium – play a joint minmax strategy in order to “punish” the deviating player.
We define Protocol 3 to be this modified protocol. This ensures that adhering to the protocol
yields at least as much utility as deviation. The full proof follows exactly the same structure
as the proof of Theorem 1 of Dodis et al. [32], and we refer the reader to their paper for
details.
Empty threat. Recall the issue of empty threats from Chapter 4. An empty threat posed
by a player in an extensive game is a strategy of the threatening player at a history off the
equilibrium path which is not rational from his perspective. A threatened player can demonstrate the existence of such an empty threat by taking a beneficial deviation that would make
the threatening player refrain from following through with the announced threat.
A consequence of empty threats in a Nash equilibrium is that a strategy profile containing
empty threats is not sequentially stable, i.e., players that adapt their strategies during the
game would not follow such strategy profile. One approach to avoid empty threats is to
require subgame perfect equilibrium. However, as addressed by Gradwohl et al. [48] there is
no obvious way to define subgame perfection in the computational setting. Therefore, we use
the computational solution concept of [48] and show that Protocol 2 is free of empty threats.
Π from Theorem 5.1. Then
e be the computational Nash equilibrium of Γf
Theorem 5.3. Let α
Π.
e is an empty-threat-free computational Nash equilibrium of Γf
α

e is payoff-equivalent to some
Proof (sketch). Recall that the computational Nash equilibrium α
computational coarse correlated equilibrium α of Γ (Theorem 5.1), and that α achieves at
least as high utility for each player i as his worst Nash equilibrium σ i of Γ to which the players
default in case any deviation of player i is detected during the protocol phase.
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For every security parameter k, we need to show that at any history no player is facing
an empty threat, i.e., we need to show that there is no history h with a deviation τ such that
every empty-threat-free continuation of τ improves over every empty-threat-free continuation
e at h by more than negligible amount.
of α
It follows from Lemma 5.3 that the expectation of any player after receiving the encrypted
e without knowing the advice. Thus, the
advice is the same as the expectation of playing α
expectation from following the protocol is the same at any history of the cheap talk extension.
e being a computational
We will use the following claim that follows immediately from α
Nash equilibrium.
Claim 5.1. Any deviation during the protocol phase that goes unnoticed can give the player at
most negligible advantage.
Since any observed deviation corresponds to a history in which players default to the Nash
e at such histories, since σ
equilibrium σ, no player is facing an empty threat with respect to α
is a Nash equilibrium.
By the definition of empty threat, no player is facing an empty threat at the final round
where players take simultaneous actions in the strategic game, and in particular it is an emptythreat-free strategy to play according to the received advice a0i at the terminal history. By
Claim 5.1 any unobserved deviation in the protocol phase can yield at most negligible ime is an empty-threat-free
provement in player’s utility, thus we get by induction that to follow α
continuation at any history.
Finally, Claim 5.1 also gives that no continuation (in particular no empty-threat-free continuation) of any deviation at any history h can improve by more than negligible amount over the
e Therefore, α
e is an empty-threat-free computational
continuation induced at h by following α.
Nash equilibrium of ΓΠ .
Strategic equivalence. Lemma 5.4, below, proves the strategic equivalence of the cryptographic cheap talk extension ΓfΠ to the underlying game Γ.
Lemma 5.4. Let Π = (PGen, PEnc, PDec) be a CCA-secure and verifiably decryptable publickey encryption scheme, and let Γ be any finite strategic game. For any computational Nash
Π , there exists a computational coarse
e of the cryptographic cheap talk extension Γf
equilibrium α
e
correlated equilibrium α of Γ that achieves the same utility profile as α.
e on action profiles of Γ is a
Proof. We show that the probability ensemble α induced by α
computational coarse correlated equilibrium of Γ.
Assume that α is not a computational coarse correlated equilibrium, i.e., there exists a
player i that has a ppt-samplable unilateral deviation to α that improves his expectation for
every k ∈ N by δ(k) for some non-negligible δ(·). However, such deviation can be used by player
Π , a contradiction
e to gain a non-negligible improvement in his expectation in Γf
i also against α
Π.
e is a computational Nash equilibrium of Γf
to the fact that α

Corollary 5.1. For any finite strategic game Γ, the cryptographic cheap talk extension ΓfΠ is
fΣ , there exists a coarse
e of Γ
strategically equivalent to Γ, that is, for every Nash equilibrium α
e and vice versa.
correlated equilibrium of Γ that achieves the same utility profile as α,
Proof. Follows immediately from Theorem 5.1 and Lemma 5.4.
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Protocol 4. Implementing any correlated equilibrium α0 of ΓΣ :
Let Σ = (SGen, SEnc, SDec) be a perfectly non-malleable and verifiably decryptable secret-key
encryption scheme and let sk ← SGen. Let each player i possess a distinct share ski of an (n − 1)out-of-n secret-sharing of the secret key sk. Communication is via pairwise channels.
1. The players run a perfectly secure multi-party computation to implement the function that
samples a profile a0 ← α0 , and outputs to each i his action a0i .
2. Every player takes a0i as its action in ΓΣ .

Figure 5.3: Protocol for implementing correlated equilibria of ΓΣ .

5.6.3

Protocol For Computationally Unbounded Players

An alternative protocol using secret-key encryption implements all coarse correlated equilibria
– not just computational ones – for all strategic games with four or more players. As discussed
in Section 5.1, the condition of four or more players is unavoidable. In this (more traditional)
setting, the players are computationally unbounded.
The players can use a perfectly secure multi-party protocol with guaranteed output delivery
(see Section 3.2) to sample the corresponding correlated equilibrium in the secret-key blinded
game from Lemma 5.2.
Theorem 5.4. Let Σ = (SGen, SEnc, SDec) be a perfectly non-malleable and verifiably decryptable secret-key encryption scheme, and let Γ be any finite strategic game with four or
more players. For any coarse correlated equilibrium α of Γ that for each player achieves at
e of the
least as high utility as the worst Nash equilibrium, there exists a Nash equilibrium α
f
Σ
cryptographic cheap talk extension Γ that achieves the same utility profile as α.
Proof. Let α0 be the correlated equilibrium of ΓΣ from Lemma 5.2 that achieves the same
utility profile as α. We show that to follow Protocol 4 in order to implement α0 constitutes a
Nash equilibrium in the cryptographic cheap talk extension ΓfΣ that is payoff-equivalent to α.
Note that Protocol 4 fully specifies the strategy of every player in the cheap talk extension,
since no player unilaterally deviating during the multi-party computation protocol can influence
the output of the honest parties. Hence, every honest player i receives the private advice a0i
sampled from the correlated equilibrium of the secret-key blinded game ΓΣ .
Since α0 is by Lemma 5.2 correlated equilibrium, no player has an incentive to deviate
from the sampled action profile a0 . Therefore, to follow Protocol 4 to implement the correlated
fΣ that achieves the same utility profile as α.
e of Γ
equilibrium α0 is the Nash equilibrium α
Empty threats. Now we show that this equilibrium is a sequential equilibrium (see Definition 2.14 in Section 2.2.2): informally, we show that by following the prescribed strategy,
players are making optimal decisions at all information sets.
Theorem 5.5. For any strategic game with seven or more players, the Nash equilibrium of
Theorem 5.4 is a sequential equilibrium (for some system of beliefs).
Proof. Our crucial observation is that in the case of seven or more players, the perfectly secure
MPC protocol tolerates two corrupted parties. We show that for each player i to follow the
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protocol and to play according to the outputted advice a0i (denoted as behavioral strategy
profile β) is a sequential equilibrium (with respect to the strategy profile defined below).
First, we specify the belief system µ of players at any information set. The beliefs at any
information set on the equilibrium path are derived from the behavioral strategy β by Bayes’
rule, and for any information set I that is off the equilibrium path, let µ(I) be the uniform
distribution on all histories in I. To show that (β, µ) is a sequential equilibrium, we must show
that (β, µ) is sequentially rational and consistent.
It follows from β being a Nash equilibrium that to follow β is optimal for any information
set on the equilibrium path. Hence, to conclude that (β, µ) is sequentially rational, we just
need to show that β is also optimal off the equilibrium path, given the beliefs of µ. Let I be
an information set of player i at some point off the equilibrium path. Such information set
corresponds to player i receiving message outside of the scope of the protocol from some player
j. However, such message cannot influence the behavior of player i even if it receives the share
of the secret key skj and the view player j up to this point (since the multi-party protocol
tolerates two actively corrupted parties).
To show that (β, µ) is consistent, consider the sequence of assessments {(β (n) , µ(n) )}∞
n=1
where each β (n) assigns non-zero probability (n) to all actions that are taken with zero probability in β, such that (n) goes to zero as n → ∞, and the belief system µ(n) is derived from
β (n) using Bayes’ rule.
First note that the sequence {(β (n) , µ(n) )}∞
n=1 converges to (β, µ). The sequence of behav(n)
∞
ioral strategy profiles {β }n=1 converges to β by construction. Since µ(n) is derived from
β (n) by the Bayes’ rule, µ(n) converges to µ for every information set on the equilibrium path.
For every information set I off the equilibrium path, the distribution µ(n) (I) is equal to µ(I).
Finally, β (n) is completely mixed for all n, hence (β, µ) is consistent.

Strategic equivalence. Lemma 5.5, below, proves the strategic equivalence of the cryptographic cheap talk extension ΓΣ to the underlying game Γ.
Lemma 5.5. Let Σ = (SGen, SEnc, SDec) be a perfectly secure secret-key encryption scheme,
e
and let Γ be any finite strategic game with four or more players. For any Nash equilibrium α
f
Π
of the cheap talk extension Γ , there exists a coarse correlated equilibrium α of Γ that achieves
e
the same utility profile as α.
e on action profiles of Γ is a coarse corProof. We show that the distribution α induced by α
related equilibrium of Γ. Suppose α is not a coarse correlated equilibrium, i.e., there exists a
player i that has a deviation to α which improves his expectation. However, such a deviation
fΣ , since it is also a profitable unilateral
e is a Nash equilibrium of Γ
contradicts the fact that α
fΣ .
e in Γ
deviation against α

Corollary 5.2. For any game Γ, it holds that the cryptographic cheap talk extension ΓfΠ is
Π , there exists a coarse
e of Γf
strategically equivalent to Γ, that is, for every Nash equilibrium α
e and vice versa.
correlated equilibrium of Γ that achieves the same utility profile as α,
Proof. Follows immediately from Theorem 5.4 and Lemma 5.5.
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Remarks on Efficiency of Multi-party Computation

Computational setting. With recent advances in efficiency, computationally secure multiparty computation protocols are now being considered for practical use in various settings.
Its first large-scale deployment was to compute market clearing prices for Danish sugar beet
contracts in 2008 [19]. Subsequent advances include [28, 61]. Indeed, numerous multi-party
computation implementations are available online, such as VIFF (viff.dk) [29].
In the common “pre-processing model”, where pre-processing time is available before the
main computation, yet faster protocols are possible: [31] achieves secure 3-party 64-bit multiplication in 0.05 ms. This could be a very reasonable model when the same N players play
multiple or repeated games.
We note that there has been a line of work starting with [32], on designing multi-party computation protocols specifically for sampling from correlated equilibrium distributions. However,
these address the two-party setting, and have not taken into account the most recent advances
in general multi-party computation techniques, so we do not consider them to be of great
relevance here.
Perfect setting. In the perfect setting, known protocols are less efficient; and perfectly
secure encryption is relatively inefficient due to inherently large key sizes. Nonetheless, substantial progress has been made: the best known protocol [14] achieves O(N ) communication
complexity per multiplication3 , improving on previous protocols by Ω(N 2 ).
We consider our information-theoretic results to be of interest primarily as proofs of possibility, and a novel application of cryptographic techniques to game theory without computational restrictions. Certainly, for efficiency in practice and strength of results, our computational protocols are the ones of interest.

3
The circuit that the parties want to compute is usually represented as addition and multiplication gates,
and the multiplication gates have been found to be the bottleneck for multi-party computation.

6
Chapter

Rational Arguments
6.1

Introduction

With the advent of cloud computing there has been increased interest in schemes that allow
devices with limited computing power to verify the correctness of computations done on their
behalf. Such procedures are referred to as delegation schemes. In their most basic incarnation,
the weak device (the verifier) delegates a computation to the cloud (the prover) by sending it
an input x ∈ {0, 1}n and expecting the cloud to return the value f (x), where f is a function
computable by a predetermined circuit C. To make the computation of f (x) verifiable, the
prover is expected to send along a “certificate of correct computation”, which is then checked
by the verifier, preferably investing less resources than it would have invested had he computed
f (x) on its own (for this notion to be meaningful the circuit C should be given in some succinct
way, e.g. it can be efficiently generated by a small program).

6.1.1

Efficient Proofs/Arguments

The first approaches for delegating computation (which in fact pre-dated the cloud days by
about two decades) proposed to use Computationally Sound proofs/efficient arguments (cf. Kilian [69], Micali [78]). These delegation schemes allow the verifier to run in time O(poly(n, log S)),
where S denotes f ’s circuit size. However, they require heavy machinery such as PCP for general circuits, and hence introduce significant overhead to both the prover and the verifier.
Moreover, efficient arguments require four messages of interaction between the prover and the
verifier, inflicting undesirable burden on the parties.
While the interaction can be removed by using Random Oracles [78], the question of
whether there exist efficient non-interactive arguments under standard assumptions is still
not well understood. One indication on the difficulty of resolving this problem is that no
non-trivial language has a Succinct Non-interactive ARGument (SNARG) based on falsifiable
assumptions (Gentry and Wichs [40]). Several works have been bypassing these limitations by
relying on non-standard (and in particular not known to be falsifiable) assumptions (we survey
these alternative proposals in Section 6.1.4), yet it is of interest to examine to what extent
such assumptions are necessary for succinct delegation.
In any case, as observed by Goldwasser, Kalai and Rothblum [45], the impossibility results do not pose any limitation in the context of real-life delegation. This is simply because
in delegation we are only interested in efficiently computable problems. This brought them
to introduce a weaker notion of delegation, in which the prover is only required to work for
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languages computable in polynomial time, resulting in more efficient delegation schemes, both
in the standard model (i.e., with no set-up), and in a model allowing an offline preprocessing
stage (used to amortize the cost of verification across multiple evaluations of f ). One-round
versions of such schemes are computationally sound, and in particular based on intractability assumptions (e.g. [4, 25, 38]), whereas interactive versions can be actually proved to be
unconditionally sound [45].
It should be noted that, while many of these more recent schemes do not rely on full blown
PCP machinery, they still induce significant computational overhead on the prover. Even
leaving prover’s complexity aside, in all the delegation schemes mentioned above the verifier’s
running time is O(poly(n, log S)) (or at best n + polylog(S)), suggesting that the least the
verifier should do is to read the input in its entirety. On the other hand, recent work by
Rothblum, Vadhan and Wigderson [92], suggests that this apparent limitation can be actually
bypassed by considering ”Interactive Proofs of Proximity”. For circuits of depth d, such proofs
allow the verifier to work in time (n/D + D)1+o(1) · Õ(d) (which is sub-linear for example
√
when D = n), but to reject only strings that are D-far from being the correct output of the
computation.

6.1.2

Rational Proofs

Another recent line of work, initiated by Azar and Micali [11] proposes to relax the rigid
soundness requirements of classical proofs. They do so by allowing the verifier to accept proofs
of false statements, but make it irrational for the prover to provide them. While not good
enough in case of a malicious prover (or say if one wants to detect faults), this still may fit
very well a scenario in which a weak client delegates a complex computation to a more powerful
server/cloud (think of delegation of some massive computation to Amazon, which would then
be paid for its services). Thus, to the extent that such Rational Proofs are meaningful, one
may consider them as an alternative to more traditional approaches to delegation.
Azar and Micali [11] give rational proofs for search problems in #P and more generally
for the entire counting hierarchy. The main advantage of such proofs over their classical
counterparts is that they are as simple as one could hope for. The basic idea is to let the
prover simply give the verifier the result of the computation, and let the verifier randomly
compute a “reward” based on the prover’s answer. This reward reflects the quality of the
prover’s computation in that its expectation is maximized when the prover gives the correct
answer. As a result there is almost no overhead both for the prover and for the verifier.
One natural question that comes to mind is whether rational proofs can be “scaled down”
to lower complexity classes. This includes both classes such as NP, but also lower classes say
within P (i.e., ones that are relevant to delegation). Towards this end, Azar and Micali [12]
proposed “super-efficient” rational proofs, an extension of their notion, and showed that such
super-efficient rational proofs capture precisely the class TC0 of constant depth, polynomial size
circuits with threshold gates. The super-efficiency of their proofs, while introducing additional
interaction, allows the reward to be computed by the verifier in sub-linear time (in the input
size). This can be achieved in an extremely simple and natural manner, introducing hardly
any overhead on the prover’s work (beyond the computation of f ).
Azar and Micali [12] also consider super-efficient one-round rational PCPs, in which the
communication is poly(n) and the verifier has random access to the message from the prover.
Rational PCPs can capture languages beyond TC0 . However, given the differences in the
communication model and constraints, they are not directly comparable to super-efficient
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proofs. Moreover rational PCPs seem unsuitable for delegation, since in this model the prover
sends the whole proof to the verifier that queries only a limited number bits of it to check the
correctness of computation.

6.1.3

Our Results

The main objective of this work is to attain a simple (and in particular low-overhead), oneround delegation scheme that captures as large class of problems as possible, and in which
the verifier works sub-linearly in the input size. To this end we introduce a new concept,
called Rational Arguments, which beyond postulating a rational prover additionally assumes
that he is computationally bounded. We show how to realize rational arguments based on
standard (falsifiable) cryptographic hardness assumptions, resulting in an arguably meaningful
alternative to known delegation schemes.
Our initial observation is that for the class of search problems computable by threshold
circuits of depth d = o(n), the efficiency of rational proofs can be strengthened beyond what
was originally shown by Azar and Micali [11], in the sense that the verification time can be
performed in as little as Õ(d) time. This comes at the cost of making the proof interactive,
and specifically requires d rounds of communication. The resulting rational proof is very
simple and induces hardly any overhead. All that is required from the prover is to perform
the computation as prescribed, storing intermediate values along the way. A small subset
of these values is subsequently used to convince the verifier in the correctness of the actual
computation. Moreover, the verification procedure requires the verifier to only access a single
bit of the input, and to perform a computation with complexity proportional to d, the depth
of the circuit.
Our rational proofs resemble by structure the super-efficient rational proofs of Azar and
Micali [12], and traverse the circuit in a similar manner. However, the computation of reward by
the verifier differs in that it requires the prover to send a single bit per gate (the corresponding
intermediate value), unlike in the case of [12] where the prover needs to count and report
the number of ones among the children of each gate queried by the verifier. This yields to
substantial improvement in terms of communication complexity.
Next, we go on and convert the above interactive procedure into a one with a single round.
This is done by applying a variant of a previously known transformation by Kalai and Raz [65].
This transformation makes use of a single server Private Information Retrieval Scheme (PIR)
and assumes that the prover is computationally bounded. The “database” held by the prover in
this transformation consists of precisely the intermediate computation values mentioned above,
and as a result the overhead is kept minimal (the Kalai Raz transformation was previously
used to convert significantly “heavier” protocols, resulting in increased work for the prover,
beyond the mere computation of f ). Jumping ahead, we note that our analysis departs from
the original Kalai Raz analysis in several aspects.
Formalizing the above necessitates putting forward a completely new definition of rational
arguments. This definition involves dealing with several subtleties and complications, arising
from the combination of rational proofs with computational considerations and the presence
of cost of computation. We view the formalization of this new concept as one of the main
contributions of this work. Our construction of rational arguments, along with the way it
interacts with the definition, highlights the importance of the “gap” between the reward given
in case of truthful behavior of the prover and the reward given in case of untruthful behavior.
In our construction, the noticeable reward gap of our rational proofs for NC1 (in contrast
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to higher classes within NC) is exactly what allows us to successfully transform them into
one-round rational arguments.
In addition to the above, we also establish strong limitations on the reward gap achievable
by non-interactive public-coin rational proofs. Specifically, we show that non-trivial languages
cannot have such rational proofs with both logarithmic communication complexity and noticeable reward gap. This suggests that the search for rational proofs with large reward gap
should focus on private-coin and/or interactive protocols. Progress in this direction would
be very interesting, as it might result in succinct non-interactive rational arguments, whose
classical counterparts, as shown by Gentry and Wichs [40], cannot be achieved under falsifiable
assumptions (at least not in a black box way).
To summarize, we view our main contributions to be the following:
• Downscaling rational proofs to efficiently handle a rich class of languages within P (specifically, the class of search problems computable by threshold circuits of depth d = o(n)).
(Section 6.4.4)
• Defining a notion of rational arguments that bears meaningful semantics in the context
of delegation of computation. (Section 6.3.1)
• Transforming any interactive rational proof with noticeable reward gap into highly efficient one-round rational arguments. (Section 6.3.2)
• Establishing limitations on the verification complexity (or more precisely on the complexity of computing the reward) in low communication rational proofs. (Section 6.4.5)
• Pointing out open questions related to the notions of rational proofs and arguments.
(Section 7.3)
Our rational protocols, while providing a weaker (yet arguably meaningful) guarantee of soundness, compare favorably with each of the known delegation schemes in at least one aspect. They
are simple, rely on standard complexity hardness assumptions, provide a correctness guarantee
for all instances, and do not require preprocessing.

6.1.4

Previous Delegation Schemes

In classical model, the literature contains a variety of models for delegation. For problems
within P the protocols can be roughly partitioned into proofs and arguments, where the latter
has been considered both with and without preprocessing. For problems outside of P, the main
notion considered is that of succinct non-interactive arguments. Arguments in preprocessing
model and arguments for problems outside P are less relevant to this work. We survey some
of them and note that the verification time is not sub-linear.
Before comparing with the classical setting, we present a comparison with other delegation schemes in the rational model. That is, we show a comparison between our rational
arguments/rational proofs and rational proofs by Azar and Micali [12].
Rational proofs. Independently of our work, Azar and Micali [12] show a rational proof
for uniform constant depth threshold circuits (TC0 ) and prove that constant round, superefficient rational proofs capture exactly this complexity class. Our rational arguments cover
a potentially richer class of problems, while having only one round and only polylogarithmic
overhead. We view it as an evidence that rational arguments have the potential to extend
super-efficient rational proofs beyond class TC0 .
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Table 6.1: efficiency comparison of our rational proofs and arguments to [12]
Complexity class

Rounds

Communication

Verification time

TC0

constant

O(log n)

polylog(n)

Our rational proofs

0

TC

constant

constant

polylog(n)

Our rational proofs

NC1

O(log n)

O(log n)

polylog(n)

1

polylog(n)

polylog(n)

Azar and Micali [12]

Our rational arguments

1

NC

The advantage of our rational proofs over rational proofs in [12] is minimality of communication, i.e., only one bit per round. For the restricted class of log-time constant depth
threshold circuits, the verification time of our protocol as well as the one in Azar and Micali [12]
is O(log n). A detailed comparison of parameters is in Table 6.1.
Proofs. Goldwasser et al. [45] give a simple interactive proof for any log-space uniform circuit
in NC. Their solution is to traverse the circuit from the top down, run a sum-check protocol
and apply standard arithmetizing techniques which take only sub-linear time for each level.
This approach yields very good efficiency for all levels except the last one (the input level),
where the verifier performs a heavy computation (verifying the evaluation of a polynomial on
the whole input) which takes quasi-linear time in the input size.
Rothblum et al. [92] study sub-linear verification in the model of interactive proofs of
proximity, and give a protocol based on parallel repetition of the Goldwasser et al. [45] protocol.
The main difference (and advantage) to Goldwasser et al. [45] is that the new model allows
to avoid the costly verification procedure for the input level. Efficiency comes at the cost of
correctness, which is no longer guaranteed to hold for instances that are only close to being
in the language. In addition, communication and verification complexity are increased due to
parallel repetition (used for the sake of distance amplification).
Our construction is even simpler than the protocol of Goldwasser et al. [45]. Not only our
verifier runs in sub-linear time, but also our rational prover runs in linear time in the size of the
circuit (in previous constructions the prover runs in polynomial time in the circuit size). As
in previous constructions, the verifier in our protocol traverses the circuit from the top down,
however he merely asks the rational prover for one bit at each level (value of a single gate).1
Finally, in our protocols the verifier only needs to access one bit of the input (i.e., one query
to the input) at the last level. See Table 6.2 for the full comparison. One other interesting
approach is to consider a model with multiple provers. Based on Goldwasser et al. [45], Canetti,
Riva and Rothblum [23] and Kol and Raz [71] show how to obtain more efficient proofs for NC
in the competing prover model. Kalai, Raz and Rothblum [66] consider delegation for bounded
space (which may also contain languages outside NC) in the model of multi-prover interactive
proofs. The running time of verifiers in their constructions are at least quasi-linear.
Arguments. Under cryptographic assumptions, it is in general possible to obtain more efficient protocols (though the soundness guarantee then only holds with respect to bounded
cheating provers).
1

Unlike the previous works, we consider the class TC instead of NC. This is no limitation, since in general
NC = TC. Moreover, we gain advantage in the case of constant depth, since NC0 ⊂ TC0 . Note that TC0 is a
powerful model of bounded computation.
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Table 6.2: efficiency comparison of our rational proofs to [45, 92]
Queries

Rounds

Communication

Verification time

Remarks

Õ(d)

Õ(n)

NC of depth d

Goldwasser
et al. [45]
Rothblum
et al. [92]

n

Õ(d)


n 1+o(1)
D

Õ(d)

this work

1

d

D·


n o(1)
D

d

· Õ(d)

n
D

+D

1+o(1)

Õ(d)

· Õ(d)

D-proximity,
NC of depth d
TC of depth d

In order to minimize interaction, Kalai and Raz [65] give a transformation from specific
type of interactive protocols into one-round arguments. Goldwasser et al. [45] noted that
this transformation can be used to achieve non-interactivity also for their delegation scheme.
Subsequently, Cormode et al. [26] optimized the efficiency of the prover into quasi-linear in
the circuit size, and Thaler [98] achieved even better efficiency for a natural class of structured
circuits. Essentially the same transformation can make the work of Kalai et al. [66] one-round.
Since the transformation preserves the complexity of the original interactive proof (with only
a modest amount of overhead), the running time of the verifier in all the arguments obtained
in this way is comparable to the original running time, but it still cannot get better than
quasi-linear. In order to get a sub-linear one-round argument via this transformation, one
would need to start with a sub-linear delegation scheme as in our case. The construction
of Rothblum et al. [92] achieves sub-linear verification, however it is not obvious if the same
transformation can turn it into a one-round argument. The problem of constructing arguments
that are one-round with sub-linear verification time is still open in the classical setting. We
show how to simultaneously achieve both in the rational setting.
Preprocessing model and SNARGs. Gennaro, Gentry and Parno [38], Chung, Kalai
and Vadhan [25] and Applebaum, Ishai and Kushilevitz [4] use a computationally demanding offline phase to achieve efficiency during the run of the delegation scheme. The work of
Parno, Raykova and Vaikuntanathan [89] further limits the amount of preprocessing needed
to aim for public-verifiability. Other works consider delegation for NP languages based on
non-falsifiable assumptions; the works of Bitansky et al. [18], Damgård, Faust and Hazay [30],
Gennaro et al. [39], Groth [50] or Lipmaa [75] give succinct delegation schemes based on such
assumptions.

6.2

Rational Proofs

In a rational proof, Arthur pays Merlin a randomized reward according to the transcript of
the communication, and the communication constitutes a rational Merlin Arthur game if the
correct evaluation y = f (x) can be derived from transcript that maximizes the expected reward.
For a pair of interactive Turing machines, P and V , we denote by (P, V )(x) the random
variable representing the transcript between P and V when interacting on common input x.
Let reward(·) denote a randomized function computed by V that given a transcript calculates
a reward for P , and by output((P, V )(x)) the output of V after interacting with P on common
input x. In this setting, the goal of a rational P is to maximize the expected value of reward(·),
while the goal of V is to learn (and output) the true evaluation of the desired function f on x.
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We extend the definition of rational Merlin Arthur [11] to multiple rounds. Our definition
can be seen as a functional analogue of their decisional rational MA definition. Similar to
classical proofs, where the statement is fixed ahead of time (i.e., the statement is always
proving x in the language), we consider the setting where a rational prover first declares his
answer to f (x), and only then tries to prove the correctness of the reported value.
Definition 6.1 (Functional Rational Merlin Arthur).
Let C, T : N → R be some functions. A function f : {0, 1}∗ → {0, 1}∗ is in FRMA [r, C, T ] if
there exists an r-round public-coin protocol (P, V ), referred as rational proof, and a randomized
reward function reward : {0, 1}∗ → R≥0 such that for all inputs x ∈ {0, 1}∗ :
(a) Pr[output((P, V )(x)) = f (x)] = 1.
(b) For every round i and for any prover P̃ that behaves as P up to round i and differs on
round i it holds that:
E[reward((P, V )(x))] > E[reward((P̃ , V )(x))] ,
where the expectation is taken over the random coins of the verifier and the prover.
(c) The communication complexity of P is C (|x|).
(d) The running time of V is T (|x|).
We associate a language L with a function f : {0, 1}∗ → {0, 1} where f (x) = 1 if and only
if x ∈ L. That is, deciding membership in L is equivalent to computing f . The class Decisional
Rational Merlin Arthur, or DRMA in short, is defined by restricting Definition 6.1 to binary
functions.

6.3

Rational Arguments

In this section we present our definition of rational arguments, and motivate the choices behind
it. We then go on to construct a one-round rational argument, assuming a standard protocol
for Private Information Retrieval. Our construction makes use of an interactive rational proof
as a building block. The construction of the interactive rational proof is given in Section 6.4.4.
The transformation we employ is similar to the transformation proposed by Kalai and Raz [65],
with some significant differences in the analysis.

6.3.1

Definition

Rational arguments are designed to model what happens to the reward when restricting the
prover to computationally bounded strategies. One difficulty in capturing the expected prover
behavior lies in the fact that he always can attempt to solve the underlying hard problem, and
in case of success can reap the highest payoff even while lying about the result. While these
attempts will fail with overwhelming probability, one still has to account for those attempts
that do succeed. Any definition of computationally bounded strategic behavior should thus
take such strategies into consideration, and in particular accommodate negligible gains over
the reward guaranteed by the prescribed behavior (but not more). This protects the verifier
from giving out too high rewards on expectation, and at the same time ensures that the prover
does not lose too much by honestly following the protocol (even though a purely rational
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prover might not follow the prescribed strategy, since it would try to solve the underlying hard
problems).
However, such definition does not take into account the cost of computing f (x). For example, it does not rule out a prover that always gives some default (possibly incorrect) output,
without performing any computation, while getting just slightly less than the expectation of
the prescribed behavior. Such strategy induces no cost to the prover and is certainly rational
if the loss is smaller than the price of computing the function. To address this shortcoming
we add another condition, whose objective is to “pin down” the profitability of deviating.
Roughly speaking this condition requires that any strategy that lies about the value of f (x)
with noticeable probability does noticeably worse (in terms of expected reward) than the prescribed strategy (which always gives out the correct value of f (x)). This condition ensures
that a rational prover will follow the prescribed strategy in order to increase his utility by a
considerable amount.2
Definition 6.2 (Rational Argument). A function f : {0, 1}∗ → {0, 1}∗ admits a rational
argument with security parameter κ : N → N if there exists a protocol (P, V ) and a randomized
reward function reward : {0, 1}∗ → R≥0 such that for any input x ∈ {0, 1}∗ and any prover P̃
of size ≤ 2κ(|x|) the following hold:
(a) Pr[output((P, V )(x)) = f (x)] = 1.
(b) There exists a negligible function (·) such that
E[reward((P, V )(x))] +  (|x|) ≥ E[reward((P̃ , V )(x))] .
(c) If there exists a polynomial p(·) such that
Pr[output((P̃ , V )(x)) 6= f (x)] ≥ p(|x|)−1
then there exists a polynomial q(·) such that
E[reward((P̃ , V )(x))] + q(|x|)−1 ≤ E[reward((P, V )(x))] .
The expectations and the probabilities are taken over the random coins of the respective prover
and verifier. We say that the rational argument is efficient if the running time of V is o(|x|)
for every x ∈ {0, 1}∗ .
The three conditions ensure that the definition is both meaningful and non=trivial. Property (a) corresponds to the notion of completeness in classical protocols, and guarantees that
a prover following the prescribed protocol will indeed report the correct value of f (x) to the
verifier. Property (b) guarantees that the gain attained by deviating from the prescribed strategy in a computationally bounded way is at most negligible. This by itself already guarantees
that having both parties follow the protocol is a computational Nash equilibrium. Property (c)
guarantees that not reporting f (x) with noticeable probability results in a noticeable utility
loss.
We note that Definition 6.1 of rational proofs (as well as the definition in [11]), does not rule
out the above discussed “lazy” behavior of the prover once the computation has cost. Having
this in mind, we propose to measure how big is the loss of a prover that always reports f (x)
2

Similarly to Azar and Micali [12], we consider strategies that induce a noticeable utility loss to be irrational.
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incorrectly. A noticeable gap in expectation between such a prover and the prescribed behavior
then assures that it is beneficial for the prover to perform the computation to significantly
increase its utility. Namely, the verifier could in principle scale the reward by a polynomial
factor to make it profitable for the prover to compute the function, while not blowing up too
much the budget necessary for paying out the reward. This gives rise to a notion of reward
gap that allows us to argue for rationality of our proofs in presence of computational cost; it
is formalized as follows:
Definition 6.3 (Reward Gap). Let f ∈ FRMA [r, C, T ] be some function and let (P, V ) and
reward(·) be the guaranteed protocol and reward function. The reward gap of reward(·) is a
function ∆reward : N → R, such that for every n ∈ N,
∆reward (n) =

min n min
E[reward((P, V )(x))] − E[reward((P ∗ , V )(x))] ,
∗


x∈{0,1} P ∈S

where the expectation is taken over the random coins of the verifier and the prover, and S is
the set of all P ∗ such that Pr[output((P ∗ , V )(x)) 6= f (x)] = 1.
By simple calculation it follows that the utility loss of an arbitrary prover P̃ is at least
∆ · Pr[output((P̃ , V )(x)) 6= f (x)]. Hence, rational proofs with noticeable reward gap provide
similar guarantee to property (c) in Definition 6.2 of rational arguments, i.e., provers misreporting f (x) with noticeable probability will face a noticeable utility loss. This hints on the
importance of the reward gap measure when constructing rational arguments from rational
proofs.
Azar and Micali [12] presented a stronger definition of rational proofs by introducing an
additional requirement of constant utility gap between the prescribed and any other prover.
However, such definition is extremely hard to satisfy. To illustrate the issue, consider a prover
that is dishonest with only a negligible probability. The expected reward for such prover is
only negligibly far from the reward of the prescribed behavior and hence has only negligible
utility gap. Thus, no protocol can satisfy that any deviation results in a noticeable utility loss,
and in particular the constructions in [12] seem to fail with respect to such strong utility gap
requirement. Such cheating prover behavior renders the above alternative definition of reward
gap meaningless (it would be negligible for any rational proof), and supports our choice of the
reward gap definition that measures the gap with respect to provers that always report f (x)
incorrectly. Note that our definition of rational arguments does not suffer from this issue, since
we only require the noticeable deviations to induce noticeable loss for the prover.

6.3.2

Building Blocks and Construction

In this section we provide a general transformation that is later applied to rational proofs that
we construct in Section 6.4.4. The main theorem, Theorem 6.1, establishes that any suitable
rational proof (with the required properties described below as “admissible protocols”) can be
made one-round, while preserving both its efficiency and the incentive for a rational prover
to be truthful. Namely, it guarantees to the verifier that after eliminating interaction, he will
be (almost always) provided with a correct answer, although he might need to pay negligibly
more than in the interactive version.
We note that the increase in expected reward achieved by the rational prover and his
truthfulness directly relate to the user privacy of the underlying PIR scheme. This hints that
trying to violate the PIR user privacy is the best strategy to increase one’s reward (though this
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reasoning heavily relies on the assumption that trying to break the PIR incurs no computational
cost whatsoever). We use the following definition of PIR scheme.
Definition 6.4 (Poly-logarithmic PIR [65]). Let κ be the security parameter and N be the
database size. Let QPIR and DPIR be probabilistic circuits, and let RPIR be a deterministic
circuit. We say that (QPIR , DPIR , RPIR ) is a poly-logarithmic private information retrieval
scheme if the following conditions are satisfied:
(a) (Size Restriction:) QPIR and RPIR are both of size ≤ poly(κ, log N ), and DPIR is of size
≤ poly(κ, N ). The output of QPIR and DPIR is of size ≤ poly(κ, log N ).
(b) (Correctness:) ∀N, ∀κ, ∀database x = (x1 , . . . , xN ) ∈ {0, 1}N , and ∀i ∈ [N ],


Pr RPIR (κ, N, i, (q, s), a) = xi

(q, s) ←
a←



QPIR (κ, N, i),

DPIR (κ, x, q)

3

 ≥ 1 − 2−κ .
3

(c) (User Privacy:) ∀N, ∀κ, ∀i, j ∈ [N ], and for every adversary A of size at most 2κ ,
Pr[A(κ, N, q) = 1|(q, s) ← QPIR (κ, N, i)]
3

− Pr[A(κ, N, q) = 1|(q, s) ← QPIR (κ, N, j)] ≤ 2−κ .
Such PIR schemes exist under different computational assumptions, cf. Cachin, Micali
and Stadler [21] who construct poly-logarithmic PIR for any κ > log N under the Φ-Hiding
Assumption.
Admissible Protocols. As in Kalai and Raz [65] we need the rational proof (P, V ) to have
the following properties: (1) history-ignorance: each message of the prover P can depend only
on the message sent by the verifier at the same round. (2) each message of the verifier V can
depend only on its random coins.3 (3) the running time of the verifier V is sub-linear in the
input size. We call such protocols admissible rational proof.
We can now present the main theorem that enables us to construct one-round rational
arguments from interactive rational proofs (full proof is in Section 6.3.3). For simplicity of
exposition, we normalize the reward to be in [0, 1], and make the verifier output 1 with probability of the computed reward (in addition to the reported value of f (x)). Note that the
probability of a verifier outputting 1 is then exactly the expected reward.
Theorem 6.1. Let (PI , VI ) be an r-round admissible rational proof for evaluating a polynomially bounded function f : {0, 1}n → {0, 1} with communication complexity `, and let N = 2λ ,
where λ is the length of the longest message sent by VI . Let reward(·) and ∆ be the reward
function and the corresponding reward gap. Assume the existence of a poly-logarithmic PIR
3
scheme with user-privacy 1 − δ (where δ = 2−κ ), and let δ0 = (r − 1) · δ.4 Then for any
security parameter κ = κ (n) ≥ max {`, log n}, there exists a one-round protocol (PA , VA ) with
the following properties:
(a) Pr[output((PA , VA )(x)) = f (x)] = 1.
3

The verifier’s messages are independent of the function and the input; however, they can be correlated
among themselves.
4
We assume the existence of poly-logarithmic PIR for any κ and any database size.
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(b) E[reward((PA , VA )(x))] ≥ E[reward((PI , VI )(x))]·(1−δ0 ).
(c) The communication complexity is ` · poly(κ, log N ).
(d) The verifier VA runs in time ` · poly(κ) + O(TVI ), where TVI is the running time of VI .
(e) The prover PA runs in time poly (κ, N, TPI ), where TPI is the running time of PI .
2

(f) For any prover P̃ of size ≤ 2κ that achieves
E[reward((P̃ , VA )(x))] = E[reward((PA , VA )(x))] + δ ∗ ,
let µ = Pr[output((P̃ , VA )(x)) 6= f (x)]. It holds that
a) (Utility gain) δ ∗ ≤ 2δ0 , and
b) (Utility loss) (−δ ∗ ) ≥ µ∆ − (2 + ∆)δ0 .
As pointed out in Section 6.3.1, the utility loss of an arbitrary prover is at least µ∆;
hence Theorem 6.1 presents a construction that basically preserves (up to a negligible factor)
the utility gain and loss of the underlying rational proof. Moreover, it guarantees that if
the rational proof has noticeable utility loss (in particular, noticeable reward gap) then the
constructed protocol will also have noticeable utility loss.
Theorem 6.2. Let f : {0, 1}n → {0, 1} be a function in FRMA [r, C, T ]. Assume the existence
of a PIR scheme with communication complexity poly(κ) and receiver work poly(κ), where
κ ≥ max {C(n), log n} is the security parameter. If f has an admissible rational proof with
noticeable reward gap ∆, then f admits rational argument which has the following properties:
(a) The verifier runs in time C(n) · poly(κ) + O(T (n)).
(b) The communication complexity is r · poly(κ, log N ) with N defined as above.
Proof. The running time of the verifier, the communication complexity, and property (a) of
Definition 6.2 of rational arguments are all explicitly provided by Theorem 6.1. It remains to
show property (b) and property (c) of definition of rational arguments.
2
2
The utility gain is δ ∗ ≤ 2δ0 ≤ 2−κ +1 ≤ 2− log n+1 = negl(n). By the definition of δ ∗ we
have,
negl(n) + E[reward((PA , VA )(x))] ≥ δ ∗ + E[reward((PA , VA )(x))]
= E[reward((P̃ , VA )(x))] ,
and hence property (b) of rational arguments follows.
To show property (c) of Definition 6.2, we assume that µ ≥ p−1 (|x|) for some polynomial
p(·). Due to the noticeable ∆, we know that µ∆ ≥ q1−1 (|x|) for some polynomial q1 (·). From
the utility loss bound we obtain that
(−δ ∗ ) ≥ µ∆ − (2 + ∆)δ0
= µ∆ − negl(n)
≥ q1−1 (|x|) − negl(n)
≥ q1−1 (|x|)/2 .
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By defining polynomial q(·) to be q(|x|) = 2q1 (|x|) we get
E[reward((PA , VA )(x))] = E[reward((P̃ , VA )(x))] − δ ∗
≥ E[reward((P̃ , VA )(x))] + q −1 (|x|)
as desired.

6.3.3

Proof of Theorem 6.1

First we present the transformation that allows to squash interaction to a single round, and
then show that it achieves the claimed efficiency parameters. The transformation we apply
to obtain rational arguments from rational proofs is essentially that of Kalai and Raz [65],
and it is described for completeness below. Note that even though it uses PIR in order to
hide verifier’s queries from the prover, it does not introduce the issue of spooky interactions
discussed in the work of Dwork et al. [34]. Indeed, Kalai and Raz [65] proved that the twomessage argument obtained by their transformation from a suitable proof system is sound,
which does not contradict the results of Dwork et al. [34] stating that in some cases such
transformation need not to be secure when applied on an efficient PCP.
From interactive rational proofs to rational arguments. Let (PI , VI ) be an interactive
rational proof for evaluating some function f , as in the statement of the Theorem 6.1. Recall
that λ denotes length of the longest message sent by VI in (PI , VI ). For simplicity of exposition
(and without loss of generality) we assume that this protocol consists of exactly ` rounds, where
in the first round PI sends f (x), and in all other rounds VI sends a message of size exactly λ,
and PI sends a single bit (i.e., ` = r).
Fix any security parameter κ ≥ max {`, log n} and let (QPIR , DPIR , RPIR ) be a polylogarithmic PIR scheme, with respect to security parameter κ and database size N = 2λ .
The one-round rational argument (PA , VA ) is constructed as follows:
1. On common input x ∈ {0, 1}n , the verifier VA proceeds as follows:
(a) Emulate the verifier VI to obtain the messages m2 , . . . , m` ∈ {0, 1}λ to be sent by
VI .5
(b) Compute (qi , si ) ← QPIR (κ, N, mi ) for 2 ≤ i ≤ ` and send (q2 , . . . , q` ) to PA .
2. Upon receiving a message (q2 , . . . , q` ) from VA , the prover PA operates as follows:
(a) Emulate PI to obtain f (x).
(b) For each 2 ≤ i ≤ `, compute a database DBi (of size N ), which is a collection of
all emulated replies of PI in the i’th round upon receiving any possible message
m ∈ {0, 1}λ .6
(c) For each 2 ≤ i ≤ `, compute ai ← DPIR (κ, DBi , qi ) and send the message (f (x), a2 , . . . , a` )
to VA .
3. Upon receiving the message (f (x), a2 , . . . , a` ) from PA , the verifier VA operates as follows:
5

These messages can be computed in advance since in the protocol (PI , VI ) all the messages sent by VI
depend only on VI ’s random coin tosses (this follows from (PI , VI ) being an admissible protocol).
6
These databases can be computed due to the history-ignorant property of (PI , VI ).
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(a) For every 2 ≤ i ≤ `, compute
b0i ← RPIR (κ, N, mi , (qi , si ), ai ) .
(b) Emulate VI on (f (x), b02 , . . . , b0` ), as if each b0i is PI ’s response in the i’th round.
(c) Output whatever VI outputs (i.e., f (x) and ’1’ with probability of the computed
reward).
Correctness. Let x ∈ {0, 1}n be a common input. Let m2 , . . . , m` ∈ {0, 1}λ be the messages
generated by the underlying VI . Let b2 , . . . , b` be the responses to m2 , . . . , m` of the underlying PI . Let b02 , . . . , b0` be the responses obtained by VA after applying the algorithm RPIR .
According to the correctness property of the poly-logarithmic PIR scheme, for every 2 ≤ i ≤ `
3
it holds that Pr[b0i 6= bi ] < 2−κ and by the union bound it follows that
Pr[no error in RPIR ] = Pr[(b2 , . . . , b` )
= (b02 , . . . , b0` )]
3

≥ 1 − (` − 1) · 2−κ = 1 − δ0 .
Therefore,
E[reward((PA , VA )(x))] ≥ E[reward((PA , VA )(x))|RPIR correct] · Pr[RPIR correct]
≥ E[reward((PI , VI )(x))] · (1 − δ0 ) .
Item (a), which defines the output distribution of the constructed prover, simply follows
from the definition of rational proofs and the transformation. More formally,
Pr[output((PA , VA )(x)) = f (x)] = Pr[output((PI , VI )(x)) = f (x)] = 1 .
Complexity. The used PIR scheme is poly-logarithmic (see Definition 6.4), and hence the
total communication complexity is
|f (x)| +

`
X

(|ai | + |qi |) ≤ ` · poly(κ, log N ) .

i=2

The resulting verifier VA emulates the verifier of the interactive rational proof VI and additionally executes the algorithms QPIR and RPIR (` − 1)-times. Therefore, its running time can
be bounded by
` · poly(κ, log N ) + O(TVI ) ≤ ` · poly(κ) + O(TVI ) .
Note that generating a single database requires N · TPI , and each execution of the database
algorithm DP IR requires poly(κ, N ). Therefore, the running time of PA can be bounded by
poly(κ, N, TPI ) .
Before completing the proof of Theorem 6.1, we show how to convert any prover for the
resulting (PA , VA ) into a prover for the original (PI , VI ). Our transformation preserves (up to
a negligible amount) the expected reward and the probability of each answer.
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H1
P̃A

Hi
V1

q20 , . . . , qr0

P̃A
···

Hr
Vi

0
q2 , . . . , qi , qi+1
, . . . , qr0

P̃A
···

y, a2 , . . . , ai , ai+1 , . . . , ar

y, a2 , . . . , ar

Vr
q2 , . . . , q r
y, a2 , . . . , ar

Figure 6.1: The sequence of hybrids Hi .
Lemma 6.1. Let (PI , VI ) be an r-round interactive rational proof as in the statement of
Theorem 6.1. Let (PA , VA ) be the protocol after the transformation above, where we define
κ, λ, `, N also as above and assume the existence of poly-logarithmic PIR with user-privacy
3
2
1 − δ (where δ = 2−κ ), and let δ0 = (r − 1) · δ. Given a prover P˜A of size at most 2κ for
(PA , VA ), there exists a prover P˜I for (PI , VI ) such that for all x
(a) | Pr[output((P̃A , VA )(x)) = f (x)] − Pr[output((P̃I , VI )(x)) = f (x)]| ≤ δ0 , and
(b) E[reward((P̃A , VA )(x))] − E[reward((P̃I , VI )(x))] ≤ δ0 .
2
Proof. Let P˜A of size TP˜A ≤ 2κ be some prover for (PA , VA ), and let x ∈ {0, 1}n be some
input. Consider P˜I , a prover for (PI , VI ), that behaves as follows:

1. Pick m02 , . . . , m0r independently at random from {0, 1}λ .
2. Compute (qj0 , s0j ) ← QPIR (κ, N, m0j ) for 2 ≤ j ≤ r.
3. Internally run P˜A on (q20 , . . . , qr0 ), and obtain the message (y, a2 , . . . , ar ), where y is P˜A ’s
answer to f (x).
4. Send y to VI .
5. Continue in the interaction with VI . For every 2 ≤ j ≤ r, reply to mj by a message b0j
that maximizes the expected reward over the randomness VI conditioned on mj and the
history up to this round.
Assume by a way of contradiction that the statement of lemma does not hold with respect to
the P̃I above. That is, either item (a) does not hold, i.e.,
| Pr[output((P̃A , VA )(x)) = f (x)] − Pr[output((P̃I , VI )(x)) = f (x)]| > δ0 ,

(6.1)

or item (b) does not hold, i.e.,
E[reward((P̃A , VA )(x))] − E[reward((P̃I , VI )(x))] > δ0 .

(6.2)

Consider a sequence of hybrids {Hi = (P̃A , Vi )}ri=1 defined by the following Vi (see Figure 6.1):
1. Emulate VI to obtain m2 , . . . , mr .
2. Choose independent and random m0i+1 , . . . , m0r ∈ {0, 1}λ .
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3. Compute (qj , sj ) ← QPIR (κ, N, mj ) for 2 ≤ j ≤ i, and (qj0 , s0j ) ← QPIR (κ, N, m0j ) for
i + 1 ≤ j ≤ r.
0
4. Send (q2 , . . . , qi , qi+1
. . . , qr0 ) to P˜A .

5. Upon receiving (y, a2 , . . . , ar ) compute
bj ← RPIR (κ, N, mj , (qj , sj ), aj ) for 2 ≤ j ≤ i .
6. Emulate VI as follows: First, give y. Next, for 2 ≤ j ≤ i reply with bj on mj . For
i + 1 ≤ j ≤ r, on mj reply with b0j that maximizes the expected reward over the
randomness of VI conditioned on mj and the history up to this round.
7. Output whatever VI outputs.
By construction of the hybrids it holds that
Pr[output((P̃I , VI )(x)) = f (x)] = Pr[output((P̃A , V1 )(x)) = f (x)] ,
and
E[reward((P̃I , VI )(x))] = E[reward((P̃A , V1 )(x))] .
Moreover,
Pr[output((P̃A , VA )(x)) = f (x)] = Pr[output((P̃A , Vr )(x)) = f (x)] ,
and
E[reward((P̃A , VA )(x))] = E[reward((P̃A , Vr )(x))] .
If equation (6.1) does not hold, then by the hybrid argument, there exists 1 ≤ k ≤ r − 1
such that
| Pr[output((P̃A , Vk )(x)) = f (x)] − Pr[output((P̃A , Vk+1 )(x)) = f (x)]| >

δ0
=δ .
r−1

We show that this contradicts the user privacy of the underlying PIR scheme (QPIR , DPIR , RPIR ).
That is, we show that there exist an adversary Akx and two strings mk+1 , m0k+1 ∈ {0, 1}λ , such
that Akx on input query q distinguishes whether q was created from mk+1 or m0k+1 . Let Akx be
as follows:
1. Emulate VI to obtain messages m2 , . . . , mr . In addition, choose m0k+1 , . . . , m0r ∈ {0, 1}λ
independently at random.
2. Compute (qj , sj ) ← QPIR (κ, N, mj ) for 2 ≤ j ≤ k and (qj0 , s0j ) ← QPIR (κ, N, m0j ) for
k + 2 ≤ j ≤ r.
0
3. Upon receiving q, internally run P˜A on the queries (q2 , . . . , qk , q, qk+2
, . . . , qr0 ) to obtain
(y, a2 , . . . , ar ).

4. Compute f (x) and output 1 if y = f (x), otherwise output 0.
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Note that
Pr[output((P˜A , Vk+1 )(x)) = f (x)] = Pr[Akx (κ, N, q) = 1|(q, s) ← QPIR (κ, N, mk+1 )] ,
and
Pr[output((P˜A , Vk )(x)) = f (x)] = Pr[Akx (κ, N, q) = 1|(q, s) ← QPIR (κ, N, m0k+1 )] .
Hence,
| Pr[Akx (κ, N, q) = 1|(q, s) ← QPIR (κ, N, mk+1 )]
− Pr[Akx (κ, N, q) = 1|(q, s) ← QPIR (κ, N, m0k+1 )]| > δ .
3

Moreover, the size of Akx is at most poly(2κ ) + TP˜A ≤ 2κ as desired.
Similarly, if equation (6.2) does not hold, then by the hybrid argument, there exists 1 ≤
k ≤ r − 1 such that
E[reward((P̃A , Vk+1 )(x))] − E[reward((P̃A , Vk )(x))] > δ .
As before, we show that there exist an adversary Bxk and two strings mk+1 , m0k+1 ∈ {0, 1}λ ,
such that Bxk on input query q distinguishes whether q was created from mk+1 or m0k+1 . Let
Bxk be as follows:
1. Perform steps 1.–3. as in the construction of Akx .
2. Emulate VI as follows: First, give y. Next, for 2 ≤ j ≤ k reply with bj on mj . For
k + 1 ≤ j ≤ r, on mj reply with b0j that maximizes the expected reward over the
randomness of VI conditioned on mj and the history up to this round. Note that each
2
b0j can be computed in time poly(2λ·` ) ≤ poly(2κ ).
3. Output whatever VI outputs.
Note that
E[reward((P˜A , Vk+1 )(x))] ≥ Pr[Bxk (κ, N, q) = 1|(q, s) ← QPIR (κ, N, mk+1 )] ,
and
E[reward((P˜A , Vk )(x))] = Pr[Bxk (κ, N, q) = 1|(q, s) ← QPIR (κ, N, m0k+1 )] .
Hence,
Pr[Bxk (κ, N, q) = 1|(q, s) ← QPIR (κ, N, mk+1 )]
− Pr[Bxk (κ, N, q) = 1|(q, s) ← QPIR (κ, N, m0k+1 )] > δ .
2

3

To conclude the proof of the lemma, we note that the size of Bxk is at most poly(2κ )+TP˜A ≤ 2κ
as desired.
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2

Utility guarantee. Let P̃ be some prover of size at most 2κ for (PA , VA ) that achieves
E[reward((P̃ , VA )(x))] = E[reward((PA , VA )(x))] + δ ∗ . By Lemma 6.1, there exists a prover P˜I
such that:
|Pr[output((P̃ , VA )(x)) 6= f (x)] − Pr[output((P̃I , VI )(x)) 6= f (x)]| ≤ δ0 ,

(6.3)

E[reward((P̃ , VA )(x))] − E[reward((P̃I , VI )(x))] ≤ δ0 .

(6.4)

and

Let µ0 = Pr[output((P̃I , VI )(x)) 6= f (x)]. By the definition of reward gap,
E[reward((P̃I , VI )(x))] ≤ µ0 · (E[reward((PI , VI )(x))] − ∆) + (1 − µ0 ) · E[reward((PI , VI )(x))]
= E[reward((PI , VI )(x))] − µ0 ∆ .
By combining (6.4) and the above, we obtain
E[reward((P̃ , VA )(x))] ≤ E[reward((P̃I , VI )(x))] + δ0
≤ E[reward((PI , VI )(x))] + δ0 − µ0 ∆ .
On the other hand, from the already justified item (b) of Theorem 6.1 it follows that
E[reward((P̃ , VA )(x))] = E[reward((PA , VA )(x))] + δ ∗
≥ E[reward((PI , VI )(x))] · (1 − δ0 ) + δ ∗ .
Coupling the two above inequalities gives
E[reward((PI , VI )(x))] · (1 − δ0 ) + δ ∗ ≤ E[reward((PI , VI )(x))] + δ0 − µ0 ∆ .
Since the reward function assigns values from [0, 1] we get
δ0 (E[reward((PI , VI )(x))] + 1) − δ ∗
,
∆
2δ0 − δ ∗
µ0 ≤
.
∆
µ0 ≤

Since µ0 ≥ 0, we get an upper bound δ ∗ ≤ 2δ0 on δ ∗ . Finally, combining the upper bound on
µ0 with equation (6.3) gives
µ = Pr[output((P̃ , VA )(x)) 6= f (x)] ≤ µ0 + δ0 ≤

2δ0 − δ ∗
+ δ0 ,
∆

which implies δ ∗ ≤ 2δ0 − (µ − δ0 )∆ = (2 + ∆)δ0 − µ∆. Thus we obtain (−δ ∗ ) ≥ µ∆ − (2 + ∆)δ0
which concludes the proof of Theorem 6.1.

6.3.4

Main Result

We can now state our main result obtained by applying the transformation in Theorem 6.1 on
an efficient interactive rational proofs with noticeable reward gap from Section 6.4.4. Thus,
showing an explicit construction of efficient one-round rational arguments.
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Corollary 6.1 (Main result). Let f : {0, 1}n → {0, 1} be a function computable by log-space
uniform NC1 of size S(n) = poly(n) and depth d = O(log n). Assume the existence of a
PIR scheme with communication complexity poly(κ) and receiver work poly(κ), where κ ≥
max {d, log n} is the security parameter. Then f admits efficient rational argument which has
the following properties:
(a) The verifier runs in d · poly (κ) and the prover runs in poly (κ, n).
(b) The length of prover’s message and the verifier’s challenge is d · poly (κ). The verifier’s
challenge depends only on his random coins and is independent of the input x.
We note that for rational proofs with low complexity parameters, Corollary 6.1 is not that
compelling due to the overhead introduced by the PIR. It is the case especially for constant
round rational proofs with up to O(log n) communication and verification time, i.e., rational
protocols for TC0 proposed both in this work or by [12].
We already mentioned that the reward gap of rational proofs limits the use of the transformation into rational arguments, however Corollary 6.1 could be in principle extended to all
function in TC with respect to a slightly weaker notion of rational arguments. A rational prover
in the corresponding relaxed model would need to be sensitive to negligible utility loss, and
in a sense it would not be affected by the cost of computing the function. The only semantic
difference between the original and relaxed variant of the definition is in the extra guarantee
on the utility-loss with respect to deviating provers. That is, property (c) of Definition 6.2
would change as follows:








E[reward((P̃ , V )(x))] ≥ E[reward((P, V )(x))] ⇒ Pr[output((P̃ , V )(x)) 6= f (x)] ≤ negl (κ) .

Which demands slightly less, i.e., restricting only the computationally bounded provers achieving more than the prescribed prover to lie with at most negligible probability.

6.4

Downscaling Rational Proofs

In this section we first illustrate the power of rational proofs for #P (Section 6.4.1) and then
explore the possibility of “scaling down” rational proofs for #P to NP and classes below. In
Section 6.4.2, we give an extremely laconic rational proof where the prover only needs to send
one bit for any language in NP, however the verification in this protocol is not sub-linear. In
Section 6.4.3 we show evidence that existence of single round rational proofs with sub-linear
verification time is unlikely. In Section 6.4.4 we consider multiple-round rational proofs, and
we show a rational proof for any language computable by uniform threshold circuit of depth d,
where the verification time is Õ(d). In particular, we obtain sub-linear verification time when
d = o(n). In Section 6.4.5 we discuss the possibility to go beyond threshold circuits.

6.4.1

Overview of Rational Proofs for #P

The main tool used in the construction of rational Merlin Arthur games are scoring rules that
allow to evaluate quality of a forecast about probability of an uncertain future event. Any
scoring rule assigns a numerical value S(Q, x) to some predictive distribution Q and event x
drawn from the actual distribution P that the prediction tries to forecast. The expectation of
the score is maximized when the forecaster reports Q = P.
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Definition 6.5 (Strictly Proper Scoring Rule). Let P be a probability distribution over a
probability space Ω, and S a scoring rule. We say that S is a strictly proper scoring rule with
respect to P if for all Q =
6 P
X
ω∈Ω

P(ω)S(P, ω) >

X

P(ω)S(Q, ω) ,

ω∈Ω

where P(ω) is the probability that ω is drawn from P.
The study of scoring rules was initiated by Brier [20], who introduced a first example of a
strictly proper scoring rule in the context of meteorological forecasts. A variant of the Brier’s
scoring rule is given by the function
S(P, ω) = 2P(ω) −

X

P(ω)2 − 1 .

ω∈Ω

Another example of strictly proper scoring rule is the logarithmic scoring rule:
S(P, ω) = log(P(ω)) .
For an extensive survey of scoring rules see Gneiting and Raftery [42].
Rational Merlin Arthur games posses a surprising power when compared to classical Merlin
Arthur protocols. Azar and Micali [11] showed that any problem in #P, the class of counting
problems associated with the decision problems in NP, has a rational Merlin Arthur game
with a single n bits message from Merlin and Arthur running in time poly(n). However in the
classical setting, such extremely efficient protocol is unlikely to exist.
A notable example of a problem in #P is #SAT i.e., given a Boolean formula φ to find the
number of satisfying assignments of φ. Azar and Micali gave Rational Merlin Arthur game for
#SAT defined by the following randomized reward function Brier. for which Arthur wants to
know the number of satisfying assignments. He selects a random assignment z ∈ {0, 1}n and
sets b = φ(z). The reward function is then

Brier(φ, y) =


n
n 2
n 2


2(y/2 ) − (y/2 ) − (1 − y/2 ) + 1,

if b = 1,



2(1 − y/2n ) − (y/2n )2 − (1 − y/2n )2 + 1,

if b = 0.

It is obviously a randomized function that can be computed in polynomial time in |φ| and
|y|. Let y ∗ be the number of satisfying assignment of φ, by simple calculation,
E[Brier(φ, y)] = −2(y/2n − y ∗ /2n )2 + 2(y ∗ /2n )2 − 2(y ∗ /2n ) + 2 .

(6.5)

The fact that E[Brier(φ, y)] is maximized exactly when Merlin sends y ∗ , the number of
satisfying assignments of φ, follows because Brier(φ, y) is defined as the Brier’s scoring rule.
Note that any formula φ defines a probability distribution of a random variable that is one if a
random assignment of φ is satisfying and zero otherwise. By sending some y to Arthur, Merlin
gives out a prediction about this distribution. Since his reward is computed according to a
strictly proper scoring rule, Merlin is incentivized to report the correct number of satisfying
assignments.
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On common input x and L ∈ NP.
1. Merlin will send a bit y to Arthur denoting whether x ∈ L.
2. Arthur will sample a random candidate witness w for x, and compute the randomized reward
Brier(x, y) for Merlin in the following way:
 
 
2 
2

2 |Wy | − |Wy | − 1 − |Wy | + 1
if (x, w) ∈ RL ,

x
x
x

Brier(x, y) =





2 1 −

y
|Wx |



−



y
|Wx |

2


− 1−

y
|Wx |

2

+1

if (x, w) 6∈ RL .

Figure 6.2: Rational Merlin Arthur game for any NP language L.

6.4.2

Extremely Laconic Rational Prover for any NP Language

In the rational Merlin Arthur game for #P of Azar and Micali, Merlin needs to send n bits
to Arthur. We investigate on the possibility of existence of extremely succinct rational proofs.
Towards this direction, let us restrict the communication to be only one bit. How can then
Merlin convince Arthur about anything? Or else, what information can Arthur obtain in the
#SAT protocol?
Recall the expected reward for announcing y for a formula φ which has y ∗ satisfying assignments given by (6.5). Our main observation is that the expected reward E[Brier(φ, y)] has
the following favourable property; the smaller |y − y ∗ | is, the larger is the expected reward
E[Brier(φ, y)]. If Merlin can only communicate one bit to Arthur (i.e., y = 0 or y = 1), he
will choose the y which is closer to the true y ∗ . In particular, rational Merlin will tell Arthur
y = 0 if y ∗ = 0, and he will announce y = 1 in the other case when y ∗ ≥ 1. With one bit
message from Merlin, Arthur does not expect to learn y ∗ . Nevertheless, he will obtain one bit
information about y ∗ which is either that y ∗ ≥ 1 or y ∗ = 0. And this is sufficient information
for Arthur to decide whether φ ∈ SAT. It implies SAT has extremely succinct rational proof,
and in fact any language in NP has such laconic rational proof where prover sends only one bit
to the verifier. This gives the following theorem, that illuminates the power of rational proofs.
Theorem 6.3. NP ⊂ DRMA[1, 1, poly(n)].
The general protocol for any NP language is given in Figure 6.2. Moreover, similar rational
proof will work also for languages in coNP and PP. Thus, this two important classes are also
contained in FRMA[1, 1, poly(n)], and unlike NP, both PP and coNP do not have classical oneround interactive proof. For PP, our rational proof improves the efficiency of communication
to only one bit message, compared to the rational proof of Azar and Micali with n bits of
communication.
We formalize a general observation as following lemma which immediately implies Theorem 6.3.
Lemma 6.2 (Threshold Lemma). For any polynomially bounded function f : {0, 1}∗ → {0, 1}.
Let C : {0, 1}∗ × {0, 1}∗ → {0, 1} be a randomized procedure, and let β0 , β1 : N → [0, 1] be two
functions such that β0 (n) < β1 (n) for every n ∈ N. If for any x ∈ {0, 1}∗ it holds that
(a) Prr [C(x; r) = 1|f (x) = 1] ≥ β1 (|x|), and
(b) Prr [C(x; r) = 1|f (x) = 0] ≤ β0 (|x|), then
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f ∈ FRMA[1, 1, t(·)], where t(·) is the running time of C.
Proof. Let x ∈ {0, 1}n be a common input on which Arthur wants to evaluate f . We show
that the following protocol constitutes a rational Merlin Arthur game for f :
1. Merlin sends y ∈ {0, 1} to Arthur.
2. Arthur uniformly at random selects the random coins r for C and sets b = C(x; r). He
then pays Merlin Brier(x, y), where

Brier(x, y) =


2
2

2βy (n) − (βy (n)) − (1 − βy (n)) + 1


if b = 1,



2(1 − β (n)) − (β (n))2 − (1 − β (n))2 + 1
y
y
y

if b = 0.

Clearly, the running time of Arthur is t(n).
Let β = Prr [C(x; r) = 1] (note that β would differ for another input x0 ∈ {0, 1}∗ ). The
expected reward for Merlin when sending y is Er [Brier(x, y)] = −2(βy (n) − β)2 + 2β 2 − 2β + 2.
Intuitively, β corresponds to the true distribution that Arthur wants to learn. However, Merlin
is restricted to report either β0 (n) or β1 (n) by sending y ∈ {0, 1} to Arthur in the above
protocol. In order to maximize his reward, Merlin must choose y such that βy (n) is the closer
one to β.
Formally, if f (x) = 1 then β ≥ β1 (n) > β0 (n), thus Er [Brier(x, 1)] − Er [Brier(x, 0)] =
2((β0 (n) − β)2 − (β1 (n) − β)2 ) > 0. Moreover, if f (x) = 0 then β ≤ β0 (n) < β1 (n), thus
Er [Brier(x, 0)] − Er [Brier(x, 1)] = 2((β1 (n) − β)2 − (β0 (n) − β)2 ) > 0. In both cases, rational
Merlin has a clear incentive to truthfully send y = f (x).
Notice that the proof of Lemma 6.2 makes mainly use of the fact that the expected reward is
a distance function; the closer y is to the true answer, the more reward Merlin can get. Hence,
we can replace the Brier’s scoring rule with other scoring rules which have this property. For
distributions over 0 and 1, most strictly proper scoring rules have this property.
Proof of Theorem 6.3. For any x ∈ L, let Wx be the space of all possible witnesses for membership of x in the language L. We define the following randomized procedure CL . Select
a candidate witness w uniformly at random from Wx . Set CL (x; w) = 1 if w is a witness
for x ∈ L, and CL (x; w) = 0 otherwise. Since L is an NP language, CL (x; w) can be computed in polynomial time in |x|. Moreover, Prw∈Wx [CL (x; w) = 1] ≥ |W1x | for every x ∈ L
and Prw∈Wx [CL (x; w) = 1] = 0 for any x 6∈ L. Thus, we can use Lemma 6.2 to conclude the
proof.

6.4.3

Impossibility for Parity

A natural question to ask is if one can improve the verification time in our extremely laconic
rational proofs for NP to be sub-linear. Our first observation is that, even for such a simple
function as parity, it is impossible to have an extremely laconic rational proof with sub-linear
verification. However, the verifier can compute parity in linear time on his own. Consequently,
any rational proof for parity with such extremely laconic Merlin is not interesting from the
perspective of delegation of computation.
Theorem 6.4.

L

x = x1 ⊕ · · · ⊕ xn ∈
/ FRMA[1, 1, o(n)].
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Proof. Suppose
x ∈ FRMA[1, 1, o(n)]. Then there exists a randomized reward function
reward(x, y; r) (here we explicitly use an argument r to denote the randomness of the reward
function) of running time o(n), such that for any x ∈ {0, 1}n , Merlin will get higher expected
L
L
reward by sending y = x than by sending y 0 = x. Formally, for any x ∈ {0, 1}n
L

Er [reward(x,

L

x; r)] > Er [reward(x,

L

x; r)] .

It implies that for all inputs, the average advantage of telling the truth to lying is greater than
zero, i.e.,
h
i
L
L
Ex∼{0,1}n Er [reward(x, x; r)] − Er [reward(x, x; r)] > 0 .
By linearity of expectation and after changing the order of variables, we obtain the following
inequality
i
h
L
L
Er Ex∼{0,1}n [reward(x, x; r) − reward(x, x; r)] > 0 .
To demonstrate the sought contradiction, it is sufficient to show that for any fixed r
h

Ex∼{0,1}n reward(x,

L

x; r) − reward(x,

L

i

x; r) = 0 .

(6.6)

Recall that for any fixed r, the reward function reward(·, ·; r) runs in time o(n). Thus,
reward(·, ·; r) depends on at most n − 1 bits of the input. Without loss of generality, we assume
that reward(·, ·; r) does not depend on xn . In such case, for any choice of x1 , . . . , xn−1 , y ∈ {0, 1},
reward(x1 , . . . , xn−1 , 0, y; r) = reward(x1 , . . . , xn−1 , 1, y; r) .
For any choice of the bits x1 , . . . , xn−1 let b = x1 ⊕ · · · ⊕ xn−1 . We get that
h

Exn ∼{0,1} reward(x,
=

=

=

L

x; r) − reward(x,

L

i

x; r)


1
reward(x, b ⊕ 0; r) − reward(x, b ⊕ 1; r) |xn =0
2


+ reward(x, b ⊕ 1; r) − reward(x, b ⊕ 0; r) |xn =1

1
reward(x, b ⊕ 0; r) − reward(x, b ⊕ 1; r) |xn =0
2


+ reward(x, b ⊕ 1; r) − reward(x, b ⊕ 0; r) |xn =0

1
reward(x, b ⊕ 0; r) − reward(x, b ⊕ 1; r)
2

+reward(x, b ⊕ 1; r) − reward(x, b ⊕ 0; r) |xn =0

=0.
In fact, the above already shows that equation (6.6) holds, since for every fixed r,
Ex∼{0,1}n [reward(x,

L


x; r) − reward(x,

L

= Ex1 ,...,xn−1 ∼{0,1} Exn ∼{0,1} [reward(x,

x; r)]

L

x; r) − reward(x,

L



x; r)]

= Ex1 ,...,xn−1 ∼{0,1} [0]
=0.

This result demonstrates the difficulty of getting sub-linear verification with extremely
laconic rational proof (even for a very restricted problem in P). It hints that in order to
circumvent this issue, we have to increase the communication or the number of rounds.
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Efficient Rational Proofs for TC

By using multiple rounds, we show a general solution for functions computable by log-space
uniform threshold circuits of depth d with d rounds, d − 1 bit communication overhead and
d · polylog(n) verification time. In particular, for the case of d = o(n), both communication
and the verification time are sub-linear. Another implication of this result is that we can give a
rational proof with constant rounds, constant communication bits and polylog(n) verification
for parity since parity function is computable by constant depth threshold circuit.
Theorem 6.5. If f : {0, 1}∗ → {0, 1} is computable by a family of O(log(S(n)))-space uniform threshold circuits of size S(n) and depth d(n), then f ∈ FRMA[d(n), d(n), O(d(n) ·
polylog(S(n))].
We provide the efficiency comparison with known delegation schemes in Section 6.1.4.
Additional discussion regarding threshold circuits, non-uniform model of computation and
multi-output case are provided in Section 6.4.4. Description of the protocol is given below.
Protocol. Let a circuit of depth d and x ∈ {0, 1}n be the common input to Arthur and
Merlin. The protocol begins with the following conversation,
1. Merlin: Evaluate the circuit on x and send y1 , the output value, to Arthur.
2. Arthur: Set γ = 1/(1 + 2m20 ), where m0 is the largest fan-in over all gates in the circuit.7
Identify the ’root’ gate g1 , and invoke Round(1, g1 , y1 ),
where the procedure Round(i, gi , yi ) for 1 ≤ i ≤ d is
1. Arthur: Randomly chooses a ”child” gi+1 of gi .
• If gi+1 is an input wire of value z then pay Merlin γ d−i /2 · Brier(gi , yi ) where b = z
and STOP.
• Otherwise, ask Mi+1 for the value of gi+1 .
2. Merlin: Send yi+1 , the value of gi+1 , to Arthur.
3. Arthur: Pay Merlin γ d−i /2·Brier(gi , yi ) where b = yi+1 and go to Round(i+1, gi+1 , yi+1 ).
Notice that Brier is the reward function defined for single gate case (see (6.7)) and both Brier
and the discounting factor γ are efficiently computable in O(polylog(m0 )) = O(polylog(S(n)))
time.
Efficiency. The protocol runs at most d rounds. In each round, Merlin sends one bit to
Arthur, thus the communication complexity is at most d bits. The computation of Arthur is
sampling a child and calculating the reward function in each round. By the uniformity of the
circuit, any information about each gate (e.g. the type of the gate, identifying the children)
can be computed in space O(log(S(n))) and time O(polylog(S(n))). In particular, sampling
a child only takes O(polylog(S(n))) time. The reward function is computable in polylog(n)
time. Hence, Arthur runs in O(d · polylog(S(n))). Remark that the computation of Arthur
can be done in space O(log(S(n)) since Arthur only needs to keep the information i, gi , yi for
each Round(i, gi , yi ) and compute the reward in space O(log(S(n))).
7
In fact m0 can be any number larger than the maximal fan-in (for example size of the circuit). So that to
settle m0 we don’t need exactly compute the maximal fan-in.

118

CHAPTER 6. RATIONAL ARGUMENTS

Reward Gap. Recall the Definition 6.3 of reward gap. The above protocol achieves reward
gap proportional to the depth of the circuit, in particular
∆(|x|) >

γ d−1 1
1
1
1
·
≥
,
· 2 ≥
2
2
2
d−1
2
m0
(2m0 + 1)
2m0
(2m0 + 1)d

where m0 is the maximal fan-in over all gates in the circuit. This gives noticeable reward
gap for TC0 , where m0 = O(poly(|x|)) and d is constant and similarly for NC1 , where m0 is
constant and d = O(log |x|).
Proof of Theorem 6.5
First, we apply our Threshold lemma (Lemma 6.2) to obtain extremely laconic rational proof
for any single threshold gate which is the main building block.
Lemma 6.3. If g(x) is a threshold gate with fan-in n and threshold a, i.e.,

g(x) =




1,

if x1 + · · · + xn ≥ a,



0,

if x1 + · · · + xn ≤ a − 1,

then g(x) ∈ FRMA[1, 1, O(log n)].
Proof. Let C(x; r) be: on input x = (x1 , . . . , xn ), uniformly at random choose r ∈ {1, . . . , n},
and output xr . Notice that the running time of C(x; r) is O(log n). Since g is a gate with
threshold a, we get
1. Prr [C(x; r) = 1|g(x) = 1] ≥ β1 (n), and
2. Prr [C(x; r) = 1|g(x) = 0] ≤ β0 (n),
where β1 (n) = a/n, β0 (n) = (a−1)/n. By Lemma 6.2, C(x; r) allows us to construct a rational
proof. In particular, if Merlin sends y ∈ {0, 1} to Arthur and the output of C(x; r) is b, Arthur
will pay Merlin Brier(g, y), where

Brier(g, y) =


2
2


2βy (g) − (βy (g)) − (1 − βy (g)) + 1,

if b = 1,



2(1 − β (g)) − (β (g))2 − (1 − β (g))2 + 1,
y
y
y

if b = 0.

(6.7)

It follows that g(x) ∈ FRMA[1, 1, O(log n)].
MAJORITY, AND, and OR are all threshold gates, hence this lemma implies that MAJORITY, AND, and OR are in FRMA[1, 1, O(log n)].8 Let d–FRMA denote the class of languages
that admit rational proof with d independent Merlins. We show how to delegate threshold
circuits using multiple independent Merlins, then replace independent Merlins by one Merlin.
8

Remark that the NOT gate can be thought of as a threshold gate and has a similar rational proof, where
one counts the number of zeros in the input instead of the number of ones. We therefore handle MAJORITY,
AND, OR, and NOT gates.
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Lemma 6.4. If f : {0, 1}∗ → {0, 1} is computable by a family of O log(S(n)) -space uniform
threshold circuits of size S(n) and depth d(n), then




f ∈ d(n)–FRMA[d(n), d(n), O d(n) · polylog(S(n)) ] .
Proof. To give an idea of our proof, let us make the simplifying assumption that for x of length
n, f is computable by a tree of depth d = d(n). We denote Mi the ith Merlin and yi ∈ {0, 1}
the bit sent by Mi to Arthur in our rational proof.
The protocol constitutes of d rounds. In the first round, M1 will tell Arthur the value y1 of
the root gate g1 . In Lemma 6.3, Arthur incetivizes Merlin to tell the truth for a single gate g by
randomly picking an input bit b and paying Brier(g, y) defined as in equation (6.7) to Merlin.
Similarly, Arthur will randomly pick a subtree and pay Brier(g1 , y1 ) to M1 where b is the value
of the chosen subtree. Arthur can avoid computing b by paying another independent Merlin
M2 to get the bit b. Conditioned on M2 telling the correct value of b, M1 only maximizes his
reward when telling the truth.
Thus, we reduce incentivizing M1 to tell the truth for the root of a depth d tree to making
M2 tell the truth for any depth d − 1 subtree. By repeating this idea, we reduce the whole
problem to making Md tell the truth for any tree of depth 1 which is just a threshold gate,
and this case is guaranteed by Lemma 6.3. The complete protocol is as follows.
Protocol with d Merlins. Let x ∈ {0, 1}n and some depth d circuit be the common input
to Arthur and M1 , . . . Md . The protocol begins with following conversation,
1. Merlin M1 : sends y1 to Arthur.
2. Arthur: identifies the ’root’ gate g1 and invokes the procedure Round(1, g1 , y1 ),
where Round(i, gi , yi ) for 1 ≤ i ≤ d is
1. Arthur: randomly chooses a ’child’ gi+1 of gi .
• If gi+1 is an input wire of value z, then pay
reward(gi , yi ) to Mi where b = z and STOP.
• Otherwise, ask Mi+1 for the value of gi+1 .
2. Merlin Mi+1 : sends yi+1 .
3. Arthur: Pay Brier(gi , yi ) to Mi where b = yi+1 and go to Round(i + 1, gi+1 , yi+1 ).
Figure 6.3. depicts the process of selecting a random path in the circuit by Arthur from our
protocol. Note that the achieved efficiency parameters are discussed in Section 6.4.4. Next,
we prove the correctness.
Correctness. We show by backward induction that for any 1 ≤ i ≤ d, Mi prefers to answer
Arthur with a correct value on the root for any depth (d − i + 1) threshold circuit. The base
case is to show that Md will tell the truth for any circuit of depth one, i.e., a threshold gate,
which is guaranteed by Lemma 6.3. Assume that Md , . . . , Mi+1 are being truthful; we show
that Mi will be consequently also truthful for any depth d − i + 1 circuit X. Let the root gate
g of X be connected to some depth (at most) d − i sub-circuits X1 , . . . , Xm . By the inductive
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.
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.
Md

xn−1 xn

Figure 6.3: An independent Merlin Mi provides the intermediate value for each level i in the
circuit according to Arthur’s query gi .

hypothesis, Md , . . . , Mi+1 enable Arthur to learn the root value for each one of X1 , . . . , Xm , and
we can think of X1 , . . . , Xm as of fixed input bits each having depth zero, effectively reducing
the depth of X to one. Hence, due to the help of Md , . . . , Mi+1 , we only need to show that
Mi will tell the truth for any threshold gate g. This case is the same as basic case ensured
by Lemma 6.3. Hence, we can conclude that all of M1 , . . . , Md prefer to truthfully report the
value of the root for their respective sub-circuits.
Arthur can in fact achieve the same when communicating with one Merlin. To merge the
d independent Merlins into a protocol with a single Merlin, we discount the reward on the
consecutive levels from the input gates to the root.9
Proof of Theorem 6.5. Besides the fact that Arthur is communicating with a single Merlin, the
only difference between the protocol and the protocol described in Lemma 6.4 is that instead of
paying Brier(gi , yi ) in Round(i, gi , yi ), Arthur now computes the reward as γ d−i /2 · Brier(gi , yi ),
where γ = 1/(1 + 2m20 ) and m0 is the largest fan-in over all gates. After the protocol finishes,
Arthur pays Merlin the total sum over all rounds.
The communication complexity and the number of rounds of the new protocol is exactly
the same as of the protocol in Lemma 6.4. To check that it also constitutes a rational proof,
we use backward induction to show that Merlin is truthful in each round when maximizing the
expected reward. The base case is to prove that Merlin will tell the truth in Round(d, gd , yd ).
If Merlin lies in this round his expected loss is
γ d−d /2 · |Er [Brier(gd , 0)] − Er [Brier(gd , 1)]|
= γ d−d /2 · |(β − β0 (m))2 − (β − β1 (m))2 |
≥ γ d−d /2 · |(β0 (m) − β1 (m))(2β − β0 (m) − β1 (m))|
≥ γ d−d /2 · (β0 (m) − β1 (m))2
1
= γ d−d /2 · 2
m
1
≥
,
2m20
9
This idea resembles the proof of CH ⊂ DRMA presented in [11], however the discounting differs in our
context.
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where m is the fan-in of gd . Since for every 1 ≤ j ≤ d we have Brier(gj , yj ) ∈ [0, 2], the maximal
total reward over the previous rounds 1, . . . , d − 1 can be bound, i.e.,
d−1
X

γ

d−j

/2 · Brier(gj , yj ) ≤

j=1

d−1
X

γ

d−j

j=1

=

d−1
X
j=1

1
1 + 2m20

d−j

1
<
.
2m20
Note that the total reward conditioned on lying in the last round is strictly smaller than the
reward in the last round alone when telling the truth, hence a rational Merlin must be truthful
in this round in order to maximize his total reward.
Assume that Merlin is truthful in rounds d, . . . , i + 1. Similarly to the base case, if he lies
in Round(i, gi , yi ), then his expected loss is at least γ d−i /2 · 1/m20 (conditioned on telling the
truth in the next rounds). Moreover, the maximal total income over rounds 1, . . . , i − 1 is also
bounded, i.e.,
i−1
X

γ d−j /2 · Brier(gj , yj ) ≤

j=1

i−1
X

γ d−j < γ d−i · (1/2m20 ) .

j=1

By the same reasoning, Merlin is reporting the truth in Round (i, gi , yi ) in order to maximize
the total reward. Therefore, we can conclude that rational Merlin will report the truth in every
round, and the protocol indeed constitutes a rational proof.
Discussion on Rational Proofs for TC
Circuit Model. Our rational proofs work for any circuit in TC, whereas interactive proofs
of Goldwasser et al. [45] address circuits in NC. In general, the class TC and NC have the
same computational power, indeed it is possible to simulate any threshold gate with AND and
OR gates. However, once we take depth of the circuit into consideration, TC circuits may be
much more powerful than NC circuits, and the advantage is remarkably evident in the case of
constant depth.
Unlike TC0 , the class NC0 can only compute functions which depend on constant number of
input bits, since the fan-in of any gate is two. One can lift this restriction and allow the AND,
and OR gates to have unbounded fan-in which corresponds to the class AC0 . Nevertheless, we
do know functions which are computable in TC0 , but are outside AC0 , e.g., parity, majority
and some pseudorandom functions (under a computational assumption, see Naor and Reingold [84]). Note that TC0 is a class interesting also on its own (see Reif and Tate [91]). Many
important practical problems are in TC0 , such as sorting a list of n-bit numbers, multiplication
of two n bit numbers, or integer division. Our result gives efficient delegation schemes for these
problems in the rational setting with constant number of rounds, constant communication, and
with a verifier running in polylog(n) time.
In both our construction and the construction of Goldwasser et al. [45], the number of
rounds and the amount of communication is proportional to the depth of the circuit. However,
for the same depth d, we need only d rounds whereas Goldwasser et al. [45] need Ω(d · log n)
rounds. Hence, for those functions which are computable in TC0 , our protocol only needs O(1)
rounds O(1) bits of communication that is in stark contrast to Ω(log n) rounds and polylog(n)
communication in [45].
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Multi-Output Case. Both our protocol and the protocol of Goldwasser et al. [45] can be
transformed to protocols that work for multi-output circuits of say ` output bits. The general
idea is to view these output bits as inputs to a virtual AND gate. This AND gate then outputs
1 if and only if all output bits are correct, and turns the circuit into a single-output circuit. The
AND gate is however limited to fan-in two in NC, so the transformation adds log ` factor to the
depth of the circuit, and consequently to the number of rounds. Our transformation for multioutput circuits introduces only one additional round in which the verifier picks an output bit
at random and runs the rational verification for the corresponding single-output circuit. More
specifically, we show any f : {0, 1}∗ → {0, 1}` computable by a family of O(log(S(n)))-space
uniform threshold circuits of size S(n) and depth d(n) is in FRMA[d(n), d(n) + ` − 1, O(d(n) ·
polylog(S(n)))]. The protocol only differs from the protocol of Theorem 6.5 in the initial
conversation where Merlin sends z ∈ {0, 1}` then Arthur randomly chooses r ∈ {1, . . . , `},
finds the corresponding “root” gate, denotes it as g1 , and starts Round(1, g1 , zr ).
Suppose Merlin sends an incorrect z 6= f (x), and a is the number of bits where z and
f (x) differ. With probability of a/`, Arthur will start the first round with an incorrect zr . As
shown in Theorem 6.5, conditioned on zr being incorrect, the expected loss of Merlin is at least
∆d /2 · 1/m20 , where m0 is the maximal fan-in over all gates. Thus, the expected loss of Merlin
when lying on a bits of z will be at least (a/`)(∆d /2 · 1/m20 ). Merlin will again maximize the
expected reward by sending z = f (x).
Non-Uniform Circuits. Uniformity of circuits describes how complex the circuits are. The
statements of Goldwasser et al. [45] and our protocol demand O(log(S(n))) space uniform
circuits where S(n) is the size of circuit. It is because we want to get the information of
circuit very efficiently without looking into the whole description of circuit. O(log S(n)) space
uniformity allows us to get the information of each gate in polylog(S(n)) time. As discussed in
Goldwasser et al. [45], if preprocessing is allowed, the verifier can run in poly(S(n)) time in the
offline phase and keep poly(d, log(S)) bits of information about the circuit. And in the online
phase, the verifier can get the necessary information about each gate in time poly(d, log(S(n)))
such that the total running time is O(d · poly(d, log(S(n)))). The running time of Goldwasser et al. [45] is O(n · poly(d, log(S(n)))).

6.4.5

Beyond TC

We show some limitation on extremely efficient rational proof for classes beyond TC. In the
rational proof for any NP language described in Figure 6.2, the assumption about rationality
of Merlin allows him to convince Arthur while being extremely laconic. However, Goldreich,
Vadhan and Wigderson [44] showed that in the classical setting it is impossible to construct
an interactive proof with a single, one bit message from the verifier for any NP-complete
language.10 We show that similar impossibility transfers also into the rational setting.
As mentioned earlier, Brier’s score is not inherent to laconic rational proofs. However, for
any bounded scoring rule computable in polynomial time, we show in the following theorem
that the reward gap is related to the randomized time needed for deciding the language, and
we get as simple corollary that the reward gap cannot be noticeable in every extremely laconic
rational Merlin Arthur game for any NP language, unless NP ⊂ BPP.
10
Goldreich et al. [44] in fact showed that NP-complete languages cannot have interactive proofs in which
the prover sends only poly-logarithmically many bits to the verifier, unless NP = coNP.
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Theorem 6.6. Let L be a language in DRMA[1, 1, poly(|x|)], and reward(·, ·) be any bounded
reward function defining the corresponding rational Merlin-Arthur game with an extremely
laconic Merlin. If ∆reward (·) is a noticeable function, then L can be decided in randomized
polynomial time with a constant error probability.
Proof. Given x ∈ {0, 1}∗ , consider the following procedure.
1. Evaluate t times both reward(x, 0) and reward(x, 1) to estimate E[reward(x, 0)] respectively E[reward(x, 1)].
2. If E[reward(x, 0)] > E[reward(x, 1)] reject, and otherwise accept.
We use the Hoeffding’s inequality to give an upper bound on the number t of evaluations
of the reward function that suffices for the above procedure to decide L with a constant
probability of error. The inequality states that if X1 , . . . , Xt are i.i.d. random variables such
that E[Xi ] = µ and 0 ≤ Xi ≤ 1 for all i, then for any  > 0,
"

Pr

t


1X
Xi − µ ≥  ≤ 2 exp −2t2 .
t i=1

#

Assume without loss of generality that the reward function assigns values from [0, 1]. Since
∆reward (·) is a noticeable function, there exists a polynomial p, such that ∆reward (|x|) > p(|x|)−1
for all large enough x.
If we approximate both E[reward(x, 0)], and E[reward(x, 1)] within  = ∆reward (|x|)/3, the
proposed procedure successfully determines if x ∈ L. The Hoeffding’s inequality guarantees that after t = ln (12)/22 = O(p(|x|)2 ) evaluations of reward(x, b) we can approximate
E[reward(x, b)] within  with probability greater than 5/6. Therefore, one can decide L in
randomized polynomial time with probability greater than 2/3.
Note that the proof can be easily extended for any L ∈ DRMA[1, log(|x|), poly(|x|)].

7
Chapter

Conclusions and Open Problems
In this chapter we summarize our main results and sketch some possible directions for future
research.

7.1

Cryptographic Cheap Talk

In Chapter 4 we studied the power of secure two-party computation for cheap-talk implementation of correlated equilibrium mediators in two-player strategic games. We pointed out
some intrinsic limitations that prevent achieving all correlated equilibrium payoffs in a sequentially rational way, and we classified the necessary and sufficient cryptographic conditions for
implementing different classes of correlated equilibria.
We have shown in Section 4.2 that for any 2 × 2 strategic game all correlated equilibria are
Nash equilibrium punishable. On the other hand, for 4 × 4 games we showed an example that
has correlated equilibrium with payoff profile that is not achievable by any Nash equilibrium
punishable correlated equilibrium. This however leaves open the case of 3 × 3 games.
Our results in Section 4.8 suggest that correlated equilibria outside of the convex hull of
Nash equilibria necessitate oblivious transfer. First, we show that computational cheap talk
protocols imply oblivious transfer for some correlated equilibria outside of the convex hull of
Nash equilibria. Second, we show that access to perfect correlation device implementing any
correlated equilibrium outside of the convex hull of Nash equilibria implies oblivious transfer.
It remains an interesting open problem whether computational cheap talk implementation of
any correlated equilibrium outside the convex hull of Nash equilibria implies oblivious transfer.

7.2

Blinded Games

In Chapter 5 we used standard cryptographic tools, namely encryption schemes, to introduce
the concept of blinded games - strategic games in which players take encrypted actions, and in
particular have the possibility to take actions they know nothing about. Moreover, we provide
cryptographic protocols that enable the players to not rely on trusted mediators in order to
achieve equilibrium payoffs.
Our approach suggest new interesting uses of cryptographic methods in game theory. We
show that our blinded games offer a viable and appealing alternative to solution concepts
based on commitment, and a particularly promising direction for future work is to apply the
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paradigm of leveraging players’ lack of knowledge in order to avoid commitment, in broader
settings.
Our protocols from Section 5.6 achieve (computational) Nash equilibrium of the cheap
talk extension in the strictly non-cooperative setting, i.e., they provide guarantee only with
respect to unilateral deviations. Other works (e.g., Lepinsky et al. [72], Heller [56]) considered
cheap talk protocols for implementing correlated equilibria that are stable in the presence of
coalitions. It is an interesting direction to extend our work to ensure resilience to colluding
players.

7.3

Rational Arguments

In Chapter 6 we presented an alternative approach to constructing delegation schemes. Our
proposal, to the extent that it is meaningful, opens up the door for one-round protocols that
demand minimal overhead for the prover and allow extremely fast verification. These dramatic
efficiency improvements are a direct result of the relaxation in the soundness requirement.
By penalizing the prover (on expectation) for even the slightest deviation from the correct
computation, it is possible to focus the verification efforts on local parts of the computation
(specifically paths along the computation), whose size is proportional to the depth of the circuit
being computed. This stands in stark contrast to the more “rigid” approach to verification,
whose soundness necessitates global dependence on the entire computation, and thus results
in significantly more involved proof and verification procedures (inducing significant overhead
beyond the actual computation).
Our work gives rise to several interesting open problems:
• While we give extremely laconic rational proofs for all NP languages (thus bypassing the
impossibility result for interactive proofs), we also show that such succinct non-interactive
public coin rational proofs NP cannot have non-negligible reward gap. An interesting
research direction is to understand if this small gap is inherent. Specifically, can one
construct succinct rational proofs for NP with large gap by increasing the number of
rounds, or by having the verifier use private coins?
• In the context of the above question, it is natural to consider computationally bounded
rational provers. Due to the impossibility result of Gentry and Wichs [40], constructions
of succinct non-interactive arguments in the classical setting must be based on nonfalsifiable assumptions. Can one overcome this limitation in the rational model and
construct rational SNARGs?
• The main advantage of our rational delegation is the utmost simplicity. Still, the complexity of verification does depend on the depth of the underlying circuit. In particular,
for P-complete problems the scheme is no longer succinct. Kalai, Raz and Rothblum [66]
give a delegation scheme where the complexity of verification depends on the space of a
Turing Machine instead of depth of circuit. Their scheme might potentially be simplified
in the rational model, yielding a one-round succinct rational delegation for all problems
in P.
• In this work, we propose to model rationality in presence of computational cost via
noticeable reward gap. However, this modeling is not sensitive to different costs of
computation while in reality a rational prover may behave differently on computations
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that have different complexity. It is an interesting open problem to refine our model, or
even come up with a different approach, and capture rationality with respect to various
measures of costs of computation.
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