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Abstract

Recent technological advances have greatly increased our ability to collect and
store detailed information about the topography of the Earth, both below and
above the ocean. This information is often stored as digital terrain models.
These terrain models have a large range of applications from analyzing flood
risk and visibility, to producing nautical charts.

Many algorithms and much commercial software have been developed to
help analyze terrain models. However, significant algorithmic challenges arise
from the increasing detail (and therefore size) of modern terrain models. Fur-
thermore, terrain models are increasingly being updated as a result of new data
collection or editing done by users. This transforms a terrain model into a dy-
namic object, and presents a set of new algorithmic challenges. In this thesis
we consider some of the above challenges.

To enable analysis of massive terrain data we develop so-called I/O-efficient
algorithms for a set of well-known terrain analysis problems. First, we present
an I/O-efficient algorithm for terrain model simplification. This algorithm can
be used in connection with terrain analysis to reduce the topological complex-
ity of a detailed terrain model before performing the actual analysis. Then we
present an I/O-efficient algorithm for extracting simplified yet precise contour
maps from detailed terrain models. Finally, we present an I/O-efficient algo-
rithm for estimating the flood risk from water collecting in basins of a terrain
model during a rain event

Considering the terrain as a dynamic object is a relatively new research
challenge. To meet this challenge, we consider the terrain as a continuously
deforming object and present a data structure that can maintain certain topo-
logical attributes of the terrain as it deforms. These topological attributes are
central to a range of other attributes derived from the terrain.
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Resumé

Den generelle teknologiske udvikling har dramatisk forøget vores muligheder
for at indsamle og lagre detaljeret information omkring Jordens topografi, både
over og under havets overflade. Denne information lagres ofte i form af digitale
terrænmodeller. Disse terrænmodeller har en lang række anvendelsesmuligheder
indenfor blandt andet analyse af oversvømmelsesrisiko, synlighedsanalyser og
produktion af søkort.

Mange eksisterende algoritmer og meget software til analyse og håndter-
ing af terrænmodeller udfordres markant, af de meget store datamængder som
de detaljerede terrænmodeller udgør. Derudover bliver terrænmodeller i sti-
gende grad opdateret løbende med nye terrænopmålinger eller med brugersk-
abte tilpasninger af modellen. Dette omformer terrænmodellen fra et statisk til
et dynamisk objekt og resulterer i helt nye algoritmiske udfordringer. I denne
afhandling beskæftiger vi os med nogle af de algoritmiske problemer som opstår
omkring meget store og dynamiske terrændatamængder.

For at muliggøre analyse af meget store terrændatamængder udvikler vi
såkaldte I/O-effektive algoritmer for en række velkendte terrænanalyse proble-
mer. Først præsenterer vi en I/O-effektiv algoritme til at simplificere terræn-
modeller. Denne algoritme kan bruges til at reducere den topologiske komplek-
sitet af detaljerede terrænmodeller før en egentlig terrænanalyse gennemføres.
Herefter præsenterer vi en I/O-effektiv algoritme til at producere præcise og
brugbare konturkort. Til sidst præsenterer vi en I/O-effektiv algoritme til at
estimere oversvømmelsesrisiko fra regnvand som samler sig i lavningerne af en
terrænmodel.

At behandle terrænmodellen som et dynamisk object er en relativ ny udfor-
dring. Vi forsøger at håndtere denne udfordring ved at betragte en kontinuert
deformation af en terrænmodel, og udvikle en datastruktur som vedligeholder
en række topologiske egenskaber ved terrænet under en sådan deformation.
Disse topologiske egenskaber er centrale for en lang række terrænanalyser.
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Preface

In this thesis we describe algorithms and data structures for efficiently han-
dling and analyzing massive and dynamic terrain data. The thesis is divided
into three parts; Part I provides motivation, background and overview of re-
sults. Part II describes the results on analyzing massive terrain data. Part III
describes the results on handling dynamic terrain data.

Part I This part contains the introductory chapters. In Chapter 1, we moti-
vate our work and provide the relevant background on the development within
remote sensing and on the relevant models of computation. We also give a
brief overview of the results in this thesis and describe how these results point
towards some interesting ideas for future work. In Chapter 2, we define the
fundamental concepts and notation used throughout the thesis.

Part II This part describes our results on out-of-core algorithms for simpli-
fying and analysing massive terrain data. In Chapter 3, we describe our results
on terrain simplification. In Chapter 4, we describe our results on simplifying
contour maps. In Chapter 5, we describe our results on analysing flood risk.

Part III This part describes our results on handling dynamic terrain data.
In Chapter 6, we describe a data structure for maintaining contour trees of
dynamic terrain data and how this can be applied to maintain other topological
attributes of the terrain.
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Chapter 1
Motivation and Results

The surface of the Earth is our natural habitat. Its topography determines
many things about our lives; where rivers form and where the sun shines, it
decides what we can see and the routes we travel along. As a consequence
of this, humans have tried to accurately depict the surface of the earth ever
since the very first civilizations, first on cave walls and later on paper maps.
Our ability to acccurately represent the surface of the Earth in maps, have
gradually improved over centuries of scientific and engineering breaktroughs,
with one of the most recent breaktroughs being the invention of remote sensing
technology. With this technology it is possible to measure the surface of the
earth from satellites or from scanners mounted on airplanes, and thereby create
an entirely new kind of spatial maps that represent the surface of the Earth
with an extremely high level of detail. These spatial maps are also known as
digital terrain models.

The Apollo space missions during the 1960s and the 1970s carried some of
the first remote sensing equipment that was used for mapping the surface of the
Moon. But they also returned the first full-view photograph of Earth seen from
space (Figure 1.1). This photograph is the perfect symbol of the possibilities
that lie within remote sensing. Observing the Earth from above give us a unique
opportunity for literally rising above our natural habitat, to analyse and better
understand those aspects of terrain topography that are so important for our
everyday lives. However, the impressive capabilities of modern remote sensing
equipment to continuously produce more and more detailed terrain data also
present some very tangible algorithmic and software engineering challenges.
These challenges are the topic of this thesis.

Available Terrain Data

Before the development of remote sensing technology, the coverage and accu-
racy of elevation data was severely limited by the fact that all data had to be
manually collected by surveyors in the field, or extracted from existing and often
hand-drawn maps. This has completely changed with the development of mod-
ern remote sensing equipment such as Light Detection and Ranging (LIDAR)
scanners. These scanners can cost-efficiently map terrain surfaces of entire
countries at centimeter resolution. In fact, using this technology, a nationwide
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4 Chapter 1. Motivation and Results

Figure 1.1: On December 7, 1972, the Apollo 17 crew left the orbit of the Earth
with the sun at their backs and took the first full view photograph of Earth.

Danish terrain data set is currently being produced with an elevation point for
approximately every 0.5 meter or 168 billion elevation points in total. LIDAR
derived data is also available for a number of other countries, and a report [62]
commisioned by the United States Geological Survey (USGS) made a strong
argument for detailed LIDAR mapping of the entire USA. This has recently
been followed by a White House initiative that provides the initial funding for
a collaboration between US government agencies, corporations and academia
to develop advanced 3-dimensional mapping of the United States [52].

Other kinds of remote sensing technology are based on imaging technology
such as Interferometric Synthetic Aperture Radar (IfSAR). This technology has
been used to create near-global elevation data sets, such as the Shuttle Radar
Topography Mission (SRTM) data set created by NASA in year 2000 [44]. The
SRTM data set contains an elevation point for approximately every 90 meter
(at the Equator) and covers most inhabited parts of the Earth. The coverage
and the resolution of the SRTM was improved in 2009 with the release of the
Advanced Spaceborne Thermal Emission and Reflection Radiometer (ASTER)
elevation data set by NASA and Japanese authorities [74]. This data set contains
a point for approximately every 30 meter (at the Equator) and covers 99 percent
of the landmass of Earth. The SRTM and ASTER data sets are both publicly
available1. Recently, the commercial entity Airbus Space and Defense, has

1Refer for example to www.scalgo.com/live/global to see the SRTM data set.



5

released the WorldDEM which covers the entire globe with a point for every 12
meter[37].

Towards Data Analysis

The development within remote sensing technology is a reflection of a general
trend in society as a whole. Technological breakthroughs within sensor, com-
munication and digital storage technology has enabled us to collect and store
massive amounts of information. This information ranges from most aspects of
human behaviour to detailed information about the physical world around us.
As a result of this, both business and science are shifting from a data collection
paradigm where data collection consumes a large part of our time and resources,
to a data analysis paradigm where data is at our fingertips and where compet-
itive edge and scientific breakthroughs arise from the ability to analyze data
or provide access to data in new innovative ways [35]. In other words, we are
shifting from a world where we spend time and resources on gathering data, in
order for us to reason and better interact with our world, to a world where data
is readily available and where we instead spend resources on finding exactly the
data we need or extract new knowledge from data that is already there.

The publicly available global terrain data sets such as SRTM and ASTER,
and the soon to be publicly available Danish elevation data set, are excellent
examples of this development. These are data sets that surveyors in the 1960s,
not to mention ancient cartographers, could only dream about. They spent
enormous resources on collecting terrain data sets that were nowhere near the
accuracy and resolution of the data sets that we have publicly available today.
The challenges for us today are within developing new and efficient ways of
handling and analyzing these data sets to realize the great potential that is
associated with spatial maps of the Earth.

Volume and Velocity

A Gartner analyst [58] has popularly characterized the challenges that arise
when shifting from a data collection paradigm to a data analysis paradigm.
These challenges are also known as the challenges of “Big Data” or the “Three
Vs”: Volume, Velocity and Variety. The challenge of Volume is simply that the
size of modern data sets provide considerable challenges for existing information
systems due to shortcommings of existing algorithms and computing devices
that are not designed to handle such large data sets. The challenge of Velocity
is that data arrives as a stream of updates with a very high velocity. The
challenge of Variety is that data often arrives from a range of different data
sources and in a range of different formats.

In this thesis, we will focus on the Volume and Velocity challenges associ-
ated with modern terrain data. We will present new out-of-core terrain analysis
algorithms designed in the so-called I/O-model of computation that allow for
processing very large data sets on even small computing devices. We will ad-
dress the Velocity challenge by presenting our contribution to a new research
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direction within terrain analysis algorithms that consider the terrain as a dy-
namic object where elevation updates arrive continuously.

Value

Since the original “Three Vs” were described, many more have been suggested.
One of these is Value – how do we turn the elusive promises of modern ter-
rain data into something that is useful and adds value in the everyday lives of
people. Alongside doing the research presented in this thesis, we have spend
considerable time working with biologists, geographers and cartographers that
apply terrain data to solve concrete problems on an everyday basis. We have
strived to apply the knowledge gained from working with these people towards
guiding our research in a direction where we were solving problems that, if ap-
plied in practice, would add value to real people. Although our research has
mostly been from a theoretical angle, many of the ideas developed through this
theoretical work, has (with minor adjustments) been useful in practice. As
a consequence of this, we have founded the company SCALGO2 that works
on developing software and online services for analyzing and interacting with
high-resolution terrain data sets. This has provided a platform for bringing
concrete solutions back to the domain experts that inspired the research prob-
lems in the first place. For example, from the research presented in Chapter 5,
we have developed the so-called Flash Flood Map product that estimates the
risk of flooding from severe rain events on a potentially national scale. This
product has been sold to more than half of the Danish municipalites and is
now used as a foundation for their local planning and climate change adapta-
tion. Addtionally, we have further developed the results presented in Chapter 4
and are now building a software system with the Danish Geodata Agency for
semi-automatically producing navigational sea charts for the huge seabed off
the east coast of Greenland. Besides the papers included in this thesis, we have
published a range of abstracts in geodata conferences [20, 21, 18, 22, 19] where
the purpose has been to describe the application and potential of the more
theoretical results.

Chapter Overview

In Section 1.1, we will briefly discuss the general challenges around handling
terrain data on a massive scale. We will focus on the challenges that arise when
data does not fit in the memory of the computing device, and we will describe
the external-memory model of computation that is designed to overcome these
problems. In Section 1.2, we will briefly discuss the general challenges that arise
when terrain data is dynamic and present the kinetic data structure framework
which is often used as a framework for developing data structures that maintain
attributes of time-varying data. In Section 1.3, we provide a brief overview of
the papers and results contained within this thesis. Finally, in Section 1.4, we
describe some interesting ideas for continued work on handling massive and
dynamic terrain data.

2See www.scalgo.com
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1.1 Handling Massive Terrain Data

As mentioned, the general development within data collection and focus on data
analysis, has dramatically increased the size of the data sets that we need to
process. This data growth has exposed significant scalability issues with many
existing software systems. One important reason for these issues is that the
systems are based on algorithms that do not sufficiently model the memory
system of modern computing devices

For many years it has been a fundamental limit of any storage technology
that the price per unit of storage increases dramatically with the performance
characteristics of the storage. As a result it has been infeasible to cost-efficiently
build a memory system consisting of a single very large and very fast storage.
Instead data elements are stored in a memory hierarchy and the time it takes
to access a data element may vary several magnitudes between levels of the
hierarchy. However, many algorithms assume that the memory of a device
holds an infinite number of data elements that can be accessed in constant
time (e.g. algorithms designed in the RAM model). These algorithms will
likely experience a slow-down of several magnitudes once data grows beyond a
certain size, because the data has to be stored in slower (but larger) levels in
the hierarchy. In many cases this makes computation infeasible.

One approach to handling the scalability issue when dealing with terrain
data is to simply reduce the level of detail in the data. However, for many ter-
rain analysis applications, a high level of terrain detail is essential for securing
the quality of the analysis. For example, when analysing flood risk from rising
sea-levels [61], dikes are essential topographic features but they are also rela-
tively small features (often not more than a few meters wide). Indiscriminately
throwing away terrain detail will very likely result in losing crucial information
about such small but important features. Refer for example to Figure 1.2 (a)
and (b). Also, when analysing how water flows on the terrain surface and form
rivers [34], even small topographic features can have a significant impact on the
analysis result. Refer for example to Figure 1.2 (c) and (d).

Another approach to handling massive terrain data, is to parallelize the
computation on several devices by dividing the terrain in smaller chunks or
tiles, such that each tile fits into the memory of a device. In general, this
approach has been very successful for handling massive data sets within many
other application areas. Especially, the use of the recently developedMapReduce
framework [36] has been widespread. However, a number of important terrain
analysis problems seem inherently hard to parallelize in this way. For example,
when analysing how water flows on the terrain surface the computation on a
single tile may very well depend on how water flows in neighboring tiles (or
even tiles far away), because water can flow across tile boundaries. Resolving
inter-tile dependencies is potentially quite expensive.

In this thesis, we therefore focus on the challenges in handling massive data
on a single device, and how these challenges can be alleviated by designing effi-
cient algorithms within models of computation that recognize the organization
of modern memory systems.
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(a) 90-meter resolution (b) 2-meter resolution

(c) 90-meter resolution (d) 2-meter resolution

Figure 1.2: (a,b) The effect (in blue) of a 2-meter sea-level rise on the island of
Mandø in Denmark; (a) Using a 90-meter elevation data set (the SRTM data
set), and (b) Using a high-resolution 2-meter elevation data set. (c,d) The result
of computing river networks for a small part of Denmark (rivers are shown in
blue); (c) Using a 90-meter elevation data set (the SRTM data set), and (d)
Using a high-resolution 2-meter elevation data set. Notice how the computed
river deviate from the mapped river in (c) but align very well in (d).

1.1.1 The memory hierarchy

The memory system of modern computing devices is organized into a memory
hierarchy consisting of several levels. Refer to Figure 1.3. One of the main
performance characteristics of a level in the memory hierarchy is latency [68].
Roughly speaking, the latency of a level is the time it takes from requesting a
data element until the element is received. At the top of the hierarchy, close
to the Central Processing Unit (CPU), are the very low latency cache levels
(e.g. L1, L2 and L3). These cache levels are very small and are often only used
to hold data elements that have recently been manipulated by the CPU, since
these are likely to be accessed again soon. At the next level of the hierarchy
is the modest latency main memory. This memory has a considerable size and
it is usually where the bulk of the manipulated data resides. Finally, at the
lowest level of the hierarchy is the disk, which cost-efficiently stores extremely
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Memory

Disk

CPU
L1

L2

Figure 1.3: A rough illustration of the memory hierarchy of modern computing
devices. The device consists of one (or more) central processing units (CPUs),
a set of cache levels, a memory and a disk. Generally, both access latency and
storage capacity increases the further away you get from the CPU.

large data sets but suffers from very high latency; In fact, accessing an element
on disk can be on the order of six magnitudes slower than accessing it in main
memory. One of the main reasons why disks have such high latency is that they
are mechanical devices, that is, to read a block of data motors have to move
both a read head and turn a spinning platter on which the data is stored. This
mechanical motion is very slow compared to the other levels of the memory
hierarchy.

Since the latency can be significant, data elements at each level are stored
and transferred in fixed size units known as blocks (or cache lines). This implies
that when the CPU requests a data element it receives a whole block of consec-
utive elements. If all elements of a block are used by the CPU the data access
latency can be amortized across the entire block, effectively hiding the latency
of the memory system. However, many models of computation, such as the
RAM model, do not capture this block-based data access. Instead they assume
that any element of an infinite memory can be accessed in constant time. Since
latencies of the cache levels and main memory are neglible compared to those
of the disk, this approach has worked well for data sets of moderate size. But
as modern data sets grow far beyond the size of main memory available in even
high-end computing devices, significant scalabilty issues are exposed with this
approach.

Recently, the solid state drive (SSD) was introduced as an alternative to
the mechanical disk. These are purely electronic devices with lower latency
than mechanical disks. Solid state drives are more durable and consume less
power [6] and therefore most modern consumer electronics use SSD. However,
these drives are still limited in size and are more expensive than mechanical
disks. Furthermore, solid state drives behave like disks in the sense that they
are still significantly slower than the main memory and data is accessed in
blocks. We refer to a survey by Ajwani et al. [6] for an in-depth discussion of
the performance characteristics of solid state drives.

Several models of computation have been suggested to design algorithms
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that exploit the block-based data access in order to minimize the number of
blocks transferred between levels of the memory hierarchy. In the external-
memory model [5] the complexity of an algorithm is measured as the number
of blocks transferred between the disk and main memory. In this model, both
the main memory and the disk block sizes are known. Due to the model’s
simplicity, and the relatively high disk latency, this approach has proven to be
very successful in practice [34, 78]. We describe the external-memory model in
more detail in Section 1.1.2. In the more complicated cache-oblivious model
of computation [45], algorithms are designed to exploit the block-based data
access accross all levels of the memory hierarchy, without knowing the explicit
block size and cache size of each level. Theoretically, this is a very interesting
computational model, but very few practical results have been published thus
we will not consider this model further in this thesis.

1.1.2 External-memory model

The external-memory model or I/O-model of computation was suggested by
Aggarwal and Vitter [5] in 1988. In this model, the machine consists of an
infinite size external memory (disk) and a main memory of size M elements.
A block of B consecutive elements can be transferred between main memory
and disk in one I/O operation (or simply I/O). Computation can only occur
on elements in main memory, and the complexity of an algorithm is measured
in terms of the number of I/Os it uses to solve a problem. Refer to Figure 1.4.
An efficient algorithm designed within the I/O-model is often referred to as an
I/O-efficient algorithm.

Many fundamental problems have been considered in the I/O-model. For
example, scanning N elements takes Θ(scan(N)) = Θ(NB ), sorting N elements
takes Θ(sort(N)) = Θ(NB logM/B

N
B ) I/Os, and permuting N elements takes

Θ(perm(N)) = Θ(min{N, sort(N)}) I/Os. note that N >> sort(N) for all
practical values of B and M , which e.g. means that sort(N) = perm(N). See
recent surveys [7, 80] for a comprehensive review of important results in the
I/O-model.

Through this thesis we will be building on fundamental I/O-efficient algo-
rithms for batched union-find (in Chapter 3) and I/O-efficient priority queues
(in Chapter 5). We therefore briefly describe these algorithms below.

I/O-Efficient Batched Union-Find The union-find problem is the prob-
lem of maintaining a partition Π of a set U = {x1, x2, . . . } under Union and
Find operations, where a Union(xi, xj) joins the set containing xi and the
set containing xj , and Find(xi) determines the set in Π containing xi. The
problem has numerous applications across many domains.

In internal memory a sequence of N union and find operations performed
on-line (one operation at a time) takes Θ(Nα(N)) time, where α(N) is the
inverse Ackermann function [76]. The batched version of the problem, where
the sequence of operations is known in advance, can be solved in linear time
in the RAM model [46]. In the external-memory model, Agarwal et al. [3] re-
cently described an O(sort(N)) I/O algorithm for the batched version of the
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Memory
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CPU
Blocks
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Figure 1.4: Illustration of the external-memory model of computation where
computation can be performed by the CPU on data that is available in a mem-
ory of a fixed size M , and where data elements are moved between disk and
memory in blocks of B elements per I/O-operation.

union-find problem, provided that none of the union operations are redundant,
that is, for each Union(xi, xj), xi and xj are in different sets. This is opti-
mal [3]. If redundant union operations are allowed, the problem can be solved
in O(sort(N) log logN) I/Os (or O(sort(N)) if randomization is allowed) [3].
Note that the naive use of the internal memory algorithms in the I/O-model
results in Ω(Nα(N)) and O(N) I/O algorithms in the on-line and batched case,
respectively. As mentioned, this is much worse than sort(N) for realistic values
of N , B and M . Since the developed algorithms are quite complicated, Agar-
wal et al. [3] also described and implemented a simple O(sort(N) log(NM )) I/O
algorithm for the batched union-find problem [34].

I/O-Efficient Priority Queues The priority queue is a fundamental data
structure with applications in many areas of computer science, especially within
graph algorithms. It stores a set of elements each associated with a key such
that the keys provide a total order on the set of elements. A priority queue
Q provides an Insert operation that inserts an element into Q, a Delete
operation that deletes an element with known key from Q and a DeleteMin
operation that deletes (and returns) the data element with the lowest key from
Q.

Arge [8] described an I/O-efficient priority queue that performs a sequence of
N priority queue operations in amortized O(sort(N)) I/Os, that is, O( 1

B logM/B
N
B )

I/Os on each operation amortized [8]. This structure uses the so-called buffer
tree [8] to lazily support Insert and Delete operations. The DeleteMin op-
eration is supported by maintaining an O(M) size buffer in memory containing
the smallest elements of the queue (filling up the buffer once it becomes empty).
Fadel et al. applied a similar buffering technique to develop an I/O-efficient
heap that supports a sequence of N priority queue operations in amortized
O(

∑N
i=1

1
B logM

B
(NiB )) I/Os where Ni is the number of elements in the queue be-

fore the i’th operation [43]. This is an advantage over the buffer tree approach
by Arge if the maximum number of elements in the priority queue is much
lower than N (over the sequence of N operations). Using a partial rebuild-
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ing idea, Brodal and Katajainen [28] developed a worst-case efficient external
priority queue, that is, a structure where a sequence of B operations requires
O(logM

B
(NB ) I/Os in the worst-case.

Sometimes a priority queue is required to support a DecreaseKey oper-
ation that decreases the key of an element already in Q, if the key is smaller
than the (unknown) current key of the element. Note that since the current key
is unknown, one cannot simply implement the operation using a Delete fol-
lowed by an Insert operation. Kumar and Schwabe presented a priority queue
that supports Insert, Delete, DeleteMin and DecreaseKey in amortized
O( 1

B log2(NB ) I/Os per operation [57]. This approach is based on an external
version of the tournament tree.

1.2 Handling Dynamic Terrain Data

The surface of the earth is continuously changing as the result of both natural
processes and human activity such as erosion or construction of infrastructure.
Increasingly, this change is captured by terrain models due to technological
developments within remote sensing and unmanned aerial vehicles that enable
low cost, rapid and repeated mapping of the surface of the Earth. Also, users
of terrain models are increasingly editing the terrain models to adjust them for
specific applications. For example, when sampling the terrain elevation from
above, a bridge will appear as a dam in the terrain model. This is a problem for
many hydrological analysis applications since water flows under a bridge. So
the terrain model needs to be adjusted by removing these bridges and allowing
water to pass. Furthermore, users also increasingly wish to change the terrain
model to evaluate different scenarios, such as the consequence of a dike breach
on flood risk, or the visibility consequences of building a new building.

This development transforms the terrain model from a static to a dynamic
geometric object. As the terrain changes over time, any derived terrain analy-
sis becomes obsolete unless it is updated accordingly. The frequency of surface
updates and edits, as well as the size of surface representations, makes it very
tedious or even impossible to simply recompute information derived from the
terrain as updates appear. Even with the use of I/O-efficient algorithms, per-
forming any non-trivial analysis on massive terrain data such as the SRTM data
set can take several days.

Consider changing the elevation of one or more points in the terrain model.
In this thesis, we will view this elevation change as a continuous derforma-
tion of the terrain surface, and consider how certain terrain attributes can be
maintained over time. Maintaining attributes of geometric objects that vary
continuously over time, have often been studied within the framework of ki-
netic data structures. We briefly describe this framework below.

1.2.1 Kinetic data structures

Basch et al. [24] introduced the kinetic data structure (KDS in short) framework
for designing efficient data structures that can track a variety of geometric and
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topological attributes of continuously moving data. Several data structure have
been developed in this framework; see [48].

A KDS often only maintains core combinatorial structure of an attribute
(from which the attribute can easily de derived). The crux in designing an
efficient KDS is finding a set of certificates that, on one hand, ensure the cor-
rectness of the structure currently being maintained, and, on the other hand,
are inexpensive to maintain as the data moves. When a certificate fails during
the motion of the objects, the KDS repairs the structure, replaces the failing
certificate(s) by new valid ones, and computes their failure times. The fail-
ure times, called events, are stored in a priority queue, to keep track of the
next event that the KDS needs to process. An event corresponding to a com-
binatorial change in the tracked attribute is referred to as an external event.
However, to efficiently handle events, it is often necessary to also maintain aux-
iliary structure. Events that does not directly relate to a combinatorial change
in the tracked attribute but to changes in the auxiliary structure are referred
to as internal events.

The performance of a KDS is measured by the number of events that it
processes, the time taken to process each event, and the total space used. If
these parameters are small (in a sense that may be problem dependent and has
to be made precise), the KDS is called, respectively, efficient, responsive, and
compact. See [24, 48] for details.

1.3 Results Overview
In this section we give a brief overview of the main results contained in Part II
and III, we will assume knowledge of basic terrain and computational geometry
concepts. Refer to Chapter 2, for a more detailed discussion of these concepts.
Throughout this thesis we will assume that a terrain is represented as a triangu-
lated surface in R3, also known as a triangulated irregular network (TIN). More
formally, given a triangulation M of R2, the terrain is the xy-monotone triangu-
lated surface M given as the graph of a continuous height function h : R2 → R
that restricted to each triangle of M is a linear map i.e. the triangulation of M
is induced by M. We will assume that N denotes the number of vertices in M.

In this thesis we present I/O-efficient results on two fundamental terrain
problems, analyzing flood risk and generating accurate and easy to understand
contour maps. Choosing the right level of terrain model detail is an important
first step when solving both of these problems (and many other terrain prob-
lems) in practice. We therefore also present I/O-efficient results on how to do
controlled terrain simplification to obtain a desired level of detail. Finally, we
consider the problem of maintaining the contour tree of a terrain model as the
terrain elevation changes. This thesis is build on the following four papers.

Terrain simplification L. Arge and M. Revsbæk. “I/O-Efficient Contour Tree
Simplification.” In: Proc. International Symposium on Algorithms and
Computation. 2009 [14]

Contour maps L. Arge, L. Deleuran, T. Mølhave, M. Revsbæk, and J. Tru-
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elsen. “Simplifying Massive Contour Maps.” In: Proc. European Sympo-
sium on Algorithms. 2012, pp. 96–107 [11]

Flood risk L. Arge, M. Revsbæk, and N. Zeh. “I/O-efficient Computation of
Water Flow Across a Terrain.” In: Proc. ACM Symposium on Computa-
tional Geometry. 2010, pp. 403–412 [15]

Time varying terrains P. K. Agarwal, L. Arge, T. Mølhave, M. Revsbæk,
and J. Yang. “Maintaining Contour Trees of Dynamic Terrains.” In: CoRR
abs/1406.4005 (2014) [1]

We briefly describe each of these results in the four sections that follow. Be-
sides the four papers included in this thesis we have worked on a number of other
terrain related problems [61, 9, 13] and worked on planar graph partitions [64,
65].

1.3.1 Terrain simplification

Reducing the level of terrain detail through terrain simplification has long been
an essential part of both terrain visualization and analysis applications. The
importance of this problem has only increased with the appearance of increas-
ingly large and very detailed terrain data. Traditional approaches to terrain
simplification have focused on algorithms that reduce terrain detail by coars-
ening the triangulation [72]. In general, the simplest of these algorithms do
not provide guarantees on how much the simplified surface deviates from the
original surface. The more advanced algorithms that provide these guarantees
often depend on a seemingly unpredictable pattern of access to the surface
triangulation, which makes it inherently difficult to make them I/O-efficient.

Recently a type of simplification algorithms were introduced [42, 41] that
focus on simplifying the topological complexity of the terrain, measured as
the topological persistence of M. In essence, topological persistence can be
considered as an approach that pairs every minimum and maximum vertex
of the TIN with a saddle vertex, and measures its significance as the height
difference between these pairs of critical vertices. Edelsbrunner et al. [42] have
described an O(Nα(N)) time algorithm for computing topological persistence
and an I/O-efficient extension of this algorithm was presented in [3]. Danner
et al. showed how to I/O-efficiently simplify TINs by removing minimum and
maximum vertices based on their topological persistence [34].

Carr et al. presented an O(N log(N)) internal memory algorithm to simplify
the topological complexity of a terrain by iteratively simplifying the contour tree
of the terrain [31]. The simplification algorithm uses the fact that removal of a
leaf in a contour tree naturally corresponds to modifying a region around a local
minima or maxima in the corresponding terrain model. Thus various geometric
measures for this region, such as e.g. height, area or volume, can be used to
determine the significance of the leaf; Using height essentially corresponds to
using topological persistence.
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Our contribution. In Chapter 3, we present the first I/O-efficient algorithm
that can simplify the topological complexity of a terrain using a wide range of
different geometric measures. Our algorithm is an I/O-efficient version of the
algorithm for simplifying contour trees described by Carr et al. [31] that uses
optimal O(sort(N)) I/Os. A key to obtaining the I/O-efficient contour tree
simplification algorithm is an O(sort(N)) I/O algorithm for an extension of the
batched union-find problem that we call batched union-find with set properties.

1.3.2 Contour maps

Through history contour maps have been a very effective two-dimensional rep-
resentation and illustration of terrain topography. Even after the availability
of very detailed three-dimensional terrain models, contour maps are still used
to selectively communicate essential topographic details.

A contour map is the intersection between the terrain and a horizontal plane
at a set of discrete elevations {`1, . . . , `2}. Extracting a contour mapM from a
terrain can be done I/O-efficiently using O(sort(N)+scan(|M|)) I/Os [2] (where
|M| is the number of segments in the contour map) such that each contour is
a polygonal chain sorted in clockwise order and the nested relation of contours
is known. A contour map produced in this way, indiscriminately represents
all the details of the terrain. However, to produce a useful contour map, an
algorithm is required to remove insignificant topographic details from the map,
such that the important details appear more clearly. Removing details from a
contour map can either be done through terrain simplification, as mentioned
above and discussed in more detail in Chapter 3, or by simplifying the contour
map directly.

Simplifying the contour map directly is very similar to simplifying a set of
polygons (or polygonal lines) in the plane. Polygonal line simplification is a well
studied problem; refer e.g. to [50] for a comprehensive survey. However, there
are a number of important differences between contour maps and polygonal line
simplification. Most noticeably, simplifying a contour line in the plane using a
polygonal line simplification algorithm will, even if it guarantees simplification
accuracy in the plane, not provide a bound on how much the elevation of points
on the simplified line varies from those on the original line (vertical accuracy).
Furthermore, simplifying the contours individually may lead to intersections be-
tween the simplified contours. Finally, when simplifying contour maps its very
important to preserve the relationships between the contours (the homotopic
relationship), that is, maintain the nesting of the contours in the map.

Our contribution. In Chapter 4, we present an I/O-efficient and practical
algorithm for constructing and subsequently simplifying contour maps. The
algorithm guarantees that the contours in the simplified contour map are ho-
motopic to the unsimplified contours, non-intersecting, and within a distance
of εxy of the unsimplified contours in the xy plane. Furthermore, it guarantess
that the vertical accuracy is within εz. We also present experimental results
that show a significant improvement in the quality of the simplified contours
along with a major (about 90%) reduction in size.
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1.3.3 Flood risk

Analyzing flood risk is an important application of terrain data, and it has
gained attention with the increased focus on how to mitigate the effects of cli-
mate changes. The costs associated with extreme weather events occuring in
densely populated areas are so big that a lot of effort has been put into analysing
flood risk by developing algorithms and software to implement detailed hydro-
logical models of how water flows on the terrain surface (the damages caused by
a single rain event in Copenhagen in 2011 was estimated to roughly 1 billion US
dollars). Due to their level of hydrological detail, many of these hydrological
models are severely limited in the size of the data sets that can be processed,
that is, they either have to analyze very small areas or they have to throw away
much of the terrain detail e.g. by coarsening the TIN. Since having a high
level of detail in the terrain model is in many cases essential for ensuring the
veracity of flood risk analysis (refer back to Figure 1.2), the starting point of
our research has been to develop as detailed a hydrological model as possible
that can still be evaluated on any size data set.

There are many different types of flood risk. We consider the so-called
pluvial flooding from water that collects in basins (or depressions) of the terrain
during a rain event. More formally, for any vertex v inside a basin of M, we
want to compute the flooding time of v, that is, the time when water rising in
the basin rises above v during a rain event. To do this realistically, we need to
account for basins filling and spilling into neighboring downstream basins.

Obtaining an I/O-efficient algorithm for computing the flooding times of all
terrain vertices is challenging because the time when a basin spill (basin spill
time) and the area draining into the basin (basin watershed) depend on each
other: to compute the spill time of each basin β, the watershed of β as a function
of time needs to be known, while the watershed of β at time t depends on which
basins spill into β before time t. A simple method to compute all spill times is
to simulate the entire sequence of spill events of basins of M and maintain the
watersheds of all basins that have yet to spill, as well as predicted spill times for
these basins based on their current watersheds. An internal-memory solution
based on this idea has been presented in [59].

Besides pluvial flooding we have also previously developed algorithms for
analysing flood risk from the sea [61] and from rising rivers [9] on massive data
sets.

Our contribution. In Chapter 5, we present an algorithm that computes
the flooding times of all terrain vertices using O(sort(X) log(X/M) + sort(N))
I/O’s, where X is the number of minimum vertices in M. This assumes that
the watershed sizes and volumes of all basins are given and that every vertex
is labelled with the minimum vertex whose watershed contains it. There exists
algorithms to compute these in O(sort(N)) [34, 14]. Our algorithm first com-
putes the spill time of every basin by processing the terrain basins in an order
derived from the so-called join tree of M. To do so, we develop an extension
of the heap based priority queue presented in [43] that also supports a Meld
operation to merge two priority queues into one. Once we have the spill time
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of every basin, we show that the flooding time of every terrain vertex can then
be computed using a simple procedure. We also illustrate how the spill times
of basins can be used in terrain simplification.

1.3.4 Maintaining contour trees

Contour trees are widely used to represent the topological changes in the con-
tours of a data set. They succinctly describe the topological complexity of the
data and have proven a useful tool in exploration, visualization and analysis of
spatial data sets. Applications of the contour tree include: speeding up contour
(or iso-surface) extraction [56], manipulating individual contours to support
exploratory visualization [31] and segmenting data for volume rendering [81].
The type of topological information represented by the contour tree is also an
essential part of the analysis and simplification algorithms presented in this
thesis [14, 11, 15], albeit sometimes in the shape of so-called join trees or other
topological structures related to the contour tree.

The first efficient algorithm for constructing contour trees of piecewise-
linear height functions on R2 was given by Van Kreveld et al. [56] and used
O(N log(N)) time. This algorithm was later extended to surfaces in R3 by
Tarasov and Vyalyi in [75], and to arbitrary dimensions by Carr et al. [30]. Al-
gorithms have also been presented for efficiently constructing Reeb Graphs [67],
which is a generalization of the contour tree to manifolds of any dimension. An
I/O-efficient algorithm for constructing contour trees of terrain representations
that does not fit in main memory, was given by Agarwal et al. [3].

Recently, there has been some work on maintaining Contour Trees and Reeb
Graphs of time varying manifolds. Edelsbrunner et al. describe a data structure
for maintaining the Reeb Graph of time varying 3-manifolds [40]. They show
that the combinatorial structure of the Reeb Graph only changes in discrete
events when the height of two adjacent vertices in M becomes equal or when
two saddle vertices lie on the same contour. Their data structure requires O(N)
time in the worst-case to restore the combinatorial structure. Furthermore,
their data structure is offline, that is, it assumes that the entire data is known
in advance and a spatio-temporal triangulation is already constructed. This
does not fit into the KDS framework. Wang and Safa [70] have suggested an
online data structure for maintaining contour trees of time varying 2-manifolds
(e.g terrains). This data structure handles certificate failures in O(log(N)) time.
However, it needs to process an event every time the height of any two vertices
in the terrain becomes equal.

Our contribution We present a data structure for maintaining contour trees
of dynamic terrains. The data structure processes events in O(log(N)) time and
events only occur as the height of two adjacent vertices in M becomes equal
or when two saddle vertices lie on the same contour as in [40]. Our structure is
significantly more responsive than the structure by Edelsbrunner et al., but to
achieve this we need to process internal events when the height of two adjacent
vertices in M becomes equal. Our structure is as responsive as the structure
by Wang and Safa and for most terrains it processes significantly fewer events.



18 Chapter 1. Motivation and Results

However, in the worst case, the terrain contains Ω(N) saddle vertices in which
case both structures might need to process Ω(N2) events.

We provide a very detailed description of the combinatorial changes that
occur in the contour tree as the height of a single terrain vertex varies con-
tinuously and how these changes relate to topological changes in the terrain.
Specifically, we describe how the color of a contour on the terrain transitions
during combinatorial changes in the contour tree. We also show how our data
structure can be used to maintain the contour tree under an extended set of
operations on M such as vertex insertion, vertex deletion and edge flip. Finally,
we show that our algorithm can be used to maintain topological persistence
pairs of the terrain as it varies over time.

1.4 Future Work: Massive and Dynamic
It follows from the technological development within remote sensing, and the
ways in which people use terrain models that both the size and the update
velocity of these models will continue to increase. In this thesis we consider
massive and dynamic data in isolation. It is a natural next step to consider
these in combination. The most obvious question, is whether our data structure
for maintaining the contour tree can be modified such that events are handled
in O(logM

B
(NB )) I/Os or maybe even O( 1

K logM
B

(NB )) I/Os per event for a set of
K events.

The development within remote sensing also begs another more fundamental
question about the assumptions on which we build algorithms and software for
analysing terrain models and other geographical data. Should we continue to
focus our efforts on designing algorithms and software that takes a fixed input
(e.g a terrain) and produces a fixed output (e.g. a flood risk analysis), or does
the volume and the velocity of the data require us to rethink this approach.
Moreover, using geometric representations of digital elevation models such as
TINs (or grids) is very convenient when the goal is to quickly visualize these
models, but are these the best suited representations as the focus shifts towards
terrain data analysis.

It would seem that the challenges of modern terrain data could be tack-
led more efficiently if we instead focus on developing I/O-efficient and kinetic
data structures that maintain massive amounts of dynamic terrain data in a
way which allows for both efficient visualization and for answering non-trivial
queries about points on the terrain e.g. the flood risk of a point. Based on
the results presented in this thesis, we conjecture that developing such data
structures is possible. The backbone of such data structures will be topological
representations of the terrain such as the contour tree and the related split and
join trees. These can both be efficiently updated as the terrain varies (refer to
Chapter 6), they allow for delivering the terrain in a required level of detail (re-
fer to Chapter 3), and they provide the structure necessary to limit the effects
of terrain updates on analysis results (refer to Chapters 4 and 5).



Chapter 2
Terrain Definitions

In this section, we introduce fundamental definitions that will be used through-
out the thesis. In each of the chapters of Part II and III, we will introduce
the notation that is only relevant for the individual chapter. In the definitions,
we make some assumptions about the structure of the terrain that simplify the
exposition in the rest of the thesis. All these assumptions can be removed using
standard perturbation techniques.

For the purpose of this thesis, we will assume that input terrain data is given
as a point cloud, that is, as a set of elevation points in R3. It is worth noting
that the output of remote sensing equipment seldomly is a point cloud. The
laser beam emitted by LIDAR scanners actually has a spatial extent and as such
the elevation sample does not correspond to a single point in R3. Furthermore,
the beam can be reflected by multiple objects in its trajectory, modern LIDAR
scanners often measure these multiple returns or sometimes even records full
waveforms of the return. However, by post processing the LIDAR returns (e.g.
considering only the last return) it is common to represent LIDAR data as a
point cloud. Similarly, the elevation samples generated from imaging technolo-
gies, such as IfSAR, are actually in the shape of a regular raster of adjacent
samples, where each raster cell represent a sample of the elevations within that
cell. To simplify the exposition in this thesis, we will also consider these data
sets as point clouds by simply associating a sample elevation with a single point
in R2 inside the corresponding raster cell.

Given a point cloud P we need to represent the terrain as a continuous
surface. Let M be a two-dimensional triangulation of P , that is, a triangulation
of the points in the projection of P into R2. We then define a terrain to be the
xy-monotone triangulated surface M given as the graph of a continuous height
function h : R2 → R such that the restriction of h to each triangle of M is a
linear map. Thus the triangulation of M is induced by M. Refer to Figure 2.1.
This type of terrain representation is often referred to as a Triangulated Irregular
Network or simply TIN. Throughout this thesis, we will refer to vertex, edge,
and face (triangle) sets of M as V , E, and F , respectively, and let N denote the
number |V | of triangle vertices. Note that with a slight abuse of notation we
will refer to V , E, and F , as vertices, edges, and triangles of both the terrain
M and M. We will also assume that V contains a vertex v∞ at infinity, and
that each edge {u, v∞} is a ray emanating from u; the triangles in M incident
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M

M

h(p)

p

Figure 2.1: The terrain M is represented by lifting the vertices of the mesh
M. The height h(p) of any point p in R2 can be linearly interpolated from the
heights of the vertices in the triangle of M containing p.

to v∞ are unbounded such that h(v∞) = −∞. The Delaunay triangulation [38]
of a point cloud P is often used in practice for TIN representations since it
tends to avoid long skinny triangles by maximizing triangle angles. There are
I/O-efficient algorithms for constructing Delaunay triangulations of very large
point clouds [4, 53].

Another important approach to representing a terrain surface from a point
cloud is the grid representation, that represents the terrain surface as a uniform
two-dimensional grid of elevation values. One of the biggest advantages of grids
is their simplicity; they are easy to visualize and they often allow for the design
of simple algorithms. For this reason grids are widely used in applied GIS
algorithms and commercial software. Note that, as opposed to TINs, a grid
does not define a unique continuous surface. One way of generating a continuous
surface from a grid is to represent every grid cell as the center point of the cell,
and then triangulate these points by inserting triangle edges between points
that correspond to neighbor cells in the grid. Note that there are multiple
ways of triangulating the grid in this way. Refer to Figure 2.2 for one possible
triangulation. Throughout this thesis, we will need that the terrain surface is
represented as a well-defined continuous surface, so we will always work with
TIN representations. Note however, that our results are easily applicable to
grid representation (by e.g. triangulating the grid as described above). In fact,
much of the practical work that has been done simultanously with the work
presented in this thesis has been done on grids.
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Figure 2.2: The grid (shown as solid lines) can be converted to a Delaunay
triangulation by triangulating grid cell center points. Note that this Delaunay
triangulation is not unique. Center points are shown as dots and a triangulation
is shown as dotted lines.

regular minimum saddle maximum

Figure 2.3: The types of a vertex; lower (resp. upper) link vertices are depicted
by filled (resp. hollow) circles.

Critical points. For a vertex v of M, the star of v, denoted by St(v), consists
of all triangles incident to v. The link of v, denoted by Lk(v), is the boundary
of St(v), i.e. the cycle formed by edges that are not incident on v but belong
to triangles that are in St(v). The lower (resp. upper) link of v, Lk−(v) (resp.
Lk+(v)), is the subgraph of Lk(v) induced by vertices u with h(u) < h(v) (resp.
h(u) > h(v)).

A minimum (resp. maximum) of M is a vertex v for which Lk−(v) (resp.
Lk+(v)) is empty. A maximum or a minimum vertex is called an extremal
vertex. A non-extremal vertex v is regular if Lk−(v) (and also Lk+(v)) is
connected, and a saddle otherwise. Refer to Figure 2.3. A vertex that is not
regular is called a critical vertex. For simplicity, we assume that each saddle
vertex v is simple, that is, Lk−(v) and Lk+(v) consists of only two components.

Level sets and contours. For ` ∈ R, the `-level set, `-sublevel set and `-
superlevel set of M are subsets M`, M<`, M>` of R2 consisting of points x,
with h(x) = `, h(x) < `, and h(x) > `, respectively. Similarly, the closed
`-sublevel (resp. `-superlevel) set of M consists of points in R2 with h(x) 6 `
(resp. h(x) > `). We will refer to a level set M` where ` = h(v) for some critical
vertex v as a critical level.

A contour of M is a connected component of a level set of M. Each vertex
v ∈ V is contained in exactly one contour in Mh(v), which we call the contour
of v. A contour not containing a critical vertex is a simple polygonal cycle with
non-empty interior. A contour containing an extremal vertex is a single point,
and (since we assume Lk−(v) and Lk+(v) to only contain two components) a
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contour passing through a saddle consists of two simple cycles with v being
their only intersection point. A contour C not passing through a vertex can
be represented by the circular sequence of edges of M denoted by E(C) that it
passes through. Two contours are called combinatorially identical if their cyclic
sequences are the same. A contour map M is the level sets at a given set of
heights (often with some constant distance between levels).

Let ε = ε(M) denote a sufficiently small positive value, in particular, smaller
than height difference between any two vertices of M. An up-contour of a vertex
v is any contour of Mh(v)+ε that intersects an edge incident on v. Similarly, a
down-contour of v is any contour of Mh(v)−ε that intersects an edge incident
to v. If a saddle vertex has two up-contours and one down-contour it is called
a positive saddle vertex. If it has two down-contours and one up-contour it
is called a negative saddle vertex. All simple saddles are either negative or
positive.

Contour tree. Consider M` while raising ` from −∞ to ∞. Between critical
levels the contours continuously deform, but no changes happen to the topology
of the level set (no contours are merged, split, created or destroyed). At a
minimum vertex a new contour is created; At a maximum vertex an existing
contour contracts into a single point and disappears. At a positive saddle vertex
v an existing contour (the down-contour of v) is split into two new contours
(the up-contours of v), and at a negative saddle vertex v two contours (the
down-contours of v) merge into one contour (the up-contour of v). The contour
tree T of M is a tree on the critical vertices of M that encodes these topological
changes of the level set; An edge (v, w) of T represents the contour that appears
at v and disappears at w. Refer to Figure 2.4(d).

More formally, two contours C1 and C2 at levels `1 and `2, respectively,
are called equivalent if C1 and C2 belong to the same connected component
of Γ = {x ∈ R2 | `1 6 h(x) 6 `2} and that component does not contain any
critical vertex. An equivalence class of contours appears and disappears at
critical vertices. If it appears at a critical vertex v and disappears at w, then
(v, w) is an edge in T [30]. We refer to v as a down neighbor of w, and to w as
an up neighbor of v. Equivalently, T is the quotient space in which each contour
is represented by a point and connectivity is defined in terms of the quotient
topology. Let ρ : M→ T be the associated quotient map, which maps all points
of a contour to a single point on an edge of T. Note that for any point p on M
that does not correspond to a critical vertex, ρ(p) is interior (not an endpoint)
of a single edge in T. If p corresponds to an extremum vertex then ρ(p) is the
endpoint of a single edge in T, and if p corresponds to a saddle vertex then ρ(p)
is the endpoint of three edges of T. The augmented contour tree T∗ is obtained
by augmenting every vertex v′ ofM to the edge (v, w) in T containing ρ(v′), that
is, if (v, w) contains {ρ(v′1), ρ(v′2), . . . , ρ(v′k)} where h(v′1), h(v′2),6 . . . 6 h(v′k)
then (v, w) is replaced by the chain (v, v′1), (v′1, v′2), . . . , (v′k, w) in T∗. Refer to
Figure 2.4(e). There exists efficient algorithms for constructing the contour tree
in O(N log(N)) time [30] and in O(sort(N)) I/Os [3]. These can be extended
to also compute the augmented contour tree.
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Figure 2.4: (a) A terrain where the visible critical vertices have been marked,
and where the contours through the regular vertices ai and aj are shown, along
with the joining of two contours into a new contour at the saddle vertex v4. (b)
Split tree of the terrain. (c) Join tree of the terrain. (d) Contour tree of the
terrain. (e) Augmented contour tree of the terrain.

Join and split tree. For any level `, the sub- and superlevel sets M<` and
M>` can be partitioned into components that are connected in M. As ` is
increased from −∞ to∞, components in M<` are created at minimum vertices
and join at negative saddle vertices. Similarly the components in M>` split at
positive saddle vertices and disappear at maximum vertices. We can therefore
divide the topological changes in M` into those that correspond to changes in
the partition of M<` and those that correspond to changes in M>`. The join
tree J encodes the partition changes in M<`. More formally, the join tree has
a leaf for every minimum vertex of M and an internal node for every negative
saddle vertex of M. An edge (v, w) of J represents a component that appears
or is joined at v and joined again at w. Refer to Figure 2.4(c). Similarly
the split tree S encodes the partition changes in M>` and has a leaf for every
maximum vertex of M and an internal vertex for every positive saddle vertex
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of M. An edge (v, w) of S represents a component that appears by splitting
an existing component at v and disappears or is split again at w. Refer to
Figure 2.4(b). The join and split tree can easily be constructed from M in
O(N log(N)) time, by first sorting the vertices of M and then scanning through
them while maintaining partitions of M<` and M>` using a standard union-find
data structure. As shown by Agarwal et al. [3], this algorithm can be modified to
use O(sort(N)) I/Os by using their I/O-efficient batched union-find algorithm.

Topological persistence. Consider M<` as we increase ` from −∞ to ∞.
The birth of a component K1 of M<` happens at ` = h(v) for some minimum
vertex v and the death of K1 happens at ` = h(w), for some negative saddle
vertex w, when K1 joins with another component K2 that was born before K1.
Similarly for M>`, as we decrease ` from ∞ to −∞, the birth and death of
components happen at maximum and positive saddle vertices, respectively. A
persistence pair (v, w) consists of the extremal vertex v where a component
of either M>` or M<` is born and the saddle vertex w where it dies. The
topological persistence for each persistence pair is given as |h(v)−h(w)|, that is,
the time that the corresponding component persists in either M>` or M<` as we
continuously change `. Topological persistence was introduced by Edelsbrunner
et al. [42, 41] and has its roots in algebraic topology. Edelsbrunner et al. [42]
describe an O(Nα(N)) time algorithm for computing topological persistence,
where α(N) is the inverse Ackermann function [76]. This algorithm essentially
uses a union-find datastructure to compute how components of M<` and M>`

merge. An I/O-efficient version of this algorithm running in O(sort(N)) I/Os
was given by Agarwal et al. in [3] using their I/O-efficient batched union-find
algorithm.
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Chapter 3
Terrain Simplification

Terrain simplification has long been the topic of extensive study due to its
importance both within terrain visualization and analysis. The importance of
this problem has only increased with the appearance of increasingly large and
very detailed terrain data. As we saw in Chapter 1, detailed terrain data is
essential for terrain analysis. However, it is often also the case that too much
terrain detail can complicate and obfuscate a terrain analysis result to a degree
where it is no longer useful. In the context of terrain analysis, the challenge
for terrain simplification algorithms is therefore to allow for choosing a level of
terrain detail that suits the specific terrain analysis problem.

As an example of the challenges in terrain simplification, consider the prob-
lem of computing how water flows across a terrain and collects into river net-
works. Most approaches to this problem focus on computing the river network
of the terrain under the assumption that water flows down-hill until reaching
a minimum vertex where it simply disappears (e.g. flow accumulation [34]).
However, a very detailed terrain model will have many minimum vertices cor-
responding to small insignificant depressions of the terrain. This will result
in a scattered and disconnected river network. Refer to Figure 3.1(a). The
traditional approach to this problem has been to simply remove all minimum
vertices (and the terrain depressions in which they lie) by flooding the terrain,
that is, conceptually pouring water onto the terrain until all depressions are
filled [54, 63, 10]. However, this often leads to unrealistic flow patterns since
many important topographical features are removed. Refer to Figure 3.1(b).

In this chapter we describe an I/O-efficient terrain simplification algorithm
that can remove extremal vertices from the terrain based on a range of different
geometric measures associated with these vertices. In the context of computing
river networks, this allows for selectively removing minimum vertices with a
volume, area or height less than some given threshold. Refer to Figure 3.1(c).
This terrain simplification algorithm also has applications in the context of
other terrain analysis problems, such as the generation of contour maps. Refer
to Chapter 4.

Previous work. Traditionally, the focus of developing terrain simplification
algorithms has been on what we could refer to as surface simplification al-
gorithms. These algorithms aim to reduce the size of M by coarsening the
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(a) (b) (c)

Figure 3.1: (a) Original terrain. (b) Flooded terrain (c) Simplified terrain.

triangulation often with the purpose of enabling fast visualization. We refer
to [72] for a survey of different surface simplification algorithms and references
to these. In general, the simplest surface simplification algorithms do not con-
trol the simplification accuracy, that is, they do not provide bounds on how
much the topology and/or the geometry of the simplified surface deviates from
the non-simplified surface. The more advanced approaches provide these guar-
antees e.g. the wellknown Garland-Heckbert algorithm [47] provide guarantees
on geometric deviations. However, these algorithms often depend on a seem-
ingly unpredictable pattern of access to the surface triangulation, which makes
it inherently difficult to make them I/O-efficient.

Recently a new type of topological simplification algorithms has been pro-
posed [42, 41, 3, 34]. These algorithms do not directly aim at reducing the size
of M, but instead at simplifying the topological complexity of M measured
as the number of persistence pairs and their associated topological persistence
value. Specifically, Danner et al. has suggested a so-called partial flooding al-
gorithm that simplifies M by removing (flooding) all minimum vertices with a
topological persistence less then some given threshold [34]. This algorithm uses
O(sort(N)) I/Os.

Carr et al. describe an O(N log(N)) time algorithm for simplifying contour
trees [31]. The simplification algorithm uses the fact that removal of a leaf
in a contour tree naturally corresponds to modifying a region around a local
minima or maxima in the corresponding terrain model. Thus various geometric
measures for this region, such as e.g. height, area or volume, can be used to
determine the significance of the leaf. Using height essentially corresponds to
using topological persistence. In this way Carr et al. allows for doing controlled
topological simplification of the terrain based on a range of different geometric
measures. The simplification algorithm works by first computing the relevant
geometric measures, and then iteratively removing the least significant leaf (and
superfluous internal vertices), while updating the measures. Since it seems hard
to both predict the order in which vertices are removed, and to perform the
actual vertex removal, the simplification algorithm seems inherently sequential
and thus hard to perform in less than one I/O per removed vertex, or Ω(N)
I/Os in total.

Our Results. We present an I/O-efficient version of the algorithm by Carr
et al. for simplifying contour trees [31]. Our algorithm uses optimal O(sort(N))
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I/Os. Like the algorithm of Carr et al. it can perform the simplification based on
a number of local geometric measures associated with the individual contours. A
key to obtaining the I/O-efficient contour tree simplification algorithm is a way
of making the seemingly inherently sequential simplification process batched.
By proving several non-trivial contour tree properties, we show how to predict
the order in which leaves and internal vertices are removed, this allows us to
I/O-efficiently construct the whole sequence of operations in the simplification.
Another key ingredient is then an O(sort(N)) I/O algorithm for the batched
version of a problem we call union-find with set properties which we show can be
used to perform the sequence of simplification operations I/O-efficiently. While
an internal solution to the online (and thus also batched) union-find problem
can trivially be extended to this problem, obtaining an efficient external algo-
rithm for union-find with set properties is non-trivial, even using the external
batched union-find algorithm by Agarwal et al. [3]. We present this algorithm
in Section 3.1.

3.1 I/O-Efficient Batched Union-Find with Set Prop-
erties

Usually the find operation Find(xi) is implemented such that it returns an
arbitrary (but unique) element in the set containing xi. Sometimes, like in our
contour tree simplification and flooding algorithms, one would like to maintain
a certain property of each set in Π, such that it is returned by a find operation.
This lead us to the following union-find with set properties problem.

Definition 1. A union-find with set properties problem is given by a universe
U = {x1, x2, . . . }, a property set P, a property function ω : P × P → P and
a sequence Σ = 〈σ1, σ2, . . . , σN 〉 of Union(xi, xj) and Find(xi) operations.
Furthermore, each element xi ∈ U is associated with a base property pi ∈ P.

The problem is to maintain a partition Π of the elements in U together with
a set property p ∈ P for each set in Π under the sequence of operations in Σ; if
xi is in set Si ∈ Π with set property pi and xj in set Sj ∈ Π with set property
pj then a Union(xi, xj) operation in Σ creates Sk = Si ∪Sj and assigns Sk the
set property pk = ω(pi, pj); a Find(xi) operation in Σ returns pi.

Below we show how to solve the batched union-find with set properties
problem in O(sort(N)) I/Os. Our algorithm first constructs what we call a set
tree forest encoding the sequence Σ. To do so we use the batched union-find
algorithm of Agarwal et al. [3] (and thus we require that Σ does not contain
any redundant union operations). After that the problem is solved by applying
an I/O-efficient graph traversal techniques to the set tree forest.

Set Tree Forest FΣ. In the following, we will say that the i’th operation
σi in a batched union-find with set properties sequence Σ = 〈σ1, σ2, . . . , σN 〉
has timestamp i. Let S be a set in the partition Π resulting from performing
all union operations in Σ, and consider the subset ΣS = 〈σi, σj , . . . , σk〉 of
Σ consisting of all operations that operate on an element in S, ordered by
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timestamp. Below we define the set tree TΣS to be a tree with a leaf for each
element in S and an internal vertex v for each operation σl in ΣS . The set tree
forest FΣ is then simply the forest containing a set tree for every set in Π.

To define the edges of set tree TΣS , we first assume that all operations in ΣS

are union operations. Let σl be a union operation Union(x′, x′′) where x′ and
x′′ belong to sets S′ and S′′ before σl is performed, respectively; we say that σl
is the creator of the set S′ ∪ S′′ and the destructor of both S′ and S′′. Then
the node v in TΣS corresponding to σl has edges to the nodes that are roots
in the set trees TΣ

S
′
l

and TΣ
S
′′
l

, where Σ
S
′
l
and Σ

S
′′
l
are the operations in ΣS

with time stamp less than l operating on elements in S′ and S′′, respectively.
In the general case where some of the operations in ΣS are find operations, we
replace some of the edges defined above with two edges. More precisely, let σl
be a find operation Find(x′) where x′ belong to set S′ before σl is performed
(that is, after all union operations in ΣS with timestamp less than l have been
performed), and let vc and vd be the nodes corresponding to the creator and
destructor of S′, respectively. Then the edge between vc and vd is replaced with
two edges between v in TΣS corresponding to σl and vc and vd, respectively.

Constructing FΣ. Obviously, constructing the edges is the hard part of con-
structing FΣ. The main idea in our solution is to encode each vertex in FΣ using
the unique elements returned by the find operations when using the standard
batched union-find algorithm [3] on a sequence Σ′ obtained from Σ. Our algo-
rithm for constructing FΣ works as follows. First we construct the union-find
sequence Σ′ by replacing each Union(x′, x′′) operation in Σ with a sequence of
union and find operations 〈Find(x′),Find(x′′),Union(x′, x′′),Find(x′)〉. Then
we solve the batched union-find problem on Σ′, obtaining for each union oper-
ation σt = Union(x′, x′′) in Σ the unique elements rS′ , rS′′ for the sets S′,S′′
destroyed by σt, and the unique element rS′∪S′′ for the set S′∪S′′ created by σt.
Similarly, for each σt = Find(x′) operation in Σ we obtain a unique element rS′
for the set S′ containing x′. We then encode the vertex v in FΣ corresponding to
the union operation σt as the tuple (rS′∪S′′ , t), and the vertex v corresponding
to a find operation σt as (rS′ , t). Finally, the leaf corresponding to an element
xi ∈ U is encoded as (xi, 0).

The encoding of the nodes in FΣ allows us to construct the edges relatively
easily. The key is that the children of a node (rS′∪S′′ , t) corresponding to the
union operation σt are the nodes of the form (rS′ , t′) and (rS′′ , t′′) with maximal
t′ and t′′ smaller than t. Similarly, the child of a node (rS′ , t) corresponding to
find operation σt is the node (rS′ , t′) with maximal t′ smaller than t. Thus to
construct the child edges ((rS′ , t′), (rS′∪S′′ , t)) and ((rS′′ , t′′), (rS′∪S′′ , t)) for each
union operation σt and ((rS′ , t′), (rS′ , t)) for each find operation in Σ, we first
construct edges ((rS′ , t), (rS′∪S′′ , t)), ((rS′′ , t), (rS′∪S′′ , t)) and ((rS′ , t), (rS′ , t))
with incorrect timestamps. Then we sort the vertices lexicographically and the
edges lexicographically according to their first vertex. Finally we simultaneously
process the two sorted lists in order; this way we will meet one of the edges
((rS′ , t), (rS′∪S′′ , t)) corresponding to union operation σt at the same time as
we meet node (rS′ , t′), and we can thus update the first t in the edge to t′. The
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other edge for union operation σt, as well as the edge for a find operation, are
updated in the same way.

Besides performing a constant number of scans and sorts, our algorithm
uses O(sort(N)) I/Os to solve the batched union-find problem on Σ′, so we
construct FΣ in O(sort(N)) I/Os.

Traversing FΣ. After having constructed FΣ, we can solve our batched union-
find with set properties problem using a simple traversal of FΣ from the leaves
towards the roots, while applying the property function at each union node to
the properties already computed at the child nodes. Utilizing that the times-
tamps of the nodes in FΣ define a topologically order on the nodes of the DAG
obtained from FΣ by directing each edge from the child to the parent vertex,
the traversal can be performed in O(sort(N)) using a standard technique called
time-forward processing [33].

Theorem 1. The batched union-find with set properties problem can be solved
in O(sort(N)) I/O operations, provided that all union operations are non-
redundant.

Remark. Since the O(sort(N)) I/O batched union-find algorithm of Agar-
wal et al. [3] is quite complicated, they also described a simpler and practical
O(sort(N) log(N/M)) algorithm. This algorithms can relatively easily be mod-
ified to solve the batched union-find with set properties problem.

3.2 I/O-Efficient Contour Tree Simplification

In this section we describe our I/O-efficient version of the contour tree simpli-
fication algorithm of Carr et al. [31]. Before describing the algorithm, we first
discuss how geometric measures can be associated with the edges of the contour
tree.

3.2.1 Geometric measures

In the following, when referring to an edge e = (v, w) of T or T∗ we will always
have h(v) < h(w); Recall, that w is called an up neighbor of v and v a down
neighbor of w. We will refer to e as an upper leaf edge if e is the only incident
edge of w (i.e w is a leaf); similarly, e is lower leaf edge if e is the only incident
edge of v (i.e. v is a leaf).

Carr et al. [31] define the upstart region up(C) of a contour C to be the
region of M reachable from a point on C by a path that initially ascends from
C and never returns to C. Similarly, the downstart region down(C) of C is the
region of M reachable from a point on C by a path that initially descends from
C and never returns to C. Refer to Figure 3.2(a). With every edge e = (v, w)
of T it is possible to associate two regions of M; the region Mup

e that is the
upstart region for the up-contour C ′ of v such that ρ(C ′) belongs to e, and the
region Mup

e that is the downstart region of the down-contour C ′′ of w such that
ρ(C ′′) belongs to e [32]. Refer to Figure 3.2(b) and (c). Since Mup

e and Mdown
e
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are regions of M it makes sense to consider geometric measures (such as height,
area or volume [31]) of these regions. In general we will denote the geometric
measure of Mup

e and Mdown
e as σ(Mup

e ) and σ(Mdown
e ) respectively.

(a) (b) (c)

Figure 3.2: (a) The downstart (dark) and upstart (light) regions of a contour
through a regular vertex. (b) The region Mdown

e (dark) of e = (v3, v7) in the
contour tree in Figure 2.4(b). (c) The region Mup

e (dark) of e = (v3, v7) in the
contour tree in Figure 2.4(b).

3.2.2 Simplification algorithm

In this section we describe the contour tree simplification algorithm of Carr
et al. [31] and how it can be made I/O-efficient. The simplification algorithm
consist of two phases: In the first phase σ(Mdown

e ) and σ(Mup
e ) are computed

for each edge e of the contour tree T, and in the second phase T is simplified
by iteratively removing edges and vertices guided by the computed geometric
measures.

Computing geometric measures.

Let e = (v, w) be an edge in T and assume that the regular vertices of M
augmented to e in T∗ are {a1, a2, . . . , ak} in order of increasing height. Consider
the set V up

e of vertices in T∗ reachable from v by a simple path in T∗ that starts
at v and initially contains (v, a1); similarly consider the set V down

e of vertices in
T∗ reachable from w by a simple path in T∗ that starts at w and initially contains
(ak, w). To compute geometric measures of Mdown

e and Mup
e for each edge e of

T, Carr et al. [31] utilizes that a range of measures σ(Mdown
e ) (and σ(Mup

e )) can
be expressed as the sum of polynomial functions associated with each vertex
in V down

e (V up
e ) [23] [31]. Their algorithm repeatedly visits and (conceptually)

removes a leaf from T∗ until all vertices have been visited (removed). At each
visited regular vertex v it computes two polynomial functions: the function
pupv (`) expressing the geometric measure of up(C) for a contour C inM` which is
combinatorially equivalent to the down-contour of v, and the function pdownv (`)
expressing the geometric measure of down(C) for a contour C in M` which
is combinatorially equivalent to the up-contour of v. Once the algorithm has
visited all vertices in T∗, it is easy to use the computed functions to obtain
the geometric measures associated with edges in T since σ(Mdown

e ) is simply
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pdownak
(h(w)) and σ(Mup

e ) is pupa1 (h(v)). Refer to [31] and [32] for the details of
the algorithm.

In terms of I/O-efficiency, the main issues with the above algorithm are
that the vertices are visited in a somewhat unpredictable order, and that when
visiting a vertex v the functions for the already visited neighbors of v need to be
obtained. Both issues may result in the algorithm using Ω(N) I/Os. To obtain
a predictable order, we consider an Euler tour τ of T∗ (rooted in an arbitrary
vertex), where all but the last occurrence of any vertex have been removed. By
definition, v appears in τ after each child of v and before the parent of v. Thus
τ is equal to one of the possible vertex orders one can obtain in the algorithm
by Carr et al. [31] when visiting the vertices in T∗ by repeatedly visiting and
removing a leaf. Utilizing that τ defines a topological order on the vertices in
the DAG obtained by directing each edge in T∗ from the vertex that occur first
in τ to the vertex that occur last in τ , the last issue (the traversal of T∗) can be
solved using the standard technique time-forward processing [33]. Since Euler
tour computation and time-forward processing can be performed in O(sort(N))
I/Os [33], we can obtain an algorithm for computing σ(Mdown

e ) and σ(Mup
e ) for

each edge e of T in O(sort(N)) I/Os.

Simplification using geometric measures.

Having computed geometric measures, the simplification algorithm of Carr et
al. [31] simplifies the contour tree T of a terrain h, by iteratively removing leaf
edges e of T. A leaf edge in T corresponds to an extremal of M, and the main
observation made by Carr et al. [31] is that removing a leaf edge e corresponds
to modifying M in the region Mup

e (if e is an upper leaf edge) or the region
Mdown

e (if e is a lower leaf edge). Thus it is natural to remove leaf edges based
on a significance associated with each leaf edge, equal to the geometric measure
of the region affected by removing the leaf edge (σ(Mup

e ) for an upper leaf edge
e and σ(Mdown

e ) for a lower leaf edge e).
More precisely, the iterative algorithm works as follows [31]: In each iteration

the lowest significance leaf edge e = (v, w) is removed among all upper leaf edges
where v has more than one upper neighbor and all lower leaf edges where w
has more than one lower neighbor. The edge is removed by applying a leaf
prune operation on e. Refer to Figure 3.3(a). If the removal of e means that
an internal vertex v only has one upper neighbor w′ and one lower neighbor
w′′, a vertex reduction operation is then performed on v. The vertex reduction
operation removes v by merging the edges e′′ = (w′′, v) and e′ = (v, w′) into
e′′′ = (w′′, w′). If either e′ or e′′ were already leaf edges then the vertex reduction
operation creates a new leaf e′′′. Refer to Figure 3.3(b). Note that the regions
associated with e′′′ are given by Mup

e′′′ = Mup
e′′ and Mdown

e′′′ = Mdown
e′ and that

by definition Mup
e′ is included in Mup

e′′ and Mdown
e′′ is included in Mdown

e′ . The
iteration continues until all leafs with significance less than a given significance
threshold τ have been removed from T. We denote the obtained tree T(τ).

In terms of I/O, the problem with the above algorithm is not only to predict
the order in which leaf prune and vertex reduction operations are performed.
Actually performing the operations and obtaining the simplified contour tree
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Figure 3.3: (a) Leaf prune operation removing upper leaf edge e = (v, w). (b)
Vertex reduction operation on vertex v. (c) T(t) and Tupe′ (t) when e′ = (v′, w′)
and e ∈ e′.

T(τ) also seems to be difficult to do in less than Ω(N) I/Os. Below we show
how to address the two above problems and obtain an O(sort(N)) algorithm.
We first show how to predict the sequence Sτ of leaf prune and vertex reduction
operations performed by the algorithm of Carr et al. [31] to obtain T(τ). Then
we describe how to perform the operations in Sτ to obtain T(τ) using our
batched union-find with set properties algorithm from section 3.1.

Constructing Sτ . Consider the contour tree T(t) for 0 6 t 6 τ . Each edge
in T(t) is either an edge in T or it represents a number of edges in T that have
been joined by vertex reduction operations. In the following, we will explicitly
consider an edge e′ in T(t) as a set of edges in T, and use the notation e ∈ e′ to
denote that the edge e in T is a member of e′ in T(t). Assume that the geometric
measure σ is monotonic increasing, any edge e′′′ created by a vertex reduction
operation that merges the edges e′ and e′′ will then have σ(Mup

e′′′) > σ(Mup
e′ )

and σ(Mup
e′′′) > σ(Mup

e′′ ). Using this we can proof the following lemma.

Lemma 1. Let e be an edge of T with σ(Mup
e ) < σ(Mdown

e ). There is an
upper leaf edge e′ = (v′, w′) in T(σ(Mup

e )) such that e ∈ e′ and such that the
significance of e′ is greater than or equal to σ(Mup

e ).

Proof. The edge e′ containing e is part of T(σ(Mup
e )) since e ∈ e′ implies that

Mup
e′ contains Mup

e and Mdown
e′ contains Mdown

e , which in turn implies that
σ(Mup

e′ ) > σ(Mup
e ) and σ(Mdown

e′ ) > σ(Mdown
e ) due to the monotonicity of σ.

Thus e′ can not have been removed by a leaf prune operation.
Let Tupe′ (σ(Mup

e1 )) be the subtree of T(σ(Mup
e1 )) that is reachable from v′ by

a simple path that starts at v′ and initially contain e′. Refer to Figure 3.3(c).
Assume that a leaf edge e′′ 6= e′ exists in Tupe′ (σ(Mup

e )). If e′′ is an upper leaf
edge then its significance is given by σ(Mup

e′′ ); similarly if it is a lower leaf edge
its significance is given by σ(Mdown

e′′ ). In both cases, the regions Mup
e′′ and Mdown

e′′

are included in the region Mup
e , so σ(Mup

e′′ ) < σ(Mup
e ) and σ(Mdown

e′′ ) < σ(Mup
e ).

But this is a contradiction since all leaves with significance less than σ(Mup
e )

have been removed from T(σ(Mup
e )), so e′′ does not exist. This implies that
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Tupe′ (σ(Mup
e )) only consists of the upper leaf edge e′. Since σ(Mup

e′ ) > σ(Mup
e )

the significance of e′ is greater than or equal to σ(Mup
e ).

Lemma 1 has a dual version which states that for an edge e in T where
σ(Mdown

e ) < σ(Mup
e ), there is a lower leaf edge e′ in T(σ(Mdown

e )) such that
e ∈ e′ and such that the significance of e′ is greater than or equal to σ(Mdown

e ).
Using the edge property shown in Lemma 1, we can now prove a property of
the vertices in T that will allow us to construct Sτ .

Lemma 2. Consider a positive saddle vertex v of T with incident edges e1
and e2 leading to up neighbors of v, and e3 leading to the down neighbor of
v. Assume that σ(Mup

e1 ) < σ(Mup
e2 ). When simplifying T to obtain T(τ), a

leaf prune operation is performed on an upper leaf with significance σ(Mup
e1 ) if

σ(Mup
e1 ) < τ .

Proof. Since the region Mdown
e1 includes the region Mup

e2 , we know that σ(Mdown
e1 ) >

σ(Mup
e1 ). Using Lemma 1 we know that T(σ(Mup

e1 )) has an upper leaf edge
e′1 with significance greater than or equal to σ(Mup

e1 ). Let e′2 be the edge in
T(σ(Mup

e1 )) containing e2. We know that e′2 exists in T(σ(Mup
e1 )) since Mup

e′2

contains Mup
e2 and Mdown

e′2
contains Mup

e1 , which again implies that σ(Mup
e′2

) >

σ(Mup
e2 ) > σ(Mup

e1 ) and σ(Mdown
e′2

) > σ(Mup
e1 ). Assume that e′1 = (v′, w′) for

v′ 6= v in T(σ(Mup
e1 )). Then a vertex reduction operation must have been per-

formed on v to obtain T(σ(Mup
e1 )), but this contradicts the fact that both e′1

and e′2 is in T(σ(Mup
e1 )). Thus e′1 = (v, w′). But then e1 must have significance

equal to σ(Mup
e1 ). Proving the first part of the lemma.

Lemma 2 has a dual version for negative saddle vertices which states that
for a negative saddle vertex v with incident edges e1 and e2 leading to down
neighbors of v, and e3 leading to the up neighbor of v such that σ(Mdown

e1 ) <
σ(Mdown

e2 ) then a leaf prune operation is performed on an lower leaf with sig-
nificance σ(Mdown

e1 ) when simplifying with a threshold τ > σ(Mdown
e1 ).

Lemma 2 therefore allows us to compute all leaf prune operations in Sτ . To
compute the vertex reductions we use that a vertex reduction operation on a
vertex v is enabled by a leaf prune operation that causes v to have exactly one
upper and one lower neighbor. Thus we can construct Sτ such that each leaf
prune operation is represented (implicitly) by an edge of T with a timestamp
equal to the significance of the leaf edge being removed, and such that a vertex
reduction is represented by two edges of T (the two being removed) with a
timestamp equal to the timestamp of the leaf prune operation that enables the
vertex reduction. The construction can easily be done in O(sort(N)) I/Os by
sorting and scanning the edges of T a constant number of times.

Computing T(τ) from Sτ . Having computed the sequence of leaf prune and
vertex reduction operations Sτ used to obtain T(τ) from T, we can now compute
T(τ) using an instance of batched union-find with set properties. From Sτ we
construct a sequence Στ of union and find operations. Στ contains a union
operation σt = UNION(e′′, e′) operation for each vertex reduction operation in
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Sτ represented by the timestamp t and edges e′′ and e′. At the end of Στ a
find operation στ+1 = FIND(e) is appended for each edge e in T. The leaf
prune operations (which we only implicitly represented) in Sτ are ignored. The
partition Π0 consists of a singleton set with set property (v, w, σ(hupe ), σ(hdowne ))
for each edge e = (v, w) in T. The set property function ψ is defined such
that when unioning two sets with set properties (w′′, v, σ(hupe′′ ), σ(hdowne′′ )) and
(v, w′, σ(hupe′ ), σ(hdowne′ )), the new set property is (w′′, w′, σ(hupe′′ ), σ(hdowne′ )).

Let Πt be the partition resulting from performing the union operations in
Στ with timestamp less than or equal to t. We say that a set in Πt with set
property (v′, w′, σ(hupe′ ), σ(hdowne′ )) represents an edge e′ = (v′, w′) with associ-
ated geometric measures σ(hupe′ ) and σ(hdowne′ ), if and only if σ(hupe′ ) > t and
σ(hdowne′ ) > t. If the edges represented by sets in Πt are exactly the edges in
T(t), we say that Πt represents T(t). Note that the set property function is
defined such that if two sets representing edges (w′′, v) and (v, w′) are unioned
then the resulting set represents the edge (w′′, w′) resulting from performing a
vertex reduction on v. A simple induction proof on Sτ proves the following.

Lemma 3. The partition Πτ represents the simplified contour tree T(τ).

Proof. By the definition of Π0 we get that Π0 represents C(0) = C. Assume that
Πt represents C(t) and let ot′ be the leaf prune operation with lowest timestamp
t′ greater than t in Sτ . If ot′ removes the leaf edge e, then either σ(hupe ) = t′ or
σ(hdowne ) = t′ so e is not part of the contour tree represented by the partition
Π(t′). If ot′ enables a vertex reduction on the edges e′ and e′′ then the sets
representing e′ and e′′ in Π(t) are joined in Π(t′) to represent the edge resulting
from the vertex reduction. So Π(t′) represents C(t′). By induction we get that
Π(τ) represents C(τ).

Since Πτ represents T(τ) we can obtain the actual edges from the find
operations at the end of Στ sequence: We simply collect the edges represented
by the set properties returned by all the find operations and remove duplicate
edges.

Constructing Στ from Sτ can be done in a simple scan using O(scan(N))
I/Os. After that the union-find with set properties problem is solved in O(sort(N))
I/Os (Theorem 1), and finally duplicate edges can also be removed in a sort-
ing step using O(sort(N)) I/Os. Overall we have computed T(τ) from Sτ in
O(sort(N)) I/Os. Thus we have our main Theorem.

Theorem 2. Given a significance threshold τ and the contour tree T of M, we
can simplify T as described in [31] using O(sort(N)) I/O operations.

Remark 1. Our simplification algorithm (Lemma 1 and 2) requires that σ is
monotonically increasing. This is indeed the case for most interesting geometric
measures, but not all. For example, consider using height as geometric measure,
such that for e = (v, w) the measure σ(Mup

e ) is given by the height difference
h(z) − h(v), where z is the highest leaf that can be reached from v by a path
in T∗ that visit vertices of monotonically increasing height. In this case σ is
not monotonically increasing. However, we can relatively easy define another
monotone function σ′, such that simplifying T with the algorithm by Carr et
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al [31] yields the same result for both σ and σ′. This way we can just use σ′ in
our algorithm.
Remark 2. Let tce be the time at which a contour tree edge e is created by a
vertex reduction and tde the time at which e is destroyed by either a leaf prune
or vertex reduction. By slightly changing the way we construct Στ from Sτ
(utilizing the implicit representation of leaf prune operations), we can compute
tce and tde for every edge e in a contour tree T(t) for t > 0 using OhOf(sort(N))
I/Os. By building an I/O-efficient interval tree [16] on the intervals [tce; tde ], we
obtain a data structure that for any query threshold τ , can return T(τ) using
O(logB(N) + |T(τ)|

B ) I/Os, where |T(τ)| is the number of edges in T(τ).

3.3 Terrain Simplification in Practice

The algorithm described in the previous chapters rely on a number of com-
plicated I/O-efficient techniques that are not efficient in practice such as the
computation of Euler tours. In this section we describe a simpler I/O-efficient
algorithm for simplifying the terrain without using the contour tree.

Let w be a negative saddle vertex of M and let K and K ′ be the connected
components of M<h(w) that join at w. Recall from the definition of topological
persistence in Chapter 2 that if K and K ′ are born at minimum vertices v and
v′, respectively, then w is paired with v if h(v) > h(v′) and with v′ otherwise.
Let βwv be the basin of M defined as the maximal set of points βwv ⊆ R3 such
that v ∈ βwv and for all (x, y, z) ∈ βwv it holds that h((x, y)) ≤ z < h(w). Let
βwv′ be defined similarly. Refer to Figure 3.4.

w

v
v′

βw
v βw

v′

Figure 3.4: A terrain with negative saddle w and minimum vertices v and v′.
Notice that the height of βwv is less than the height of βwv′ while the volume of
βwv is bigger than the volume of βwv′ .

Using our batched union-find with set properties algorithm along with the
results on computing geometric measures as sums of polynomial functions [31,
23], we have modified the topological persistence algorithm of Agarwal et al. [3],
such that when joining two connected components at w, any geometric mea-
sure (and not just the height) of βwv and βwv′ can be used to determine which
vertex of v and v′ should be paired with w. Theoretically this algorithm uses
O(sort(N)) I/Os, however, we have implemented this algorithm using the sim-
ple but non-optimal batched union-find with set properties algorithm discussed
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in Section 3.1. Once we have computed the pairs of minimum and saddle ver-
tices and their corresponding geometric measures, we can simply use the partial
flooding algorithm by Danner et al. [34] to remove pairs with geometric mea-
sures lower than some specified threshold.

In Figure 3.5 we show the different results of topological persistence and
volume for terrain simplification. The Figure clearly shows how the minimum
vertices that are maintained when using volume as significance measure corre-
sponds to “large” basins in the bottom of the valleys, while these basins are
removed (flooded) when using topological persistence as significance measure.
On the other hand, when using topological persistence as significance measure,
some very deep but “small” depressions in the mountains are instead main-
tained.

(a) (b)

Figure 3.5: Flooding all but the three most significant depressions based on (a)
topological persistence (encircled areas indicate minimum vertices flooded using
topological persistence but maintained using volume) and (b) volume (encircled
areas indicate minimum vertices flooded using volume but maintained using
height).



Chapter 4

Contour Maps

Through history contour maps have been a very effective two-dimensional rep-
resentation and illustration of terrain topography. A contour map represents
terrain elevation as a subset of R2 containing any point p, such that h(p) be-
longs to at set of discrete levels `1, . . . `d. In this way, it represents a discrete
subset of the information contained in a terrain model where each point in R2 is
associated with an elevation. This has two major advantages. First, the contour
maps can be used to add topographic information as a non-dominating back-
ground layer when displaying other information such as orthophotos or road
networks. Second, in contour maps it is possible to selectively communicate
only the important topographic details of the terrain, while ignoring those de-
tails that are not important. This is for example often exploited when building
contour maps for nautical charts. Here the purpose of the contour map is not to
communicate topography as detailed as possible, but to communicate exactly
the topographic details that are important when navigating the seas. A naviga-
tor should quickly be able to determine a safe route eventhough the topography
is quite complicated. All of this implies that even after the availability of very
detailed three-dimensional terrain models, contour maps are still heavily used
to selectively communicate essential topographic details.

Early contour maps were created manually by cartographers observing the
terrain. This severely limited the size and the accuracy of the created maps.
The cost, level of detail and accuracy of modern detailed terrain models (or
models of the seabed) offer a huge potential for generating contour maps in a
quality and resolution that has been impossible before. However, simply gener-
ating contour maps as raw level sets from modern detailed terrain models, leads
to extremely detailed, excessively jagged and spurious contours that indiscrim-
inately represent all the detail in the terrain model. Refer to Figure 4.1(a).
To automatically produce useful contour maps from modern terrain models,
we need simplification algorithms for removing insignificant topographic details
from the maps such that the important details appear more clearly. At the
same time these algorithms must handle the massive size of the terrain mod-
els and guarantee that the simplification does not remove details that actually
correspond to important topographic features.

39
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(a)

(b)

(c)

Figure 4.1: (a) Contour map derived from unsimplified terrain. (b) Contour
map derived from simplified terrain. (c) Simplified contour map derived from
simplified terrain
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Previous work: Extracting a raw contour mapM from M and representing
it as a set of unordered line segments, is simply a question of intersecting the
triangles of M with a plane at a given set of heights. Agarwal et al. [2] presents
an optimal I/O-efficient algorithm that basides just computing a contour map
also computes the nesting of the individual contours and represents each con-
tour as a sequence of segments sorted in clockwise order. This algorithm uses
O(sort(N) + scan(|M|)) I/Os, where |M| is the number of line segments in the
contour map.

There are two fundamental approaches to simplifying the contour mapM of
M: Either M can be simplified before computingM (Refer to Figure 4.1(b)),
orM can be simplified directly (Refer to Figure 4.1(c)). We refer to Chapter 3
for a discussion of algorithms that simplify M.

Simplifying the contour mapM directly is very similar to simplifying a set
of polygons (or polygonal lines) in the plane. Polygonal line simplification is
a well studied problem; refer e.g. to [50] for a comprehensive survey. How-
ever, there are a number of important differences between contour maps and
polygonal line simplification. Most noticeably, simplifying a contour line in the
plane using a polygonal line simplification algorithm will, even if it guarantees
simplification accuracy in the plane, not provide a bound on how much the
elevation of points on the simplified line varies from those on the original line
(vertical accuracy). Furthermore, simplifying the contours individually may
lead to intersections between the simplified contours. Finally, when simplifying
contour maps its very important to preserve the relationships between the con-
tours (the homotopic relationship), that is, maintain the nesting of the contours
in the map. Note that intersections are automatically avoided and homotopy
preserved when simplifying M before computing the contour map.

One polygonal line simplification algorithm that is often favored for its sim-
plicity and high subjective and objective quality on real life data is Douglas
and Peucker’s line simplification algorithm [39]. The algorithm simplifies a con-
tour by removing segment endpoints from the contour while ensuring that the
distance between the original and the simplified contour is within a distance
parameter εxy (but it does not guarantee that it removes the optimal num-
ber of endpoints under this constraint). Modifications of this algorithm have
been developed, that removes self-intersections in the output [69], as well as en-
sures homotopy relative to a set of obstacles (polygons) [27, 29]. However, these
modified algorithms are complicated and/or not I/O-efficient (and do also not
consider vertical accuracy). Note that a common way of handling I/O-efficiency
in practice is to divide the contours (or terrain) into memory size chunks and
then process these chunks individually. This approach, however, often creates
undesirable artifacts at the chunk boundaries.

Our results: In this chapter we present a simple, efficient and practical algo-
rithm for constructing and subsequently simplifying contour maps of M, under
some practically realistic assumptions on M. The algorithm guarantees that
the contours in the simplified contour map are homotopic to the unsimplified
contours, non-intersecting, and within a distance of εxy of the unsimplified con-
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tours in the xy plane. Furthermore, it guarantees that for any point p on a
contour in the l-level-set of the simplified contour map, the difference between
l and the elevation of p in M (the z-error) is less than εz. We also present
experimental results that show a significant improvement in the quality of the
simplified contours along with a major (about 90%) reduction in size.

Overall, our algorithm has three main components. Given the levels `1, . . . , `d,
the first component, described in Section 4.2, computes the segments in the con-
tour map M containing a level-set for each input level. The component also
computes level-sets for each levels `i ± εz, 1 6 i 6 d. The contours generated
from these extra levels will be used to ensure that the z-error is bounded by εz.
We call these contours constraint contours and mark the contours in M that
are not constraint contours. The component also orders the segments around
each contour and computes how the contours are nested. It uses O(sort(|M|))
I/Os under the practically realistic assumptions that each contour, as well as
the contour segments intersected by any horizontal line, fit in memory. This
is asymptotically slightly worse than the theoretically optimal but complicated
algorithm by Agarwal et al. [2]. The second component, described in Section 4.3,
computes, for each of the marked contours P , the set P of contours that need
to be considered when simplifying P . Intuitively, P contains all (marked as
well as constraint) contours that can be reached from P without crossing any
other contour of M. Although each contour can be involved in many sets P,
the entire algorithm uses only O(sort(|M|)) I/Os. The third component, de-
scribed in Section 4.4, simplifies each marked contour P within P. This is done
using a modified version of Douglas and Peucker’s simplification algorithm [39].
As with Douglas Peucker’s algorithm it guarantees that the simplified contour
P ′ is within distance εxy of P, but it also guarantees that P ′ is homotopic
to the original contour P (with respect to P) and that P ′ does not have self
intersections. The existence of the constraint contours in P together with the
homotopy guarantee ensures the z-error is within εz. Under the practically
realistic assumptions that each contour P along with P fits in internal memory,
the algorithm does not use any extra I/Os.

The details on the implementation of our algorithm is given in section 4.5
along with experimental results on a terrain data set of Denmark with over 12
billion points. We e.g. construct a contour map for the entire country with a
granularity of 0.5m (i.e. with a level-set for every 0.5m) and simplify it with
εxy = 5m and εz = 0.2m in 49 hours. While the original contour have about
4.8 billion segments in about 7 million contours (occupying about 53 gigabytes
just for the xyz coordinates) the simplified contour map only has about 9.2%
of the original points (and taking up only 5 gigabytes). Besides the obvious
decrease in storage requirements, the generated contour map is much more
visually pleasing than the original map.

As an interesting subject for future work, we note that the significant de-
crease in the size of the contour map allows for using computationally more
expensive algorithms for making the contours even more visually pleasing. For
example, by smoothing them with guarantees similar to those that we give in
this paper. Refer to Figure 4.2, for an example of a smoothed contour map.
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Figure 4.2: A smoothed contour map produced from a simplified contour map
and derived from a simplified terrain

4.1 Paths, Polygons and Contours

To simplify the exposition in the rest of the chapter, we will assume that h(u) 6=
h(v) for all vertices u 6= v in M. Let p1, . . . , pn, be a sequence of n > 1 points
in R2. The path Q defined by these points is the set of line segments defined
by pairs of consecutive points in the sequence. The points p1, . . . , pn are called
the vertices of Q. A simple path is a path where only consecutive segments
intersect, and only at the endpoints. Given integers 1 6 i < j 6 n, the sub-
path Qij is the path defined by the vertices pi, pi+1, . . . , pj . We abuse notation
slightly by using Q to denote both the sequence of vertices, and the path itself.
We define the size of Q as its number of segments, i.e. |Q| = n− 1. A path Q′
is a simplification of a path Q if Q′ ⊆ Q and the vertices of Q′ appear in the
same order as in Q.

A polygon (simple polygon) is a path (simple path) P where p1 = pn. A
simple polygon P partitions R2 \P into two open sets — a bounded one called
inside of P and denoted by P i, and an unbounded one called outside of P and
denoted by P o. We define a family of polygons to be a set of non-intersecting
and vertex-disjoint simple polygons. Consider two simple polygons P1 and P2
in a family of polygons A. P1 and P2 are called neighbors if no other polygon
P ∈ A separates them, i.e., one of P1 and P2 is contained in P i and the other
in P o. If P1 is neighbor to P2 and P1 ⊂ P i

2, then P1 is called a child of P2,
and P2 is called the parent of P1, we will refer to the parent of P as P̂ . The
topology of a family of polygonsM describes how the polygons are nested i.e.
the parent/child relationship between polygons.

Given a polygon P in A, the polygonal domain of P , denoted P, consists of
the neighbors P1 . . . Pk of P in A, see Figure 4.3(a). We define the size of P to
be |P| = |P |+

∑
i |Pi|.

Intuitively, two paths Q and Q′ are homotopic with regards to a polygonal
domain P if one can be continuously transformed into the other without inter-
secting any of the polygons of P. We refer to Figure 4.3 for an illustration of
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P

P

(a)

P ′

P

Q

(b)

Figure 4.3: (a) Polygonal domain P (solid lines) of P (dashed lines). (b) The
valid simplification P ′ of P within P and a polygon Q not homotopic to P .

this. More precicely, Q and Q′ are homotopic with regards to P if there exists a
continuous mapping f : [0, 1]× [0, 1]→ R2\P morphing Q to Q′, see Figure 4.3.
In other words if Q(·) and Q′(·) represents the continuous curves (parametrized
in [0, 1]) defined by the paths Q and Q′ then the following should hold for f :

f(0, t) = Q(t) and f(1, t) = Q′(t), for t ∈ [0, 1],
f(α, 0) = Q(0) = Q′(0) and f(α, 1) = Q(1) = Q′(1), for α ∈ [0, 1].

Path Q′ is strongly homotopic to Q if Q′ is a simplification of Q and if every
segment q′iq′i+1 in Q′ is homotopic to the corresponding sub-path Qk,l where
q′i = qk and q′j = ql. It follows that Q and Q′ are also homotopic, but the
reverse implication does not necessarily hold.

Given two indices 1 6 i, j 6 n we define the distance d(p, i, j) between
any point p ∈ R2 and line segment pipj as the distance from p perpendicular
to the line defined by pipj . We define the error ε(i, j) to be the maximum
distance between the vertices of Pij and the line segment pipj , i.e. ε(i, j) =
max{d(i, j, pi), d(i, j, pi+1), . . . , d(i, j, pk)}. Let P ′ be a simplification of P . Given
a simplification threshold ε, we say that P ′ is a valid simplification of P if it is
a simple polygon homotopic to P in P and ε(i, j) < ε for any segment pipj of
P ′.

Contours as polygons and the topology tree. Since h is linear across the
triangles of M, a contour at a regular level ` is a simple polygon with vertices
corresponding to intersection between z` and the edges of M, z` is the plane
z = `. At critical levels a contour may be a single point (an extremum), or the
contour might correspond to a polygon with self-intersections at saddle vertices
of M.

Recall, that given a list of levels `1 < . . . < `d ∈ R, the contour map
M of M is defined as the union of the level-sets M`1 , . . . ,M`d . For simplic-
ity, we assume that no vertex of M has height `1, . . . , `d and we assume that
M is given such that M`1 consists of only a single boundary contour U (e.g.
`1 < minv∈V−{v∞}(h(v))). This implies that all levels are regular and that the
collection of contours in the contour map form a family of polygons and that
each polygon in the family, except U , has a parent. It allows us to represent
the topology of M as a tree T = (V,E) where the vertices V is the family of
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Figure 4.4: The possible events that occurs when the sweep-line yµ encounters
vertex v on polygon P . The vertex u = pred(v) precedes v in the clockwise
ordering of the vertices of P , and w = succ(v) succeeds it. The solid-colored
region denotes P i i.e. the interior of P . The edges intersecting yµ are stored in
S and are tagged with their parent polygon.

polygons and where E contains an edge from each polygon P 6= U to its parent
polygon P̂ . The root of T is U . We will refer to T as the topology tree ofM.

4.2 Building the Contour Map
In this section we describe our practical and I/O-efficient algorithm for con-
structing the contour map M of the terrain M and the topology tree T of
M, given a list of regular levels `1 < . . . < `d ∈ R. We will represent M as
a sequence of line segments such that the clockwise ordered segments in each
polygon P of M appear consecutively in the sequence, and T by a sequence
of edges (P2,P1) indicating that P2 is the parent of P1; all segments in M of
polygon P will be augmented with (a label for) P and the BFS number of P
in T . We will use that the segments in any polygon P in M, as well as the
segments inM intersecting any horizontal line, fit in memory.

Computing contour mapM: To construct the line segments inM, we first
scan over all the triangles of M. For each triangle f we consider each level `i
within the elevation range of the three vertices of f and construct a line segment
corresponding to the intersection of z`i and f . To augment each segment with
a polygon label, we then view the edges as defining a planar graph such that
each polygon is a maximally connected component in this graph. We find these
connected components practically I/O-efficiently using an algorithm by Arge
et al. [12], and then we use the connected component labels assigned to the
segments by this algorithm as the polygon label. Next we sort the segments by
their label. Then, since the segments of any one polygon fit in memory, we can
in a simple scan load the segments of each polygon P into memory in turn and
sort them in clock-wise order around the boundary of P .

Computing the topology tree T of M: We use a plane-sweep algorithm
to construct the edges of T from the sorted line segments in M. During the
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algorithm we will also compute the BFS number of each polygon P in T . After
the algorithm it is easy to augment every segment inM with the BFS number
of the polygon P it belongs to in a simple sorting and scanning step.

For a given µ ∈ R, let yµ be the horizontal line through µ. Starting at
µ = y∞, our algorithm sweeps the line yµ throughM in the negative y-direction
by scanning a list L of the vertices in M (except for those in U) sorted by
increasing y-coordinate. Assume that a vertex v in L is augmented with the
(label) of the polygon P to which it belongs, and its immediate predecessor
pred(v) and successor succ(v) in the cyclic clockwise order of P . We can easily
construct L from the segments in M in a simple scan and sort step. During
the sweep we maintain the set of line segments that intersect yµ in a search tree
S, ordered by the x-coordinate of the intersection between the segment and
yµ. Each line segment uv in S is augmented with pred(u), succ(u), pred(v) and
succ(v), as well as with the parent polygon of the polygon P inM containing uv.
Additionally, we maintain a dictionary D over the set of (labels of) polygons
intersecting yµ. The dictionary D contains the set of tuples (P, s, P̂ , o), where
P ∈ M is any polygon for which there is currently a segment in S and P̂
is the parent of P in M. The integer s denotes how many segments of S
belong to P , and o the BFS number of P in T . Note that since P is a simple
polygon, s is always an even positive integer. Initially D contains just one
entry corresponding to the boundary polygon U , without a parent and with
BFS number 0.

Now for simplicity, assume that no two vertices of L have the same y-
coordinate. Whenever the sweep line yµ encounters a new vertex v we update
S and D. With v in L we obtain the (label of the) polygon P containing v
along with u = pred(v) and w = succ(v). Let low(v) = arg minp∈{u,w}(y(p))
and high(v) = arg maxp∈{u,w}(y(p)) be the lower and highest point of u and
v, here y(p) denotes the y-coordinate of point p. Based on the y-coordinate of
u and w there are now three different case. (i) u and w lie on different sides
of yµ, i.e. y(high(v)) > µ > y(low(v)), corresponding to case (R) and (L) in
Figure 4.4. In this case we can simply delete the old segment high(v)v from S
and insert the new segment vlow(v). The parent of the new segment is the same
as that of the old segment. (ii) both u and w are above yµ, i.e. y(low(v)) > µ,
corresponding to case (E1) and (E2) in Figure 4.4. In this case we simply delete
the two segments uv and wv from S. Unless v is on the boundary U , we locate
and delete the entry for P from D. Let (P, s, P̂ , o) be this just-deleted entry. If
s is larger than 2, there are still segments from P intersecting yµ and we insert
(P, s − 2, P̂ , o) into D. However, if s = 2 (this can only happen in case (E1)),
v must be the bottom-most vertex of P and we do not insert anything into D.
At this point we output (P, P̂ ) as an edge of the topology tree T , along with
the BFS number of P . (iii) both u and w are below yµ, i.e. y(high(v)) < µ,
corresponding to case (B1) and (B2) in Figure 4.4. In this case we need to insert
two new segments vu and vw into S. If v is on U we are done, since U has no
parent and D was initialized with an entry for U . Otherwise we update D, but
to do that we need to find the parent polygon of P . This is found by a look-up
in D. If P is not in D, v must be the top-most vertex of P . Since P is a simple
polygon this implies that we are in situation (B1), in other words P i is beneath



4.3. Simplifying Families of Polygons 47

yµ. In this case we find the predecessor segment ab of vu in S, this predecessor
exists because v is not in U . We observe that the polygon P ′ containing a is
either the parent of P , or a sibling of P . By looking at the relative order of a
and b and their predecessor and successors stored in S we can easily determine
which is which by a similar case analysis as the one depicted in Figure 4.4. If
it is a sibling we look up P ′ in D and get a new polygon P ′′ and breadth-first
rank o′′ corresponding to the parent P ′ and we insert (P, 2, P ′′, o′′ + 1) into D,
otherwise we simply insert (P, 2, P ′, o′+ 1) where o′ is the breadth-first rank of
the polygon associated with P ′ returned by D initially.

Analysis: The algorithm for computing the contour mapM usesO(sort(|M|))
I/Os: First it scans the input triangles to produce the segments ofM and in-
vokes the practically efficient connected component algorithm of Arge et al. [12]
that uses O(sort(|M|)) I/Os under the assumption that the segments inM in-
tersecting any horizontal line fit in memory. Then it sorts the labeled segments
using another O(sort(|M|)) I/Os. Finally, it scans the segments to sort each
polygon in internal memory, utilizing that the segments in any polygon P in
M fits in memory. Also the algorithm for computing the topology tree T uses
O(sort(|M|)): After scanning the segments of M to produce L, it performs
one sort and one scan of L, utilizing the assumption that S fits in memory.
Augmenting each segment in M with the BFS number of the polygon P that
it belongs to, can also be performed in O(sort(|M|)) in a simple way.

4.3 Simplifying Families of Polygons

This section describes our practical and I/O-efficient algorithm for simplifying a
set of marked polygons in a family of polygons given an algorithm for simplifying
a single polygon P within its polygonal domain P. Thus in essence the problem
consist of computing P for each marked polygon P . We assume the family
of polygons is given by a contour map M represented by a sequence of line
segments such that the clockwise ordered segments in each polygon P of M
appear consecutively in the sequence, and a topology tree T given as a sequence
of edges (P ,P̂ ) indicating that P̂ is the parent of P ; all segments inM of polygon
P are augmented with (a label for) P and the BFS number of P in T .

To compute P for every P we need to retrieve the neighbors of P in M.
These are exactly the parent, siblings and children of P in T . Refer to Fig-
ure 4.5. Once P and the simplification P ′ of P has been computed we need
to update M with P ′. We describe an I/O-efficient simplification algorithm
that allows for retrieving polygonal domains and updating polygons without
spending a constant number of I/Os for each polygon. The algorithm simpli-
fies the polygons across different BFS levels of T in order of increasing level,
starting from the root. Within a given level the polygons are simplified in the
same order as their parents were simplified. Polygons with the same parent can
be simplified in arbitrary (label) order. The following paragraphs describe the
steps of our algorithm. In the first step, we reorder the polygons in M such
that they appear in the order they will be simplified. In the second step, we
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Figure 4.5: Left: The contour with the dark gray area inside is to be simplified.
The light gray parent, gray siblings and children make up the boundaries. Right:
The topology tree T .

describe how to simplifyM.

Reordering: We compute the simplification rank of every polygon P i.e. the
rank of P in the simplification order described above. The simplification rank
for the root of T is 0. To compute ranks for the remaining polygons of T , we
sort the edges (P, P̂ ) of T in order of increasing BFS level of P . By scanning
through the sorted list of polygons we assign simplification ranks to vertices
one layer at a time. When processing a given layer we have already determined
the ranks of the previous layer and can therefore order the vertices according
to the ranks of their parents.

Simplifying: Assume that the polygons in M appear in order of increasing
simplification rank. Consider the sibling polygons P1, P2 . . . Pk inM all sharing
the same parent P in T . The polygonal domains of these sibling polygons all
share the polygons P, P1, P2 . . . Pk. We will refer to these shared polygons as
the open polygonal domain of P and denote them Popen(P ). It is easily seen
that P for Pi where i = 1 . . . k is equal to Popen(P ) together with the children
of Pi.

When traversing the polygons of M in the order specified by their simpli-
fication ranks, we will refer to P as an unfinished polygon if we have visited P
but not yet visited all the children of P . During the traversal we will maintain a
queue Q containing an open polygonal domain for every unfinished polygon in
the order of increasing simplification rank. The algorithm handles each polygon
P as follows; if P is the root of T then P simply corresponds to the children of
P which are at the front ofM. Given P we invoke the polygon simplification
algorithm to get P ′. Finally, we put Popen(P ′) at the back of Q. If P is not the
root of T , it will be contained in the open polygonal domain Popen(P̂ ). Since P̂
is the unfinished polygon with lowest simplification rank, Popen(P̂ ) will be the
front element of Q. If P is the first among its siblings to be visited, we retrieve
Popen(P̂ ) from Q, otherwise it has already been retrieved and is available in
memory. To get P, we then retrieve the children of P from M and combine
them with Popen(P̂ ) (if P is a leaf then P = Popen(P̂ )). Finally, we invoke
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the polygon simplification algorithm on P and P to get P ′ and put the open
polygonal domain of P ′ at the back of Q.

Analysis: The computation of simplification ranks requires sorting and scan-
ning of the vertices in T and can therefore be done using O(sort(|T |)) I/Os.
Once the simplification rank is known for every polygon, it is easy to reorder the
polygons inM using sorting and scanning ofM i.e. using O(sort(|M|)) I/Os.
The simplification algorithm performs a scan ofM which requires O(scan(|M|))
I/Os. During the scan the open polygonal domain of every polygon internal to
T is inserted and removed from Q once which again requires O(scan(|M|)). So
in total the reordering and simplification steps can be done using O(sort(|M|))
I/Os.

4.4 Internal Simplification Algorithm

In this section we present our simplification algorithm which is given a single
polygon P to simplify along with its polygonal domain, P. The output P ′ is a
valid simplification of P and is thus homotopic to P in P.

Simplifying P : We can describe how to compute a valid simplification P ′ of
P using a modified version of Douglass-Peucker’s simplification algorithm [39].
The modifications ensure that the output simplification P ′ is homotopic to P .
Although the algorithm is initially invoked on polygon P , we describe it in
terms of a path Q.

The algorithm is given indices i and j, 1 6 i < j 6 n of vertices in some
path Q. We maintain a list of vertices which at the end will be the output
simplification Q∗, initially Q∗ consists of p1 and pn. We use a recursive proce-
dure that works on a sub-path Qij . The procedure has two steps and is invoked
initially using i = 0 and j = n as the parameters. In the first step (1) we check
if ε(i, j) < ε, if that is the case we check whether segment pipj is homotopic
to Qij . If both checks succeed we do not need to further simplify Pij and we
are done. Otherwise we proceed to step (2) and find the vertex internal to
Qi,j that maximizes the error ε(i, j), i.e. k = arg maxi<k<j(d(i, j, pk)). We add
vertex the pk to Q∗ and recurse on (i, k) and (k, j). Note that at the first step
when Q1n = Q, ε(1, n) is not necessarily well-defined since the segment p1pn
is degenerate if Q is a closed path (i.e. a polygon) — on this case we skip the
test in step (1) and go directly to step (2). The algorithm terminates since any
segment is homotopic to itself with error 0 and 0 < j − i strictly decreases in
the recursion. The output path Q∗ is homotopic to Q since by construction
every segment pipj of Q∗ is homotopic to Qij . This implies that Q∗ is strongly
homotopic to Q′ which again implies that Q∗ and Q are homotopic.

Note when the input to the algorithm above is the polygon P the output
is also a polygon P ∗. Even though P ∗ is homotopic to P , it is not necessarily
a valid simplification since P ∗ may not be a simple polygon, see Figure 4.6(c).
Thus after the conclusion of the algorithm above we turn P ∗ into a simple poly-
gon P ′ which is the final valid simplification of P output from the simplification
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algorithm. In the remainder of this section we will describe how this is done,
and also describe how we perform the segment-sub-path homotopy check in
step (1) of the algorithm above.

Removing Self intersections: Here we describe how we turn P ∗ into a valid
simplification P ′. There are various ways of dealing with this problem [69] but
we use a simple algorithm that is easy to implement and works well in practice.
First we use a standard line-segment intersection finding algorithm to report
a list of segments s1, . . . , sm of P ∗ involved in intersections, see Figure 4.6(b).
If m = 0, P ∗ is already a valid simplification, and we are done. Otherwise we
invoke our simplification algorithm described in the beginning of this section
on each segment st = pipj and force it to go through at least one step of the
recursion, i.e. we find the vertex p′ 6= pi, pj among the vertices of Pij maximizing
ε(i, j) and insert this point into P ∗ and recurse as needed on the two new
segments pip′ and p′pj that may no longer be homotopic to their corresponding
sub-paths. Once this has been done for all segments s1, . . . , sk, we re-run the
line-segment intersection algorithm and repeat the process if new intersections
are found. This process stops when no two segments of P ∗ intersect.

This algorithm has a poor worst case performance of O(|P ∗|2 log(|P ∗|)) be-
cause every segment might cause an intersection and thus an iteration of the
sweep line algorithm. However we expect it to work well in practice since con-
tours are relatively well behaved.

4.4.1 Checking segment-sub-path homotopy

We use the ideas of Cabello et al. [29] but arrive at a simpler algorithm by
taking advantage of the fact that since P is given as a set of ordered simple
polygons, we can efficiently and easily compute its trapezoidal decomposition
D using a simple sweep line algorithm on the segments of P. By having access
to D, navigating the space around P becomes easier and this lets us tweak the
ideas of Cabello et al. and arrive at a simple and very practical algorith.

The trapezoidal decomposition of P: For any point p ∈ P, we imagine a
ray σ+ in the positive y-direction starting at p. This ray may intersect multiple
segments from P, and we define p↑ to be the segment whose intersection point
with σ+ is closest to p along σ+. Similarly we imagine a ray σ− in the negative
y-direction and define p↓ to be the closest intersection point, if such a point
exists. The trapezoidal decomposition D of P consists of the segments pp↓ and
pp↑ for all points p ∈ P where these are defined, as well as the segments from
P. These segments can, however, be split up: If a segment s = uv from P is
hit by a ray σ+ from point p it is split into two sub-segments up↑ and p↑v, and
similar for p↓ points. If s is hit by multiple such rays it is split into multiple
segments. We note that D is a planar graph with O(|P|) edges and faces and
that every face of D is a trapezoid defined by two upper segments from D and
two vertical segments. Note that in the case of degeneracies a face may become
triangular.
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Figure 4.6: (a) The empty polygonal domain P. (b) The trapezoidal sequence
of the path Q is t(Q) = ABHIFGFED. It can be contracted to the canonical
trapezoidal sequence tc(Q) = ABHIFED. (c) The output from the recursive
simplification algorithm P ∗ contains three intersecting segments s1, s2 and s3
which will be simplified recursively.

Computing D: There already exist several algorithms for constructing trape-
zoidal decompositions of a set of line segments in the plane (e.g. [71, 55, 60]),
however since we only need to add vertical segments to an already existing
polygonal domain, constructing D is not hard and can be done by a sweep-line
algorithm scanning the segments of P in the positive x-direction. Let µ be the
current x position and xµ the vertical line x = µ. We maintain a binary search
tree S containing the segments currently intersecting xµ, this can be done using
the same idea as in Section 4.2. When xµ encounters some segment endpoint
v we delete/insert vu and vw, where u = succ(u) and w = pred(u) into S as
appropriate (similar to Figure 4.4 rotated 90 degrees). Furthermore, we can
find p↑ by finding the predecessor of p in S, and p↓ by finding the successor of
p. The complexity of this algorithm is O(|D| log |D|) and it uses no I/O’s since
it assumes that D is given in memory. We store D in such a way that we can
easily traverse the edges and faces of this planar graph in time linear in the
length of the traversed path. This can easily be achieved using a number of
standard data-structures.

The homotopy-check: We define the trapezoidal sequence of a path, t(Q),
to be the sequence of trapezoids traversed by Q, sorted in the order of traversal.
If two paths have the same trapezoidal sequence they are homotopic, this can
be proven by the argument similar to the ones in [29, 51]. It can be shown that if
t(Q) contains the subsequence tt′t for trapezoids t, t′ ∈ D then this subsequence
can be replaced by t without affecting Q’s homotopic relationship to any other
path, we call this a contraction of t(Q). By repeatedly performing contractions
on the sequence t(Q) until no more contractions are possible we get a new
sequence tc(Q). We call this sequence the canonical trapezoidal sequence of Q.
Q and Q′ are homotopic if and only if tc(Q) = tc(Q′) [29, 51]. This suggests an
easy algorithm for checking if two paths are homotopic: Simply compute and
compare their canonical trapezoidal sequences. Note however that the size of
t(Q′) and tc(Q′) is not necessarily linear in the size of the decomposition D.
In our case, we are interested in checking an instance of the strong homotopy
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condition, i.e. if a candidate segment s = pipj is homotopic to Qi,j . Since s
is a line segment tc(s) = t(s) and we check directly if s traverses the set of
trapezoids in tc(Qij) without first computing t(Qij). This is easily done by
traversing D for s and Pij simultaneously, which can be done in O(|t(Qij)|)
time.

4.5 Experiments

In this section we describe the experiments performed to verify that our al-
gorithm for computing and simplifying a contour map M performs well in
practice.

Implementation: We implemented our algorithm using the TPIE environ-
ment [78] for efficient implementation of I/O-efficient algorithms, while taking
care to handle all degeneracies (contours with height equal to vertices of M,
contour points with the same x− or y-coordinate, and the existence of a single
boundary contour). The implementation takes an input TIN M along with
parameters εxy and εz, and ∆, and produces a simplified contour mapM with
equi-spaced contours at distance ∆.

We implemented one major internal improvement compared to the described
algorithm, which results in a speed-up of an order of magnitude: As described in
section 4.4 we simplify a polygon P by constructing a trapezoidal decomposition
of its entire polygonal domain P. In practice, some polygons are very large and
have many relatively small children. In this case, even though a child polygon
is small, its polygonal domain (and therefore also its trapezoidal decomposi-
tions) will include the large parent contour together with its siblings. However,
it is easy to realize that for a polygon P it is only the subset of P within the
bounding box of P that can constrain its simplification. Line segments outside
the bounding box can be ignored when constructing the trapezoidal decompo-
sition. We incorporate this observation into our implementation by building an
internal memory R-tree [49] for each polygon P in the open polygonal domain
Popen(P̂ ). These R-trees are constructed when loading large open polygonal
domain into memory. To retrieve the bounding box of a given polygon P in
Popen(P̂ ), we query the R-trees of its siblings and its parent, and retrieve the
children of P as previously.

Data and Setup: All our experiments were performed on a machine with an
8-core Intel Xenon CPU running at 3.2GHz and 12GB of RAM out of which
10GB were available for our experiments. For our experiments we used a terrain
model for the entire country of Denmark constructed from detailed LIDAR
measurements (the data was generously provided to us by COWI A/S). The
model is a 2m grid model giving the terrain height for every 2m · 2m in the
entire country, which amounts to roughly 12.4 billion grid cells. From this
grid model we built a TIN by triangulating the grid cell center points. This is
straight-forward to do by scanning through the grid cells and inserting triangle
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Figure 4.7: A small sample of the non-simplified contour map for an area around
the Danish island Læsø. To the left, no persistence pairs have been removed.
To the right persistence pairs with persistence value less than 0.5m have been
removed.

edges between adjacent cell center points. Before triangulating and performing
our experiments, we simplified the grid using topological persistence [42].

Topological persistence and contour maps: Recall the definition of topo-
logical persistence from Chapter 2. Intuitively, the persistence value of a per-
sistence pair (v, w) can be seen as the height or depth of a peak or basin in the
terrain. Assume that v is a minimum vertex, then each persistence pair will
correspond to a contour in all `-level sets with h(v) 6 ` 6 h(w) (similarly if v
is a maximum).

When generating a contour map of level-sets for every ∆ meter it is purely
coincidental whether contours corresponding to a persistence pair (v, w) with
persistence value less than ∆ will result in a contour or not. Contours corre-
sponding to persistence pairs with persistence value less than ∆, often appear
as small spurious contours spread around the contour map. Refer to Figure 4.7.
For all our experiments we have used the practical terrain simplification algo-
rithm described in Chapter 3 to compute the persistence value of persistence
pairs, and subsequently removed those pairs with persistence value less than ∆.

Experimental Results: In all our experiments we generate contour maps
with ∆ = 0, 5m since this seems to be widely used in detailed topographic maps.
Furthermore, since the LIDAR measurements on which the terrain model of
Denmark is based have a height accuracy of roughly 0, 2m, we used εz = 0, 2m
in the experiments. In order to determine a good value of εxy we first performed
experiments on a subset of the Denmark dataset, consisting of 844.554.140 grid
cells and covering the island of Funen. Below we first describe the results of
these experiments and then we describe the result of the experiments on the
entire Denmark dataset. When discussing our results, we will divide points
in the simplified contour map (output points) into εz points and εxy points.
These are the points that were not removed due to respectively the constraint
contours and the constraints of our polygon simplification algorithm e.g. εxy.
Funen dataset: The non-simplified contour map generated from the triangula-
tion of Funen consists of 636.973 contours with 365.641.479 points (not counting
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εxy in m. 0,2 0,5 1 2 3 5 10 15 20 25 50
Output points (%) 40,4 23,7 15,2 10,2 8,8 7,9 7,6 7,6 7,6 7,6 7,6
εz points 0,8 5,0 13,9 33,5 46,0 59,3 71,7 76,3 78,8 80,4 84,1
εxy points 99,2 95,0 86,1 66,5 54,0 40,7 28,3 23,7 21,2 19,6 15,9

Table 4.1: Results for Funen with different εxy thresholds (εz = 0.2m and with
∆ = 0, 5m).

constraint contours). The results of our test runs are given in Table 4.1. The
number of output points is given as a percentage of the number of points in
the non-simplified contour map (not counting constraint contours). From the
table it can be seen that the number of output points drops significantly as εxy
is raised from 0.2m up to 5m. However, for values larger than 5m the effect on
output size of increasing εxy diminishes. This is most likely linked with high
percentage of εz points in the output e.g. for εxy = 10m we have that 71.7% of
the output points are εz points (and increasing εxy will not have an effect on
these). Refer to Figure 4.8 for an illustration of contour maps simplified with
different εxy.
Denmark dataset: When simplifying the contour map of the entire Denmark
dataset we chose εxy = 5m, since our test runs on Funen had shown that
increasing εxy further would not lead to a significant reduction in output points.
Table 4.2 gives the results of simplifying the contour map of Denmark. The non-
simplified contour map consists of 4.793.518.863 points on 7.260.043 contours.
Adding constraint contours increases the contour map size with a factor 3, 0
(the constraint factor) both in terms of points and contours. In total it took
49 hours to generate and simplify the contour map and the resulting simplified
contour map contained 9.2% of the points in the non-simplified contour map
(not counting constraint contours). Since 65, 7% of the output points were εz
points, it is unlikely that increasing εxy would reduce the size of the simplified
contour map significantly. This corresponds to our observations on the Funen
dataset. Table 4.2 also contains statistics on the number of self-intersections
that is removed after the simplification (as discussed in Section 4.4); both the
actual number of intersections and the percentage of the contours with self-
intersections are given. As it can be seen these numbers are relatively small
and their removal does not contribute significantly to the running time.



Dataset Funen Denmark
Input points 365.641.479 4.793.518.863
Contours 636.973 7.260.043
Constraint factor 3,0 3,0
Running time (hours) 1,5 49
Output points (% of input points) 7,9 9,2
εz points (% of output points) 59,3 65,7
εxy points (% of output points) 40,7 34,3
Total number of intersections 38.992 699.027
Contours with intersections (% of input contours) 2,4 3,1

Table 4.2: Results for Funen and Denmark with ∆ = 0, 5m, εz = 0, 2m and
εxy = 5m.
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Figure 4.8: The top left figure shows the unsimplified contour map while the
remaining figures show the contour map for different values of εxy. The contour
maps were made using ∆ = 0, 5m and εz = 0, 2m.



Chapter 5

Flood Risk

Analyzing flood risk is probably the most widespread application of terrain
data, and lately it has only gained attention with the increased focus on how
to mitigate the effects of climate changes. The costs associated with extreme
weather events occuring in densely populated areas are so big that a lot of effort
has been put into analysing flood risk by developing algorithms and software
to implement detailed hydrological models of how water flows on the terrain
surface (the damages caused by a single rain event in Copenhagen in 2011 was
estimated to roughly 1 billion dollars). Due to their level of hydrological detail,
many of these hydrological models are severely limited in the size of the data
sets that can be processed, that is, they either have to analyze very small areas
or they have to throw away much of the terrain detail by e.g. coarsening the
terrain1. Since having a high level of detail in the terrain is in many cases
essential for ensuring the veracity of flood risk analysis (refer to Figure 1.2),
the starting point of our research has been to develop as detailed a hydrological
model as possible that can still be evaluated on any size data set.

There are many different types of flood risk. We consider the so-called
pluvial flooding from rainwater that collects in basins of the terrain during a
rain event. More formally, for any vertex v inside a basin of M, we want
to compute the flooding time of v, that is, the time when water rising in the
basin rises above v during a rain event. In this chapter we assume that rain
falls uniformly across the terrain and that no water drains into the soil. A
terrain basin β then initially fills as a function of β’s volume and the size of
the region that drains into β (β’s watershed). When computing the flooding
time of terrain vertices we model how basins fill and subsequently spill into a
neighboring downstream basin thereby increasing the watershed of this basin.

Usually, the key to obtaining I/O-efficient algorithms is to ensure that data
items accessed in short sequence are stored close to each other on disk. This is
easy when the data items in the input are largely independent of each other and
becomes increasingly difficult with convoluted interactions between data items,
particularly if these interactions can only be discovered as the algorithm runs.
The latter is the case for computing the flooding times of all terrain vertices
because the spill times and the watersheds of the basins depend on each other:

1Refer to Chapter 3 for a discussion of surface simplification algorithms.
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to compute the spill time of each basin β, the watershed of β as a function of
time needs to be known, while the watershed of β at time t depends on which
basins spill into β before time t.

A simple method to compute the spill times of all basins is to simulate
the entire sequence of spill events of basins of M and maintain the water-
sheds of all basins that yet have to spill, as well as predicted spill times for
these basins based on their current watersheds. An internal-memory solu-
tion based on this idea was presented in [59]. In Section 5.2.2, we discuss an
O(N logN)-time implementation of this approach using a priority queue and
a union-find data structure. This simulation approach does not translate into
an I/O-efficient algorithm for terrains beyond the size of main memory be-
cause the only known I/O-efficient union-find data structure [3] requires the
sequence of Union operations to be known in advance; in simulating the se-
quence of spill events, the set of Union operations is known, but their order
depends on the spill times of the basins, which we want to compute. Using an
internal-memory union-find structure and an I/O-efficient priority queue (e.g.,
[17, 43]), a cost of O(Xα(X)+sort(N)) I/Os can be achieved, where α(·) is the
inverse of Ackermann’s function, and X is the number of pits of the terrain.
In contrast, the algorithm presented in this paper achieves an I/O-complexity
of O(sort(X) log(X/M) + sort(N)) I/Os, which is faster for X close to N , a
scenario that is not uncommon for real terrains.

Previous work. Recall the partial flooding methods discussed in Chapter 3
and how they can be used to simplify the terrain by removing minimum ver-
tices and the basins containing them. This simplification process is guided by
geometric measures local to a basin such as its height, area or volume. These
partial flooding techniques are often used to simplify the terrain before com-
puting the river networks (refer to Figure 3.1). The underlying assumption is
that all “small” basins are flooded at a certain time, while all “big” basins are
not. Since basins spill into other basins over time, the watershed of a big basin
may grow to a size far exceeding the size of the watershed of a small basin and,
thus, the big basin may spill before the small basin. To model the flow network
at time t accurately, it is necessary to compute the times the basins of M fill
and remove the basins that are full at time t. This is much harder than the
partial flooding approaches discussed above, as the above methods are based on
local measures associated with each basin, while the computation of the actual
spill time of each basin β depends on the spill times of other basins that spill
into β.

We assume that the watershed sizes of all basins of M are given as part
of the input to our algorithm and that every vertex v of M has been labelled
with the local minimum whose watershed contains v. Given the watersheds
of all local minima of M, the watersheds of all basins are easily computed by
summing watershed sizes bottom up in the join tree of M. The computation of
the watersheds has been studied extensively. In [25], it was shown that the river
network of a TIN with N vertices may have complexity Θ(N3). In [26], it was
shown that fat terrains (a reasonable assumption for realistic terrains) have a
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river network of size only Θ(N2) in the worst case and that the watersheds of a
fat terrain whose river network has size R can be computed in O(sort(N +R))
I/Os. If R = Θ(N2), it is infeasible to compute the watersheds of massive ter-
rains exactly. An approach often taken in practice [66, 77, 79] is to assume that
water flows only along terrain edges, allowing the computation of watersheds
in O(sort(N)) I/Os. While this may lead to poor approximations of the real
watersheds for highly irregular terrains [26], TINs derived from LIDAR data,
for example, are rather regular, and the computed watersheds match the real
watersheds rather closely.

Our results. We present an algorithm that computes the flooding times of
all terrain vertices using O(sort(X) log(X/M) + sort(N)) I/O’s, where N is the
size of the terrain and X is the number of local minima in M. This assumes
that the watershed sizes and volumes of all basins are given and that every
vertex is labelled with the local minima whose watershed contains it. The cost
of computing this information has been discussed in the previous section. Our
algorithm operates on the join tree J of the given terrain M. Given a node
α of J, our algorithm employs a recursive strategy to compute the spill times
of all basins represented by descendants of α. If there are at most M such
descendants, we use an augmented version of the internal-memory algorithm
mentioned in the introduction to compute the spill times of their basins in
O(sort(Y )) I/O’s, where Y is the number of descendants of α plus the number
of basins that spill into α. Otherwise, we consider an appropriate path P from
α to a descendant leaf and prove that we can compute the spill times of all
basins whose parents belong to P in O(sort(Y )) I/O’s, where Y is defined as
above. The path P is chosen so that every subtree attached to P contains
at most half of α’s descendants, and we invoke our algorithm recursively on
the root of each such subtree. This ensures that log(X/M) levels of recursion
suffice to break J into subtrees of size at most M , to which the above internal-
memory algorithm can be applied. We show that the cost per level of recursion
is O(sort(X)). Hence, the total cost of the algorithm is O(sort(X) log(X/M)).
This gives only the spill times of the basins. To compute the flooding times of
all terrain vertices, we use a post-processing step that can be seen as a simpler
version of the recursive step of our algorithm and which takes O(sort(N)) I/O’s.

The intuition behind the computation in each recursive step is the follow-
ing. In general, there are two directions water can flow across any saddle of
the terrain M. Given the flow direction for each saddle, spill times could be
computed rather easily, but the direction for each saddle is determined by the
spill times of the two basins that merge at this saddle. For the saddles between
the basins corresponding to the path P in each recursive steps, we can char-
acterize each flow direction as either “confluent” (toward the basin represented
by the leaf of P ) or “diffluent” (away from the leaf), and we can show that
confluent spill events that influence other spill events—we call these watershed
events—can themselves depend only on confluent watershed events. This allows
us to perform a sweep in the confluent direction first to compute the times of
all confluent watershed events. In a second phase, we sweep in the diffluent
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Figure 5.1: (a) A 1-d terrain with its corresponding join tree and volumes and
initial watersheds of its basins. (b) The spill times of the basins and the water
levels in the basins at time t = 2.

direction and use the times computed in the first phase to compute the correct
times for all spill events.

In Section 5.5 we show how some of the results of this and previous chapters
can be used to compute flood risk in practice. Also, we show the results of using
basin spill times as a measure for determining the significance of minimum
vertices in connection with partial flooding algorithms such as those described
in Chapter 3.

5.1 Terrain Flow Definitions

In the following section we introduce fundamental definitions. Throughout this
chapter, we will assume that h(u) 6= h(v) for two adjacent vertices u and v in
M.

Basins. A basin is a maximal connected set of points β ⊆ R3 such that for all
(x, y, z) ∈ β it holds that h((x, y)) ≤ z ≤ h(β), where h(β) is a fixed elevation
chosen as the upper boundary of the basin. A basin β is maximal if there exists
a negative saddle vertex vβ on the boundary of β such that h(vβ) = hβ. The
vertex vβ is called the spill point of basin β, as water poured into β spills over vβ
into an adjacent basin once β becomes full. We assume that vβ is unique, that
is, there are no two saddles with elevation hβ on the boundary of β. Note that
since all negative saddles are assumed to be simple, exactly two basins meet in
each spill point. Throughout this paper, we are interested almost exclusively in
maximal basins, and we refer to them simply as basins. Every basin contains
at least one minimum, and for every minimum there exists a unique (maximal)
basin that contains only this minimum. We call such a basin elementary. For
a basin β, we use Vβ to denote β’s volume. If β contains v∞, we assume that
Vβ =∞.

Trickle paths and watersheds. The trickle path of a point q ∈ M is the
path that starts at q, continues in the direction of steepest descent for every



5.1. Terrain Flow Definitions 61

point it visits, and ends in a minimum v. This means that water falling onto
q initially collects in the elementary basin corresponding to v. The watershed
of a minimum vertex v is the set of points whose trickle paths end in v. The
watershed W 0

β of a basin β, before the water starts to flow on the terrain, is the
union of the watersheds of all minimum vertices contained in β. See Figure 5.1
(a) for an illustration of these definitions.

Consider the spill point vβ of β and let vf and vr be the lowest vertices in
each of the connected components of Lk−(vβ) such that vf ∈ β and vr /∈ β.
We let λf (β) (λr(β)) denote the elementary basin defined by the minimum
vertex where the trickle path from vf (vr) ends. In particular, λf (β) ⊆ β and
λr(β) ∩ β = ∅. Intuitively, λr(β) is where water from β would initially spill if
we poured water only on β. If λr(β) ⊆ β′ and β′ ∩ β = ∅ then we refer to β′ as
a downstream neighbor of β and β as an upstream neghbor of β′.

Join tree Recall the join tree defintion from Chapter 2. We can essentially
consider the join tree J of M as a hierarchy of basins in M. The leaves of J
are the elementary basins. A basin β1 is the parent of a basin β2 if and only if
β2 ⊂ β1 and there exists no other basin β3 such that β2 ⊂ β3 ⊂ β1. Under the
assumptions we made about M, J is a binary tree. For a subset S of nodes of
J, let J(S) be the subgraph of J induced by S. For a node α of J, Jα denotes
the subtree of J induced by α and its descendants. We will assume that the
elementary basins of M have been numbered using a preorder traversal of J and
that every non-elementary basin stores the preorder interval of its descendants
in J. Throughout this paper, we do not distinguish between join tree nodes
and their corresponding basins. The algorithms for constructing the join tree is
easily augmented to compute the lowest saddle on the boundary of each basin
(the basin’s spill point) and, as shown in [14], the volume of each basin.

Spill events. When water falls on the watershed of a basin β, it collects in
β until the water level in β reaches height h(vβ). When this happens, water
that falls onto β′s watershed spills into an adjacent basin. We refer to this as
the spill event Eβ and use tβ to denote the time of Eβ. Refer to Figure 5.1.
A watershed event is a spill event Eβ where β spills before its sibling α in J,
thereby increasing the watershed of the basins it spills in to. Refer to Figures 5.2
(a) and (b). In general we will use W t

β to denote the watershed of β at time
t 6 tβ. We will use W t

β to denote β’s watershed or its size (which will be clear
from the context). A basin event Eβ is a spill event where β spills after its
sibling α in J has spilled leaving its parent basin to fill. Note that this does not
change the watershed size of any basin in M. Refer to Figure 5.2(c) and (d).
The flood time tv of a vertex v ∈M inside a basin is the time when water rises
above h(v) in the basin containing v. If v is a spill point of some basin β, the
flood time is equal to the spill time of the watershed event across vβ. If v is not
in a basin or in the basin containing v∞, then tv =∞.

Tributaries and spill sequences. A tributary of a basin β is a basin τ such
that τ ∩ β = ∅, τ spills before β (Eτ is always a watershed event), and water
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Figure 5.2: An example terrain with contour lines through the spill points of all
basins (shown as dots). The white crossed areas indicate the level of water in
the basins. (a,b) Illustrate a watershed event Eβ. (a) At time t−, right before
Eβ, the light gray region is W t−

β′ and the dark gray region is W t−
β . (b) At time

t+, right after Eβ, the light gray region is W t+
β′ . (c,d) Illustrate a basin event

Eβ. (c) At time t−, right before Eβ, the light gray region is W t−
β′ . (d) At time

t+, right after Eβ, the light gray region is W t+
β′′ . Where β′′ is the parent of β

and β′.

falling on W tτ
τ collects in β after Eτ has occured; that is, τ spills into β and the

watershed of τ at this time becomes part of the watershed of β. We use Tβ to
denote the set of all tributaries of β. Note that a basin τ is usually a tributary
of more than one basin. In particular, if α is the smallest basin that has τ as
a tributary, then τ is a tributary of every basin that contains α but not τ . We
will refer to the spill sequence sτ of τ as the sequence of full basins that τ flows
through when it spills. More formal, sτ is the sequence 〈τ0 = τ, τ1, . . . , τl = α〉
where for all 1 6 i 6 l, τi is the largest downstream neighbor of τi−1 such that
tτ > tτi . If τ is a tributary of some basin β, then there exists an upstream
neighbor β′ of β such that β′ belongs to sτ (potentially β′ = τ). We refer to
this neighbor as sτ (β) = β′. Refer to Figure 5.3.

5.2 Computing Spill Times

Our algorithm for computing the flooding times of all terrain vertices consists of
two phases. The first phase (Sections 5.2.1–5.2.3) computes the spill times tβ of
all basins of M and takes O(sort(X) log(X/M)) I/Os. The second phase (Sec-
tion 5.3) then computes the flooding times for all terrain vertices in O(sort(N))
I/Os.

5.2.1 Algorithm overview

We assume that the join tree J is given and that every node β ∈ J stores Vβ,
W 0
β , as well as the preorder numbers of λf (β) and λr(β). Our algorithm for

computing the spill times of all basins is recursive. Every recursive call takes a
node β ∈ J and the list Tβ of tributaries of β as input. Each tributary τ ∈ Tβ
stores its spill time tτ , its watershed Wτ := W tτ

τ at time tτ , and the preorder
number of λr(sτ (β)). The task of the recursive call on a node β is to compute
the spill times of all proper descendants of β. The top-level invocation takes
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Figure 5.3: An example terrain with contour lines through the spill points of
all basins (shown as dots). The dashed lines represent trickle paths from spill
points to minimum vertices (shown as crosses). The basin τ is a tributary of
every basin with a black boundary. The spill sequence of τ is sτ = {τ, τ1, τ2, α}.
The upstream neighbor of β in sτ is sτ (β) = τ1.

the root ρ of J and an empty list of tributaries as input, as ρ has no tributaries.
For each recursive call, we distinguish two cases.

If |Jβ| ≤M , we use the algorithm in Section 5.2.2 below to solve the problem
in O(sort(X)) I/O’s, where X denotes the total input size to the recursive call,
that is, X := |Jβ|+ |Tβ|.

If |Jβ| > M , we compute a heaviest path P in Jβ, by Lemma 4 this requires
O(sort(|Jβ|)) I/Os. This path consists of a sequence of nodes α0, α1, . . . , αk,
where α0 = β, αk is a leaf, and, for 1 ≤ i ≤ k, αi is the child of αi−1 with the
bigger subtree Jαi among the two children of αi−1. We use βi to denote the
other child of αi−1. The first step of the algorithm is to compute spill times tαi
and tβi , for all 1 ≤ i ≤ k, and to compute the set Tβi of tributaries of βi, for
all 1 ≤ i ≤ k (including λr(sτ (βi))). To finish the computation of spill times,
we recursively invoke the algorithm on each node βi, 1 ≤ i ≤ k. As we show in
Section 5.2.3, the computation of spill times tαi and tβi , for 1 ≤ i ≤ k, and of the
lists of tributaries of basins β1, β2, . . . , βk takes O(sort(k+ |Tβ|)) = O(sort(X))
I/O’s, where X := |Jβ|+ |Tβ|. This gives the following result.

Theorem 3. Given a terrain with X elementary basins, the spill times of all
basins can be computed in O(sort(X) log(X/M)) I/Os.

Proof. We prove in Section 5.2.2 that, given the tributaries of β, we compute
the correct spill times for all basins in Jβ in the case where |Jβ| ≤ M . In
Section 5.2.3, we prove that, in the case where |Jβ| > M , we compute the spill
times of basins αi and βi and the tributary lists Tβi correctly, for all 1 ≤ i ≤ k.
The correctness of the algorithm then follows by induction. The I/O complexity
of an invocation of the algorithm with total input size X := |Jβ|+ |Tβ| and join
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tree size Y := |Jβ| is given by the recurrence

T (X,Y ) =
{

O(sort(X)) Y ≤M
O(sort(X)) +

∑k
i=1 T (Xi, Yi) Y > M

,

where Yi := |Jβi | and Xi := Yi + |Tβi |. By the definition of a tributary, every
basin τ with τ ∈ Jβ or τ ∈ Tβ can be the tributary of at most one basin βi.
Hence, we have

∑k
i=1Xi ≤ X. Furthermore, the choice of path P as a heaviest

path ensures that Yi ≤ Y/2, for all 1 ≤ i ≤ k. Together, these two facts
imply that the recurrence solves to T (X,Y ) = O(sort(X) log(Y/M)). For the
root of J, we have X = Y , that is, the overall complexity of the algorithm is
O(sort(X) log(X/M)), as claimed.

Lemma 4. A heavy path P of Jβ can be computed in O(sort(|Jβ|)) I/Os.

Proof. We first compute an Euler tour K of Jβ and apply list ranking to label
every edge in K with its rank in K. Each edge e = (α, α′) of Jβ appears twice
in K. If we were to sort the edges in K by their ranks, then the first occurrence
of e would be right before the first occurrence of an edge in Jα′ , and the second
occurence would be right after the last occurrence of an edge in Jα′ . Thus, if
r1(e) and r2(e) are the ranks of these two occurrences of e in K, then the size of
Jα′ can be determined as (r2(e)− r1(e) +1)/2. We use this fact in the following
computation of P.

For every internal vertex α of Jβ, there are four corresponding edges in
K that have α as top endpoint (endpoint closest to β), two per child of α in
Jβ. We sort K so that edges appear in order of decreasing heights (on the
terrain) of their top endpoints. Finally, we initialize P to 〈β〉 and compute the
remainder of P by scanning through K. For every quadruple Q of consecutive
edges sharing a top endpoint α, we update P as follows. If α is currently not the
last vertex of P , we do nothing and proceed to the next quadruple. Otherwise,
let α′ and α′′ be the two bottom endpoints of the edges in Q. We use the
expression from the previous paragraph to determine |Jα′ | and |Jα′′ | and either
append α′ or α′′ to P , depending on whether |Jα′ | ≥ |Jα′′ | or |Jα′ | < |Jα′′ |.
The computation of an Euler tour of Jβ, list ranking of this tour, and the
sorting and scanning steps involved in computing P from the ranked tour all
take O(sort(|Jβ|)) = O(sort(Y )) I/Os [33].

5.2.2 Small basins

To solve the case where Y ≤M , we provide an implementation of the algorithm
of [59] using a union-find data structure and a priority queue and extend it to
take tributaries of the basin β into account when computing the spill times of
all sub-basins of β. The algorithm maintains a set of active basins in Jβ, which
are the basins that have not spilled yet but whose children have already spilled.
A basin that has spilled is finished. A basin with at least one unfinished child
is inactive. The set of active basins always contains the next basin in Jβ to
spill. We maintain the set of active basins using two data structures: a priority
queue Q and a union-find data structure U . The priority queue stores the
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active basins with priorities equal to their predicted spill times—these times
decrease over time as we discover more tributaries of active basins. The union-
find data structure maintains a partition of the leaves in Jβ such that each
set containing {α1, α2, . . . , αk} at time t corresponds to an active basin α with
W t
α = W 0

α1 ∪W
0
α2 ∪ . . .∪W

0
αk
. To allow updating predicted spill times, we store

with α the size of W t
α, the time uα when its watershed changed last—that is,

the spill time of its most recent tributary—as well as its residual volume V r
α

at time uα, which is the portion of Vα left to be filled at this time. Initially,
all elementary basins are active and all other basins are inactive; the predicted
spill time of an elementary basin α is t′α := Vα/W

0
α.

After initializing the algorithm’s data structures as just described, we pro-
cess the events in Q and Tβ by increasing time until Q contains only the basin
β. The details of each iteration are as follows. Let τ be the next tributary
in Tβ to be processed, and let α be the active basin with minimum priority in
Q. If tτ < t′α, we remove τ from Tβ and process Eτ as a watershed event with
time tτ , as described below. If t′α < tτ , we remove α from Q and consider its
sibling α′. If α′ is not finished, we process Eα as a watershed event with time
t′α; otherwise, we process it as a basin event with time t′α.
Watershed event: When processing a watershed event Eα with time t, we
perform a Find(λr(α)) (or Find(λr(sα(β))) if α ∈ Tβ) operation on U to find
the active basin α′ that α spills into. We update the information for α′ as
V r
α′ := V r

α′ −Wα′(t− uα′), Wα′ := Wα′ +Wα, uα′ := t, and t′α′ := t+ V r
α′/Wα′ ,

and then update the priority of α′ in Q accordingly. In addition, if α ∈ Jβ, we
need to reflect that water falling or flowing onto Wα after time t flows into α′.
We do this by performing a Union(λf (α), λr(α)) operation on U and ensuring
that the representative of the resulting set of elementary basins points to α′.
Finally, we label the node α in Jβ as finished.
Basin event: When processing a basin event Eα with time t, for some α ∈ Jβ,
both α and its sibling α′ in Jβ are full at time t. Thus, we label α as finished in
Jβ and mark its parent γ as active. Water that flowed into α before time t now
collects in γ. Thus, we set Wγ := Wα and ensure that the representative of α
now points to γ. Since both α and α′ are full at time t, we set V r

γ := Vγ−Vα−Vα′ ,
uγ := t, and t′γ := t+ V r

γ /Wγ . Then we insert γ into Q with priority t′γ .
The following lemma states the correctness and I/O complexity of the above

procedure.

Lemma 5. Let β be a basin with at mostM sub-basins, and let X := |Jβ|+|Tβ|.
Then the spill times of all basins α ∈ Jβ can be computed in O(sort(X)) I/Os.

Proof. To bound the I/O complexity of the procedure, we observe that the
data structures Q, U , and Jβ fit in memory and that scanning the sorted list
of tributaries Tβ requires us to keep only one buffer block of size B in memory
for this stream. Thus, apart from sorting the tributaries in Tβ by their spill
times in O(sort(X)) I/Os, the algorithm only loads Jβ into memory and scans
Tβ, which takes O(X/B) I/Os. All other processing happens in memory.

To prove the correctness of the algorithm, we consider the sequence of
events E1, E2, . . . , EX affecting basin β and its sub-basins, sorted by their times
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t1, t2, . . . , tX . That is, every event Ei is an event Eα with α ∈ Jβ or such that α
is a tributary of a basin α′ ∈ Jβ and α /∈ Jβ, in which case α is also a tributary
of β, that is, α ∈ Tβ.

We use t′i to denote the “current” predicted time of event Ei defined as
follows: Consider the basin α such that Ei = Eα. Then we define t′i := ti if α
is a tributary of β and t′i = ∞ if α ∈ Jβ and α is inactive. If α ∈ Jβ and α is
active, we define t′i to be its priority in Q. We use induction on i to prove that
t′i = ti when event Ei is processed. To do so, we prove that the following holds
after processing event Ei:

(i) Events E1, E2, . . . , Ei have been processed. No other events have been
processed.

(ii) For every active basin α ∈ Jβ there is a set {α1, . . . , αk} in U , such that
W ti
α = W 0

α1 ∪ . . . ∪W
0
αk
.

(iii) t′i+1 = ti+1, while t′j ≥ tj , for all j.

The base case is i = 0, setting t0 = 0. Property (i) holds because no events
have been processed yet. Property (ii) holds because initially Wα = W 0

α for
every elementary basin in Jβ, which is exactly the set of active basins at the
beginning of the procedure. To see that (iii) holds, observe that t′j = tj if
Ej = Eτ , for some tributary τ of β; if Ej = Eα, for some α ∈ Jβ, we have
t′α = Vα/W

0
α ≥ tα. Moreover, if E1 = Eα, for some α ∈ Jβ, then α has no

tributaries and tα = Vα/W
0
α.

For the inductive step, consider i > 0 and assume the claim holds for all
j < i. By part (i) of the inductive hypothesis, Ei−1 is the (i − 1)st event to
be processed. By part (iii) of the inductive hypothesis, we have t′i = ti after
processing Ei−1 and t′j ≥ tj > ti, for all j > i. Hence, Ei is the ith event to be
processed. This establishes (i).

To prove (ii), we consider the two possible types of Ei = Eα separately. If
it is a watershed event, part (ii) of the inductive hypothesis and the definition
of λr(α) implies that we identify the correct watershed Wα′ into which α spills
at time ti and, hence, that we update Wα′ to W ti

α′ ; all other watersheds remain
unchanged. If Ei is a basin event, α and its sibling are full at time ti, while α’s
parent α′ has to fill. Furthermore, all water flowing into α′ immediately before
time ti collects in α because α’s sibling is already full. Therefore, W ti

α′ = W ti
α ,

and we correctly set Wα′ := Wα.
Finally, consider (iii). We consider only events Ej = Eα with α ∈ Jβ

because, by definition, t′j = tj , for every spill event Ej of a tributary of β. It
is easily verified that we update t′α correctly whenever we increase Wα. By
(ii), each event Eh with h ≤ i updates Wα if and only if Eh = Eτ , for some
tributary τ of α. Thus, t′j ≥ tj , for all j ≥ i. For j = i + 1, the spill events
of the tributaries of α are a subset of E1, E2, . . . , Ei since by the definition of
tributaries they have to spill before Eα = Ei+1. Thus, by (i) we have t′i+1 = ti+1
after Ei has been processed.
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5.2.3 Big basins

Now consider the path P = 〈β = α0, α1, . . . , αk〉 from a join tree node β to
a descendant leaf αk, and let S be the set containing both αi for 0 6 i 6 k
and the sibling βi of each αi, for all 1 6 i 6 k. Then J(S) is the subtree
of J with leaves S′ = {γo = β1, γ1 = β2, . . . , γk−1 = βk, γk = αk}. Refer to
Figure 5.4 (a). From here on, we call a basin βi ∈ S confluent, as the water
spilling from βi at time tβi spills towards αk, that is, they spill into a sibling
basin containing αk. We will also refer to the basins in Tβ as confluent basins
since they also spill towards αk. Similarly, we call a basin αi ∈ S diffluent, as
the water spilling from αi at time tαi spills away from αk. The basic step of our
solution for the case |Jβ| > M computes the spill times of the basins in S as well
as the lists of tributaries Tβ1 , Tβ2 , . . . , Tβk of the confluent basins β1, β2, . . . , βk.
In the following subsection we give an overview of our algorithm and introduce
definitions and data structures that are central to the more detailed description
of our algorithm given in Sections 5.2.3 to 5.2.3.

Algorithm Overview

A basin γi ∈ S′ may have several confluent upstream neighbors (potentially
also outside of β). However, since all diffluent basins are nested, γi can at most
have one diffluent upstream neighbor (αi if γi = βi). Refer to Figure 5.4(c). A
tributary of a basin in S is either itself in S or it is in Tβ. We use Iγi to denote
the influx list of γi containing the tributaries in Tβ that spill into β through
an upstream neighbor of γi. Note that since an upstream neighbor of β is also
an upstream neighbor of exactly one basin in S′, we have that Tβ = ∪γ∈S′Iγ .
Refer to Figure 5.4(c). The flow tree F := F(S) corresponding to J(S) encodes
the neighbor relation of basins in S′ (as opposed to J(S), which encodes how
basins are nested). F contains a vertex for every basin in S′ and an edge
(γi, γj) between γi and γj in S′ if γi is an upstream neighbor of γj . Refer to
Figure 5.4(b). With every vertex γi of F we associate the influx list Iγi and
refer to γi as the origin of a tributary τ if τ ∈ γi ∪Iγi . In the following, we will
assume that F is rooted in αk and use Fγi to denote the subtree of F rooted
in γi.

A tributary of the confluent basin βi can either be the diffluent tributary
αi or a confluent tributary τ with origin in βj for j > i. We distinguish
between a direct confluent tributary τ , where both τ and sτ (βi) are confluent;
an indirect confluent tributary τ , where τ is confluent but sτ (βi) is diffluent (i.e.
sτ (βi) = αi). Refer to Figure 5.5(a). Note that, if Eβi is a watershed event,
then the diffluent neighbor αi spills after βi, so βi only has direct confluent
tributaries. If Eβi is a basin event, then αi is a tributary of βi and there
might be both direct and indirect confluent tributaries. Note that a confluent
tributary τ of βi with origin βj is a direct confluent tributary if βj belongs to
Fβi , and an indirect tributary otherwise. Refer to Figure 5.5 (a).

Any tributary τ of diffluent basin αi in S must be confluent since all diffluent
basins are nested, so they cannot spill into each other. Furthermore, Eτ must
be a watershed event because if τ does not spill before its diffluent sibling, it
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Figure 5.4: (a) The join tree J(S) of a set S = {β = α0, α1, β1, . . . , α8, β8} of
basins with S′ = {β1, β2, . . . , β8, α8}. (b) The flow tree F(S) corresponding to
J(S) in (a). (c) Illustrates the basins in S using solid contour lines through
their spill points (dots). The dotted lines represent the trickle path that leads
from the spill point vα of some basin α ∈ S to λr(α) (cross). The confluent
upstream neighbors β2, β3, β5 of β7 are shown in light gray and the diffluent
upstream neighbor α7 is shown in dark grey. The dashed contour lines represent
tributaries in Tβ marked with the influx list which they belong to. The dotted
contour lines represent upstream neighbors of β that are not in Tβ.

cannot spill into a diffluent basin. This implies that any tributary of a diffluent
basin has only direct confluent tributaries. Refer to Figure 5.5(b).

Our algorithm for computing the spill times of basins in S proceeds in two
phases. In the confluent phase, we compute the predicted spill time t′βi and the
list Lβi of predicted tributaries of every confluent basin βi in S. We do this by
processing the basins in F in postorder and simulating how the basins spill in
the absence of diffluent tributaries. That is, for every basin βi, we compute t′βi
and Lβi considering only how basins in Fβi spill. In Section 5.2.3, we describe
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Figure 5.5: (a) The basins shown in light gray have their origin in Fβ7 and are
the only possible direct confluent tributaries of β7. The basins shown in dark
gray have their origin outside Fβ7 and are the only possible indirect confluent
tributaries of β7. For example, the tributary τ1 is a direct confluent tributary of
β7 since sτ1(β7) is β3. The tributary τ2 is an indirect confluent tributary since
sτ2(β7) is α7. (b) A tributary to α7 must be a confluent basin βj such that
βj ∩ α7 = ∅ (light gray) and it has to spill before its sibling αj . For example,
β6 must spill before α6 (dark gray) to be a tributary of α7.

this algorithm in detail and show that, if Eβi is a watershed event, the predicted
tributaries Lβi correspond exactly to the set of direct confluent tributaries of
βi, which implies that t′βi = tβi .

The second, diffluent phase takes as input the times t′β1
, t′β2

, . . . , t′βk and the
lists Lβ1 , Lβ2 , . . . , Lβk and then computes the spill time tαi of every diffluent
basin αi in S, as well as the spill time tβi of any confluent basin βi in S where
Eβi is a basin event (βi is not a tributary). Intuitively, this is possible because
the spill time of every confluent tributary is known after the confluent phase.
Besides the spill times of basins in S, the diffluent phase also outputs the list
Tβi of tributaries for each βi in S. In Section 5.2.3, we describe this algorithm
in detail.

From Tributaries to Spill Times

Both phases of our algorithm use the same elementary procedure to compute
the predicted spill time for a basin. To avoid duplication, we describe this
procedure here and refer to it as procedure FindSpillTime later. The input
of this procedure is a basin α, a time uα, the residual volume V r

α of α at time
uα, and the watershed Wα = W uα

α of α at time uα. In addition, we are given
a priority queue Q containing a set of potential tributaries of α. Each entry
τ ∈ Q satisfies t′τ > uα, where t′τ denotes the priority of τ . The output of the
procedure is a predicted spill time t′α of α and a list L of entries removed from
Q while computing t′α.

Initially, we set t′α := uα + V r
α/Wα. Then we repeat the following steps to

update t′α until either Q is empty or the minimum entry τ in Q satisfies t′τ ≥ t′α:
We remove the minimum entry τ (which satisfies t′τ < t′α) from Q and append
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it to L. Then we set V r
α := V r

α −Wα(t′τ − uα), Wα := Wα +Wτ , uα := t′τ , and
t′α := uα + V r

α/Wα.

Lemma 6. Assume that at the beginning of procedure FindSpillTime, Wα

and V r
α reflect the actual watershed and residual volume of α at time uα, Q

contains only entries τ with t′τ ≥ uα, and t′τ < tα if and only if τ is a tributary
of α. Assume further that every tributary τ ∈ Q of α satisfies t′τ = tτ . Then
t′α ≥ tα when the procedure terminates. If Q contains every tributary of α, then
t′α = tα, and L = {τ ∈ Tα | tτ ≥ uα}.

Proof. First assume for the sake of contradiction that t′α < tα when the al-
gorithm terminates. Then the last element τ ∈ Q processed by procedure
FindSpillTime satisfies t′τ < t′α, as the update of t′α when processing an en-
try τ does not decrease t′α below t′τ . Hence, every processed entry τ satisfies
t′τ < tα. This implies that all processed elements are tributaries of α that satisfy
uα < t′τ = tτ < tα, and we process them in order. Thus, after processing every
tributary τ , we have Wα ≤W tτ

α , which implies that t′α ≥ tα, a contradiction.
Now assume that Q contains all tributaries of α and that t′α > tα when

procedure FindSpillTime finishes. This is possible only if we do not process
all tributaries of α. Such an unprocessed tributary τ would have to remain in
Q by the end of the procedure and, thus, satisfies t′τ > t′α. However, t′τ = tτ <
tα < t′α, again a contradiction.

Finally, observe that, if t′α = tα, we process exactly the elements in Q that
satisfy t′τ < tα, and place them into L. These are exactly the tributaries of α
that satisfy tτ > uα.

Confluent Phase

We divide the description of the confluent phase into three parts. First, we
describe how to construct F from the information stored in J. Second, we de-
scribe our algorithm for traversing F . Finally, we prove correctness by showing
that t′βi = tβi if βi is a confluent tributary. We also prove some other properties
of predicted spill times and predicted tributary lists that help us to establish
the correctness of the diffluent phase.

Constructing F(S). The flow tree F(S) can easily be computed in O(sort(|S|))
I/Os from the the information stored with the nodes in J(S). The construction
of the vertex set is trivial, as it only requires us to extract the set of leaves of
J(S). There exists an edge (γi, γj) in F(S) if λr(γi) is a sub-basin of γj , which
is equivalent to the preorder number of λr(γi) being contained in the preorder
interval associated with γj . Thus, to construct the edge set of F(S), we create
two lists, one containing pairs (γi, Iγi), where Iγi is γi’s preorder interval, and
the other containing pairs (γi, pγi), where pγi is the preorder number of λr(γi).
Refer to these two lists as I and P , respectively. Note that, the preorder inter-
vals in the pairs in I are disjoint because no γi is an ancestor of a γj in J(S).
We sort the pairs in I by the starting points of their preorder intervals and the
pairs in P by their preorder numbers. Now we scan P and do the following,
initializing the current pair in I to be the first pair in I: For the current pair
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(γi, pγi) in P , we repeatedly advance to the next pair in I until the current pair
(γj , Iγj ) in I has the property that the right endpoint of Iγj is no less than pγi .
If pγi ∈ Iγj , we add the edge (γi, γj) to F(S) and proceed to the next entry in
P . Otherwise, we proceed to the next entry in P without adding any edges to
F(S). Since this construction requires the sorting and scanning of two lists of
size |S|, its cost is O(sort(|S|)).

Traversing F . To implement the confluent phase of the algorithm, we root
the flow tree F in αk and process its nodes in postorder. During the traversal
of F , we ensure that visiting a node βi produces a priority queue Qβi that
contains all basins τ that satisfy (i) the origin of τ is βj , for some βj ∈ Fβi ,
and (ii) t′τ ≥ t′βh , for all βh on the path from βj to βi in F , inclusive. At any
point during the postorder traversal, there is a set of active nodes, which are
nodes that have been visited already but whose parents in the join tree have
not. We maintain the priority queues of all active nodes in a sequence sorted in
the order these nodes are visited and represent this sequence of priority queues
using a data structure that supports Insert and DeleteMin operations on the
last priority queue in the sequence, the creation of a new priority queue at the
end of the sequence, as well as a Meld operation, which replaces the last two
priority queues in the sequence with their union. In Section 5.4, we show that
the external heap of Fadel et al. [43] can be extended to support a sequence of
N Insert, DeleteMin, Create, and Meld operations in O(sort(N)) I/Os.

The processing of a node βi distinguishes two cases. If βi is a leaf, we
create a new priority queue Qβi at the end of the sequence of priority queues of
active nodes. If βi is an internal node with children βj1 , βj2 , . . . , βjh , the priority
queues Qβj1 , Qβj2 , . . . , Qβjh are at the end of the current sequence of priority
queues, and we construct Qβi by melding these priority queues. In both cases,
we continue by inserting all elements τ ∈ Iβi into Qβi , with priority t′τ = tτ .
Then we use procedure FindSpillTime to compute t′βi and Lβi ; the input to
the procedure is βi, Qβi , uβi := 0, Wβi := W 0

βi
, and V r

βi
:= Vβi . Once this

procedure terminates, we insert βi into Qβi , with priority t′βi .
The confluent phase terminates when the traversal reaches the root αk of

F . Since Eαk is a diffluent spill event, we do not compute its time in this phase
of the algorithm. We only construct a list Lαk by collecting all elements in
Qβj1 , Qβj2 , . . . , Qβjh and Iαk , where βj1 , βj2 , . . . , βjh are the children of αk in
F .

Correctness. To establish the correctness of the confluent phase, we require
a number of technical lemmas. The first one characterizes the spill events of
basins on paths in F between a basin and its tributary. Refer to Figure 5.6.

Lemma 7. Consider a tributary τ of a basin α ∈ {αi, βi} and assume that τ
has βj as its origin. Then Eβh is a watershed event, for every basin βh on the
path in F from βj to βi that is not a sub-basin of αi.

Proof. For j > i, the lemma holds vacuously because βj is a sub-basin of αi
and α ∈ {αi, βi}, that is, every basin on the path from βj to α is a sub-basin of
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Figure 5.6: (a) The flow tree path between β1 and β7. (b) The corresponding
terrain with the endpoints (β1 and β7) of the flow tree path shaded in light gray
and basins internal to the path (β4, β8 and α8) shaded in dark gray. If β1 is a
tributary of α ∈ {β7, α7}, then, by Lemma 7, Eβ4 has to be a watershed event.

αi. For j ≤ i, assume there exists a basin βh on the path from βj to to α that
is not a sub-basin of αi and such that Eβh is a basin event. Since βh is not a
sub-basin of αi, we have h ≤ i. If α = αi, this implies that α is a sub-basin of
αh and tα ≤ tαh ≤ tβh . If α = βi, then h < i because βh 6= α. Thus, α is again
a sub-basin of αh and tα ≤ tβh . Since τ is a tributary of α, we have tτ < tα
and, thus, tτ < tα < tβh . For τ to be a tributary of α, there has to exist a
down-hill path from τ to α at time tτ . Since βj is τ ’s origin and by the choice
of βh, any path from τ to α has to pass through a point interior to βh first and
then through vβh . Since βh is not full at time tτ , no such down-hill path exists
at time tτ , a contradiction.

Our next lemma shows that, if a basin τ with βj as its origin is a tributary
of a basin βi with βj ∈ Fβi (i.e. τ is a direct confluent tributary of βi), then
τ ∈ Lβi , that is, τ is processed when computing t′βi ; if βj /∈ Fβi and τ is an
indirect confluent tributary of βi or a confluent tributary of αi, then τ ∈ Lγ ,
for some sub-basin γ of αi. Refer to Figure 5.7. The first part is used to prove,
in Lemma 9 below, that the confluent phase computes the correct spill times
for all confluent watershed events. The second part is used to establish the
correctness of the diffluent phase, discussed in Section 5.2.3.

Lemma 8. Consider a tributary τ with βj as its origin, and assume that τ ∈
Lγ, for some γ ∈ F(S). Assume further that every βh in Fγ satisfies t′βh ≥ tβh,
with equality if Eβh is a watershed event. If τ is a direct confluent tributary of
βi (i.e. βj ∈ Fβi), then γ = βi. If τ is a tributary of a basin α ∈ {αi, βi} and
βj /∈ Fβi (i.e. τ is either a tributary of αi or an indirect confluent tributary of
βi), then γ is a sub-basin of αi.

Proof. First assume τ is a tributary of βi and βj ∈ Fβi . Then Eτ is a watershed
event and either τ ∈ Iβj or τ = βj . In both cases, we have t′τ = tτ . If τ = βj ,
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α7
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α8

Figure 5.7: As in Figure 5.5(a), the basins shown in light gray have their origin
in Fβ7 and are the only possible direct confluent tributaries of β7. The basins
shown in dark gray have their origin outside Fβ7 and are the only possible indi-
rect confluent tributaries of β7. After the confluent phase any direct confluent
tributary of β7 is in Lβ7 and any indirect confluent tributary is in Lβ8 or Lα8 .

this follow from Lemma 7 and the assumption that t′βh = tβh for every watershed
event on the path from βj to γ. If γ belongs to the path from βj to βi and
γ 6= βi, then we have t′γ = tγ < tτ because τ is a tributary of βi and, hence,
by Lemma 7, Eγ is a watershed event. However, γ 6= αk in this case and every
element τ in Lγ is removed from Qγ while computing t′γ . Thus, t′τ < t′γ , a
contradiction. This shows that γ is an ancestor of βi. This, however, implies
that t′βi ≥ tβi > tτ = t′τ . Thus, the computation of t′βi removes τ from Qβi ,
that is, τ ∈ Lβi .

Now assume τ is a tributary of a basin α ∈ {αi, βi} and, if α = βi, that
βj 6∈ Fβi . Then, if γ belongs to the path from βj to αi and γ 6= αi, we obtain
t′γ = tγ < tτ = t′τ because τ is a tributary of α and γ is on the path from τ to
α, that is, by Lemma 7, Eγ is a watershed event. On the other hand, we also
have t′γ > t′τ because otherwise τ /∈ Lγ . Thus, we obtain a contradiction and γ
is a sub-basin of αi.

Lemma 9. For all 1 ≤ i ≤ k, we have t′βi ≥ tβi. If Eβi is a watershed event,
equality holds.

Proof. By induction on |Fβi |. The base case is when |Fβi | = 0. In this case,
there is nothing to prove. So consider a node βi and assume the claim holds
for all its descendants. By Lemma 8, every direct confluent tributary τ of βi
belongs to Lβi , and each such tributary satisfies t′τ = tτ . This implies that,
each such tributary belongs to Qβi when invoking procedure FindSpillTime
to compute t′βi . Below, we prove that any other element α ∈ Qβi satisfies
t′α ≥ tβi . By Lemma 6, this implies that t′βi ≥ tβi , with t

′
βi

= tβi if Qβi contains
all tributaries of βi, which is the case if Eβi is a watershed event since it then
only has direct confluent tributaries.

So consider an element α ∈ Qβi with origin in βj , for some βj ∈ Fβi , and
t′α < tβi . We prove that α is a tributary of βi. We have t′α ≥ t′βh , for all βh on
the path from βj to βi, excluding βi, because otherwise βh would have removed
α from Qβh when computing t′βh . Since, by the induction hypothesis, tβh ≤ t′βh ,
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this implies that tβh < tβi . Also by the induction hypothesis, we have t′α ≥ tα.
If tα ≥ tβh , for all βh on the path from βj to βi, then α is a tributary of βi.
We show this by contradiction. If tα < tβh ≤ t′α, for some βh, then, by the
induction hypothesis, Eα is not a watershed event. In particular, α = βj , for
some j < i, and tβi < tαj ≤ tβj = tα because βi is a sub-basin of αj . This
contradicts our assumption that tα < tβi .

Diffluent Phase

The intuition behind the diffluent phase, is to simulate water rising in β up
through the diffluent basins αk ⊂ αk−1 ⊂ . . . ⊂ α1 ⊂ β. We know from the
confluent phase that the tributaries of αi are contained within Lαk ∪Lβk ∪ . . .∪
Lβi+1 . Similarly for a confluent basin βi that spills through a basin event, we
know its tributaries are in Lαk ∪ Lβk ∪ . . . ∪ Lβi ∪ {αi}. So we process the
basins in Jβ in the order αk, βk, αk−1, βk−1, . . . , α1, β1 as follows. We initialize
a priority queue Q to contain all events in Lαk . Then we repeat the following
steps for i = k, k − 1, . . . , 1:

First we compute t′′αi . If i = k, we do this by invoking procedure FindSpill-
Time with arguments αk, Q, uαk := 0, Wαk := W 0

αk
, and V r

αk
:= Vαk . If i < k,

we provide arguments αi, Q, uαi := max(t′′αi+1 , t
′′
βi+1

),Wαi := max(Wαi+1 ,Wβi+1),
and V r

αi := Vαi − Vαi+1 − Vβi+1 . We place the elements of Q processed by pro-
cedure FindSpillTime into a list R′′αi .

Then we compute t′′βi . To do so, we insert αi (with priority t′′αi) and the
events in Lβi into Q and invoke procedure FindSpillTime with arguments βi,
Q, uβi := 0, Wβi := W 0

βi
, and V r

βi
:= Vβi . We place the elements of Q processed

by procedure FindSpillTime into a list R′′βi .
The computation of t′′αi and t′′βi may not process all elements in Q, and

some of these elements may be sub-basins of αi (they correspond for example
to confluent basins βi where Eβi is a basin event such that the predicted spill
time t′βi is greater than tβi). These elements should be ignored in subsequent
computations, as they cannot be tributaries of any αj or βj with j < i. To
ensure this, we augment the above procedure to ignore in iteration i all elements
αj or βj with j > i. (Note that we ignore only these basins, not the elements
of Iαk or Iβj with j > i.)

Lemma 10. For all i = 1, 2, . . . , k, we have tαi = t′′αi, tβi = t′′βi, Tβi = R′′βi,
and Tαi = R′′αk ∪

⋃k−1
j=i R′′βj .

Proof. By induction on i. For i = k, Lemmas 8 and 9 imply that every tributary
τ of αk belongs to Lαk and satisfies t′τ = tτ . Any other basin α ∈ Lαk satisfies
t′α ≥ tα, and the same arguments as in the proof of Lemma 9 show that t′α ≥ tαk
in this case. Hence, by Lemma 6, the first iteration computes t′′αk = tαk and
processes only tributaries of αk, that is, R′′αk = Tαk .

Now consider βk. By Lemmas 8 and 9, every tributary of βk belongs to
{αk}∪Lαk ∪Lβk , and we have just argued that the computation of αk processes
only tributaries of αk. Hence, Q contains all tributaries of βk. We have just
argued that t′′αk = tαk and, by Lemma 9, any other tributary τ of βk satisfies
t′τ = tτ . For an element α ∈ Q that is not a tributary of βk, the same arguments
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as in the proof of Lemma 9 show that t′α ≥ tβk . (However, we have to distinguish
the cases βj ∈ Fβk and βj /∈ Fβk , where α ∈ {βj} ∪ Tβj .) Thus, by Lemma 6,
we compute t′′βk = tβk and R′′βk = Tβk .

Now assume that i < k and that the inductive hypothesis holds for all
j > i. By Lemmas 8 and 9, every tributary τ of αi is contained in L := Lαk ∪⋃k
j=i+1 Lβj = Q∪

⋃k
j=i+1(R′′αj ∪R

′′
βj

) and satisfies t′τ = tτ . Using the arguments
from the proof of Lemma 9 again, every α ∈ L that is not a tributary of αi
satisfies t′α ≥ tαi . Moreover, the elements of L \Q are exactly the tributaries of
αi+1 and βi+1, that is, the tributaries τ of αi that satisfy tτ < uαi . Hence, by
Lemma 6, we compute t′′αi = tαi and R′′αi to contain exactly the tributaries τ of
αi that satisfy tτ ≥ uαi . Thus, Tα = R′′αi ∪

⋃k
j=i+1(R′′αj ∪R

′′
βj

). The correctness
proof for the computation of t′′βi and R

′′
βi

is identical to that for βk.

Lemma 11. The computation of spill times tαi and tβi, for all 1 ≤ i ≤ k, as
well as of all tributary lists Tβi, for all 1 ≤ i ≤ k, takes O(sort(X)) I/Os.

Proof. The correctness of our algorithm is established by Lemma 10. Its I/O-
complexity is established as follows: Both phases of the algorithm perform O(X)
priority queue operations, as every event is inserted and removed from a priority
queue only once in each of the two phases and the confluent phase performs at
most X Meld operations. By Theorem 5 (Section 5.4), these priority queue
operations cost O(sort(X)) I/Os. Apart from this, the algorithm traverses trees
F and J(S) once each and scans lists associated with the tree nodes of total
length O(X). After arranging the tree nodes and list elements in the right
order, using a sorting step, the scanning of these lists takes O(X/B) I/Os.

Computing tributaries of active basins. Recall that in Section 5.2.2 we
defined an internal basin α of J to be active at time t if α spills after time
t and both children of α spill before time t. If α is an elementary basin, it
is simply active from time t = 0 until time tα. Let Aα ⊆ Tα be the set of
tributaries to the active basin α, consisting of any tributary τ of α such that
tτ is after both children of α has spilled. Note that we can easily modify our
algorithm to output Aα for every α ∈ J. For the case where |Jβ| 6 M , we
explicitly maintain the set of active basins at any time, and can simply output
any tributaries spilling into α while it is active. For the case where |Jβ| > M
we already compute Aα as R′′αi in the diffluent phase.

5.3 Computing Flood Times
The terrain vertices that are not spill points of basins can be seen as partitioning
the basins of M into sub-basins as follows. For each terrain vertex v, let αv
be the smallest basin that contains v. For a basin β, let V (β) be the set of
terrain vertices with αv = β. Each vertex v ∈ V (β) defines a sub-basin βh(v)
of β containing the portion of β below elevation h(v). Let v1, v2, . . . , vk be the
vertices in V (β) sorted by increasing elevation. Then the water from every
tributary in Aβ first collects in βh(v1); once βh(v1) is full, the water collects in
βh(v2), and so on. Refer to Figure 5.8.
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β

v

βh(v)

Figure 5.8: Any vertex in the light gray area belongs to V (β). The dashed
contour line through v ∈ V (β) marks the sub-basin βh(v) of β.

Assume that every basin β in J has been augmented with uβ, Wβ and V r
β

(the volume of β with the volume of its children subtracted) either during the
diffluent phase or by the internal memory algorithm. We will also assume that
every vertex v in V (β) is augmented with the volume of βh(v). To compute the
flood times of vertices vi in V (β), we process the vertices in order of increasing
height. Similar to the diffluent phase, we use FindSpillTime as follows. For
i = 1, we initialize Q with Aβ and call FindSpillTime with Q, βh(v1), uβ, Wβ

and V r
βh(v1)

= Vβh(v1) − V
r
β . For 1 < i 6 k we call FindSpillTime with Q,

βh(vi), uβh(vi−1) , Wβh(vi−1) and V r
βh(vi)

= Vβh(vi)
− Vβh(vi−1) .

The computation of the sets V (β) and the volumes Vβh(vi)
for each vi ∈ V (β)

can be incorporated in the computation of the basins of M without increasing
the I/O complexity of that phase. The computation of the flood times requires
us to sort the vertices of M and put the tributaries in each list Aβ through
a priority queue. This can be done in O(sort(N)) I/Os. Thus we have the
following result.

Theorem 4. Given a terrain M with N vertices and X pits represented as a
triangular irregular network and the watersheds and volumes of all basins of M,
the flooding times of all vertices of M can be computed in O(sort(X) log(X/M)+
sort(N)) I/Os.

5.4 A Meldable Priority Queue
In this section, we provide the meldable priority queue structure used in Sec-
tion 5.2.3. Our structure maintains a sequence Q1, Q2, . . . , Qk of priority queues
under a sequence of Create, Insert, DeleteMin, and Meld operations.
Given the current sequence Q1, Q2, . . . , Qk, a Create operation creates a new,
empty priority queue Qk+1 and appends it to the end of the sequence; an
Insert(x) operation inserts element x into Qk; a DeleteMin operation deletes
and returns the minimum element in Qk; a Meld operation replaces Qk−1 and
Qk with a new priority queue Q′k−1 := Qk−1 ∪Qk containing the elements from
Qk−1 and Qk. We prove the following result.

Theorem 5. There exists a linear-space data structure that uses O(sort(N))
I/Os to process a sequence of N Create, Insert, DeleteMin, and Meld
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operations.

5.4.1 The structure

Each priority queue Qi is represented as an external heap similar to the one
presented in [43]. The underlying structure is a rooted tree whose internal nodes
have between a = M/(4B) and b = M/B children. There are two types of
leaves: regular leaves are on the lowest level of the tree, which we call the leaf
level; leaves above the leaf level are special.

Every node v has an associated buffer Xv. If v is an internal node, Xv has
size M . If v is a leaf, there is no bound on the size of Xv. The elements in Xv

are sorted, and the buffer contents of adjacent nodes satisfy the heap property:
for every node v with parent u and every pair of elements x ∈ Xu and y ∈ Xv,
we have x ≤ y.

To support Insert and DeleteMin operations efficiently, every priority
queue Qi is equipped with an insert/delete buffer or I/D buffer for short. This
buffer is capable of holding up toM elements and stores the minimum elements
in Qi as well as newly inserted elements. To distinguish newly inserted elements
in Qi’s I/D buffer from minimum elements, Qi has an associated priority pi,
which is the minimum priority of the elements stored in the external part of Qi.

The I/D buffers of priority queues Q1, Q2, . . . , Qk are kept on a buffer stack,
with the buffer of Q1 at the bottom and the buffer of Qk at the top. The I/D
buffers of consecutive priority queues are separated by special marker elements.
We always keep the topmostM elements of this stack in memory, which ensures
in particular that the I/D buffer of Qk is in memory.

5.4.2 Operations

Create. To create a new priority queue Qk+1, a Create operation pushes a
new marker element onto the buffer stack.

Insert. An Insert operation on Qk adds the inserted element x to Qk’s I/D
buffer. If the buffer now containsM elements, we Flush the buffer as described
below. Then we Fill the I/D buffer with the M/2 minimum elements in Qk
and update pk accordingly.

DeleteMin. A DeleteMin operation on Qk returns the minimum element
in Qk’s I/D buffer. Before doing so, however, it checks whether the I/D buffer
of Qk is empty or its minimum element is greater than pk. If so, it Flushes
the I/D buffer and then Fills the I/D buffer with the M/2 minimum elements
in Qk.

Meld. A Meld operation behaves differently depending on the structure of
the two involved priority queues, Qk−1 and Qk. During different stages of its
life time, a priority queue may have no external portion because all its elements
fit in the I/D buffer. If at least one of the two priority queues, say Qk, has
no external portion, we destroy its I/D buffer, and Insert its elements into
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Qk−1. If both priority queues have external portions, we Flush and destroy
their I/D buffers, Merge their two trees as described below, and then Fill
the I/D buffer of the merged priority queue Q′k−1 = Qk−1 ∪ Qk with the M/2
minimum elements in Q′k−1.

Flush. A Flush operation of an I/D buffer containing K elements creates a
new leaf l at the leaf level and stores these K elements in l. Then it applies a
Heapify operation to the path from l to the root to restore the heap property.
If the addition of l increased the degree of l’s parent p to M/B + 1, we split p
into two nodes p′ and p′′, each with half of p’s children. We associate the buffer
of p with p′ and populate the buffer of p′′ with the M smallest elements in its
subtree using a Fill operation. If this split increases the degree of p’s parent
to M/B+ 1, we apply this rebalancing procedure recursively until we reach the
root. If the root has degree greater than M/B, we split it into two nodes with
a new parent.

Fill. A Fill operation applied to a node v repeatedly takes the smallest el-
ement stored in the buffers of v’s children, removes it from the corresponding
child’s buffer and stores it in v’s buffer. This continues until M elements have
been collected in v’s buffer or there are no elements left in the buffers of v’s
children. Whenever a child buffer runs empty while filling v’s buffer, its buffer
is filled recursively before continuing to fill v’s buffer. Once there are no more
elements left in a node v’s subtree, we mark v as exhausted, in order to avoid
repeatedly trying to fill v with elements. More precisely, a node is marked as
exhausted once its buffer becomes empty and all its children are exhausted. To
fill the I/D buffer of a priority queue Qk with the M/2 smallest elements in
Qk, we transfer the M/2 smallest elements from the root of Qk into the I/D
buffer, Filling the root’s buffer whenever it runs empty. If the root becomes
exhausted in the process, we delete the entire external portion of the priority
queue.

Merge. A Merge operation between two trees T1 and T2 of heights h1 > h2
proceeds as follows. We locate a node v at height h2 + 1 in T1 and make the
root r2 of T2 a child of v. We also create a new leaf node l that is a child of v.
Now let v = v0, v1, . . . , vk be the ancestors of v, by increasing distance from v,
let Ki be the number of elements in Xvi , and let K =

∑k
i=0Ki. First we collect

the elements in Xv0 , Xv1 , . . . , Xvk in sorted order and store them in l. Then
we repeatedly remove the minimum element from Xr2 and Xl, refilling Xr2 as
necessary, until we have collected theK smallest elements in the subtrees rooted
at r2 and l. We store these elements in buffers Xv0 , Xv1 , . . . , Xvk , sorted top-
down and so that each node vi receives Ki elements. We clear the “exhausted”
labels of all nodes among v0, v1, . . . , vk. If v has degree greater than M/2 as a
result of gaining two children, r2 and l, we rebalance the tree using node splits
starting at v similar to the rebalancing done after a Flush operation.
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Heapify. The final operation to discuss is the Heapify operation. Given a
node v and its path v = v0, v1, . . . , vk to the root, a Heapify operation ensures
that the elements stored on the path satisfy the heap property. It assumes that
the elements in v1, v2, . . . , vk already do so, but some elements in v0 may be less
than elements stored at higher nodes. To restore the heap property, it sorts the
elements in v0 and collects the elements in v1, v2, . . . , vk in sorted order. It then
merges the two sorted sequences to obtain a sorted sequence of the elements
stored in v0, v1, . . . , vk and distributes these elements over the buffers of nodes
v0, v1, . . . , vk, assigning the same number of elements to each node as it had
before the operation and storing the elements sorted top down on the path. If
some of the nodes on the path were labelled as exhausted before this operation,
the operation unlabels them.

5.4.3 Analysis

To prove the correctness of all priority queue operations, we need to verify that
the heap property is maintained at all times. This is little more than an exercise
and is therefore omitted.

To analyze the total I/O complexity of a sequence of N priority queue
operations, we define a potential of the collection Q1, Q2, . . . , Qk of priority
queues. We define the potential of an element not stored on the buffer stack
to be c logM/B(N/M) minus its height above the leaf level. The potential of a
priority queue Qi is M times the number of non-exhausted nodes in Qi plus
the potential of all elements in Qi. The potential of the collection of priority
queues is the sum of the potentials of the individual priority queues. In our
analysis, we may use B units of potential to pay for O(1) I/O operations.

It is not hard to see that every Create, Insert, DeleteMin, and Meld
operation makes only O(1) changes to the buffer stack and does not alter the po-
tential if we exclude the manipulations performed by the Flush, Fill, Merge,
and Heapify operations they trigger. Hence, their amortized cost is O(1/B)
I/O’s.

Our goal now is to show that (1) there are only O(N/M) of the latter four
types of operations and (2) each has an amortized cost of O((M/B) logM/B(N/M)).
This shows that the total I/O complexity of a sequence of N operations in
O(sort(N)), as claimed.

Lemma 12. During a sequence of N priority queue operations, at most O(N/M)
Flush, Fill, Merge, and Heapify operations are performed.

Proof. First observe that Merge operations are triggered only by Meld op-
erations involving two priority queues with external parts. The sequence of
Create and Meld operations defines a tree of priority queues. The leaves are
the priority queues created by Create operations. The internal nodes are the
ones created by Meld operations, with the children of a priority queue being
the two priority queues melded to produce it. Now consider the number of
Insert operations performed on each priority queue in this tree, and let the
weight of a priority queue be the total number of insertions performed on it and
its descendants. A priority queue can have an external part only if its weight
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is at least M . The heavy subtree defined by all priority queues of weight at
least M has no more than N/M leaves, as the sets of insertions defining their
weights are disjoint. Merge operations are involved only in the creation of
priority queues corresponding to nodes with two children in the heavy subtree.
Since this tree has at most N/M leaves, it has at most N/M − 1 such nodes,
that is, there are at most N/M − 1 Merge operations in total.

To bound the number of Heapify operations, we observe that they are
triggered only by Flush operations. Hence, it suffices to bound the number
of Flush operations. There are two Flush operations performed immediately
before merging two priority queues using a Merge operation. The total num-
ber of such Flush operations is at most 2N/M−2. All other Flush operations
are performed only on priority queues in the heavy subtree, as a result of In-
sert and DeleteMin operations performed on them. Since the creation of
a heavy priority queue initially stores the M/2 smallest elements in the I/D
buffer and every Flush/Fill combination restores the I/D buffer to this state,
we can charge the last M/2 Insert or DeleteMin operations for each Flush
operation we perform. Thus, if we perform X Insert and DeleteMin oper-
ations on heavy priority queues, the total number of Flush operations is at
most 2N/M − 2 + 2X/M . It is not hard to see, however, that X ≤ N , as the
number of insertions into a heavy priority queue equals the number of Insert
operations performed on it, plus the number of elements in its light children at
the time of its creation. Thus, each element is counted only once.

Finally, we need to bound the number of Fill operations. Following the
same argument as above, we perform at most 4N/M − 2 Fill operations trig-
gered by Insert, DeleteMin, or Merge operations. The other operations
that can trigger Fill operations are node splits, with one operation per split.
The standard analysis of (a, b)-trees cannot be used to obtain a bound on the
number of node splits, as we do not only create new leaves at the leaf level
but also join trees and create special leaves at higher levels of the tree. Since
every node split increases the total number of nodes in the trees representing
priority queues Q1, Q2, . . . , Qk, it suffices to argue that the total number of
nodes in these priority queues is O(N/M). Note, however, that regular leaves
are created only by Flush operations, of which there are at most N/M and
special leaves are created only by Merge operations, of which there are also at
most N/M . Since every internal node has degree at least two, their number is
bounded by the number of leaves and is, thus, O(N/M).

Lemma 13. The amortized cost per Flush, Fill, Merge or Heapify oper-
ation is O((M/B) logM/B(N/M)) I/Os.

Proof. A Flush operation creates a new leaf with at most M elements in it.
This costs O(M/B) I/Os and increases the potential of the priority queue by
O(M logM/B(N/M)). In addition, it may trigger up to one node split per level,
which leads to another potential increase by O(M logM/B(N/M)). Hence, the
amortized cost of this operation is O((M/B) logM/B(N/M)) I/Os.

A Fill operation has an amortized cost of zero, as movingM elements from
the children of a node v to v costs O(M/B) I/O’s but decreases the potential
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by one per moved element. Filling a buffer with less thanM elements still costs
O(M/B) I/Os. In this case, however, the number of exhausted nodes increases
by one, which decreases the potential by M .

A Merge operation has an amortized cost of O((M/B) logM/B(N/M)).
Indeed, it increases the number of tree nodes by one, thereby increasing the
potential by M . It may also cause one node split per level, leading to another
potential increase by O(M logM/B(N/M)), and it may unlabel up to one ex-
hausted node per level. Apart from that, the actual cost of the operation is
O((M/B) logM/B(N/M)) to collect the elements along the path from v to the
root in sorted order and store them in the buffer of the newly created leaf. The
potential of the elements in the priority queues does not increase. Indeed, we
store the same number of elements at every node along the path from v to the
root, and for every element stored in the buffer of the newly created special
leaf, we remove one element from the root of T2, which is at the same height.

A Heapify operation has an actual cost of O((M/B) logM/B(N/M)) and
does not alter the number of elements stored at the different nodes. Hence,
it does not change the potential of the data elements. It may, however, un-
label up to one exhausted node per level, leading to a potential increase of
O(M logM/B(N/M)).

Thus, to finish the proof, the only thing that is required is to show that
every element in the external part of the priority queue has a non-negative
potential. This is true if the height of the tree is O(logM/B(N/M)) and we
choose the constant c in an element’s potential appropriately. Note, however,
that there are O(N/M) regular leaves in the tree, every internal node has at
least M/(4B) children, and at most half of them are special leaves. (For every
special leaf a node gains as a child, it also gains a regular node. Node splits
can ensure that we keep these pairs of regular nodes and special leaves together
to maintain this charging argument.) Hence, the height of the tree is at most
logM/(8B) O(N/M) = O(logM/B(N/M)).

5.5 Flood Risk and Partial Flooding in Practice

We have implemented a subset of the theoretical algorithm described in this
chapter. To do this, we first use the TerraSTREAM software modules [34] to
compute the watersheds of elementary basins and tricklepaths of basin spill
points in O(sort(N)). Second, we use a practical version of the I/O-efficient
algorithm for batched union-find with set properties (described in Section 3.1)
to construct the merge tree J augmented with basin volumes, trickle paths
and watersheds in O(sort(N) log(NM )) I/Os. Third, we assume that |J| < M
and use the internal memory algorithm in Section 5.2.2 to compute the spill
time of basins. Finally, to compute the flooding time of every vertex in M
from the spill times of basins, we use the algorithm described in Section 5.3.
Under the assumption that |J| < M , all of these steps can be performed in
O(sort(N) log(NM )) I/Os.

We have done a nationwide analysis on a LIDAR point cloud of the country
of Denmark containing 26 billion points. This data set contains roughly 500
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(a) (b)

(c) (d)

Figure 5.9: The areas flooded (in blue) after (a) 10 millimeters of rain. (b)
30 millimeters of rain. (c) 50 millimeters of rain. (d) 100 millimeters of rain.
The yellow polygons are houses, white lines are roads and the shaded terrain is
shown in the background

million elementary basins which results in a join tree with roughly 1 billion
vertices. This is more than what will fit in the memory of most computers.
However, after partially flooding the terrain and removing all basins with a
volume less than 1m3 (refer to Section 3), there were roughly 25 million basins
left. Using this partially flooded terrain and the practical algorithm sketched
above, we have completed a nationwide flood risk analysis. Refer to Figure 5.9.

Once we have computed the spill time of all basins, we can use these to
partially flood the terrain removing all those basins that spill before some given
threshold time t. The resulting simplified terrain can then be used to extract
the river network as it looks at time t using existing flow modeling software.
Refer to Figure 5.10.



(a)

(b)

Figure 5.10: The areas flooded (blue regions), the watersheds (colored back-
ground) and the main flow paths (blue lines) after (a) 10 millimeters of rain.
(b) 100 millimeters of rain. The yellow polygons are houses, white lines are
roads and the shaded terrain is shown in the background
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Chapter 6
Maintaining Contour Trees

The surface of the earth is continuously changing as the result of both natural
processes and human activity such as erosion or construction of infrastructure.
Increasingly, this change is captured by terrain models due to technological
developments within remote sensing and unmanned aerial vehicles that enable
low cost, rapid and repeated mapping of the surface of the Earth. Also, users
of terrain models are increasingly editing the terrain models to adjust them for
specific applications. For example, when sampling the terrain elevation from
above, a bridge will appear as a dam in the terrain model. This is a problem
for many hydrological analysis applications since water actually flows under a
bridge. So the terrain model needs to be adjusted by removing these bridges and
allowing water to pass. Furthermore, users also increasingly wish to change the
terrain model to evaluate different scenarios, such as the consequence of a dike
breach on flood risk, or the visibility consequences of building a new building.

This development transforms the terrain model from a static to a dynamic
geometric object. As the terrain changes over time, any derived terrain analy-
sis becomes obsolete unless it is updated accordingly. The frequency of surface
updates and edits, as well as the size of surface representations, makes it very
tedious or even impossible to simply recompute information derived from the
terrain as updates appear. Even with the use of I/O-efficient algorithms, per-
forming any non-trivial analysis on massive terrain data such as the SRTM data
set can take several days.

Contour trees succinctly describe the topological complexity of the terrain
by representing the topological changes in the contours of a data set. The type
of topological information represented by the contour tree is an essential part of
the analysis algorithms presented in Chapters 3, 4 and 5, albeit sometimes in
the shape of the related topology tree (Chapter 4) or the join tree (Chapter 5).
There are many other applications of the contour tree within exploration, visu-
alization and analysis of spatial data sets. These applications include: speeding
up contour (or iso-surface) extraction [56], manipulating individual contours to
support exploratory visualization [31] and segmenting data for volume render-
ing [81].

In this chapter we will show how to efficiently update the contour tree as the
terrain varies over time. Since the contour tree is a widely used building block
in terrain applications and analysis algorithms, this provides an important step

87
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towards efficiently maintaining the output of these algorithms as the terrain
varies over time.

Previous work. The first efficient algorithm for constructing contour trees of
piecewise-linear height functions on R2 was given by Van Kreveld et al. [56] and
used O(N log(N)) time. This algorithm was later extended to R3 by Tarasov
and Vyalyi in [75], and to arbitrary dimensions by Carr et al. [30]. Algorithms
have also been presented for efficiently constructing Reeb Graphs [67], which
is a generalization of the contour tree to manifolds of any dimension. An I/O-
efficient algorithm for constructing contour trees of terrain representations that
does not fit in main memory, was given by Agarwal et al. [3].

Recently, there has been work on maintaining Reeb Graphs and Contour
Trees of time varying manifolds. Edelsbrunner et al. describe an algorithm for
maintaining the Reeb Graph of time varying 3-manifolds [40]. They show that
if h is a smooth function, then the combinatorial structure of the Reeb Graph
only changes in discrete events when (i) a critical point u becomes degenerate
(i.e. the Hessian at u becomes singular), or (ii) h(u) = h(v) for two saddle
points u and v and both u and v lie on the same contour. If h is a piece-wise
linear function, (i) corresponds to two adjacent vertices u and v of M with
h(u) = h(v), and (ii) corresponds to two saddle vertices lying on the same
contour. Edelsbrunner et al. maintain a set of certificates that fail only when
the combinatorial structure of the Reeb Graph changes. For every certificate
failure their algorithm requires O(n) time to restore the combinatorial struc-
ture, where n is the number of vertices in M. The data structure proposed by
Edelsbrunner et al. is offline, that is, it assumes that the entire data is known in
advance and a spatio-temporal triangulation is already constructed. This does
not fit into the KDS framework. Wang and Safa suggest an online algorithm
for maintaining contour trees of time varying piecewise linear 2-manifolds (e.g.
a terrain) [70]. This algorithm handles certificate failures in O(log(n)) time,
however, they need to process a much larger number of certificate failures since
a certificate fails each time any two vertices of M lie on the same contour. Their
algorithm also works for simple 3-manifolds where the Reeb Graph is a contour
tree.

Our results. We present a data structure for maintaining contour trees of
time varying terrains. The data structure processes events in O(log(n)) time
and events only occur as the height of two adjacent vertices in M becomes equal
or when two saddle vertices lie on the same contour as in [40]. Our structure is
significantly more responsive than the structure by Edelsbrunner et al., but to
achieve this we need to process internal events when the height of two adjacent
vertices in M becomes equal. Our structure is as responsive as the structure
by Wang and Safa and for most terrains it processes significantly fewer events.
However, in the worst case, the terrain contains Ω(N) saddle vertices in which
case both structures might need to process Ω(N2) events.

For simplicity, we focus the description of our data structure on the opera-
tion ChangeHeight(v, r) that change the height of v in M to r. Our approach
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Figure 6.1: (a-b) An example terrain depicted with contours through saddle
vertices and showing the critical vertices of the terrain. (c) The contour tree of
the terrain in (a).

easily generalizes to a setting where all of h varies. We provide a very detailed
description of the combinatorial changes that occur in T as the height of v
varies and how these changes relate to topological changes in h. Specifically,
we describe how the color of a contour on h transitions during combinatorial
changes in T. We show how our data structure can be used to maintain T un-
der an extended set of operations on M such as vertex insertion, vertex deletion
and edge flip. Finally, we show that our algorithm can be used to maintain
topological persistence pairs of h as h varies over time.

6.1 Contour Colors, Ascent and Descent Trees

Recall the definition of the contour tree from Chapter 2. In this chapter, we
assume that each vertex of the contour tree is labeled with the corresponding
critical vertex of M. The combinatorial description of the contour tree is the
set of vertices, their labels, and the set of edges. It will also be convenient to
think of the contour tree embedded in M, where the coordinates of a vertex of
the tree is the same as those of the corresponding vertex in M. With a slight
abuse of notation we do not distinguish between the combinatorial structure
and its embedding in 3D. Refer to Figure 6.1. To simplify the exposition in this
chapter, we will assume that h(u) 6= h(v) for vertices u, v ∈ V such that u 6= v.

A contour C of M` is called blue if points locally in the interior of C belong
to M<` and red otherwise. We associate a color with a positive (resp. negative)
saddle vertex given by the color of its unique down-contour (resp. up-contour).
Refer to Figure 6.2 to see the possible saddle colors.

Ascent and descent trees Consider the graph on the vertices of M given by
creating an edge (w, v) from each vertex v to a single vertex w in Lk−(v) unless
v is a minimum vertex, in which case no edge is created. This graph is then
a forest of trees rooted in the minimum vertices of M. We refer to these trees
as descent trees and denote the descent tree rooted in x as Π↓(x). Similarly,
we can define a forest of ascent trees given by creating the edge (v, w) from
every vertex v to a single vertex w in Lk+(v) unless v is a maximum, in which
case no connection is made. Each ascend tree is rooted in a maximum vertex y
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Figure 6.2: Saddle Types

and denoted Π↑(y). Note that both the descent tree forest and the ascent tree
forest partitions the vertices in M and that every vertex belongs to exactly one
descent tree and one ascent tree.

6.2 Continuous Height Change

Our algorithm maintains the contour tree T of M while allowing the height of
vertices in M to be changed. More formally, we support the ChangeHeight(v, r)
operation, that given a vertex v in M changes the height of v to r while up-
dating T to reflect any topological changes that might be caused by the height
change. Besides T, we also maintain a descent tree Π↓(x) for every minimum
x and an ascent tree Π↑(y) for every maximum y of M. These are auxiliary
structures that we later on will use to efficiently map between vertices of M
and leaves of T.

We process a ChangeHeight(v, r) operation as a continuous deformation
of M over time, that changes the height of v to r. During this continuous
deformation the combinatorial structure of T changes only at discrete time
instances, called events. For simplicity, we assume that no multiple saddle
vertex is created during this deformation.

Edelsbrunner et al. [40] showed that if h is a smooth function, then the
topology of T changes when (i) a critical point u becomes degenerate (i.e. the
Hessian at u becomes singular), or (ii) h(u) = h(v) for two saddle points u and
v and both u and v lie on the same contour. In either case, one of the edges
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of T is degenerate in the sense that the interval [h(u), h(v)] is a single point.
In our setting, where h is a piecewise-linear function, (i) corresponds to two
adjacent vertices u and v with h(u) = h(v) and one of them being a saddle and
the other an extremal vertex; (ii) corresponds to two saddle vertices lying on
the same contour. The former is called a birth or a death event and the latter
is called an interchange event.

Besides these two events, there is another event in the piecewise-linear case,
namely, a critical point shifts from one vertex to its neighbor — no new critical
points are created, none is destroyed, and the topology of T does not change.
Only the label of a node in T changes. We refer to this event as the shift event.
Finally, the ascent and descent trees also change at certain time instances, when
an oriented edge (u, v) will be replaced with another edge (u,w) or with the
edge (v, u). The birth, death, shift, and auxiliary events will be referred to as
local events because they only occur when the height of two adjacent vertices
becomes equal.

Before we describe the events in detail we introduce some notation. During
the deformation, we use ht : M → R to denote the height function at time t.
Note that during ChangeHeight(v, r), ht changes only for points in St(v).
If an event occurs at time t, then we refer to t− (resp. t+) as the time t − ε
(resp. t + ε) for some arbitrarily small ε > 0. We will use C−αβ (C+

αβ) to
refer to a contour that retracts to the interior of edge (α, β) in T at time t−
(t+). A contour through a critical vertex β at time t− (t+) will simply be
denoted C−β (C+

β ). If β is a saddle vertex then C−β (C+
β ) consists of two simple

polygonal cyclesK−αβ (K+
αβ) andK

−
ζβ (K+

ζβ), belonging to the equivalence classes
of contours corresponding to the edges (α, β) and (ζ, β) of T, respectively; β is
the only common point of K−αβ (K+

αβ) and K
−
ζβ (K+

ζβ).

6.2.1 Local events

Suppose a local event occurs at time t0 at which ht0(v) = ht0(u) where u is a
neighbor of v. For simplicity, we assume that ht−0 (v) < ht−0

(u) and ht+0
(v) >

ht+0
(u), i.e., the height of v is being raised. The other case when ht−0 (v) > ht−0

(u)
is symmetric, simply reverse the direction of time. In the following sections we
describe in detail the changes that occur to T during the three kinds of local
events. We assume the interval [t−0 , t

+
0 ] is sufficiently small so that there is no

vertex w 6= u, v whose height lies between those of u and v during this interval.

Auxiliary event An auxiliary event occurs at t0 if (v, u) is an edge in either
an ascent tree a descent tree.

First, suppose (v, u) is an edge of an ascent tree at t−0 . We remove the edge
(v, u). If v becomes a maximum vertex at t+0 , then v becomes the root of an
ascent tree; otherwise, we choose another vertex w from Lk+(v) and add the
edge (v, w). If u was a maximum at t−0 , i.e., u is the root of an ascent tree, then
we add the edge (u, v).

Next, suppose (v, u) is an edge in a descent tree at t−0 . We delete the edge
(v, u). If u becomes a minimum vertex at t+0 , u becomes the root of a descent
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Figure 6.3: Illustration of the change in the topology of the contour tree in
birth and death events

tree; otherwise we choose a vertex w from Lk−(u) and add the edge (w, u). If v
was a minimum vertex at t−0 , it is no longer a minimum at t+0 and we add the
edge (u, v).

Shift event A shift event occurs at t0 if one of u and v, say v, was a critical
vertex and other vertex, u, was a regular vertex at t−0 , and the critical vertex
shifts from v to u at t+0 . This event does not cause any change in the topology of
T but the node of T that was labeled v changes its label to u. If ht+0 (v) > ht−0

(v),
i.e., v is being raised then at time t+0 , ρ(v) lies on an edge of T whose lower
endpoint is u.

Birth/death event A birth event occurs at time t0 if both u and v were
regular vertices at t−0 , and they become critical vertices at t+0 . A death event
occurs when both u and v were critical vertices at t−0 and become regular vertices
at t+0 . See Figure 6.3 for the change in the topology of T. We now describe in
detail how T changes at a birth or a death event.

Birth event: If v is being raised, then there are two possibilities: (i) v
becomes a negative saddle and u a minimum, or (ii) v becomes a maximum and
u a positive saddle. Suppose ρ(u), ρ(v) lie on the edge (α, β) of T. Then we
split (α, β) into two edges by adding a node corresponding to the new saddle
and creating a new edge incident on this node whose other endpoint is a leaf.
In case (i), v is the node added on (α, β) and u is a new leaf, and in (ii) u is
the node on the edge (α, β) and v is the new leaf.

Death event: Again, if v is being raised, then there are two possibilities:
(i) v is a minimum and u a negative saddle at t−0 , and (ii) v is a positive saddle
and u a maximum at t−0 . In either case the edge (u, v) disappears from T at
t+0 . Two edges incident on this degree 2 vertex merge into a single edge.

Proof of correctness We now prove that whenever a local event occurs, then
either the topology of T changes because of a birth/death event or the label of
a node in T changes because of a shift event. There are three cases depending
on whether u is an extremal, saddle or a regular vertex at time t−0 .

(i) v is an extremal vertex at time t−0 . Since hh−0 (v) < hh−0
(u), v cannot be

a maximum at time t−0 , so assume that v is a minimum at t−0 . We observe
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that u also cannot be a maximum vertex because for any w ∈ Lk(v) ∪ Lk(u),
ht−0

(w) > ht−0
(v), and therefore ht−0 (w) > ht−0

(u). If u is a regular vertex at
time t−0 , then v is the only vertex in Lk−(u) at t−0 . At time t0 a shift event
occurs that shifts the minimum from v to u. At t+0 , v is a regular vertex with
Lk−(v) = u.

If u is a saddle vertex at time t−0 , then at time t0 a death event occurs such
that both v and u are regular vertices at time t+0 . See Figure 6.4 (a)

(ii) v is a regular vertex at time t−0 . If u is the only vertex in Lk+(v), then
v becomes a maximum vertex. If u is a maximum at t−0 , then a shift event
occurs at t0 and u becomes a regular vertex at t+0 , and if u is a regular vertex
at t−0 then a birth event occurs at t0 and u becomes a saddle vertex at t+0 ; see
Figure 6.4 (b) (Note that u cannot be a saddle vertex at t−0 because otherwise
u becomes a multiple saddle at t+0 .)

If Lk+(v) contains multiple vertices and u is an endpoint of Lk+(v) (degree
of u in Lk+(v) is 1), then v simply remains a regular vertex at t+0 and u switches
from Lk+(v) to Lk−(v). This does not cause T to change.

Finally, if u is a middle vertex in Lk+(v) (degree of u in Lk+(v) is 2), v
becomes a saddle vertex at time t+0 . If u is a regular vertex at time t−0 , a birth
event occurs at t0 that creates a minimum vertex at u at t+0 . If u is a saddle ver-
tex at time t−0 , then a shift event occurs at t0 and becomes a regular vertex at t+0 .

(iii) v is a saddle vertex at time t−0 . Note that since we assume that no multiple
saddles can be created during deformation, u can not be the middle vertex of
Lk+(v) at time t−0 . If u is the only vertex in Lk+(v), then v becomes a regular
vertex. If u is a regular vertex at t−0 , then a shift event occurs at t0 and u
becomes a saddle vertex at t+0 , and if u is a maximum vertex at t−0 then a death
event occurs at t0 and u becomes a regular vertex at t+0 ; see Figure 6.4 (c).
(Note that u cannot be a saddle vertex at t−0 because otherwise u becomes a
multiple saddle at t+0 .)

Finally, If u is an endpoint of Lk+(v) neither v nor u changes vertex type.

6.2.2 Interchange events

An interchange event occurs at time t0 if there are two saddle vertices α, β such
that ht0(α) = ht0(β) and both α and β lie on the same contour, i.e., ρ(α) = ρ(β)
at time t0. There are four cases depending on whether α and β are positive or
negative saddles. Suppose ht−0 (α) < ht−0

(β). Without loss of generality assume
that α is a negative saddle. The other case, when α is positive can be reduced
to this case by reversing the z-axis and/or time axis; see below. Then there
are two cases: (i) α is negative and β is positive , and (ii) both α and β are
negative saddles. We refer to them as mixed and negative interchange events.
We describe these events and their effect on T in detail in the following sections,
but first we introduce some notation.

At time t−0 all contours in the equivalence class (α, β) are combinatorially
identical because no vertex of M retracts to the interior of the edge (α, β) of T.
With a small abuse of notation, we will therefore simply refer to all contours
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Shift event Birth / Death event
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v u v u
birth

death

(b) v u v u

shift
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v u v u

(c) v u v u

shift

v u v u
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Figure 6.4: Illustration of local events. (a) is when v is a minimum vertex.
(b) is when v is a regular vertex. (c) is when v is a saddle vertex. Hollow
vertices has height higher than both u and v and similarly filled vertices has
lower height. In all examples v is raised i.e. h(v) < h(u) before the event and
h(v) > h(u) after the event.

in (α, β) as the contour C− without specifying a certain level of the contour.
Similarly, at time t+0 all contours in (β, α) are combinatorially identical, we refer
to these as C+. We label the vertices of C− (C+) that lie on edges incident to
α (resp. β) with α (resp. β).

Mixed interchange event

We first consider the case when α is negative and β is positive. We assume that
the edge (α, β) is blue at t−0 , so both α and β are blue at t−0 . The case when
(α, β) is red reduces to this case by reversing the direction of the z-axis. Let ξ
and η be the two down neighbors of α and ζ, ω the up neighbors of β at time
t−0 . Both (ξ, α) and (η, α) are blue edges. Assume without loss of generality
that the edge (β, ζ) is blue and (β, ω) is red i.e. the up-contours C−βω of β is
red and the up-contour C−βζ of β is blue. Refer to Figure 6.6.

Since α is a negative saddle and β is positive, the vertices of C− labeled with
α form two intervals that are connected and non-adjacent in C−. The same
is true for vertices labeled β (C− intersects both components of Lk+(α) and
Lk−(β)). Since β is the only vertex between C− and the up-contours C−βζ , C

−
βω

of β, all vertices of C− are either interior to an edge in E(C−βζ), labelled with
β or interior to an edge in E(C−βω). We mark the portion of C− that intersects
E(C−βω) red and the portion that intersects E(C−βζ) blue according to the color of
the contours C−βω and C−βζ , respectively. Refer to Figure 6.5. Similarly, let C−ξα
and C−ηα be the down-contours of α, then all vertices of C− are either interior
to an edge in E(C−ξα), labelled with α or interior to an edge in E(C−ηα). There
are three types of mixed interchange events depending on the relative positions
of the vertices marked α and those marked β in C−. See Figure 6.5.
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Figure 6.5: Illustration of the possible colorings of C− for mixed interchange
events. Showing the negative saddle α and possitive saddle β. Red (blue)
contour vertices represent the vertices marked with α (resp. β). Hollow vertices
of M has height higher than both α and β and similarly filled vertices has lower
height. (a) Contour vertices marked α and β are interleaved along C−. (b)
Contour vertices marked α lie in the blue part of C−. (c) Contour vertices
marked β lie in the red part of C−.

(i) A sign-interchange when vertices marked α and those marked β in C− are
interleaved (vertices marked α intersect both E(C−βζ) and E(C−βω)).

(ii) A blue event when vertices marked α lie in the blue portion of C− (vertices
marked α intersect E(C−βζ)).

(iii) A red event when vertices marked α lie in the red portion of C− (vertices
marked α intersect E(C−βω)).

In case (ii) and (iii), without loss of generality assume that the vertices
labeled β intersect E(C−ηα). The following lemma then characterizes the change
of T at a mixed interchange event.

Lemma 14. Assuming that the edge (α, β) is blue at t−0 and α lying below β
at t−0 , the following change occurs in T at t0:

(i) At a sign-interchange event, the topology of T does not change. The only
change is that the label α and β of T get swapped, so α becomes a positive
(resp. negative) saddle at t+0 . See Figure 6.6 (a).

(ii) At a blue event, the signs of α and β do not change, and the color of (α, β)
remains blue. At time t+0 , η is the down neighbor of β, α and ω are the up
neighbors of β, ξ and β are down neighbors of α, and ζ is the up neighbor of
α. See Figure 6.6 (b).

(iii) At a red event, the signs of α and β do not change but the edge (α, β)
becomes red and so does the saddle α; β remains a blue positive saddle. Fur-
thermore, η is down neighbor of β, α and ζ are the up neighbors of β, ξ and
β are down neighbors of α, and ω is the up neighbor of α. See Figure 6.6 (c).

Proof. We prove the case (i) in detail and sketch the proof for the other two
cases, as the argument is similar to case (i).

Consider the sign-interchange event. Let C−ξα, C−ηα and C−βζ , C
−
βω be the

the down-contours of α and the up-contours of β at time t−0 , respectively. Let
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θdown = ht−0
(α)− ε and θup = ht−0

(β) + ε be the level of the down-contours and
up-contours, respectively. Assume that θup > ht+0

(α).
First we fix the time t−0 and consider the contour C− as we decrease the

level towards ht−0 (α). The vertices of C− marked α converge to α of M, and we
obtain C−α . Since the vertices marked α and β in C− are interleaved, each K−ξα
and K−ηα contains an interval where the vertices are marked β and therefore so
does C−ξα and C−ηα. Similarly, C−βζ and C−βω each contain an interval where the
vertices are marked α. Refer to Figure 6.7(a).

Next we fix the height θdown and θup and move forward in time. As time
moves towards t+0 , C

−
ξα, C−ηα, C

−
βζ and C−βω continuously deforms but no topo-

logical changes occur to the contours. Let Hξα : R2 × [t−0 ; t+0 ] → R2 represent
the continuous deformation of C−ξα. For brevity of description we will simply
refer to Hξα(C−ξα, t

+
0 ) as H(C−ξα). Similarly for H(C−ηα), H(C−βζ) and H(C−βω).

Note that E(C−ξα) = E(H(C−ξα)), E(C−ηα) = E(H(C−ηα)), E(C−βζ) = E(H(C−βζ))
and E(C−βω) = E(H(C−βω)). Refer to Figure 6.7(b).

Now we fix the time to t+0 and increase the height from θdown and mon-
itor how the contours H(C−ξα) and H(C−ηα) deform. Recall that ht+0 (β) <

ht+0
(α), so as we increase the height, we first encounter β and the vertices

of H(C−ξα), H(C−ηα) marked β converge to the vertex β of M. Hence, β is now
a negative saddle. Since both H(C−ξα), H(C−ηα) are blue, so is the saddle β at
t+0 . The up-contour C+ of β at time t+0 is therefore a blue contour such that
E(C+) contains all edges of E(H(C−ξα)) ∪ E(H(C−ηα)) that are not incident on
β. If we continue to increase the height, the vertices of C+ marked α converge
to α as we reach ht+0

(α), and it splits into two contours at α. Since C+ was
a blue contour, α is now a blue positive saddle. The up-contours of α at time
t+0 will be H(C−βζ) and H(C−βω), so ζ and ω will be up-neighbors of α. Refer to
Figure 6.7(b).This completes the proof of the first part of the lemma.

Next if the vertices marked α and β are not interleaved in C−, then by
our assumption the vertices marked β only intersect E(H(C−ηα)). Hence, as
we increase the height from θdown to ht+0 (β), the vertices marked β in H(C−ηα)
converge to the vertex β of M and H(C−ηα) splits into two contours at β. Note
that as we increase the height H(C−ξα) also deforms but does not meet β, as it
has no vertices marked β. Hence β is a blue positive saddle, with η as the down
neighbor of β. Let C+

β be the contour passing through β at time t+0 .
If the blue event occurs, then vertices marked α are contained in edges of

E(H(C−βζ)). We can divide C+
β into two cycles K+

βω, K
+
βα of vertices intersecting

E(H(C−βω)) and E(H(C−βζ)), respectively. As we increase the height to ht+0 (α),
the vertices marked α in C+ and H(C−ξα) converge to α, and the two contours
merge into a single contour C+

α at α. Since the color of bothH(C+) andH(C−ξα)
is blue, α remains a blue negative saddle. The up-contour of α at time t+0 is
H(C−βζ) and the contour H(C−βω) remains an up-contour of β. This proves part
(ii) of the lemma.

The proof for the third case is symmetric and omitted from here.
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Figure 6.6: Illustration of topological changes inM` and contour tree transitions
during mixed interchange events. Dashed contour lines are contours at the
height of α and solid contour lines are contours at the height of β. (a) Illustrates
a sign change event. (b) Illustrates a blue event. (c) Illustrates a red event.

The above lemma characterizes the changes in the contour tree at a mixed
interchange event under the assumption that α was a blue negative saddle at
t−0 . As mentioned above, the other cases can be reduced to the above case. In
particular, if at time t−0 , α is a red negative saddle, reverse the direction of the
z-axis; if α is a blue positive saddle, reverse the direction of time; and if α is red
positive saddle, then reverse the direction of time as well as that of the z-axis.

Negative interchange event

Let ξ, η be the two down neighbors of α at t−0 , and let ζ be the other down
neighbor of β (α is a down neighbor of β at t−0 ). See Figure 6.9. The change in
topology of T at a negative interchange event is similar to performing a rotation
at node β. That is, α becomes the upper endpoint and β the lower endpoint
of the edge (α, β) at time t+0 , and one of the down subtrees of α (rooted in ξ
and η) becomes a down subtree of β. Next we describe the change of T in more
detail, and also argue why our analysis is correct.

Let C−ξα and C−ηα be the down-contours of α. Since both α and β are negative
sadles, the vertices of C− labeled with α form two connected components, and
the vertices labeled with β form a single connected component (C− intersects
both components of Lk+(α) but only a single component of Lk−(β)). Since α
is the only vertex between C− and the down-contours of α, all vertices of C−
are either interior to an edge in E(C−ξα), labelled with α or interior to an edge
in E(C−ηα). Since we assume the absence of multiple saddles, the vertices of C−
labelled with β can not intersect both E(C−ξα) and E(C−ηα).

Lemma 15. If the vertices of C− marked β are interior to E(C−ηα), then at
time t+0 , η becomes a down neighbor of β, ζ the other down neighbor of β, and
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Figure 6.7: Illustration of sign change event. The vertices marked α are illus-
trated as red vertices and the vertices marked β as blue vertices.

ξ and β becomes the down neighbor of α.

Proof. Let θ = ht−0
(α) − ε be the level of down-contours C−ξα and C−ηα, and let

C−ζβ be the contour at level θ along (ζ, β). We fix the height at θ and go forward
in time. As time moves towards t+0 , C

−
ξα, C−ηα and C−ζβ continuously deforms,

but no topological changes occur to these contours. LetHξα : R2×[t−0 ; t+0 ]→ R2

represent the continuous deformation of C−ξα. For brevity of description we will
simply refer to Hξα(C−ξα, t

+
0 ) as H(C−ξα). Similarly for H(C−ηα) and H(C−ζβ).

Assume that the vertices of C− marked β are interior to E(C−ηα) then C−ηα and
C−ζβ have vertices marked β; and C−ξα, and C−ηα have vertices marked α. Note
that E(C−ξα) = E(H(C−ξα)), E(C−ηα) = E(H(C−ηα)) and E(C−ζβ) = E(H(C−ζβ)).

We now fix time at t+0 . Recall that θ < ht+0
(β) < ht+0

(α). As we increase the
height from θ to ht+0 (β), the vertices marked β in H(C−ηα) and H(C−ζβ) converge
to β, and thus H(C−ηα) and H(C−ζβ) merge into a single contour C+ at β. Thus
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Figure 6.8: Illustration of blue event. The vertices marked α are illustrated as
red vertices and the vertices marked β as blue vertices.

β is a negative saddle and has η and ζ as its down neighbors.
Next, we increase the height from ht+0

(β) to ht+0 (α). The merged contour
C+, contains vertices marked α and so does the contour H(C−ξα). Hence as
the height reaches ht+0 (α), the vertices marked α in H(C−ξα) and C+ converge
to α. Hence at time t+0 , α is a negative saddle with β and ξ as its two down
neighbors. This completes the proof of the lemma.

Next, we analyze the change in colors of α and β at the above event. There
are three cases depending on the colors of α and β at time t−0 .

First, assume that β is blue at t−0 , then α is also blue at t−0 , and so are the
cycles K−αβ,K

−
ζβ,K

−
ξα,K

−
ηβ. See Figure 6.9 (a). Moreover, K−αβ,K

−
ζβ lie in the

exterior of each other and so do K−ξα and K−ηα. Consequently C−ξ , C−η , C
−
ζ lie

in the exterior of each other, and the same holds for C+
ξ , C

+
η , and C+

ζ . We can
now conclude that α and β remain blue negative saddles at time t+0 .
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Figure 6.9: Illustration of topological changes inM` and contour tree transitions
during negative interchange events. Dashed lines are contours at the height of
α and solid lines are contours at the height of β. (a) is when Kβ is blue. (b)
and (c) are when Kβ is red.

Next, assume that β is red at t−0 . Then one of (α, β) or (ζ, β) is red and
the other is blue. We assume that (α, β) is red; we will argue below that the
other case can be reduced to this case. In this case K−ζβ lies in the interior of
the cycle K−αβ; see Figure 6.9 (b), (c). If α is red, then one of (ξ, α) and (η, α)
is red and the other is blue. First assume that (η, α) is red at t−0 . So K−ξα lies
in the interior of K−ηα: see Figure 6.9 (b). Hence C−η contains both C−ξ and
C−ζ in its interior. Therefore at time t0, the contour Kα=β passing through α
and β consists of three cycles Kξα,Kηα, and Kζβ — Kηα containing both Kξα

and Kζβ at α and β, respectively. At time t+0 , both α and β remain red. See
Figure 6.9 (b).

Finally, consider the case when (ξ, α) is red and (η, α) is blue. In this case,
K−ξα contains K−ηα in its interior. At time t0, Cα=β consists of three cycles
Kξα,Kηα, and Kζβ — Kξα containing both Kηα and Kζβ in its interior with
Kξα touching Kηα at α and Kηα touching Kζβ at β. At time t+0 , α remains red
but β becomes blue. See Figure 6.9 (c).

We conclude this case by noticing that the case when α is blue can be
reduced to the third case above by reversing the direction of time. Refer to
Figure 6.9 (c).

6.3 Event Handling

In this section we describe how to efficiently maintain T of M under the events
described in the previous section. We first describe the data structure used to
represent the contour, ascent and descent trees of M. Second, we describe the
mechanisms that we use to repair this structure for each event. Finally, we will
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Figure 6.10: (a) Illustrates the subdivision of the terrain represented by the
descend tree forest. (b) Illustrates the subdivision of the terrain represented
by the ascend tree forest. (c) Our data structure consists of the contour tree
connected with descent trees at minimum vertices and with ascend trees at
maximum vertices.

describe how each event is detected during a ChangeHeight(v, r) operation.

6.3.1 Data Structure

Our data structure represents both the contour, ascent and descent trees of
M as link-cut trees [73] that allow for efficiently maintaining a dynamic forrest
F . Specifically, for v and w in F the link(v, w) operation connects the trees
containing v and w by inserting the edge (v, w), the cut(v, w) operation splits
the tree containing v and w by removing the edge (v, w), the evert(v) operation
makes v the root of the tree containing v, and the root(v) operation queries for
the root of the tree containing v. All operations require O(log(n)) time where
n is the size of the forrest. Furthermore, if every edge of F is associated with a
cost, we can evaluate functions on root-to-leaf paths finding e.g. the minimum
cost along the path in O(log(n)) time. If the costs along a root-to-leaf path in
F are decreasing we can also search for edges with a given cost along the path
in O(log(n)) time.

We augment the vertices of M with pointers to their corresponding instances
in both the ascent and descent tree forest. Also, we augment each critical
vertex in M with a pointer to its corresponding vertex in T. Finally, for each
vertex v in M we conceptually order the vertices in Lk(v) clockwise around
v and maintain a link pointer to the start and end vertex of each connected
component of Lk−(v) and Lk+(v).

Our datastructure links the root x of the descent tree Π↓(x) and the root
y of the ascent tree Π↑(y) to their corresponding leafs in T. Conceptually we
have the ascent and descent tree regions of M hanging of the leafs of T. Refer
to Figure 6.10. Consider the operation FindEdge(v) that given a vertex v in
M returns the edge (α, β) of T containing ρ(v). Our structure easily supports
this operation in O(log(n)) time. Assume that v belongs to Π↓(x) and Π↑(y)
we compute (α, β) by retrieving leafs x and y of T, rooting T in y and finally
searching for (α, β) on the root-to-leaf path from y to x.
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6.3.2 Repair Mechanisms

Based on the description in Section 6.2 of events and the changes they cause in
the contour tree and ascent/descent trees of M, we will now go through each
event type and show how to efficiently repair our data structure. Note that if
multiple events occur at the same time (e.g. birth and auxiliary events), we
always handle auxiliary events after other events.

Auxiliary event Consider an auxiliary event that occurs on edge (v, u) in
descent tree Π↓(x), we need to cut the subtree rooted in u from Π↓(x) and
potentially link the subtree to some other descent tree containing vertex w in
Lk−(u). Since the descent tree is represented as a dynamic tree and since v
points to its instance in Π↓(x), this is easily done using O(log(n)) time. This
is similar for auxiliary events that occur on ascent trees.

During an auxiliary event we might also need to update link pointers in
v and u. The links change as described in the correctness proof in Section
6.2.1 and since there are only a constant number of link pointers, these can
straightforwardly be updated in O(1) time using the clockwise ordering of Lk(v)
and Lk(u).

Shift event Consider a shift event that shifts a critical vertex between v and
u. In this case we simply update our data structure by switching the labels of v
and u in T and the ascent/descent trees containing u and v. This can be done
in O(1) time since each vertex of M points to its instance in ascent/descent
trees of M and every critical vertex of M points to its corresponding vertex in
T of M.

Birth/death event Consider a birth event where both u and v were regular
vertices before the event and become critical vertices after the event. Before
the event both ρ(u) and ρ(v) lie on the same edge (α, β) of T. The event splits
(α, β) into two by adding a new saddle node to T and creating an edge incident
on this node whose other endpoint is a leaf. Recall Figure 6.3. Performing these
changes on T is trivial once we know (α, β) and we can simply use FindEdge(v)
to retrieve (α, β) in O(log(n)) time. Handling death events is trivial since u and
v are critical vertices with pointers to T, thus it simply corresponds to removing
a leaf edge of T.

Mixed interchange event Consider a mixed interchange event where a neg-
ative saddle vertex α is raised above a positive saddle β as described in Section
6.2.2. From Lemma 14, we get a complete description of the changes that occur
to T for each type of mixed interchange event, making these changes to our
representation of T is trivial, so what remains is to detect which kind of event
that takes place at time t0. Recall that at time t−0 the vertices along C− marked
with β lie in two disjoint intervals. Removing these vertices from C− divides the
contour into two chains; One consisting of vertices interior to edges in E(C−βζ)
and one consisting of vertices interior to edges in E(C−βω). From Section 6.2.2
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we get that a sign-interchange event occurs at time t0 if vertices of C− marked
α belong both to edges in E(C−βζ) and E(C−βω); A blue event occurs at time t0
if vertices of C− marked α belong to E(C−βζ); A red event occurs at time t0 if
vertices of C− marked α belong to E(C−βω).

Note that an interval of C− marked α intersects edges of M that are incident
to vertices in the same connected component of Lk+(α). Therefore to determine
whether this interval belong to E(C−βζ) or E(C−βω), we can select a vertex vi in the
corresponding component of Lk+(α), and determine whether the edge (α, vi)
belong to E(C−βζ) or E(C−βω). The edge (α, vi) belongs to E(C−βζ) if and only if
there exists an ascending path from vi that ends in a maximum vertex of M
corresponding to a leaf node in the up subtree Tζ of T rooted in ζ. Let yi be the
maximum vertex of M such that vi belongs to Π↑(yi), we check that yi belongs
to Tζ , by simply determining whether the path from α to yi in T goes through
ζ. Given vi our algorithm retrieves yi as the root of the dynamic tree Π↑(yi) in
O(log(n)) time. We then root T in α and test whether the first vertex on the
root-to-leaf path from α to yi is ζ. This is straightforward to in O(log(n)) time
using standard dynamic tree operations.

Negative Interchange Event Consider a negative interchange event where
a negative saddle vertex α is raised above a negative saddle β. As shown in
Section 6.2.2 there is only one kind of topological change that can occur to T
during this event and this change corresponds to performing a rotation at node
β. According to Lemma 15 we can determine which down subtree of α becomes
the down subtree of β after the rotation, by determining whether vertices along
C− marked β are within E(C−αξ) or E(C−αη). We omit the details of this algorithm
since it is similar to the algorithm for handling mixed interchange events except
that we use the descent trees of M instead of the ascent trees.

6.3.3 Event Detection

Let X contain the set of vertices in Lk+(v) as well as the upper node of every
edge e in T whose lower node is v if v is a saddle vertex. From the event
description in Section 6.2, we know that as we raise v the next event happens
as h(v) becomes equal to h(u) for some u in X. To detect the next event, we
maintain a priority queue of vertices in X with their height as priority, and
simply retrieve the minimum priority event. If v and u are saddle vertices then
an interchange event occurs otherwise a local event occurs. As described in
Section 6.2.1, we distinguish between shift, birth and death events by looking
at how u and v change from regular to critical vertex or vice versa during the
event. Both before and after an event, we can determine whether u and v are
critical or regular in O(1) time using their link pointers. As also described in
Section 6.2.1, an auxiliary event can be detected by simply examining whether
(v, u) is in either the ascent tree pointed to by v or the descent tree pointed to
by u.

If an interchange event occurs the endpoints of the edges containing v
changes which requires the priority queue to be updated accordingly. Simi-
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Figure 6.11: Updating M. (a) Inserting/deleting vertex v, (b) inserting v on an
edge e and flipping edge e = v1v2.

larly, if a birth or death event occurs the edges of T change locally around v
and u, and the priority queue needs to be updated accordingly.

6.4 Extensions and Applications

In this section we describe how our data structure can be extended to support
a range of other triangulation update operations besides ChangeHeight(v, r).
We also describe how the data structure can be extended to maintain T as the
entire mesh varies over time. Finally, we show how the data structure can be
used to maintain persistence pairs of h as it varies over time.

6.4.1 High-level operations

We describe high-level operations to update the triangulation M. In particular
we show how to insert and delete vertices and how to perform edge flips. These
operations are sufficient for supporting a wide number of important algorithms
including e.g. algorithms for maintaining constrained delaynay triangulations.

Insert vertex The Insert(v, r) operation inserts vertex v ∈ R2 − V with
height r ∈ R into M. If v is not on an edge of M it is contained in a triangle
t ∈ F with vertices v1, v2 and v3. We first insert v in M by connecting it to
v1, v2 and v3, creating three new triangles and removing t. Initially we set
the height of v to the elevation of M at v (given by linear interpolation on
the vertices of t). Note that no point on M changes height as a result of this
update, and thus T does not change and neither does any existing link pointers.
To update the descent tree forest of M, we select a vertex u in Lk−(v). Assume
that u belongs to Π↓(x). We then create a descent tree vertex representing v
and make it the child of u in Π↓(x). Updating the ascent tree forest is similar.
Link pointers from v are created by looking at vertices in Lk(v) consisting of the
three vertices of t. Finally we invoke ChangeHeight(v, r) to set the elevation
of v correctly. Note that this works on the unbounded face as well, by fixing the
elevation of v∞ appropriately. A similar procedure to the above is used when
v lies in the interior of an edge e = v1v2 of M. Let v3 and v4 be the vertices
opposite e in M, refer to Figure 6.11(b). In this case we need to add edges vv3
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and vv4 to M and update the data structure in a way that is similar to what is
described above.

Delete vertex The Delete(v) operation deletes vertex v ∈ V from M where
v 6= v∞. We assume that |Lk(v)| = 3. Let Lk(v) = {v1, v2, v3} and set r to the
height of the triangle t = v1v2v3 at v, found by linear interpolation. We first
invoke ChangeHeight(v, r) to ensure that v lies in the plane of t. This implies
that v is not a critical vertex of M and that we can remove v wthout affecting
the height of any point on M, and therefore also without affecting T. Then we
simply remove v from M along with edges vv1, vv2 and vv3 and their associated
faces. Assume v belongs to Π↓(x), the neighbors of v in Π↓(x) either belong
to Lk−(v) or Lk+(v). We simply update Π↓(x) by removing v and connecting
neighbors in Lk+(v) to a neighbor in Lk−(v). Since v is not a minima Lk−(v)
is always nonempty. The ascent tree containing v is updated in a similar way.
If either one of v1, v2 or v3 has a lower link pointer to v, we simply replace this
pointer with the lower link pointer of v. Upper link pointers are updated in a
similar way. Similarly to the Insert operation, Delete(v) works if v is on the
boundary of M, i.e. when v is adjacent to v∞.

Edge Flip The EdgeFlip(e) operation flips an edge e = u1u2 ∈ E of M,
where u1, u2 6= v∞. Let v3 and v4 be the vertices opposite e in M, refer to
Figure 6.11(b). If the quadrilateral v1v2v3v4 is not convex, the operation is
undefined. The edge flip is accomplished by first invoking Insert(v, r) where
v is the intersection of e and the line segment v3v4 and r is found by linear
interpolation at v across v3v4. We can then delete vertex v using a slightly
modified version of the Delete(v) operation: instead of deleting edge v3v and
vv4 we merge them to create one big edge e′ = v3v4. Due to the selection of r,
this does not affect the height of any point on M. Similarly to the above two
operations, the edge flip can be made to work if v3 or v4 is v∞.

6.4.2 Deforming the entire mesh

Our data structure easily extends to maintaining T as the entire mesh varies
over time since the topology changing events and the way these are handled
will be the same. Instead of maintaining certificates involving only a single
vertex v of M, we maintain a certificate for every edge (v, u) of M that fail as
h(v) = h(u), and a certificate for every edge (α, β) that fail as h(α) = h(β).

6.4.3 Maintaining topological persistence

In the following sections, we will first describe the notion of join and split trees
and how these can be maintained during a ChangeHeight(v, r) operation, and
then we will show how topological persistence pairs can be maintained using
join and split trees.
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Join and split tree

As described the contour tree of M encodes the topological changes in M` as we
increase ` from −∞ to ∞. The join tree encodes a subset of these changes i.e.
the topological changes in M<` that occur as components in M<` are created at
minimum vertices of M and merged at negative saddle vertices of M. Similarly,
the split tree encodes the subset of topological changes in M>`. As a result the
events that occur on the merge and split tree of M from a ChangeHeight
operation are a subset of the events that occur on the contour tree. For example,
the events that occur on the join tree are the events that involve the minima
and negative saddle vertices of M i.e. the negative interchange events, sign
change events and a subset of the local events. The algorithm described above
can therefore also be used to maintain the merge and split tree of M the only
difference being the reduced set of events. Note that to actually detect sign
change events we need to maintain T simultanously with J or augment the
positive saddle vertices of M to the edges of J.

Topological persistence pairs

Consider the join tree J of M and let α be a negative saddle in J. Let J′ and J′′

be the subtrees of J rooted in the children of α and let x and y be the lowest
minimum nodes of J′ and J′′, respectively. Assume that h(x) > h(y), then α and
x is a persistence pair. We represent the persistence pair with pointers between
α and x. This extra information in J is straightforward to maintain during the
merge tree events described above. However, an additional event is required to
maintain the pointers. This event occurs when ht0(x) = ht0(y) of two minimum
vertices x and y. Assume without loss of generality that ht−0 (x) < ht−0

(y), then
nothing happens unless the least common ancestor LCA(x, y) of x and y in J

stores a pointer to y. If this is the case we must update LCA(x, y) and any
direct ancestor that also points to x. If the merge tree is represented as a
dynamic tree, then this is straightforward to do in O(log(n)) time.
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