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Abstract
Tim Berners-Lee envisioned that computers will behave as agents of
humans on the World Wide Web, where they will retrieve, extract,
and interact with information from the World Wide Web. A step
towards this vision is to make computers capable of extracting this
information in a reliable and consistent way. In this dissertation
we study steps towards this vision by showing techniques for the
specification, the verification and the evaluation of the consistency
of information in the World Wide Web.
We show how to detect certain classes of errors in a specification
of information, and we show how to improve the effectiveness of the
specification by including additional properties of the information.
We show how to efficiently verify a specification of information
in data stores underlying large-scale web sites.
Finally we have surveyed the evaluation data used in approaches
on extracting information from the World Wide Web, in order to
help perform consistent evaluations of web extraction techniques.
These contributions are steps towards having computers reliable
and consistently extract information from the World Wide Web,
which in turn are steps towards achieving Tim Berners-Lee’s vision.
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Resumé
Tim Berners-Lee forudser at computere vil opføre sig som agenter
for mennesker på World Wide Web, hvor de vil hente, udtrække,
og interagere med information fra World Wide Web. Et skridt mod
denne vision er at gøre computere i stand til at udtrække denne information på en pålidelig og sammenhængende måde. Vi studerer i
denne afhandling, skridt mod denne vision ved at vise teknikker for
specifikationen, verifikationen, og evalueringen af sammenhængigheden af information i World Wide Web.
Vi viser hvordan særlige fejlklasser detekteres i en informationsspecifikation og vi viser hvordan effektiviteten af specifikationen
forbedres, ved at inkludere yderligere egenskaber af informationen.
Vi viser hvordan en informationsspecifikation effektivt verificeres i data lagre som understøtter meget store hjemesider.
Til slut har vi kortlagt evalueringsdata brugt i tilgange til at
udtrække information fra World Wide Web, for at hjælpe med at
udføre sammenhængende evalueringer af udtrækningsteknikker.
Disse bidrag er skridt mod at have computere udtrække pålidelig
og sammenhængende information fra World Wide Web, hvilket
generelt er skridt mod at opnå Tim Berners-Lees vision.
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Overview

Chapter

Introduction
More than twenty years ago Tim Berners-Lee envisioned and developed the World Wide Web (WWW) as a decentralized document
system. These web documents contains information of arbitrary
form, e.g., images, videos, audio files in addition to plain text files
and they could be generated dynamically. Any person can make
documents available on the WWW and any person can retrieve and
read available documents. Tim Berners-Lee also envisioned computers to be able to automatically retrieve and extract information
from the documents, and thereby act upon this information. The
grand vision was to have computers behave as agents of humans
on the WWW [Berners-Lee and Fischetti, 1999].
While the first part of the vision is fulfilled, the second part
is still far from trivial to achieve. This dissertation presents four
research contributions in three distinct areas of the WWW, that
employ a broad range of techniques (e.g., formal treatment by hand
and in a theorem prover, prototype implementations in Java and
C++, and statistical analysis) for steps towards achieving the vision. We discuss these three areas and the research contributions
(denoted by a, b, c, and d) in the following
The first area, where we have two contributions is that of reliable extracting consistent information from web documents. Before describing the contribution we will briefly discuss the challenges of the area. The key problems in this area are that the
web documents are highly volatile, and without a universally accepted machine-understandable schema. However, this problem do
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not imply that a computer program cannot extract and act upon
information in the documents, only that the program must resort
to ad-hoc techniques for doing so. In turn, employing an ad-hoc
technique means the program is susceptible to the form of the document, which is solely governed by the author of the document
(naturally within the bounds of the format of the information, e.g.,
the HTML standard). The extraction programs typically use internal structure in the document to extract the desired information,
but as the structure may change over time the program may at
a point not extract any information from the document. Possible
worse, the program retrieves and extracts the wrong information,
which for some domains (e.g., financial systems) are very troublesome. In other words, it is a non-trivial task to create a program
that always extracts the expected information from a document
on the WWW and hence we can not expect the result of such a
program to be completely consistent. But we can employ verification techniques that checks whether the extracted information
possesses the “correct” characteristics, to increase the confidence
of the extracted information. The characteristics are captured by
 a consistency specification1 that is the set of required properties of
the information, and it allows to verify whether some information
has the required properties or not. We have two contributions in
this area: a) We study how to detect certain classes of errors in a
consistency specification and thereby help the programmer in creating it. This study is briefly described in Section 3.6 and with
all details in the publication in Chapter 7, submitted along with
this dissertation. b) Furthermore, we study what properties, e.g.,
structural or textual, of the information to rely on, in order to
detect incorrect results and we show how to add such verification
to existing programs extracting information. This study is briefly
described in Section 3.7 and with full details in the publication in
Chapter 8, submitted along with this dissertation.
The second area is that of data stores underlying large-scale
web sites. The information used to generate the dynamic web documents are typically stored in databases and in the last decade
new types of databases have emerged to store this information.
Compared to the conventional databases, e.g., relational databases,
1 A note on formatting: the defining occurrence of a concept is marked by
a diamond in the margin.

1.1. Outline
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the new types are more scalable and have higher performance on
large information sets. But the new types do not offer the same
mechanisms for ensuring consistent information as conventional
databases, which includes mechanisms for ensuring consistency.
This implies that the responsibility of ensuring consistent data efficiently is in the hands of the programmer. The shift of responsibilities lies a heavy burden on the programmer as a slow verification
process slows down the whole system down. c) Our contribution to
this area is a technique that efficiently verifies such databases. It is
proven to be correct and shown in practice to deliver good results.
Our contribution is presented briefly in Section 4.3 and in full in
Chapter 9, where the publication on the technique is included.
The third area is that of evaluating web scraping approaches,
as described in the first area. An important aspect of achieving the
second part of the vision, is the ability to consistently measure the
effect of approaches to extract information from web documents.
Consistent evaluation results for a extraction technique mean that
the technique perform equally well on different sets of representative web documents. Consistent results also allow to compare
the effectiveness of different techniques, which is beneficial, for instance, when having to choose between several techniques for a
particular domain. d) Our contribution in this area is a survey
on the type and quantity of web documents used for evaluating
different web information extraction approaches. Our contribution
is briefly discussed in Section 5.3 and in full details in Chapter 5,
which includes the unpublished manuscript.

1.1

Outline

This dissertation is divided into two parts. In the first part we give
an overview of the three areas, where we have contributed, while
we in the second part include the academic manuscripts that are
submitted as part of this dissertation.
In the first part, Chapter 2 describes the WWW and its constituents, with a focus on programs extracting information from
web documents. Chapter 3 contains a survey of approaches to extract this information, and it highlights issues found through the
survey. Furthermore the chapter presents solutions to these issues.
Chapter 4 analyze consistency specifications in another area of the

6
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WWW, namely the data stores underlying the large-scale web sites.
The chapter also discusses how to efficiently verify such specifications. Chapter 5 examines approaches to evaluate the effectiveness
of computer programs to extract information from web documents.
Finally Chapter 6 concludes.
The second part consists of the following academic manuscripts:
1. Chapter 7: Claus Brabrand and Jakob G. Thomsen. Typed
and unambiguous pattern matching on strings using regular
expressions. In Proceedings of the 12th International ACM
SIGPLAN Conference on Principles and Practice of Declarative Programming (PPDP), Hagenberg, Austria, July 26-28,
2010, pages 243–254. ACM, 2010
2. Chapter 8: Jakob G. Thomsen, Erik Ernst, Claus Brabrand,
and Michael I. Schwartzbach. Webself: A web scraping framework. In Proceedings of 12th International Conference on
Web Engineering (ICWE), Berlin, Germany, July 23-27, 2012,
pages 347–361. Springer, 2012
3. Chapter 9: Jakob G. Thomsen, Christian Clausen, Kristoffer J. Andersen, John Danaher, and Erik Ernst. Reducing
lookups for invariant checking. In Proceedings of European
Conference on Object-Oriented Programming, 27th (ECOOP),
Montpellier, France, July 1-5, 2013, pages 426–450. Springer,
2013. (To appear)
4. Chapter 10: Jakob G. Thomsen and Erik Ernst. A Survey of
Evaluation Data for Web Information Extraction. Manuscript,
May 2013
The reader is expected to be familiar with WWW technologies
(e.g., HTML and XML), regular expressions, and relational database
systems as introduced in an introductory database course.

Chapter

2

The World Wide Web
Tim Berners-Lee developed the World Wide Web as a global and
decentralized document system solely based on the three specification: Universal Resource Identifier (URI), Hypertext Transfer
Protocol (HTTP), and Hypertext Markup Language (HTML).
URI is a decentralized location scheme for web documents. It 
is also commonly known as a web address (e.g., http://www.webscraping.com/news?cat=recent&lang=en). It consists of a protocol specifier (http in the example), a DNS host name (e.g.,
www.web-scraping.com), a path (/news) and parameters, which
are key-value pairs separated by & (e.g., the example has two pairs:
(cat, recent) and (lang, en), where cat and lang are keys
and recent and en are values). For the details on HTML, see the
specification [Berners-Lee et al., 2005].
HTTP is a generic and state-less client-server protocol for re- 
trieving a document identified by a URI. Besides the key-value
pairs encoded in the URI, additional parameters can be supplied
in a request, embedded as cookies or extra headers. The returned
document can both be served from a static storage (such as a file
on disk) or be dynamically generated for a request. Fig. 2.1 shows
the interaction between a server and a client, retrieving an HTML
document denoted by the above URI. For the details on HTTP, we
refer to the specification [Fielding et al., 1999].
HTML is a markup language using a fixed collection of named 
tags to encapsulate text to be rendered in a specific way. HTML
was intended to be the default document format served by HTTP,
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Figure 2.1: The client-server model of HTTP, shown with a user
initiating the request.

in case the client and server could not agree on any other format.
 An HTML element is recursively defined by a triple: a pair of
matching “start” and “end” tags, a set of attributes within the
start tag and the content, which is either empty or a combination
of text strings or HTML elements. For some tags (e.g., <li>) and
for empty elements (e.g., <br>) the end tag can be omitted. For
instance, in a program capable of rendering HTML, also called a
web browser, the HTML element <b>web scraping</b>, renders
the text in bold face: “web scraping”. <b> and </b> are the start
and end tags respectively, while the text string “web scraping” is
the content. Furthermore, the anchor element, <a> denotes a hyper
text reference to another URI and is written as
<a href="http://www.web-scraping.com/news">
Web Scraping News </a>
where the URI is given as the value of the attribute href. The element is rendered as a clickable link to http://www.web-scraping.
com/news. Similarly there exist HTML elements for rendering
headlines, lists, and tables. The name of an element is that of
the start tag, so in the above examples we have seen b (or bold)
 and a (or anchor) elements. An HTML document is a web document containing an <html> element conforming to the rules in the
HTML specification. The document is prefixed with character-set
and HTML-version information. HTML was originally designed
as a static markup language, without support for dynamic clientside programming, but HTML now has support for it, via e.g.,
JavaScript. Using client-side programming implies that an HTML
document can be dynamically altered on the client side of the
HTTP communication, through user interaction or timed events.
JavaScript is also capable of issuing new HTTP requests to a server

9

to retrieve additional data. For more information on HTML see the
specification [Raggett et al., 1999].
A Web page (aka. web application or web service) on the WWW 
is identified by one or more URIs and it generates an HTML document given the HTTP parameters (key-value pairs, cookies, etc.).
The web page typically generates the HTML based on information
stored in a data store on the server side, but the web page can also
be a static file stored on disk (in which case the HTML document
and the web page is the same entity). A Web site is a set of web 
pages typically created by the same author. All the web pages of
a web site is typically served from the same DNS host name, but
it is not a requirement.
An HTML document might evolve over time due to changes in
the application logic of the web page serving the document. Content can be added, removed or modified. Further the updates can
involve larger structural changes in the document. A study [Adar
et al., 2009] in 2009 showed that 6.5% of a sample of 55,000 HTML
documents changed every minute, while 41.6% changed every hour.
Many web frameworks have been developed in order to ease
the burden of writing web pages, especially with regards to correctness of the output HTML and to protect against security issues [Brabrand et al., 2002; Møller and Schwarz, 2009]. We refer
to Schwarz’s PhD dissertation for a survey on web programming
frameworks and the correctness guarantees they offer [Schwarz,
2013].
Originally, HTML was meant only to convey the logical structure of a document and not its physical rendering. This view was
taken to make HTML platform independent, so that a web browser
was free to display the tags as it would, as long as the overall structure of the HTML document was preserved. Hence it was more important to convey the content rather then the form [Berners-Lee
and Fischetti, 1999]. However, this view quickly changed as most
HTML document authors insisted on controlling the form. Today,
focus is on being rendered and displayed in a carefully and deliberately designed way, rather than conveying the internal structure
of the document. This change of perspective means that just looking at the raw text string comprising an HTML document does
not necessarily reveal the structure of the document and hence the
content structure. For instance the <table> tag is often used to
layout the HTML document in addition to show tabular informa-
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tion. Moreover, most of the formatting is also separated into a
style sheet, e.g., CSS, which means that HTML documents often
contain many elements with no associated meaning, e.g.,<div> and
<span>, that included solely to help display the document in the
designed way.
Having the HTML document focus on form rather than content
means that it is non-trivial for computer programs to extract information from them, therefore this makes it difficult to reach the
second part of Tim Berners-Lees vision. Two general approaches
have been proposed to address this issue: XML-based web documents and The Semantic Web. Both utilize XML, so we’ll discuss
 it first, before diving into the two approaches. XML (Extensible
Markup Language) is a markup language for encoding other languages with, using custom named tags. The syntax of XML is similar to HTML, but in contrast the named tags are not predefined
in XML and the semantics of the tags are user defined [Bray et al.,
2008]. For instance an XML-based version of the HTML standard,
called XHTML, encodes HTML documents in XML, and a Turingcomplete XML-based language, called XSLT, transforms XML documents to XML documents. Returning to the two approaches:
1) In XML-based web documents two XML documents are linked
and made available on the WWW, the first document contains
information in a content-oriented user-defined XML format and
the second contains an XML program, such as XSLT, to transform this information to a form-oriented format, e.g., XHTML, to
be rendered. To extract information in this approach amounts to
extracting information from the first document, whose format is
 well-defined and likely to be stable over time. 2) The Semantic
Web is an effort lead by the World Wide Web Consortium (W3C),
in which HTML documents have attached meta-information to describe the semantics of their content [Berners-Lee et al., 2001]. The
semantics is described in an XML language, e.g., RDF [Manola
and Miller, 2004], which is linked from the HTML document. The
meta-information is then a reference from an HTML element to
an entity in the RDF document, that describes the content of the
HTML element. For instance a company, whose physical address is
contained by an HTML element, may create a reference from this
element to an entity in an RDF document describing a physical
address. Since the computer is able to “understand” the RDF document the computer program can extract and act upon the address

2.1. Web Scraping
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automatically.
However, related to extracting information, the issue with both
approaches is that they are far from being universally adopted and
it is not likely to happen in the foreseeable future. One reason
why they are not universally adopted is that some authors are
dependent on people visiting their web page, for instance, in order to generate income from advertisements. They will potentially
loose that income if they offer their information in a machineunderstandable format, so that users do not have to visit their web
page to retrieve the desired information. Google, for instance, generates money from showing advertisements to users of their search
page, and therefore they are not interested in computer programs
automatically extracting the search results, thereby circumventing
the advertisements. To increase the efforts required to automatically extract their search results, they employ a simple obfuscation
scheme based on JavaScript.
Even with these issues, there is still a need to extract information from web documents, but given that the information on the
WWW is focused on form rather than content, we must rely on
other properties than on the logical structure to extract information. Extracting information using other properties is the topic of
the rest of this chapter and the next chapter (Chapter 3). Particularly in the next section of this chapter our view on a web
scraper and its related concepts are defined. Section 2.2 presents
a brief account of the historical development of the web scrapers
and Chapter 3 presents a survey over web scraping approaches.

2.1

Web Scraping

Figure 2.2: A web scraper is similar to an automatic web browser.
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This section introduces the notion of a web scraper and discusses its constituents and characteristics, including core concepts.
The Desired Information designates the information on a set of
HTML documents (including their future and potentially evolved
versions) that a user wishes to mechanically extract. The desired
information can span several HTML documents and it can be text
strings, HTML elements or a combination of both. The desired
information is to be extracted by a program (thus mechanically)
without user intervention on the current and future versions of
the HTML documents. For instance, a user might be interested in
extracting the stock quotes of the frontpage of yahoo.com in which
case the desired information is the stock quotes on the current and
all future versions of the front page of yahoo.com.
The mechanical process of extracting the desired information
from HTML documents is called web scraping (aka. web information retrieval or web wrapping) and the mechanical program
carrying out the extraction is called a web scraper (aka. web wrapper). In other words a web scraper is a mechanical web browser
that “scrapes” the desired information of the HTML documents,
similar to a human using a web browser to look for information
(see Fig. 2.2). A web scraper consists of two or three logical parts:
a retrieval function, a set of scraping rules, and possibly a verification mechanism: 1) The retrieval function issues HTTP requests to
retrieve the HTML documents, including the initial HTML documents specified by a set of URIs. 2) The scraping rules are the set
of declarative rules that collectively specify the desired information
in an initial set of HTML documents. Additionally, the scraping
rules include a specification on how to reach the HTML documents
containing the desired information. The web scraper executes these
rules in order to scrape the desired information. 3) The verification
mechanism checks (i.e., verifies), as a separate step from the scraping rules, that the information scraped by executing the scraping
rules conforms to a consistency specification. The specification is
either given by the user or learned from examples. The verification mechanism is included to detect when the scraping rules are
not working as expected, i.e., the rules do not scrape the desired
information from evolved HTML documents. Hence, the purpose
is to increase the consistency of the result of the web scraper. The
verification mechanism accepts the output of the scraping rules if
the output conforms to the specification, otherwise the verifica-
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tion mechanism rejects the output. If the output is accepted, it is
returned as the result of the web scraper.

Figure 2.3: The flow of information in a web scraper. The boxes are
logical parts, and the arrows are flow of information with the type
of flow indicated by the label. A dashed and green arrow indicate
that the verification mechanism accepted the output, and a dotted
and red arrow indicates that the output was rejected. Information
in parenthesis are examples.
Figure 2.3 shows the flow of information in a web scraper. Initially
the retrieval function retrieves the specified HTML document via
an HTTP request. The returned HTML document is sent to the
scraping rules in order to extract the desired information. The
extracted information can be returned as the result of the web
scraper, if a verification mechanism is not present. Otherwise, it is
sent to the verification mechanism that verifies it before returning
it as the result, if it is accepted or inform the user if the output
is rejected. The case where the output is rejected can be bit more
complex than visualized, as some web scraping approaches try to
repair the scraping rules on an rejected output. Before interacting
with the HTML document, e.g., click on a button, the scraping

14
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rules may rely on the verification mechanism to ensure that it is
the correct element for interaction. In this case, the scraping rules
will output the element and the interaction type to the verification
mechanism. If the element is accepted by the verification mechanism, the verification mechanism will issue the interaction request
to the retrieval function. Otherwise it will inform the user. We do
not know of any approaches that utilize this connection, but it will
certainly be possible to do, in order to increase the consistency of
the interaction with the HTML document. The retrieval function
is not the focus of this dissertation and it is not discussed further.
On the other hand there are many approaches to both scraping
rules and verification mechanisms, and in Chapter 3 we survey the
influential approaches. The rest of this section will describe the
characteristics of a web scraper.
The amount of user involvement required to craft the scraper
and in particular the scraping rules differs from approach to approach. The verification mechanism on the other hand is typically
not as labor-intensive and is analyzed after the discussion on the
effort for the scraping rules. The effort for crafting the scraping
rules is generally divided into three levels: 1) The most involved
is that the user needs to program the rules typically through a
domain-specific language or an API. The various ways of specifying these rules will be described in more details in Sec. 3.2. 2) The
next level is that the user labels the desired information on a set of
example HTML documents and given these examples the approach
can generate the scraping rules for the scraper program. The labeling typically takes place in a GUI, where the HTML document
has been rendered, thus making it easy for the user to click on
 the desired information. Inducing scraping rules is the inductive
process (similar to inductive reasoning) of generating the scraping rules based on labeled examples 3) Lastly some approaches are
completely automatic in that no user involvement is required. The
desired information is then given by other means (such as a dictionary). For instance, a set of company names can be used to
find examples of company names in an HTML document, which
is then useful for finding and extracting other company names not
present in the initial set. Note that many completely automatic
and domain-specific web scraping approaches exist, but here we are
only concerned with general web scraping approaches. Section 3.5
briefly covers some of the domain-specific approaches.
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An important characteristic of a set of scraping rules is their
ability to “just keep working” when the HTML documents they
scrape evolve. Robustness of scraping rules is the maximum amount 
of changes in an HTML document, for which the scraping rules still
extract the desired information [Parameswaran et al., 2011]. The
scraping rules for some specific desired information can be written
in many ways, but some are more robust than others, in that they
rely on document properties that are less likely to change as the
document evolve. For instance, if the scraping rules utilize HTML
tags to extract the information, enumerating the full set of HTML
tags before the desired information in the HTML document is less
likely to be more robust than e.g., using the three tags just before
the desired information. Another robust approach is to use the id
attribute of the HTML tags, as it uniquely identifies that particular tag, but the attribute is unfortunately not universally available
and so cannot be utilized in all cases.
The effort to craft the consistency specification for the verification mechanism is typically less labor-intensive than crafting
the scraping rules, as the specification contains the properties of
the desired information and not “where” to find the information
in an HTML document. The consistency specification is either
supplied by the user or more commonly learned from correctly extracted information (as judged by the user) and the specification is
predominantly based on the textual properties of the information.
When the verifier rejects the output of the scraping rules, there are
two possibly causes, either the scraping rules are not extracting
the desired information anymore or the consistency specification
does not precisely enough capture the properties of the desired
information. For the first possibility the scraping rules must be
adjusted, whereas for the second possibility the consistency specification must be adjusted. How these adjustments are carried out
differs from approach to approach and in Chapter 3 this issue is
discussed in more detail for several approaches.
Executing a web scraper returns a result which is the informa- 
tion scraped by the scraping rules and accepted by the verification
mechanism. The result can be a single atomic value, e.g., a string
or a reference to an HTML element, or a more complex structure
over the atomic values. For the survey in Chapter 3 it is useful
to divide the complex structures into the following structures of
increasing complexity: a) Record or a list of tuples. b) Bounded
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tree structure, for which the height is bounded by a compile time
constant. c) Unbounded tree structure, whose height is unknown at
compile-time and generated by for instance, a Turing-complete language. d) Arbitrary data structure, e.g., a graph, as generated by
a Turing-complete language. This last category is very uncommon
and is not considered further in this dissertation.
With the advent of client-side scripting technologies, e.g., JavaScript, the HTML document may not contain the desired information when requested. It may be that some interaction with the
page is required before the desired information is available. For
instance, on the web site facebook.com, the user has to login first,
before any information is available on the page. As the interaction can happen with all parts of the HTML document finding the
elements to interact with, is itself a web scraping problem.
Web scraping is not only interesting from an intellectual perspective, but also from a business perspective. The market of web
scraping and associated technologies were estimated in 2010 to approach a billion dollars globally [InformationWeek, 2010], which is
why numerous companies built on an idea of offering automatic
and reliable content scraping have emerged, such as Kapow Technologies, Scrapinghub, Fetch Technologies, and Denodo.
A web scraper works on HTML documents and as such is subject to changes to the format of the HTML standard. Since the
inception of the World Wide Web, the HTML standard has been
revised a number of times, and therefore, it is only fair to include
the age of a web scraper approach when comparing it with others.
The next section highlights some of the trends for web scraping
approaches over the last two decades to give the historical perspective.

2.2

Background

Originally, the field of web scraping grew out of the database community, in an effort to create database systems with multiple heterogeneous input sources, such as HTML documents, files or even
other databases. Instrumental for these database systems were
TSIMMIS [Hammer et al., 1995] and WHIRL [Cohen, 1998]. In
TSIMMIS, the programmer, would for each source, create a wrapper around the source implementing a common API. Given a query
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to the TSIMMIS system it can then use these APIs to query the
underlying data. On the other hand, the sources in WHIRL are
transformed into a common relational format, in which WHIRL
executes queries on. The data from different sources are combined
using a special similarity operator for combining text. Both of these
approaches extract structured data from a set of specific HTML
documents using rules tailored to the specific HTML document for
scraping the information.
Later, web scraping began to be used for scraping non-relational
information from HTML documents and exporting the information
into, e.g., XML. Instrumental for this direction were WebL [Kistler
and Marais, 1998] and W4F [Sahuguet and Azavant, 1999]: In
WebL, the HTML document is viewed as a collection of pieces,
which are both text and HTML elements and the desired information is scraped using set operators over these collections. In the
World Wide Web Wrapper Factory (W4F), the HTML document
is viewed as a tree and the scraping rules are specified as paths
in this tree. The scraped information is afterwards mapped from
an internal format to the desired output format (XML or Java
objects).
Initially, the scraping rules were programmed manually, but it
becomes a burden to maintain the scraping rules, when they fail
due to HTML document changes. Therefore, approaches to induce
a scraper from a set of correctly scraped HTML document examples (supplied by the user) emerged. In such the user designates the
desired information in a set of HTML documents, from which the
technique automatically induces a (hopefully robust) set of scraping rules that successfully scrape the desired information. The
challenge for such example-based approaches is to induce a scraper
to be specific enough to scrape the desired information on evolved
versions of the HTML documents, while still being robust towards
HTML document changes. Therefore, such technique must be evaluated on their ability to induce “good” scrapers in comparison
to the programming approaches. One of the more influential approaches is the Left/Right (L/R) delimiter-based scraping [Kushmerick, 2000b]. In L/R delimiter-based scraping, the scraper scans
linearly through the text string and looks first for the left delimiter and then for the right delimiter. The text string in between
the delimiters is the text string to scrape. The rules are learned
by searching for candidate delimiters that correctly scrape a set of
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examples.
Besides the declarative specification of what information to extract, web scrapers must also cope with evolution of the HTML
documents in order to extract and deliver consistent results. The
scraping rules may for a given (evolved) HTML document no longer
be able to extract anything, or even worse, extract wrong information. The first case is trivial to detect as the scraper does not
deliver a result, but the second case is non-trivial. Kushmerick
introduced the notion of a verification mechanism discussed in the
previous section (even though he called it wrapper verification) to
deal with this particular problem. The verifier learns a consistency
specification from correctly extracted output in an offline training
phase, or online in parallel with the scraper (guided by the user).
Based on the specification the verification mechanism either accepts or rejects the output of the scraper. Kushmerick used simple
properties of the output text, such as the average word size, the
average number of HTML tags, or the average length of the output
for the specification [Kushmerick, 2000a].
Two recent approaches are worth mentioning in this perspective. The first approach, OXPath [Furche et al., 2011], supports
interacting with the HTML document to a full extent by allowing
the user to press buttons, enter text, and follow links. The second
approach lessens the burden of the user to label HTML document
examples, when inducing example-based approaches [Dalvi et al.,
2011]. The approach requires the user to supply an annotator program that labels the examples automatically. Using the annotator
program, makes it possible to label a large set of examples without
intervention from the user. The key point is that the annotator is
allowed to make mistakes, which for instance, means that an annotator program using a set of company names to label examples, can
be used to find company names not present in the initial set. The
approach can from these potentially incorrectly labeled examples,
induce the best set of scraping rules.

Chapter

Survey of Web Scraping
Approaches
There are many approaches to web scraping and in this chapter
we survey the research literature on web scraping approaches. We
focus on approaches that are given a specific HTML document and
extracts the desired information from the document and possibly
linked documents reachable from it. Therefore techniques that automatically extract information from any given HTML document,
for instance finding tabular information, are not treated in this
survey.
Section 3.1 discusses the dimensions of web scraping treated in
the survey, while Section 3.2 describes the various scraping rule
formalisms. Section 3.3 presents the results of the survey and Section 3.4 analyzes the result. Section 3.5 briefly mentions other
types of web scraping. Section 3.6 and Section 3.7 present the motivation and shortly the results of two papers that was motivated
by our findings [Brabrand and Thomsen, 2010; Thomsen et al.,
2012]. Finally Section 3.8 concludes the survey and our results.

3.1

Dimensions of web scraping

Several dimensions to distinguish web scraping approaches emerged
from the survey and the ones we consider are user involvement,
scraping rule formalism, output values, verification, error recovery,
interaction support, and the publication year. Other dimensions,
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such as non-HTML capabilities of web scrapers, the theoretical
properties or the runtime complexity are not considered here, as
they are out of the scope of this dissertation. For a detailed discussion of some of these issues we refer to the survey by Chang
et al. [2006a]. We discuss each of the considered dimensions in
the following, where the order of the dimensions arises from the
information flow in a web scraper.
User involvement The user involvement denotes the user effort required to craft the scraping rules. Motivated by the earlier
discussion in Section 2.1 this dimension can be divided into three
levels: 1) Program, where the user programs the rules. 2) Example,
where the user labels the desired information on a set of example
HTML documents and given these examples the approach induces
the scraping rules. 3) None, where the approach is completely
automatic in that no user involvement is required. The desired
information is given via other means (e.g. a dictionary).
Scraping rule formalism The scraping rule formalism indicate
the type of formalism used for scraping. In Sect. 3.2 we describe
in more detail each of the emerged formalisms in the survey.
Scraping result The scraping result denote the structure or type
of the result of the web scraper. Of the possibilities discussed in
Section 2.1 we found in the survey the following three: a) records
or list of tuples, b) bounded tress, c) and unbounded trees.
Verification The verification mechanism denotes how the output of the scraping rules are verified, i.e., checked that the desired
information was scraped. The consistency specification used by
the mechanism can be user supplied, supervised learning from correctly scraped content examples, or completely automatic. Also,
the specification can either rely on the textual or the structural
properties of the output. As each approach have their own unique
technique for performing verification, it will be discussed when describing each approach in turn in Section 3.3.
Recovery When the verification mechanism detects an inconsistency, the typical consequence is that the application user of the
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scraping approach is contacted, such that the scraping rules can be
adjusted. Some approaches though try to recover automatically, or
with some degree of user involvement. Similar to the verification
mechanisms, the recovery techniques are discussed together with
the description of the approaches supporting it.
Interaction support The interaction dimension denotes the degree to which the scraping rules in an approach support interacting
with the HTML document, by pressing buttons, entering text in
form fields, etc. We discuss in more detail the support of interaction for the scraping rules, when describing the approaches.
Publication year The publication year denotes the year in which
an approach was published the first time.

3.2

Scraping rules formalisms

Before diving into the results of the survey, we will spend some
time discussing the various ways of specifying what information to
scrape, i.e., the different formalisms of scraping rules. To explain
them, we use the HTML document seen in Fig. 3.1, which shows
a simplified news page containing a banner and two news stories
(inspired by real examples). The banner includes an image (the
<img> element) and each news story contain a headline (enclosed
in <b>), an author (enclosed in <em> tags) and some body text.
The survey covers four categories of scraping rules formalisms:
a) The first views the HTML document as flat text strings and
looks for unique character sequences in the text to extract the
desired text pieces. This category is called text-based scraping.
b) The second views the HTML document as a tree and navigates
in the tree to find the desired information which are tree nodes.
This category is called tree-based scraping. c) The third views
the HTML document as relations and the scraping rules are relational queries, similar to relational database queries. This category
is called relational-based scraping. d) And the fourth views the
HTML document as a set of text and HTML pieces and uses set
operators such as union, intersection and the relative complement
to scrape the desired content. This category is called set-based
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<body>
<p>
<img src="adbanner.jpg" alt="Ad banner" /> <br />
<em> Discount on Web Scraping programs... </em>
</p>
<h2> News </h2>
<p> <b>Methods for scraping web data</b> <br />
<em>Peter</em>: <br />
There are many ways to ...
</p>
<p>
<b>Web scraping becoming very popular</b> <br />
<em>Casper</em>: <br />
Recent studies show that ...
</p>
...
</body>

Figure 3.1: Simplified snippet of a news web site about web scraping. Used as the running example.

scraping. We describe scraping rule formalisms for each of these
categories in turn.
3.2.1

Text-based scraping

The different text based scraping rule formalisms that are discussed
are L/R delimiter-based, landmark-based, and regular expressionsbased scraping.
L/R delimiters Left/right delimiters (L/R delimiters) based
scraping extracts lists of records, where each entry in the record are
specified by its start and end delimiter Kushmerick [2000b]. For
instance, to extract (title, author, body text) from the running example using L/R delimiter-based scraping, we specify the start and
end delimiter for each of the three entries. The following scraping
rules specify exactly this, where \n signifies a newline.
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title
start: <b>
end: </b>
author
start: <em>
end: </em>
breadtext
start: <br />\n
end: </p>

The semantics of the L/R delimiter-based scraping rules is to scan
linearly through the text and first look for the start delimiter of
the first entry in the record, in this case the title entry. Hence, the
scanner will look for <b> and when it finds that delimiter, it will
continue scanning until it finds the end tag of the first entry, in
this case </b> and recording all characters in between as the first
entry in the first record. Then it continues scanning for the start
delimiter for the second entry, then the end delimiter, etc. When
it has found the end delimiter of the last entry, it starts all over
with a new record looking for the start delimiter of the first entry.
The L/R delimiter-based scraping technique can be extended
as there are cases where this simple scheme is insufficient. For instance, to scrape only the authors in the text above, we can not
use the start delimiter <em>, as that will select the text in the
banner. This can be alleviated by introducing a head and tail delimiter, where the scanning will first look for the head delimiter
and when it is found, it will start looking for the start delimiter of
the first entry. When the tail delimiter is found the scanning will
stop and ignore the rest of the text. Intuitively the head/tail delimiters specify a substring of the text in which the entry delimiters
are used. For our example, the head delimiter can be </h2> and
the tail delimiter can be </body>. The technique can be extended
further, but the core remains the same by specifying delimiters of
the content to scrape. For more details on these extension we refer
to the paper by Kushmerick [2000b].
Despite their simplicity an experiment on 30 HTML documents
showed that the basic L/R delimiter-based scraper can scrape 53%
of the HTML documents, and combining it with any of the five
extensions they are capable of scraping 70% of the HTML docu-
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ments. The experiment was carried out in 2000 so it would be
interesting to see whether it still holds on documents, where much
of the HTML styling is encoded in structure by adding <span> or
<div> elements including various CSS style classes.
Landmark-based scraping Landmark-based scraping is similar to L/R delimiter-based scraping with rules for start and end
delimiters, but landmark-based scraping also allows to navigate
in between these delimiters. The navigation looks for several sequences of characters spread out in the HTML document, so called
landmarks. There exist several versions of landmark based scraping, so here we describe the approach taken by Muslea et al. [2001].
The landmark rules are more expressive than the L/R delimiters
rules as it is possible to use several such landmarks to navigate
to the desired information, which is not possible in L/R delimiterbased scraping. The rules are structured as a tree, so that when
the rule for one node has found a part of the text to scrape, the
rules for the children (if any) are used to scrape the substring, that
the parent node scraped. Landmark-based scraping also supports
to scrape lists, by giving a split delimiter that, for a string, splits
it into substrings on which the start and end delimiter for a node
can be applied.
For instance, to find the all authors in the example, we narrow
down the part of the text, where it can find the authors. Within
this narrowed down substring, we specify how to split the substring
into individual authors and how to extract an author from these
individual sub-substrings. One way to find the beginning of the
authors is to scan to the first <em> tag and then scan until it finds
another <em> tag. To find the end of the last author it scans until
it finds the last </em> (remember that the end rule scans from the
end of the text). These scraping rules are shown below
Authors
Start: SkipTo(<em>), SkipUntil(<em>)
AnAuthor*:
Split: SkipTo(<p>)
Start: SkipTo(<em>)
End: SkipTo(</em>)
End: SkipUntil(</em>)
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The SkipTo rule scan until it finds the argument and then stops
right after the argument. SkipUntil scans until it finds the argument, but stops right before the argument. So in the rules above,
the part of the text containing the authors are defined in the Authors node, and then we define AnAuthor to be a list (hence the
*). Inside the authors, we first split on every <p> tag and then
within each substring of this split part, we search for the text in
between <em> and </em>. As the author is everything in between,
we do not need to divide the substring further. And since both of
these entries do not have any child rules, the text in between are
collected into an AnAuthor node and output as part of the Authors
list.
Landmark-based scraping can also be extended with disjunction
of rules where one can search for several landmarks, but will not
be discussed further here. We refer to Muslea et al. [2001] for more
information.
Regular expressions-based scraping
Regular expressionsbased scraping uses regular expressions to scrape the desired information. There are many regular expression formalisms with
differing theoretical consideration and here we discuss the two major formalisms: 1) classic regular expressions 2) Perl-style regular
expression, but first we briefly discuss the commonalities that are
then expanded upon in the description of the two formalisms.
Regular expressions are both included as features in other scraping rule formalisms [Sahuguet and Azavant, 2001], and for standalone use in web scraping approaches [Kistler and Marais, 1998].
Whereas L/R delimiter and landmark-based scraping is focused on
specifying the context of the desired text in terms of delimiters,
regular expressions-based scraping offers to scrape based on the
lexical structure of the desired information. Therefore, regular expressions is a convenient formalism to embed in other formalisms
to express the desired information. Similar to context-free grammars it is important for regular expressions, to not only decide if a
text string is matched by the regular expressions (i.e., acceptance),
but also how it matches (i.e., recognition). A simple way to achieve
this is to enable the regular expressions to extract substrings of the
strings they match.
Classical regular expressions, as presented in Hopcroft and Ull-
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man [1979], contain basic operators such as concatenation, disjunction and Kleene Star. This type has the expressive power
equivalent to the Type-3 language class in the Chomsky Hierarchy [Chomsky, 1956] and it is frequently implemented using finitestate automata [Thompson, 1968]. Typically, the work on classical
regular expressions has been on acceptance and not on recognition, but recently this problem for classical regular expressions has
also received attention [Henglein and Nielsen, 2011; Laurikari, 2000;
Nielsen and Henglein, 2011]. The idea is to get a parse tree, similar
to a parse tree for context-free grammars of how the regular expressions matched an accepted string [Henglein and Nielsen, 2011].
In Section 3.6 we present our solution to this problem.

Perl-style regular expressions extend classical regular expressions with non-regular operators such as back-references. Backreferences allow a part of a regular expression to match the exact
string matched by a previous part of the regular expressions. For
instance, back-references can be used to match the language given
by wcw, where w is an arbitrary string and c is a character. The
back-references make this type of regular expressions more expressive than the Type-3 language class, and in fact more expressive
than context-free grammars (Type-2 language class). For recognition Perl-style regular expressions use capturing groups, that
“record” or saves the string matched by a particular subexpression
in the regular expression. If the capturing group matches several
times (e.g., it is placed under a star) only the last match is saved.
This limitation means that in order to extract several matches (e.g.
a list), the regular expression must be combined with an external formalism for iteration (e.g. a Java for loop). For instance,
to scrape the author names in the example using Perl-style regular expressions, iterating through the matches of the expression
“<em>([a-zA-Z]+)</em>:” will return each of the names. The
capturing group (denoted by parenthesis) “([a-zA-Z]+)” records
one author name at a time and the result is available after the
evaluation of the regular expressions. In this expression we have
mixed the contextual information (e.g., “<em>” and “</em>”) with
a specification of the information to scrape (e.g., “([a-zA-Z]+)’’.
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Tree-based scraping

Tree-based scraping assumes that the HTML document has been
parsed and represented as a tree, where the HTML elements are
nodes. The text in the HTML elements are regarded as a special
text child node of the containing elements node and attributes are
treated similarly. This model corresponds to the tree representation in the document object model (DOM) [Hors et al., 2000]. The
desired information in this model is the nodes corresponding to the
HTML elements, and scraping corresponds to navigating in the tree
to find these nodes. Figure 3.2 shows the parsed version of the example, where the text in the nodes have been omitted. The survey
covers two formalisms for navigating the tree: Tag-path-based and
XPath-based scraping.

Figure 3.2: Parsed version of the HTML in Fig. 3.1, where the text
pieces are omitted.

Tag-path-based scraping In tag-path-based scraping, the desired nodes are designated by their ancestor paths from the root of
the HTML tree (i.e., the <html> node) down to the node. Such a
path is called a tag path. If the path enumerates all the nodes that
are on the path from the root down to the desired node, it is called
a full path. Tag-path-based scraping supports scraping elements 
as trees, similar to the landmark-based scraping. A node in the
HTML tree act as the parent and from it the children are selected
by expressing the relative path from the parent. Furthermore, one
path selects all the possibly many nodes that are designated by
the path; this means that tag-path-based scraping can be utilized
for scraping multiple nodes.
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For instance, to scrape all the news-articles, including headline,
author and body text, in the running example we select for each
<p> element after the first, the text inside the <b> node as the
headline, the text inside the <em> node as author and the text
inside the <p> as the body text. Different tag-path-based scraping
approaches have different scraping rule syntax, so here we encode
the rules in the syntax of W4F [Sahuguet and Azavant, 1999]:
news-articles = html.body.p[1-](
.b.txt // Headline
# .em.txt // Author
# .txt
// Body text
)

In W4F, a path is written as a sequence of tag names separated by
“.”, a record is encapsulated by parenthesis, and each entry in the
record is separated by #. The text after the // are comments. The
idea is that from the root <html> node, we search for its <body>
node, followed by a search for <p> nodes among its children. For
each <p> node after the first (expressed by [1-]) the rule extracts a
triple. The first entry is the text contained in the child <b> element
of the <p> node. The second is the text of the <em> node and finally
the third entry is the text of the <p> node itself. After evaluating
these rules on the running example the identifier news-articles
contains list of triples. As can be seen, we here work on a structure
rather than flat text (as in Section 3.2.1).
Most tag-path-based scraping approaches also support wildcards in place of element names, so html.body.p[1-] can be written as html.*.p[1-]. Finally some tag-path-based scraping approaches [Sahuguet and Azavant, 2001] support to search for nodes
in the subtree of a node, instead of just its direct children. So the
html.body.p[1-] can be written as html->p[1-] to skip the body
tag. The -> operator is similar to the XPath operator //, as described in the next section.
XPath based scraping XPath-based scraping [Clark and DeRose,
1999] uses XPath expressions to denote the desired information in
 the scraping rules. XPath is similar to the tag paths in tag-pathbased scraping, but supports more “directions” to search in the
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navigation in the tree. XPath uses an axis to denote the direction in which the next nodes to search for are located. There are
multiple axes, so we briefly cover the three significant ones here:
The child axis (syntactically /) is similar to the . operator from
tag paths, in that the nodes to search will be the children of the a
node. The descendants (syntactically //) axis allows to search in
the nodes of the subtree of a node. Finally the parent axis (../)
searches the parent node of a node. XPath expressions can contain predicates, which are boolean expressions used to filter the set
of nodes given by the axis. An XPath expression consist of a list
of steps, that each contain an axis and possibly a predicate. The
XPath expression is evaluated in the context of a current node,
which is updated as the next step is evaluated, by searching for
nodes in the direction given by the axis and potentially filtered by
the predicate. Intuitively the context node is the node that we are
at now, and from where we will continue in the direction specified
by the axis. The result of evaluating an XPath expression is a set
of HTML elements. It should be noted that the XPath version discussed here is 1.0, as most of the scraping techniques uses XPath
version 1.0.
For instance, to extract all the author names (i.e., the names
inside the <em> elements) in the example, we must avoid selecting
the text in the top banner. We can either skip the first <p> node
or utilize that the banner is in a <p> node that contains an image.
If we take the last approach, we filter by searching for an <img>
node as a child of the parent node of the <em> node. The XPath
expression is thus:
//em[not(../img)]
It selects all the <em> elements, for which the parent does not contain an <img> element. This condition is specified in the predicate
not(../img).
3.2.3

Relational-based scraping

For relational-based scraping the HTML document is preprocessed
into a set of relations containing information about each element’s
position in the HTML tree and the text of the subtree for each element [Cohen, 2000]. The scraping rules are written as queries over
these relations. The approach covered here is Cohen’s WHIRL.
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The HTML document is first parsed as a tree and based on
this tree a set of relations for each node is extracted. The relations
are basically representations of HTML elements, element attributes
and the paths between HTML elements. So after preprocessing the
HTML tree we have a set of the following three relations elt, attr,
and path: 1) An entity in the relation elt consists of the following four components (id, tag, text, position), where id is a
unique identifier for the parsed node x, tag is the HTML for x,
text is all the text appearing in the subtree of x and position is
the full path from the root down to x. 2) An entity in the attr is a
triple (id, aName, aValue), where id is the internal identifier for
a HTML node x, aName is the name of attribute in x and aValue is
the value of the attribute in x. 3) An entity in the relation path is a
triple (fromId, toId, tags), where tags is the full path between
the nodes denoted by fromId and toId.
For instance, to scrape the headline and author of the news
articles in the running example and export them as the relation
news-article, we will write the scraping rules as seen below. We
follow the style of Prolog, with the conclusion to the left and the
premises to the right of ←, respectively:

news-article(Headline, Author) ←
elt(ContextP, "p", _, "html.body.p")
∧ path(ContextP, HeadlineN, "p.b")
∧ path(ContextP, AuthorEM, "p.em")
∧ elt(HeadlineN, "b", Headline, _)
∧ elt(AuthorEM, "em", Author, _)

where all uppercase literals (e.g. Headline) denote variables, ”x”
denotes the constant string x, and denotes an ignored value. The
unification of the variables is used to link the values of the variables
for searching the relations. The idea in the rule is, for each p
element, to find its two child elements b and em and export them
in the relation.
This rule can be executed directly in a Prolog-like logic engine
given that the relations above have been populated with the information from the preprocessed HTML tree. Running the rule will
enumerate all the pairs of headline and authors.
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Set-based scraping

Set-based scraping was introduced in WebL [Kistler and Marais,
1998] and in it the HTML document is viewed as a set of HTML
elements and text segments, collectively called pieces. Each piece
is defined by its start and end position. The pieces are collected
into piece sets by searching for particular HTML elements (e.g. all
<p> elements) or for text pieces adhering to a regular expression.
The scraping takes place on these piece set, by applying set operators. In addition to normal set operators such as union and exclusion, the set operators include special operators that expresses
relationships between elements, e.g. a parent child relationship.
All operators are binary, where the first operand is the potentially
returned pieces, and the second operand denotes the constraining
pieces.
For instance to extract the <p> elements containing news articles in the running example, we need to extract all <p> elements,
except the first one (similar to the example in XPath-based scraping). To extract these we utilize that the banner <p> element has
an <img> element as child, which is expressed by the following rule:
elem("p") !contain elem("img")
where the special elem function returns all the <p> element pieces.
The operator !contain retains the pieces of the first operand (i.e.,
elem("p")), that does not contain an element of the second operand
(i.e., elem("img")). In other words, the output of the scraping rule
is the set of all the <p> elements not having a <img> as descendant.
The special binary operators include the equivalent of XPath descendant, child, preceding, and following axes.

3.3

Results

This section presents the results of the survey and discusses each
approach in turn.
The results of the survey is shown in Fig. 3.3, where the first column is the name of the approach. In case of an unnamed approach,
its authors are listed instead. The second column is the degree of
the user involvement where program means that the user must program the scraping rules, examples means that the user must label
examples, and none indicates no involvement from the user. The
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third column denotes the scraping rules formalism used by the approach as described in Sect. 3.2. The fourth column denotes the
type of output values supported by the approach. The fifth and
sixth columns denote the type of verification used to detect errors
and how if any, the approach recovers from errors, respectively.
For verification we distinguish between a manual approach (prefixed with Man.), a supervised approach (prefixed with Sup.) and
an automatic approach (prefixed with Auto). The seventh column expresses whether the approach supports interacting with the
HTML document. Finally the eight column contains the year in
which the approach was published. If there are several published
papers on various dimensions of the approach, the year denotes the
publication year of the paper on the scraping rules.
In the figure ”–” means that the approach does not consider
the dimension, ”+” that the dimension has been considered (the
dimension is discussed in the section on the approach) and ”Deps.”
means that the approach depends on another approach and that
the dimension is determined by the other approach.
TSIMMIS The TSIMMIS system developed at IBM and Stanford [Hammer et al., 1995] connects a heterogeneous set of sources
and allow a user to query all of the systems in a homogeneous way
through a common data format. The system supports a variety of
sources: unstructured text files, semi-structured HTML documents
or relational databases. The parts of TSIMMIS that are of interest to this survey are the web scraping part and the consistency
checking part, which we describe below.
The user writes the scraping rules and they are based on landmarks, in which the rules are written as a list of commands, where
each has a name and an input variable. A command has furthermore a landmark pattern that when used on the input, yields the
scraped information as output via the name. Such a pattern is a
list of landmarks, where the substrings to extract are placed in between special markers. The commands are pieced together through
the input and output names, in effect building a tree of landmark
patterns, as the commands must refer to output from previously
defined commands [Hammer et al., 1997]. Moreover, TSIMMIS
supports lists by specifying a landmark to split on and it supports
disjunction by using a case operator that can try different com-
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mands until one succeeds. The final result is a bounded tree and it
follows the tree of landmark patterns. Commands, whose output
should not be included in the final output, but used by other rules,
can be set as temporary.
To handle consistency among these sources, Chawathe et al.
introduce a constraint system, for which each source specifies a
set of constraints (e.g. “a request is finished within 5 seconds” or
“the data will always have this format”) that the source guarantees
to uphold [1996]. The constraints are written by the user and
are specified as predicates in logical expressions, using implication,
conjunction, disjunction and negation. In case a source is violating
its constraints the user is informed. Recovering from such errors
and interaction are not considered in this approach.
WebL Developed by Kistler and Marais in 1998, WebL was proposed as a programming language for processing and transforming
HTML documents. Besides the set-based scraping rules for processing the HTML documents (described in Sect. 3.2.4), WebL also
includes service combinators, that control what to do if an error
happens when fetching HTML documents. Such an error can be
that a server is down or a transmission error on the requested resource. In WebL the user writes the set based scraping rules and
they are capable of outputting sets of HTML elements and text
segments. Output verification, error recovery and interaction with
the HTML document are not considered in WebL.
W4F The idea behind World Wide Web Wrapper Factory
(W4F) [Sahuguet and Azavant, 2001] was to create scrapers for
aggregating information from a range of specific web pages. W4F
consists of three stages, first a retrieval stage, then an extraction
stage and finally a mapping stage. In the retrieval stage, the HTML
document is fetched, in the extraction stage the HTML is transformed into an internal format that during the mapping stage is
mapped into the desired output format (such as XML or Java objects). For this survey the interesting stage is the extraction stage,
where the user write tag-path-based scraping rules to specify the
desired elements. In addition, the user can write a regular expression to extract a given substring of the value of an HTML element.
W4F also includes a GUI to help the user in writing the scraping
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rules, but the user still has to write them. The result of W4F is a
tree with a compile-time known constant. There is no support of
error detection, or error recovery, and interaction with the HTML
document is not considered.
WHIRL WHIRL (short for Word-based Heterogeneous Information Retrieval Logic) is a logic engine developed by Cohen for combining data from multiple sources, including HTML documents.
The data in WHIRL are stored as relations and WHIRL uses two
different approaches for scraping the HTML documents, before
running the logic engine on the data: 1) The first approach, called
the tree spider, is based on tag-path scraping rules, using only full
paths. The tree spider also supports following links, e.g. the HREF
attribute of <a> elements, allowing it to scrape several HTML documents. The scraped data are flattened and output as relations
over text to be used by the WHIRL engine [Cohen, 1999b, sect
3.2]. 2) The second approach [Cohen, 2000, sect. 5.2] is a relationalbased scraping approach and uses the logic engine WHIRL directly
to extract the information from HTML documents.
Both approaches require the use to write the scraping rules and
both approaches extract records. None of them support detecting
errors or recovering from them, but the first mechanism can follow
links, whereas the second does not have any support for interacting
with the HTML documents.
ANDES ANDES [Myllymaki, 2002] demonstrates how to use
standard XML technologies such as XPath and XSLT [Clark, 1999]
for web scraping. To scrape, ANDES requests the HTML document, converts it into XML and then evaluate a user written XSLT
program to transform the XMLified HTML document into an XML
document with the desired information. XSLT is a Turing-complete
language for transforming XML and it uses XPath internally for
selecting the nodes in the source document to transform. The result of executing XSLT (if it terminates) is XML, which is a finite
depth tree, but with unknown compile-time depth. Also, ANDES
can follow hyperlinks in order to find all the pages with the requested information. Besides explicit URLs in the HTML tree (e.g.
href attributes in anchor elements and src in <iframe> elements),
ANDES tries to synthesize URLs from forms and JavaScript. The
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user specifies declaratively what links to follow along with the initial URI to request, hence ANDES is capable of some interaction
with the HTML document. To detect errors, the user manually
writes the consistency specification, which ANDES uses to continuously verify the XML output of the XSLT program. In the
consistency specification the required XML elements are specified
and simple syntactic and type checks (e.g. strings and integers) are
expressed. It also allow the user to write simple semantic checks of
the values, such as an integer value must be lower than X. If an
error is detected the user is alerted (via E-mail), which is the only
mechanism ANDES employs to error recovery.
OXPath OXPath [Furche et al., 2013] extends XPath in several
ways. First of all it adds primitives for interacting with an HTML
document, e.g. the user can specify buttons to press, text to enter in forms and browse several HTML documents directly in the
OXPath expression. Furthermore OXPath can utilize the visual
properties of the HTML document for selecting elements. The visual properties are all the extra properties that CSS supports, for
instance, color, font family, and visibility of element. OXPath also
allows for selecting elements that are related to a set of already
selected elements, where the relation is given as predicates. This
feature allows the user to select all the elements that have the
same visual dimensions as one or more already selected elements.
To scrape the information the user uses special markers (similar
to XPath steps) in the OXPath expression what text strings to
extract. In comparison with XPath, OXPath includes a notion of
Kleene star, that makes it possible to execute an OXPath expression until it does not match anymore. For instance, the Kleene
star allows to traverse the results of a Google Search, where the
Next link is pressed again and again. The output of evaluating an
XPath expression is a set of HTML elements, whereas in OXPath
the output is a tree of scraped strings. The OXPath expression is
written by the user and OXPath does not consider error discovery
and recovery.
Stalker Stalker [Muslea et al., 1999] is a method for inducing
landmark based scraping rules from labeled examples. The user
encodes the desired information as a tree, where the leafs contain

3.3. Results

37

the text strings to be extracted and the inner nodes give structure
to the result. Furthermore the user supplies a set of labeled HTML
documents where the desired information is mapped to the nodes
in the tree. A requirement of their approach is that the information
for a node can be extracted solely from the information extracted
by the parent node. From these examples Stalker sequentially generates, in a top-down way, the start and end landmark candidates
for scraping the desired text. The set of candidates that together
covers all the examples, without extracting any incorrect information on the examples, is chosen and the rules are disjunctively
combined. The output of the induced scraping is a list of tuples,
containing the text in the leafs of the tree as entries [Muslea et al.,
2001].
In 2003, Lerman et al. extended Stalker with a verification
mechanism for detecting errors and recovering from them. The
verification mechanism learns textual patterns from labeled text
output from Stalker. A pattern is a list of token classes, such
as HTML tags or integers, that the tokenized output string must
conform to. The token classes are learned, based on a set of labeled
examples, where the statistically best covering token classes are
picked. Hence the token classes cover a statistically significant
portion of the examples, but not necessarily all of them.
When the verification mechanism detects inconsistent output
from the scraping rules, Stalker relabels the incorrectly scraped
HTML document, using patterns learned from previously scraped
HTML documents guided by the user. More specifically, to relabel
the incorrectly scraped HTML document, Stalker learns patterns
of the constant pieces in the proximity of the scraped text strings
(on previously scraped HTML documents). As the set of patterns
can be potential very large, the set is reduced by learning patterns
only on HTML tags and text strings that appear once on the page,
and keeping patterns that are at least three token classes long.
Given these patterns Stalker is then able to reinduce the scraping
rules from this relabeled HTML document in addition to previous
correctly scraped HTML documents. How exactly the user is involved is not discussed further in their paper [Lerman et al., 2003].
Finally Stalker does not support interaction with the page, such as
clicking buttons and filling forms.
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Kushmerick Kushmerick [2000b] shows how to induce L/R delimiter-based scraping rules and five different extension, such as the
head and tail delimiters discussed in Sect. 3.2.1. The user supplies
a set of labeled HTML document examples, where the desired information is a list of tuples. Therefore, the labeled examples precisely
specify the number of tuples and what text strings are contained in
the tuples. Four of the six L/R delimiter-based scraping approaches
require that the position order (relative to the HTML document)
of the text strings to extract follows exactly their position in the
list of tuples. For instance, the string to extract for the first entry
in the first tuple must be located before all other strings to extract
in the HTML document, the second string to extract must to be
located after the first string, but before all other strings, etc.
To induce the scraping rules on the set of examples, the technique by Kushmerick induces the start and end delimiters, by enumerating the potential candidates. The candidates are constrained
by noting that, e.g. the start delimiter of the first entry must be
a suffix of the strings appearing just before each of the examples,
hence limiting the set of candidates. Furthermore, excluding the
non-nested extensions, the start and end delimiters are independent, so when testing whether a candidate is sufficient, the candidates can be tested individually given a set of special constraints.
For the nested extensions, due to their complexity, all combinations of the candidates must be tested in order to find the right
combination. The type of output from four of L/R delimiter based
scraping approaches is lists of records, whereas the remaining two
are nested structures or bounded trees.
It should be noted that, even though Kushmerick does not
discuss error detection and recovery in the publication on L/R
delimiter-based scraping [Kushmerick, 2000b], Kushmerick did consider how to learn and verify the scraping output in another paper [Kushmerick, 2000a]. The technique learns simple statistics
about the textual output. The statistics are for instance, the average word length, average number of words, or the amount of HTML
in the output. Verifying whether the output conforms to the specification then amounts to testing the textual content and whether
its features are statistically comparable with the statistics from the
examples.
Interaction in the scraping rules are not considered by Kushmerick.
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SG-WRAP The Schema-guided wrapper generator approach
(SG-WRAP) [Meng et al., 2002] uses a tree structure, called the
schema to guide the scraping rules induction. The user defines the
base tree structure of the desired information, including optional
elements and elements that are repeated (e.g. list of elements).
Using a GUI the user maps the HTML elements to the schema
elements and based on these mappings, SG-WRAP generates a set
of initial simple scraping rules, that may not cover the examples
completely. These rules are iteratively refined by the help of the
user in the GUI to capture the rules for optional elements and
list of elements. The rules generated are based on tag paths with
wildcards. The scraping rules also support extracting text using
regular expression, but only text within a selected element.
Besides aiding the user in the specification of the data, SGWRAP also uses the schema for error recovery [Meng et al., 2003].
Their approach utilize that many syntactic units (e.g. hyperlinks
or text) are persistent wrt. to changes in the page. For the running example, the headline “News” will most likely survive when
the page changes, hence it will be a good persistent candidate for
the first news on the page. Given an evolved HTML document,
where the scraper fails at scraping the desired information, their
approach searches for these persistent syntactic units to find the
new locations of the desired information. For each schema element, a persistent element is inferred from the scraping rules and
the history of extracted elements. When recovering from errors,
SG-WRAP uses these persistent elements to find all the HTML
elements that can correspond to schema elements. Afterwards it
groups schema-related elements together by going top-down in the
HTML tree until it finds a level in the tree, where going further
down in the tree will separate schema elements that are at the
same level in the structure and going up means having too many
elements in the same schema element. Detecting the changes are
not considered in their approach. Meng et al. do not consider how
to interact with the HTML document.

Parameswaran et al. Parameswaran et al. utilize a change model
of the evolution of the HTML document [Parameswaran et al.,
2011] to label HTML documents for which the scraping rules fail
to deliver the correct results. Their technique requires a set of la-
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beled HTML document examples, where the desired elements are
designated. The change model is learned from several consecutive
versions of the same HTML document and is focused on the changes
of elements. Based on the data, the model can then give the probability that a given HTML document changes into another [Dalvi
et al., 2009]. Given two HTML document versions, an old and a
new, a change model and the desired element on the old version,
the technique finds the element on the new version with the highest
probability of being the desired one. In other words, the probability that an element on the new page is the element that the desired
element on the old page evolved into. Doing this probability computation naively is expensive, so Parameswaran et al. show how
to optimize it by leveraging shared computation when comparing
sub trees. Furthermore Parameswaran et al. show how to create a
worst case web scraper that assumes the worst case in tree changes
in the HTML document. Worst case in this manner means that
any tree edit can occur up to a certain number of changes. In the
approach by Parameswaran et al. there are no explicit scraping
rules, they are instead encoded in the probabilities and worst-case
changes based on the HTML tree.
For both approaches Parameswaran et al. can compute the confidence of the output element and use it to detect inconsistent output. For the probabilistic approach, the confidence is basically the
probability of the found element. For the worst case approach, the
confidence is the additional number of changes in the tree required
to break the worst case scraper. In their approach Parameswaran
et al. [2011] do not consider how to recover from error or how to
interact with the HTML document.

Dalvi et al. The approach by Dalvi et al. [2011] is the only higher
order approach in the survey, as it takes as input another web
scraper based on examples and makes it resistant to labeling errors,
also called a noise resistant scraper. The convenient property with
a noise resistant scraper is that it opens up for having a non-perfect
labeled examples. Hence, a program based on regular expressions
can label the examples, which means that the labeling happens
without any user involvement. Or it can be used with a known
database of company names, that can label some company names
on a HTML document in order to scrape all company names on
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the page.
They induce the candidate scraper rules on different subsets of
the examples. They rank these candidates based on a probability for the labeling being correct and structural similarity of the
scraping output to determine the best candidate. The subsets are
chosen in an efficient way, such that they reduce from trying all 2n
subsets to a polynomial number of subsets over the n examples. In
order to safely reduce the number, the input scraper needs to fulfill
some basic wellformedness properties, such as completely inducing
the examples. In other words if the scraping rules are induced on
an example, the scraping rules will also return the correct data
from the example if evaluated on the example.
As the selection, output, verification, etc. all depends on the
input scraper the corresponding entries in the table in Fig. 3.3 are
set to Depends (i.e., Deps.).

3.4

Analysis of survey

This section analyzes and discusses the overall result of the survey.
Looking at the table in Fig. 3.3, we see that most of the early
techniques focused on studying the specification of the scraping
rules (e.g. TSIMMIS and WebL) and not on the verification, recovery, or interaction dimensions. In relation to the publication
year, it seems that most efforts were published between 1997 and
2002 and then again from 2011, but bear in mind that a couple of
the verification and recovery techniques were published later than
the scraping rules of a given technique. For instance, Stalker is
introduced in 1999, while the verification and recovery techniques
are introduced in 2003.
More than half of the approaches are based on programming
the scraping rules compared to labeling examples. This fact could
indicate that there still is a need for specifying precisely where the
desired information is located and even though, for some case, labeling examples is more convenient than programming the rules,
the reduced accuracy may not be acceptable. On the other hand,
in case of a scraping rule failure, an approach based on labeled examples are less time-consuming to repair compared to an approach
based on programming.
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From the figure, it seems that tree based scraping rules are
preferred in the later approaches. It makes sense, because treebased scraping abstracts over, e.g., the order of attributes, and
letter casing of element names, which is more robust compared
to the text based approaches. The scraping mechanism employed
dictates to some degree the type of output, and it is therefore
no surprise that most of the approaches result in bounded tree
structures.
Most of the text-based approaches are based on contextual information about the desired text strings, and not on the lexical
structure of the desired text strings. Furthermore, there are none
of the approaches that tries to help the programmer writing the
scraping rules. For instance, in the approaches using regular expressions there are no help in determining whether an expression
will match anything or it may match strings multiple times in unexpected ways.
Regarding the verification and recovery, in two out of five approaches with verification, the user manually writes the specification, while the remaining three uses an (semi-)automated approach.
And all of the approaches are based on either the textual or the
structural properties of the output. None uses the visual properties, such as layout position or styling attributes of the elements,
as exemplified in the visual-based scraping in OXPath.
Lastly interaction for a web scraper was not an issue for the
early approaches as any such interaction would translate directly
into an HTTP request. With JavaScript this has changed and only
WHIRL paths, ANDES, and OXPath support interaction. The
former two only support interaction to some degree in that they
discover links and make it easy to follow.

3.5

Other forms of scraping

In this section we highlight other approaches for automatically
scraping information from HTML documents. Such approaches
could look for predefined information or use many HTML documents to find information about a particular topic. The areas we
cover in this section are template-based extraction, form-recognition
extraction, and table-recognition extraction.
One perspective of a (dynamic) web page is that it is a program

3.5. Other forms of scraping

43

for encoding the data in a data store into one or more HTML documents. This encoding is often governed by one or more templates
with blank holes that are replaced with the data from the data
store. In this case where a set of HTML documents share the same
template, we can from a web scrapers point of view try to learn
the template. If we know the template for the HTML documents
we also know where the data from the data store is inserted and
hence we can scrape that information. We call this field template
extraction. For instance, a set of Amazon book detail pages share
the same template in that for each book we have the title, author, and price located in roughly the same locations in each book
HTML document. This whole process of finding the templates
from a set of HTML documents is automatic, as it only requires
a set of HTML documents sharing the same template. We discuss two systems for extracting the template from a set of HTML
documents, ExAlg and RoadRunner: 1) The text-based ExAlg
system [Arasu and Garcia-Molina, 2003] analyzes all the documents
at once. The system splits the HTML document into tokens (e.g.
text strings divided by a separator character, such as a space) and
tries to learn the template by looking at the frequency of the string
and HTML tokens in the examples. The tokens are grouped in
equivalence classes, where tokens with the same frequency pr. document are in the same equivalence class. These equivalence classes
are post-processed via heuristics to remove noise and from these
equivalence classes the template can be constructed. 2) RoadRunner [Crescenzi et al., 2001] analyzes the documents incrementally
on the other hand, to discover the template by finding all shared
landmarks and mismatches of the documents. When comparing
documents RoadRunner looks for mismatches on tags, and in case
of a mismatch RoadRunner figures out whether it is because of an
optional element or because of iteration. It does this distinction
by searching for several occurrences of the mismatched as that will
indicate iteration if not, it assumes it is an optional element. Otherwise it looks for landmark separators to make the mismatch into
a list [Crescenzi et al., 2001].
HTML forms in an HTML document allows the user to enter
information in input elements, which typically results in an HTTP
request containing the entered information. The forms are commonly used to query large information data stores such as airline
price database or real estate database. The data that is hidden
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behind these forms are called the deep web [Bergman, 2001] and
for search engines that crawl HTML documents it is important also
to be able to explore this data. Therefore the search engines must
find and label the input elements correctly with a characterization
of the information entered in the field. The labeling problem is
difficult as the label for an input element can be any text string
in the proximity of the input element. We call the web scraping
area addressing this problem for form-recognition extraction and
we briefly discuss two approaches by An et al. and Furche et al.:
The approach by An et al. [2007] labels the input elements by combining the HTML attributes of the input element with the text in
the proximity of the input element using a synonym database (i.e.,
WordNet [Miller, 1995]). The approach by Furche et al. [2012]
on the other hand searches various scopes to find a label. First it
searches for a <field> element enclosing the input label and if that
fails it searches for labels in the enclosing <form> element. Finally
if that fails it fall back to find a text field, that layout wise is in
the proximity of the form element.
There are also approaches for automatically detecting information presented as tables in a HTML document, scraping it and outputting it as records. This field is typically called table-recognition
extraction. Information inside a <table> elements may be a relational data, but unfortunately <table> has historically also been
used for controlling the layout of the web document. Similarly information organized in list elements, <li>, may relational, but it
may also be navigation. Various approaches tackle this problem
differently and we briefly cover two: 1) Miao et al. [2009] investigate all unique element paths in a HTML document and try to
cluster them together by finding patterns in the relationship between the occurrences of each path. Given such a cluster they
extract the records by observing structural similarities in the cluster. 2) Gatterbauer et al. [2007] utilize only the visual properties
of the rendered HTML document, by representing the rendered
HTML document as a set of boxes defined by the coordinates of
the HTML elements. Given these boxes Gatterbauer et al. detect
tables using a set of over 20 rules. One such rule is that no cell in
a candidate table must fill more than 40% of the candidate table
and another rule is that the information in the table must share
font family and font size.

3.6. Safe Regular expression extraction
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Safe Regular expression extraction

As shown in the survey regular expressions are an integral part
of web scraping. Many of the approaches in the survey use some
form of regular expressions for scraping, either directly (e.g. WebL)
or indirectly as part of the scraping rules for element paths (e.g.
W4F). Furthermore, regular expressions are used to specify the
format of the output used for recovery (e.g. SG-Wrap), and lastly
regular expressions are frequently used when the scraping rules are
XPath, as the last step for extracting the desired text. In this
section we describe the problems faced when using regular expressions and we present our solution as two analyses (implemented in
a tool reg-exp-rec) that helps the scraping programmer use regular expressions in such a way that certain classes of errors in the
regular expressions are avoided. In the following we define the regular expressions and present the problems and in Section 3.6.1 we
describe our solution to address these challenges.
The regular expressions treated in this chapter are the classical
ones as discussed in Section 3.2.1. The regular expressions are
defined over an alphabet of characters Σ and have the operators
choice, concatenation and Kleene star as shown in the grammar
below:
R

:

∅

| ε

| c | R|R

| R·R

| R*

where ∅ matches the empty language (i.e., nothing), ε matches the
empty string, c is a meta-variable and matches a specific character
(where c ∈ Σ), R1 |R2 (i.e., choice) matches a string if either R1 or
R2 matches the string, R1 ·R2 (i.e., concatenation) matches a string,
if it can be split in two substrings, where R1 matches the first part
and R2 matches the second part, and finally R* (i.e., Kleene star)
matches a string, if the string can be split in such a way that R
matches every part. On top of these basic operators, extensions
such as any character “.”, (i.e., c1 |c2 | . . . |c|Σ| ), constant string
“"c1 c2 c3 "” (i.e., c1 ·c2 ·c3 ) at least once “R+” (i.e., R·R*) are trivial
to implement. The set of strings matched by a regular expression is
called the language matched or accepted by the regular expression. 
The formal semantics of the regular expressions is presented in
Sect. 7.2.
In order to use the regular expressions for extracting substrings
of the matched string, we extend these regular expressions with a
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recording expression, that is reminiscent of capturing groups known
from Perl-style regular expressions. A recording is written as
<x=R>
The recording expression matches the same language as R, but
as a side effect, it records what R matches and makes it accessible through the identifier x after the regular expression has been
matched on a string. The main differences with capturing groups
are first that if the recording construct can match several times it
records all matches, whereas a capturing group will only make the
last match available. Secondly it can be nested and it is accessed
in a nested form, whereas capturing groups cannot be nested. Finally, to access the recorded string it is accessed through the identifier, whereas capturing groups are typically accessed through their
index number (the regular expressions in Python support named
capturing groups as well).
When using regular expressions extended with a mechanism for
substring extraction, an important and challenging issue is ambiguity. If a regular expression can match a string in several ways, the
 regular expression is ambiguous. For instance, the regular expression “a|<foo=a>” matches a single “a” character in both branches
of the choice, but the second operand also records it. Depending on what side of the choice that matches, foo may or may not
contain the text string “a”. Conversely, the regular expression
“a|<bar=b>” is unambiguous, because for any string accepted by
this regular expression (i.e., the “a” or “b” characters) it can only
match one of the sides.
As a more realistic example, to scrape the text string in the first
<em> (i.e., “Discount ..”) of the example in Fig. 3.1 using regular
expressions, the simple expression
.*"<em>"<banner=.*>"</em>".*
seems adequate. But this regular expression is ambiguous as the
recording can record the text between the first opening <em> tag
and the last </em> tag. Or maybe it records something between
a pair of <em> and </em>, but it can match any such pair in the
example (hence also an author name). The problem is that we
do not know how much “.*” matches (only if “.*” matches as
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little as possible, also called lazy matching, will we get the desired
semantics of the regular expression).
In this respect, even though ambiguity is an interesting property of a regular expression, in a practical setting ambiguity is
only problematic when recordings are involved. Ambiguity does
not interfere with purely testing a string for acceptance by a regular expression. Similarly ambiguity problems within recordings are
irrelevant as long as the recordings do not contain nested recordings. For instance, the example (a|a)<foo=c> is ambiguous, but
the ambiguity does not affect the recording.
Another issue when using regular expressions extended with a
mechanism for substring matching, is the type of the substrings
extracted. Depending on the location of a recording in a regular
expression the number of times a substring is recorded differs. The
recording may always record a substring (e.g. “<foo=a+>b”) if
the string is matched by the regular expression; it may sometimes
record a substring (e.g. “<foo=c+>|b”) or it may record multiple substrings (e.g. “(<foo=a>+”). Furthermore when substrings
matched by a recording are treated as, e.g. an integer, the application logic has to cast/parse the substring into a integer-typed
variable, to be able to utilize the integer value. For instance, in
the above example, the banner recording will be typed as a string,
because it accepts general strings, but imagine that the author is
concatenated with the number of days since the publication of the
news article, such as
<em>Casper (5 days ago)</em>
In this case, we will also extract the number of days, which can be
done using the following regular expression
"<em>"<name=[a-zA-Z]+ "("<days=[0-9]+> .*
where both recordings will be extracted and typed as strings, but
days should rather be extracted and typed as an integer. Therefore,
the programmer must deal with both issues when he treats the
substrings extracted by the recordings, as to make sure whether
the values are used in a safe and “correct” way.
In order to make a consistent web scraper using regular expressions, it is important that the regular expressions are unambiguous
and that the types of substrings are as intended. Otherwise the
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scraper result may be “incorrect”, which for some domains are
very problematic. In the next section we present our solution to
detect these issues.
3.6.1

Our solution

We posed the following research questions in order to investigate
how to alleviate these problems:
1. Can we statically analyze a regular expression with substring
extraction for ambiguity and is it possible to pinpoint exactly
where the ambiguity is located in the regular expression?
2. Can we infer the types of the results of the matched substrings?
To answer these questions, we developed two analyses: 1) a soundand-complete syntax-directed analysis for detecting ambiguities in
regular expressions, and 2) a type system for regular expressions
to infer the number and the types of substrings extractions. Both
analyses are included in a standalone tool reg-exp-rec in which regular expressions can be written, exported and used in a general
purpose programming language, such as Java. In Section 3.6.2
we present the ambiguity analysis and in Section 3.6.3 we present
the type inference system and show how we map the types to an
external programming language.
3.6.2

Ambiguity

The key observation for our analysis is that for each operand we can
characterize the ambiguity issue (which is a structural property) in
terms of linguistic properties. For instance, a choice is ambiguous
if there is a set of strings accepted by both operands. Therefore,
to analyze whether a choice is ambiguous, we only need to check
whether the intersection of the languages matched by the operands
are non-empty. If it is, the choice is ambiguous, otherwise it is unambiguous. The intersection language is easily constructed via automata for the regular expressions of both operands [Hopcroft and
Ullman, 1979]. There are similar conditions for the other operators
that test whether the expression with the operator is ambiguous.
Based on these observation we can device a syntax-directed analysis
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for regular expressions, that test these conditions for all the operators in the regular expression. In turn, being syntax-directed also
means that the user is informed of the exact location of the problematic part of the expression, which makes it easier for the user
to debug. For instance, the regular-expression example for scraping the banner, “.*"<em>"<banner=.*>"</em>".*” is ambiguous.
This ambiguity is detected by our analysis and as it is capable of
pinpointing the operator with the ambiguity problem, the error
messages produced are very helpful. The ambiguity problem in
this expression will be reported as
*** ambiguous concatenation: .*<em> <--> <banner=.*>
shortest ambiguous string: "<em><em>"
where the analysis has (correctly) detected that the text string
“<em><em>” can be matched in two ways in the concatenation
between “.*"<em>"” and “<banner=.*>”. Either the recording
banner will either record nothing or it will record the string “<em>”.
Given such an ambiguity problem, there are several ways to disambiguate the above example. A straight-forward approach is to
use the disambiguation operators, also known from Perl Style regular expressions, that makes the Kleene star prefer shorter matches
over longer ones. Another option is to use the restriction operator R1 \R2 that works like a set restriction, where the restriction
expression matches those strings that R1 matches, except those
strings that are also matched by R2 . Using the restriction, the expression can be written as (with newlines inserted for better readability)
(.*\(.*"<em>".*))"<em>"
<banner=(.*\(.*"</em>".*))>
"</em>".*
which makes the first Kleene star matches everything except a <em>
tag and the second Kleene star matches everything except a </em>
tag.
3.6.3

Type inference

The type system infers the types for the recordings from the language matched by the recording and the position of the recording
in the regular expression. We discuss these two points in turn.
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The language matched by the recordings dictates the type of
substrings extracted by the recording. Therefore, if the language
matched by a recording is a subset of the language for a type τ ,
e.g. integers, we can safely type the recording as τ (assuming that
the values of type τ can be generated by a regular expression).
For instance, in the example of authors and days, the type system detects that only digits are recorded by the days recording,
which are within the allowed values for the integer type (ignoring
overflow). Hence, our tool can safely parse and return the value
as an integer (our tool has support for handling integer overflow).
Moreover, our approach supports the Java types boolean, float,
double, and char, but can easily be extended to support other
types.
For the second point, given that a regular expression match a
string s, the number of times a recording in the regular expression can record a substring in s, depends on the location and the
identifier of the recording in the regular expression. For instance,
if a recording is only present in one operand of a choice, then the
recording may record a substring, whereas if it is present in one
operand of a concatenation it will always record a substring. If the
same recording identifier is used several times in, e.g., a concatenation the result is that the identifier reference a list of recorded
substrings. These rules are formalized along with rules for the remaining operators in Section 7.4. The feature of reusing identifier
names is convenient for recording a list of, for instance, commaseparated lines
<ages = [0-9]+> (,<ages = [0-9]+>)*
in which case the ages recording under the Kleene star will result in
a list, and combined with the always matching first recording with
the same name, the ages identifier will, after a match, reference a
list of minimum size 1 containing ages of type integer.
For more information on our approach we refer to the paper [Brabrand and Thomsen, 2010], which is also included in this
dissertation (see Chapter 7). The chapter presents the formal semantics of regular expressions, the formal definition of ambiguity,
a sound-and-complete proof of the ambiguity conditions, and the
formal details of the type inference (including a description of the
nesting) in addition to a detailed example on how to use our approach to parse bounded depth XML documents.
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In the next section we will look at another issue emerged from
the survey and how to handle it.

3.7

Composability and graphical verification

Returning to the survey, the verification mechanisms of the web
scraping approaches are focused on either the textual or the structural content of the scraping-rules output. For instance, ANDES
utilizes simple syntactic checks and bounds on the output text
in order to verify the output, whereas Kushmerick and Stalker
learn more involved statistical features and patterns about the
output text [Kushmerick, 2000a; Muslea et al., 2001]. Finally,
Parameswaran et al. utilizes the probability that an output element is the element that previously scraped elements has evolved
to [Parameswaran et al., 2011]. However, as shown in OXPath,
utilizing the visual properties (e.g. the CSS information) of the
HTML document are useful for the scraping information, so the
visual properties may also be useful for verification.
Furthermore, most of the approaches do not use verification of
the output to detect failures in the scraping rules. Adding verification mechanism to a set of scraping rules cannot be trivially carried
out, as there is no general and precise signature definition of the
components of the web scraper. The issue is in the area of repairing
the scraping rules and/or the verification mechanism if they make
a mistake (the Error point in Figure 2.3)). The amount a user is
involved and when the user is involved varies between web scraping approaches and so it makes it non-trivial to include verification
mechanisms.
3.7.1

Our solution

To address these issues, we developed a web scraping framework,
called WebSelF, that precisely expresses the roles and signatures
of the web scraping components, e.g. the scraping rules and the
verification mechanisms, including the components for repairing
both. The framework expresses explicitly the flow of information,
from the scraping rules to verification mechanism and it expresses
exactly what happens, when the verification mechanism accepts
or rejects, respectively the scraping output. When the output is
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rejected the framework also expresses exactly when the user is involved and the amount of user involvement required to repair or
reinduce the scraping rules or verification mechanism.
Another benefit of WebSelF is that, scraping rules and verification techniques which conforms to the formulated signatures
are easily composeable. This combination allows verification to be
added to scraping-rules approaches that do not include verification, and the precise signatures allow verification techniques to be
combined, thereby increasing the consistency of the result.
Our hypothesis is that the precise signatures in WebSelF leads
to flexible and composable verification mechanisms, which increases
the consistency as measured in improved accuracy (defined later) of
the web scraper result. In order to test this hypothesis, we created
an implementation of WebSelF in Java and posed the following
questions:
1. To what extent is verification of the scraping rules necessary?
2. What properties of the scraping rule output are useful for
output verification?
3. How can an existing technique be expressed in WebSelF?
The rest of this section describes how we investigated and answered
each of these three questions.
To answer the first question, we conducted a large experiment
on realistic scraping rules, to evaluate how often they would output
incorrect information. The realistic scraping rules were found by
searching the WWW and in total we found 30 XPath expression
used for scraping 17 URIs. We collected HTML documents from
these 17 URIs for over a year. For each document, the implementation evaluated the XPath expressions on the document and we
manually verified whether the result was the desired information
or not. In total, the scraping rules extracted information 19,664
times. The metric we measured, was the ratio between the number of times the scraping rules output “incorrect” information and
the number of times the scraping rules output information. The
number of times the scraping rules did not output any information is thus not involved, as a verification mechanism is not needed
to detect this case. We found that the scraping rules output incorrect information in about 19% of the 19,664 times they output
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information. It seem rather large, that in one out of five times
the scraping rules extract something, it is the wrong information.
Hence, verification is indeed a valuable feature to try to improve
this metric.
To answer the second question, we conducted an experiment,
where in addition to the realistic scraping rules from the first experiment, several qualitatively different verification mechanism were
included to verify the output of the scraping rules. We constructed
in total 24 qualitatively different verification mechanisms, including
an implementation of Stalkers verification mechanism. The verification mechanisms relied on the textual (e.g. text patterns), structural (e.g. HTML structure), contextual (e.g. HTML elements
in the proximity), and visual (e.g. layout position of the HTML
element) properties of the output. Moreover, eight of these verification mechanisms were composed from other basic verification
mechanisms. We measured the accuracy, A, for each verification 
mechanism and it is the ratio
A=

C
N

where C is the number of times the verification mechanism correctly verifies the output (e.g. accepts the output, when it is the
desired information and rejects the output, when it is not the desired information) and N is the number of times the verification
mechanism verifies output. In Section 5 we present a more formal
definition of accuracy, but for now the above definition suffices. We
found that verification mechanisms utilizing the visual properties,
either directly or through composition achieved a high accuracy
compared to state of the art textual-based approaches, such as
Stalker. For instance, combining the visual and textual properties achieved an accuracy of 95% versus 64% for the textual-based
alone. The composability of different verification mechanisms also
demonstrated the ability to fine tune the composed verification
mechanism by choosing different properties to rely on. It can be
tuned to be more strict and thus be more certain that incorrect
output is rejected, but at the cost of rejecting more correct output.
On the other hand the verification mechanism can be tuned to be
more loose, thereby accepting more correct output, but at the cost
of slipping incorrect output through. Based on the result of the
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experiment we found that output verification helps and relying on
several properties increases the consistency of web scrapers.
To answer the third question, we demonstrated that the influential web-scraping approach, Stalker, is expressible in WebSelF.
The components to express are the scraping rules, the verification
mechanism and the methods to induce both, which include how the
user is involved. The full details are in Section 8.2.2. That Stalker
is expressible in WebSelF indicates that other approaches are also
expressible in the framework, but it is not thereby given that all
existing web scraping approaches can be expressed in WebSelF.
For the full details see the publication [Thomsen et al., 2012],
that is included as Chapter 8 of this dissertation in an extended
version. The framework is formally defined, with precise signatures
of the components and the information flow. Also the experiments
and the different verification mechanisms are described in more
detail. Note that in the paper (and the chapter) we denote the
scraping rules, a selection function and the verification mechanism,
a verification function to signify the generality of the components
and that they can contain arbitrary computation. In this chapter we focus on the syntax of the scraping rules and as they are
expressed as rules, that notion is more adequate.

3.8

Subconclusion

We have in this chapter looked at approaches to extract information from the WWW. We have in detail looked at the components
of a web scraper, namely the scraping rules and the verification
mechanism. For the scraping rules, which is the specification of
the desired information in an HTML document we have looked
at how to remove certain classes of errors from the specification.
For the verification mechanism, we have seen how to improve it,
by combining it with the visual properties of the scraping rules
output Finally we have in WebSelF seen how to combine scraping
rules and verification mechanisms to increase the consistency of the
scraping rules output.
We conclude that using these results, it is possible to improve
on the overall consistency of web scrapers.

Chapter

4

Data Store Consistency
In the previous chapter we discussed how to increase the consistency of the web scraper result, by verifying it against a consistency
specification. In this chapter we look at the emerging data store approaches for serving large and scalable web sites and we show that,
compared to conventional data stores, these emerging approaches
raises issues for ensuring efficiently a consistency specification of
the information in the data store. Finally we show a technique for
addressing this issue.
We focus the discussion on two categories of data stores: the
conventional relational data store and the emerging schema-less
data store underlying large scale web sites. The first category is
based on the seminal work by Codd [1970]. For the second category
a lot of different approaches have emerged, so we exemplify it with
two approaches key-value data store stores [DeCandia et al., 2007]
and column-oriented data stores [Chang et al., 2006b]. Typically,
relational data stores are called databases, but in order to simplify
the terminology, we use the term relational data stores [Cattell,
2010]. Before discussing each of the categories in more detail, we
discuss their similarities and introduce the necessary concepts.
In all three approaches there is a basic data entity, e.g., a row
in a relational data store or a value in a key-value data store and
each entity contains atomic values (e.g., a string or an integer).
The primary key is an identifier for each data entity, that uniquely 
points to the data entity. Relational data stores also support relations between entities, such that a value in an entity can refer
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to another entity. Such relationships are not directly supported in
the two latter approaches, but must be handled in the application
logic. For instance, in the running example from the previous chapter, shown in Fig. 3.1 with news articles, authors and bread text,
the representation in a data store could be that each news article
is an entity consisting of the tree atomic values headline, an author
and a bread text. The primary key could then be an incremental
auto-generated number the points to each data entity.

The consistency specification for a data store defines the allowed format of the atomic values in the data store, the relationship between atomic values in the data store, and between related
 entities. The data store and its information are consistent, if and
only if the information conforms to the specification. Otherwise
they are inconsistent. Whenever the data store is to be updated,
the consistency specification is used to verify that the updated data
store will be consistent. For instance, in the running example, the
author should only be one name (without surname) and it should
refer to an author entity in another data store that must exist
(the scheme is simple, but inspired from a realistic setting). These
two requirements would be specified appropriately in a consistency
specification.
For data stores, the consistency specification is written by a
programmer, where in contrast the consistency specification in web
scraping verification, could either be given by a user or be learned
from examples. How such a specification is written is described
in more detail, when we discuss each of the two categories in Section 4.1 and Section 4.2. The verification process of the data store
checks that the information in the data store conforms to the specification. For the overall performance of the data store system is
important that the verification process is efficient, as a slow verification process slows down the system (e.g., a web site) using the
data store.
A note on terminology, in literature on relational data stores
and especially distributed data stores, consistency might refer to
the overall state of all nodes in the distributed system and whether
all of them contain the same information. This perspective of consistency is relevant for propagating updates to all nodes, but as this
dissertation do not consider how distributed data stores are synchronized, we adopt the notion of consistency as used in the rest of
the dissertation, namely that it refers to whether the information
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in the data store conforms to its specification.
The outline of the rest of the chapter is that Section 4.1 discusses verification of relational data stores. Section 4.2 describes
the verification process of schema-less data stores and highlight
their issues compared with relational data stores. Section 4.3 presents
our solution to these issues, and finally Section 4.4 briefly discusses
the broader perspective of our solution.

4.1

Relational data stores

According to Codd a relational data store is defined by 12 rules
or features that it should support [Codd, 1982]. Only five of
these rules are relevant for this discussion, so in this dissertation a
relational data store is defined by the five constituents:

1. The relational data model
2. A primary key to uniquely identify each data entity
3. The relational algebra
4. A relational consistency specification formalism
5. A verification mechanism
We discuss each of these constituents in turn here.
1. The relational data model is a model using relations over sets 
of atomic values (not necessarily distinct) to describe information [Codd, 1970]. In other words all entities in a relation
(e.g., tuples) contain the same number of atomic values. The
entries in the tuple are called columns and the tuples are
often referred to as rows. For this reason a relation can be
thought of as a two dimensional table, where the tuples are
rows and the columns are the columns. All rows must have
an atomic value for each column, but most implementations
of relational data bases allows null values to signify their
absence.
2.

The primary key for a relation is a set of columns (in 
the relation), whose values uniquely identify each tuple in
the relation. The primary key is used to refer to the row
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and thereby create relationships among relations, where a
tuple in a relation refers to another tuple in a different relation using the primary key. For instance, for the example from Section 3.2, we can represent the news articles as
a relation, news-articles, over four columns: headline,
author, breadtext, and id, where id is a unique number
and will serve as the primary key (we can probably also use
headline and author as combined primary key, but for simplicity we use a fourth id column). The author information
would then be the authors email address and maybe phone
number in addition to his name. Hence the authors relation would have three columns: name, emailaddress and
phonenumber. Given that there is no overlap between author
names, we could use the name column as the primary key for
the authors.
3. Relational algebra is a formalism to query and extract information from a relational data model [Codd, 1970]. Relational
algebra is based on first-order predicate logic and supports
basic set operators, e.g., union, set difference and Cartesian
product. Moreover, it contains primitives for querying individual relations, such as the projection operator that reduces the number of columns to query, the selection operator
that filters the tuples, and the join operator that combines
relations together, similar to a cartesian product, but with
restrictions on the resulting tuples.




4. The relational consistency specification formalism is the formal language to express consistency specifications in. An
invariant (or integrity constraints) is a commonly used term
for a relational consistency specification and we employ it
here for simplicity reasons. A relational data store can have
multiple invariants in place for ensuring consistency. Typically, first order logic is employed as the formalism, because it
formalism the relational data model conveniently maps trivially to first order logic [Nicolas, 1982]. The n-ary relations
are interpreted as n-ary predicates, that are considered true
if the arguments are in the corresponding n-ary relation. The
predicates are then combined into expressions using the standard first order logic operators and quantifiers. For instance,
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in our example, the specification would look like the following
first-order-logic expression
[∀A, E, P. authors(A, E, P ) ⇒ email(E)]

∧

(4.1)

[∀H, A, B. news-articles(H, A, B) ⇒
∃E, P. authors(A, E, P )]

(4.2)

where H, A, B, E, and P are variables, the predicate email
signifies that the argument is string formatted as a valid email
address and the relations authors and news-articles are
the predicates for the corresponding relations. Also note that
the variables as they stand could potentially refer to an infinite set of values, but by making them arguments to the
predicates, they can only range over a finite number of values, namely the values in the corresponding relation to the
predicate. This requirement is a bit more subtle, but it can
be checked syntactically [Nicolas, 1982].
5. The verification mechanism guarantees that the data store
is always consistent and conforming to the invariants. The
invariants are checked when the data store is updated (such
as insertions, or deletions) and if the update makes the data
store inconsistent the update is rejected by the relational data
store. The invariants might span several relations and enforcing them can incur a potentially large verification overhead,
as it requires lookup in several relations.
The issue of verification overhead was addressed by Nicolas, who
proposed a technique to reduce the verification overhead. The technique utilizes that the update might affect few tuples and relations.
Given a set of invariants and an update, the technique simplifies
the invariants, such that less relations are checked to reverify them.
The technique simplifies the invariants in two steps. First step filters out the invariants that are completely unaffected by the update. Second step is to insert the values of the update into the remaining invariants and then simplify the invariant by simple rules
(e.g., True ∨ x is replaced by True). For instance, to insert a new
author into the authors relation, only the first operand (Eq. (4.1))
of the conjunction in the invariant above must be checked, as the
second operand (Eq. (4.2)) could not be falsified by a new author.
On the other hand, where we to delete an author from the authors

60

4. Data Store Consistency

relation we would have to verify the second operand, but not the
first. Nicolas proved the technique correct, but does not give any
empirical evidence of its practical performance [Nicolas, 1982].
Nicolas’s technique was further refined to be used in distributed
data store environments where the data store is distributed over
several nodes, each having a part of the relations of the data store.
Verifying an invariant in this case would amount to checking information spread out over several nodes, which is even more costly
than looking up information in locally stored relations. Gupta and
Widom developed a technique for this scenario that generates a
test for every incoming update. If the test succeeds, it is safe to
commit to the data store, but if the test fails a global invariant
check must be performed. The technique uses the node location in
addition to the update in order to generate the test. Hence they
only optimize the case where no additional information from other
nodes are required [Gupta and Widom, 1993].
Since then, these techniques have been further refined by others to work for distributed invariants and cases where tuples in a
relations are spread out over several nodes. For a good overview of
the various approach the survey by Ibrahim [2006]. Gupta et al.
[1994] moreover considers the theoretical aspects of optimizing consistency checking with various degrees available information.
Returning back to the relational data store, the advantages with
a clear data model and a general query language have made them
commonly used as the data store underlying web sites. But the
last decade has revealed the drawbacks of relational data stores,
namely that they are difficult to scale for very large web sites with
millions of users and huge amounts of information. These issues
arises in part from the ability to create relationships between tuples
in different relations. In the next section we discuss approaches
that allow scaling, by not supporting all the features of a relational
data store.

4.2

Schema-less data stores

 A schema-less data store is a store for data entities identified by
a primary key and no required schema. A NoSQL data store is
another frequently used for meaning something similar to schemaless data store, but as it is not well-defined, we adopt the notion

4.2. Schema-less data stores

61

of a schema-less data store [Cattell, 2010; Sadalage and Fowler,
2012]. In terms of features compared with relational data stores,
schema-less data stores have the following characteristics
1. No schema of the data entities.
2. A primary key that solely identifies a data entity, but due
to the absence of schema, no ability to create relationships
between data entities directly in the data store.
3. A simple API, capable of inserting or retrieving single data
entities.
4. No formalism or verification mechanism for ensuring a consistent data store.
We elaborate more on the last point and how consistency is achieved
in these approaches despite this absence, but first we discuss a couple of examples.
These two approaches are Amazons Dynamo [DeCandia et al.,
2007] and Googles BigTable [Chang et al., 2006b]: a) Amazons
Dynamo is a highly available key-value data store, where both key
and value are regarded as a string of bytes. The key is the primary
key and there is no notion of relationship between entities or values.
Dynamo is deployed internally at Amazon to handle the shopping
cart of their web shop. As such it needs to be scalable due to the
high load of users and resilient to failure. b) Google BigTable is a
sparse, distributed, persistent multidimensional sorted map. It is
also called a column-oriented data store, similar to relational data
stores, where the basic entity is a row. But in contrast to relational
data stores there is no predefined schema for the data store, in that
the number and types of columns are specific for each row. The
data in a column can also be nested data structures and for a given
row, columns can be added or removed dynamically without effects
for the other rows. Each row in BigTable has a primary key, but
there is no notion of relationships between the rows. If relationships
are required the logic for joining the rows must be handled in the
application code.
Returning to consistency checking, the absence of support for
it in the schema-less data stores, means that the programmer must
write the consistency checks in the application code. Therefore, it
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is up to the programmer to consider the performance implications,
if any, of verifying the updates. The engineering effort to program
the invariants can be daunting, especially if the language used is
imperative. Related to checking a specification, we looked at bugs
reported for the standard URL parser implementation in Java and
found 88 reported over a decade. Even though this is for parsing
according to a specification it gives a hint about how difficult verifying a specification can be. For more information about the bugs
reported and the complexity of the URL parser implementation see
Sec. 7.7.
The schema-less data stores bring in other benefits and caveats
compared with relational data stores, that we won’t discuss here.
For an introduction to the schema-less data stores we refer to the
book by Sadalage and Fowler [2012] or the survey by Cattell [2010].
Given that the information in a schema-less data store should
still be consistent for the same reasons as the information in a
relational data store should be, we present in the next section a
technique for maintaining efficiently the consistency of a large-scale
data store.

4.3

Consistency in schema-less data stores

In this section we describe a technique that was used for automatically optimizing invariants written for a schema-less data store. We
describe the data store and the verification approach in a motivating case study in the following. In Section 4.3.1 we describe our
technique for verifying invariants efficiently in the data store and
in Section 4.3.2 we evaluate our approach. The details of our approach are in our paper [Thomsen et al., 2013], which is submitted
together with this dissertation in Chapter 9.
Our motivating case study for developing the technique, was the
consistency checks of the Google Maps data store, which powers
the web site maps.google.com. The data store is Google BigTable,
where the main entity is a basic object stored in one of the columns
(the content of the other columns are unrelated to the purpose of
this case study). Each object has a unique id, i.e., primary key that
is used to check for equality and to lookup objects in the BigTable.
Using this id the objects can reference each other and make relationships between the objects. For instance, the geographical
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locations in a given country could have a reference to that particular country, e.g., the object representing Mount Everest would
have a reference to the object representing the country of Nepal.
The invariants in place must be verified, whenever one of these
objects is updated. There are invariants for verifying both single
objects and the relationship between multiple objects. For single
objects it can be that fields of the object are formatted correctly or
within a certain range. Similarly for multiple objects it can be that
the relationship mentioned above must exist for all geographical
locations, such that if a geographical location has a reference to a
country it must also be physically located within the country. For
instance, in the mountain example, it must be that the physical
location of the mountain top must be within the border of the
country in order to be a consistent relationship.
For the Google Maps data store these invariants are given as
a C++ program, that is essentially a list of function calls, where
each function represents an invariant. The program is executed
at the last stage just before an update is sent and committed to
the data store, where the update is naturally only committed if
it does not break the consistency of the data store. If the update
does break the consistency it is rejected by the program with an
error message pinpointing the location of the problem. Before we
introduced our automatically optimizing approach the invariants
were implemented and manually optimized by an engineer. The
goal of the optimizations were to reduce the number of referenced
objects to lookup for a given update. Therefore, for every invariant, the engineer would carefully investigate under what conditions
a referenced object should be looked up. Specifically, for every invariant, he would implement two phases to accommodate this, the
first phase takes a given update and investigates what fields are updated and from these fields figure out what objects are required to
verify the relationships. The second phase then takes these fetched
objects and verify the invariant.
This approach is cumbersome and error-prone because the invariant is duplicated, one for analyzing what relationships are potentially invalidated and one for actually verifying the invariant.
Another issue is that as the effort was manual, the optimization
might be incorrect or suboptimal.
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Our solution

To solve these issues, we developed a framework in which the engineer will still program the invariants, but without considering performance issues for the verification process. The invariants are still
programmed in a Turing-complete programming language, e.g.,
C++, but the programmer instead instruments the program logic.
From these instrumentations our technique can dynamically infer
the boolean structure of the invariants and then simplify this structure. The hypothesis is that by simplifying the structure we will
reduce the information needed to verify the invariant and therefore the number of referenced objects. The contribution of this
technique is the simplification algorithm, so that is what we briefly
discuss here.
From the framework analyzing the invariants, we receive an
AST where the top nodes are boolean operators and the leafs are
expression denoting general computation. The extracted boolean
expression is a propositional boolean expression and it is converted
into conjunctive normal form (CNF) given by the grammar below.
b ::= b ∧ b | b
b ::= b ∨ b | l
l ::= x | ¬x
We adopt the terminology from SAT solvers [Gomes et al., 2008]:
l is called a literal, b is called a clause, b is called an expression, where the top most is denoted an invariant. The variables
represent general computational expression, such as comparisons
between objects or expressions over objects. The data store in this
model is a mapping from variables to boolean values, defined for all
variables in the expression. An update to the data store is similarly
a mapping of variables to boolean values that may or may not be
the same as the data store, and it is not necessarily defined over
all variables.
A non-optimized approach to verify an invariant given an update, will fetch the values of all variables in the expression from
the data store, (unless the variables are in the update in which
the values from the update is used). These values are inserted in
the expression, and the expression is evaluated. If the evaluated
expression is true, the update is safe to commit, otherwise the up-
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date is rejected. This non-optimized approach is expensive as all
referenced objects will be looked up, and for instance, it will be a
too costly approach for the Google Maps data store.
Therefore given an invariant and an update, our approach simplifies the invariant in order to reduce the number of variables
needed to look up in the data store. The simplification is inspired
by the simplification from consistency checking in relational data
stores, where the values from the update are inserted in the invariant. In addition we utilize other properties, such as subset
relations between clauses. We assume that the cost of evaluating
the expression is negligible compared to the cost of fetching the
objects, hence by reducing the number of objects, to potentially
zero, we gain a speed up in terms of runtime cost. Furthermore,
the data store is assumed to always be consistent, so that before
the update we can assume that the invariant was satisfied with the
values in the data store. We do not know how it was satisfied as it
would require a lookup in the data store.
It should be noted that we also assume that we cannot cache
the results of evaluating the expression, as for every update and
invariant we build a boolean expression that is then simplified.
Caching of a result then means that we should cache the result of
every object in the data store, and this is intractable.
4.3.2

Evaluation

To test the hypothesis for the new approach, we posed several
questions to investigate
1. How much, if any, will our approach reduce the number of
object lookups for verifying real world invariants?
2. How big an overhead, if any, will our approach add in comparison to the manual optimized invariants?
3. Does our approach preserve the semantics of the expression?
4. What is the theoretical bound of the improvements?
To answer the first two questions, we developed an implementation of our algorithm that performs the invariant check of the
Google Maps data store. We compared this implementation to implementations of a non-optimized algorithm, and to the manual
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optimized algorithm in place before we introduced our algorithm.
We used a subset of updated object (around 110 mil. objects) for
several versions of Google Maps as the data set to evaluate the
implementation on. The results showed that both our algorithm
and the manual optimized algorithm outperform the non-optimized
algorithm by a factor of more than 30 in number of requested objects. Hence, there is a lot to gain from simplifying the expressions.
Furthermore the overhead of our algorithm is within 3.5% of the
manual algorithm, which is negligible compared to the cost of verification. The overhead is due to our approach not being able to
utilize domain specific knowledge that the manual engineered invariants can. Say for a mountain in a country, if the mountain
shrinks (due to new measurements) there is no need to verify that
the mountain is still within the country, as it always will be. This
type of comparison is not utilized in our approach, whereas it is in
the manual engineered approach. Furthermore our algorithm saves
the overhead of the manual optimization by an engineer.
To answer the third question, we formalized the simplification
algorithm in the Coq Proof Assistant [Bertot and Castéran, 2004]
and proved it to be semantics preserving. In other words a simplified invariant has the same truth value as the original invariant.
However the simplified invariant as produced by our algorithm is
not optimal, which leads to the fourth question.
To answer the fourth question we proved the underlying problem of simplifying invariants to be coNP-hard, meaning that an
algorithm to produce the optimal simplified invariant is believed
to have exponential runtime complexity (unless coNP = P). So we
can use an algorithm to produce the optimal simplified expression,
but its runtime complexity will make it intractable in practice.
Despite this bound, our approach produces good results with a
practical runtime complexity.
Our technique is ready to go in production at Google to replace
the current approach, because of these good results. The full details of our approach, including an example, the semantics of the
invariant language, the simplification algorithm, and the proof for
coNP-hardness are in Chapter 9.
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Outlook

The next step for this approach, is to completely remove the overhead of the analysis compared to the manually optimized invariants. In order to do so the invariant language must have support
for expressing explicit comparisons and other operators that are
optimizable (e.g., subset). In order to do so, the language will
need support for structural access to the objects and its fields.
Another drawback of our approach is that the programmer must
instrument his code in order for our analysis to infer the structure
of the invariant. Even though this burden is small in comparison
with manually optimizing the invariants, it is still a burden. One
approach will be to design a domain-specific language for the invariants, but besides being time consuming it needs to interface
with C++ as much of the infrastructure is in C++. Maybe the language can be a thin layer on top of C++ that will then compile to
plain C++ code with the instrumentation inserted.

Chapter

Scientific Evaluation
In the previous chapters we discussed how to specify and verify the
consistency requirements. In this chapter we discuss how to ensure
consistency in the evaluation of a web scraping approach. In the
process of designing a new web scraping approach, an important
step is to measure or evaluate its effectiveness. For instance, there
are multiple aspects to evaluate an example-based web scraping
approach on. One common aspect is the robustness of the induced
scraping rules. In other words, for how long will the scraping rules
work “correctly” on evolved HTML documents before they need
to be reinduced. Other aspects to measure are the runtime performance, the theoretic runtime complexity, or the useability of the
approach. There is a plethora of aspects, so in this chapter we limit
the discussion to the first aspect, namely how well web scraping
approaches scrape the desired information. This aspect includes
the verification mechanism and how well it correctly identify the
desired scraping output.
The results or metrics reported for this aspect are accuracy,
precision, and recall. To illustrate these metrics, the information
on an HTML document can be split into the four categories shown
in Fig. 5.1. The dots represent atomic pieces of information on the
HTML document, where the solid dots are the desired information
and the empty dots are the remaining and undesired information.
The oval in the middle represents the information that were extracted, where the dots in the left oval part with green background
are the correctly extracted information (aka. true positives, T P ),
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and the dots in the right oval part with red background are the
incorrectly extracted information (aka. false positives, F P ). The
empty dots on the green background are the correctly omitted information (aka. true negatives, T N ) and the solid dots on the
red background are the incorrectly omitted information (aka. false
 negatives, F N ). Accuracy denoted by A, precision denoted by P ,
 and recall denoted by R, are then defined as
TP + TN
FN + TP + FP + TN
TP
P =
TP + FP
TP
R=
TP + FN
A=

In words, accuracy is the overall metric for measuring how well
the web scraper is in choosing the “right” information to extract,
precision measures how precise the scraping rules are in scraping
the desired information, when they scrape information, and recall
measures how well the scraping rules are in scraping all of the
desired information.

Figure 5.1: Visualization of precision and recall. The whole rectangle represents the information on an HTML document, where
the solid dots are the desired information and the open dots represent the rest of information on document. The oval represents the
extracted information. (Image courtesy of Wikipedia [Nichtich])

These metrics are well-defined and commonly used to denote the
results of a web scraping evaluation. But the metrics describing
the data used for the evaluation are not nearly as well-defined. To
better understand the evaluation data used for web scraping, we
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surveyed the research literature on web scraping. But before we
dive into the survey, it is instructive to look at how two qualitatively different fields, medical clinical trials and speech recognition
characterize and describe their data.
Section 5.1 describe how the evaluation data (i.e., the humans)
are described and treated for clinical triels. Section 5.2 analyzes
the efforts for the speech recognition field in developing a common
benchmark suite. Our survey is discussed in Section. 5.3 and finally,
based on these findings, Section 5.4 looks at possible ways to make
reporting of evaluation data more comparable.

5.1

Clinical evaluation within medicine

Within the field of medicine, a clinical trial is the procedure to 
evaluate an intervention, using humans as test subjects. The intervention can be surgery, new types of medicine, or changes of
daily routines. For simplicity the intervention in this discussion is
assumed to be a pill for a given medical condition. The aim of
the trial is typically to establish whether the pill eases or cures the
medical condition. For conditions with preexisting medication the
aim is instead to evaluate whether the pill is more effective than
the preexisting medication.
The test subjects (e.g., patients) on which the pill is to be tested
are divided randomly into two groups: a test group and a control
group. The test subjects are told that there are two groups, but not
in which group they were placed. The test group will get the real
and effective pill, whereas the control group will get a pill with no
effect, also known as placebo. The placebo is in place such that the 
test subjects think they get the real pill, but in reality they do not
receive any treatment. It may seem counter-intuitive, but multiple
studies have shown that placebo have an effect compared to not
receiving any treatment [Beecher, 1955; Kaptchuk et al., 2010], so
the test subjects must be given a placebo in order to determine the
real effect of the pill. The effect of the pill then is the statistical
difference between the effect on the test group and the effect on
the control group.
It is important for the validity of the trial that the two groups
are treated completely identical. For instance, the placebo and
the real pill must be identical in size and visual appearance, as
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studies have shown that the visual appearance of the pill given,
affect the placebo effect [Blackwell et al., 1972]. Furthermore, the
person handing the pill to the test subject cannot know whether
the pill is real or placebo. Gryll and Katahn [1978] showed that
how a particular pill is presented to the test subjects influences
the effects on the test subject [Gryll and Katahn, 1978]. Even if
the person handing the pill knows whether it is real or placebo,
but does not tell the subject, it is reflected in the effectiveness of
the drug [Gracely et al., 1985]. Due to these issues, it is standard
 practice to design the trial as double blind. A double blind trial
is a trial in which the test subjects and the pill giver do not know
whether the pill given is real or placebo. Goldacre [2008] explores
even more of the results in relation to placebo.
For the validity of the trial it is also important that the set
of test subjects is representative. A representative set of humans
includes, for instance that, test subjects are of both gender, have
varying economic income, have different ethnicity, etc. What representative means is naturally related to the type of pill tested and
what medical condition it cures or remedies the symptoms of. If
the medical condition only targets people aged 60 and above, it is
infeasible to test the drug on people below the age of 30. Nevertheless it is important, in order to establish the quality of a trial,
that a full description of the test subjects involved are disclosed in
order to assess their representativeness [Goldacre, 2008].
Given multiple clinical trials on a particular intervention, a
 meta analysis is a survey over a set of trials to determine the statistically averaged effect of the trials. A meta analysis is thus, capable of revealing the effect over multiple groups of test subjects.
For instance, a meta analysis on the effects of giving steroids to
prematurely born babies showed that giving steroids helped statistically significant. In contrast all of the individual studies, except
two, did not reveal any statistically significant effect Crowley et al.
[1990].
In 1996, Jadad et al. introduced a scale, coined the Jadad scale,
in order to measure the qualitative characteristics of a trial. A trial
in this scale is judged on five criteria and for each criterion fulfilled
the trial receives a point. In total a trial can receive a score between
zero and five, where a high score indicates high trial quality and
a low score indicates a low quality trial. Jadad et al. developed
the scale by first asking a set of six researchers what they would
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deem as key quality items of a clinical trial. The resulting item set
included double blindness and appropriate number of test subjects.
Jadad et al. reworded these items into a consistent style and then
asked 14 persons, all related to pain research, to judge the trials in
36 academic pain research publications based on these items. 23 of
the 36 publications were selected at random, seven were selected
from a set of publications, where the described trial were judged as
excellent by people in the field, and the remaining six were selected
from a set of publications where the trials were judged as poor. The
results of the trial showed that the excellent studies got an average
score of 3.4, the poor studies got an average score of 0.7, and the
randomly selected studies got an average score 2.7, all on the five
point scale.
Moher et al. used the Jadad scale in connection with several
meta analyses to study the relationship between the quality of a
clinical trial and the estimated effect of the trial. They showed that
studies with a low Jadad score (two or less) had an average effect
of 39% versus 29% for studies with a high Jadad score, a ratio in
difference of 34% [Moher et al., 1998]. Hence, low quality trials
estimate a higher effect compared to high quality trials.
Based on these observation in clinical trials, we see that the
Jadad scale is an indication of the validity of a trial and its effect.
It quantitatively measures the aspects of a trial, that are deemed
important by practitioners in the area, which are also helpful guidelines for designing a new trial. Furthermore, the descriptions of
clinical trials are encouraged to give enough details on the test
subjects in order to verify their representativeness. In the next
section we see how another field handles the issue of making high
validity evaluations.

5.2

Speech recognition evaluation


Speech recognition is the process of transcribing an audio signal
containing spoken words into text in the spoken natural language.
It has been an active research area for the last fifty years, and
in this section we describe the process leading up to creating a
common benchmark suite and how it influenced the field.
In 1964 the National Science Foundation initiated the Automatic Language Processing Advisory Committee (ALPAC) to in-
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vestigate how and if the US Department of Defense (DOD) and the
Central Intelligence Agency (CIA) could benefit from the emerging
machine translation techniques. One of the ideas was that automatic machine translation between foreign natural languages and
English should replace the slow and costly process of human translation. The speedup was particular important for reducing the cost
of translating Soviet text and academic publications to English.
ALPAC was chaired by John R. Pierce, and they published
their findings in 1966. They found fully automatic machine translation to only have contributed to language understanding and not
tools for automatic translation. In particular they noted that the
state of the art for machine translation was far behind manual human translation and they did not see any signs of machine translation reaching the level of human translation within the foreseeable future. Therefore, the recommendation from the report was
that the research funding should be given to linguistics research
and be aimed at language understanding and not machine translation [Pierce et al., 1966].
Furthermore, Pierce, in 1969, sent a letter to the editors of the
Journal of the Acoustical Society of America (JASA) to express
his heavy concerns regarding the progress and validity of speech
recognition [Pierce, 1969]. He was skeptical about the feasibility to
engineer a program that could recognize English speech spoken by
anyone, as such a program in his view should have the knowledge
and intelligence of a native English speaker. Moreover, he did not
trust the published results in the field, as he did not believe the
closed and inaccessible evaluation performed in the field. Therefore, he believed that the stated progress in academic publications
in the field was not trustworthy as no real comparison between published techniques was possible. The consequences of the report and
the letter meant that machine translation and in particular speech
recognition did not receive any U.S. research funding between 1975
and 1986 [Liberman, 2011].
17 years later, in 1986, DARPA nevertheless commisioned an
effort to address the issues raised by Pierce. The aim was to “reboot” the speech recognition field in order to attract funding for it
again. They introduced a common benchmark suite called TIMIT,
which included a ground truth for the set and clear goals and metrics to evaluate speech recognition techniques on [Fisher et al.,
1986; Godfrey and Rajasekaran, 1989]. Furthermore, evaluation of
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DARPA funded techniques in speech recognition was to be carried
out by the National Institute of Standards and Technology (NIST),
thereby acting as a neutral agent. Part of TIMIT was made publicly available, while the remaining part was not disclosed in order
to evaluate the generality of speech recognition techniques. The
non-disclosed part was only available to NIST and it was the basis
for the official evaluations. The benchmark suite consists of speech
recordings from different people with various accents for varying
time ranges recorded under both noisy and non-noisy conditions.
The original benchmark suite concentrated on American English,
but since then benchmark suites for other languages have emerged.
In 1991 Wayne showed that the accuracy of speech recognition
techniques tested by NIST on the TIMIT benchmark increased
from about 40% in 1987 to around 80% in 1991 in the most difficult category. In this category the technique should recognize any
(American English) speaker with no extra help, e.g., no similar
words dictionaries. In the other categories similar ratio improvements were found [Wayne, 1991]. These improvements were viewed
as a success for the speech recognition field and research funding
returned to the field of speech recognition [Liberman, 2011].
This approach of introducing a common benchmark suite and
a common evaluation strategy have spread to other areas such as
machine translation, language identification, etc. [Liberman, 2011].
Within clinical medicine the evaluation is performed by the authors of the studies, and this approach requires them to describe
their evaluation method with enough details, such that others can
estimate the quality of the study, be able to reproduce the results
and compare the result with other studies. In contrast, the approach by DARPA for the speech recognition field, employs a neutral agent to perform the evaluation on a common benchmark suite.
In this approach the common benchmark suite enables easy comparison of techniques and as long as the neutral agent is trusted, so
are the evaluations. On the other hand, this approach incurs the
cost of the neutral agent and the creation of a common benchmark
suite. In the next section we compare these approaches with the
practices within the web scraping field.
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5.3

Evaluation survey

With the considerations of the two approaches to evaluation and
evaluation data described in the previous sections (well-described
evaluation data and a common benchmark suite) in mind, we wanted
to study how web scraping approaches were evaluated experimentally. We were specifically interested in the data used for the evaluation and which of the two approaches that were more common
in web scraper evaluations. Therefore, we posed the following research questions
1. Is the evaluation data mainly from common benchmark suites
or from data sets tailored for the web scraping evaluation.
2. What is the typical size of the data used, i.e., number of
URIs, domains, and categories?
To answer these questions we performed a survey of published web
scraping approaches. The papers span four qualitatively different
subfields within the field of web scraping: form recognition, table
recognition, general extraction and verification: Form recognition
identifies forms and associate labels to form elements on arbitrary
HTML documents, Table recognition identifies tabular information
presented in an arbitrary HTML document. General extraction
scrapes information from a specified HTML document using user
given scraping rules. Verification verifies scraped information in
order to detect inconsistencies and hence, problems in the scraping
rules. All of the subfields have been discussed in more details in
Chapter 3.
We found in total 31 publications spanning these subfields, and
we found them by searching through high impact web scraping
venues, such as the World Wide Web conferences (WWW). For
each paper we looked at the evaluation section to investigate the
sources of the data (individually crafted for the purpose or from
a common benchmark suite) used for the evaluation and the size
of the data. In order to quantify the size of the evaluation data,
we extracted the number of URIs used, the number of distinct
DNS domains (e.g., amazon.com or yahoo.com) and the number of
distinct categories (e.g., books and news). The number of domains
quantifies how much the HTML documents designated by the URIs
are visually similar, as HTML documents on the same domains
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tend to use similar visual templates. The number of categories
quantifies on the other hand the amount of similar information,
as HTML documents in the same category tend to contain similar
information. Furthermore since the subfields general extraction
and verification typically evaluate over time we found for these
two subfields some temporal metrics as well, such as number of
versions and the time interval in which the URIs were monitored.
The results of our survey revealed that there were differences
between the amount of data and how much common benchmark
suites were used in the four subfields. Form recognition was the
only field where common benchmark suites were used, whereas the
other three fields mostly crafted their own data sets. Most of these
suites were based on real HTML documents from the WWW, but
some also manually edited the HTML documents to artificially
evolve the document. The size of the data sets varied heavily with
numbers of URIs ranging from 2 to 1372, numbers of domains from
2 to 413 and numbers of categories from 1 to 16. There was a tendency within form recognition to use more data than in the other
areas, probably because of the use of common benchmarks available.
The survey also revealed a difference in what metrics were reporting, in that a significant fraction of the numbers reported were
approximate numbers or not even revealed. For the survey the
main issue was that many of the URIs were not disclosed, which
implied that we could not determine the domains, unless specified,
in addition to knowing the exact number of URIs.
Even though the size of the evaluation data used for each approach varied, we found a certain overlap of several domains and
categories between the publications. For instance, the books category was used in 100% of the papers on form recognition and
between 25% and 50% in the other subfields. The news category
was on the other hand, not used in the form recognition subfield,
but used in more than 50% in the publications of the other subfields. Moreover, the domain yahoo.com was used in more than
60% of the papers in all subfields. The second most used domain
was amazon.com, that was used in 50% in three of the four subfields, and 25% in the verification subfield. The commonalities in
the data could therefore, be utilized as a starting point of data
to cover when designing a new benchmark suite for use in a web
scraping evaluation. Using these domains and categories would also
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allow for better comparability between used data suites, which in
turn would allow for better comparison between the results of web
scraping evaluations.
Based on the information we collected in the survey, we characterized the evaluation data, with inspiration from clinical medicine,
to standardize the evaluation data metrics reported. The characterization is semi-hierarchical and is based on the numbers of URIs,
domains and categories, and their relationship. For more details on
the characterization see Section 10.5. We believe that the characterization is a first step towards capturing the essential information
about the used evaluation data. Reporting the metrics, based on
this characterization together with the results, e.g., precision and
recall, of a web scraping evaluation, would make it a much simpler task to determine the representativeness of the data and the
validity of the evaluation. Moreover the characterization makes it
explicitly what the evaluation data metrics are, thereby allowing
the author of the web scraping technique to judge the evaluation
data.
The full details on the survey and our characterization are given
in Chap. 10, which is an unpublished manuscript submitted along
with this dissertation [Thomsen and Ernst, 2013].

5.4

Outlook

As the test subjects within web scraping are HTML documents,
that are not influenced by placebo effects, a web scraping approach
does not have to worry about the effects associated with the knowledge and state of mind of test subjects, as in clinical trials. But
it is still important that the test subjects are described in enough
details as to enable reproduction and comparisons of test results.
Therefore, it will be interesting to investigate, similar to meta
analyses in medicine, whether there is any correlation between the
evaluation data and the output metrics, e.g., precision and recall,
for a web scraping approach. Our characterization will be used to
quantify evaluation data and we can use the precision and recall
specified by the authors. An interesting point in such a study
will be the time of publication of the technique, because we will
expect that the precision and recall have improved over the years
on comparable data set. Such a study will mimic the study by
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Wayne in 1991 on how the speech recognition field improved due
to the presence of the TIMIT benchmark suite and NIST as the
neutral agent.
Another interesting study to carry out will be to find the items
of a web scraping evaluation that are deemed as high quality by
practitioners in the field. Similar to the Jadad scale, a web scraping evaluation scale will be beneficial for everyone that wished to
evaluate his web scraping approach. Such a scale will also help in
setting up the experiment and help to determine what is important
to report in the paper, as to make it possible for others to reproduce the results. In such an approach we believe that the structure
and size of the data are important to document and as such our
characterization of the data in the previous section will probably
be beneficial.
Instead of relying on authors performing the evaluation, the web
scraping field can also take the approach of DARPAs evaluation
framework for speech recognition. In that an official test benchmark suite with a publicly available and hidden part are created,
where only a neutral agent has access to the latter. This division
means that everybody can develop and evaluate their approach
on the public benchmark, but to compare different approaches the
neutral agent will carry out the evaluation. The agent ensures that
the evaluation is fair and performed on even grounds.
The neutral agent approach also promote openness, as the neutral agent must have access to the implementations of the approaches. But the system is also rigid and possibly slower as a
third party is involved in the evaluation. Furthermore the test
subjects in speech recognition are audio signals of speech and even
though language change over time, it does so at a slower rate than
the HTML standard, which is the test subjects in web scraping.
Hence the neutral agent will also need to maintain the benchmark
suites with new data, as the HTML standard is revised.
But before we jump into all these considerations, it will be appropriate to investigate whether there are any problems with the
evaluation of web scraping techniques. The first step is taken with
our survey, but we need the second where we correlate the evaluation data with the reported precision and recall from the papers.
Secondly an interesting survey to perform is to ask researchers and
practitioners in the field on whether or no there are any evaluation
problems in the field.

Chapter

Conclusion
Tim Berners-Lee’s vision of computers behaving as agents for humans on the World Wide Web is still far from trivial to achieve.
One of the issues is that computers must be able to retrieve and
extract consistent information reliably from web documents. This
dissertation has argued for improving the consistency in three areas
of the WWW as steps towards achieving the vision. The three areas are: 1) web scrapers, 2) data stores underlying web documents,
3) and evaluation of web scrapers. We conclude each of the areas
in the following
1. We surveyed the literature on web scraping approaches and
found two issues that we have presented solutions for: a) Regular expressions are utilized in both scraping rules and as consistency specifications in verification mechanisms, but they
are non-trivial to write error free. We present two analyses
to find two classes of errors in regular expressions: ambiguity errors (e.g., matching a string in multiple ways) and
type errors (e.g., assuming the wrong type of a substring).
Our ambiguity analysis is proven sound and complete and
it is capable of pinpointing exactly in the expressions where
the ambiguity errors are, due to its syntax-directed nature.
Moreover, we show that the type inference system is capable of mapping the values of recordings to a general purpose
programming language, e.g., Java, which removes the need
for potentially error-prone casting and parsing of the values.
b) The second issue revealed by the survey is that not all web
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6. Conclusion

scraping approaches utilize verification mechanisms. We have
shown that the consistency of results from realistic scraping
rules increases by employing verification mechanisms, and we
demonstrate how to integrate verification mechanisms in web
scraping approaches without a verification mechanism. Furthermore, we show how to increase the accuracy of a verification mechanism by utilizing the visual properties of the
scraping-rules output, achieving an accuracy of 95% versus
64% for an existing state-of-the-art approach, such as Stalker.
These two contributions are steps towards having computer
programs to always extract consistent output from web documents.
2. For the area of data stores underlying large-scale web sites,
we have presented a technique to specify and verify efficiently
the information in the data stores. We have evaluated the
technique in a realistic large-scale setting and shown that
compared with an unoptimized technique it reduces the number of object lookups by orders of magnitude, and it provides
almost identical improvement (within less than 3.5%) compared to a manually optimized technique. Making sure, the
information presented on the WWW is consistent, is important for several reasons, which include programs for extracting the information.
3. Lastly we have presented a survey over the data used in evaluation of web scraping approaches, showing the differences
and commonalities. Based on the findings we suggest a characterization of the evaluation data and related metrics to be
reported along with the precision and recall of web scraping evaluations. In order to ensure, that new techniques for
scraping information are better than previous ones, the result of web scraping evaluation must be consistent. Hence,
our survey and characterization can help in that direction.
We conclude that it is possible to improve the consistency of the
three areas of the World Wide Web and the solution we have presented in this dissertation are steps towards realizing the second
part of Tim Berners-Lees vision, where computers work as the
agents of humans.

Part II

Manuscripts

Chapter

Typed and unambiguous
pattern matching on strings
using regular expressions1
We show how to achieve typed and unambiguous declarative pattern matching on strings using regular expressions extended with
a simple recording operator.
We give a characterization of ambiguity of regular expressions
that leads to a sound and complete static analysis. The analysis
is capable of pinpointing all ambiguities in terms of the structure
of the regular expression and report shortest ambiguous strings.
We also show how pattern matching can be integrated into statically typed programming languages for deconstructing strings and
reproducing typed and structured values.
We validate our approach by giving a full implementation of the
approach presented in this paper. The resulting tool, reg-exp-rec,
adds typed and unambiguous pattern matching to Java in a standalone and non-intrusive manner. We evaluate the approach using
several realistic examples.

1 This chapter is slightly revised version of the PPDP’10 paper [Brabrand
and Thomsen, 2010]. Compared to the proceedings version this chapter contains the proof of the ambiguity analysis and some minor graphical changes.
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Introduction

Syntactic analysis is an important and indispensable part of many
applications that deal with dynamic data. Often, applications need
to process data which is supplied at runtime according to rigorously
structured data formats, but encoded as flat strings. The structure
is only implicitly specified through various conventions and implicitly disambiguated through subtle combinations of spaces, delimiter
characters, and sometimes, when we are lucky, balanced parentheses. Examples range from official standards such as URLs all the
way to “home made” log files.
URLs, for instance, which have to be analyzed by Browsers and
other Web-sensitive tools, pack lots of information into a string;
e.g., information about a protocol (e.g., http or https), a symbolic
server name or a numeric ip address, an optional port address, an
optional username-and-password combination, and a query string
whose arguments are, in turn, further structured as key-value pairs.
The process of analyzing such data is often referred to as pattern matching (on strings). It is essentially all about deconstructing implicitly structured strings into logical units of information
based on conventions and/or specifications. It is important not to
confuse this with pattern matching of (already) structured values
for which there are lots of approaches, tools, and languages (e.g.,
TOM [Balland et al., 2007] and ML [Milner et al., 1997]).
There are many choices for specifying and/or programming such
pattern matching; and many tools are available. Here, it is instructive to introduce the Chomsky Hierachy [Chomsky, 1956] dating
back to 1956:
Chomsky
Hierarchy

Type-3

Type-2

Type-1

Type-0

Language
Classes

Regular
Languages

Context-Free
Languages

ContextSensitive
Languages

Recursively
Enumerable
Languages

Regular
Expressions

Context-Free
Grammars

ContextSensitive
Grammars

TuringComplete
Programming

Formalisms

In this paper we will look at the issue of pattern matching for
regular expressions and contrast this to other formalisms and approaches. We will also look at a popular category which does not
fit into the Chomsky Hierarchy; namely that of regular expres-
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sions with capturing groups and so-called back-references. This is
the pattern matching mechanism found in java.util.regex, Perl,
PHP, Python, Ruby, etc. We will use java.util.regex as a representative example from that category, and the Java programming
language as representative example of Type-0 formalisms. (We
will not look closely at Type-1 as it restricts expressivity, without
contributing much in terms of safety.)
As we will show, programming pattern matching operationally
in a Type-0 formalism is an error-prone and not always simple task.
We will argue that for pattern matching, Type-0 Turing-Complete
or Type-2 Context-Free expressivity is often not required; and,
that it is possible to trade this excess expressivity for declarativity,
simplicity, and static safety. Type-3 regular expressions are often
enough and have nice closure and decidability properties.

7.1.1

Contributions

In this paper, we make the following contributions:
• a syntax-directed characterization of the ambiguity problem
for regular expressions that leads to:
– a sound-and-complete analysis of ambiguity capable of
pinpointing ambiguities in terms of the structure of the
regular expression and report shortest ambiguous strings;
and
– a concept of local disambiguators in the form of six locally disambiguated regular expression operators;
• we show how pattern matching can be integrated into a statically typed programming language (Java) for deconstructing strings and reproducing typed and structured values in a
stand-alone and non-intrusive way;
• a validation and evaluation of the effectiveness of pattern
matching on strings using regular expressions on realistic examples via a full implementation of everything presented (in
the form of the tool, reg-exp-rec).
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7.1.2

Outline

In Section 7.2, we introduce regular expressions along with a simple declarative recording construction for pattern matching. In
Section 7.3, we show how to statically analyze ambiguity of regular expressions and how this analysis leads to disambiguation directives. (Note that ambiguity is a structural problem of how a
language is defined, not a linguistic problem of what language is
defined; i.e., along the lower row in the above table.) In Section 7.4,
we show how to perform type inference on regular expressions with
recordings to determine statically the type of all recordings (i.e.,
which strings they can match at runtime). Furthermore, we show
how this type information can be reconciled with the static type
systems of modern programming languages (e.g., Java). All this
has been implemented as a stand-alone tool, reg-exp-rec, which
essentially adds statically typed and unambiguous pattern matching to Java in a non-intrusive manner. Section 7.5 shows several
realistic usage examples. Section 7.6 discusses parsing. Section 7.7
and 7.8 contain the evaluation and related work, respectively. Finally, Section 7.9 concludes.

7.2

Regular Expressions

Given a finite alphabet of symbols, Σ, we define the syntax of
regular expressions by:
R

:

∅

| ε

| c | R|R

| R·R

| R*

where ∅ denotes the empty language, ε is the language containing
only the empty string {}, c ∈ Σ is the single character language
{c}, R|R is the union of the two languages involved (aka., choice),
R · R is the concatenation of the two languages involved, and R*
denotes zero or more self concatenations (aka., iteration or Kleene
star ) of the language R. (Syntactically, the infix concatenation
operator, “·”, is often omitted when writing a regular expression.)
We denote by R the set of all regular expressions.
The semantics of regular expressions can then be captured by
∗
L : R → 2Σ which defines the language of a regular expression,
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inductively:
L(∅) =
L(ε) =
L(c) =
L(R1 |R2 ) =
L(R1 · R2 ) =
L(R*) =

∅
{}
{c}
L(R1 ) ∪ L(R2 )
L(R1 ) · L(R2 )
L(R)∗

where · is language concatenation as in L1 · L2 = { ω1 ω2 | ω1 ∈
L1 , ω2 ∈ L2 }; and where L∗ is the Kleene star operator on languages
(reflexive transitive closure of self-concatenation) as in L∗ =
S
i
0
i
i−1
, for i > 0.
i≥0 L where L = {} and L = L · L
We denote by RegΣ = { L(R) | R ∈ R } the set of all regular
languages. (Note that this set is closed under; e.g., union, concatenation, iteration, intersection, complement, restriction, homomorphisms, reversal, prefixing, suffixing, etc. [Hopcroft and Ullman,
1979])
With these basic operators it is easy to construct the usual
extensions: any character, ‘.’ (aka., Σ, as c1 |c2 |· · · |c|Σ| ); character ranges, [a-z] (as a|b|c|· · · |z); one-or-more iterations, R+ (as
R·R*); optional regular expression, R? (as ε|R); various iterations
such as R{n}, R{n,}, and R{n,m} (where, for instance, R{2,3}
corresponds to R · R · R?); and so on.
7.2.1

Abstract Syntax Trees

Abstract Syntax Trees (ASTs) play a key role in our work, because
regular expressions are used for structural substring matching and
recording, not just for yes/no-recognition (aka., string membership). The regular expression operators give rise to six different
kinds of ASTs (visualized in Figure 7.1):
T

: epsilon | char(c) | lef t(T ) | right(T )
| concat(T1 , T2 ) | star(T1 , T2 , . . . , Tn )

Figure 7.2 inductively defines the set of legal ASTs for a regular
expression; we write T / R, whenever T is a legal AST for a regular
expression R. We denote by ASTR the set of all ASTs for R (i.e.,
ASTR = { T | T / R }).
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|

|
right

left

T

T

c
(a)
(b)
(c) left(T )
epchar(c)
silon

.
T1

(d) right(T )

*
n
1 2
...
Tn
T2
T1

T2

(e) concat(T1 ,T2 )

(f)
star(T1 ,T2 ,. . .,Tn )

Figure 7.1: The six different kinds of ASTs

We will also need a flattening operator, k · k : ASTR → Σ∗ ,
which given an AST (for R), T , provides its corresponding string,
kT k = ω:
k epsilon k
k char(c) k
k lef t(T ) k
k right(T ) k
k concat(T1 , T2 ) k
k star(T1 , T2 , . . . , Tn ) k

= 
= c
= kT k
= kT k
= k T1 k k T2 k
= k T1 k k T2 k . . . k Tn k

Not surprisingly, we have that L(R) = { kT k | T ∈ ASTR }.
7.2.2

The Recording Construction

We now extend the syntax of regular expressions with a recording construction for structural substring matching (aka., capture
variables, cf. Section 7.8):
<x=R>

7.2. Regular Expressions

[Epsilon]

[Left]
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[Char]

epsilon / ε

T1 / R1
lef t(T1 ) / R1 |R2
[Concat]

[Star]

char(c) / c

[Right]

T2 / R2
right(T2 ) / R1 |R2

T1 / R1 T2 / R2
concat(T1 , T2 ) / R1 · R2

T1 / R T2 / R . . . Tn / R
n≥0
star(T1 , T2 , . . . , Tn ) / R*

Figure 7.2: Legal ASTs for regular expressions

Here, x is an identifier taken from some finite alphabet of recording
symbols. Semantically, the recording construction does not affect
the language recognized; i.e.:
L(<x =R>) = L(R)
However, at runtime, matching produces a side-effect in that a substring matched by the regular expression R is recorded, the result
of which can subsequently be dereferenced via the identifier x. (We
will consider what happens if x is used in more than one recording shortly.) This is reflected in the syntax trees in that they will
record the fact that x is associated with the AST for R:
[Record]

T /R
record(x, T ) / <x=R>

Flattening an AST recording node gives the string recorded for x:
k record(x, T ) k = k T k
The recording construction is similar to the capturing groups, “(R)”,
known from Perl or java.util.regex. However, as we shall see
later, our recording construction is much safer and much more flexible. For instance, a capturing group under a Kleene star will only
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record the last match. In contrast and as explained later, our construction will match multiple times and record all matches which
will then be available as a list-structure.
As an example, consider the following recording-augmented regular expression of deliberately simplified email addresses (where we
have underlined the recording identifiers):
<user = [a-z]+ > "@" <domain = [a-z]+ ("." [a-z]+)* >

When we match the above regular expression against the string
“obama@whitehouse.gov”, we get the following recordings: user
= “obama” and domain = “whitehouse.gov”.
Recordings can also be nested which gives rise to structured
recordings as the following example shows:
<date =
= [0-9]{2} > "/"
<day
<month = [0-9]{2} > "/"
<year = [0-9]{4} >
>

Matching against the string “26/06/1992” will result in the recordings: date.day = 26, date.month = 06, date.year = 1992, but
also date = 26/06/1992. The syntax “x.y” is just a naming convention for dereferencing a recording y nested within recording x.
(We elaborate on structural matching in Section 7.4.)
Finally, a recording can also give rise to muliple values which
will be available as lists. This either happens if a regular expression contains multiple occurrences of the same recording, x, and/or
if a recording is used under a star. The following example actually illustrates both cases; the recording, name, is used twice (one
of which is under star). The regular expression will conveniently
collect names (separated by ampersands) as a list:
<name = [a-z]+ > (" & " <name = [a-z]+ > )*

When matched against the string “anna & bill & carl”, it will
result in the list [anna,bill,carl] being recorded under the name,
name . (We elaborate on list matching in Section 7.4.)

7.3

Ambiguity

We now define ambiguity of a regular expression:
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.
*
1

.
*

*

0

0

a

*
1

a

(a)

(b)

concat(star(char(a)),star())

concat(star(),star(char(a)))

Figure 7.3: Two ASTs for string a ∈ L(a*a*)

Definition 7.1 (Regular Expression Ambiguity)
A regular expression R is ambiguous iff ∃T, T 0 ∈ ASTR such that
T 6= T 0 and kT k = kT 0 k.
For example, the regular expression, a|a, is ambiguous because it
has two different ASTs for the same string, a:
lef t(char(a))
k lef t(char(a)) k

6=
right(char(a))
= k right(char(a)) k

Also, the regular expression a*a* is ambiguous, because it has
two different ASTs for the same string, a (cf. Figure 7.3). The
regular expressions, a|aa and a*ba*, on the other hand, are not
ambiguous.
Ambiguity is not a problem for recognition. That is, deciding
the membership problem of whether or not a string, ω, is in the
language defined by the regular expression, R (i.e., ω ∈ L(R)).
However, it presents a real problem in the presence of recordings,
when used for matching substrings. For example, when matching
the regular expression <x=a>|a against the string a, gives rise to either no match for x or x=a. Similarly, matching <x=a*>a* against
the string aa, x can ambigiously record either , a, or aa.
The ambiguity problem is undecidable for Context-Free Grammars [Hopcroft and Ullman, 1979], but decidable for Regular Expressions [Book et al., 1971]. There exists a decision procedure
for ambiguity of regular expressions via an ambiguity-preserving
translation of regular expressions to Non-deterministic Finite Automata (NFAs) [Book et al., 1971]. However, since ambiguities
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are reported in terms of NFAs, it is not easy to relate ambiguities
back to the source of the problem in terms of the structure of an
ambiguous regular expression.
7.3.1

Analysis of Ambiguity

[Empty]

[Epsilon]

k= ∅

k= ε

[Char]

k= c

[Choice]

k= R1 k= R2
L(R1 ) ∩ L(R2 ) = ∅
k= R1 |R2

[Concat]

W
k= R1 k= R2
L(R1 ) ∩ L(R2 ) = ∅
k= R1 · R2

[Star]

W
k= R
ε 6∈ L(R) ∧ L(R) ∩ L(R*) = ∅
k= R*

Figure 7.4: Analysis of Ambiguity
Figure 7.4 presents our syntax-directed analysis of ambiguity (inspired by previous work on context-free grammar ambiguity [Brabrand
et al., 2010]) as a unary relation on regular expressions, k= ⊆ R,
which inductively
defines unambiguous regular expressions. WThe
W
operator, ∩ , is the so-called language overlap operator, ∩ :
∗
∗
∗
2Σ × 2Σ → 2Σ , defined by the following (and illustrated in Figure 7.5) where a is a non-empty word:
W

X ∩ Y = { xay | x, y ∈ Σ∗ ∧ a ∈ Σ+ ∧ x, xa ∈ X ∧ y, ay ∈ Y }
The three base cases, ∅, ε, and c, are always unambiguous; in fact,
the latter two only have one valid AST (empty / ε and char(c) / c,
respectively). The regular expression for choice, R1 |R2 , is unambiguous iff the two languages are disjoint (i.e., L(R1 ) ∩ L(R2 ) = ∅).
A concatenation, R1 · R2W
, is unambiguous iff the two languages do
not overlap (i.e., L(R1 ) ∩ L(R2 ) = ∅). For Kleene star, R*, the
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X

Y

x

a

y

X
Y
W
Figure 7.5: Illustration of string xay ∈ X ∩ Y .

unambiguity condition follows from the unfolding equivalence:
R∗

≡

ε

| (R · R∗)

It turns out that the analysis is both sound and complete and thus
fully characterizes the ambiguity for regular expressions (which is
captured by the following theorem):
Theorem 7.1 (Characterization of Ambiguity)
A regular expression, R, is unambiguous iff k= R.
(The proof is in app. 7.A)
Note that ambiguity is inherently a structural problem depending
on how a language is defined by a regular expression is defined, not
on the language it defines. However, the above characterization
permits a change of perspective in that it allows us to analyse
ambiguity as a finite number of linguistic equations (of non-empty
intersections and overlaps of languages and epsilon-containment).
The total number of linguistic equations is linear in the size of
the regular expression; there is exactly one equation for each of
the composite constituents of the regular expression (i.e., one per
choice, concatenation, and star construction).
The equations can easily be decided using automata, by inductively constructing the automata L(R), for all sub-expressions, R,
in a bottom-up fashion. Further, since regular languages and automata are closed under intersection and overlap, we can get ambiguity violations (non-empty intersections and overlaps) in the form
of automata, representing the possibly infinite set of ambiguous
strings. From those, it is easy to extract the uniquely shortest (lexically least) ambiguous string and report it as along with the ambiguity warning/error. Here are three examples of such an ambiguity
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error being reported for the regular expressions, (a|ab)·(ba|a),
a?b+|(ab)*, and (aa|aaa)*, respectively:
*** ambiguous concatenation: (a|ab) <--> (ba|a)
shortest ambiguous string: "aba"
*** ambiguous choice: a?b+ <-|-> (ab)*
shortest ambiguous string: "ab"
*** ambiguous star: (aa|aaa)*
shortest ambiguous string: "aaaaa"
Note that the ambiguity error is reported in terms of the structure of the regular expression and always with a concrete example.
Obviously, such error messages make it easy for the programmer
to locate the source of the ambiguity and take appropriate action
(e.g., disambiguate, cf. Section 7.3.3).
The worst-case theoretical complexity of our analysis is exponential since we rely on minimized automata, however, this appears
to not be a problem in practice. Also, the analysis can easily be
optimized (e.g., by employing the techniques presented Brabrand
et al. [2010, sect. 6]).
7.3.2

Ambiguous Recording

For a recording construction, <x=R>, it actually does not matter
whether or not the regular expression, R, is internally ambiguous;
that will not by itself give rise to multiple possibilities for x. Ambiguity, however, becomes a problem when a recording is put into
a context alongside regular expressions that use one of the three
constructions capable of introducing ambiguities. For instance, the
regular expression, <x=a>|a, exemplifies this problem for choice;
as previously explained, the string a can ambiguously give rise to
either no match for x or x=a. For concatenation, this is exemplified by a*·<x=a*> where the string a can also ambiguously result
in either x= or x=a. Finally, for star, <x=a|aa>*, the string aaa
can ambiguously produce the following list recordings: x=[aa, a],
x=[a, aa], and x=[a, a, a].
For this reason, we only have to analyze for ambiguity along the
ancestor paths upwards from recording constructions (i.e., choices,
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concatenations, and stars above recordings in a given regular expression).
7.3.3

Disambiguation

Whenever the
has four ways
expression; ii )
directives; and

analysis pinpoints an ambiguity, the programmer
of dealing with it: i ) manual rewrite the regular
use a restriction operator; iii ) use disambiguation
iv ) ignore it and rely on default disambiguation.

i) Manual rewriting.
The programmer can always rewrite the
regular expression so that it is no longer ambiguous. In practice,
however, this is sometimes cumbersome with regular expressions
since they are declaratively and constructively specified which is
why we have added three other options.
ii) Restriction.
Regular expressions can be extended with
a restriction operator, R1 \R2 , which is a convenient disambiguation tool by which unwanted possibilities can be explicitly ruled
out. Note that restriction is inherently constructive (intentional )
in its first argument in that it constructively gives rise to a value,
whereas it is inherently non-constructive (extensional ) in its second
argument in that it does not give rise to a value (but merely filters
out certain unwanted strings). Obviously, recordings do not make
sense in non-constructive arguments. From restriction it is easy to
define complement, RC (as Σ∗ \R) and then intersection, R1 ∩ R2
(as (R1 C | R2 C )C ). Note that both operators are non-constructive
in all their arguments. (Our tool supports intersection, complement, and restriction, but recordings are only permitted in the left
operand of restriction.)
iii) Disambiguation directives.
From our characterization
of ambiguity we derive left- and right-disambiguated variants of
the three operators that can potentially introduce ambiguities; i.e.,
|L , |R , ·L , ·R , *L , *R . Disambiguation is essentially a matter of
choosing certain ASTs over others. This is conveniently done by
introducing a partial order, “v” on ASTs (i.e., “v” ⊆ AST ×AST ).
For choice and concatenation we have the following rules:
lef t(T1 ) v right(T2 )
concat(T1 , T2 ) v concat(T10 , T20 )

iff |kT1 k| ≤ |kT10 k|
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where | · | denotes the length of a string. The left disambiguators
minimize the ordering; whereas the right disambiguators maximize
the ordering (incidentally, R1 |L R2 ≡ R1 |(R2 \R1 ) and R1 |R R2 ≡
(R1 \R2 )|R2 ). The star disambiguators are then easily defined in
terms of the previous disambiguators:
R*L
R*R

≡ (R ·L R*) |L ε
≡ (R ·R R*) |L ε

Consistent use of only left-disambiguators corresponds to an eager (aka., greedy) matching strategy; whereas right-disambiguators
yield lazy (aka., reluctant) matches. Note that all the disambiguation operators above are local and that a given regular expression
may use combinations of all six variants, even in a nested fashion
in which case they are resolved top-down on the ASTs.
iv) Default disambiguation.
Any outstanding ambiguities
are resolved using default disambiguation. In our tool, all constructions are, by default, left-disambiguated.

7.4

Typing

In this section, we show how to do type inference for regular expression recordings, independent of a host language. In order to
be able to type check pattern matching usage in programming languages such as Java, we need to associate two kinds of information
with it. First, we need a linguistic type that tells us what are possible strings that could be recorded as a result of a matching at
runtime. This is used to verify that recorded regular expressions,
such as [0-9]+, 0|[1-9][0-9]*, or even [-+]?[0-9]+, can always
safely be assigned to an integer-typed variable. Second, we need
a structural type to tell us how recordings are nested within each
other. This is used to make sure that person.age corresponds to
a matched structure which does indeed have a recorded field with
name age within a recorded field with name person. The typing
uses the following mathematical structures:
T
L
S
M

:
:
:
:

L×S
RegΣ
Id ,→ (T × M)
{<0>, <1>, <?>, <*>}

overall type
linguistic type
structural type
type modifier
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Below we define type inference for regular expressions with recordings in the form of a typing judgement ` as a relation of type ` ⊆
R × T . We will write ` R : (L, S) as a short-hand for (R, (L, S)) ∈
`, meaning that R is typeable with linguistic type L and structural type S. For each recording, x, the structure S, will tell us:
S(x) = ((l, s), m), where l is the regular language of all strings that
can be matched at runtime by x; s is a structural type describing recordings that are nested inside x, and m is a type modifier
telling us how many times the recording, x, can occur (e.g.: <1>,
for exactly once; <?>, for zero or once; and <*>, for any number of
occurrences). For instance, in the ampersand-separated name-list
example from Section 7.2.2, the recording name will have structural
type: S = [name 7→ (([a-z]+, []), <*>)].

[Empty]

` ∅ : (∅, [])
[Char]

[Choice]

[Epsilon]

` ε : ({}, [])

` c : ({c}, [])

` R1 : (L1 , S1 ) ` R2 : (L2 , S2 )
` R1 |R2 : (L, S)

[Concat]

` R1 : (L1 , S1 ) ` R2 : (L2 , S2 )
` R1 · R2 : (L, S)
[Star]

[Record]

` R : (L, S)
` R* : (L0 , S 0 )

L=L1 ∪L2 ,
S=S1 | S2

L=L1 ·L2 ,
S=S1 · S2

L0 =L∗ ,
S 0 =S *

` R : (L, S)
S 0 = [x 7→ ((L, S), <1>)]
` <x=R> : (L, S 0 )
Figure 7.6: Type inference

Figure 7.6 specifies how to infer such types for recording-augmented regular expressions. The rules are all straightforward. Consistent with the semantics of regular expressions, the three axioms
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<*>

<?>

<0>

<1>

Figure 7.7: Partial-order among type modifiers.

define the language component, L, as ∅, {}, and {c}, respectively.
Since none of them have recordings, they all have empty recording
structures, []. The composite rules, just propagate the language
of a regular expression (according to the semantics of regular expressions), while delegating choice, concatenation, and star onto
corresponding operations on structures, undertaken by: | , · ,
and * (which are defined in the following). The only rule that
does something beyond delegation is [Record]. For a recording
<x=R>, it creates a new recording structure, S 0 , for the recording,
x, as: S 0 = [x 7→ ((L, S), <1>)]; i.e., for which the language is L,
and where its structure is that of R (i.e., S), and with the fact that
x occurs exactly once (i.e., <1>).
v
The type modifiers induce a partial-ordering M
⊆ M×M
according to inclusions among the values they represent at runtime
(cf. Figure 7.7). As usual,
this order uniquely determines a least
F
upper bound operator, M which, not surprisingly, coincides with
the choice (union) operator on modifiers, | m : M × M → M
(defined in the following). Also concatenation on type modifiers,
· m : M × M → M, is straightforward (and monotone) and both
are shown in Fig. 7.8.
| m
<0>
<1>
<?>
<*>

<0>
<0>
<?>
<?>
<*>

<1>
<?>
<1>
<?>
<*>

<?>
<?>
<?>
<?>
<*>

<*>
<*>
<*>
<*>
<*>

· m
<0>
<1>
<?>
<*>

<0>
<0>
<1>
<?>
<*>

<1>
<1>
<*>
<*>
<*>

<?>
<?>
<*>
<*>
<*>

<*>
<*>
<*>
<*>
<*>

Figure 7.8: Definition of the binary type modifiers operators |
and · m .

m
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Choice (union) on structures, | : S × S → S, becomes:
(S1 | S2 )(x) =


((l1 ∪ l2 , s1 | s2 ), m1 |

((l , s ), m | <0>)
1 1
1
m
((l2 , s2 ), m2 | m <0>)



undefined

m m2 )

if x ∈ dom(S1 ) ∩ dom(S2 )
if x ∈ dom(S1 ) \ dom(S2 )
if x ∈ dom(S2 ) \ dom(S1 )
otherwise

where ((l1 , s1 ), m1 ) = S1 (x) and ((l2 , s2 ), m2 ) = S2 (x), whenever
defined.
It basically performs a least upper bound operation on its constituents. For type modifiers, we union with <0> in cases where
one of the structures in the choice does not have a recording. (The
definition is slightly complicated by the fact that absent recordings are represented as undefined elements in the partial function
S (i.e., S(x) = undefined), rather than with explicit <0>-values as
in: [x 7→ ((∅, ⊥S ), <0>)].)
Similarly, concatenation, · : S × S → S, on structures is
defined by:
(S1 · S2 )(x) =

((l1 ∪ l2 , s1 | s2 ), m1 ·



((l , s ), m · <0>)
1 1
1
m

((l
,
s
),
m
·
2 2
2
m <0>)



undefined

m m2 )

if x ∈ dom(S1 ) ∩ dom(S2 )
if x ∈ dom(S1 ) \ dom(S2 )
if x ∈ dom(S2 ) \ dom(S1 )
otherwise

where ((l1 , s1 ), m1 ) = S1 (x) and ((l2 , s2 ), m2 ) = S2 (x), whenever
defined.
Also here we combine with <0>-type-modifier-values in cases
where recordings are absent. Note that for nested structures, s,
inside recordings, S, we have to take the least upper bound, | .
This is because when determining the kinds of values x can have
in a concatenation, <x=R1 >·<x=R2 >, we have to take the union of
the possibilities. That is, x is typed as a list whose elements can
be in: L(R1 ) ∪ L(R2 ); i.e., the union of the two recordings of the
same name. (This is analogous to typing a heterogeneous Java list,
[1, 2.5], as double[], because the least upper type bound on its
elements yields: double = int t double.)
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Star on structures, * : S → S, is straightforward (it always
produces lists of recordings, <*>):
(
((l, s), <*>) if x ∈ dom(S)
(S * )(x) =
undefined
otherwise
where ((l, s), m) = S(x), whenever defined.
Since regular languages are closed under union, concatenation,
and star, the language part of the structure is exact.
The above type analysis will infer a type for a recording, <x=R>;
say: [x 7→ ((L, S), m)]. This means that the language of the regular expression recorded is, L (i.e., L = L(R)); the structure, S,
gives the typings of all sub-recordings nested within the recording
(i.e., inside R); and the modifier, m, tells us how many times the
recording can match at runtime as an interval (e.g., <*> means zero
or more). In practice, the type inference provides the most specific
Java type for recordings in all of our examples (cf. Section 7.5).
The most specific type is found via deciding language containment
via DFAs using the predefined regular expressions for the atomic
types of Java (see below).
7.4.1

Host-language Embedding

After type inference, we have a three components for each recording, x, [x 7→ ((L, S), m)]; a linguistic type, L, a structural type, S,
and a type modifier, m. In the following we will explain how each of
these can be used to provide a non-intrusive language embedding
for Java.
Embedding linguistic types.
The linguistic type is used
to provide the most specific Java base type for a recording with
respect to the following predefined regular expressions:
String
char
float
int
boolean

=
=
=
=
=

.* ;
. ;
[+-]?[0-9]*\.[0-9]+(E[+-]?[0-9]+)? ;
[+-]?[0-9]+ ;
[Tt][Rr][Uu][Ee] | [Ff][Aa][Ll][Ss][Ee] ;

Integers and characters are the only sets that overlap incomparably
(on [0-9]). In that case, we prefer int over char. The most
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specific type means that for instance, [0-9]+ is mapped to int, and
not float or String (even though it is also contained in those).
Note that this ignores overflow in that the regular expression
“0|[1-9][0-9]+” becomes a Java int (irrespective of overflow).
The tool can be instructed to handle 32-bit integers (via the option "-I 32") which replaces the above int with the appropriately
bounded regular expression.
However, sometimes it is convenient to have “00011101” typed
as a String instead of an integer (to prevent it from being mapped
onto an integer as the number 11101). To address this, we permit
an optional type override annotation in the syntax for recordings
as in “<τ x = R>”, where τ is one of the atomic types mentioned
above. This construction will be statically checked to verify that
L(R) ⊆ L(τ ). The linguistic type inferred will then be L(τ ). This
means that the recording bit8 in the regular expression: “<String
bit8 = [01]{8}>”, will result in a structure where the type of
bit8 is String such that the leading zeros in the above string will
not disappear.
Embedding structural types.
Each regular expression definition gives rise to a Java class and each of its toplevel recordings
gives rise to field variables with appropriate types and type modifiers (as explained above). Consider for example, the following
regular expression ($Name denotes inlining of the regular expression defined as Name):
Name = [a-z]+ ;
Person = <name = $Name > "(" <age = [0-9]+ > ")" ;

This will give rise to the following Java class:
class Person { // auto-generated
String name ;
int age ;
String value ;
public static Person match(String s) { ... }
public String toString() { ... }
}

Classes will always contain: a field, value (to hold strings matched
at runtime); a static method, match, which takes a String, parses
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it according to the regular expression (stores it in value) and returns it; and a public toString() method (that returns value).
Nested recordings give rise to nested Java classes (as shown in Section 7.5).
Embedding type modifiers.
Type inferred modifiers (i.e.,
<1>, <?>, and <*>) give rise to Java type modifiers in a fairly
straightforward way. Consider the following regular expression:
Points = $Name ":" <point = [0-9]+ >
("," <point = [0-9]+ > ) * ;

The recording, point, will be typed with a <*> type modifier and
thus give rise to the field declaration: int[] point; in a Java class,
Points. Since Java does not have optional types (as for instance
Haskell), we also map <?>-types to arrays. (<?>-types could also
be handled via the null-value, if we box primitive types; or by
creating a special Java class with, say, an isDefined()-method.)

7.5

Examples

In the following, we demonstrate that our approach can be used
to perform string-based pattern matching on realistic non-trivial
examples in a purely declarative manner. We use it on URLs,
Apache log files, and the DBLP publication database.
7.5.1

URLs

URLs are highly structured and pack a lot of different kinds of
information used by many modern applications. As an example,
consider the following URL:
http://www.google.com/search?q=record&hl=en

It contains a protocol (http), a host (www.google.com) a path
(search/), and a query string (q=record&hl=en). The following (deliberately simplified) recording-augmented regular expression conveniently extracts these pieces of information:
Host
Path
Query
URL

=
=
=
=

<host = [a-z]+ ("." [a-z]+)* > ;
<path = [a-z/.]* > ;
<query = [a-z&=]* > ;
"http://" $Host "/" $Path "?" $Query ;
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The first three lines defines appropriate regular expression for hosts,
paths, and queries. Note that they all contain recordings at the outermost level, that are all typed as String, and which will record the
corresponding string values at runtime. The last line defines URL to
be the constant prefix ’http://’, followed by the regular expression
for Host (containing a recording), a constant slash character ’/’,
whatever is defined for Path, a question mark ’?’, and finally the
regular expression for queries. At runtime, when matched against
a URL string, it will record all the relevant substrings.
We now improve on the regular expression by also extracting
so-called key-value pairs, redefining Query as:
KeyVal = <key = [a-z]* > "=" <val = [a-z]* > ;
Query = $KeyVal ("&" $KeyVal )* ;

Since the recordings, key and val, occur under a star, they will
be typed (by the type inference, cf. Section 7.4) as lists of strings
(i.e., String[] in Java). This means that the regular expression
for URLs can now be used in Java in the following way; e.g.:
String u = "http://www.google.com/search?q=record&hl=en";
URL url = URL.match(u);
print("Host is: " + url.host);
print("Path is: " + url.path);
if (url.key.length>0) print("1st key is: " + url.key[0]);
for (String val : url.val) print("Value = " + val);

The method invocation, URL.match(u), parses the string contained
in u and the results is in the above example stored in the variable
url of type URL. The parsing method and all of the classes have
been automatically generated by the reg-exp-rec compiler from
the regular expression. Note that all recordings are available as
fields of that object (e.g., url.host contains whatever was matched
as the hostname). Also, url.key and url.val are Java lists and
can be transparently used as such. Note that if we wanted the keys
and values as a list of pairs, we could simply wrap the keys and
values in a pair-recording as in the following definition:
KeyVal = <pair = <key = [a-z]* > "=" <val = [a-z]* > > ;

7.5.2

Log files

Our next example deconstructs Apache’s HTTP log files which look
like:
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13/02/2010 66.249.65.107 get /support.html
20/02/2010 42.16.32.64 post /search.html
This can easily be handled by the regular expression, reusing Path
from above (assuming appropriate definitions of Day and Month,
see later):
IP
= <ip = [0-9]{1,3} ("." [0-9]{1,3} ){3} > ;
Method = <method = "get"|"post" > ;
Date
= <date =
<day = $Day > "/"
<month = $Month > "/"
<year = [0-9]{4} >
> ;
Entry = <entry = $Date " " $IP " " $Method " " $Path > ;
Log
= $Entry * ;

Since the year is defined by the regular expression, [0-9]{4}, it
will be typed as a Java integer (i.e., int), as the generated code
shows. The nested recordings give rise to nested inner classes:
public class Log { // auto-generated
Entry[] entry ;
String value ;
public static Log match(String s) { ... }
public String toString() { ... }
public class Entry {
String ip , method , path ;
Date date ;
String value ;
public String toString() { ... }
public class Date {
int day , month , year ;
String value ;
public String toString() { ... }
}
}
}
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Now, we can, for instance, report all leap day accesses from a log
file in the following way:
Log log = Log.match(log file);
for (Entry e : log.entry)
if (e.date.month == 02 && e.date.day == 29)
print("Access on LEAP DAY from IP#: " + e.ip);

This type of use can be applied to a wide range of data formats
(e.g., Java property files and Unix password files). Note that if we
accidentally forget the slash between the day and month, our ambiguity checker complains and pinpoints the error with the shortest
(lexicographically least) concrete ambiguous string:
*** ambiguous concatenation: <day> <--> <month>
shortest ambiguous string: "101"
The error message tells us that the date can either be interpreted as
January 1 (i.e., 1/01) or January 10 (i.e., 10/1). Here, we assumed
that day and month are defined more sensibly than just [0-9]+
(e.g., Day = 0?[1-9] | 10 | 11 | 12 and Month = 0?[1-9] |
[1-2][0-9] | 30 | 31). (If we were to define day and month
more sloppily by, say, [0-9]+, then the ambiguous string reported
would instead become: “000”.)
7.5.3

DBLP

Our last example shows that our approach can provide safe, typed,
and structural pattern matching to even highly structured XML
data. As long as the structure has bounded depth which is the
case for DBLP data, we are able to make a specification via regular
expressions. Here is a hypothetical example of data in the DBLP
format describing for two papers (one of which is published Chomsky [1956]):
<article>
<author>Noam Chomsky</author>
<title>Three Models for the
Description of Language</title>
<year>1956</year>
<journal>IRE Transactions on
Information Theory</journal>
</article>
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<inproceedings>
<author>Claus Brabrand</author>
<author>Jakob G Thomsen</author>
<title>Typed and Unambiguous Pattern Matching
on Strings using Regular Expressions.</title>
<year>2010</year>
<booktitle>PPDP 2010</booktitle>
</inproceedings>

Again, this format is easily captured by our approach (even though
it is rigourously structured XML):
Author = "<author>" <author = [a-z]* > "</author>" ;
Title = "<title>" <title = [a-z]* > "</title>" ;
Article
= "<article>"
$Author* $Title .*
"</article>" ;
Proceeding = "<inproceedings>"
$Author* $Title .*
"</inproceedings>" ;
Publication = $Proceeding | $Article ;
DBLP
= <pub = $Publication > * ;

This regular expression is ambiguous as pinpointed by our analysis:
*** ambiguous star: <pub>*
shortest ambiguous string:
"<article><title></title></article>
<article><title></title></article>"

The string reported could either match, as intended, two distinct
articles (under the star); or, it could match one article with an
empty title (for which: “</article><article><title></title>”
has unintendedly been eaten by the “.*” in Article).
As mentioned in Section 7.3.3, there are several ways to disambiguate. Using restriction (which is the binary infix minus operator
in our tool; i.e.: R1 -R2 ), Article can be re-written to disallow the
unintended interpretation:
Article = "<article>"
$Author* $Title (.* - (.* "</article>" .*))
"</article>" ;

Note that since Article and Proceeding both have a title with
language [a-z]* and type modifier <1>. This means that so will
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a publication (due to the definition of “ | ” and “ | m ”, cf. Section 7.4); since L([a-z]*) ∪ L([a-z]*) = L([a-z]*) and <1> | m
<1> = <1>. Similarly, the recording author becomes the language
L([a-z]*) with type modifier <*>. As a consequence, a publication then always has a title field, title, of type String and an
author field, author, of type String[] (independent of whether it
was an article or an inproceeding). The following code prints the
titles of all publications:
DBLP dblp = DBLP.match(readXMLfile("DBLP.xml"));
for (Publication publication : dblp)
print("Title: " + publication.title);

For more examples (including the iCalendar format), we refer to
the the project homepage:
[ http://www.cs.au.dk/~gedefar/reg-exp-rec/ ]

7.6

Parsing

Deterministic Finite Automata (DFAs) provide an efficient way of
deciding the membership problem for Regular Expressions; i.e.,
given a string, ω, and a regular expression, R, deciding whether or
not: ω ∈ L(R). A regular expression can be compiled into a Finite
Automaton [Hopcroft and Ullman, 1979], which can then be used
to decide the membership problem at runtime in linear time in the
size of the input string, O(|ω|). This works for recognition (i.e.,
yes/no-answers), but it does not work for recording and extracting
substring matches since it does not provide structural information
of how the string matched the regular expression.
Of course, determining structural information (syntactic analysis) is precisely the objective of parsing. However, most efficient
parsing algoritms are devised for (Type-2) context-free grammars,
not (Type-3) regular expressions.
7.6.1

Regular Expression Parsing

Regular Expressions can also be interpreted structurally using a
backtracking algorithm which is a popular strategy in many languages (e.g., Perl, PHP, Python, Ruby, and java.util.regex).
However, that strategy runs in O(2|ω| ); matching, for instance,
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a?{n}a{n} against an runs one million times slower in Perl than an
NFA-based approach, clocking in at 60 seconds for just n=29 [Cox,
2007].
There have been several attempts to extend automata with
recording capabilities, but many are not able to deal with recordings under iteration [Emir, 2005; Laurikari, 2000]. Frisch and Cardelli [2004] show how to perform greedily disambiguated pattern
matching on a string, ω, via an automata-based approach while
retaining structure (i.e., parsing) in linear time, O(|ω|). Nielsen
and Henglein [2010] have recently invented a simpler approach inspired by a sound and complete axiomatization of regular expressions [Henglein and Nielsen, 2010] that is also based on DFAs and
also runs in linear time.
Parsing Expression Grammars (aka., PEGs) introduced by Ford
[2004] support EBNF-style regular expression operators (even intersection and complement) and have linear-time implementations
(e.g., Packrat Parsing [Ford, 2002]). However, they have a greedy,
non-backtracking semantics which is not able to deal with many
regular expressions (e.g., it is incapable of matching against, a*a,
as it will never abandon consuming as under the star).

7.6.2

Context-Free Grammar Parsing

It is possible to use a context-free grammar parser for parsing regular expressions via structure-preserving transformations. A regular expression can be transformed into a CFG in such a way that
parse-trees can be mapped back to the original structure of the
regular expression. The Earley algorithm [Earley, 1970] runs in
O(|ω|3 ) (in O(|ω|2 ) for deterministic grammars and in O(|ω|) for
certain simple grammars). Note that the problem of CFG parsing reduces to matrix multiplication [Lee, 2002] for which the currently (although impractical) best-known worst-case complexity is
O(|ω|2.376 ) [Coppersmith and Winograd, 1990]. In our tool tool,
however, we currently rely on a CFG parser that uses a variant of
Earley’s algorithm [Møller, 2006].
Although linear-time CFG parsers exist (e.g., LL(k) and LR(k)
can be done in O(|ω|)), they work only for limited subsets of (unambiguous) grammars. In practice, regular expressions are often
ambiguously specified and is thus something one needs to handle.

7.7. Evaluation

111

(Recall that we automatically left-disambiguate any ambiguous operators.)

7.7

Evaluation

In this section we will evaluate our approach and relate it to other
similar techniques. We have divided the evaluation of our approach
into three dimensions: flexibility, safety, and efficiency. We will
contrast each of these to approaches based on capturing groups (as
used in e.g., Perl and Java.util.regex), CFG-based approaches,
and unrestricted Turing-Complete programming. The evaluation
is summarized in Fig. 7.9.
Note that there are lots of parser generator tools (e.g., Yacc
[Brown et al., 1992], SableCC [Gagnon and Hendren, 1998], ANTLR
[Parr, 2007]), but they are all based on CFGs and relate to our approach as depicted in Fig. 7.9 and explained below. (The same
applies for the source transformation language, TXL [Cordy et al.,
1991].)
7.7.1

Flexibility

The examples from Section 7.5 show that our recording construction is sufficiently expressive for extracting structured information
from strings via declarative pattern matching based entirely on
regular expressions. Here, we will argue that it is also simple and
convenient (especially when contrasted to alternatives available).
Capturing groups.
A capturing group is a construction for
substring recording like our recordings. Syntactically, it is written
as a set of parentheses around a regular expression. Whatever is
matched by the construction is then captured and is subsequently
available in the host language; e.g., “\n” (where \1 refers to the
lexically first capturing group, \2 to the second, and so on). The
construction is thus capable of matching any finite number of substrings. However, if a star is used around a capturing group, it will
only record the last substring matched. Thus, it cannot be used
for unbounded list matching. Also, the individual matches have
no structure beyond that of a string. In contrast our construction
is specified syntactically via identifiers (which is more descriptive
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Figure 7.9: Evaluation summary of recording approaches (string-based pattern matching and extraction).
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than \7) and it can be used to match and record values over any
tree structure with bounded depth).
Furthermore, capturing groups often come with so-called backreferences which take them beyond regularity. They permit a dynamically recorded substring to appear in an otherwise static regular expression. For instance, the regular expression: (a*)b\1,
matches the non-regular (but context-free) language: { an b an | n ≥
0 }. In fact, expressivity using back-references takes them beyond
context-free languages; e.g.: the language { ωcω | ω ∈ Σ∗ , c ∈ Σ }
is not context-free, but easily recognizable using back-references:
(.*).\1. (It is unclear exactly what class of languages, abstractly
speaking, is recognized by regular expressions with back-references.)
Note also that the membership problem for regular expressions
with back-references is NP-complete [Câmpeanu and Santean, 2007].
Context free grammars.
Obviously, context free grammars
are more expressive than regular expressions, but fewer properties
are decidable (see Section 7.7.2 below). Grammars have recursive
nonterminals which then make them capable of parsing tree structures of unbounded depth.
We hypothesize that regular expressions are easier to comprehend and use for novice programmers than context free grammars.
Grammars are essentially regular expressions plus recursive nonterminals. (Curiously, although in no respect a valid scientific argument, a search on Google for “regular expression” vs. “context
free grammar” reveals a factor of 13:1 in favor of regular expressions; context-free grammars “only” generate about a million hits
(as of March 2010).
Finally, since CFGs are not closed under restriction, we cannot
use restriction for disambiguation.
Unrestricted programming.
Obviously any computable
function can be expressed in a (non-declarative) Turing-Complete
programming language such as Java. For a flexibility comparison of our approach versus that of a Type-0 language (Java), we
have made a quantitative analysis of source code. We have compared the full URL specification written as a recording-augmented
regular expression versus the standard implementation in Java,
java.net.URL (version 1.136; April 30, 2009). Figure 7.10 lists
the results of this comparison. For the code size, we see a concise-
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ness factor of about almost 1:8 (45:347) in favor of our declarative
approach. If we look at the cyclomatic complexity [Power and
Malloy, 2004], we see that the total number of branches in the two
formalisms (taken as choices for the regular expressions and ifconditionals in Java), is a factor of 1:2. As for iterations (taken as
R* and R+ versus while and for loops), we see a 3:1 in favor of
Java. However, a while-loop is operational and much more complicated than a simple and declarative Kleene star. In addition,
the Java implementation has a whole range of highly operational
features (96 method invocations, 9 throw statements, and 1 try
statement with 2 catch handlers).
Curiously, and perhaps symptomatic of this code complexity,
the current official implementation contains a known, but unresolved bug as indicated by a “//FIX:” comment in the source
code. Figure 7.11 displays a short sample of bugs for java.net.URL
(extracted from Sun’s bug repository, http://bugs.sun.com/).
The history of bugs spans a decade, which we take as an indication of complexity inherently associated with the (non-declarative)
Turing-Complete approach for this kind of pattern matching. Obviously, some “errors” are due to natural evolution of the specification (i.e., adding new features), but the bug repository reveals
no less than 88 bug entries for java.net.URL, a lot of which are
real implementation bugs. We also conclude that maintainability
(for which legibility is a prerequisite) is crucially important for this
kind of pattern matching.
In contrast, we were able to use the RFC for URLs [Berners-Lee
et al., 1994, 2005] directly and augment it with all relevant recordings in less than half an hour. Obviously, the regular expression
version is much more concise, but also superior in terms of legibility
and maintainability.
7.7.2

Safety

Safety is the paramount benefit of our approach. Termination is
inherently guaranteed by the formalism; ambiguity is statically decidable with constructive counter-examples (cf. Section 7.3); it is
possible to statically infer the language of recordings exactly (i.e.,
without precision loss); and language containment (i.e., L(R1 ) ⊆
L(R2 )) is decidable. The latter makes it is possible to pick the most
appropriate type among the types available in a host language, so
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code size
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24 “|”
12 “*”
6 “+”
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50 if
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1 for
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9
2
1
1
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(loop)

m(..)
(invocations)
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(errors)
catch
(handlers)
try
(handler)
unresolved “fixme” !

Figure 7.10: Regular expressions vs. unrestricted programming
(code: “java.net.URL”) for URL matching.

Year

Bug ID

1998

4175737

1999

4221439

1999

4264177

...

...

2006

6506304

Synopsis
java.net.URL should throw
MalformedURLException on incorrect FILE
https seen as invalid protocol by
java.net.URL
HttpURL does not handle URL of the
format http://user:passwd@host/
...
java.net.MalformedURLException:
unknown protocol: c

Figure 7.11: Small sample of bugs for “java.net.URL” (source:
“http://bugs.sun.com/” bug repository).

that we can type a recording as, say, a list of integers. The analysis only abstracts away information that the Java type system does
not address (e.g., the number of elements in an array and the exact
types of individual elements in heterogeneous constant arrays such
as: [1, 2.5]).
Termination is also guaranteed in the non-Turing-Complete alternatives, but this is as far as the other approaches go in terms
of safety guarantees.This is because our approach is built on pure
regular expressions (without non-regular extensions such as backreferences), which means that virtually everything is not only de-
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Figure 7.12: Parsing incorrect (i.e. rejecting) DBLP data using
java.util.regex (in seconds) vs. our CFG-based approach (in
milli-seconds).

cidable, but constructively so.
7.7.3

Efficiency

Section 7.6 discussed the worst-case asymptotic complexities of the
different approaches (including that of the worst-case exponentialtime interpretation-based strategy used in many language implementations). Note that for a Turing-Complete programming language, the worst-case complexity depends intimately on the particular language to be parsed and the algorithm implemented.
Figure 7.12 plots the result of parsing incorrect (i.e., rejecting) DBLP data strings of increasing length (along the x-axis) using Java’s java.util.regex vs. our CFG-based approach. The
numbers along the left hand side of the y-axis indicate the time
for java.util.regex in seconds; along the right hand side of the
y-axis, the time for our approach in milliseconds on a standard
laptop PC (Intel Core 2 duo, 2.2 GHz, 2 GB memory, Windows).
java.util.regex hits exponential growth on this example; pars-
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ing (and rejecting) a string of about 2,500 characters takes about
two minutes (120 seconds). Our approach, on the other hand, exhibits a linear behavior and parses strings of 20,000 characters in
about 0.06 seconds. In fact, our approach is able to parse (and reject) strings of 1.2 mio characters in about 6 seconds. In 6 seconds,
it is able to parse correct DBLP data of strings of up to 800,000
characters.
Although we see a mostly linear behavior, we should be able to
speed up our tool using an automaton-based approach (e.g., [Frisch
and Cardelli, 2004; Nielsen and Henglein, 2010]).

7.8

Related Work

XML uses regular expressions as types constraining sequences of elements and for this reason regular expression pattern matching has
been popular in XML-friendly languages such as XDuce [Hosoya
and Pierce, 2001; Hosoya et al., 2000] and CDuce [Benzaken et al.,
2003; Frisch et al., 2002]. The multi-paradigmatic language Scala
[Odersky et al., 2004] also features regular expression pattern matching and HaRP [Broberg et al., 2004] adds regular expression patterns to Haskell via a lightweight preprocessor. All of these languages offer recording constructions, capable of recording lists that
are more general than lists of characters (via the “x as R” construction in XDuce, “x::R” in CDuce, and “x@R” in Scala and
HaRP).
In CDuce, regular expressions are added as syntactic sugar on
top of an ML-style pattern matching (augmented with intersection,
XML-friendly, and type-matching operators). This is achieved by
compiling the regular expression patterns into Finite Automata
which are then encoded as ML-style pattern matching (in normal
form with cons-lists encoded as binary pairs). Frisch describes how
to use automata in the compilation of regular expressions to core
pattern matching, but only in terms of recognition (i.e., without
recordings) [see Frisch, 2004].
XDuce statically checks for ambiguities based on a product construction for tree automata [Hosoya, 2003]. However, since ambiguities are found in terms of tree automata, it is not easy to
relate ambiguities back to the source of the problem in terms of
the original regular expression. Our analysis, on the other hand, is
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syntax-directed, pinpoints the exact location of all ambiguities, and
provides a unique shortest (and lexicographically least) ambiguous
string in the case of ambiguities.
CDuce relies on disambiguation with left-bias for choice and
with greedy iteration (but has a non-greedy variants). HaRP employs a first-match policy and disambiguates iteration non-greedily
(but also has a greedy variant). Disambiguation policies can be
subtle and are studied formally in Vansummeren [2006] (including
the POSIX and the first-and-longest match policies). These policies are all global. In contrast, we have six locally disambiguated
regular expression operators that are all related to the potential
origins of ambiguities (via the characterization), including two for
concatenation. These are more general in that different disambiguation conventions can be used at different points in a regular
expression.
XDuce and CDuce both have exact type inference and Vansummeren [2006] provides a sound-and-complete proof of their regular expression type inference. We use our type inference, which
provides the language and nesting structure of all recordings, to
synthesize stand-alone pattern matching and container classes for
Java in a stand-alone and non-intrusive way.
Finally, there are a number of other tools that are also made
for processing unstructured or ad-hoc data (e.g., PADS [Fisher
and Gruber, 2005]), but they go beyond regularity; hence, they are
more expressive, but fewer properties are statically decidable.

7.9

Conclusion

We conclude that if regular expressions are sufficiently expressive,
they provide simple, flexible, and safe means for declarative pattern
matching on strings, capable of extracting highly structural information in a statically type-safe and unambiguous manner. Also,
regularity is enough for many realistic pattern matching tasks such
as extracting structural information from URLs, log files, and even
highly structured XML data of bounded depth (e.g., DBLP).
We have shown how to statically analyze ambiguity of regular
expressions through a sound and complete analysis that pinpoints
all ambiguities in terms of the structure of the regular expression,
capable of reporting the shortest ambiguous string. If the grammar
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is ambiguous, we provide four ways in which it can be safely and
locally disambiguated. We have also shown how to statically infer
the type of structural information extracted which leads to convenient integration of pattern matching in languages such as Java
in a completely stand-alone and non-intrusive way with acceptable
runtime performance.
In conclusion, we have shown how expressivity can be traded
for simplicity and static safety in the case of pattern matching on
strings.
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Appendix
7.A

Proof of Theorem 1

Theorem 7.1 (Characterization of Ambiguity)
A regular expression R ∈ R, is unambiguous iff k= R Proof. By
Lemma 1a and Lemma 1b (cf. below).


Lemma 1a (Soundness of Characterization)
If k= R then R is unambiguous. Proof.
We show it contrapositively; i.e., that if R is ambiguous then
3. Since R is ambiguous by definition 7.1 there exists a string
s ∈ L(R), for which there exists two derivation trees T CR, T 0 CR :
T 6= T 0 and k T k = k T 0 k = s.
The proof is by structural induction in R.
Base cases
R =  : There cannot exists two different derivation trees, so
the property is trivially satisfied.
R = c: As with the above, there cannot exists two different
derivation trees, so the property is trivially satisfied.
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Inductive cases
The induction hypothesis is that, for structurally smaller regular
expressions R0 of R: it holds that if R0 is ambiguous then 3 R0 .
We have 3 inductive cases
1) R = R1 |R2 . Here are 3 subcases:
T = lef t(T1 ) ∧ T 0 = lef t(T10 ) (s is matched by R1 , s ∈ L(R1 )),
T = right(T2 ) ∧ T 0 = right(T20 ) (s is matched by R2 ) or T =
lef t(T1 ) ∧ T 0 = right(T2 ) (s is matched by both). These cases are
handled individually:
1a) T = lef t(T1 ) ∧ T 0 = lef t(T10 ). Since both T and T 0 are left
nodes, the ambiguity is not at T or T 0 , but must be in the trees T1
and T10 . Since T1 CR1 , T10 CR1 T1 6= T10 and k T1 k = k T10 k, we have
by definition 7.1 that R1 is ambiguous. The induction hypothesis
gives us that 3 R1 . Assume for contradiction that k=R, then by the
[Choice] rule in Figure 7.4, we have k=R1 . This contradicts that
3 R1 , and so our assumption that k=R is false, hence we conclude
3 R.
1b) T = right(T2 ) ∧ T 0 = right(T20 ) is analog to the above.
1c) T = lef t(T1 ) ∧ T 0 = right(T2 ). We know that s = k T1 k =
k T2 k and from Figure 7.2 we see that T1 C R1 and T2 C R2 .
Combined we see that s ∈ L(R1 ) and s ∈ L(R2 ), implying s ∈
L(R1 ) ∩ L(R2 ). Assume by contradiction that k=R; this implies by
rule [Choice] in Figure 7.4, that L(R1 ) ∩ L(R2 ) = ∅. That the intersection is empty is contradicted by the above s ∈ L(R1 ) ∩ L(R2 )
and so our assumption that k=R is wrong and we conclude 3 R.
2) R = R1 · R2 . We have T = concat(T1 , T2 ) and T 0 =
concat(T10 , T20 ). Two cases to handle: k T1 k = k T10 k (implies k T2 k =
k T20 k) or k T1 k =
6 k T10 k (implies k T2 k 6= k T20 k). 2a) k T1 k =
0
k T1 k. The root of the ambiguity is not at T and T 0 , but in either
T1 and T10 or T2 and T20 . Without loss of generality we assume that
the ambiguity is in T1 and T10 : T1 6= T10 . From Figure 7.2 we have
that T1 C R1 and T10 C R1 and since k T1 k = k T10 k we have by definition 7.1 that R1 is ambiguous. Using the induction hypothesis
we establish 3 R1 . Assume by contradiction that k=R; as seen in
Figure 7.4 we must have that k=R1 , but this contradicts 3 R1 from
before and so our assumption that k=R is wrong. We therefore establish that 3 R.
2b) k T1 k =
6 k T10 k. Assume without loss of generality that |k T1 k| ≤
0
|k T1 k| (the string length of k T1 k is less than that of k T10 k. This
means we can write k T10 k in terms of k T1 k, so k T10 k = k T1 k · a,
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where a ∈ Σ+ and since k T1 kk T2 k = k T10 kk T20 k, we have that
k T2 k = a · k T20 k. From the definition of the k · k-operator we know
that k T1 k ∈ L(R1 ) and k T10 k ∈ L(R1 ), which implies k T1 k · a ∈
L(R1 ) and symmetrically for T2 and T20 ; k TW20 k, a · k T20 k ∈ L(R2 ).
This means k T1 k · a · k T20 k ∈ L(L(R1 )) ∩ L(L(R2 )). Assume
now by contradiction that k=R,
W which by the side condition in Figure 7.4, gives that L(L(R1 )) ∩ L(L(R
W 2 )) = ∅. This fact contradicts
that k T1 k · a · k T20 k ∈ L(L(R1 )) ∩ L(L(R2 )) from above. Hence
our assumption is wrong and we conclude 3 R.
3) R = R0∗ . We split in two cases, whether s is of length 0 or
not:
3a) |s| = 0: This means that s = . One derivation tree for R0
is star() C R0∗ , so without loss of generality we assume T = star().
Since T 6= T 0 , we have T 0 = star(T1 , . . . , Tn ), where n > 0. This
means T1 C R0 and since k T1 k = ε, we have ε ∈ L(R0 ). Assume by
contradiction that k=R, then from the [Star] rule in Figure 7.4,
the side condition tells us ε ∈
/ L(R0 ). This contradicts ε ∈ L(R0 )
and so our assumption that k=R is wrong and we conclude 3 R.
3b) |s| =
6 0: We have here that T = star(T1 , . . . , Tn ) and T 0 =
0
0
).
star(T1 , . . . , Tm
There are two cases, whether m = n ∧ ∀i ∈ 1, . . . , n: k Ti k =
k Ti0 k or not:
If m = n and ∀i ∈ 1, . . . n : k Ti k = k Ti0 k, the difference
between the two trees are further down towards the leafs, so pick
k = min({i ∈ N|Ti 6= Ti }) (we know such k exists because T 6= T 0 ).
As a fact we have Tk C R0 and Tk0 C R0 and by definition 7.1, R0 is
then ambiguous and by the induction hypothesis we establish 3 R0 .
Assume for contradiction that k=R, we must prove that k=R0 by
the [Star] rule in Figure 7.4. This contradicts that 3 R0 and so
our assumption that k=R is false. Hence we conclude that 3 R.
Else at least one of the submatches differ. Now set k = min({i ∈
N|k Ti k =
6 k Ti0 k}), ie. the index of the first submatch mismatch.
Using k we split s into 3 parts s = sf ·sk ·sr where the first part sf =
k T1 k · . . . · k Tk−1 k is the non-differing part, the second sk = k Tk k
is the differing substring and the rest sr = k Tk+1 k · . . . · k Tn k is
the last part of the string s. In the same manner we split s in three
0
parts using k Tk0 k: s = s0f · s0k · s0r where s0f = k T10 k · . . . · k Tk−1
k,
0
0
0
0
0
0
sk = k Tk k and sr = k Tk+1 k · . . . · k Tn k. Note that sf = sf , but
not sr = s0r . Without loss of generality we assume |sk | < |s0k |,
ie. s0k = sk · a, where a ∈ Σ+ , so we write s = sf · sk · a · s0r .
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This is shown in Figure 7.13. Since Tk C R0 , Tk0 C R0 we have that
s ·s

z k}| r {
s = sf · sk · a · s0r
| {z }
s0k ·s0r

Figure 7.13: The split of w in four parts.
sk , sk · a ∈ L(R0 ). Furthermore since star(Tk+1 , . . . , Tn ) C R0∗ and
0
0
) C R0∗ we have that s0r , a · s0r ∈ L(R0∗ ). By the
star(Tk+1
, . . . , Tm
definition of theW overlap operator, s is in the overlap of R0 and R0∗ ,
s ∈ L(L(R0 )) ∩ L(L(R0∗ )).
W Assume for contradiction that k=R,
this means that L(L(R0 )) ∩ L(L(R0∗ )) = ∅ by Wthe [Star] rule in
Figure 7.4. This contradicts that s ∈ L(L(R0 )) ∩ L(L(R0∗ )), hence
we conclude that 3 R.
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Lemma 1b (Completeness of Characterization)
If a regular expression, R, is unambiguous then k= R. Proof. The
lemma is shown contrapositively so if 3 R then R is ambiguous.
The proof proceeds by structural induction in R, where we for each
case constructs two ASTs T and T 0 with the properties T 6= T 0 and
k T k = k T 0 k = s, that R by definition 7.1 is ambiguous.
The three bases cases are all satisfied trivially, because 3 R is
false. For the induction step, the induction hypothesis is that for
structural smaller regular expressions R0 in R it is true that if 3 R0
then R0 is ambiguous.
We have three different induction cases and theses are handled
each in turn.
1) R = R1 |R2 . Assume 3 R. From the Choice rule in fig.
7.4 we must have one of the following three conditions; that 3 R1 ,
that 3 R2 or that the side condition is false, so L(R1 ) ∩ L(R2 ) 6= ∅.
For the first condition where 3 R1 , the induction hypothesis gives
that R1 is ambiguous. Since a derivation tree for R1 is part of a
derivation tree for R, R is also ambiguous. The second condition
is analog to the first. For the third condition, choose a string s ∈
L(R1 ) ∩ L(R2 ). One valid AST R is T = lef t(T1 ), where T1 ∈
ASTR1 and k T1 k = s. Another valid AST is T 0 = right(T2 ),
where T2 ∈ ASTR2 and k T2 k = s. With T and T 0 we conclude by
definition 7.1 that R is ambiguous.
2) R = R1 ·R2 . Assume 3 R. From the Concat rule in fig. 7.4
we must have one of the following three conditions: thatW3 R1 , that
3 R2 or that the side condition is violated so L(R1 ) ∩ L(R2 ) 6=
∅. For the first condition where 3 R1 we have by the induction
hypothesis that R1 is ambiguous and so since a derivation tree for
R1 is part of a derivation tree for R, R is ambiguous. The second
condition is analogW to the first. For the third condition, choose a
string s ∈ L(R1 ) ∩ L(R2 ); since s is in the overlap, we know s
can be split in 3 parts : s = s1 · a · s2 , where s1 , s2 ∈ Σ∗ , a ∈ Σ+
and s1 , s1 · a ∈ L(R1 ) and s2 , a · s2 ∈ L(R2 ). A valid AST for s
and R is then T = concat(T1 , T2 ), where T1 ∈ ASTR1 , k T1 k = s1 ,
T2 ∈ ASTR2 and k T2 k = a · s2 . Another valid AST for s and R
is T 0 = concat(T10 , T20 ), where T10 ∈ ASTR1 , k T10 k = s1 · a, T20 ∈
ASTR2 and k T20 k = s2 . Hence by definition 7.1, R is ambiguous.
3) R = R0∗ . Assume 3 R. As above we have from the Star
rule in fig. 7.4 one of the following two conditions: that 3 R0 or
that the sidecondition for the Star rule in fig. 7.4 is violated so
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W

ε ∈ L(R0 ) or L(R0 ) ∩ L(R0∗ ) 6= ∅. For the first condition where
3 R0 , we have by the induction hypothesis that R0 is ambiguous
and since a derivation tree for R0 is part of a derivation tree for
R, R is ambiguous. For the second condition where the side condition W
is violated we have two possibilities, either ε ∈ L(R0 ) or
0
L(R ) ∩ L(R0∗ ) 6= ∅. These two possibilities are handled individually.
3a) If ε ∈ L(R0 ) a valid AST for R is T = star(). Another
is T 0 = star(T1 ), where T1 ∈ ASTR0 and k T1 k = ε. With two
different AST’s we
W conclude that R is ambiguous by definition 7.1.
0∗
3b) If L(R0 ) ∩ L(R
) 6= ∅, we construct two ASTs by choosing
W
0
a string s ∈ L(R ) ∩ L(R0∗ ); since s is in the overlap, we know s
can be split in 3 parts : s = sf · a · sr , where sf , sr ∈ Σ∗ , a ∈ Σ+
and sf , sf · a ∈ L(R0 ) and sr , a · sr ∈ L(R0∗ ). Furthermore we
know that sr and a · sr can be split in parts: sr = s1 · . . . · sn ,
where ∀i ∈ 1, . . . , n : si ∈ L(R0 ) and a · sr = s01 · . . . · s0n , where
∀j ∈ 1, . . . , n : s0j ∈ L(R0 ). A valid AST for s and R is then
T = star(Tf , T1 , . . . , Tn ), where Tf , T1 , . . . , Tn ∈ ASTR0 , k Tf k =
sf and k T1 k · . . . · k Tn k = a · sr . Another valid AST for s and R
is then T 0 = star(Tf0 , T10 , . . . , Tn0 ), where Tf0 , T10 , . . . , Tn0 ∈ ASTR0 ,
k Tf0 k = sf · a and k T10 k · . . . k Tn0 k = sr . With two different AST’s
T and T 0 we conclude that R is ambiguous by definition 7.1.


Chapter

WebSelF: A Web Scraping
Framework1
We present WebSelF, a framework for web scraping which models
the process of web scraping and decomposes it into four conceptually independent, reusable, and composable constituents. We
have validated our framework through a full parameterized implementation that is flexible enough to capture previous work on
web scraping. We conducted an experiment that evaluated several
qualitatively different web scraping constituents (including previous work and combinations hereof) on about 11,000 HTML pages
on daily versions of 17 web sites over a period of more than one
year. Our framework solves three concrete problems with current
web scraping and our experimental results indicate that composition of previous and our new techniques achieve a higher degree of
accuracy, precision and specificity than existing techniques alone.

8.1

Introduction

The World Wide Web is an enormous source of information, (still)
mostly represented as HTML which is designed for presenting information to humans, not computers. Therefore, automated in1 This chapter is a slightly extended version of our paper presented at
ICWE’12 [Thomsen et al., 2012] Compared to the proceedings version this
chapter contains a fully formalized model of web scraping and some minor
graphical changes.
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formation extraction from the web (aka., web scraping) is difficult. A program for web scraping, called a web wrapper, may be
programmed manually [Myllymaki, 2002; Sahuguet and Azavant,
2001], semi-automatically [Cohen, 1999a; Liu and Ling, 2001; Meng
et al., 2002; Muslea et al., 2001], or automatically [Nakatoh et al.,
2004]. We refer to the survey by Chang et al. [2006a] for more
information.
However, when a web page changes (and similar web pages may
have substantially different structure), the extraction often fails or
yields incorrect data causing programs that depend on the scraping
to malfunction. Web wrappers use wrapper validation (aka. wrapper verification) to detect this, typically based on the extracted
text [Kushmerick, 2000a; Lerman et al., 2003]. Updating the wrapper to recover is known as reinduction [Fazzinga et al., 2011; Lerman et al., 2003; Meng et al., 2003; Parameswaran et al., 2011;
Raposo et al., 2005], and it is often based on older pages and/or
user interaction. Validation and reinduction together constitutes
wrapper maintenance.
Current approaches suffer from three problems. First, wrapper validation based solely on the textual contents and structure
of the scraped page may be difficult or inadequate in certain cases.
For some pages, it is worth also considering the context and presentation (i.e., where information is physically located on a page
after full rendering and applying stylesheets). Second, with clientside scripting (e.g., JavaScript and AJAX) and form elements, it
becomes useful to interact with a web page beyond just extracting information. Access to selected elements on a page allows for
subsequent manipulation of the original document (e.g., pressing
buttons, filling in text fields, submitting forms). Third, existing
wrapper techniques cannot easily be combined, which makes it hard
to reuse the vast amount of work done on selection, reinduction,
and validation. There is no general and precise signature definition
of the components of the web wrapper, how they interact or what
level of automation they exhibit.
This paper presents a framework, WebSelF, that addresses these
problems for selecting elements on a web page. WebSelF is characterized and parameterized by four scraping constituent functions,
that we call framework functions: one for selecting elements, designated as a selection function; one for validating the selected element, designated as a validation function; and two for maintaining
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each of them, designated as reinduction functions. WebSelF is
novel for three reasons. First, it supports composition and reuse
of previously defined validation functions, whereby validation can
benefit from not only the textual contents of the selected elements,
but also combinations of other dimensions (in particular, context
and presentation). Secondly, the selection functions in WebSelF
are able to not just extract information, but also subsequently manipulate selected elements in the presence of client-side scripting.
Finally, WebSelF has a precise model that explicitly divides the
labor into a manual and an automatic part, in which the responsibilities of the four functions are explicitly given. Furthermore the
signatures of the four functions are defined, which allows WebSelF
to easily wrap and use existing selection, validation and reinduction
functions.
We have implemented WebSelF in Java, parameterized by the
four framework functions, and used the implementation to author,
evaluate, and compare validation functions based on different dimensions (including the influential work of Lerman et al. [2003]).
The evaluation shows that presentational features of the selected
elements are beneficial for validation. Further, it shows that combining existing validation functions (such as the previous approach
by Lerman et al.) with other orthogonal dimensions may achieve
higher accuracy, precision, and specificity (defined later) than the
original approach. The validated elements in our experimental evaluation are selected by real world web wrappers, as most of the selection functions have been harvested from the web where they are
used for real web scraping purposes. The evaluation results have
high credibility, because every selection has been manually verified.
The main contributions of this paper is a framework, WebSelF, for
web scraping including:
• a model of the process of web scraping (Section 8.2) explicitly dividing the labor, by decomposing the process into a
selection function, a validation function, and reinductions of
both, along with a method of composing validation functions
(Section 8.3);
• a full implementation, parameterized by reusable composable
framework functions (available at the WebSelF site: cs.au.
dk/~gedefar/webself); and
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• an experimental evaluation and comparison of qualitatively
different validation functions (including previous work) based
on about 11,000 HTML pages taken from 17 web sites over
a period of more than one year (Section 8.4).

8.2

A Model of the Process of Web Scraping

In this section we present the formal model of the process of web
scraping, built from several individual framework functions with a
specific interaction. First though we showcase our framework using
a deliberately simple example and scrape successive evolutions of
the “top story” of a conference news site. In WebSelF, a web wrapper consists of a selection function, a validation function and means
for reinducing (learning) new versions of both of these functions.
As the selection function, the example uses an XPath expression
(which is common) with the additional convention that only the
first element is selected in case the XPath expression matches several elements. For the validation function, the example will use
structural identity with respect to a DTD[Bray et al., 1998] in that
a selected element is accepted if it conforms to a DTD inferred over
the elements selected so far (cf. Bex et al. [2006]). The initial DTD
is inferred from the first example (which in this example is a p tag
containing only text).
Figure 8.1(a) shows an excerpt from the first version of the web
page, and the interesting piece of information is the p tag and its
contained text. The initial XPath expression is //p which selects
that item in this case.
The next version of the web page is shown in Fig. 8.1(b). The
XPath expression works here by extracting the p tag and the validation function accepts it, as the structure has not changed.
The next version of the web page is shown in Fig. 8.1(c). The
XPath expression still works here, but the validation function rejects the element because an anchor tag with a link to the program
has been added to the p tag. The framework now asks the user a
simple yes/no question for whether or not the p tag is the correct
element. In this case it is, so a new validation function is reinduced (learned) to allow the new anchor tag. The new validation
function accepts p tags with an optional anchor tag as its child
intermixed with the text (remember that the DTD is inferred over
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<body>
<p>ICWE 2012 is to be held
in Berlin, Germany.</p> ...
</body>
(a) A simple web page.
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<body>
<p>ICWE 2012 will be
held on July 23-27.</p>
...
</body>
(b) A second version of the web page.

<body>
<p>
<img src=".." alt="Group
Photo"/>
</p>
<p>The ICWE 2012 conference
was a success.</p> ...
(c) The third version of the page with </body>
<body>
<p>The ICWE 2012
<a..> program </a> is
available.</p>
...
</body>

an added anchor tag.

(d) A fourth version of the web page,
where an image has been added.

Figure 8.1: Evolution of an example web page from a conference
news site over time.

the first three versions).
In the next version, shown in figure 8.1(d), a new p tag with an img
tag has been added before the interesting p tag. In this case the
selection function selects the first p tag, which does not conform to
the previous version of the element. This discrepancy is detected by
the validation function, and as it is in fact not the correct element
(judged by the user) the XPath expression needs to be reinduced,
i.e., a new and improved selection function must be constructed.
The framework uses the reinduction function for selection functions
for this purpose, and this function could consult the user and/or
the validation function in order to perform the task. As a result,
the XPath expression is updated to select the correct element, e.g.,
by becoming //p[not(./img)].
The running example illustrates different flows captured by our
framework. The general and formal flow between the states of
WebSelF is shown in the state diagram in Fig. 8.2 which shows a
model of the web scraping process. Each state has an abbreviated
name consisting of three upper-case letters; a nearby explanatory
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Figure 8.2: A model of the process of web scraping.

text motivates the choice of letters. Transitions are labeled with
a text indicating the decision criterion associated with that transition. One run of the algorithm starts at ESF and ends in a final
state—indicated by a double ring—and yields an accepted element
from the given page or aborts to indicate that the page does not
contain any acceptable elements. At the same time the algorithm
maintains the selection function and the validation function, using
the provided facilities for reinduction.
The states with a colored background may involve user-interaction and the particular color signifies the level of complexity in the
interaction. The state with gray background (UVS) is related to
the reinduction of the validation function and is only asking a simple yes/no question. In contrast, the state with black background
(RSF) is related to the reinduction of the selection function, which
may involve the user in a much more complex manner.
In the following we describe the information flow in terms of
our four versions in the running example. The formal model is
presented in Sect. 8.2.1. Consider the first version of our running
example, shown as Fig. 8.1(a). As the selection function selects an
element, we go from the initial state ESF to VSF. The selected
element is accepted by the validation function, so we continue directly to the ACC state, without reinducing a new validation function. This path through the state diagram is illustrated by the
graph in Fig. 8.3(a). This is the fast path where everything works
smoothly, and hopefully it is also a very typical path. The flow of
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(a) Corresponding to Fig. 8.1(a): Using (b) Corr. to Fig. 8.1(b): Still using the
the fast path, where everything is okay. fast path.

(c) Corr. to Fig. 8.1(c): Using a not so
fast path, where the selection function
is correct, but the validation function
is not.

(d) Corr. to Fig. 8.1(d): Using the
slowest path where the validation function is correct, but the selection function is not.

Figure 8.3: State model paths corresponding to the example web
page evolution.

the second version (Fig. 8.1(b)) is completely identical to the first
version’s flow, where it takes the fast path and is likewise shown in
Fig. 8.3(b).
For the third version, an element is likewise selected and so we
go to the VSF state. This time, however, the validation function
rejects the selected element, so we proceed to the UVS state where
the user is asked. The user decides that the element should be
accepted, so we go to the RVF state. Since the validation function
made an incorrect decision we obtain an improved validation function through reinduction. This path through the state diagram is
illustrated by the graph in Fig. 8.3(c). As a side note, in WebSelF
we assume it’s always possible to reinduce a validation function, as
there is no requirement that the reinduced validation function is
improved compared to the previous validation function. In fact the
reinduction function is free to return the old validation function in
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case it is not capable of producing an improved validation function.
Finally, if we run the fourth version we still go to VSF first as
an element is selected, but from VSF we go to UVS and then in
turn to RSF, because the wrong element was selected, according to
both the validation function and the user. The selection function
is reinduced as we transition to the ENS state and on to the VVF
state. The new element found by the new selection function is
accepted by the validation function, so we do not need to reinduce
(learn) a new validation function. This is shown in Fig. 8.3(d).
We have not covered a case where the selection fails entirely,
but this could occur if we receive, e.g., an HTTP error 505 (internal error on server). In this case the path taken would be the
uppermost path in the state diagram, from ESF to RSF to ABT.
Finally, there is a case where both reinductions occur, which is a
slight variant of Fig. 8.3(d).
To sum up, our framework only involves the user when the discrepancy between already learned examples and the new version is
too big. What this means will be explained in Sec. 8.3.2. Moreover,
the user is first involved in a simple manner by being asked whether
a given selection should be accepted or not. If the blame falls on
the validation function it is updated automatically, and only when
the selection function is to blame does the framework proceed to
involve the user in the more complex task of reinducing (creating)
a new selection function. Other approaches [Kushmerick, 2000a;
Lerman et al., 2003; Raposo et al., 2005] require a set of prelabeled
examples to learn from, and they do not support a similar division
of labor between a validation function that allows for automatic
maintenance and a selection function which may be tailored to embody an arbitrary amount of domain knowledge. Our approach
supports this division and our selection and validation functions
are composable to utilize arbitrary domain knowledge.
8.2.1

A Formal Model of the Core of WebSelF

We will now define the core algorithm in our framework formally
using a configuration labeled transition system.
This transition system captures exactly which types and pieces
of information are flowing into and out of which components in the
system. It is therefore a more explicit and disciplined specification
of the algorithm than a traditional piece of pseudo-code in a hy-
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pothetical mainstream imperative language, and we leverage this
lucidity to prove a couple of small theorems showing that the algorithm will indeed terminate in all cases and preserve some crucial
correctness properties.
First we need some definitions on how we model web pages and
elements on a web page. We model an HTML element as a tree over
tag names, where we denote one such element by the meta-variable
h, and the set of all HTML elements by H. A subset of the HTML
elements denotes web pages (typically on the form “<html><head>
. . . </head> . . . </html>”), and this set is denoted by V. We use
the meta-variable v for web pages because the framework is concerned with many versions of “the same” web page. In general, we
use ‘web page’, ‘web page version’, and ‘version’ interchangeably,
depending on the most natural emphasis in the context. Summing
up:
h ∈ H (h is a metavariable for an HTML element.)
H : Universe of HTML elements.
V = { n | n ∈ H ∧ n denotes a web page }
v ∈ V (v is a metavariable for a web page version.)

When we discuss selection of elements on a web page there is a
minor, but important technical issue on ensuring uniqueness of
HTML elements. The issue is that the content of an element is
not enough to uniquely identify an element, as one web page might
contain several elements with the same content. We solve the issue
by specifying an element by its web page and its location on the
page, where a location is the fully specified path from the root of
the web page down to the HTML element. Technically an HTML
element is represented by the pair (v, l), where v is the web page
and l is the location given as a path. The meta-variable e (element)
denotes such a pair, and the corresponding set is E. From such a
pair it is useful to retrieve the HTML element, which is done by the
partial function retrieve: retrieve(v, l) = h, where v is a web page,
l is a location and, h is the HTML element. The set of all HTML
elements on a web page v is denoted elements(v). For brevity we
denote the powerset over these elements 2elements(v) as 2v . To sum
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up we have these definitions:
e ∈ E (e is a metavariable for a pair of a web page and path.)
E = { (v, l) | v ∈ V ∧ l is a location ∧ retrieve(v, l) ∈ H }
2v : is an abbreviation for 2elements(v)
We indicate the existence or absence of a particular value by means
of an option type similar to the one known from functional languages such as SML. In particular, H? is the optional type of
HTML elements, which means that h ∈ H? iff h = NONE indicating that there is no element, or h = SOME h0 , indicating that
there is an element, h0 , which must belong to H. Intuitively an
option type is the same as the null value in object oriented programming languages such as Java. We indicate a list over a type
T using the Kleene star as T ∗ .
To represent the selection function return type we introduce
the set A with meta-variable a, which may be chosen to be a single
element, a text string, a list, a record, or any other suitable data
structure. We will refer to this type of data as a selection result.
Selection functions s ∈ S have the type V → A?, so they map a
web page into an optional selection result. Quality functions q ∈ Q
have the type A × V → {True, False}, so they map a selection result a and a web page v into either True or False, thus indicating
whether a is a match of good quality (True) or bad quality (False)
on v. If a is, e.g., a record containing an address, then the quality function assesses the quality of the address as a whole, which
may include relations among elements from different parts of v.
Summed up:
s : V → A? (s is a metavariable for selection functions.)
S : Universe of selection functions.
q : A × V → {True, False} (q is metavariable for quality functions.)
Q : Universe of quality functions.
We represent histories of positive examples Γ as lists of pairs
of selection results and web page versions: Γ = (A × V)∗ . This
representation of histories explicitly states the constituents of the
history; the elements and the web page version.
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Definition 8.1 (Acceptance) A quality function q is said to accept a selection result and a web page version (a, v) iff q(a, v) =
True. This is also written as accepts(q, a, v).
As part of the input to our framework, reinduction functions
for the selection function and for the quality function must be provided. These functions are used to improve the selection function
respectively the quality function when needed. The signatures of
these functions are as follows: reinduce s : Γ × V × S → S? and
reinduce q : Γ × A × V × Q → Q. reinduce s receives a history of
positive examples γ, the current web page v, and the old selection
function s; it returns an option which may provide a new selection
function s0 , or it may be NONE indicating failure. It is required
that the new selection function does indeed select something on
the given page, i.e., that s0 (v) = SOME a.
reinduce q receives the history of positive examples, the selection
result a, its corresponding web page v, and the old quality function
q; it returns a new quality function q 0 .
Definition 8.2 (Effective reinduce q ) reinduceq , a total reinduction function for quality functions, is effective iff the following
holds: ∀γ ∈ Γ, a ∈ A, v ∈ V, q ∈ Q : q 0 = reinduceq (γ, a, v, q) ⇒
accepts(q 0 , a, v).
Effective reinduction functions ensure that the updated quality function at least recognizes the selection result. An effective
reinduction function is pragmatically useful, but not required for
WebSelF. We will show examples of effective and non-effective reinduction functions in Sect. 8.3.2.
As mentioned in the examples, WebSelF interacts with a user,
who is viewed as a final judge or oracle on whether a selection result
is correct or not. This interaction is captured in the following
predicate: user accepts : A × V → {True, False}. This function
encapsulates an interaction with the user who answers yes or no
to indicate whether the given selection result is the correct one for
the given web page.
The precise steps of the framework algorithm are shown in
Fig. 8.4 and Fig. 8.5 as a transition system (the rules have been
split over two figures due to formatting issues).
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[ElmSel]

s(v) = SOME a
(v, γ, (s, q))ESF → (v, γ, (s, q), a)VSF

[NoElmSel]

s(v) = NONE
(v, γ, (s, q))ESF → (v, γ, (s, q))RSF
q(a, v)

[ElmHiQual]

(v, γ, (s, q), a)

VSF

→ ((a, v) :: γ, (s, q))ACC
¬q(a, v)

[ElmLoQual]

VSF

(v, γ, (s, q), a)

→ (v, γ, (s, q), a)UVS

user accepts(a, v)
[UserAccepts]

(v, γ, (s, q), a)UVS → (v, γ, (s, q), a)RQF
¬ user accepts(a, v)

[UserRejects]

[RelearnS]

[ElmNewSel]

(v, γ, (s, q), a)UVS → (v, γ, (s, q))RSF
reinduce s (γ, v, s) = SOME s0
(v, γ, (s, q))RSF → (v, γ, (s0 , q))ENS
s(v) = SOME a
(v, γ, (s, q))ENS → (v, γ, (s, q), a)VQF
q(a, v)

[QisOK]

(v, γ, (s, q), a)

VQF

→ ((a, v) :: γ, (s, q))ACC
¬q(a, v)

[QisNotOK]

VQF

(v, γ, (s, q), a)

→ (v, γ, (s, q), a)RQF

Figure 8.4: The WebSelF algorithm as a transition system. Note
that Fig. 8.5 contains the remaining rules (the figure has been split
in two due to formatting issues.)
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q 0 = reinduce q (γ, a, v, q)
[RelearnQ]

[Abort]

(v, γ, (s, q), a)RQF → ((a, v) :: γ, (s, q 0 ))ACC
reinduce s (γ, v, s) = NONE
(v, γ, (s, q))RSF → (γ, (s, q))ABT

Figure 8.5: The remaining rules of the transition system. See
Fig. 8.4 for the first rules.

Note that the state names from Fig. 8.2 appear as labels on
the configurations. This is necessary in order to distinguish configurations with the same constituents but different status due to
decisions that have been made on the path to that state. In addition, the states may be quite helpful as reminders of the purpose of
each configuration and transition, so we will discuss the transition
system with frequent references to the state diagram.
All processing starts in the state ESF, where the selection function is used to attempt to produce a selection result a from the
given web page v. This is described by the rules ElmSel and
NoElmSel, corresponding to the cases where the selection succeeds respectively fails. Similarly, for each state we may focus on,
there are one or two rules associated with entering that state respectively leaving it, and they may be looked up by simply finding
the corresponding state name at the rightmost end of a configuration tuple.
For instance, to go from state VSF to UVS which means using
the rule ElmLoQual, the selection result a would have too low
quality according to the quality function q, and the user would then
accept the selection result as appropriate, which together implies
that the quality function has made a mistake and should be reinduced. The rules UserAccepts and UserRejects correspond
to two transitions that involve the user, associated with the state
UVS. As mentioned earlier this state uses a colored background
in Fig. 8.2 in order to indicate that user interaction is a significant
cost that must be used with care; in the rules the user interaction
is indicated by calling the predicate user accepts and branching in
two directions depending on the answer.
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The second state that may involve the user is RSF. In this
situation, the selection function s has failed, either because it returned nothing, or because it returned a selection result which is
rejected by the quality function and then also by the user (which
means that the selection function made a mistake whereas the quality function was right). In this case the selection function must be
updated, and this is the responsibility of the function reinduce s ,
which encapsulates significant complexity.
If reinduce s can be expressed as a fully mechanized algorithm
providing an updated and improved selection function then there
is certainly no need to involve the user. However, it is rather more
likely that human intervention is required in order to solve this
problem, and consequently we have chosen to mark RSF as a state
that involves the user.
reinduce s uses an option type for its return value, because it
may or may not be able to produce a result. This issue is connected with the abort state ABT. Going to this state means that
WebSelF aborts the search for a selection result from the given web
page, because no correct selection can be made. Simultaneously,
we cannot expect to reinduce a better selection function because
there is nothing to learn from this page. This is reflected by the
fact that reinduce s returns NONE in the rule Abort. This situation could arise in many ways, e.g., by an internal error on the
server (a 505 HTTP error), or because the particular information
has been moved to another web page. In the former case the user
might choose to ignore that particular version of the web page, and
in the latter case the scraper needs to be updated, in order to be
able to extract the information from its new location.
The formalization of the framework not only allows for a precise
understanding of the framework, but it also satisfies some useful
progress and preservation properties, which means that the algorithm will not get stuck while running, and it will preserve some
crucial correctness properties.
As we shall see, the formalization also provides a well-defined
and simple environment in which it is convenient to prove preservation of properties, such as well-formedness.
Definition 8.3 (Well-formedness) A well-formedness property
P is a relation over web pages and selection results, P ⊆ V × A. A
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selection function s that satisfies ∀v : s(v) = SOME a ⇒ (v, a) ∈ P
is said to respect P .
We introduce well-formedness in order to allow users of WebSelF
to enforce whatever constraints they wish on selection results, such
that selection functions are known to satisfy these constraints and
quality functions are allowed to rely on them.
An example well-formedness relation, call it Pr , is the one that
enforces selection results to be records containing addresses. Pr
dictates that the record must consist of exactly four elements; the
the street name and number, the zip code, and the city. Assuming
that our selection function s respects Pr , the quality function may
now verify the contents of the address in various ways relying on
the fact that it is a well-formed address.
We introduce PG as a global well-formedness property in order to encapsulate well-formedness into a single parameter of the
framework that users may instantiate as needed.
Definition 8.4 (Admissible selection functions) A selection
function s : V → A is admissible if it respects PG .
Admissible selection functions are simply the selection functions
that are well-formed according to the global well-formedness property PG .
Definition 8.5 (Admissible reinduce s functions) A selection
reinduction function reinduces : Γ×V ×S → S? is admissible if it is
a total function that satisfies the following: If reinduces (γ, v, s) =
SOME s0 for some γ ∈ Γ, v ∈ V, and admissible selection function
s, then s0 is again an admissible selection function.
The point in introducing admissibility is that WebSelF preserves
well-formedness, as we shall prove shortly. This makes PG a powerful tool for the specification of properties that must hold for the
output.
This definition takes admissibility to the higher-order level, ensuring that the generation of new selection functions will preserve
their first-order admissibility.
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Theorem 8.1 (Preservation) Assume that the transition system
specified in Figures 8.4 and 8.5 is equipped with an admissible selection reinduction function reinduces and a total quality reinduction
function reinduceq , as well as the total function user accepts, with
types as indicated earlier in this section. Assume that (v, γ, (s, q))ESF
→∗ C is a process in this transition system where s : V → A? is an
admissible selection function, q : A × V → {True, False} is a total
function, v ∈ V, and γ ∈ Γ. Then any selection function that C
contains is admissible.
Proof. The proof of this theorem proceeds by induction in the number of steps, and it amounts to checking that admissibility is preserved by every rule in Figures 8.4 and 8.5.

Theorem 8.2 (Progress) Assume that the transition system specified in Figures 8.4 and 8.5 is equipped with an admissible reinduces
and total reinduceq and user accepts functions, with types as indicated earlier in this section. All processes will then terminate.
Moreover, assume that the process (v, γ, (s, q))ESF →∗ C in this
transition system is such that s : V → A? is an admissible selection function, q : A × V → {True, False} is a total function, v ∈ V,
γ ∈ Γ, and C is a configuration from which no further step can be
taken. Then C is a configuration on the form (γ, (s0 , q 0 ))ABT , or
((a, v) :: γ, (s0 , q 0 ))ACC where it is true that (v, a) ∈ PG . Furthermore if reinduceq is effective it is also true that q 0 accepts (a, v).
Proof. The proof of this theorem uses the fact that the state diagram is acyclic with all paths ending in ACC or ABT, which
means that all processes must terminate. The fact that they all
terminate because a final state has been reached rather than being
stuck in an intermediate state is proven by induction in the number of steps, where the core issue is to check that the conditions
on outgoing edges for each state complement each other such that
at least one of them is true in all cases. The exception from this
principle is the outgoing transition from the state ENS where we
rely on the requirement that the reinduce s function must produce
a selection function which succeeds on the given page. The fact
that s0 (v) = SOME a is guaranteed by the fact that this relation
between the selection function, the page, and the selected element
holds as an invariant in every state that includes all these three
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types of data at the top level, and ACC takes es and v from the
top-level of the previous state and pushes them on the history.
Admissibility of s0 then ensures that PG (v, es).
If learnQF is effective we also need to prove that q 0 accepts
(a, v) in the state ACC. The two ways of ending in ACC are from
VQF or RQF. From VQF, the condition explicitly says that q
must accept (a, v) to make the transition. From RQF a new quality
function is reinduced from reinduce q in the transition. Effectiveness
of reinduce q ensures that the new quality function q 0 accepts (a, v)
by definition.

Theorem 8.1 and 8.2 shows that WebSelF progresses and preserves
the global well-formedness property. Furthermore if WebSelF is fed
with an effective reinduce q the outputted selection result is always
accepted by the quality function.
We believe that the precise description of WebSelF can aid in
the engineering of web information extraction software.
8.2.2

Expressibility

In order to illustrate the flexibility of WebSelF we show how the
wrapper framework by Lerman et al. [2003] can be represented in
our framework. This is relevant because their framework is influential, and on the surface it seems to use a quite different approach
than ours.
The purpose of their framework is to extract text pieces from a
web page and verifying that the text extracted is also correct.
Lerman et al.’s framework offers a reinducing function for quality functions, reinduceLE q , and a function for finding the correct
elements on a web page, searchLE , which uses a degree of supervision by a user. Lerman et al.’s framework requires two entities to
be instantiated; a history of positive examples γ ∈ Γ and a reinduction function reinduceLE s : Γ → S, which takes a history of
positive examples and returns a selection function.2
Instantiating the framework with these entities gives a web
wrapper, which proceeds as follows when invoked on a web page
v: First a selection function s is induced by reinduceLE s (γ) = s,
2 The
concrete reinduction procedure used in the paper is
STALKER [Muslea et al., 2001], but HLRT [Kushmerick et al., 1997]
could also be used.
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then a quality function q is induced by reinduceLE q (γ) = q. Next,
a record of text r is extracted by s(v) = r, and the quality function is used to determine whether or not the record is correct,
i.e., whether q(r) holds. If the text record is correct, it is simply
returned by the web wrapper. Otherwise, s extracts an incorrect
record and a new selection function s0 will therefore be reinduced by
reinduceLE s (γ 0 ) = s0 , where the history γ 0 = (r0 , v) :: γ has been
extended with the new positive example, where r0 = searchLE (v).
The new selection function will then be used in later invocations
of the web wrapper.
The quality function in Lerman et al. determines whether a
record of text is valid or not based on statistical properties calculated by reinduceLE q from the textual contents of the records
in the history. Specifically, it is invalid iff it differs statistically
significantly from the history, which intuitively means that we accept typical records. The properties are calculated by splitting the
textual content into tokens, and computing values based on those
tokens. For instance, the tokens are classified according to whether
they consist of letters only, or contain both letters and digits, etc.;
other values are purely numeric, such as the number of tokens or
the average token length. For details see Lerman et al. [2003].
In comparison to our framework, the main differences are the
following:
• The information used in Lerman et al. are text records, while
WebSelF uses an abstract datatype for selection results.
• The quality function is learned once in Lerman et al., whereas
ours is learned incrementally.
• In Lerman et al. the correctness of selected record is determined solely by the quality function. In WebSelF the user
may be involved by means of a simple Yes/No response which
will be used to reinduce the quality function when the selected record were indeed correct; otherwise both frameworks
resort to a user-driven reinduction of the selection function.
(Note that relearning the selection function in Lerman et al.,
“uses a mixture of supervised and unsupervised learning techniques” [Lerman et al., 2003, p. 166]).
To represent Lerman et al.’s framework in our framework we just
need to deal with these three issues. The areas in our framework
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associated with the above issues are the global property PG and the
functions user accepts, reinduce q , and reinduce s . As Lerman et al.
are working on text records, A in WebSelF is chosen to be text
records, and PG is thus defined to only accept text records. The
three functions are defined in terms of the functions from Lerman et al. to reproduce the behavior:
reinduce q (γ, r, v, q)
user accepts(r, v)
reinduce s (γ, v, s)

= q
= false
= SOME (reinduceLE s (γ 0 ))
where r0 = searchLE (v)
γ 0 = (r0 , v) :: γ

These definitions ensure that the quality function is never reinduced, discrepancies are always resolved by reinducing the selection
function, and searchLE and reinduceLE s are used to perform this
reinduction. The only extra issue is that we must initiate the process with a quality function that is induced using reinduceLE q (γ0 ),
where γ0 is the manually provided list of positive examples.

8.3

Framework Instances

There are many kinds of selection function and validation function, as well as reinduction functions for either. This section discusses a few of these at an abstract level. An important choice
to make is concerned with the environment provided for evaluation of the selection and validation functions. If a full browser is
available for rendering the page and running client side code (e.g.,
JavaScript and AJAX), as opposed to working straight from the
HTML source, the validation function can rely on presentational
information beyond the contents and structure of the page, e.g.,
screen coordinates and colors. For generality, we consider below
the situation where the pages are rendered in a full browser (our
framework implementation directly supports this).
8.3.1

Selection Functions

A selection function is responsible for choosing a piece of information (i.e. an HTML element, a list of HTML elements, tuples
of text, etc.) from a given web page and delivering the selection

144

8. WebSelF: A Web Scraping Framework

result in a suitable format. It can be anything from trivial to nearimpossible to specify the “correct” selection for a web page.
However, a few generic possibilities do exist. In particular,
XPath expressions were specifically invented in order to be able to
designate elements in an XML tree structure. Also, regular expressions and context free parsers are commonly used to locate specific
elements by their content and structure. The work by Lerman
et al. [2003] utilizes a hierarchy of token classes to select textual
elements based on sequences of token types. Finally Kushmerick
et al. [1997] induce selection functions based on delimiters.
An important property of a selection function is its robustness,
or its ability to “just keep working” when it is used on evolved versions of a web page with similar but updated content and structure.
As with the structure itself, page specific approaches and general
computation may be needed to deal with such updates. Myllymaki
and Jackson [2002] discuss the characteristics of robustness for selection functions based on XPath, but they do not discuss any
mechanical way to achieve it. Lately, different mechanical techniques to ‘robustify’ XPath expressions have been proposed [Dalvi
et al., 2009; Fazzinga et al., 2011; Parameswaran et al., 2011]. Basically all the techniques rewrite the XPath expression into a more
robust expression relative to the changes seen in a set of training web pages, and they achieve much better robustness than a
corresponding fully specified XPath expression.
Reinduction of selection functions is in general just as hard as
inventing them in the first place. For generic selection functions
it may be possible to derive the selection function from a history
of positive examples; e.g., as it is done by Lerman et al. [2003].
This process may be seen as an abstraction process whereby the
desired element is described by successively more abstract and inclusive specifications, until it matches all the positive examples.
Incrementally building a specification works well for semi-static information where only a part of an element is changing, such as an
address or a form field, where the static part of the element can
be used as an anchor. If the goal is to extract frequently changing
information, such as the top news story from a news site, then the
selection can benefit from using contextual and/or presentational
information, such as the structure of the context (e.g., a highly
specific class/id attribute or the (x, y) screen coordinates of the
elements). Some reinduction approaches [Meng et al., 2003] sup-
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port manually specifying a fixed context to search for, others automatically infer it from the history [Lerman et al., 2003]. In general,
reinduction of selection functions is likely to require supervision.
8.3.2

Validation Functions

A validation function validates a selection result by either accepting or rejecting the result from a web page. (In the following discussion of validation functions we will assume for simplicity that
the selection result is a single HTML element.) Typically, validation functions utilize textual dimensions of both the selection result
along with the original web page when validating, but when the element to be selected changes significantly from time to time, other
dimensions might be more effective. It may be more informative to
investigate for instance the context (e.g., the tree structure from
the grand parent of the selected element). Furthermore, human
spectators often rely strongly on the appearance of a web site, and
this realization is likewise very useful. For instance, a selection
result is likely to be rejected if it appears physically far away from
its typical location on the web page.
Validation function reinduction is the process whereby an existing validation function is replaced by an updated one that is known
to make more appropriate judgments. In WebSelF, as in other approaches [Kushmerick, 2000a; Lerman et al., 2003], the validation
function is reinduced with respect to a history of selection results.
In the theoretic treatment of WebSelF all previous selection results
are available, but in a concrete implementation this set can be a
too large, so it often suffices to only use the selection results that
the validation function wrongfully rejected.
In general, validation functions can be more generic than selection functions because they must primarily flag the occurrence
of anomalies. It is our experience that a validation function can
often use a generic algorithm customized by a number of parameters, and reinduction then amounts to adjusting those parameters
so that the validation function responds more favorably to a given
selection history.
One issue to consider in connection with validation function
reinduction is whether the new validation function should learn
to recognize all examples in the given history. We may wish to
suppress the consequences of processing exceptional web pages, also
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known as outliers. The problem is that a validation function may
become overly permissive, because a few outliers has taught it to
tolerate almost anything. It may be better to reject (or ask for
explicit user confirmation in) a few unusual cases, and then retain
high selectivity. One example of a validation reinduction function
which does not learn to recognize all examples in order to suppress
outliers is the one from Lerman et al. [2003], as it only includes the
examples in the history that are statistically significant.
It is possible to create composite validation functions based on
existing validation functions. This is particularly interesting as we
are able to logically combine qualitatively different (and complementary) validation function strategies; ones that work according
to content, structure, presentation, and even context. If we, for
instance, want to extract the top news story from a news site, we
might have to combine looking for a styled heading (structure and
presentation) placed close to the top of the page (presentation).
Since a validation function returns a boolean result, we can
easily compose validation functions to achieve any propositional
logic formula, φ, over basic validation functions, Q ∈ QBasic :
φ

:

true | false | Q ∈ QBasic | ¬φ | φ ∧ φ | φ ∨ φ

Reinduction of a composite validation function can be done in many
ways, but often it is done by delegating the reinduction to its failing constituents (according to its constituent validation functions).
Negation needs special treatment though. Say for instance that ¬φ
has wrongly rejected an element a, which means that φ accepted
a. As ¬φ is reinduced, φ should be reinduced to learn to reject a
which it used to accept. Hence as φ gradually becomes more permissive when reinduced, ¬φ will gradually become more restrictive.
We will see in Sect. 8.4.3 that negation can be very useful, despite
its somewhat counter-intuitive nature. All of this is supported by
our framework.

8.4

Experimental Validation

Our hypothesis is that the flexibility and composability of the validation part of WebSelF leads to an improvement in accuracy, precision and specificity (defined in Sect. 8.4.2). We have therefore
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created a concrete implementation of the framework in Java to test
this hypothesis. The implementation includes selection functions
using regular expressions [Brabrand and Thomsen, 2010], XPath
expressions, and it includes a full browser in order to let clientside computation take place and provide presentational information about the given web page. Furthermore automatic reinduction
of validation functions and composition of validation functions as
described in Sect. 8.3.2 are supported by the implementation. We
have used this implementation to perform a substantial experiment
which is described in more detail below. For details on the implementation, data set and results we refer to the project homepage
at http://cs.au.dk/~gedefar/webself.
8.4.1

Experimental Setup

In order to evaluate WebSelF in a realistic setting, we collected 30
XPath expressions used as selection functions, where most of them
were sufficiently successful to be published on the Web. Some of
these XPath expressions were complete, concrete paths from the
root to the target, while other expressions were more robust paths,
such as the expression //a[starts-with(., ’Next’)], which selects the next button on the Yahoo Web Shop (by searching for any
link starting with “Next”). These more robust expressions used
the more advanced operators of XPath, like wildcards, descendant
axes, etc. In order to do a proper comparison we created robust
versions of the fully concrete paths, and used FireBug3 to create
fully concrete versions of the robust ones. The robust versions were
crafted using only knowledge of the first web page version and was
guided by the findings of Myllymaki and Jackson [2002], meaning that the crafted expressions typically used descendant axis and
attribute filters.
For the purposes of our experiment, we normalize all XPath
expressions to have the same weight, by letting them return the
first selected element if more than one is selected. To evaluate the
validation functions directly we fix the selection functions, such
that they are not reinduced during the experiment. In total we
ended up with 60 XPath expressions, 30 fully specified and 30
robustified.
3 Available

from http://getfirebug.com.
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We have constructed 24 qualitatively different validation functions that validates textual, structural, context and presentational
properties of the selected element. Eight of these validation functions use a combination of other validation functions, such as a
conjunction of presentation and content validation functions. In
this paper we have included the results from nine of them (see
Sec. 8.4.3). The remaining results can be found on the project
web page. This section is devoted to describe these nine validation
functions.
validation function dimension

response

reinduction

N/A

random yes/no

N/A

QLMN

content

QDTD
QBOX

structure
presentation

QDTD3

context

text matches
pattern
valid by DTD
within a
rectangle
valid by DTD

learn token
patterns
infer DTD
learn enclosing
rectangle
infer DTD of
ancestor

composite
composite

conjunction
conjunction

composite
composite

negation
conjunction,
negation

QRandom

QBOX ∧ QLMN
QBOX ∧ QLMN ∧
QDTD3
¬QLMN
QBOX ∧ ¬QLMN

Reinduce
failing
validation
function

Figure 8.6: The nine described validation functions.
The nine validation functions are summed up in the table of Fig. 8.6,
where the first column states the name of the validation function or
its formula if it is a compositional validation function; the second
gives the dimension (content, structure, presentation, or composite) of the element, which the validation function relies on; the
third gives abstractly what an element is accepted according to;
and finally the fourth describes how the reinduction is done, which
is of course related to how an element is accepted.
The first five validation functions are basic validation functions
that rely on qualitatively different dimensions. QRandom flips a coin
to decide whether an element is accepted or not. QLMN is the validation function introduced by Lerman et al. [2003] and it is based
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upon the textual content of the selected element. Specifically an
element is accepted if the text tokens of the selected element is
accepted by a pattern learned in the reinduction step. The used
pattern is the statistically most significant pattern over the history
of examples. For details we refer to Lerman et al. [2003]. QDTD accepts an element if the HTML structure of the element is accepted
by an DTD, which is inferred in the reinduction step. For the DTD
inference we use the tool by Bex et al. [2006]. QBOX accepts the
selected element if the physical position of the selected element is
within a rectangle. The rectangle is constructed in the reinduction
step, where it infers the smallest enclosing rectangle, that contains
all positions in the history. QDTD3 is similar to QDTD , except the
DTD is inferred from the context of the selected element, namely
the great grand parent.
The last four validation functions are composite, as described
in Sect. 8.3.2. QBOX ∧ QLMN ∧ QDTD3 really showcase the flexibility
of our framework as it uses three basic validation functions that
are based on three different dimensions of the selected element.
The XPath expressions harvested data from a total of 17 web
sites which exhibit considerable diversity, including a TV guide, a
blog, an image repository, price listings, webshops, download sites,
search results, and news sites4 . With the 60 XPath expressions we
thus have an average of more than three XPath expressions per
site. For each of these sites, we have systematically collected daily
versions for a period of one year (from the 24/04 2010 to 1/5 2011),
and manually provided a “perfect history” which indicates for each
XPath expression whether it selected the correct element. In total 19,664 elements are selected by the selection functions, where
15,843 (81%) are correct selections and 3,821 (19%) are incorrect
selections. This data is the starting point of our experiment.

8.4.2

Evaluation Metrics

When the selection function yields a particular element, there are
four outcomes when evaluating validation functions: where the validation function q as well as the human oracle O accept that choice
(true positive, T P ); where q accepts and O rejects the choice (false
4 We

refer to the project homepage for more information.
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positive, F P ); where q rejects and O accepts the choice (false negative, F N ); and where both reject it (true negative, T N ).
There is an inherent asymmetry between F P and F N . Since
the user never sees an element accepted by the validation function, F P may be dangerous (the scraping program continues with
bad data without discovering it) whereas F N is merely annoying to the user as it will ask him on an element that is really
ok. Thus, it is generally safer for a validation function to answer
“too much negative” rather than “too much positive”. We will
use standard pattern recognition evaluation metrics [Kushmerick,
2000a] for evaluating our validation functions, focusing on the ones
that involve false positives (FP, shown in bold below):
accuracy =

T P +T N
T P +T N +F N +FP

precision =

TP
T P +FP

specificity =

TN

(aka. negative recall)

T N +FP

The accuracy measure quantifies “how often q is right”; precision
is a metric for “how often q is right, when it makes a positive
prediction”; and specificity quantifies “how often q is right, when
the answer is actually negative”. (The term specificity comes from
medical diagnosis; in information extraction, it is often referred to
as negative recall.)
8.4.3

Results

Figure 8.7 shows a graphic depiction of the accumulated results
of the nine validation functions applied and reinduced during the
year’s worth of data. For each validation function, each of the
four outcomes (T P , F P , T N , F N ) is depicted as a sphere whose
three-dimensional volume is proportional to the number of elements
in that category. The evaluation metrics are indicated as P for
precision, S for specificity, and A for accuracy.
The first figure (Fig. 8.7(a)) shows the random validation function QRandom and not surprisingly it scores 50% in accuracy. Note
that in 81% of the cases where it accepts the element it was correct,
just because correctly selected elements are common. This figure

8.4. Experimental Validation

151

(a) QRandom A = 50%

(b) QLMN A = 64%

(c) QDTD A = 85%

(d) QBOX A = 95%

(e) QDTD3 A = 90%

(f) QBOX ∧ QLMN A = 51%

(g)
QBOX ∧ QLMN ∧ QDTD3

(h) ¬QLMN A = 83%

(i) QBOX ∧¬QLMN A = 95%

A = 42%

Figure 8.7: Results of using validation functions with different characteristics.

serves as a baseline for the performance of the rest of the validation
functions.
The next figure (Fig. 8.7(b)) depicts QLMN . The accuracy is
relatively low because it is too restrictive, i.e., rejects too often.
This is seen by the relatively low amount of false positives (761)
and high number of false negatives (6,285). The latter is caused by
having frequently changing content, such as news articles.
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Figure 8.7(c) shows the result for QDTD . This validation function is too permissive as the number of false positives is high. There
are several reasons for this: Many of the elements that are selected
are leaves in the HTML tree, such as an anchor tag. If the XPath
expression only selects anchor tags it can be hard to distinguish a
valid element from an invalid one, as there is no internal structure
to inspect. A good example is the previous mentioned XPath expression (//a[starts-with(.,’Next’)]). Most of the time this
XPath expression selects the right element, but once in a while an
advertisement for http://nextwarehouse.com/ would show up on
the site, and that link would be selected instead. This could not
be detected by the validation function, as both anchor tags were
anchor tags containing only text.
The following figure (Fig. 8.7(d)) shows the results of QBOX .
Compared to the previous two validation functions it appears to
be in the middle, with regard to false positives and false negatives
(presumably since screen coordinates are predictably stable). The
number of false positives is mainly caused by one of the XPath
expressions, whose purpose is to select a row in a table. The expression uses the row number for the selection, but because the
table changes frequently, the correct row jumps up and down in
the table, while the selected row is in the same spot in the table throughout the experiment. Hence the presentational features
of the selected row is not sufficient to distinguish a correct selection from a wrong selection and therefore the validation function
accepts too many selections.
Figure 8.7(e) depicts the results of QDTD3 . Compared to QDTD
it performs better in all three metrics and this indicates that the
contextual dimension is a better guideline for structural validation
functions. Still though QDTD3 has a high number of false positives
compared to other validation functions.
The next four figures, Fig. 8.7(f–i) show the different composite
validation functions. In Fig. 8.7(f) we can see that a conjunction of
validation functions is, not surprisingly, generally more restrictive
than each of its operands(Fig. 8.7(c,e)), yielding fewer false positives, but at the expense of producing a lot more false negatives.
Also, both precision and specificity are higher whereas accuracy
suffers from the many false negatives which are also likely to annoy
the user. The even more restrictive validation function (Fig. 8.7(g))
achieves no false positives at all; however, it is at the expense of
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a very large number of false negatives. In the last two compositional validation functions, Fig. 8.7(h,i), we have shown the results
of using a negation and a negation inside a conjunction. Not surprisingly, using the negation alone on a too restrictive validation
function such as Lerman et al., yields a too permissive validation
function(Fig. 8.7(h)). Interestingly, if we take the conjunction of
this negated validation function and QBOX , Fig. 8.7(i), we get a
validation function that performs better than its constituents and
in general achieves a high accuracy, a low number of false positives,
and a relatively low number of false negatives. Again, like QBOX ,
the main source of false positives is the XPath expression using the
row number for the selection. If we were to remove that web site
from the results, the precision and specificity would become 99.8%
resp. 99%. In other words, WebSelF enables significantly improved
results in terms of the most important metrics.
We have experimented with disjunction, and performed outlier
disqualification (avoiding reinduction on abnormal elements), but
none of these validation functions seem to be as promising as either
QBOX nor QBOX ∧ ¬QLMN .

8.5

Related Work

We have already discussed several pieces of related work, so in this
section we focus on a missing perspective, which is the large number of related approaches that would fit very well as the basis for
the parameters of WebSelF, namely selection functions, validation
functions, or reinduction functions: Kushmerick et al. [1997] induce selection functions by finding landmarks in the HTML text.
Kistler and Marais [1998] uses a markup algebra combining both
textual and structural features for selection functions. Cohen and
Fan [1999] induces selection functions by learning page-independent
heuristics and combine them with user interaction. Kushmerick
[2000a] uses textual features of the extracted information for validation. Lerman et al. [2003] induce selection functions and validation functions by learning textual patterns and as mentioned
in Sect. 8.2, WebSelF subsumes their approach. The ANDES system [Myllymaki, 2002] uses XPath and XSLT to make selections.
SCRAP [Fazzinga et al., 2011], SG-WRAP [Meng et al., 2002] and
SG-WRAM [Meng et al., 2003] utilize schemas of the output to
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guide the induction of selection functions. Liu and Ling [2001]
extract a conceptual model of the web page upon which the selection is done. Mohapatra et al. [2004] induce delimiter based
selection functions for a series of web pages with fine grained time
resolution. Lingam and Elbaum [2007] uses a visual interface to
label examples, from which they induces selection and validation
functions based on different heuristics. Finally, Dalvi et al. [2009]
and Parameswaran et al. [2011] use a tree edit distance to induce
selection functions and validation functions.

8.6

Conclusion

We have presented WebSelF, a web selection framework that enables the use of existing techniques for selection and validation
of selection results, as well as reinducing both of those functions
with a carefully minimized amount of assistance from a human
being. We have furthermore shown how to compose validation
functions based on propositional logic, whereby the validation in
WebSelF can benefit from using several dimensions of the selection result. Moreover, we have implemented the framework and
performed a substantial experiment involving 11.000 web pages
from several diverse web sites over a period of more than one year,
based on selection functions successful enough to be published on
the web. The experiment shows how validation functions can focus on very different dimensions of the selection result, including
contents, structure, and presentation. It also illustrates how the
extraction behavior can be tailored according to the needs of the
situation. For instance, we may accept an increase in the number
of false negatives in order to make sure that we spot almost all
false positives, etc. The experiment also shows that by composing
several validation functions it is possible to perform better than
each of the constituents, and that it is possible to perform better
than the previous approach by Lerman et al. [2003]. In summary,
WebSelF provides a well-understood platform for the exploitation
of a large space of possibilities in the choice and combination of
selection functions, validation functions, and reinduction.
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Chapter

Reducing Lookups for
Invariant Checking1
This paper helps reduce the cost of invariant checking in cases
where access to data is expensive. Assume that a set of variables
satisfy a given invariant and a request is received to update a subset
of them. We reduce the set of variables to inspect, in order to verify
that the invariant is still satisfied. We present a formal model of
this scenario, based on a simple query language for the expression
of invariants that covers the core of a realistic query language.
We present an algorithm which simplifies a representation of the
invariant, along with a mechanically verified proof of correctness.
We also investigate the underlying invariant checking problem in
general and show that it is co-NP hard, i.e., that solutions must be
approximations to remain tractable. We have seen a factor of thirty
performance improvement using this algorithm in a case study.

9.1

Introduction

An invariant is a useful and well-known device for specifying data
consistency. Assuming that a given amount of data satisfies a specific invariant, the associated notion of consistency may be preserved across an update by checking that the invariant holds in the
1 This chapter is a copy of our paper, that will appear in the proceedings
of ECOOP’13 [Thomsen et al., 2013], with only minor graphical differences.
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updated data, and rejecting the update if it does not hold. However, invariant checking may refer to unmodified data as well as
updated data, and some unmodified data may well be stored in
such a way that access is expensive, e.g., on a remote server, or
even impossible, e.g., if the update is performed on a mobile device that currently has no network access. This paper presents a
provably correct algorithm for simplifying the invariant to a form
that uses a smaller amount of data and still correctly determines
whether the invariant has been violated. As a result, consistency
checking may now be performed using fewer resources, or even in
some situations where, otherwise, it could not be performed at all.
We provide a model of this scenario, with a simple query language for expressing invariants and an algorithm that simplifies
invariants. Data is modeled as a finite set of variables V with values D : V → Value, where Value is some domain of values modeling
the results of expression evaluation; a subset V 0 ⊆ V is modified
to have new values U : V 0 → Value, extended to cover all variables by setting U (v) = D(v) for v ∈ V \V 0 . Finally, a notion
of consistency among the variables is specified by means of an invariant I : (V → Value) → Boolean, given as an expression in
the query language. For instance, the invariant could specify that
two variables have the same value, that one is greater than the
other, etc. However, we immediately reduce the Value domain to
Boolean, leaving general (and undecidable) expression evaluation
implicit, and representing the expressions at the logical level simply as Boolean variables. As a consequence of this, each variable
in the formal model corresponds to an entire expression (without
side-effects) in the invariants of our case study. Moreover, the case
study deals with simple objects whose fields may hold references
to other objects or values of primitive types, and each invariant is
associated with specific object types, such that it is applicable to
a given update iff it affects objects of those types. Still, it is useful
to study our simplified formal model because it preserves and thus
highlights a difficult (co-NP hard) core problem.
Our algorithm analyzes and simplifies the invariant, thus detecting opportunities for reducing the cost of checking the invariant. We validate the algorithm by a proof of correctness. Finally,
we show that the underlying problem is co-NP hard. This means
that a direct solution is intractable, which justifies that our algorithm is sound but not complete, i.e., the simplified invariant will
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correctly determine whether or not a violation of the original invariant exists, but the reduced set of variables may not be minimal.
In summary, the contributions of this work are as follows:
• Specifying an invariant model and an algorithm that safely
simplifies such an invariant, thereby reducing the amount of
data that needs to be checked to detect invariant violations
caused by an update
• Providing a mechanically verified correctness proof in Coq,
stating that our algorithm is sound
• Proving that the underlying problem is co-NP hard, thus establishing that it is intractable to obtain a perfect (complete)
solution
• Discussing a number of possible extensions and generalizations, thus clarifying the design space in which tractable approximations to the perfect solution must be explored
• Presenting a case study of the algorithm, where it decreases
the number of lookups by a factor of thirty compared to a
unoptimized algorithm, and it is approximately equal (within
3.5%) to an algorithm where the treatment of each invariant
is manually optimized.
The rest of the paper is structured as follows: In Sect. 9.2 we
informally present the ideas in the algorithm. Section 9.3 presents
our formal model, Sect. 9.4 presents the correctness theorem, and
the complexity of the underlying problem is discussed in Sect. 9.5.
Section 9.6 reports on a case study where the algorithm was used in
practice. Section 9.7 discusses the algorithm and results and some
interesting extensions. Finally, Sect. 9.8 discusses related work and
Sect. 9.9 concludes.

9.2

Example

Before we go into the formal details, this section gives the intuition behind our algorithm, based on an example execution of the
algorithm.

160

9. Reducing Lookups for Invariant Checking

Our algorithm takes as input an invariant of a data store and an
update to that data store. With the reduction of the Value domain
to Boolean that we mentioned in the introduction, the invariant is
simply a Boolean expression.
Eq. (9.1) shows the invariant (inspired by our case study) that
we will use in our running example, and Eq. (9.2) shows the update.
(cn ∨ (cn ∧ ln)) ∧ ((top ∨ area) ⇒
(cref ∧ ln)) ∧ (top ∨ cref )
[area 7→ false, ln 7→ false]

(9.1)
(9.2)

We use standard logical notation: ⇒, ∧, ∨, and ¬ for implication, conjunction, disjunction, and negation, respectively. The set
of logical operators could easily be extended as long as each operator can be reduced by simple (polynomial) rewriting schemes;
our formal model uses only conjunction, disjunction, and negation.
We represent an update as a map from variables to boolean values
(true or false). In the example, both area and ln are updated to
false. Note that ‘updated’ does not necessarily mean changed —
they might have been false before the update as well. Given the
invariant and update, our algorithm will simplify the invariant to
the single literal shown in Eq. (9.8).
The invariant is used to verify the relationship between a mountain and its enclosing country. The interpretation of the variables is
as follows: cn signifies that a given mountain has a common name;
top signifies that the top of the mountain is within the border of
a given country; area denotes that at least a certain percentage of
its area is within the border of a given country; cref signifies that
the mountain has a reference to its enclosing country; and finally ln
signifies that the mountain has a local name specific to the country.
The update then signifies that for a given mountain and country,
less than a certain percentage of the mountain’s area is within the
country, and that the mountain does not have a local name. In
reality, an arbitrary amount of computation may be needed to determine these values, but we abstract that away and look only at
the result of the computations in a logical setting. The case study
in Sect. 9.6 elaborates more on this.
For completeness we also give an example of a data store. It
is not needed by our algorithm which only depends on the update
and the invariant, but it is of course crucial for specifying what

9.2. Example

161

correctness means. We represent a data store similarly to an update, namely as a map from variable names to boolean values. In
Eq. (9.3) we show a possible data store that satisfies the invariant.
[cn 7→ true, top 7→ false, area 7→ true,

(9.3)

cref 7→ true, ln 7→ true]
The update should only be committed to the data store if the data
store will satisfy the invariant after the commit. Hence, a naive
way of checking the invariant would be to compute its value using
the update and the data store as needed, and only commit the update if the invariant is satisfied. Our focus is to reduce the costs
of such a naive approach based on the assumption that variable
lookup is expensive. We do this by simplifying the invariant while
maintaining soundness: Invariant violation will be faithfully detected using the simplified invariant. We do this by incorporating
the information from the update, and we rely on the assumption
that the invariant was satisfied for the data store before the update.
Note that we cannot avoid the costly variable lookups by caching
the old values of all variables in the invariant, which could otherwise entirely eliminate the need for those costly variable lookups for
subsequent updates, and thus eliminate the need for our solution
for all updates except the first one.
Our concrete case study illustrates one way in which this type of
caching is made impossible. The caching of variables of the formal
model corresponds to the caching of results of expression evaluation
involving object fields in the case study, and the invariants are
chosen according to the types of the objects. For example, we may
have an invariant stating that if a house H has a zipcode N and
is located in a city C, then N must be the zipcode of a part of
C. The variables involved would be the fields of particular objects
of type house and city etc. containing some updated values, and
we would essentially have to cache all such objects in order to be
able to cache the old values of all variables for all usages of this
particular invariant. Since the number of objects of any given type
could easily be very large, this already rules out caching of the
old values of variables. With many invariants and many types of
objects, it just becomes even more impossible.
We could have chosen to work with arrays in the formal model
rather than single variables, in order to replicate the core of this
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phenomenon. An invariant would then specify a required relation
among the variables in the k’th entry of the arrays (so we would
consider, e.g., top[k] ∨ cref [k] rather than simply top ∨ cref ). In
this setting, the choice of k corresponds to the selection of a set
of objects to update and check in the case study. The fact that
k changes in unpredictable ways for each update then shows that
we cannot cache the old values (here: top[k] and cref [k]), because
we would need to do that for every k in order to ensure that the
relevant old values for the next update are in the cache.
However, we do not use arrays like this in our formal model,
because they are just one possible reason why caching of the old values of variables may be impossible; typed objects and type specific
invariants is another such reason, and there may be many others,
each with its own particular structure. We have instead chosen
to make it an assumption that this type of caching is impossible.
Consequently, our model is faithful to the intended semantics, but
avoids a significant amount of complexity, and remains directly
applicable in all cases where this type of caching is ruled out for
whatever reason.
Before the algorithm starts to simplify the invariant, it is converted into conjunctive normal form (CNF), i.e., using only conjunction, disjunction, and negation, with negations only at the
leaves and disjunctions nested inside conjunctions. From the invariant in Eq. (9.1) the corresponding CNF is shown in Eq. (9.4).
Many variables may be duplicated during this transformation, but
in return the shared variables enable many simplification steps.
Conversion to CNF is in the worst case an exponential blowup in
the size of the expression, but in practice it is usually not a problem, as an invariant is typically written as a big conjunction of
smaller constraints. Another strong hint that this transformation
is acceptable is the fact that SAT solvers [Gomes et al., 2008] often
start by transforming their input to CNF.
(cn) ∧ (cn ∨ ln) ∧
(top ∨ cref ) ∧

(9.4)

(¬top ∨ cref ) ∧ (¬top ∨ ln) ∧
(¬area ∨ cref ) ∧ (¬area ∨ ln)
Our algorithm simplifies the invariant in four phases. For the first
phase, the algorithm uses the property that the data store satisfies
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the invariant before the update. The algorithm does so by searching
for clauses with a single non-updated literal. Note that we adopt
the terminology from SAT solvers and call clauses with one literal
for unit clauses [Wos et al., 1964]. In Eq. (9.4) (cn) is such a nonupdated unit clause. Since the data store satisfies the invariant, we
know that the unit clause (cn) must have the value true, otherwise
the invariant would not be satisfied. Using this information about
(cn) we know that the literal cn is true and that ¬cn is false.
Hence, clauses containing cn are true and does not need to be
simplified further, and ¬cn can be removed from clauses containing
it. We can perform this transformation even though some of the
affected clauses contain updated variables, because they cannot
influence the value of the non-updated variables. The first phase is
repeated until a fixed point is reached. For our example, the first
phase finds one suitable literal cn, and the algorithm simplifies
Eq. (9.4) to Eq. (9.5).
(top ∨ cref ) ∧
(¬top ∨ cref ) ∧ (¬top ∨ ln) ∧

(9.5)

(¬area ∨ cref ) ∧ (¬area ∨ ln)
In the second phase, the algorithm inserts values from the update
into the formula. Since area is updated to false, we know that
¬area is true and hence the clauses containing it are true and may
be eliminated. Similarly, as ln is updated to false we remove it
from its clause. Equation (9.6) shows the simplified version of the
invariant, after removing the satisfied clauses.
(top ∨ cref ) ∧
(¬top ∨ cref ) ∧ (¬top)

(9.6)

Note that (¬top) cannot be eliminated since it is a unit clause that
was produced by simplifying a clause containing updated variables.
This means that we do not know which of the literals in the original
(non-unit) clause that satisfied the clause, so we cannot infer the
value of any variable from such a unit clause, and in particular
we cannot infer the value of top. Consequently, this clause must
be preserved so that we remember to check that top is false in
the updated data store, because the invariant would otherwise be
violated.
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In the third phase we eliminate clauses that contain all of the
literals in another clause. In Eq. (9.6), (¬top ∨cref ) and (¬top) are
such a pair, where we therefore eliminate (¬top ∨cref ). The reason
why this transformation is sound is that if (¬top) is true then so
is (¬top ∨ cref ). If on the other hand (¬top) is false, the entire
expression is false. Therefore the truth value of (¬top ∨cref ) does
not matter. The resulting invariant is shown in Eq. (9.7).
(top ∨ cref ) ∧
(¬top)

(9.7)

Note that in the third phase, the check is based on literals and
not variables, so (¬top) is contained by (¬top ∨ cref ), but not by
(top ∨ cref ), and hence only the former can be eliminated.
In the fourth phase the algorithm again uses the property that
the invariant was satisfied before committing the update. We therefore know that all clauses were true before the update, and clauses
that never contained any updated literals will still be true after
the update. Hence the algorithm is free to eliminate clauses that
initially did not contain updated literals. In the example, the algorithm eliminates the clause (top ∨ cref ) from Eq. (9.6), which
simplifies the invariant to the single literal in Eq. (9.8).
(¬top)

(9.8)

At this point our algorithm cannot simplify the invariant anymore.
To detect a potential violation we therefore look up top in the
data store. In this case it is false, and hence the invariant is still
satisfied.

9.3

The Invariant Simplification Algorithm

This section presents the query language for expressing invariants
and the algorithm, along with correctness theorems.
Figure 9.1(a) shows the syntax of the query language used to
express invariants, which is simply propositional logic. We assume
that the invariant has already been converted to CNF and hence
the grammar only admits CNF expressions. Borrowing the terminology from SAT solvers [Gomes et al., 2008] we denote a variable
x as a positive literal, a negated variable ¬x as a negative literal,
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(a) Query language syntax: (c) Set representation:
b ::= b ∧ b | b
b ::= b ∨ b | l
l ::= x | ¬x

I ::= [ (C,d) ]
C ::= L | >
L ::= 2l

(b) Query language semantics:

lookup(U, D, x) =

U [x]
D[x]

if x ∈ dom(U )
if x ∈ dom(D)\dom(U )

E-PosLit

lookup(U, D, x) = True
U, D ` x

E-NegLit

lookup(U, D, x) = False
U, D ` ¬x

E-Disj

∃i ∈ {1, 2} : U, D ` bi
U, D ` b1 ∨ b2

E-Conj

U, D ` b1 U, D ` b2
U, D ` b1 ∧ b2

Figure 9.1: Definitions regarding invariants

and a topmost disjunction as a clause. The semantics is presented
in Fig. 9.1(b) where U represents the update and D represents the
data store, both mapping variables to true or false. The judgment U, D ` b signifies that the expression b is satisfied under
the update U and data store D. The rules are straightforward,
noting that lookup consults both U and D, giving priority to U .
The algorithm works on a set representation, as defined in
Fig. 9.1(c), rather than directly on a query language expression.
A clause C is a set of literals L or the special value >, which signifies that the clause is trivially satisfied. An invariant I is a list
of clause and dirty bit pairs. The dirty bit is denoted d. In spite
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(d) Set representation transformation:
SJbK(U )
SJb1 ∧ b2 K(U )
S 0 JxK(U )
S 0 J¬xK(U )
S 0 Jb1 ∨ b2 K(U )

[S 0 JbK(U )]
SJb1 K(U )++SJb2 K(U )
( {x}, x ∈ dom(U ) )
( {¬x}, x ∈ dom(U ) )
(C1 ∪ C2 , d1 ∨ d2 )
where
(Ci , di ) = S 0 Jbi K(U )

=
=
=
=
=

(e) Auxiliary functions:
pLits(C)
nLits(C)
V ars(C)
pLits(I)
nLits(I)
V ars(I)

=
=
=
=
=
=

{x|x∈C}
{ x | ¬x ∈ C }
pLits(C) ∪ nLits(C)
S
pLits(C)
S(C, )∈I
(C, )∈I nLits(C)
pLits(I) ∪ nLits(I)

(f ) Set representation semantics:
x ∈ pLits(C)

lookup(U, D, x) = True
U, D ` C

x ∈ nLits(C)

lookup(U, D, x) = False
U, D ` C

S-Pos

S-Neg
S-Trivial U, D ` >

S-Cons

S-Nil U, D ` [ ]

U, D ` C
U, D ` I
U, D ` (C, ) :: I

Figure 9.2: Definitions regarding invariants (continued)
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of the fact that > is trivially satisfied and the empty disjunction
is not, it turns out to be convenient to treat > as an empty set
with the usual set operators such as ∈, ∪, ∩. We use a terminology
similar to the query language and refer to literals, clauses (sets of
literals), and invariants (lists of clauses).
The transformation from the query language to the set representation is given in Fig. 9.2(d) as the function S. The transformation recursively traverses the query and collects all literals from
each clause into a set, and all such sets into a list. The intuition is
that there is a conjunction between the sets and there is a disjunction between the literals in each set. Notationally, ‘::’ constructs
a list from an element and a list, ‘++’ appends two lists, and [ ]
creates a list by enumeration of its elements. The clause representation also carries information about whether the clause initially
contained an updated variable represented by the dirty bit. It is
true iff the clause contained an updated variable. The dirty bit is
crucial because some transformations require this bit to be false
for soundness, and it cannot be inferred from the clauses themselves.
Figure 9.2(e) shows some auxiliary syntactic functions. pLits(C)
and pLits(I) return the positive variables of a clause or invariant,
and nLits( ) is similar but returns the negative variables. V ars(C)
and V ars(I) return all the variables in a clause and an invariant,
respectively. Finally, Fig. 9.2(f) defines the semantics of the set
representation. The underscore ‘ ’ denotes a value that does not
need a name because it is not used elsewhere.
The following lemma shows that S preserves the satisfiability of
an invariant, i.e., that the set representation is faithful (the proof
is in the Coq code):
Lemma 9.1 (Correctness of S) Given b, U and D. The following then holds:
U, D ` b ⇐⇒ U, D ` SJbK(U )
The dirty bit must initially be set correctly—if it is false then the
set of literals do not contain an updated literal. The converse is
not required for correctness, but quality of the output is reduced if
it is violated. The wellformedness property is defined in Def. 9.1:
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=


C




>


C \ {x}



C \ { ¬x }


RJIK(x, b)

Fu JIK

=

=

if x ∈
/ C and ¬x ∈
/C
if x ∈ C and b = True or
¬x ∈ C and b = False
if x ∈ C and b = False and ¬x ∈
/C
if ¬x ∈ C and b = True and x ∈
/C

[]
(RJCK(x, b), d) :: RJI 0 K(x, b)


SOME C







NONE

if I = [ ]
if I = (C, d) :: I 0

if I = I 0 ++(C, False) :: I 00 ,
where |C| = 1 and
|C 0 | =
6 1 for all (C 0 , False) ∈ I 0
otherwise

Figure 9.3: Auxiliary functions for the invariant reduction algorithm

Definition 9.1 (Wellformed invariant) Given I, U , and D, the
invariant I is well-formed with respect to U and D, written as
wf(I, U, D), if and only if
∀(C, False) ∈ I . C 6= > ⇒
V ars(C) ∩ dom(U ) = ∅ ∧
V ars(I) ⊆ dom(D).
We need two auxiliary functions in the algorithm. The function R
is shown in Fig. 9.3. Given a variable and a boolean value, R returns the simplified invariant where the variable has been replaced
by the given value. If the boolean value is true then all clauses
containing positive occurrences of the variable are collapsed to >,
whereas all negative occurrences are removed without changing the
truth value of the containing clause. The converse is done if the
boolean value is false. The function Fu finds unit clauses and is
shown in Fig. 9.3, too.
The first phase of the algorithm, shown as the function P1 in
Fig. 9.4(a), iteratively finds non-updated unit clauses and utilizes
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(a) Phase one, utilizing unit clauses:

I
if Fu JIK = NONE




 P1 JI 0 K where SOME C = Fu JIK and C = {x}
for some x and I 0 = RJIK(x, True)
P1 JIK =

0

P1 JI K where SOME C = Fu JIK andC = {¬x}



for some x andI 0 = RJIK(x, False)
(b) Phase two, inserting values from the update:

P2 JIK(U )


if U = [ ]
 I
P2 JI 0 K(U 0 ) where U = (x, b) :: U 0 and
=

I 0 = RJIK(x, b)

(c) Phase three, eliminating superset clause:

P3 JI 0 K if I = I1 ++(L, d) :: I2 ,




I 0 = I10 ++(L, d) :: I20 ,




I10 = P 0 3 JL, I1 K, I20 = P 0 3 JL, I2 K,

∃(L0 , ) ∈ I1 ++I2 . L ⊆ L0 , where
P3 JIK
=


I1 is as short as possible




I
if
the above constraints cannot



be satisfied

[]
if I = [ ]



0
0

(>,
d)
::
P
JL,
I
K
if
I = (L0 , d) :: I 0 and

3


L ⊆ L0
P 0 3 JL, IK =
0
0
0
(L , d) :: P 3 JL, I K if I = (L0 , d) :: I 0 and




L 6⊆ L0



0
0
(>, d) :: P 3 JL, I K if I = (>, d) :: I 0
(d) Phase four, eliminating all non-dirty clauses:

P4 JIK


if I = [ ]
 []
(>, False) :: P4 JI 0 K if I = (C, False) :: I 0
=

(C, True) :: P4 JI 0 K if I = (C, True) :: I 0
Figure 9.4: The invariant reduction algorithm
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that the unit clause was satisfied before the update and hence is also
satisfied after, as it did not contain an updated literal. Therefore
any clauses containing the literal in the unit clause, which we will
call the unit literal, are also true. Furthermore the negated version
of the unit literal can be removed from any clauses containing it, as
the negated literal is always false. This process is done iteratively
until there are no more unit clauses. In the definition of P1 we use
option types to distinguish between the two states where there was
a unit clause (SOME C) and there was not (NONE).
In the second phase of the algorithm, P2 in Fig. 9.4(b), the
invariant is simplified with respect to the values in the update.
During phase three, P3 in Fig. 9.4(c), we utilize the subset
relation between clauses. Given an invariant, I, and a clause, L,
this phase transforms all the clauses that are supersets of L to >.
This transformation is useful because removing the bigger clause
could reduce the number of variables to look up in the data store.
The transformation is provably sound, but it is worth considering
the intuition as well. If L is satisfied, so are all clauses containing L.
Violation of I due to any of these clauses will then definitely make
L false and hence be revealed as long as L is present. We do not
know for sure that any of the eliminated clauses are false when
L is false (each of them could be true due to some additional
literal), but that is unimportant because the invariant is in any
case violated. We require that I1 be chosen such that no shorter
value for I1 satisfies the constraints; this is simply needed in order
to make sure that P3 is a function rather than a relation. The
implementation of this phase uses a number of techniques to obtain
good performance, e.g., working on an invariant whose clauses are
sorted by size, but for the presentation here we have given priority
to readability because these techniques are generic and well-known.
In contrast to phase one, the third phase does not depend on
the dirty bit. We still need the variables in the preserved clause
to reverify the invariant. In P1 we also utilize information about
the negated version of the unit literal to remove literals from other
clauses, so P1 is not just a special case of P3 .
Phase four, P4 in Fig. 9.4(d), eliminates certain clauses because
they are known to be satisfied (whether or not earlier phases have
modified them). The intuition is that every non-dirty clause will
be true after the update because it was true before the update
and it contains no updated variables.
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If a clause is simplified to the empty clause, it is not satisfiable.
We may therefore check for this situation, as a small optimization,
to stop and report the invariant violation immediately.
We can see as follows that the phases of the algorithm are ordered optimally:
• The first phase is iterated until no progress is made. This
is useful because each step may produce new non-dirty unit
clauses by removing literals from non-dirty sets. The third
phase is iterated to use every subset relation, but the transformation itself does not create subset relations.
• No other phase produces opportunities for running the same
phase or any other phase again: P2 depends on the values of
updated variables, and no extra updated variables are ever
introduced; P3 depends on subset relations, but phase one
either reduces clauses to > or removes the same literals from
all clauses, which never changes any subset relations; similarly for phase two. Finally, P4 removes non-dirty clauses,
and no operation ever adds new non-dirty clauses.
• There are no constraints on the ordering of phase one and
two. If they would both eliminate a clause, any ordering
would still eliminate it. Similarly, if they would both simplify
a clause, any ordering would still simplify it. However, both
phases should be placed before phase three because both may
open opportunities for that phase. Finally, as phase four
removes potential candidates for phase three, it should be
performed at the end.
The time complexity of the algorithm is O(n3 ) due to P3 (P1 and P2
are O(n2 ) and P4 is O(n)). Here n = max(#I, #U ), where #I is
the size of the invariant and #U is the size of the update. However,
we cannot prove that the algorithm is guaranteed to minimize the
set of variables. It is in fact an intractable problem to provide
that guarantee, as shown in Sect. 9.5. At first we will establish the
correctness of the algorithm, i.e., the guarantee that the simplified
invariant evaluates to the same value as the original one.
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Correctness

The correctness of all four phases, Thm. 9.1, has been mechanically
verified in the proof assistant Coq in about 8000 lines of Coq source
code [Bertot and Castéran, 2004]. For more details, please consult
the project’s home page http://cs.au.dk/~gedefar/invariant.
We have referred to correctness as soundness as well, because
it shows that the simplified invariant is satisfied in exactly the
same cases as the original invariant, i.e., that the simplifications
are sound. To simplify the notation slightly, we globally assume
that the update U and data store D are wellformed, i.e., that
dom(U ) ⊆ dom(D).
Theorem 9.1 (Phase Correctness) Given I, U , D and assuming wf(I, U, D) and [ ], D ` I, the following properties hold:
U, D ` I ⇐⇒ U, D ` Pi J I K
for i ∈ {1, 3, 4}
U, D ` I ⇐⇒ U, D ` P2 J I K(U )
Corollary 9.1 (Correctness) Given I, U , D and assuming
wf(I, U, D) and [ ], D ` I, the following holds:
U, D ` I ⇐⇒ U, D ` P4 ◦ P3 J P2 J P1 J I K K(U ) K
The algorithm is in fact an optimization in that it reduces the
number of variables to look up in the data store by reducing the
number of literals (except in the worst case, where the invariant
could not be simplified at all). Lemma 9.2 proves this optimization
result.
Lemma 9.2 (Combined Reduction) Given I, U , D, the following then holds
|V ars(P4 ◦ P3 J P2 J P1 J I K K(U ) K)| ≤ |V ars(I)|
Note that our case study furthermore supports the claim that the
simplification provided by our algorithm is very good, in the sense
that it is just as good as an optimization which is performed manually for each invariant by experienced engineers.

9.5. Complexity
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Complexity

In this section we characterize the complexity of the problem, showing that it is co-NP hard, but in O(4#V × #I), where #V is the
number of variables and #I is the size of the invariant. The ideal
characterization of the problem that is being solved is as follows:
Definition 9.2 (Optimal invariant check) Given a propositional expression I and a subset V 0 of the variables V in I. Find a
minimal set of variables V 00 ⊆ V such that there exists a function
i that maps each assignment of values to the variables in V 0 ∪ V 00
to a boolean value. The function i must be a perfect predictor for
I, i.e., for an arbitrary assignment of values to variables in V it
must return true iff I is satisfied.
This means that it is correct to evaluate i on the values of V 0 ∪ V 00
as a substitute for evaluating I on the values of V . Moreover, this
is an optimal solution under the assumption of expensive variable
lookup, because V 0 ∪ V 00 is minimal and caching of old variable
values is impossible.
We use the phrase before the update to describe an assignment
that only differs on V 0 , and note that I may or may not be satisfied before the update in this definition. It may seem likely that
the problem would be easier if we require that there must exist a
satisfying assignment before the update, i.e., that we only consider
assignments for V where we can satisfy I by changing the values of
some variables from V 0 only. As we shall see, though, both variants
of the problem are co-NP hard.
Note that it would be uninteresting to consider the complexity
of the problem when solutions are accepted that will definitely
report violations, but might have false positives. In that case we
do nothing (so the running time is constant), we choose V 00 = ∅,
and we always answer that the invariant might be violated.
The invariant check problem has an obvious solution, given
enough resources. We use this to characterize the complexity of
the problem by means of an upper bound.
Lemma 9.3 (Upper bound) The problem of performing an optimal invariant check is in O(4#V × #I) where #V is the number
of variables V , and #I is the size of the invariant I.
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Proof. The terminology is as in Def. 9.2. We check each subset of
V that includes V 0 , ordered by size. For a given subset V 0 ∪ V 00 , we
consider all possible assignments of values to variables in V , and
extend a truth table for V 0 ∪V 00 with one extra column representing
the function i. For each row, i.e., each choice of values in V 0 ∪ V 00 ,
put true if I is true in all cases, i.e., for all choices of values in
V , put false if I is false in all cases, and leave it blank if I is
sometimes true, sometimes false. If the entire truth table has
been filled in then V 0 ∪ V 00 is sufficient to precisely predict the
value of I, but if there are any blank entries then this subset is
insufficient and we continue with the next subset of V . This will
produce a minimal subset V 0 ∪ V 00 of V that has a perfect predictor
i of I, and it is easy to see that this algorithm evaluates I at most
0
2#V −#V × 2#V times, where #V is the number of variables and
#V 0 is the number of updated variables, such that the complexity
is in O(4#V × #I). 

This shows that a straightforward, naive algorithm exists, but the
exponential complexity makes it impractical when V is anything
but very small. However, it is not just this particular algorithm
that has intractable running times.
Lemma 9.4 (Lower bound) The optimal invariant check problem is co-NP hard; so is the variant of the problem where it is
assumed that the invariant is satisfied before the update.
Proof. Similarly to Cook [Cook, 1971], we use the problem of tautology to show the complexity of the invariant check problem. Let
T be an arbitrary problem in TAUTOLOGY, i.e., a propositional
expression for which we wish to decide whether it is true that all
assignments will make T true. Choose a fresh variable p0 , and
consider T 0 = p0 ∨ T . Let V 0 = {p0 } and find the minimal V 00 such
that V 0 ∪ V 00 has a perfect predictor t0 for T 0 . If T is a tautology
then V 00 = ∅ and the truth table for t0 will be true in its row for
p0 7→ false. If T is not a tautology then the row for p0 7→ false
will have the value false, or V 00 will be non-empty. Note that we
can trivially satisfy T 0 by setting p0 to true, which means that this
technique inherently satisfies the potential extra assumption that
there must exist a satisfying assignment before the update. Hence,
the optimal invariant check and even the seemingly weaker variant with the extra assumption will work as an oracle for deciding
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every problem in TAUTOLOGY. Since TAUTOLOGY is co-NP
complete, the optimal invariant check problem and the variant are
both co-NP hard. 

We conclude that the optimal invariant check problem—both
with and without the extra assumption of satisfaction before the
update—is hard. For comparison, another well-known and difficult problem is the integer factorization problem (the foundation
of encryption), but as it lies in both NP and co-NP it is believed
to not be as hard as the optimal invariant check problem (unless
NP=co-NP). The fact that the optimal invariant check problem
as such is hard shows that we cannot expect to improve our algorithm to deliver the ideal, minimal solution (i.e., we cannot achieve
completeness), and preserve a practical complexity. Yet, for very
small problems it is of course always possible to use the algorithm
described in the proof of Lem. 9.3.

9.6

Case Study

In this section we describe our approach to using the presented
algorithm in a case study that we performed on the Google Maps
backend. We first briefly describe invariants in Google Maps, then
we describe how we represented the invariants in the approach,
and finally we report on the reduction in object lookups achieved
by using our algorithm.
The basic unit of data in Google Maps is traditionally called
a feature. It represents an individual mutable entity with identity and properties, such as a road, a mountain, or a country. It
is basically a simple object with fields, getters, and setters, but
without inheritance and without methods containing general computational code. Our model does not need to express the setters
as the invariants do not mutate the objects. These objects can be
part of a relationship, i.e., they can hold references to each other in
fields. Fields may also store primitive values such as integers. For
example, if a mountain is located in a country, the object for the
mountain may have a field which holds a reference to the object
for the country, and another field which holds a primitive integer
value indicating its height. Note that the updates are capable of
building arbitrary object graphs as long as they respect the types
of fields, which means that the complexity of the global object
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graph corresponds to the complexity of a heap in a general purpose object-oriented language.
There are invariants in place to make sure that objects are
well-formed (e.g., that street addresses are formatted correctly)
and that relationships between objects do not exhibit certain kinds
of incorrectness (e.g., a mountain in a country must be located
physically within the geographical border of that country).
In Google Maps the invariants are represented as a C++ program, which is executed whenever the database is updated to reverify the invariants. An update to the database comes in the form
of an updated object, including a specification of what information changed. When such an updated object is received by the
database, the C++ program verifies the updated object itself, and
the relationships that the updated object are part of. Several updated objects can also be received together in a transactional style.
Checking that the single object is well-formed is cheap, but checking a relationship is expensive, because it requires the program to
fetch all the constituents of the relationship. Our algorithm was
therefore introduced and used to minimize the number of object
lookups when checking relationships.
The C++ program is separated into a set of small functions
that each represent an invariant taking an object and returning
a boolean, signaling whether the object was valid or not. Furthermore each function trivially returns true if the invariant checked
by the function does not apply to the given type of object. In
the mountain example the invariant only applies to objects of type
mountain, and so the function implementing this invariant would
trivially return true for non-mountain objects. These functions
are combined, such that an object is valid iff all functions return
true (i.e. it is a big conjunction). Each function requests objects
that are in the relationship with the verified object, and the function is basically a list of comparisons between fields in the updated
object and fields in the requested objects. The comparisons can
involve arbitrary computation expressible in C++. For the mountain example, the function which verifies that a mountain is inside
a country would request the country object for that mountain from
the database during the execution, and in a single comparison it
would verify that the location of the mountain is within the physical area of the country. The latter would typically be a library
call. An update may affect several relationships and hence several
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of these functions.
Each of these functions represent an invariant in our approach
and is the target for our optimization. For our approach, the important pieces of information in the functions are the comparisons
and their location, as they represent the formal variables and collectively the formal boolean expression in our algorithm. To get
this information, the author of the functions annotates the comparisons in it such that at runtime the framework can reconstruct
the structure of the underlying boolean expression and the exact
location of the comparisons in a test environment. The annotations are method calls to the framework which must be inserted
into the C++ code. For instance, when comparing two values a
and b for equality one must use ops.areEqual(a, b) rather than
”==”, where ops is an argument to the function implementing the
invariant check. The invocation of areEqual will record that a and
b are compared, and it will return the result of the equality comparison. Note that in the process of comparing two fields, arbitrary
computation can be involved — as long as the annotations are in
place to specify which fields are compared to which other fields.
The comparisons that only use data from the remote database are
considered non-dirty, whereas all other comparisons are considered
dirty. Removing a clause in this implementation simply amounts
to ignoring the comparison, because each comparison would output
a debug message if the comparison failed.
In the process of reconstructing the underlying boolean expression, we use annotations and a dynamic test environment (using
a test version of the ops argument mentioned above). This is because we need to track the individual objects and the comparisons
in which they participate, in order to track the dirtyness of the
comparisons. We should mention that the updated object corresponds to the update in our formal model, and the remote database
corresponds to the data store in our formal model.
When validating an updated object our approach runs a threestage process. In the first stage it executes each of the C++ functions
in a test environment on the updated object to construct the underlying boolean expression of the invariant. It then optimizes the
expression and determines which requested objects to fetch from
the database. In the second stage these requested objects are retrieved from the database. Finally in the third stage the function
is executed again, this time to verify the updated object, given the
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retrieved objects from stage two.
9.6.1

Experimental setup

We evaluated the performance of our implementation by comparing
the number of objects requested with implementations of two other
algorithms: a non-optimized, and a manually optimized algorithm.
The non-optimized algorithm performs a naive invariant check, and
hence provides a base line for the comparison; it simply fetches
all required objects and verifies the invariant of the relationships.
The manually optimized algorithm provides a high quality solution,
which was in use before our approach was introduced. It also uses
a three stage process, but the first stage, compared to ours, is implemented by manually engineering the logic to determine whether
fetching an object is necessary, given that the changed fields in the
updated object are known. This logic is tailored to each invariant, and the logic may of course utilize arbitrary domain-specific
knowledge and arbitrary algorithms that the engineer considers
helpful. For instance, in the previously mentioned situation where
it is verified that the mountain is inside the country boundary: if
the country is enlarged by adding new areas to it there is no need to
verify the relationship, since it is guaranteed to still be valid. The
second stage and third stage of the manually optimized approach is
similar to ours, by fetching and verifying the updated object using
the requested objects from the first stage. Note though that the
implementation for the third stage, in contrast with our approach,
is different from the first stage.
These three approaches serve as the C++ invariant program
which is invoked when an update is received by the Google Maps
database. As we were interested in the number of requested objects
by these three approaches, we compared the number of requested
objects in the first stage of our approach with that number in the
non-optimized approach and in the first stage of the manually optimized approach.
We used a strict subset of the objects in the Google Maps
database as the underlying data. Technically we selected 6 consecutive versions of the database and for each consecutive pair of
versions we randomly selected 110 mil. objects. The object in
the older version served as the pre-update object, and the newer
version as the post-update object. From that we calculated the
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updated object which holds the post-update values along with indications of what fields were updated. The updated objects were
used as input to each of the three approaches. In total we had 5
sets, of about 110 mil. updated objects each.
For each updated object in each of the five sets, we input the
object into the three approaches, and counted the number of objects requested to verify the updated object. Finally we recorded
the average size of the invariants.
9.6.2

Results

Figure 9.5 shows the results of our experiment. Each row contains
the result for a particular data set, as indicated by the first column,
“Set”, where the last row is the average of the preceeding rows. The
second column, “Number of objects”, contains the number of updated objects in the data set, as calculated from two consecutive
versions of Google Maps. The third column, “Avg. inv. vars” denotes the average size of the invariants, measured as the number of
variables in each invariant. Note that there were many different invariants involved, because many different types of objects had been
updated. The next three columns, “Un-optimized”, “Manually optimized”, and “Our approach”, contain the number of requested
Unopt.
objects for the three algorithms. The seventh column, Our ,
shows the ratio of how many more lookups the un-optimized algorithm performs compared to our approach; and finally the last
Man. opt.
column,
, shows the ratio of how many lookups the manOur
ually optimized approach performs compared to our approach.
For an easier comparison of the number of requested objects
we have plotted the numbers from the three middle columns on a
logarithmic scale in Fig. 9.6. The graph is categorized by the three
algorithms.
At first one sees that the number of requested objects for the
unoptimized approach is fairly stable throughout the data sets,
ranging from 245 mil. to 264 mil. with an average of 256 mil.
That is a difference of about 8%, whereas for both the manually
optimized and our approach the numbers vary heavily, from about
3 mil. to 21 mil.; a factor of 6 in difference, with an average
of 11 mil. Secondly we see that the ratio between the manually
optimized and our approach are very close to 1, ranging from 0.996
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Set
1
2
3
4
5
Avg

62.3
50.2
20.4
12.2
20.5

Unopt.
Our

0.966

0.916
0.947
0.984
0.996
0.984

Man. opt.
Our

Lookup ratio
Manually
optimized

33.1

Objects needed to check invariant

245,049,813 3,604,078 3,934,770
246,689,891 4,651,570 4,910,443
264,520,677 12,742,286 12,943,598
260,988,659 21,362,611 21,444,239
264,567,342 12,724,787 12,922,880

Our
approach

256,363,276 11,017,066 11,231,186

Unoptimized

110,719,642
110,154,090
110,982,143
109,995,628
110,987,702

Avg.
Number of
inv.
objects
vars
309
306
237
308
276

110,567,841 287

Figure 9.5: Results from executing the three algorithms..
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Figure 9.6: The number of requested objects per approach. Note
the logarithmic scale.

in set 4 to 0.916 in set 1. The big difference in the number of
requested objects for the manually optimized approach as well as
our approach indicates that the amount of information changing
from one data set to another data set varies, as the unoptimized
approach requests about the same number of objects pr. data
set. We have no reason to believe that the differences reflect a
development over time, it just happened to be the case that the
oldest changes enabled better optimizations than number 2–4, and
the most recent changes were again somewhat more optimizable.
We note that our approach and the manually optimized approach indeed optimize the invariant check significantly, decreasing the number of requested objects by an overall average factor of
thirty compared to the unoptimized approach. Secondly the ratio
between the manually optimized approach and our approach is very
close to 1, namely on average 0.966. This is also clearly visualized
in Fig. 9.6, where the two last pillars in each category are almost
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the same height. This small difference means that we get almost
the same number of reductions as the manually optimized version,
which indicates that the domain specific knowledge employed in
the manual approach does not enable it to significantly outperform
our approach.
Furthermore, compared with the manually optimized invariant
checks, our approach has the advantage that the person who specifies the invariant does not need to consider the logic for figuring
out whether an object should be fetched or not. In contrast, the
manually optimized invariant is specified in two “versions” of the
check, one version for figuring out what objects to request, and one
version to actually reverify the update based on the requested objects. The time overhead of our preprocessing step compared to the
preprocessing step in the manual approach is about 55%, but the
cost of preprocessing is negligible compared to the validation itself.
In our current implementation, we need a few annotations to control this three-stage approach, but in future work we hope to limit
the burden such that the annotations can be avoided. Because of
the good performance, the technique is now aimed for production
for validating incoming updates to Google Maps.

9.7

Discussion

In this section we will discuss a few additional issues, including
different approaches to fetching the values of variables when a simplified invariant has been obtained.
First, we should note that some trivial simplifications can be
made along with the transformation of the query into CNF. They
are not required for correctness, but they may reduce the size of the
invariant, or they may reveal that it is unsatisfiable or always satisfied. In particular, no disjunctions should contain both x and ¬x
for any x; in this case the corresponding clause is trivially true and
may be omitted, and if all clauses are thus omitted the invariant is
always satisfied. There should not be any clauses which are exact
negations of each other; in this case exactly one of them is false
for every possible assignment, and the invariant is unsatisfiable.
It may be possible to infer more about the values of individual
variables than what we do in the current algorithm. For instance,
we could exploit the existence of both x1 ∨ x2 and ¬x1 ∨ x2 in
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the original invariant to get the value of x2 in the data store: No
matter whether x1 is true or false, we can only satisfy both of
these clauses if x2 is true. In general, going down this path means
creating and proving theorems about the given variables, and it
is not obvious whether it will be more effective than running the
general algorithm from the proof of Lem. 9.3. We have chosen to
avoid using such proof based elements, but it may be useful to
heuristically select and use a set of simple theorems, which would
then give rise to an additional phase in the algorithm, and possibly
a new ordering. Section 9.8 briefly dissusses this issue, too.
We have not yet discussed how to use the output from our algorithm, but this is actually not trivial, either. When the algorithm
has been executed, the literals in the simplified invariant contain
the set of variables whose values we need to look up in the data
store in order to reverify the invariant. It may be important for
the performance how we fetch the values of these variables.
One approach would be to simply fetch the variables one at
a time. This would be appropriate if the data store is in shared
memory, or the main point is that we have eliminated the need
to fetch some variables that are not accessible at all, and the rest
of the variables are easy to get at. On the other hand it might
be more appropriate to fetch all the variables in one operation if
the data store is a database on a remote server, and the main cost
of fetching variables is the creation and destruction of a database
connection rather than the actual data transfer. In the following
we discuss both scenarios.
If the situation requires that the variables are fetched one at a
time, the lookup order of the variables is important, because one
may reduce the need for further lookups by using the (now known)
value of each newly fetched variable to run the algorithm again.
Given that such a variable has a known value which is furthermore
known to be the value from before the update, we may obtain new
non-dirty unit clauses and also simplify clauses in phase two, and
the entire algorithm may thus obtain significantly better results.
We do not know whether it is better to start the algorithm from
scratch or continuing with the already simplified invariant, but the
latter would require some extra bookkeeping in order to recognize
the additional non-dirty unit clauses correctly. Due to the inherent
complexity of the problem we do not believe that it is possible to
create an optimal plan for which variable to fetch first, so that
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decision will have to be made based on various heuristics.
One option is to aim for reducing clauses to >, by looking for
literals that occur in many clauses. The variables of these literals
could be prioritized over the other variables, such that if a literal
is evaluated to true these clauses are instantaneously reduced to
>. If instead the literals are evaluated to false then at least all of
the evaluated literals can be removed from their containing clauses.
On the other hand one could aim at making one clause simplify to
the empty clause (i.e. the never satisfied clause), by searching for
small clauses that do not require many lookups to be invalidated.
As soon as an empty clause arises, the invariant is guaranteed to be
violated and the algorithm can terminate. Finally, one could aim
at establishing subset relations by looking up variables occurring
in small clauses where the removal of this variable would create a
subset relation to one or more other clauses, which would then be
eliminated by a run of phase three. It may, however, be a nontrivial task to discover this type of situation.
One useful factor to consider when choosing a lookup order
is the probability of individual values. If, say, a true value is
much more common than a false value (globally or for a specific
variable) then we could give more weight to the outcome of having
true than the outcome of having false. Such information could
be used to prioritize positive variables (i.e., variables that occur
in positive literals) over negative variables, because we would be
more likely to satisfy a clause based on the former than the latter.
Similarly, with a focus on empty clauses we could prioritize negative
variables because they would have a high probability of being false
and hence making small clauses even smaller.
In situations the cost of fetching n variables and the cost of
fetching n + 1 variables are almost the same, we should consider
fetching all the required variables in one step. Even when fetching a
subset of the required variables could enable further simplifications,
it might be more costly to fetch the variables in two batches, no
matter how helpful the first batch turns out to be.
In cases where the extra cost of fetching several variables is
negligible compared to fetching one variable, it might still be much
more expensive to fetch many variables, due to bandwidth, congestion, etc. A hybrid approach, where a subset of the variables are
fetched together is then desirable. Using this scheme, one could
pick all the variables in one clause at a time to look for clauses
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to invalidate. Or fetch variables that span all clauses and thereby
either satisfy or reduce all clauses.
Obviously, there are many ways to do it, and the many tradeoffs may be good or bad depending on a large number of complex
and dynamic properties of the environment and data values. This
means that there is ample room for heuristics and manual optimizations, and this again fits well with the knowledge that an ideal
solution to the underlying problem is intractable.
One issue we haven’t discussed here is the situation where the
cost of fetching a variable varies. For an in-depth treatment of this
situation, though in the context of SAT solvers, we refer to Klaus
Truemper [Truemper, 2004].

9.8

Related Work

Optimization of invariant checking is an important area within the
database community. Reducing the number of lookups means that
it is less costly to check all the invariants and reevaluate the derived
views of any of tables in the database. The problem of detecting
the effects of an update has therefore been studied intensively in
the database community. Some researchers have focused on investigating when an update is irrelevant with respect to, or independent of, an invariant [Blaustein, 1981; Gupta and Widom,
1993; Hammer and Sarin, 1978; Hsu and Imielinski, 1985; Nicolas, 1982]. This is also called incremental integrity checking or
constraint simplification [Ibrahim, 2006]. Others have focused on
whether an update is irrelevant with respect to a derived view of
a table in the database [Blakeley et al., 1989; Elkan, 1990; Tompa
and Blakeley, 1988]. Generally speaking, verifying the irrelevance
or independence of a query with the same level of expressive power
as Datalog is undecidable. In many subcases [Blakeley et al., 1989;
Elkan, 1990; Levy and Sagiv, 1993], including cases where the query
language is less expressive than Datalog, it is however decidable.
In the following we will discuss some of the many techniques that
are most closely related to our approach. For more details, and a
good overview, we refer to Bry et al. [1992] or Gupta et al. [1994].
There is an early paper by Hammer and Sarin [1978] mentioning
that they use logical analysis of database assertions for certain
types of updates to construct assertion violation checks that can
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be evaluated efficiently. The paper is only an abstract giving no
details at all, and there are no follow-up papers by any of these
authors that offer more insight into the details of their technique.
Nicolas [1982] proposes a method for optimizing database invariants given as predicate logic expressions. The method basically
performs phase 2 and phase 4 of our algorithm by inserting the
values from the updated database row into the invariant, assuming that the invariant was satisfied before the update. This paper
deals with predicate logic, but there are some cases, such as existentially quantified variables, that are not treated. Finally, the
formalization is not associated with mechanically verified proofs.
The work by Blaustein [1981] is similar to Nicolas [1982], except
that he also treats existentially quantified variables. However it is
shown by Hsu and Imielinski [1985] that some of the methods by
Blaustein are not correct in all situations.
Blakeley et al. proposes techniques for detecting when an update to a table in a database is irrelevant for a view of the table.
If the update is relevant for the view, they compute whether the
update only requires access to information stored in the view. If
so, the update is also committed to the view, without the need for
recomputing the view and thereby accessing the underlying table.
They consider the problem both at compile-time and at run-time.
Besides having an exponential complexity, their approach does not
try to minimize the information needed from the table, if the view
must be recomputed and some information from the table is required [Blakeley et al., 1989; Tompa and Blakeley, 1988] Our algorithm is polynomial and minimizes the information needed from
the table, if any.
Elkan [1990] studies when an update is irrelevant wrt. to a query
(e.g. view or invariant), but in comparison with Blakeley et al.
[1989] does so in a formal setting, also considering recursive queries.
Compared to our approach, his work is not mechanically verified
and he does not treat the simplification part of an query if it is not
independent.
Gupta and Widom [1993] study invariant checking in a distributed database setting, where a global invariant is in place. Using information from an update and a local database, they show
how to reverify the invariant using data from the local database
only, if possible. If it is not possible, their technique reverts back
to a normal invariant check. In comparison to our approach, their

9.8. Related Work

187

approach has access to information in a local database, and their
approach reverts to a full invariant check if the local data is insufficient. Our algorithm on the other hand reduces the information
fetched from the remote data store.
Another area that has certain similarities to our algorithm is
partial evaluation, e.g. Jones et al. [1993]. Partial evaluation is a
technique for optimizing programs by exploiting that certain values
computed by a program are known at compile time, also known as
the static parts. The parts not known at compile time are known as
the dynamic parts. Constant folding, where the values of constant
expressions are computed at compile time, is a simple instance
of partial evaluation. For our algorithm one could think of the
updated variables as the static part, whereas the variables whose
values are in the data store constitute the dynamic part. Typically,
partial evaluation works with Turing-complete languages where termination is a big issue that must be delicately dealt with. Our
algorithm, on the contrary, works with propositional logic where
termination is easily achieved, and where we may exploit additional
properties associated with this particular type of data, such as the
subset property of phase three. We believe that this exploitation
of type-specific knowledge goes beyond what is used in the context
of partial evaluation.
Even though there are some similarities between our algorithm
and SAT solvers [Gomes et al., 2008], the underlying problem is
completely different. Our algorithm assumes that the boolean formula had a satisfying assignment before the update, and now the
problem is to reduce the set of variables we have to retrieve. In
SAT solving, one does not know whether a formula has a satisfying assignment, and the job of the SAT solver is find such an
assignment if it exists, and otherwise report that no such assignment exists. The complexity of the two problems also signifies the
difference, as minimizing is co-NP hard, whereas SAT solving is
NP-complete. On the other hand, the commonalities among these
two topics are so significant that they should be considered, and
so we have adopted the notation from SAT solving and used techniques known from SAT solving, such as utilizing unit clauses [Wos
et al., 1964].
Reoptimization [Böckenhauer et al., 2008] is the problem of
finding an optimal solution for a problem instance P 0 which is obtained from a problem instance P by a suitably defined ‘small’
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modification, starting from a given, optimal solution to P . A similar issue is the problem of finding the minimum number of gates
to reevaluate in a boolean circuit, given a set of updated input
bits [Cordy et al., 1991; Vyatkin, 2003]. Both problems are similar
to our algorithm in that we handle modifications to problems, but
they are still very different at the core because we do not rely on
knowing the optimal solution to the original version of the problem,
respectively knowing the pre-update input.
A number of approaches enable some compile-time analysis of
properties of program execution. For instance, Spec# [Barnett
et al., 2004] is a formal specification language for C# that enables
annotating code with pre- and postconditions, invariants, and other
assertions. Using Boogie [Barnett et al., 2006] and the SMT solver
Z3 [de Moura and Bjørner, 2008], it is possible to prove or refute
some of these annotations at compile-time. This may involve the
automatic generation of proofs about the value of Boolean expressions, which creates an obvious connection to our work. A similar
set of tools and approaches exists for Java, such as JML [Leavens
et al., 2004] and ESC/Java2 [Chalin et al., 2006]. In general, we do
not think that these approaches will directly support solutions to
the invariant check problem, because they focus on proving given
theorems rather than finding equivalent but simplified ones. But
it would certainly be possible to use them to check certain potential solutions. In particular, if E is a simplified invariant produced
by our algorithm then ¬(I ⇔ E) would be unsatisfiable iff E is
a perfect predictor of I. The fact that the invariant has already
been significantly simplified helps keeping the cost of this operation
low, and the solver adds in other techniques than the ones that we
apply, so a hybrid approach could be very promising.

9.9

Conclusion

We have presented an analysis of the potential simplifications that
may be achieved when an invariant is known to hold for a set of
variables, and an update is applied to some of these variables, and
we wish to check whether the invariant is violated by this update.
The starting point is the assumption that it is expensive to fetch
the value of a non-updated variable, and hence we wish to check
the invariant based on as few variables as possible. Our approach
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supports the constraint that it is impossible to cache the values of
all variables in the invariant, which is required in order to make
the technique applicable with objects, and invariants that apply to
specific types of objects, as in our case study. Our main contribution is an algorithm in four phases which is proven correct by a
mechanically checked proof in Coq. The algorithm is sound, i.e., it
will produce a simplified invariant with the same truth value as the
original invariant, hence making it possible to check for invariant
violations based on a smaller set of variables. The algorithm is not
complete, i.e., it may produce an invariant whose set of variables
is not minimal. However, we prove that the underlying problem
is co-NP hard , and hence we cannot hope for a complete solution
provided by an algorithm with an acceptable running time. We do
provide a fully general algorithm, though, that may be used with
very small sets of variables. We report on a case study for Google
Maps, which describes a solution using the presented technique.
This solution is now aimed for production at Google. It shows
that our algorithm is indeed useful, yielding an improvement of
a factor of thirty in the number of requested objects compared
with an unoptimized implementation, and providing almost identical improvement (within 3.5%) compared with the ones obtained
by a solution which is optimized manually. Our algorithm thus
eliminates the need for the painstaking manual optimization work.
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Chapter

A Survey of Evaluation Data
for Web Information
Extraction1

In web extraction technique evaluations, one of the main issues
is the data on which the evaluation is based. There are a multitude of dimensions defining the space of evaluation data, including
websites, categories of websites (e.g., news, movies), domains (e.g.,
CNN.com, IMDB.com), etc. This paper surveys the use of evaluation
data in a significant portion of the literature on web extraction
techniques from the past decade. We analyze the data by different
dimensions, showing for instance that some domains are extremely
common (yahoo.com occurs in the data from 71% of the papers)
and that the data sets vary heavily in several ways. Based on this
we propose a semi-hierarchical view on data and define some simple
metrics that may be used to characterize the data as hierarchical,
matrix organized, or a mixture of the two, thus enabling quantitive
input in the assessment and comparison of data sets.

1 I collaborated with Erik Ernst on the work presented in this chapter and
we plan to submit it, as is, for publication.
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Introduction

Much of the information on the World Wide Web has little formal
structure as it is intended for humans to read, and hence it is difficult to process by computer. Web information extraction bridges
the gap by extracting information from web pages and providing
it in a structured form for further processing.
A typical raw material for the evaluation of such extraction
techniques is actual web pages. This raises several issues: Is the
chosen set of web pages biased, possibly misrepresenting the perceived benefits of the proposed techniques? Are the web pages
available for other researchers who wish to compare results, using
the same or some other techniques? Could the use of different
evaluation data cause promising techniques to be abandoned, or
bad techniques to survive, because the results are compared even
though they are incomparable? To mitigate these issues, the characteristics of evaluation data should be standardized and should
for a given experiment be representative and presented completely.
This paper focuses on the data, but it should be noted that the
methodology is critical as well: Reproduction of published results
may be difficult, even with the help of the original authors [Lerman
et al., 2003; Thomsen et al., 2012].
In this paper we investigate the evaluation data used by 31 academic papers on web information extraction using four different
subareas of extraction: form recognition, table recognition, general
extraction, and verification. We characterize and compare the evaluation data based on several metrics, e.g., the number of domains
and the public availability of the data.
This contribution is useful for the following three reasons: It
highlights discrepancies among evaluation data sets that may potentially distort comparisons; it summarizes and documents the
evaluation data in use and may thus help guiding future data selection; and it proposes a semi-hierarchical view of the data, along
with metrics that characterize the overall data organization.
Section 10.2 describes the set of investigated papers. Section 10.3
details the metrics used to compare the evaluation data. Section 10.4 presents the results of the investigation that is the core of
this paper. Section 10.5 discusses our proposed view on the data
and associated metrics. Finally, Sect. 10.6 discusses some issues
raised by the survey results, and Sect. 10.7 concludes.
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Paper Selection

Web information extraction has been studied extensively for decades.
We have chosen four qualitatively different subareas: table recognition, form recognition, general extraction, and verification. In
the following we discuss each of them.
For table recognition techniques the purpose is to recognize web
data that is organized as a table, and output the data as a table,
i.e., a relation. The purpose of form recognition is to automatically
recognize forms on web pages, and relate labels with input fields.
The purpose of a general extraction technique is to extract specific information on specific websites, based on a specification of the
data. The specification is given by the user, and it can be an XPath
expression or some other form (labels, examples, etc.). It is common with general extraction techniques to consider the stability
of the extraction technique wrt. web page changes over time. Updates responding to these changes is known as wrapper reinduction
or wrapper maintenance. Note that we do not include extraction
techniques utilizing information outside the web page and the user
specification. E.g., we do not include the technique by Dalvi et al.
[2011], where information from the Yahoo annotator is used. Similarly, we do not include techniques such as W4F [Sahuguet and
Azavant, 1999], which offers a specification language, but does not
evaluate the development over time.
Web extraction verification is the process of verifying that the
output from the extraction process is correct. Usually the techniques learn some properties about the extracted information in
order to judge whether the newly extracted information is correct [Kushmerick, 2000a; Lerman et al., 2003; Thomsen et al.,
2012], but other approaches using the change history of the web
page also exist [Parameswaran et al., 2011].
The subareas table recognition and form recognition are typically automatic whereas the remaining subareas tend to be semiautomatic, involving a user to train the technique before use. Some
cases exist where examples have been used to learn to recognize
tables [Tengli et al., 2004]. Note that general extraction and verification are temporal techniques, as one of their goals is to extract
or verify data over a long period of time. The other two are nontemporal ; they receive a page as input, attempt to extract specific
data, and output the data when successful.
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To select the papers we searched through the proceedings of the
WWW conference, the journal of VLDB, and the proceedings of the
Web Technologies track at SAC for the last ten years, looking for
techniques in these four areas. We furthermore looked at the references in these papers and included the referenced papers within
these four areas. This produced 22 papers. Finally, we included 9
additional papers that we knew from previous work, adding up to
the 31 papers we mentioned earlier. It should be noted that we do
not single out the selected papers for criticism, on the contrary, we
have selected high quality papers in order to investigate the state
of the art.

10.3

Metrics

This section describes the metrics extracted for the evaluation data
sets used in the investigated papers, and how we measured them.
For each paper we extracted the following metrics: categories,
domains, URLs, availability of data and data set used. For the last
two areas, extraction and verification, we also extracted three temporally related metrics: versions, time span and time resolution.
In the following we describe each of these metrics.
The categories were typically reported in the paper. Otherwise
we based them on the URLs, if disclosed. A category signifies
the abstract type of data at the given URL, e.g., books, news, or
movies.
For domains, we used the URLs of the web pages in the evaluation. From each URL we extracted the second-level domain (e.g.
yahoo.com or telegraph.co.uk) and counted the number of distinct domains. URLs such as www.yahoo.com and news.yahoo.com
both count as being under the yahoo.com domain. We group the
pages by domain because different URLs of a domain typically
share structural and visual properties. This might not always be
the case, but we consider this simplifying assumption reasonable
for this survey. Whereas categories give an indication of which
information is presented, domains give an indication of how it is
presented. Finally, the URLs metric is simply the number of distinct URLs used per domain.
We also report whether the data used in the evaluation is publicly available, or at least a part of it is. This property is strongly
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correlated to whether the data used was part of an already existing
data set, or the data was fetched by the authors for the purpose of
their evaluation.
For the temporal techniques we furthermore collected three extra metrics. Firstly, we collected how many versions of the same
URL they used, and secondly we collected the time span for the
web pages, i.e., the length of the period where each URL was monitored. Finally we collected the time resolution of the versions, i.e.,
the time between each version. In the cases where we found only
two of the three metrics, we calculated the remaining one using the
other two.
For each paper we looked at the evaluation section to find these
metrics. In some cases, the information given by the paper did not
cover all the metrics, in which case we went through the data or its
meta-data to find the metrics, if the data was available. In cases
where the data is not available we report the metrics based on the
information in the paper and nothing more. In situations where
the information in the paper disagrees with information from the
available data, we use the information from the paper.
Some of the reported numbers are approximate (e.g., about
11.000 versions). To model this difference in precision, each of
them is annotated with a precision level: precise (“exactly 3 categories”, written as 3), approximate (“about 4 domains”, written as
∼4), or a range (“between 1 and 6 pages”, written as [1; 6]). Ranges
are typically used when an upper bound on the metric could be inferred. These annotated numbers support addition, multiplication,
etc. such that two numbers with different precision levels can be
combined. For instance, 4 + ∼6 = ∼10, [1; 4] + [2; 5] = [3; 9] and
6 + [3; 4] = [9; 10].

10.4

Survey

In this section we present the results from our study and focus
on some interesting elements. The results are covered in two subsections on non-temporal and temporal data, but first we present
some commonly used data sets.
We encountered the following commonly used data sets: ICQ,
TEL-8, FFC, Deep Web, WISE, and WIEN. For a data set to be
included in this list, it must have existed and to some extent been
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publicly available before a given paper used it. ICQ and TEL-8 are
part of the UIUC Web Integration Repository [UIUC Repository],
aiming at techniques for form recognition. The repository both
supplies the categories and the corresponding URLs containing the
forms Specifically, ICQ contains 100 URLs from 95 domains, divided into 5 categories. TEL-8 contains 477 URLs from 395 domains and 8 categories. The WISE data set was created by He
et al. [2005], and it contains 146 pages in 7 categories. The URLs
are not disclosed and hence we do not know the number of domains.
The FFC data set was the result of a web crawling study by Barbosa and Freire [2007]. This paper does not disclose the URLs
monitored, so we do not know exact number of domains. The paper by Nguyen et al. [2008] uses part of the data and gives some
hints, though, showing that there are at least 942 URLs which can
be clustered into four categories. Yamada et al. [2004] proposed a
data set, Deep Web for evaluating web information extraction from
search results. The benchmark contains 51 URLs chosen randomly
from a pool of 114,450 URLs. The 51 URLs used 49 domains and
were organized into five categories. The WIEN data set, collected
by Kushmerick [1997], aimed at showing the capabilities of different
extraction techniques. The data set uses 300 URLs (30 pages, each
with 10 different search terms) and these URLs used 28 domains
and were organized into seven categories.
For more details on the data sets and the data we collected
from the papers in this study we refer to the project web page at
http://cs.au.dk/~gedefar/dataSurvey.
10.4.1

Non-temporal Data

The non-temporal techniques are divided into form recognition and
table recognition, and the results of both are shown in Fig. 10.1.
Besides annotating the numbers with a precision level, we also display when a metric is the result of an aggregation (such as counting
the pages in a domain rather than directly reporting a number from
the paper) and it is shown as x∗ .
The table shows the metrics for each of the papers given by
the reference in the title column. The first five columns contain
data that we have already discussed; The Data avail. column indicates whether the data set is publicly available; it can be yes (all
data is available), part (a part of the data is available) or no (the

Chen et al. [2000]
Gatterbauer et al. [2007]
Lerman et al. [2004]
Miao et al. [2009]
Nakatoh et al. [2004]
Penn et al. [2001]
Tengli et al. [2004]
Wang and Hu [2002]

477
∼477
∗

385
∼287

411
[1; 146]
∼385
[1; 27]
[1; 252]
5
413
12
86
49
[6; 75]
[1; 157]
[1; 200]

8
15
10
7
9
3
9
1
16
5
5
5
[3; 72]
1
∼2

no
yes
no
part
yes
no
no
no

491
146
∼1406
27
252
1372∗
450∗
24∗
258
51∗
75
157
1393

Data avail.
yes
part
part
no
part
no
part

∗

URLs

Domains

Categories

own
own
own
Deep Web, own
Deep Web
own
own
own

TEL-8
ICQ, TEL-8, WISE
ICQ, TEL-8, own
own
FFC, TEL-8
own
TEL-8, own

Data set(s)

Figure 10.1: Summary of non-temporal evaluation data. Legend: ∼2 means the metric is approximate 2, [1; 2]
means the metric is between 1 and 2 (inclusive) and 5∗ means the metric is calculated from other metrics and
not directly stated in the available data.
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Dragut et al. [2009]
Furche et al. [2012]
He et al. [2005]
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Wang and Lochovsky [2003]
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data is not publicly available). Finally, Data set denotes the data
sets used, where own means that the authors created a data set
specifically for the purpose of their paper.
We shall not dive into the details of how each metric was obtained for form recognition; please refer to the project web page to
see the raw data and algorithms. At a more global level it should be
noted that three of the papers [Dragut et al., 2009; Nguyen et al.,
2008; Zhang et al., 2004] used only a part of the common data sets,
and did not disclose which part. Furthermore the upper bound on
the domains for some of the papers [He et al., 2005; Wang and
Lochovsky, 2003; Zhang et al., 2004] are inferred from the number
of URLs (which is also the case for most of the remaining range
values in the other areas as well).
For table recognition, we will again not go into detail about
how the metrics were extracted, but we will make a few remarks
on more global issues. The set of web pages used by Gatterbauer
et al. [2007] is interesting because it is the most diverse data set,
which is reflected by the number of categories and top level domains
(TLD) covered (e.g. ’.com’, ’.edu’, etc.). It uses 53 of them,
whereas TEL-8 uses 14, Deep Web 11, and ICQ 7. The number of
categories and domains for Penn et al. [2001] is higher, but since
they only exemplify 6 of the 75 URLs mentioned, we report the
categories and domains as ranges with 3 categories over 6 different
domains as lower bounds. Wang and Hu [2002] use a total of 1393
URLs from around 200 websites. But they do not disclose the exact
websites so there might be an overlap in domains, and hence we
give the number of domains as a range with an upper bound of 200.
Categories are not disclosed either, but as the websites were found
by searching for specific terms, including weather and stocks, we
have added those two categories.

10.4.2

Temporal Data

The results of the temporal techniques are shown in Fig. 10.2,
where the extra temporal metrics (time span, time resolution and
versions) are included. Time span and resolution are given as “–
” for a couple of papers, because they simulate evolution of web
pages by creating artificial versions based on random edits to a real
web page. Entries with N/A indicate that we could not find the
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particular metric, neither in the paper nor in any publicly available
data.
In several papers on general extraction [Fazzinga et al., 2011;
Meng et al., 2003; Parameswaran et al., 2011] only the number of
versions and the time span are given. Hence, the time resolution
is calculated from these two numbers, which again are calculated
from the number of versions and the time span for each domain. A
few comments on some of the numbers are required, but otherwise
we refer to the project web page. Both Cohen and Fan [1999]
and Mohapatra et al. [2004] create artificial versions by performing
random edits on their base set of web pages (82 resp. 9). The first
two studies [Cohen, 1999a; Cohen and Fan, 1999] do not disclose
the URLs and hence the categories and the domains. The number
of versions of Dalvi et al. [2009] is higher, as the number of versions
is only given for one of their domains. Lerman et al. [2003] do both
verification and reinduction of wrappers. The reinduction part uses
only a part of the full data set, but since too few pages in this
subset changed they artificially created another data set. Hence,
the number of versions actually used are somewhat underestimated
here. We include time span and time resolution because part of the
data is temporal. Muslea et al. [2001] use the WIEN data set to
test the performance of the technique to extract data from similar
web pages, but they do not test performance over time, so the
temporal aspect is ignored. The versions and the calculated time
resolution for Parameswaran et al. [2011] are based on the average
numbers given by the paper, so these numbers are approximated.
For verification, a couple of remarks about the individual numbers are appropriate. For Kushmerick [2000a] the high number
of versions is caused by using 15 search queries with each of the
chosen websites (search engines for various domains). The metrics
for Lerman et al. [2003] is retrieved from a detailed and publicly
available Excel sheet, containing their experimental results. It had
a more accurate description of when the monitoring started/ended
and the number of versions used, including their domains, than the
averages presented in the paper.
10.4.3

Discussion

In this section we summarize the results and also zoom in on selected characteristics of the data.
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Figure 10.2: Summary of temporal evaluation data. y means years, mo means months, d means days and
finally h means hours.
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In total we have 31 papers, 24 with domain information, covering 4595 URLs from 1048 distinct domains from 92 distinct top
level domains.
For form recognition in Fig. 10.1, we observe that most of the
studies (71%) combine one or more data sets. This might be explained by the relatively high number of available data sets designed for form recognition. It should be noted that when publicly
available data sets are used, the number of categories, domains,
and URLs is larger. We also note that most of these studies make
some or all of their data available publicly. We later discuss the
categories and domains in more depth, and compare the four areas.
Comparing the results for table recognition with the results
for form recognition we note that only one common data set is
used, namely Deep Web, and the number of studies publishing
data is lower than for form recognition. The number of domains
and especially the number of pages varies more, as is natural given
that common data sets play only a small role.
For general extraction, shown in the upper part of Fig. 10.2,
some interesting observations can be made. First, the temporal
aspects vary quite heavily from paper to paper: time resolution
varies from 5.8 hours to 60.0 days. This variation naturally correlates with the number of versions. Secondly, only one paper uses a
common data set, namely WIEN. Two others have published their
data, which means that 25% is available.
For verification, caution is needed because there are only four
data points, but some interesting observations can be made. None
of the studies have used a common data set, and the temporal
metrics vary heavily, as with general extraction. Also note that
all papers have a relatively high number of versions (more than
four hundred). This could either indicate that many versions are
required in order to observe changes that influence the verification,
or that it is less labor-intensive to include a bigger set of test data.
Figure 10.3 shows the use of categories for the papers in the
four areas. The ‘books’ category is used most frequently, being
present in all of the seven form recognition papers, and with a
20% usage in the other areas. The ‘news’ category is used in all
areas except form recognition, which fits the intuition that news
sites do not contain non-trivial forms. The remaining categories
are unevenly distributed over the areas, but note that no category
in the graph is present in only one area, so there is a considerable
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Figure 10.3: The paper usage of the top ten used categories grouped
by area (e.g. the ‘books’ category is used by 100% of the form
recognition papers).

overlap among the areas. Categories are not standardized, but
in practice the papers almost agree on a core set of categories,
which is also visible in Fig. 10.3. In this paper we have collapsed
categories that only differ in grammatical number (books and book
became books), and we have included air fare in air travel,
i.e., we have avoided aggressive category clustering which could
easily cause some categories to be misrepresented. There were 41
unique categories in total.
We investigated the distribution on domains to see whether
it has any evident biases. We calculated the relative number of
papers using a domain pr. area, and Fig. 10.4 shows the distribution of the ten domains used most frequently (only papers with
domain information have been included). We note that some domains are very common in the study, such as yahoo.com which is
used by more than 60% of the papers for every area, followed by
amazon.com, whose usage is higher than 50%, except for verification where the usage is 25%. It is not surprising that yahoo.com
is the most commonly used domain as the domain covers many
categories, but it is interesting that more narrow domains such as
imdb.com and expedia.com are found among the most used domains. Their presence supports the (obvious) hypothesis that the
domains are chosen deliberately rather than being sampled ran-
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Figure 10.4: The paper usage of the top ten domains grouped
by area (e.g. yahoo.com is used by 100% of the form recognition
papers).

domly, and there is a somewhat high level of agreement on which
domains to include. Another interesting property is that so many
domains are ‘.com’ domains, and only on the 10th place do we find
the first non-.com domain, abc.nl. Overall, 62.8% of the domains
have .com as their top level domain. This is not very surprising,
either, it is a bit higher than 53.9% which is the overall frequency
of .com on the Internet [Surveys, 2012].
As seen in the Fig. 10.1 and 10.2 the usage of a standard data
set, except for form recognition, is low. The mentioned domains
and categories in Fig. 10.3 and 10.4 can therefore be used as a first
step towards a standard data set, such that future evaluation have
a higher degree of comparability.

10.5

Organization of evaluation data

In this section we propose a semi-hierarchical view on the organization of the evaluation data, along with some simple metrics
characterizing this organization as hierarchical, as a matrix, or as
an intermediate form.
The URLs form the base meta-information about the evaluation data. The most precise relation between URLs, domains, and
categories can be expressed as annotations on each URL, specify-
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ing that it is in one or more categories, and in exactly one domain.
Other dimensions can be covered as well, such as timestamps, natural languages, markup language version, etc. Even though this
representation is precise, it is so low-level that it fails to reveal certain typical patterns. In particular, it leaves the relation between
domains and categories implicit, and this may be important because categories describe what is on the page, and domains tend
to imply shared visual style and technical (HTML etc.) structure.
Some diversity in both of these dimensions is important, in order to
ensure that the proposed techniques will work in a realistic setting.
Hence, we organize the data into a directed acyclic graph (DAG)
as specified in Fig. 10.6 (left side), with URLs at the bottom
grouped into domains which are again grouped into categories.
There is a root node at the top with an edge to each category
(not shown, for brevity). Note that information may be lost, compared to the low-level model: If two URLs U1 and U2 in the same
domain D are in category C1 resp. C2 then this structure only reveals that D has two pages in C1 and C2 , but they might both
have both categories, or one each, in any order. However, when
the structure is a tree there is no loss of information, and this is in
fact not uncommon. The other extreme case is when the part of
the graph between the domain layer and the category layer is full,
i.e., every domain is in every category. The right hand side of the
figure shows an intermediate example, with three categories, four
domains, eight URLs, and just one more edge than a tree.

Figure 10.5: The left side is the specification of the DAGs, and the
right gives a real example of categories, domains and URLs (both
sides omitting the root). Each URL is a node itself, but we have
collapsed them into one node to save space.
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Such a graph helps understanding the organization of the evaluation data. A tree corresponds to a hierarchy and may be understood as such, e.g., as a multi-step classification of the URLs. With
a complete set of edges between categories and domains, the graph
corresponds to a matrix organization because every combination of
category and domain is present. This makes sense if the domains
correspond to several rich websites which are compared with respect to a set of features that they all include. Graphs in between
these two extremes could indicate that the data is inhomogenous,
because some rich websites are compared with some sites with few
features.
The position of a graph on the scale from the tree to a full
matrix is quantified by a metric that we call overlap. It is a number between zero and one, where zero signifies a tree and one signifies a full matrix; overlap is the ratio between the number of
category-domain edges and domains, normalized by the number
of categories. (The maximum of de is c). Assuming a graph of
c categories, d domains and e category-domain edges, overlap is
calculated as follows:
overlap =

e
d


−1 ∗

1
e−d
=
c−1
d ∗ (c − 1)

Unfortunately, we cannot calculate the average overlap for the
papers in this survey, as the papers have not published the exact
categorization of the URLs or domains. But as an indication of the
usual relationship between categories and domains, the two data
sets ICQ and TEL-8 have published the categorization. For these,
the overlaps are resp. 2% and 0.51%. So for both data set, the
graph is very nearly a tree.
The overlap metric is useful for revealing the relation between
categories and domains, but it does not reveal anything about many
other properties of the graph. The graph shape can be characterized by the number of categories, and the ratio between domains
and categories, and between URLs and domains. The ratio between
domains and categories is especially important, as it indicates how
broadly each category is represented. There is no golden standard
for these metrics, since they depend on the area and usage, but in
Fig. 10.6 we have shown the average number of categories, and the
average of the two ratios per area.
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Figure 10.6: The average number of categories (c) and average
ratio between domains and categories ( dc ) and the ratio between
URLs and domains ( ud ) per domain (excluding papers where the
exact number of domains are unknown)

In the graph in Fig. 10.6 we see that the characteristics are very
different for each of the four areas, but with some slight similarities
between form and table recognition and between general extraction
and verification. In the former it seems that many domains per
category is important, meaning that the same type of information is
visually presented in different ways. For the latter it seems that the
number of URLs pr domain is more important, i.e., the same visual
templates are instantiated more often. An interesting aspect of the
graph is that the area of general extraction on average uses fewer
categories than they other areas, which seems counter-intuitive as
general extraction should span more categories. But note that the
data shown in the graph is the average number of categories used,
so if we instead look at the number of distinct categories used per
area, extraction uses 23 different, whereas form recognition uses 16
(table recognition uses 24, and verification 20).
Typically the evaluation results of a web scraping technique
includes a standard set of metrics, such as precision and recall. The
former measures how often the technique is correct in extracting
an element, and the latter measures how often the technique is
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correct when it should extract an element. Together with these
numbers we believe that the above metrics: overlap, number of
categories and the ratios should be reported as well to characterize
the evaluation data.

10.6

Discussion

In this section we discuss some of the issues raised and the implications for the web information extraction community.
Out of the 31 studies, only 8 make the data available and 5
offer partial access. The ability to check results by repeating an
experiment is a core scientific principle, even though it is often
used indirectly to establish comparability of similar approaches by
means of experiments that are known to be similar. But getting
access to the same data is not always possible, for various reasons.
The data might be copyrighted (see Pollak and Gatterbauer [2007]),
it might not be available anymore, or resources it depends on might
likewise not be available.
The same problem exists within clinical medicine, where the
objects being measured are typically humans. From one trial to
another it is difficult to use the same set of humans in the same
condition, for obvious reasons, so instead the attention is focused
on the characteristics of the test persons (age, gender, etc.) and
on treating the test persons identically to avoid data bias. One of
the methods for assessing the quality of a clinical trial is the Jadad
scale [Jadad et al., 1996] that contains a list of quality marks. For
each quality mark a trial and its description have, a point is given.
The more points a trial has, the better (maximum is five). Moher
et al. [1998] and [Khan et al., 1996] have used this scale to show
that low quality trials tend to overstate the benefits of a treatment,
compared to high quality trials.
Such a discipline within the web scraping community would be
beneficial to guide the setup and documentation of experiments.
As a side effect, it would give a better basis for comparison of
evaluation results. The first step towards this discipline would be
to standardize the metrics characterizing the evaluation data of an
experiment. Such a standard set would furthermore give readers
a better chance to assess the representativeness of the data used
for the evaluation in a given academic paper on web scraping. We
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believe that the metrics presented in Sect. 10.5 is the first step of
characterization. Another issue to be treated is data bias, where it
has been shown in other areas of computer science that results can
be biased in unobvious ways [Mytkowicz et al., 2009].
Common data sets offer public availability as well as community awareness of the strengths and weaknesses of each data set.
We have shown that the use of common data sets is sparse and unevenly distributed. Only the form recognition area seems to have
well-known data sets available, and a habit of using them. This
may be caused by the nature of the area, because forms are represented explicitly in web pages, but the “culture” of the community
probably plays an important role, too: tables would be similar, but
table recognition rarely uses common data sets. Building and using
common data sets would generally be beneficial for transparency,
reproducibility, and for comparison among similar approaches, and
it should be encouraged.
Another way to help establishing comparability is to make the
software available, such that a new data set can be processed by
novel as well as existing techniques, in order to compare them.
This is a valuable complement to available data, but not a replacement. One issue is that it may be very time consuming to perform
experiments with many competing systems, possibly requiring a
specific computer, operating system (version), additional (possibly
non-free) software or hardware, etc. Another issue is that the original authors would have chosen data which is at least suitable for
their system, which means that competing well against them on
the same data is convincing. Forcing “their ” software to work on
“our ” data and competing well might just demonstrate that we
can choose data that fits our technique better.
We have mentioned many details that present a certain threat to
validity of this paper, e.g., that some numbers are approximated (as
given by the authors) and that the same category may be defined
differently by different authors. A more global threat to validity
could arise if the choice of papers introduces biases. However, we
believe that we have covered a large proportion of the papers in the
chosen topic areas and time frame, such that our results describe
the situation reasonably accurately.

10.7. Conclusion
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Conclusion

We have presented a survey of the evaluation data for 31 high
quality papers on web information extraction techniques, covering
the areas form recognition, table recognition, general extraction,
and verification. We show that the evaluation data is often not
available, which impedes precise and fair comparisons. The characteristics of the data sets vary between the areas and with regard
to the number of domains, pages, and categories, and for the temporal techniques also the number of versions, the time span and the
time resolution. The selection of, e.g., domains is clearly the result
of a choice rather than a neutral sampling. This raises the issue
of representativity, which is difficult and will remain so no matter
what we do. We propose a semi-hierarchical view on data which
is characterized by the overlap metric as hierarchical, matrix organized, or some (more inhomogenous) intermediate form. Other
metrics characterize the diversity of the data in various ways. Having a precise model and a characterization of the data within it is
one approach, as the approach helps us to understand and convey
the chosen data. Another approach would be to build and improve
common data sets that are well-understood in specific communities,
but may be more problematic due to copyright and time related
issues.
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