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 Bioinformatics focuses on developing computational methods 
for collecting, handling and analyzing biological data. 
Because the amount of data is rapidly increasing and the 
models used for analysis are complex, it is important to 
develop methods and algorithms which take full advantage of 
modern computer hardware.

 In the past ten years we have been moving from single core to 
multi-core processor architectures, and recently Graphics 
Processing Units (GPUs) with hundreds of cores have also 
become available for general purpose computation. Designing 
algorithms which exploit these multi-core architectures is one 
of today’s major challenges in e.g. bioinformatics.

 To utilize more than one core, algorithms must be 
parallelized i.e. refactored to process multiple blocks of data 
in parallel. However, because of data dependencies it is not 
always straight forward to design high performance parallel 
algorithms. To reduce the impact of data dependencies both 
data structures and the order in which data is processed need 
to be changed. Furthermore, to achieve optimal performance 
the underlying multi-core architecture also has to be taken 
into account.

 One important problem in molecular docking is to identify 
low energy binding modes of proteins and a ligands (small 
proteins). Searching all orientations and conformations of a 
protein-ligand pair is computationally infeasible but using 
numerical optimization methods, like differential evolution, 
we can usually obtain approximate solutions in less than 10 
minutes. However, more than 1000 different ligands often 
have to be docked against a protein which is time consuming 
unless expensive computer clusters are used.

 By utilizing modern general purpose graphics processing 
units we aim to reduce the average time required to dock a 
single ligand by a factor 10. 
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Hidden Markov Models (HMMs) is a statistical tool used in a 
wide range of applications within bioinformatics for modeling 
sequential data assumed to originate from a Markov process; 
e.g. gene annotation, alignments and inferring coalescence 
processes among species. Because of their computational 
efficiency, HMMs are one of few methods used for genome 
wide analysis, where sequences often consist of millions of 
characters. Nevertheless analysis times are still often 
measured in days, weeks or months, and the models must 
therefore be kept relatively simple.

By exploiting the SSE instruction set on modern CPUs we 
decrease the running time of the analyses significantly and 
thereby make analyses of more complex models feasible.


