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Abstract
This dissertation presents the contributions of seven publications all concerned
with the application of Coloured Petri Nets (CPN) to requirements modeling for reactive systems. The publications are introduced along with relevant
background material and related work, and their contributions to addressing a
collection of generic challenges for requirements modeling are discussed.
Firstly, two approaches to constructing CPN requirements models based on
collections of Use Cases are presented. In both cases, scenarios for the Use
Cases are described in terms of UML 2.0 high-level Sequence Diagrams (SDs).
The first approach translates collections of Use Cases and their scenarios
into executable and hierarchical CPN requirements models. The models are
explicitly partitioned in order to make it possible to distinguish the representation of the reactive system from that of its environment. This is important
because it represents the identification of what is being designed (the reactive
system), and what is given and being made assumptions about (the environment). The representation of the environment is further partitioned to distinguish human actors from non-human actors. This allows the modeler to take
into concern that the behavior of human actors is less likely to be predictable
than the behavior of e.g. mechanical components.
In the second approach, the CPN model is parameterized and utilizes a
generic and reusable CPN module operating as an SD interpreter. In addition
to distinguishing between system and environment as in the first approach, the
CPN model is structured in a way that allows for explicit distinction between
requirements and specifications. Assumptions about the behavior of physical
entities in the environment are represented as separate CPN modules.
Next, an approach to addressing the problem of validating formal requirements models through interactive graphical animations is presented. Executable Use Cases (EUCs) provide a framework for integrating three tiers of
descriptions of specifications and environment assumptions: the lower tier is an
informal description, the middle tier is a CPN model representing the contents
of the lower tier, and the upper tier is a domain-specific graphical and interactive animation driven by the CPN model. It allows stakeholders to validate the
formal requirements model by interacting and experimenting with it through a
graphical interface composed of recognizable artifacts and activities.
The presentation of the three publications related to Use Cases is followed by
a the presentation of a publication formalizing some of the guidelines applied for
structuring the CPN requirements models — namely the guidelines that make it
possible to distinguish the modeling artifacts describing the environment from
v

those describing the specifications for a reactive system. The formalization
allows for clear identification of interfaces between interacting domains, where
the interaction takes place through an abstraction of possibly parameterized
states and events. A tool is presented that allows automated validation of the
structure of CPN models with respect to the guidelines.
Next, three publications on integrating Jackson’s Problem Frames with CPN
requirements models are presented:
The first publication introduces a method for systematically structuring
CPN requirements models based on Jackson’s Problem Diagrams. The resulting CPN model contains a requirements module matching the requirements
domain of the Problem Diagram. In this module, requirements may be expressed declaratively as universal quantifications over time-stamped traces of
interaction activity. The traces are automatically recorded during execution of
the model.
The second publication presents a formally specified framework for automating a large part of the tasks related to integrating Problem Frames with CPN.
The framework is specified in VDM++, and allows the modeler to automatically generate CPN requirements models from one or more Problem Diagrams.
The CPN models are immediately executable, and ready for manual refinement
aimed at expressing environment assumptions, possible specifications, and requirements. The framework also allows for import of already refined CPN
models that may be merged with other CPN models in order to reuse domain
descriptions, and to handle changes to the original Problem Diagrams.
The third publication continues the presentation of the framework by introducing a formally defined requirements language based on SDs with real-time
constraints. An automatic checker that integrates seamlessly with the automatically generated CPN models has been implemented in Standard ML. This allows
a collection of requirements to be evaluated during the execution of the CPN
model. The requirements adopt the principles of constrained vs. referenced
phenomena from Jackson’s Problem Frames approach. They are expressed as
SDs constraining a collection of automatically collected time-stamped traces.
The mechanism in terms of specialized CPN modeling artifacts for collecting
these traces is also automatically generated by the framework. The results of
the checker are presented in automatically generated HTML reports.
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Chapter 1
Introduction
In large parts of the world, everyday life depends on the correct operation of a
multitude of electronic systems such as automotive electronics, avionic control
systems, traffic lights, industrial processing systems, and medical devices. All
are examples of reactive systems. As a class of computer-based systems, reactive
systems share a collection of characteristics identified in [13].
Firstly, a reactive system operates in close interaction with its surrounding
physical environment by monitoring some part of it through sensors, and affecting some part of it through actuators. An example of a reactive system could
be a brake-by-wire controller for a car [14]. This controller is aimed at intelligently controlling the physical brakes of the car through actuators based on
inputs from sensors. One of these sensors detects the level of the physical brake
pedal, and one of the actuators controls the physical brake. The controller is
highly safety-critical since it operates without any mechanical connection between the brake pedal and the physical brake. Secondly, a reactive system is
most often non-terminating, meaning that it is required to engage in an ongoing interaction with its environment. At this point, reactive systems are often
contrasted with transformational systems [13,15], such as programing language
compilers. The result of applying a transformational system is an output calculated from an input. The result of applying a reactive system is observed
through an ongoing influence on the behavior of its environment. For obvious
reasons, it could have severe consequences if the brake-by-wire controller unexpectedly terminated, while the car was driving. Thirdly, since a reactive system
interacts with the physical world, it is often subject to real-time requirements.
This means that the interaction must not only follow specific patterns, but is
also subject to timing constraints. In the brake-by-wire example, a real-time
requirement states how fast the brakes must be activated after the driver has
pushed the brake pedal. Another requirement found further into the environment describes how the car must decelerate over time as a function of many
states, such as the level of the brake pedal, the condition of the road, the current
velocity, and so on. Fourthly, a reactive system often exhibits state-dependent
behavior : the reaction to an external event in the environment may depend
on an internal state in the reactive system, or on some external state in the
environment. Returning to the brake-by-wire example, if the measurements
from an ice sensor indicate that the road is slippery, the brakes may need to be
3
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applied in a special manner. In addition to these characteristics, [13] identifies
a handful more that we will not discuss here.
Reactive systems are often engaged in safety-critical applications through
their tight coupling with the physical environment. If they fail to operate
as expected, it may have costly and dangerous consequences [16, 17]. Yet,
the characteristics of reactive systems just introduced add to the difficulty of
describing what is expected from a reactive system — i.e. its requirements [17].
Figure 1.1 informally illustrates the tasks involved in the development of a
reactive system. The starting point is some problem in the real world — for
example the need to more safely control the brakes of a car. Analysis of the
problem leads to descriptions of three important aspects of the problem:
Requirements are desired properties that we want to be fulfilled in the environment — e.g. that the car reduces its speed when the driver steps on the brake
pedal. Requirements belong to the users’ world, and do not need to mention
the technical aspects of the reactive system in consideration.
Specifications are descriptions of interaction between the environment and
the reactive system — e.g. when the driver steps on the brake pedal, the brakeby-wire controller that is to be developed will receive a stimulus from a sensor. In response, it will send an electrical signal to activate the physical brake
through an actuator. Specifications belong in the borderline between the system
and the real world.
Environment assumptions describe what we know to be true about the environment in which the reactive system is going to operate — e.g. we may have
some detailed knowledge about the mechanical properties of the physical brake.
This knowledge helps us understand how the brake reacts when provided with
control signals from the brake-by-wire controller. We may also describe assumptions about how the activation of the physical brakes affects the speed of
the car, how the temperature of the brakes increases during their activation,
and how this temperature negatively affects the efficiency of the brakes, thus
prolonging the braking distance, etc. The environment assumptions include
only the part of the environment that is considered relevant for expressing the
requirements and the specifications.
In any software development project it is essential to pay proper attention
to both requirements and specifications. On one hand, stakeholders must be
involved in identifying, eliciting, prioritizing, and negotiating requirements [18,
19]. On the other hand, software developers need specifications to have operational starting points for detailed design, and even for implementation. However, the requirements are often not explicitly formulated — they just exist
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in the environment without being caught and written down or represented explicitly. This is in contrast to specifications, which are usually produced in
plan-driven approaches. An example of a popular means to writing specifications is Use Cases, in the style of UML diagrams [20,21], or in textual form [22].
One important use of requirements and specifications is to give adequacy (or
engineering) arguments for the software to be developed [13,23]. For example, if
one’s job is to develop the brake-by-wire controller just discussed, it is important
to argue that if the specification is satisfied (the brake pedal produces a stimuli
to the brake-by-wire controller, which sends a signal to the physical brake, and
so on), then it implies that the requirement is also satisfied (the car starts to
slow down when the driver steps on the brake pedal). Such an argument can
only be solid if it relies on a solid and explicit description of the assumptions
about the environment. Software engineers cannot influence or change how
brake pedals work, or how the physics of the car affect its speed — they are
given — but it is crucial to know their properties, because the controller must
interface with them. As an example, we can assume that when a brake signal is
sent, the physical brakes (rapidly) become activated and cause the car to slow
down. This assumption relies on a chain of causality since the brake-by-wire
controller is only indirectly able to affect the speed of the car. The desired effect
in the environment must be produced through interaction between the brakeby-wire controller and its physical environment formed by the brake pedal, the
physical brakes, and other relevant mechanisms.
Another important use of specifications is for testing the implemented reactive system [24]. When testing an implementation, the specifications are used
as reference for generating test cases, and judging whether or not the behavior exhibited by the implementation satisfies the requirements. The latter of
course calls for consistency between the requirements and the specification —
i.e. the specification must itself satisfy the requirements with respect to the
environment assumptions.
The remainder of this chapter is structured as follows: Section 1.1 gives
an introduction to the field of requirements modeling focusing on the use of
formal models of behavior in this context. Section 1.2 introduces a specific
formal modeling language — Coloured Petri Nets — which has been the basis
for most of my work on formal requirements modeling. Section 1.3 identifies
a collection of challenges for requirements modeling. Section 1.4 introduces
a possible means to addressing these challenges through explicit partitioning
of requirements models. Section 1.5 summarizes the overall research objective
and the method for addressing it. Section 1.6 provides a brief outline of the
remainder of this dissertation.

1.1

Formal Requirements Modeling

We use the term formal requirements modeling to refer to the application of
some formal modeling language for describing the requirements, environment
assumptions, and specifications for a reactive system under development —
i.e. providing a formal representation of the contents of the center bubble in
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Figure 1.1. We consider a modeling language as formal if its syntax and semantics are expressed mathematically. Such modeling languages are often supported
by computer tools making it possible to develop and analyze models.
The work presented throughout this dissertation is all related to the application of a specific formal modeling language for this purpose, namely that
of Coloured Petri Nets (CPN). I will give an introduction to this language in
Section 1.2, while the remainder of this section will contain a brief overview
of some of the typical properties and concerns related to formal requirements
modeling in general.
One of the great and inherent benefits of applying any formal modeling
language comes with the fact that such languages are mathematically defined.
This makes the models precise, meaning that the ambiguities that often exist in
informal descriptions (such as natural language) are avoided due to the rules for
interpretation provided by the formal semantics of the modeling language [25].
It is, however, very important to understand that preciseness alone is not
very helpful. It is also necessary for the model to be accurate with respect to the
subject it represents. A model can be very precise, but if it does not accurately
describe what the modeler intended to describe, it is of little use. This is a
property related to modeling in general, and not only to formal requirements
modeling [26]. It is also related to the von Neumann principle basically stating
that “there is no point in being precise when you don’t know what you’re talking
about” [27–29].
In order to ensure the accuracy of models, it is necessary to perform validation. A model may be validated in many ways, but the common goal is to
assure that it with some degree of accuracy reflects the subject it is supposed to
be a model of. When the model is used for representation of the requirements
for a reactive system, the validation of it is concerned with gaining confidence
in both the validity of the requirements and the accuracy with which the model
describes these requirements.
The validation of a requirements model can be seen as a combination of the
traditional tasks of model validation [30] and requirements validation [18]. The
validation task will involve the stakeholders with interest in the system under
development. These include the future users, domain experts, etc. The first step
to valid requirements (models) is the elicitation of requirements [31]. This task
is one of the very first in the typical approaches to Requirements Engineering,
and is concerned with discovering, selecting, and prioritizing requirements.
Like requirements, model representation of environment assumptions must
also be validated in order to assure that they reflect a correct understanding
of the environment. This task typically involves domain experts being asked if
a given description of a relevant part of the environment matches their understanding of it [32].
In this dissertation, focus is on operational requirements models [33, 34]
— i.e. requirements models that are executable at an early stage, making it
possible to perform the validation task through tool-supported execution of an
abstract representation of the reactive system and its environment. When a
requirements model contains a description of both an operational specification,
environment assumptions, and the requirements, the model can be used for
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supporting the adequacy argument — i.e that the specification will satisfy the
requirements given the environment assumptions.
Typically, a model is an abstract [18, 35] representation of much more complex relations in a real-world environment, in which focus is explicitly placed on
some properties of interest. It is not desirable to work with models that completely describe all details of some subject — i.e. an architect does not build
the house to see what it is going to look like, but starts with miniature models
representing some aesthetic abstraction of the design of the house. A model
should be focused on some aspects of interest based on a specific viewpoint.
These aspects are modeled at a low abstraction level — i.e. with a lot of details
— while the aspects that are of less interest are modeled at higher levels of
abstraction. The viewpoint depends on the purpose of the model. The overall
level of abstraction in a model is sometimes referred to as its granularity [36]. A
formal requirements model for a reactive system is focused on the aspects that
are relevant to the requirements for the system. These aspects may include:
the behavior of the environment surrounding the reactive system, typical usage
scenarios, etc.

1.2

Coloured Petri Nets

CPN is one out of many modeling languages in the family of languages based
on Petri nets [37]. The formalism behind Petri nets was originally defined in
1962 by Carl Adam Petri in his doctoral thesis [38].
What is commonly understood by a Petri net model is a mathematical structure with a graphical representation. A model is composed by a collection of
basic syntactical components: places, transitions, and arcs. These components
are graphically represented as ellipses, rectangles, and directed arcs respectively.
Places hold collections of tokens, and thus represent local states (markings).
The global state (or global marking) of a model is represented by the distribution
of tokens throughout its places. The places have an initial marking representing
the initial local state.
Arcs lead either from a place to a transition or the other way — never
between two places or two transitions. In the first case, the arc enables the
transition to remove (or consume) one or more tokens from the place. In the
second case, the arc allows the transition to produce tokens in the place. The
consumption and production of tokens to places occurs when transitions are
fired during the execution of a model. At each step of such an execution, one
or more transitions may be enabled — i.e. ready for firing. A transition is
enabled if it is able to consume a specified collection of tokens from its input
places (those connected to the transition by incoming arcs). If at least one
transition is enabled, one of the enabled transitions can be chosen for firing,
and the execution is able to proceed to possibly performing the next step based
on the new markings of the places.
Two or more transitions may be in conflict if they are enabled in the same
state. This occurs if there is an overlap in the collections of tokens on which
they depend for their enabling — i.e. if the firing of one transition results in
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another transition no longer being enabled in the following state. If two or more
transitions are not in conflict in a given marking, they can be considered as truly
concurrent and may be fired in any arbitrary order resulting in the same global
state. Conflicts are related to the rules about locality in the net structure: the
enabling of a transition only depends on the marking of the input places to the
transition and the result of the firing of a transition is only observable through
the marking of the output places of the transition.
What has been described so far is common to almost all classes of modeling
formalisms based on Petri nets. One of the basic points in which classes of Petri
nets differ is in the amount of information represented by the marking of places.
In [39], Bernardinello et al. identify three levels of Petri nets with respect to
the marking of places:
Level 1: Places have a Boolean marking meaning that a place is either empty
or contains a single token with no value. All arcs consume or produce exactly one token. This level corresponds to the principles of the formalism
originally defined by Petri. Elementary Net Systems [40] also belong at
this level.
Level 2: Places hold an integer number of tokens that are anonymous —
i.e. one token is not distinguishable from another. The arcs may have
weights indicating an integer number of tokens to be consumed or produced. Graphically, the weights are represented as annotations to the arcs.
An example of a formalism at this level is Place/Transition systems [41].
Level 3: Tokens have values of primitive or complex data types — e.g. integers, text strings, records. Instead of weights, the input arcs have inscriptions — i.e. expressions specifying the constraints on the collection
of tokens that should be consumed. Output arcs may contain expressions
describing the collection of tokens that is produced. In this way, it is possible to model selection and manipulation of data. In addition, transitions
may contain guards. A guard is a Boolean expression over the values of
the tokens in the input places that must evaluate to true for the transition
to be enabled. CPN is an example of a high-level formalism belonging to
this level.
We will often refer to nets at Level 1 and 2 as low-level nets, and to nets at
Level 3 as high-level nets. In addition to these basic principles, CPN is based
on the application of the following modeling concepts [42]: time, hierarchy, and
inscription language.
CPN allows the specification of timing properties. This is done by the
addition of integer time stamps to individual tokens. Timing annotations in
arcs and transitions are used for specifying delays, typically representing the
time an action is modeled to take. The firing of transitions is still an atomic
event, but the calculation of enabling for a given transition depends on the
time stamps in the tokens it needs to consume through possible input arcs.
Intuitively, the time stamp in a token can be seen as a specification of the
model time at which the token is available for consumption from a place.

1.2. Coloured Petri Nets
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Figure 1.2: An example of a CPN model
CPN models may be structured hierarchically as a collection of connected
modules. A module is itself a CPN model — and possibly hierarchical. Structuring is performed through two mechanisms: fusion places or substitution transitions. A fusion place is a set containing multiple places that may be found in
different modules. This allows interaction to traverse boundaries of the modules in the model. A substitution transition is a special transition found in a
CPN module that represents an instance of another CPN module. This makes
it possible to reuse the specification of CPN modules throughout the model.
The substitution transition is connected to the module in which it is found
through an interface, which must be common to all instances of the module
it represents. This interface is a collection of places. Substitution transitions
allow the modeler to work at varying levels of abstraction.
A CPN model is typically annotated by inscriptions in its syntactical components. The inscriptions are used for selection and manipulation of data,
definition of functions and data types, etc. In the de facto implementation
of CPN, the inscription language is the functional language CPN ML, a close
derivative of Standard ML [43].
Figure 1.2 shows an example of a CPN model. In this case, the model
represents a device for measuring and displaying the temperature in a room.
This should be done when a user pushes a specific button represented by the
Push Button 1 transition. If this transition fires, a token identifying the button
will be placed in the Button Events place. From this place, button events are
consumed by the Start Measuring transition — but only if they represent the
pushing of button 1 matching the guard (b = 1). The detection of such an
event will cause the device to start measuring the room temperature through a
temperature sensor. The room temperature is represented by the value of the
token in the Room Temperature place. The number in the circle indicates that
the place holds a single token with the value shown in the box to the right.
This value is continuously modified by the physics of the environment (e.g. the
sun), represented very abstractly by the Modify Temperature transition. When

10

Chapter 1.
Push
Button 1

Button(1)

Button
Events
Event

Modify
Temperature

t
t'

23
1`23
1
Room
Temperature

Controller
Controller

Temperature

23
Display

1

1`23

Temperature

Figure 1.3: The controller logic replaced by a substitution transition

the measuring is done, the resulting measurement is placed as a token value in
the Measured Temperature place from where it is ultimately consumed by the
Finish Measuring transition. The latter causes the measurement to be shown
in the display represented by the value of a token found in the Display place.
In the examples of CPN shown here, the places carry annotations specifying the data types of tokens that may exist in the places (e.g. Temperature and
Event). These data types are declared in CPN ML as a part of the specification of the model. Also, the two temperature places carry an inscription that
specifies the starting temperature (23) as an initial marking. This means that
before the first step of execution, each of these two places holds a single token
of the Temperature type with the value of 23.
The principle of hierarchy by substitution transitions is shown in Figure 1.3,
where the control logic of the device has been replaced by a single Controller
transition. This is a substitution transition — i.e. an instance of the Controller
module shown in Figure 1.4. The substitution transition in Figure 1.3 is simply
a place holder for the model structure shown in Figure 1.4.
In the Controller module, some places have now been equipped with special
labels (e.g. I/O ), specifying that these places form the interface through which
the module may interact with external parts of the model. Each place in the
6
interface
is matched to a place in each module where the Controller module is
sv1 sv1
instantiated through a substitution transition.
In this way, the level of abstraction is raised in Figure 1.3, while the behavior
VariableCopyID(vi),p')
is
maintained
by placing the lower level details into the module in Figure 1.4.
q1
Figure 1.5 shows an example of how information about timing properties has
RequirementID.all()
3
been
added to the module first shown in Figure 1.3. First of all, a new data type
Requirements 1`Req1++
1`Req2++
Satisfied
has been declared in order to add time stamps to the tokens holding the current
1`Req3
room temperature in the Room Temperature place — i.e. TemperatureTimed
RequirementID
eq3
instead of Temperature. TemperatureTimed extends Temperature by adding a
time stamp to the data type. In Figure 1.5, some steps have been executed
n',VariableCopyID(vi),p')
and the resulting marking is shown. This allows us to see the time stamp
in the token found in the Room Temperature place: the room temperature is
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Figure 1.4: The contents of the Controller module
17 degrees at 5651 time units. We can also see how timing information has
been added to the Modify Temperature: the @ + discrete(20, 45) annotation
of this transition specifies that the time stamps of tokens produced by firing
the transition are increased with an integer value in the interval 20 to 45 time
units picked randomly based on a uniform distribution function. This basically
constrains the enabling of the Modify Temperature transition, allowing us to
make a coarse abstraction of the physical properties related to physics affecting
the room temperature. The representation of such properties could, of course,
be much more detailed and accurate if needed.
Timing information is also added to cause the modeling of button pushes
to occur with a fixed interval of 100 time units. This is done by the addition of
the Delay place that holds a single token only used for delaying the enabling
of the Push Button 1 transition.
After the addition of the timing information, the model reflects a different
behavior when executed compared to the behavior exhibited before adding the
timing information. Now, the temperature is modified with a random delay
(within some interval), and the button is periodically pushed.
The CPN modeling language is supported by CPN Tools — a computerbased tool that allows editing and execution of CPN models along with a multitude of analysis techniques based on state space generation and simulation.
Much more information on CPN can be found in [44–46] and at the web
pages of the CPN group at University of Aarhus [47]. Information about CPN
Tools is found in [48].

1.2.1

Other Formal Modeling Languages

Formal modeling languages can be partitioned into two broad classes of languages: property-oriented and model-oriented. In many cases, this partitioning
is, however, too coarse [49], and the intersection between the two classes is not
empty. In [50], Wing describes the two classes:
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“ Using a model-oriented method, a specifier defines a system’s
behavior directly by constructing a model of the system in terms
of mathematical structures such as tuples, relations, functions, sets,
and sequences. Using a property-oriented method, a specifier defines
the system’s behavior indirectly by stating a set of properties, usually
in the form of a set of axioms, that the system must satisfy. ” [50]
In this context, CPN and all other formalisms based on Petri nets belong to
the class of model-based languages because a Petri net model explicitly describes
the behavior of whatever is modeled with respect to the execution semantics.
Other examples of languages in this class are Z [51], The Vienna Development
Method++ (VDM++) [52], Communicating Concurrent Systems (CCS) [53],
Communicating Sequential Processes (CSP) [54], automata-based formalisms
(e.g. Timed Automata [55]), Finite State Machines (FSM) (e.g. Mealy [56] and
Moore machines [57]), and State Charts [58].
The class of property-oriented languages includes the Object Constraint
Language (OCL) [59] and temporal logics (e.g. Linear Temporal Logic (LTL)
[60], Computational Tree Logic (CTL) [61], and Real Time Logic (RTL) [62]).

1.3

Challenges in Requirements Modeling

The overall topic of this dissertation is requirements modeling by means of CPN.
In [63], the authors identify a collection of challenges for requirements modeling.
Some of these challenges are related to the roles of project stakeholders. Other
challenges are related to developers — i.e. the engineers that will be involved
in the actual implementation of the reactive system under development. I will
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base the evaluation of the contributions presented in this dissertation on the
following subset of the challenges:
“Project stakeholders do not know what they want”: It is often difficult for the project stakeholders to identify and agree upon the problem
at hand – but this is, of course, important before a solution to the problem
can be devised.
“Project stakeholders change their minds”: During the Requirements
Engineering for a new reactive system, the requirements analysis may
result in better understanding of the problem domain causing the stakeholders to change their minds. This could also be caused by strategic
changes, etc.
“Project stakeholders prescribe technology solutions”: It is common for
stakeholders to focus on specific technologies too early in the Requirements Engineering work — i.e. before having identified the actual requirements for the system.
“Project stakeholders don’t understand modeling artifacts”: Non-technical stakeholders may, for obvious reasons, have difficulties understanding the consequences of assumptions, requirements, design decisions, limitations, etc. when these are expressed in terms of formal models.
“Developers don’t understand the problem domain”: Orthogonally to
the above, the developers may not have the sufficient domain knowledge
to understand the socio-technical aspects of a development project, the
expectations of future users, domain regulations, etc.
“Developers don’t understand the requirements”: As a consequence of
the above, the requirements and their motivations may be hard to understand for the developers.
These challenges are not exclusive to requirements modeling based on formal
modeling. They are more general challenges that are commonly met during the
work on describing requirements. Throughout the dissertation I will provide
discussions about how these challenges have been addressed in my own work.

1.4

Distinguishing Modeling Elements in Formal Requirements Models

In an effort to address the aforementioned challenges, a large part of the contributions presented in this dissertation is related to guidelines for structuring
models. The aim of these guidelines is to make it possible to distinguish between different parts of requirements models expressed in Coloured Petri Nets.
The ability to distinguish these parts supports the explicit description of environment assumptions as emphasized in [36]. In this section, we will briefly
motivate the need for such distinction.
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According to Jackson and with parallels to grammatical moods, we express
indicative and optative properties [64]. The indicative properties are those that
are given by the environment, while the optative are the properties that we
want to achieve by the introduction of a reactive system.
In the temperature sensor example in Figure 1.2, the model describes both
indicative and optative properties in a distinguishable manner: all modeling
parts in the left-hand column describe the assumed behavior of the environment, and the parts in the right-hand column describe a possible behavior of
the controller. If the column to the right was removed, the model would be
strictly indicative. When both columns are present, the model exhibits the
optative behavior resulting from the interaction between the controller and its
environment. A possibly more intuitive explanation of this is that it is necessary
to distinguish between what is given by the environment and what we need to
develop. This helps us realize which parts of the world are within our potential
of design. In the temperature sensor example the sun is implicitly represented
by the continued effect it has on the room temperature. For obvious reasons,
the sun cannot be redesigned. The temperature controller must be designed to
work within our assumed constraints of the behavior of the sun. In this case we
have assumed that the effect of the sun (and all other environmental influences)
will result in a room temperature within a given interval. If necessary, we could
have developed a less abstract model of the environment by for example including an explicit description of the way the room temperature is affected by
closed doors, the outdoor temperature, etc.
In some cases it is also important to be able to distinguish between the
requirements for a reactive system and the specifications of it. The specification
can be seen as a high-level description of a specific approach to developing the
reactive system, while the requirements are those that all possible approaches
to the development must comply with.

1.5

Research Objective and Method

The research objective of this dissertation has been to investigate how classical
Requirements Engineering for reactive (embedded) systems may be augmented
by the introduction of formal models of behavior. The focus has been put on
methods that can be applied without enforcing a specific software development
process. The containment of the research topic is based on the selection of
a specific system class, a specific task within the Requirements Engineering
discipline, and a specific modeling language: reactive systems, requirements
modeling, and CPN respectively as illustrated in Figure 1.6.
The goal has been to develop methods that integrate well with existing techniques such as the use of UML Sequence Diagrams and Use Cases. Both are
widely used in practical industrial projects — in contrast to formal models. The
aim has therefore been put on exploiting these techniques as a gateway to integrating formal models in the existing approaches to Requirements Engineering
with focus on the special challenges posed by the field of reactive systems.
The work presented in this dissertation is based on the hypothesis that

1.6. Outline and Reading Guide
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CPN is a suitable modeling language for the specific purpose of modeling requirements for and specifications of reactive systems — and that some generic
guidelines can be given to ease the task of developing the actual models. The
guidelines are aimed at helping the requirements modeler develop CPN models
that are well-structured wrt. some criteria. In this dissertation, these criteria
are related to the introduction provided in Section 1.4 about distinguishing
environment from system and/or requirements from specification.
In [65], Cheng and Atlee identify a collection of research strategies, within
which most research in the field of Requirements Engineering can be located:
paradigm shift, leverage other disciplines, leverage new technology, evolutionary,
domain-specific, generalization, engineering, and evaluation. This dissertation
represents work relating to at least two of these strategies: evolutionary because the work to a great extend is based on the introduction of strategies
for the application of existing modeling technology in the hope of contributing
in terms of new approaches to well-known problems. Domain-specific because
the research on the application of the modeling language to a specific problem
domain is narrowed by the class of systems and the purpose of modeling.

1.6

Outline and Reading Guide

This dissertation is structured in two parts: Part I gives an overview of the
contributions of a selection of the publications I have been involved in during
the PhD studies, while Part II contains the actual publications in their original
form (with minor typographical modifications).
The publications introduced in Part I all fall within the topic of requirements modeling for reactive systems with CPN. The purpose of this part is to
give a hopefully coherent overview of the publications while introducing rel-
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evant background material and related work. Part I introduces a total of 7
publications. To make it possible to distinguish these publications from regular
references, they are referenced with a D prefix (e.g. [D2]).
Part I is structured as follows: after the introduction in this chapter, Chapter 2
presents three publications [D1,D2,D3], all concerned with requirements modeling based on Use Cases. Some background is given on both Use Case modeling
and other UML techniques. Chapter 3 presents a single publication [D4] about
the representation of a reference model for requirements (modeling) using CPN.
Chapter 4 introduces three publications [D5,D6,D7] that are all concerned with
the integration of Problem Diagrams and CPN modeling for requirements models. Some background is given on Problem Diagrams and the ideas behind the
Problem Frames approach in general. Each of the chapters introducing publications will be concluded with a discussion on how the contributions relate to the
challenges from Section 1.3 and an introduction to related work. In Chapter 5,
I will provide a brief introduction of the publications I have coauthored, but
which are not part of the dissertation.
In some of the publications found in Part II, British spelling is used. Throughout Part I, I will use American spelling except from where quoting directly from
British text. For historical reasons, I will refer to Coloured Petri Nets rather
than Colored Petri Nets. In what remains of this dissertation, I will defer
from using the term I and instead use we to refer to collaborating authors and
myself.

Chapter 2
Formal Requirements Modeling Based on
Use Cases and Scenarios

2.1

Introduction

Use Cases have gained wide popularity in the world of semi-formal requirements
modeling and are now part of the UML standard [66]. Use Cases describe
situations that a software system under development is expected to cope with.
This is done by functionally decomposing the required behavior of the system.
Traditionally, Use Cases have been applied to capture requirements about the
behavior of computer systems during interaction with human actors — i.e. cases
of usage. In 1987, Jacobson provided the following definition:
“ A use case is a special sequence of transactions, performed by a
user and a system in a dialogue. A transaction is performed by either the user or the system and is a response initiated by a stimulus.
When no more stimuli can be generated, all the transactions will finally ebb away. The use case is ended and a new use case can be
initiated. ” [67]
Based on the introduction to the class of reactive systems in Chapter 1, it
should be clear that this definition does not make Use Cases seem appropriate
for the elicitation of requirements for reactive systems. Firstly, because a reactive system cannot be expected to have a human user but rather a collection of
physical entities with which it interacts. Secondly, the transactions of a reactive
system will typically not ebb away over time but rather continue and cause an
ongoing interaction between the system and its environment.
Luckily, the field of application of Use Cases has since been broadened, and
it is now common to also see external physical entities and other systems as
candidates for actors in Use Cases [22, 68–70]. A more modern interpretation
of Use Cases is coined by Insfrán et al.:
“ A Use Case is an interaction between the system and an external
actor. [...] An actor is a specific role played by a system user, and
it represents a category of users that demonstrate similar behavior
when using the system. By users we mean both human beings and
17
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Figure 2.1: A Use Case diagram for the elevator controller
other external systems or devices communicating with the system.
” [71]
With this broadened definition, the Use Case approach becomes applicable
to reactive systems as well.
Figure 2.1 shows an example of a Use Case diagram for a reactive system —
i.e. a graphical representation of a collection of Use Cases. The example is taken
from the requirements specification of an elevator controller, which will be used
in the following introduction to the work in [D1]. The example is also used
in [C8]. The actors are the physical entities such as sensors and actuators that
allow the elevator controller to monitor and affect its environment. In this case,
the Use Cases are found in the interface between the controller and the physical
entities. Further into the environment, human actors such as passengers and
service operators are found. These actuators are only indirectly interacting
with the elevator controller through the physical entities that form a connection
domain [13]. The Use Cases (UC1..6 ) represent the lower-level services that
the elevator controller must provide in order to provide its overall service of
safely moving passengers between floors. In this sense, these Use Cases serve as
the products of decomposing the requirements for the elevator controller. We
can also see a hierarchical structure in the relationship between the Use Cases.
This is helpful both for abstracting away details at certain levels and for making
lower-level Use Cases reusable — e.g. the requirements about the functionality
for closing the door needs not be specified more than once. We will return to
the example later in this section.
In [72], Cockburn identifies four dimensions suitable for categorizing (definitions of) Use Cases. The dimensions and possible values (in italics) are:
Purpose: a Use Case either describes user stories or requirements.
User stories [73] are known from Extreme Programming (XP) [74] and
in Agile software development in general [75]. They typically represent
only a single scenario in an informal and unstructured manner. When
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Use Cases are used for expressing requirements, they consist of scenarios
expressing sequences of behavior performed by both the external actors
and the system itself. A scenario can then be seen as a requirement about
the behavior of the system subject to a specified behavior of the environment. The IEEE standard for Software Requirements Specification [76]
advocates a use of scenarios for requirements.
Contents: the contents of a Use Case are either consistent, allowed to be
(self-)contradicting, or formal.
In the case of formal contents, consistency is assumed. Informal Use Cases
are typically written in natural languages (e.g. English). Methods such
as structured natural language (similar to controlled natural language,
e.g. [77]) may be applied in an attempt to avoid contradiction between
different Use Cases or within an individual Use Case [78, 79].
Plurality: each Use Case contains a single or multiple scenario descriptions.
If a Use Case contains more than one scenario description, these scenarios
will typically be related somehow - at least by the set of involved actors.
Most often, the scenarios for a given Use Case describe a main scenario
and a collection of related variations thereof. Roughly speaking, the benefit of structuring scenarios with Use Cases is lost if Use Cases are simply
singular scenarios.
Structure: the relationship between a Use Cases can be unstructured or
structured either semi-formally or formally.
Knowledge - possibly formalized - about the relationship between Use
Cases for a specific system is useful in order to asses the coverage of the
requirements — i.e. the degree to which the collection of scenarios captured in the Use Cases succeeds in describing the required behavior of the
system. An example of formally structured Use Cases guiding scenario
space coverage are found in Use Case Maps [80, 81].
In the remainder of this chapter, we will describe our own work on applying
formal models of behavior to the specification of Use Cases. With respect to
the four dimensions of Cockburn described above, we will assume the following
values to hold for the Use Cases we consider:
• Purpose = requirements
• Contents = consistent
• Plurality = multiple
• Structure = semi-formal
The introduction of formality affects two of these values: (1) the contents become formal — i.e. the scenarios are described in terms of formal models of
behavior and (2) the Use Cases become formally structured by the structure
imposed by the formal models. In the following sections, we will describe how
this can be achieved by means of Coloured Petri Net models.
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UML 2.0 High-Level Sequence Diagrams for Describing
Scenarios

A very widely used diagram style for describing scenarios in a semi-formal manner are (high-level) Sequence Diagrams (SDs). High-level SDs were introduced
with UML 2.0 [66] as an extension of the low-level SDs that had been a part
of the 1.x UML specifications (e.g. [82]). Low-level SDs are very similar to
the Message Sequence Charts of the Specification and Description Language
(SDL) [83]. Such SDs are used for describing objects/actors that communicate
through the exchange of messages. High-level SDs extend this by a collection
of syntactical constructs: ref — for hierarchical inclusion of another SD, opt
and alt — for predicate parts that are only executed if a boolean predicate is
satisfied, par — for parts that are executed in parallel, and loop — for programming language-style iterations of parts. The high-level constructs make
it possible to fold multiple scenarios into a single SD. This was not possible
with low-level SDs, where each SD would represent a single specific scenario
instance of a Use Case. With the typical complexity of real-life systems, this is
impractical since it requires the generation of a large collection of unstructured
scenario descriptions.
The next two sections will present the contribution of three papers, all
dealing with specification and execution of scenarios for Use Cases by means of
Coloured Petri Nets. The papers represent three different proposals to how this
can be done. In the first two publications [D1, D2], traditional Use Cases are
proposed as a starting point for requirements modeling. The third publication
[D3] proposes a technique for combining informal requirements with formalized
specifications that drive domain-specific graphical animations in an interactive
manner. This technique shares similarities with but is not based on traditional
Use Cases.

2.2. Controller-and-Environment-Partitioned Use Case Modeling
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Controller-and-Environment-Partitioned Use Case
Modeling [D1]

In this section, we describe the contribution of the [D1] paper found in Chapter 7.
The paper presents an approach to requirements modeling based on high-level
SDs. The starting point is a Use Case diagram structuring a collection of Use
Cases each with scenarios described by means of high-level SDs, which are translated into a coherent CPN model. The techniques presented in [D1] are aimed
at use in the later stages of the Requirements Engineering process. At those
stages, the proper collection of requirements in terms of scenarios is assumed
to have been elicited, validated, and analyzed. Typically, the next steps move
toward settling on a specification for the reactive system under development.
The main contribution of [D1] is a method based on SDs and CPN for documenting environment assumptions and experimenting with Use Case execution
in combination with those environment assumptions. Two aspects characterize
this method: (1) The method is based on an explicit distinction between the
environment and the controller (the reactive system). We say that the resulting
model is controller-and-environment-partitioned. This property emerges from
the way we translate SDs into a coherent CPN model. (2) The resulting model
makes it possible to experiment with concurrent use cases — i.e. multiple simultaneously existing instances of one or more Use Cases.
In the remainder of this section, we will describe how these two aspects
have been addressed. In Section 2.2.1 we describe the translation approach
resulting in controller-and-environment-partitioned models and in Section 2.2.3
we introduce the aspect of concurrent Use Cases.
The description is based on the elevator controller (EC) example mentioned
briefly in Section 2.1. The purpose of the EC is to handle the movement of two
elevator cars in order to service the requests of passengers in a safe an efficient
manner. To provide its service, the EC interacts with a collection of actors in
its physical environment. These actors are both human passenger and physical
entities such as the door sensors, buttons, the motors moving the elevator cars,
etc. An example of a Use Case diagram for the EC has already been shown in
Figure 2.1. We will now have a look at how the main scenario of UC2 from this
Use Case diagram can be represented semi-formally using an SD. An example
of this is seen in Figure 2.2. In fact, this SD describes a number of possible
scenarios because of the use of high-level operators such as the first opt operator
— its inner contents are only relevant if the destination floor (Fd ) of a request
is different from the floor where the elevator is currently at rest (Fo ). In the
same way, the contents of the second (inner) opt operator are only relevant if
the car doors are not already closed.
Informally, the SD describes the following behavior:
1. The passenger in the current floor (Fo ) is notified about the direction of
the car (specified in the SD by the message light(c,d) from EC to Direction
Indicator — c identifies the car and d is the direction).
2. The car door is closed, if it is open (specified by the opt operator and the
ref interaction fragment to UC4).
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Figure 2.2: The main scenario for UC2
3. The car is moved in direction to floor Fd (specified by the message “start(c,d)”
from EC to Car Motor — again, c is the car and d is the direction).
4. The passengers inside the car are notified about each floor passed (specified by the loop operator and the ref interaction fragments to UC11).
5. The car is stopped, when destination floor Fd is reached (specified by the
last ref interaction fragment that references UC10).

2.2.1

Controller-and-Environment-Partitioned Modeling

As mentioned above, the approach being presented in [D1] is aimed at maintained a strict separation between the representation of the environment and
the controller in the model. This is important, at this stage, for at least three
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reasons:
First of all, it is important to understand the environment in which the
controller is going to operate [64, 84, 85]. A good way of exploring and understanding the environment is by describing it. The environment of a reactive
system can itself be considered a reactive system and the behavior of each one
of these two reactive systems can best be described by describing the interaction
that takes place. Among others, this stance is argued for by Jackson [86].
Secondly, when time comes to actually implementing what has been specified
in a model, it is necessary to be able to distinguish the parts of the model that
actually relate to the specification of the controller from those parts used for
describing the environment. This may seem trivial, but the fact is, that it may
be difficult or impossible to perform this distinction if special effort has not
been put into the modeling process.
Thirdly, different constraints apply to the modeling of the two partitions.
The description of the environment should be seen as a description of our knowledge about the behavior of the environment. This serves as documentation of
the assumptions that are made about the environment with respect to its behavioral properties. It should be relatively straight forward to accept that this kind
of description is based on what can be observed about the environment. The
description of the controller is, on the other hand, more free from constraints.
Provided that the interface between the environment and the controller is respected (and documented), the internals of the controller can freely be specified.
This distinction is important since it reflects the distinction between not only
environment and controller but also between what can be described and what
can be specified: basically, if we require that the environment operate in a specific manner, this should be seen as requirements to the controller interacting
with the environment rather than requirements to the environment itself.
We present a manual but systematic approach to deriving a coherent hierarchical CPN model from the collection of SDs representing the scenarios of
the Use Cases. The top level module of this model is generic — i.e. it defines
a generic structure, which will be common to all Use Case collections. This
module is shown in Figure 2.3.
The model resulting from the translation of the collection of SDs for the elevator controller is structurally partitioned into three partitions: (1) a partition
that contains all CPN modeling elements (places and transitions) that relate to
the controller, (2) another partition that contains all CPN modeling elements
(places and transitions) that relate to the environment, and (3) a third partition that contains all places that form the interface between the environment
and the controller. The first two are disjunct while the elements of the third
exist in all three partitions. All these three partitions are represented in the
Top module: the elements related to the controller are found inside the module
referred to by the Controller substitution transition, the elements related to
the environment are found inside the Environment module, and the filled black
places are representations of the shared phenomena [87] that form the interface
between the controller and the environment. A shared phenomenon is a state
or an event that is observable by both domains while being controlled by only
one domain. In contrast, a private phenomenon is only observable within the
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Figure 2.3: The top CPN module
controlling domain (not to be confused with the controller domain). The controlling domain is the domain that is able to affect a shared phenomenon - i.e.
to cause changes to a shared state or to generate a shared event. An observing domain is able to react on — but not affect — an observed phenomenon.
No external domains are able to observe and thereby react on phenomena that
are private to other domains. The shared phenomena perspective helps in the
task of identifying the interfaces through which the domains are interacting.
This allows us to enforce a strict partitioning of the representations of each of
the domains in the CPN model, in order to make it useful for Requirements
Engineering.
In our case study, an example of a shared phenomenon is the event of a
passenger pushing a request button. It occurs in the environment and is observable by the controller. If the controller records all pending requests in an
internal data structure, this would be a private phenomenon of the controller. In
CPN models, places cannot only be used for holding information about states,
but also for exchanging information about the occurrence of events. Thus,
a place can be seen as a communication channel between two modules. In
the model, we enforce a distinction, firstly, between shared events and shared
states and, secondly, between phenomena controlled by either the controller or
the environment, which results in the four black places found in Figure 2.3.
The place Ctlr.-Controlled Shared States holds tokens with values representing
shared states that are controlled by the elevator controller. Examples of these
states are the states of the signals (interpreted as electric voltages) used to control the car motor, the direction indicator lights, and the door motor. The place
Ctlr.-Controlled Shared Events holds tokens that represent the information indicating that particular events caused by the controller occurred. An example
of such an event is the start of the door timer. The place Env.-Controlled Shared
States holds tokens that represent shared states controlled by the environment.
Examples of such states are the readings from door sensors, and the state of
the car door timer. The place Env.- Controlled Shared Events holds tokens
that represent the information indicating that particular events caused by the

2.2. Controller-and-Environment-Partitioned Use Case Modeling

Ctlr.-Controlled
Shared Events
Out
ControllerEvents_t

26
Ctlr.-Controlled
Shared States
I/O
ControllerStates_t

25

16
Env.-Controlled
Env.-Controlled
Shared States
Shared Events
I/O
In
EnvironmentStates_t EnvironmentEvents_t

UC1
Travel To Floor
(Controller)
UC1 Controller

Figure 2.4: The Controller module
Ctlr.-Controlled
Shared Events
In
ControllerEvents_t

26
Ctlr.-Controlled
Shared States
I/O
ControllerStates_t

16
Env.-Controlled
Shared States
I/O
EnvironmentStates_t

Env.-Controlled
Shared Events
Out
EnvironmentEvents_t

UC1
Travel to Floor
(Environment)
UC1 Environment
initialDoors()
Door States 2
Door_t
Car Door
Car Door
Car Motor
Car Motor
Door Timer
Door Timer
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environment occurred. Examples of such events are when a button is pushed,
a timer expires, and a car is sensed near a given floor by a location sensor.
Since the shared phenomena places only contain tokens that represent shared
phenomena, the structure defined in the Top module helps to ensure that the
CPN model possesses the environment-and-controller-partitioned property.
In Figure 2.4 and Figure 2.5, the contents of the Controller and Environment
modules are shown. These modules describe the details of the substitution
transitions with matching names found in the top module. In this case, only
UC1 has been specified. If more Use Cases were specified, they would be
represented by each their substitution transition at this level. One important
thing to notice is the existence of three additional substitution transitions in the
Environment module (Figure 2.5). These substitution transitions are instances
of modules that each describes the assumptions about the behavior of a physical
entity found in the environment of the elevator controller: the car door, the car
motor, and the door timer. These are the physical entities with which the
elevator controller must interact through control and monitoring in order to
provide its overall service of safely controlling the movement of the elevator cars
subject to the demands of the passengers. The upper substitution transition in
the module is an instance of the environment part of UC1. Since the behavior of
all non-human physical entities has been separated out into the three domains
just mentioned, this remaining module contains only the behavior performed by
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the human actors — i.e. the passengers. It should be noted that this separation
is performed manually and that this is intentional: we wish to force the modeler
to realize and document the separation between mechanical and human actors
at this stage of the modeling work.
In both Figure 2.4 and Figure 2.5, we recognize the black filled places also
seen in the top module. The places in these modules are linked to the matching
places in the top module, allowing the shared phenomena to be used as channels for interaction through event occurrences and state changes. In Figure 2.5,
we also see a single example of a private phenomenon: the states of the doors
(one per elevator car) represented by a place with matching name. This specific category of phenomena is private to the environment domain since it is
not directly observable by the controller domain. The phenomenon represents
the physical state of the doors — i.e. whether they are open, closing, being
closed, or being opened. The door states are, however, indirectly accessible to
the controller through sensor readings. This is a typical example of the kind
of structural information about the environment that we want to provide the
modeler with the ability of expressing.
Going one level deeper into the hierarchical CPN model, Figure 2.6 shows a
very simple example of how the behavioral details of one of the physical domains
found in the environment has been described — in this case the, door timer.
The purpose of the door timer is to provide the elevator controller with a signal
indicating that a preset time period has elapsed. One door timer exists per
elevator door in the system. The elevator controller initiates a door timer for
a given door by issuing a DoorTimerSetCommand. This is modeled through
sharing of phenomena: one class of shared phenomena is used for the commands
sent by the elevator controller to start a timer. These commands are represented
by tokens being placed in the Ctrl.-Controlled Shared Events place seen in the
top of Figure 2.6. A closer look at the arc consuming tokens from this place
reveals that the command are parameterized with the car parameter in order to
allow the CPN structure to be used for representing both of the timers existing
in the composite system. Each timer is in one of two possible states: either
it is stopped or it is running. From these states, a timer may either start
or expire respectively. In the case of a timer expiring, a token representing
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a DoorTimerExpiredEvent is produced to the Env.-Controlled Shared Events
place.
This module is a very simple example of the behavioral description of one
of the physical entities found in the environment. The modeler will manually
provide such a description for each physical entity excluding the human actors.
The behavioral descriptions of these domains are necessary in order to make
it possible for the modeler to perform validation through experimenting with
the model by executing scenarios. We believe that the modeling process helps
the modeler in gaining confidence with the existing environment into which the
reactive system will eventually be embedded. This understanding is necessary
in order to understand both the requirements to and the potential consequences
of the reactive system. The product of modeling the environment entities is also
relevant from another perspective: it may serve as material for an agreement
about the assumptions of the behavioral properties of the environment. In this
context, the formal modeling languages provides a much clearer description of
the assumptions than could typically be provided by means of natural language
descriptions in text documents. This is due to the formal definitions that lie
behind the CPN modeling language providing the possibility of describing models in an unambiguous manner. This is of course a property, which is shared
with other similar modeling languages. For the elevator controller, Use Cases
in their original form are strictly focused on scenarios related to the behavior
at the interface between the controller and its environment. We move deeper
into the environment by providing CPN modules describing the behavior of the
physical entities. These descriptions express properties that are not only found
in the controller/environment interface. We allow for the modeling of phenomena that are shared between the physical entities but invisible to the controller
(an example is the Door States phenomenon) and phenomena that are private
to specific physical entities. This allows us to model interaction and state-based
behavior in the environment.
As mentioned earlier, the Use Case is split up into the parts belonging to
the controller and those belonging to the environment. The latter is further
split up to separate non-human behavior from the modeling of the behavior
of the passengers. These separations were represented at the level illustrated
by the modules in Figure 2.4 and Figure 2.5. In these figures, the detailed
descriptions of the controller and environment parts of the UC1 main scenario
were represented by two substitution transitions (UC1 Travel to Floor (Controller) and UC1 Travel to Floor (Environment)). The substitution transitions
are instances of the two modules shown in Figure 2.7a and Figure 2.7b. The
modules reflect the flow found in the SD and the steps are grouped into substitution transitions. It should be noted that one such substitution transition
could range over more than one message in the SD. An example of this is
seen in the first substitution transition of Figure 2.7a. As the name indicates,
this transition represents the actions taken by the controller when a request is
recorded, resulting in a car being assigned and a notification being given to the
passenger. As seen, this substitution transition is connected to two of the black
places: Env.-Controlled Shared Events from where the requests from passengers
are received and Ctrl.-Controlled Shared States to which changes are made in
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order to notify the passenger when a car has been assigned — i.e. when the
request has been recorded and handled. Figure 2.8 shows the details for the
module referred to by this substitution transition.
This is the lower level of detail found in the model. It represents one specific
strategy for handling the incoming requests. As such, it should be seen as part
of a specification for a solution to the problem of designing the elevator controller. Within this module, it is possible for the modeler to experiment with
different high-level abstractions of designs for handling this specific task within
the controller. In this way, this part of the modeled is clearly implementation
biased [64, 88] although highly abstract — i.e. the module serves to describe
the behavioral properties of a specific design in a model-oriented manner. The
advantage of accepting such biasing in spite of the risk of settling on design
decisions at a too early stage is in our opinion the fact that the model immediately becomes executable. We consider this consequence a fair trade for the
advantages of executability, since it allows the modeler to work in parallel on
strengthening the descriptions of the physical entities found in the environment
as well as to narrow the design space in an experimental manner. Many approaches have been proposed to addressing the problems about implementation
bias in the context of requirements and specification modeling. Some of these
are discussed in [89].
In the specification of which a part is shown in Figure 2.8, we have chosen to
experiment with a design in which the elevator controller maintains a queue of
incoming request and serves these in the order in which they are recorded. This
queue of requests is maintained as a token value in the Requests to be Assigned
place. New entries are added to this list value by the Record transition whenever
requests in the form of HallButtonEvent tokens can be consumed from the
Env.-Controlled Shared Events place. The module also specifies simple logic for
discarding requests that are already matched by existing elements in the queue,
for assigning requests to specific elevator cars, and for picking requests to be
served next. Obviously, the task of handling incoming requests and choosing
elevator cars for assignments can be addressed in many different ways. An
example could be, that the elevator cars are required to be assigned based on
some prioritization scheme. We believe that such requirements are often not
discovered before late in the Requirements Engineering process. The approach
that we present here may help to force the modeler into experiments where the
existence of such requirements decisions become clear as a consequence of the
executability — i.e. by the fact that the modeler needs to choose one or the
other strategy for the elevator controller and therefore becomes aware of the
decision itself.
Leaving this detailed description, Figure 2.7b shows how the behavior of
the passengers has been modeled as part of the translation of the SD describing
the main scenario of UC1. Again, the model represents the flow found in the
SD. In UC1, the passenger are initially at a given floor from which he requests
an elevator car to pick him up. When the elevator arrives, the passenger enters
and selects a destination floor. When the elevator arrives to the destination
floor, the passenger leaves the car. This scenario indeed describes assumed
behavior - e.g. a passenger could easily push the request button but then leave
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the spot without ever entering the elevator car. The elevator controller is —
and should — not be able to detect or predict such situations deriving from the
spontaneous and free behavior exhibited by human actors.

2.2.2

SD Translation Semantics

When specifying how to perform a translation, we indirectly impose a specific
semantics on the interpretation of the semi-formally expressed SDs. When
developing the collection of SDs, the requirements engineer may not be aware of
the existence of a specific semantical interpretation of the behavior expressed by
the SDs. He will, however, base the development of the SDs on his own private
interpretation of the meaning of the scenarios being specified. This is both the
advantage of using SDs and a dangerous pitfall. The informality makes it easy
for newcomers to get started expressing scenarios. But since the interpretation
of the scenarios is subjective because of the lack of a clear understanding of
the exact meaning of the SDs, potential misunderstandings are lurking in the
background. In the approach we suggest, any potential mismatch between the
mental model of the semantics possessed by the requirements engineer and the
formally expressed semantics enforced by the translation should be discovered
during the execution of the scenarios. We (and many others) believe that this
is a powerful way of validating the scenarios [35, 90]. A side effect of this
validation through experimenting is that the requirements engineer will start
understanding the formal semantics caused by the translation, and will probably
subconsciously base future development of SDs on this gained understanding.
Obviously, the SDs could also have been given formal semantics by directly
defining a set of formal semantical rules for interpretation and execution of
SDs. Examples of doing so are found in [91] and [92]. Our main reason for not
moving in this direction is that we want to exploit the existing tool support for
CPN models. A common disadvantage of transformational approaches as the
one we propose is the potential loss of consistency between the SDs and the
resulting model if the latter is modified after the transformation. This problem
exists in our case since the transformation is only specified in one direction
— i.e. from the SDs to the CPN model. Possible solutions to this problem
include specifying the reverse transformation, assuring that the CPN model is
not modified, or accepting the resulting one-directional flow of refinement of
the requirements model.

2.2.3

Concurrent Execution of Use Cases

By concurrent execution of Use Cases, we mean situations where a specific Use
Case is instantiated in multiple concurrently existing instances. It should be
noted, that such situations differ from the parallelity allowed to be expressed by
means of the PAR operator of SDs. This operator allows the modeler to express
parallel threads of behavior within a scenario — i.e. in principle a folding of
multiple scenarios into a single SD. Concurrent execution of one Use Case is
different, because the dependence between the individual instances of the Use
Case is not explicitly specified.
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Within elevator controller case study, many examples of concurrent execution of Use Cases are encountered. One trivial, but important, example is UC1,
which is a top-level Use Case describing scenarios where a passenger requests an
elevator car and travels to a given floor. This Use Case will exist in more than
one concurrent instance whenever more than one passenger engage in traveling
with an elevator controlled by the elevator controller at the same time — and
it should be easy to be convinced that this is indeed a typically occurring situation for elevator systems. Therefore, we consider it highly relevant for the
modeler to be able to execute and thereby experiment with all the possible
scenarios that may emerge from the concurrent execution of even simple Use
Cases. For example, it is important to ensure that the concurrent existence
of multiple instances of the same Use Case could not result in deadlock situations. There will naturally occur situations where the progress of one Use Case
instance depends on the state of another instance of the same Use Case. As
an example, since there are only two elevator cars but potentially many more
passengers, sometimes the handling of a request for an elevator to a given floor
will be delayed because both elevator cars are being used by other passengers.
The nature of the CPN modeling language and the style with which the
CPN models are structured based on the SD make it very straight forward to
simulate multiple concurrent instances of Use Cases. We will return to UC1
for a look at how multiple passengers are modeled. The number of passengers
being modeled is determined by a simple integer parameter. A number of tokens
matching this parameter value is located in the Passengers Ready to Request
Elevator place seen in Figure 2.7b. Each token has an individual ID, meaning
that the individual passengers are distinguishable. Each token is also equipped
with an integer value that identifies the floor at which the passenger i question
is currently located. This value is changed as the passenger moves between
floors. As the passenger tokens travel through the flow described by the initial
Use Case description, they will exist as individual threads of execution of the
same Use Case structure in the CPN model until reaching the destination floor
represented by the lower place. The fact that the passengers are distinguishable
makes it possible to experiment with situations such as all passengers starting
at the same floor, all passengers requesting to go the same floor, two passengers
at each floor, etc. This naturally leads to an immense number of possible
combinations of behavior — but this is a property of the problem domain and
not a defect in the model and as such it should be given thorough attention by
the modeler.
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32

Chapter 2.

Env.-Controlled
Shared Events
In
EnvironmentEvents_t
HallButtonEvent
{floor=f,
direction=d}
[requestExists((f,d),rs) orelse
assignedRequestExists(f,ars)]

Discard
Request

Requests_t
rs

Requests
To Be
Assigned

HallButtonEvent
{floor=f,
direction=d}

[]

rs
Record [not (requestExists((f,d),rs)) andalso
1
Request not (assignedRequestExists(f,ars))]
(f,d)::rs

ars

26
Ctrl.-Controlled
Shared States
I/O
ControllerStates_t

HallButtonLightSignal
{floor=f1,
selected=b1,
arrived=b2}
HallButtonLightSignal
{floor=f1,
selected=true,
arrived=false}

(f,d)::rs
rs
[f=f1]
ars

Assign
Request
(c,f,d)::ars
ars

[]

Assigned
Requests
ars

1

1`[]

AssignedRequests_t
(c,f,d)::ars

Pick
Request
(c,f,d)
Assigned
Request
Out

AssignedRequest_t

Figure 2.8: The Record - Assign - Notify module

2.3. Some Terms

2.3

33

Some Terms

In Software and Requirements Engineering, the terms requirements and specifications are used with many different meanings [64, 93]. The combination
(requirements specification) is also very common (e.g. [18, 19]). In this section,
we will provide an informal definition of the two terms. By restricting the terms,
the descriptions of the following contributions should hopefully become slightly
clearer. We will start by a brief discussion about the meaning and importance of
environment assumptions (or domain properties) — i.e. properties that hold for
the domains of the environment in which a system is embedded. Such domains
are also often called context domains. Environment assumptions are relevant
to our understanding of both requirements and specifications described next.
The definitions of the three terms are derived from those presented in [64].

2.3.1

Environment Assumptions

A reactive system fulfills its purpose in close interaction with its immediate
physical environment (or application domain). We have seen examples of this
for the elevator controller that operates in an environment formed by passengers, elevator cars, lamps, motors, sensors, etc. Some of these entities are
directly connected with the elevator controller through shared phenomena. For
example, the controller can directly turn on a lamp or read the state of a sensor.
Others are only accessible to the controller through indirect connections where
no phenomena are shared. For example, the elevator cannot directly move the
physical position of an elevator car — but it can affect it by turning on a motor,
which will cause the elevator car to move. We can consider the physical entities
of the environment as coupled through chains of causality.
In theory, the environment of any reactive system is the entire world. In
practice, this makes little sense and we need to somehow decide on a boundary
for the small part of the entire world that we chose to consider of the greatest
relevance for the reactive system under development [94]. Wieringa describes
the task of identifying the boundary in the following way:
“ Ultimately, everything in the world is connected to everything
else, so the desired effects of the system may be felt anywhere. To
determine the boundaries of the subject domain, we must determine
the boundary of the part of the world where the desired effects are
deemed to be relevant. This is a judgment that is guided by the
interests of the customer, applicable national or international laws,
stakeholders, and the engineering knowledge of the system designer.
” [94]
The environment is seen in Figure 2.9. It is surrounded by a circle. This
illustrates the boundary of what we consider the relevant environment for a
specific reactive system. The environment itself surrounds the reactive system
(the machine 1 ). The white areas represent collections of private phenomena —
i.e. private to either the environment or the machine. The circle that surrounds
1

Jackson uses the term machine to refer to a standard computer with specialized software
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Figure 2.9: The categories of phenomena related to machine, specification, and
requirements. Adopted directly from [64].
the machine represents the interface formed by phenomena shared between the
environment and the machine.
In order to be able to understand and describe the requirements for the
reactive system, it is necessary to understand and describe the environment
assumptions — i.e. our understanding of relevant properties of the environment.
Environment assumptions are also often referred to as (application) domain
properties. During the process of documenting the environment assumptions, we
explicitly describe both the structure of the environment and the assumptions
that we have about the behavior of the physical entities. In the context of this
dissertation, the documentation takes the form of CPN models. We describe the
structure in order to explicitly express our assumptions about which physical
entities are directly connected. This kind of information is necessary in order to
be able to make assumptions about the behavior of the environment as a whole
— i.e. the composite behavior emerging from the interaction of a collection of
physical entities. When developing models of environment assumptions, the
structuring serves the same purpose as modularization does in programming —
it allows the modeler to focus on small fragments of the environment one at a
time. For example, the assumed behavior of the car door motor in the elevator
controller example can be described in isolation. This is only possible, if the
interfaces of the physical entity have been clearly identified.
The key to understanding the environment is investigation. We investigate
by consulting domain experts, by searching documentation, by using common
sense, etc. The result of our, hopefully increasing, understanding of the environment must be documented. The process of documenting our understanding
of mechanisms in the environment may itself help increasing the understanding [95]. At the same time, the outcome of the process may be both useful
and necessary for agreeing on a common understanding of the environment
assumptions among a group of stakeholders.
The importance of understanding the environment is clearly stated by Bjørner:
“ Before software can be designed one must understand its requirements. Before requirements can be expressed one must understand
the application domain. ” [96]
The first task is what is commonly known as Requirements Engineering.
This task is preceded by what is more narrowly known as Domain Engineering
— i.e. understanding the environment and documenting this understanding in
terms of models [96].
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Requirements and Specification

When we want to describe the requirements for a reactive system, we look at
how we expect the reactive system to affect the environment. Based on our
understanding of the structure of the environment, we know that the effect
of the reactive system is not only seen in the boundary between the reactive
system and its environment but can also be traced deeper into the environment
as a consequence of causal chains of behavior between the physical entities in
the environment. For example, if we want to describe a requirement about the
movement of the elevator car, we cannot express this requirement directly in
terms of what the elevator controller should do. The reason for this is that the
elevator controller is only able to do something at its interface. In this case, all
it can do is to monitor sensors and turn the motor on and off. If the motor is
broken, the elevator controller will have no way of controlling the elevator car.
So, our requirement may be based on the assumption that the motor always
works flawlessly. Or it may be based on some assumptions about the probability
of a motor breakdown. Either way, the requirement relies on our descriptions
of environment assumptions.
“ Requirements are about the phenomena of the application domain,
not about the machine. ” [64]
This point of view is also accepted in the IEEE standard 830-1998:
“ [...] the requirements should be stated from a purely external viewpoint. When using models to illustrate the requirements, remember
that the model only indicates the external behavior, and does not
specify a design. ” [76]
A specification, on the other hand, should be described solely in terms
of phenomena that are shared between the environment and the reactive system. This collection of phenomena is denoted as the specification interface
in Figure 2.9. A specification for a reactive system describes the behavior of
a specific machine that we expect to be able to satisfy the requirements. It
should be noted that such behavior can typically be achieved with many different designs of the machine meaning that the specification of a machine does not
describe its inner architecture or other design aspects. The requirements may
include non-functional requirements constraining the space of situations under
which the reactive system is required to operate as specified by the functional
requirements — i.e. those concerning the behavior of the environment and the
system in interaction. A specification that includes references to the private
phenomena of the machine is implementation biased (an example of this was
seen in Section 2.2.1). The specification for a specific reactive system describes
the behavior of this system seen in the specification interface without proposing the design of a machine that exhibits such behavior. Jackson describes the
relationship between requirements and specification in the following way:
“ Requirements are located in the environment, which is distinguished from the machine to be built. A requirement is a condition
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over phenomena of the environment. A specification is a restricted
form of requirement, providing enough information for the implementer to build the machine (by programming it) without further
environment knowledge. ” [97]

This emphasizes the role that the specification plays in typical development
process: it is used as part of an agreement between the developers and other
stakeholders describing the functional details of what is required to be built.
This is done in a way so that the developer need not gain detailed knowledge
about the properties of the environment.
To finish the track from the real-world environment into the machine, it
should be noted that a program is in theory much similar to a specification.
The difference is that a program refers to both the shared phenomena of the
specification interface and the private phenomena of the machine. In the elevator controller, the latter could be loop counters, variables that represent sensor
readings, etc.
We summarize this section by a quick look at the high-level formal aspects
of the relationship between specification, requirements, and environment assumptions. Specification (S), requirements (R), and environment assumptions
(E) are logically related in the following way:

E, S ` R

If E and S hold then R will hold. That is, if both our environment assumptions and the specification are true, then the requirement will be satisfied. We
consider a specification to be true if it is satisfied by the behavior the reactive
system — i.e. S holds if the reactive system behaves as specified. The cases
when S does not hold are the cases when the software/hardware of the reactive system does not comply with the specification. Many attempts have been
made to overcome this gap between specification and machine — e.g. program
refinement [98, 99], code generation [100], etc. All such attempts are aimed at
generating provably correct implementations based on formal specifications. If
such transformation approaches are proved to be correct wrt. some properties,
then the resulting programs will also be - we sometimes talk about correctness
by construction. The relation between E, S, and R holds at all levels — i.e. from
a single requirement addressed by a fragment of the specification and a partial
description of the environment assumptions to the collection of all requirements,
the full specification and all our collected environment assumptions. For example, if R describes a requirement about how an elevator car should be moved, S
describes the temporal relationship between sensor readings and motor control
signals, and E describes the behavior of the motor based on the control signals,
the movement of the elevator car and how this will affect the state of the sensors
then R will be satisfied if the combination of S and E results in the elevator
car being moved as required.
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Parameterized Requirements-and-SpecificationPartitioned Use Case Modeling [D2]

In this section, we present anopther contribution to the work on combining Use
Cases, scenarios and CPN modeling in the Requirements Engineering process.
This work is described in [D2]. The contribution consists in two additions to
our previous work within this area:
1. A method for modeling both requirements and specifications in the same
executable model while maintaining explicit distinguishability between
the two. Both requirements and specifications are expressed in terms
of high-level SDs describing Use Case scenarios. We will describe this
method in Section 2.4.1.
2. The definition of a generic CPN model structure for executing SDs. This
makes it possible to employ multiple concurrently executing SD engines
within a single CPN model. The executing SDs communicate through
shared phenomena. We will describe this part of the contribution in
Section 2.4.3.

2.4.1

Requirements and Specification Scenarios

In [D2], we consider a case study concerning the Requirements Engineering for
a self-service gas pump. The gas pump allows customers to tank gas paid for
by credit card. As a starting point, we propose the development of a Use Case
diagram and an entity diagram (much similar to a context diagram). The entity
diagram helps us identify and structure the physical entities of the immediate
environment of the gas pump controller. This diagram is shown in Figure 2.10.
The boxes represent physical entities, some of which are human actors or
the gas pump controller itself. These boxes are connected by lines representing
sharing of phenomena. The lines are annotated with phenomena names. The
arrows under the phenomena names identify the controlling domain of a given
phenomenon — e.g. the card phenomenon is controlled by the customer, and it
represents the event of inserting the card into the card reader of the gas pump.
It should be noted, that the entity diagram does not show the connections
between the physical entities that do indeed exist. The group of physical entities
is considered a domain itself at this level and any shared phenomena among
the group members (sub domains) are therefore private to the domain and not
shown here for simplicity. These connections are, however, of great importance
and will be explicitly represented in the CPN model.
We do not show the Use Case diagram here, but instead move directly to
the description of scenarios. As in the previously described contribution [D1],
we want to allow the modeler to apply high-level SDs for scenario description.
In this case, however, we want to apply SDs in a way so that scenarios representing the requirements can be clearly distinguished from those representing
the specification. We propose to do this by simply splitting the SDs and the
development of them vertically based on the interfaces identified in the entity

38

Chapter 2.

cardNumber
cardStatus

pullCard
validateCard
validatePIN
transferMoney

quantity

reset

physical
entities
card

card
reader
fuel
measurer

open
close

PINcode

interface A

gas pump
controller

nozzleInPlace

tank-level
sensor
nozzle
detector
keyboard

interface B

fuel valve
level

pickNozzle
triggerNozzle
returnNozzle

customer
key
showPrice
showPrice&Qtty

show

display
print
activate
deactivate

receipt
printer
lock

getReceipt
lock
unlock

operator

Figure 2.10: Entity diagram for the gas pump controller
diagram. We do not need to actually develop a composite SD before splitting it. Rather, requirements and specification scenarios should be expressed
separately as a collection of pair-wise matching SDs. In most cases, it will
probably make sense to start out with developing the requirements scenarios.
The specification of our system will be the combination of all our specification
scenarios. Therefore, for the specification to be complete, the specification scenarios must obviously cover all possible situations in which the reactive system
must operate.
Referring to Figure 2.10, it is seen that two interfaces are identified in the
entity diagram: Interface A and Interface B. If we compare these interfaces and
the phenomena to those of Figure 2.9, Interface A corresponds directly to the
interface between machine and environment — i.e. the specification interface.
All phenomena annotated in the lines between the physical entities (in the
dashed box) in Figure 2.10 and the gas pump controller are those that are shared
between the controller and the environment. As described in Section 2.3.2,
the specification should be expressed in terms of the phenomena found in this
interface.
Interface B consists of shared phenomena found in the environment and
is identified here in order to allow the modeler to distinguish between human
actors and physical entities in the entity diagram and in the resulting CPN
model. The human actors may exhibit spontaneous behavior while the remaining physical entities are expected to behave in a causal manner. In this way, our
concept of a domain representing a physical domain almost, but not completely,
matches that of a causal domain in the Problem Frames approach [87]:
“ A causal domain is one whose properties include predictable causal
relationships among its causal phenomena. For example, the me-
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chanical and electrical equipment of a lift are a causal domain: if
the lift motor is switched on it will start turning; if the lift car is
at floor 2 in the concrete shaft, it must arrive at floor 3 before it
can arrive at floor 4; if the motor starts turning, the lift car will
rise. The causal relationships allow you to calculate the effect of the
machine behaviour at an interface with the domain. ” [87]
The reason why our concept of physical entity domains differs slightly from
this description is that we allow the modeling of unpredictability due to natural
situations such as the failure of a mechanical device, internal concurrency, etc.
This is not at all a new realization though [101]. Such situations can result in
domains appearing nondeterministic seen at the interface in situations where
some relevant internal state is not observable from the outside. So, instead
of requiring the physical entity domains to be predictable, we require their
description to explicitly represent any unpredictability if it exists. Luckily, these
kinds of properties fit well with the modeling nature of the CPN language.
As described in Section 2.3.2, the requirements should be expressed in terms
of the phenomena found in the environment. This group of phenomena matches
the union of phenomena in Interface A and Interface B. This is true as long
as we ensure that the proper collection of phenomena from within the physical
entities domain are shared with the surrounding parts of the environment — i.e.
the client and the operator. In principle, the human actors could also directly
share some phenomena with the gas pump controller. Here, we have chosen to
describe all interaction between the human actors and the gas pump controller
through connection domains. This allows us to express properties such as the
failure of a keyboard, unexpected behavior of the car reader, etc.
Figure 2.11 illustrates one requirements scenario for a specific Use Case
(UC1 ). Further details about the Use Cases can be found in Section 8.3. The
scenario describes a basic situation in which a customer buys gas by first initiating payment by inserting a credit card and entering a pin code. The payment
part is handled entirely by another Use Case (UC2 ), which is practical since it
is referred to in many other scenarios. Next, the customer will pick the nozzle
for a specific type of gas and expect the fluids to flow while the accumulating
price is shown in a display. The Use Case is terminated when the customer returns the nozzle to its slot on the gas pump. So far, we have not described any
details of how the gas pump should accomplish its responsibilities of controlling the flow of gas, writing to the display, validating the credit card payment,
etc. We have only referred to phenomena that are present in the environment
and have therefore ensured not to mingle the requirements scenario with any
specification details — provided that the interfaces found in the entity diagram
were properly chosen.
Next, we will look at an example of a specification scenario for the same
Use Case (UC1 ). Figure 2.12 shows an SD for a specification scenario. This
specification scenario describes one possible way that the controller may control
the physical entities in order to satisfy the requirements scenario in Figure 2.11.
The nature of this scenario is somehow orthogonal to the requirements scenario:
in this case, no messages are directly exchanged with the customer. The SD
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Figure 2.12: A specification scenario for UC1
simply describes a time-ordering of phenomena interaction with the physical
entities. Some messages in SD will of course be directly related to the behavior
of the customer — e.g. the message not nozzle in place(95) is seen when the
customer has removed the nozzle from its slot on the gas pump. The most
important feature about this specification scenario is that it only refers to the
phenomena found in the specification interface (Interface A). Like for the requirements scenario, this is the way that we ensure that this is indeed a clean
specification scenario wrt. the descriptions of Section 2.3.2.
We use SDs to describe specific orderings of phenomena activity. Jackson
and Zave define the distinction between requirements and specification in the
following way:
“ a requirement is a desired relationship among phenomena of the
environment of a system, to be brought about by the hardware/software machine that will be constructed and installed in the environment, while a specification describes machine behavior sufficient to
achieve the requirement ” [102]
In this context, we apply the SDs to express relationships between the phenomena — e.g. to describe that one event comes before another, that some event
may depend on the parameter of another, that some events may be repeated,
etc.
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The collection of Use Case scenarios should only be seen as a starting point
for generating specification scenarios. The coverage of the specification should
be measured as the degree to which scenarios exist for behavior that may be
observed in the specification interface. When developing the specification for a
reactive system such as the gas pump controller that interacts with more than
just a couple of physical entities in the environment, this resulting collection
of specification scenarios is potentially huge due to the naturally high number
of possible permutations of behavior. This is a result of the natural concurrent behavior exhibited by the physical entities and the human actors in the
environment. It should not be seen as a problem but rather as evidence of the
unavoidable complexity of specifying such systems. Luckily, the SD approach
provides a number of mechanisms that help manage the complexity: the description of parallel processes, referencing to other SDs, if-then-else branching,
etc. The latter is both trivial and important in this context, since a specification
scenario may include specification of behavior even for reactions to unexpected
behavior in the environment. The reaction may be an explicit handling of the
unexpected events. All of these mechanisms can be seen as means to folding
multiple low-level SDs into fewer high-level SDs.

2.4.2

SD interpretation semantics

We use a total-ordering semantics for interpreting the SDs. This means that we
interpret an SD as a representation of an ordering of all the messages contained
while allowing the use of the PAR construct for representation of possible interleaving of messages. This is necessary in order to model the causality of
apparently spontaneously appearing messages from the physical entities. An
example of such a message is the show price message seen in Figure 2.11. We
want to interpret the SDs so that this event phenomenon occurs as a consequence of the customer picking up the nozzle but without having to describe
any direct message exchange between the customer and the display (which is
controlled by the gas pump controller). The semantics is defined by the way
we interpret SDs in the CPN model as we shall see in Section Section 2.4.3.
This semantical understanding of what is represented in SDs is similar to what
is referred to as the linear semantics. In [103], Sibertin-Blanc et al. introduce
and define a range of different semantics — including the linear semantics. The
translation of SDs into CPN structure presented in [C8] and [D1] is based on
the same semantical principles.

2.4.3

CPN Model Representation

Like in the previous two contributions, we apply CPN modeling for describing
and experimenting with the scenarios provided by the scenarios. In this section,
we will give a brief overview of the approach while referring to Section 8.4 for
further details.
In the case of [D2], we propose a modeling approach, which is based on the
desired distinction between requirements and specification. Another feature of
the resulting model is that most of it is constructed from generic CPN structure
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that can be applied to the requirements modeling of many different reactive
systems without modification. In this approach, we only ask the modeler to
specify CPN model components for the physical entities. The SDs for the
scenarios are not translated into CPN structure but rather into a simple data
representation. In this way, the SDs can be interpreted by a generic hierarchy
of CPN modules. This approach somehow resembles that of virtual machines
(e.g. [104]). In our case, the very simple virtual machine is itself specified
by means of CPN and is able to execute programs that represent scenarios.
The programing language is the SD language and the byte code is our own
specialized representation suitable for the CPN model.

Model Structure
Figure 2.13 shows the topmost module of the CPN model. In this page, we
recognize three top domains from the entity diagram: the gas pump controller,
the physical entities, and the human actors. Each of these are represented by a
substitution transition. One thing to notice is that the substitution transitions
for the controller and the human actors refer to the same module: SD Interpreter. This is — as the name suggests — the generic module for interpreting
SDs. Each instance of the module is parameterized through three places: the
contents of Local objects specifies which entities are local to the domain in order to determine which messages will cross the interface, the Scenarios place
specifies the scenarios to be interpreted by the module, and the Private phenomena place holds any possible state phenomena that are not shared outside
the domain. We will return to a closer look at the internal workings of the module. In this case study, we do not utilize the potential for reference to private
phenomena for the specification scenarios since this would cause a conflict with
the restriction that the specification should only refer to the phenomena in the
specification interface. It may, however be used for the requirements scenarios.
Figure 2.13 also reveals that the three domains are connected through four
places. These represent state and event phenomenon that are shared between
domains and match Interface A and Interface B of the entity diagram in
Figure 8.2. Each representation of an interface is split up into two places —
i.e. A1 /A2 and B1 /B2. This approach allows us to distinguish between controlled and observed phenomena. The A1 place contains the phenomena that
are controlled by the gas pump controller and shared with the physical entities,
A2 contains the phenomena that are shared between the same two domains but
controlled by the physical entities, etc.
As mentioned earlier, there could potentially be a direct connection between
the human actors and the controller. If this was the case, the connection could
either be modeled by means of a connection domain within the Physical Entities
module or by an arc from the Human Actors substitution transition to the A1
and/or A2 places. The latter would require a slight moderation to the SD
Interpreter module.

2.4. Parameterized Reqs.-and-Spec.-Partitioned Use Case Modeling
["pump controller"]

["customer"]

Local
Objects 1

ObjectIDs

A1

B1

Phenomenon

Phenomenon
Physical
Entities

Controller
SD Interpreter
a2

State

Local
Objects 2

b1
ObjectIDs

Private
Phenomena 1

43

Human Actors
SD Interpreter

Physical Entities

A2

B2

Phenomenon

Phenomenon

Scenarios 1

Private
Phenomena 2

SD
UC1_controller

State

Scenarios 2

Figure 2.13: The topmost module of the CPN model

Modeling the Physical Entities
For each physical entity found in the bounded environment of the gas pump
controller — and therefore in the entity diagram — the modeler must provide
a CPN module describing its behavior. This is done much in the same way
as in [D1]. We could, in principle, have chosen to model the physical entities
by means of SDs and thereby utilize the generic SD interpreter module but we
have chosen not to do so. The reason for this is mostly intuitive and based on
the assumption that physical entities are more naturally described in pure CPN
rather than as scenarios in SD due to their typical state-machine like properties.
Such behavior could be modeled by means of loops in SD, but we believe that
this would force the SDs to be used in an unnatural manner like something
similar to a programing language.
Each physical entity is represented by a substitution transition referring to
the module describing its behavior. These substitution transitions are found in
the Physical Entities module shown in Figure 2.14. This module is referred to
in the top module (Figure 2.13) by the substitution transition of the same name.
The module contains places (gray and black) connected to the black interface
places of the top module. The gray color identifies observed phenomena while
the black identifies phenomena that are controlled by one of the physical entities.
The white places represent connections between the physical domain through
phenomena that are private to the physical entities domain. For example, the
fact that the Fuel Valve and the Fuel Measurer are connected through the Fuel
Valves place describes the physical property that the measuring of the fuel flow
depends on whether a given fuel valve is open or closed. This is a good example
of a property that is found in the environment and is not directly controlled
nor observed by the controller but still constrains the space of feasible designs
for the behavior of the controller.
The behavioral properties of the fuel measurer are specified in the Fuel Measurer module shown in Figure 2.15 and referred to by a substitution transition
in the Physical Entities module.

SD
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Generic CPN Structure for SD Execution
The top-level of the generic CPN module for interpreting scenarios in terms
of SDs is shown in Figure 2.16. The module is connected to the surroundings
through the phenomena places found in the right-hand side. These places are
linked to the phenomenon interface places of the top module.
The module is parameterized by a specific SD represented by a token found
in the Behavior place. This token can be seen as the program to be executed
by the virtual machine. An example of a possible token value representing a
requirements scenario for UC1 can be seen in Listing 2.1. This is the result
of manually translating the SD seen in Figure 2.11 into a textual representation, which is in fact a data value in the CPN ML inscription language. The
translation is performed in a systematic manner, which could relatively easily
be automated. In this case, we see different constructs for the representation
of primitive messages and a loop. Also, in the top, UC2 is referred to by simply appending it to the head of the list. The CPN structure in the left hand
side specifies how the list representation of an SD is traversed. Whenever a
message or a high-level (ALT, LOOP, or OPT ) element is encountered, it is
handled by the corresponding substitution transition seen in the center column
of Figure 2.16.
The Message module handles low-level messages in the SD — i.e. arcs from
the lifeline of one entity to that of another. A message represents the occurrence
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Figure 2.16: The SD Interpreter module.

of an event or the changing of a state value. Messages are handled depending
on whether they relate to locally or remotely controlled phenomena. If, for
instance, a message representing the generation of a locally controlled event
phenomenon is encountered in the SD, a token representation is produced to the
Locally Controlled Shared Phenomena place. If, on the other hand, a message
representing the occurrence of a remotely controlled event is encountered, the
SD interpreter will await the existence of a matching token appearing in the
Remotely Controlled Shared Phenomena place. Such a token will be produced
by one of the other domains. We use the notion of local and remote entities
to determine whether a message represents a locally or a remotely controlled
phenomenon. This information is given to the SD interpreter as part of the
parameterization described earlier.
As an example, the first message of the SD represented by Figure 2.11 is
generated by the customer actor and the receiving entity is the nozzle detector.
The details of the message specifies that it represents the occurrence of the
pick nozzle event with some parameters. When this message is encountered
by the SD interpreter, it will be handled inside the Message module, which
will cause a token to be produced in the Locally Controlled Shared Phenomena
place. The next message is sent from the display to the customer. In this
case, it regards a state change related to the display phenomenon. It also
has some parameters that represent the value of the new state. In this case,
the display is reset to the value 0. The message will cause the interpreter to
halt the execution of the scenario waiting for a matching state value to be
found in the Remotely Controlled Shared Phenomena place. For states, a token
representing the current state will always be present in the phenomena place
and the interpreter will wait for it to have the required value before proceeding.
Apart from simple message handling, the SD interpreter in Figure 2.16
contains modules that specify how ALT, LOOP, and OPT, constructs are interpreted. We will not show the details of these modules. An SD may contain
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Listing 2.1: The CPN ML representation of the sequence diagram found in
Figure 2.11
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

val UC1_customer =
UC2_customer ˆˆ
[
Message(("customer","nozzle detector"),
EventOccurrence("pick nozzle",95,EventParameter(0))),
Message(("display", "customer"),
StateChange("display", 0, AnyStateParameter)),
LOOP_HEAD(1,INT_(5),NoPredicate,"a","b"),
Label("a"),
Message(("customer", "nozzle detector"),
EventOccurrence("trigger nozzle", 95,EventParameter(0))),
Message(("display", "customer"),
StateChange("display",95,AnyStateParameter)),
LOOP_TAIL(),
Label("b"),
Message(("customer","nozzle detector"),
EventOccurrence("return nozzle",95,EventParameter(0)))
];

arbitrary levels of nested high-level constructs. This is one of the attractive
features about the syntax and is also supported by our translation and interpretation approach. Figure 2.11 shows a single example of a LOOP element
derived from the SD requirements scenario. The contents of the loop are required to be repeated between one and five times. The construct contains a
parameter that allows the use of a predicate as part of the loop entry evaluation. In this case, no predicate has been applied. Such a predicate could refer
to the values of observable state phenomena.
In the current state of the work, only these three constructs have been
added, but it would be a trivial task to extend the SD interpreter. It is important to realize, that the definition of the SD interpreter imposes a specific
semantics on the interpretation of the SDs as discussed in Section 2.4.2. This is
necessary since we want to be able to execute and have a clear understanding of
requirements and specifications by utilizing the formality of the CPN modeling
language.

2.5. Formal Requirements Modeling with Executable Use Cases
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2.5

Formal Requirements Modeling with Executable
Use Cases [D3]

In [D1] and [D2], we described how traditional Use Cases were used as starting
points for developing a formal requirements model in CPN. Validating the requirements and/or specifications as well as environment assumptions using such
a CPN model may, however, be difficult if not impossible to stakeholders that
are not familiar with the CPN modeling. A well-known approach to addressing
this problem is to add visual animations to the formal models of behavior [105].
In [D3], we describe Executable Use Cases (EUCs) - a method for integrating informal requirements with a formal specification driving interactive and
graphical animations.
An EUC [106] supports description and validation of requirements and specifications. In a single description, an EUC can represent desired behavior of the
environment (requirements), desired behavior of the computer-based (reactive)
system (specifications), and assumed behavior of external entities in the environment (often needed in adequacy arguments). An EUC can go further into
the environment than traditional Use Cases typically do and also describe potentially relevant behavior in the environment that does not happen at the
interface.
The name Executable Use Cases was chosen to facilitate a quick and rough
explanation of the main concepts and ideas behind our approach. The stakeholders in the projects in which the EUC approach has been applied have always
been familiar with traditional Use Cases, and the essence of an EUC is to make
an executable representation of what is often already described with a traditional, and well-known, Use Case. As can be seen from Figure 2.17, an EUC
consists of three tiers.
The tiers describe the same things, but use different languages: Tier 1 is
an informal description; Tier 2 is a formal and executable model; Tier 3 is a
graphical and interactive animation of Tier 2, which uses only concepts and
terminology that are familiar to and understandable for the future users of the
computer-based system.
The three tiers of an EUC should be created and executed in an iterative
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manner. The first version of Tier 1 is based on domain analysis, and the first
versions of tiers 2 and 3 are based on the tier immediately below.
Tier 1 represents typical artifacts of the Requirements Engineering activities,
and is created routinely in many projects, often consolidated in the form
of traditional Use Cases. Tier 1 should be the result of the collaboration among a broad selection of users, software developers, and possibly
other stakeholders, with the purpose of discovering and documenting the
requirements for a computer-based system.
Tier 2 is a composite formal representation of part of what was informally
described in Tier 1: the environment assumptions and a specification
aimed at satisfying the requirements. In our case, Tier 2 is a CPN model,
but EUCs are not limited to a specific modeling language. Any formal
modeling language is in principle suitable provided that it is executable,
tool-supported, and allows for integration with a graphical interactive
animation.
Tier 3 is a graphical interactive animation of the formal model at Tier 2. The
animation is linked to the formal model meaning that the state of the
animation is synchronized with that of the model. In Section 2.5.1, an
example is given of such an animation.

2.5.1

Tier 3 — a Graphical and Interactive Animation of Tier 2

Figure 2.18 shows an example of a graphical interactive animation at Tier 3.
Again, the example considers the development of the elevator controller that
is supposed to control two elevator cars in a building with 10 floors. The
animation contains all the physical entities that have been considered relevant to
the requirements and specification of the elevator controller from the perspective
of the passengers: buttons, elevator cars, passengers, floor indicators, etc.
In [D1] and [D2], we described mechanic entities such as motors were modeled in the CPN model. In the graphical animation shown here, the motor is
not present since the user is not going to be directly concerned with the workings of the motor. It may, however, be represented in CPN model at Tier 2. It
could also be found in the graphical animation if the purpose was to, for example, validate the environment assumptions with assistance from an elevator
technician. In this way, the graphical animation is aimed at validating some
specific aspects of the CPN model.
The graphical animation in Figure 2.18 is aimed at validating the specification of an elevator controller under development. This is done through
passenger-centric scenarios as in [D1], but in this case, the scenarios are not
explicitly represented in the CPN model but rather executed through interaction with a human user. In the following, the term “user” refers to a person
interacting with the graphical animation while the term “passenger” refers to
a simulated passenger depicted in the graphical animation. Scenarios are executed by allowing the user to interact with the formal model through the
graphical animation in a way that simulates how a passenger would interact
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with the whole system that includes the elevator controller. The user is able to
simulate button pushes in the animation by moving the mouse and clicking floor
and cage buttons. The user is also able to simulate movement of passengers —
i.e. entering and leaving elevator cars. These stimuli will then be provided to
the CPN model, which will react according to the specifications. The behavior
of the elevator controller will be visible to the user through the movement of the
elevator cages, updated floor indicators, etc. To the human user, the graphical
animation will look somehow like a simple computer game. The animation in
Figure 2.18 only shows a single passenger. It could potentially contain multiple passengers, allowing the user to experiment with scenarios such as the one
described in Section 2.2.3.
If the specification for the elevator controller is similar to that presented
in [D1], the following scenario of a passenger traveling from floor 7 to floor 2
could be experimented with: the passenger is initially found located at floor 7.
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The passenger wants to travel down. This is simulated by the user pushing the
down arrow at floor 7. In reaction to this, the button is lit (as seen at floor 9 in
Figure 2.18). The elevator car in one of the cages is then at some point moved
to floor 7, where the passenger is waiting. The doors are opened. In Figure 2.18,
the doors of the left-hand elevator are open while the doors of the right-hand
elevator are closed. The user now choses to simulate the passenger entering the
elevator car. At this point, the user could also have chosen for the passenger
not to enter the car. The animation is updated to show the passenger inside
the elevator car, as seen in the left-hand elevator in Figure 2.18. Now, the user
pushes the cage button number 2 found next to the elevator car. The button
will be lit in acknowledgment of the request and the elevator car will move to
floor 2 while updating the floor indicator (in the circle) along the way to inform
about the floors being passed. When the destination floor is reached, the doors
will be opened and the user will move the passenger out of the elevator car.
Again, the user could have chosen to do many other things in order to simulate
other scenarios: the passenger could push another floor button after having
pushed number 2, the passenger could stay in the elevator car even though the
destination floor was reached, another passenger could enter the elevator or
request an elevator from another floor before the first passenger had left the
elevator, etc.

2.5.2

Validation and Elicitation of Requirements

Validation is supported through execution. This is possible at Tier 2, but can
only be done properly by people who are able to read and understand the
formal model. In practice, this often means only software developers. However,
Tier 3 enables users to be actively engaged in validation by investigating the
consequences of the current description as realized at Tier 2.
Elicitation, in the same way as validation, can be supported through execution. When users interact with Tier 3, they often encounter questions, experience the EUC to behave in unexpected and maybe unsuited ways, or discover
that relevant aspects have not been covered yet. In each such case, it is possible
to revisit the formal model at Tier 2, or even the natural language descriptions
at Tier 1, in an attempt to find answers to the questions raised at Tier 3, and,
consequently, remodel at Tier 2, rewrite at Tier 1, or both, to produce an improved version of the EUC. In contrast to traditional Use Cases, EUCs talk
back to the users and support experiments and trial-and-error investigations.
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Contributions

We will now discuss how the challenges that were introduced in Section 1.3 have
been addressed by the three publications described in this chapter.
“Project stakeholders do not know what they want”: Both [D1], [D2],
and [D3] propose the physical environment of a reactive system to be modeled. This means that the model contains representations of entities in the
application domain that should already be well-known to most stakeholders. Executing scenarios that include the modeling of such entities should
help the stakeholders to get an impression of the consequences of different
requirements, and allows for experimentation with requirements and specifications. In this way, the validation task for the stakeholders becomes
answering questions such as “is this what you want?” rather than “what
do you want?”. It is typically easier to decline or comment on a specific
description than to provide one. The nature of requirements modeling
based on an executable formalisms as CPN facilitates the development of
models that may be used as early and abstract prototypes.
“Project stakeholders change their minds”: This challenge is actually
one of the basic motivations for applying formal requirements modeling
in the first place. We do not aim at preventing stakeholders from changing
their minds, but rather at allowing them to do so as early in the development process as possible. The motivation for this is simple: if stakeholders
change their minds after the development and implementation of the final
product, the consequences are much more costly than if they change their
minds during the requirements analysis [107]. This is a potential risk if the
implemented system is the first operational manifestation of the requirements shown to the stakeholders. Our means to motivating early mind
changing is to provide executable requirements models at an early stage
as is done in both [D1], [D2], and [D3]. The requirements models and the
specifications they include are expressed at a much more abstract level
than the resulting implementation. This means that the consequences of
requirements can be experimented with through execution of the requirements model without expressing all the details that are necessary in the
implementation. In addition to this, it is easier to modify a requirements
model to correspond to some changed requirements than to first modify
the requirements, then the design, and then the final implementation.
“Project stakeholders prescribe technology solutions”: It is difficult to
prevent stakeholders from thinking in terms of specific technologies. However, it is our hope that the explicit modeling of the environment assumptions helps keeping focus in the application domain, where the problem
to be solved exists rather than in the machine domain, where specific
technologies reign. In [D1], [D2], and [D3], we model both environment
assumptions and machine specification in a coherent model. This allows
a fluent transition from application domain analysis where no technology
decisions are possible to specification of a machine to solve the problem.
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The latter may, but does not necessarily, include settling on specific technologies. If focus is maintained at the behavior seen from the specification
interface as discussed in Section 2.3, the risk of premature focus on specific
technologies is lowered. In [D2], specification scenarios are explicitly distinguished from requirements scenarios. Since the requirements scenarios
do not refer to any of the inner workings of the machine, these cannot be
polluted by premature technology decisions.

“Project stakeholders don’t understand modeling artifacts”: This is
an obvious problem since not all (if any) stakeholders can be expected
to have prior knowledge about a relatively narrowly spread modeling language as CPN. In [D1] and [D2], we address this challenge by starting
out with UML SDs that we expect much more stakeholders to be familiar with. We believe that even non-technical stakeholders will often be
able to relate to the graphical contents of SDs — possibly after a brief
introduction to the high-level constructs. However, in [D1] and [D2] we
apply CPN for modeling the environment assumptions about the physical entities. This may cause some difficulties during the validation of
these assumptions. Graphical animation as proposed in [D3] directly addresses this issue by providing a translation of the descriptions in the
formal model in terms of domain-specific graphical artifacts that should
be familiar to the stakeholders.
“Developers don’t understand the problem domain”: Firstly, this challenge is to some degree addressed by the explicit modeling of the environment assumptions — provided that the developers participate in the
modeling tasks and thereby gain some understanding of the environment
in which the reactive system is going to operate. Secondly, the graphical animation of [D3] may assist in the understanding the behavior of
the physical entities. As other stakeholders, the developers cannot be
expected to be confident with CPN modeling. They may, however, be
assumed to have some advantages with respect to the learning curve if
they have some previous training in (formal) modeling techniques.
“Developers don’t understand the requirements”: Some of the source
to this challenge probably lies in not properly understanding the application domain. As described above, we address this underlying problem by
explicitly modeling the environment and by adding graphical animation.
Adding the possibility of distinguishing the requirements from other assets as proposed in [D2] should further add to the understandability of the
requirements. The challenge is, however, related to a profound gap between the non-technical stakeholders and the developers that is narrowed
but not necessarily closed by our approaches.

2.7

Related Work

In this section, other work related to the contributions of [D1, D2, D3] is presented. The presentation is separated in three parts: Section 2.7.1 discusses
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work on the translation of SDs into Petri Nets (not only CPN), Section 2.7.2
provides a brief overview of some related work on partitioned modeling, and
Section 2.7.3 introduces some work that is related to Executable Use Cases.

2.7.1

Translating Scenarios into Petri Nets

In this section, we discuss related work with focus put on approaches that
translate scenario-based descriptions into Petri nets (PNs). To our knowledge,
this translation has received less attention by researchers than the one into
statecharts; cf. that only one approach that uses PNs is considered in [108].
Campos and Merseguer discuss the integration of performance modeling
within software development process, based on the translation of almost all
UML behavioral models into Generalised Stochastic PNs (GSPNs) [109]. With
other colleagues, they explain how: (1) to derive an executable GSPN model
from a description of a system, expressed as a set of statecharts [110]; (2) to
transform UC diagram to model the usage of the system for each actor [111];
(3) to obtain a performance model representing a concrete execution of the
system from SDs and statecharts [112]; and (4) to transform from activity
diagrams into GSPNs [113].
Baresi and Pezzè describe how to assign formal semantics to UML by defining translation rules that automatically map UML specifications to high-level
PNs [114]. Bokhari and Poehlman propose a technique to translate UML state
diagrams to Object Coloured PNs (OCPN), which can be implemented using,
for example, CPN Tools. Amorim et al. present an approach to translating
LSCs to CPNs for analyzing and verifying embedded systems [115].
Shatz and his colleagues propose a translation framework to map UML
statecharts and collaboration diagrams into CPNs [116, 117]. Statechart diagrams are first converted to flat state machines. Next, these state machines are
translated into Object PNs, which are translatable into behaviorally equivalent
CPNs [118]. Collaboration diagrams are used to connect these OPN models and
to derive a single CPN for the system under consideration. The obtained CPNs
can then be analyzed by formal techniques or simulated to infer properties of
the system’s behavior.
Pettit and Gomaa describe how to integrate CPNs with object-oriented architecture designs captured by UML communication diagrams. Their method
can systematically translate a UML software architecture design into an underlying CPN model, using pre-defined CPN templates based on a set of object
behavioral roles [119].
An algorithm to transform Message Sequence Charts (MSCs) into a PN is
explained in [120]. The transformation algorithm is exemplified in a railway
control system. The resulting PN can then be simulated and analyzed using
already-known techniques and tools.
Sgroi et al. present how to design communication protocols based on MSCs
and PNs in [121]. A protocol is specified as a set of MSCs, each one modeling
a scenario, and their relations are captured by a PN. To support analysis and
derive an optimized implementation, PNs are used to formally represent the
traces of events of the MSCs.
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Eichner at al. introduce a formal semantics for the majority of the concepts
of UML 2.0 SDs by means of PNs as a formal model [122]. Their approach is
focused on capturing behavior, and simulating and visualizing it. An animation
environment is being developed, within the P-UMLaut project [123], to relate
objects of the simulated world and entities in the UML model. This permits the
objects to be animated, using the PN as the main driver. Their work is the one
with more similarities with ours (namely on the usage of UML 2.0 SDs), but
uses a different PN language (M-nets) and is oriented toward SDs that describe
the behavior of a set of objects. We propose to use the CPN language and the
SDs describe parts of the behavior of a UC.
The play-in/play-out approach [124] aims at specification of reactive systems
through an ingenious, intuitive way to automatic generation of executable, formal models from scenarios. It is based on the use of Live Sequence Charts
(LSCs) [125]. Our approach described in this dissertation is much more mundane, and specifically targeting the CPN modeling language, which is different
from LSCs. An example of some initial steps toward transforming LSCs into
CPN is found in [126]. In [127], Bontemps et al. describe approaches to combining the use of LSCs with that of state machines. They introduce three methods
for formally ensuring consistency between the different representations of behavior.

2.7.2

Partitioned Modeling

The work described in [128] shows how the CPN modeling language addresses,
in the terminology of Jackson’s Problem Frames [87], frame concerns, that is,
makes a kind of correctness argument that ties descriptions of the environment
and the controller together. The controller-and-environment-partitioned property is achieved more cleanly in the CPN model of [D1] than in the one in [128],
which additionally is not Use Case-based.
In [129], it is shown how to make correctness arguments in the context of
Problem Frames for an elevator controller by the use of various UML models,
which are also controller-and-environment-partitioned. There are several advantages of using UML, the standard modeling language of the software industry. However, UML is not a perfect or universal modeling language [130]. From
a technical perspective, UML can sometimes benefit from being supplemented
by other modeling languages - e.g. CPN as we have used in the considered case
studies.
We can compare the use of CPN described in [D1] with the use of UML for
the elevator controller, described in [129] and in [13], which employ state charts
to model the desired life cycle of one single elevator car. In comparison, our
CPN model explicitly describes multiple elevator cars. Thus, our CPN model
is a more accurate description of the real world that the elevator controller
controls, with the concurrent behaviors that the real world exhibits.
In [131], it is suggested to utilize Use Case diagrams and scenarios to obtain
one hierarchical CPN model of the behavior of an interactive system. The hierarchy of the resulting CPN model mimics the one of the Use Case diagram. The
usage of the colors in the nets preserves the independence of several scenarios
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after their integration in the CPN model. This permits modeling of concurrency between Use Case, scenarios and copies of the same scenario. However,
this approach only tackles the controller perspective, and does not explicitly
describe the environment as we do in [D1] and [D2].
The approach in [132] suggests Use Cases to be described by tables, to
ease the communication between the analyst and the domain expert. Later,
through some mapping rules, Petri nets are built from the tables to formalize the
requirements. The approach is used for producing object-oriented requirements
specifications, based on structural models and focuses on deriving intra-object
behavioral models. Again, the environment is not explicitly modeled.
A main motivation for our work is the need to supplement descriptions
of Use Cases. This is an observation done by other researchers many times
before, since Use Cases have their limitations. For example, the work on Use
Case maps [80, 81] aims at helping developers to work with the big picture
in addition to worrying about the details in the individual Use Cases. The
work in [133] has the same aim and the means is to combine Use Cases with
goal-oriented Requirements Engineering [134].

2.7.3

Executable Use Cases

The EUC approach was first published in [135] in 2003 and has since then
been refined in a number of papers. EUCs are, obviously, not a fundamentally
new idea. For at least 15-20 years, the basic idea that we use in EUCs, that
of augmenting traditional Use Cases or scenarios with notions of execution,
formality, and animation has been well-established in the software industry. A
usual prototype based on an informal sketch may be seen as an EUC with the
formal tier created in a programming language and the animation tier being
the graphical user interface of an application. A detailed comparison of EUCs
and traditional prototypes is reported in [136].
Execution and animation of requirements through formalization in various
graphical modelling languages have had and are having attention by the research community, but often the systems considered are small, like the simple
communication protocol in [105]. In comparison, EUCs based on the use of
CPNs, are scalable to large real-world systems. This is demonstrated by the
Pervasive Health Care System (PHCS) project described in [D3]. The PHCS
is an interactive system aimed at providing computer-based support for some
typical work tasks of nurses in a hospital department. This is done in a pervasive manner, meaning that the PHCS attempts to adapt to changes in its
environment and thereby become an integrated part of the work environment.
In [137], Harel and Marelly also adopt the term Executable Use Cases. Their
approach aims at specification of reactive systems through an intuitive way
to automatically generate executable and formal models from scenarios. In
comparison, our EUC approach focuses explicitly on and strongly emphasizes
the representation of the environment in which the system must function. EUCs
are a manual approach, but we see this characteristic as an important benefit,
because the interplay between the three tiers of an EUC not only supports, but
actually stimulates communication between users and software developers.
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Another example of formalization at an early stage is found in [138], where
the authors annotate Use Cases and thereby allow for automated translation
into low-level Petri nets. This is a typical alternative to our approach where
the informal nature of Tier 1 is explicitly preserved. Another difference is that
the resulting models do not explicitly distinguish the behavior of the system
from that of the environment. Consequently, it is difficult, if not impossible,
to identify the specifications without including the assumed behavior of the
environment.
While we strive to distinguish the representations of system and environment, Lauesen describes Task Descriptions [139], where one explicitly postpones
the decision about if a given action is performed by the computer or a human
actor. This gives advantages in some situations, like for example when the
computer-based system is partly constructed from off-the shelf components. In
our approach, such components are modeled as having assumed behavior and
are therefore considered as given parts of the environment, rather than parts of
the computer-based system being developed. It is relevant to investigate how to
perform the move from requirements expressed as Task Descriptions to EUCs
in a practical manner. Some preliminary work is presented in [140].

Chapter 3
Automated Structural Validation of
Coloured Petri Net Requirements
Models [D4]

3.1

Introduction

Chapter 2 presented some examples of how a model may contain an explicit
distinction between the reactive system and its environment. Section 2.2 introduced the controller-and-environment-partitioned property and Section 2.4
described how the environment domain could be further partitioned to distinguish human actors from other physical entities.
So far, the approaches have relied on the modeler manually complying with
some specific guidelines for the structuring of composite models. In this section,
we will introduce a formalization of some of these structuring guidelines as presented in [D4]. The formalization is based on the adoption of a specific reference
model presented by Gunter et al. [141] for (structuring) descriptions in the context of requirements modeling and Requirements Engineering in general. The
purpose of this formalization to be able to give a clear description of our structuring guidelines and to make a formal connection between the reference model
and the CPN modeling language. One benefit of the formalization is that it
makes it possible to automatically check CPN model for compliance with the
guidelines. We demonstrate this possibility through the implementation of a
prototype tool that allows a modeler to automatically check the structural validity of a model. The overall reason for wanting to introduce this formalized
distinction between system and environment is that such a distinction is important in many model-based applications. Two examples are model-based testing
and automated code generation.
In model-based testing [142,143], the model is used as a reference for evaluating an actual implementation of a system. This can be done in online testing
where the model is used as an oracle during the execution of the real implementation — i.e. the model and the implementation are fed the same stimuli
and their reactions are compared. The alternative is offline testing in which
test cases are generated and the model is used for evaluating the reactions of
the system during the execution of these test cases. The generation of the test
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cases may also be performed using the model. If the implementation reacts in
the same way as the model in a large collection of scenarios, this indicates that
the implementation is operating correctly — but it does not prove the absence
of errors [144]. No matter the approaches to model-based testing, it is important to have a clear identification of the interface between the system and the
environment in the model. For example, if model-based testing is based on the
black-box principle [145], then the interface in the model represents the boundaries of the black box — i.e. in order to be able to derive the expected reactions
of the system from the model it necessary to know where in the model to look
for these reactions. If the representation of system and environment is mingled
together and does not reflect the interface between the real implementation and
its environment, this becomes difficult or impossible.
Automated code-generation (e.g. [146–148]) is concerned with the somehow
automated generation of the implementation based on a model-based representation. In this context, it is obviously also very important to be able to
distinguish the parts of the model that represent the environment from those
representing the system: only the system is being developed, not the environment. It would not make sense to generate code for a composite model containing both a representation of the assumptions about the behavior of physical
entities in the environment and a specification of controller logic. The interface
in the model should reflect that imposed by the physical interface between the
resulting reactive system and its physical environment.
The work presented here and in [D4] is only concerned with non-hierarchical
CPN models. The results do, however, extend to hierarchical CPN models based
on substitution transitions, since all such models can be trivially converted into
non-hierarchical representations by simply replacing each substitution transition with the contents of the module of which it is an instance.
In this chapter, we fill provide an overview of the contribution. More details
on the formalization can be found in the publication itself in Chapter 10.

3.2

The Reference Model

In [141], Gunter et al. present their “reference model for requirements and
specification”. The model is based on a structuring view on domains and shared
phenomena similar to the ideas behind the Problem Frames approach. The
reference model can be seen as an abstract model while CPN models that we
develop for the description of requirements for a specific reactive system can
be seen as concrete instances of the reference model — if they comply with
its structure. The presentation of the reference model in [141] is accompanied
with a framework for proof obligations — i.e. proofs that must be provided in
order to assure that a given set of specifications comply with a given set of
requirements, etc. Here, we will focus solely on the structural properties of the
reference model.
The reference model is composed by two overlapping domains: the system
and the environment. In this context, the system domain corresponds to what
we have earlier denoted as the controller. The reason for this difference is sim-
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Figure 3.1: The five software artifacts
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Figure 3.2: The four categories of phenomena
ple: the reference model is not restricted to requirements modeling for reactive
systems but applicable to software systems in general. The two domains contain five software artifacts as depicted in Figure 3.1. The artifacts of this coarse
partitioning of the environment and the system can be described as follows:
W is the collection of all relevant domain knowledge (the world). This knowledge captures what is assumed about the behavior of the environment.
An assumed behavior could be that when a motor is started, this will
make something move.
R represents all requirements that describe the desired behavior of the system.
Desired behavior is described in terms of the system’s expected impact
on the environment.
S denotes the specifications of the system. The system is implemented based
on these specifications.
P is the program that implements the specifications.
M is the programming platform (the machine) on which the implemented program executes.
We want to be able to structure CPN requirements models by means of interfaces formed by shared phenomena. This is also the approach in the reference
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model, where four categories of shared phenomena are identified with reference
to the partitioning shown in Figure 3.1. These categories of phenomena are
shown in Figure 3.2: eh are the phenomena that are controlled by and private
to the environment, ev are the phenomena that are controlled by the environment and shared with the system, sv are the phenomena that are controlled
by the system and shared with the environment, and sh are those phenomena
that are controlled by and private to the system. It should be easy to recognize
the resemblance between these categories and those informally introduced in
Section 2.2.

3.3

The CPN representation of the Reference Model

After having identified the four categories of phenomena in the reference model,
we will now look at how these phenomena may be identified in a CPN requirements model. As an example, we will use a simple model of a vending machine controller. The model is shown in Figure 3.3. We will use this model
to introduce categories of interaction between the system and the environment
domains.
The leftmost row of white places and transitions reflect the assumptions
about the environment behavior — in this case in terms of a single repeated
scenario in which a customer purchases a product. The scenario is very simple:
first, a coin is inserted and then the product is delivered.
The rightmost group of white places and transitions represent a slightly
implementation-biased specification of a possible design for the system. The
system simply delivers the product when a coin is inserted unless the product
has become sold out. This is detected through internal access to monitoring
the current stock. The stock is represented as a private phenomenon in the
Stock place. In this case, an integer is used for keeping a simple count of the
number of products left in the machine. The initialStock function evaluates to
the initial number of products. Arcs lead to and from the Stock place allowing
the system to turn on the sold out lamp when necessary and decreasing the
stock counter whenever a product is delivered. The latter is an example of an
element in the set of system-controlled private phenomena — sh in the reference
model.
The four black places are used for representation of the two out of the four
categories of phenomena specified by the reference model — namely those that
are shared between the environment and the system. Each of the two categories are represented by two places: one for shared events and one for shared
states. This is necessary, because we want to model interaction through states
slightly differently from interaction through events. The identification of event
and state phenomena is a specialization of what is proposed in the reference
model. The Environment States and Environment Events places correspond
to the ev category while the System States and System Events correspond to
sv . The two hidden categories eh and sh are represented by the white elements
on the left and on the right respectively. As seen before, the model contains
an abstract representation of a specific solution to the design of a controller.
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Figure 3.3: A CPN model of a vending machine
This allows us to experiment with environment assumptions and specifications
through execution of scenarios.
In the case of the vending machine example, the interface between system
and environment is composed by a single state and two events: The SoldOut
state represents a lamp that is turned on if the machine has run out products,
the Product event represents the delivery of a product, and the CoinInserted
represents the event of the customer inserting a coin into a coin slot. Out of
these, the two first are controlled by the system and the last is controlled by the
environment. They represent the two types of interaction that we wish to allow
to be modeled: interaction through events and interaction through states. We
also want to restrict the way these two kinds of interaction is modeled in order to
be able to guarantee that exactly one domain controls any given phenomenon.
We also want to be able to explicitly distinguish shared phenomena from private
ones.

3.3.1

Communication through Shared States

Figure 3.4 generalizes the method for sharing a state phenomenon. In our adoption of the reference model, we require all communication through shared state
phenomena to be based on this structure. The phenomenon is controlled by
one domain (represented by the Writing Transition) and observed by another
(represented by the Reading Transition). Two inscriptions are used for modification of the state value e1 and e2. These are CPN ML expressions. If we
assume that the place represents only one state value, the place must hold exactly one token at all times - i.e. in all states (markings) of the model. In order
to satisfy this restriction, we must assure that e1 results in the production of
exactly one token and that e2 results in the consumption of exactly one token.
Also, the evaluation of the initialState() function must result in exactly one
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Figure 3.4: Communication through a shared state

token containing the initial state value.
We will often use a single place to hold multiple tokens representing multiple
shared phenomena. Also, multiple transitions may be connected. In such a
case, we require each writing transition to be connected to the Shared State
place through a pair of oppositely directed arcs. One arc should result in the
consumption of the same number of tokens produced by the other. Furthermore,
when the place is used for representing multiple state phenomena, these are
probably identified by some field in the data value of the token or through
distinguishable data types. In this case, the writing of new state values should
be performed in a conservatory manner, meaning that all states produced by the
initialState() function or its equivalent should be present before and after the
firing of any writing transition. Lastly, each state identity must be represented
by exactly one token — i.e. no two tokens are allowed to have the same identity.
In order to preserve the restriction that exactly one domain controls any
given domain, it must be assured that if multiple transitions act as writing
transitions for a given state, all these transitions must be located withing the
same (controlling) domain.
The state value is accessed by the Reading Transition through a double
arc. This is syntactical shorthand for two oppositely directed arcs with the
same inscription. Again, if the Shared State place only represents a single
state phenomenon, the e3 inscription should result in the consumption and
production of exactly one token. The fact that the inscription is the same in
both arcs (represented as the double arc) guarantees that the state value is not
modified but only read. This is important in order to satisfy the restriction
that an observing domain is in fact only observing and not modifying a shared
state phenomenon.
In the case of the vending machine example in Figure 10.3, we see a single
example of a shared state phenomenon: the SoldOut phenomenon. In this case,
the type of the value is a Boolean and SystemStates is defined as a union type
for state identification — although state identification is trivial in the specific
case where only one state is represented in the place. The initialState() function
evaluates to a single token with the value false meaning that the product is not
initially sold out. The model in Figure 10.3 also explicitly shows us that the
shared phenomena interface does not contain any state phenomena controlled
by the environment. This is seen from the fact that no arcs connect the environment elements in the left hand row with the Environment States place.
Also, no arcs lead from this place to the system domain.
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Figure 3.5: Communication through a shared event
Listing 3.1: Utilization of the union type for event identification and values
1
2
3
4

colset CoinInsertedEvent = with c5 | c10 | c20;
colset EnvironmentEvents =
union CoinInserted:CoinInsertedEvent;

3.3.2

Communication through Shared Events

The other kind of inter-domain communication that we allow in a model is based
on interaction through events. A generalization of this is found in Figure 3.5.
This kind of communication is significantly simpler. The Writing Transition
generates a token specified by the e4 expression to model the occurrence of an
event in the controlling domain. This is consumed by the Reading Transition in
the observing domain modeling the detection of the event occurrence. Again,
if the controlling domain controls more than one shared event phenomenon,
the Shared Event place could be used for multiple types of events with unique
identities. One approach to distinguishing the event types could be to declare
Event as a union type.
In the vending machine example in Figure 10.3, we see two examples of
communication through shared events: the environment controls the CoinInserted event representing the customer inserting a coin into the coin slot and
the system controls the Product event that represents the vending machine delivering the product. In these two examples of events, the events do not contain
an event value but are simple tokens identified by means of a union type. The
advantages of this approach shows when adding phenomenon values to the data
types. For example, the EnvironmentEvents data type could be extended in
order to allow for distinction between different coin values. With the union
type, this is done as shown in Listing 3.1. First, the CoinInserted data type
is declared as an enumerated type with three possible values: c5, c10, and c20
representing three coin values. Before the extension, this type was a simple unit
type — i.e. a type with no value. The declaration of the EnvironmentEvents
data type has not changed. It is a union type where CoinInserted is used for
identifying the only possible event. If the environment controlled more than
this event type, this would be represented by more possible types in the union
type.

3.3.3

Alternatives to the Representation of Shared Phenomena

The approach to modeling communication through shared phenomena interfaces that has been introduced here is only one out of many possible approaches.
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Basically, the interface between the two domains is composed by arcs. If a phenomenon is controlled by one domain then this is represented by a place in the
group of nodes belonging to that domain, and an outgoing arc (in the case of
a shared event) or a double arc (in the case of a shared state) may lead to a
transition in the group of nodes belonging to the observing node. Hence, if
imagining the boundary between the two domains, this could be seen as a line
traversed by arcs and the restrictions defined by the reference model applies as
a restriction on the connections of these arcs.
Here, we will give a quick overview of other possible approaches — some of
which are not immediately supported by the current definition and implementation of the CPN modeling language:
Transitions: One could choose to model shared events through a single transition that, when fired, represented the occurrence of a shared event. The
structural validation of a model wrt. the reference model would then need
to assure that the enabling of such a transition does only depend on the
marking of places within the controlling domain in order to maintain the
distinction between controlling and observing domain. It would, however,
be a bit more cumbersome to model sharing of states in this way. For
a state, the transition would represent the occurrence of a change to the
state value. In order to allow the observing domain continuous access to
monitoring the state value, it would be necessary to maintain a local copy
of the current state inside the observing domain.
Fusion places: A fusion place (or place fusion) is a set of places that are
linked together and always contain the same collection of tokens. If a
token is produced to one of the instances, this will be reflected in all other
instances and likewise for the removal of a token. It would be trivial to use
fusion places for holding the shared states and events. This would allow an
instance of the fusion place for a given shared phenomenon to exist in one
module containing the environment representation and another instance
to exist in another module representing the system. Then, communication
could take place through these two instances of the same fusion place
with no behavioral differences compared to the approach presented in
Section 3.3.1 and Section 3.3.2.
Fusion transitions: Fusion transitions [149, 150] are similar to fusion places
but work on transitions by connecting a set of transitions together in a
fusion. All transitions in the set must be enabled and fire at the same
time. This could be used as an extension for the way of applying transitions for the representation of shared domain interfaces with the same
behavioral properties — and similar disadvantages. It would be necessary
to distinguish transition instances related to observation of a phenomenon
from those related to the control of the same phenomenon.
Channels: As an alternative to fusion transitions, synchronous channels [151]
could be applied to allow communication between a writing transition in
the controlling domain and a reading transition in the observing domain.
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A synchronous channel allows the exchange of data or simple synchronization between two transitions even though these are not connected
through a place. The transitions must be enabled at the same time for
communication to take place. This could work well for the representation
of shared events, but the same problem as for interfacing through transitions and (fusion transitions) arise for the representation of shared states.
Another more practical problem lies in the fact that such channels are
not currently supported in CPN Tools.

3.4

A Tool for Automated Checking of Compliance
with the Reference Model

As mentioned earlier, one of the purposes of the formalization of the relationship
between the reference model and CPN models is to be able to develop a tool
that automatically validates the structure of a CPN requirements model wrt. the
restrictions imposed by the reference model. A prototype of such a validation
tool has been implemented and its user interface is shown in Figure 3.6. The
algorithm behind the tool is sketched in Figure 3.7.
Here, we will provide an informal introduction to how the validation tool
works and is used. First, the XML file representation of the model is loaded into
the tool by pushing the “Load” button. This XML file is the standard format
for saving models in CPN Tools. The idea is that the validation tool should
be applied at various points throughout the work on developing the model.
Whenever the modeler wishes to validate the model, it should be saved in CPN
Tools and after that it can be loaded into the validation tool. Still referring
to Figure 3.7, the tool will now parse the XML file by means of a (Python)
DOM parser and read all nodes (places, transitions, and arcs into three set
representations). Once loaded, the modeler will need to manually specify the
controlling domain for each node — i.e. system (S) or environment (E). This
is done by placing marks in the check boxes. Each row represents a node in the
model. It is also necessary to specify whether each node represents a hidden
(H) or a visible (V ) phenomenon. The latter is only necessary for places, since
only places are applied for the representation of shared phenomena — meaning
that all transitions are inherently hidden. This is the reason for the “X”-es seen
in the tool in the H column. Finally, the modeler will need to specify for each
place if it belongs to the group of places related to communication through
shared states (P ss), the group of places related to communication through
shared events (P se), or none of these groups.
When all the marks have been placed, the “Check” button can be pressed
in order to start the automatic validation of the model based on the manually
specified properties. A check will result in the output of possible error messages
in the text field in the bottom of the user interface. More details about the
possible error messages may be found in [D4]. Basically, an error message is
produced either because the model does not comply with the structural restrictions imposed by the reference model or because the manual specification of
the properties in the validation tool is erroneous. In either case, the modeler
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Figure 3.6: A screen shot of the prototype implementation
will need to solve the problem by analyzing the model and the properties and
hopefully gaining more understanding of the model. This will hopefully help
in obtaining an explicit representation and understanding of the separation between the environment and system domains in the model. Whenever the model
is modified or extended in CPN Tools, the modeler will need to add information
about the properties of potentially newly added nodes. The already specified
information about existing nodes is preserved and the modeler may use the
“Reload” button in order to update the loaded model and add information
about the new nodes.
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Step 1 Open XML file
Step 2 Initialize DOM parser
Step 3 Read and store all places
Step 4 Read and store all transitions
Step 5 Read and store all arcs
Step 6 Repeat until the model is changed
Step 6a Let user define subsets of nodes by toggling membership for
each node — e.g. a node either is or is not a member of the subset
of nodes that are controlled by the environment domain
Step 6b Check compliance with rules for subsets of nodes (e.g. no node
belongs to more than one domain etc.)
Step 6c Identify subsets of arcs based on the subsets of nodes (AInt
contains all arcs for internal communication and AExt contains all
arcs for communication through shared phenomena)
Step 6d Check compliance with the guidelines by assuring that
A0 \(AInt ∪ AExt ) = ∅ — i.e. to determine that the interface has
been clearly identified
Step 7 If the model is changed, restart from Step 1 while preserving already
registered memberships in the subsets of nodes.
Figure 3.7: The principle of the validation tool
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Contributions

The contribution of [D4] does not directly address any of the contributions
introduced in Section 1.3 but rather provide support for the contributions that
do. Here, we will briefly discuss how the explicit distinction between system
and environment in CPN models indirectly affects the challenges.
“Project stakeholders do not know what they want”: By distinguishing
between the environment (the application domain) and the system under
development in the requirements model, it is possible to separate this
challenge into two parts: knowing what is wanted (the system and its
consequences in the environment) and knowing what already exists (the
environment). Many development methodologies such as the Structured
Analysis (SA) [152], Jackson System Development (JSD) [153], and the
Problem Frames approach [87] put the initial focus on describing the environment of a system under development. In order to do so in a CPN
model, it is helpful if not necessary to be able to clearly know and see when
the environment is described and when the system is described. The contribution of [D4] supports this by imposing a structural distinction that
clearly separates the modeling parts representing the environment and
the system respectively.
“Project stakeholders change their minds”: As discussed in Section 2.2.3,
it is probably naı̈ve to think that we can somehow prevent stakeholders
from changing their minds. One of the things that we can do, however, is
to limit and isolate the consequences when it happens. [D4] contributes to
this by the explicit distinction between environment and system, which
makes it possible to distinguish stakeholders changing their minds about
requirements from stakeholders realizing new things about the environment or changing their assumptions about it. Having an isolated representation of part of the environment also makes it possible to settle on a
given description — i.e. agreeing that a specific understanding of the environment is going to be the foundation for developing the reactive system.
The distinction may also be helpful for determining whether a dispute
about the functionality of an implementation is caused by incomplete or
misunderstood environment assumptions.
“Project stakeholders prescribe technology solutions”: [D4] addresses
this challenge by allowing the modeler to be aware of when the modeling
artifacts belong to the solution domain. In the examples shown throughout this dissertation, the modeling of the solution domain is highly abstract and, as such, typically technology independent. However, the CPN
models are hierarchical and can describe behavior at arbitrary levels of
abstraction meaning that a modeler could easily describe a specific technology for the reactive system. The fact that the CPN models are executable at an early stage will hopefully assist in avoiding such undesired
technology-specific modeling because the modeler is able to experiment
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with scenarios and behavior without having to describe all the technical
details of a given system.
“Project stakeholders don’t understand modeling artifacts”: This challenge is only slightly addresses by [D4] through the enforcement of a
specific modeling structure that partitions the system and environment
domains. This means that the structure will be recognizable if the stakeholders encounter more CPN models that comply with the guidelines.
“Developers don’t understand the problem domain”: [D4] contributes
to addressing this challenge by the giving the advantage of being able to
identify the border between the system and its environment in the model.
This means that the developers will know where to look (and where not
to look) in the model for descriptions of the problem domain and the
assumptions about the environment.
“Developers don’t understand the requirements”: [D4] does not directly
address this challenge since it does not propose a specific technique for expressing requirements in CPN models. It does, however, assist by making
the border between the system and its environment explicit in the model.
This helps, in particular, if the developer accepts that the requirements
are found in the environment and in the environment alone as discussed
in Section 2.3.2.

3.6

Related Work

The work being presented in [D4] is closest related to other work where the
distinction between environment and system in models is explicitly handled
and where the interface between the two domains is identified. It is also more
generally related to work on modeling methodologies for reactive systems and
structural analysis of (Coloured) Petri Nets.
A new class of low-level Petri Nets — Reactive Nets — is introduced in [154].
This is done as a step toward another new class - Reactive Workflow Nets - that
is used for analysis of workflow systems with explicit distinction between environment and system. The authors argue that the standard semantics for Petri
Nets is not suitable for modeling a workflow system by a composite model.
Therefore, the standard semantics (called the token-game semantics) is supplemented by reactive semantics for the system. In the token-game semantics, a
transition may fire when it is enabled. In the reactive semantics, a transition
must fire when it is enabled. The authors suggest to use both semantics in
combination - the token-game semantics for the environment and the reactive
semantics for the system. This makes it important to be able to clearly distinguish the two domains in the model. These may and must terms are further
explained in [155]. It would be very interesting to try to transfer this idea to
the world of Coloured Petri Nets.
A comparison of three formalisms for modeling user-driven interfaces can
be found in [156]. The authors recognize the importance of identification of the
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environment and the system and provide an excellent discussion about why the
interface should be formed only by places (and not transitions) when a reactive
system is modeled.
A good example of a relevant case study where Coloured Petri Nets are
applied is found in [157]. In this paper, the authors describe the work with
modeling a complex conveyor belt system. The model represents both a controller and a controlled process as part of the environment in which the controller operates. The authors describe how the interface between environment
and system is identified. This is important in their work, because the goal is
to (semi-)automatically create controller software based on Petri Net specifications. The approach is different from the work presented in [D4], since the
interface is based on a collection of arcs rather than a collection of places.

Chapter 4
CPN as a Description Language for
Problem Diagrams

4.1

Introduction

The Problem Frames approach [64,87] is a relatively novel technique for identifying, describing, decomposing, and categorizing software development problems.
In this chapter, we give an overview of three contributions in which we have
tried to integrate the use of the CPN modeling language for describing requirements and domain behavior with Problem Diagrams for describing problem
structure. Problem Diagrams are a central notion within the Problem Frames
approach. We will start the chapter with a brief introduction to the Problem
Frames approach focusing on Problem Diagrams.

4.2

The Problem Frames Approach

In this section, we will introduce the main ideas of the Problem Frames approach
along with its terminology.
The task of developing a specific piece of software for a reactive (or any
other) system can be seen as a problem. The problem consists in developing a
machine that satisfies some requirements in a given environment (or context)
— i.e. a part of the real world. The machine is then the solution to the problem, but in the Problem Frames approach, emphasis is explicitly put on the
task of understanding the problem before searching for specific solutions. A
problem is understood by describing the environment and the requirements for
the behavior that the machine should bring about in terms of resulting interaction between the machine and the physical entities of the environment. In
the Problem Frames approach, Problem Diagrams are used for describing the
structural properties of specific software development problems.
Figure 4.1 shows a simple Problem Diagram that illustrates the syntactical
components. The problem in question is to develop a controller that will handle
the automated movement of a sluice gate for field irrigation. The gate should
be opened and closed periodically based on some irrigation scheme and at the
same time, it should be possible for a human operator to manually override
the automation and control the gate whenever needed. The gate is physically
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Figure 4.1: Problem Diagram for the sluice gate controller problem
connected through a gear system to an electric motor that must be controlled
in order to move the gate up and down. The controller is connected to the
motor by control wires allowing the power to be supplied and the polarity of
it to be switches in order to change the direction of rotation. The controller
is also connected to two sensors that are triggered when the gate is in the top
and the bottom position respectively. The example is a slight variation of a
well-known example [87,158–161]. In the remainder of this section, we will give
a brief introduction to the elements found in the Problem Diagram.

4.2.1

Domains

The Problem Diagram in Figure 4.1 describes our understanding of the environment in which the sluice gate controller will operate. In this case, the environment consists of two domains (Gate & Motor and Sluice Operator ) apart
from the machine itself (the Sluice Gate Controller ).
The domains are represented by rectangles and the machine is identified
by the two lines in the left-hand side of the rectangle. A Problem Diagram
always has at least one machine — in most cases exactly one. By identifying the
machine, we explicitly distinguish between the given and the designed domains.
The given domains are those found in the environment: we can describe their
properties but, typically, we cannot change their structure or behavior. The
machine, on the other hand, is a designed domain: we have the freedom to
choose between different designs for the software and sometimes the hardware
of the machine in order to build a suitable solution to the problem at hand.
In the traditional Problem Frames literature, the hardware of the machine
is a “general purpose computer” [28] that we customize by the addition of
specialized software aimed at solving a specific problem. For reactive systems,
the situation is typically different. The hardware is often a proprietary hardware
device that is co-designed with the software. This is a natural result of the fact
that many reactive systems are specialized devices that need to be optimized
with respect to size, performance, cost, etc.
The Gate & Motor domain contains the physical entities in the environment
that the controller must monitor and control. These include the physical gate,
the motor that must be controlled in order to lower or raise the gate, and sensors
for detecting the position of the gate. This is an example of a causal domain
[101] — i.e. we may describe the causal relationships between the phenomena
at the interface of the domain. These relationships reflect the behavior of the
domain and will possibly be affected by some private phenomena that are hidden
within the domain. In this case, the physical position of the gate is an example
of such a private phenomenon. It is only indirectly accessible from the outside
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through the sensors.
The Sluice Operator domain represents the human operator that will be
able to manually control the movement of the gate through a very simple manmachine interface consisting of a few buttons. This domain is an example
of a biddable domain [101]. In contrast to a strictly causal domain, the free
will of the human operator prevents this domain from having a completely
predictable behavior. A human actor may act spontaneously and fail to comply
with possible user manuals. The behavior may, however, be limited by the
properties of the physical world. A trivial example is, that the sluice gate
operator is only able to be in one physical location at a time. This, and many
other, physical properties limit the freedom of the domain. Describing the
limitations of the behavior of the human operator may also allow us to express
requirements that are only expected to be satisfied by the sluice gate controller
if the limitations hold - e.g. as long as the operator follows some directions for
operation. In this way, we are able to explicitly express the circumstances under
which the system is expected to operate as required. The limitations must, of
course, first be discovered and agreed upon among the relevant stakeholders.

4.2.2

Shared Phenomena Interfaces

The machine is connected to the two environment domains by two annotated
lines. These are interfaces formed by shared phenomena. The annotations (a
and c) refer to categories of phenomena. The contents of these categories are
specified on the right-hand side with a special syntax. For example, a consists of
two sets of shared phenomena (Direction, Control and Sensors). The two-letter
abbreviation prefix to each set identifies the controlling domain. In all, this
tells us that the Sluice Gate Controller may interact with the Gate & Motor
domain through the sharing of three phenomena. Out of these phenomena,
the Sluice Gate Controller controls the Direction and the Control phenomena.
These are signals used for setting the direction of the motor and toggling the
power to it respectively. The Gate & Motor domain, on the other hand, is
in control of the Sensors phenomenon. This phenomenon is a composite one
representing the current state of the two sensors as Boolean values. One of
these sensors is activated when the gate is in the top completely open and the
other is activated when it is completely closed. For each phenomenon found
in the Problem Diagram, there is always exactly one controlling domain while
there may be multiple observing domains.
What we have done just above is to give informal descriptions of the meaning of the phenomena found in the Problem Diagram. As informal as it is, this
is in fact an essential and important task. Our designation of meaning for the
phenomena establishes a relationship between the real-world phenomena and
their representations in the Problem Diagram [89, 97]. This process cannot be
formalized. In a more structured approach, one could develop a dictionary assigning informal meaning to each of the phenomena found in the formal domains
as described in [13].
In our use of Problem Diagrams for reactive systems, the shared phenomena
interfaces most often represent readings from sensors and control signals for
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actuators. These kinds of phenomena are called causal phenomena [87, 101].
The other basic phenomenon type is symbolic phenomena representing value,
truths, etc.
Apart from the shared phenomena encountered and depicted in the interfaces between the domains, each domain may also house a collection of private
phenomena. These phenomena are controlled internally and are not observable
from the outside. The sluice gate controller may, for example, have a private
phenomenon that represents the state of a timer used for controlling the periodical movement of the gate. This phenomenon is not visible to other domains
but the causal effects of it are through the periodicity in the movements.
Shared phenomena interfaces can also easily exist between the environment
domains. For example, we could have chosen to specify the sharing of a phenomenon between the Sluice Operator and the Gate & Motor domains representing the operator being able to visually observe the physical level of the
gate. In this case we have chosen not to do so. One reason for leaving out this
shared phenomenon interface could be a desire to explicitly express that the
operator is not able to see the physical gate from the operating room. If this
was the reason, one would probably equip the control room with some sort of
status lamps reflecting the state of the top and bottom sensors. This would
be another example of indirect access to an otherwise private phenomenon (the
physical level of the gate). Again, it would allow us to be explicit in our description of the failure situations — e.g. we need to consider what happens if a
sensor breaks and the operator blindly relies on the status lamps in the control
room.

4.2.3

The Requirement

The Problem Diagram in Figure 4.1 contains a representation of the requirements about the behavior of the physical entities (the domains) when the sluice
gate controller is embedded into the environment. The requirement is depicted
as the dashed ellipse in the right-hand side. It has reference to some of the
shared phenomena of the environment (b and c). The set b contains phenomena that represent the physical position and movement of the physical gate.
Again, it should be noted that these phenomena are not directly accessible nor
controllable to the controller, but they are causally related to the phenomena
found in the interface between the controller and the Gate & Motor domain:
when the controller changes the control signals to the motor, this will cause
the motor to start provided that it is properly functioning. This will move the
gate, affecting both the Movement and Position phenomena.
The fact that the requirement refers to phenomena that exist deeper into
the environment than the specification interface is another example of what was
discussed in Section 2.3.2. The Problem Diagram explicitly specifies that the
requirements about the behavior of the reactive system in question may only
be expressed in terms of these two categories of phenomena. The arrowhead
seen in the upper connection between the requirement and the Gate & Motor
domain specifies that the phenomena in this interface are constrained by the
requirement. The phenomena in the category of the lower interface between the
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requirement and the Sluice Operator are only referenced. This means that the
requirement may pose some limitations on the behavior observed through the
b phenomena with reference to, but only reference to, the c phenomena. The
reason for this difference is related to the fact that the Sluice Operator domain
is a biddable one: it does not make sense to specify some strict requirements
for the behavior of the human operator in the same way as it can make sense
to specify requirements about the expected movement of the physical gate. In
this case, the requirement will express how the gate is required to be moved
based on its position and the observed button activity caused by the human
operator.

4.2.4

Problem Decomposition

The concept of problem decomposition is central to the Problem Frames approach [87, 162]. The idea is that many problems can be decomposed into
simpler sub-problems. Returning to the example of the sluice gate controller,
it should be relatively easy to accept that this problem could be seen as (at
least) two sub-problems: one sub-problem is to periodically raise and lower the
gate and the other sub-problem is to allow the operator to manually control
the gate. When decomposing the problem into these two sub-problems, two
new Problem Diagrams can be specified. The problem diagrams for the two
sub-problems are seen in Figure 4.2 and Figure 4.3.
In the first sub-problem (Figure 4.2), we see that the environment has been
limited to what has been considered relevant in order to state this problem.
Since the problem of periodically opening and closing the gate does not require
any interaction with the human operator, the representing domain is not present
in the Problem Diagram. The requirement is different from that of the overall
problem. We also see, that the requirement is now only described in terms of a
constraint on the Position phenomenon.
The second sub-problem (Figure 4.3) looks similar to the overall problem,
but the requirement is different. In this sub-problem, the requirement is that
the operator must be able to manually control the movement of the gate.
The approach to problem decomposition is not hierarchical in nature but
is rather related to divide-and-conquer approaches known from other areas of
computing (e.g. parallel computing [163]). The task of decomposing problems
may be performed based on knowledge about a specific application domain,
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by application of more general heuristics, or by recognizing recurring problem
structures (Problem Frames) as we will briefly discuss in Section 4.2.5.
The decomposition of a problem diagram may affect all aspects of it:
The requirement of a sub-problem is in some way a fraction of that of the
overall problem typically concerning a specific class of requirement. For
the sluice gate controller, the requirements for the sub-problems were one
related to the period control and one related to the manual control. In this
way, the choices made for the decomposition of the overall requirement
affects the structure of the sub-problems — i.e. the Problem Diagrams
for the sub-problems contain only those domains and interfaces that are
relevant to the requirement. The requirements of the sub-problems can be
in conflict with one another. For example, if the operator forces the gate
to stay shut, it is not going to be possible for the controller to satisfy the
requirement about periodic opening of the gate. Such conflicts should be
identified and handled explicitly. This is not a deficiency of the problem
decomposition itself but just an example of how the approach helps the
modeler discover possible pitfalls through the requirements analysis. One
possible solution to the specific conflict could be to introduce a priority
scheme in which the requirement about periodic movement was given
lower priority than that about manual control.
Domains may be decomposed into sub-domains. The sub-domains represent
some subset of the behavior or the physical entities found within domains.
In the sluice gate controller example, one could imagine that some subproblem only related the behavior of the motor and that the behavior of
the sensors was irrelevant. In this case, a Problem Diagram for the subproblem could contain a domain that only represented the motor. This
domain would then be connected to the controller through an interface
that was also limited to reflect the removal of the sensors.
Shared phenomena interfaces may be decomposed into subsets of the original collection of phenomena. An example of this can be seen in b’ category of phenomena in Figure 4.2, which is a subset of the original b category of the overall problem in Figure 4.1. Decomposition of the shared
phenomena categories will typically take place as a consequence of the
decomposition of requirements, the machine, or domains.
The machine can be decomposed into functional fractions. For the sluice
gate controller, one may think of part of the machine as dedicated to
the periodic control and part of the machine as dedicated to monitoring
the buttons and thereby handling the manual control. In most realistic
problems, there is typically some overlap between the functionality of
the machines in the sub-problems. This may cause some concerns to be
addressed when the composite solution is designed.
When a problem has been approached by decomposition, the machine domain of the overall Problem Diagram is often decomposed as described above.
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This means that the decomposed problems that are being analyzed in the subproblems will constrain the design of what could be seen as sub-machines. When
times comes to actually designing and implementing the reactive system that
will operate as required in the Problem Diagrams (and accompanying descriptions), these sub-machines will need to be composed in order to form a single
composite machine that provides the behavior of all the sub-machines. This is a
complex task because all the sub-machines are often going to be implemented in
a single physical computer and may therefore need to share resources, interact,
and be coordinated.

4.2.5

Identifying Common Classes of Problems

One technique that may be highly helpful when decomposing problems is to
look for well-known sub-problems. The overall benefit of identifying a wellknown problem is that experience may provide a starting point for devising the
solution for such a problem. This is probably what many problem solvers in all
areas do intuitively. Problem Frames are used for making this search explicit
by providing a means for describing such recurring problems in terms of their
structural properties.
Much like Design Patterns [164] are used to identify the design of common solutions, Problem Frames can be used to identify the structure of common problems. Patterns can also be identified for well-known architectures
of software solutions [165]. A specific Problem Frame captures the structural
properties of a well-known software development problem by identifying the
combination of domain types (e.g. causal or biddable) in the environment, the
shared phenomena interfaces between these domains, and an abstraction of the
requirements. Some research effort has been put into closing the gap between
the world of design, architecture, and Problem Frames (e.g. [166,167]). A Problem Frame does not propose any specific solution in terms of a design for the
machine.
Cox et al. describe the relationship between Problem Diagrams and Problem
Frames in the following way:
“ A problem diagram is a representation of a unique requirement
in a unique environment, a problem frame is a representation of a
recurring requirement in a recurring environment. Problem Frames
are derived through decomposition of problem diagrams. ” [168]
In the remainder of this chapter, we will focus on the use of Problem Diagrams in combination with CPN.
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Figure 4.4: The Matrix II automated hospital bed from Portuguese IMO [169]

4.3

Expressing Behavioral Properties and Declarative Requirements for Problem Diagrams [D5]

In this section, we will introduce the work presented in [D5]. The contribution represents the initial steps toward a method for explicitly representing
the requirements for a reactive system as part of an integrated CPN model.
This is an alternative to the scenario-based approaches presented in Chapter 2.
We introduce a method for integrating real-time requirements into the CPN
model in a way that enables the modeler to check the satisfaction of the requirements while experimenting with domain descriptions and possible solution
specifications. The real-time requirements are described in a declarative manner, meaning that they do not affect the execution of the model of the controller
interacting with the environment. One potential benefit of this approach is that
such requirements could potentially be used for model-based testing of a real implementation based on trace file analysis or online monitoring. The integrated
CPN model adopts the domain separation found in Problem Diagrams by dividing the problem domain into: the machine (or the solution), the problem
environment (the context), and the requirements.

4.3.1

Hospital Bed Case Study

The work presented in [D5] is based on an industrial project concerning the development of a control system for electrically operated hospital beds. Figure 4.4
shows an example of a hospital bed that will be controlled by the new control
system. The beds are equipped with a collection of linear actuators (Linak
LA31C [170]) that make it possible to tilt the segments of the bed frame on
which the mattress rests. Each bed has up to three remote control units from
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which the patient, the doctor, or the nurse is able to control the bed by moving
the individual segments. Some of the remote controls do also give access to a
handful of preprogrammed combinatorial positions that can be reached pushing
a single button. These positions are suited for special medical situations: for
patients that need to have the legs lifted, for giving cardiac resuscitation in the
case of cardiac arrest, etc. Some of these preprogrammed positions are used
in emergency situations, and the control system must therefore always be able
to reliably control the bed. At the same time, the movement of the physical
bed segments is subject to strict safety requirements in order to avoid accidents
where limbs get trapped or a patient is put into an unintended position. The
movement of the bed is controlled by a distributed control system, which we
will now describe. We have considered the requirement analysis for a special
communication component within this control system.
Figure 4.5 shows a simplified overview of the control system. The system
consists of a collection of autonomous embedded nodes, connected by a communication bus. Each node is physically connected to a collection of actuators
(A1...3 ) and sensors (S1...2 ) that are controlled and monitored by local applications (App1...5 ). The control system is distributed, because an application
running in one node is able to monitor sensors and control actuators connected
to any node with the limitation that each actuator is controlled by exactly one
application.
Remote monitoring and control is made possible by a collection of shared
variables. A variable value can be used for (1) the current reading of a sensor
(e.g. an angle or a push button), (2) the current output for an actuator (e.g. the
displacement of a linear actuator), or (3) a link between two applications. Two
kinds of variable instances exist: originals and copies. A variable original exists
in the node where new values to the variable is written by a locally running
application. One example could be that App2 in N ode1 periodically reads a
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Figure 4.6: Problem Diagram for the communication component of the hospital
bed controller
current from the S1 sensor and writes the measurement to the V ar2 variable
original. In N ode2 , the application App3 relies on the readings of S1 for its task
of controlling the A2 actuator. For this reason, N ode2 houses a variable copy
instance of V ar2 that is kept updated to have the same value as the variable
original and thus providing the input from S1 to App3 . The task of keeping
variable copies updated with the values of their matching variable originals is
handled by the communication component - a special component that exists in
one instance in each node. Messages about variable values are exchanged among
the communication component instances through the communication bus. In
[D5], we have focused on the task of analyzing the environment assumption
and describing those along with real-time requirements and the specification of
a possible solution for the design of the communication component. All this is
modeled in a composite executable CPN model that allows the modeler to gain
confidence with the requirements, the descriptions of domain properties, and
the solution through experiments.

4.3.2

Initial Problem Analysis

A Problem Diagram for the overall problem of designing the communication
component is shown in Figure 4.6. The diagram is very simple but explicitly
expresses our view on the environment in which the component to be developed
is going to operate. It should be noted that this case study is an example of
a situation where Problem Diagrams are applied to the requirements analysis
of a machine (the communication component) within a machine (the hospital
bed controller), which again is part of a bigger context (the distributed system
consisting of a group of controllers). A Problem Diagram as the one shown in
Figure 4.6 could therefore have been obtained through problem decomposition
of the greater-scale problem.
In the Problem Diagram in Figure 4.6, we identify the relevant environment of the communication component. This environment consists of two domains: one represents the applications executed throughout the controllers and
the other represents the communication bus through which the communication
components are able to exchange messages in order to maintain a consistent
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common view of the shared variable values. The domains are connected by the
two shared phenomena interfaces a and b.
The phenomena in a are state phenomena that represent the current values
of the variable copies and originals spread across the nodes. These phenomena
can be seen as 2-tuples in which the first element identifies the variable and the
second element is the value. The identity is used for relating the variable copies
to a single variable original. This also means that each of the variable originals
has a unique identity. The applications control the values of the variable originals while the communication component controls those of the variable copies.
This constrains the behavior of the communication component in a desired way
and ensures that a variable original is only modified by a local application. It
must also be ensured that no more than one local application has access to
modifying a given variable original.
The phenomena in b are event phenomena representing the messages sent
from or received by the communication component. We see that the OutMessage phenomenon is controlled by the communication component. This phenomenon represents the event of the communication component sending out a
message through the communication bus. The event of receiving a message is
represented by the InMessage phenomenon controlled by the communication
bus. In this way, the Problem Diagram contains a connection domain [64] that
allows us to express explicit assumptions about the reliability, timing properties, etc. of the communication bus. This will most likely affect the strictness of
the real-time requirements. If we assume that the communication bus is completely reliable and that messages will never be lost, we can probably require a
higher degree of consistency over time for the variable copies. You could also
think of cases, when the bus is indeed reliable but delays messages based on
some random distribution. This could also be part of the assumptions about
the communication bus behavior that we want to express explicitly.
The Problem Diagram in Figure 4.6 also contains a representation of the
very vaguely expressed requirement. A detail to notice here is that the requirement is expressed in terms of the phenomena in a. This restriction is based on
domain knowledge telling us that the communication component is not going to
be directly able to detect if a message is lost in the communication bus. It would
therefore not make sense to refer to these events in the requirement, since it
could result in unreasonable requirements — i.e. requirements that would not be
satisfiable by the communication component no matter how we designed it. If
the communication bus had some feature allowing the explicit detection of message loss, the b interface could contain a message loss phenomenon, which could
also be referenced (but not constrained) by the requirement. The exchange of
messages through the communication bus is going to be performed based on
some communication scheme, which will be described in the specification of the
communication component. In contrast to the requirement, the specification is
going to be based on references to the OutMessage and InMessage phenomena.
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Figure 4.7: The contents of the top-level module

4.3.3

The CPN Model

After having identified the domains and interfaces that we consider relevant to
the problem at hand, we now move on to developing a CPN model that allows
us to express this knowledge along with the requirements and more detailed
descriptions of our behavioral assumptions about environment.
The starting point for the development of the CPN model is a top-level
module that reflects the structural properties of the Problem Diagram. This
CPN module is shown in Figure 4.7. We see that each domain including the
machine and requirement domains of the Problem Diagram are represented in
terms of a substitution transition. In the modules referred to by the Communication Bus and Applications substitution transitions, we will describe our
assumptions about the behavioral properties of the environment domains. In
the Communication Component module, possible solutions may be specified
and experimented with. The Requirements module is going to contain a collection of requirements constraining the solution through reference to shared
phenomena as specified in the Problem Diagram.
Shared Phenomena Interfaces
The substitution transitions of Figure 4.7 are connected by interface places —
one place for each of the categories of shared phenomena. This allows us to
strictly separate an interface into sub-groups of phenomena. All phenomena in
such a sub-group are controlled by the same domain. The places and their color
types are named based on the reference model of [141] presented in Chapter 3.
The color sets (ev1, sv1, etc.) are declared through a relatively complex collection of types presented in [D5]. Referring to the Problem Diagram in Figure 4.6,
the places denoted ev1 and sv1 together form the a interface. ev1 contains the
phenomena controlled by the application (the variable originals) and sv1 contains those controlled by the communication component (the variable copies).
Just next to these two places, the initial markings are specified as the return
result of two functions (originals() and copies()). These values represent the
initial values of the variable originals and copies respectively.
In contrast to [D1], where the interface places contained tokens representing
individual states or events, these interface places hold time-stamped traces of
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Figure 4.8: The contents of the CommunicationBus module
phenomenon activity - i.e. the occurrence of events or changes to state values.
This means that the interaction between the domains takes place through these
traces. It also means that during execution of the model, all shared phenomenon
activity is recorded. The traces should not be mistaken for queues. The purpose
of the traces is not to insert a buffer between communicating domains but rather
to log all phenomena activity that takes place.
The overall purpose of representing the shared phenomena as traces is to
make it possible to express the requirements in a separate domain without affecting the modules that model the environment and the communication component. The requirements will be expressed as properties that must hold over
these traces. We will describe this in Section 4.3.3.
Describing Environment Assumptions
Following the structure found in Figure 4.7 derived from the Problem Diagram
in Figure 4.6, the environment of the communication component consists of
the applications and the communication bus. The communication component
interfaces with these two domains through phenomena related to the variables
(originals and copies) and messages (outgoing and incoming) respectively. A
description of the structure of the environment is captured in the top module
(Figure 4.7), while description of the assumed behavior of the environment
domains is found in the Applications and CommunicationBus modules.
The Applications module (not shown) describes assumptions about how the
applications in the nodes write new values to local variable originals and about
the timing of these write operations.
The CommunicationBus module (Figure 4.8) describes assumptions about
how messages are exchanged between nodes with potential loss of messages
in the case of physical connection problems. Whenever a message is sent by
a node (modeled in the Communication Component module), an element is
added to a trace token found in the sv2 place. This new element contains a
phenomenon value and a time stamp. It represents the occurrence of an event
phenomenon with a specific value at a specific point in model time. In this
case, the phenomenon value is used for holding the contents of the message
being sent — the value of a variable original. The value may be of different
simple or complex data types depending on the purpose of the phenomenon.
The trace token contains an ID field that identifies the sending node — i.e. the
sv2 place contains one trace token per node. When the element is added to the
trace token, it becomes visible to the CommunicationBus module through the
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sv2 place.
The communication bus allows broadcast messaging between the node —
i.e. one node may send a single message reaching all the other nodes. This is
modeled by the broadcast function that produces a collection of tokens for the
Outgoing place. Each of these messages is equipped with the ID of a specific
receiving node. From this place, individual tokens may be consumed by either
the Loose Message or the Transmit Message transition. If the Loose Message
transition consumes a token, it represents the loss of a single message and if
the Transmit Message transition does, it represents the successful delivery of
a message. The module could easily be extended to also model situations in
which all messages of a specific broadcast are lost. We have chosen not to do
so — an example of explicit representation of domains properties. When the
Transmit Message transition fires, an element is added to a trace token in the
ev2 place. As the sv2 place, the ev2 contains one trace token per node.
This example illustrates how each node has one trace for incoming messages
and one for outgoing. The broadcasting is modeled inside the Communication
Bus module by exploiting one of the most basic properties of the CPN modeling
language: the possibility of folding net structure by extending color set complexity. In this case, the message trace tokens are parameterized by an integer
identifying the node they belong to. By doing so, it is only necessary to have
a single instance of all the modules — i.e. instead of one instance per node.
The existence of multiple nodes is represented by collections of tokens. If we
want to model a system of a hundred nodes, this would simply be a matter of
initially placing a hundred message trace tokens in the sv2 and ev2 places (and
likewise throughout the model structure). As described in [D5], the number of
nodes is itself parameterized by means of a constant.
Expressing Real-Time Requirements
In the approaches that were presented in Chapter 2, the requirements were
described in terms of scenarios. Comparing to programming languages, the
scenario-based approaches can be seen as something similar to imperative programming language. This group contains almost all widely used programming
languages such as C/C++ [171], Java [172], C] [173], etc. An imperative program specifies behavior in a step-by-step manner. Each scenario can be seen as
one program specifying one specific pattern of behavior — remembering that the
high-level operators (ALT, LOOP, etc.) make it possible to fold the behavior
expressed by a collection of low-level SDs into a single composite representation.
This feature can be compared to the practical value added by loops, if-then-else
constructs, etc. to imperative programming languages.
In programming language, an alternative to imperative languages are the
declarative ones. This class includes many languages such as Prolog [174], Regular Expressions [175], and SQL [176]. Rather than devising specific behavior,
a declarative program constrains the space of behavior (or results in the case
of transformational systems). For example, in SQL, a SELECT query does not
describe how data from a database should be retrieved but rather states some
acceptance criteria for selecting the desired data. The imperative and declara-
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Figure 4.9: The contents of the Requirements module
tive approaches can also be combined. An example of this in a modeling context
is presented in [177]. Another example is the use of invariants in combination
with imperative constructs in some specification languages (e.g. VDM++ [52]).
In the remainder of this section, we will present an approach to declaratively
expressing requirements in the CPN model.
All our requirements for the communication component are expressed in
terms of CPN ML functions applied inside the Requirements module. The
contents of this module are shown in in Figure 4.9.
The Requirement shown contains three requirements: Req. 1 constrains
the maximum delay allowed from the update of a variable original until the
matching copies have been updated, Req. 2 specifies that all variable original
IDs must be unique, and Req. 3 describes a constraint on the level of consistency
between the values of variable originals and their matching copies.
Each of the requirements is represented by a transition in which the guard
expression applies three functions (req1, req2, and req3 ). Each of these functions
is able to traverse the automatically recorded traces of shared phenomenon
activity. Within the Requirements module, these traces are found in the ev1 and
sv1 places. Through the hierarchical structure of the CPN model, these places
are connected to the places with the same names in the top module (Figure 4.7)
matching the structure of the Problem Diagram (Figure 4.6): the requirements
are expressed in terms of the phenomena in the a interface regarding the shared
variables.
If, at some point during simulation, a requirement is not satisfied, the corresponding transition will become enabled because the negated requirement
function evaluates to true ad thereby satisfies the guard expression. When the
transition fires, this will cause the matching requirement ID token to be removed from the Requirements Satisfied place. By monitoring this place, it is
possible to detect situations when one or more requirements have been found
not to be satisfied by the behavior seen through the traces.
As an example, Req. 1 is represented by the req1 function found in Listing 4.1. The function returns true if and only if Req. 1 is satisfied for a trace
of a specific variable original (trace1 ) and a trace of a matching variable copy
(trace2 ) within a timespan (t1...t2 ). Figure 4.9 shows how pattern matching
in the input arcs to the Requirement 1 transition is applied to specify that the
variable ID of the traces for the variable original and the variable copy should
match (bound to the variable vi ) while the node IDs (bound to n and n’ ) and
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Listing 4.1: The req1 function
1
2
3
4
5
6
7
8
9
10
11
12
13
14

fun req1(trace1,trace2,t1,t2) =
let
val original_trace = intervals(t1,t2,trace1)
val copy_trace = intervals(t1,t2,trace2)
val max_delay = 500
val min_length = 50
val warmup_delay = 10000
in
forall original_trace (fn(t1,t2,v) =>
implies(t2>warmup_delay andalso t2-t1>=min_length
andalso upper_bound(copy_trace)>t2+max_delay,
exists copy_trace (fn(t1’,t2’,v’)=>
(t1’>t1 andalso v’=v andalso t1’-t1<max_delay))))
end;

the traces (bound to p and p’ ) may (and will) differ. The satisfaction of Req. 1
is evaluated by comparing the trace of a variable original to one trace representing a matching variable copy. For a given variable ID, there is only one trace for
a variable original while multiple traces representing variable copies may exist
(one per reading node). The evaluation is performed one copy trace at a time
and each evaluation is performed using the req1 function (Listing 4.1). Line 1
gives the signature of the function. In lines 3 and 4, the intervals function is
used to generate lists of intervals based on the traces for easier traversal. Lines
5-7 define constants used in the representation of the requirement found in
lines 9-13. The forall function is used for universal quantification over the original trace (line 9). This value is a list of intervals defined by triples: start time
of an interval (t1 ), end time of the interval (t2 ), and the state value within the
interval (v ). For all intervals (elements), the implies function is used to require
that if the interval ends after a warmup delay and is longer than min length
and the last interval of the copy trace ends after t2+max delay (lines 10-11),
then there should exist an interval in the copy trace ((t1’,t2’,v’)) that starts
after t1 and has the value v and starts within max delay time units after t1
(lines 12-13).
Informally, warmup delay is included to allow some update messages to
be exchanged before the requirement to the maximum delay is expected to be
satisfied. When this point is reached, any change to a variable original should be
reflected in all its variable copies within the period defined by max delay. The
requirement is softened slightly by specifying that the update is only required if
the original value remains stable for a period of at least min length time units.
Hence, transient values of an original are not required to be reflected in all
matching copies.
Intuitively, it is not difficult to see that the evaluation of traces against
requirements is relatively costly wrt. computation time. The computation time
required increases with the length of the traces — and the length of these
increases naturally during the execution of a model as new events occur and
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states are changed. Several measures could be taken to overcome much of the
computations, for example:
1. In the current relatively naı̈ve approach, the evaluation is performed online — i.e. during the execution of the model. In many cases, it is probably
sufficient to perform the evaluation offline — i.e. by only recording traces
during the execution of the model and evaluating them against the requirements after the execution is/has terminated. This is possible with a
very simple modification to the modeling approach suggested here.
2. In online evaluation, an easy performance gain could be obtained by only
performing the evaluation when the traces observed by the requirements
have changed — i.e. increased — compared to the size when the evaluation was last performed. This approach could be added to the existing
approach by keeping track of counters representing the length of traces
internally in the Requirements module. These counters would be updated
whenever a given requirement was checked, and this requirement would
not be checked again before the length of one of the relevant traces was
greater than that indicated by the matching counter.
3. When online evaluation is performed, it may be possible to discard some
part of the traces along the way. Some heuristics could possibly be applied
in order to determine how much of each trace needs to be kept and how
much can be discarded after an evaluation. Efficient heuristics would take
the specific requirements into consideration.
4. As a compromise, one could easily modify the model in order to only
perform online evaluation at certain points during the execution. For
example, instead of performing the evaluation at each single simulation
step, one could chose to perform it at each 1000 steps or so — or with
some periodicity measured in model time.
Experimenting with a Specific Solution
Until now, following the suggestions of [160], we have deliberately avoided discussing any concrete approaches to solving the problem of maintaining consistency throughout the variables. Instead, we have focused on the environment
assumptions and the real-time requirements — i.e. constraints that apply to any
possible solution we can think of. Now, we will briefly discuss how the fact that
the CPN model is executable makes it possible to experiment with explicitly expressed solutions while monitoring the satisfaction of the requirements through
the effects on (part of) the environment. A possible solution is expressed in
the CommunicationComponent module of the CPN model (Figure 4.7). The
details of this module are not shown.
The overall purpose of the communication component is to handle the task
of maintaining consistency between variable originals and their copies by exchanging messages through the communication bus. Basically, two alternative approaches are possible: event- and time-triggered communication. In an
event-triggered approach, the communication component transmits a message
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containing a new value whenever the value of a variable original is changed by a
local application. In a time-triggered approach, the communication component
periodically transmit messages containing the current values of local variable
originals. In both cases, the values of local variable copies are updated with the
values found in incoming broadcast messages received by the communication
components.
We have experimented with a solution based on the principles of Soft-State
Signaling [178] combining a time-triggered messaging scheme with special validity tags on the variables copies. A variable copy is tagged invalid if the periodic
update messages are not received for a predefined period of time.
The soft-state signaling approach was chosen for two reasons:
Predictability: Basic soft-state signaling is exclusively time-triggered meaning that for each state (variable value) an update message is periodically
sent out to all relevant nodes. The period at which the update messages are sent out is determined offline and remains fixed at runtime.
This makes it possible to give a precise measure of the maximum possible amount of communication load. This is particularly important in a
real-time critical setting such as the hospital bed controllers, because it
enables the developer to identify and avoid configurations in which the
system would suffer from lack of communication bandwidth. In some
cases, the processing resources needed for communication may also be
significant in relation to the real-time loop of the reactive system itself.
In such cases, it is necessary to be able to know exactly how many messages are going to be exchanged in peak situations. Another example of
an industrial reactive system where soft-state signaling was chosen in order achieve this kind of performance predictability was presented in [C9]
where a communication system for a windmill is modeled and analyzed.
Implicit heart-beat signal The second reason for choosing the soft-state signaling approach was the desire to have a heart-beat like mechanism built
into the communication between the nodes. This was desired in order
to be able to detect failing connections or nodes that are not functioning
properly. Fortunately, this mechanism comes as a side-effect of the validation of states in soft-state signaling. In a conservative approach, the event
of states being invalidated can be interpreted as a failing connection and
measures can be taken to guarantee safe operation of the control system.
We have not considered how these measures should actually be taken,
but merely focused on providing the heart-beat mechanism through the
choice of communication scheme.
In CPN Tools, the CPN model can be executed in an interactive manner i.e. allowing the user to select transitions to occur and their parameters. The
model can also be executed more freely in which case the tool will make free and
fair choices of transitions to simulate different scenarios. In addition to this,
the monitor mechanism [179] can be applied to give an alert (stop simulation)
if a global state of the model is reached where the Requirements Satisfied place
(Figure 4.9) does not contain all requirement ID tokens. This is useful, because
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such a situation would indicate that one or more of the requirement transitions
have fired, meaning that a requirement was not found to be satisfied in a state
reached during the simulation of the model. Whenever a requirement is found
not to be satisfied during a simulation, the task is to investigate whether the
cause is to be found in the environment assumptions (or their descriptions), too
strict requirements, the proposed solution, or a combination.
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A Framework for Automated Integration of Problem Diagrams and CPN [D6]

This section gives an overview of the contribution of [D6]. The overall contribution consists in the introduction of an automated formally specified framework
for integration of Problem Diagrams and CPN. The integration consists in toolbased generation and combination (merging) of CPN models based on Problem
Diagrams. Problem Diagrams are used for representation of problem structure and decomposition while CPN models are used for formal representation
of behavioral environment assumptions and requirements. The purpose of the
automation provided by the tool is twofold: firstly, it allows the modeler to
separate concerns between strictly focusing on either the structural or the behavioral aspects of problems. Secondly, it eases the workload on the modeler by
automatically generating all the CPN model structure that can be derived from
the information represented at a high level of abstraction in Problem Diagrams.
The algorithms for generation and combination CPN models have been specified in VDM++ [52]. VDM++ is an object-oriented and model-based specification language with a formally defined syntax, static and dynamic semantics.
VDM++ is largely a superset of the ISO standardized VDM-SL notation [180].
It is supported by industry strength tools, called VDMTools, which are currently owned and further developed by CSK Systems [181]. VDM Tools have
been used successfully in several large-scale industrial projects [182–185]. An
introduction to the language and tools is provided in relevant texts and at
the VDM Portal site [186]. VDM++ supports the construction of relatively
abstract system models. A model is composed of class specifications, each
of which contains definitions of data types, instance variables and methods.
Abstraction in data is provided through the use of unconstrained types and
abstract collections such as sets, mappings and sequences. In functionality,
method descriptions can include underspecification and may even be specified
by means of postconditions. Data types may be constrained by invariants and
methods by preconditions. VDM++ models are executable through either automated code generation or simulation of models in VDM Tools. This allows
us to use the actual VDM++ specifications of the algorithms presented here
for performing the translation work.
In [D6], we have used the sluice gate controller example that was introduced in Section 4.2. Figure 4.10 shows the three Problem Diagrams. P D1 is
the overall problem and P D2 and P D3 are the two subproblems that we also
identified in Section 4.2.4 concerned with the periodic and manual movement
of the gate respectively. We will now look at a typical workflow in order to
give a brief introduction to the capabilities of the tool based on the sluice gate
controller example. An example of such a workflow is seen in Figure 4.11. This
workflow is just one example of how the framework may be applied to the specific problem. Although some resemblance is seen, this figure is just an informal
figure and not a CPN model. The figure illustrates the relationship between
different models and operations on these. The operations are applied one at a
time resulting in output that may be needed for the application of some other
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Figure 4.10: Problem Diagrams for the sluice gate controller
subsequent operation.
The ellipses are representations of models — either Problem Diagrams or
CPN models. We use the << . . . >> notation to specify that a given ellipse is either a VDM++-object representation of a Problem Diagram (<<
P DV DM >>), a VDM++-object representation of a CPN model (<< CP NV DM >>),
or an XML-file representation of a CPN model (<< CP NXM L >>). The XMLfile representation of CPN model is the format that can be opened and saved
to by CPN Tools. This allows for the integration of the VDM++-based framework with CPN Tools, which we want to use for editing and simulating the
CPN models.
The rectangles describe operations that may be performed on one or more
inputs models and result in the production of one or more output models. All
of these operations are specified in VDM++. For example, the Translate operation produces a VDM++-object representation of a CPN model based on a
VDM++-object representation of a Problem Diagram. The workflow depicted
in Figure 4.11 contains application of all the basic operations that are used in
the framework. Out of these, the Translate, Import, Export, and Combine operations are automated while the Modify operation is performed manually by a
modeler. The operations will be described in Section 4.4.1 through Section 4.4.3.

4.4.1

Translating Problem Diagrams to CPN Models

In the top of Figure 4.11, three applications of the Translate operation are seen.
Starting from the left, the first application concerns the overall problem while
the other two concern the subproblems. Each of these applications results in
the production of a composite CPN model. The Translate operation operates
on VDM++ objects representing Problem Diagrams for input and produces
VDM++ objects representing hierarchical CPN models as output.
Listing 4.2 shows the VDM++ specification of the operation. The signature of the operation (line 1) tells that a ProblemDiagram is taken as input
and a CPNH object is produced as the output. The ProblemDiagram class
is relatively simple and captures the structural information found in Problem
Diagrams along with some additional information about the types of shared
phenomena. Currently, state and event phenomena are supported. On the
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Figure 4.11: An example of a workflow using the automated framework
other hand, the CPNH class is much more complex since it contains a formal VDM++-based representation of most of the syntax of the CPN modeling
languages as defined in [45]. The main source of complexity in the VDM++
representation is the fact that the type system for declaration of token data
types is also an integrated part of the VDM++-based framework — i.e. most
CPN data types can be represented as VDM++ values. The CPNH class is
used for representation of hierarchical CPN models — i.e. models composed by
multiple modules. A CPNH contains all the necessary information about the
model including its structure and its data types.
Listing 4.2: The VDM++ specification of the Translate operation
1
2
3
4
5
6
7
8
9
10
11

public translate : ProblemDiagram ==> CPNH
translate(pd) == (
dcl cpnh : CPNH := new CPNH();
cpnh.S :=
mkDomainModules({pd}) union {mkRequirementModule(pd)};
cpnh.S :=
cpnh.S union {mkLinkPage({pd}, cpnh, {|->}, {|->})};
cpnh.FS :=
mkFusionSets(dunion {cpnm.CPN.P | cpnm in set cpnh.S});
return cpnh;
);

Still referring to Listing 4.2, line 3 initiates a CPNH object. This object
is first extended with the addition of domain modules and a single requirement module generated by the mkDomainModules operation. One module is
generated per domain found in the Problem Diagram (including the machine
domain). These are the modules that will later be manually modified by the
modeler. Each module initially contains interface places representing the acces-
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sible shared phenomena. These are separated between locally controlled phenomena and locally observed phenomena. An example of such a domain module
will be shown in Section 4.4.3. Additionally, a module for the specification of
requirements is added. This module is different from the domain modules. It
contains two places: one place holds a trace for each constrained phenomenon
and one holds a trace for each referenced phenomenon. For P D3 in the sluice
gate controller example, this means that the first place holds two trace tokens:
one for the Position phenomenon and one for the Movement phenomenon. The
second place holds a single token with the trace for the Buttons phenomenon.
The modeler will need to express the requirement within this special requirements module — and only here. By doing so, the model structure assures
that requirements are expressed declaratively and that the requirements can be
distinguished from other modeling parts. The requirements can be expressed
using functions as was done in Section 4.3.3 or using a specialized requirements
language as the one we introduce in Section 4.5.
The Link Module
Next, a special link module is generated by the mkLinkPage operation. This
module has two purposes: (1) it ties together all the domain modules through
channels for interaction formed by the sharing of phenomena and (2) it automatically records traces of phenomena activity with timestamps during execution of
the model. The link module is based on a proxy principle: all shared phenomena interaction crosses the link module allowing it to be recorded in a manner
that is transparent to the specification of domain behavior.
As an example, the link module resulting from the translation of P D3 is
shown in Figure 4.12. All the model structure of this module has been automatically generated and the modeler is not requested or allowed to modify the
contents of the module. The module contains a pair of places for each shared
phenomenon defined by the Problem Diagram. Such a pair consists of one place
for the control and one place for the observation of a given phenomenon. As an
example, the two places in the top row is the pair for the Direction phenomenon.
The controlled place will be connected through a fusion place with a place in
the module representing the domain that controls the direction phenomenon
and the observed place will be connected with a place in all modules possibly
observing the phenomenon. In this case, the Direction phenomenon is controlled by the machine domain (Manual Controller ) and observed by the Gate
& Motor domain. If the phenomenon is not observed by any other domain, the
place for observation is not generated. The two places in the pair are connected
by a transition that maintains an updated view of the shared phenomenon. For
example, when the Direction state phenomenon is modified by the controlling
domain changing the value of the token in the State Observed Direction place,
the Update state - Direction transition will become enabled and eventually fire
causing the token representation of the state in the State Controlled Direction
to be updated reflecting the new state value. The Direction phenomenon is
changed when the sluice gate controller changes the running direction of the
motor that moves the gate.
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Figure 4.12: The automatically generated link module for P D3

Some of the shared phenomena are referenced or constrained by the requirement. For these phenomena, the connecting transition will also be connected
to a place containing a timestamped trace for that specific phenomenon. Two
such places exist: one place (Trace Referenced - Allow Operator to Move Gate)
contains a trace token for each referenced phenomenon and another place (Trace
Constrained - Allow Operator to Move Gate) contains a trace token for each
constrained phenomenon. An example of this is seen for the Buttons phenomenon where the Event occurred - Buttons transition is connected to the
place containing traces for referenced phenomena. Whenever the occurrence
of a Buttons event is detected, this will be recorded to a trace as an element
containing a time stamp indicating the model time at which the event occurred
and the value of the event. In the case of the Button event, the value is a
parameterization used for representing three buttons (up, down, and stop) in a
single event type.
Finally, in Listing 4.2, all the automatically generated modules are tied
together through the generation of a collection of fusion places in line 9. If a
given phenomenon p is controlled by domain A and observed by the domains
B and C, two fusion places will be generated: (1) a fusion place containing
one place p1 in the A module and one place p2 in the link module and (2) a
fusion place containing one place p3 in the link module, one place p4 in the B
module, and one place p5 in the C module. The phenomenon is then modified

1

In this paper, we give the technical description of an approach to linking Coloured Petri Nets
representations of domains in Problem Diagrams. The approach preserves proper decoupling
between domains with respect to synchronization while enabling collection of time stamped traces
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Figure 4.13: Interaction through an event phenomenon with no synchronization.
through p1 . The link module monitors this place through its fusion with p2
and reflects phenomenon activity in p3 . Through the fusion of p3 , p4 , and p5
the phenomenon activity becomes visible to the observing domain modules.
The places holding traces for the requirement are also tied together through
automatically generated fusion places.
Link Module Coupling
We want to be able to insert the link module as a layer through which shared
phenomena interaction between domains takes place in a seamless manner. In
order to do so, the interacting modules should be able to interact as they would
if connected directly through an interface of places — as specified by the CPN
adoption of the reference model described in Section 3.3. Here, we will describe
how the interfaces are coupled to the link module and why a slightly enhanced
modeling mechanism is applied for the interface between controlling domains
and the link module. We will start by identifying the problem for shared events
followed by proposing a solution before identifying the problem and a solution
for shared states.
Consider the example shown in Figure 4.13. The figure shows a nonhierarchical CPN model — that could be the flattened representation of an
equivalent hierarchical model. The boxes identify what could be modules. Two
domains interact through an event phenomenon. The interaction takes place
through the link module and a requirements domain is expressed over a trace.
In the controlling domain, two transitions may cause the occurrence of events.
The events are represented as tokens in the Controlled Event place. Whenever
a token is present in this place, the Event Occurred transition will become enabled. If this transition fires, an element corresponding to the event will be
appended to the trace for the requirement module and a matching event token
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Figure 4.14: Interaction through an event phenomenon with synchronization
between the controlling domain and the link module.

will be produced in the Observed Event place making it visible to the observing domain. As long as the Event Occurred transition fires immediately after
the production of the event token in the Controlled Event place, the trace will
match the order in which events are generated by the controlling domain. The
problem is that this cannot always be guaranteed since both of the Modifying
Process transitions may fire before the firing of the Event Occurred transition.
This will cause the Controlled Event to contain two tokens simultaneously —
one from the firing of Modifying Process 1 and one from the firing of Modifying
Process 2. When the Event Occurred transition eventually fires two times the
ordering of event occurrences will be lost in the trace representation.
The problem basically derives from the fact that the controlling domain
is asynchronously coupled to the link module and that the link module is also
asynchronously coupled to the observing domain. A possible solution is to make
the coupling between the controlling domain and the link module synchronous
while preserving the asynchronous coupling between the link module and the
observing domain. This allows us to enforce the correct recording order of event
occurrences while preserving the semantical properties of the interaction specified in Section 3.3. If both interfaces were made synchronous, these properties
would not be preserved.
Figure 4.14 shows how this has been done. Now, the Controlled Event place
contains a list token. The list must be empty ([]) before one of the Modifying
Process transitions can fire and when this happens, an element representing
the event is placed in the list. This enables the Event Occurred transition,
which will fire and thereby record the event occurrence before another firing
of a Modifying Process transition may take place. This ensures that the order
is maintained in the trace token. At the same time, the production of tokens
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Figure 4.15: Interaction through a state phenomenon with no synchronization.

to the Observed Event place is performed in the same way as before allowing
for more than one token to exist in the place. In this way, the introduction
of the link module does not cause an unintended synchronization of naturally
non-synchronized domains.
The problem identified for shared event phenomena also exists for shared
state phenomena. Figure 4.15 illustrates a naı̈ve approach to coupling the
domains and the link module through a shared state. Again, the controlling
module may cause phenomenon activity that is not correctly recorded to the
trace. In the case of interaction through a shared state, the risk is that a state
change is not detected. The current state is represented as a single token in
the Controlled State place. If the state value is first changed by the firing
of Modifying Process 1 from the value v to the value v 0 , the State Modified
transition will become enabled because the new state value differs from the
value represented by the most recent element added to the trace. At this point,
the Modifying Process 2 transition may also be enabled and if it fires before
the State Modified transition does, a state change will be lost and will not be
reflected in the trace nor in the Observed State place. If Modifying Process 2
modifies the state value back to the original value v, then the State Modified
transition will no longer be enabled and two state changes have been lost.
In order to overcome this problem, the link module is based on the coupling
principle illustrated by Figure 4.16. In this case, the state phenomenon in the
State Controlled place is represented by a 2-tuple token in which the first element is the state value and the second element is a boolean flag that is set
to true whenever the state value has been modified by a transition in the controlling domain. A subsequent state change will not be possible before the flag
has been reset as a consequence of the firing of the State Modified. Again, the
interface to the observing domain is not modified and remains asynchronous. In
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Figure 4.16: Interaction through state phenomenon with synchronization between the controlling domain and the link module.
this interface, state changes may occur without being detected. The underlying
idea is that if the controlling and observing domains are indeed synchronized,
a mechanism for ensuring the synchronization should be explicitly modeled.

4.4.2

Importing and Exporting CPN Models

The translation from Problem Diagrams results in a VDM++-object representation of a CPN model. The workflow in Figure 4.11 shows that it is possible
to export such a representation to obtain a XML file for the CPN model. It is
also possible to import such an XML file to obtain the corresponding VDM++
object.
Exporting to the XML-file format makes it possible to use CPN Tools for
editing the CPN models in order to fill out behavioral descriptions. The export
feature has been specified in a VDM++ class able to directly write an XML file
from a CP N H object. Importing from the XML file format makes it possible
to handle manually modified CPN models within the VDM++ framework. The
import feature has been implemented as a Python script that parses the XML
file and generates a VDM++ data file containing a single CP N H object.

4.4.3

Manually Modifying CPN Models

Figure 4.17 shows the behavioral description of the Gate & M otor domain
module. The solid black places were automatically generated by the translation algorithm while the white transitions and places as well as all arcs and
their inscriptions have been added manually to specify knowledge about the
assumed behavior of the physical gate, the motor and the sensors. In this way,
a causal relationship between these physical entities is explicitly expressed in
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Figure 4.17: The manually modified domain module for the Gate & M otor
domain
the model. Briefly explained, the gate is modeled using an internal state phenomenon representing a discretization of the gate position as a value between 1
and 10. This place is modified by two transitions representing the movement of
the gate in discrete time-consuming steps (it takes 15 time units to move one
step up and 10 to move one step down).
The domain controls three phenomena: Sensors is observed by the sluice
gate controller while P osition and M ovement are constrained by the requirement. The U pdate P osition and U pdate Sensors transitions monitor changes
to the internal representation and updates the controlled phenomena accordingly. Wrt. the P osition phenomenon, it is worth noticing, that the values
of this phenomenon are more coarse (T op, Bottom, and Between) than those
of the internal representation of the position (1...10). The domain module
also specifies how the motor is controlled by the machine domain through the
Control and Direction phenomena.
The starting point for this manually modified domain description is a module in which each locally controlled phenomenon is controlled by one automatically generated transition. These transitions are always enabled modeling the
amount of knowledge that is initially expressed about the behavior of the domains — i.e. none. The task of the modeler is then to express assumptions about
the behavior of the domain in terms of constraints on the shared phenomena
activity and causal relationships between both shared and private phenomena.

4.4.4

Combining CPN Models

Whenever an overlap in domains exist between Problem Diagrams — i.e. one
domain exists in more than one Problem Diagram in the collection — the
description of such domains can be reused under certain circumstances.
In the sluice gate controller example, the Gate & Motor domain exists
in both the overall Problem Diagram and in the Problem Diagrams for the
subproblems. This means that if the domain has been described in the context
of P D2 , this description can be reused in the context of P D1 and P D3 . The
framework supports this through the Combine operation.
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Listing 4.3: The signature and preconditions of the Combine operation
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

public combine : ProblemDiagram * (set of (ProblemDiagram * CPNH)) ==> CPNH
combine(pd, ds) == ( (...) )
pre (forall mk_(pd’, cpnh) in set ds &
structureValid(pd’, cpnh) and
forall d in set pd’.domains union {pd’.machine} &
d in set pd.domains union {pd.machine} => interfaceSubset(pd’, pd, d)) and
(let empty_cpnh = translate({pd}) in
forall d in set pd.domains union {pd.machine} &
let empty_cpnm in set empty_cpnh.S be st empty_cpnm.Name = d in
exists cpnh in set {cpnh | mk_(-, cpnh) in set ds} &
exists cpnm in set cpnh.S & cpnm.Name = d =>
not exists cpnm’ in set cpnh.S &
cpnm <> cpnm’ and cpnm.Name = cpnm’.Name and
not cpnm.CPN.structEqual(empty_cpnm.CPN) and
not cpnm.CPN.structEqual(cpnm’.CPN));

The outline of this operation is shown in Listing 4.3 in the form of its signature and preconditions. The algorithm will produce a CP N H object based on
the structure of a given Problem Diagram and the manually modified descriptions found in a set of 2-tuples. Each 2-tuple consists of a Problem Diagram and
a CP N H object. The Problem Diagram defines the structure from which the
CP N H object in the tuple was translated. The preconditions ensure that at
most one refined description of any domain that exists in the output structure
is found in the input descriptions — i.e. to avoid conflicting descriptions.
In Figure 4.11, a dashed line is used to point out the Problem Diagram
defining the structure of the result of the combination while solid lines go from
the input CPN models and to the resulting output CPN model. The output
CPN model contains all domain descriptions found in the input CPN models —
provided that no domain has conflicting descriptions. One example of the application of the Combine operation is seen in the lower left corner of Figure 4.11,
where a CPN model for P D1 is generated as a combination of the descriptions
of domains already given during any possible manual modification of the CPN
models for P D2 and P D3 . Two other uses of the Combine operation are seen
between P D2 and P D3 . In this case, if a domain has been described in one
CPN model, the description module can be adopted into the other CPN model
meaning that the two models can be refined in a parallel manner.
The preconditions specify two additional requirements to the input: (1) the
structureV alid operation is applied to require that all CP N H objects in the
set of input tuples do still match the structure defined by the respective Problem Diagrams from which they were translated and (2) the interf aceSubset
operation is applied to require that for a given domain, any existing instances
of the same domain in the input Problem Diagrams should not have access to
any other shared phenomena than those accessible to the domain in the resulting Problem Diagram. The second requirement means that the Combine
operation can only extend (and not limit) the interface of domains.
The Combine operation is also useful in some situations where a Problem
Diagram is changed and some domains have already been described in the
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CPN model. In this case, a new CPN model can be generated by the Translate
operation, and this can be combined with the already modified CPN model
deriving from the original Problem Diagram.
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Expressing and Checking Real-Time Requirements
in an Automated Framework [D7]

In this section, we will introduce the contribution of [D7]. The overall contribution of this publication is the introduction of a formally defined language for
expressing requirements about real-time properties in the context of Problem
Diagrams. The language has a graphical representation based on the principles
of high-level SDs. We have implemented a checker for the language so that it can
be used as an integrated part of the framework presented in Section 4.4. This
is done by applying the checker on the traces that are automatically collected
by the link module during execution of the model. The checker is implemented
in CPN ML, and this makes it possible to exploit the typing system, which is
also used in CPN models. In this way, complex data types can be used for
the expression of requirements. The approach allows for automated evaluation
of behavior exhibited by the model during execution against a collection of
requirements. The clear distinction between requirements and behavioral descriptions of machine and environment makes it possible, in principle, to reuse
the requirements and the checker for evaluation of trace files derived from an
actual implementation of a system. In this way, the requirements and environment assumptions may be validated in a model-based manner and later reused
for model-based testing.
For a given Problem Diagram, the requirements are expressed with a collection of SDs. These SDs reflect interaction that is restricted to the shared
phenomena connected to the requirements domain of the Problem Diagram. In
P D3 of the sluice gate controller in Figure 4.10 these are the Buttons, Position, and Movemement phenomena. The last two are constrained and the first
is only referenced. We also want to express this distinction in the graphical
representation of requirements as well as in their interpretation. In this case,
all domains have connection to the shared phenomena that are related to the
requirement. In some Problem Diagrams, this is not the case. In such situation,
only the domains with connection to the shared phenomena that are referred to
or constrained by the requirement will exist as valid interacting entities in the
SDs expressing the requirements. In this way it is assured that the requirements
do not violate the constraints expressed by the Problem Diagram.
Figure 4.18 shows the grammar for the requirements language expressed in
BNF [187]. The Phenomenon value corresponds to a primitive message and
is used for representing shared phenomena activity. The Choice, Parallel, and
Iteration values roughly correspond to the OPT, PAR, and LOOP constructs
of high-level UML 2.0 SDs. In the definition of Phenomenon, we see that it may
represent either an event occurrence or a state change. Event occurrences have
different forms: EventANY does not restrict the value of the event while EventValue does. For example, EventANY(Button, . . .) and EventValue(Button, up,
. . .) would both match the occurrence of a Button event with the value up
while only the first would match if the value of the same event was down. The
Restriction field is used for specifying if a given phenomenon is constrained
or referenced by the requirement. It should be noted that in contrast to the
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Phenomenon
Sequence(Scenario,Scenario)
Choice(BoolExp,Scenario,Scenario)
Parallel(Scenario,Scenario)
Iteration(BoolExp,Scenario)
StartTimer(TimerID)
CheckTimer(TimerID,TimeExp)
EventANY(EventName,Restriction)
EventValue(EventName,Value,
Restriction)
EventVariable(EventName,
VariableName,
Restriction)
EventPredicate(EventName,
Predicate,
Restriction)
StateChange(StateName,BoolExp,
BoolExp,Restriction)
TimeGTE Integer
TimeLTE Integer
TimeTest TimedPredicate
Constrained
Referenced
Figure 4.18

Problem Diagram, this language is able to handle constraining/reference at the
phenomenon occurrence level rather than at phenomenon level. This makes it
possible to sometimes restrict a phenomenon to being referenced. The benefit
of this is a possibility of tying SDs together providing an easy way to express
scenarios that span across multiple SDs. Going the opposite way — i.e. constraining a phenomenon that is only referenced in the Problem Diagram —
is not allowed, however, since this would violate the intentions of the whole
distinction.
The EventVariable and EventPredicate values may be used for referring to
variables in the SDs. For example, we could express a requirement
[EventVariable(E1, x, Referenced), EventPredicate(E2, x+1, Constrained)]
that would be satisfied by both of these traces:
[E1(2), E2(3)] and [E1(4), E2(5)].
The StateChange is used for specification of messages that relate to shared
state phenomenon activity. Such a message is matched when the first Boolean
expression becomes false and the second becomes true. For example, a message
could identify the point in time when the physical gate of the sluice gate controller becomes fully open represented by the the Position phenomenon. This
could be specified as StateChange(Position, Position=Middle, Position=Open).
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In many cases, the two boolean expressions make it possible to identify a state
change more precisely than if there had only been a single Boolean predicate.
Lastly, the language contains the possibility of starting and checking timers.
These timers are integer counters that are used for expressing real-time properties. Multiple timers may be used in each SD. A timer is started by the StartTimer value and is checked against some predicate whenever a CheckTimer
value is encountered in a requirement.
As mentioned, a collection of SDs are developed to express the requirements
for a given Problem Diagram. The satisfaction of these requirements is then
evaluated either during the execution of the model or after a specified number
of simulation steps by executing the checker. In either case, the evaluation is
initiated by applying the checker from within CPN Tools.
For the evaluation of a trace against a requirement SD, the result is either
Completed when the requirement was satisfied, Failed when the requirement was
not satisfied because an expected constrained phenomenon in the requirement
was not encountered or a timing constraint on a constrained phenomenon was
not satisfied, Irrelevant when the requirement did never become a candidate
for satisfaction, Undetermined because the trace was not long enough to satisfy
the requirement, or Aborted because an expected referenced phenomenon in
the requirement was not encountered or a timing constraint on a referenced
phenomenon was not satisfied.
When a requirement SD starts with a referenced phenomenon occurrence
— as it will in almost all cases — we can think of the requirement SD becoming
a candidate for satisfaction whenever this specific phenomenon is encountered.
From the candidate state, one of the resulting states described above will be
reached during the traversal of the trace. A requirement SD starting with a
constrained phenomenon would indicate proactive behavior — i.e behavior that
is required independently of any preceding stimuli.
Figure 4.19 and Figure 4.20 give some examples of untimed and timed requirements respectively. In this graphical representation of the requirements,
the dashed arrows are used for denoting referenced phenomenon occurrences
and solid arrows denote constrained phenomena. The examples are slightly
more abstract compared to what would be expressed in an actual model. The
A, B, C, etc. labels can be interpreted as the identification of different event
phenomena. The informal meaning of the requirements as well as their results
of evaluating two traces against them are shown in Table 4.1 and Table 4.2
respectively.
When the checker is executed, it takes a collection of requirement SDs and
a collection of relevant traces. As its output, it produces a report in HTML
format, which can be investigated using a standard browser. The report lists
all the requirements and for each requirement, the results of evaluating the
traces against the requirement are given. All instances of the requirement failing, being aborted, being completed, and being undetermined are counted.
Relevant statistics are collected such as the shortest time to completion and
average length of failing traces. For each result, the individual traces can be
investigated. An example of such a report is shown in Figure 4.21. In this
case, only a single requirement SD is used as input. This is shown as a struc-
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Figure 4.19: Examples of untimed requirements. Descriptions in Table 4.1.
Graphically
Figure 4.19a
Figure 4.19b

Informally
If A occurs, then B
must follow.
If A occurs, then C
must follow.

Figure 4.19c

If D occurs, then B
must follow.

Figure 4.19d

If A occurs, then
B and after that C
must follow.

Figure 4.19e

If A occurs followed
by F, then G must
follow.

Result for the trace [A,B]
Completed because the required
phenomenon was encountered.
Failed because another than the
required phenomenon was encountered.
Irrelevant because the first referenced phenomenon was not encountered during the trace.
Undetermined because the trace
was not long enough for determining whether or not the following
phenomenon would have been a C.
Aborted because the referenced F
was not encountered, meaning that
this scenario and the following required phenomenon were no longer
relevant.

Table 4.1
tured textual representation in the top of the report followed by the results.
It is important to notice that each given requirement SD will typically yield
multiple results throughout each trace being evaluated. At some point it the
trace, the requirement may become completed and later it may fail during a
subsequent evaluation. Multiple instances of a requirements SD may overlap
— e.g. when evaluating the trace [A, A, B] against the requirement found in
Figure 4.20a, the requirement becomes a candidate when the first instance of
A is encountered and again when the next A is encountered. This means that
two candidate instances of the requirement SD overlap. The first instance will
become completed when the B is encountered while the second instance will
become aborted since another A is not encountered after the second A.
This SD-based approach to expressing the requirements is only one possibility. It could easily be supplemented or replaced by a function-based approach
with universal quantification over timed traces as described in Section 4.3.3.
For the sluice gate controller, a function could be added to express a require-
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Figure 4.20: Examples of timed requirements. Descriptions in Table 4.2.
ment that the gate is never open for longer than one hour at a time or that the
motor is never started in the open direction if the gate is already fully open. In
this way, the modeler would have multiple possibilities to chose from when expressing the requirements and would be able to chose the most proper method
depending on the nature of each requirement.
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Graphically

Informally

Figure 4.20a

If A occurs two times with a
separation of no more than
15 seconds then B must follow. Here we chose seconds
as the time unit. This could
just as well be nanoseconds
or any other time unit.
If A occurs two times with a
separation of no more than
5 seconds, then B must follow.
If A occurs two times, then
B must follow after no more
than 20 seconds.

Figure 4.20b

Figure 4.20c

Figure 4.20d

Figure 4.20e

If A occurs two times, then
B must occur no less than
30 seconds and no more
than 60 seconds after the
first occurrence of A.
If A occurs two times with
a separation of at least 5
seconds, then B must occur
at least 30 seconds after the
first occurrence of A.
Table 4.2
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Result for the trace
[A@10, A@20, B@50]
(x@t means that x occurred
at time t)
Completed because the
trace starts with two
occurrences of A within
the specified time span
followed by the required B
phenomenon.
Aborted because more than
5 seconds passed after the
first occurrence of A.
Failed because two occurrences of A were encountered but the B followed after 30 seconds — outside
the limits.
Completed because the
two occurrences of A were
encountered and the B was
encountered within the
time limits.
Completed because A was
encountered twice with
more than 5 seconds of
separation and B followed
and did so satisfyingly to
the minimum delay.

108

Chapter 4.

start=Value_start(A)
Requirement
reset=Value_reset(B)
Number of entries: 1
Shortest trace (steps): total=2 states=0 events=2
Longest trace (steps): total=2 states=0 events=2
Average trace length (steps): total=2.0 states=0.0 events=2.0
Shortest trace (time): 10
Longest trace (time): 10
Average trace length (time): 10.0
Click to show failures...
Count
Trace
State

Value

Time

position

VOID

~1

Failures

1

Aborted

Completed

Undetermined

Time

Phenomena

Value

10

start

Value_start(A)

20

start

Value_start(A)

State

Value

Time

position

VOID

~1

No aborted!
Number of entries: 1
Shortest trace (steps): total=2 states=0 events=2
Longest trace (steps): total=2 states=0 events=2
Average trace length (steps): total=2.0 states=0.0 events=2.0
Shortest trace (time): 10
Longest trace (time): 10
Average trace length (time): 10.0
Click to show completed...
No undetermined!

Click to show trace...

Figure 4.21: An example of the HTML report generated by the checker
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Contributions

As in the previous chapters, we will now discuss how the challenges that were
introduced in Section 1.3 have been addressed by the three publications described in this chapter. For most of the challenges, what we discuss in this
section should be seen as extensions of what was discussed about the contributions of the papers presented in Chapter 2 and Chapter 3.
“Project stakeholders do not know what they want”: Instead of focusing on what is wanted, the Problem Frames approach starts out trying
to identify a problem in the current situation before looking for possible solutions. We try to exploit this principle in [D5], [D6], and [D7]
by using Problem Diagrams for first identifying the context in which the
problem exists and then automating some of the steps toward describing the behavioral aspects of the problem ( [D6] and [D7]). Instead of
having to state precisely what they want, stakeholders are encouraged to
start out describing the structure of the existing and probably well-known
environment. In the CPN models that are generated from the Problem
Diagrams, the behavioral assumptions about the physical entities of the
environment are described. We believe that the process of describing the
given properties of the environment and explicitly distinguishing them
from the desired properties is helpful in gaining an understanding of what
is wanted. The partitioning between machine and environment causes by
the Problem Diagrams and maintained in the CPN models should help
the stakeholders know when to think about what is wanted and when to
think about what is already given.
“Project stakeholders change their minds”: One way of limiting the negative consequences of stakeholders changing their minds is achieved by
the Combine operation described in Section 4.4.4. As mentioned, the operation can be utilized in order to reuse already described environment
assumptions if stakeholders change their minds so that the initial Problem
Diagrams need to be changed. In other cases, where stakeholders change
their minds about the requirements, the explicit isolation of the representation of requirements help identifying the areas of the CPN models that
need to be modified in order to reflect the new requirements.
“Project stakeholders prescribe technology solutions”: The mere distinction between problem and solution helps in addressing this challenge
by making it easy to know when the solution is modeled — i.e. when to
be cautious about premature technology and solution discussions.
“Project stakeholders don’t understand modeling artifacts”: The Problem Diagrams are typically fairly less complex than their corresponding
CPN models — mainly because they do not express any behavioral details
bu focus on the structure of the application domain. We hope that this
will enhance the understandability and that this benefit will also shine
through in the CPN models. In [D5], the structure of the top level of
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the CPN model is based on that of a Problem Diagram. Recognizing the
structure from the Problem Diagram should ease the initial understanding of the CPN model. It may still be a challenge to many stakeholders
to comprehend the formal CPN modeling language. In both [D5], [D6],
and [D7], the fact that requirements, specifications, and environment assumptions are strictly separated should increase the understandability of
the CPN model. For example, when looking in a CPN module representing a given physical entity of the environment, one knows that such
a module does not express requirements or specifications but only environment assumptions. This is a positive consequence of the principles
underlying the Problem Frames approach in general and exploited for
structuring the behavioral descriptions.

“Developers don’t understand the problem domain”: As discussed in
the first challenge in this section, we believe that the initial structuring
of the problem domain through descriptions in Problem Diagrams eases
the understanding of it. Most importantly it helps in agreeing on the
boundaries of the problem domain and in identifying the most relevant
physical entities within these boundaries.
“Developers don’t understand the requirements”: As discussed in Section 2.6
this challenge is often caused by a profound gap between the technical
and the non-technical domains and stakeholders. In [D5] and [D3], we
provide new means for expressing requirements. This is typically not going to be easy to comprehend for non-technical stakeholders, but it may
help the developers gaining an understanding of the requirements through
simulation-based execution experiments in which a specification is executed along with a model of the environment assumptions. In such experiments performed by developers, the requirements are probably already
agreed on and the developer will be able to experience situations where
the requirements are not satisfied in a model-based hands-on approach.
This will hopefully add to the understandability of the requirements —
especially if the experiments are performed in cooperation between the
developer and a modeler who was involved in the development of the requirements model. Depending on the size of the project in question, this
could be the same person.

4.7

Related Work

In this section, other work related to the contributions of [D5, D6, D7] is presented. The presentation is separated in three parts: Section 4.7.1 discusses
work on the integration of Problem Frames and description languages other
than CPN, Section 4.7.2 provides a brief overview of some related work on the
integration of CPN and Problem Frames, and Section 4.8 introduces some work
that is related on a more general level.
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Listing 4.4: An example of a requirement in Alloy
1
2
3
4
5
6

pred Requirement1 [] {
no t: Time | some c1,c2:
CarDirection[c1,
CarDirection[c2,
CarOnSegment[c1,
CarOnSegment[c2,

4.7.1

Cars |
t]= north and
t]= south and
t] and
t] }

Integration of Other Description Languages with Problem
Frames

In [188], a combination of state machines and natural language is applied
for describing requirements and environment assumptions within the ProblemOriented Software Engineering (POSE) framework [23]. POSE is based on the
application of a Gentzen-style calculus [189] for handling a problem-oriented
development process in which the ultimate goal is an adequacy argument —
i.e. a convincing argument that a given specification will satisfy a given set
of requirements withing the constraints of a given set of domain descriptions.
In contrast to the traditional Problem Frames approach, the authors allow exploration of not only the problem space but also the solution space recognizing
that knowledge about typical software architectures is sometimes a helpful guidance to the problem decomposition. This extension of Problem Frames is also
presented in [167]. Some effort has been spent in the integration of CPN and
POSE. An example of this is mentioned in Section 4.7.2.
In [190], the authors describe how the text-based Alloy modeling language
[191] can be integrated with the Problem Frames approach. The focus is put on
progressing requirements — in the direction of specifications. A requirement is
expressed as a predicate in a similar manner as presented in Section 4.3.3. An
example of a requirement is found in Listing 4.4. Progression of requirements
is based on the principle of leaving breadcrumps — i.e. constraints on domain
descriptions that allow requirements to be rephrased and thereby moved closer
to the specification. The correctness of such progression is verified with the
Alloy Analyzer tool [192] that allows a model expressed in Alloy to be translated
into Boolean formulae. These formulae can then be checked using a SAT solver
before translating the results back into Alloy.
In [193], the authors are also addressing requirement progression. In this
case, the Sluice Gate Controller example is considered. Assumptions about the
behavior of the environment are described in terms of rely conditions [194].
Real-time requirements are expressed using an approach similar to duration
calculus [195], which was influential on how we chose to express real-time requirements in [D5].
Recognizing that UML tends to be too biased toward software design, [196]
proposes the integration of SysML [197] and Problem Frames. The aim is to
strengthen the modeling of the real-world entities, which is essential to proper
exploitation of the principles of Problem Frames. The authors propose a model-
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ing approach that employs a variety of SysML modeling concepts: the structure
of the context is modeled by means of Block Definition Diagrams and Internal
Block Diagrams, the behavior of context domains and requirements are specified in State Machine Diagrams or Activity Diagrams that may be constrained
through external notations such as some sort of temporal logic. The use of
Constraint Blocks makes it possible to express requirements in a declarative
manner as discussed in Section 4.3.3.
In [158], the Problem Frames approach is integrated with UML in an effort
to narrow the gap between requirements analysis and UML-based design. The
initial steps of the approach being presented are concerned with representing
Problem Diagrams in terms of UML 2.0 component diagrams. This is closely
related to the way that we have exploited the modules of CPN for representation
of Problem Diagram structure. The authors employ Object Temporal Logic
(OTL) [198] for the specification of requirements as temporal properties. OTL
is an extension of OCL [59] to which the possibility of expressing temporal
constraints for the behavior of objects has been added.
In [199], the authors introduce an approach to intensive integration of UML
and Problem Frames. The structure of Problem Diagrams is modeled by means
of UML class diagrams, Use Cases detailed by state charts are used for expressing requirements, and descriptions of domain behavior are provided in terms of
state charts.
In [200], the text-based Common Algebraic Specification Language (CASL)
[201] is applied to the description of both environment assumptions and requirements. The authors demonstrate their approach in a collection of examples
within the basic Problem Frames. In order to be able to deal with Problem
Frames other than the translation frame (corresponding to a transformational
system as discussed in Chapter 1), CASL is extended with temporal logic constraints. This makes it possible to express assumptions about the behavior of
the environment domains as well as requirements with temporal properties —
i.e. requirements that are not strictly transformational in nature. Like in [D6]
and [D7], the approach is based on the generation of skeleton models — specification skeletons. This generation is, however, static and not automated: the
authors provide skeletons for a collection of Problem Frames where we automatically generate skeletons for specific Problem Diagrams (that may be instances
of Problem Frames). It would be highly relevant to combine the two approaches
in order to integrate the recognition of Problem Frames in our approach. This
would probably allow the skeletons to contain a greater fraction of automatically
generated model structure and thereby providing a more effective utilization of
the modelers manual efforts.

4.7.2

Coloured Petri Nets and Problem Frames

In this chapter, we have introduced three publications all concerned with integrating the ideas of the Problem Frames approach with the CPN modeling
language. However, it is not the first time the potential of such an integration
has been explored.
[202] presents an approach to using CPN for describing both requirements,
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specification, and environment assumptions in the context of the POSE framework. The approach is applied to the package router example [87]. A composite CPN model is developed containing parts that belong to the specification,
parts that belong to the environment,66 and parts that belong to the requirement. These parts are connected through manual fusion of transitions — i.e.
the shared phenomena interfaces are formed by shared transitions. An example
of this is seen in the two figures of Figure 4.22: Figure 4.22a shows the separated parts (specification on the left, world/environment in the middle, and
requirement on the right) and Figure 4.22b shows how these parts have been
tied together. The shared phenomena interfaces are now represented by the
input and output transitions.
This is an alternative to the approaches that we have presented in this dissertation ( [D1, D2, D4, D5, D6, D7]) that are all based on interfaces represented
by places. We also discussed the possibilities of using fusion transitions in
Section 3.3.3. This approach would be a lot more practical, if fusion transitions
were implemented in the modeling language and supported by CPN Tools. This
would allow for the different parts to be placed in each their separate module
resulting in a slightly cleaner separation. In [202], the requirement for the behavior of package router controller seen through its effects in the environment
is expressed in terms of CPN model structure connected to the shared phenomena transitions (input and output). The firing of these transitions will cause
the production of copy tokens to be produced — i.e. tokens in special places
with the same values as the tokens used for modeling the interaction between
the controller and the environment. These tokens are used for evaluating the
resulting behavior of the controller and thereby determining whether it satisfies
the requirements. This somehow resembles the evaluation of traces as proposed
in [D5] and [D6] but with a significant difference: the requirement for the package router is a restriction on the transformational properties — i.e. for a given
input (a package) a specific output must be delivered (the final destination
of a package). This should be seen in contrast to restricting non-terminating
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reactive properties.
Another example of CPN used as a description language in the context of
Problem Frames is presented in [203]. In this case, CPN is applied for the
description of domain properties and specification. These elements are represented in a composite hierarchical CPN model. The requirement is only implicitly represented through the specification. The resulting model is executable,
and this is exploited for validation. The approach employs graphical animations controlled by the executable CPN model. This is a nice example of how
the properties captured by the formal model may be presented to potentially
non-technical stakeholders in terms of domain-specific graphics. As in [202],
shared phenomena are modeled through transitions.

4.8

Generally Related

In [204], the authors introduce Property Sequence Charts (PSCs) — an extension of UML 2.0 Sequence Diagrams. The PSCs are used for expressing
temporal properties in a way slightly similar to what is presented in [D7]. A
PSC may be translated into a corresponding Büchi automaton [205] allowing
traditional model-checking techniques to be applied to the checking of traces
against requirements. The approach handles both positive and negative scenarios — the latter are used for the expression of unwanted scenarios (also
sometimes referred to as anti scenarios) and would be a valuable extension to
our current approach.
The work presented in [206] is slightly similar to that of [204]. In this
case, UML 2.0 Sequence Diagrams are extended with real-time annotations
and translated into Timed Automata [55]. The resulting Timed Automata
may then be used for formal verification of real-time properties through the
UPPAAL tool [207]. The properties are checked for system models developed
in UPPAAL much like we develop models in CPN Tools. Our work differs
from that in [206] by the explicit identification of the domain interfaces pointed
out by Problem Diagrams and identification of the controlling domain for each
shared phenomenon.
At a much more general level, approaches similar to that of Problem Frames
is also known in completely different fields. An example is the Logical Framework Approach (LFA) [208, 209] used for the planning of development projects
— i.e. not development of software but aid work in developing countries. Within
LFA, it is recognized that
“ A problem is not the absence of a solution — but an existing
negative state ” [208]
This very similar to the ideas behind Problem Frames that force focus to
be put on the problem rather than the design of a specific solution to solve a
problem. The notion of context assumptions of Problem Frames is also relevant
to LFA:

4.8. Generally Related
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“ Assumptions describe conditions that must exist if the project is
to succeed but which are outside the direct control of the project
management. ” [208]
This resembles — at a high level of abstraction — the identification of the
difference between environment assumption domains and the machine domain.
Of course, the immense differences between the fields in which LFA and Problem
Frames are applied makes it difficult to draw relevant parallels at lower levels
of abstraction. However, the fact that parallels do exist can be seen as evidence
that the problem-oriented approach proposed by Problem Frames reflects some
commonly recognized properties of problem solving in general.

Chapter 5
Other Publications

This chapter contains the references to and abstracts of five peer-reviewed publications that I have either authored or coauthored during my PhD studies,
but which have not been chosen for inclusion in this dissertation. The publications are, however, all related to the topics of modeling reactive systems using
formal modeling languages but not necessarily with the purpose of describing
requirements.

[C8] João Miguel Fernandes, Simon Tjell, Jens Bæk Jørgensen, and Oscar Ribeiro. Designing Tool Support for Translating Use Cases and
UML 2.0 Sequence Diagrams into a Coloured Petri Net. In Proceedings of the 6th International Workshop on Scenarios and State
Machines (SCESM at ICSE 2007), May 21, 2007, Minneapolis, USA,
Washington, DC, USA, 2007. IEEE Computer Society Press.

Abstract: Using a case study on the specification of an elevator controller,
this paper presents an approach that can translate given UML descriptions into
a Coloured Petri Net (CPN) model. The UML descriptions must be specified
in the form of Use Cases and UML 2.0 Sequence Diagrams. The CPN model
constitutes one single, coherent and executable representation of all possible behaviours that are specified by the given UML artifacts. CPNs constitute a formal
modeling language that enables construction and analysis of scalable, executable
models of behavior. A combined use of UML and CPN can be useful in several
projects. CPN is well supported by CPN Tools and the work we present here is
aimed at building a CPN Tools front-end engine that implements the proposed
translation.
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[C9] Simon Tjell. Model-Based Analysis of a Windmill Communication System. In Bernd Kleinjohann, Lisa Kleinjohann, Ricardo J.
Machado, Carlos Pereira, and P.S. Thiagarajan, editors, From ModelDriven Design to Resource Management for Distributed Embedded
Systems, IFIP TC 10 Working Conference on Distributed and Parallel Embedded Systems (DIPES 2006), October 11–13, 2006, Braga,
Portugal, volume 225 of IFIP International Federation for Information Processing, pages 245–254, New York, USA, 2006. SpringerVerlag.

Abstract:
This paper presents the experiences obtained from modeling and
analyzing a real-world application of distributed embedded computing. The modeling language Coloured Petri Nets (CPN) has been applied to analyze the properties of a communication system in a windmill, which enables a group of embedded computers to share a group of variables. A CPN-based model of the
system is used to analyze certain real-time properties of the system.

[C10] Simon Tjell.
Model-Based Testing of a Reactive System with
Coloured Petri Nets.
In Christian Hochberger and Rüdiger
Liskowsky, editors, Informatik für Menschen, Band 2, Beiträge der
36. Jahrestagung der Gesellschaft für Informatik e.V. (Informatik
2006), October 2–6, 2006, Dresden, Germany, volume 94 of LNI,
pages 274–281, Germany, 2006. Gesellschaft für Informatik.

Abstract:
In this paper, a reactive and nondeterministic system is tested.
This is done by applying a generic model that has been specified as a configurable
Coloured Petri Net. In this way, model-based testing is possible for a wide class
of reactive system at the level of discrete events. Concurrently executed tasks
are specified at a high level of abstraction and test traces are collected through
state space analysis of the model.

[C11] John S. Fitzgerald, Simon Tjell, Peter G. Larsen, and Marcel Verhoef. Validation Support for Distributed Real-Time Embedded
Systems in VDM++. In Proceedings of the 10th IEEE High Assurance Systems Engineering Symposium (HASE 2007), November
14–16, 2007, Dallas, Texas, USA, pages 331–340, Washington, DC,
USA, 2007. IEEE Computer Society Press.
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Abstract: We present a tool-supported approach to the validation of systemlevel timing properties in formal models of distributed real-time embedded systems. Our aim is to provide system architects with rapid feedback on the timing characteristics of alternative designs in the often volatile early stages of
the development cycle. The approach extends the Vienna Development Method
(VDM++), a formal object-oriented modeling language with facilities for describing real-time applications deployed over a distributed infrastructure. A new
facility is proposed for stating and checking validation conjectures (assertions
concerning real-time properties) against traces derived from the execution of scenarios on VDM++ models. We define validation conjectures and outline their
semantics. We describe the checking of conjectures against execution traces as
a formally-defined extension of the existing VDM++ tool set, and show tools to
visualize traces and validation conjecture violations. The approach and tool support are illustrated with a case study based on an in-car radio navigation system.

[C12] Kristian Bisgaard Lassen and Simon Tjell. Translating Colored
Control Flow Nets into Readable Java via Annotated Java Workflow
Nets. In Proceedings of the 8th Workshop and Tutorial on Practical
Use of Coloured Petri Nets and the CPN Tools (CPN 2007), October 22–24, 2007, Aarhus, Denmark, number PB-584, pages 127–146,
Denmark, October 2007. Department of Computer Science, University of Aarhus.

Abstract:
In this paper, we present a method for developing Java applications from Colored Control Flow Nets (CCFNs), which is a special kind of
Colored Petri Nets (CPNs) that we introduce. CCFN makes an explicit distinction between the representation of: The system, the environment of the system,
and the interface between the system and the environment. Our translation
maps CCFNs into Annotated Java Workflow Nets (AJWNs) as an intermediate step, and these AJWNs are finally mapped to Java. CCFN is intended
to enforce the modeler to describe the system in an imperative manner which
makes the subsequent translation to Java easier to define. The translation to
Java preserves data dependencies and control-flow aspects of the source CCFN.
This paper contributes to the model-driven software development paradigm, by
showing how to model a system, environment, and their interface, as a CCFN
and presenting a fully automatic translation of CCFNs to readable Java code.

Chapter 6
Conclusions and Future Work
This chapter summarizes the contributions of the 7 publications that have been
presented in Chapter 2, 3, and 4, and provides directions for future work.

6.1

Summarizing the Contributions

This dissertation has presented the contributions of seven publications. Here,
a brief summary is given of these publications:
[D1]: A systematic method for transforming a structured collection of
Use Case scenarios expressed as high-level UML 2.0 SDs into a composite executable CPN requirements model. The resulting model explicitly distinguishes
(1) human actors from other physical entities in the environment and (2) the
description of environment assumptions from the specifications of the reactive
system.
[D2]: A parameterized and reusable CPN module for executing scenarios expressed as high-level SDs. Scenarios are provided as token-value representations of UML 2.0 high-level SDs, and several high-level constructs are
supported: LOOP, ALT, and OPT as well as low-level messages. The module distinguishes private from shared phenomena, and it handles both event
and state phenomena. Modules may be connected to other similar modules or
normal CPN modules through shared phenomena interfaces.
[D3]: A method for partitioning scenarios expressed as high-level SDs
across the specification interface (Section 2.3.2) resulting in requirements scenarios and specification scenarios. These scenarios are executed in a composite
CPN model in which the causal domains of the environment are described separately.
[D4]: The formal definition of a set guidelines for adopting the reference
model of Gunter et al. [141] for structuring CPN-based requirements models.
The definition is utilized in the implementation of a prototype tool that makes it
possible to automatically validate CPN models wrt. compliance with the guidelines. The guidelines restrict the way interaction through shared phenomena is
modeled, and thus enforces a strict separation between domains in the model
— typically between environment and controller.
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[D5]: A method for structuring CPN-based requirements models based
on Problem Diagrams. The upper level of the CPN model directly reflects the
structure of the Problem Diagram, while the lower levels describe the specification of a machine, environment assumptions, and (real-time) requirements. The
requirements are expressed declaratively over timed traces that are recorded automatically during experimental execution of the CPN model. The method is
demonstrated for a distributed shared variable communication component.
[D6]:
A framework for automated integration of Problem Diagrams
for structural descriptions with CPN models for behavioral descriptions. The
framework is specified in VDM++, and supports the automatic generation and
merging of CPN models based on Problem Diagrams. The resulting CPN models are immediately executable and are meant to be refined manually in order to
describe environment assumptions, specifications, and real-time requirements.
The framework integrates with CPN Tools through support for importing and
exporting XML-file representations of hierarchical CPN models. As support for
the automated handling of Problem Diagrams and CPN models, the framework
provides VDM++-based definitions of the two formalisms.
[D7]:
A formally defined requirements language based on high-level
SDs supporting real-time constraints, parameterized messages. The language
adopts the idea of constrained and referenced shared phenomena from the Problem Frames approach. The language is applied in an automated checker that
validates timed traces of shared phenomena interaction against collections of
real-time requirements. The checker is implemented in Standard ML and integrated with the CPN requirements models that are automatically generated by
the VDM++-based framework.
Throughout this dissertation, the contributions of the seven publications
have been discussed wrt. the challenges initially presented in Section 1.3. Here,
these discussions are concluded by a linking summary:
“Project stakeholders do not know what they want”: In order to know
what is wanted, the stakeholders need to be aware of what already exists
— and find out what should be different after the introduction of a reactive system. This means that what is wanted is not the reactive system,
but rather the consequences it will bring about in terms of changes in
the behavior of the physical environment. In the publications that have
been presented in this dissertation, we focus on explicitly modeling the
assumptions about the behavior of the environment. This is an approach
to describing what already exists, and the descriptions can be used for
visualizing and experimenting with the possible consequences of introducing a reactive system. We have also argued, why the requirements
for a reactive system must be expressed with reference to the phenomena
that exist in the physical environment. This is made possible through
requirements scenarios as presented in [D2] and [D7].
“Project stakeholders change their minds”: We do not try to prevent
stakeholders from changing their minds. Instead, we aim at providing
early executable models that will hopefully help in the mind settling process of the stakeholders. The CPN requirements models that we have
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presented are abstract, and requirements as well as specifications can
be experimented with through simulation. This helps the stakeholders
see the consequences of different requirements. Stakeholders could also
change their minds about the assumptions of the environment. The explicit distinction between environment and system [D4] helps isolating the
consequences of such situations to specific parts of the requirements models. In [D6], the Combine operation makes it possible to reuse already
described environment assumptions (CPN modules) even if the initial
Problem Diagrams are modified as a result of the stakeholders changing
their minds or discovering new properties of the environment.
“Project stakeholders prescribe technology solutions”: Addressing this
challenge is a balance act: on one hand, we may want some design decisions to guide the requirements analysis and on the other hand, we do not
want to prematurely settle on specific technologies that limit the solution
space too much. In [D2], we explicitly distinguish requirements scenarios from specifications scenarios. This helps addressing the challenge,
because it effectively prevents the modeler from describing solutions in
requirements scenarios — i.e. focus is forced on the requirements rather
than on specific solutions. Also, the specification scenarios in [D2] cannot be made implementation biased, which further adds to addressing
the challenge. In [D5], [D6], and [D7], we exploit the fundamentals of the
Problem Frames approach that allow us to explicitly distinguish problems
from solutions. In a Problem Diagram, technology solutions could only
be described in the machine domain. When the modeler starts describing
environment assumptions in the other domains in the environment, it is
assured, that focus is not prematurely put on (technology) solutions.
“Project stakeholders don’t understand modeling artifacts”: This challenge is a very relevant to our use of CPN requirements models, and to
formal requirements modeling in general. The first approach to addressing the challenge is the application of SDs in [D1], [D2], and [D7]. SDs
should be comprehensive to many stakeholders that are not necessarily
familiar with formal modeling techniques. It is, however, important to remember that we introduce a strict interpretation of the SDs and thereby
loose some of the immediate understandability provided by the informality of SDs. Instead, we gain the precision of formal modeling. The second
approach to addressing the challenge is presented in [D3], where domainspecific graphical animations present the requirements models in terms of
graphical artifacts that should be understandable to most stakeholders.
“Developers don’t understand the problem domain”: In [D5] and [D6],
the starting point for developing a requirements model is a collection of
Problem Diagrams structuring the environment in which the reactive system will be embedded. The challenge of developers not understanding
the problem domain could be addressed by allowing/requiring the developers to take part of this first part of the process. In this way, developers
would have an early chance to learn about the problem domain at a point
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before technicalities of the solution are being discussed. In [D3], we apply
graphical animations for, among other things, agreeing on the descriptions of environment assumptions in an underlying formal model. Such
animations could also serve as tools for introducing the developers to a
possibly unknown domain.

“Developers don’t understand the requirements”: No matter how precisely requirements are expressed, it will always be an advantage if the
developers understand the reason for a given requirement rather than only
understanding its impact on the implementation. Such an understanding
may also be helpful in the task of devising a specific design for a reactive system. The graphical animations of requirements models presented
in [D3] should also be helpful for developers trying to understand the requirements for a system. In [D2], we explicitly distinguish requirements
from specifications, which will probably ease the understanding of the relationship between the requirements, the specifications, and the environment assumptions. The explicit identification of the requirements domain
adopted from Problem Diagrams in [D5], [D6], and [D7] helps addressing
the challenge by clarifying where to look for the requirements in a model.
The combination of an executable requirements model, the declarative
representation of the requirements, and the possibility of model-based
simulation of scenarios in which the requirements may be experimented
with should also add to the understandability of the requirements.

6.2

Future Work

In this section, some possible directions for future work are given.
Hybrid Modeling of Environment Domains: In [D1], [D2], and [D6], environment assumptions about the physical entities in the environment are
described in individual CPN modules within a composite CPN requirements model. In some cases, such assumptions may be more appropriately
described in some other — possibly continuous — formalism. Therefore,
it would be highly relevant to investigate how a CPN requirements module
could be coupled to other software tools in order to perform co-simulation.
As an example, the behavior of part of the environment for the sluice gate
controller in [D6] could be modeled in terms of differential equations in
a tool like Mathematica [210] or Bond graphs in a tool like 20-sim [211].
In [212], the authors discuss a method integrating Petri Net models with
differential equations. We have also looked into the possibilities of coupling CPN Tools with SysML [197]. This eases the modeling effort in
cases where SysML descriptions of subsystems, electronic components,
etc. already exist.
Automatic Translation of SDs: In [D2] and [D1], we presented the approach of translating SDs into CPN data and structure respectively as
“systematic but manual”. It would obviously be interesting to look at
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how this translation could be automated. It would also be relevant to
investigate how timing constraints could be integrated into the requirements scenarios of [D2]. In [D2], it would also be interesting to investigate
how the PAR construct in SDs could be modeled using the native and fundamental constructs for modeling concurrency in CPN.
Integration with POSE: In Section 4.7.2, the POSE framework was briefly
mentioned. In fact, the work presented in [D6] and [D7] represents a first
step in the direction of providing automation for the integration of POSE
and CPN requirements models. The next step would be to integrate the
VDM++-based framework with some of the already existing tool-support
for POSE implemented in Prolog.
Deriving Specifications from CPN Requirements Models: In this dissertation, focus has been put on describing requirements in combination
with specifications. An alternative to this would be to derive the specifications from the requirements in a more or less automatic manner as
discussed in [102,190,193]. The resulting specification must satisfy the requirements wrt. the environment assumptions. In [D7], we describe how
to determine if a given specification satisfies the requirements It would
also be interesting to device a more constructive approach — i.e. in order
to automatically generate a starting point for a specification. The specification could either be expressed as native CPN structure or in terms of
specifications scenarios as in [D2].
Model-Based Testing with CPN Requirements Models: A possible benefit of the automatic trace checker that has been implemented and presented in [D6] could be seen if it was applied to testing a real implementation of a reactive system. In this way, the CPN-based modeling approach
could first be used for collecting and describing the requirements, and
after that for evaluating collections of traces from the actual implementation. Some tool support for translating traces to the CPN format would
have to be implemented. It would also be relevant to look at how CPN requirements could be utilized for generating large collections of test cases,
and how the generation could be guided with different coverage criteria
as objectives.
This dissertation has introduced some alternative approaches to addressing the challenges of requirements modeling by means of the CPN modeling
language. The language provides good support for expressing behavioral properties such as concurrency and resource sharing. We have shown how these
can be exploited in the context of describing specifications, requirements, and
environment assumptions for reactive systems. In addition, we have presented
prototypical tools for automating some of the tasks involved in CPN-based requirements modeling: validating model structure, generating hierarchical CPN
models from Problem Diagrams, and checking traces against requirements expressed as SDs with timing annotations.

Part II

Publications
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Chapter 7
[D1]: Requirements Engineering for
Reactive Systems: Coloured Petri Nets for
an Elevator Controller
The paper presented in this chapter has been published as a conference paper:
[D1] João Miguel Fernandes, Jens Bæk Jørgensen, and Simon Tjell. Requirements Engineering for Reactive Systems: Coloured Petri Nets
for an Elevator Controller. In Proceedings of the 14th Asia-Pacific
Software Engineering Conference (APSEC 2007), December 5–7,
2007, Nagoya, Japan, pages 294–301, Washington, DC, USA, 2007.
IEEE Computer Society Press.

The content of this chapter is equal to the conference paper [D1] except for
minor changes.
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Abstract
This paper presents a model-based approach to requirements engineering for reactive systems; we use an elevator controller as case study. We
identify and justify two key properties that a model which we construct
must have, namely: (1) controller-and-environment-partitioned, which means
constituting a description of both the controller and the environment, and
distinguishing between these two domains and between desired and assumed behaviour; (2) use case-based, which means constructed on the
basis of a given use case diagram and reproducing the behaviour described
in accompanying scenario descriptions. For the case study, we build an
executable model in the formal modelling language Coloured Petri Nets.
We demonstrate how this model is useful for requirements engineering,
since it provides a solid basis for addressing behavioural issues early in the
development process, for example regarding concurrent execution of use
cases and handling of failures.

7.1

Introduction

A reactive system is “a system that is able to create desired effects in its environment by enabling, enforcing, or preventing events in the environment” [13]. This
characterisation implies that in requirements engineering for reactive systems
it is necessary to describe not only the system itself, but also the environment
in which the system must operate [87]. In this paper, we suggest a modelbased approach to requirements engineering for reactive systems; we illustrate
our proposal in the development of an elevator controller, which is a standard
example in the literature.
In our approach, we must construct an executable model that is controllerand-environment-partitioned. This key property means that it is a description
of (1) the desired behaviour of the controller itself; (2) the desired behaviour
of the composite system that is made up of the controller, plus relevant external entities in its environment; and (3) the assumed behaviour of these external
†
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entities. Additionally, the description must clearly distinguish between the controller and the environment and also between desired and assumed behaviour.
For example, desired behaviour is that an elevator car stops when it comes to
a floor for which there is a request; assumed behaviour is that the motor starts
and sends the car downwards when it receives a goDown signal. The reason that
we emphasise the distinction between desired and assumed behaviour is that
developers have freedom to make design choices regarding the former, while
regarding the latter they “just” have to accept and understand what is given
and act accordingly.
The second key property of the model is that it must be use case-based,
which means that it is constructed from a given use case diagram and can
reproduce the behaviour described in accompanying descriptions of scenarios
for the use cases. The reason that we enforce this property is that use cases
are a convenient and widely-used technique and we would like our approach to
be useful in projects that apply use cases for requirements engineering, because
this may increase the possibility of its industrial adaptation. Our approach
expands, refines, and supplements use case descriptions through the creation of
a model, which can be seen as an executable version of a given use case diagram.
The model-based approach that we suggest deviates from what is often
done. If we follow, say, RUP [213], after creating the use case diagram and the
accompanying scenario descriptions we would most likely soon create a class
diagram of the software system to be made. Instead, here we focus on the
entire elevator system by creating a behavioural model, prior to more technical
software design.
In this paper, we demonstrate how to create a model in the Coloured Petri
Nets (CPN) language [42] that has the two properties which we pursue. In this
way, we combine UML use case diagrams and sequence diagrams with CPN.
Hence, we contribute to a more general effort on combining UML notations
and Petri nets (see, e.g., [214, 215]), which we believe can be useful in software
engineering and therefore deserves more attention than it has had. Using the
CPN model in requirements engineering for an elevator controller allows some
behavioural issues to be analysed and dealt with early in the development process. An example is concurrent execution of use cases and related issues, like
resource access and synchronisation. Another example is failure handling; many
failures can happen in the environment and must be detected and handled by
the controller.
The paper is structured as follows. Sect. 7.2 introduces the use case diagram and the scenario descriptions for the elevator controller case study. A
brief introduction to the CPN modelling language is given in sect. 7.3 to provide the reader previously unacquainted with CPN the necessary background
to understand this paper. The CPN model of the case study is presented in
sect. 7.4, and its use to address behavioural issues is discussed in sect. 7.5. We
cover related work in sect. 7.6 and draw some conclusions in sect. 7.7.

7.2. Use Cases and Scenarios for the Case Study
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Use Cases and Scenarios for the Case Study

We consider a simplified version of an elevator system with two elevator cars
in a six-floor building. The main responsibility of the elevator controller is to
control the movements of the cars, which are triggered by passengers pushing
buttons. On each floor, there are hall buttons that can be pushed to call the
elevator; a push indicates whether the passenger wants to travel up or down.
Inside each car, there are floor buttons, which can be pushed to request the
car movement to a particular floor, and there is one button to force the car
door to open. The controller is also responsible for updating a floor indicator
inside each car that displays the current floor of the car. Similarly, a direction
indicator must be updated. Fig. 7.1 shows the use case diagram for the elevator
controller. The use cases are briefly described below.
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Figure 7.1: Use case diagram for the elevator controller.

• UC1 Travel to floor calls an elevator car to the floor that has been
requested, and after the elevator car arrives travels to a given destination
floor.
• UC2 Service floor moves the elevator car from one origin floor to a
destination floor.
• UC3 Open door opens the car door.
• UC4 Close door closes the car door. If the door is blocked or the open
door button is pushed while the door is being closed, the door is opened
and will close again after a timer expires.
• UC5 Stop at floor stops an elevator car at a given floor.
• UC6 Notify floor passed informs the passengers inside the elevator
that a given floor is about to be passed.
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As usual, the use case diagram identifies and names the use cases that the
elevator controller must support, and shows the external actors participating in
the use cases. The actors in the use case diagram are the external entities that
the controller interacts directly with. These entities are given, and we cannot
change them or affect them in our development project, but we must know how
they behave. This conception of actors in a use case diagram may deviate from
more common conventions. Many use case diagrams for the elevator controller
would include a “passenger” actor. We do not do this, because the elevator
controller does not interact directly with passengers, but merely with buttons
and sensors operated and affected by passengers.
To describe the individual use cases in detail, their textual descriptions are
supplemented with sequence diagrams that specify some behavioural scenarios
accommodated by the use cases. These scenarios describe desired behaviour
of the elevator system, consisting of the controller plus its external actors. As
an example, the description of the main scenario for UC1 is presented next,
including references to the sequence diagram that is depicted in fig. 7.2:
1. The passenger at floor fo requests an elevator to travel in a given direction (specified in the sequence diagram by message carRequest from Hall
Button to Elevator Controller);
2. Internally, the Elevator Controller selects a car and assigns it to the request (messages selectElevatorCar and assignRequest);
3. The passenger is notified that the request has been assigned (message
notifyCarSelected from Elevator Controller to Hall Button);
4. The car is sent to floor fo (1st ref to UC2);
5. The passenger is notified that the car has arrived at floor fo (message
notifyCarArrived from Elevator Controller to Hall Button);
6. The car door is opened (1st ref to UC3);
7. The passenger is notified of the direction the car will take (message light
from Elevator Controller to Direction Indicator);
8. After entering the elevator, the passenger selects destination floor fd (message destinationFloorSelected from Floor Button to Elevator Controller);
9. Internally, the Elevator Controller registers the request (message recordRequest);
10. The passenger is notified that the request has been registered (message
notifyRequestFloorRecorded from Elevator Controller to Floor Button);
11. The car door is closed (ref to UC4);
12. The car is sent to destination floor fd (2nd ref to UC2);
13. The passenger is notified that the request to travel to floor fd has been
served (message notifyRequestFloorServed from Elevator Controller to Floor
Button);
14. The car door is opened and the passenger exits the elevator (2nd ref to
UC3).
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Similar textual descriptions and sequence diagrams exist for the other use
cases. There are some dependency relationships among the use cases (for example, UC1 needs the functionalities provided by UC2, UC3, and UC4). They
are specified in the use case diagram by include relations and in the sequence
diagrams by ref operators.

7.3

Brief Introduction to Coloured Petri Nets

This section gives a brief and informal introduction to the CPN language. For
a more complete and formal treatment, please refer to [42, 216]. CPN is a wellproven formal modelling language, suitable for describing the behaviour of systems with characteristics like concurrency, resource sharing, and synchronisation. The CPN language is supported by CPN Tools (www.daimi.au.dk/CPNTools)
which is licensed to more than 4,000 industrial and academic users. CPN Tools
facilitates construction, editing, execution, and analysis of CPN models. The
CPN language provides an explicit description of both states and actions, and
gives a modelling convenience corresponding to a high-level programming language with support for data types, modules, and hierarchical decomposition.
A CPN model is a graphical structure, composed of places, transitions, arcs,
tokens, and inscriptions, supplemented with declarations of data types, variables, and functions. An example of a CPN model, representing the behaviour
of the door timers used in the elevator system is shown in fig. 7.3. The tokens
may have complex data values (colours). The use of functions and expressions
to manipulate data values allows the complexity of a model to be split between
graphics, declarations, and inscriptions.
Places are drawn as ellipses and hold multi-sets (bags) of tokens. A place
models a local state, given by its tokens. The global state of a model is the
union of all local states. Each place has an associated type, indicated by an
inscription near the place, that specifies the kind of tokens that it may contain.
For example, the places Stopped and Running in fig. 7.3 can both contain tokens
of the type CarID t. The place Stopped has two tokens, indicated by the circled
“2”, and the place Running has no tokens. The two tokens in the place Stopped
represent two door timers, one for each elevator car. One token has the value
1, and the other has the value 2 (indicated by the expression 1’1++1’2 in the
box near the place). These values are used to distinguish the timers of the
two cars. This shows an essential feature of the CPN language: the pattern
of behaviour of the door timers is expressed only once by the structure of
their CPN module, and multiple timers operating concurrently are modelled by
tokens with individual IDs.
Transitions model behaviour and are drawn as boxes. A transition is connected to input places and output places by arcs. The state of the model is
changed when transitions fire, by moving tokens from input to output places
and/or by changing the values of the tokens. The door timer has two different
states represented by the two white places in fig. 7.3: it is either running or
stopped. The black places are used to model the interface between the door
timer and the controller (more details in sect. 7.4.1). Two events can occur in
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Figure 7.2: Sequence diagram for the main scenario for UC1.
the door timer and each of these is represented by a transition: the timer either
expires or is started.
The Start transition has the places Stopped and Ctrl.-Controlled Shared Events
as input places and the place Running as output place. When the transition
fires (representing the event that the timer is started), one token is removed
from each of its input places and a new token is added to its output place.
A transition is said to be enabled (i.e., ready to fire), when it is possible to
consume a collection of tokens from its input places that complies with the
restrictions expressed by the inscriptions on the arcs connecting these places to
the transition.
The Start transition is enabled when: (1) there is a token in the Stopped
place, representing that a timer is stopped, and (2) there is a token in the Ctrl.Controlled Shared Events place, representing that a command has been sent to
the controller to start the timer. The variable c is used in both input arcs of
the Start transition to relate the token representing the occurrence of an event
(the command) and the token representing the current state of the timer.
Substitution transitions (of which there are none in fig. 7.3) constitute the
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Figure 7.3: The Door Timer module.
basic mechanism for arranging a CPN model in a hierarchical structure. A substitution transition, graphically represented by a doubled-edged box (see, e.g.,
fig. 7.5) is a transition that stands for a whole module of the CPN structure.
A substitution transition in a super-module is connected to its sub-module via
places on the two modules, which are conceptually glued together. Regarding structuring of models, substitution transitions serve the same role in CPN
models as superstates do in statecharts [58].

7.4

CPN Model for the Case Study

In this section, we present the CPN model that has been created for the elevator
controller case study, based on the artefacts presented in sect. 7.2. The CPN
model is structured in a hierarchy of which the topmost modules are shown in
fig. 7.4 (these modules are sufficient for this paper, and we do not have space to
present the other modules of the CPN model). The boxes in the figure represent
modules while the connecting lines represent relationships in the hierarchy. For
example, the Top module contains two substitution transitions: one bound to
the Controller module and one bound to the Environment module.
Top
Controller
UC1 Controller

Environment
UC1 Environment
Car Door
Car Motor
Door Timer

Figure 7.4: The hierarchy of CPN modules.

7.4.1

The Top Module

The topmost module of the CPN model (fig. 7.5) is structured to describe the
controller and the environment. In this way, the CPN model is constructed
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to ensure the first key property we pursue; it is controller-and-environmentpartitioned (the distinction between desired and assumed behaviour in the environment is dealt with on the lower levels in the hierarchy). Each of the two
domains is represented at the top level by a substitution transition.
The two domains communicate through an interface formed by a collection
of shared phenomena [87]. A shared phenomenon is a state or an event that
is observable by both domains while being controlled by only one domain. In
contrast, a private phenomenon is only observable within the controlling domain
(not to be confused with the controller domain). In our case study, an example
of a shared phenomenon is the event of a passenger pushing a request button.
It occurs in the environment and is observable by the controller. The controller
records all pending requests in an internal data structure, and this is a private
phenomenon of the controller. In CPN models, places cannot only be used for
holding information about states, but also for exchanging information about the
occurrence of events. Thus, a place can be seen as a communication channel
between two modules. In the model, we enforce a distinction, firstly, between
shared events and shared states and, secondly, between phenomena controlled
by either the controller or the environment, which results in four places as
shown in fig. 7.5.
The place Ctlr.-Controlled Shared States holds tokens with values representing shared states that are controlled by the elevator controller. Examples of
these states are the states of the signals (interpreted as electric voltages) used to
control the car motor, the direction indicator lights, and the door motor. The
place Ctlr.-Controlled Shared Events holds tokens that represent the information
indicating that particular events caused by the controller occurred. An example
of such an event is the start of the door timer. The place Env.-Controlled Shared
States holds tokens that represent shared states controlled by the environment.
Examples of such states are the readings from door sensors, and the state of
the car door timer. The place Env.-Controlled Shared Events holds tokens that
represent the information indicating that particular events caused by the environment occurred. Examples of such events are when a button is pushed, a
timer expires, and a car is sensed near a given floor by a location sensor.
Since the shared phenomena places only contain tokens that represent shared
phenomena, the structure defined in the Top module helps to ensure that the
CPN model possesses the environment-and-controller-partitioned property.

7.4.2

The Controller and Environment Modules

Fig. 7.6 depicts the Controller and the Environment modules that, as can be
seen in fig. 7.4, are sub-modules of the Top module. Both modules contain a
substitution transition used in the modelling of UC1. The substitution transition UC1 Travel to Floor (Controller) represents all the actions initiated by the
controller, while the substitution transition UC1 Travel to Floor (Environment)
represents all the actions initiated by the environment as part of UC1. Both
figures include black places holding representations of shared phenomena; they
are conceptually glued together with the places with the same names in the
Top module. Thus, the two modules for UC1 communicate through the in-

7.4. CPN Model for the Case Study

139

initialControllerStates()
Ctlr.-Controlled26
Shared States
ControllerStates_t

Ctlr.-Controlled
Shared Events
Controller

ControllerEvents_t

Controller

Environment
Env.-Controlled
Shared Events

Environment

EnvironmentEvents_t
initialEnvironmentStates()
16
Env.-Controlled
Shared States
EnvironmentStates_t

Figure 7.5: The Top module.
terface formed by the black places exclusively. This is an example of how the
controller-and-environment-partitioned property guides and restricts the way a
use case is modelled.
In the Environment module, three external entities (Car Door, Car Motor,
and Door Timer) are represented by the correspondingly named substitution
transitions. The Door Timer module is shown in fig. 7.3. Only external entities
that contain both private and shared phenomena are modelled by substitution
transitions; entities without private phenomena are represented by tokens in the
black places (e.g., Location Sensor and Floor Indicator). In fig. 7.3, the substitution transitions representing the external entities model assumed behaviour,
whereas UC1 Travel to Floor (Environment) models desired behaviour. In the
Controller module, there is no assumed behaviour, since we are developing the
controller and can give it any behaviour that we desire.
This completes our justification that the CPN model has the controller-andenvironment-partitioned property. We have described both the controller and
the environment and we have distinguished between them (on the Top) and
between desired and assumed behaviour.

7.4.3

The Modules for UC1

Fig. 7.7 shows how the sequence diagram in fig. 7.2 has been translated into
two CPN modules that specify the behaviour of UC1: one for the environment
and one for the controller. Messages in the sequence diagram are represented as
substitution transitions in the CPN modules. An example from the top of the
sequence diagram is the carRequest message, which gives rise to the substitution
transition by the name Passenger Requests An Elevator in the Environment module for UC1. This message is followed by two internal messages generated in
the controller: selectElevatorCar and assignRequest. These messages and the notifyCarSelected message are represented by the Select Car, Assign Request, Notify
Selected substitution transition in the UC1 Controller module. The subsequent
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Figure 7.6: The Controller (top) and Environment (bottom) modules.

messages in the sequence diagram are reflected in the CPN model in a similar
fashion.
The two CPN modules for UC1 communicate through the black places holding shared phenomena. Thus the progress of the environment part of UC1
is observable to the controller part through the places Env.-Controlled Shared
Events and Env.-Controlled Shared States, while the progress of the controller
part of UC1 is observable to the environment part through Ctrl.-Controlled
Shared Events and Ctrl.-Controlled Shared States.
The other five use cases in fig. 7.1 are also reflected in the CPN model, in a
similar fashion. Thus, the CPN model is use case-based. In summary, we have
achieved a CPN model that has the two properties that we have pursued.

7.5

Addressing Behavioural Issues

This section discusses how the CPN model can be used to address a number of
behavioural issues of the elevator controller, related to concurrent execution of
use cases and handling of failures and unexpected uses.
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Figure 7.7: CPN modules for the controller and the environment

7.5.1

Concurrent Execution of Use Cases

The CPN model has a parameter NumberOfPassengers that specifies the number
of passengers, initially interested in using the elevators. This value determines
the number of tokens that are initially put in place Passengers Ready To Request
Elevator (fig. 7.7). If NumberOfPassengers is greater than one, the model reflects
the possibility of UC1 (and the included use cases) being executed in multiple
concurrent instances. One instance of the use case (i.e., one scenario) is initiated
every time an event representing a passenger pushing one of the hall buttons
occurs in the CPN model.

142

Chapter 7.

If, for instance, NumberOfPassengers is set to ten, the CPN model can mimic
up to ten passengers requesting the elevator. This means that a maximum of ten
tokens can be accumulated in the Env.-Controlled Shared Events place, after an
equal number of firings of an internal transition in the sub-module bound to the
substitution transition Passenger Requests An Elevator. Each token represents
the completion of the event of a passenger pushing a hall button, and each event
initiates an individual instance of UC1.
The tokens generated in the UC1 Environment module that represent hall
button push events are put in place Env.-Controlled Shared Events. Each event
must be assigned to a given car and this decision, modelled by the substitution
transition Select Car, Assign Request, Notify Selected, is taken by the controller,
based on internal information (e.g., reserved cars) and external information
(e.g., location of cars). The place Assigned Requests holds all pending requests
to be served. Whenever a given car is available (represented by a token in
place Available Cars), one of the pending requests is picked according to the
scheduling strategy, and the assigned car is sent to the floor where the request
happened.
The controller must respond to all these events, to actually transport passengers. The CPN model permits the developer to experiment with how these
events should be handled by the controller, e.g., to investigate whether the selected scheduling algorithm obtains an acceptable usage of the elevator cars,
which are the shared resources in the elevator that the passengers compete for.

7.5.2

Failures and Unexpected Uses

The division between controller and environment in the CPN model supports
simulation of situations where the latter does not behave as expected. An
example is a failure of the door timer: when the timer is started, it is assumed
to expire after a fixed period of time. This is signalled to the controller, which
reacts by closing the door. The model of the environment can easily be modified
to include a situation where the timer does not expire, by adding a transition to
the module in fig. 7.3 that moves a token from the Running place to the Expired
place without producing an event.
The CPN model can also be used to investigate unexpected uses. An example is when a passenger pushes a hall button. When the car arrives, the
passenger is assumed to enter the elevator and select a destination floor. The
UC1 Environment module (fig. 7.7) can be modified to include a scenario where
the passenger leaves the location without waiting for the elevator. This can be
done by adding a transition that consumes a token from the Passengers Waiting
For Elevator place.
In both examples, the reaction of the controller can be observed by executing the model, which can be iteratively adapted to describe how to handle the
situation. Any controller must deal with issues similar to those we have discussed here. It is beneficial to address them early, and the CPN model provides
a means to facilitate this.

7.6. Related Work

7.6
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Related Work

In [129], it is shown how to make correctness arguments in the context of Jackson’s problem frame [87] for an elevator controller by the use of various UML
models, which are also controller-and-environment-partitioned. There are several advantages of using UML, the standard modelling language of the software
industry. However, UML is not a perfect or universal modeling language. From
a technical perspective, UML can sometimes benefit from being supplemented
by other modeling languages, e.g., CPN as we have used in the considered case
study.
We can compare the use of CPN with the use of UML for the elevator
controller, described in [129] and in [13], which employ state charts to model
the desired life cycle of one single elevator car. In comparison, our CPN model
explicitly describes multiple elevator cars. Thus, our CPN model is a more
accurate description of the real world that the elevator controller controls, with
the concurrent behaviours that the real world exhibits.
In [131], it is suggested to utilize use case diagrams and scenarios to obtain
one hierarchical CPN model of the behavior of an interactive system. The
hierarchy of the CPN model mimics the one of the use case diagram. The usage
of the colors in the nets preserves the independence of several scenarios after
their integration in the CPN model. This permits modeling of concurrency
between use case, scenarios and copies of the same scenario. However, this
approach only tackles the controller perspective, and does not explicitly describe
the environment.
The approach in [132] suggests use cases to be described by tables, to ease
the communication between the analyst and the domain expert. Later, through
some mapping rules, Petri nets are built from the tables to formalise the requirements. The approach is used for producing object-oriented requirements
specifications, based on structural models and focuses on deriving intra-object
behavioural models. Again, the environment is not explicitly modelled.

7.7

Conclusions

We have suggested through a case study a model-based approach to requirements engineering for reactive systems. We have also presented a CPN model
that has two key properties, namely being controller-and-environment-partitioned
and use case-based. Further research is needed to investigate how the approach
can be generalised.
As discussed in the previous section, the CPN model for the elevator controller case study allows various issues regarding behaviour to be addressed. In
addition to the discussion there, it should be noted that it is possible to apply the standard analysis techniques for CPN (e.g., model checking techniques)
documented in the literature for further analysing behavioural properties, and
also to use associated tools for edition, simulation, and animation.
Another advantage provided by CPN is that it allows models to be constructed in a parameterisable way. In our case study, we have considered a spe-
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cific elevator system with two cars in a building with six floors. If we wanted to
deal with other elevator systems, this would be straightforward. Adapting the
elevator controller for distinct contexts (e.g., different number of passengers,
cars, or floors) requires no changes to the structure of the CPN model, but only
some specific parameters to be modified.
The created CPN model does not synthesise the complete behaviour of the
controller, since our focus is on earlier stages of the software development process. However, we deem that the CPN model can be useful in later development
stages as well, because of its structure that separates the description of the controller from the description of the environment. The CPN model may be used
within a model-driven development in the sense that parts of platform-specific
code for the actual controller might be generated automatically from the part
of the CPN model that represents the controller. In the context of model-based
testing, it may be possible to use the CPN model for automatic generation of a
large collection of test cases; the clear interface between the descriptions of the
controller and the environment supports black-box testing.
It may very well be possible to use other modelling languages than CPN
to create models with the two desired properties, e.g., statecharts, UML state
machines, or UML activity diagrams. Indeed, many of the points that we make
about CPN in this paper may also be valid for UML 2.0 activity diagrams. Compared to UML 1.x, UML 2.0 has introduced several modifications to activity
diagrams, which are no longer a special type of state machines (ActivityGraph
used to be a subclass of StateMachine in the Metamodel) and whose meaning
is now explained with concepts borrowed from Petri nets.
If we aim to obtain a controller-and-environment-partitioned model, a modelling language that supports description of concurrency issues seems essential.
If we only wanted to describe the controller itself, it may not have been necessary to describe concurrency issues; the controller may well be single-threaded.
Since we also want to describe the environment, concurrent execution must be
described, e.g., the two elevator cars are travelling up and down concurrently,
and the motor is running while the sensors are being activated. The need to
describe concurrency puts demands on the chosen language, and CPN is particularly well-suited to handle these issues.
The use of CPN has a number of advantages, but also some problems.
As we argue in [128], CPN satisfies four of the five criteria, which are put
forward as being essential for good modelling languages in [35]. CPN models
(1) are abstract, (2) can be made understandable (in particular when the CPN
model itself is hidden behind a graphical animation, e.g., [128]), (3) can be
made accurate, and (4) can be used for prediction. However, it is not known
whether CPN models do or do not satisfy the fifth criteria, that models must
be inexpensive. The cost-effectiveness of using CPN has not been established,
which is an issue that the CPN language seems to share with many formal
methods.
We plan to mature and generalise the suggested approach. Currently, we
consider exactly one sequence diagram for each use case. We need to study
how to deal with more than one sequence diagram for a use case, as we do
in [C8]. We expect also to apply the approach in industrial contexts, to evalu-
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ate its usefulness in helping developers of reactive systems in their requirement
engineering activities. This requires a careful analysis of the impact of introducing the approach on the software process and on the tools in use. Defining
some guidelines and providing some automatic means to obtain the CPN model
from the use cases diagrams and the sequence diagrams are important issues to
ensure that the approach can be applied in a sensible way.

Chapter 8
[D2]: Requirements Engineering for
Reactive Systems with Coloured Petri Nets:
the Gas Pump Controller Example
The paper presented in this chapter has been published as a workshop paper:
[D2] João Miguel Fernandes, Simon Tjell, and Jens Bæk Jørgensen. Requirements Engineering for Reactive Systems with Coloured Petri
Nets: the Gas Pump Controller Example. In Proceedings of the 8th
Workshop and Tutorial on Practical Use of Coloured Petri Nets and
the CPN Tools (CPN 2007), October 22–24, 2007, Aarhus, Denmark,
pages 207–222, Denmark, 2007. Department of Computer Science,
University of Aarhus.

The content of this chapter is equal to the workshop paper [D2] except for minor
changes.
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Abstract
The contribution of this paper is to present a model-based approach
to requirements engineering for reactive systems, and more specifically to
controllers. The approach suggests the creation of a CPN model based on
several diagrams, for validating the functional requirements of the system
under development. An automatic gas pump controller is used as case
study. We propose a generic structure for the CPN model to address the
modelling of the controller, the physical entities which the controller interacts with, and the human users that operate the system. The CPN
modules for modelling the behaviour of the human users and the controller are instances of a generic module that is able to interpret scenario
descriptions specified in CPN ML.

8.1

Introduction

A reactive system is “a system that is able to create desired effects in its environment by enabling, enforcing, or preventing events in the environment” [13].
This characterisation implies that in requirements engineering for reactive systems it is useful, and often necessary, to describe not only the system itself, but
also the environment in which the system must operate [30].
In this paper, we are particularly interested in controllers, i.e., a type of
reactive systems that control, guide or direct their environment. This work
assumes that a controller (to be developed) and its surrounding environment
are linked by a set of physical entities, as depicted in fig. 8.1. This structure
clearly identifies two interfaces A and B that are relevant to two different groups
of stakeholders, users and developers, in the task of requirements analysis.
From the user’s or client’s point of view, the system is composed of the
controller and the physical entities. Typically, the users are not aware of this
separation; they see a device and they need only to follow the rules imposed
by interface B to use it. In fact, they may not even know that there is a
computer-based system controlling the system they interact with.
†
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E-mail: jmf@di.uminho.pt
∗
Dept. Computer Science, University of Aarhus, Aarhus, Denmark.
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From the developer’s point of view, the environment is also divided in
two parts with different behavioural properties; the physical entities have predictable behaviour while the human actors may exhibit disobidience with respect to their expected behaviour. Thus, the description of the behaviour of
the environment must consider the physical entities (usually called sensors and
actuators) which the system interacts with through interface A. In some cases,
these physical entities are given, and software engineers cannot change or affect them during the development process, but need to know how they operate.
Additionally, some relevant behaviour of the human users that interact with
the system through interface B must be taken into consideration and actually
reflected in the CPN model.
environment

system

controller

A

physical
entities

B

users

Figure 8.1: A controller and its environment.
This paper presents a model-based approach to requirements engineering for
reactive systems, and more specifically to controllers. The approach aims at
obtaining a CPN model that describes the requirements through scenarios combined with a description of the behaviour of the physical entities which the
controller interacts with. We propose a generic structure for the CPN model
to hold two important properties: (1) controller-and-environment-partitioned,
which means that it constitutes a description of both the controller and its environment, and that it distinguishes between these two domains and between
desired and assumed behaviour; (2) scenario-based, meaning that it was constructed on the basis of the behaviours described in scenario descriptions. Our
proposal continues the results presented in [C8,D1,217] and is illustrated in the
development of a gas pump controller, which is a well-known example in the
literature [218].
The paper is structured as follows. Sect. 8.2 introduces the Automatic
Gas Pump case study that is used in this paper. In sect. 8.3, we present
the main requirement models, in the form of use case diagrams and sequence
diagrams, that were created for the case study. The CPN model for the case
study, obtained with our approach, is discussed in sect. 8.4. We make some
conclusions in sect. 8.5.

8.2

Case Study

As case study, we consider an Automatic Gas Pump, which is a computer-based
system that permits customers to buy fuel in a self-served way. There exists
one storage tank for each type of fuel (diesel, gasoline 92 octane, and gasoline
95 octane). The pump must be deactivated for a given type of fuel, when the
quantity of fuel in the associated tank is less than a given threshold (to be
defined). There are also three different nozzles, one for each type of fuel.
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To fill a car’s tank with fuel, first the customer must insert a credit card
and introduce the PIN code. If the card is valid and the introduced PIN code
is correct, the customer may start to fill the car’s tank with fuel, by picking a
nozzle. When a given nozzle is picked by the customer, the price per litre of the
respective type of fuel is shown in the display. While the fuel is being pumped,
the pump must show in real-time the quantity pumped and the respective price.
After the nozzle has been returned to the holster, the credit card company
is contacted and requested to withdraw from the customer’s account an amount
equal to the price of the fuel that has been tanked and to credit it to the station’s
account (the credit card company retains a fixed percentage of the transaction
that is deduced to the station). The customer may also get a printed receipt, if
the same credit card is reinserted in the pump, no later than five minutes after
returning the nozzle.
Based on the general structure of a reactive system (fig. 8.1), our approach
suggests the development to be started by creating a so-called entity diagram,
that depicts the controller system to be developed and all the entities in its
environment.
This entity model, which can be seen like a context diagram as proposed
by several software methods, has an important role in the approach, since it
defines without ambiguities the scope of the controller and identifies the entities
that exist in its environment. This clear separation between controller and
environment must be preserved in the subsequent models, since our aim is to
obtain a CPN model that is controller-and-environment-partitioned.
Fig. 8.2 shows the entity diagram for the case study. It clearly identifies the
name and direction of each message that flow in interfaces A or B. This diagram
serves as a reference for the development process and in the next sections for
each diagram proposed we identify which parts of the entity model is being
addressed.

8.3

Use Cases and Scenarios for the Case study

In this section, we show the artefacts (models and diagrams) that we suggest to
use before constructing the CPN model. These artefacts allow the developers to
formalise the user requirements and serve as a basis for obtaining a CPN model.
The artefacts are shown here in a specific (ideal) order, but in an engineering
development context it is expected that an iterative process must be followed.
The use case diagram for the automatic gas pump controller is depicted
in fig. 8.3. With respect to fig. 8.1, the use case diagram covers interface B
(between the users and the system), and identifies the functionalities provided
by the controller.
The use cases are briefly described below:
• UC1 buy fuel permits the customer to fill the car’s tank with the chosen
type of fuel.
• UC2 initiate payment validates if the customer has a valid credit card
and if its PIN code is correctly entered in the keyboard. If this is the
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Figure 8.2: An entity diagram for the Automatic Gas Pump, with a clear
identification of the messages that flow in interfaces A (between the Gas Pump
Controller and the Physical Entities) and B (between the Physical Entities and
the Users).
case, the pump is unblocked to allow fuel to be pumped.
• UC3 get receipt prints a receipt, if the customer reinserts the credit
card no later than five minutes after returning the nozzle to its resting
position.
• UC4 de/activate pump activates or deactivates the pump. The state
of the pump must be easily visible to the customer.
gas pump
controller

de

clu

«in

»

UC1
buy fuel

UC2
initiate
payment

Customer

UC3
get receipt

UC4
de/activate
pump

Operator

Figure 8.3: Use case diagram for the Automatic Gas Pump controller.
As usual, the use case diagram identifies and names the use cases that the gas
pump controller must support, and shows the external actors participating in
the use cases. The actors in the use case diagram are the humans, customers
and operators, that use the gas pump.
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To describe the individual use cases in detail, their textual descriptions can
be supplemented with sequence diagrams that specify some behavioural scenarios accommodated by the use cases. The scenarios describe desired behaviour
of the gas pump controller in its interaction with the human actors and cover
interface B with respect to fig. 8.1. These scenarios are thus adequate to be discussed with the client and also the final users of the system, since they permit a
graphical and easy-to-understand representation of the user requirements, and
omit design and implementation issues.
As an example, the description of the main scenario for UC1 is presented
next, including references to the sequence diagram that is depicted in fig. 8.4(a):
1. The customer starts the payment by introducing a valid credit card and
typing the corresponding PIN code;
2. If the credit card is valid and the PIN code correct, the customer picks
the nozzle of the wanted type of fuel;
3. The system shows the information related to the selected type of fuel
(price per litre) and “0” as the number of litres pumped;
4. While the nozzle is being used, the customer can pump fuel to the car’s
tank and the system updates the display showing the volume of pumped
fuel and its respective price;
5. When the customer finishes pumping fuel, he returns the nozzle to its rest
position (in the holster);
6. The system withdraws the amount corresponding to the price of the
pumped fuel from the customer’s account, retains its commission, and
credits the rest to the station’s account.

system
ref
opt

customer

{UC2} initiate payment
[valid card and correct PIN]
pick nozzle
show information

loop

[nozzle is being used]
trigger nozzle

system
ref
opt

customer

{UC2} initiate payment
[valid card and correct PIN]
pick nozzle
show information
return nozzle

show information
return nozzle
transfer money

(a)

(b)

Figure 8.4: Sequence diagram at the user level for UC1: (a) the main scenario,
and (b) an alternative scenario.
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Figure 8.5: The behaviour of the customer and the physical entities, during the
main scenario of UC1.
Alternative scenarios for a use case can be created, namely when it is sufficiently
rich and complex. Fig. 8.4(b) shows an alternative scenario for UC1 that describes a situation where the user initially introduces a valid credit card, types
its correct PIN code, picks a nozzle, but cancels the transaction by returning
the nozzle to the holster (i.e., without putting fuel in the car’s tank). Therefore,
at the end, the system does not transfer money from the customer’s account to
the account of the station.
Similar textual descriptions and sequence diagrams exist for the other use
cases. There is a dependency relationships between UC1 and UC2, meaning
that to complete its execution, UC1 needs the functionalities provided by UC2.
This dependency is specified in the use case diagram by an include relation and
in the sequence diagrams by ref operators.
The next step in the modelling process is to refine the scenario descriptions,
to introduce more detailed information in order to permit further development
tasks to be conducted. In our approach, this entails two different things. Firstly,
it is important to refine the user-level sequence diagrams by indicating the
particular physical entity with which the users do exchange messages at each
point in time. The sequence diagram depicted in fig. 8.5 is an example of a
scenario that details the exchange of messages in interface B. This can be seen
in contrast to the diagram in fig. 8.4, where the user exchanges messages with
the whole system, seen as a monolithic structure.
Secondly, the messages that flow in interface A need also to be considered in
our approach. This permits developers to introduce details about how the controller actually reacts to stimuli from the physical entities, that were supposedly
initiated by the user. These refined scenario descriptions can be considered as
part of the system requirements. The sequence diagram depicted in fig. 8.6 is an
example of a scenario that details the exchange of messages in interface B. This
diagram is used to specify the behaviour of the gas pump controller, and more
particularly the interaction of the controller with the physical entities. Therefore, the controller must be considered as the central element of that sequence
diagram.
In summary, sequence diagrams as the one shown in fig. 8.5 describe requirements expressed as scenarios for the use cases, while sequence diagrams
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Figure 8.6: The behaviour of the gas pump controller when interacting with
the physical entities, during the main scenario of UC1.
like the one in fig. 8.6 should be considered as specifications for a given scenario of a use case. This distinction assumes that “a requirement is a desired
relationship among phenomena of the environment of a system, to be brought
about by the hardware/software machine that will be constructed and installed
in the environment, while a specification describes machine behaviour sufficient
to achieve the requirement” [102].

8.4

The CPN model for the case study

The next development step is to construct a CPN model that represents all the
behaviours described by the collection of considered sequence diagrams. The
CPN modelling language was chosen, since CPN models are executable and formal, can provide a good balance between graphical and textual constructs, can
address both the behaviour and the data of the system, and handle modelling
aspects such as concurrency and locality in a graceful manner [216].
The construction of the CPN model is based on scenarios, which is important to guarantee that the model reflects all the partial behaviours identified
and discussed with the clients and users of the system under development.
Additionally, the CPN model must be structured in such a way that the separation between the controller and the environment, as expressed in fig. 8.1, is
preserved and easy to identify. Therefore, the approach ensures that the CPN is
constructed to be controller-and-environment-partitioned and scenario-based.

8.4.1

Top-level Module

Fig. 8.7 shows the topmost module of the hierarchical CPN model for the case
study, constructed from the sequence diagrams and following the structuring
principles proposed in this paper. The module contains three substitution transitions: Human Actors, Physical Entities, and Controller. These three substitution
transitions represent different domains and are used for modelling the functional
requirements, the behavioural domain knowledge, and the behaviour of the controller, respectively.
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Figure 8.7: The topmost module of the CPN model
The structure in fig. 8.7 is generic to reactive systems with a close interaction
with the physical environment and operated by human actors. The structure
embodies the guidelines that we are proposing for the modelling of such systems, their requirements, and their environment. The basic idea of the structure is to assist the modeller in maintaining a proper separation between the
three modelling domains. The structure allows the description of scenarios for
the behaviour of human actors and for the behaviour of the controller at an
abstract level, both by means of high-level sequence diagrams, which are translated into a textual form for interpretation and execution by the Human Actors
and Controller modules, respectively. Additionally, we use a regular CPN module (Physical Entities) for describing the behavioural properties of the physical
entities through which the customer and the controller interact. By “regular”,
we mean a CPN that directly uses the graphical constructs (places, transitions,
arcs, etc.) to describe the behaviour of the considered domain.
The three domains interact through a collection of shared phenomena [87].
A shared phenomenon is a state or an event that is observable by both domains
while being controlled by only one domain. In contrast, a private phenomenon
is only observable within the controlling domain (not to be confused with the
controller domain). The controlling domain is the domain that is able to affect
a shared phenomenon, i.e., to cause changes to a shared state or to generate
a shared event. An observing domain is able to react on, but not affect, an
observed phenomenon. No external domains are able to observe and thereby
react on phenomena that are private to other domains. The shared phenomena
perspective helps in the task of identifying the interfaces through which the
domains are interacting. This allows us to enforce a strict partitioning of the
representations of each of the domains in the CPN model, in order to make
it useful for requirements engineering. In the top module of the CPN model
(fig. 8.7), the interfaces of shared phenomena are emphasized as black places,
each one denoted by a letter and a number:
A1: Shared phenomena between the controller and the physical entities, and
controlled by the controller.
A2: Shared phenomena between the controller and the physical entities, and
controlled by the physical entities.
B1: Shared phenomena between the physical entities and the human actors,
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Figure 8.8: The Physical Entities module.
and controlled by the physical entities.
B2: Shared phenomena between the physical entities and the human actors,
and controlled by the human actors.

8.4.2

Physical Entities Module

The customer does not interact directly with the pump controller. In fact, he
might not even be aware of the existence of a pump controller, i.e., a computerbased system controlling the system he interacts with. Instead, the customer
does interact with the physical entities. The Physical Entities module is used
for describing the behaviour of the actuators and the sensors that connect the
controller with its physical environment. This behaviour is also referred to as
the indicative (or given) properties of the environment; the physical entities
have given behaviour patterns, which serve as a framework for the operation of
the controller. These patterns of behaviour must be taken into account when the
controller itself is designed, because they form part of the resulting behaviour
of the environment when the controller is deployed. Furthermore, we consider
that the physical entities are not integrated parts of the controller itself and
this is the reason why they are explicitly modelled as a separate domain.
Fig. 8.8 shows the internals of the Physical Entities module (with just a subset
of the entities). Each physical entity is represented by a substitution transition.
Two internal states (the white places Nozzle Triggered and Fuel Valves) are used
for modelling phenomena that are private to the physical entities; i.e., they
are hidden from both the customer and the pump controller. The black and
grey places are connected to the black places in the top module. A simple
colour coding scheme is applied: black places hold locally controlled shared
phenomena, while grey places hold remotely controlled shared phenomena.
Each substitution transition in the Physical Entities module encapsulates the
behaviour of one particular physical entity; as an example, fig. 8.9 depicts the
module for the Fuel Measurer. The description is restricted by the fact that
communication is performed exclusively through the interface of shared phenomena. The result is a collection of descriptions of the indicative behavioural
properties of the physical environment. This part of the environment differs
significantly from the part of the environment containing human actors (modelled in the Human Actors module) by the lack of free will and by the resulting
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Figure 8.9: The Fuel Measurer module.
deterministic nature. The physical entities exhibit strict reactive behaviour and
do not generate events or change states in a spontaneous manner. Once the
behavioural properties of the physical entities have been described, the descriptions can be maintained for executing various scenarios and for experiments
with various possible design specifications for the pump controller.
In the approach to requirements engineering of reactive systems that we suggest
in this paper, the modeller is only expected to specify CPN model structure,
when the behaviour of the physical entities is being described. Everything else
(i.e., controller and human users) is modelled by parameterising a generic CPN
module.

8.4.3

Controller and Human Actors Modules

Both the controller and the human actors are represented in fig. 8.7 by substitution transitions that refer to the SD Interpreter module. This generic module
acts as an interpreter for textual CPN ML representations of the basic elements
of UML 2.0 sequence diagrams. This module is utilized both for executing scenarios in which the user interacts with the system and for representing the
behaviour of the controller.
As shown in fig. 8.7, the instances of the SD Interpreter module are parametrized
through three places: one place specifies which objects (as found in the sequence
diagram) are local to the instance (Local Objects 1 and 2), another place specifies possible private phenomena to the domain (Private Phenomena 1 and 2),
and a third place specifies the behaviour as a scenario in the form of a sequence
diagram (Scenarios 1 and 2). Each instance communicates with the physical
entities through its set of shared phenomena. The communication consists of
messages about the occurrence of events or changes to shared states. Furthermore, shared states can be part of the predicates used in the sequence diagrams.
Fig. 8.10 shows the internals of the SD Interpreter module. This module
is basically the specification of a machine, which is able to execute sequence
diagrams specified in CPN ML. The execution may be affected by incoming
events and state changes and may itself cause state changes and generate events
through the interface of shared phenomena. When a sequence diagram is executed, the modeller needs to specify which objects are local. All communication
between local and non-local objects is performed through shared phenomena.
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Figure 8.10: The SD Interpreter module.
Fig. 8.11 illustrates the CPN ML representation of the sequence diagram in
fig. 8.5 (a similar representation exists for the sequence diagram in fig. 8.6). This
sequence diagram specifies a scenario of UC1 as seen by the customers through
their interaction with the physical entities. Here, it has been translated into a
list value, which is placed (as a token) in the place Scenarios 2 and interpreted
by the Human Actors substitution transition.
A simple language has been developed to represent the basic features of
UML 2.0 sequence diagrams, such as optionals (OPT), alternatives (ALT), loops
(LOOP), and messages (arcs). Each of these features is handled by a separate
substitution transition in the SD Interpreter module. The interpreter utilises the
parameterised knowledge about local objects (and the derived implicit knowledge about remote objects) to determine the direction of messages (events or
state changes) during the execution of the list representation of a sequence
diagram.
If a message is outgoing (i.e., generated by a local object), this is reflected
by the interpreter altering a local phenomenon, either by generating a new
event token or by modifying the value of a state token in the place called
Locally Controlled Shared Phenomena. Alternatively, if a message is incoming
(i.e., generated by a remote object), the interpreter halts until this message is
detected in the place called Remotely Controlled Shared Phenomena. This is the
basic mechanism for the synchronisation of the instances of sequence diagram
interpreters with the physical entities modelled in regular CPN modules. In the
example of fig. 8.5, the customer object is local to the Human Actors instance,
while the physical entities are remote. The ALT, LOOP, and OPT operators
do not involve any exchange of messages, but rely on the interface of shared
places in order to evaluate predicates that may involve shared states. When the
interpreter encounters a predicate in one of these operators, the current value
of a relevant shared state is investigated to evaluate the predicate.
The basic operation of executing the CPN ML representation of a sequence
diagram as performed by the SD Interpreter module can be described as follows:
The interpreter traverses the CPN ML list one element at a time. This is con-

160
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

Chapter 8.

val UC1_customer =
UC2_customer ˆˆ
[
Message(("customer","nozzle detector"),
EventOccurrence("pick nozzle",95,EventParameter(0))),
Message(("display", "customer"),
StateChange("display", 0, AnyStateParameter)),
LOOP_HEAD(1,INT_(5),NoPredicate,"a","b"),
Label("a"),
Message(("customer", "nozzle detector"),
EventOccurrence("trigger nozzle", 95,EventParameter(0))),
Message(("display", "customer"),
StateChange("display",95,AnyStateParameter)),
LOOP_TAIL(),
Label("b"),
Message(("customer","nozzle detector"),
EventOccurrence("return nozzle",95,EventParameter(0)))
];

Figure 8.11: The CPN ML representation of the sequence diagram found in
fig. 8.5
trolled by a counter (maintained in the place Counter) that somehow resembles
a program counter. The substitution transition Pick Element picks out the next
element of the list based on the current state of the counter found in the single
token value found in the Counter place. A single element is produced in the
Current Element place and from here it is consumed and handled by one of these
substitution transitions based on its type: Message, ALT, LOOP, OPT, or LABEL. As an example of how specific elements are handled, Fig 8.12 shows the
contents of the LOOP substitution transitions that handles the elements used
for representing loop structures of arbitrary levels of depth found in sequence
diagrams. In can be seen how shared phenomena are evaluated through access
to the interface places described earlier (Remotely Controlled Shared Phenomena
and Locally Controlled Shared Phenoma). This makes it possible for the interpreter to evaluate the predicates that may exist in the definition of a specific
loop in order to determine when to enter and leave the loop based on shared
phenomena.
Fig. 8.13 documents the collection of colour sets that are used through out
the model.

8.4.4

Discussion

The reflections behind the work presented in this paper are inspired by the
work of Jackson and particularly by his work on Problem Frames [87]. The
reactive system we deal with in this paper fits well in the Commanded Behaviour
Problem Frame specified in [87] but our approach from the Problem Frames
approach in a central point: we explicitly model the human actors observing
the states and events of the domain of physical entities. This is necessary in
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Figure 8.12: The LOOP module.

order to synchronise the execution of scenarios between the human actors and
the physical entities (and the system as a whole).
The main purpose of the CPN model we present in this paper is to provide
the modeller of a reactive system with a generic structure that can be used as a
starting point for capturing functional requirements and knowledge about the
physical environment in a sensible way.
The requirements are specified as a collection of scenarios describing use
cases in which the final system must be able to interact according to the expected behaviour. To validate the scenarios, the CPN model suggests the behaviour of the controller to be specified at a relatively-high abstract level. This
permits to base a prototypical design of the controller on sequence diagrams
that describe scenarios of use cases. At the same time, different sequence diagrams are used to describe scenarios of the behaviour of the human actors;
and thereby required behaviour of the entire system consisting of the physical
entities in combination with the controller.
The specification of the behaviour of the controller is relatively abstract,
since it does not necessarily include descriptions of any internal components of
the controller. At a later point in the development process, such components
may be introduced by refining the sequence diagrams used to describe the controller behaviour (as the one found in fig. 8.6). The abstract description of the
controller behaviour is necessary to permit the modeller to execute the scenarios specified for the human actors in a simulated environment with responses
from the system. This is as an important property of the modelling approach,
since it may be helpful in the complex task of specifying and validating the
functional requirements.
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(* COLSETs *)
colset
colset
colset
colset
colset
colset
colset
colset
colset

UNIT = unit;
INT = int;
STRING = string;
ObjectID = STRING;
ObjectIDs = list ObjectID;
EventID = STRING;
Direction = product ObjectID * ObjectID;
EventParameter = INT;
OptionalEventParameter =
union EventParameter:EventParameter + AnyEventParameter;
colset EventIndex = INT;
colset StateID = STRING;
colset Event = product EventID * EventIndex * EventParameter;
colset StateIndex = INT;
colset StateParameter = INT;
colset OptionalStateParameter =
union StateParameter:StateParameter + AnyStateParameter;
colset StateChange = product StateID*StateIndex * OptionalStateParameter;
colset EventOccurrence =
product EventID * EventIndex * OptionalEventParameter;
colset State = product StateID * StateIndex * StateParameter;
colset PredicateType = with NEQ | EQ | GT | LT | GTE | LTE;
colset StateChangeOrEvent =
union EventOccurrence:EventOccurrence + StateChange:StateChange;
colset Message = product Direction * StateChangeOrEvent;
colset Predicate = product StateID * StateIndex * PredicateType * StateParameter;
colset OptionalPredicate =
union Predicate:Predicate + NoPredicate + NonDeterministic;
colset Label = STRING;
colset Phenomenon = union State:State + Event:Event;
colset OPT_HEAD = product OptionalPredicate * Label * Label;
colset INTorINF = union INT_:INT + INF;
colset LOOP_HEAD = product INT * INTorINF * OptionalPredicate * Label * Label;
colset LOOP_TAIL = UNIT;
colset ALT_ELEMENT = product Predicate * Label * Label;
colset ALT_ELEMENT_ELSE = product Label * Label;
colset ALT_HEAD = Label;
colset ALT_TAIL = UNIT;
colset AltStackElement = product ALT_HEAD * BOOL;
colset AltStack = list AltStackElement;
colset Element =
union Message:Message +
Label:Label +
OPT_HEAD:OPT_HEAD +
LOOP_HEAD:LOOP_HEAD + LOOP_TAIL:LOOP_TAIL +
ALT_HEAD:ALT_HEAD + ALT_ELEMENT:ALT_ELEMENT +
ALT_ELEMENT_ELSE:ALT_ELEMENT_ELSE + ALT_TAIL:ALT_TAIL;
colset LoopStackElement = product LOOP_HEAD * INT * INT;
colset LoopStack = list LoopStackElement;
colset Elements = list Element;
colset SD = Elements;
colset Lst = list INT;
colset SCState = State;
colset OptionalEvent = union Event_:Event + NoEvent;
colset SCTransition =
product SCState * OptionalEvent * OptionalPredicate * SCState * OptionalEvent;
colset SCStates = list SCState;
colset SCTransitions = list SCTransition;
colset SC = product ObjectID * SCState * SCStates * SCTransitions;
colset FuelValveState = union Open + Closed;
colset FuelValve = product INT * FuelValveState;
colset FuelMeasurement = product INT * INT;

Figure 8.13: The color sets used in the model

8.5

Conclusions

The contribution of this paper is a model-based approach to requirements engineering for reactive systems. Its application is illustrated in an automatic gas
pump controller. The approach suggests the creation of a CPN model based on
the requirements expressed as use cases and sequence diagrams, for validating
the functional requirements of the system under development.
A generic structure is proposed for the CPN model, so that it is possible to
address the modelling of the controller, the physical entities which the controller
interacts with, and the human users that operate the system. We suggest
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the CPN modules for modelling the behaviour of the human users and the
controller to be instances of a generic module that is able to interpret scenario
descriptions specified in CPN ML. This proves to be a good solution, since
the size of the CPN module remains the same independently of the number of
considered scenarios.
In contrast, for modelling the behaviour of the physical entities (actuators
and sensors) we use regular CPN modules, i.e., modules that directly use the
graphical constructs of the CPN language (places, transitions, arcs, etc.), to
model behaviour.
The CPN language is a good choice for modelling these two types of modules,
since it allows the complexity of the model to be split between graphical and
textual constructs, and also between the data and the control perspectives.
As future work, we plan to extend the SD Interpreter module to handle
all UML 2.0 sequence diagrams constructs, and also to apply our approach to
other types of reactive systems, like for example interactive systems, workflow
systems, and robotic systems.

Chapter 9
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The paper presented in this chapter has been accepted for publication as a
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Abstract
This paper presents Executable Use Cases (EUCs), which constitute
a model-based approach to requirements engineering. EUCs may be used
as a supplement to Model-Driven Development (MDD) and can describe
and link user-level requirements and more technical software specifications. In MDD, user-level requirements are not always explicitly described,
since usually it is sufficient that one provides a specification, or platformindependent model, of the software that is to be developed. Therefore, a
combination of EUCs and MDD may have potential to cover the path from
user-level requirements via specifications to implementations of computerbased systems.

9.1

Introduction

MDD [35] can offer significant support for the path from user-level requirements, often based on observations of the real world and informal descriptions,
via specifications to implementations of computer-based systems. MDD focuses
on automatically transforming software models into running implementations
on various execution platforms. This implies that MDD is essentially a solutionoriented approach. MDD approaches do not always emphasise the requirements
engineering activities needed to produce the necessary specifications. For example, OMG’s Model-Driven Architecture (MDA) [219] does not encourage
software developers to pay enough attention to properly identifying and describing the problems that the software must solve. This may result in obvious
and severe mistakes, like developing a perfect solution for the wrong problem.
With this observation as motivation, we propose Executable Use Cases
(EUCs) [106], a model-based approach to requirements engineering that can
be used together with MDD. Figure 9.1 illustrates the relationship between
EUCs and MDD. The starting point for any software development project is
∗
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Figure 9.1: Relationship between Executable Use Cases and Model-Driven Development.
some real-world problem for which some stakeholders have chosen to devise a
solution. The analysis of this problem results in the production of some agreement on the most relevant and important requirements to a solution. The
analysis should also result in a common understanding of the problem at hand.
Based on the requirements, a specification is developed to more precisely describe a specific software system that solves the problem when embedded in
the environment. This specification is then the foundation for developing the
actual software. Figure 9.1 also informally shows the stages at which EUCs and
MDD are most useful. This illustrates that the two approaches cover different
parts of the development cycle. It also depicts the fact that there is an overlap
in the areas covered by the two approaches. In this paper, we investigate how
this overlap may be exploited in order to devise an approach to combining the
use of EUCs and MDD.
Generally, in Software Engineering, the terms ‘requirement’ and ‘specification’ are often used with many different meanings [64, 93]. The combination
‘requirements specification’ is also very common (e.g. [18, 19]). In the description of Figure 9.2, we give a more restrictive definition of the terms since they
are essential to the introduction of EUCs. This definition is in accordance with
the terminology of Jackson [64, 87, 89].
A requirement is a desired property that we want to be fulfilled in the
environment, for example, that the car reduces its speed when the driver steps
on the brake pedal. Requirements belong to the users’ world and do not need
to mention the computer-based system and the software in consideration.
A specification is a description of an interaction between the environment
and the computer-based system. For example when the driver steps on the brake
pedal, a brake-by-wire controller computer system that is to be developed will
receive a stimulus and, in response, will send an electrical signal to activate the
physical brake. Specifications belong in the borderline between the system and
the real-world.
The speed of the car and the driver stepping the brake pedal are examples of
phenomena that exist in the environment. A phenomenon is typically an event
or a state. Some of the phenomena in the environment are shared with the
software system under development. When a phenomenon is shared, it means
that both the environment and the system may observe it, but only either the
system or the environment controls the phenomenon. For example, the brake
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pedal may be represented as a shared state phenomenon. The brake-by-wire
controller is able to monitor the level of the pedal in order to detect when it is
stepped down and how deep. On the other hand, the controller is not able to
affect the state of the pedal at all. This is only possible to the driver, which is
part of the environment. This distinction is very important, because it defines
the limitations on which responsibilities may be assigned to the system under
development.
The collection of shared phenomena form the boundary between the system and its environment as illustrated in Figure 9.2. Here, according to the
terminology of Jackson, the machine corresponds to the system under development (e.g., the brake-by-wire controller). The environment phenomena are
those controlled by the environment and not shared with the machine, while
the machine phenomena are controlled by the machine and not shared with the
environment. The terms hidden or private are sometimes used to refer to phenomena that are not shared. An example of an environment phenomenon that
is not directly accessible to the brake-by-wire controller is the current speed of
the car. This means that the speed should not be referred to when expressing
the specification but could well be part of a requirement. Such a requirement
could describe how fast the speed should decrease as a function of stepping
down the pedal. The specification interface contains those phenomena that
are shared between the machine and the environment. The shared state phenomenon representing the level of the pedal described above is a good example
of what could be referred to in a specification.

Figure 9.2: Relationship between requirements and specification. Adopted from
[64].
The requirements should be expressed solely in terms of the environment
phenomena, including the ones in the specification interface. The specifications
should be expressed solely in terms of the phenomena in the specification interface. However, we sometimes allow for some implementation bias [64]. This
means that the specification refers to abstractions of machine phenomena that
are not necessarily shared in the specification interface. In this way, the solution space may be superficially explored in the later stages of the requirements
analysis.
In any software development project, it is essential to pay proper attention to both requirements and specifications. On one hand, stakeholders must
be involved in identifying, eliciting, prioritising, and negotiating requirements.
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On the other hand, software developers need specifications to have operational
starting points for detailed design and even for implementation. However, often
the requirements are not explicitly formulated — they just exist in the environment without being caught and written down or represented explicitly. This
is in contrast to specifications, which are usually produced in plan-driven approaches. An example of a popular means to writing specifications is use cases,
in the style of UML diagrams [20, 21] or in textual form [22].
One important use of requirements and specifications is to give adequacy
arguments for the software to be developed. For example, if one’s job is to
develop the brake-by-wire controller just discussed, it is important to argue
that if the specification is satisfied (the brake pedal produces a stimuli to the
brake-by-wire controller, which sends a signal to the physical brake, and so
on), then it implies that the requirement is also satisfied (the car starts to
slow down, when the driver steps on the brake pedal). A solid argument of
this kind involves that we must make assumptions about how external entities
in the environment work. Software engineers cannot influence or change how
brake pedals work or how the physics of the car affect its speed — they are
given — but it is crucial to know their properties, because the controller must
interface with them. As an example, we can assume that when a brake signal
is sent, the physical brakes (rapidly) become activated and cause the car to
slow down. This assumption relies on a chain of causality since the brake-bywire controller is only indirectly able to affect the speed of the car. It is the
system consisting of the controller plus the brake pedal, the physical brakes,
and other mechanisms that must produce the desired effect in the environment.
With EUCs, we provide an approach to describe and link requirements and
specifications. In particular, EUCs can be used to give adequacy arguments.
This paper extends a workshop paper [220] by a more thorough introduction
to CPN, the description of combining CPN and SDs, and a more detailed discussions about the relationships between requirements and specification in the
context of EUCs. The paper has the following structure. In Section 9.2, EUCs
are presented. Section 9.3 describes two examples in which EUCs were applied.
In Section 9.4, we introduce Coloured Petri Nets (CPN) [42,221], which has been
the modelling language used by us to give formal support to our approach. The
section also provides a discussion on the adequacy of this particular modelling
language in the context of EUCs. In Section 9.5, the combined usage of CPNs
and sequence diagrams is discussed, namely in what concerns the formalisation
of EUCs. Section 9.5 presents some related work and Section 9.7 draws some
conclusions, discusses about the relationship between EUCs and MDD, and
briefly mentions future work.

9.2

Executable Use Cases

An EUC [106] supports description and validation of requirements and specifications. In a single description, an EUC can represent desired behaviour of the
environment (requirements), desired behaviour of the computer-based system
(specifications), and assumed behaviour of external entities in the environment

9.2. Executable Use Cases

171

(often needed in adequacy arguments).
Despite the name, an EUC can have a broader scope than a traditional
use case. The latter is often a description of a sequence of interactions between
external actors and a computer-based system. As noted above, a traditional use
case in this way often constitutes a specification, rather than a requirement. An
EUC can go further into the environment and also describe potentially relevant
behaviour in the environment that does not happen at the interface. Jackson
explains why requirements often need to be described in terms of phenomena
found in the physical environment rather than in the interface between the
system and the environment [86]. It is this property that enables an EUC to
represent both requirements and specifications.
The name Executable Use Cases was chosen to facilitate a quick and rough
explanation of the main concepts and ideas behind our approach. The stakeholders in the projects in which we have used the EUC approach have always
been familiar with traditional use cases, and the essence of an EUC is to make
an executable representation of what is often already described with a traditional, and well-known, use case. As can be seen from Figure 9.3, an EUC
consists of three tiers.

Tier 3 - Animation
Insights

User
responses

Tier 2 - Formal
Insights

Tier 1 - Informal
Insights

Domain analysis
Figure 9.3: Executable Use Cases.
The tiers describe the same things, but use different languages: tier 1 is
an informal description; tier 2 is a formal and executable model; tier 3 is a
graphical animation of tier 2, which uses only concepts and terminology that
are familiar to and understandable for the future users of the computer-based
system.
The three tiers of an EUC should be created and executed in an iterative
manner. The first version of tier 1 is based on domain analysis, and the first
versions of tiers 2 and 3 are based on the tier immediately below. Tier 1
represents typical artefacts of the requirements engineering activities, and is
created routinely in many projects, often consolidated in the form of traditional
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use cases. Tier 1 should be the result of the collaboration among a broad
selection of users, software developers, and possibly other stakeholders, with
the purpose of discovering and documenting the requirements for a computerbased system.
Validation is supported through execution. This is possible at tier 2, but
can only be done properly by people who are able to read and understand the
formal model. In practice, this often means only software developers. However, tier 3 enables users to be actively engaged in validation by investigating
the consequences of the current description as realised at tier 2. Elicitation,
in the same way as validation, can be supported through execution. When
users interact with tier 3, they often encounter questions, experience the EUC
to behave in unexpected and maybe unsuited ways, or discover that relevant
aspects have not been covered yet. In each such case, it is possible to revisit the
formal model at tier 2, or even the natural language descriptions at tier 1, in
an attempt to find answers to the questions raised at tier 3, and, consequently,
remodel at tier 2, rewrite at tier 1, or both, to produce an improved version of
the EUC.
In contrast to traditional use cases, EUCs talk back to the users and support
experiments and trial-and-error investigations.

9.3

Examples of Systems using EUCs

In this section, we present two computer-based systems in which EUCs were
applied for their development. First, we consider an Elevator Controller — an
example of a reactive system — and we describe how EUCs are applied. Next,
we consider the Pervasive Health-Care System (PHCS) [222], a real system
aimed at use at Danish hospitals.

9.3.1

Elevator Controller

The elevator controller is a standard text book example; our version has been
taken from [13]. The main responsibility of the controller is to control the
movements of elevator cages in a high-rise building. Movement is triggered by
passengers, who push request buttons. On each floor, there are floor buttons,
which can be pushed to call the elevator; a push indicates whether the passenger
wants to travel up or down. Inside each cage, there are cage buttons, which
can be pushed to request to be carried to a particular floor. In addition to
controlling the movements of the cages, the controller is responsible for updating
a location indicator inside each cage that displays the current floor of the cage.
We have discussed the elevator controller and its EUCs in [128]. The CPN
model itself, without the informal tier and the animation tier, has also been the
subject of some papers, for example in [223].
The animation tier of the EUC, which is depicted in Figure 9.4 for a configuration with ten floors and two cages, represents the elevator shaft with the
elevator cages, the floor buttons, the cage buttons plus the location indicator
for each of the cages.
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Figure 9.4: EUC animation tier for the elevator controller.
The link between the formal tier and the animation tier is that the execution
of the formal tier causes drawing functions to be called. In this way, the graphical objects are animated (e.g., cage icons are moved, or location indicators are
changed) in the animation tier.
Examples of requirements for the elevator controller are:
• Collect passengers: When a passenger pushes a floor button on floor f,
eventually an elevator cage should arrive at floor f and open its doors;
• Deliver passengers: When a passenger pushes the cage button for floor f
in an elevator cage, eventually the elevator cage should arrive at floor f
and open its doors;
• Show floor: When a cage arrives at a floor, passengers inside the cage
should be informed about the current floor number.
We now consider a specification related to the Collect passengers requirement.
1. Assume that a floor button is pushed;
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2. The controller must receive a stimulus from the floor button;
3. The controller must turn on the light of the pushed button;
4. The controller must allocate the request to one of the cages. In particular,
this implies that the controller must determine whether the request can
be served immediately. This is possible only if the request comes from a
floor where currently there is an idle cage. In this case, the cage can just
open its doors; it is not necessary to start the motor;
5. If it is necessary to start the motor, the controller must generate an appropriate signal to the motor;
6. If it is sufficient to open the doors, the controller must generate a signal
to the doors instructing them to open.
The EUC describes this scenario and its continuation; it also describes many
other scenarios. The formal tier describes precisely a number of interactions
between the elevator controller and external entities like buttons, sensors, motors, and doors. In the animation tier, only the consequences of the technical
specifications are visible in terms of the resulting behaviour of the physical
entities.
A user can push floor and cage button icons in the animation tier. For each
push, the user experiences that the animation eventually shows an elevator cage
icon with open doors at the requested floor, and that the location indicator icons
are properly updated during the emulation of elevator movement.
When this happens, the animation tier is used to validate that the current
specification of the controller and the modelled environment properties together
ensures that the requirements are fulfilled, for the considered scenarios. This is
the adequacy argument that we are pursuing. The graphical animation can also
be used to discover problems, both simple ones (like an elevator cage, which
does not stop if it comes to a floor for which it has a request) and more complex
ones (like the scheduling not being done so that efficient use of the elevator cages
is ensured).
However, the animation tier (tier 3) cannot be used to investigate the causes
of and ultimately find solutions to the problems. For debugging, it is necessary
to inspect the more technical description of the specifications that is found at
the formal tier (tier 2).

9.3.2

Pervasive Health-Care System

In contrast to the elevator controller, this section describes how EUCs have been
applied in a real-world project: the Pervasive Health-Care System (PHCS).
The objective of the PHCS is to ensure smooth access to and use of hospital computer-based systems by taking advantage of pervasive computing. The
PHCS is context-aware, which means that it is able to register and react upon
certain changes of context. More specifically, nurses, patients, beds, medicine
trays, and other items to be found at hospitals are equipped with radio frequency identity (RFID) tags, enabling presence of such items to be detected
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automatically by involved context-aware computers, for example, located in the
medicine cabinet and in the patient beds.
Another property of the PHCS is that it is propositional in the sense that it
makes qualified propositions, or guesses. Context changes may result in automatic generation of buttons, which appear at the task-bar of computers. Users
must explicitly accept a proposition by clicking a button — and implicitly ignore or reject it by not clicking. The presence of a nurse holding a medicine tray
for patient P in front of the medicine cabinet is a context that triggers automatic generation of a button Medicine plan:P on a context-aware computer
located in the cabinet, because in many cases, the intention of the nurse is now
to navigate to the medicine plan for P that specifies the medicine that must be
poured for P. If the nurse clicks the button, she is logged in and taken to P’s
medicine plan.
We have used an EUC to represent the work process in medicine administration, covering nurses’ pouring and giving of medicine. The EUC describes
how medicine administration is supposed to be supported by the PHCS. The
use of EUCs in requirements engineering for the PHCS is described in detail
in [135, 224].
The animation tier of the EUC, which is shown in Figure 9.5, represents a
hospital department where nurses are walking around, pouring medicine, and
giving medicine to patients. It also shows context-aware computers and their
reactions to changes in the context and to the interactions of the nurses with
them.
Examples of requirements for the PHCS are:
• R1 — Find plan: In the medicine room, any nurse should be able to
quickly find the medicine plan for any of her assigned patients.
• R2 — Ensure confidentiality: When a nurse leaves the medicine room, no
sensitive patient data must be left for public viewing (data must be kept
confidential).
• R3 — Access data: In the medicine room, it should be possible for any
nurse to access the record for any of her assigned patients.
Notice that these requirements are genuinely independent of any technologic
property that should be satisfied, no matter if the patient records are on paper,
are only accessible electronically via a desktop-based patient record computer
system, are accessible via PDAs, are accessible via the PHCS, or are made
available through some other means. The requirements seem to be quite stable;
it is likely that R1, R2, and R3 are also valid requirements for a new hospital
system, say, in five or ten years. In contrast, solution proposals — specifications
— are more volatile. This is, in its own right, an important argument for
explicitly distinguishing between requirements and specifications.
Examples of specifications for the PHCS are:
• S1: When a nurse approaches the medicine cabinet, the medicine cabinet
computer must add a login button and a patient list button for that nurse
to the task-bar.
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Figure 9.5: EUC animation tier for PHCS.

• S2: When a nurse leaves the medicine cabinet, if she is logged in, the
medicine cabinet computer must blank off its display, remove the nurse’s
login button and patient list button from the task-bar, and log her out.
• S3: When a nurse selects her login button, she must be added as a user,
and the login button must be removed from the task-bar of the computer.
We have used the EUC to give adequacy arguments that link requirements
and specifications. For example, the EUC relates the satisfaction of requirement
(R1) to specification (S1). When the user interacts with the EUC through the
graphical animation, he experiences that when it is emulated that a nurse enters
the medicine room, the medicine plan of any of her assigned patients can appear
on the display of the medicine cabinet computer icon with just two clicks; first on
the patient list button, and then on the name of the patient of concern. Thus, if
a computer-based system is constructed that meets (S1), and it has a reasonable
performance, (R1) is satisfied. Similarly, the EUC links requirement (R2) and
specification (S2); and requirement (R3) and specification (S3), respectively.
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CPN as EUC Formal Tier Language

In our presentation of the EUC approach in Section 9.2, we did not fix the
language to be used at tier 2, the formal tier. There are different possible
choices. We could for example use a suitable programming language or a general, graphical modelling language such as statecharts [58], UML state machines
or activity diagrams [21], or Petri nets [37]. These languages differ in a number
of ways, and in particular they have different degrees of formality and rigidity
and distinct tool support.
In our use of EUCs so far, and in particular in the industrial projects we
have been involved with, we have used the formal modelling language Coloured
Petri Nets (CPN) [42,221] as the tier 2 language. We have chosen CPN because
we have experience with this language, but more importantly because CPN is
appropriate for EUCs, as we argue in Section 9.4.3, and its tool support is quite
good.

9.4.1

An Introduction to CPN

CPN is one out of many modelling languages in the family of languages based
on Petri nets [37]. The formalism behind Petri nets was originally defined in
1962 by Carl Adam Petri in his doctoral thesis [38].
What is commonly understood by a Petri net model is a mathematical structure with a graphical representation. A model is composed by a collection of
basic syntactical components: places, transitions, and arcs. These components
are graphically represented as ellipses, rectangles, and directed arcs respectively.
Places hold collections of tokens and thereby represent local states (markings). The global state of a model is represented by the distribution of tokens
throughout its places. The places have an initial marking representing the
initial local state.
Arcs lead either from a place to a transition or the other way, but never
between two places or two transitions. In the first case, the arc enables the
transition to remove (or consume) one or more tokens from the place. In the
second case, the arc allows the transition to produce tokens in the place. The
consumption and production of tokens to places occurs when transitions are
fired during the execution of a model. At each step of such an execution,
one or more transitions may be enabled, i.e., ready for firing. A transition is
enabled if it is able to consume a specified collection of tokens from its input
places (those connected to the transition by incoming arcs). If at least one
transition is enabled, one of the enabled transitions can be chosen for firing and
the execution is able to proceed to possibly performing the next step based on
the new markings of the places.
Two or more transitions may be in conflict if they are enabled in the same
step. This occurs if there is an overlap in the collections of tokens on which
they depend for their enabling, i.e., if the firing of one transition results in
the other one being no longer enabled in the following step. If two or more
transitions are not in conflict in a given marking, they can be considered as
truly concurrent and may be fired in any arbitrary order resulting in the same
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global state. This property is known as the diamond rule [225]. For formalisms
where tokens have values (such as CPN), the diamond rule holds at the level
of binding elements [44]. It is related to the rules about locality in the net
structure: the enabling of a transition only depends on the marking of the
input places to the transition and the result of the firing of a transition is only
observable through the marking of the output places of the transition.
Up to now, we have described the issues that are common to almost all
classes of modelling formalisms based on Petri nets. One of the basic points at
which classes of Petri nets differ is in how much information is represented by
the marking of places. Bernardinello et al. identify three levels of Petri nets
with respect to the marking of places [39].
At level 1, places have a Boolean marking meaning that they either hold
zero or one token that does not represent a value. All arcs consume or produce
exactly one token. This level corresponds to the principles of the formalism
originally defined by Petri. Elementary Net Systems [40] also belong at this
level.
At level 2, places hold an integer number of tokens that are anonymous,
which means that one token is not distinguishable from another. The arcs
may have weights indicating an integer number of tokens to be consumed or
produced. Graphically, the weights are represented as annotations to the arcs.
An example of a formalism at this level are Place/Transition systems [41].
Finally, at level 3, tokens have values of primitive or complex data types
(e.g., integers, text strings, records). Instead of weights, the input arcs have inscriptions, i.e., expressions specifying the constraints on the collection of tokens
that should be consumed. Output arcs may contain expression describing the
collection of tokens that is produced. In this way, it is possible to model the
selection and manipulation of data in the model. In addition, transitions may
contain guards: boolean expression over the values of tokens in the input places
that must evaluate to true for the transition to be enabled. CPNs constitute
an example of a formalism belonging to this level.
We often refer to nets at Levels 1 and 2 as low-level nets and to nets at
Level 3 as high-level nets. In addition to these basic principles, CPN is based
on the application of the following modelling concepts [42]: time, hierarchy, and
inscription language.
CPN allows the specification of timing properties. This is done by the
addition of integer timestamps to individual tokens. Timing annotations in
arcs and transitions are used to specify delays usually representing the time an
action is modeled to take. The firing of transitions is still an atomic event, but
the calculation of enabling for a given transition depends on the timestamps
in the tokens it needs to consume through possible input arcs. Intuitively, the
time stamp in a token can be seen as a specification of the model time at which
the token is available for consumption from a place.
CPN models may be structured hierarchically as a collection of connected
modules. A module is itself a CPN model. Structuring is performed through
two mechanisms: fusion places or substitution transitions. A fusion place is a set
containing multiple places that may be found in different modules. This allows
interaction to traverse boundaries of the modules in the model. A substitution
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transition is a special transition found in a CPN module that represents an
instance of another CPN module. This allows reuse of the specifications of
CPN modules throughout the model. The substitution transition is connected
to the module in which it is found through an interface which must be common
to all instances of the module it represents. This interface is a collection of
places. Substitution transitions allow the modeler to work at varying levels of
abstraction.
A CPN model is typically annotated by inscriptions in its syntactical components. The inscriptions are used, among other things, to select and manipulate
data, and to define functions and data types. In the de facto implementation
of CPN, the inscription language is the functional language CPN ML, a close
derivative of Standard ML [43].

9.4.2

An Example of a CPN Model

Figure 9.6 shows an example of a CPN model. In this case, the model represents
a device for measuring and displaying the temperature in a room. This should
be done when a user pushes a specific button represented by the Push Button
1 transition. If this transition fires, a token identifying the button is placed in
the Button Events place. From this place, button events are consumed by the
Start Measuring transition, but only if they represent the pushing of button 1
(matching the guard [b = 1]). The detection of such an event causes the device to start measuring the room temperature through some sensor. The room
temperature is represented by the value of the token in the Room Temperature
place. This value is continuously modified by the physics of the environment
(e.g., the sun) represented very abstractly by the Modify Temperature transition. When the measuring is done, the resulting measurement is placed as a
token value in the Measured Temperature place from where it is ultimately consumed by the Finish Measuring transition. The latter causes the measurement
to be shown in the display represented by the value of a token found in the
Display place.
[b=1]
Push Button(1)
Button 1

Button(b)
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Event

()
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23
Modify
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t
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Figure 9.6: An example of a CPN model
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In this example, the interface between the controller and its environment
consists in three shared phenomena: the buttons, the room temperature, and
the display. We have represented the buttons as a shared event phenomenon
controlled by the environment and the temperature is a shared state phenomenon also controlled by the environment. The display is modeled as a
shared state phenomenon controlled by the controller. The measured temperature is an example of a machine phenomenon, which is not shared with the
environment although it derives from the room temperature phenomenon. This
is an important detail since it exemplifies the distinction between the real-world
phenomenon (the room temperature) and a machine representation thereof (the
measured temperature). If the temperature sensor was somehow faulty, these
two phenomena would not necessarily be as tightly related as they are in this
case. The distinction allows us to take such reliability properties into concern.
This approach to representing shared phenomena and thereby distinguishing
the environment from the system complies with formalised guidelines that we
have defined in earlier work [D4] based on the reference model of Gunter et
al. [141].
In the examples of CPN shown here, the places carry annotations specifying
the data types of tokens that may exist in the places (e.g., Temperature and
Event). These data types are specified in CPN ML as a part of the specification of the model. Also, the two temperature places carry an inscription that
specifies the starting temperature (23) as an initial marking. This means that
before the first step of execution, each of these two places holds a single token
of the Temperature type with the value of 23.
The principle of hierarchy by substitution transitions is shown in Figure 9.7,
where the control logic of the device has been replaced by a single Controller
transition. This is a substitution transition - i.e. an instance of the Controller
module shown in Figure 9.8.
In the Controller module, some places have now been equipped with special
labels (e.g., I/O) specifying that these places form the interface through which
the module may interact with external parts of the model. Each place in the
interface is matched to a place in each module where the module in question is
instantiated through a substitution transition.
In this way, the level of abstraction is raised in Figure 9.7, while the behaviour is maintained by placing the lower level details into the module in
Figure 9.8.
Figure 9.9 shows an example of how information about timing properties
has been added to the module first shown in Figure 9.7. First of all, a new data
type has been declared in order to add time stamps to the tokens holding the
current room temperature in the Room Temperature place, i.e., TemperatureTimed instead of Temperature. In Figure 9.9, some steps have been executed
and the resulting marking is shown. This allows us to see the timestamp in
the token found in the Room Temperature place: the room temperature is 17
degrees at 5651 time units. We can also see how timing information has been
added to the Modify Temperature: the @ + discrete(20, 45) annotation of this
transition specifies that the timestamps of tokens produced by firing the transition are increased with an integer value in the interval 20 to 45 time units,
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picked randomly based on a uniform distribution function. This basically constraints the enabling of the Modify Temperature transition allowing us to make
a coarse abstraction of the physical properties related to physics affecting the
room temperature. The representation of such properties could, of course, be
much more detailed and accurate if needed.
Timing information is also added to cause the modelling of button pushes
to occur with a fixed interval of 100 time units. This is done by the addition of
the Delay place that holds a single token only used for delaying the enabling
of the Push Button 1 transition.
After the addition of the timing information, the model reflects a different
behaviour when executed compared to the behaviour exhibited before adding
the timing information. Now, the temperature is modified with a random delay
(within some interval) and the button is periodically pushed.
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Figure 9.9: Adding timing information to the CPN module

9.4.3

On the Adequacy of CPN for EUCs

Firstly, the fact that CPN is a dialect of high-level Petri nets makes it suitable
for modelling large real-world problems. This is mainly due to the features related to hierarchy and complex data types. High-level Petri nets are sometimes
compared with high-level programming languages with elaborated data types,
whereas low-level Petri nets are compared with assembly languages. EUCs
based on the use of CPN are immediately applicable to large real-world systems like the PHCS.
Secondly, CPN is well-supported by CPN Tools [48], which is a computer
tool developed at University of Aarhus. CPN Tools is licensed in more than
4,000 copies, and its users include several hundreds companies.
In the third place, Petri nets’ general suitability for describing the behaviour
of systems with characteristics like concurrency, resource sharing, and synchronisation tend to trigger attendance to important questions that are useful to
deal within the requirements engineering process. CPN provides an extensive
state concept, which facilitates the representation of properties of the environment. For example, in the EUC for the elevator controller , it is straightforward
to express that the current state of the environment is such that elevator cage
1 is idle at floor 1, cage 2 is stationary at floor 4 with its doors open, and there
is an outstanding request for downwards movement for floor 9.
The possibility of easily modelling concurrency was also helpful when modelling the real-world environment of the PHCS, which is indeed highly based on
concurrent actions. This makes the EUCs useful for answering questions about
the interaction between the system and the nurses. Examples of questions (Q),
and corresponding answers (A) of this nature that have emerged at workshops
at which the PHCS EUC was used by nurses are: (Q1) What happens if two
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nurses both are close to the medicine cabinet computer? (A1) The computer
generates login buttons and patient list buttons for both of them. (Q2) What
happens when a nurse carrying a number of medicine trays approaches a bed
computer? (A2) In addition to a login button and a patient list button for that
nurse, only one medicine plan button is generated — a button for the patient associated with that bed. (Q3) Is it possible for one nurse to acknowledge pouring
of medicine for a given patient while another nurse at the same time acknowledges giving of medicine for that same patient? (A3) No, that would require a
more fine-grained concurrency control exercised over the patient records.
With pervasive computing, requirements engineering must deal with new
issues such as mobility and context-awareness. Both issues are accommodated
in a natural way in a CPN model. Objects like users (for example nurses) and
things (for example medicine trays) are naturally modelled as CPN tokens, and
the various locations of interest can be captured as CPN places. A CPN state
as a distribution of tokens on places is a straightforward modelling of a context
affecting the appearance of a pervasive system. Mobility in terms of movements
of users and things are described by transition occurrences.
As we argue in more detail in [203], CPN is a modelling language that
satisfies four of the five criteria, which Selic puts forward as being essential
for good modelling languages in [35]. CPN models (1) are abstract, (2) are
understandable (when used as ingredient in an EUC, that is, hidden behind
a graphical animation), (3) can be made accurate, and (4) can be used for
prediction. However, there is no evidence that CPN models satisfy Selic’s fifth
criteria, that models must be inexpensive. The cost-effectiveness of using CPN
has not been established well — which, by the way, is an issue that CPN shares
with many, if not all, formal methods.

9.5

CPN Models and Sequence Diagrams

In previous work, we have explored different approaches to combining the use
of UML 2 Sequence Diagrams with CPN models. We see this combination as a
sensible means to closing the gap between the desired informality of tier 1 and
the necessary formality of tier 2. We add formality to sequence diagrams by
translating them to executable CPN models and thereby defining their execution semantics. The advantage is that a CPN model representation of one or
more sequence diagrams is unambiguous, because of the well-defined semantics
of the underlying modelling language.
We describe how a CPN model is systematically generated based on a collection of sequence diagrams in [C8]. The structure of all sequence diagrams
is translated into a composite CPN model representing all possible behaviour
expressed by those sequence diagrams. The focus is on the behaviour of the
human actors — e.g., the nurses in the PHCS. In any reactive system, the
scenarios of behaviour of the system can be seen as an interplay between the
system being designed and its physical environment (including possible human
actors). In [C8], the behaviour of the environment is implicitly modelled by
the introduction of variation points, which are used to represent scenarios sep-
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arating into several potential paths of behaviour. For example, a scenario in
which a nurse enters the medicine room could have a variation point leading to
two potential paths: in one path, the medicine room is empty when the nurse
enters, and in the other path another nurse is already in the medicine room.
We provide a method for specifying specific scenarios to be simulated (and animated) at adjustable levels of strictness. In the extreme cases, a walk through a
scenario is either completely fixed or completely free. In between, it is possible
to make fixed choices for some variation points, while allowing the choice to
be free in others. Whenever the choice is free at a variation point, a path can
either be determined randomly by the simulation tool or by an interacting user
through the animation interface of tier 3.
In [D1], we introduce explicit modelling of the assumed behaviour of the
physical environment of the system being developed. In order to do this in a
structured manner, we describe how the environment and the computer system
are modelled in a composite model, in which the interface between the two
domains is explicitly identified. In [86], Jackson points out the importance of
properly identifying this interface, and of describing both the computer-based
system and its environment. As an example, it is important to explicitly distinguish actions performed by the nurse from those performed by the system.
This is important for many reasons, one being that requirements can only be
rightfully expressed about the behaviour of the system and not about the behaviour of the nurse. No requirements can be made about the behaviour of the
nurse, but scenarios can be designed to imitate some thought-of behavioural
patterns - i.e. assumptions about the behaviour of the environment. We can
provide the nurse with a manual on how to perform specific tasks using the
PHCS but because she is a human being acting out of free will, she may exhibit spontaneous behaviour that does not comply with the requirements. On
the other hand, such behaviour may be covered by our anticipated scenarios of
behaviour.
We further elaborate the approach by the specification of a generic sequence
diagram interpreter expressed as part of a CPN model in [D2]. This permits
to experiment with large collections of sequence diagrams by simply changing
parameter values in the CPN model. The assumed behaviour of the physical environment entities are still expressed in terms of specialised CPN structure and
the explicitly described interface between environment and system is preserved.

9.6

Related Work

The EUC approach was first published in [135] in 2003 and has since then been
refined in a number of papers. EUCs are, obviously, not a fundamentally new
idea. For at least 15-20 years, the basic idea that we use in EUCs, that of augmenting traditional use cases or scenarios with notions of execution, formality,
and animation has been well-established in the software industry. A usual prototype based on an informal sketch may be seen as an EUC with the formal tier
created in a programming language and the animation tier being the graphical
user interface of an application. A detailed comparison of EUCs and traditional
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prototypes is reported in [136].
Execution and animation of requirements through formalisation in various
graphical modelling languages have had and are having attention by the research community, but often the systems considered are small, like the simple
communication protocol in [105]. In comparison, EUCs based on the use of
CPNs, are, as we noted above, scalable to large real-world systems.
In [137], Harel and Marelly also adopt the term Executable Use Cases. Their
approach aims at specification of reactive systems through an intuitive way
to automatically generate executable and formal models from scenarios. In
comparison, our EUC approach focuses explicitly on and strongly emphasises
the representation of the environment in which the system must function. EUCs
are a manual approach, but we see this characteristic as an important benefit,
because the interplay between the three tiers of an EUC not only supports, but
actually stimulates communication between users and software developers.
Another example of formalisation at an early stage is found in [138], where
the authors annotate use cases and thereby allowing automated translation
into low-level Petri nets. This is a typical alternative to our approach where
the informal nature of tier 1 is explicitly preserved. Another difference is that
the resulting models do not explicitly distinguish the behaviour of the system
from that of the environment. Consequently, it is difficult, if not impossible,
to identify the specifications without including the assumed behaviour of the
environment.
While we strive to distinguish the representations of system and environment, Lauesen describes Task Descriptions [139], where one explicitly postpones
the decision about if a given action is performed by the computer or a human
actor. This gives advantages in some situations, like for example when the
computer-based system is partly constructed from off-the shelf components. In
our approach, such components are modeled as having assumed behaviour and
are therefore considered as given parts of the environment, rather than parts of
the computer-based system being developed. It is relevant to investigate how to
perform the move from requirements expressed as Task Descriptions to EUCs
in a practical manner. Some preliminary work is presented in [140].

9.7

Conclusions

This paper presents the concept of Executable Use Case, which supports the
requirements engineering activities by means of a model-based approach. Structurally, an EUC consists of three tiers. All tiers describe the same reality, but
use distinct description languages: tier 1 is an informal description, tier 2 is a
formal and executable model, and tier 3 is a graphical animation that just uses
concepts that are familiar to and understandable for the users of the system
under consideration.
In Figure 9.1, the bar that indicates the scope of an EUC stretches from the
Real world bubble to the Requirements and Specifications bubble. This means
that the end product of applying the EUC approach is a specification, when
EUC usage is taken as close to an implementation as possible. The bar that
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indicates the scope of MDD stretches from the Requirements and Specifications
bubble to the Implementation bubble. In the point where the two bars meet,
in the Requirements and Specifications bubble, it is indicated that EUCs and
MDD can have an overlap. The size and position of the overlap may be subject
to discussion, because it is of course possible to pay proper attention to requirements, that is user-level requirements as we have discussed in this paper, in an
approach based on MDD. However, if use cases in the sense of specific interactions between external actors and a computer-based system is the first thing
that is produced, the MDD approach does not start with describing requirements —problems to be solved— but with making specifications —solutions to
be made.
Providing a tighter and stronger connection between EUCs and MDD requires more research in finding good ways to structure the formal tier of an EUC,
such that it clearly discriminates between the environment and the computerbased system and such that the part of the model that describes the computerbased system can easily be turned into an implementation. Some work on
this topic is described in [223], which (1) presents a CPN model that is used
to express user requirements, and then (2) explains how this CPN model is
transformed into a design-level CPN model, for describing the behaviour of the
software to be developed, and in this way constitutes a specification. Another
line of research is to investigate the adoption of other formal modelling languages at tier 2 of EUCs. However, as discussed in Section 9.4, we believe that
CPN models are a proper alternative and present important advantages.

Chapter 10
[D4]: Distinguishing Environment and
System in Coloured Petri Net Models of
Reactive Systems
The paper presented in this chapter has been published as a conference paper:
[D4] Simon Tjell. Distinguishing Environment and System in Coloured
Petri Net Models of Reactive Systems.
In Proceedings of the
2nd IEEE International Symposium on Industrial Embedded Systems
(SIES 2007), July 4–6, 2007, Lisbon, Portugal, pages 242–249, Washington, DC, USA, 2007. IEEE Computer Society Press.

The content of this chapter is equal to the conference paper [D4] except for
minor changes.
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Distinguishing Environment and System in Coloured
Petri Net Models of Reactive Systems
Simon Tjell∗

Abstract
This paper introduces and formally defines the environment-and-systempartitioned property for behavioral models of reactive systems expressed
in the formal modeling language Coloured Petri Net. The purpose of the
formalization is to make it possible to automatically validate any CPN
model with respect to this property based on structural analysis. A model
has the environment-and-system-partitioned property if it is based on a
clear division between environment and system. This division is important in many model-driven approaches to software development such as
model-based testing and automated code-generation from models. A prototypical tool has been implemented for performing the structural analysis
of Coloured Petri Net models and the principles of this tool are described.
The aim of the paper is to make the guidelines and their formalized definitions along with a proof-of-concept for the automatic validation of the
structure of models based on structural analysis.

10.1

Introduction

This paper introduces a technique for checking for compliance with certain
restrictions of the structure of models of reactive systems. These restrictions are
defined by a reference model for requirements and specification. We can see this
as our abstract model. The abstract model is used for checking concrete models
that are expressed by means of the Coloured Petri Net modeling language.
The main purpose of the restrictions (as they are applied here) is to ensure a
clear division between the parts of the model that represent the system under
development and the parts that represent the environment in which this system
is to operate. This distinction is particularly important for reactive systems
since this class of systems is characterized by a high level of interaction between
the system and its environment. In [13], Wieringa defines a reactive system in
the following way:
A reactive system is a system that, when switched on, is able to
create desired effects in its environment by enabling, enforcing, or
preventing events in the environment.
∗
Dept. Computer Science, University of Aarhus, Aarhus, Denmark.
E-mail: tjell@daimi.au.dk
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When a model of a reactive system is to be used during the development of
software for controlling a reactive system, the model is typically used for specification purposes. If the model of the controller being developed is combined
with a (partial) model of its environment, it is possible to execute scenarios
at very early stages in the development process using the model. When the
system has been specified, the next step is to go from the model to the actual
implementation of what is specified by the model. In this situation, it is clearly
of great importance to be able to determine which parts of the model should
be implemented by the system and which parts belong to the requirements to
and assumption about the behavior of actors in the environment. In the case
of reactive systems, these actors are typically both human users of the system
and physical entities such as sensors and actuators.
When the system has been implemented, it is necessary to test it in order
to assure that it complies with the specification. One way of doing this is by
model-based testing, where the model is used for automatic generation of a large
collection of test cases. This approach to testing is strictly black-box oriented
and therefore, a clear identification of the interface between environment and
controller is needed.
The contribution of this paper will hopefully be relevant to areas such as
model-based development and model-based testing, where both environment
and system are part of a composite model.
The paper will present a collection of formalized guidelines for models of
reactive systems in the formal modeling language Coloured Petri Nets. The
guidelines derive directly from an existing reference model for the specification
of (reactive) systems. The main contribution of the work presented in this
paper is the adoption and implementation of these guidelines into the context
of Coloured Petri Nets. The adoption is documented and discussed and a
prototypical implementation of tool-based support is presented.
The paper is structured as follows: The reference model is described in
Section 10.2 and Section 10.3 gives an introduction to Coloured Petri Nets.
These introductions are necessary for the understanding of how the reference
model is adopted in the modeling language as described in Section 10.4. In
Section 10.5 we describe different types of communication between the domains
and define the rules for identifying legal and illegal communication. This identification is performed by the prototype application described in Section 10.6.
In Section 10.7 we discuss some related work before concluding in Section 10.8
where future work is also discussed.

10.2

The Reference Model for Requirements and Specifications

In [141], Gunther et al. formally define a reference model for specifying requirements to software system. This section will provide a brief introduction
to the reference model. The idea behind defining the model resembles the idea
behind the ISO seven-layer reference model for network protocol stacks [226].
This model has become widely accepted as the de-facto standard for discussing
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Figure 10.1: The five software artifacts
and describing types of network protocols.
The model is composed by five artifacts:
W is the collection of all relevant domain knowledge (the world). This knowledge captures what is assumed about the behavior of the environment.
An assumed behavior could be that when a motor is started, this will
make something move.
R represents all requirements that describe the desired behavior of the system.
Desired behavior is described in terms of the system’s expected impact
on the environment.
S denotes the specifications of the system. The system is implemented based
on these specifications.
P is the program that implements the specifications.
M is the programming platform (the machine) on which the implemented program executes.
The Venn diagram in Figure 10.1 shows how two of the artifacts (W and R)
mostly belong to the environment, two (P and M ) belong mostly to the system
and the fifth (S ) exists in the interface between the two domains.
The relationship between the artifacts can be described by these two points:
1. The purpose of the program (P ) is to implement the specifications (S )
and this implementation is restricted by the programing platform (M ).
2. If the program implements the specifications (S ), then it will satisfy the
requirements (R) if the environment is described by domain knowledge
about the world (W ).
The specifications provide a description of the interface between the environment and the system by means of a common terminology based on a collection
of shared phenomena. A phenomenon is an event or a state, which is controlled
by one of the domains and which is either visible or hidden for the other domain.
Figure 10.2 illustrates the different categories of phenomena.
A phenomenon is controlled by a domain if the domain causes changes to the
phenomenon (in the case of states) or generates the phenomenon (in the case
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Figure 10.2: Designated terms
of events). As seen in Figure 10.2, the phenomena in ev and eh are controlled
by the environment while the phenomena in sv and sh are controlled by the
system.
If a phenomenon is visible in a domain, this means that reactive behavior
in that domain could be initiated by the phenomenon. On the other hand, a
domain is not able to react based on hidden phenomena. To pin this out, the
system is only able to react on phenomena that exist in ev , sv and sh while
the environment is only able to react on phenomena in eh , ev and sv . This
distinction is important in order to be able to identify the interface between
the system and the environment.
When comparing Figure 10.1 and Figure 10.2 we see that the specifications
(S ) forming the interface between the environment and the system is formed by
two collections of phenomena: ev and sv . These two collections are called the
shared phenomena. In an environment-and-system-partitioned model, all interaction between the two domains is performed by means of shared phenomena.
This paper focussed on the identification of shared phenomena in CPN models
as we shall later see.

10.3

Coloured Petri Nets

This section will present an informal introduction to the syntax and semantics
of Coloured Petri Nets, which will be followed by a brief formal definition of
the syntax. A formal definition of the semantics can be found in [42].
Coloured Petri Nets (or CPN) is a graphical modeling language with formally defined syntax and semantics. A CPN model expresses both the states
and the events of a system. Events are represented by transitions (drawn as
rectangles) and the states are represented by places (drawn as ellipses). These
two types of nodes are connected by arcs that lead either from a transition to a
place or from a place to a transition. The graphical structure is supplemented
by declarations of functions, constants etc. in a functional programming language. This language is called CPN ML [227] and is an extension of the more
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commonly known Standard ML [43]. Expressions in this language are also used
for annotations with different purposes in the graphical nodes of the model.
We will now look into how state is represented and how it is changed. Each
place is able to hold a (possibly empty) collection of values of a given data type.
We call these values tokens. The current state of a given place is determined
by the collection of tokens at a given point in (model) time. We can see this
as a local state while the global state of a model is the composition of local
states. The local states and thereby the global change when transition fires.
A transition must become enabled before it is ready to fire. There are several
restrictions involved in the determination of which transitions are enabled. The
main restriction is a quantitative one: the transition must be able to consume
a number of tokens from all its input place. An input place to a transition
is a place from which an arc leads to the given transition. A transition also
have output places. Those are the places to which an arc leads from the given
transition. The quantitative restriction is defined by the expressions in the arcs
connecting the input places to the transition. A restriction is purely quantitative if it only expresses a required number of tokens to be consumed from
each of the input places. A more precise restriction is a qualitative one, where
requirements to the values of the tokens being consumed are expressed. Finally, the enabling of a transition could be further restricted by use of a guard.
This is an expression that evaluates to a boolean value over the values of all
tokens being consumed. A transition is only enabled if its guard evaluates to
true. When a transition fires, the result of the state change is manifested by
the production of new tokens in its output places. The values of these tokens
may or may not depend on the values of the consumed tokens and depend on
constants or function that are expressed in the outgoing arcs.
Here follows the formal definition of the syntax. This definition is important
here, because the following restrictions will be based on it. As described in [42],
the syntax of a non-hierarchical CPN is given by a tuple:
CP N = (Σ, P, T, A, N, C, G, E, I)
satisfying the following properties:
1. Σ is a finite set of non-empty types (colour sets)
2. P is the finite set of all places.
3. T is the finite set of all transitions.
4. A is the finite set of all arcs s.t.
P ∩T =P ∩A=T ∩A=∅
5. N is the node function s.t. N : A → P × T ∪ T × P
6. C is the colour function s.t.
C:P →Σ
7. G is the guard expression function s.t.
G : T → Expr,
∀t ∈ T : [T ype(E(a)) = B ∧ T ype(V ar(G(t))) ⊆ Σ]
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8. E is the arc expression function s.t.
E : A → Expr,
∀a ∈ A0 : [T ype(E(a)) = C(p(a))M S ∧ T ype(V ar(E(a))) ⊆ Σ] where p(a)
is the place of N (a)
9. I is the initialization function s.t.
I : P → Expr,
∀p ∈ P : [T ype(I(p)) = C(p)M S ]
We define the A0 relation that relate all pairs of nodes that are connected
by arcs s.t.: A0 ⊆ (P ∪ T ) × (P ∪ T ),
A0 = {(n1 , n2 )|∃a ∈ A : N (a) = (n1 , n2 )} The first component of an element in
the relation is the source node and the second element is the destination node.

10.4

Expressing the Reference Model in CPN

This section describes how the reference model is to be expressed by means of
subsets of the nodes in a CPN model. We start out with a brief introduction of
an example model that will be used to illustrate the principles being presented
here. Figure 10.3 shows an example of a very simple CPN model. In this
case, a vending machine has been modeled at a rather abstract level. The
left-most white nodes model the behavior of the environment, which consists
of a person who wants to buy a product from the vending machine. On the
right-hand side, the white nodes model the behavior of the vending machine.
In between the two domains, we see four dark-colored places (the colors have
no associated semantics). These places form the interface between the system
and its environment. One important thing to notice here is that places are not
only used for representing states but also as abstract communication channels.
This is for example the case when the information about the occurrence of an
event is passed from the environment where it occurred to the system where it
is observed. The event is passed through the Environment Events place, which
is part of the interface. In general the places emphasized by the black fill in the
figure are the elements of the interface S, which was described as an important
part of the reference model. We will next look into how the phenomenon in S
are identified and categorized.
We start out by identifying how phenomena are represented in a CPN model.
In [141], the term phenomena covers both states and events. In the CPN model
we would like to enforce that all communication between the two domains
(environment and system) be performed through places only - i.e. the interface
between the two domains consists of a collection of places that are used for
holding either states or information about the occurrence of events. In case of
states, the approach is to make sure that a place representing a state always
contains a token of which the value corresponds to the current state. This
value is then changed by one of the domains - the controlling domain - when
the state changes and can be read by the other domain if the state is part
of the group of visible phenomena. By use of an ID component in the state
tokens, it is possible to represent a group of states in one single state place. The
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Figure 10.3: A CPN model of a vending machine
modeling of events is done with an different approach. In this case, we want the
controlling domain to produce a token to the event place when an event occurs.
This token can then be consumed by the observing domain if the event is one of
the visible phenomena. The approach is different from the modeling of states
because a token will only exist in the event place when an event occurs and will
be removed when it has been observed. Internally in the domains, both places
and transitions are used to describe the hidden behavior and phenomena.
We start out by linking the two groups of hidden phenomena to the nodes
of the CPN model:
eh ⊆ P ∪ T and sh ⊆ P ∪ T
We do the same for the groups of visible phenomena:
ev ⊆ P and sv ⊆ P
Notice that the set of visible phenomena is only composed by places (and not
transitions). This difference represents and important property of the interface
between the environment and the system. If transitions had been allowed as
part of the interface, the occurrence of a transition representing the occurrence
of an event in one domain would be able to directly trigger a reaction in the
other domain. This would limit the level of modeling power in the model since
the choice of reaction should be made internally in the reacting domain - and
this would not be the case, if the reaction was triggered directly by a transition
in the interface. Another advantage of limiting the interface to consist of places
only is that every event that occurs in the composite model will be represented
by a token. A disadvantage of the approach is that is caused by the standard
semantics of (Coloured) Petri Nets; a transition is not forced to occur (fire) if
it is enabled. A problematic consequence of this property could be that the
system fails to react on events or state changes occurring in the environment in
a timely manner - i.e. events may accumulate in the interface place and state
changes may occur without the system observing it. In the specific example,
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this problem has been overcome by the introduction of a simple notion of time
allowing us to specify a duration of the Receive Product transition (seen as the
()@ + 10 inscription in its outgoing arc). Since all (observing) system transitions are specified with a zero duration, this simple solution enforces these
transitions to occur instantaneously (when enabled) while the Ready To Buy
Product transition will be disabled until the expiration of the duration of the
Receive Product transition (10 time units). In this case, it has only been necessary to specify a duration of this one transition. In other cases, it might be
necessary to specify durations for more environment transitions. It may also
be done for some system transitions of interest in case it is wanted to make
estimates about performance properties.
For convenience in the following, we define four subsets that define all hidden, all visible, all environment and all system nodes respectively:
H = eh ∪ sh , V = ev ∪ sv , E = eh ∪ ev , and S = sh ∪ sv
By environment and system nodes we mean nodes that belong in (and are
controlled) by the environment and the system respectively.
In the vending machine example, H is the set of all non-filled nodes in the
left and right-hand side of the figure while V is the set of all visible nodes; the
places filled with black. E is the set of all nodes belonging to the environment;
in this case all white nodes in the leftmost side of the figure along with the
two black interface places Environment State and Environment Events. In the
same way, S is the set of all system nodes; the white nodes in the rightmost
side along with the two black interface places System State and System Events.
We define a collection of very trivial rules that restrict the categorizations
of nodes in a model:
• No nodes belong to both the system and the environment:
S∩E =∅
• No nodes are both hidden and visible:
V ∩H =∅
• All nodes can be categorized into two of these subsets:
S∪E =V ∪H =P ∪T
These rules are examples of the rules that are checked automatically by a
tool of which a prototype has been implemented. This is described in Section
10.6.
Based on the system and environment categorization, we define the relation
D relating pairs of nodes in which one node belongs to the system domain and
the other belongs to the environment domain:
D is the cross-domain relation s.t.
D ⊆ (T ∪ P ) × (T ∪ P ),
D = {(n1 , n2 )|(n1 ∈ S ∧ n2 ∈ E) ∨ (n1 ∈ E ∧ n2 ∈ S)}
We write D(n1 , n2 ) as shorthand for (n1 , n2 ) ∈ D
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We identify two more sets of places which are the places being used for communication between the two domains through shared events and shared states. A
shared event is an event that is generated by one domain and observed by the
other. A shared state is a state that is controlled by one domain and observed
by the other. All interaction between the two domains is performed through
the collection of shared events and states. Figure 10.4 and 10.5 show examples
of the two types of communication. It can be noted that the reading of a shared
state (the arc with the inscription e3) is performed by a two-headed arc. This is
syntactic shorthand for two arcs with the same inscription and is a semantically
a replacement of two arcs with opposite directions and the same inscription between the place and the reading transition. The fact that the inscription is the
same for both the input and the output arc to and from the transition ensures
that the value of the state token is not modified by the reading transition.
We start out by identifying two sets of places; one for representing shared
states and one for shared events:
• PSS is the set of places representing shared states: PSS ⊆ V ∩ P .
• PSE is the set of places used for exchanging shared events: PSE ⊆ V ∩ P .
These two sets of places hold all places through which the communication
between the environment and the system is performed. We now move on to
defining some restrictions to this communication. These restrictions are defined
by identifying a collection of arc categories. All arcs to and from PSE and PSS
should belong to exactly one of these categories. We also require that no place
is used for both events and states: PSS ∩ PSE = ∅.

10.5.1

Communication Through Shared States

Shared states are represented by tokens on places. The value of a token represents the current state of a given property. The state is changed by the
controlling domain by changing the value of the token. The state is readable by
the other domain. Since the state is reflected by the value of a token, this token
should always be available at the place. Firstly, we define a group of categories
of arcs that are involved in reading and writing the shared state:
• ASSW1 is the set of arcs used for writing new values of shared states s.t.
ASSW1 = {(t, p) ∈ A0 |t ∈ T, p ∈ PSS , ¬D(p, t)}
An example of such an arc is seen in Figure 10.4 (annotated with the
expression e1).
• ASSW2 is the set of arcs used for removing the token representing the
current value of a state before writing the new value by placing a new
token s.t.
ASSW2 = {(p, t) ∈ A0 |t ∈ T, p ∈ PSS , ¬D(p, t)}
An example of such an arc is seen in Figure 10.4 (annotated with the
expression e2).
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• ASSR1 is the set of arcs used for reading the current values of a shared
states s.t.
ASSR1 = {(p, t) ∈ A0 |t ∈ T, p ∈ PSS , D(p, t))}
An example of an arc in this set is seen in Figure 10.4 as part of the double
arc with the expression e3. The part in question points from the shared
state place to the reading transition. The semantics of a double arrow
makes it possible for a transition to read a token without changing the
state of the place holding the token - i.e. the token will be immediately
returned to the place when the transition is fired.
• ASSR2 is the set of arcs used for reproducing tokens of shared states after
reading the current values s.t.
ASSR2 = {(t, p) ∈ A0 |t ∈ T, p ∈ PSS , D(p, t))}
An example of an arc in this set is seen in Figure 10.4 as part of the
double arc with the expression e3. The part in question points from the
reading transition to shared state place.
• ASS is the set of all arcs being used for communication through shared
states s.t.
ASS = ASSW1 ∪ ASSW2 ∪ ASSR1 ∪ ASSR2
A shared state is controlled by one domain and read by the other domain.
This means that only the controlling domain is able to change the current value
of the state. The controlling domain is the domain in which the place holding
the token representing the shared value belongs. If such a place belongs to the
environment, it means that the shared state is controlled by the environment
while it might be observed by the system. To ensure the visibility (and availability) of such states, the places holding the state values must be part of V . In
Figure 10.4, the writing transition is in the controlling domain and the reading
transition is in the observing domain. The double arc with the e3 annotation
is shorthand for two arcs with the same expression. Since the expression (e3)
is the same in both the arc removing a token from the shared state place and
the arc placing a token back on the place, the value of the token will not be
changed by the firing of the reading transition.
It should be ensured manually or automatically that places holding shared
states will always (in any marking) contain a multiset (a bag) of constant cardinality (equal to the cardinality of the multiset created by the initial marking
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of the place. The reason why it is important that the tokens representing states
are always present at the places is that they should always be available for reading by the observing domain. This is important in order to ensure the intended
level of separation between the controlling and the observing domain. Provided
that cardinality of the collection of tokens that are produced by output arcs
can be predicted statically, the following rule should hold in order to ensure the
availability of shared state tokens:
|ASSR1 | = |ASSR2 | = |{((p, t), (t, p)) ∈ ASSR1 × ASSR2 |E(p, t) = E(t, p)}|
This property could be evaluated by use of place invariants or by bounding
analysis of full state space. Alternatively, the property could be dynamically
observed by monitoring the number of tokens on the relevant places runtime
- i.e. during tool-based execution of the CPN model. We will not discuss this
further here, but it remains as an open topic for future work.

10.5.2

Communication Through Shared Events

Like shared states, shared events are also represented by tokens on places but in the case of shared events, these tokens are consumed when transitions
representing the reading of events fire. The values of the tokens specify the
type and possible data the events. Figure 10.5 shows an example of a place
holding tokens representing shared events. The occurrence of a visible event in
one domain is modeled by the firing of the writing transition. This results in
the production of a token identifying the event in the shared event place. In the
other domain, this can cause a reaction as modeled by the reading transition.
• ASEW is the set of all arcs used for writing (generating) shared events s.t.
ASEW = {(t, p) ∈ A0 |t ∈ T, p ∈ PSE , ¬D(t, p)}
An example of an arc in this set is seen in Figure 10.5 with the expression
e4. This arc produces a token in the place holding shared events. One
token represents one occurrence of a specific event.
• ASER is the set of all arcs used for reading (consuming) shared events s.t.
ASER = {(p, t) ∈ A0 |t ∈ T, p ∈ PSE , D(t, p)}
An example of an arc in this set is seen in Figure 10.5 with the expression
e5. The reading transition becomes enabled when events have occurred
in the controlling domain.
• ASE is the set of all arcs being used for communication through shared
events s.t.
ASE = ASEW ∪ ASER

10.5.3

Internal Communication

We have now identified the communication that crosses the interface between
the two domains and thereby conducts all interaction between the system and
the environment. In both domains, the internal house keeping is performed by
what we call internal communication. In this context, the term communication
should be interpreted with a bit more abstraction since it covers both communication between internal components and the update and reading of internal
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(hidden) states. The common denominator is that this kind of communication
is hidden and only visible from within the domain where it takes place. This is
one the most important restriction that the work in this paper aims at enforcing by automation. We define AInt to be the set of all arcs used for internal
communication s.t.
AInt = {(n1 , n2 ) ∈ A0 |¬D(n1 , n2 )}

10.5.4

Legal Communication

After having identified three different types of communication (internal, through
shared events and through shared states) it is now possible to sum up by identifying a basic rule over the set of arcs:
A0 \(AInt ∪ AExt ) = ∅
where AExt is the set of all arcs used for external communication s.t. AExt =
ASS ∪ ASE
This rule is satisfied when all arcs in the model can be categorized by the
three categories of legal communication. If this is the case, the model is said to
be environment-and-system-partitioned.

10.6

Implementing a Prototype

This section describes the development of an application that validates a CPN
model with respect to the environment-and-system-partitioned property based
on structural analysis. We will call this application the validator. One of
the most commonly used tools for developing and analyzing CPN models is a
graphical tool called CPN Tools [48]. Figure 10.6 shows a screen shot of CPN
Tools. We will call this tool the editor. This tool uses a XML file format for
storing and reading the structure of models (nodes, arcs, declarations, graphical
layout, inscriptions etc.). The overall purpose of the validator is to analyze such
a file with respect to the guidelines defined in this paper and provide the user
with information about the level of compliance with the guidelines for the given
model. This process is a performed as a combination of manual and automatic
operations. The model is defined in the editor as the user is used to doing it.
This means that the user will not experience any changes to the way the editor
is used. At any point during the specification of a model, it should be possible
to execute the validator.
Figure 10.7 shows a screen shot of the validator. The leftmost column contains the names of nodes that were encountered in the XML file. The following
columns contain check-boxes that are used for specifying the memberships in
the previously described categories. When this categorization has been performed by the user, the button Check is pressed. This will start the automated
part of the process in which the validator applies all the formalized guidelines
and responds with the result in the text field found in the bottom of the window. The screen shot shows a situation where the specification of the vending
machine we discussed earlier has been loaded by the validator. The idea is that
the validator is to operate seamlessly with the editor. This means that when
the model is changed by the editor, this should be reflected in the validator. For
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Figure 10.6: A screen shot of CPN Tools
this purpose, the validator has the Reload button. When this button is pressed,
the validator will parse the XML file again while - importantly - maintaining
all categorization choices that were already made by the user. This means that
if new nodes are added to the model, the user will only have to categorize these
new nodes while already existing categorizations are preserved in the tool. This
is also the case if a node is deleted from the model specification.
The response when an automated check of a model is performed is composed
by a collection of error messages. In many situations, multiple error messages
will occur in the response. The following list presents and describes the meaning
of the error messages:
At least one node exists in both V and H :
A node has been found that is categorized as being both visible and
hidden.
At least one node exists in both S and E :
A node has been found that is categorized as belonging to both the system
and the environment.
At least one node exists in both Pss and Pse :
At least one node has been categorized as both a shared event place and
a shared state place.
Not all nodes in Pss are in V :
One or more nodes that have been categorized as holding shared states
is at the same time declared to be hidden. This makes it invisible to the
non-controlling domain.
Not all nodes in Pse are in V :
A place holding shared events is not declared as visible.
All nodes must exist in either E or S :
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Figure 10.7: A screen shot of the prototype implementation
Not all nodes have been categorized with respect to the environment and
system subsets of nodes.
All nodes must exist in either V or H :
Not all nodes have been categorized with respect to the subsets of visible
and hidden nodes. This error could also be part of the reason for the error
messages telling that not all nodes used for shared phenomena have been
declared as visible.
At least one arc is illegal :
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This error message tells that something is fundamentally wrong about the
structure of the model. It is based on the automatic categorization of arcs
and is generated when one or more arcs could not be fitted into the two
legal categories: internal and external arcs. On reason for the occurrence
of this error would be if two hidden nodes in each their domain were
connected by an arc.
No errors found :
None of the errors were detected.
When the checking of a model results in one or more error messages, this is
a symptom of the existence of one or both of two possible problems:
1. the nodes of the model have been incorrectly categorized in the validator.
2. the structure defined in the editor contains arcs that represent illegal
communication.
After having received the error messages from the validator, the person working
with the two tools is now expected to attempt to eliminate their causes. The
first possible problem is handled in the validator by manually assuring that all
categorizations of nodes are consistent with the intended structure of the model.
The second possible problem is more profoundly connected to the model itself
and should be taken care of in the validator, where the structure should be
manually evaluated in order to make sure that the system and the controller
domains are clearly distinguishable and that all communication is performed
through the specified interface.
The following listing informally describes the main flow of the validator:
1. Open XML file
2. Initialize DOM parser
3. Read and store all places (→ P)
4. Read and store all transitions (→ T)
5. Read and store all arcs (→ A’)
6. Repeat until the model is changed
(a) Let user define subsets of nodes (V , H, E, S, PSS and PSE ) by
toggling membership for each node
(b) Check compliance with rules for subsets of nodes (e.g. no node belongs to more than one domain etc.)
(c) Identify subsets of arcs based on the subsets of nodes (AInt and AExt )
(d) Check compliance with the guidelines by assuring that A0 \(AInt ∪
AExt ) = ∅
7. If the model is changed, restart from point 1 while preserving already
registered memberships in the subsets of nodes.
In this description, the events of buttons being pushed are not explicitly
present.
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Related Work

The work that has been presented in this paper is closest related to other work
where the distinction between environment and system in models is explicitly
handled and where the interface between the two domains is identified. It is also
more generally related to work on modeling methodologies for reactive systems
and structural analysis of (Coloured) Petri Nets.
A new class of low-level Petri Nets - Reactive Nets - is introduced in [154].
This is done as a step toward another new class - Reactive Workflow Nets that is used for analysis of workflow systems with explicit distinction between
environment and system. The authors argue that the standard semantics for
Petri Nets is not suitable for modeling a workflow system by a composite model.
Therefore, the standard semantics (called the token-game semantics) is supplemented by reactive semantics for the system. In the token-game semantics, a
transition may fire when it is enabled. In the reactive semantics, a transition
must fire when it is enabled. The authors suggest to use both semantics in
combination - the token-game semantics for the environment and the reactive
semantics for the system. This makes it important to be able to clearly distinguish the two domains in the model. These may and must terms are further
explained in [155]. It would be very interesting to try to transfer this idea to
the world of Coloured Petri Nets.
A comparison of three formalisms for modeling user-driven interfaces can
be found in [156]. The authors recognize the importance of identification of the
environment and the system and provide an excellent discussion about why the
interface should be formed only by places (and not transitions) when a reactive
system is modeled.
A good example of a relevant case study where Coloured Petri Nets are
applied is found in [157]. In this paper, the authors describe the work with
modeling a complex conveyor belt system. The model represents both a controller and a controlled process as part of the environment in which the controller operates. The authors describe how the interface between environment
and system is identified. This is important in their work, because the goal
is to (semi-)automatically create controller software based on Petri Net specifications. The approach is significantly different from the work that has been
presented in this paper, since the interface is based on a collection of arcs rather
than a collection of places.

10.8

Conclusion and Future Work

In this paper, an approach to systematized distinction between environment and
system in composite models of reactive systems by use of Coloured Petri Nets
has been presented. A formal definition has been provided along with a description of how this could be used for the implementation of a tool that automates
part of the work necessary for specifying models in which the environment-andsystem-partitioned property is present. There are still several important steps
to take in the direction of automating the process. First of all, the approach
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should be applied to a number of real-world case studies in order to evaluate
its feasibility and in order to have a more solid argument that the approach
does actually add enhanced value to the models. In order to strengthen this
argument, one of the future plans is to look into how the environment-andsystem-partitioned property hopefully facilitates the use of (Coloured) Petri
Nets in the context of model-based testing - especially focused at testing of
nondeterministic systems where a clear identification of internal and external
nondeterminism is necessary.
On a more general level, the future work involves the extension of the formalized guidelines to the field of hierarchical Coloured Petri Nets. This class is
already indirectly covered because of the fact that any hierarchical CPN model
can always be unfolded to a behaviorally equivalent non-hierarchical model [45].
The goal would be to identify an appropriate hierarchical structure for reactive
systems and adopt the guidelines for use with hierarchical models. This approach has already been taken in a case study of an elevator controller (not yet
published) but needs to be generalized and formalized.

Chapter 11
[D5]: Expressing Environment
Assumptions and Real-Time Requirements
for a Distributed Embedded System with
Shared Variables
The paper presented in this chapter has been published as a conference paper:
[D5] Simon Tjell and João Miguel Fernandes. Expressing Environment
Assumptions and Real-time Requirements for a Distributed Embedded System with Shared Variables. In Bernd Kleinjohann and Lisa
Kleinjohann, editors, Distributed Embedded Systems: Design, Middleware and Resources, IFIP 20th World Computer Congress, IFIP
TC 10 Working Conference on Distributed and Parallel Embedded
Systems (DIPES 2008), September 7–10, 2008, Milano, Italy, volume 271 of IFIP International Federation for Information Processing,
pages 79–88, New York, USA, September 2008. Springer-Verlag.

The content of this chapter is equal to the conference paper [D5] except for
minor changes.
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Expressing Environment Assumptions and Real-time
Requirements for a Distributed Embedded System
with Shared Variables
João M. Fernandes†

Simon Tjell∗

Abstract
In a distributed embedded system, it is often necessary to share variables among its computing nodes to allow the distribution of control algorithms. It is therefore necessary to include a component in each node
that provides the service of variable sharing. For that type of component,
this paper discusses how to create a Colored Petri Nets (CPN) model that
formally expresses the following elements in a clearly separated structure:
(1) assumptions about the behavior of the environment of the component,
(2) real-time requirements for the component, and (3) a possible solution
in terms of an algorithm for the component. The CPN model can be
used to validate the environment assumptions and the requirements. The
validation is performed by execution of the model during which traces of
events and states are automatically generated and evaluated against the
requirements.

11.1

Introduction

In this paper, we describe an approach to requirements engineering using Colored Petri Nets that has been devised during an industrial case study concerning an automated hospital bed. A control system allows the bed to be adjusted
into different positions by moving the sections on which the mattress rests. The
control system depends on transparent sharing of variables among a group of
embedded nodes. For this purpose, a communication component has been developed and, in this paper, we focus on the documentation and validation of
the requirements for this component.
Fig. 11.1 shows a simplified overview of the control system. The system
consists of a collection of autonomous embedded nodes, connected by a communication bus. Each node is physically connected to a collection of actuators
(A1...3 ) and sensors (S1...2 ) that are controlled and monitored by local applications (App1...5 ). The control system is distributed, because an application
running in one node is able to monitor sensors and control actuators connected
†
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Figure 11.1: Informal system overview
to any node with the limitation that each actuator is controlled by exactly one
application. Remote monitoring and control is made possible by a collection
of shared variables. A variable value can be used for (1) the current reading
of a sensor (e.g. an angle or a push button), (2) the current output for an
actuator (e.g. the displacement of a linear actuator), or (3) a link between two
applications. Two kinds of variable instances exist: originals and copies. A
variable original exists in the node where new values to the variable is written
by a locally running application. One example could be that App2 in N ode1
periodically reads a current from the S1 sensor and writes the measurement to
the V ar2 variable original. In N ode2 , the application App3 relies on the readings of S1 for its task of controlling the A2 actuator. For this reason, N ode2
houses a variable copy instance of V ar2 that is kept updated to have the same
value as the variable original and thus providing the input from S1 to App3 .
The task of keeping variable copies updated with the values of their matching variable originals is handled by the communication component that exists
in each node. Messages about variable values are exchanged among the communication component instances through the communication bus. The work
presented in this paper focuses on the requirements for the communication
component. The approach we present allows a collection of requirements to
be represented formally in combination with formal representation of the behavioral assumptions about the environment of the system. We will use the
following requirement (Req. 1) as an example: For any variable copy vC related
to a variable original vO , the following must be satisfied if a warm-up period of
10000 ms. since system start has passed: if the value of vO has been stable (i.e.
the same) for a coherent period of least 50 ms., vC must have the same value.
The maximum delay allowed before the value of vC reflects that of vO is 500
ms.

11.2

The CPN Model

This section presents an approach to developing a CPN model that contains
a formal representation of (1) the assumed behavior of the environment of the
communication component, (2) the real-time requirements, and (3) a possible
solution satisfying the requirements (i.e. an initial design for the communication
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component). The approach extends previous work [D1, D4, C9] by the introduction of explicitly expressed real-time requirements and validation of these.
CPN is a formal modeling language with a graphical representation. It is
a high-level extension of standard Petri Nets to which it adds: complex data
types for token values (allowing distinction of tokens and modeling of data
manipulation), a programming language for guard expression and data manipulation, hierarchical constructs, and real-time modeling through timestamps on
tokens. The CPN language is supported by CPN Tools [48], which provides a
graphical modeling environment where models are developed and experimented
with through simulation and state space analysis. The main concepts of the
modeling language will be introduced in the description of the CPN model in
this section. Further details are found in [44].
The CPN model presented here is hierarchical and has the structure of a tree
in which the nodes are modules and the edges are connections between modules.
The root node is called the top module and is shown in Fig. 8.7. The module
contains four substitution transitions (double-edged rectangles) connected by
arcs to four places (ellipses) through which interaction and observation is possible. Both the arcs and the places carry inscriptions. A substitution transition
represents an instance of a module which may be found in multiple instances
throughout the model. A module is itself a CPN structure that may contain
further levels of substitution transitions which allows the model to be structured
using many hierarchical levels. In the top module, the substitution transitions
represent domains. The places represent collections of shared phenomena about
which the domains communicate. A shared phenomenon is either a state or an
event, which is controlled by exactly one domain but may be observed by multiple domains. A domain controls a phenomenon if it causes it to happen in the
case of an event or cause it to change in the case of a state.
Applications (Environment Assumptions)
Applications
originals()
copies()
3 ev1

Requirements
ev1

Requirements

sv1 6
sv1

Communication Component (Solution)
CommunicationComponent
messageout()
messagein()
3 sv2

ev2 6
sv2

ev2

Communication Bus (Environment Assumptions)
CommunicationBus

Figure 11.2: The top module
The shared phenomena places carry two kinds of inscriptions: color set definitions (ev1, sv1, ev2, and ev2) and initial markings (originals(), copies(),
etc.). The color set definition of a place specifies the data type of the tokens
that are allowed to exist in the place. The names of the color sets match those
defined in the reference model introduced in [141]: the color sets ev1 and ev2
contain visible phenomena controlled by the environment (variable originals
and incoming messages from the bus respectively) while the color sets sv1 and
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sv2 contain those controlled by the communication component (variable copies

and outgoing messages from the nodes respectively). In addition to the visible/shared phenomena, all domains contain collections of hidden and locally
controlled phenomena. The initial marking definition of a place tells which
tokens will exist in a place in its initial state - for state phenomena, this initialization value will be the initial value of the state and for event phenomena
it will typically be a token value representing the information that no events
of a given type have been generated before the initial state of the model. The
actual contents of these phenomena places will be introduced in Section 11.2.1.
The top module captures a description of how we have chosen to structure
our assumptions about the environment in which our problem and its possible
solution is found. The top level module is structured in the same way as a
Jackson Problem Diagram [87] and can be described in the following way: the
problem is to develop a communication component that, given the environment
assumptions about the behavior of the applications and the communication bus,
performs the task of keeping the variable copies updated to match the changing
values of the variable originals in a way that satisfies the requirements.
The top module contains a representation of the requirements connected to
two shared phenomena places (ev1 and sv1). This connection implies that the
requirements be expressed in terms of the phenomena found in ev1 and sv1 - the
variable originals and copies. Implicitly, this tells us that requirements cannot
be expressed in terms of messages being exchanged through the communication
bus since the substitution transition has no connection to these phenomena
places. The top module represents the structure of the domains seen from one
node and the modeling language allows us to use this structure to represent the
behavior of a parametrized number of concurrently operating nodes.

11.2.1

Modeling Shared Phenomena and Environment Assumptions

The shared phenomena allow interaction among domains. The trivial approach
to modeling the shared phenomena would be to define data types for events
and states of different kinds and then represent each instance of a state or an
event as an individual token in a shared phenomena place. In fact, we have
done so in previous works [D1, D4]. In the work presented here, we express requirements over timed traces of phenomena observations (changes to states or
occurrences of events) and we therefore need a slightly richer representation of
shared phenomena in the places, namely one that preserves the history of phenomena observations rather than just snapshots. For this purpose, the Trace
color set has been defined (Listing 11.1). This listing is an example of declarations in the CPN model expressed in terms of the built-in functional language
CPN ML - a variant of Standard ML. The Trace color set is a superset of all
the color sets found in Fig. 8.7 (ev1, sv1, etc.).
The listing contains the definitions of the two kinds of phenomena (states
and events), introduces timestamped phenomena, and defines a trace to be a
triple containing (1) the identity of a node, (2) the identity of a phenomenon,
and (3) a list of timestamped phenomena occurrences/changes. The PhenomenonID
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Listing 11.1: Definition of the Trace color set
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

colset NodeID = int with 1..NumberOfNodes;
colset State =
union VariableOriginalValue:VariableValue +
VariableCopyValue:VariableCopyValue;
colset Event =
union MessageInValue:VariableValue +
MessageOutValue:VariableValue;
colset PhenomenonID =
union VariableOriginalID:VariableID +
VariableCopyID:VariableID +
MessageOutID:VariableID + MessageInID:VariableID;
colset Phenomenon =
union State:State + NewEvent:Event + OldEvent:Event;
colset TimedPhenomenon = product Phenomenon * Timestamp;
colset Phenomena = list TimedPhenomenon;
colset Trace = product NodeID * PhenomenonID * Phenomena timed;

color set is a union type of a collection of different identifiers. This is practical
since some phenomena may need to be identified using an index and a name,
while others may be more appropriately identified using an enumerated value
or a string. The union type approach is also used for the phenomenon values:
this is again practical because it makes it possible to use different data types
of varying complexity to represent different phenomena. An event is either old
or new: a NewEvent element is used to represent an event that has occurred
but has not yet been observed while an OldEvent represents an event that has
been observed. This makes it possible to ensure that the occurrence of an event
is only detected once in each observing node. When an observable phenomenon
occurs in a domain, this is recorded by adding an element to one or more trace
tokens (one token exists per observing node).
The addition of elements to traces is performed using two functions state
and event. In the case of the occurrence of an event, a NewEvent element is
added. In the case of a state change, a new element is only added if the state
indeed changed to a new value. In both cases, the new element is associated
with a timestamp indicating the model time at which the phenomenon occurred.
Following the structure found in Fig. 11.2, the environment of the communication component consists of the applications and the communication bus.
The communication component interfaces with these two domains through phenomena related to the variables (originals and copies) and messages (outgoing and incoming) respectively. A description of the structure of the environment is captured in the top module (Fig. 11.2), while description of the
assumed behavior of the domains environment is found in the Applications
and CommunicationBus modules.
The Applications module (not shown) describes assumptions about how
the applications in the nodes write new values to local variable originals and
about the timing of these write operations. The CommunicationBus module
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(Fig. 11.3) describes assumptions about how messages are exchanged between
nodes with potential loss of messages in the case of physical connection problems. The module is connected to the top module through the places marked
by I/O labels. These places are connected to the places with matching names
in the top module. In this way, it is possible to describe the details of the communication bus inside the module while avoiding too many possibly confusing
details in the top module. Whenever a message is sent by a node (modeled in
the Communication Component module), a NewEvent element is added to a
trace token found in the sv2 place. The NodeID in this trace token matches
that of the sending node. When the element is added to the trace token, it
becomes visible to the CommunicationBus module through the sv2 place.
The semantics of CPN is based on the notions of enabling and occurrence.
For example, the Detect Message transition (Fig. 11.3) is said to be enabled
whenever its input place (sv2) contains a token that satisfies the constraints of
the transition: (1) the pattern expression in the input arc, and (2) the guard
expression. The guard expression is seen in brackets in the left-hand side of the
transition and it specifies that the transition can only become enabled if the
trace contains a new (not yet observed) event. When the transition is enabled it
may occur (or fire) causing the consumption of one token from the input place
(sv2) and the production of a collection of tokens in the output places (sv2
and Outgoing). The trace token is updated and placed back in the sv2 place.
The update consists in using the oldevent function to change the type of the
observed message event from a NewEvent to an OldEvent element (preserving
the parameter values). The consumption and production of the token to the
sv2 place can be seen as a data manipulation operation. In the Outgoing
place, a collection of tokens is produced by the broadcast function: one token
representing a message for each receiving node - all with the same variable value
information. From the Outgoing place, tokens can be consumed individually
by either the Loose Message transition (modeling a physical connection being
unavailable) or the Transmit Message transition (modeling a message being
successfully delivered to a receiving node). In the later case, the event function
is used to add a NewEvent element containing the variable information to the
trace related to the node in which the message is received.
The CommunicationBus module also shows an example of how assumptions
about the timing properties of the environment are modeled: the Transmit
Message transition carries a delay inscription (@+MessageDelay) indicating

3
sv2 sv2
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MessageOutID(vi),
MessageOutID(vi),
p)
p,e)
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Figure 11.3: Environment assumptions expressed in the CommunicationBus
module
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that each successful transmission of a message takes MessageDelay time units.
In this case, the delay is a constant (the average assumed delay), but for a more
detailed modeling of this assumption, a stochastic distribution function could
have been applied.
The modules described here explicitly represent our assumptions about the
behavior and structure of the environment in which the communication component must provide a solution to the problem of maintaining the consistency
between the variables.

11.2.2

Expressing Requirements

In the introduction, Req. 1 was informally presented. Here, we will give an
example of how this requirements has been formally expressed in the CPN model
using the concepts of Duration Calculus [195]. As seen in Fig. 8.7, the model
contains a Requirements module (shown in Fig. 11.4). This module contains
the expression of all requirements about the communication component. The
requirement transitions are connected to the phenomena places using doubleheaded arcs. Informally, this means that the transitions are observing but not
modifying the contents of the phenomena places - i.e. the requirements are
expressed using transitions that monitor the traces of the shared phenomena
(in this case the variables).
The Requirements module contains the Requirements Satisfied place
that initially holds three tokens identifying three requirements (Req1, Req2,
and Req3) of which the first was described informally in the introduction. The
module also has three transitions with guards containing negations of the three
requirements. If a requirement is not satisfied, the respective transition will
become enabled. If a requirement transition occurs during the execution of
the CPN model, the token identifying the requirement is removed from the
Requirements Satisfied place. By monitoring the contents of this place
after or during execution, we are able to detect situations in which the solution
fails to satisfy the requirements. We briefly discuss how execution of the CPN
model is used for experimenting with a possible solution in Section 11.2.3.
As described in Section 11.2.1, the phenomena are recorded in traces in
which the elements carry timestamps that record when the phenomena happened - i.e. when a state changed or when an event occurred. The requirements are expressed about the variable copies and originals. For this reason,
3
ev1 ev1
I/O
(n,VariableOriginalID(vi),p)

1`(n,VariableOriginalID(vi),p)++
1`(n',VariableOriginalID(vi'),p')

(n,VariableOriginalID(vi),p)

6
sv1 sv1
I/O
(n',VariableCopyID(vi),p')

[not (req1(p,p',0,intTime()))]
Requirement 1
(delay)
[not (req2(vi,vi'))]

Req1

Requirement 2
(original duplicates)

Req2

[not (req3(p,p'))]

Req3

Requirement 3
(consistency)

RequirementID.all()
3
Requirements 1`Req1++
1`Req2++
Satisfied
1`Req3
RequirementID
(n',VariableCopyID(vi),p')

Figure 11.4: The Requirements module
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Listing 11.2: The requirement1 function
1
2
3
4
5
6
7
8
9
10
11
12
13

fun req1(trace1,trace2,t1,t2) =
let
val original_trace = intervals(t1,t2,trace1)
val copy_trace = intervals(t1,t2,trace2)
val max_delay = 500
val min_length = 50
val warmup_delay = 10000
in forall original_trace (fn(t1,t2,v) =>
implies(t2>warmup_delay andalso t2-t1>=min_length
andalso upper_bound(copy_trace)>t2+max_delay,
exists copy_trace (fn(t1’,t2’,v’)=>
(t1’>t1 andalso v’=v andalso t1’-t1<max_delay))
)) end;

the transitions in the Requirements module are connected to the phenomena
places holding the traces about variable copies and originals through interface
places.
We now focus on the definition of Req. 1 seen in Listing 11.2. The req1
function is used as a guard expression for the matching requirement transition
in Fig. 11.4. The function returns true if and only if Req. 1 is satisfied for a trace
of a specific variable original (trace1) and a trace of a matching variable copy
(trace2) within a timespan (t1...t2). Fig. 11.4 shows how pattern matching
in the input arcs to the Requirement 1 transition is applied to specify that the
variable ID of the traces for the variable original and the variable copy should
match (bound to the variable vi) while the node IDs (bound to n and n’) and
the traces (bound to p and p’) may (and will) differ. The satisfaction of Req. 1 is
evaluated by comparing the trace of a variable original to one trace representing
a matching variable copy. For a given variable ID, there is only one trace for
a variable original while multiple traces representing variable copies may exist
(one per reading node). The evaluation is performed one copy trace at a time
and each evaluation is performed using the req1 function (Listing 11.2). Line
1 gives the signature of the function. In lines 2 and 3, the intervals function
is used to generate lists of intervals based on the traces for easier traversal.
Line 4 defines constants used in the representation of the requirement found in
lines 5-10. The forall function is used for universal quantification over the
original trace (line 5). This value is a list of intervals defined by triples:
start time of an interval (t1), end time of the interval (t2), and the state value
within the interval (v). For all intervals (elements), the implies function is
used to require that if the interval ends after a warmup delay and is longer that
min length and the last interval of the copy trace ends after t2+max delay
(lines 6-7), then there should exist an interval in the copy trace ((t1’,t2’,v’))
that starts after t1 and has the value v and starts within max delay time units
after t1 (lines 8-9).
Informally, warmup delay is included to allow some update messages to
be exchanged before the requirement to the maximum delay is required to be

11.2. The CPN Model

217

satisfied. When this point is reached, any change to a variable original should be
reflected in all its variable copies within the period defined by max delay. The
requirement is softened slightly by specifying that the update is only required
if the original value remains stable for a period of at least min length time
units. Hence, transient values of an original are not required to be reflected in
all matching copies.

11.2.3

Experimenting with Possible Solutions

Until now, following the suggestions of [160], we have deliberately avoided discussing any concrete approaches to solving the problem of maintaining consistency throughout the variables. Instead, we have focused on the environment
assumptions and the real-time requirements - i.e. constraints that apply to any
possible solution we can think of. Now, we will briefly discuss how the fact that
the CPN model is executable makes it possible to experiment with explicitly expressed solutions while monitoring the satisfaction of the requirements through
the effects on (part of) the environment. A possible solution is expressed in the
CommunicationComponent module of the CPN model (Fig. 11.2). The details
of this module are not shown.
The overall purpose of the communication component is to handle the task
of maintaining consistency between variable originals and their copies by exchanging messages through the communication bus. Basically, two alternative approaches are possible: event- and time-triggered communication. In an
event-triggered approach, the communication component transmits a message
containing a new value whenever the value of a variable original is changed by a
local application. In a time-triggered approach, the communication component
periodically transmit messages containing the current values of local variable
originals. In both cases, the values of local variable copies are updated with the
values found in incoming broadcast messages received by the communication
components.
We have experimented with a solution based on the principles of Soft State
Signaling [178] that combines a time-triggered messaging scheme with special
validity tags on the variables copies. A variable copy is tagged invalid if the
periodic update messages are not received for a predefined period of time.
In CPN Tools, the CPN model can be executed in an interactive manner i.e. allowing the user to select transitions to occur and their parameters. The
model can also be executed more freely in which case the tool will make free and
fair choices of transitions to simulate different scenarios. In addition to this,
the monitor mechanism can be applied to give an alert (stop simulation) if a
global state of the model is reached where the Requirements Satisfied place
(Fig. 11.4) does not contain all requirement ID tokens. This is useful, because
such a situation would indicate that one or more of the requirement transitions
have fired, meaning that a requirement was not found to be satisfied in a state
reached during the simulation of the model. Whenever a requirement is found
not to be satisfied during a simulation, the task is to investigate whether the
cause is to be found in the environment assumptions (or their descriptions), too
strict requirements, the proposed solution, or a combination.
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Conclusions and Future Work

Several authors have already proposed the adoption of Petri Nets for modeling
the structure and behavior of distributed embedded systems, and in particular
for verifying real-time requirements. For example, [228] discusses a Petri Netbased approach to verification of embedded systems and introduces a systematic
procedure to translating the descriptions into linear hybrid automata in order
to use existing model checking tools. A complete design flow based on highlevel Petri Nets for real-time embedded systems for modeling both discrete
and continuous parts of the systems by the event-based Petri net semantics
is presented in [212]. The Petri Net model is used for formal verification and
hardware/software partitioning purposes. This paper extends (and generalizes)
the results presented in [C9] and also suggests the use of a unique language
based on Petri Nets for modeling the system and its environment, but the focus
is on validating the real-time requirements expressed in terms of the required
effects on the environment caused by the system.
Future work includes making the structuring approach introduced here more
generally applicable by formally defining it as a structural subclass of CPNs with
unmodified semantics. Such a definition could also serve as a foundation for the
definition of refinement operations that could be used for refining requirements
into specifications taking the environment assumptions into account. It would
also be interesting, for example, to look at how environment entities could
be modeled using CPN representations of differential equations based on the
principles of [212].

Chapter 12
[D6]: Developing Tool Support for
Problem Diagrams with CPN and VDM++
The paper presented in this chapter has been published as a workshop paper:
[D6] Kristian Bisgaard Lassen and Simon Tjell. Developing Tool Support for Problem Diagrams with CPN and VDM++. In S. Sahara J.S. Fitzgerald, P.G. Larsen, editor, Proceedings of the 4th VDM/Overture Workshop (OVERTURE at FM 2008), May 26, 2008,
Turku, Finland, number CS-TR-1099 in Technical Report Series,
pages 25–34, United Kingdom, 2008. Newcastle University.

The content of this chapter is equal to the workshop paper [D6] except for minor
changes.
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Developing Tool Support for Problem Diagrams with
CPN and VDM++
Kristian Bisgaard Lassen∗

Simon Tjell∗

Abstract
In this paper, we describe ongoing work on the development of tool
support for formal description of domains found in Problem Diagrams
(PDs). The PDs are used for representing the structure and parallel decomposition of a software development problem while Coloured Petri Net
(CPN) models are used for formal specification of assumed and desired
behaviour of the domains found in the PDs. VDM++ is used for specifying algorithms for automatically translating PDs into CPN models, for
exporting CPN models into an XML format, and for combining modified
CPN models.

12.1

Introduction

PDs are an essential tool in the Problem Frames approach, which was introduced in [64] and further elaborated on in [87]. They are used for documenting
the problem structuring and analysis activities that take place during the requirement engineering phase of software development projects. PDs extend
Context Diagrams and contain information about the following aspects: (1)
the domains (physical entities, people etc.) that exist in the surroundings of
the machine being developed, (2) the interfaces formed by shared phenomena
(states and events), and (3) an abstraction of a requirement about the behavior
of the machine seen as reflected through its causal effects on the domains that
surround it. Collections of PDs are used to document the decomposition of a
problem - i.e. the identification of parallel subproblems that are found in the
overall problem.
While PDs provide an excellent means to documenting the knowledge about
structure in the problem domain, they intentionally leave out any description
of behavior. Behavioral descriptions are important for two purposes: (1) to
document expected behavior of the physical domains in the environment and
(2) to capture requirements about the behavior of the environment as caused
by the interaction of the machine and the existing behavioral properties of the
domains of the environment.
In this paper, we describe an approach to providing behavioral descriptions
to the domains and requirements of a collection of PDs by means of a Coloured
∗
Dept. Computer Science, University of Aarhus, Aarhus, Denmark.
E-mail: krell@daimi.au.dk, tjell@daimi.au.dk
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Petri Net (CPN) model. We consider CPN as an appropriate formalism for this
purpose because of it natural ability to model concurrency, resource sharing,
conflicts and locality - all of which are properties that are found in the physical environment. Several important transformation activities in the approach
we describe are automated. These transformations are specified as VDM++
operations on VDM++ objects representing CPN models and PDs.
Throughout the paper, we will refer to a simple example considering the
development of a controller for a sluice gate. We use this example, because it
is well known in the Problem Frames community and because it is sufficiently
simple and still contains examples of typical concerns such as concurrency in
the environment, required vs. assumed behavior etc. The purpose of the sluice
gate is summarized by the following description:
“ A small sluice, with a rising and falling gate is used in a simple
irrigation system. A computer system is needed to raise and lower
the gate in response to the commands of an operator. The gate is
opened and closed by rotating vertical screws. The screws are driven
by a small motor, which can be controlled by clockwise, anticlockwise, on and off pulses. There are sensors at the top and bottom
of the gate travel; at the top it’s fully open , at the bottom it’s fully
shut. The connection to the computer consists of four pulse lines
for motor control, two status lines for the gate sensors, and a status
line for each class of operator command. ” [87]
For the purpose of the explanations in this paper, we have extended the
description with a requirement that the sluice gate must be open for at least 1
hour in total between sunrise and sunset.
Fig. 12.1 shows three PDs (P D1 , P D2 , and P D3 ). The annotation  P D 
specifies that the problems are expressed using the PD syntax. The overall problem is derived from the problem description above and is expressed in P D1 .
The problem is to develop a machine (Sluice Gate Controller) that interacts
with two domains in the environment (Gate & M otor and Sluice Operator).
The machine is connected to these two domains through interfaces of shared
phenomena (a and c). These connections specify where direct interaction is possible. The text in the right gives some detailed information about the interfaces.
The two-letter abbreviations denote the controlling domain of a set of phenomena. E.g. the interface a is formed by two shared phenomena controlled by the
Sluice Gate Controller (Direction and Control) and one shared phenomenon
controlled by the Gate & M otor domain (Sensors). Each shared phenomenon
is controlled by exactly one domain. If the phenomenon is a state, the controlling domain is the only domain able to cause changes to the state value. If
the phenomenon is an event, the controlling domain is the only domain able
to cause an occurrence of the event. It should be noted that phenomena can
be abstractions of complex values - as an example, the Sensors phenomenon
consists of two boolean values: one for the state of the top sensor and one for
the bottom sensor.
The dashed ellipse is the requirement (i.e. to control the gate according to
the requirements). The requirement is connected to the two domains,indicating
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Figure 12.1

that the requirement is expressed in terms of the vocabulary of shared phenomenon provided by these domains. One connector has an arrow head - this
means that the requirement constrains the phenomena in b. The other connector is a simple line - this means that the requirement only references the
phenomena in c. The reason for this distinction is that the is should not be
possible to make requirements about the behavior of the Sluice Operator domain, since this domain represents a person acting spontaneously and out of
free will. The Gate & M otor domain, on the other hand is a given domain
with some level of predictability - i.e. we know something about the casual
relations between the phenomena in the interface of the domain. Therefore,
it makes sense to express requirements about the desired behavior of this domain when it is interacting with the potential solution to the problem - the
Sluice Gate Controller.
While P D1 is the overall problem we want to analyze and solve, P D2 and
P D3 are subproblems. These subproblems have been identified by problem decomposition [87] of the overall problem. By decomposing the problem into subproblems, various aspects of the problem are identified. The result is a collection
of PDs. The decomposition is parallel rather than hierarchical meaning that
the subproblems can be seen as different views (or projections) of the problem
described in the first PD. The decomposition is a manual task which is based on
knowledge about the problem domains. P D2 documents a subproblem in which
the sluice gate controller is required to periodically open the sluice gate. The
controller domain is represented by a subdomain (T imed Controller), which
is interacting only with the motor and the sensors - i.e. the behavior of the
sluice operator is not relevant for the expression of this subproblem and has
been left out. The requirement is expressed in terms of a subset of the b set of
shared phenomena (b0 ). This is so, because the requirement in this case only
concerns the physical and observable state of the gate. Actually, the requirement also relates to the real time, but this is considered a private phenomenon
to the requirement domain. P D3 documents another subproblem: the problem
of developing a controller that allows the sluice operator to manually raise and
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lower the gate. This subproblem also has a controller and a requirement and
is related to both of the domains found in P D2 . For this very simple example,
the decomposition has now helped us realize that the problem of developing
the sluice gate controller can be seen as (at least) two subproblems. Each subproblem has a solution and to develop the final controller machine these two
solutions need to be recomposed. We do not consider this task here.

12.2

Tool Support for CPN Descriptions of PD Domains

The purpose of the tool support being developed is to make it possible and
practically feasible to use CPN as a formal modeling language for describing
behavior of the domains found in PDs.
Fig. 12.2 shows a possible workflow for the work on analyzing the Sluice
Gate Controller problem. The ellipses are different representations of PDs while
the boxes are transformation activities that will be described in the following
subsections. The starting point for each PD is a matching VDM++ object.
Such an object is an instance of the P roblemDiagram class found in Fig. 12.1.
It simply captures the structure of a PD and refines the information slightly by
specifying the types of shared phenomena.
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Listing 12.1: The ProblemDiagram class
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

class ProblemDiagram
types
public Name = [seq1 of char];
public Title = Name;
public Domain = Name;
public Domains = set of Domain;
public Machine = Name;
public Requirement = Name;
public Controlled = Domain;
public Observed = set of Domain;
public Category = Name;
public SharedPhenomenon ::
name : Name
type : <State> | <Event>
category : Category
controlled : Controlled
observed : Observed
conref :
[<Constrained> | <Referenced>];
instance variables
public title : Title := nil;
public machine : Machine := nil;
public domains : Domains := {};
public requirement : Requirement := nil;
public sharedphenomena : SharedPhenomena := {};
(...)
end ProblemDiagram

12.2.1

Translating

The purpose of the translation activity is to produce a modular CPN model
(composed by a collection of inter-linked CPN modules) based on the structure of a PD. In the workflow in Fig. 12.2, the three PDs are tranlated from
their VDM++ representations into respective VDM++ representations of CPN
structure (denoted  CP NV DM ). The transformation is handled by the
translate operation shown in Fig. 12.2. Its input is a P roblemDiagram object
and the output is a CP N H object (a CP N H object encapsulates, among other
things, a collection of CP N objects and information about channels connecting
these).
The syntax of the CPN modeling language has been almost completely specified in VDM++ based on the definitions of [45]. The specifications in VDM++
are relatively complex, since they include not only the rules for the structure of
CPN models but also a representation of the type system used in the inscription
language - CPN ML, a flavor of Standard ML. This representation in VDM++
is necessary in order to be able to handle the generation (and import/export)
of colour sets used to annotate places in CPN models. A colour set specifies
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Listing 12.2: The translate operation
1
2
3
4
5
6
7
8
9
10
11
12
13
14

public translate : ProblemDiagram ==> CPNH
translate(pd) == (
dcl cpnh : CPNH := new CPNH();
cpnh.S :=
mkDomainModules({pd})
union {mkRequirementModule(pd)};
cpnh.S :=
cpnh.S union
{mkLinkPage({pd}, cpnh, {|->}, {|->})};
cpnh.FS :=
mkFusionSets(
dunion {cpnm.CPN.P | cpnm in set cpnh.S});
return cpnh;
);

the type of tokens that a given place can hold. In the same manner, the much
simpler syntax of PDs has been specified loosly based on the definitions found
in [229].
As an example, we will look at parts of the CPN model being created when
the P D3 from Fig. 12.1 is translated. Referring to the translate algorithm of
Fig. 12.2, the translation is started by the instantiation of an empty CP N H
object. Next, two types of modules (or pages) are added to the model: one
domain description module for each domain of the PD (including the machine
domain) and a single requirement module. We call these the domain modules,
the machine module and the requirement module respectively. As mentioned
earlier, a CPN module is a non-hierarchical net structure and the CPN model
contains several of these. In our case, the modules are linked together through
fusion places as we shall see later. This technique allows for a set of places in
different CPN modules to be tied together in a fusion set. All places within the
same fusion set will share the same marking (i.e. the same collection of tokens
wrt. the number of tokens, their data values etc.). This makes it possible for
the modules to communicate or interact through fusion places. In the work
presented here, the fusion places are used for representing the interfaces of
shared phenomena through which the environment domains and the machine
interact.
We will have a closer encounter with the domain modules in Subsection
12.2.3, where the manual modification of domain descriptions is discussed. An
empty domain module contains one place per shared phenomenon in all its interfaces with other modules. Initially, these places are connected to transitions
that cause phenomenon modifications freely. This structure represents free and
spontaneous behavior - i.e. the total lack of knowledge about the behavioral aspects of the domain. During the manual modification of the domain description,
the behavior will gradually be refined (limited).
The requirement module is used for the specification of requirements. We
will not discuss the contents of this module in this paper, but simply state
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State_Sensors_
State_Sensors
in a formalism similar to that of UML 2.0 Sequence Diagrams.
The next step of the translation is the generation of a single special CPN
module: the link module. This module will not be manually edited. The purpose of the module is to provide the interface of shared phenomena between
interacting domains while at the same time recording timed traces of shared
phenomena activity. The latter is made possible by a proxy-based approach,
in which all phenomenon activity caused by a controlling domain is detected
and recorded in a synchronous manner by the link module before being asynchronously forwarded to any possible observing phenomena. This dual-type
coupling makes it possible to both enforce recording of all phenomena activity
and preserve a proper level of independence between domain descriptions.
Part of the link module for P D3 is shown in Fig. 12.3. We use solid black
to emphasize automatically generated elements (i.e. all the elements in this
case). The module is graphically structured in 3 columns. The first column
contains a set of places that are connected through fusion sets with matching
places in domain modules or the machine module. Each of the places carry
inscriptions on the top (the initial marking) and in the bottom (the colour set
definition). The initial marking specifies the initial collection of tokens held
in the place. All these tokens are of a specific type as defined by the colour
set definition. Looking closely at the inscriptions, it is seen that each phenomenon of the PD is represented by a colour set (e.g. State Direction ).
These colour sets are declared automatically as part of the translation. The
structure of the colour sets are different depending on whether the colour set
is used for a state or an event phenomenon. For states, a 2-tuple containing a
2-tuple and a boolean value is used. For the Direction phenomenon, an exam-
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ple of a value of this colour set is found in the initial marking of the topmost
place: ((Direction, init Direction), f alse). The inner 2-tuple is composed by
a constant identifying the phenomenon in question matching the name in the
PD (Direction) and the current value of the phenomenon initialized by a constant (init Direction). The boolean in the outer 2-tuple is initialized to f alse.
Whenever the phenomenon value is changed by the controlling domain, this
value will be set to true by the changing transition. This is a way to signal to
the monitoring transition of the link module that the state was changed - and
at the same time serves to prevent the phenomenon from being changed again
before the current change has been recorded to the timed trace and reported
to any observing domains. Both the recording and reporting is performed by
a single transition per phenomenon - in this case, the U pdate state Direction
transition. The Direction phenomenon is observed by the Gate & M otor domain through a fusion set. A place in this fusion set is therefore found in
the third column of the link module. The monitoring transition updates the
value of the single token found in this place with the new value of the phenomenon. The Direction phenomenon is not constrained by the requirement
of P D3 , so its changes are not recorded to a trace. The P osition phenomenon
is, on the other hand, and its monitoring transition is connected to a trace
place (the second from the top in the third column). This place holds a token
per phenomenon referenced or constrained by the requirement - in this case
two phenomena (P osition and M ovement). Each token is a 2-tuple consisting
of a phenomenon identifier and a list. The elements of the list are 2-tuples
in which the first field is a phenomenon value and the second field is a time
stamp. The timestamp identifies the model time at which the phenomenon
value became valid - i.e. the time at which a state phenomenon changed its
value or the time at which an event occurred. Whenever the phenomenon is
modified by the controlling domain, a time-stamped element is added to the
trace list. This trace is used for validation against the requirement expressed
in the requirement module. The monitoring of events is synchronized between
the controlling domains and the link module in a different manner: a list token
is used. If an event has occurred, the list will contain an element in the form
of a 2-tuple in which the first field identifies the event an the second type is a
value for the event. As long as the list is not empty, the controlling domain will
be prevented from generating more events before the occurrence of the current
event has been monitored and recorded and/or reported by the link module.
This guarantees that all events are observed and their is preserved in the traces.
The last step of the translation algorithm ties together the places representing shared phenomena with those of the link module in fusion sets - i.e.
all shared phenomena are represented by two fusion sets. The first fusion set
contains two places: one in the controlling domain and one in the link module
(e.g. State Controlled Direction). The second fusion set contains one place in
the link page and one per observing domain (e.g. State Observed Direction).
Apart from providing the recording and reporting of phenomena activity, the
link module and the way fusion sets are used ensure that only one domain controls any given phenomenon and that only observing domains have access to
the phenomenon values.
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Importing and Exporting

The translation from PDs results in a VDM++ object representation of a CPN
model. The workflow in Fig. 12.2 shows that it is possible to export such a
representation to obtain a XML file for the CPN model. It is also possible to
import such an XML file to obtain the corresponding VDM++ object.
Exporting to the XML file format makes it possible to use CPN Tools [48] for
editing the CPN models in order to fill out behavioral descriptions. The export
feature has been specified in a VDM++ class able to directly write an XML file
from a CP N H object. Importing from the XML file format makes it possible
to handle manually modified CPN models within the VDM++ framework. The
import feature has been implemented as a Python script that parses the XML
file and generates a VDM++ data file containing a single CP N H object.

12.2.3

Modifying

Fig. 12.4 shows the behavioral description of the Gate & M otor domain module.
The solid black places were autogenerated by the translation algorithm and the
white transitions and places, all arcs and their inscriptions have been added
manually to specify knowledge about the assumed behavior of the physical gate,
the motor and the sensors. In this way, a causal relation ship between these
physical entities is explicitly expressed in the model. Briefly explained, the gate
is modeled using an internal state phenomenon representing a discretization of
the gate position as a value between 1 and 10. This place is modified by two
transitions representing the movement of the gate in discrete time-consuming
steps (it takes 15 time units to move one step up and 10 to move one step
down). The domain controls three phenomena: Sensors is observed by the
sluice gate controller while P osition and M ovement are constrained by the
requirement. The U pdate P osition and U pdate Sensors transitions monitor
changes to the internal representation and updates the controlled phenomena
accordingly. Wrt. the P osition phenomenon, it is worth noticing, that the
values of this phenomenon are more coarse (T op, Bottom, and Between) than
those of the internal representation of the position (1...10). The domain module
also specifies how the motor is controlled by the machine domain through the
Control and Direction phenomena.

12.2.4

Combining

In many situations, as illustrated in the workflow of Fig. 12.2, it is necessary to
combine descriptions found in CPN models. As an example, the Gate & M otor
domain discussed in the previous sections is found in all three PDs, but it
should only be necessary to specify its assumed behavior once - i.e. in one CPN
model. For this reason, we have defined an algorithm for structural combination
(merging) of CPN models.
The outline of this algorithm is shown in Fig. 12.3 in the form of its signature
and preconditions. The algorithm will produce a CP N H object based on the
structure of a given PD and the manually modified descriptions found in a
set of 2-tuples. Each 2-tuple consists of a PD and a CP N H object. The PD
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Figure 12.4: The manually modified domain module for the Gate & M otor
domain

Listing 12.3: The combine operation
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

public combine : ProblemDiagram * (set of (ProblemDiagram * CPNH)) ==> CPNH
combine(pd, ds) == ( (...) )
pre (forall mk_(pd’, cpnh) in set ds &
structureValid(pd’, cpnh) and
forall d in set pd’.domains union {pd’.machine} &
d in set pd.domains union
{pd.machine} => interfaceSubset(pd’, pd, d)) and
(let empty_cpnh = translate({pd}) in
forall d in set pd.domains union {pd.machine} &
let empty_cpnm in set empty_cpnh.S be st empty_cpnm.Name = d in
exists cpnh in set {cpnh | mk_(-, cpnh) in set ds} &
exists cpnm in set cpnh.S & cpnm.Name = d =>
not exists cpnm’ in set cpnh.S &
cpnm <> cpnm’ and cpnm.Name = cpnm’.Name and
not cpnm.CPN.structEqual(empty_cpnm.CPN) and
not cpnm.CPN.structEqual(cpnm’.CPN));

defines the structure from which the CP N H object in the tuple was translated.
The preconditions ensure that at most one refined description of any domain
that exists in the output structure is found in the input descriptions - i.e. to
avoid conflicting descriptions. In Fig. 12.2, a dashed line is used to point out
the PD defining the structure of the result of the combination while solid lines
go from the input CPN models and to the resulting output CPN model. The
output CPN model contains all domain descriptions found in the input CPN
models - provided that no domain has conflicting descriptions. One example
of the application of the combine algorithm is seen in the lower left corner of
Fig. 12.2, where a CPN model for P D1 is generated as a combination of the
descriptions of domains already given during any possible manual modification
of the CPN models for P D2 and P D3 . Two other uses of the combine algorithm

12.3. Conclusions

231

are seen between P D2 and P D3 . In this case, if a domain has been described
in one CPN model, the description module can be adopted into the other CPN
model meaning that the two models can be refined in a parallel manner.
The precondition specifies two additional requirements to the input: (1) the
structureV alid operation is applied to require that all CP N H objects in the set
of input tuples do still match the structure defined by the respective PDs from
which they were translated and (2) the interf aceSubset operation is applied to
require that for a given domain, any existing instances of the same domain in
the input PDs should not have access to any other shared phenomena than those
accessible to the domain in the resulting PD. The second requirement means
that the combine algorithm can only extend (and not limit) the interface of
domains.

12.3

Conclusions

In this paper, we have described the initial results from work on tool-support for
automated handling of CPN models used for describing behavior of domains in
PDs. Our experiences so far tell us that - if assisted by the automated translate
and combine algorithms - the use of CPN models is indeed a feasible and practical approach to the problem. The main area for future work is the work on
automating the process of checking traces of phenomena activity generated by
the execution of CPN models against real-time requirements. We are currently
working on tool-support for this. The checking can be performed either offline
or online. In the offline approach, a trace is generated and then checked. In the
online approach, the trace is checked while it is being generated - i.e. possibly
during the interactive execution of the CPN model.

Chapter 13
[D7]: Model-based Requirements Analysis
for Reactive Systems with UML Sequence
Diagrams and Coloured Petri Nets
The paper presented in this chapter has been published as a journal paper:
[D7] Kristian Bisgaard Lassen and Simon Tjell. Model-Based Requirements Analysis for Reactive Systems with UML Sequence Diagrams
and Coloured Petri Nets. Innovations in Systems and Software
Engineering: A NASA Journal, 4(3):233–240, October 2008. Presented at the 1st International Workshop on UML & Formal Methods
(UML&FM at ICFEM 2008), October 27, 2008, Kitakyushu, Japan.

The content of this chapter is equal to the journal paper [D7] except for minor
changes.
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Model-based Requirements Analysis for Reactive
Systems with UML Sequence Diagrams and Coloured
Petri Nets
Kristian Bisgaard Lassen∗

Simon Tjell∗

Abstract
In this paper, we describe a formal foundation for a specialized approach to automatically checking traces against real-time requirements.
The traces are obtained from simulation of Coloured Petri Net (CPN)
models of reactive systems. The real-time requirements are expressed in
terms of a derivative of UML 2.0 high-level Sequence Diagrams. The automated requirement checking is part of a bigger tool framework in which
VDM++ is applied to automatically generate initial CPN models based
on Problem Diagrams. These models are manually enhanced to provide
behavioral descriptions of the environment and the system itself.

13.1

Introduction

The high-level Sequence Diagrams of UML 2.0 (SDs) are becoming widely used
for describing desired system behavior in terms of scenarios. In this paper,
we describe how SDs can be used to express formal real-time requirements
for reactive systems. This is done by the definition of a formal requirement
language. We also present an approach to using such requirements for validating
traces generated by the execution of graphical models of behavior. These models
are expressed as Coloured Petri Nets (CPNs) [44] and describe: (1) assumptions
about the behavior of the physical environment of the reactive system and (2)
a high-level specification of the reactive system.
As an example, we use the requirements specification for a Bridge Navigational Watch Alarm System (BNWAS), which is a ship safety device aimed
at ensuring that the Officer of the Watch (OOW) - the person responsible for
steering the ship - does not fall asleep (or leave the bridge) while the ship is
traveling. This is done by installing an alarm, which will become activated if a
dedicated reset button is not pressed for a predetermined period of time. The
mode of the alarm is controlled by a key switch. The OOW must push this
button periodically in order to signal his presence on the bridge. Furthermore,
the BNWAS shall detect attempts to fool the system - e.g. by fixing the button
in the pushed-in position.
∗
Dept. Computer Science, University of Aarhus, Aarhus, Denmark.
E-mail: krell@daimi.au.dk, tjell@daimi.au.dk
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Figure 13.1: An example of a commercial BNWAS unit (Navitron Systems Ltd.)
Manipulate
Problem
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Translate

Informal
requirements
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Formal
requirements

Traces

Execute

Check

Figure 13.2: Typical workflow
The International Maritime Organization (IMO) - a United Nations agency
- is currently treating an international proposal demanding all ships within some
criteria related to size and purpose to be equipped with a BNWAS. The proposal
is based on a set of reference requirements [230]. An example of a commercial
BNWAS complying with these requirements is shown in Fig. 13.1. In this paper,
we will examine the subproblem of developing the core functionality regarding
the activation of alarms based on the reset button and key switch activity.

13.2

A Framework for Describing Requirements

The requirements are expressed in a model-based tool framework for requirements engineering. Referring to Fig. 13.2, we will now introduce parts of this
framework. Other parts of the framework are presented in [D6]. The starting
point for expressing requirements for the BNWAS is a Problem Diagram (PD).
PDs are a central description technique to the Problem Frames approach [87].
A PD describes the structure of the context in which a (software development)
problem is to be solved. In our case, the problem is to develop a design for
the BNWAS that will meet our requirements and the context consists of the
physical entities that the BNWAS interacts with.
The PD is found in Fig. 13.3. The boxes are domains, the lines are interfaces
formed by shared phenomena, and the ellipse is the requirement. The leftmost
domain is the BNWAS - the two vertical lines denote the machine. A PD always
has exactly one machine. This is the only domain for which we have the power
to decide the behavior. All other domains have given behavior. The purpose
of the machine is to cause the context to behave in a manner that satisfies the
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a:
b:
c:
d:

CO! {reset}
BNWAS! {start, stop}
KS! {position}
CPT! {turnLeft,
turnRight,
release}

Figure 13.3: A Problem Diagram for the BNWAS
requirement.
A key point in the Problem Frames approach is the necessity of describing
not only the behavior of the machine but also the knowledge about the behavior of the physical entities in the environment of the machine - i.e. the given
behavior. The context of the BNWAS is formed by the OOW, the Alarms, the
Captain, and the Key Switch. The domains are connected by lines representing
shared phenomena. A phenomenon is a state or an event. When a phenomenon
is shared between two domains, it means that both domains are able to observe
the phenomenon while only one domain controls it - i.e. causes a state to change
or an event to occur. As an example, the BNWAS interacts with the key switch
through a single shared phenomenon: the position. The right hand annotation
specifies that the position phenomenon is controlled by the key switch (KS).
The BNWAS is able to monitor the current position measurements but is not
able to change it.
The requirements for the machine should be expressed about its observable
effect on the physical context rather than its behavior seen in the interface between the machine and the environment [86]. This is the reason for describing
the given behavior of the physical entities in the context. The dashed ellipse
represents the requirement that the BNWAS should control the alarm according some rules. The requirement is connected to the domains through shared
phenomena. In this context, it means that the requirement is expressed in
terms of these phenomena. As seen, one interface has an arrowhead. This
shows that the start/stop phenomena are constrained by the requirement. The
other phenomena are only referenced. Intuitively, the requirement constrains
the observable behavior of the start/stop signals with reference to the behavior
of the human actors - the OOW and the Captain. This is a natural property
of the problem structure, since it would not make sense for example to express
a requirement constraining the behavior of the human actors, who are acting
spontaneously and out of free will. The KS is a given physical domain that we
can assume has already been developed and therefore has known, predictable,
and unchangeable behavior. We could have had more than one PD in order to
decompose the problem into subproblems. In [D6], we handle a problem with
multiple subproblems.
Referring to the framework illustration in Fig. 13.2, the PD from Fig. 13.3
is translated into a CPN model. This translation is performed by an algorithm
specified in VDM++. The input to this algorithm is a VDM++ object representation of the PD and the output is a VDM++ object representation of a
hierarchical CPN model. The CPN model is a skeleton based on the structure
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of the PD: it contains one module per domain in the PD. Apart from these modules, it contains a special link module that links the domain modules together
and a requirements module in which the requirements are specified. Examples
of the CPN modules for another case study are found in [D6]. Initially, the
CPN model specifies free/spontaneous behavior for all domains. Knowledge
about the domains is specified by a human modeler through manipulation of
the model in CPN Tools - a graphical modeling/simulation environment [48].
For example, the modeler will describe the behavior of the KS domain: when
the captain turns the key, the position will change to one or the other side (run
or set) and stay in that position when the key is removed. The modeler will
also describe typical behavior of the human actors in the form of scenarios in
which the actors interact with the BNWAS. Finally, the modeler will develop
a high-level specification of the BNWAS domain. This will enable interactive
execution of the model making it possible to validate the domain descriptions,
the human actor scenarios and the BNWAS specification.
Another important asset of the automatically generated CPN model is that
it contains a mechanism for collecting traces of phenomena activity. This mechanism is a part of the link module and is based on a proxy principle. The purpose
is to record all shared phenomena activity (interaction) as time-stamped traces.
These traces are later to be evaluated against real-time requirements. In this
way, the requirements and the model are dynamically validated and the modeler
can experiment with the model while iteratively specifying the requirements.
Since the requirements are specified in a generic and formal manner, they can
later by applied to tasks such as model-based testing of a real implementation.
In the lower part of Fig. 13.2, we illustrate the specification of requirements.
Initially, the requirements are identified informally in a traditional process involving relevant stakeholders. Wrt. the BNWAS, examples of such requirements
are found in the proposal to the IMO:
“ 4.1.2.1 Once operational, the alarm system should remain dormant for a period of between 3 and 12 min (Td ).
4.1.2.2 At the end of this dormant period, the alarm system should initiate a
visual indication on the bridge.
4.1.2.3 If not reset, the BNWAS should additionally sound a first stage audible
alarm on the bridge 15 s after the visual indication is initiated.
4.1.3.4 A continuous activation of any reset device should not prolong the dormant period or cause a suppression of the sequence of indications and alarms.
4.2 Accuracy: The alarm system should be capable of achieving the timings stated
in section 4.1.2 with an accuracy of 5% or 5 s, whichever is less, under all environmental conditions. ” [230]

The specification activity seen in Fig. 13.2 covers the task of expressing
the requirements above in terms of SDs. In Section 13.3, we will introduce a
formal semantics for real-time requirements expressed as SDs. Fig. 13.4 shows
SD1, which is the formal representation of requirements 4.1.2.1, 4.1.3.4, and 4.2.
Some of these requirements may also be represented partly in other SDs. For
example, the accuracy requirement (4.2) will be traceable in all requirements
containing timing constraints.
The SD depicts domains interacting through shared phenomena. The first
phenomenon represents the OOW pushing in the reset button. We have chosen
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t1

Td - min(0.05*Td, 5 s) ≤ t1 ≤ Td + min(0.05*Td, 5 s)
where 3 ≤ Td ≤ 12 minutes

Figure 13.4: SD1
to represent the button as a state in order to be able to express requirement
4.1.3.4 easily. In this SD, we only consider the state changing event of the
button being pushed (and not released). We also see that the scenario will
only become activated if the button is released. The reset=pushed message
represents a state change phenomenon. Such a phenomenon occurs when a
predicate becomes true. The inner opt block is relevant if the KS is in the run
position. While the captain is not explicitly shown as an actor, his behavior
affects the scenario - since he is the only one able to change the position state
by turning the KS. This means that if the KS is in the run position, we require
the state change phenomenon (reset=pushed ) to be followed by a start(visual)
phenomenon. The latter represents the starting of the visual indication as
described in requirement 4.1.2.2. On the right-hand side of the SD, we see the
indication of a time span (t1 ). A constraint on t1 is found in the bottom of the
SD. In this case, the constraint expresses the requirement to the timing of the
starting of the visual indication. We see, that the requirement to accuracy and
the parametrization through Td is taken into account.
Another important thing to notice is the use of dashed and solid lines resembling the arcs of the PD in Fig. 13.3. The reset=pushed is a referenced
phenomenon while start visual is constrained. We specify this at phenomenon
occurrence level, meaning that a phenomenon, which is constrained in the PD
may be used for constrained or referenced phenomenon occurrences in SDs. A
phenomenon which is only referenced in the PD is only allowed to be used for
referenced phenomenon occurrences in SDs. The distinction between referenced
and constrained phenomenon occurrences has influence on the interpretation of
requirements checking as we will describe in Section 13.3.4.
Fig. 13.5 shows SD2. This SD specifies requirement 4.1.2.3 conforming with
the accuracy requirement (4.2). Here, we see that the start(visual) is now
specified as a reference phenomenon occurrence (as opposed to in SD1). This
technique is used to link together the two SDs and to express what could be
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t2

Td - min(0.05*Ts1, 5 s) ≤ t2 ≤ Ts1 + min(0.05*Ts1, 5 s)
where Ts1 = 15 s

Figure 13.5: SD2
informally interpreted as: if start(visual) occurs, then it must be followed by
start(audible) withing some time constraint - unless the reset button is pushed.
In that case, the requirement of this scenario would be abandoned since the
scenario would no longer match the trace. The IMO proposal contains two
similar requirements (4.1.2.4 and 4.1.2.5) that concern the activation of third
and fourth stage alarms. These are similar to the requirement expressed in
SD2.

13.3

Definitions

In this section, we turn to the more formal side of phenomena, traces, requirements and how a trace satisfies a requirement.

13.3.1

Phenomena

As we already mentioned, a phenomenon is either a state or an event. In the
following we use the notation Ps to denote the set of state phenomena and
Pe for the set of event phenomena, and for the set of all phenomena we write
P = Ps ∪ Pe .
A phenomenon occurrence is when a state changes or an event happens.
Each phenomenon occurrence, is associated with a value and a time stamp. We
denote the set of values as V and the set of time stamps as the total ordered
set T . The set of phenomena occurrences therefore becomes PO ⊆ P × V × T ,
with the restriction that (p, t, v), (p0 , t, v 0 ) ∈ PO ⇒ p 6∈ Ps ∨ p 6= p0 - i.e. the
same state phenomenon cannot occur at the same time (with possibly different
values). However, we do not restrict the occurrences of events. We believe this
restriction on phenomena occurrences is reasonable since a state phenomenon
cannot have multiple values at the same point in time, while it is possible for
several occurrences of the same event phenomena at the same point in time.
Later on we will explain how this restriction can be removed, but for now we
will keep it, as we consider it sensible and it will make our ideas more clear.

13.3.2

Transition System and Traces

Before we can define a trace, we need to introduce the transition system in
Def. 13.1, that simplifies the definition of a trace, as well as, of how we check
whether a trace satisfies a requirement.
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The basic idea of the transition system is that we look at each phenomenon
occurrence as a transition in the system, the states are the last observed state
phenomena and the time stamp of the previous phenomena occurrences. The
definition is split in two so we first consider a total ordered transition system
(S, .t ) where each state in the system is succeeded by another if the next state
is at the same, or at a later, point in time. This system is not enough though,
since arbitrary cycles within the same time unit is allowed and we can end up
in situations with no progress with respect to the time stamps. This is where
the the second transition system (S, .) come into play. It is similar to the first
in that the set of states are the same but we now consider the set P(P × V ) × T
for the type of transitions. In this system we recursively go trough each possible
permutation of phenomena at some point in time before we move on to states
with a bigger time stamp. This second transition system enumerates all possible
sequences of phenomena occurrences.
Definition 13.1 (Transition system) We introduce the total ordered transition system (S, .t ), where S = (Ps → V ) × T , and .t ⊆ S × S. The input
alphabet is PO. We define the transition relation δt : S × PO → P(S) as
(i) (s, t)

(p,v,t0 )
.t

(s0 , t00 ); where p ∈ Pe ∧ s = s0 ∧ t00 = t0 ≥ t.

(ii) (s, t)

(p,v,t0 )
.t

(s0 , t00 ); where p ∈ Ps ∧ s0 = s[p 7→ v] ∧ t00 = t0 ≥ t.

Next we introduce the transition system (S, .), where . ⊆ S × S. The input
g ⊆ P(P ×V )×T . We define the transition relation δ : S × PO
g→
alphabet is PO
P(S) as
(∅,t0 )

(iii) (s, t) . (s0 , t00 ); where s = s0 ∧ t00 = min{t000 ∈ T |t000 > t}.
(iv) (s, t)

({(p,v)}∪P ×V,t0 )

.

(s0 , t00 ); where (s, t)

(p,v,t0 )
.t

(s0 , t00 ).

Def. 13.1 describes a transition system which gives all paths through the
set of phenomena occurrences, but when we check a requirement against the
set of phenomena occurrences, we are interested in a particular path (or trace)
leading to a failure or a completion of the scenario. In Def. 13.2 we introduce
the concept of a trace. A trace is simply a path given by the transition system.
Definition 13.2 (Trace) A trace σ in the set of phenomena occurrences PO
is a path of length n given by Definitition 13.1. We write the trace as σ =
(S0 , t0 )

13.3.3

(p1 ,v1 ,t1 )

−→

(S1 , t1 )

(p2 ,v2 ,t2 )

−→

...

(pn ,vn ,tn )

−→

(Sn , tn ).

Requirement Language

Until now, we have only considered the structure of the phenomena, their occurrences and how we extract a trace from a set of phenomena occurrences.
Now we turn to how we express requirements for traces in Def. 13.3.
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Definition 13.3 (Requirement Language Grammar) The BNF of our the
requirement language is the following:
Scenario ::= 
|
Phenomenon
|
Sequence(Scenario,Scenario)
|
Choice(BoolExp,Scenario,Scenario)
|
Parallel(Scenario,Scenario)
|
Iteration(BoolExp,Scenario)
|
StartTimer(TimerID)
|
CheckTimer(TimerID,TimeExp)
Phenomenon ::= EventANY(EventName,Restriction)
|
EventValue(EventName,Value,
Restriction)
|
EventVariable(EventName,
VariableName,
Restriction)
|
EventPredicate(EventName,
Predicate,
Restriction)
|
StateChange(StateName,BoolExp,
BoolExp,Restriction)
TimeExp ::= TimeGTE Integer
|
TimeLTE Integer
|
TimeTest TimedPredicate
Restriction ::= Constrained
|
Referenced
BoolExp is a boolean expression; TimerID is an identifier; EventName is
an element in Pe ; StateName is an element in Ps ; Value is an element in V ;
VariableName is an identifier; Predicate is a predicate function; TimeExp is a
simple data type expressing either a greater-than-or-equal or a less-than-or-equal
time constraint; TimedPredicate is a function to express any time constrain;
Constrained and Referenced are constants.
Every requirement is a Scenario, which in turn can be the one of the following: a phenomenon, a sequence, a choice, a parallel, an iteration, or a timing
construct - or the empty scenario (). A phenomenon is either an event or a
state change occurrence. If we only want to require an event of some name to
be observed we use EventANY. To bind the value of an event to a variable,
which is referable in later expressions, we use EventVariable. To test the value
associated with an event, we use EventPredicate. State change occurrences are
tested by using StateChange, which is associated with two predicate functions
pre and post, where pre must hold before the state is changed and post must
hold after. The structured constructs (sequence, choice, parallel and iteration)
have the usual UML 2.0 semantics. Finally, the two timing construct are used
in conjunction for measuring a time span: StartTimer with some id is added
before the first phenomenon occurrence in the span and CheckTimer after the
last phenomenon occurrence. CheckTimer is associated with an expression to
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test if the measured time is above or below some value.
Each phenomenon is associated with a restriction that can either be constrained or referenced. If a phenomenon is constrained, we require that it occurs
at the point in the scenario where it is specified, and we interpret it as an error if something else occurs. Conversely, if it is referenced we do not require
it to happen. If a referenced phenomenon is not a part of the trace, we then
assume that the wrong scenario is being checked. Nevertheless, whether it is a
constrained or references phenomenon, if it does occur we continue the check.
By using this distinction on phenomena we can express that some behavior
that does not match a requirement is permissible as long as the requirement
does not fail matching a constrained phenomenon. For example, a requirement
may be that after a certain sequence of phenomena, some state change must
occur. This can be modeled in our language by letting the initial phenomena
be referenced and the state change be constrained. If only a prefix of that
sequence occurs and something else happens, the requirement will not fail since
the sequence of phenomena leading to the state change are all referenced.

13.3.4

Testing Traces against Requirements

With the definition of traces and requirements, we can now define the meaning
of a a trace satisfying a requirement. We show how (σ, V, V 0 , T , T 0 ) models some
scenario s, where σ is a trace, V, V 0 is the environment of variables1 before and
after the s is checked, and T , T 0 the environment of timers2 as they are before
and after s is checked. To express this formally, we write (σ, V, V 0 , T , T 0 ) |= s,
which is defined in Def. 13.4. After the definition we explain the different rules.
Definition 13.4 (Satisfiability of requirements) In the following σ refers
to a trace, V to the environment which maps variable names to values, and T
to the environment which maps timer identifiers to natural numbers. In the
following we show when (σ, V, V 0 , T , T 0 ) |= s. We use the notation X and X 0
to denote the value of X before and after a check.
(σ, V, V 0 , T , T 0 ) |= 

(13.1)

(p,v,t0 )

σ = (S, t) −→ σ 0
0
(σ, V, V , T , T 0 ) |= EventANY (p, r)

(13.2)

(p,v,t0 )

σ = (S, t) −→ σ 0
(σ, V, V 0 , T , T 0 ) |= EventValue(p, v, r)

(13.3)

(p,v,t0 )

σ = (S, t) −→ σ 0 : (σ 0 , V[x 7→ v], V 0 , T , T 0 ) |= s
(σ, V, V 0 , T , T 0 ) |= Sequence(EventVariable(p, x, r), s)
1
2

Variables are bound in V with the EventVariable construct.
Timers are bound in T with the StartTimer constructs.

(13.4)
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(p,v,t0 )

σ = (S, t) −→ σ 0 :
f (p, v, t0 , S(s1 ), . . . , S(si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))
(σ, V, V 0 , T , T 0 ) |= EventPredicate(p, r, f )

(13.5)

(p,v,t0 )

σ = (S1 , t) −→ (S2 , t0 ) −→ σ 0 :
pre(S1 (s1 ), . . . , S1 (si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))∧
post(S2 (s1 ), . . . , S2 (si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))
(σ, V, V 0 , T , T 0 ) |= StateChange(p, pre, post, r)

(13.6)

σ = τ ρ : (τ, V, V 00 , T , T 00 ) |= s1 ∧ (ρ, V 00 , V 0 , T 00 , T 0 ) |= s2
(σ, V, V 0 , T , T 0 ) |= Sequence(s1 , s2 )

(13.7)

(σ, V, V 0 , T , T 0 ) |= Sequence(s1 , Sequence(s2 , s3 ))
(σ, V, V 0 , T , T 0 ) |= Sequence(Sequence(s1 , s2 ), s3 )

(13.8)

σ = (S, t) −→ σ 0 :
(cond (S(s1 ), . . . , S(si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))∧
(σ, V, V 0 , T , T 0 ) |= s1 )∨
(¬cond (S(s1 ), . . . , S(si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))∧
(σ, V, V 0 , T , T 0 ) |= s2 )
(σ, V, V 0 , T , T 0 ) |= Choice(cond , s1 , s2 )

(13.9)

(σ, V, V 0 , T , T 0 ) |= Parallel (s2 , s1 )
(σ, V, V 0 , T , T 0 ) |= Parallel (s1 , s2 )

(13.10)

(σ, V, V 0 , T , T 0 ) |= Sequence(s1 , Parallel (s2 , s3 ))
(σ, V, V 0 , T , T 0 ) |= Parallel (Sequence(s1 , s2 ), s3 )

(13.11)

σ = τ ρ : (τ, V, V 00 , T , T 00 ) |= s1 ∧ (ρ, V 00 , V 0 , T 00 , T 0 ) |= s2
(σ, V, V 0 , T , T 0 ) |= Parallel (s1 , s2 )

(13.12)

σ = (S, t) −→ σ 0 :
(cond (S(s1 ), . . . , S(si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ))∧
(σ, V, V 0 , T , T 0 ) |= Sequence(s, Iteration(cond , s)))∨
¬cond (S, V, T )
|= Iteration(cond , s)

(13.13)

σ = (S, t) −→ σ 0 : (σ, V, V 0 , T [id 7→ t0 ], T 0 ) |= s
(σ, V, V 0 , T , T 0 ) |= Sequence(StartTimer (id ), s)

(13.14)

σ = (S, t) −→ σ 0 : T (id ) − t ≥ n
(σ, V, V 0 , T , T 0 ) |= CheckTimer (id , TimeGTE (n))

(13.15)

(σ, V, V 0 , T

,T

0)

(p,v,t0 )
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σ = (S, t) −→ σ 0 : T (id ) − t ≤ n
(σ, V, V 0 , T , T 0 ) |= CheckTimer (id , TimeLTE (n))

(13.16)

σ = (S, t) −→ σ 0 :
tpred (S(s1 ), . . . , S(si ), V(v1 ), . . . , Vj , T (t1 ), . . . , T (tk ), t)
(σ, V, V 0 , T , T 0 ) |= CheckTimer (id , TimeTest(tpred ))
6 ∃τ : σ = τ ρ : (τ, V, V 0 , T , T 0 ) |= s
(σ, V, V 0 , T , T 0 ) |= s

(13.17)

(13.18)

In the following we explain the rules of the satisfiability check.
1. Any trace satisfies the empty scenario.
2. A trace starting with a transition with the same phenomenon name as
referred to EventANY satisfies the requirement.
3. Same as above, but with requirements to the value.
4. A variable bound in an EventVariable is added to the environment of
variables and the rest of the requirement is checked with this update.
Obviously the name of the phenomenon must match that of the EventVariable.
5. If the name of the EventPredicate matches the next transition, we check
if the predicate holds. As input it is given the phenomenon name, value,
the time stamp, and also any state, variable, and time stamp necessary.
6. A trace satisfies the StateChange construct if the name matches the next
transition, and if the state before satisfies pre, and the state after satisfies
the post predicate.
7. A trace satisfies a Sequence if the trace can be split in two τ, ρ where τ
satisfies s1 and ρ satisfies s2 . The two environments V 00 , T 00 found after
checking s1 , are used as initial environments when checking s2 .
8. This is a simple rewrite rule added for technical reasons - to ensure that
the first element in a sequence is never a sequence.
9. If the condition of the state S holds, we check if the first branch is satisfied,
otherwise we check the other.
10. A rewrite rule stating that we can change the order of scenarios in a
Parallel construct.
11. Here, we unfold one of the possible interleavings of a Parallel construct
where the first element is a sequence. By combining this rule with rules 10
and 12 we obtain all the possible permutations of phenomena occurrences
in the two branches of a Parallel construct.
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12. This check is similar to that of the Sequence construct. We check if there
is a way to divide the trace into two parts, where the first part satisfies
the first branch and the rest the second. Obviously, if this rule was the
only one describing how we check Parallel constructs, it would indeed just
be a sequence semantics we describe, but because we have rules 10 and
11, we are able to test any interleaving of the phenomena involved in s1
and s2 .
13. An iteration is checked by checking the condition and then unfolding it
one step at a time each time it holds.
14. The StartTimer construct is used to associate an id with the time stamp
of the next transition in the trace. The environment of timers is updated
with this new association and the rest of the requirement is checked.
15. The CheckTimer is used in conjunction with the start timer. It comes in
two variants where this one checks if the time from when the timer started
until the time in the trace when this CheckTimer is greater-than-or-equal
to some value n.
16. Same as the above rule but tests less-than-or-equal instead.
17. A general rule to express any time constraint.
18. If a trace σ matches a scenario s, we cannot divide σ into τ, ρ and use τ
to satisfy s.
The Restriction value (Def. 13.3) does not affect whether a trace satisfies a
requirement, but it is relevant for the interpretation of non-satisfying traces as
we will describe in Def. 13.5.
Definition 13.5 (Trace and Requirement Relation) A trace σ with at least
two transitions has one of these four relations to a requirement R: Completed
if σ satisfies R; Aborted if σ fails to satisfy R, where no prefix of σ satisfies
or fails to satisfy R, and all expected phenomena in R are referenced; Failed if
σ fails to satisfy R, where no prefix of σ satisfies or fails to satisfy R, and one
or more of the expected phenomena in R are constrained; Undetermined if σ is
not long enough to either satisfy or fail to satisfy R. If a requirement does not
have any of these four kinds of relations to a trace we say that the requirement
is Irrelevant.

13.4

Implementation

We have implemented the check in Def. 13.4 and 13.5 in Standard ML (SML) [43].
By implementing in SML, we can use the checker directly in CPN Tools, where
we develop models for the domains in the PDs, but we can also generate a
command line program to check traces generated from physical systems and
not just models of these. The requirements are expressed using an SML data
type, which is exactly like the language in Def. 13.3. We can express the first
example in Fig. 13.4 as:
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fun test (env,vars,timers,t) =
let val t1 = timers(1)
val REAL td = env(Td)
in td - Real.min(0.05 * td,5) <= t - t1 andalso
t - t1 <= td + Real.min(0.05 * td,5)
end
val req =
Choice(reset == released,
Sequence(StartTimer(0),
Sequence(StateChanged(reset,TRUE,reset == pushed,REF),
Choice(position == run,
Sequence(EventValue(start,visual,CONSTR),
CheckTimer(0,TimeTest test)),
empty))),
empty)

Note that the function test is used in the CheckTimer TimeTest expression
and that the requirement is the value req. The checker generates all non-trivial
traces and assigns a status according to Def. 13.5. For each reported non-trivial
trace, the state of the environment before and after is shown.
An example of a trace with status Completed (cf. Def. 13.5) for the requirement above is:
[(State reset, pushed, 45), (Event start, visual, 60)]
where the environment before has the phenomena
reset=released and position=run. This is a simple example of a trace generated
during the execution of the CPN model. In this case, the reset state phenomenon is changed to the value pushed at 45 time units followed by a start
event phenomenon with the value visual at 60 time units. Here, enumerated
types are used, but the value could be of arbitrarily complex data types.

13.5

Related Work

Linear Temporal Logic (LTL) [231] is a well-known formalism to express modal
temporal logic. The language contains primitives to express that a condition
will eventually be true, a condition will be true until another condition become
true, and similar things. For checking a trace against LTL expressions, it is
possible to use SPIN [232]; an efficient model checker. It could be possible to
express the semantics of our requirement language in LTL and use SPIN to check
them. The main reason for not doing so are the high-level expressions we wish
to use in conditions of choices and iterations. Since the requirement language is
centered around the use of SML (e.g., the use of predicate functions), we would
have to translate SML to Promola [233] (the expression language in SPIN),
which is not a trivial task. Another important issue is that most LTL model
checkers cannot check unbounded properties such as integers, so expressing a
requirement such as a sequence of event x with value v followed by event y with
value v + 1, would mean we would have to arbitrarily bind v.
In [C11], we used CPNs to express requirements for a trace. We expressed
requirements by higher-order functions by modal logic operators such as for
all, ∀, and exists, ∃, and these operated on the trace. A major drawback
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of this approach is that it is relatively far from the way an engineer would
think about requirements. We believe that SDs have a more familiar appeal to
many requirements engineers. Furthermore, the generality of modal logic means
that it can be difficult to express structural properties such as parallelism and
iteration.

13.6

Conclusions

In this paper, we have introduced a requirement language aimed at real-time
requirements for reactive systems expressed as UML 2.0 SDs. The language is
part of a requirement modeling framework, where CPN models derived from
PDs are used for describing and validating both given and desired behavior.
We believe that the combination of SDs and CPN may help closing the gap
between the natural informality of real-world requirements and the necessary
formality of safety-critical real-time requirements. We plan to further validate
the approach by applying it to more real-world problems.
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