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Preface 
In this thesis, I will present work done at Aarhus University under the supervision of Prof. Mikkel Heide 
Schierup and at the Welcome Trust Sanger Institute under the supervision of Dr. Ricard Durbin.  

With a background in Nano-science, I did not know much about bioinformatics when I first started. I knew I 
liked biological questions and programming, but that was it. I quickly developed an interest for working 
with human data.  

The first project that I was fortunately enough to be involved in was the Danish Pan Genome project. In this 
project 150 genomes of Danish descent were de novo assembled and I got to work on the analysis of the Y 
chromosome. Not knowing anything about the Y chromosome or de novo assemblies, this was a great 
learning experience from me and my programming and analytical skills improved a lot. I investigated 
evolutionary processes on the Y chromosome and found novel structural variants, which had never been 
found before.  

For my six months exchange I went to the Sanger Institute in Cambridge where Richard Durbin introduced 
me to the field of ancient hominins. Having spent the first few months reading up on all the literature in the 
field, I developed a method for identifying introgressed segments. 

After I returned to Aarhus University, I was asked, if I wanted to do structural analysis on a newly 
sequenced Neandertal. One of the things they were interested in was to see if we could get a better 
catalogue of structural variants found in archaic humans. Having a good understanding of the field and 
knowing how to genotype structural variants I joined the project and through it I learned a lot from the 
people I worked with.  

I have learned a lot during these past four years and I am looking much forward to learning more in the 
years to come.  
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English résumé 
Our knowledge of modern and archaic human genomes has increased dramatically over the last decade. 
However, there are still many questions unanswered.  

Traditional methods for calling structural variants in highly repetitive regions such as the Y chromosome 
and using DNA reads from ancient DNA is pushing their limitations. Therefore, novel methods needs to be 
developed.  

We show that using a mix of traditional Next generation sequencing methods, de novo assemblies and k-
mer based variant genotyping that we are able to detect structural variation on the Y chromosome that was 
previously undetectable, even in repetitive regions.  

We also show that using this k-mer based genotyping we are able to detect around 200,000 structural 
variants found in Neandertal that are also present in modern humans. 4,537 of these variants have a 
putative effect and further investigation will likely reveal what functional impact they had in Neandertals 
and in modern humans.  

Finally, we developed a novel method for detecting archaic introgressing segments in modern humans. We 
do this without relying on the Neandertal or Denisova reference genome and show that our novel approach 
correctly identifies a large proportion of archaic segments.    
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Dansk resumé 
Vores viden vedrørende moderne og arkaiske mennesker er blevet forbedret utrolig meget over de sidste 
årti. Men der er stadig mange ubesvarede spørgsmål.  

Traditionelle metoder til at undersøge strukturel variation i komplekse regioner såsom Y kromosomet eller 
ved at benytte gammelt DNA er ved at nå deres grænser. Derfor er det nødvendigt at udvikle nye metoder. 

Vi viser at ved at bruge en kombination af traditionelle Next generation sequencing metoder, de novo 
assemblies og k-mer baseret variant genotyping at vi er i stand til at detektere variation på y kromosomet 
der tidligere ikke kunne findes, endda i komplekse regioner.  

Vi viser at denne k-mer baseret måde at genotype på, er i stand til at finde omkring 200.000 strukturelle 
varianter i Neandertalere som også findes i moderne mennesker. 4.537 af disse varianter formodes at have 
en effekt og i fremtiden vil de sandsynligvis kunne hjælpe med at finde ud af hvilken funktion de har i 
moderne og arkaiske mennesker. 

Til slut, har vi udviklet in metode til at detektere områder i genomet der kommer fra Neandertalere. Vi 
finder disse regioner uden at bruge reference Neandertal genomet eller reference Denisova genomet. Vi 
viser at vores nye metode er i stand til at finde en stor andel af de arkaiske segmenter. 
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Outline 
Reading guide 
I divided this thesis into three three sections, each representing work I have done or am currently doing. 
This is followed by four papers. In Each section I provide a bit of background for the project and give a short 
description of the methods used in the field by other research groups. Then I discuss the questions we 
wanted to answer in this project, my contribution to it the methods we developed to answer these 
questions and the results we got. Each section ends with a discussion on what questions in this field I think 
would find interesting to answer in the future.  

Y chromosome 

This section describes the background and work I did for the Danish Pan Genome project and for its 
companion paper on the Y chromosome.  

Identifying archaic introgression in modern humans 

This section outlines the work that I started working on at the Sanger Institute and that I continued on at 
BiRC. 

Structural Variant calling in archaic populations 

This section describes the work I did on calling structural variants in the newly sequenced Vindija genome. 

 

After the method sections, I have attached four manuscripts. The first two, are the main paper from the 
Danish pan genome project and my companion paper on the Y chromosome. The third is a paper still in 
preparation. This is not the manuscript but rather a detailed list of all my results so far. The last paper is the 
method section for the structural variant calling in the Vindija project. I do not have permission to attach 
the main paper as it is currently under review.  
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1. Y chromosome 
1. 1. Introduction 
The human Y chromosome is in many aspects unique to the other chromosomes. First it is inherited directly 
from father to son and for the most part does not recombine with other chromosomes. This lack of genetic 
exchange has degenerated the Y chromosome, which only has 26 protein coding gene families (around 78 
genes) left in a 58 Mb chromosome where around 50% is heterochromatic (SKALETSKY et al. 2003). Compare 
this to the X chromosome which has in the order of 1000 protein coding genes and a length of 150 Mb (ROSS 
et al. 2005).   

The Y chromosome also harbors large inverted repeats called palindromes, with the largest palindrome arms 
spanning 1.5 Mb with 99.9% identical intra-chromosomal sequence (SKALETSKY et al. 2003). This high intra-
chromosomal similarity on the Y chromosome has made investigation of the structural variation very difficult 
using traditional next generation sequencing methods (NGS). Many variant calling algorithms were designed 
to work on diploid DNA and therefore the Y chromosome is often excluded from analysis. Furthermore the 
mean coverage of DNA (number of sequence reads that map to a particular DNA sequence) is half on the Y 
chromosome compared to the autosomes, because the Y chromosome is haploid.  

Lastly, because reads are mapped to the Y chromosome reference, which is mainly R1b, it is not possible to 
find variation not present in the reference sequence.  

In this chapter I will discuss our approach to solve the difficulties mentioned above using de novo assemblies 
from 150 Danish individuals (See Manuscript II). I will first give a brief description of what is known about 
structural variation including copy number variation of genes and palindrome structural variation on the Y 
chromosome along with a discussion on the techniques scientist use to study this. Then I will introduce the 
methods we used to investigate the Y chromosome and the main results of Manuscript I. Lastly I will discuss 
my results and future work. 

  

1. 2. What is known about the Y chromosome 
In 2003 a research group published the entire sequence of a human Y chromosome (SKALETSKY et al. 2003). 
The sequencing was based on Bacterial Artificial Chromosome (BAC) clones from previous work in which the 
same research group had constructed a physical map of the Y chromosome from one male (TILFORD et al. 
2001) and the sequence of two highly repetitive regions on the Y chromosome (SUN et al. 1999; KURODA-
KAWAGUCHI et al. 2001). This work took years and was very labor intensive and costly due to the construction, 
sequencing and ordering of BAC clones but did provide a very high quality reference Y chromosome, in which 
the palindrome arms are correctly oriented and only 4 gaps are present. 

The BAC clones all originate from one individual of haplotype R1b, except the clones used to construct the 
azoospermia factor a (AZFa) which came from an individual of haplotype G. All subsequent NGS studies of 
human Y chromosomes use this reference for comparison.  

While the study of human Y chromosomes can be used to investigate migration and divergence of 
populations (HALLAST et al. 2015; POZNIK et al. 2016) and comparing population history of males and females 
(KARMIN et al. 2015) I will manly focus on two aspects of studying the Y chromosome. The first is identifying 
the amount of structural variation across the Y chromosome. The second the evolutionary dynamics of the 
palindromes.  
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1.2.1. Structural variation 
In this section I will focus on two parts of the Y chromosome, the non-repetitive x-degenerate and the 
repetitive ampliconic. Genes found in ampliconic regions are found in multiple copies and primarily expressed 
in testis and are thought to have an effect on fertility (FERLIN et al. 1999; FORESTA et al. 2000; GIACHINI et al. 
2009). The genes present in the x-degenerate region are found in one copy number, have X chromosome 
homologoues and are thought to be important for having the same dosage of the protein expressed in males 
and females (BELLOTT et al. 2014; CORTEZ et al. 2014).  

Multiple studies have reported rapid and recurrent copy number changes of genes on the Y chromosome 
across haplogroups and populations (JOHANSSON et al. 2015; WEI et al. 2015; POZNIK et al. 2016).  

It has also been shown that the Y chromosome is subject to many large scale chromosomal rearrangements 
(REPPING et al. 2006), particularly in the ampliconic region. Repping et al. searched for large structural 
variation including change in length of TSPY-array, length of distal Y heterochromatin and inversions, 
deletions and duplications of AZFc. Importantly Repping et al. did not use NGS methods but relied on various 
experimental methods, making it more labor intensive and not scalable for large scale studies.   

The most comprehensive study of Y chromosome variation using NGS data was published in 2016 and 
analyzed samples from the 1000 genomes project (POZNIK et al. 2016). In 1244 males available they identified 
1427 indels within the ~10 Mb x-degenerate region of the Y chromosome that had a FDR of 3.6% and a 
concordance of 96.4%. The size of the largest indels is 49 bp. Poznik et al. used different reference based 
methods for generating a call set of indels including samtools (LI et al. 2009), FreeBayes (GARRISON and MARTH 
2012), Platypus (RIMMER et al. 2014) and GATK (MCKENNA et al. 2010; DEPRISTO et al. 2011) and one de novo 
assembly variants caller Cortex_var (IQBAL et al. 2012).  

Poznik et al. also found 110 copy number variants across the entire Y chromosome using Genomestrip 
(HANDSAKER et al. 2015) ranging from 2500 bp to 766,073 bp.  

Another big study of 300 high coverage individuals from all over the world found 5261 indels the Y 
chromosome (MALLICK et al. 2016) with the longest being 100 bp. Mallick et al. used Fermi-kit for calling their 
variants which assembles short reads into contigs and map them to the reference genome (LI 2015). The 
higher coverage of the individuals is likely what allows them to identify more and longer indels compared to 
(POZNIK et al. 2016).  

 

1.2.2. Studying palindromes 
While most studies that investigates SNPs constrain themselves to the well behaved x-degenerate region of 
the Y chromosome some have analyzed variation within the palindromes (ROZEN et al. 2003; HALLAST et al. 
2013).  Rozen et al. observed that the palindromes were highly identical in both human and chimpanzee with 
a human palindrome arm to arm divergence of 0.021% and a chimpanzee arm to arm divergence of 0.028%. 
The divergence between a human and chimpanzee palindrome arm was 1.44% compared to the 2.26% in the 
spacer (segment separating the palindrome arms). This led Rozen et al. to the conclusion that the high inter 
arm similarity could be maintained if the palindrome arms were exchanging material with each other through 
the process of gene conversion. Rozen et al. also found direct evidence of gene conversion at a site where 
one base from a palindrome was replaced by a base from the other palindrome arm.  

In the second study Hallast et al. investigated 10 SNPs in the beginning of palindrome 6 in 378 Y chromosomes 
from all over the world to find out more about the dynamics of these gene conversions. Interestingly they 
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found that gene conversion is biased. The found evidence for GC biased gene conversion and bias towards 
conversion back to the ancestral base. 

 

1.3. My contribution 
1.3.1. Aim of study 
As I have shown in the section above, the Y chromosome is subject to rapid structural rearrangements 
especially in the ampliconic regions. However variant calling in these ampliconic regions are often left out in 
large cohorts due to the difficulties in mapping reads in these regions. To better study these regions one 
would need either long reads that cover the repetitive regions or de novo assemblies.  

Even though both studies described above (MALLICK et al. 2016; POZNIK et al. 2016) does use variant callers 
which perform de novo assemblies (Cortex_var and Fermikit), these do not use insert size information, which 
is critical in repetitive regions. Furthermore there is a gap in our understanding of Y chromosome variation 
with variants in the size range of 100 bp (longest indel called using Fermikit) and 2500 bp (shortest copy 
number change found using Genomestrip).  

A more systematic analysis of gene conversion and new mutations on the palindrome arms is also needed.  

In order to a more complete catalogue of variation and to study the dynamics of the palindromes, the Danish 
Pangenome project de novo assembled 62 Danish males using reads from 7 different insert size libraries. Of 
these males 34 were related (17 fathers and 17 sons). This gave us an unprecedented opportunity to study 
structural variation, palindrome dynamics and copy number variation using father-son concordance as a 
quality measure.  

1.3.2. My contribution 
For Manuscript I, I performed all the analysis, wrote all the code and wrote the manuscript. For Manuscript 
II I wrote the section on the Y chromosome and performed all the data analysis involving the Y chromosome.  

1.3.3 Methods 
In order to study structural variation on the Y chromosome we used both the de novo assemblies and 
traditional NGs methods.  

We extracted all scaffolds from the de novo assembly that mapped uniquely to the Y chromosome. These de 
novo assemblies had been constructed independently for each individual using ALLPATHS-LG (GNERRE et al. 
2011) with 7 different library insert sizes ranging from 180 bp to 20,000 bp. These scaffolds were then 
compared to the reference Y chromosome in order to call structural variants using AsmVar (LIU et al. 2015). 
Variants were also called using BWA and GATK. All variants were genotyped using BayesTyper. See method 
section in Manuscript I for more details.  

For palindrome analysis we modified the approach of (HALLAST et al. 2013). The idea is to treat the highly 
similar palindrome arms as pseudodiploid DNA sequences. Any differences between the two arms will appear 
as a heterozygous SNP. We therefore mapped all reads to one copy of a palindrome arm with BWA and called 
variants using Platypus. Because the Y chromosome does not recombine it is possible to construct a single 
phylogenetic tree and ask where in the tree new mutations and gene conversions occur. Figure 1 outlines 
the approach – the figure and figure caption are from Manuscript I, Figure 3.  
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Figure 1. a) An ideogram of the Y chromosome with the different regions colored accordingly to their type. The positions of the 
palindromes are marked and the protein-coding genes are shown below. b) Due to the high similarity of the palindromes many reads 
will map to both arms and only when there are differences between the arms will the reads map uniquely. However, if only one arm 
of the palindrome is used the palindrome can be treated as a pseudo-diploid chromosome with differences between arms 
corresponding to SNVs. Comparing different individuals for which a single phylogenetic tree exists can be used to identify mutations 
(position 2 in individual 1) and gene conversions (positions 2 and 3 in individual 2 and position 1 in individual 1, 2 and 3). 

In order to determine where the gene conversions and new mutations occurred on the tree (696 positions 
studied) we devised a new efficient algorithm that is shown in Figure 2. 

Figure 2. Efficient algorithm for determining where events such as gene conversions and new mutations occur. 

For calling copy number variation of genes, we exploited the fact that the individuals in our study had 30X 
coverage. This allows us to accurately investigate the coverage (number of reads that map to each gene) and 
determine if there are differences between individuals. If the first individual has an average of 30X in one 
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gene but the second individual has 60X, the second individual has an extra copy of the gene. For this we used 
the program CNVnator (ABYZOV et al. 2011). 

1.4. Results 
Using 62 individuals we were able to genotype 1,722 indels (not including Short tandem repeat (STR)) ranging 
in size from 1 bp to 27,241 bp. This is more than the 1,427 indels found in 1,244 males (POZNIK et al. 2016) 
but less than the 5,261 using ~150 males (MALLICK et al. 2016). Keep in mind that the other studies had 
individuals from all over the world with all the major haplotypes present. In this study only 3 haplotypes (R, 
Q and I) were present.  

A direct comparison between the amount of variation found in the three studies is difficult. Most individuals 
from (POZNIK et al. 2016) were of low coverage (~4X), but they used a wide range of methods and performed 
many validation studies. However they are likely still under-estimating the amount of variation due to the 
low coverage. The individuals from (MALLICK et al. 2016) were of higher coverage (around 30X) but they only 
used one method for detecting structural variation.  

In this study we have an average of 30X coverage in our individuals and using de novo assemblies enables us 
to find more and larger indels. Using in silico validation (comparing father and son) we find a concordance 
rate of 92% and 99% and a 100% validation rate for the 43 variants we validated with Sanger sequencing.  

We also managed to find a 3,326 bp insertion present in all individuals of haplogroup I. This segment is 98% 
identical to a chimpanzee BAC clone as has likely been lost in haplogroup R1 (reference haplogroup) and Q. 

For the palindromes we were able to analyze 603 new mutations and 416 gene conversions in a total of 696 
positions across 7 palindromes. Since previous studies have looked onlt at 10 positions (HALLAST et al. 2013) 
and 3 positions (ROZEN et al. 2003) this is a major increase. We were able to replicate the findings from 
previous studies that show a GC biased gene conversion and we further found that new mutations are AT 
biased and that there is a gene conversion bias towards ancestral state regardless of base type.  

We also show that copy number changes of genes are frequent with at least 24 copy number changes, even 
in the few samples present in this study.  
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1.5. Discussion and future studies 
While we did manage to call many novel large indels, copy number variants and to study the palindromes we 
are likely still missing a lot of variation. The ideal situation would be to have the entire Y chromosome 
assembled in one long scaffold for each individual and compare that to the reference Y chromosome. But 
that does not seem to be possible with the approach we used. Our de novo assemblies of the Y chromosomes 
generally consist of 200 scaffolds that cover 14.5 Mb of the chromosome with a scaffold N50 of 1.3 Mb (See 
manuscript I).  

Another study developed a novel method for enriching for Y chromosome segments in Gorilla and using a 
combination of long and short reads they managed to assemble the Gorilla Y chromosome into 700 scaffolds 
that cover 25.4 Mb of the Y chromosome with a scaffold N50 of 97.45 Kb (TOMASZKIEWICZ et al. 2016).  

However for both our de novo assemblies and the Gorilla Y chromosome de novo assembly mentioned above 
the ampliconic regions resisted assembly, with no scaffolds spanning the entirety of a palindrome for 
instance.  

If we want to understand the Y chromosome’s role in sex-specific diseases or involvement in fertility we must 
be able to study all the variation in these repetitive regions. For instance, there exists a deletion in part of 
the ampliconic region called AZFc that removes four genes expressed in testis and doubles the risk of 
spermatogenic failure (LARDONE et al. 2007; ROZEN et al. 2012). This deletion is also present in one third of all 
men in Japan, but here it only seems to have a minor effect (SATO et al. 2014). We also observe this deletion 
in an individual in Manuscript I, which also managed to produce offspring. This seems to suggest that there 
are other genes involved in fertility, perhaps other ampliconic genes expressed in testis, but the mechanism 
is still unclear.   

What this field needs is large cohorts with many individuals with known phenotypes (for instance fertile and 
infertile men) and high quality variant callsets on the Y chromosome. Luckily, long read sequencing 
technologies are improving and becoming cheaper and hopefully in the future it will be possible to better 
understand the functional role of the Y chromosome. 
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2. Identifying archaic introgression in modern humans
2.1. Introduction 
The study of ancient and archaic humans and their relationship with modern humans is a truly fascinating 
field. There is a lot of evidence supporting that modern non-African and archaic humans met and interbred 
(MEYER et al. 2012; PRUFER et al. 2014). We know this because over the last few years it has become possible 
to extract ancient DNA from archaic humans and sequence them. 

In 2010, two low coverage archaic genomes from a Neandertal and a Denisova was sequenced for the first 
time. The coverage of the Neandertal was 1.2X (GREEN et al. 2010), while the coverage of the Denisova was 
1.9X (REICH et al. 2010). A few years later, in 2012, a much more detailed version of the Denisova genome 
was published with 30X coverage (MEYER et al. 2012). In 2014 a Neandertal genome of 51X was published 
(PRUFER et al. 2014).  

The focus of this chapter is finding regions in the genome of modern day humans that originate from this 
admixture event, which could provide new and interesting insights. What function does the genetic material 
from archaic humans have in modern day humans? Is it beneficial? Is it damaging? How has it shaped us? 

First I will discuss features of the archaic and modern human segments in terms of LD structure and variant 
density. Then I will give a brief summary of the two most commonly used methods for detecting segments 
of archaic introgression and their potential shortcomings. I will then present my contribution, which is a 
hidden markov model approach and outline the main results. Lastly, I will discuss the future studies using 
this method. 
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2.2. Evidence for archaic introgression 
Modern and archaic humans share a common ancestor and it is estimated that the populations split around 
500,000-750,000 years ago (MEYER et al. 2012; PRUFER et al. 2014) using 0.5 * 10^-9 mutations per base pair 
per year. This is also supported by the divergence time between modern human and Neandertal Y 
chromosomes (MENDEZ et al. 2016). Because we share a common ancestor we expect a lot of shared variation 
between present day living modern humans and ancient archaic genomes.  

However, if some human populations mixed with archaic populations after the populations split we would 
expect that these human populations share more genetic material with archaic populations than those who 
did not mix with them.  To study this, we can use D-statistics (GREEN et al. 2010), where an asymmetry in the 
amount of variant sharing between two human populations and an archaic individual is evidence of an 
admixture event. This test is performed on a genome-wide scale and does not identify whether specific 
regions are of introgressed archaic origin. 

Finding segment that originate from an admixture event as opposed to segments shared because of our 
relatively recent ancestor is not easy, but there should be differences in the segments because of mutations 
and recombination processes. 

Mutations 

Mutations are changes in the DNA sequence of an individual compared to another individual. Studies done 
on parents and their children reveal that around 80 new mutations occur each generation (BESENBACHER et al. 
2015). Most of these mutations occur at new positions in the genome and therefore populations will 
accumulate unique mutations over time.  

If one were to compare DNA segments of two human populations they would on average be more similar 
than if the human segment were compared to a Neandertal segment.  

Recombination 

Recombination is a process that breaks and mixes haplotypes (chromosomes) doing meiosis. Imagine one 
generation after interbreeding with a Neandertal. The child would have a complete Neandertal chromosome 
and a complete human chromosome. When the child grows up and have children of its own the Neandertal 
and human chromosome will have combined in the formation of egg or sperm cells in the child, depending 
on the sex. Recombination will cut one chromosome at a random position (not completely random there are 
recombination hotspots) and mix it with the other chromosome. Continue this process for many generations 
and the Neandertal segments will become shorter and shorter.  

In the following section I will focus on the two different approaches that are most often used, the LD based 
method of S* and HMM and conditional random field (CRF) methods.  
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2.2.1 LD based methods S-star evolution 
2006 

Before the full genomic sequence of the Denisova and Neandertal genome were known (PLAGNOL and WALL 
2006) came up with a clever idea. If archaic hominins did indeed admix into humans we should all carry a bit 
of archaic DNA within our genomes. The pieces of DNA will likely be different from person to person – 
meaning that one could piece together the entire genome of an archaic hominin, without having any DNA 
from said archaic hominin.  

Using the fact that recombination will only have had in the order of 2000 generations to break down the 
segments they looked at linkage disequilibrium (LD) between variants. Because of the admixture event being 
relatively recent compared to the split of Neandertal and humans, one would expect more Neandertal SNPs 
to be in high LD. Furthermore since only non-African populations admixed with Neandertal one could remove 
all SNPs present in African populations to enrich for variants that are shared with Neandertals. If the 
remaining SNPs show high LD, this is strong evidence of introgression.  

They looked at 135 genes with SNP data from both African and European individuals. They developed a 
scoring scheme termed S*, see Figure 3. This finds the SNPs in highest LD in the genes (average length of 50 
kb) and calculates a score for these SNPs.  

They define a “distance” between two SNPs. This is not a genomic distance but rather the number of times 
the genotype changes in individuals with these two SNPs. If a SNP pair is congruent, it means that all 
individuals with the SNP pair have the same genotype in both SNPs.   

 

Figure 3. The S* scoring scheme. In the first window there is a distance of zero between the SNPs at position 50 and position 10,000 
because when SNPs are heterozygous they are assumed to be in phase.  There is a genotype distance of 1 between position 10,000 
and position 11,000 because one pair is heterozygous- homozygous and the other is heterozygous- heterozygous. There is a genotype 
distance of zero between SNPs at position 20,000 and position 50,000. The gain in S* score by including the SNPs at position 50 and 
10,000 is greater than the cost of having a mismatch between position 10,000 and 11,000. In the second region the SNPs at position 
100 and 50,000 have a genotype distance of 0 so the score is 5,000 + 49,000. In the third region the genotype distance is 6 so the score 
is –Inf.   
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If two SNPs are congruent the gain in score is the distance in base pairs between the position + 5000. If the 
distance between the two SNPs is between 1 and 5, the score is -10000. If the distance between the two 
SNPs is greater than 5, the score is –inf.  

The scoring scheme is chosen to maximize the difference between human and archaic segments in a scenario 
with 10% archaic admixture.   

They calculate S* for each gene, and then they run simulations with and without admixture to get a null 
distribution of S* values. This allows them to assign a p-value for each gene and combine the p-values to test 
if there is introgression or not.  

They found that LD structure of SNPs found in Europeans but not in Africans was consistent with archaic 
introgression. They state that they could only explain the S* distribution in Europeans with 5% admixture.  

2009 

The authors repeated the same analysis with 222 genes instead of 135 genes in 2009 (WALL et al. 2009) and 
found evidence of introgression using the p-values calculated for each gene. They estimate that they would 
need in the order of between 8-20% archaic admixture into Europeans and Americans and 0.5-2.5 % archaic 
introgression into East Asians.  

2014 

As whole genome sequences became more abundant the power to detect archaic introgression using 
modern human samples.  In 2014 a study was performed on 379 Europeans and 286 East Asians (VERNOT and 
AKEY 2014). Here they scanned the whole genome instead of only a few hundred genes. They scanned the 
genome using a window size of 50 Kb, to be able to use the same scoring scheme from (PLAGNOL and WALL 
2006; WALL et al. 2009).  

They calculated S* using the scoring scheme of (PLAGNOL and WALL 2006) for each region and kept the top 1% 
of high scoring S* windows for further analysis. This left them with around 40 Gb of potentially introgressed 
sequence. They then calculated match p-values for each region i.e. how likely is this high scoring segment to 
originate from Neandertals (using the high coverage Neandertal genome that was published later that year 
(PRUFER et al. 2014)). Using these Neandertal match p-values they then kept segments that would give them 
a false discovery rate (FDR) of 5%, leaving them with 15 Gb of sequence.  

They find that the average length of introgressing segments was 57 Kb and that Europeans had around 20-
25 Mb of Neandertal sequence while East Asians had 25-30 Mb.  This is consistent with a previous study that 
also found more Neandertal segments in East Asians compared to Europeans (WALL et al. 2013). 

They performed simulations and showed that their data is better explained by a two pulse model, compared 
to a one pulse model, where the first pulse is into the ancestor of Europeans and Asians and the second pulse 
is into Asians.   

2016 

While the S* method had identified many putative Neandertal segments in Europeans and Asians, modern 
human population with large proportions of Denisova ancestry had not yet been studied. This changed in 
2016 with the availability of 27 unrelated Papuans (VERNOT et al. 2016).  
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They used S*, but with two additional modifications; First it now runs on genotype data on an individual level 
instead of a population level. Second, it now calculates a match p-value to both Neandertal and Denisova 
reference individuals.  

 

The S* was originally designed to look for variants in strong LD in a small population of 20 or so individuals 
at a time, but had been used to look at >500 individuals from the 1000 genomes project (GENOMES PROJECT et 
al. 2015). Now with the addition of 27 unrelated Papuans they decided to run it on one individual at a time, 
changing the scoring scheme seen in Figure 3. They still scan the genome in windows of 50 kb, and two SNPs 
with the same genotype i.e. two heterozygous SNPs will get a score of 5,000 + the distance between them. 
Any change in genotype i.e. from homozygous to heterozygous or heterozygous to homozygous will give a 
penalty of -10,000. They keep the top 1% of S* segments for further analysis.  

They then calculate archaic match p-values using a database of segments from 107 Yoruban (African) 
individuals. They idea here is that these should have very low amount of archaic ancestry and therefore serve 
as a null distribution for how many variants shared with archaic individuals you would expect to find if there 
was no introgression.  

For each S* segment they compare it to segments with the same length, number of variants and called bases 
and calculate the number of variants shared with an archaic genome divided by the total number of variants. 
They decide on an arbitrary cutoff of match p-values of logit(match p-value) < -3. This cutoff should roughly 
correspond to a FDR of 5 %.  

Lastly, they use the archaic match p-values to assign each segment with a probability of originating from 
Neandertal, Denisova, non introgressed sequence or ambiguous (matched Denisova and Neandertal equally 
well).  

They find around 100 Mb of archaic sequence in Oceanic populations, 51 Mb in Europeans, 55 MB in South 
Asians and 65 in East Asians.   
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2.2.2. HMM and conditional random field methods 
2014 

Another approach to LD based methods of detecting introgressed sequence is using hidden Markov models 
or conditional random field methods. The idea is that the genome consists of hidden states that is either 
human or archaic introgressed. Because of mutation processes, recombination, and the fact that archaic 
introgression is not found in Africans one can calculate how likely it is that a given sequence is archaic in 
origin and is present in modern humans because of introgression.     

 

Prüfer 2014 

One approach (PRUFER et al. 2014) was to divide the genome into bins of 0.00005 Morgans (5,000 bp). In each 
bin they would count how many times a derived variant was present in a pool of archaic reference genomes. 
If the variant was absent in Africa (they used 107 Yoruban Africans) but present outside of Africa in their test 
sample, they called the site consistent with introgression. If the variant was present in both Africa and the 
test sample, these two samples are more closely related and the site is not consistent with introgression.  

If there is only consistent sites present in the window, this window has a high probability of being 
introgressed. To avoid detecting short windows that might be due to incomplete lineage sorting they set the 
following parameters for their HMM. The HMM has two states, the human (H) and the Archaic (A) state.  

𝐻𝐻 → 𝐻𝐻 𝐻𝐻 → 𝐴𝐴
𝐴𝐴 → 𝐻𝐻 𝐴𝐴 → 𝐴𝐴 =  0.1 0.9

0.9 0.1 

 

The emission probabilities for observing a not consistent window, when in the H or A state is 0.01. The 
emission probability of observing a consistent window in H state is 0.01, but for A it is 0.99.  

What this scoring scheme effectively does is that it only recovers segments longer than two windows (10 kb), 
and that should make them less prone to detecting segments that are shared because of incomplete lineage 
sorting.  

They evaluate their method by running it on African individuals and checking how much enrichment there is 
in Europeans and Asians. They see a 100 fold increase in the amount of windows with posterior probability 
of being archaic (>0.9) in Non Africans compared to Africans. They also estimate that there is an enrichment 
in East Asians compared to Europeans of 70-100%.  

Serguin-Orlando 2014 

Similar to the HMM mentioned above this model also groups the genome into segments of archaic 
introgressed origin and human origin (SEGUIN-ORLANDO et al. 2014). The model uses the terms SH (human) 
and SN (Neandertal). In the following, however, I will use H (human) and A (archaic) to make it easy to 
compare to the method above. They consider sites with a derived variant that is variable in Neandertal and 
Non-Africans but absent in Africa and call these sites consistent. The sites where a variant is variable in 
Neandertals, Non-Africans and Africans are called not consistent.  

Seguin-Orlando et al. first trained the emission probabilities of the model, while keeping the transitions fixed, 
with values given in (GRAVEL 2012). This gives them a probability of observing consistent sites at 0.0155 while 
in the Neandertal state and 6.67*10^-9 while in the human state.  
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Subsequently they the transition parameters and convert them into a time of admixture, which is what they 
are interested in. They find the time of admixture to be 16,600 years ago. This recent admixture is due to the 
fact that the individual they investigate was alive around 36,200 to 38,700 years ago. This method is 
described very briefly in a supplementary methods section, but the authors state that the method will be 
described in detail along with extensive simulations evaluating the method in a forthcoming paper. I have 
not yet been able to find this paper, and when people use this method they refer to this method section and 
not another paper (RACIMO et al. 2015; RACIMO et al. 2017).  

 

Sankararam 2014 

Instead of using a HMM where a state only depends on the previous state, one could also use a more general 
framework – which is the conditional random field (SANKARARAMAN et al. 2014). They analyzed samples from 
1000 genomes project. 

In their CRF model they also have two hidden states that is either archaic introgressed or human.  

In this model they use feature functions that correspond to emission probabilities in a HMM. The first feature 
function gives a high probability of being archaic introgressed if the variant is found in Non-Africans and the 
Neandertal reference genome but absent in Africa.  

The second feature function is the distance of the putative introgressed haplotype to the Neandertal genome 
and the genomes of Africans. This feature function will give variants in regions that are very similar to 
Neandertals but very different from Africans a high probability of being introgressed.  

The third set of feature functions are analogous to the transition matrix in a HMM and these are trained so 
that the length of a putative haplotype on average is 50 kb which is the expected length if introgression 
happened 2,000 generation ago. They train the model parameters on simulated data. The CRF model can 
identify 15% of archaic introgressed sequence with a precision of 99% and can identify 38% of archaic 
introgressed sequence with a precision of 98%.  

They find between 1.17% and 1.20% of the autosomes in Europeans have Neandertal ancestry and that 
between 1.37% and 1.40% of autosomes in East Asians have Neandertal ancestry.  

 

Sankararam 2016 

A few years later the authors applied there methods to 257 high coverage individuals from the Simons 
Diversity project (MALLICK et al. 2016). They extended their CRF model to include the Denisova genome and 
found that 1.06% of European autosomes had Neandertal ancestry and 1.40% of East Asian autosomes had 
Neandertal ancestry. They also found that there was a small but significant contribution of Denisova to East 
Asians autosomes of 0.06%.    
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2.3. My contribution 
2.3.1. Aim of study 
When looking at the methods available today it is clear that they all rely on certain assumptions about 
demography and the presence of an archaic reference genome from the introgressing population.  

Even though S* in the beginning didn’t use an archaic reference genome for comparison it heavily relies on 
it today for its downstream filtering. When and archaic reference genome is not used they estimate a false 
discovery rate of 60% (VERNOT and AKEY 2014) and in another study performed on African Pygmies (where a 
reference genome of the introgressing hominin does not exist) they estimate a FDR in their top 1% of S* 
values to be between 19% and 68% (HSIEH et al. 2016).  

Furthermore S* still uses a scoring scheme that was optimized for identifying segments from an archaic 
population that split from modern humans 400,000 years ago and that replaced 10% of the population 50,000 
years ago. It was also originally designed to work on multiple individual samples but has now been changed 
to work on single individual sequence. Furthermore, additional filtering steps such as p-values, p-match 
values and posterior probabilities has been added to further refine the dataset.  

As for the CFR method, its parameters are trained on simulated data (assuming a demography) and it relies 
on the presence of archaic reference genome. The two HMMs described above also use the reference Altai 
Neandertal genome and only one of them is training its parameters (SEGUIN-ORLANDO et al. 2014) on real data 
instead of relying on assumptions about demography.  

Using a reference genome certainly improves power when detecting archaic introgressing segments, but if 
the reference genome of the archaic individual belong to a population that is very different from the 
population that introgressed into humans, it might introduce bias. It is estimated that the introgressing 
Neandertal population diverged from the Altai Neandertal around 77,000-114,000 years ago and that the 
introgressing Denisova population split from the Altai Denisova around 276,000-403,000 years ago (PRUFER 
et al. 2014).  

When I was doing my PhD exchange at the Sanger Institute, under the supervision of Richard Durbin, we tried 
to amend some of these potential biases. We wanted to construct a model that could infer introgressing 
archaic segments, without relying on the availability of reference genomes or extensive simulations with 
demographic parameters that might also be wrong. 

2.3.2. My contribution 
This project is ongoing and a draft has been attached. I performed all the experiments, writing of code and 
the manuscript that is attached as Manuscript III.  

2.3.3 Methods 
This entire section of 2.3.3. is also found in Manuscript IV.  

The model we came up with was a HMM, that shares some features with the models previously described. 
The model uses genotype data and as an example I will discuss genotype data from the 1000 genomes project 
(GENOMES PROJECT et al. 2015).  

I also take advantage of the fact that archaic admixture happens to a very low extend in Africans and 
therefore I can use these as an outgroup with no archaic admixture see Figure 4 panel a. I then look at a given 
Non-African individual and remove all variation that are present in Africa. This should remove all variants 
that occurred in the ancestral population of Non-Africans and Africans and thus only variants private to that 
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individual remain – See Figure 4 panel b. These variants can either have occurred on the branch starting from 
the split of the Non-Africans and Africans or if they are introgressed they could have occurred on the Archaic 
branch. Because the introgressing segments have had longer time to accumulate variants they have a higher 
variant density then segments coming from the human branch. 

 

Figure 4. The phylogenetic relationship between Africans, Non-Africans and archaic humans are shown along with two segments – 
one of Archaic origin and one of modern human origin. Panel a shows the segments without removing variants that are found in Africa 
and panel b shows the segments are removing variants found in Africa.  

 

The idea is to bin the genome in 1000 bp windows, which is done for computational time reasons. For each 
bin we count how many derived private variants we observe in a given Non-African individual – see Figure 4, 
panel a.  

We can now construct a HMM with n hidden states. I will describe a model with two states. One state will be 
the human state and this state has a relatively low probability of emitting private variants – see Figure 5 panel 
c. The other state will be the archaic introgressing state, which has a relatively higher probability of emitting 
private variants – See Figure 5 panel c. We also specify a transition matrix with probabilities of moving 
between the different states – See Figure 5 panel b. We now initialize the parameters with some sensible 
values and train the model on the data using the Baum Welch algorithm to avoid relying on demographic 
assumptions.  

After training the model we obtain a set of parameters that maximizes the likelihood of the model. A feature 
of this model is that the parameters actually have a biological meaning. 

The transition parameters will tell us something about the time of admixture. The higher probability of 
staying in the Archiac state (t22 see Figure 5 panel b) the longer the segments will be. This allows us to 
estimate time of admixture because recombination will break down segments at a certain rate.  

The emission parameters will be informative of the time the introgressing segments have had to accumulate 
mutations. This is close to the coalescence time of the segments with a segment from the outgroup.  
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Figure 5. Overview of the Hidden Markov Model. a) The genome of a Non-African individual is shown and the number of private 
variants in each 1000 bp window are shown above. The goal of the model is to identify regions with high variant density as archaic. 
b) The transition probabilities for the HMM are shown. c) The emission probabilities for observing a given number of variants for the 
two states are shown. Note that the transition parameters and emission probabilities are just chosen to illustrate the point.  

 

2.4. Results 
We simulated data with and without an introgression event to evaluate the accuracy of the model. We show 
through a combination of improved likelihood score and posterior predictive checks that a two state model 
fits the data with an admixture event and that we are able to recover the coalescent time and time of 
admixture quite well – See Section 2.2. in Manuscript III.  

For simulated data we are also able to recover between 50-60% of archaic sequence while have a false 
discovery rate below 0.07%.  

We train the model on real data from Simons diversity (MALLICK et al. 2016) and 1000 genomes project 
(GENOMES PROJECT et al. 2015) and show that all non-Africans have archaic ancestry and that the amount 
varies quite a lot from population to population. Interestingly we also find evidence of early hominin gene 
flow into Denisova when training the model on Papuan individuals. We find that 10% of the Denisova 
segments have very deep coalescence times to modern human segments and could be from an Early hominin.  

We compare our methods to CRF (SANKARARAMAN et al. 2014) and S* (VERNOT et al. 2016) and see that 70 % 
of the sequence our method identifies is also found by either CRF or S*.  

Finally we show that we are able to recover genes that previously been identified as of archaic origin, we 
don’t find evidence for archaic introgression into Africans and we find that Denisova seems to have more 
ancient coalescing sequence compare to Neandertal. 
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2.5. Discussion and future studies 
This discussion and future studies section will be a bit different from the other ones as I am still preparing 
the manuscript and performing analysis.  

First of all I want to ensure that the segments I find are for the most part archaic segments. Simulated data 
suggest that they are (very low error rate) but when running the model on real data, the model finds many 
segments that are closer to humans than the archaic genomes. This could be explained by an Early hominin 
introgression into the Denisova and Neandertal genomes – thus making them appear more distant from the 
archaic haplotype that introgressed into the human population. But it might also just be old coalescence 
times with Africans.  

Second, I want to investigate this Early hominin that I find in Papuans. I have only run it on 10 individuals 
from Simons diversity but I could also use the ~120 Papuans and Australians from (MALASPINAS et al. 2016). 
Previous studies have found that Denisova is more distant from Africans than a Neandertal is (PRUFER et al. 
2014) suggesting that is has Early hominin admixture or human admixture into Neandertal (KUHLWILM et al. 
2016). It seems this model could provide an answer for this question. If there is Early hominin gene flow into 
Denisova and this Denisova passed it on to human we should be able to find it. I have found one example 
consistent with the literature (MENDEZ et al. 2012) where the haplotype with the OAS1 gene is shared 
between Denisovan and Papuans and the haplotype is very ancient in both of them.   
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3. Structural Variant calling in archaic populations
3.1. Introduction 
When we want to understand what impact the admixture with archaic hominins had on modern humans, 
one thing to look at is what effect these variants have in humans. Studies seem to suggest that an 
introgressing archaic variant have helped people in Tibet adapting to life in high altitudes (HUERTA-SANCHEZ et 
al. 2014) and that non-African populations have variants involved in the immune response introgressed from 
archaic hominins (ABI-RACHED et al. 2011; MENDEZ et al. 2012).  

These studies, however, mainly focus on SNPs because they are easier to genotype in archaic humans. 
However we know that indels can potentially be more damaging in genes because they disrupt the reading 
frame and yet indels are under-investigated in archaic humans because they are very difficult to type and 
have a very high false positive rate. For instance, the Altai neandertal is highly inbred (PRUFER et al. 2014) and 
have long stretches of homozygosity in the genome but the indels found in this region are very often 
genotyped as heterozygous as is shown in Figure 6 therefore heavy filtering is needed. 

Figure 6. The amount of heterozygous deletions and insertions per 100 Kb shown along the genome for the Altai neandertal. Red 
segments are segments of homozygosity identified. 
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In this chapter I will discuss the reasons for the difficulties in calling indels in archaic humans and discuss 
possible solutions. Then I will introduce my contribution which is using a novel k-mer based method for 
genotyping a set of known variants and highlight the main results of Manuscript IV.  

3.2. Calling indels in archaic hominins 
The reason for this low quality indel callsets is the fact that DNA degenerates over time. After 10,000 years 
the segments will be between 50 to 400 bp long (DABNEY et al. 2013). The neandertals disappear from the 
fossil record around 30,000 years ago – making the reads even shorter. Another issue is that deamination 
targets cytosine and converts it into uracil. Since uracil forms base-pairs with adenine in the DNA replication 
in the PCA reaction, this will appear as C -> T changes or G -> A changes if the other strand is sequenced. 
These errors introduced from deamination can be removed using UDG (Uracil-DNA-glycosylase). This enzyme 
cleaves the DNA strand where uracil is present. The drawback of this is that the already short DNA fragments 
gets even shorter. 

In one study the authors filtered the indels using mapping quality, base quality, coverage cutoffs, 
repeatmasks (the site was flagged if it was in a repeatmasked region) (MEYER et al. 2012). They are left with 
a filtered callset of 919,299 short indels where the derived allele is present in modern humans at a frequency 
above 90% and have at least one ancestral allele in the Denisova individual. This leaves them with 20,456 
indels.  

A few years later the authors presented another way to filter the variants present in both Denisova and Altai 
Neandertal (PRUFER et al. 2014). Here they only keep variants with GATK calls in both Denisova and Altai 
Neandertal, high genotype and mapping quality, sites within uniquely mapped regions, sites where an 
ancestral allele exists in the EPO alignment REF, sites with less than 10% reads of mapping quality 0 and for 
heterozygous sites the minor allele is supported by more than 25%. Their raw indel callset consists of 366,361 
insertions and 478,124 deletions for the Altai neandertal and 344,001 insertions and 431,507 for the 
Denisova. Now the authors consider indels where either the ancestral or derived frequency in modern 
humans is above 90%. They are left with 56,521 short indels with a maximum length of 8 bp in both the Altai 
neandertal and Altai Denisova. To compare to the previous study they only retain 12,112 indels compared to 
the 20,456 indels previously reported.  

3.3. My contribution 
3.3.1. Aim of study 
While the authors in both studies mentioned above do filter their variants we still have no idea what the false 
positive rate of these indels are. Furthermore the size of the indels are still quite small.  

In 2016 the authors from the studies mentioned above faced a new problem. They had managed to extract 
enough DNA from a Neandertal bone from the Vindija cave, from where the 3 Neandertal individuals 
originally used to construct the draft sequence of the Neandertal genome came (GREEN et al. 2010). They 
obtained around 30X coverage but only one of the DNA libraries were UDG-treated. This was done in order 
to retain as much DNA as possible. This meant that calling indels would be even more challenging and the 
error rate could potentially be even higher. 

But if one is mainly interested in studying the effect of introgressed indels, then one could just ask how 
many of all structural variants found in humans can be genotyped in the archaic individuals. The indel call 
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set from 1000 genomes project and another studies focusing mainly on large structural variants (MILLS et al. 
2011; SUDMANT et al. 2015).  

3.3.2. My contribution 
The method for genotyping known variants is shown in Figure 7 below – note that the figure and the figure 
text has been copied from the supplementary section to the paper describing this Vindija Neandertal 
(manuscript in preparation). This method is implemented in a software called BayesTyper that was developed 
by Jonas Andreas Sibbesen and Lasse Maretty from University of Copenhagen (manuscript in preparation). I 
prepared all the variant call sets, ran all the analysis and wrote the attached supplementary method section 
– see Manuscript IV.

3.3.3. Methods 
The method basically consist of three steps.  

1) Construct a variant graph from all known variants from multiple call sets.

When constructing the variant graph we used all the SNPs and Indels from Altai Neandertal, Denisova, Vindija 
Neandertal, 1000 Genomes project and the variants found in two other studies (MILLS et al. 2011; SUDMANT 
et al. 2015).  

2) Construct K-mer profile of all the raw reads a set of individuals of interest.

We generated K-mer libraries of size 31 because that is below the shortest read-lengths. We did this for Altai 
Neandertal, the Vindija Neandertal, the Denisova, 4 modern humans and 2 great apes.  

3) Count how many K-mers support each path through the variant graph.

If there was no noise in the reads, this step would be trivial. However, since there are errors in reads, 
BayesTyper estimates a noise parameter from the k-mers, and uses this in the genotype estimation. This 
should make it possible to call large structural variants even with ancient DNA damage.  
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Figure 7. A small example of the BayesTyper genotyping process using three variants and the Altai individual. a) We merge the call 
sets into a variant graph. The call sets have to be using the same reference genome, which is hg19. The reference genome is also used 
for constructing the edges connecting the nodes, which. The nodes are the different variants. We keep track of the call set origin of 
each variant. b) We construct K-mer profiles for all individuals considered, in this case only the Altai Neandertal. c) We genotype the 
three variants. For each variant, we count the number of K-mers (NOK) that support the path through the graph that contains this 
variant. For the variant at position 100 all K-mers contain the alternative allele T so the genotype is 1/1. For the variant at position 
150 we observe eight K-mers supporting the reference allele and eight K-mers supporting the alternative allele, therefore the genotype 
is 0/1 at this position. If we had observed 8 K-mers supporting the alternative allele and 5 K-mers supporting the reference allele, and 
our K-mer cutoff was 6 the variant would have been genotyped “1/.” and therefore excluded. For the variant at position 200 we 
observe that all K-mers contain the G, meaning that the genotype is 0/0. 

The question now is to estimate the quality of the indels are. In other words does this new method work? To 
evaluate this we came up with three different approaches.  

First, since most human lineages coalesce before the human/chimpanzee split which is around 6 million years 
ago (PRADO-MARTINEZ et al. 2013) we would expect that very few variants are shared between both species. I 
has been shown that ancient balancing selection can maintain shared polymorphism between humans and 
chimpanzee but only a few genes seems to be affected by this process (LEFFLER et al. 2013). We also check 
that very few variants are shared between human and Orangutans.  

Second, since we are using large indels from the 1000 genomes project, we can use k-mers from 1000 
genome individuals to check if the genotypes that BayesTyper finds are concordant with the genotypes 
reported in those 1000 genome individuals.  

Third, the Altai Neandertal has long tracks of homozygosity due to inbreeding. Therefore we would not expect 
to genotype any heterozygous variants in the Altai Neandertal in these regions.  
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3.4. Results 
We wanted to remove as many false positives as possible with our filtering scheme, while still retaining most 
of the true variation. We saw that filtering variants based on how many K-mers (NOK) supported a variant 
could be used to reduce the number of false positives.  

We found that the effect of increasing the number of K-mers that support a variant (NOK) reduced the 
number of heterozygous variants shared between human and the great apes on chromosome 17. As the NOK 
parameter increases to around 25 the number of variants that are heterozygous in chimpanzee and 
Orangutan drops to 0.5% while we still keep more than 33% of the variants.  

We observe that the concordance rate between BayesTyper inferred genotypes and the genotypes from 1000 
genomes project does improve with increased NOK value. More specifically at a NOK value of 25 we obtain 
more than 99% concordance rate.  

Lastly for heterozygous sites in one homozygous region on chromosome 14 in the Altai Neandertal we 
observe that increasing the NOK to 25 reduces the number of heterozygous sites to 0.5% while keeping 
around 50% of the variants.  

Having verified a sufficiently high quality of the indel call set we looked at all the indels called in the genome. 
We were able to genotype 193,356 indels from the indel call sets of each of the archaic individuals – this is 
around four times more than was reported in a similar study (PRUFER et al. 2014). Furthermore we observe 
that the indels we call are consistently homozygous in the long tracks of homozygosity in the Altai Neandertal 
as is shown in Figure 8 – which is copied from Manuscript IV.  

Figure 8. The amount of heterozygous indels per 100 Kb shown along the genome for the Altai neandertal. 
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Furthermore we were able to genotype around 25,000 indels found in 1000 genomes individuals. This 
allowed us to find around 8000 indels for each archaic individual that was greater than 8 bp - which is the 
largest indel found in (PRUFER et al. 2014). See Figure 9 below.  

Figure 9. The number of indels as a function of indel length. The number of indels is shown for the Altai Neandertal, the Denisova and 
the Vindija Neandertal.  

While most of these indels are in noncoding region we do find 4,537 indel variants (out of a total of 193,356 
indels) with a putative functional effect.   
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3.5. Discussion and future studies 
To better understand the differences between archaic and modern humans we need to be able to capture 
as much of the variation as possible. What makes anatomically modern humans, human? If the answer isn’t 
explained by SNPs we will never know, unless we are able to capture larger variants. In this study we only 
genotype indels that are shared between the humans and Neandertal or Denisovans, however shared 
structural variation might still be able to tell us something about the phenotypic effect of the haplotypes we 
received from the admixture event.  

Many research groups have studied the phenotypic effect of introgressed archaic SNPs either through GWAS 
studies (SANKARARAMAN et al. 2014; SIMONTI et al. 2016; DANNEMANN et al. 2017) or experimental studies (BEALL 
et al. 2010; DANNEMANN et al. 2016). But little work has been done on working out the effect of structural 
variants (MEYER et al. 2012; PRUFER et al. 2014).  

Since the extraction of ancient DNA is becoming more common (FU et al. 2016; LAZARIDIS et al. 2016) we hope 
that our method will be used so that much more structural variation can be called. 

Finally, I would like to add that ideally one would also like to find large structural variants in Neandertal and 
Denisova that are not necessarily shared with humans. For this we would likely need longer reads from the 
ancient hominins, which might not be possible because of ancient DNA damage, or invent novel variant 
calling methods.  

This research field is still very young (about 7 years (NIELSEN et al. 2017), but has already produced a lot of 
new knowledge about archaic humans.  New and improved sampling techniques and algorithms are being 
developed at a rapid speed and I am convinced that this is going to be a very interesting research area to 
follow.   
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Abstract 12 

The human Y-chromosome does not recombine across its male-specific part and is therefore an 13 

excellent marker of human migrations. It also plays an important role in male fertility. However, its 14 

evolution is difficult to fully understand because of repetitive sequences, inverted repeats and the 15 

potentially large role of gene conversion.  16 

Here we perform an evolutionary analysis of 62 Y-chromosomes of Danish descent sequenced 17 

using a wide range of library insert sizes and high coverage, thus allowing large regions of these 18 

chromosomes to be well assembled. These include 17 father-son pairs, which we use to validate 19 

variation calling. Using a recent method that can integrate variants based on both mapping and de 20 

novo assembly, we genotype 10898 SNVs and 2903 indels (max length of 27241 bp) in our sample 21 

and show by father-son concordance and experimental validation that the non-recurrent SNP and 22 

indel variation on the Y chromosome tree is called very accurately. This includes variation called in 23 

a 0.9 Mb centromeric heterochromatic region, which is by far the most variable in the Y 24 

chromosome. Among the variation is also longer sequence-stretches not present in the reference 25 

genome but shared with the chimpanzee Y chromosome.  26 

We analyzed 2.7 Mb of large inverted repeats (palindromes) for variation patterns among the two 27 

palindrome arms and identified 603 mutation and 416 gene conversions events. We find clear 28 

evidence for GC-biased gene conversion in the palindromes (and a balancing AT mutation bias), 29 

but irrespective of this, also a strong bias towards gene conversion towards the ancestral state, 30 

suggesting that palindromic gene conversion may alleviate Muller’s ratchet. Finally, we also find a 31 

large number of large-scale gene duplications and deletions in the palindromic regions (at least 24) 32 

and find that such events can consist of complex combinations of simultaneous insertions and 33 

deletions of long stretches of the Y chromosome.   34 
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Author Summary 35 

The Y chromosome is extraordinary in many respects; it is non-recombining along most of its 36 

length, it carries many testis-expressed genes that are often found in palindromes and thus in 37 

several copies, and it is generally highly repetitive with very few unique genes. Its evolutionary 38 

process is not well understood in general because short-read mapping in such complex sequence 39 

is difficult. We combine de novo assembly and mapping to investigate evolution in more than 60% 40 

of the length of 62 Y chromosomes of Danish descent. We find that Y chromosome evolution is 41 

very dynamic even among the set of closely related Y chromosomes in Denmark with many cases 42 

of complex duplications and deletions of large regions including whole genes, clear evidence of 43 

GC-biased gene conversion in the palindromes and a tendency for gene conversion to revert 44 

mutations to their ancestral state.  45 

  46 
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Introduction 47 

The human Y chromosome shares around 3 Mb of sequence with the X chromosome - the 48 

telomeric pseudoautosomal regions, where recombination occurs. The remainder of the Y 49 

chromosome, the male-specific region (MSY) is inherited from father to son without 50 

recombination and its evolution therefore reflects mutation, drift, and selection in males and 51 

follows a single phylogenetic tree. The MSY consists of interspersed regions of different origins. 1) 52 

The X-degenerate regions are directly descended from the chromosome pair that became the sex 53 

chromosomes ~180 Mya (million years ago) and have retained 16 genes homologous to X genes, 54 

12 of which are single copy (1), which are thought to be needed for dosage reasons (2, 3). 2) The 55 

X-transposed region is unique to humans and originated by a duplication event from the X 56 

chromosome (Xq21) approximately 3-4 million years ago (1). It is now ~99% identical to the 57 

homologous region on the X chromosome. 3) The ampliconic regions are all highly repetitive and 58 

contain palindromes (inverted repeats) as large as 1.5 Mb with >99.9% similarity between arms. 59 

The genes in these regions are thus present in multiple copies and are predominantly expressed in 60 

testes (1). They are thought to affect fertility (4-6), and they potentially also engage in an arms 61 

race with genes in similar ampliconic regions on the X chromosome for transmission to the sperm 62 

cells during male spermatogenesis (7-9). Another fascinating feature of the palindromes is that 63 

they exchange genetic material between the two arms via non-allelic homologous recombination 64 

(NAHR). One effect is that it reduces the divergence between the arms (10, 11) and offers a 65 

potential way of repairing deleterious mutations, thus escaping Muller’s ratchet. Another effect of 66 

NAHR is allowing palindrome arms to exchange material across different palindromes leading to 67 

large structural and copy number variants (12).  68 

 69 



5 
 

While these features make the MSY interesting, they also make it difficult to study.  70 

Mapping of short reads to the reference genome (Next generation sequencing or NGS) has been 71 

used to survey single nucleotide variants (SNVs), small indels and copy number variants on the Y 72 

chromosome (13-15). However, NGS has limited power when calling variants in highly similar 73 

regions such as the ampliconic regions or in the heterochromatic regions, indels that exceed the 74 

read length, large chromosomal rearrangements and variants with sequence not present in the 75 

reference.  76 

To investigate variation in highly similar regions and potentially find novel sequence on the Y 77 

chromosome, de novo assemblies show promising results.  High-quality assemblies have been 78 

constructed for the chimpanzee (16) and the human (1) Y chromosomes, and recently using 79 

chromosome sorting and hybrid assemblies also for the gorilla Y chromosome (17). However, 80 

these approaches do not scale well to many individuals from the same species. 81 

 The Danish Pan Genome Project (18) provided us with short-read paired-end sequences from 82 

libraries with insert sizes ranging from 180 bp to 20 kb for a total of 40X coverage for the Y 83 

chromosome. Here we use these data to construct hybrid assemblies for 62 males, including 17 84 

father-son pairs, where we can use concordance of variant calls as a quality measure. From hybrid 85 

assemblies and traditional read-mapping we here report a detailed analysis of SNV and structural 86 

variation, including standing variation in copy number variants, evolutionary dynamics of the 87 

palindromes and estimation of mutation rates.88 
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Results 89 

Extracting MSY scaffolds from the hybrid assemblies 90 

We constructed whole-genome hybrid assemblies for the 68 males reported in (18). We extracted 91 

the scaffolds that mapped to the MSY and used them to call variants with respect to the reference 92 

genome (GRCh38). We excluded scaffolds that mapped ambiguously to the X and the Y 93 

chromosome in the X-transposed region. Six individuals (all fathers) produced poor assemblies, 94 

and we excluded these from further analysis (Figure S1). We therefore based our analysis on the 95 

remaining 62 Y chromosomes (27 fathers, one son and 17 father-son pairs). 96 

We were able to recover large scaffolds that on average cover 86.7% of the X-degenerate regions 97 

and 41.8% of the ampliconic regions. The reason for the lower coverage of the ampliconic regions 98 

is that they mainly consist of palindromes with too high inter-arm similarity to be assembled. In 99 

the hybrid assemblies, the palindrome arms are collapsed into one arm with twice the coverage of 100 

the scaffolds mapping to the X-degenerate part of the Y chromosome. We show below how they 101 

can be partly de-collapsed. 102 

The scaffolds have an N50 with a mean of 1.29 Mb and median of 1.42 Mb among the individual 103 

assemblies. The contigs have a mean and median N50 of 40 Kb. Sequence gaps (patches with Ns) 104 

constitute less than 4% and are typically found in blocks (min = 1 bp, max = 20146 bp, mean = 105 

1335.2, bp median = 384.5 bp). Fig 1 shows a dot plot of the scaffolds of one individual to the 106 

reference genome. The repetitive nature and collapsed palindromes can be seen as departures 107 

from the diagonal.  108 

We evaluated the quality of the scaffolds using alignment between father and son in the 109 

seventeen father-son pairs. Differences between fathers and sons can be caused by assembly 110 

errors, alignment errors, or de novo mutations. To assess the quality of the scaffolds, we excluded 111 
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repeat masked regions (we excluded 6.9 Mb out of 11 Mb aligned base pairs on average) because 112 

they contain low complexity repeats and are therefore prone to alignment errors. For the 113 

remaining parts of the scaffolds, any differences between father and son scaffold should mainly be 114 

due to assembly errors. The concordance rates between fathers and sons, separated into regions, 115 

are also shown in Fig 1. The concordance rates were highest in the X-degenerate regions and 116 

lowest in the ampliconic regions but typically, we found between 0.1 and 10 differences in 10,000 117 

bp. 118 

 119 

Fig 1. Summary statistics of hybrid assemblies and dot plot of one individual to the reference 120 

genome. a) A dot plot of the reference (GRCh38) vs. one individual (844-01) covering the X-121 

degenerate and ampliconic regions of the Y chromosome. The protein-coding genes and 122 

azoospermia factor (AZF) regions are shown on the left, and the different region types and the 123 

positions of palindromes are shown on the right. Note that the Y axis has been truncated in the Yq 124 

heterochromatic region to show the entire Y chromosome. At the bottom, we show the positions of 125 

mapping scaffolds, which are colored according to their length.  126 

To the right of the dot plot is a table that shows the average father-son concordance for all sites, 127 

the number of sites covered in the region for the 844-01 individual and the total length of the 128 

region. b) Panels with summary statistics for all 62 individuals with good assemblies. From the top, 129 

there is a histogram of the N50 value, a histogram of the total amount of sequence obtained and 130 

the gap content of all scaffolds for a given individual. 131 

 132 

SNV and large indel calling 133 
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We compiled a candidate set of indels and SNVs combining two distinct approaches. First, we 134 

called SNVs and indels using traditional mapping approaches (BWA-MEM and GATK haplotype-135 

caller module, henceforth referred to as GATK-HC)(19, 20). Second, we called indels directly from 136 

the hybrid assemblies using ASMvar (21), which aligns scaffolds to a reference sequence using 137 

LAST (22) and then finds differences. We then genotyped the merged set of candidate variants 138 

using BayesTyper (23), which assigns genotype probabilities for each variant, in each individual, 139 

based on the k-mer footprint of the variants and the k-mer distribution in the raw reads. We 140 

labelled variants already in dbSNP142, 1000 Y (13) or 1000 genomes phase 3 (24) as known and 141 

show both the number of variants and the proportion of these that are already known in Table 1. 142 

Variants are denoted complex if they cannot be changed into the reference by a single deletion or 143 

insertion event. We provide a full list of variants in Supplementary file S2_dataset.  144 

 145 

We used SNVs in the X-degenerate region (3126 in total) to construct a phylogenetic tree for the Y 146 

chromosomes of the 62 individuals using neighbor joining (NJ) and we grouped the individuals 147 

based on which mutations they shared. SNV-defined haplotypes (haplogroups) for each family are 148 

shown in S5_dataset. (see Figure S2; almost identical results were found using maximum 149 

likelihood (ML), apart from one individual of haplotype I1a1b1, which did not group with 150 

individuals of I1a1b in ML). We divided variants into those occurring once in the phylogeny (non-151 

recurrent) and those occurring multiple times in the phylogeny (recurrent). We report variants for 152 

the heterochromatic region separately because the SNV density is much higher here.  153 

A summary of the number of variants is shown in Table 1. We find a very high father-son 154 

concordance for non-recurrent variants whereas only about 2/3 of the recurrent variants are 155 

concordant among father-son pairs suggesting a rather high false discovery rate for these. There 156 
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are two primary reasons for this low concordance rate in the recurrent variants. 1) They often 157 

occur at positions with multiple similar variants, for instance the reference is C and the alternative 158 

alleles are CA,CAAA,CAAAA,CAA. 2) The flanking sequence up and downstream of the variant is 159 

very similar to other parts of the genome. Both will not give unique k-mers and therefore the 160 

genotyper has difficulties determining the genotype. 161 

We experimentally validated a set of random large indels by Sanger sequencing. We chose to 162 

validate these because they had a lower concordance rate than the SNVs. Within the set of non-163 

recurrent variants, 43 out of 43 validated experimentally (29 deletions and 14 insertions) yielding a 164 

validation rate of 100 %. For recurrent variants, 16 were validated out of 20 yielding a validation 165 

rate of 80 %. Both are in line with the in silico validation rates. Details on the validation results are 166 

presented in supplementary file S2_dataset.  167 

 168 
 Heterochromatic (0.9 Mb called) ampliconic and X-degenerate (11.6 Mb called) 
 Recurrent mutations Non recurrent mutations Recurrent mutations Non recurrent mutations 
SNPs 7415 (35.7%) 5113 (33.1%) 1730 (31.7%) 5785 (28.0 %) 
Deletions 295 (21.0%) 204 (17.7%) 569 (17.1%) 651 (20.0%) 
Insertions 236 (22.9%) 184 (13.6%) 298 (10.4%) 609 (21.4%) 
Complex 0 0 53 (5.6%) 74 (2.7%) 
STRs 510 (12.2 %) 383 (14.4%) 490 (29.6%) 798 (24.1%) 
     
In silico 
validation 
rate     
SNPs 0.65 0.99 0.59 0.99 
Deletions 0.61 0.99 0.43 0.92 
Insertions 0.64 0.99 0.61 0.97 
Complex NA NA 0.60 0.94 
STRs 0.69 0.99 0.69 0.98 

 169 
 170 
Table 1. Summary of the variants found in this study and their validation rate. We have divided 171 

the variants into the heterochromatic region and the combined ampliconic and X-degenerate 172 

regions and into whether they occur in more than one haplogroup. The number of variants and the 173 
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percentage of these that are already known (in parenthesis). The in silico concordance rate is how 174 

often an alternative variant found in one member of a family is found in the other member. 175 

 176 

Fig 2 breaks down the variant set into size classes, call set origin and shows the difference 177 

between Y chromosomes along the Y chromosome. The proportion of the variants that have not 178 

been observed before (novel) increases with the size of the indels. While the majority of known 179 

indels below 15 bp in length are identified by both methods, mapping-based assemblies identifies 180 

more short novel variants. The opposite is true for variants larger than 15 bp, especially for 181 

insertions where most were identified from the hybrid assemblies.   182 

 183 

Fig 2. Size distribution, method of discovery and location of large indels. a) The size distributions 184 

for non-recurrent complex variants, deletions, STRs and insertions. Known indels are colored gray 185 

while novel variants are colored orange. b) The four bar plots show the known and novel variants 186 

grouped into variants larger or smaller than 15 bp respectively, and they are colored according to 187 

the method that identified them, which is either GATK-HC (HC) or ASMvar (AV) or both (AV:HC). c) 188 

The average heterozygosity in windows of 10 kb across the Y chromosome for complex variants, 189 

deletion, insertions, SNPs and STRs. We only report regions where more than half the individuals 190 

aligned with more than 5000 bp on average and we show the genes of the Y chromosome below. 191 

  192 
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Even though the Y chromosomes studied here belongs to common European haplogroups (R and I) 193 

and haplogroup Q we identify 29 novel variants present in all haplogroup I individuals, 66 novel 194 

variants present in all Q individuals and 1 novel variant present in all Rs. We also found 174 195 

Insertions and 104 deletions in all individuals, meaning that this sequence has likely been lost or 196 

gained in the reference Y chromosome. We used BLAST (25) to investigate if insertions above 500 197 

bp have similarities to other known sequences. One variant found in all haplogroup I individuals is 198 

a 3326 bp insertion that shares 98% identity to a segment on the chimpanzee Y chromosome and 199 

thus must have been lost in the lineage leading to the reference Y chromosome that is R1b1. 200 

Because a single phylogeny can be constructed for Y chromosomes, we can estimate how many 201 

generations are spanned by the tree using the number of X-degenerate mutations and a X-202 

degenerate specific mutation rate of 3.14E-8, which was estimated based on resequencing of the Y 203 

chromosomes of 753 genealogically-connected Icelandic males spanning a total of 47,123 years 204 

(26). We use the number of variants and the length of the callable region to give estimates of the 205 

rate at which different variants occur in Table 2. It is apparent that the ampliconic substitution 206 

rate is smaller than the rate for the X-degenerate region (discussed further below) and that the 207 

estimated rate for the heterochromatic region is much higher than for the rest of the Y 208 

chromosome. We note that other calibrations could also be used, e.g. using the rate from (27) of 209 

2.15E-8 (assuming 29 years per generation) would reduce all our estimates by 33% but keep the 210 

same relative differences among types of variation and among genomic regions. We report the 211 

rate in mutation per position per generation (PPPG). 212 

 213 
 

X-degenerate (PPPG) Ampliconic (PPPG) Heterochromatic (PPPG) 

SNPs 3.14E-8 2.76E-8 4.76E-7 
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Deletions 4.01E-9 2.50E-9 1.90E-8 

Insertions 3.73E-9 2.29E-9 1.69E-8 

Complex 3.62E-10 3.12E-10 
 

STRs 4.82E-9 3.69E-9 3.58E-8 

Table 2. The rate of SNPs, deletions, insertions, complex variants and STRs are shown for three 214 

classes of region. Note that the rate for the X-degenerate region is the same as (26), because we 215 

used it for calibrating the number of generations spanned by the tree. 216 

 217 

Despite the very high estimated substitution rate for the centromeric heterochromatic region, we 218 

observe the same high in silico validation rate suggesting that this region is indeed extraordinarily 219 

polymorphic and not subject to a higher false positive rate. 220 

To investigate possible reasons for the extraordinary polymorphism, we searched for homology of 221 

sequence in this region with other parts of the genome. Using BLAT(28) in sliding non-overlapping 222 

windows of 50 kb of the centromeric heterochromatic region (10 Mb to 11.7 Mb) we found that 223 

684 kb of the 1.7 Mb had windows of 10 kb with more than 96% similarity to sequence fragments 224 

from other chromosomes (see supplementary file  S2_dataset for details). These chromosomes 225 

include regions close to the centromere on chromosomes 21, 9, 22, 2 and 16, plus uncharacterized 226 

fragments such as Un_GL000218v1. The full list is given in S2_dataset.  227 

 228 

  229 
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Understanding palindrome dynamics 230 

The two arms of the palindromes are collapsed in the hybrid assemblies due to their high 231 

sequence similarity. However, we can investigate palindrome dynamics with respect to mutations 232 

and gene conversions using a similar approach to that of another study (10). The approach is to 233 

map reads to one palindrome arm so that differences between arms will appear as pseudo-234 

heterozygous SNV. We mapped reads to all proximal arms of the 8 palindromes and focused on 235 

regions with twice the coverage as the X-degenerate region. We therefore removed r1 ,r2 ,r3 ,r4 236 

,g1 ,g2 ,g3 ,b1 ,b2 ,b3, and b4, because these are present more than twice, retaining 2.7 Mb of 237 

sequence (see Fig. 3 for naming of segments).   238 

To find mutations and gene conversions, we inferred the ancestral state of each node in the 239 

phylogeny based on X-degenerate SNVs. We inferred the ancestral state of the haplogroups 240 

present in this study (R,I and Q) using  individuals ERR1395549, ERR1347702 and ERR1395593 241 

from the Simons Genome Diversity Project (29), which belong to haplogroups H2b, C2a and E1b, 242 

respectively as outgroups. Figure S4 shows the evolutionary relationship between the haplogroups 243 

in this study and the haplogroups used as outgroups. We use the estimated split times between 244 

haplogroups from (13).  245 

To identify mutation events, we searched for positions where the pseudo-genotype of the parent 246 

node was homozygous and the child node was heterozygous. This would mean that a mutation 247 

occurred on the branch between the parent and child node, changing one of the bases in one of 248 

the palindrome arms making the position look like a pseudo-heterozygous allele. In Fig 3b on the 249 

far right, this would correspond to position 2 in individual 1.  250 
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To identify gene conversion events, we searched for positions where the pseudo-genotype of the 251 

parent node was heterozygous and the child node was homozygous. In Fig 3b, on the far right, this 252 

would correspond to positions three and four in the second individual.  253 

 254 

 255 

Fig 3. Analysing the dynamics of palindrome arms. a) An ideogram of the Y chromosome with the 256 

different regions colored accordingly to their type. The positions of the palindromes are marked 257 

and the protein-coding genes are shown below. b) Due to the high similarity of the palindromes 258 

many reads will map to both arms and only when there are differences between the arms will the 259 

reads map uniquely. However, if only one arm of the palindrome is used the palindrome can be 260 

treated as a pseudo-diploid chromosome with differences between arms corresponding to SNVs. 261 

Comparing different individuals for which a single phylogenetic tree exists can be used to identify 262 

mutations (position 2 in individual 1) and gene conversions (positions 2 and 3 in individual 2 and 263 

position 1 in individual 1, 2 and 3). c) The gene conversions are grouped based on if the ancestral or 264 

derived base is used as a donor sequence. Ancestral->derived means that an ancestral base is 265 

converted to the derived base and Derived->ancestral means that the derived based is converted to 266 

the ancestral base. The number of gene conversion events for each base transition is shown and 267 

the bars are colored according to transitions or transversions classification. d) Number of base 268 

changes grouped by event type (being gene conversion or mutation). The bars are colored based 269 

on if they are transitions or transversions and whether they are found in one individual or 270 

father/son pair (private) or in more individuals (common). e) Part of the phylogeny and genotypes 271 

for palindrome 5 and the y1/y2 segments of palindrome 1 (see part a) are shown. The individuals’ 272 

IDs are made up of family ID and a number plus a 01 for fathers and 03 and above for sons. In 273 
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palindrome 5 the coverage of the segment has increased from around 60X to 90X, suggesting that 274 

three copies of this segment now exist. In palindrome 1, the coverage has decreased from 60X to 275 

around 30X, suggesting that only one copy of the segment exist. 276 

 277 

We successfully identify 603 mutations and 416 gene conversions in 696 positions across the 7 278 

palindromes. This is a major increase compared to previous studies of 10 positions (10) and 3 279 

positions (11) and allow us to quantify rates and types of mutations and gene conversions. We find 280 

that there is a bias towards converting bases into their ancestral state (Fig 3c). We find 100 gene 281 

conversions that converted the ancestral to the derived and 171 that converted the derived to the 282 

ancestral which is statistically significant (p = 1.61e-05 Chi-square test). In the remaining cases the 283 

ancestral genotype was inferred to be heterozygous. We find that gene conversions also show a 284 

bias towards GC base pairs with 259 GC conversions and 158 AT conversions which is statistically 285 

significant (p = 7.58e-07 Chi-square test). We also have the opportunity to study new mutations 286 

within the recent history of the palindromes. We find a mutation bias towards AT base pairs with 287 

336 mutations towards AT bases and 267 mutations towards GC bases (56% versus 44%) which is 288 

statistically significant (p = 4.96e-03 Chi-square test). This ratio is similar to what we find when we 289 

look at all mutations along the Y chromosome (54% versus 46%). To investigate whether this ratio 290 

is affected by gene conversion, we also looked at more recent mutations, private to one individual 291 

or one family. We find 186 mutations to AT base pairs and 157 mutations to GC base pairs, which 292 

is similar to the rate of all mutations (54% versus 46%), but it is not statistically significant (p = 0.11 293 

Chi-square test) due to the low sample size.  294 

Multiple adjacent gene conversions in an individual can either be explained by many independent 295 

gene conversions or a single large gene conversion. The latter would be the most parsimonious. In 296 
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individual 623-01 we find that almost all pseudoheterozygous positions have been converted into 297 

pseudohomozygous positions (see Fig3e). This suggest that y1 or y2 of palindrome 1 has been 298 

deleted and the drop in coverage from ~60X to ~30X supports this finding. In the 1113 family, we 299 

find a 150 kb segment where all pseudoheterozygous positions have been converted to 300 

pseudohomozygous positions (see Fig3e). We also find that the coverage has increased in this 301 

region from ~60X to ~90X. This suggest that part of one arm has replaced the other arm in a large 302 

gene conversion event and then been copied yet again, yielding three identical copies of the 303 

segment. This emphasizes that very complex rearrangements of the Y chromosome occur. 304 

To estimate the rate of gene conversions and mutations we used the total length of the 305 

palindrome sequence that was analyzed (2.7 Mb) and the generations spanned by the tree found 306 

using the X-degenerate SNPs. We find that the gene conversion rate is 1.21E-8 events per position 307 

per genome and the mutation rate is 1.76E-8 events per position per generation. The gene 308 

conversion rate fits well another study (10) where they estimate it to be between 7.25E-9 events 309 

per position per generation and 2.10E-8 events per position per generation. The mutation rate is, 310 

however, lower than what was found in another study, which was 2.86E-8 events per position per 311 

generation (26). 312 

 313 

Copy number of genes 314 

To identify copy number variation, we mapped all sequence reads to one copy of each of the 24 315 

distinct genes on the MSY except the X-transposed region. We normalized coverage to 1 Mb of X-316 

degenerate region sequence and then estimated the copy number from the median read coverage 317 

along each gene compared to the 1 Mb region. For copy numbers in fathers and sons to be 318 

considered concordant we required normalized coverage to differ less than 0.5. We find that the 319 
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concordance between the independently estimated copy numbers for father and son is 97.8% 320 

(399 matches of 408 pairs). All cases of non-concordance were found in TSPY and VCY with 5 and 4 321 

dis-concordant father-son pairs respectively. There was never more than one copy number 322 

difference in these genes. Figure 4 summarizes the results based on the raw data found in 323 

supplementary file S4_dataset. 324 

The RBMY1A1 gene changes copy number 15 times in the phylogeny. If we assume that there 325 

were 9 copies in the ancestor, we observe 8 independent deletions and 7 independent 326 

duplications. 327 

Due to our inability to estimate TSPY copy numbers more precisely than to within one copy, we 328 

only count changes by more than 1 copy number from the rounded mean in the haplogroup, 329 

which was 22 for R1b, R1a and I1a, 23 for Q1a and 21 for I2a. Using this conservative approach, we 330 

find that TSPY changes copy number 5 times in our phylogeny. Many of the gene duplication and 331 

deletion events are probably linked due to their close proximity in the palindrome arms. It could 332 

also be possible that multiple independent gene duplications and gene losses have occurred, but 333 

given that there are already examples of duplication and deletions that include entire palindrome 334 

arms (12), it is more parsimonious that the events are linked. 335 

We find an event that could be the known gr1/gr2 deletion where palindrome 2 and part of  336 

palindrome 1 is deleted which leads to a loss of copy of BPY2 and CDY, three exons in PRY and two 337 

copies of DAZ in individual 623-01 (5). We also found that this individual had half the coverage in 338 

the y1/y2 part of palindrome 1 compared to individuals in the same haplogroups, and very few 339 

pseudodiploid SNVs in the y1/y2 part of palindrome 1. All of this points towards a deletion of r1, 340 

r2, b3 and y1 for this individual. 341 

 342 
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We find higher copy numbers for all exons of PRY in individual 890-01. Since only exons 3, 4 and 5 343 

are present in b3 and b4, the most likely explanation is a b1 or b2 duplication. We find a gr1/gr2 344 

duplication event in 995-01 with one extra copy of CDY, BPY2, higher copy number for exons 3,4 345 

and 5 in PRY and two copies of DAZ. Lastly, we find a novel duplication of part of palindrome 5 arm 346 

in a family 1113 leading to extra copies of CDY and XRKY. Only part of palindrome 5 is lacking 347 

pseudodiploid positions in this family, and this suggests that only a part of the arm has been 348 

duplicated. Most of these events are probably due to NAHR events, due to their presence in 349 

palindrome arms.   350 

 351 

Fig 4. Gene duplications and deletions on the Y chromosome. a) A schematic of the Y chromosome 352 

is shown in the top with the palindromes marked and denoted P1-P8. The positions of the TSPY 353 

array and inverted repeat 2 (IR2) are also shown. Note that PRY is present in palindrome 3 with all 354 

exons and in palindrome 1 with exons 3, 4 and 5. b) To the left is a phylogenetic neighbor joining 355 

(NJ) tree showing the relationship between the different males; the numbers are bootstrap values. 356 

Bootstrap values above 90 are not shown. To the right is a table showing the haplogroup, name 357 

and copy number estimate for each individual. Genes where the copy number estimate differ from 358 

that of the reference sequence are colored green. For RBMY1A1 there are an unknown number of 359 

pseudogenes in the reference, but most individuals had 9 copies so this was chosen for the 360 

baseline. For clarity, only genes with copy number variants are shown. c) Two coverage profiles for 361 

two gene duplications, for individual 1113-05 in gene XKRY and one for individual 995-01 in BPY2.   362 

 363 

  364 
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Discussion 365 

High quality hybrid assemblies 366 

We have shown that it is possible to assemble large parts of the human Y chromosome from ~40X 367 

short reads from multiple insert size libraries. Regions with high similarity to other chromosomes 368 

(X-transposed) do not have Y chromosome specific scaffolds, showing that the hybrid assembly 369 

approach cannot reliably distinguish regions that are more similar than 99%. This is also the reason 370 

why the palindrome arms are collapsed in the scaffolds. 371 

The problem with collapsed palindromes was also a problem in the recent Gorilla Y chromosomes 372 

assembly (17). To obtain fully assembled amplicons, methods like SHIMS (1) or very long reads 373 

from third generation sequencing methods are needed. 374 

 375 

SNV and indel calling 376 

The availability of hybrid assemblies allows for indels larger than the read length to be identified, 377 

including large segments that have been deleted in the reference sequence.  The 3326 bp 378 

insertion we find in haplogroup I, which shares 98% identity to the chimpanzee, has likely been in 379 

all Y chromosome haplogroups until recently, when it was deleted in haplogroups R and Q; thus it 380 

is missing from the reference genome and has therefore been missed by 1000Y or similar 381 

mapping-based initiatives.  The heterochromatic regions are not usually included in analysis of the 382 

Y, but our high father-son concordance rate in this region suggest that it is should be included. Our 383 

results imply either that the point mutation rate in this region is up to an order of magnitude 384 

higher than the rest of the Y chromosome or that genetic variation has been introduced by non-385 

homologous gene conversions from other chromosomes. The high similarity to other 386 
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chromosomes in this region might suggest a rich history of transposition and a previous study 387 

found interchromosomal duplication events within 5 MB from the centromere on the Y 388 

chromosome and within 5 Mb of the centromere on chromosome 9 and 16 among others (30). 389 

Since all of the variation is not shared between all individuals we would require multiple 390 

interchromosomal gene duplications to explain our data.  We conclude that the observed 10-fold 391 

higher rate of polymorphism merits further studies to establish the mechanism.  392 

 393 

Understanding palindrome dynamics 394 

We have, for the first time, inferred mutation and gene conversion events across all unique 395 

palindromes, which allowed us to investigate the gene conversions and mutation process in detail. 396 

We present evidence both of GC-biased gene conversion and conversion towards the ancestral 397 

state as suggested in previous much smaller studies (10, 11). The mutation process is biased 398 

towards AT, as in the rest of the genome, leading to a dynamic equilibrium where gene conversion 399 

is more likely to repair towards the ancestral state. We also find that in addition to this, gene 400 

conversion seems to favor the ancestral state even for mutations that do not change the GC 401 

content (27 gene conversions towards ancestral vs 17 gene conversions towards derived). Taken 402 

together these two effects slow down the evolution of palindrome sequence, explaining why we 403 

infer a lower mutation rate than in the X degenerate region (see also Helgason et al. 2015). 404 

 405 

Copy number of genes 406 

Previous studies have shown that lower TSPY copy number and gr/gr deletions can increase the 407 

risk of spermatogenic failure (5, 31). However, all individuals in this study have no known diseases 408 
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and all fathers produced sons or daughters, so the change in copy numbers does not seem to have 409 

a severe effect. 410 

 Our approach for identifying copy number of genes has limitations. The approach cannot 411 

distinguish between functional genes and pseudogenes as in the case with RBMY1A, which has 6 412 

functional genes present in the reference sequence (1) and an unknown number of pseudogenes. 413 

This means that the copy number changes we observe could just as well be pseudogenes, which 414 

might not have an impact on an individual. To solve this problem, one would need mRNA 415 

expression data as well.  416 

Moreover this method is not good at differentiating between copy numbers when they are very 417 

large, as in the case with TSPY where almost all our individuals have fewer copies than found in a 418 

previous study which used PmeI pulsed-field DNA blotting (between 26-28 copies in the 419 

haplogroups R,I and Q) (32). This method also works best with uniform coverage across the gene 420 

but some genes contain repeats as in DAZ (33). 421 

 422 

  423 
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Materials and methods 424 

Extraction and gap-closing of scaffolds 425 

We constructed de novo assemblies with ALLPATHS-LG (34) using 7 different library insert sizes of 426 

180, 500, 800, 2000, 5000, 10000 and 20000 bp see (18). The scaffolds mapping to the Y 427 

chromosome when using LAST (22) were found.  428 

In order for a scaffold to be kept it was required that the majority of the fragments were aligned 429 

to the Y chromosome and aligned with more than 1000 bp. This will remove fragments that align 430 

to the pseudo-autosomal region and X-transposed region and small scaffolds that align 431 

ambiguously across the genome. For closing the gaps within the scaffolds a program from 432 

SOAPdenovo2 called GapCloser (35) was used using reads from each of the 7 libraries. The first 433 

cycle started with the 180 bp insert library, the second with the 500 bp insert size and so on. The 434 

repeats in the scaffolds were masked using repeatmasker (36).   435 

The scaffolds were sorted based on which order they mapped to the reference and reverse 436 

complemented if they mapped to the reverse strand. 437 

 438 

Concordance between father and sons 439 

For each father son pair, the Y chromosome was broken down into regions (1st ampliconic region. 440 

2nd ampliconic region. 1st X-degenerate region. 2nd X-degenerate region and so on) and scaffolds 441 

mapping to each region were extracted for each individual. The scaffolds were aligned using 442 

MAFFT (37) and regions identified by repeatmasker as repetitive were masked. Mismatches within 443 

50 bp of alignment gaps were also masked. The concordance rate was reported for windows of 10 444 

kb.  445 

Variation calling 446 
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Reads were mapped to the reference (GRCh38) using BWA-MEM version 0.7.5a (19) and refined 447 

by Stampy version 1.0.23 (38) both with standard parameters. GATK Haplotype caller version 3.2-2 448 

was used for finding variants (20). ASMvar was used for finding indels (21). This was run using the 449 

gapclosed scaffolds.  450 

 451 

Merging and genotyping 452 

The variants called with GATK and ASMvar was merged based on position, reference and 453 

alternative allele and genotyped using Bayestyper (23). Bayestyper is a probabilistic framework for 454 

genotyping variants, that constructs a variant graph using all the input variants and the reference 455 

sequence. A library of k-mers of size 55 were constructed for all the reads coming from an 456 

individual. Bayestyper then checks how well a path through the variant graph is supported by the 457 

k-mers for an individual. The genotypes for all individuals are estimated jointly and only variants 458 

with a posterior probability greater than 0.9 with more than 3 k-mers supporting it were kept. 459 

 460 

Sanger validation of variants 461 

We randomly selected 27 non-recurrent variants and 23 non-recurrent variants. For each variant, 462 

we picked one individual with the reference allele and one with the alternative. If the correct allele 463 

was present and we could sequence 50 bp up and downstream of the variant, we called the 464 

variant as validated.  465 

 466 

Construction of neighbor joining tree 467 

The SNPs called using GATK were used for constructing the neighbor joining (NJ) tree. The SNPs 468 

were required to have a filter status of PASS, not be recurrent and they need to be in the X-469 
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degenerate region. The NJ tree was constructed using MEGA 6 (39) using the number of 470 

substitutions as the model and pairwise deletion as missing data treatment. It was run with 500 471 

bootstrap replicates.  472 

 473 

Haplogroup assignment  474 

Haplogroups were called with respect to a minimal list of SNPs (40) and the ISOGG database 475 

(International Society of Genetic Genealogy), Y-chromosome phylogeny, Y-DNA Haplogroup Tree 476 

2016, Version: 11.239, Date: 2 September 2016, http://www.isogg.org/tree/.  477 

If the haplogroup could not be identified the individual was assigned the haplogroup of the other 478 

individuals that it clusters with in the Neighbor joining tree. 479 

 480 

SNP calling in palindromes 481 

The reads of each individual were mapped to all palindrome proximal arms using BWA-mem and 482 

filtered and sorted with Sambamba version 0.5.1 (41).  483 

Reads were filtered away with Sambamba using the following criteria: "not (duplicate or 484 

secondary_alignment or unmapped) and mapping_quality >= 50 and cigar =~ /100M/ and [NM] < 485 

2". The reads cannot be duplicate, in secondary alignments or unmapped. Furthermore, the 486 

quality of the reads must be above 50, no insertions must be in the read and the number of 487 

mismatches in a read must be below 2. In addition the mate-paired reads above 10000 bp were 488 

not filtered with the ‘proper pair ’ option.  489 

SNPs were then called using platypus (42) with standard parameters other than “--maxReads 490 

800000000 --maxVariants 20”.  491 

The coverage of each position was calculated using Samtools version 0.1.19 (43). 492 
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The SNPs were then filtered by requiring that each position had a depth of coverage between 50 493 

and 250. Finally, the SNPs were phased using GATK with the parameters:  494 

“--phaseQualityThresh 20.0 --fix_misencoded_quality_scores -fixMisencodedQuals”.  495 

 496 

Estimation of event per position per generation 497 

The number of events per position per generation (PPPG) for insertions, deletions, complex 498 

variants, STR mutations in the palindrome and gene conversions in the palindrome were 499 

calculated by dividing the number of events by the generations spanned by the tree and the length 500 

of the segment analyzed.   501 

The total number of generations was calculated from the SNV mutation rate of 3.14 ∙ 10−8 PPPG 502 

(26) for 3126 SNVs called in 8.1 Mb of the X-degenerate region. The number of generations is 503 

estimated to be: 504 

 505 

3126 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚

3.14 ∙ 10−8 𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚
𝑝𝑝𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚

𝑔𝑔𝑔𝑔𝑚𝑚𝑔𝑔𝑔𝑔𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚�
∙ 8.1 𝑀𝑀𝑀𝑀

= 12265 𝑔𝑔𝑔𝑔𝑚𝑚𝑔𝑔𝑔𝑔𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 506 

 507 

For mutations in palindromes there were 606 events and the length of the palindrome arms called 508 

was 2*1.4 Mb and the number of generations spanned by the tree was 12265 This means that the 509 

number of event PPPG was 606 𝑒𝑒𝑒𝑒𝑒𝑒𝑛𝑛𝑡𝑡𝑡𝑡
12265 𝑔𝑔𝑒𝑒𝑛𝑛𝑒𝑒𝑔𝑔𝑔𝑔𝑡𝑡𝑔𝑔𝑔𝑔𝑛𝑛𝑡𝑡∙2∙1.4 𝑀𝑀𝑀𝑀

= 1.75 ∙ 10−8. 510 

Algorithm for calling gene conversions and mutation 511 

In order to call gene conversion and mutation events in all palindromes we devised the following 512 

algorithm. First a phylogeny of all the samples must exist. We start with all the observed 513 
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genotypes for all individuals in the tree. Then we do a bottom-up filling out of ancestral nodes 514 

based on their children. Next, we do a top-down assignment of events if the parent is different for 515 

one of the children. The method is illustrated in Figure S3.  516 

 517 

Copy number variation 518 

The coding sequence +/- 2 kb up- and downstream of 26 protein-coding genes on the Y 519 

chromosome was found using http://www.ncbi.nlm.nih.gov/ along with 1 Mb of X-degenerate 520 

region.  The raw reads were mapped to these genes for each individual with BWA-mem and 521 

filtered using Sambamba with the parameters mentioned above.  522 

CNVnator (44) was used to call duplications and deletions using a binsize of 100 bp and GC 523 

correction. CNVnator was used in the whole gene except for DAZ (only exon 28 was used – chrY: 524 

23198797-23199094), PRY (exons 1 and 2, chrY: 22490396-22490484 and chrY: 2490585-525 

22490672) and TSPY (FAM197Y2P – chrY: 9479053-9484654) was used.  526 

 527 

 528 

 529 

Data availability 530 

Individual sequence data, the full de novo assemblies and the complete variant call set in the form 531 

of a phased VCF file has been deposited at the European Genome-phenome Archive (EGA), which 532 

is hosted by the EBI, under accession number EGAS00001002108. The variants used in this project 533 

has accession number EGAC00001000562. 534 

http://www.ncbi.nlm.nih.gov/
https://www.ebi.ac.uk/ega/
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Supporting Information Legends 721 

S1_Dataset. Hybrid assembly summary statistics. This spreadsheet contains 3 tabs; Scaffold 722 

statistics, Regions of the Y chromosome that lists the different reigons of the Y chromosome and 723 

Alignment to reference. 724 

 725 

S2_Dataset. Structural variant calling. This spreadsheet contains 6 tabs; Variants that contains all 726 

called variants, Variants summary, Heterochrom BLAT that shows the similarity to other 727 

chromosomes of segments in the centromeric heterochromatic region, Validation results that 728 

show the Sanger validation for structural variants, Mutation rates, BLAST for large insertions.   729 

 730 

S3_Dataset. Understanding palindrome dynamics. This spreadsheet contains two tabs; Length of 731 

palindrome arms used and Events.  732 

 733 

S4_Dataset. Copy number variation. This spreadsheet contains two tabs; Copy number – not 734 

rounded and genes used.  735 

 736 

S5_Dataset. Haplogroup identification. This spreadsheet contains one tab; Haplogroups.  737 

 738 

Figure S1. Assembly stats.  739 

Figure S2. Phylogeny construction. Neighbor joining vs. Maximum likelihood. 740 

Figure S3. Method for determining mutations and gene conversions on the phylogeny. 741 

Figure S4. Evolutionary relationship between 62 samples in this study and the out-groups used. 742 



 0.5  1  1.5  2

Dotplot of reference vs individual

Ampliconic 7  99.835 %          1,588 Kb (5,327 Kb)

Region   Concordance Mean     
   father/son number of bases  
   aligned  (length of region)

X-degenerate 8 99.996 %  794 Kb (985 Kb)

X-degenerate 7 99.998 %          1,034 Kb (1,184 Kb)

X-degenerate 1 99.994 %  261 Kb (268 Kb)

X-degenerate 3 99.838 %  1.921 Kb (2.234 Kb)

X-degenerate 4 99.985 %  1,631 Kb (1,816 Kb)

X-degenerate 5 99.995 %  194 Kb (255 Kb)

X-degenerate 6 99.996 %  946 Kb (1,030 Kb)

X-degenerate 2 99.924 %  697 Kb (856 Kb)

Ampliconic 6  99.948 %  493 Kb (1,415 Kb)

Ampliconic 5  99.997 %  123 Kb (266 Kb)

Ampliconic 3  99.891 %  33 Kb (74 Kb)

Ampliconic 2 99.852 %           1,793 Kb (2,526 Kb)

Ampliconic 1  99.901 %  111 Kb (298 Kb)

Ampliconic 4  99.992 %  10 Kb (30 Kb)

Type of region Sca�old length (Mb)

Ampliconic

Heterochromatic

Yq heterochromatic

Pseudoautosomal

X−degenerate

X−transposed

a b

SRY
RPS4Y1
ZFY

AMELY
TBL1Y
PRKY

USP9Y
DBY
UTY
TMSB4Y

NLGN4Y

TXLNGY
KDM5D

EIF1AY
RPS4Y2

TSPY

VCY

XKRY

XKRY

CDY

P1

P2

P4
P5

P6
P7

P8

Yp

Yq

AFZa

AFZb

AFZc

P3

CDY

CDY
CDY
HSFY
HSFY

RBMY1A1

RBMY1A1
PRY

PRY

BPY2

BPY2

BPY2

DAZ
DAZ

DAZ
DAZ

0

10

20

57

0 10 20 30

Scaffold coordinates converted to Hg38 (Mb)

H
g3

8 
co

or
di

na
te

s 
(M

b)

0

10

20

30

40

0.4 0.8 1.2 1.6
N50 (Mb)

co
un

t

N50 for 62 individuals

0

2

4

6

8

13 15 17 19

Total length of sca�olds (Mb)

co
un

t

Total length for 62 individuals

0

5

10

15

20

4 8 12 16
N content (Percent)

co
un

t

N content for the 62 individuals



c

a b
Known

Novel

Variants > 15 bp

Variant length

Deletions Insertions

Variants > 15 bp Variants < 15 bp

Variants < 15 bp
H

et
er

oz
yg

os
ity

co
un

t

0 M
b

10 M
b

20 M
b

S
R

Y
R

P
S

4Y
1

ZFY

A
M

E
LY

TB
L1Y

P
R

K
Y

U
S

P
9Y

D
B

Y

U
TY

TM
S

B
4Y

N
LG

N
4Y

TX
LN

G
Y

K
D

M
5D

E
IF1A

Y
R

P
S

4Y
2

TS
P

Y

V
C

Y

X
K

R
Y

X
K

R
Y

C
D

Y

C
D

Y

C
D

Y
C

D
Y

H
S

FY
H

S
FY

R
B

M
Y

1A
1

R
B

M
Y

1A
1

P
R

Y

P
R

Y

B
P

Y
2

B
P

Y
2

B
P

Y
2

D
A

Z
D

A
Z

D
A

Z
D

A
Z

Deletions Deletions InsertionsInsertions Complex

Deletions Insertions ComplexDeletions

D
eletions

Insertions
S

N
P

s
S

TR
s

C
om

plex

Insertions Complex

Type of region
Ampliconic

Heterochromatic

Pseudoautosomal

X−degenerate

X−transposed

1 2 3 4 5 6 7 8 9

1
0

1
1

−
2

0

2
1

−
3

0

3
1

−
4

0

4
1

−
5

0

5
1

−
6

0

6
1

−
7

0

7
1

−
8

0

8
1

−
9

0

9
1

−
1

0
0

1
0

1
−

2
0

0

3
0

1
−

4
0

0

5
0

1
−

1
0

0
0

1
0

0
0

1
−

1
0

0
0

0
0

0

200

400

600
1

0
0

0
0

1
−

1
0

0
0

0
0

0
1

0
0

0
1

−
1

0
0

0
0

0
5

0
0

1
−

1
0

0
0

0
1

0
0

1
−

5
0

0
0

5
0

1
−

1
0

0
0

4
0

1
−

5
0

0
3

0
1

−
4

0
0

2
0

1
−

3
0

0
1

0
1

−
2

0
0

9
1

−
1

0
0

8
1

−
9

0
7

1
−

8
0

6
1

−
7

0
5

1
−

6
0

4
1

−
5

0
3

1
−

4
0

2
1

−
3

0
1

1
−

2
0

1
0 9 8 7 6 5 4 3 2 1

known structural variants

novel structural variants

0

1

2

3

4

0

50

100

150

0

30

60

90

0

200

400

600

D
el

et
io

n

S
TR

 T
et

ra
−n

uc

S
TR

 P
en

ta
−n

uc

In
se

rti
on

D
el

et
io

n

 S
TR

 M
on

o−
nu

c

S
TR

 D
i−

nu
c

S
TR

 T
ri−

nu
c

S
TR

 T
et

ra
−n

uc

S
TR

 P
en

ta
−n

uc

In
se

rti
on

S
TR

 D
i−

nu
c

S
TR

 T
ri−

nu
c

S
TR

 T
et

ra
−n

uc

S
TR

 P
en

ta
−n

uc

C
om

pl
ex

D
el

et
io

n

S
TR

 D
i−

nu
c

S
TR

 T
et

ra
−n

uc

S
TR

 P
en

ta
−n

uc

In
se

rti
on

S
TR

 M
on

o−
nu

c

S
TR

 D
i−

nu
c

S
TR

 P
en

ta
−n

uc

C
om

pl
ex

S
TR

 M
on

o−
nu

c

D
el

et
io

n
S

TR
 M

on
o−

nu
c

S
TR

 D
i−

nu
c

S
TR

 T
ri−

nu
c

S
TR

 T
et

ra
−n

uc
S

TR
 P

en
ta

−n
uc

In
se

rti
on

S
TR

 M
on

o−
nu

c
S

TR
 D

i−
nu

c
S

TR
 T

ri−
nu

c
S

TR
 T

et
ra

−n
uc

S
TR

 P
en

ta
−n

uc
C

om
pl

ex
S

TR
 M

on
o−

nu
c

S
TR

 D
i−

nu
c

S
TR

 T
ri−

nu
c

S
TR

 P
en

ta
−n

uc

AV

AV:HC

HC

Callset origin

0
2E−5
4E−5
6E−5

0

0.5E-4

1E-4

1.5E-4

0
0.3E-4
0.6E-4
0.9E-4
1.2E-4

0
1E−4
2E−4
3E−4
4E−4
5E−4

0

1E−4



Individual 3

Individual 2

Individual 1

Ref hg38

Type of region
Ampliconic

Heterochromatic

X−degenerate

X−transposed

po
si

tio
n 

1

po
si

tio
n 

2

po
si

tio
n 

3

po
si

tio
n 

4

Proximal arm

Mapped reads

Mapped reads to the 
proximal arm 

Mapped reads to the 
distal arm 

Distal arm Collapsed armSpacer Spacer

P
osition 1

N
on reference

base

N
on reference

base

N
on reference

base

N
on reference

base

N
on reference

base

P
osition 2

P
osition 3

P
osition 4

b

a

c d

e

P1

P2P3IR2P4
P5

P6P7P8

1
0
 M

b

2
0
 M

b

b4g3r4r3g2b3r2r1g1b2t2t1b1

ancestral−>derived derived−>ancestral

0

10

20

30

40

A−
>C

A−
>G

A−
>T

C−
>A

C−
>G

C−
>T

G−
>A

G−
>C

G−
>T

T−
>A

T−
>C

T−
>G

A−
>C

A−
>G

A−
>T

C−
>A

C−
>G

C−
>T

G−
>A

G−
>C

G−
>T

T−
>A

T−
>C

T−
>G

Transition
Transversion

gene conversion

3 copies of segment
Average coverage ~90X

or

or

2 copies of segment 
on each arm
Average coverage ~60X

2 copies of segment 
on each arm
Average coverage ~60X

1 copy of segment
on one arm
Average coverage ~30X

Gene conversions and ancestral state Gene conversion and mutation events

Palindrome 5

Palindrome 1

mutation

0

30

60

90

120

A−
>C

A−
>G

A−
>T

C−
>A

C−
>G

C−
>T

G−
>A

G−
>C

G−
>T

T−
>A

T−
>C

T−
>G

A−
>C

A−
>G

A−
>T

C−
>A

C−
>G

C−
>T

G−
>A

G−
>C

G−
>T

T−
>A

T−
>C

T−
>G

Common Transition
Private Transition

Private Transversion
CommonTransversion

Gene conversion (1)

Mutation (2)

Gene conversion (3,4)

XKRY CDY

gene
983−05
983−01

1426−01
1089−06
1089−01
1389−01
1054−01
1214−04
1214−01
995−01

1406−03
1406−01
1113−05
1113−01
1468−01
989−01
918−01

10
0 

kb

20
0 

kb

30
0 

kb

40
0 

kb

50
0 

kb

CDY

gene

749−05

749−01

623−01

890−01

1331−01

1376−03

1376−01

701−03

701−01

1270−06

1270−01

40
0 

kb

50
0 

kb

60
0 

kb

70
0 

kb

X
K

R
Y

X
K

R
Y

C
D

Y

C
D

Y

C
D

Y
C

D
Y

R
B

M
Y

1A
1

R
B

M
Y

1A
1

P
R

Y

P
R

Y

B
P

Y
2

B
P

Y
2

B
P

Y
2

D
A

Z
D

A
Z

D
A

Z
D

A
Z

y1 y2



c

b

BPY2
0 5000 10000 15000 20000 25000

99
5-

01
Co

ve
ra

ge
 in

 w
in

do
ws

 o
f 1

00
 b

p

Position along gene Position along gene

Co
ve

ra
ge

 in
 w

in
do

ws
 o

f 1
00

 b
p

0

20

40

60

80

100

120

XKRY
0 1000 2000 3000 4000 5000

11
13

-0
5

0

20

40

60

80

100

120

Average coverage 
(33.7) Average coverage 

(32.7)

3 X average 
coverage 4 X average 

coverage

TSPY array

Type of region

Ampliconic

Heterochromatic

X−degenerate

X−transposed

P1

P2P3IR2P4
P5

P6P7P8

a

1
0
 M

b

2
0
 M

b

T
S

P
Y

X
K

R
Y

X
K

R
Y C

D
Y

C
D

Y

C
D

Y
C

D
Y

R
B

M
Y

1A
1

R
B

M
Y

1A
1

R
B

M
Y

1A
1

R
B

M
Y

1A
1

R
B

M
Y

1A
1

R
B

M
Y

1A
1

P
R

Y
 - all exons

P
R

Y
 - exon 3,4,5

P
R

Y
 - exon 3,4,5

P
R

Y
 - all exons

B
P

Y
2

B
P

Y
2

B
P

Y
2

D
A

Z
D

A
Z

D
A

Z
D

A
Z

b4g3r4r3g2b3r2r1g1b2t2t1b1

62

63

37
46

67

72

52

60

36
56

56

34

33

36

69

67

46
42
78

76
78

30

44
32
57

50 differences 
between two sequences

Haplogroup Individual TSPY XKRY CDY RBMY1A1 PRY all exons PRY_exon345 CDY BPY2 DAZ
R1b1 1270-01 24.05 2.03 3.02 6.89 2.12 3.69 3.02 2.99 3.17
R1b1 1270-06 24.02 1.78 2.90 6.79 2.02 3.65 2.90 3.06 3.36
R1b1 701-01 22.60 1.87 3.00 8.57 2.18 3.66 3.00 3.22 3.26
R1b1 701-03 22.49 1.70 2.95 8.54 2.05 3.70 2.95 3.13 3.09
R1b1 1376-01 22.39 1.85 2.96 8.56 2.18 3.69 2.96 3.24 3.22
R1b1 1376-03 23.19 1.75 3.01 8.66 2.12 3.72 3.01 3.10 3.21
R1b1 1331-01 21.71 2.03 3.02 8.69 2.11 3.72 3.02 3.14 3.35
R1b1 890-01 22.70 1.86 2.92 8.69 3.31 4.81 2.92 3.28 3.30
R1b1 623-01 23.01 1.95 2.16 8.76 2.11 2.79 2.16 2.06 1.66
R1b1 749-01 22.75 1.89 3.11 9.68 2.17 3.77 3.11 3.10 3.24
R1b1 749-05 22.12 1.94 3.08 9.66 2.17 3.78 3.08 3.23 3.14
R1b1 918-01 22.96 2.02 3.07 7.95 2.14 3.65 3.07 3.09 3.14
R1b1 989-01 23.26 1.97 2.93 8.77 2.00 3.78 2.93 3.19 3.31
R1b1 1468-01 24.67 1.85 2.99 8.75 2.12 3.60 2.99 3.08 3.32
R1b1 1113-01 23.26 2.97 3.63 8.67 2.14 3.82 3.63 3.26 3.23
R1b1 1113-05 23.23 2.85 3.62 8.67 2.10 3.78 3.62 3.25 3.45
R1b1 1406-01 16.65 1.94 2.99 8.72 2.14 3.78 2.99 3.13 3.23
R1b1 1406-03 16.94 1.98 3.06 8.78 2.17 3.76 3.06 3.04 3.27
R1b1 995-01 22.77 1.99 4.13 9.03 2.04 4.64 4.13 3.97 4.91
R1b1 1214-01 22.30 1.99 3.05 8.53 2.16 3.75 3.05 3.09 3.15
R1b1 1214-04 23.08 1.83 3.04 8.58 2.13 3.73 3.04 3.07 3.28
R1b1 1054-01 23.48 1.90 3.02 11.51 2.17 3.71 3.02 3.07 3.31
R1b1 1389-01 23.10 1.89 3.09 9.76 2.17 3.60 3.09 3.12 3.28
R1b1 1089-01 23.15 2.00 3.02 7.93 2.09 3.67 3.02 3.08 3.33
R1b1 1089-06 22.74 1.73 3.01 7.69 2.07 3.63 3.01 3.05 3.28
R1b1 1426-01 22.68 1.79 2.90 9.03 2.37 4.00 2.90 3.87 3.88
R1b1 983-01 22.52 1.70 3.10 6.84 2.04 3.71 3.10 2.95 3.24
R1b1 983-05 22.49 1.89 3.02 7.11 2.10 3.79 3.02 3.11 3.44
R1a1 1505-01 21.14 1.90 3.02 9.50 2.18 3.73 3.02 3.24 3.12
R1a1 1237-01 21.82 1.90 2.98 9.48 2.01 3.68 2.98 3.04 3.28
R1a1 687-01 21.54 1.87 3.06 6.01 2.16 3.77 3.06 3.01 3.22
R1a1 687-04 22.15 1.80 3.07 5.86 2.16 3.71 3.07 3.09 3.30
Q1a2 1252-01 23.45 2.00 3.04 9.79 2.23 3.86 3.04 3.23 3.38
Q1a2 714-01 22.27 1.95 3.10 9.51 2.15 3.64 3.10 3.03 3.14
I2a1 1506-01 20.55 2.05 2.95 6.89 2.16 3.72 2.95 3.08 3.37
I2a1 1506-05 20.67 1.80 3.04 6.89 2.03 3.71 3.04 3.07 3.33
I2a2 797-01 21.65 1.98 3.12 7.15 2.11 3.73 3.12 3.06 3.20
I2a2 797-03 21.19 1.82 3.11 6.96 2.03 3.70 3.11 3.03 3.15
I1a1 651-01 20.94 2.00 3.01 8.71 2.16 3.74 3.01 3.24 3.25
I1a1 955-01 21.45 1.99 3.00 8.72 1.98 3.63 3.00 3.06 3.17
I1a1 955-04 21.49 1.92 3.00 8.56 2.10 3.79 3.00 3.08 3.33
I1a1 1330-01 22.42 1.76 2.95 8.57 2.09 3.78 2.95 3.24 3.27
I1a1 844-01 22.35 2.04 3.06 8.89 2.30 3.65 3.06 3.16 3.24
I1a1 709-01 22.38 1.88 3.13 8.82 2.16 3.76 3.13 3.12 3.18
I1a1 726-07 19.77 1.96 3.10 8.84 2.21 3.77 3.10 3.13 3.29
I1a1 1293-01 22.13 2.09 3.02 8.94 2.11 3.77 3.02 3.22 3.35
I1a1 1433-01 23.16 1.84 3.13 10.72 2.07 3.70 3.13 3.04 3.13
I1a1 656-01 21.55 1.97 2.97 8.82 2.05 3.72 2.97 2.98 3.34
I1a1 1009-01 21.48 1.87 2.98 8.56 2.12 3.74 2.98 3.30 3.31
I1a1 1304-01 21.70 1.66 2.80 8.43 2.14 3.69 2.80 3.43 3.33
I1a3 1423-01 21.08 1.82 2.85 8.75 2.28 3.91 2.85 3.73 3.35
I1a2 878-01 21.97 1.92 3.02 6.07 2.01 3.67 3.02 3.00 3.17
I1a2 727-01 20.42 1.77 2.99 8.78 2.17 3.72 2.99 3.12 3.29
I1a2 727-04 20.41 1.86 3.01 8.81 2.13 3.55 3.01 3.00 3.16
I1a2 877-01 22.06 1.87 3.06 8.88 2.18 3.72 3.06 3.20 3.36
I1a2 1030-01 21.80 1.88 3.14 9.02 2.13 3.67 3.14 3.07 3.36
I1a2 1030-06 22.24 1.90 2.97 8.73 2.14 3.81 2.97 3.22 3.26
I1a2 1298-01 21.61 2.02 2.83 7.94 2.37 3.81 2.83 3.59 3.34
I1a2 1136-01 21.56 2.04 3.13 8.92 2.11 3.64 3.13 3.00 3.26
I1a2 1136-04 21.27 1.94 3.07 8.96 2.04 3.77 3.07 3.02 3.27
I1a2 1326-01 22.13 2.10 3.03 9.01 2.09 3.77 3.03 3.15 3.28
I1a2 1326-03 21.11 1.82 2.99 8.77 2.06 3.63 2.99 3.02 3.22

y1 y2
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ML tree misplaces individual 709-01, which carries 
the derived state for SNP P109, and therefore 
belongs to haplogroup I1a1b1

NJ tree – 500 bootstrap ML tree – 500 bootstrap
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Sequencing and de novo assembly of 150 genomes 
from Denmark as a population reference
Lasse Maretty1*, Jacob Malte Jensen2,3*, Bent Petersen4*, Jonas Andreas Sibbesen1*, Siyang Liu1,5*, Palle Villesen2,3,6*, 
Laurits Skov2,3*, Kirstine Belling4*, Christian theil have7, Jose M. G. Izarzugaza4, Marie Grosjean4, Jette Bork-Jensen7, 
Jakob Grove3,8,9, thomas D. Als3,8,9, Shujia huang10,11, Yuqi Chang10, Ruiqi Xu5, Weijian Ye5, Junhua Rao5, Xiaosen Guo10,12, 
Jihua Sun5,7, hongzhi Cao10, Chen Ye10, Johan van Beusekom4, thomas Espeseth13,14, Esben Flindt12, Rune M. Friborg2,3, 
Anders E. halager2,3, Stephanie Le hellard14,15, Christina M. hultman16, Francesco Lescai3,8,9, Shengting Li3,8,9, 
ole Lund4, Peter Løngren4, thomas Mailund2,3, Maria Luisa Matey-hernandez4, ole Mors3,6,9, Christian n. S. Pedersen2,3, 
thomas Sicheritz-Pontén4, Patrick Sullivan16,17, Ali Syed4, David Westergaard4, Rachita Yadav4, ning Li5, Xun Xu10, 
torben hansen7, Anders Krogh1, Lars Bolund8,10, thorkild I. A. Sørensen7,18,19, oluf Pedersen7, Ramneek Gupta4, 
Simon Rasmussen4§, Søren Besenbacher2,6§, Anders D. Børglum3,8,9§, Jun Wang3,10,12§, hans Eiberg20§, Karsten Kristiansen10,12§, 
Søren Brunak4,21§ & Mikkel heide Schierup2,3,22§

Hundreds of thousands of human genomes are now being sequenced 
to characterize genetic variation and use this information to 
augment association mapping studies of complex disorders and 
other phenotypic traits1–4. Genetic variation is identified mainly 
by mapping short reads to the reference genome or by performing 
local assembly2,5–7. However, these approaches are biased against 
discovery of structural variants and variation in the more complex 
parts of the genome. Hence, large-scale de novo assembly is needed. 
Here we show that it is possible to construct excellent de novo 
assemblies from high-coverage sequencing with mate-pair libraries 
extending up to 20 kilobases. We report de novo assemblies of 150 
individuals (50 trios) from the GenomeDenmark project. The 
quality of these assemblies is similar to those obtained using the 
more expensive long-read technology4,8–13. We use the assemblies 
to identify a rich set of structural variants including many novel 
insertions and demonstrate how this variant catalogue enables 
further deciphering of known association mapping signals. We 
leverage the assemblies to provide 100 completely resolved major 
histocompatibility complex haplotypes and to resolve major parts of 
the Y chromosome. Our study provides a regional reference genome 
that we expect will improve the power of future association mapping 
studies and hence pave the way for precision medicine initiatives, 
which now are being launched in many countries including 
Denmark.

Using a combination of high-depth (average 78× ) Illumina paired-
end and mate-pair libraries, we applied Allpaths-LG14 to create de novo 
assemblies of high quality and coverage for each of the 150  individuals 
with a median scaffold N50 of ~ 21 megabases (Mb; maximum  
~ 30 Mb) (Supplementary Table 1). The 100 largest scaffolds in each 
of the 140 best assemblies typically covered more than 75% (median 
77%, Extended Data Fig. 1a) of the genome, with the largest scaffolds 

exceeding 110 Mb in size (Supplementary Table 1). To evaluate the 
accuracy of the assemblies, we subsequently aligned the scaffolds for 
each individual to the human reference genome (GRCh38)15. Figure 1 
shows an example individual where the euchromatic part of each chro-
mosome was almost completely covered by a few large scaffolds and in 
several cases scaffolds covered almost entire chromosome arms. Only 
rarely did we find that large scaffolds break and align to more than one 
chromosome (Extended Data Fig. 1b), suggesting that even the largest 
scaffolds are seldom chimaeric. We also compared our de novo assem-
blies with a published long-read assembly based on BioNano mapping 
and PacBio sequencing16. Extended Data Figs 2a and 3 show that this 
assembly was less complete than our assemblies, but with similar scaf-
fold lengths. The long-read assembly had 5.38% missing data compared 
with our median of 4.25% (Extended Data Fig. 3a), but the missing data 
in our assemblies were found in smaller gaps (Extended Data Fig. 3b, c), 
and the median contig length was therefore much smaller than for the 
long-read assembly. We conclude that the contiguity of our assemblies 
is similar to the long-read assembly and second only to the reference 
genome and the de novo assembly of a hydatidiform haploid mole9,12 
(Extended Data Fig. 2b). We identified genomic regions never included 
in scaffolds > 1 Mb (Fig. 1, blue lines) and found them to largely coin-
cide with gaps in the reference genome. They included two known 
large structural variants found in the reference genome, which were not 
shared with any of the 100 independent genomes of Danish ancestry. 
De novo assemblies allowed identification of specific genomic events 
such as viral integration; for instance, we found telomeric HHV6b 
integration in one family (Supplementary Figs 1 and 2). In addition to 
Allpaths-LG, we also assembled the data using SOAPdenovo2 (ref. 16)  
and SGA17 but found them generally to produce poorer assembly  
statistics (see Extended Data Fig. 4 and Supplementary Table 2 for 
details).
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To fully utilize the de novo assemblies for calling indels and structural 
variants, and to solve the issue of merging multiple variant call-sets, 
we devised a hybrid variant calling strategy that first discovered can-
didate variants on the basis of mapping and assembly, and then geno-
typed these using a probabilistic method (Fig. 2a). The mapping-based 
approach used the Genome-Analysis-ToolKit (GATK) with a permis-
sive filter on the recalibrated variant quality scores (99.9% tranche) 
and identified 22,234,035 candidate variants. In the assembly-based 
approach, the de novo assemblies were aligned to the GRCh38  reference 
genome and candidate variants identified using the AsmVar  pipeline18, 
producing a total of 11,469,657 non-single nucleotide variant  
(non-SNV) candidates. We then genotyped the 150 individuals on the 
combined set of variants by re-interrogating the raw sequencing data 
using BayesTyper (J.A.S. et al., manuscript in preparation). The overall 
trio (mother–father–child) concordance rate (that is, 1 −  Mendelian 
error rate) across all trios and all variants (including structural variants 
and variants on sex chromosomes) was 98.7% (Extended Data Fig. 5a).  
After stratifying variants by length and frequency, we randomly selected 
200 insertion and deletion variants to be experimentally investigated by 
cloning, sequencing, and gel electrophoresis. Of these variants, 87.8% 
were validated, corresponding to an estimated true positive rate of 
90.6% (deletions: 95.3%; insertions: 85.7%) after taking into account 
the number of variants in each stratum (Supplementary Fig. 3). The 
lower validation rate for insertions was influenced by 5,855 insertions 
that were large (≥ 100 nucleotides), of low frequency, and repetitive;  
the  validation rate for insertions increased from 81.6% to 85.5% with-
out these.

A summary of the final GenomeDenmark call-set is shown in Fig. 2. 
We found that 16.4% of the called SNVs were novel (not in the Single 
Nucleotide Polymorphism database 142 (dbSNP142) or 1000 Genomes 
Project phase 3 structural variant call-set), whereas as many as 91.6% 

of insertions ≥ 50 bp were novel (Fig. 2b). The distribution of insertion 
and deletion calls displayed an excess of insertions (Fig. 2b, c), in con-
trast to the deletion bias observed in the 1000 Genomes Project and 
the Genome of the Netherlands19 projects, where our insertion bias 
partly reflected representational redundancy due to nested  variation 
(Supplementary Fig. 4). The fraction of novel variants increased  
rapidly with variant length, especially for insertions (Fig. 2d), with 
most longer variants contributed by the assembly-based approach, 
which also markedly increased sensitivity for deletions (Extended Data  
Fig. 5d). For instance, we called 93,052 deletions > 20 nucleotides, 
whereas Genome of the Netherlands called 28,050; we called 33,653 
deletions ≥ 50 bp, whereas the 1000 Genomes Project identified 42,279 
such variants in 25 times more individuals who were more diverse than 
our study population7. Many variants were classified as  repetitive, 
including those responsible for the observed peak in the number of 
variants with a length between 300 and 350 bases, which could be 
explained by Alu polymorphisms (Fig. 2e). The allele frequency was 
observed to decrease with variant length (Fig. 2f), suggesting purifying 
selection against longer variants20. But looking only at novel variants, 
we observed the opposite relationship, suggesting that many of the  
discovered long variants were missed in previous studies (Fig. 2g).

To demonstrate improved sensitivity across the structural  variant 
spectrum more directly, we used our variant calls as a basis for  
re- genotyping individual NA12878, who was also analysed in the 1000 
Genomes Project (Extended Data Fig. 6). We found evidence for the 
presence of 8,836 of our novel structural variants (≥ 50 bp; 2,569 dele-
tions and 6,267 insertions), well supported by Mendelian transmission 
(Extended Data Fig. 6). This directly demonstrates how our data can be 
used to perform more sensitive genotyping in other sequencing studies. 
Evaluating protein-truncating variants (PTVs), we found many more 
indels (59% of the PTVs) compared with the ExAC study (40% of the 
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PTVs)21. Each individual carried, on average, 68 homozygous PTVs 
(Supplementary Figs 5 and 6) compared with 40 in the ExAC study, 
with ~ 24 of these being SNV PTVs in both data sets.

For mutation rate estimations, we identified 3,205 de novo SNVs and 
322 de novo indels using GATK, interrogating 2.5 Gb of the genome, 
with mutation rate estimates for SNVs of 1.28 ×  10−8 and for short 
indels of 1.3 ×  10−9 (per generation, generation time 27.7 years). We 
found many more de novo deletions than insertions and an over-
representation of even-sized variants (Supplementary Fig. 7, experi-
mental validation rate 92%). Longer de novo indels (> 10 bp) were 
probably under-called using GATK and we further identified 62 of these 
using BayesTyper. Paternal age was a major determinant of the muta-
tion rate in line with other recent studies11,22,23 (Fig. 3a). Using read-
backed phasing, we established the parental origin of 49% of the SNVs 
and 48% of the indels (Fig. 3b). Significantly more SNVs than indels 
were of paternal origin (78% versus 66%, P =  0.002), suggesting that 
these mutations were less dependent on replication. We found a highly  
significant effect of maternal age on the number of SNV mutations coming  
from the mother (Fig. 3b), showing that de novo mutations accumu-
late over time in the female germ line even in the absence of further 
cell divisions (see also ref. 24). The CpG mutations had a smaller (and 

non-significant) correlation to paternal age than non-CpG mutations; 
consequently, the fraction of CpG mutations was negatively correlated 
with paternal age (Fig. 3c). We also observed significantly higher muta-
tion rates at CpG sites that tended to be methylated in humans (Fig. 3d).

The high-quality de novo assemblies allowed us to resolve full 
4–5 Mb major histocompatibility complex (MHC) haplotypes (see 
Supplementary Fig. 8). We extracted the assembly graph from the scaf-
folds of each trio and used a combination of alignment within the trio, 
transmission, remapping against the scaffolds, and read-backed phasing 
to resolve the individual full MHC haplotypes in 25 of the 50 trios for a 
total of 100 complete, variable-length MHC haplotypes where > 92% 
of variants were phased (Fig. 4a). These 100 MHC haplotypes comple-
ment the pgf haplotype of GRCh38 and the seven previously published 
haplotypes, where only one (cox) is complete (the other six have 7–49% 
gaps), bringing the number of complete MHC haplotypes to 102. The 
accuracy of the haplotypes was supported by validation experiments 
(86.2% phasing accuracy, Supplementary Table 3). We used unique  
k-mer stretches to identify a total of 701 kb of novel sequence in the 
MHC haplotypes (Fig. 4a; see also Methods and Supplementary Table 4).  
Focusing on a specific example, we found two large fragments of 
3 kb and 6.2 kb carried by 22% and 26% of the parental haplotypes, 

c

d

e

C
al

le
d

 v
ar

ia
nt

 a
lle

le
s 

(c
ou

nt
)

100

102

104

106

–400 –200 0 200 400

Variant allele length (alternative allele length – reference allele length)

N
ov

el
 v

ar
ia

nt
 a

lle
le

s 
(%

 o
f t

ot
al

)

0

25

50

75

100

a

b

f g

WGS

80×
×50

k-mers
BayesTyper

Joint genotyping

BWA-MEM

STAMPY

GATK-HC

Mapping-calls
Filters

LQ SNVs
LQ indels

Va
ria

nt
s

Rea
ds

Variants

Variants

LASTZ

AllPathsLG

AsmVar

Assembly-calls
Filters

SNVs

Reads

Variants

Mapping-calls Assembly-calls

0 20 40 60 80 100

Minor allele count

R
el

at
iv

e 
fr

eq
ue

nc
y

SNV
SV (<10)
SV (≥10)

Called
Novel

10–5

10–4

10–3

10–2

10–1

100

0 20 40 60 80 100

0.0

0.2

0.4

0.6

0.8

1.0

Minor allele count

C
um

ul
at

iv
e 

re
la

tiv
e 

fr
eq

ue
nc

y

Indel length
[1, 5)
[5, 9)
[9, 13)
[13, 17)
[17, 21)

–400 –200 0 200 400

Variant allele length (alternative allele length – reference allele length, 10 nt bins)

R
ep

ea
t 

va
ria

nt
 a

lle
le

s 
(%

 o
f t

ot
al

)

0

25

50

75

100 All
SINE/Alu

Complex
Inversion
Del (≥50)
Ins (≥50)

Del (≥10, <50)
Ins (≥10, <50)

Del (<10)
Ins (<10)

SNV

Called variant alleles (count)
100 101 102 103 104 105 106 107

Novel variant alleles (% of total)

0255075100

Figure 2 | Variant calling and genotyping. a, Candidate alleles were first 
generated using both mapping-based and assembly-based variant calling 
pipelines. Permissively filtered candidate alleles and raw sequencing data 
were then given as input to BayesTyper using a probabilistic model to 
estimate genotypes. WGS, whole-genome sequencing; LQ, low quality. 
b, The number of variant alleles called for different types of variation 
(right) and the proportion of novel calls within each class (left). Bar 
colours indicate the relative contribution of the two input sources to the 
total bar width on a linear scale (red, mapping-based; green, assembly-
based; yellow, both). Ins, insertions; Del, deletions. c, The variant allele 
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respectively (Fig. 4b). These fragments are absent in the human  
reference genome (GRCh38) and the IMGT/HLA database, but show 
high similarity (> 98% identity) to a gorilla MHC DRB pseudogene 

(Gogo-DRBY*01)25. The fragments are flanked by repetitive sequences, 
including Alu and long interspersed nuclear elements (LINE), which 
might explain why they have been missed by previous studies.
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We also fully assembled ~ 20 Mb of the Y chromosome in long 
scaffolds (N50 scaffold size over 50 fathers of 1.5 Mb) and found 
that mainly the very long palindromes and the X-transposed region 
resisted assembly. We identified 10,898 SNVs, 855 deletions (size 
range 1–13,620 bp), 793 insertions (size range 1–11,769 bp), and 74 
complex variants (size range 1–27,241 bp), and mapped these onto the 
Y-chromosome tree (Fig. 4c; validation rate 100%, see Supplementary 
Table 5). We found 181 novel indels fixed in major haplogroups (R, I, 
and Q) not previously reported26 with a concordance rate of 99.91%  
(1 father–son mismatch in 1,214 comparisons). We found the mutation 
rate per generation for structural variants to be 3.26 ×  10−9 for  deletions 
and 3.01 ×  10−9 for insertions in the ampliconic and X-degenerate 
regions.

One of the primary goals of the project is to improve interpretation 
of clinical genetics in Denmark by establishing a regional  reference 
genome. Our extensive catalogue of novel indels and structural 
 variation from the Danish population is tagged well by 1000 Genomes 
Project SNPs and can therefore be imputed (Extended Data Fig. 7). We 
also find that there are novel indels in strong linkage disequilibrium 
with most published findings from genome-wide association studies 
(GWAS) where the causative variants are not known (Extended Data 
Fig. 8). As a case example, we investigated whether we could find a 
higher number of imputed variants in key genomic regions for the 
Danish GOYA (Genetics of Overweight Young Adults) obesity cohort 
GWAS (5,222 cases and controls)27.

Combining our panel with the 1000 Genomes Project panel allowed 
the imputation of an additional 1,204,946 variants compared with the 
1000 Genomes Project panel alone and led to a higher accuracy of 
the imputation, independent of the minor allele frequency (Extended 
Data Fig. 9). More than a fifth of the additionally imputed variants 
were insertions and deletions (Extended Data Fig. 9c). These indels 
improved the coverage of the regions of association in this set, and, for 
instance, we found that five structural variants were strongly associated 
with the phenotype and thus candidates for the association on chromo-
some 16 (see Extended Data Fig. 10).

Exploiting the full potential of the rich resource of structural variants 
will benefit from genome graph-based methods replacing the use of 
the single reference genome. Genome graph representations are under 
development28 and may also represent a solution to the privacy con-
cerns of donors. To illustrate this, we have created and released a fully 
phased VCF file that is randomly sampled from a probabilistic graph-
based data representation retaining most of the linkage disequilibrium 
structure while respecting donor anonymity (Supplementary Fig. 9).

Online Content Methods, along with any additional Extended Data display items and 
Source Data, are available in the online version of the paper; references unique to 
these sections appear only in the online paper.
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MEthOdS
No statistical methods were used to predetermine sample size. The experiments 
were not randomized. The investigators were not blinded to allocation during 
experiments and outcome assessment.
Cohort selection. The 50 trios (mother–father–child) were selected from the 
Copenhagen Family Bank29. A candidate set of 60 trios was selected randomly from 
a pool of nearly 1,000 while maintaining the constraint of an average Danish male 
and female height and blood type distribution. The study protocol was reviewed 
and approved by The Danish National Committee on Health Research Ethics, file 
number 1210920, submission numbers 36615 and 38259. The HumanCoreExome 
BeadChip version 1.0 was used to genotype the 60 trios (180 individuals) using 
the HiScan system (Illumina, San Diego, California, USA). Genotypes were called 
using GenomeStudio software (version 2011.1; Illumina). All subjects had a high 
call rate (> 98%), and the familial relationship and the sex of the subjects were  
confirmed. SNPs with a low call rate (< 98%) or deviation from Hardy–Weinberg 
equilibrium (P <  0.0001) were excluded. SNP genotype data from reference 
 populations were obtained from previously published GWAS in Denmark30 
and neighbouring populations: that is, Norway31, Sweden32, and Germany33. 
Standard principal component analysis of the 120 trio parents combined with 
the GWAS reference data set was conducted after merging data sets and linkage 
 disequilibrium-based pruning of SNPs to assess the homogeneity of the trios and to 
select a set of 50 trios that best represented the Danish population, thus removing 
trios with one or more members who appeared as outliers (see Supplementary 
Fig. 11). From the 60 trios, 7 were removed because of admixed ancestry, shown 
in the principal component analyses and further confirmed by telephone interview 
with the families and asking about their ancestry. One trio was removed owing to 
lack of sufficient blood for sequencing. From the remaining 52 Danish trios, 50 
were chosen (final principal component analysis of the 100 parents is shown in 
Supplementary Fig. 12).
Sequencing and sequence quality control. DNA was extracted from fresh or  
frozen blood samples of the 150 donors. At least 278 μ g was obtained for each 
 individual and used to create seven libraries, with insert sizes 180–230 bp,  
500–550 bp, and 750–800 bp for paired-end libraries, and 2 kb, 5 kb 10 kb, and 20 kb 
for mate-pair libraries. Sequencing was conducted on an Illumina HiSeq2000. 
SOAPfilter version 2.2 was used to pre-process the sequencing data by filtering 
reads with adaptor contaminations, reads having more than 40% low-quality 
bases (Q <  7), or > 10% N bases. For mate-pair insert size libraries, reads with 
erroneous alignment orientations were filtered out (Supplementary Fig. 13 and 
Supplementary Table 6).
Mapping. All reads from the compendium of libraries were mapped to the 
human reference genome build 38 (GCA_000001405.15). All paired-end  libraries 
were mapped using BWA-MEM (version 0.7.5a)34 and refined using Stampy  
(version 1.0.23)35, whereas mate-pair libraries were mapped entirely using Stampy. 
SAMtools (version 0.1.19)36 was used to process the alignment files and to remove 
duplicate reads.
Mapping-based variant calling. The Genome-Analysis-ToolKit (GATK) (version 
3.2-2)37 was used for variant calling from BAM files. Duplicate marking, base 
recalibration, and local indel realignment were performed on lane-level BAM files 
before merging BAM files by sample. We used HaplotypeCaller in the ERC mode 
to generate the genotype likelihoods for each individual. We combined all variation 
calls from the 150 individuals and performed joint genotyping. We recalibrated the 
SNPs and indels separately using the known variant files from GATK bundle 3.2. 
For SNP recalibration, we used hapmap_3.3, 1000G_omni2.5, and 1000G_phase1.
snps as the positive training and true data sets, and dbSNP_v141 as the known 
data set. For indel recalibration, we used Mills_and_1000G_gold_standard indels 
as the positive training and true data set, and dbSNP_v141 as the known data set. 
The metrics ‘DP’, ‘FS’, ‘ReadPosRankSum’, and ‘MQRankSum’ were used in the 
recalibration process. We decided on the recalibration threshold for both the SNPs 
and the indels as being 99.0.
De novo assembly. All 150 individuals were individually de novo assembled using 
the three assemblers SOAPdenovo2 (ref. 16), SGA17, and Allpaths-LG14. Each of 
the assemblers approaches the de novo assembly problem differently (SGA uses 
string graphs; SOAPdenovo2 and Allpaths-LG use different implementations of 
the de Bruijn graph).

For Allpaths-LG (version 51646)14, overlapping paired-end reads with an insert 
size of 180 nucleotides were added as fragment libraries, and all other libraries 
(> 180 nucleotide insert size) were added as jumping libraries. For one sample, a 
5 kb library was discarded as it was error prone and could not be processed by the 
Allpaths-LG PrepareAllPathsInputs.pl script. Allpaths-LG assemblies were run 
with default settings, except for ~ 45 samples that kept failing in a specific module 
(BuildUnipathLinkGraphsLG). These samples were run with the setting BULG_
TRANSITIVE_FILL_IN =  False. Tests were performed on different non-failing 
individuals to assess whether disabling the module would affect the assemblies, 

but no differences in the assemblies were observed. The SOAPdenovo2 (version 
r240) assembly of the 150 individuals was performed as done in ref. 2. For SGA 
(version 0.10.13) the 180 bp paired-end reads were initially collapsed using FLASH 
(version 1.2.11)38 to single-end reads and thereafter all libraries were processed 
using the SGA pipeline. Filter was run with –kmer-threshold 2, FM-merge with 
-m 75, overlap with -m 77, and assemble using -m 77 -d 0.4 -g 0.1 -r 10. Thereafter, 
contigs were scaffolded iteratively beginning with the smallest library. Scaffolding 
was performed by mapping with BWA-MEM (version 0.7.12), calculating astat and 
bam2de, and finally using the scaffold command in SGA.
Assembly-based variant calling. We applied the LAST aligner (version 1.1.0)39 
to align the scaffolds to the human reference genome. Split alignment was per-
formed to allow for the existence of genome rearrangements. The misalignment 
probabilities were computed to provide Phred-scaled confidence measures of the 
correctness of genome-scale and base-scale alignments. In the final assembly- 
versus-assembly alignments, every non-overlapping DNA piece of the scaffold 
was anchored to a unique position in the reference, and we only kept alignments 
with misalignment probabilities < 0.01. Candidate variants were called using the 
module A in AsmVar (version 1.0.0)18, which detects and characterizes structural 
variants from the alignments.
Variant integration and genotyping. Variants from mapping-based and 
 assembly-based calling were then integrated and genotyped using BayesTyper 0.9 
(J.A.S. et al., manuscript in preparation) on the basis of sample k-mer counts and 
candidate variants from the two call-sets as input. More specifically, the sample 
input was obtained by counting the number of occurrences of all 55-mers in the 
cleaned sequencing data for each individual using KMC2 (version 2.2.0)40 with 
removal of singleton k-mers enabled. The candidate variants were first filtered by 
selecting the 99.9 sensitivity tranche of GATK calls and by selecting only non-SNV 
AsmVar variants that passed the AGE realignment step. The filtered set of variants 
was then normalized using bcftools norm (version 1.3.1)41 and finally merged 
using the combine tool from the BayesTyper package. Joint genotyping using the 
BayesTyper was done in 10 batches of 15 individuals (five parent–offspring trios 
in each) with the complete variant set from all 150 samples provided as input to 
each run; all arguments were set to their default values. If not stated otherwise,  
all post-processing was done using tools and scripts that were part of the 
BayesTyper package and available at https://github.com/bioinformatics- 
centre/BayesTyper.

The genotype calls from the 10 batches were combined to create a joint call-set 
containing the genotypes of all 150 individuals. An allele was classified as called if 
at least one sample had an allele call posterior greater than or equal to 0.9.

The call-set was further post-processed using sample genotype filters, which 
were used to handle errors arising from data properties not completely accounted 
for by the model. In this study, a genotyped allele in a sample was filtered if it was 
covered by fewer than three observed, informative k-mers. We further  filtered 
homopolymer alternative alleles (across all samples) if they were located in a 
homopolymer in the reference sequence longer than 15 nucleotides and if they 
differed only by a single nucleotide in length from another allele. Finally,  variants 
for which the observed number of heterozygotes deviated markedly from the 
expectation under Hardy–Weinberg equilibrium were filtered by removing  variants 
for which the value | 1 −  number of observed heterozygotes/number of expected 
heterozygotes|  was larger than 0.8. The filter thresholds were  determined empiri-
cally by comparing the number of filtered alleles (sensitivity) with the  fraction of 
called annotated alleles. Allele call probabilities were re- estimated after filtering 
using only the unfiltered sample alleles.
Variant annotation. Each alternative allele was classified as SNV, deletion, 
 insertion, inversion, or complex. Inversions were defined as alternative alleles of 
equal length to the reference allele, which were at least ten nucleotides long and 
matching the reverse complement of the reference allele with no more than 5% 
mismatches. Any variant allele that did not fall into the SNV, deletion, insertion, 
or inversion categories was labelled as complex.

Each alternative allele in the call-set was annotated using dbSNP142 (dbSNP) 
and the structural variants from the 1000 Genomes Project phase 3 (1KGSV). 
Both sets of annotated variants were first normalized using bcftools (version 
1.2.1) norm41. Mitochondrial mobile insertions without sequence content were 
removed from the 1KGSV set before normalization. A custom annotation tool was 
developed to allow annotation of all variant types (including structural variants) 
on the basis of sequence overlap. A variant allele was defined as annotated if it 
matched another variant allele within a window extending three variant lengths 
up- and downstream of the variant start and end positions, respectively. A match 
was defined as two variant alleles for which 1 −  (edref +  edalt)/(max(lengthref1, 
 lengthref2) +  max(lengthalt1, lengthalt2)) >  0.5, where ed is the edit distance between 
either the two reference (ref) or two variant (alt) alleles computed using EdLib in 
Needleman–Wunsch mode42. All alleles that could not be annotated were classified 
as novel. The same annotation routine was also used to identify redundant variants 
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by annotating the call-set against itself, but using a window extending only one 
variant length in each direction and requiring a match score > 0.9.

Insertions and deletions were further classified on the basis of repeat content 
using RepeatMasker. Specifically, the variant sequences (alternative allele sequence 
for insertions and reference sequence for deletions) were provided as input to 
RepeatMasker (version 4.0.6) using dfam43 (version 2.0 running HMMER version 
3.1b2). A variant was classified as belonging to a certain repeat class if the repeat 
covered at least 90% of the variant sequence and to be repetitive if the union of 
sequence intervals covered by repeats covered at least 90% of the sequence.
Validation. To validate the structural variants in the integrated BayesTyper call-set, 
insertions and deletions that were called as bi-allelic, that contained no ambiguous 
bases, had no overlap with any other variants, and that were amenable to PCR 
amplification were selected. For all such variants, a random, heterozygotic sample 
(with genotype posterior probability >  0.9) was chosen among the 29 trios picked 
for validation. Primers were then designed for all variants passing this step, and 
variants for which no primers could be designed were discarded. To create a rep-
resentative validation set, the variants passing the above criteria were first divided 
into insertions and deletions. These were then further divided into five different 
length bins (< 5, 6–19, 20–49, 50–99, ≥ 100) and again into rare and common, with 
rare alleles defined as having an estimated allele count lower than or equal to 15 
(5%). Finally, 10 variants were randomly selected from each bin, providing a total 
of 200 variants for validation.

Validation was performed by sequencing five cloned PCR products for each 
variant. For each clone, the forward and reverse sequencing reads were trimmed 
and a consensus sequence assembled using SeqTrace44 (version 0.9.0) with default 
parameters; reads for which no consensus sequence could be assembled were 
 discarded. Consensus sequences were aligned to both the reference and alternative 
alleles including flanks using needle45 with default parameters. A clone was then 
assigned to an allele if the alignment contained no gaps; clones that could not be 
assigned to either of the alleles were labelled as invalid. Alignments for all invalid 
clones were subsequently inspected manually and alleles assigned where possible. 
The PCR products for all variants longer than 50 nucleotides were also run on a 
gel and the fragment lengths for each band estimated using GelAnalyzer (version 
2010a). An allele was considered validated if it was observed in either the cloning 
and sequencing-based approach or if its expected size matched that of a band on 
the gel. The validation rate was computed by dividing the number of alternative 
alleles that validated by the number of variants for which either the reference or 
the alternative allele was observed.

We note that the selection of variants for validation was performed on a call-set 
that was generated using an earlier version of BayesTyper (version 0.8) and a more 
permissive set of filters. The results shown in Supplementary Fig. 3 were obtained 
by computing accuracies for the validation variants for the current version of the 
call-set, which was based on BayesTyper version 0.9 and more stringent filters. 
We emphasize that, to avoid overfitting to the validation data, these data were not 
used for deciding any specific changes made to the new version of BayesTyper or 
for selecting the filter settings.
Re-genotyping NA12878 using the GenomeDenmark call-set. The 50×  
paired-end and PCR-free Illumina sequencing data for the trio composed of the 
 individuals NA12891 (father), NA12892 (mother), and daughter (NA12878) were 
obtained from the European Nucleotide Archive (accession number ERP001960). 
The data were generated as part of the Illumina Platinum Genomes project46, but 
the data for individual NA12878 were also used to generate the 1000 Genomes 
Project structural variant calls7. The sample input to BayesTyper was obtained 
by counting the occurrences of all 55-mers in the sequencing data from the three 
individuals using KMC2 with counting of singletons enabled. The variation 
base for genotyping was obtaining by combining unfiltered calls from GATK 
HaplotypeCaller, Platypus, and FreeBayes for the three individuals obtained from 
the Illumina Platinum Genomes project (M. Erbele, personal communication, 
2016) with the GenomeDenmark call-set and the 1000 Genomes Project structural 
variant set using the combine function in the BayesTyper package. BayesTyper 
(version 0.9) was provided with k-mer count tables from the three individuals 
and the combined set of input variants and then run with default parameters. The 
output was post-processed as described for the main GenomeDenmark call-set 
above, but omitting the inbreeding filter owing to the low number of samples. 
Again, the variants were annotated with variants from dbSNP142 (dbSNP) and 
structural variants from the 1000 Genomes Project phase 3 (1KGSV).
Calling of PTVs. We used the same pipeline and filters as described in the ExAC 
study21. We used VEP and LOFTEE, and focused on putative protein-truncating 
(frameshift, splice donor, splice acceptor, and stop-gained) variants. On top of the 
stringent filters applied by LOFTEE, we also used the trio information to filter all 
loci showing Mendelian errors, resulting in 1,495 bi-allelic PTVs (Supplementary 
Table 7). For comparison, we used the ExAC released data version 0.3.1 (ExAC.
r0.3.1.sites.vep.table.gz).

Phasing. We pre-processed the data by setting the trio genotypes with Mendelian 
error rate as missing and filtered the variants with less than 95% genotyping 
rate. We subsequently applied Shapeit2 (version 2.r720) to integrate the family 
 relatedness, read linkage, and the linkage disequilibrium information to phase the 
variations with parameters –assemble, –duo hmm, and –input-map. The genetic 
map that we used was lifted-over from the b37 version (http://www.shapeit.fr/files/
genetic_map_b37.tar.gz) using the University of California, Santa Cruz (UCSC) 
lift-over script (http://hgdownload.cse.ucsc.edu/admin/exe/linux.x86_64/liftOver) 
and the hg19ToHg38.over.chain.gz file from UCSC.

After lifting over, we removed all the variants that (1) displayed allele changes, 
or (2) mapped to more than one location, or (3) had lifted coordinates reversed.

In addition, because the genetic distance changes as the physical distance 
changes, we recalibrated the genetic distance in the GRCh37 genetic map using 
the formula m(i) =  [p(i) −  p(i −  1)] ×  r(i −  1) +  m(i −  1), where m is the genetic 
distance, p the physical position, and r the recombination rate. Our implementa-
tions of the genetic map adopted the approach in the lift-over documentation from 
the HapMap project (ftp://ftp.ebi.edu.au/pub/software/ensembl/encode/users/
anshul/temp/chromatinVariation/rawdata/phasing/geneticMaps/README.txt).
Imputation. We imputed into the GOYA cohort data set27 after lifting over the 
genotype data to GRCh38 using the ENSEMBL assembly converter. This data 
set contains 5,222 individuals and 514,705 single nucleotide polymorphisms. 
The imputation was performed using IMPUTE2 (version 2.3.1) with the lifted- 
over 1KGP PhaseI and PhaseIII reference panels, the DanishPanGenome  
reference panel, and the merged panels using the merge option from IMPUTE2. 
Imputed variants were filtered on the info score generated by IMPUTE2 with a  
threshold of 0.882. This threshold corresponds to an R2 of 0.8 defined in ref. 47 
as a quality cutoff. The R2 score presented in Extended Data Fig. 7 was computed 
by IMPUTE2.
De novo mutation and SNV calling. We used the approach from our previous 
study2 with the following filtering criteria: GQ ≥  80 (for the homozygote filter) 
and GQ ≥  250 (heterozygote filter); DP ∈  [20;150] (for both the homozygote and 
heterozygote filter); AD2 =  4 (for the homozygote filter); allele balance ∈  [0.3; 1] 
(Supplementary Fig. 14). We also required that the new allele should be seen on 
both strands.
Parent of origin assignment of de novo mutations. For each variant, X, we 
used o(X) to denote the parental origin of the alternative allele. The reads might 
have provided conflicting evidence, so to find the most likely parental origin 
we  calculated a likelihood ratio comparing how likely it was that the alternative 
allele was on the paternal chromosome (o(X) =  1) with how likely it was that the 
 alternative allele was on the maternal chromosome (o(X) =  0):

∏
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If LRX is above 1 it indicates that the alternative allele of variant X is on the 
 paternal chromosome, and if LRX is below 1 it indicates that it is on the maternal 
 chromosome. The data that are informative about the parent of origin are the reads 
that cover both X and Y:
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The probability that a read supports the true phasing is 1 if the read is mapped 
correctly and ½ if the read is not mapped correctly. We calculated the conditional 
probability of the read as 
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where P(rXY correct) is the probability that rXY is mapped correctly (estimated 
from the phred score in the BAM file) and the values of i and j is either ‘ref ’ or ‘alt’ 
depending on whether the read contained the reference allele or the alternative 
allele at position X and Y. For inherited variants where the parental origin could 
be assigned by just looking at the genotypes of the family members, P(o(Y) =  1) 
was calculated using the Phred-scaled genotype probabilities of the three family 
members. If the parent of origin of variant Y was assigned using read information, 
we calculated P(o(Y) = 1) from the estimated LR: P(o(Y) =  1) =  LRY/(LRY + 1). 
The assignment of parental origin was performed iteratively until no additional 
variants could be assigned.
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MHC region analysis. Haplotypes of the whole MHC region were constructed 
using Allpaths-LG scaffolds as the starting point including variants in the fastG 
version of the scaffolds. Scaffolds aligning to the MHC region in alignment blocks 
of at least 50 kb were extracted from the assembly graphs. Strand information and 
median starting points of alignment blocks were used to determine orientation and 
order of scaffolds to concatenate scaffolds into full-length MHC scaffolds. Scaffolds 
were trimmed to 1 Mb telomeric of HLA-F and 1 kb centromeric of KIFC1, deter-
mined in each case by BLAST48 (blastn, version 2.4.0) of the gene sequences to 
the MHC scaffolds. Positions of variant sites from the graph were determined 
within the trio by exact matching 40 bp upstream of each variant. Variants were 
then phased by transmission. Consensus sequences were created for each parent–
offspring haplotype using global alignment between all pairwise sets of phased 
variants. Haplotypes were refined by first mapping reads to the four haplotypes 
within each trio using BWA-MEM (version 0.7.5a)34, then calling variants with 
Platypus (version 0.7.9.1)49, and finally phasing variants that passed quality control 
by determining the parent of origin of alternative alleles (see above). Gaps in the 
haplotypes were closed using the GapCloser module from SOAPdenovo2 through 
five iterations of adding one read library at a time. After gap closing, all transmitted 
haplotypes were submitted to remapping, variant calling, and phasing as described 
above. Variant positions in non-transmitted haplotypes were mapped by pairwise 
alignment to the transmitted haplotypes.

All transmitted haplotypes were aligned to GRCh38 using LAST (version 1.02) 
aligner39. The AsmVar pipeline was used to create a candidate set of genotypes 
from the two haplotypes from each individual. BayesTyper was used to call variants 
from the candidate set of variants, and phasing was restored by using the allele call 
origin INFO field from AsmVar and removing any variants discordant in respect 
of phasing and allele call origin. To assess the amount of novel sequence found 
in the MHC region compared with the reference genome GRCh38 and IMGT/
HLA database, we used a k-mer-based approach to detect novel segments. First, a 
database of all k-mers (k =  31) found in the reference and IMGT/HLA databases 
was constructed. Then, for each haplotype, we compared the k-mers from that 
haplotype with the database and kept k-mers not found in the database. We then 
concatenated all adjacent k-mers to form segments.

To assess the novelty of the sequences, we used RepeatMasker46 to all segments 
and performed a blastn (version 2.2.26)48 search against the reference genome 
(GRCh38) including the alternative MHC haplotypes. Conditioning on full query 
coverage and an identity of at least 98%, we estimated an upper bound for potential 
non-MHC chimaeric scaffold sequences. We here determine novel MHC sequences 
as those having no hits, having best hits in the MHC region, or having less than 98% 
identity in non-MHC parts of the genome. It should be noted that variants falling 
within distance k =  31 of each other will be detected here as one novel segment 
instead of two separate events. Highlighting two segments of 3 kb and 6.2 kb that 
were seen in 23 and 16 haplotypes, respectively, we used BLAST (version 2.2.26) to 
determine the fraction of individual de novo assemblies carrying these. We blasted 
against the scaffolds from the de novo assembly of each of the 150 individuals, as we 
might have missed the fragments in the initial construction of the haplotypes if they 
were part of scaffolds smaller than 50 kb and to find the fragments in individuals 
in which we did not construct full MHC haplotypes. Validation was performed as 
for the BayesTyper variants, for 66 regions including 202 variants.
Y-chromosome analysis. From de novo assemblies, scaffolds aligning to the 
Y chromosome from the reference (GRCh38) and the LAST (version 1.1.0)49 
 alignments were extracted. Only scaffolds where the majority of the bases mapped 
to the Y chromosome with a length > 1,000 nucleotides were chosen, to avoid 
scaffolds that mapped too ambiguously. The gap in the scaffolds was closed with a 
module from SOAPdenovo called GapCloser (version 1.12)16 and repeat regions 
were found using RepeatMasker (version 3.3.0)50.

Concordance between father and son was estimated by aligning scaffolds using 
MAFFT (version 7.245)51 and removing RepeatMasked regions and those 50 bp 
around alignment gaps. GATK, AsmVar, and BayesTyper were used to identify 
structural variation18. Variants that were not recurrent (only variable in one  
haplogroup) were kept for further analysis. Haplotypes were assigned with respect 
to a minimal list of SNPs52.

The SNVs called using GATK above were used to construct the neighbour- 
joining tree. The SNVs were required to have a filter status of PASS, not be 
 recurrent, and needed to be in the X-degenerate region. The neighbour-joining 
tree was constructed using MEGA6 (ref. 53) using the number of substitutions as 
the model and pairwise deletion as missing data treatment. It was run with 500 
bootstrap replicates.

Estimates of the Y-chromosomal substitution rate for complex variation were 
made on the basis of calibrating our mutation rate of SNVs in X-degenerate regions 
with the estimate used in ref. 54. Validation was performed on 44 indel variants.
Genome graph implementation. The genome graph is a directed graph consisting 
of nodes that represent haploid genotypes and edges between pairs of nodes, which 

indicate genomic adjacency between the genotypes and are annotated with the 
probability of occurrence of the genotype given its predecessor. This principle is 
extended into a hypergraph where a hyper-edge may include several consecutive 
predecessor nodes as well as the successor node. A probability associated with such 
a hyper-edge reflects the chance of observing the successor node given the specified 
sequence of predecessor nodes. Tracing a path through the graph corresponds to a 
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from frequencies of observed genotypes in the 100 parents. If the probability  
estimate for a hyper-edge is less than 5/100, then it is effectively given  probability 
zero to avoid including individual-specific haplotypes that could in principle 
be used for identification of individuals. The sampling procedure proceeds by 
sampling consecutive genotypes where the sampling probability is based on the 
proceeding sampled genotypes. Generally, the probability-associated largest hyper-
edge containing the successor genotype is preferentially used in sampling, but 
with exponentially decreasing probability a smaller hyper-edge is used instead. 
This is done to alleviate potential frequency bias introduced by exclusion of rare 
haplotypes with a support of fewer than five individuals. The sampled haplotypes 
are finally stored in a phased VCF file, which includes a subset of variants that 
is compatible with the condition of excluding rare haplotypes described above. 
The individuals in the resulting VCF are not real individuals, but hypothetical 
individuals having haplotype frequencies similar the original 100 parents. The 
genome graph was produced from the phased BayesTyper calls. Pairs of haplo-
types were sampled for each 1,000 hypothetical individuals representative of the 
original 100 parents. Each of the 22 autosomes was processed individually into 
phased graphs using the vgtool software (https://github.com/Johanvb/VGTool) 
with default settings.
Data availability. Individual sequence data, alignment based assemblies and the 
complete variant call-set in the form of a phased VCF file have been deposited at the 
European Genome-phenome Archive under accession number EGAS00001002108 
(https://ega-archive.org/studies/EGAS00001002108). The individual de novo 
assemblies and MHC haplotypes can be accessed through agreement with the 
corresponding authors. A population aggregate of the variants has been deposited 
at the European Variation Archive under accession  number PRJEB19794. The full 
variant call-set can also be freely used for imputation through the International 
Haplotype Reference Consortium. For unrestricted use, we have released a fully 
phased VCF file which is randomly sampled from a  probabilistic graph-based 
data representation retaining most of the linkage  disequilibrium  structure (see 
Supplementary Fig. 9), while respecting donor consent.
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Extended Data Figure 1 | The scaffold break rate and the coverage.  
a, The proportion of the genome covered by the 100 largest scaffolds for 
the 150 assemblies. For comparison, the break rates of the assembly from 
Fig. 1, a published long-read assembly (PMID), and other published 
assemblies are shown below the distribution. b, The proportion of the 100 

largest scaffolds that break when mapped against GHRC38 for the 150 
assemblies. For comparison, the break rates of the assembly from Fig. 1, 
a published long-read assembly (BioNano–PacBio), and other published 
assemblies are shown below the distribution.
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Extended Data Figure 2 | Quality and coverage of the long-read 
assembly BioNano–PacBio and the haploid mole. a, As in Fig. 1, 
the scaffolds that map to each chromosome, coloured by their rank in 
length, are shown. Regions not covered by any scaffolds in any of the 

150 assemblies (thin blue line) are also seen to be problematic for this 
assembly. Compared with Fig. 1, many large assembly gaps in other 
regions are evident. b, Mapping of scaffolds for the haploid mole.

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.



LetterreSeArCH

Total N Bases

F
re

qu
en

cy

1e+08 2e+08 3e+08 4e+08 5e+08 6e+08

0
5

10
15

20
25 BioNano−PacBio

a

Gap Size (log10)

F
re

qu
en

cy

0
50

00
10

00
0

15
00

0
20

00
0

25
00

0
30

00
0

1 2 3 4 5 6 7 8

DanishAllpaths−LG

b

Gap Size (log10)

F
re

qu
en

cy

0
10

0
20

0
30

0
40

0
50

0
60

0

1 2 3 4 5 6 7 8

BioNano−PacBio

c

Extended Data Figure 3 | Comparison of assembly statics with 150 
assemblies and BioNano–PacBio assembly. a, Comparison of the total 
N bases for the 150 GenomeDenmark Allpaths-LG assemblies and the 

BioNano–PacBio assembly. b, The average gap size distribution for 150 
GenomeDenmark Allpaths-LG assemblies. Error bars, s.d. over genomes. 
c, The gap size distribution for the BioNano–PacBio assembly.
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Extended Data Figure 4 | Comparison of assembly statistics for three 
different methods. a, Comparison of the scaffold N10–N90 for Danish 
individuals by three assemblers (Allpaths-LG, SGA, and SOAPdenovo2). 
b, Comparison of the scaftig N10–N90. Scaftig refers to contigs within 
scaffold without missing sequence. After sorting the scaffold/scaftigs in 

descending order on the basis of length, N10–N90 refers to the minimum 
length that the assembled sequences with length equal to and above 
that constitute 10–90% of the total scaffold size. Error bars, s.d. over all 
genomes.
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Extended Data Figure 5 | Trio transmission validation and variant size 
spectra. a, Trio concordance (1 −  Mendelian error rate) for the 50 trios for 
each variant type, where ‘Multi’ refers to multi-allelic variants and ‘Nested’ 
refers to variants nested within a structural variant. b, Trio concordance 
as a function of structural variant length for bi-allelic insertions and 

deletions, and conditioned on whether the variant is repetitive or not.  
c, Extended variant size spectrum for insertions and deletions of all called 
and novel insertions and deletions. d, Variant size spectrum showing the 
contribution of mapping-based and assembly-based callers to the set of 
called variant insertions and deletions.
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Extended Data Figure 6 | Novel GenomeDenmark variants in NA12878. 
BayesTyper was used to genotype NA12878 on the basis of 50×  Illumina 
sequencing data and a set of candidate variants was obtained by merging 
variant calls from GATK HaplotypeCaller, Platypus, and FreeBayes with 
variants from the GenomeDenmark panel and 1000 Genomes Project 
structural variants. a, Bar widths indicate the number of variants called for 
each variant class and the proportion of blue colour indicates the fraction 
of variants that originated from novel GenomeDenmark calls on a linear 
scale. b, The length distribution of the called insertion and deletion alleles 

is symmetrical. Note that insertions with ambiguous bases originating 
from inter-scaffold gaps were included although their size estimate was 
associated with some uncertainty. c, The proportion of variants that are 
novel as a function of their size. d, Trio concordance (1 −  Mendelian 
error rate) for each variant allele class, where ‘Multi’ refers to multi-allelic 
variants and ‘Nested’ refers to variants nested within a structural variant. 
e, Trio concordance as a function of variant allele length for bi-allelic 
insertions and deletions.
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Extended Data Figure 7 | Tagability of GenomeDenmark variants. 
The cumulative proportion of structural variants (y axis) in R2 linkage 
disequilibrium (LD) (x axis) with a single nucleotide variant. Linkage 
disequilibrium of structural variants is divided into (a) deletions, 
insertions, and complex variants on the basis of the human reference 

genome, into (b) small (< 10 bp), medium (10–50 bp), and large (> 50 bp) 
structural variants, and into (c) different repeat types. For each structural 
variant, the maximal R2 to an SNV was identified on the basis of linkage 
disequilibrium calculations using plink version 1.9 for all autosomes with 
a window size of 250 kb and 1,000 variants.
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Extended Data Figure 8 | GWAS tagability. a, Proportions of exonic, 
intronic, and intergenic structural variants that are strongly in linkage 
disequilibrium with the GWAS SNPs for different functional categories 
of GWAS SNPs. Intergenic GWAS variants are often most strongly in 
linkage disequilibrium with intergenic structural variants, and intronic 
GWAS variants are more in linkage disequilibrium with intronic structural 
variants, but also relatively more often in linkage disequilibrium with 
exonic structural variants. A total of 954 of the structural variants are 
exonic and 38 of these are larger than 50 base pairs. b, Maximal linkage 
disequilibrium measured as the R2 correlation between a given GWAS SNP 

and structural variant is shown cumulatively for decreasing proportions of 
28K GWAS SNPs with a P value of at most 5 ×  10−8 extracted from gwasdb 
(http://jjwanglab.org/gwasdb). The linkage disequilibrium is generally 
much higher for GWAS variants than it is for all SNP variants. Differences 
may also be observed with respect to the type of structural variant most 
strongly in linkage disequilibrium with a GWAS SNP. GWAS variants 
in linkage disequilibrium with large structural variants are often in 
stronger linkage disequilibrium than smaller structural variants. A similar 
observation can be made for complex structural variants.

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.
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Extended Data Figure 9 | Summary of the results of the imputation on 
clinical data. The GOYA genotype array data set after passing the quality 
control contains 5,222 individuals and 514,705 SNPs. a, The number of 
additional variants imputed with our GenomeDenmark (GDK) call-set 
every 2,000 kb. These variants are imputed with the merged panel of the 
1000 Genomes Project reference panels (1KG) and GenomeDenmark, but 
are not imputed with the 1000 Genomes Project alone. In green are the 
regions where the percentage of unknown bases on the reference genome 
is higher than 15% (> 15% ‘N’). b, Median quality (R2) of the imputation 

per minor allele frequency, with the three reference panels. c, The number 
of variants imputed and filtered (information score above 0.882) selected 
variants, and the percentage of insertion or deletions (indels), for our new 
reference panel (GenomeDenmark), the 1000 Genomes Project reference 
panel (1000 Genomes Project), the two panels merged (GenomeDenmark 
plus 1000 Genomes Project), and the additional variants imputed by 
GenomeDenmark; see a for explanations (GenomeDenmark plus 1000 
Genomes Project due to GenomeDenmark).
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Extended Data Figure 10 | Association mapping using the 
GenomeDenmark call-set. Association of SNV and structural variants in 
the FTO region of the GOYA data set known to be associated with obesity. 
The origin of the marker is either from the 1000 Genomes Project (blue) 

or the GenomeDenmark (yellow) variant call-set. The GenomeDenmark 
SNVs are also known from the 1000 Genomes Project. Red stars show 
structural variation from GenomeDenmark; among these is one marker of 
high association close to rs9939609.

© 2017 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.
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genome (Supplementary figure 1). Blasting of the HHV6b genome against these 24 

assemblies revealed that a single scaffold from each individual aligned with the HHV6b 25 

reference genome and showed complete assembly of the viral genome (Supplementary 26 
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Supplementary figure 1: Number of reads mapped to viral genomes. 29 
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Supplementary figure 2: Dot plot of two scaffolds vs HHV6b reference genome. 32 
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Supplementary figure 3: BayesTyper validation rates. (a) Validation rates for 42 

insertions (red) and deletions (blue) as a function of the allele length. (b) The number of 43 

variants that were used to calculate the rates shown in (a). (c) Validation rates for 44 

insertions that both have a low allele frequency (allele count <= 15) and are repetitive 45 

(triangles), and complementary set of variants (circles). (d) The number of variants that 46 

were used to calculate the rates shown in (c). 47 
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Supplementary figure 4: Variant allele redundancy. Variant alleles were labeled as 54 

redundant if another variant allele with similarity above 90% was found within a 55 

window extending one variant length up- and downstream of variant start and end, 56 

respectively. (a) Percentage of non-redundant variant alleles for each variant allele class 57 

and (e) as a function of variant allele length for insertions and deletions. 58 
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Supplementary figure 5: Protein truncating variants (PTV). (a) The number of 64 

heterozygous and homozygous PTVs found in each of the 50 children. Each variant is 65 

colour coded by type of mutation, showing SNPs (purple) accounting for 41% of LOF 66 

variants and indels (blue, red) account for 59%. On average each individual carries 68 67 

homozygotic LOF variants. (b) Same variants as in a, but subdivided into categories 68 

based on type of PTV. 69 

  70 



 71 

72 
 73 
Supplementary figure 6: PTV length. Indels account for a substantial amount of the 74 

PTVs. A majority of the indels are small and we possibly miss some long insertions 75 

(cause unknown). 76 
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Supplementary figure 7: Size distribution of de novo indels. The size distribution of 83 

the identified de novo indels as estimated by comparison with GRCh38. 84 
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Supplementary figure 8: Number of scaffolds aligning to the MHC. Frequency 92 

distribution of the number of scaffolds aligning to the MHC region (pgf) or any of the 93 

alternative reference haplotypes (apd, cox, dbb, mann, mcf, qbl, ssto) in alignment 94 

blocks of at least 50 kb. 95 
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Supplementary figure 9: Comparison of the original and publicly available Danish 113 

pan genome. (a) Comparison of the correlation of minor allele frequency of the 7,500 114 

first variants from chromosome 9 between the 150 real individuals and 150 individuals 115 

sampled from the genome-graph. (b) Comparison of the R-squared measure of linkage 116 

disequilibrium between pairs of variants in the real individuals versus the sampled for 117 

all pairs with an R-squared value above 0.2 within a sliding window of eight variants. 118 

Variant-pairs are represented as a dot which is colored and size-scaled by their 119 

proximity stratum (number of in-between variants) ranging from proximal (red/small) 120 

to distal (green/large). For each proximity stratum, a linear model is fitted and shown as 121 

a line of corresponding color, demonstrating a slight deterioration of the correlation as a 122 

function of variant pair proximity. The dotted line show the linear model fitted for all 123 

pairs regardless of distance. 124 
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Supplementary figure 10. Ambiguous nucleotide distribution. (a) Fraction of 130 

candidate and called insertions with ambiguous nucleotides in the alternative allele. (b) 131 

Fraction of candidate and called complex alleles with ambiguous nucleotides in the 132 

alternative allele. Only insertions and complex alleles had ambiguous nucleotides. 133 
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Supplementary figure 10: PCA plot of the two first principle components of the 138 

analysis conducted using SNPRelate. Black circles refer to Danish, red circles to German, 139 

blue circles to Norwegians and green circles to Swedish reference samples, while filled 140 

dots are the 120 parents of the 60 trios of this study. 141 

 142 



 143 
Supplementary figure 11: The Principle Component Analysis of the 100 unrelated 144 

parents of the 50 trios. The first four PC’s are plotted against each other in the panels 145 

below the diagonal and the distribution of samples on the PCs are shown on the 146 

diagonal. The PCA was conducted using SNPrelate and 76,991 bi-allelic SNVs retained 147 

after LD pruning (using a threshold of r2 = 0.0625), filtering for minor allele frequency ≥ 148 

0.05 and missing data ≤ 0.005 of the total BayesTyper call set. Inner and outer ellipsoids 149 

equal 95% and 99% confidence limit of the t-distribution of pairwise PC’s estimated 150 

using the R-package ellipse. PCA identified two outliers among the 100 unrelated 151 

parents possibly related to sequence quality. 152 
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Supplementary figure 12: Sequencing depth.  The sequencing depth for each type of 158 

insert size library over the 150 individuals after cleaning.  159 
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 168 
Supplementary figure 13: Allele balance for de novo SNVs (left) and indels (right). We 169 

used a cutoff of 0.3 to discriminate between somatic and germline mutations. 170 
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1. Description of the model 
1.1. Motivation for making the model 
In the recent years many methods for identifying introgressing archaic haplotypes in modern humans has 
been developed (PRUFER et al. 2014; SANKARARAMAN et al. 2014; SEGUIN-ORLANDO et al. 2014; VERNOT and AKEY 
2014). However these methods relies on using the high coverage archaic genomes (MEYER et al. 2012; 
PRUFER et al. 2014) and some also use scoring scheme for identifying segments that assume some known 
demography (PLAGNOL and WALL 2006).  

While having an archaic genome does improve power to detect introgressing segments it might also 
introduce bias if the introgressing population is very different from the population from which the archaic 
reference genome came. It is estimated that the introgressing Neandertal population diverged from the 
Altai Neandertal around 77,000-114,000 (PRUFER et al. 2014) years ago and that the introgressing Denisova 
population split from the Altai Denisova around 276,000-403,000 years ago (PRUFER et al. 2014) 

Here we construct a method that does not need an archaic reference genome or extensive simulations for 
making a scoring scheme.  

1.2. Illustration of the model 
The model we came up with was a hidden Markov model (HMM) that shares some features with the 
models previously described. The model uses un-phased genotype data and to illustrate it we consider the 
case of archaic introgression into non-Africans. 

The first assumption we make is that archaic admixture happens to a very low extend in the Africans and 
therefore we can use these as an out group with no archaic admixture see Figure 1 panel a. If we look at a 
given Non-African individual and remove all variation that are present in Africa, this should remove all 
variants that occurred in the ancestral population of Non-Africans and Africans and thus only variants 
private to that individual remain – See Figure 1 panel b. These variants can either have occurred on the 
branch starting from the split of the Non-Africans and Africans or if they are introgressed they could have 
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occurred on the archaic branch. Because the introgressing segments have had longer time to accumulate 
variants they have a higher variant density then segments coming from the human branch. 

 

 

Figure 1. The phylogenetic relationship between Africans, Non-Africans and archaic humans are shown along with two segments – 
one of Archaic origin and one of modern human origin. Circles are variants. Panel a shows the segments without removing variants 
that are found in Africa and panel b shows the segments are removing variants found in Africa. 

 

The idea is to bin the genome in 1000 bp windows, which is done for computational time reasons but any 
window size can be chosen. For each bin we count how many derived private variants we observe in a given 
Non-African individual – see Figure 1, panel a.  

We can now construct a HMM with n hidden states. We will describe a model with two states, 
corresponding to archaic admixture into humans. One state will be the human state and this state has a 
relatively low probability of emitting private variants –see Figure 2 panel c. The other state will be the 
archaic introgressing state, which has a relatively higher probability of emitting private variants – See Figure 
2 panel c. The emission probability, is the probability of observing x private mutations in this window and 
we model this as a Poisson distribution with mean: 

𝜆𝜆𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 𝜇𝜇 ∙ 𝐿𝐿 ∙ 𝑇𝑇 

Where 𝜇𝜇 is the mutation rate per base-pair per generation, 𝐿𝐿 is the number of called bases in our window 
and 𝑇𝑇 is the divergence time with the chosen outgroup in generations. For each window in the genome we 
can use the same value of 𝜇𝜇 or estimate it for each region. We estimate the mutation rate in each window 
for training and decoding.  

We also specify a transition matrix with probabilities of moving between the different states – See Figure 2 
panel b. We now initialize the parameters with some sensible values and train the model on the data using 
the Baum Welch algorithm to avoid relying on demographic assumptions.  

After training the model we obtain a set of parameters that maximizes the likelihood of the model. A 
feature of this model is that the parameters actually have a biological meaning. 
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The transition parameters will tell us something about the time of admixture. The higher probability of 
staying in the Archaic state (t22 see Figure 2 panel b) the longer the segments will be. This allows us to 
estimate time of admixture because recombination will break down segments at a certain rate.  

The emission parameters will be informative of the time the introgressing segments have had to 
accumulate mutations. This is close to the coalescence time of the segments with a segment from the 
outgroup.  

Figure 2. Overview of the Hidden Markov Model. a) The genome of a Non-African individual is shown and the number of private 
variants in each 1000 bp window are shown above. The goal of the model is to identify regions with high variant density as archaic. 
b) The transition probabilities for the HMM are shown. c) The emission probabilities for observing a given number of variants for the
two states are shown. Note that the transition parameters and emission probabilities are just chosen to illustrate the point.

The model can consists of any number of states, all with different emission probabilities and different 
relationships between the states.  
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1.3. Models used 
Throughout the project we are training and decoding the data using 5 different models.  

Model0, Model1, Model1c, Model2d and Model2c.  

The models with no introgression or one introgression event are illustrated below in Figure 3.

 

Figure 3. The number of states and how they are allowed to transition to one another. Grey states are state 1 corresponding to the 
human state and blue states are state 2 corresponding to the Denisova state.  The starting emission values and the transition matrix 
are also shown for each model. Note that model1c is constrained in what transition parameters it can have base on the admixture 
time 𝑡𝑡1 and the admixture proportion which is 𝑎𝑎1. Model1c has the same starting parameters as model1. 

Model0 will serve as a null-model without any introgression, while model1 will identify the introgressing 
segments and model1c will also find introgressing segment but with some constraints on the transition 
probabilities. In order to detect early hominin introgression into Denisova we constructed models with 
three states as are illustrated below in Figure 4: 

 

Figure 4. The number of states and how they are allowed to transition to one another. Grey states are state 1 corresponding to the 
human state and blue states are state 2 corresponding to the Denisova state and orange states are state 3 which corresponds to the 
early hominin state.  The starting emission values and the transition matrix are also shown for each model. Note that model2c is 
constrained in what transition parameters it can have based on the admixture times 𝑡𝑡1 and 𝑡𝑡2 and the admixture proportions which 
are 𝑎𝑎1 and 𝑎𝑎2. Model2c has the same starting parameters as model2d. 
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2. Evaluation of the model on simulated data 
2.1. Simulated datasets 
To simulate data we used Msprime (KELLEHER et al. 2016) and we use the demography for a Papuan or 
Australian individual from (MALASPINAS et al. 2016). The demographic parameters relating to introgression 
are shown below and the script for simulating the data is also attached as Simulations.py.  

We simulated 5 genomes consisting of all the autosomes without archaic introgression, with archaic 
introgression corresponding to Denisova introgression in the Papuan population and a scenario with 
Denisova introgression and ancient homin introgression into the Denisova population. We also added a 
scenario with early hominin admixture into Denisovan where the early hominin split from modern humans 
2 million years ago. The split times of the human and archaic population, admixture times and admixture 
proportions are shown below in Table 1.  

Scenario Event Split times 
of 
population 
(gen) 

Admixture time 
(gen) 

Admixture 
proportion (%) 

Filter 

No admixture - - - - No filter 
No admixture - - - - Missing data 
No admixture - - - - Missing data + 

recombination 
rate diff 

One 
admixture 
event 

Denisova admix 
into modern 
humans 

22652 1515 5 % No filter 

One 
admixture 
event 

Denisova admix 
into modern 
humans 

22652 1515 5 % Missing data 

One 
admixture 
event 

Denisova admix 
into modern 
humans 

22652 1515 5 % Missing data + 
recombination 
rate diff 

Two 
admixture 
events 

Denisova admix 
into modern 
humans 

22652 1515 5 % No filter 

Early archaic 
human admix into 
Denisova 

34482 13793 5% 

Two 
admixture 
events 

Denisova admix 
into modern 
humans 

22652 1515 5 % Missing data 

Early archaic 
human admix into 
Denisova 

34482 13793 5% 

Two 
admixture 
events 

Denisova admix 
into modern 
humans 

22652 1515 5 % Missing data + 
recombination 
rate diff 
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Early archaic 
human admix into 
Denisova 

34482 13793 5% 

Two 
admixture 
events 

Early archaic 
human admix into 
Denisova 

68964 13793 5% Missing data 

Table 1. Demographic parameters used for simulation studies. 

To make the data more similar to real data we also removed variants found in non-callable regions 
(centromeres and repetitive sequence). This is the filter called missing data. We also simulated data where 
we varied the recombination rate according to HapMap recombination maps (INTERNATIONAL HAPMAP et al. 
2007) and removed variants within non-callable regions. This is called Missing data +  recombination rate 
diff. The differences are shown below in Figure 5. 

We removed all variant found in 500 simulated Africans, 100 simulated Europeans and 100 simulated 
Asians to mimic the data we had access to. We assume a generation time of 29 years per generation, a 

constant mutation rate of 1.25 ∙ 10−8  𝑚𝑚𝑚𝑚𝑠𝑠𝑠𝑠𝑠𝑠𝑚𝑚𝑚𝑚𝑚𝑚𝑠𝑠
𝑏𝑏𝑏𝑏

𝑔𝑔𝑠𝑠𝑚𝑚𝑠𝑠𝑔𝑔𝑠𝑠𝑠𝑠𝑚𝑚𝑚𝑚𝑚𝑚�
 and a constant recombination rate of 

1.2 ∙ 10−8  𝑔𝑔𝑠𝑠𝑟𝑟𝑚𝑚𝑚𝑚𝑏𝑏𝑚𝑚𝑚𝑚𝑠𝑠𝑠𝑠𝑚𝑚𝑚𝑚𝑚𝑚𝑠𝑠
𝑏𝑏𝑏𝑏

𝑔𝑔𝑠𝑠𝑚𝑚𝑠𝑠𝑔𝑔𝑠𝑠𝑠𝑠𝑚𝑚𝑚𝑚𝑚𝑚�
 unless we use the HapMap recombination rate map. 

Figure 5. Schematic representation of the different filtering scheme. For each scheme the recombination rate and genome are 
shown. For filtering schemes with missing data, variants are removed from the genome.  
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2.2. One gene flow 
2.2.1 Accuracy of parameter estimation, one gene flow 
We trained our model using the Baum-Welch algorithm and obtained the following parameters for 
simulated data. First we will focus on the trained parameters for Model1. The trained parameters are 
shown in Figure 6 

Figure 6. Trained parameters for model1. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the amount of sequence found and the 
average length of the segment. We show the same information in the right-most column which corresponds to the archaic state as 
the emission values are much higher than state 1. There are 9 different datasets. The orange bars are the trained parameters for the 
simulated data without gene flow. The blue bars are the trained parameters for simulated data with one gene flow. The green bars 
are the trained parameters for simulated data with two gene flow events. The shading of the bar shows if the data has not been 
changed (SIM) or if data has been filtered out to mimic missing data using a callability mask (filtered_SIM) or if the data has been 
filtered using a callability mask and simulated using the HapMap recombination rate (filtered_recomb_SIM). 

Emission probabilities 

All models have the emission value of state one to around 0.04 (which correspond to 
0.04 𝑚𝑚𝑚𝑚𝑚𝑚

1000 𝑏𝑏𝑏𝑏

1.25∙10−8 𝑚𝑚𝑚𝑚𝑚𝑚
𝑏𝑏𝑏𝑏

𝑔𝑔𝑔𝑔𝑔𝑔�
∙1000 𝑏𝑏𝑏𝑏

= 3200 𝑔𝑔𝑔𝑔𝑔𝑔) which is close to the mean coalescent time for a Papuan and the a 

individual from the outgroup, which is a simulated African individual, which is 3055 gen. For state two the 
model only finds a highly divergent state in simulated with gene flow (blue and green bars). The emission 
value of this state is 0.4 for models with gene flow which corresponds to 32,000 generations which does 
agree well with simulations 33,339. This does not change even if there is missing data of recombination 
differences across the genome.  

Amount of sequence identified 

The amount of identified sequence does change. Without missing data there is 140 Mb on average of 
introgressed sequence. With missing data there is a drop to 117 Mb of Denisova sequence identified, and 
with missing data and recombination map there is 120 Mb of Denisova sequence identified as can be seen 
in Figure 6 in the posterior decoded row. For simulations without missing data there is 2,8 Gb of genome 
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which is diploid so a total of 5,6 Gb of sequence. We identify 140 Mb which corresponds to an admixture 
proportion of 2.5% if we have identified all the sequence – however we only identify around 50% of the 
archaic sequence see Figure 12. 

 

Length of segments 

The average length of a Denisova segment increases a bit if missing data is added. However it increases 
much more when a recombination rate map is added. To better understand, if this is because the Denisova 
segments are actually longer when using a recombination rate map we plotted the real and inferred length 
distribution of the segments. This is shown in Figure 7.  

We observe that recombination generates more short fragments and these fragments are likely too short 
to be identified by the model. However there also exist regions in the genome with low recombination 
rates that will break down archaic haplotypes slower. These segments can be identified by our model, 
making the average segment length appear longer.  
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Figure 7. The infered and real segment length distribution are plotted for data simulated with and without recombination. The mean 
and median segment length are shown. 

In order to convert the mean length into an admixture time we use the following equation: 

𝐿𝐿 =  
1

(1 −𝑚𝑚)𝑟𝑟(𝑡𝑡 − 1) 

Where L is the average segment length, m is the admixture proportion and t is the time of admixture. 
Ideally we want to use the average segment length for this equation but as we have shown there is a lot of 
variation in estimating this because of recombination rates and to a lesser extend missing data. The 
admixture time using the mean is between 840-1139 generation ago. If we use the median instead we 
obtain an admixture time in the order of 1414-1538 generation ago.  
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2.2.2. Models with constrained transition probabilities, one gene flow 
Alternatively one can estimate the parameters using Model1c. The trained emission probabilities, total 
amount of sequence and average segment lengths are shown below in Figure 8 – notice the high similarity 
to Figure 6 where data was trained with Model1.  

Figure 8. Trained parameters for model1c. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the number of sequence found and the 
average length of the segment. There are 9 different datasets. The orange bars are the trained parameters for the simulated data 
without gene flow. The blue bars are the trained parameters for simulated data with one gene flow. The green bars are the trained 
parameters for simulated data with two gene flow events. The shading of the bar shows if the data has not been changed (SIM) or if 
data has been filtered out to mimic missing data using a callability mask (filtered_SIM) or if the data has been filtered using a 
callability mask and simulated using the HapMap recombination rate (filtered_recomb_SIM). 

The emission values for the two states are identical to Model1 after training so we will focus on the 
transition parameters. These can be converted into admixture proportions and admixture times using the 
relationships between theam and a1 and t1 described in Figure 4. The results are shown below in Figure 9. 
We are able to correctly identify the right admixture proportion with high accuracy for model with one or 
two gene flow. We overestimate the admixture time with around 33% for data that is simulated with a 
constant recombination rate and underestimate it with around 25% when the data is simulated with a 
varying recombination rate. 
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Figure 9. The admixture proportion and admixture time for each individual are shown. The blue bars are the trained parameters for 
simulated data with one gene flow. The green bars are the trained parameters for simulated data with two gene flow events. The 
shading of the bar shows if the data has not been changed (SIM) or if data has been filtered out to mimic missing data using a 
callability mask (filtered_SIM) or if the data has been filtered using a callability mask and simulated using the HapMap 
recombination rate (filtered_recomb_SIM). The black line is the actual admixture proportion and admixture time.  

2.2.3. Model selection – Likelihood and Posterior predictive checks, one gene flow 
To evaluate which model fits best to our data we first looked at the likelihood for each model. 

Figure 10. The log likelihood for each individual for each model. The individuals are colored according to if they were simulated with 
no, one or two gene flows and they are grouped depending on whether missing data has been added or recombination rate. 

It can be seen from Figure 10 that individuals without gene flow doesn’t receive a huge increase in 
likelihood by adding models with more states. For simulated individual with one or two gene flow, the 
likelihood does not increase after adding two states.  
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To further evaluate our model fit we also performed posterior predictive checks on our models. In short we 
used the trained parameters to simulate new genomes (simulation by HMM and not by coalescent 
simulations as above) and then we computed two summary statistics on the simulated data and real data 
that should be informative of how well the model fits. These were the average length of a segments from a 
given state and the total amount of segments from that state. We show the results below in for Model1 – 
Model1c gives the same results because of the similarities in transition and emission parameters. Notice for 
the blue and green points (models with gene flow) that the data can indeed be described by the 
parameters. For the model without gene flow a model with two states fits poorly.   

Figure 11. Model1 posterior predictive checks. The columns are states and the rows are different summary statistics. For each 
individual we show the 10 simulated summary statistics (transparent) and the real one observed in the data (solid). The shape of a 
point indicates how it was simulated – either with missing data, with missing data and recombination rate or without missing data 
and a constant recombination rate. The colors denote the number of gene flows. 

Taken together the posterior predictive checks and the increase in log likelihood shows that individuals 
without gene flow are best described by a model with one state, whereas individuals with gene flow are 
better described using two states.  

2.2.4. Accuracy on decoded segments, one gene flow 
We evaluated the accuracy of our model and found that it correctly identifies between 43-60% of the 
archaic introgressing segments while having a very low false positive rate – a maximum of 2.6 Mb of human 
segment were identified as archaic corresponding to 0.07 % of human states identified as archaic. The 
results are shown in Figure 12 and the data is shown in Table 2 and Table 3.  When we train the model on 
data where variants are removed in non-callable regions we identify less archaic material. This makes sense 
as some of the archaic segments will fall within non-callable regions such as centromeres or low complexity 
repeats. Varying the recombination rate across the genome also changes how much archaic sequence we 
identify.  
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Figure 12. The amount of correctly, missed and false archaic segments are shown for each individual. The data for one gene flow 
event and it is grouped based on whether it was simulated using no missing data, using missing data or using missing data and a 
varying recombination rate. 

Ideal data Missing data Missing+Recomb 
Correct 
Archaic 

Missed 
archaic 

False 
Archaic 

Correct 
Archaic 

Missed 
archaic 

False 
Archaic 

Correct 
Archaic 

Missed 
archaic 

False 
Archaic 

Ind 1 127.60 83.21 1.79 103.84 106.97 2.62 104.94 97.3 1.76 
Ind 2 127.48 82.70 0.84 104.89 105.29 1.5 104.89 127.12 2.38 
Ind 3 131.91 85.34 0.97 107.89 109.36 1.50 106.02 127.82 2.07 
Ind 4 127.94 90.34 0.92 104.31 113.98 1.38 101.53 113.92 1.65 
Ind 5 131.06 84.66 1.14 105.83 109.88 1.92 102.57 135.63 2.04 

Table 2. Amount of sequence (in MB) that is identified as correct archaic, how much archaic sequence is missed and how much 
human sequence is identified as archaic. This is shown for 5 individuals and 3 different filtering scheme.  
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Ideal data Missing data Missing+Recomb 
True 
positiv
es 

False 
positive 

False 
Negetive 

True 
positives 

False 
positive 

False 
Negetive 

True 
positives 

False 
positive 

False 
Negetive 

Ind 1 0.6053 0.0007 0.3947 0.4926 0.0010 0.5074 0.5189 0.0007 0.4811 
Ind 2 0.6065 0.0003 0.3935 0.4990 0.0006 0.5010 0.4521 0.0009 0.5479 
Ind 3 0.6072 0.0004 0.3928 0.4966 0.0006 0.5034 0.4534 0.0008 0.5466 
Ind 4 0.5861 0.0003 0.4139 0.4778 0.0005 0.5222 0.4712 0.0006 0.5288 
Ind 5 0.6075 0.0004 0.3925 0.4906 0.0007 0.5094 0.4306 0.0008 0.5694 

Table 3. The true positive rate (how many times the model correctly identified archaic segments), the false positive rate (how many 
times the model identifies archaic segments when there is in fact only human) and false negative (how many times the model fails 
to identify archaic segment and identifies a human segment instead). This is shown for 5 individuals and 3 different filtering scheme. 

We can also study the features of the archaic segments that we are able to identify. Figure 13 shows that 
the archaic sequence that the model cannot identify as archaic is sequence with a low variant density. 

Figure 13. The length of a segment versus how many private variants are found in the segment are shown. The segments are 
colored according to if they were predicted correctly. Grey is correct human, orange is correct archaic, green is archaic segments 
classified as human and blue are human segments classified as archaic. 
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2.2.5. Overfitting the model – one, gene flow 
We can study what happens when we add more states to the model than it needs. Figure 10 shows that 
simulated data with one gene flow is best described with a model with 2 states. When we add more states 
to the model (here done by fitting Model2d and Model2c to the data) we see that the model splits a state 
into two. The human state is split into a lower human state (the segments with the lowest SNP density) and 
a high human state (the segments with the highest SNP density).  

Figure 14. The length of a segment versus how many private variants are found in the segment are shown. The segments are 
colored to what state they belong too. In model with 3 states the human state in split into two states.  
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2.3 Two gene flow 
2.3.1 Accuracy of parameter estimation, two gene flow 
The parameter estimation for simulations with two gene flow never identifies the ancient hominin gene 
flow into Denisovans but rather splits the human state into a lower human state and a higher human state. 
This is similar to when the overfitting scenario above in 2.2.5. Overfitting the model – one, gene flow.   

Figure 15. Trained parameters for model2d. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the number of sequence found and the 
average length of the segment. There are 9 different datasets. The orange bars are the trained parameters for the simulated data 
without gene flow. The blue bars are the trained parameters for simulated data with one gene flow. The green bars are the trained 
parameters for simulated data with two gene flow events. The shading of the bar shows if the data has not been changed (SIM) or if 
data has been filtered out to mimic missing data using a callability mask (filtered_SIM) or if the data has been filtered using a 
callability mask and simulated using the HapMap recombination rate (filtered_recomb_SIM). 

This suggests that a Denisova admixture proportion of 5% and an early hominin admixture into Denisova of 
5% cannot be identified by the model. The reason for this is likely two fold. First there is not enough data in 
the Early hominin state (only 5% of 5%) and second the Denisova state is not different enough from the 
Early hominin state that the model can differentiate them. The average coalescence time for an African 
individual and the Denisova state is 33,000 generations while the average coalescence time for an African 
and the early hominin state is 45,000 generation ago. This difference might seem significant but consider 
that there is a 10 times difference between states as is the case with the human and Denisova state. 

If we train using Model2c we observe something similar to when we train with Model2d – The early 
hominin state cannot be identified. Using posterior predictive checks and decrease in log likelihood also 
doesn’t find support for using more than 2 states even when Early hominin to Denisova gene flow is 
present, see Figure 10. The posterior predictive checks show that the data can be described by Model2d – 
as before the fit to a model without gene flow is not so good. However since the data was also well 
described by models with two states the most parsimonious would be to choose the model with two states. 
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Figure 16. Model2d posterior predictive checks. The columns are states and the rows are different summary statistics. For each 
individual we show the 10 simulated summary statistics (transparent) and the real one observed in the data (solid). The shape of a 
point indicates how it was simulated – either with missing data, with missing data and recombination rate or without missing data 
and a constant recombination rate. The colors denote the number of gene flows. 

Keep in mind that state 1 and state 2 in Model2d are human states based on the emission values, while 
state 3 is the archaic state.   

2.3.2. Accuracy on decoded segments, two gene flow  
Even though the model doesn’t capture the early hominin states when trained, perhaps we can still recover 
them by choosing appropriate parameters and then decode the observations. Since we know that the 
average coalescence time between human and Denisova is 33,000 generations ago and the average 
coalescence time between human and Early hominin is 45,000 generations ago we can use these as our 
emission probabilities, we also set our time for admixture for Denisova into humans to 1500 generations 
ago (t1), admixture for Early hominin into Denisova to 13000 generations ago (t2), the admixture 
proportion of Denisova into human (a1) to 5% and the admixture proportion of Early hominin into Denisova 
(a2) to 5%. We then calculated transition probabilities from Figure 4. 

We use the following parameters for the model:

Figure 17. Parameter values for finding early hominin – they have not been trained but rather selected. 
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When we use these parameters for decoding we still find “Early hominin” segments in both models with 
one and two gene flow events. In the cases with no missing data and a constant recombination rate the 
model picks up 8 Mb – 10 Mb early hominin in scenarios with two gene flow events around 20% of them 
are actually early hominin origin -  the remaining 80% are archaic segments with deep coalescence times. 
See Table 4. The model picks up around 4 Mb in simulated data with one gene flow.  

Missing data generally makes the model discover around 0.5 Mb -2 Mb and changing the recombination 
rate adds a lot of variance. With a varying recombination rate across the genome anywhere from 16-58% of 
the Early hominin segments identified are actually true. Furthermore there is around 9-12 Mb of real early 
hominin segments in these genomes and only between 0.1 Mb and 2 Mb of them are actually identified by 
the model.  

To investigate if our model is better at distinguishing Early hominin and deeply coalescing archaic segments 
we performed simulations with the Early hominin split from modern humans 2 million years ago instead of 
1 million years ago. We also changed the parameters for decoding accordingly  

Figure 18. Parameter values for finding early hominin that split from modern humans 2 million years ago – they have not been 
trained but rather selected. 

For Early hominin introgression where the Early Hominin split form modern humans 2 millions years ago we 
identify between 3 Mb and 4 Mb out of 12 Mb. The amount of actual Early Hominin in these segments is 
between 65 and 71%.  
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ind datatype scenario Early hominin identified True Early False Early 

Mb Mb % Mb % 

0 Ideal one_gene_flow 4.61 0.00 0.00 4.61 100.00 

0 Ideal two_gene_flow 8.30 1.61 19.41 6.69 80.59 

0 Missing_data one_gene_flow 0.47 0.00 0.00 0.47 100.00 

0 Missing_data two_gene_flow 1.13 0.38 33.07 0.76 66.93 

0 Missing_data_ancient two_gene_flow 3.42 2.22 65.07 1.19 34.93 

0 Missing_data_recomb one_gene_flow 0.51 0.00 0.00 0.51 100.00 

0 Missing_data_recomb two_gene_flow 1.43 0.50 34.66 0.94 65.34 

1 Ideal one_gene_flow 4.19 0.00 0.00 4.19 100.00 

1 Ideal two_gene_flow 10.79 2.01 18.58 8.79 81.42 

1 Missing_data one_gene_flow 0.85 0.00 0.00 0.85 100.00 

1 Missing_data two_gene_flow 1.52 0.48 31.55 1.04 68.45 

1 Missing_data_ancient two_gene_flow 3.70 2.39 64.69 1.31 35.31 

1 Missing_data_recomb one_gene_flow 0.63 0.00 0.00 0.63 100.00 

1 Missing_data_recomb two_gene_flow 2.55 0.48 18.93 2.07 81.07 

2 Ideal one_gene_flow 5.09 0.00 0.00 5.09 100.00 

2 Ideal two_gene_flow 9.44 2.02 21.43 7.42 78.57 

2 Missing_data one_gene_flow 0.28 0.00 0.00 0.28 100.00 

2 Missing_data two_gene_flow 1.30 0.46 35.23 0.84 64.77 

2 Missing_data_ancient two_gene_flow 3.52 2.38 67.59 1.14 32.41 

2 Missing_data_recomb one_gene_flow 1.25 0.00 0.00 1.25 100.00 

2 Missing_data_recomb two_gene_flow 2.16 0.96 44.73 1.19 55.27 

3 Ideal one_gene_flow 5.46 0.00 0.00 5.46 100.00 

3 Ideal two_gene_flow 9.89 2.30 23.23 7.59 76.77 

3 Missing_data one_gene_flow 0.95 0.00 0.00 0.95 100.00 

3 Missing_data two_gene_flow 1.49 0.63 42.32 0.86 57.68 

3 Missing_data_ancient two_gene_flow 3.79 2.71 71.52 1.08 28.48 

3 Missing_data_recomb one_gene_flow 1.34 0.00 0.00 1.34 100.00 

3 Missing_data_recomb two_gene_flow 1.77 0.63 35.72 1.14 64.28 

4 Ideal one_gene_flow 3.99 0.00 0.00 3.99 100.00 

4 Ideal two_gene_flow 9.49 2.51 26.45 6.98 73.55 

4 Missing_data one_gene_flow 0.61 0.00 0.00 0.61 100.00 

4 Missing_data two_gene_flow 1.28 0.53 41.62 0.75 58.38 

4 Missing_data_ancient two_gene_flow 4.05 2.68 66.10 1.37 33.90 

4 Missing_data_recomb one_gene_flow 1.04 0.00 0.00 1.04 100.00 

4 Missing_data_recomb two_gene_flow 1.48 0.87 58.73 0.61 41.27 
Table 4. Amount of early hominin sequence identified for each individual for different scenarios and filtering schemes. 
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3. Running the model on non-African data
3.1. Datasets and models used 
3.1.1. Datasets 
We used genotype data from individuals from the 1000 genomes project phase 3 (GENOMES PROJECT et al. 
2015), Simons diversity project (MALLICK et al. 2016) and Papuans and Australians from (MALASPINAS et al. 
2016). The only requirement for the data is that it is whole genome sequencing. We also had access to the 
high coverage Altai Neandertal (PRUFER et al. 2014) and a high coverage Denisova (MEYER et al. 2012). 

We use Simons Diversity individuals for the bulk of our analysis and only use the 1000 genomes individuals 
to compare to other methods for identifying segments of archaic introgression, namely S* and CRF.  

3.1.2. Models 
We used the Model0, Model1, Model1c, Model2d and Model2c which are described in detail in 1.3. Models 
used.  

3.1.3. Filtering and outgroups 
When studies non-Africans in either 1000 genomes or Malaspinas et al.  we used all African individuals as 
outgroup for removing variation. For Simons diversity we kept all Africans with no Eurasian component 
when (k=5) See “Extended Data Figure 3: ADMIXTURE analysis.” (MALLICK et al. 2016). For 1000 Genomes 
we used individuals from the following populations: YRI, LWK, GWD, MSL and ESN. For the Australians and 
Papuans from (MALASPINAS et al. 2016) we also removed variants from YRI, LWK, GWD, MSL and ESN.  

For all human data sets, we also removed sites with no derived alleles (ancestor of human and 
chimpanzee), sites that fell within repeatmasked (SMIT et al. 2013) region, and cites that were not callable 
in 1000 genomes samples. 

Repeat mask regions 

hgdownload.cse.ucsc.edu/goldenpath/hg19/bigZips/chromFaMasked.tar.gz 

Human ancestral bases calls: 

http://ftp.ensembl.org/pub/release-
71/fasta/ancestral_alleles/homo_sapiens_ancestor_GRCh37_e71.tar.bz2 

Strick callability mask for 1000 genomes: 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/release/20130502/supporting/accessible_genome_masks/Strict
Mask/ 
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3.2. Comparing archaic segments with S* and CRF 
To compare this models performance to other methods used for detecting archaic introgression we tested 
the model on 8 individual from 1000 genomes project who were also used for identifying archaic segments 
with S* (VERNOT et al. 2016) and conditional random field (SANKARARAMAN et al. 2014).  

For S* all segments within the subfolder: 

LL.callset.(POP).mr_0.99.neand_calls_by_hap.bed.merged.by_chr.bed

Where POP is either EUR or EAS 

Downloaded from  

http://akeylab.gs.washington.edu/vernot_et_al_2016_release_data/introgressed_haplotypes.tar.gz 

For CRF all segments within the subfolder   

(POP)/chr-(CHROM).thresh-90.length-0.00.haplotypes.gz 

Where POP is either EUR or EAS and CHROM is (1:22) or X.  

Download from 

genetics.med.harvard.edu/reichlab/Reich_Lab/Datasets_-
_Neandertal_Introgression_files/summaries.release.tgz 

For decoding we trained the parameters on 1000 genomes data removing all Africans and used the best 
scoring parameters (emission state1 = 0.045, emission state2 = 0.43). These parameters are a bit different 
from those found when training the model on Simons diversity individuals, which are (emission state1 = 
0.043, emission state2 = 0.35).  

This highlights the importance in training the model parameters when dealing with different datasets. The 
reason the datasets are different is likely due to coverage differences in individuals (Simons diversity are 
high coverage and 1000 Genomes are low coverage), outgroups used (Simons diversity uses around 40 
Africans while 1000 genomes uses 500 Africans but only from 5 population) and differences in the variant 
calling pipelines. 

When using the parameters for the 1000 genomes and keeping all segments with an average posterior 
probability of 0.5 we find between 33% and 42% of the segments are unique to our method in the sense 
that it no other method identifies any windows within the segment to be archaic. Table 5 show how much 
is found using each method and how much is unique to each method. We also found that S* and CRF share 
around 70% of the identified segments with each other.  

http://akeylab.gs.washington.edu/vernot_et_al_2016_release_data/introgressed_haplotypes.tar.gz
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Markov total CFR total S* total 
Individual Total (Mb) Unique (Mb) Total (Mb) Unique (Mb) Total (Mb) Unique (Mb) Region 
HG00096 45.4 19.36 49.3 10.84 47.7 8.89 Europe 
HG00097 50.4 19.52 54.0 11.77 52.6 9.68 Europe 
HG00099 45.9 20.87 50.8 15.63 48.4 11.17 Europe 
HG00100 44.9 20.33 47.3 10.09 46.8 9.33 Europe 
HG00101 42.9 16.53 45.3 8.45 48.2 9.43 Europe 
HG00403 81.1 26.95 66.4 12.31 64.2 7.99 Asia 
HG00404 90.1 30.91 66.6 8.70 67.2 8.40 Asia 
HG00407 88.7 30.40 63.8 8.05 67.1 8.23 Asia 

Table 5. Amount of shared and unique windows in Mb for each individual and each different method. 

Too investigate the segments we identify we wanted to calculate the distance from the putative segment 
to 25 African individuals and the archaic individuals. If the segments does indeed come from an archaic 
population it should be closer related to archaic haplotypes. The distance measure we use is number of 
pairwise differences divided by the number of callable bases in the segment. Below we show the number of 
segments where the distance to Africans is lower than to the closest archaic individual. 

Segment that are closer to Africans than archaic 
Individual CRF Markov Sstar 

Total Segments Total Segments Total Segments 
HG00096 1.18 15 4.82 114 1.60 19 
HG00097 1.72 17 6.37 124 1.20 20 
HG00099 0.71 11 4.64 118 1.00 21 
HG00100 0.75 9 6.16 125 1.16 17 
HG00101 1.43 19 4.49 103 1.01 15 
HG00403 2.60 26 5.86 114 1.19 20 
HG00404 1.36 16 5.67 128 1.73 21 
HG00407 1.55 14 6.90 159 1.55 20 

Table 6. The amount of sequence identified (in MB) by each method that is more closely related to African haplotypes than Archaic 
haplotypes.   

For both CRF and Sstar we observe that the closest archaic individual shares more variation with the 
putative archaic haplotype than do Africans. This is because both methods use the archaic reference 
genomes in the inference of segments. The fact that our method finds segments that are closer to Africans 
than archaic can be explain by two things.  

In the best-case scenario, the high divergence to archaic segments could be explained by the fact that we 
only have two sequenced archaic individuals and perhaps this variation is not present in them. This could 
be explain by introgressed Early hominin segments found in the Neandertal and Denisova reference 
genome but not in the hominin that admixed with the modern human population.  

In the worst-case scenario, theses segment are just misclassified human segment with old coalescence 
times to Africa meaning that they are false positives.  

If we make a histogram of the likelihoods of each segment we can see that sequence that do not share any 
variant with archaic genomes also tend to have lower likelihoods Figure 19. This suggests that adding a 
likelihood filter for the segments might be a good idea.  
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Figure 19. The likelihood of each segment as a histogram for segments that are either closer to Denisova, Neandertal, equally close 
to both or share no variants with any of them (non).  

We plotted the amount of segments that was closer to Africans and sequences that were closer to Archaic 
individuals. In Figure 20 it can be seen that amount of sequences that are closer to Africans can halved if a 
threshold of 0.85 is used. This still allows us to keep more than 70% of the segments that are more closely 
related to archaic individuals.  
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Figure 20. The amount of sequence left when changing the threshold. The x-scale is the cut-off for the average posterior probability 
of a segment.  

Below we plot the distance between the putative archaic segments the 25 Africans and the archaic humans 
for a Chinese individual HG00404 – with a posterior probability for segments above 0.5. 

Figure 21. For each method we show the distance between the putative archaic segment and 25 Africans and 2 archaic humans. The 
grey dots are the mean distance to an African individual and the bar are the minimum and maximum distance to an African 
individual. The orange and blue points are the distance to Altai and Denisova segments respectively. Only the closer of the two 
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archaic individuals are shown. Notice the points furthers to the right – these are likely false positives as they are very close to 
Africans and further away from the archaic humans.  

Below we plot the distance between the putative archaic segments the 5 Africans and the archaic humans 
for a Chinese individual HG00404 – with a posterior probability for segments above 0.85. 

Figure 22. For each method we show the distance between the putative archaic segment and 25 Africans and 2 archaic humans. The 
grey dots are the mean distance to an African individual and the bar are the minimum and maximum distance to an African 
individual. The orange and blue points are the distance to Altai and Denisova segments respectively. Only the closer of the two 
archaic individuals are shown. 
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We decided to use a posterior probability cutoff at 0.85.The length distribution of segments are shown in 
Figure 20. The HMM method find more short segment compared to the other methods and looks more 
similar to the real distribution (taken from the simulation study with one gene flow event and constant 
recombination rate). 

Figure 23. The length distribution of putative archaic segments are shown for each method, along with the simulated archaic 
segments.   

Figure 24. Putative archaic introgressed segments are shown for each individual along chromosome 14, and the segment are 
colored according to which method they were identified by.  
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3.3. Parameter estimation – Simons diversity data 
3.3.1. Models with one gene flow 
Plotting the trained parameters for Simons diversity data we see similarities with Figure 15. The emission 
probabilities are the same for all non-African individuals studied with a state with an emission value at 0.04 
corresponding to a human state, and a state with an emission value of 0.35 corresponding to the archaic 
state. The amount of archaic state is lowest in West Eurasians and highest in Papuans from Oceania. The 
average segment length is around 50,000 bp for all populations except for Papuans who have segments 
with a mean around 70,000 bp suggesting a more recent admixture time with an archaic group.  

Figure 25. Trained parameters for model1. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the number of sequence found and the 
average length of the segment. Colors correspond to different regions. 

Using Model1c we can also estimate our admixture proportions and admixture times, see Figure 23. Keep 
in mind that on simulated data the admixture proportions were very accurate while the admixture time 
was underestimated. We see that Papuans have an archaic admixture proportion of around 8-9% while the 
rest of the world has around 5% with West Eurasians having the lowest. We also observe that the 
admixture time is around 1500 generation ago (underestimated) and it is around 1000 generation ago for 
Papuans.  

When looking at simulated data we saw that we underestimated the admixture time by 25% meaning that 
the admixture times might be 1875 for non Papuans and 1250 for Paupuans. This would correspond to an 
admixture time of archaic into non-Africans around 54,000 years ago, and another admixture event into 
Papuans around 36,000 years ago.  
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Figure 26. The admixture proportion and admixture time for each individual are shown. Colors correspond to different regions. 

Figure 27. Log likelihood for each model base on different regions. 

The likelihood using the different models seems to suggest that models with 2 states are enough to explain 
the data Figure 17. Performing posterior predictive checks also suggest that two models are the best fit for 
all individuals.  
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3.3.2. Models with two gene flow 
Interestingly the when fitting a model with three states, we observe that the archaic state is the one being 
split into two for all but Papuan, East Asians, Central Asians and South East Asians. This never happens for 
Europeans or Americans.  

Figure 28. Trained parameters for model2d. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the number of sequence found and the 
average length of the segment. Colors correspond to different regions. 

We also trained the parameters for Model2c and found that the variance in parameter estimation 
decreases. We still find that the model splits the archaic state into two states for Papuans.  

However Model2c assumes one archaic admixture event but in reality there was two into Papuans; one 
Neandertal admixture and one Denisova admixture. This might make Model2c poorly suited for inferring 
parameters. Because of this we also trained Model2c only on Papuans where we removed all variants 
found in Non Oceanic populations. This should enrich for Denisova segments because the Neandertal 
segments will likely be found in other non-African regions of the world and thus removed.  

The a1, a2, t1 and t2 parameters for the Papuans suggest that there was an admixture event 750 
generations ago at around 5% into Papuans. The population that admixed into them coalesces with modern 
humans around 300,000 thousand years ago. This population would be the Denisova population. The 
reason for the lower coalescence time might be because we are removing too many variants by using the 
whole world as outgroup. We might for instance be removing variants found on the branch after modern 
and archaic humans split but before Neandertals and Denisovans split from each other.  

There is also another admixture event into the Denisova population that occurred around 6,000 
generations ago and replaced 10% of the population. This population split from modern humans around 1.7 
million years ago.  

Keep in mind that while the admixture proportion are likely not too far off the admixture times are. 



32 

Figure 29. Trained parameters for model2c. Each column is a state and each row is a summary statistic. For the leftmost column 
(which is state 1 - the human state) we show the trained value for the emission parameter, the number of sequence found and the 
average length of the segment. Colors correspond to different regions. Notice that for all Papuans state 3 has a very high emission 
probability meaning that it is very ancient.  

Figure. 30. Model2c. The admixture proportion and admixture time for each Papuan individual are shown. 
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3.4. Decoding 
In order to decode and better compare the Simons diversity individuals we decoded using the same 
parameters for all. We used the mean emission and transition values for the non-African individuals from 
Simons diversity.  

Figure 31. Emission probabilities and transition values obtained from training on Simons diversity individuals for identifying archaic 
states.  

Furthermore we also decoded using the following parameters to try establish if there is evidence of early 
hominin introgression into Denisovans or Neandertals. 

Figure 32. Emission probabilities and transition values obtained from training on Simons diversity individuals for identifying Early 
hominin states. 

3.4.1. Amount of archaic sequence across populations 
When using the coding scheme from Figure 22 we find that Papuans have the most archaic segments with 
around 160 Mb of archaic segment while Europeans have the least with between 25 and 50 MB. This is 
using a likelihood cutoff at 0.85.

Figure 33. Amount of archaic sequence in Mb identified in each individual. The individuals are colored by region. 
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If we use the model parameters from Figure 25 we find between 0.6 Mb and 0.8 Mb of early hominin in 
Papuans but between 0.1 Mb and 0.4 Mb in other populations using a likelihood threshold at 0.85.  

Figure 34. Amount of early hominin sequence in Mb identified in each individual. The individuals are colored by region. 

To investigate if the Early hominin state is just archaic segments with deep coalescence times we plotted 
the amount archaic sequence against the amount of Early hominin sequence. It seems Papuans have 50 % 
more archaic sequence then they should have. Setting the likelihood cutoff for a model with three states to  

0.85 might be too conservative though. If we set it to 0.7 we identify between 2 and 3 Mb in Papuans and 
around 0.5-1 Mb in non-Papuans. Setting the cutoff to 0.5 leaves us with 4 Mb in Papuans and 1-2 Mb in 
non-Papuans. This shows that there definitely it something about Papuans that is ancient. Since this signal 
still exists after removing all variants found in the rest of the world, it seems likely that it is Denisova 
specific, because Papuan have the highest proportion of Denisova in the world.  
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Figure 35. Amount of Archaic sequence (Neandertal and Denisova) in state2 vs the amount of Early hominin (or old 
Neandertal/Denisova coalescence times). 

3.4.2. Archaic sources of introgression 
We compared all the variants to the Altai Neandertal and the Altai Denisova for each segment. The results 
are shown below Figure 27. The segments in all population share more variants with the Altai Neandertal 
50% and 75%. For Papuans there are also a lot of segments not found in other populations with low 
similarity to Altai but a higher similarity to the Denisova individual. Notice that East Asians and South Asians 
seem to share more segment with a Denisova like archaic population.  

Figur 36. Proportion of variants shared with Denisova or Altai for each segment for each population. If a point is to the left of the 
diagonal it meens it is more similar to Neandertal and if it is on the right of the diagonal it means that it shared more variants with 
Denisova. Segments are colored by how many variants they share with other populations. Black means that they share 0 variants 
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with other populations and are unique to a given population. Light grey means that they share all the variants with other 
populations.  

To investigate non-Africans share archaic haplotypes we looked at how much variation from archaic 
segments was found in our regions of the world. For instance for West Eurasians we find that almost all the 
variation is also found in South Asian populations while between 40 and 50% are not shared with native 
Americans.  

Figure 37. For each individual the total amount of segments that share between 0 and 100% with other population are shown. 

This suggests that the archaic sequence in West Eurasians and South Asians originate from the same 
admixture event. For Papuan individuals most of their sequence are not found anywhere else in the world 
and this is likely due to the Denisova component- See Figure 37. For the other Oceanic populations like 
Hawaii, Maori and Dusun they are more closely related to Asian individuals and therefore their archaic 
segments are also found in Asia.  
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Figure 38. For each individual the total amount of segments that share between 0 and 100% with other population are shown. 

We wanted to see if East Asians show sign of another admixture event – because they are the population 
with highest amount of archaic segments after Papuans. Around 20 % of the variants are not found in West 
Eurasians. However the amount of West Eurasian sequence that is not found in East Asia is also around 20 
%. This suggest that the differences in shared segments could be explained by drift. We observe that both 
West Eurasian and East Asian population have a lot of variants that are not found in Native Americans 
(between 25% and 50 %). But around 90% or Native American archaic segments are found in East Asians 
and West Eurasians.  
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Figure 39. For each individual the total amount of segments that share between 0 and 100% with other population are shown. 

We investigated the distribution of likelihoods for segments that were either more closely related to 
Neandertal, Denisova, both or non. The distribution actually seems to suggest that a likelihood cutoff at 0.7 
would had recovered more archaic sequence.  

Figure 40. The likelihood of each segment as a histogram for segments that are either closer to Denisova, Neandertal, equally close 
to both or share no variants with any of them (non).  
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3.4.3. Comparing the previously found regions of adaptive introgression 
We checked if parts of the genome that had previously been reported to contain archaic segments under 
adaptive introgression could be identified by our method. We focuses on OAS1, SLC16A11 and SLC16A13 
and EPAS1.  

Figure 41. Identified archaic haplotypes around the OAS1 gene. Black vertical bars denote the location of the gene. The archaic 
haplotype has previously been reported to be found in Melanesians and the archaic source population was thought to be more 
ancient than Denisova and Neandertal. The black bars at the top of the plot for Denisova indicate that this segment belongs to the 
most ancient state if the Denisova genome is split into ancient and not so ancient state.  
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Figure 42. Identified archaic haplotypes around the SLC16A11 gene. Black vertical bars denote the location of the two genes (they 
are very short). The archaic haplotype has previously been reported to be found in Native Americans (orange bars) but we also find 
evidence of it in Central Asia/Siberia.  
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Figure 43. Identified archaic haplotypes around the EPAS1 gene. Black vertical bars denote the location of the gene. The archaic 
haplotype has previously been reported to be found in people from Tibet and to a lesser extend in East Asians.   

The fact that we also find OAS1 in Melanesians and that this region in Denisova is ancient fit nicely with 
previous literature (MENDEZ et al. 2012). So does the fact that we only find EPAS1 in East Asia and South 
Asia (HUERTA-SANCHEZ et al. 2014). SLC16A11 has been reported to be under positive selection in Native 
Americans but we also find evidence of it elsewhere in the world.  
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4. Running the model on Africans
4.1. Datasets 
We used all Africans individuals from the Simons diversity project and we used all Simons diversity Africans 
from all other populations than the one the individual in question was from as an outgroup. This should 
reveal archaic introgression into a specific type of population. 

4.2. Parameter estimation 
We focus on model one and using only Simons diversity Africans from other populations we see that the 
two states found are likely both human. The human state seems to have been split into two – one highly 
diverged and one less diverged. The populations with most highly diverged sequence are the Mbuti, Ju 
hoan and Khomani San which are also thought to be the populations with the deepest split times to the 
rest of Africa.  

Figure 44. Trained parameters for Model1 for African individuals. Each column is a state and each row is a summary statistic. For 
the leftmost column (which is state 1 - the human state) we show the trained value for the emission parameter, the number of 
sequence found and the average length of the segment. Colors correspond to different regions of Africa. 

While there is much segment with deep coalescences to the rest of the African population we could not 
find any archaic introgression into Africans. Also not in Mbuti pygmies as had previously been reported 
(HSIEH et al. 2016).  
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5. Running the model on archaic humans
5.1. Datasets 
We wanted to test whether there has been any detectable introgression into Denisova or Altai Neandertal 
from a potential Early hominin.  

We tested 4 different outgroups and train the model. For the outgroups we chose either no outgroup, 
filtering all variants found in 1000 genomes, removing variants found in sub-Saharan Africans and removing 
variants found in Sub-Saharan Africans and the other archaic individual (Denisova if we are looking at 
Neandertal and Neandertal if we are looking at Denisova).  

We also only looked at sites with minimum one derived allele, not found in repetitive regions and found in 
callable regions in the 1000 genomes project.  

5.2. Parameter estimation 
We observe that changing the outgroup matters. The parameters trained with no outgroup separates the 
archaic genomes into two states. One that is old and one that is new. The new one has an emission of 0.5 
meaning that the age of the state correspond to the human/archaic split. The old state is deep coalescence 
events. We see that removing 1000 genomes removes a lot of variation from Neandertal but not as much 
from Denisova. This is likely because the human population with most Denisova is the Papuans and 
Australians and these are not included in the 1000 genomes project. Removing sub-Saharan Africans 
removes more variation from the Neandertal than the Denisova and removing sub-Saharan Africans plus 
the other archaic removes even more.  

Figure 45. Trained parameters for model1. Each column is a state and each row is a summary statistic. We show the trained value 
for the emission parameter, the number of sequence found and the average length of the segment. Colors correspond to archaic 
humans. 

The increase in likelihood seems to suggest that regardless of the out group used two states seem to fit the 
archaic humans the best- see Figure 41. 
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Figure 46. Log likelihood for each model. The different out groups are shown above the corresponding dot. 

These findings seems to suggest that Denisova have much sequence with deep coalescence times with the 
outgroups. This might either be due to an early hominin introgression into Denisova, and to a lesser extend 
into Neandertal or a different ancient population structure in Denisova than in Neandertals.  
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6. Method availability
A python scripts for training and decoding the model plus a small test data set are available on

https://github.com/LauritsSkov/Introgression-detection 
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13.1 Abstract 

We use a probabilistic framework to determine the genotypes of archaic genomes (Altai Neandertal, Vindija 

Neandertal and Denisova) genomes using 90 million known variants. We first show that genotype calls have 

very high concordance with the genotypes called for four modern humans in the 1000 genomes project, and 

that we call, as expected, very few heterozygous variants in Chimpanzee and Orangutan which are not expected 

to share much polymorphisms with humans and archaic genomes. Further, our method calls very few 

heterozygous variants in the inbred tracts of the Altai individual suggesting a low Type 1 error. We show that 

our method can improve the robustness of indels called with GATK on ancient DNA and can identify around 

8500 polymorphic indels in the Vindija, 8000 in the Altai Neandertal and 7500 in the Denisova genome above 

the size of 8 bp which is the upper bound for indels found using GATK. We identified 4537 indel variants with 

a putative functional effect, of which 425 were new. We also identify 259 transversions, which were annotated 

as “probably damaging” with a Polyphen score above 0.9. Of these 75 are new. 

13.2 Introduction 

Methods for calling structural variants using read mapping typically do not discover variants longer than the 

read length. Since the read length in ancient genomes is short, the power to detect structural variants is therefore 

even more limited and mapping based variation callers such as GATK 1only calls very short indels (<8 bp) 

with an unknown false positive rate. Here we search for evidence of structural variants known from other 

sources by interrogating the high coverage of short reads for evidence of the ancestral variant, the derived 

variant, or both. We employ a K-mer based approach as implemented in the BayesTyper software 

(https://github.com/bioinformatics-centre/BayesTyper). The approach tabulates the K-mer footprint of a set of 

known human variants and seeks support for this profile as well as the reference profile in the primary sequence 

reads from each individual to be genotyped. This is done in a fully probabilistic framework in BayesTyper. We 

apply this approach to a variant call set made by concatenating SNPs and structural variant previously 

determined in humans, Neandertals and Denisovan. To evaluate the sensitivity and specificity, we first 

genotype variants in a set of modern humans, one Chimpanzee and one Orangutan, allowing us to calibrate 

filtering. We then use these filters to genotype variants detected by BayesTyper in three archaic human 

genomes: the Vindija and Altai Neandertals and the Denisova. 

Manuscript IV
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13.3 Genotyping variants with Bayestyper – a K-mer approach 

Bayestyper is a probabilistic genotyper that mainly consists of three steps: constructing variants graphs, 

constructing K-mer tables and genotyping based on K-mer footprint of each path through the variant graph as 

shown in Figure S13.1. The steps are described in more detail below. 

 

 
 

Figure S13.1. A small example of the Bayestyper genotyping process using three variants and the Altai 

individual. a) We merge the call sets into a variant graph. The call sets have to be using the same reference 

genome, which is hg19. The reference genome is also used for constructing the edges connecting the nodes, 

which. The nodes are the different variants. We keep track of the call set origin of each variant. b) We construct 

K-mer profiles for all individuals considered, in this case only the Altai Neandertal. c) We genotype the three 

variants. For each variant, we count the number of K-mers (NOK) that support the path through the graph 

that contains this variant. For the variant at position 100 all K-mers contain the alternative allele T so the 

genotype is 1/1. For the variant at position 150 we observe eight K-mers supporting the reference allele and 

eight K-mers supporting the alternative allele, therefore the genotype is 0/1 at this position. If we had observed 

8 K-mers supporting the alternative allele and 5 K-mers supporting the reference allele, and our K-mer cutoff 

was 6 the variant would have been genotyped “1/.” and therefore excluded. For the variant at position 200 we 

observe that all K-mers contain the G, meaning that the genotype is 0/0.  
 

 

13.3.1 Variant graph construction  

We merge all chosen variant call sets into a variant graph as shown in Figure S13.1a. We use variants coming 

from Vindija, Altai, Denisova and human populations. The list of call sets is shown in TableS13.1. The 



combined variant graph consists of around 89 million variants. 

Table S13.1. The path to download the call sets used for this analysis along with their name is listed. 

13.3.2 K-mer construction 

K-mers are constructed from the reads of each individual of interest as seen in Figure S13.1b. Here we chose

a K-mer size of 31 because that is below the minimum read length of 35 bp used as cut-off for the ancient

genomes. We constructed K-mer profiles for 3 archaic humans, the Altai Neandertal, Denisova and Vindija

Neandertal, along with 4 modern humans and 2 great apes. The complete list of individuals are shown in Table

S13.2.

Type Name Location Sex Coverage 

Neandertal Vindija Croatia F 30X 

Neandertal Altai 2 Altai cave F 52X 

Denisova Denisova3 Altai cave F 31X 

Present day human NA190174 Africa, Luhya in Webuye F 30-40X

Present day human HG01565 4 South American from Peru M 30-40X

Present day human HG000964 British in England M 30-40X

Present day human NA185254 Han Chinese F 30-40X

Chimpanzee Carl ? M 40X

Orangutan (Pongo Abelii) Buschi Osnabrück Zoo M 40X

Table S13.2. Individuals used for this analysis are shown with their, name, location, sex and coverage. 

Source Variant call set name 

http://cdna.eva.mpg.de/Neandertal/Vindija/VCF/ ALTAI_SNP 

https://bioinf.eva.mpg.de/Vindija_indels/ ALTAI_INDEL 

http://cdna.eva.mpg.de/Neandertal/Vindija/VCF/ DENISOVA_SNP 

https://bioinf.eva.mpg.de/Vindija_indels/ DESIVOA_INDEL 

http://cdna.eva.mpg.de/Neandertal/Vindija/VCF/ VINDIJA_SNP 

https://bioinf.eva.mpg.de/Vindija_indels/ VINDIJA_INDEL 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/phase3/integrated_sv_map/ SUDMANT 

Mills_and_1000G_gold_standard.indels.b37.sites.vcf MILLS 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/release/20130502/ 1000G 

http://cdna.eva.mpg.de/neandertal/Vindija/VCF/
https://bioinf.eva.mpg.de/vindija_indels/
http://cdna.eva.mpg.de/neandertal/Vindija/VCF/
https://bioinf.eva.mpg.de/vindija_indels/
http://cdna.eva.mpg.de/neandertal/Vindija/VCF/
https://bioinf.eva.mpg.de/vindija_indels/


13.3.3 Genotyping  

For each variant, which corresponds to a path through the variant graph BayesTyper counts the number of K-

mers that support this path as is shown in Figure S13.1c.  

To balance the number of false positive (FP) variants while keeping high sensitivity we investigated the 

consequence of varying the number of supporting K-mers for calling a given allele. We used an overall K-mer 

size of 31 bp to stay below the read size cut-off for ancient genomes of 35 bp, and looked at the number of 

variants called as a function of the number of K-mers (NOK) that a new variant induces are actually observed 

in the reads (the NOK variable ranges between 1 and 31). We expect that the false positive (FP) rate decreases 

with increasing value of NOK because of accumulating evidence for the K-mer, but also that the false negative 

(FN) rate will increase because some K-mers are not found either because of the region being low coverage, 

associated with sequencing errors or very low complexity. 

In order to find a good balance between FP and FN we exploited three predictions based on other genomes as 

our quality metrics.  

First, we expect to share very little polymorphism with non-human great apes by descent since 

variation segregating in humans is generally less than 2 million years old and the split with Chimpanzee is 

more than 6 million years ago 5 . Thus, typing human variant call sets in Chimpanzee and Orangutan by 

BayesTyper should produce very few heterozygous calls.  

Second, individuals from the 1000 genomes project has already been genotyped with other 

methods for the complete set of human SNVs. While this genotyping may not be perfect, we expect that the 

concordance between our genotyping in the same individuals and their 1000 genomes genotypes should 

increase with increasing NOK value.  

Third, we expect to see no or only few heterozygous sites in the tracts of homozygosity by 

descent (see SI5) and we use the highly inbreed Altai Neandertal for this test. 



Figure S13.2 upper panels show that the decrease in heterozygosity in one Orangutan (40X coverage) and one 

Chimpanzee (40X coverage) of both genotyped deletions and insertions as a function of NOK on chromosome 

17. The lower panels of Figure S13.2 show that the number of variants genotyped decreases with higher values 

of NOK. For NOK=25 around half of the variants in Chimpanzee and around a third of the variants in 

Orangutan are still genotyped but the heterozygosity is below 0.5%. We genotype fewer variants in Orangutan 

because we are using the human reference genome to “fill” out the edges between the nodes. Humans and 

Orangutans diverged further back in time than humans and Chimpanzee and because of this more variants that 

are not in humans have accumulated in the Orangutan genome and other variants within 31 bp of the focal 

variants will decrease the NOK.  

  

  
 

Figure S13.2. The percentage of heterozygous sites and number of genotyped human structural variants in 

Chimpanzee and Orangutan as a function of the number of supporting K-mers (NOK).  

 

  



The upper panel in Figure S13.3 shows the concordance rate between the 1000 genomes genotypes of indels 

and the genotypes called with BayesTyper for four individuals of different ethnicities as a function of the NOK 

value and the lower panel the number of variants genotyped as a function of NOK on chromosome 17. 

Concordance increases with NOK to a certain point. For NOK=25, concordance is above 99.5% for deletions 

and above 99% for insertions, while around 70% of the deletions and 40% of insertions are still genotyped. 

The concordance rate drops for insertions when the NOK value reaches 30, due to the low number of variants 

remaining. 

Figure S13.3: Concordance with 1000 genomes project genotypes are shown in the top panels for insertions 

and deletions. The lower panels shows the total amount of variants that could be genotyped. 



Figure S13.4 shows that the decrease in heterozygosity in the Altai Neandertal of both genotyped deletions 

and insertions as a function of NOK on chromosome 14 from 50 Mb to 100 Mb. We expect other tracks of 

homozygosity by descent (HBD) to behave similar to this region, and therefore we only use this one for our 

filtering. 

 

 
Figure S13.4: Number of heterozygous sites and total number of variants found in a tract of homozygosity in 

the Altai Neandertal on chromosome 14 from 50 Mb to 100 Mb. The number of heterozygous variants 

genotyped in the long track of homozygosity drastically decreases with more than 20 supporting K-mers.  

 

Based on these three tests we chose a filter with NOK=25 for the analysis of ancient human and archaic human 

genomes, using the same K-mer size of 31. This filter minimizes the error associated with the genotypes to 

~0.5% and maximizes the number of polymorphic sites retained.     

 

  



13.4 Structural variants in archaic genomes 

13.4.1 Number of variants called and transition issues 

We firstly checked how many of the variants from the human, Altai, Vindija and Denisova call sets we could 

genotype using our approach. The SNPs from the archaic humans were called using snpAD (see SI3) and the 

indels form the archaic humans were called using GATK 1. We show a summary of how many variant could 

be genotyped in Figure S13.5. For Altai, “known” variants are those that originate from the Altai call set and 

were genotyped in the Altai individual. “New” variants are variants coming from the Vindija, Denisova or 

1000 genomes call set – they are “new” in the sense that they could not be found using GATK or snpAD in the 

original Altai call set.  

 

 
Figure S13.5. The number of known and new variants. Each column is an archaic individual. 



The known variants are variants from the Altai, Denisova and Vindija call sets. The known indels would be 

the indels, called with GATK in each individual. For example, for all the indels in the Altai indel dataset we 

found enough K-mer support to genotype 201953 variants – but could not find K-mer support for 573870 

variants. For Altai we also find enough K-mer support for genotyping 23548 “new” indels. 

 

With regard to indels, we only found support for around 25% of the indels called using GATK, suggesting a 

high false positive rate when using GATK for calling indels in ancient DNA. With regard to SNPs (transitions 

and transversions), we are able to genotype around 93% of the transversions and 97% of the transitions, 

showing that this genotyping approach agrees with the snpAD.   

We were also able to genotype variants that were not found using GATK (for indels) and snpAD (for SNPs). 

We find around 25,000 indels that originate primarily from the 1000 genomes variants. We also find around 

300,000 transversions that originate primarily from the 1000 genomes variants. For the new transversions we 

find that 98% (Altai), 94% (Denisova) and 98% (Vindija) are in regions that were removed using the minimal 

set of filters mentioned in SI3. 

 

For transitions, we see twice as many novel variants in Vindija Neandertal compared to Altai Neandertal, likely 

because the majority of DNA libraries from Vindija are not UDG treated (see SI1). Because the Vindija reads 

are mostly not UDG treated (it will look like we have more transitions than we actually do) and we are trying 

to genotype all the variants from the 1000 genome project (there are more than 50 million transitions in this 

data set), we expect to call many false positives for transitions. Of the genotyped variants, the 

heterozygous/homozygous ratio for transitions is also different from the ratio for transversions and indels (p-

value=2.2E-16) as can be seen in Figure S13.6. This indicates that there are many false positives variants when 

looking at transitions for Vindija and Denisova, but to a lesser extent Altai. We conclude that BayesTyper does 

not perform well when calling transitions in ancient DNA and we thus exclude transitions for the rest of the 

analysis in this section.  

 



 
Figure S13.6. The number of known and new variants are shown and each column is an archaic individual. 

The number of heterozygous and homozygous variants for Altai, Denisova and Vindija.  

 

13.4.2  Number of heterozygous sites across the archaic genomes 

We counted the number of heterozygous indels and transversions in bins of 100 kb across the entire genome 

for each archaic individual (Figures S13.7-S13.12). We observe long tracks of homozygosity by descent (HBD) 

both for indels and transversions, even though we only minimized the number of heterozygous indels on 

chromosome 14 in our genotype filtering (see section 12.3.3 Genotyping). This implies that our indel call set 

should have a low false positive rate. The original indel call set using GATK show a high heterozygosity in 

the autozygous regions suggesting that it is highly contaminated with false positives (results not shown). Our 

results also suggest that BayesTyper has a low false positive rate when calling transversions in ancient DNA.  

  



Figure S13.7. Number of heterozygous indels along each chromosome for Altai Neandertal. Y-axis is truncated 

at 100 variants. Red lines are tracks of inferred homozygosity. 

Figure S13.8. Number of heterozygous transversions along each chromosome for Altai Neandertal. Y-axis is 

truncated at 400 variants. Red lines are tracks of inferred homozygosity. 



 

Figure S13.9. Number of heterozygous indels along each chromosome for Denisova. Y-axis is truncated at 100 

variants. Red lines are tracks of inferred homozygosity. 

 

Figure S13.10. Number of heterozygous transversions along each chromosome for Denisova. Y-axis is 

truncated at 400 variants. Red lines are tracks of inferred homozygosity.  



Figure S13.11. Number of heterozygous indels along each chromosome for Vindija Neandertal. Y-axis is 

truncated at 100 variants. Red lines are tracks of inferred homozygosity. 

Figure S13.12. Number of heterozygous transversions along each chromosome for Vindija Neandertal. Y-axis 

is truncated at 400 variants. Red lines are tracks of inferred homozygosity. 



13.4.3 Length distribution of genotyped indels that could not be found before 

The longest indel called in the Denisova, Altai and Vindija indel call sets was 8 bp for Altai, 7 bp for Vindija 

and 7 bp for Denisova. We were able to genotype variants from the 1000 genomes project that were longer 

than this providing an improved catalogue of indels. We show the size distributions of the new variants in 

Figure S13.13 

 
 

Figure S13.13. The size distribution of new indels for Altai, Denisova and Vindija. We show both heterozygous 

indels and homozygous indels for the alternative allele. The black vertical line indicates the length of the 

longest variant (8 bp) called in any of the original Altai, Denisova or Vindija indel call sets. The x-axis is 

truncated at 100 bp. The number of variants below 8 bp, above 8 bp and below 100 bp and variants above 100 

bp are shown for each individual. 

 

  



13.5 Annotation of structural variants 

A large proportion of the genotyped indels and transversions were shared with the 1000 Genomes project, 

allowing us to use the 1000 Genomes functional annotation. For each individual, we show the number of indels 

from each functional class in Figure S13.14. 

Figure S13.14. Functional annotation of the new and known variants. The functional annotation is taken from 

the 1000 genomes project. 

We identified 4537 variants (out of a total of 193356 indels) with a putative functional consequence (i.e. 

frameshift_mutation, inframe mutation, coding sequence, regulatory region and transcription factor binding 

site). Of these 425 were new. We find a frameshift deletion in the OR51B4 gene (an olfactory receptor) that is 

present in Vindija and Altai but not in Denisova. This mutation is only present in South East Asia at an allele 

frequency of less than 1%. We also find a two indels in close proximity of each other in the ABHD16B gene 

that is only found in Denisova and South East Asia both at a frequency of 0.3%.  

We also identify 259 transversions that are annotated as “probably damaging” with a Polyphen score above 

0.9. Of these 75 are new.  



13.6 Differences in sharing of human variation along the genome. 

We counted the number of variants that were shared between humans (present in 1000 genomes) and the 

archaic individuals for bins of 100 kb across the genome. Human populations generally share more indels with 

Neandertals than with Denisova.  

 

Denisova specific All populations 27595 

 Africa 1487 

 America 20 

 East Asia 357 

 Europe 22 

 South East Asia 958 

   
Neandertal specific All populations 48778 

 Africa 1033 

 America 20 

 East Asia 554 

 Europe 101 

 South East Asia 1096 

   
Altai All populations 41137 (4434) 

 Africa 866 (215) 
 America 16 (5) 
 East Asia 419 (51) 
 Europe 82 (9) 
 South East Asia 826 (79) 
   

Vindija All populations 44344 (7641) 

 Africa 818 (167) 

 America 15 (4) 

 East Asia 503 (135) 

 Europe 92 (19) 

 South East Asia 1017 (270) 
 

Table S13.3. Number of shared indels between Denisova, both Neandertals, Vindija Neandertal and Altai 

Neandertal. The number of indels shared with specific 1000 genomes super populations are shown below. For 

Denisova specific we counted variants private to Denisova. For Altai and Vindija we counted the variants that 

were present in the given individual and absent in Denisova (had to be homozygous for the reference allele). 

The numbers in brackets for Altai and Vindija are indels private to that individual.  

 

Figure S13.15 show the number of shared indels and Figure S13.16 show the number of shared transversions 

per window of 100 kb across the entire genome. 

 



Figure S13.15. The number of shared indels with the archaic individuals for each 100 kb window of the 

genome.  



Figure S13.16. The number of shared transversions with the archaic individuals for each 100 kb window of 

the genome. 

In the HLA region, we generally observe more indels that are shared with any of the Neandertals than 

with Denisova. This is shown in Figure S13.17. For the HLA genes around 33 Mb it seems that 

modern humans only share indels with the Vindija Neandertal.  

Figure S13.17. Number of shared indels between Denisova, both Neandertals, Vindija Neandertal and Altai 

Neandertal in the HLA region. HLA protein coding genes are shown in orange. For Denisova we counted 

variants private to Denisova. For Altai and Vindija we counted the variants that were present in the given 

individual and absent in Denisova (had to be homozygous for the reference allele). The numbers for Altai 

private and Vindija private are indels private to that individual.  
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