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Summary

One of the most fascinating results of recent research in empirical �nance is that asset
returns seem to contain predictable components. Until the �rst half of the 1980s, stock
and bond returns were thought to be completely unpredictable and this unpredictability
was taken to imply that asset markets were informationally e¢cient. However, since the
mid 1980s researchers have become increasingly aware of the fact that stock returns are
to some extent predictable from lagged valuation ratios like the dividend yield or price-
earnings ratio, and that bond returns are predictable from, for example, lagged yield
spreads. Interestingly, it has also become clear from asset pricing theory that return
predictability is not necessarily due to irrationality and market-ine¢ciency (bubbles,
fads, noise traders, etc.), but could be the result of rationally changing risk-aversion and
risk premia. Thus, predictable returns are in theory consistent with the e¢cient markets
hypothesis.

One area where return predictability has profound implications is asset allocation.
The old static Mean-Variance (MV) model continues to dominate analyses of portfolio
choice, especially among practitioners in the �nancial services industry. However, for
long-term investors the static MV model will only be suitable under very strict assump-
tions, one of them being that investment opportunities are constant over time, meaning
that returns are unpredictable. If this is not the case, long-term investors can bene�t
from return predictability, both in the form of market-timing and in the form of intertem-
poral hedging of future return risk. Neither of these e¤ects is captured by the static MV
model.

This thesis consists of four self-contained chapters that address the issue of return pre-
dictability and its implications for long-term investors� consumption and portfolio choice.
In the �rst chapter "The dividend-price ratio does predict dividend growth: International
evidence" (joint work with Tom Engsted), we conduct a comprehensive analysis of div-
idend and return predictability by the dividend-price ratio on long-term annual data
from the US and three European countries. We make two main contributions. First, we
document that for the US, results for long-horizon predictability are crucially dependent
on whether returns and dividend growth are measured in nominal or real terms, and
this di¤erence is due to long-term in�ation being strongly negatively predictable by the
dividend-price ratio. The impact of in�ation is to reinforce real return predictability and
to reduce - or change direction of - real dividend growth predictability. This provides an
explanation for the strong predictability of long-horizon real returns in the �right� direc-
tion, and the strong predictability of long-horizon real dividend growth in the �wrong�
direction, that we see in US post war data. Second, we �nd that predictability patterns
in three European stock markets are in many ways di¤erent from what characterize the
US stock market. In particular, in Sweden and Denmark dividend growth is strongly
predictable by the dividend-price ratio in the �right� direction while returns are not pre-
dictable. The results for the UK are mixed. Our results are robust to a number of changes
in the modeling framework. We discuss the results for dividend growth predictability in
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terms of the �dividend smoothing hypothesis�.1

A large literature has explored if the conditional mean and volatility of returns are
predictable. The second chapter "Predictable return distributions" goes beyond these
two moments and provides detailed insights into predictability of the entire stock and
bond return distribution through the use of quantile regression. This allows us to examine
speci�c parts of the return distribution such as the tails or the center, and for a su¢ciently
�ne grid of quantiles we can trace out the entire distribution. A univariate quantile
regression model is used to examine stock and bond return distributions individually,
while a multivariate model is used to capture their joint distribution. An empirical
analysis on US data shows that certain parts of the return distributions are predictable
as a function of economic state variables. The results are, however, very di¤erent for
stocks and bonds. The state variables primarily predict only location shifts in the stock
return distribution, while they also predict changes in higher-order moments in the bond
return distribution. Out-of-sample analyses show that the relative accuracy of the state
variables in predicting future returns varies across the distribution. A portfolio study
shows that there are economic gains for an investor with power utility in applying the
empirical return distribution captured through quantile regression in portfolio decisions
instead of imposing an assumption of lognormally distributed returns.

The use of persistent predictor variables in return predictability regressions has the
unfortunate consequence that subsequent conclusions may be seriously distorted by small-
sample bias. In the third chapter "Return predictability and intertemporal asset alloca-
tion: Evidence from a bias-adjusted VAR model" (joint work with Tom Engsted), we
explore the e¤ects on return predictability and optimal asset allocation of adjusting vec-
tor autoregressive (VAR) parameter estimates for this bias. We apply a simple and
easy-to-use analytical bias formula instead of bootstrap or Monte Carlo bias-adjustment
as is usually done in the literature. The analysis of optimal asset allocation is based
on a VAR based intertemporal asset allocation model. Regarding return predictability
we show that bias-adjustment in the multivariate setup can yield very di¤erent results
than in the univariate case. Furthermore, the results show that correcting the VAR para-
meters for small-sample bias has both quantitatively and qualitatively important e¤ects
on the optimal portfolio choice. We also investigate the robustness of the results by re-
placing one of the state variables, the short-term nominal interest rate in levels, with its
detrended version, and show that this has a large impact on both the optimal demand
for bonds and the e¤ect of the bias-adjustment. Finally, we conduct a simulation study
to analyze the properties of the bias-adjustment procedure.

Research on intertemporal portfolio and consumption choice usually assumes that
investors maximize utility over either end-of-period wealth or consumption. This is in
con�ict with evidence from asset pricing models and micro data, which instead sup-
ports the idea that investors maximize utility over consumption relative to a habit level.
The fourth chapter "Portfolio and consumption decisions under time-varying investment
opportunities and external habit" studies optimal portfolio and consumption decisions

1This paper is published in Journal of Empirical Finance 17 (2010), 585-605.
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under time-varying investment opportunities for an in�nitely-lived investor with power
utility de�ned over the di¤erence between consumption and an external habit. I de-
rive an analytical solution to the portfolio and consumption choice problem in which I
make use of an approximate framework and a VAR model to capture the dynamics of
asset returns, predictor variables, and habit growth. Optimal consumption and portfo-
lio choice are both a¤ected by the presence of habit. The closer to habit the investor
consumes, the less emphasis he will put on time-varying investment opportunities and
precautionary savings in determining his consumption path. Instead the investor will
attempt to match his consumption growth to growth in habit. Besides a¤ecting both
the myopic and intertemporal hedge component of optimal asset demand, the presence
of habit also introduces an additional component that works as a hedge against changes
in the investor�s habit level. An empirical application where the model is calibrated to
US data shows that the presence of habit has large and economically signi�cant e¤ects
on the optimal portfolio and consumption choice compared to a standard CRRA utility
function.
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Dansk resumé (Danish summary)

Et af de mest fascinerende resultater af senere tids forskning i empirisk �nansiering
er, at afkast på �nansielle aktiver tilsyneladende indeholder forudsigelige komponenter.
Både aktie- og obligationsafkast blev indtil den første halvdel af 1980�erne opfattet som
værende fuldstændig uforudsigelige, og denne uforudsigelighed blev fortolket til at in-
debære, at de �nansielle markeder var informationsmæssigt e¢ciente. Siden midten af
1980�erne er forskere dog i stigende grad blevet opmærksomme på det faktum, at frem-
tidige aktie- og obligationsafkast til en vis grad kan forudsiges ved hjælp af eksempelvis
dividende-pris ratioen og rentespreadet. Samtidig har det vist sig fra den underliggende
teori for prisfastsættelse af �nansielle aktiver, at afkastforudsigelighed ikke nødvendigvis
skyldes irrationalitet og markedsine¢ciens men kan være resultatet af rationelt varierende
risikoaversion og risikopræmier. Forudsigelige afkast er derfor i teorien konsistente med
den e¢ciente markedshypotese.

Afkastforudsigelighed har store implikationer for porteføljesammensætningen af �-
nansielle aktiver. Den gamle statiske Middelværdi-Varians (MV) model dominerer fort-
sat analyser af porteføljevalg, specielt blandt praktikere i den �nansielle industri. For
langsigtede investorer er den statiske MV model dog kun velegnet under meget restriktive
antagelser. En af disse antagelser er, at investeringsmulighederne er konstante over tid,
hvilket betyder, at afkast er uforudsigelige. Hvis dette ikke er tilfældet, kan langsigt-
ede investorer drage nytte af afkastforudsigelighed både i form af markedstiming og in-
tertemporal hedging af risikoen forbundet med fremtidige afkast. Ingen af disse e¤ekter
er indarbejdet i den statiske MV model.

Denne afhandling består af �re uafhængige artikler, der adresserer afkastforudsige-
lighed og de deraf følgende implikationer for langsigtede investorers portefølje- og for-
brugsvalg. I det første kapitel "The dividend-price ratio does predict dividend growth:
International evidence" (fælles arbejde med Tom Engsted) foretager vi en omfattende
analyse af dividende- og afkastforudsigelighed ved brug af dividende-pris ratioen på et
internationalt datasæt bestående af lange dataserier med årlig frekvens for USA og tre
europæiske lande. Artiklen indeholder to væsentlige bidrag til den eksisterende litteratur.
For det første dokumenterer vi, at for USA er resultaterne for forudsigelighed over lange
horisonter vitalt afhængige af, om afkast og dividendevækst måles i nominelle eller reale
termer, og at denne forskel skyldes, at in�ation over lange horisonter er stærkt negativt
forudsigelig ved brug af dividende-pris ratioen som state variabel. Indvirkningen af in�a-
tion er at styrke real afkastforudsigelighed og at reducere - eller ændre retning på - real
dividendevækstforudsigelighed. Dette forklarer den stærke forudsigelighed af reale afkast
over lange horisonter i den �rigtige� retning og den stærke forudsigelighed af real divi-
dendevækst over lange horisonter i den �forkerte� retning, som vi observerer i amerikansk
data efter 2. verdenskrig. For det andet �nder vi, at forudsigelighedsmønstrene på de tre
europæiske aktiemarkeder på mange måder er forskellige fra det, der karakteriserer det
amerikanske aktiemarked. Specielt i Sverige og Danmark hvor dividendevækst er stærkt
forudsigelig i den �rigtige� retning ved brug af dividende-pris ratioen som state variabel,
mens afkast ikke er forudsigelige. Resultaterne for England er blandede. Vores resultater
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er robuste overfor en række ændringer i modelleringssetup�et. Vi diskuterer forudsige-
lighed af dividendevækst indenfor rammerne af �dividend smoothing� hypotesen.2

En omfattende litteratur har undersøgt, om det forventede afkast og volatiliteten
på afkast er forudsigelige. Det andet kapitel "Predictable return distributions" går ud
over disse to momenter og giver ved brug af kvantil regression et detaljeret indblik i
forudsigelighed af hele afkastfordelingen for aktier og obligationer. Brugen af kvantil
regression gør det muligt at undersøge speci�kke dele af afkastfordelingen såsom halerne
eller midten, og ved hjælp af tilstrækkeligt mange kvantiler kan vi få et billede af hele
fordelingen. En univariat kvantil regressionsmodel anvendes til at undersøge afkast-
fordelingen for aktier og obligationer individuelt, mens en multivariat model bruges til at
analysere deres fælles fordeling. En empirisk analyse på amerikanske data viser, at visse
dele af afkastfordelingerne kan forudsiges ved hjælp af økonomiske state variable. Re-
sultaterne er dog meget forskellige for aktier og obligationer. State variablene forudsiger
primært ændringer i placeringen af aktieafkastfordelingen, mens de også forudsiger æn-
dringer i højere-ordens momenter i obligationsafkastfordelingen. Out-of-sample analyser
viser, at state variablenes relative nøjagtighed i at forudsige fremtidige afkast varierer på
tværs af fordelingen. Et porteføljestudie viser, at en investor med power nytte kan opnå
økonomiske gevinster ved at anvende den empiriske afkastfordeling estimeret ved brug af
kvantil regression i stedet for at antage, at afkast er lognormalfordelte.

Brugen af persistente state variable i afkastforudsigelighedsregressioner har den uheldige
konsekvens, at efterfølgende konklusioner risikerer at være forkerte som følge af bias forår-
saget af en lille stikprøve. I det tredje kapitel "Return predictability and intertemporal
asset allocation: Evidence from a bias-adjusted VAR model" (fælles arbejde med Tom
Engsted) undersøger vi e¤ekterne på afkastforudsigelighed og optimalt porteføljevalg af
at justere vektor autoregressive (VAR) parameter estimater for denne bias. Vi anvender
en simpel og letanvendelig analytisk bias-formel i stedet for bootstrap eller Monte Carlo
bias-justering, som er det typiske valg i litteraturen. Analysen af optimalt porteføljevalg
er baseret på en VAR baseret intertemporal porteføljemodel. Med hensyn til afkast-
forudsigelighed viser vi, at bias-justering i det multivariate setup kan give meget forskel-
lige resultater sammenlignet med det univariate tilfælde. Ydermere viser resultaterne,
at bias-justering af VAR parametrene har en vigtig e¤ekt på det optimale porteføljevalg,
både kvantitativt og kvalitativt. Vi undersøger også, hvor robuste resultaterne er ved
at erstatte en af state variablene, den korte nominelle rente, med den korte nominelle
rente fratrukket dens et-års glidende gennemsnit, hvilket har stor betydning for både
den optimale efterspørgsel efter obligationer og e¤ekten af at justere for bias. Endelig
udfører vi et simulationsstudie for at analysere egenskaberne ved proceduren anvendt til
at justere for bias.

Den eksisterende forskning i intertemporalt portfølje- og forbrugsvalg antager almin-
deligvis, at investorer maksimerer deres nytte over enten slutformuen eller deres forbrug.
Dette er ikke konsistent med resultater fra teorien for prisfastsættelse af �nansielle ak-
tiver og mikrodata, som i stedet for støtter ideen om, at investorer maksimerer nytten

2Artiklen er publiceret i Journal of Empirical Finance 17 (2010), 585-605.
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over forbrug relativt til et habit niveau. Det fjerde kapitel "Portfolio and consumption
decisions under time-varying investment opportunities and external habit" studerer opti-
male portefølje- og forbrugsbeslutninger under tidsvarierende investeringsmuligheder for
en investor med uendelig investeringshorisont og power nytte de�neret over forskellen
mellem forbrug og ekstern habit. Jeg udleder en analytisk løsning til portefølje- og for-
brugsproblemet ved brug af en række approksimative relationer og en VAR model til at
modellere dynamikken for afkast, state variable og habitvækst. Optimalt forbrugs- og
porteføljevalg påvirkes begge af den eksterne habit. Jo tættere på habit investorens for-
brug er, jo mindre vægt lægger han på tidsvarierende investeringsmuligheder og præven-
tiv opsparing, når han skal fastlægge sit forbrug. I stedet for forsøger investoren at
tilpasse sin forbrugsvækst til væksten i habit. Habit påvirker det optimale portefølje-
valg gennem både den myopiske og den intertemporale hedge komponent. Ydermere
forårsager den eksterne habit en ekstra komponent, der har til formål at hedge imod
ændringer i investorens habit niveau. En empirisk applikation, hvor modellen kalibreres
til amerikansk data, viser, at habit har store og økonomisk signi�kante e¤ekter på det
optimale portefølje- og forbrugsvalg sammenlignet med en standard nyttefunktion med
konstant relativ risikoaversion.
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The dividend-price ratio does predict dividend growth:
International evidence





The dividend-price ratio does predict dividend
growth: International evidence�

Tom Engsted Thomas Q. Pederseny

Journal of Empirical Finance 17 (2010), 585-605

Abstract

Unpredictable dividend growth by the dividend-price ratio is considered a �stylized
fact� in post war US data. Using long-term annual data from the US and three
European countries, we revisit this stylized fact, and we also report results on re-
turn predictability. We make two main contributions. First, we document that for
the US, results for long-horizon predictability are crucially dependent on whether
returns and dividend growth are measured in nominal or real terms, and this dif-
ference is due to long-term in�ation being strongly negatively predictable by the
dividend-price ratio. The impact of in�ation is to reinforce real return predictabil-
ity and to reduce - or change direction of - real dividend growth predictability. This
provides an explanation for the strong predictability of long-horizon real returns
in the �right� direction, and the strong predictability of long-horizon real dividend
growth in the �wrong� direction, that we see in US post war data. Second, we �nd
that predictability patterns in three European stock markets are in many ways
di¤erent from what characterize the US stock market. In particular, in Sweden
and Denmark dividend growth is strongly predictable by the dividend-price ratio
in the �right� direction while returns are not predictable. The results for the UK are
mixed. Our results are robust to a number of changes in the modeling framework.
We discuss the results for dividend growth predictability in terms of the �dividend
smoothing hypothesis�.

JEL Classi�cation: G12, E44
Keywords: Dividend-price ratio, equity return and dividend growth, short- and
long horizon predictability, dividend smoothing, VAR model, asymptotic and small-
sample tests.
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1 Introduction

It has become an almost stylized fact for the US that stock returns are predictable by the
dividend-price ratio while dividend growth is not. This predictability pattern is especially
pronounced when returns and dividend growth are measured over long (multi-year) hori-
zons, and it has been interpreted as implying that almost all variation in dividend yields
is due to changing expectations of future long-term returns with changing expectations
of future long-term dividend growth playing essentially no role, see e.g. Cochrane (2001,
2008).1 Recently, this �stylized fact� has been challenged by Chen (2009) who shows
that for the period up to the end of the Second World War, the opposite predictability
pattern characterizes the US stock market: Long-horizon returns are unpredictable while
long-horizon dividend growth is predictable by the dividend-price ratio. However, for the
post war period, Chen obtains results consistent with the �stylized fact� view, namely
predictable stock returns and unpredictable dividend growth.

The �nding that changing expectations of future dividend growth have no role to play
in explaining movements in the dividend-price ratio is discomforting and runs counter to
standard textbook models for stock price determination in which changes in expected fu-
ture cash�ows are an important source for movements in prices. One possible explanation
for the lack of dividend growth predictability by the dividend-price ratio in the post war
US data is provided by Lettau and Ludvigson (2005). They argue that movements in ex-
pected dividend growth are positively correlated with movements in expected returns and
this comovement has o¤setting e¤ects on the dividend-price ratio which make it unable to
uncover the time-varying nature of expected dividend growth. Lettau and Ludvigson �nd
that the cointegrating residual from consumption, dividend, and labor income, by con-
trast, has signi�cant predictive power for future dividend growth. Menzly et al. (2004)
provide a general equilibrium habit persistence explanation for a common component
in expected returns and expected dividend growth, and they show that changes in risk
preferences eliminate the dividend-price ratios ability to predict future dividend growth.
From Menzly et al.�s model what should predict dividend growth is the dividend-price
ratio scaled by a particular price-consumption ratio, and this implication is borne out in
the post war US data. Chiang (2008) argues that because of smoothing, manipulation,
and censoring of dividends, and because of structural shifts in �rms corporate �nancial
policy, measured dividends may be a poor measure of true value-relevant cash�ows and
this may explain the lack of dividend growth predictability by the dividend-price ratio
(see also Chen et al., 2009). Instead, Chiang uses a subset of US stocks, namely real
estate investment trust (REIT) stocks whose dividends are a better measure of value-

1Campbell and Shiller (1988a) documented that the dividend-price ratio does signi�cantly predict
one-year dividend growth with the �correct� negative sign in annual US data up to 1986. Ang (2002)
con�rmed that result on data up to 2000, but he also found that on horizons beyond one year there is no
signi�cant dividend growth predictability by the dividend-price ratio. Below we discuss additional papers
that analyze dividend growth predictability. A non-exhaustive list of additional papers analyzing return
predictability by the dividend-price ratio is Fama and French (1988), Nelson and Kim (1993), Goetzmann
and Jorion (1993, 1995), Stambaugh (1999), Valkanov (2003), Lewellen (2004), and Campbell and Yogo
(2006).
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relevant cash�ows, and he �nds that indeed with these data dividend growth is strongly
predictable by the dividend-price ratio.2

As noted by e.g. Paye and Timmermann (2006), the literature on return predictability
is weighted towards US data with relatively few studies examining predictability in global
returns. This bias towards the US is even more pronounced when it comes to analyzing
dividend predictability. Campbell (2003) conducts a comprehensive international study
of asset price determination within a consumption-based framework. In parts of his
analysis he �nds some evidence of dividend growth predictability by the dividend-price
ratio in several countries (but not in the US). However, in most of the cases the signi�cant
predictability is con�ned to dividend growth over relatively short horizons, and Campbell
concludes from this that there is no convincing evidence in the international data that
long-run forecasts of dividend growth change over time.3 In another international study,
Ang and Bekaert (2007) also conclude that there is only weak evidence of linear dividend
growth predictability by the dividend-price ratio.

In this paper we further analyze the dividend-price ratios ability to predict future
stock returns and dividend growth. We pay special attention to dividend growth pre-
dictability over long horizons, and in addition to using the long-term annual US data
that many previous authors have used, we analyze long annual time series for aggregate
stock prices and dividends in the three European countries Denmark, Sweden and the
UK. For these three countries we have annual data covering more than 80 years in the
case of Denmark and Sweden and more than 100 years for the UK. Surprisingly, for these
European countries we �nd predictability patterns that in some ways - and especially for
the two Scandinavian countries - are very di¤erent from what characterize the US.

We make two main contributions. First, we show that for the US, predictability
patterns for returns and dividend growth are very sensitive to whether these variables
are measured in real or nominal terms. We con�rm Cochrane�s (2008) �ndings for real
returns and dividend growth using annual CRSP data in which monthly dividends are
reinvested in the stock market, and we also con�rm most of Chen�s (2009) �ndings for
nominal returns and dividend growth using S&P/Cowles data ("S&P" in short) with no
reinvestment of dividends.4 However, we show that many of the conclusions for nominal

2In a recent paper, Binsbergen and Koijen (2010) argue that dividend growth is in fact predictable by
the dividend-price ratio. They use �ltering techniques to uncover expected returns and dividend growth
in a present value model and they �nd that in post war US data expected dividend growth is highly
time-varying and predictable from the entire history of dividend-price ratios.

3Most of Campbell�s (2003) analysis is based on quarterly data from the 1970s to the late 1990s.
However, he also reports results with long-term annual data from the US, UK and Sweden. These
annual data are essentially identical to the data we use from these three countries, except that our
sample periods are longer. In addition we include data from Denmark. Dimson et al. (2002) contains
stock returns over a 100 year period for 16 countries. However, their publicly available database does
not contain individual series for dividends or dividend yields, and requests to the authors for supplying
these series have not been successful. Except for the US, UK, Swedish, and Danish data we analyze,
we are not aware of similar data from other countries that contain long-term series for both prices and
dividends, and that extend back to before World War II.

4In addition to nominal returns, Chen (2009) also analyzes excess returns, but with respect to dividend
growth he only considers nominal dividends and does not investigate predictability in real dividend
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returns and dividend growth are turned upside down when these variables are measured
in real terms. For example, in the S&P data from 1871 to 2008, long-horizon real returns
are signi�cantly predictable in the �right� (i.e. positive) direction by the dividend-price
ratio, while long-horizon nominal returns are not signi�cantly predictable. The opposite
predictability pattern characterizes dividend growth: here nominal dividend growth is
signi�cantly predictable, while real dividend growth is not predictable at long horizons.
In a sub-sample analysis we con�rm Chen�s (2009) �nding of a �tale of two periods�, but
again with the important di¤erence that in the early period up to the end of the 1940s
long-horizon real dividend growth is not predictable while long-horizon nominal dividend
growth is negatively predictable by the dividend-price ratio. In the post war period 1950-
2008 nominal dividend growth is unpredictable and real dividend growth is signi�cantly
predictable at long horizons, but in the �wrong� (i.e. positive) direction. To the best
of our knowledge these di¤erences between nominal and real long-horizon predictability
have not been analyzed in the existing literature.

The key to understanding the di¤erences between nominal and real predictability
is in�ation predictability. According to Campbell and Shiller�s (1988a) dividend yield
decomposition, the log dividend-price ratio re�ects expected future long-term returns
and dividend growth, and this decomposition holds for both nominal and real variables.
The di¤erence between the nominal and real versions of the decomposition is in�ation
(cf. equations (2) and (3) below). Thus, if the dividend-price ratio predicts nominal and
real variables di¤erently, it must be because the ratio predicts in�ation. We document
that in the US, the dividend-price ratio does not have signi�cant predictive power for
short-horizon in�ation, but the ratio has strong and signi�cant predictive power for future
long-horizon in�ation. An increase (decrease) in the dividend-price ratio is a very strong
signal of lower (higher) future long-term in�ation. Hence, the impact of in�ation is to
reinforce real return predictability and reduce real dividend growth predictability. In
fact, if in�ation is su¢ciently negatively predictable by the dividend-price ratio, it may
generate signi�cant predictability of real dividend growth in the �wrong� (i.e. positive)
direction, exactly as we observe in the post war period for the US. Thus we provide an
explanation for the puzzle that has been noted in the existing literature (e.g. Lettau
and Ludvigson, 2005), namely that in the post war US period the dividend-price ratio
predicts real dividend growth in the �wrong� direction.

Our second main contribution is to show that predictability patterns in European
stock markets are in many ways quite di¤erent from what characterize the US stock
market. In particular, in our three European datasets there are no qualitatively important
di¤erences between nominal and real predictability. In addition, in Sweden and Denmark
dividend growth is strongly predictable by the dividend-price ratio in the �right� direction
while returns are not predictable. This holds for both short- and long horizons and across
sub-periods. Thus, in Scandinavia it seems that variation in dividend yields re�ects
time-varying expected cash�ows, with expected returns being essentially constant, i.e.
a constant discount rate, in perfect accordance with classical textbook explanations for
stock price movements. The results for the UK are more similar to the US results in

growth.
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that here we also have a �tale of two periods�, but with the important di¤erence that
the UK results are not markedly di¤erent for nominal and real variables. In the early
sub-period 1900-1949, short-horizon - but not long-horizon - UK returns are signi�cantly
predictable and dividend growth is signi�cantly predictable at all horizons in the �right�
direction by the dividend-price ratio. In the post war period 1950-2008, UK returns are
strongly predictable in the �right� direction at all horizons, while long-horizon dividend
growth is signi�cantly predictable in the �wrong� direction.

Our results are robust to a number of changes in the modeling framework. In
particular, they do not depend on whether we use weighted or unweighted multi-period
returns and dividend growth (weighting is done by the parameter � < 1, cf. equation (2)
below), and the sub-sample results are not sensitive to the exact cut-o¤ point between
the two sub-periods. In addition, the results do not in general depend on whether or
not we adjust the dividend-price ratio�s autocorrelation coe¢cient for small-sample bias.
Interestingly, however, we �nd that in some cases the implied long-horizon predictive
coe¢cients on the dividend-price ratio from �rst-order VAR models di¤er substantially
from direct long-horizon estimates in time-overlapping multi-year regressions. Our results
indicate that one should be careful in deriving long-horizon implications from low-order
VAR models.

Throughout we report tests based on both asymptotic distributional theory and on
simulated small-sample distributions. This is especially important when looking at multi-
year time-overlapping data. And since Cochrane (2008) �nds that when considering
long-horizon predictability it is important to go beyond just 5 or 10 year horizons, we in-
vestigate predictability at horizons up to 20 years. In addition to analyzing the standard
regressions where return predictability and dividend growth predictability are analyzed
in isolation, we also investigate the joint distribution of the dividend-price ratio coef-
�cients in the two regressions. This gives more powerful tests of predictability since,
as Cochrane (2008) forcefully argues, a null hypothesis of no return (dividend growth)
predictability must mean dividend growth (return) predictability if there are no bubbles.
We simulate p-values for two joint hypotheses, either no return predictability together
with dividend growth predictability, or no dividend growth predictability together with
return predictability. It turns out that in many cases the small-sample p-value in the
joint test di¤ers markedly from the asymptotic p-value in the marginal test.

The rest of the paper is organized as follows. Section 2 describes the long-term data
used in the empirical analysis. Section 3 explains the methodologies that we use to
analyze predictability. Section 4 reports the empirical results on both short and long
horizons, and using both asymptotic tests and small-sample tests in a joint hypothesis
setup. This section also contains results from a sub-sample analysis and a number of
further robustness analyses, before providing a possible explanation for the di¤erences
found between the countries examined in the empirical analyses. We also brie�y discuss
possible reasons for future in�ation being predictable by the dividend-price ratio. Finally,
section 5 contains some concluding remarks.
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2 The long-term US and European data

We analyze dividend growth and return predictability for the US and three European
countries: Denmark, Sweden, and the UK. For each of these countries we have long-term
annual time series for aggregate stock prices and dividends. Using long-term annual data
enables us to analyze direct long-horizon predictability, while at the same time avoiding
the well-known problems with seasonality in monthly or quarterly dividends.

We use two US datasets. The �rst is from Center for Research in Security Prices
(CRSP) and covers the period 1926-2008, while the second is the S&P/Cowles data from
the website of Robert Shiller and covers the period 1871-2008. These US data are similar
to the data used by Chen (2009), except that Chen�s sample period stops at 2005 and that
he does not use real variables. He analyzes nominal and excess returns but only nominal
dividends, whereas we analyze both nominal and real returns and dividends throughout.
In both US datasets real variables are obtained by dividing nominal variables by the
consumer price index (CPI). The source for the UK data is Barclays Capital (2009),
which contains annual data on UK stock prices and dividends in the period 1900-2008.
The "Barclays Equity Index" is measured at December each year and the "Income Index"
relates to the dividend income received in the 12 months prior to that date. Nominal
values are converted to real values by dividing by the "Cost of Living Index". The
Swedish data covers the period 1919-2008, and is up to 2007 an updated version of
the data from Frennberg and Hansson (1992). We have used Morgan Stanley Capital
International (MSCI) data for the last year in the Swedish dataset. Prices are measured
at the end of the year, while dividend is the dividend income payable throughout that
year. Nominal series are de�ated by the implicit consumption de�ator to obtain real
series.5 The Danish data are from Lund and Engsted (1996), Engsted and Tanggaard
(2001), and MSCI, and covers the period 1922-2008. Up to 1996 the stock index is a
value-weighted portfolio of stocks from the Copenhagen Stock Exchange. The index at
the end of year t is de�ned as the February value of year t+ 1. Dividends for year t are
de�ned as dividends paid out between February of year t and February of year t + 1 ,
see the appendix in Lund and Engsted (1996) for details. Nominal values are de�ated
by the consumption de�ator to obtain real values. For the period after 1996 these data
are spliced together with Danish data from MSCI. For all countries the rate of in�ation
is computed from the price index used to convert nominal variables into real variables.

Table 1 shows descriptive statistics for each country over the full sample period and
over two sub-samples with the �rst ranging from the start of the samples to 1949, and
the second from 1950 to 2008. Looking �rst at stock returns over the full sample periods
we see that the mean and standard deviation of returns are quite similar across countries,
mean nominal returns, eR, ranging from 10.1% in the US (S&P) to 12.2% in Sweden, and
standard deviations ranging from 18.0% in the US (S&P) to 22.8% in Denmark. Mean
real returns, R, lie in the interval from 6.7% to 8.4%, with standard deviations from

5The UK and Swedish data correspond to those used by Campbell (2003), with the exception of
having been updated to include the latest years and, in the case of the UK, to include data prior to
1920.
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17.9% to 21.9%. Dividend growth shows more pronounced di¤erences across countries.
Nominal dividend growth, eD= eD�1, averages 7.3% in Sweden and only 4.2% in the US
(S&P). Part of the reason for this di¤erence is the higher in�ation, �, in Sweden (3.6%)
than in the US (2.3%). But looking at real dividend growth, D=D�1, there are also some
notable di¤erences, with mean growth rates ranging from around 1.0% in the UK and
Denmark to 3.7% in Sweden.

Turning to the sub-sample periods, in�ation is much higher in all four countries
in the 1950-2008 period compared to the period up to 1949. Naturally this tends to
make nominal returns and dividend growth higher in the post war period. However,
real returns and dividend growth also change over time, as Table 1 shows. While mean
real returns and dividend growth remain virtually unchanged over the two sub-periods
for the US, they change a lot for the three European countries. The mean real return
increases from 4.4% to 8.8% in the UK, from 4.8% to 10.4% in Sweden, and from 3.6%
to 8.1% in Denmark. We also see an increase in the mean real dividend growth for these
countries. In the UK it increases from 0.5% to 1.6%, in Sweden from -0.4% to 5.9%, and
in Denmark from -1.4% to 1.8%. Another interesting di¤erence between the US and the
three European countries is that while the standard deviation of returns decreases across
the two sub-periods for the US, it increases for the three other countries. With respect to
the variability of dividend growth, standard deviations fall dramatically in the post war
period in the US and UK, while they increase in Sweden and Denmark. In the former two
countries the standard deviations are between 4.9% and 13.6% in the 1950-2008 period,
but 20% in the Scandinavian countries. This points to an interesting di¤erence between
the US and UK on the one hand and the two Scandinavian countries on the other hand,
regarding �rms� dividend policy. We return to this issue in section 4.5.

Finally, we see from the �rst-order autocorrelation coe¢cients, �(1), in Table 1 that
the dividend-price ratio, D=P , is much less persistent in the UK than in the other three
countries, and a common feature for all countries is that the persistence increases across
the two sub-periods. In the post war period the autocorrelation coe¢cient is between 0.75
and 0.88 in the US, Sweden and Denmark, but only 0.52 in the UK. Figure 1 shows time-
series plots of the dividend-price ratio. The degree of persistence in the dividend-price
ratio is important for how short-horizon predictability translates into long-horizon pre-
dictability (cf. equations (9) and (10) below), and together with the correlation between
the innovations in the predictive regression and the dividend-price ratio innovations, the
dividend-price ratio autocorrelation determines the small-sample bias in estimated pre-
dictive regression coe¢cients, see e.g. Stambaugh (1999). In section 4.4 we discuss this
small-sample bias further.

In the following, we initially analyze dividend growth and return predictability using
the full samples, and then in section 4.3 we perform a sub-sample analysis using the same
sub-periods as in Table 1.
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3 Methodology

In this section we describe the methodologies that we use in analyzing short- and long-
horizon predictability of returns and dividend growth

3.1 The log-linear return approximation

Using a linearization of the de�nition of the one-period log return, Campbell and Shiller
(1988a) derive the approximate identity

rt+1 = �dt+1 + (dt � pt)� � (dt+1 � pt+1) + c, (1)

where rt+1, dt+1, and pt+1 denote log stock return, log dividend, and log stock price,
respectively, � = 1=

�
1 + eE[d�p]

�
, and c is a linearization constant. Iterating (1) forward,

imposing a no-bubble transversality condition limj!1 �
j (dt+j � pt+j) = 0, and taking

conditional expectations, we get the following present value relation

dt � pt = Et

1X

j=0

�j (rt+1+j ��dt+1+j)�
c

1� �
. (2)

According to (2) the dividend-price ratio will be a good predictor of future returns and/or
dividend growth. Thus, given forward-looking expectations and no bubbles, there is a
sound theoretical argument as to why the dividend-price ratio should predict future
returns and/or changes in dividends, and existing predictability studies usually refer to
(2) as the underlying theoretical framework. The economic intuition behind (2) is that,
holding expected returns constant, an increase in expected future dividends leads to an
increase in today�s stock price and thereby to a decrease in the dividend-price ratio.
Similarly, holding expected dividend growth constant, an increase in expected future
returns must imply a lower price today and thereby an increase in the dividend-price
ratio.

Equation (2) holds for both nominal and real variables. If we de�ne log in�ation from
time t to t+ 1 as �t+1, we can write (2) as

dt � pt = Et

1X

j=0

�j[(rt+1+j � �t+1+j)� (�dt+1+j � �t+1+j)]�
c

1� �
. (3)

This equation shows that if the dividend-price ratio forecasts nominal and real returns
or dividend growth di¤erently, then it must be due to the dividend-price ratio having
predictive power for future in�ation. For example, if nominal returns are not predictable
but in�ation is, then the result must be that real returns are predictable. As we shall
see, this turns out to be an important point in interpreting the results reported below
regarding the di¤erences between predictability of nominal and real returns and dividend
growth in the US.
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3.2 Direct long-horizon predictability regressions

Standard practice in the literature on long-horizon predictability is to run �direct� time-
overlapping multi-period regressions with suitable adjustments to the standard errors to
account for the moving average structure imposed on the error term from using overlap-
ping data. The �direct� approach simply amounts to running the following regressions for
di¤erent values of k,

rt;t+k = ar;k + br;k (dt � pt) + "
r
t+k, (4)

�dt;t+k = ad;k + bd;k (dt � pt) + "
d
t+k, (5)

where rt;t+k and �dt;t+k denote either the unweighted or weighted (by �
j�1, cf. (2)) sum

of one-period returns and dividend growth, respectively, from period t to t + k. The
use of overlapping data implies that the errors, "rt+k and "

d
t+k, have a moving average

structure of order k � 1 by construction. A standard way to deal with this is to use
Newey and West (1987) adjusted standard errors with k � 1 lags. However, as shown
by Ang and Bekaert (2007), Newey-West standard errors lead to severe over-rejections
of the null hypothesis of no return predictability at long horizons. Instead, Ang and
Bekaert �nd that the standard errors developed by Hodrick (1992) lead to tests with
better size properties in small samples. With this in mind, we use Hodrick asymptotic
standard errors to compute p-values in the tests for no predictability. We also compute
�nite-sample p-values by simulation, see section 3.4.

3.3 Implied long-horizon predictability from VAR model

An alternative to direct multi-period regressions is to infer long-horizon predictability
from �rst-order VAR models. Consider Cochrane�s (2008) �rst-order VAR representation
of rt+1,�dt+1, and dt+1�pt+1, restricted to have only the dividend-price ratio as regressor,

rt+1 = ar + br (dt � pt) + "
r
t+1, (6)

�dt+1 = ad + bd (dt � pt) + "
d
t+1, (7)

dt+1 � pt+1 = adp + � (dt � pt) + "
dp
t+1. (8)

Depending on the use of weighted or unweighted returns and dividend growth, the implied
long-horizon coe¢cients from the �rst-order VAR system (6)-(8) are calculated as

bi;k =

kX

j=1

�j�1�j�1bi =
1� �k�k

1� ��
bi, (9)

bi;k =

kX

j=1

�j�1bi =
1� �k

1� �
bi, (10)
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where i = r; d. Letting k approach in�nity, the long-horizon coe¢cients can be calculated
as bi;1 = bi= (1� ��) and bi;1 = bi= (1� �). Given that the �rst-order VAR model
captures well the actual long-horizon behavior of the variables, these coe¢cients represent
the fraction of the variance of the dividend-price ratio that can be attributed to time-
varying expected returns and dividend growth, respectively. (However, as we will see
in section 4.1, low-order VAR models do not always capture well actual long-horizon
behavior). Apart from the approximation error in the log-linear return approximation,
the long-horizon coe¢cients br=(1���) and�bd=(1���) add up to unity, i.e. br;1�bd;1 =
1, cf. Cochrane (2008). Naturally, for k = 1, (6) and (7) are identical to (4) and (5),
respectively. The equations of the VAR system are estimated by OLS, possibly with a
correction for heteroscedasticity and autocorrelation when computing standard errors.
Ideally the VAR errors should be serially uncorrelated, but the OLS estimates of br, bd,
and �, remain consistent in the presence of residual autocorrelation, although they are
biased in a �nite sample. Asymptotic and �nite sample standard errors of the implied
long-horizon coe¢cients bi;k can be computed using the delta method and by simulation,
respectively.

3.4 Joint hypothesis testing and simulation setup

In most applications of the methods described above, predictability is tested by stan-
dard marginal tests in which return predictability and dividend growth predictability are
tested in isolation. However, as argued by Cochrane (2008), we can obtain stronger tests
by exploiting the connections between return and dividend growth predictability that
the approximate identity (1) implies. Given the system (6)-(8), equation (1) links the
regression coe¢cients of the VAR, and hence by projecting on the dividend-price ratio,
we get the following approximate identity between the regression coe¢cients

br = 1� ��+ bd. (11)

Furthermore, the VAR errors are also linked by the approximate identity

"rt+1 = "
d
t+1 � �"

dp
t+1. (12)

This implies that we can infer the data, coe¢cients, and errors of any one equation
from those of the other two. It also means that when we want to test, say, br = 0, we
have to change the dividend growth coe¢cient bd or the dividend-price ratio autocorre-
lation coe¢cient � accordingly. The intuition here is - assuming no bubbles - that if the
dividend-price ratio does not predict future stock returns, then it must predict future
dividend growth, cf. (2), or stated otherwise, we cannot have a null hypothesis in which
we both have unpredictable returns and unpredictable dividend growth.

In testing these joint hypotheses we follow Cochrane (2008) and simulate data under
the respective nulls, and thereby test the hypotheses using simulated small-sample dis-
tributions. We test a null of no return predictability (br = 0) and a null of no dividend
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growth predictability (bd = 0). In both cases we use the estimated dividend-price ratio

autocorrelation coe¢cient, b�, and calculate the dividend growth coe¢cient bd and return
coe¢cient br, respectively, using (11).

When simulating data under the respective nulls we have to choose two variables
to simulate and let the third follow from the approximate identity (1). We simulate
the dividend-price ratio and the variable which is predictable under the null, i.e. under
the null of no return predictability we simulate dividend growth, and under the null
of no dividend growth predictability we simulate returns. We draw "dpt and "dt or "

r
t ,

depending on the null hypothesis, as random normals using the estimated error covariance
matrix. The �rst observation d0 � p0 is drawn from the unconditional density d0 � p0 �
N
�
0; �2

�
"dp
�
= (1� �2)

�
and then the VAR system is simulated forward.6 We simulate

the system 10,000 times, and for each simulation we estimate the VAR system (6)-(8)
and collect the coe¢cients.

For the multi-period returns and dividend growth rates, we follow the same simulation
procedure as above, but now we compute rt;t+k and �dt;t+k from the simulated data and
regress these onto dt � pt, and collect the coe¢cients.

For the null hypothesis of no return predictability, we calculate the simulated prob-
ability that the coe¢cients are larger than their sample values, P (br;k > bbr;k) and
P (bd;k > bbd;k), while for the null hypothesis of no dividend growth predictability, we
calculate the simulated probability that the coe¢cients are smaller than their sample
values, P (br;k < bbr;k) and P (bd;k < bbd;k), in accordance with the signs dictated by (2).
Hence, we get simulated p-values that can be interpreted in the usual way, where a
p-value smaller than a chosen signi�cance level implies that we reject the null hypothe-
sis against the relevant one-sided alternative. We also calculate the joint probabilities,
P (br;k > bbr;k and bd;k > bbd;k) in the case of no return predictability, and P (br;k < bbr;k and
bd;k < bbd;k) in the case of no dividend growth predictability. As we shall see later, in some
cases the signs of the estimated predictive coe¢cients are �wrong�, i.e. opposite to what
is expected according to (2). In those cases, one minus the simulated p-value gives the
observed signi�cance level for testing the null of no predictability.

4 Empirical results

Section 4.1 presents the results for the full sample periods. Section 4.2 contains results for
predictability of in�ation; this will be especially important in interpreting the di¤erent
results we �nd for nominal and real variables in the US data. In section 4.3 we present
sub-sample analyses. Section 4.4 contains a number of robustness checks. In section
4.5 we discuss possible economic explanations for the cross-country di¤erences that we
�nd regarding dividend predictability. Finally, in section 4.6 we brie�y discuss possible

6Using the framework of Ang and Liu (2007), Chen (2009) simulates from a slightly di¤erent system,
where the relation between expected dividend growth/returns and the dividend-price ratio is nonlinear,
and a function of the level of the dividend-price ratio.
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reasons for in�ation being predictable by the dividend-price ratio.

4.1 Full-sample results

Table 2 shows the results of estimating the VAR system (6)-(8) for each country over the
full sample periods, and where one-year returns and dividend growth are measured in
real terms. Using one-year nominal returns and dividend growth leads to qualitatively
very similar results, so to save space we do not report them here (later, when we look
at multi-year horizons, we report estimated coe¢cients, p-values, and R2 values for both
nominal and real returns and dividend growth). With the exception of bbd in the US
(CRSP) and bbr in Sweden, all estimated coe¢cients have the �correct� sign, cf. (2). The
two wrongly signed coe¢cients are very close to zero and have negligible t-values. Below
we comment in more detail on the speci�c results for each country.

Table 3 shows the VAR coe¢cients under the two null hypotheses in the joint tests,
either br = 0 or bd = 0, along with the estimated � for each country. � is set equal to the
OLS sample estimate, and bd is then inferred from (11) under the null of br = 0, while br
is inferred from (11) under the null of bd = 0. These are the parameter values used when
simulating the �nite-sample p-values. Table 4 reports these simulated p-values.

By comparing Tables 2, 3, and 4 the following conclusions emerge regarding short-
horizon (one-year ahead) predictability. Returns are signi�cantly predictable by the
dividend-price ratio in the US and the UK, but not predictable in Sweden and Denmark,
although the joint p-value for Denmark is marginally below 10%. On the other hand,
dividend growth is signi�cantly predictable in Sweden, Denmark, and the UK, and also
in the US when using S&P data. However, using CRSP data, US dividend growth is
completely unpredictable by the dividend-price ratio.

The results regarding one-year ahead predictability for the US are essentially iden-
tical to those reported by Cochrane (2008) and Chen (2009). The discrepancy between
the results for S&P and CRSP data, respectively, can be assigned to the way data is
constructed. As Chen (2009) shows, the assumptions made regarding reinvestment of
dividends have great importance when it comes to determining whether or not dividend
growth is predictable. CRSP annual returns are constructed assuming that monthly div-
idends are reinvested in the stock market, and hence when dividend growth is backed
out from annual returns with and without dividends, as they are in the CRSP data, the
dividend growth series will behave as return does. Since the dividend-price ratio pre-
dicts future stock returns and dividend growth in opposite directions, this property will
reduce dividend growth predictability. The S&P data does not su¤er from this property
and, hence, these data are preferable when examining dividend growth predictability, as
argued by Chen (2009). As seen in Table 1, CRSP dividend growth is more variable
than S&P dividend growth, especially in the post war period. The di¤erence between
the CRSP and the S&P data is also apparent when looking at the cross-correlation of the
residuals in Table 2. The correlation between the innovations to returns and dividend
growth is 0.13 in the S&P data but 0.68 in the CRSP data, and the correlation between
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the innovations to dividend growth and the dividend-price ratio is 0.46 in S&P data but
only 0.04 in CRSP.

Dividends in the three European datasets are not backed out from other series but
are measured directly, as in the S&P data for the US. Hence, our European dividend
growth series are not �contaminated� by returns as is the case with the CRSP dividend
growth series.

Note that in some cases in Table 4 the joint hypothesis testing framework provides
much stronger evidence against unpredictability compared to the marginal tests, as also
emphasized by Cochrane (2008). For the US evaluating only P (br > bbr), we �nd p-values
of 11.4% and 18.3%, respectively, depending on the data source, which in itself does
not lead to strong rejection of the null hypothesis of return unpredictability. However,
under that null, we must have dividend growth predictability of su¢cient magnitude,
cf. Table 3. Depending on the data source the simulated dividend growth forecasting
coe¢cients are only larger than their estimated values 0.03% and 1.16% of the time,
respectively. Hence, even in the S&P data where bbd = �0:084 is statistically signi�cant
(cf. Table 2), the estimate is not su¢ciently negative to make br = 0 plausible. The

required value is bd = �0:158, cf. Table 3. The joint probability P (br > bbr and bd > bbd)
is, of course, even lower, 0.00% in the S&P data and 1.15% in the CRSP data. For
Denmark, marginal and joint tests also di¤er somewhat. The marginal tests for dividend
growth unpredictability do not lead to strong rejections (t-value of -1.73 in Table 2, and

P (bd < bbd) = 6:34% in Table 4), but since P (br < bbr) = 0:09% and P (br < bbr and
bd < bbd) = 0:04%, the conclusion is that one-year dividend growth is statistically highly
signi�cantly predictable in Denmark. Figures 2 and 3 display the simulated p-values
graphically for the four countries. These �gures are constructed and interpreted in the
same way as Figure 1 in Cochrane (2008).

Tables 5 and 6 report results for both real and nominal returns and dividend growth,
and here we also allow the forecast horizon, k, to vary from 1 to 20 years. The underlying
regressions are (4) and (5), and we report p-values based on marginal asymptotic tests for
unpredictability (using Hodrick (1992) standard errors) as well as joint small-sample p-
values for unpredictability (using the VAR based simulation approach described above).
These p-values are denoted PH and PS, respectively. When discussing the results we
will mostly focus on PS (see also section 4.4). For real returns and dividend growth and
k = 1 year, the parameter estimates, R2 values, and joint p-values, are identical to those
in Tables 2 and 4.

Table 5 shows that real returns are strongly signi�cantly predictable in the �right�
direction by the dividend-price ratio at all horizons in the US (S&P) data. The p-values

are very low, R2 values are high, especially at long horizons, and the bbr;k coe¢cients
increase from 0.070 for k = 1 year to 1.167 for k = 20 years. Nominal returns are also
signi�cantly predictable at horizons up to 10 years, but for k = 15 and 20 years, there
is no evidence of predictability. At k = 20 years, bbr;k = 0:133 and R2 is only 0.37%.
Interestingly, Table 6 shows that the opposite pattern seems to characterize dividend
growth predictability in the S&P data. Here nominal dividend growth is signi�cantly
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predictable in the �right� direction at all horizons with numerically large bbd values, while
real dividend growth is only predictable at horizons up to 10 years. Thus, at long horizons
the results clearly depend on whether we look at nominal or real variables. We discuss
this in more detail in section 4.2.

In the CRSP data for the US the results are not so clear-cut as in the S&P data.
Although the R2 values are generally quite high at long horizons for both nominal and
real returns, the small-sample joint p-values do not allow strong rejections of the null of
unpredictability. Several PS values lie in the interval 5-10% (consistent with the results
reported in Table 6 in Cochrane, 2008). If anything, long-horizon real returns appear
more predictable than nominal returns. Regarding dividend growth there is absolutely
no evidence of predictability in the CRSP data, neither at short nor long horizons, and
neither for nominal nor real dividends. At 15- and 20-year horizons, R2 values are non-
negligible and regression coe¢cients are 0.38 and 0.36, respectively (i.e. of the �wrong�
sign), for real dividend growth, but the predictability is not even close to being statisti-
cally signi�cant.

Turning to the European countries, Table 5 shows that UK returns - both nominal
and real, and across all horizons - are strongly signi�cantly predictable by the dividend-
price ratio in the �right� direction. UK dividend growth, on the other hand, does not show
strong predictability (see Table 6). Interestingly, however, there is a marked di¤erence
between short-horizon (one year) and longer horizon results for dividends. For k � 5
years there is absolutely no evidence of predictability, but for k = 1 year the estimate
of bd;k is -0.15 for both nominal and real dividend growth, and strongly signi�cant as
measured by PS.

For Sweden and Denmark results are very di¤erent from the US and UK results. The
bbr;k values in most cases have the �wrong� negative sign, but they are not statistically
signi�cant at any reasonable level, and R2 values are very low. Only for Denmark with
k = 1 year, do we �nd marginally signi�cant return predictability in the �right� direction.
By contrast, nominal and real dividend growth are strongly predictable in the �correct�
negative direction by the dividend-price ratio in Sweden and Denmark, as seen from
Table 6. Across all horizons PS values are very low and R

2 values are very high. Thus, in
the two Scandinavian countries it seems to be the case that variation in dividend yields
re�ects time-varying expected dividend growth, with expected returns being essentially
constant, in accordance with classical textbook explanations for stock price movements.

Before ending this section, we brie�y compare the �direct� regression estimates in
Tables 5 and 6 with the �implied� estimates obtained from the �rst-order VAR model.
Cochrane (2008) �nds in his empirical analysis that direct and implied long-horizon
estimates are qualitatively similar, but our results show that this conclusion does not
apply in general. In several cases in Tables 5 and 6 the signs of multi-year coe¢cients
are opposite to the sign of the 1-year coe¢cient. This means that implied multi-year
predictability will be in the opposite direction of direct multi-year predictability. For
example, the 1-year predictive coe¢cient for UK nominal dividend growth is -0.154 from
which the implied 15-year coe¢cient is calculated to be -0.349 using formula (10) and
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b� = 0:559 from Table 2. However, the direct 15-year coe¢cient is +0.206. Also in some
cases where the signs of 1-year and direct multi-year coe¢cients are the same do we get
implied multi-year e¤ects that are quite di¤erent in magnitude from the direct multi-year
e¤ects. For example, the 1-year predictive coe¢cient for real US (S&P) returns is 0.070

from which the implied 20-year coe¢cient is 0.528 (using (10) and b� = 0:877 from Table
2). However, the direct 20-year coe¢cient is more than double as large, 1.167. The
conclusion from this comparison is that we should be careful when deriving long-horizon
implications from low-order VAR models.7

4.2 In�ation predictability

As shown above, there are some interesting di¤erences between nominal and real re-
turn/dividend predictability at long horizons in the S&P dataset for the US. As we
noted in section 3.1, such di¤erences must be due to the dividend-price ratio having
predictive power for future in�ation. In this section we investigate this in more detail.8

Table 7 reports results from forecasting regressions where we regress k-period in�ation
from time t to t + k, onto the dividend-price ratio at time t. For the US, Sweden, and
Denmark, k-period in�ation is calculated as log(CPIt+k)�log(CPIt), where CPI denotes
the Consumer Price Index, while for the UK we use the Cost of Living Index. In this
section we focus on the full sample results, while we discuss the sub-sample results in
section 4.3.

The S&P dividend-price ratio has signi�cant predictive power for future long-horizion
US in�ation.9 For k = 10, 15, and 20 years, an increase (decrease) in the dividend-price

ratio is a strong signal of lower (higher) future in�ation, as seen by the negative bb�;k
coe¢cients, strongly signi�cant t-values, and high R2 values. At short horizons, k = 1
and 5 years, the regression coe¢cients are still negative but much closer to zero, R2 is
low, and the t-values do not point to strong predictability in a statistical sense. Thus,
the dividend-price ratio is a strong predictor of long-horizon - but not short-horizon -
future in�ation.

This long-horizon in�ation predictability nicely explains the di¤erent results we ob-
tained in Tables 5 and 6 for nominal and real return and dividend growth predictability
at long horizons in the US (S&P) dataset. Real returns were found to be predictable

7Cochrane (2008) prefers the implied long-horizon estimates due to the higher power against the
null of no return predictability associated with these estimates compared to the direct estimates in his
application. He does note, however, that implied and direct estimates need not coincide. We have also
computed simulated p-values for the null of no predictability using implied long-horizon coe¢cients, i.e.
equation (10). And consistent with Cochrane�s �ndings we also tend to �nd lower p-values for implied
long-horizon coe¢cients compared to direct long-horizon coe¢cients (results are not reported but they
are available upon request).

8We are grateful to an anonymous referee for directing our attention to the importance of in�ation
predictability in interpreting di¤erences between nominal and real predictability of returns and dividend
growth.

9Using CRSP data, we get more or less identical results, and hence for the sake of brevity we do not
report the results here.
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at all horizons, while nominal returns were only found to be predictable at horizons up
to 10 years. If nominal returns are truly unpredictable by the dividend-price ratio at
15- and 20-year horizons, but in�ation is negatively predictable at these horizons (as
Table 7 indicates), then naturally real returns become positively predictable at 15- and
20-year horizons. Similarly, we found nominal S&P dividend growth to be signi�cantly
predictable at all horizons, but real dividend growth only predictable up to k equal to 10
years. If 15- and 20-year nominal dividend growth is truly negatively predictable by the
dividend-price ratio, but in�ation is also negatively predictable at these horizons, then
this in�ation predictability will reduce real dividend growth predictability at 15- and
20-year horizons. This provides a natural explanation for why we �nd long-horizon real
dividend growth to be unpredictable while nominal dividend growth appears predictable
at all horizons. At short horizons we do not �nd strong in�ation predictability, and
this is consistent with nominal and real return/dividend predictability patterns being
essentially similar at short horizons.

The interesting implication of these �ndings is that the apparent strong predictabil-
ity of long-horizon real US (S&P) returns over the full sample period is an artifact of
in�ation predictability by the dividend-price ratio. Long-horizon returns are in fact not
predictable, as evidenced by the insigni�cant bbr;k values at k = 15 and 20 years for nomi-
nal S&P returns in Table 5. Instead, dividend growth is signi�cantly predictable at these
long horizons, as seen in Table 6. At short horizons we have signi�cant predictability of
both returns and dividend growth by the dividend-price ratio.

In the CRSP dataset we did not �nd strong statistically signi�cant predictability for
neither nominal nor real long-horizon returns in Table 5, although long-horizon real re-
turns appear slightly more predictable than nominal returns, consistent with long-horizon
in�ation being negatively predictable by the dividend-price ratio. Neither nominal nor
real dividend growth appear signi�cantly predictable in Table 6. Thus, despite of the
strongly signi�cant in�ation predictability at long horizons, in the CRSP data there are
no qualitatively di¤erent predictability patterns for nominal and real dividend growth.
A natural explanation for this result is that the �contamination� of CRSP dividends with
returns, cf. Chen (2009), blurs the di¤erent e¤ects that in�ation has on the predictability
of nominal and real dividend growth, respectively.

Turning to the European countries, and again focusing on the full sample periods, in
the UK and Denmark bb�;k is positive, i.e. an increase (decrease) in the dividend-price
ratio is a signal of higher (lower) future in�ation. This is in contrast to the results for
the US and Sweden. The long-horizon coe¢cients in the three European countries are all
statistically signi�cant. However, in none of these countries is in�ation as predictable by
the dividend-price ratio as in the US: R2 values are much lower, and the b�;k coe¢cients
are of a smaller magnitude than in the US. This is consistent with our �ndings in Tables 5
and 6 that for the UK, Sweden and Denmark, predictability patterns for nominal and real
variables are not qualitatively di¤erent. Comparing the results for the three European
countries in Table 7 with Tables 5 and 6, we see that the minor di¤erences between
real and nominal results are consistent with the magnitude and direction of in�ation
predictability.
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4.3 Sub-sample results

Using nominal US data over the period 1872-2005, Chen (2009) �nds evidence of reversal
of dividend growth predictability. He shows that both short- and long-horizon nominal
dividend growth are strongly predictable up to the Second World War, while the opposite
is the case using post war data. He also �nds that short-horizon (1-year) nominal returns
are unpredictable in the pre war period but strongly predictable in the post war period.
At longer horizons the evidence of reversal of nominal return predictability is mixed.

With these �ndings in mind we examine if the conclusions drawn in the previous
sections are robust across two sample periods. The �rst sub-sample extends from the start
of the samples up to 1949, and the second sub-sample is the post war period 1950-2008.
For Sweden, Denmark, and the US using CRSP data, we have only a few observations in
the �rst sub-period. This makes long-horizon regression estimates unreliable and, hence,
for this early period we only report results for k = 1 year for these countries. Tables 8
and 9 report the results for the early sub-samples, while Tables 10 and 11 give the post
war results. In these sub-sample analyses we simulate the joint p-values, PS, using VAR
models of the form (6)-(8) estimated over the respective sub-samples.

Tables 8 and 9 show that the results for US (S&P) in the early period 1871-1949 are
broadly similar to the full-sample results in Tables 5 and 6: Real returns and nominal
dividend growth are signi�cantly predictable in the �right� directions by the dividend-
price ratio over all horizons, while nominal returns and real dividend growth only appear
predictable at short- and medium term horizons (and at horizons k = 1 and 10 years, only
marginally so for nominal returns). This is consistent with long-horizon in�ation being
strongly negatively predictable by the dividend-price ratio also in the �rst sub-period, as
seen in Table 7.

In the post war period, 1950-2008, both real and nominal S&P returns are signi�cantly
predictable, and real returns more strongly than nominal returns at long horizons, cf.
Table 10. However, in this period nominal dividend growth does not appear predictable,
except perhaps at the very long 20-year horizon where bbd;k = �0:393, R2 = 31:7%, and
the p-values indicate statistical signi�cance at the 10% level, see Table 11. By contrast,
in the post war period 15- and 20-year real dividend growth is strongly predictable in the
�wrong� direction, as seen by the positive bbd;k coe¢cients, high R2 values, and PH and PS
values close to 100%. Note that here - because of the wrongly signed coe¢cients - the
p-values for the null hypothesis of unpredictability are obtained as one minus the PH and
PS values in Table 11.

10 Again, this is consistent with post war long-horizon US in�ation
being strongly negatively predictable, cf. Table 7. Negative in�ation predictability by
the dividend-price ratio implies that if it is strong enough, it may turn �correctly� signed
nominal dividend growth predictability into �wrongly� signed real dividend growth pre-
dictability, exactly as we observe in the US (S&P) data at the longest horizons according
to Table 11.

10Remember from section 3.4 that in the dividend forecasting regressions, PH and PS give the proba-
bility that the predictive coe¢cient is smaller than the sample value. Thus, when the sample estimate
of bd;k is positive, the p-values for the null of bd;k = 0 against bd;k > 0 are 1� PH and 1� PS .
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The above results con�rm Chen�s (2009) �nding of a �tale of two periods�, in that US
nominal dividend growth is strongly predictable in the period up to the Second World
War, but largely unpredictable in the post war period. Further, our results show that such
a �tale of two periods� also characterizes real dividend growth at long horizons, but with
the important di¤erence being that long-horizon real dividend growth is unpredictable
up to 1949, but strongly predictable in the �wrong� direction after 1949. And, as we have
shown, in�ation predictability is the key to understanding these di¤erences. Regarding
nominal return predictability, our results are qualitatively similar to Chen�s (2009) for
most k values in the early period, but for the post war period our results with k = 1 and
5 years show much stronger predictability than Chen�s (compare Chen�s Table 6 with
our Tables 8 and 10). Since our br;k estimates are almost identical to Chen�s, the reason
for this di¤erence must lie in how we compute p-values. It appears that in Chen�s Table
6, Panel A, he reports simulated p-values in marginal tests for no return predictability.
By contrast, our PS values in Tables 8 and 10 are simulated p-values in joint tests
for no return predictability and dividend growth predictability of su¢cient magnitude,
cf. section 3.4. Naturally, these joint tests are more powerful than marginal tests. At
horizons k = 10 and 15 years in the post war sample, Chen�s p-values are between 5 and
10%, so at these longer horizons he does �nd some evidence of signi�cant nominal return
predictability, consistent with what we �nd.11

In the CRSP data for the US, 1-year real and nominal returns are signi�cantly pre-
dictable, while 1-year real and nominal dividend growth are unpredictable, in both sub-
periods. At longer horizons in the post war period real returns appear more strongly
predictable than nominal returns, but judged by the PS values the evidence for pre-
dictability is not particularly strong in a statistical sense, just as we found for the full
sample period. In the post war CRSP sample, long-horizon bbd;k coe¢cients for nomi-
nal dividend growth have the �correct� negative sign, while the same coe¢cients for real
dividend growth have the �wrong� positive sign. This is consistent with long-horizon US
in�ation being negatively predictable by the dividend-price ratio. However, judged by
the PS values these di¤erences are not statistically signi�cant.

Turning to the European countries, 1- and 5-year nominal and real returns in the
UK are signi�cantly predictable in the �right� direction by the dividend-price ratio in
the period up to 1949, while at longer horizons there is no evidence of predictability. In
this early period UK dividend growth is signi�cantly predictable in the �right� direction
at both short and long horizons, especially when measured in nominal terms, as seen
from Table 9. In the post war period UK returns - both nominal and real - are strongly
predictable in the �right� direction at all horizons, cf. Table 10. Interestingly, in this
period there is some evidence that dividend growth is also signi�cantly predictable, but
now in the �wrong� direction, cf. Table 11. This holds especially for nominal and real
dividend growth at the 15-year horizon and nominal dividend growth at the 10-year
horizon. Thus, for the UK there is a �tale of two periods�, just as in the S&P data for the

11Chen (2009) reports both joint and marginal tests for 1-year predictability (Chen�s Table 5 and 6),
but for longer horizon predictability he only reports marginal tests (Table 6). For the post war period the
marginal tests for nominal 1-year return predictability are insigni�cant while the joint tests are strongly
signi�cant. This is consistent with our �ndings.
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US. However, in contrast to the US, the results are not markedly di¤erent for nominal
and real variables. This is consistent with the sub-sample in�ation predictability results
for the UK in Table 7. Despite bb�;k being statistically signi�cant for certain values of k
in the two sub-samples, the magnitude of the coe¢cients does not result in qualitative
di¤erences between the results using real and nominal variables.

For Sweden and Denmark in the period up to 1949, 1-year nominal and real returns
are completely unpredictable while 1-year nominal and real dividend growth are strongly
predictable in the �right� direction by the dividend-price ratio. Nominal and real dividend
growth are also signi�cantly predictable in the post war period, and this also holds at
longer horizons, except at the very long 20-year horizon for nominal dividends. Nominal
and real returns in the two Scandinavian countries do not appear to be signi�cantly
predictable in the post war period, except perhaps at the shortest horizons, cf. Table 10.
These sub-sample results are broadly consistent with the full-sample results described in
section 4.1, and indicate that in Scandinavia stock returns are basically unpredictable
while dividend growth is negatively predictable by the dividend-price ratio. Table 7 shows
that in the post war period in�ation in these two countries is signi�cantly predictable
with a positive coe¢cient. This holds on both short and long horizons. For Denmark this
is consistent with the full sample results, while for Sweden bb�;k has changed sign from the
full sample to the post war sample. These results explain why - especially at the long
horizons - real dividend growth is more predictable than nominal dividend growth in the
post war sample as seen in Table 11.

4.4 Robustness analysis

The results presented in the previous sections are very robust and do not in any signi�cant
way depend on the assumptions/choices made in the empirical analysis. In this section
we comment on these assumptions/choices. First, throughout the simulations we report
p-values for the coe¢cients. We have also calculated p-values for the t-statistics and �nd
that these result in the same qualitative conclusions. This holds on both short and long
horizons.12

Second, throughout the empirical analysis we have not accounted for the fact that
the dividend-price ratio autocorrelation coe¢cient � is estimated with a small-sample
bias. When performing the small-sample tests based on simulated data we automatically
account for any possible bias in the estimated forecasting coe¢cients, br and bd, but
the simulated data is based on a downward biased autocorrelation coe¢cient b� for the
dividend-price ratio. However, adjusting b� for the bias quanti�ed in the simulations,
which is approximately equal to the Kendall (1954) bias for a �rst-order autocorrelation
coe¢cient, leaves the qualitative conclusions more or less unchanged. The only exception
is for the US using CRSP data, where the evidence of both real and nominal return
predictability is weakened when accounting for bias in b�. This is in line with Cochrane
12Cochrane (2008) reports p-values for both coe¢cients and t-statistics, and also �nds that these give

the same qualitative conclusions.
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(2008), who also uses CRSP data and shows that the evidence of real return predictability
is weakened when the autocorrelation coe¢cient increases.

Third, when simulating data for the joint hypothesis testing we draw the errors in the
VAR system (6)-(8) as random normals using the estimated error covariance matrix, cf.
section 3.4. We have also tried to bootstrap the errors from the empirical distribution,
but this does not change the results in any noticeable way. This makes us con�dent in
the reported PS values in Tables 5-6 and 8-11. As seen from the tables, these small-
sample joint p-values often di¤er dramatically from the asymptotic marginal p-values,
PH , based on t-statistics computed using Hodrick (1992) standard errors. In discussing
and interpreting the results we have relied mostly on the PS values.

13

Fourth, in the sub-sample analysis we examine the period from the start of the samples
up to 1949, and the period 1950-2008. These sub-periods are slightly di¤erent from
those examined by Chen (2009); he uses the end of the second world war as break date.
However, the results in our sub-sample analysis are not sensitive to the exact choice of
cut-o¤ point between the two sample periods. We get similar results when using e.g. the
year 1945 as the break date.

Finally, in Tables 5-6 and 8-11 we have only reported results based on unweighted
returns and dividend growth, although equation (2) dictates that these variables should
be weighted by �j. We have made this choice since unweighted returns are used in the
majority of papers analyzing multi-period return predictability. However, the results
are in most cases insensitive to the choice between unweighted and weighted returns
and dividend growth, and in the few cases where the results do di¤er, the qualitative
conclusions remain the same. The overall conclusions are thus the same, so for the sake
of brevity we do not report the results here.

4.5 Why are there cross-country di¤erences in dividend pre-

dictability?

We have documented large cross-country di¤erences in the dividend-price ratios ability
to predict future returns and dividend growth. On the one hand, the UK is in some ways
similar to the US in that it is a �tale of two periods� with quite di¤erent behavior in the
post war period compared to the earlier period. On the other hand, the two Scandinavian
countries, Denmark and Sweden, stand out as having very di¤erent predictability patterns
compared to the US and UK: in Scandinavia returns are largely unpredictable while

13In some cases the PH values are lower than the PS values, which at �rst seems odd given the higher
power of the joint tests. The explanation is that in contrast to the simulated joint tests the asymptotic
marginal tests do not take into account the small-sample bias of the estimated forecasting coe¢cients.
This bias makes bbr;k and bbd;k numerically larger than they should be and thereby makes PH arti�cially
low. To illustrate this e¤ect consider the tests for br;k = 0 in the US (CRSP) data in Table 10 for k = 1
year. Here the PH values are lower than the PS values (PH = 1:74% and 0.97% for real and nominal

predictability, respectively). However, bias-correcting bbr;k as in Stambaugh (1999) leads to PH values of
15.15% and 8.23% for real and nominal predictability, respectively, much higher than the uncorrected
PH values, and also much higher than the PS values.
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dividend growth is strongly predictable by the dividend-price ratio, and this holds for
both the full sample periods and the shorter post war period.

It is obviously of interest to examine in more detail the possible reasons for these
cross-country di¤erences. Taken at face value the results imply that in Scandinavian
stock markets dividend-price ratio variation re�ects changing forecasts of future long-
term cash�ows discounted by a constant discount rate, i.e. expected returns are constant,
while in post war US and UK expected returns vary over time and movements in the
dividend-price ratio re�ects this variation with changing forecasts of future cash�ows
playing a minor role.

Why is dividend growth so much more predictable in Denmark and Sweden compared
to the US and the UK? There is some evidence that the dividend policy of European
companies di¤ers from the dividend policy of US companies. First, in the US the frac-
tion of industrial �rms paying cash dividends has dropped from over 80% in the 1950s
to 21% in 1999, cf. Fama and French (2001). In Europe this drop is not nearly as
dramatic; in most countries the fraction of dividend paying �rms was 60% or higher in
2005. Interestingly, the UK stands out as an exception: 92% of listed companies in the
UK paid cash dividends in 1989, and this fraction dropped to 42% in 2005, cf. Eije and
Megginson (2008). Second, in the US share repurchases have been an important part of
payout policy since 1982, while this behavior �rst played an important role in European
�rms in the mid or late 1990s, cf. Eije and Megginson (2008). According to Hedensted
and Raaballe (2009) and Ridder (2006), there were essentially no share repurchases in
Denmark and Sweden until 1999 and 2000, respectively.

Chen et al. (2009) show that adding repurchases to dividends does not lead to pre-
dictability of 1-year nominal dividend growth in the post war US period. Thus, we
should not expect the di¤erence in repurchases to explain the di¤erences in dividend
growth predictability between the US and the Scandinavian countries. Chen et al. argue
that dividend smoothing by US �rms is the main responsible for the lack of short-horizon
dividend growth predictability in the post war period. Under dividend smoothing, �rms
gradually adjust dividends to long-term earnings. Chen et al. use a number of simple
models to document increased smoothing behavior when moving from the pre war pe-
riod to the post war period. These models build on the seminal study of Lintner (1956)
and make use of both dividends and earnings. Unfortunately, we do not have access to
publicly available earnings data many years back for our three European countries, so
we are not able to carry out Chen et al.�s analysis on our data. However, Chen et al.
argue that a major characteristic of increased dividend smoothing is reduced variability
of dividend growth. The argument is essentially identical to the argument put forward by
Mankiw and Miron (1986) in a di¤erent context, namely interest rate smoothing by the
monetary authorities; such smoothing will lead to changes in interest rates having low
variability and being unpredictable. We should expect the same to happen to dividends
when �rms are smoothing dividends. From Table 1 we see that in the US (S&P) and UK
the standard deviation of 1-year dividend growth decreased dramatically from the early
period to the post war period; in the latter period the standard deviations are around
5-6%. By contrast, in Denmark and Sweden the variability of dividend growth remains
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high in the post war period; in fact, the standard deviations increase over time to 20%
in both countries in the post war period.

These results lend support to the dividend smoothing hypothesis put forward by
Chen et al. (2009) and imply that Scandinavian �rms have not been engaged in dividend
smoothing to nearly the same extent as in the US and the UK, and that this is the
explanation for the cross-country di¤erences regarding short-horizon dividend growth
predictability.14 ;15

4.6 Why does the dividend-price ratio predict in�ation?

As we have seen, in�ation predictability is the key to understanding the di¤erences be-
tween nominal and real return and dividend predictability. For the European countries
in�ation predictability does not lead to markedly di¤erent results regarding nominal and
real return/dividend predictability, but for the US nominal and real results are qualita-
tively di¤erent at long horizons. We now brie�y discuss the possible causes of in�ation
predictability by the dividend-price ratio. To our knowledge the strong relation between
the current dividend-price ratio and future in�ation has been unnoticed in the existing
literature. Campbell and Vuolteenaho (2004) document a signi�cantly positive relation
between the current dividend-price ratio and past in�ation in the US. To the extent
that past in�ation proxies for expected future in�ation, such a relationship is puzzling
because a change in expected in�ation should move both nominal returns and nominal
dividend growth one-for-one, thus leaving the dividend-price ratio constant, cf. equation
(3). Campbell and Vuolteenaho discuss various possible explanations for the puzzle, in-
cluding explanations based on the so-called "Fed model", in�ation non-neutrality, and
in�ation induced changes in risk aversion. They present an analysis that supports the
radical Modigliani and Cohn (1979) hypothesis in which the bond market rationally
moves nominal interest rates one-for-one with expected in�ation, but where stock mar-

14That European �rms� dividend policy di¤ers from that of US �rms is further supported by Andres
et al. (2009) who show that in contrast to the US, German �rms have more �exible dividend policies as
they are willing to cut dividends when pro�tability is temporarily down. In Europe, UK is the exception,
and Renneboog and Trojanowski (2007) have shown that UK companies smooth dividends to long-term
earnings in much the same way as US companies. Thus, it seems that Denmark and Sweden in this
respect are more similar to the rest of Europe - except UK -, while the UK is more like the US.
15Chen et al. (2009) also use a model that does not need data for earnings, namely Marsh and

Merton�s (1987) model in which managers have a target payout ratio of dividends to permanent earnings
and adjust dividends when permanent earnings change. Under the assumptions of the model, permanent
earnings can be replaced by market prices, whereby the empirical model only needs prices and dividends.
We have estimated this model on our data, and the results are supportive of more dividend smoothing
in the US and UK than in Sweden in the post war period. Denmark, however, is the country for which
we �nd dividend smoothing most pronounced according to the Marsh and Merton model. This does
not �t the other evidence we have regarding dividend smoothing in Denmark. A crucial assumption in
Marsh and Merton�s model is that expected real returns are constant, an assumption that - as we have
seen - is not valid for the US and UK stock markets. In addition, Marsh and Merton�s interpretation
of their model as a structural model for �rms� dividend-setting behavior has been heavily criticized by
Campbell and Shiller (1988b). For these reasons we do not put too much weight on our results for this
model and, hence, do not report them (the detailed results are available upon request).
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ket investors su¤er from irrational in�ation illusion so that they do not revise nominal
dividend growth expectations in the face of changing in�ation. Thereby the stock market
becomes undervalued when in�ation is high and overvalued when in�ation is low, i.e. the
dividend-price ratio moves positively with in�ation.

Our results for the US do not support the Modigliani-Cohn hypothesis, since our
US results indicate that an increase in expected future long-term in�ation leads to an
increase in current stock prices. However, our post war results for the Scandinavian
countries are consistent with the hypothesis because here there is a positive relation
between the dividend-price ratio and future in�ation, as seen in Table 7. For the UK the
post war evidence is unclear since the dividend-price ratio signi�cantly predicts short-
horizon in�ation positively but long-horizon in�ation negatively. Since there are big cross-
country di¤erences in the relation between the dividend-price ratio and future in�ation,
and also big di¤erences between short- and long-horizon in�ation predictability, we do
not want to draw strong conclusions from this part of our analysis, but leave it as an
interesting topic for future research.

5 Concluding remarks

In this paper, we have explored the dividend-price ratios ability to predict short- and
long-horizon stock returns and dividend growth. For the US it has been considered a
�stylized fact� that stock returns are predictable by the dividend-price ratio while div-
idend growth is not, cf. e.g. Cochrane (2008). However, Chen (2009) notes that the
results for returns are sensitive depending on whether one uses nominal, real, or excess
returns, and he challenges the �stylized fact� by arguing that nominal stock returns are
largely unpredictable at all times and at all horizons (except at the 1-year horizon in the
post war period), excess returns are unpredictable at short horizons at all times but pre-
dictable at long horizons in the post World War II period, and nominal dividend growth
is signi�cantly predictable at both short and long horizons in the �right� direction in the
period up to 1945 but completely unpredictable in the period thereafter.

In the present paper we have con�rmed that for the US predictability results for
returns are sensitive to the use of nominal or real returns, and we have shown that
Chen�s results for dividend growth predictability are also crucially dependent on his
use of nominal dividends. We document that real US stock returns are signi�cantly
predictable not only in the post war period but also in the pre war period, and that
long-horizon real dividend growth in the US is unpredictable in the pre war period but
signi�cantly predictable in the �wrong� direction in the post war period. These results
are directly opposite to those reported by Chen and us using nominal variables.

We have shown that the reason for these di¤erences between nominal and real pre-
dictability is that US in�ation is strongly negatively predictable by the dividend-price
ratio at long horizons. An increase (decrease) in the dividend-price ratio is a strong
signal of lower (higher) future long-term in�ation. This has the implication of reinforc-
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ing long-horizon real return predictability (compared to nominal return predictability),
and to reduce long-horizon real dividend growth predictability (compared to nominal
dividend growth predictability). In fact, the impact of in�ation may turn insigni�cant
or signi�cant and �correctly� signed nominal dividend predictability into signi�cant and
�wrongly� signed real dividend predictability, exactly as we observe in the post war US
data.

We have also investigated return and dividend growth predictability on long-term
data from three European countries (UK, Sweden, and Denmark). We have shown that
predictability patterns in these European stock markets are in many ways quite di¤er-
ent from what characterize the US stock market. In particular, in our three European
datasets there are no qualitatively important di¤erences between nominal and real pre-
dictability, and in Sweden and Denmark dividend growth is strongly predictable by the
dividend-price ratio in the �right� direction while returns are not predictable. This holds
for both the full sample periods and for the post war period. Thus, in Scandinavia it
seems that variation in dividend yields re�ects time-varying expected cash�ows, with ex-
pected returns being essentially constant, in perfect accordance with standard textbook
explanations for stock price movements. The results for the UK are more similar to the
US results in that here we also have a �tale of two periods�, but with the important di¤er-
ence that the UK results are not markedly di¤erent for nominal and real variables. Most
importantly, in the post war period UK returns are strongly predictable in the �right�
direction at all horizons, while long-horizon dividend growth is signi�cantly predictable
in the �wrong� direction.

The statistically signi�cant predictability patterns we have discovered are also eco-
nomically signi�cant. In those cases where we �nd statistically signi�cant long-horizon
predictability, the R2 values are very high (often close to 50%) and the dividend-price ra-
tio coe¢cients are numerically large. This also holds for the unusual cases where we �nd
statistically signi�cant dividend growth predictability in the �wrong� direction. For exam-
ple, in the post war US (S&P) data the dividend-price ratio coe¢cient in the regression
for 15-year real dividend growth is 0.455 and the R2 is 34%, see Table 11.

Regarding the large cross-country di¤erences in dividend growth predictability, the
reason for these di¤erences is not clear, but evidence from other studies examining pay-
out policy suggests that the most plausible explanation is that �rms in the respective
countries have very di¤erent payout policies, cf. section 4.5. In the US and the UK
�rms to a large extent follow a dividend smoothing policy which, ceteris paribus, reduces
dividend growth predictability. In the Scandinavian countries the variability of 1-year
dividend growth is very high indicating much less dividend smoothing.

Two puzzles remains, however: First, why does an increase (decrease) in the dividend-
price ratio predict an increase (decrease) in long-horizon nominal and real dividend
growth in the UK in the post war period? As we have seen, in the post war US data
nominal dividend growth is unpredictable while long-horizon real dividend growth is pre-
dictable in the �wrong� direction, and this phenomenon is naturally explained by long-
horizon US in�ation being negatively predictable by the dividend-price ratio. However,
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in�ation predictability cannot explain the UK results because here both nominal and real
dividend growth are predictable in the �wrong� direction. It is not clear how to interpret
the post war UK evidence in light of the dividend smoothing hypothesis, and in any case
it runs counter to the implications of standard asset pricing theory. Recent studies (e.g.
Menzly et al., 2004; Ang and Liu, 2007; and Ang and Bekaert, 2007) construct theoretical
models that can imply a positive dividend-price ratio coe¢cient in linear dividend growth
regressions. However, it is not clear how these models can account for our �nding that
only long-horizon - and not short-horizon - UK dividend growth is linearly predictable
in the �wrong� direction.

Second, why does the dividend-price ratio predict future in�ation? Campbell and
Vuolteenaho (2004) �nd that in the US the dividend-price ratio is positively related to
past in�ation and they interpret that as evidence of irrational undervaluation of stock
prices when in�ation is high and irrational overvaluation of stock prices when in�ation is
low, in accordance with the Modigliani and Cohn (1979) hypothesis. Our results are not
consistent with this hypothesis. We �nd that in the US the dividend-price ratio predicts
future long-term in�ation negatively, i.e. an increase (decrease) in expected in�ation
leads to an increase (decrease) in stock prices, the opposite of what the Modigliani and
Cohn hypothesis implies. However, since our in�ation predictability results are not robust
across forecasting horizons, sub-periods, and countries, we do not draw strong conclusions
from this part of our analysis.

We leave these puzzles as interesting topics for future research.
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7 Tables and �gures

Table 1. Descriptive statistics

Start of sample to 2008 Start of sample to 1949 1950� 2008
Variable Mean SD � (1) Mean SD � (1) Mean SD � (1)

US (S&P)
R 0.079 0.179 0.036 0.079 0.187 0.011 0.079 0.168 0.083
eR 0.101 0.180 0.063 0.088 0.190 0.060 0.118 0.166 0.038
D=D�1 0.020 0.117 0.128 0.022 0.149 0.089 0.019 0.049 0.469
eD= eD�1 0.042 0.121 0.264 0.031 0.153 0.235 0.057 0.053 0.426
� 0.023 0.061 0.329 0.011 0.075 0.251 0.038 0.030 0.641
D=P 0.045 0.016 0.781 0.053 0.014 0.521 0.034 0.013 0.859

US (CRSP)
R 0.082 0.205 0.019 0.081 0.260 0.076 0.082 0.181 -0.032
eR 0.114 0.206 0.038 0.095 0.261 0.137 0.122 0.181 -0.065
D=D�1 0.020 0.143 -0.127 0.021 0.171 0.012 0.020 0.132 -0.214
eD= eD�1 0.052 0.149 -0.017 0.036 0.182 0.219 0.058 0.136 -0.199
� 0.031 0.042 0.628 0.013 0.061 0.553 0.038 0.030 0.680
D=P 0.040 0.015 0.894 0.053 0.011 0.553 0.034 0.013 0.884

UK
R 0.068 0.202 -0.047 0.044 0.150 0.143 0.088 0.237 -0.130
eR 0.109 0.221 -0.070 0.059 0.118 0.114 0.151 0.274 -0.159
D=D�1 0.011 0.156 -0.128 0.005 0.220 -0.189 0.016 0.065 0.438
eD= eD�1 0.052 0.182 -0.244 0.026 0.259 -0.326 0.074 0.070 0.442
� 0.041 0.067 0.476 0.022 0.081 0.299 0.058 0.049 0.758
D=P 0.045 0.012 0.471 0.045 0.009 0.305 0.045 0.015 0.525

Sweden
R 0.084 0.219 0.115 0.048 0.168 0.390 0.104 0.240 0.024
eR 0.122 0.226 0.154 0.053 0.170 0.447 0.158 0.245 0.015
D=D�1 0.037 0.184 0.246 -0.004 0.142 0.166 0.059 0.200 0.241
eD= eD�1 0.073 0.193 0.282 -0.002 0.157 0.290 0.111 0.200 0.194
� 0.036 0.058 0.656 0.007 0.078 0.570 0.051 0.037 0.624
D=P 0.040 0.013 0.829 0.051 0.008 0.610 0.034 0.010 0.751

Continues on next page
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Continued from previous page

Start of sample to 2008 Start of sample to 1949 1950� 2008
Variable Mean SD � (1) Mean SD � (1) Mean SD � (1)

Denmark
R 0.067 0.215 -0.072 0.036 0.125 -0.031 0.081 0.247 -0.093
eR 0.109 0.228 -0.057 0.054 0.127 0.000 0.135 0.258 -0.109
D=D�1 0.008 0.187 -0.083 -0.014 0.167 0.280 0.018 0.196 -0.233
eD= eD�1 0.046 0.186 -0.151 -0.002 0.158 0.207 0.068 0.195 -0.326
� 0.038 0.054 0.540 0.012 0.074 0.381 0.050 0.036 0.746
D=P 0.039 0.016 0.833 0.046 0.013 0.624 0.036 0.016 0.879

Notes: R and eR denote real and nominal return, respectively. D=D�1 and eD= eD�1 denote
real and nominal dividend growth, respectively. � is in�ation. D=P is the dividend-
price ratio. SD denotes the standard deviation. � (1) is the �rst-order autocorrelation
coe¢cient. The sample periods begin in 1871 for US (S&P), in 1926 for US (CRSP), in
1900 for UK, in 1919 for Sweden, and in 1922 for Denmark.
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Table 2. VAR parameter estimates, full samples

Dependent Cross-corr. of residuals

variable bbr,bbd,b� t-value R2 r �d d� p
US (S&P)

r 0.070 1.95 2.79 0.171 0.131 -0.820
�d -0.084 -2.90 8.95 0.111 0.459
d� p 0.877 20.52 76.87 0.200

US (CRSP)
r 0.109 2.20 5.25 0.199 0.680 -0.704
�d 0.016 0.40 0.25 0.141 0.042
d� p 0.937 22.11 87.53 0.151

UK
r 0.305 4.19 17.22 0.179 0.195 -0.722
�d -0.157 -2.21 7.42 0.148 0.539
d� p 0.559 4.91 31.84 0.218

Sweden
r -0.003 -0.05 0.00 0.207 0.416 -0.742
�d -0.207 -4.20 21.36 0.146 0.301
d� p 0.824 14.45 68.70 0.204

Denmark
r 0.031 0.57 0.56 0.195 0.380 -0.611
�d -0.102 -1.73 6.81 0.179 0.500
d� p 0.895 15.41 79.52 0.215

Notes: For each country we estimate the forecasting regressions rt+1 = ar+ br (dt � pt)+
"rt+1, �dt+1 = ad+ bd (dt � pt) + "

d
t+1, and dt+1� pt+1 = adp+ � (dt � pt) + "

dp
t+1 using real

returns and dividend growth, respectively. The t-values are heteroscedasticity-consistent
using White (1980) standard errors. R2 is given in percent. The numbers on the diagonal
in the cross-correlation matrices of residuals are standard deviations of the residuals. The
sample periods are 1871-2008 for the US (S&P); 1926-2008 for the US (CRSP); 1900-2008
for the UK; 1919-2008 for Sweden; and 1922-2008 for Denmark.
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Table 3. Null hypotheses in the joint tests, full samples

H0 : br = 0 H0 : bd = 0
� br bd � br bd �

US (S&P) 0.960 0.000 -0.158 0.877 0.158 0.000 0.877

US (CRSP) 0.965 0.000 -0.096 0.937 0.096 0.000 0.937

UK 0.958 0.000 -0.464 0.559 0.464 0.000 0.559

Sweden 0.964 0.000 -0.206 0.824 0.206 0.000 0.824

Denmark 0.966 0.000 -0.136 0.895 0.136 0.000 0.895

Notes: In both null hypotheses, � is set equal to the estimated value, and br and bd are
calculated using the relation br = 1� ��+ bd assuming the other one is equal to zero. �
is calculated as 1=

�
1 + eE[d�p]

�
.
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Table 4. Simulated p-values for joint tests of 1-year predictability, full samples

Panel A. H0 : No return predictability

P
�
br > bbr

�
P
�
bd > bbd

�
P
�
br > bbr and bd > bbd

�

US (S&P) 11.40 0.03 0.00

US (CRSP) 18.27 1.16 1.15

UK 0.01 0.00 0.00

Sweden 66.60 44.99 36.28

Denmark 41.27 12.42 9.22

Panel B. H0 : No dividend growth predictability

P
�
br < bbr

�
P
�
bd < bbd

�
P
�
br < bbr and bd < bbd

�

US (S&P) 0.00 0.54 0.00

US (CRSP) 34.69 65.35 32.58

UK 0.28 0.77 0.03

Sweden 0.00 0.05 0.00

Denmark 0.09 6.34 0.04

Notes: Each column gives the simulated probability (in percent), based on 10,000 sim-
ulations, that the coe¢cients are either greater or smaller than (depending on the null
hypothesis) their sample values. The sample periods are the same as in Table 2.
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Table 5. Multiperiod regressions for returns, full samples

Real Nominal

k bbr;k PH PS R2 bbr;k PH PS R2

US (S&P)
1 0.070 3.22 0.00 2.79 0.048 10.40 0.50 1.30
5 0.337 3.07 0.00 13.64 0.258 7.47 0.01 7.97
10 0.598 3.67 0.00 17.43 0.309 17.82 0.56 5.15
15 1.053 0.94 0.15 29.37 0.343 22.45 24.37 3.11
20 1.167 1.16 0.27 32.35 0.133 40.02 48.06 0.37

US (CRSP)
1 0.109 2.28 1.15 5.25 0.108 2.43 1.21 5.20
5 0.309 10.75 6.63 11.24 0.306 10.81 6.72 9.49
10 0.775 4.27 5.22 27.28 0.663 7.05 7.98 20.82
15 1.498 0.38 4.80 43.88 1.039 3.10 16.76 23.33
20 1.674 0.21 8.04 45.10 0.921 5.58 32.81 16.60

UK
1 0.305 0.39 0.00 17.22 0.308 0.77 0.00 19.21
5 0.857 0.05 0.00 32.40 0.880 0.03 0.00 39.47
10 1.015 0.49 0.03 21.66 1.061 0.43 0.00 22.48
15 1.140 0.51 0.19 17.95 1.306 0.22 0.02 17.70
20 0.996 1.79 2.90 14.77 1.303 0.41 0.27 12.68

Sweden
1 -0.003 51.99 36.28 0.00 -0.036 71.00 63.20 0.40
5 -0.027 53.59 15.54 0.06 -0.122 66.02 29.44 1.02
10 -0.277 69.15 54.95 4.44 -0.420 77.60 68.71 6.28
15 -0.384 69.50 78.95 4.63 -0.641 80.87 88.54 7.60
20 -0.423 68.08 85.16 3.44 -0.584 83.46 94.08 7.78

Denmark
1 0.031 28.77 9.22 0.56 0.049 18.72 3.42 1.45
5 -0.067 61.41 38.12 0.75 0.025 45.72 20.80 0.11
10 -0.263 71.90 57.99 6.24 -0.091 58.06 38.26 0.88
15 -0.440 75.80 76.68 7.92 -0.180 61.44 58.31 1.58
20 -0.063 53.59 68.80 0.08 0.158 41.36 55.56 0.54

Notes: For each country we estimate the forecasting regression rt;t+k = ar;k+br;k (dt � pt)+
"rt+k for di¤erent k values (years), where rt;t+k is the log gross return from t to t + k.

PH denotes the one-sided p-value, P
�
br;k > bbr;k

�
, using Hodrick (1992) standard errors.

PS denotes the simulated p-value from the joint test, P
�
br;k > bbr;k and bd;k > bbd;k

�
. The

p-values and R2 are given in percent. The sample periods are the same as in Table 2.
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Table 6. Multiperiod regressions for dividend growth, full samples

Real Nominal

k bbd;k PH PS R2 bbd;k PH PS R2

US (S&P)
1 -0.084 0.23 0.00 8.95 -0.106 0.07 0.00 12.78
5 -0.128 6.94 0.17 4.14 -0.207 1.56 0.01 7.64
10 -0.017 45.22 2.96 0.04 -0.306 1.85 0.06 9.04
15 -0.029 44.04 40.03 0.08 -0.739 0.02 0.17 21.69
20 0.100 65.17 54.22 0.95 -0.934 0.04 0.12 27.07

US (CRSP)
1 0.016 65.54 32.58 0.25 0.015 64.70 32.20 0.21
5 -0.047 40.90 14.26 0.63 -0.050 40.02 14.32 0.44
10 0.154 67.36 35.77 5.05 0.041 54.86 26.80 0.19
15 0.383 82.89 71.42 16.52 -0.076 42.46 39.76 0.33
20 0.362 80.23 68.64 10.31 -0.391 17.53 26.62 8.37

UK
1 -0.157 2.68 0.03 7.42 -0.154 5.36 0.03 6.83
5 0.010 52.79 22.04 0.01 0.032 57.79 26.85 0.09
10 0.060 62.17 50.83 0.13 0.107 69.28 58.73 0.32
15 0.040 58.32 63.34 0.04 0.206 82.66 78.88 0.65
20 -0.196 10.75 43.61 1.23 0.111 73.73 74.56 0.14

Sweden
1 -0.207 0.06 0.00 21.36 -0.240 0.03 0.00 25.62
5 -0.497 2.33 0.03 23.89 -0.592 0.82 0.00 28.83
10 -0.911 4.46 0.03 49.38 -1.054 2.22 0.02 45.55
15 -1.282 3.67 0.15 44.87 -1.539 1.28 0.06 43.59
20 -1.484 3.59 0.29 36.60 -1.914 0.79 0.04 38.24

Denmark
1 -0.102 5.48 0.04 6.81 -0.083 8.96 0.19 4.96
5 -0.528 3.44 0.04 38.09 -0.436 6.09 0.11 34.73
10 -0.901 5.26 0.09 52.63 -0.729 8.91 0.27 48.09
15 -1.256 4.27 0.18 54.72 -0.996 8.02 0.66 51.29
20 -1.229 5.94 2.49 31.83 -1.008 9.69 5.26 26.96

Notes: For each country we estimate the forecasting regression�dt;t+k = ad;k+bd;k (dt � pt)+
"dt+k for di¤erent k values (years), where�dt;t+k is log gross dividend growth from t to t+k.

PH denotes the one-sided p-value, P
�
bd;k < bbd;k

�
, using Hodrick (1992) standard errors,

and PS denotes the simulated p-value from the joint test, P
�
br;k < bbr;k and bd;k < bbd;k

�
.

The R2 and the p-values are all given in percent. The sample periods are the same as in
Table 2.
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Table 7. Multiperiod regressions for in�ation

Start of sample to 2008 Start of sample to 1949 1950� 2008

k bb�;k tH R2 bb�;k tH R2 bb�;k tH R2

US (S&P)
1 -0.022 -1.72 2.23 -0.052 -1.17 3.02 0.020 2.27 8.95
5 -0.079 -1.73 2.75 0.007 0.06 0.01 0.046 1.35 2.79
10 -0.289 -4.57 9.93 -0.259 -2.03 4.39 -0.034 -0.75 0.30
15 -0.710 -8.57 25.43 -0.564 -3.29 13.26 -0.458 -9.31 18.86
20 -1.034 -10.31 38.57 -1.118 -5.21 41.15 -0.787 -16.27 51.30

UK
1 0.003 0.08 0.01 -0.156 -1.83 17.90 0.075 2.13 26.34
5 0.021 0.33 0.06 -0.299 -2.29 7.44 0.178 2.40 7.70
10 0.047 0.56 0.08 -0.220 -1.01 2.12 0.108 1.20 0.62
15 0.163 1.83 0.57 -0.008 -0.04 0.00 -0.177 -1.73 0.84
20 0.306 3.43 1.45 0.320 1.96 5.15 -0.430 -3.59 4.61

Sweden
1 -0.033 -1.45 4.43 -0.209 -1.34 18.51 0.035 2.55 11.35
5 -0.095 -1.97 2.88 - - - 0.201 3.32 24.20
10 -0.143 -1.72 2.20 - - - 0.402 3.90 27.14
15 -0.257 -2.55 3.76 - - - 0.533 3.94 25.22
20 -0.431 -3.31 7.33 - - - 0.598 3.93 23.51

Denmark
1 0.019 1.86 3.36 -0.001 -0.04 0.00 0.037 4.17 30.93
5 0.092 2.63 5.83 - - - 0.179 4.64 40.21
10 0.172 2.90 6.29 - - - 0.350 5.17 37.30
15 0.260 3.19 6.61 - - - 0.522 5.77 30.63
20 0.221 3.02 2.67 - - - 0.481 4.59 12.15

Notes: We estimate the forecasting regression �t;t+k = a�;k + b�;k (dt � pt) + "
�
t+k for

di¤erent k values, where �t;t+k is log gross in�ation from t to t + 1 computed from the
CPI index. tH denotes the t-statistic using Hodrick (1992) standard errors, and the R

2

is given in percent. The sample periods begin in 1871 for US (S&P), in 1900 for UK, in
1919 for Sweden, and in 1922 for Denmark.
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Table 8. Multiperiod regressions for returns, �rst sub-sample (up to 1949)

Real Nominal

k bbr;k PH PS R2 bbr;k PH PS R2

US (S&P)
1 0.094 10.93 1.23 1.65 0.042 28.78 9.93 0.33
5 0.643 0.62 0.43 20.59 0.650 0.77 0.45 19.72
10 0.694 3.14 0.92 17.97 0.435 12.81 7.50 10.23
15 1.023 2.56 3.59 32.95 0.459 20.32 37.63 9.28
20 1.203 3.59 3.44 44.20 0.086 44.99 71.84 0.52

US (CRSP)
1 0.501 2.62 0.86 14.44 0.488 3.36 1.24 13.13
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

UK
1 0.315 4.55 0.01 21.85 0.160 9.54 0.21 9.48
5 0.879 0.21 0.01 28.20 0.583 0.42 0.11 30.82
10 0.302 21.19 10.51 2.23 0.080 38.21 27.75 0.98
15 0.258 25.14 29.36 1.11 0.255 16.25 27.35 5.03
20 -0.282 84.61 70.42 1.68 0.036 42.26 40.90 0.13

Sweden
1 -0.028 58.32 46.20 0.07 -0.237 88.39 86.15 4.58
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

Denmark
1 0.024 38.21 15.96 0.36 0.023 38.38 14.11 0.35
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

Notes: For each country we estimate the forecasting regression rt;t+k = ar;k+br;k (dt � pt)+
"rt+k for di¤erent k values (years), where rt;t+k is log gross return from t to t + k. PH

denotes the one-sided p-value, P
�
br;k > bbr;k

�
, using Hodrick (1992) standard errors, and

PS denotes the simulated p-value from the joint test, P
�
br;k > bbr;k and bd;k > bbd;k

�
. The

R2 and the p-values are all given in percent. The sample periods are 1871-1949 for the
US (S&P); 1926-1949 for the US (CRSP); 1900-1949 for the UK; 1919-1949 for Sweden;
and 1922-1949 for Denmark.
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Table 9. Multiperiod regressions for dividend growth, �rst sub-sample (up to 1949)

Real Nominal

k bbd;k PH PS R2 bbd;k PH PS R2

US (S&P)
1 -0.378 0.03 0.00 39.00 -0.430 0.01 0.00 46.47
5 -0.397 4.18 0.91 11.02 -0.389 5.50 0.90 8.12
10 -0.100 35.94 13.33 0.64 -0.359 8.42 1.66 7.35
15 -0.332 20.05 23.40 6.03 -0.896 1.34 0.60 26.07
20 0.047 53.98 67.89 0.16 -1.071 1.74 0.63 40.20

US (CRSP)
1 0.018 53.98 33.76 0.04 0.005 51.19 31.72 0.00
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

UK
1 -0.476 3.92 0.00 22.94 -0.631 2.68 0.00 40.31
5 -0.282 25.46 27.53 3.16 -0.578 12.62 1.93 25.08
10 -0.559 15.15 8.94 6.88 -0.780 10.38 0.81 36.39
15 -0.808 6.94 11.34 10.95 -0.810 9.06 7.02 33.36
20 -1.082 0.03 5.65 24.64 -0.764 1.19 10.00 58.33

Sweden
1 -0.438 0.49 0.32 20.60 -0.646 0.66 0.01 35.19
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

Denmark
1 -0.281 1.19 0.16 21.03 -0.282 0.95 0.02 26.80
5 - - - - - - - -
10 - - - - - - - -
15 - - - - - - - -
20 - - - - - - - -

Notes: For each country we estimate the forecasting regression�dt;t+k = ad;k+bd;k (dt � pt)+
"dt+k for di¤erent k values (years), where�dt;t+k is log gross dividend growth from t to t+k.

PH denotes the one-sided p-value, P
�
bd;k < bbd;k

�
, using Hodrick (1992) standard errors,

and PS denotes the simulated p-value from the joint test, P
�
br;k < bbr;k and bd;k < bbd;k

�
.

The R2 and the p-values are all given in percent. The sample periods are 1871-1949
for the US (S&P); 1926-1949 for the US (CRSP); 1900-1949 for the UK; 1919-1949 for
Sweden; and 1922-1949 for Denmark.
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Table 10. Multiperiod regressions for returns, second sub-sample (1950 to 2008)

Real Nominal

k bbr;k PH PS R2 bbr;k PH PS R2

US (S&P)
1 0.115 1.74 0.00 9.07 0.135 0.80 0.00 13.35
5 0.452 4.55 0.24 25.82 0.498 3.20 0.00 40.31
10 0.996 1.25 1.25 31.02 0.962 1.96 0.86 50.59
15 1.923 0.01 0.22 57.00 1.466 0.41 2.38 52.69
20 1.998 0.01 1.69 57.99 1.211 1.33 20.10 31.75

US (CRSP)
1 0.126 1.74 2.97 8.89 0.143 0.97 1.13 12.27
5 0.410 7.21 13.17 22.46 0.443 5.73 9.44 32.56
10 0.990 1.66 13.15 38.28 0.909 3.05 13.60 46.66
15 1.813 0.05 7.83 55.96 1.275 1.29 18.50 43.98
20 1.655 0.10 16.17 44.09 0.794 7.56 44.57 15.03

UK
1 0.305 1.62 0.00 16.09 0.380 1.31 0.00 25.21
5 0.828 0.87 0.00 36.96 1.005 0.28 0.00 59.82
10 1.424 0.36 0.02 42.84 1.533 0.32 0.00 53.73
15 1.728 0.21 0.24 39.93 1.553 0.80 0.38 33.22
20 1.672 0.39 3.79 38.26 1.244 3.12 12.28 21.43

Sweden
1 0.039 32.38 14.50 0.33 0.073 18.71 5.18 1.28
5 0.031 46.81 17.51 0.06 0.232 26.98 4.30 3.59
10 -0.077 54.38 56.91 0.25 0.326 31.51 24.04 3.93
15 -0.064 52.79 75.88 0.09 0.469 30.87 42.84 4.57
20 0.180 43.64 71.53 0.44 0.779 23.96 34.35 7.52

Denmark
1 0.045 24.20 9.07 1.07 0.082 10.71 1.91 3.60
5 -0.102 64.06 45.08 1.74 0.077 39.36 17.70 1.25
10 -0.310 71.57 63.65 9.32 0.040 47.09 30.94 0.29
15 -0.478 73.57 83.55 9.31 0.044 47.71 53.41 0.18
20 0.172 42.47 64.95 0.46 0.653 23.59 36.48 13.71

Notes: For each country we estimate the forecasting regression rt;t+k = ar;k+br;k (dt � pt)+
"rt+k for di¤erent k values (years), where rt;t+k is log gross return from t to t + k. PH

denotes the one-sided p-value, P
�
br;k > bbr;k

�
, using Hodrick (1992) standard errors, and

PS denotes the simulated p-value from the joint test, P
�
br;k > bbr;k and bd;k > bbd;k

�
. The

R2 and the p-values are all given in percent. The sample period is 1950-2008 for all
countries.
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Table 11. Multiperiod regressions for dividend growth, second sub-sample (1950 to
2008)

Real Nominal

k bbd;k PH PS R2 bbd;k PH PS R2

US (S&P)
1 -0.009 32.28 7.28 0.66 0.011 69.16 22.18 0.90
5 -0.036 28.43 7.03 1.31 0.009 55.74 13.14 0.09
10 0.061 72.24 35.43 1.64 0.027 60.21 33.33 0.41
15 0.455 99.99 96.98 34.23 -0.003 48.86 55.04 0.00
20 0.395 99.98 93.02 28.71 -0.393 0.02 9.31 31.68

US (CRSP)
1 0.024 69.15 34.82 0.65 0.042 80.17 45.60 1.93
5 -0.049 41.68 22.82 1.01 -0.016 47.22 27.18 0.10
10 0.090 60.64 46.62 2.42 0.009 50.97 43.45 0.02
15 0.389 83.40 72.44 22.93 -0.150 35.93 45.00 2.40
20 0.164 66.64 58.81 3.96 -0.697 3.75 21.66 39.16

UK
1 -0.016 31.21 10.25 0.58 0.059 98.12 57.58 7.32
5 0.149 94.29 20.51 5.29 0.327 99.77 54.99 20.97
10 0.450 99.75 87.95 13.51 0.558 99.98 96.02 14.89
15 0.639 99.99 97.16 18.10 0.463 99.26 93.26 5.89
20 0.305 95.54 88.80 5.45 -0.124 26.10 35.00 0.47

Sweden
1 -0.241 0.07 0.00 23.41 -0.206 0.20 0.01 17.80
5 -0.540 1.92 0.06 25.61 -0.339 8.98 0.57 13.35
10 -0.873 6.81 0.37 38.30 -0.471 20.36 3.87 17.26
15 -1.179 7.21 0.88 33.26 -0.646 20.37 9.54 15.34
20 -1.147 10.03 3.04 18.22 -0.549 26.36 20.94 6.07

Denmark
1 -0.072 14.69 2.00 3.91 -0.035 29.64 8.12 0.98
5 -0.488 6.06 0.27 47.53 -0.309 15.62 1.49 30.08
10 -0.862 7.64 0.37 55.15 -0.512 19.22 2.70 44.52
15 -1.324 4.75 0.62 59.52 -0.802 15.10 4.91 71.80
20 -1.054 10.93 7.85 17.85 -0.573 24.94 24.63 19.55

Notes: For each country we estimate the forecasting regression�dt;t+k = ad;k+bd;k (dt � pt)+
"dt+k for di¤erent k values (years), where�dt;t+k is log gross dividend growth from t to t+k.

PH denotes the one-sided p-value, P
�
bd;k < bbd;k

�
, using Hodrick (1992) standard errors,

and PS denotes the simulated p-value from the joint test, P
�
br;k < bbr;k and bd;k < bbd;k

�
.

The R2 and the p-values are all given in percent. The sample period is 1950-2008 for all
countries.
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Figure 1. Time-series plot of the dividend-price ratio.
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Figure 2. Joint distribution of the return and dividend growth coe¢cients under the
null hypothesis of no return predictability, br = 0.
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Figure 3. Joint distribution of the return and dividend growth coe¢cients under the
null hypothesis of no dividend growth predictability, bd = 0.
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Chapter 2

Predictable return distributions
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Abstract

This paper provides detailed insights into predictability of the entire stock and bond
return distribution through the use of quantile regression. This allows us to examine
speci�c parts of the return distribution such as the tails or the center, and for a suf-
�ciently �ne grid of quantiles we can trace out the entire distribution. A univariate
quantile regression model is used to examine stock and bond return distributions
individually, while a multivariate model is used to capture their joint distribution.
An empirical analysis on US data shows that certain parts of the return distrib-
utions are predictable as a function of economic state variables. The results are,
however, very di¤erent for stocks and bonds. The state variables primarily predict
only location shifts in the stock return distribution, while they also predict changes
in higher-order moments in the bond return distribution. Out-of-sample analyses
show that the relative accuracy of the state variables in predicting future returns
varies across the distribution. A portfolio study shows that an investor with power
utility can obtain economic gains by applying the empirical return distribution in
portfolio decisions instead of imposing an assumption of lognormally distributed
returns.
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1 Introduction

Return predictability has been one of the most debated and analyzed topics within the
�nancial literature during the last 20 years. However, despite still being at the forefront
of the current research agenda, surprisingly little is known about predictability of other
parts of the return distribution than the conditional mean and variance. In many areas
of �nancial economics knowledge is required of either the entire return distribution or
other parts of the distribution than the conditional mean. In asset pricing higher-order
moments such as skewness and kurtosis have proven useful to explain variation in stock
returns (see e.g. Harvey and Siddique, 2000, and Dittmar, 2002). In risk management,
focus is usually on the lower tails of the return distribution. In portfolio management
under standard preferences such as constant relative risk aversion, investors generally
require an estimate of the entire distribution of future returns. Hence, understanding
return predictability in more detail has great economic importance in many areas of
�nancial economics.

This paper goes beyond predictability of the conditional mean and variance and ex-
amines predictability of the entire stock and bond return distribution as a function of
economic state variables. The idea is to use quantile regression as originally introduced
by Koenker and Basset (1978), which enables us to analyze predictability of di¤erent
parts of the distribution as captured by speci�c quantiles. For example, by choosing the
0.05-, 0.50-, and 0.95-quantile, respectively, we can examine predictability of the lower
tail, center, and upper tail of the distribution. Choosing a su¢ciently �ne grid of quan-
tiles, we can analyze predictability of the entire distribution. The issue of predictable
return distributions is not con�ned to individual assets. It is also highly relevant for
joint distributions, which are used extensively in, for example, portfolio decisions and
risk management. Only in the special case of independence between assets, can we use a
combination of estimates from univariate quantile regressions. In general, we need an ap-
proach that can take the dependence structure into account when providing an estimate
of the joint distribution. I use the multivariate quantile regression model introduced by
Chakraborty (2003) to analyze predictability of the joint stock and bond return distri-
bution as a function of economic state variables. The multivariate model allows us to
specify quantiles in a manner similar to the univariate model, but with the di¤erence
that we now need to specify quantile combinations representing di¤erent parts of the
joint distribution. For example, by choosing the (0.05,0.05)-quantile, we can examine
predictability of the joint lower tail of the distribution, while the (0.05,0.95)-quantile
represents the joint outcome of the return on the �rst asset falling in the lower part of
the distribution and the return on the second asset falling in the upper part of the dis-
tribution. By choosing a su¢ciently �ne grid of quantile combinations, we can examine
predictability of the entire joint distribution.

Predictability is evaluated both in- and out-of-sample. It is very likely that empirical
forecasting models are, to some extent, almost always misspeci�ed in the sense that the
functional form of the model may be incorrect and/or that all the relevant state variables
are not included compared to the true data-generating process. The relevant question
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in the present context is, thus, not if the economic state variables correctly predict the
di¤erent parts of the return distribution, but if any of the state variables perform better
than others, and if the relative accuracy of competing forecasts is di¤erent across the
distribution. It is not unlikely that a state variable is a relatively good forecaster of, for
example, the lower tail of the distribution, while at the same time it is a relatively bad
forecaster of the upper tail. Likewise, it is also possible that the relative accuracy of
competing forecasts is very di¤erent across the tails and the center of the distribution.

Besides enabling us to evaluate predictability of the joint return distribution, the mul-
tivariate quantile model has an additional interesting feature. In the univariate quantile
model the proportion of observations falling below the �-quantile is � by construction.
In the multivariate quantile model the corresponding proportion is unknown from the
outset except in the special case of independence between assets. By comparing the
actual proportion to the proportion given independence, we can obtain detailed insights
into the dependence structure between assets and map out in which part of the joint
distribution, the dependence is present. In general, the multivariate quantile regression
model gives a very �exible approach to modeling time-varying joint distributions that do
not depend on any speci�c parametric assumptions.

As a �nal contribution, this paper contains an out-of-sample portfolio study to evalu-
ate if it bears economic signi�cance to model the empirical return distribution instead of
imposing a distributional assumption, which is often done in portfolio decisions. The in-
vestor is assumed to have power utility, which generally implies that we need to obtain an
estimate of the entire return distribution, except if returns are lognormally distributed.
The combination of power utility and lognormality implies that we only need estimates
of the �rst two moments of the return distribution. I compare the certainty equiva-
lent return (CER) based on knowledge of the entire return distribution obtained from
quantile regression with the CER based on the assumption that returns are lognormally
distributed.

Based on monthly US data from 1941:5 to 2008:12, the main �ndings of this paper are
as follows. First, for both stocks and bonds it is possible to predict certain parts of the
return distribution, also even if the conditional mean is unpredictable. However, there
are large di¤erences between stocks and bonds. Conditional on the set of state variables
used in this paper, the slope coe¢cients for stock returns are very similar across the
distribution, which is also veri�ed by formal testing. This implies that the state vari-
ables, generally, only predict location shifts in the stock return distribution. In contrast,
the slope coe¢cients for bond returns are very di¤erent across the distribution. Fur-
thermore, this di¤erence shows itself in quite di¤erent ways, which implies that the state
variables predict very di¤erent changes in the bond return distribution, including changes
in volatility and skewness. Second, the joint distribution between stock and bond returns
is also predictable. Based on the multivariate model, I furthermore show that stocks and
bonds are dependent, which implies that a simple combination of quantile forecasts from
the univariate setup will not su¢ce when attempting to capture the joint distribution.
This is also veri�ed in an out-of-sample analysis. Third, the out-of-sample analysis shows
that the state variables� relative predictive ability varies a lot over the return distribu-
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tion. This holds for both individual and joint distributions, and suggests that in order
to obtain the best possible forecast of a future return distribution, a combination of dif-
ferent state variables might be preferable compared to single state variables. Fourth, the
portfolio study shows that it can be associated with economic gains for an investor with
power utility to model the empirical return distribution in portfolio decisions compared
to imposing a lognormal distributional assumption about returns. The results are, how-
ever, very di¤erent for stocks and bonds. For stocks, where the state variables basically
only capture location shifts, the CER is highest under the lognormal assumption. For
bonds, where the state variables capture time-variation also in higher-order moments,
the CER is highest under the empirical return distribution.

This paper is closely related to a recent paper by Cenesizoglu and Timmermann
(2008). They were the �rst to propose the use of quantile regression to examine pre-
dictability of the entire return distribution. In an empirical application they apply the ap-
proach to stock returns and show that while the conditional mean is often unpredictable,
predictability of di¤erent parts of the distribution, such as the tails and shoulders, shows
itself more clearly. They also examine the economic signi�cance of predictability of stock
return quantiles through an asset allocation exercise. The present paper is motivated by
the idea introduced by Cenesizoglu and Timmermann (2008) and extends their analysis
in a number of ways. Regarding methodology, this paper proposes to model joint dis-
tributions through the use of multivariate quantile regression. Regarding the empirical
analysis, this paper examines predictability of both stock and bond return distributions,
including their joint distribution. Furthermore, it evaluates the relative accuracy of the
state variables in forecasting the di¤erent parts of the distribution out-of-sample. Fi-
nally, it compares the optimal portfolio choice based on the empirical return distribution
captured through quantile regression with the portfolio choice obtained by imposing a
distributional assumption on returns.

Besides the paper by Cenesizoglu and Timmermann (2008), the present paper is
related to many di¤erent strings of the �nancial literature. Naturally, the paper is closely
related to the literature on predictability of the mean or volatility of stock and bond
returns, especially the papers examining predictability as a function of di¤erent state
variables; see e.g. Ilmanen (1995), Kirby (1997), Marquering and Verbeek (2004), Welch
and Goyal (2008), Paye (2009), Lettau and Ludvigson (2010), and Viceira (2010). By
choosing a very �ne grid of quantiles when performing quantile regression, we can obtain
an estimate of the entire future return distribution. Hence, the approach facilitates
forecasts of the entire distribution instead of only speci�c moments, and in that sense the
paper is also related to the literature on density forecasting; see e.g. Tay andWallis (2002)
and Corradi and Swansson (2006). As previously mentioned the multivariate quantile
model used in this paper provides a very �exible way to model joint distributions. The
need to conduct multivariate modeling has spurred the use of, for example, copulas (see
e.g. Patton, 2004) and regime-switching models using mixtures of multivariate normal
distributions (see e.g. Ang and Bekaert, 2002, and Guidolin and Timmermann, 2007).
This paper complements the literature on multivariate modeling by introducing a non-
parametric alternative to the existing methods. The multivariate quantile model is used
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to model the joint distribution between stock and bond returns, and through the model�s
feature of mapping out in which part of the joint distribution the dependence is present,
the paper supplements the rapidly growing literature on stock and bond comovement;
see e.g. Ilmanen (2003), Connolly et al. (2005), Guidolin and Timmermann (2006),
Christiansen and Ranaldo (2007), and Baele et al. (2010). Finally, the paper adds to the
growing number of papers using quantile regression in �nance. Quantile regression has,
for example, been used to classify investment styles (Basset and Chen, 2001), test the
capital asset pricing model (Barnes and Hughes, 2002), and directly model the quantile
in value-at-risk models (Engle and Manganelli, 2004).

The rest of the paper is organized as follows. In Section 2, I outline the univariate
and multivariate quantile regression models used throughout the empirical part of the
paper. Section 3 describes the data. Section 4 and 5 present the empirical results based
on univariate and multivariate models, respectively. Section 6 shows results from the
portfolio study, and �nally, Section 7 contains some concluding remarks. The Appendix
describes the algorithm used to estimate the multivariate quantile regression model.

2 Modeling the return distribution

In the following, I outline both the univariate and multivariate models, and the estima-
tion procedure. The univariate models follow from the seminal work by Koenker and
Basset (1978), and can be estimated using linear programming as originally suggested by
Koenker and d�Orey (1987). The concept of multivariate quantiles is far from trivial due
to the lack of inherent ordering in the multidimension. Chaudhuri (1996) proposes a way
to extend the notion of univariate quantiles to the multivariate case, and Chakraborty
(2003) generalizes this to the regression setting. Estimating multivariate quantile mod-
els has proven very complicated, primarily due to problems with lack of equivariance
of the parameter estimates under general nonsingular transformations of the response
vectors. To account for this problem, Chakraborty (2003) proposes a transformation-
retransformation procedure based on so-called �data-driven coordinate systems�. I will
use the approach suggested by Chakraborty (2003) to estimate the multivariate models.

2.1 Univariate quantile regression models

The usual starting point in the literature on return predictability is models of the form

yt+1 = �t + �t"t+1;

where yt+1 is a scalar containing returns either in levels or in logs, and �t and �t denote the
conditional mean and volatility, respectively. "t+1 is a return innovation with mean zero
and variance one. Based on this framework a large literature has explored whether the
conditional mean or volatility of returns vary over time. In the literature on predictability
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of the mean return it is common to use the following setup

yt+1 = �xt + et+1;

where it is assumed that �t = �xt, and xt is a vector of dimension k, with k denoting the
number of state variables used to predict future returns (usually including a constant).
This implies that the mean return forecast can be written as

E (yt+1 j Ft) = �xt;

where Ft denotes the time t information set. The disadvantage of using this approach
is that we only obtain an estimate of the center of the return distribution. Consider the
case with only one state variable that has a positive slope coe¢cient. If the state variable
increases at time t we expect the return to increase at time t+1. However, the approach
does not tell us if this increase is associated with an increase in risk or if the entire return
distribution simply shifts to the right. In other words, this approach does not provide
clear insights into the risk-return relation that is key in, for example, understanding
pricing of �nancial assets and determining the mix of risky assets in portfolio decisions.
This can partially be accommodated by also predicting future volatility, �t. However,
the risk associated with, for example, skewness and kurtosis is still unaccounted for when
restricting attention to only the �rst two moments of the distribution.

In this paper, I want to go beyond predictability of the mean and variance in order
to obtain a much more detailed picture of return predictability. The idea is to model the
conditional �-quantile, q� (yt+1 j Ft), of the return distribution through the use of state
variables. This implies the following model

q� (yt+1 j Ft) = ��xt;

where the local e¤ect of xt on the �-quantile is assumed to be linear, but since the
parameters are allowed to vary across quantiles, the model is very �exible.1 By consid-
ering a large number of quantiles, we can trace out the entire future return distribution
P (yt+1 � bq�;t) = �, where bq�;t = b��xt is the time t conditional quantile. In this way, we
can obtain a very detailed picture of time-variations in the return distribution. In partic-
ular, by using quantile regression it is possible to obtain valuable insights into whether
return predictability tracks time-varying expected returns, time-varying risk, or a com-
bination of both. Time-varying risk in this model is not restricted to volatility but can
be any higher-order moment of the return distribution, including skewness and kurtosis.
As an example, consider the case with only one state variable. If the quantile slope coef-
�cients are symmetric around zero and increasing as a function of the quantile, then an
increase (decrease) in the state variable will lead to an increase (decrease) in volatility.
If instead the lower quantile slope coe¢cients are very negative while the median and
the upper quantile slope coe¢cients are close to zero, then an increase (decrease) in the

1Based on the work by Engle and Manganelli (2004), Cenesizoglu and Timmermann (2008) include
last period�s conditional quantile and the absolute value of last period�s return as predictor variables.
To make the univariate results directly comparable to the multivariate results, I only include exogenous
state variables as predictor variables.
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state variable will lead to a more (less) negatively skewed return distribution. The use of
quantile regression can in this way provide a very detailed picture of return predictability
in terms of the entire future return distribution. In Section 4.1, I will use the empirical
results to explain the di¤erent shapes of the distribution in more detail.

To illustrate a few special cases consider the setup with only one predictor variable

q� (yt+1 j Ft) = �0;� + �1;�xt:

If �1;� = 0 for all values of �, we get the special case with time-invariant quantiles. This
corresponds to the �prevailing mean� model often claimed to outperform time-varying
expected returns in out-of-sample forecasts (see e.g. Welch and Goyal, 2008). This special
case will be named the �prevailing quantile� (PQ) model in the following. Another special
case is where �1;� is constant across all values of �, which corresponds to the standard
prediction model where the state variable xt simply shifts the conditional mean of the
return distribution.

Koenker and Basset (1978) provided the seminal work on quantile regression models.
Following their work, regression quantiles are de�ned as

b�� = argmin
���R1�k

T�1X

t=1

L� (yt+1 � ��xt) ;

where T is the sample size and

L� (yt+1 � ��xt) = (�� 1 fyt+1 � ��xt < 0g) (yt+1 � ��xt) ; (1)

with 1 f�g denoting the indicator function. The general idea is to replace the conventional
quadratic loss function used in ordinary least squares to obtain the conditional mean
function by the check loss function (1), which instead allows estimation of the conditional
quantile function. In the special case where � = 0:5, the check loss function simpli�es
to the absolute loss function, which is the appropriate loss function to use in median
regression. An alternative representation of the check loss function (1) is

L� (yt+1 � ��xt) = jyt+1 � ��xtj+ (2�� 1) (yt+1 � ��xt) :

This representation of the loss function is convenient to bear in mind when turning to
the multivariate case.

Consistency and asymptotic normality of regression quantiles is well established in the
literature, see e.g. Koenker (2005) who give a thorough exposition of quantile regression.
�� will be estimated using linear programming as originally suggested by Koenker and
d�Orey (1987).2 Standard errors will be obtained through (x; y)�bootstrapping, which
entails drawing (xt; yt+1) pairs with replacement from the T � 1 pairs of the original
sample, each with equal probability. This form of the bootstrap has been widely used

2More speci�cally, I apply a modi�ed version of the Koenker and d�Orey (1987) version of the Barro-
dale and Roberts (1974) simplex algorithm as implemented in the statistical software program EViews.
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in applications of quantile regression and in contrast to the alternative of bootstrapping
residuals, it does not require identically distributed error terms to yield a valid esti-
mate of the asymptotic covariance matrix. This makes (x; y)�bootstrapping preferable
in quantile regression since accounting for heteroscedasticity is exactly one of the moti-
vations behind applying this tool. Buchinsky (1995) conducts a comprehensive Monte
Carlo study of several estimators of the asymptotic covariance matrix and �nds that the
(x; y)�bootstrapping procedure yields the best results. The size of the bootstrap sam-
ples will be set equal to the original sample size. Buchinsky (1995) �nds that for some
estimators a bootstrap sample size smaller than the original sample size can yield more
accurate results, but the performance of the (x; y)�bootstrapping procedure is robust to
this choice.

2.2 Multivariate quantile regression models

In the multivariate setup, the aim is to estimate

yt+1 = �xt + et+1; (2)

where yt+1 is now a vector of dimension d, with d denoting the number of dependent
variables. This implies that � now has dimension d � k. In this case the conditional
quantile function is given as

q� (yt+1 j Ft) = ��xt;

where � now is a vector of quantiles.

To illustrate the setting, take the case with two dependent variables: y1 and y2.
By estimating (2) using quantile regression, we can trace out the joint distribution,
P (y1;t+1 � bq�1;t and y2;t+1 � bq�2;t), which only in the special case of independence is equal
to the product of the two marginal probabilities, P (y1;t+1 � bq�1;t) � P (y2;t+1 � bq�2;t) =
�1 � �2, which we can obtain from the univariate models. As an example consider the
case where y1 and y2 denote the return on stocks and bonds. Using this model we will
be able to analyze if prespeci�ed state variables can predict, say, the joint outcome of
stock returns in the lower tail and bond returns in the upper tail. Furthermore, we
can obtain an estimate of the entire future joint return distribution of stocks and bonds
needed in, for example, portfolio decisions. Two things are worth noticing here. First,
for given values of � the slope coe¢cients (and thereby the quantile forecasts) are not
necessarily identical in the univariate and the multivariate setup. This is due to possible
dependence between the dependent variables. Second, in the univariate setup, we know
that the probability of falling below a given �-quantile is �. In the multivariate setup,
we only know this probability from the outset in the special case of independence as
mentioned above. In the general case, we can obtain a measure of the joint probability
by calculating an in-sample coverage probability.

The multivariate approach can, in general, yield important insights into the depen-
dence structure of two or more variables. Often simple linear correlation is used as a
measure of dependence, and given the variables are multivariate normally distributed,
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this measure also completely characterizes the dependence structure. However, in the
more general case where the distribution, for example, is a¤ected by asymmetries, this
measure no longer gives an adequate description of the dependence structure. The need to
model the dependence between two or more variables also in the presence of asymmetries
has spurred the use of, for example, copulas (see e.g. Patton, 2004) and regime-switching
models using mixtures of multivariate normal distributions (see e.g. Ang and Bekaert,
2002, and Guidolin and Timmermann, 2007). The multivariate quantile approach pre-
sented in this paper complements the literature on multivariate modeling by proposing
a non-parametric alternative to the existing methods. Furthermore, given simple linear
correlation actually does provide an adequate measure of the dependence structure, we
still only know the �average� dependence. The measure provides no insight into which
outcomes generate the correlation. Again, take the example with stock and bond returns
and assume these are bivariate normally distributed implying that the linear correlation
gives a complete description of the dependence structure. We know stocks and bonds
are correlated, but which return outcomes generate this correlation? Is it, for example,
stock returns in the lower tail of the return distribution jointly with bond returns in the
upper tail? Or stock and bond returns jointly in the lower or upper tail? By choosing
a su¢ciently �ne grid of quantiles, we can trace out the joint distribution and compare
in-sample coverage probabilities to the probabilities given independence (the product
of the quantiles), and thereby obtain insights into which return outcomes generate the
correlation between stocks and bonds.

In contrast to the univariate case there is no inherent ordering in the multidimension,
which presents a big challenge in performing multivariate quantile regression. Chaudhuri
(1996) proposes a way to extend the notion of univariate quantiles to the multivariate
case. The idea is to index multivariate geometric quantiles, based on Euclidean distances,
using the elements of the d-dimension open unit ball. The corresponding quantiles not
only give the idea of �extreme� or �central� observations but also about their orientation
in a multivariate data cloud. Chaudhuri (1996) establishes existence and uniqueness of
multivariate geometric quantiles, and furthermore he proves consistency and asymptotic
normality.

Chakraborty (2003) generalizes this idea and de�nes regression quantiles in the mul-
tivariate linear model (2) as

b�� = argmin
���Rd�k

T�1X

t=1

L� (yt+1 � ��xt) ;

where the loss function is given as

L� (yt+1 � ��xt) = kyt+1 � ��xtk+ u
0 (yt+1 � ��xt) : (3)

k�k denotes the Euclidean norm and the index vector u is an element of the open unit

ball B(d) =
n
u j u 2 Rd; kuk < 1

o
. Note here that a vector u for which kuk is close to

one corresponds to an �extreme� quantile, while a vector u for which kuk is close to zero
corresponds to a �central� quantile. Often it is of interest to compare the multivariate es-
timates to the corresponding univariate estimates. Furthermore, it is often more intuitive
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to choose the quantiles for which to estimate the model (i.e. �) and then map these into
the open unit ball (i.e. u) than to choose the index vector u directly. To accommodate
this, note that we can obtain a 1-1 mapping from the open square (0; 1)d in which � is
de�ned to the d-dimensional open unit ball as

u =
kgk

1

kgk
� g; (4)

where kgk
1
= max fjg1j ; :::; jgdjg and g = 2� � �, with � denoting a d-dimensional

vector of ones. Hence, after choosing the quantiles, �, for which we want to estimate the
multivariate model, we can map these into the open unit ball using (4), and then proceed
with the estimation from there.

However, as Chakraborty (2003) notes the geometric regression quantiles obtained by
minimizing (3) are not equivariant under arbitrary nonsingular transformations of the
response vectors and they are not even equivariant under coordinatewise scale transfor-
mations. This implies that regression quantiles obtained by minimizing (3) directly are
very dependent on the choice of coordinate system, which is not desirable. Chakraborty
(2003) introduces a transformation-retransformation procedure to resolve the problem of
lack of equivariance. The fundamental idea in this procedure is, �rst, to form an appro-
priate �data-driven coordinate system� (i.e. transform the response vectors), and then to
formulate the model in terms of that coordinate system.3 Next, the idea is to estimate the
model based on the transformed response vectors before, �nally, retransforming the pa-
rameter estimates so as to express everything in terms of the original coordinate system.
Chakraborty (2003) shows that the estimates following this procedure are equivariant,
and he also proves existence and uniqueness as well as consistency and asymptotic nor-
mality. The Appendix contains the algorithm used in the present paper to estimate the
multivariate quantile model, including how to choose the �data-driven coordinate system�;
for additional details, see Chakraborty (2003). As in the univariate case, standard errors
will be obtained through (x; y)�bootstrapping.

Recently, a series of papers show that several state variables have a non-linear e¤ect on
the conditional mean of future stock and bond returns (see e.g. Rapach and Wohar, 2005,
McMillan and Wohar, 2009, and Guidolin et al., 2009). Non-linearity can also be present
in conditional quantile models and does not necessarily imply added di¢culty in the
estimation procedure of univariate models compared to the linear case; see e.g. Koenker
and Park (1996) and De Gooijer and Zerom (2003). However, I restrict my attention to
linear models in order to have a common setup in the univariate and multivariate case.
To my knowledge the problem of estimating non-linear multivariate quantile models has
not yet been addressed.

3Chaudhuri and Sengupta (1993) introduced the idea of �data-driven coordinate systems�.
Chakraborty and Chaudhuri (1996) used this idea and introduced a transformation-retransformation
procedure to construct the multivariate median, while Chakraborty (1999) considered the regression
analog.
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3 Data

I examine predictability of stock and bond return distributions using a set of nine state
variables, all of which have previously been used in the literature on predictability of the
conditional mean and volatility. I use US monthly data from 1941:5 to 2008:12, where
the starting date is dictated by data availability. Stock returns are obtained as the return
(including dividends) on the S&P500 Index and bond returns are measured as the return
on 5-year Treasury bonds. The 30-day T-bill rate is subtracted from stock and bond
returns to obtain excess returns. The data on stocks, bonds, and bills is obtained from
the Center for Research in Security Prices (CRSP).

The set of state variables contains two valuation ratios. The dividend-price ratio (DP)
is calculated as the 12-month moving sum of dividends paid on the S&P Index divided by
ultimo price. Likewise, the earnings-price ratio (EP) is calculated as the 12-month moving
sum of earnings on the S&P Index divided by ultimo price. The data used to construct
these valuation ratios is obtained from Robert Shiller�s website. Furthermore, the set of
predictor variables contains two corporate �nance variables. The dividend payout ratio
(DE) is the ratio of dividends to earnings, while net equity expansion (NTIS) is the ratio
of 12-month moving sums of net issues by NYSE listed stocks divided by the total end-of-
year market capitalization of NYSE stocks. Stock variance (SVAR) computed as the sum
of squared daily returns on the S&P500 Index is also included as a state variable. NTIS
and SVAR are obtained from Ivo Welch�s website. The set of state variables also contains
three bond yield measures. The Treasury-bill rate (TBL) is the 3-month Treasury Bill:
Secondary Market Rate from the economic research data base at the Federal Reserve
Bank at St. Louis (FRED). The term spread (TMS) is the di¤erence between the long-
term government bond yield from Ibbotson�s Stocks, Bonds, Bills and In�ation Yearbook
and TBL. The default spread (DFS) is the di¤erence between yields on BAA and AAA-
rated corporate bonds obtained from FRED. Finally, in�ation (INFL) is the return on
the Consumer Price Index (All Urban Consumers) from the Bureau of Labor Statistics.
This state variable is a common broad macroeconomic indicator.

Many papers have used a similar set of predictor variables to examine stock return
predictability. For example, Welch and Goyal (2008) provide a comprehensive study of
these variables� ability to predict the conditional mean stock return (both in- and out-of-
sample).4 Other studies use similar state variables to predict both the conditional mean
and volatility; see e.g. Marquering and Verbeek (2004) and Lettau and Ludvigson (2010).
Cenesizoglu and Timmermann (2008) also use a broad set of state variables to examine
predictability of the entire stock return distribution. The literature on bond return
predictability is much less voluminous. Examples of papers examining predictability of
the conditional mean bond return include Ilmanen (1995) and Kirby (1997). In a recent
paper, Viceira (2010) examines predictability of both the conditional mean and volatility
using the short rate and the yield spread as predictor variables. Finally, using vector
autoregressions a number of papers have examined predictability of the conditional mean

4See Welch and Goyal (2008) for a non-exhaustive list of papers examining predictability of the
conditional mean stock return using the individual state variables.
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of both stock and bond returns; see e.g. Campbell et al. (2003), Engsted and Pedersen
(2010), and Viceira (2010).

4 Univariate return distributions

In this section, I report results on predictability of stock and bond returns in a univariate
setup. Section 4.1 contains in-sample results using both quantile regression and least
squares estimated over the entire sample period. The results obtained using quantile
regression yield insights into predictability of di¤erent parts of the return distributions,
while the results obtained using least squares only contain information on predictability
of the conditional mean return. Section 4.2 contains an out-of-sample analysis of forecasts
based on the quantile regression framework.

4.1 In-sample return predictability

Table 1 shows the slope coe¢cients when excess stock returns are regressed on each of
the nine state variables using either least squares (Panel A) or quantile regression (Panel
B). To obtain a su¢ciently detailed picture of the return distribution, I perform quantile
regression for � = f0:05; 0:10; 0:20; :::; 0:90; 0:95g. t-statistics are shown in parentheses.
For least squares the t-statistics are based on White (1980) heteroscedasticity-consistent
standard errors, and for quantile regression they are based on (x; y)�bootstrapped stan-
dard errors as outlined in Section 2.1. For ease of readability, slope coe¢cients with
an associated t-statistic larger than 1.96 or smaller than -1.96 are boldfaced. For least
squares a slope coe¢cient signi�cantly di¤erent from zero means that the state variable
in question signi�cantly predicts an increase or decrease in next period�s mean excess
return. For quantile regression a signi�cant slope coe¢cient for a given �-quantile means
that the state variable signi�cantly predicts an increase or decrease in next period�s �-
quantile of the return distribution. If the �-quantile slope coe¢cients are signi�cantly
di¤erent it implies time-variation in higher-order moments of the return distribution.
This can be tested using the slope equality test proposed by Koenker and Basset (1982).
Panel C shows the Wald statistics from this test with p-values in brackets.

Panel A shows that �ve of the nine state variables predict the mean excess stock
return. The slope coe¢cient on the dividend-price ratio and earnings-price ratio is sig-
ni�cantly positive, while it is signi�cantly negative for stock variance, T-bill rate, and
in�ation. These results are consistent with evidence from the existing literature and
economic theory. Turning to the results based on quantile regression, Panel B shows
that eight of the nine state variables predict at least some part of the return distribu-
tion. For example, the dividend-price ratio predicts the center and upper shoulder of
the return distribution, while in�ation predicts the center and lower shoulder. For visual
evaluation the slope coe¢cients and associated 95% con�dence bands using both least
squares and quantile regression are displayed in Figure 1. Ignoring statistical signi�cance
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for a while and just focusing on the value of the slope coe¢cients, we observe that the
individual state variables predict the future return distribution in quite di¤erent ways.
For example, the slope coe¢cients for the dividend-price ratio are all positive and of
similar magnitude. This implies that an increase in the dividend-price ratio leads to an
increase of roughly same magnitude in all return quantiles, i.e. an upward location-shift
of the return distribution with no changes in volatility, skewness or any other higher-
order moment. In contrast, the slope coe¢cients on stock variance are mainly negative
except for the highest quantiles. Furthermore, the median slope coe¢cient is of similar
magnitude as the least squares slope coe¢cient indicating symmetry in the future return
distribution. In this case, an increase in the state variable leads to a downward shift in
the return distribution and an increase in volatility since the upper quantiles will increase
and the lower quantiles decrease. Testing for slope equality across the quantiles (Panel
C) reveals that only stock variance captures time-variation in higher-order moments of
the stock return distribution. The remaining eight state variables either do not capture
time-variation in any moment of the return distribution or only of the �rst moment.

Table 2 and Figure 2 show the corresponding results for excess bond returns, which
are quite di¤erent from those obtained for stock returns.5 While only four of the nine
state variables predict mean bond excess return, all state variables predict at least some
part of the return distribution. Furthermore, the slope equality test shows that seven
of the nine state variables signi�cantly capture time-variation in higher-order moments
of the bond return distribution. The state variables predict the future bond return
distribution in quite di¤erent ways. For example, the T-bill rate signi�cantly predicts
the entire distribution except the center. The slope coe¢cients for the upper part of the
distribution are positive, while they are negative for the lower part. Furthermore, the
slope coe¢cient for the median is close to zero and roughly equal to the least squares slope
coe¢cient indicating symmetry in the return distribution. Comparing slope coe¢cients
for the 1�� and �-quantile, we also �nd evidence of symmetry in the distribution. These
results imply that an increase in the T-bill rate does not shift the excess bond return
distribution neither upwards nor downwards, but it increases the distribution�s dispersion,
i.e. volatility increases. A similar result is observed for the default spread. However,
in this case the increase in dispersion is accompanied by an upward location-shift as
seen from the slope coe¢cient for both the median and the mean. Another example is
in�ation. This state variable captures time-variation in the third moment. The slope
coe¢cients are negative for all quantiles as well as the mean indicating a downward shift
in the return distribution when in�ation increases. However, only for the median and
the lower quantiles are the slope coe¢cients signi�cantly negative. Furthermore, the
slope coe¢cients for the lower quantiles are much larger in absolute value than the slope
coe¢cients for the upper quantiles. This implies that an increase in in�ation leads to a
more negatively skewed bond return distribution since the lower quantiles will decrease
a lot while the upper quantiles will remain roughly the same (or decrease slightly). As
a �nal example, consider the term spread. This state variable is generally considered to

5From Figure 1 and 2 it is clear that, in general, the quantile slope coe¢cients are estimated with high
precision. In some cases (especially for bonds) also even more so than the least squares slope coe¢cients.
Only in the extreme tails do we for some state variables observe a noticeable decrease in precision.
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be the �best� predictor of future bond returns. From Panel A it is clear that the least
squares slope coe¢cient is positive, which is in line with theory and existing evidence,
but it is not statistically signi�cant. In contrast, the slope coe¢cients for the center and
upper shoulder are all highly signi�cant. Hence, the conditional median is predictable,
but the conditional mean is not. Here it is important to note that in contrast to quantile
regression, least squares is highly sensitive to outliers, which can lead to unpredictable
conditional means although the conditional median is in fact predictable.

In general, the results presented in this section show that lack of predictability of
the mean return does not necessarily imply that other parts of the return distribution
are unpredictable. Predictability can be present in the �rst, second, third, or any other
higher-order moment of the return distribution. The results also illustrate how the di¤er-
ent state variables predict future asset returns in quite di¤erent ways in terms of location-
shifts, volatility and skewness etc. These �ndings complement our existing knowledge of
return predictability in the traditional sense, i.e. of the conditional mean. For example,
an expected increase in future stock returns due to an increase in the dividend-price ratio
is not associated with changes in risk, while an expected decrease in future bond returns
due to an increase in in�ation is associated with an increase in downside risk. These
results yield important insights into the risk-return relation that is key in, for example,
understanding the pricing of �nancial assets.

The risk-return trade-o¤ for a given asset is usually measured by its conditional Sharpe
ratio

SRt =
EtRt+1
EtVt+1

;

where EtRt+1 is the mean excess return from time t to t+ 1 conditional on information
available at time t and EtVt+1 is a measure of the standard deviation of excess return,
again conditional on time t information. The Sharpe ratio is an intuitively appealing
characterization of the price of risk, since it measures how much return an investor can
get per unit of asset volatility. In classic asset pricing models such as the capital asset
pricing model by Sharpe (1964), the expected risk premium varies proportionally with
expected volatility, which implies that the Sharpe ratio should be constant over time. The
expected risk premium is allowed to vary over time, but it must be perfectly positively
correlated with expected volatility, i.e. the amount of risk must also be time-varying.
More recent asset pricing models such as the habit model by Campbell and Cochrane
(1999) allow the price of risk to vary over time, which implies that the expected risk
premium and volatility need not be perfectly positively correlated.

During the last 20 years numerous papers have established that the expected risk
premium on stocks varies over time, but researchers are still debating whether this is
due to time-varying price of risk or time-varying amount of risk. Based on the dividend-
price ratio, earnings-price ratio, T-bill rate, and in�ation, the results in Table 1 provide
evidence of time-varying price of stock market risk, since the conditional mean excess
return based on these state variables is time-varying (Panel A), but the distribution
including volatility (amount of risk) does not change over time (Panel C). For stock
variance both the conditional mean excess return and volatility vary over time, but the
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price of stock market risk is still time-varying. If stock variance increases, the numerator
in the Sharpe ratio decreases while the denominator increases, and vice versa. Hence, the
expected risk premium and volatility are negatively correlated, resulting in a time-varying
Sharpe ratio.

Table 2 reveals evidence of time-varying price of risk also for bonds, but in a di¤erent
way than for stocks. For example, based on the dividend-price ratio, earnings-price
ratio, payout ratio, and T-bill rate the amount of risk varies over time (Panel C), but the
expected risk premium is constant (Panel A). Hence, the denominator in the Sharpe ratio
varies over time, but the numerator is time-invariant. Based on net equity expansion,
stock variance, and default spread both the expected risk premium and the amount of
risk vary over time, and in contrast to the case with stocks and stock variance as state
variable, they are positively correlated. However, it is not directly evident from Table 2
if they are perfectly correlated implying constant bond market price of risk.

Risk is not con�ned to be measured by volatility. Similar to the Sharpe ratio, we
can construct a characterization of the price of risk, which measures how much return an
investor can get per unit of, say, asset skewness or kurtosis. The use of quantile regression
allows for a robust and straightforward way to calculate the third and fourth moment of
the return distribution (see e.g. Cenesizoglu and Timmermann, 2008), which in turn can
provide more detailed insights into the risk-return relation than captured by the Sharpe
ratio. An in-depth analysis of the risk-return relation is outside the scope of this paper,
and hence I leave it for future research.

4.2 Out-of-sample forecasts

A key issue in the return predictability literature is out-of-sample evaluation. It is very
likely that empirical forecasting models are, to some extent, almost always misspeci�ed
in the sense that the functional form of the model may be incorrect and/or that all the
relevant state variables are not included compared to the true data-generating process.
However, it is still relevant to examine the relative accuracy of competing forecasts. In
the present context the relevant question is whether a given state variable is better at
forecasting a given return quantile than the other state variables. For each quantile,
I perform pairwise comparisons based on the check loss function (1) and the testing
procedure proposed by Diebold and Mariano (1995). The test is very simple and entails
calculating the loss di¤erential

dt+1;� =
�
�� 1

�
yt+1 � bqi�;t < 0

	� �
yt+1 � bqi�;t

�
�
�
�� 1

�
yt+1 � bqj�;t < 0

	� �
yt+1 � bqj�;t

�
;

at each point in time in the out-of-sample evaluation period. bqi�;t and bqj�;t are quantile
forecasts for state variable i and j, respectively, based on information only up to time t.
The null of equal forecast accuracy can then be tested as

t� =
d�q

var
�
d�
� � N (0; 1) ; (5)
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where d� is the average of dt+1;� over the out-of-sample period. I apply a recursive scheme
in generating out-of-sample forecasts. Initially, I estimate the models based on data from
the start of the sample and up to 1969:12. I then generate forecasts for return quantiles
in 1970:01 and compare these to realized returns in the same period. Next, I add the
data from 1970:01, reestimate the models, and generate forecasts for return quantiles in
1970:02, which I then compare to realized returns in that period. This recursive scheme
is repeated up to the end of the sample period resulting in a total of 468 out-of-sample
forecasts for the period 1970:01 to 2008:12.

Table 3 shows t-statistics from the pairwise loss di¤erential tests for the lower tail
(Panel A), center (Panel B), and upper tail (Panel C) of the return distribution. In each
panel the results based on stock returns are shown below the main diagonal while the
results based on bond returns are shown above the main diagonal. The loss di¤erential
is calculated as the loss from the variable on the vertical axis minus the loss from the
variable on the horizontal axis. Hence, a positive (negative) entry in the table implies
that there is higher (lower) loss associated with the variable on the vertical axis than the
variable on the horizontal axis, i.e. the variable on the horizontal (vertical) axis yields
a relatively better forecast for that particular quantile. Again, for ease of readability
t-statistics larger than 1.96 or smaller than -1.96 are boldfaced. In addition to the nine
state variables, Table 3 also includes results based on the prevailing quantile (PQ) model,
i.e. a model without state variables. This is the quantile equivalent to the �prevailing
mean� model often claimed to outperform time-varying expected returns in out-of-sample
forecasts.

Regarding stock returns, the forecast accuracy is only signi�cantly di¤erent in three
pairwise comparisons. The default spread forecasts the lower tail signi�cantly better
than the payout ratio, and in�ation forecasts the center signi�cantly better than both
stock variance and the term spread. Ignoring statistical signi�cance for a while and just
focusing on the sign of the loss di¤erential, a number of interesting results appear. For
example, in the lower tail the average loss associated with stock variance is lower than the
average loss associated with the other eight state variables and PQ. In contrast, in the
center and the upper tail this is the case for in�ation and the default spread, respectively.
Hence, the relative predictive accuracy of the individual state variables di¤ers across the
return distribution. State variables that perform relatively well in the lower tail might
not perform equally well in the upper tail and vice versa. Likewise for the state variables
that perform relatively worse than the other state variables. In the center the term spread
is associated with higher average loss than the other eight state variables and PQ, and
in the upper tail this is the case for the T-bill rate.

In the literature on stock return predictability, it is often argued that state variables
do not predict the future return better than the prevailing mean (see e.g. Welch and
Goyal, 2008). The results in Table 3 support a similar argument concerning the entire
return distribution. None of the state variables predict the lower, center, or upper tail
of the stock return distribution signi�cantly better than the prevailing quantile. In fact,
with exception of the dividend-price ratio, stock variance, and default spread in the lower
tail, in�ation in the center, and default spread in the upper tail, PQ is always associated
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with the relatively lowest loss.

Turning to bond returns, the loss di¤erential is in many cases statistically signi�cant.
For example, in both the lower and upper tail, the default spread is a signi�cantly better
forecaster than all the other state variables (except stock variance in the upper tail and
the T-bill rate in both tails). In�ation also predicts the lower tail signi�cantly better than
the majority of other state variables. If we just focus on the sign of the loss di¤erential
we see that the T-bill rate is a relatively good forecaster of both the lower and upper
tail, while it performs relatively worse than all the other state variables in predicting the
center of the distribution. In contrast, the term spread is a relatively good forecaster
of the center, but it performs worse than all the other state variables in the tails of the
distribution. The term spread is often considered to be the �best� forecaster of future
bond returns. The results in Table 3 show that the relatively good predictive ability of
this state variable is con�ned to the center of the distribution, and completely vanishes
in the tails.

5 Multivariate return distributions

Often we need an estimate of a future joint return distribution. For example, in portfolio
choice problems, where the investor is allowed to invest in more than one risky asset,
or in various risk management problems. In general, this calls for a multivariate model.
Only in the special case of independence between the relevant assets, can we rely on
a combination of univariate models. In this section, I use the multivariate quantile
model presented in Section 2.2 to analyze the joint distribution between stock and bond
returns. In Section 5.1, I use the multivariate quantile model to examine if stocks and
bonds are independent, and if not, in which parts of the distribution the dependence
is present. If stocks and bonds are independent, the joint quantile forecasts are simply
equal to the quantile forecasts from the univariate models. Next, Section 5.2 examines
the joint in-sample predictability of stock and bond returns. Finally, Section 5.3 contains
an out-of-sample analysis. I calculate the out-of-sample loss di¤erential between quantile
forecasts from the univariate and joint models. This can be used to evaluate if it matters
to take the dependence structure between stocks and bonds into account in forecasting. I
also perform pairwise out-of-sample loss di¤erential tests similar to those shown in Table
3. Similar to the univariate case, these tests can help identify if any of the state variables
are better than the others in predicting various parts of the joint stock and bond return
distribution out-of-sample.

5.1 Are stocks and bonds independent?

Dependence can be evaluated by calculating in-sample coverage probabilities. These
probabilities are calculated by, �rst, estimating the quantile model over the entire sam-
ple period. Next, based on the estimated coe¢cients, in-sample quantile forecasts are
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constructed. Finally, in-sample coverage probabilities in the univariate and bivariate
case, respectively, are calculated as

CP� =
1

T � 1

T�1X

t=1

1 (yt+1 � bq�;t) ;

CP�1;�2 =
1

T � 1

T�1X

t=1

1 (y1;t+1 � bq�1;t and y2;t+1 � bq�2;t) :

In the univariate case, we know that CP� = � by construction. In the bivariate case,
however, we only know the in-sample coverage probability from the outset if the variables
are independent, in which case CP�1;�2 = �1��2. Hence, if the joint coverage probability
is di¤erent from the product of the two quantiles, we can conclude that the variables are
dependent. Furthermore, by choosing a su¢ciently �ne grid of quantile combinations,
we can determine in which part of the joint distribution the dependence occurs.

Table 4 shows in-sample coverage probabilities for 11 di¤erent quantile combinations
(�s; �b) with �s denoting the quantile for stocks and �b the quantile for bonds. The
quantile combinations (0.05,0.05), (0.50,0.50), and (0.95,0.95) denote the joint lower tail,
center, and upper tail of the stock-bond return distribution, while (0.05,0.95) denote the
joint outcome of stock returns in the lower tail and bond returns in the upper tail, and
vice versa for (0.95,0.05). The other quantile combinations can be interpreted similarly.
By choosing a su¢ciently �ne grid of quantile combinations, we can trace out the entire
joint distribution. In the �nal column the coverage probabilities given independence are
shown. The �rst thing worth noticing in Table 4 is that, as expected, the results are
quite robust across state variables and the prevailing quantile model. Hence, the overall
conclusions about the dependence between stocks and bonds do not depend on speci�c
state variables or the assumption about time-varying return distributions.

From Table 4 it is clear that stocks and bonds are not independent. The in-sample
coverage probabilities are generally quite di¤erent from the coverage probabilities given
independence. From the �rst �ve quantile combinations where �s = �b we see that the
joint stock-bond distribution contains more probability mass in the joint tails compared
to the case with independence. For example, roughly 20% of the observations lie above
(0:95,0:95). If stocks and bonds are independent, this number should only be 10%. Most
noticeable is, however, the coverage probability associated with the quantile combination
(0.05,0.95). Given independence only 5% of the observations should be in this part
of the distribution, but the coverage probability is roughly 20%. Moreover, since the
coverage probability associated with the quantile combination (0.05, 0.50) does not reveal
a similar overrepresentation (compared to the case with independence), we can conclude
that part of the dependence is due to stock returns falling in the lower tail jointly with
bond returns in the upper shoulder. In other words, the joint outcome of very low
stock returns and high bond returns appears more frequently than if stocks and bonds
were independent. These observations are also clearly visible in Figure 3, where each
quadrant shows the coverage probability for the relevant quantile combinations based on
the prevailing quantile model (with probabilities given independence in parentheses).
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Based on the entire sample period, the correlation between stocks and bonds is roughly
0.10. This is an �average� measure of dependence and it does not provide insights into
which return outcomes are responsible for the comovement. This insight can, however,
be obtained based on coverage probabilities as in Figure 3. Note that outcomes along
the main upward sloping diagonal generate positive correlation, while outcomes along
the main downward sloping diagonal generate negative correlation. A growing literature
documents time-varying correlation between stocks and bonds (see e.g. Ilmanen, 2003,
Connolly et al., 2005, Christiansen and Ranaldo, 2007, and Baele et al., 2010), with cor-
relation being both positive and negative. According to Figure 3 the positive correlation
is mainly due to the joint outcome of very high stock returns and moderately high bond
returns. The joint outcome of low stock and bond returns do not appear to contribute
to the positive correlation. Figure 3 also shows that the negative correlation is primarily
driven by the joint outcome of very low stock returns and moderately high bond returns.
Although this helps us understand which return outcomes generate the correlation be-
tween stocks and bonds, it is also clear from Figure 3 that the stock-bond distribution is
a¤ected by asymmetries, which basically implies that simple linear correlation does not
give an adequate measure of dependence between stocks and bonds. This is consistent
with Guidolin and Timmermann (2006), who based on a regime switching model �nd
evidence of nonlinear dynamics in the joint distribution of stock and bond returns.

By choosing a more �ne grid of quantile combinations, it is possible to obtain a more
detailed picture of the dependence structure between stocks and bonds. For the purpose
of this paper, however, the results in Table 4 and Figure 3 are su¢cient to conclude that
stocks and bonds are not independent, and hence, we need to resort to the multivariate
setup when an estimate of the future joint return distribution is required.

5.2 Joint in-sample return predictability

Table 5 shows the slope coe¢cients and associated t-statistics estimated in the multi-
variate setting for stock (Panel A) and bond (Panel B) returns for �ve di¤erent quantile
combinations. As in Tables 1 and 2, slope coe¢cients with an associated t-statistic larger
than 1.96 or smaller than -1.96 are boldfaced. From Table 5 it is clear that at least part of
the joint stock-bond distribution is predictable as a function of economic state variables.
Consider, for example, the default spread. This state variable signi�cantly predicts both
the joint lower and upper tail of the stock-bond distribution, as well as the joint outcome
of stock returns in the lower tail and bond returns in the upper tail, and vice versa. The
implication of the results in Table 5 is that the joint distribution between stocks and
bonds is time-varying. Furthermore, based on the size and sign of the coe¢cients it is
clear that this time-variation is not restricted to only location-shifts, but also concerns
the shape of the distribution.

According to the in-sample coverage probabilities in Table 4 and Figure 3, stocks and
bonds are dependent. Another way to evaluate dependence is to compare the jointly
estimated slope coe¢cients with those estimated in the univariate setup. Consider, for
example, stock variance in Table 5, Panel A. For �s = 0:95, the slope coe¢cient for
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stock returns is equal to 0.711 and 1.132 for �b = 0:05 and 0.95, respectively. If stocks
and bonds are independent, the slope coe¢cient for stock returns for a given �s-quantile
should be constant across the �b-quantile and equal to the slope coe¢cient in the uni-
variate setup. This coe¢cient is estimated to be 3.336, and thus these results illustrate
that we need to account for the dependence structure between stocks and bonds when we
model their joint distribution. Figure 4 illustrates this point more clearly. The solid line
gives the univariately estimated slope coe¢cient for the 0.95-quantile for stock returns as
a function of stock variance, while the line with circles gives the corresponding estimates
in the multivariate setup for di¤erent values of the �b-quantile. Figure 4 shows that for
�b = 0:50 and 0.60, the slope coe¢cient in the multivariate setting is higher than the
slope coe¢cient in the univariate setting, while it is lower for the remaining �b-quantiles.

These results indicate that the conditional joint distribution between stocks and bonds
cannot be captured by simply combining the univariately estimated distributions. When-
ever an estimate of the joint distribution between stocks and bonds is required, we thus
need to resort to the multivariate model.

5.3 Out-of-sample joint forecasts

The fact that stocks and bonds are dependent does not necessarily imply that multivari-
ate quantile forecasts perform better out-of-sample than a combination of univariately
estimated quantile forecasts. To evaluate if it matters to take the dependence into ac-
count in out-of-sample forecasting, I calculate out-of-sample loss based on (3) and the
parameter estimates from both the univariate and multivariate setup using the recursive
scheme outlined in Section 4.2. Based on these loss series, I calculate the di¤erential
test (5). The results are shown in Table 6. Again, for ease of readability t-statistics
larger than 1.96 or smaller than -1.96 are boldfaced. A positive (negative) entry implies
that the out-of-sample loss associated with forecasts from the univariate setup is higher
(lower) than the loss associated with forecasts from the multivariate setup. From Table
6 it is clear that in some cases, a combination of quantile forecasts constructed based
on the univariate setup performs best out-of-sample, although the di¤erence is not sig-
ni�cant. However, the vast majority of test statistics are positive and many of these
are also statistically signi�cant. Hence, the conclusion obtained from Table 6 is that it
clearly matters to take the dependence between stocks and bonds into account, also in
out-of-sample forecasts.

The next natural question is: Do any of the state variables perform better in out-
of-sample joint forecasting than others? To answer that question, I perform pairwise
loss di¤erential tests similar to those in Table 3, but now based on the multivariate loss
function (3). Results for �ve di¤erent quantile combinations are shown in Table 7. In
Panel A, the results for the joint lower (upper) tail are shown below (above) the main
diagonal, while Panel B shows the results for the joint center of the distribution. Finally,
below (above) the main diagonal Panel C shows the joint outcome of stock returns in
the lower (upper) tail and bond returns in the upper (lower) tail. From Table 7 it is
clear that many of the loss di¤erentials are statistically signi�cant in the �tails� of the
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distribution, but not in the center.

In terms of the state variables� relative out-of-sample performance, Table 7 reveals
clear di¤erences between the di¤erent parts of the joint distribution. In the joint lower tail
(0.05,0.05), the T-bill rate performs signi�cantly better than all the other state variables,
while the term spread performs worse. In the joint upper tail (0.95,0.95), the relatively
best forecaster is the default spread, while the worst is the dividend-price ratio. In both
cases the di¤erences are statistically signi�cant. Turning to Panel C, we see that for
(0.05,0.95) the results are very similar to those for (0.05,0.05). Again, the T-bill rate is
the relatively best forecaster, while the term spread is the worst. Hence, these results
seem robust for stock returns in the lower tail, irrespective of bond returns falling in
the lower or upper tail. Likewise, for (0.95,0.05) we �nd that the default spread is the
relatively best forecaster similar to the case with (0.95,0.95). However, for (0.95,0.05) the
T-bill rate is now the relatively worst forecaster. Regarding the center of the distribution,
in�ation is the relatively best forecaster, while the term spread is the worst.

The results in Table 7 are in general consistent with those from the univariate setting
as shown in Table 3. The relative importance of stocks and bonds di¤ers, however, in
the di¤erent parts of the joint distribution. The relative good and bad performance
in the center of the joint distribution by in�ation and the term spread, respectively,
can be ascribed to stocks. Likewise, the relative bad performance by the T-bill rate in
(0.95,0.05) seems to be due to its poor ability to forecast the upper tail of the stock
return distribution. In contrast, the relatively good and bad performance of the T-bill
rate and the term spread, respectively, in (0.05,0.05) and (0.05,0.95) can be ascribed to
bonds.

6 A portfolio study

To examine if it bears any economic signi�cance to take the empirical return distribu-
tion into account, this section contains a portfolio study. In general, investors require
an estimate of the entire distribution of future returns to make their portfolio decisions.
Only with certain utility and/or distributional assumptions, knowledge of the �rst two
moments of the return distribution is su¢cient (see e.g. Campbell and Viceira, 2002). I
perform an out-of-sample portfolio study based on an investor with power utility de�ned
over next period�s wealth and under unknown return distributions estimated using quan-
tile regression. I compare these results to the special case where returns are assumed to
be lognormally distributed. In this case, we obtain a simple closed-form solution to the
optimal portfolio choice, which is consistent with mean-variance analysis, and hence only
requires knowledge of the �rst two moments of the return distribution.
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6.1 Optimal portfolio choice

I consider both a univariate setting, where the investor only has access to one risky
asset (either stocks or bonds) and a risk free asset, and a multivariate setting, where
the investor has access to two risky assets (both stocks and bonds) as well as the risk
free asset. First, I describe the setting in the univariate case. In this case the budget
constraint is given as

Wt+1 = Wt

�
1 + wt eRt+1 + (1� wt)Rf;t

�

= 1 + wtRt+1 +Rf;t;

where wt denotes the fraction of wealth invested in stocks and bonds, respectively, at
time t. The remainder 1 � wt is invested in the risk free asset. eRt+1 denotes the return
on the risky asset at time t+1, Rf;t denotes the return on the risk free asset at time t+1
but known at time t, and Rt+1 denotes the excess return on the risky asset at time t+ 1
calculated as Rt+1 = eRt+1 �Rf;t. Without loss of generality, Wt is set equal to 1.

The investor is assumed to have standard power utility (CRRA) de�ned over next
period�s wealth

U (Wt+1) =
W 1�
t+1

1� 
,

where  denotes the relative risk aversion parameter. To obtain the optimal portfolio
choice, the investor solves the following optimization problem

w�t = argmax
wt

Z
(1 + wtRt+1 +Rf;t)

1�

1� 
f (Rt+1jFt) dRt+1; (6)

where f (Rt+1jFt) is the conditional probability distribution of future excess returns based
on the information set at time t. Hence, in the general case, the investor needs an estimate
of the entire future return distribution. To solve for the optimal portfolio choice, we can
either impose assumptions about f (Rt+1jFt) or discretize the integral in (6). To make
the approach simple and consistent across the univariate and multivariate setup, I choose
to discretize the integral in the following way

w�t = argmax
wt

(1 + wtbq0:05;t +Rf;t)1�
1� 

� bp(0;0:05)

+

0:9X

�=0:1

(1 + wtbq�;t +Rf;t)1�
1� 

� bp(��0:05;�+0:05)

+
(1 + wtbq0:95;t +Rf;t)1�

1� 
� bp(0:95;1);

using the quantile grid � = f0:05; 0:10; 0:20; :::; 0:90; 0:95g. bq�;t is the one-period �-
quantile forecast based on time t information, and bp(�1;�2) is the in-sample coverage prob-
ability between �1 and �2. With exception of the lower and upper tails, the �-quantile
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forecasts are assumed to be located at the midpoint between the �1- and �2-quantiles.
For example, for bq0:1;t the associated probability is calculated as the proportion of in-
sample observations that fall between the 0.05- and 0.15-quantile. Note, this assumption
basically implies that the model must be estimated for 19 quantiles at each point in time.
In the univariate case, bp(�1;�2) = �2��1, and can thus be determined without calculating
in-sample coverage probabilities. Due to dependence between the variables, the relevant
probabilities in the multivariate case need to be determined based on in-sample coverage
probabilities (see Table 4). To maintain a consistent notation between the univariate and
multivariate setup, I apply the above notation also in the univariate case. Maximization
is done by grid search over the interval 0 to 1 with stepsizes of 0.01. Hence, no-short sale
and no-borrowing constraints are imposed from the outset.

An alternative to estimating the entire return distribution is to impose a distributional
assumption. I consider the case where returns are assumed to be lognormally distributed,
which implies the following optimal portfolio choice (cf. Campbell and Viceira, 2002)

w�t =
Etert+1 � rf;t + �2t

2

�2t
;

where returns are now measured in logs. Etert+1 denotes the mean log return on the
risky asset at time t + 1 conditional on time t information, and �2t denotes the return
variance also conditional on time t information. I consider both the case where Etert+1
is estimated using least squares and the same state variables as in the �quantile� setup
and the case where only the historical average is used to forecast future returns (denoted
by C in Table 8). �2t is estimated as the sample variance based on time t information.

6

To make the results comparable to the case where the empirical return distribution is
applied, w�t is restricted to lie between 0 and 1. If the optimal wt is larger than 1, it is
set to be equal to 1, and if the optimal wt is smaller than 0, it is set to be equal to 0.

In the multivariate setup where the investor has access to both stocks and bonds, the
budget constraint is given as

Wt+1 = 1 + w
s
tRs;t+1 + w

b
tRb;t+1 +Rf;t;

where wst and w
b
t denote the portfolio weight in stocks and bonds, respectively. The

remainder 1 � wst � w
b
t is invested in the risk free asset. This implies the following

maximization problem

w�

t = argmax
wst ;w

b
t

Z Z �
1 + wstRs;t+1 + w

b
tRb;t+1 +Rf;t

�1�

1� 
f (Rs;t+1; Rb;t+1jFt) dRs;t+1dRb;t+1;

wherew�

t is a vector consisting of optimal stock and bond weights, and f (Rs;t+1; Rb;t+1jFt)
is the conditional joint probability distribution of future excess stock and bond returns

6I have also used a GARCH(1,1) model to forecast future volatility, but this makes no noticeable
di¤erence, and hence, for the sake of brevity these results are not reported.
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based on the information set at time t. In discretized form, this can be rewritten as

w�

t = argmax
wst ;w

b
t

�
1 +w0

tbq(0:1;0:1);t +Rf;t
�1�

1� 
� bp(0;0:1)(0;0:1)

+

�
1 +w0

tbq(0:1;0:9);t +Rf;t
�1�

1� 
� bp(0:9;1)(0;0:1) +

�
1 +w0

tbq(0:9;0:1);t +Rf;t
�1�

1� 
� bp(0;0:1)(0:9;1)

+

�
1 +w0

tbq(0:9;0:9);t +Rf;t
�1�

1� 
� bp(0:9;1)(0:9;1) +

0:7X

�=0:3

�
1 +w0

tbq(0:1;�);t +Rf;t
�1�

1� 
� bp(��0:2;�+0:2)(0;0:1)

+

0:7X

�=0:3

�
1 +w0

tbq(�;0:1);t +Rf;t
�1�

1� 
� bp(0;0:1)(��0:2;�+0:2) +

0:7X

�=0:3

�
1 +w0

tbq(0:9;�);t +Rf;t
�1�

1� 
� bp(��0:2;�+0:2)(0:9;1)

+

0:7X

�=0:3

�
1 +w0

tbq(�;0:9);t +Rf;t
�1�

1� 
� bp(0:9;1)(��0:2;�+0:2)

+

0:7X

�1=0:3

0:7X

�2=0:3

�
1 +w0

tbq(�1;�2);t +Rf;t
�1�

1� 
� bp(�1�0:2;�1+0:2)(�2�0:2;�2+0:2)

;

where, for simplicity, I only use the quantile grid � = f0:10; 0:30; 0:70; 0:90g. bq(�1;�2);t is
a vector of jointly estimated quantile forecasts, where �1 and �2 are the quantiles for the

�rst and the second variable, respectively. bp(�
k;�l)

(�i;�j)
denotes the in-sample probability of

the return on the �rst variable falling between the �i- and �j-quantile, while at the same
time the second variable falls between the �k- and �l-quantile. This approach can easily
be applied to a much �ner quantile grid at the cost of more quantile computations.7 As
in the univariate case, optimization is done by grid search over the interval 0 to 1 with
stepsizes of 0.01. Furthermore, I impose the restriction that the sum of the portfolio
weights are not allowed to be larger than one.

In the multivariate case the optimal portfolio weights using the lognormal assumption
about returns are given as (cf. Campbell and Viceira, 2002)

w�

t =
1


��1t

�
Etert+1 � �rf;t +

�2t
2

�
;

where ��1t is the inverse of the variance-covariance matrix of returns, � is a vector of ones,
ert+1 is the vector of log returns on the risky assets, and �2t is a vector consisting of the
diagonal elements of �t: The mean return vector and the variance-covariance matrix are
estimated in the same way as in the univariate case. Again, to ensure results comparable
to those based on the empirical return distribution, portfolio weights smaller than 0
are set to be equal to 0 and portfolio weights larger than 1 are set to be equal to 1.
Furthermore, if both weights are positive and the sum of the weights is larger than 1,

7The grid applied here implies that at each point in time the multivariate model must be estimated
for 21 quantile combinations. The more �ne grid applied in the univariate case would result in 217
quantile combinations.
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then both weights are reduced to ensure that the sum is 1, while still maintaining the
ratio between the two weights.

The out-of-sample portfolio study follows the same recursive scheme used to evaluate
out-of-sample forecast performance in Sections 4.2 and 5.3. The portfolio weights, w�t or
w�

t , give rise to a realized utility next period of U
�
W �

t+1

�
. Based on the realized utility

we can assess the economic signi�cance by calculating the certainty equivalent return
(CER)

CER =

 
(1� )

1

T �

T �X

t=1

U (W �

t )

!1=(1�)
� 1;

where 1=T �
PT �

t=1 U (W
�

t ) is the mean realized utility and T
� is the total number of ob-

servations in the out-of-sample period. In the case with  = 1 (log utility) the CER is
calculated as

CER = exp

 
1

T �

T �X

t=1

U (W �

t )

!
� 1:

The CER is de�ned as the certain return required by the investor for him to be indi¤erent
between accepting the certain return and following the portfolio strategy, which can
potentially give a higher return but at the cost of uncertainty. The higher the CER, the
more attractive is the uncertain alternative. In the present context, the CER is measured
after realization of the portfolio strategy, and thus provides a basis for assessing the
economic signi�cance. The CER can be compared directly across investment strategies.

6.2 Empirical results

Table 8 shows the per annumCER in the case where the investor besides the risk free asset
can invest in stocks (Panel A), bonds (Panel B), and both stocks and bonds (Panel C).
Results are shown for three values of the relative risk aversion coe¢cient representing
low or medium risk aversion ( = 1), high risk aversion ( = 5), and very high risk
aversion ( = 10). Each panel gives the CER obtained using knowledge of the empirical
return distribution captured through quantile regression and by assuming lognormally
distributed returns. In each panel, the highest CER for each state variable across the
empirical and lognormal distribution is boldfaced.

The average return on the 30-day T-bill, which represents the risk free alternative for
an investor with a 1-month investment horizon, is approximately 4% per annum. From
Table 8 it is clear that the CER is only below 4% for the very risk averse investor who
is not restricted to invest in bonds. In all other cases, access to risky assets provide
economic gains to the investor, in some cases of more than 6% per annum compared to
the risk free alternative. Table 8 also shows that for the investor with low or medium
risk aversion who is restricted to invest in either stocks or bonds, stocks is the most
attractive investment asset, while bonds are preferable for the highly risk averse investor.
For example, based on the term spread the CER for stocks is almost 3% higher than for
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bonds based on  = 1, while the CER for bonds is more than 4.5% higher than for stocks
based on  = 10:

From Panel A it is clear that nothing is gained by estimating the entire stock return
distribution compared to assuming lognormality. In almost all cases, the CER based on
the lognormal assumption is higher than the CER based on the empirical distribution.
Losses obtained by estimating the entire stock return distribution are as large as almost
3% per annum. For bonds, however, the results are completely reversed. Gains obtained
by taking the entire bond return distribution into account are as large as 1.5% per
annum. The clear di¤erence between stocks and bonds in terms of the losses or gains
obtained by estimating the entire return distributions compared to imposing a lognormal
assumption and only estimating the mean and the variance is not necessarily surprising.
From the slope equality test in Table 1 it is clear that the state variables basically only
capture location shifts in the stock return distribution. Hence, if stock returns are (close
to) lognormally distributed the only e¤ect from estimating the entire return distribution
through quantile regression is increased uncertainty due to a higher number of parameters
to be estimated. From the con�dence bands in Figure 1 it is clear that this uncertainty
can be quite large, especially in the tails of the distribution. In contrast, the results
in Table 2 show that the state variables capture much more than location shifts in the
bond return distribution. Hence, the use of quantile regression to capture the entire bond
distribution contributes with information not captured by the lognormal distribution, and
according to Panel B in Table 8 this additional information is economically signi�cant.

Panel C reveals very mixed results regarding the economic signi�cance of estimating
the entire joint distribution compared to assuming that stocks and bonds are jointly
lognormally distributed. Based on the evidence from Panels A and B, this result is not
surprising. The di¤erence in CER is in some cases very large. For the earnings-price
ratio and  = 1, the CER is almost 2.5% higher per annum for the empirical return
distribution compared to the lognormal distribution. For the payout ratio this result is
reversed and here the di¤erence is more than 3% per annum. It is important to note
that a very coarse quantile grid has been used in the multivariate portfolio study. Hence,
the results in Panel C are a¤ected both by di¤erences across stocks and bonds in terms
of the state variables predictive ability, and by a very coarse estimate of the entire joint
distribution. However, despite these reservations, the results do illustrate that gains can
be made by estimating the empirical return distribution instead of imposing a lognormal
distributional assumption.

7 Concluding remarks

This paper provides detailed insights into predictability of the entire stock and bond
return distribution through the use of quantile regression. The traditional focus on
predictability of either the mean or volatility of returns is in many areas of �nancial
economics insu¢cient. The use of quantile regression allows us to examine speci�c parts
of the return distribution such as the tails or the center, and for a su¢ciently �ne grid of
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quantiles, we can trace out the entire distribution. The idea of using quantile regression
to examine predictability of individual return distributions can also be applied to joint
return distributions.

An empirical analysis on US data shows that certain parts of both the stock and
bond return distribution are predictable as a function of a set economic state variables,
also even if the mean is unpredictable. The analysis also shows large di¤erences be-
tween stocks and bonds in terms of predictability. Although certain parts of the stock
return distribution are signi�cantly predictable, the e¤ect across the return distribution
is, in general, not signi�cantly di¤erent, which implies that the state variables only pre-
dict location shifts. This is in clear contrast to the bond return distribution, where the
state variables predict changes in the entire distribution, including volatility and skew-
ness. The empirical analysis also shows that, to a certain extent, the joint stock-bond
return distribution is also predictable. The relative accuracy of the di¤erent state vari-
ables in predicting stocks and bonds out-of-sample varies across the return distribution.
Some state variables perform relatively good in the tails of the distribution, while oth-
ers perform relatively good in the center. A similar result is found for the joint return
distribution between stocks and bonds.

Overall, quantile regression gives a very �exible empirical approach to model return
distributions, free of the usual parametric assumptions. This applies in both the uni-
variate and multivariate case. The quality of the empirical model in terms of capturing
the actual return distribution both in- and out-of-sample is of course conditional on the
economic state variable used to predict future returns. An out-of-sample portfolio study
based on an investor with power utility shows that for bonds it bears economic signi�-
cance to apply the empirical return distribution captured through quantile regression in
portfolio decisions compared to imposing a lognormal distributional assumption about
returns. This is not the case for stocks, which can be explained by the fact that for this
asset the state variables capture only location shifts. Given stock returns are (almost)
lognormally distributed, the use of quantile regression basically only increases uncertainty
due to the higher number of parameters to be estimated. For the multivariate case where
the investor can invest in both stocks and bonds, the results are mixed, which follows
naturally from the di¤erences between stocks and bonds in the individual cases. Another
important limitation to the multivariate portfolio study is the very coarse quantile grid
used to capture the joint distribution.

This paper examines the predictive ability of individual state variables on the stock
and bond return distribution. The out-of-sample analysis shows that the relative predic-
tive ability of the state variables varies a lot across the return distributions. This suggests
that a combination of state variables would be fruitful in capturing the entire distribution
compared to individual state variables. Cenesizoglu and Timmermann (2008) apply an
equal-weighted combination of quantile forecasts across a set of individual state variables
in order to incorporate information from all state variables without having to estimate
additional parameters. The disadvantage of this approach is that the individual state
variables� relative good forecasting ability in di¤erent parts of the distribution is not fully
utilized. Instead a recursive procedure that continuously applies the relatively best state
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variables to forecast the di¤erent return quantiles would be a way to ensure the best
possible estimate of the future return distribution. I leave this as an interesting topic for
future research.

8 References

Ang, A. and G. Bekaert (2002). International asset allocation with regime shifts.
Review of Financial Studies 15, 1137-1187.

Baele, L., G. Bekaert, and K. Inghelbrecht (2010). The determinants of stock and
bond return comovements. Review of Financial Studies 23, 2374-2428.

Barrodale, I. and F.D.K. Roberts (1974). Solution of an overdetermined system of
equations in the l1 norm. Communications of the ACM 17, 319-320.

Barnes, M.L. and A.W. Hughes (2002). A quantile regression analysis of the cross
section of stock market returns. Working paper, Federal Reserve Bank of Boston.

Basset, G. and H. Chen (2001). Portfolio style: Return-based attribution using quan-
tile regression. Empirical Economics 26, 293-305.

Buchinsky, M. (1995). Estimating the asymptotic covariance matrix for quantile
regression models: A Monte Carlo study. Journal of Econometrics 68, 303-338.

Campbell, J.Y., Y.L. Chan, and L.M. Viceira (2003). A multivariate model of strate-
gic asset allocation. Journal of Financial Economics 67, 41-80.

Campbell, J.Y. and J.H. Cochrane (1999). By force of habit: A consumption-based
explanation of aggregate stock market behavior. Journal of Political Economy 107, 205-
251.

Campbell, J.Y. and L.M. Viceira (2002). Strategic Asset Allocation - Portfolio Choice
for Long-Term Investors. Oxford University Press.

Cenesizoglu, T. and A. Timmermann (2008). Is the distribution of stock returns
predictable? Working paper, University of California San Diego.

Chakraborty, B. (1999). On multivariate median regression. Bernoulli 5, 683-703.

Chakraborty, B. (2003). On multivariate quantile regression. Journal of Statistical
Planning and Inference 110, 109-132.

84



Chakraborty, B. and P. Chaudhuri (1996). On a transformation and re-transformation
technique for constructing a¢ne equivariant multivariate median. Proceedings of the
American Mathematical Society 124, 2539-2547.

Chaudhuri, P. (1996). On a geometric notion of quantiles for multivariate data.
Journal of the American Statistical Association 91, 862-872.

Chaudhuri, P. and D. Sengupta (1993). Sign tests in multidimension: Inference based
on the geometry of the data cloud. Journal of the American Statistical Assocation 88,
1363-1370.

Christiansen, C. and A. Ranaldo (2007). Realized bond-stock correlation: macroeco-
nomic announcement e¤ects. Journal of Futures Markets 27, 439-469.

Connolly R., C. Stivers, and L. Sun (2005). Stock market uncertainty and the stock-
bond return relation. Journal of Financial and Quantitative Analysis 40, 161-194.

Corradi, V. and N.R. Swanson (2006). Predictive density evaluation. In: Elliott,
G., C.W.J. Granger, and A. Timmermann (Eds.), Handbook of Economic Forecasting 1,
197-284.

De Gooijer, J.G. and D. Zerom (2003). On additive conditional quantiles with high-
dimensional covariates. Journal of the American Statistical Association 98, 135-146.

Diebold, F.X. and R.S. Mariano (1995). Comparing predictive accuracy. Journal of
Business and Economic Statistics 13, 253-263.

Dittmar, R.F. (2002). Nonlinear pricing kernels, kurtosis preference, and evidence
from the cross section of equity returns. Journal of Finance 57, 369-403.

Engle, R.F. and S. Manganelli (2004). CAViaR: Conditional autoregressive value at
risk by regression quantiles. Journal of Business and Economic Statistics 22, 367-381.

Engsted, T. and T.Q. Pedersen (2010). Return predictability and intertemporal asset
allocation: Evidence from a bias-adjusted VAR model. Working paper, Aarhus Univer-
sity.

Guidolin, M., S. Hyde, D. McMillan, and S. Ono (2009). Non-linear predictability
in stock and bond returns: When and where is it exploitable? International Journal of
Forecasting 25, 373-399.

85



Guidolin, M. and A. Timmermann (2006). An econometric model of nonlinear dynam-
ics in the joint distribution of stock and bond returns. Journal of Applied Econometrics
21, 1-22.

Guidolin, M. and A. Timmermann (2007). Asset allocation under multivariate regime
switching. Journal of Economic Dynamics and Control 31, 3503-3544.

Harvey, C.R. and A. Siddique (2000). Conditional skewness in asset pricing tests.
Journal of Finance 55, 1263-1295.

Ilmanen, A. (1995). Time-varying expected returns in international bond markets.
Journal of Finance 50, 481-506.

Ilmanen, A. (2003). Stock-bond correlations. Journal of Fixed Income 13, 55-66.

Kirby, C. (1997). Measuring the predictable variation in stock and bond returns.
Review of Financial Studies 10, 579-630.

Koenker, R. (2005). Quantile Regression. Cambridge University Press.

Koenker, R. and G. Basset (1978). Regression quantiles. Econometrica 46, 33-50.

Koenker, R. and G. Basset (1982). Robust tests for heteroskedasticity based on
regression quantiles. Econometrica 50, 43-62.

Koenker, R. and V. d�Orey (1987). Computing regression quantiles. Journal of the
Royal Statistical Society (C) 36, 383-393.

Koenker, R. and B.J. Park (1996). An interior point algorithm for nonlinear quantile
regression. Journal of Econometrics 71, 265-283.

Lettau, M. and S.C. Ludvigson (2010). Measuring and modeling variation in the
risk-return trade-o¤. In: Ait-Shalia, Y. and L.P. Hansen (Eds.), Handbook of Financial
Econometrics 1, 617-690.

Marquering, W. and M. Verbeek (2004). The economic value of predicting stock index
return and volatility. Journal of Financial and Quantitative Analysis 39, 407-429.

McMillan, D.G. and M.E. Wohar (2009). Stock return predictability and dividend-
price ratio: A nonlinear approach. International Journal of Finance and Economics
(forthcoming).

86



Patton, A.J. (2004). On the out-of-sample importance of skewness and asymmetric
dependence for asset allocation. Journal of Financial Econometrics 2, 130-168.

Paye, B. (2009). Which variables forecast aggregate stock market volatility? Working
paper, Rice University.

Rapach, D.E. and M.E. Wohar (2005). Valuation ratios and long-horizon stock price
predictability. Journal of Applied Econometrics 20, 327-344.

Sharpe, W. (1964). Capital asset prices: A theory of market equilibrium under
conditions of risk. Journal of Finance 19, 425-444.

Tay, A.S. and K.F. Wallis (2002). Density forecasting: a survey. In: Clements, M.P.
and D.F. Hendry (Eds.), A Companion to Economic Forecasting, 45-68.

Viceira, L.M. (2010). Bond risk, bond return volatility, and the term structure of
interest rates. International Journal of Forecasting (forthcoming).

Welch, I. and A. Goyal (2008). A comprehensive look at the empirical performance
of the equity premium prediction. Review of Financial Studies 21, 1455-1508.

White, H. (1980). A heteroscedasticity-consistent covariance matrix estimator and a
direct test for heteroscedasticity. Econometrica 48, 817-838.

87



9 Appendix: Algorithm to carry out multivariate

quantile regression

The aim is to estimate

yt+1 = �xt + et+1; 1 � t � T � 1 (7)

where yt+1 is a (d� 1) response vector, xt is a (k � 1) vector of regressors, � is a (d� k)
coe¢cient matrix, and et+1 is a (d� 1) error vector.

1. Estimate (7) using least squares to obtain an estimate, b�, of the covariance matrix
� associated with the distribution of the error vector e from the data.

2. De�ne S to be the set of all subsets of d + k (number of response variables plus
number of regressors) indices from the set f1; 2; :::; T � 1g, i.e.

A = fa : a � f1; 2; :::; T � 1g and # fi : i 2 ag = dg ;

B = fb : b � f1; 2; :::; T � 1g and # fi : i 2 bg = kg ;

S = f� = a [ b : a 2 A; b 2 B; a \ b = ;g :

3. Fix � = fi1; :::; ik; j1; :::; jdg 2 S.

4. Construct W (�) to be a k � k matrix with xi1 ; :::;xik as columns.

5. Construct H (�) to be a d� k matrix with yi1 ; :::;yik as columns.

6. Construct P (�) to be a d�dmatrix with yj1�H (�) [W (�)]�1 xj1 ; :::;yjd�H (�) [W (�)]�1 xjd
as columns.

7. Compute
V (�) = [P (�)]0 b��1P (�) :

8. Compute

n (�) =
[trace fV (�)g] =2

[det fV (�)g]1=2
;

and note that n (�) � 1:

9. Minimize n (�) with respect to � 2 S and call this b�. According to Chakraborty
(2003), we can reduce the amount of computation time required for searching for the
optimal � by stopping whenever n (�) is su¢ciently close to 1. Steps 1-9 represent
the search for the optimal �data-driven coordinate system�.

10. Repeat steps 4-6 using b� to obtain P
�
b�
�
:

11. Choose the values in the index vector, u, which is an element of the open unit
d-dimensional ball B(d) =

�
u j u 2 Rd; kuk < 1

	
: k�k denotes the Euclidian norm.
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12. Form the transformed index vector

v
�
b�
�
=

8
<
:

[P(b�)]
�1

u
[P(b�)]

�1

u


kuk if u 6= 0

0 if u = 0

9
=
; :

13. Estimate the multivariate regression quantiles as

b�� = argmin
��2Rd�k

T�1X

t=1
t=2�

�
h
P
�
b�
�i�1

(yt+1 � ��xt)

+
h
v
�
b�
�i0 h

P
�
b�
�i�1

(yt+1 � ��xt)

�
:

(8)h
P
�
b�
�i�1

yt+1 represents the transformation of the response vector based on the

�data-driven coordinate system�. As we transform the response vector, we also
need to modify the orientation of the index vector u. This is done in step 12 ash
P
�
b�
�i�1

u, and to preserve the Euclidean norm of the vector u,
h
P
�
b�
�i�1

u is

rescaled by multiplying with kuk =


h
P
�
b�
�i�1

u

. Hence, u in (3) is replaced by

v
�
b�
�
in (8). Finally, the v

�
b�
�
th regression quantiles computed using the trans-

formed response vector are retransformed back to the original coordinate system.h
P
�
b�
�i�1

��xt represents this step.

Chakraborty (2003) shows that Newton-Raphson like algorithms can be used to
compute transformation-retransformation regression quantiles from multivariate obser-
vations, i.e. to perform the minimization in (8). I apply this approach combined with
the BFGS method to avoid evaluating the Hessian directly.
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10 Tables and �gures
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Table 1. Slope coe¢cient estimates for stock returns in the univariate setting.

DP EP DE NTIS SVAR TBL TMS DFS INFL

Panel A: Slope coe¢cients based on least squares

0.302 0.123 0.007 -0.003 -1.069 -0.114 0.200 0.185 -1.126

(3.10) (2.34) (0.53) (-0.03) (-2.73) (-2.21) (1.69) (0.47) (-3.39)

Panel B: Slope coe¢cients based on quantile regression

0.05 0.361 0.114 -0.009 0.296 -6.220 -0.149 0.196 -0.735 -1.600
(1.47) (0.94) (-0.26) (1.25) (-3.77) (-0.96) (0.56) (-0.88) (-1.50)

0.10 0.305 0.138 -0.007 0.281 -5.483 -0.175 0.548 -1.239 -1.361
(1.54) (1.32) (-0.16) (1.22) (-2.45) (-1.91) (2.03) (-1.43) (-1.51)

0.20 0.151 0.049 0.010 -0.050 -2.074 -0.169 0.428 -0.436 -1.416

(1.23) (0.87) (0.57) (-0.34) (-1.04) (-2.48) (2.81) (-0.79) (-2.90)
0.30 0.179 0.058 0.024 -0.066 -1.077 -0.184 0.192 -0.438 -1.740

(1.22) (0.70) (1.13) (-0.69) (-1.05) (-2.59) (1.17) (-0.89) (-4.04)
0.40 0.203 0.041 0.020 -0.049 -1.205 -0.186 0.225 -0.568 -1.759

(1.36) (0.50) (1.21) (-0.43) (-1.55) (-2.81) (1.72) (-1.00) (-4.68)
0.50 0.226 0.092 0.006 -0.060 -1.025 -0.181 0.118 0.149 -1.415

(2.14) (1.50) (0.41) (-0.80) (-1.12) (-2.91) (1.21) (0.33) (-4.02)
0.60 0.285 0.110 0.012 0.035 -0.384 -0.113 0.069 0.399 -1.378

(2.57) (2.07) (0.79) (0.38) (-0.35) (-1.85) (0.50) (1.02) (-3.57)
0.70 0.433 0.128 0.011 0.026 -0.487 -0.107 0.046 0.525 -0.658

(2.89) (1.67) (0.65) (0.17) (-0.32) (-1.30) (0.26) (0.98) (-1.25)
0.80 0.403 0.141 0.022 -0.086 1.826 -0.109 0.146 0.748 -0.427

(3.70) (2.69) (1.21) (-0.74) (1.17) (-1.76) (1.02) (1.20) (-0.72)
0.90 0.292 0.154 -0.004 -0.261 3.269 -0.047 0.200 1.049 -0.407

(2.38) (2.02) (-0.16) (2.19) (2.12) (-0.67) (1.02) (1.57) (-0.79)
0.95 0.258 0.212 0.007 -0.246 3.336 0.016 0.410 2.320 -0.646

(1.26) (1.52) (0.20) (-1.13) (0.81) (0.12) (1.53) (2.03) (-0.96)

Panel C: Wald test statistic from slope equality test

6.45 4.53 5.48 10.83 22.08 4.80 11.59 9.69 9.06
[0.776] [0.921] [0.857] [0.371] [0.015] [0.904] [0.313] [0.468] [0.526]

Notes: In Panel B, the numbers in the �rst column denote the quantiles for which the regression is

carried out. In Panel A and B, numbers in parentheses denote t-statistics. In Panel C, numbers in

brackets denote p-values. Slope coe¢cients for which the t-statistic is higher than 1.96 or lower than

-1.96 are boldfaced.
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Table 2. Slope coe¢cient estimates for bond returns in the univariate setting.

DP EP DE NTIS SVAR TBL TMS DFS INFL

Panel A: Slope coe¢cients based on least squares

-0.002 -0.012 0.008 -0.082 0.442 0.010 0.097 0.330 -0.242

(-0.08) (-0.61) (1.86) (-2.66) (2.21) (0.36) (1.69) (1.98) (-1.98)

Panel B: Slope coe¢cients based on quantile regression

0.05 0.007 -0.063 0.047 0.061 0.234 -0.238 0.064 -1.428 -1.586

(0.04) (-0.81) (2.37) (0.73) (0.44) (-3.59) (0.45) (-4.69) (-5.96)
0.10 0.155 -0.018 0.030 0.049 0.217 -0.226 0.051 -1.164 -1.140

(2.66) (-0.41) (3.45) (0.86) (0.53) (-8.33) (0.63) (-2.96) (-5.65)
0.20 0.107 0.015 0.020 0.014 0.123 -0.151 0.033 -0.526 -0.545

(3.84) (0.56) (4.51) (0.26) (0.56) (-5.40) (0.62) (-2.33) (-3.48)
0.30 0.076 0.018 0.014 -0.046 0.077 -0.089 0.085 -0.145 -0.343

(4.28) (1.44) (3.46) (-1.10) (0.33) (-4.61) (1.87) (-0.97) (-2.68)
0.40 0.030 0.008 0.010 -0.067 0.209 -0.050 0.140 0.140 -0.122

(2.10) (1.13) (3.64) (-2.29) (0.82) (-3.99) (3.92) (1.17) (-1.99)
0.50 0.000 -0.002 0.003 -0.069 0.516 0.004 0.139 0.323 -0.076

(0.02) (-0.28) (1.12) (-3.69) (2.01) (0.25) (4.43) (3.56) (-2.41)
0.60 -0.047 -0.020 -0.003 -0.083 0.602 0.052 0.168 0.631 -0.057

(-3.02) (-2.62) (-0.70) (-3.31) (2.76) (3.27) (4.25) (4.20) (-0.90)
0.70 -0.105 -0.039 -0.006 -0.126 0.709 0.112 0.215 1.032 -0.103

(-4.35) (-3.15) (-1.26) (-4.46) (2.65) (6.65) (4.32) (6.12) (-1.43)
0.80 -0.148 -0.053 -0.004 -0.165 0.628 0.160 0.199 1.286 -0.173

(-5.00) (-2.12) (-0.62) (-4.04) (1.87) (6.51) (2.80) (5.00) (-0.97)
0.90 -0.145 -0.034 0.007 -0.168 1.199 0.246 0.115 1.763 -0.305

(-1.88) (-0.73) (0.87) (-2.59) (1.71) (6.17) (1.29) (9.35) (-0.96)
0.95 0.056 0.053 -0.002 -0.124 1.896 0.292 0.002 1.706 -0.009

(0.34) (0.79) (-0.12) (-1.31) (2.45) (5.05) (0.02) (3.38) (-0.02)

Panel C: Wald test statistic from slope equality test

97.21 31.44 39.41 15.57 10.22 185.23 20.08 116.54 43.79
[0.000] [0.001] [0.000] [0.113] [0.421] [0.000] [0.029] [0.000] [0.000]

Notes: In Panel B, the numbers in the �rst column denote the quantiles for which the regression is

carried out. In Panel A and B, numbers in parentheses denote t-statistics. In Panel C, numbers in

brackets denote p-values. Slope coe¢cients for which the t-statistic is higher than 1.96 or lower than

-1.96 are boldfaced.
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Table 3. Loss di¤erential in the univariate setting.

DP EP DE NTIS SVAR TBL TMS DFS INFL PQ

Panel A: � = 0:05
DP -0.25 0.75 0.24 1.44 1.45 -0.64 2.70 2.59 2.33

EP 0.78 0.94 0.46 1.14 1.67 -0.54 3.24 3.05 1.53
DE 1.55 1.24 -0.70 -0.36 1.35 -1.35 2.38 2.13 -0.12
NTIS 0.23 -0.22 -0.96 1.13 1.46 -0.78 2.93 2.85 1.98

SVAR -1.46 -1.54 -1.73 -1.65 1.27 -1.13 2.63 2.41 1.92
TBL 0.20 0.01 -0.31 0.09 1.38 -1.91 0.29 -0.18 -1.18
TMS 0.42 0.27 -0.02 0.33 1.39 0.27 3.19 3.28 1.39
DFS -0.28 -1.06 -2.07 -0.46 1.39 -0.33 -0.54 -0.66 -2.48

INFL 0.20 0.00 -0.34 0.08 1.33 -0.01 -0.28 0.32 -2.23

PQ 0.25 -0.49 -1.62 -0.09 1.48 -0.16 -0.41 0.85 -0.15

Panel B: � = 0:50
DP 1.64 0.68 2.65 0.95 -0.83 1.75 1.62 3.16 2.05

EP 0.60 -0.17 2.50 0.54 -1.08 1.58 1.40 3.01 1.49
DE -0.08 -0.26 2.02 0.57 -1.27 1.67 1.16 1.56 0.59
NTIS 0.66 0.49 0.53 -1.57 -2.18 0.23 -0.79 -1.73 -2.27

SVAR 0.79 0.64 0.76 0.23 -1.21 1.20 0.78 0.22 -0.32
TBL -0.04 -0.16 0.01 -0.36 -0.52 2.13 1.36 1.70 1.29
TMS 0.85 0.70 0.94 0.40 0.15 0.68 -0.73 -1.23 -1.49
DFS 0.74 0.61 0.58 0.03 -0.21 0.36 -0.41 -0.70 -1.16
INFL -1.48 -1.65 -1.74 -1.88 -1.96 -1.09 -2.19 -1.85 -3.18

PQ -0.39 -0.89 -0.18 -1.04 -1.18 -0.11 -1.22 -1.32 1.68

Panel C: � = 0:95
DP 0.12 0.11 0.27 1.25 1.18 -0.75 2.53 0.15 1.43
EP 0.00 0.04 0.13 1.07 1.26 -0.73 2.79 0.04 0.88
DE -0.50 -0.46 0.08 1.13 1.41 -0.88 2.65 -0.00 0.72
NTIS 0.01 0.01 0.57 0.84 1.07 -0.76 2.21 -0.09 0.53
SVAR -0.02 -0.02 0.23 -0.03 0.62 -1.71 1.85 -1.19 -0.72
TBL 0.51 0.42 1.25 0.48 0.29 -1.64 0.58 -1.27 -0.90
TMS -0.03 -0.03 0.76 -0.05 0.00 -0.81 2.48 0.92 1.46
DFS -0.85 -0.89 -0.50 -1.16 -0.43 -1.11 -1.15 -2.48 -2.16

INFL -0.73 -0.61 -0.73 -0.75 -0.32 -1.67 -1.08 0.25 1.13
PQ -0.79 -0.74 -1.80 -0.90 -0.39 -1.43 -1.16 0.17 -0.32

Notes: The table shows t-statistics from pairwise out-of-sample loss comparisons. t-statistics higher

than 1.96 or lower than -1.96 are boldfaced. In each panel, numbers below the main diagonal give the

results for stocks, while numbers above the main diagonal give the results for bonds.
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Table 4. In-sample coverage probabilities in the multivariate setting.

(�s; �b) DP EP DE NTIS SVAR TBL TMS DFS INFL PQ Ind.

(0.05,0.05) 0.006 0.007 0.007 0.006 0.007 0.003 0.004 0.007 0.005 0.007 0.003
(0.10,0.10) 0.021 0.022 0.023 0.023 0.023 0.016 0.023 0.023 0.019 0.023 0.010
(0.50,0.50) 0.269 0.276 0.273 0.275 0.269 0.269 0.277 0.276 0.270 0.275 0.250
(0.90,0.90) 0.683 0.675 0.677 0.682 0.676 0.683 0.681 0.671 0.682 0.676 0.810
(0.95,0.95) 0.787 0.797 0.799 0.799 0.794 0.793 0.794 0.788 0.799 0.797 0.903
(0.05,0.95) 0.195 0.195 0.197 0.200 0.205 0.200 0.191 0.207 0.190 0.195 0.048
(0.95,0.05) 0.023 0.021 0.021 0.023 0.022 0.015 0.020 0.020 0.019 0.022 0.048
(0.05,0.50) 0.009 0.007 0.005 0.004 0.009 0.007 0.005 0.011 0.004 0.009 0.025
(0.50,0.05) 0.011 0.011 0.010 0.010 0.010 0.005 0.009 0.009 0.006 0.010 0.025
(0.50,0.95) 0.471 0.464 0.472 0.477 0.470 0.476 0.475 0.480 0.475 0.472 0.475
(0.95,0.50) 0.539 0.540 0.543 0.529 0.522 0.515 0.528 0.522 0.539 0.541 0.475

Notes: For each quantile combination, the table gives the in-sample coverage probabilities calculated

over the entire sample period, 1941:5-2008:12. The �nal column gives the coverage probability given

independence (the product of the quantiles).
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Table 5. Slope coe¢cient estimates in multivariate quantile regression.

(�s; �b) DP EP DE NTIS SVAR TBL TMS DFS INFL

Panel A: Slope coe¢cient estimates for stock returns
(0.05,0.05) 0.111 -0.018 0.034 -0.042 -1.796 -0.320 0.328 -1.169 -2.202

(0.96) (-0.25) (2.07) (-0.38) (-2.02) (-4.75) (2.61) (-2.84) (-4.72)
(0.50,0.50) 0.269 0.118 0.015 -0.040 -0.677 -0.176 0.205 -0.036 -1.410

(3.39) (2.37) (1.02) (-0.44) (-0.70) (-3.36) (2.22) (-0.08) (-5.60)
(0.95,0.95) 0.422 0.224 -0.007 -0.166 1.132 0.098 -0.025 1.852 -0.414

(3.24) (2.94) (-0.43) (-1.31) (0.68) (1.72) (-0.16) (3.74) (-0.94)
(0.05,0.95) 0.284 0.095 0.015 0.156 -3.362 -0.161 0.283 -1.234 -1.623

(2.04) (1.33) (0.62) (1.20) (-2.96) (-2.38) (1.93) (-2.74) (-3.19)
(0.95,0.05) 0.267 0.130 -0.005 -0.099 0.711 -0.074 0.168 0.988 -0.708

(2.66) (2.13) (-0.34) (-1.09) (0.53) (-1.22) (1.32) (2.12) (-1.57)

Panel B: Slope coe¢cient estimates for bond returns
(0.05,0.05) -0.076 -0.109 0.039 -0.033 -0.697 -0.191 0.189 -1.291 -1.256

(-0.80) (-1.76) (3.40) (-0.44) (-0.88) (-3.45) (1.54) (-5.02) (-2.77)
(0.50,0.50) -0.004 -0.007 0.006 -0.069 0.440 -0.002 0.138 0.362 -0.128

(-0.30) (-1.02) (1.95) (-2.96) (1.77) (-0.14) (3.42) (3.07) (-1.75)
(0.95,0.95) 0.100 0.088 -0.006 -0.212 2.295 0.233 -0.050 2.388 0.434

(0.88) (1.27) (-0.39) (-2.84) (1.89) (5.00) (-0.40) (5.61) (0.95)
(0.05,0.95) 0.044 0.058 -0.005 -0.211 2.694 0.196 0.040 2.024 0.329

(0.46) (1.14) (-0.31) (-4.18) (2.62) (3.82) (0.38) (5.80) (0.79)
(0.95,0.05) -0.049 -0.082 0.032 -0.039 -0.510 -0.200 0.164 -1.221 -1.344

(-0.66) (-1.75) (2.93) (-0.79) (-1.00) (-3.54) (1.65) (-4.15) (-3.46)

Notes: For each quantile combination, the table gives the slope coe¢cients for stock and bond returns.

Numbers in parentheses denote t-statistics. Slope coe¢cients for which the t-statistic is higher than 1.96

or lower than -1.96 are boldfaced.

95



Table 6. Loss di¤erential between joint and univariate quantile estimation.

(�s; �b) DP EP DE NTIS SVAR TBL TMS DFS INFL PQ

(0.05,0.05) 1.99 1.84 1.55 0.96 2.42 3.60 0.28 1.81 1.46 1.79
(0.10,0.10) 0.65 0.20 0.48 -0.74 0.48 2.26 -1.54 0.04 0.44 0.12
(0.50,0.50) -0.09 1.60 -0.46 -1.70 0.84 0.48 -0.30 1.82 -1.38 0.24
(0.90,0.90) -0.14 1.40 1.90 2.84 2.93 -0.22 3.39 2.90 2.04 2.31

(0.95,0.95) 1.49 3.14 3.21 4.64 4.79 1.56 4.74 5.02 3.22 3.83

(0.05,0.95) 1.59 1.12 1.01 0.00 1.55 2.80 -0.61 0.40 0.80 0.91
(0.95,0.05) -0.16 1.76 1.77 3.65 3.58 -0.13 3.81 3.28 2.28 2.55

(0.05,0.50) 0.80 1.25 0.60 0.66 -0.42 -1.69 2.53 0.64 1.55 1.41
(0.50,0.05) 13.79 16.25 14.03 15.75 12.38 13.37 16.84 14.58 16.93 16.46

(0.50,0.95) 0.67 1.06 -1.70 -1.45 -1.67 -0.09 0.07 -0.60 -0.03 -0.33
(0.95,0.50) 15.85 17.90 14.19 13.88 16.12 11.94 17.75 15.39 17.57 17.51

Notes: For each quantile combination, the table gives the t-statistics from out-of-sample loss comparisons

between joint and univariate quantile estimation. t-statistics higher than 1.96 or lower than -1.96 are

boldfaced.
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Table 7. Loss di¤erential in the multivariate setting.

DP EP DE NTIS SVAR TBL TMS DFS INFL PQ

Panel A: � = (0:05; 0:05) and � = (0:95; 0:95)
DP 4.17 3.69 4.50 3.88 3.14 2.86 6.06 2.37 4.31

EP 5.04 2.20 3.34 2.90 1.86 1.47 5.34 0.82 2.46

DE -1.23 -3.72 1.96 1.89 0.03 -0.60 3.42 -2.41 -0.09
NTIS 4.21 0.94 3.88 0.33 -1.34 -2.06 2.62 -2.94 -2.08

SVAR -1.17 -3.72 0.17 -3.64 -1.56 -2.12 2.10 -2.75 -1.98

TBL -3.01 -4.34 -3.12 -4.51 -2.38 -0.46 3.51 -1.36 -0.06
TMS 2.82 1.15 4.08 0.69 3.23 5.77 3.64 -1.10 0.63
DFS 0.03 -4.93 1.38 -3.75 1.27 3.32 -3.02 -3.89 -3.55

INFL 0.29 -1.79 1.45 -2.11 0.90 4.47 -2.90 0.30 2.34

PQ 2.18 -3.71 2.69 -3.41 2.41 3.66 -2.49 1.77 0.44

Panel B: � = (0:50; 0:50)
DP
EP 0.32
DE 0.11 -0.03
NTIS 0.73 0.73 0.56
SVAR 0.80 0.73 0.67 0.01
TBL -0.06 -0.12 -0.16 -0.44 -0.49
TMS 0.62 0.56 0.63 0.06 0.05 0.53
DFS 0.26 0.14 0.13 -0.64 -0.65 0.17 -0.60
INFL -1.44 -1.54 -2.16 -2.03 -2.04 -1.06 -2.03 -1.84
PQ -0.09 -0.35 -0.23 -1.00 -1.06 0.03 -0.84 -0.67 1.97

Panel C: � = (0:05; 0:95) and � = (0:95; 0:05)
DP 3.09 4.12 4.58 4.19 -0.27 3.01 6.74 3.56 4.88

EP 5.04 2.81 3.88 3.38 -0.99 2.19 6.61 2.46 3.67

DE -1.87 -4.03 1.50 1.41 -3.48 0.38 3.16 0.26 0.08
NTIS 1.94 -0.78 2.67 -0.34 -3.25 -0.95 1.52 -1.28 -1.82
SVAR -2.33 -3.58 -1.10 -3.06 -3.23 -0.65 1.90 -1.07 -1.64
TBL -3.62 -4.87 -3.52 -4.14 -1.13 3.05 3.99 3.86 2.98

TMS 2.47 1.19 4.13 1.46 3.52 6.44 2.30 -0.25 -0.35
DFS -1.03 -4.30 0.84 -2.51 2.00 3.11 -3.01 -2.54 -3.57

INFL -0.45 -2.22 1.17 -1.44 1.44 4.55 -3.06 0.17 -0.19
PQ 0.91 -3.78 3.28 -1.45 2.62 4.23 -2.49 1.73 0.91

Notes: The table shows t-statistics from pairwise out-of-sample loss comparisons. t-statistics higher

than 1.96 or lower than -1.96 are boldfaced. In Panel A, numbers below the main diagonal give the

results for the quantile combination (0.05,0.05), while numbers above the main diagonal give the results
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for the quantile combination (0.95,0.95). In Panel C, numbers below the main diagonal give the results

for the quantile combination (0.05,0.95), while numbers above the main diagonal give the results for the

quantile combination (0.95,0.05).
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Table 8. Certainty equivalent return.

 DP EP DE NTIS SVAR TBL TMS DFS INFL PQ/C

Panel A: Stocks
Emp. dist.

1 8.79 9.19 8.77 8.97 9.64 8.49 10.57 9.19 9.86 9.19
5 5.49 5.43 4.19 4.39 4.99 5.72 6.60 4.02 6.74 4.09
10 4.85 3.78 3.80 0.92 4.37 3.79 2.27 3.12 4.18 3.56

Logn. dist.
1 8.90 9.55 9.81 10.14 10.35 8.71 10.21 9.14 10.51 10.11

5 7.29 7.12 5.59 5.80 6.39 5.76 7.22 5.80 7.88 6.02

10 6.48 6.43 5.49 3.79 5.82 5.33 3.87 5.06 5.63 5.77

Panel B: Bonds
Emp. dist.

1 7.73 7.80 7.43 7.25 7.68 7.64 7.79 7.76 8.37 7.69

5 6.85 6.88 7.02 6.60 6.95 7.11 7.31 7.02 7.73 7.08

10 6.08 6.15 6.72 6.26 6.27 6.56 6.92 6.15 7.18 6.45

Logn. dist.
1 6.70 6.41 6.85 7.25 7.05 7.61 6.80 7.07 6.85 6.85
5 6.42 6.32 6.59 6.98 6.73 6.69 6.48 6.73 6.50 6.48
10 6.19 6.12 6.24 6.67 6.45 6.23 6.28 6.29 6.28 6.26

Panel C: Stocks and bonds
Emp. dist.

1 9.24 10.66 7.11 10.04 9.17 8.92 10.27 9.16 9.16 9.19

5 6.91 6.50 4.02 6.17 6.53 6.29 7.03 5.30 6.72 4.72
10 4.99 4.06 3.37 2.94 4.89 3.57 2.31 3.48 3.44 3.57

Logn. dist.
1 9.00 8.31 10.27 8.59 9.29 8.41 10.18 7.66 10.21 9.07
5 6.67 5.63 6.93 5.50 6.99 7.50 7.75 5.08 8.48 6.56

10 3.83 4.29 5.08 4.15 5.50 5.77 4.44 4.73 6.34 5.03

Notes: The table gives the per annum certainty equivalent return (in per cent) for an investor with

power utility and coe¢cient of relative risk aversion : In Panel A the investor can only invest in stocks
and a risk free asset, in Panel B the investor can only invest in bonds and a risk free asset, and in Panel

C the investor can invest in both stocks and bonds as well as a risk free asset. Each panel shows the

results when quantile regression is used to obtain an estimate of the distribution (Emp. dist.) and when

returns are assumed to be lognormally distributed from the outset (Logn. dist.). For each state variable

the highest certainty equivalent return across Emp. dist. and Logn. dist. is boldfaced.
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Figure 1. Slope coe¢cient estimates for stock returns in the univariate setting.
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the 95% con�dence interval. The line with circles gives the slope coe¢cients from quantile regression,

with the lines with crosses indicating the 95% con�dence interval.
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Figure 2. Slope coe¢cient estimates for bond returns in the univariate setting.
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with the lines with crosses indicating the 95% con�dence interval.
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Figure 3. Joint distribution between stocks and bonds.
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Figure 4. Slope coe¢cient estimates for stock returns as a function of stock variance.
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Chapter 3

Return predictability and intertemporal asset allocation:
Evidence from a bias-adjusted VAR model
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Abstract

We explore the e¤ects on return predictability and optimal asset allocation of
adjusting VAR parameter estimates for small-sample bias. We apply a simple
and easy-to-use analytical bias formula instead of bootstrap or Monte Carlo bias-
adjustment as is usually done in the literature. The analysis of optimal asset
allocation is based on a VAR based intertemporal asset allocation model. Regard-
ing return predictability we show that bias-adjustment in the multivariate setup
can yield very di¤erent results than in the univariate case. Furthermore, the results
show that correcting the VAR parameters for small-sample bias has both quantita-
tively and qualitatively important e¤ects on the optimal portfolio choice. We also
investigate the robustness of the results by replacing one of the state variables, the
short-term nominal interest rate in levels, with its detrended version, and show that
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1 Introduction

One of the most fascinating results of recent research in empirical �nance is that asset
returns seem to contain predictable components. Until the �rst half of the 1980s, stock
and bond returns were thought to be completely unpredictable, both at short and long
horizons, and this unpredictability was taken to imply that asset markets were infor-
mationally e¢cient. However, since the mid 1980s researchers have become increasingly
aware of the fact that stock returns are to some extent predictable from lagged valuation
ratios like the dividend yield or price-earnings ratio, and that bond returns are predictable
from e.g. lagged yield spreads. The predictability is often found to be insigni�cant and
hard to measure when returns are calculated over short horizons, but when the horizon
increases the predictable component shows itself clearly. Thus, the small and insignif-
icant predictability at short horizons builds up to large and signi�cant predictability
at long horizons. Interestingly, it has also become clear from asset pricing theory that
return predictability is not necessarily due to irrationality and market-ine¢ciency (bub-
bles, fads, noise traders, etc.), but could be the result of rationally changing risk-aversion
and risk premia. Thus, predictable returns are in theory consistent with the e¢cient
markets hypothesis. Cochrane (2005, ch. 20-21) surveys the by now very large literature
on stock and bond return predictability, and he relates predictability to the concept of
�mean-reversion� and to modern consumption-based asset pricing models.1

One area where return predictability has profound implications is asset allocation.
The old static Markowitz (1952) Mean-Variance (MV) model continues to dominate
analyses of portfolio choice, especially among practitioners in the �nancial services in-
dustry. However, for long-term investors the static MV model will only be suitable under
very strict assumptions, one of them being that investment opportunities are constant
over time, meaning that returns are unpredictable. If this is not the case, long-term
investors can bene�t from return predictability, both in the form of market-timing and
in the form of intertemporal hedging of future return risk. Neither of these e¤ects is
captured by the static MV model.

Recent research on dynamic portfolio choice under return predictability has delivered
solutions for optimal asset allocations using di¤erent numerical methods such as quadra-
ture integration (e.g. Balduzzi and Lynch, 1999, Lynch, 2001, Ang and Bekaert, 2002,
and Lynch and Tan, 2009) and simulations (e.g. Barberis, 2000, Detemple et al., 2003,
Brandt et al., 2005 and Guidolin and Timmermann, 2007). Exact closed-form solutions
have been obtained for models in a continuous-time setup (e.g. Kim and Omberg, 1996,
Wachter, 2002, Munk et al., 2004, and Koijen et al., 2009), and in discrete time a number

1The �fact� that stock returns contain predictable components is not uncontroversial. Some have
questioned the in-sample statistical signi�cance of predictability (e.g. Boudoukh et al., 2008), and others
have questioned whether in-sample predictability also holds out-of-sample (e.g. Goyal and Welch, 2003,
and Welch and Goyal, 2008). Cochrane (2008) analyzes and discusses these objections and he concludes
that predictability is present in-sample and that it is both statistically and economically signi�cant, and
he reconciles this with poor out-of-sample predictability. Other recent studies in this area are Amihud
and Hurvich (2004), Lewellen (2004), Campbell and Yogo (2006), Ang and Bekaert (2007), Chen (2009),
and Engsted and Pedersen (2010).
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of approximate analytical solutions have been derived (e.g. Campbell and Viceira, 1999,
Campbell et al., 2003, and Jurek and Viceira, 2010).

The setup in the early dynamic asset allocation models was relatively simple, often
only allowing one risky asset and one state variable. This was due to, among other
things, discrete-state numerical algorithms being slow and unreliable in the presence
of many assets and state variables, and approximate analytical solutions requiring a
very large quantity of algebra. Campbell et al. (2003) proposed a way to remedy this
situation, namely by assuming that the dynamics of asset returns is well captured by a
linear vector-autoregression (VAR). The idea of capturing the return dynamics in a VAR
model has proven very in�uential in the discrete time dynamic portfolio choice literature.
Using this assumption Campbell et al. are able to derive an approximate (based on Taylor
expansions) analytical solution to the long-term investor�s portfolio choice. Their solution
is based on an in�nitely-lived investor who maximizes expected discounted Epstein-Zin
utility de�ned over consumption.2 Campbell et al. themselves apply the methodology on
US quarterly and annual stock and bond returns with the dividend-price ratio, short-term
nominal yield, and yield spread as predictor variables. Rapach and Wohar (2009) use
the approach on an international dataset, allowing investors to invest in both domestic
and foreign assets. Both studies �nd evidence of substantial time-variation in optimal
asset allocations as well as substantial intertemporal hedging e¤ects coming from the
predictability of asset returns. Jurek and Viceira (2010) apply the VAR based approach
and derive an approximate analytical solution in a setting where the investor maximizes
power utility de�ned over wealth at a �nite horizon. In an empirical application, Jurek
and Viceira allow the investor to discriminate between value and growth stocks in addition
to bonds, and they �nd strong horizon e¤ects in the optimal allocations. Hoevenaars et
al. (2008) also use the idea of capturing the return dynamics in a VAR model. They
derive an analytical portfolio choice model in an asset-liability context where the �nite
horizon investor maximizes power utility de�ned over the ratio of assets to liabilities.
In an empirical application, they allow the investor to invest in T-bills, bonds, stocks,
credits, commodities, real estate, and hedge funds. As predictor variables they use the
dividend-price ratio, short-term nominal yield, term spread, and credit spread.

A potentially important drawback of the VAR based approach is that the computed
optimal allocations are based on standard least squares estimates of the VAR parameters.
It is well-known that such estimates are plagued with �nite-sample bias that may seriously
distort inference based on the VAR model, especially when the model contains variables
that are highly persistent, see e.g. Bekaert et al. (1997). This will indeed be the
case if predictor variables such as interest rates, dividend-price ratios and yield spreads
are included in the model. These variables are typically found to be highly persistent.
Campbell et al. (2003) acknowledge the �nite-sample bias in their VAR estimates but
state that bias corrections are complex in multivariate systems and, hence, they do not
attempt to adjust for the bias.3

2Campbell et al. (2003) is a multivariate extension of the approximate analytical solution by Campbell
and Viceira (1999) that allows for only one risky asset whose expected excess return is governed by a
single state variable that follows an AR(1) process.

3In contrast to the analysis of multivariate systems, bias correction in univariate models is standard
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In the present paper we extend the Campbell et al. (2003) approach to be based on
bias-corrected VAR parameters. The model by Campbell et al. is used as an illustration
of the e¤ect of small-sample bias on the optimal portfolio choice. The bias-adjustment
procedure proposed in the present paper can easily be applied to all VAR based models.
We invoke the analytical bias formula from Pope (1990), which holds for general VAR
models under quite mild restrictions, and with properties that are comparable to stan-
dard Monte Carlo or bootstrap bias-adjustment. In contrast to Monte Carlo or bootstrap
bias-adjustment, however, Pope�s adjustment is straightforward to implement but, sur-
prisingly, it has been left unnoticed in most of the empirical �nance literature using VAR
models. Among the few papers that have used this bias formula are Amihud and Hur-
vich (2004) and Engsted and Tanggaard (2004, 2007). Examining return predictability,
Amihud and Hurvich (2004) apply the analytical bias formula to develop a bias-adjusted
predictive return regression with multiple predictors.4 In a slightly di¤erent setting, En-
gsted and Tanggaard (2004, 2007) use Pope�s bias-adjustment in VAR based variance
decompositions for asset returns.5

In an empirical application we �rst focus on the VAR parameter estimates them-
selves to examine the consequences for return predictability of using multivariate bias-
adjustment instead of the usual univariate adjustment. Second, we use the VAR based
asset allocation model by Campbell et al. (2003) to compute optimal portfolio weights
using both adjusted and unadjusted VAR estimates to see whether the bias-adjustment
is qualitatively important in practice. We use the original quarterly data from Camp-
bell et al., which extends from 1952:q1 to 1999:q4, to make the results comparable to
theirs. We also analyze the robustness of the results by changing the de�nition of one
of the state variables of the VAR: the short-term nominal interest rate. This variable is
extremely persistent, which makes the VAR system close to non-stationary. We therefore
use a stochastically detrended short-term nominal rate, as de�ned in Campbell (1991).
In Campbell et al.�s analysis only the short-term interest rate without detrending is used.
Furthermore, we also investigate the robustness of the results in another direction, namely
by changing the lag length of the VAR. When applying the analytical bias formula we
follow the standard approach in the literature on bias-correction and simply substitute
in the biased least squares estimates to get the bias-adjusted estimates. The formula
holds for the true value of the VAR parameters and hence it is not obvious that this
approach improves over least squares. To examine if this is indeed the case we conduct
a simulation study where we also evaluate whether a more complex iterative scheme in

and with a huge literature, e.g. Nelson and Kim (1993), Stambaugh (1999), Lewellen (2004), and Baker
et al. (2006), just to name a few.

4Amihud and Hurvich (2004) refer to the analytical bias formula by Nicholls and Pope (1988), which
is identical to the bias-formula by Pope (1990). Nicholls and Pope (1988) derive an expression for the
least squares bias in Gaussian VAR models, while Pope (1990) basically shows that this expression also
applies to a general VAR model without the restriction of Gaussian innovations.

5Our paper is related to the bayesian literature on parameter uncertainty and learning in dynamic
asset allocation, see e.g. Barberis (2000), Xia (2001), Hoevenaars et al. (2007), Wachter and Waru-
sawitharana (2009), and Diris et al. (2010). In contrast to these studies, however, our analysis is
non-bayesian and instead focuses on the parameter uncertainty introduced by small-sample bias in a
classical setup.

110



applying Pope�s formula would improve on the results.

The main results of our analysis are as follows. First, we �nd that correcting for
bias in a multivariate system can yield very di¤erent results than bias-correction in a
univariate system. Among other things, we �nd that Stambaugh�s (1999) observation
that the small-sample bias has the opposite sign to the sign of the innovation correlation,
when using one predictor variable that follows a univariate AR(1) process, needs to
be modi�ed when using a multivariate system. Second, we �nd that bias-correcting
the VAR parameters has a quantitatively and qualitatively important e¤ect on optimal
asset allocations, in particular for bonds: for intermediate values of risk-aversion, the
intertemporal hedging demand for bonds - and thereby the total demand for bonds - is
strongly reduced by the bias-adjustment. Third, replacing the nominal interest rate in
levels with its detrended version implies a much higher demand for bonds due to the
higher degree of �mean-reversion� associated with the detrended short rate compared to
the short rate in levels. Fourth, adjusting for bias in the system with the detrended
short rate has no quantitatively and qualitatively important e¤ects on optimal asset
allocations. The least squares parameter estimates are highly biased also in this system.
However, the bias-adjustment e¤ects on the individual state variables more or less cancel
each other out, leaving the combined e¤ect on the optimal asset allocation practically
unchanged. Hence, this system illustrates the special case where bias-adjustment has
no e¤ect on optimal asset allocation even though the least squares parameter estimates
are highly biased. Fifth, changing the lag length of the VAR has only minor e¤ects
on the results. Finally, the simulation study shows that bias-adjusted VAR estimates
obtained by substituting the biased least squares estimates into Pope�s bias formula
yields a noticeable improvement over the least squares estimates. Furthermore, a complex
iterative scheme in applying Pope�s formula does not reduce the bias in the VAR estimates
compared to simply substituting in the least squares estimates.

The rest of the paper is organized as follows. Section 2 describes the asset allocation
model and how the optimal allocations can be computed from a VAR model. Section
3 explains the bias-adjustment procedure. Section 4 reports the empirical results from
the VAR estimation and the optimal portfolio choice. Section 5 contains a simulation
study of the bias-adjustment procedure and, �nally, section 6 contains some concluding
remarks.

2 The asset allocation model

Campbell et al. (2003) propose a multivariate asset allocation model in which the investor
is assumed to set optimal consumption and portfolio plans so as to maximize - over an
in�nite horizon - an Epstein and Zin (1989, 1991) utility function de�ned recursively by

Ut(Ct; Et(Ut+1)) = [(1� �)C
1�
�

t + �(Et(U
1�
t+1 ))

1

� ]
�

1� ;

111



where Ct is consumption at time t, � is the time discount factor,  is the coe¢cient of
relative risk aversion, and � � (1� )=(1� 1

 
) where  is the elasticity of intertemporal

substitution. When  = �1 the utility function reduces to standard time-separable
power utility (CRRA utility), and if in addition  = 1 we have log utility. The optimiza-
tion is done subject to the budget constraint Wt+1 = (Wt � Ct)Rp;t+1, where Wt+1 and
Rp;t+1 are wealth and gross portfolio return, respectively. With n assets, the portfolio
return is equal to Rp;t+1 =

Pn
i=2 �i;t(Ri;t+1 � R1;t+1) + R1;t+1, where �i;t is the portfolio

weight on asset i at time t. R1;t denotes the gross benchmark return (typically a short-
term - but not necessarily riskfree - return). In the following lower case letters denote
the logs of the corresponding upper case letters.

Furthermore, Campbell et al. assume that the dynamics of the log benchmark return,
r1;t+1, the n� 1 log excess returns, xt+1 = [(r2;t+1 � r1;t+1); :::; (rn;t+1 � r1;t+1)]

0, and the
additional state variables captured by the vector st+1, is well described by a linear VAR
model. Combining the benchmark return, the excess returns and the additional state
variables in one vector, zt+1 = [r1;t+1, xt+1, st+1]

0, the �rst-order VAR model becomes6

zt+1 = �0 +�1zt + vt+1, (1)

where�0 and�1 are the vector of intercepts and matrix of slope coe¢cients, respectively.
vt+1 is the vector of VAR errors that are assumed to be distributed as vt+1 � niid(0,
�v), where the error covariance matrix is

�v =

2
4

�21 �
0

1x �
0

1s

�1x �xx �
0

xs

�1s �xs �ss

3
5 :

Using this setup and log-linearizations of both the budget constraint and the portfolio
return as well as the Euler equation resulting from maximizing the utility function,
Campbell et al. show that the optimal portfolio and consumption choices are given
as7

�t = A0 +A1zt, (2)

ct � wt = b0 +B
0

1zt + z
0

tB2zt, (3)

respectively, where ct � wt denotes the log consumption-wealth ratio. The parameter b0
and the parameter matrices A0, A1, B1, and B2 are complicated non-linear functions of
the underlying utility and VAR parameters. As seen, the optimal portfolio rule is linear
in the VAR state vector, zt, while the optimal consumption rule is quadratic in zt. The

6Higher-order VAR models can be stated in the �rst-order form (1) by using the companion form.
7The log-linear approximations of the Euler equation and the budget constraint are exact when

 = 1. The log-linear approximation of the portfolio return is only exact in continuous time, but is
highly accurate for short time intervals, cf. Campbell et al. (2003). In the empirical application we
set  = 1 and hence, the only approximation error in the reported results stems from the log-linear
approximation of the portfolio return. In the univariate setup, Campbell et al. (2001) investigate
the accuracy of the approximate analytical solution by Campbell and Viceria (1999) using a numerical
approach. They �nd that the two solution methods give very similar results.
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precise expressions for A0 and A1 in the portfolio rule (2) are

A0 =
1


�
�1
xx

�
Hx�0 +

1

2
�2x + (1� )�1x

�
+

�
1�

1



�
�
�1
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�
��0
1�  

�
, (4)

A1 =
1


�
�1
xxHx�1 +

�
1�

1



�
�
�1
xx

�
��1
1�  

�
, (5)

where Hx is a selection matrix that picks out the excess return vector xt from the state
vector zt, and �

2
x is the vector of diagonal elements in �xx. �0 and �1 are matrices that

depend on all utility and VAR parameters as well as b0, B1, and B2, and a parameter
� � 1 � exp(E(ct � wt)) which comes from the log-linear approximation to the budget
constraint.8 The exact expressions for �0 and �1 as well as b0, B1, and B2 are given in
Campbell et al. (2002). From expressions (4) and (5) it is clear that the optimal portfolio
choice depends critically on the estimated VAR parameters, i.e. the allocations are only
as good as the inputs to the portfolio choice problem. In the present paper, we focus
on the e¤ect that small-sample bias in the estimated VAR parameters can have on the
optimal portfolio choice.

The economic interpretation of A0 and A1 is that the �rst term in the expressions
(4) and (5) measures the myopic component of asset demand, while the second term
measures the intertemporal hedging demand. The latter component captures the e¤ect
of predictable asset returns which induces a strategic motive to hedge future return risk.
A simple example can illustrate the intuition: Consider the case with only one risky
asset whose expected excess return is governed by a single state variable (this is the case
considered by Campbell and Viceira, 1999). In this case the second terms in (4) and
(5) become negatively related to the covariance between innovations in excess returns
and innovations in the state variable. If this covariance is negative, excess returns show
�mean-reversion� (i.e. negative autocorrelation) and the demand for the risky asset will
be higher than if the covariance is zero or positive. The explanation is that if the risky
asset shows �mean-reversion�, then the asset can be used to hedge its own future risk.
The overall hedging motive comes from the desire of the long-term risk-averse investor
to save (invest in �nancial assets) with the purpose of consuming at a later date and
at the same time smooth consumption over time. Assets that exhibit �mean-reversion�
serve this purpose. In general, with multiple risky assets and state variables, the sign and
magnitude of the intertemporal hedging component will depend on the VAR parameters
and the correlations of the VAR innovations, as well as on the relative risk-aversion
parameter .9

8Giovannini and Weil (1989) show that with  = 1, the investor optimally chooses a constant
consumption-wealth ratio equal to 1� �: Hence in this case, � = �.

9As seen from (4) and (5), the sign of the intertemporal hedging components shifts between  > 1 and
 < 1. This is due to the well-known fact that a change in expected return has both an income e¤ect
and a substitution e¤ect on consumption and asset demands, and these two e¤ects work in opposite
directions. When  > 1 the substitution e¤ect dominates the income e¤ect, and vice versa when  < 1.
When  = 1 the two e¤ects exactly cancel each other leaving consumption and asset demand unchanged.
In the dynamic asset allocation literature it is standard to assume that  � 1.
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The standard static portfolio rule from mean-variance analysis occurs as the special
case where there is no predictability in the VAR model, i.e. �1 = 0 whereby �0 =
�1 = A1 = 0, and �t =

1

�
�1
xx

�
Hx�0 +

1
2
�2x + (1� )�1x

�
. Asset demand depends on

the excess returns scaled by the inverse of the covariance matrix of excess returns and
the reciprocal of the relative risk aversion parameter. Another special case is  = 1
whereby the intertemporal hedging component disappears and asset demand becomes
purely myopic. Note that in this special case �t still depends on zt through A1 =
1

�
�1
xxHx�1, which is 0 only if �1 = 0. Thus, with predictable returns the myopic part

of asset demand contains a time-varying component.

In general, return predictability induces a tactical (timing) motive - in addition to the
strategic motive - in portfolio allocation: the investor should change allocation over time
depending on the signal that the state vector zt sends about future returns. Predictable
returns thus leads to both a strategic hedging motive that a¤ects the overall level of
asset demand, and a tactical timing motive that changes the optimal allocation over
time. These two motives may work in opposite directions such that, for instance, at a
particular time a positive intertemporal hedging component - that otherwise would lead
to a large demand for a given asset -, is dominated by the state variables signaling poor
future returns for the asset, such that the combined e¤ect is a small demand for the asset.
The values for the utility parameters and the VAR parameter estimates determine the
relative importance of each of these motives. The higher the value of risk-aversion, ,
the more important becomes the strategic motive relative to the tactical motive, all else
equal.

Before turning to the econometric and empirical part of the paper, it should be
emphasized that the Campbell et al. (2003) approach is - like most approaches in this area
are - partial equilibrium in nature. (2) and (3) give the optimal consumption and asset
allocation for an investor with Epstein-Zin utility and speci�c utility parameter values and
who takes the return process, given by the estimated VAR model, as exogenously given.
There is nothing in the model that makes this particular return process consistent with
general equilibrium. As noted by Cochrane (1999), in a general equilibrium model the
average investor will always hold the market portfolio and not be engaged in strategic
or tactical asset allocation. Thus, dynamic asset allocation models give the optimal
allocation for an investor that somehow deviates from the average investor, for example
because of higher or lower risk-aversion than the average investor or higher or lower
return covariance with consumption than the average investor.

3 Bias-adjustment of the VAR parameters

It is well-known that standard least squares estimates of VAR parameters are biased
in �nite samples, and that inference based on estimated VAR models may be severely
distorted by such biases, especially when (some of) the variables are highly persistent,
see e.g. Bekaert et al. (1997). However, existing studies using the VAR based approach
to dynamic asset allocation have not attempted to correct for these small-sample biases.
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In the present paper we extend the existing literature by invoking the analytical bias for-
mula derived by Pope (1990) for general VAR models. Surprisingly, with the exception
of Stambaugh (1999), Amihud and Hurvich (2004) and Engsted and Tanggaard (2004,
2007), Pope�s formula has remained unnoticed in the �nancial econometrics literature
despite its easy implementation and quite appealing properties. Usually, in empirical
�nance, bias-adjustment is done using Monte Carlo or bootstrap procedures, but there
is a bunch of technicalities and subtleties involved in such procedures, cf. e.g. Davison
and Hinkley (1997). By contrast, Pope�s analytical formula is easy and straightforward
to implement. To investigate whether bias-adjustment is qualitatively important in prac-
tice, in the subsequent empirical section we report results based on both adjusted and
unadjusted VAR parameter estimates.

Pope�s analytical bias formula is derived from a higher-order Taylor expansion, and
based on the VAR model (1) the bias, BT , of the OLS estimate of �1 equals

BT = �
b

T
+O(T�3=2);

where T is the sample size and

b = G[(I��01)
�1 +�01(I� (�

0

1)
2)�1 +

X
�(I� ��0

1)
�1]�(0)�1:

G is the conditional covariance matrix of vt, �(j) = E(ztz
0

t+j), and the sum is over the
eigenvalues � of �1. As seen, the approximation error in the bias formula vanishes at
the rate T�3=2 which is at least as fast as in standard Monte Carlo or bootstrap bias-
adjustment. The underlying assumptions are quite mild (see Pope, 1990, for details).
Among the assumptions are that the VAR system is stationary such that �1 does not
contain unit or explosive roots, and that the VAR innovations vt constitute a martingale
di¤erence sequence with constant covariance matrixG (= �v). Note that we do not have
to assume that the innovations are Gaussian.

In the VAR model (1) there is a vector of constant terms, �0. Pope�s bias formula is
for a VARmodel with �mean-corrected� variables, i.e. the constant term is zero. However,
he notes that this involves no loss of generality since "the estimators ... are invariant
under translation of the sample by a constant" (Pope, 1990, p.252). We know that the
unconditional sample arithmetic average of a stationary variable is an unbiased estimate
of its true mean, and that standard OLS �ts exactly the mean of the variables in the
VAR excluding the �rst observation. Thus, by �tting the VAR under the restriction that
the unconditional means of the variables implied by the VAR coe¢cient estimates are
equal to their full-sample arithmetic counterparts, and by bias-correcting b�1, we obtain
bias-adjusted estimates of the constant terms in �0. Campbell et al. (2003) also �t
their VAR models under the restriction that the unconditional means of the variables
implied by the VAR estimates equal their full-sample arithmetic counterparts. Hence,
they obtain unbiased estimates of the VAR implied means, but since their �1 estimate
is biased, so is their estimate of �0. In the empirical analysis we restrict the means in
this way to obtain bias-adjusted estimates of both �0 and �1.
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The procedure used to adjust the VAR coe¢cients for bias is motivated by the ap-
proach from Kilian (1998) and can be summarized as follows: First, we estimate �1

using standard OLS to obtain the least squares estimate b�1. Second, we check if b�1

falls into the non-stationary region of the parameter space. If this is the case, we do
not perform any bias-adjustment.10 Third, if b�1 falls into the stationary region, we
bias-adjust this estimate simply by substituting the estimate into Pope�s formula. This
yields a bias-corrected slope coe¢cient matrix, e�1. An important problem here is that
this bias-adjusted estimate may fall into the non-stationary region. If this is the case
we follow Kilian (1998) and correct the bias-adjusted estimate by multiplying the bias,
BT , with a parameter � 2 [0; 0:01; 0:02; :::; 0:99] before subtracting it from the OLS es-

timate.11 This will ensure that the bias-adjusted estimate, e�1, is within the stationary
region of the parameter space. We choose the largest value of � that ensures that e�1

no longer contains unit or explosive roots.12 In section 5 we perform a simulation study
that examines how e¤ective this adjustment procedure is in �nite samples, and whether
a more complex iterative scheme in applying Pope�s formula would yield an improve-

ment. Finally, we �t the VAR to give a bias-adjusted estimate of �0: e�0 = b�
�
I� e�1

�
,

where b� is the full-sample arithmetic mean of the state vector. We also use this ap-
proach in the part of the empirical application where we do not adjust for bias. This
has two implications for the asset allocation. First, when there is no predictability in the
VAR model, i.e. �1 = 0, the optimal asset allocation will be identical whether we use

bias-adjusted or unadjusted estimates: b�t = e�t = 1
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. Second, when  = 1, the average demand will be iden-
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general, this approach implies that bias-adjusting the VAR estimates has no e¤ect on the
average myopic demand. These implications explain why in the empirical application
there are no di¤erences between mean total demand for  = 1 and mean myopic demand
in general using unadjusted and bias-adjusted VAR estimates.

4 Empirical results

In the following we �rst examine the e¤ect bias-adjustment has on the VAR parameter
estimates and how multivariate bias-adjustment di¤ers from the univariate adjustment.
This yields some important insights into return predictability. Second, we analyze if
bias-adjusting the VAR parameter estimates has any important quantitative and quali-
tative e¤ects on optimal portfolio choice within the asset allocation model proposed by

10In the empirical application this only becomes relevant in the VAR(2) model with the short-term

nominal interest rate in levels as one of the predictor variables. In all other cases b�1 does not contain
unit or explosive roots.
11The stepsize of 0.01 is suggested by Kilian (1998).
12In the empirical application the correction suggested by Kilian (1998) is only applied when using

the VAR(2) model with the detrended short rate as one of the predictor variables. In all other cases e�1
is in the stationary region.

116



Campbell et al. (2003). Finally, through utility calculations based on the asset allocation
model we examine if the bias-adjustment bears any economic signi�cance. But �rst we
brie�y describe the data.

4.1 Data

We use quarterly US data obtained from the Center for Research in Security Prices
(CRSP). In the VAR models we use three asset returns and three forecasting variables.
The asset returns are real short-term bond returns, excess stock returns, and excess
long-term bond returns, while the forecasting variables are the dividend-price ratio, the
short-term nominal interest rate, and the yield spread. The short-term bond return is
measured in real terms as the log gross 90-day T-bill return minus log gross in�ation.
Stock returns are measured by the return on the NYSE, NASDAQ, and AMEX markets,
and long-term bond returns are measured by the 5-year Treasury bond return. In the
analysis stock and bond returns are measured as excess log returns, i.e. the log gross
return minus the log gross 90-day T-bill return. The short-term nominal interest rate is
given as the 90-day T-bill yield, and the log dividend-price ratio is computed as the log to
the sum of dividend payments over the past year minus the log stock price. Finally, the
yield spread is the di¤erence between the 5-year bond yield and the 90-day T-bill rate.
The sample period begins in 1952:q1 and ends in 1999:q4.13 The data are essentially
identical to the data used by Campbell et al. (2003), see the description in their section
4.1.14

4.2 VAR estimation

Table 1 shows the parameter estimates in a VAR(1) system consisting of the real 90-day
T-bill rate (rtbt+1), excess stock returns (xrt+1), excess long-term bond returns (xbt+1),
the nominal 90-day T-bill yield in levels (yt+1), the dividend-price ratio (dt+1�pt+1), and
the long-short yield spread (sprt+1). The table reports both the standard least squares
estimates (with Newey-West corrected t-statistics in parenthesis) and the bias-adjusted
estimates (in bold) using Pope�s (1990) correction, as described in section 3. The bottom
part of the table reports VAR innovation correlations above the main diagonal, and
standard deviations multiplied by 100 on the main diagonal.

13In a robustness analysis, we have extended the sample period to include more recent data. This
does not qualitatively change the results, so for the sake of brevity, we do not report them here.
14There is a slight di¤erence between our data sample and Campbell et al.�s (2003) sample. Their

data begin in 1952:q2 because they want to have identical sample periods for the analysis with nominal
bonds (their section 4) and real bonds (their section 5), and they lose one observation at the beginnning
of the sample to compute returns on the real bond. We do not consider such in�ation protected bonds in
our analysis (our sample period corresponds exactly to the sample period used by Campbell and Viceira,
2002, ch.4). There are some additional minor di¤erences between our data and Campbell et al.�s data
on stock returns and the dividend-price ratio. These di¤erences have only a very small e¤ect on the
results, which can be seen by comparing our unadjusted VAR results in the subsequent tables with the
results reported by Campbell et al.
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Table 1 reveals several interesting points. First, some of the least squares parameter
estimates seem to be severely biased, e.g. the sprt coe¢cient in the xrt+1 equation where
the bias-adjustment changes the coe¢cient from 0.474 to -0.160. Second, the least squares
estimates of the �rst-order autocorrelation coe¢cients are in general downward biased, as
expected, but the multivariate bias-adjustment in many cases leads to quite di¤erent pa-
rameter values compared to the standard univariate bias-correction from Kendall (1954),
which is the most often used approach.15 For example, Pope�s bias for the yt coe¢cient
in the yt+1 equation is -0.036 (=0.955-0.991), while Kendall�s bias for a �rst-order au-
tocorrelation estimate of 0.955 with T=188 (the sample size from 1953:q1 to 1999:q4)16

is only -0.021. For a process so close to a unit root this is a large di¤erence. Another
example that goes in the opposite direction is the �rst-order autocorrelation of the log
dividend-price ratio. Here the least squares estimate of 0.965 is only slightly downward
biased according to Pope�s formula (bias-adjusted estimate = 0.967). Kendall�s formula
gives a bias-corrected estimate of 0.986.

An interesting implication follows from the �rst of the above points. The upward
bias of the sprt coe¢cient in the xbt+1 equation, together with the positive innovation
correlation of 0.199, modi�es the conclusion reached by Campbell et al. (2003, p.59)
regarding bond return predictability. Campbell et al. argue that the least squares esti-
mate of the sprt coe¢cient in the xbt+1 equation is downward biased due to the positive
innovation correlation. The argument builds on Stambaugh�s (1999) observation that the
small-sample bias of such a coe¢cient has the opposite sign to the sign of the innovation
correlation. However, Stambaugh�s observation is for a model where there is only one
predictor variable and where this variable follows a univariate AR(1) process. The results
in Table 1 show that in a multivariate context the relation between innovation correla-
tions and the sign of small-sample bias of VAR parameter estimates is more complex
than anticipated by Campbell et al.

As seen in Table 1, the least squares autoregressive coe¢cient in the yt+1 equation is
very close to unity (0.955), and after bias-adjustment the coe¢cient becomes extremely
close to unity (0.991). This implies near-nonstationarity of the nominal interest rate.
Beginning with Campbell (1991) the standard approach to transforming the interest
rate into stationarity is to stochastically detrend it by subtracting its one-year backward
moving average.17 Table 2 shows the VAR(1) parameter estimates when we replace the
nominal interest rate in levels, yt, with its �stochastically detrended� version (Detr. yt)
which is more likely to be stationary. Comparing the results in Table 2 to those in
Table 1, we observe a number of interesting changes, especially regarding bond return
predictability. In Table 1 the yt coe¢cient in the xbt+1 equation decreases from 0.326
to -0.043 when adjusting for bias. Combined with a negative innovation correlation of

15The Kendall bias for the �rst-order autocorrelation, �1, is
�(1+3�1)

T
.

16The estimation period begins in 1953:q1 since we use four observations to construct dt � pt.
17Campbell et al. (2003) work with the level of interest rates and do not use the stochastically

detrended interest rate in their analyses. Part of the reason is that by using the level of the nominal
interest rate together with the real interest rate they can compute in�ation to be used in the section of
their paper that deals with in�ation-indexed bonds. We do not consider such in�ation protected bonds
in our analysis.
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-0.765 this implies that the �mean-reversion� e¤ect on bonds stemming from the short
rate turns into an �mean-aversion� e¤ect when bias-adjusting the parameter estimates.
In Table 2 we see that the bias in the �Detr. yt� coe¢cient in the xbt+1 equation is of
similar size. However, since the least squares estimate is much larger than in the case
with the short rate in levels, the �mean-reversion� e¤ect remains after adjusting for bias.
These results show that conclusions about return predictability can be quite sensitive to
the de�nition of the state variables even though the underlying data is the same. In the
next section we examine if the bias-adjustment and the choice between the short rate in
levels and its stochastically detrended version have any impact on the optimal portfolio
choice.

4.3 Optimal portfolio weights

Table 3 shows the average demand for stocks, bonds and T-bills ("Cash"), computed
from the formulas (2) to (5). We pick the same preference parameters as in Campbell
et al. (2003):  = 1, � = 0:921=4, and  = 1, 2, 5, or 20.18 The table shows the results
using both the VAR(1) system reported in Table 1 (Level yt) and the one reported in
Table 2 (Detr. yt). Numbers in bold are mean demands based on bias-adjusted VAR
estimates, while numbers not in bold are based on unadjusted least squares estimates. In
the table we report total, myopic, and intertemporal hedging demand for each asset. As
mentioned in section 3, our bias-adjustment procedure implies that the average myopic
demand does not depend on the use of unadjusted or bias-adjusted VAR estimates. This
is due to our choice of �tting the VAR implied mean to match the unconditional mean
of the state vector. This also implies that for  = 1 the average total demand, which
consists of only myopic demand, is the same in both cases. Hence, in order to simplify
Table 3, we only report one set of asset demands for  = 1.19

First, we focus on the VAR system with the short rate in levels, i.e. the system also
analyzed by Campbell et al. Figure 1 plots the hedging components of asset allocations,
using this VAR system, for a continuum of values of risk-aversion, , from 1 to 1. For
a logarithmic investor,  = 1, there is no intertemporal hedging demand. Total demand
is purely myopic. Table 3 shows that in this case there is a large positive demand
for both stocks and long-term bonds - especially stocks - while the investor is short in
cash. When risk-aversion increases total demand for stocks decreases, as expected. The
hedging demand for stocks �rst increases with , and then decreases for su¢ciently high
 values. It reaches its maximum at  � 3, see Figure 1. As explained in Campbell
et al., the positive hedging demand for stocks is mainly the result of predictable stock
returns from the log dividend-price ratio together with the strongly negative correlation

18Campbell et al. (2003) note that using  = 0:5 yields very similar results as when  = 1. However,
Rapach and Wohar (2009) show using monthly data, that changing  can have a sizable e¤ect on the
optimal hedging demand.
19We follow the majority of the literature (e.g. Campbell et al., 2003, and Koijen et al., 2009) and

only report point estimates of asset demands. In addition to point estimates, Rapach and Wohar (2009)
also report con�dence intervals based on a parametric bootstrap procedure. These con�dence intervals
reveal relatively large sampling uncertainty associated with the point estimates of asset demands.
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between stock return innovations and innovations in the log dividend-price ratio.20 For
bonds the intertemporal hedging component is negative, and most strongly so for  � 4
based on the unadjusted VAR estimates, see Figure 1. This negative hedging demand
for bonds comes mainly from predictability of bond returns by the yield spread together
with a positive correlation between bond return innovations and yield spread innovations,
leading to �mean-aversion� in bond returns.

As seen from Table 3 and Figure 1, adjusting the VAR parameters for small-sample
bias does not markedly change the magnitudes and patterns of optimal stock demand.
Bias-adjustment induces a smaller intertemporal hedging component, but the e¤ect is not
large and is mainly due to the slightly smaller value of the dt� pt coe¢cient in the xrt+1
equation in the bias-adjusted system. For bonds, on the other hand, the e¤ect of bias-
adjustment is more pronounced. For intermediate values of  the intertemporal hedging
demand for bonds is negative, and bias-adjusting the VAR parameters magni�es this
strongly. For example, for  = 2 and based on the unadjusted estimates, total demand
for bonds is close to 0 (-6.70%) as a result of a negative hedging component (-87.23%) and
a positive myopic component (80.53%) that almost cancel each other. However, based on
the bias-adjusted estimates, the total allocation to bonds is strongly negative (-117.67%)
due to the strongly negative hedging demand of -198.20%. Several forces contribute to
this e¤ect: Bond return innovations are negatively correlated with innovations in the
nominal interest rate and the dividend-price ratio, and bias-correction reduces the values
of the parameters to yt and dt�pt in the xbt+1 equation. Thus, the �mean-reversion� e¤ect
in bond returns, stemming from the interest rate and dividend-price ratio, is reduced.
In fact, with respect to yt we now have a �mean-aversion� e¤ect on bonds in the bias-
adjusted system. Similarly, the �mean-aversion� e¤ect on bonds, stemming from the real
interest rate, is magni�ed from the bias-adjustment: Bond innovations are positively
correlated with innovations to the real interest rate, and the rtbt coe¢cient in the xbt+1
equation increases by the bias-adjustment. The e¤ect from the yield spread pulls in the
opposite direction: Bond return and yield spread innovations are positively correlated,
and the sprt coe¢cient in the xbt+1 equation is reduced by the bias-adjustment. This
induces a smaller �mean-aversion� e¤ect on bonds. Similarly, the �mean-reversion� e¤ect
on bonds from stocks is slightly magni�ed by the bias-adjustment. However, apparently
these opposite e¤ects are not su¢ciently strong to outweigh the stronger �mean-aversion�
e¤ects from the real interest rate and the smaller �mean-reversion� e¤ects from the nominal
interest rate and the dividend-price ratio. The end result is a markedly stronger negative
hedging demand for bonds following the bias-adjustment.

From Figure 1 it is clear that for extremely risk averse investors bias-adjusting the
VAR parameters has only minor e¤ects. From (4) and (5) we know that besides the
utility parameters, the intertemporal hedging demand is determined by the risky assets�
covariance matrix, �xx, and �0 and �1, respectively, which are functions of among other
things the VAR parameters. As risk aversion increases, the elements in �0 and �1

20The intuition is as follows: A negative stock return innovation corresponds to a positive dividend-
price innovation, which - through the positive d�p coe¢cient in the xr equation - leads to higher future
stock returns. Thus, the e¤ects from d� p induce �mean-reversion� in stock returns.
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decrease, giving a higher relative weight to the covariance matrix, �xx, in determining
the intertemporal hedging demand. Since �xx is left unchanged in the bias-adjustment
procedure this explains why the di¤erence between the intertemporal hedging demand
using unadjusted and bias-adjusted VAR estimates is small for extremely conservative
investors.

Replacing the nominal interest rate with its detrended version changes the optimal
asset allocations for intermediate values of  quite remarkably. There is no big change
for stocks, but the allocation to bonds increases a lot. For example, in the unadjusted
model and for  = 2 total demand for bonds changes from -6.70% to 81.10% as a result
of an increase in the intertemporal hedging demand from -87.23% to -2.17%. This is
due to a much larger short rate coe¢cient in the xbt+1 equation in the system with the
detrended interest rate resulting in a much larger �mean-reversion� e¤ect. However, due
to the �mean-aversion� e¤ect still present from primarily the yield spread, the hedging
demand is still negative. Based on the bias-adjusted VAR estimates, the total allocation
to bonds changes even more dramatically from -117.67% to 80.70%, which again is a
result of a large increase in the intertemporal hedging demand from -198.20% to -2.57%.
Figure 2 shows these di¤erences clearly. As mentioned in the previous section, bias-
adjusting in the system with the short rate in levels leads to a �mean-aversion� e¤ect on
bonds stemming from the short rate, while the �mean-reversion� e¤ect from the short rate
is retained when adjusting for bias in the system with the detrended short rate. This
explains why the e¤ect on the intertemporal hedging demand from replacing the short
rate in levels with its stochastically detrended version is relatively larger when using
bias-adjusted estimates than when using unadjusted estimates.

Interestingly, however, in the system with the detrended interest rate there is not
much di¤erence between optimal asset allocations based on bias-adjusted and unadjusted
VAR estimates, in contrast to the system with the interest rate in levels where the bias-
adjustment has a large e¤ect on optimal bond demand. Reexamining Table 2 we see that
adjusting for bias leads to a decrease in intertemporal hedging demand stemming from
Detr. yt as a results of a smaller �mean-reversion� e¤ect, but an increase stemming from
rbtt, xrt, and sprt as a result of both smaller �mean-aversion� and larger �mean-reversion�
e¤ects. In contrast to the case with the short rate in levels these opposite e¤ects more
or less cancel each other out leaving the optimal asset allocation practically una¤ected
by bias-adjusting the VAR estimates.

To summarize, the results presented in this section show that adjusting for small-
sample bias in the VAR parameter estimates can have large quantitative and qualitative
e¤ects on the optimal portfolio choice. The results also reveal that this conclusion de-
pends on the variables included in the VAR system. Even though Table 2 reveals severely
biased parameter estimates the e¤ects from the individual state variables almost cancel
each other out in the system with the detrended short rate leaving the optimal portfolio
choice more or less unchanged. It should be noted, however, that this is a special case
and cannot be assumed to hold in general, as also shown in the system with the short
rate in levels.
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4.4 Utility calculations

The results in Table 3 show that adjusting the VAR parameters for small-sample bias can
change the optimal asset allocation. To asses whether the change has any utility e¤ects,
we calculate the mean value function (E(Vt) where Vt � Ut=Wt) for the same values of
relative risk aversion, using both unadjusted and bias-adjusted VAR estimates, see Table
4. The mean value function is calculated as

E (Vt) =
j�zzj
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where vec(�zz) = (I��1 
�1)
�1vec(�v) and C0, C1, and C2 are functions of the coef-

�cients in (2) and (3). Hence, the mean value function is calculated based on the coe¢-
cients yielding the optimal portfolio and consumption choice, which again are results of
an exogenous return process (the VAR model). Thus, we should not necessarily expect
the bias-adjusted system to produce the highest utility. The asset allocation model is a
partial equilibrium model in which the return process (the VAR model) is exogenously
given and not the result of the utility maximization problem. Hence, nothing in the
model setup secures maximum utility for the bias-adjusted system. Instead, the point
here is that adjusting for small-sample bias can lead to quantitatively and qualitatively
important changes in utility for the investor.

We follow Campbell et al. (2002, 2003) in calculating the mean value function, with
one di¤erence. Campbell et al. use the same VAR but change the asset menu in their
analysis of the utility e¤ects. Instead we use the same asset menu but two di¤erent VAR
systems: One that is a¤ected with small-sample bias and one that is adjusted for bias.
As noted by Campbell et al., the value function is normalized, meaning in our case that
a doubling in E(Vt) from one VAR system to another implies that an investor who bases
his asset allocation on the VAR system with the lower E(Vt) requires a doubling of wealth
to obtain the same utility as the investor who bases his asset allocation on the system
with the higher E(Vt). We report results using both the system with the short rate in
levels and the detrended short rate. The previous section revealed that in the former case
the optimal asset allocation changes a lot depending on the use of unadjusted or bias-
adjusted parameter estimates, while in the latter case asset demand remains virtually
unchanged. Hence, it is expected that any utility e¤ects would be quite di¤erent in the
two systems.

Table 4 clearly shows that adjusting for small-sample bias has utility e¤ects in the
system with the short rate in levels. For  = 2 the mean value function is 0.580 when
using the unadjusted VAR estimates and 0.352 when adjusting for bias. This implies that
an investor who bases his asset allocation on the bias-adjusted estimates needs an increase
in wealth of 64.5% to obtain the same utility as the investor who uses the unadjusted
estimates.21 Table 4 also shows that the minor changes in optimal portfolio allocation

21Comparing our results based on unadjusted VAR estimates to the results by Campbell et al. (2003),
we obtain fairly similar results. The di¤erence is due to a small di¤erence in the data and the di¤erent
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when using the detrended short rate only bear small utility e¤ects as expected. These
results show that in general biased VAR parameters can have large utility e¤ects and
that adjusting for this bias has economic signi�cance.

4.5 Changing the lag length of the VAR model

As an additional robustness check on the above �ndings, we estimate second-order VAR
models, i.e. models with two lags - VAR(2) -, with either �Level yt� or �Detr. yt� in-
cluded. Campbell et al. (2003) only estimate �rst-order models, so it will be interesting
to investigate the sensitivity of the results with respect to lag-length. Table 5 summa-
rizes the asset allocation results based on VAR(2) models. In estimating these models
with �Level yt� we run into the problem that, due to the nonstationarity of yt, the VAR
coe¢cient matrix based on least squares contains unstable roots which invalidates the
bias-adjustment procedure. Hence, for the VAR(2) model with �Level yt� we do not
bias-correct the parameters.22 Tables A1 and A2 in the Appendix contain the VAR(2)
parameter estimates. We see that several of the second-lag coe¢cients are strongly sta-
tistically signi�cant. Despite of this, however, there does not seem to be large di¤erences
between the optimal allocations from the unadjusted VAR(1) and VAR(2) models, so
the results are reasonably robust to changes in the lag-length. However, in the VAR(2)
model with the detrended interest rate we see an interesting e¤ect on stocks from bias-
correcting the VAR parameters: For  equal to 2 or 5, the optimal hedging demand for
stocks is almost cut in half (from around 100% to a little over 50%), see also Figure 3.

5 Simulation study of the bias-adjustment procedure

The procedure used to adjust for bias is very simple and easy to use, since it only
requires substituting the biased least squares estimates into Pope�s (1990) formula to
obtain an estimate of the bias which we can then subtract from the OLS estimates.
However, we cannot be sure that this simple procedure actually improves over OLS, so
to examine whether this is the case, we perform a simulation study. Furthermore, as
noted by Amihud and Hurvich (2004), a potential improvement over the simple �plug-in�
approach would be to use a more complex iterative scheme in applying Pope�s formula.
To evaluate whether this improves the bias-adjustment, we also include this di¤erent
approach in our simulation study. The alternative iterative scheme used in the simulation
study is basically an extension of the simple �plug-in� approach. First, we reestimate the
covariance matrix after adjusting for bias using the �plug-in� approach and then substitute
this covariance matrix into Pope�s formula together with the bias-adjusted VAR slope

VAR systems. Campbell et al. include a real consol bond in their VAR system.
22The non-stationarity of yt also creates a multicollinearity problem in the VAR(2) system because

the regressors yt and yt�1 are almost perfectly correlated. This problem manifests itself by the wildly
shifting parameters, from very large positive to very large negative (or vice versa) between �rst- and
second-lag regressors, see Table A1 in the Appendix.
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coe¢cients obtained from the �plug-in� approach. This yields another set of bias-adjusted
estimates, which we can then use to reestimate the covariance matrix and the bias. We
continue this procedure until the VAR slope coe¢cient estimates converge.23 In the
�plug-in� approach we check if the bias-adjusted estimates are in the stationary region of
the parameter space, and if not, we follow Kilian (1998) to ensure that we always get a
stationary VAR system. In the iterative scheme we also check for stationarity at each
iteration, and if the system contains unit or explosive roots we use the procedure from
Kilian (1998) and terminate the iterative procedure. Hence, if the VAR system falls into
the non-stationary region during the iterative procedure, we will not obtain convergence
in the estimates.

We perform 10,000 simulations from a VAR(1) model with coe¢cient and covariance
matrix equal to those obtained by using OLS on the system with the detrended short
rate as one of the predictor variables (see Table 2). Furthermore, we set the number of
observations equal to 188 to match the estimation period in the empirical application.
The results are presented in Table 6, where �1 denotes the �true� slope coe¢cient matrix,
b�1 the slope coe¢cient matrix estimated using OLS, e�1 (plug-in) the bias-adjusted slope
coe¢cient matrix obtained by simply substituting the biased least squares estimates into
Pope�s formula, and e�1 (iteration) the bias-adjusted slope coe¢cient matrix obtained by
iterating on Pope�s formula.

From Table 6 we see that the OLS estimates are clearly biased. Especially we no-
tice that the autoregressive parameter on the three persistent predictor variables are all
downward biased resulting in biased estimates on the parameters to these variables in the
excess stock and excess bond return equations. Using the �plug-in� procedure this bias
is signi�cantly reduced and we generally obtain coe¢cients that are closer to the �true�
values. The standard errors on the parameter estimates using OLS and the �plug-in�
approach are very similar in size, so there is no loss of e¢ciency when using this proce-
dure to adjust for bias. The �iterative� approach does not unambiguously represent an
improvement over the simple �plug-in� approach.24 In fact, in many cases the estimates
actually become more biased. Moreover, the standard error on the estimates using this
more complex scheme to adjust for bias increases a lot resulting in a loss of e¢ciency.
Hence, it actually worsens the bias-adjustment when iterating. The explanation is that
iterating introduces additional noise in the parameters, which overshadows the small dif-
ference in these. Especially when the bias-adjusted parameters - based on the �plug-in�
approach - are so close to the �true� parameters, it requires many observations in order
for the small di¤erence to dominate the additional noise.

To summarize, the results in Table 6 show that the �plug-in� approach is very e¤ec-
tive in �nite samples and represents no loss of e¢ciency compared to standard OLS.
Furthermore, the simulation study shows that using a more complex iterative scheme
(as suggested by Amihud and Hurvich, 2004) when applying Pope�s formula does not

23The iterative scheme basically corresponds to that used by Amihud and Hurvich (2004), with the
exception that Amihud and Hurvich use 10 iterations while we iterate until convergence.
24We terminated the iterative procedure before convergence in 282 of the 10,000 simulations.
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improve the bias-adjustment.25

6 Concluding remarks

In this paper we have explored the e¤ects on return predictability and optimal asset
allocation of adjusting VAR parameter estimates for small-sample bias. We have applied
the simple and easy to use analytical bias formula from Pope (1990) instead of bootstrap
or Monte Carlo bias-adjustment. The analysis of optimal asset allocation has been based
on the VAR based intertemporal asset allocation model from Campbell et al. (2003). In
the empirical analysis we have used US quarterly data over the period 1952-1999, which
corresponds to the sample period used by Campbell et al.

With respect to return predictability we �nd that bias-adjustment in the multivariate
system in general is quite di¤erent from the univariate bias-correction from Kendall
(1954). In addition, we �nd that the observation by Stambaugh (1999), that the small-
sample bias has the opposite sign to the sign of the innovation correlation when using one
predictor variable that follows a univariate AR(1) process, needs to be modi�ed when
using a multivariate system.

We also �nd that bias-adjusting the VAR parameters has both quantitatively and
qualitatively important e¤ects on the strategic intertemporal part of optimal asset al-
location. Thus, neglecting the fact that standard least squares estimates of the VAR
parameters are plagued with �nite-sample bias can have severe e¤ects on the investor�s
optimal asset allocation. The analysis also reveals large utility e¤ects of adjusting for
bias.

Furthermore, we �nd that the choice of state variables has a large e¤ect on optimal
asset allocation: Replacing the nominal interest rate in levels with its �stochastically
detrended� version increases the optimal demand for bonds dramatically. On the other
hand, in the system with the detrended short rate the bias-adjustment turns out to have
only very minor e¤ects on the optimal asset allocation. The reason is that adjusting the
VAR parameter estimates for bias has opposing e¤ects on the state variables in terms of
�mean-reversion� and �mean-aversion�. In the system with the detrended short rate we
observe the special case where these opposing e¤ects more or less cancel each other out.

Finally, we have carried out a simulation study which veri�es that the simple �plug-
in� approach used in the empirical application is very e¤ective in �nite samples, and
that a more complex iterative scheme in applying Pope�s formula does not represent an
improvement over the �plug-in� approach.

25We have also done a simulation study where we have replaced the detrended short rate with the
short rate in levels. The overall conclusion is the same in this case.
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Table 1. VAR(1) parameter estimates and innovation correlations with short rate yt in
levels.

Dependent rbtt xrt xbt yt dt � pt sprt R2

variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t) (p)

rtbt+1 0.444 0.004 -0.012 0.248 -0.001 0.450 0.339
0.478 0.003 -0.015 0.200 -0.001 0.391

(6.559) (0.764) (-0.722) (2.990) (-0.723) (2.281) (0.000)

xrt+1 0.634 0.023 0.441 -1.989 0.044 0.474 0.084
0.913 0.018 0.414 -2.387 0.042 -0.160

(0.683) (0.357) (1.891) (-2.326) (1.936) (0.225) (0.007)

xbt+1 0.051 -0.055 -0.090 0.326 0.003 3.045 0.096
0.066 -0.059 -0.090 -0.043 0.001 2.596

(0.209) (-2.514) (-0.785) (0.879) (0.398) (3.014) (0.003)

yt+1 -0.008 0.004 0.005 0.955 0.000 0.116 0.869
-0.009 0.004 0.005 0.991 0.000 0.128

(-0.247) (1.517) (0.435) (25.79) (-0.220) (1.398) (0.000)

dt+1 � pt+1 -0.984 -0.020 -0.411 1.340 0.965 -1.045 0.934
-1.266 -0.013 -0.384 1.785 0.967 -0.393

(-1.044) (-0.302) (-1.636) (1.506) (39.51) (-0.464) (0.000)

sprt+1 0.000 -0.001 0.002 0.025 0.000 0.747 0.539
0.000 -0.001 0.002 0.012 0.000 0.764

(-0.012) (-0.302) (0.331) (1.145) (-0.204) (12.22) (0.000)

Cross-corr.
of residuals

rtb xr xb y d� p spr

rtb 0.549 0.235 0.394 -0.389 -0.235 0.187
xr 7.751 0.225 -0.168 -0.983 0.024
xb 2.670 -0.765 -0.248 0.199
y 0.255 0.200 -0.777
d� p 7.900 -0.053
spr 0.172

Notes: The variables are de�ned at the beginning of section 4.2. The numbers in bold are bias-

adjusted estimates. The numbers not in bold are unadjusted estimates. (t) is the Newey-West
corrected t-statistic on the unadjusted estimate. (p) denotes p-value in tests of joint signi�cance
of the VAR explanatory variables.

131



Table 2. VAR(1) parameter estimates and innovation correlations with detrended short
rate.

Dependent rbtt xrt xbt Detr. yt dt � pt sprt R2

variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t) (p)

rtbt+1 0.547 0.002 -0.021 0.116 0.001 0.287 0.293
0.574 0.001 -0.022 0.098 0.001 0.272

(7.666) (0.297) (-0.800) (0.420) (0.386) (1.340) (0.000)

xrt+1 -0.315 0.029 0.343 -4.454 0.027 -0.014 0.074
-0.330 0.037 0.346 -4.321 0.027 -0.330

(-0.312) (0.399) (1.193) (-1.419) (1.344) (-0.005) (0.017)

xbt+1 0.207 -0.056 -0.074 0.749 0.005 3.134 0.094
0.194 -0.058 -0.074 0.422 0.005 2.902

(0.803) (-2.805) (-0.785) (0.624) (0.733) (2.788) (0.003)

Detr. yt+1 -0.031 0.005 -0.003 0.557 -0.001 0.133 0.283
-0.030 0.005 -0.003 0.566 -0.001 0.114

(-1.293) (2.306) (-0.286) (4.098) (-0.952) (1.410) (0.000)

dt+1 � pt+1 -0.238 -0.012 -0.206 5.978 0.978 0.795 0.934
-0.220 -0.019 -0.210 5.853 0.979 1.083

(-0.249) (-0.172) (-0.682) (1.799) (45.32) (0.273) (0.000)

sprt+1 0.012 -0.001 0.004 0.070 0.000 0.760 0.538
0.012 -0.001 0.005 0.085 0.000 0.799

(0.664) (-0.370) (0.488) (0.620) (0.340) (12.34) (0.000)

Cross-corr.
of residuals

rtb xr xb Detr. y d� p spr

rtb 0.568 0.192 0.397 -0.394 -0.208 0.200
xr 7.795 0.219 -0.143 -0.982 0.019
xb 2.673 -0.755 -0.249 0.201
Detr. y 0.249 0.185 -0.763
d� p 7.860 -0.055
spr 0.172

Notes: �Detr. y� is the stochastically detrended short-term interest rate, de�ned in the section

4.2. Otherwise see the notes to Table 1.
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Table 3. Mean asset demands from VAR(1) models with the short-term interest rate yt
in levels or detrended.

Level yt Detr. yt
Total Myopic Hedge Total Myopic Hedge

 = 1
Stocks 297.20 297.20 0 294.30 294.30 0

Bonds 168.45 168.45 0 174.47 174.47 0

Cash -365.65 -365.65 0 -368.78 -368.78 0

 = 2
Stocks 242.44 148.05 94.39 232.57 146.75 85.82

223.58 148.05 75.53 232.49 146.75 85.74

Bonds -6.70 80.53 -87.23 81.10 83.27 -2.17
-117.67 80.53 -198.20 80.70 83.27 -2.57

Cash -135.74 -128.58 -7.16 -213.68 -130.03 -83.65
-5.91 -128.58 122.67 -213.19 -130.03 -83.17

 = 5
Stocks 158.05 58.57 99.48 151.54 58.21 93.33

131.67 58.57 73.10 151.19 58.21 92.97

Bonds -91.28 27.78 -119.06 30.31 28.56 1.75
-165.23 27.78 -193.01 30.32 28.56 1.76

Cash 33.23 13.65 19.58 -81.85 13.23 -95.08
133.56 13.65 119.90 -81.51 13.23 -94.73

 = 20
Stocks 59.31 13.82 45.49 60.96 13.95 47.01

44.59 13.82 30.76 60.79 13.95 46.83

Bonds -39.86 1.40 -41.26 3.54 1.20 2.34
-53.48 1.40 -54.88 3.72 1.20 2.52

Cash 80.55 84.73 -4.23 35.50 84.85 -49.35
108.89 84.73 24.12 35.49 84.85 -49.36

Notes: The numbers in bold are based on the bias-adjusted VAR estimates. The numbers not

in bold are based on the unadjusted VAR estimates.
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Table 4. Mean value function.

 E (Vt)unadj E (Vt)adj
jE(Vt)unadj�E(Vt)adjj

E(Vt)m in

Level yt
1 10.093 8.369 0.206
2 0.580 0.352 0.645
5 0.078 0.053 0.478
20 0.019 0.016 0.175

Detr. yt
1 7.764 8.079 0.041
2 0.488 0.485 0.006
5 0.072 0.071 0.013
20 0.018 0.018 0.011

Notes: E (Vt)mindenotes the minimum of E (Vt)unadj and E (Vt)adj :
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Table 5. Mean asset demands from VAR(2) models with the short-term interest rate yt
in levels or detrended.

Level yt Detr. yt
Total Myopic Hedge Total Myopic Hedge

 = 1
Stocks 314.33 314.33 0 304.77 304.77 0

Bonds 191.82 191.82 0 200.25 200.25 0

Cash -406.15 -406.15 0 -405.02 -405.02 0

 = 2
Stocks 260.51 156.48 104.03 247.90 151.83 96.07

- - - 211.37 151.83 59.55

Bonds 23.16 92.93 -69.77 93.82 97.10 -3.28
- - - 90.77 97.10 -6.33

Cash -183.67 -149.40 -34.27 -241.72 -148.93 103.51
- - - -202.14 -148.93 -53.22

 = 5
Stocks 168.08 61.76 106.32 163.58 60.07 103.51

- - - 117.20 60.07 57.14

Bonds -64.02 33.60 -97.62 37.64 35.21 2.43
- - - 40.75 35.21 5.54

Cash -4.06 4.64 -8.70 -101.22 4.73 -105.95
- - - -57.95 4.73 -62.68

 = 20
Stocks 58.36 14.40 43.96 65.46 14.18 51.28

- - - 38.41 14.18 24.23

Bonds -14.81 3.93 -18.74 14.04 4.26 9.78
- - - 15.59 4.26 11.32

Cash 56.45 81.67 -25.22 20.50 81.56 -61.06
- - - 46.00 81.56 -35.55

Notes: The numbers in bold are based on the bias-adjusted VAR estimates. The numbers not

in bold are based on the unadjusted VAR estimates.
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Table 6. Simulation study of the bias-adjustment procedure.

rbt xrt xbt Detr. yt dt � pt sprt
�1

rbt+1 0.547 0.002 -0.021 0.116 0.001 0.287
xrt+1 -0.315 0.029 0.343 -4.454 0.027 -0.014
xbt+1 0.207 -0.056 -0.074 0.749 0.005 3.134
Detr. yt+1 -0.031 0.005 -0.003 0.557 -0.001 0.133
dt+1 � pt+1 -0.238 -0.012 -0.206 5.978 0.978 0.795
sprt+1 0.012 -0.001 0.004 0.070 0.000 0.760

b�1 Mean

rbt+1 0.516 0.002 -0.019 0.134 0.001 0.296
xrt+1 -0.389 0.012 0.355 -4.487 0.031 0.126
xbt+1 0.200 -0.057 -0.071 1.100 0.006 3.348
Detr. yt+1 -0.030 0.005 -0.002 0.546 -0.001 0.157
dt+1 � pt+1 -0.165 0.004 -0.217 5.999 0.975 0.700
sprt+1 0.012 -0.001 0.003 0.055 0.000 0.718

e�1 (plug-in) Mean

rbt+1 0.540 0.001 -0.020 0.119 0.001 0.279
xrt+1 -0.408 0.019 0.357 -4.372 0.030 -0.178
xbt+1 0.186 -0.058 -0.072 0.796 0.006 3.123
Detr. yt+1 -0.029 0.005 -0.003 0.555 -0.001 0.142
dt+1 � pt+1 -0.143 -0.002 -0.221 5.892 0.975 0.980
sprt+1 0.012 -0.001 0.004 0.069 0.000 0.752

e�1 (iteration) Mean

rbt+1 0.542 0.001 -0.020 0.115 0.001 0.274
xrt+1 -0.415 0.019 0.352 -4.519 0.030 -0.438
xbt+1 0.183 -0.058 -0.075 0.692 0.006 2.983
Detr. yt+1 -0.029 0.005 -0.003 0.551 -0.001 0.134
dt+1 � pt+1 -0.131 -0.001 -0.216 6.037 0.976 1.250
sprt+1 0.012 -0.001 0.005 0.080 0.000 0.771

Continues next page
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Continued from previous page

rbt xrt xbt Detr. yt dt � pt sprt

b�1 Std.error

rbt+1 0.072 0.005 0.020 0.243 0.001 0.240
xrt+1 0.983 0.073 0.271 3.255 0.008 3.224
xbt+1 0.336 0.025 0.094 1.137 0.003 1.119
Detr. yt+1 0.032 0.002 0.009 0.107 0.000 0.104
dt+1 � pt+1 0.989 0.074 0.273 3.278 0.008 3.251
sprt+1 0.022 0.002 0.006 0.073 0.000 0.073

e�1 (plug-in) Std.error

rbt+1 0.073 0.005 0.020 0.240 0.001 0.234
xrt+1 0.983 0.074 0.271 3.251 0.008 3.227
xbt+1 0.333 0.025 0.095 1.142 0.003 1.103
Detr. yt+1 0.031 0.002 0.009 0.106 0.000 0.103
dt+1 � pt+1 0.989 0.074 0.274 3.278 0.008 3.259
sprt+1 0.022 0.002 0.006 0.073 0.000 0.074

e�1 (iteration) Std.error

rbt+1 0.074 0.005 0.020 0.249 0.001 0.252
xrt+1 0.992 0.074 0.286 4.123 0.009 4.959
xbt+1 0.337 0.025 0.119 2.294 0.003 2.969
Detr. yt+1 0.032 0.002 0.009 0.121 0.000 0.140
dt+1 � pt+1 1.000 0.075 0.288 4.148 0.009 4.989
sprt+1 0.023 0.002 0.009 0.182 0.000 0.252

Notes: �1 denotes the �true� slope coe¢cient matrix, b�1 the slope coe¢cent matrix estimated
using OLS, e�1(plug-in) the bias-adjusted slope coe¢cient matrix obtained by simply substi-
tuting the biased least squares estimates into Pope�s (1990) formula, and e�1(iteration) the
bias-adjusted slope coe¢cient matrix obtained by iterating on Pope�s formula. 10,000 simu-

lations of length 188, corresponding to the number of observations in the sample, have been

carried out. �1 corresponds to the slope coe¢cient matrix estimated when using the detrended

short rate as a predictor variable. The corresponding covariance matrix for the innovations is

used when drawing from the multivariate normal distribution.
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Figure 1. Mean hedging demand from the bias-adjusted and unadjusted VAR(1)
models with the short-term interest rate in levels.

-300

-200

-100

0

100

200

0,00,10,20,30,40,50,60,70,80,91,0

Risk tolerance

Bonds (unadjusted) Stocks (unadjusted) Bonds (adjusted) Stocks (adjusted)

138



Figure 2. Mean hedging demand from the bias-adjusted VAR(1) models with the
short-term interest rate either in levels or detrended.
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Figure 3. Mean hedging demand from the bias-adjusted and unadjusted VAR(2)
models with the detrended short-term interest rate.
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9 Appendix

Table A2. VAR(2) parameter estimates and innovation correlations with short rate yt
in levels.

Dependent rbtt xrt xbt yt dt � pt sprt
variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t)

rtbt+1 0.305 -0.023 -0.093 -1.111 -0.031 -0.863
- - - - - -

(4.136) (-0.793) (-1.064) (-0.809) (-1.046) (-0.715)

xrt+1 0.734 -0.324 2.741 35.94 -0.273 34.25
- - - - - -

(0.706) (-0.951) (1.627) (1.317) (-0.821) (1.351)

xbt+1 -0.354 -0.167 -0.326 -3.447 -0.113 -1.790
- - - - - -

(-1.020) (-1.418) (-0.664) (-0.439) (-0.959) (-0.219)

yt+1 0.036 0.027 -0.017 0.578 0.024 -0.083
- - - - - -

(0.807) (2.543) (-0.324) (0.684) (2.290) (-0.093)

dt+1 � pt+1 -1.233 0.740 -2.776 -38.37 1.695 -35.92
- - - - - -

(-1.209) (1.950) (-1.582) (-1.363) (4.480) (-1.378)

sprt+1 -0.022 -0.018 0.037 0.607 -0.018 1.195
- - - - - -

(-0.704) (-2.489) (0.959) (0.935) (-2.524) (1.814)

Table continues next page
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Table continued from previous page

Dependent rbtt�1 xrt�1 xbt�1 yt�1 dt�1 � pt�1 sprt�1 R2

variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t) (p)

rtbt+1 0.330 -0.006 -0.043 1.259 0.031 1.310 0.423
- - - - - -

(4.224) (-1.239) (-3.030) (0.904) (1.042) (1.008) (0.000)

xrt+1 0.553 -0.123 0.523 -38.37 0.322 -37.53 0.149
- - - - - -

(0.520) (-1.958) (2.731) (-1.393) (0.956) (-1.397) (0.003)

xbt+1 1.112 -0.059 -0.074 3.390 0.119 5.012 0.176
- - - - - -

(2.992) (-2.801) (-1.073) (0.429) (0.987) (0.603) (0.000)

yt+1 -0.137 0.006 0.012 0.431 -0.024 0.230 0.888
- - - - - -

(-2.346) (2.648) (1.422) (0.515) (-2.349) (0.245) (0.000)

dt+1 � pt+1 -0.331 0.156 -0.611 40.42 -0.739 39.18 0.939
- - - - - -

(-0.307) (2.610) (-3.177) (1.427) (-1.921) (1.414) (0.000)

sprt+1 0.072 -0.002 -0.008 -0.614 0.018 -0.483 0.589
- - - - - -

(1.682) (-1.312) (-0.880) (-0.946) (2.582) (-0.685) (0.000)

Cross-corr.
of residuals

rtb xr xb y d� p spr

rtb 0.514 0.265 0.339 -0.314 -0.263 0.107
xr 7.493 0.216 -0.145 -0.985 -0.011
xb 2.555 -0.743 -0.236 0.126
y 0.237 0.170 -0.752
d� p 7.478 -0.008
spr 0.163

Notes: There are no bias-adjusted estimates because the least squares VAR parameter matrix

contains unstable roots. Otherwise, see the notes to Table 1.
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Table A3. VAR(2) parameter estimates and innovation correlations with detrended
short rate.

Dependent rbtt xrt xbt Detr. yt dt � pt sprt
variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t)

rtbt+1 0.351 -0.041 -0.074 -0.792 -0.048 -0.532
0.374 -0.042 -0.076 -0.921 -0.061 -0.697

(5.769) (1.531) (-1.070) (-0.792) (-1.760) (-0.624)

xrt+1 -0.331 -0.036 0.431 -3.325 -0.004 -3.189
-0.047 -0.033 0.354 -5.338 -0.524 -6.270

(-0.305) (-0.097) (0.591) (-0.295) (-0.011) (-0.337)

xbt+1 -0.377 -0.175 -0.323 -3.476 -0.126 -1.721
-0.369 -0.177 -0.324 -4.821 -0.208 -3.489

(-1.058) (-1.607) (-1.265) (-0.714) (-1.146) (-0.461)

Detr. yt+1 0.039 0.025 -0.009 0.449 0.021 0.118
0.039 0.025 -0.008 0.472 0.026 0.124

(0.898) (2.343) (-0.294) (0.832) (1.962) (0.241)

dt+1 � pt+1 -0.284 0.456 -0.396 2.116 1.419 2.608
-0.556 0.454 -0.323 4.170 1.928 5.695

(-0.266) (1.202) (-0.521) (0.183) (3.683) (0.269)

sprt+1 -0.022 -0.016 0.039 0.660 -0.015 1.222
-0.023 -0.016 0.039 0.717 -0.017 1.319

(-0.765) (-2.140) (1.789) (1.790) (-2.001) (3.484)

Table continues next page
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Table continued from previous page

Dependent rbtt�1 xrt�1 xbt�1 Detr. yt�1 dt�1 � pt�1 sprt�1 R2

variable adj. adj. adj. adj. adj. adj.

(t) (t) (t) (t) (t) (t) (p)

rtbt+1 0.358 -0.007 -0.048 0.626 0.049 0.906 0.412
0.375 0.005 -0.039 0.742 0.062 1.019

(4.439) (-1.402) (-2.839) (0.858) (1.797) (0.991) (0.000)

xrt+1 0.024 -0.096 0.545 0.105 0.031 3.515 0.117
0.004 0.423 0.681 1.618 0.552 5.293

(0.022) (-1.288) (2.084) (0.013) (0.085) (0.322) (0.024)

xbt+1 1.109 -0.053 -0.065 2.831 0.131 5.380 0.180
1.087 0.024 0.044 4.172 0.213 6.656

(2.744) (-2.418) (-0.706) (0.818) (1.176) (1.182) (0.000)

Detr. yt+1 -0.139 0.007 0.005 0.077 -0.021 0.037 0.395
-0.136 0.001 0.003 0.080 -0.027 0.026

(-2.496) (2.950) (0.672) (0.210) (-2.016) (0.067) (0.000)

dt+1 � pt+1 0.166 0.138 -0.564 2.090 -0.442 -1.955 0.937
0.188 -0.368 -0.703 0.547 -0.952 -3.742

(0.151) (2.015) (-2.184) (0.255) (-1.149) (-0.174) (0.000)

sprt+1 0.070 -0.003 -0.007 -0.488 0.016 -0.556 0.604
0.069 -0.001 -0.011 -0.566 0.017 -0.616

(1.789) (-1.730) (-0.843) (-1.908) (2.039) (-1.434) (0.000)

Cross-corr.
of residuals

rtb xr xb Detr. y d� p spr

rtb 0.520 0.227 0.330 -0.301 -0.232 0.118
xr 7.626 0.212 -0.130 -0.986 0.003
xb 2.549 -0.733 -0.234 0.143
Detr. y 0.230 0.156 -0.752
d� p 7.590 -0.018
spr 0.160

Notes: �Detr. y� is the stochastically detrended short-term interest rate, de�ned in the beginning
of section 4.2. Otherwise see the notes to Table 1.
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Chapter 4

Portfolio and consumption decisions under time-varying
investment opportunities and external habit
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This paper studies optimal portfolio and consumption decisions under time-varying
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over the di¤erence between consumption and an external habit. I derive an ana-
lytical solution to the portfolio and consumption choice problem in which I make
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closer to habit the investor consumes, the less emphasis he will put on time-varying
investment opportunities and precautionary savings in determining his consump-
tion path. Instead the investor will attempt to match his consumption growth to
growth in habit. Besides a¤ecting both the myopic and intertemporal hedge com-
ponent of optimal asset demand, the presence of habit also introduces an additional
component that works as a hedge against changes in the investor�s habit level. An
empirical application where the model is calibrated to US data shows that the pres-
ence of habit has large and economically signi�cant e¤ects on the optimal portfolio
and consumption choice compared to a standard CRRA utility function.
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1 Introduction

Research on intertemporal portfolio and consumption choice has grown enormously dur-
ing recent years. Focus has primarily been on the e¤ect of time-varying investment oppor-
tunities, but elements such as parameter uncertainty, liabilities, labor income, transaction
costs, life-cycle considerations, housing etc. have also received some attention.1 A re-
current feature of the models used to examine intertemporal portfolio and consumption
decisions is that investors maximize utility over either end-of-period wealth or consump-
tion. This is in con�ict with evidence from the theoretical asset pricing literature (see
e.g. Constantinides, 1990, Abel, 1990, Campbell and Cochrane, 1999, and Buraschi and
Jiltsov, 2007), which instead supports the idea that investors maximize utility over con-
sumption relative to a habit level. The notion of habit in preferences is also supported
by evidence from empirical tests of asset pricing models (see e.g. Ferson and Constanti-
nides, 1991, Heaton, 1995, and Chen and Ludvigson, 2009) as well as micro data (see e.g.
Ravina, 2007, and Gayle and Khorunzhina, 2008). This triggers the immediate question:
What does habit in the utility function imply for intertemporal portfolio and consump-
tion decisions? This paper addresses the question in the case of external habit.2 More
speci�cally, this paper provides an analytical solution to the discrete-time intertemporal
portfolio and consumption choice problem when the investor has access to multiple in-
vestment assets, faces time-varying investment opportunities, and maximizes utility over
consumption relative to an external habit level. The dynamics of the exogenous variables
including habit is captured by a vector autoregressive model (VAR) model. Campbell
et al. (2003) solve a similar problem under Epstein-Zin recursive preferences, though
without habit. They make use of a number of approximate relations to arrive at the
analytical solution. I use a similar approach and extend the approximate framework to
also include the surplus consumption ratio as de�ned by Campbell and Cochrane (1999).

The analytical solution provides detailed insights into the e¤ect of habit on optimal
portfolio and consumption choice. The closer to habit the investor consumes, the less
emphasis he will put on time-varying investment opportunities and precautionary sav-
ings in determining his consumption path. Instead the investor will attempt to match his
consumption growth to growth in habit. Regarding the optimal portfolio choice, the ana-
lytical solution shows that total demand consists of myopic demand, intertemporal hedge
demand, and habit hedge demand, where the last component is new compared to the case
without habit. This component captures the part of total demand due to the investor�s
wish to hedge adverse changes in next period�s habit by holding assets that covary with
habit. Besides introducing a new element in the optimal portfolio choice, habit also

1Examples of this extensive literature include Brennan et al. (1997), Balduzzi and Lynch (1999),
Campbell and Viceira (1999), Brandt (1999), Barberis (2000), Viceira (2001), Wachter (2002), Campbell
et al. (2003), Cocco (2005), Cocco et al. (2005), Brandt et al. (2005), Guidolin and Timmermann (2007),
Hoevenaars et al. (2008), and Lynch and Tan (2009).

2Habit can either be de�ned internally as a function of investors� own previous consumption or
externally as a function of the consumption of others such as a peer group. External habit is also
referred to as "keeping/catching up with the Joneses" in the literature, cf. Abel (1990). Throughout
this paper, I will use the phrase "external habit".
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a¤ects both myopic and intertemporal hedge demand. The closer to habit the investor
consumes, the more he dislikes the risk associated with the myopic component, and thus
reduces the part of total demand that is due to a simple risk-return consideration. With
habit the intertemporal hedge component consists of both the �traditional� intertempo-
ral hedge component, which is a hedge against future adverse investment opportunities,
and an intertemporal habit hedge component, which is a hedge against future adverse
habit changes. Hence, the investor not only attempts to hedge against next period�s
habit change, but also against future habit changes. Both intertemporal components are
a¤ected by the distance between investor�s consumption path and habit level. The ana-
lytical solution does not provide a separation of the two components, so it is not possible
to determine if a large intertemporal hedge demand is driven primarily be the investor�s
wish to hedge future adverse investment opportunities or future adverse habit changes.

In an empirical application, the model is calibrated to US quarterly data over the
period 1952:q1-2006:q4. The investor has access to three investment assets (short-term
bonds, stocks, and long-term bonds) and use three predictor variables (detrended short-
term nominal interest rate, log dividend-price ratio, and yield spread). Furthermore,
since external habit is unobservable it is proxied by per capita consumption. The em-
pirical application shows that the introduction of habit implies large and economically
signi�cant changes in the optimal demand for both stocks and bonds compared to opti-
mal demand based on a standard CRRA utility function. The closer to habit the investor
consumes, the less sensitive he is to signals from the state variables about future invest-
ment opportunities. Provided the state variables are equal to their unconditional means,
the optimal demand for stocks and bonds decreases dramatically when habit is taken into
account compared to the CRRA case. The intertemporal hedge component increases but
is more than o¤set by a large decrease in the myopic component. Likewise, the optimal
consumption-wealth ratio is strongly reduced by the introduction of habit, which is due
to the investor�s wish to maintain a larger bu¤er of savings from which he can consume
if the habit level experiences unexpected increases.

The idea of allowing for habit in the utility function when characterizing optimal
portfolio and consumption choice is not novel. However, to my knowledge the current
literature focuses exclusively on the notion of internal habit, which implies that the
investor has full disclosure of the habit process since it is a function of the investor�s
own consumption decisions. In contrast, under external habit the habit process is only
known up to a speci�c parametric assumption. Hence, the best an investor can do in his
consumption and portfolio decisions is to account for habit through the assumed law of
motion.

The literature on optimal consumption and portfolio choice under internal habit con-
tains models set in both continuous and discrete time. In continuous time, Sundaresan
(1989) and Ingersoll (1992) provide closed-form solutions to the portfolio and consump-
tion rule in a setup with constant investment opportunities, while Munk (2008) allows
for time-varying investment opportunities under the assumption of complete markets.
Through numerical examples Munk (2008) studies the quantitative e¤ects of habit in
three scenarios: mean-reverting stock returns with a constant risk free rate, stochas-
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tic interest rates with constant market price of risk, and mean-reverting stock returns
with stochastic interest rates. In the �rst scenario, he furthermore derives a closed-form
solution to the optimal portfolio and consumption choice. Other examples from the
continuous-time literature are Hindy et al. (1997) and Bodie et al. (2004), who also rely
on the complete markets assumption.3 In discrete time, the idea of habit has primarily
been used in the literature on optimal portfolio choice over the life-cycle. Gomes and
Michaelides (2003) consider an investor with risky nontradable labor income and access to
a constant investment opportunity set and solve the problem numerically. Polkovnichenko
(2007) allows for risky assets with stochastic returns in the form of an independent and
identically distributed Markov process with two outcomes and characterize admissible
habit-wealth regions for every age analytically before he solves the problem numerically
within each region. Heaton and Lucas (1997) use the same assumption regarding the
return on the risky asset and solve the optimal consumption and portfolio problem nu-
merically in an in�nite-horizon setting. Heaton and Lucas (1997) and Polkovnichenko
(2007) both allow the investor to have risky nontradable labor income.

It is important to note that the approach in this paper is - as most approaches in this
area are - partial equilibrium in nature. The model is solved for an investor with a given
utility function and who takes the return (and habit) process as exogenously given. There
is nothing in this model that makes this particular return process consistent with general
equilibrium. As noted by Cochrane (1999), in a general equilibrium model the average
investor will always hold the market portfolio and not be engaged in strategic or tactical
asset allocation. Thus, this model gives the optimal consumption and portfolio choice
for an investor who somehow deviates from the average investor, for example because
of higher or lower risk aversion, or a consumption path that is closer to or further away
from the external habit.

The paper is organized as follows. Section 2 presents the model and characterizes
the optimal consumption and portfolio choice. Section 3 explains how to solve for the
optimal policies, while Section 4 contains an empirical application to US data. Section 5
gives some concluding remarks, and �nally the Appendix gives some technical details.

2 The model

2.1 Investor preferences and investment assets

The investor has access to n tradable assets: n � 1 assets with gross return Ri;t+1 and
a benchmark asset with gross return R1;t+1. The benchmark asset is a short-term - but

3A common assumption in the continuous-time literature is the existence of complete markets, i.e.
asset returns and state variables governing investment opportunities are driven by the same stochas-
tic process, which implies that innovations to investment opportunities are perfectly hedgeable using
�nancial assets. The discrete-time approach used in this paper and pioneered by Campbell and Viceira
(1999) and Campbell et al. (2003) sidestep this assumption and allow for incomplete markets, which is
an important empirical advantage.
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not necessarily risk free - asset. The portfolio return from time t to time t+1 is given by

Rp;t+1 =

nX

i=2

�i;t (Ri;t+1 �R1;t+1) +R1;t+1;

where �i;t denotes the proportion of total wealth invested in the i�th asset at time t. Log
(continuously compounded) returns are given as rp;t+1 = log (Rp;t+1), ri;t+1 = log (Ri;t+1),
and r1;t+1 = log (R1;t+1), respectively.

The investor is assumed to have an in�nite investment horizon and power utility
de�ned over the di¤erence between consumption and an external habit level, which results
in the following maximization problem

max Et

1X

j=0

�j
(Ct+j �Ht+j)

1� � 1

1� 
;

where Ct is investor�s real consumption, Ht is the level of external habit,  > 0 is the
utility curvature parameter, and � is the discount factor. Thus, the investor does not
derive utility from consumption in itself, but from consumption relative to an external
habit level that can be, for example, the average consumption of a peer group or the
entire economy.

An alternative to specifying the investor�s utility over the di¤erence between consump-
tion and habit, would be to specify it over the ratio of consumption to habit. The ratio
model has the advantage of ensuring well-de�ned utility whenever consumption and habit
are positive, while the di¤erence model requires that consumption is always above habit
for utility to be well de�ned. On the other hand, a disadvantage of the ratio model is
that it implies constant relative risk aversion, which is not consistent with evidence from
the asset pricing literature. The di¤erence model accommodates time-varying relative
risk aversion, and hence it is applied in the present context.

Another alternative in de�ning the object of the investor�s utility is to let habit be
formed internally instead of externally. Internal habit basically means that the investor
uses his own previous consumption level as benchmark for future consumption, which
implies that the investor has full disclosure of the habit process. Whenever the investor
increases consumption, he knows that future habit is also going to increase and vice versa.
In the external case the investor�s consumption decisions do not in�uence habit and the
habit process is only known up to a speci�c parametric assumption.

This setting implies that the investor faces the risk of not being able to honor his
habit level. At time t the investor decides how much to consume and how much to invest
based on assumptions about future investment opportunities and future habit. At time
t + 1 wealth has increased or decreased with the portfolio return, while habit has also
changed. If wealth su¤ers a very large negative shock due to unforeseen events in the
�nancial markets and habit at the same time experiences a very large positive shock, the
investor may �nd himself in a situation where his wealth is not large enough to ensure
consumption above habit. If shocks to investment opportunities and habit were perfectly
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correlated, the investor would be able to create a perfect hedge against habit changes,
and hence ensure that consumption always stays above habit. From an empirical point of
view this is, however, not very realistic. The best an investor can do in his consumption
and portfolio decisions is to incorporate habit up to a speci�c parametric assumption.

The risk that the investor is not able to honor his habit level is also present in the
case of internal habit, where uncertainty though only stems from the �nancial markets
and not habit. In general, it is a risk in all models on optimal portfolio and consumption
choice in a stochastic environment where the investor accounts for habit. The existing
literature based on internal habit addresses this issue in somewhat di¤erent ways. For
example, Heaton and Lucas (1997) and Gomes and Michaelides (2003) both solve the
problem without imposing restrictions that will ensure that the investor is able to honor
his habit level. In contrast, Polkovnichenko (2007) addresses the issue directly and derives
feasibility constraints in a �nite-horizon setting where the investor is endowed with labor
income and has access to both a risk free and a risky asset. In a subsequent numerical
solution of the model, Polkovnichenko (2007) rules out portfolio and consumption choices
that do not obey the feasibility constraints as they imply in�nitely negative utility. The
feasibility constraints depend crucially on the use of internal habit and a risk free rate
that is known over a �nite investment horizon. In the present case the investment horizon
is in�nite, habit is external, and both habit and the return on all investment assets are
subject to unknown shocks, which implies that feasibility constraints similar to those
derived by Polkovnichenko (2007) cannot be applied here. Instead, I follow the approach
by, among others, Heaton and Lucas (1997) and Gomes and Michaelides (2003) and
solve the optimization problem unrestricted. In the empirical application of the model,
I ensure that consumption stays above habit by choosing proper initial values of habit
and wealth in a similar way to much of the existing literature. I will return to this in
Section 4.6.4

With power utility de�ned over the di¤erence between consumption and an external
habit, the optimal consumption and portfolio choice must satisfy the following Euler
equation for any asset i

1 = Et

"

�

�
St+1
St

�
� �

Ct+1
Ct

�
�

Ri;t+1

#

, (1)

where St is de�ned as the surplus consumption ratio (cf. Campbell and Cochrane, 1999)

St =
Ct �Ht
Ct

.

This implies that relative risk aversion is measured as =St. Relative risk aversion is
time-varying and counter-cyclical: In periods where consumption is close to habit, St is
low and relative risk aversion is high and when consumption is well above habit, St is
high and relative risk aversion is low.

4Also in many asset pricing models consumption can fall below habit; see e.g. Ferson and Constan-
tinides (1991), Braun et al. (1993), Heaton (1995), and Chapman (1998).
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The investor is only endowed with �nancial wealth, and hence maximizes utility
subject to the standard intertemporal budget constraint

Wt+1 = Rp;t+1(Wt � Ct), (2)

where Wt denotes (�nancial) wealth.

2.2 Modeling the exogenous variables

The asset allocation model contains n + 1 exogenous variables, namely the returns on
the investment assets and the habit level. To apply the model, we need to impose
assumptions about the stochastic behavior of these variables. Following Campbell et
al. (2003), I postulate that the dynamics of these variables and a number of additional
variables used to predict future returns and habit are well captured by a �rst-order vector
autoregressive process or VAR(1).5 I de�ne the m� 1 vector of state variables as

zt+1 �

2

66
4

r1;t+1
xt+1
yt+1
�ht+1

3

77
5 ;

where �ht+1 is the change in log habit, yt+1 is a vector of additional predictor variables,
and xt+1 is a vector of log excess returns de�ned as

xt+1 �

2

6
4
r2;t+1 � r1;t+1

...
rn;+1 � r1;t+1

3

7
5 :

Using the VAR(1) assumption, we can write the process for the state vector as

zt+1 = �0 + �1zt + vt+1;

where �0 and �1 are them�1 vector of intercepts andm�m matrix of slope coe¢cients,
respectively. vt+1 is the m� 1 vector of innovations which are assumed to be distributed
as vt+1 � niid (0;�v) ; where the covariance matrix is given as

�v =

2

66
4

�21 �01x �01y �1h
�1x �xx �0xs �xh
�1y �xs �ss �yh
�1h �0xh �0yh �2h

3

77
5 :

This setup allows expected return and expected habit growth to depend on their past
history as well as other predictive variables and their innovations to be correlated.

5The use of a VAR(1) model is not restrictive. Higher-order VAR models can be stated in the
�rst-order form by using the companion form.
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2.3 An approximate framework

To obtain an analytical solution to the optimal portfolio and consumption choice prob-
lem, we need to resort to an approximate framework. Following the current literature
providing analytical solutions to discrete-time asset allocation models (see Campbell and
Viceira, 2002, for a comprehensive exposition), I derive approximate relations for the
log Euler equation, log budget constraint, and log portfolio return. Furthermore, due
to the introduction of habit, the growth in surplus consumption ratio also needs to be
log-linearized.

If we assume that consumption growth, growth in the surplus consumption ratio, and
return on wealth have a joint conditional lognormal distribution, we can write the Euler
equation (1) for asset i in log form as

0 = log � � Et�st+1 � Et�ct+1 + Etri;t+1

+
1

2
V art (��st+1 � �ct+1 + ri;t+1) , (3)

where � is the �rst di¤erence operator and lower-case letters denote logs of the cor-
responding upper-case letters. Alternatively, we can use a second-order Taylor ex-
pansion around the conditional mean of f�st+1;�ct+1; ri;t+1g and the approximation
log (1 + x) � x for small x to justify this log version of the Euler equation.

Following Campbell (1993, 1996) I also log-linearize the budget constraint around the
mean consumption-wealth ratio which yields

�wt+1 = rp;t+1 +

�
1�

1

�

�
(ct � wt) + k1. (4)

where � = 1� exp [E (ct � wt)] and k1 = log �+
1��
�
log(1� �). This form of the budget

constraint is exact if the consumption-wealth ratio is constant, and the approximation
error increases the more volatile the ratio is.

One of the elements in this result is the log portfolio return, which can be written as

rp;t+1 = r1;t+1 + �
0

txt+1 +
1

2
�0t(�

2
x � �xx�t),

where �2x = diag (�xx). This approximation holds exactly in continuous time and is
highly accurate for short time intervals, see e.g. Campbell et al. (2003).

The approximate relations shown thus far are all identical to those used by Campbell
et al. (2003). In this paper, the approximate framework needs to be pushed a bit further
due to the presence of habit. One of the elements of the log Euler equation is the change
in log surplus consumption ratio, which can be written as

�st+1 = log (1� exp (ht+1 � ct+1))� log (1� exp (ht � ct)) .

To get a linear relation I perform a �rst-order Taylor expansion around the mean habit-
consumption ratio of each of the two nonlinear relations. This yields the following result

�st+1 =

�
1�

1

�

�
(�ht+1 ��ct+1) ,
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where � = 1� exp [E (ht � ct)]. The details including an evaluation of the approximation
error are given in Appendix 1. Note that habit growth is an exogenous variable modeled
through the VAR system and that the model is silent on the level of habit, which thus
has to be �xed outside the model. This implies that we can choose arbitrary values of �
when solving the model and subsequently ensure that � is equal to 1 � exp [E (ht � ct)]
simply by choosing proper initial values of habit. Note also that we are not restricted
to use the mean habit-consumption ratio as expansion point. We can choose arbitrary
expansion points (provided they obey ct > ht), and thus arbitrary initial values of habit,
though at the cost of a potential increase in the approximation error.

For utility to be well-de�ned, habit must always be below consumption, which implies
that 0 < � < 1. When � = 1 � exp [E (ht � ct)] we can interpret � as a measure of
average �distance to habit�. For � close to 0, the investor on average consumes very close
to habit, while for � close to 1, the investor on average consumes well above his habit
level. When the habit-consumption ratio is constant, � is equal to (C �H) =C, i.e. the
surplus consumption ratio, which implies that � alternatively can be interpreted as an
additional risk measure due to habit, since relative risk aversion in this case is given as
=�. When the habit-consumption ratio is time-varying relative risk aversion is given
as =St, which implies that it is a function of the utility curvature parameter and the
surplus consumption ratio, which again is a function of the consumption choice. As will
become clear in the next section, � a¤ects the consumption choice, and hence both  and
� help determine the relative risk aversion.

2.4 Consumption choice

Using the previous stated results we can rewrite the log Euler equation (3) for the portfolio
return in the following way

Et�ct+1 =
�


log � + (1� �)Et�ht+1 +

�


Etrp;t+1 + �p;t, (5)

where �p;t is given as

�p;t =
�

2
V art

��
1

�
� 1

�
�ht+1 �

1

�
�ct+1 +

1


rp;t+1

�
.

From (5) we can identify four forces acting on individual speci�c consumption. First,
the more patient the investor is, i.e. the higher � is, the more he is willing to postpone
consumption, which implies a high expected consumption growth. Second, since (1� �)
is non-negative an increase in expected growth in habit implies that the investor will
lower his consumption today to ensure that consumption tomorrow will be able to match
the increase in habit. Note that this e¤ect drops out if the investor consumes well above
habit, i.e. � � 1. Third, a high expected portfolio return gives the investor an incentive to
postpone consumption. The �rst and the third term are adjusted by �=. As opposed to
the standard CRRA case, this adjustment factor depends on the distance to habit, which
implies that the closer to habit the investor consumes, the less emphasis he will put on
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these factors in determining his consumption path. In other words, decreasing distance
to habit works in the same way as increasing utility curvature. The intuition here is
that the closer to habit the investor consumes, the more he is interested in maintaining
a consumption growth that will match the growth in his habit level. Hence, the weight
on the second term in (5) is high, while the weights on the �rst and third term are
low. Finally, the fourth term captures consumption uncertainty. An investor with high
utility curvature responds to uncertainty by increasing precautionary savings, i.e. by
lowering consumption today. Compared to the case without habit this e¤ect is adjusted
by the distance to habit. The explanation here is the same as for the �rst and the
third term: When the investor�s consumption path is very close to his habit level, he is
only interested in matching consumption to habit to ensure that consumption will not
fall below habit. Hence, in this case decreasing distance to habit works in the opposite
direction of increasing utility curvature.

We can obtain additional insight into the model by examining the consumption-wealth
ratio. If we combine the log-linear budget constraint (4) with the trivial equality

�ct+1 = (ct+1 � wt+1)� (ct � wt) + �wt+1, (6)

solve forward assuming limj!1 �j (ct+j � wt+j) = 0, and take conditional expectations,
we get

ct � wt = Et

1X

j=1

�j (rp;t+j ��ct+j) +
�k1
1� �

. (7)

This equation says that a high consumption-wealth ratio must be followed by high returns
and/or low consumption growth in the future. If we in addition to lognormality assume
homoskedasticity in deriving the log Euler equation (3), we can write (5) as

Et�ct+1 = (1� �)Et�ht+1 +
�


Etrp;t+1 + �, (8)

where � includes the rate of time preference and the e¤ects of risk on consumption.
Substituting (8) into (7) we get

ct � wt =

�
1�

�



�
Et

1X

j=1

�jrp;t+j � (1� �)Et

1X

j=1

�j�ht+j +
� (k1 � �)

1� �
. (9)

Since (1� �) is non-negative and 1 � �= is non-negative for investors with  � 1, this
equation says that for investors with this type of risk pro�le a high consumption-wealth
ratio today must be followed by high returns and/or low growth in the habit level. For
investors with  < 1 a high consumption-wealth ratio can actually be followed by negative
returns given that �= > 1. From (9) we also see that in order for the consumption-wealth
ratio to be constant, it must hold that � =  = 1. Hence, the consumption-wealth ratio
will only be constant for investors with  = 1 who does not take habit into account.
Thus, opposed to the standard CRRA case, it is now possible for an investor with  = 1
to experience a time-varying consumption-wealth ratio. Based on (9) it is not possible to
determine if the presence of habit increases or decreases the consumption-wealth ratio.
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According to (9), a decrease in � will partly lead to an increase in consumption through
the expected portfolio return (the �rst term) and partly to a decrease through expected
habit growth (the second term). However, the portfolio return is endogenous and can
have an o¤setting e¤ect on the increase due to 1� �=.

2.5 Portfolio choice

Now we are ready to characterize the optimal portfolio rule. First, I subtract the log
Euler equation for the benchmark asset from the log Euler equation for asset i and use
the trivial equality (6). This yields

Et (ri;t+1 � r1;t+1) +
1

2
V art (ri;t+1 � r1;t+1)

= 

�
1�

1

�

�
Covt (�ht+1; ri;t+1 � r1;t+1) +



�
Covt (rp;t+1; ri;t+1 � r1;t+1)

� Covt (ri;t+1 � r1;t+1; r1;t+1) +


�
Covt (ct+1 � wt+1; ri;t+1 � r1;t+1) (10)

We can write the left-hand side of (10) in matrix notation as Et (xt+1) +
1
2
V art (xt+1).

Furthermore, based on the VAR model we can write the �rst three terms on the right-
hand side in matrix notation as

[Covt (�ht+1; ri;t+1 � r1;t+1)]i=2;:::;n = �xh;

[Covt (rp;t+1; ri;t+1 � r1;t+1)]i=2;:::;n = �xx�t + �1x;

[Covt (ri;t+1 � r1;t+1; r1;t+1)]i=2;:::;n = �1x:

Finally, I de�ne

�c�w;t � [Covt (ct+1 � wt+1; ri;t+1 � r1;t+1)]i=2;:::;n : (11)

Rearranging the terms we can write the optimal portfolio rule as

�t =
�


��1xx

�
Et (xt+1) +

1

2
V art (xt+1) +

�
1�



�

�
�1x

�

+ (1� �) ��1xx�xh � �
�1
xx�c�w;t:

Comparing this result to the optimal portfolio rule under standard CRRA utility
we see that the second term is new compared to the case without habit. The �rst
term captures the myopic component of asset demand, while the last term captures the
intertemporal hedge component. We can interpret the new term in the optimal portfolio
rule in the following way: As stated previously, it must hold that 0 < � < 1 for utility to
be well de�ned. Hence, the sign of the new term depends only on �xh, i.e. the covariance
between habit and the assets. If the covariance is positive (negative) for a given asset,
the investor will increase (reduce) his holdings of that particular asset compared to the
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case without habit. The intuition here is that the investor wants to hedge himself against
habit changes. In other words, the investor wants to hold assets that pay o¤ when the
habit level increases. When distance to habit is high, � � 1, and the term drops out (or
becomes very small), while when distance to habit is low, � � 0. This implies that the
hedge element carries most weight when the investor�s consumption path is very close
to his habit level. Furthermore, the term drops out if the covariance is zero, i.e. if the
assets do not provide hedge opportunities against next period�s habit. I will refer to this
component as the �habit hedge component�.

Compared to the case without habit, � is also multiplied on the myopic component
of the optimal portfolio weight. As mentioned before, when distance to habit is high,
� � 1, and so the myopic component stays unchanged, but when distance to habit is low,
� � 0, and the myopic component drops out (or becomes very small). The explanation
here is that when the investor consumes very close to his habit level, he dislikes the risk
associated with the myopic component and tilts his asset holdings towards the less risky
short-term asset.

The introduction of habit also a¤ects the intertemporal hedge component, which is
seen by substituting (9) into the above expression for the intertemporal hedge component.
For simplicity, consider only one asset

Covt (ct+1 � wt+1; ri;t+1 � r1;t+1) =

�
1�

�



�
Covt

 

Et+1

1X

j=1

�jrp;t+1+j; ri;t+1 � r1;t+1

!

� (1� �)Covt

 

Et+1

1X

j=1

�j�ht+1+j; ri;t+1 � r1;t+1

!

:

The �rst term gives the �traditional� intertemporal hedge component, which is a hedge
against future adverse investment opportunities. If the excess return on this particular
asset is negatively correlated with future portfolio returns, the asset provides a hedge
against future adverse investment opportunities, and demand for the asset increases.
Compared to the CRRA case the �traditional� intertemporal hedge component is adjusted
by �. All else equal, this implies that the component increases when habit is taken into
account, but future returns are endogenous and will depend on �. This e¤ect might
work in the opposite direction, and hence from the outset we cannot determine the e¤ect
on the �traditional� intertemporal hedge component from introducing habit. The second
term is an intertemporal habit hedge component, which is a hedge against future adverse
habit changes. Thus, the investor not only hedges himself against next period�s change in
habit, but also against future habit changes. Note, in solving the model it is not possible
to separate the two intertemporal components.

3 Solving for the optimal policies

The solution presented in the previous section is not a complete solution of the model,
since the consumption-wealth ratio is a function of expected future returns and consump-

158



tion growth rates, which can be seen from (7). The solution is thus a function of future
portfolio and consumption decisions, which are endogenous to the problem. Following
Campbell et al. (2003), I proceed by guessing a functional form for the optimal consump-
tion and portfolio policies and then determine the coe¢cients of these policies using the
method of undetermined coe¢cients. I guess that the optimal portfolio rule is linear in
the state vector, and the optimal consumption rule is quadratic

�t = A0 +A1zt

ct � wt = b0 +B
0

1zt + z
0

tB2zt,

where fA0;A1; b0;B1;B2g are coe¢cients to be determined. These coe¢cients have
dimensions (n� 1)� 1, (n� 1)�m, 1� 1, m� 1, and m�m, respectively.

3.1 Optimal portfolio and consumption choice

Based on the VAR model we can write the expected return as

Et (xt+1) +
1

2
V art (xt+1) = Hx�0 +Hx�1zt +

1

2
�2x; (12)

where Hx is a selection matrix of dimension (n� 1)�m that selects the vector of excess
returns from the state vector. Furthermore, based on the conjectured policy rule for the
consumption-wealth ratio we can write (11) as

�c�w;t = �0 + �1zt (13)

where �0 = (�vH
0

x)
0
B1 + (�vH

0

x)
0 (B2 +B

0

2) �0 and �1 = (�vH
0

x)
0 (B2 +B

0

2) �1. Ap-
pendix 2 contains the details.

Based on (12) and (13), we can verify the conjectured portfolio rule with coe¢cients

A0 =
�


��1xx

�
Hx�0 +

1

2
�2x +

�
1�



�

�
�1x

�
+ (1� �) ��1xx�xh � �

�1
xx�0; (14)

A1 =
�


��1xxHx�1 � �

�1
xx�1: (15)

The �rst term in A0 is the myopic component of asset demand, while the second term
is the hedge component due to habit. The �nal term represents the intertemporal hedge
component, which consists of both the �traditional� intertemporal hedge component and
the intertemporal habit hedge component. InA1 the �rst term also represents the myopic
component, while the second term is the intertemporal hedge component.

If we substitute the log-linearized budget constraint (4) into the trivial equality (6)
and combine the resulting expression with (5), we obtain a di¤erence equation in ct�wt

ct�wt = ��
�


log ��� (1� �)Et�ht+1+�

�
1�

�



�
Etrp;t+1���p;t+�k1+�Et (ct+1 � wt+1) :

(16)
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The left-hand side of (16) is conjectured to be quadratic in the state vector. To verify
this guess, we need to derive expressions for each of the terms on the right-hand side.
This is done in Appendix 3, and the results con�rm the initial guess with the following
coe¢cients

b0 = �

�
�
�


log � � (1� �)Hh�0 +

�
1�

�



�
�0 � 
0 + k1 +	0

�
; (17)

B01 = �

�
� (1� �)Hh�1 +

�
1�

�



�
�1 � 
1 +	1

�
; (18)

vec (B2)
0 = �

��
1�

�



�
�2 � 
2 +	2

�
; (19)

where Hh is a selection vector of dimension 1 � m that selects habit growth from the
state vector and f�0;�1;�2;
0;
1;
2;	0;	1;	2g are functions of the utility and VAR
parameters as well as fA0;A1g and fb0;B1;B2g. This implies that a recursive procedure
must be applied to solve the model.

3.2 Solution methodology

The recursive procedure used to solve the model is similar to the approach proposed
by Campbell et al. (2003). First, �x �, , �, and �. Next, choose initial values for
fb0;B1;B2g. Based on these initial values, we can calculate a new set of coe¢cients for
the optimal consumption choice through (17)-(19), which we can then use to recompute
the coe¢cients, i.e. the procedure basically entails iterations on (17)-(19). This recur-
sive procedure is continued until the coe¢cients converge. The convergence criterion is
that the maximum squared deviation of all elements in fb0;B1;B2g from two consecutive
iterations is less than 10�10. From the resulting values of fb0;B1;B2g we can compute
E (ct � wt) and thus a new value of �. Based on this new value of � we repeat the above
procedure to �nd fb0;B1;B2g and iterate until two consecutive values of � is less than
10�4. When both � and fb0;B1;B2g has converged, we have found the coe¢cients for
the optimal portfolio and consumption choice. As also noted by Campbell and Viceira
(1999), for some parameter values, � might converge to one in in�nite-horizon optimiza-
tion problems. In this model, this is for example the case for very high values of =�.

Note, if we set � = 1, the habit hedge component drops out, the myopic demand
and fb0;B1;B2g are una¤ected compared to the case without habit, and we are back
in the standard case with CRRA utility. This makes it easy to analyze the e¤ect of
incorporating habit in the utility function simply by choosing di¤erent values of � and
comparing the results to the case where � = 1.
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4 Empirical application

4.1 Data

To investigate the importance of accounting for habit in the intertemporal consumption
and portfolio choice, I calibrate the model to quarterly US data for the sample period
1952:q1-2006:q4. Habit is unobservable, and hence we need to use an observable proxy for
this variable. I use chained per capita personal consumption expenditures from the Na-
tional Income and Product Accounts supplied by the Bureau of Economic Analysis. This
corresponds to the investor benchmarking his own consumption to the average consumer
in the US. The investor has access to three investment assets and use three predictor vari-
ables. The assets are short-term bonds, stocks, and long-term bonds, while the predictor
variables are the detrended short-term nominal interest rate, the log dividend-price ratio,
and the yield spread. The return on the short-term bond is measured in real terms as
the log gross 90-day T-bill return minus log gross in�ation. Stock returns are measured
by the total return on the NYSE, NASDAQ, and AMEX markets, and long-term bond
returns are measured by the 5-year Treasury bond return. In the analysis stock and
bond returns are measured as excess log returns, i.e. the log gross return minus the log
gross 90-day T-bill return. The detrended short-term nominal interest rate is given as
the 90-day T-bill yield minus its one-year backward moving average. The log dividend-
price ratio is computed as the log to the sum of dividend payments over the past year
minus the log stock price. Finally, the yield spread is the di¤erence between the 5-year
bond yield and the 90-day T-bill rate. The �nancial data is obtained from the Center
for Research in Security Prices (CRSP).

4.2 VAR estimation

Table 1 shows slope coe¢cient estimates (with t-statistics in parenthesis) in a VAR(1)
system consisting of the real 90-day T-bill rate (rtbt+1), excess stock returns (xrt+1),
excess long-term bond returns (xbt+1), the detrended nominal 90-day T-bill yield (yt+1),
the log dividend-price ratio (dt+1�pt+1), the long-short yield spread (sprt+1), and growth
in habit (�ht+1) proxied by per capita consumption growth. The bottom part of the table
reports VAR innovation correlations above the main diagonal, and standard deviations
multiplied by 100 on the main diagonal.

The �rst three rows in Table 1 show the predictive regressions for real return on the
short-term bond, excess stock return, and excess long-term bond return, respectively.
Only the real bill rate signi�cantly predicts future real returns on the short-term bond.
The log dividend-price ratio marginally predicts future excess stock returns, while all the
other state variables remain clearly insigni�cant. Excess stock return and yield spread
both signi�cantly predict future excess bond returns. The next three rows report the
results for the predictor variables. The log dividend-price ratio and the yield spread
both appear to be fairly well captured by a univariate AR(1) process, while excess stock

161



return, detrended short yield, and habit (per capita consumption) growth all predict
future detrended short yields. The �nal row in the upper part of Table 1 gives the
results for habit (per capita consumption) growth, where lagged excess stock return,
yield spread, and habit growth all show themselves as signi�cant predictors.6 Despite
the focus on signi�cant state variables, it is important to note that what matters for
the optimal portfolio and consumption choice is not the t-statistic but the size of the
coe¢cients combined with the covariance matrix.

The bottom part of Table 1 shows that innovations to excess stock returns and log
dividend-price ratios have a very high negative correlation. Combined with the positive
slope coe¢cient on the log dividend-price ratio in the excess return equation, this implies
that the log dividend-price ratio has a �mean-reversion� e¤ect on excess stock returns.
A negative shock to excess stock returns at time t coincides with a positive shock to
the log dividend-price ratio due to the negative correlation, which again through the
positive slope coe¢cient leads to an increase in excess stock returns at time t + 1. For
excess bond returns the detrended short yield has a similar e¤ect, while the yield spread
has a �mean-aversion� e¤ect. Both the correlation between innovations to excess bond
return and yield spread and the slope coe¢cient on yield spread in the excess bond return
equation are positive. This implies that a negative shock to excess bond returns at time t
coincides with a negative shock to the yield spread due to the positive correlation, which
again through the positive slope coe¢cient leads to a decrease in excess bond returns
at time t + 1. The sign and size of the �traditional� intertemporal hedge component
depend on these �mean-reversion� and �mean-aversion� e¤ects. A predominant �mean-
reversion� e¤ect implies a positive �traditional� intertemporal hedge component, while a
predominant �mean-aversion� e¤ect implies a negative component.

Turning to the correlations involving habit growth innovations, we see that habit
growth is positively correlated with excess stock returns and negatively correlated with
excess bond return. A positive shock to habit coincides with a positive shock to stocks
and a negative shock to bonds. This implies positive and negative habit hedge demand
for stocks and bonds, respectively. The intertemporal habit hedge component depends
on the entire covariance matrix as well as the entire slope coe¢cient matrix, and hence
the sign of the component is not directly visible from Table 1.

As previously mentioned, when faced with external habit the investor only knows the
habit process up to some parametric assumption, which here is a VAR(1) model. Note,
however, that R2 in the habit growth equation is only 25:4%, which implies that almost
75% of the variation in habit growth is unexplained. Hence, the investor has far from
full disclosure of the habit process. Furthermore, the correlation between innovations to
habit growth and excess stock return and excess bond return, respectively, are only 0.07

6According to Table 1 some of the state variables (especially the log dividend-price ratio) follow near
unit-root processes, which implies that �nite-sample bias might seriously distort the VAR estimates
(see e.g. Bekaert et al., 1997). Engsted and Pedersen (2010) examine this potential problem in the
multivariate asset allocation model by Campbell et al. (2003) and �nd that bias-adjustment can have
signi�cant e¤ects on the optimal portfolio choice. I will not pursue the issue further in this paper, but
instead assume that the investor takes the estimated coe¢cients as given.
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and -0.25. This implies that these investment assets are nowhere near prefect hedges
against future habit changes.

4.3 Optimal portfolio choice

In solving the asset allocation model I set the time discount factor � equal to 0.94 in annual
terms, utility curvature parameter  = f1; 2; 5; 10g, and distance to habit parameter
� = f1; 0:2; 0:1; 0:05g. The values of � are motivated by evidence from the asset pricing
literature. Constantinides (1990) �nds that a habit-consumption ratio of 0.8 is needed
to explain the excess return on US stocks. This corresponds to � = 0:2. In more recent
work, Campbell and Cochrane (1999) and Chen and Ludvigson (2009) �nd steady-state
habit-consumption ratios of 0.94 and 0.97, which correspond to � = 0:06 and � = 0:03,
respectively. The values of � found in the asset pricing literature basically corresponds to
the average investor - the representative agent. The asset allocation model in this paper
is a partial equilibrium model, in which the aim is to clarify the elements a¤ecting the
individual investor�s portfolio and consumption decisions. Hence, the values of � applied
here need not match those in the asset pricing literature exactly, but they serve as a
sensible benchmark.

Table 2 shows the optimal demand for stocks and bonds when the state vector is
equal to its unconditional mean. The table contains total demand as well as the myopic,
habit hedge and intertemporal hedge component. For (; �) = (10; 0:05) it is not possible
to solve the model since � converges to one. From Panels A1 and B1 it is clear that
the presence of habit has large e¤ects on the optimal portfolio choice. Consider, for
example, an investor with  = 1. Based on standard CRRA utility this investor should
optimally invest 255% and 377% of his wealth in stocks and bonds, respectively. If the
investor takes habit into consideration these numbers drop dramatically. Provided the
investor�s consumption path is very close to habit (� = 0:05) the optimal demand for
stocks and bonds are reduced to 84% and 28%. This corresponds to a reduction in the
demand for stocks and bonds of 67% and 93%, respectively, and also implies that the
stock-bond ratio increases from 0.68 to 2.99. The e¤ect of accounting for habit is reduced
as  increases, but even for a fairly high utility curvature parameter ( = 5) the e¤ect is
quite noticeable. According to Panel B1 the introduction of habit decreases the optimal
demand for bonds for a given value of , while Panel A1 shows that for stocks this e¤ect
is not clear-cut. However, overall we see a reduction in the demand for stocks and bonds
as � decreases, i.e. the investor whose consumption path is very close to habit tilts his
portfolio towards the less risky benchmark asset to minimize the risk of not being able to
honor the habit level due to an unexpected decrease in the return on stocks and bonds.

From (14) and (15) it is clear that the myopic component is linear in both 1= and
�. As Panels A2 and B2 show, this implies that the optimal myopic demand for a given
value of the utility curvature parameter  can be much smaller than dictated by the
standard CRRA utility function if the investor accounts for habit. Note also that the
myopic component carries much less weight for an investor that accounts for habit, e.g.
for stocks and  = 2, the myopic fraction of total demand goes from 0.75 for � = 1 to
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0.06 for � = 0:05. The corresponding numbers for bonds are 1.09 and 0.07.

The habit hedge component, (1� �) ��1xx�xh, which is constant in , is shown in Panels
A3 and B3. Since the correlation between innovations to habit growth and excess stock
returns are positive, the habit hedge demand for stocks is positive, but a very small
covariance implies that this component is by and large negligible. The component never
accounts for more than 1% of total demand for stocks. For bonds the results are quite
di¤erent. First, the negative correlation between innovations to habit growth and excess
bond returns imply a negative habit hedge demand for bonds. Second, according to
Panel B3 the habit hedge component in many cases accounts for roughly 20-30% of total
demand for bonds.

Finally, Panels A4 and B4 show the intertemporal hedge component, which consists
of both the �traditional� intertemporal hedge component and the intertemporal habit
hedge component. Both panels show that habit has a big impact on the intertemporal
hedge component, and that accounting for habit increases this component compared to
the CRRA case. Even with  = 1 the intertemporal hedge demand is positive when
the investor accounts for habit, and furthermore it increases as � decreases, resulting in
an intertemporal hedge fraction of total demand of 85% for stocks and 80% for bonds
when � = 0:05: It is not possible to separate the intertemporal hedge component into its
two sub-components, so we cannot determine if these results are driven by the investor�s
wish to hedge primarily future adverse investment opportunities or future adverse habit
changes.7

As shown in Table 2, accounting for habit a¤ects all components of asset demand.
Table 3 shows the combined e¤ect of taking habit into consideration in the optimal
portfolio choice. The numbers are obtained simply by subtracting the optimal demand
for a given value of � from the optimal demand given � = 1: Despite the e¤ect from
the intertemporal hedge component being positive, we overall see a negative e¤ect of
accounting for habit on the mean optimal demand for both stocks and bonds. This is
primarily due to a large decrease in the myopic demand. For  = 10 we see an increase in
demand for stocks due to a larger positive e¤ect on intertemporal hedge demand than the
corresponding negative e¤ect on myopic demand. Overall, the habit e¤ect decreases in 
due to the intertemporal hedge component carrying more weight as  increases. Panels
A2 and B2 show the importance of habit illustrated by the fraction of habit demand to
total demand. The results clearly show that for a given value of  accounting for habit
has great importance. Consider, for example, an investor with  = 2 and � = 0:05. This
investor should optimally invest 83% of his wealth in stocks and 23% in bonds. If habit
is erroneously neglected the investor would be advised to invest 169% of his wealth in
stocks and 170% in bonds. These di¤erences are clearly economically signi�cant.

The model�s feature of lower stock holdings for a given utility curvature parameter 

7In a setup with internal habit, Munk (2008) �nds that optimal myopic and intertemporal hedge
demand are dampened by the presence of habit, and that this result is robust to changes in the utility
curvature parameter . This is in contrast to the results in Table 2 which show that external habit
increases intertemporal hedge demand.
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in the presence of habit compared to the standard CRRA case is in line with evidence
from the asset pricing literature. In general equilibrium models, the literature shows
that a much lower value of  is needed to obtain equilibrium in the stock market when
allowing for habit in preferences than when not. Campbell et al. (2003) �nd very high
stock holdings for moderate values of , or stated otherwise, they �nd that a high  is
needed to obtain reasonable optimal stock holdings. Campbell and Viceira (1999) obtain
a similar result in a univariate model. They state that this is a manifestation of the equity
premium puzzle. Following this statement, the results in this paper is a manifestation of
the ability of habit in preferences to resolve the puzzle.

4.4 Optimal consumption choice

Table 4 shows the consumption-wealth ratio and the long-term expected return on wealth
(calculated using (22) in Appendix 3) when the state vector is equal to its unconditional
mean. Panel A shows that for  > 1, the optimal consumption-wealth ratio is increasing
in �, while it is hump-shaped for  = 1. Hence, when habit is taken into account an
investor with  > 1 consumes a smaller fraction of his wealth compared to the standard
CRRA case. The intuition here is that an investor with habit in preferences saves a
larger fraction of wealth to maintain a bu¤er of savings from which he can consume if the
habit level experiences unexpected increases, and hence enables him to consume above
his habit level. We can also interpret the result using (9) and Panel B. According to
(9), a decrease in � will partly lead to an increase in consumption through the expected
portfolio return (the �rst term) and partly to a decrease through expected habit growth
(the second term). However, the portfolio return is endogenous and as shown in Panel
B, it is strictly increasing in �. This can be explained by the same arguments presented
in the previous section: An investor whose consumption path is close to habit tilts his
portfolio allocation towards the less risky benchmark asset to minimize the risk of not
being able to honor the habit level, and this implies a lower average return on wealth.
Hence, the investor with a low � obtains a low return on wealth, which o¤sets the increase
in 1� �=, and thus the consumption-wealth ratio declines. For  = 1, the consumption
�rst increases and then decreases as � decreases. The explanation in this case is that
initially the decrease in expected return is not large enough to o¤set the increase in
1� �=.

An investor with a high utility curvature parameter who does not account for habit
wants to maintain a constant expected consumption growth over time regardless of cur-
rent investment opportunities, cf. (5). This can be accomplished by consuming the
long-term expected return on wealth adjusted by a precautionary savings term, cf. (7).
Comparing the results in Panel A and Panel B, we see that for  = 10 the consumption-
wealth ratio (2:14) is fairly close to the long-term expected return (3:50). When habit is
taken into account, (5) shows that the expected consumption growth is no longer con-
stant since the investor wants to match consumption growth to growth in his habit level.
Hence, the investor will decrease his consumption today to ensure a future consumption
growth that will match the growth in habit. This implies that the optimal consumption-
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wealth ratio will deviate from the long-term expected return on wealth for an investor
with a high  if he accounts for habit, and that this di¤erence will increase as � decreases.
This is seen from (7) and veri�ed by the results in the last row of Panel A and Panel B.

4.5 Portfolio allocation and consumption over time

The previous two sections describe how the optimal portfolio and consumption choice
vary across  and � when the state vector is equal to its unconditional mean. This
section shows how the optimal portfolio and consumption choice vary over time, i.e. for
di¤erent values of the state vector. Figure 1 shows the optimal demand for stocks (upper
plot) and bonds (middle plot) and the consumption-wealth ratio (lower plot) for  = 2
and � = 1 and 0:1: The optimal portfolio and consumption choice are both functions
of the state vector whether the investor accounts for habit or not, which implies that
portfolio weights and consumption-wealth ratios evolve similarly over time irrespective
of the value of �. The di¤erence between the optimal choices for � = 1 and � = 0:1
lies in the size of the coe¢cients as determined by (14)-(15) and (17)-(19). According
to Table 2 the mean optimal demand for stocks and bonds are higher when habit is not
taken into account than when it is allowed to in�uence the portfolio decision. The upper
plot in Figure 1 shows that this result depends on the signal the state vector is giving
about future returns. In the late 1990s and the beginning of the new millennium the
optimal allocation to stocks was higher when habit was taken into account than when it
was disregarded. Likewise for bonds in, for example, the mid 1960s and early 1980s. The
explanation is that the introduction of habit increases the investor�s aversion to risk, and
the more risk averse the investor is, the less sensitive he is to signals given by the state
vector. This is also very clear from Figure 1. Given � = 1 the demand for stocks ranges
from -311% to 935%, while the demand for bonds lies in the interval -1902% to 1498%.
For � = 0:1 the corresponding intervals are 12% to 176% and -180% to 164%. The same
explanation holds for the di¤erence in the optimal consumption-wealth ratios shown in
the lower plot.

4.6 Relative risk aversion

The setup in this paper implies that the investor�s relative risk aversion varies over
time. To derive the time series for relative risk aversion, which is given as =St where
St = (Ct �Ht) =Ct, we need to construct time series for habit and consumption. Based
on the optimal consumption-wealth ratio and the realized portfolio return, we can extract
consumption through the budget constraint (2) provided we choose an initial value for
wealth, W �

1 . Likewise, provided we choose an initial habit level, H
�

1 , we can extract
the time series for habit through �ht, which is an exogenous variable. Consumption
must be above habit for utility to be well de�ned, which imposes restrictions on the
initial habit-wealth ratio. Solving recursively backwards the following condition must be
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!

, 8t: (20)

This basically implies that the empirical results presented in the previous sections are
valid only if the investor�s initial habit-wealth ratio satis�es the above inequality. The
notion of imposing conditions on the initial wealth and habit level to ensure that con-
sumption stays above habit is often used in the existing literature; see e.g. Polkovnichenko
(2007) and Munk (2008). Gomes and Michaelides (2003) tackle this issue by only solving
the optimization problem for parameter values for which the probability of consumption
falling below habit is either zero or negligible. This approach is slightly di¤erent from
imposing initial conditions on wealth and habit, but still similar in spirit.

Figure 2 shows relative risk aversion and surplus consumption ratio for an investor
with  = 2 and � = 0:1 who follows the optimal policy provided by the model. The
�gure contains three plots corresponding to three di¤erent scenarios. In each scenario
the underlying VAR model is the same, i.e. the same state variables are used to predict
future returns, but the asset menu is di¤erent. In the upper plot, the investor has access
to only stocks, in the middle plot only bonds are available, and in the lower plot the
investor can invest in both stocks and bonds. The size of relative risk aversion depends
on the initial value of habit relative to consumption, and since the initial habit level can
be chosen arbitrarily provided it satis�es (20) we cannot interpret the magnitude of this
risk measure. However, we can interpret how it evolves over time and across the three
plots since these are constructed with the same initial habit-wealth ratio. Figure 3 shows
the underlying consumption and habit series.

First, consider the upper plot in Figure 2, where the investor only has access to stocks.
After a decrease in the early 1950s, relative risk aversion remained fairly stable until it
experienced a large increase in the early 1970s. From its peak in 1974, relative risk aver-
sion decreased more or less continuously until the late 1980s, only interrupted by small
increases in the late 1970s and mid 1980s. From 1990 until 2003 relative risk aversion
increased before decreasing in the �nal part of the sample period. This development is
driven solely by the investor�s choice of consumption-wealth ratio and returns obtained
in the �nancial markets. For example, if the investor obtains negative returns on his in-
vestments and maintains a relatively stable consumption-wealth ratio, he will experience
negative consumption growth. This is what happened in the 1970s, where especially the
dividend-price ratio indicated increasing future returns, which implied a larger fraction of
wealth invested in stocks and a slightly increasing consumption-wealth ratio. However, in
this period the returns on stocks were negative and quite large in absolute value, which in
combination with the relatively stable consumption-wealth ratio implied a large decrease
in investor�s consumption. The increase in relative risk aversion in the 1990s is not due
to negative returns but is instead a result of the decline in consumption-wealth ratio and
stock holdings, which results in negative (or zero) consumption growth. Combined with
large growth in habit (per capita consumption) during the 1990s, this implies an increase
in relative risk aversion. These movements are clearly visible in Figure 3. In general, we
observe large consumption declines, and hence large increases in relative risk aversion in
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periods where the state vector performs poorly in forecasting future returns. In contrast,
when portfolio returns and consumption choices result in consumption growth larger than
habit growth, relative risk aversion decreases.

The middle plot in Figure 2 shows that an investor who only has access to bonds has
experienced a fairly stable relative risk aversion over the entire sample period except for
the 1970s, where it temporarily spiked up. From Figure 3 it is clear that this is not due
to a large decline in consumption, but rather the result of an consumption level that is
already very close to habit. Throughout the 1980s and early 1990s investments in the
bond market prompted a very large consumption increase compared to habit, resulting
in a dramatic decrease in relative risk aversion. Finally, the lower plot in Figure 2 shows
that the relative risk aversion of an investor who has access to both stocks and bonds
follows the same movements as in the other two scenarios. Until 1980 the relative risk
aversion resembles that in the upper plot and after 1980 it resembles that in the lower
plot.

It is important to note that the model presented in this paper is a partial equilibrium
model. More speci�cally it is a portfolio and consumption choice model for an investor
who only has �nancial wealth (i.e. no labor income) and who only invests in stocks
and bonds. In other words, the investor must rely on returns on the �nancial markets to
sustain a consumption level above habit. If he does not do well on the �nancial market, he
will inevitable experience a decrease in surplus consumption ratio and hence an increase
in relative risk aversion. Thus, the surplus consumption ratios and relative risk aversion
shown in Figure 2 must not be confused with those derived in the asset pricing literature,
which deals with general equilibrium models. Furthermore, the model allows the investor
to short-sale and gear his investments without limits, which can result in extremely large
consumption growth as seen in the 1980s.

5 Concluding remarks

This paper provides an approximate analytical solution to long-term investors� optimal
portfolio and consumption choice under time-varying investment opportunities and exter-
nal habit. The analytical solution shows that introducing habit can have a large impact
on the optimal policies and an empirical application on US data illustrates that this
impact is economically signi�cant. The novel element in this paper is the speci�cation
of habit as external. This implies that the investor does not have full disclosure of the
habit process and at best can incorporate an assumed parametric speci�cation of habit
in his portfolio and consumption decisions.

Models on optimal portfolio and consumption choice in a stochastic environment
where the investor accounts for habit face the risk that the investor is not able to honor
his habit level. This event can potentially occur if habit experiences large unexpected
increases and wealth simultaneously decreases unexpectedly due to large negative shocks
on the �nancial assets. In a setting with internal habit and a known risk free rate over a
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�nite investment horizon, Polkovnichenko (2007) derives feasibility constraints that need
to be satis�ed for all portfolio and consumption choices over the investment horizon. The
present setting does not allow for an equivalent approach, and hence the optimization
problem is solved unrestricted similar to, for example, Heaton and Lucas (1997) and
Gomes and Michaelides (2003). There are, however, ways to minimize or circumvent this
risk. First, the investor is currently only endowed with �nancial wealth, which implies
that he must rely on returns on the �nancial markets to sustain a consumption level
above habit. Incorporation of labor income gives the investor a secondary and usually
less volatile income stream, which can help keep consumption above habit. Second, the
investor is currently only allowed to borrow (or short-sale) to gear investments. Often,
investors are to a certain extent also allowed to borrow (though at a high interest rate)
simply to �nance consumption, i.e. to run up debt. Such a feature in the model would
ensure that the investor can always consume above habit. Third, on a more technical
note an essential feature of the model is the expansion point used to linearize the surplus
consumption ratio. We can interpret the expansion point as a measure of the distance
between investor�s consumption and habit. Currently, the expansion point is assumed
to be constant over time, but a time-varying expansion point would allow the investor
to take the actual distance between habit and consumption into account in his portfolio
and consumption decisions. Note, however, that this does not ensure consumption above
habit since wealth and habit can still experience large negative and positive shocks,
respectively, but it can help reduce the risk through the expansion point�s e¤ect on the
optimal policies. I leave these possible extensions for future research.
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7 Appendix

7.1 Appendix 1: Surplus consumption ratio

The change in log surplus consumption ratio �st+1 can be written in the following way

�st+1 = log

�
Ct+1 �Ht+1

Ct+1

�
� log

�
Ct �Ht
Ct

�

= log

�
1�

Ht+1
Ct+1

�
� log

�
1�

Ht
Ct

�

= log (1� exp (ht+1 � ct+1))� log (1� exp (ht � ct)) .

To get a linear relation I perform a �rst-order Taylor expansion of ft(ht�ct) = log (1� exp (ht � ct))
around the mean habit-consumption ratio E (ht � ct). The �rst derivative is given as

f 0t(ht � ct) =
� exp (ht � ct)

1� exp (ht � ct)
.

The Taylor expansion yields the following result

ft(ht � ct) � log (1� exp [E (ht � ct)])�
exp [E (ht � ct)]

1� exp [E (ht � ct)]
[(ht � ct)� E (ht � ct)]

= log � +
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1� �
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�
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1
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�
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�
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1
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�
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where � = 1� exp [E (ht � ct)] and k2 = log � +
1��
�
log(1� �). Thus we get

�st+1 = k2 +

�
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�
(�ht+1 ��ct+1) .

We can evaluate the approximation error from this expansion by examining the re-
mainder terms. The second derivative of ft(ht � ct) is

f 00t (ht � ct) =
� exp (ht � ct)

[1� exp (ht � ct)]
2 ;
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which implies the following Lagrange remainder term

Rt(ht � ct) =
1

2

� exp (ht � ct)
�

[1� exp (ht � ct)
�]
2 [(ht � ct)� E (ht � ct)]

2 ;

where (ht � ct)
� is a number between E (ht � ct) and (ht � ct). The combined remainder

term for the log surplus consumption ratio is then given by

Rt(ht+1 � ct+1)�Rt(ht � ct)

=
1

2

� exp (ht+1 � ct+1)
�

[1� exp (ht+1 � ct+1)
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2

�
1

2

� exp (ht � ct)
�

[1� exp (ht � ct)
�]
2 [(ht � ct)� E (ht � ct)]

2 ;

which shows that the approximation error is zero if ht � ct is constant. Furthermore,
given that (ht+1 � ct+1)

� = (ht � ct)
�, we can write the remainder term as

Rt(ht+1 � ct+1)�Rt(ht � ct)

=
1

2

� exp (ht � ct)
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�]
2
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2
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;

which shows that the approximation error is zero if ht � ct is constant irrespective of
the expansion point. Note also that irrespective of the expansion point (ht+1 � ct+1)

�

and (ht � ct)
� can be arbitrarily close, and that this implies that at a given point

in time the approximation error is (close to) zero if the expansion point is equal to
1
2
[(ht+1 � ct+1) + (ht � ct)].

7.2 Appendix 2: Conditional covariance between ct � wt and

returns

Based on the conjectured policy rule for the consumption-wealth ratio, we can write
Covt (ct+1 � wt+1; ri;t+1 � r1;t+1) as

Covt (ct+1 � wt+1; ri;t+1 � r1;t+1)
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where �
(i)
v denotes the i�th column of �v and v

(i)
t+1 denotes the i�th row of vt+1. To

derive the expression for the covariance, I use the fact that vt+1 is conditionally normally
distributed, which implies that all third moments are zero. Stacked, this yields
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7.3 Appendix 3: Optimal consumption rule

The optimal consumption rule is given by the di¤erence equation

ct�wt = ��
�


log ��� (1� �)Et�ht+1+�

�
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�



�
Etrp;t+1���p;t+�k1+�Et (ct+1 � wt+1) :

(21)
To verify the conjectured consumption rule, where the consumption-wealth ratio is a
quadratic function of the state vector, we need to derive expressions for each of the
elements entering (21).

The expected change in log habit is a linear function in the state vector

Et�ht+1 = Hh�0 +Hh�1zt;

where Hh is a selection vector that selects log habit growth from the state vector.

The expected consumption-wealth ratio is a quadratic function in the state vector
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The expected portfolio return is a quadratic function in the state vector
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Finally, the variance term �p;t is also a quadratic function in the state vector. Using
the trivial equality (6) and the log-linearized budget constraint (4), and ignoring time t
terms and constants, we can write the argument of the variance term as follows
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Calculating the variance of the above argument, we get
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where I use the fact that vt+1 is conditionally normally distributed, which implies that
all third moments are zero. V art
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where Im2 is an identity matrix of dimension m2, Qij is an m � m zero matrix except
for the (i; j)�th element which is equal to 1, and 
 is the Kronecker product operator.
Putting the pieces together, we get
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Combining these results, we get the following expression for the consumption-wealth
ratio
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�
�
�


log � � (1� �)Hh�0 +

�
1�

�



�
�0 � 
0 + k1 +	0

�

�1 = �

�
� (1� �)Hh�1 +

�
1�

�



�
�1 � 
1 +	1

�

�2 = �

��
1�

�



�
�2 � 
2 +	2

�
:

This con�rms the conjectured policy rule on the consumption-wealth ratio. Note, �0;�1;�2
depend on b0;B1;B2. Hence, for the solution to be consistent fb0;B1;B2g must solve
the following set of equations

b0 = �0

B1 = �
0

1

vec (B2) = �
0

2:
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8 Tables and �gures

Table 1. VAR(1) slope coe¢cient estimates and innovation correlations.

Dependent rbtt xrt xbt yt dt � pt sprt �ht R2

variable (t) (t) (t) (t) (t) (t) (t)

rtbt+1 0.406 -0.005 -0.014 -0.026 0.001 0.172 -0.041 0.160
(4.84) (-0.91) (-0.54) (-0.09) (0.54) (0.73) (-0.65)

xrt+1 -0.485 0.032 0.421 -3.048 0.031 0.746 0.078 0.068
(-0.54) (0.43) (1.53) (-0.99) (1.95) (0.26) (0.09)

xbt+1 0.202 -0.060 -0.106 0.667 -0.001 3.313 -0.298 0.097
(0.77) (-3.04) (-1.06) (0.57) (-0.13) (2.97) (-0.97)

yt+1 -0.036 0.005 0.004 0.603 0.000 0.112 0.061 0.355
(-1.33) (2.92) (0.32) (6.06) (0.06) (1.07) (2.09)

dt+1 � pt+1 -0.104 -0.006 -0.248 5.228 0.975 1.046 0.034 0.958
(-0.12) (-0.08) (-0.88) (1.66) (62.09) (0.36) (0.04)

sprt+1 0.016 -0.001 0.001 0.016 0.000 0.765 -0.031 0.560
(0.70) (-0.68) (0.07) (0.21) (-0.19) (9.78) (-1.43)

�ht+1 0.109 0.021 0.035 0.072 -0.002 0.464 0.241 0.254
(1.84) (3.46) (1.77) (0.34) (-1.60) (2.41) (3.73)

Cross-corr.
of residuals

rtb xr xb y d� p spr �h

rtb 0.656 0.166 0.332 -0.312 -0.216 0.116 0.065
xr 7.985 0.100 -0.091 -0.970 0.039 0.070
xb 2.626 -0.731 -0.140 0.122 -0.250
y 0.234 0.130 -0.736 0.192
d� p 7.986 -0.058 -0.037
spr 0.168 -0.019
�h 0.608

Notes: rtbt = real 90-day T-bill rate, xrt = excess stock returns, xbt = excess long-term bond returns,

yt = detrended nominal 90-day T-bill yield, dt � pt = log dividend-price ratio, sprt = long-short

yield spread, �ht = growth in habit proxied by per capita consumption growth. The main diagonal in

the lower part of the table gives standard deviations on the innovations multiplied by 100.
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Table 2. Mean optimal asset demand.

 � �
1 0.2 0.1 0.05 1 0.2 0.1 0.05

(A1) Total allocation to stocks (%) (B1) Total allocation to bonds (%)

1 254.7 112.1 93.2 83.5 376.8 68.5 40.9 27.9
2 169.2 91.1 82.1 82.8 169.7 40.1 27.4 23.3
5 100.6 77.2 85.6 82.7 64.3 23.9 23.7 20.6
10 75.8 78.2 81.3 - 34.7 20.9 20.1 -

(A2) Myopic component (%) (B2) Myopic component (%)

1 254.7 50.1 24.5 11.7 376.8 69.0 30.5 11.3
2 126.8 24.5 11.7 5.3 184.4 30.5 11.3 1.7
5 50.1 9.1 4.0 1.5 69.0 7.4 -0.3 -4.1
10 24.5 4.0 1.5 - 30.5 -0.3 -4.1 -

(A3) Habit hedge component (%) (B3) Habit hedge component (%)

1 0 0.6 0.7 0.7 0 -4.8 -5.4 -5.7
2 0 0.6 0.7 0.7 0 -4.8 -5.4 -5.7
5 0 0.6 0.7 0.7 0 -4.8 -5.4 -5.7
10 0 0.6 0.7 - 0 -4.8 -5.4 -

(A4) Intertemporal hedge component (%) (B4) Intertemporal hedge component (%)

1 0 61.4 68.1 71.2 0 4.3 15.8 22.3
2 42.4 66.0 69.7 76.8 -14.7 14.4 21.5 27.4
5 50.5 67.5 81.0 80.6 -4.7 21.2 29.4 30.4
10 51.3 73.6 79.1 - 4.2 26.0 29.6 -
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Table 3. Mean habit demand.

 � �
1 0.2 0.1 0.05 1 0.2 0.1 0.05

(A1) Total habit demand for stocks (%) (B1) Total habit demand for bonds (%)

1 0 -142.7 -161.5 -171.2 0 -308.3 -335.9 -348.9
2 0 -78.1 -87.1 -86.4 0 -129.6 -142.3 -146.3
5 0 -23.3 -14.9 -17.8 0 -40.5 -40.6 -43.8
10 0 2.4 5.5 - 0 -13.8 -14.6 -

(A2) Habit fraction of total demand (%) (B2) Habit fraction of total demand (%)

1 0 -127.3 -173.3 -204.9 0 -450.0 -822.4 -1251.0
2 0 -85.7 -106.1 -104.3 0 -323.5 -519.9 -627.0
5 0 -30.2 -17.4 -21.6 0 -169.7 -171.2 -212.7
10 0 3.1 6.8 - 0 -66.2 -72.8 -
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Table 4. Mean optimal consumption-wealth ratio and long-term expected return on
wealth.

 �
1 0.2 0.1 0.05

(A) Consumption-wealth ratio (%)

1 1.54 2.70 1.85 1.21
2 4.09 1.88 1.23 0.62
5 3.00 1.09 0.38 0.00
10 2.14 0.49 0.00 -

(B) Long-term expected return on wealth (%)

1 13.05 5.66 3.74 2.69
2 10.14 3.72 2.67 2.18
5 5.52 2.41 2.12 1.85
10 3.50 2.01 1.84 -
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Figure 1. Portfolio and consumption choice over time for  = 2.
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Figure 2. Relative risk aversion and surplus consumption ratio over time for  = 2 and
� = 0:1.
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Figure 3. Consumption and habit over time for  = 2 and � = 0:1.
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