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Abstract

In this thesis we consider two-person zero-sum stochastic games with a special
focus on how tools from the mathematical field of semi-algebraic geometry
have been applied to these games.

In the first of two parts of the thesis we introduce stochastic games and
prove a complexity result about computing the value of a type of stochastic
games called concurrent reachability games. We show that the value of a
finite-state concurrent reachability game can be approximated to arbitrary
precision in TFNP[NP], that is, in the polynomial time hierarchy. Previously,
no better bound than PSPACE was known for this problem.

In the second part we go into the parts of semi-algebraic geometry theory
that have been applied to stochastic games, and we provide a survey of the
results in stochastic games that have been proved using these tools. We then
go on to use semi-algebraic geometry to show that for limiting average games,
the most general class of stochastic games we consider, there is a particularly
nice class of stationary strategies that we will call monomial strategies which
are ε-optimal among stationary strategies. This implies that all concurrent
reachability games have a monomial family of ε-optimal strategies. We follow
this up by proving numerically precise versions of some sampling theorems
from semi-algebraic geometry. We apply these to the results of [40] to get
precise bounds for the patience of concurrent reachability games, and obtain
bounds for the monomial strategies that we have proven to exist.
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Resumé

I denne afhandling studerer vi to-personers nulsums stokastiske spil med fokus
på hvordan redskaber fra semi-algebraisk geometri er blevet anvendt indenfor
disse spil.

I den første af de to dele af afhandlingen introducerer vi stokastiske spil, for
efterfølgende at bevise et resultat om kompleksiteten af at udregne værdien for
concurrent reachability spil, som er en type af stokastiske spil. Vi beviser at
værdien af et concurrent reachability spil med en endelig mængde positioner
kan approximeres til vilkårlig præcision i TFNP[NP]; det vil sige at problemet
ligger i polynomieltidshierarkiet. Tidligere var PSPACE den bedste kendte
grænse for problemet.

I anden del beskriver vi de dele af semi-algebraisk geometri som har været
anvendt i stokastiske spil og gennemgår de resultater indenfor stokastiske spil,
som er blevet bevist med disse redskaber. Dernæst benytter vi os af semi-
algebraisk geometri for at bevise at limiting average spil, den meste generelle
type af stokastiske spil vi ser på, har en pæn klasse af stationære strate-
gier som vi kalder monomielle strategier, som er ε-optimale blandt stationære
strategier. Specielt får vi at alle concurrent reachability spil har en monomiel
familie af ε-optimale strategier. Vi opfølger dette ved at bevise numerisk præ-
cise udgaver af nogle sampling sætninger fra semi-algebraisk geometri. Denne
præcise udgave benytter vi så sammen med resultaterne fra [40] til at få præ-
cise grænser for tålmodigheden af concurrent reachability spil, samt benytter
den til at få grænser på de monomielle strategier vi har bevist eksisterer.
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Preface

My area of research lies within algorithmic game theory, in particular I have
done work on stochastic games and concurrent reachability games, but also
work on algorithmic mechanism design without money such as approximate
social welfare maximization, fair division and kidney exchange.

This thesis will be about the work I have done within stochastic games with
a focus on how tools from the field of semi-algebraic geometry can be applied
in this setting. The thesis is based on the following papers and manuscript.1

1. “Approximating the Value of a Concurrent Reachability Games in the
Polynomial Time hierarchy”, Søren Kristoffer Stiil Frederiksen and Peter
Bro Miltersen. In Proceedings of the 24th International Symposium on
Algorithms and Computation (ISAAC 2013) [30].

2. “Monomial Strategies for Concurrent Reachability Games”, Søren Kristof-
fer Stiil Frederiksen and Peter Bro Miltersen. In Proceedings of the 7th
International Workshop on Reachability Problems (RP 2013) [29].

3. “Meticulous algebraic sampling theorems with applications to concur-
rent reachability games”, Søren Kristoffer Stiil Frederiksen, Kristoffer
Arnsfelt Hansen, Tongyang Li and Peter Bro Miltersen, Manuscript,
(2015) [31].

The thesis is split into two parts. Part I is solely about stochastic games
and consists of the two chapters; Chapter 1 which will introduce the different
variants of stochastic games as well contain a short introduction to some of the
problems about them that have been studied in computer science. Chapter 2 is
based on the paper 1. and does not use any tools from semi-algebraic geometry.
Part II is about semi-algebraic geometry and in particular its applications in
stochastic games. It consists of three chapters; Chapter 3 which introduces

1The order of authors is alphabetical.
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Contents

semi-algebraic geometry and the tools that the rest of Part II is based on.
Chapter 3 also contains a survey of the stochastic games literature where
semi-algebraic tools has been applied, and goes into some depth as to how
these tools have been applied. Finally Chapter 4 and Chapter 5 are based on
the papers 2. and 3. that both use semi-algebraic geometry to prove results
about stochastic games.

In addition to the papers within stochastic games, my Ph.D. studies have
also resulted in the following papers and manuscripts within algorithmic mech-
anism design.

4. “Randomized Assignments for Barter Exchanges: Fairness vs Efficiency”,
Wenyi Fang, Aris Filos-Ratsikas, Søren Kristoffer Stiil Frederiksen, Ping-
zhong Tang and Song Zuo. Accepted to Fourth International Conference
on Algorithmic Decision Theory (ADT 2015) [24].

5. “The Adjusted Winner Procedure: Characterizations and Equilibria”,
Haris Aziz, Simina Branzei, Aris Filos-Ratsikas and Søren Kristoffer Stiil
Frederiksen. Accepted to International Joint Conference on Artificial
Intelligence (IJCAI 2015) [1].

6. “Social welfare in one-sided matchings: Random priority and beyond”,
Aris Filos-Ratsikas, Søren Kristoffer Stiil Frederiksen and Jie Zhang. In
Proceedings of the 7th International Symposium on Algorithmic Game
Theory (SAGT 2014) [27].

7. “The Fisher Market Game: Equilibrium and Welfare”, Simina Branzei,
Yiling Chen, Xiaotie Deng, Aris Filos-Ratsikas, Søren Kristoffer Stiil
Frederiksen and Jie Zhang. In Proceedings of the Twenty-Eighth AAAI
Conference on Artificial Intelligence (AAAI 2014) [11].

8. “Truthful Facility Assignment”, Ioannis Caragiannis, Aris Filos-Ratsikas,
Søren Kristoffer Stiil Frederiksen, Kristoffer Arnsfelt Hansen and Zihan
Tan, Manuscript, 2015.

9. “Welfare Ratios in One-Sided Matching Mechanisms”, George Christo-
doulou, Aris Filos-Ratsikas, Søren Kristoffer Stiil Frederiksen, Paul W.
Goldberg, Jie Zhang and Jinshan Zhang, Manuscript, 2015 (online) [18].

10. “The Complexity of the Consensus-halving Problem”, Aris Filos-Ratsikas,
Søren Kristoffer Stiil Frederiksen, Paul W. Goldberg and Jie Zhang,
Manuscript, 2015.

Since the defense of the thesis, it has been revised with minor spelling cor-
rections, and the result of Chapter 2 has been improved slightly which only
involves changes in §2.4. In particular the result has been improved to put
the problem in the complexity class TFNP[NP] as opposed to P[NP[NP]].
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Part I

Stochastic Games
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Chapter 1

Background

“n Spieler S1, S2, . . . , Sn spielen ein gegebenes Gesellschaftsspiel G.
Wie muß einer dieser Spieler Sm, spielen, um dabei ein möglichst
günstiges Resultat zu erzielen?”

— John von Neumann, zur Theorie der Gesellschaftsspiele.

In this chapter we provide an introduction to two-person zero-sum stochastic
games. First in §1.1 we give a general introduction to this type of games. In
the sections that follow we then consider the main types of stochastic games.
Finally in §1.6 we will look at some of the recent work done on these games
in the computer science community.

1.1 Stochastic games
Game theory as a field to a large extent started with von Neumann’s seminal
paper [53] which starts out with the question “n players S1, S2, . . . , Sn are
playing a given game of strategy G. How must one of the participants, Sm,
play in order to achieve a most advantageous result?”. As von Neumann points
out in his paper, this question raises many new questions. What kind of game
are we talking about? What does it mean to play advantageously when many
players are involved? What does advantageous play even mean? From a
computer science standpoint another set of these questions arises. How do we
compute a good strategy for the player? How do we even represent strategies
on a computer? Can we design efficient algorithms for deciding whether a
game is advantageous to participate in?1

The study of game theory was not popularized until “Theory of Games and
Economic Behavior” [73] by von Neumann and Morgenstern, but in retrospect

1For some interesting reading on the early years of game theory, we refer to the paper
by Kjeldsen [46].
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1. Background

it is not hard to see how this single question could be a basis for a whole
field of research spanning multiple disciplines. While von Neumann in his
paper focused on two-player zero-sum matrix games and proved the celebrated
minimax theorem, this question has led to many different research directions
since then. The part of game theory that this thesis is about, is the theory
of stochastic games initiated by Shapley in 1953 [65]. A stochastic game as
defined by Shapley is a game very similar to matrix games except instead of
only being played on one matrix, it is played over some finite number N of
positions with one of the positions being the starting position start. In each
position k ∈ {1, . . . , N}, Player I chooses i, one of its mk different actions
available, Player II simultaneously and without knowledge of the choice of
Player I chooses j, one of its nk different actions available. Depending on
the choices i, j, then Player II pays akij ∈ R to Player I, and the game moves
to position l with probability pklij . As the play can continue indefinitely, the
question of how to accumulate these payments needs to be answered, which
will be a topic of the next sections. The interpretation of the payment akij ∈ R
is in the case of akij > 0 that Player I receives akij from Player II, and in the case
of akij < 0 that Player II receives −akij from Player I. As the payments always
pass from one player to the other, stochastic games as defined by Shapley
belong to the well-known class of two-player zero-sum games.

Similarly to the case of matrix games, there are many suggestions of gen-
eralizing Shapley’s basic setting for stochastic games, either by removing the
zero-sum requirement [28, 47, 50, 69, 74], allowing more than two players
[25, 50, 55], or by having an infinite number of actions and positions [50, 55, 57]
among others, with the cited papers being only a small selection of the work
in these directions. All of these types are collectively called stochastic games,
but in this thesis, we will restrict ourselves to the two-player zero-sum setting
with finite number of actions and positions, and refer the interested reader to
the literature mentioned above.

1.2 Shapley games

The first type of stochastic games was the ones defined in 1953 by Shapley [65],
which we will refer to as Shapley games. In Shapley games in each position k
when each player chooses the actions i, j the game moves to position l with
probability pklij depending on the choices i, j and the game stops with non-zero
probability skij , i.e. skij +

∑
l p
kl
ij = 1. The payments akij accumulate simply

by summing up throughout the entire play, with the accumulated payments
being called the payoff of Player I. Since the game stops with probability 1
the expected payoff will always be finite. The goal of Player I is naturally to
maximize its expected payoff, and Player II’s goal can similarly be described
as trying to minimize the expected payoff of Player I.

6



1.2. Shapley games

Shapley notes that by having the same stopping probability λ for all posi-
tions and pairs of actions, this model is equivalent to the case where the game
has zero stopping probability, i.e. plays continue forever, but the payment in
round t is discounted by (1 − λ)t. Because of this, Shapley games are often
referred to as λ-discounted stochastic games, where λ is the discount factor.

In general, the players’ behavior in the game can depend on the history of
the game, such that which probabilities the players use to decide their next
actions depends on the sequence of states seen so far, as well as the actions
played in each state. Formally we have the following definitions.

Definition 1.1. We say that a history h of the game is a sequence of the
form (k1, i1, j1, k2, i2, j2, . . . , kl−1, il−1, jl−1, kl) of states and actions up until
a current state kl. A (behavioral) strategy for a player is a mapping from
the set of histories H to probability distributions over the actions available
to the player in the current state kl of the history. A pure strategy is a
strategy where for each history the probability distribution picks one of the
actions with probability 1 and the other ones with probability 0. A stationary
strategy is a strategy where the probability distribution only depends on the
current position of the history.

It was Shapley who introduced the notion of stationary strategies, where
the players’ choice of action only depends on what position the game is in
at that point. Since the choice of action ignores the history of how the play
ended up in this position, a stationary strategy of a player can be exactly
described by N probability distributions, one for each position, as opposed to
the general case which would need a probability distribution for every possible
history of play to describe the strategy.

The lower value of the game of a stochastic game is the expected payoff
for Player I, when Player I fixes a strategy first, and Player II gets to pick a
strategy after seeing Player I’s choice. Similarly the upper value of the game
is when Player I gets to pick its strategy after seeing the choice of Player II.
To define it more formally, consider a stochastic game and let X and Y be the
sets of all strategies of Player I and Player II respectively. Let uk(x, y) denote
the expected payoff of Player I starting from position k when Player I plays
the strategy x and Player II plays the strategy y, then:

• The Lower value of the game is supx∈X infy∈Y ustart(x, y),

• the Upper value of the game is infy∈Y supx∈X ustart(x, y).

It is easy to see that the lower value of the game is always smaller than the
upper value of the game, as the player who gets to pick its strategy later,
potentially has an advantage. For the case that the values are equal we have
the following definition.

7



1. Background

Definition 1.2. If the lower value of the game coincides with the upper value
of the game, the common value is called the value of the game.

Remark 1.1. These definitions are the same over the types of games considered
in this chapter, with the only difference being the payoff function uk(x, y) used
in each type of game.

Remark 1.2. For the case of λ-discounted games, the payoff function of the
player is often considered to be λ · uk(x, y) where uk(x, y) is the expected
payoff as described above, see for example [26, Section 4.3].

Shapley also proved in his paper [65] the following theorem, which shows
that the value of the game for Shapley games always exists.

Theorem (Shapley [65, Theorem 1]). Every stochastic game has a value, and
it is the unique solution v = (v1, .., vN ) of the system

vk = val[Ak(v)] , k = 1, 2, . . . , N

where Ak(v) is the matrix game with the entries akij +
∑N
l=1 p

kl
ijvl, and with

val[Ak(v)] being the value of that matrix game. Then vk is the value of the
stochastic game starting from position k.

Remark 1.3. The vector v is often referred to as the value vector of the game,
and in many context the starting position of the game is omitted as the general
case is considered instead.

It is interesting to note that the operator derived from the equation vk =
val[Ak(v)] is actually a more general version of the value iterator for Markov
Decision processes discovered a few years later by Bellman [5]. Several papers
have looked into the complexity of approximating the value of a stochastic
game by repeatedly applying this operator, see for example [61, 62, 72, 75] for
some adaptations.

Shapley also proved that stationary strategies are sufficient for the players
to achieve the value.

Theorem (Shapley [65, Theorem 2]). There exist stationary strategies x∗ and
y∗ that are optimal for Player I and Player II, for any starting position.

This allows a simplified way of writing the value as one of these expressions

max
x stationary

min
y pure

uk(x, y) = max
x stationary

min
y stationary

uk(x, y)

= min
y stationary

max
x stationary

uk(x, y) = min
y stationary

max
x pure

uk(x, y)

The second equality comes from Shapley’s theorem. The other equalities
follow immediately from the following observation.

8



1.3. Recursive games

Observation 1.1. When one player fixes a stationary strategy, then from the
point of view of the other player, the game reduces to a perfect information
one-player stochastic game, also known as a Markov Decision Process, so pure
strategies are enough to play the game to optimality (see Bellman [5]).

1.3 Recursive games

A few years after Shapley’s paper, Everett in [23] proposed a generalization
of Shapley games. Instead of requiring that the games are guaranteed to stop
with probability 1, Everett proposes recursive games where in each position
k and choices i, j that the game ends with any probability skij , but only if it
stops will Player II pay ekij to Player I. So unlike discounted games underway
in the game there are no payments, implying that the payoff for Player I is
either 0 if the game never terminates, or ekij if the game terminates in position
k with Player I having chosen i and Player II having chosen j.

Everett notes that Shapley games can be viewed as a special case of re-
cursive games. Consider any Shapley game with stopping probabilities skij
and payments akij , then the expected payoff for Player I in the game can be
rewritten as

E [Payoff for Player I | choices i, j] = 0 · skij + akij +
∞∑
t=1

rt = skij

(
akij
skij

)
+
∞∑
t=1

rt.

where rt is the payoff in each of the following rounds t. The right-hand side
is equal to the expected payoff for Player I in the recursive game where the
game ends with probabilities skij and payments akij/skij .

Similar to the case of Shapley games, Everett proved that recursive games
always have a value v, but unlike Shapley games, there might not be an optimal
strategy that can guarantee the value, even when considering non-stationary
strategies. However, for any ε > 0 there exists ε-optimal stationary strategies,
which guarantee the player an expected payoff of v − ε.

Theorem (Everett [23, Theorem 6]). Every recursive game has a value vector
v = (v1, .., vN ) and for any ε > 0 stationary strategies x∗ and y∗ that are ε-
optimal for Player I and Player II, for any starting position.

While the theorem holds for a much broader class of games where each
position might not be describable by a matrix game (see [23] for details), we
will only be interested in the class defined here.

One example that shows the more complex strategies needed for recursive
games can be seen in the game in Figure 1.1, which was also described in
Everett [23]. First consider any strategy x of Player I. Let the strategy of
Player II be the pure strategy where it always plays the second column except
for the first time x would play the first row with positive probability δ in

9



1. Background

which case Player II plays the first column with probability 1. It is clear that
any strategy x would guarantee Player I an expected payoff of 1− δ if x ever
plays the first row with positive probability, and otherwise 0. In either case
the payoff is less than 1 for any strategy x. But the value of the game is 1,
which can be seen by considering the family of stationary strategies for Player
I which for each ε > 0 Player I plays the first row with probability 1− ε and
the second row with probability ε. By Observation 1.1 we can just consider
the pure response strategies of Player II which in either case gives a payoff of
at least 1 − ε for Player I. Taking the supremum over this family gives that
the lower value of the game is 1, and hence the value is 1.

Figure 1.1: An example of a recursive game due to Everett [23].

The example shows that even non-stationary strategies are not enough
to play the game optimally, in particular optimal play is not possible. This
implies that recursive games is a strict generalization of Shapley games.

As with Observation 1.1, because Everett’s theorem guarantees that sta-
tionary strategies are sufficient to play the games well, the same observation
can be made here, giving us the following equalities

sup
x stationary

min
y pure

uk(x, y) = sup
x stationary

inf
y stationary

uk(x, y)

= inf
y stationary

sup
x stationary

uk(x, y) = inf
y stationary

max
x pure

uk(x, y)

This will be used later in Chapter 2 to help in the computation of the value.

1.4 Limiting average games
Independently of Everett, the same year Gillette [33] proposed another gener-
alization of Shapley games. Gillette also considered the case with zero stopping
probability, but unlike Everett he preserved that payments could take place
during the game. This model implies that the accumulation of payments might
not be finite, so Gillette introduced the notion of the limiting average payoff.
If rt is payment to Player I in round t of play, then the limiting average payoff
for Player I is lim infT→∞ 1

T

∑T
t=0 rt.

10



1.4. Limiting average games

It is easy to see that recursive games are a special case of limiting average
games. Consider a recursive game with positions {1, . . . , N} and ending pay-
ment ek in position k. Now construct a limiting average game with the same
positions and for each position k also add a position N+k with only one action
for each players with payment ek and transition probability pN+k,N+k

11 = 1.
Thus the limiting average game goes to the position N + k with whatever
stopping probability there was in position k and stays there forever with pay-
ments ek in each round, so the limiting average payoff will be ek. Then the
two games have the same transitions and payoffs in all outcomes including
infinite play.

Whether limiting average games had a value at all, was an open problem
until 1981 when Mertens and Neyman [49] proved that the value in fact does
exist. One of the difficulties in reaching this result can be seen from the exam-
ple “The Big Match” (Figure 1.2) included in the original paper of Gillette,
which shows that stationary strategies are not sufficient for playing the game
to ε-optimality.

In The Big Match, play starts in the middle position in the figure, and
Player I can choose one of the two rows. If it plays the first row the game will
continue in this position no matter the choice of Player II. If however Player I
plays its second action, the game will go into one of two positions depending
on the action of Player II, where Player I will either get a payment of 1 every
turn, or a payment of 0 every turn. Now, if Player II fixes any stationary
strategy it can only guarantee to limit the expected payoff of Player I to 1

2 , as
if Player II plays one column more than another, Player I can simply chose the
corresponding row. On the other hand, Player I can not guarantee to get an
expected payoff of more than 0 using a stationary strategy, since if it plays the
second row with non-zero probability, Player II can just pick the first column
repeatedly. Conversely if the second row is played with zero probability, Player
II can safely always play the second column. So in The Big Match players
clearly can not have ε-optimal stationary strategies.

Figure 1.2: A limiting average game, “The Big Match” due to Gillette [33].

Interestingly, the way Mertens and Neyman proved that limiting average
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1. Background

games have a value, uses the fact that the value of the λ-discounted game has
a very nice structure from semi-algebraic geometry. This fact was a result by
Bewley and Kohlberg [6], one that we will return to in Chapter 3 along with
what this structure is.

1.5 Concurrent reachability games

The last class of games we will talk about is concurrent reachability games
introduced by Alfaro, Henzinger and Kupferman (e.g., [14, 20, 21, 38, 39]).
These are stochastic games where Player I (the reachability player) is trying
to reach a distinguished “goal” position and Player II (the safety player) is
trying to prevent him from reaching this position.

Concurrent reachability games are essentially the same as recursive games
with only positive payments. To observe this, we simply interpret the goal
position g as a position with stopping probability 1 (eg = 1), and with g
being the only position with stopping probability different from 0. Then, the
value vk for Player I of a position k is naturally interpreted as the optimal
probability of reaching the goal position when the game starts in position k.
At the same time, they also generalize Shapley games. To see this, notice that
the players’ optimal strategies do not change in Shapley games under affine
transformations of the payments, so by affinely transforming the payments to
be small enough positive numbers, one can interpret these as probabilities of
going to the goal position versus going to a position where the game never
leaves from again.

Concurrent reachability games have seen a lot of interest since their in-
troduction with the 1998 paper by Alfaro, Henzinger and Kupferman having
received almost as many citations as the paper by Everett [23] from back in
1957. These games naturally extend the turn-based reachability games that
have been extensively studied in formal methods as they represent the dual
of safety properties [71], so they have received attention from this scientific
community as well.

While many results in concurrent reachability games naturally extend to
recursive games, one separation is that Player II always has an optimal sta-
tionary strategy [42, 60]. A surprising fact is that the optimal strategies of
Player II can be very complicated to describe as shown in [17]; the probabili-
ties involved in the strategies can be of size as small as doubly exponential in
the size of the game.

1.6 Computer science and stochastic games

Algorithms for stochastic games have existed since as early as the value opera-
tor of Shapley’s original paper on stochastic games [65] as iteratively applying
the operators converges to the value of a Shapley game, also known as value
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1.6. Computer science and stochastic games

iteration. Numerous suggestions of improving this have been made over the
years [61, 62, 72, 75], including Hoffman and Karp’s adaptation “strategy it-
eration” [43] of Howard’s policy iteration for Markov decision processes [44]
to the case of computing strategies in stochastic games.

Within the last twenty years however, the intersection of computer science
and game theory has seen a lot of progress, see [37, 56, 59] for some surveys,
and a similar pattern has been seen in stochastic games. To a large extent, the
computer science community became interested in analyzing stochastic games
after the paper by Alfaro, Henzinger and Kupferman [20] was published in
1998 (the same paper that introduced concurrent reachability games). The
authors there provided polynomial time algorithms for deciding the set of
states which have value 1, but their algorithms also provided a way of com-
puting ε-optimal strategies in polynomial time for these states. Since then, the
two main directions of solving stochastic games have taken a similar pattern,
either solving the games quantitatively by computation of the value of the
games, or solving the games strategically by computing optimal or ε-optimal
strategies.

Their work has since been followed by a string of papers [14–17, 22, 29, 30,
38–40, 68]. Going back to Shapley’s paper, for many years the way of solving
the games quantitatively was based on variations on value iteration, while
solving games strategically was based on strategy iteration algorithms. Many
believe that these procedures would converge to good approximate solutions
in polynomial time, but with the papers [38, 39] this was shown not to be the
case.

For the case of limiting-average games the paper [15] by Chatterjee, Ma-
jumdar and Henzinger provided an exponential time algorithm for approxi-
mating the value. As for strategically solving these games the fact that non-
stationary strategies are required has been a barrier for approaching this. A
recent paper by Solan and Vielle [68] approaches this by designing a procedure
based on the strategies originally used by [49] that works by recomputing the
strategy at each point in time depending on how the history unfolded.

13





Chapter 2

Approximating the value of a
concurrent reachability game

In this chapter we consider the computation of the value of concurrent reacha-
bility games. This is joint work with Peter Bro Miltersen and the content was
published in the paper [30]. We show that the value of a finite-state concurrent
reachability game can be approximated to arbitrary precision in TFNP[NP],
that is, in the polynomial time hierarchy. Previously, no better bound than
PSPACE was known for this problem. The proof is based on formulating a
variant of the state reduction algorithm for Markov chains using arbitrary
precision floating point arithmetic and giving a rigorous error analysis of the
algorithm.

2.1 Introduction
Recall from §1.3 that Everett [23] showed that every concurrent reachability
game has a value which is a real number v ∈ [0, 1] with the following properties
[23, 42, 60]:

• For every ε > 0, the reachability player has a stationary strategy for
playing the game that guarantees that the game eventually moves to
the goal position with probability at least v − ε, no matter what the
safety player does; such a strategy is called ε-optimal.

• The safety player has a stationary strategy for playing the game that
guarantees that the game will never go to the goal position with proba-
bility at least 1− v, no matter what the reachability player does; such a
strategy is called optimal.
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2. Approximating the value of a concurrent reachability game

So unlike for general recursive games, Player II has an optimal stationary
strategy.

This chapter concerns the computation of v, given an explicit represen-
tation of the game (by its transition function). More precisely, as v can be
an irrational number, we consider finding an approximation to v within an
additive error of ε > 0, when the transition function and ε are given as input
(in standard fixed point binary representation, e.g., 0.00001). This problem
has an interesting history: Chatterjee et al. [13] claimed that the problem
is in NP ∩ coNP. Their suggested nondeterministic algorithm supposedly es-
tablishing this result was based on guessing stationary strategies for the two
players. Etessami and Yannakakis [22] pointed out that the correctness proof
of the algorithm of Chatterjee et al. is not correct, and that the best known
upper bound on the complexity of the problem remained to be PSPACE, a
bound that follows from a reduction to the decision problem for first order
theory of the real numbers. The crucial flaw in the argument of Chatterjee et
al. was its failure to establish correctly that the length of the standard fixed
point bit representation of the numbers associated with the stationary strate-
gies to be guessed is polynomially bounded in the size of the input. Hansen,
Koucky and Miltersen [38] subsequently established that some games actually
require strategies whose standard fixed point bit representations have super-
polynomial size. That is, not only was the correctness proof of Chatterjee et
al. incorrect, but so was the algorithm itself.

The main result of this chapter is the first “complexity class upper bound”
better than PSPACE on the computational complexity of the problem of ap-
proximating the value of a concurrent reachability game. More specifically,
our main theorem is the following:

Theorem 2.1. APPROX-CRG-VALUE can be solved in TFNP[NP].

The class TFNP[NP] (“total functions from NP with an oracle for NP”)
was defined by Megiddo and Papadimitriou [48]. A total search problem can
be solved in this class if there is a nondeterministic Turing machine M with
an oracle for an NP language, so that M runs in polynomial time and on all
computation paths either outputs fail or a correct solution to the input (in
this case, a value approximation), and on at least one computation path does
the latter. For readers unfamiliar with (multi-valued) search problem classes,
we point out that by a standard argument, the fact that APPROX-CRG-
VALUE is in TFNP[NP] implies that there is a language L in ∆p

3 = P[NP[NP]]
encoding a (single-valued) function f , so that f(G, 1k) approximates the value
of G within additive error 2−k.

In particular, if P = NP, then there is a polynomial time Turing machine
which on input G and ε outputs an ε-approximation to the value of G. This
statement does not follow from the previously known PSPACE upper bound.

Interestingly, the main key to establishing our result is to work with float-
ing point rather than with fixed point representation of the real numbers in-
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2.1. Introduction

volved in the computation. We are not aware of any previous case where this
distinction has been important for establishing membership in a complexity
class. Nevertheless, it is natural that this distinction turns out to be impor-
tant in the context of concurrent reachability games, as good strategies in
those are known to involve real numbers of very different magnitude (such as
2−1 and 2−10000000), by the examples of Hansen, Koucky and Miltersen. As
the main technical tool, we adapt the state reduction algorithm for analyzing
Markov chains due to Sheskin [66] and Grassman et al. [34]. This algo-
rithm was shown to have very good numerical stability by O’Cinneide [58] in
contrast to the standard ways of analyzing Markov chains using matrix inver-
sion. Our adapted finite precision algorithm computes absorption probabilities
rather than steady state probabilities and the numerical stability argument of
O’Cinneide is adapted so that a formal statement concerning polynomial time
Turing machine computations on arbitrary precision floating point numbers,
with numbers of widely different orders of magnitude appearing in a single
computation, is obtained (Theorem 2.4 below). We emphasize that the adap-
tation is standard in the context of numerical analysis – in particular, the
error analysis is an instance of the backward error analysis paradigm due to
Wilkinson [78] – but to the best of our knowledge, the bridge to formal models
of computation and complexity classes was not previously built.

Overview of the proof

First we need a few definitions. An absorbing Markov chain is given by a
finite set of transient states {1, . . . , N} and a finite set of absorbing states
{N+1, . . . , N+S} along with transition probabilities pij where i ∈ {1, . . . , N}
and j ∈ {1, . . . , N+S} with the property that for each transient state k0, there
are states k1, k2, . . . , kl so that pkiki+1 > 0 for all i and so that kl is absorbing.
We say that the chain is loop-free if pii = 0 for all i ∈ {1, . . . , N}. Given an
absorbing Markov chain, then the absorption probability aij where i is transient
and j is absorbing, is the probability that the chain is eventually absorbed in
state j, given that it is started in state i. For the case we consider of concurrent
reachability games, when Player I and Player II each fix a stationary strategy,
and the value 0 positions are collapsed into a trap position, the result is an
absorbing Markov chain, and the probability of being absorbed into the “goal
position” from the starting state, is exactly the payoff for Player I. So if we
could run the state reduction algorithm exactly, and with exact inputs, we
could exactly compute the value of the game.

The proof can be seen as having two parts. The first part consists of
showing that when we use an approximate version of the state reduction algo-
rithm (described later as APPROX-STATE-RED) with approximate inputs,
the computed absorption probabilities are not ’much’ different than if it was
done exactly with exact inputs. The main tool of the proof is a careful error
analysis of the state reduction algorithm, using the backward error analysis
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2. Approximating the value of a concurrent reachability game

and applying the sensitivity theorem of Solan [67, Theorem 6]. The ver-
sion of Solan’s theorem that we will use is formulated as Theorem 2.2 below.
The concept of the backward error analysis method is the following; instead
of considering how the error of the computation propagates throughout the
computation, we consider what was actually solved in each step of the elimi-
nation. As the state reduction works by eliminating each state one at a time
by computing transition probabilities of the reduced Markov chain M , when
we do it approximately, we can consider the approximate result as a Markov
chain M̃ and argue using [67, Theorem 6] than M̃ have ’almost’ the same
absorption probabilities as M , so by computing the absorption probability of
M̃ we get a good approximation of the wanted probability. Then by iterating
this argument throughout the elimination of all the states, we get that the
computed probabilities are not ’much’ different than the value of the game.

The second part consists of describing the Turing machine which can decide
an approximation to the value. The Turing machine works, roughly, by guess-
ing an approximation of a specific ε-optimal stationary strategy for Player I,
which exists from Theorem 2.3 below, such that for all positional strategies
for Player II the payoff for Player I is larger than some α. When the two
strategies are fixed in the game the result is a Markov chain with transition
probability close to the one where Player I fixes his ε-optimal strategy, and
Player II fixes a response. So from Theorem 2.2, the absorption probabilities
of this approximate Markov chain is close to the ’real’ absorption probabil-
ities. Then by running the state reduction algorithm on this Markov chain,
the first part gives us that the value we compute is close to the absorption
probabilities of the approximate Markov chain, which was again close to the
’real’ absorption probabilities.

We shall use the following theorem of Solan [67, Theorem 6] stating that
the absorption probabilities of a Markov chain only change slightly when tran-
sition probabilities are perturbed (Solan’s theorem is actually much more gen-
eral; the statement below is its specialization to absorbing Markov chains).

Theorem 2.2. Let M and M̃ be absorbing Markov chains with identical sets
of transient states {1, 2, . . . , N} and absorbing states {N + 1, . . . , N + S}
and transition probabilities pkl, p̃kl respectively. Assume that for all k, l ∈
{1, . . . , N} we have δ(pkl, p̃kl) ≤ ε. Let akl, ãkl denote the absorption prob-
abilities in the two chains. Then, for each k ∈ {1, . . . , N} and each l ∈
{N + 1, . . . , N + S}, we have |akl − ãkl| ≤ 4Nε.

Where δ(pkl, p̃kl) will be defined in the next section. The formalities con-
cerning concurrent reachability games were given in Chapter 1. We shall use
the following theorem of Hansen, Koucky and Miltersen [38, Theorem 4].

Theorem 2.3. For any concurrent reachability game with a total number of
A ≥ 10 actions in the entire game (collecting actions in all positions belonging

18



2.2. Preliminaries

to both players), and any 0 < ε < 1
2 , Player I has an ε-optimal stationary

strategy with all non-zero probabilities involved being at least ε230A.

2.2 Preliminaries

Relative distance and closeness

For non-negative real numbers x, x̃, we define the relative distance between
x̃ and x to be δ(x, x̃) = max(x,x̃)

min(x,x̃) − 1 with the convention that 0/0 = 1 and
c/0 = +∞ for c > 0. We shall say that a non-negative real x is (u, j)-
close to a non-negative real x̃ where u and j are non-negative integers if
δ(x, x̃) ≤ ( 1

1−2−u+1 )j − 1. We omit the proofs of the following straightforward
lemmas.

Lemma 2.1. If x is (u, i)-close to y and y is (u, j)-close to z, then x is
(u, i+ j)-close to z.

Lemma 2.2. Let x, x̃, y, ỹ be non-negative real numbers so that x is (u, i)-
close to x̃ and y is (u, j)-close to ỹ. Then, x + y is (u,max(i, j))-close to
x̃+ ỹ, xy is (u, i+ j)-close to x̃ỹ and x/y is (u, i+ j)-close to x̃/ỹ.

Floating point numbers

Let D(u) denote the set of u-bit non-negative dyadic rationals, i.e.

D(u) = {0} ∪ {x2−i|x ∈ {2u−1, 2u−1 + 1, . . . , 2u − 1}, i ∈ Z}

The u-bit floating point representation of an element x2−i ∈ D(u) is denoted
by 〈1u, b(x), b(i)〉, where b denotes the map taking an integer to its binary
representation. Note that the representation is unique (for fixed u). The
exponent of x2−i ∈ D(u) is the number −i; note that this is well-defined. The
u-bit floating point representation of 0 is 〈1u, 0〉. For convenience of expression,
we shall blur the distinction between an element of D(u) and its floating point
representation. Let ⊕u,�u,⊗u denote the finite precision analogues of the
arithmetic operations +, /, ∗. All these operations map D(u)2 to D(u) and are
defined by truncating (rounding down) the result of the corresponding exact
arithmetic operation to u digits. The following lemmas are straightforward.

Lemma 2.3. Let x be a non-negative real number and let u be a positive
integer. There is a number x̃ ∈ D(u), which is (u, 1)-close to x.

Lemma 2.4. Let x̃, ỹ ∈ D(u) with x̃ being (u, i)-close to a non-negative real
number x and ỹ being (u, j)-close to a non-negative real number y. Then x̃⊕u ỹ
is (u,max(i, j)+1)-close to x+y, x̃⊗u ỹ is (u, i+j+1)-close to xy and x̃�u ỹ
is (u, i+ j + 1)-close to x/y.
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2. Approximating the value of a concurrent reachability game

Proof. The statement for the case of x̃⊕u ỹ follows from combining Lemma 2.2
and Lemma 2.1 and noting that we have that (a+b)(1−2−u+1) ≤ a⊕ub ≤ a+b,
and similarly for the other operations.

For technical reasons, we want to be able to represent probability distribu-
tions in floating point representation, i.e., as finite strings, in such a way that
the semantics of each string is some exact, well-defined, actual probability dis-
tribution that we can refer to. Simply representing each probability in floating
point will not work for us, as we would not be able to ensure the numbers
summing up to exactly one. Therefore we adopt the following definition: We
let P(u) denote the set of finite probability density functions (p1, p2, . . . , pk) for
some finite k with the property that there exists numbers p′1, . . . , p′k ∈ D(u),
so that pi = p′i/

∑
j p
′
j for i = 1, .., k and so that

∑
j p
′
j is (u, k)-close to 1.

We also refer to the vector (p′i) as an approximately normalized representation
of (p1, p2, . . . , pk). As an example, ( 1

1+2−100 ,
2−100

1+2−100 ) is in P(64), and has an
approximately normalized 64-bit floating point representation being the con-
catenation of the 64-bit floating point representations of the numbers 1 and
2−100 . On the other hand, (1− 2−100, 2−100) is not in P(u) for any u ≤ 2100.
The following lemma simply expresses that one can generate an approximately
normalized floating point approximation of any unnormalized distribution by
normalizing it numerically.

Lemma 2.5. Let a1, a2, . . . , ak ∈ D(u) and let p̃i = ai�u
(⊕u

j=1...k aj
)
. Also,

let pi = p̃i/
∑
j=1..k p̃j. Then (p1, . . . , pk) ∈ P(u) and (p̃i)i=1...k is an approxi-

mately normalized representation of this distribution. Also, pi is (u, 2k)-close
to ai/

∑
j aj.

Proof. By repeated use of Lemma 2.4, for each i, ai/
∑
j aj is (u, k)-close to p̃i.

Therefore, by Lemma 2.2, we have that 1 is (u, k)-close to
∑
i p̃i. Therefore,

(p̃i) satisfies the condition for being an approximately normalized representa-
tion. Also pi = p̃i/

∑
j p̃j is (u, k)-close to p̃i = p̃i/1 by Lemma 2.2. Then, by

Lemma 2.1, pi is (u, 2k) close to ai/
∑
j aj .

The following lemma expresses that every probability density function is
well-approximated by an element of P(u).

Lemma 2.6. Let q = (q1, q2, . . . , qk) be a probability density function. Then
there exists p = (p1, p2, . . . , pk) in P(u) so that p and q are (u, 2k + 2)-close.

Proof. For i = 1, . . . , k, let ai be a number in D(u) which is (u, 1)-close to qi,
as guaranteed by Lemma 2.3. By Lemma 2.2,

∑
i ai is (u, 1)-close to

∑
i qi = 1.

Therefore, ai/
∑
j aj is (u, 2)-close to qi, again by Lemma 2.2. Now let pi be

the distribution in P(u) defined by applying Lemma 2.5 to (ai). The statement
of the lemma gives us that pi is (u, 2k)-close to ai/

∑
j aj which is (u, 2)-close

to qi, so by Lemma 2.1, pi is (u, 2k + 2)-close to qi.
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2.3 The state reduction algorithm
In this section, we present an adaptation of the state reduction algorithm of
Sheskin [66] and Grassman et al. [34] for computing steady-state probabilities
in Markov chains. The algorithm is (straightforwardly) adapted to compute
absorption probabilities instead of steady-state probabilities. Also, we adapt
an analysis due to O’Cinneide [58] for the finite precision version of the al-
gorithm. The adaptation is presented as a “theory of computation” flavored
statement as Theorem 2.4.

Lemma 2.7. There is a polynomial time algorithm MAKE-LOOP-FREE that

• takes as input the transition probability matrix of an absorbing Markov
chain M with N transient states {1, 2, . . . , N}, S absorbing states {N +
1, . . . , N + S}, with each transition probability distribution of M being
in P(u) and being given by an approximately normalized representation
using u-bit floating point numbers, for an arbitrary u ≥ 1000(N + S)2,

• outputs the transition probability matrix of an absorbing loop-free Markov
chain M ′ with N transient states {1, . . . , N} and S absorbing states
{N + 1, . . . , N + S} and with each transition probability distribution of
M ′ being in P(u) and being represented by an approximately normalized
representation using u-bit floating point numbers,

• with the smallest (negative) exponent among all floating point numbers
in the output being at most one smaller than the smallest (negative)
exponent among all floating point numbers in the input,

• and with the property that each absorption probability aij of M (for i =
2, . . . , N, j = N+1, . . . , N+S) differs from the corresponding absorption
probability a′ij of M ′ by at most 20(N + S)32−u.

Proof. We assume N ≥ 1 and S ≥ 2, otherwise the problem is trivial. Let
the transition probabilities of the chain M be denoted pij . From each out-
come of M seen as a sequence of states, consider removing all repeated oc-
currences of states (e.g., “2 2 6 6 6 5 5 . . .” becomes “2 6 5 . . .”). This
induces a probability distribution on sequences which is easily seen to be the
distribution generated by a loop-free Markov chain M̄ with transition prob-
abilities qij for i = 1, . . . , N, j = 1, . . . , S + N, i 6= j, with qij = pij/qi where
qi =

∑
k 6=i pik. Clearly, M̄ has the same absorption probabilities as M . The

algorithm MAKE-LOOP-FREE constructs an approximation M ′ to M̄ as in-
dicated by the pseudo-code.

By Lemma 2.5, the output is a family of approximately normalized floating
point representations of probability distributions q′ij = q̃ij/

∑
k q̃ik. Let M ′ be

the Markov chain M ′ with transition probabilities q′ij . We need to show that
M ′ has absorption probabilities close to the absorption probabilities of the
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2. Approximating the value of a concurrent reachability game

Input: (p̃ij)i∈{1,...,N},j∈{1,...,N+S}, where for each i = 1, . . . , N , that
(p̃ij)j∈{1,...,N+S} is an approximately normalized u-bit floating point rep-
resentation of a probability distribution pi.
for i = 1→ N do

q̃i ←
⊕u
l∈{1,...,N+S}\{i} p̃il

for j = 1→ N + S do
if i = j then

q̃ij ← 0
else

q̃ij ← p̃ij �u q̃i
end if

end for
end for
return (q̃ij)i∈{1,...,N},j∈{1,...,N+S}

Algorithm 1: MAKE-LOOP-FREE

chain M . For this, we need to bound the relative distance between q′ij and
qij . For this, note that:

• (i) Each p̃ij is (u,N + S)-close to pij by definition of approximately
normalized representation.

• (ii) Each q̃i is (u, 2N+2S−2)-close to qi by (i) and N+S−2 applications
of Lemma 2.4.

• (iii) Each q̃ij is (u, 2(N +S)(N +S − 1))-close to qij by (ii) and Lemma
2.4.

• (iv) Each q′ij is (u,N+S−1)-close to q̃ij by Lemma 2.5 and the definition
of approximately normalized representation.

• (v) Each q′ij is (u, 2(N +S)(N +S− 1) +N +S− 1)-close to qij by (iii),
(iv) and Lemma 2.1, i.e. at least (u, 2(N + S)2)-close.

Theorem 2.2 now implies that the absorption probabilities of M ′ differ from
the corresponding absorption probabilities of M by at most 4Nε where ε =
( 1

1−2−u+1 )2(N+2)2 − 1. Since u ≥ 1000(N + S)2, we have ( 1
1−2−u+1 )2(N+S)2 ≤

1 + 5(N + S)22−u, so ε ≤ 5(N + S)22−u, and 4Nε ≤ 20(N + S)32−u. Finally,
to show that the exponents in the output are at most one smaller than the
exponents in the input, note that we actually have that qij ≥ pij . Since q̃ij
closely approximates qij and p̃ij closely approximates pij , it is not possible for
q̃ij to be smaller than q̃ij by a factor of more than two, from which the claim
follows.

Lemma 2.8. There is a polynomial time algorithm APPROX-STATE-RED
that
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2.3. The state reduction algorithm

• takes as input the transition probability matrix of an absorbing loop-free
Markov chain M with N transient states {1, 2, . . . , N} and S absorbing
states {N + 1, . . . , N + S}, with each transition probability distribution
of M being in P(u) and being given by an approximately normalized
representation using u-bit floating point numbers, for an arbitrary u ≥
1000(N + S + 1)2,

• outputs the transition probability matrix of an absorbing loop-free Markov
chain M ′ with N − 1 transient states {2, . . . , N} and S absorbing states
{N + 1, . . . , N + S} and with each transition probability distribution of
M ′ being in P(u) and being represented by an approximately normalized
representation using u-bit floating point numbers,

• with the smallest (negative) exponent among all floating point numbers
in the output being at most one smaller than the smallest (negative)
exponent among all floating point numbers in the input,

• and with the property that each absorption probability aij of M (for i =
2, . . . , N, j = N+1, . . . , N+S) differs from the corresponding absorption
probability a′ij of M ′ by at most 80(N + S)32−u.

Proof. Let the transition probabilities of the chain M be denoted pij . From
each outcome of M as a sequence of states, consider removing all occurrences
of the state 1. This induces a probability distribution on sequences which is
easily seen (recalling that M is loop free) to be the distribution generated
by a Markov chain M̃ with transition probabilities qij , for i, j = 2, .., N with
qij = pij + pi1p1j . Clearly, M̃ has the same absorption probabilities as M .
From each outcome of M̃ since as a sequence of states, consider removing all
repeated occurrences of states (e.g., “2 2 6 6 6 5 5 ..” becomes “2 6 5 ..”).
This induces a probability distribution on sequences which is easily seen to
be the distribution generated by a loop-free Markov chain M̄ with transition
probabilities rij for i, j = 2, . . . , N, i 6= j, with rij = qij/qi where qi =

∑
k 6=i qik.

Clearly, M̄ has the same absorption probabilities as M̃ , and hence as M . The
algorithm APPROX-STATE-RED constructs an approximation M ′ to M̄ as
indicated by the pseudo-code.

By Lemma 2.5, the output is a family of approximately normalized floating
point representations of probability distributions r′ij = r̃ij/

∑
k r̃ik. Let M ′ be

the Markov chain M ′ with transition probabilities r′ij . We need to show that
M ′ has absorption probabilities close to the absorption probabilities of the
chain M . For this, we need to bound the relative distance between r′ij and
rij . For this, note that:

• (i) Each p̃ij is (u,N + S)-close to pij by definition of approximately
normalized representation.
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2. Approximating the value of a concurrent reachability game

Input: (p̃ij)i∈{1,...,N},j∈{1,...,N+S}, where for each i = 1, . . . , N , that
(p̃ij)j∈{1,...,N+S} is an approximately normalized u-bit floating point rep-
resentation of a probability distribution pi, and p̃ii = 0.
for i, j = 2→ N do

if i = j then
q̃ij ← 0

else
q̃ij ← p̃ij ⊕u (p̃i,1 ⊗u p̃1,j)

end if
end for
for i = 2→ N do

q̃i ←
⊕u

l∈{2,...,N+S}\{i} q̃il
for j = 2→ N + S do

if i = j then
r̃ij ← 0

else
r̃ij ← q̃ij �u q̃i

end if
end for

end for
return (r̃ij)i∈{1,...,N}\{1},j∈{1,...,N+S}\{1}

Algorithm 2: APPROX-STATE-RED

• (ii) Each q̃ij is (u, 2(N + S) + 2)-close to qij by (i) and two applications
of Lemma 2.4.

• (iii) Each q̃i is (u, 3(N + S) − 1)-close to qi by (ii) and N + S − 3
applications of Lemma 2.4.

• (iv) Each r̃ij is (u, 8(N + S)2)-close to rij by (iii) and Lemma 2.4.

• (v) Each r′ij is (u,N+S−1)-close to r̃ij by Lemma 2.5 and the definition
of approximately normalized representation.

• (vi) Each r′ij is (u, 9(N + S)2)-close to rij by (iv), (v) and Lemma 2.1.

Theorem 2.2 now implies that the absorption probabilities of M ′ differ from
the corresponding absorption probabilities of M by at most 4Nε where ε =
( 1

1−2−u+1 )9(N+S)2−1. Since u ≥ 1000(N+S+1)2, we have ( 1
1−2−u+1 )9(N+S)2 ≤

1+20(N+S)22−u, so ε ≤ 20(N+S)2 ·2−u, and 4Nε ≤ 80(N+S)32−u. Finally,
to show that the exponents in the output are at most one smaller than the
exponents in the input, note that we actually have that rij ≥ pij . Since r̃ij
closely approximates rij and p̃ij closely approximates pij , it is not possible for
r̃ij to be smaller than p̃ij by a factor of more than two, from which the claim
follows.
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Theorem 2.4. There exists an algorithm APPROX-ABSORPTION that run
in polynomial time and takes as input the transition probability matrix of an
absorbing Markov chain M with n states, with each transition probability dis-
tribution of M being in P(u) and being given by an approximately normalized
representation using u-bit floating point numbers for some u ≥ 1000n2, and
outputs for each transient state i and each absorbing state j, an approximation
to the absorption probability aij given in u-bit floating point notation and with
additive error at most 80n42−u.

Proof. For each absorption probability to be estimated, relabel states so that
transient states are labeled 1, 2, . . . , N , with the transient state of interest
being N . Then apply MAKE-LOOP-FREE of Lemma 2.7 once, and then
APPROX-STATE-RED of Lemma 2.8 N − 1 times, eliminating all transient
states but the one of interest. As the final Markov chain is loop-free and has
only one transient state, its absorption probabilities are equal to its transi-
tion probabilities and are approximations with the desired accuracies to the
absorption probabilities of the orginal chain by the two lemmas.

2.4 Approximating values in the polynomial
hierarchy

In this section, we prove the main result of the chapter, Theorem 2.1.

Proof of Theorem 2.1. Let L1 be the language of tuples 〈M, 1u, α〉, where M
is an absorbing Markov chain with two absorbing states goal and trap and a
distinguished start state start, the parameter u satisfies the conditions of The-
orem 2.4, α is the standard fixed point binary notation of a number between
0 and 1 (which we will also call α), and when APPROX-ABSORPTION of
Theorem 2.4 is applied to M , the approximation returned for the probability
of being absorbed in goal when the chain is started in start is at least α. Then,
since APPROX-ABSORPTION is a polynomial time algorithm, we have that
L1 ∈ P.

Given a concurrent reachability game G, if Player I’s strategy is fixed to a
stationary strategy x and Player II’s strategy is fixed to a stationary strategy
y, we get a Markov chain. If we collapse all states in this Markov chain from
which the goal position 0 will be reached with probability 0 into a single state
−1, we get an absorbing Markov chain with two absorbing states, 0 (goal) and
−1 (trap). Let this Markov chain be denoted M(G, x, y).

Let L2 be the language of tuples 〈G, 1u, i, x, α〉, so that G is a concurrent
reachability game, i is either 1 or 2, x is a stationary strategy for Player i
with each involved probability distribution being represented approximately
normalized using u-bit floating point notation, and α is the standard fixed
point binary representation of a number between 0 and 1, so that for all pure
strategies y of Player 3 − i, we have that if i = 1 then 〈M(G, x, y), 1u, α〉 ∈
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2. Approximating the value of a concurrent reachability game

L1 and if i = 2, then 〈M(G, y, x), 1u, α〉 ∈ L1. Then, by construction, and
since a pure strategy y has a bit representation bounded in size by the bit
representation of the game, L2 ∈ coNP.

We are now ready to show that APPROX-CRG-VALUE can be solved in
TFNP[NP] by presenting an appropriate Turing machine M . The machine M
uses the language L2 (or its complement, a language in NP) as its oracle and
does the following on input 〈G, 1k〉: Let N be the number of non-terminal
positions of G and m the largest number of actions for a player in any state.
Let u∗ = 1000km(N + 2)3 and let e∗ = (k + 4)230A + 1, where A is the max-
imum of 10 and the total number of actions in G, collecting in each state
all actions of both players. The machine nondeterministically guesses an in-
teger j between 0 and 2k+1 and a strategy profile (x, y) for the two players
with each involved probability distribution being in P(u∗) and with proba-
bilities having exponents at least −e∗ (note that e∗ has polynomially many
bits in the standard binary representation, so it is possible for M to do this).
If 〈G, 1u∗ , 1, x, (j − 1)2−k−1〉 ∈ L2 and 〈G, 1u∗ , 2, y, (j + 1)2−k−1〉 ∈ L2 the
machine outputs j2−k−1, otherwise it outputs fail.

We argue that M does the job correctly: If M outputs a number j2−k−1,
then M has guessed a strategy x for Player I and a strategy y for Player II,
so that 〈G, 1u∗ , 1, x, (j − 1)2−k−1〉 ∈ L2 and 〈G, 1u∗ , 2, y, (j + 1)2−k+1〉 ∈ L2.
Such a strategy x guarantees that goal is reached with probability at least
(j − 1)2−k−1 minus the additive error of the estimate provided by APPROX-
ABSORPTION, that is, with probability larger that (j − 2)2−k−1. Similarly,
the strategy y guarantees that goal is reached with probability at most (j +
2)2−k−1. So the value of the game is in the interval [(j−2)2−k−1, (j+2)2−k−1]
and the approximation j2−k−1 is indeed 2−k-accurate.

Finally, we show that M does not output fail on all computation paths.
Consider a path where M guesses j, where j is a number so that the value v
of the game is in [(2j − 1)2−k−2, (2j + 1)2−k−2]. Let x∗ be an 2−k−4-optimal
stationary strategy for Player I with all non-zero probabilities involved being
bigger than 2−(k+4)230A , as guaranteed by Theorem 2.3. Let x be the station-
ary strategy that in each state is given by the probability distribution from
P(u∗) obtained by applying Lemma 2.6 to the distribution in each state of x∗.
The relative distance between probabilities according to x and probabilities
according to x∗ is at most γ = 1/(1 − 2−u∗)2m+2, by that lemma. The ex-
ponents involved in an approximately normalized representation of x′ are all
at least −e∗, by x′ closely approximating x∗. For each pure reply y of Player
II, Theorem 2.2 yields that the probability of the process being absorbed in
goal in the chain M(x′, y) is at least v − 2−k−4 − 4Nγ ≥ v − 2−k−3. When
APPROX-ABSORPTION is applied to M(x, y), its estimate for this proba-
bility has error much smaller than 2−k−3, that is, its estimate is larger than
v − 2−k−2. That is, 〈G, 1u∗ , 1, x, (j − 1)2−k−1〉 ∈ L2. A similar construction
yields a y so that 〈G, 1u∗ , 2, y, (j+ 1)2−k−1〉 ∈ L2. If M guesses j, x, y, it does
not output fail. This completes the proof.
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Semi-algebraic Geometry
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Chapter 3

Background

As mentioned in Chapter 1, Mertens and Neyman’s proof was based on a
result by Bewley and Kohlberg in [6] that uses semi-algebraic geometry for
the proof, which was the first application of it in stochastic games. In this
chapter, in §3.1 we will introduce the semi-algebraic geometry background
needed for §3.2, where we will provide an overview of how semi-algebraic
geometry has been applied in the stochastic games literature, including the
paper by Bewley and Kohlberg. While we will focus on the influence stochastic
games have received from semi-algebraic geometry, other areas of game theory
have also seen advances due to semi-algebraic geometry, (for example see [9]
where the authors study equilibria in extensive form games), but this is beyond
the scope of this thesis.

3.1 Semi-algebraic geometry

Here we will introduce some of the basic elements of semi-algebraic geome-
try, but quickly move on to some of the theorems and algorithms that have
been used in stochastic games. For a more thorough introduction, consider
the related survey [54] on the connection between semi-algebraic geometry
and stochastic games, or [19] for another good introduction to semi-algebraic
geometry, as well as the books [3, 10, 76]. Note that semi-algebraic geometry
and real algebraic geometry is used interchangeably in the literature.

The base structure of semi-algebraic geometry is the real closed field, which
is a field R which is not algebraically closed, such that the field extension
R(
√
−1) is algebraically closed. There are numerous equivalent definitions,

and one consequence of being a real closed field, is that there exists an ordering,
making the field an ordered field. In particular this means that the field has
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3. Background

characteristic 0 and that the field of rational numbers Q is isomorphically
contained in any real closed field.

The most well-known examples of real closed fields are the real numbers
R and the real algebraic numbers Qalg. Another important example, is the
field of Puiseux series with coefficients over a real closed field R〈〈ξ〉〉, that we
define here.

Definition 3.1. The field of Puiseux series R〈〈ξ〉〉 with coefficients in a
real closed field R are the set of expressions

∑∞
i=K ciξ

i
M , where K ∈ Z, ci ∈

R,M ∈ N. The field of convergent Puiseux series R 〈〈ξ〉〉c with real coefficients
is defined similarly with the constraint that the series must converge when ξ is
replaced with a sufficiently small real number ε > 0. ξ is often referred to as an
infinitesimal, as ξ < a for all positive numbers a ∈ R in the ordering normally
associated with Puiseux series. The order of a Puiseux series p =

∑∞
i=K ciξ

i
M

is the smallest fraction i
M such that ci 6= 0, and we will write ord(p) = i

M . If
p = 0 then the order is defined to be ∞.

A more formal introduction to Puiseux series can be found in [3, 10, 76]
including the proof that they form a field, and the proof of real closure can
be found in [6], or more recently in [3, 10]. Next we define the first-order
formulas. We will restrict ourselves to formulas defined over the rationals Q to
ease the statement of some of the theorems later. This restriction is essentially
equivalent to the system of elementary algebra that Tarski considered in his
seminal paper [70] where he used formulas over Z.

Definition 3.2. A first-order formula Φ is either

• an atom P > 0 or P = 0 where P is a polynomial in Q[X1, . . . , Xn],

• a conjunction Φ1∧Φ2 or a disjunction Φ1∨Φ2 of two first-order formulas
Φ1,Φ2,

• a negation ¬Φ1 of a first-order formula Φ1,

• or a quantified formula ∃xΦ1 or ∀xΦ1 where Φ1 is a first-order formula
and x is not a quantified variable in Φ1.

A first-order sentence is the special case, where there are no free variables in
the formula Φ, i.e. there are no variables that are not quantified. A quantifier-
free formula is the special case where a formula contains no quantifiers.

We give the following example which can also be found in [54].

Example 3.1. Let A = {aij}i,j ∈ Qn×m be a n × m matrix, one can then
write a formula for v being the value of a matrix game and x, y being optimal
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strategies in the following way:

Φ(v, x1, . . . , xn, y1, . . . , ym) :=
n∧
i=1

xi ≥ 0
m∧
j=1

yj ≥ 0 ∧
n∑
i=1

xi = 1 ∧
m∑
j=1

yj = 1

m∧
j=1

n∑
i=1

xiaij ≥ v
n∧
i=1

m∑
j=1

yiaij ≤ v

Similarly, one can create a formula that is true if v is value of the matrix
game, or to express that x is an optimal strategy,

Φ(v) :=∃x ∈ R∃y ∈ R : Φ(v,x,y)
Φ(x) :=∃v ∈ R∃y ∈ R : Φ(v,x,y).

Finally the sentence that the value exists, which is well-known to be true in R
by von Neumann [53], can be written as

Φ := ∃v ∈ R∃x ∈ R∃y ∈ R : Φ(v,x,y)

Similarly we could for any real closed field R consider whether the formula Φ
is true there, then we write

Φ := ∃v ∈ R∃x ∈ R∃y ∈ R : Φ(v,x,y).

We will see more examples of formulas in Chapter 4. Another important
notion is that of a semi-algebraic set, which is a subset S of Rn, for some
real closed field R, where S is either defined by a finite number of polynomial
equalities and inequalities of polynomials in R[X1, . . . , Xn] or a finite union
of such sets. One formal way of defining these is the following.

Definition 3.3. A set S ⊆ Rn is a semi-algebraic set if it can be written as
the finite union of sets of the form

{x ∈ Rn : P (x) = 0 and Q1(x) > 0 and . . . and Ql(x) > 0}

where P,Q1, . . . , Ql are polynomials with coefficients in R. A semi-algebraic
function is then a function f : A → R where A is a semi-algebraic set, and
the graph {(x, f(x))|x ∈ A} is a semi-algebraic set.

In the next section we see that there is a strong connection between these
semi-algebraic sets, and the first-order formulas.

Central results

Perhaps the most famous theorem in semi-algebraic geometry is “Tarski’s
transfer principle”, a result proved by Tarski in 1951 [70], and popularized
later by Seidenberg in 1954 [64]. With the above definitions in place, it is very
easy to state.
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Theorem 3.1. [70, Supplementary notes 7] Any first-order sentence that is
true in some real closed field, is true in all real closed fields.

Example 3.2. If we apply the theorem to the sentence from Example 3.1
which we know is true in R, then we see that

∃v ∈ Qalg∃x ∈ Qalg∃y ∈ Qalg : Φ(v,x,y)

is a true sentence in Qalg, hence algebraic numbers are enough to express the
value of a matrix game. This is of course well-known as it is always a rational
number.

Tarski’s principle is in fact only a corollary of the stronger result that
Tarski proved in [70], which is the following result on quantifier elimination
over a real closed field.

Theorem 3.2. [70, Theorem 31] There is a procedure, such that for any real
closed field R, and for any first-order formula Φ(X1, . . . , Xn), it outputs a
quantifier-free formula Ψ(X1, . . . , Xn), such that for any setting x ∈ Rn of
the variables, Φ(x) is true if and only if Ψ(x) is true.

For the case that the quantifier elimination is applied on a sentence, then
the remaining quantifier-free sentence consists only of constants, which can be
easily verified to be either true or false. Thus the final result of Tarski’s paper
was to conclude that

Theorem 3.3. [70, Theorem 37] There is a decision method for the class of
all true sentences.

While there has been a lot of work on the algorithmic aspects of these
theorems over many years (see for example [2, 12, 35, 36, 41, 63]), with the
release of the book [3] “Algorithms in Real Algebraic Geometry”1 by Basu,
Pollack and Roy much of the work in the field was collected and made much
more accessible, which we will discuss a bit further in §3.2. Now we simply
state the algorithmic versions of the above theorems, but skip the formal
definitions of bitsize and univariate representations, which we will return to
in Chapter 5.

Theorem 3.4. [3, Theorem 14.14] Let f1, f2, . . . , fs ∈ Z[X1, X2, . . . , Xk] so
that the total degree of each fi is at most d and the coefficients of each fi has
bitsizes bounded by τ . Let X[1], . . . , X[ω] denote a partition of the variables
(X1, X2, . . . , Xk) into blocks where the block X[i] has size ki (i.e.

∑ω
i=1 ki = k)

let
Φ = (Q1X[1])(Q2X[2]) . . . (QωX[ω])φ(X1, X2, . . . , Xk)

1An updated version of the book can be found at [4], note that some theorems there
have a different numbering.
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where Q1, . . . , Qω are alternating quantifiers and where φ(X1, X2, . . . , Xk) is
a quantifier-free formula using the polynomials f1, f2, . . . , fn once. Then there
is an algorithm to decide the truth of Φ using sΠi(ki+1)dΠiO(ki) arithmetic
operations of integers with bitsizes bounded by τ · dΠiO(ki).

Theorem 3.5. [3, Theorem 14.16] Letting f1, f2, . . . , fs be polynomials in
Z[X1, X2, . . . , Xk, Y1, . . . , Yl] so that the total degree of each fi is at most d
and the coefficients of each fi has bitsizes bounded by τ . Let X[1], . . . , X[ω]
denote a partition of the variables (X1, X2, . . . , Xk) into blocks where the block
X[i] has size ki (i.e.

∑ω
i=1 ki = k) and let Φ(Y) be a formula with that block

structure and free variables Y, then there exists an equivalent quantifier free
formula,

Ψ(Y) =
I∨
i=1

Ji∧
j=1

(
Ni,j∨
n=1

Pijn Eijn 0) , Pijn ∈ Z[Y],Eijn∈ {<,=, >}

where

I ≤ s(l+1)Πi(ki+1)dO(l)ΠiO(ki),

Ji ≤ sΠi(ki+1)dΠiO(ki),

Nij ≤ dΠiO(ki)

and the total degrees of Pijn in Y are bounded by dΠiO(ki), and the coefficients
bitsizes are bounded by τdΠiO(ki).

Finally we will also state a sampling theorem from the same book as it, as
well as various versions of it, has also seen use within stochastic games.

Theorem 3.6. [3, Theorem 13.11] Let f1, f2, . . . , fs ∈ Z[X1, X2, . . . , Xk] so
that the total degree of each fi is at most d and the bitsizes of all coefficients
of each fi are bounded by τ . Let Ei∈ {<,=, >} be a setting of the signs of the
polynomials (i.e. f1 < 0,f2 = 0 etc.) and let S = {x ∈ Rk|∀i : fi(x) Ei 0} be
the set of points satisfying this sign condition.

Then, for every bounded semi-algebraically connected component S∗ of S,
there exists a representation (f, g) ∈ Z[Z]k+2, such the set of points with it
meets S∗, where the polynomials in the representation has degree in z at most
O(d)k and the bitsizes of all coefficients of each polynomials is bounded by
τdO(k).

Remark 3.1. While the theorem can be quite hard to read, the essence of
the theorem is that for a given a formula

∧
i=1n fi Ei 0, where Ei∈ {<,=

, >} it gives the set of solutions. Since the set might be infinite, instead
it samples a solution from each connected component in the solution set.
Similarly, since each solution might be an algebraic number, it the solutions
are given as a representation as polynomials (f, g) ∈ Z[Z]k+2, where each
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solution corresponds to a root of f evaluated on the polynomials g ∈ Z[Z]k+1.
We will see exactly how this works in Chapter 5.

In Chapter 5 we will also return to the sampling theorem where we prove
two variations of it with precise bounds. We then apply these for a series of
applications in stochastic games.

3.2 Semi-algebraic geometry in stochastic games

The first use of semi-algebraic geometry within the field of stochastic games
dates back to the paper by Bewley and Kohlberg in 1976. Furthermore, ac-
cording to Blume and Zame [9], Kohlberg used semi-algebraic geometry in
stochastic games as early as in his master thesis in 1967 [6]. Since then, there
has been a significant amount of interest in the stochastic games community
for these powerful but hard to understand tools from deep mathematics. Re-
cently with the 2006 book [3] “Algorithms in Real Algebraic Geometry” by
Basu, Pollack and Roy the field has become much more accessible. Since the
authors provide algorithms along with bounds on the running time and the
output sizes for many of the deep results, some of which we saw in §3.1. These
off-the-shelf theorems have since been the basis for the many new results, for
example [15, 40, 68] as we will see in the following sections.

In the following subsections we will describe some of the applications of
semi-algebraic geometry the field of stochastic games has seen and we will only
consider the types of games already described in Chapter 1. In particular we
will look into the papers [6, 15, 40, 52, 68]. The papers [7, 8] also use semi-
algebraic geometry, but are based on the same methods already covered in [6].
Similarly the paper [22] is omitted as it uses the same methods as [15]. For
the interested reader we will also refer to the books and surveys [26, 51, 54]
that also cover this subject.

The asymptotic theory of stochastic games

Bewley and Kohlberg [6] prove that the value of the λ-discounted game as a
function of λ takes the form of a convergent Puiseux series locally around 0.
They do so by an ingenious application of Tarski’s transfer principle. They
noticed that the formula used by Shapley to prove that the value exists in
discounted games could be formulated as a first-order formula. Since the
formula is true for the real closed field R, then because of Tarski’s principle it
is also true over the field of convergent Puiseux series. Then they obtain their
result by proving that if they replace the indeterminate of the Puiseux series
with sufficiently small real numbers, the formula still holds.

The proof is quite simple; as mentioned first they observe that Shapley’s
λ-discount equation can be written as a real algebraic sentence in the following
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way.

∀pklij , akij , λ ∈ R ∃v ∈ RN :
∧
i,j,k,l

pklij ≥ 0
∧
i,j,k

N∑
l=1

pklij = 1 ∧ λ > 0

⇒
∧
k

vk = val
(
Ak
( v

1 + λ

))

The fact that the value operator of a matrix game A, can be written as an
elementary formula was seen in Example 3.1. Also note that B ⇒ C is simple
a shorthand for ¬B ∨ C. Then, by Tarski’s transfer principle, the sentence is
also true over the real closed field of convergent Puiseux series. So they obtain
the following true sentence,

∀pklij , akij , λ ∈ R 〈〈ξ〉〉c ∃v ∈ R 〈〈ξ〉〉Nc :
∧
i,j,k,l

pklij ≥ 0
∧
i,j,k

N∑
l=1

pklij = 1 ∧ λ > 0

⇒
∧
k

vk = val
(
Ak
( v

1 + λ

))

Since the sentence holds for λ > 0 in particular, it holds for the infinitesimal
ξ. So by restricting the sentence they get

∀pklij , akij ∈ R ∃v ∈ R 〈〈ξ〉〉Nc :
∧
i,j,k,l

pklij ≥ 0
∧
i,j,k

N∑
l=1

pklij = 1

⇒
∧
k

vk = val
(
Ak
( v

1 + ξ

))

Now, to obtain the result, they just need to prove that the sentence holds
when the infinitesimal is replaced by sufficiently small real numbers, which is
done in [6, Theorem 7.2]. Their theorem is actually a special case of the much
stronger statement [3, Proposition 3.17] that any sentence which is true for
Puiseux series is also true when the infinitesimal is replaced with a sufficiently
small real number.

The proof by Mertens and Neyman [49] that limiting average games have
a value was based on this result. A particular property of the Puiseux se-
ries description around 0 is that the λ-discounted value is differentiable with
bounded differential coefficient around 0, which is enough for Mertens and
Neyman to construct their strategies.

The semi-algebraic theory of stochastic games

Milman [52] goes a bit deeper into the semi-algebraic theory in order to prove
strengthened versions of the theorems in [6] and [49]. He proves a series of
semi-algebraic lemmas, and using these lemmas he obtains a stronger version
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of the results of Bewley and Kohlberg easily. To improve on the result of
Mertens and Neyman he steps into their proofs and use his lemmas along
with the curve selection lemma of semi-algebraic geometry. The proof is very
in-depth, so we will not describe it here. The curve selection lemma can be
found in [3, Theorem 3.19].

One of Milman’s lemmas that is worth singling out, is [52, Lemma 6.2]
which states that any semi-algebraic function is equal to some Puiseux series.
A slightly less general version of this was also part of the survey [54] from the
same year, and we will just state the simpler version.

Lemma 3.1. Let f : A → R be a semi-algebraic function and ε1 > 0 such
that (0, ε1) ⊆ A ⊂ R, then there exists 0 < ε0 < ε1, k ∈ Z, ck, ck+1 . . . ∈ R such
that ∀ε ∈ (0, ε0) f(ε) =

∑∞
i=k ciε

i
M .

Remark 3.2. Together with Theorem 3.2 this gives a strong characterization
for any function that can be described by a first-order formula. This is because
by Theorem 3.2 the function is necessarily semi-algebraic, and then by Lemma
3.1 the function can be locally described by a Puiseux series.

Milman makes the same observation as Remark 3.2, which is how he im-
mediately obtains the central theorem of Bewley and Kohlberg [6], as Bewley
and Kolhberg already had shown that λ-discounted value can be formulated
as a first-order formula.

Stochastic limit-average games are in EXPTIME

In the paper [15] by Chatterjee, Majumdar and Henzinger, the authors give an
algorithm for computing an approximation of the limiting average value of a
stochastic game. Similarly to the previous papers, they proceed by formulating
the value of the game as a first-order formula, but then they use Theorem 3.4
from [3], namely that the truth of any first-order sentence can be decided in
time bounded by the sentence.

By repeatedly using the algorithm provided by the theorem, and asking
whether the limiting average value is higher than some α, their algorithm does
binary search to obtain an approximation of the value.

Computing uniformly optimal strategies in two-player
stochastic games

Later in 2010, Solan and Vieille in [68] also used Theorem 3.4 in a similar way
as Chatterjee, Majumdar and Henzinger, but this time to compute strategies
in limiting average games. As mentioned in Chapter 1, for limiting average
games, stationary strategies are not sufficient to play well. So instead the
authors follow the construction of Mertens and Neyman [49] and construct a
procedure for computing what to do at a given point in the history.
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Similarly to the previous papers they first create first-order formulas, but
they describe the optimal strategy in a λ-discounted game, with λ being con-
sidered a variable. As the optimal strategy is a semi-algebraic function of λ,
by Lemma 3.1 from Milman’s paper, there exists a Puiseux series that is equal
to the strategy for small enough λ. Then they use Theorem 3.4 from [3] re-
peatedly to decide the exponent and approximate the coefficient of the leading
term of the Puiseux series. They finally argue that the initial term is a good
approximation of the entire series, and by a stability theorem of Solan [67]
this strategy approximately guarantees the optimal value of the λ-discounted
game. Finally, they apply the construction of [49] to get a strategy for the
limiting average game.

As the authors mention, one problem with their approach is that they do
not obtain any time bound for their algorithm as there are several quantities
that they do not have any a priori bounds on. This includes the size of the
coefficients of the Puiseux series as well as some of the sizes needed in the
construction of Mertens and Neyman.

Exact algorithms for solving stochastic games

Recently semi-algebraic geometry was used to construct algorithms in [40]
by Hansen et al, where they compute the λ-discounted, the limiting average
value and the value of the recursive games. Similarly to the other papers
[6, 15, 68], they create formulas for the value, but unlike the previous papers,
they do not use the algorithms from semi-algebraic geometry to compute the
values. Instead they just observe the theoretically guaranteed bounds on the
output of these algorithms. As the semi-algebraic algorithms of [3] themselves
have a very high complexity, using them as a sub-procedure results in a very
high complexity as was the case for [15] or even an unbounded complexity as
in [68]. By avoiding using the algorithms and only using the semi-algebraic
results to analyze the algebraic degree of the output, they avoid some of the
time complexity issues from the other papers. Instead they apply their own
algorithms to approximate the values of the game, and then they apply the
result of [45] together with the algebraic degree bounds to get the exact values.

Specifically, the authors create a formula that determines whether a vector
is the value of the game. Then they apply Theorem 3.5 to observe that an
equivalent quantifier-free formula exists which has some certain bounds on
the polynomials in it. Then they observe that if this set of polynomials is
applied to the algorithm from Theorem 3.6 (for a specific setting of the signs
corresponding to the formula), one would obtain a representation of the value
with some bounds given by Theorem 3.6. Since these bounds are true even
without using the algorithms, these observations in total give them an upper
bound on the “algebraic complexity” of the polynomials needed to describe
the value.
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Chapter 4

Monomial strategies for
concurrent reachability games
and other stochastic games

In this chapter we consider stationary strategies in limiting average games, as
defined in Chapter 1. This is joint work with Peter Bro Miltersen. We define
a family of stationary strategies for Player I parameterized by ε > 0 to be
monomial, if for each state k and each action j of Player I in state k except
possibly one action, we have that the probability of playing j in k is given
by an expression of the form cεd for some non-negative real number c and
some non-negative integer d. We show that for all games, there is a monomial
family of stationary strategies that are ε-optimal among stationary strategies.
A corollary is that all concurrent reachability games have a monomial family
of ε-optimal strategies. This generalizes a classical result of de Alfaro, Hen-
zinger and Kupferman, [21], who showed that this is the case for concurrent
reachability games where all states have value 0 or 1.

4.1 Introduction

Recall that a stationary strategy x for a player in a stochastic game is a fixed
(time independent) assignment of probabilities to his actions, for each of the
states of the game. We let xkj denote the probability of playing action j in
state k according to stationary strategy x. We denote the set of stationary
strategies for Player I (II) by SI (SII). For a state k, the lower value in station-
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ary strategies of k, denoted vk, is defined as supx∈SI infy∈SII uk(x, y)1, where
uk(x, y) is the expected limiting average payoff when stationary strategy x of
Player I is played against stationary strategy y of Player II and play starts in
state k. Similarly, for a state k, the upper value in stationary strategies, vk,
is defined as infy∈SII supx∈SI uk(x, y), where uk(x, y) is the expected limiting
average payoff when stationary strategy x of Player I is played against station-
ary strategy y of Player II starting from state k. As discussed in Chapter 1, it
is known since Gillette [33], that there are stochastic games where the lower
and the upper value in stationary strategies do not coincide. However, they
do coincide for recursive games. Given ε > 0, a stationary strategy x∗ for
Player I is called ε-optimal among stationary strategies if for all states k, we
have infy∈SII uk(x

∗, y) ≥ vk − ε.
The main result of this chapter is that all stochastic games have a family of

ε-optimal strategies among stationary strategies of a particular regular kind.
We introduce the following definition.

Definition 4.1. A family of stationary strategies (xε)0<ε≤ε0 for Player I in a
stochastic game is called monomial if for all states k, and all actions j available
to Player I in state k except possibly one action, we have that xkε,j is given by a
monomial in ε, i.e., an expression of the form ckj ε

dkj , where dkj is a non-negative
integer and ckj is a non-negative real number.

The exception made in the definition for some single action in each state
is natural and necessary: The sum of probabilities assigned to the actions
in each state must be 1, so without this exception, it is easy to see that a
monomial family would have dkj = 0 for all j, k, i.e., it would be a single
strategy rather than a family. Also note that when we specify a monomial
family of strategies, we do not have to specify the probability assigned to the
“special” action in each state, as it is simply the result of subtracting the sum
of the probabilities assigned to the remaining actions from one. We can now
state our main theorem:

Theorem 4.1. For any game G, there is an ε0 > 0 and a monomial family
of stationary strategies (xε)0<ε≤ε0 for Player I, so that for each ε ∈ (0, ε0], we
have that xε is ε-optimal among stationary strategies.

Discussion of the main theorem

A monomial family of strategies can be naturally interpreted as a parame-
terized strategy where probabilities have well-defined “orders of magnitude”,
given by the degrees dkj . Our main theorem informally states that such “clean”
strategies are sufficient for playing stochastic games well, at least if one is

1This is similar to the lower value for the game as defined in Chapter 1, but here the
strategies are restricted to be stationary.
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restricted to the use of stationary strategies. Our main motivation for the
theorem is computational: A monomial family of strategies is a finite object,
and our theorem makes it possible to ask the question of whether a family of
ε-optimal strategies parameterized by ε can be efficiently computed for a given
game, as the result makes this question well-defined. The existence proof of
the chapter is essentially non-constructive and provides no efficient algorithm
(although it is possible to derive an inefficient algorithm using standard tech-
niques), so we do not answer the question in this chapter. It should also be
noted that it is easy to give examples of games with rational rewards and tran-
sition probabilities where the coefficients ckj cannot be rational numbers, so
one has to worry about how to represent those. Fortunately, a straightforward
application of the Tarski transfer principle yields that algebraic coefficients suf-
fice, and such a number has a finite representation in the form of a univariate
polynomial with rational coefficients and an isolating interval within which
the number is the only root of the polynomial.

Our main theorem is particularly natural for classes of stochastic games
that are guaranteed to have a value in stationary strategies, that is, for
games where the lower value supx∈SI infy∈SII uk(x, y) and the upper value
infy∈SII supx∈SI uk(x, y) coincide. A natural subclass of stochastic games with
this property is Everett’s recursive games [23]. Recall from Chapter 1 that
recursive games can be thought of as a special case of limiting average games,
where all non-zero rewards occur at absorbing states: states k with only one
action “1” available to each player and pkk1,1 = 1 (“terminal states”). Ev-
erett presents several examples of families of ε-optimal strategies for natural
recursive games and upon inspection, we note that they are monomial. An
interesting subclass of recursive games widely studied in the computer science
literature is the class of concurrent reachability games from Chapter 1. De Al-
faro, Henzinger and Kupferman [21] presented a polynomial time algorithm for
deciding which states in a concurrent reachability game have value 1. Inspect-
ing their proof of correctness, we see that it yields an explicit construction of
a monomial family of ε-optimal strategies for Player I if the concurrent reach-
ability games satisfy the (very restrictive) property that all states have value
either 0 or 1. Also, their polynomial time algorithm can easily be adapted to
output this strategy. It is interesting to note that in the computed strategy,
all coefficients ckj are either 0 or 1.

One example of a game that have these properties, so the algorithm by de
Alfaro, Henzinger and Kupferman can be applied, is the game of Purgatory
described in [38, 39]. A small example with two positions can be seen in
Figure 4.1. The game starts in the left-hand side position. In each position
Dante, the row player, and Lucifer, the column player, play a game of matching
pennies. Lucifer hides a penny, and Dante tries to guess if it is heads up or tails
up. If Dante guesses correctly, they move up a position, possibly ending the
game with Dante’s victory. If Dante guesses incorrectly tails up, they move to
the second lowest position and start again, and if he guesses incorrectly heads
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Figure 4.1: An example of a game with monomial strategies due to Hansen
et al. [38].

up, they end the game with Lucifer winning.
The game has value 1, as Dante can guarantee to get an expected payoff

arbitrarily close to 1, by guessing heads with probability ε2 in the starting
state, and guessing heads with probability ε in the second state, for arbitrarily
small ε > 0, which is also a monomial strategy.

Overview of the proof

Our proof can be outlined as follows. First, in §4.2, we show that it is pos-
sible to uniquely define a particular distinguished ε-optimal strategy among
stationary strategies in the first-order logic over the reals, with ε being a free
variable in this definition. Then, by Lemma 3.1 there is a family of ε-optimal
strategies the probabilities of which can be described as Puiseux series in the
parameter ε > 0. Defining these first-order formulas is mostly done using stan-
dard techniques. First we need to give a formula describing the lower value
in stationary strategies vk, so that we can express that a strategy guarantees
an expected payoff of vk− ε, making it ε-optimal among stationary strategies.
Next we need to somehow pick out one such strategy uniquely, so when we
look at one coordinate at a time, we are sure that the coordinates together
form an ε-optimal strategy. However unlike for the case of discounted games
where [52, Remark 7.1] notes that a unique strategy can be identified by pick-
ing the one that is closest to the origin in the euclidean norm, this is not clear
it can be done for limiting average games. Instead, we order the coordinates of
the strategy {x1, . . . , xNm}, and for each ε we pick a unique x1, then from the
strategies with that x1, we pick a unique x2, and so on. The way of choosing
xi uniquely, is by noticing that the set of possible xi is a semi-algebraic set,
so by Theorem 3.2 it is defined by a finite set of polynomials, but this implies
that the set is a finite union of intervals, so we can pick xi as the middle point
of the interval closest to 0.

In §4.3 we then “round” these Puiseux series to their most significant terms
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and finally massage them into monomials to get the main theorem. To argue
that ε-optimality is not lost in the process, we appeal to theorems upper
bounding the sensitivity of the limiting average values of Markov chains to
perturbations of their transition probabilities. These sensitivity theorems are
due to Solan [67], building on work on Freidlin and Wentzell [32]. As our main
theorem is very simply stated, one might speculate that it has an elementary
proof, avoiding the use of semi-algebraic geometry. However, we are not aware
of any such proof, even for the case of concurrent reachability games.

Preliminaries

The proofs of the following elementary lemmas on Puiseux series are easy and
we omit them.

Lemma 4.1. If q(ε) =
∑∞
i=K ciε

i
M is a Puiseux series that is convergent and

bounded on some interval (0, ε0), then ci = 0 for all i < 0. In other words,
the order of q is greater than or equal to 0.

Lemma 4.2. For any Puiseux series q(ε) =
∑∞
i=K ciε

i
M with ord(q) = K

M ≥ 0
there exists an ε0 such that sign(q(ε)) = sign(cK) for all ε ∈ (0, ε0).

We shall use the following theorem, due to Solan, as an important lemma.
The theorem applies to 1-player stochastic games (a.k.a. Markov decision pro-
cesses). In a 1-player stochastic game, Player II has only a single action in each
state. We therefore write pkli rather than pklij for the transition probabilities.

Theorem 4.2. [67, Theorem 6] Let G and G̃ be 1-player stochastic games with
identical state set {1, 2, . . . , N}, transition probabilities pkli , p̃kli and identical
rewards. Let c be an upper bound on the absolute value of all rewards. Let v, ṽ
be the lower value in stationary strategies in each of the games. Let δ ∈ (0, 1

2N )
satisfy maxi,k,l(

pkli
p̃kli
,
p̃kli
pkli

)− 1 ≤ δ, where x
0 :=∞, 0

0 := 1. Then, |v− ṽ| ≤ 4cNδ.

4.2 Puiseux family of strategies
Lemma 4.3. For any game G there exists an ε0 and a family of stationary
strategies (xε)0<ε≤ε0 that are ε-optimal among stationary strategies, where for
all states k and all actions j, xkε,j is given by a Puiseux series in ε, that is, there

is an expression qkj (ε) =
∑∞
i=Kk

j
cki,jε

i

Mk
j such that xkε,j = qkj (ε) for ε ∈ (0, ε0].

Proof. We want to create a first-order formula Φk
j (x, ε) for every state k and

every action j, which is true if and only if x is the probability that Player I
should play action j in state k in a specific strategy that is ε-optimal among
stationary strategies. Then, since we have described the function by a first-
order formula, it is semi-algebraic, and by Lemma 3.1 we get that there exists
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a Puiseux series that is equal to the function, thus completing the proof. We
are going to use several smaller first-order formulas to describe the formulas
Φk
j (x, ε).
To ease notation, during the proof k, l will only be referring to states in

the game, so they will be numbers k, l ∈ [N ]. i, j will be refering to actions in
a given state, so they will be numbers i, j ∈ [m]. We will also use the following
vectors

x := (xki )
k∈[N ]
i∈[m] , y := (yki )k∈[N ]

i∈[m] , v := (vk)k∈[N ] , ν := (νk)k∈[N ]

x and y will represent the strategies of Player I and Player II respectively,
while v and ν will be used to represent different values of stationary strategies
of the game starting in each position.

The first two formulas ∆α(x), ∆β(y) describe that x is a stationary strat-
egy and y is a stationary strategy respectively.

∆α(x) :=
∧

k∈[N ],i∈[m]

[
xki ≥ 0

]
∧
∧

k∈[m]

 ∑
i∈[m]

xki = 1


∆β(y) :=

∧
k∈[N ],i∈[m]

[
yki ≥ 0

]
∧
∧

k∈[N ]

 ∑
i∈[m]

yki = 1


Next we want to create a first-order formula Ψ(v) which expresses that vk is
the lower value in stationary strategies when the game starts in state k, that
is, the quantity:

sup
x∈SI

inf
y∈SII

Ex,y lim inf
T→∞

T−1∑
t=0

rt
T

We can rewrite this quantity by using the following equations proved in [8,
Theorem 5.2]

inf
y∈SII

Ex,y lim inf
T→∞

T−1∑
t=0

rt
T

= inf
y∈SII

lim inf
λ→0

Ex,y
λ

1 + λ

∞∑
t=0

1
(1 + λ)t rt , ∀x ∈ SI

So the suprema over the two sets are the same, and we can express the value
by creating a formula which express that

vk = sup
x∈SI

inf
y∈SII

lim inf
λ→0

Ex,y
λ

1 + λ

∞∑
t=0

1
(1 + λ)t rt ∀k ∈ [N ]

A common way of rewriting these value equations is by expanding the expec-
tations for one state and substituting vl into the equations

vk = sup
x∈SI

inf
y∈SII

lim inf
λ→0

Ex,y
λ

1 + λ

∞∑
t=0

1
(1 + λ)t rt ∀k ∈ [N ]

⇔ vk = sup
x∈SI

inf
y∈SII

lim inf
λ→0

λ

1 + λ

∑
i,j∈[m]

xki y
k
j

akij +
∑
l∈[N ]

pklij
1
λ
vl

 ∀k ∈ [N ]
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First notice that for any semi-algebraic sets A and B, and any function f :
A → B where there is a formula Π(a, b) that is true if and only is f(a) = b,
we can express the supremum supa∈A f(a) in the following way

Πsup(s) := [∀a ∈ A∃b ∈ B : Π(a, b) ∧ s ≥ b]
∧ [∀ε > 0∃a ∈ A∃b ∈ B : Π(a, b) ∧ s < b+ ε]

And similar formulas can be created for the infimum and the limit, and since
lim infλ→0 f(λ) is limλ′→0 inf0<λ<λ′ f(λ), we only need to create a formula for
the inner part:

λ

1 + λ

∑
i,j∈[m]

xki y
k
j

akij +
∑
l∈[N ]

pklij
1
λ
vl


We then create the formula

Π(x,y, ν, λ) :=
∧

k∈[N ]

νk = λ

1 + λ

∑
i,j∈[m]

xki y
k
j

akij +
∑
l∈[N ]

pklij
1
λ
νl


Since SI = {x ∈ RNm|∆α(x)} we have that SI , SII are semi-algebraic. then
from the previous argument we can create a formula Πsup(v) for the lower value
in stationary strategies. Additionally, by not removing the last supremum, we
can create a formula Ξ(x,v) that is true if the value of Player I playing strategy
x is v.

It is now straightforward to create a formula Υ(x, ε) that is true if and only
if x is a stationary strategy that is ε-optimal among stationary strategies.

Υ(x, ε) := ∃v ∈ RN∃ν ∈ RN :Λα(x) ∧ (0 < ε < 1)

∧Πsup(v) ∧ Ξ(x, ν)
∧

k∈[N ]

[
νk ≥ vk − ε

]

Now to create Φk
j (x, ε), we need to select a unique strategy from the set of

stationary strategies that are ε-optimal among stationary strategies. Let ϕ :
[N ]× [m]→ [Nm] be some bijection, which we will use to get an ordering on
the pairs consisting of an action i and a state k. Using this we can write a
strategy as (xι)ι∈[Nm].

We define formulas Pι(x1, . . . , xι, ε) for ι ∈ [Nm] which are true if there
exists a strategy that is ε-optimal among stationary strategies and the first ι
entries are (x1, . . . , xι).

Pι(x1, . . . , xι, ε) := ∃xι+1, . . . , xNm ∈ R : Υ(x1, . . . , xι, xι+1, . . . , xNm, ε)

Notice that for each ι ∈ [Nm], if we assume that we have chosen x1, . . . , xι−1
such that the formula Pι−1(x1, . . . , xι−1, ε) is true, then the set satisfying it,
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{x ∈ R|Pι(x1, . . . , xι−1, x, ε)}, is non-empty. From Theorem 3.2 the set is semi-
algebraic, so it is defined by a finite set of polynomial equalities and inequali-
ties. This implies that the set must consist of a finite set of intervals2, so we can
choose a unique strategy by the middle of the interval which lower endpoint is
closest to 0. Using this observation, we can now create a new series of formu-
las Ψι(x1, . . . , xι−1, x, ε) for ι ∈ [Nm] which given that Pι−1(x1, . . . , xι−1, ε) is
true, x is the middle point of the interval with the lower endpoint closest to 0
among the intervals in the set {x ∈ R|Pι(x1, . . . , xι−1, x, ε)}.

Ψι(x1, . . . ,xι−1, x, ε) := ∃xι+1, . . . , xNm, a, b ∈ R : a ≤ b ∧ x = a+ b

2 :

Υ(x1, . . . , xι−1, x, xι+1, . . . , xNm, ε)
∧ [Pι(x1, . . . , xι−1, a, ε) ∨ (a < b ∧ ∀y ∈ (a, b) : Pι(x1, . . . , xι−1, y, ε))]
∧ [∀y < a : ¬Pι(x1, . . . , xι−1, y, ε)]
∧ [∃ε > 0∀y ∈ (b, b+ ε) : ¬Pι(x1, . . . , xι−1, y, ε)]

Now to select our unique strategy we will do the following: For each ε, pick
x1 to be the middlepoint of the interval with the lower endpoint closest to
0 among the intervals in the set {x ∈ R|Pι(x, ε)}, next we pick x2 to be the
middle point of the interval with the lower endpoint closest to 0 among the
intervals in the set {x ∈ R|Pι(x1, x, ε)}, and so on. We can then recursively
define new formulas Ωι(x1, . . . , xι, ε) for ι ∈ [Nm] that are true if and only
if the unique choice of the first ι indices described by the above procedure is
exactly x1, . . . , xι.

Ω1(x, ε) := Ψ1(x, ε)
Ωι(x1, . . . , xι, ε) := Ωι−1(x1, . . . , xι−1, ε) ∧Ψι(x1, . . . , xι, ε)

Using this we can now immediately create the formulas Φι(x, ε) for ι ∈ [Nm]
in the following way:

Φι(x, ε) := ∃x1, . . . , xNm ∈ R : ΩNm(x1, . . . , xNm, ε) ∧ x = xι

Now we have obtained that each formula Φι(x, ε) implicitly defines a semi-
algebraic function xι(ε) and due to Lemma 3.1 we have that there exists
Puiseux series qι(ε) and numbers ει such that xι(ε) = qι(ε) for ε ∈ (0, ει). Now
take ε0 = minι∈[Nm] ει and we have the lemma.

4.3 Proof of main theorem
The proof will be carried out in two steps. First we will use the family of
strategies obtained from Lemma 4.3 to create a family of strategies only con-
sisting of the first term of the Puiseux series of the original family. Then

2In this terminology we allow for the interval [a, a] and identify it with the point {a}.
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by using Theorem 4.2, we prove their value can not be “much” worse. Then
finally we transform this family into a monomial family of strategies that are
ε−optimal among stationary strategies.

Proof of Theorem 4.1. From Lemma 4.3 we know that there exists an ε1 and a
family of stationary strategies (xε)0<ε≤ε1 that are ε-optimal among stationary

strategies such that xkε,j = qkj (ε) =
∑∞
i=Kk

j
cki,jε

i

Mk
j for ε ∈ (0, ε1] and for all

states k and actions j. Assume without loss of generality that Kk
j = ord(qkj ),

and observe that Kk
j can be ∞ if the Puiseux series is identically 0. Also

observe that since each xkε,j is a probability, it is positive and bounded, so by
Lemma 4.1 we know that all Kk

j ≥ 0.
Now for each k, look at the set of Puiseux series {qkj (ε)}j∈[m] and let jk be

an index so qkjk(ε) is one of the Puiseux series in the set which has minimal
order. Observe that qkjk(ε) has order 0. To see this, assume for contradiction
that ord(qkj ) > 0 for all actions j, then all of them behave as power series
around 0, thus qkj (ε) → 0 for ε → 0 so the sum

∑
j∈[N ] q

k
j (ε) → 0 for ε → 0,

which contradicts that
∑
j∈[N ] q

k
j (ε) = 1 for all ε ∈ (0, ε1].

Now look at any k again. We want to approximate the family of strategies
defined by qkj (ε) by a new family of strategies defined by finite Puiseux series
ρkj (ε) for ε ∈ (0, ε2], where ε2 will be defined later. We define ρkj (ε) as a
conditional function on the following sets

S1 = {(k, j) ∈ [N ]× [m] | ord(qkj ) =∞}
S2 = {(k, j) ∈ [N ]× [m] | j 6= jk ∧ ord(qkj ) 6=∞}
S3 = {(k, j) ∈ [N ]× [m] | j = jk}

Then ρkj (ε) is defined as follows

ρkj (ε) =



0 if (k, j) ∈ S1

ck
Kk
j ,j
ε

Kk
j

Mk
j if (k, j) ∈ S2

1−
∑
j∈S2 c

k
Kk
j ,j
ε

Kk
j

Mk
j if (k, j) ∈ S3

So (ρkj (ε))
k∈[N ]
j∈[m] is the derived family of strategies from qkj (ε), defined by ρkj (ε) ≡

0 when qkj (ε) ≡ 0, and otherwise equal to the first term in qkj (ε) except for one
action, qkjk(ε) which is 1 minus the sum of the other probabilities, to ensure
ρkj (ε) is a probability distribution. Since qkjk(ε) is a probability, then it is
positive, so from Lemma 4.2 we have that for (k, j) ∈ S2 the constant ck

Kk
j ,j

is positive. But then we can choose ε2 to be small enough so that for all
(k, j) ∈ S2, ρkj (ε) ≤ 1. So for each k ∈ [N ], (ρkj (ε))j∈[m] becomes a probability
distribution.
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other stochastic games

We will use Theorem 4.2 to prove that the value of the game where Player
I fixes his strategy to (ρkj (ε))

k∈[N ]
j∈[m] , is not much different than the value of the

game where Player I fixes his strategy to (qkj (ε))k∈[N ]
j∈[m] . To do this, we must

show that for all states k and all actions j, ρkj (ε) is multiplicatively close to
qkj (ε) in the sense of Theorem 4.2. We look at the three cases where a pair
(k, j) is either in S1,S2 and S3.

For the case (k, j) ∈ S1, qkjk(ε) = 0 = ρkj (ε), so they are trivially close.
Now we look at an arbitrary (k, j) ∈ S2. To simplify notation we omit

the k, j in the notation, and hence ρkj (ε) becomes ρ(ε) = cKε
K
M and qkj (ε)

becomes q(ε) =
∑∞
i=K cKε

i
M . We want to show that there exists an εkj for this

(k, j) ∈ S2 such that for all ε ∈ (0, εkj ) we have

q(ε)
(

1− ε
1
M

1 + |cK+1|
cK

)
≤ ρ(ε) ≤ q(ε)

(
1 + ε

1
M

1 + |cK+1|
cK

)

To see this holds, we look at the difference between the two numbers

q(ε)
(

1 + ε
1
M

1 + |cK+1|
cK

)
− ρ(ε) =

∞∑
i=K+1

ciε
i
M + ε

1
M

1 + |cK+1|
cK

∞∑
i=K

ciε
i
M

= ε
K+1
M (cK+1 + cK

1 + |cK+1|
cK

) + . . .

So the first term is positive, and Lemma 4.2 gives us that the series is positive
on some area (0, ε′). Similarly we can show that q(ε)

(
1− ε

1
M

1+|cK+1|
cK

)
−ρ(ε) is

negative on some area (0, ε′′), so by letting εkj = min(ε′, ε′′) we get the desired
inequalities. Since this works for an arbitrary state k and action j where
(k, j) ∈ S2, we can create similar inequalities that work for all the states and
actions in S2 by defining

C := max
(k,j)∈S2

1 + |ck
Kk
j +1,j |

ck
Kk
j ,j

, Q := min
(k,j)∈S2

1
Mk
j

, ε3 := min
(k,j)∈S2

εkj

This immediately implies that for all (k, j) ∈ S2 we get the following multi-
plicative relation between qkj (ε) and ρkj (ε)

qkj (ε)
(
1− εQC

)
≤ ρkj (ε) ≤ qkj (ε)

(
1 + εQC

)
∀ε ∈ (0, ε3)

Now we look at (k, j) ∈ S3. From the observations on S2 we have that for
all (l, i) ∈ S2, that ρli(ε) ≥ qli(ε)

(
1− εQC

)
for ε ∈ (0, ε3). Furthermore since

we know that
∑
i∈[m] q

k
i (ε) = 1, it holds that qkj (ε) = 1−

∑
i∈S2 q

k
i (ε). We use
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these observations to compute the following

ρkj (ε) = 1−
∑
i∈S2

ρki (ε) ≤ 1− (1− εQC)
∑
i∈S2

qki (ε)

= εQC + (1− εQC)− (1− εQC)
∑
i∈S2

qki (ε)

= εQC + (1− εQC)(1−
∑
i∈S2

qki (ε)) = εQC + (1− εQC)qkj (ε)

= qkj (ε)
(
εQC

qkj (ε)
+ 1− εQC

)
≤ qkj (ε)

(
2εQC
ck0,j

+ 1− εQC
)

The last inequality is conditioned on ε being small enough. To see how small ε
must be, consider the Puiseux series qkj (ε). First recall that for (i, l) ∈ S3, qli(ε)
has order 0, so the initial term is just a constant ck0,j , and from Lemma 4.2

we know that the constant is positive. Now look at the the tail
∑∞
i=1 c

k
i,jε

i

Mk
j

without the first term. The tail is just a fractional power series, so it tends to
0 for ε→ 0. This means that for any constant κ, then there exists an ε′ such
that for all ε < ε′ the tail is smaller than κ. By using the constant ck0,j

2 , we get

that ρkj (ε) must be larger than ck0,j
2 when ε ∈ (0, ε′), giving us the inequality

for ε ∈ (0, ε′). If we then chose ε′′ = min(ε′, ε3), then all the inequalities of
the above computation hold. In the same way, we get that there exists an ε′′′
such that

ρkj (ε) ≥ qkj (ε)
(
−2εQC
ck0,j

+ 1 + εQC

)
∀ε ∈ (0, ε′′′)

Now let εkj = min(ε′′, ε′′′), and let ε4 = min(j,k)∈S3 ε
k
j . We now get that both

inequalities hold for all (k, j) ∈ S3

qkj (ε)
(
−2εQC
ck0,j

+ 1 + εQC

)
≤ ρkj (ε) ≤ qkj (ε)

(
2εQC
ck0,j

+ 1− εQC
)

Next by defining c = min(j,k)∈S3 c
k
0,j , and inverting the signs of εQC in the

above inequalities, the bound also covers (k, j) ∈ S2 as well. Finally we have
that for all ε ∈ (0, ε4) and all (k, j) ∈ S1 ∪ S2 ∪ S3 that

qkj (ε)
(
−2εQC

c
+ 1− εQC

)
≤ ρkj (ε) ≤ qkj (ε)

(
2εQC
c

+ 1 + εQC

)

Notice that 2εQC
c + 1 + εQC = 1 + εQ 2C+cC

c . To ease the notation of the
upcoming calculations we define

lw(ε) := 1− εQ 2C + cC

c
, up(ε) := 1 + εQ

2C + cC

c
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other stochastic games

Now we are ready to use Theorem 4.2 to bound the difference in the value of
the two Markov Decision processes that appear when we fix the strategy of
Player I to be (qkj (ε))k∈[N ]

j∈[m] and (ρkj (ε))
k∈[N ]
j∈[m] .

Since the strategy (qkj (ε))k∈[N ]
j∈[m] is ε−optimal among stationary strategies,

then when Player I fixes his strategy to (qkj (ε))k∈[N ]
j∈[m] , Player II can not force

the expected payoff to be lower than vk−ε. Similarly we can look at the game
where Player I fixes his strategy to (ρkj (ε))

k∈[N ]
j∈[m] . If we can prove that Player

II can not force the expected payoff to be lower than vk−γ in this game, then
we get that the strategy is γ−optimal among stationary strategies.

Let (pklj (ε))k,l∈[N ]
j∈[m] be the transition probabilities of the Markov Decision

process where we fix the strategy of Player I to be (qkj (ε))k∈[N ]
j∈[m] . Similarly, let

(p̃klj (ε))k,l∈[N ]
j∈[m] be the transition probabilities when we fix Player I’s strategy to

be (ρkj (ε))
k∈[N ]
j∈[m] . Then, we get:

p̃klj (ε)
pklj (ε)

=
∑
j∈{1,...,m} ρ

k
i (ε)pklij∑

j∈{1,...,m} q
k
i (ε)pklij

⇒ lw(ε) ≤
p̃klj (ε)
pklj (ε)

≤ up(ε)

So we have an upper bound on the fraction p̃klj (ε)
pklj (ε) . To upper bound the fraction

pklj (ε)
p̃klj (ε) , observe that when ε is smaller than some ε′, then lw(ε), up(ε) > 0 and
we get the following upper bound

lw(ε) ≤
p̃klj (ε)
pklj (ε)

⇒
pklj (ε)
p̃klj (ε)

≤ 1
lw(ε)

Also, since lw(ε) · up(ε) ≤ 1, then 1
lw(ε) ≥ up(ε), so the fraction p̃klj (ε)

pklj (ε) is also

upper bounded by 1
lw(ε) .

We now use Theorem 4.2 with δ := 1
lw(ε) − 1, and a as a an upper bound

on the absolute value of the rewards. Now look at any state k, and let γ, γ̃ > 0
be the numbers such that −vk + γ and −vk + γ̃ are the values for Player II
for the 1-player games where Player I has fixed his strategy to (qkj (ε))k∈[N ]

j∈[m]

and (ρkj (ε))
k∈[N ]
j∈[m] respectively. Notice the values is the negation of the earlier

vk − γ and vk − γ̃ as Player II is the maximizer in the 1-player game. Then
from Theorem 4.2 we get

− vk + γ − (−vk + γ̃) = γ − γ̃ ≥ −4Nδa

⇒γ̃ ≤ 4N
(

1
1− εQ 2C+cC

c

− 1
)
a+ γ ≤ 4N

εQ 2C+cC
c

1− εQ 2C+cC
c

a+ ε

Since the denominator 1 − εQ 2C+cC
c tends to 1 for ε → 0, then for ε smaller

than some ε′′′′, the denominator is always larger than 1
2 . So by letting ε0 :=
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min(ε′′′′, ε4) we get that γ̃ ≤ 8Na(2C+cC)
c εQ + ε. This implies that (ρkj (ε))

k∈[N ]
j∈[m]

is a
(

8Na(2C+cC)
c εQ + ε

)
-optimal strategy among stationary strategies. Now

consider the strategy defined by ϕkj := ρkj

((
c

8Na(2C+cC)ε
) 1
Q

)
, which is then

(εQ + ε)-optimal among stationary strategies. The strategy
(
ϕkj ( ε2)

)k∈[N ]

j∈[m]
is

then an ε-optimal strategy, since
(
ε
2
)Q + ε

2 ≤ ε.

Finally notice that the strategy
(
ϕkj ( ε2)

)k∈[N ]

j∈[m]
is not a monomial family of

strategies, since it could have fractional exponents. To fix this, we define

M := lcmj∈{1,...,m},k∈{1,...,N}M
k
j ,

and let xkε,j := ρkj

(((
ε
2
)Q)M). Then (xε)0<ε≤ε0 is a monomial family of strate-

gies, which is also ε−optimal among stationary strategies, because
(
ε
2
)QM ≤ ε

2 ,
hence adding the exponent QM only improves the approximation of the
value.
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Chapter 5

Meticulous algebraic sampling
theorems with applications to
concurrent reachability games

The contribution of this chapter is two-fold. In the first half of the chapter,
we return to the sampling theorem from Chapter 3, in order to prove two
variations of it with precise bounds on sizes of the univariate representations
guaranteed to exist by the theorem. In the second half, we return to some
results in stochastic games and apply these new theorems and obtain pre-
cise bounds for those results. This chapter is based on a currently ongoing
manuscript that is joint work with Kristoffer Arnsfelt Hansen, Tongyang Li
and Peter Bro Miltersen. In particular, we are still working on improving the
already proven bounds for the sampling theorems where we expect the bounds
to improve significantly, as well as using the bounds for more applications that
we are considering.

5.1 Introduction
Building on a long tradition of applying real algebraic geometry to the study
of stochastic games, some of the authors of the manuscript this chapter is
based on, together with others, recently presented three theorems concerning
concurrent reachability games and algorithms solving them. To state them,
first note that the patience of a strategy is the inverse of the smallest non-zero
probability it assigns to some action. The first theorem was stated by Hansen
et al. [40]:
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to concurrent reachability games

Theorem 5.1 (Hansen, Koucky, Lauritzen, Miltersen and Tsigaridas). There
is a constant c so that the following holds for all 0 < ε < 1

2 , N ≥ 1 and m ≥ 2:
Any concurrent reachability game with N non-terminal positions and at most
m actions in each position has an ε-optimal stationary strategy of patience at
most ε−mcN .

This theorem can be applied to the analysis of two popular algorithms
for solving a concurrent reachability games, i.e., finding or approximating its
value. The two algorithms are value iteration and strategy iteration, also
mentioned in §1.6. This application has been done by Hansen et al. [39] who
proved:

Theorem 5.2 (Hansen, Miltersen and Ibsen-Jensen). There is a constant c so
that the following holds for all 0 < ε < 1

2 , N ≥ 1 and m ≥ 2: When applying
value iteration or strategy iteration to a concurrent reachability game with N
non-terminal positions and m choices for each player in each position, after
at most ε−mcN iterations, an additive ε-approximation to the value has been
obtained.

The second theorem concerned the existence of families of ε-optimal strate-
gies of a special structure, which we repeat from Chapter 4, that introduced
the following definition:

Definition 5.1. A family of stationary strategies (xε)0<ε≤ε0 for Player I in
a concurrent reachability game is called monomial if for all states k, and all
actions j available to Player I in state k except possibly one action, we have
that xkε,j is given by a monomial in ε, i.e., an expression of the form ckj ε

dkj ,
where dkj is a non-negative integer and ckj is a non-negative real number.

Frederiksen and Miltersen then proved:

Theorem 5.3 (Adaptation of Theorem 4.1). For any concurrent reachability
game G, there is an ε0 > 0 and a monomial family of stationary strategies
(xε)0<ε≤ε0 for Player I, so that for each ε ∈ (0, ε0], we have that xε is ε-optimal.

Each of the three theorems above have numerical imprecisions. Theorem
5.1 and Theorem 5.2 both contain an unspecified constant c. It is clear that
it makes a big difference whether c = 1 or c = 100, with c appearing in an
upper exponent. This is particularly obvious, if one considers trying to apply
the time complexity bound of Theorem 5.2 to derive any practical information
about the worst case performance of the algorithms. For small values of m
and N this would be possible if c = 1, but clearly impossible otherwise.
Similarly, Theorem 5.3 does not give any bound on the degree of the monomials
appearing in the monomial family of stationary strategies.

In this chapter, we present refined, more precise versions of Theorem 5.1,
5.2 and 5.3. To obtain these refined theorems, we have to state and prove
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“meticulous” versions of a sampling theorem of real algebraic geometry due
to Basu et al [3]. This sampling theorem was used in the original proofs of
Theorem 5.1 and Theorem 5.2, while Theorem 5.3 was proved using different
tools as seen in Chapter 4. The sampling theorem essentially states that if
a certain real-valued vector satisfying a set of sign conditions exists, we get
for free concrete upper bounds on the “algebraic complexity” of the entries
of this vector, i.e. the degree and coefficient size of the defining univariate
polynomials of these algebraic numbers. Our versions of the theorem state
these upper bounds precisely, without using asymptotic notation.

We emphasize that we prove these meticulous sampling theorems using
standard techniques and in particular, the proofs closely follow the proof tech-
nique of Basu et al [4], where [4] is the online updated version of the book
“Algorithms in Real Algebraic Geometry” [3]. Nevertheless, we hypothesize
that such meticulous theorems can be useful for other applications in the fu-
ture given the fundamental nature of the sampling theorem and its usefulness
that are well-illustrated by our two present applications. We also think it is
interesting to ask if one can get significantly better bounds.

5.2 Preliminaries

The sampling theorems

Before we can state the main results of the chapter, we need a few definitions.
We will throughout the chapter consider an ordered integral domain D, con-
tained in a real closed field R. For simplicity one can think of these being Z
and R. Then a univariate representation is a tuple (f, g) ∈ D[Z]k+2 where
f ∈ D[Z] and g = (g0, . . . , gk) ∈ D[Z]k+1 such that f and g0 are co-prime.
The points associated with such a representation are the points(

g1(z)
g0(z) , . . . ,

gk(z)
g0(z)

)
, ∀z ∈ R where f(z) = 0.

Let sign : D → {−1, 0, 1} denote the function which maps an element from
an ordered integral domain to {−1, 0, 1} depending on whether element is
negative, zero or positive. A sign condition over polynomials f1, f2, . . . , fn ∈
D[X1, X2, . . . , Xk] is a vector s ∈ {−1, 0, 1}n, and we say that a sign condition
is satisfied at the point x if sign(fi(x)) = si for all i.

The bitsize of an integer a ∈ Z, denoted by bit(a) is the number of bits in
its binary representation, i.e. 2bit(a)−1 ≤ a ≤ 2bit(a) and bit(a)− 1 ≤ log(a) ≤
bit(a). For a polynomial f ∈ Z[X1, . . . , Xk] we say that the bitsize of f ,
denoted by bit(f) is the maximum over the bitsizes needed for the coefficients
of f . Similarly the bitsize of a univariate representation (f, g) ∈ Z[Z]k+2,
denoted by bit(f, g) is the maximum bitsize over the polynomials in (f, g).

For a subset S of the variables X1, . . . , Xk we say that the total degree
of f in the variables S, tdegS(f) is the sum of the degrees of the variables
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in S maximized over all the monomials of f . Similarly for a set of polyno-
mials (f1, . . . , fn) we say the total degree of (f1, . . . , fk) in the variables S,
tdegS(f1, . . . , fn) is the maximum total degree in S over all the polynomials.
The main results of the chapter are then the following two theorems.

Theorem 5.4. Let f1, f2, . . . , fn ∈ Z[X1, X2, . . . , Xk] so that the total degree
of each fi is at most d and the bitsizes of the coefficients of each fi are bounded
by τ . Let s ∈ {−1, 0, 1}n be a sign condition, and let S = {x ∈ Rk|∀i :
sign(fi(x)) = si} be the set of points satisfying this sign condition. Then, for
every bounded semi-algebraically connected component S∗ of S, there exists a
univariate representation (f, g) ∈ Z[Z]k+2 such that the set of points with it
meets S∗, and each polynomial in the univariate representation has degree in
z at most (2d+ 2)k and the bitsizes of all coefficients of each polynomials are
bounded by 5652k2d4(2d+ 2)2k [2τ + 39k (log (4kd) + 1)].

Theorem 5.5. Let f1, f2, . . . , fn ∈ D[ε][X1, X2, . . . , Xk] so that the total de-
gree (in X1, . . . , Xk) of each fi is at most d and so that the degrees (in ε) of all
coefficients of each fi are at most dε. Let s ∈ {−1, 0, 1}n be a sign condition,
and let S = {x ∈ R〈〈ε〉〉k |∀i : sign(fi(x)) = si} be the set of points satisfy-
ing this sign condition. Then, for every bounded semi-algebraically connected
component S∗ of S, there exists a univariate representation (f, g) ∈ D[ε][Z]k+2

such that the set of points with it meets S∗, and each polynomial in the uni-
variate representation has degree in Z at most (2d + 2)k and degree in ε at
most 308d2d2

ε (2 + 2kd)2(2d+ 2)3k.

Lemmas from semi-algebraic geometry

In order to prove Theorem 5.4 and Theorem 5.5, we need some lemmas from
[4, 79]. However first we need to state a few definitions. Let f ∈ D[X] be a
univariate polynomial. Then let

lcof(f) :=
{
an, if f =

∑n
i=1 aiX

i and an 6= 0
1, otherwise

that is, either the leading coefficient of f , or by convention lcof(0) = 1. Let

Tru(f) =
⋃

l∈I∪{0}

{
l∑

i=1
aiX

i

}
where f =

∑
i∈I

aiX
i and ai 6= 0 for i ∈ I

denote the set of truncations of f , one for each nonzero coefficient, but al-
ways including the constant term. For any polynomial p ∈ D[X1, . . . , Xk] let
Zer(p,Rk) denote the set of zeros of p in Rk, i.e. the roots of p that are
contained in Rk. Finally for real closed fields R and R′ where R ⊂ R′, and
a semi-algebraic set S ⊆ Rk, let Ext(S,R′) denote the extension of the semi-
algebraic set S to (R′)k by considering the defining equations of S over R′
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instead of over R. Finally for univariate polynomials p, q ∈ D[X] denote by
sResj(p, q) the j’th signed subresultant coefficient [4, Section 4.2.2].

Lemma 5.1. [79, Lemma 7, page 146] Assume f(X) =
∑p
i=q aiX

i is a poly-
nomial with coefficients in R, where p > q and aq, ap 6= 0. Assume α 6= 0 is a
root of f . Then

|aq|
|aq|+ max{|aq+1|, . . . , |ap|}

< |α| < 1 + max{|aq|, . . . , |ap−1|}
|ap|

Lemma 5.2. [4, Proposition 13.2] Consider S ⊂ Rk a non-empty semi-
algebraically connected component of a semi-algebraic set defined by p1 = · · · =
pl = 0, pl+1 > 0, · · · , ps > 0, where p1, . . . , ps ∈ R[X1, . . . , Xk]. Then there
exists an algebraic set W ⊂ R〈〈ε〉〉k defined by equations p1 = · · · = pl =
0, pi1 = ε, · · · , pim = ε, with {i1, . . . , im} ⊂ {l + 1, . . . , s}, such that there
exists a non-empty semi-algebraically connected component S′ of W which is
contained in Ext(S,R〈〈ε〉〉).

Lemma 5.3. [4, Algorithm 11.19] Given an ordered integral domain D con-
tained in a real closed field R, polynomials f, q ∈ D[X1, . . . , Xk]. Consider
them as univariate polynomials in Xk over the coefficient integral domain
D[X1, . . . , Xk−1] then the set

RElimXk(f, q) =
{
sResj

(
p,

δp

δXk

)
, p ∈ Tru(f), j = 0, . . . , deg(p)− 2

}
∪

{
sResj

(
δp

δXk
q, p

)
, p ∈ Tru(f), j = 0, . . . , deg(p)− 1

}
∪{

lcof(p), p ∈ Tru(f)
}
⊆ D[X1, . . . , Xk−1]

is well-defined. Considering RElimXk(f, q) as polynomials D[X1, . . . , Xk−1] it
satisfies that for each sign condition s on RElimXk(f, q) and the set of points
W satisfying s, then the number of roots of f , the number of common roots of
f and q and the sign of q at the roots of f , is fixed on each semi-algebraically
connected component of W .

Lemma 5.4. [4, Algorithm 12.17] Given an ordered integral domain D and
a polynomial p ∈ D[Y1, . . . , Yl, X1, · · · , Xk] such that p(y, x) ≥ 0 for every
x ∈ Rk, y ∈ Rl with degrees in X1, . . . , Xk bounded by dx and total degree in
Y1, . . . , Yl bounded by dy. Then there exists a set U of parametrized univariate
representations of the form (f, g) ∈ D[Y1, . . . , Yl, Z]k+2 such that:

1. For every y ∈ Rl, the set of points associated to these univariate repre-
sentations meets every bounded semi-algebraically connected component
of Zer(p(y),Rk).

2. The polynomials in the univariate representation are of degrees in Z
bounded by (dx+2)(dx+1)k−1 and of degree in Y = (Y1, · · · , Yl) bounded
by (dx + 2)(2 + kdx)(dx + 1)k−1dy.
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When D = Z, and the bitsize of the coefficients of p are bounded by τ , then the
bitsizes of the coefficients of the polynomials in the univariate representations
are bounded by

(dx + 2)(2 + kdx)(dx + 1)k−1
[
τ ′ + 3bit

(
(dx + 2)(dx + 1)k−1

)
+ 2(l + 1)bit(1 + dy(2 + kdx)) + bit(k)

]
Here τ ′ = sup(τ,bit(2k)) + bit(k(dx + 2)k−1) + 1.

We will only use Lemma 5.4 in the form of the following two corollaries
which are simply special cases of the lemma. Corollary 5.2 is simply the case
where k is 2, while the proof of Corollary 5.1 simply consists of rewriting the
bitsize bound.

Corollary 5.1. Given a polynomial p ∈ Z[Y,X1, · · · , Xk] such that p(y, x) ≥ 0
for every x ∈ Rk, y ∈ R with total degree in X1, . . . , Xk bounded by dx and
degree in Y bounded by dy. Then there exists a set U of parametrized univariate
representations of the form (f, g) ∈ Z[Y, Z]k+2 such that:

1. For every y ∈ R, the set of points associated to these univariate repre-
sentations meets every bounded semi-algebraically connected component
of Zer(p(y),Rk).

2. The polynomials in the univariate representation are of degrees in Z
bounded by (dx+2)k and of degree in Y bounded by (2+kdx)(dx+2)kdy.

When the bitsizes of the coefficients of p are bounded by τ , then the bit-
sizes of the coefficients of the polynomials in the univariate representations
are bounded by

(2 + kdx)(dx + 2)k [τ + 39k(log(kdxdy) + 1)]

Corollary 5.2. Given an ordered integral domain D and a polynomial p ∈
D[Y1, Y2, X1, · · · , Xk] such that p(y, x) ≥ 0 for every x ∈ Rk, y ∈ R2 with
degrees in X1, . . . , Xk bounded by dx and total degree in Y1, Y2 bounded by dy.
Then there exists a set U of parametrized univariate representations of the
form (f, g) ∈ D[Y1, Y2, Z]k+2 such that:

1. For every y ∈ R2, the set of points associated to these univariate repre-
sentations meets every bounded semi-algebraically connected component
of Zer(p(y),Rk).

2. The polynomials in the univariate representation are of degrees in Z
bounded by (dx + 2)k and of degree in Y1, Y2 bounded by (2 + kdx)(dx +
2)kdy.
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Proof of Corollary 5.1. The degree bounds for Z and the bound on the total
degree in the variables X1, . . . , Xk clearly holds. For the bound on the bitsize
a few calculations are needed, so consider

(dx + 2)(2 + kdx)(dx + 1)k−1
[
τ ′ + 3bit

(
(dx + 2)(dx + 1)k−1

)
+ 4bit(1 + dy(2 + kdx)) + bit(k)

]
Now (dx + 2)(2 + kdx)(dx + 1)k−1 is clearly bounded by (2 + kdx)(dx + 2)k so
just consider the rest of the expression

τ ′ + 3bit
(
(dx + 2)(dx + 1)k−1

)
+ 4bit(1 + dy(2 + kdx)) + bit(k)

≤ (τ + bit(2k) + bit(k(dx + 2)k−1) + 1) + 3bit
(
(dx + 2)k

)
+ 4bit(1 + dy(2 + kdx)) + bit(k)

≤ τ + 11 + log(2k) + log(k(dx + 2)k−1) + 3 log
(
(dx + 2)k

)
+ 4 log(1 + dy(2 + kdx)) + log(k)

= τ + 11 + log(2k) + log(k(dx + 2)k−1) + log
(
(dx + 2)3k

)
+ log((1 + 2dy + kdxdy)4) + log(k)

= τ + 11 + log
(
2k3(dx + 2)4k−1(1 + 2dy + kdxdy)4

)
≤ τ + 11 + 4k log ((2kdx + 4k)(1 + 2dy + kdxdy))

≤ τ + 11 + 4k log
(
24(kdxdy)2

)
≤ τ + 11 + 8k log (5(kdxdy))
≤ τ + 11 + 20k + 8k log(kdxdy)
≤ τ + 39k(log(kdxdy) + 1),

giving us the bound.

Our lemmas: Parametrized removal of infinitesimal

We will need two lemmas for parametrized removal of infinitesimal in order
to prove Theorem 5.4 and Theorem 5.5. The proofs of the lemmas are adap-
tations of the proof for [4, Proposition 11.26] for our setting. We will use the
notation R[ε][X] to denote polynomials in X over the coefficient ring R[ε],
which is R extended multiplicatively with the infinitesimal ε. Note that we
will only use the infinitesimals ε, δ and we sometimes will need to consider
them as variables, and when we do we will refer to them by ξ,∆. This means
that having a polynomial f(ξ,X) ∈ R[ξ,X] gives that f(ε,X) ∈ R[ε][X].
For a (univariate) polynomial in R[ε][X] we will often refer to its degree in ε
which is just its degree in ξ when considered as a polynomial in R[ξ,X]. In
the case we have a field with two infinitesimals R〈〈ε, δ〉〉 the meaning is that
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R〈〈ε, δ〉〉 is the field of Puiseux series with coefficients in R〈〈ε〉〉, in particular
this means that δ < ε.

Note that unlike the previous chapters, we consider Puiseux series over a
general real closed field R. Note that the field of Puiseux series with coeffi-
cients in a real closed field, is again a real closed field [4, Theorem 2.91]. In
particular R〈〈ε, δ〉〉 and R〈〈ε〉〉 are both real closed fields.

Lemma 5.5. Let f, q ∈ Z[ξ,X] be polynomials of degree in X at most d, and
degree in ξ at most dξ with coefficients of size at most M . Letting fε(X) :=
f(ε,X) and qε(X) := q(ε,X), then given a root z∗ ∈ R 〈〈ε〉〉 of fε(X), then for

a := 2−d((d+ 1)!)−3[(dξ + 1)M ]−4d+1

we have that for any 0 < a′ ≤ a there exists a root z̃ ∈ R of f(a′, X) so that
sign(q(a′, z̃)) = sign(qε(z∗)).

Lemma 5.6. Let D be an ordered integral domain and ε > δ two infinitesi-
mals. Let f(ξ,∆, X), q(ξ,∆, X) ∈ D[ξ,∆, X] be polynomials of degree in X at
most d and degree in ξ at most dξ. Given a root z∗ ∈ R〈〈ε, δ〉〉 of f(ε, δ,X),
then for

a := ε(4d+1)dξ

we have that for any 0 < a′ ≤ a there exists a root z̃ ∈ R〈〈ε〉〉 of f(ε, a′, X)
so that sign(q(ε, a′, z̃)) = sign(q(ε, δ, z∗)).

Proof of Lemma 5.5. First notice that if a is smaller than all the roots of the
polynomials in RElimX(f, q) ⊂ Z[ξ] in R, then by Lemma 5.3, the number
of roots of f(a′, x) and the number of its common roots with q(a′, x) remain
invariant for 0 < a′ ≤ a, particularly since 0 < ε ≤ a, we get that the root z̃
exists and fulfills the conditions of the lemma.

Now we just need to show that a := 2−d((d+1)!)−3[(dξ+1)M ]−4d+1 is suf-
ficiently small. To do this, let u =

∑degξ(u)
i=0 ciξ

i ∈ RElimX(f, q), then we first
prove the following bound on the sizes of the coefficients of the polynomials
of RElimX(f, q) ⊂ Z[ξ]

∀u ∈ RElimX(f, q) : |ci| ≤ 2d−1((d+ 1)!)3[(dξ + 1)M ]4d−1. (5.1)

Observe that from Lemma 5.3, the set RElimX(f, q) is split in 3 different sets.
For the first two sets where u ∈ {sResj(p, p′), p ∈ Tru(f), j = 0, . . . , deg(p) −
2} or u ∈ {sResj(p′q, p), p ∈ Tru(f), j = 0, . . . , deg(p) − 1}, we know that
degX(p) ≤ d, degX(p′) ≤ d − 1 and degX(p′q) ≤ 2d − 1. We also know
that the signed subresultant coefficients can be written as determinants of the
Sylvester-Habicht matrices, which from the bounds on the degrees in either
case will have dimensions at most (3d−1)×(3d−1). The entries of the matrices
are the coefficients of f, q or the product of two coefficients (in the case of p′q)
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will for at most 2d−1 rows have coefficients bounded byM , and for at most d
rows have coefficients bounded byM2 ·(dξ+1) because every monomial in the
expression of p′q is a sum of at most dξ + 1 monomials with coefficient of size
at most M2. Now writing the determinant as

∑
σ∈S3d−1

sign(σ)
∏3d−1
i=1 ai,σ(i),

where S3d−1 is the set of permutations over 3d−1 elements, then by [4, Remark
8.10] each term in the sum has coefficients bounded by

(M2 · (dξ + 1))d ·M2d−1 · (2dξ + 1)d · (dξ + 1)2d−1 ≤ 2d[(dξ + 1)M ]4d−1

Next we show that the sum has at most 1
2((d+ 1)!)3 terms. In order to prove

this, it suffice to consider the special case when degX(f) = degX(g) = d, since
the Sylvester-Habicht matrix in this case contains a submatrix for each of the
other cases that has the same non-zero entries and more.

Now consider the Laplace expansion for computing the determinant and
considering the cofactors one column at a time. For columns 1 up to d, the
first column has 2 non-zero entries, the second column has 4, but one of
these has already been resolved from column 1, so we only have 3 options.
Continuing this we get at most 2 · 3 · · · (d+ 1) = (d+ 1)! options from the 1st
column to the dth column. Similarly there are at most (d + 1)! options from
the 2dth column to the (3d − 1)th column. Now having picked 2d columns,
there are only d− 1 options for the (d+ 1)th column, and d− 2 for (d+ 2)th
column, and so on, giving (d − 1)! options for columns d + 1 up to 2d − 1.
Therefore, the number of non-zero terms in the Laplace expansion is bounded
by ((d+ 1)!)2 · (d− 1)! ≤ 1

2((d+ 1)!)3.
For the third set of RElimX(f, q) the coefficients is trivially bounded by

M , and consequently, the coefficients of u have sizes bounded by 2d−1((d +
1)!)3[(dξ + 1)M ]4d−1. This completes the proof of Equation 5.1.

Now we can write an element u of RElimX(f, q) ⊂ D[ξ] as u(ξ) =
∑p
i=q ciξ

i

where cp, cq 6= 0 and |ci| ≤ 2d−1((d + 1)!)3[(dξ + 1)M ]4d−1, then Lemma 5.1
gives us that any root α of u(ξ) satisfies

|α| ≥ |cq|
|cq|+ max{|cq+1|, . . . , |cp|}

≥ 1
1 + max

q≤i≤p
|ci|/|cq|

.

Since u(ξ) ∈ Z[ξ], since cq 6= 0, then |cq| ≥ 1 and since |ci| ≤ 2d−1((d +
1)!)3[(dξ + 1)M ]4d−1 we get

|α| ≥ 1
1 + max

q≤i≤p
|ci|/|cq|

≥ 1
1 + 2d−1((d+ 1)!)3[(dξ + 1)M ]4d−1

≥ 2−d((d+ 1)!)−3[(dξ + 1)M ]−4d+1,

completing the proof.

Proof of Lemma 5.6. The structure of the proof is the same as for Lemma 5.5,
first notice that if a is smaller than all the roots of RElimx(f, q) ⊂ D[ε][∆]
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in R〈〈ε〉〉, then by Lemma 5.3, the number of roots of f(ε, a′, X) and the
number of its common roots with q(ε, a′, X) remain invariant for 0 < a′ ≤ a,
particularly since 0 < δ ≤ a, we get that the root z̃ exists and fulfills the
conditions of the lemma.

Now we just need to show that a := ε(4d+1)dξ is sufficiently small. To do
this we first prove the following bound on the degrees of the polynomials of
RElimx(f, q) ⊂ D[ξ,∆]

∀u ∈ RElimX(f, q) : degξ(u) ≤ (4d− 1)dξ. (5.2)

To see this, observe from Lemma 5.3 that the set RElimX(f, q) is split in 3
different sets. For the first two sets where u ∈ {sResj(p, p′), p ∈ Tru(f), j =
0, . . . , deg(p)− 2} or u ∈ {sResj(p′q, p), p ∈ Tru(f), j = 0, . . . , deg(p)− 1}, we
know that degx(p) ≤ d, degx(p′) ≤ d − 1 and deg(p′q) ≤ 2d − 1. We know
that the signed subresultant coefficients can be written as determinants of the
Sylvester-Habicht matrices which from the bounds on the degrees in either
case will have dimensions at most (3d − 1) × (3d − 1). The entries of the
matrices are the coefficients of f, q or the product of two coefficients (in the
case of p′q) will for at most 2d− 1 rows have degree in ξ bounded by dξ and
for at most d rows have degree in ξ bounded by 2dξ thus the degree is at most
2ddξ + dξ(2d− 1) ≤ dξ(4d− 1). Finally for the third set of RElimX(f, q) the
degree in ξ is trivially bounded by dξ.

This completes the proof of Equation 5.2, which gives us that we can
write an element u of RElimX(f, q) ⊂ D[ε][∆] as u(∆) =

∑p
i=q ci∆i where

degε(ci) ≤ (4d− 1)dξ and p, q 6= 0. Now Lemma 5.1 gives us that any root α
of u(∆) satisfies

|α| ≥ |cq|
|cq|+ max{|cq+1|, . . . , |cp|}

≥ 1
1 + max

q≤i≤p
|ci|/|cq|

Since degε(cq) ≤ (4d− 1)dξ and cq 6= 0 we have |cq| ≥ εdegε(u)+1 ≥ ε(4d−1)dξ+1.
Furthermore since ε is an infinitesimal and ci is a polynomial, then |ci| ≤ 1

2ε
so we get

|α| ≥ 1
1 + max

q≤i≤p
|ci|/|cq|

≥ 1
1 + 1

2ε
−[(4d−1)dξ+2] ≥

1
ε−[(4d−1)dξ+2] ≥ ε

(4d+1)dξ ,

completing the proof.

5.3 Proofs of the main theorems
First recall the statement of Theorem 5.4.

Theorem. Let f1, f2, . . . , fn ∈ Z[X1, X2, . . . , Xk] so that the total degree of
each fi is at most d and the bitsize of all coefficients of each fi are bounded
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by τ . Let s ∈ {−1, 0, 1}n be a sign condition, and let S = {x ∈ Rk|∀i :
sign(fi(x)) = si} be the set of points satisfying this sign condition. Then, for
every bounded semi-algebraically connected component S∗ of S, there exists a
univariate representation (f, g) ∈ Z[Z]k+2 such that the set of points associated
with it intersects S∗, and each polynomial in the univariate representation has
degree in Z at most (2d + 2)k and all coefficients of each polynomial have
bitsize bounded by 5652k2d4(2d+ 2)2k [2τ + 39k (log (4kd) + 1)].

Proof of Theorem 5.4. Let k, f1, f2, . . . , fn, d, τ , s, S be as in the statement of
the theorem and assume S is non-empty as otherwise the statement is trivial.
For i = 1, . . . , n, let

pi =
{
fi si = 0, 1
−fi si = −1 ,

then the set S can be written as {x ∈ Rk|∀i : sign(pi(x)) = |si|}. Now without
loss of generality, assume |s1| = · · · = |sl| = 0, and |sl+1| = · · · = |sn| = 1, then
S can be defined by p1 = · · · = pl = 0, pl+1 > 0, · · · , pn > 0. Now consider
a given non-empty bounded semi-algebraically connected component S∗ of S.
By applying Lemma 5.2 to S∗, then the algebraic set W ⊂ R 〈〈ε〉〉k defined
by equations p1 = · · · = pl = 0, pi1 = · · · = pim = ε where {i1, · · · , im} ⊂
{l + 1, · · · , s}, contains a non-empty bounded semi-algebraically connected
component S′ which is contained in Ext(S∗,R 〈〈ε〉〉).

Next let p :=
∑l
i=1 p

2
i +

∑m
j=1(pij − ε)2 ∈ Z[ε][X1, . . . , Xk]. Note that

tdegX(p) ≤ 2d , degε(p) ≤ 2 , bit(p) ≤ 2τ

Notice that W = {x ∈ R 〈〈ε〉〉k |p(x) = 0}. Now consider p as a polyno-
mial in Z[ξ,X1, . . . , Xk] and write it as pξ, then py(x1, . . . , xk) ≥ 0 for every
y, x1, . . . , xk ∈ R. Then Corollary 5.1 gives us that there exists a set Uy of
parametrized univariate representations such that for every y ∈ R they meet
every bounded semi-algebraically connected component Zer(py,Rk), which in
turn mean they meet every bounded semi-algebraically connected component
of Zer(py,R 〈〈ε〉〉k). Since this is true for arbitrarily small y it also holds for
ε, so by restricting y to be ε we get that the set U := Uε of parametrized
univariate representations meet every bounded semi-algebraically connected
component of Zer(pε,R 〈〈ε〉〉k). But pε is equal to p, the original polynomial
we had, so the set Zer(pε,R 〈〈ε〉〉k) is equal to W = Zer(p,R 〈〈ε〉〉k). In par-
ticular, since S′ is contained in W and is bounded, one of the univariate
representations of U meets S′. Denote this univariate representation by (f, g).

Corollary 5.1 also gives us that the polynomials in (f, g) have the following
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bounds

degZ(f, g) ≤ (tdegX(p) + 2)k = (2d+ 2)k

degε(f, g) ≤ (2 + k · tdegX(p))(tdegX(p) + 2)k degε(p) = 2(2 + 2kd)(2d+ 2)k

bit(f, g) ≤ (2 + k · tdegX(p))(tdegX(p) + 2)k
[
bit(p)

+ 39k(log(k · tdegX(p) degε(p)) + 1)
]

≤ (2 + 2kd)(2d+ 2)k [2τ + 39k (log (4kd) + 1)] .

Now, since (f, g) meets S′, there is a root z∗ ∈ R 〈〈ε〉〉 of f such that g(z∗) :=(
g1(z∗)
g0(z∗) , . . . ,

gk(z∗)
g0(z∗)

)
is in S′. This means that sign((p ◦ g)(z∗)) = 0. Now by

applying Lemma 5.5, with f and

q := g
tdegX(p)
0 · (p ◦ g) ∈ Z[ε][Z],

we can replace ε with the a′ obtained from Lemma 5.5 such that there is a
root z̃ ∈ R of fa′ := fε←a′ that satisfies sign(qa′(z̃)) = 0, which implies that
the point ga′(z̃) is in S∗. Finally we multiply every polynomial in (fa′ , ga′)
by the integer a∗ := (1/a′)degε((f,g)) to get (f∗, g∗) := (a∗fa′ , a∗ga′) ∈ Z[Z]k+2,
a univariate representation with integer coefficients. (f∗, g∗) also meets the
same points as (fa′ , ga′), as the gi’s and g0 are multiplied by the same number.
So (f∗, g∗) ∈ Z[Z]k+2 and meets S∗ which is what we needed for the theorem.

Now we just need to bound the sizes of the univariate representation
(f∗, g∗) ∈ Z[Z]k+2. First, see that the bounds on the degree of (f∗, g∗) is
the same as for (f, g), i.e. (2d + 2)k. To bound the bitsize we need to
bound the number a′ with the bound from Lemma 5.5, but to do this we
first need to bound the sizes of q. We do this by looking at the polynomial
q̄ = g

tdegX(p)
0 p (g1, . . . , gk) ∈ Z[ε][Z] as the bounds for it, are upper bounds for

q. We observe

degZ(q̄) ≤ degZ
(
g

tdegX(p)
0

)
+ degZ(p (g1, . . . , gk))

≤ tdegX(p) degZ(f, g) + tdegX(p) degZ(f, g) ≤ 4d(2d+ 2)k

degε(q̄) ≤ tdegX(p) degε(f, g) + degε(p) + tdegX(p) degε(f, g)
≤ 8d(2 + 2kd)(2d+ 2)k + 2

Then the bitsize bounds are

bit(gtdegX(p)
0 ) ≤ tdegX(p)bit(g0) + (tdegX(p)− 1)2bit(tdegε,Z(g0) + 1)

bit (p (g)) ≤ tdegX(p)bit(f, g) + (tdegX(p)− 1)2bit(tdegε,Z(f, g) + 1)
+ bit(p) + bit(tdegX(p)k)
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bit(q̄) ≤ 2tdegX(p)bit(g0) + 4(tdegX(p)− 1)bit(tdegε,Z(f, g) + 1)
+ bit(p) + bit(tdegX(p)k) + 2bit(degZ(q̄) + degε(q̄) + 1)
≤ 2dbit(f, g) + 8dbit(2(3 + 2kd)(2d+ 2)k)
+ 2τ + bit((2d)k) + 2bit(8d(4 + 2kd)(2d+ 2)k)
≤ 2dbit(f, g) + 2τ + 11dbit(8d(4 + 2kd)(2d+ 2)k)

where the bound for bit
(
g

tdegX(p)
0

)
and bit(q̄) is by [4, Algorithm 8.5]. The

bound on bit (p (g1, . . . , gk)) is also by [4, Algorithm 8.5] and observing that
inserting the gi multiplies up to tdegX(p) polynomials with bitsizes bounded
by bit(f, g) for each monomial, giving the same bound as bit

(
g

tdeg(p)
0

)
. Then

up to tdegX(p)k+1 monomials are aggregated now that polynomial is bivariate,
adding up to bit(tdegX(p)k+1) to the bitsize, which for example can be seen
by [4, Definition 8.4].

Finally we can apply the bounds of Lemma 5.5. First, notice that all the
bounds on q are larger than the bounds on f , so we use those as the common
bounds. We get the following bound on bit((a′)−1)

≤ log
(
2degZ(q)((degZ(q) + 1)!)3[(degε(q) + 1)2bit(q̄)]4d−1

)
+ 1

≤ degZ(q) + 3(degZ(q) + 1) log(degZ(q) + 1)
+ (4d− 1) (log(degε(q) + 1) + bit(q)) + 1
≤ 5(degZ(q) + 1) log(degZ(q) + 1) + 4dbit(q) + 4d log(degε(q) + 1)
≤ 5(5d(2d+ 2)k) log(5d(2d+ 2)k) + 4dbit(q) + 4d log(9d(2 + 2kd)(2d+ 2)k)
≤ 8d2bit(f, g) + 8dτ + 49d(2d+ 2)k log(9d(2 + 2kd)(2d+ 2)k)
≤ 9d2bit(f, g) + 49d(2d+ 2)k (log(9d(2 + 2kd)) + k log(2d+ 2))
≤ 9d2bit(f, g) + 98d(2d+ 2)k log(6kd) + 49dk(2d+ 2)k log(4d)
≤ 156d2bit(f, g)

Recall that (f∗, g∗) was obtained by substituting ε with a′ and multiplying
by
(
(a′)−1)degε(f,g). The multiplication simply adds up the bitsizes, while the

substitution will be canceled out, but by the substitution, up to degε(f, g)
monomials will be added up, adding at most degε(f, g) to the bitsize. Overall
we get that the bitsize of each polynomial in the univariate representation
(f∗, g∗) ∈ Z[Z]k+2 then has the following bound

bit(f∗, g∗) ≤ degε(f, g)bit
(
(a′)−1

)
+ bit(f, g) + degε(f, g)

≤ (degε(f, g) + 1)
(
bit
(
(a′)−1

)
+ 1

)
≤ (5 + 4kd)(2d+ 2)k(157d2bit(f, g))
≤ 157d2(5 + 4kd)(2 + 2kd)(2d+ 2)2k [2τ + 39k (log (4kd) + 1)]
≤ 5652k2d4(2d+ 2)2k [2τ + 39k (log (4kd) + 1)]
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Hence the result follows.

The proof of Theorem 5.5 proceeds exactly the same way, but with slight
variations, particularly in the bounding. First, recall the statement of Theo-
rem 5.5.

Theorem. Let f1, f2, . . . , fn ∈ D[ε][X1, X2, . . . , Xk] so that the total degree
(in X1, . . . , Xk) of each fi is at most d and so that the degrees (in ε) of all
coefficients of each fi are at most dε. Let s ∈ {−1, 0, 1}n be a sign condition,
and let S = {x ∈ R〈〈ε〉〉k |∀i : sign(fi(x)) = si} be the set of points satisfy-
ing this sign condition. Then, for every bounded semi-algebraically connected
component S∗ of S, there exists a univariate representation (f, g) ∈ D[ε][Z]k+2

such that the set of points with it meets S∗, and each polynomial in the uni-
variate representation has degree in Z at most (2d + 2)k and degree in ε at
most 308d2d2

ε (2 + 2kd)2(2d+ 2)3k.

Proof of Theorem 5.5. Let k, f1, f2, . . . , fn, d, dε, s, S be as in the statement of
the theorem and assume S is non-empty as otherwise the statement is trivial.
For i = 1, . . . , n, let

pi =
{
fi si = 0, 1
−fi si = −1 ,

then the set S can be written as {x ∈ R〈〈ε〉〉k |∀i : sign(pi(x)) = |si|}. Now
without loss of generality, assume |s1| = · · · = |sl| = 0, and |sl+1| = · · · =
|sn| = 1, then S can be defined by p1 = · · · = pl = 0, pl+1 > 0, · · · , pn > 0.
Now consider a non-empty bounded semi-algebraically connected component
S∗ of S, by Lemma 5.2 there is an algebraic set W ⊂ R〈〈ε, δ〉〉k defined by
equations p1 = · · · = pl = 0, pi1 = · · · = pim = δ where {i1, · · · , im} ⊂
{l+ 1, · · · , s}, such that there exists a non-empty bounded semi-algebraically
connected component S′ of W which is contained in Ext(S∗,R〈〈ε, δ〉〉).

Next let p :=
∑l
i=1 p

2
i +

∑m
j=1(pij − δ)2 ∈ D[ε, δ][X1, . . . , Xk], note that

tdegε,δ(p) ≤ 2dε , tdegX(p) ≤ 2d.

Note that W = {x ∈ R〈〈ε, δ〉〉 |p(x) = 0}. Now consider p as a polyno-
mial in D[ξ,∆, X1, . . . , Xk], and write is as pξ,∆, then py1,y2(x1, . . . , xk) ≥ 0
for every y1, y2, x1, . . . , xk ∈ R, so Corollary 5.2 gives us that there exists
a set Uy1,y2 of parametrized univariate representations such that for every
y1, y2 ∈ R they meet every bounded semi-algebraically connected compo-
nent of Zer(py1,y2 ,Rk), which in turn mean they meet every bounded semi-
algebraically connected component of Zer(py1,y2 ,R〈〈ε, δ〉〉

k). Since this is true
for arbitrarily small y1 and y2 it also holds for ε and δ, so by restricting y1 to
be ε and y2 to be δ, we get that the set U := Uε,δ of parametrized univariate
representations meet every bounded semi-algebraically connected component
of Zer(pε,δ,R〈〈ε, δ〉〉k). But pε,δ is equal to p, the original polynomial we
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had, so the set Zer(pε,δ,R〈〈ε, δ〉〉k) is equal to W = Zer(p,R〈〈ε, δ〉〉k). In
particular, since S′ is contained in W and is bounded, one of the univariate
representations of U meets S′. Denote this univariate representation by (f, g).

Corollary 5.2 also gives us that the polynomials in (f, g) has the following
bounds on their degrees

tdegε,δ((f, g)) ≤ (2 + k · tdegX(p))(tdegX(p) + 2)ktdegε,δ(p)
≤ (2 + 2kd)(2d+ 2)k2dε

tdegZ((f, g)) ≤ (tdegX(p) + 2)k ≤ (2d+ 2)k.

Now, since (f, g) meets S′, there is a root z∗ ∈ R〈〈ε, δ〉〉 of f such that
g(z∗) :=

(
g1(z∗)
g0(z∗) , . . . ,

gk(z∗)
g0(z∗)

)
is in S′. This means that sign((p ◦ g)(z∗)) = 0.

Using Lemma 5.6, with f and

q := g
tdegX(p)
0 · (p ◦ g) ∈ D[ε, δ][Z],

we can replace δ with a′ such that there is a root z̃ ∈ R〈〈ε〉〉 of fa′ := fδ←a′

that satisfies sign(qa′(z̃)) = 0. This implies that the point ga′(z̃) is in S∗ which
is what we needed for the theorem. Note that unlike the proof of Theorem
5.4 inserting a′ does change the fact that the coefficients of (fa′ , ga′) is in
D[ε]. Now we just need to bound the sizes of the univariate representation
(fa′ , ga′) ∈ D[ε][Z]k+2. First see that the degree of (fa′ , ga′) in Z is the same
as for (f, g), so it is also bounded by (2d + 2)k. Now to bound the degree in
ε, first observe the bounds on q are

degZ(q) ≤ degZ
(
g

tdegX(p)
0

)
+ degZ(p(g1, . . . , gk))

≤ tdegX(p) degZ(g0) + tdegX(p) degZ(f, g) ≤ 4d(2d+ 2)k

tdegε,δ(q) ≤ tdegX(p)tdegε,δ(g0) + tdegX(p)tdegε,δ(f, g) + tdegε,δ(p)
≤ 8d(2 + 2kd)(2d+ 2)kdε + 2dε

since the bounds on q are clearly larger than the bounds for f , we use the
bounds on q as the common bound. Then from the bounds of Lemma 5.6, we
get that the degree of a′ is bounded by

degε(a′) ≤ (4 degZ(q) + 1) degε(q)
≤ (16d(2d+ 2)k + 1)(8d(2 + 2kd)(2d+ 2)kdε + 2dε)
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So finally we can bound degε(fa′ , ga′) by

≤ degδ(f, g) degε(a′) + degε(f, g) ≤ tdegε,δ(f, g) · (degε(a′) + 1)
≤ (2 + 2kd)(2d+ 2)k2dε[

(16d(2d+ 2)k + 1)(8d(2 + 2kd)(2d+ 2)kdε + 2dε) + 1
]

≤ 2(2 + 2kd)(2d+ 2)kdε
[
(17d(2d+ 2)k)(9d(2 + 2kd)(2d+ 2)kdε) + 1

]
≤ 2(2 + 2kd)(2d+ 2)kdε

[
154d2dε(2 + 2kd)(2d+ 2)2k

]
≤ 308d2d2

ε (2 + 2kd)2(2d+ 2)3k

Hence the result follows.

5.4 Applications

A precise analysis of the patience of a concurrent reachability
game

In this section, we apply the method of Hansen et al. [40] to get a non-
asymptotic upper bound on the patience of any concurrent reachability game,
following the reasoning in [40]. This also implies a similarly more precise
upper bound on the time complexity of the strategy iteration algorithm for
solving these games [39]. The content of this section is essentially the same
as Lemma 40, Theorem 41 and Corollary 42 of [40], but improved using our
precise bound from Theorem 5.4. We assume familiarity with [40] and shall
refer directly to lemmas and theorems of that paper.

Recall that the patience p of a stationary strategy x is defined as 1 /
min{xij |xij 6= 0}, that is, 1 over the smallest non-zero probability of x. Then
we have:

Proposition 5.1. For any concurrent reachability game G with deterministic
dynamics, N ≥ 106 positions and m ≥ 106 actions1 for each player in each
position and for any positive integer σ, there exists an 2−σ-optimal strategy
for Player I of patience at most 2σm5N .

Proof. Let σ be given, and let G be a concurrent reachability game with
N ≥ 106 positions, m ≥ 106 actions for each player in each position and
deterministic dynamics. Let Γ(v̄, v) be the formula of [40, Lemma 40] applied
to G. Note that the assumption of deterministic dynamics implies that τ can
be set to 1 in the statement of [40, Lemma 40].

1The numbers 106 are far from optimized, but make the inequalities in the proof easier
to verify for a tired reader than smaller numbers. We regard the present theorem as merely
a "proof of concept" of achieving exact (non-asymptotic) bounds.
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By Theorem 5.4, we can sample a solution v, v̄ with a univariate represen-
tation (f, g) of degree in Z at most (2(m+ 2) + 2)2N = (2m+ 6)2N and with
coefficients of bitsize bounded by

5652(2N)2(m+ 2)4(2m+ 6)4N
[
2 max(σ, 2(N + 1)(m+ 2))

+ 39(2N)(log(4(2N)(m+ 2)) + 1)
]

≤24000N2(2m+ 6)4N+4
[
(σ + 42(N + 1)2(m+ 2))]

≤σm4.5N ;

denote this bitsize bound by B. We now argue as in the proof of [40, Theorem
41] by describing a 2−σ-optimal strategy. Applying that proof to the case
of concurrent reachability games, the strategy is obtained by first computing
for each position of the game an m × m matrix game where each entry is
either 1 or the sum of some entries of v (this holds for concurrent reachabil-
ity games with deterministic dynamics). Optimal strategies for these matrix
games form a 2−σ-optimal strategy for the original concurrent reachability
game, as described in [40].

Let us look at a particular entry in one of the matrix games. Let a, pi ∈
{0, 1} be the coefficients of the affine transformation associated to that par-
ticular entry; that is, the entry is a +

∑N
i=1 pivi = a +

∑N
i=1 pi

gi(z∗)
g0(z∗) , where

z∗ is a root of f . Since a matrix game is strategically unaffected by scal-
ing, we can in fact multiply all entries by g0(z∗); doing this makes the entry
ag0(z∗) +

∑N
i=1 pigi(z∗), i.e., simply a linear combination of the gi(z∗) with

coefficients either 0 or 1. We now solve the matrix game using linear pro-
gramming. By the fundamental theorem of linear programming and Cramer’s
rule, each probability in the resulting strategy is the ratio of two determi-
nants of m × m matrices with entries being such linear combinations. By
[40, Proposition 10], each of these determinants can be seen as a polyno-
mial in variables gi(z∗) of degree m and with coefficients of bitsize at most
B′ := (1+logm)m+N log(m+1). It follows that each determinant is a univari-
ate polynomial in z∗ of degree m(2m+ 6)2N and with coefficients of bitsize at
most B′ ·m(B+logm). Now applying [40, Lemma 15], the ratio between these
determinants is a root of a polynomial h with coefficients of bitsize at most
2(2m+6)2NB′ ·m(B+logm)+7(2m+6)2N (2N log(2m+6)). By [40, Lemma
26], if non-zero, we have the ratio, i.e., the probability we need to bound is at
least 2−(4(2m+6)2NB′·m(B+logm)+7(2m+6)2N (2N log(2m+6))) ≥ 2−σm5N .

Inspecting the inequalities of the proof, we see that the factor 5 in the
upper exponent can be replaced with any constant larger than 4 if we assume
m,N sufficiently large. In contrast, Hansen et al. [39] prove that the factor in
the upper exponent cannot be a constant smaller than 1, even for large m,N ,
by giving a lower bound on the patience of 2mN−o(N) for an (1/2)-optimal
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strategy for a certain game, Generalized Purgatory, which is defined for any
setting of the parameters m,N . It would be very interesting to close this gap
between 1 and 4.

Bounds on the degrees of near-optimal monomial strategies

In this section, we apply Theorem 5.5 to show that concurrent reachability
games have monomial ε-optimal strategies of low degree, combining the rea-
soning from Chapter 4 with the reasoning in [40]. In particular, if the number
of positions of the concurrent reachability game is constant, the degree is
polynomial in the number of actions. We also note that an algorithmic - ex-
ponential time - version of Theorem 5.5 (where the algorithm produces the
most significant terms of the Puiseux series) gives us an - exponential time
- algorithm for computing a Puiseux ε-optimal family. It is likely, however,
that the algorithmic version will yield a worse bound.

We will need some observations about the Puiseux expansions of a polyno-
mial F ∈ R[X,Y ]. It is known that for any bivariate polynomial there exists
convergent Puiseux series p1, . . . , pdegY (F ) ∈ R 〈〈ε〉〉 such that F (ε, pi) = 0 for
each i, such a Puiseux series is called a Puiseux expansion of F . Recall from
Definition 3.1 that the order of a Puiseux series is the smallest exponent in
the series. Then we have the following lemmas.

Lemma 5.7. The order of any Puiseux expansion of F ∈ R[X,Y ] is lower
bounded by −degX(F ) and upper bounded by degY (F ) degX(F ).

Lemma 5.8. For any Puiseux expansion y =
∑∞
n=−m anx

−n/e of F ∈ R[X,Y ]
then we have e ≤ degY (F ).

While these lemmas are apparently well-known within the semi-algebraic
geometry community, we have not been able to find proofs for them in the
literature. Instead, we provide the proofs below. We will use these lemmas
for our univariate representations (f, g) ∈ D[ε][Z]k+2. For this type of polyno-
mials the Puiseux expansions (as viewed in D[ξ, Z]) have a particularly nice
description as they are simply the roots of the polynomials when considered
in D[ε][Z].

For the two proofs, consider a polynomial F (x, y) ∈ R[X,Y ], and let dy =
degY (F ) and dx = degY (X). Write F (x, y) as F (x, y) = A0(x)+A1(x)y+. . .+
Ady(x)ydy ∈ R[x, y] and a Puiseux expansion of F as y =

∑∞
n=−m anx

−n/e,
where Ady(x) 6= 0 and a−m 6= 0. Letting y1, . . . , ydy be the Puiseux expansions
of F (x, y), note that F (x, y) can be written as

Ady(x)
dy∏
n=1

(y − yn(x))
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Proof of Lemma 5.7. Let y∗ =
∑∞
n=−m anx

−n/e be a given Puiseux expansion.
Notice that m/e ≤ dx, this can be seen by the fact that F (x, y) can be written
as Ady(x)

∏dy
n=1(y − yn(x)), so if m/e > dx then the product of the leading

monomials of the Puiseux expansions with negative order would have degree
in x less than −m/e, then since dx ≥ degX(Ady) this would imply a monomial
in F of negative degree, and since this monomial appears from collecting all
the expansions of negative degree, no other monomial of the product could
cancel it out.

Now observe that the term A0(x) is equal to Ady(x)(−1)dy
∏dy
n=1 yn(x).

Next notice that the product of the initial term of each of the Puiseux series
will appear as a monomial of minimal degree in A0(x), hence the product
together with Ady(x) will have positive degree, and bounded by dx. Now we
can upper bound the order of y∗, as each of the (dy − 1) other expansions
contribute a negative degree of at most −dx, and Ady(x) necessarily have
non-negative degree, the order of y∗ can be at most dydx as an order larger
than this would imply a monomial of degree higher than dx in A0(x).

Proof of Lemma 5.8. The proof of the lemma comes from the fact from [77,
Section 3] that the Puiseux expansions of F can be further characterized by the
existence of e1, . . . , er s.t.

∑r
i=1 ei = degy F , and by letting ξi be a primitive

ei’th root of unity then all the Puiseux expansions can be written as

yij =
∞∑

n=−mi
ai,nξ

j·n
i x−n/ei , i ∈ {1, . . . , r} , j ∈ {1, . . . , ei}

That is, the expansions are grouped into r branches (cycles), with the i’th
branch having ei unique Puiseux expansions that is the same up to multipli-
cation of ξi.

Applying the two lemmas to Theorem 5.5, we get the following corollary.

Corollary 5.3. Let f1, f2, . . . , fn ∈ Z[ε][X1, X2, . . . , Xk] so that the total de-
gree (in X1, . . . , Xk) of each fi is at most d and so that the degrees (in ε) of
all coefficients of each fi are bounded by dε. Let s ∈ {−1, 0, 1}n be a sign con-
dition for the family (fj) that is satisfied for some point. Then, there exists a
point x∗ = (x∗1, . . . , x∗k) ∈ R 〈〈ε〉〉k where x∗i is a convergent Puiseux series, so
that for all i, sign(fi(x∗)) = si and so that for all i, the order pi/p0 of x∗i (as
a Puiseux series in ε, with pi ∈ N satisfies pi ≤ 308d2d2

ε (2 + 2kd)2(2d + 2)7k

for i = 1, . . . , k and p0 ≤ (2d+ 2)2k.

Proof. The univariate representation obtained from Theorem 5.5 has degree in
Z bounded by (2d+2)k and degree in ε bounded by 308d2d2

ε (2+2kd)2(2d+2)3k.
Consider any root z of f , and write the order of z as p/q where p, q ∈ N, then
by Lemma 5.7 and Lemma 5.8, q ≤ (2d+ 2)k, and

p/q ≤ 308d2d2
ε (2 + 2kd)2(2d+ 2)4k
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So
p ≤ 308d2d2

ε (2 + 2kd)2(2d+ 2)5k

Denote the bound on p by B. Now, by inserting z into the gi’s, note that the
denominator in the exponents will not change. Thus, in the worst case the
Puiseux series gi(z) and g0(z) will have common denominator of size at most
(2d+ 2)2k, in particular each nominator in the exponent will be multiplied by
at most (2d+ 2)k, so the order pi/p0 of gi

g0
(z) satisfies

pi ≤ B degZ(gi)(2d+ 2)k + degε(gi)(2d+ 2)2k ≤ 2B(2d+ 2)2k

≤ 308d2d2
ε (2 + 2kd)2(2d+ 2)7k

p0 ≤ (2d+ 2)2k

finishing the proof.

Using the definition of Chapter 4, a monomial family of strategies is a
family of stationary strategies (xε)0<ε≤ε0 for Player I in a stochastic game
where for all states k, and all actions j available to Player I in state k except
possibly one action, we have that xkε,j is given by a monomial in ε, i.e., an
expression of the form ckj ε

dkj , where dkj is a non-negative integer and ckj is a
non-negative real number.

The construction of Chapter 4 is based on creating an ε-optimal Puiseux
family of strategies, where each xkε,j is given by a Puiseux series, and then
eliminating the tail of the Puiseux series, only keeping the initial term. Here
we will bound the order of such a family of Puiseux series for the case of
concurrent reachability games, and in particular, by following the construction
of §4.3 we obtain a bound on a monomial family of strategies for a concurrent
reachability game as a corollary.

Proposition 5.2. For any concurrent reachability game G with deterministic
dynamics, there exists an ε-optimal Puiseux family of strategies for Player
I where each initial term of the Puiseux series involved, can be written as
ckj ε

dkj /M where

dkj ≤ 308m(m+ 2)2(2 + 4N(m+ 2))2(2m+ 6)14N and M ≤ (2m+ 6)4N .

Proof. This proof is very similar the proof for Proposition 5.1, but here we
consider the infinitesimal ε as the value, opposed to some fixed number 2−σ.
Let G be a concurrent reachability game with N positions, and m actions for
each player in each position and deterministic dynamics. Let Γε(v̄, v) be the
formula of [40, Lemma 40] applied to G, where 2−σ is replaced by the constant
ε. Note that the assumption of deterministic dynamics implies that τ can be
set to 1 in the statement of [40, Lemma 40].
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By Corollary 5.3, we can sample a solution v, v̄ with a univariate repre-
sentation (f, g) ∈ Z[ε][Z] of where the solutions are convergent Puiseux series
with pi’s at most

pi ≤ 308(m+ 2)2(2 + 2(2N)(m+ 2))2(2m+ 6)14N and p0 ≤ (2m+ 6)4N .

Denote the bound on pi by B. Note that all the standard lemmas and theo-
rems about stochastic games and linear programming, also carry over to the
case where the values are Puiseux series, because of Tarski’s transfer principle
(Theorem 3.1). We now argue as in the proof of [40, Theorem 41] by de-
scribing an ε-optimal strategy. Applying that proof to the case of concurrent
reachability games, the strategy is obtained by first computing for each posi-
tion of the game an m ×m matrix game where each entry is either 1 or the
sum of some entries of v (this holds for concurrent reachability games with
deterministic dynamics). Optimal strategies for these matrix games form a
ε-optimal strategy for the original concurrent reachability game, as described
in [40].

Let us look at a particular entry in one of the matrix games. Let a, pi ∈
{0, 1} be the coefficients of the affine transformation associated to that par-
ticular entry; that is, the entry is a +

∑N
i=1 pivi = a +

∑N
i=1 pi

gi(z∗)
g0(z∗) , where

z∗ is a root of f . Since a matrix game is strategically unaffected by scal-
ing, we can in fact multiply all entries by g0(z∗); doing this makes the entry
ag0(z∗) +

∑N
i=1 pigi(z∗), i.e., simply a linear combination of the gi(z∗) with

coefficients either 0 or 1.
We now solve the matrix game using linear programming. By the funda-

mental theorem of linear programming and Cramer’s rule, each probability in
the resulting strategy is the ratio of two determinants of m×m matrices with
entries being such linear combinations.

Each of these determinants can be written as a sum of products of at
most m entries. Since each of the convergent Puiseux series that the entries
represent have a common denominator, then the Puiseux series that the de-
terminant represents, has nominator simply bounded by mB, while the bound
on the denominator is unaffected, i.e. (2m+ 6)4N .

Dividing the two determinants simply corresponds to dividing the two
Puiseux series, which have common denominators. The order of the resulting
Puiseux series of this division is the difference between the orders of the two
Puiseux series so the upper bound mB applies to this order as well. It follows
that each determinant is a univariate polynomial presentation for a Puiseux
series with

pi ≤ 308m(m+ 2)2(2 + 4N(m+ 2))2(2m+ 6)14N , p0 ≤ (2m+ 6)4N .

Finally we see that since all the Puiseux series are convergent for small enough
ε, then this is also an ε-optimal strategy when ε is replaced by a sufficiently
small real number (for example see [3, Proposition 3.17]). In particular, since
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it is a strategy and hence a probability vector, we get that pi ≥ 0, which
concludes the proof.

Corollary 5.4. For any concurrent reachability game G with deterministic
dynamics, there exists an ε-optimal monomial family of strategies for Player
I where each monomial of the family, can be written as ckj ε

dkj where

dkj ≤ 308m(m+ 2)2(2 + 4N(m+ 2))2(2m+ 6)18N

Proof. As we saw in Chapter 4, the construction of the monomial strategies
works by multiplying each nominator in the exponent by the least common
multiple of the denominators. For our strategies however, each of the nomi-
nators are the same, so we simply get that the degrees of the monomials are
bounded by

pi ≤ 308m(m+ 2)2(2 + 4N(m+ 2))2(2m+ 6)14N (2m+ 6)4N

which concludes the proof.
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