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Abstract

The topography of the Earth directly and indirectly influences human lives, and
thus it has received great attention. In past years, the main challenge was how to
collect terrain elevation data. Typically, surveyors went to the field and measured
the elevation at manually chosen positions, which was very time-consuming. The
recent developments in remote sensing technology, however, has enabled easy
collection of massive amount of high resolution terrain data and made us to
focus more on how to analyze the collected data. This has led to increased focus
on developement of efficient terrain analysis algorithms.

The ever increasing size of high resultion terrain data has made terrain
analysis increasingly challenging, and using algorithms that scale well is obviously
essential to handle massive terrain data. Traditionally, most algorithms are
studied under an assumption that the cost of accessing any memory cell is the
same. This assumption, however, no longer holds when the data sets we deal
with do not fit in main memory, in which case the I/O-communication often
becomes the bottleneck.

In this thesis, we consider the algorithmic challenges in handling massive
terrain data. To resolve the scalability issue, we present so-called I/O-efficient
algorithms to efficiently deal with massive data that does not fit in main memory
for two terrain analysis problems: planar subdivision simplification and river
flood risk computation. Our study includes experiments on massive real life data
that show that our algorithms are efficient in practice.

In many terrain data applications, frequent updates in small areas may be
required — such as when new data is collected or when users consider various
terrain change scenarios — and terrain analysis derived from the data then
needs to be updated. Most existing algorithms, however, are not designed to
handle dynamic data changes, and therefore the analysis needs to be recomputed
from scratch when a small part of the data changes. As the size of terrain data
increases and the computation costs become large, it is infeasible to recompute
the entire analysis as updates are retrieved.

In this thesis, we thus also study terrains whose surface continuously deforms
over time. We focus on changes in certain topological attributes of the terrains
central to a wide range of applications. We describe how those topological
attributes change as the surface deforms, and this leads us to an efficient data
structure for maintaining the attributes. Finally, we show how to maintain this
data structure I/O-efficiently.
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Résumé

Jordens topografi p̊avirker direkte og indirekte menneskers liv og har derfor
modtaget stor opmærksomhed. Tidligere har den største udfordring været
hvordan man indsamler terræn højdedata. Den typiske fremgangsm̊ade har været,
at landinspektører gik ud og manuelt m̊alte højden p̊a valgte positioner, hvilket
var meget tidskrævende. De seneste udviklinger i remote sensing teknologi har
imidlertid muliggjort en lettere indsamling af massive mængder af højopløselige
terræn data, og f̊aet os til at fokusere mere p̊a, hvordan man analyserer de
indsamlede data. Det har ført til større fokus p̊a udviklingen af effektive terræn
analyse algoritmer.

Den stadig stigende mængde af højresolution terræn data har gjort terræn
analyser mere udfordrende, og det er afgørende for at bruge effektive algoritmer
i forbindelse med h̊andtering af massive mængder af terræn data. Traditionelt
studeredes de fleste algoritmer under forudsætningen af, at omkostningen for
at tilg̊a en given hukommelsescelle er den samme. Denne forudsætning holder
imidlertid ikke n̊ar de datasæt der h̊anderes er større end intern hukommelse. I
s̊adanne tilfælde bliver I/O-kommunikationen ofte flaskehals.

I denne afhandling adresserer vi de algoritmiske udfordringer i h̊andtering af
massive terræn data. For at adressere problemet med skalerbarhed for proble-
mer der involverer data større end intern hukommelse, præsenterer vi s̊akaldte
I/O-effektive algoritmer for to terræn analyse problemer: ‘Planar subdivision
simplification’ og ‘river flood risk computation’. Vi præsenterer ogs̊a eksperi-
menter p̊a massive ‘real life’ data, som p̊aviser at vores algoritmer er effektive i
praksis.

I mange terræn data applikationer vil det ofte være nødvendigt med jævnlige
opdateringer af data i sm̊a omr̊ader — f.eks. n̊ar der indsamles ny data eller n̊ar
brugere overvejer forskellige ændringsscenarier — og terræn analyser baseret p̊a
data’en s̊a opdateres. De fleste eksisterende algoritmer er imidlertid ikke designet
til at h̊andtere dynamiske ændringer i data, og derfor skal analysen genberegnes
forfra, selv n̊ar bare en lille del af data ændres. I takt med at størrelsen af terræn
data (og dermed beregningstiderne) øges, vil s̊adanne genberegninger ikke være
praktisk mulige.

I denne afhandling undersøger vi ogs̊a terræn som deformeres over tid, med
fokus p̊a forandringer i bestemte topografiske egenskaber af terrænet, som er
centrale for en bred vifte af anvendelser. Vi beskriver hvordan de topografiske
egenskaber ændrer sig i takt med at overfladen deformeres, og hvordan dette
leder til ‘effektive’ datastruktur der vedligeholder disse egenskaber. Endelig viser
vi hvordan denne datastruktur kan vedligeholdes I/O-effektivt.
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Chapter 1

Introduction

More data is being collected today than at any time in human history. The data
is collected for many purposes; such as scientific and commercial research, or even
personal interest. The development of digital sensors and storage has boosted
data collection and improved resolution and collection rates. The availability
of data has opened many new opportunities. For many scientists, new research
topics have appeared and led to new scientific discoveries; in the commercial
world, new business models have been introduced and a number of companies
have been founded based on these models.

In recent years, remarkable progress has been made on collecting terrain data.
The development of remote sensing technology makes high resolution terrain data
relatively easily and cheaply available. Satellites, airplanes or vehicles equipped
with this technology scan the surface of terrains and collect geo-referenced
elevation data. As terrain topography affects many things, e.g., agriculture,
water flow, and weather, which directly and indirectly influence human lives,
terrain data has received an increasing attention in many research areas. The
increased attention has brought better understanding of terrain topography, and
rapidly improved related technology. As a consequence, our increased ability to
collect and store terrain data has created tremendous amount of large-scale and
detailed terrain data.

In 2000, NASA’s Shuttle Radar Topography Mission (SRTM) was launched
to obtain terrain data on a near-global scale [55]. The SRTM data contains
geo-referenced elevation points at a resolution of one point for every 30 meters.
During the mission, about 9 terabytes of raw data were processed and the data
is publicly available1. Moreover, national terrain data sets are being collected by
individual countries. Danish terrain data, for example, has been produced with
1.6 meter resolution. Furthermore, a more detailed terrain data set (sub-meter
resolution) is being collected, estimated to contain about 168 billion points.

The detailed terrain data has become an important resource for many applica-
tions. Geographic Information Systems (GIS) are examples of such applications2.

1Initially, only 90 meter resolution data was released to the public for areas outside the
U.S. and 30 meter resolution for inside the U.S. Recently, the U.S. goverment has decided to
release full resolution for the rest of the world

2GIS is a broad term that may refer to a number of different concepts manipulating
geographic information, but in this thesis we refer to it as a general system in which geographical
data is involved.
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2 CHAPTER 1. INTRODUCTION

For instance, high accuracy and large-scale contour map can be generated to
represent the terrain, or analysis of water flow on the terrain surface can be
performed and used for, e.g., disaster management or hydrology.

While the access to detailed terrain data has enabled many applications, the
growth of data has presented many challenges with existing software. Tradition-
ally, software has been designed based on an abstract machine model that does
not capture the memory organization of modern systems. However, for economic
reasons, the memory of computer systems is commonly made up of a hierarchy
of multiple levels. As such a memory structure is somewhat of a barrier for
designing software, modern systems are often providing an environment, where
program designers can simply ignore the memory structure. By using a variety
of memory management schemes, the systems then try to minimize the penalty
caused by ignoring the memory hierarchy. However, despite these efforts, the
penalty is not negligible when the data dealt with is sufficiently large.

Existing software that analyzes terrain data is typically designed to handle
static data, i.e., it assumes that the input data does not change. In many
applications terrain data, however, frequently needs to be updated and any
analysis derived from the terrain data also needs to be updated. Most existing
software handles this by reanalyzing the updated data from scratch. However,
as the terrain data becomes detailed and its size increases, the computation
cost of terrain analyis has become expensive and thus this approach has become
infeasible. The demand of designing software to deal with dynamic data, therefore,
has increased.

A naive and simple method to avoid most of the above challenges with large
terrain data is to reduce the level of detail of the data. However, terrain analysis
on data with a low level of detail may result in inaccurate results. For instance,
for flood risk analysis, dikes along shores and rivers are critical features for the
analysis. Yet, some of them are not captured in low resolution data; refer to [52]
for such examples. In this thesis, we study how to alleviate the above challenges
without reducing the detail of data.

Chapter Overview. In Section 1.1, we will give a brief overview of the
techniques used to collect terrain data and how we generate terrain models from
the collected data. We will argue that those techniques are able to generate
very large quantities of terrain data. In Section 1.2, we will briefly discuss the
scalability challenge when handling massive terrain data. We will describe the
problems with existing algorithms and software for handling massive data, and
present a model of computation, called the I/O-model, which is designed to
develop algorithms that overcome these problems. In Section 1.3, we will briefly
discuss the challenges that arise when terrain data is dynamic. We will describe
the kinetic data structure framework which is often used for developing data
structures for data that changes over time. In Section 1.4, we will provide a brief
overview of the problems and results contained in this thesis. We will discuss
two terrain analysis problems: planar subdivision simplification and river flood
risk computation, and overview our algorithms for these problems. We will then
consider handling terrains whose surface continuously deforms. We will discuss
a problem of maintaining certain topological attributes of the terrains central to
a wide range of application, and overview our results. Finally, we describe some
future work in Section 1.5.
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1.1 Terrain Modeling

Traditionally, terrain data was manually collected in the field by surveyors and
the accuracy and coverage of this manually collected data was very limited. The
technological advances in remote sensing completely change the nature of terrain
data acquisition. Now the surface of the survey area is accurately measured by
remote sensing scanners without physical contact, and the surveying is done over
large areas using vehicles with remote sensing equipment.

Point clouds. As the surface of a terrain is obviously continuous, sampling
is commonly used to discretize the surface; The elevations of a finite number
of sample locations are collected. A measure at a given location is called an
elevation point, containing x- and y-coordinates and the elevation of the location
on the terrain. We call a set of elevation points a point cloud.

One technique to collect a point cloud is Interferometry Synthetic Aperture
Radar (IfSAR). Typically a moving platform, such as an airplane or a spacecraft,
with two or more radars scans the terrain. Each of the radars transmits successive
pulses of radio waves and receives the echo of each pulse. By combining the
received echoes, the elevation of the terrain is then extracted. This technique
was used for the NASA Shuttle Radar Topography Mission (SRTM) [55], which
produced a point cloud covering 99 percent of the landmass of the Earth with a
point for approximately every 30 meter. During the mission, about 9 terabytes
of raw data were produced.

Another well-known technique to collect point clouds is Light Detection and
Ranging (LiDAR), which uses lasers. A LiDAR scanner emits narrow laser beams
toward the terrain, and the elevation of the terrain is calculated based on the
time for the signals to return. Data generated using LiDAR often contains more
complex information than just a height value, as the beam may be reflected by
multiple objects in the same approximate horizontal position, such as a leaf of a
tree and the ground. Point clouds can then be obtained using algorithms that
classify the elevation points into specific classes, e.g., the ground or the top of
trees. Using LiDAR technology, Danish terrain data has been produced with a
point for approximately every 1.6 meter. Moreover, sub-meter resolution (0.5
meter) terrain data is currently being produced, which will contain approximately
168 billion points.

Terrain models. Point clouds are usually transformed into digital elevation
models (DEMs), represented as either a triangulated irregular network (TIN) or
a raster (a grid of squares). The transformation enables the sampled point set
to represent a continuous surface.

A TIN-DEM is a triangulation of a point cloud. Each vertex of the trian-
gulation corresponds to an elevation point, that is, it explicitly contains the
coordinates describing the horizontal position and the elevation of the surface
at the position. A simple way to translate a point cloud to a TIN is to first
project the points in the point cloud onto the xy-plane, triangulate the projected
point set, and then lift the triangulation mesh up into R3. Many efficient al-
gorithms have been designed for constructing planar triangulations of massive
data sets [8, 34,44,58].

This way we formally define a continuous surface of the terrain represented
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Σ

M

h(p)

p

(a) A TIN-DEM (b) A raster-DEM

Figure 1.1: Illustrations of a TIN-DEM and a raster-DEM. (a) M describes a
triangulation of the points in a point cloud projected onto the xy-plane and
Σ describes a continuous surface defined from M. (b) Black points describe
the center points of cells and red lines describe a Delaunay triangulation of the
center points.

by a TIN-DEM. Let M be the triangulation of the projected points in the plane.
Consider a function h : M → R such that the restriction of h to each triangle
of M is a linear map, often called a height function. Given M and h, we define a
terrain Σ to be the xy-monotone triangulated surface in R3 given as the graph
of h. Note that the triangulation of Σ is induced by M; see Figure 1.1 (a).

A raster-DEM is a uniform grid where each cell is explicitly associated
with a position of a terrain and only stores the elevation at that position;
see Figure 1.1 (b). To create a raster-DEM from a point cloud we need to
approximate the elevation of each cell. One way of doing so is to compute a
TIN-DEM of the point cloud, and then for each cell compute the height of its
center point from the TIN-DEM.

To define a continuous surface of the terrain represented by a raster-DEM,
a simple way is to compute a TIN-DEM by triangulating the center points of
cells and use the definition described above. Note that constructing a Delaunay
triangulation of the center points is very simple and such a triangulation is not
unique as the points are uniformly spaced; see Figure 1.1 (b).

Although the raster-DEM has a few drawbacks, e.g., the uniform density of
cells and the ambiguity in defining a continuous surface, it is widely used in
practice due to its simplicity, which allows for simple (and efficient) algorithms.

1.2 Processing Massive Data

Memory characteristics. The memory structure of modern computing de-
vices consists of multiple levels with different characteristics. At the lowest level,
CPU registers are placed, built with the fastest and most expensive memory.
Next follows multiple levels of caches. The number of cache levels varies with
processor designs, but commonly 2-3 levels of caches are used; The lowest level
caches are built with fast and expensive memory, while higher level caches are



1.2. PROCESSING MASSIVE DATA 5

Memory Disk
L3

Cache
P L2L1R

Figure 1.2: Illustrations of the memory hierarchy of a commodity machine. P
denotes an execution unit (processor) and R a set of registers.

built with slower and less expensive memory. At the next level, the main memory
is placed and disks are located at the last level; see Figure 1.2.

As mentioned, most modern systems provide an environment that hides
the memory hierarchy, called virtual memory, in which each program has one
uniform (virtual) address space, and the assignment of the address to (real)
physical memory is managed by the operating system. Within this environment,
programmers tend to have the assumption that any address of the memory can
be accessed at the same cost. As a result, they focus on minimizing the number
of computations done by the processor, without being concerned about accessing
data. This programming principle is reasonable in many cases and enables
software to be designed more easily by ignoring complex memory management in
different memory hierarchies. However, when software handles data of large size,
the (virtual) address space spans multiple levels of the memory hierarchy and
the access time of different types of memory is not the same. Especially when
parts of the address space are mapped to disk, the access time to these parts
is significantly slower than the access time to the other parts; accessing data
on disk is roughly a million times slower than accessing data in main memory.
Hence, the I/O-communication can be a major bottleneck and our focus is on
minimizing it.

An important characteristic of hierarchical memory is that data is transferred
between the memory levels in blocks of a fixed size. For example, to fetch data
from disk, roughly two steps are involved: seeking to the location of the data,
and then retrieving it. Since seek time is very long (since it is a mechanical
process), a large block of data is retrieved after the seek. This gives potentially
significant improvements when a program tends to access items with nearby
locations close together in time — in fact this is known as a natural tendency of
most programs called spatial locality ; refer to [36] for the detail. Recently, Solid
State Drives (SSD) have been introduced. SSD are not mechanical but they are
still similar to disks in the sense that they are much slower than main memory
and transfer data in blocks; refer to a recent survey [12] for a discussion of the
characteristics of SSDs.

To obtain algorithms that efficiently process massive data we want to
exploit the characteristic of data transfers to minimize the number of I/O-
communications. Memory management schemes provided by operating systems
are general purpose, and thus they may not take full advantage of the potential
properties in a specific problem. Instead, we would like to design algorithms min-
imizing the number of accesses to the disk by managing the I/O-communications
manually.
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CPU Memory

Size ∞

CPU Memory Disk

Size M Size ∞
Size B

Block

(a) word-RAM Model (b) I/O-Model

Figure 1.3: Illustrations of the models of computations.

I/O model of computation. In computer science, models of computation
specify the operations allowed and their costs on an abstract machine. They are
used to measure the running time of an algorithm and to compare the efficiency
of algorithms. One of the models most widely used resembles the virtual memory
environment and is called the word-RAM model. In this model the machine can
do any basic operation on a data word in unit time and access any memory
location in unit time. Moreover, this model essentially assumes that the main
memory has infinite size; see Figure 1.3 (a). Most existing algorithms for terrain
analysis are designed in this model. However, this model is too simplistic for the
reason discussed above, and we need a model that is able to take the memory
hierarchy into account.

The I/O-model (often called the external memory model) introduced by
Aggarwal et al. [11] reflects some of the memory hierarchy. More precisely,
the machine is aware of the communications between main memory and disks.
In this model, the machine consists of a main memory of fixed size M and
secondary storage (disk) of unlimited size. Computation can only take place
on data in main memory, and data transfer between main memory and disk,
called an I/O-operation (I/O in short), is done in blocks of B elements; see
Figure 1.3 (b). The complexity of an algorithm is measured in terms of the
number of I/O-operations it performs. In this thesis, we refer to an algorithm
designed for the I/O-model as an external memory (or I/O-efficient) algorithm,
and an algorithm designed for the word-RAM model as an internal memory
algorithm.

In the past few decades, many I/O-efficient algorithms have been introduced.
One of the simplest algorithms is scanning an array: Given an array of N
elements, the task is accessing all elements in the order of the array. Assume
that the elements of the array are stored in consecutive disk blocks. Every
time we access an element not in main memory, B elements within the same
block will be loaded into main memory in a single I/O. Thus, the number of
I/Os required by this algorithm is O(N/B). Another elementary I/O-efficient
algorithm is sorting an array. The external merge sort resembling the well-
known internal merge sort algorithm does so efficiently. First, N/M sorted
sub-arrays are created by repeatedly loading M consecutive elements into main
memory, sorting the elements, and writing them back to disk. Next, the sorted
sub-arrays are merged together similar to the merge process of the internal
merge sort. The main difference is that M/B sub-arrays can be merged together
in O(SCAN(N)) I/Os. To do so, we simply load the first block of elements
from each sub-array. Note that all these elements fit in memory. Then we
collect and output the B smallest elements. If all elements loaded from a
sub-array are outputted, the next block of elements are loaded from the sub-
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f5 f6
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Figure 1.4: Illustration of time-forward processing.

array. We continue this process until the M/B sub-arrays are merged into
one sorted sub-array. We recurse the merge process until one sorted array
is left. The number of recursive levels is O(logM/B N/B) as we merge M/B
sub-arrays at the same time. Therefore the external merge sort algorithm
requires O(N/B logM/B N/B) I/Os. Moreover Aggarwal et al. [11] proved that
the number of I/Os needed to sort N elements is Ω(N/B logM/B N/B), that
is, the external merge sort is asymptotically optimal. Throughout this thesis,
we write SCAN(N) and SORT(N) for N/B and N/B logM/B N/B, respectively.
Note that SORT(N) << N for practical values of M and B. See surveys [15,66]
for a comprehensive review of important results in the I/O-model.

In the following, we briefly describe two fundamental I/O-efficient algorithms,
one for I/O-efficient priority queues and the other for time-forward processing,
which are widely used for I/O-efficient terrain analysis algorithms. The usage of
these algorithms can be also found in this thesis (in Chapter 3 and Chapter 5).

I/O-efficient priority queues. The priority queue is one of the most fun-
damental data structures widely used in many applications. It stores a set of
items, each of which has a priority associated with it. Typically priority queues
support two operations: insert operation that inserts an item with its priority,
and delete min operation that deletes the stored item with the minimum priority.

Arge [14] presented an I/O-efficient priority queue using a so-called buffer
tree. This data structure performs a sequence of N priority queue operations
in O(SORT(N)) I/Os, that is, each operation uses O(1/B logM/B N/B) I/Os
amortized. This data structure supports not only the typical priority queue
operations; insert and delete min, but also delete operation that deletes an item
when its key is known. Fadel et al. [41] introduced an I/O-efficient heap that
supports each priority queue operation in O(1/B logM/B Ni/B) I/Os amortized,
where Ni is the number of items in the heap when ith operation is performed.
Finally, Brodal et al. [26] presented an I/O-efficient priority queue performs a
sequence of B operations in O(logM/B N/B) I/Os in the worst-case.

Time-forward processing. The time-forward processing is a well-known
technique for evaluating the function computed by a bounded fan-in boolean
circuit whose description is stored in disks. It is assumed that the labels l(v) of
nodes v come from a total order <, such that for each edge (v, w), l(v) < l(w);
see Figure 1.4. A solution of this problem proposed by Chiang et al. [32] is named
time-forward processing, motivated by thinking of node v as being evaluated
at ‘time’ l(v), and processing nodes in the ‘time’ order. This solution uses
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O(SORT(N)) I/Os and was introduced before the development of I/O-efficient
priority queues. However, using an I/O-efficient priority queue gives a more
obvious algorithm for solving the problem in O(SORT(N)) I/Os. We first sort
the nodes by their time (label) using an external sort algorithm, e.g., the external
merge sort algorithm, and when evaluating a node v we simply forward the
evaluation of v to w for each edge (v, w) by inserting it in the priority queue
with priority l(w). The inputs to a node w can then be obtained when time
reaches l(w) (when we evaluate w) by performing delete min operations.

1.3 Processing Dynamic Data

In many applications, terrain data is frequently updated. For instance, terrains
are continuously deformed by various processes such as natural weathering and
human activities, and such continuous changes can be cost-efficiently captured by
the remote technologies discussed above. Moreover, users of GIS software often
would like to know the effect of changing a terrain for specific applications, e.g.,
planners finding the most cost-efficient location for dike or waterway construction
to prevent floods.

As terrain data changes, any analysis derived from the data obviously has to
be updated. Most existing algorithms for terrain analysis are designed for static
terrain data, and therefore terrain data change often means that the terrain
analysis needs to be recomputed from scratch. However, as the size of terrain
data increases, the computation cost of terrain analysis has rapidly increased
(even if I/O-efficient algorithms are used) and it thus becomes tedious for users
to do even small edits.

Motivated by the above, we consider efficient dynamic terrain data analysis in
this thesis. In particular, we study how terrain attributes (analysis) change as the
elevation of a point in terrain data changes continuously. Many computational
geometry problems involving objects in continuous motion have been extensively
studied, and many solutions have been proposed within the kinetic data structure
(KDS) framework. In this section, we review the framework with a simple
example.

Kinetic data structure. A kinetic data structure, introduced by Basch
et al. [22], is a data structure for maintaining an attribute of geometric ob-
jects that are continuously moving. We refer to the attribute being maintained
as the configuration function. In the KDS setting, each object is moving along
a trajectory, given as a function of time, which can be updated at any point
in time. As the objects are moving, the configuration function may change
when certain events occur, e.g., when two moving object collide. The goal is
to design an algorithm that keeps track of such events and correctly maintains
the configuration function at all time. Since discovering and scheduling only
these events, where the configuration function changes, is difficult, we often find
a somewhat larger set of events that is easy to maintain.

A general approach to designing a KDS is maintaining a set of certificates
that ensure the correctness of the configuration function. When a certificate fails
(an event occurs), the configuration function is updated and the failing certificate
is replaced with the new valid one. The certificates are typically maintained in
an event queue, with priorities equal to their closest failure time in the future.
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The certificate with the minimum failure time is considered as the next event.
The challenge is to find a set of certificates that are inexpensive to maintain.

The performance of a KDS is measured by various parameters. First note
that events can be divided into events that change the configuration function
(external events) and events that do not (internal event). When designing a KDS,
the KDS must process all external events to correctly maintain configuration
function, and it processes as few internal events as possible for efficiency. In this
context, a KDS is said to be efficient if it guarantees that it never processes many
more events than external events, provided that trajectories of input objects
are not updated. More precisely, a KDS is weakly efficient if the ratio of the
worst-case number of events to the worst-case number of external events is no
more than polylogarithmic in the number of input objects. Moreover, a KDS is
strongly efficient if the worst-case ratio of total events it processed to external
events is small; however only few strongly efficient KDSs are known. There are
three other parameters for KDS performance measures.

• Responsiveness: A KDS is responsive if the cost of handling one event is no
more than polylogarithmic in the number of input objects.

• Compactness : A KDS is compact if the number of certificates being maintained
by the KDS (the size of the event queue) is close to linear in the number of
input objects.

• Locality : A KDS is local if the maximum number of certificates in which an
object is involved is no more than polylogarithmic in the number of input
objects.

Note that locality measures how easily trajectories can be updated; refer to [45,46]
for more detail of KDS performance measures.

Kinetic tournaments. For concreteness consider the simple example where
a set L of points continuously moving along the y-axis and we want to maintain
the lowest point of the set over time, that is, where the lowest point of L is
the configuration function. For simplicity, we assume that each point is moving
according to a linear function, and that when two point collide, they simple
pass through each other; see Figure 1.5 (a). This KDS problem is known as
kinetic tournament. Consider a balanced binary tree structure in which each
leaf stores a point of L (in arbitrary order). For each internal node, we maintain
the lowest point among the points stored in its subtree, called the winner. Note
that the winner at an internal node is the lower point between the two winners
at its child nodes. With this structure, it is obvious that the lowest point of L
is the winner at the root. The question is, of course, how this data structure
is maintained over time. There are two cases where the winner at an internal
node changes: (i) when the current winner is overtaken by the winner at a
child node, or (ii) when the winner at a child node is changed. Observe that in
case (ii), there is a descendant node in case (i). For each internal node v, we
maintain a certificate which certifies that the current winner at v is the lower
point between the winners at its child nodes. Note that the certificate fails when
the winners at its child nodes change their order. When this happens, the winner
at v is updated and the new winner is propagated to ancestor nodes until it gets
defeated (or becomes the winner at the root). For each ancestor u of v whose
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Figure 1.5: The problem of maintaining the lowest point of moving point sets.
(a) describes the set of points moving along y axis. (b) depicts the point set in
the ty-plane, where t is the time-axis. The green segments (the lower envelope)
indicates the lowest points

winner has changed, we also change the certificate associated with the parent of
u so that the new certificate considers the order between the new winner at u
and the winner at the sibling of u. Note that each certificate change requires
updates in the event queue. To update the trajectory of a point p, we simply
update the certificates associated with the internal nodes in which p is involved.
Note that such nodes only exist on the path from the root to the leaf storing p.

To analyze the performance of the kinetic tournament KDS above, let n be
the number of points in L. For a certificate failure associated with an internal
node v, we update the certificates and the winners associated with the ancestor
nodes of v. As the tree is balanced, there are O(log n) ancestors, and thus each
event is handled in O(log2 n) time (since each certificate needs to be updated
in the event queue). The number of certificates being maintained is bounded
by the number of nodes in the balanced binary tree, O(n). Also, the number
of certificates in which an object can be involved is bounded by the height of
the tree, O(log n). Therefore, a kinetic tournament is response, compact and
local. For efficiency, we need to analyze the worst-case number of internal and
external events. Note that winner changes at any internal nodes are considered
as internal events except the ones at the root. Consider the number of events
that correspond to winner changes at an internal node v. Let L(v) be the
subset of points stored in the subtree of v. If we draw the trajectories of all
points in L(v) on the ty-plane, where t is the time-axis, the winner changes
at v corresponds to the breakpoints of the lower envelope of the trajectories; see
Figure 1.5 (b). Thus, the complexity of the lower envelope bounds the number
of the events. Let s be the maximum number of intersections between the
trajectories; s = 1 under our assumption. Then, it is known that the complexity
of the lower envelope is bounded by λs(L(v)), where λs(x) is the maximum
length of a Davenport-Schinzel sequence of order s on x symbols, and λs(x)/x
is known to be an extremely slowly growing function; see [6]. By summing the
bounds over all nodes, it can be concluded that the number of internal events
is bounded by O(λs(n) log n) and the number of external events by O(λs(n)).
Therefore, a kinetic tournament is weakly efficient — it is not strongly efficient
because it is possible that the globally lowest point does not change but other
points keep changing their order.
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1.4 Results Overview

In this section, we present a brief overview of the results in this thesis, presented
in the following four chapters each corresponding to a paper. In the first two
chapters, we focus on handling massive terrain data and present I/O-efficient
algorithms for simplifying massive planar subdivisions (such as contour maps,
cadastral maps, or watershed maps) and for analyzing flood risk caused by rivers,
respectively. In the last two chapters we then focus on dynamic terrain data
and consider the problem of maintaining so-called the contour trees of dynamic
terrains. We first present an internal memory algorithm for this problem, and
then extend it to the I/O-model. The chapters are based on the following four
papers.

Simplifying Massive Planar Subdivisions With L. Arge and J. Truelsen.
In: Proc. of the 16th Workshop on Algorithm Engineering and Experiments,
Jan. 2014.

Computing River Floods Using Massive Terrain Data With C. Alexan-
der, L. Arge, P. Klith Bøcher, M. Revsbæk, B. Sandel, J. Sevenning, and C.
Tsirogiannis. Manuscript, 2015.

Maintaining Contour Trees of Dynamic Terrains With P. K. Agarwal,
T. Mølhave, M. Revsbæk, I. Safa and Y. Wang.. In: Proc. of the 31st
International Symposium on Computational Geometry, Jun. 2015

Maintaining Contour Trees of Dynamic Terrain in External Mem-
ory With P. K. Agarwal, L. Arge, M. Revsbæk. Manuscript, 2015.

1.4.1 Simplifying Massive Planar Subdivisions

Often terrain data and terrain analysis are visualized in the form of a planar
subdivision, that is, an embedding of a planar graph with straight line edges. For
instance, contour maps are very effective planar subdivision representations of
terrains: Given a set L of discrete levels and a terrain model Σ, a contour map is
defined as a set of points in Σ whose elevation is ` for any ` ∈ L, and this point
set is often shown as a set of polygonal lines; (see Figure 1.6 (a)). Watershed
maps are also another good examples; a watershed is the area of land where all of
the water that falls in it goes into the same place, and the boundary of each area
is easily shown as a set of polygonal lines; see Figure 1.6 (b). The complexity of
such representations obviously increases as the underlying terrain data becomes
more detailed, thus reducing the complexity has become an essential problem.
It is often important to provide some guarantees on how much a subdivision
representation is changed, such as for example how much lines and vertices are
moved/changed, when reducing the complexity.

There are two methods of reducing the complexity: simplifying a DEM
before generating representations of its terrain or directly simplifying the planar
subdivision itself. There has been a lot of work on simplifying DEMs. A com-
mon approach for simplifying a TIM-DEM is to coarsen the triangulations, e.g.,
collapsing edges and contracting vertices. However, often such an approach does
not guarantee to preserve topographically important features on the terrain. To
overcome this, Carr et al. introduced an algorithm for simplifying insignificant
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(a) A contour map (b) A watershed map

Figure 1.6: Examples of planar subdivisions.

features based on their geometric measures such as height, area or volume [31],
and this algorithm was extended to the I/O model by Arge et al. [18]. Although
DEM simplification has been extensively studied, planar subdivision simplifi-
cation is still useful in many cases. For instance, even if a DEM is simplified
well, a planar subdivision representation derived from the DEM may still not be
simplified very well or may be hard to provide some specific guarantees defined
with respect to the unsimplified lines.

Simplifying a planar subdivision resembles simplifying a set of polygonal lines
in the plane, and there are lots of previous work on polygonal line simplification;
refer e.g. to [47] for a comprehensive survey. However, simplifying individual
polygonal lines in the subdivision will likely lead to intersections between simpli-
fied polygonal lines, something that in most cases is highly undesirable. While
I/O-efficient simplification of a subdivision as a whole has not been considered
previously, an I/O-efficient algorithm for contour map simplification was recently
developed by Arge et al. [16]. Given a terrain and a set of desired levels, the al-
gorithm constructs the contour map of the terrain containing the contours at the
given levels, and simplifies the contour map such that: i) simplified contours and
unsimplified contours have one-to-one correspondence; ii) simplified contours are
homotopic to unsimplified contours (their inside/outside relationships) iii) given
a real value εxy, each point on a simplified contour is within distance εxy of a
point on its unsimplified contour; iv) simplified contours are not self-intersecting;
and v) given a real value εz, the elevation of any point on a simplified contour
of level ` is `± εz in the terrain.

Contribution. In Chapter 2, we present the first I/O- and practically efficient
algorithm for simplifying a planar subdivision. Our algorithm also provides
similar guarantees to the previous contour map simplification algorithm [16];
the conditions are defined in terms of planar subdivisions, but they correspond
to the conditions (i), (ii), (iii) and (iv) when a given planar subdivision is a
contour map. In addition, the condition (v) can be provided in the contour map
case. Under some practically realistic assumptions (also made in the previous
work [16]), our algorithm uses O(SORT(N)) I/Os, where N is the size of the
decomposition.
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Figure 1.7: Illustration of hydrological analysis. (a) describes sea-level rise in 1D.
The blue areas describe ocean (water source) and they have all same elevation.
The red lines describe both flooded area and water paths. (b) describes river
rise in 2D. The thick blue lines describe rivers and they have different elevation.
The blue area indicates floods.

Our algorithm is simple enough to be of practical interest. In fact, although
more general, it is significantly simpler than the previous contour map simplifi-
cation algorithm [16]. We have implemented our algorithm and present results
of experiments on massive real life data. The experiments confirm that the
algorithm is efficient in practice. For the contour map simplification problem,
the new algorithm is significantly faster than the previous one, while obtaining
approximately the same simplification factor.

1.4.2 Computing River Floods Using Massive Terrain Data

Flood risk analysis is an important application of terrain data, since unexpected
floods cause a lot of damage. For instance, heavy rains over Pakistan in 2010
affected the Indus river basin and around 800,000 kilometers of land was flooded.
Due to the flooding, about 20 million people lost their properties and about
2000 people died [3]. Flood can occur for various reasons but we can broadly
divide floods up into flood due to rising sea-level, flood when water gathers in
depression, and floods that occur when water streams over the terrain (such as
for example when water in rivers rises). A lot of flood analysis software (and
algorithms) exists, each of which uses very sophisticated and dynamic model of
how water flows and flood occurs. However, often such software only handles
data of very limited size, and as a result, one can only analyze extremely small
terrain at full resolution or have to reduce the level of detail of the data to
analyze large areas.

However, recently I/O-efficient algorithm has been developed for analysis
flood risk from water gathering in depression [18] and from rising sea-level [52].
The algorithm for computing sea-level rise flood risk assumes that the sea-level
uniformly rise to x meters and computes all areas of the terrain where there is
a path to the sea where the maximum elevation along the path is less than x;
such areas are in risk of flooding. Note that such a path describes a way sea
water could flow; see Figure 1.7 (a). In this thesis we consider floods as a result
of overflow of water from rivers. The 2010 Pakistan river flood is a flood of this
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kind. Note that if we simply assume that the water rises uniformly in a river,
this problem resembles the problem of computing flood risk from sea-level rise.
However, there is an important difference that makes the river problem difficult,
namely that, the elevations of the river (the x in the sea-level case) is not the
same along the rivers, since the rivers are defined on the surface of the terrain;
see Figure 1.7 (b). Overcoming this problem involves determining for each area
the river which most likely will affect the area, and then estimating flood risk by
looking at paths to that particular river.

A simple internal memory algorithm for river flood analysis was introduced
by Sonne [50,56,62]. Given a raster-DEM, a river network (a subset of cells in
the raster-DEM), and a real value x, the algorithm estimates what cells in the
raster-DEM will get flooded if the water level of the river network uniformly
rises by x meters. The underlying assumption is that a point in the raster-DEM
can only be flooded by the closest river (in terms of Euclidean distance). Thus,
the algorithm works by computing the closest river cell for each cell in a DEM
and assigning their height difference to the cell. Next, the connected components
of cells whose height difference is less than x are computed. Finally, cells in a
component are considered to be flooded if the component contains a river cell.

Obviously floods are very complex phenomena that are influenced by many
different factors, some of which are difficult to determine. Therefore, we cannot
expect that floods can be modeled precisely by the above method. However, the
method is currently considered to be a quite accurate tool for modeling river
floods and it has been adopted by state authorities in Denmark, and also the
European Union [50,56].

Contribution. In Chapter 3, we describe two I/O-efficient algorithms that
provide high quality river flood modeling. The first algorithm is an I/O-efficient
implementations of and a generalization of the algorithm in [50,56,62]. We first
generalize the problem so that rather than computing flooded cells at a given rise
x, we compute for each cell the minimum water level that would cause the cell
to be flooded. We develop an O(SORT(N)) I/O-algorithm for this generalized
problem.

The drawback of the previous algorithm is that it only consider the closest
river in Euclidean distance when estimating flood risk, that is, it does not
consider the topology of the terrain. Our second algorithm tries to alleviate this.
Rather than using Euclidean distance, we use information about how water flows
on the terrain surface to determine the river that most likely affects each area.
This algorithm also requires O(SORT(N)) I/Os. We have implemented both
of our I/O-efficient algorithms and present results of experiments on massive
terrain data. To measure efficiency in practice, we ran our implementations
on a massive raster dataset that represents the terrain surface over the entire
region of Denmark, containing about 66.4 billion cells. We also compare the
results of both algorithms with an actual flood map of the Pakistan 2010 flooding
to evaluate the quality of the outputs. These experiments confirm that the
algorithms are efficient in practice and that the latter algorithm captures the
flooding event more precisely than the former algorithm.
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1.4.3 Maintaining Contour Trees of Dynamic Terrains

The advances in remote technologies has enabled to map the surface of the Earth
cheaply and repeatedly, and thus changes of the surface are often captured in
terrain models. Also, users of terrain models would like to do small edits in the
models to evaluate different scenarios, e.g., a dike breach on flood risk. Since
most existing algorithms for terrain analysis are designed for static terrain data,
such changes in terrain models often mean that any terrain analysis derived
from the models needs to be recomputed from scratch. However, as the size
of terrain data increases, the computation cost of terrain analysis has rapidly
increased, and therefore it has motivated developing algorithms for analyzing
dynamic terrain data.

Many terrain analysis algorithms rely on explicitly visualizing and analyzing
the topology of a terrains [19,35], and a widely used tool for succinctly repre-
senting the terrain topology is the contour tree. Given a terrain, represented by
a TIN-DEM, let the `-level set be the set of points whose elevation is ` in the
terrain; Each connected component of a level set describes a contour. Intuitively
the contour tree of the terrain represents how the topology of `-level set evolves
as ` goes from minus infinity towards infinity, that is, how contours of a level
set appear, disappear, merge or split. Recall that the terrain represented by a
TIN-DEM M can be defined as the graph of a height function h : M→ R. Thus,
contour trees can be generally defined on height functions. Contour trees have
been used, e.g., to accelerate contour extraction [49], to simplify the topological
complexity of a terrain without losing important features [30].

Van Kreveld et al. [49] gave an algorithm for constructing contour trees of
piecewise-linear height functions on R2 in O(n log n), where n is the number
of linear pieces in the height function. This algorithm was extended to R3 by
Tarasov et al. [63], and to arbitrary dimensions by Carr et al. [29]. In terms of
dynamic data, work has been done on the contour trees of height functions on
three-dimensional space. Edelsbrunner et al. [39] study how the contour tree of a
height function on three-dimensional space evolves over time. They characterize
the combinatorial changes in the contour tree, and they describe an algorithm
for updating the contour tree whenever a combinatorial change occurs. Their
algorithm, however, works in an off-line setting, i.e., they assume that the height
function for all time values is given in advance, and the algorithm takes O(n)
time to update the graph at each event.

In many applications, the height function for all time values is not often
available in advance and thus it would be interesting to study on-line algorithms.
In this thesis, we consider the following setting: a terrain is represented by a
TIN-DEM, in which the height of vertices changes over time; as the height of
vertices changes, the height function of the terrain also changes accordingly. The
height of each vertex changes along a given trajectory, specified as a function
of time, and this trajectory can be updated at any point in time. Throughout
this thesis, we call a terrain in this setting a dynamic terrain. We consider this
problem in the KDS framework so that the configuration function is the contour
tree and the moving objects are the vertices (moving along z-axis) in the terrain.

Contribution. In Chapter 4, we present the first KDS for maintaining the
contour tree of a dynamic terrain with n vertices. For this data structure, we first
characterize the combinatorial changes in the contour tree and how they relate
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to topological changes in the terrain. Then we propose a KDS for maintaining
the contour tree. The data structure maintains certificates that fails only when
the heights of two adjacent vertices in the terrain become equal or the heights of
two adjacent vertices in the contour tree become equal. Our KDS is compact,
responsive, and weakly efficient. More precisely, our KDS processes O(κ + n)
events, where κ is the number of external events, and processes each event
in O(log n) time. The number of certificates in which a vertex is involved is
bounded by O(d), where d is the maximum degree of vertices in the terrain.

We also describe multiple extensions of our KDS. First, we extend the KDS
to achieve locality. Thus, this extended KDS is local, compact, responsive, and
weakly efficient. However, the total number of events and the cost of handling an
event increases slightly. The KDS can also be extended to handle more general
update operations on the terrain, and to maintain so-called augmented contour
trees, join/split trees, and topological persistence pairs.

1.4.4 Maintaining Contour Trees of Dynamic Terrains in
External Memory

As the size of terrain data growth, the contour tree of terrains have been exten-
sively considered in the I/O-model. An I/O-efficient algorithm for constructing
the contour tree of a static terrain was introduced by Agarwal et al. [9]. This
algorithm constructs the contour tree using O(SORT(N)) I/Os, where N is the
number of vertices in the terrain. Arge et al. [18] introduced an I/O-efficient
terrain simplification algorithm based on the contour tree. This algorithm is an
external memory version of the algorithm described by Carr et al. [30]. Agarwal
et al. [10] use the contour tree to construct an I/O-efficient data structure that
efficiently finds contours at a given level. However, no I/O-efficient data structure
(KDS) for maintaining the contour tree of a dynamic terrain is known.

One challenge in designing such an I/O-efficient data structures is the lack of
dynamic tree data structures supporting reasonable query times in the I/O-model.
To maintain the contour tree, one needs a structure that supports non-trivial
queries on the tree such as lowest common ancestor queries efficiently. A number
of such dynamic tree data structures are known in internal memory, including
link-cut trees [60] and top trees [13]. However, they are not easily adapted to
the I/O-model.

There has been a little work on external memory KDS. Agarwal et al. [7]
presented an I/O-efficient KDS for maintaining a set ofN points in the plane, each
continuously moving along a trajectory. Given an axis-aligned rectangle in the
plane, this KDS can report all K points inside the rectangle in O(logB N +K/B)
I/Os. It uses O(N/B(logB N)/(logB logB N)) blocks, and processes O(N2)
events, each of which is processed in O((log2

B N)/(logB logB N)) I/Os.

Contribution. In Chapter 5, we present the first I/O-efficient KDS for main-
taining the contour tree of a dynamic terrain. Our data structure is an extended
version of the KDS described in Section 1.4.3 (Chapter 4), where internal memory
structures are replaced by external memory structures. In order to do so, we
present an I/O-efficient data structure for storing a dynamic terrain such that
the height value of a vertex can be retrieved/updated in O(1) I/Os, and such
that all neighbors of a vertex (with their height values) can be retrieved in
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O(1 + K/B) I/Os, where K is the number of neighbors. We also present an
I/O-efficient data structure for maintaining a forest of rooted trees supporting
the following operations: linking and cutting edges, finding the lowest common
ancestor of two vertices, and finding the neighbor of a vertex on the shortest
path to another vertex. The structure also supports an operation on a path in
the forest. The linking and cutting operations require O(log2

B N) I/Os and the
other query operations require O(logB N) I/Os. Using these data structures,
we obtain an I/O-efficient KDS for maintaining the contour tree of a dynamic
terrain with N vertices. The number of certificates and the number of processed
events are the same as for the internal memory KDS. Each event can be handled
using O(log2

B N) I/Os, and the trajectory of a vertex can be updated using
O(logB N + d/B logM/B N/B) I/Os, where d is the maximum degree of vertices
in the terrain. We also extend this KDS to improve the cost of updating the
trajectory of a vertex to O(logB N + logB(d)/B logM/B N/B) I/Os. However,
the number of events increases slightly.

1.5 Conclusion and Future work

The technological advances in remote sensing and the importance of terrain data
has increased, and will continue to increase data size, making existing algorithms
and software face the I/O-bottleneck. Moreover, the increases in data size and
the resulting higher computation cost mean that existing software unable to
handle dynamic terrain data.

The work in this thesis demonstrate that the I/O-model and the kinetic
data structure framework are useful tools for designing algorithms and data
structures for handling massive terrain data. We have developed I/O-efficient
algorithms for terrain analysis and implemented them to show how they perform
in practice. The results of our experiments indicate that designing algorithms
in the I/O-model is indeed useful for handling highly detailed terrain data. We
have also developed a data structure that shows how the kinetic data structure
framework can be applied for dynamic terrain data. Finally, by extending the
KDS to the I/O-model, we have shown that the two frameworks can be used at
the same time.

There are many remaining questions for future work. It would be interesting
to improve the performance of our KDS in practice. Although the theoretical
complexity of the data structures is attractive, there are still many places where
algorithm engineering work could potentially improve their performance in
practice. For instance, for natural terrain data the complexity of its contour
tree is usually very smaller than the data size. It means that we may be able to
assume that the contour tree fits in main memory although the data does not.
In this case, we can improve the performance of the external memory KDS by
maintaining the contour tree in main memory. Besides the practical aspect, it
would also be interesting to improve the I/O-complexity for handling an event of
the external memory KDS from O(log2

B N) I/Os to, say, O(logB N) I/Os. The
only bottleneck of the current I/O-complexity is due to maintaining the parent
pointers in a B-tree-like structure. Finally, we believe that based on our KDS, it
is possible to develop I/O-efficient and kinetic data structures for maintaining
massive dynamic terrain data that allow answering various queries about the
terrain, e.g., the flood risks of a point.





Chapter 2

Planar Subdivision
Simplification

Spatial data analysis has received considerable attention over the last few decades.
This data can be analyzed in various ways, but visualizing the data is obviously a
first simple method to understand the data. For visualization, spatial data is often
represented by geometric primitives such as points, lines, and polygons, and often
such representations form a planar subdivision, that is, an embedding of a planar
graph with straight line edges. For example, (2.5-dimensional) terrain data is
often visualized by (2-dimensional) contour maps, just like various terrain analysis
results, such as watershed maps, take the form of planar subdivisions. One
reason for the increasing focus on spatial data analysis is that massive amounts
of spatial data is increasingly available, due to the technological advances in
remote sensing described in Chapter 1. However, with the increasing size of the
data also comes the need for intelligent data simplification. Such simplification
is e.g. motivated by advanced analysis tools only being able to handle a limited
amount of data.

In this chapter, we consider the planar subdivision simplification problem,
where we given a planar subdivision P and a constant εxy > 0 want to construct
a simpler planar subdivision P ′ such that no point on P ′ is moved more then a
distance of εxy away from a point on P (xy-constraint) and such that P and P ′
are homotopic (homotopy-constraint). Intuitively, the homotopy-constraint
means that P can be transformed to P ′ by smoothly moving edges and points,
such that faces and neighbor relations between faces are preserved; Refer to
Section 2.1 for more precise definitions of the xy- and homotopy-constraints.

We are interested in practically efficient algorithms for massive subdivisions
that are too large to fit in main memory and must reside in disk. In such cases
the movement of data between main memory and disk, as discussed in Chapter 1,
is often the bottleneck in a computation. We will therefore consider algorithms
in the I/O-model. Furthermore, since we are interested in practical applications
of algorithms for planar subdivision simplification, we will make two practically
realistic assumptions (also made in previous similar work) namely that 1) all
edges in P crossing any horizontal line fit in main memory, and 2) all edges in P
incident to two faces sharing an edge fit in main memory.

19
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Related work. There has been a lot of work on the related problem of terrain
simplification; Refer e.g. to [31, 42] and the references therein. Unfortunately,
most often the developed approaches do not provide guarantees on accuracy
(fulfill our constraints) or they are not I/O-efficient. Similarly, there is a lot of
previous work on simplifying a polygonal line in the plane; Refer e.g. to [47] for a
survey. However, trying to simplify a planar subdivision by simplifying individual
polygonal lines in the subdivision will likely lead to intersections between the
simplified polygonal lines and thus to violation of the homotopy-constraint.

Very recently, however, an I/O- and practically-efficient (but not particularly
simple) algorithm for the very related contour map simplification problem was
developed by Arge et al. [16]. The problem is defined as follows. Let T be a
terrain represented as a planar triangulation with heights associated with the
nodes (also known as a triangulated irregular network or TIN); the height of an
arbitrary point p is obtained by linear interpolation between the three nodes of
the triangle of T containing the xy-projection of p. The h-level set of T is the set
of (planar) edges obtained by intersecting T with a horizontal plane at height h.
A contour is a connected component of a level set, and a contour map H is the
union of multiple level sets. H is a planar subdivision and if we for simplicity
assume that none of the level sets are defined by heights of the nodes of T then
all contours in H are cycles. The contour map simplification problem is simply
the planar subdivision problem on H with the added z-constraint, that for any
point p on a contour in the h-level set of the simplified subdivision (map) H′
the difference between h and the height of p in T is less than εz. Note that the
problem reduces to normal planar subdivision simplification if the (h− εz)-level
and (h+ εz)-level set are added to H before the simplification. In fact, this is
exactly how the problem is solved in the recent O(SORT(N)) I/O algorithm by
Arge et al. [16]. The algorithm first I/O-efficiently constructs a so-called topology
tree that encodes how the contours in H are nested (that is, their inside/outside
relationships). Then this tree is traversed and the contour c in each node v is
loaded into main memory in turn, along with the contours in the parent, siblings
and children of v. Note that these constraint contours are exactly the contours
that are adjacent to one of the two faces adjacent to c; Refer to Figure 2.1.
Then c is simplified under the xy- and homotopy-constraints relative to the
constraint contours with an internal memory algorithm, which is a variant of the
Douglas-Peucker polygonal line segment simplification algorithm [37,59]. Finally,
the simplified contour c′ is reinserted in the topology tree (to ensure that no
later simplified contour intersect c′). Arge et al. [16] performed experiments on
massive contour maps and showed that the algorithm performs well in practice.
Note, however, that the algorithm cannot easily be adapted to work on planar
subdivisions, since the topology tree (nesting) is only well-defined for contour
maps (and not for general subdivisions).

Our results. In this chapter, we present the first I/O- and practically-efficient
algorithm for planar subdivision simplification. Our algorithm is not only more
general than the contour map simplification algorithm in [16] but also simpler.
To illustrate this, consider how our algorithm works in the case where the
subdivision is a contour map H. In this case the algorithm first considers each
contour c in turn and assigns it to the largest of the two faces adjacent to c (the
face with most adjacent contour edges), along with all other contours adjacent
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Figure 2.1: Illustration of the Arge et al. [16] algorithm. Contour c in a node v
of the topology-tree is simplified relative to the contours in children (green) and
parent and siblings (blue).

to the other (smallest) face as constraint contours. Note that the constraint
contours assigned to a face with c are either the contours in the children of the
node v in the topology tree for H containing c or the contours in v’s parent and
siblings; Refer to Figure 2.1. Note also that a given contour can be assigned
to many faces. Next the algorithm considers each face f in H in turn and
simplifies each contour c assigned to f in internal memory under the xy- and
homotopy-constraints relative to the constraint contours assigned with c and all
contours (except for c itself) adjacent to f in H. Note that this means that just
as in [16], c is simplified relative to contours in the parent, siblings and children
nodes of the node v in H.

We present our algorithm in two sections below: The external part of the
algorithm is described in Section 2.2 and the internal memory part in Section 2.4.
Our algorithm is simpler (and more general) than the previous algorithm [16]
since it completely avoids the topology tree. This is accomplished by collecting
constraint contours (by assigning contours to faces) before the actual simplifi-
cation, which makes the construction and traversal, as well as update, of the
topology tree unnecessary. However, since only original contours in H are consid-
ered as constraints during the simplification, the correctness (fulfillment of the
homotopy-constraint) is not straightforward since intersections between adjacent
contours could potentially be introduced when they are simplified separately.
Also the efficiency of the algorithm is not straightforward, since (as mentioned) a
contour can be assigned as a constraint to many faces. In Section 2.3 we provide
a correctness proof and show that our algorithm is as efficient as the previous
contour map simplification algorithm [16].

We have implemented our algorithm and in Section 2.6 we present the results
of experimenting with it on real-life data, more precisely on data derived from
a detailed terrain model of Denmark containing over 12 billion data elements.
We both compare its performance to the previous algorithm for contour map
simplification [16], and investigate its performance on general planar subdivisions
by using it to simplify a so-called catchment decomposition of a terrain. For the
contour map simplification problem our algorithm is significantly faster than the
previous algorithm, while obtaining approximately the same simplification factor
w.r.t. to the number of edges . For the catchment decomposition simplification
problem our algorithm also performs well. Our experiments reveal that the
simplification factor depends significantly on the length of the boundary between
adjacent faces, with the largest simplification being obtained when adjacent faces
share many edges (as is the case in contour map simplification). Overall, our
experiments confirm that our algorithm is not only simple and general but also
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practically efficient.

2.1 Preliminaries

A path P is a set of edges defined by pairs of consecutive points in a se-
quence p1, . . . , pn of n > 1 points in R2. Abusing notation slightly, we use P
to denote both the sequence of points and the path itself. A sub-path of P is
defined by a consecutive subsequence pi, pi+1, . . . , pj , 1 ≤ i < j ≤ n of P , and
a simplification P ′ of P is simply a subsequence of P . A polygon is a path P
where p1 = pn. A point p is within a polygon P if every path from p to infinity
crosses at least one edge of P . We will abuse notation slightly and also use a
polygon P to define the closed region of space defined by points within or on
the boundary of P .

Let P be a planar subdivision with N edges. An edge e is said to be a face
edge of a face f in P if e is adjacent to f , and we use Ef to denote the set of
all face edges of f . The size |f | of a face f is defined to be |Ef |. A face is a
neighbor of another face if they share a face edge. A maximal path in P is a
connected path of edges of P , such that each node except the first and last node
has degree two, and such that the first and last have degree larger than two or
are the same node, that is, a maximal path is a path that cannot be extended
and still only contains nodes of degree two.

Definition 1. Let S ⊆ R2, Q,Q′ ⊆ S. Q is homotopic to Q′ in S if and only
if there exists a continuous function H : Q× [0, 1]→ S such that

1. H(·, 0) is the identity function

2. {H(p, 1) | p ∈ Q} = Q′

3. H(·, t) is injective for all t ∈ [0, 1]

We call H a homotopy function from Q to Q′ in S.

Let Q and Q′ be the sets of points consisting of all points on the edges of
planar subdivisions P and P ′, respectively. We say that P is homotopic to P ′ if
and only if Q is homotopic to Q′ in R2.

Intuitively, the homotopy function H in the above definition transforms the
decomposition Q into Q′ as “time” goes from 0 to 1, that is, H(p, t) defines
where a point p in Q is placed at time t in the homotopic transformation. The
continuity of H ensures that paths are not broken, and the injective property
ensures that a maximal path P in P is transformed into a maximal path P ′

in P ′, that faces in P maintain their neighbors in P ′, and thus that no faces
appear or disappear.

Definition 2. Let P be a planar subdivision homotopic to a planar subdivision P ′.
P and P ′ are within distance εxy > 0 if and only if for each maximal path P
in P and the corresponding maximal path P ′ in P ′, each point on one of these
paths is within distance εxy of a point on the other path.

Throughout the rest of this chapter, P will be the input planer subdivision
and P ′ the simplified output subdivision. As discussed in the introduction, we
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want P to be homotopic to P ′ (Definition 1; fulfill the homotopy-constraint),
and P and P ′ to be within distance εxy of each other (Definition 2; fulfill
the xy-constraint).

The following lemmas about homotopy (needed in the correctness proof in
Section 2.3) are easily proved. Intuitively the first lemma states that a homotopic
relation in a space S will also hold in any larger space containing S. The second
lemma states that two homotopic relations in disjoint spaces can be joined into
one homotopic relation in the union of the two spaces.

Lemma 1. Let S ⊆ S ′ ⊆ R2, Q,Q′ ⊆ S, such that Q is homotopic to Q′ in S.
Then Q is homotopic to Q′ in S ′.

Lemma 2. Let S1,S2 ⊆ R2. Let H1 be a homotopy function from Q1 to Q′1 in S1

and H2 be a homotopy function from Q2 to Q′2 in S2. If H1(p, t) = H2(p, t) = p
for all p ∈ S1 ∩ S2, t ∈ [0, 1], then Q1 ∪Q2 is homotopic to Q′1 ∪Q′2 in S1 ∪ S2.

2.2 Algorithm

In this section we describe the external part of our algorithm for simplifying a
planar subdivision P . The internal memory part of the algorithm (an algorithm
for simplifying a maximal path P̃ under the xy- and homotopy-constraints
relative to a set of constraint edges) is described in Section 2.4.

As described for the special case of contour maps in the introduction, our
algorithm works in two phases: In the first phase edges of P are assigned to
faces, and in the second phase each face is considered in turn and the actual
simplification is performed to obtain P ′. Both phases require that every edge e
in P is labeled with the two faces adjacent to e. If this is not the case, we
can obtain the labels in O(SORT(N)) I/Os using an algorithm similar to an
algorithm due to Arge et al. [17] for computing (labeling) connected components
in a planar embedded graph, as detailed in Section 2.5.

Phase one. In this phase, for each face f we collect all face edges (except the
ones shared with f) from all smaller neighbor faces of f (faces f ′ with |f ′| < |f |).
Note that in the contour map case, this corresponds exactly to assigning each
contour c to the largest face adjacent to c along with all other contours adjacent
to the smaller face adjacent to c (as described in the introduction).

To collect edges, we first make two copies of each edge in P. More precisely,
for an edge e between nodes (points) p1 and p2 and with adjacent faces l and r
we output (l, r, p1, p2) and (r, l, p1, p2) to a list S. This can be accomplished in
a simple scan of the edges. Next for each face f we compute the size of f and
of each neighbor face f ′ of f . To do so, we first sort S in lexicographical order,
such that all face edges of f occur consecutively in S and such that all shared
edges with each neighbor f ′ also occur consecutively. Then we scan through S
and for each face f we compute the size |f | of f , as well as the size |f ′| of
each neighbor face f ′ while outputting (f ′, f, |f |) to a list Sn. Then we sort
Sn lexicographically, such that it contains the size of all neighbor faces (more
precisely, for each face it contains a number of consecutive elements containing
the size of neighbor faces). Finally, we perform the actual collection of edges
by scanning through S and Sn simultaneously. For each face f we first load
all its face edges into memory from S; by assumption they fit in memory. We
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then obtain the size |f ′| of each neighbor from Sn, and if |f | < |f ′|1 we output
all edges of f not shared with f ′ to a list Sf in the form (f ′, f, p1, p2). After
handing all faces, we sort Sf in lexicographical order, such that for each face it
contains all non-shared edges of all smaller neighbor faces as required.

Note that phase one is performed using a constant number of scans and sorts
of S, Sn and Sf . S and Sn are of linear size in N , and we will bound the size
of Sf in Section 2.3.

Phase two. In this phase we simplify each maximal path P̃ of P in turn (using
the internal algorithm discussed in Section 2.4) with all the face edges of its two
adjacent faces as constraints. Note that in the contour map case each contour
will be a maximal path, and the edges of the two adjacent faces will be exactly
the contours of the parent, siblings and children nodes in the topology tree (as
described in the introduction).

To simplify each maximal path we scan through S and Sf simultaneously.
For each face f , we first load all its face edges into memory from S, and then
we in turn load all non-shared face edges of each smaller neighbor face f ′ into
memory from Sf ; by assumption they fit in memory. We simplify each maximal

path P̃ shared between f and f ′ using the internal algorithm (Section 2.4) with
constraints (Ef ∪Ef ′) \ P̃ as required. We also simplify maximal paths incident

only to f with Ef \ P̃ as constraints.
Note that each maximal path is simplified in the above process, since it

will either be shared between two neighbor faces (and then simplified when the
largest of the faces is considered) or be incident to only one face (and then
simplified when that face is considered). Note also that phase two is performed
in one scan over S and Sf .

2.3 Analysis

In this section we show that our algorithm fulfills the homotopy- and xy-
constraints, and that it is efficient.

Correctness. Given a maximal path P̃ = p1, p2, . . . , pn−1, pn of P with adja-
cent faces fp and f ′p (as show in Figure 2.2), the internal algorithm (Section 2.4)
computes a simplified maximal path P = ps1 , ps2 , . . . , psm of P ′ where P is a
subsequenceof P̃ , with s1 = 1 < s2 < · · · < sm = n, so that every simplified
edge e = (psi , psi+1

) ∈ P replaces a sub-path ẽ = (psi , . . . , psi+1
) in P̃ . We de-

fine ∆e as the polygon obtained by joining ẽ and e, and ∆P =
⋃
e∈P ∆e. Finally

we say that e satisfies the xy-constraint if and only if the distance2 between ẽ
and e is at most εxy. Note that the simplification satisfies the xy-constraint if
all edges in P ′ satisfy the xy-constraint.

The simplified path P of P̃ computed by the internal algorithm has the
following properties (refer to Section 2.4):

1If |f | = |f ′| we break ties arbitrarily by outputting edges to the face with the largest label
(that is, we output to f if f > f ′).

2The distance between a point p and an edge e is the minimal Euclidean distance between p
and a point on e. The distance between an edge e and a path ẽ is the maximal distance
between e and any point on ẽ.
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Figure 2.2: Illustration of the definitions used in correctness proof. The solid
lines are in EfP ∪ Ef ′

P
and the dashed lines in P .

(1) (EfP ∪ Ef ′
P

) \ P̃ is disjoint from ∆P except for the endpoints of P .

(2) ∆P is contained within fP ∪ f ′P .

(3) P̃ is homotopic to P in ∆P .

(4) Any edge in P satisfies the xy-constraint.

Lemma 3. Let P and Q be distinct maximal paths in P ′. Then ∆P is disjoint
from ∆Q except possibly for the shared endpoints of P and Q.

Proof. Assume for contradiction that ∆P and ∆Q are not disjoint. Since ∆P =⋃
e∈P ∆e there must exist edges e ∈ P and g ∈ Q such that ∆e is not disjoint

from ∆g. By (2) we know that ∆P is contained within fP ∪ f ′P and ∆Q is
contained within fQ∪f ′Q, so ẽ and g̃ must be adjacent to a common face. Since ∆e
is not disjoint from ∆g, either one is within the other or their boundaries must
intersect. If we assume that one is within the other, say ∆e is within ∆g,
then also ẽ must be within ∆g, but ẽ ⊆ (EfQ ∪ Ef ′

Q
) \ Q̃ since P̃ and Q̃ share a

common face, thus one polygon cannot be contained within the other since it
would violate (1).

The only remaining case is then that the boundary of ∆e intersects the
boundary of ∆g. By (1) e does not intersect g̃, g does not intersect ẽ, and by
the definition of P, ẽ and g̃ do not intersect (possibly all pairs can intersect on
the shared endpoints of P and Q). Therefore, only e and g can intersect. Note
that in order for ∆e and ∆g to share only a point, the shared point must be
one of the shared endpoints of P and Q, that is, ∆e and ∆g must intersect at
least twice. Since e and g are edges, they can intersect at most once, which is
a contradiction to the fact that they must intersect at least twice. Thus, this
contradicts the assumption that ∆P and ∆Q are not disjoint.

Theorem 1. P is homotopic to P ′ in R2 and satisfies the xy-constraint.

Proof. Let P1, . . . , Pk be the maximal paths of P ′. By (3) we have that P̃i is
homotopic to Pi in ∆Pi. By Lemma 3 all polygons ∆Pi are disjoint from each
other except for the shared endpoints, where the points are not moved during the
transformation. By repeated applications of Lemma 2, we get that

⋃
i P̃i = P is
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homotopic to
⋃
i Pi = P ′ in

⋃
i ∆Pi. By Lemma 1, since

⋃
i ∆Pi ⊆ R2 we get

that P is homotopic to P ′ in R2.
By (4) all edges on all paths in P ′ satisfies the xy-constraint, so (as noted

earlier) P ′ also satisfies the xy-constraint.

Efficiency. The external part of our algorithm performs a constant number
of scans and sorts on the lists S, Sn and Sf . Recall that S and Sn are of
linear size in N , and that Sf is produced by for each face f of P collecting all
face edges from all smaller neighbor faces of f . To show that our algorithm
uses O(SORT(N)) I/Os, we need to show that Sf is of size O(N).

We consider the dual graph Pd of P, that is, Pd contains a node for each
face in P, and two nodes in Pd are connected by an edge if and only if the
corresponding faces in P are neighbors. For a node v in Pd, we define the
weight w(v) as the size of the face corresponding to v in P. We define the
weight w(e) of an edge e in Pd to be the minimum of the weights of its endpoints.
Observe that

∑
v∈Pd

w(v) = 2N and that |Sf | =
∑
e∈Pd

w(e).

Lemma 4. Let F (V,E) be a forest such that each node v ∈ V has non-negative
weight w(v). For every e(u, v) ∈ E we define w(e) = min(w(u), w(v)). Then∑

e∈E w(e) ≤∑v∈V w(v).

Proof. We may assume F (V,E) is a tree, since a forest can be transformed
into a tree by adding edges between components, which increases

∑
e∈E w(e).

Now, F can be viewed as a rooted tree by choosing an arbitrary node r in V as
the root. For every edge e ∈ E, we define w′(e) to be the weight of the node
of e furthest from r. We know

∑
e∈E w

′(e) ≤ ∑v∈V w(v) since the weight of
every node is counted at most once. Since w(e) ≤ w′(e), we have

∑
e∈E w(e) ≤∑

v∈V w(v).

Theorem 2. The number of I/Os performed by our algorithm is O(SORT(N)).

Proof. By Nash-Williams’ formula [53, 54], every planar graph has arboricity at
most three, where the arboricity of a graph is the minimum number of forests into
which the edges of the graph can be partitioned. Thus since Pd is a planar graph,
the edges of Pd can be partitioned into at most three forests. Let Fi(Vi, Ei) be
a forest for 1 ≤ i ≤ 3 such that

⋃
i Fi = Pd. By Lemma 4,∑

e∈Pd

w(e) ≤
∑

1≤i≤3

∑
e∈Ei

w(e) ≤
∑

1≤i≤3

∑
v∈Vi

w(v) ≤ 6N .

Thus, we see that |Sf | = O(N) and our algorithm uses O(SORT(N)) I/Os.

2.4 Internal Simplification Algorithm

Our internal algorithm for simplifying a maximal path is similar to the internal
ring simplification algorithm of [16]. We are given a maximal path P̃ = p1, . . . , pn
of P and the set of edges E of the (at most) two faces f and f ′ adjacent to P̃
(that is, E = (Ef ∪Ef ′) \ P̃ ). The algorithm computes a simplification P of P̃
satisfying the following properties:

(1) E is disjoint from ∆P except for the endpoints of P .
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Figure 2.3: Example of using a trapazoidal decomposition to verify the disjoint-
condition. Here the red line has a trapazoidal sequence of abcjklfghi which is also
the canonical trapazoidal sequence. The green path has a trapazoidal sequence
of abcdefghgfedcjklfghi and a canonical trapazoidal sequence of abcjklfghi, so the
green path can be replaced by the red line, in the simplification. On the other
hand the orange line has a trapazoidal sequence of abcdefghi which is also its
canonical trapazoidal sequence, so the orange path cannot be replaced by the
red line.

(2) ∆P is contained within f ∪ f ′.

(3) P̃ is homotopic to P in ∆P .

(4) Any edge in P satisfies the xy-constraint.

Algorithm. The simplification is performed by a simple recursive algorithm on
a sub-path P̃ij = pi, . . . , pj , based on Douglas-Peucker’s algorithm [37], where P̃ij
initially is P̃ itself. Let ∆P̃ij be the polygon obtained by closing P̃ij with the

edge e = (pj , pi). We replace P̃ij by e, if it satisfies three conditions: 1) the

furthest point pk from e in P̃ij is within distance εxy, (εxy-condition), 2) E is

disjoint from ∆P̃ij (disjoint-condition) and 3) e does not intersect any edge

in P̃ \ P̃ij (non-intersection condition). If e violates any of these conditions,

we recurse on both P̃ik and P̃kj . In order to prevent the “collapse” of faces
(which would violate the homotopy-constraint)3, our algorithm will not simplify
a maximal path to lengths less than 2; rings will not be simplified to lengths less
than 3.

What remains is to describe how to decide if a given edge e satisfies the three
conditions.

We check the εxy-condition simply by scanning through all points in P̃ij .

To check the disjoint-condition, that is, to check if E is disjoint from ∆P̃ij
except possibly for the endpoints of P̃ , we navigate the space inside f ∪ f ′
by computing a trapezoidal decomposition Do of edges in E using a sweepline
algorithm. In addition, we add two extremely short edges that are infinitesimally
close to each of both endpoints of P̃ into Do. As in [16], we define the trapezoidal
sequence t(Q) of a path Q to be the sequence of trapezoids traversed by Q,
sorted in the order of traversal. If t(Q) contains the partial sequence tt′t

3Simplifying a path to a single edge will normally not cause problems. However, if the
boundary of a face consists of exactly two maximal paths and both of them were simplified to
a single edge, the face would collapse to an edge, violating the homotopy-constraint.
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for some trapezoids t, t′ ∈ Do, we will replace this by t. Performing this
contraction repeatably until no more contractions are possible, we obtain a
new sequence tc(Q) called the canonical trapezoidal sequence of Q. We trace P̃ij
and e in Do to obtain t(P̃ij) and t(e) respectively, and verify that tc(P̃ij) is equal

to tc(e); See Figure 2.3 for an example. If they are the same, ∆P̃ij is disjoint
from any edges in Do, which can be proved by an argument similar to the ones
in [27]. Thus, ∆P̃ij is disjoint from E and the endpoints of P̃ (possibly on the
boundary).

Finally, we check if e does not intersect P̃ \ P̃ij , the non-intersection con-
dition, in a similar way to the disjoint-condition. We first build a trapezoidal
decomposition Ds of all edges in P̃ . Then instead of checking the trapezoidal
sequence, we check if e crosses any edge P̃ \ P̃ij during the tracing e in Ds.
Whenever the trace crosses an edge in P̃ , we check if the edge is in P̃ij . If this is
not the case, e is an invalid edge.

Correctness. To prove correctness, we need to show that the simplification
computed by our algorithm satisfy the above four properties. Property (1)
is satisfied since all the edges in E are in Do, and we explicitly check the
disjoint-condition for all edges in P . Since P̃ is contained within f ∪ f ′, the
only way to violate Property (2) is for P to intersect the boundary of f ∪ f ′.
This is impossible by Property (1). Property (4) is also explicitly checked by the
algorithm, when the εxy-condition is considered. For Property (3), we show that

for any P generated by the algorithm, there exists a homotopy function from P̃
to P within ∆P . We first introduce the following lemma.

Lemma 5. Let h and h′ be two simple paths that share both endpoints and form
a simple polygon ∆h. Then, h is homotopic to h′ in ∆h.

Proof. The Jordan-Schoenflies theorem [28] states that for any simple closed
curve C in the plane there is a homeomorphism f : R2 → R2 such that f(C) is
the unit circle in the plane4. Thus, we know that there exists a homeomorphism f
that maps ∆h to the unit circle in the plane such that h and h′ are mapped to
the boundary of the unit circle. It is then easy to find a homotopy function H ′

from f(h) to f(h′) on the unit disk; simply moving uniformly along straight
lines within the disk will do. Since f−1 is also a homeomorphism, H(p, t) =
f−1(H ′(f(p), t)) will provide a homotopy function from h to h′.

We first consider the case where for any two edges e, g in P , ∆e is disjoint
from ∆g; the other case will be considered below. In this case, for each e in P
we define a homotopy function H from ẽ to e in ∆e individually. Then, clearly
we can find a homotopy function for P̃ to P by Lemma 2. We trace along e from
an endpoint p0 (say the 0-th intersection) to the other endpoint. Whenever we
reach the i-th intersection point pi between e and ẽ that has not been mapped
(including the other endpoint of e), we can find a homotopy function Hi from the
part of ẽ (from pi−1 to pi) to the part of e (from pi−1 to pi) within the simple
polygon ∆i they form by Lemma 5. Then, we regard all points on ẽ from pi−1

to pi as being mapped. Note that we might ignore some intersections that has
been mapped already (refer to Figure 2.4). Let k be the number of intersections

4A homeomorphism is a function f : X → Y where f is a bijection and f and f−1 are
continuous.
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Figure 2.4: Illustration of the two cases (left and right, respectively). (Left) For
each simple polygon, we simply deform one to another by finding intersection
points. The green point is a stationary point during the deformation. (Right)
The blue point is the endpoint of P̃ , and it must be an endpoint of e. We first
make ∆eQ̃ empty and deform Q̃ into e and then ẽ into Q.

found during the mapping. Then, we can obtain a homotopy function H from ẽ
to e in ∆e as follows:

H(p, t) =


p if t = 0
H(p, i−1

k ) if i−1
k < t ≤ i

k ∧ p 6∈ ∆i
Hi(p, tk − i+ 1) if i−1

k < t ≤ i
k ∧ p ∈ ∆i

.

In the other case where ∆e and ∆g are not disjoint for some e and g in P , we
note that e does not intersect g̃, g does not intersect ẽ (by the non-intersection
condition) and ẽ does not intersect g̃ (by the definition of P). Thus, we know
that e and g cannot intersect (as in Lemma 3). This means that either ∆e is
contained within ∆g or ∆g in ∆e, assume without loss of generality that ∆g
is contained within ∆e. Note that the endpoints of P̃ cannot be inside of ∆e
by the disjoint-condition. Hence there must be a sub-path Q̃ of P̃ going from
one endpoint of ẽ to the other endpoint through the interior of ∆e containing g̃.
Let Q be the simplification of Q̃, ∆eQ̃ the polygon obtained by closing Q̃ with
e, and ∆ẽQ the polygon obtained by closing ẽ with Q. Note that ∆eQ̃ and ∆ẽQ
are simple polygons by the non-intersection condition. If ẽ intersects e we
first find a simple polygon ∆X completely contained in ∆ẽQ such that ∆X
contains the intersection between ∆eQ̃ and ∆ẽQ incident to e (refer to Figure 2.4).
By Lemma 5, we can find a homotopy function such that all points on ẽ in ∆X
map to the boundary of ∆X outside of ∆eQ̃. Then we can find a homotopy
function from Q̃ to e in ∆eQ̃ by Lemma 5. After mapping Q̃ to e, we also find a
homotopy function from (modified) ẽ to Q in ∆ẽQ by Lemma 5.

2.5 Face Labeling

In this section, we describe a practically and theoretically efficient O(SORT(N))
I/O algorithm for computing (labeling) connected faces of a planar subdivision P .
The algorithm assigns two labels to an edge of P, such that two edges have the
same label if and only if they are adjacent to the same face. We assume that
any horizontal line intersects at most O(M) edges of P. For simplicity, we also
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v v `v

(a) P (b) P`v = Pv

Figure 2.5: Illustrations of down corners in two planar subdivisions. The crosses
describe down corners of faces and red crosses describe the representatives of
faces

assume that the y-coordinate of all vertices of P are distinct, which can easily
be removed.

For a node v of P, we denote the horizontal line through v by `v and the
planar subdivision that a horizontal line ` is added to P by P` — each intersection
becomes a node. We also denote P`v by Pv. For an edge e whose endpoints are
u and v, we denote e by (u, v) if the y-coordinate of u is less than the one of v.
We also denote the face on the left side of an edge e by fleft(e) (left face of e)
and the face on the right side of e by fright(e) (right face of e). For a face f , we
call two face edges sharing a node corner. If the shared node of a corner lower
than any other nodes of the corner, the corner is called down corner. We also
call the down corner with the lowest shared node among down corners of f the
representative of f ; see Figure 2.5.

Our algorithm consists of an up phase and a down phase. Both phases sweep
a horizontal line over the plane while maintaining connectivity information for
faces adjacent to edges which intersect the horizontal line. In the up phase, we
augment each edge e(u, v) of P with the representatives of fleft(e) and fright(e)
in Pv. In the down phase, we then use the augmented information to compute
the representatives in P.

Up phase. In the up phase, we sweep a horizontal line ` from y = −∞ to
∞. Whenever the sweep line encounters a node v (` = `v), we augment the
edges whose highest endpoint is v with the representatives in Pv as described
above. To do so, we maintain a set E of edges in P which intersect ` in main
memory. Each edge e(u,w) in E is augmented with a down corner (possibly
not representatives) of each of fleft(e) and fright(e) in Pw. We also maintain an
internal memory disjoint set (often called union-find) structures U during the
sweep. U maintains information about which of the down corners below ` belong
to the same face in P`. It maintains down corners if there is an edge augmented
with the down corners in E. When two corners are united, U chooses the one
with lower y-coordinate as the new representative.

More precisely, the sweep proceeds as follows. We scan the nodes of P in
increasing order of y-coordinate. For a node v, we first consider the edges in E
whose highest endpoint is v, called the downward edges of v. For each downward
edge e(u, v), we find the representatives of fleft(e) and fright(e) in Pv from U
using the down corners stored with e, and update the down corners to those
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representatives. Then we write the downward edges of v to disk.

Next, we load the edges whose lowest endpoint is v, called the upward edges
of v, into E and consider them in clockwise order around v. Let k be the number
of the upward edges and let oi(v, wi) be the ith upward edge. Note that for
1 ≤ i ≤ k, oi and oi+1 define a down corner of a face, and the corner is a down
corner of fright(oi) in Pwi

and of fleft(oi+1) in Pwi+1
. We augment each upward

edge with the down corner. For fleft(o1) and fright(ok), let Ev denote a set of
the edges in E which are not adjacent to v. We consider the edges in Ev in order
of the x-coordinate of their intersection point with `. We find the predecessor e1

of v and the successor e2 of v in Ev. We augment o1 with the down corner of
fright(e1) stored with e1, and o2 with the down corner of fleft(e2) stored with
e2. If there is no upward edge (k = 0), the two down corners of fright(e1) and
fleft(e2) belong to the same face in P , so we unite them in U . Finally, we remove
all downward edges of v from E, and remove down corners from U if the down
corners are not stored with any edge in E.

For the unbounded face of P , we initially add two vertical edges of infinitely
long into E, the one at x = −∞ and the other at x = ∞. These edges are
augmented with a virtual down corner at y = −∞, and we consider the virtual
down corner as the representative of the unbounded face in P.

It is easy to realize that every down corner in P is created during the sweep,
and ` needs to pass through a node with no upward edges for two distinct down
corners to belong to the same face in P`. This shows that U correctly maintains
information about what down corners below ` belong to the same faces in P`.
Since we use U to augment downward edges of v when ` = `v, it follows that
the up phase correctly augment each edge e(u, v) of P with the representatives
of fleft(e) and fright(e) in Pv.

Down phase. In the down phase, we compute the representatives of fleft(e)
and fright(e) in P . To do so, we sweep a horizontal line ` from y =∞ to y = −∞.
During the sweep, we maintain a set E of all edges that intersect ` in main
memory. Each edge e(u, v) in E is augmented with the representatives of fleft(e)
and fright(e) in Pv (computed in the up phase). We also maintain a dictionary
structure D in main memory, which maintains mappings from down corners to
the representatives of their faces in P. D maintains down corners if there is an
edge augmented with the down corners in E.

The sweep proceeds as follows. We scan the node P in decreasing order of
y-coordinate. When the sweep line encounters a node v, we load all downward
edges of v with the down corners stored with the edges in the up phase. Let
k be the number of the downward edges and ei the ith edge in the counter
clockwise order around v. We first check if there is any upward edge of v (in E).
If there is no upward edges of v, we merge the down corner of fright(e1) stored
with e1 and the one of fleft(ek) stored with ek in D. To do so, we first find the
one of the two down corners in D that already mapped; the existence of such a
mapping is shown below. Then we add a mapping from the other to the same
representative into D. Next, for each down corner stored with a downward edge,
we find the representative of its face in P in D, and label the downward edge
with the representative. In case where there is no mapping from a down corner,
we create a mapping to itself in D and use the down corner as the representative
of its face in P — This is the case where v is the top most node adjacent to
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the face. We write the downward edges with the labels to disk, and unload the
upward edges of v from main memory. Also, we remove mappings in D for the
down corners that are not stored with any edge in E.

Now, we consider if the algorithm correctly labels the edges of P. We show
that for each down corner c of a face f , the edges augmented with c in the
up phase are labeled with the representative of f in P. We first note that if
we project those edges into y-axis, it spans an interval in y-axis. Let top(c)
denote the node corresponding to the highest y-coordinate of the interval. If
the mapping of c is properly created in D at top(c), D maintains the mapping
during that interval, and the edges augmented with c are labeled correctly. Now,
we consider top(c). In the up phase, either (i) c is removed from U at top(c)
since top(c) is the highest node adjacent to f , or (ii) c is merged to another lower
down corner of f at top(c), in which case top(c) has no upward edge. In (i), c
is clearly the representative of f in P itself and we create such a mapping at
top(c) in the down phase. In (ii), we know that there is another down corner c′

such that top(c′) is higher than top(c) and c′ is lower than c. Thus, when the
sweep line encounters top(c′) (before top(c)), the mapping of c′ is created in D
(inductively), maintained until top(c), and used to create the mapping of c in D
at top(c).

I/O-complexity. Both phases require sorted list of nodes and edges in P
and it requires O(SORT(N)) I/Os, where N is the number of nodes in P. The
remainder of the phases consist of scanning over the sorted list which requires
O(SCAN(N)) I/Os.

Remark. As noticed in [17], this algorithm only need to sort the edges and
nodes for the up phase. The up phase can maintain a I/O-efficient stacks so that
the nodes and edges are pushed after they processed. The stack will reverse the
order for the down phase.

For U in the up phase, we use a typical disjoint set structure with the path
compression method, in which stored items (down corners) form a forest of
rooted trees; refer to [33] for detail. We extend each down corner in U with
so-called reference counter that counts the number of edges augmented with the
down corner in E. Then we only maintain down corners in U , each of which has
non-zero reference counter or has more than two children. This bounds the size
of U by the number of down corners with non-zero reference counter, and allow
us to maintain U without affecting the asymptotic running time of any of the
disjoint set operations.

2.6 Experiments

We have implemented our algorithm and in this section we present the results of
experimenting with it on real-life data. We both compare its performance to
the previous algorithm for contour map simplification [16] and investigate its
performance on general planer subdivisions by using it to simplify a so-called
catchment (or watershed) decomposition of a terrain.

Implementations. We implemented our algorithms using the TPIE library
for efficient implementation of I/O-efficient algorithms, utilizing the libraries
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pipelining functionality [2].

Our simplification algorithm was implemented as described in Section 2.2
and 2.4 except for one major optimization, which resulted in a speed-up of an
order of magnitude. The optimization is based on the observation that when
simplifying a maximal path P we do not actually need to consider all the face
edges E of the two faces adjacent to P . Recall that in the internal algorithm
in Section 2.4 we simplified P by constructing a trapezoidal decomposition
on all edges in E. However, it is easy to realize that only the subset of E
within the bounding box B of P can actually constrain the simplification of P
to P ′. We used this observation in our implementation of the external algorithm
in Section 2.2, where we only used the internal algorithm on the edges inside the
bounding box of the path when simplifying a maximal path. More precisely, we
modified the algorithms such that when considering a face f in phase two, we
first built an internal memory Hilbert R-tree T [48] on all face edges of f . Then
when loading non-shared face edges of each smaller neighbor face f ′ into memory
in turn and simplifying every maximal path P on the boundary between f
and f ′, we retrieved the necessary face edges inside the bounding box B of P by
querying T with B and scanning through the face edges of f ′ and collecting only
edges inside B. As mentioned, this resulted in a significant runtime speedup.

Similarly to the previous contour map simplification algorithm of Arge
et al. [16], we implemented our algorithm to work on a grid terrain model, where
the terrain is represented as a regular grid of elevation values, and where input
parameters δ, εxy and εz are used to specify that the algorithm should produce a
contour map with equi-spaced contours a distance of δ apart and simplify it under
the xy- and z-constraints (as discussed in the introduction). As the previous
algorithm [16], we fulfill the z-constraint by introducing additional contours
at level h − εz and h+ εz for each contour at level h,5 and the input contour
map is constructed simply by adding diagonals to the grid terrain model to
obtain a triangulation, and then obtaining the contour edges by intersecting each
triangle with horizontal planes at the relevant heights. After this preprocessing
the contours are simplified with our algorithm as described (using the sweeping
based face labeling algorithm discussed in Section 2.2). Since the preprocessing
only requires scanning the input grid, it does not dominate the total running
time.

Our implementation of an algorithm for simplifying a catchment decomposition
also works on a grid (terrain model) and takes a simplification parameter εxy.
However, now the grid is interpreted such that neighbor grid cells with the
same value are in the same catchment (decomposition face). Our algorithm first
constructs the decomposition edges by scanning over the grid and constructing
edges between neighbor cells with different values, where edges are merged
such that there are no endpoints (nodes) of degree two where both edges are
either horizontal or vertical. We also directly augment each edge with the face
(catchment value) on each side of the edge (and thus avoiding the sweeping based
face labeling algorithm). After this preprocessing the decomposition is simplified
with our algorithm as described. Again the preprocessing only requires scanning
the input grid and does therefore not dominate the total running time.

5The additional contours are not simplified and are not part of the output contours.
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Arge et al. [16] Our algorithm

Input edges 4,786,277,840 4,786,277,840
Running time (hours) 43 26
Output edges (% of input edges) 8.43 8.56

εxy violations 111,065,821 112,074,000
εz violations 262,798,580 263,424,320

Table 2.1: Comparison of results for contour simplification of Denmark. Here εxy
violations is the number of times we recurse in the internal algorithm because
of violation of the xy-constraint, and εz violations is the number of times we
recurse because of violation of the z-constraint (but not the xy-constraint).

Experimental setup and data. We performed all our experiments on a
machine with an 8-core Intel Xeon CPU running at 3.2GHz and with 32GB of
RAM out of which 13GB were available for our experiment. The machine had a
20 disk raid with a maximal I/O speed of roughly 600 MB/s.

For our contour map simplification experiments we used the same data as
in the paper by Arge et al. [16], that is, a 2 by 2 meter grid model of Denmark
with roughly 12.4 billion grid cells. As in [16], the model was simplified using
topological persistence [9, 40] before the experiments, such that depressions and
hills with a depth/height less than 0.5 meter were removed.

For our catchment decomposition simplification experiments we used three
different grid datasets, all obtained from the 2 by 2 meter grid model of Den-
mark. The datasets were obtained by running commercial catchment delineation
software from SCALGO with thresholds 100, 500, and 500, 000, respectively (in
number of grid cells). Intuitively, the software assigns a flow direction for each
cell to the steepest downslope neighbor, computes river networks by identifying
cells with a number of upstream cells larger than the threshold, and assigns all
cells that flow into the same stream junction to the same catchment.

Experimental results. We first compared the practical performance of our
algorithm with the previous algorithm for the contour map simplification problem.
As in Arge et al. [16] we constructed a 0.5-meter contour map of all of Denmark
(that is, we used δ = 0.5m) and used simplification parameters εz = 0.2 meters
and εxy = 5 meters; the εz value was chosen to roughly correspond to the z-
accuracy of the input dataset, and the εxy value was chosen to allow a xy-
variation of more than 2 grid cells (and because results in [16] showed that
choosing a larger value does not lead to significant further simplification because
of the z-constraint). Detailed results are given in Table 2.1 (comparison to the
previous algorithm) and Figure 2.6 (resource use of our algorithm). Also, an
example of the unsimplified and simplified contours computed in the experiment
is given in Figure 2.7. In Table 2.1 it can be seen that the preprocessing phase,
identical for the two algorithms, resulted in approximately 4.8 billion edges. The
simplification factor of the two algorithms are comparable, both producing an
output of size only approximately 8% of the input size. However, our algorithm
is significantly faster than the previous algorithm, running in 26 hours versus
the previous 43 hours. We believe this is due to its simplicity.

A closer look at the simplification number in Table 2.1 reveals that our
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Figure 2.6: Resource usage graphs for the contour simplification experiment.
The CPU utilization and I/O throughput are illustrated in the top graph, and
the usage of main- and external memory in the bottom graph.

algorithm simplifies slightly less than the previous algorithm. We believe the
explanation is that our algorithm, unlike the previous one, partitions a contour
into several maximal paths (due to degeneracies) and simplifies each path
individually, leading to a higher chance of violating the constraints. This is
confirmed by Table 2.1 that shows the number of edges added during the
algorithms as a result of violating the xy-constraint or the z-constraint (when
the xy-constraint was already satisfied).
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Figure 2.7: Example of unsimplified (top) and simplified (bottom) contours in
contour simplification experiment.
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Catchment Threshold 100 500 500000

Input subdivision edges 3,212,696,822 1,239,228,951 102,512,883
Input subdivision faces 387,212,706 75,342,930 787,428
Running time (minutes) 425 117 10
Output edges (% of input edges) 45.30 26.73 8.00

Table 2.2: Results for catchment decomposition simplification of Denmark with
different thresholds.

Path Length 1 [21, 22) [22, 23) [23, 24) [24, 25) [25, 26) [26, 27) [27, 28) [28,∞)

Dist. in 100 1.9% 35.3% 7.7% 16.2% 20.8% 11.1% 4.3% 2.1% 0.7%
Output 100% 98.1% 38.6% 18.6% 9.8% 5.5% 2.8% 1.5% 0.5%

Dist. in 500 1.0% 19.9% 2.4% 7.0% 18.0% 27.1% 13.9% 5.1% 5.6%
Output 100% 99.0% 39.7% 18.0% 9.3% 5.6% 3.5% 1.6% 0.6%

Dist. in 500k 0.3% 3.8% 0.1% 0.1% 0.4% 1.7% 6.4% 20.4% 66.8%
Output 100% 99.8% 72.8% 18.2% 9.1% 5.6% 4.5% 4.2% 3.9%

Table 2.3: Distribution of maximal path lengths, along with simplification factor
for the various path length intervals, in catchment decomposition simplification
of Denmark.

In the catchment decomposition simplification experiments designed to in-
vestigate the practical performance of our algorithm on general subdivisions,
we simplified the three grid decompositions using εxy = 10 meter; the εxy was
chosen to be somewhat larger than the 2 meter input grid size but without being
significantly larger. An example of the unsimplified and simplified catchments
computed in the experiment is given in Figure 2.8, and detailed results are given
in Table 2.2 and 2.3. In Table 2.2 it can be seen that the preprocessing phase
resulted in three subdivisions with approximately 102 million, 1.2 billion and 3.2
billion edges, respectively, and with approximately 800 thousand, 75 million and
387 million faces, respectively. The first interesting thing to note is that the time
used on the threshold 100 input is much smaller than the time used on the only
slightly larger contour simplification input discussed above. This is due to face
labeling being avoided in the catchment decomposition simplification algorithm.
It is also interesting to note that the simplification factor is significantly lower
than in the contour case, and that it decreases significantly as the catchment
threshold decreases (as the number of faces increases). We believe this is due
to a large number of maximal paths being too short to allow for a significant
simplification. This is confirmed by Table 2.3 that shows the distribution of
maximal path lengths for the three datasets, along with the simplification factor
for various path length intervals. As it can be seen, there is a significant number
of short paths in the two largest datasets and they are not simplified significantly.
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Figure 2.8: Example of unsimplified (top) and simplified (bottom) catchments
in the catchment decomposition simplification experiment; Colors indicate catch-
ments in the input.



Chapter 3

River Rise

River floods have caused large disasters throughout history. Usually induced by
heavy rainfall, such floods can lead to casualties and huge financial damage for
the local societies. A recent example is the catastrophic flood of the Indus river,
which took place at Pakistan in 2010 [3]. This flood claimed approximately two
thousand lives, and about one fifth of the total area of the country ended up
covered by water. Communities want to predict such floods, so that measures
are taken in advance to reduce the harm done. Therefore, it is important for
people to know which regions around a river have the highest risk of getting
flooded when the level of the river rises.

Today, hydrologists use computers to model river floods; they use specialized
software to simulate flood events based on digital elevation models (DEMs) of
terrains and rivers. This simulation software usually uses sophisticated and
dynamic model of how water flows and flood occurs. Thus, it commonly assumes
that terrain data fits in memory. This assumption, however, no longer holds
as very high resolution terrain data becomes available due to the technological
advances in remote sensing (as described in Chapter 1). Therefore, the users
of up-to-date hydrological software are forced to do one of the following; either
reduce the resolution of the input DEM (so it entirely fits in the main memory),
or break the large DEM into smaller tiles which are processed independently.
Yet, both of these approaches affect significantly the quality of modeling. In
the first case, a large amount of detail in terrain data is thrown out. Thus, the
resulting DEM is so coarse that it cannot be used to produce reliable estimations.
Crisp features on the landscape that influence water flow, such as ditches and
levees, cannot be depicted on the coarse terrain. When it comes to modeling a
river flood, this results into wrong estimations. This effect has been observed
also in studies that examine floods caused by the rise of the sea-level [52]. In the
other approach, users divide the massive DEM into smaller tiles and each tile is
processed independently; in this way, when processing a single tile, we do not
take into account how the morphology of the rest of the landscape affects the
flood in that region. Therefore, there is a need for developing algorithms that, on
one hand, model river floods accurately, and, on the other hand, handle massive
terrain datasets efficiently. In this chapter, we therefore study I/O-efficient
algorithms for computing flood risk from rivers using massive terrain data.

39
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Related work. There has been extensive work on flood risk analysis in the
I/O-model. Arge et al. [19] developed an I/O-efficient algorithm for analyzing
flood risk from water that collects in depressions of the terrain during a rain
event; For each point in a depression, it computes the time when water rising in
the depression raises above the point during a rain event. Mølhave et al. [52]
developed an I/O-efficient algorithm for analyzing flood risk from the sea; For
each point, it computes how much sea-level needs to rise to flood the point.

A highly esteemed method for modeling river floods on DEMs is the method
introduced by Sonne [50, 56, 62] (implemented under an assumption that terrain
data fits in memory). According to this method, flood modeling is handled
as follows; let G be a raster-DEM, and let R(G) be the set of cells in G that
represents the region covered by the river network in this terrain. Also, let x
be a positive real. Given G, R(G) and x, the method of Sonne estimates which
cells in G will get flooded when the level of the river R(G) rises uniformly by x
meters.

Obviously, floods are very complex phenomena that are influenced by many
factors, some of which are difficult to determine. Therefore, we cannot expect
that a flood can be modeled precisely by the output of any method, no matter
how involved this method is. However, the method proposed by Sonne is today
considered a quite accurate tool for modeling river floods. Hence, it has been
adopted by state authorities in Denmark, and also the European Union [50,56].

Our results. We present two I/O-efficient algorithms that can be used for
modeling river floods. The first algorithm is a remake of the method originally
proposed by Sonne, adapted so that it can handle massive raster terrains and
produce more general outputs; see below for the output. The second algorithm
is a novel method that we introduce for modeling river floods. For each of these
algorithms, the input is a raster G, and a subset R(G) of cells in G representing
the area covered by the river network on the raster. Each of our algorithms
returns the following output; for each cell c ∈ G a value resistance(c) is computed,
indicating the minimum number of meters that the river level should rise so that
c gets flooded. We call this value the resistance value of c. Given the resistance
value of every cells and a positive integer x, we can then easily extract the part
of the terrain that is flooded if the river level rises uniformly by x meters. Each
of our algorithms uses different criteria for computing resistance values, hence
they produce different outputs.

To compute the resistance values on a raster that has N cells, each of our
algorithms require O(SORT(N)) I/Os in the worst-case. We implemented both
algorithms and measured their efficiency in practice. We show that the two
algorithms perform efficiently even for raster datasets of approximately 240
gigabytes size. We also conducted experiments to evaluate that our algorithms
can model adequately real flood events. For this reason, we used as reference a
dataset that outlines the river flood that took place in Pakistan in 2010 [3]. We
show that both algorithms produce resistance values that lead to a very good
approximation of the actual event.

The rest of this chapter is organized as follows; in the next section we provide
a definition of the problem that we examine, and we explain the notation that
we use throughout the chapter. In Section 3.2 we describe in detail the two
algorithms that we propose for modeling river floods on massive DEMs. We
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explain how each algorithm estimates the flood resistance values for every cell
on an input raster, and we show how these methods can be designed in an I/O-
efficient manner. In Section 3.3 we describe the experiments that we conducted
in order to measure the performance of the two algorithms in practice. There
we also evaluate the precision of the two algorithms based on the outcome of
an actual river flood, that took place at Pakistan in 2010. We also discuss the
differences that appear in the output of the two algorithms, and we examine
how certain terrain morphologies influence the output of each algorithm.

3.1 Problem Definition and Notation

Let G be a grid terrain that consists of N cells. We denote the cell that appears
at the i-th row and j-th column of G by G(i, j). We assume without loss of
generality that the center of grid cell G(i, j) has xy-coordinates (j, i). For any
cell c ∈ G, we denote this point by p(c). We call the xy-distance, or simply the
distance, between two cells in G the 2D Euclidean distance between their cell
centers on the xy-domain of G. Let C be a set of cells in G and let c be a cell
that belongs to this set. We say that c is the closest cell in C to another cell
c′ if c has the smallest xy-distance to c′ compared to any other cell in C. For
every cell c ∈ G we use h(c) to indicate the elevation of the terrain at this cell.

We use R(G) to denote the subset of the cells in G that belong to the river
network of this terrain. We call these cells the river cells of G. The cells in R(G)
represent the status of the river network in G when there is no flood in this
region. This implies that the elevation value of each cell in R(G) approximates
the average height of the river level at this location, when no flood occurs. For our
algorithms, we consider that R(G) is provided as part of the input. In practice,
river data are usually available in a vector format i.e. a file with polygons
outlining the region covered by the river. These polygons can be overlaid on
the raster to extract the river cells. Also, in many applications it is possible
to come across DEM datasets for which no river data are available. For such
cases, one can estimate the river cells on G using a standard flow accumulation
technique [35].

Let hrise be a positive real. We say that there is a river rise of hrise meters,
or that the river rises by hrise meters when for each cell c ∈ R(G) the river
level rises to elevation h(c) + hrise. We call hrise the rise value for this event.
Therefore, when a river rise takes place we assume that the level of the river
increases at all river cells uniformly, by the same amount of meters.

In this chapter we study the following problem; given a terrain G and its
river network R(G), we want to compute for every cell c ∈ G a value resistance(c)
which estimates the minimum value hrise such that c gets flooded when the river
rises by hrise meters. We call this value the resistance value of c. We consider
that all river cells are flooded by default. Therefore, for both of the algorithms
that we describe, we imply that the resistance value of every river cell is set to
zero.
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3.2 Algorithms

Next we describe in detail two algorithms for computing flood resistance values
on a given raster G. As mentioned earlier, the first algorithm is based on an
existing method for modeling floods, redesigned to handle DEMs that do not fit
in memory. The second algorithm is a novel I/O-efficient method that we have
developed. Together with the description of each algorithm, we also provide an
analysis of its I/O-efficiency.

3.2.1 An I/O-Efficient Adaptation of a Popular Method

The first algorithm that we describe is based on the flood modeling method
introduced by Sonne [56]. Originally, this method was designed to solve a slightly
different problem than the one that we examine. In particular, the input of
the original method is a raster G, the river network R(G), and a positive real
value hrise which represents the elevation change of the river level. Instead of
computing flood resistance values, the original method outputs the cells in G
that are considered to get flooded when R(G) rises by hrise meters. We call this
version of the method ProximityFlood. Next we explain how ProximityFlood

calculates the flooded cells in G for a given rise value hrise. After that, we show
how we can use this method to design an I/O-efficient algorithm that computes
a flood resistance value for each cell in an input raster1.

Let G be the input terrain, and let R(G) represent the river network in G.
Method ProximityFlood consists of two steps. In the first step, every cell in
c ∈ G \ R(G) gets associated with a single river cell in R(G); this is the river
cell from which we consider that c can get potentially flooded. We call this
cell the source cell of c, and we denote this by source(c). According to method
ProximityFlood, the source cell for every c ∈ G\R(G) is the river cell c′ that has
the smallest xy-distance from c. After calculating source(c) for every non-river
cell c, we compute the height difference between source(c) and c, and we store
this value together with c. We call this value the obstruction value of c, and
represent this by obst(c).

In the second step, method ProximityFlood extracts the cells in G that are
considered to get flooded when the river rises by hrise meters. More specifically,
these are all the cells in R(G), and also any non-river cell c that: a) has an
obstruction value obst[c] ≤ hrise, and b) there exists a path of cells between c
and a river cell cR such that any non-river cell c′ in this path has an obstruction
value obst(c′) ≤ hrise. This means that not all cells with obstruction ≤ hrise get
necessarily flooded according to this method.

Method ProximityFlood can be used to model a single flood event at a
time. On the other hand, if we want to study which regions get flooded in G
for different values of hrise then we have to run this method many times, once

1Some implementations of ProximityFlood include an extra preprocessing step. During
this step, the elevations of the river cells may be adjusted in order to make the terrain elevation
consistent with the river data. This is useful in the case that the river dataset was acquired
from a different source than the terrain raster. In that case, projecting the river data on the
raster may create artifacts (such as rivers that flow upstream), hence the needed adjustment.
In the description that we provide for ProximityFlood we do not include this preprocessing
step. We do so because we consider that this has to do more with configuring the datasets
rather than with the method itself. Yet, the preprocessing step can be also handled in an
I/O-efficient manner, given a realistic assumption on the memory size.
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for each distinct value hrise. Yet, we can do something more efficient. Given
G and R(G), we can compute for each non-river cell c what is the minimum
rise value hrise for which c gets flooded according to method ProximityFlood.
For every c in G, we define this value to be the flood resistance of c, denoted
by resistance(c). We call the new method that computes the flood resistances
on the raster ProximityResistance. Next we explain how we can design
ProximityResistance so that it is I/O-efficient.

As with ProximityFlood, method ProximityResistance consists of two
main steps. In the first step, we compute for each cell c ∈ G \ R(G) the source
cell source(c) and the obstruction obst(c). In the second step, we calculate the
flood resistance values of all cells in G \R(G), based on the obstruction values
that we computed in the previous step.

Computing the source cells and obstruction values. For the first step,
the main task is to compute the source cell for each non-river cell c; given this
cell, it is straightforward to compute the obstruction obst(c). Calculating the
source cells in G is similar to computing a Voronoi diagram on the xy-domain
of G; the sites of the Voronoi diagram are the center points of the river cells
in G, and for any cell c ∈ G \ R(G) it holds that source(c) = c′ if the center
of c falls in the Voronoi region of p(c′). However, in our case we do not have to
compute explicitly a Voronoi diagram, we only want to find for each non-river
cell c which is the Voronoi region that p(c) belongs to. Also, the points that we
want to process are uniformly spaced on the xy-plane, in a grid structure. This
is much simpler than handling points in general position. Therefore, instead
of computing explicitly the Voronoi diagram of the cells in R(G), we follow a
more simple approach. For every cell c = G(i, j) we compute three cells; we
compute the closest river cell G(k, l) with k < i, the closest river cell G(k′, l′)
with k′ > i, and the closest river cell in the same row as c. We indicate these
cells respectively by source<(c), source>(c), and source=(c). Obviously, one
of these three cells is the source cell of c; given those cells we can determine
source(c) by simply comparing their xy-distances from c. We can calculate these
three cells for every cell in G in O(SCAN(N)) I/Os using a sweepline technique.
Next we show how we can do this for source=(c) and source<(c); the process for
computing source>(c) is quite similar to the one for source<(c).

Computing source=(c) is a simple task; let c be any cell in G, and let r be
the row in G which contains c. source=(c) is either the closest river cell on r
that appears on the left side of c, or the closest river cell from the right side of c.
Therefore, to determine source=(c) we scan each row of G independently, and
for each cell that we are currently scanning we keep track of the nearest river
cell from each side on this row. Hence, we can compute cell source=(c) for every
cell c ∈ G in O(SCAN(N)) I/Os.

Next we consider computing source<(c). Let row(i) denote the i-th row in G,
considering that row(1) is the bottom row in the raster. Let VD(i) indicate the
Voronoi diagram on the xy-domain of G where the sites are the centers of all
river cells G(k, l) such that k < i. For every cell c ∈ row(i), the cell source<(c)
corresponds to the site in VD(i) whose Voronoi region contains the center of c.
Based on this observation, to compute source<(c) for every cell c ∈ G we scan G
row by row, starting from the bottom row of the raster. During this process, we
maintain a sweepline ` which lies on the xy-domain of the raster, and which is
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`(i− 1)
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Figure 3.1: Illustration of bisectors in L′i−1. Blue cells describe river cells and
red lines describe VD(i).

parallel to the x-axis. When processing row(i), we consider that the sweepline
has the same y-coordinate as the centers of the cells in this row. We use `(i)
to indicate the sweepline at that moment. `(i) intersects the Voronoi regions
of certain sites in VD(i) and is thus subdivided into horizontal segments, each
contained in a different region. To represent this we compute a list of lines Li;
these correspond to the boundaries of Voronoi regions of VD(i) that intersect `(i).
The lines in Li are stored in order of increasing x-coordinate of their intersection
point with `(i). Given the list Li, it is easy to compute source<(c) for every
cell c in row(i); we scan this row and Li simultaneously, while keeping track of
the cell centers in row(i) that fall inside the Voronoi region delimited by two
consecutive lines in Li.

Computing Li for each row is a bit more involved. We can do this efficiently
as follows; Given Li−1, we first compute a list L′i−1 of the Voronoi boundaries in
VD(i) that intersects `(i− 1), and then compute Li based on L′i−1. To compute
L′i−1 we first consider Li−1 as a list of intervals each of which corresponds to
x-span of the Voronoi region in VD(i − 1) that intersects `(i − 1). Next, we
consider the Voronoi diagram of the river cells in row(i − 1), and compute a
list L=

i−1 of the boundaries of its Voronoi regions that intersects `(i− 1); their
boundaries are parallel to y-axis and these can be computed by scanning row(i).
We also consider L=

i−1 as a list of intervals on `(i− 1) similar to Li−1. Now we
compute L′i−1 by using Li−1 and L=

i−1. Note that each interval in L′i−1 is either
a subset of an interval in L=

i−1 or a subset of an interval in Li−1. Thus, we can
compute L′i−1 by scanning Li−1 and L=

i−1 simultaneously.
To construct Li we need to find where the boundaries of the Voronoi regions

of VD(i) intersect `(i). To do this, for each Voronoi boundary (bisector between
sites) that intersects `(i − 1), we could simply compute where this boundary
intersects `(i). However, not all region boundaries in VD(i) that intersect `(i−1)
happen to intersect also `(i); this is the case when there exist regions in VD(i)
whose y-span ends somewhere between `(i) and `(i− 1). This can be handled
in the following way; we scan list L′i−1 and in the meantime we maintain an
I/O-efficient stack ST which stores a set of lines; these are the bisectors between
sites in VD(i) whose regions potentially intersect `(i). More specifically, let lc
be the bisector that is currently scanned in L′i−1, and pc the intersection point
between lc and `(i− 1). Also, let rcleft(lc) be the river cell whose Voronoi region
intersects `(i − 1) to the left of pc, and let rcright(lc) be the river cell whose
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Voronoi region intersects `(i− 1) to the right of pc; see Figure 3.1. We maintain
the invariant that ST stores the bisectors for only those sites in VD(i) whose
Voronoi regions: a) intersect `(i− 1) to the left of pc, and b) would intersect `(i)
if we did not consider the sites in VD(i) whose regions intersect `(i− 1) to the
right of pc. We also maintain that for any two lines l1 and l2 in the stack, line l1
is stored below l2 if and only if l1 crosses `(i) to the left of l2. Initially ST is
empty. Let top(ST ) indicate the line that is currently stored at the top of the
stack ST . We compute the intersection point between lc and top(ST ); if this
point has a y-coordinate that falls above `(i), or below `(i−1) we push lc into the
stack and we scan the next element in L′i−1. Otherwise, we compute the bisector
between rcleft(top(ST )) and rcright(lc) and we set lc to represent this line. Then,
we remove the line at the top of the stack and we compute the intersection point
between the new lc and the new top(ST ). We repeat this process until either lc
and top(ST ) intersect at a point above `(i) or below `(i− 1), or ST becomes
empty. It is easy to prove that, after processing all the elements in L′i−1, stack
ST stores exactly those Voronoi boundaries in VD(i) that intersect `(i). It is
straightforward to compute Li from ST .

Let k be the number of cells in a single row of G. From the above description,
we conclude that constructing each list Li requires O(SCAN(k)) I/Os since we
need to scan row(i− 1), list Li−1 and L′i−1 a constant number of times. We also
have to insert and extract at most O(k) elements to and from the I/O-efficient
stack ST . Processing Li to determine the values source< requires also one scan,
which adds up in total to O(SCAN(N)) I/Os for handling the corresponding lists
for all rows in G. From the above description, we conclude that we can compute
source>(c), source<(c), source=(c), and therefore the source cell source(c) for
every cell c ∈ G \R(G) in O(SCAN(N)) I/Os.

Computing the flood resistance values. In the second step of method
ProximityResistance we compute for each cell c ∈ G its flood resistance
resistance(c). Recall that for every cell c this resistance value is equal to the
minimum rise value hrise such that obst(c) ≤ hrise and c is connected to a
river cell by a path of cells with obstruction ≤ hrise. Based on this definition,
we can reduce the computation of the flood resistance values to the problem of
computing the raise elevations on a terrain, that was described by Arge et al. as
part of their partial flooding algorithm [35]. This problem is defined as follows;
let G be a raster and let ζ1, . . . , ζk be a set of cells in G that we call sinks. For
any path of cells P in G the height of P is defined as the height of the highest
cell on this path. The raise elevation of a cell c ∈ G is the minimum height
among all paths that connect c to ζi for any 1 ≤ i ≤ k. Arge et al. provide
an algorithm that computes the raise elevations for all the cells on the terrain
in O(SORT(N)) I/Os [35].

For any raster G, we can reduce the problem of computing the flood resistance
values of the cells in G to an instance of the raise elevation problem; we create a
raster G′ that has the same number of rows and columns as G. For any river
cell G(i, j) ∈ R(G) we set the corresponding cell G′(i, j) to be a sink. For
any non-river cell G(i, j) we set the cell G′(i, j) to have elevation equal to the
obstruction value of G(i, j). Given how we constructed G′, it is clear that the
raise elevation of any cell G′(i, j) is equal to the flood resistance value that we
want to compute for G(i, j). By applying the I/O-efficient algorithm of Arge et al.
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on G′ we can compute the described flood resistance values in O(SORT(N)) I/Os.
The next theorem follows from the above description.

Theorem 3. Let G be a raster terrain that consists of N cells, and let R(G) be the
set of all river cells in this raster. We can design method ProximityResistance

so that it computes the flood resistance values of all cells in G I/O-efficiently,
in O(SORT(N)) I/Os.

3.2.2 A Novel Method for Modeling River Floods

Next we describe our second algorithm that computes flood resistances on a
raster terrain. This is a novel algorithm that we newly introduce. We call this
new method UpstreamResistance. As with method ProximityResistance,
in UpstreamResistance we first associate each cell c ∈ G with a source cell
source(c). But now we choose source(c) in a different way. To describe this
better, we provide the following definition. For a raster G let F(G) = (V,E)
be the graph such that for each cell c ∈ G there exists exactly one vertex v(c)
in V , and there exists a directed edge in E from v(c) to v(c′) if cells c, c′ ∈ G
are adjacent and h(c) > h(c′). We call this graph the flow graph of G. For now
let us assume that no adjacent cells in G have the same elevation value. Hence,
there exists exactly one directed edge in F(G) for each pair of adjacent cells
in G, and F(G) is a DAG. Later in this section, we explain how we can handle
terrains that do not follow this assumption.

The concept of the flow graph was introduced in previous works to model
how water flows between cells on a DEM, that is water flows following the edges
in the graph [35]. The version of the flow graph that we use here implies a
multiple-direction flow; that means water can flow out of a cell to, potentially,
more than one of its neighbors. For any cell c ∈ G water from c may flow
following different routes on the raster until reaching one or more cells in R(G).
In method UpstreamResistance we choose source(c) to be one of these cells in
R(G), that is the river cells where the water from c drains to. We now describe
this more formally. Let c be a cell in G, and consider a path in F(G) that starts
from vertex v(c) and ends at a vertex v(c′) where c′ is a river cell. Consider
also that this path does not include a vertex that corresponds to any other river
cell, other than c′. We call such a path a downstream path of c. Let DC(c)
denote the set of all river cells that belong to some downstream path of c. In
method UpstreamResistance, we set the source cell of c to be the cell in DC(c)
that has the highest elevation value. The flood resistance of c is then defined as
the height difference h(c)− h(source(c)).

We explain now how we can design UpstreamResistance in an I/O-efficient
manner. Based on the above description, the two key tasks for computing
the flood resistances are constructing the flow graph F(G), and computing the
source cell for every cell in G. If no flat areas exist on G, we can construct F(G)
straightforwardly in O(SCAN(N)) I/Os. For computing the source cells, observe
that for any cell c it holds that source(c) = source(c′) for some c′ such that there
exists an edge in F(G) from v(c) to v(c′). Therefore, we can compute source(c)
by first computing the source cells for those neighbors of c on a downstream
path from c, and then using these to infer source(c). Hence, we can solve
this as a standard time-forward processing problem [32]. Arge et al. describe
an I/O-efficient algorithm for computing flow accumulation values on a raster
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in O(SORT(N)) I/Os [20]. Their algorithm can be easily modified for solving
any time-forward processing problem with the same I/O-efficiency. Hence, we
can compute the source cells in G in O(SORT(N)) I/Os as well.

Handling flat areas. Terrain datasets often contain large connected regions
of cells that have exactly the same elevation. These so-called flat areas are usually
the result of preprocessing, e.g., to remove spurious basins from the terrain. For
a raster G that contains flat areas, constructing the flow graph consists of two
extra steps; first, we have to outline all distinct flat areas in G, and then we have
to model how water flows on each such area. To outline the flat areas in G we
have to compute the connected components of cells in the raster that have the
same elevation. This can be done I/O-efficiently in O(SORT(N)) I/Os, using
the batched union-find algorithm of Agarwal et al. [9]. Modeling how water flows
on flat regions is not a straightforward task, and there exist several methods that
try to do this in a realistic manner [61]. More specifically, let A ⊆ G be a flat
area in G, and let c be a cell on the boundary of A. We say that c is a spill point
of A if c is adjacent to at least one cell that has elevation lower than h(c). When
modeling water flow on A the goal is to route flow so that every cell in A drains
to at least one spill point of this area. Of course, a flat area may not have any
spill point; we show later how we handle these cases. Let A be a flat area that
has at least one spill point. Given that we are using a model of multiple-direction
flow, and since all cells in A have the same elevation, we consider that every
cell c ∈ A sends water to all the spill points in A. Therefore, we consider
that all cells in A have exactly the same source cell, and also the same flood
resistance. To represent this appropriately, we slightly modify the way that we
construct the flow graph; instead of representing each cell in A by exactly one
vertex in the graph, we use a single vertex to represent the entire flat area. We
denote this vertex by v(A). The in-edges of v(A) connect this vertex with all
vertices v(c) such that c is a cell adjacent to A, and c has a higher elevation
than A. Respectively, the out-edges of v(A) connect to all vertices in the graph
representing cells adjacent to, and with a lower elevation than A. We distinguish
two cases, depending on whether A contains river cells or not. In the case that A
does not contain any river cell, we find the highest river cell c that appears on a
downstream path from v(A), and for every cell in A we set the flood resistance
to the elevation difference between A and c. In the case that A contains river
cells, we consider that all cells in this area are flooded by default. Hence, for
every cell in A we set the flood resistance value to zero. In that case, vertex v(A)
is treated in the flow graph in the same way as a vertex that represents a single
river cell; for each cell c such that v(A) appears in a downstream path from c
we use the elevation of A to determine the flood resistance of c, as if A was a
single river cell.

We describe now how we treat flat areas that do not have any spill point. In
that case, a flat area is a region of locally minimum elevation in G. Let A be
such an area in G. If A does not contain any river cell, then we consider that A
corresponds to a spurious pit. We remove all such pits by raising the elevation of
the terrain within, and around this region. The removal of the spurious pits can
be done as a preprocessing step, before constructing the actual flow graph on G.
We can do this I/O-efficiently in O(SORT(N)) I/Os, using the partial flooding
algorithm described by Danner et al. [35]. On the other hand, if A contains river
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cells, then we process this area in the same way as we did with flat areas that
contain both river cells and spill points; the flood resistance of all cells in A are
set to zero, and the entire area is represented by a single vertex v(A) in the flow
graph.

From the above description, we conclude that constructing the flow graph
for a raster G boils down to computing the connected components of flat regions
in G, and then fixing appropriately the edges in the graph between the vertices
of the flat regions and the adjacent cells. Given the batched union-find algorithm
of Agarwal et al., we can do this I/O-efficiently, in O(SORT(N)) I/Os. This
leads to the next theorem.

Theorem 4. Let G be a raster terrain that consists of N cells, and let R(G) be
the set of river cells in this raster. We can design method UpstreamResistance

so that it computes the flood resistance values of all cells in G I/O-efficiently,
in O(SORT(N)) I/Os.

3.3 Implementations and Experiments

We implemented both of the algorithms that we describe and we evaluated how
fast they perform in practice, but also how well they can model real flood events.
We continue by describing how we implemented the two algorithms. Then, we
present in detail the experiments that we conducted to measure the efficiency of
our implementations, and to evaluate how well they can model an actual flood
event.

3.3.1 Description of Implementations

We developed both implementations in C++, and we used the open source
library TPIE (the Templated Portable I/O Environment) that provides I/O-
efficient algorithms for sorting and scanning data [2]. The compiler that we used
is the GNU g++, version 4.8.2. The implementations run on a Linux Ubuntu
operating system, release 14.04.

The implementation of ProximityResistance was developed as follows; as
already described, in the first part of the method we compute the source cells
on G using a sweepline approach. To implement this approach we used the
assumption that a constant number of rows in G can fit in main memory. This is
a pretty realistic assumption; nowadays the memory size for a standard computer
exceeds one gigabyte. This allows to process even rasters whose size can reach
up to hundreds of petabytes. Therefore, during the sweep, instead of performing
an external scan of each row and maintaining an I/O-efficient stack, we store
in memory the two last rows that we swept and we handle all computations
internally.

In the second part of ProximityResistance, we compute the flood resistance
of each cell in G by constructing a new raster G′ and computing the raise elevations
of the cells on that raster. For the computation of the raise elevations on G′ we
used as basis an I/O-efficient batched union-find algorithm that is proposed by
Agarwal et al. [9]. In fact, Agarwal et al. propose two algorithms for batched
union-find; one that requires O(SORT(N)) I/Os and is quite involved, and
one that takes O(SORT(N) log(N/M)) I/Os but is much more simple. For
the version of ProximityResistance that we developed, we chose the latter
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algorithm since it is more practical to implement. Agarwal et al. and Danner
et al. have showed that this simple union-find algorithm performs very well in
practice. This is also reflected on the benchmarks for ProximityResistance

that we provide later in this section.
The implementation of UpstreamResistance was developed following quite

accurately the description in Section 3.2. The only major difference is that we
used again the practical union-find algorithm in [9] (that requires
O(SORT(N) log(N/M)) I/Os), this time for computing the connected compo-
nents of flat areas in G, and for removing flat areas that correspond to spurious
pits.

3.3.2 Measuring I/O-Efficiency in Practice

To measure the efficiency of each method in practice, we ran our implementations
on a massive raster dataset that represents the terrain surface over the entire
region of Denmark. This raster consists of roughly 66.4 billion cells, arranged in
287500 rows and 231250 columns. Every cell has dimension of 1.6 meters, and is
assigned an elevation value which is a 4-byte floating point number. The total
size of the uncompressed dataset is 268 gigabytes, and it is publicly available
through the website of the Danish Ministry of Environment [43]. In the rest of
this section, we refer to this dataset as denmark.

Raster denmark does not include any river data, therefore we had to calculate
the river cells. To do this, we first removed all spurious watersheds from the
raster, which are closed basins with no drainage outlet to the sea. Then, we
selected the river cells based on the size of their upstream area. For this reason,
we computed the flow graph of denmark as described in Section 3.2, except that
now for each cell c we computed at most one outgoing edge from v(c). This
outgoing edge points to the vertex v(c′) such that c′ is a neighbor of c and the
vector from p(c) to p(c′) has the steepest downward slope. Then, we computed
for each cell c the size of its upstream area; this is the area that is covered by all
cells c′ such that there exists a path from v(c′) to v(c) in the flow graph. We
extracted the river cells by selecting all cells whose upstream area is larger than
a given threshold. The threshold that we chose is 12.5 km2. We picked this
threshold since the resulting river network resembles better the actual shape of
the rivers in Denmark, according to available orthophotos.

We ran the implementations of both methods ProximityResistance and
UpstreamResistance on the denmark raster and the river cells that we extracted.
For each method, we measured the total time that it took to process this input,
and also the time that was taken by each major stage of the method. The
measurements were performed on a workstation that has a Xeon CPU (W3565),
a four-core processor with 3.2GHz per core. The workstation has 48 Gigabytes
of main memory, and a raid (redundant array of independent disks) that consists
of nineteen disks, with 3 Terrabytes capacity in total. The maximum amount
of main memory that was available at any point during the execution of our
implementations was 22 Gigabytes.

The total time taken by the implementation of method ProximityResistance

to process the denmark dataset was roughly 24.2 hours. From this time period,
it took only 2.4 hours for computing the source cell for each non-river cell on
the terrain, and the rest 21.8 hours were spent for the second stage of the
method, where the resistance values are computed using the practical union-find
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algorithm in [9]. For the UpstreamResistance method, the total execution time
was approximately 31.1 hours. The first stage of this method, where the flow
graph of the input raster is computed (including flat area handling), took 12.5
hours. The rest 18.6 hours were spent for computing the resistance values using
time-forward processing.

It becomes clear that the implementations of both methods have a very good
performance even for an enormous dataset such as denmark. Note that each
method took less than one and a half day to process this dataset, using an
amount of main memory which corresponds to roughly 8% of its total size.

3.3.3 Evaluating the Quality of Flood Modeling

In the second set of our experiments we used an actual flood event to test
the quality of the output produced by the two methods. For this reason we
performed a case study using data from the catastrophic flood of the Indus
river, which took place in Pakistan in 2010 [3]. We ran our implementations of
ProximityResistance and UpstreamResistance on a DEM that models the
entire Indus river basin, and then we compared the output with a shapefile that
outlines the flooded areas around the river. We now describe in more detail the
terrain and shapefile data that we used for our experiments, and then we explain
how we assessed the quality of the outputs that our algorithms produced.

To run ProximityResistance and UpstreamResistance we used a raster
terrain that we extracted from the SRTM grid, a DEM that represents the earth
surface from 60◦ North to 56◦ South [55]. The raster that we extracted covers a
square region of approximately 2160×2160 kilometers, and includes the entire
Indus river basin–see Figure 3.2(a). The raster consists of 24,000×24,000 cells,
and the dimension of each square cell is approximately 90 meters. We refer to
this dataset as indus.

The indus raster does not contain any river data. Therefore, we extracted
the river cells based on the upstream area of each cell, in the same way as we did
for the denmark dataset in Section 3.3.2. We computed the size of the upstream
area for each cell, and the river network was extracted by selecting all cells whose
upstream area is larger than is 300 km2. We used this threshold because it
produces a visual result that matches better the shape of the local river network,
as this appears in orthophotos acquired when there was no flood in the region.

To evaluate the output of our algorithms we used as reference a vector dataset
that shows the flooded regions around the river. This dataset is a shapefile that
was released by the Dartmouth Flood Observatory, and contains data acquired
with MODIS (Moderate-resolution Imaging Spectroradiometer) technology [1].
We refer to this shapefile as flood. The flood shapefile was constructed based
on several satellite photos of the Indus region, acquired during the period from
August 5th until September 13th of 2010. The shapefile shows all the regions
that were flooded in at least one day during this period. The flooded regions
are represented as polygons. The bounding box of flood covers a rectangular
region that spans approximately 1118 and 911 kilometers on the latitudinal and
the longitudinal axes respectively. The flood dataset contains 4294 polygons,
and the total area covered by these polygons is approximately 30483 km2–see
Figure 3.2(a) and (b).

We ran our implementations of ProximityResistance and
UpstreamResistance, using as input the indus DEM and the river cells that
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(a) Overall View (b) Closer View

Figure 3.2: (a) An illustration of the indus DEM together with the flood

shapefile that we used for evaluating our methods. The cells of the DEM are
colored using hill-shading and colors that reflect their elevations; cells of higher
elevation are indicated by lighter shades. The polygons of the flood shapefile
appear in thick blue color. (b) A closer view of the flooded regions.

we computed based on upstream area size. To evaluate the output of each
algorithm, we used a method that resembles the Area-Under-the-Curve (also
known as AUC) measure, which is one of the most popular measures for model
testing [25]. In particular, we proceeded as follows; we overlaid flood with indus,
and we extracted the cells in indus whose centers lie in the interior of a polygon
in flood. We refer to these cells as the flooded cells of indus. In total, we
identified 4045544 cells of this kind. From the indus raster, and specifically from
the rectangular region that contains flood, we selected at random a large set of
pairs of cells. Each pair was selected so that it consists of one flooded cell and
one non-flooded cell. We denote this set of pairs by P . For each of our methods,
we checked each pair pr ∈ P and examined if the flooded cell in pr scores a
smaller resistance value for this method than the non-flooded cell of the pair.
For each of the two methods, we calculated the percentage of the pairs in P for
which this condition holds. We call this percentage the output quality of the
method. The value of the output quality is an estimation of the AUC measure;
the output quality value is equal to the AUC if P consists of all possible pairs of
flooded/non-flooded cells in the region of interest. For our study, we chose 105

pairs, considering that this is a sufficient number for estimating the value of
the AUC. For method ProximityResistance the output quality is 87%, while
for UpstreamResistance the output quality is 92%. This shows clearly that
both of the methods produce flood resistances that are highly consistent with
the actual event.

To measure how the two methods perform in a more local scale, we calculated
their output quality within several smaller regions. More specifically, within the
xy-region covered by flood we extracted three sets of square windows, each set
consisting of windows of certain size. In the first set each window is a square with
dimension 20 km, in the second set each window has dimension 40 km, and the
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(a) (b)

Figure 3.3: The locations for the selected windows of 20 km dimension. In
each of the figures, the windows are colored according to the output quality
value of one of the methods that we examine. (a) windows are colored based on
the output quality value that was achieved by ProximityResistance. (b) each
window colored according to the output quality of UpstreamResistance.

third set consists of windows of 80 km dimension. The windows of each set were
picked in the following way; within the region covered by flood we extracted
at random 500 windows of the same size, each window containing at least 500
flooded cells as well as at least 500 non-flooded cells. Then we used a greedy
algorithm to select a subset of these windows, so that there is no pair of windows
in the subset that overlap with each other. In this way, we ended up with a
subset of 119 windows for the first set, and forty-five and twenty-two windows for
the second and third set respectively. From each window, we selected 105 pairs
of cells, again so that each pair contains one flooded and one non-flooded cell.
We then calculated the output quality of our methods for each of the windows.
Figure 3.3 shows the locations for the windows of 20 km dimension across the
region covered by flood. In this figure, for each method we see the windows
colored based on the output quality values that were computed for this method.

Figure 3.4 illustrates information on the distribution of the output quality
values for each method and each window size. For windows of 20 km dimension,
the mean output quality that we got for ProximityResistance is 61%, and
the mean output quality of UpstreamResistance is 71%. For windows of
40 km dimension, ProximityResistance has mean output quality 69% and
UpstreamResistance has mean output quality 81%. For the third set of windows,
the respective values are 76% and 85%.

We see that for every window size method UpstreamResistance has higher
mean output quality than ProximityResistance, and that for both methods
the output quality increases as the window size becomes larger. Yet, we observe
that, for each of the window sizes that we examine, there exist windows were
at least one of the methods has an output quality value of less than 50%. To
investigate this further, we examined if there is a correlation between the output
quality values and the two following factors; the heterogeneity of the terrain
(variability of elevation values), and the number of flooded cells inside each
window.
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Figure 3.4: Boxplots that show the mean (middle line), interquartile range (box),
and total range for the distributions of the output quality values for each method
and each examined window size.

To measure the heterogeneity of the terrain within each window w, we com-
puted the logarithm of the standard deviation for the elevations of the cells
in w. We call this value the topographic heterogeneity of w. In order to examine
visually the relation between the output quality and the topographic hetero-
geneity among the different windows, we created a scatter plot for each method.
Each scatter plot contains a 2-dimensional point p(w) for every window w; the
horizontal coordinate of p(w) is equal to the topographic heterogeneity of w,
and the vertical coordinate of this point is equal to the output quality of the
method for w. Figure 3.5 shows the scatter plots that we produced for windows
of 20 km dimension.

In a similar way, we created a scatter plot for each method where the horizontal
coordinates of the presented points are equal to the number of flooded cells in
the windows that we examine. These scatter plots appear also in Figure 3.5.

It becomes evident that both of the methods score higher output quality
values for windows of intermediate topographic heterogeneity. Most of the low
output quality values appear on windows of small heterogeneity. Regions that
consist mainly of flat areas belong to this category. Also, there does not appear
any relation between the output quality of the methods and the number of
flooded cells within each window. The visualizations that we produced for the
windows of larger size showed similar patterns.
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Figure 3.5: Scatter plots that show the relation between the output quality of
each method and two features of the examined windows. Each point corresponds
to a window of 20 km dimension. Top figures show the relation between output
quality and topographic heterogeneity. Bottom figures show the relation between
output quality and the number of flooded cells in each window.



Chapter 4

Dynamic Terrain

Let M be a triangulation of R2, also known as a triangulated irregular network
(TIN), and let h : M→ R be a continuous function, often called a height function,
that is linear within each triangle of M. The graph of h, denoted by Σ is a
triangulated xy-monotone surface in R3 and is called a terrain. There has been
extensive work in computational geometry, GIS, and spatial databases on the
design and analysis of terrain-analysis algorithms such as flood-risk analysis,
visibility analysis, and navigation. This line of research has been increasingly
fueled over the last decade by significant advances in remote sensing technologies
(e.g., LiDAR), which are generating high-resolution data at an unprecedented
scale.

Given a height value `, the level set of the height function h is the set of all
points in M whose height values are `. As ` varies the level sets continuously
deform and their topology changes at certain heights. Level sets and their
topology are often used for the analysis and visualization of height functions.
The contour tree of a height function encodes the evolution of the level sets and
succinctly represents the topology of all level sets. As such they have found
applications in a wide array of data analysis and visualization problems [19,23,
31,35,51].

A variety of applications involve height functions that vary with time. In some
cases, the height function may vary continuously with time (e.g., temperature,
air pressure, etc.), or it may be updated dynamically at discrete time values (e.g.,
the height function models elevation of points on the Earth, and it is updated
because of new measurements reflecting the changes due to natural processes
or human activity, or a user interacting with a GIS may wish to change the
elevation at some places to see its impact on the hydrology, mobility, visibility of
the surface). Motivated by theses applications, in this chapter, we study how the
contour tree changes as the height function varies with time. Even if the height
function is updated in discrete steps, the only efficient way we know to update
the contour tree is to treat such an update as a continuous change from the old
value to the new value. We therefore focus on the case when the height function
varies continously with time. Since the contour tree is a widely used building
block in many modeling and analysis algorithms, this provides an important
step towards efficiently maintaining the output of these algorithms as M varies
over time.

55
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Related work. Van Kreveld et al. [49] gave an O(n log n)-time algorithm for
constructing the contour tree of a piecewise-linear height function on R2, where
n is the number of linear pieces in the height function. Their algorithm was
extended to R3 by Tarasov and Vyalyi [63], and to arbitrary dimensions by Carr
et al. [29]. Agarwal et al. [9] gave an I/O-efficient algorithm for constructing the
contour tree of a terrain representation that does not fit in main memory. Reeb
graphs are generalizations of contour trees of height functions over manifolds
with non-zero genius. Efficient algorithms are known for constructing Reeb
graphs [57].

Edelsbrunner et al. [39] study how the Reeb graph of a smooth function on
three-dimensional space evolves over time. They characterize the combinatorial
changes in the Reeb graph, and they describe an algorithm for updating the
Reeb graph whenever a combinatorial change occurs. Their algorithm, however,
works in an off-line setting, i.e., they assume that the height function over all
time values is given in advance, and the algorithm takes O(n) time to update
the graph at each event.

Our results. We describe the first KDS for maintaining the contour tree
of a time-varying piecewise-linear height function over a simple triangulated
(zero-genius) 2-manifolds, which also supports surface modifications on the
triangulation. The KDS can be extended to maintain the augmented contour
tree, the join/split tree, and the topological persistence pairs.

Our first result is a detailed characterization of the combinatorial changes
in the contour tree (more refined than what is described in [39]), and how they
relate to topological changes in the height function (Section 4.2). The second
main result (Section 4.3) is a linear-size KDS for maintaining the contour tree.
Assuming that the height of each vertex, as a function of time, is specified by a
polynomial of constant degree and that the roots of these polynomials can be
computed in O(1) time, the KDS can update the contour tree in O(log n) time
at each event and it processes a total of O(κ+ n) events, where κ is the number
of combinatorial changes in the contour tree and n is the number of vertices
in the triangulation. The third result (Section 4.4) is extensions of this KDS
to support more general update operations on the terrain, and to maintain an
augmented contour tree, a join/split tree, and topological persistence pairs.

4.1 Preliminaries

Terrains. Let M = (V,E, F ) be a triangulation of R2, with vertex, edge, and
face (triangle) sets V , E, and F , respectively, and let n = |V |. For simplicity
we focus on M being a triangulation of R2, but our algorithm works for any
simple 2-manifold. We assume that V contains a vertex v∞ at infinity, and
that each edge {u, v∞} is a ray emanating from u; the triangles in M incident
to v∞ are unbounded. Let h : M → R be a height function. We assume that
the restriction of h to each triangle of M is a linear map, h approaches −∞
at v∞, and the heights of all vertices are distinct. Given M and h, the graph
of h, called a terrain and denoted by Σ, is an xy-monotone triangulated surface
whose triangulation is induced by M. The vertices, edges, and faces of Σ are in
one-to-one correspondence with those of M and with a slight abuse of terminology
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regular minimum saddle maximum

Figure 4.1: The types of a vertex; lower (resp. upper) link vertices are depicted
by filled (resp. hollow) circles.

we refer to V , E, and F , as vertices, edges, and triangles of both the terrain Σ
and M.

Critical points. For a vertex v of M, the star of v, denoted by St(v), consists
of all triangles incident on v. The link of v, denoted by Lk(v), is the boundary
of St(v), i.e., the cycle formed by the edges of M that are not incident on v but
belong to the triangles of St(v). The lower (resp. upper) link of v, Lk−(v) (resp.
Lk+(v)), is the subgraph of Lk(v) induced by vertices u with h(u) < h(v) (resp.
h(u) > h(v)).

A minimum (resp. maximum) of M is a vertex v for which Lk−(v) (resp.
Lk+(v)) is empty. A maximum or a minimum vertex is called an extremal vertex.
A non-extremal vertex v is regular if Lk−(v) (and also Lk+(v)) is connected,
and saddle otherwise; see Figure 4.1. A vertex that is not regular is called a
critical vertex. For simplicity, we assume that each saddle vertex v is simple,
meaning that Lk−(v) and Lk+(v) consists of two connected components1.

Level sets and contours. For ` ∈ R, the `-level set , `-sublevel set , and
`-superlevel set of M, denoted by M`, M<`, M>`, respectively, consist of points
x ∈M, with h(x) = `, h(x) < `, and h(x) > `, respectively. Similarly, the closed
`-sublevel (resp. `-superlevel) set of M consists of points in R2 with h(x) ≤ `
(resp. h(x) ≥ `). We refer to a level set M` where ` = h(v) for some critical
vertex v as a critical level. A contour of M is a connected component of a level
set of M. Each vertex v ∈ V is contained in exactly one contour in Mh(v), which
we call the contour of v denoted by Cv. A contour not passing through a critical
vertex is a simple polygonal cycle with non-empty interior. A contour passing
through an extremal vertex is a single point, and by our assumption, a contour
passing through a saddle consists of two simple cycles with the saddle vertex
being their only intersection point. A contour C not passing through a vertex
can be represented by the cyclic sequence of edges of M denoted by E(C), that it
passes through. Two contours are called combinatorially identical if their cyclic
sequences are the same.

Let ε = ε(Σ) denote a sufficiently small positive value, in particular, smaller
than the height difference between any two vertices of M. An up-contour of a
saddle vertex α is any contour of Mh(α)+ε that intersects an edge incident on α.
Similarly, a down-contour of α is any contour of Mh(α)−ε that intersects an edge
incident on α. If α has two up-contours and one down-contour it is called a
positive saddle vertex. If it has two down-contours and one up-contour it is called
a negative saddle vertex. A simple saddle v is either negative or positive.

1If M contains a non-simple saddle, then we can split it into multiple simple saddles.
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Positive Negative
T M T M

Red

Blue

Figure 4.2: Saddle Types

Following the notation in [5], a contour C of M` is called blue if points
locally in the interior of C belong to M<` and red otherwise. A positive (resp.
negative) saddle vertex is colored by the color of its unique down-contour (resp.
up-contour). Refer to Figure 4.2 to see the possible saddle colors.

Contour trees. Consider raising ` from −∞ to∞. The contours continuously
deform, but no changes happen to the topology of the level set as long as `
varies between two consecutive critical levels. A new contour appears as a single
point at a minimum vertex, and an existing contour contracts into a single point
and disappears at a maximum vertex. An existing contour (the down-contour
of v) splits into two new contours (the up-contours of v) at a positive saddle
vertex v, and two contours (the down-contours of v) merge into one contour (the
up-contour of v) at a negative saddle vertex v. The contour tree T of Σ is a tree
on the critical vertices of Σ that encodes these topological changes of the level
set. An edge (v, w) of T represents the contour that appears at v and disappears
at w.

More formally, two contours C1 and C2 at levels `1 and `2, respectively,
are called equivalent if C1 and C2 belong to the same connected component of
Γ = {x ∈ R2 | `1 ≤ ht(x) ≤ `2} and that component of Γ does not contain
any critical vertex. An equivalence class of contours starts and ends at critical
vertices. If a class starts at a critical vertex v and ends at w, then (v, w) is an
edge in T. We refer to v as a down neighbor of w and to w as an up neighbor
of v. Equivalently T is the quotient space in which each contour is represented
by a point and connectivity is defined in terms of the quotient topology. Let
ρ : M→ T be the associated quotient map, which maps all points of a contour
to a single point on an edge of T. Fix a point p in M if p is not a critical vertex,
ρ(p) lies in the relative interior of an edge in T; if p is an extremal vertex, ρ(p)
is a leaf node of T; and if p is a saddle vertex then ρ(p) is a non-leaf node of T.
See Figure 4.3.

We assume that each vertex of T is labeled with the corresponding critical
vertex of Σ. The combinatorial description of T is the set of its vertices along
with their labels, and the set of its edges. We also consider augmenting the
contour tree with regular vertices to produce the augmented contour tree TA.
For each regular vertex v in M, we insert a degree two vertex into T at ρ(v).
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Figure 4.3: (a) (b) An example terrain depicted with contours through saddle
vertices and showing the critical vertices of the terrain. (c) The contour tree of
the terrain in (a).

Ascent and descent trees. We construct descent trees as follows: For each
vertex u ∈M, if u is not a minimum then we choose a vertex w ∈ Lk−(u) and
create the edge (u,w). This process results in a forest of trees, each rooted at
a minimum vertices of M. We denote the descent tree rooted at x as Π↓(x).
Similarly, we construct a forest of ascent trees, obtained by creating the edge
(v, w) from every vertex v to a single vertex w in Lk+(v) unless v is a maximum.
Each ascent tree is rooted at a maximum vertex y and is denoted by Π↑(y). Note
that the descent tree forest partitions the vertices of M and the same is true for
ascent trees. Lemma 6 below describes how the ascent and descent trees relate
to the contour tree.

Lemma 6. Let v be a regular vertex in M, and let x (resp. y) be the minimum
(resp. maximum) of M such that Π↓(x) (resp. Π↑(y)) contains v. Then the
path P between x and y in T contains ρ(v) and the heights of the vertices on P
are monotone.

Proof. Consider the path P ↓ from v to x in Π↓(x). As an edge in Π↓(x)

corresponds to an edge in Σ, there is a path P ↓Σ in Σ corresponding to P ↓. Note

that the height along P ↓Σ is monotone. If we consider the image of ρ on P ↓Σ, it
forms a path between ρ(v) and x in T, on which the heights of the vertices are

monotone. We now consider the path P ↑Σ in Σ that corresponds to the path from

v to y in Π↑(y). Similarly, the image of ρ on P ↑Σ forms the path between ρ(v)
and y on which the heights of the vertices are monotone. Hence, the image of ρ
on P ↓Σ ∪ P ↑Σ forms a path between x and y in T containing ρ(v) and the heights
of the vertices on the path are monotone.

4.2 Time Varying Contour Tree

Suppose the height function varies with time. That is, we have a one parameter
family of height functions over M, h : M×R→ R, where the extra dimension in
the domain is time. In this section, we characterize how and when the contour
tree of (M, h) changes with time. In particular, we describe all the combinatorial
changes in the contour tree. For simplicity, we assume h to be generic in the
sense: (i) at any given time t, at most two vertices have the same height; (ii) the
heights of any two vertices become equal at a finite set of time values; and (iii)
if h(u, t0) = h(v, t0) then the function h(u, t)− h(v, t) changes sign at t = t0.
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Besides T, we also study how the following auxiliary structures change as
we will maintain them in our data structure: (i) a descent tree Π↓(x) for every
minimum x; (ii) an ascent tree Π↑(y) for every maximum y of Σ; (iii) for every
non-extremal vertex v in Σ, a link pointer to the first vertex of each connected
component of Lk−(v) and Lk+(v), in clockwise order.

Edelsbrunner et al. [39] showed that if h is a smooth function, then the
topology of T changes at time t if (i) a critical point u becomes degenerate
(i.e. the Hessian at u becomes singular), or (ii) h(u, t) = h(v, t) for two saddle
points u and v and both u and v lie on the same contour. In either case, one
of the edges of T is degenerate in the sense that the interval [h(u, t), h(v, t)] is
a single point. In our setting, where h is a piecewise-linear function, the two
corresponding events are: (i) two adjacent vertices u and v with h(u, t) = h(v, t)
and one of them is a saddle and the other is an extremal vertex; (ii) two saddle
vertices lie on the same contour. The former event is called a birth or a death
event, and the latter is called an interchange event.

Besides these two events, there is another event in the piecewise-linear case,
namely, a critical point shifts from one vertex to its neighbor — no new critical
points are created, none is destroyed, and the topology of T does not change.
Only the label of a node in T changes. We refer to this event as a shift event.
Finally, the auxiliary structures also change at certain time instances, when
h(u, t) = h(v, t) for an edge (u, v) in an ascent tree or a descent tree, or when
the first vertex of a component of Lk+(v) or Lk−(v), for some non-extremal
vertex v, changes. We will refer to events occurring when the heights of two
neighboring vertices become equal as local events. We note that an interchange
event can also occur when the height of two adjacent vertices becomes equal, so
a local event may correspond to an interchange event as well.

Before we describe the events in detail we introduce some notation. If an
event occurs at time t, then we refer to t− (resp. t+) as the time t − ε (resp.
t+ ε) for some arbitrarily small ε > 0.

4.2.1 Local Events

Suppose a local event occurs at time t0 at which h(v, t0) = h(u, t0), where
u is a neighbor of v. For simplicity, we assume that h(v, t−0 ) < h(u, t−0 ) and
h(v, t+0 ) > h(u, t+0 ). The case when h(v, t−0 ) > h(u, t−0 ) is symmetric, simply
reverse the direction of time. In this section we describe in detail the changes
that occur in T during the three kinds of local events. We assume the interval
[t−0 , t

+
0 ] is sufficiently small so that there is no other vertex whose height lies

between those of u and v during this interval.

Auxiliary event. An auxiliary event associated with the ascent and descent
trees may occurs at t0.

First, suppose (v, u) is an edge of an ascent tree at t−0 . We remove the edge
(v, u). If v becomes a maximum vertex at t+0 , then v becomes the root of an
ascent tree; otherwise, we choose another vertex w from Lk+(v) and add the
edge (v, w). If u was a maximum at t−0 , i.e., u was the root of an ascent tree,
then we add the edge (u, v).

Next, suppose (u, v) was an edge in a descent tree at t−0 . We delete the edge
(u, v). If u becomes a minimum vertex at t+0 , u becomes the root of a descent
tree; otherwise we choose a vertex w from Lk−(u) and add the edge (u,w). If v
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Figure 4.4: Illustration of the change in the topology of the contour tree in birth
and death events

was a minimum vertex at t−0 , it is no longer a minimum at t+0 and we add the
edge (v, u).

An auxiliary event associated with the link pointers may also occur at t0.
Consider the two common neighbors between v and u, and denote them by x
and y such that x, u and y are in clockwise around v. We first consider the
link pointers of v. If h(v, t+0 ) < h(x, t+0 ), then u becomes the first vertex of a
component of Lk−(v), so we create a pointer from v to u; otherwise u ceases
to be the first vertex of a component of Lk+(v), so we destroy the link pointer
from v to u. If h(v, t+0 ) < h(y, t+0 ,), then we create the link pointer from v to y;
otherwise we destroy the link pointer from v to y.

Next, we consider the link pointer from u. Note that, y, v and x are in
clockwise around u. If ht+0

(u) < ht+0
(y), then we destroy the link pointer of u

to v; otherwise we create the link pointer from u to v. If ht+0
(u) < ht+0

(x), then

we create the link pointer from u to x; otherwise we destroy the link pointer
from u to x.

Shift event. A shift event occurs at t0 if one of u and v, say v, was a critical
vertex and the other vertex, u, was a regular vertex at t−0 , and the critical vertex
shifts from v to u at t+0 . This event does not cause any change in the topology
of T but the node of T that was labeled v changes its label to u.

Birth/death event. A birth event occurs at time t0 if both u and v were
regular vertices at t−0 , and they become critical vertices at t+0 . A death event
occurs when both u and v were critical vertices at t−0 and become regular vertices
at t+0 . See Figure 4.4 for the change in the topology of T. We now describe in
detail how T changes at a birth event and at a death event.

Birth event: If v is being raised, then there are two possibilities: (i) v
becomes a negative saddle and u a minimum, or (ii) v becomes a maximum
and u a positive saddle. Suppose ρ(u), ρ(v) lie on the edge (α, β) of T. Then we
split (α, β) into two edges by adding a node corresponding to the new saddle
and creating a new edge incident on this node whose other endpoint is a leaf. In
case (i), v is the node added on (α, β) and u is a new leaf, and in (ii) u is the
node on the edge (α, β) and v is the new leaf.

Death event: Again, if v is being raised, then there are two possibilities:
(i) v is a minimum and u a negative saddle at t−0 , and (ii) v is a positive saddle
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and u a maximum at t−0 . In either case the edge (u, v) disappears from T at t+0 .
Two edges incident on this degree two vertex merge into a single edge.

Correctness of local events. Using an exhaustive case analysis, we show
that the algorithm correctly updates the contour tree at a local event. The
update of ascent/descent trees and link pointers is straightforward, so the proof
of their correctness is omitted. There are three cases depending on whether u is
an extremal, saddle, or a regular vertex at time t−0 .

(i) v is an extremal vertex at time t−0 . Since h(v, h−0 ) < h(u, h−0 ), v cannot
be a maximum at time t−0 , so assume that v is a minimum at t−0 . We observe
that u also cannot be a maximum vertex because for any w ∈ Lk(v) ∪ Lk(u),
h(w, t−0 ) > h(v, t−0 ), and therefore h(w, t−0 ) > h(u, t−0 ). If u is a regular vertex
at time t−0 , then v is the only vertex in Lk−(u) at t−0 . At time t0 a shift event
occurs that shifts the minimum from v to u. At t+0 , v is a regular vertex with
Lk−(v) = u.

If u is a saddle vertex at time t−0 , then at time t0 a death event occurs such
that both v and u are regular vertices at time t+0 . See Figure 4.5 (a).

(ii) v is a regular vertex at time t−0 . There are three subcases: (ii.a) If u
is the only vertex in Lk+(v), then v becomes a maximum vertex. If u is a
maximum at t−0 , then a shift event occurs at t0 and u becomes a regular vertex
at t+0 , and if u is a regular vertex at t−0 then a birth event occurs at t0 and u
becomes a saddle vertex at t+0 ; see Figure 4.5 (b). (Note that u cannot be a
saddle vertex at t−0 because otherwise u becomes a multiple saddle at t+0 .)

(ii.b) If Lk+(v) contains multiple vertices and u is an endpoint of Lk+(v)
(degree of u in Lk+(v) is one), then v simply remains a regular vertex at t+0 and
u switches from Lk+(v) to Lk−(v). This does not cause T to change.

(ii.c) Finally, if u is a middle vertex in Lk+(v) (degree of u in Lk+(v) is two),
v becomes a saddle vertex at time t+0 . If u is a regular vertex at time t−0 , a birth
event occurs at t0 that creates a minimum vertex at u at t+0 . If u is a saddle
vertex at time t−0 , then a shift event occurs at t0 and u becomes a regular vertex
at t+0 .

(iii) v is a saddle vertex at time t−0 . Note that since we assume that no multiple
saddles can be created during deformation, u can not be the middle vertex
of a component of Lk+(v) at time t−0 . So assume that u is an endpoint of a
component of Lk+(v). There are two subcases: (iii.a) If u is the only vertex
in its component of Lk+(v), then v becomes a regular vertex. If u is a regular
vertex at t−0 , then a shift event occurs at t0 and u becomes a saddle vertex at
t+0 , and if u is a maximum vertex at t−0 then a death event occurs at t0 and u
becomes a regular vertex at t+0 ; see Figure 4.5 (c). (Note that u cannot be a
saddle vertex at t−0 because otherwise u becomes a multiple saddle at t+0 .)

(iii.b) The component of Lk+(v) containing u has more than one vertex and
u is an endpoint of that component. In this case the type of u or v does not
change, and there is no local event. However if u is a saddle, then it corresponds
to an interchange event and is discussed in the next subsection.
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Figure 4.5: Illustration of local events. (a) is when v is a minimum vertex. (b) is
when v is a regular vertex. (c) is when v is a saddle vertex. Hollow vertices has
height higher than both u and v and similarly filled vertices has lower height. In
all examples v is raised i.e. h(v, t−0 ) < h(u, t−0 ) and h(v, t+0 ) > h(u, t+0 ).

4.2.2 Interchange Events

An interchange event occurs at time t0 if two saddle vertices lie on the same
contour, i.e., ρ(α) = ρ(β), at time t0. Suppose h(α, t−0 ) < h(β, t−0 ). There are
four cases depending on whether α and β are positive or negative saddles. Let
us assume that α is a negative saddle. As we will see below when α is positive
can be reduced to this case by reversing the z-axis and/or time axis; see below.
Then there are two cases: (i) α is negative and β is positive , and (ii) both α
and β are negative saddles. We refer to them as mixed and negative interchange
events. We need a few notations to describe the interchange event.

At time t−0 all contours in the equivalence class (α, β) are combinatorially
identical because ρ(w), for any vertex w of M, does not lie on the interior of
the edge (α, β) of T. With a small abuse of notation, we will therefore simply
refer to all contours in the class (α, β) as the contour C− without specifying a
height. Similarly, at time t+0 , all contours in the class (β, α) are combinatorially
identical, and we refer to them as C+. We label the vertices of C− (resp. C+)
that lie on edges incident to α (resp. β) with α (resp. β). We also denote the
simple polygonal cycle contained in the contour of α corresponding to an edge
(ξ, α) in T at time t−0 (resp. t+0 ) by K−ξα (resp. K+

ξα).

Mixed interchange event

In this case, α is negative and β is positive. We assume that the edge (α, β) is
blue at t−0 , so both α and β are blue at t−0 (see Section 4.1). The case when
(α, β) is red reduces to this case by reversing the direction of the z-axis. Let
ξ and η be the two down neighbors of α, and let ζ, ω be the up neighbors of
β at time t−0 . Since α is blue, both (ξ, α) and (η, α) are blue edges. Since β is
blue, one of (β, ζ) and (β, ω) is red and the other is blue. Assume without loss
of generality that the edge (β, ζ) is blue and (β, ω) is red, i.e., the up-contour
C−βω of β is red and the up-contour C−βζ of β is blue. Refer to Figure 4.6.
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Figure 4.6: Illustration of topological changes in M` and contour tree transitions
during mixed interchange events. Dashed contour lines are contours at the height
of α and solid contour lines are contours at the height of β. (a) Illustrates a sign
change event. (b) Illustrates a blue event. (c) Illustrates a red event.

Since α is a negative saddle, β is positive, and C− intersects both components
of Lk+(α) and of Lk−(β), the vertices of C− labeled with α form two disconnected
intervals in C−, and the same is true for vertices labeled with β2. Since β is the
only vertex between C− and the up-contours C−βζ and C−βω of β, every vertex

of C− either lies in the interior of an edge of E(C−βζ)∪E(C−βω) or is labeled with β.

We mark the portion of C− that intersects E(C−βω) as red and the portion that

intersects E(C−βζ) as blue, in accordance with the colors of the contours C−βω
and C−βζ , respectively. Refer to Figure 4.7. Similarly, let C−ξα and C−ηα be the

down-contours of α, then every vertex of C− either lies in the interior of an
edge of E(C−ξα) ∪ E(C−ηα) or is labeled with α. There are three types of mixed

interchange events depending on the relative positions of the vertices of C−

marked α or β. See Figure 4.7.

(i) Vertices marked α and β in C− are interleaved (vertices marked α lie on the
edges of both E(C−βζ) and E(C−βω)); we refer to this as a sign-interchange event.

(ii) Vertices marked α lie in the blue portion of C− (vertices marked α lie on
the edges of E(C−βζ)); we refer to this a blue event.

(iii) Vertices marked α lie in the red portion of C− (vertices marked α lie on
the edges of E(C−βω)); we refer to this as a red event.

In case (ii) and (iii), vertices marked β lie on the edges of one of E(C−ξα) or

E(C−ηα). Without loss of generality assume that they lie on the edges of E(C−ηα).
The following lemma characterizes the change of T at a mixed interchange event.

Lemma 7. Assuming that the edge (α, β) is blue at t−0 and α lies below β at
t−0 , the following change occurs in T at t0:

2In case where α and β are adjacent in M, we simply consider vertices marked only α (resp.
β). We can easily show that there are two intervals of such vertices, see remark below.
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Figure 4.7: Illustration of the possible colorings of C− for mixed interchange
events. Showing the negative saddle α and positive saddle β. Green (orange)
contour vertices represent the vertices marked with α (resp. β). Hollow vertices
of M has height higher than both α and β and similarly filled vertices has lower
height. Blue dashed lines C−βζ , and red dash lines C−βω (a) Contour vertices

marked α and β are interleaved along C−. (b) Contour vertices marked α lie in
the blue part of C−. (c) Contour vertices marked α lie in the red part of C−.

(i) Sign-interchange event: The topology of T does not change. The only change
is that the label α and β of T get swapped, so α (β) becomes a positive (resp.
negative) saddle at t+0 ; Figure 4.6 (a).

(ii) Blue event: The signs of α and β do not change, and the color of (α, β)
remains blue. At time t+0 , η is the down neighbor of β, α and ω are the up
neighbors of β, ξ and β are down neighbors of α, and ζ is the up neighbor of α;
Figure 4.6 (b).

(iii) Red event: The signs of α and β do not change but the edge (α, β) becomes
red and so does the saddle α; β remains a blue positive saddle. Furthermore, η
is down neighbor of β, α and ζ are the up neighbors of β, ξ and β are down
neighbors of α, and ω is the up neighbor of α; Figure 4.6 (c).

Proof. Consider the sign-interchange event. Let C−ξα, C−ηα and C−βζ , C
−
βω be

the down-contours of α and the up-contours of β at time t−0 , respectively. Let
θdown = h(α, t−0 )− ε and θup = h(β, t−0 ) + ε be the level of the down-contours
and up-contours, respectively. Assume that θup > h(α, t+0 ).

First we fix the time t−0 and consider the contour C− as we decrease the
level towards h(α, t−0 ). The vertices of C− marked α converge to α of M, and
we obtain C−α . Since the vertices marked α and β in C− are interleaved, each
K−ξα and K−ηα contains an interval where the vertices are marked β and therefore

so do C−ξα and C−ηα. Similarly, C−βζ and C−βω each contain an interval where the
vertices are marked α. Refer to Figure 4.8 (a).

Next we fix the height θdown and θup and move forward in time. As time moves
towards t+0 , C−ξα, C−ηα, C−βζ and C−βω continuously deform but no topological

changes occur to the contours. Let Hξα : R2 × [t−0 ; t+0 ] → R2 represent the
continuous deformation of C−ξα. For brevity of description we will simply refer

to Hξα(C−ξα, t
+
0 ) as H(C−ξα). Similarly for H(C−ηα), H(C−βζ) and H(C−βω). Note

that E(C−ξα) = E(H(C−ξα)), E(C−ηα) = E(H(C−ηα)), E(C−βζ) = E(H(C−βζ)) and

E(C−βω) = E(H(C−βω)). Refer to Figure 4.8 (b).

Now we fix the time to t+0 and increase the height from θdown and monitor how
the contours H(C−ξα) and H(C−ηα) deform. Recall that h(β, t+0 ) < h(α, t+0 ), so as

we increase the height, we first encounter β and the vertices of H(C−ξα), H(C−ηα)
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Figure 4.8: Illustration of sign change event. The vertices marked α are illustrated
as red vertices and the vertices marked β as blue vertices.

marked β converge to the vertex β of M. Hence, β is now a negative saddle.
Since both H(C−ξα), H(C−ηα) are blue, so is the saddle β at t+0 . The up-contour

C+ of β at time t+0 is therefore a blue contour such that E(C+) contains all
edges of E(H(C−ξα)) ∪ E(H(C−ηα)) that are not incident on β. If we continue

to increase the height, the vertices of C+ marked α converge to α as we reach
h(α, t+0 ), and it splits into two contours at α. Since C+ was a blue contour, α is
now a blue positive saddle. The up-contours of α at time t+0 will be H(C−βζ) and

H(C−βω), so ζ and ω will be up-neighbors of α. Refer to Figure 4.8 (b). This
completes the proof of the case (i).

If the vertices marked α and β are not interleaved in C−, then by our
assumption the vertices marked β only lie on the edges of E(H(C−ηα)). Hence, as

we increase the height from θdown to h(β, t+0 ), the vertices marked β in H(C−ηα)
converge to the vertex β of M and H(C−ηα) splits into two contours at β. Note

that as we increase the height H(C−ξα) also deforms but does not meet β, as it
has no vertices marked β. Hence β is a blue positive saddle, with η as the down
neighbor of β. Refer to Figure 4.9 (a). Let C+

β be the contour of β at time t+0 .

If the blue event occurs, then vertices marked α are contained in edges of
E(H(C−βζ)). We can divide C+

β into two cycles K+
βω, K+

βα of vertices intersecting
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Figure 4.9: Illustration of blue event. The vertices marked α are illustrated as
red vertices and the vertices marked β as blue vertices.

E(H(C−βω)) and E(H(C−βζ)), respectively. As we increase the height to h(α, t+0 ),

the vertices marked α in C+ and H(C−ξα) converge to α, and the two contours

merge into a single contour C+
α at α. Since the color of both H(C+) and H(C−ξα)

is blue, α remains a blue negative saddle. The up-contour of α at time t+0 is
H(C−βζ) and the contour H(C−βω) remains an up-contour of β. Refer to Figure 4.9
(b). This proves the second case of the lemma.

The proof for the third case is symmetric and omitted from here.

The above lemma characterizes the changes in the contour tree at a mixed
interchange event under the assumption that α was a blue negative saddle at t−0 .
As mentioned above, the other cases can be reduced to the above case. In
particular, if α is a red negative saddle at time t−0 , reverse the direction of the
z-axis. Now β becomes a blue negative saddle, α a blue positive saddle, and β
lies below α, which is precisely the case described in Lemma 7. If α is a blue
positive saddle, reverse the direction of time. Finally, if α is red positive saddle,
then by reversing the direction of time as well as that of the z-axis, we reduce
this case to that in Lemma 7; see Figure 4.6.
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Figure 4.10: Illustration of topological changes in M` and contour tree transitions
during negative interchange events. Dashed lines are contours at the height of α
and solid lines are contours at the height of β. (a) is when β is blue. (b) and (c)
are when β is red.

Remark. A mixed interchange event may occur for two adjacent vertices α
and β in M. In this case, we need to show that there still exist two intervals of
vertices marked only α in C−. Let vαβ denote the vertex marked both α and β
in C−. Consider the interval I of vertices marked α in C− that contains vαβ .
By the exhaustive case analysis of local events above, β is an endpoint of a
component of Lk+(α) and there is another vertex in that component of Lk+(α);
see the case (iii.b) in the correctness of local events. Thus, vαβ is at the end of
interval I and the length of I is greater than one. Therefore, there exist two
intervals of vertices marked only α. The intervals of vertices marked only β in
C− can be argued in the same way.

Negative interchange event

Let ξ, η be the two down neighbors of α at t−0 , and let ζ be the other down
neighbor of β (α is a down neighbor of β at t−0 ). See Figure 4.10. The change in
topology of T at a negative interchange event is similar to performing a rotation
at node β. That is, the edge (α, β) becomes the edge (β, α) at time t+0 , and
one of the down subtrees of α (rooted in ξ and η) becomes a down subtree of β.
Next we describe the change of T in more detail.

Let C−ξα and C−ηα be the down-contours of α at time t−0 . Since both α and β

are negative saddles and C− is the up-contour of α and one of the down contour
of β (at time t−0 ), the vertices of C− labeled α form two disconnected intervals
and those labeled β form a single connected interval. Since α is the only vertex
between C− and the down-contours of α, vertices of C− either lie in the interior
of an edge in E(C−ξα)∪E(C−ηα), or is labeled with α. Furthermore the vertices of

C− marked β form a connected interval, the edges incident on β that intersect
C− belong to one of E(C−ξα) and E(C−ηα) but not both. Using these observations,
Figure 4.10 illustrates different possible cases at a negative interchange event.
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Lemma 8 below describes how the topology of T changes.

Lemma 8. If the vertices of C− marked β lie on the edges of E(C−ηα), then at

time t+0 , η becomes a down neighbor of β, ζ the other down neighbor of β, and ξ
and β becomes the down neighbor of α.

Proof. Let θ = h(α, t−0 )− ε be the level of down-contours C−ξα and C−ηα, and let

C−ζβ be the contour at level θ along (ζ, β). We fix the height at θ and go forward

in time. As time moves towards t+0 , C−ξα, C−ηα and C−ζβ continuously deform, but

no topological changes occur to these contours. Let Hξα : R2 × [t−0 ; t+0 ] → R2

represent the continuous deformation of C−ξα. For brevity of description we will

simply refer to Hξα(C−ξα, t
+
0 ) as H(C−ξα). Similarly for H(C−ηα) and H(C−ζβ).

Assume that the vertices of C− marked β lie on the edges of E(C−ηα) then C−ηα
and C−ζβ have vertices marked β; and C−ξα and C−ηα have vertices marked α. Note

that E(C−ξα) = E(H(C−ξα)), E(C−ηα) = E(H(C−ηα)) and E(C−ζβ) = E(H(C−ζβ)).

We now fix time at t+0 . Recall that θ < h(β, t+0 ) < h(α, t+0 ). As we increase
the height from θ to h(β, t+0 ), the vertices marked β in H(C−ηα) and H(C−ζβ)

converge to β, and thus H(C−ηα) and H(C−ζβ) merge into a single contour C+

at β. Thus β is a negative saddle and has η and ζ as its down neighbors.
Next, we increase the height from h(β, t+0 ) to h(α, t+0 ). The merged con-

tour C+, contains vertices marked α and so does the contour H(C−ξα). Hence as

the height reaches h(α, t+0 ), the vertices marked α in H(C−ξα) and C+ converge

to α. Hence at time t+0 , α is a negative saddle with β and ξ as its two down
neighbors. This completes the proof of the lemma.

Next, we analyze the change in colors of α and β at the above event. There
are three cases depending on the colors of α and β at time t−0 . Let C−ξα, C

−
ηα and

C−αβ , C
−
ζβ be the down-contours of α and β at t−0 , respectively. Let also C+

ξα, C
+
βα

and C+
ηβ , C

+
ζβ be the down-contours of α and β at t+0 , respectively.

First, assume that β is blue at t−0 , then α is also blue at t−0 , and so are the
cycles K−αβ ,K

−
ζβ ,K

−
ξα,K

−
ηβ . See Figure 4.10 (a). Moreover, K−αβ ,K

−
ζβ lie in the

exterior of each other and so do K−ξα and K−ηα. Consequently C−ξα, C
−
ηα, C

−
ζβ lie

in the exterior of each other, and the same holds for C+
ξα, C

+
ηβ , and C+

ζβ . We can

now conclude that α and β remain blue negative saddles at time t+0 .
Next, assume that β is red at t−0 . Then one of (α, β) or (ζ, β) is red and

the other is blue. We assume that (α, β) is red; we will argue below that the
other case can be reduced to this case. In this case K−ζβ lies in the interior of

the cycle K−αβ ; see Figure 4.10 (b), (c). If α is red, then one of (ξ, α) and (η, α)

is red and the other is blue. First assume that (η, α) is red at t−0 . So K−ξα lies

in the interior of K−ηα: see Figure 4.10 (b). Hence C−ηα contains both C−ξα and

C−ζβ in its interior. Therefore at time t0, the contour Cα=β passing through α
and β consists of three cycles Kξα,Kηα, and Kζβ — Kηα containing both Kξα

and Kζβ at α and β, respectively. At time t+0 , both α and β remain red. See
Figure 4.10 (b).

Finally, consider the case when (ξ, α) is red and (η, α) is blue. In this case,
K−ξα contains K−ηα in its interior. At time t0, Cα=β consists of three cycles
Kξα,Kηα, and Kζβ — Kξα containing both Kηα and Kζβ in its interior with
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Kξα touching Kηα at α and Kηα touching Kζβ at β. At time t+0 , α remains red
but β becomes blue. See Figure 4.10 (c).

We conclude this case by noticing that the case when α is blue can be
reduced to the third case above by reversing the direction of time. Refer to
Figure 4.10 (c).

4.3 KDS for T
In this section we describe a KDS for maintaining the contour tree as the height
function varies over time. We represent the time-varying height function by
specifying the height of each vertex v ∈ V as a function fv : R→ R of time. We
assume that each fv is a polynomial and that the maximum degree of theses
polynomials is bounded by a constant. We also assume that the set {fv | v ∈ V }
is generic in the sense described in the beginning of Section 4.2.

We maintain the contour tree, ascent and descent trees of Σ, and the link
pointers of non-extremal vertices. In Section 4.2, we have shown that the
structures change through local or interchange events. Hence, our KDS maintains
the following two sets of certificates to ensure the correctness of the structures
at any given time: (i) a certificate for each edge (u, v) of M, that fails when
h(u, t) = h(v, t), corresponding to a local event; and (ii) a certificate for each edge
(α, β) of T, that fails when h(α, t) = h(β, t), corresponding to an interchange
event.

We first describe the data structures used to represent the terrain, the contour
tree, ascent and descent trees of Σ. Next we describe the repair mechanism to
update the data structures at each event. Finally, we analyze the performance
of our KDS.

4.3.1 Data Structure

We store M using a standard triangulation data structure such as DCEL [24].
We maintain an event queue as a standard priority queue. Each of the contour
tree, the ascent trees and the descent trees are represented as link-cut trees [60],
which support each of the following operations in O(log n) time.

• Link(v, w): Given two vertices v, w, connect the trees containing v and w
by inserting the edge (v, w).

• Cut(v, w): Given v, w, split the tree containing v and w by removing the
edge (v, w).

• Root(v): Return the root of the tree containing v.

• Expose(v, w): Return a binary search tree storing vertices on the path P
from v to w in the order as they appear on P .

These operations enable the following two operations on the contour tree: (a)
NextTo(v, w): Given two critical vertices v and w, return the vertex adjacent
to v in T on the path from v to w. (b) FindEdge(v): For a regular vertex v,
return the edge (α, β) of T that contains ρ(v).

NextTo is straightforward and takes O(log n) time. FindEdge is imple-
mented as follows. Using Root on the ascent trees and the descent trees, we
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find the minimum x and the maximum y such that v ∈ Π↑(y) and v ∈ Π↓(x).
By Lemma 6, (α, β) is on the path P between x and y in T, and the heights of
the vertices on P are monotone. We find (α, β) on the path from x to y using
Expose(x, y). This procedure takes O(log n) time.

We initialize by constructing T at time zero using the static algorithm [29], in
O(n log n) time. The ascent/descent trees and the link pointers can be initialized
in O(n log n) time. Finally, we initialize the event queue with the certificates
associated with edges of M and T.

4.3.2 Repair Mechanisms

We now describe how we update the KDS at each event.

Auxiliary event. Consider an auxiliary event that occurs on an edge (v, u)
of M. We first handle the link pointers of v and u. To do so, we simply obtain
the common neighbors of u and v, and update the link pointers of v and u. This
can be handled in O(1) time.

In the case where the edge (v, u) is in descent tree Π↓(x), we need to cut the
subtree rooted at u from Π↓(x) and potentially link the subtree to some other
descent tree containing vertex w in Lk−(u) — the new parent of u can be found
by its link pointers. This is easily done using O(log n) time. Ascent trees are
handled in the same way.

Shift event. Consider a shift event that shifts a critical vertex between v
and u. In this case we simply update our data structure by switching the labels
of v and u in T. This can be done in O(1) time.

Birth/death event. Consider a birth event where both u and v were regular
vertices before the event and become critical vertices after the event. Note that
when the event occurs, ρ(u) and ρ(v) lie on the same edge (α, β) of T. The event
splits (α, β) into two by adding a new saddle node to T and creating an edge
incident on this node whose other endpoint is a leaf. Performing these changes
on T is trivial once we know (α, β), which can be found by FindEdge(v) in
O(log n) time. Handling death events is trivial as the corresponding nodes in T
can be directly found by u and v, thus it simply corresponds to removing a leaf
edge of T. This can be done in O(log n) time.

Mixed interchange event. Consider a mixed interchange event where a nega-
tive saddle vertex α moves above a positive saddle β as described in Section 4.2.2.
Lemma 7 presents a complete description of the changes that occur to T for each
type of mixed interchange event. Making these changes to our representation of
T is trivial, so what remains is to detect which kind of mixed interchange event
takes place at time t0. Recall that the case is determined by which of E(C−βζ)

and E(C−βω) intersects the vertices marked α in C−.

Note that each interval of C− marked α intersects edges of M that are
incident to vertices in the same connected component of Lk+(α). Therefore to
see to whom the interval belongs, we simply test with an edge (α, vi), where vi is
a vertex in the corresponding component of Lk+(α). Let γ ∈ {ζ, ω} be the node
in T such that (α, vi) ∈ E(Cβγ), and let u be the intersection between (α, vi)



72 CHAPTER 4. DYNAMIC TERRAIN

and C−βγ . Then ρ(u) lies in the interior of (β, γ). Consider the path P between

yi and α in T, where Π↑(yi) contains vi. P consists of the image of ρ on (α, vi)
by a similar argument to Lemma 6. Thus, the next vertex of β on P (that is
not α) is γ, which can be found by NextTo(β, yi). vi and yi can be found by
the link pointers of α and Root(vi) on the ascent trees respectively. This can
be done in O(log n) time.

Negative interchange event. Consider a negative interchange event where
a negative saddle vertex α moves above a negative saddle β. As shown in Section
4.2.2 there is only one kind of topological change that can occur to T during
this event and this change corresponds to performing a rotation at node β. By
Lemma 8 we can find the down subtree of α that becomes the down subtree of
β after the rotation, by testing which of E(C−ξα) and E(C−ηα) intersects vertices

marked β in C−. We omit the details of this algorithm since it is the same as
the algorithm for handling mixed interchange events except using the descent
trees instead of the ascent trees.

Remark. Note that an auxiliary event might coincide with another event that
might cause T to change. Since we handle auxiliary events without referring
to T, we first update T and then ascent/descent trees and link pointers.

4.3.3 KDS Analysis

As we discussed above, our data structure is compact and responsive. To show
its efficiency, we divided events into two categories. The shift, birth/death and
interchange events are external events, as T changes at these events, and the
auxiliary events are only internal events. Thus, the number of internal events
is bounded by O(n). This implies that our data structure processes O(κ+ n)
events, where κ is the number of external events. It is easy to find a case where κ
is Ω(n), and thus our data structure is (weakly) efficient. The maximum number
of certificates in which a vertex can ever appear is bounded by the degree of
the vertex in M. Note that although the maximum degree can be n− 1 in the
worst-case, it is often a small constant in practice.

Theorem 5. Let M be a triangulation of R2, and h : M×R→ R a time-varying
height function such that the height of each vertex of M, as a function of time,
is specified by a polynomial and the maximum degree of a polynomial is bounded
by a constant. The contour tree of M can be maintained by a linear-size KDS
that processes O(κ+ n) events, where κ is the number of external events. The
KDS processes each event in O(log n) time.

Remark. Consider how many external events can occur in the worst-case.
Imagine a terrain Σ that consists of Ω(n) negative saddles at time zero such
that these saddles form a path in the contour tree — imagine a terrain with
Ω(n) depression and a depression containing a minimum is merged to another
depression at each negative saddle. Consider linear functions for the heights
of vertices such that the lowest saddle at time zero crosses all saddles before
the second lowest saddle crosses any other, the second lowest saddle at time
zero then crosses all saddles (except for the lowest one at time zero) before the
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third lowest crosses any other, and so forth, and such that non-saddle vertices
do not cross any vertex in M including the saddles. Then there will be Ω(n2)
interchange events.

Locality of the data structure. To achieve locality, we modify the set of
certificates associated with the local events. Note that the local event associated
with a vertex v in the closest future is associated with the highest (or lowest)
vertex in Lk−(v) (resp. Lk+(v)). Thus, we only need to maintain the certificates
associated with those vertices. To efficiently maintain such certificates, we first
decompose M into a constant number of forests such that every edge of M is
contained in one of the forests using well-known algorithms [21]. Assuming trees
in the forests are rooted, a vertex in Lk(v) appears either as the parent or a
child of v in a forest.

For each forest F , we maintain a kinetic tournament T ↑(v) storing the
children of v in F that are higher than v. A kinetic tournament is a kinetic data
structure for maintaining ‘the winner’ (minimum or maximum) of elements that
continuously change over time and supporting the usual priority queue operations

— insert, delete and find-winner (see [22] for more detail). We determine the
winner as the lowest vertex in T ↑(v). Similarly, we also maintain another kinetic
tournament T ↓(v) storing the children of v in F that are lower than v, and we
determine the winner as the highest vertex. Then, the upcoming local event
incurred by v is clearly either with one of the winners of T ↑(v) and T ↓(v) or
with one of the parents in a forest. We only maintain a constant number of
certificates associated with those vertices for local events. For each certificate
failure associated with the winner of T ↑(v) (resp. T ↓(v)), the winner is moved
to T ↓(v) (resp. T ↑(v)) after the event.

Our data structure becomes local by the modification as the number of
certificates in which a vertex is involved is bounded by O(log d), where d is the
maximum degree of vertices in M. However, the worst-case number of internal
events increases to O(n log(d)λs+2(d)/d), where λs(x) is the maximum length of
a Davenport-Schinzel sequences of order s on x symbols. Moreover, the time to
process an event increases to O(log(d) log n).

4.4 Extensions and applications

In this section, we describe extensions of our KDS. We first describe how our
data structure can be extended to support modifications of M. Next, we describe
a KDS for maintaining the augmented contour tree TA as the function h varies
over time. We finally describe how our data structure can be used to maintain
join/split trees and topological persistence pairs.

4.4.1 High-Level Operations

We describe high-level operations to update the triangulation M. In particular
we show how to insert and delete vertices and how to perform edge flips. These
operations are sufficient for supporting a wide number of important algorithms
including, e.g., algorithms for maintaining constrained Delaunay triangulations.
In this section, we use t0 to denote the time when the operation is performed,
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Figure 4.11: Updating M. (a) Inserting/deleting v, (b) Inserting v on e, (c)
Flipping e = v1v2.

and ε to denote some arbitrary small real number such that t0 + ε < t1, where
t1 is the time of the next event in the event queue.

Insert vertex. The Insert(v, g(t)) operation inserts a vertex v ∈ R2−V into
M, moving along the function g(t) of time such that g(t0) = h(v, t0). If v is not
on an edge of M, it is contained in a triangle 4 ∈ F with vertices v1, v2 and
v3. We first insert v in M by connecting it to v1, v2 and v3, creating three new
triangles and removing 4, refer to Figure 4.11 (a). Note that T does not change
and neither does any existing link pointers and edges of ascent and descent trees
at t0. We simply update the link pointers of v and the parent of v in ascent and
descent trees. Then, we insert the certificates associated with the added edges
in M into the event queue. A similar procedure to the above is used when v lies
in the interior of an edge e = v1v2 of M. Let v3 and v4 be the vertices opposite
e in M, refer to Figure 4.11 (b). In this case, we need to add edges vv3 and vv4

to M and update the data structure in a similar way.

Delete vertex. The Delete(v) operation deletes a vertex v ∈ V from M
where v 6= v∞ and |Lk(v)| = 3. Let Lk(v) = {v1, v2, v3} and let r be the linearly
interpolated value at v in the triangle v1v2v3 at time t0 + ε. We first change the
height of v to a linear function g(t) such that g(t0) = h(v, t0), and g(t0 + ε) = r
and proceed to time t0 + ε. Then, v is not a critical vertex of Σ and we can
simply remove v without affecting T along with its incident edges and their
associated faces. For each of v1, v2, v3, we update its link pointers and its parent
in ascent and descent trees if necessary. Note that their new link pointers and
new parents can be found among v1, v2 and v3 always. Finally, we remove the
certificates in which v is involved from the event queue.

Edge flip. The EdgeFlip(e) operation flips an edge e = v1v2 in M, where
v1, v2 6= v∞. Let v3 and v4 be the vertices opposite e in M, refer to Figure 4.11 (c).
If the quadrilateral v1v2v3v4 is not convex, the operation is undefined. Let v be
the intersection of e and the edge v3, v4, and let g(t) be a linear function such
that g(t0) = h(v, t0), and g(t0 + ε) = r, where r is the linearly interpolated value
at v across v3v4 at time t0 + ε. The edge flip is accomplished by first invoking
Insert(v, g(t)). Note that v is a regular vertex at time t0 + ε. We can then
delete the vertex v at t0 + ε using a slightly modified version of the Delete(v)
operation: we merge v3v and vv4 to create a long edge v3v4 and remove v1v and
vv2. Finally, we insert the certificates associated with v3v4 into the event queue
and remove the ones associated with v1v and vv2 from the event queue.
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4.4.2 Augmented Contour Tree

Recall that the augmented contour tree TA is obtained by adding to the edges
of T the images of regular vertices of Σ under the quotient map ρ. We refer to
these newly added degree two vertices in TA as regular vertices as well, while
the original vertices of T are called critical vertices. We can easily modify the
KDS framework described in Section 4.3 to maintain this augmented contour
tree TA. We provide a brief description below.

Specifically, the only new events that we need to handle are (regular-regular
event): when two regular vertices u, v lie on the same contour, or (regular-critical
event): when a regular vertex u and a critical vertex v lie on the same contour.
Note that in either case (u, v) is an edge in TA before the events. When a
regular-regular event happens, there could be two outcomes: (i) either u and v
swap their order along the edge (u, v); or (ii) it causes a birth event, in which
case (u, v) is also necessarily an edge in M.

At a regular-critical event at time t0, there are two cases: (i) u is a regular
vertex and v is an extremal vertex. In this case, it is easy to verify that (u, v) has
to be an edge in M, and it corresponds to a shift event. (ii) u is a regular vertex
and v is a saddle vertex. If it does not correspond to a shift event, we need
to identify which edge incident to v in TA contains u after the event. Assume
h(u, t−0 ) > h(v, t−0 ), and let w be a vertex in Lk+(u). It is easy to notice that w
and u are in the same connected component in M>`(h(v, t+0 )) at time t+0 . Thus,
u is moved onto the incident edge of v whose endpoint is the one obtained by
NextTo(v, y), where Π↑(y) contains w. If h(u, t−0 ) < h(v, t−0 ), we consider w
as a vertex in Lk−(u) and use descent trees.

The additional events can be clearly handled in O(log n) time. Note that
when a local event associated with an edge (u, v) in M occurs, there is an edge
(u, v) in TA and thus certificates associated with edges of M are unnecessary.
Each certificate failure makes a combinatorial change in TA. Therefore, this
data structure is compact, responsive, local and strongly efficient.

4.4.3 Join and Split tree

As described the contour tree T of Σ encodes the topological changes in M` as we
increase ` from −∞ to ∞. The join tree encodes a subset of these changes, i.e.,
the topological changes in M<` that occur as components in M<` are created at
minimum vertices of Σ and merged at negative saddle vertices of Σ. Similarly,
the split tree encodes the subset of topological changes in M>`. As a result the
events that occur on the join and split tree of time varying Σ are a subset of the
events that occur on the contour tree. For example, the events that occur on
the join tree are the events that involve the minima and negative saddle vertices
of Σ, i.e., the negative interchange events, sign change events and a subset of
the local events. The algorithm described above can therefore also be used to
maintain the join and split tree of Σ, the only difference being the reduced set
of events. Note that to actually detect sign change events we need to maintain
T simultaneously with the join tree J or augment the positive saddle vertices of
Σ to the edges of J.
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4.4.4 Topological Persistence

Topological persistence was introduced by Edelsbrunner et al. [40] and can
roughly be defined as follows. Suppose we sweep a horizontal plane in the
direction of increasing values of h and keep track of connected components in
M<` while increasing `. A component of M<` is started at a minimum vertex and
ends at a negative saddle vertex when it joins with an older component. Similarly,
a hole of M<` is started at a positive saddle and ends at a maximum vertex.
Based on this it is possible to define minimum-saddle and maximum-saddle
persistence pairs between the critical vertex that starts a component or hole and
the one that ends it. The persistence value of a persistence pair is simply the
height difference between the vertices, i.e., it is the difference between the height
at which the corresponding component was started and the height at which it
was ended.

Consider the join tree J of Σ and let α be a negative saddle in J. Assume
that J′ and J′′ are subtrees of J rooted at the children of α such that x and y are
the lowest minimum nodes of J′ and J′′ respectively. Then, the highest of x and
y is the persistence pair of α. Therefore, by augmenting every negative saddle
node α in J with a pointer to the highest of x and y and every minimum with a
pointer to the paired negative saddle, we represent the persistence pairs of Σ.
However, maintaining the extra information in J creates the need for a new event
that occurs as the height of two minimum vertices becomes equal. Let x and y
be minimum vertices in Σ such that h(x, t0) = h(y, t0). Let αx (resp. αy) be the
negative saddle that paired with x (resp. y). Assume that h(x, t−0 ) < h(y, t−0 ),
then nothing happens unless the least common ancestor LCA(x, y) is αy. If this
is the case we must switch the pairs so that αx is paired with y and αy is paired
with x.



Chapter 5

Dynamic Terrain in
External Memory

In Chapter 4, we studied how the contour tree of a terrain, represented as a
triangular mesh in R2, deforms as the height function changes with time. We
then introduced a KDS for maintaining the contour tree based on the study. This
data structure, however, does assume that terrain data fits in main memory. As
we mentioned above, high resolution terrain data is essential for terrain analysis
and the size of detailed data often exceeds the size of main memory. The KDS
will more likely slow down when it handles such data. Motivated by this, we
consider extending the KDS to solve the problem in the I/O-model. Throughout
this chapter, we will refer to the KDS described in the previous chapter as the
internal KDS.

The main challenge in desiging I/O-efficient data structures for the problem
is the lack of graph data structures supporting reasonable query times in the
I/O-model. Recall that the internal KDS uses DCEL to represent the triangular
mesh and link-cut trees to represent the contour tree, which are not easily
adapted to the I/O-model as they are not designed to be aware of the memory
hierarchy, and that these data structures deal with dynamic data, e.g., updating
the height of a vertex in the triangular mesh or linking and cutting edges in
the contour tree. When designing data structures for maintaining dynamic data
in the I/O-model, there are two different desires: one is to ensure that items
accessed by the same query are placed in the same block for query times, and
the other is to ensure that items are not duplicated in many places for update
times. However, it is often difficult to satisfy these desires at the same time, as
they come into conflict with each other. In this chapter, we therefore focus on
I/O-efficient data structures with which the internal memory structures used for
the internal KDS can be replaced.

Related work. The contour tree of terrains have been extensively considered
in the I/O-model. An I/O-efficient algorithm for constructing contour trees of
terrains, represented as a triangular mesh with N vertices, was given by Agarwal
et al. [9]. They reduced the construction problem to a geometric problem
and then designed an I/O-efficient algorithm for the geometric problem. This
algorithm uses O(SORT(N)) I/Os. Arge et al. [18] introduced an I/O-efficient

77
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terrain simplification algorithm based on the contour tree. This algorithm is an
external memory version of the algorithm described by Carr et al. [30]. Agarwal
et al. [10] use the contour tree to construct an I/O-efficient data structure that
efficiently finds contours at a given level. However, no I/O-efficient data structure
(KDS) for maintaining the contour tree of a dynamic terrain is known.

There has been a little work on external memory KDS. In [7], Agarwal et al.
presented an I/O-efficient KDS for maintaining a set ofN points in the plane, each
continuously moving along a trajectory. This KDS supports a query that given
an axis-aligned rectangle in the plane, report all K points inside the rectangle
in O(logB N +K/B) I/Os. It uses O(N/B(logB N)/(logB logB N)) blocks, and
processes O(N2) events, each of which is processed in O((log2

B N)/(logB logB N))
I/Os.

Our results. We first present an I/O-efficient data structure for maintaining
a triangular mesh M in Section 5.1. We assume that M is a triangulation of
vertices in R2 in which each vertex has its height value. This data structure
supports the following operations: retrieving the common neighbors of two
vertices, retrieving/updating the height value of a vertex, and retrieving all
neighbors of a vertex (with their height values). Each query requires O(1) I/Os
except that retrieving all K neighbors of a vertex, which requires O(1 +K/B)
I/Os.

In Section 5.2, we present an I/O-efficient data structure for maintaining a
forest of rooted trees with N vertices. This data structure supports the following
operations: linking and cutting edges, finding the lowest common ancestor of
two vertices, and finding the neighbor of a vertex on the shortest path to another
vertex. Assuming each vertex has a value and the values of vertices on a path P
are monotone, this also supports finding the successor of a given value on P ; see
Section 5.2 for the precise definition. The linking and cutting operations require
O(log2

B N) I/Os and the other query operations require O(logB N) I/Os.
In Section 5.3, we describe an I/O-efficient KDS for maintaining the contour

tree of a terrain as the height of its vertices changes with time. This external
KDS processes the same number of events as the internal KDS. Each event is
handled in O(log2

B N) I/Os and the trajectory of a vertex, describing how its
height changes, can be updated in O(logB N + d/B logM/B N/B) I/Os, where
N is the number of vertices and d is the maximum degree of vertices in the
triangular mesh. In Section 5.4, we extend this external KDS to improve the
I/O-complexity of trajectory updates. To do so, we first describe an I/O-
efficient KDS for maintaining the lowest point in a set of points moving along
the y-axis. This is an external memory version of the kinetic tournament
described in Chapter 1. Using the external kinetic tournament, the cost of
a trajectory update is improved to O(logB N + logB(d)/B logM/B N/B) I/Os
while the number of events it handles increases slightly.

5.1 Triangulation Irregular Network

In this section, we describe an I/O-efficient data structure for maintaining a
triangulation M of vertices in R2, in which each vertex has its height value. Let
d(v) denote the degree of a vertex v in M. This data structure supports the
following operations:
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• Height(v): Return the height of v in M.

• Update(v, r): Update the height of v in M to r.

• Predecessor(v, w): Return the neighbor of v in M that proceeds a
neighbor w in the clockwise order around v.

• Successor(v, w): Return the neighbor of v in M that succeeds a neighbor
w in the clockwise order around v.

• Neighbors(v): Return all neighbors of v in M with their height.

Note that we do not change the vertex set and edge set of M, but only the height
of vertices in M, and that the two vertices obtained by Predecessor(v, w) and
Successor(v, w) are the common neighbors of v and w.

It is common to represent a triangulation as vertices associated with lists of
incident edges, the so-called adjacency list representation. To naively support
the above operations, we could store heights either with vertices or in the list
of incident edges. In the former representation, Update operations could be
done in O(1) I/Os, while the Neighbor operation would require an I/O per a
neighbor in the worst-case. In the latter representation, we duplicate the height
of a vertex v at each neighbor of v and Update therefore requires an I/O per
a neighbor in the worst-case. The Neighbor operation can be supported by
simply scanning the adjacency list of v.

In the following, we present a data structure that supports all of the above
operations in O(1) I/Os except for Neighbor(v) which requires O(1 + d(v)/B).

Data structure. Our data structure consists of two separate structures: (i) a
structure that answers the Predecessor and Successor operations, and (ii) a
structure that answers the reminder of the operations.

For (i), we observe that the edge set and vertex set of M do not change,
that is, Predecessor(v, w) and Successor(v, w) operations always return the
same vertex. We therefore preprocess the answers of all possible queries and
maintain the answers. More formally, we consider two direct edges (v, w) and
(w, v) for an edge {v, w} of M. Then, we maintain a static hash table that maps
each directed edge (v, w) into the answer vertex for Predecessor(v, w) and
Successor(v, w).

For (ii), we observe that Nash-Williams [53,54] showed that a planar graph
has arboricity 3. The arboricity of a graph is the minimum number of forests
needed to cover all edges in the graph. We can therefore decompose M into a
constant number of forests. For each forest F , we think of it as a rooted tree by
choosing an arbitrary vertex as a root for each tree, and connecting all roots to
a consolidated root. We then maintain a sorted list of vertices of F with their
height in which vertices with the same parent appear consecutively. Besides the
sorted list, we also maintain a static hash table that maps each vertex v into
a set of four pointers to the disk blocks: where v is stored, the parent of v is
stored, the first child of v is stored, and the last child of v is stored.

Operations. For Predecessor(v, w) and Successor(v, w) operations, we
return the vertex mapped with the directed edge (v, w) in (i). This can be done
in O(1) I/Os.
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For the reminder of the operations, (ii) is used. For Neighbors(v) operation,
we return the parent and all children of v for every forest. To do so, for each
forest we first retrieve the four pointers associated with v. Using these pointers,
we return the parent of v, and access the block storing the first child of v and
return all children of v by scanning the consecutive disk blocks. For Update(v, r)
operation, we update the height of v in every forest. Finally, for Height(v)
operation, we simply return the height of v in a forest. Recall that, there are only
a constant number of forests. Hence, Update and Height operation require
O(1) I/Os, and Neighbors operation requires O(1 + d(v)/B) I/Os.

Construction. For (i), we first create two directed edges (v, w) and (w, v) for
each edge {v, w} of M. We sort the directed edges so that the edges with the
same source vertex appears together in clockwise order around its source vertex.
Then the answer of Predecessor(v, w) and Successor(v, w) operations can
be easily found from the location of the directed edge (v, w) in the sorted list.
This preprocessing requires O(SORT(N)) I/Os.

If we have a forest decomposition of M, (ii) can be constructed by rooting
each tree in the forests, transforming each forest to a rooted tree, and sorting
vertices of each rooted tree in their parent order. The rooting a tree of Ni
vertices can be done in O(SORT(Ni)) I/Os; refer to [67], and the rest of the
processes can be done by a constant number of scans and sorts. Therefore, the
construction of the data structure can be done in O(SORT(N)) I/Os. Then, all
remaining is the forest decomposition of M.

Tree Decomposition. In [21], Arikati described an internal algorithm for
computing 2c-forests of a graph with arboricity c. This algorithm was intro-
duced for parallel computation. In the following, we will show that with minor
modification, this algorithm can also be made I/O-efficient.

The algorithm in [21] is as follows: Given a graph G = (V,E) with arboricity c,
we first iterate the following process, that labels vertices of G with an integer:
For ith iteration let Gi = (Vi, Ei) be the current graph, i.e., G1 = G. We
compute a set Ui of vertices with degree ≤ 2c in Gi and label all vertices in Ui
with i. This procedure is repeated with Gi+1 = Gi − Ui until |Vi| = 0, where
|Vi| is the number of vertices in Vi. We then orient each edge of G to the vertex
with larger label (If two vertices have the same label, we compare the vertices
directly, e.g., id). Finally, we color the outgoing edges of a vertex with different
colors. It has been shown that at most 2c colors are used and a set of edges with
each color forms a forest. The correctness of the algorithm is shown by [21]. For
the I/O-complexity of the algorithm, we borrow the following lemma.

Lemma 9. [21] |Ui| ≥ (1/(2c+ 1))|Vi|.

Note that Lemma 9 also presents that this algorithm terminates. In ith
iteration, we compute the degree of vertices in Gi and find the set Ui, which can
be done by a constant number of sorts and scans. Then Gi+1 can be obtained by
sorting vertices of Gi and of Ui, and scanning them simultaneously. Thus, each
iteration requires O(SORT(|Vi|)) I/Os. Let k be the total number of iterations.
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The total I/O-complexity of the iterations is as follows:

k∑
i=1

O(SORT(|Vi|)) ≤
∞∑
i=1

O(SORT(|Vi|))

≤
∞∑
i=1

O(
|Vi|
B

log M
B

|V |
B

)

≤
∞∑
i=1

O((
2c

2c+ 1
)i−1 |V |

B
log M

B

|V |
B

) (By Lemma 9)

≤ O(c · |V |
B

log M
B

|V |
B

) (By geometric series)

≤ O(c · SORT(V ))

Orienting and coloring edges can be done by a constant number of sorts and
scans. As M has arboricity 3, this algorithm decomposes M into at most 6 forests
using O(SORT(N)) I/Os.

Theorem 6. Our data structure maintains a triangulation M of N vertices
in R2, in which a vertex has its height value, using O(N/B) blocks and supports
Predecessor, Successor, Height and Update operations in O(1) I/Os,
and Neighbors operations in O(1 + d(v)/B) I/Os, where d(v) is the degree of v
in M. Moreover, the data structure can be constructed in O(SORT(N)) I/Os.

5.2 Dynamic Forests

In this section, we describe an I/O-efficient data structure for maintaining a
dynamic forest F of rooted trees in which each vertex v has a value C(v). We
denote the tree containing a vertex v in F by F (v) and the degree of v in F
by d(v). Our data structure supports the following operations:

• Link(v, w): Connect F (v) and F (w) by inserting the edge (v, w). We
assume v is the root of F (v) before the operation.

• Cut(v): Disconnect the subtree rooted at v from its parent.

• Root(v): Find the root of F (v).

• LCA(v, w): Find the lowest common ancestor of v and w in F (v) = F (w).

• NextTo(v, w): Find the neighbor vertex of v on the shortest path between
v and w in F (v) = F (w).

• UpdateValue(v, c): Assign C(v) the value c.

• FindValue(v, w, c): Let P be the shortest path from v to w in F (v) =
F (w). If the values of vertices on P are not monotonically changing from v
to w, it is undefined. Otherwise, return a vertex u with the lowest value
on P such that c ≤ C(u).
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In the following, we present a data structure that supports Link and Cut
operations in O(log2

B N) I/Os, UpdateValue(v, c) operations in O(d(v) logB N)
I/Os, and the reminder of the above operations in O(logB N) I/Os, where N
is the number of vertices in F . We also show that how a batch construction is
done in O(SORT(N)) I/Os.

5.2.1 Data Structure

We represent each rooted tree T in F as a sequence of vertices in T ordered
as they appear along an Euler tour of T , introduced by Tarjan et al. [64, 65].
An Euler tour of T is defined as follows: we consider T as a directed graph
GT containing two directed edges (v, w) and (w, v) for each edge {v, w}. It is
obvious that there exists an Eulerian circuit from any vertex in GT . An Euler
tour S(T ) of T is an Eulerian circuit in GT that starts and ends at the root of
T . Note that a vertex in T has several occurrences in S(T ). For a vertex v in T ,
we denote the first occurrence of v in S(T ) by of (v) and the last occurrence of v
in S(T ) by ol(v).

In [4], Agarwal et al. introduced so-called level-balanced trees. Each of
level-balanced trees stores a list of elements at its leaves like a normal B-tree.
The main difference from normal B-trees is that each node maintains the pointer
to its parent. They allow to insert an element into a list, delete an element from
a list, split a list into two lists, and merge two lists in O(log2

B N) I/Os amortized.
A set of N elements can be stored in a set of level-balanced trees using O(N/B)
blocks, and the height of each level-balanced tree is bounded by O(logB N).

For each tree T in F , we maintain a level-balanced tree Ψ(T ) storing the
sequence S(T ). Each occurrence of a vertex v is stored with the pointers to
the previous and next occurrences of v at a leaf of Ψ(T ). Besides Ψ(T ), we
also maintain a data structure Γ that maps each vertex v in F to the leaves of
Ψ(T ) storing of (v) and ol(v) (e.g., using a B-tree). We augment each internal
node ψ in Ψ(T ) with the following auxiliary information about the interval of
S(T ) stored in its subtree.

Auxiliary information. For an interval I = [o1, o2] of S(T ), we consider the
subgraph T (I) of T induced by the set of the vertices whose occurrences appear
in I. Since a pair of two consecutive occurrences in S(T ) corresponds to an edge
of T (a directed edge of GT ), T (I) is connected, and it implies that T (I) is a
rooted tree. We denote the root of T (I) by root(I), the vertex corresponding to
the left most occurrence o1 of I by left(I), and the vertex corresponding to the
right most occurrence o2 of I by right(I). We also denote the boolean indicator
whether o1 is the first occurrence of a vertex in S(T ) by B(I); see Figure 5.1.

We now consider a setX(I) = {root(I), δ(root(I)), δ(left(I)), δ(right(I)), B(I)},
where δ(v) is the depth of a vertex v in T .

Lemma 10. Let I1 = [o1, o2] and I2 = [o3, o4] be two disjoint intervals of S(T )
such that o2 is adjacent to o3 in S(T ). Given X(I1) and X(I2), X(I) can be
computed for the interval I = [o1, o4].

Proof. We first find root(I). Since T (I) is connected and only contains the
vertices of T (I1) and T (I2), root(I) is either root(I1) or root(I2); see Figure 5.1.
We consider the distances from left(I2) to root(I1) and to root(I2) in T . Clearly
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root(I2)

left(I2)

right(I2)

Figure 5.1: Illustration of the auxiliary information of two intervals I1 and I2.

the distance from left(I2) to root(I2) can be computed based on X(I2). Now, we
compute the distance D from left(I2) to root(I1) as follows.

D =

{
right(I1) + 1 if B(I2) is true
right(I1)− 1 otherwise

Note that if B(I2) is true, right(I1) is the parent of left(I2), otherwise left(I2) is
the parent of right(I1).

By comparing the two distances, we can determine root(I) by the fact that
root(I) is the farthest ancestor of left(I2) in T (I). Once root(I) is found, it is
straightforward to fill in X(I) based on X(I1), X(I2) and D.

· · ·
I1 I2 I3 Ib

· · ·X(I1) X(I2) X(I3) X(Ib)ψ

Figure 5.2: Illustration of an internal node ψ in a level balanced B-tree structure.

For each node ψ in Ψ(T ), let b be the number of the children of ψ. For
1 ≤ i ≤ b, we augment ψ with X(Ii) such that Ii is the interval of S(T ) contained
in the subtree rooted at ith child (see Figure 5.2). Note that once ψ is loaded
into memory, by Lemma 10 X(Ijk) can be computed without any I/Os, where
Ijk = Ij ∪ Ij+1 . . . ∪ Ik for 1 ≤ j ≤ k ≤ b.

5.2.2 Operations

Before describing how we support each operation, we first note simple obser-
vations on S(T ): (i) There are d(v) occurrences of a vertex v in S(T ) except
for the root r which appears d(r) + 1 times; and (ii) For any vertex v in T , the
interval [of (v), ol(v)] ∈ S(T ) is the complete sequence representing the subtree
of T rooted at v.
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Link(v, w): Let T be the tree resulting. Also, let I1 be the interval of S(F (w))
from the beginning to ol(w), and I2 the rest part of S(F (w)). Then S(T ) can
be given by I1, S(F (v)), ow, I2, where ow is the occurrence of w newly added by
the linking.

We first find the leaf-root path from ol(w), and split Ψ(F (w)) into Ψ1 and
Ψ2 such that Ψ1 contains I1 and Ψ2 contains I2. We build Ψ3 containing only
a new occurrence ow of w, and merge Ψ1, Ψ(F (v)), Ψ3, and Ψ2 in order. We
update the occurrence pointers between ol(w) and ow, and update the mapping
for ol(w) in Γ.

Cut(v): Let w be the parent of v in F (v), and o(w, i) the ith occurrence of w in
S(F (v)). Then S(F (v)) contains the interval, o(w, i), of (v), . . . , ol(v), o(w, i+ 1),
for an integer i, 1 ≤ i ≤ d(w). Let T1 and T2 be the two trees that result where
v ∈ T1 and w ∈ T2. Then S(T1) can be given by the interval [of (v), ol(v)] of
S(F (v)), and S(T2) is the rest part of S(F (v)) without o(w, i+ 1).

We split Ψ(F (v)) into Ψ1, Ψ2 and Ψ3 such that Ψ2 contains [of (v), ol(v)].
Clearly Ψ2 becomes new Ψ(T1). We merge Ψ1 and Ψ3 for Ψ(T2) after removing
the left most occurrence in Ψ3, which corresponds to o(w, i+ 1). We first update
the pointers to the removed occurrence. If the removed occurrence was the last
occurrence of w, we update the mapping for ol(w) in Γ.

Root(v): The root of F (v) is the vertex corresponding to the occurrence at
the beginning of S(F (v)). We traverse Ψ(F (v)) from of (v) to the root and then
traverse to the left most leaf. Return the vertex corresponding to left most
occurrence in the leaf.

LCA(v, w): Let u be the lowest common ancestor of v and w. Without loss
of generality, we assume that of (v) appears prior to of (w) in S(F (v)). Note
that u 6= w under the assumption. If v is an ancestor of w, in which case
u = v, of (w) appears prior to ol(v) in S(F (v)). In the other case, u 6= v and
u 6= w, we consider the interval I = [of (u), ol(u)] of S(F (v)). Since each of v
and w is in the subtree of different children of u, [ol(v), of (w)] is in I and an
occurrence of u appears in [ol(v), of (w)]. In addition, since I is the complete
sequence representing the subtree rooted at u, I does not contain any occurrence
of an ancestor of u. Hence, u is the closest vertex to the root of F (v) whose
occurrences appear between ol(v) and of (w) in S(F (v)).

Note that the order of two occurrences can be checked by comparing their
leaf-root paths from them. If of (w) appears prior to ol(v), we simply return v.
Otherwise, we splice-out the front and the rear part of Ψ(F (v)) such that the
remaining tree Ψ′ only contains the interval I = [ol(v), of (w)] of S(F (v)). Then
we return root(I) stored in the root node of Ψ′ and recover Ψ(F (v)).

NextTo(v, w): Let u be the neighbor vertex of v on the shortest path between
v and w. If w is in the subtree of F (v) rooted at v, of (w) appears in the interval
[of (v), ol(v)] of S(F (v)). Let ov be the right most occurrence of v before of (w)
in S(F (v)). Then u is the vertex corresponding to the successor of ov in S(F (v)).
Otherwise, u is the parent of v in F (v), which is the vertex corresponding to the
predecessor of of (v) in S(F (v)).
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We first compare the orders of of (v), of (w), and ol(v) in S(F (v)) using
their leaf-root paths. If of (w) is not between of (v) and ol(v), we return the
vertex corresponding to the predecessor of of (v) in S(F (v)), which is the parent
of v. Otherwise, we splice-out the front and the rear part of Ψ(F (v)) such that
the resulting level-balanced tree Ψ′ contains the interval I = [of (v), of (w)] of
S(F (v)). We then traverse Ψ′ from the root to find the right most occurrence
of v appearing in I. Note that root(I) is v. Since the auxiliary information
in each internal node indicates if its subtree contains any occurrence of v, the
traversal becomes trivial. We return the vertex corresponding to the successor
of the right most occurrence of v and recover Ψ(F (v)).

UpdateValue(v, c): Note that the value of v may be stored at several internal
nodes of Ψ(F (v)) for auxiliary information. We access each leaf storing the
occurrences of v by following the pointers between the occurrences, and update
C(v) stored in the leaf-root path from each occurrence of v.

FindValue(v, w, c): Let P be the path in F (v) between v and w. We assume
that one of v and w is an ancestor of the other. Otherwise, we split P into
two sub-paths at LCA(v, w), and find the answer for each of the sub-paths
separately. Without loss of generality, we assume that w is an ancestor of v. Let
I be the interval [of (w), of (v)] of S(F (v)). Observe that for the vertices on P ,
their occurrences appear in I in the order as they appear along P from w to v.

Suppose C(v) ≤ C(w). In this case, we assume that C(v) < c ≤ C(w).
Otherwise, the answer is trivial. For two vertices v1, v2 on P , if v1 is an ancestor
of v2 in F (v), C(v1) ≥ C(v2). Let u be the lowest ancestor of v such that
C(u) ≥ c. Thus, u is the vertex that we want to return. Let ou denote the right
most occurrence of u in I. We consider an interval I ′ = [o1, o2] of I and its
suffix I ′′ = (o2, of (v)]. If root(I ′) is an ancestor of root(I ′′) or I ′′ is an empty
interval, root(I ′) is an ancestor of v. Also if root(I ′) is an ancestor of v and
C(root(I ′)) ≥ c > C(root(I ′′)), I ′ contains ou.

Now, we describe how we find ou. We first obtain Ψ′ containing the interval
I = [of (w), of (v)] by splicing-out Ψ(F (v)), then traverse Ψ′ from the root.
For each internal node ψ in Ψ′, let I(ψ) be the interval stored in the subtree
rooted at ψ and let Ir(ψ) be the interval (or, of (v)], where or is the right most
occurrence in I(ψ); see Figure 5.3. We move to the right most child ψ′ of ψ
such that root(I(ψ′)) is an ancestor of root(Ir(ψ′)) and C(root(Ir(ψ′))) < c ≤
C(root(I(ψ′))). Assuming that for every child ψ′ of ψ, X(I(ψ′)) and X(Ir(ψ′))
are given, finding such a child is easy by Lemma 10. Note that X(I(ψ′)) is
explicitly stored in ψ. All remaining is computing X(Ir(ψ′)). At ψ, we assume
that X(Ir(ψ)) is given; Ir(ψ) is empty at the root. Consider the interval Ib(ψ′)
between I(ψ′) and Ir(ψ) (see Figure 5.3). As we discussed above, X(Ib(ψ′))
can be computed based on the auxiliary information in ψ. Given X(Ib(ψ′)) and
X(Ir(ψ)), we can compute Ir(ψ′) by Lemma 10. After finding u, we recover
Ψ(F (v)).

In the case where C(w) < C(v), u can be found similar way: we also consider
the interval I l(ψ) = [of (w), ol), where ol is the left most occurrence in I(ψ).
We traverse to the left most child ψ′ such that root(I(ψ′)) is an ancestor of
root(Ir(ψ′)) and C(root(I l(ψ′))) < c ≤ C(root(I(ψ′))).
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I(ψ′) Ib(ψ′)

Ir(ψ)I(ψ)

Ψ′

ψ

ψ′

of (w) of (v)

I l(ψ)

Figure 5.3: Illustration of intervals of I = [of (w), of (v)] at a node ψ.

Remark. Note that LCA, NextTo and FindValue operations recover the
structure after finding the answer. Hence, instead of joining and splitting the
trees to obtain Ψ′, we can alternate the procedure by simply traversing Ψ and
modifying the auxiliary information during the traversal without structural
changes. After finding the answer, we recover back the modified auxiliary
information. This only requires O(logB N) I/Os.

Complexity. As Link and Cut require split and merge operations in level-
balanced trees, they require O(log2

B N) I/Os amortized. UpdateValue(v, c)
operation requires O(d(v) logB N) I/Os. The rest of the operations require
O(logB N) I/Os as they perform a constant number of (root-leaf) traversals on
a level-balanced tree.

5.2.3 Batch Construction

Given a forest F if we build a level-balanced tree for each tree in F , we need
as many I/Os as the number of trees in F . This may require O(N) I/Os in the
worst-case. Instead of maintaining each tree in a separate structure, we generate
a vertex r as a consolidate root, and maintain a big tree T in which the root of
each tree in F and r are connected. For the construction, we generate an edge
{r, v} for each root v in F , we compute the Euler tour of T using [67] and build
a level-balanced tree for the sequence S(T ) in O(SORT(N)) I/Os. Note that
the occurrence pointers and Γ can be also constructed in O(SORT(N)) I/Os.

After constructing T , we slightly modify the operations. Before Link(v, w)
operation we use Cut(v) to detach v from r, and after Cut(v) operation we
use Link(v, r) to attach F (v) to r. FindRoot(v) operation can be done by
NextTo(r, v) operation.

Theorem 7. A forest F of rooted trees with N vertices can be stored in our data
structure using O(N/B) blocks such that Root, LCA, NextTo and FindValue
operations are performed in O(logB N) I/Os, Link and Cut operations in
O(log2

B N) I/Os amortized, and UpdateValue(v) operation in O(d(v) logB N)
I/Os, where d(v) is the degree of v in F . Moreover, the data structure can be
constructed in O(SORT(N)) I/Os.
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regular minimum saddle maximum

Figure 5.4: The types of a vertex; lower (resp. upper) link vertices are depicted
by filled (resp. hollow) circles.

5.3 Dynamic Contour Tree

In this section, we describe an I/O-efficient KDS for maintaining the contour
tree of a terrain, as the heights of its vertices vary continuously with time. We
first introduce some necessary notation and terminology for contour tree, which
consistent with the one in Chapter 4, and then describe our KDS.

5.3.1 Preliminaries

Let M be a triangulation of R2 and let h : M → R be a height function. We
assume that the restriction of h to each triangle of M is a linear map and the
heights of all vertices in M are distinct. Given M and h the graph of h, called
a terrain and denoted by Σ, is an xy-monotone triangulated surface whose
triangulation is induced by M.

The lower link Lk−(u) of a vertex u in M is the set of vertices adjacent to u
whose heights are smaller than h(u) and set of edges connecting them. Similarly,
the upper link Lk+(u) of u is the set of vertices adjacent to u whose heights
are larger than h(u) and set of edges connecting them. There are four types of
vertices: minima, maxima, saddles, and regular distinguished by the number of
connected components in their upper link and lower link; see Figure 5.4. We call
any non-regular vertices critical vertices, and call minima or maxima extremal
vertices. We here assume that every saddle in M is simple, i.e., there are exactly
two connected components in upper links (and lower links). Note that it is
known that non-simple saddles can be unfolded into multiple simple saddles [38].

For ` ∈ R, the `-level set of M are subsets M` of R2 consisting of points
x ∈ M, with h(x) = `. A contour of M is a connected component of a level
set of M. As we vary `, the contours vary continuously and their topological
structure changes at the critical vertices of M. The contour tree is a loop-free
graph that tracks these changes. More formally, two contours C1 and C2 at levels
`1 and `2, respectively, are called equivalent if C1 and C2 belong to the same
connected component of Γ = {x ∈ R2 | `1 ≤ h(x) ≤ `2} and that component of Γ
does not contain any critical vertex. An equivalence class of contour starts and
ends at critical vertices. If it starts at a critical vertex v and ends at w, then
{v, w} is an edge in T. Let ρ : M → T be the associated quotient map, which
maps all points of a contour to a single point on an edge of T. Note that for
any point p on M that does not correspond to a critical vertex, ρ(p) is in the
relative interior of a single edge in T

Consider the graph on the vertices of M given by creating an edge (v, w)
from each vertex v to a single vertex w in Lk−(v) unless v is a minimum vertex,
in which case no edge is created. This graph is then a forest of trees rooted at
the minimum vertices of M. We refer to these trees as descent trees and denote
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the descent tree rooted at x as Π↓(x). Similarly, we can define a forest of ascent
trees given by creating the edge (v, w) from every vertex v to a single vertex w
in Lk+(v) unless v is a maximum, in which case no connection is made. Each
ascent tree is rooted at a maximum vertex y and denoted by Π↑(y).

5.3.2 External Memory KDS

Suppose the height function varies with time. That is, we have a one parameter
family of height functions over M, h : M×R→ R, where the extra dimension in
the domain is time. We represent the time-varying height function by specifying
the height of each vertex v in M as a function fv : R→ R of time. We assume
that each fv is a polynomial of constant degree, and that at any given time t,
at most two vertices have the same height. In this section we describe an I/O-
efficient KDS for maintaining the contour tree T as the height function varies
over time.

In Chapter 4, we presented the internal KDS for maintaining T efficiently.
Besides T, it also maintains three auxiliary structures: (i) a descent tree Π↓(x)
for every minimum x, (ii) an ascent tree Π↑(y) for every maximum y, and (iii) for
every non-extremal vertex v, a link pointer to the first vertex of each connected
component of Lk−(v) and Lk+(v) in clockwise order around v. It is shown that
those structures change only when either the heights of two adjacent vertices
become equal, or two saddles lie on the same contour. Thus, the internal KDS
maintains a certificate for each edge {u, v} of M, that fails when h(u, t) = h(v, t),
and a certificate for each edge {α, β} of T, that fails when h(α, t) = h(β, t), and
updates the structures being maintained only when a certificate fails. Now we
briefly review how it handles each certificate failure.

For each certificate failure associated with an edge {u, v} of M: (i) (auxiliary
event) a constant number of link pointers of v or u may change and these are
pointers to u, v, w1, or w2, where w1 and w2 are the common neighbors of u
and v, (ii) (auxiliary event) the parent of u or v in Π↓ and Π↑ changes and the
new parent is one of the vertex to whom its link pointer points, (iii) (shift event)
In T, the node corresponding to u is switched to a node corresponding to v. (iv)
(birth event) In T, an edge {α, β} of T on which ρ(v) lies is removed, two new
nodes corresponding to u and v are created, and three edges {α, u}, {u, β}, and
{u, v} are created, (v) (death event) In T, u is a degree one node, v is a degree
three node, and they are connected. u and v are removed with their incident
edges and the neighbors of v are connected.

For each certificate failure associated with an edge {α, β} of T, without loss
of generality, assume that the height of α was smaller than the one of β before
the failure. For each vertex vi in Lk+(α) pointed by a link pointer of α, let yi be
the maximum such that Π↑(yi) contains vi, and let γi be the neighbor of β on
the shortest path from β to yi in T. If γi is not α, the edge {γi, β} is replaced by
{γi, α} in T. Similarly, for each vertex wi in Lk−(β) pointed by a link pointer
of β, let xi be the minimum such that Π↓(xi) contains wi, and let ηi be the
neighbor of α on the shortest path from α to xi in T. If ηi is not β, the edge
{ηi, α} is replaced by {ηi, β} in T. This is called an interchange event.

Now we will show how those structures can be represented using I/O-efficient
data structures and we then analyze the performance of this KDS.
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Data structure. We store M using the triangulation irregular network data
structure described in Section 5.1, and each of T, Π↑ and Π↓ using the dynamic
forest data structure described in Section 5.2. The link pointers are maintained in
a normal B-tree. Finally, the event queue, which maintains the set of certificates,
is represented using the I/O-efficient priority queue represented using a buffer
tree [14].

Since the contour tree is not a rooted tree, an arbitrary vertex in T is chosen
as its root. For each node in T, the height (a function of time) of its corresponding
vertex is stored as its value. For each FindValue operation, we compare the
values of nodes after evaluating the stored function with current time.

To construct T, we use the static I/O-efficient algorithm [9] to compute the
contour tree of M at time zero, choose an arbitrary vertex as its root, and then
employ the batch construction described in 5.2. To construct Π↑, Π↓ and link
pointers, we scan the neighbors of each vertex (in clockwise order) and choose
the proper neighbor for each structure. The event queue can easily initialized by
scanning edges of T and M. These can be done in O(SORT(N)) I/Os.

For each certificate failure, we follow the repair mechanism of the internal
KDS. Note that the changes in Π↑, Π↓, and link pointers can be easily handled
using their operations in O(log2

B N) I/Os. For a birth event, we need the
FindEdge(v) operation that given a regular vertex v, finds the edge {α, β} of T
on which ρ(v) lies. Let x be the minimum such that Π↓(x) contains v, and y the
maximum such that Π↑(y) contains v. x and y can be found by Root(v) on Π↓

and Π↑ respectively. By Lemma 6, {α, β} lies on the path P between two leaves
x and y in T, and the heights of the nodes on P are monotonically increasing
from x to y. Thus this operation can be done by FindValue(x, y, fv(t)). The
rest of the processes can be done by Link, Cut, and NextTo. Note that our
representation of T does not allow to change the (arbitrary chosen) root, and
the Link operation requires that one of the vertices does not have its parent.
Since we always add a node of degree one and reconnect a vertex to another, it
is easy to realize that one of the two nodes involved in Link operation does not
have its parent.

Since each node of T explicitly stores the height of its corresponding vertex
as its value, we need to update the value using UpdateValue whenever the
stored height needs to be changed. This is the case either when a shift event
occurs or when the trajectory (the height) of a vertex changes.

KDS analysis. As a certificate is associated with an edge of M or T, the
number of certificates is bounded by O(N).

Consider updating the trajectory of a vertex v. To do so, we need to update
the failure time of certificates in which v is involved in the event queue. We
compute the current failure time of the certificates by retrieving all neighbors
of v in M and T. Since we assume that every saddle is simple, there are O(1)
neighbors of v in T. Thus, using Height and Neighbor operations, we can
obtain all neighbors of v in O(1 + d(v)/B) I/Os, where d(v) is the degree of v
in M. For each neighbor u, we update the failure time of the certificate in which
both u and v are involved using O(1/B logM/B N/B) I/Os. Finally, we update
the height of v stored in M and T using Update and UpdateValue operations
respectively. This can be done using O(logB N) I/Os. Therefore, it requires
O(logB N + d(v)/B logM/B N/B) I/Os in total. Although d(v) can be N − 1 in
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worst-case, it is often a small constant in practice.
To count the number of events without trajectory changes, we divide the

events into: (i) external events where the contour tree changes and (ii) internal
events where the contour tree does not change. All events are external events
except auxiliary events. Also, the auxiliary events occur only when certificates
associated with edges of M fail. Thus, the number of internal events is bounded
by O(N).

Theorem 8. Given a time-varying terrain Σ with N vertices, we can store
the contour tree of Σ in O(N/B) blocks. The amortized cost of handling a
certificate failure is O(log2

B N) I/Os. The trajectory of a vertex can be changed
in O(logB N+d/B logM/B N/B) I/Os amortized, where d is the maximum degree
of vertices in M. If the trajectories of vertices do not change, the total number
of events is O(κ+N), where κ is the number of events changing T.

5.4 Extension

In this section, we extend the I/O-efficient KDS described in Section 5.3 to
improve the I/O-complexity of trajectory updates. We first introduce a simple
I/O-efficient KDS called an external kinetic tournament, and describe how to
use this data structure to improve the I/O-complexity of the trajectory updates.

5.4.1 External Kinetic Tournament

In [22], Basch et al. introduced an internal memory kinetic tournament for
maintaining the lowest (or highest) point in a set S of N points moving along
the y-axis. When two points collide, two points simply pass through each other.
We assume that the timing when two points collide can be computed in O(1)
time. In this section, we extend this data structure to the I/O-model. First, we
review the internal kinetic tournament and describe how to make it I/O-efficient.
Then we analyze the performance of the external kinetic tournament.

The internal kinetic tournament is represented using a balanced binary tree
Q with the points stored at its leaves (in an arbitrary order). For each internal
node v of Q, the lowest point among the points in its subtree is stored in v, and
the stored point is called the winner at v. Clearly, the lowest point in S will be
the winner at the root.

To maintain the data structure over time, for each internal node v of Q they
maintain a certificate associated with v to ensure that the current winner at v is
the lowest point among the winners at its child nodes. Note that the certificate
fails when the winners at its child nodes change their order. When it fails (an
event occur), the winner at v is updated and the new winner is propagated to
ancestor nodes until it gets defeated (or becomes the winner at the root). For
each ancestor u of v whose winner has changed, we also update the certificate
associated with the parent of u so that the new certificate considers the order
between the new winner at u and the winner at the sibling of u. Those certificates
are maintained in the event queue, represented using a standard priority queue,
in which certificates are ordered by their failure time.

Now we describe how we extend this to the I/O-model. We replace the
balanced binary tree by a normal B-tree. The certificate associated with each
internal node is same as the one of the internal kinetic tournament except that
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O(B) winners at its child nodes are involved. Note that computing the failure
time of a certificate can be done in O(1) I/Os. We also maintain the parent
points of each non-root node, which is possible since there is no point insertion
or deletion in S. Finally, the event queue is represented using a buffer tree [14].

The number of certificates is bounded by the number of nodes, which is
O(N/B). When an event occur, we may update as many certificates (and winners)
as the height of the underlyingB-tree. It requiresO((1+1/B logM/B N/B) logB N)
I/Os. To change the trajectory of a point p, all certificates in which p is involved
have to be updated, and these certificates are only placed in the ancestors of
the leaf storing p. Therefore, changing the trajectory of a point also requires
O((1 + 1/B logM/B N/B) logB N) I/Os.

Assuming that there is no trajectory change, we count the total number of
events, which is bounded by the total number of winner changes at all nodes. Let
P (v) denote the set of points in the subtree rooted at a node v. We consider the
arrangement in the ty-plane, defined by the trajectories of points in P (v). Then
a winner change at v is corresponding to a breakpoint of the lower envelope of
the arrangement. Thus, the complexity of the lower envelope bounds the number
of events. Let s be the maximum number of intersections between two points
in S. If the trajectories are continuously defined over t-axis, the complexity of
the lower envelope of the arrangement is bounded by λs(|P (v)|), where λs(x) is
the maximum length of a Davenport-Schinzel sequence of order s on x symbols,
and λs(x)/x is known as an extremely slowly growing function of x; see [6]. For
each level i, the sum of the complexity of the lower envelope corresponding to
nodes at level i is λs(N). Therefore, the total number of events is bounded by
O(λs(N) logB N). We also mention that if the trajectories are partially defined
over t-axis, the complexity of the lower envelop is bounded by λs+2(|P (v)|).

Theorem 9. Let S be a set of N moving points along the y-axis. We can store
S in an external kinetic tournament of size O(N/B) blocks. The amortized cost
of a certificate failure and trajectory change is O((1 + 1/B logM/B N/B) logB N)
I/Os. If the trajectories of the points do not change and defined as continuous
(resp. partial) functions of time, the total number of events is O(λs(N) logB N)
(resp. O(λs+2(N) logB N)), where λs(x) is the maximum length of a Davenport-
Schinzel sequence of order s on x symbols, and s is the maximum number of
intersections between two points in S.

5.4.2 Extension for a Better Trajectory Update

We modify our KDS to reduce the I/O-complexity of a trajectory change. To do
so, we reduce the number of certificates in which a vertex is involved. Consider
the certificate with the minimum failure time in the event queue. We observe
that if the certificate is associated with an edge {u, v} in M, u is the lowest
vertex in Lk+(v) or the highest vertex in Lk−(v).

We consider M as a constant number of forests of rooted trees, as discussed
in Section 5.1. For each vertex v in a forest, we store the children of v in two
external kinetic tournaments T ↑(v) and T ↓(v). In T ↑(v), the trajectory of a
vertex u is set to fu(t) unless u is in Lk−(v), in which case the one of u is set to
∞, and the winner of T ↑(v) is the lowest. T ↓(v) is maintained in the same way,
but the trajectory of a vertex u is set −∞ if u is in Lk+(v), and the winner of
T ↓(v) is the highest. When the height of the winner u of T ↑(v) becomes smaller
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than the height of v (a local event occurs), we change the trajectory of u to ∞
in T ↑(v) and change the trajectory of u to fu(t) in T ↓(v). When the height of
the winner u of T ↓(v) becomes larger than the height of v, similar changes are
made — The trajectory becomes a partial function.

Instead of maintaining the certificates associated with all edges incident to v
in M, we only maintain a certificate associated with an edge {u, v} if u is the
winner of T ↑(v) or T ↓(v), or the parent of v in a forest. Note that additional
certificates for the external kinetic tournaments are required and it is bounded by
O(logB d(v)). Therefore, there are O(logB d(v)) certificates in which v is involved
and a trajectory change can be done in O(logB N + logB d(v)/B logM/B N/B))
I/Os.

The number of internal events increases since any certificate failure for T ↓

and T ↑ is considered as an internal event. As the trajectory of a point is
defined as a partial function, O(λs+2(d(v)) logB d(v)) events occur for each of
T ↓(v) and T ↑(v). The total number of internal events is therefore bounded by
O(N logB(d)λs+2(d)/d), where d is the maximum degree of vertices in M.

Now we need O(N) many external kinetic tournaments. If we store each
external kinetic tournaments separately, it requires O(N) blocks. We avoid this
by storing the external kinetic tournaments of small degree vertices all together.
We collect all vertices of degree less than B, and keep their external kinetic
tournaments in continuous blocks. Then O(N/B) blocks are enough for those
structure.

Theorem 10. Given a time-varying terrain Σ with N vertices, we can store
the contour tree of Σ in O(N/B) blocks. The amortized cost of handling a
certificate failure is O(log2

B N) I/Os. The trajectory of a vertex can be changed
in O(logB N + logB(d)/B logM/B N/B) I/Os, where d is the maximum degree
of vertex in M. If the trajectories of vertices do not change, the total number of
events is O(κ+N logB(d)λs+2(d)/d), where κ is the number of events changing
T and λs(x) is the maximum length of a Davenport-Schinzel sequence of order s
on x symbols.
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