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Abstract

In many data exploratory tasks, extraordinary and rarely occurring patterns
called outliers are more interesting than the prevalent ones. For example, they
could represent frauds in insurance, intrusions in network and system mon-
itoring, or motion in video surveillance. Decades of research have produced
various outlier detection algorithms. It is commonly known that these algo-
rithms are difficult to apply and interpret in practice for a variety of reasons.
In this thesis we propose novel algorithms that provide robust performance,
support for validation and interpretability for outlier detection in practice and
we empirically evaluate them on synthetic and real world data sets.

First, we tackle the problem that most algorithms leave the end user with-
out any explanation of how or why the identified outliers deviate. Such knowl-
edge is important for domain experts in order to be able to validate the output
of outlier detection algorithms and perhaps then take necessary actions. To
this end we develop an algorithm that outputs an outlierness score and an ac-
companying explanation in the form of relevancy feature weights to each data
point. We further present a general explanation technique that given a query
point on input, outputs its outlier explanation in the form of the attribute
subset where the point is the most separable from the other data.

In the second part we address the problem that unsupervised outlier detec-
tion algorithms require a lot of user input for model selection which leads to
poor overall performance. Furthermore, in many applications some labeled ex-
amples of outliers are available but not sufficient enough in number as training
data for standard supervised learning methods. As such, this valuable infor-
mation is typically ignored. We introduce a new paradigm for outlier detection
where supervised and unsupervised information are combined to improve the
performance while reducing the sensitivity to parameters of individual outlier
detection algorithms. We do this by learning a new representation using the
outliers from outputs of unsupervised outlier detectors as input to a super-
vised classifier. The resulting method is robust to parameters and as such it
can be easily applied to data by non-experts in data mining. We also consider
the case where computational resources at test time are limited and intro-
duce a feature selection technique that respects a computational budget while
retaining good predictive performance.
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Resumé

I udforskning af data er der mange situationer hvor det er mere interessant at
finde sjældne mønstre, såkaldte outliers eller anormaliteter, end mønstre der
forekommer ofte i dataene. De kan fx repræsenterer forsikringssvindel, angreb
på netværk eller bevægelse i videoovervågning.

Årtiers forskning har produceret flere forskellige algoritmer til at finde
anormaliteter i data. Det er alment kendt at disse algoritmer, af flere forskel-
lige årsager, er svære at anvende og fortolke i praksis. I denne afhandling
foreslår vi nye algoritmer som giver robust ydeevne, understøtter validering
af resultater og som giver mulighed for at fortolke anormaliteterne i praksis,
og vi evaluerer dem empirisk både på syntetisk data og data fra den virkelige
verden.

Den første problemstilling som vi takler, er at de fleste algoritmer ikke
giver brugeren nogen forklaring på hvordan eller hvorfor de detekterede anor-
maliteter afviger fra resten af dataene. Denne viden er vigtig for domæne
eksperter for at de kan validerer resultatet af algoritmerne og derefter tage de
nødvendige tiltag.

Til dette formål udvikler vi en algoritme, der returnerer en anormalitetss-
core og en forklaring til hvert datapunkt, hvor forklaringen er en vægtning af
hvor meget datapunktets forskellige attributter bidrager til detekteringen. Vi
præsenterer derudover en general forklaringsteknik, som givet et datapunkt
som input, returnerer dets anormalitetsforklaring som den delmængde af dat-
apunktets attributter hvor det er mest separeret fra resten af dataene. I den
anden del behandler vi problemet at uovervågede anormalitetsdetekteringsal-
goritmer kræver meget brugerinput for at vælge en god matematisk model,
hvilket degraderer algoritmernes generelle ydeevne. Endvidere er der i mange
anvendelser nogle annoterede eksempler tilgængelige, men ikke nok til at de
kan anvendes i de almindelige overvågede læringsmetoder. Derfor ignoreres
denne ellers værdifulde information normalvis.

Vi introducerer et nyt paradigme for anormalitetsdetektering hvor infor-
mation fra overvågede og uovervågede metoder kombineres for at forbedre
den generelle ydeevne, alt imens følsomheden overfor valg af parametre til de
enkelte metoder mindskes. Vi gør dette ved at lære en ny fortolkning af anor-
maliteterne, ved at give resultaterne af de uovervågede metoder som input til
en overvåget klassificeringsalgoritme. Resultatet er en metode der er robust i
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forhold til parametre og derfor let kan anvendes til at lave data minering af
personer som ikke er eksperter. Vi overvejer også tilfældet hvor de beregn-
ingsmæssige resurser er begrænsede og introducerer en teknik som overholder
et beregningsbudget mens den samtidig bevarer en god forudsigelsesevne.
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Chapter 1

Introduction

The goal of data mining is exploration. For air traffic controllers, system
administrators fighting attackers, forensic experts looking for forgeries, banks
monitoring fraudulent credit cards transactions, designers of spam filters or
biologists looking for overexpressed genes it is the extraordinary data that
are more interesting than the prevalent patterns. We call these rare events
outliers, or anomalies. They may represent interesting phenomena, important
changes in the environment, faults, threats or simply measurement errors.

Numerous unsupervised methods to detect outliers have been presented
in the literature. They are based on statistical modelling, distances to near-
est neighbors, differences in densities, subspace measures or various heuristics.
Their product is usually not a binary discrimination between outliers and nor-
mal data (“inliers”), but a scoring where each point gets a real-valued number
proportional to its outlierness. All data points are then ranked according
to their outlierness and top-k results are returned to the end user as outlier
candidates.

Unfortunately, existing unsupervised outlier detection methods have not
yet found their path to practice, whether it is industry or research in nat-
ural and social sciences. The reason is both their decreased usability and
insufficient performance. Regarding usability, there is a zoo of algorithms,
sometimes with multiple parameters, and a lack of reliable evaluation studies
that could provide guidelines on which algorithm to pick in which context.
The parameters of the algorithms are typically rather sensitive and it requires
a certain amount of data mining knowledge to set them. Moreover, the ma-
jority of these algorithms do not provide an intuitive explanation of why a
particular outlier got selected, which makes further analysis and validation of
the results complex. Regarding performance, each algorithm finds a specific
kind of outliers while in practice data often contain outliers of many different
kinds. They cannot be identified by a single outlier detector and that leads
to a low performance of these detectors.

In many applications, some examples of previous outliers are available.
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4 CHAPTER 1. INTRODUCTION

Even if they may not be sufficient in number for standard supervised classifi-
cation, they are a valuable source of information which is often ignored. La-
beled examples could be used to guide the process of detection of new outliers.
The goal of the domain expert typically is not to find all types of deviations
in the data but to find specific kinds of anomalies that represent important
phenomena or events. It is rather difficult to express this user intent in terms
of prior knowledge when setting up unsupervised outlier detectors. An accu-
rate mathematical definition of the sought-after patterns is usually not known
and therefore incorporating labeled examples can be a possible solution.

In this thesis, we take a step forward to bridge the gap between the results
of outlier detection research and its practical usage in science or industry.
The specific requirements differ from application to application but we have
identified several major issues that we further study in this thesis: the lack of
explanatory information to facilitate interpretation and validation of outlier
detection results, the difficulty of manual selection of appropriate unsupervised
detectors, and their inability to incorporate labeled examples.

1.1 Thesis Outline

The subject of the thesis is logically divided into two parts, explaining outliers
and guiding outlier detection, and so are the included publications. Outlier
explanation is introduced in Chapter 2 and outlier representation learning is
outlined in Chapter 3.

Chapters 4-7 are self-contained publications and manuscripts. The first
two publications, Explaining outliers by subspace Separability and Local Out-
lier Detection with Interpretation, deal with outlier explanation while the
other two, Learning outlier ensembles: the best of both worlds, supervised
and unsupervised and Learning representations for outlier detection on a bud-
get, provide a link between unsupervised outlier detection and example-based
learning.

Chapter 4: B. Micenková, R. T. Ng, X-H. Dang, I. Assent. Explain-
ing outliers by subspace Separability. In Proc. of IEEE Int. Conf. on
Data Mining (ICDM), 2013

Chapter 5: X-H. Dang, B. Micenková, I. Assent , R. T. Ng. Local
Outlier Detection with Interpretation. In Proc. of European Conf. on
Machine Learning and Principles and Practice of Knowledge Discovery
in Databases (ECML/PKDD), 2013

Chapter 6: B. Micenková, B. McWilliams, I. Assent. Learning out-
lier ensembles: the best of both worlds, supervised and unsupervised.
In Proc. of ACM SIGKDD Workshops (ODD2), 2014
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Chapter 7: B. Micenková, B. McWilliams, I. Assent. Learning rep-
resentations for outlier detection on a budget. Under review

1.2 Other Contributions
Apart from the publications included in my thesis, I also co-authored the
following publications and manuscripts related to outlier detection:

• X-H. Dang, B. Micenková, I. Assent, R.T. Ng. Outlier detection with
space transformation and spectral analysis. In Proc. of SIAM Int. Conf.
on Data Mining (SIAM SDM), 2013

• G. O. Campos, A. Zimek, J. Sander, R. J. G. B. Campello, B. Mi-
cenková, E. Schubert, I. Assent and M. E. Houle. On the evaluation of
Unsupervised Outlier Detection Methods. Under review

Further, during my PhD studies, I conducted research in the area of social
network mining which resulted in the following publications and manuscripts:

• M. Magnani, B. Micenková, L. Rossi. Combinatorial Analysis of Multi-
ple Networks. arXiv preprint arXiv:1303.4986

• C. Bothorel, J-D. Cruz Gomez, M. Magnani, B. Micenková. Clustering
attributed graphs: models, measures and methods. Network Science
Journal, 2015

Finally, I also extended my previous research in the area of document analysis
and ink stamp detection:

• B. Micenková, J. van Beusekom, F. Shafait. Stamp Verification for Au-
tomated Document Authentication. In Proc. of Int. Workshop on
Computational Forensics (IWCF), 2012





Chapter 2

Explaining Outliers

2.1 Background

Although detection of outliers in databases has been widely studied, exist-
ing algorithms are often found impractical by end users because they provide
no information to facilitate the process of validation and interpretation of
the results. It is typical in outlier detection that several types of outlierness
occur, each of them caused by a different mechanism, and not all of them
are equally interesting to the end user who is a domain expert. For exam-
ple in astrophysics, outliers can represent new phenomena such as stars or
mere measurement errors. In credit card transactions, outliers may indicate
a card abuse or an abnormal but legitimate usage. In a network intrusion
detection system, outliers correspond to attacks of different kinds and signif-
icance. When the outliers in the data are identified, the next step is their
interpretation by the domain expert who can then take necessary actions.

The great majority of outlier detection algorithms output a real-valued
number to each point in the database. It is called an outlier score and it ex-
presses the proportion of outlierness of that point. Top k of the most intense
outliers are then returned to the user for further study. However, manual
validation of such results becomes tiresome without further clues. For multi-
dimensional data, it may not be clear why a certain point has been given an
unusually high score. According to a vast amount of existing outlier detection
algorithms, a point can be outlying even if none of its attributes have extreme
values [3]. Validating high-dimensional outliers therefore is an important and
open problem. To make outlier detection usable in practice, additional infor-
mation is needed in order to help explain how and why the outliers deviate.

We will use the term outlier explanation to denote the task of describ-
ing what distinguishes a given query object from the rest of the database.
The term is perhaps a bit ambitious since explanation is usually connected
to causality. Nevertheless, if the attributes of the data represent the reality
well, the outlier explanation should indeed help the domain expert understand
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8 CHAPTER 2. EXPLAINING OUTLIERS

what mechanism generated and caused the anomaly. In case that the outlier
was detected by an algorithm, then the algorithm serves as an implicit “expla-
nation”. However, this information is often not sufficient to support decision
making process. Since the explanations are supposed to help the end user
understand the generating mechanism, they should be intuitive. Considering
that the amount of data can be large, they should also be concise.

In contrast to outlier identification, not much attention has been paid to
the topic of outlier explanation overall in the literature. In brief, a handful of
outlier detection algorithms offer additional information that could help inter-
pret their results, but none of those explanatory mechanisms can be decoupled
from its detection technique. [68] provide an outlier plot which shows how data
is distributed in the vicinity of the analyzed object. From the plot, one can
assess whether the object is inside a cluster, a part of a micro-cluster or if it is
an outstanding outlier. Both [43] and [47] return an attribute subspace. While
[47] derive a subspace where the data in the vicinity of the outlier exhibit
low variance, [43] return a subspace S such that the outlier is not dominated
by any other outlier in any subspace T ⊂ S. [50] find outliers in arbitrary
subspaces that are not axis-parallel and they offer an explanation in the form
of an error vector that represents the minimal required movement of a point
to fit in the data distribution. In [64], the outlier score is an aggregation of
measures calculated in relevant attribute subspaces. A subspace is considered
relevant if the neighborhood of the object is not uniformly distributed. A set
of multiple relevant subspaces could be returned as an explanation.

All the presented explanations are provided as a by-product of an out-
lier detection algorithm and thus they are tied to a specific outlier definition.
However, an independent outlier explanation technique is useful such that it
takes a query point on input, assuming that it is an outlier, and it provides a
description of how the point differs from the rest of the data. The task of pro-
viding an independent explanation to a given outlier has only been addressed
for specific types of data. [6] return a combination of attributes as an expla-
nation for a given outlier in a database but all attributes must be categorical.
[27] derive association rules to explain categorical data. Differently from the
last two approaches, we assume numerical data on input.

Even without knowing the context of the application, it is reasonable to
assume that the end user who also is a domain expert understands the meaning
of the attributes. Therefore, we suggest to present her with an explanation
in the form of a combination of the original attributes that best manifest the
unusualness of the query object, or with relevancy weights assigned to each
attribute.

The synonyms for outlier explanation in this context that can be found in
the literature are: outlier interpretation [19], outlying property detection [6],
outlier characterization [77] or outlying aspects mining [24].
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2.2 Proposed Solution

We take two different paths to push outlier detection towards better explain-
able results.

1. We propose a novel algorithm that detects outliers and suggests their
explanation in terms of the most important dimensions (Local Outlier
Detection with Interpretation).

2. In order to facilitate an analysis of results of other outlier detection
algorithms, we propose an explanatory component for outliers—an in-
dependent method that recommends an interpretation in the form of a
concise subset of the original dimensions for any query object (Explain-
ing Outliers by Subspace Separability).

The first approach corresponds to the publication in Chapter 5 and the
second approach to the publication in Chapter 4. In both publications we
argue that an attribute subspace in which an outlier is separable from other
data appears to be a practical form of its explanation because it gives the
analyst a clue about how the outlier could have been generated. Apart from
the fact that one of them primarily solves the outlier detection task while the
other one focuses on the outlier explanation task, the key difference between
them is the semantics of the explanations that they return. Let us provide
brief descriptions of the two approaches here.

Local Outlier Detection with Interpretation

We develop an algorithm that can rank objects in a database according to
their outlier degrees and return top n outliers for a given n. At the same time
each outlier is associated with a small subset of weighted features explaining
why the object is exceptional. The features are weighted according to the
degree to which they contribute to discriminate the object as an outlier.

We define an object as anomalous if its density value is significantly dif-
ferent from the average density of the neighboring objects (a reference set). It
is standard in many existing studies [13, 47] to select k nearest neighbors as
the reference set. There is two problems with this approach: 1) identifying a
proper value of k is not trivial, 2) the set of nearest neighbors may also con-
tain nearby outliers or data from several distributions. Both strongly affect
the statistical properties of the set. Our objective is to ensure that all objects
in the neighboring set are inliers and come from the same distribution.

In our task, we expect small uncertainty and high purity of the reference
set in order to infer that the points come from the same distribution. Entropy
is used to measure uncertainty and it is defined as H(X) = −

∫
p(x) log p(x)dx

where X is a continuous random variable and p(x) is its probablity density
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function. Unfortunately, it is not easy to quantify entropy according to Shan-
non’s definition because it requires p(x) to be known. Instead, we use Renyi
entropy which is easier to compute as we will show later:

HRα(X) = 1
1− α log

∫
p(x)αdx, for α > 0, α 6= 1. (2.1)

Shannon entropy is a special case of Renyi entropy for α approaching 1. For
the ease of practical computation, we set α = 2.

Let us select the initial reference set, R(o), as the set of nearest neighbors
of point o. p(x) can be approximated via Parzen window technique by placing
a kernel at each point:

p(x) = 1
s

s∑
i=1

G(x− xi, σ2). (2.2)

This leads to a direct computation of the local quadratic entropy:

QE(R(o)) = − ln
∫ (1

s

s∑
i=1

G(x− xi, σ2)
)1

s

s∑
j=1

G(x− xj , σ2)


= − ln 1

s2

s∑
i

s∑
j

G(xi − xj , 2σ2). (2.3)

The convolution property of two Gaussian functions enables us to remove the
integral. The sum within the logarithm can be interpreted as information
potential.

Now that we can measure the local information potential, we propose to
find an optimal reference set of no less than k instances (a user parameter) with
the highest potential (=the lowest entropy). We start with a set of s nearest
neighbors (in our experiments, s = 2k). Instead of evaluating all

∑s
i=k

(s
i

)
possible combinations, which is computationally prohibitive, we propose a
heuristic approach. When a removal of a point from the set inflicts a small
decrease in information potential, it means that the point loosely interacts
with the other points and it either comes from a different distribution or it
is an outlier. We rank points according to the inflicted information potential
drop in decreasing order and remove those behind the first significant gap such
that no less than k instances remain.

Having developed an approach to select a reference set R(o) without out-
liers for a point o, we now perform local dimensionality reduction to find a
subspace free from irrelevant features. We desire a subspace where the point
is the most separated from every point in its reference set while the refer-
ence set itself exhibits high density. Thus, we want to learn a direction w
(1-dimensional subspace) where the variance of the reference set (V ar(R(o)))
projected onto it is minimized while the variance between the projected point
and the projected reference set (D(o,R(o))) is maximized.
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The optimal direction can be found by maximizing the following objective
function through eigenvalue decomposition:

J(w) =
D(o,R(o))
V ar(R(o)) .

Once the optimal direction of a point o is known, we use it to compute
the local anomalous degree of the point, LAD(o) which is a ratio between the
statistical distance (distance in terms of the standard deviation) of o to R(o),
and the average statistical distance of each point in R(o) to its own reference
set. If o is a normal point, its LAD valuse will be close to 1 while if it is an
outlier, it will be greater than 1.

To retrieve the outlier explanation, we directly utilize the optimal direction
w because its components are truly the weights of the original features. The
feature corresponding to the largest absolute component is the most important
one and so on. The user can choose how many features he or she wants to
inspect to interpret the outlier.

Unlike most of existing unsupervised outlier detection techniques, our al-
gorithm performs both outlier detection and explanation at the same time,
facilitating the exploration process for the end user.

Explaining Outliers by Subspace Separability

We define an explanatory subspace as a low-dimensional attribute subspace
where the query point exhibits high deviation. Ideally, the deviation is mea-
sured by an outlier scoring function which is not dependent on the dimen-
sionality of the space where it is quantified. Then, it is possible to compare
scores from different subspaces and choose the one(s) where the query point
has the highest score. The challenge of such an approach is two-fold. First,
all distance-based outlier scoring functions are biased due to the curse of di-
mensionality. For some of them, heuristic normalization techniques have been
proposed [45] but the problem still remains open. Second, the problem of
finding explanatory subspaces is computationally prohibitive due to the ex-
ponential number of subspaces. Therefore, we propose a new definition of
deviation, a subspace selection principle that can handle the dimensionality
bias, and a framework that enables fast retrieval of explanatory subspaces.

We observe that the deviation of a point is related to its separability from
the other data. In classification, separability of sets of points can be measured
by the accuracy of a classifier. Therefore, we convert the problem of measuring
deviation of a point into classification. Separating one point from the rest
of the data is not meaningful in classification and therefore we generate an
artificial “outlier” distribution around the query point p, Nd(p,Σ), where Σ
is a d × d scalar matrix Σ = λ2I and λ is set proportional to k-distance(p)
(distance to the k-nearest neighbor). If f(x) is the probability density function
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of x ∈ DB and gp is the artificial Gaussian distribution around the query point
p, we quantify separability as

sep (p) = 1/
∞∫
−∞

min
(
f(x), gp

)
dx.

The less overlap of distributions, the more separable the point is.
To approximate separability, we sample a classification set (an outlier and

an inlier class), instantiate a linear classifier, estimate a separating hyperplane
and calculate an accuracy of the resulting classification. To create the outlier
class, we sample as many points from gp as we have inliers such that the
classification is balanced. Practically this means that we generate a set of
artificial points in the vicinity of the query point.

It is crucial that the separability of a query point in a subspace can be
measured as the accuracy of classification of the set projected in that subspace.
If the classes are well separable in a subspace it means that the point deviates
from the normal data in that subspace. The subspaces where the separability
is high and at the same time the dimensionality is small are good explanatory
subspaces. A great advantage of our measure is that such projections can
be found fast due to a range of well-tuned techniques that have been exten-
sively studied under the name feature selection. Feature selection has been
used in classification to improve learning performance by removing irrelevant
and redundant attributes. We apply it in a novel way—to find explanatory
subspaces.

The time complexity of the whole algorithm is now dominated by the
complexity of the feature selection technique that further depends on the
dimensionality and size of the data. For large data sets, finding explanations
could be slow and therefore we provide a mechanism of sampling.

Besides oversampling the outlier class, we subsample the inlier class at the
same time. More precisely, we define a reference set of a point p, Rk(p), to
be the set of points x whose distance from p is less or equal to the k-distance
(distance to its k-nearest neighbor):

Rk(p) = {x ∈ DB \ {p} | d(p,x) ≤ k-distance(p)}.

Then, the subsampled inlier class is constructed as a union of the reference
set and a set of randomly drawn points from the rest of the data set

I ′p = Rk(p) ∪ {qi}r1,

where qi ∈ DB \ Rk(p) \ {p}, and r = |Rk(p)|. This setting has been found
empirically and it is illustrated in Fig.2.1.

Ideally, we wish to include all the data that are in the vicinity of the query
point in each subspace (to calculate separability precisely), however, traversing
and searching for the nearest neighbors in all the subspaces is computationally
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Figure 2.1: Sampling the classification set. Red crosses denote artificially
generated points that (together with the outlier marked by a star) form the
outlier class. Blue points inside the circle are the reference set, blue points
outside the circle are randomly subsampled points from the rest of the data
and altogether they form the inlier class.

unacceptable. The reference set includes nearest neighbors computed in the
full space. These are likely to be close to the query point in some subspaces
but it is not a rule. See Fig. 2.2 for an illustration. An outlier (the same in all
plots) is marked by a green star and two different 2D subspace projections of
the same 10-dimensional data are shown. Grey crosses denote the projected
data points, blue dots the nearest neighbors from the full space and blue boxes
are randomly selected points. Red dots are artificially generated data. The
leftmost plots display the projected reference set, the middle ones show how
the reference set itself is separable from the outlier class, and the rightmost
plots depict the final classes. It illustrates that an explanatory subspace can-
not be derived by analyzing only the vicinity of the query object in the full
space and it is necessary to include other randomly subsampled points.

2.3 Contributions and Key Findings

The contributions of LODI (Local Outlier Detection with Interpretation) are
the following:

1. a measure of local entropy (or information potential) and an effective
algorithm to compute it,

2. a heuristic of finding a reference set of neighboring data points that come
from the same distribution or cluster,

3. a novel local outlier detection measure,
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Figure 2.2: Sampling the classification set.

4. an explanation of each outlier in terms of the most relevant features with
weights.

These are the contributions of EOSS (ExplainingOutliers by Subspace Separability):

1. we discuss meaningfulness of different kinds of explanatory information
and propose a small attribute subset in which the outlier shows a great
deviation from other data,

2. definition of separability of a data point in a subspace as a measure of
its unusualness in that subspace,

3. a fast approximation algorithm to find explanatory subspaces, avoiding
the exponential cost of exhaustive search,

4. an empirical evaluation of the method on synthetic and real data sets.

2.4 Supplementary Related Work
Since the work introduced in this chapter and detailed in Chapters 4 and 5 was
published a while ago, here we update the list of related work. The following
relevant publications appeared recently.

[21] propose an outlier detection algorithm for high-dimensional data based
on spectral graph embedding theory. Besides an outlier score, the algorithm
provides a succinct subset of discriminative features to each outlier.
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The most recent study from 2015 [24] deals with the problem of indepen-
dent outlier explanation1 for numeric data, rather than explainable outlier
detection. For a query object, they find the subspace best manifesting its
unusualness. They compare different subspaces using rank statistics of the
probability density of the query object. To retrieve the subspace fast, they
present a heuristic pruning technique. Unfortunately, they do not provide an
empirical comparison with our method.

2.5 Discussion and Future Work

In general, it is very difficult to evaluate outlier explanations. With synthetic
data, one can generate outliers in specific subspaces but it is rather rare to get a
real-world data set with annotated attribute subsets. Moreover, the semantics
of such annotations may not match those that an algorithm produces. E.g.,
LODI selects important dimensions based on a deviation from a reference set
while EOSS returns an attribute subset in which the query point is the best
separable from the database. Thus, we can say that the explanations derived
by LODI are local while EOSS explanations are global. We have evaluated the
accuracy of explanations provided by both algorithms on synthetic data. For
real world data, we could only assess the meaningfulness of the explanations
by means of heuristics and via visualization. Interesting future work involves
an experimental study with domain experts who could evaluate the quality
of the recommended outlier explanations. to decide which of them are more
meaningful and in which domain.

There is a conceptual difference between LODI and EOSS. LODI primarily
is an outlier detection algorithm which provides outlier scores to each data
point and outlier explanations as a side product. EOSS is a standalone outlier
explanation technique which expects a query object on input to describe how
it differs from the rest of the database. The input outlier could have been
obtained automatically by another outlier detection algorithm or it could have
been revealed naturally by a change in the environment (e.g., a machine fault).
Even if the input point is not an outlier per se, the algorithm will return its
most outlying subspace.

Regarding EOSS, there is a lot of potential for future work. More robust
explanations could be derived if an ensemble of classifiers was employed in-
stead of a single classifier. Currently, the process of generation of the artificial
outlier class around the point and the subsampling of the inlier class affect
the resulting solution. An ensemble can easily be instantiated by repeating
the sampling of the classification set and building a model for each sample.
Through sparse estimation, each model would select a set of important at-
tributes. A challenge remains to combine these attributes in order to find a
stable set to present to the user.

1Instead of outlier explanation, the authors use a term outlying aspects.
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Further, separability was used as a measure of unusualness of a data point
in a subspace to find subspaces where the point is well explainable. However, it
could further be exploited to perform outlier identification under the subspace
paradigm. Because of how the classification set is sampled, it is comparable
for a single point across different subspaces, but not for multiple points in
the same subspace. Currently, the outlier class (width of the distribution) is
selected w.r.t. the k-nearest neighbor, and thus it already varies with the local
density. However, in order to make the separability scores comparable and
robust, further study of this problem is necessary. Additionally, a combination
of scores from multiple subspaces would result in a more stable outlier ranking.

Both presented approaches are based on the assumption that the outlier is
linearly separable from the rest of the data in some subspace. That seems to be
a reasonable assumption in practice but we want to point out that in case that
the majority data exhibit non-convex shapes, different form of explanations
may be suitable. We leave these questions open for future work.



Chapter 3

Guiding Outlier Detection

3.1 Background

As detailed in Chapter 2.1, in practice there are often several mechanisms that
generate outliers and not all of them are equally important for the domain ex-
pert. For example, in a forensic database of document images, an anomalous
record may be a counterfeited or a poorly scanned document. Rather than
finding all deviating records, the goal becomes finding the counterfeited docu-
ments. In other contexts, it can be intrusions in network connections, diseases
in medical data or frauds in insurance claims. The domain expert already
has specific semantics of the outliers in mind as well as some prior knowledge
about them and often also a few previous examples. If we can combine all
this information in an algorithm, we can do outlier detection more effectively.

Unsupervised outlier detection algorithms discover generic deviating pat-
terns. They typically output an outlier score which is based on statistical
properties [8], distances to other data [42], local densities [13] or subspace mea-
sures [47]. It is possible to incorporate domain knowledge in these algorithms
by choosing a custom distance metric or by setting certain user parameters.
However, selecting an appropriate algorithm and a parameter setting requires
a fair amount of data mining knowledge and that makes application of these
algorithms in other domains difficult. Furthermore, unsupervised detectors
find outliers of a single definition which limits their performance.

To avoid the problems with manual algorithm selection and parameter tun-
ing, and at the same time increase the performance, outlier ensembling has
been proposed [2, 90]. Multiple outlier scoring algorithms are run in parallel
and their output scores are combined. An ensemble can simply aggregate the
scores of all available algorithms for each point [29, 54]. More sophisticated
heuristics to build a diverse ensemble have been proposed [65, 72, 76, 91] but
open issues remain: 1) The initial set of algorithms still must be carefully
selected such that their outputs are diverse and uncorrelated, and 2) the in-
dividual outlier scores must be adequately normalized so that they can be

17
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compared and that is not trivial [49]. Outlier ensembles can yield somewhat
better performance than single outlier detection algorithms but if there are
weak detectors among the initial set, they may severely deteriorate the overall
performance.

When examples of outliers are available, these can be used to learn a
classification model that distinguishes outliers from other data in a supervised
way [17]. However, the collection of training data is a bottleneck in outlier
detection. Due to the natural imbalance of the problem, much fewer labeled
outliers can be obtained than inliers. The scarcity of outliers makes it difficult
to model the outlier class or apply standard classification methods. Moreover,
perhaps the most desired property of an outlier detection system is to be able
to detect previously unseen anomalies and that is not quite aligned with the
supervised learning paradigm. One-class classification [81] tries to describe
only one class of the data and it can be applied in cases where enough labeled
normal data is available. However, in applications like intrusion detection, it is
not guaranteed that the “normal data” are not contaminated with anomalies
that had not been revealed. Also, one-class classification suffers from other
problems like complex parameter setting.

In short, unsupervised outlier detection techniques have insufficient perfor-
mance in practice and they require a lot of user input for model selection while
supervised approaches are limited by scarce training data and they have prob-
lems detecting novel anomalies. We propose to combine these two paradigms
to overcome these issues and make outlier detection more usable in practice
with increased performance and less required prior knowledge. We use multi-
ple unsupervised outlier detectors in the spirit of outlier ensembles. Instead
of requiring a lot of prior knowledge from the end user to build the ensemble
in an unsupervised way, we use previously seen labeled examples to guide the
process.

From a different perspective, the process of running outlier detectors on
the data and using their outputs as inputs to a supervised learning problem
can be viewed as learning an outlier representation. The idea that good rep-
resentations of the data can be obtained by means of solving an unsupervised
learning problem is essential in the field of representation learning [10] (also
called feature learning). Instead of using original features that are often math-
ematically inconvenient to process by classifiers, feature learning techniques
are designed to learn a better feature representation from the original data.
These new features can then be exploited in machine learning tasks. This field
has recently become popular because of the success of the techniques based
on deep neural networks [9] that fit into this category.

The advantage of our proposed framework is that it enables to incorporate
domain knowledge in the features by selecting multiple relevant outlier detec-
tors. In case that irrelevant detectors are present in the initial set, they will
automatically be discarded during the learning process. On the other hand,
any strong outlier detector helps improve the performance. It is necessary
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that some labeled data are available but the method works well even if their
number is not very high. We also deal with the class imbalance problem that
naturally occurs in outlier detection.

As using multiple outlier detectors is computationally intensive, we further
deal with the scenario where computational resources at test time are limited.
We introduce a feature selection technique that respects a computational bud-
get while retaining good predictive performance.

3.2 Proposed Solution

We propose BORE, a BaggedOutlierRepresentation Ensemble. It is a frame-
work that combines both supervised and unsupervised information to detect
outliers from a data set and assigns outlier probabilities to all points.

We will use the term outlier scoring function (OSF) to refer to any algo-
rithm that assigns a real-valued score to each point in the data set. The score
corresponds to the degree of outlierness. The scales and interpretations of
different scoring functions may vary. An individual OSF can only find a single
type of outliers. Therefore, we combine them to provide a better feature rep-
resentation and detect multiple types of outliers. We define our transformed
feature space as a matrix where each column (feature) is an output of an OSF.
We can use any OSFs to construct the feature space but the goal is to cover
as diverse outlier definitions as possible so that all potential outliers can be
identified. As the original data in practice also contain useful information, we
add them to the transformed features. We will refer to such combined feature
space as an outlier representation.

We now incorporate the supervised information by learning a model in the
new combined feature space. We adopt logistic regression but in practice any
classifier could be used. Logistic regression models the probabilities describing
the outcomes of a binary dependent variable using a logistic function. Inherent
challenges of outlier detection are the class imbalance and heterogeneity of the
outlier class. We deal with both of them by adapting a standard re-sampling
method, bagging. Bagging constructs a number of bags consisting of uniformly
subsampled data points with replacement. It then averages the outputs of the
models trained on each of the bags. To re-balance the classes within the
bags, we sample an equal number of inliers and outliers uniformly from their
respective populations. As a result, the outliers across the bags will be more
similar than the inliers across the bags, nevertheless it is important to keep
the classes more or less balanced for the purpose of logistic regression.

Learning the outlier representation can be computationally intensive when
the data and the number of original features is large. This is typically not
a problem during training since each outlier scoring function (which results
in a transformed feature) can be run in parallel. However, at test time when
new instances are classified, their values for the transformed features need to
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be computed, and the computational burden can already be problematic. To
overcome this problem, we propose a classification strategy under a compu-
tational budget. Depending on the available resources expressed by the size
of the budget, we eliminate features at training time and guarantee faster
testing while retaining good performance. With every feature, we associate a
non-negative cost proportional to its actual computational cost. Our goal is to
select a subset of features such that their overall cost fits under the available
budget and at the same time they yield a good performance.

We rely on orthogonal matching pursuit (OMP) as a standard feature
ranking algorithm for linear and logistic regression [55]. Recently, a variant
of OMP, budgeted OMP, which takes feature costs into account has been pro-
posed [32]. It trades off the utility of a particular feature and the cost of
that feature. To fit a specified budget at test time, the top features from the
budgeted OMP ranking are selected such that the sum of their costs is less
or equal to the given budget. The bagging procedure used to handle highly
imbalanced data brings along the problem that the order of selected features
may be different in each bag due to the random subsampling. The question
of which features to include in the final model can be answered by stability
selection [58]. We obtain the solution vector which satisfies a given budget
constraint for each bag and then select a stable set of features as the set of most
commonly selected features across all bags. Finally, a classifier in each bag is
trained using the stable set of features. This solution of the budgeted outlier
detection problem is specifically bound to the bagged logistic regression.

In Chapter 6 we deal with the case where the normal class is contami-
nated with outliers and we experimentally show that our outlier representation
model can surpass a fully supervised model (which is trained on uncontami-
nated data) that uses original features. In Chapter 7 we study the case when
computational resources at testing time are limited for a fully supervised sce-
nario.

3.3 Contributions and Key Findings

The contributions of BORE (a bagged outlier representation ensemble) are
the following:

1. a framework that combines unsupervised and supervised information in
order to improve the performance of outlier detection,

2. a bagging procedure with non-uniform subsampling which can handle
the class imbalance inherent to outlier detection,

3. a feature selection technique that respects a computational budget while
retaining good predictive performance where computational resources at
test time are limited.
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There are several appealing characteristics of BORE that follow from its
setup:

• Any unsupervised outlier detector can be added as a feature. The end
user can incorporate domain knowledge by the choice of relevant detec-
tors, distance metrics and parameters. In our experiments, outlier de-
tectors were selected randomly, but it is expected that the performance
increases if the detectors are better tailored to the application.

• The proposed transformed features can complement an arbitrary anomaly
detection scheme. We use bagged logistic regression because of simplic-
ity and its appealing properties (i.e., enabling the following two points).

• The resulting output scores can directly be interpreted as outlier prob-
abilities thanks to the property of logistic regression.

• When feature costs are assigned, BORE can trade off the overall cost
and the performance unlike its competitors.

More findings follow from the experimental study.

• A small number of training outlier examples are sufficient to achieve good
performance. This can be explained by the suitability of our transformed
outlier representation space and the bagging procedure.

• The parameters bag size and number of bags (related to the bagging
procedure) are not sensitive and they can be left at their default values.
That means that BORE does not require any parameters to be set by
the user.

• If the normal data are not pure, BORE retains good performance be-
cause the bagging mechanism alleviates the effect of the contaminating
anomalies.

• Typically, better performance can be achieved if outliers are sufficiently
subsampled during the bagging process, even if that makes the bags
smaller. This is aligned with ensemble theory which finds that diversity
among models can significantly improve the results [52].

3.4 Discussion and Future Work
BORE could be categorized as a semi-supervised technique in a broad sense.
It does not fit in the standard semi-supervised setup where unlabeled data are
used as a regularizer for supervised learning though. It uses unlabeled data to
learn an efficient feature encoding of the problem domain. The labeled data
are then represented using these new features, and classification is done via
standard supervised learning. The idea has been implicit in several works, e.g.,
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one can perform PCA on the unlabeled data and then use the resulting low
dimensional representation for classification [88]. SSAD [30], a competitor that
we compare to in the experimental evaluation, is an example of an algorithm
with the standard semi-supervised setup. The advantage of BORE over the
standard semi-supervised algorithms is that it can improve as long as better
underlying unsupervised detectors are supplied.

From a different point of view, BORE can be seen as a first supervised
outlier ensemble. It learns weights of the base outlier detectors and depending
on the classifier it combines the weighted scores and outputs outlier proba-
bilities. In contrast to unsupervised ensembles, it does not have to struggle
with careful normalization of scores because it learns appropriate thresholds
between inliers and outliers from the training data.

Instead of logistic regression, it is possible to adopt a different classifier.
In general, linear classifiers are suitable. The outlier representation can be
considered as a highly non-linear transformation of the original space and
therefore not much benefit can be gained if a non-linear classifier is employed.
Also, non-linear classifiers have more user parameters which is not desirable.

In the context of the first part of the thesis, BORE does provide some
interpretation of the outliers in the data. As it learns the outlier representa-
tion, it assigns coefficients to features that correspond to outlier detectors run
with specific parameter settings. The coefficients can be viewed as importance
weights and the features with the highest (absolute values of) coefficients thus
describe the outlierness in the data most closely. Unlike in the methods pre-
sented in Chapter 2, this explanation is common for all outliers and rather
than describing why a particular outlier is different, it summarizes what types
of outliers are in the data. Nevertheless, it would be possible to provide a plot
of the individual outlier scores for each outlier to see which detectors were
successful in identifying them.

In future work it will be interesting to adapt BORE to a concrete appli-
cation scenario where the number of labeled outliers is low and the cost of
labeling is high. In such a scenario it is desirable t be able to build an initial
model already with very few or no labeled examples. Instead of relying on
the user to manually select and label more examples, the algorithm iteratively
queries labels of other points through an active learning strategy, and then
incorporate these labels and refines itself. Standard active learning strategies
pick points that are the least certain given the model (i.e., points close to the
hyperplane). Other strategies include quering those points that are expected
to inflict the biggest model change (or error reduction) when their label is
revealed. In case of ensembles, those points can be queried that the individ-
ual models the most disagree for. Outlier detection poses new challenges for
active learning as it is not clear how to query points when the class imbalance
is large.
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Chapter 4

Explaining Outliers by
Subspace Separability

Abstract

Outliers are extraordinary objects in a data collection. Depending
on the domain, they may represent errors, fraudulent activities or rare
events that are subject of our interest. Existing approaches focus on
detection of outliers or degrees of outlierness (ranking), but do not pro-
vide a possible explanation of how these objects deviate from the rest of
the data. Such explanations would help user to interpret or validate the
detected outliers.

The problem addressed in this paper is as follows: given an outlier
detected by an existing algorithm, we propose a method that determines
possible explanations for the outlier. These explanations are expressed
in the form of subspaces in which the given outlier shows separability
from the inliers. In this manner, our proposed method complements
existing outlier detection algorithms by providing additional information
about the outliers. Our method is designed to work with any existing
outlier detection algorithm and it also includes a heuristic that gives a
substantial speedup over the baseline strategy.

4.1 Introduction

In certain data analysis tasks, extraordinary objects (outliers) might be more
important than the prevalent patterns. Exceptional data e.g. among scien-
tific measurements may represent errors, but they can also indicate interesting
phenomena, such as new stars in astrophysical data or forgeries in a forensic
database of handwritten signatures. Given a database and a record identified
to be an outlier, the task of outlier explanation is to describe what distin-
guishes the outlier from the rest of the database.

This chapter was published as [61].
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SEPARABILITY

Existing outlier detection techniques find outliers based on certain criteria
(e.g. distribution, distance, or density) and they handle outlierness in two
different manners—as a binary property by labeling the data outlier/non-
outlier, or as a degree. Outlierness degree is a real-numbered value assigned
to each data point, reflecting the extent to which the point deviates from
other data points. Degrees enable outlier comparison and ranking. However,
almost all existing algorithms stop at the point of providing outlier ranking
and leave the user without any explanation of why some data points deviate
and how. Degrees do not bear any information about the form of outlierness,
it is merely a quantitative information while any qualitative information is
missing which makes interpretation of detected outliers hard. In particular,
interpretation can be problematic if the data consists of many attributes where
visualization or manual browsing is almost impossible. Thus, in order for
outlier detection to be more usable in practice, an additional explanatory
component is valuable.

In this paper we propose such an explanatory component that can extract
additional knowledge about outliers in large databases with many dimensions.
Specifically, given an outlier detected by existing outlier detection algorithms,
we propose a method that determines possible explanations for the outlier.
These explanations are expressed in the form of subspaces (attribute subsets)
in which the given outlier shows separability from the inliers. In this manner,
our proposed method complements existing outlier detection algorithms by
providing additional information about the detected outliers. The method
is designed to work with any existing outlier detection algorithm and it also
includes a heuristic that gives a substantial speedup over the baseline strategy
of searching through an exponential number of subspaces. For each outlier,
the method constructs a binary classifier to separate the outlier from the
inliers. Through extensive experimentation, we show that existing feature
selection methods for this classification task can be leveraged to yield a subset
of features that corresponds to a good explanation of the detected outlier.

The paper is organized as follows. Section 4.2 describes related work. In
Section 4.3, we discuss possible forms of explanations and propose a definition
of outlier explanation. Section 4.4 covers our approach to find explanatory
subspaces and Section 4.5 describes experiments on a synthetic benchmark
and several real-world data sets.

4.2 Related Work

Very little work has been done towards outlier explanations so far. Both the
two following studies concern the problem of outlier explanation1 but they
deal with categorical data: Angiulli et al. [6] measure the abnormality of

1The same problem has been called outlying property detection or outlier characteriza-
tion.
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combinations of attribute values featured by a given outlier with respect to
the entire data set (global properties) or its subset (local properties). Ertöz et
al. [27] present a whole framework for network intrusion detection (MINDS)
and they explain anomalies by association rules. In this way, explanations are
assigned to groups of outliers. Both of these methods assume categorical data
or require categorization of attributes whereas we propose a mechanism that
works with numerical (both discrete and continuous) attributes. Recently,
Smets et al. [77] have indicated that outlier identification alone, without
further explanation, is not sufficient. In that work, a method based on the
minimum description length (MDL) has been proposed to identify anomalies
from a transaction/binary data set. By the MDL approach, a data transaction
is an outlier if it needs to be encoded by an abnormally large number of bits.
This information can then be used to characterize the exceptional properties of
the outlying transactions. Akoglu et al. [4] also provide additional information
that can be used for outlier explanation. However, they use weighted graphs
in their work, and specific structures (such as near-cliques, heavy vicinities
or dominant heavy links) for abnormal graphs (i.e., outliers) must be defined
in advance in order to enable the feature extraction process. Unlike all these
studies, our paper aims to develop an explanation mechanism for outliers in
numerical data.

Only few outlier detection studies considered providing some qualitative
information to explain the form of outlierness [3]. In multi-dimensional data
analysis, distance-based (DB) outliers [42] have been widely used. By defini-
tion, they are such data objects where a predefined fraction of the database
lies greater than distance D from them. Knorr and Ng [43] explain such out-
liers by the principle of dominance. They differentiate strongest and weak
outliers, where an outlier o is strongest in some subspace S of the database
iff there is no other object in any subspace T ⊂ S that dominates o. By
this principle, an outlier is compared to every other outlier in the database
in different attribute subspaces. This framework, however, does not scale up
well for high dimensional data.

Density-based approaches (e.g. Local Outlier Factor—LOF [13]) measure
the density of an object compared to the density in its neighborhood. For high
dimensional data, angle-based outlier factor (ABOF) [46] has been proposed
to assess the variance in angles among the difference vectors from the ana-
lyzed object to other objects in the database. Both of these methods output
outlier scores and thus enable outlier ranking. However, they do not provide
additional information to explain the outliers. On the other hand, LOCI [68]
provides an “outlier plot” which gives the user an idea on how data is dis-
tributed in the vicinity of the analyzed object. From the plot, one can assess
whether the object is inside a cluster, a part of a micro-cluster or if it is an
outstanding outlier. However, no information on deviation in subspaces is
given.

A different approach to outlier detection is based on subspace clustering.
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SEPARABILITY

OutRank [63] utilizes a result of subspace clustering and scores each object
according to the size and dimensionality of clusters in which it occurs. Draw-
backs of the method are sensitivity to the employed subspace clustering tech-
nique and its high computational complexity. SOD [47] selects a reference
set consisting of shared nearest neighbors for each outlier, and then it derives
a subspace where the reference set exhibits lower variance than a specified
threshold. OUTRES [64] and HiCS [41] both search for statistically relevant
subspaces where the outlier might exhibit a high deviation, and then they
aggregate outlier scores in these subspaces. The search for suitable subspaces
can be prohibitive for high dimensional data. In sum, all of these methods
are designed to be effective outlier detection methods; however they do not
directly provide subspace explanation to help the user to interpret the results.

4.3 Problem Definition
In this section, we examine possible forms of descriptions that could explain
outliers in an intuitive manner and we give a definition of an explanatory
subspace.

What is a Meaningful Explanation?

The form of a good explanation has to meet certain desirable properties. First,
it must be easy and intuitive to process in order to avoid overloading the
user with too much information. Furthermore, computation must be fast so
that the technique can be used in an interactive manner. And lastly, every
outlier should get a separate explanation such that it can possibly be further
automatically processed.

We will briefly discuss some obvious possible explanation techniques: vi-
sualization, attribute weights and a transformed subspace. Visualisation is
the closest analytical tool to human perception. However, even with the ad-
vances in information visualization [16], it is hard to visualize in full space
high dimensional data. Attribute weights can reflect independent deviation
in single attributes. Nevertheless, in real-world data sets, many outliers only
become observable in certain combinations of attributes rather than in single
dimensions. For the 3D data in Fig. 4.1 (upper left) and the marked outlier
(big red point), attribute weights would not give any meaningful information
since the object does not deviate in any single attribute. This seems to be
possible to solve by comparing the outlier to its nearest neighbors and find-
ing the weights say by local PCA. However, in real-world data sets, outliers
often do not deviate from a compact cluster, and its nearest neighbors may
be scattered (the outlier is “surrounded" by other data).

In order to overcome shortcomings of the presented approaches, we suggest
a different kind of explanation: providing user with information about the
combination of dimensions (an attribute subset) in which an outlier shows
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Figure 4.1: A 3D space {x, y, z} and all its 2D projections. {x, z} is an
explanatory subspace.

the greatest deviation. Thus, we need to find what we call an explanatory
subspace projection (which may be different for different outliers). A simple
illustration of the explanatory subspace projection is given in Fig. 4.1. The
big red point was identified as an outlier, however, the user does not find
anything unusual about it because the values of every single attribute are
close to the mean values of the clusters. Intuitively, the point deviates in
subspace {x, z} (third from left), which is also the information that the user
needs in order to understand how the outlier deviates. Even though the outlier
is also observable in the 3D space, the third attribute, y, does not contribute
to its deviation and it would be redundant to return it to the user. Thus, a
good explanatory susbpace highlights the outlierness but at the same time it
is minimal in number of attributes.

It should be emphasized that an explanatory subspace cannot be derived
just by analyzing the vicinity of an outlier in the full space. In our example,
if we compared the outlier to its nearest neighbors found in the full space, we
would conclude that subspace {x} is enough to explain the deviation. However,
many other points in the database have approximately the same value of x
and they were not identified as outliers (since there is a cluster in a higher
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dimensional space but the user does not know about it since no clustering has
been done). The user would be confused by such an explanation and he/she
would anyway have to look through all other attribute values manually which
means that the provided explanation was useless. Thus, we are interested in
the deviation of the point compared to its projected neighborhood in order to
provide meaningful explanation.

Explanatory Subspaces

We have a database DB ⊆ Rd with n points in d dimensions and a point
p = (x1, . . . , xd) ∈ DB. Let S = {s1, . . . , sm} ⊆ D = {1, . . . , d} denote
an index set and DBS a projection of the original database DBD to the
dimensions in S. For ease of notation, we will further refer to the attribute
subspace DBS by its index set S. Let pS = (xs1 , . . . , xsm) be a projection of
p onto S.

Definition 1 An outlier scoring function ω: DB→ R is a measure of de-
viation that assigns each object p an outlierness score based on how p deviates
from the other data. More deviating objects get higher scores.

Outlier scoring function allows for comparison of objects w.r.t. their out-
lierness and thus enables outlier ranking. Having such a function ω, we can
apply it in all subspace projections and subsequently rank the subspaces ac-
cording to how much the projected point deviates in it. In a subspace which
is suitable to explain outliers, the point will exhibit high deviation and at the
same time the subspace will be relatively low-dimensional. In principle, users
could even be interested in multiple explanatory subspaces.

Definition 2 (Explanatory Subspace) An explanatory subspace S∗p for
an outlier p is an attribute subspace S ⊆ D where the outlier score of the pro-
jected point, ω(pS), is high and at the same time the dimensionality of the
subspace, |S|, is low.

A bottleneck of this approach is that we are comparing scores of a point
projected onto subspaces of different dimensionality. As described in [89],
outlier measures based on computations of distances suffer from the curse
of dimensionality which leads to prioritizing outliers in either low or high-
dimensional projections (dimensionality bias). There are several reasons for
this. Most importantly, the expected values of Lp norms depend on dimen-
sionality, and scores tend to concentrate in higher dimensions which leads to
their poor contrast. Thus, outlier scores from different subspaces are gener-
ally uncomparable and there is still not a satisfactory solution to this problem.
However, for a couple of outlier measures, normalization methods have been
proposed [49] that make comparisons of scores from different subspaces pos-
sible.
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Figure 4.2: Measuring outlierness by separability. p1,p2 are points from
the distribution f(x) and the normal distributions gp1(x) and gp2(x) were
artificially generated.

Another inherent problem of Def. 2 is that finding explanatory subspaces
generally involves an exhaustive search through an exponential number of
subspaces. In each subspace, a scoring function needs to be calculated which
requires computing distances to all other points in the database. Overall, such
a brute-force search method requires O(n2d) which is clearly computationally
infeasible. Therefore, in the next section, we will present:

1. a subspace selection principle which can handle the dimensionality bias,

2. an outlier scoring function that is possible to approximate in each sub-
space without re-calculating all distances,

3. a fast heuristic search method to find explanatory subspaces.

4.4 Approach
We have made clear that a meaningful explanation can be provided as a rel-
atively low-dimensional subspace in which the point shows high deviation. In
other words, we search for the most relevant combination of attributes. We
present a technique that is based on the observation that outlierness of a point
is related to its separability from the rest of the data and that in classification,
good separability of classes is a precondition to successful learning. There-
fore, we will first convert the problem into classification and then utilize some
classical feature selection methods in order to find explanatory subspaces.

Measure of Separability

In this section, we will define a measure which quantifies separability of a
point from the rest of the data and show how it is related to its outlierness.
The merit of having such a measure will become obvious later when we show
how to approximate its computation across subspaces. A brief example of how
separability is related to outlierness is given in Fig. 4.2. Two points of interest,
p1, p2, are picked from univariate data with an arbitrary distribution f(x).
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Then, artificial points drawn from normal distribution gp1(x) and gp2(x) are
generated around both p1 and p2. According to Fig. 4.2, p2 clearly deviates
from the rest of f(x) and thus is a true outlier, and at the same time the
distributions gp2(x) and f(x) are quite well separable. On the other hand, p1
lies in the middle of f(x) and is not an outlier, and the distributions gp1(x)
and f(x) are not separable. Thus, separability is related to the outlierness of
the points and it can be quantified by computing the area of intersection of
the two respective distributions.

Definition 3 (Separability) Let f(x) be probability density function of x ∈
DB in d dimensions and gp(x) be probability density function of normal distri-
bution Nd(p,Σ) where Σ is a d×d scalar matrix Σ = λ2I. Then, separability
of an object p ∈ DB from the rest of the data is

sep (p) =
∞∫
−∞

min
(
f(x), gp(x)

)
dx.

Note that λ is a parameter of the function which controls the width of the mul-
tivariate normal distribution. Separability is inversely proportional to outlier
scores from Def. 1 because the overlap of the distributions is smaller for more
striking outliers. Practically, separability is difficult to measure because f(x)
is unknown. However, it is possible to approximate it if we frame the problem
as classification and let f(x) and g(x) be two different class distributions. In
order to do that, we need to show that separability corresponds to the average
probability of error at binary classification.

Theorem 1 (Separability as error at classification) Separability can be
measured as a classification error.

Proof 1 In order to measure sep(p), we let all x ∈ DB represent class C1
and randomly generate class C2 by drawing points from multivariate normal
distribution Nd(p,Σ). Then, f(x) and gp(x) correspond to class-conditional
probability density functions p(x|C1) and p(x|C2), respectively. We can as-
sume prior probabilities P (C1) = P (C2) = 0.5 because we can control how
many points are generated in class C2. According to Bayesian decision theory
[25], the expected probability of error is defined as

P (error) =
∞∫
−∞

P (error | x)p(x) dx =

∞∫
−∞

min
[
P (C1 | x), P (C2 | x)

]
p(x) dx

(4.1)

and by Bayes’ theorem

P (Cj | x) p(x) = p(x | Cj)P (Cj). (4.2)
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The error can thus be expressed as

P (error) =
∞∫
−∞

0.5 ·min
[
p(x | C1), p(x | C2)

]
dx

= 0.5 ·
∞∫
−∞

min
[
f(x), gp(x)

]
dx = 0.5 · sep(p).

(4.3)

We have shown that separability from Def. 3 is proportional to the average
error at classification.

Since an error is greater for grossly overlapping distributions while outlierness
of a point should be less in that case, we will prefer to use accuracy at classi-
fication instead of an error to quantify outlierness. Moreover, if we wanted to
calculate the expected error, we would need to estimate f(x) by putting some
assumptions (e.g. normality assumption) on the distribution of the data which
is not desirable. Therefore, we will choose other (non-parametric) supervised
learning techniques to measure outlierness.

Outlierness as Accuracy at Classification

Let us define a new outlier scoring function based on separability—a measure
of accuracy at classification. First, we have to set up the classification problem
and define the classes. Since DB ⊆ Rd, let Rd be our input space. Classifica-
tion is the task of learning a target function f that maps each point x from
the input space to a predefined class label attribute y. We have two classses
in our setting and therefore y = {Cin, Cout}. The classifier learns from a
classification set of the form {(x1, y1), . . . , (xN , yN )} and builds a model. The
model, in general, can be used to predict class labels of any data points from
the input space and its accuracy is reported as the proportion of correctly
classified points.

Definition 4 (Classification Set) Given a point p ∈ DB, |DB| = n, let
us define an inlier class as Ip = {x |x ∈ DB,x 6= p} and an outlier class as
Op = {p}∪{mi}n−2

1 ,mi ∼ Nd(p,Σ) where Σ is a d×d scalar matrix Σ = λ2I.
Then a classification set Tp for a point p is

Tp = {(x,Cout) |x ∈ Ip} ∪ {(y, Cin) | y ∈ Op}.

The following definition of an outlier ranking function is based on the proof
from Sec. 4.4 and the fact that low expected error implies high classification
accuracy [25].
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Definition 5 (Outlierness as Accuracy) Let us define an outlierness of a
point p, ω(p), as an accuracy at classification of the classification set Tp.

We emphasize that the classification set will be different for every point p
and that a parameter λ needs to be set in order to establish the classification
set. We will pay attention to setting the parameter for outlier explanation in
Sec. 4.4. Furthermore, we prefer the classes to be approximately balanced to
avoid problems connected to imbalanced classification [51].

Explanatory Subspaces by Separability

In order to find explanatory subspaces, we need to be able to assess the sep-
arability in the form of outlierness at accuracy in every subspace:

Definition 6 The outlierness of a projected point pS, ω(pS) is measured as
accuracy at classification of the classification set T Sp created in the full space
of the database and then projected onto S.

Intuitively, the projection where classes are well separable (and therefore ac-
curacy at classification is high) will be a good subspace for explanation. An
enourmous benefit of our measure is that we can find such projections very
fast thanks to well-tuned pruning techniques that have been widely studied in
machine learning under the name feature selection. Feature selection has been
used to overcome the curse of dimensionality and to improve learning perfor-
mance by removing irrelevant and redundant attributes [33]. In our scenario,
we will apply it in a novel way—to find explanatory subspaces:

Property 1 An explanatory subspace for an outlier p, S∗p, can be detected
by applying a feature selection method in order to find the set of attributes
that are the most relevant for separation of the classification set Tp.

A great number of ready-made techniques for feature selection can be found
in literature [33]. A short overview is given in the next section.

Feature Selection

Feature selection methods include feature ranking and feature subset selection.
Ranking of individual features is performed independently of the context of
others which is not suitable for our setting since we want to find a combination
of attributes that enhances outlierness. Subset selection methods either use
a classifier as a black box to evaluate feature subsets (so called wrappers) or
they perform feature selection as a part of the training process and are spe-
cific to a given classifier (embedded methods). In our experiments, we adopted
two different feature selection techniques—forward selection by SVM [18] and
lasso [83]. Forward selection is a wrapper algorithm that greedily incorpo-
rates attributes into larger subsets, being navigated by accuracy of support
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vector machine at classification of the training data. Lasso is an embedded
method that combines subset selection and ridge regression. It can efficiently
be implemented by least angle regression (LARS) [26]. In general, any effi-
cient subset feature selection method can be used but it is absolutely crucial
to avoid overfitting since in such case, classes of any distributions could be
separated.

Sampling the Classes for Fast Approximation

Now we describe in detail how the classification problem for feature selection
is set up. Clearly, classifying 1 outlier against all inliers is not meaningful
and therefore the outlier class needs to be oversampled. However, a drawback
of the measure given in Def. 4 and 5 is that complexity of the computations
depends on the size of the database. In this way, finding an outlier explanation
can be slow for a very large data set. Therefore, we present a scheme where we
sample the inlier class instead of including all data into it. Oversampling and
subsampling techniques have been widely used in imbalanced classification
where positive examples are very scarce [37, 51], and therefore we will build
on these techniques.

Subsampling the Inlier Class

Uniform random subsampling of the data does not perform well because we
may lose information about the vicinity of a point which is in fact essential
for measuring its separability. However, nearest neighbors of different sub-
space projections pS of the same point are different, and we want to avoid
quering them in every single subspace. Thus, we give a heuristic approach
which emphasizes the neighborhood of an outlier found in the full space and
subsamples the rest of the data. We will further use the notions of k-distance
and reference set, adapted from [13]:

Definition 7 Let k-distance of an object p ∈ DB, denoted by k-distance(p),
be the distance d(p,p′) between p and its k-th nearest neighbor p′.

Definition 8 Let the reference set of a point p, denoted by Rk(p), be the
set of points x whose distance from p is less or equal to the k-distance:

Rk(p) = {x ∈ DB \ {p} | d(p,x) ≤ k-distance(p)}.

Now we are ready to redefine the inlier class Ip from Def. 4.

Definition 9 (Sampled inlier class) Given a point p, a sampled inlier
class I ′p is constructed as a union of the reference set Rk(p) and a set of
randomly drawn points from the rest of the database:

I ′p = Rk(p) ∪ {qi}r1,
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Figure 4.3: Sampling the classification set.

where qi ∈ DB \Rk(p) \ {p}, and r = |Rk(p)|.

Note that r, the cardinality of Rk(o), is often equal to k, but it can be greater
in case of ties. In Fig. 4.3, the principle of sampling the classes is illustrated.
An outlier (the same in both figures) is marked by a green star and two
different 2D subspace projections of the same 10-dimensional data are shown.
The subspace in Fig. 4.3a is suitable for explanation while the one in Fig. 4.3b
is not. Grey crosses denote the projected data points, blue dots the nearest
neighbors from the full space and blue boxes are randomly selected points.
Red dots are artificially generated data. Leftmost figures display the projected
reference set. Middle figures show how the reference set itself is separable from
the outlier class, and the figures on the right depict the final classification
setting where the inlier class is sampled according to Def. 9. Note that for the
good explanation subspace, separability from the reference set is the same as
separability from the sampled inlier class. However, this does not hold for the
other subspace (b) where the reference set is projected far from the outlier
which clearly does not mean that the outlier is well seperable from the rest of
the data.

Oversampling the Outlier Class

An outlier class is generated in the same way as in Def. 4 but it is desirable
to have the same size as the inlier class so that the classification problem
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is balanced. Since k, r � |DB| and k is a user parameter, scalability with
respect to the database size is ensured.

Setting the covariance matrix Σ = λ2I of the normal distribution directly
affects separability. However, since we are only interested in relative separa-
bility in different subspaces, setting the parameter is not crucial, which we will
also show in the experiments. The wider the distribution is, the worse class
separability in all subspaces. Thus, as long as we do not set the parameter α
too low (and then the accuracy of the classifier is 100% in all subspaces) or too
high (and the accuracy is 50% in all subspaces), it does not change the relative
order of subspaces. To ensure that λ is always set reasonably and that it is
tailored to data of different densities, we propose to make it proportional to
the k-distance of p and normalize it by the dimensionality d of the database:

Definition 10 (Covariance matrix of outlier class) Let the covariance
matrix of the normal distribution of the outlier class be Σ = λ2I, where
λ = α · 1√

d
· k-distance(p).

Thus, instead of λ, we introduce a user parameter α which is better inter-
pretable.

√
d is the upper bound on distance between any two arbitrary data

points p,q ∈ DB where pi, qi ∈ [0, 1]. Normalization by
√
d is merely needed

to ensure that α has the same effect independently of the dimensionality of
data since k-distance increases with dimensionality.

4.5 Evaluation
In order to precisely evaluate our method, we need data with a specific kind
of ground-truth: labeled outliers with annotated attribute subsets that rep-
resent an ideal explanation. To the best of our knowledge, there is no such
explanatory ground-truth for real data publicly available. Later in this section
we therefore show how to perform a valuable evaluation on real data in the
absence of such a ground-truth. For synthetic data sets where we have outliers
and annotated subspaces, we use Jaccard index and precision to assess the ac-
curacy of the computed explanation. Retrieving a subspace that is similar but
not exactly the same as in the ground-truth is therefore counted as a partial
success. Let us denote the true subspace that explains an outlier as T , and a
retrieved subspace as P . Jaccard index is defined as a fraction of the size of
the intersection and the size of the union of two sets: Jaccard(T, P ) = |T∩P |

|T∪P |
while precision is a fraction of the size of the intersection and the retrieved
subspace: precision(T, P ) = |T∩P |

|P | .
For real-world data with labeled outliers but no annotated subspaces, we

use an existing outlier scoring technique, run it exhaustively on all possible
subspaces projections of the data and normalize scores to overcome the di-
mensionality bias. Then, we create a ranking of subspaces for each outlier,
and select the top subspace as a reference to be compared with the results
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of our proposed approach. We chose a traditional technique LOF [13] for
comparisons.

LOF (Local Outlier Factor) is a density-based outlier detection algorithm
that computes an outlierness score (outlier factor) of a point p by comparing
the density of p to the density of its k-nearest neighbors. It can be proved [13]
that for uniform distribution, an outlier factor of a point is expected to be 1
regardless the dimensionality. However, it has been recently shown [89] that
for other distributions the variance of scores decreases with dimensionality and
therefore normalization is still needed in order to compare scores from different
subspaces. Thus, we normalize scores as suggested in [49]. We will refer to
this approach as to a reference exhaustive algorithm but the reader should be
aware that a choice of a different scoring function than LOF could lead to
slightly different reference results. It should also be noted that traversing all
subspaces is very inefficient and therefore we had to limit this approach to
experiments on data with maximum of 10 dimensions.

4.6 Experiments

We validate the proposed algorithm in a series of experiments on a synthetic
benchmark and three real-world data sets. We show that the proposed algo-
rithm gives very good results for data sets with medium number of dimensions
(up to 75) while being orders of magnitude faster than the reference exhaustive
algorithm. We further show that our algorithm has a superior performance to
all the baseline approaches while being comparably efficient. In Sec. 4.6, we
demonstrate robustness with respect to the parameter settings.

The proposed explanation algorithm will be applied in two variants, differ-
ing in the feature selection component: 1) forward feature selection by SVM
[18] (FS SVM) and 2) LARS-lasso [26]. For data sets without a ground-truth,
we refer to the reference exhaustive algorithm— subspace ranking by LOF
(Sec. 4.5). For baseline comparisons, we picked the following three approaches:

1. SOD [47],

2. random subspace selection,

3. selection of top attributes ranked by LOF scores obtained in single di-
mensions (LOF top-random)

The first baseline, SOD, is an outlier detection method that identifies a sub-
space for each outlier. For the second baseline, we randomly select 1 to 5
attributes. The result of the third baseline is not a subspace but a ranking
and so we randomly select 1 to 5 attributes from the top of the ranking.

We implemented our method in Java and used the RapidMiner software
[62] for feature selection, and MATLAB [56] to produce figures. SOD is im-
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plemented in the ELKI framework [1]. We used Intel R© i5-560M CPU with
4GB RAM for all experiments.

Data Sets

For experiments on synthetic data, we use the collection of benchmarking
data sets published by Keller et al. [41]. They contain subspace clusters and
outliers generated in subspaces of 2 to 5 dimensions. These subspaces are used
as a ground-truth for explanations. The outliers were generated in such a way
that they are not observable in any lower dimensional subspace projection
which makes explanations more challenging. The collection contains data sets
of 10, 20, 30, 40, 50 and 75 dimensions, each consisting of 1000 data points
and 19 to 111 outliers.

For experiments on real-world data, we use 3 publicly available data
sets: modified vowel data set from the UCI repository [7], stamps data set
that we collected and for the first time publish in this work2, and the well-
known KDD Cup’99 data set for intrusion detection. Vowel is not primarily
an outlier detection data set and therefore we had to adjust it for our purposes
by randomly picking all data of one class to be normal instances and then one
instance from every remaining class to represent outliers. In total, the data
set has 10 dimensions and 100 instances from which 10 are outliers. Stamps is
a forensic data set and its records are features extracted from scanned images
of ink and photocopied stamps. The features are based on color distribution,
texture and edge sharpness of the stamps. A detailed description of the data
set can be found in [60]. Ink (genuine) stamps represent normal points and
photocopied (forged) stamps form an outlier class. It has 9 dimensions and
contains 340 instances from which 31 are outliers. Stamps is a difficult data
set for outlier detection—maximum AUC (area under the ROC) of only 0.71
could be achieved by LOF method while AUC = 0.95 was achieved for vowel.

Further, we use the test data from KDD Cup’99 which consists of 311, 029
instances in 33 dimensions (we picked all numerical attributes except for
num_outbound_cmds which was redundant). The instances correspond to con-
nection records from a LAN at MIT Lincoln Labs. The data set has been crit-
icised in the intrusion detection community for the fact that it may not reflect
real-life conditions since the traffic was simulated [80], however, it has been
widely used in other studies and it is one of few well-documented data sets
for intrusion detection. Each connection is labeled either normal or one of 37
different attacks. Some attack types only have few instances in the data while
others are represented by tens of thousands of records. We remove duplicate
records and normalize all attributes. Since there are too many anomalies in
the data (ca 80%), we randomly choose 3500 that we keep, such that all attack
types are covered.

2The data sets can be downloaded from this link: http://cs.au.dk/~barbora/outDet.
html

http://cs.au.dk/~barbora/outDet.html
http://cs.au.dk/~barbora/outDet.html


40
CHAPTER 4. EXPLAINING OUTLIERS BY SUBSPACE

SEPARABILITY

10 15 20 25 30 35 40 50 60
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

Number of nearest neighbors (k)

FS J accard index
FS Recall
FS Precision

10 15 20 25 30 35 40 50 60
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

Number of nearest neighbors (k)

LARS J accard index
LARS Recall
LARS Precision

Figure 4.4: Sensitivity of parameter k which controls subsampling of the inlier
class. HiCS data set with 10 dims and 1000 data points. The average Jaccard
index, precision and recall were measured. Forward feature selection method
evaluated by SVM on the left, LARS-lasso method on the right.
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Figure 4.5: Sensitivity of parameter α which controls the width of the Gaussian
distribution of the outlier class. The same data and methods as in Fig. 4.4.

Sensitivity of Parameters

Our method requires 2 parameters to be set: k determining k-nearest neigh-
bors in the reference set which directly influences the subsampling ratio of
the inlier class, and α controlling the width of the Gaussian distribution of
artificial points generated around each outlier directly influencing the outlier
class.

We evaluated our method on the 10-dimensional HiCS data set, varying
the value of k from 10 to 60 nearest neighbors while fixing α = 0.35. The
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Figure 4.6: Evaluation on 6 HiCS data sets of different dimensionality (10
- 75 dimensions). From left to right: Jaccard index, precision and average
subspace dimensionality.

results for both feature selection variants are shown in Fig. 4.4. For each value
of k, they are averaged over 5 runs and over all outliers. For feature selection
evaluated by SVM (the left plot), there is a clear trend while for the LARS-
lasso method (the right plot) there are small fluctuations. Nevertheless, we
can observe that the performance improves up to k = 35 and then it stabilizes.
Better performance for greater values of k is expected since a bigger part of
the data set is sampled. Overall, the experiments reveal that the method is
not very sensitive to the number of selected nearest neighbors and that with
our approach (Sec. 4.4), it is sufficient to sample a small fraction of the data.
We will set k = 35 for all further computations.

In the second experiment with the same data set, we vary α from 0.3
to 0.7. Accuracy (see Fig. 4.5) is very stable for LARS-lasso (on the right)
and slightly decreasing for FS SVM (on the left) which is in accordance with
the theory (Sec.4.4). Results are stable due to the fact that the separability
of classes is compared among different subspaces (internally by the feature
selection method) but no absolute values are used. We fix α = 0.35 for all our
experiments.

Besides, LARS-lasso method for feature selection requires setting a thresh-
old t. Nevertheless, the threshold is not very sensitive and we obtained stable
results for t ∈ [0.25, 0.6] and set t = 0.35 for all our experiments. The forward
feature selection comprises SVM. Since we want to avoid overfitting, we use
linear C-SVM with regularization factor C = 1 in all experiments.

Experiments on Synthetic Data Sets

In Fig. 4.6, we compare the results of our methods (solid lines) and 3 baseline
approaches (dashed lines) on the HiCS synthetic benchmark data sets. The
values were obtained by averaging results for all outliers over 10 runs. SOD
has 3 parameters and the best results could be achieved with the following
settings: kNN=40, SNN=20 and α=0.9.
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Figure 4.7: Evaluation on the vowel data set (10 dimensions). Percentage of
outliers plotted against their relative position in the LOF ranking. For more
than 50% of all outliers, the subspaces found by both LARS-lasso and FS
SVM were on the top of the ranking, and more than 70% were in the 1%.

We can observe that the two variants of the proposed method, FS SVM
and LARS-lasso, outperform all the three baselines for all 6 data sets. For the
10-dimensional data set, Jaccard index of LARS-lasso is 81% and even 86% for
FS SVM (the leftmost plot). For random subspace selection it is merely 17%,
for SOD 20% and the Jaccard index of top-ranked single attributes (LOF top-
random) is only 7%. The last value is low due to the nature of the data set—all
outliers are “hidden in subspaces" and cannot be identified by examining single
attributes. For 75 dimensions, the performance of LARS-lasso drops to 17%,
however, the problem becomes exponentially harder since we want to find a
single subspace from more than 3.7·1032 candidates—Jaccard index of random
selection for the 75-dimensional data set is only 2%.

The plot of precision (middle) shows a similar trend. Average dimension-
ality of selected subpaces is plotted on the right (notice that the y axis is in
log scale). Black solid line represents the ground-truth values—on average ca
3 attributes. Both FS SVM and LARS-lasso select a comparable number of
attributes, however, SOD is very little selective and on average picks a sub-
space of size d/2 which is not desirable as explanations should be minimal.
You might also notice a drop in the performance for the data set with 40
dimensions that might be related to the process of generation of the data.

Experiments on Real-world Data Sets

For real-world data sets, we do not have a ground-truth with explanatory
information and so we provide two different kinds of analysis. To verify that
our method indeed finds explanatory subspaces, we compare our results to
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the result of a reference exhaustive algorithm described in Sec. 4.5. For each
outlier in the vowel and stamps data sets, we create a ranking of subspaces
based on the normalized LOF score of the point in that particular susbpace.
In order to approximately evaluate the result of our method (and all the
baseline approaches), we report the position of the selected subspace in the
subspace ranking. For data sets of different dimensionalities, the ranking has
a different length and therefore we report a relative position. E.g. reporting
that a selected subspace was in the 1% of the ranking for a 10-dimensional
data set (1023 subspaces) means that the subspace was placed 1st to 10th.
For a 9-dimensional data set (511 subspaces) it is 1st to 5th. We ran all the
methods 20 times on each data set and reported the total percentages of all
outliers occurring in the relative positions of the ranking.

Fig. 4.7 shows the results for the vowel data set. The whole ranking is
depicted in the left plot and a detail of the first 5% (51 places) is on the right.
FS SVM has slightly superior performance to LARS-lasso and substantially
superior to the baselines. Both FS SVM and LARS-lasso were able to select
the best subspace according to LOF ranking for 55% of all outliers! Over 70%
is in the first percentile and 87% are in the first 5% according to FS SVM.
SOD gives a similar result as random selection. Fig. 4.8 shows results for the
stamps data set. The performance of all methods is by far worse which can
be explained by the inherent complexity of the data set. Either some outliers
cannot be distinguished from the normal data or LOF is not a suitable tech-
nique to distinguish them (e.g. due to gradually changing densities) and thus
introduces errors to the evaluation process. FS SVM has a superior perfor-
mance. Top subspaces by LOF gain much better results than for the synthetic
data sets since many outliers can be trivially revealed in single dimensions.

To validate that the proposed technique finds meaningful explanations, we
perform another kind of analysis on the KDD Cup’99 data set. Since the data
has 33 numerical attributes, we could not generate explanatory ground-truth
in the same way as for vowel and stamps due to computational complexity
of the reference exhaustive method. Thus, we derive explanations for all 3500
anomalies (representing attacks of 37 different types) by LARS-lasso. The
practical merit of the method is shown by grouping the attacks by their type
and comparing their derived explanations. An analysis of the data is given
in Fig. 4.9. Assuming that attacks of the same type can often be explained
by the same attributes, we constructed a 2D histogram of the occurrences of
each attribute in explanations of attacks of a specific type. Each column is
normalized by the number of attacks of that type. Thus, black color means
that all attacks of a specific type (column) had a specific attribute (row) in
their explanation while white color indicates that the attribute did not explain
any attack of that type. Average dimensionality of the explanations was 1.8.
To interpret the result well, deep knowledge of intrusion detection is needed.
However, a simple example can be the guess_passw attack (guess password)
in column 5 whose main indication is num_failed_logins (number of failed
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Figure 4.8: In a), evaluation on stamps data (9 dimensions). Percentage of
outliers plotted against their relative position in the LOF ranking. In b),
runtimes on 1000-point data sets.

logins) in row 7. For some types of attacks, multiple attributes seem to be
relevant, which might be caused by the fact that these attacks can show up
in different parameters. Nevertheless, it is clearly visible from the histogram
that our method returns similar explanations for attacks of the same type
(note that identical records were removed from the data), which is meaningful
and desired. For a method returning random results, the histogram would
be gray. Considering efficiency, for this data set with 33 dimensions, deriving
explanations of 3500 outliers took less than a minute without an index.
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Figure 4.9: Histogram of occurrences of attributes selected for explanation by
our technique. The outliers are described by 33 attributes (rows) and divided
into 37 attack categories (columns).

Scalability

Regarding runtimes, the proposed method scales very well with the size of the
data set. k-nearest neighbors are only queried once in the full space of the
data. Further computations are done with a small portion of the data—the
number of sampled points is constant and equals approximately 4 · k where
k is a small number. Another benefit of the presented approach is that it
makes use of well established methods such as SVM and lasso that have been
optimized for fast computations.

In Fig. ??, runtimes with respect to the dimensionality of data are re-
ported. Data sets with 1000 points, 10 outliers and 7 to 100 dimensions were
used. LOF in all subspaces (the reference exhaustive technique) is only re-
ported up to 10 dimensions—beyond that, computations were unfeasible.
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4.7 Conclusion
In this paper, we proposed an outlier explanation technique for numerical data
which is independent of a detection mechanism. The technique derives a small
attribute subset for each outlier where the point is well separable from the rest
of the data. In this way it recommends a meaningful and easily interpretable
outlier explanations which can be used for data exploration or validation of the
outlier detection results. The importance of such a technique is even amplified
by the fact that most of the state-of-the-art outlier detection algorithms do not
provide descriptions of the form of the outlierness beyond a score. As a part of
this work, we defined a new measure of outlierness by separability of sampled
classes. The measure was used for extraction of explanations, however there
is a potential to apply it for outlier ranking which remains a topic for future
work.



Chapter 5

Local Outlier Detection with
Interpretation

Abstract

Outlier detection aims at searching for a small set of objects that
are inconsistent or considerably deviating from other objects in a data
set. Existing research focuses on outlier identification while omitting the
equally important problem of outlier interpretation. This paper presents
a novel method named LODI to address both problems at the same time.
In LODI, we develop an approach that explores the quadratic entropy to
adaptively select a set of neighboring instances, and a learning method
to seek an optimal subspace in which an outlier is maximally separated
from its neighbors. We show that this learning task can be optimally
solved via the matrix eigen-decomposition and its solution contains all
essential information to reveal which features in the original data space
are the most important to interpret the exceptional properties of outliers.
We demonstrate the appealing performance of LODI via a number of
synthetic and real world data sets and compare its outlier detection rates
against state-of-the-art algorithms.

5.1 Introduction

Data mining aims at searching for novel and actionable knowledge from data.
Mining techniques can generally be divided into four main categories: cluster-
ing, classification, frequent pattern mining and anomalies detection. Unlike
the first three main tasks whose objective is to find patterns that characterize
for majority data, the fourth one aims at finding patterns that only repre-
sent the minority data. Such kind of patterns usually do not fit well to the
mechanisms that have generated the data and are often referred to as outliers,
anomalies or surprising patterns. Mining that sort of rare patterns therefore

This chapter was published as [19].
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poses novel issues and challenges. Yet, they are of interest and particularly
important in a number of real world applications ranging from bioinformat-
ics [84], direct marketing [54], to various types of fraud detection [17].

Outlying patterns may be divided into two types: global and local outliers.
A global outlier is an object which has a significantly large distance to its k-
th nearest neighbor (usually greater than a global threshold) whereas a local
outlier has a distance to its k-th neighbor that is large relatively to the average
distance of its neighbors to their own k-th nearest neighbors [22]. Although
it is also possible to create a ranking of global outliers (and select the top
outliers), it is noted in [13, 22] that the notion of local outliers remains more
general than that of global outliers and, usually, a global outlier is also a local
one but not vice versa, making the methods to discover local outliers typically
more computationally expensive. In this study, our objective is to focus on
mining and interpreting local outliers.

Although there is a large number of techniques for discovering global and
local anomalous patterns [73, 89], most attempts focus solely on the aspect of
outlier identification, ignoring the equally important problem of outlier inter-
pretation. For many application domains, especially those with data described
by a large number of features, the description/intepretation of outliers is es-
sential. We claim that an outlier should be explained clearly and compactly,
like a subset of features, that shows its exceptionality. This knowledge defi-
nitely assists the user to evaluate the validity of the uncovered outliers. More
importantly, it offers him/her a facility to gain insights into why an outlier
is exceptionally different from other regular objects. To our best knowledge,
the study developed in [43] is the only attempt that directly addresses this
issue, yet for global outliers but not for the more challenging patterns of local
outliers (shortly reviewed in Section 5.2).

In this work, we introduce a novel approach that achieves both objectives
of local outlier detection and interpretation at the same time. We propose
a technique relying on the information theoretic measure of entropy to se-
lect an appropriate set of neighboring objects of an outlier candidate. Unlike
most existing methods which often select the k closest objects as neighbors,
our proposed technique goes further by requiring strong interconnections (or
high entropy) amongst all neighboring members. This helps to remove irrel-
evant objects that can be nearby outliers or the objects coming from other
distributions, and thus ensures all remaining objects to be truly normal in-
liers generated by the same distribution (illustrated via examples later). This
characteristic is crucial since the statistical properties of the neighborhood
play an essential role in our explanation of the outlierness. We then develop
a method, whose solution firmly relies on the matrix eigen-decomposition, to
learn an optimal one-dimensional subspace in which an outlier is most dis-
tinguishable from its neighboring set. The basic idea behind this approach is
to consider the local outlier detection problem as a binary classification and
thus ensure that a single dimension is sufficient to discriminate an outlier from
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its vicinity. The induced dimension is in essence a linear combination of the
original features and thus contains all intrinsic information to reveal which
original features are the most important to explain outliers. A visualization
associated with the outlier interpretation is provided for intuitive understand-
ing. Our explanation form not only shows the relevant features but also ranks
objects according to their outlierness.

5.2 Related Work

Studies in outlier detection can generally be divided into two categories stem-
ming from: (i) statistics and (ii) data mining. In the statistical approach,
most methods assume that the observed data are governed by some statistical
process to which a standard probability distribution (e.g., Binomial, Gaus-
sian, Poisson etc.) with appropriate parameters can be fitted to. An object
is identified as an outlier based on how unlikely it could have been generated
by that distribution [8]. Data mining techniques, on the other hand, attempt
to avoid model assumptions; relying on the concepts of distance and density,
as stated earlier. For most distance-based methods [42, 79], two parameters
called distance d and data fraction p are required. Following that, an out-
lier has at least fraction p of all instances farther than d from it [42]. As
both d and p are parameters defined over the entire data, methods based on
distance can only find global outliers. Techniques relying on density, in con-
trast, attempt to seek local outliers, whose outlying degrees (“local outlier
factor"—LOF) are defined w.r.t. their neighborhoods rather than the entire
data set [13, 22]. There are several recent studies that attempt to find outliers
in spaces with reduced dimensionality. Some of them consider every single
dimension [36] or every combination of two dimensions [28] as the reduced
dimensional subspaces, others [41, 64] go further in refining the number of
relevant subspaces. While the work in [64] makes assumptions that outliers
can only exist in subspaces with non-uniform distributions, the method de-
veloped in [41] assumes that outliers only appear in subspaces showing high
dependencies amongst their related dimensions. These studies, exploring ei-
ther subspace projections [41, 64] or subspace samplings [28, 36, 54], appear
to be appropriate for the purpose of outlier interpretation. Nonetheless, as
the outlier score of an object is aggregated from multiple spaces, it remains
unclear which subspace should be selected to interpret its outlierness property.
In addition, the number of explored subspaces for every object should be large
in order to obtain good outlier ranking results. These techniques are hence
closer to outlier ensembles [72] rather than outlier interpretation. The recent
SOD method [47] pursues a slightly different approach in which it seeks an
axis-parallel hyperplane (w.r.t. an object) as one spanned by the attributes
with the highest data variances. The anomaly degree of the object is thus com-
puted in the space orthogonal to this hyperplane. This technique also adopts
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an approach based on the shared neighbors between two objects to measure
their similarity, which alleviates the almost equi-distance effect among all in-
stances in a high dimensional space and thus can achieve better selection for
neighboring sets. SOD was demonstrated to be effective in uncovering outliers
that deviate from the most variance attributes yet it seems somewhat limited
in searching outliers having extreme values in such directions. A similar ap-
proach is adopted in [50] where the subspace can be arbitrarily oriented (not
only axis-parallel) and a form of outlier characterization based on vector di-
rections have been proposed. ABOD [46] pursues a different approach where
variance of angles among objects is taken into account to compute outlierness,
making the method suitable for high dimensional data. In terms of outlier de-
tection, we provide experimental comparisons with state-of-the-art algorithms
in Section 5.4.

5.3 Our Approach

In this work, we consider X = {x1,x2, . . . ,xN} a data set of N instances
and each xi ∈ X is represented as a vector in a D-dimensional space. Each
dimension represents a feature f1 to fD. We aim for an algorithm that can rank
the objects in X w.r.t. their outlier degrees with the most outlying objects
on the top. Having queried for M outliers in X , the algorithm returns the
top M outliers and for a threshold λ ∈ (0, 1) (to be clear in Section 5.3), each
outlier xi is associated with a small set of features {f (xi)

1 , . . . , f
(xi)
d }, d � D

explaining why the object is exceptional. The value of d may vary across
different outliers. In addition, f (xi)

1 , . . . , f
(xi)
d are also weighted according to

the degree to which they contribute to discriminate xi as an outlier.

Neighboring Set Selection

Compared to global anomalous patterns, mining local outliers is generally
harder and more challenging since it has to further deal with the problem
of locally different densities in the data distribution. An outlier is considered
anomalous if its density value is significantly different from the average density
computed from the neighboring objects. The anomalous property of an outlier
is thus decided by the local density distribution rather than the global knowl-
edge derived from the entire distribution. For most existing studies [13, 47],
the set of k nearest neighboring objects (kNNs) is used. Nonetheless, this ap-
proach has not been thoroughly investigated and may be misleading for outlier
explanation. The difficulty comes from the fact that identifying a proper value
of k is not only a non-trivial task [13, 68] but such a set of k closest neigh-
bors might also contain nearby outliers or inliers from several distributions,
which both strongly affect the statistical properties of the neighboring set. To
give an illustration, we borrow a very popular data set from subspace clus-
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tering [48, 69] which includes four clusters in a 3-dimensional space with 20
outliers randomly added as shown in Figure 5.1(a). Each cluster is only visible
in 2-dimensional subspace [48] and each outlier is considered anomalous w.r.t.
its closest cluster. Now taking the outlier o1 as an example, regardless of how
small k is selected, other nearby outliers such as o2,o3 or o4 are included in its
neighbors since they are amongst the closest objects (see Figure 5.1(a)). On
the other hand, increasing k to include more inliers from the upper distribu-
tion can alleviate the effect of these outliers on the o1’s anomalous property.
Unfortunately, such a large setting also comprises instances from the lower
right distribution as shown in Figure 5.1(b). To cope with these issues, our
objective is to ensure that all o1’s neighbors are truly inliers coming from a
single closest distribution and thus o1 can be considered as its local outlier.
Our proposed approach to handle this issue stems from the well-studied con-
cept of entropy in information theory. The technique is adaptive by not fixing
the number of neighboring inliers k. Instead, we only use k as a lower bound
to ensure that the number of final nearby inliers is no less than k.

In information theory, entropy is used to measure the uncertainty (or dis-
order) of a stochastic event. Following the definition by Shannon, the entropy
of that event is defined by H(X) = −

∫
p(x) log p(x)dx, of which X is the

stochastic event or more specifically, a continuous random variable, and p(x)
is its corresponding probability distribution. If the entropy of X is large, its
purity is low, or equivalently, X’s uncertainty is high. Therefore, it is natural
to exploit entropy for our task of selecting neighboring inliers. Intuitively,
for the entropy computed with respect to this set, we would expect its value
to be small in order to infer that objects within the set are all similar (i.e.,
high purity) and thus there is a high possibility that they are being generated
from the same statistical mechanism or distribution. Nonetheless, computing
entropy in Shannon’s definition is not an easy task since it requires p(x) to be
known. We thus utilize a more general form, the Renyi entropy [71], which
enables a straightforward computation. Mathematically, given α as an order,
Renyi entropy is defined as:

HRα(X) = 1
1− α log

∫
p(x)αdx, for α > 0, α 6= 1. (5.1)

in which Shannon entropy is a special case when α is approaching 1 (i.e.,
limα→1HRα(X) = H(X) [71]). However, in order to ensure the practical
computation and impose no assumption regarding the probability distribution
p(x), we select α = 2, yielding the quadratic form of entropy, and use the non-
parametric Parzen window technique to estimate p(x). More specifically, let
us denote R(o) = {x1,x2, . . . ,xs} as the initial set of nearest neighboring
instances closest to an outlier candidate o. Following the Parzen window
technique, we approximate p(x) w.r.t. this set via the sum of kernels placed
at each {xi}si=1 and it follows that:
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p(x) = 1
s

s∑
i=1

G(x− xi, σ2) (5.2)

where G(x − xi, σ2) = (2πσ)−D/2 exp
{
− ||x−xi||2

2σ2

}
is the Gaussian in the D-

dimensional space used as the kernel function. In combination with setting
α = 2, this leads to a direct computation of the local quadratic Renyi entropy
as follows:

QE(R(o)) = − ln
∫ (1

s

s∑
i=1

G(x− xi, σ2)
)1

s

s∑
j=1

G(x− xj , σ2)


= − ln 1

s2

s∑
i

s∑
j

G(xi − xj , 2σ2) (5.3)

Notice that, unlike Shannon entropy, the above computation removes bur-
den of the computation of the numerical integration due to the advantages of
the quadratic form and the convolution property of two Gaussian functions.
Essentially, the sum within the logarithm operation can be interpreted as the
local information potential. Each term in the summation satisfies the posi-
tivity and increases as the distance between xi and xj decreases, very much
analogous to the potential energy between two physical particles. As such,
our objective of minimizing the entropy is equivalent to maximizing the in-
formation potential within the neighboring set. The higher the information
potential of the set is, the more similar the elements within the set are.

Having a way to capture the local quadratic entropy, an appropriate set of
nearest neighbors can be selected adaptively as follows. We begin by setting
the number of initial nearest neighbors to s (in our experiments, a setting
of s = 2k often gives good results), and aim to find an optimal subset of no
less than k instances with maximum local information potential. Obviously,
a naive way to find such an optimal set may require computing all

∑s
i=k

(s
i

)
possible combinations, which is prohibitively expensive. We thus make use of
an heuristic approach to select such a subset. Specifically, removing an object
from the neighboring set will lead to a decrement in the total information
potential. Those instances resulting in the most decrement are important ones
whereas those causing least decrement tend to be irrelevant for the neighboring
set. With the latter objects, their potential energy is minor as they loosely
interact with the rest of neighboring objects and thus excluding them makes
the neighboring set less uncertain or more pure. These objects in fact can be
either other outliers or part of nearby distributions. Our method thus ranks
the total information potential left in the increasing order and removes objects
behind the first significant gap as long as the number of remaining instances
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Figure 5.1: Neighbors selection: object under consideration is o1 and circle
points are its nearest neighbors (figures are best visualized in colors).

is no less than k. A significant gap is defined to have a value larger than the
average gap.

For illustration, we plot in Figure 5.1(c) the total information potential
left (ordered increasingly) after excluding each of nearest neighboring objects
represented in Figure 5.1(b). One may observe that there are two remark-
ably large gaps in the plot (noted by the red vertical lines in Figure 5.1(c)),
which indeed reflect the nature of local distribution surrounding outlier o1.
In particular, the first large gap signifies the information decrement in re-
moving instances from the lower right distribution whereas the second one
corresponds to the removal of nearby outliers. By excluding these irrelevant
objects from the set of o1’s neighboring instances, the remaining ones are true
inliers coming from the same and closest distribution shown as blue points in
Figure 5.1(d).

Anomaly Degree Computation

Given a way to compute the neighboring (or “reference") set above, we develop
a method to calculate the anomaly degree for each object in the data set X .
Essentially, directly computing that measure in the original multidimensional
data space is often less reliable since many features may not be relevant for
the task of identifying local outliers. We thus exploit an approach of a local
dimensionality reduction. For the remaining discussion, let us denote o as an
outlier candidate under consideration, R(o) as its neighboring inliers found
by the entropy-based technique presented in the previous section and R as
the matrix form of R(o). Each neighboring inlier xi ∈ R(o) corresponds to a
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column in R and together with o, they are all vectors in the RD space.
Essentially, we view the local outlier detection as a binary classification

problem in the sense that the outlier candidate o should be distinguished from
its neighbors R(o). By dimensionality reduction, this objective is equivalent
to the objective of learning an optimal subspace such that o is maximally
separated from every object in R(o). More specifically, o needs to be strongly
deviating from R(o) while at the same time R(o) shows high density or low
variance in that induced subspace. Following this approach, we denote the
optimal 1-dimensional subspace as w and in order to achieve our goal, data
variance is obviously an important statistical measure to explore. Toward this
goal, we define the first variance of all neighboring objects projected onto w
as follows:

V ar(R(o)) = wT
(
R −ReeT /No

) (
R −ReeT /No

)T
w = wTAATw (5.4)

where A =
(
R −ReeT /No

)
, No is the number of neighboring instances in

R(o) and e is a vector with all entries equal to 1.
Another important statistic in our approach is the distance between o and

every object in R(o). This resembles an average proximity in a hierarchi-
cal clustering technique[38] where all pairwise data distances are taken into
account. Compared to the two extremes of using minimum or maximum dis-
tance, this measure often shows better stability. We hence formulate their
variance in the projected dimension w as the following quantity:

D(o,R(o)) = wT
(∑

(o− xi)(o− xi)T
)

w = wTBBTw, (5.5)

where xi ∈ R(o) and B is defined as the matrix whose each column corre-
sponds to a vector (o − xi). Intuitively, in order to achieve the goal of opti-
mally distinguishing o from its neighboring reference inliers, we want to learn
a direction for w such that the variance of R(o) projected onto it is minimized
whereas the variance between o and R(o) also projected on that direction is
maximized. One possible way to do that is to form an objective function
resembling Rayleigh’s quotient which maximizes the ratio between D(o,R(o))
and R(o) as follows:

arg max
w

J(w) =
D(o,R(o))
V ar(R(o)) = wTBBTw

wTAATw . (5.6)

It is obvious that setting the derivative of J(w) w.r.t. w equal to 0 results
in (wTBBTw)AATw = (wTAATw)BBTw, which is in essence equivalent
to solving the following generalized eigensystem:
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J(w)AATw = BBTw. (5.7)

Dealing with this objective function, notice that AAT , though symmet-
ric, may not be full rank (i.e., singular) because the number of neighboring
instances can be smaller than the number of original features. This matrix
is thus not directly invertible. Moreover, the size of AAT can be large and
quadratically proportional to the feature number which makes its eigendecom-
position computationally expensive. To alleviate this problem, we propose to
only approximate A via its singular value decomposition and thus w can be
computed using the pseudo inversion of AAT .

Specifically, since A in general is a rectangular matrix, it can be decom-
posed into three matrices A = UΣVT of which U and V are matrices whose
columns are A’s left and right singular eigenvectors and Σ is the diagonal
matrix of its singular values. In essence, as our objective is to compute matrix
inversion, we remove singular values which are very close to 0 and approx-
imate A by its set of leading singular values and vectors. More concretely,
we estimate A =

∑
` u`σ`vT` such that the sum over keeping singular values

σ`’s explains for 95% (as demonstrated in our experimental studies) of the
total values in the diagonal matrix Σ. Additionally, we compute U via the
eigendecomposition of ATA which has a lower dimensionality. Particularly,
we can see that:

ATA = VΣ2VT . (5.8)

Then, taking the square of both sides and pre-multiplying with Σ−1VT

and post-multiplying with VΣ−1, we obtain:

Σ−1VTAT (AAT )AVΣ−1 = Σ2

UT (AAT )U = Σ2. (5.9)

This implies that columns in U are the eigenvectors of AAT and they
can be computed via the eigenvectors of the smaller matrix ATA, i.e., U =
AVΣ−1. Thus, the final pseudo inversion (AAT )† can be simply approx-
imated by UΣ−2UT . Plugging this value into our objective function in
Eq.(5.7), it is straightforward to see that the optimal direction for w is the first
eigenvector of the matrix UΣ−2UTBBT of which J(w) achieves the maximum
value as the largest eigenvalue of this matrix.

Given the optimal direction w uncovered by the technique developed above,
the statistical distance between o and R(o) can be calculated in terms of the
standard deviation as follows:
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AD(o) = max


√√√√(wTo−

∑
i

wTxi
No

)T (wTo−
∑
i

wTxi
No

)
V ar(R(o)) ,

√
V ar(R(o))


(5.10)

where the second term in the max operation is added to ensure that the
projection of o is not too close to the center of the projected neighboring
instances (calculated in the first term). Notice that unlike most techniques
that find multiple subspaces and have to deal with the problem of dimen-
sionality bias [66], our approach naturally avoids this issue since it learns a
1-dimensional subspace and thus directly enables a comparison across objects.
Therefore, with the objective of generating an outlier ranking over all objects,
the relative difference between the statistical distance of an object o defined
above and that of its neighboring objects is used to define its local anomalous
degree:

LAD(o) = AD(o)×
(∑

AD(xi)/No
)−1

. (5.11)

For this relative outlier measure, it is easy to see that if o is a regular
object embedded in a cluster, its local anomaly degree is close to 1 whereas if
it is a true outlier, the value will be greater than 1.

Outlier Interpretation

In interpreting the anomaly degree of an outlier, it is possible to rely on
the correlation between the projected data in w and those in each of the
original dimensions (i.e., R’s rows). Features with highest absolute values
can be used to interpret the anomaly degree of o since values of o and its
referenced objects on these features are correlated to those projected onto w.
Nonetheless, this approach requires computing correlations with respect to all
original features. A better and more direct approach is to exploit the optimal
direction w directly. Recall that the projection of R(o) over w is equivalent to
the local linear combination of the original features. Consequently, coefficients
within the eigenvector w are truly the weights of the original features. The
feature corresponding to the largest absolute coefficient is the most important
in determining o as an outlier. Analogously, the second important feature is
the one corresponding to the second w ’s largest absolute component and so
on. In this way, we are not only able to figure out which original features
are crucial in distinguishing o but also show how important they are via the
weights of the corresponding components in w.

Generally, we can provide the user with a parameter λ, whose values are
between (0, 1), to control the number of features used to interpret the anomaly
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degree. We select {fi}di=1 as the set of features that correspond to the top
d largest absolute coefficients in w and s.t.

∑d
i=1 |wi| ≥ λ ×

∑D
j=1 |wj |. The

degree of importance of each respective fi can be further computed as the
ratio |wi|/

∑D
j=1 |wj |. An object o therefore can be interpreted as an out-

lier in the d-subspace {f1, ..., fd} with the corresponding feature importance
degrees. An illustration is given in Figure 5.1 where w is plotted as the
green line whose coefficients in the rightmost subgraph are (0.11, 4.63, 5.12)
(or in terms of importance degrees (0.03,0.46,0.51)) which obviously reveals
{f2, f3} being two important features to explain o1 as an outlier. Note that
the corresponding values of w (green lines) in Figures 5.1(a) and (b) are re-
spectively (6.12, 5.17, 0.59) and (2.91, 4.72, 2.01), which tend to select {f1, f2}
and {f1, f2, f3} as the subspaces for o1 due to the influence of nearby irrel-
evant instances. The advantage of our entropy-based neighbor selection is
thus demonstrated here where only the direction of w in Figures 5.1(d) is in
parallel to the relevant subspace {f2, f3} (compared to the slant lines of w
shown in Figures 5.1(a) and (b)).

Algorithm Complexity

We name our algorithm LODI which stands for Local Outlier Detection with
Interpretation and its computation complexity is analyzed as follows. LODI
requires the calculation of the neighboring set as well as the local quadratic
Renyi entropy. Both these steps take O(DN logN) with the implementation
of the k−d tree data structure. The size of the matrix ATA is s × s and
thus its eigen-decomposition is O(Ds log s) using the Lanczos method [31].
Similarly, computing the eigen-decomposition of UΣ−2UTBBT amounts to
O(D2 logD). We compute these steps for all instances to render the outlier
ranking list so these computations take O(DN(s log s+D logD)). The overall
complexity is thus at most O(DN(logN + s log s+D logD)).

5.4 Experimental Results

In this section, we provide experimental results on both synthetic and real-
world data sets. We compare LODI against the following algorithms: LOF
(density-based technique) [13], ABOD (angle-based) [46] and SOD (axis-parallel
subspaces) [47]. The last two algorithms are adapted from the ELKI package1

with some small changes in their output formats. Unless specified differently,
we use k = 20 as the lower bound for the number of kNNs used in LODI. We
also vary the number of neighbors, like minPts in LOF or reference points in
SOD, between 10 and 40 and report the best results. With SOD, we further
set α = 0.8 as recommended by the authors [47].

1http://elki.dbs.ifi.lmu.de/
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Figure 5.2: Feature visualization over 5 top ranking outliers found in Syn1,
Syn2 and Syn3 data sets (x- and y-axis are respectively the features’ index
and importance degree).

Synthetic Data

Data Description We generate three synthetic data sets Syn1, Syn2 and
Syn3, each consists of 50K data instances generated from 10 normal distri-
butions. For each dimension ith of a normal distribution, the center µi is
randomly selected from {10, 20, 30, 40, 50} while variance σi is taken from ei-
ther of two (considerably different) values 10 and 100. Such a setting aims
to ensure that if the dimension ith of a distribution takes the large variance,
its corresponding generated data will spread out in almost entire data space
and thus an outlier close to this distribution can be hard to uncover in the
ith dimension due to the strongly overlapping values projected onto this di-
mension. We set the percentage of the large variance to 40%, 60% and 80%,
respectively, to generate Syn1, Syn2 and Syn3. For each data set, we vary
1%, 2%, 5% and 10% of the whole data as the number of randomly generated
outliers within the range of the data space and also vary the dimensionality
of each data set from 15 to 50.

Outlier Explanation In Figure 5.2, we provide a feature visualization of
the 5 top-ranked outliers returned by our LODI algorithm on the three data
sets. For each graph in the figure, the x-axis shows the index of features while
the y-axis shows their degree of importance. For the purpose of visualiza-
tion, we plot the results where three data sets are generated with 5% outlier
percentage and in 15 dimensions. The results for higher dimensionalities and
other outlier percentages are very similar to those plotted here and thus were
omitted to save space (yet, they are summarized in Table 5.1 and will be soon
discussed). As observed from these graphs, the number of relevant features
used to explain the anomalous property of each outlier is varied considerably
across the three data sets. In Syn1 (Figure 5.2(a)), each identified outlier
can be interpreted in a large number of dimensions since the percentage of the
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D15 D30 D50
Outlier % LODI SOD LODI SOD LODI SOD

1% 3.12±0.84 8.35±1.61 6.34±1.27 16.05±2.46 10.92±2.15 26.50±3.95
2% 3.20±0.72 8.40±1.68 6.41±1.14 16.13±2.56 11.03±2.07 27.57±4.15
5% 3.15±0.81 8.16±1.69 6.70±1.18 16.20±2.69 10.87±2.21 26.62±4.31
10% 3.14±0.96 7.84±1.85 6.42±1.23 15.87±3.05 11.08±2.31 25.87±4.81

Table 5.1: Average dimensionality of the subspaces selected for outlier ex-
planation in LODI and SOD in Syn3 data set (values after ± are standard
deviations).

large variance used to generate this data set is small, only 40%. When increas-
ing the percentage to 60% in Syn2 and to 80% in Syn3 (Figures 5.2(b-c)), the
number of relevant features reduces accordingly. In Syn3 data set, generally
only 3 features are needed to interpret its outliers. These results have been
anticipated and quite intuitive since once the number of dimensions with large
variance increases, the dimensionality of the subspaces in which an outlier can
be found and explained will be narrowed down. This is due to the wide over-
lapping of outliers and regular objects projected onto these (large variance)
dimensions.

For comparison against other techniques, we select the SOD algorithm.
Recall that SOD is not directly designed for outlier interpretation, yet its
uncovered axis-parallel subspaces might be used to select outliers’ relevant
features. For these experiments, we select Syn3 data set and vary the out-
lier percentage from 1% to 10%, and the data dimensionality from 15 to 50
features. Table 5.1 reports the average subspace’s dimensionality of LODI
and SOD computed from their top ranking outliers. The first column shows
the outlier percentages while D15, D30 and D50 denote the data dimension-
ality. We set λ = 0.8 (see Section 5.3) for LODI and α = 0.8 for SOD to
ensure their good performance. As one can observe, LODI tends to select
subspaces with dimensionality close to the true one whereas the dimension-
ality of the axis-parallel subspaces in SOD is often higher. For example, at
D15, LODI uses around 3 original features to explain each outlier, which is
quite consistent with the percentage of 80% of the large variance while it is
approximately 8 features for SOD. It can further be observed that the number
of relevant features uncovered by SOD also greatly varies, which is indicated
by the high standard deviation. Additionally, it tends to increase as the per-
centage of outliers increases. In contrast, our method performs better and the
relevant subspace dimensionality is less sensitive to the variation of the outlier
percentages as well as to the number of original features.

Outlier Detection For comparison of outlier detection rates, we further
include the angle-based ABOD and the density-based LOF techniques. The
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Figure 5.3: Outlier detection rate of all algorithms on three synthetic data
sets (D=50).
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Figure 5.4: Performance of LODI on Syn3 data set with varying % outliers
and threshold k

receiver operating characteristic (ROC) is used to evaluate the performance
of all algorithms. It was observed that all methods performed quite compet-
itively in the low dimensionality yet their performances were more divergent
on higher dimensional data. We hence report in Figure 5.3 the outlier detec-
tion rates of all methods in D50, setting for all 3 data sets. As observed from
these graphs, the outlier detection performance of all algorithms is likely to
be decreased as the the large variance percentage used to generate the data
increases. However, while the detection rates decrease vastly for other meth-
ods, our technique LODI remains stable from Syn1 to Syn2 data set, and only
slightly reduces in Syn3. Nonetheless, its area under the ROC (AUC) is still
around 96% for this data set. Amongst other techniques, the AUCs of LOF
are the lowest. This could be explained through its density-based approach
which often makes LOF’s performance deteriorated in high dimensional data.
The performances of both ABOD and SOD are quite competitive yet their
ROC curves are still lower than that of LODI for all three examined data sets.
In Figure 5.3, we also report the performance of LODI not using the entropy-
based approach in kNNs selection (denoted as LODIw/o). Instead, k is varied
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(a) Varying percentage of  sValues (D=30) (b) Varying percentage of sValues (D=50)
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Figure 5.5: Performance of LODI on Syn3 data set with varying % singular
values.

from 10 to 40 and the best result is reported. As seen in Figure 5.3, the
AUC of LODIw/o in all cases are smaller than that of LODI, which highlights
the significance of the entropy-based approach for kNNs selection. However,
compared to other techniques, LODIw/o’s outlier detection rate is still bet-
ter, demonstrating the appealing approach of computing outlier degrees in
subspaces learnt from the objective function developed in Eq.(5.6).

Parameters Sensitivity To provide more insights into the performance of
our LODI technique, we further test its detection rates with various parameter
settings. In Figure 5.4(a), we plot its AUC performance on the Syn3 data
set when the data dimensionality increases from D15 to D50 and the outlier
percentage varies from 1% to 10%. The lower threshold k for the neighboring
set remains at 20. One may see that LODI’s performance slightly deteriorates
as the number of outliers generated in the data set increases. This happens
since once the number of outliers increases, there are higher chances for them
to be included in other instances’ neighboring sets. Recall that LODI has
alleviated this issue by excluding those with low information potential via the
use of quadratic entropy. And in order to gain insights into this matter, we
further test the case when the lower threshold for the neighboring set is varied.
Figures 5.4(b-c) show the algorithm’s ROC curves when k is changed from 15
to 40 for two cases of D30 and D50. As expected, once k increases, LODI
has more capability in excluding irrelevant instances from the neighboring
sets and its overall performance increases. As visualized from Figures 5.4(a-
b), a general setting of k around 20 or 25 often leads to competitive results.
We finally provide the impact of the total number of singular values used
in our matrix approximation. In Figure 5.5, our algorithm’s ROC curves
are plotted as the percentage of keeping singular values is varied from 85%,
90%, 95% to 99%. We use Syn3 data set for these experiments with the
data dimensionality at 30 and 50. It is clearly seen that LODI performs
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Figure 5.6: Feature visualization over 5 top outliers found in: Ionosphere data
(a), Image segmentation data (b) and Vowel data (c) (relevant features are
shown with labels).

better for higher percentages of singular values and in order to keep it at high
performance, this parameter should be set around 90% or 95%.

Real world Data

In this section, we provide the experimental results of all algorithms on three
real-world data sets selected from the UCI repository [7]. The first data set is
the image segmentation data which includes 2 310 instances of outdoor images
{brickface, sky, foliage, cement, window, path, grass} classified into 7 classes.
Each instance is a 3×3 region described by 19 attributes. However, we remove
three features 5,7 and 9 from this data as they are known to be repetitive with
the attributes 4,6 and 8 [7]. The second data set is the vowel data consisting
of 990 instances and is described by 11 variables (low pass filtered signals), of
which the last one is the class label corresponding to 11 different English vowels
{hid, hId, hEd, hAd, hYd, had, hOd, hod, hUd, hud, hed}. The third data
set is the ionosphere data containing 351 instances and being described by 32
features (electromagnetic signals). Instead of randomly generating artificial
outliers and adding them to these data sets, it is more natural to directly
downsample several classes and treat them as hidden outliers (as suggested
in [41, 64]). Specifically, we keep instances from two randomly selected classes
of segmentation data as regular objects and downsample five remaining classes,
each to 2 instances to represent hidden outliers. Likewise with the vowel data
set, we keep one class of regular objects and randomly sample 10 instances
from the remaining classes to represent outliers. With the 2-class ionosphere
data, we select instances from the second class as outliers since its number of
objects is much lower than that of the first class.

Unlike the synthetic data where we can manage the data distributions and
report the average subspace sizes for all outliers, it is harder to perform such
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Figure 5.7: Performance of all algorithms on three UCI real data sets.

analysis for the real-world data sets since different outliers may have relevant
subspaces of different sizes. However, in an attempt to interpret the results of
LODI, we plot in Figures 5.6(a-c) the original features’ important degrees of 5
top-ranking outliers respectively selected from the ionosphere, image segmen-
tation and vowel data sets. Figure 5.6(a) reveals that, for each outlier, there
are only few features having high importance degrees and they can be selected
as the subspace to interpret the abnormal property of the outlier. However,
as this data set has a large number of outliers, the subspaces do not have
many features in common. It is thus more interesting to observe the feature
visualization for the two other data sets. Looking at the the 5 top outliers of
the image segmentation data set in Figure 5.6(b), one can see that out of 15
original features, only a few are suitable to interpret the outliers. For exam-
ple, the space spanned by {row_icd, exgreen, saturatioin, hue} attributes is
suitable to interpret the exceptional property of the first 3 outliers while the
space spanned by {exred, exgreen, saturatioin, hue} is appropriate to explain
the last 2 outliers. Taking a closer look, we find out that these two types of
outliers are indeed exceptional with respect to the 2 main distributions which
correspond to the outdoor imaging instances of 2 classes (number 3rd and
6th) in the segmentation data. In the last data set, vowel, shown in 5.6(c),
few prominent features stand out for outlier interpretation, yet the features
vary across different outliers (using λ = 0.8). Nevertheless, a common and
interesting point is that the first attribute always has the highest value across
all outliers, indicating it is the most important feature. Recall that for this
data set, we keep instances from only a single vowel (by random selection it
is "hYd") as normal objects while randomly downsample one from each of the
remaining vowels as hidden outliers. This might also justify the diversity of
the other prominent features across the 5 outliers shown here.

We now compare the performance of LODI and the other algorithms
through their outlier detection rates. In Figure 5.7, we report the ROC curves
of all algorithms over the three data sets. As observed, LODI shows the best
detection performance compared to all three techniques. In the segmentation
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data, LOF is less successful with its AUC value around 88% though we have
tried to optimize its parameter minPts. The detection rates of ABOD and
SOD are quite competitive and achieve 90% AUC which yet is still lower than
LODI’s 94%. Moreover, LODI is also likely to uncover all true outliers ear-
lier than the other techniques. As observed in Figure 5.7, its false positive
rate is only at 24% when all outliers are found compared to that of 43% for
SOD or 60% for LOF. With the vowel data set, we observe a similar behavior.
Nevertheless, in the ionosphere where the number of outliers is considerably
larger, none of the algorithms can discover all outliers before their false posi-
tive rate reaches 100%. However, it is seen that while both SOD and ABOD
can uncover at most 70% of true outliers when the false positive rate is at
20%, LODI retrieves 86% at the same level. Its overall area under the curve
is 89% which is clearly better than the other algorithms.

5.5 Conclusion
In this work, we developed the LODI algorithm to address outlier identifica-
tion and explanation at the same time. To achieve this twin-objective, our
method takes use of an approach firmly rooted in information theory to select
appropriate sets of neighboring objects. We developed an objective function
to learn subspaces in which outliers are most separable from their nearby in-
liers. We showed that the optimization problem can be solved via matrix
eigen-decomposition of which relevant features can be obtained to understand
exceptional properties of outliers. Our thorough evaluation on both synthetic
and real-world data sets demonstrated the appealing performance of LODI
and showed that its form of outlier interpretation is intuitive and meaning-
ful. Nonetheless, LODI has some limitations. First, its computation is rather
expensive (quadratic in dimensionality), making LODI less suitable for very
large and high dimensional data sets. To deal with this issue, approaches
based on features sampling [67] seem to be promising yet they also lead to
some information loss. The challenge is thus to compromise the trade-off be-
tween these two criteria. Second, LODI made an assumption that an outlier
can be linearly separated from inliers. This assumption may not be prac-
tical if the distribution of inliers exhibits some non-convex shapes. Though
several learning techniques based on nonlinear dimensionality reduction can
be applied to uncover such outliers [20], this, however, still leaves a difficult
question open: what is an appropriate form to interpret these ”nonlinear”
outliers? We consider these challenges as open issues for our future work.



Chapter 6

Learning Outlier Ensembles
The Best of Both Worlds – Supervised
and Unsupervised

Abstract

Years of research in unsupervised outlier detection have produced nu-
merous algorithms to score data according to their exceptionality. How-
ever, the nature of outliers heavily depends on the application context
and different algorithms are sensitive to outliers of different nature. This
makes it very difficult to assess suitability of a particular algorithm with-
out a priori knowledge. On the other hand, in many applications, some
examples of outliers exist or can be obtained in addition to the vast
amount of unlabeled data. Unfortunately, this extra knowledge cannot
be simply incorporated into the existing unsupervised algorithms.

In this paper, we show how to use powerful machine learning ap-
proaches to combine labeled examples together with arbitrary unsuper-
vised outlier scoring algorithms. We aim to get the best out of the two
worlds—supervised and unsupervised. Our approach is also a viable so-
lution to the recent problem of outlier ensemble selection.

6.1 Introduction
Unsupervised outlier detection algorithms [3, 17] aim to reveal extraordinary
data points in a data collection. Their original application is in pure data ex-
ploratory tasks (e.g., astrophysics, molecular biology) where almost no prior
knowledge about the nature of outlierness is available and the goal is to find
surprising patterns. Based on geometrical properties of the data (mostly dis-
tances and density), these algorithms assign a real-valued outlierness score to
each data point thus enable a final outlier ranking.

In many applications, however, the semantics of outliers are known in ad-
vance, but not all the possible forms that they can take (e.g., in detection of
fraud, intrusions, mislabeled data, measurements errors or faults). In these

This chapter was published as [59].
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tasks, a small number of previously seen outliers is available in addition to a
large number of unlabeled (mostly normal) data. In such a situation, unsu-
pervised algorithms often perform poorly because there is no principled way
how they can take advantage of these extra labels.

We present a new paradigm for outlier detection, semi-supervised outlier
detection, that combines both the information from unlabeled data and su-
pervision of some labeled data. Through a powerful learning technique, we
aim at getting the best out of the two worlds—supervised and unsupervised.
The strength of the proposed concept is in its universality because any ex-
isting unsupervised outlier scoring algorithm can be adapted, and, similarly,
different machine learning approaches can be integrated. It also means that
the concept opens a promising field of future research.

The key idea is to use the output scores of multiple unsupervised outlier
detection algorithms as transformed features for learning with an extreme class
imbalance. This transformation step is at the core of our solution. From the
original attribute space, we move the problem to a transformed space where
the dimensions are different types of exceptionality. In this exceptionality
feature space, we employ an ensemble approach to learn feature weights and
thus appropriately integrate the supervised and unsupervised information. In
our initial setup, we use an ensemble of logistic regressors to learn the feature
weights. Logistic regression is a convenient choice since (with an appropriate
regularizer) it allows for a sparse solution where many weights can be drawn
to zero. Furthermore, it outputs probabilities that can directly be used as
outlier scores. This makes for an easily interpretable and verifiable result.
Considering that the transformed features correspond to specific outlier de-
tection algorithms with particular settings, the learnt feature weights can be
interpreted as an outlier ensemble. We will further discuss the parallels to out-
lier ensembles and also the strengths and limitations of the approach (Sec. 7.2,
7.6).

The paper is organized as follows. We present our initial setup in Sec. 7.3
and preliminary results on two data sets in Sec. 7.5. After a brief description
of the related work in Sec. 7.2, we devote an extended space to the discussion
and future work in Sec. 7.6.

6.2 Method

Let X ∈ X be a set {x1, . . . , xn} ⊂ Rd of data points, and let L = {0, 1} be a
set of labels where 1 corresponds to an outlier and 0 to a normal data point.
The number of outliers in X is much smaller than the number of normal data
points. Let l � n points in X be labeled outliers, the rest is unlabeled. For
the sake of training, we assign label 0 (normal data class) to all unlabeled
data points even if we know that some of them will be wrong. The goal is to
predict labels of unlabeled and/or previously unseen data points. Since we are
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interested in ranking outliers according to the degree of their exceptionality,
we require probabilities to be output together with the labels [45].

Logistic Regression with `1 Penalty

We instantiate our concept using logistic regression, which is a statistical clas-
sifier that models the outcome of a binary random variable, y. The probability
of a data point belonging to class 1 is modeled as a linear function of variables
(features) and a parameter vector, β ∈ Rd using the logistic function:

p(y = 1|x;β) = 1
1 + exp (−β>x) = σ(β>x). (6.1)

The classifier predicts 1 if σ(β>x) > 0.5 and 0 otherwise.
To fit the parameters β based on a set of observations X and true labels

y, the following cost function needs to be minimized:

J(β) =− 1
n

[
n∑
i=1

yi log σ(β>xi) + (1− yi) log (1− σ(β>xi))]

+ λ

2n

m∑
j=1
|βj |. (6.2)

The first term is the usual logistic loss, f(β). The second term in Eq. (6.2)
performs `1 regularization often referred to as Lasso [83]. It penalizes models
with extreme parameter values and shrinks many of them to 0 which has
the advantage here of removing features that do not contribute to the outlier
scoring task.

Eq. (6.2) can be minimized using stochastic coordinate descent (SCD)
methods [75]. Briefly, SCD picks features uniformly at random and updates
the corresponding coordinate of β until convergence as follows

βj = s4λ(βj − 4∇jf(β)),

where sλ(z) = sign(z) max(|z| − λ, 0) is the soft thresholding operator and
∇jf(β) is the derivative of the loss with respect to the jth coordinate of β.

Feature Transformation

Instead of applying the logistic regression on the original data, we extract
new features. We transform X ∈ X into Φ(X) in the following way. Let
Φ = {Φ1, . . . ,Φm} be a set of outlier scoring functions where Φi : X → Rn.
Each Φi ∈ Φ is applied to X. If the original data matrix is X = [x1, . . . , xn]>
, the transformed data matrix is[

Φ1(X) · · · Φm(X)
]

= Φ(X). (6.3)
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Instead of the original data set, we now work with the transformed data set
Φ(X) in the outlier score feature space.

To form the set of functions Φ, we may use any existing unsupervised
outlier detection algorithm. Besides using distinct algorithms, we may also use
the same algorithm under a perturbation, e.g., change of parameter settings,
a distance metric, different subspaces etc. The goal is a setup where different
aspects of outlierness are captured by the different scoring functions to span
the transformed feature space.

Re-sampling by Bagging

A challenge for logistic regression lies in the class imbalance. To combat this
issue, we propose to use a standard re-sampling method: bootstrap aggre-
gating, also known as bagging [11]. Bagging produces multiple versions of a
model by training on different bootstrap samples of the training set. Then,
an aggregated model is acquired by averaging the outcomes of all versions (for
the case of logistic regression it is output probabilities).

A bootstrap sample is a subset of data that is sampled uniformly with
replacement. However, in our case we select approximately the same num-
ber of outliers as of (contaminated) normal data points. Bagging can help us
achieve class balance through downsampling the majority class without los-
ing much information. Since there is a minority of outliers, the same points
will get selected multiple times while the normal data class will substantially
differ across samples. This also is a reasonable setting considering the semi-
supervised setup of the problem where the normal class is contaminated and
thus its labels are unreliable.

An appealing property of `1-regularized logistic regression is the ability
of directly performing feature selection by shrinking parameters. In practice,
however, the regularization parameter must be carefully chosen. Stability se-
lection [58] combines `1 penalized methods with bootstrap sampling by track-
ing the proportion of times a particular feature is selected across all of the
subsamples. For a large enough number of bootstrap samples, this can be
considered as the probability that a given feature belongs in the model.

6.3 Experiments
We compare our approach on two data sets with two different baselines, re-
porting standard outlier detection evaluation measures: the ROC curve and
the area under the ROC curve (AUC).

Competitors

We present results of two versions of our algorithm, proposed and proposed+.
proposed only uses the transformed features while proposed+ combines both
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the original and transformed features. For the first two baselines, we use the
same training setup as for the proposed algorithms but we train merely on
the original set of features. The difference is that base1:orig uses the same
partially labeled training set as our method while base2:sup is trained on
fully labeled data (it gets more information than our method and likely more
than there would be available in practice). Strictly speaking, base2:sup is
not a baseline, but we include it to demonstrate the strength of our approach.

As another baseline, base3:ens, we adopt a recent outlier ensemble algo-
rithm from Schubert et al. [72]. It is an unsupervised approach that builds a
binary target vector based on the rankings of the ensemble members and then
greedily selects a subset of them to maximize weighted Pearson correlation
to the target vector. For an appropriate comparison, we adapt their method
such that we build the target vector from the partially labeled training set
instead of their proposed heuristic to make the supervision available to this
approach as well.

Data

For our experiments, we use two different data sets. The synthetic letter
data set is derived from the UCI letter recognition data set where letters of
the alphabet are represented in 16 dimensions [7]. To get data suitable for
outlier detection, we subsample data from 3 letters to form the normal class
and randomly concatenate pairs of them so that their dimensionality doubles.
To form the outlier class, we randomly select few instances of letters that are
not in the normal class and concatenate them with instances from the normal
class. The concatenation process is performed in order to make the detection
much more challenging as each outlier will also show some normal attribute
values. In total, we have 1500 normal data points and 100 outliers (6.25%
outliers) in 32 dimensions.

The real-world speech data set consists of 3686 segments of English speech
spoken with different accents.1 The majority data corresponds to American
accent and only 1.65% corresponds to one of seven other accents (these are re-
ferred to as outliers). The speech segments are represented by 400-dimensional
so called i-vectors which are widely used state-of-the-art features for speaker
and language recognition [23]. It is a subset of data described in [14].

We have made both data sets publicly available.2

Learning Setup

We split available data to a 60% training and 40% testing set. To simulate the
semi-supervised scenario, we remove half of the outlier labels from the training

1The authors would like to thank to the Speech Processing Group at Brno University of
Technology, Czech Republic, who provided us with the data.

2Download the data sets at http://goo.gl/mGg8ti?gdriveurl.
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proposed+, AUC=0.93
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Figure 6.1: Letter data: ROC curves and the corresponding AUC values.

set and consider them unlabeled data (which we treat as a contaminated
normal class in our setup). For bagging, we construct 50 balanced samples
from the training set, learn a logistic regressor on each of them and combine
their outputs. At this point, no regularization has been applied for any method
so that the results are more easily comparable.

For the sake of feature transformation we use a combination of established
unsupervised outlier detection techniques: feature bagging [54] (selecting ran-
dom subsets of features), k-NN outlier (compute sum of distances to k nearest
neighbors) and LOF [13] (scores data based on local density). Precisely, it
is feature bagging with LOF for the letter data set (50 random bags) and
feature bagging with k = 1 and Canberra distance for the speech data (20
random bags). These settings are based on a coarse search for unsupervised
algorithms that perform reasonably well on the training set. It is a mere
starting point and alternatives should be investigated.

Results

In Fig. 6.1, we report the ROC curves for the letter data set. proposed
and proposed+ outperform the baselines (notice that they do especially well
in the beginning of the ROC curve which is particularly important for real
applications). We can see that they can even beat a fully supervised setup
with original features (base2:sup) and that the most viable competitor is
the ensemble of outlier detectors (base3:ens). Clearly, the outliers are better
separable in the transformed than in the original domain. Fig. 6.2, on the other
hand, shows the ROC curves for the speech data set. Here, the proposed
approach performs comparably to the baselines (except for base2:sup which
has access to all labels in the training set), with only 20 features compared
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Figure 6.2: Speech data: ROC curves and the corresponding AUC values.

to the original 400. This suggests that both the original and the transformed
domain are useful in detection of outliers and explains why proposed+ that
combines them has a superior performance to all other techniques with a great
margin.

6.4 Related Work

Outlier Ensembles

It has been shown that an appropriate combination of multiple algorithms
(later called detectors) can increase outlier detection performance [72] which
has recently triggered a wide interest in outlier ensembles [2, 90]. The problem
of selecting (building/weighting) an ensemble is complex and hard to do in
completely unsupervised settings. Open questions concern, e.g., the tradeoff
between accuracy of the single detectors and their diversity, correlation among
them or the method to combine their outputs [90]. The problem is magnified
by the fact that outputs of different scoring algorithms are on different scales
and often cannot be interpreted as outlier probabilities [45]. The approach
outlined in this paper could be viewed as an ensemble selection technique
where the few provided labels guide the selection process, giving an elegant
solution to the above stated problems.

Class-Imbalance Learning

In addition, the proposed method complements machine learning literature
on classification of extremely imbalanced data sets. Common approaches to
class-imbalance learning such as sampling, bagging and boosting, one-class
classification and cost-sensitive learning (references to be found e.g. in [3, 86])
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can readily be complemented by the proposed scheme. Outputs of unsuper-
vised outlier detectors can be interpreted as additional non-linear features to
enhance classification in a similar spirit as kernels do. We expect that the
proposed concept will be useful in situations where the rare class is not well
clustered but more investigation must be carried out on this topic to confirm
this hypothesis.

6.5 Discussion and Future Work
We have presented a new concept of semi-supervised outlier detection that is
useful in applications where some outlier examples are available on top of a
vast amount of unlabeled data and where new types of outliers might occur in
the future. We believe that this scenario is realistic for both research and com-
mercial applications. The idea combines unsupervised outlier detection with
established machine learning techniques for classification in the transformed
outlier score space. Initial experiments indicate that if we add outputs of un-
supervised outlier detection algorithms as new features to the original training
data, we can get a superior performance to both unsupervised and supervised
techniques. However, numerous challenges to both outlier detection and ma-
chine learning researchers remain.

Some of the favourable properties of the concept are:

• any outlier scoring function can be used as a feature,

• a well-interpretable result as each feature corresponds to a specific outlier
detection algorithm with particular parameter settings,

• `1-regularization can eliminate most of the features,

• output scores can directly be interpreted as outlier probabilities,

Using appropriate outlier detection algorithms and thus getting good trans-
formed features is crucial for the performance and it is the same challenge
that outlier ensemble theory faces [72]. Our limitation compared to classical
supervised methods is that computing the transformed features is relatively
slow. Since the same process needs to be applied at prediction time, we want
to discard as many features as possible already in the training phase via reg-
ularization. This requires further investigation.

Many other new directions are open for future work. E.g., it is worth
trying to apply this learning setup to select the best parameter settings for a
single algorithm. It also seems to be a good framework for developing active
learning strategies and interactive detection algorithms. Further, it should
be clarified in which applications and machine learning setups the proposed
technique is viable.



Chapter 7

Learning Representations
for Outlier Detection
on a Budget

Abstract

The problem of detecting a small number of outlying points in a
large dataset is an important task in many fields from fraud detection
to high-energy physics. Two approaches have emerged to tackle this
problem: unsupervised and supervised. However, supervised approaches
suffer from an inability to detect novel outliers and an inherent class im-
balance whereas unsupervised methods do not take advantage of labeled
training examples and often exhibit poor predictive performance.

We propose BORE (a Bagged Outlier Representation Ensemble)
which uses unsupervised outlier scoring functions (OSFs) as features in a
supervised learning framework. BORE is able to adapt to arbitrary OSF
feature representations, to the imbalance in labeled data as well as to
prediction-time constraints on computational cost. We demonstrate the
good performance of BORE compared to a variety of competing methods
in the non-budgeted and the budgeted outlier detection problem on 12
real-world datasets.

7.1 Introduction
The aim of outlier or anomaly detection is to identify points in a dataset which
deviate in some way from the usually observed patterns. Outliers typically
represent a very small portion of the data and can be very diverse in nature.

Unsupervised algorithms for outlier detection (see e.g. [3] for a review) are
suitable for purely exploratory tasks tasks where very few or no labeled exam-
ples of outliers are available. These methods are based mainly on geometric
properties of the data and typically assign a real-valued “outlierness” score to
each data point. As such unsupervised algorithms are suited to detecting new
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types of outliers. However, they often exhibit poor predictive performance
[30].

In applications where the semantics of outliers are known in advance (e.g.,
detection of fraud, intrusions or mislabeled data), labeled training examples
for supervised outlier detection may be available [17]. Because outliers are
naturally scarce such data will be heavily imbalanced which poses a problem
for most classifiers. Another challenge for supervised outlier detection is the
heterogeneity of the outlier class. This makes generalising from a small number
of labeled samples difficult. Furthermore, supervised methods are unable to
detect novel types of anomalies for which no labeled training examples have
been collected. Recently, methods which modify unsupervised approaches to
take advantage of labeled examples have been shown to work well [30].

In this work we take a different approach: we propose a supervised algo-
rithm that first learns a feature representation which successfully differentiates
outliers from inliers using the unlabeled data. Our contribution is two-fold:

1. We propose a Bagged Outlier Representation Ensemble (BORE); a uni-
fied framework for incorporating unsupervised and supervised data for
outlier detection. BORE first learns a representation of the outlierness
of each point in an unsupervised fashion which are then used as features
in a classifier trained on highly imbalanced data.

2. We consider the case where computational resources at test time are
limited and introduce a feature selection technique that respects a com-
putational budget while retaining good predictive performance.

The key idea underlying BORE is to view the output scores of unsuper-
vised outlier scoring function (OSF) algorithms as non-linear transformations
of the original feature space. Crucially, this new set of features provides a
richer representation which better identifies outliers from normal points. This
representation is then used to improve the performance of a supervised learn-
ing algorithm. We make use of an ensemble approach in order to overcome
the extreme class imbalance.

One advantage of BORE is that its performance can be boosted by in-
cluding a larger or more diverse set of outlier detectors – particularly those
which are known to be suited to the task at hand. This idea complements a re-
cent line of research on outlier ensembles that strives to combine unsupervised
outlier detectors [2, 90].

Since each feature is the output of an OSF learned on the whole dataset,
adding features is costly. At test time, this issue is compounded with the
fact that OSF need to be run on the entire dataset including the new unseen
test points in order to make predictions. Clearly this can be prohibitively
expensive for large numbers of OSFs. This is particularly important when
the prediction must be performed under time or computational constraints
such as a real-time or embedded system. To overcome this, we introduce
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a budget-aware feature selection approach which identifies a small subset of
the OSFs which represent the best tradeoff between computational budget and
prediction accuracy. Therefore at prediction time we obtain good performance
while only requiring to compute a subset of features.

Paper outline. In the following section we briefly review current ap-
proaches to unsupervised and supervised outlier detection. We then detail
BORE, our novel approach for learning representations for outlier detection.
In order to deal with computational budgets at prediction time we then pro-
pose a budget-aware variable selection procedure. Finally, we present exten-
sive empirical results on 12 real-world datasets demonstrating the predictive
outlier detection performance of BORE both with and without budget con-
straints.

7.2 Related Work

Feature representations. In recent years the field of representation learning
[10] has become increasingly popular. In particular, a wide class of techniques
based on deep neural networks have been proposed which learn rich feature
representations of input data in a supervised or unsupervised fashion which
can then be used for prediction. Such feature learning approaches have become
the keystone of achieving state-of-the-art performance in a variety of problem
domains. However, deep networks require vast amounts of training data to
learn good representations which are typically not available in outlier detection
problems. Elsewhere, less complex feature representations can be learned
using correlations between features which have been shown to greatly improve
prediction when few labeled examples are available [57].

The key idea in feature learning is that good representations of the data
can be obtained by means of solving an unsupervised learning problem. In this
work, we leverage this idea with the addition of domain knowledge encoded
in the zoo of existing specialised OSFs. In this respect, training OSFs on a
particular dataset and using their outputs as input to a supervised learning
problem can be viewed as unsupervised learning of a suitable representation
for many possible types of outliers.

Outlier Detection and Class-Imbalance Learning. Outlier detec-
tion naturally faces the problem of class imbalance. Therefore, for the su-
pervised case, well-established approaches from class-imbalance learning can
be adopted including sampling, bagging and boosting, one-class classification
and cost-sensitive learning (see e.g. in [3, 86]). Our proposed technique is not
dependent on any of these models and can readily complement each of them.

Outlier Ensembles. An appropriate combination of multiple unsuper-
vised outlier scoring functions into ensembles can increase outlier detection
performance [2, 90]. However, building an ensemble is difficult in completely
unsupervised settings and only heuristic approaches have been proposed so far
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[65, 72]. Open questions concern, e.g., the tradeoff between accuracy of sin-
gle outlier scoring functions and their diversity or the normalization and the
combination function of the outlier scores [90]. No supervised approaches have
been studied yet in this context except for an initial idea for a semi-supervised
ensemble presented in [59]. Our proposed approach could be viewed as an en-
semble selection technique guided by the available training data, providing an
elegant solution to the above stated problems.

Semi-supervised Outlier Detection. Semi-supervised techniques make
use of both labeled and unlabeled data for training. Recently, a semi-supervised
anomaly detector (SSAD) was proposed [30]. While BORE incorporates the
unsupervised information in its features, SSAD is based on an unsupervised
technique, support vector data description [82], which learns a hypersphere en-
closing the normal data, and uses this as a regularizer for supervised learning.
It requires to specify an appropriate kernel on input. The goal is, similarly to
BORE, to achieve a good performance using labels while retaining the possi-
bility of revealing novel anomalies through the unsupervised information. We
experimentally compare BORE to this technique.

7.3 Learning a Representation for Outlier
Detection

In this section we will detail our basic framework for outlier detection. First
we describe the feature space construction which we use to learn a good repre-
sentation of the outliers in the data in an unsupervised manner. We then use
these features as input to a supervised learning procedure which adapts to the
heterogeneity and class imbalance inherent in the outlier detection problem.

Outlier Scoring Functions

An outlier is broadly characterized as a point that deviates in some way from
the rest of the data. The exact form of deviation depends on the data and
the application. Diverse detection and scoring functions have been proposed
including approaches based on statistical methods, PCA, and other subspace
analysis methods [8, 40, 64, 66]. A large body of work is based on the analysis
of distances and density around data points, e.g. via kNN distance or relative
local density [13, 70]. Our method supports any such detector that provide
outlier scores.

For the discussion that follows, we require the following definition of an
outlier scoring function which will form the basis of our feature representation.

Definition 1 (Outlier Scoring Functions) Given a data matrix X ∈ X ⊆
Rn×k, an outlier scoring function (OSF) is a mapping Φ : X → Rn. That is,
an OSF assigns a real valued output to each row of the data matrix corre-
sponding to the degree of outlierness of each point.



7.3. LEARNING A REPRESENTATION FOR OUTLIER DETECTION77

The scale and interpretation of different scoring approaches may vary. For
example, they may be normalised between 0 and 1 so as to be interpreted as
a probability or may be thresholded to assign binary labels to points. This
makes standard ensemble approaches to combining OSFs difficult and highly
dependent on scaling and normalization.

Feature Space Construction

Individually, the OSFs detailed above are limited in their ability to detect
multiple types of outliers. The key insight we provide is that when combined,
the output of multiple outlier detectors provide a good feature representation
which can be used to detect many outlier types.

Let Φ = {Φ1, . . . ,Φm} be a set of outlier scoring functions as in Def-
inition 1. Each Φj ∈ Φ is applied to the data, X and returns a vector
Φj(X) ∈ Rn. Our feature representation is then

Φ(X) =
[
Φ1(X), · · · ,Φm(X)

]
. (7.1)

Instead of the original data set, we now work with the transformed data set
Φ(X) in the OSF feature space. Each individual Φj(X) can be viewed as a
feature vector of the data.

To construct the set of functions Φ, we may use any existing unsupervised
OSF where the goal is to capture diverse aspects of the outliers in a particular
dataset. It is therefore beneficial to expand the feature space by applying each
OSF under a set of perturbations. For example multiple parameter settings,
different distance metrics and different subspaces of the original features.

In practise the original features of the data also contain useful information
for identifying outliers. Therefore, we will use an augmented version of (7.1)
where

Φ(X) = [X,Φ1(X), . . . ,Φm(X)] ∈ Rn×d (7.2)

where the combined feature space dimension is d = (k+m). With some abuse
of notation we will denote Φ(i) ∈ Rd as the ith row of the matrix Φ(X) and
Φj ∈ Rn as the jth column.

Using the original data and OSF features, we exploit the strength of unsu-
pervised outlier detection to detect novel types of outliers within a supervised
framework. To this end we will refer to the combined feature space in (7.2)
as an outlier representation (OR).

Learning Setup

We are now ready to incorporate supervised information on labeled outliers
into our method. The outlier representation learned in the previous section is
a highly non-linear transformation of the original space. As such we can use
a linear classifier in this new space to detect outliers. To make the discussion
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concrete, we adopt logistic regression, but in practise any linear classifier could
be used instead.

Logistic regression (see e.g. [34]) models the probability of a point i being
an outlier by means of a binary random variable, y(i) ∈ {0, 1} conditioned on
the outlier representation Φ(i) and a parameter vector, β ∈ Rd through the
logistic function:

p(y(i) = 1|Φ(i);β) = 1
1 + exp (−β>Φ(i))

= σ(β>Φ(i)), (7.3)

predicting 1 if σ(β>Φ(i)) > 0.5 and 0 otherwise. The maximum likelihood
estimator for β is the solution to

β̂ = argmin
β
−

n∑
i=1

log σ(β>Φ(i))yi(1− σ(β>Φ(i)))(1−yi), (7.4)

which can be solved efficiently using gradient descent or a pseudo second-order
method such as L-BFGS [34].

In practise, any classifier can be used in place of logistic regression. How-
ever, since we already learn a highly non-linear feature representation, there is
little additional utility to be gained by using a non-linear classifier compared
with the additional cost in optimization and hyper-parameter tuning. This is
illustrated in Section 7.5 where we present results comparing BORE with a
non-linear method, SSAD.

Another benefit of logistic regression in the context of outlier ensembles is
that the output is easily interpreted since it directly models the probability of
outlierness for a given datapoint given the outlier representation.

Re-sampling and Bagging. There are two challenges for the straightfor-
ward application of a standard classifier to outlier detection: The inherent
class imbalance problem and the heterogeniety of the outlier class. We deal
with both of these issues in a unified manner by adapting a standard re-
sampling method: bootstrap aggregating, or bagging [11]. Bagging constructs
B bags consisting of uniformly subsampling datapoints with replacement. It
then averages the output of the models trained on each of the bags.

Since uniform sampling would result in bags containing very few outliers,
instead we use biased sampling to construct bags with balanced classes. For
every bag b = 1, . . . , B, an equal number of outliers and inliers are sampled
uniformly from their respective populations. Since the number of outliers is
small compared with size of the inlier class, the same outliers will appear in
multiple bags while the inlier class will be substantially different between bags.

Due to the inhomogeneity in the data, a different aggregation scheme such
as Stacking [12] or maximin aggregation [15] could be considered. However,
we found empirically that neither performed as well as standard bagging.
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Algorithm 1 Orthogonal Matching Pursuit.

Input: Data: {Φ ∈ Rn×d, y ∈ Rn}, # non-zeros: γ
Initialize: A = {}, R0 = y, β0 = 0

1: for t = 1 . . . γ do
2: j = argmaxj /∈A

|Φ>j R
t−1|

Φ>j Φj
3: A ← {j} ∪ A
4: βtA : solve (7.4) with ΦA.
5: Rt = y − σ(βtA

>ΦA)
6: end for
Output: βγ

7.4 Outlier Detection on a Budget

BORE learns a representation of arbitrary types of outliers by combining the
output of many different outlier detectors in a bagging framework. Crucially,
when the original dimensionality and the number of samples is large, learn-
ing this representation may be computationally intensive. This is typically
not a problem since learning the outlier representation and training classi-
fiers on individual bags can easily be computed in parallel. However, at test
time when new instances must be classified this computational burden can be
problematic.

As a concrete example, the pre-trained outlier detection system might be
deployed on less powerful hardware or might have to classify a point as an
outlier under time constraints. The more OSFs used in the representation,
the more resources required at test time to compute the representation of the
new points.

To overcome this problem, we propose a classification strategy under a
computational budget.

Cost-aware Feature Selection

Associated with each feature transformation Φj(X) is a computational cost
c(j). For example, this cost could be directly related to the time or space
complexity required to compute a particular feature. Some of the features
may be too computationally expensive to generate at test time and equivalent
predictive performance might be obtainable by instead combining a number
of cheaply computed features. Our goal is good detection of outliers for any
budget C such that the sum of costs of utilised features

∑
j∈A c(j) ≤ C. We

select features that are expected to have high utility for the outlier detection
task while incurring low cost. In order to do so we adopt a strategy that also
handles potential issues when the number of OSF features grows.



80
CHAPTER 7. LEARNING REPRESENTATIONS FOR OUTLIER

DETECTION ON A BUDGET

A challenge is statistical estimation in high dimensions (i.e. when the
dimensionality of the feature space approaches the number of samples) where
the maximum likelihood estimator for β in (7.4) is ill-defined. This becomes
a problem when the set of OSFs becomes large. We tackle the budgeted
detection problem and the high-dimensional estimation problem in a unified
manner by considering the set of γ−sparse models {β : ‖β‖0 ≤ γ} where γ
is a positive integer and ‖β‖0 is the `0 “norm” which counts the number of
non-zero elements in β.

We enforce this condition by updating our estimate of β in a coordinate-
wise manner using Orthogonal Matching Pursuit (OMP) as described in Al-
gorithm 1. OMP for logistic regression is an iterative algorithm which starts
with a candidate solution β0 consisting of the zero vector [55]. At each step
t it adds a single non-zero coordinate to the solution. This coordinate j is
selected according to the criterion in line 2 and is added to the set of selected
coordinates, A ← {j}∪A. Rt = y−σ(βtA

>ΦA) is the vector of residual errors
at iteration t. The model is then updated by solving the logistic regression
problem as in line 4 where the subscript A considers only the coordinates
indexed in A and all others remain zero.

These steps are repeated for t = 1, . . . , γ, that is until there are at most γ
non-zero elements in β.

Recently, a variant of OMP, budgeted OMP, which takes feature cost into
account has been proposed [32]. The only difference is to line 2 of Algorithm 1.
Given an active set A of selected features, the next feature is instead selected
according to:

j = arg max
j /∈A

|Φ>j r|
c(j) · Φ>j Φj

.

This introduces a trade-off between the utility of a particular feature (in
terms of reducing the residual training error) and the cost of that feature.
As such when |A| = d, we also obtain an ordering of the features according
to this trade-off. This allows predictions to be made at test-time to fit a
particular computational budget C by selecting the top g features such that∑g
j=1 c(Aj) ≤ C, where Aj is the jth element added to the active set. [32]

show that for a given budget, budgeted OMP returns a solution which is close
to optimal.

Stability Selection

As explained in Section 7.3, since the outlier detection problem is highly im-
balanced, bagging with non-uniform sampling is necessary to learn a good
classifier. This presents the problem that due to random fluctuations intro-
duced in the sub-sampling step, the order in which features are selected by
budgeted OMP in each bag may be different. The question of which features
to include in the final model is answered by stability selection [58]. Stability
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selection is a model selection based on comparing multiple models trained on
subsamples of the data. Under certain conditions for a linear model (and as-
suming uniform n/2 bootstrap sampling), it has been shown that the set of
features returned by stability selection for OMP correspond to the true un-
derlying model [58]. In order to deal with our budget constraint, we present
a slightly modified version of stability selection.

For each bag b = 1, . . . , B we obtain the solution vector which satisfies a
given budget constraint C using budgeted OMP which we denote as β(b). The
set of selected features is then A(b) = {j : β(b)

j 6= 0, j = 1, . . . , d}. For each
feature j we count the proportion of times it was selected across the bags as
Jj = 1

B

∑B
b=1 I{j ∈ A(b)}, where I is the binary indicator function.

Now, in order to ensure that the constraint is satisfied in the final model,
we construct a stable set of features as the set of most commonly selected
features across all bags which satisfy the budget constraint. Denoting Π(J) as
the permutation which sorts the elements of J in descending order, the stable
set is then

SC = {j :
∑

j∈Π(J)
c(j) ≤ C}.

That is, we add features to SC in order corresponding to how often they were
selected across the B bags, until their combined cost matches the specified
budget C.

Finally, a classifier in each bag is trained using the set of features indexed
by SC . Although the theoretical guarantees about the final model no longer
hold due to our imbalanced sampling procedure, we find that our modified
stability selection procedure performs well empirically.

Table 7.1: Datasets used for evaluation. Outlier ratio in % (r), dataset size
(n), dimensionality (d).

Name r n d Name r n d
Cardio 5 1734 21 Heart Disease 10 166 13
Hepatitis 9 74 19 Higgs 5 5000 30
Ionosphere 36 351 32 Letter 6 1600 32

Name r n d Name r n d
Pageblocks 5 5139 10 Parkinson 20 60 22
Pima 5 526 8 Spambase 2 2579 57
Waveform 3 3443 21 Wilt 5 4839 5
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Bag 1 Bag 2 Bag 3

(a) Letter.

Bag 1 Bag 2 Bag 3

(b) Ionosphere.
Bag 1 Bag 2 Bag 3

(c) Pageblocks.

Figure 7.1: t-SNE visualisation of three different bags each subsampled from
the (a) Letter, (b) Ionosphere and (c) Pageblocks data sets. The top line shows
the original features and the bottom line shows the corresponding learned
outlier representation. In each bag, the outlier representation exhibits a better
separation between outlying points (shown in red) and non-outlying points
(blue).

7.5 Experimental Evaluation

Datasets and Features

We evaluate the performance of BORE on 12 real world datasets summarised
in Table 7.1. The dataset Higgs consists of the training set of the Higgs Boson
Machine Learning Challenge1 where the goal was to distinguish measurements
of Higgs boson particles from the background. We subsampled Higgs bosons
such that they form a minority class. The rest of the datasets come from UCI
[7] and they were also preprocessed (by subsampling one or multiple classes)

1https://www.kaggle.com/c/higgs-boson

https://www.kaggle.com/c/higgs-boson
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such that they are suitable for the outlier detection task2. We split each
dataset into 60% training and 40% testing data.

Outlier Scoring Functions. We use a range of distance and density-
based OSFs as our feature transformations. Precisely, it is kNN [70], kNN-
weight [5], ODIN [35], LOF [13], SimplifiedLOF [73], COF [78], INFLO [39],
LoOP [44], LDOF [87], LDF [53], KDEOS [74] and FastABOD [46].3 Each
OSF depends on a neighbourhood parameter which we set as k ∈ {1, 10, 20, . . . , 100}
(or less for smaller data sets). Each value of k results in a distinct OSF. In
total we obtain 71-132 transformed features per data set.

For two data sets, Letter and Higgs, we alternatively use kNN and LOF
combined with feature bagging [54]. That is, we compute the OSFs in different
subspaces of the original domain, resulting in 50 and 40 transformed features
for these datasets, respectively.

We begin with a visual analysis of the learned outlier representations
(ORs). Figure 7.1 compares the original features (top row) and the OR (bot-
tom row) for three datasets. For the visualisation we applied t-distributed
Stochastic Neighbourhood Embedding (t-SNE) [85] to bags of points subsam-
pled according to the procedure described in Section 7.3. t-SNE finds a low-
dimensional non-linear embedding of high-dimensional data which groups sim-
ilar points together and enforces greater distances between dissimilar points.
The visualisations reveal that the learned ORs provide a better separation
between the outlying points and the non-outlying points. In contrast, in
the original feature space the outliers tend to be more uniformly distributed
amongst the non-outlying points. This suggests that classifiers trained on the
bags consisting of the OR should achieve higher accuracy than those trained
on the original features.

Learning Outlier Representations

Algorithms

To demonstrate the effectiveness of BORE, we perform extensive comparisons
with a diverse set of state-of-the-art approaches, both supervised and unsuper-
vised. Greedy ensemble (GE) is a purely unsupervised technique of combining
OSFs [72]. This baseline uses all OSFs but no label information. The Best
OSF baseline is a single OSF that exhibits best performance in hindsight. It
should be noted that this cannot be realised in practice since it requires know-
ing the out-of-sample performance of each method a priori. Mean of OSFs
simply averages the output of all OSFs. SSAD [30] is a semi-supervised outlier
detection technique using exactly the same label information as BORE.

2Datasets and detailed information about preprocessing available from
http://www.dbs.ifi.lmu.de/research/outlier-evaluation.

3Any other OSF (fitting Def. 1) could also be used.

http://www.dbs.ifi.lmu.de/research/outlier-evaluation
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To evaluate our bagging procedure for dealing with imbalance and hetero-
geneity in the outlier class, we also run SSAD on the data augmented by the
new outlier representations SSAD+OR. To judge the effectiveness of the out-
lier representation, we compare against bagged ensemble (BE) which builds
a bagged model in a manner identical to BORE except only in the original
feature space (i.e. it does not learn the outlier representations).

Experimental Setup

For both BORE and BE we construct 50 balanced bags from the training
set by subsampling 70% of the labeled outliers and an equivalent number
of labeled normal points into each bag. We use BORE and BE without `2
regularization. Empirically, we observe that the bagging procedure performs
implicit regularization and the additional `2 penalty is chosen as 0 by cross
validation. Importantly, this means that for a fixed number and size of bags,
BORE requires no additional tuning parameters.

For SSAD and SSAD+OR, we require setting the Gaussian kernel width σ,
and a regularization parameter, κ. We selected the optimal parameters using
5-fold cross validation for σ = [0.005, 5] and κ = [0.5, 20]. SSAD requires
the setting of further parameters which control the regularization of outlier
and inliers separately as well as unlabeled data. We leave these at their
default values. We scale the data between [0, 1] for BORE and normalize by
standard deviation for SSAD (this provides the best empirical performance).
For GE, we initialize the target vector with the ground truth number of outlier
candidates—in reality this is typically not available.

Results

Figure 7.2 shows receiver operator characteristic (ROC) curves comparing
BORE with each of the competitors on 6 datasets. Tables 7.2 and 7.3 contains
results on all 12 datasets and it compares each of the methods in terms of
standard outlier detection measures (as used e.g. in [3, 30]), namely: area
under the ROC curve (AUC), area under the false positive rate interval [0, 0.1]
of the ROC curve (AUC 0.1) and precision@no where no is the ground-truth
number of outliers.

BORE is the best performing method in all three measures for 6 datasets
and performs best in at least one of the measures in 9 of the 12 datasets. For
the remaining datasets, BORE is always among the best performing methods.
The order of the competing methods changes.

As expected, the methods which use label information outperform the un-
supervised methods. Crucially, BORE almost always outperforms BE which
implies that the representation learned by combining OSFs is better for outlier
detection than using the original features as also suggested by the visualisa-
tions in Figure 7.1.
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Figure 7.2: ROC curves comparing the performance of BORE against 6 com-
petitors on a selection of datasets.

However, combining our outlier representation with SSAD does not always
yield improved performance. This is perhaps due to the additional feature
transformation that SSAD performs using the Gaussian kernel. The use of
different kernel functions may improve the performance of SSAD+OR but
was not explored. Since the OR feature space is already a non-linear transfor-
mation of the data, it is not clear which kernel function would be appropriate
in combination with the OSFs to improve performance. Alternatively, multi-
ple kernel learning could be used to find a good combination of kernels but
this would increase the number of tuning parameters. In this regard, BORE is
far less sensitive to its hyperparameters (bag size and number of bags, shown
below) whereas SSAD is highly sensitive to kernel width and regularization
strength.

Greedy ensemble is often worse than the Mean of OSFs but it only selects
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Figure 7.3: Sensitivity of ROC AUC values to different choices of tuning
parameters (Ionosphere).

a small number of OSFs (between 1 and 13).
Sensitivity to parameters In Fig. 7.3, we compare the sensitivity of

BORE and SSAD to their respective parameter settings in terms of AUC. Re-
call that BORE requires setting on the number of bags and their size whereas
SSAD requires a regularization parameter, κ and the kernel width, σ. The
AUC achieved by BORE is similar among all parameter values already for a
small number of bags. On the other hand, the performance of SSAD varies sig-
nificantly for different parameters, highlighting the need for cross-validation.

Budgeted Outlier Detection

Algorithms and Experimental Setup

We now evaluate the proposed feature selection technique for BORE in the
setting where a prediction-time budget is imposed. We report ROC AUC
and AUC under the beginning of the ROC curve (AUC 0.1). Due to space
limitations we omit the results for precision@no but note that this measure
exhibits similar trends to AUC 0.1.

We compare our proposed cost-aware feature selection scheme BORE-
Budget against BORE-OMP which uses the unmodified Algorithm 1 for fea-
ture selection. Note that none of the competitors from the previous experi-
ments are designed to take into account feature costs. Therefore, as a baseline
we show the average detection performance of BORE using a random subset of
features selected such that the budget constraint is satisfied (BORE-random).

To every OSF, we assign a feature cost. We then evaluate the detection
performance of the three algorithms for a series of budgets. We sample feature
costs uniformly with replacement from a pool of values and randomly assign
them to the features. The pool is constructed such that the costs correspond
to different computational complexities: {n, 2n, 5n, n2, 2n2, 3n2, n3, 2n3}.
Concretely, we instantiate the pool as {10, 20, 50, 100, 200, 300, 1000, 2000}
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Table 7.2: Results of outlier detection for the first 6 data sets (in %). Algo-
rithms marked with ∗ are unsupervised, others are supervised. AUC refers to
the area under the ROC curve, AUC 0.1 is the area under the beginning of
the ROC curve (fpr interval [0, 0.1]) and precision@no is precision at the no-th
position in the outlier ranking where no is the ground-truth number of out-
liers in the data set. Bold denotes the best performance for a given evaluation
measure and dataset.

cardio heartdisease
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 79.08 26.00 27.78 88.14 40.00 50.00
Mean of OSFs∗ 75.75 31.19 33.33 79.03 15.00 37.50
GE∗ 74.75 13.84 13.89 71.82 7.50 25.00
SSAD 92.50 48.66 47.22 78.81 27.50 37.50
SSAD+OR 92.49 50.97 52.78 86.44 37.50 50.00
BE 95.77 65.72 55.56 84.96 52.50 62.50
BORE 95.98 66.83 63.89 88.35 65.00 75.00

hepatitis higgs
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 93.10 0.00 0.00 62.30 11.19 12.24
Mean of OSFs∗ 79.31 0.00 0.00 56.95 2.63 3.06
GE∗ 79.31 0.00 0.00 56.31 5.53 8.16
SSAD 93.10 0.00 0.00 70.75 20.98 21.43
SSAD+OR 96.55 50.00 0.00 73.55 26.55 25.51
BE 93.10 0.00 0.00 73.40 26.55 25.51
BORE 100.00 100.00 100.00 81.47 37.95 35.71

iono letter
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 94.22 68.00 82.00 91.16 44.15 38.89
Mean of OSFs∗ 93.38 73.89 84.00 89.41 35.79 36.11
GE∗ 12.23 0.00 6.00 84.38 19.23 25.00
SSAD 96.29 88.13 92.00 97.22 75.41 66.67
SSAD+OR 95.41 86.56 88.00 96.22 75.80 69.44
BE 83.74 55.11 70.00 84.88 35.09 33.33
BORE 97.47 91.11 94.00 96.42 76.70 66.67
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Table 7.3: Results of outlier detection for the last 6 data sets (see caption of
Fig.7.2 for description).

pima pageblocks
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 71.27 11.13 15.38 91.13 40.61 37.25
Mean of OSFs∗ 64.82 0.81 0.00 90.10 42.96 37.25
GE∗ 59.63 0.00 0.00 29.36 5.90 6.86
SSAD 62.53 4.05 0.00 96.46 72.41 62.75
SSAD+OR 66.20 6.62 7.69 97.48 81.99 69.61
BE 67.50 11.94 15.38 94.23 73.22 62.75
BORE 69.99 17.81 23.08 97.93 83.28 68.63

parkinson spambase
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 91.58 40.00 60.00 85.68 42.16 36.84
Mean of OSFs∗ 83.16 40.00 40.00 85.15 44.54 36.84
GE∗ 85.26 40.00 60.00 83.38 43.94 31.58
SSAD 74.74 40.00 60.00 96.14 72.95 42.11
SSAD+OR 88.42 20.00 60.00 96.78 65.65 21.05
BE 76.84 60.00 60.00 94.21 66.59 52.63
BORE 91.58 80.00 80.00 95.50 67.12 47.37

waveform wilt
AUC AUC 0.1 precision@n ROC AUC AUC 0.1 precision@n

Best OSF∗ 75.16 33.82 31.11 80.52 20.19 17.76
Mean of OSFs∗ 73.07 33.62 28.89 74.66 3.94 3.74
GE∗ 70.33 22.78 17.78 70.40 0.00 0.00
SSAD 91.84 59.82 53.33 98.56 85.78 74.77
SSAD+OR 87.73 37.72 28.89 96.17 77.78 72.90
BE 88.07 40.85 33.33 98.03 78.26 66.36
BORE 91.98 54.77 40.00 98.38 87.29 76.64
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for all data sets. We report on average performance over 20 different random
assignments of costs to features. The original features always have a uniform
cost of 1 in our experiments.

Having assigned costs, we apply OMP and budgeted OMP to get a feature
ranking. We then evaluate outlier detection performance for budgets ranging
from 10 (the minimal cost of a transformed feature) to the maximum which
is the sum of all feature costs. For every budget, each method selects a set of
features such that the budget constraints are satisfied. For the baseline BORE-
random, we randomly select a subset of features which satisfy the budget
constraint and report average performance over 20 random subsamples.

The number of bags and outlier subsampling ratio for BORE are the same
as for the previous experiments (50 and 70%, respectively).

Results

Results are shown in Fig. 7.4. In 9 of the 12 datasets, for any given budget
BORE-Budget typically achieves a larger AUC and AUC 0.1 than the com-
peting methods. This is expected since BORE-Budget selects features taking
their cost into account.

In the setting with a single bag, the AUC is expected to increase mono-
tonically [32] – i.e. as the budget increases, the performance of the method
should always improve. The lack of strict monotonicity exhibited by BORE-
Budget and BORE-OMP is explained due to the effects of bagging and sta-
bility selection which are necessary to provide good performance in the highly
imbalanced setting. More exactly, the spikes in performance are due to using
a single stable set of features, SC across all bags which could differ greatly
from the individual active sets in each bag A(b) due to randomness introduced
by subsampling. However BORE-Budget exhibits smoother behaviour than
the competitors as the budget changes. It be explained by the cost-aware
feature selection procedure ensuring that since features are selected based on
both cost and utility, the stable set is more similar to the active sets in each
bag. Smoother performance might be obtained by downweighting the contri-
bution of bags whose active sets differ too greatly from SC instead of simple
averaging.

The poor performance of random selection underlines the importance of a
principled feature selection procedure. Interestingly, the relatively monotonic
behaviour of the random baseline as more features are added to the model
underscores that BORE benefits from using a larger number of OSFs as fea-
ture transformations. This further emphasises that in the absence of strict
computational constraints a large and diverse set of OSFs should be chosen
to construct the outlier representation.
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7.6 Conclusion
We have introduced BORE, an approach to outlier detection which combines
unsupervised and supervised techniques in order to build a rich representation
of the outliers in the data. One of the main benefits of BORE is its simplicity,
which takes advantage of decades of existing research in designing outlier
scoring functions to result in a powerful algorithm which is insensitive to
tuning parameters. We have shown that BORE compares well to a variety
of competing unsupervised and supervised methods on a wide range of real
world datasets.

Another key benefit of the BORE framework is its generality and ex-
tendibility. For example, newly developed OSFs can easily be incorporated
as part of the feature representation. Specific domain knowledge can also be
encoded implicitly by the choice of OSFs. Furthermore, existing supervised
outlier detection techniques could be complemented using the BORE frame-
work. This removes some of the guesswork inherent in designing non-linear
feature transformations (i.e. kernels) for specific tasks. We have tested this
hypothesis empirically with SSAD+OR and we have observed improved per-
formance over standard SSAD for half of the data.

In the context of a recent research on outlier ensembles [2], BORE can
be viewed as the first supervised ensemble technique. It learns weights for
OSFs and depending on the specific classifier used, its final output can be
easily interpreted as a probability. In contrast, existing unsupervised outlier
ensembles struggle with proper normalization of the OSFs outputs and are
thus difficult to interpret [45, 72]. BORE avoids this problem by learning
appropriate thresholds between inliers and outliers from the training data.

Finally, BORE is the only method capable of handling budget constraints
at test time. We have shown that it successfully selects a subset of features
that provide good overall outlier detection performance.

We plan to adapt BORE to the realistic scenario where much of the data
is unlabeled and the cost of labeling is high. The question of how to query
points actively where the class imbalance is large remains open.
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(b) Heartdisease.
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(c) Hepatitis.
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(e) Ionosphere.
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(f) Letter.

Figure 7.4: Evaluation of outlier detection on budget (first six data sets, see
below for remaining data sets).
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(b) Parkinson.
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(c) Pima.
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(e) Waveform.
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Figure 7.4 (Continued): Evaluation of outlier detection on budget. Budgeted
OMP is compared to standard OMP and random selection of features. For
each data set, we report on ROC AUC and ROC AUC on the false positive
rate interval [0, 0.1] (y-axis) for different budgets (x-axis, log-scaled).
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