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Abstract—Existing methods for transportation mode detection
(TMD) using mobile sensing make it generally possible to distin-
guish between walking, cycling, and motorized transport. How-
ever, our means of transport evolve and we develop radically new
ways of transporting ourselves; thus new TMD sub-classification
methods are needed to distinguish these new transport forms. As
we transition from fossil-fueled cars to electric vehicles, switch
to bikes with electric motors, ride in hybrid buses, or do city
sightseeing on Segways, new challenges arise in distinguishing
these from a mobile sensing perspective. Distinguishing electric
vehicles (EVs) from fossil-fueled vehicles (FFVs) is a challenge,
where traditional methods based on features such as GPS speed,
or statistics on raw accelerometer data, are insufficient. In this
paper, we present methods for distinguishing EVs from FFVs
using smartphones with built-in inertial sensors, by reliably
identifying idle-engine motor vibrations through features built
on frequency analysis. We provide an extensive analysis of the
challenges involved in making the EV/FFV distinction, as well as
practical tools based on the methods. This includes analyzing
the measurable similarities and differences between EVs and
FFVs, and developing methods of reliably separating them. The
presented tools implement the methods as classifiers built using
machine learning. The analysis of our experiments shows that
we can achieve an accuracy of 89–95% distinguishing EVs from
FFVs, even with on-body phones.

I. INTRODUCTION TO ANALYSIS OF ENGINE VIBRATIONS

Methods for transportation mode detection (TMD) are well-
researched within mobile sensing [1], [2], [3], [4]. There are
methods available to distinguish walking, cycling, running,
going by car, bus, train, and more, using energy-efficient
sensors from everyday mobile phones as a source of input data.
Building on this solid foundation of work on TMD in general,
this opens up the opportunity to look at TMD from other
perspectives. Being interested in forms of transport that impact
the environment when used, we turn to creating methods for
sub-classification of traveling by car, namely distinguishing
electric vehicles (EVs) from fossil-fueled vehicles (FFVs) (see
also [5], [6]). This level of distinction is important for example
for green accounting, where the environmental impact of a
particular transportation mode is used to calculate a total
environmental impact of e.g. a fleet of mixed-type cars. The
current groups, or classes, as found in the existing literature on
TMD are insufficient for doing this. Therefore, currently green
accounting is mostly done in a labor-intensive, manual process,
where car models and driving specifics are meticulously noted
down and impacting factors such as greenhouse gas emissions

are subsequently calculated from these data. In contrast, with
the distinction methods as proposed in this article, pervasive
smartphones used by individuals both privately and at work
can be utilized to automatically, easily, and cost-effectively
alleviate or maybe even completely remove the burden of this
manual process.

In this work, we have compared vibrations sensed through
accelerometers in ordinary smartphones in different place-
ments in the car, including on-body phone placements, and de-
veloped methods to reliably identify idle-engine motor vibra-
tions through frequency analysis. As a result, independent of
where a driver (or passenger) may carry his or her smartphone,
we can detect engine vibrations and therefore distinguish an
EV from an FFV, with very high accuracy. This form of
non-controlled sensing is important to enable people to use
these methods in their everyday lives unobtrusively, without
having to think about it, nor waste valuable attention better di-
rected elsewhere. While previous work has focused mostly on
measurable characteristics during actual transport (such as car
acceleration and braking patterns, among other things [2], or
various statistical measures [1]), we take a somewhat counter-
intuitive approach by investigating sensor data in stopped
vehicles. This enables us to use our results to broaden our
scope: When not relying on phenomena particular to driving
cars, but to fossil-fueled combustion engines, the possibility of
identifying transport in subways, ferries, tractors, and trucks
is within reach. Previous work has also used accelerometers
for TMD, but focused on distinction of a broader range of
transportation modes, where the classes of FFV and EV were
not distinguished but instead represented in one class, either as
motorized [1] or as car [2], [3]. For the investigation presented
here, we rely on this general classification of distinguishing
car travels from other modes of transport; this allows us to
focus on sub-classifying vehicles used in car travels into EVs
and FFVs.

Apart from the primary goal of presenting a novel method
to distinguish EVs from FFVs with mobile sensing using
ordinary smartphones, a secondary goal is to better understand
the overall goal of accurate, universal transportation mode
detection. A better understanding of the challenges involved
will aid in making progress towards that broader goal. The
difficulty in distinguishing EVs from FFVs lies in the fact that
the main consistent difference between an EV and an FFV is
in the type of engine. For example, there are cars available that



have been retrofitted with an electric motor, making this the
only distinguishing factor between them and their fossil-fueled
siblings.

In order to investigate this difference, we have collected in-
phone accelerometer data from eight different FFVs and two
different EVs, from smartphones placed both on the body (in
pockets) and in the car (e.g., in the glove compartment, on the
passenger seat), in order to mimic everyday, real-world usage.

Our contributions are:
• A thorough analysis of the challenges involved in distin-

guishing EVs from FFVs using accelerometers in ordi-
nary smartphones, independent of types of cars as well
as phone placement and orientation.

• Concrete machine learning features and tools for accurate
separation of the two classes of EV and FFV.

The rest of this paper is structured as follows: In Section II,
we delve into the problem of and present our findings on how
to distinguish EVs from FFVs. In Section III, we evaluate
our approach on real-world datasets and present our results.
In Section IV, we discuss our methods, and present potential
future challenges as well as opportunities for them. In Sec-
tion V, we discuss related work, and finally in Section VI, we
conclude the paper.

II. SENSING ENGINE VIBRATIONS IN VEHICLES

We have developed methods for distinguishing electric
vehicles from fossil-fueled vehicles using smartphones with
built-in inertial sensors. Instead of relying on measurable
phenomena while driving, we analyze the signals from in-
phone three-axis accelerometers while stopped and are thus
able to identify the frequencies of the vibrations emitted by the
combustion engine in an FFV. As shown later in the evaluation,
this is possible in all tested phone placements both on-body
and in the car with very high accuracy, and is furthermore
entirely independent of phone orientation. The detection of
engine vibrations is stable across different cars, ranging from
low-end to high-end models from different manufacturers.

Accelerometers have a low energy profile, making them
useful for extended durations of sensing without depleting
battery life. As the processing can happen entirely on-phone,
no data communication needs to happen, saving further power.
This also means that the result does not have to be communi-
cated outside the phone, preserving privacy of transportation
mode if needed. Furthermore, online (real-time and on-phone)
processing enables the ability to give immediate user feedback,
e.g., about current environmental impact [7].

In the following, we will detail our methods for distinguish-
ing EVs from FFVs and compare our methods to existing
work.

A. Exploration and analysis of engine vibrations in vehicles

The vibration of the engine is something you can feel when
sitting in an FFV. It might not be a phenomenon we notice
much, because we have grown accustomed to sitting in all
kinds of vehicles that vibrate in one way or another. EVs do
not exhibit this phenomenon, at least not from the engine, and

the intuition is therefore that this difference can be detected
through inertial sensors, and in particular through accelerome-
ters. Accelerometers have previously been used in TMD, with
good results [1], [2], [8]. A few observations are key with
respect to sensing engine vibrations with accelerometers:

• Engine vibrations are of a high frequency, compared
to acceleration frequencies encountered otherwise while
handling a phone. In the case of engine vibrations, we
define high-frequency vibrations as vibrations at frequen-
cies above 10 Hz. See Figure 1a for a graph showing
the high-frequency vibrations from an idle engine in
an FFV, in contrast to the lack of such vibrations in
an EV in Figure 1b, both measured by a smartphone
in a passenger’s trouser pocket. Note that the three
axes of the accelerometer have been combined into one
acceleration magnitude for this calculation; see details of
this calculation below in Section II-C.

• Engine vibrations are quite stable in frequency once
the engine is warm and running idle. There is a short
interval (typically under five minutes) where some cars
show decreasing vibration frequency over time when
starting from cold. See Figure 2 for a graph depicting
this phenomenon.

• Engine vibrations are (unsurprisingly) linked proportion-
ally to the rotation speed of the engine.

Given these observations, we can show that the vibrations
are measurable from three-axis accelerometers in ordinary
smartphones. The Figures 1b and 1a depict graphs of multiple
frequency analyses of vibrations for an EV and an FFV,
respectively. The frequencies are calculated using an FFT [9]
on an accelerometer signal at a sample rate of 198 Hz with
a window size of 512 samples, or about 2.6 seconds. The
window size is chosen to give a good balance between being
able to do the frequency analysis online on the phone with
relatively low delay, and at the same time being able to detect
sufficiently high frequencies (where the chosen window size
gives us a maximum detectable frequency at just under 99
Hz). Figure 1b shows mostly the frequencies of the inherent
sensor noise, but in Figure 1a, on the other hand, clear spikes
are visible at the frequencies around 28 Hz, 56 Hz, and 78 Hz,
which indicates that stable, high-frequency acceleration signals
are indeed good separators for distinguishing EVs from FFVs.
Note also the smaller spike at around 14 Hz (or about 840
rpm) in Figure 1a, which, although easily discarded as noise,
corresponds quite well with the idle motor rotation speed of
just above 800 rpm for this particular car (as read from the
gauge in the car). Furthermore, there seems to be a correlation
between the frequencies of the peaks, in that they are often (but
not always) integer multiples of each other. A more detailed
investigation of this is considered future work.

There are, however, also some challenges involved in using
these peaks in vibration frequency analyses. We have iden-
tified the following challenges, which are addressed by our
signal processing, feature design, and application of machine
learning:
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(b) From an EV.

Fig. 1. Frequency analysis of vibrations over several minutes in an FFV (Figure 1a) and an EV (Figure 1b). The phones are placed in the right trouser
pocket. Significant, stable peaks are visible at high frequencies in Figure 1a.
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Fig. 2. Frequency analysis of vibrations over about five minutes in an FFV.
The phone is placed in the glove compartment. We observe a significant shift
of vibration frequencies over time (shown by window number), from higher
to lower frequencies.

1) Vibrations can be attenuated or strengthened depending
on phone placement. Vibrations from the engine at high
frequencies can be dampened when the phone is in a
trouser pocket, in a handbag, or just on a cushioned
car seat, and can therefore exhibit apparently different
high-frequency peaks, making direct comparisons of
peaks difficult. Effects of phone placement on TMD
accuracy have been examined earlier both for GPS-based
[10] and accelerometer-based TMD methods [1]. See
Figure 3a, where two different phone placements, one in
a trouser pocket and another in the glove compartment,
are compared directly. Despite originating from the same
experiment, the signals look very different. The peak
around 28 Hz is much larger when measured from
the glove compartment than from the trouser pocket,

whereas the peak at around 78 Hz exists only when
measured from the pocket.

2) The vibration pattern differs between different kinds of
FFVs, transporting and attenuating the engine vibrations
differently. High-end cars tend to dampen vibrations
better than low-end cars, but on the other hand the
former are often equipped with more powerful engines
creating stronger vibrations. Figure 3b illustrates that
the frequency analysis yields quite different results in
different FFVs even though the phone placement is the
same.

3) When driving, there are several other kinds of vibra-
tions present. Vibrations from the engine are still there
(although at different frequencies, depending on the
varying rotation speed of the engine), together with
vibrations from the physical contact between the car
and the road while the car is moving. The external
vibrations will also differ significantly based on the
phone placement, being dampened in pockets etc., just
like the engine vibrations as explained above. To show
these external vibrations, frequencies of vibrations from
stopped cars in contrast to frequencies of vibrations
from driving cars can be seen in Figure 4a for an FFV
and in Figure 4b for an EV. Note how the vibrations
from the engines in the FFV are completely engulfed by
external vibrations while driving, and that the magnitude
of external vibrations is very similar in FFVs and EVs
while driving. Therefore it is easier to look for (a lack
of) vibrations caused by a combustion engine while the
car in question is stopped.

4) When handling the phone, we disrupt vibrations and
change the orientation of the phone in a way that is
unpredictable. This can generate low-frequency signals,
and implies that we cannot rely on a specific or even
static orientation of the phone.
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(a) Different placements in the same FFV.
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(b) Different FFVs with the same placement.

Fig. 3. Different phone placements have an impact on measured vibrations, and different FFVs exhibit different kinds of vibration frequencies from the
same phone placement. Figure 3a shows a frequency analysis on data collected over five minutes in an FFV, with phones placed in a trouser pocket and in the
glove compartment. Figure 3b shows a frequency analysis of vibrations measured in two different FFVs with phones placed in a trouser pocket both times.
Note the different ranges on the value axes.
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Fig. 4. Graphs showing frequencies of vibrations from stopped cars in contrast to frequencies of vibrations from driving cars, in 4a from an FFV and in 4b
from an EV. The phone is placed in the glove compartment.

5) Many newer FFVs automatically turn off the engine
when the car is stopped, in order to save energy. This
only happens when the engine is warm enough to do so
reliably, and is still rather an exceptional feature in cars.
Nonetheless, because this feature is gaining popularity,
we discuss it in Section IV-B.

Challenges that are not addressed by our methods and which
are considered future work are discussed in Section IV.

B. Examining existing TMD methods

To be able to compare our methods to existing ones, we have
analyzed collected accelerometer data with standard statistical
features over sliding windows, such as mean, max, standard
deviation, and zero crossings [11]. Using these features naively
on whole trips of driving produces distinction results no better

than random guessing. However, when using accurate stop
detection, the above features provide an accuracy of just below
85% across phone placements during stop periods. While this
accuracy may already be useful, we want to further improve
accuracies, as well as utilize our domain knowledge (as
presented above) to be able to produce features for resolving
our exact problem of distinguishing EVs from FFVs. For our
use case, green accounting, an error rate of 15% is still too
high to make the approach feasible when competing against
the very accurate but manual approach. In contrast, as we show
in the evaluation in Section III, the methods we present in this
paper almost halve this error rate. We therefore seek to further
understand the problem and create features on accelerometer
data using the gained domain knowledge.



C. Features for machine learning

Once the differences in high-frequency vibrations between
EVs and FFVs are established, we can construct machine
learning features to act as separators between the two classes.

First of all, we work on acceleration magnitude data, that
is, the signal consists of samples calculated by

Amagnitude =
√
A2

x +A2
y +A2

z

where Ax, Ay , and Az are the values provided in each
sample from a three-axis accelerometer. This makes the signal
orientation-independent while preserving frequency informa-
tion. Secondly, we can discard all low-frequency vibrations
below a certain frequency threshold (the cut-off frequency),
essentially applying a high-pass filter to our signal. This filters
out interference from manual handling of the phones as well as
other irrelevant signals, including those from movements of the
body, while keeping the relevant high-frequency vibration sig-
nals. However, there might still be interfering vibration signals
in special cases, see Section IV-D. The cut-off frequency was
empirically established and set at 19 Hz. Thirdly, to altogether
remove the impact of vibrations caused by driving, we simply
only work on acceleration signals when the car is stopped. The
underlying assumption is that cars stop at least once during a
trip, e.g., at an intersection with a red light or, for the unlucky,
maybe in a traffic jam. Detecting stops is certainly possible,
and has been proposed using different means: Hemminki et al.
[2] employ a stationary classifier which analyzes horizontal
acceleration and braking patterns over time, and Kjærgaard
et al. [12] analyze the total acceleration energy across all
frequencies and also make use not only of accelerometer but
also of GPS speed and location data.

Favoring a simple approach, both for the sake of of savings
in processing power on resource-constrained devices, as well
as for the intrinsic value of simplicity (see [13], [14]), we
choose a small set of features. The variable parameters are the
noise floor threshold and the cut-off frequency. In our case,
we use two different noise floor thresholds, ending up with
two sets of these three features:

• peaks exist: A boolean value stating if there are high-
frequency vibration peaks above the noise floor threshold
at all. The noise floor threshold is set empirically for each
phone/sensor type, on a stationary phone.

• percentage of values above noise floor: A percentage
of frequency values above the noise floor threshold.

• highest peak value: The value of the highest frequency-
domain peak.

As shown in the evaluation, these features are sufficient to
achieve a high accuracy in distinguishing EVs from FFVs.
Other, more sophisticated features were considered as well,
such as identifying signal peaks at specific frequencies. Be-
cause of the variables involved (phone placement and different
models of cars), however, it is hard to anticipate where these
signal peaks might be, and therefore identify them. We con-
sider it future work to find vibration frequency commonalities
sufficiently stable to work across phone placements and car

models to develop more sophisticated features that can further
improve accuracy.

III. PERFORMANCE EVALUATION OF ML FEATURES

In this section we introduce our data collection method for
training and test data, and evaluate the performance of our
analysis methods on real-world driving data.

A. Data collection for training and test

For training our algorithms, we have collected data from
eight different FFVs, ranging from low-end to high-end mod-
els, as well as from two different EVs. According to our
observations, different EVs are very similar with regard to
our analyses, because no high-frequency vibrations from a
combustion engine are present. Therefore, it is more important
for us to study data from a broad range of FFVs, in order
to challenge our methods and investigate whether their per-
formance is generalizable across different FFVs. For training
data, we are using mostly data that was collected in cars
standing still with the engine on, whereas for test data we
solely use real-world driving data collected while driving in an
urban environment with frequent stops at intersections, turns,
etc. Test data from trips on highways, for example, would yield
fewer stops during which to perform classification, but would
otherwise not impact analysis results. The reasoning is that a
trip has to start in a non-driving state, stop in a non-driving
state, and more often than not have stops at some point during
the trip, providing the necessary classification time windows.

We argue that when using accurate stop detection, the real-
world data and the data collected in idle cars are interchange-
able. For the real-world test datasets, stops (of 5 seconds or
longer) are manually labeled, in contrast to using automatic
stop detection. The impact of an inaccurate stop detection on
overall accuracy is discussed in Section IV-A. There is of
course no overlap between training and test data.

For each car, six different phone placements are considered.
The on-body placements are left and right trouser pockets
(both in relatively tight jeans and loose trousers) and in a
loose jacket pocket, see Figure 5a. The in-car placements are
a phone placed near the gear shift, one placed on the passenger
seat, and finally one in the glove compartment, see Figure 5b.
Test data are collected from slightly different placements, but
as we only distinguish between on-body and in-car placements
in our evaluation, this has no impact on the results. Data was
collected with LG Nexus 4 smartphones running Android 4.3
and later Android 4.4, by the authors and colleagues. This is
a relatively new high-end smartphone with modern hardware,
and in particular it has an accelerometer with a high sample
rate of just below 200 Hz. According to the Nyquist-Shannon
sampling theorem, this enables us to detect frequencies up
to a limit of just below 100 Hz. Other smartphones, and in
particular older phones, might not have as high a sample
rate, and some high frequencies might thus be undetectable
on these. However, many of the detected vibration peaks are
much below 100 Hz, which means they could be detected on
phones with accelerometers with a lower sample rate. A more



(a) On-body phone placements. (b) In-car phone placements.

Fig. 5. Phone placements.

detailed investigation of these challenges is considered future
work. We have highlighted heterogeneity issues like these in
earlier work, see [15].

B. Accuracy distinguishing EVs from FFVs

To evaluate the accuracy of distinguishing EVs from FFVs,
we investigate both the overall accuracy as well as accuracy
per phone placement: we distinguish between on-body (that is,
in various pockets) or in-car (on the seat, glove compartment,
etc.) placements. Furthermore, we investigate how detection
accuracy is impacted when looking at accuracy per stop and
per trip. In related work, often the performance measures
precision and recall are used (see e.g., [1], [2]). We only
report the accuracy measure here, since the precision and recall
values in our case are similar or identical.

We are using standard machine learning algorithms to build
classifiers on our features. The implementations are taken
from the Weka machine learning toolset [16]. In Table I, we
give an overview of the accuracies achieved with different
learners, both for 10-fold 10-times cross-validated data, and
with independent test sets across phone placements, as well as
for only in-car and for only on-body placements, respectively,
as described earlier. The results are accuracies across the whole
test dataset—a short discussion on per-stop accuracy is given
below. Note that the cross-validated data is overly optimistic,
but added here for completeness and comparison to other
papers, e.g., Reddy et al. [1].

Our overall accuracy distinguishing EVs from FFVs, across
phone placements, is 91.6% with separate training and test
sets. This means that we can detect engine vibrations from
whereever the phone is placed in the car with very high ac-
curacy. The overall accuracy for only in-car phones is 95.6%,
and the overall accuracy for on-body phones is slightly lower,
at 89.5%. These results are gained using training data that
have not been resampled, and therefore contain more instances
collected in FFVs than EVs. Resampling with bias towards
uniformity, both with and without replacement, produces very

Classifier Cross-validated All placements In-car On-body
OneR 99.1 90.9 92.5 89.0
Random Forest 98.9 91.6 93.7 89.2
Decision Tree 99.2 90.7 92.5 88.7
BayesNet 92.9 81.9 95.6 68.3
SVM 99.2 91.0 92.2 89.5
kNN 98.8 90.0 92.9 86.8

TABLE I
CLASSIFICATION RESULTS FOR DIFFERENT CLASSIFIERS, ALL TRAINING

DATA. NUMBERS ARE PERCENTAGES OF CORRECTLY CLASSIFIED
INSTANCES.

Classifier Cross-validated All placements In-car On-body
OneR 96.4 91.2 95.7 86.6
Random Forest 96.2 91.1 96.9 85.2
Decision Tree 96.7 90.6 96.8 84.4
BayesNet 94.1 78.7 93.2 64.1
SVM 97.2 90.5 96.8 84.3
kNN 95.9 89.2 96.5 81.9

TABLE II
CLASSIFICATION RESULTS FOR DIFFERENT CLASSIFIERS, TRAINING DATA
IS RESAMPLED WITHOUT REPLACEMENT FOR UNIFORM DISTRIBUTION OF
EACH CLASS. NUMBERS ARE PERCENTAGES OF CORRECTLY CLASSIFIED

INSTANCES.

Classifier Cross-validated All placements In-car On-body
OneR 99.2 90.4 95.7 85.0
Random Forest 99.7 91.8 94.7 88.7
Decision Tree 99.5 91.4 94.9 87.7
BayesNet 96.5 79.9 95.0 64.8
SVM 97.7 90.9 97.4 84.6
kNN 99.8 90.1 93.8 86.2

TABLE III
CLASSIFICATION RESULTS FOR DIFFERENT CLASSIFIERS, TRAINING DATA

IS RESAMPLED WITH REPLACEMENT FOR UNIFORM DISTRIBUTION OF
EACH CLASS. NUMBERS ARE PERCENTAGES OF CORRECTLY CLASSIFIED

INSTANCES.



similar results, as seen in Tables II and III.
The results presented above are percentages over the whole

test dataset. However, it is also interesting to evaluate ac-
curacies as measured per-stop and per-trip. Especially when
stops are short, only a few windows of data will be analyzed
and classified. Even with a high accuracy, misclassifications
will happen, and with few windows per stop, data from a
single stop could suggest a different class of car. To alleviate
this problem, we can look at whole trips, and classify a trip
as being in an EV or FFV based on the classification of
its stops. To counter misclassifications based on short stops,
either the minimum needed stop length could be adjusted,
or weights added based on stop duration, as the chance of
misclassification per stop is expected to drop when more
windows are available for classification. Doing this form of
trip-based post-processing could land us at the magic accuracy
of 100% across phone placements, if not for a single trip
consistently misclassifying; see below.

C. Consistent error sources

One large source of error in our test dataset is a single
trip in an FFV with phone placements in two trouser pockets.
For reasons yet to be identified, the vibration frequency signal
is attenuated to a point where it is almost indistinguishable
from the noise, i.e. the signal-to-noise ratio (SNR) is very
low. When comparing plots of these data visually with plots
of data from other placements from the same trip, it is easy to
see where the peaks are, although they are very small. When
removing this only really problematic trip from the test dataset,
our overall accuracy jumps to 95.5%. It is important to note
that this form of consistent errors in classification is hard to
correct, even in post-processing, and the possibility of this
happening is something we should still be aware of even at
high accuracies. We can of course not just remove test data to
improve our results, edge-case or not, so this anomaly is left
as-is.

IV. DISCUSSION OF CHALLENGES AND OPPORTUNITIES

In this section, we will discuss further potential challenges
for distinguishing EVs from FFVs in real-world sensing
situations, as well as opportunities for using our distinction
methods in other areas of transportation mode detection.

A. Impact of inaccurate stop detection

In our distinction methods, we have relied on accurate stop
detection in order to detect engine vibrations. We have given
examples of how this can be done, but have chosen not to
implement this ourselves, opting instead to manually label
stops in our training and test datasets. In this section, we
discuss the impact of inaccurate stop detection on the detection
accuracy.

We start out by pointing out an important observation,
namely that speeds are low when coming to a stop or when
accelerating just after a stop. This works in our favor, as
external high-frequency vibrations are more prevalent at higher
speeds. With this in mind, we can look at Figures 6a and 6b,

Test method Additional instances Accuracy
Accurate test set 0% 91%
Inaccurate test set, 5 second padding 34% 88%
Inaccurate test set, 10 second padding 67% 81%
Inaccurate test set, 15 second padding 100% 78%

TABLE IV
CLASSIFICATION RESULTS FOR TEST SETS BUILT WITH INACCURATE STOP

DETECTION.

which show the effects of inaccurate stop detection on the
frequency analysis. We see that significant noise from external
vibrations is present, but less than when compared with that
seen in Figure 4.

To evaluate the impact more formally, we have evaluated
one of our classifiers on different test sets created with
deliberately inaccurate stop detection. In each of these test sets,
the begin and end times of stops have been padded in both
directions with 5, 10, and 15 more seconds of data compared
to the accurate test set, totalling 10, 20, and 30 seconds more
data for each stop. To clarify, each of these inaccurate test
sets is a superset of the accurate test set, with some extra data
added from the driving just before each stop and from just after
each stop. The classification results can be seen in Table IV,
along with percentages of how many more instances are added
to each test set compared to the accurate test set. With a 5
second extra data padding at the beginning and end of each
stop, the accuracy drops three percentage points, to 88%, and
with a worst-case padding of 15 seconds at each stop, accuracy
drops to 78% correctly classified instances. This indicates that
the impact of inaccurate stop detection on overall distinction
accuracy is manageable.

B. Automatic engine shut-off

Newer FFVs sometimes come equipped with a feature that
turns off the engine when the car is stopped, e.g., at a traffic
light. This can make it difficult to detect engine vibrations
when the car is stopped, as there might be none. However,
initial investigations show that engine vibrations can still
be detected with fairly high accuracy at slow speeds just
before and after stops, where the automatic engine shut-off
feature is not yet or not anymore in effect. This is similar to
the analysis of effects of inaccurate stop detection described
above, except that only data from just before and just after
stops are included, not from the actual stop. Furthermore,
the shut-off feature is usually only enabled when the engine
is sufficiently warm, in order to make sure that it starts
immediately when needed. This means that engine vibrations
can be detected at the beginning of a trip, when the engine is
still relatively cold and the feature is still disabled. Finally, we
have shortly experimented with detecting the distinct event of
turning on and off the engine, which can “shake” the whole
car measurably. Designing and evaluating a suitable pattern
recognition for detecting this phenomenon seems promising,
and we consider its further investigation in future work.
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Fig. 6. Frequency analysis of vibrations with both accurate and inaccurate stop detection overlaid, for an FFV (Figure 6a) and an EV (Figure 6b). This
includes all phone placements. The inaccurate stop detection padding is 5 seconds at each end.

C. Hybrid electric vehicles

We are faced with an interesting problem when so-called
hybrid electric vehicles are involved, which are equipped with
both an electric and a fossil-fueled engine, which can be
automatically switched between by the car to optimize energy
efficiency, even while driving. It is interesting both because
it challenges our detection methods, but also because the
environmental impact of hybrid electric vehicles is much more
difficult to derive manually for example for the sake of green
accounting. For an accurate representation of environmental
impact, the switches between engines should be recorded for
subsequent emission calculations. Unfortunately, this is not
currently possible with our classification methods, as we rely
on a stopped vehicle when classifying, but it could be possible
to detect if a hybrid electric vehicle is being used. Although
we have not tested our detection methods with hybrid electric
vehicles, we can discuss some expected challenges.

A hybrid electric vehicle, such as the Toyota Prius, usually
needs some time to warm up the fossil-fueled engine at the
beginning of a trip before the engine can be switched on and
off frequently, parallel to what is discussed in the section about
automatic engine shut-off above. This would probably leave
enough time to utilize the detection methods, given that the
car is stopped at some point during these first minutes. After
this, however, it would get harder to do the distinction, as the
fossil-fueled engine is often turned off at lower speeds and at
stops, giving no opportunity to sense engine vibrations. Hybrid
electric vehicles therefore give a good reason for exploring
methods for detecting vibrations from fossil-fueled engines
also when the car is moving, and we consider this very relevant
future work.

D. Other sources of vibrations

Other sources of vibrations might impact the distinction
accuracy, so it makes sense to briefly consider what these

might be in ordinary cars. One that comes to mind is a
car’s sound system. Because we are looking at frequencies
in the audible spectrum (above roughly 20 Hz), car speakers
can produce sounds with frequencies in that range, and more
importantly also create vibrations in the materials of the car
by the electromagnetically induced movement of the speaker
itself. Preliminary experiments show that very high volumes of
music can indeed be picked up by the accelerometer, but very
dependent on phone placement: where phones on the body
barely pick up a signal, phones in the glove compartment
sense vibrations from the surface they are placed on. The
power output of the sound system and speakers, as well as
speaker size, likely are also relevant variables. Contrary to
the vibrations from the engine, for standard quality audio
systems these vibration signals from music are both of a
higher frequency (depending on the frequency range of the
car speakers and the audio signal), and much more variable,
which indicates that it is possible to filter these out.

Another source of vibrations to consider is the air condition-
ing system often built into cars. Again, initial investigations
show that vibrations from fans running at full speed etc. can be
picked up by the accelerometer, but exclusively at in-car phone
placement, assumedly because these are of a much lower mag-
nitude than vibrations from a fossil-fueled engine. Contrary to
the vibrations from the music, these vibrations are very stable
in frequency and can be at the same low frequencies as engine
vibrations. Given that phone placement is unknown, it could
prove challenging to distinguish e.g., vibrations from an A/C
sensed from a phone placed in the glove compartment, from
vibrations from a fossil-fueled engine sensed from a phone
placed in a trouser pocket. Using more domain knowledge of
the frequencies of idle engines (often around 800-1000 rpm)
in the machine learning feature design might prove useful in
this regard. Both this, and the filtering of vibrations from the
sound system, is considered future work.
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Fig. 7. Frequency analysis of vibrations at bus stops in a bus. The phone is
placed in the left trouser pocket. Significant high-frequency peaks are present.

E. Opportunities in broader transportation mode detection

Although our primary goal is to distinguish EVs from FFVs,
our methods can be employed to improve other areas of TMD
as well. What we have presented is in effect a general method
to detect engine vibrations from smartphones placed anywhere
in a car. Conversely, this means that we can also, with quite
high accuracy, detect the absence of engine vibrations in this
form. This could be used to improve accuracy in other modes
of transport: to distinguish driving a car or a bus from a
Segway, detecting no engine vibrations when going downhill
on a bike and thus ruling out that possibility, detecting being
on a ferry (its huge engines placed elsewhere within its hull),
or distinguishing between an electric and a fossil-fueled metro
ride, to measure environmental impact.

As an example, consider Figure 7, where we have briefly
investigated engine vibrations as measured by smartphones
in a bus. Even when the engine is several meters away, the
engine vibrations are still quite clear, indicating that this kind
of vibration analysis can be successfully employed in other
transportation modes.

V. RELATED WORK

The work presented here relates to work within the fields
of transportation mode detection and vehicular classification.
Transportation mode detection has been an increasingly ac-
tive research topic specifically within the ubiquitous com-
puting community. Most related recent publications within
the community focus on the application of mobile sensing
[17], utilizing modern user devices such as smartphones (and
their built-in motion and location sensors) as data sources for
inferring the user’s transportation mode. Specifically, Reddy
et al. [1] compare the impact of different combinations of
smartphone sensors, namely an accelerometer, GPS, WiFi, and
GSM, on detection accuracy and energy consumption, when
distinguishing between basic transport modes, namely between
walking, running, biking and motorized transport. Reddy et al.

conclude that the combination of the first two sensors provides
the best trade-off.

Further transportation mode detection systems have been
presented which rely either solely on GPS data, e.g., by
Zheng et al. [4], Liao et al. [18], and Bolbol et al. [19],
or on accelerometer data, e.g., by Wang et al. [8] and later
Hemminki et al. [2]. In a comparative evaluation Hemminki et
al. concluded that their system outperforms those from Wang
et al. and Reddy et al. in terms of accuracy. Furthermore,
recent systems, e.g., by Hemminki et al., Zheng et al., Wang et
al., and Bolbol et al., aim to distinguish also between different
motorized modes of transport such as car, bus, metro, and tram.
Stenneth et al. [3] achieve such a distinction relying on GPS
location data and a correlation of such data with bus and train
schedules.

A subdivision in different motorized transportation modes
as addressed by Hemminki et al. and Stenneth et al. is crucial
for transportation mode detection, e.g., when it is used for
green accounting or eco-feedback provisions [5], [7], since
motorized transportation choices, such as fossil-fueled car vs.
train travel, come with vastly different environmental impacts;
the same holds for fossil-fueled vs. electric car transportation
[20], [21].

Thus, the investigations in this paper address a need in
transportation mode distinguishing which is—to the best of
our knowledge—not yet addressed in related work, neither
within the transportation mode detection literature nor within
the field of vehicle classification. In the latter, most solutions
rely on instrumentation of vehicles with dedicated sensors or,
more commonly, fixed-location sensing installations, utilizing
e.g., cameras, loop detectors, piezoelectric or magnetic sensors
[22]. Recently, however, Sun and Ban [23] utilized mobile
GPS data, as can be collected by smartphones, for vehicle
classification; they restrict themselves though to the binary
classification problem of distinguishing passenger cars from
trucks. The distinction of electric, fuel-cell, and fossil-fuel cars
as focused on in this paper, may be of importance for some
of the prominent application areas of vehicle classification
including traffic and fleet management and facility planning—
due to the different maximal ranges and fueling needs of these
vehicle types.

VI. CONCLUSION

In this paper, we have presented a method to detect engine
vibrations in FFVs to distinguish these from EVs with an over-
all 91.6% accuracy. We have characterized engine vibrations
from FFVs as being stable in frequency (visible in a frequency
analysis at a few distinct peaks) and linked proportionally
to the rotation speed of the engine. The challenges to their
detection are primarily that they can be altered based on the
type of car and the phone placement and orientation. Engine
vibrations are hard to measure when driving, which is why we
attempt classification only when the car is stopped. However,
even moderately inaccurate stop detection, by a matter of 5–
15 seconds, degrades the accuracy only somewhat, from 3–13
percentage points. We evaluated our simple machine learning



features on a dataset collected from eight FFVs and two EVs
across many different phone placements.

This type of distinction can now be used for automatic col-
lection of information for green accounting purposes, making
it more attractive for companies to do so easily and cost-
effectively, and without putting extra burdens on the people
doing the data collection, freeing them to do their actual job.
It can also be used as a general engine detection method,
used to improve robustness of TMD in general. These kinds
of accessible tools could then be part of steering the future of
and possibilities within green accounting, in the end benefiting
both the companies using them, the people influenced by them,
and the environment in general.
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