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I am grateful to Bo Honoré and Ulrich Müller for inviting me to visit Princeton
University. The (too) few month I have spend there were an unforgettable experience, and
have been highly inspiring. I am grateful to the Aarhus University Research Foundation
for financially supporting this visit.

During my graduate studies I have had the privilege to be surrounded by many great
colleagues, and I am grateful to them all for creating a pleasant working environment.
The many office mates I have worn out, Malene Kallestrup Lamb, Niels Strange Hansen,
and Tjörvi Olafsson deserve praise for putting up with my mess and dubious musical
tastes. I would Also like to thank Matt Dziubinski for teaching me rudiments of C on his
free time. Johannes Tang Kristensen and Anders Bredahl Kock have all my gratitude for
answering my numerous and often trivial (for them) questions on R/LATEXand Mathematics,
respectively, and for their friendship. Last but no least I would like to thank Niels Husted
for making sure that I would take coffee/whisky breaks on a regular basis.

Updated Preface

The pre-defence took place on November the 29th in the presence of the thesis jury composed
of Eric Hillebrand (Aarhus University and CREATES), Anders Rahbek (Copenhagen
University and CREATES) and Patrick Groenen (Erasmus University Rotterdam) and
my supervisor Niels Haldrup. The jury made a number of comments and suggestions, and
opened many interesting avenues to improve the papers contained in this dissertation. I
am grateful for their careful and constructive reading of this dissertation. I have tried to
implement as many of these as possible given the time constraint in this updated version.

i



Contents

Summary vii

Resumé ix
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Summary
Can there be too much of a good thing? When it comes to data, one is tempted to answer
yes! What variables are relevant? How to select them? How to specify the model? What
kind of restrictions can be imposed? What can be assumed on the dynamics governing
the data? How can reliable estimation and inference be obtained when facing the curse of
dimensionality? The need to answer these questions is increasingly pressing due to the
extraordinary pace at which new data becomes available to researchers. While I do not
pretend to provide an answer to all (or any of) these questions, it is my hope that this
dissertation contributes to shedding some light on these problems and provide applied
researchers with useful tools to investigate large data sets.

This dissertation is composed of four self contained chapters, their common denominator
is that they propose methods to turn the curse of dimensionality into a blessing. In spite
of very different econometric methods being used in the first two chapters and the last two,
the underlying thread is similar: propose estimation and inference procedures for models
where the number of parameters is too large to be handled by standard econometric
methods?

The first two chapters are concerned with cointegration in panels of vector auto-
regressive models where the number of units in the panel is allowed to grow to infinity.
These papers build on a mature literature in the field of large panel Vector Auto-Regressions
(VAR). In these chapters, I exploit the panel structure of the data to reduce the dimension
of the parameter space and divide the large panel model into smaller blocks that are more
convenient to handle. Both papers are based on the same model in which the temporal
and cross-sectional dynamics are modeled jointly.

Cross-sectional weighted averages are used to construct proxies for the common factors
assumed to be the source of cross-section dependence. By augmenting the individual
VAR with these cross-sectional averages, we obtain a set of models whose residuals are
uncorrelated across units. This implies that the panel’s covariance matrix, as well as the
parameter matrices, are block diagonal. Since the log-likelihood function of the model is a
function of the logarithm of the determinant of the covariance matrix, it follows that we
can write the log-likelihood of the panel as the sum of the likelihoods of the augmented
individual models. The maximum likelihood of the panel is the sum of the maximum
likelihoods of the individual models, hence the parameters of each individual model can
be estimated separately. Individual test statistics (for the co-integration rank in the first
paper, for the common co-integration space in the second one) can be computed separately
and, since they are independent, can be pooled to obtain panel test statistics.

The first paper, A Bootstrap Cointegration Rank Test for Panels of Co-integrated
Vector Auto-Regressions, proposes a test to determine the number of long run relations
(co-integration relations) among the variables of the Panel of Co-integrated VAR (PCVAR).
Since the distribution of the co-integration rank test is non-standard, and to allow for
heterogeneity in the structure of the deterministic components, I use a bootstrap approach
to compute p-values associated with each individual rank test, and pool them to construct
a panel co-integration rank tests. This procedure has the advantage that it does not require
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any homogeneity assumptions on the parameters, except for the co-integration rank of
each individual model which is assumed to be identical.

The second paper, Estimating and Testing for a Common Co-integration Space in Large
Panel Vector Auto-Regressions is concerned with homogeneity of the long run relations
among the variables of the PCVAR. The PCVAR model does not impose any homogeneity
restrictions on the parameters of the model, except for a common co-integration rank.
However it is of economic interest to be able to test whether the long run relations governing
the dynamics of the different individual models in the panel are identical. Therefor this
paper proposes to estimate the likelihood maximizing common co-integration space, that
is, estimate the space spanned by the co-integration vectors of each individual model
under the constraint that this space is identical across individuals. This can be done using
standard optimization algorithms. The optimization procedure yields an estimator for
the common co-integration space, but also a log-likelihood associated to this constrained
estimator. The difference between the constrained and unconstrained likelihoods, once
appropriately scaled, is a likelihood ratio statistic for the hypothesis that the co-integration
space of a given individual model is equal to the estimated common co-integration space.
These likelihood ratio statistics can be pooled to yield two panel statistics for the existence
of a common co-integration space. The first of these statistics is based on the asymptotic
distribution of the likelihood ratio test, the second is based on pooling of bootstrap
p-values.

The paper also discusses identification of the co-integration vectors in a PCVAR, and
shows that despite the potentially very large number of co-integration vectors, finding
restrictions that ensure that the parameters of the model are identified is a relatively easy
task.

To illustrate the use of these methods, both paper contain an empirical application to
interest rate and inflation dynamics within the Euro zone.

The last two chapters of this dissertation propose a different take on the modeling of
large vector auto-regressions. Both chapters are written jointly with Anders Bredahl Kock.
When building an econometric model, one of the first task that bestows the modeler is to
select which variables to include in the model. While economic theory can be used as a
guide, it does not provide a definitive solution to that problem, and does not guarantee
that the model will be statistically well specified. Information criteria are often used for
model selection. These methods are not scalable: they require the researcher to estimate a
model for every possible combination of the potentially relevant variables, a tasks which
quickly becomes computationally infeasible.

The methods proposed in these chapters perform model selection and estimation jointly,
thus rendering the model selection step superfluous. We use a class of penalized estimators,
the Least Absolute Shrinkage and Selection Operator (LASSO) class, to estimate stationary
vector auto-regressions. Contrary to the first two chapters, no structure is imposed a priori
on the models. Lasso-type estimators are least square estimators with a penalty on non-zero
parameters. This penalty term is proportional to the L1-norm of the parameter vector.
This means that non-zero parameters are penalized, so that the parameters associated
with irrelevant variables are shrunk to exactly 0 with non-zero probability.

Chapter 3, Oracle Inequalities for High Dimensional Vector Autoregressions , establishes
a set of non-asymptotic inequalities and asymptotic results for the prediction error and
estimation accuracy of the Lasso and the Adaptive Lasso in stationary vector auto-
regressive models where the dimensions of the problem (number of variables, number of
lags) are allowed to grow large. In fact, the number of parameters is allowed to be much
larger than the number of observations. The Adaptive Lasso is a second step estimator
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using “intelligent” weights for different parameters. These weights are based on consistent
estimates of the parameters obtained in a first step. We show that the Lasso is a consistent
estimator whose prediction error tends to zero. We also show that the number of variables
selected (the non-zero parameters) is of the right order and that asymptotically no relevant
variables are excluded from the model.

We then show some properties of the Adaptive Lasso, using the Lasso as an initial
estimator. The Adaptive Lasso is able to select the correct sparsity pattern (including all
relevant variables, excluding all irrelevant variables) with probability tending to 1. The
non-zero parameters are estimated as efficiently as they would be using the infeasible
Oracle least square, that is, as if an Oracle had revealed to the modeler the true model.

Chapter 4, Oracle efficient estimation and forecasting with the adaptive Lasso and the
adaptive group Lasso in vector autoregressions, is also concerned with the use of Lasso-type
estimators in VAR models. In this paper, the dimensions of the VAR are assumed to be
fixed and the number of parameters per equation is assumed to be less than the number
of observations. We investigate the properties of the Adaptive Lasso, using ordinary least
square as the initial estimator, and of the Adaptive Group Lasso. The Adaptive Group
Lasso is an estimator that penalize variables group-wise, so that all parameters belonging
to a given group are either set to zero or different from zero. The groups are pre-specified
by the modeler, informed by economic theory or other form of prior knowledge. We show
that both estimators are oracle efficient in the sense that the non-zero parameters are
estimated consistently at a rate

√
T , and that with probability tending to 1, all irrelevant

variables are excluded from the model.
We evaluate the performances of these two estimators, as well as of the Lasso, for

forecasting macroeconomic variables with a large number of predictors. The benchmark
for such forecasting exercises is set by common factor models. We show that Lasso-type
estimators regularly outperform common factor models in term of mean square forecast
error.





Resumé1

Denne afhandling best̊ar af fire kapitler. Den røde tr̊ad i disse kapitler er modelering
af høj-dimensionelle dynamiske modeller. Hvordan kan man vælge, hvilke variable der
skal inkluderes i modellen? Hvordan skal modellen specificeres? Hvordan kan man opn̊a
p̊alidelig estimering og inferens n̊ar man st̊ar med den forbandelse af dimensionalitet? I
denne afhandling forsøger jeg at bidrage til at finde en løsning p̊a disse problemer.

De første to kapitler handler om inferens i paneler af kointegrerede vektor autoregressive
(VAR) modeller, hvor antallet af individer kan være ubegrænset stort. Tværsnit gennemsnit
bruges til at modellere uobserveret tværsnitsafhængighed og reducere dimensionen af
parameterrummet.

Kapitel 1, A Bootstrap Cointegration Rank Test for Panels of Co-integrated Vector Auto-
Regressions, handler om at estimere antallet af lang-sigtede (ko-integrerede) relationer
blandt variablene i panelet. I Kapitel 2, Estimating and Testing for a Common Co-
integration Space in Large Panel Vector Auto-Regressions, foresl̊ar jeg en estimator for et
fælles ko-integrationsrum blandt panelets individer og et tilhørende test for homogenitet
af individernes ko-integrationsrum.

De sidste to kapitler foresl̊ar en ny strategi for estimering høj-dimensionelle VAR
modeler. Begge artikler er skrevet sammen med Anders Bredahl Kock. Vi viser at Least
Absolute Shrinkage and Selection Operator (Lasso) estimatorer kan bruges i stationære
VAR modeler. Denne klasse af estimatorer udfører variabel selektion og estimering i en
enkelt trin, ved anvendelse af en straffet mindste kvadraters objektivfunktion.

Kapitel 3, Oracle Inequalities for High Dimensional Vector Autoregressions, viser at
Lasso og Adaptive Lasso udfører variabel selektion selvom antal variabler er større end
antallet af observationer og estimerer ikke-nul parameter med Orakel efficiens, dvs. med
den samme efficiens som hvis den sande model havde været afsløret af et orakel og kun de
relevante variable blev anvendt til estimering. Kapitel 4, Oracle efficient estimation and
forecasting with the adaptive Lasso and the adaptive group Lasso in vector autoregressions,
anvender Lasso-type estimatorer til at forecaste i store makroøkonomiske modeller. Vi viser
at Lasso-type estimatorer er lige s̊a gode som de toneangivende common factor modeller
til forecasting.

1Jeg er taknemmelig for Anders Bredahl Kocks hjælp med at rette denne del af afhandlingen. Alle
resterende fejl er hans ansvar.
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Chapter 1

A Bootstrap Co-integration Rank Test
for Panels of VAR models
Laurent A. F. Callot1

Aarhus University and CREATES

Abstract

This paper proposes a sequential procedure to determine the co-integration rank
of panels of co-integrated VAR models. The rank is defined as the number of co-
integration vectors within an individual system and between that system and the
rest of the panel. The method proposed by Pesaran (2006) is used to control for cross
section dependence and reduce the dimension of the parameter space. A bootstrap
procedure derived from the bootstrap rank test of Cavaliere, Rahbek, and Taylor
(2012) is used to compute the empirical distribution of the trace test statistics and
construct a panel trace test statistic based on pooling of the individual p-values.
The small sample properties of these tests are documented by means of Monte Carlo.
An empirical application illustrates the usefulness of this tests.

1.1 Introduction

This paper proposes a panel co-integration rank test statistic using a bootstrap procedure
to compute p-values, and an associated sequential procedure to determine the cointe-
gration rank in a Panel of Co-integrated Vector Autoregressive models (PCVAR). The
co-integration rank is defined as the number of co-integrating relationships among the
variables of a given unit of the panel, as well as between these variables and the rest of the
panel. In an international macroeconomic setting this would correspond to the number of
co-integrating relationships among the variables of country i and between country i and
the rest of the world. It is of interest to be able to model the dynamics across units of the
panel. Economic theory predicts many relations among variables from different countries,
often driven by arbitrage for instance. For example, domestic and foreign prices are linked
by purchasing power parity, interest rates by the interest rate parity and so forth.

Determination of the co-integration rank is important to understand the long-run
dynamics of a system of variables. The sequential likelihood-based procedure by Johansen
(1995) is frequently used to estimate the co-integration rank. This procedure is based on a
likelihood ratio test, the so-called trace test, for the hypothesis that the true rank of the

1I would like to thank Niels Haldrup, Anders Bredahl Kock, Johan Lyhagen, M. Hashem Pesaran,
Anders Rahbek, and participants at the 2011 Nordic Econometric Meeting and The 2011 Econometric
Society European Meeting for valuable comments and suggestions. All remaining errors and shortcomings
are mine. Financial support by the Center for Research in Econometric Analysis of Time Series, CREATES,
funded by the Danish National Research Foundation, is gratefully acknowledged.

1



2 CHAPTER 1. A BOOTSTRAP CO-INTEGRATION RANK TEST FOR PCVAR

system, r0, is less than or equal to r ( the hypothesis is noted H(r)) against the hypothesis
that the system has full rank ( i.e. H(p) in a system with p endogenous variables). The
procedure tests H(0), · · · ,H(p − 1) sequentially until one of the hypotheses cannot be
rejected. If all are rejected, the system has full rank. The poor small sample performance of
inference procedures based on the asymptotic distribution of the likelihood ratio test have
been documented (see among others Reinsel and Ahn (1992); Johansen (2002); Cavaliere,
Rahbek, and Taylor (2012)).

Bootstrap methods are increasingly used to compute empirical test statistic distribu-
tions that are more accurate than their asymptotic counterparts, thus yielding tests with
small sample sizes closer to their nominal values. Cavaliere, Rahbek, and Taylor (2012)
propose a bootstrap algorithm to compute an empirical distribution of the likelihood ratio
rank test statistic. They show that by estimating all the parameters of a co-integrated VAR
under the hypothesis that the rank is equal to r, the resulting process is asymptotically
I(1) with r co-integrating vectors (noted I(1,r)). Simulations show that this bootstrap
procedure yields much more accurate sizes than the asymptotic alternatives. The main
aim of this paper is to extend the procedure of Cavaliere, Rahbek, and Taylor (2012) to
panels of co-integrated VAR models.

Large panels are increasingly used in empirical economics to analyze data set composed
of many countries, regions, industries or markets. This has led to a large literature on
panels with large cross section (N) and a large time dimension (T ). Two difficulties arise
when working with large panels.

1. Panels where the number of individual N is small relative to T can be estimated as
a single model. The number of parameters in such models grows quadratically with
the number of individuals. This is often referred to as the curse of dimensionality.
In order to estimates panels with large N and T , one has to control the number of
parameters.

2. Many economic variables exhibit common patterns across individuals. When ignored
in the modeling of the panel this translate in cross section dependence of the residuals,
leading to biased inference.

Breitung and Pesaran (2008) review the literature on cointegration and rank testing in
panels. Only a few procedures exist to test for multiple cointegration (i.e. a rank potentially
greater than one) in multivariate systems. Larsson, Lyhagen, and Lothgren (2001) adapt
the Johansen (1995) likelihood based framework to panels of VAR, using a standardized
rank test statistic to obtain a normally distributed panel rank test statistic. The procedure
by Larsson, Lyhagen, and Lothgren (2001) has three major drawbacks: it ignores cross
section dependence and consequently is potentially invalid, it requires the asymptotic
distribution of the trace test statistic to be homogeneous across individuals, and it requires
the two first moments of the asymptotic distribution of the trace test statistic to be
simulated. The procedure proposed in this paper overcomes these problems.

Pesaran (2006) and Kapetanios, Pesaran, and Yamagata (2011) propose a method to
break the curse of dimensionality and model cross section dependence in order to obtain
residuals that are cross-sectionally uncorrelated. This method is extended to non-stationary
VAR by Dees, Mauro, Pesaran, and Smith (2007). It is based on the use of weighted cross
section averages of the data to construct a proxy for the unobserved common factors
assumed to cause cross section dependence. One of the useful side-effect of this method is
that it allows to test jointly for the number of cointegration relations within the individual
system and between the individual system and the rest of the panel.
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In the next section I introduce the PCVAR model and show how it can be transformed
into a set of independent individual models. I then introduce the bootstrap algorithm
and the panel trace test statistic and investigate its finite sample properties by means of
a Monte Carlo experiment. In the last section an empirical application to interest rate
dynamics in the Euro zone demonstrates the potential uses of this method.

1.2 The Model

Consider a panel vector autoregressive model of order k in error correction form:

∆Yt = α̃ρ̃′dt + ψ̃δt + α̃β̃′Yt−1 +
k−1∑
l=1

Γ̃l∆Yt−l + ε̃t. (1.1)

The variables are stacked Yt := (Y ′1,t, . . . , Y
′
N,t)

′ in an [Np× 1] vector. Yi,t is the p × 1
vector of variables for unit i. If there is cointegration among the variables of the model, it
is useful to write the model in error correction form to highlight the matrix of cointegration
vectors β̃, of dimension Np× r̃, and the matrix of adjustment parameters α̃ of dimension
Np× r̃. The cointegration rank of the system, i.e. the number of cointegration vectors,
is r̃. The parameter matrices Γ̃l are of dimension Np × Np. ε̃t is an Np × 1 vector of
independent Gaussian shocks to the system, with mean 0 and variance-covariance matrix
Ω̃. The characteristic polynomial associated with model 1.1 has Np− r̃ roots equal to 1
and all the other roots are outside the unit circle.

The deterministic variables are separated between a component lying in the cointegra-
tion space (dt) and a component outside the cointegration space (δt). They are assumed
to fall in one of the three following categories defined in Johansen (1988):

i) No deterministic components: dt = 0, δt = 0.

ii) Restricted constant: dt = 1, δt = 0.

iii) Restricted linear trend: dt = t, δt = 1.

The log-likelihood function for the model given in equation 1.1 is:

L
(
α̃, β̃, Γ̃l, Ω̃, ρ̃, ψ̃

)
= −T

2
ln

(
det
(

Ω̃
))
− 1

2

∑
t

(
ε̃′tΩ̃
−1ε̃t

)
. (1.2)

The number of parameters in the model depends quadratically on N and p. Even for
a system with a moderate number of individuals, the parameters of the model become
impossible to estimate by maximum likelihood for conventional sizes of T. To estimate
the model some reduction of the dimension of the problem is necessary. By controlling for
cross section dependence we obtain a likelihood function that is separable and a reduced
number of parameters to be estimated. In this paper residual cross section dependence
is defined as a non-zero covariance of the residuals from pairs of units of the panel i.e.
E
(
εitεjt

)
6= 0 i 6= j.

In the following, the approach pioneered by Pesaran (2006) and Dees, Mauro, Pesaran,
and Smith (2007) is discussed. It is based on augmenting the model with weighted cross
sectional averages. The assumed DGP is similar to that of Dees, Mauro, Pesaran, and
Smith (2007).
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Assumption 1. The DGP of Yi is given by the common factor model

Yit = δi0 + δi1t+ γift + ξit

∆ξit = Ψi (L) νit, νit ∼ N
(
0, Ip

)
∆ft = Λ (L) ηt, ηt ∼ N

(
0, Ip

)
where ft is a mf × 1 vector of common unobserved factors, with γi the associated p×mf

matrix of individual loadings. Ψi (L) =
∑∞
l=0 ΨlL

l and Λi (L) =
∑∞
l=0 ΛlL

l are lag
polynomials composed of absolute summable matrices Ψl and Λl such that var (∆ξit) and
var (∆ft) are positive definite and bounded.

I further assume that E
(
νitνjt

)
= 0, that is, the idiosyncratic shocks are cross section-

ally uncorrelated.

The data generating process in assumption 1 is a quite general common factor process
allowing for mf common factors and p individual variables integrated of order at most one,
with the possibility of cointegration among the individual variables and between those and
the common factors. The cross section dependence in the observed data stems entirely
from the unobserved common factors.

I now discuss how the common factors can be approximated by the observed variables
in order to control for cross section dependence. Construct weighted averages of the data
as

Y ∗it = wiYt =

N∑
j=1

wijYjt (1.3)

where the weights are defined as follows:

i) wii = 0 ii) wij ∈]0, 1[ ∀i 6= j

iii)

N∑
j=1

wij = 1 iv) wij ∈ O
(
N−1

)
The three first conditions ensure that the weights for individual i construct a weighted

average of the Y−i := {Yj |j 6= i}. The last condition ensures that the average is not
dominated by a single individual, so that idiosyncratic dynamics cancel out when N grows
large. Dees, Mauro, Pesaran, and Smith (2007) show the following

N∑
j=1

wijYjt =

N∑
j=1

wij
(
δj0 + δj1t+ γjft + ξjt

)
Y ∗it = δ∗i0 + δ∗i1t+ γ∗i ft + ξ∗it

ft
q.m.−−−→
N

(
γ∗
′

i γ
∗
i

)−1

γ∗i (Y ∗it − δ∗i0 − δ∗i1t− ξ∗i )

where
q.m.−−−→
N

stands for convergence in quadratic mean when N grows large. Note that the

weights may be time varying as long as they satisfy the conditions above, but for simplicity
of exposition the weights are not be indexed by t. When the number of cross section units
becomes large and under assumption 1, the common factors can be approximated by
averages of the observed variables. By augmenting the model with weighted averages, the
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unobserved factors (and hence the cross section dependence) can be controlled for and we
have

∆Yi,t = αiρ
′
idit + ψiδit + αiβ

′
i

(
Y ′i,t−1, Y

∗′
i,t−1

)′
+ Λi,0∆Y ∗i,t

+

k∑
l=1

Γi,l∆
(
Y ′i,t−l, Y

∗′
i,t−l

)′
+ εi,t (1.4)

where

Cov(ε′itεjt) = 0p for i 6= j,

and 0p is a p times p matrix of zeros. By this transformation we obtain a model with
cross sectionally independent innovations. The model for individual i given in (1.4) is not
subject to the curse of dimensionality in the sense that the number of parameters per
equation is not a function of N . All the while, it still relates Yit to every other variable in
the panel through the weighted averages Y ∗it . This provides some interesting properties to
the model and deserves further inspection. Consider the vector of length 2p:

Zit =
(
Y ′i,t−1, Y

′∗
i,t−1

)′
= WiYt.

The Wi matrix is composed of a first block of p rows with a identity matrix of dimension
p between the columns ip and (i + 1)p − 1 and zeros elsewhere. The second block of p
rows is composed of unit matrices multiplied by a weight scalar as defined above, except
between column ip and (i+ 1)p− 1 where it is equal to zero:

Wi =

[
0p . . . 0p Ip 0p . . . 0p

wi1Ip . . . wii−1Ip 0p wii+1Ip . . . wiNIp

]
. (1.5)

This matrix multiplied on Yt returns a vector of length 2p with Yit and the corresponding
weighted average Y ∗it stacked. Similarly, define the matrix Wi0:

Wi0 =
[
wi1Ip . . . wii−1Ip 0p wii+1Ip . . . wiNIp

]
. (1.6)

This matrix applied to Yt returns the ith weighted average Y ∗it such that: Y ∗it = Wi0Yt.
Define also W = [W ′1, . . . ,W

′
N ]′, and similarly W0 = [W ′10, . . . ,W

′
N0]′. These matrices are

crucial in the formulation of the model, since they provide a link between every unit in
the panel while reducing the dimension of the parameter space.

From the individual model given in equation 1.4 the model for the full panel can be
recovered by stacking:

∆Yt = αβ′WYt−1,+Λ0W0∆Yt +

k∑
l=1

Γl∆WYt−l + αρ′dt + ψδt + εt (1.7)

where, by construction:

α =


α1 . . . 0
...

. . .
...

0 . . . αN

 , β =


β1 . . . 0
...

. . .
...

0 . . . βN

 . (1.8)
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Similarly, the lag matrices Γl, Λ0, and the variance covariance matrix for the full panel
are also block diagonal:

Ω = E[ε′tεt] =


Ω11 . . . 0

...
. . .

...
0 . . . ΩNN

 (1.9)

The log likelihood of the full panel given in equation 1.7 is the standard log likelihood
function of the Gaussian VAR:

L(α, β,Λ0,Γl,Ω, ρ, ψ) = −T
2

ln det(Ω)− 1

2

∑
t

(
ε′tΩ
−1εt

)
= −T

2

N∑
i=1

ln det(Ωii)−
1

2

N∑
i=1

∑
t

(
ε′itΩ

−1
ii εit

)
=

N∑
i=1

Li(αi, βi,Λ0i,Γli,Ωi, ρi, ψi).

The dimensions of the parameter matrices of the panel given in equation 1.7 are
functions of N , but are sparse with a known sparsity pattern. Since the transformed
panel is, by construction, not subject to residual cross section dependence, its likelihood
function is the sum of the likelihood functions of the individual models. This permits
independent estimation of the parameters of the individual models by maximum likelihood.
The parameters of the full panel can be recovered by manipulation of the estimated
parameters of the individual models. In each individual model the weighted averages Y ∗

are treated as weakly exogenous. However, every variable is endogenous in the full panel,
allowing for immediate feedback between the variables of different units through the Λ0

matrix.
Finally, we can reformulate the model in levels:

(
INp − Λ0W0

)
∆Yt = αβ′WYt−1 +

k∑
l=1

Γl∆WYt−l + αρ′dt + ψδt + εt

AYt =
(
A+ αβ′W

)
Yt−1 +

k∑
l=1

Γl∆WYt−l + αρ′dt + ψδt + εt

Yt = (A)
−1 (

A+ αβ′W
)
Yt−1 +

k∑
l=1

(A)
−1

Γl∆WYt−l

+ (A)
−1
αρ′dt + (A)

−1
ψδt + (A)

−1
εt, (1.10)

where A = INp − Λ0W0 is full rank. In the next section this recursion will be used to
generate bootstrap data for the full panel.

1.3 Bootstrap Panel Rank Test

A widely used method to determine the co-integration rank of a system is the likelihood
ratio test of Johansen (1995) for the hypothesis that the true co-integration rank r0 is less
than or equal to r against the hypothesis that the system has full rank. For a VAR with
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p variables the test statistics are computed as Qr,T := −T
∑p
i=r+1 log

(
1− λ̂i

)
, where

λ̂1 > · · · > λ̂p are the solutions of the following eigenvalue problem:

|λS11 − S10S
−1
00 S01| = 0. (1.11)

The matrices Sij are defined as Sij := T−1
∑T
t=1RitR

′
jt, with R0t and R1t being ∆Yt−1

and (Yt−1, dt) corrected for the short run dynamics (∆Yt−1, · · · ,∆Yt−k+1) and the short
run deterministic component δt. The test rejects for large values of the Qr,T statistics,
that is, if some λi is close to 1.

This likelihood ratio test is embedded in a sequential procedure to select the rank
of a VAR. The procedure starts by testing the hypothesis that r = 0, then r ≤ 1 up to
r ≤ p− 1, until the test fails to reject one of the hypotheses. If r = p− 1 is rejected, the
rank is set to p. This paper will construct a panel version of the sequential procedure
using the bootstrap to compute p-values associated with the rank test statistics.

There are two main motivations for using a bootstrap based procedure to construct a
panel cointegration rank test:

1. The bootstrap is expected to yield more accurate finite sample performances than
an approach based on the asymptotic distribution of the trace statistic. Cavaliere,
Rahbek, and Taylor (2012) shows that it is the case in co-integrated VAR models
Since the tests presented in this paper are based on pooling individual tests, it likely
to be the case that the bootstrap delivers more accurate inference than an approach
based on asymptotic distributions.

2. The trace test statistic’s asymptotic distribution depends on the deterministic
components as well as the number of weakly exogenous variables. This distribution
needs to be simulated for every specification of the model. The bootstrap procedure
does not require simulation of the asymptotic distribution of the trace test statistic
for the model under investigation, but instead provides an approximation of the
cumulative density function of the statistics conditional on the original data. This
enables us to propose a test that can accommodate a wide degree of heterogeneity
in the structure of the individual models.

Assume a co-integrated VAR of the form of (1.4) with a co-integration rank r0. Let
the parameters of this model be estimated under an assumed rank r < r0. Denote these

parameters θ̂r :=
{
α̂r, β̂r, Γ̂rl , ρ̂

r, δ̂r
}

. One important result of Cavaliere, Rahbek, and

Taylor (2012) is to show that bootstrap data generated using the estimated parameters θ̂r

are integrated of order at most 1 and have r co-integrating relations in the limit. This is
an asymptotic result; in finite samples the I(1, r) condition could be violated and thus it
needs to be checked, which is the purpose of the second step of the algorithm below.

Before stating the algorithm and the panel bootstrap rank test statistics, some assump-
tions on the dynamics of the model have to be made.

Assumption 2. The co-integration rank of model 1.4 is equal to r0 ∈ 0, · · · , p for all
i ∈ 1, · · · , N , that is, we assume an identical co-integration rank for every individual model
of the panel, so that the number of co-integration relations in the panel is equal to Nr0.

Assumption 2 is not a testable assumption, but since every individual model contains
the same set of variables it seems to be reasonable to postulate that they also posses the
same number of long run equilibrium relations.
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Assumption 3. The innovations follow an i.i.d. sequence {εit} satisfying:

i) E(εit) = 0 iii) E||εit||4 ≤ K <∞
ii) E(εitε

′
it) = Ωi iv) E(ε′itεjt) = 0p, i 6= j.

Points i) to iii) of assumption 3 are standard and ensure well behaved residuals. iv)
assumes a block diagonal structure of the variance covariance matrix.

Assumption 4. The dynamics of every individual model satisfy the following:

1. The characteristic polynomial of the model described by equation 1.4 has r0 roots on
the unit circle and p− r0 roots outside.

2. αi and βi have full column rank r0.

3. det(α′i,⊥(Ip −
∑
l Γi,lW )(W ′βi)⊥) 6= 0.

These assumptions ensure that every individual system is composed of variables of
integration order at most 1, with r0 co-integrating relations among them.

Assumption 5. Distinct eigenvalues: The limiting non-zero eigenvalue solutions of prob-
lem 1.11 are distinct.

I now introduce the bootstrap algorithm to implement the likelihood ratio test for the
hypothesis H(r).

Algorithm 1. 1. Under the assumption that r0 = r, estimate by Gaussian quasi-
maximum likelihood the set of parameters θri and the residuals ε̂r,i,t of equation (1.4)
for each individual model. Compute the individual trace test statistic Qr,i by solving
the eigenvalue problem (1.11).

2. Verify that the characteristic polynomial |Âr(z)| = 0 with:

Âr(z) = (1− z)INp − α̂rβ̂r
′
Wz −

k−1∑
l=1

Γr
′

l W (1− z)zl,

has Np−Nr0 roots equal to 1 and the remaining roots outside the unit circle. If this
is the case, proceed to the next step, otherwise exit the algorithm.

3. Recenter the residuals ε̂cr,i,t = ε̂r,i,t − 1
T

∑
t ε̂r,i,t and construct a bootstrap matrix of

residuals by resampling from ε̂cr,i,t. Define the bootstrap residuals as ε̂†r,i,t. Using the

parameter matrix θ̂r and the bootstrap residuals, generate B bootstrap samples for
the full panel using the recursion given in (1.10).

4. Using the bootstrap sample Y †t , apply the procedure in the previous section to trans-
form the panel in a set of N independent models. Solve the eigenvalue problem 1.11 for

each individual model and compute the LR statistics Q†,br,i,T = −T
∑p
v=r+1 log

(
1− λ̂†,bv,i

)
where b ∈ 1, · · · , B indexes the bootstrap samples.
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5. Compute the p-value for every individual unit: p†i,r =
1

B

B∑
b=1

1{Qi,r<Q†,bi,r}
and pool

them to obtain a bootstrap panel test statistic:

P̄r =

∑N
i=1

(
−2log(p†i,r)− 2

)
√

4N
.

The asymptotic behavior of this test is discussed in theorem 1.

Remark 1. The trace test statistic Qr,i,T is similar with respect to ρi and asymptotically
similar with respect to ψi. That is, the rejection frequency of the test does not depend on
the value of ρi nor, asymptotically, on the value of ψi (see Nielsen and Rahbek (2000) and
Cavaliere, Rahbek, and Taylor (2012), remark 2). Hence the recursion used in step 3 of

algorithm 1 can be used excluding the estimated deterministic terms α̂ri ρ̂
′
itdt + ψ̂iδit and

setting the initial values Yi,1−k = · · · = Yi,0 = 0.

Theorem 1. Under assumptions 2 to 5, and if r = r0, we have:

P̄r
w−−−−→

(N,T )j
N (0, 1)

with no restrictions on the relative rate of convergence of N and T .

The P̄ statistic is based on the Fisher test, as discussed in Maddala and Wu (1999). We
rely on large N asymptotics for pooling and the fact that the logarithm of the individual
p-values (multiplied by -2) is χ2 distributed. We cannot sum the statistics directly since
the moments of this sum would be a function of N . However, we can use a central limit
theorem to aggregate the individual p-values and obtain a panel statistic.

Remark 2. The p-values associated with each test statistics Qr,i,T are computed indepen-

dently based on the B bootstrap statistics Q†,br,i,T generated with algorithm 1. The trace
test statistics is known to have different limiting distribution for different dt, δt, and the
number of weakly exogenous variables. The p-values obtained at step 5 of algorithm 1
are i.i.d. so that the panel statistic is still valid when different deterministic components
are used for different individuals. This is particularly useful when dummy variables are
required to account for an exceptional event happening in one individual model.

I now introduce the sequential procedure to determine the co-integration rank of the
panel.

Algorithm 2. Initialize the algorithm with r = 0.

1. Perform steps 1 to 5 of algorithm 1.

2. If p†
(
P̄r
)

exceeds the selected significance level, set r̂0 = r. Otherwise repeat the
previous steps for r + 1 if r + 1 < p, else set r̂0 = p.

The sequential rank test procedure yields an estimator of the co-integration rank with
the following properties:
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Theorem 2. Let r̂ be the rank selected by algorithm 2 and η the selected significance level.
Then under assumptions 2, 3, 4, and 5:

lim
(N,T )j→∞

P (r̂ = r) = 0, ∀r < r0

lim
(N,T )j→∞

P (r̂ = r0) =

{
1− η if r0 < p

1 if r0 = p

lim
(N,T )j→∞

sup
r∈{r0+1,··· ,p}

P (r̂ = r) ≤ η for r > r0.

The remark below considers the case where assumption 2 is violated. Suppose the
panel can be split into two groups of individual with different co-integration ranks:

Remark 3. If assumption 2 is violated such that for a set J of units r0 = rJ while for Jc,
r0 = rJc with rJ > rJc then P (r̂0 = rJc)→ 0 and P (r̂0 = rJ )→ 1− η. This is due to the
fact that the hypothesis used in the sequential procedure is of the form H(r) : r0 ≤ r.

When the co-integration ranks of the individual models of the panel are different,
the panel rank test will asymptotically select the largest co-integration rank. Testing
restrictions on the cointegration vectors βi and the adjustment matrices αi can help detect
the violation of assumption 2.

1.4 Monte Carlo

In order to assess the performance of the panel rank test, I conduct a Monte Carlo
experiment. The first data generating process considered in these experiments is reduced
to the bare minimum: neither short run dynamics nor deterministic components are
included. The data is generated according to recursion 1.10 with uniform weights (wij =
1/(N − 1) ∀i 6= j), a unit covariance matrix, and no short run dependence between ∆Yit
and ∆Y ∗it ( i.e. Λ0 = 0). The model becomes

Yt =
(
INp + αβ′W

)
Yt−1 + εt.

Experiment A considers a system with two variables per individual unit, a single
co-integration vector and no cross sectional co-integration. I set α′i = [−0.4, 0.4] and
β′i = [1,−1, 0, 0]. The value of the adjustment parameters is similar to that used in
Cavaliere, Rahbek, and Taylor (2012). The significance level is 0.05, and all initial values
are set to 0. Simulation results are reported in table 1.1. It reports the selection frequency
of the panel co-integration rank test P̄r used in the sequential procedure described in
algorithm 2 for different sample length (T ) and cross section dimension (N). It appears
from these results that the test performs very well in selecting the correct rank even for
samples of only 100 observations. It is also striking that the test is undersized, in the sense
that the selection rate of the correct rank is often higher than the 95% that would be
expected, and more so when N and T increase.

Experiment B considers a larger system with 3 variables per unit and 2 co-integration
vectors: 1 among the variables of a given unit, the other between these variables and the
rest of the system. I set

α′i =

[
−0.4 −0.4 0.4
−0.4 0 0

]
, β′i =

[
1 1 −1 0 0 0
1 0 0 −1 0 0

]
.

We also introduce some short run dynamics by setting the contemporaneous dependency
Λ0i = −0.5× Ip and Γ1i =

(
0.5× Ip, 0p

)
for all i, so that the recursion used to generate

the data is
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N =5 N =10
T r =0 r =1 r =2 r =0 r =1 r =2

100 0.0000 0.9790 0.0210 0.0000 0.9810 0.0190
200 0.0000 0.9850 0.0150 0.0000 0.9920 0.0080
500 0.0000 0.9860 0.0140 0.0000 0.9950 0.0050
1000 0.0000 0.9970 0.0030 0.0000 0.9970 0.0030

N =20 N =50
r =0 r =1 r =2 r =0 r =1 r =2

100 0.0000 0.9990 0.0010 0.0000 0.9900 0.0100
200 0.0000 1.0000 0.0000 0.0000 0.9950 0.0050
500 0.0000 0.9990 0.0010 0.0000 1.0000 0.0000
1000 0.0000 0.9970 0.0030 0.0000 1.0000 0.0000

Table 1.1: P̄r selection frequency, experiment A, 1000 Monte Carlo replications, 199
bootstrap iterations.

N =5 N =10
T r =0 r =1 r =2 r =3 r =0 r =1 r =2 r =3

100 0.0000 0.2450 0.6000 0.1550 0.0000 0.0300 0.8950 0.0750
200 0.0000 0.0000 0.8750 0.1250 0.0000 0.0000 0.9500 0.0500
500 0.0000 0.0000 0.9300 0.0700 0.0000 0.0000 0.9850 0.0150
1000 0.0000 0.0000 0.9300 0.0700 0.0000 0.0000 1.0000 0.0000

N =20 N =50
T r =0 r =1 r =2 r =3 r =0 r =1 r =2 r =3

100 0.0000 0.0000 0.9700 0.0300 0.0000 0.0000 0.9750 0.0250
200 0.0000 0.0000 0.9800 0.0200 0.0000 0.0000 1.0000 0.0000
500 0.0000 0.0000 0.9900 0.0100 0.0000 0.0000 1.0000 0.0000
1000 0.0000 0.0000 1.0000 0.0000 0.0000 0.0000 1.0000 0.0000

Table 1.2: P̄r selection frequency, experiment B, 1000 Monte Carlo replications, 199
bootstrap iterations.

Yt =
(
INp − Λ0W0

)−1 (
INp + αβ′W + Γ1W

)
Yt−1

−
(
INp − Λ0W0

)−1
Γ1WYt−2 +

(
INp − Λ0W0

)−1
εt.

As in the previous experiments the results of experiment B, reported in table 1.2 show
that the sequential procedure reveals the correct rank (the hypotheses r0 = 0 and r0 ≤ 1
are rejected) very often, except when N and T are small (5 and 100 respectively). As in
the previous experiment, the test rejects hypotheses where r < r0 in every instance when
T is greater than 100. The test is undersized, selecting the true rank in more than 99% of
the cases.
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Figure 1.1: Interest Rates and CPI

1.5 Application

To illustrate the use of the sequential panel cointegration rank test, I propose to apply
the test to a set of interest rates and inflation variables from the Euro Zone. In 1993 the
Maastricht Treaty was ratified and enforced by a number of European states. It provided
for the establishment of a common currency among countries of the European Union that
was to be launched on 1 January 1999. Interest rates reacted to this fact by converging but
rates of inflation did not converge as can be seen in figure 1.1, where CPI is the consumer
price index, LIR the 10-year state obligation rate and SIR the 3-month interest rate.
The convergence of nominal interest rates is predicted by simple no-arbitrage conditions.
However, the sustained divergence in inflation rates ensured that real interest rates were
not converging in the Euro zone, as figure 1.2 illustrates, with DCPI the monthly inflation
rate, and RSIR the real 3-month interest rate (monthly).

Given the degree of integration of capital markets in the Euro zone, it would be
unreasonable to investigate the dynamics of each country separately without taking into
account the dependencies among them. The procedure described above to model cross
section dependence will enable us to explicitly model the dependency between a member
country and the rest of the currency area. The purpose of this application is to investigate
whether some long run equilibrium (cointegration) exists between domestic and foreign
interest rates and inflation rates in the Euro zone.

The data set covers 10 of the 11 founding countries of the Euro zone (Luxembourg
being excluded) sampled from January 1995 to December 2011. Data were retrieved from



1.5. APPLICATION 13

DCPI RSIR

−0.002

−0.001

0.000

0.001

0.002

0.003

0.0

0.2

0.4

0.6

1995 2000 2005 2010 1995 2000 2005 2010

Austria

Belgium

Finland

France

Germany

Ireland

Italy

Netherlands

Portugal

Spain

Figure 1.2: Real Short Interest Rate and Monthly Inflation (smoothed)

the OECD statistical database in August 2012. The data are composed of three monthly
series for short and long interest rates (3 month EURIBOR, noted rit, and 10 years
government bonds, noted bit respectively) as well as the inflation rate (noted πit) based on
the harmonized consumer price index for each country (indexed by i), The weights used
to construct the cross section averages are based on the ECB’s weight of the countries
within the euro area series.

We start by investigating systems comprising the short and long term interest rate (in
per cent per month) as well as the monthly change in the consumer price index. The model
is specified with a restricted constant and one lagged first difference of the dependent
variables. Inclusion of seasonal dummies was tried, but this did not modify the results
significantly. The individual model is of the form:

∆Yi,t = αidi + αiβ
′
i

(
Y ′i,t−1, Y

′∗
i,t−1

)′
+ Λ0iY

∗
i,t−1 + Γ1i∆

(
Y ′i,t−1, Y

′∗
i,t−1

)′
(1.12)

with Y ′i,t = [rit, bit, πit], and di being a constant restricted to lie in the cointegration space.
The individual rank tests reported in Table 1.3 show that the sequential procedure

selects a variety of co-integration ranks: 5 countries are found to have rank two, 3 to have
rank one and two to have rank three. The specification tests reported at the bottom of
Table 1.3 show that there is no residual autocorrelation and that cross section dependence
has been properly captured except for the bt series where there is still residual cross section
dependence. The panel statistics reported in Table 1.4 selects clearly a rank of 2, strongly
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Country Rank H(0) H(1) H(2) p(H(0)) p(H(1)) p(H(2))

Likelihood Ratio p-value
Austria 2 159.72 47.40 7.25 0.001 0.004 0.868
Belgium 3 214.50 88.07 28.22 0.001 0.001 0.031
Finland 2 190.94 64.74 15.57 0.001 0.001 0.206
France 2 140.62 45.63 11.64 0.001 0.015 0.691
Germany 1 117.23 10.80 2.39 0.031 0.988 0.994
Ireland 2 160.06 49.32 6.74 0.001 0.006 0.821
Italy 1 174.21 31.05 4.48 0.001 0.358 0.982
Netherlands 1 145.91 30.54 9.74 0.001 0.274 0.808
Portugal 2 155.42 50.54 5.78 0.001 0.005 0.932
Spain 3 168.99 52.93 23.85 0.001 0.004 0.023

Specification Tests

Cross Section Dependence Autocorrelation
rt bt πt Ljung-Box

Statistics 0.434 2.822 0.300 -0.672
p-value 0.332 0.002 0.382 0.274

Table 1.3: p-values for the individual cointegration rank tests, 999 Bootstrap iterations.

H(0) H(1) H(2)

Likelihood Ratio 17.596 10.058 -0.050
p-value 0.00 0.00 0.52

Table 1.4: Panel Cointegration Rank Test, 999 Bootstrap iterations

H(0) H(1)

Likelihood Ratio 11.060 -0.022
p-value 0.00 0.51

Table 1.5: Panel Cointegration Rank Test, 999 Bootstrap iterations

rejecting the hypothesis that the rank is 0 or 1. This result is consistent with the interest
rate parity condition.

We then investigate a system where both interest rates have been transformed from
nominal to real by subtracting the inflation rate. Each individual system is now composed
of 4 variables, the two domestic real interest rates and the two foreign real interest
rates. The results of the panel cointegration rank tests are reported in Table 1.5. The
cointegration rank of this new system is found to be 1, indicating that real interest rates
(domestic and foreign, long and short) share a common stochastic trend.

1.6 Conclusion

The aim of this paper was to construct a sequential bootstrap co-integration rank test
procedure for panels of co-integrated VAR models with large cross-section dimension
and cross section dependence. I adapt the bootstrap sequential rank test procedure by
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Cavaliere, Rahbek, and Taylor (2012) to panel data and use results by Dees, Mauro,
Pesaran, and Smith (2007) to control for cross section dependence while reducing the
dimension of the parameter space relative to that of the unrestricted panel VAR. I
introduced a bootstrap panel test statistic, the P̄r statistic. The P̄r statistic allows for a
great amount of heterogeneity across models both in terms of parameter values and in the
specification of deterministic components. A Monte Carlo experiment shows that this test
performs very closely to its nominal size in finite samples while being often undersized.
The test relies on the assumption that the co-integration rank is homogeneous across units
of the panel. Further work would involve finding a way to test this hypothesis.
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1.7 Appendix

Proof. Proof of Theorem 1:
Consider the recursion used in step 3 of algorithm 1:

Yt = (A)
−1 (

A+ αβ′W
)
Yt−1,+

k∑
l=1

(A)
−1

Γl∆WYt−l

+ (A)
−1
αρ′dt + (A)

−1
ψδt + (A)

−1
εt (1.13)

with A = INp − Λ0. As shown in section 2, this recursion is equivalent to N independent
models of the form:

∆Yi,t = αiρ
′
idit + ψiδit + αiβ

′
i

(
Y ′i,t−1, Y

∗′
i,t−1

)′
+ Λi,0∆Y ∗i,t

+

k∑
l=1

Γi,l∆
(
Y ′i,t−l, Y

∗′
i,t−l

)
+ εi,t (1.14)

where Y ∗i,t is constructed as in (1.3). Using the estimated parameters θ̂ri to generate data
according to 1.13 and for any r ≤ r0, lemma 1 of Cavaliere, Rahbek, and Taylor (2012)

shows that as T →∞, θ̂ri → θri where θri satisfy the I(1,r) condition for all i ∈ 1, · · · , N .

By proposition 2 in Cavaliere, Rahbek, and Taylor (2012), Q†r,i,T
w.p.−−−→ tr(Qi,r,∞) where

Qr,i,∞ :=

∫ 1

0

dBp−r(u)Fp−r(u)′

(∫ 1

0

dFp−r(u)Fp−r(u)′du

)∫ 1

0

dFp−r(u)Bp−r(u)′

with Bp−r being a standard Brownian motion of dimension p− r and:

Fp−r := Bp−r no deterministics

Fp−r := (B′p−r, 1)′ restricted constant

Fp−r := (B′p−r, u|1)′ restricted linear trend

where x|y denotes the projection of the residuals of x on y. Since Qr,i,T → ∞ if r < r0

and Qr0,i,T
w−→ tr

(
Qi,r0,∞

)
it follows that for p†i,r =

1

B

B∑
b=1

1{Qi,r,T<Q†,bi,r,T }
we have:

p†(Qi,r,T )
p−→ 0 if r < r0

p†(Qi,r,T ) ∼ U [0, 1] if r = r0

The logarithm of the p− values (scaled by -2) are χ2 distributed and can be pooled across
individuals:

P̄r =

∑N
i=1

(
−2log(p†i,r)− 2

)
√

4N

and by central limit theorem it follows that:

P̄r
p−−−−→

(N,T )j
−∞

P̄r
w−−−−→

(N,T )j
N (0, 1)
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Proof. Proof of Theorem 2: Let η be the chosen significance level of the LR test. To prove
theorem 2, three cases have to be considered:

1. r̂ < r0: from theorem 1, P̄r −−−−→
(N,T )j

−∞.

2. r̂ = r0: from theorem 1, P̄r
w−−−−→

(N,T )j

N (0, 1). In this case, if r0 < p it follows

that P (r̂ = r0) = 1 − η. If r0 = p, and since P (r̂ < r0)
p−−−−→

(N,T )j

0 it follows that

P (r̂ = r0) −−−−→
(N,T )j

1.

3. r̂ > r0 and r0 < p: supp≥r>r0 P (r̂ = r) −−−−→
(N,T )j

η follows from the previous point.
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Chapter 2

Estimating and Testing for a Common
Co-integration Space in Large Panel

Vector Autoregressions
Laurent A. F. Callot1

Aarhus University and CREATES

Abstract

This paper proposes a maximum likelihood estimator for a common co-integration
space in large panels of co-integrated Vector Autoregressive models. The method
pioneered by Pesaran (2006) and further refined in Dees, Mauro, Pesaran, and Smith
(2007) is used to reduce the dimension of the parameter space of the model and
control for cross section dependence. The common co-integration space is estimated
using standard optimization methods.. Test statistics for the existence of a common
co-integration space against the hypothesis of heterogeneous co-integration spaces
are derived. A bootstrap algorithm to generat pseudo data under the hypothesis of a
common co-integration space is proposed, and bootstrap test statistics are derived.
Identification of the co-integration vectors of the panel is also discussed.

2.1 Introduction

Large panels have been the focus of much research in the past couple of decades, and they
are increasingly used in the empirical literature to take advantage of the wealth of data
that is often available. In particular, a lot of attention has been devoted to panels with
nonstationary variables and co-integration. Phillips and Moon (1999) develop asymptotic
theory for the type of double indexed processes that naturally arise in this literature. Much
research has been aimed at testing for co-integration and the number of co-integration
vectors in panels (Larsson, Lyhagen, and Lothgren (2001), Pedroni (2004), Callot (2010)).
For reviews of the vast literature on unit root and co-integration testing in non-stationary
panels, see Banerjee (1999); Breitung and Pesaran (2008).

The main purpose of this paper is to propose an estimator and a test for a common
co-integration space (CCS) in Panels of Co-integrated VAR (PCVAR) models with a
large cross section (N) and a large time (T ) dimension. A common co-integration space is
understood here as meaning the co-integration vectors of each cross-sectional unit span the
same space. A bootstrap algorithm to test the common co-integration space hypothesis is

1I would like to thank Niels Haldrup, Søren Johansen, Rolf Larsson, Johan Lyhagen, and seminar
participants at the university of Uppsala for valuable comments and discussion. Financial support by the
Center for Research in Econometric Analysis of Time Series, CREATES, funded by the Danish National
Research Foundation, is gratefully acknowledged.
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proposed and the conditions under which the vectors of the panel’s co-integration space
are identified are derived.

Most estimation procedures use some form of pooling of the data to increase the preci-
sion with which the parameters of interest can be estimated. They rely on the assumption
that the dynamics of the panel are similar across units. However, testing whether this
assumption holds has received much less attention. The hypothesis of homogeneity of
the parameters is itself of interest: it conditions the validity of pooling data and reveals
the differences in the dynamics of the cross sectional units under scrutiny. Concerning
the possibility of co-integration a useful reference is Westerlund and Hess (2011), who
focus on testing homogeneity of a single co-integration vector in large N , large T panels.
In a setting with a small (fixed) N and large T , Larsson and Lyhagen (2007) develop a
likelihood based estimator and a test for a common co-integration space and Groen and
Kleibergen (2003) use GMM for the same purpose. However, and in contrast to what is
done in the present paper, in their setting co-integration is restricted to each cross section,
and it requires that the whole panel can be estimated as a large VAR which severely
restricts the combinations of N and T for which this method is applicable.

There are two major sources of difficulty arising when working with large panels.

1. Panels where the number of units is small relative to the time dimension can be
estimated as a single model. However the number of parameters in VAR models
grows quadratically with the number of units. This is often referred to as the curse
of dimensionality. In order to estimate panels with large N and T one has to reduce
the dimension of the parameter space and hence impose constraints on the dynamics
of the model.

2. Many economical series exhibit common patters across countries. When estimating
panels without taking this fact into account, the residuals are typically cross sec-
tionally correlated. This cross section dependence of the residuals, in the sense of a
non-zero residual covariance matrix between two units of the panel, results in biased
inference when pooling estimators and test statistics.

Pesaran (2006) proposes a method to break the curse of dimensionality and model
cross section dependence in order to obtain residuals that are uncorrelated across units. He
assumes that the residuals are generated by a mix of idiosynchratic shocks and unobserved
common factors which are the cause of the cross section dependence. Using weighted
cross section averages of the data he constructs a proxy for the unobserved common
factors, and shows that this method is valid even in the case of heterogeneous panels. Dees,
Mauro, Pesaran, and Smith (2007) extend this method to vector autoregressions, and
Chudik and Pesaran (2011) show that it is robust to an unknown number of unobserved
common factors, unit roots in the common factors, and a mild degree of heterogeneity in
the parameters.

Another popular approach is to use principal component analysis to estimate the
unobserved common factors and augment the model with these estimates. A major
contribution in that direction is the panel analysis of nonstationarity in idiosyncratic and
common components (PANIC) by Bai and Ng (2005). The data generating process assumed
is similar to that of Pesaran (2006) in the sense that residual cross section dependence is
generated by an unknown number of (potentially integrated) unobserved common factors.
They show that by the method of principal components the common factors, and their
number, can be consistently estimated. Westerlund and Larsson (2009) show that the order
of the approximation error is such that it does not vanish when pooling PANIC based test
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statistics across N . Hence PANIC is not a valid approach for pooling test statistics at the
panel level. For this reason this paper will focus on the methodology of Pesaran (2006).

Estimation and testing in this paper is based on the likelihood framework for co-
integrated VAR models developed in Johansen (1988); Johansen (1991); Johansen (1995a).
This framework allows for a wide range of economic hypothesis to be tested in the form of
likelihood ratio tests of linear restrictions on the parameters of the models. The common
co-integration space hypothesis will be tested as a restriction on the co-integration space
of each unit of the panel.

Gredenhoff and Jacobson (2001) show that the finite sample size of likelihood ratio tests
of linear restrictions in co-integrated VAR can significantly exceed their nominal values.
They also show that using the bootstrap greatly improves inference in finite samples,
bringing the size of the tests closer to their nominal values. Cavaliere, Rahbek, and Taylor
(2012) propose an algorithm to bootstrap co-integration rank tests. The present paper uses
a similar bootstrap algorithm to generate pseudo-data under the hypothesis of a common
co-integration space, which are then used to construct two panel test statistics based on
pooling the individual likelihood ratio statistics and pooling of the individual bootstrap
p-value.

A well known problem in co-integration analysis is that the parameters of the unre-
stricted estimated co-integration space are not identified. Identification can be obtained
by imposing linear restrictions on the parameters of the co-integration vectors that ensure
the uniqueness of the co-integration vectors and adjustment matrix up to a normalization.
Johansen (2010) provides an algebraic condition to verify that a set of linear restrictions is
identifying. In the panel case we have to ensure that the co-integration vectors are identified
within an individual co-integration space, and that co-integration spaces are identified
across individuals. I show that if the procedure proposed in Dees, Mauro, Pesaran, and
Smith (2007) to control for cross section dependence is used, identification across individual
co-integration spaces is ensured by construction of the panel. It follows that imposing on
each individual co-integration space a set of restrictions that ensures identification of its
co-integration vectors is sufficient to ensure identification of the panel as a whole. This
permits the computation of standard errors for the parameters of the co-integration space,
and testing of overidentifying restrictions.

The rest of the paper is organized as follows: the next section discusses the model,
section 3 introduces the common co-integration space estimator and the associated test.
The following section introduces the bootstrap algorithm. Section 5 discusses identification,
section 6 investigates the finite sample properties of the test, and section 7 presents an
empirical application to interest rates and inflation in the Euro zone.

The following notation is used throughout the chapter: the number of variables in the
panel is noted p, the number of lags k, units are indexed by i ∈ 1, · · · , N and observations
by t ∈ 1, · · · , T . XNT

w−−−−→
(N,T )j

X means that XNT converges in distribution to X when N

and T increase jointly. Identity matrices of dimension p are noted Ip and 0 matrices of
dimension p× p are noted 0p. The orthogonal complement of a p× s matrix A is noted
A⊥ and has dimension p× p− s and satisfies A′⊥A = 0.

2.2 The Model

Consider a panel vector autoregression in error correction form:
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∆Yt = α̃ρdt + ψDt + α̃β̃′Yt−1 +

k∑
l=1

Γ̃l∆Yt−l + ε̃t (2.1)

The variables are stacked Yt := (Y ′1,t, . . . , Y
′
N,t)

′ in a [Np× 1] vector. Yi,t is the p×1 vector
of variables for unit i. If there is co-integration among the variables of the models, it is
useful to write the model in error correction form to highlight the matrix of co-integration
vectors β̃, of dimension Np× r̃, and the matrix of adjustment parameters α̃ of dimension
Np× r̃. The co-integration rank of the system, i.e. the number of co-integration vectors is r̃.
The parameter matrices Γ̃l and Π̃ are of dimension Np×Np. dt is a vector of deterministic
components restricted to lie in the co-integration space, and Dt is the unrestricted vector
of deterministic components. ε̃t is a Np× 1 vector of independent Gaussian shocks to the
system, with mean 0 and variance-covariance matrix Ω̃.

Ω̃ =


Ω̃11 . . . Ω̃1N

...
. . .

...

Ω̃N1 . . . Ω̃NN


The log-likelihood function for the model given in equation 2.1 is:

L
(
α̃, β̃, Γ̃l, Ω̃, µ0, µ1

)
= −T

2
ln

(
det
(

Ω̃
))
− 1

2

∑
t

(
ε̃′tΩ̃
−1ε̃t

)
(2.2)

The number of parameters in the model depends quadratically on N and p. Even for
a system with a moderate number of individuals, the parameters of the model become
impossible to estimate by maximum likelihood for conventional sizes of T. To estimate the
model some reduction of the dimension of the problem is necessary. One way to obtain
such a reduction is to control for the cross section dependence across residuals in order to
obtain a likelihood function that is separable and hence a more manageable problem.

As mentioned in the introduction, several methods have been proposed to control for
cross-section dependence in order to obtain residuals that are uncorrelated across units.
The following section will discuss the approach pioneered by Pesaran (2006) and Dees,
Mauro, Pesaran, and Smith (2007), which is based on augmenting the model with weighted
cross sectional averages. I assume a DGP similar to that of Dees, Mauro, Pesaran, and
Smith (2007):

Assumption 6. The DGP of Yi is given by the common factor model:

Yit = δi0 + δi1t+ γift + ξit

∆ξit = Ψi (L) νit, νit ∼ N
(
0, Ip

)
∆ft = Λ (L) ηt, ηt ∼ N

(
0, Ip

)
where ft is a mf × 1 vector of common unobserved factors, with γi the associated p×mf

matrix of individual loadings. Ψi (L) =
∑∞
l=0 ΨlL

l and Λi (L) =
∑∞
l=0 ΛlL

l are lag
polynomials composed of absolute summable matrices Ψl and Λl such that var (∆ξit) and
var (∆ft) are positive definite and bounded.

I further assume that E
(
νitνjt

)
= 0, that is, the idiosyncratic shocks are cross section-

ally uncorrelated.
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The data generating process in assumption 6 is a fairly general common factor process
allowing for mf common factors and p individual variables integrated of order at most
one, with the possibility of co-integration among the individual variables and between
those and the common factors. The cross section dependence in the observed data stems
entirely from the unobserved common factors.

I now discuss how the common factors can be approximated by the observed variables
in order to control for cross section dependence. Construct weighted averages of the data
as:

Y ∗it = wiYt =

N∑
j=1

wijYjt,

where the weights are defined as follows:

i) wii = 0 ii) wij ∈]0, 1[ ∀i 6= j

iii)

N∑
j=1

wij = 1 iv) wij ∈ O
(
N−1

)
The three first conditions ensure that the weights for individual i construct a weighted

average of Y−i := {Yj |j 6= i}. The last condition ensures that the average is not dominated
by a single individual, so that idiosyncratic dynamics cancel out when N grows large.
Dees, Mauro, Pesaran, and Smith (2007) show the following:

N∑
j=1

wijYjt =

N∑
j=1

wij
(
δj0 + δj1t+ γjft + ξjt

)
Y ∗it = δ∗i0 + δ∗i1t+ γ∗i ft + ξ∗it

ft
q.m.−−−→
N

(
γ∗
′

i γ
∗
i

)−1

γ∗i (Y ∗it − δ∗i0 − δ∗i1t− ξ∗i )

where
q.m.−−−→
N

stands for convergence in quadratic mean when N grows large. Note that

the weights may be time-varying as long as they satisfy the conditions above, but for
simplicity of exposition the weights are not indexed by t. When the number of cross section
units becomes large, and under assumption 6, the common factors can be approximated
by averages of the observed variables. Since deterministic components do not play a
crucial role in this paper, they will be dropped to simplify the exposition. By augmenting
the model with weighted averages, the unobserved factors (and hence the cross section
dependence) can be controlled for, and we have:

∆Yi,t = αiβ
′
i

(
Y ′i,t−1, Y

∗′
i,t−1

)′
+ Λi,0∆Y ∗i,t

+

k∑
l=1

Γi,l∆
(
Y ′i,t−l, Y

∗′
i,t−l

)
+ εi,t (2.3)

where
Cov(εitε

′
jt) = 0p for i 6= j.

By this transformation we obtain a model with cross sectionally independent innovations.
The model for individual i given in equation 2.3 is not subject to the curse of dimensionality
in the sense that the number of parameters is not a function of N . All the while, it still
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relates Yit to every other variable in the panel through the weighted averages. This provides
some interesting properties to the model and deserves further inspection. Consider

Zit =
(
Y ′i,t−1, Y

′∗
i,t−1

)′
= WiYt.

The Wi matrix is composed of a first block of p rows with an identity matrix of dimension
p between the columns (i − 1)p + 1 and ip and zeros elsewhere. The second block of p
rows is composed of unit matrices multiplied by a weight scalar as defined above, except
between column (i− 1)p+ 1 and ip where it is equal to zero:

Wi =

[
0p . . . 0p Ip 0p . . . 0p

wi1Ip . . . wii−1Ip 0p wii+1Ip . . . wiNIp

]
(2.4)

This matrix multiplied on Yt returns a vector of length 2p with Yit and the corresponding
weighted average Y ∗it stacked. Similarly, define the matrix Wi0:

Wi0 =
[
wi1Ip . . . wii−1Ip 0p wii+1Ip . . . wiNIp

]
(2.5)

This matrix applied to Yt returns the ith weighted average Y ∗i such that: Y ∗t = W0Yt.
Define also W = [W ′1, . . . ,W

′
N ]′ and similarly W0 = [W ′10, . . . ,W

′
N0]′. These matrices are

crucial in the formulation of the model, since they provide a link between every unit in
the panel while reducing the dimension of the parameter space.

From the individual model given in equation 2.3 the model for the full panel can be
recovered by stacking:

∆Yt = αβ′WYt−1 + Λ0W0∆Yt +

k∑
l=1

Γl∆WYt−l + εt (2.6)

where by construction:

α =


α1 . . . 0
...

. . .
...

0 . . . αN

β =


β1 . . . 0
...

. . .
...

0 . . . βN

 (2.7)

Similarly, the lag matrices Λ0 and Γl as well as the covariance matrix for the full panel
are block diagonal:

Ω = E[εtε
′
t] =


Ω11 . . . 0

...
. . .

...
0 . . . ΩNN

 (2.8)

The log-likelihood of the full panel given in equation 2.6 is the standard log-likelihood
function of the Gaussian VAR:

L(Π,Λ0,Γl,Ω) = −T
2

ln det(Ω)− 1

2

∑
t

(
ε′tΩ
−1εt

)
= −T

2

N∑
i=1

ln det(Ωii)−
1

2

N∑
i=1

∑
t

(
ε′itΩ

−1
ii εit

)
=

N∑
i=1

Li(Πi,Λ0i,Γli,Ωi)
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The dimensions of the parameter matrices of the panel given in equation 2.6 are
functions of N , but they are sparse with a known sparsity pattern. Since the transformed
panel by construction is not subject to residual cross section dependence, its likelihood
function is the sum of the likelihood functions of the individual models. This permits
independent estimation of the parameters of the individual models by maximum likelihood.
The parameters of the full panel can be recovered by manipulation of the estimated
parameters of the individual models. In each individual model the weighted averages Y ∗

are treated as weakly exogenous. However every variable is endogenous in the full panel
which allows for immediate feedback between the variables of different units through the
Λ0 matrix.

This section described how a panel VAR subject to residual cross section dependence
and where the number of cross section units N is allowed to be large can be transformed
into a set of independent VAR models. Using this model, the following section will discuss
an estimator and a test for a common co-integration space.

2.3 Common Co-integration Space Estimator

The model henceforth is the PCVAR constructed as discussed above.

∆Yt = αβ′WYt−1,+Λ0W0∆Yt +

k∑
l=1

Γl∆WYt−l + εt (2.9)

Before discussing the CCS estimator and the associated test, the following assumptions
are necessary.

Assumption 7. Assumptions on the residuals.

i) εt ∼ N (0,Ω)

ii) E(εt, εt−j) = 0 ∀j 6= 0

iii) Ω is block-diagonal

In assumption 7, i) and ii) ensures that the residuals are independently normally
distributed with covariance Ω, while iii) states that Ω is block diagonal. The latter
condition ensures that there is no cross section dependence left in the residuals. This
assumption on the structure of the covariance matrix can be tested using the test proposed
in Callot (2012).

Assumption 8. Homogeneous co-integration rank:
The co-integration rank is the same for every individual model of the panel, that is:

rk(αiβ
′
i) = r ∀i

If the number of co-integration relations is not identical across individuals, there can
be no common co-integration space. Assumption 8 ensures that this is not the case. To
the best of my knowledge, this assumption cannot be tested. But since every individual
model contains the same set of variables it seems to be a reasonable assumption. The
co-integration rank of a panel of independent CVAR models can be estimated using the
tests by Larsson, Lyhagen, and Lothgren (2001); Pedroni (2004); Callot (2010) for example.

Assumption 9. Stable process: define Γ := INp −
∑k
l=1 ΓlW .
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i) The matrix α′⊥Γ
(
W ′β

)
⊥ has full rank .

ii) The roots of the characteristic polynomial

A(z) = (1− z)INp − αβ′Wz −
k∑
l=1

ΓlW (1− z)zl

are on or outside the unit circle.

Items i) and ii) in assumption 9 ensure that the process considered is integrated of
order at most one, thus ruling out explosive processes. This is a standard assumption in
co-integration analysis that can be found for example in Johansen (1988).

The following procedure permits the estimation of a likelihood maximizing common
co-integration space (CCS) estimator βCCS . That is, a constrained estimator such that

β̂ =
(
IN ⊗ β̂CCS

)
. (2.10)

Equation 2.10 indicates that the co-integration space of the full panel is block-diagonal
with every block being equal to the estimated common co-integration space β̂CCS , the
corresponding hypothesis is notedHCCS . The CCS estimator is the solution to the following
constrained optimization problem.

β̂CCS = max
βCCS

∑
i

Li(βCCS)

β̂CCS = min
βCCS

∑
i

(
Li(β̂i)− Li(βCCS)

)
, (2.11)

where β̂i is the unrestricted maximum likelihood estimator obtained by maximizing
equation ??. Since Li(β̂i) is the upper bound for the likelihood of the individual CVAR

and
∑N
i=1 Li(β̂i) is the upper bound for the likelihood of the panel given by equation 2.9,

it follows that Li(β̂i) ≥ Li(β̂CCS).
The optimization problem in equation 2.11 can be solved with standard optimization

algorithms. Each co-integration vector has to be normalized with respect to a given
parameter (for example the first one). We can write β̂∗i = [ι, b̂i], with ι being a vector of
ones of length r. The probability that the estimated parameter used for normalization is
exactly equal to zero is zero. It is clear that sp(β̂∗i ) = sp(β̂i) and therefore the optimization
problem can be equivalently stated as:

b̂CCS = min
bCCS

∑
i

(
Li(β̂∗i )− Li(β∗CCS)

)

where β̂∗CCS = [ι, b̂CCS ].
An alternative method is to use the switching algorithm proposed in Larsson and

Lyhagen (2007) to estimate (2.10). The switching algorithm was found to be slower than
solving the optimization problem for large values of N , and often did not converge.

Lemma 3. Under assumptions 7, 8 and 9, the quantity:

QiT := T
(
Li(β̂i)− Li(β̂CCS)

)
(2.12)
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is the likelihood-ratio test statistic of the hypothesis H0 : βi = β̂CCS against H1 : βi = β̂i.
This quantity is asymptotically (as T →∞) χ2 distributed with degrees of freedom m =
r(2p− 1).

The proof of this lemma can be found in the appendix. Lemma 3 gives the asymptotic
distribution of the likelihood-ratio test statistics for the hypothesis that the co-integration
space of a given unit of the panel is equal to the estimated common co-integration space.

Remark 4. Notice that neither the vectors of β̂i nor those of β̂CCS are identified. However
the hypothesis tested here is one that involves one co-integration space against another.
This hypothesis is independent of any particular mapping of the spaces, thus we do not
need to identify the co-integration vector under the null or under the alternative.

Lemma 3 implies that after estimating the common co-integration space we have,
under the null hypothesis, a set of N independent identically distributed tests statistics.
Summing these χ2 distributed statistics is not feasible in the setting considered in the
present paper since the two first moment of the sum of the individual statistics would be a
monotonic function of N and hence tend to infinity with N . Using a central limit theorem
we can construct a panel test statistic for HCCS :

Q̄T =

N∑
i=1

(QiT −m)

√
2mN

(2.13)

Equation 2.13 gives a first panel test statistic for a common co-integration space, its
asymptotic distribution is discussed in theorem 4 below.

Theorem 4. Under assumption 7, 8 and 9, and under the null hypothesis HCCS : βi =

β̂CCS ∀i with
√
N
T → 0, we have:

Q̄T =

N∑
i=1

(QiT −m)

√
2mN

d−−−−→
(N,T )j

N (0, 1)

The proof of theorem 1 can be found in the appendix. Theorem 4 states that the pooled
likelihood-ratio test statistic tends jointly in distribution to a standard normal, under the

condition that
√
N
T → 0. This condition on the joint rate of convergence indicates that

N is allowed to grow fast relative to T , which means that the asymptotic distribution is
likely to be a more accurate approximation of the finite sample behavior of the statistics
when the number of cross section units is large. The next section introduces the bootstrap
algorithm.

2.4 Bootstrap algorithm

Likelihood-ratio test for linear restrictions on co-integration vectors are known to suffer
severe size distortion in finite samples as documented by Gredenhoff and Jacobson (2001).
I propose an algorithm to obtain bootstrap p-values for the CCS test. As noted in section
2, while each individual model is augmented with weak exogenous variables, the full panel
is not conditional on any variables. Thus the full panel is bootstrapped using the following
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recursion:

∆Yt = α(IN ⊗ β′CCS)WYt−1 + Λ0W0∆Yt +

k∑
l=1

Γl∆WYt−l + εt

(INp − Λ0W0)Yt =
(
α(IN ⊗ β′CCS)W − Λ0W0 + INp + Γ1W

)
Yt−1

+ (Γ2W − Γ1W )Yt−2 + · · · − ΓkWYt−k + εt

Yt = A−1
(
α(IN ⊗ β′CCS)W − Λ0W0 + INp + Γ1W

)
Yt−1 (2.14)

+A−1 (Γ2W − Γ1W )Yt−2 + · · · −A−1ΓkWYt−k +A−1εt

where A = (INp − Λ0W0) is a full rank matrix. This model gives the PCVAR in levels,
which is used to generate the pseudo-data:

Algorithm 3. Bootstraping the PCVAR.

1. Initialization step:

• Estimate model 2.9 for all i ∈ [1, · · · , N ] and solve the optimization problem

(2.11). Compute the likelihood-ratio test statistic QiT for H0 : βi = β̂CCS

• Compute the short run parameters of the model under H0 : βi = β̂CCS: θ̂ci =

{α̂ci ,λ̂ci,0, Γ̂ci,l} and the residuals ε̂ci,t. Construct the panel parameter matrices as

in equation 1.8. Note these matrices θ̂c = {α̂c,Λ̂c0, Γ̂cl }.

2. Construct the bootstrap residuals by resampling from the centered residuals. Note
these residuals ε̂†,bt , where b is used to denote the bth iteration of the bootstrap
algorithm.

3. Use θ̂c and ε̂†,bt in recursion 2.14 to generate a sample of pseudo-data noted Y bt , and

compute the likelihood-ratio test Q†,biT = T

(
Li
(
β̂†,bi

)
− Li

(
β̂CCS

))
4. Repeat steps 2 and 3 B times.

5. Compute the individual bootstrap p-value for H0 by comparing the original likelihood-
ratio test statistic to its the empirical distribution computed under HCCS:

p†i,CCS =
1

B

B∑
b=1

1{QiT<Q†,biT }

This algorithm yields N individual p-values for the hypothesis βi = β̂CCS . These

individual p-values can be pooled yielding a test for HCCS : P̄T =

∑N
i=1

(
−2 log(p†i,CCS)−2

)
√

4N
.

P̄T relies on Fisher’s method using the result −2 log(p†i,CCS) ∼ χ2(2). The theorem below
shows that both statistics are asymptotically normal.

Theorem 5. Under assumption 7, 8 and 9 and under HCCS, the asymptotic distribution

of the P̄T statistic is given by: P̄T
d−−−−→

(T,N)j
N (0, 1)

The statistic in theorem 5 converges to a standard normal distribution when N and T
are allowed to increase jointly without conditions on the relative rate of convergence.
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2.5 Identification

In the co-integration model, the parameters of the matrix αβ′ are not identified in the
sense that one can find a full rank r × r matrix A such that:

∆Yt = αβ′Yt−1 + εt = ab′Yt−1 + εt

where a = αA−1′ and b = βA. In this case the two models above are observationally
equivalent, in particular L (α, β) = L (a, b). To identify α and β, one needs to find restric-
tions such that if α, a, β and b satisfy these restrictions, then A = Ir. The identification
problem in the standard co-integrated VAR is discussed in much details in Johansen
(1995a); Johansen (2010). One simple method to obtain an exactly identified co-integration
space is to orthogonalize the vectors of the co-integration space with respect to the first r
variables of Yt, so that β′ = (Ir, b). However such an identification scheme is not always
economically meaningful. A wide range of linear restrictions can be imposed in order to
obtain an identified model. Johansen (1995a) derives a set of algebraic conditions that are
necessary and sufficient to ensure that a set of linear restrictions is identifying.

Lemma 6. Let [H1, · · · , Hr] be a set of linear restrictions such that Hk⊥βk = 0 ∀k ∈
1, · · · , r. βk is said to be identified if and only if for any h = 1, · · · , r−1 and any g indices
1 ≤ k1 < k2 < · · · < kg ≤ r so that kl 6= k ∀l ∈ (1, · · · , g) we have:

rank (H ′⊥k
(
Hk1

, · · · , Hkg

)
≥ g (2.15)

The condition above is called the deficient rank condition. This lemma was first stated
as Theorem 3 in Johansen (1995a), and a proof can be found therein.

In the case of the PCVAR considered in this paper, the co-integration space is very
large (Nr vectors), which would require finding Nr linear restrictions that all satisfy
the deficient rank condition. The problem can be simplified by considering two distinct
identification criteria.

i) Within identification. This criterion is concerned with identifying the vectors of a
given individual co-integration space βi. This is the classical identification problem in
the sense of Johansen (2010), which requires r linear restriction matrices satisfying
the deficient rank condition so that:

Li (βi) = Li (β∗i )⇒ βi = β∗i

ii) Between identification. This criterion is concerned with identifying the individual
co-integration spaces with respect to one another. This requires finding N linear
restriction matrices that satisfy the deficient rank condition so that:

L (β1, · · · , βN ) = L (β∗1 , · · · , β∗N )⇒ sp (βi) = sp (β∗i )∀i

These two identification criteria need to be satisfied in order to obtain an identified
co-integration space for the full panel.

In this section I derive the conditions for identification of the co-integration space of
the panel as a whole. I show that if the rank for each individual model is 1, the linear
restrictions implied by the Wi matrices are sufficient to ensure identification of the panel’s
co-integration space for any N ≥ 3. If the individual rank is greater than 1, and if a set
of identifying restrictions is imposed on the co-integration vectors of each unit, then the
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co-integration space of the full panel is identified. It becomes possible to compute standard
errors for the parameters of the identified co-integration.

Recall the individual model given in equation 1.4 without short run dynamics or
deterministic components:

∆Yit = αiβ
′
iWiYt−1 + εit.

This notation highlights the fact that the weighting matrix Wi is a matrix of linear
restrictions on the co-integration space. It reduces the number of free parameters of each
co-integration vector from Np to 2p. If further linear restrictions are imposed on the
co-integration vectors, the model can be reformulated as:

∆Yit = αi1φ
′
i1H

′
1WiYt−1 + · · ·+ αirφ

′
irH

′
rWiYt−1 + εit

∆Yit = αi1φ
′
i1H̃i1 + · · ·+ αirφ

′
irH̃irYt−1 + εit

where H̃ik is the restriction imposed on the kth co-integration vector of unit i and φik the
corresponding free parameters.

Now consider the co-integration space of the full panel β and the set of restrictions[
H̃11, · · · , H̃Nr

]
. For the first co-integration vector of the first individual of the full panel

to be identified, the following conditions (derived from lemma 6) must hold:

rank(H̃ ′⊥ikH̃jh) ≥ 1 for ik 6= jh

rank(H̃ ′⊥ik(H̃j1h1 , H̃j2h2)) ≥ 2 for ik 6= j1h1 6= j2h2

...

rank(H̃ ′⊥ik(H̃11, · · · , H̃ik−1, H̃ik+1, · · · , H̃Nr) ≥ Nr − 1

with i, j ∈ 1, · · · , N and k, h ∈ 1, · · · , r. These conditions do not depend on the unknown
parameter and are only algebraic conditions for generic identification. If these conditions
are satisfied, the model is said to be generally identified in the sense that it is identified
except for a set of parameters of Lebesgue measure zero. However, finding Nr linear
restrictions satisfying the deficient rank condition can be a tedious exercise. Theorem 7
simplifies the problem by showing that the between identification criterion is satisfied by
construction of the panel for N ≥ 3 and p ≥ 2.

Theorem 7. Let N ≥ 3 and p ≥ 2, then the linear restrictions imposed by the Wi matrices
as defined in equation 2.4 are sufficient to ensure identification between the individual
co-integration spaces so that:

L (β1, · · · , βN ) = L (β∗1 , · · · , β∗N )⇒ sp (βi) = sp (β∗i )∀i.

The proof can be found in the appendix. Theorem 7 states that the conditions for
between identification are satisfied by construction of the PCVAR model. This simplifies
the task of identifying the co-integration space of the panel considerably since only r linear
restrictions must be imposed on each βi in order for the Nr co-integration vectors of the
panel to be identified. As a special case, notice that if r = 1, the N co-integration vectors
of the panel are identified up to a normalization by construction. Theorem 6 in Johansen

(2010) can then be applied to compute the asymptotic distribution of Tvec
(
β̂ − β

)
, which

is mixed Gaussian and of
√
Tvec (α̂− α), which is Gaussian.
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2.6 Monte Carlo

To investigate how the tests for the common co-integration space hypothesis (HCCS)
perform in finite samples, and to assess how much improvement (if any) the use of
the bootstrap provides, a Monte Carlo experiment is conducted. In this section the
performances of the tests in terms of size are investigated for different combinations
of cross section dimension N , number of observations T and co-integration rank r. An
experiment using heterogeneous co-integration spaces is also considered to evaluate the
power of the tests. The Y ∗t variables are constructed using uniform weights, that is,
wij = 1/(N − 1) i 6= j. Simulations are carried out using Ox 6.1. The DGP used are of
the form

Yt = A−1
(
α(IN ⊗ β′CCS)W − Λ0W0 + INp + Γ1W

)
Yt−1 −A−1Γ1WYt−2 +A−1εt

Experiment A is the simplest possible scenario with 2 variables per individual model
(p = 2) augmented with the two corresponding weighted averages, and a single co-
integration vector βCCS = [1,−1, 0, 0] that only allows for co-integration among variables
of the same unit. The adjustment parameters are set to αi = [−0.4, 0.4], and the covariance
matrix of the panel residuals is Ω = INp. In this first experiment, all short run dynamics
and deterministic components are left out. This DGP does not allow for any interaction
between the variables of different units of the panel.

Experiment B also considers a 4 variable system (2 domestic variables and the 2
corresponding weighted averages) allowing for co-integration between Yit and Y ∗it . The rank
of each individual model is equal to two, with the co-integration vectors and adjustment
matrix defined as:

βCCS =

[
1 −1 0 0
1 0 −1 0

]
αi =

[
−0.4 0.4
−0.4 0

]
The covariance matrix of the residuals is as before. In this DGP the first variable of the
system co-integrates with the second one, and also with the first weighted average Y ∗it ,
and adjusts to disequilibria in both equations while the second variable only respond to
disequilibriums in the first co-integration vector.

Individual tests Panel tests

N T Bootstrap Asymptotic Q̄T P̄T

10 100 0.0404 0.0472 0.0570 0.0620
10 200 0.0377 0.0403 0.0450 0.0450
10 1000 0.0371 0.0351 0.0310 0.0340
20 100 0.0499 0.0587 0.0920 0.0950
20 200 0.0456 0.0487 0.0520 0.0570
20 1000 0.0428 0.0409 0.0320 0.0320
50 100 0.0554 0.0657 0.2000 0.1970
50 200 0.0523 0.0544 0.0960 0.0930
50 1000 0.0344 0.0436 0.0600 0.0600

100 100 0.0568 0.0693 0.3550 0.3620
100 200 0.0538 0.0580 0.1440 0.1470

Table 2.1: Experiment A, 1000 Monte Carlo replications, 199 Bootstrap iterations.
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The individual test statistics in Experiment A are both very close to the nominal size of
5%, while being undersized in some instances where T is large. The Q̄T and P̄T statistics
are also undersized when N is small relative to T . These statistics do not perform very
well when N = 100. This is possibly due to a poor estimate of βCCS since the optimization
problem becomes also increasingly difficult when N grows large.

Individual tests Panel tests

N T Bootstrap Asymptotic Q̄T P̄T

10 100 0.0167 0.0466 0.0490 0.0500
10 200 0.0160 0.0388 0.0430 0.0430
10 1000 0.0157 0.0307 0.0240 0.0260
20 100 0.0289 0.0626 0.1070 0.1140
20 200 0.0276 0.0513 0.0740 0.0770
20 1000 0.0249 0.0414 0.0300 0.0300
50 100 0.0361 0.0692 0.2340 0.2420
50 200 0.0352 0.0570 0.1160 0.1170
50 1000 0.0128 0.0060 0.0000 0.0000

100 100 0.0401 0.0728 0.4500 0.4560
100 200 0.0379 0.0604 0.2060 0.2000
100 1000 0.0141 0.0075 0.0000 0.0000

Table 2.2: Experiment B, 1000 Monte Carlo replications, 199 Bootstrap iterations.

Experiment B displays some stricking features: The bootstrap and asymptotic individual
tests are strongly undersized, with sizes below 1.5% when N = 100 and T = 1000. The
logarithmic pooled p-value and the asymptotic normal statistics perform quite poorly
when N = 50, T = 100, and when N = T = 100. However as T grows the size of the panel
statistics decreases sharply, reaching 0% when T = 1000 and N = 50 or N = 100.

A slight modification of the DGP of experiment A is introduced to explore the power
properties of the tests. The co-integration matrix for each unit is generated with some
idiosyncratic uniformly distributed noise on the parameters. The uniform distribution is
chosen to ensure that the signs of the parameters affected by noise do not change so that
the resulting DGP still satisfies assumption 9.

βi = βCCS + δνi

βi = [1,−1, 0, 0] + δνi

νi is a matrix of random numbers uniformly distributed on [0, 1] of same dimension as
βCCS . δ is a scaling parameter such that HCCS is true when δ = 0. The power curves of
the individual and panel test statistics are plotted in figure 2.1 for different value of the
disturbance scale δ, using T = 100 and T = 500, and N = 10 and N = 50. The panel
statistics have much better power than their individual counterparts. Surprisingly, in this
experiment the asymptotic panel statistic has marginally higher power than the bootstrap
statistic, and this is also the case for the individual statistics.

2.7 Empirical Application

The empirical application presented in this section is concerned with interest rate dynamics
in the Euro zone. The data set used here is identical to that used in Callot (2010), it
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Figure 2.1: Power, experiment A with uniform noise on the parameters

consists of series for the 3-month interest rate (noted ri) and 10-years treasury bond rates
(bi), as well as inflation (changes in the harmonized consumer price index, noted πi) for
10 founding Euro zone countries. Both interest rates are expressed in monthly returns.
The data is observed monthly from January 1995 to December 2011, and was retrieved
from the OECD statistical database in August 2012. The weights used to construct the
cross section averages are based on the ECB’s weight of the countries within the euro area
series.

After the creation of a currency union was enacted, interest rates in the countries
that would constitute the Euro zone started to converge. However, inflation differentials
remained. Thus real interest rates did not converge to the same extent nominal rates did.
Towards the end of the sample, and as a result of the turmoil affecting the Euro zone,
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long term interest rates started diverging again. In this application we are interested in
testing whether despite the different dynamics observed in the data, the long run relations
between interest rates on bonds of different maturities and inflation were identical among
those 10 countries.

The first system considered is composed of the long and short interest rate as well as the
inflation rate, augmented by the weighted averages of each of these variables. The model
is estimated with 1 lagged first difference and a restricted constant. The co-integration
rank of this model was investigated in Callot (2010) and found to be 2.

The estimated common co-integration space for this system is:

β̂CCS,1 : ri − 1.24bi + 117πi − 0.969r∗i + 1.28b∗i − 108π∗i − 0.0249ρ

β̂CCS,2 : −11.5ri + bi + 4749πi + 11.3r∗i − 3.51b∗i − 3592π∗i + 0.0575ρ.

In both equations the parameters on any given domestic variable and its corresponding
weighted average are strikingly similar, with opposite signs, indicating that some equilib-
rium relation exists among these variables. The second equation seems to be dominated by
a relation between domestic and foreign inflation, while the first one seems to describe an
equilibrium relation between domestic and foreign interests rates (long and short). Since
these parameters are not identified, it is not possible to give a structural interpretation to
these vectors.

QiT p(QiT ) 1
B

∑B
b=1Q

†,b
iT p†(QiT )

Austria 5.822 0.925 21.885 0.996
Belgium 34.141 0.001 23.730 0.140
Finland 18.935 0.090 33.269 0.742
France 31.947 0.001 38.459 0.586
Germany 21.093 0.049 22.656 0.516
Ireland 21.009 0.050 34.404 0.884
Italy 25.044 0.015 59.400 0.998
Netherlands 6.773 0.872 19.379 0.962
Portugal 19.004 0.088 8.4491 0.026
Spain 21.465 0.044 18.613 0.306

Panel tests
Statistic p-value

Q̄T 5.502 0.000
P̄T -0.47 0.687

Table 2.3: Individual and pooled Likelihood-ratio statistics, with asymptotic and bootstrap
p− values, 499 bootstrap replications

The upper panel of Table 2.3 reports the results for the individual likelihood-ratio tests.
The first column reports the likelihood-ratio statistics and the third the average bootstrap
likelihood-ratio statistics. Column 2 reports the asymptotic p-value corresponding to QiT
and column 4 the bootstrap p-value. At a 5% significance level, the asymptotic test rejects
the hypothesis βi = β̂CCS in 5 out of 10 instances, but only once for the bootstrap test.
Indeed, the likelihood-ratio statistics are often found to be substantially higher than their
expected value of 12. However the average bootstrap statistics are also found to be higher
than 12, indicating that the asymptotic distribution is a poor approximation in this case.
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The lower panel of Table 2.3 reports the results of both pooled tests for the common
co-integration space hypothesis. The asymptotic test rejects the hypothesis, which is not
surprising given the results from the individual tests showing that the likelihood-ratio
statistics are often larger than their expected values. However the bootstrap version of the
test does not reject the hypothesis of a common co-integration space.

We now turn to a second system where both nominal interest rates have been trans-
formed to real interest rates by subtracting monthly inflation from the monthly interest
rate. Short and long interest rates are noted rri and rbi, respectively. This system was
investigated in Callot (2010) and its co-integration rank was found to be 1. Using the
same 10 countries as previously, the common co-integration space hypothesis is strongly
rejected as shown in Table 2.4.

QiT p(QiT ) 1
B

∑B
b=1Q

†,b
iT p†(QiT )

Austria 3.5078 0.476 12.66 1.00
Belgium 4.6507 0.325 11.16 0.996
Finland 7.7835 0.099 8.547 0.550
France 4.5098 0.341 26.23 1.00
Germany 21.104 0.000 14.14 0.122
Ireland 23.856 0.000 6.311 0.004
Italy 6.8447 0.144 11.73 0.724
Netherlands 10.427 0.034 3.563 0.010
Portugal 37.787 0.000 3.716 0.002
Spain 36.151 0.000 5.796 0.002

Panel tests
Statistic p-value

Q̄T 13.039 0.000
P̄T 4.928 0.000

Table 2.4: Individual and panel Likelihood-ratio statistics, with asymptotic and bootstrap
p− values, second system, 499 bootstrap replications

The CCS procedure is iterated removing from the panel the unit with the highest
likelihood-ratio statistics (in the first step Portugal), until a panel supporting a common
co-integration space is found. After 3 steps, removing Portugal, Spain, and Ireland, in
that order, such a panel is uncovered. At each step a rank test is performed, and the
rank is found to be 1 every time. The results are reported in Table 2.5. The common
co-integration space corresponding to this panel is:

β̂CCS : rri + 3.07rbi − 1.34rr∗i − 2.21rb∗i − 0.17ρ

The parameters of this space are identified by the normalization on the domestic short
real interest rate variable, allowing for a structural interpretation. This vector seems to
describe a stationary relation between the spread between domestic and foreign short
real interest rates, and the spread between domestic and foreign long real interest rates.
Further restriction testing would be required to confirm this interpretation.
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QiT p(QiT ) 1
B

∑B
b=1Q

†,b
iT p†(QiT )

Austria 2.179 0.702 6.568 1.00
Belgium 0.2442 0.993 6.458 1.00
Finland 16.08 0.003 5.127 0.010
France 2.202 0.698 9.209 1.00
Germany 14.65 0.005 6.661 0.030
Italy 4.237 0.374 9.774 0.838
Netherlands 3.532 0.472 2.541 0.226

Panel tests
Statistic p-value

Q̄T 2.023 0.022
P̄T 1.049 0.147

Table 2.5: Individual and panel Likelihood-ratio statistics, with asymptotic and bootstrap
p− values, second system reduced, 499 bootstrap replications

2.8 Conclusion

This paper builds on the work of Pesaran (2006) and Dees, Mauro, Pesaran, and Smith
(2007) to reduce the dimension of the parameter space of a large N large T panel of
vector autoregressions and to ensure that the residuals are cross-sectionally independent.
The model so constructed has some interesting properties: each individual model can be
estimated independently and the number of parameters in the individual model is not a
function of N , which enables the estimation of very large panels. The full panel model can
be reconstructed from the individual models and it allows for a dependency among all the
variables in the panel, both in the long and short run, and contemporaneously as well as
lagged. Test statistics derived from the individual models are independent so that panel
test statistics can be constructed by pooling of the individual tests.

Using this model I proposes and estimator and a test for a common co-integration
space. The asymptotic distribution of the panel test statistics is derived, and a bootstrap
algorithm is proposed to obtain bootstrap p − values for the hypothesis of a common
co-integration space. I also show that identification of the co-integration vectors of the
panel is quite simple is this model since the restrictions imposed by construction of the
dynamics of the model ensure that the individual co-integration spaces are identified with
respect to one another.

A Monte Carlo simulation is carried out to document the finite sample properties of
the common co-integration space tests, and it reveals that the proposed test statistics
have sizes close to their nominal value of 5%.

2.9 Appendix

Proof of lemma 3. Write βCCS = bCCSφ where bCCS is the normalized form of βCCS and
φ is a vector of length r of free parameters. The distribution of likelihood ratio tests for
linear restrictions is discussed in Johansen (1991). The asymptotic distribution of such
tests is shown to be χ2 with a number of degrees of freedom equal to the difference in the
number of free parameters under both hypothesis. Since HAβi = β̂i doesn’t impose any
restrictions, there are 2pr free parameters, while under H0βi = β̂CCS there are only r free
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parameters. Hence

LRCCS = T

∑
i

(
Lmaxi − LmaxCCS,i(β̂CCS)

) w−→
T
χ2
(
r (2p− 1)

)

Before proving theorem 4 the following lemma is required:

Lemma 8. Under assumptions 7, 8 and 9, the following holds:

QiT = Qi∞ +Op(T
−1)

Where Qi∞ is the asymptotic test statistics which is χ2(m) distributed.

Proof of Lemma 8 can be found in Johansen (2002).

Proof of theorem 4. Using Lemma 8, the Q̄T statistics can be rewritten as:

Q̄T =

N∑
i=1

(QiT −m)

√
2mN

=

N∑
i=1

(Qi∞ −m) +NOp

(
T−1

)
√

2mN

=

N∑
i=1

(Qi∞ −m)

√
2mN

+

√
NOp

(
T−1

)
√

2m

It is clear that if
√
N
T → 0 the second term of the right hand side of the above equation

disappears. To show that the first term of the right hand side converges jointly in (N,T ) to
a standard normal distribution, the Lyapunov conditions have to be verified (see Davidson
(1994) page 372):

i) 1
N

∑N
i=1 var(Qi∞) > 0 uniformly in N . Since var(Qi∞) = 2m, this condition is

verified.

ii) E
(
|Qi∞|2+δ

)
< ∞ for some δ > 0. Notice that Qi∞ > 0, and choose δ = 1:

E
(
Q3
i∞
)

=
√

8/m <∞

Since the Lyapunov conditions are verified, the Lindenberg central limit theorem applies
and:

Q̄T
(N,T )j−−−−→
d

N (0, 1)

Proof of theorem 5. Under H′ : βi = β̂CCS we have:

a) p†i,CCS ∼ U [0, 1]
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b) −2 log p†i,CCS ∼ χ2(2)

Hence under HCCS :

P̄CCS
d−→
N
N (0, 1)

Since the convergence results above holds for all T , the Lyapounov conditions are verified
hance the Lindenberg central limit theorem applies.

Proof of theorem 7. I will start showing that the Wi matrices are sufficient for identification
between the co-integration spaces first in the case where N = 3, and then the general case.
The proof uses the algebraic conditions by Johansen (1995b) discussed above.

• N = 3: The weigthing matrix Wi is imposed βi.

∆Yit = αiβ
′
iWiYt−1

For simplicity of notations, and without loss of generality, I will assume the weights
are the same for every individual (wij = wkj∀i, k)

W1 =

[
Ip 0p 0p
0p w2Ip w3Ip

]
The orthogonal complement is:

W1⊥ =
[
0p −w3Ip w2Ip

]

rank
(
W1⊥W

′
2

)
= rk

([
−w3Ip w3w2Ip

])
= p

rank
(
W1⊥

(
W ′2W

′
3

))
= rk

([
−w3Ip w3w2Ip w2Ip −w3w2Ip

])
= p

Thus if p ≥ 2 identification is ensured in this case simply by the restrictions imposed
by the Wi matrices.

• N > 3: Wi⊥ is a matrix of dimension [(N − 2)p×Np] composed of blocks of 0p and
blocks proportional to Ip:

W1⊥ =


0p −w3Ip w2Ip 0p · · · 0p
0p −w4Ip 0p w2Ip · · · 0p
...

. . .
...

0p −wNIp 0p 0p · · · w2Ip


It follows that Wi⊥Wj is a matrix of dimension [(N−2)p×2p] also composed of iden-
tity blocks multiplied by a scalar. For n < N , the product matrixWi⊥(W ′j1, · · · ,W ′jn),
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jg 6= i ∀g ∈ 1, · · · , n, is a matrix of dimension [(N − 2)p× 2np] with scaled identity
blocks and zero blocks. As an illustration consider W1⊥W

′
2, W1⊥W

′
3 and W1⊥W

′
N :

W1⊥W
′
2 =


−w3Ip w2w3Ip
−w4Ip w2w4Ip

...
...

−wNIp w2wNIp



W1⊥W
′
3 =


−w2Ip −w2w3Ip
0p 0p
...

...
0p 0p

W1⊥W
′
N =


0p 0p
...

...
0p 0p
−w2Ip −w2wNIp


The structure of the product matrices are similar for any combination of i and jg,
i 6= jg. It follows that:

rank
(
Wi⊥(W ′j1, · · · ,W ′jn)

)
= min

(
(N − 2)p, np

)
The rank condition for identification is satisfied if

min
(
(N − 2) p, np

)
≥ n

This condition is satisfied if N ≥ 3 and p ≥ 2
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Chapter 3

Oracle Inequalities for High Dimensional
Vector Autoregressions

Anders Bredahl Kock and Laurent A.F. Callot1

Aarhus University and CREATES

Abstract

This paper establishes non-asymptotic oracle inequalities for the prediction error
and estimation accuracy of the Least Absolute Shrinkage and Selection Operator
(LASSO) in stationary vector autoregressive models. These inequalities are used to
establish consistency of the LASSO even when the number of parameters is of a
much larger order of magnitude than the sample size. We also give conditions under
which no relevant variables are excluded.

Next, non-asymptotic probabilities are given for the Adaptive LASSO to select
the correct sparsity pattern. We then give conditions under which the Adaptive
LASSO reveals the correct sparsity pattern asymptotically. We establish that the
estimates of the non-zero coefficients are asymptotically equivalent to the oracle
assisted least squares estimator. This is used to show that the rate of convergence of
the estimates of the non-zero coefficients is identical to the one of least squares only
including the relevant covariates.

3.1 Introduction

The last 10-15 years have witnessed a surge of research in high-dimensional statistics
and econometrics. This is the study of models where the the number of parameters is
of a much larger order of magnitude than the sample size. However, often only a few
of the parameters are non-zero, that is the model is sparse, and one wants to be able
to separate these from the zero ones. In particular, a lot of attention has been devoted
to penalized estimators of which the most famous is probably the LASSO of Tibshirani
(1996). Other prominent examples are the SCAD of Fan and Li (2001), the Adaptive
LASSO of Zou (2006), the Bridge and Marginal Bridge estimators of Huang, Horowitz,
and Ma (2008), the Dantzig selector of Candes and Tao (2007), the Sure Independence
Screening of Fan and Lv (2008) and the square root LASSO of Belloni, Chernozhukov,
and Wang (2011). These procedures have become popular since they are computationally
feasible and perform variable selection and parameter estimation at the same time. For
recent reviews see Bühlmann and Van De Geer (2011) and Belloni and Chernozhukov
(2011).

1We would like to thank Michael Jansson, Søren Johansen, Jørgen Hoffmann-Jørgensen, Marcelo
Medeiros, Martin Wainwright, Timo Teräsvirta, participants at the workshop for statistical inference in
complex/high-dimensional problems held in Vienna, the NBER-NSF 2012 time series conference and the
Canadian Econometric Study Group meeting 2012 for help, comments and discussions.
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Much effort has been devoted to establishing the conditions under which these proce-
dures possess the oracle property. Here the oracle property is understood as the procedure
correctly detecting the sparsity pattern, i.e. setting all zero parameters exactly equal to
zero while not doing so for any of the non-zero ones. Furthermore, the non-zero parameters
are estimated at the same asymptotic efficiency as if only the relevant variables had
been included in the model from the outset. In other words the non-zero parameters are
estimated as efficiently as if one had been assisted by an oracle that had revealed the true
sparsity pattern prior to estimation.

Even though a lot of progress has been made in this direction most focus has been
devoted to very simple data types such as the linear regression model with fixed covariates
or sometimes (gaussian) independently distributed covariates. Some exceptions are Wang,
Li, and Tsai (2007) and Nardi and Rinaldo (2011) who consider the LASSO in a stationary
autoregression. Caner and Knight (2011) investigate the properties of the Bridge estimator
in stationary and nonstationary autoregressions while Kock (2012) does the same for the
Adaptive LASSO. However, these papers consider autoregressions of a fixed or slowly
increasing length – i.e. a low-dimensional setting.

In this paper we are concerned with the estimation of high-dimensional stationary
vector autoregressions (VAR), i.e. models of the form

yt =

pT∑
l=1

Φlyt−l + εt, t = 1, ..., T (3.1)

where yt = (yt,1, yt,2, ..., yt,kT )′ is the kT × 1 vector of variables in the model. Φ1, ...,ΦpT
are kT × kT parameter matrices. Even though this is suppressed in the notation these may
vary with T . So we are analyzing a triangular array of models where the parameters may
vary across the rows, T , but remain constant within each row, t = 1, ..., T . εt is assumed to
be a sequence of i.i.d. error terms with an NkT (0,Σ) distribution. Notice that the number
of variables as well as the number of lags is indexed by T indicating that both of these are
allowed to increase as the sample size increases – and in particular may be a lot larger
than T . Equation (3.1) could easily be augmented by a vector of constants but here we
omit this to keep the notation simple2.

The VAR is without doubt one of the central pillars in macroeconometrics and is widely
used for e.g. forecasting, impulse response and policy analysis. However, it suffers from the
fact that many macroeconomic variables are observed at a relatively low frequency such
as quarterly or annually leaving few observations for estimation. On the other hand, the
number of parameters, k2

T pT , may increase very fast if many variables are included in the
model which is often the case in order to ensure satisfactory modeling of the dynamics of
the variables of interest. Hence, the applied researcher may find himself in a situation where
the number of parameters is much larger than the number of observations. If T < kT pT
equation by equation least squares is not even feasible since the design is singular by
construction. Even if the model is possible to estimate the number of regressions which
have to be run in order to calculate the information criterion for every subset of variables
increases exponentially in the number of parameters and hence becomes computationally
infeasible. Furthermore, these subset selection criteria are known to be unstable, see e.g.
Breiman (1996).

In a seminal paper Stock and Watson (2002) used factors to reduce dimensionality and
obtain more precise forecasts of macro variables while Bernanke, Boivin, and Eliasz (2005)

2Similarly, we conjecture that a trend could be included by writing the model in deviations from the
trend. But to focus on the main idea of the results this has been omitted.
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popularized the inclusion of factors in the VAR in order to avoid leaving out relevant
information when evaluating monetary policy. For surveys on factor analysis in the context
of time series see Stock and Watson (2006), Bai and Ng (2008) and Stock and Watson
(2011). Our results open a different avenue of handling high-dimensionality in VAR models
than augmentation by factors. In particular,

i) we establish non-asymptotic oracle inequalities for the prediction error and estimation
accuracy of the LASSO. Specifically, we show that the LASSO is almost as precise
as oracle assisted least squares, i.e. least squares only including the (unknown set of)
relevant variables. We also comment on some limitations of these bounds.

ii) we use the finite sample upper bounds to show that even when kT and pT increase
at a subexponential rate it is possible to estimate the parameters consistently. The
fact that kT may increase very fast is of particular importance for state of the art
macroeconometric modeling of big systems since no variables should be left out
in order to avoid omitted variable bias. Conditions for no relevant variables being
excluded are also given.

iii) we establish non-asymptotic lower bounds on the probability with which the Adaptive
LASSO unveils the correct sign pattern and use these bounds to show that the
Adaptive LASSO may detect the correct sign pattern with probability tending to
one even when kT and pT increase at a subexponential rate.

iv) we show that the Adaptive LASSO is asymptotically equivalent to the oracle assisted
least squares estimator. This implies that the estimates of the non-zero coefficients
converge at the same rate as if least squares had been applied to a model only
including the relevant covariates. Furthermore, it shows that the Adaptive LASSO
is asymptotically as efficient as the oracle assisted least squares estimator.

v) the appendix contains some maximal inequalities for vector autoregressions, Lemmas
19 and 25, which might be of independent interest. Furthermore, Lemma 22 gives
finite sample bounds on the estimation error of high-dimensional covariance matrices
in VAR models. This concentration inequality is subsequently used to show how the
restricted eigenvalue condition of Bickel, Ritov, and Tsybakov (2009) can be verified
even in the case of models with many dependent random covariates.

vi) similar results for autoregressions follow as a special case by simply setting kT = 1
in our theorems.

We believe that these results will be of much use for the applied researcher who often faces
the curse of dimensionality when building VAR models since the number of parameters
increases quadratically in the number of variables included. The LASSO and the Adaptive
LASSO are shown to have attractive finite sample and asymptotic properties even in these
situations.

Song and Bickel (2011) have derived bounds for the LASSO similar to the ones
mentioned in i) above. However, they employ an m-dependence type assumption instead
of directly utilizing the dependence structure in the VAR. Furthermore, we also consider
the Adaptive LASSO.

Note that since the LASSO and the Adaptive LASSO can be estimated with fewer
observations than parameters one may choose to simply include the most recent observa-
tions – say 10-20 years – in the model used for forecasting instead of using the whole data
set. This could be useful since observations far back in time may be conjectured to be less
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informative about the near future than the recent past is. Finally, it should be noted that
no (significance) testing is involved in the procedures but the underlying assumption is
that there exists a sparse representation of the data.

The plan of the paper is as follows. Section 3.2 lays out the model in more detail and
gives necessary background notation. Sections 3.3 and 3.4 contain the main results of the
paper on the LASSO and the Adaptive LASSO. A Monte Carlo study investigating the
validity of our finite sample results can be found in Section 3.5 while Section 3.6 concludes.
The proofs can be found in the Appendix.

3.2 Model and notation

We shall suppress the dependence of kT and pT on T to simplify notation. As mentioned
in the introduction we are concerned with stationary VARs, meaning that the roots of
|Ik −

∑p
j=1 Φjz

j | lie outside the unit circle. Equivalently, all roots of the companion matrix
F must lie inside the unit disc. Let ρ (the dependence on T is suppressed) denote this
largest root.

It is convenient to write the model in stacked form. To do so let Zt = (y′t−1, ..., y
′
t−p)

′ be
the kp× 1 vector of explanatory variables at time t in each equation and X = (ZT , ..., Z1)′

the T×kp matrix of covariates for each equation. Let yi = (yT,i, ..., y1,i)
′ be the T×1 vector

of observations on the ith variable (i = 1, ..., k) and εi = (εT,i, ..., ε1,i)
′ the corresponding

vector of error terms. The fact that yi inherits the gaussianity from the error terms shall be
particularly useful since this means that yi has slim tails. Finally, β∗i is the kp dimensional
parameter vector of true parameters for equation i which also implicitly depends on T .
Hence, we may write (3.1) equivalently as

yi = Xβ∗i + εi, i = 1, ..., k (3.2)

Here the parameter vector β∗i can potentially be of a much larger order of magnitude than
the sample size T . A practical example occurs when building macroeconomic models on
relatively infrequent time series (say quarterly or annual data). Then one will often only
have 50-200 observations while for k = 100 and p = 5 the number of parameters is as large
as 500. The total number of parameters in the system is of course even larger. Traditional
methods such as least squares will be inadequate in such a situation and our goal is to
derive bounds on the estimation error of the LASSO in each equation as well as for the
whole system.

Even though there are k2p parameters in the model only a subset of them might
be non-zero. Perhaps only a few of the kp variables might be relevant in each of the k
equations (the set may of course differ from equation to equation such that all variables
are relevant in some equations). This means that β∗i is a sparse vector.

Further notation

Let Ji = {j : β∗i,j 6= 0} ⊆ {1, ..., kp} denote the set of non-zero parameters in equation
i and si = |Ji| its cardinality. s̄ = max {s1, ..., sk} while βmin,i = min {|β∗i,j | : j ∈ Ji}
denotes the minimum non-zero entry of β∗i . βmin = min {βmin,i, i = 1, ..., k} is the smallest
non-zero parameter in the whole system.

For any x ∈ Rn, ‖x‖ =
√∑n

i=1 x
2
i , ‖x‖`1 =

∑n
i=1 |xi| and ‖x‖`∞ = max1≤i≤n |xi|

denote `2, `1 and `∞ norms, respectively (most often n = kp or n = si in the sequel).
For any symmetric square matrix M , φmin(M) and φmax(M) denote the minimal and
maximal eigenvalues of M .
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Let ΨT = 1
TX

′X be the kp × kp scaled Gramian of X. For R,S ⊆ {1, ..., kp}, XR

and XS denote the submatrices of X which consist of the columns of X indexed by R
and S, respectively. Furthermore, ΨR,S = 1

TX
′
RXS . For any vector δ in Rn and a subset

J ⊆ {1, ..., n} we shall let δJ denote the vector consisting only of those elements of δ
indexed by J .

For any two real numbers a and b, a ∨ b = max(a, b) and a ∧ b = min(a, b) and for any
x ∈ Rn let sign(x) denote the sign function applied to each component of x.

Let σ2
i,y denote the variance of yt,i and σ2

i,ε the variance of εt,i, 1 ≤ i ≤ k. Then define
σT = max1≤i≤k(σi,y ∨ σi,ε).

3.3 The Lasso

The LASSO was proposed by Tibshirani (1996). Its theoretical properties have been studied
intensively since then, see e.g. Zhao and Yu (2006), Meinshausen and Bühlmann (2006),
Bickel, Ritov, and Tsybakov (2009), and Bühlmann and Van De Geer (2011) to mention
just a few. It is known that it only selects the correct model asymptotically under rather
restrictive conditions on the dependence structure of the covariates. However, we shall see
that it can still serve as an effective screening device in these situations. Put differently,
it can remove many irrelevant covariates while still maintaining the relevant ones and
estimating the coefficients of these with high precision. We investigate the properties of
the LASSO when applied to each equation i = 1, ..., k separately3. The LASSO estimates
β∗i in (3.2) by minimizing the following objective function

L(βi) =
1

T
‖yi −Xβi‖2 + 2λT ‖βi‖`1 (3.3)

where λT is a sequence to be defined exactly below. (3.3) is basically the least squares
objective function plus an extra term penalizing parameters that are different from zero.
Let β̂i denote the minimizer of (3.3) and let J(β̂i) = {j : β̂i,j 6= 0} be the indices of the
parameters that are estimated to be nonzero.

Results without conditions on the Gram matrix

We begin by giving non-asymptotic bounds on the performance of the LASSO. Notice
that these bounds are valid without any conditions on the design matrix or k, p, si and T .

Theorem 9. Let λT =
√

8 ln(1 + T )5 ln(1 + k)4 ln(1 + p)2 ln(k2p)σ4
T /T . Then, on a set

with probability at least 1− 2(k2p)1−ln(1+T ) − 2(1 + T )−1/A the following inequalities hold
for all i = 1, ..., k for some positive constant A.4

1

T

∥∥Xβ̂i −Xβ∗i ∥∥2
+ λT

∥∥β̂i − β∗i ∥∥`1 ≤ 2λT

(∥∥β̂i − β∗i ∥∥`1 +
∥∥β∗i ∥∥`1 −∥∥β̂i∥∥`1) (3.4)

1

T

∥∥Xβ̂i −Xβ∗i ∥∥2
+ λT

∥∥β̂i − β∗i ∥∥`1 ≤ 4λT

[∥∥β̂i,Ji − β∗i,Ji∥∥`1 ∧∥∥β∗i,Ji∥∥`1] (3.5)∥∥β̂i,Jci − β∗i,Jci ∥∥`1 ≤ 3
∥∥β̂i,Ji − β∗i,Ji∥∥`1 (3.6)

3Of course it is also possibly to apply the LASSO directly to the whole system and we shall also make
some comments on the properties of the resulting estimator under this strategy.

4At the cost of a slightly more involved expression on the lower bound on the probability with which

the expressions hold λT may be reduced to
√

8 ln(1 + T )3+δ ln(1 + k)4 ln(1 + p)2 ln(k2p)σ2
T /T for any

δ > 0. This remark is equally valid for all theorems in the sequel.
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The proof of this theorem can be found in the appendix. The lower bound on the
probability with which inequalities (3.4)-(3.6) hold can be increased by choosing a larger
value of λT . However, we shall see in Theorem 10 below that smaller values of λT yield
faster rates of convergence5.

It is important to notice that (3.4)-(3.6) hold for all equations i = 1, ..., k on one and
the same set. This will turn out to be useful when deriving bounds on the estimation
error for the whole system. Theorem 9 holds without any assumptions on the Gram
matrix. Furthermore, the lower bound on the probability with which inequalities (3.4)-(3.6)
hold is nonasymptotic – it holds for every T – and the above inequalities hold for any
configuration of k, p, si and T . Note that the lower bound on the probability with which
the estimates hold tends to one as T →∞. In the course of the proof of Theorem 9 we
derive a maximal inequality, Lemma 19 in the appendix, for vector autoregressions which
might be of independent interest. This inequality is rather sharp in the sense that it can
be used to derive a rate of convergence of β̂i, i = 1, ..., k which is within a logarithmic
factor of the optimal

√
T convergence rate.

Inequalities (3.4) and (3.5) give immediate upper bounds on the prediction error,
1
T

∥∥Xβ̂i −Xβ∗i ∥∥2
, as well as the estimation accuracy, ‖β̂i − β∗i ‖`1 of the LASSO. In partic-

ular, we shall use (3.5) to derive oracle inequalities for these two quantities in Theorem 10
below. Equation (3.6) is also of interest in its own right since it shows that an upper bound
on the estimation error of the non-zero parameters in an equation will result in an upper
bound on the estimation error of the zero parameters of that equation. This is remarkable
since there may be many more zero parameters than non-zero ones in a sparsity scenario
and since the bound does not depend on the relative size of the two groups of parameters.

Restricted eigenvalue condition

Theorem 9 did not pose any conditions on the (scaled) Gram matrix ΨT . If kp > T the
Gram matrix ΨT is singular, or equivalently,

min
δ∈Rkp\{0}

δ′ΨT δ

‖δ‖2
= 0 (3.7)

In that case ordinary least squares is infeasible. However, for the LASSO Bickel, Ritov,
and Tsybakov (2009) observed that the minimum in (3.7) can be replaced by a minimum
over a much smaller set. The same is the case for the LASSO in the VAR since we have
written the VAR as a regression model. In particular we shall make use of the

Restricted Eigenvalue Condition: RE(r).

κ2
ΨT (r) = min

{
‖ΨT δ‖2

‖δR‖2
: |R| ≤ r, δ ∈ Rkp \ {0} , ‖δRc‖`1 ≤ 3‖δR‖`1

}
> 0 (3.8)

where R ⊆ {1, ..., kp} and |R| is its cardinality. Instead of minimizing over all of Rkp
the minimum is restricted to those vectors which satisfy ‖δRc‖`1 ≤ 3‖δR‖`1 and where

R has cardinality at most r. This implies that κ2
ΨT

(r) in (3.8) can be larger than the
Rayleigh-Ritz ratio in (3.7) even when the latter is zero.

5In general, there is a tradeoff between λT being small and the lower bound on the probability with
which inequalities (3.4)-(3.6) hold being large.
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Notice that the restricted eigenvalue condition is trivially satisfied if ΨT has full rank
since δ′RδR ≤ δ′δ for every δ ∈ Rkp and so,

‖ΨT δ‖2

‖δR‖2
≥ ‖ΨT δ‖2

‖δ‖2
≥ min
δ∈Rkp\{0}

δ′ΨT δ

‖δ‖2
> 0

This means that in the traditional setting of fewer variables per equation than observations
the restricted eigenvalue condition is satisfied if X ′X is nonsingular. Hence, the results
are applicable in this setting but also in many others. We shall be using the restricted
eigenvalue condition with r = si and denote κ2

ΨT
(si) by κ2

ΨT,i
.

Let Γ = E(ΨT ) = E(ZtZ
′
t) be the population covariance matrix of the data. We

will assume that the corresponding restricted eigenvalue (defined like κ2
ΨT

(si) in (3.8))
κi = κΓ(si) is strictly positive for all i = 1, ..., k. Note that this is satisfied in particular
under the standard assumption that Γ has full rank6. To get useful bounds on the
estimation error of the LASSO it turns out to be important that κ2

ΨT,i
is not too small (in

particular strictly positive). We show that this is the case (Lemma 20 in the appendix) as
long as the random matrix ΨT is sufficiently close to its expectation Γ. Hence, verifying
the restricted eigenvalue condition is a question of showing that ΨT is close to Γ with
high probability. To this end, Lemma 22 in the appendix gives finite sample bounds on
the maximum entrywise distance between ΨT and Γ that hold with high probability.
This result might be of independent interest in the theory of high-dimensional covariance
estimation for dependent gaussian processes. Lemma (23) in the appendix uses this
result to show that for any 0 < q < 1 one has P (κ2

ΨT ,i
> qκ2

i ) ≥ 1 − πq(si) where

πq(s) = 4k2p2 exp
(

−ζT
s2i log(T )(log(k2p2)+1)

)
+ 2(k2p2)1−log(T ) for ζ =

(1−q)2κ4
i

4·163(‖Γ‖
∑T
i=0‖F i‖)2 .

The exponential decay of the first term of πq(s) hints at the fact that the restricted
eigenvalue condition can be valid asymptotically even in high-dimensional systems. This
will be explored in more detail in the next subsection. On the other hand, the probability of
κ2

ΨT ,i
> qκ2

i might be low in finite samples if, for example, k or p are very large. However,
this underscores the conventional wisdom that one has to be careful with putting too much
emphasis on the asymptotic results since these can be very misleading in finite samples!

The LASSO satisfies the following oracle inequalities in VAR models.

Theorem 10. Let λT be as in Theorem 9 and 0 < q < 1. Then with probability at least
1−2(k2p)1−ln(1+T )−2(1+T )−1/A−πq(si) the following inequalities hold for all i = 1, ..., k
for some positive constant A.

1

T

∥∥Xβ̂i −Xβ∗i ∥∥2
≤ 16

qκ2
i

siλ
2
T (3.9)∥∥β̂i − β∗i ∥∥`1 ≤ 16

qκ2
i

siλT (3.10)

Furthermore, with at least the same probability as above, no relevant variables will be
excluded from equation i if βmin,i >

16
qκ2
i
siλT . Finally, all the above statements hold on one

and the same set which has probability at least 1− 2(k2p)1−ln(1+T )− 2(1 + T )−1/A− πq(s̄).

Notice that as in Theorem 9 the bounds are non-asymptotic. Inequality (3.9) gives an
upper bound on the prediction error compared to the hypothetical situation with knowledge

6Note that the full rank of the population covariance matrix Γ is independent of the fact that one
might have more variables than observations – a fact which implies φmin(ΨT ) = 0.
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of the true parameter vector. The more the restricted eigenvalue κi is bounded away from
zero, the smaller the upper bound on the prediction error. On the other hand, the prediction
error is increasing in the number of non-zero parameters si. Finally, the prediction error
is increasing in λT but recall that λT =

√
8 ln(1 + T )5 ln(1 + k)4 ln(1 + p)2 ln(k2p)σ4

T /T
which implies λT will be small for σT , k and p small and T large. A more detailed discussion
of the role of σT , k and p can be found in the discussion following Corollary 12 below.

Inequality (3.10) gives an upper bound on the estimation error of the LASSO. To
illustrate this result Lemma 11 below gives a corresponding result for the least squares
estimator only including the relevant variables – i.e. least squares after the true sparsity
pattern has been revealed by an oracle. To this end let βOLS,i denote the least squares
estimator of β∗i only including the relevant variables.

Lemma 11. Let λ̃T,i =
√

8 ln(1 + T )5 ln(1 + si)2 ln(si)σ4
T /T and 0 < q < 1. If the true

sparsity pattern is known and only the relevant variables are included in the model with
their coefficients estimated by least squares equation by equation,

∥∥β̂OLS,i − β∗i,Ji∥∥`1 ≤ λ̃T,i
2qφmin(ΓJi,Ji)

si (3.11)

for all i = 1, ..., k on a set with probability at least 1− 2s
1−ln(1+T )
i − 2(1 +T )−1/A−πq(si).

Comparing (3.10) to (3.11) one notices that the upper bounds are very similar. Both
expressions consist of si multiplied by some term. Clearly this term is smaller for oracle

assisted least squares,
λ̃T,i

2qφmin(ΓJi,Ji )
, than for the LASSO, 16λT

qκ2
i

, since λ̃T,i ≤ λT and

κ2
i ≤ φmin(ΨJi,Ji). However, λT need not be much larger than λ̃T,i even if kp is a lot larger

than si since the logarithmic function increases very slowly. Hence, it is reasonable to call
(3.10) an oracle inequality since it shows, in a non-asymptotic manner, that the LASSO
performs almost as well as if one had known the true sparsity pattern and estimated the
non-zero parameters by least squares.

Also notice that the upper bounds on the `1 estimation error in (3.10) trivially yield
upper bounds on the `p estimation error for any p ≥ 1 since ‖·‖`p ≤ ‖·‖`1 for any
1 ≤ p ≤ ∞. This observation is equally valid for all `1 bounds in the sequel.

The last statement of Theorem 10 says that under the ”beta-min” condition βmin,i >
16
qκ2
i
siλT no relevant variables will be left out of the model. It is sensible that the beta-min

condition is needed in order to be able to distinguish zero from non-zero parameters since
the condition basically requires the two groups to be sufficiently separated – the non-zero
coefficients can’t be too close to zero. In particular they must be bounded away from zero
by a little more than the upper bound on the `1 estimation error of the LASSO estimator.

The following corollary to Theorem 10 gives upper bounds on the performance of the
LASSO for the whole system.

corollary 1. Let λT be as in Theorem 9 and 0 < q < 1. Then, for some positive constant
A

k∑
i=1

∥∥β̂i − β∗i ∥∥`1 ≤ k∑
i=1

16

qκ2
i

siλT (3.12)

with probability at least 1− 2(k2p)1−ln(1+T ) − 2(1 + T )−1/A − πq(s̄) .

Corollary 1 only gives an upper bound on the estimation error for the whole system
since the systemwise counterparts of the other bounds in Theorem 10 are obtained in
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the same way. As can be expected the upper bound on the estimation error of the whole
system is increasing in the number of variables. In the next section we shall investigate
exactly how fast the size of the model can grow if one still wants systemwise consistency.

Remark 1: Even though kp can be a lot larger than T the parameter β∗i in Theorem
10 is still uniquely defined since RE(si) is assumed valid. This follows from an observation
similar to observation 2 page 1721 in Bickel, Ritov, and Tsybakov (2009).

Remark 2: The above bounds also yield corresponding results for univariate au-
toregressions, i.e. for k = 1. These follow trivially by setting k = 1 in all the above
bounds.

Asymptotic properties of the Lasso

All preceding results have been for finite samples. In this section we utilize these results
to describe the asymptotic properties of the LASSO as T →∞.

Theorem 12. Let k, p ∈ O(eT
a

) and si ∈ O(T b) for some a, b ≥ 0. Assume that 7a+2b < 1

and that there exists a constant c > 0 such that κ2
i ≥ c. Then if supT σT , supT ‖Γ‖

∑T
i=0 ‖F i‖ <

∞ one has for i = 1, ..., k as T →∞

i) 1
T

∥∥Xβ̂i −Xβ∗i ∥∥2
→ 0 in probability

ii) ‖β̂i − β∗i ‖`1 → 0 in probability

iii) With probability tending to one no relevant variables will be excluded from the model
if βmin,i >

16
qc2 siλT from a certain step and onwards.

Theorem 12 shows that the parameters of each equation can be estimated consistently
even when the number of variables is very large. If one is only interested in the average
prediction error tending to zero in probability, it suffices that 7a+ b < 1. In either case
p and k can increase at a sub-exponential rate – and at the same time the number of
relevant variables can arrive at a polynomial rate. The setting where the total number of
parameters increases sub-exponentially in the sample size is often referred to as ultra-high
or non-polynomial dimensionality. By choosing a sufficiently close to 0, it is clear that any
b < 1/2 can be accommodated (the number of non-zero coefficients per equation can’t
increase faster than the square root of the sample size) while still having the estimation
error tending to zero in probability. In the perhaps more realistic setting where only k
increases at a sub-exponential rate while p stays fixed it can be shown that it suffices that
5a+ 2b < 1 in order to estimate the β∗i consistently.

iii) gives a sufficient condition for avoiding excluding relevant variables asymptotically.
As argued in the discussion after Theorem 10 such a ”beta-min” condition is natural since
one can’t expect to be able to distinguish between zero and non-zero parameters if the
distance between these is too small.

At this stage it is worth mentioning that the conditions in Theorem 12 are merely
sufficient. For example one can loosen the assumption of the boundedness of the suprema
supT σT and supT ‖Γ‖

∑T
i=0 ‖F i‖ by tightening 7a+ 2b < 1. Also notice that the beta-min

condition in iv) is satisfied in particular if there exists a constant ĉ > 0 such that βmin,i ≥ ĉ
since siλT → 0 by (3.27) in the appendix.

Regarding systemwise consistency, we have the following result which is a consequence
of Corollary 1.
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Theorem 13. Let p ∈ O(eT
a

), k ∈ O(T b) and s̄ ∈ O(T c) for some a, b, c ≥ 0. Assume
that 3a + 2b + 2c < 1 and that there exists a constant d > 0 such that κi ≥ d. If
supT σT , supT ‖Γ‖

∑T
i=0 ‖F i‖ < ∞ one has that as T → ∞

∑k
i=1 ‖β̂i − β∗i ‖`1 → 0 in

probability.

Theorem 13 reveals that the requirements for systemwise consistency are a lot stricter
than the equationwise ones. In particular, k can now only increase at a polynomial rate
as opposed to the sub-exponential rate in Theorem 12. However, it is sensible that the
number of equations can’t increase too fast if one wishes the sum of the estimation errors
to vanish asymptotically.

If k, p and s are fixed numbers (not depending on T ) as in the classical setting then∑k
i=1 ‖β̂i − β∗i ‖`1 ∈ Op(λT ) = Op(

√
ln(1 + T )5/T ) revealing that the rate of convergence

is almost
√
T . While the logarithmic factor can be lowered (see also footnote 4) we don’t

think it is possible to remove it altogether (using the techniques in this paper).
Bounds on the systemwise prediction error and total number of variables selected can

be obtained in a similar fashion as the bounds on the estimation error for the whole system.
Again the case k = 1 gives results corresponding to univariate autoregressions.

3.4 The Adaptive Lasso

The LASSO penalizes all parameters equally much. If it were possible to penalize the truly
zero parameters more than the non-zero ones, one would expect a better performance. Zou
(2006) used this idea to propose the Adaptive LASSO in the standard linear regression
model with a fixed number of non-random regressors. He established that the Adaptive
LASSO is asymptotically oracle efficient in this setting – with probability tending to one
it selects the correct sparsity pattern. We now apply the Adaptive LASSO to our vector
autoregressive model. We shall give lower bounds on the finite sample probabilities of
selecting the correct model. Then these bounds are used to establish that with probability
tending to one the correct sparsity pattern (and a little bit more) is unveiled.

The Adaptive LASSO estimates β∗i by minimizing the following objective function

L̃(βi) =
1

T

∥∥∥yi −XJ(β̂i)
βi,J(β̂i)

∥∥∥2

+ 2λT
∑

j∈J(β̂i)

|βi,j |
|β̂i,j |

, i = 1, ..., k (3.13)

where β̂i,j denotes the LASSO estimator of β∗i,j from the previous section. Let β̃i denote

the minimizer of (3.13). Note that if β̂i,j = 0 the j’th variable is excluded from the ith
equation. So if the first stage LASSO estimator classifies a parameter as zero it is not
included in the second step resulting in a problem of a much smaller size. If β∗i,j = 0 then

β̂i,j is likely to be small by (3.10) and consistency of the LASSO. Hence, 1/β̂i,j is large

and the penalty on βi,j is large. If β∗i,j 6= 0, β̂i,j is not too close to zero and the penalty is
small. In short, the Adaptive LASSO is a two step estimator with which greater penalties
are applied to the truly zero parameters. These more intelligent weights allow us to derive
conditions under which the Adaptive LASSO is sign consistent, i.e. it selects the correct
sign pattern. This in particular implies that the correct sparsity pattern is chosen.

Even though we use the LASSO as our initial estimator, this is not necessary. All we
shall make use of is the upper bound on its `1 estimation error. Hence, the results in
Theorem 14 below can be improved if an estimator with tighter bounds is used.

The first Theorem gives lower bounds on the finite sample probability of the Adaptive
LASSO being sign-consistent.
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Theorem 14. Let λT be as above and assume that7 βmin,i ≥ 2 ‖β̂i − β∗i ‖`1 and

siKT

qφmin(ΓJi,Ji)

(
1

2
+

2

βmin,i

)
‖β̂i − β∗i ‖`1 +

‖β̂i − β∗i ‖`1
2

≤ 1 (3.14)

√
si

qφmin(ΓJi,Ji)

(
λT
2

+
2λT
βmin,i

)
≤ βmin,i (3.15)

where KT = ln(1 + k)2 ln(1 + p)2 ln(T )σ2
T . Then, on a set with probability at least 1 −

2(k2p)1−ln(1+T ) − 2(1 + T )−1/A − 2T−1/A − πq(si) it holds that sign(β̃i) = sign(β∗i ) for all
i = 1, ..., k.

Here we have chosen to keep the expressions at a high level instead of inserting the
upper bound on ‖β̂i − β∗i ‖`1 from Theorem 10 since this facilitates the interpretation. We
also note, that the probabilities of detecting the correct sign pattern may be very small in
small samples but the above result will be very useful in establishing the asymptotic sign
consistency below.

As in Theorem 10, sign(β̃i) = sign(β∗i ) can be constructed to hold on the same set
for all i = 1, ..., k by choosing si = s̄ in Theorem 14. Clearly, the more precise the initial
estimator, the smaller the left hand side in (3.14). On the other hand a small βmin,i

makes the inequality harder to satisfy. This is sensible since the correct sign pattern is
harder to detect if the non-zero parameters are close to zero. KT is increasing in the
dimension of the model and so large k and p make it harder to detect the correct sign
pattern. The interpretation of (3.15) is similar since λT is increasing in the dimension of

the model. Notice again that the assumption βmin,i ≥ 2 ‖β̂i − β∗i ‖`1 is a reasonable one:
one can’t expect to detect the correct sign pattern if the precision of the initial estimator
is smaller than the distance the smallest non-zero coefficient is bounded away from zero
since otherwise the initial LASSO estimator may falsely classify non-zero parameters as
zero.

Also notice that by the last assertion of Theorem 10, βmin,i ≥ 2 ‖β̂i − β∗i ‖`1 ensures
that the initial LASSO estimator will not exclude any relevant variables. This is of course
a necessary condition for the second stage Adaptive LASSO to select the correct sign
pattern.

Asymptotic properties of the Adaptive Lasso

The results in Theorem 14 are non-asymptotic but can be used to obtain the following
sufficient conditions for asymptotic sign consistency of the Adaptive LASSO.

Theorem 15. Assume that there exists a c̃i > 0 such that κi ≥ c̃i and that supT σT ≤
∞ as well as supT ‖Γ‖

∑T
i=0 ‖F i‖ < ∞. If furthermore k, p ∈ O(eT

a

) as well as si ∈
O(T b) for some a, b ≥ 0 satisfying 15a + 4b < 1 and βmin,i ∈ Ω(ln(T )[aT ∨ bT ]) for

aT = T 2bT (15/2)a−1/2 ln(T )1+5/2 and bT = T b/4T (7/4)a−1/4 ln(T )5/4, then P (sign(β̃i) =
sign(β∗i ))→ 1.8

Note that the requirements on a and b are stronger than in Theorem 12 but the number
of included variables may still be much larger than the sample size. The number of relevant

7It suffices that βmin,i > ‖β̂i − β∗i ‖`1 such that βmin,i ≥ q ‖β̂i − β∗i ‖`1 for some q > 1.
8Here f(T ) ∈ Ω(g(T )) means that there exists a constant c such that f(T ) ≥ cg(T ) from a certain T0

and onwards. So there exists a constant c such that βmin ≥ c ln(T )[bT ∨ cT ] from a T0 and onwards.
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variables must now be o(T 1/4). How small can βmin,i be? Consider a model with fixed k
and p corresponding to a = b = 0. This implies that βmin,i ∈ Ω(ln(T )9/4T−1/4). Of course
this is the case in particular if there exists a d > 0 such that βmin,i ≥ d. As mentioned
previously, the non-zero coefficients can’t be to small if one wishes to recover the correct
sparsity pattern. If the non-zero coefficients tend to zero too fast it is well known that
consistent model selection techniques will classify them as zero, see e.g. Leeb and Pötscher
(2005), Leeb and Pötscher (2005) or Kock (2012) for a time series context. The beta-min
condition exactly guards against non-zero coefficients shrinking to zero too fast.

The above conditions are merely sufficient. For example it is possible to relax supT σT <

∞ or supT ‖Γ‖
∑T
i=0 ‖F i‖ <∞ at the price of slower growth rates for si, k and p.

At this point it is also worth mentioning that the conclusion of Theorem 15 can be
strengthened to P (∩ki=1 {sign(β̃i) = sign(β∗i )})→ 1 if the conditions are made uniform in
i = 1, ..., k9.

Finally, we show that the estimates of the non-zero parameters of the Adaptive LASSO
are asymptotically equivalent to the least squares ones only including the relevant variables.
Hence, the limiting distribution of the non-zero coefficients is identical to the oracle assisted
least squares estimator.

Theorem 16. Let the assumptions of Theorem 15 be satisfied and αi be an si × 1 vector
with unit norm. Then,∣∣√Tα′i(β̃Ji − β∗Ji)−√Tα′i(β̂OLS,i − β∗Ji)∣∣ ∈ op(1)

where op(1) is a term that converges to zero in probability uniformly in αi.

Theorem 16 reveals that
√
Tα′i(β̃Ji−β∗Ji) is asymptotically equivalent to

√
Tα′i(β̂OLS,i−

β∗Ji). So inference is asymptotically as efficient as oracle assisted least squares. As seen
from the discussion following Theorem 15 this is the case in even very high-dimensional
models.

By combining Theorem 16 and Lemma 11 one obtains the following upper bound on
the rate of convergence of β̃i to β∗i .

corollary 2. Let the assumptions of part ii) of Theorem 15 be satisfied. Then,

‖β̃Ji − β∗Ji‖`1 ∈ Op
(
λ̃T,isi

)
where as in Lemma 11 λ̃T,i =

√
8 ln(1 + T )5 ln(1 + si)2 ln(si)/T .

Notice that the rate of convergence is as fast as the one for the oracle assisted least
squares estimator obtained by Lemma 11. Hence, the Adaptive LASSO improves further on
the LASSO by selecting the correct sparsity pattern and estimating the non-zero coefficients
at same rate as the least squares oracle. It is not difficult to show that in the case of fixed
covariates the oracle assisted least squares estimator satisfies ‖β̃OLS,i − β∗Ji‖ ∈ Op(si/

√
T ).

Hence, we conjecture that it may be possible to decrease λ̃T,i in Corollary 2 to 1/
√
T but

in any case the current additional factors are merely logarithmic.

9We don’t state the full theorem here since it basically entails deleting subscript i and replacing si by
s̄ = max {s1, ..., sk} and φmin(ΨJi,Ji ) and κi by the corresponding versions minimized over i.
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3.5 Monte Carlo

This section explores the finite sample properties of the LASSO and the Adaptive LASSO.
We compare the performance of these procedures to oracle assisted least squares which is
least squares including only the relevant variables. This estimator is of course infeasible
in practice but is nevertheless a useful benchmark. Whenever the sample size permits it
we also implement least squares including all variables, i.e. without any variable selection
whatsoever. The LASSO and the Adaptive LASSO are implemented using the publicly
available R package glmnet. λT is chosen by BIC. We also experimented with cross
validation but this did not improve the results while being considerably slower. All
procedures are implemented equation by equation and their performance is measured
along the following dimensions which are reported for the whole system.

1. Correct sparsity pattern: How often does a procedure select the correct sparsity
pattern for all equations, i.e. how often does it include all the relevant variables
while discarding all irrelevant variables.

2. True model included: How often does a procedure retain the relevant variables in
all equations. This is a relevant measure in practice since even if a procedure does
not detect the correct sparsity pattern it may still be able to retain all relevant
variables while hopefully leaving many irrelevant variables out and hence reducing
the dimension of the model.

3. Fraction of relevant variables included. If a procedure wrongly discards a relevant
variable, how big is the fraction of relevant variables retained?

4. Number of variables included: How many variables does each procedure include on
average. This measures how well a procedure reduces the dimension of the problem.

5. RMSE: The root mean square error of the parameter estimates calculated as√
1

MC

∑MC
i=1

∥∥β̂(i) − β∗
∥∥2

where MC denotes the number of Monte Carlo replication

and β̂(i) is the estimated parameter vector in the ith Monte Carlo replication by any
of the above mentioned procedures.

6. 1-step ahead RMSFE: For every Monte Carlo replication the estimated param-

eters are used to make a one step ahead forecast of the whole vector y
(i)
T+1 de-

noted ŷ
(i)
T+1,T . The root mean square forecast error (RMSFE) is calculated as√

1
k

1
MC

∑MC
i=1

∥∥ŷ(i)
T+1,T − y

(i)
T+1

∥∥2
.

The following three Experiments are considered where the covariance matrix of the error
terms is diagonal with .01 on the diagonal in all settings. The sample sizes are T = 50, 100
and 500.

• Experiment A: The data is generated from a VAR(1) model with Φ1 = diag(0.5, ..., 0.5)
and with k = 10, 20, 50 and 100. This is a truly sparse model where the behavior
of each variable only depends on its own past. The case k = 100 illustrates a high
dimensional setting where each equation has 99 redundant variables.

• Experiment B: The data is generated from a VAR(4) model where Φ1 and Φ4 have a
block diagonal structure. In particular, the blocks are 5× 5 matrices with all entries
of the blocks of Φ1 equal to .15 and all elements of the blocks of Φ4 equal to −.1.
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LASSO Adaptive LASSO Oracle OLS Full OLS

T 50 100 500 50 100 500 50 100 500 50 100 500

k Correct sparsity pattern

10 0.00 0.00 0.09 0.00 0.03 0.34 1 1 1 0 0 0
20 0.00 0.00 0.00 0.00 0.00 0.03 1 1 1 0 0 0
50 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0 0
100 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0

True model included

10 0.06 0.78 1.00 0.05 0.78 1.00 1 1 1 1 1 1
20 0.00 0.44 1.00 0.00 0.44 1.00 1 1 1 1 1 1
50 0.00 0.03 1.00 0.00 0.03 1.00 1 1 1 1 1
100 0.00 0.00 1.00 0.00 0.00 1.00 1 1 1 1

Fraction of relevant variables included

10 0.75 0.97 1.00 0.74 0.97 1.00 1 1 1 1 1 1
20 0.67 0.96 1.00 0.65 0.96 1.00 1 1 1 1 1 1
50 0.69 0.93 1.00 0.64 0.93 1.00 1 1 1 1 1
100 0.49 0.90 1.00 0.38 0.90 1.00 1 1 1 1

Number of variables included

10 16 16 13 13 13 11 10 10 10 100 100 100
20 37 34 26 32 31 24 20 20 20 400 400 400
50 923 93 67 832 89 65 50 50 50 2500 2500
100 4769 215 135 3825 208 134 100 100 100 10000

RMSE

10 1.13 0.72 0.28 1.12 0.56 0.17 0.40 0.28 0.12 1.61 1.00 0.40
20 1.78 1.15 0.45 1.91 0.98 0.28 0.56 0.40 0.17 3.96 2.24 0.82
50 8.36 2.08 0.81 10.09 1.90 0.52 0.89 0.62 0.27 7.68 2.21
100 12.07 3.27 1.26 12.91 3.16 0.81 1.26 0.88 0.39 4.95

1-step ahead RMSFE

10 0.106 0.102 0.101 0.106 0.101 0.100 0.100 0.100 0.100 0.113 0.105 0.101
20 0.109 0.104 0.100 0.110 0.103 0.100 0.101 0.101 0.100 0.135 0.113 0.102
50 0.154 0.105 0.100 0.174 0.104 0.100 0.101 0.100 0.100 0.147 0.105
100 0.151 0.106 0.101 0.158 0.105 0.100 0.101 0.100 0.100 0.113

Table 3.1: The results for Experiment A measured along the dimensions discussed in the main
text.

Φ2 = Φ3 = 0. The largest root of the companion matrix of the system is .98 indicating
a very persistent behavior of the system. This structure could be motivated by a
model build on quarterly data as is often the case in macroeconometrics. k = 10, 20
and 50.

• Experiment C: The data is generated from a VAR(5) model where Φ1 = diag(.95, ..., .95)
and Φj = (−.95)(j−1)Φ1, j = 2, ..., 5. This results in a system with a companion
matrix that has a maximal eigenvalue of .92. The coefficients get smaller on distant
lags reflecting the conventional wisdom that recent lags are more important than
distant ones. k = 10, 20 and 50.

Table 3.1 contains the results for Experiment A. Blank entries indicate settings where
least squares including all variables was not feasible.
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Neither the LASSO nor the Adaptive LASSO unveil the correct sparsity pattern very
often. However, in accordance with Theorem 15, the Adaptive LASSO shows a clear
improvement along this dimension as the sample size increases when k = 10. However,
detecting exactly the correct model might be asking for too much. This is illustrated by
the fact that the LASSO as well as the Adaptive LASSO very often include all relevant
variables. Table 3.1 also shows that even in the cases where the true model is not included
in the set chosen by the LASSO or the Adaptive LASSO, the share of relevant variables
included is still relatively high. The worst performance may be found for k = 100 and
T = 50 where the share of relevant variables included by the Adaptive LASSO is 38 percent.
Also notice that since the LASSO is used as the initial estimator for the Adaptive LASSO
the latter can perform no better along this dimension than the former (variables excluded
in the first step are also excluded in the second step). In this light it is encouraging that
the Adaptive LASSO actually performs almost as good as the LASSO – it rarely discards
any relevant variables in the second step. But how many variables are included in total,
or put differently, how well do the procedures reduce the dimension of the model? For
this measure the results are quite encouraging. Even when k = 100 only 134 variables out
10, 000 possible are included by the Adaptive LASSO when T = 500. Since the relevant
variables are always included this means that only 34 redundant variables, an average of
.34 per equation, are included.

This dimension reduction can result in a large reduction in RMSE compared to the
least squares estimator including all variables. The LASSO and the Adaptive LASSO are
always more precise than this alternative. The Adaptive LASSO tends to be more precise
than the LASSO due to its more intelligent weights in the second step. However, it is still
a little less precise than the oracle estimator – a result which stems from the occasional
inclusion of irrelevant variables10. The two shrinkage procedures forecast as precisely as
the oracle estimator except for the most difficult settings. As a consequence, they are more
precise than least squares including all variables.

Figure 3.1 contains the densities of the estimates over the 1000 Monte Carlo replications
of the first parameter in the first equation. The true value of this parameter is .5. The
upper two plots are for k = 10 and reveal that all procedures except for the LASSO are
centered at the right place. The LASSO is centered too far to the left due to its shrinkage.

The bottom two plots are concerned with a high dimensional setting where k = 50.
Results for k = 100 are not reported since least squares including all variables is only
applicable for T = 500 here. Two things are observed for T = 100 when k = 50. First,
the least squares estimator including all variables has a very big variance and is not
even centered the correct place. The Adaptive LASSO does not suffer from this problem
and is only slightly downwards biased compared to the least squares oracle. However,
(and secondly) the LASSO and the Adaptive LASSO have bimodal densities due to the
occasional wrong exclusion of the non-zero parameter. Increasing the sample size to 500
eliminates this problem and now the density of the Adaptive LASSO sits almost on top of
the one of the least squares oracle while the LASSO and full least squares procedures are
still biased to the left.

Table 3.2 contains the results for Experiment B. This setting is more difficult than
the one in in Experiment A since the model is less sparse and the system possesses a root
close to the unit circle.

10We also experimented with using least squares including all variables as initial estimator. However, it
did not uniformly dominate the LASSO while being infeasible in settings with fewer observations than
variables.
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Figure 3.1: Density of the estimates of the first parameter in the first equation. The true value
of the parameter is .5.

Notice that neither the LASSO nor the Adaptive LASSO ever find exactly the true
model. Both procedures leave out relevant variables even for T = 500. However, the fraction
of relevant variables included tends to be increasing in the sample size. In opposition to
Experiment A the Adaptive LASSO does discard relevant variables in the second step
that were included by the LASSO in the first step. This can be deduced from the fact
that the share of relevant variables included is lower than the one for the LASSO. This
results in an interesting situation (T = 500) where the number of variables included by
the LASSO tends to be slightly larger than the ideal one while the opposite is the case for
the Adaptive LASSO.

As in Experiment A the LASSO as well as the Adaptive LASSO have much lower
RMSE than OLS including all covariates. However, the LASSO is now slightly more precise
than the Adaptive LASSO. This finding is due to the fact that the LASSO tends to discard
slightly fewer relevant variables than the Adaptive LASSO. The LASSO is actually almost
as precise as Oracle OLS for T = 500. This results in forecasts that are as precise as the
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LASSO Adaptive LASSO Oracle OLS Full OLS

T 50 100 500 50 100 500 50 100 500 50 100 500

k Correct sparsity pattern

10 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0 0 0
20 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0 0
50 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0

True model included

10 0.00 0.00 0.22 0.00 0.00 0.00 1 1 1 1 1 1
20 0.00 0.00 0.03 0.00 0.00 0.00 1 1 1 1 1
50 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 1

Fraction of relevant variables included

10 0.45 0.61 0.98 0.36 0.43 0.88 1 1 1 1 1 1
20 0.59 0.52 0.98 0.52 0.37 0.87 1 1 1 1 1
50 0.33 0.56 0.98 0.24 0.46 0.87 1 1 1 1

Number of variables included

10 128 80 110 103 52 90 100 100 100 400 400 400
20 841 175 232 728 110 184 200 200 200 1600 1600
50 2309 3007 622 1542 2525 477 500 500 500 10000

RMSE

10 4.37 1.02 0.46 4.31 1.34 0.60 1.55 0.99 0.41 8.89 2.71 0.94
20 5.23 1.56 0.67 5.94 2.02 0.86 2.19 1.40 0.58 10.37 1.97
50 6.21 6.02 1.12 6.68 6.97 1.39 3.47 2.21 0.92 5.86

1-step ahead RMSFE

10 0.177 0.111 0.103 0.174 0.112 0.103 0.116 0.105 0.102 0.311 0.132 0.105
20 0.162 0.118 0.103 0.175 0.117 0.103 0.113 0.107 0.101 0.253 0.110
50 0.140 0.140 0.104 0.145 0.148 0.103 0.114 0.106 0.101 0.131

Table 3.2: The results for Experiment B measured along the dimensions discussed in the main
text.

one produced by the least squares oracle.

Table 3.3 contains the results for Experiment C. As was the case in Experiment B,
neither the LASSO nor the Adaptive LASSO unveil the true model. However, they tend to
at least retain the relevant variables as the sample size increases and the share of relevant
variables is also always above 90 percent when T = 500. As in Experiment A, the Adaptive
LASSO does not discard many relevant variables in the second estimation step. In fact,
turning to the number of variables selected, this second step is very useful since it often
greatly reduces the number of irrelevant variables included by the LASSO in the first step.
Put differently, the LASSO carries out the rough initial screening in the first step while
the Adaptive LASSO fine tunes this in the second step.

The Adaptive LASSO always estimates the parameters more precisely than full OLS
(and is also more precise than the LASSO for T = 500). As in the previous experiments
this results in forecasts that are as precise as the OLS oracle for T = 500.
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LASSO Adaptive LASSO Oracle OLS Full OLS

T 50 100 500 50 100 500 50 100 500 50 100 500

k Correct sparsity pattern

10 0.00 0.00 0.00 0.00 0.00 0.01 1 1 1 0 0
20 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0
50 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 0

True model included

10 0.00 0.00 1.00 0.00 0.00 1.00 1 1 1 1 1
20 0.00 0.00 0.94 0.00 0.00 0.94 1 1 1 1
50 0.00 0.00 0.00 0.00 0.00 0.00 1 1 1 1

Fraction of relevant variables included

10 0.69 0.62 1.00 0.61 0.59 1.00 1 1 1 1 1
20 0.43 0.57 1.00 0.36 0.52 1.00 1 1 1 1
50 0.19 0.46 0.93 0.15 0.38 0.93 1 1 1 1

Number of variables included

10 307 144 200 263 94 56 50 50 50 500 500 500
20 742 664 560 624 527 122 100 100 100 2000 2000 2000
50 1958 3824 1766 1532 3065 406 250 250 250 12500 12500 12500

RMSE

10 6.26 4.81 1.66 6.85 4.46 0.48 1.12 0.73 0.30 4.59 1.15
20 8.85 7.80 3.26 9.18 7.99 0.87 1.58 1.01 0.41 2.76
50 13.75 13.59 7.83 13.98 14.10 4.44 2.50 1.61 0.66 9.99

1-step ahead RMSFE

10 0.184 0.141 0.106 0.206 0.140 0.101 0.107 0.102 0.100 0.155 0.106
20 0.156 0.155 0.110 0.164 0.164 0.101 0.107 0.103 0.101 0.114
50 0.138 0.143 0.121 0.142 0.151 0.109 0.107 0.102 0.101 0.153

Table 3.3: The results for Experiment C measured along the dimensions discussed in the main
text.

3.6 Conclusions

This paper is concerned with estimation of high-dimensional stationary vector autoregres-
sions. In particular, the focus is on the LASSO and the Adaptive LASSO. We establish
upper bounds for the prediction and estimation error of the LASSO. The novelty in these
upper bounds is that they are non-asymptotic. Under further conditions it is shown that
all relevant variables are retained with high probability. A comparison to oracle assisted
least squares is made and it is seen that the LASSO does not perform much worse than
this infeasible procedure. The finite sample results are then used to establish equivalent
asymptotic results. It is seen that the LASSO is consistent even when the number of
parameters grows sub-exponentially with the sample size.

Next, lower bounds on the probability with which the Adaptive LASSO unveils the
correct sign pattern are given. Again these results are non-asymptotic but they can be
used to establish asymptotic sign consistency of the Adaptive LASSO. As for the LASSO
the number of parameters is allowed to grow sub-exponentially fast with the sample
size. Finally, we show that the estimates of the non-zero coefficients are asymptotically
equivalent to those obtained by least squares applied to the model only including the
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relevant covariates.

The main technical novelty in the above results is the handling of the restricted
eigenvalue condition in high-dimensional systems with dependent covariates. In particular,
a finite sample bound on the estimation error of the empirical covariance matrix is
established to this end.

We believe that these results may be useful for the applied researcher who is often
faced with the curse of dimensionality when building VAR models since the number of
parameters increases quadratically with the number of variables included. However, the
LASSO and the Adaptive LASSO are applicable even in these situations.

Furthermore, it is of interest to derive a theoretically justified data-driven method for
choosing λT . However, we defer this to future work at this stage.

Finally, this paper has been concerned with stationary vector autoregressions and it is
of interest to investigate if similar oracle inequalities may hold for non-stationary VARs.

3.7 Appendix

We start by stating a couple of preparatory lemmas. The first lemma bounds the probability
of the maximum of all possible cross terms between explanatory variables and error terms
becoming large. This bound will be used in the proof of Lemma 19 below.

Lemma 17. For any LT > 0,

P

(
max

1≤t≤T
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k
|yt−l,iεt,j | ≥ LT

)
≤ 2 exp

(
−LT

A ln(1 + T ) ln(1 + k)2 ln(1 + p)σ2
T

)

for some positive constant A.

In order to prove Lemma 17 Orlicz norms turn out to be useful since random variables
with bounded Orlicz norms obey useful maximal inequalities. Let ψ be a non-decreasing
convex function with ψ(0) = 0. Then, the Orlicz norm of a random variable X is given by

‖X‖ψ = inf
{
C > 0 : Eψ

(
|X|/C

)
≤ 1
}

where, as usual, inf ∅ =∞. By choosing ψ(x) = xp the Orlicz norm reduces to the usual
Lp-norm since for X ∈ Lp, C equals E(|X|p)1/p. However, for our purpose ψ(x) = ex − 1.
One has the following maximal inequality:

Lemma 18 (Lemma 2.2.2 from Van Der Vaart and Wellner (1996)). Let ψ(x) be a convex,
non-decreasing, non-zero function with ψ(0) = 0 and lim supx,y→∞ ψ(x)ψ(y)/ψ(cxy) <∞
for some constant c. Then for any random variables, X1, ..., Xm,∥∥∥∥ max

1≤i≤m
Xi

∥∥∥∥
ψ

≤ Kψ−1(m) max
1≤i≤m

‖Xi‖ψ

for a constant K depending only on ψ.

Notice that this result is particularly useful if ψ−1(x) only increases slowly which is
the case when ψ(x) increases very fast as in our case.
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Proof of Lemma 17. Let ψ(x) = ex − 1. First we show that∥∥max1≤t≤T max1≤i≤k max1≤l≤p max1≤j≤k yt−l,iεt,j
∥∥
ψ
<∞. Repeated application of Lemma

18 yields∥∥∥∥ max
1≤t≤T

max
1≤i≤k

max
1≤l≤p

max
1≤j≤k

yt−l,iεt,j

∥∥∥∥
ψ

≤ K4 ln(1 + T ) ln(1 + k)2 ln(1 + p) max
1≤t≤T

max
1≤i≤k

max
1≤l≤p

max
1≤j≤k

∥∥yt−l,iεt,j∥∥ψ (3.16)

Next, we turn to bounding
∥∥yt−l,iεt,j∥∥ψ uniformly in 1 ≤ i, j ≤ k, 1 ≤ l ≤ p and 1 ≤ t ≤ T .

Since yt−l,i and εt,j are both gaussian with mean 0 and variances σ2
i,y and σ2

j,ε respectively
it follows by a standard estimate on gaussian tails (see e.g. Billingsley (1999), page 263)
that for any x > 0

P
(
|yt−l,iεt,j | > x

)
≤ P

(
|yt−l,i| >

√
x
)

+ P
(
|εt,i| >

√
x
)
≤ 2e−x/2σ

2
i,y + 2e−x/2σ

2
j,ε

≤ 4e
−x
2σ2
T

Hence,
{
yt−l,iεt,j

}
has subexponential tails11 and it follows from Lemma 2.2.1 in Van

Der Vaart and Wellner (1996) that ‖yt−l,iεt,j‖ψ ≤ 10σ2
T . Using this in (3.16) yields∥∥∥∥ max

1≤t≤T
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k
yt−l,iεt,j

∥∥∥∥
ψ

≤ K4 ln(1 + T ) ln(1 + k)2 ln(1 + p)10σ2
T

= A ln(1 + T ) ln(1 + k)2 ln(1 + p)σ2
T := f(T )

where A := 10K4. Finally, by Markov’s inequality, the definition of the Orlicz norm, and
the fact that 1 ∧ ψ(x)−1 = 1 ∧ (ex − 1)−1 ≤ 2e−x,

P

(
max

1≤t≤T
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k
|yt−l,iεt,j | ≥ LT

)
= P

(
ψ

(
max

1≤t≤T
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k
|yt−l,iεt,j |/f(T )

)
≥ ψ

(
LT /f(T )

))

≤ 1 ∧
Eψ

(
max1≤t≤T max1≤i≤k max1≤l≤p max1≤j≤k |yt−l,iεt,j |/f(T )

)
ψ
[
LT /f(T )

]
≤ 1 ∧ 1

ψ
[
LT /f(T )

]
≤ 2 exp

(
−LT /f(T )

)
= 2 exp(−LT /[A ln(1 + T ) ln(1 + k)2 ln(1 + p)σ2

T ])

Lemma 19. Let

BT =

{
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k

∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ < λT
2

}
(3.17)

11A random variable X is said to have subexponential tails if there exists constants K and C such that
for every x > 0, P (|X| > x) ≤ Ke−Cx.
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Then,

P (BT ) ≥ 1− 2(k2p)1−ln(1+T ) − 2(1 + T )−A (3.18)

for λT =
√

8 ln(1 + T )5 ln(1 + k)4 ln(1 + p)2 ln(k2p)σ4
T /T and A a positive constant.

Proof. Observe that for Ft = σ
(
{εs, s = 1, ..., t; ys, s = 1, ..., t}

)
being the natural fil-

tration
{
yt−l,iεt,j ,Ft

}∞
t=1

defines a martingale difference sequence for every 1 ≤ i, j ≤ k
and 1 ≤ l ≤ p. Hence, by subadditivity of the probability measure it follows that for any
LT > 0,

P

 max
1≤i≤k

max
1≤l≤p

max
1≤j≤k

∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ ≥ λT
2


= P

 k⋃
i=1

p⋃
l=1

k⋃
j=1


∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ ≥ λT
2




≤ P

 k⋃
i=1

p⋃
l=1

k⋃
j=1


∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ ≥ λT
2

 ∩
T⋂
t=1

k⋂
i=1

p⋂
l=1

k⋂
j=1

{
|yt−l,iεt,j | < LT

}
+ P




T⋂
t=1

k⋂
i=1

p⋂
l=1

k⋂
j=1

{
|yt−l,iεt,j | < LT

}
c


≤
k∑
i=1

p∑
l=1

k∑
j=1

P

∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ ≥ λT
2
,

T⋂
t=1

{
|yt−l,iεt,j | < LT

}
+ P

(
max

1≤t≤T
max

1≤i≤k
max

1≤l≤p
max

1≤j≤k
|yt−l,iεt,j | ≥ LT

)
Next, using the Azuma-Hoeffding inequality12 on the first term and Lemma 17 on the
second term with LT = ln(1 + T )2 ln(1 + k)2 ln(1 + p)σ2

T yields,

P

 max
1≤i≤k

max
1≤l≤p

max
1≤j≤k

∣∣∣∣ 1

T

T∑
t=1

yt−l,iεt,j

∣∣∣∣ ≥ λT
2


≤ k2p · 2 exp

(
−Tλ

2
T

8L2
T

)
+ 2 exp

(
− ln(1 + T )

A

)
= 2k2p · exp

(
− ln(1 + T ) ln(k2p)

)
+ 2(1 + T )−1/A

= 2(k2p)1−ln(1+T ) + 2(1 + T )−1/A

12The Azuma-Hoeffding inequality is now applicable since we apply it on the set where the summands
are bounded by LT .
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Proof of Theorem 9. As the results are equation by equation we shall focus on equation i
here but omit the subscript i for brevity. By the minimizing property of β̂ it follows that

1

T

∥∥y −Xβ̂∥∥2
+ 2λT

∥∥β̂∥∥
`1
≤ 1

T

∥∥y −Xβ∗∥∥2
+ 2λT

∥∥β∗∥∥
`1

which using that y = Xβ∗ + ε yields

1

T
‖ε‖2 +

1

T

∥∥X(β̂ − β∗)
∥∥2
− 2

T
ε′X(β̂ − β∗) + 2λT

∥∥β̂∥∥
`1
≤ 1

T
‖ε‖2 + 2λT

∥∥β∗∥∥
`1

Or, equivalently

1

T

∥∥X(β̂ − β∗)
∥∥2
≤ 2

T
ε′X(β̂ − β∗) + 2λT

(∥∥β∗∥∥
`1
−
∥∥β̂∥∥

`1

)
(3.19)

So to bound 1
T

∥∥X(β̂ − β∗)
∥∥2

one must bound 2
T ε
′X(β̂ − β∗). Note that on the set BT

defined in (3.17) one has

2

T
ε′X(β̂ − β∗) ≤ 2

∥∥∥ 1

T
ε′X

∥∥∥
`∞
‖β̂ − β∗‖`1 ≤ λT

∥∥β̂ − β∗∥∥
`1

Putting things together, on BT ,

1

T

∥∥X(β̂ − β∗)
∥∥2
≤ λT

∥∥β̂ − β∗∥∥
`1

+ 2λT

(∥∥β∗∥∥
`1
−
∥∥β̂∥∥

`1

)
Adding λT

∥∥β̂ − β∗∥∥
`1

yields

1

T

∥∥X(β̂ − β∗)
∥∥2

+ λT
∥∥β̂ − β∗∥∥

`1
≤ 2λT

(∥∥β̂ − β∗∥∥
`1

+
∥∥β∗∥∥

`1
−
∥∥β̂∥∥

`1

)
(3.20)

which is inequality (3.4). To obtain inequality (3.5) notice that∥∥β̂ − β∗∥∥
`1

+
∥∥β∗∥∥

`1
−
∥∥β̂∥∥

`1
=
∥∥β̂J − β∗J∥∥`1 +

∥∥β∗J∥∥`1 −∥∥β̂J∥∥`1
In addition, ∥∥β̂J − β∗J∥∥`1 +

∥∥β∗J∥∥`1 −∥∥β̂J∥∥`1 ≤ 2
∥∥β̂J − β∗J∥∥`1

by continuity of the norm. Furthermore,∥∥β̂J − β∗J∥∥`1 +
∥∥β∗J∥∥`1 −∥∥β̂J∥∥`1 ≤ 2

∥∥β∗J∥∥`1
by subadditivity of the norm. Using the above two estimates in (3.20) yields inequality
(3.5). Next notice that (3.5) gives

λT
∥∥β̂ − β∗∥∥

`1
≤ 4λT

∥∥β̂J − β∗J∥∥`1
which is equivalent to ∥∥β̂Jc − β∗Jc∥∥`1 ≤ 3

∥∥β̂J − β∗J∥∥`1
and establishes (3.6). The lower bound on the probability with which (3.4)-(3.6) hold
follows from the fact that P (BT ) ≥ 1− 2(k2p)1−ln(1+T ) − 2(1 + T )−1/A by Lemma 19.
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The following lemma shows that in order to verify the restricted eigenvalue condition
for a matrix it suffices that this matrix is close (in terms of maximum entrywise distance)
to a matrix which does satisfy the restricted eigenvalue condition.

Lemma 20. Let A and B be two positive semi-definite n × n matrices and assume
that A satisfies the restricted eigenvalue condition RE(s) for some κA. Then, for δ =
max1≤i,j≤n |Ai,j −Bi,j |, one also has κ2

B ≥ κ2
A − 16sδ.

Proof. The proof is similar to Lemma 10.1 in Van De Geer and Bühlmann (2009). For
any (non-zero) n× 1 vector v such that ‖vJc‖`1 ≤ 3 ‖vJ‖`1 one has

|v′Av − v′Bv| = |v′(A−B)v| ≤ ‖v‖`1 ‖(A−B)v‖`∞ ≤ δ ‖v‖
2
`1
≤ δ16 ‖vJ‖2`1 ≤ δ16s ‖vJ‖2

Hence,

v′Bv ≥ v′Av − 16sδ ‖vJ‖2

or equivalently,

v′Bv

v′JvJ
≥ v′Av

v′JvJ
− 16sδ ≥ κ2

A − 16sδ

Minimizing the left hand side over {v ∈ Rn \ {0} : ‖vJc‖`1 ≤ 3 ‖vJ‖`1} yields the claim.

Lemma 21. Let V be an n × 1 vector with V ∼ N(0, Q). Then, for any ε,M > 0,

P
(∣∣‖V ‖2 − E ‖V ‖2∣∣ > ε

)
≤ 2 exp

( −ε2
8n‖Q‖2`∞M

2

)
+ n exp (−M2/2)

Proof. The statement of the lemma only depends on the distribution of V and so we may
equivalently consider

√
QṼ with Ṽ ∼ N(0, I) where

√
Q is the matrix square root of Q.

Hence,

P
(∣∣∥∥√QṼ ∥∥2

− E
∥∥√QṼ ∥∥2∣∣ > ε

)
≤ P

(∣∣∥∥√QṼ ∥∥2
− E

∥∥√QṼ ∥∥2∣∣ > ε, ‖Ṽ ‖`∞ ≤M
)

+ P (‖Ṽ ‖`∞ > M) (3.21)

To get an estimate on the first probability we show that on the set {‖Ṽ ‖`∞ ≤M} the

function f(x) = ‖
√
Qx‖2 is Lipschitz. To obtain a bound on the Lipschitz constant note

that by the mean value theorem∣∣f(x)− f(y)
∣∣ =
∣∣f ′(c)′(x− y)

∣∣ ≤∥∥f ′(c)∥∥
`∞
‖x− y‖`1 ≤

∥∥f ′(c)∥∥
`∞

√
n‖x− y‖

for a point c on the line segment joining x and y. Now, on
{
‖Ṽ ‖`∞ ≤M

}
,∥∥f ′(c)∥∥

`∞

√
n =‖2Qc‖`∞

√
n ≤ 2

√
n‖Q‖`∞‖c‖`∞ ≤ 2

√
n‖Q‖`∞M

Hence, f(x) is Lipschitz with Lipschitz constant bounded by 2
√
n‖Q‖`∞M . The Borell-

Cirelson-Sudakov inequality (see e.g. Massart (2007), Theorem 3.4) then yields that the

first probability in (3.21) can be be bounded by 2 exp
( −ε2

2(2
√
n‖Q‖`∞M)2

)
. Regarding the

second probability in (3.21) note that by the union bound and standard tail probabilities
for gaussian variables (see e.g. Billingsley (1999), page 263) one has P (‖Ṽ ‖`∞ > M) ≤
ne−M

2/2. This yields the lemma.
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Lemma 22. For any t,M > 0, one has

P
(

max1≤i,j≤kp |ΨT,i,j − Γi,j | > t
)
≤ 2k2p2

(
2 exp

( −t2T
8‖Q‖2`∞M

2

)
+ T exp (−M2/2)

)
where

‖Q‖∞ ≤ 2 ‖Γ‖
∑T
i=0 ‖F i‖ .

Proof. For any t > 0, it follows from a union bound

P
(

max
1≤i,j≤kp

|ΨT,i,j − Γi,j | > t
)
≤ k2p2 max

1≤i,j≤kp
P
(
|ΨT,i,j − Γi,j | > t

)
(3.22)

Hence, it suffices to bound P
(
|ΨT,i,j − Γi,j | > t

)
appropriately for all 1 ≤ i, j ≤ kp. To

this end note that by the stationarity of yt

P
(
|ΨT,i,j − Γi,j | > t

)
= P

(
|(X ′X)i,j − E(X ′X)i,j | > tT

)
This further implies that it is enough to bound P

(
|v′X ′Xv − E(v′X ′Xv)| > tT

)
for any

t > 0 and column vector v with ‖v‖ = 1 13. But for U = Xv this probability equals

P
(∣∣‖U‖2 − E ‖U‖2∣∣ > tT

)
. U is a linear transformation of a multivariate gaussian and

hence gaussian itself with mean zero and covariance Q := E(UU ′). Hence, it follows from
Lemma 21

P
(

max
1≤i,j≤kp

|ΨT,i,j − Γi,j | > t
)
≤ 2k2p2

(
2 exp

( −t2T
8‖Q‖2`∞M

2

)
+ T exp (−M2/2)

)
(3.23)

It remains to upper bound‖Q‖`∞ = max1≤t≤T
∑T
s=1 |Qt,s|. For any pair of 1 ≤ s, t ≤ T

letting Γt−s = E(ZtZ
′
s) (clearly Γ0 = Γ) and writing yt in its companion form (as an

VAR(1)) with companion matrix F : 14

|Qt,s| =
∣∣E(Z ′tvv

′Zs)
∣∣ =
∣∣E(v′ZsZ

′
tv)
∣∣ =
∣∣v′Γs−tv∣∣ =

{
|v′F s−tΓv| for s ≥ t
|v′Γ(F t−s)′v| = |v′F t−sΓv| for s < t

Hence, |Qt,s| = |v′F |t−s|Γv| for any pair of 1 ≤ s, t ≤ T . By the Cauchy-Schwarz inequality

|v′F |t−s|Γv| ≤ ‖v′F |t−s|‖ ‖Γv‖ ≤ ‖F |t−s|‖ ‖Γ‖

Putting things together yields (uniformly over {v : ‖v‖ = 1})

‖Q‖`∞ = max
1≤t≤T

T∑
s=1

‖F |t−s|‖ ‖Γ‖ ≤ 2 ‖Γ‖
T∑
i=0

‖F i‖

Lemma 23. On

CT =

{
max

1≤i,j≤T
|Ψi,j − Γi,j | ≤

(1− q)κ2
Γ(s)

16s

}
(3.24)

one has for any 0 < q < 1 and s ∈ {1, ..., kp} that

13Letting v run over the standard basis vectors of Rkp yields the result for all diagonal elements.
Choosing v to contain only zeros except for 1/

√
2 in the ith and jth position and thereafter only

zeros except for 1/
√

2 in the ith position and −1/
√

2 in the jth position some elementary calculations
(available upon request) show that P

(
|(X′X)i,j − E(X′X)i,j | > tT

)
for i 6= j is bounded by two times

P
(
|(X′X)i,i − E(X′X)i,i| > tT

)
. So the maximum on the right hand side in (3.22) is obtained for the

off-diagonal elements. This explains the first 2 on the right hand side in (3.23).
14Recall that Z′t = (y′t−1, ..., y

′
t−p) is the tth row of X.
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i) κ2
ΨT

(s) ≥ qκ2
Γ(s)

ii) φmin(ΨJ,J) ≥ qφmin(ΓJ,J)

Finally, P (CT ) ≥ 1 − 4k2p2 exp
(

−ζT
s2 log(T )(log(k2p2)+1)

)
− 2(k2p2)1−log(T ) = 1 − πq(s) for

ζ =
(1−q)2κ4

Γ

4·163(‖Γ‖
∑T
i=0‖F i‖)2 .

Proof. Define κΓ(s) = κΓ and κ2
ΨT

(s) = κ2
ΨT

. By Lemma 20 one has that κ2
ΨT
≥ qκ2

Γ

if max1≤i,j≤T |Ψi,j − Γi,j | ≤ (1−q)κ2
Γ

16s . Furthermore, an argument similar to the one in
Lemma 20 reveals that φmin(ΨJ,J) ≥ qφmin(ΓJ,J) if the maximal entry of |ΨJ,J − ΓJ,J |
is less than 1−q

s φmin(ΓJ,J). But note that (in the display below, the maximum is to be
understood entrywisely)

CT ⊆
{

max |ΨJ,J − ΓJ,J | ≤
1− q
s

φmin(ΓJ,J)

}
such that φmin(ΨJ,J ) ≥ qφmin(ΓJ,J ) on CT . It remains to lower bound the measure of CT .
Using M2 = 2 log(k2p2) log(T ) + 2 log(T ) in Lemma 22 yields

P
(

max
1≤i,j≤kp

|ΨT,i,j − Γi,j | >
(1− q)κ2

Γ

16s

)
≤2k2p22 exp

( −(1− q)2κ4
ΓT

162s28‖Q‖2`∞ (2 log(k2p2) log(T ) + 2 log(T ))

)
+ 2(k2p2)1−log(T )

=4k2p2 exp
( −ζT
s2 log(T )(log(k2p2) + 1)

)
+ 2(k2p2)1−log(T ) := πq(s) (3.25)

Inserting the upper bound on ‖Q‖`∞ from Lemma 22 yields the lemma upon taking the
complement.

Proof of Theorem 10. As the results are equation by equation we shall focus on equation
i here but omit the subscript i for brevity when no confusion arises. We will work on
BT ∩ CT as defined in (3.17) and (3.24). By (3.5), Jensen’s inequality and the restricted
eigenvalue condition (which is applicable due to (3.6))

1

T

∥∥X(β̂ − β∗)
∥∥2
≤ 4λT

∥∥β̂J − β∗J∥∥`1 ≤ 4λT
√
s
∥∥β̂J − β∗J∥∥ ≤ 4λT

√
s

∥∥X(β̂ − β∗)
∥∥

κΨT

√
T

Rearranging and using κ2
ΨT
≥ qκ2, yields (3.9). To establish (3.10) use (3.6), Jensen’s

inequality, κ2
ΨT
≥ qκ2, and (3.9):

∥∥β̂ − β∗∥∥
`1
≤ 4
∥∥β̂J − β∗J∥∥`1 ≤ 4

√
s
∥∥β̂J − β∗J∥∥ ≤ 4

√
s

∥∥X(β̂ − β∗)
∥∥

κΨT

√
T

≤ 16

qκ2
sλT

Regarding retaining all relevant variables, let βmin >
16
qκ2
i
siλT . If there exists a j ∈ J such

that β̂j = 0, then ‖β̂ − β∗‖`1 ≥ βmin >
16
qκ2
i
siλT which contradicts (3.10). Hence, β̂j 6= 0

for all j ∈ J .
Combining Lemmas 19 and 23, BT ∩ CT is seen to have at least the stated probability.

Regarding the last assertion,

CT (s̄) :=

{
max

1≤i,j≤T
|Ψi,j − Γi,j | ≤

(1− q)κ2
Γ(s̄)

16s̄

}
⊆
{

max
1≤i,j≤T

|Ψi,j − Γi,j | ≤
(1− q)κ2

Γ(si)

16si

}
(3.26)
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for all i = 1, ..., k. So on CT (s̄) it follows from Lemma 23 that κ2
ΨT

(si) ≥ qκ2
Γ(si) for all

i = 1, ..., k which is exactly what we used in the arguments above. Hence, (3.9) and (3.10)
are a valid and no variables are excluded for all i = 1, ..., k on BT ∩ CT (s̄) which has
probability at least 1− 2(k2p)1−ln(1+T )− 2(1 + T )−1/A− πq(s̄) by Lemmas 19 and 23.

Proof of Lemma 11. As the results are equation by equation we shall focus on equation
i here but omit the subscript i for brevity. Let XJ denote the matrix consisting of the
columns of X indexed by J . Then for 1 ≤ ih, jh ≤ k and 1 ≤ lh ≤ p on

B̃T =

 max
1≤h≤s

∣∣∣∣∣∣ 1

T

T∑
t=1

yt−lh,ihεt,jh

∣∣∣∣∣∣ < λ̃T
2


one has, regarding

(
1
TX

′
JXJ

)−1
as a bounded linear operator from `2(Rs) to `2(Rs) with

induced operator norm given by φmax

(
( 1
TX

′
JXJ)−1

)
= 1/φmin( 1

TX
′
JXJ),

∥∥β̂OLS − β∗J∥∥`1 ≤ √s
∥∥∥∥∥
(

1

T
X ′JXJ

)−1
1

T
X ′Jε

∥∥∥∥∥
`2

≤
√
s

∥∥∥∥∥
(

1

T
X ′JXJ

)−1
∥∥∥∥∥
`2

∥∥∥∥ 1

T
X ′Jε

∥∥∥∥
`2

≤ s

∥∥∥∥∥
(

1

T
X ′JXJ

)−1
∥∥∥∥∥
`2

∥∥∥∥ 1

T
X ′Jε

∥∥∥∥
`∞

≤ s

2φmin(ΨJ,J)
λ̃T

Hence, it follows by Lemma 23 that on B̃T ∩ CT∥∥β̂OLS − β∗J∥∥`1 ≤ s

2qφmin(ΓJ,J)
λ̃T

That the probability of B̃T must be at least 1− 2s1−ln(1+T ) − 2(1 + T )−1/A follows from a
slight modification of Lemmas 17 and 19 using that one only has to bound terms associated
with relevant variables. Hence, B̃T ∩ CT has at least the stated probability by combination
with Lemma 23.

Proof of Corollary 1. Sum (3.10) over i = 1, ..., k which are all valid simultaneously with
probability at least 1− 2(k2p)1−ln(1+T ) − 2(1 + T )−1/A − πq(s̄) by Theorem 10.

Lemma 24. Assume that k, p ∈ O(exp(T a)) and s ∈ O(T b) for 2a + 2b < 1. If κ2 > c

for some c > 0 and supT ‖Γ‖
∑T
i=0 ‖F i‖ <∞. Then, P (CT )→ 1.

Proof. By Lemma 23, P (CT ) ≥ 1−4k2p2 exp
(

−ζT
s2 log(T )(log(k2p2)+1)

)
−2(k2p2)1−log(T ) = 1−

πq(s) for ζ =
(1−q)2κ4

Γ

4·163(‖Γ‖
∑T
i=0‖F i‖)2 . It remains to be shown that 4k2p2 exp

(
−ζT

s2 log(T )(log(k2p2)+1)

)
→

0. Noting that

4k2p2 exp
( −ζT
s2 log(T )(log(k2p2) + 1)

)
= 4(k2p2)

1− −ζT
s2 log(T ) log(k2p2)(log(k2p2)+1)
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it suffices to show that s2 log(T ) log(k2p2)(log(k2p2) + 1) ∈ o(T ). Now,

s2 log(T ) log(k2p2)(log(k2p2) + 1) ∈ O(T 2b log(T )T a(T a + 1)) ⊆ O(T 2a+2b log(T )) ⊆ o(T )

since 2a+ 2b < 1.

Proof of Theorem 12. As the results are equation by equation we shall focus on equation
i here but omit the subscript i for brevity. Observe that sλT → 0 implies λT < 1 from a
certain step and onwards and so sλ2

T → 0 . Hence, i) and ii) follow from (3.9) and (3.10)
of Theorem 10 if we show that sλT → 0 and that the probability with which these hold
tends to one.

First we show that sλT → 0. k, p ∈ O(eT
a

) for some a ≥ 0 implies that 1 + k, 1 + p ∈
O(eT

a

) since eT
a

is bounded away from 0 (it tends to ∞ for a > 0). Hence15,

s2λ2
T ∈ O

(
T 2b ln(1 + T )5T 4aT 2a(2T a + T a)

T

)
= O

(
ln(1 + T )5T 7a+2b−1

)
⊆ o(1)

(3.27)

Noting that (3.9) and (3.10) hold on BT ∩ CT which is seen to have measure one asymp-
totically by Lemmas 19 and 24 completes the proof of part i) and ii). iii) follows from the
fact that on BT ∩ CT no relevant variables are excluded if βmin >

16
qc2 sλT (as argued in

the proof of Theorem 10). Since BT ∩ CT has probability 1 asymptotically this completes
the proof.

Proof of Theorem 13. By Corollary 1 it suffices to show that ks̄λT → 0 and that the
probability with which (3.12) holds tends to one. Consider first ks̄λT :

k2s̄2λ2
T ∈ O

(
T 2bT 2c ln(1 + T )5 ln(T )4T 2a(ln(T ) + T a)

T

)
⊆ o(1) (3.28)

Since (3.12) holds on BT ∩ CT (s̄) where CT (s̄) is defined in (3.26) and P (BT )→ 1 it
remains to be shown that P (CT (s̄)) → 1. This follows from an argument similar to the
one in Lemma 24.

Lemma 25. Let

DT =

 max
1≤i,j≤k

max
1≤l,l̃≤p

∣∣∣∣∣ 1

T

T∑
t=1

yt−l,iyt−l̃,j

∣∣∣∣∣ < KT

 (3.29)

for KT = ln(1 + k)2 ln(1 + p)2 ln(T )σ2
T . Then,

P (DT ) ≥ 1− 2T−1/A (3.30)

for some constant A > 0.

15By the definition of λT =
√

8 ln(1 + T )5 ln(1 + k)4 ln(1 + p)2 ln(k2p)σ4
T /T one has that λT ∈

O

(√
ln(1+T )5T4aT2a(2Ta+Ta)

T

)
= O

(√
ln(1+T )5T7a

T

)
.
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Proof. The proof is based on the same idea as in Lemma 17 in its use of Orlicz norms.
First bound ∥∥∥∥ max

1≤i,j≤k
max

1≤l,l̃≤p

∣∣∣ 1

T

T∑
t=1

yt−l,iyt−l̃,j

∣∣∣∥∥∥∥
ψ

where ‖·‖ψ denotes the same Orlicz norm as in Lemma 17. To this end, notice that by the
gaussianity of the yt−l,i for any x > 0

P
(
|yt−l,iyt−l̃,j | ≥ x

)
≤ P

(
|yt−l,i| ≥

√
x
)

+ P
(
|yt−l̃,j | ≥

√
x
)

≤ 2 exp(−x/σ2
i,y) + 2 exp(−x/σ2

j,y) ≤ 4 exp(−x/σ2
T )

Hence, {yt−l,iyt−l̃,j , t = 1, ..., T} has subexponential tails and it follows from Lemma 2.2.1

in Van Der Vaart and Wellner (1996) that
∥∥yt−l,iyt−l̃,j∥∥ψ ≤ 10σ2

T . This implies that∥∥∥∥ 1

T

T∑
t=1

yt−l,iyt−l̃,j

∥∥∥∥
ψ

≤ 1

T

T∑
t=1

∥∥∥yt−l,iyt−l̃,j∥∥∥
ψ
≤ 10σ2

T

By Lemma 18 this implies that∥∥∥∥∥ max
1≤i,j≤k

max
1≤l,l̃≤p

1

T

T∑
t=1

yt−l,iyt−l̃,j

∥∥∥∥∥
ψ

≤ K4 ln(1 + k)2 ln(1 + p)210σ2
T

= A ln(1 + k)2 ln(1 + p)2σ2
T

where A = 10K4. By the same trick as in Lemma 17

P

 max
1≤i,j≤k

max
1≤l,l̃≤p

∣∣∣∣∣ 1

T

T∑
t=1

yt−l,iyt−l̃,j

∣∣∣∣∣ ≥ KT

 ≤ 2 exp(− ln(T )/A) = 2T−1/A

Proof of Theorem 14. As the results are equation by equation we shall focus on equa-
tion i here but omit the subscript i for brevity. Set w = (1/|β̂1|, ..., 1/|β̂kp|) and b =

(sign(β∗j )wj)j∈J . From Zhou, Van De Geer, and Bühlmann (2009) sign(β̂) = sign(β∗) if
and only if ∣∣∣∣∣Ψj,J(ΨJ,J)−1

(
X ′Jε

T
− λT b

)
−
X ′jε

T

∣∣∣∣∣ ≤ λTwj (3.31)

for all j ∈ Jc and

sign

(
β∗J + (ΨJ,J)−1

[
X ′Jε

T
− λT b

])
= sign(β∗J) (3.32)

We shall be working on BT ∩CT ∩DT where each of the sets are defined in (3.17), (3.24),
and (3.29), respectively. Consider (3.31) for a given j ∈ Jc. By the triangle inequality it
suffices to show that ∣∣∣∣∣Ψj,J(ΨJ,J)−1

(
X ′Jε

T
− λT b

)∣∣∣∣∣+

∣∣∣∣∣X ′jεT
∣∣∣∣∣ ≤ λTwj (3.33)
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Bound the first term on the left hand side as follows:∣∣∣∣∣Ψj,J(ΨJ,J)−1

(
X ′Jε

T
− λT b

)∣∣∣∣∣ ≤∥∥∥Ψj,J(ΨJ,J)−1
∥∥∥
`1

∥∥∥∥X ′JεT − λT b
∥∥∥∥
`∞

≤
√
s
∥∥∥Ψj,J(ΨJ,J)−1

∥∥∥
`2

(∥∥∥∥X ′JεT
∥∥∥∥
`∞

+‖λT b‖`∞

)

Considering (ΨJ,J )−1 as a bounded linear operator `2(Rs)→ `2(Rs), the induced operator
norm is given by φmax((ΨJ,J)−1) = 1/φmin(ΨJ,J) and so

∥∥Ψj,J(ΨJ,J)−1
∥∥
`2
≤

∥∥Ψj,J

∥∥
`2

φmin(ΨJ,J)
≤
√
s
∥∥Ψj,J

∥∥
`∞

φmin(ΨJ,J)
≤

√
sKT

qφmin(ΓJ,J)

where the last estimate holds on CT ∩ DT . By Lemma 19 it follows that on BT∥∥∥X ′Jε
T

∥∥∥
`∞
≤ λT

2
(3.34)

Next, since βmin ≥ 2 ‖β̂ − β∗‖`1 one has for all j ∈ J ,

|β̂j | ≥ |β∗j | − |β̂j − β∗j | ≥ βmin − ‖β̂j − β∗j ‖`1 ≥ βmin/2

one gets

‖λT b‖`∞ =‖λTwJ‖`∞ = λT max
j∈J

∣∣∣∣ 1

β̂j

∣∣∣∣ ≤ 2λT
βmin

. (3.35)

Lastly, on BT , ∣∣∣∣X ′jεT
∣∣∣∣ ≤ λT

2

for every j ∈ Jc. Hence, uniformly in j ∈ Jc,∣∣∣∣Ψj,J(ΨJ,J)−1

(
X ′Jε

T
− λT b

)∣∣∣∣+

∣∣∣∣X ′jεT
∣∣∣∣ ≤ sKT

qφmin(ΓJ,J)

(
λT
2

+
2λT
βmin

)
+
λT
2

Now bound the right hand side in (3.33) from below. For every j ∈ Jc

|λTwj | = λT
1

|β̂j |
≥ λT

1

‖β̂ − β∗‖`1

This implies that (3.33), and hence (3.31), is satisfied if

sKT

qφmin(ΓJ,J)

(
λT
2

+
2λT
βmin

)
+
λT
2
≤ λT

1

‖β̂ − β∗‖`1

or equivalently

sKT

qφmin(ΓJ,J)

(
1

2
+

2

βmin

)
‖β̂ − β∗‖`1 +

‖β̂ − β∗‖`1
2

≤ 1
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which is (3.14). To verify (3.15) it suffices to show that∥∥∥∥∥(ΨJ,J)−1

(
X ′Jε

T
− λT b

)∥∥∥∥∥
`∞

≤ βmin (3.36)

Considering (ΨJ,J)−1 as a bounded linear operator `∞(Rs)→ `∞(Rs) it follows that:∥∥∥∥(ΨJ,J)−1

(
X ′Jε

T
− λT b

)∥∥∥∥
`∞

≤
∥∥(ΨJ,J)−1

∥∥
`∞

∥∥∥∥X ′JεT − λT b
∥∥∥∥
`∞

≤
√
s
∥∥(ΨJ,J)−1

∥∥
`2

(∥∥∥∥X ′JεT
∥∥∥∥
`∞

+‖λT b‖`∞

)

≤
√
s

qφmin(ΓJ,J)

(
λT
2

+
2λT
βmin

)
where the second estimate uses that

∥∥(ΨJ,J)−1
∥∥
`∞
≤
√
s
∥∥(ΨJ,J)−1

∥∥
`2

, c.f. Horn and

Johnson (1990) page 314, and the last estimate follows from (3.34) and (3.35) and the fact
that we are working on CT . Inserting into (3.36) completes the proof since P (BT ∩CT ∩DT )
has the desired lower bound by Lemmas 19, 23, and 25.

Proof of Theorem 15. As the results are equation by equation we shall focus on equation
i here but omit the subscript i for brevity. We continue to work on the set BT ∩ CT ∩ DT
from Theorem 14. To show asymptotic sign consistency we verify that the conditions of
Theorem 14 are valid asymptotically, i.e. βmin ≥ 2

∥∥β̂ − β∗∥∥
`1

is valid asymptotically, (3.14)

and (3.15) hold asymptotically, and that the probability of BT ∩CT ∩DT tends to one. Now∥∥β̂ − β∗∥∥
`1
≤ 16

qκ2 sλT by (3.10) (which holds on BT ∩ CT as seen in the proof of Theorem

10). Hence, since we have also seen that BT ∩ CT has probability one asymptotically, using
that κ is bounded away from zero, and βmin ∈ Ω(ln(T )aT )∥∥β̂i − β∗i ∥∥`1

βmin
∈ Op

(
ln(1 + T )5/2T 7/2a+b−1/2

T 2bT (15/2)a−1/2 ln(T )2+5/2

)
= op(1)

establishing that βmin ≥ 2
∥∥β̂ − β∗∥∥

`1
with probability tending to one.

In order to verify the asymptotic validity of (3.14) on BT ∩ CT ∩DT it suffices to show

that (using
∥∥β̂ − β∗∥∥

`1
≤ 16

qκ2 sλT )

s2KTλT
φmin(ΓJ,J)κ2

+
s2KTλT

φmin(ΓJ,J)βminκ2
+
sλT
κ2
→ 0 (3.37)

To this end, we show that each of the three terms tends to zero. Using that κ2 and hence
φmin(ΓJ,J) are bounded away from 0 and supT σT <∞ one gets

s2KTλT
φmin(ΨJ,J)κ2

∈ O
(
s2KTλT

)
⊆ O

(
T 2bT (15/2)a−1/2 ln(T )1+5/2

)
= O(aT )

Because

a2
T = T 15a+4b−1 ln(T )7 → 0
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it follows that the first term in (3.37) tends to zero. Since βmin ∈ Ω(ln(T )[aT ∨ bT ]) and
the second term equals the first term divided by βmin it follows that the second term also
tends to zero. The third term tends to zero by (3.27) since 7a+ 2b ≤ 15a+ 4b < 1. Next,
it is shown that (3.15) is valid asymptotically. To do so it suffices to show that

√
sλT

φmin(ΓJ,J)βmin
+

√
sλT

φmin(ΓJ,J)β2
min

→ 0 (3.38)

We show that each of the two terms tends to zero. Note that since φmin(ΓJ,J ) is bounded
away from 0 and βmin ∈ Ω(ln(T )aT )

s1/2λT
φmin(ΨJ,J)βmin

∈ O

(
s1/2λT
ln(T )aT

)
⊆ O

(
T b/2T (7/2)a−1/2 ln(T )5/2

ln(T )T 2bT (15/2)a−1/2 ln(T )1+5/2

)
⊆ o(1)

Regarding the second term in (3.38) it follows from βmin ∈ Ω(ln(T )bT ) that

√
sλT

φmin(ΓJ,J)β2
min

∈ O
(

T b/2T (7/2)a−1/2 ln(T )5/2

ln(T )2T b/2T (7/2)a−1/2 ln(T )5/2

)
⊆ o(1)

Finally, we see BT ∩ CT ∩ DT has asymptotic measure one by Lemma 24 and (3.18)
and (3.30).

Proof of Theorem 16. As the results are equation by equation we shall focus on equation
i here but omit the subscript i for brevity. The notation is as in the statement of Theorem
15. Under the assumptions of that theorem, the Adaptive LASSO is sign consistent. Hence,
with probability tending to one, the estimates of the non-zero coefficients satisfy the first
order condition

∂L(β)

∂βJ
= −2X ′J(y −Xβ̃) + 2λT b = 0

where b = (sign(β∗j )/|β̂j |)j∈J . Using that y = XJβ
∗
J + ε this is equivalent to

−2X ′J

(
ε−XJ(β̃J − β∗J)−XJc β̃Jc

)
+ 2λT b = 0

and so, with probability tending to one, for any s× 1 vector α with norm 1 one has
√
Tα′(β̃J − β∗J)

=
1√
T
α′(ΨJ,J)−1X ′Jε−

√
Tα′(ΨJ,J)−1ΨJ,Jc β̃Jc −

λT√
T
α′(ΨJ,J)−1b (3.39)

The first term on the right hand side in (3.39) is recognized as
√
Tα′(β̂OLS − β∗J ). Hence,

to establish the theorem, it suffices to show that the second and the third term on the
right hand side tend to zero in probability. Since P (β̃Jc = 0)→ 1 the second term vanishes
in probability. Regarding the third term, notice that∣∣∣∣ λT√T α′(ΨJ,J)−1b

∣∣∣∣ ≤ λT√
T

∣∣∣α′(ΨJ,J)−1b
∣∣∣ ≤√α′(ΨJ,J)−2α

λT√
T

√
b′b

Now, on CT , which has probability tending to one, φmin(ΨJ,J ) ≥ qφmin(ΓJ,J ) (by Lemma
23), so

α′Ψ−2
J,Jα ≤ α

′αφmax((ΨJ,J)−2) = α′α/φmin((ΨJ,J)2) ≤ α′α/(q2φ2
min(ΓJ,J)) ≤ 1/(q2c̃2)
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since α has norm one. Note that for all j ∈ J

|β̂j | ≥ |β∗j | − |β̂j − β∗j | ≥ |βmin| − ‖β̂ − β∗‖`1

and so by subadditivity of x 7→
√
x

λT√
T

√
b′b =

λT√
T

√∑
j∈J

1

β̂2
j

≤ λT√
T

s

|βmin| − ‖β̂ − β∗‖`1
=

sλT√
T |βmin|

1

1− ‖β̂ − β∗‖`1 /|βmin|

Since κ ≥ c̃ it follows from (3.10) that ‖β̂ − β∗‖`1 ∈ Op(sλT ). But sλT ∈ O(ln(1 +

T )5/2T (7/2)a+b−1/2) by (3.27). Hence, ‖β̂ − β∗‖`1 ∈ Op(ln(1 + T )5/2T (7/2)a+b−1/2) and so,

since βmin ∈ Ω(ln(T )[aT ∨ bT ]) ⊆ Ω(ln(T )aT ) = Ω(T 2bT (15/2)a−1/2 ln(T )2+5/2),

‖β̂ − β∗‖`1
|βmin|

∈ Op

(
ln(1 + T )5/2T (7/2)a+b−1/2

T 2bT (15/2)a−1/2 ln(T )2+5/2

)
= Op

(
ln(1 + T )5/2

ln(T )2+5/2
T−4a−b

)

Since ln(1+T )5/2

ln(T )2+5/2 T
−4a−b → 0 it follows that

‖β̂−β∗‖`1
βmin

∈ op(1). Also, 15a + 4b < 1 is

more than sufficient for (3.27) to yield that sλT → 0 and βmin ∈ Ω
(
ln(T )([bT ∨ cT ]

)
⊆

Ω
(

ln(T )T−1/4
)

implies that
√
Tβmin →∞ and the theorem follows.

Proof of Corollary 2. As the results are equation by equation we shall focus on equation i
here but omit the subscript i for brevity. Let ε > 0 be given. Then,{

sup
α:‖α‖≤1

√
T
∣∣α′(β̃J − βOLS)

∣∣ < ε

}
⊆
⋂
j∈J

{√
T
∣∣β̃j − βOLS,j∣∣ < ε

}
⊆
{√

T
∥∥(β̃J − βOLS)

∥∥
`1
< sε

}
=

{√
T

s

∥∥(β̃J − βOLS)
∥∥
`1
< ε

}
And so

P

(√
T

s

∥∥(β̃J − βOLS)
∥∥
`1
< ε

)
≥ P

(
sup

α:‖α‖≤1

√
T
∣∣α′(β̃J − βOLS)

∣∣ < ε

)
→ 1

by Theorem 16. Since ε > 0 was arbitrary, this proves that
∥∥(β̃J − βOLS)

∥∥
`1
∈ op

(
s√
T

)
.

Hence, by the triangle inequality and Lemma 11

‖β̃J − β∗J‖`1 ≤ ‖β̃J − βOLS‖`1 + ‖β̃OLS − β∗J‖`1 ∈ Op(λ̃T s)

since λ̃T s >
s√
T

.
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Chapter 4

Oracle efficient estimation and
forecasting with the adaptive Lasso and

the adaptive group Lasso in vector
autoregressions

Laurent A.F. Callot and Anders Bredahl Kock1

Aarhus University and CREATES

Abstract

We show that the adaptive Lasso (aLasso) and the adaptive group Lasso (agLasso)
are oracle efficient in stationary vector autoregressions where the number of parame-
ters per equation is smaller than the number of observations. In particular, this means
that the parameters are estimated consistently at a

√
T rate, that the truly zero

parameters are classified as such asymptotically and that the non-zero parameters
are estimated as efficiently as if only the relevant variables had been included in
the model from the outset. The group adaptive Lasso differs from the adaptive
Lasso by dividing the covariates into groups whose members are all relevant or all
irrelevant. Both estimators have the property that they perform variable selection
and estimation in one step.

We evaluate the forecasting accuracy of these estimators for a large set of
macroeconomic variables. The Lasso is found to be the most precise procedure overall.
The adaptive and the adaptive group Lasso are less stable but mostly perform at par
with the common factor models.

4.1 Introduction

In recent years large data sets have become increasingly available and as a result techniques
to handle these have been the object of considerable research. When building a model to
explain the behavior of a variable it is not uncommon that the set of potential explanatory
variables can be very large. Traditional techniques for model selection rely on a sequence
of tests or the application of information criteria. However, neither of these is very useful
when the the number of potential explanatory variables is large since the number of tests
or information criteria to be calculated increases exponentially in the cardinality of the
set of covariates. Hence, alternative routes have been investigated in and in particular
regularized estimators have received a lot of attention in the statistics literature. The
most prominent member of this class is the least absolute shrinkage and selection operator
(Lasso) of Tibshirani (1996). Since its inception, the statistical properties of Lasso-type

1The authors wish to thank the Centre for Research in the Econometric Analysis of Time Series
(CREATES), funded by the Danish National Research Foundation, for financial support.
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estimators have been studied intensively with particular focus on the oracle property.
An estimator is said to possess the oracle property if i) it selects the correct sparsity
pattern with probability tending to one (i.e leaves out all irrelevant variables and retains
all relevant variables) and ii) estimates the non-zero coefficients with the same rate and
asymptotic distribution as if only the relevant variables had been included in the model
from the outset. Put differently, the oracle property guarantees that the estimator performs
as well as if the true model had been revealed to the researcher in advance by an oracle.

A lot of research has been carried out investigating the oracle property of various
shrinkage type estimators: bridge-type Knight and Fu (2000), SCAD Fan and Li (2001),
adaptive Lasso Zou (2006), Bridge and Marginal Bridge Huang, Horowitz, and Ma (2008)
and Sure independence screening Fan and Lv (2008). The working assumption in the
literature is that even though the set of potential explanatory variables may be large
(sometimes even considerably larger than the sample size) only a small subset of these
variables are relevant for the task of explaining the left hand side variable, i.e. the model is
sparse. Most focus has been on the cross sectional setting with either fixed or independently
identically distributed covariates while much less attention has been paid to the case of
dependent data. Some exceptions are Wang, Li, and Tsai (2007), Kock (2012) and Kock
and Callot (2012). In this paper we further fill this gap by considering stationary vector
autoregressive models of the type

yt =

p∑
i=1

Biyt−i + et (4.1)

where yt is N × 1 and et is i.i.d. with mean 0 and covariance matrix Σ. Bi, 1 ≤ i ≤ p are
the N ×N parameter matrices. The properties of the model will be made precise in the
next section.

It is likely that many entries in the Bi matrices are equal to zero, i.e. they are sparse.
This could be because of p being larger than the true number of lags or that that there
are gaps in the lag structure (e.g. B1 6= 0, B2 = B3 = 0 and B4 6= 0 for quarterly data).
Another reason could be that lags of a subset of the variables are irrelevant for the task
of explaining another subset of variables which manifests itself by zero restrictions on
certain entries of the Bi, 1 ≤ i ≤ p. Granger non-causality is an extreme case of this
latter example. In the first part of this paper we show that the adaptive Lasso of Zou
(2006) possesses the oracle property when applied to stationary vector autoregressions.
Hence, it selects the correct sparsity pattern asymptotically and the non-zero parameters
are estimated as precisely as if the true model had been known in advance and only the
relevant variables had been included and estimated by least squares.

In equation (4.1) it is likely that zero parameters occur in groups. For example all lags
of a specific length may be irrelevant resulting in Bi = 0 for some 1 ≤ i ≤ N . Alternatively,
all lags of a certain variable may be irrelevant in explaining another variable. Utilizing this
group structure may lead to improved (finite sample) performance of the Lasso. Hence,
inspired by Wang and Leng (2008) we combine the group Lasso of Yuan and Lin (2006)
with the adaptive Lasso to make use of this grouping structure. We show that the adaptive
group Lasso possesses a variant of the oracle property if one correctly groups (a subset) of
the potential explanatory variables.

Since vector autoregressions have been used extensively for forecasting an obvious
question is how well the VAR performs in this respect when estimated by the Lasso, the
adaptive Lasso or the adaptive group Lasso. In particular, we investigate the performances
of these estimators for forecasting in large macroeconomic datasets. The benchmark
models for this type of forecasting exercise are common factor models. The common factor
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approach is supported by a long tradition in macroeconomic theory of assuming that a
small set of underlying variables drives the business cycle and are responsible for the bulk
of the variation of macroeconomic time series. Stock and Watson (2002); Ludvigson and Ng
(2009) inter alia document the strong forecasting power of these types of models for large
US macroeconomic datasets. Motivated by this we shall compare the forecast accuracy of
the Lasso type estimators to the one of factor models. A comparison to a simple linear
autoregression of order one is also made. The potential gains in forecast accuracy from
exploiting non-linearities in the data are investigated by also including the logistic smooth
transition autoregression (LSTAR) of Teräsvirta (1994) into the comparison. Interestingly,
it is found that the Lasso on average forecasts most precisely. The factor models show
a very stable performance, while the forecast errors from the adaptive Lasso and the
adaptive group Lasso are much more erratic.

In the next section we introduce the VAR model and some notation. Section 3 introduces
the adaptive lasso and section 4 the adaptive group Lasso. Section 5 discusses the forecasting
experiment and present the results. All proofs are relegated to the appendix.

4.2 Model and notation

As mentioned in the introduction we are concerned with stationary VARs, meaning that
all roots of |IN −

∑p
j=1Bjz

j | lie outside the unit circle.
It is convenient to write the model in (4.1) as a standard regression model. To do

so let Zt = (y′t−1, ..., y
′
t−p)

′ be the Np × 1 vector of explanatory variables at time t in
each equation i = 1, ..., N and Z = (ZT , ..., Z1)′ the T × Np matrix of covariates. Set
X = IN ⊗Z where ⊗ denotes the Kronecker product. Let yi = (yT,i, ..., y1,i)

′ be the T × 1
vector of observations on the ith variable (i = 1, ..., N) and εi the corresponding vector
of error terms for variable i. Defining y = (y′1, ..., y

′
N )′ and ε = (ε′1, ..., ε

′
N )′ we may write

(4.1) as

y = Xβ∗ + ε (4.2)

where β∗ contains N2p parameters. It is this model we will estimate by adaptive and
the adaptive group Lasso. We assume that N and p are fixed and independent of the
sample size. In particular, we assume that the number of parameters per equation, Np, is
less than the sample size T . For the setting where these quantities are allowed to diverge
with the sample size we refer to Kock and Callot (2012) who however don’t consider the
adaptive group Lasso.

While β∗ contains N2p parameters, only a subset of those might be relevant to model
the dynamics of the vector y. The adaptive Lasso discussed in section 3 is able to discard
the zero parameters and estimate the non-zero ones with an oracle efficient asymptotic
distribution.

Further notation

Let A = {i : β∗ 6= 0} index the set of nonzero β∗i s and let |A| be its cardinality. For
any vector x ∈ Rn ‖x‖ =

√∑n
i=1 x

2
i denotes its euclidean norm. Furthermore, for any

A ⊆ {1, ..., n}, xA denotes the vector consisting only of the elements indexed by A. Most
often n = N2p in this paper. If M is a quadratic matrix, MA denotes the submatrix of M
consisting of the rows and columns indexed by A. We let →d and →p denote convergence
in distribution and probability, respectively.

Finally, C = E( 1
T Z
′Z) which is time independent by the stationarity assumption.
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4.3 The adaptive Lasso

As noted by Zhao and Yu (2007) the Lasso is only model selection consistent under rather
restrictive assumptions which rule out highly dependent covariates as may be encountered
in VAR models. Hence, we shall apply the adaptive Lasso, which was proposed by Zou
(2006) as a solution to the lack of model selection consistency of the Lasso, to estimate
the parameters in (4.2). The adaptive Lasso estimates β∗ by minimizing the following
objective function.

LT (β) =‖y −Xβ‖2 + λT

N2p∑
i=1

ŵi|βi| (4.3)

where ŵi is a set of weights such that ŵi = |β̂I,i|−γ , γ > 0 with β̂I a
√
T -consistent (initial)

estimator of β∗. We shall use the least squares estimator2. The most common choice of
γ is γ = 1. λT is a sequence whose properties determine the asymptotic properties of
the adaptive Lasso. Note that the standard Lasso corresponds to the case of ŵi = 1, i.e.
all parameters receive an equal penalty. In other words the difference between the Lasso
and its adaptive version is that the latter chooses its penalty terms more intelligently
(adaptively): If β∗i = 0 for some i = 1, ..., N2p the initial least squares estimator is likely to
be close to zero and so ŵi tends to be large resulting in a large penalty of βi. Hence, the
adaptive Lasso is more likely to correctly classify β∗i as zero. By a similar logic, the penalty
on βi is relatively small when β∗i 6= 0. As we shall see in the theorems to follow, these
more intelligent weights result in an improved asymptotic performance of the adaptive
Lasso compared to the regular Lasso.

The objective function (4.3) reveals the computational advantage of the (adaptive)
lasso compared to e.g. information criteria since (4.3) is a convex optimization problem for
which many efficient optimization procedures exist. Information criteria generally penalize
model complexity by an `0-penalty instead of the `1-penalty used by lasso type estimators.
It is exactly the switch from `0 to `1-penalty which yields the computational advantage
enabling us to consider high dimensional problems which would be impossible or very
hard to approach by means of `0-penalization. As we will see next, the convex program
(4.3) is not only fast to solve but its solution, the adaptive Lasso estimator, which we shall

denote by β̂, also possesses the oracle property.

Assumptions

1: εi,t has finite fourth moments for i = 1, ..., N and t = 1, ..., T . Recall as well that
et = (ε1,t, ..., εN,t)

′ are mean zero iid vectors with covariance matrix Σ.

2: C = E( 1
T Z
′Z) is positive definite.

Assumption 1 is relatively standard and used to ensure that 1√
T
X ′ε converges in

distribution to a gaussian random variable. But any assumption yielding this convergence
will suffice for our purpose. Assumption 2 is reasonable since it simply rules out perfect

2As already noted by Zou (2006) the initial estimator need not be
√
T -consistent. The assumptions

made below can be altered such that theorems 1 and 2 still apply in the case where the initial estimator
converges at a slower rate. However, we will not pursue this avenue any further here since we do have
access to a

√
T -consistent consistent initial estimator.
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collinearity because if C would not be positive definite there would exist a nonzero Np× 1
vector v such that

0 = v′Cv =
1

T
E(v′Z ′Zv) =

1

T

T∑
t=1

E(v′Zt)
2

implying that v′Zt = 0 almost surely for t = 1, ..., T and hence that the covariates are
linearly dependent. No procedure can be expected to distinguish between such variables,
and assumption 2 rules out this situation.

We are now in a position to state our first theorem.

Theorem 26. Let assumptions 1 and 2 be satisfied and suppose that λT√
T
→ 0 and

λT
T 1/2−γ/2 →∞. Then β̂ satisfies the following:

1.
√
T -consistency:

∥∥√T (β̂ − β∗)∥∥
`2
∈ Op(1)

2. Oracle (i): P (β̂Ac = 0)→ 1

3. Oracle (ii):
√
T (β̂A − β∗A)→d N

(
0, [(IN ⊗ C)A]−1[Σ⊗ C]A[(IN ⊗ C)A]−1

)
The assumption λT

T 1/2−γ/2 →∞ is needed for the adaptive Lasso to shrink truly zero
parameters to zero. It requires the penalty sequence λT to increase sufficiently fast3. On
the other hand, λT√

T
→ 0 prevents λT from increasing too fast. This is needed to prevent

the adaptive Lasso from classifying non-zero parameters as zero.
Part 1 of Theorem 26 states that the adaptive Lasso converges at the usual

√
T -rate.

This means that no β̂j , j ∈ A will be set equal to 0 since for all j ∈ A, β̂j converges
in probability to β∗j 6= 0. Part 2 is the first part of the oracle property: all truly zero
parameters are set exactly equal to zero asymptotically. This is a strengthening of the
consistency result in part 1 since this only ensures convergence in probability to 0 of
β̂Ac . Part 1 and 2 together imply that P (Â = A) → 1. Part 3 states that the non-zero
coefficients have the same asymptotic distribution as if the system in (4.2) had been
estimated by least squares only including the relevant variables – i.e. only including the
variables in the active set A. In conclusion, the adaptive Lasso performs variable selection
and estimation simultaneously and possesses the oracle property in the sense that it
performs as well as if an oracle had revealed the true model prior to estimation.

4.4 adaptive group Lasso

If certain groups of variables are either jointly zero or non-zero it may be useful to utilize
this information to get more efficient (finite sample) estimates. For this reason Yuan
and Lin (2006) introduced the group Lasso which penalizes different groups of variables
differently. Later, Wang and Leng (2008) combined the ideas of the group Lasso and
the adaptive Lasso into the adaptive group Lasso. We shall now show that the latter
possesses a variant of the oracle property when used to estimate vector autoregressive
models. Assume that the N2p× 1 parameter vector has been partitioned into M disjoint
groups, i.e. ∪Mi=1Gi = {1, ..., N2p} and Gi ∩ Gj = ∅ for i 6= j. A group Gi is said to be
active if at least one of the entries of β∗Gi is non-zero. Without any confusion with the

3Strictly speaking λT is only required to be increasing if 0 < γ ≤ 1 but since γ = 1 is the most
common choice we shall use the word increasing without risk of confusion.
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previously introduced notation we shall denote the set of active groups by A ⊆ {1, ...,M}.
G = ∪i∈AGi ⊆ {1, ..., N2p} denotes the union of the active groups.

The adaptive group LASSO estimates the parameters by minimizing the following
objective function

L̃T (β) =‖y −Xβ‖2 + λT

M∑
j=1

w̃j ‖βGj‖ (4.4)

where w̃j is a set of weights such that w̃j =
∥∥β̂I,Gj∥∥−γ , γ > 0 with β̂I,Gj a

√
T -consistent

estimator of β∗. As was the case the for the adaptive Lasso we will use the least squares
estimator as initial estimator. Denote the group adaptive Lasso estimator by β̃. Note
the difference with the objective function of the adaptive Lasso in (4.3): now the penalty
is applied group-wise as opposed to being applied to each parameter individually. The
economic motivation for this is that one might conjecture that either all variables in a
specific group are relevant or none of them are. Imposing this (correct) restriction may
increase efficiency. We shall investigate the empirical performance in terms of forecasting
accuracy in the next section. But first we state the adaptive group Lasso equivalent of
Theorem 26.

Theorem 27. Let assumptions 1 and 2 be satisfied and suppose that λT√
T
→ 0 and

λT
T 1/2−γ/2 →∞. Then β̃ satisfies the following:

1.
√
T -consistency:

∥∥√T (β̂ − β∗)∥∥
`2
∈ Op(1)

2. Oracle (i): P (β̂Gc = 0)→ 1

3. Oracle (ii):
√
T (β̂G − β∗G)→d N

(
0, [(IN ⊗ C)G ]−1[Σ⊗ C]G [(IN ⊗ C)G ]−1

)
The assumptions underlying Theorem 27 are identical to the ones made to establish

Theorem 26 and the intuition on the rate of increase of λT is also the same: it must be
large enough the shrink all inactive groups of parameters to zero while being small enough
to avoid doing so for any active group of parameters.

Part 1 of Theorem 27 states the
√
T -consistency of the adaptive group Lasso. Hence,

no relevant variables will be excluded asymptotically since β̃ →p β
∗ 6= 0. Part 2 yields

that all inactive groups are also classified to be inactive asymptotically. So all groups
consisting only of parameters whose true value is zero will also be set exactly equal to
zero with probability tending to one. However, note that this claim is not made about
those parameters whose true value is zero but are (mistakenly) located in an active group.
Their behavior is described in part 3 of the theorem: all parameters belonging to an active
group are estimated with the same asymptotic distribution as if least squares had been
applied to (4.2) only including variables belonging to G. On the downside this means that
the adaptive group Lasso only performs better than least squares including all variables if
one is able to identify a group consisting only of zeros. On the other hand, the asymptotic
distribution is equivalent to the one of least squares including all variables if one fails to
do so and hence there is no efficiency loss. The empirical performance of the adaptive
group Lasso estimator is investigated in the forecasting section. As we shall see there,
many groups are found to be inactive in practice.
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Some limitations

As it stands, the oracle property sounds almost too good to be true – and in some
sense it is. In a series of papers, Leeb and Pötscher (2005); Leeb and Pötscher (2008);
Pötscher and Leeb (2009) shed critical light on consistent model selection procedures
and shrinkage type estimators in particular. They point out that most results, including
the ones in this paper, are for pointwise asymptotics (sometimes also referred to as fixed
parameter asymptotics). The adaptive Lasso performs well in such a setting, but if uniform
asymptotics are considered it may not be able to distinguish certain non-zero parameters
from zero ones. In particular, the problematic regions are disks with radius proportional
to 1/

√
T . Furthermore, even though the asymptotic distribution of the truly non-zero

parameters is the same as if least squares had been applied only including the relevant
variables one may find that the finite sample distributions can be highly bimodal – with
mass at zero and in an interval around the true parameter value. Finally, using the mean
square estimation error as loss function, the uniform (uniform over the parameter space)
loss of any consistent model selection technique of the standard linear regression model
may be shown to be infinite while the one of the least squares estimator can be shown to
be finite.

4.5 Forecasting

In this section we investigate the empirical performance of the Lasso, the adaptive Lasso
and the adaptive group Lasso in terms of forecasting macroeconomic variables with a
large number of predictors. Vector autoregressive models have been used extensively
for forecasting since their inception and are still a popular tool for this purpose in
macroeconometrics. Hence, it is of interest to investigate whether novel estimation methods
can lead to more precise forecasts in data rich settings.

The data

We use the data from Ludvigson and Ng (2009), which is itself an updated version of
the data used in Stock and Watson (2002). The data set contains 131 U.S. monthly
macroeconomic indicators, from January 1964 to December 2007. Detailed description of
the series as well as the transformations required to make the series I(0) can be found in
appendix A of Ludvigson and Ng (2009). The series fall in 8 broad economic categories:

1. Output and Income (17 series)

2. Labor market (32 series)

3. Housing (10 series)

4. Consumption, Orders and Inventory (14 series)

5. Money and Credit (11 series)

6. Bonds and Exchange rates (22 series)

7. Prices (21 series)

8. Stock market (4 series)



82 CHAPTER 4. ADAPTIVE LASSO AND ADAPTIVE GROUP LASSO IN VARS

All variables are forecasted h = 1, 3, 6, and 12 months ahead. The initial training sample
uses data between 1964:34 and 1999:12 which amounts to 430 observations. We allow for a
maximum of 2 lags per equation, which together with an intercept requires the estimation
of 263 parameters per equation. All the parameters are estimated on the initial sample,
then forecasts of yt at t=1999:12+h, h = 1, 3, 6, 12 are made. Parameters for all models are
then re-estimated on data from 1964:3 to 2000:1 and forecasts computed at horizon h. This
expanding window scheme is repeated until the final out of sample forecast is computed
for 2007 : 12. At the one month horizon 96 forecasts are made and correspondingly less for
the longer horizons.

The categories mentioned above serve as natural groups for the adaptive group Lasso
and we shall indeed use these as candidate groups for this estimator. For each of the
131 series the relative mean square forecasts errors relative to the recursive forecasts5 of
an unrestricted VAR(1) estimated by least squares are calculated6. Then the average of
the relative mean square forecast errors is calculated within each group resulting in one
measure of forecast accuracy for each of the eight groups mentioned above.

Direct vs. recursive forecasts

The forecasts of the Lasso, adaptive Lasso and adaptive group Lasso are carried out
directly as well as recursively. In the case of direct forecasts at horizon h, the estimated
model is:

yt+h =

p∑
l=1

Bhl yt−l+1 + εht+h

Where the superscript h highlights the fact that a separate model is estimated for each
horizon. The argument for direct forecasts is that they are tailored to the specific forecast
horizon of interest. Furthermore, the absence of any sort of recursion makes direct forecasts
relatively robust at the long forecast horizons.

Recursive forecasts are constructed iterating on a 1-step ahead VAR:

yt =

p∑
l=1

Blyt−l + εt

To construct the h step ahead recursive forecasts, we first forecast yt+1 using the model
above and then use the forecasted value of yt+1 to construct a forecast for yt+2 and iterate
until a forecast for yt+h is computed.

Implementation

Irrespective of the forecasts being direct or recursive the Lasso and the adaptive Lasso
are estimated using the glmnet package for R 2.15, which implements the algorithm
by Friedman, Hastie, and Tibshirani (2010). The value of λT is selected by Bayesian
Information Criterion (BIC). γ is fixed at one and it is our experience that no gains can
be achieved in terms of more precise forecasts by also searching over a grid of γs. The risk
of overfitting in sample seems to be too high to justify such a search.

4Two initial are lost during the transformation of the variables to I(0)
5See the next subsection for a definition and discussion of recursive/iterated forecasts vs. direct

forecasts.
6More precisely the lag length of the unrestricted VAR was chosen by BIC and it was always found to

be one.
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The adaptive group Lasso is estimated using the grplasso package, implementing
the algorithm in Meier, Van De Geer, and Bühlmann (2008). Again λT is selected by BIC
while γ is set to one. All the packages required for the computation of the results in this
paper are publicly available at CRAN7, and the code is available upon request.

Competing models

The forecasts of the above mentioned procedures are compared to forecasts from common
factor models, simple linear autoregressions, and smooth transition models.

For the common factor model we follow Stock and Watson (2002) in considering only
direct forecasts. This avoids having to construct a forecasting model for the common
factors in order to implement a recursive forecasting strategy. The forecasting equation
for a given variable yi is given by:

yt+h,i = αhi +

m∑
j=1

F̂ ′t−j+1β
h
i,j +

p∑
j=1

δhi,jyt−j+1,i + εht+h,i

The vector of common factors F̂t and the parameters are estimated using a two step
procedure. First the common factors F̂ are estimated using principal component analysis
on the training sample containing all 131 series. The number of principal components
to retain for the second step is then selected and the parameters αhi , βhi,j , and δhi,j are
estimated by least squares on the training sample.

We report results for models including 1 to 5 common factors and no lags of the
common factors (m = 1) as well as a single lag of y. We experimented using lags of
the common factors, but this didn’t bring substantial nor consistent improvement to the
forecasting accuracy of the model. These models are denoted CF1 to CF5 in the tables
below. Furthermore, results for a common factor model where the number of factors is
chosen by BIC are reported. The number of common factors searched over is one to five.
The corresponding results are denoted CF BIC in the tables.

The two univariate models considered are an AR(1) and a Logistic Smooth Transition
AutoRegressive (LSTAR) model. We consider direct forecasts for both models. The
forecasts from the AR(1) model for yt,i are generated by

yt+h,i = αhi + βhi yt,i + εht+h,i

where the parameters are estimated by least squares. The forecasts of the LSTAR (see
Teräsvirta (1994)) are created by the following model for variable yt,i

yt+h,i =
(
αh1,i + βh1,iyt,i

)(
1−G

(
yt,i, γi, τi

))
+
(
αh2,i + βh2,iyt,i

)(
G
(
yt,i, γi, τi

))
+ εht+h,i

where G is the logistic function. For the LSTAR we use yt as the threshold variable. τi
indicates the location oh the transition and γi measures the speed of transition.

Insane forecasts

It is well known that in particular non-linear models may sometimes provide forecasts that
are clearly unreasonable. Swanson and White (1995) suggests to weed out unreasonable

7 www.cran.r-project.org
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forecasts by means of an insanity filter. We shall follow this suggestion by replacing a
forecast by the most recent observation of the estimation window if it does not lie in the
interval given by the most recent observation in the estimation window plus/minus three
times the standard deviation of the data in the estimation window. As noted in Kock and
Teräsvirta (2012) the particular choice of insanity filter is not overly important – what
matters is that the insane forecasts are weeded out. To treat all forecast procedures on an
equal footing the insanity filter is implemented for all procedures.

Results

Table 4.1 contains the relative mean square forecast errors (MSE) for each group of
variables when averaged over all horizons h = 1, 3, 6 and 12. The last column contains the
average over all variable types. From this column it is seen that the Lasso gives the most
precise forecasts on average. Whether one uses it to forecast recursively or directly is of
no importance. The Lasso actually has a relative mean square forecast error below one for
all groups of variables indicating its stability. Note also that except for the output and
income group and the stock market group the most precise procedure is always the Lasso
in either its recursive or direct variant. The plain Lasso actually outperforms its adaptive
versions by a big margin. However, the relatively imprecise forecasts of these is to a high
extent due to their poor performance when applied to the housing group. For this group
the initial least squares estimator often gives wild initial parameter estimates resulting in
unintelligent weights in the adaptive Lasso. However, this problem can be alleviated by
using a regularized estimator such as the Lasso as initial estimator instead.

Output Labor Housing Consumption Money Bonds and Prices Stock Total
and Market Orders and Exchange Market

Income Inventories Credit Rates

Recursive Forecasts
Lasso 0.537 0.593 0.575 0.540 0.503 0.450 0.549 0.754 0.563
aLasso 0.579 0.696 5.000 0.601 0.503 1.143 0.583 0.762 1.234
agLasso 0.615 0.791 6.174 0.831 0.520 1.468 0.650 0.749 1.475

Direct Forecasts
OLS-VAR 1.281 1.346 1.063 1.154 0.922 1.382 0.948 1.862 1.245
Lasso 0.556 0.582 0.511 0.575 0.499 0.480 0.553 0.750 0.563
aLasso 0.616 0.740 5.138 0.676 0.512 1.096 0.602 0.771 1.269
agLasso 0.614 0.790 6.152 0.830 0.521 1.469 0.650 0.749 1.472

Factor model forecasts
CF 1 0.545 0.610 0.819 0.654 0.520 0.516 0.610 0.803 0.635
CF 2 0.539 0.605 0.859 0.635 0.520 0.497 0.595 0.845 0.637
CF 3 0.531 0.621 0.859 0.603 0.521 0.494 0.589 0.847 0.633
CF 4 0.528 0.618 0.827 0.591 0.522 0.494 0.587 0.839 0.626
CF 5 0.536 0.619 0.824 0.603 0.522 0.496 0.592 0.844 0.629
CF BIC 0.541 0.610 0.853 0.651 0.544 0.569 0.609 0.830 0.651

Univariate forecasts
LSTAR 0.632 0.592 0.812 0.613 1.854 0.477 4.590 0.886 1.307
AR(1) 0.915 0.801 0.771 0.842 0.916 0.710 1.129 1.357 0.930

Table 4.1: MSE relative to the recursive VAR MSE, average across all forecast horizons.
Lowest relative MSE in bold.

In line with their strategy of finding common factors in the data set the factor models
give reasonably precise forecasts for all types of variables resulting in mean square forecast
error ratios below one for all groups. On the other hand, no gains seem to be made from
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applying BIC to select the number of factors as opposed to simply fixing the number of
these.

As can be expected from a non-linear procedure like the LSTAR it performs very
well for some series and quite poorly for others. This is in line with the commonly made
observation that non-linear procedures are somewhat ”risky” – a fact which can make
them very useful in forecast combination schemes. To highlight this riskiness note that
the LSTAR outperforms the plain AR(1) for five out of eight series while it still has a
considerably larger relative mean square forecast error than common factor models and
Lasso-type estimators due to its occasionally very imprecise forecasts.

Next, we shall further investigate the above overall findings by considering each forecast
horizon and the composition of the models chosen by the Lasso-type estimators in more
detail. The one month ahead forecast are reported in Table 4.2. Notice that since for

Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Inventories Credit Rates

Lasso 0.6391 0.5566 0.5909 0.5669 0.6675 0.3620 0.7071 0.5206
aLasso 0.7143 0.7787 8.2574 0.6486 0.7059 1.8806 0.8473 0.5499
agLasso 0.8537 1.0761 10.6095 1.3140 0.7324 2.8551 1.0303 0.5172

Factor model forecasts
CF 1 0.6001 0.6833 0.8246 0.7527 0.8166 0.5432 0.8743 0.5851
CF 2 0.5740 0.6734 0.8302 0.7182 0.8177 0.5263 0.8518 0.5813
CF 3 0.5550 0.7175 0.8252 0.6486 0.8173 0.5185 0.8243 0.5887
CF 4 0.5709 0.7361 0.8294 0.6380 0.8165 0.5320 0.8144 0.5774
CF 5 0.5691 0.7328 0.8315 0.6737 0.8183 0.5393 0.8263 0.5848
CF BIC 0.6007 0.6834 0.8244 0.7529 0.8164 0.5432 0.8744 0.5852

Univariate forecasts
LSTAR 0.8742 0.6624 0.7779 0.7035 4.3938 0.3597 1.2135 0.6285
AR(1) 0.9615 0.6772 0.7726 0.7351 1.3980 0.3701 1.5042 0.6431

Table 4.2: MSE relative to the recursive VAR MSE. 1 step ahead forecasts, 96 forecasts

1-month ahead forecasts, recursive and direct forecasts are identical we do not make the
distinction. Table 4.2 shows that common factor models as well as the Lasso and the
adaptive Lasso deliver forecasts that are up to 50% more accurate than those obtained
by a VAR estimated by least squares. The Lasso, and to a lesser extent the adaptive
Lasso outperform common factor models for most groups. The adaptive group Lasso does
perform quite poorly, faring worse than the benchmark VAR in 5 of the groups while
being the best model for the Stock Market series. The two univariate forecasting models
have very similar forecasting performances in most instances. The LSTAR model is less
stable than the AR(1), being the best model for Bonds and Exchange Rates and the worst
for Money and Credit.

To shed further light on these findings Table 4.3 reports the share of variables from a
given group (in columns) retained in the equations for variables from another given group
(in rows). The two leftmost entries of the first row in Table 4.3 should be read as: in the
equations where the left-hand side variable belongs to the Output and Income group, 2.5%
of the candidate explanatory variables from the Output and Income group were retained
and 4% of the candidate explanatory variables belonging to the Labor Market group
were retained. The boldfaced number is the largest share for a given row. Some striking
differences between the behavior of the adaptive Lasso and the other two regularization
estimators appear. The adaptive Lasso selects a large shares of variables belonging to the
Consumption, Orders, Inventories series for most equations. The largest share selected by
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Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Inventories Credit Rates

Lasso
Output 0.025 0.040 0.012 0.059 0.016 0.021 0.001 0.004
Labor 0.024 0.094 0.025 0.048 0.010 0.018 0.007 0.030
Housing 0.009 0.024 0.218 0.008 0.052 0.051 0.002 0.064
Consumption 0.022 0.030 0.045 0.107 0.017 0.018 0.006 0.019
Money 0.012 0.018 0.009 0.020 0.137 0.037 0.016 0.026
Bonds 0.007 0.028 0.021 0.035 0.007 0.079 0.023 0.081
Prices 0.016 0.003 0.002 0.033 0.033 0.012 0.077 0.000
Stock 0.000 0.007 0.000 0.039 0.024 0.073 0.010 0.138

Adaptive Lasso
Output 0.011 0.013 0.000 0.104 0.065 0.002 0.020 0.001
Labor 0.012 0.025 0.002 0.100 0.070 0.002 0.020 0.001
Housing 0.036 0.051 0.059 0.233 0.095 0.014 0.039 0.006
Consumption 0.009 0.012 0.001 0.078 0.048 0.002 0.017 0.001
Money 0.001 0.002 0.001 0.009 0.022 0.001 0.003 0.000
Bonds 0.018 0.019 0.001 0.108 0.059 0.007 0.023 0.004
Prices 0.001 0.001 0.000 0.012 0.010 0.000 0.005 0.000
Stock 0.000 0.003 0.000 0.024 0.083 0.000 0.021 0.000

Adaptive Group Lasso
Output 0.043 0.000 0.002 0.175 0.014 0.000 0.000 0.005
Labor 0.001 0.056 0.070 0.103 0.000 0.000 0.000 0.023
Housing 0.000 0.000 0.009 0.000 0.000 0.000 0.000 0.000
Consumption 0.000 0.000 0.000 0.210 0.000 0.000 0.000 0.014
Money 0.000 0.000 0.006 0.000 0.267 0.000 0.000 0.006
Bonds 0.000 0.000 0.038 0.011 0.000 0.115 0.000 0.090
Prices 0.000 0.000 0.000 0.000 0.020 0.000 0.273 0.000
Stock 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.206

Table 4.3: Selection frequency, average over 96 forecasts at horizon 1. Largest share of
selected variables in bold.

the other two estimators is often on the diagonal. Variables belonging to the same group
as the left hand side variable are most often used as predictors. Another feature is that
most of these shares are quite small, indicating the selected models are very sparse. This is
confirmed by Table 4.4 which reports the average number of variables selected per group
and for the whole equation. The models are often very sparse, the Lasso selecting between
6 and 10 out of the 262 candidate variables in each equations. The adaptive group Lasso
often selects no variables at all in the housing equations, with an average of 0.188 variables
per equation. Interestingly, this is also the group where this estimator performs worst.

Table 4.5 reports the results for the 3-months ahead forecasts. The recursive and
direct forecasts do not differ substantially, except for the VAR including all variables
where the recursive model consistently outperforms the direct one. The Lasso consistently
forecasts more precisely than every other procedure except for the Money and Credit
group where it is not far behind CF BIC. The relative MSE are of the same order as
those obtained at the 1-month horizon. The two adaptive estimators still perform very
poorly for Housing and Bonds and Exchange rates. Similar observations can be made for
6-month ahead forecasts reported in Table 4.6, with one noticeable differences: the the
common factor model is more often than previously the best estimator. In both tables 4.5
and 4.6, the LSTAR performs quite well for most groups and in general better than the
AR(1). However, it fails badly for the Prices group at the 3-month horizon.

At the one year horizon (Table 4.7) the relative mean square errors of most procedures
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Output Labor Housing Consumption Money Bonds and Prices Stock Total
and Market Orders and Exchange Market

Income Inventories Credit Rates

Lasso
Output 0.833 2.591 0.238 1.664 0.354 0.919 0.037 0.030 6.665
Labor 0.804 6.034 0.506 1.340 0.223 0.779 0.275 0.236 10.196
Housing 0.301 1.557 4.356 0.227 1.151 2.227 0.086 0.512 10.419
Consumption 0.754 1.911 0.900 3.006 0.369 0.790 0.256 0.155 8.141
Money 0.403 1.149 0.176 0.565 3.023 1.606 0.655 0.209 7.787
Bonds 0.244 1.773 0.419 0.974 0.145 3.473 0.973 0.647 8.647
Prices 0.542 0.211 0.036 0.936 0.728 0.537 3.224 0.001 6.216
Stock 0.003 0.427 0.000 1.081 0.526 3.208 0.419 1.107 6.771

Adaptive Lasso
Output 0.385 0.857 0.009 2.920 1.420 0.072 0.857 0.011 6.531
Labor 0.422 1.586 0.033 2.807 1.546 0.093 0.860 0.007 7.353
Housing 1.207 3.275 1.172 6.511 2.092 0.636 1.641 0.050 16.584
Consumption 0.295 0.768 0.018 2.187 1.066 0.068 0.708 0.009 5.119
Money 0.023 0.100 0.027 0.243 0.486 0.038 0.117 0.004 1.039
Bonds 0.597 1.230 0.029 3.031 1.298 0.330 0.950 0.031 7.497
Prices 0.018 0.056 0.000 0.333 0.230 0.003 0.189 0.001 0.831
Stock 0.010 0.174 0.000 0.682 1.826 0.005 0.865 0.000 3.562

Adaptive Group Lasso
Output 1.478 0.000 0.037 4.904 0.310 0.000 0.000 0.039 6.768
Labor 0.044 3.556 1.405 2.873 0.007 0.000 0.000 0.186 8.072
Housing 0.000 0.000 0.188 0.000 0.000 0.000 0.000 0.000 0.188
Consumption 0.000 0.000 0.000 5.874 0.000 0.000 0.000 0.112 5.986
Money 0.000 0.000 0.114 0.000 5.884 0.000 0.000 0.045 6.043
Bonds 0.000 0.000 0.758 0.318 0.000 5.057 0.000 0.717 6.850
Prices 0.000 0.000 0.000 0.000 0.436 0.000 11.476 0.004 11.916
Stock 0.000 0.000 0.000 0.000 0.000 0.000 0.000 1.646 1.646

Table 4.4: Average number of variables per equation, average over 96 forecasts at horizon
1. Largest number of selected variables in bold.

are even lower than at shorter horizons. The adaptive group Lasso delivers the most
accurate forecasts for the Labor Market and Stock Market series while being close to the
best procedure for most other groups. The Lasso outperforms the common factor models
in three groups albeit not by a large margin. Common factors outperform every other
procedure for three groups as well but the Lasso is a close second.

Table 4.8 is similar to table 4.3 for 12 month ahead forecasts. Since the Lasso uses the
same model for each horizon only results for the direct forecasts are reported. The Lasso
displays a pattern of selection different to that at the one month horizon (see table 4.3)
selecting fewer variables on the diagonal and often selecting series belonging to the Housing
group. The adaptive Lasso predominantly selects variables from the Money and Credit
group, while it mostly selected Consumption, Orders, and Inventories at the one month
horizon. The same finding is true for the adaptive group Lasso – its selection pattern is
now much more off-diagonal than previously. Finally, for the housing equation it never
selects any variables resulting in forecasts that simply equal the mean of the estimation
period.

4.6 Conclusion

In this paper we have studied the properties of the adaptive Lasso and the adaptive group
Lasso when applied to stationary vector autoregressions of fixed dimension. The adaptive
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Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Inventories Credit Rates

Recursive Forecasts
Lasso 0.6606 0.7688 0.6632 0.7184 0.6197 0.5155 0.7497 0.7970
aLasso 0.7070 0.8781 6.5737 0.7826 0.5902 1.2767 0.7368 0.8048
agLasso 0.7397 0.9911 8.1884 1.0178 0.6170 1.5313 0.7956 0.7871

Direct Forecasts
OLS-VAR 2.2095 1.8309 1.2194 1.4316 1.3817 1.5667 1.2341 2.0118
Lasso 0.6830 0.7115 0.5980 0.7175 0.6019 0.5593 0.7364 0.7846
aLasso 0.7277 0.9519 6.5100 0.8264 0.6080 1.2070 0.7446 0.8041
agLasso 0.7395 0.9901 8.1591 1.0169 0.6171 1.5317 0.7957 0.7873

Factor model forecasts
CF 1 0.6945 0.7585 0.9643 0.8606 0.5852 0.5875 0.7680 0.8184
CF 2 0.6868 0.7396 1.0159 0.8293 0.5872 0.5739 0.7429 0.8775
CF 3 0.6818 0.7496 1.0141 0.7902 0.5892 0.5708 0.7440 0.8810
CF 4 0.6737 0.7514 0.9959 0.7784 0.5896 0.5663 0.7448 0.8678
CF 5 0.7024 0.7562 1.0058 0.7823 0.5886 0.5655 0.7532 0.8709
CF BIC 0.6667 0.7438 0.9726 0.8422 0.5822 0.6388 0.7626 0.8363

Univariate forecasts
LSTAR 0.7334 0.7178 0.8210 0.7918 1.1548 0.5436 16.2912 1.0083
AR(1) 1.1481 1.0042 0.8365 1.1427 0.9493 0.8433 1.4706 1.5428

Table 4.5: MSE relative to the recursive VAR MSE 3 step ahead forecasts, 94 forecasts

Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Inventories Credit Rates

Recursive Forecasts
Lasso 0.5832 0.7370 0.6447 0.6178 0.4571 0.5671 0.5597 0.9042
aLasso 0.6231 0.8004 3.8090 0.6812 0.4479 0.9428 0.5651 0.9007
agLasso 0.6010 0.7900 4.4731 0.7246 0.4630 1.0267 0.5862 0.8985

Direct Forecasts
OLS-VAR 1.1667 1.4914 1.1594 1.3400 0.7106 1.5516 0.9754 1.6656
Lasso 0.6258 0.7393 0.5105 0.6802 0.4519 0.5880 0.5694 0.9033
aLasso 0.6846 0.8297 4.2371 0.7826 0.4612 0.8562 0.5854 0.9122
agLasso 0.6002 0.7871 4.4401 0.7225 0.4632 1.0279 0.5862 0.8985

Factor model forecasts
CF 1 0.6225 0.6947 0.9298 0.7093 0.4204 0.5831 0.6052 0.9555
CF 2 0.6260 0.6943 1.0067 0.6953 0.4200 0.5555 0.5946 1.0185
CF 3 0.6128 0.6989 1.0064 0.6653 0.4217 0.5577 0.5946 1.0140
CF 4 0.5999 0.6784 0.9522 0.6550 0.4213 0.5548 0.5951 0.9990
CF 5 0.6015 0.6818 0.9427 0.6588 0.4214 0.5594 0.5951 1.0065
CF BIC 0.6083 0.6742 0.9449 0.6827 0.4522 0.6854 0.5975 1.0131

Univariate forecasts
LSTAR 0.6442 0.6782 0.9285 0.6719 0.5898 0.6109 0.6481 1.0313
AR(1) 1.0351 0.9905 0.8884 0.9904 0.7726 0.9432 1.1250 1.6410

Table 4.6: MSE relative to the recursive VAR MSE, 6 step ahead forecasts, 91 forecasts

Lasso was shown to possess the oracle property in the sense that all truly zero parameters
will be classified as such asymptotically, while the estimators of the non-zero parameters
have the same asymptotic distribution as if least squares had been used to the model only
including the relevant variables.

Since many variables are naturally classified into groups of similar variables (like in
the large macroeconomic dataset used in this paper) one may naturally ask the question
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Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Inventories Credit Rates

Recursive Forecasts
Lasso 0.2652 0.3111 0.4014 0.2562 0.2693 0.3544 0.1788 0.7923
aLasso 0.2713 0.3279 1.3618 0.2918 0.2665 0.4715 0.1841 0.7946
agLasso 0.2654 0.3074 1.4246 0.2686 0.2695 0.4605 0.1879 0.7916

Direct Forecasts
OLS-VAR 0.7486 1.0626 0.8729 0.8459 0.5968 1.4079 0.5838 2.7719
Lasso 0.2769 0.3193 0.3449 0.3371 0.2746 0.4097 0.2000 0.7907
aLasso 0.3374 0.4007 1.5484 0.4447 0.2736 0.4407 0.2287 0.8172
agLasso 0.2644 0.3052 1.3988 0.2660 0.2697 0.4617 0.1879 0.7917

Factor model forecasts
CF 1 0.2619 0.3052 0.5581 0.2915 0.2572 0.3512 0.1938 0.8532
CF 2 0.2704 0.3137 0.5844 0.2963 0.2566 0.3320 0.1926 0.9023
CF 3 0.2735 0.3165 0.5911 0.3073 0.2578 0.3291 0.1924 0.9054
CF 4 0.2673 0.3054 0.5305 0.2945 0.2589 0.3219 0.1918 0.9125
CF 5 0.2690 0.3059 0.5174 0.2953 0.2581 0.3214 0.1940 0.9134
CF BIC 0.2864 0.3384 0.6699 0.3245 0.3264 0.4079 0.1995 0.8848

Univariate forecasts
LSTAR 0.2769 0.3088 0.7204 0.2867 1.2769 0.3920 0.2086 0.8764
AR(1) 0.5152 0.5325 0.5862 0.5007 0.5440 0.6828 0.4152 1.6023

Table 4.7: MSE relative to the recursive VAR MSE, 12 step ahead forecasts, 85 forecasts

whether certain groups of variables are relevant for the task of explaining another variable.
For this reason the asymptotic properties of the adaptive group Lasso were investigated
and it was shown that it possesses a version of the oracle property.

The performance of these two estimators in terms of forecast precision was investigated
by comparing different forecasting procedures using the data by Ludvigson and Ng (2009).
The plain Lasso was found to give the most precise forecasts on average while its adaptive
variants had problems forecasting the housing series due to imprecise initial least squares
estimates. The forecasts from the common factor models were relatively precise for all
series while the non-linear LSTAR was much more unpredictable.

4.7 Appendix

Proof of Theorem 26: The proof is inspired by the proof of Theorem 2 in Zou (2006) and
the proof of Theorem 2 in Kock (2012). Letting β = β∗ + u√

T
the objective function (4.3)

may also be written as

LT (u) =

∥∥∥∥y −X (β∗ +
u√
T

)∥∥∥∥2

+ λT

N2p∑
i=1

ŵi

∣∣∣∣β∗i +
ui√
T

∣∣∣∣ (4.5)

Let û = arg minLT (u). It follows that β̂ = β∗ + û√
T

and so û =
√
T
(
β̂ − β∗

)
.
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Output Labor Housing Consumption Money Bonds and Prices Stock
and Market Orders and Exchange Market

Income Investment Credit Rates

Direct Lasso
Output 0.004 0.003 0.006 0.023 0.017 0.027 0.008 0.000
Labor 0.001 0.016 0.022 0.018 0.022 0.042 0.005 0.007
Housing 0.008 0.083 0.216 0.082 0.092 0.131 0.002 0.003
Consumption 0.006 0.012 0.059 0.011 0.043 0.030 0.004 0.005
Money 0.001 0.007 0.003 0.015 0.017 0.006 0.005 0.016
Bonds 0.012 0.015 0.070 0.016 0.017 0.035 0.018 0.056
Prices 0.001 0.005 0.011 0.000 0.007 0.001 0.005 0.003
Stock 0.002 0.000 0.000 0.003 0.000 0.000 0.000 0.000

Direct Adaptive Lasso
Output 0.001 0.001 0.000 0.010 0.040 0.000 0.011 0.000
Labor 0.006 0.007 0.000 0.022 0.045 0.000 0.012 0.000
Housing 0.016 0.022 0.016 0.078 0.072 0.002 0.027 0.000
Consumption 0.006 0.007 0.000 0.019 0.036 0.000 0.013 0.000
Money 0.001 0.000 0.000 0.001 0.018 0.000 0.001 0.000
Bonds 0.001 0.004 0.002 0.011 0.032 0.000 0.012 0.000
Prices 0.001 0.001 0.000 0.002 0.010 0.000 0.002 0.000
Stock 0.002 0.001 0.000 0.001 0.014 0.000 0.000 0.000

Direct Adaptive Group Lasso
Output 0.034 0.000 0.004 0.094 0.037 0.033 0.000 0.006
Labor 0.000 0.025 0.086 0.042 0.008 0.009 0.020 0.005
Housing 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000
Consumption 0.001 0.000 0.059 0.046 0.034 0.009 0.017 0.004
Money 0.000 0.001 0.026 0.034 0.034 0.006 0.032 0.018
Bonds 0.000 0.001 0.091 0.021 0.020 0.109 0.000 0.004
Prices 0.016 0.000 0.007 0.013 0.041 0.000 0.080 0.004
Stock 0.000 0.000 0.000 0.012 0.029 0.065 0.000 0.015

Table 4.8: Selection frequency, average over 85 forecasts at horizon 12. Most selected group
in bold.

Next, define

VT (u) = LT (u)− LT (0)

=

∥∥∥∥y −X (β∗ +
u√
T

)∥∥∥∥2

−
∥∥y −Xβ∗∥∥2

+ λT

N2p∑
i=1

ŵi

(∣∣∣∣β∗i +
ui√
T

∣∣∣∣− |β∗i |
)

= u′
X ′X

T
u− 2

u′X ′ε√
T

+ λT

N2p∑
i=1

ŵi

(∣∣∣∣β∗i +
ui√
T

∣∣∣∣− |β∗i |
)

(4.6)

By Theorem 11.2.1 in Brockwell and Davis (2009) it follows that u′X′Xu
T → u′(IN⊗C)u

in probability for any u ∈ RN2p. Furthermore, it follows from Proposition 7.9 in Hamilton
(1994) (see also expression 11.A.3 page 341 in Hamilton (1994)) that X′ε√

T
→d W ∼

N (0,Σ⊗ C). Hence,

u′
X ′X

T
u− 2

u′X ′ε√
T
→d u

′(IN ⊗ C)u− 2u′W (4.7)

In addition, if β∗i 6= 0
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λT ŵi

(∣∣∣∣β∗i +
ui√
T

∣∣∣∣−|β∗i |
)

= λT

∣∣∣∣ 1

β̂I,i

∣∣∣∣γ ui√
T

(∣∣∣∣β∗i +
ui√
T

∣∣∣∣−|β∗i |
)
/
( uj√

T

)
=

λT
T 1/2

∣∣∣∣ 1

β̂I,i

∣∣∣∣γ ui
(∣∣∣∣β∗i +

ui√
T

∣∣∣∣−|β∗i |
)
/
( ui√

T

)
→ 0 in probability (4.8)

for every ui ∈ R since (i): λT /T
1/2 → 0, (ii):

∣∣1/β̂I,i∣∣γ → ∣∣1/β∗i ∣∣γ < ∞ in probability
and

(iii): ui

(∣∣∣β∗i + ui√
T

∣∣∣−∣∣β∗i ∣∣) /( ui√
T

)
→ uisign(β∗i ).

If, on the other hand, β∗i = 0

λT ŵi

(∣∣∣∣β∗i +
ui√
T

∣∣∣∣−|β∗i |
)

=
λT
T 1/2

∣∣∣∣ 1

β̂I,i

∣∣∣∣γ |ui| = λT
T 1/2−γ/2

∣∣∣∣∣ 1√
T β̂I,i

∣∣∣∣∣
γ

|ui|

→

{
∞ in probability if ui 6= 0

0 in probability if ui = 0
(4.9)

since (i): λT
T 1/2−γ/2 →∞ and (ii):

√
T β̂i is tight.

Using the convergence results (4.7)-(4.9) in (4.6) yields

VT (u)→d V (u) =

{
u′(IN ⊗ C)u− 2u′W if ui = 0 for all i ∈ Ac

∞ if ui 6= 0 for some i ∈ Ac

Since VT (u) is convex and V (u) has a unique minimum it follows from Knight (1999) (or
alternatively Knight and Fu (2000)) that arg minVT (u)→d arg minV (u). Hence,

ûAc →d δ
|Ac|
0 (4.10)

ûA →d N
(
0, [(IN ⊗ C)A]−1[Σ⊗ C]A[(IN ⊗ C)A]−1

)
(4.11)

where δ0 is the Dirac measure at 0 and |Ac| is the cardinality of Ac (hence, δ
|Ac|
0 is

the |Ac|-dimensional Dirac measure at 0). Notice that (4.10) implies that ûAc → 0 in
probability. An equivalent formulation of (4.10)-(4.11) is

√
T (β̂Ac − β∗Ac)→d δ

|Ac|
0 (4.12)

√
T (β̂A − β∗A)→d N

(
0, [(IN ⊗ C)A]−1[Σ⊗ C]A[(IN ⊗ C)A]−1

)
(4.13)

(4.12)-(4.13) yield the consistency part of the theorem at the rate of
√
T for β̂. (4.13)

also yields the oracle efficient asymptotic distribution for β̂A, i.e. part (3) of the theorem.

It remains to show part (2) of the theorem; P (β̂Ac = 0)→ 1.

Assume β̂j 6= 0 for j ∈ Ac. Then, letting xj denote the jth column of X, it follows
from the first order conditions
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2x′j(y −Xβ̂) + λT ŵjsign(β̂j) = 0

or equivalently,

2x′j
(
y −Xβ̂

)
T 1/2

+
λT ŵjsign(β̂j)

T 1/2
= 0 (4.14)

First, consider the second term in (4.14)

∣∣∣∣∣λT ŵjsign(β̂j)

T 1/2

∣∣∣∣∣ =
λT ŵj
T 1/2

=
λT

T 1/2−γ/2 |T 1/2β̂I,j |
γ →∞

since
√
T β̂I,j is tight. Regarding the first term in (4.14),

2x′j
(
y −Xβ̂

)
T 1/2

=
2x′j

(
ε−X[β̂ − β∗]

)
T 1/2

=
2x′jε

T 1/2
−

2x′jX

T

√
T [β̂ − β∗]

Assuming βj is the coefficient to the kth variable in the ith equation (so the jth column
of X is the kth variable in the ith equation) it follows from the same arguments as those

preceding (4.6) that
x′jε

T 1/2 →d N(0,ΣiiCkk).
x′jX

T →p (IN ⊗ C)j where (IN ⊗ C)j is the

jth row of (IN ⊗C). Hence,
x′jε

T 1/2 and
x′jX

T are tight. The same is the case for
√
T [β̂ − β∗]

since it converges weakly by (4.12)-(4.13). Taken together,
2x′j(y−Xβ̂)

T 1/2 is tight and so

P (β̂j 6= 0) ≤ P

(
2x′j

(
y −Xβ̂

)
T 1/2

+
λT ŵjsign(β̂j)

T 1/2
= 0

)
→ 0

Proof of Theorem 27. The idea of the proof is similar to the one of Theorem 1. Letting
β = β∗ + u√

T
the objective function (4.4) may also be written as

L̃T (u) =

∥∥∥∥y −X (β∗ +
u√
T

)∥∥∥∥2

+ λT

M∑
i=1

w̃i

∥∥∥∥β∗Gi +
uGi√
T

∥∥∥∥ (4.15)

Let ũ = arg minLT (u). It follows that β̃ = β∗ + ũ√
T

and so ũ =
√
T
(
β̃ − β∗

)
.

Next, define

ṼT (u) = L̃T (u)− L̃T (0)

=

∥∥∥∥y −X (β∗ +
u√
T

)∥∥∥∥2

−
∥∥y −Xβ∗∥∥2

+ λT

M∑
i=1

w̃i

(∥∥∥∥β∗Gi +
uGi√
T

∥∥∥∥−∥∥β∗Gi∥∥
)

= u′
X ′X

T
u− 2

u′X ′ε√
T

+ λT

M∑
i=1

w̃i

(∥∥∥∥β∗Gi +
uGi√
T

∥∥∥∥−∥∥β∗Gi∥∥
)

(4.16)
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By Theorem 11.2.1 in Brockwell and Davis (2009) it follows that u
′X′Xu
T →p u

′(IN⊗C)u

in probability for any u ∈ RN2p. Furthermore, it follows from Proposition 7.9 in Hamilton
(1994) (see also expression 11.A.3 page 341 in Hamilton (1994)) that X′ε√

T
→d W where

W ∼ N (0,Σ⊗ C). Hence,

u′
X ′X

T
u− 2

u′X ′ε√
T
→d u

′(IN ⊗ C)u− 2u′W (4.17)

In addition, if β∗Gi 6= 0, it follows by continuity of the norm that

∣∣∣∣∣∣λT w̃i
(∥∥∥∥β∗Gi +

uGi√
T

∥∥∥∥−∥∥β∗Gi∥∥
)∣∣∣∣∣∣ ≤ λT w̃i

∥∥∥∥uGi√T
∥∥∥∥ =

λT√
T

‖uGi‖∥∥∥β̂I,Gi∥∥∥γ (4.18)

→ 0 in probability

since (i): λT /T
1/2 → 0 and (ii): 1

‖β̂I,Gi‖
γ → 1∥∥∥β∗Gi∥∥∥γ <∞ in probability. If, on the other

hand, β∗Gi = 0

λT w̃i

(∥∥∥∥β∗Gi +
uGi√
T

∥∥∥∥−∥∥β∗Gi∥∥
)

= λT w̃i

∥∥∥∥uGi√T
∥∥∥∥ =

λT
T 1/2−γ/2

‖uGi‖∥∥∥√T β̂I,Gi∥∥∥γ
→

{
∞ in probability if uGi 6= 0

0 in probability if uGi = 0
(4.19)

since (i): λT
T 1/2−γ/2 →∞ and (ii):

√
T β̂I,Gi is tight.

Using the convergence results (4.17)-(4.19) in (4.16)

ṼT (u)→d Ṽ (u) =

{
u′(IN ⊗ C)u− 2u′W if uGi = 0 for all i ∈ Ac

∞ if uGi 6= 0 for some i ∈ Ac

Since ṼT (u) is convex and Ṽ (u) has a unique minimum it follows from Knight (1999) (or
alternatively Knight and Fu (2000)) that arg min ṼT (u)→d arg min Ṽ (u). Hence,

ũGc →d δ
|Gc|
0 (4.20)

ũG →d N
(
0, [(IN ⊗ C)G ]−1[Σ⊗ C]G [(IN ⊗ C)G ]−1

)
(4.21)

where δ0 is the Dirac measure at 0 and |Gc| is the cardinality of Gc. Notice that (4.20)
implies that ũGc → 0 in probability. An equivalent formulation of (4.20)-(4.21) is

√
T (β̃Gc − β∗Gc)→d δ

|Gc|
0 (4.22)

√
T (β̃G − β∗G)→d N

(
0, [(IN ⊗ C)G ]−1[Σ⊗ C]G [(IN ⊗ C)G ]−1

)
(4.23)

(4.22)-(4.23) yield the consistency part of the theorem at the rate of
√
T for β̃. (4.23)

also yields the asymptotic distribution for β̃G , i.e. part 3 of the theorem. It remains to
show part 2 of the theorem; P (β̃Gc = 0)→ 1.
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Assume β̃Gi 6= 0 for i ∈ Ac. Then all entries β̃Gi,j , 1 ≤ j ≤ |Gi| satisfy the first order
condition

2x′j(y −Xβ̃) + λT w̃i
∥∥β̃Gi∥∥−1

β̃Gi,j = 0

or equivalently,

2x′j(y −Xβ̃)

T 1/2
+
λT w̃i

∥∥β̃Gi∥∥−1
β̃Gi,j

T 1/2
= 0

This also implies

max
1≤j≤|Gi|

∣∣∣∣∣2x′j(y −Xβ̃)

T 1/2

∣∣∣∣∣ = max
1≤j≤|Gi|

∣∣∣∣∣∣λT w̃i
∥∥β̃Gi∥∥−1

β̃Gi,j

T 1/2

∣∣∣∣∣∣ (4.24)

First, consider the right hand side of (4.24). To this end note that

max1≤j≤|Gi| |β̃Gi,j |∥∥β̃Gi∥∥ ≥
max1≤j≤|Gi| |β̃Gi,j |∑|Gi|

j=1

∣∣β̃Gi,j∣∣ ≥
max1≤j≤|Gi| |β̃Gi,j |
|Gi|max1≤j≤|Gi| |β̃Gi,j |

=
1

|Gi|

This implies

max
1≤j≤|Gi|

∣∣∣∣∣∣λT w̃i
∥∥β̃Gi∥∥−1

β̃Gi,j

T 1/2

∣∣∣∣∣∣ =
λT w̃i
T 1/2

max1≤j≤|Gi| |β̃Gi,j |∥∥β̃Gj∥∥
≥ λT
T 1/2−γ/2

1∥∥T 1/2β̂I,Gi
∥∥γ 1

|Gi|
→p ∞

since
√
T β̂I,Gi is tight.

Regarding the left hand side in (4.24),

2x′j
(
y −Xβ̃

)
T 1/2

=
2x′j

(
ε−X[β̃ − β∗]

)
T 1/2

=
2x′jε

T 1/2
−

2x′jX

T

√
T [β̃ − β∗]

Assuming βj is a coefficient to the kth variable in the ith equation it follows from the

same arguments as those preceding (4.16) that
x′jε

T 1/2 →d N(0,Σ2
iiCkk).

x′jX

T →p (IN ⊗ C)j

where (IN ⊗ C)j is the ith row of (IN ⊗ C). Hence,
x′jε

T 1/2 and
x′jX

T are tight. The same

is the case for
√
T [β̃ − β∗] since it converges weakly by (4.22)-(4.23). Taken together,

2x′j(y−Xβ̃)
T 1/2 is tight for all j = 1, ..., N2p. Furthermore,

P

(
max

1≤j≤|Gi|

∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ > K

)
≤ |Gi| max

1≤j≤|Gi|
P

(∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ > K

)

≤ |Gi| max
1≤j≤|Gi|

sup
T≥1

P

(∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ > K

)
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implies

sup
T≥1

P

(
max

1≤j≤|Gi|

∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ > K

)
≤ |Gi| max

1≤j≤|Gi|
sup
T≥1

P

(∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ > K

)

And so, for any δ > 0 by choosing K sufficiently large it follows from the tightness of
2x′j(y−Xβ̃)

T 1/2 , j ∈ Gi that

inf
T≥1

P

(
max

1≤j≤|Gi|

∣∣∣∣2x′j
(
y −Xβ̃

)
T 1/2

∣∣∣∣ ≤ K
)
≥ 1− δ

Since the right hand side in (4.24) will be larger than K from a certain step and onwards
it follows that P (β̃Gi = 0)→ 1.
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