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Digital humanities and web archives: Possible new paths for combining datasets 
 
 
Abstract: This article discusses the importance of web archives making their collections available as 
data and not only as sources seen through the Wayback Machine’s interface where only individual 
web pages are displayed. This will help unlock the full potential of the treasure trove that web 
archives constitute, and thereby also open up for methods from the wider field of digital humanities. 
Based on a case study of the entire Danish web domain .dk the article discusses methodological 
challenges involved in combining large extracted datasets from web archives, namely metadata 
about the size of websites and data about hyperlinks from the same websites. The aim is to answer 
the following two questions: 1) How to combine two different types of datasets extracted from a 
web archive, in this case the Danish Netarkivet? 2) What can the result of such a combination teach 
us about the structural characteristics of the Danish web domain from 2006 to 2015? The article 
shows that, indeed, it is possible to go beyond the Wayback Machine as the prime interface to web 
archives by combining two distinct datasets, and that such a venture can provide valuable 
knowledge about the overall structure of the Danish web domain, thus highlighting that websites of 
the same size tend to constitute isolated ‘link islands’, and that big websites are also the most 
important in the hyperlink network, which is more clearly the case in 2015 than in 2006. 
 
Keywords: web archive, metadata, hyperlink, network, national web domain, Denmark 
 
1. Digital humanities and web archives 
The intellectual history of the parallel lives of digital humanities and the researcher use of digital 
sources in web archives still remains to be written (Brügger & Laursen 2020a, p. 2). However, it is 
fair to maintain that these two separate strands of research interests and approaches intersect 
insofar as they both treat digital material, and to a large extent they do this by the use of digital 
methods (Brügger 2016). Since the mid-1990s a number of national and international web archiving 
initiatives have been established, and web archives constitute some of the largest collections of 
reborn digital cultural heritage (for overviews, see Webster 2017, 2018; Vlassenroot et al. 2019).1 It 
is therefore not surprising that also within the digital humanities there is an emerging interest in 
studying web archives (e.g. Brügger 2016; Brügger & Laursen 2019b; Owens & Padilla 2020), but 
digital humanities and web archive studies could definitely benefit from a more in-depth sharing of 
methods and theories. 

One thing that can help promote the establishing of a common ground between digital 
humanities and web archive studies is to make web archives ready to be used for genuine digital 
methods. This may sound self-evident, but the fact is that, in the main, web archive content is not 
yet well suited for digital methods because most web archives make their collections available as 
sources, and not as data, to follow the distinction in Owens & Padilla (2020). By and large access to 
web archives is limited to variations over the Wayback Machine that is familiar to users of the 
Internet Archive (archive.org). Consequently most web archives only offer very limited access to 

                                                      
1 The archived web is a very different type of document compared to digitized or born-digital material, such as a digitized 
newspaper or the web in its online state. Brügger (2018) has coined the term ‘reborn digital material’ to highlight the 
fact that the born-digital online web is changed fundamentally: a) when it is collected, b) when it is preserved, and c) 
when it is rendered for research. 
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their collections as data, such as extracted words, hyperlinks, or metadata in log files from the web 
crawling process. 

As is the case with any access interface, the Wayback Machine allows for certain types of 
research projects but hinders or impedes others.2 The Wayback Machine is useful for researchers 
who want to study the actual content close to as it looked on the web page in the past, and who 
want to do this only on a small number of websites. To enable a much bigger variety of research 
projects it is imperative that other entry points are provided for researchers. This will help unlock 
the full potential of the treasure trove that web archives constitute, and thereby also open up for 
methods from the wider field of digital humanities.3 

Only a limited number of web archives are open to the wider public, most notably the US based 
Internet Archive, but also the Portuguese, the Croatian, the Australian, and the Icelandic web 
archives, and open collections such as the Common Crawl (commoncrawl.org). However, although 
these web archives are online accessible for everyone by and large they do not allow for having data 
extracted.4 The national Danish web archive Netarkivet is one of the very few national web archives 
where content can be extracted from the collections and transferred to a researcher’s computer 
environment.5 This possibility opens up a wide array of studies that can never be performed with 
the Wayback Machine, but this opportunity also comes with a number of methodological challenges 
for the researcher, one of which shall be investigated in this article, namely how to combine 
different extracted datasets, in this case metadata about file sizes and number of files with data 
about hyperlinks. 

As pointed out in Brügger 2018, one of the defining features of the online web is its fragmented 
nature. The web pages we see when browsing today’s web are patched together by a number of 
individual files (images, graphics, etc.) and an array of different tags in the HTML source code 
(Brügger 2018, p. 26-28). This fragmentation also applies to the archived web. What was archived 
years ago was not the web page as it was shown in a user’s browser, but rather the bits and pieces 
of which it was composed when it was rendered on the user’s computer screen. However, once the 
archived web is replayed in the Wayback Machine the bits and pieces are combined once again to 
recreate the web page as close as possible to what it looked like.6 This also implies that the 
researcher who wants web material extracted from a web archive will not have the material 
extracted as web pages, but as the bits and pieces of which the web archive’s collection is actually 
composed, such as HTML files, other file types, or whatever information can be found between two 
tags in the source code, including hyperlink information. In brief: the Wayback Machine gives the 
researcher web pages, whereas extraction provides the researchers with the fragments they want 
to study, be that images, hyperlinks, or a host of automatically generated metadata. Therefore, a 

                                                      
2 For a critical analysis of the Wayback Machine’s impact on research, see Ben-David & Amram 2018. 
3 There are exceptions where extracted web data from web archives is studied, either a dataset made available by a 
web archive (like the JISC Dataset available at the UK Web Archive, see several chapters in Brügger & Schroeder 2017), 
data extracted from a web archive by the researchers themselves (e.g. Weltevrede & Helmond, 2012; Ben-David 2016; 
Helmond 2017; Weber 2012), or web archive data extracted as a collaboration between a web archive and researchers 
(Brügger et al. 2020; Nielsen 2019). But the majority of web archive studies depend on the Wayback Machine as their 
main access point, cf. the overview in Brügger 2018, p. 41-72. 
4 Exceptions are the Portuguese web archive Arquivo.pt where an API access is offered, the Common Crawl, and the 
Internet Archive’s subscription service Archive-It (archive-it.org). 
5 For a history of Netarkivet, see Laursen & Møldrup-Dalum 2017. 
6 For reflections about the temporalities embedded in web pages being rendered in the Wayback Machine, see  Brügger 
2018, p. 115-117; Ainsworth et al. 2015; Hockx-Yu 2015. 
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given corpus of extracted websites comes in the form of not only one dataset, but several datasets, 
e.g. one with the metadata, one with the text, one with hyperlinks, one with image files, etc. This 
leaves the researcher with the task of recombining the datasets, but in a very different way than 
the Wayback Machine recombines the bits and pieces of a web page to replay it. 

Based on a case study of the entire Danish web domain .dk, this article presents and discusses 
some of the methodological challenges involved in combining large extracted datasets from web 
archives with a view to answering the following two questions: 1) How to combine two different 
types of datasets extracted from a web archive, in this case Netarkivet? 2) What can the result of 
such a combination teach us about the structural characteristics of the Danish web domain? Thus, 
the article develops methods and offers a small-scale showcase of how those methods can be 
applied to generate empirical results about a national web domain. 

 
2. Studying the development of the Danish web domain 
This article takes its point of departure in the research project ‘Probing a nation’s web domain’, 
which has been going on since 2014. The aim of the project is threefold: 1) To use the holdings of 
Netarkivet to analyse the development of the entire Danish web domain using a variety of ‘probes’; 
2) To develop Big Data methods that can enable such a study but can also be scaled down from this 
exteme case to fit smaller cases (‘extreme’ because of its volume and complexity); 3) To establish 
methods to create a corpus that can get as close as possible to what the Danish web looked like in 
the past.7 

The project analyses a number of measurement points, ‘probes’, and initially the list of probes 
included investigating the size of the entire Danish web domain (in bites and number of files), size 
of individual websites, geolocation of websites, networks of hyperlinks, speed of content updating, 
software types, language, and semantics (cf. Brügger 2017, p. 67-71). However, due to a number of 
technical and legal challenges the number of probes was reduced. 

The first results were published in 2019-21 (Brügger et al. 2019; Nielsen 2019; Brügger et al. 
2020; Nielsen 2021a; Nielsen 2021b). The present article takes as a starting point one of the results 
in Brügger et al. (2020) — the size of websites on the Danish web — and therefore it is necessary to 
briefly outline the steps taken to reach this result.8 

First, an annual corpus from 2006 to 2015 was established, including the removal of what was 
called ‘versions’, that is, two versions of the same web page that are not identical. This unintended 
archiving happened because web crawlers follow hyperlinks, and analyses showed that app. 50% of 
what was archived in each of the crawls of the entire Danish web was versions. 

Once the annual corpora were delimited three datasets were extracted: 1) Metadata from the 
crawllog, that is, the log file where the actions of the web crawler is recorded; 2) All the hyperlinks 
on all web pages; 3) The text on all web pages (later source code about trackers was also extracted, 
cf. Nielsen 2019). In Brügger et al. (2020) only the first two of these datasets were investigated, and 
they were studied separately. 

The aim of one of the analyses based on metadata from the crawllog was to know more about 
the size of websites on the Danish web and how this has developed. Obviously, size can be measured 
in different ways, such as bytes, number of files, or number of web pages. The size of websites was 

                                                      
7 For an overview of existing studies of national web domains and of challenges involved in studying national web 
domains, including how to delimit a national web, see Brügger & Laursen 2018, and the book chapters in Brügger & 
Laursen 2019b. 
8 For a comprehensive overview of the project, including methodological choices and results, see Brügger et al. 2020. 
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measured in GB and in number of files, but instead of simply calculating an average size of websites 
year by year, the analysis showed the distribution of distinct websites of different size. As the results 
in Fig. 1 and 2 show, the size of websites is very unevenly distributed on the Danish web, regardless 
of whether one looks at size in bytes or in number of files. A very limited number of distinct websites 
are very big, whereas the vast majority of websites are very small. Also, it is very striking that this 
pattern has not changed over a ten year period. 
 

 
 
Fig. 1 Distribution of size of websites in GB (reproduced from Brügger et al. 2020) 
 
 

 
 
Fig. 2 Distribution of number of files per website (reproduced from Brügger et al. 2020) 
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Based on the extracted hyperlink data all extracted hyperlinks on the Danish web were also studied, 
from approximately 2.5 billion hyperlinks in 2006 to 10-11 billion each year in 2010-15. This study 
focuses on two things: 1) Which country-code top-level domains does the entire Danish web link to; 
2) The number of hyperlinks pointing from all web pages on the Danish web to social media 
websites. 

It is obvious that the metadata and the hyperlink datasets can be used as the basis for many 
other studies than the ones referred to here. For instance, the metadata can be used to calculate 
which file types can be found on the Danish web, and the hyperlink data can be used to generate a 
genuine hyperlink network to identify the most important websites on the Danish web, just to give 
a few examples. But the two datasets can also be combined, which the following sections will 
investigate with a view to answering the two questions formulated in the beginning. 

 
3. Investigating website size and hyperlink structure: Combining metadata and hyperlink data 
The two overall questions that guide this article can be combined and reformulated in a more 
concrete way: How can one study the interlinked nature of small, medium size, and big websites on 
the Danish web, and how this has developed? To answer this question one has to combine metadata 
about the distribution of the size of websites with hyperlink data from the same websites. Let us 
first investigate how this can be done, and then showcase a few results in section 3.3.9 

In continuation of the plots in Fig. 1 and 2 above the aim is to examine how the websites in a 
given size range are connected via hyperlinks to: a) Websites in the same size range; b) Smaller 
websites; c) Bigger websites, as illustrated in Fig. 3. This will provide information about whether 
small websites cluster by linking only to other small websites, thus constituting an isolated ‘link 
island’ on the Danish web, or if they link to medium size or to big websites, and the same goes for 
other size groups. The result will show the overall structure of website size and interconnectedness 
on the Danish web domain, and how this has developed from 2006 to 2015. 

 

                                                      
9 There exist some studies of hyperlink networks based on the archived web, e.g. Weber 2012 and several chapters in 
Brügger & Schroeder 2017. However, none of these studies combine hyperlink analysis with information about the size 
of the nodes (websites) with a view to mapping the relation between website size and interconnectedness. 
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Fig. 3 Studying link structure between website size groups, here illustrated with size in GB 
 
 
To be able to fully evalute the following methods and results — and because of the complexity of 
the archived web at this scale — each of the steps in the workflow of establishing, combing and 
analysing the datasets has to be described in some detail.10 
 
3.1 Establishing the two initial datasets 
To make the mapping of the geography of the websites on the Danish web domain we have to start 
with the two datasets mentioned above: Metadata about the distribution of the size of websites, 
and hyperlink data from the same websites.  

First, it is necessary to identify how the data behind the plots in Fig. 1 and 2 were established 
and transformed into the plots. The plots are based on calculations of the size in GB of each website 
(also called ‘domain’), or of the number of objects per website.11 The results of these analyses had 
the following format, with an example in lines 2 and 3: 
 
domain, n 
website1.dk, 452083 
website2.dk, 211846 
 
Which reads: website1.dk has 452,083 objects, website2.dk has 211,846 objects. Based on this data 
the distribution plot is made by “sorting the Web sites by number of files and then dividing the Web 
sites into percentage groups, followed by a calculation of the average number of files for each 
percentage group” (Brügger et al. 2020, np), and the same procedure was used for the figure 

                                                      
10 All steps were performed using a number of R Markdown files (.Rmd), each script could handle more than one of the 
steps (cf. Appendix); also some of the steps were handled in Excel. 
11 Data were extracted from Netarkivet, then located on a High Performance Computer (the DeIC National Cultural 
Heritage Cluster) at the Royal Danish Library. The number of objects and the size in GB per domain were calculated, 
resulting in one csv file per analysis; these annual csv files were compiled in rds files with all the years for each analysis. 
The distribution plots were made based on these rds files. 
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showing size in GB. A ‘percentage group’ can also be termed a group of ‘percentiles’, a percentile 
being the value of one given percentage. Thus, the size of websites can be divided into 100 
percentiles, and e.g. percentiles 57-60 is the percentage group from 57 to 60. The term percentile 
will be used in the following. 

However, the plot only shows how many GB or number of files websites in a given percentile 
are composed of (the column ‘n’), but it does not reveal which concrete websites are actually placed 
in the percentile. Therefore, the next step is to also include the first column with the name of each 
website. Then it is possible to identify all the actual websites that are placed on each of the points 
in the distribution plot of Fig. 1 and 2. It is then possible to pin-point exactly which websites are 
located at each percentile. 

The hyperlink data was extracted from Netarkivet’s full-text index of the entire collection (a Solr 
index), and the same delimitations with respect to versions as in the metadata analysis were used 
to ensure consistency between the two datasets. All hyperlinks that were present on all the web 
pages in each of the annual corpora were extracted, resulting in annual csv files with the following 
format: 
 
source, target, count 
website1.dk, website2.dk, 100 
website3.dk, website1.dk, 50 
 
That is: from ‘source’ there exist links to ‘target’, and there are ‘count’ number of links. Or with the 
example: from website1.dk there are 100 links to website2.dk, from website3.dk there are 50 links 
to website1.dk. 

The data on the location of websites in percentiles and the hyperlink data are now ready to be 
combined in one and the same analysis. 
 
3.2 Combining the two datasets 
Combining the two datasets is made in two steps. First, an extended version of the distribution plot 
analysis is made where all websites are placed in a percentile group, from 1 to 100, depending on 
their size/number of files (this is done by adding a column with percentile group). Second, this 
intermediary dataset is combined with the link data by joining the link data on the percentiles data 
from the distribution data. We now have a dataset where it is possible to identify how many links 
there exist from one given percentile (or range of percentiles) to any other percentile (or range of 
percentiles), and which websites are source and target, respectively. The combined dataset has the 
following extended format (illustrated with the analysis of size in GB), and as can be seen the 
combination has resulted in two new columns being added, source_percentile and 
target_percentile, that is, the percentile where the source website and the target website is placed: 
 
source, target, count, size_gb, source_percentile, target_percentile 
website1.dk, website2.dk, 100, 0.05, 21, 75  
website3.dk, website1.dk, 50, 0.5, 95, 21 
 
This can be read in the following way: from ‘source’, which has the size ‘size_gb’, there exist ‘count’ 
number of links to ‘target’, and source is placed in ‘source_percentile’, and target is placed in 
‘target_percentile’. Or with the example: from website1.dk, which is 0.05 GB big, there are 100 links 
to website2.dk, and website1.dk is placed in the percentile ‘21’, and website2.dk is in percentile 
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‘75’; from website3.dk (size 0.5 GB) there are 50 links to website1.dk, website3.dk is placed in 
percentile ‘95’, website1.dk still in percentile ‘21’. 

One important point has to be noted. As mentioned above, the first step in the combined 
analysis places all websites in a percentile group, from 1 to 100, based on the websites’ size or 
number of files. But when this information is combined with the link data it becomes obvious that 
although all source_percentile will be between 1 and 100 because all websites belong to a 
percentile group due to their size, this is not the case for the target_percentile. We know on which 
website a given hyperlink starts and to which percentile the website belongs, but it may very well 
link to a website that was not archived by Netarkivet and that is therefore not included in any 
percentile, because we do not know its size. And since these linked-to websites were not archived, 
they can only figure as a target (in a target_percentile) and not as a source (in a 
source_percentile). Although the information about hyperlinks pointing out of the archived 
dataset can be interesting, a decision was made to leave it out of the analysis. This decision and its 
potential consequences are discussed in the section ‘Discussion’. 

With the final combined dataset in place, various detailed analyses of the link structure between 
websites of different size can be made. For the showcase in section 3.3 an analysis was performed 
only for the years 2006 and 2015, focusing on percentile groups from 1-80, 81-97, and 98-100, that 
is, very small websites, medium size websites, and very big websites. Also, to save space focus is 
only on size in GBs, but if there are major differences in the dataset where size is calculated as 
number of files these are mentioned. The first part of the analysis investigates the overall linking 
structure between these three percentile groups, whereas the second part makes a genuine 
hyperlink network analysis where the network between individual websites is mapped, and still 
highlighting to which percentile group any one website belongs. To understand the results outlined 
in section 3.3 a few introductory words are necessary about each of these two parts of the analysis. 

The first analysis has two focus points, on the one hand it looks at whether there is a connection 
between percentile groups, and, on the other hand, it identifies how many actual links there are 
between groups. The first case shows if there exists any connection at all, whereas the second 
calculates how much weight the connection has (that is: how many links). One could compare it to 
a road system: in the first case it is mapped if a road connects point A to point B, in the second case, 
the focus is on how broad the road is and thereby how easy it makes it for a user to get from A to 
B.12 In both cases the results are visualised in a circos diagram. 

The second part of the analysis is made as a hyperlink network analysis of links between 
individual websites by using the analytical software Gephi. Since this analysis is not only a simple 
calculation of links between percentile groups, but rather analyses the exact connections between 
individual websites, the dataset becomes bigger and more complicated to handle. For instance, in 
2006 the dataset comprises more than 14 million connections between sources and targets, and in 
2015 the dataset had almost 10 million connections. Therefore, it was necessary to ‘prune’ the 
number of links to make a useful hyperlink network visualization instead of a so-called hairball 
where individual nodes and edges cannot be distinguished (Joque 2018, p. 172-173), and also to be 
able to manage the data in a convenient way in Gephi. These ‘pruned’ link data were imported into 
Gephi for detailed analysis, and link graphs were generated to visualize the results. 
  
3.3 Showcasing results 
                                                      
12 In the dataset the first approach calculates number of rows to a target percentile group, whereas the latter 
summarizes the numbers in the column count within a target percentile group. 
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Let us start by looking at the overall picture of how the small, medium size, and big websites are 
interlinked on the Danish web. The two circos diagrams in Fig. 4 and 5 show the number of 
connections between all the websites in all three percentile groups in 2006 and 2015. 
 
 

  
Fig. 4 Number of connections between the 
three percentile groups (size in GB), 2006 

Fig. 5 Number of connections between the 
three percentile groups (size in GB), 2015 
 

 
 
In 2006, medium size websites establish most connections, followed by small websites, whereas big 
websites have the least connections. If we then look at who each of the groups link to, the vast 
majority of small websites link to other small websites, whereas they link much less to medium size 
websites, and to almost no big websites. And the same pattern is repeated regarding medium size 
websites: they link to websites of the same size, and much less so to smaller and bigger websites. 
In contrast, the link structure from the big websites is evenly distributed between percentile groups: 
a third to small, medium, and big websites, respectively.13 

In 2015, the most striking difference compared to 2006 is that the big websites now have the 
most connections, at the expense of the medium sized websites, whereas the number of 
connections from small websites almost remain the same. When looking at which groups receive 
links small websites still link most to other small websites, but they also link considerably more to 
big websites (and less to websites of medium size). Medium size websites still link most to 
themselves, but now big websites by far link most to other big websites. 

                                                      
13 Regarding this analysis of 2006 the dataset with size as number of files shows a somewhat different picture: small 
websites have much fewer outgoing connections, medium size websites are similar to size measured in GBs, and big 
websites have many more outgoing connections. In terms of in-linking, small websites do not link to small websites, but 
only to medium and big websites. Medium size websites link most to other medium size websites, and half of the 
number of links from big websites link to other big websites, and the rest is divided between the other two groups. 
Thus, in this dataset small websites do not constitute an isolated link island, but medium size websites clearly do. 
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In contrast to the two figures above, Fig. 6 and 7 show how many actual links there exist between 
groups, in other words how much weight the connection has. On the one hand this gives a very 
different picture, but, on the other hand, the overall trend partly remains. 
 

  
Fig. 6 Number of hyperlinks between the three 
percentile groups (size in GB), 2006 

Fig. 7 Number of hyperlinks between the 
three percentile groups (size in GB), 2015 

 
 

In 2006 the vast majority of all links starts from a big website, half as many come from a medium 
size website, and even fewer start from a small website. However, small and medium websites still 
by far link most to websites of similar size, whereas the majority of links from the big websites go 
to big websites, less to medium size, and even less to small websites. 

In 2015 the number of links starting in each group has changed dramatically, compared to 2006. 
Almost three quarters of all links come from big websites, much fewer are from medium size 
websites, and even fewer are from small websites. However, small websites still link most to other 
small websites, but medium size websites have started to link much more to big websites. And the 
big websites link almost exclusively to other big websites. 

In summary, when looking at both the unweighted number of connections (Fig. 4 and 5) and the 
weight of the connections (Fig. 6 and 7) the overall trend is that websites tend to cluster within their 
group, thus constituting isolated ‘link islands’. When comparing the unweighted number of 
connections, in 2006 this trend is particularly predominant for small and medium size websites, 
whereas big websites are less isolated, but in 2015 all three groups tend to link most to themselves, 
although the small websites now link more to big websites. And the same structure is repeated with 
the weighted connections, the small websites being the most consistently linking to themselves in 
2006 and 2015, whereas the medium size websites tend to become more linked to big websites, 
and the big websites become even more isolated. 

Two other trends should be highlighted. First, that big websites become more in-linked in 2015 
compared to 2006, no matter if one looks at number of connections or number of actual links. 
Second, that combining the two approaches of calculating connections and actual links reveals that 
on big websites the number of connections increases, but the number of actual links grows even 
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more. This is another way of saying that the connections, the ‘link highways’, from big websites to 
big websites are more ‘crowded’ compared to those of small and medium size websites that tend 
to be more balanced. 

This first part of the analysis has provided valuable information about the overall structure of 
interconnections between groups of websites of different size on the Danish web. But, it does not 
tell us anything about which concrete websites are actually included in the different groups, 
including which are the most important in the network across and within size groups. To approach 
this question it is necessary to perform a hyperlink network analysis. 

Compared to the analysis above the advantage of a hyperlink network analysis is that it identifies 
the most important nodes in the network, in this case websites. Importance can be measured in 
different ways, such as number of links pointing to a given website (so-called in-degree) or number 
of links pointing out from a website (called out-degree), or it could be the position of a website as a 
‘bridge’ between different linking clusters in the network (betweenness centrality). In the following 
we shall look more closely at the relation between size of websites and importance in the link 
network by investigating which size group the most important websites in the network belong to: 
are the biggest websites also the most important websites when it comes to their role in the 
network? 

In the figures below the size of a node and of its label mirrors its importance as in-linked, out-
linking, or bridge: the bigger the node, the more in- or outlinking connections it has, or a more 
important bridge it is. In addition, nodes are colored to identify which of the three size groups they 
belong to. To make the network graphs manageable and more clear, and to primarily map the 
network of connections, focus is only on connections, and not on the weight of the connections 
(connections are also called ‘edges’ in network analysis). Thus, a line indicates that at least one link 
exists, but not how many links actually connect two given nodes. In 2006, the pruned hyperlink 
network consists of 8,392 websites (nodes) and 20,377 connections between the nodes, in 2015 the 
network was composed of 28,369 nodes and 85,581 edges. 
 

   
Fig. 8-10 Network 2006 with percentile groups (size in GB), green is 98-100, yellow is 81-97, grey is 1-80. 
Only the center of the network is shown. Fig. 8 shows in-degree centrality, Fig. 9 out-degree centrality, 
and Fig. 10 betweenness centrality 

 
 

In 2006, the network is composed of 21% small websites, 40% of medium size, and 39% big websites. 
The most important website regarding in-degree, chart.dk, is placed in the medium size percentile 
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group. Chart.dk is a website to which websites can link to have their number of visitors calculated. 
As Fig. 8 indicates, when looking at the size of the top-20 most in-linked websites, they are split into 
two equally big parts: 9 big websites and 9 medium size websites, and there are even two small 
websites (however, not visible in the graph in Fig. 8). The out-degree network (Fig. 9) tells a different 
story: the most important websites are big websites, but also four medium size websites are among 
the 20 most central. However, in general the big websites are by far the most out-linking websites. 
Finally, the most central bridges in the network (the nodes with the highest degree of betweenness 
centrality) are by and large also big websites, the most central ones being peak.dk and add2me.dk, 
a website measuring website visitors and a website with search and web link directories, 
respectively. The general trend of the Danish hyperlink network in 2006 clearly shows that big 
websites are also the most important nodes in the network, no matter which centrality measure is 
used. However, it is worth noting that: a) One medium size website (chart.dk) is the most important 
in the in-link network; b) When looking at in-links, many medium size websites are as important as 
big websites, but as to out-link and betweenness centrality, the bigger websites have the upper 
hand; c) Among the top-20 none of the nodes are central when it comes to both in- and out-degree, 
but 9 are central to betweenness centrality and to either in- or out-degree. 
 

   
Fig. 11-13 Network 2015 with percentile groups (size in GB), green is 98-100, yellow is 81-97, grey is 1-80. 
Only the center of the network is shown. Fig. 11 shows in-degree centrality, Fig. 12 out-degree centrality, 
and Fig. 13 betweenness centrality. 

 
 
In 2015, the network is composed of 13% small websites, 59% of medium size, and 28% big websites. 
As shown in Fig. 11 the most linked-to website is 123hjemmeside.dk, a web hotel, followed by major 
social media websites like facebook.com, twitter.com, google.com, and youtube.com — all big 
websites. But in the top-20 one also finds three medium size and two small websites, but all with 
considerably smaller numbers of in-links than the big websites. The out-degree network is 
remarkably dominated by big websites. Of the top-20 out-linking websites all are big websites, and 
going further down the list most websites are also big. When investigating betweenness centrality 
19 of the top-20 bridges are big websites, with blogspot.dk being the biggest one. Thus, in 2015 big 
websites are the most important in the hyperlink network, no matter the centrality measure, 
although less so in the in-link network. No websites are in the top-20 regarding both in- and out-
links, but four websites are important in terms of in-linking and betweenness. 
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Finally, let us have a brief look at the historical development in the hyperlink networks. No 
matter the centrality measure, the overall trend is that the big websites become more important 
on the Danish web, at the expense of in particular the medium size websites, whereas the small 
websites tend not to be central in either period. Also, there seems to be a shift regarding the type 
of websites that are both relatively big and important in the network — a shift from websites related 
to the managing of the users’ websites (measuring services like chart.dk, peak.dk, or web hotels like 
add2me.dk and 123hjemmeside.dk) towards social media and big tech websites like Facebook, 
Twitter, and Google. In the pre-social media era of 2006, establishing one’s own website and 
calculating the number of visitors (the ‘likes’ of the time) was important, and therefore websites 
catering for these services were both big and played an important role in the network, but in 2015 
social media had taken over some of this, in particular in the in-link network, whereas the two other 
networks are more heterogeneous, but still dominated by big websites. 

In conclusion, when combining the analysis of the overall linkings between percentile groups 
(Fig. 4-7) with the hyperlink network analyses of linking between individual websites (Fig. 8-13), it 
is striking that although the number of in- and out-links to/from the big websites seen as a whole in 
Fig. 4 and 5 is not very high, in 2006 these websites are still the most important when looking at 
their position in the network, although middle size websites are also important in the in-link 
network; in 2015 the number of links to and from the big websites has more than doubled, and they 
also dominate the network. However, when comparing the two approaches it becomes clear that 
despite the changes between 2006 and 2015 there is also some sort of continuity on the Danish 
web. Websites tend to link within their size group, thus constituting isolated ‘link islands’, and this 
tendency is mirrored in the hyperlink network, where the most important websites by and large are 
also the biggest websites. 

 
4. Discussion 
This brief discussion focuses on an issue that is relevant for this article’s analyses, but that also opens 
up a more general discussion regarding working with datasets from web archives, and the 
importance of digging more deeply into the provenance of the data. 

As previously mentioned, the combined dataset includes information on websites that were 
linked to, but not included in the web archive, and a decision was made to leave this information 
out of the analysis (cf. section 3.2). There are a number of good reasons for this: 1) Size is a key 
element in the analysis, and since the linked-to-but-not-archived websites were not archived, no 
information exist about their size; 2) Networks are the other key element of the analysis, and no 
outgoing links exist from the linked-to-but-not-archived websites, for the same reason as above, 
and they can therefore not be fully integrated in the network analysis. They may be used in the 
analysis of in-going links because links may point to them, but their outgoing links cannot be 
included, and this imbalance will therefore skew the network analysis; 3) The analysis focuses on 
links between size percentile groups on the Danish web, and not on all links that may be found on 
the websites in the dataset, that is, focus is on the link structure between websites of different size, 
and not on the linkstructure of the Danish web as such. 

However, one challenge still remains regarding this issue. Netarkivet archives all websites on 
.dk, and also websites from outside .dk (like .com, .org, or .nu) if they are considered ‘Danish’ (these 
websites are selected based on curatorial choices). This is the reason why the dataset comprises 
two types of information related to websites on other web domains than .dk: on the one hand 
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websites that were actually archived, and, on the other hand, websites that were not archived, but 
where there exist information about hyperlinks pointing to them. 

The consequence is that regarding web domains sitting outside the .dk web domain the dataset 
is unbalanced and incomplete, because some non-.dk domains are included (they were archived), 
while others are not (they were not archived, but only linked-to). Since focus is only on domains on 
the .dk web domain, any reference to non-.dk domains should be discarded, including the ones that 
were actually archived. However, to ensure consistency between the already published results on 
which this article builds, it makes sense to keep the archived non-.dk domains while discarding the 
linked-to-but-not-archived websites (for the reasons mentioned above). 

This discussion highlights a more general point, namely that researchers are dependent on the 
nature of the holdings of the collection (which is not new), and that it takes some effort and insight 
to become familiar with the collection and its potential pitfalls, in particular when approached as 
data and when combining datasets (which is a bit more new). When only looking at size as numbers 
in percentiles, without zooming in on individual websites (Fig. 1 and 2), it is difficult to evaluate how 
much of the content is not from the .dk web domain, but when combined with link data this 
imbalance becomes obvious, because the many link targets that were not archived become visible. 

The deliberate archiving of some websites from outside .dk and not others is surely based on a 
relevant and consistent curatorial choice, but these websites then have to be identified and filtered 
out later, in case one wants to focus exclusively on the .dk top-level doman. And to that end detailed 
documentation is needed, and the researcher has to become aware of the complex nature and 
provenance of the archived web data. 

 
5. Conclusion and next steps 
This article has shown that it is, indeed, possible to go beyond the Wayback Machine as the prime 
interface to web archives by combining metadata and hyperlink data, and that such a venture can 
provide valuable knowledge about the overall structure of the Danish web domain, thus highlighting 
that websites of the same size tend to constitute isolated ‘link islands’, and that big websites are 
also the most important in the hyperlink network, which is more clearly the case in 2015 than in 
2006. 

However, these pilot analyses are only the first tentative digs into a vast material that is just 
waiting to be investigated further, and that can serve as the basis for several interesting stories 
about the overall structure of the Danish web. An obvious next step is to include the analyses that 
were outlined, but left out above: a) all years between 2006 and 2015 could be studied to get a 
better grip on the trends; b) size as number of files could be included (and not only size in GB); c) 
and one could analyse the weighted networks of hyperlinks (and not only connections). Also, more 
detailed analyses could be made of subsets of the percentile groups, for instance the percentiles 1-
10 compared to 70-80, or 81-82 compared to 96-97. 

The primary aim of this article has been to develop and try out a method for combining web 
archive datasets, and therefore an obvious way forward would be to start speculating on these 
initial results to generate hypotheses to guide further investigation and more detailed analyses: 
what is the reason for the isolated link islands? How does the trends relate to the general history of 
the (Danish) web? 

Also, one could supplement the outlined methods with other approaches. It could be relevant 
to include yet other datasets such as the actual written content on the websites. Or a qualitative 
analysis of typical websites from the different percentile groups could be performed, for instance 
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based on a random selection of 10 websites for every 10 percentiles. Both of these approaches 
would add a new dimension to the predominantly quantitative analysis. 

Undoubtedly, the two separate traditions of digital humanities and web archive studies can 
benefit from a more in-depth sharing of methods and theories, but to make that happen web 
archives have to support a shift from conceiving the archived web as a ‘source only’ towards 
understanding the archived web as source as well as data. To cater to an increasing interest among 
researchers who are more familiar with the digital humanities than with web archives, it is pivotal 
that web archives as data be made available as such, and that information about the provenance of 
the collections, including documentation on curatorial choices and technical decisions regarding 
collecting, preserving, and extracting the data, become transparent. This will help researchers to 
get an in-depth understanding of the specificites of the archived web as a unique form of reborn 
digital material. 
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