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ABSTRACT
Community detection is the unsupervised task of finding groups of
nodes in a graph based on mutual similarity. Existing approaches
for community detection either partition the graph in disjoint, non-
overlapping, communities, or return overlapping communities. Cur-
rently, no method satisfactorily detects both overlapping and non-
overlapping communities.

We propose UCoDe, a unified method for unsupervised commu-
nity detection in attributed graphs. It leverages recent developments
in Graph Neural Networks (GNNs) for representation learning. So
far, GNN methods for community detection provide competitive
results in either overlapping or non-overlapping community detec-
tion tasks, but have had little success in both.

UCoDe overcomes these issues by introducing a new loss that
captures node similarity on a macro-scale. We provide theoretical
justification for our approach’s validity in the task of community
detection and show that it can be applied in both the overlapping
and non-overlapping settings. As our experiments demonstrate on
several real benchmark graphs, UCoDe consistently provides high-
quality results in both overlapping and non-overlapping settings in
an easy to apply fashion.
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1 INTRODUCTION
Community detection [13] is the problem of identifying sets of
nodes in a graph that share common characteristics. In social net-
works, community detection identifies groups of individuals who
participate in joint activities, such as sports clubs, or have simi-
lar preferences [28]; in biological networks, community detection
can automatically identity proteins that contribute to a specific
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disease [23]. Such networks include information in node attributes
that may be helpful when identifying similarities (e.g., the age
of a person). However, these attributes are often disregarded by
traditional community detection methods, such as spectral clus-
tering [33], modularity maximization [26], or more recent graph
embeddings [7], making them ill-suited for detecting node commu-
nities in attributed graphs.

In recent years, graph neural networks (GNNs) [2, 5, 17, 20,
36] have shown superior performance in a number of supervised
tasks on graphs, especially link prediction, node classification, and
graph classification. GNNs’ popularity stems from their aptitude
to capture complex relationships in networks, typically by means
of propagating node attributes and features to neighboring nodes
by a message-passing process [2]. These are typically accompanied
with a graph pooling [3, 6, 21] method, which aggregates multiple
nodes into higher-level representations with the aim of reducing
the number of parameters of the neural network.

GNNs have propelled advancements in supervised tasks; yet
on unsupervised tasks such as community detection, GNNs have
attained significantly fewer prominent results. Most existing GNN
methods do not directly optimize for community detection but
achieve the objective incidentally. Unsupervised GNNs, such as the
popular Deep Graph Infomax (DGI) [36], find node representations
that need to be subjected to a clustering algorithm, such as k-means,
to obtain communities.

Recently, a few methods propose GNNs that explicitly optimize
for community detection. GNNs for non-overlapping community
detection either optimize for a single score or combine several scores.
Single score methods revisit traditional measures such as min-
cut [3] and modularity [35] objectives to return node-community
probabilities. Combined score methods [46, 47] integrate multi-
ple different objectives. These methods outperform single score
methods in non-overlapping community detection, but they require
substantial tuning to the dataset at hand and are typically less ro-
bust and less interpretable than their single objective counterparts.
Non-overlapping community detection aims at returning a single
community assignment for each node. As such, they are ill-suited
for overlapping community detection. NOCD [31] is, at the time
of writing this paper, the only GNN that optimizes for overlapping
community detection. In particular, NOCD finds communities that
maximize the probability of recovering the graph structure. Yet, this
approach constrains the community structure to be overlapping. In
conclusion, to date no GNN can seemingly detect overlapping and
non-overlapping communities.
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Our method. We propose UCoDe, a GNN for community detec-
tion with a single contrastive loss. We maximize modularity while
explicitly allowing overlaps among communities. Our approach
devises a novel contrastive loss that attains superior results by com-
paring the real network with one in which the communities are
shuffled. By doing so, the loss function encourages a clean com-
munity structure without discouraging overlapping communities.
We provide theoretical justification for this choice as well as exper-
imental evidence. We show that our model achieves comparable
results with methods specifically designed for overlapping and non-
overlapping community detection with an end-to-end model that
requires minimal hyperparameter tuning.

We show that our model achieves better results than single objec-
tive methods on community detection and comparable performance
to combined objective ones with a much simpler model that over-
comes the need for extensive tuning.

Contributions. In summary, our contributions are as follows.

• We introduce a new GNN, UCoDe, for community detection on
graphs (Section 4). We leverage state-of-the-art representations
and devise a simple, effective single score model.

• UCoDe uses a new contrastive loss that promotes both overlap-
ping and non-overlapping communities (Section 4).

• We perform extensive experiments on real data, showing that
our method outperforms single objective methods while more
easily achieving quality on par with more complex combined
scores (Section 5).

2 RELATEDWORK
Before delving into our solution, we provide an overview of the
literature on community detection, graph neural networks, graph
pooling, and graph embeddings. Table 1 provides a summary of the
characteristics of the most important work in the area.

2.1 Community detection
Community detection has a long history in graph analysis [13]
with applications across the natural sciences. There are two main
categories of community detection: non-overlapping community
detection, also called partitioning, seeks an assignment of each
node to exactly one community; overlapping community detection,
seeks a soft-assignment of nodes into potentially multiple commu-
nities. A community detection algorithm optimizes a score that
describes the cohesiveness of nodes in the community with respect
to the rest of the nodes. A number of scores and methods have been
proposed, such as spectral clustering for min-cut [33], Louvain’s
method for modularity [26], and the Girvan-Newman algorithm for
betweenness [16]. Overlapping community detection is often ap-
proached using algorithms similar to the Expectation-Maximization
algorithm for soft-clustering [11] where each point is a distribution
over the clusters. Similarly, AGM [42] and BigCLAM [43] formu-
late the community detection problem as finding soft-assignments
to communities that maximize the model likelihood. EPM [48] is
based on Bernoulli–Poisson models, SNMF [38] and CDE [22] use
non-negative matrix factorization.

2.2 Graph Neural Networks
GNNs [39] are a family of parametric models that learn node rep-
resentations by aggregating features over the graph’s structure.
As such, they are particularly apt for representing information in
attributed graphs. GNNs are extremely flexible models that exhibit
state-of-the-art performance on a number of supervised tasks, such
as link prediction, node classification, and graph classification.

Popular GNN models include spectral GNNs [5, 10], GCNs [17,
20], graph autoencoders (GAEs) [19], isomorphism-based networks [40],
and DGI [36]. These models compute node features in an unsuper-
vised manner if equipped with a reconstruction loss. A clustering
algorithm, such as k-means, can cluster the node features to return
communities. Since there is no coupling between such GNN model
objectives and the clustering algorithm, the resulting communities
may not accurately represent all groups in the graph.

GNNs for community detection. Some GNNs directly optimize
for non-overlapping community detection with community-wise
loss functions. Single objective approaches propose variations of
traditional cohesiveness scores, such as min-cut [3] and modular-
ity [35]. Yet, single-objective methods inherit the limitations of the
score they aim to optimize, providing community memberships that
are subject to the loss objective’s definition of community. Com-
mDGI [46] proposes a combined objective as a linear combination
of three objectives, the DGI objective [36], modularity, and mutual
information. CommDGI’s combined objective overcomes the limita-
tions of the single score methods, but requires extensive parameter
tuning for proper results. Although models like DMoN [35] return
soft community assignments through a softmax output layer, both
single and combined objective methods explicitly penalize overlaps
among communities.

NOCD [31] proposes an overlapping community detection loss
that maximizes the likelihood on Bernoulli-Poisson models [31].
NOCD achieves competitive results on overlapping community
detection but cannot directly detect non-overlapping communities.

2.3 Graph Pooling
Graph pooling [3, 6, 21] is an operation that aggregates nodes so as
to learn summarized representations. The purpose of graph pooling
is to remove redundant information and reduce the number of
parameters of the GNN.

Model-free pooling coarsens the graph structure by aggregating
nodes without considering the node attributes. Graclus [12] revisits
max-pooling to aggregate similar nodes in a hierarchical fashion.
SAGPool [21] proposes a self-attention layer to reweigh nodes in
the graph. Model-free approaches act as layers in the network and
do not provide communities as output.

Model-based pooling learns coarsening operators through a dif-
ferentiable loss function. DiffPool [45] learns a hierarchical cluster-
ing assignment of the graph for supervised graph classification. Top-
K pooling [15] trains an autoencoder that assigns a score to each
node; the pooling phase retains the k nodes with the highest score.
Yet, these methods do not explicitly optimize for cluster assign-
ments resulting in substandard communities [3]. MinCutPool [3],
although a pooling technique, returns community assignments by
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Method Unsupervised Modularity Contrastive Single score Non-overlap Overlap Trainable
DGI [36] ✔ ✘ ✔ ✔ ✔ ✘ ✔

Graclus [12] ✘ ✘ ✘ ✔ ✔ ✘ ✘

DiffPool [45] ✔ ✘ ✘ ✔ ✔ ✘ ✘

MinCut [3] ✔ ✘ ✘ ✔ ✔ ✘ ✔

CommDGI [46] ✔ ✔ ✘ ✘ ✔ ✘ ✔

DMoN [35] ✔ ✔ ✘ ✔ ✔ ✘ ✔

AGC [47] ✔ ✘ ✘ ✔ ✔ ✘ ✔

NOCD [31] ✔ ✘ ✘ ✔ ✘ ✔ ✔

UCoDe ✔ ✔ ✔ ✔ ✔ ✔ ✔

Table 1: Related work in terms of present (✔) and absent (✘) properties. Our model can learn representations in an unsuper-
vised manner. Graclus [12] uses a supervised loss. Besides UCoDe, only DMon [35] and CommDGI [46] explicitly maximizes
themodularity. CommDGI [46] requires ad-hoc parameter tuning as the loss is not a single objective but a linear combination
of loss functions. Our contrastive loss, likewise DGI [36] compares communities in the graph with appropriately corrupted
communities. Besides UCoDe, only NOCD [31] explicitly detects overlapping communities. Finally, model-free pooling meth-
ods, such as Graclus [12] and DiffPool [45], are special layers for GCNs rather than trainable models.

optimizing themin-cut objective of spectral clustering [33]. MinCut-
Pool does not require eigendecomposition of the Laplacian matrix,
and instead propagates node attributes over the GNN.

2.4 Node embeddings
Node embeddings [7, 8] learn node representations of the graph
structure in an unsupervised manner with shallow neural net-
works [28, 34], autoencoders [37], or matrix factorization [27, 29].
Similar to GNNs, a clustering algorithm on the embeddings can
detect communities. Node embeddings can be seen as a generaliza-
tion of dimensionality reduction methods, and tend to preserve the
structure but disregard node attributes. A few recent works address
the problem of attributed node embeddings through matrix factor-
ization [41] or deep model DANE [14]. None of these models are
designed for community detection. AGC [47] proposes a spectral
filter for community detection that seemingly applies to any GNN
to improve their performance.

3 MODULARITY & GNNS
In this section, we describe our approach for contrastive community
detection. We review graph community detection and discuss the
modularity loss before presenting our method, Unified Community
Detection (UCoDe).

3.1 Preliminaries and Problem
Consider an attributed graph G = (V, E,A) whereV = {𝑣1, .., 𝑣𝑛}
is a set of 𝑛 nodes, E ⊆ V ×V is a set of edges andA = {𝑎1, ..., 𝑎𝑙 }
is set of 𝑙 attributes. Each node 𝑣𝑖 has an associated vector x𝑖 ∈ R𝑙
of real features for each attribute. The node features form a 𝑛 × 𝑙
matrix X ∈ R𝑛×𝑙 where each node-feature vector x𝑖 is a row in
such matrix. The adjacency matrix is a matrix representation A of
the graph’s structure, whereA𝑖 𝑗 = 1 if (𝑣𝑖 , 𝑣 𝑗 ) ∈ E, and 0 otherwise.
The degree 𝑑𝑖 of a node 𝑣𝑖 is the number of neighbors of node 𝑖 , i.e.,
𝑑𝑖 =

∑𝑛
𝑗=0 A𝑖 𝑗 ; d is the vector containing the degree d𝑖 = 𝑑𝑖 of all

nodes, and D is the diagonal degree matrix.

Attributed graph community detection.We aim to assign each
node to one, or more, of 𝑘 communities, C1, ..., C𝑘 , such that a score
measuring the community cohesiveness is maximized. The cluster

assignment is a probability vector c𝑖 indicating the probability 𝑐𝑖 𝑗 =
𝑝𝑖 𝑗 of node 𝑣𝑖 belonging to community C𝑗 . Cluster assignments
form a matrix C ∈ [0, 1]𝑛×𝑘 where row 𝑖 is the cluster assignment
c𝑖 for node 𝑖 .

One of the determinant choices for community detection algo-
rithms is the definition of the community cohesiveness score that
determines the quality of the cluster assignments. In the following,
we review modularity [26], a popular measure for community de-
tection, and discuss the limits and pitfalls of its direct maximization.

3.2 Modularity
Modularity [26] is a measure 𝑄 (G;C) of quality of a partition C of
the nodes of the graph G. High values indicate groups with dense
internal connections and sparse connections to outside nodes. The
modularity is defined as the difference in density between the edges
inside a community c𝑖 and the edges of a fixed null model. The null
model in the modularity score is the rewiring model, in which each
node 𝑣𝑖 preserves its degree 𝑑𝑖 but connects randomly to any other
node in the graph. The modularity score is

𝑄 (G;C) = 1
4|E |

𝑘∑︁
𝑠=1

∑︁
𝑖 𝑗

(
A𝑖 𝑗 −

𝑑𝑖𝑑 𝑗

2|E |

)
C𝑖𝑠C𝑗𝑠 (1)

The quantity 𝑑𝑖𝑑 𝑗

2 |E | is the null-model representing the probability
that two nodes 𝑣𝑖 , 𝑣 𝑗 are connected by chance. Themodularity when
𝑘 = 2 is a number 𝑄 (G;C) ∈ (1/2; 1]. By defining the modularity
matrix B as B𝑖 𝑗 = A𝑖 𝑗 −

𝑑𝑖𝑑 𝑗

2 |E | , the modularity in Eq. 1 simplifies into

𝑄 (G;C) = 1
4|E | Tr(C

⊤BC) (2)

Alternatively, we can write Tr(C⊤BC) as sparse matrix multiplica-
tion

Tr(C⊤AC − C⊤dd⊤C) (3)
A modularity score close to 1 denotes a good partition of the

graph. As such, several community detection algorithms aim to
maximize modularity to detect communities. Modularity maximiza-
tion is anNP-hard problem, solved with approximate methods, such
as the Louvain greedy algorithm [4], the spectral modularity [26],
or hierarchical methods [9].
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Limits and pitfalls. Modularity maximization is one of the most
popular methods for community detection [13]. However, its direct
maximization may fail to provide optimal communities. Modularity
is a measure of partitioning and does not perform well in the case
of overlapping communities. In Section 4, we will show how to
overcome this limitation of modularity by introducing a contrastive
objective.

3.3 Modularity loss for GNNs
The objective in Eq. 2 is NP-hard but can be solved efficiently
with a spectral approach similar to spectral clustering [26] if we
allow matrix C to be real, rather than binary. This relaxed objective
admits as solutions the 𝑘 leading eigenvalues of the matrix B. This
convenient relaxation enables soft clustering assignments and, in
principle, overlapping community detection.

A recent, yet unpublished, work, DMoN [35], carries this relax-
ation one step further by allowing the matrix C to take the form of
the output of a Graph Neural Network (GNN). To appreciate this
coherent, but convenient, transformation, we first introduce the
formalism of GNNs.

Graph Neural Networks [2, 5, 17, 20, 36] are machine learning
models that transform the node attributes by nonlinear aggregation
of attributes of each node’s neighbors. By virtue of this aggregation
mechanism, these networks are called message passing [2]. We now
review the Graph Convolutional Network (GCN) model [20]. We
denote as X[0] the initial node attributes X[0] = X,

Â = D−1/2 (A + I)D−1/2

the normalized adjacency matrix with self-loops, and W[𝑡 ] the
weight matrix at layer 𝑡 which encodes the parameters of the net-
work. The 𝑡+1 layer X[𝑡+1] is

X[𝑡+1] = 𝜎 (ÂX[𝑡 ]W[𝑡 ] )
The function 𝜎 is a non-linear activation function, such as soft-

max, SeLU, or ReLU. The matrix W[0] is randomly initialized, typi-
cally asW[0]∼N(0, 1). The parametersW are learned via stochastic
gradient descent on a supervised or unsupervised loss function.

DMoN [35] is a GCN that learns community assignments with a
modularity-based loss function. The DMoN architecture integrates
learnable features through a message passing mechanism with a
modularity objective that pushes for community structure. In this
way, the attributes are seamlessly integrated into the modularity
score, and modularity informs the GCN on how to obtain repre-
sentations that reflect communities. The loss function consists of
modularity maximization and a regularizer to ensure balanced com-
munities. The DMoN objective function is as follows:

LDMoN = − 1
2|E | Tr

(
C⊤BC

)
+
√
𝑘

𝑛

∑︁
𝑖

C⊤
𝑖


𝐹

− 1 (4)

where ∥ · ∥𝐹 is the Frobenius norm. By using the sparse modularity
in Eq. 3, DMoN allows for efficient parameter optimization.

Limits and pitfalls. Note that the DMoN objective in Eq. 4 explic-
itly penalizes overlapping communities. Indeed, the regularization
term

√
𝑘
𝑛

∑
𝑖 C⊤

𝑖


𝐹
− 1 enforces sparsity of C and, thus, penalizes

nodes assigned to multiple communities.

4 OUR SOLUTION: UCODE
Here we describe our model, UCoDe, that integrates the simplicity
of single-objective community detection with the power of com-
bined scores, by introducing a new loss function that encourages
learning robust community memberships while maintaining con-
sistent separation between dissimilar nodes.

4.1 GCN architecture
The main purpose of the GCN is to compute the community as-
signment matrix C using the structure and the node attributes. Our
architecture is a two-layer GCN [20]:

𝐺𝐶𝑁 (Â,X) = ReLU(Â · SeLU(ÂXW[0] )︸              ︷︷              ︸
X[1]

W[1] ) (5)

The last layer of our GCN outputs community assignment prob-
abilities through the softmax(x)𝑖 = 𝑒x𝑖∑

𝑗 𝑒
x𝑗 activation function.

C = softmax(𝐺𝐶𝑁 (Â,X))
This architecture, although simple, allows for propagating infor-

mation over the entire graph, thus capturing relationships within
the graph’s structure and the nodes’ attributes.

4.2 Loss function
We build our loss function based on community modularity in
Equation 1. We start out by showing that C⊤BC can clearly be
interpreted as the modularity across communities. Afterward, we
introduce our contrastive loss and show how such a loss aims to
detect overlapping and non-overlapping communities alike.

4.2.1 C⊤BC as modularity across communities. To appreciate that
C⊤BC represents the modularity matrix at the community scale,
note that

C⊤BC = C⊤
(
A + dd⊤

2|E |

)
C

= C⊤AC︸ ︷︷ ︸
AC

+ 1
2|E | (C

⊤d) (d⊤C)︸          ︷︷          ︸
DCD⊤

C

= 𝑄𝑀

We refer to 𝑄𝑀 as the community-wise modularity matrix.
If we assume that C is binary, such that C ∈ {0, 1}𝑛×𝑘 , 𝑄𝑀 rea-

sonably represents the modularity across the community graph.
Note that C⊤AC is a weighted adjacency matrix between communi-
ties where the weight in position 𝑖, 𝑗 is double the number of edges
between community C𝑖 and community C𝑗 . The diagonal entries
AC
𝑖𝑖
therefore, represent the weight from community 𝑖 to itself and

are equal to double the number of edges between the nodes within
community C𝑖 . Similarly, we note that C⊤d counts the incoming
edges to any node in the cluster. As in the traditional modularity
matrix, we scale DCD⊤

C by 1/2|E |, i.e., the total sum of elements in
AC . As such, we can interpret 𝑄𝑀 as the modularity of the graph
in which groups of nodes are replaced with their corresponding
communities.

In the more practical case of non-binary community member-
ships with C ∈ {0, 1}𝑛×𝑘 , we can instead interpret 𝑄𝑀 as the mod-
ularity across fuzzy communities, where each entry of the ma-
trix is proportional to the corresponding community membership
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strengths. Given the analysis above and the fact that our GCN
architecture in Eq. 5 outputs Cwhich contains the probabilities that
a node belongs to a certain community, we devise the loss function

L𝑈𝐶𝑜𝐷𝑒 = − 1
2𝑘

𝑘∑︁
𝑖=1

(log(dg(𝑄𝑀 )𝑖 ) + log(1 − dg(P(𝑄𝑀 ))𝑖 )) (6)

where dg is the operation that extracts the diagonal vector from
a matrix and P returns a random row-permuted matrix. The row
permutation ensures that every community is compared repulsively
to its counterparts, as the post-permutation diagonal contains the
community modularity between separate communities.

Our loss function in Eq. 6 aims tomaximize the diagonal elements
of 𝑄𝑀 , i.e., the modularity within a community, and minimize the
off-diagonal elements, i.e., the modularity across communities. This
loss function has the simple interpretation of clustering similar
groups of nodes while maintaining necessary separation between
dissimilar ones.

Note that 𝐿𝑈𝐶𝑜𝐷𝑒 has a natural analog to cross-entropy and con-
trastive objective functions. We can consider a target distribution
y ∈ {0, 1}2𝑘 , where y𝑖 is 1 when observing diagonal elements of
𝑄𝑀 (the first 𝑘 elements of y) and 0 when observing off-diagonal
elements (the last 𝑘 elements), giving us

L𝑈𝐶𝑜𝐷𝑒 = − 1
2𝑘

𝑘∑︁
𝑖=1

((y𝑖 log(dg(𝑄𝑀 )𝑖 )+

(1 − y𝑘+𝑖 ) log(1 − dg(P(𝑄𝑀 ))𝑖 ))

Thus, L𝑈𝐶𝑜𝐷𝑒 can be viewed through the lens of general con-
trastive learning, where the positive samples compare a community
with itself and negative samples compare separate communities. In
this interpretation, our similarity measure is the community-wise
modularity of the samples.

4.2.2 A loss for overlapping and non-overlapping communities. We
now turn our attention on the original objective, namely captur-
ing both overlapping and non-overlapping communities, without
penalizing any of the two formulations. First note that Eq. 6 is not
dependent on whether the communities are overlapping. We define
overlap as the cosine similarity between the columns c𝑖 of C that
represent community indicator vectors. We define a multi-objective
minimization problem

𝑓1 (c𝑖 , c𝑗 ) = c⊤𝑖 Ac𝑗 +
1

2|E | (c
⊤
𝑖 d) (d

⊤c𝑗 )︸                             ︷︷                             ︸
L𝑈𝐶𝑜𝐷𝑒 for communities 𝑖, 𝑗

𝑓2 (c𝑖 , c𝑗 ) =
(

c⊤
𝑖
c𝑗

∥c𝑖 ∥∥c𝑗 ∥

)2
If our loss function required either overlapping or non-overlapping
communities, then the above multi-objective optimization problem
would have a Pareto optimal solution. Clearly, 𝑓2 is minimized when
the vectors are orthogonal. The question is whether minimizing 𝑓1
leads to the minimization of 𝑓2, and thus concluding that our objec-
tive only encourages non-overlapping communities. However, this
is not true and we can see that by computing the partial derivative

of 𝑓1 with respect to c𝑖

∇c𝑖 𝑓1 = c⊤𝑗 A
⊤ + 1

2|E | dc
⊤
𝑗 d

⊤

Note that if c𝑖 and c𝑗 are orthogonal, the gradient is not necessarily
0 and instead depends on the interaction of the remaining indicator
vector with the graph. As such, our objective function does not
require orthogonal communities and can simultaneously be used
for overlapping and non-overlapping community detection. We
support this intuitive explanation with compelling results on non-
overlapping community detection.

5 EXPERIMENTS
In this section, we compare UCoDewith state-of-the-art approaches
for community detection on several benchmark graph datasets. We
analyze in Section 5.1 our results in both non-overlapping com-
munity detection (graph partitioning) and overlapping community
detection where nodes may be assigned to more than one commu-
nity (Section 5.2). We further analyse the sensitivity of our approach
to its few hyperparameters (Section 5.3). We release the implemen-
tation of UCoDe at https://anonymous.4open.science/r/CoCoDe-
0772/.

5.1 Non-Overlapping Community Detection
Datasets. We perform our experiments on four real-world net-
works. Cora, Citeseer, and Pubmed [30] are citation networks
where nodes represent papers, edges represent citation links, at-
tributes are bag-of-words representations of the paper’s abstracts,
and labels correspond to paper topics. Amazon Photo [32] is a
subset of the Amazon co-purchase graph, where nodes represent
products, edges denote the frequency with which these products
are purchased together, attributes are bag-of-words representations
of product reviews, and class labels are product categories. The
characteristics of the datasets are summarized in the table below.

Dataset Nodes Edges Features Classes Overlap

Cora 2 708 5 278 1 433 7 ✘

Citeseer 3 327 4 616 3 703 6 ✘

Pubmed 19 717 44 325 500 3 ✘

Amazon Photo 7 650 71 831 745 8 ✘

Facebook 348 224 3.2𝐾 21 14 ✔

Facebook 414 150 1.7𝐾 16 7 ✔

Facebook 686 168 1.6𝐾 9 14 ✔

Facebook 698 61 270 6 13 ✔

Facebook 1684 786 14.0𝐾 15 17 ✔

Facebook 1912 747 30.0𝐾 29 46 ✔

Table 2: Datasets and their main characteristics.

Competitors. We evaluate our method against the following es-
tablished state-of-the-art methods:
• kmeans (features) is a baseline that clusters node attributes
with the widely used kmeans++ algorithm [1]. It provides an in-
dication of the importance of attributes for community detection,
where it is often used in connection with the clustering of node
embeddings.
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• DGI+kmeans: Deep Graph Infomax (DGI) [36] is an unsuper-
vised GNN model that attains competitive performance on node
classification, link prediction, and graph classification. As DGI is
not a community detection GNN, we first obtain the DGI node
representations and then run kmeans on these representations.

• MinCut [3] is a graph pooling technique that trains a GNN using
a min-cut loss similar to spectral clustering [33] for community
detection; MinCut generates soft cluster assignments.

• DMoN [35] is a state-of-the-art community detection model that
trains a shallow GCN with the explicit goal of optimizing the
graph modularity.

Our methods.We study two different versions of our algorithm
for detecting overlapping communities.

The first, UCoDe (soft), outputs soft community predictions as
an assignment matrix C that assigns a probability 𝑝𝑖 𝑗 that node 𝑣𝑖
belongs to community 𝑗 . For non-overlapping/partitioning commu-
nity detection, UCoDe (hard) assigns the node to the community
with the highest probability, i.e., max𝑗 𝑝𝑖 𝑗 .

The second architecture, UCoDe+kmeans applies the kmeans
algorithm directly on the representations obtained by the ReLU
activation function in Eq. 5. Through this extension, we aim to show
the validity of our method against decoupled community detection
approaches.
Quality measures.We report the average results of four measures
to qualify different, but related aspects of the detected communities.

We include two intrinsic graph measures. The cluster conduc-
tance (C) [44] is heavily influenced by the application of graphs to
electrical circuits. It measures how well-connected the nodes in the
communities are and is intimately related to the escape probabil-
ities of random walks. The other intrinsic graph measure we use
is modularity, which assesses whether intra-community nodes are
more densely connected than their inter-community counterparts
(𝑄) [26], as also defined and discussed in Section 3.2.

We additionally compare with ground-truth communities and
report the Normalized Mutual Information (NMI) and pairwise F1
score between nodes and communities, which indicate how well
the detected communities match the ground-truth communities.
Where necessary, we multiply % result values by 100 in the interest
of readability.
Parameter settings. We repeat each experiment 10 times, train
the model for 500 epochs, and report the average result among the
runs. UCoDe GCN has two layers with 512 dimensions. The number
of communities 𝑘 UCoDe (soft) produces is 𝑘 = 16 for all datasets.
𝑘 = 16 is also the default choice for MinCut [3] and DMoN [35]. We
experimentally evaluated with different 𝑘 = 8, 𝑘 = 32 but reportedly
found inferior results. As such, also for a fair comparison with the
previous models, we set 𝑘 = 16. UCoDe+kmeans has an output
layer with 512 dimensions. Both models use a dropout between [0.1,
0.3]. We use dropout with probability 0.1 on the Cora and Citesser
datasets and probability 0.3 on the Pubmed and Amazon Photo
datasets. We apply batch normalization in both internal layers and
use the Adam optimizer [18] for learning the model’s parameters
with a learning rate 0.001 and weight decay 0.001.

As propagation layer for our model we additionally performed
experiments with GraphSAGE [17] but opt for GCNs [20] due to
their superior performance in our analyses.

5.1.1 Community detection results. Aswe can see in Table 3, UCoDe
produces consistently high-quality results across all four data sets
with respect to all four measures. In particular, UCoDe obtains the
best performance with respect to all metrics on Cora and Amazon
Photo.

On Amazon Photo, MinCutPool fails to converge. It produces
lower scores overall, indicating that a graph poolingmethod that op-
timizes a single objective is not sufficient for capturing all relevant
information for community detection in attributed graphs.

In all but one case, UCoDe outperforms the kmeans (features)
baseline, often by a large margin. This demonstrates that clustering
based on node attributes alone is not sufficient, as it fails to incorpo-
rate the structural information in the network. The only exception
is the NMI measure on the Pubmed dataset, which is a metric that
gives higher importance to producing many small communities
than the other measures.

DGI+kmeans, which clusters GNN representations using k-means,
fairs comparatively poorly with respect to the conductance and
modularity measures, indicating that the approach taken in UCoDe
of optimizing directly for community relationships results in com-
munities that are more intraconnected and separated than those
obtained when generating representations and clustering after-
wards. It obtains slightly higher scores with respect to the NMI
and F1 metrics, which account for the identification of nodes alone.
On Amazon Photo, however, UCoDe outperforms DGI+kmeans by
a large margin. We expect that this is due to the dataset’s higher
network density.

DMoN, which optimizes for modularity alone, obtains the best
modularity score on the Pubmed graph. However, our method’s
indirect modularity optimization obtains comparable modularity
on Pubmed and even outperforms DMoN on Cora and Amazon
Photo. This implies that the contrastive loss in UCoDe’s loss func-
tion indeed yields more nuanced community structure than can be
obtained through improving modularity alone. This is even more
notable when considering the other measures where UCoDe out-
performs DMoN.

Across all datasets, UCoDe shows the best performance in terms
of conductance, which means that UCoDe is particularly good at
identifying well-connected communities. This makes sense, as our
loss function specifically encourages high intra-connections and
low inter-connections. At the same time, modularity is consistently
among the best result values, indicating that UCoDe successfully
finds correct separations between communities and manages to
preserve the modularity characteristics.

5.2 Overlapping community detection
Here we evaluate UCoDe’s performance against overlapping com-
munity detection approaches. For UCoDe, we use the same general
model in the overlapping setting, but tune the hyperparameters of
our model to better reflect overlapping communities. The parameter
setting is explained next.
Competitors.We compare UCoDe against the following baselines
and state-of-the-art methods for overlapping community detection:
• NOCD [31] is a GCN that finds overlapping communities by
maximizing a Bernoulli-Poisson model likelihood using gradient
descent.
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Cora Citeseer Pubmed Amazon Photo
graph labels graph labels graph labels graph labels

method C 𝑄 NMI F1 C 𝑄 NMI F1 C 𝑄 NMI F1 C 𝑄 NMI F1

kmeans (features) 19.0 64.0 15.0 44.1 26.1 54.2 22.0 33.8 19.7 54.2 31.0 47.9 16.9 63.7 13.6 23.4
DGI+kmeans 12.4 70.7 55.4 63.4 6.13 74.4 42.5 55.5 12.4 52.7 30.0 50.3 49.3 22.4 15.6 41.2
MinCut 22.0 70.3 37.1 40.0 11.6 80.9 23.1 30.7 34.8 58.1 23.6 37.2 - - - -
DMoN 22.3 68.1 46.3 49.6 4.6 75.3 31.4 44.2 17.0 69.2 25.4 39.1 19.1 65.3 59.3 55.7
UCoDe (soft) 9.3 71.0 53.5 59.3 5.3 73.2 40.7 54.5 13.1 59.1 27.1 43.1 14.7 67.0 67.0 64.2
UCoDe+kmeans 9.4 73.9 57.3 62.3 4.2 73.2 40.9 54.7 9.4 54.9 25.1 51.8 8.2 64.6 59.8 59.3

Table 3: Results on four datasets in terms of graph conductance C (low is better), modularity𝑄 , NMI with ground-truth labels,
and pairwise F1 measure. Best performer in bold; second best performer underlined.

• DMoN [35] is a state-of-the-art community detection GCN that
generates soft cluster assignment. It was initially proposed for
non-overlapping communities, but can be used for non-overlapping
community detection as the modularity it maximizes is not inher-
ently tied to disjoint clusters. We thus compare its performance
in detecting overlapping communities against our model.

Qualitymeasures.We evaluate overlapping community detection
on the traditional Facebook [24] datasets (Table 2), which is a col-
lection of ego-networks with ground-truth communities. We report
both the overlapping normalized information (NMI) [25] and the
recall to assess the model’s ability to identify correct cluster mem-
berships. We used recall as defined in [43], that is the average recall
for best-matching detected communities. Let C∗ the ground-truth
community assignment matrix and C the set of detected communi-
ties:

𝑅𝑒𝑐𝑎𝑙𝑙 (C∗,C) = 1
C∗

∑︁
c𝑖 ∈C∗

𝑅𝑐 (c𝑖 , c𝑔 (𝑖) )

Each ground-truth community c𝑖 ∈ C∗ and each detected com-
munity c𝑗 ∈ C is defined by its set of member nodes. 𝑅𝑐 (c𝑖 , c𝑗 )
is the recall of community C𝑗 under the best matching 𝑔, i.e., the
matching with the largest number of nodes from community 𝑖 .
Assigning nodes to communities. In order to compare the ob-
tained communities to the ground-truth community membership,
we convert the predicted soft assignments to binary community
assignments. We assign each node to a community if its predicted
membership value exceeds a chosen threshold 𝑝 . However, finding
the threshold that performs best in all datasets is challenging. We
analyze two different thresholding techniques that perform well
on average for all the datasets: 𝑝1 = 0.5 and 𝑝2 = E[C|C > 0], that
is the expected value of the positive assignments. We report the
best performance for each dataset between the two thresholds, with
Fb-348 and Fb-1912 metrics performing better with the 𝑝1 threshold
while the rest of the datasets use thresholding approach 𝑝2. For the
NOCD model, we set 𝑝1 = 0.5 as in their experiments. We evaluate
the DMoN model using both 𝑝1 and 𝑝2, but report the 𝑝2 results as
they were the highest in every experiment.
Parameter Settings. The overlapping model has the 2-layer graph
convolutional architecture as the corresponding non-overlapping
model. We set the size of the first layer to 128 while keeping the
second, and output, layer’s size the number of communities 𝑘 . We
apply batch normalization after the first graph convolutional layer

Fb-
348

Fb-
414

Fb-
686

Fb-
698

Fb-
1684

Fb-
1912

NOCD-X 33.6 53.0 18.5 34.4 30.0 35.7
DMoN-X 19.9 39.0 12.6 19.8 7.8 24.7
UCoDe-X 27.2 50.1 23.8 25.1 21.5 29.3
NOCD-G 34.1 55.3 17.9 44.9 36.0 40.8
DMoN-G 26.5 42.5 12.2 39.8 21.8 27.5
UCoDe-G 24.4 44.1 14.1 41.9 31.3 27.9

Table 4: NMI for overlapping community detection results
on six graphs. Best performer in bold; second best under-
lined.

Fb-
348

Fb-
414

Fb-
686

Fb-
698

Fb-
1684

Fb-
1912

NOCD-X 46.0 56.0 25.3 30.5 44.6 15.2
DMoN-X 56.0 64.0 42.7 55.2 48.8 62.8
UCoDe-X 44.1 68.8 56.0 75.4 64.5 65.7
NOCD-G 40.0 64.5 28.3 32.8 49.6 14.3
DMoN-G 55.0 64.5 27.3 49.8 42.4 50.7
UCoDe-G 77.0 52.1 23.1 69.1 50.5 69.1

Table 5: Recall for overlapping community detection results
on six graphs. Best performer in bold; second best under-
lined.

with dropout at 0.5 before every layer. The learning rate is set to
10−3. We add weight decay to both weight matrices with regular-
ization strength _ = 10−2. Unlike our non-overlapping model, we
apply a ReLU in the first layer while Softmax is not applied in the
last layer, to allow for smoother soft memberships. We repeat each
experiment 10 times, train the model for 1000 epochs, and report
the average result among the runs.

5.2.1 Overlapping community detection results. We provide results
for two forms of each algorithm among NOCD, UCoDe and DMoN
in Table 4 and Table 5. The input of the GCN in model-X is node
attributes; the input of model-G is the concatenation of adjacency
and node attributes. As we can see in Table 4 and Table 5, UCoDe
shows very promising results for overlapping community detection.
UCoDe is the best method overall of the datasets in terms of recall
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Figure 1: Study on the impact of parameter settings. UCoDe correctlyminimizes the objective (left), while the quality increases
with the number of epochs as desired in (middle). The optimal embedding dimension for the intermediate layer is 256 (right).
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(b) Modularity for UCoDe.

Figure 2:Modularity per epoch onCora dataset. Themodularity increases in bothmodels. The alternating behaviour of UCoDe
is a characteristic of our constrastive loss in Eq. 6, that attains overall higher modularity than DMoN.

and returns comparably good results on all datasets in terms of
NMI. In particular, we note that UCoDe is consistently better than
the corresponding DMoN-X or DMoN-G in nearly all datasets, vin-
dicating our model’s choice and validating the claim that our model
can competitively detect overlapping and non-overlapping com-
munities. This shows that our general community detection model
can compete with NOCD, which is the only GNN that explicitly
optimizes for overlapping community detection.

5.3 Tuning UCoDe
We finally provide analysis of UCoDe as a function of the number
of training iterations (epochs) and the embedding dimension of
the internal layers. Figure 1 analyzes non-overlapping community
detection. Figure 1a shows the behavior of the loss function for
the Cora dataset. As expected the loss decreases with more epochs
and plateaus after 100 epochs. The behaviour is confirmed if we
measure NMI score in Figure 1b.

Figure 1c reports the impact of the embedding dimension on
NMI. We note that increasing the dimension is beneficial until the
dimension reaches 256-512. After that point, the quality plateaus
and gently decreases. As such, we set the embedding dimension to
512 in our experiments as it shows more consistent behavior across
datasets. We also did the same analysis of UCoDe for overlapping
community detection and observe a similar behavior. The only
difference to the non-overlaoping model is that the hidden size of
128 shows more consistent behavior across datasets.

Figure 2 compares the modularity score for DMoN (Figure 2a)
and UCoDe (Figure 2b). Our contrastive loss expectedly fluctuates
more towards epochs but finally settle on a highermodularity which
confirms our analysis in Section 4.2.

6 CONCLUSION
We propose UCoDe, a new Graph Neural Network method for
community detection in attributed graphs. UCoDe detects both
overlapping and non-overlapping community detection, by virtue
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of a novel contrastive loss that maximizes a soft version of net-
work modularity. We provide intuitive theoretical justification for
our choices and validate our claims on a large set of experiments.
Our experimental assessment confirms that our method is expres-
sive and overall superior in both overlapping and non-overlapping
community detection tasks, exhibiting competitive performance in
comparison with state-of-the-art methods designed for either one
of the tasks.
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