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Philosophers have hitherto only interpreted the world in various ways; the point is to
change it. — Karl Marx





Table of contents

Summary v

Resumé (Abstract in Danish) vii

Abstract ix

Acknowledgments xi

1 Introduction 1
1.1 Using big data and machine learning . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.3 Conclusions and future research . . . . . . . . . . . . . . . . . . . . . . . . . 5

2 Big Data Driven Order-Up-To Level Model: Application Of Machine
Learning 9
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.2 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2.1 Univariate data driven newsvendor models . . . . . . . . . . . . . . . 14
2.2.2 Univariate data driven dynamic inventory models . . . . . . . . . . . 15
2.2.3 Big data driven inventory models . . . . . . . . . . . . . . . . . . . . 16
2.2.4 Research gaps . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.3 An ERM based big data driven methodology . . . . . . . . . . . . . . . . . . 19
2.3.1 The optimal predictor . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.4 The big data driven dynamic inventory model . . . . . . . . . . . . . . . . . 22
2.4.1 The big data driven order-up-to level inventory model . . . . . . . . 23
2.4.2 The solution algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . 24
2.4.3 The choice of optimizer . . . . . . . . . . . . . . . . . . . . . . . . . 25

2.5 Experimental study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.5.1 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26



ii Table of contents

2.5.2 Benchmark models and big data driven models . . . . . . . . . . . . 31
2.5.3 Experimental results . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.6 Conclusions and future research . . . . . . . . . . . . . . . . . . . . . . . . . 35

3 Big Data Driven Production And Distribution Planning: A DERM Method 37
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.2 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.2.1 Univariate data driven models . . . . . . . . . . . . . . . . . . . . . . 41
3.2.2 Big data driven newsvendor models . . . . . . . . . . . . . . . . . . . 41
3.2.3 Non-newsvendor big data driven models . . . . . . . . . . . . . . . . 42

3.3 The DERM method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.4 Two applications of DERM . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.4.1 The big data driven stochastic production planning problem . . . . . 49
3.4.2 The big data driven stochastic shipment planning problem . . . . . . 51

3.5 Numerical study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
3.5.1 Experiments of the production planning problem . . . . . . . . . . . 54
3.5.2 Experiments of the shipment planning problem . . . . . . . . . . . . 58

3.6 Extension: The big data driven stochastic lot-sizing problem . . . . . . . . . 61
3.7 Managerial insights . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
3.8 Conclusions and future research . . . . . . . . . . . . . . . . . . . . . . . . . 66

4 Using An Iterative Procedure Of Maximum Likelihood Estimations To
Solve The Newsvendor Problem With Censored Demand 67
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
4.2 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
4.3 The methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73
4.4 Numerical experiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.4.1 Numerical experiment design . . . . . . . . . . . . . . . . . . . . . . 77
4.4.2 Numerical results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5 A heuristic to decide between multiple distributions . . . . . . . . . . . . . . 81
4.5.1 Numerical study of heuristic . . . . . . . . . . . . . . . . . . . . . . . 83

4.6 Concluding remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86
4.A Appendix 1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
4.B Appendix 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

5 A Text Mining Approach For Faulty Component Identification In Wind
Turbines Experiencing An Unexpected Breakdown 93
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95



Table of contents iii

5.2 Literature review . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
5.2.1 Statistical root cause diagnosis . . . . . . . . . . . . . . . . . . . . . 100
5.2.2 Core papers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

5.3 Components . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102
5.4 Text alerts . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
5.5 Natural language processing . . . . . . . . . . . . . . . . . . . . . . . . . . . 108
5.6 Data collection and text processing . . . . . . . . . . . . . . . . . . . . . . . 111

5.6.1 Matching preceding text alerts to unexpected breakdowns . . . . . . 113
5.6.2 Data processing, text normalization and stop words removal . . . . . 114

5.7 Statistical faulty component identification analysis . . . . . . . . . . . . . . . 116
5.7.1 Statistical analysis to determine primary text alert . . . . . . . . . . 116
5.7.2 Statistical faulty component identification . . . . . . . . . . . . . . . 118
5.7.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

5.8 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
5.9 Conclusion and future research . . . . . . . . . . . . . . . . . . . . . . . . . . 125

Bibliography 127





Summary

The articles included in this dissertation are all related to the topic of predictive or prescrip-
tive analytics in operations management. We contribute to the literature on the topic by
exploring the use of observed big data and insights from machine learning for operational
decision-making. The first three articles in this dissertation use insights from machine learn-
ing to prescribe actions for operational decision-making based on observed data. In two of
the articles, ordering, production or inventory decisions are prescribed based on observed
big data in order to better account for the stochastic demand faced by the decision-makers.
In the third article, using insights from machine learning, ordering decisions are prescribed
from observed univariate data. The last article included in this dissertation studies a big
data predictive problem with implications for operational decision-making.

In the article "Big Data Driven Order-Up-To Level Model: Application Of Machine Learning",
a big data driven order-up-to level problem is studied. The problem is formulated and solved
by applying the empirical risk minimization principle and a novel neural network design.
Solving the big data driven order-up-to level model gives feature dependent order-up-to level
prescriptions, which can be used in future operational decision-making.

In the article "Big Data Driven Stochastic Programming: A Direct Empirical Risk Minimiza-
tion Method", the application of the empirical risk minimization principle is extended to
constrained operations management problems. We formulate and solve big data driven two-
stage stochastic linear programs with recourse. Solving the big data driven problem yields
feature dependent prescriptions for first-stage decisions in the two-stage linear programs.
When new big data are observed, the solution can be used to prescribe first-stage decisions
for future planning cycles.

In the article "Using An Iterative Procedure Of Maximum Likelihood Estimations To Solve
The Newsvendor Problem With Censored Demand", a newsvendor problem with observed
univariate censored demand is examined. Using insights from machine learning, we propose



vi Summary

an algorithm that can learn the optimal order size from the censored data. The estimated
order size can then be used when ordering for future periods.

Finally, in the article "A Text Mining Approach For Faulty Component Identification In
Wind Turbines Experiencing An Unexpected Breakdown", a predictive big data problem with
implications for operational decision-making is studied. The problem of faulty component
identification is interesting from an operational perspective since it can improve maintenance
operations. In the article, we use big data from a fleet of wind turbines as the input for the
statistical fault identification. The predictive fault identification analysis could afterwards
be used as input for operational maintenance decision-making and models.



Resumé

Den buldrende udvikling i datavidenskab og den større tilgængelighed af big data i forret-
ningsverdenen har medført, at datadreven operations management er blevet et nyt grænseom-
råde i forskningen inden for operations management. Denne forskning har til formål at bruge
big data og machine learning til at forbedre operationel beslutningstagning. Der er dog mange
problemer og emner i operations management, hvor brugen af big data og machine learning
ikke er blevet udforsket fuldt ud. Vi studerer specifikt, hvordan man kan bruge big data og
machine learning til præskriptive og prædiktive analyser inden for operations management.
Vi bidrager til dette forskningsområde ved at udforske (big) data-drevne formuleringer af
tre klassiske operations management problemer, og udforske et big data problem, der har
implikationer for operations management.

Ved at anvende empirical risk minimization princippet har forskere formuleret og løst det big
data-drevne newsvendor problem. Løsningen til dette problem er feature-afhængige bestill-
ingsbeslutninger for newsvendor problemet. I kapitel to af denne afhandling udvider vi
forskningen på dette område ved at formulere og løse et big data-drevent order-up-to niveau
problem. Vi kommer frem til feature-afhængige order-up-to niveauer. I et eksperiment der
bruger big data fra den virkelige verden, viser vi, at big data-drevne modeller giver bedre resul-
tater end univariate modeller. Forskning i big data-drevne problemer, der ikke er newsvendor
problemet, er derimod begrænset. Det tredje kapitel i denne afhandling præsenterer en
metode til at formulere og løse en type af big data-drevne two-stage stochastic linear prob-
lems with recourse. At løse betingede big data-drevne problemer er en udfordring. For at have
et løsbart problem præsenterer vi en direct empirical risk minimization metode med lineære
beslutninger. Metoden er intuitiv og kan anvendes til at løse two-stage stochastic linear
problems with recourse. Antagelsen om linearitet ses også i litteraturen om big data-drevne
operations management modeller. Derudover viser vi, at når efterspørgslen også er lineær,
kan vores fremførte direct empirical risk minimization metode præstere bedre end benchmark
metoder.



viii Resumé

Newsvendor problemet med censored efterspørgsel bliver også udforsket i denne afhandling.
Problemet er blevet studeret før, men ved at drage inspiration fra machine learning fremfører
vi en ny løsningsalgoritme, der er baseret på maximum likelihood teori. Vi viser at løsningsal-
goritmen kan løse problemet. Algoritmen har også den fordel, at den kan løse problemet,
selvom tidligere bestillingsmængder har haft forskellige værdier. Derudover er maximum
likelihood delen af algoritmen ikke unikt designet til newsvendor problemet, så derfor kan
algoritmen i fremtiden blive modificeret til at løse mere komplekse problemer.

Vi studerer også et big data problem vedrørende fault identification i vindmøller. I forhold
til litteraturen omkring dette emne studerer vi et underudforsket problem omhand-lende
komponent-niveau fault identification for en hel vindmølle. For at kunne gøre dette, bruger
vi en big data kilde, der kun er blevet studeret lidt i denne kontekst. Big data kilden, der
bliver udforsket, er ustrukturerede tekst-advarsler. For at kunne håndtere denne data kilde
introducerer vi natural language processing fra machine learning og præsenterer, hvordan
vores problem kan modelleres som et natural language processing problem. Efter vores data
er blevet behandlet, kan statistisk fault identification blive udført. Fault identification er en
prædiktiv analyse, der har implikationer for operationelle problemer såsom vedligeholdelses-
planlægning og reservedelsbestilling.



Abstract

With the rapid development of data science and the widespread availability of big data in the
business world, data driven operations management problems have become a new research
frontier. The research aims to use big data and insights from machine learning to improve
operational decision-making. However, many problems and topics in operations management
still exist where the use of big data and machine learning has not been fully explored. Specif-
ically, we explore how to use big data and machine learning insights for prescriptive and
predictive analytics for operations management. We extend the research by exploring (big)
data driven formulations of three classic operations management problems and exploring one
big data problem with implications for operations management.

By applying the empirical risk minimization principle, researchers have been able to for-
mulate and solve the big data driven newsvendor problem. The solution to this problem is
feature dependent ordering prescriptions for the newsvendor problem. In chapter two of the
dissertation, we extend the research to formulate and solve a big data driven order-up-to
level problem in order to arrive at feature dependent order-up-to levels. An experimental
study using big data from real life is performed, and it shows that big data driven models
outperform univariate models.

However, research into big data driven non-newsvendor problems is limited. The third chapter
of this dissertation proposes a method for formulating and solving big data driven two-stage
stochastic linear programs with recourse. Solving constrained big data driven problems pose
a considerable challenge. As a starting point, in order to have a tractable problem formula-
tion, we propose a direct empirical risk minimization method with linear prescriptions. The
method is intuitive and can be applied to a class of two-stage linear programs with recourse.
The assumption of linearity is also seen in the literature on big data driven operations man-
agement models. Moreover, we show that for linear demand, our proposed direct empirical
risk minimization method outperforms benchmark methods.
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The newsvendor problem with observed censored demand data is also explored in the dis-
sertation. This problem has been studied before, but by drawing on insights from machine
learning, we propose a new solution algorithm based on maximum likelihood theory. We
show that the solution algorithm can solve the problem, and it has the advantage of being
able to solve the problem even though previous ordering sizes take multiple different values.
Moreover, the maximum likelihood part of the algorithm is not unique to the newsvendor
problem, so the algorithm can be adapted to more complex problems in future research.

We also study a big data problem of wind turbine faulty component identification. Compared
to the literature on the topic, we study the underexplored problem of faulty component
identification for an entire wind turbine. To do this, we use a big data source that has rarely
been studied in the context of wind turbine fault identification. The big data source explored
is unstructured alert data in text form. In order to handle this data source, we introduce
natural language processing from machine learning and discuss how our data processing
problem can be modelled as a natural language processing problem. After the data process-
ing has been completed, statistical fault identification can be performed. Fault identification
is a predictive analysis that has implications for operational problems such as maintenance
planning and spare parts ordering.
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; First Chapter <

Introduction

The age of big data in operations management is upon us, according to papers such as Ma-
heshwari et al. (2021); Nguyen et al. (2018); Wang et al. (2016); Yu et al. (2018). According
to the authors, the use of big data can improve supply chain risk management, flexibility,
responsiveness, profitability, and demand management. Since big data is generated from a
multitude of sources such as data from external databases, web-scraping, sensors, the internet
of things, and transactional data, it offers practitioners access to an unprecedented amount
of information. Big data is often characterized by the 4 V’s: Volume, Velocity, Variety, and
Veracity (Chen and Zhang, 2014). However, the 4 V’s are not always present every time a
data set is denoted as big data, but the 4 V’s are common characteristics of big data.

While the excitement around using big data in operations management is large, realizing the
potential of using big data to improve operational decision-making is more difficult. Wang
et al. (2016) conclude their paper by stating that they have identified a gap between the
research into big data in logistics and supply chain management and the analytical maturity
level of supply chains in organizations. While the paper was published a number of years
ago, organizational change is also often slow. Furthermore, the recent paper of Maheshwari
et al. (2021) still describes organizations as being overwhelmed by big data and need to learn
from researchers on how to create strong big data analytics. From a research perspective,
Nguyen et al. (2018) argue that there are still many areas of operations management where
more research into the use of big data is needed.

The key to unlocking the potential of big data for operational decision-making is analytics.
In the field of machine learning (ML), statistical learners such as neural networks, regulariza-
tion techniques, and regression trees are often used when analyzing big data (Hastie, 2009).
However, the challenge is integrating insights from ML into the type of analytics used in
operations management. In operations management, analytics can be broadly classified into



2 Chapter 1. Introduction

one of three types of analytics; descriptive analytics, predictive analytics, and prescriptive
analytics (Informs 2022).

Descriptive analytics gives insights into past and present events. Predictive analytics gives
insights into possible future events. Prescriptive analytics gives actionable insights. All three
types of analytics are an essential part of operations research. Without descriptive analytics,
practitioners would not have an accurate understanding of the operational situation they
are in. Without predictive analytics, practitioners would not have an accurate understand-
ing of what the future might hold. Without prescriptive analytics, practitioners could have
insights into past, present, and future events but lack actionable insights that can be used
in decision-making.

A common characteristic of the short definitions presented, is that they are focused on
the output of the analysis. While different input data or information is often associated
with a given type of analysis, researchers have developed analyses for all three types of
analytics through the innovative use of different input data or information. This dissertation
explores the possibilities and challenges of using historical observed big data to make future
prescriptions. Moreover, this dissertation integrates predictive and prescriptive analytics
because we are concerned with possible future events, but the analysis aims to present
actionable prescriptions for these future events. The output of this type of analysis is in
Bertsimas and Kallus (2020) defined as predictive prescriptions. This is an emerging type
of analytics that this dissertation contributes to further. In this dissertation, we seek to
construct predictive prescriptions using both observed univariate data and observed big
data.

1.1 Using big data and machine learning

All the following chapters in this dissertation use big data or ML insights in the predictive
or predictive prescriptive analyses that are explored. Within operations research, analyses
where the solution is learned from observed data are sometimes denoted as data driven
analyses. Ban and Rudin (2018) introduces the concept of a big data driven analysis, where
the solution is learned from big data. In Ban and Rudin (2018) big data is synonymous with
feature rich data and in a big data driven analysis the solution is learned from the observed
features.

In Ban and Rudin (2018), Bertsimas and Kallus (2020), and Huber et al. (2019) the big
data driven analyses explore operational decision-making when demand is dependent on
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a set of features such as price, promotional strategy, weather, competitive characteristics,
macroeconomic conditions, demographic information, etc. An assumption of big data driven
analyses is that the values of the features, included in the problem, are known or can be
forecasted over the planning horizon of the problem. In this dissertation, we will examine
both problems where the planning horizon is only the next future period and problems with
a planning horizon of multiple periods into the future.

For features with deterministic behavior, it is straightforward to know their future values.
Features that capture calendar information are almost always deterministic. It is known what
periods are workdays or weekends, what periods are holidays, and when the seasons change.
Price and promotional information are examples of features where future values are often
decided by an organization in advance. It is important to highlight that such features are
reliable and often available to big data driven analyses.

There are also features that have to be forecasted, since they cannot be known for future
planning horizons. Forecasting is not an unknown topic to the field of OM. While forecast-
ing in OM is often focused on univariate demand forecasting (with trends and seasonality
included), forecasting with features is also performed (Axsäter, 2015). The question is then
if it is possible to arrive at good forecasts of future feature values. There is not a universal
answer to this question. Using known forecasting methods, some features can be forecasted
accurately a short time into the future and others a longer time into the future. Moreover,
it might also be possible to get forecasts from outside sources like weather services. How to
obtain accurate forecasts of a given feature is a forecasting topic beyond the scope of this
dissertation.

To limit the scope of the dissertation, we primarily focus on feature dependent demand.
Chapter two and three in this dissertation explore new big data driven models and how
to make operational prescriptions based on feature dependent demand using insights from
ML. Chapter four explores how to make operational prescriptions from censored univariate
demand data using insights from ML. The last chapter explores the use of big data to create
a predictive analysis with implications for operational decision-making. The object of anal-
ysis in the last chapter is fault identification for breakdowns in wind turbines and from an
operational perspective unexpected breakdowns are a core driver of demand for maintenance.
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1.2 Contributions

We will now present the scientific contribution of each chapter in relation to the subject
specific literature it is related to.

The second chapter of the dissertation consists of the article "Big Data Driven Order-Up-To
Level Model: Application Of Machine Learning" published in the journal "Computers &
Operations Research". In this article, my co-author and I contribute to the literature on big
data driven operations research by formulating and solving a big data driven order-up-to
level model. We achieve this by a novel application of the empirical risk minimization (ERM)
principle and a problem specific neural network design. In previous big data driven research,
the ERM principle had only been applied to solve the big data driven newsvendor problems
(Ban and Rudin, 2018; Huber et al., 2019). In this chapter, I also present an experimental
study where real big data is used to solve the big data driven order-up-to level model. The big
data driven model outperforms the univariate order-up-to level model and other univariate
benchmark models. The results add further evidence to the usefulness of big data driven
analysis.

The third chapter of the dissertation consists of the paper "Big Data Driven Production
And Distribution Planning: A DERM Method". In this chapter, my co-author and I extend
the use of the ERM principle to constrained OR problems. We study a class of two stage
linear programs with recourse and present a big data driven formulation thereof. The big
data driven formulation is based on the ERM principle and stochastic programming. This
research enables practitioners facing common operational two-stage problems to make big
data driven prescriptions. While two other methods have been proposed to solve constrained
big data driven problems (Bertsimas and Kallus, 2020; Notz and Pibernik, 2022), our research
indicates that it is problem dependent what method is preferred. Since our method is based
on ERM, it can make prescriptions directly from new observed big data. Moreover, it is
also based on linear stochastic programming, which makes the method straight forward to
apply to other two stage linear programs with recourse. The trade-off for the applicability
of our proposed method is that it is limited to linear prescriptions. However, our numerical
experiment shows that when demand is linear, our method can offer superior performance
compared to benchmark methods.

The fourth Chapter of the dissertation consists of the article "Using An Iterative Procedure
Of Maximum Likelihood Estimations To Solve The Newsvendor Problem With Censored
Demand". In the chapter, my co-author and I study the newsvendor problem where the
newsvendor only has observed censored demand data (sales) to base her ordering decision
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on. The article is a contribution to the literature, since we have not been able to identify
other articles that use a maximum likelihood approach to solve the newsvendor problem with
censored demand with changing order sizes. Conrad (1976) and Nahmias (1994) are examples
of articles also exploring this problem, however they assume fixed order sizes. The maximum
likelihood part of our algorithm is not specifically designed for the newsvendor problem and
that makes it flexible in its application. The algorithm can be applied in cases where the
observed demand has been censored at random or censored in the process of testing multiple
distributions. Moreover, it makes it possible in future research to generalize the approach to
other problems than the newsvendor problem.

The fifth chapter of the dissertation consists of the article "A Text Mining Approach For
Faulty Component Identification In Wind Turbines Experiencing An Unexpected Break-
down". In this chapter, my co-author and I discuss the underexplored problem of faulty
component identification across an entire wind turbine. The literature focuses on statistical
root cause diagnosis on a component level, and often only a single or a few components
are studied (Agasthian et al., 2019; Hao et al., 2020; Xue et al., 2019). We use data ob-
served before the breakdown to identify the faulty component. The fault identification can
thereby aid the maintenance operators in speeding up the repair process, and it can have
implications for spare parts ordering. To perform the fault identification, we need health
information about the entire wind turbine. To get that we use text alert data generated
by the wind turbine controller which is unstructured big data. To handle the complexity of
the big data, we propose and discuss how text alerts can be interpreted and modelled as
a natural language processing problem. Text alerts have only been used to a small degree
in the existing literature (Hsu et al., 2020; Schlechtingen et al., 2013), and we introduce a
structured analysis of them. Based on the processed data, it is possible to apply statistical
classification analysis. Our statistical fault identification is based on a naive Bayes classifier.
The output of the analysis can then be used as inputs for operational decision-making.

1.3 Conclusions and future research

In this dissertation, we present four papers that explore the applicability of big data and ML
in the field of OM. The first two chapters further explore the idea of using ERM principle in
big data driven analyses in order to broaden its applicability in OM. The papers show that
it is possible to extend the use of the ERM principle to more problems than the newsvendor
problem. We believe the papers show that there is more potential in using the ERM principle
in big data driven prescriptive analytics. The results of the first two papers also supports the
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claim that, when relevant feature information is available, big data driven methods can out-
perform univariate data driven methods. The third paper shows that an iterative maximum
likelihood procedure, inspired from ML, can be used to solve a newsvendor problem with
censored demand with changing order sizes. Although, the newsvendor problem is not new,
we solve a more complex variation of the censored newsvendor problem. Moreover, we believe
it is possible that the procedure can be used to solve continuous or periodical replenishment
inventory problems in the future. The fourth paper draws inspiration from ML to develop an
analysis of a predictive problem connected to the field of OM. We show that researchers and
practitioners can use a natural language processing approach to make text alerts useable as
an input for statistical faulty component identification. The approach opens up new ways of
applying statistical analyses to unstructured text alert data from wind turbines and perhaps
also other machinery.

While the problems discussed in this dissertation differ to some extent, they show that
through innovative use of big data and ML, it is possible to formulate and solve new (big)
data driven OM problems. Moreover, we provide examples of using big data and ML to
significantly improve decision-making compared to univariate methods.

The explorative character of the papers show that there are still rich future research op-
portunities in big data driven analyses and the use of ML in the field of OM. From the
first two chapters, we see further need for more theoretical work in understanding the use
of ERM in big data driven analyses for OM problems. The third chapter demonstrates the
use of the iterative maximum likelihood procedure, but more theoretical work regarding
the convergence of the procedure is needed. The fourth paper proposes a new approach to
statistical faulty component identification and tests it on a large data set, but the approach
must be further developed into part of a prescriptive maintenance analysis.

Furthermore, There are other interesting specific directions for future research. In chapter
two, we studied the big data driven order-up-level model, and identifying further inventory
models, which are suitable to be transformed into a loss function, is an important future
research question. The dimensions of the DERM model in chapter three can become rather
large as features and observations increase. Therefore, the development of efficient solution
algorithms is a core future research topic for the DERM method. The procedure in chapter
four should be extended to more complex inventory problems, such as continuously or peri-
odically replenishment inventory problems. In chapter five, we introduce natural language
processing to the topic of statistical faulty component identification, but it would be inter-
esting to see how that research can be integrated into traditional root cause analysis, which
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uses continuous data.
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Abstract

Data driven optimization has become one of the research frontiers in operations management
and operations research. Likewise, the recent academic interest in big data has created a desire
for big data driven operations research. A new data driven methodology, which employs the
empirical risk minimization (ERM) principle, has recently been introduced in the inventory
management literature. It has been used to formulate data driven inventory models which
can take multiple features into account and do not need classical distributional assumptions.
However, the research on big data driven inventory models is currently confined to the
newsvendor model. In this paper, we aim to generalize the previous results on the big data
driven newsvendor model and to expand the research by solving a big data driven dynamic
order-up-to level inventory model. We show how the ERM methodology is employed to
formulate a big data driven order-up-to level inventory model and design a machine learning
algorithm to solve the model. The performance of our big data driven inventory model and
solution algorithm is demonstrated by an experimental study based on real business data.
The numerical results show that our integrated big data driven model generates up to 60%
cost savings compared to the best performing univariate benchmark model, and up to 6.37%
cost savings compared to the best performing big data driven benchmark model.

Keywords: inventory models, machine learning, big data, data driven operations research,
empirical risk minimization, neural network.
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2.1 Introduction

In the past decades companies have invested heavily in information technologies and dig-
italization. Increased computing power and the explosion of data have changed the way
organizations capture data, analyze information, and make decisions. These changes provide
opportunities for the operations management (OM) community to develop new models for
data driven decision-making (Simchi-Levi, 2014). A few recent studies investigate the appli-
cations of big data analytics in logistics and supply chain management and have proclaimed
the arrival of the big data era in the field of OM (Maheshwari et al., 2021; Nguyen et al.,
2018; Wang et al., 2016; Yu et al., 2018). The seminal insight in Davenport et al. (2006),
that aggressive firms on the analytical edge are often clear leaders in their industry, might
become more and more applicable to logistics and supply chain management.

In practice, big data sources generally include enterprise resource planning (ERP) systems,
distributed manufacturing environments, and social media feeds, customer buying patterns,
global position systems, and radio frequency based identification tracking, etc. In order to
benefit from the insights of big data within the field of OM, it requires bringing together
statistics, computational science, and operations research (OR) techniques. Bertsimas and
Kallus (2020) combine ideas from machine learning (ML) and OR to develop a framework for
using data to determine optimal decisions in OR problems. However, the research on how to
integrate the big data analysis and OR models to drive business performance improvements
is still in its infancy.

The classic OR models assume that demand is deterministic or follows certain known statis-
tical distributions. While the deterministic and stochastic OR models are an effective type of
analysis in operations management, the rapid development of data science and company data
availability has created a need for new data driven OR methods to be explored. The data
driven methods seek to improve operational performance by analyzing observed data instead
of making distributional assumptions. It is therefore interesting to see when the data driven
methods will outperform the classic OR methods, and vice versa, so that we can choose the
right methods for a specific case and model. Many studies try to relax the assumption of
probability distributions about demands (Cheung and Simchi-Levi 2019; Huh et al. 2011; Shi
et al. 2016, etc.). A subset of these studies, e.g., Ban (2020), Cheung and Simchi-Levi (2019),
Ding et al. (2002), Levi et al. (2015) can be denoted as data driven papers because the papers
not only relax distribution assumptions but also solve their problems based on observed data.

Our research aims to contribute to the literature on big data driven inventory models. Big
data is characterized by 4 V’s: Volume, Velocity, Variety, and Veracity. A truly big data
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framework must be able to handle these four characteristics (Chen and Zhang, 2014). How-
ever, dealing with all 4 V’s at the same time is too broad in scope to be in one paper.
Therefore, we primarily focus on the Volume and Variety characteristics, since they are
often discussed together when researchers denote big data as feature rich. We will adopt the
terminology established in Ban and Rudin (2018) and define big data as data that takes
features into account. Features are synonymous with the terms of independent variables,
exogenous variables or explanatory variables. For example, product demand (which in an
OR context is a common dependent variable) is often in a real-world case dependent on a
set of features.

We will later in our experimental study explore the demand for orange juice, which is de-
pendent on features such as price, if a promotion is present, the number of other stores
selling orange juice nearby, the average age of consumers, the income of consumers, etc. We
define the opposite of feature rich data as univariate data. Univariate demand data is often
considered when one observes product demand but nothing else. However, in reality product
demand is often dependent on a set of features, but one has not spent resources to observe
those features. Therefore, it is necessary to study if OR models based on feature rich demand
data offer improved decision-making compared to univariate models.

The concept of including multiple features into business analysis is not a new concept within
the field of (business) statistical research, but it is a much more scarce topic within the field of
OR. Several papers see big data as the next big leap in OR but integrating multiple features
into existing OR models remains a challenging task. To overcome this challenge, we focus
on big data driven inventory models, and we expand upon the new methodology presented
in Ban and Rudin (2018). The only big data driven inventory problem treated in detail in
literature is the big data driven newsvendor model (Ban and Rudin, 2018; Huber et al.,
2019; Zhang and Gao, 2017). The paper by Ban and Rudin (2018) may become a seminal
paper because of their introduction and application of the empirical risk minimization (ERM)
principle to solve the big data newsvendor model. The newsvendor model is chosen as the
breakthrough point for the big data driven methodology in OR because of its simplicity and
well-defined solution structure.

The main contribution of our study is that we formulate and solve a big data driven dynamic
inventory model. Nguyen et al. (2018) state that further extending the use of big data analysis
for inventory models is a current important research question for operations research. We do
this by extending the use of the ERM principle to an order-up-to level model. We study the
order-up-to level model introduced by Huh and Rusmevichientong (2009) and also studied
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in Shi et al. (2016), which is a model with 0 lead time. In the literature, order-up-to level
models with stochastic lead times are also studied (Babai et al., 2011). The big data driven
order-up-to level model studied in this paper is not designed to handle stochastic lead times.
Constant lead time could possibly be handled by determining the big data driven order-up-to
levels and then adjusting ordering for the constant lead time. The big data driven order-up-to
levels is arrived at by using a custom loss function together with a neural network (NN) that
enables us to make inventory prescriptions directly. Then we demonstrate the performance
of our integrated big data driven inventory model using a real-world data set and compare
the results with those from a set of benchmark models from literature. The numerical results
show that our integrated big data driven model generates up to 60% cost savings compared
to the best performing univariate benchmark model, and up to 6.37% cost savings compared
to the best performing big data driven benchmark model.

Based on our results and discussions, we present three key managerial insights. First, when
faced with an inventory management problem where feature rich demand data is available,
performing standard multiple feature analysis can greatly improve inventory performance
compared to univariate models. Second, if one can identify the optimal predictor of the big
data driven model, it is often possible to identify well understood estimation methods that
can solve the big data driven problem. Third, in the absence of a known optimal predictor,
it is still possible to design a problem specific ML model. The performance of the model
depends on both the complexity level of the model and the problem.

The rest of the paper is organized as follows: The key literature is reviewed, and the research
gaps are identified in Section 2.2. In Section 2.3 we introduce the ERM principle and the
concept of an optimal predictor to generalize the results established in the literature about
big data driven newsvendor models. In Section 2.4 our ML methodology and our big data
driven order-up-to level inventory model are developed. In Section 2.5 we test our model on
a real business data set and compare the performance of our model and solution algorithm
with a set of benchmark models from the literature. Section 2.6 summarizes our research
and proposes future research directions.

2.2 Literature review

Big data driven inventory models is a very recent area of research. It is closely related to the
literature on classic inventory models and the more recent literature on data driven inventory
models. We will focus on reviewing the most recent developments about data driven inventory
models and identify the research gaps.
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Figure 2.1: Literature structure

We classify the related literature as shown in Figure 2.1. For the classic subjects of Determin-
istic Inventory models and Stochastic Inventory models we refer to comprehensive textbooks
on the subjects by Zipkin (2000) and Axsäter (2015).

2.2.1 Univariate data driven newsvendor models

The classic newsvendor model assumes that demand is deterministic or follows an assumed
probability distribution (Zipkin, 2000). However, business managers may need to make de-
cisions without complete knowledge of the demand distribution. For example, the manager
might know an approximation of the demand distribution or know some distributional mo-
ments. This has been treated in the literature by Gallego and Moon (1993) where the authors
solve a class of newsvendor models where only the mean and variance are known by using and
expanding on the Scarf ordering rule (Scarf, 1958). Similarly, Perakis and Roels (2008) only
assume knowledge of distributional moments such as mean and variance in their treatment
of the newsvendor model. Corlu et al. (2019) use the newsvendor model to derive a closed
form solution for the confidence interval around the simulated service level in the absence of
complete information about the demand distribution. Zheng et al. (2016) study newsvendor
order quantities when demand forecasts can be updated within the full time horizon of the
model. Looking into data driven papers, we can identify different solution methodologies.
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Ding et al. (2002) take a Bayesian approach where the demand is assumed to follow a family
of distributions. The assumption is then used to establish an optimal ordering policy by
determining the distributional parameters through a data driven Bayesian methodology.
Carrizosa et al. (2016) develop a robust solution to the newsvendor model based on observed
univariate data modelled as an AR(P) process. Zhang and Yang (2016) study a multi-item
newsvendor model where historical univariate demand is observed. The study by Ding et al.
(2002) is interesting because it models the problem based on univariate censored data. Godfrey
and Powell (2001) use a CAVE algorithm on univariate censored data to determine an optimal
newsvendor order quantity. More recent papers such as Levi et al. (2015) investigate the
data driven newsvendor model with a random, independent sample drawn from the demand
distribution. The sample average approximation (SAA) approach is analyzed, and a new
analytical bound on the probability that the relative regret of the SAA solution exceeds a
threshold is found. The new bound is significantly tighter than the existing bounds. Harsha
et al. (2019) also use a quantile based approach based on observed demand data and develop
a data driven algorithm which considers the problem of both order quantity and price setting
simultaneously.

2.2.2 Univariate data driven dynamic inventory models

The simplicity of the newsvendor model makes it a good model for developing new method-
ological insights, but data driven inventory models and solution algorithms are also studied
in the context of data driven dynamic inventory models. For example, Bollapragada and
Morton (1999) derive a heuristic that can solve the (s, S) inventory model under non-IID
demand. This work is a continuation and improvement on the earlier work of Askin (1981)
which seeks to solve the same problem. Recently, Ban (2020) develop a data driven solution
of the (s, S) inventory model which can handle both censored and non-censored univariate
independent and identically distributed (IID) demand data. Taube and Minner (2018) ex-
amine a univariate data driven multi-item multi-echelon order-up-to level model. Bayesian
solutions methodologies is explored in Akcay and Corlu (2017) where the authors develop
a data driven Bayesian methodology which can solve a base stock inventory problem, and
Liu et al. (2020) present an empirical Bayesian analysis of the base-stock list-price inventory
policy. Cheung and Simchi-Levi (2019) propose a sampling-based approximation scheme for
a capacitated stochastic inventory control model.

Of specific interest to our study is Huh and Rusmevichientong (2009). They are inspired by
the newsvendor model to design a data driven multiple period order-up-to level inventory
control model. The order-up-to level inventory model objective is to minimize (maximize)
the total cost (profit) over the planning horizon when taking order cost, holding cost, and
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lost sales cost into account. They formulate a univariate algorithm which is asymptotically
optimal when applied on IID data. Shi et al. (2016) also discuss the same order-up-to level
model but extend the data driven results to the multi-product case. The IID assumption is
still needed for establishing an asymptotic optimal order-up-to level.

In addition, a number of studies employ solution algorithms based on dynamic programming,
Markov processes, or reinforcement learning to solve data driven dynamic inventory problems.
Subramanian et al. (2012) study a univariate closed loop multi-echelon distribution inventory
supply chain model. Van Foreest et al. (2010) use univariate demand simulation to evaluate
different ordering strategies in a more complex customized stochastic lot scheduling problem.
Hekimoğlu et al. (2018) examine an inventory control model that can handle stochastic lead
times and disruptions by modeling the stochastic elements through a Markov process, which
is integrated into the authors’ solution algorithm. Lately, Georghiou et al. (2019) develop a
methodology they call robust dual dynamic programming to solve multistage optimization
problems. The authors show the efficiency of their methodology in a single echelon multi-item
inventory problem with observed stochastic demands and fixed holding and back order costs.
Çimen and Kirkbride (2017) also look into solving a multi-item single echelon inventory
model with observed demand, but employ approximate dynamic programming algorithms.

Reinforcement learning is a data driven methodology that is gaining traction in many eco-
nomic research areas, and it is theoretically connected to dynamic programming and Markov
processes (Nguyen et al., 2020). Giannoccaro and Pontrandolfo (2002) provide an early in-
troduction of reinforcement learning methods to inventory management. Many theoretical
developments within the field of reinforcement learning have been achieved since then, and
Kara and Dogan (2018), Perez et al. (2021), and Wang et al. (2012) apply newer reinforcement
learning methods to solve inventory management problems based on observed univariate
demand data.

2.2.3 Big data driven inventory models

We have summarized the papers we will review in this section in Table 2.1.

The first column lists the key literature. The second column lists the focal problem addressed
in the literature. The third column presents how demand is assumed to be related to the
observed features. The linear demand model is discussed in Ban and Rudin (2018). The ERM
model proposed in Ban and Rudin (2018) only works when a linear relationship is assumed.
Whereas, the papers following Ban and Rudin (2018) have proposed ERM models for the
newsvendor model, which can be solved for both linear and non-linear demand relationships.
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Table 2.1: Big data driven papers
Study Inventory model Demand function Methodology Regression type
Ban and Rudin
(2018)

newsvendor linear ERM global regression

Huber et al.
(2019)

newsvendor non-linear ERM global regression

Zhang and Gao
(2017)

newsvendor non-linear ERM global regression

Bertsimas and
Kallus (2020)

multi-location non-linear regression +
optimization

local regression

Our study order-up-to level
(dynamic)

non-linear ERM global regression

The fourth column describes the solution methodology used in each paper. The key takeaway
is that the papers on the newsvendor model use the ERM methodology. Whereas, Bertsimas
and Kallus (2020) employ a multistep regression methodology. The fifth column summarizes
what regression type is used to make operational prescriptions. In the ERM methodology
global regression can be used, which means all data points are considered when making oper-
ational prescriptions. Instead, Bertsimas and Kallus (2020) use local regression, which means
that only a neighborhood of data points are used when making operational prescriptions.
For an illustration of the differences between global and local regression, see Shao et al. (2017).

The big data driven inventory model is a rather new research area and few studies have been
published. Ban and Rudin (2018) investigate the newsvendor model when a business has
access to multiple historical demand observations as well as a potentially large number of
features related to demand. They solve the big data driven newsvendor model via distribution
free ML algorithms which can handle feature rich data and derive finite-sample performance
bounds on their out-of sample costs. Two types of ML algorithms are presented: ERM based
algorithms (linear stochastic programming) and a Kernel optimization approach. Their ex-
periment shows that the integrated ML algorithms outperform the benchmark SAA approach.

Huber et al. (2019) is inspired by the methodology in Ban and Rudin (2018) and classifies data
driven approaches in inventory management by introducing three levels of analysis. The first
level is demand estimation, the second level is that one’s inventory decision is made based on
demand estimation and the associated regression errors, and the third level is the integration
of demand estimation and inventory optimization. Huber et al. (2019) test algorithms across
the three levels in their empirical experiment and find that the multiple feature approaches
consistently outperforms the univariate approaches. Within the multiple feature algorithms
on the second and third level, results are not as conclusive, but the integrated approaches
perform better in most of their tested cost instances. Using the framework from Huber
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et al. (2019), the work of Ban and Rudin (2018) would be on the third level. Another
recent paper on the third level is by Zhang and Gao (2017). This paper only looks at an NN
formulation of the big data driven newsvendor model, using the ERM principle. Instead of the
ERM methodology, Bertsimas and Kallus (2020) propose another methodology rather than
the ERM methodology and examine a big data driven multi-location problem. Comparing
Bertsimas and Kallus (2020) to the big data driven newsvendor models reviewed above,
the authors employ a methodology that uses local regression methods in the first step in
a multiple step methodology. It is in the last step of the methodology the authors model
operational decision-making, and it is a clear limitation of the multistep methodology that the
operational decision-making only can be based on data points within a local neighborhood.
The ERM methodology on the other hand uses all data points to determine the optimal
operational decision, but it is challenging to formulate ERM models of advanced operational
problems.

2.2.4 Research gaps

The literature review above shows that several research gaps need to be abridged.
First, the use of the ERM methodology to solve big data driven inventory models is only

applied to the newsvendor model. In our study, we will therefore extend the application of
the ERM methodology to formulate and solve a big data driven dynamic inventory control
model. Inventory models are not the only place where the use of a ERM based method-
ology is being further explored. New insights have recently been published in Notz and
Pibernik (2022) which solve a big data formulation of a static two-stage capacity planning
problem using the ERM principle and a novel regression tree based machine learning algo-
rithm. The authors also note the difficulty of generalizing their approach to other problems,
but together with our paper the applicability of ERM based analysis in OR is being advanced.

Second, solving (complex) big data driven dynamic operations research problems remains
a challenging task. A core element of our study is a novel application and modification
of ML algorithms. This approach is seeing increased interest in papers such as Bravo and
Shaposhnik (2020), Ciocan and Misic (2022). The authors in both of the papers do not take
an ERM approach. Instead, the authors examine the state space of different operational
problems and their associated action spaces (determined by a given policy on the state space)
and then try to improve and understand the problem by applying the ML algorithm known
as regression trees. Therefore, future research should investigate if insights from ERM based
modelling and state space based modelling can be used to generate new insights.
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2.3 An ERM based big data driven methodology

With the introduction of the ERM methodology into big data driven inventory models by
Ban and Rudin (2018), a new methodological approach to solve big data driven inventory
models has begun to be investigated. The methodology consists of two steps. The first step
is to construct a big data driven model, where the objective function is constructed using
the ERM principle. Second, one solves the big data driven objective function by estimating
the conditional quantity one seeks to either minimize or maximize. In order to generalize
the research results from the big data driven newsvendor models, we introduce the ERM
principle in the context of the newsvendor model first.

Table 2.2: Notations
Notation Description
N The number of observations.
P The number of features.
D A stochastic variable of demand.
X A P-dimensional stochastic input variable (our features)

expected to influence demand.
x A realization of the stochastic variable X .
X An N times P matrix. The N rows hold the observed

features corresponding to N demand observations. Each
of the P columns holds N observations of each feature.

xi The ith row in X, i = 1, . . . , N .
xp The pth column in X, i = 1, . . . , N .
di The ith demand observation.
u The underage cost per unit.
o The overage cost per unit.

Performing ERM in a dynamic inventory context, one has access to historical demand and
feature values for N periods. We then seek to determine that solution the minimizes cost
given the historical demand and feature values. Each observation i is therefore a period in
time.

To show how we arrive at our solution algorithm, we will start by discussing the ERM principle.
The ERM principle states that when estimating a function g that maps a P -dimensional
input to a scalar value:

g : X → D (2.1)

One chooses the estimate of g that minimizes the empirical risk (Vapnik, 1998). The empirical
risk function is defined as:

R(di, xi) = 1
N

N∑
i=1

L(ĝ(xi), di) (2.2)
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Where R(·) is the empirical risk function, ĝ(·) is the estimate of g, and L(·) is denoted as a
loss function. Since the joint distribution of D and X is unknown or difficult to be modelled,
we therefore seek to minimize R(·) by finding the best estimate of ĝ(·) given the realized
demand and features. The best estimate is dependent on the choice of loss function L(·),
because the loss function is how we measure how well ĝ(·) estimates g. The central innovation
in Ban and Rudin (2018) is to choose L(·) such that when the multiple feature model is
solved, it also solves the multiple feature inventory control problem we are seeking to solve.
In the case of the newsvendor model, we seek to estimate the multiple feature order quantity
q̂(xi). This is done by using the newsvendor cost function as the loss function in Equation
(2.2):

R(di, q̂(xi)) = 1
N

N∑
i=1

[u(di − q̂(xi))+ + o(q̂(xi) − di)+] (2.3)

Because we have used the newsvendor cost function as the loss function, when minimizing
Equation (2.3) we get the multiple feature newsvendor order quantity q̂(xi). The central
difference between a classic newsvendor order quantity and q̂(xi), is that q̂(xi) depends on
the values of xi.

We follow the terminology established in Ban and Rudin (2018) and denote the newsvendor
model introduced above as a big data driven model. A big data driven model means that
the inventory decision is dependent on a set of observed features. The opposite of a big data
driven model is a univariate data driven model (Ban, 2020; Huh and Rusmevichientong,
2009). The challenge of a big data driven problem is that if one does not take the features
that influence demand into account (treating observed demand as univariate) one would in
most interesting cases be dealing with non-IID data. This is because the univariate demand
data would not be identically distributed, since either the mean and variance (or both) of the
data would depend on the realized features. The solution methodology in Ban (2020) and
Huh and Rusmevichientong (2009) is based on the common assumption of IID demand data.
Even if a univariate data driven model can handle non-IID demand data (Bollapragada and
Morton, 1999), not taking features into account likely leads to worse performance compared
to a big data driven model. This is because the univariate data driven model does not use
the full demand information available. In the next sections, we will discuss how we solve a
big data driven order-up-to level inventory model.

2.3.1 The optimal predictor

There is however a type of big data driven inventory model which we now can solve. Ban and
Rudin (2018) observe that the loss function in Equation (2.3) is mathematically equivalent
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to the loss function used in a traditional quantile regression (QR). In fact, the observation
can be used to generalize the big data driven newsvendor model. In this section we introduce
the theoretical concept of an optimal predictor to generalize the findings in the big data
driven newsvendor literature.

The ERM principle states that one should pick the estimate of g that minimizes the empirical
risk, but the empirical risk changes when data is changed. Therefore, we would also like to
say what is the best estimator on average. Understanding what would be the best estimator
on average is the topic of statistical decision theory. We refer to Hastie (2009) for a full
theoretical development, but within statistical decision theory the concept of an optimal
predictor, g∗(X), is developed. g∗(X) is the theoretical predictor that minimizes the expected
prediction error. The optimal predictor depends on the choice of loss function, and the most
commonly used loss function is the squared error loss function:

L(D, g(X)) = (D − g(X))2 (2.4)

where g(X) is a general functional form defined in Equation (2.1). The theoretical optimal
predictor g∗(X) for the squared error loss function is the conditional mean of D given X = x
(Hastie, 2009) which is also called the regression function E(D|X = x). There are countless
methods to estimate the regression function given an assumed relationship between D and
X , but we can analyze how each estimator tries to estimate the theoretical optimal predictor.
Similar results can be derived for other loss functions, for example, the absolute value loss
function L(D, g(X)) = |D − g(X)|, where g∗(X) is the conditional median of D given X = x
(Hastie 2009).

What is especially relevant for our study is the observation that the loss function in Equation
(2.3) is mathematically equivalent to the loss function used in traditional QR. It means
that we can find the optimal predictor for the big data driven newsvendor model by using
Equation (2.5), called the LinLin loss function (Christoffersen and Diebold, 1997).

L(D, g(X)) =

u|D − g(X)| if (D − g(X)) > 0

o|D − g(X)| if (D − g(X)) ≤ 0
(2.5)

Moreover, Christoffersen and Diebold (1997) prove that the optimal predictor g∗(X) for the
LinLin loss function is the conditional quantile in the cdf of D.

F (D|X = x) = u

u + o
(2.6)

Therefore, when using the newsvendor cost minimization function as a loss function, the
optimal predictor is a conditional quantile in the cdf of D given X = x. This is an interesting
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result because it shows an accordance with the traditional newsvendor univariate result,
where the optimal order quantity is an unconditional quantile in the cdf of D. The remaining
question is how to best estimate the conditional relationship between D and X in a way that
estimates the optimal predictor given in Equation (2.6). This question has already received
academic attention in the literature on QR where both computational and asymptotic char-
acteristics is discussed in depth in Koenker (2005).

The insight that the big data driven newsvendor model can be solved by QR means that
one seeking to estimate q̂(xi) can use any tractable QR estimation method to estimate q̂(xi).
Ban and Rudin (2018) and Zhang and Gao (2017) do not use this finding in their modelling.
Ban and Rudin (2018) solve a model specific convex optimization problem to estimate q̂(xi).
Zhang and Gao (2017) employ a model specific NN to estimate q̂(xi). With our introduction
of the optimal predictor for the newsvendor model, we identify that the two different solution
algorithms are actually also two problem specific QR estimators.

Huber et al. (2019) are aware of the connection between QR and the big data driven
newsvendor model since they use different types of QR in their empirical study. The authors
provide a brief discussion of the equivalence of the loss function in Ban and Rudin (2018) and
the loss function employed in QR. We further include a thorough discussion in this paper so
that the theoretical work of the earlier papers is generalized. Moreover, the discussion allows
us to summarize the following finding. If the optimal predictor can be established (e.g., for
the newsvendor model) explicitly, the big data driven model should be solved by a solution
algorithm (e.g, QR) based on the optimal predictor or an equivalent model specific solution
algorithm. If the optimal predictor cannot be established explicitly, model specific solution
algorithms may be designed to solve the model.

2.4 The big data driven dynamic inventory model

As stated in the literature review, the big data driven research has primarily been confined
to the newsvendor model. In this section, we extend the research by solving a big data driven
dynamic inventory model. We employ the two-step big data driven methodology described
in Section 2.3. First, we make an ERM formulation of a suitable inventory model. Second,
we design a solution algorithm.
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2.4.1 The big data driven order-up-to level inventory model

We will study an order-up-to level inventory model which describes a dynamic multiple
period inventory management problem. The product is non-perishable, and due to this there
is a starting inventory in each period. Inventory replenishment may occur instantaneously at
each period, and the decision variable is the order-up-to level in each period. The objective
is to minimize the total inventory cost under stochastic demand.

Given stochastic demand D, the order-up-to level inventory model can be described as:

Π(y, D) =
N∑

i=1
[c(yi − si) + h(yi − di)+ + b(di − yi)+] (2.7)

In addition to the already established notation in Table 2.2, yi is the order-up-to level for
period i, si is the starting inventory at period i, di is the demand in period i, b is the lost
sales cost per unit per period, h is the holding cost per unit per period, and c is the order
cost per unit. Similar to the newsvendor model, the cost function includes an underage term
(di − yi)+ associated with a unit lost sales cost b, and an overage term (yi − di) associated
with a unit holding cost h. The non-perishable characteristic of the product is captured by
the term (yi − si), where si is the inventory level at the beginning of the period i. In the
model, s1 = 0 and si = (yi−1 − di−1)+ for all periods i ̸= 1.

Huh and Rusmevichientong (2009) propose a univariate data driven solution algorithm to
the model. In their modelling set-up, the decision-maker is in period i and can only observe
the past order-up-to levels y1, . . . , yi−1 and the past demands d1, . . . , di−1, and one seeks to
determine yi. The authors develop an adaptive inventory management (AIM) solution algo-
rithm under the assumption that the demands d1, d2, d3, . . . , dN are IID. The algorithm gives
an asymptotically optimal sequence of the order-up-to levels y1, . . . , yi. The optimal solution
that the AIM algorithm approaches is the newsvendor solution. However, the solution is only
optimal under the IID assumption.

In this paper, we consider demand as a function of multiple features and do not require
any assumptions about demand following a specific distribution. Moreover, the problem is
modelled based on the ERM principle. The strength of the ERM approach is that using an
NN we do not need to assume that our observed demand is IID commonly assumed in the
univariate data driven literature. Instead, we consider demand to be dependent on a set of
features, and the relationship between demand and the features can be linear or non-linear.
Additionally, the features are allowed to follow different unknown probability distributions.
The central idea of a big data driven model is to take feature information into consideration
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in order to improve the inventory decision compared to univariate models. The big data
driven formulation of the order-up-to level inventory model is:

L(ŷ(xi), D) =
N∑

i=1
[c(ŷ(xi) − si)+ + h(ŷ(xi) − di)+ + b(di − ŷ(xi))+] (2.8)

where L(ŷ(xi), D) is the loss function of big data driven model. ŷ(xi) is the order-up-to level
as a function of xi, meaning that the order-up-to level varies from period to period as xi

takes different values. The term (ŷ(xi)−si) is the order quantity in period i, and in the ERM
formulation ŷ(xi) < si may occur, therefore we need to rectify the term into (ŷ(xi) − si)+.

2.4.2 The solution algorithm

With regard to the big data driven order-up-to loss function defined in Equation (2.8), we
cannot establish a closed form expression of the optimal predictor. Moreover, we are not
aware of any other literature that employs an equivalent loss function. Therefore, we design
a problem specific solution algorithm to estimate the conditional order-up-to level ŷ(xi). Our
solution algorithm employs an NN to estimate ŷ(xi). In designing our estimator we follow
an ML solution methodology consisting of three main steps: (i) Construct a relevant loss
function, (ii) design an NN architecture, and (iii) employ a suitable optimizer (Chollet and
Allaire, 2019).

Chollet and Allaire (2019) discuss the importance of choosing a relevant loss function in
the context of very different ML problems, and they state that the choice of loss function
is central to achieve the desired results when using ML algorithms. In this paper our loss
function is the loss function established in Section 2.4.1, which is an ERM formulation of
the order-up-to level cost function such that when solving the ML optimization problem, we
also solve our inventory decision problem.

The architecture of our NN is a standard feed forward design with a rectified linear (RELU)
activation function in each hidden nodes. A RELU activation function is a non-negative
linear function commonly used when constructing a NN. The layer depth and the number of
nodes in each hidden layer are determined by cross-validation, as is the best practice when
doing hyperparameter optimization (Chollet and Allaire, 2019).

The choice of optimizer will also be given special attention because our loss function is not
suitable for a standard gradient descent optimization method. Therefore, in the next section,
we address the choice of optimizer in details.
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2.4.3 The choice of optimizer

Using an NN architecture, ŷ(xi) is the estimated order-up-to level, and a gradient based
optimization algorithm is traditionally used when training an NN. In traditional regression
problems, where the squared error loss function is used, a first order gradient based optimizer,
such as the batch gradient descent method or the stochastic gradient descent method, is
the standard optimizer (Sun et al., 2019). The choice of optimizer is often not complex, but
more research into different forms of gradient based optimizers, designed to solve specific
optimization problems, have been published (Sun et al., 2019). While using traditional op-
timizers may in many cases result in both good predictive and computational performance,
our use of a customized loss function makes the choice of an optimizer non-trivial.

The complexity lies in the non-linearity introduced by the use of (piecewise) rectified linear
terms in the loss function. This same problem is also faced in the simpler ERM newsvendor
model. Zhang and Gao (2017) solve this problem by using indicator functions that take
the value 1 when the rectified linear terms are larger than 0, and 0 otherwise. This allows
Zhang and Gao (2017) to use a standard stochastic gradient descent algorithm, but when
the rectified linear terms are 0 the gradient is undefined. The advantage of this method is
that it is simple, but the undefined gradient at the origin may or may not be a problem in a
specific optimization problem.

In the QR literature, the problem of an undefined gradient at the origin can be solved by
smoothing the function at the origin (Cannon, 2011) or by using subgradients. In this paper
we choose to use subgradients which allow our problem to be differentiable at the origin
because under certain conditions it allows us to establish a set of subgradients at a point
where a gradient would not be defined. Determining the entire set of subgradients can be
difficult, but in our case only one subgradient is needed in the optimization algorithm. For
theoretical proofs and details, we refer to Shalev-Shwartz and Ben-David (2014). Further-
more, we use the subgradient descent algorithm ADAGRAD developed by Duchi et al. (2011).

We use this specific optimization algorithm because we have three rectified linear terms in our
loss function, and Duchi et al. (2011) report good computational and predictive performance
of their algorithm in the case of rectified linear terms. We have made one modification to the
algorithm. Since ADAGRAD is a subgradient descent algorithm, in each iteration one needs
to determine the current value of the function and the direction (and length) of descent. In
neural networks, the first part is done by making a forward pass through the network. When
the algorithm makes the forward pass, the current value of ŷ(xi) is determined for all our
observations, we also calculate si for all observations since s1 = 0 and si = (ŷ(xi−1) − yi−1)+
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for all observations i ̸= 1. Since the ADAGRAD algorithm uses subdifferentials to determine
the descent, one must evaluate the subdifferential of the loss function in each iteration. The
evaluation of the subdifferential of the loss function depends on the current value (for the
iteration) of ŷ(xi) and si. We apply the R implementation of ADAGRAD to do the subdif-
ferential evaluation of the loss function based on our custom loss function and the values of
the forward pass.

The pseudo-code of the algorithm is:

Algorithm 2.1: Big data driven order-up-to level solution algorithm pseudocode
1: Initialize ŷ(xi) for i = 1, 2, ..., N to determine si for i = 1, 2, ..., N and initialize

random NN weights.
2: for iteration = 1, 2, . . . , M do
3: Update NN weights using the optimizer ADAGRAD and the loss function in

Equation (2.8)
4: Calculate the empirical risk using Equation (2.8)
5: Save NN weights
6: Make forward pass to determine ŷ(xi) and to determine si for i = 1, 2, ..., N

using the loss function in Equation (2.8)
7: end for

Where the number of iterations, M , can be determined through cross-validation. Line 3 in
the pseudo-code is where the training of our model takes place, we use the known optimizer
ADAGRAD. Please refer to Duchi et al. (2011) for more algorithmic details.

2.5 Experimental study

An important element of successful big data driven methods is that the performance of
the method can be verified in an actual business decision-making context. Moreover, only
real business data displays the complex relationship between the multiple features and the
dependent variable. Although it is possible to simulate data with multiple features, it is hard
to capture the feature richness and randomness of real business data sets. Of course, real
business data may not have the expected quality, and extra resources are normally needed to
preprocess and maintain data bases. In order to best test the performance of our algorithm,
we choose to use real business data.

2.5.1 Data

In this paper, we use a publicly available data set of orange juice sales in the US. The data
set is made available in the digital appendix to the book by Ledolter (2013). Using the
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data set, we will demonstrate experimentally that an integrated multiple feature approach
outperforms univariate and multiple feature benchmark models. The data set is collected
from 83 stores in the Chicago area for 3 brands of orange juice sold during 120 weeks. In
the data set there exists some missing data that has been removed by listwise deletion. The
data has also been used in Montgomery (1997), Ledolter (2013), as well as an empirical
experiment in Mišić (2020), and thus the missing data do not cause significant problems.

As we seek to model an inventory problem, we determine the order-up-to level for each of
the 3 brands in each period. One can therefore view our problem as 3 independent problems,
where we observe data for the same features for each problem, but the values observed might
differ from problem to problem. Moreover, the relationship between demand and features are
allowed to vary from problem to problem. In Table 2.3, we describe the features used to model
orange juice sales. These features have been used in Montgomery (1997), Ledolter (2013),
and Mišić (2020) to model orange juice sales in a non inventory management context. This
data set is one empirical example of the feature matrix X discussed generally in Section 2.3
and 2.4. Actually, for different problems or situations, different features may be considered,
for example, Huber et al. (2019) model bakery demand using calendar, weather and other
features. An advantage of the data used in this study is that we choose to use the publicly
available data, specifically for the sake of replication.

Table 2.3: Description of demographic features
Feature Description

x1 The per unit sales price in dollars.
x2 Binary variable indicating if a promotion is present.
x3 Percentage of population aged 60 or older.
x4 Percentage of population with a college degree.
x5 Percent of the population that is African Americans or Hispanic.
x6 Median income.
x7 Percentage of households with 5 or more persons.
x8 Percentage of women with full-time jobs.
x9 Percentage of households worth more than 150, 000.
x10 Distance to the nearest warehouse store.
x11 Ratio of sales of a given store to the nearest warehouse store.
x12 Average distance in miles to the nearest 5 supermarkets.
x13 Ratio of sales of a given store to the average of the nearest five stores.

It is the inclusion of both price and demographic data which makes the data collected for
Ledolter (2013) particularly interesting, because a core thesis of micro economics is that peo-
ple change buying behavior based on price changes. Moreover, different people (or groups of
people) have different buying preferences at a given price point. Expanding the analysis from
univariate analysis (that only takes previous sales amounts into consideration) to multiple
feature analysis can capture changes in sales that are driven by a change in price, promotional
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strategy, or customer demographics. We employ an NN because we seek to use the complexity
of the estimator to capture cross relationships in the data. An NN can capture complex cross
relationships, because the non-parametric architecture does not require assumptions about
the functional form of the relationship between demand and the features and between the
features themselves.

The data set is not originally created for our big data driven inventory model. However, the
dependent variable is the sales quantity, which is the type of dependent variable that we
model because we want to determine the order quantity as a function of the sales quantity.
The astute reader may already have observed that orange juice is a perishable product (but
some juices can have long perish times). That is of course an unfortunate characteristic with
the data. However, we do not see that as a hindrance for using the otherwise very interesting
data because we are performing an empirical experiment to test the performance of our
model compared to several benchmark models. Therefore, we assume that the product is
non-perishable within the planning horizon. If a real world store uses our model to make juice
inventory decisions, it only needs to combine the model with simple tracking and deduction
of expired stock.

In Ledolter (2013), the data is described as uncensored data, which means the data is directly
usable for our analysis. Uncensored demand data means in this case that one is observing
the true demand and no stock outs has occurred. If data is censored, one could artificially
uncensor the data as done in Huber et al. (2019). In general, the existence of censored data
is a challenge which is especially relevant in a big data driven OR context, and it deserves
more academic attention, but that is beyond the scope of this paper.

In Figure 2.2 we illustrate the data partitioning and cross-validation procedure. First, we split
our 83 stores into a training data set of 68 stores and a test data set of 15 stores. Each store
has up to 120 weeks of sales observations. It is to ensure that test performance is measured
using data which the models have not been trained on, in order to get an as realistic estimate
of the out of sample performance as possible. The data partitioning simulates the situation
where the company plans to open a new store. The company knows the price at which each
brand of juice is sold in a given period, the promotional strategy for a given period, and
demographic data of the area for a given period, but the company does not have any historic
sales data for the store.

Since the effective NN architecture differs from problem to problem (Zhang and Gao, 2017),
we need a method to determine the hyperparameters of our NN architecture. For that, we
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Figure 2.2: Data partitioning and cross-validation procedure

use the commonly employed method of grid search cross-validation. On the training data set
of 68 stores, we therefore do 5-fold grid search cross-validation to determine the hyperparam-
eters of our NN architecture. The hyperparameters we determine through cross-validation
are network depth and number of nodes in each hidden layer of the NN. Inspired by the
NN architecture employed in Zhang and Gao (2017) we allowed up to 3 layers and either
64, 128, or 256 nodes in each layer. This gave us 39 combinations to check using grid search
cross-validation.

The cross-validation procedure is also shown in Figure 2.2. We split our 68 stores in the
training data into two folds with 13 stores and three folds with 14 stores. The cross-validation
procedure consists of iteratively using one fold as a validation data set and using the remain-
ing (in our case four folds) to train the model. In Figure 2.2, the iteration where fold 2 is
used to validate a model trained on fold 1, 3, 4, 5 is illustrated. When each fold has been used
as a validation set, we can calculate and save the average loss across the 5 folds. The entire
cross-validation procedure is repeated for each of the 39 combinations of layers and nodes,
and the combination with the minimum average loss is chosen as the NN architecture.

In Figure 2.3, the weekly sales data for the three brands of orange juice from a representative
store (store 48) is displayed. We have two important observations about the data. First, sales
amounts are stable in most periods, and it indicates that a univariate data driven model may
work well on these periods. However, we also observe that there are numerous periods with
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Figure 2.3: Example sales data from a representative store

high sales. To ensure that the periods with high sales are not outliers, we have performed
a univariate studentized outlier test (James, 2013) on all store and brand combinations.
This test identified between 0 and 3 potential outliers in each brand and store combination.
Combining the low number of potential outliers with a visual inspection of multiple stores,
we conclude that a few true outlier periods may exist, but we cannot describe all periods of
high sales as outliers. By taking information about prices, promotions and more into account,
a period of high sales will be better captured by the model. Second, no seasonal patterns are
found in the data because the periods with high sales do not fit any seasonal patterns. In
addition, in his treatment of the data, Ledolter (2013) did not identify any seasonal patterns
either. If seasonal patterns were suspected to be the reason for periods of high sales, we
could deseason the data and use a univariate algorithm on the data. Instead, use our big
data driven algorithm to account for the variation in sales.
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2.5.2 Benchmark models and big data driven models

In this section, we compare the performance of big data driven models with the performance
of a set of benchmark models used in the reviewed literature. The non-big data driven
benchmark models are the following:

• Naive Mean (NM): The naive mean univariate solution where the mean of the training
data is used as the order-up-to level. This gives a baseline cost if one only used the
mean of the training data in one’s ordering decisions.

• Newsvendor (NV): The newsvendor solution where the ordering cost is also taken into
account. This benchmark is chosen because the newsvendor solution is the optimal
solution of the order-up-to level inventory model with IID demands.

• AIM Algorithm (AIM): The solution based on the AIM algorithm of Huh and Rus-
mevichientong (2009). We have run the AIM algorithm on all store and brand com-
binations in the training data, and the mean of those solutions is used on the test
stores.

• Neural Network Mean Estimation (NNME): The solution of a best in class NN (same
architecture as our integrated model) used to estimate the conditional mean. The
loss function in this case is the mean squared error and the optimizer is a stochastic
gradient descent as implemented by rmsprop in R (Zeiler, 2012).

Furthermore, we have two big data driven models which employ multiple features and take
our order-up-to level model costs into account. The first big data driven model is a two-step
estimation and optimization model (E+O). This model is chosen to test the two-step esti-
mation and optimization model proposed in Huber et al. (2019). In the two-step approach
we first perform a mean estimating regression and then do problem specific optimization on
the regression errors. In our case we use the NNME model in the first step and determine a
SAA newsvendor solution on the regression errors in the second step.

The second big data driven model is our integrated big data driven model based on the ERM
principle. The methodology, including the choice of loss function and optimizer, for formulat-
ing our integrated big data driven model (IM) is introduced in Section 2.4. The experiment
specific NN architecture is a feedforward model where each layer is fully connected. The
number of layers and nodes is determined using cross-validation as described in Section 2.5.1.
We have visualized our NN architecture in Figure 2.4. The input layer contains our multiple
features x1, x2, . . . , x11. Each of our three hidden layers is denoted Layer1, Layer2, Layer3
and each layer contains 256 nodes with RELU activation functions. To construct ŷ(xi) an
output layer is used which is a standard linear combination function. The estimated ŷ(xi)
can then be used in Equation (2.8).
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Figure 2.4: NN Architecture

2.5.3 Experimental results

The results from our experiment are shown in Table 2.4. The results are calculated by taking
the estimated order quantities from our trained models and calculating the total cost for up
to 120 weeks of sales for each of the 3 products for each of the 15 stores in the test data. We
follow Huber et al. (2019) and use the total cost which is the sum of the 45 different product
and store combinations in our test data. We report the percentage increase in the total cost
compared to the model with the lowest cost. Similar to Shi et al. (2016), we assume that
b is larger than h, and that h is a small percentage of c. Hence, below we will report the
performance results for different b values when keeping h and c constant. Furthermore, in
the univariate case, a single order quantity is determined in the feature rich training data
and the order quantity is then used for all the test data. In the multivariate case, the models
are trained on the training data, and the multiple features observed in the test data are used
as the only input for the multiple feature models. All computations were performed in R
version 4.0.2 on a HP Elitebook with an Intel i5 − 8250U processor and 8.0 GB of RAM.
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The results show that big data driven models considerably outperform the univariate bench-
marks. When b = 1, the best performing big data driven model is the estimation and
optimization method. The best univariate benchmark model has a 18.10% higher total cost.
Comparing our big data driven model to the univariate benchmarks, we observe that our
model has the best performance in four out of five cost instances, and the performance of
the benchmarks compared to our big data driven model decreases as the lost sales cost, b,
increases. When b = 2, the best performing univariate benchmark model has a 32.21% higher
total cost than our big data driven model.

The results show the value of using a big data driven model compared to a univariate data
driven model in cases where relevant features are available. If one uses a univariate data
driven model without considering the feature data, the inventory decision (solution) is not
based on the full information available. The consequence thereof is that one risks making
considerably worse inventory decisions (measured by the cost). Our performance gap between
the big data driven model and the univariate models, which is the percentage difference in
total cost between our model and the benchmarks, is higher than the results reported in
Ban and Rudin (2018) but in line with the results reported in Huber et al. (2019). We have
tested that our results are robust to changes in the h and c values while keeping the other
cost values constant.

Our results confirm the conclusions found in Huber et al. (2019), namely that one can gain
a large performance improvement only by using a standard multiple feature mean estima-
tion method compared to a sophisticated univariate method. We also observe a relatively
poor performance of the AIM algorithm (Huh and Rusmevichientong, 2009), which is ex-
pected given our earlier discussion of the non-IID characteristics of our data. Therefore,
our study further verifies that if a company faces an inventory control problem and has
access to multiple relevant features for the demand, it should consider whether a standard
multiple feature model may outperform novel and sophisticated univariate models. The loss
of performance by using a non-specialised multiple feature model may be compensated by
the increase in the predictive accuracy gained by including multiple features into the analysis.

Comparing our big data driven model with a similar multiple feature mean estimation model,
we see an increasing performance gap as b increases and h and c are held constant. When
b = 1.25, the benchmark mean estimating NN model has a 10.18% higher total cost, and
when b = 2, the benchmark mean estimating NN model has 29.91% higher total cost. This
is an expected result since an increase in the lost sales cost can be captured in our big data
driven algorithm but not in a multiple feature mean estimation model.
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We also follow the testing methodology of Huber et al. (2019) by including a two-step esti-
mation and optimization model. We observe that when b = 1 the benchmark estimation and
optimization model outperforms our big data driven model with our model having 2.95%
higher total cost. However, when b increases our big data driven model becomes the best
performing model, and we observe a consistent increase in the performance gap between our
big data driven model and estimation and optimization approach. When b = 2 the benchmark
estimation and optimization model has a 6.37% higher total cost. This is expected because
we follow the literature by using a SAA method to do our optimization on the regression
error terms. It is documented that the performance of the SAA method decreases as one
seeks to approximate either low or high distributional quantiles (Levi et al., 2015).

Our results confirm the findings in Huber et al. (2019) that it is important to choose the
right big data driven model for a specific problem. For example, the two-step estimation and
optimization model uses a best in class mean estimating NN in the estimation step. Whereas,
our integrated model uses a customized loss function and a novel optimizer, which are more
complex. A trap that an analyst can fall into is always employing the more complex model.
The results indicate that the integrated model does not always give better solutions than
those of the two-step model. This is not surprising, because if the goal is only to estimate the
conditional relationship between the dependent variable and the multiple features, the simpler
best in class NN is likely preferred. However, when solving a big data driven OR model, such
as our order-up-to level model, estimating the relationship between the dependent variable
and the multiple features is only part of the solution. We also need to take our problem
specific costs into account. In the two-step model the performance of the model is dependent
on how well the relationship between the dependent variable and the multiple features is
estimated, and how well the SAA optimization performs. In our experiment we suspect, that
when b is relatively small the SAA method performs relatively well, but when b increases the
performance of the SAA method decreases. Therefore, we see that our experiment confirms
the importance of choosing a big data driven model at the right complexity level for a specific
problem.

2.6 Conclusions and future research

In this paper we strive to contribute to the new research area of big data driven OR by
extending the most recent big data newsvendor model to a dynamic order-up-to level model.
The main innovation of our study is the application of the ERM principle and ML to a
dynamic inventory model. Before introducing our own order-up-to level inventory model, we



36 Chapter 2. Big Data Driven Order-Up-To Level Model

present the concept of an optimal predictor from statistical decision theory. It enables us
to better understand and generalize the methodology employed in the existing literature.
Moreover, we use the ERM principle to formulate and solve a big data driven version of
the order-up-to level inventory model. The model is an interesting extension of the big data
driven newsvendor model because the products addressed in the model are non-perishable
and the decision is dynamic. From a practitioner’s standpoint, this is valuable because we
have showed how to use the ERM methodology to solve a dynamic inventory model. Our
study provides a simple and applicable big data driven dynamic inventory model and solu-
tions. It can be integrated into the artificial intelligence or business intelligence packages used
in the OM field. Furthermore, the experimental results show that big data driven models
outperform univariate benchmark models by a large margin, and thus reconfirming the value
of performing big data analysis. Moreover, our results also show that even in cases where an
integrated model might be too complex for a given problem, one could still get considerably
higher costs by using a univariate model compared to a simpler big data model. Comparing
our big data driven model to the two-step big data driven model, we observe a consistent
performance increase as the lost sales cost increases, which is expected based on theoretical
results in literature.

Our study is just the first step towards extending the ERM methodology to more complex
inventory models. More research on using the ERM methodology to solve complex inventory
management problems should be investigated. For example, using the ERM methodology to
jointly solve multi-item inventory models or solving multi-echelon inventory models needs
more research. The core academic implication of this paper is the possibility of using the ERM
methodology to solve dynamic inventory problems. The research question for the future is to
develop a general ERM based methodology/framework for different complex big data driven
inventory problems. The insights from new advances in the use of the ERM methodology
such as our paper and Notz and Pibernik (2022), as well as the methodology developed by
Bertsimas and Kallus (2020) could be the foundation of that work. The current challenge of
the ERM methodology is how to construct tractable solution algorithms for more complex
inventory problems. It would be interesting to apply algorithms from advanced ML methods
such as reinforcement learning etc.
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Abstract

We propose a direct empirical risk minimization method for formulating and solving con-
strained big data driven operation research problems. The proposed method is fundamentally
based on stochastic programming. We discuss how the method can be applied to a class
of two-stage linear programs with recourse, and show how to apply the method through
examining two specific problems. The method can directly make prescriptions for future
planning cycles when new big data is observed. Since the assumed linear demand relation-
ship is modeled in the problem formulation, problem specific demand assumptions can be
taken into account. Although our method is restricted to linear (or some forms of nonlinear)
big data driven prescriptions, this is also seen in the literature. We have tested the method
on a set of benchmark methods from the literature. The results show that for linear demand
the proposed method can outperform the other tested methods.
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3.1 Introduction

Big data driven operations research (OR) is a quickly advancing research field. Recent re-
search shows that significant performance improvements can be achieved by integrating
feature data (also called independent variables) into OR models, instead of only using uni-
variate demand data in OR models. (Ban and Rudin (2018); Bertsimas and Kallus (2020);
Huber et al. (2019)). As explored in Clausen and Li (2022) and Huber et al. (2019) features
that demand is dependent on can be per-unit price, product characteristics, promotional
information, weather information, number of competitors, customer characteristics, and cal-
endar information. At present, big data driven methods have only been applied to solve
a small set of operational problems. The seminal paper by Ban and Rudin (2018) apply
empirical risk minimization (ERM) to the newsvendor problem. Huber et al. (2019) fur-
ther generalize the ERM approach in the newsvendor setting. Later, Clausen and Li (2022)
examine an ERM formulation of a newsvendor adjacent problem. The successful research
outcomes seen for big data driven newsvendor models inspired researchers to investigate
more complicated problems. Bertsimas and Kallus (2020) propose a two-step method based
on stochastic programming to solve constrained OR problems. The authors take features
into account in the first step using local regression methods. The output of the first step of
the analysis is a univariate scenario set, on which traditional stochastic programming can be
performed in the second step. In this paper, we propose a method that integrates features
in a single step method and make prescriptions for future planning cycles.

We formulate and solve big data driven OR problems that combine insights from Ban and
Rudin (2018), Bertsimas and Kallus (2020), and the methodology of stochastic program-
ming. Since we integrate the ERM concept into linear mathematical programming models by
substituting in the assumed linear feature relationship, we denote our method as direct em-
pirical risk minimization (DERM). The DERM method is able to solve two-stage stochastic
linear programs with recourse and certain other types of OR problems, such as newsvendor
problems and the stochastic capacity planning problem studied in Notz and Pibernik (2022).

The main contribution to the literature is that we extend the ERM methodology to con-
strained mathematical programming problems by integrating the insights from machine
learning, stochastic programming, and OR. We show how the DERM method can be applied
to the general formulation of a class of two-stage stochastic linear programs with recourse
when demand is linearly dependent on a set of features. We also discuss what type of decisions
are meaningful to make feature dependent and illustrate this through a study of two specific
two-stage operational problems. Moreover, the DERM method is intuitive and simple to
implement, but with strong performance under linear feature dependent demand. At last, the
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DERM method is based on the methodology of stochastic programming, and has broad op-
portunities to be applied to more problems beyond the OR problems we address in this paper.

Since the research into big data driven OR models and solution algorithms is still under
active development, we start by defining the main characteristics of a big data driven OR
problem: (1) A decision-maker seeks to use past observed data to make future operational
decisions. (2) The big data driven OR problem not only takes univariate data such as his-
torical demand into account but takes multiple features related to the demand such price,
promotions, customer characteristics, etc., into account. In relation to the big data set, we
use the concept of an in-sample data set and an out-of-sample data set. The in-sample data
set consists of previously observed feature and demand data, and our big data driven models
are solved on the in-sample data set. The future, which the decision-maker seeks to make
operational decisions for, is quantified using the out-of-sample data set. Therefore, the aim
is to solve a big data driven OR model using the in-sample data set, and using the solved
model to make operational decisions for an out-of-sample data set. When making operational
decisions for the out-of-sample data set, feature values are known, but demand values are
unknown. This assumption is also made in Bertsimas and Kallus (2020) and Ban and Rudin
(2018). Clausen and Li (2022) discuss a real life retail case where all feature values realistically
can be known ahead of time. Otherwise, forecasted feature data can be used instead of the
true future feature data.

The structure of this paper is the following. In Section 3.2 we present a literature review of the
current state of (big data) driven operations research. The DERM method and the general
formulation of the big data driven two-stage linear program with recourse is presented in
Section 3.3. Section 3.4 discusses the DERM method and applies the method to the stochastic
production planning problem and the stochastic shipment planning problem. Following our
introduction of the two problems, a numerical study of the performance of the DERM method
compared to relevant benchmark methods is presented in Section 3.5. Section 3.6 discusses
the challenges of extending an ERM based analysis to the stochastic lot-sizing problem, and
we discuss our proposed DERM heuristic solution for the big data driven lot-sizing problem.
Section 3.7 presents the managerial insights from our research, and Section 3.8 contains our
conclusions and future research topics.

3.2 Literature review

Data driven operations research is a fast growing research field and includes univariate data
driven OR models and the recently developed big data driven OR models. A univariate
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data driven model derives its solution from a single type of data, typically observed demand.
The big data driven models consider demand as dependent on a set of features such as
price, promotional strategies, customer characteristics, etc. Most existing big data driven
studies focus on newsvendor problems. Lately, big data driven models for more general OR
problems have started to attract the attentions of the researchers. In this section, we review
the relevant studies and explore the research gaps.

3.2.1 Univariate data driven models

Univariate data driven OR models have been studied extensively. Ban (2020) explore a data
driven solution to the (s, S) inventory model that can take into account both censored and
non-censored univariate demand data. Similar univariate data driven models considering
multi-item or multi-echelon problems are studied in Huh and Rusmevichientong (2009);
Shi et al. (2016); Taube and Minner (2018); Turgut et al. (2018). While most univariate
data driven models assume the demand as I.I.D., Chen (2021) studies an inventory control
problem where the observed demand is generated by shifting demand distributions. Cheung
and Simchi-Levi (2019) develop a sampling based approximation approach for a capacitated
stochastic inventory control model. Another approach to data driven inventory models is
based on a Bayesian framework. Akcay and Corlu (2017) develop a data driven Bayesian
methodology for a base stock inventory problem, and Liu et al. (2020) present a Bayesian
analysis of the base-stock list-price inventory policy.

3.2.2 Big data driven newsvendor models

The rapid development of machine learning has stimulated the research of big-data driven
models in the OR field. The seminal paper by Ban and Rudin (2018) propose a big data driven
newsvendor model that takes features into account. The authors are able to construct and
solve their big data driven model by introducing the concept of empirical risk minimization
(ERM). This is a concept from regression analysis used to evaluate model fit. The big data
driven newsvendor model significantly outperforms univariate data driven newsvendor models
when tested on real data. The idea of taking features into account in a newsvendor problem is
also seen in Sachs and Minner (2014). However, the paper does not apply the ERM principle
and the solution algorithm proposed in the paper is designed for a specific data driven
newsvendor problem where point of sale data is observed over time. The introduction of the
ERM principle is used in Huber et al. (2019) to generalize the results of the earlier paper
by solving the big data driven newsvendor model for nonlinear demand relationships using
both neural network and regression tree formulations. The authors also present a thorough
empirical experiment where the big data driven solutions outperform univariate solutions.
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One can apply the ERM methodology proposed in Ban and Rudin (2018) and Huber et al.
(2019) when the inventory cost function is equivalent to a known loss-function from regression
analysis. When it is not the case, one can sometimes design a novel neural network design to
solve the inventory problem (Clausen and Li, 2022). Clausen and Li (2022) solve a big data
driven order up-to-level model using ERM and a novel neural network design. In addition,
nonlinear cost functions for the big data driven newsvendor are discussed in Liu et al. (2022).
Lin et al. (2020) and Ye and Yang (2021) study the big data driven newsvendor problem
using the approach developed by Bertsimas and Kallus (2020) which is not ERM-based and
will be reviewed later.

3.2.3 Non-newsvendor big data driven models

Following the work of Ban and Rudin (2018) the big data driven literature has primarily
been confined to the newsvendor problem. Moreover, most of the big data driven newsvendor
papers discussed above integrate features by using the ERM principle. However, the research
into dealing with more complex constrained OR models is very limited. The two relevant
studies are Bertsimas and Kallus (2020) and Notz and Pibernik (2022).

Bertsimas and Kallus (2020) explore the challenges of extending the ERM method to con-
strained problems and propose a non ERM based method. The method is instead based on
linear stochastic programming. In linear stochastic programming stochasticity is captured
by the use of a scenario set which is optimized over when solving the problem (King and
Wallace, 2012). This would lead one to think that stochastic programming would be a clear
source of inspiration for big data OR. However, translating a big data driven setting with a
large amount of observations and potentially many features into scenario sets is a challenge.
The authors overcome the challenge by proposing a two-step method. In the first step, the
features are taken into account by training a KNN, local regression, or regression tree model.
The local regression analysis trained in the first step is used to generate a local neighborhood
of observations. Then the demand observations in the neighborhood are used to create a tra-
ditional univariate scenario set. Thus, the second step is solving the stochastic programming
model using the univariate scenario set. The proposed approach is in essence a stochastic pro-
gramming model with a novel way of generating the scenario set from the original big data set.

In the two-step method features are only taken into account in the local regression step,
the two-step method cannot make new prescriptions directly from observed out-of-sample
data. This is because when new out-of-sample data is observed, one must compare it with
the output of the local regression step, and then re-solve the stochastic programming model
with the appropriate neighborhood. Moreover, since feature information is only taken into
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account in the local regression step of the method, it is hard to identify unimportant variables.

Instead of capturing the feature information in a local regression step, Notz and Pibernik
(2022) propose a kernelized method. The authors denote their method as kernelized ERM
(KERM) since it is an ERM inspired method, and it is also able to make new prescriptions
directly from out-of-sample data. The advantage of this method is that the kernel can be
linear or nonlinear, but the final decision is linear in the kernel. However, the method first
requires one to derive and solve the relevant kernelized dual problem, which is an advanced
quadratic programming problem. Afterwards, the original linear problem must be solved,
and both the kernalized dual problem and the linear problem must also be solved over the
entire set of in-sample observations. Thus, the method can be computational expensive. It
is not trivial to formulate the kernelized dual problem. In the paper, the authors study a
capacity planning problem, but it is not clear what other OR problems the method can be
applied to.

The kernel in the KERM method serves a similar function as the local regression step in the
Bertsimas and Kallus (2020) method. The kernel function measures the similarity between
two feature vectors. Therefore, a drawback of the KERM method is that it is also hard
to see how problem specific feature information can be taken into account. The KERM
method can model nonlinear feature relationship through the use of different kernels, but at
a cost of considerable theoretical and computational complexity. For the stochastic capacity
planning problem studied in Notz and Pibernik (2022) the authors report similar but lower
performance of the KERM method compared to the two-step method. Therefore, if capturing
nonlinearity is not very important, the added complexity might not be worthwhile.

In our DERM method, operational decisions are constructed as a linear function of the
features. This means that the DERM method can make new decisions directly from new
observed features. Compared to KERM the DERM method is based on stochastic program-
ming and one only have to solve a single problem to estimate the functional relationship.
Moreover, modeling the decisions as a linear function also allows us to take problem specific
feature information into account, which seems to be a considerable challenge for both the
two-step method and the KERM method. Modeling the feature relationship as a linear func-
tion also has drawbacks, since taking nonlinear information into account is more difficult.
We concentrate the discussion of this paper to the linear case, but some nonlinear extensions
are possible. As discussed in Ban and Rudin (2018) the linear case is less restrictive than
one would expect, since one can perform polynomial expansion of the features to capture
nonlinear information.
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We summarize the discussion above in Table 3.1. The main findings are that ERM based
methods can make new prescriptions directly from the out-of-sample data, whereas the two-
step method must be re-solved for the out-of-sample data. By assuming linearity the DERM
method has the advantage of taking problem specific feature information into account given
linear feature dependent demand.

Table 3.1: Big data driven papers
Study Method New

prescriptions
Problem specific
information

Bertsimas
and Kallus
(2020)

Feature weighted stochastic
programming

No No

Notz and
Pibernik
(2022)

Kernalized ERM Yes No

Our study Direct ERM Yes Yes

3.3 The DERM method

The purpose of this section is to discuss the applicability of an ERM based method more
generally, since Ban and Rudin (2018) and Notz and Pibernik (2022) only discuss two specific
problems. We will in this section present how the DERM method can be applied to the class
of two-stage stochastic programmings problems with recourse described below. Moreover, we
assume that first-stage decisions variables are continuous and demand is linearly dependent
on a set of features.

The DERM method can be applied to a class of two stage stochastic programming problems
with recourse discussed in (Birge, 2011). That class contains both problems which clearly
display a two-stage structure and problems in which the two-stage structure is implied. Ac-
cording to Birge (2011) the second-stage variables are denoted as recourse variables. The
stochastic shipment planning problem studied in Bertsimas and Kallus (2020) is clearly a
two-stage problem, since there is a first stage where production amounts are determined, and
in the second-stage demand is realized, and distribution decisions are made. The common
stochastic production planning problem (Bakir and Byrne, 1998; Escudero and Kamesam,
1995) and the stochastic lot sizing problem have an implied two-stage structure. For stochas-
tic production planning or lot-sizing problems, some decisions have to be made before the
stochasticity is realized and some afterwards. In the stochastic production planning problem,
the production decisions are made first, then stochastic demand is realized, and then inven-
tory decisions and emergency order decisions are made as recourse decisions. The stochastic
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production planning problem is therefore a two-stage problem in each period, where the pro-
duction decision is a first-stage decision that has to be made before stochasticity is realized
and the inventory decision and emergency production decision are recourse decisions.

The class of two-stage stochastic linear programs we discuss in this section is introduced in
Birge (2011) where a decision-maker has to take a set of actions, under a set of constraints,
before stochasticity is realized. These decisions are the first-stage decisions. After stochas-
ticity is realized, corrective actions can be taken under a set of constraints. The corrective
actions are the second-stage (recourse) decisions.

The general implicit formulation of the class of two-stage stochastic linear program with
recourse we study is given in Birge (2011) as:

min CT S + EξQ(S, ξ)

s.t. AS = L

S ≥ 0

(3.1)

Where Q(S, ξ) = min{HT B WB = D − TS, B ≥ 0} is the second-stage model.

S is the first-stage decision vector, B is the second-stage decision (recourse) vector, and ξ

holds the stochastic elements. ξ is the vector formed by the entries of the demand vector D,
and Eξ denote mathematical expectation with respect to ξ (Birge, 2011). A, CT , L, HT , T ,
W are parameter vectors or matrixes, and we assumed they are fixed. In Ban and Rudin
(2018), Bertsimas and Kallus (2020), and Notz and Pibernik (2022) demand is also the only
stochastic element.

Stochastic programming has been intensively studied and applied to business problems. How-
ever, it is still an open question how to handle big data within a stochastic programming
framework. For example, stochastic demands are often observed, but we also know that
demand also often is dependent on underlying features, e.g. the per-unit price, the per-unit
price of competing products, promotional strategies, competitive environment, or the charac-
teristics of the consumers. Research has shown that taking feature information into account
leads to much better performance of inventory management models (Huber et al., 2019). In
this paper, we propose a method to capture feature information similar to the scenario set
used to capture univariate information in stochastic programming. Thus, we integrate ERM
and stochastic programming to formulate big data driven linear programming models.

The core concept of big data driven OR is that observed demand d(xi) is dependent on
a feature vector xi = (1, xi

1, xi
2, xi

3, ..., xi
J) and stochastic error term ϵ. The core idea of an
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ERM methodology is therefore making operational decisions feature dependent to capture
that demand is feature dependent. For example, if feature 1 is per-unit price of the product,
x1

1 will be the first observed price, and x2
1 will be the second observed price, etc.

Formally, demand can be described as:

d(xi) = y(xi) + ϵ (3.2)

Depending on the functional form of y(xi) and the characteristics of ϵ different estimators
are suitable to estimate d(xi). In the newsvendor context, there is only a single decision
variable and the problem is unconstrained, it is therefore relatively straightforward to solve
the big data driven inventory model for different demand relationships (Huber et al., 2019).

For the general two-stage stochastic linear program with recourse, it is the entries in the
first-stage decision vector S that we are interested in making feature dependent. That is
because the first-stage decisions are made before stochasticity is realized. The big data driven
formulation of the two-stage stochastic linear program with recourse is the following:

min CT S(xi) + EξQ(S(xi), ξ)

s.t. AS(xi) = L

S(xi) ≥ 0

(3.3)

Where S(xi) is the feature dependent first-stage decision vector and s(xi) is an entry in
that vector and is a feature dependent first-stage decision. EξQ(S(xi), ξ) is the second-stage
model of the two-stage linear program with recourse. Since the second-stage decisions are
not made feature dependent, the only difference is in ξ. ξ holds the entries of D but D is
now the observed in-sample demand with an associated feature set x. The size of ξ is now
the in-sample data set consisting of n observations of d(xi) (entries of D) and xi.

The question now is how to find a good solution for the entries of S(xi) given a specific linear
two-stage problem with recourse. Ideally, we would like entries of S(xi) to be able to take
many different functional forms. However, in the original paper by Ban and Rudin (2018),
the authors make an important distinction. The distinction is that while we assume demand
to be feature dependent and that y(xi) can take some linear or non-linear form, what we are
interested in is that our decision variables are feature dependent.

As a starting point, we consider linearly dependent first stage decision variables, and we
denote that as the direct empirical risk minimization (DERM) method. The core idea is to
directly substitute a linear functional relationship of the form s(xi) = βT xi into each entry of
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S(xi) in Equation (3.3). The big data driven model can then be solved as a linear stochastic
programming problem that is solved over the entire in-sample data set. This limits us to a
linear functional relationship as discussed above, but we retain a tractable linear stochastic
programming problem.

While linear decisions might seem quite restrictive at first glance, we can use a well-known
modeling technique from machine learning to take nonlinearity into account. We can do what
is denoted as polynomial expansion of the features, since the functional relationship only
has to be linear in the β vector. We will not expand more on this topic, since the arguments
for the flexibility of the linear model are given in-depth in Ban and Rudin (2018). Moreover,
linear decisions might often work well empirically as shown in Huber et al. (2019), which
reports the linear model to performs well empirically in the newsvendor case.

In the DERM method, we substitute the linear relationship into the first-stage decisions,
and the first-stage solution to a specific two-stage linear program with recourse, given the
observed in-sample data set, is then an estimated vector β∗. Although the vector β∗ is not a
solution to the operational problem we are seeking to solve, it can be used to construct the
first-stage decisions. Since β∗ is the vector holding the estimates from solving the big data
driven model, over the in-sample data set, then the following is the first-stage decision:

s(xi) = β∗T xi (3.4)

While getting the first-stage decisions based on in-sample observations are interesting, we
are primarily interested in making out-of-sample of sample first-stage decisions. With the
DERM method that is done by creating an out-of-sample first-stage decision s(xi) by using
the vector β∗ and an out-of-sample xi observation.

3.4 Two applications of DERM

With the general formulation of the DERM method presented in the previous section, we
will examine how the DERM method can be applied to two classic two-stage stochastic
linear programs with recourse. We first present the problems in scenario form to enhance
the understanding of how the DERM method is applied.

We will start by discussing the single item stochastic dynamic production planning problem.
Stochastic programming formulations and algorithms for the production planning problem
are not new areas of research (Bakir and Byrne, 1998; Escudero and Kamesam, 1995).
However, the problem has not been formulated and discussed as a big data driven model.
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Moreover, the problem is also closely related to the stochastic lot-sizing problem, which we
later will use to discuss the challenges of making a big data driven formulations of mixed
integer programming models.

The second problem is the stochastic shipment planning problem. The problem is studied in
Bertsimas and Kallus (2020) and is a classic two-stage model with a production stage and
a distribution stage. The model is also good at highlighting how problem specific feature
relationships can affect model performance.

Below, we will first present the two problems in scenario form, and discuss how to make a
scenario formulation into a DERM formulation. Table 3.2 introduces the common notations
for the two models.

Table 3.2: Notations for the big data driven problems
Notation Description
Z The set of scenarios that is optimized over.
z A scenario in the scenario set.
pz The probability of a scenario z occurring.
dz Demand in scenario z.
s First-stage production variable.
bz Second-stage emergency production variable (recourse

variable); the value can vary for the scenario z.
n The total amount of observations in the in-sample data

set.
i The observation index i = 1, 2, 3, ..., n.
xi The feature vector for observation i.
di Demand for observation i.
bi Second-stage emergency production variable (recourse

variable); the value can vary for the observation i.
J The number of beta variables in s(xi).
j The beta variable index j = 0, 1, 2, ..., J .
βj The jth beta variable.

Depending on the specific problem, sub- and superscripts will be added to the variables and
parameters dz, s, bz, xi, di, bi, βj to denote if the problem is a multi-period problem, if there
are multiple production locations, or multiple demand locations. Each of the two specific
problems also has their own unique second-stage variables, which will be introduced when
we discuss the specific problem.

As discussed in Section 3.3 the DERM method consists of making the first-stage decision
variables feature dependent and then optimizing over the in-sample data set. The in-sample
data set contains i = 1, 2, 3, ..., n observations of demand and associated features. Moreover,
for each observation, an associated set of features xi is observed, and it is those features
we seek to take into account in our solution. We achieve this by directly substituting in the
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linear feature relationship for the first-stage variables. For the second-stage variables, no
substitution is performed, but we replace the z superscript with an i superscript to show
that we optimize over the entire in-sample data set. This will be exemplified in the next
subsections when we formulate and solve big data driven formulations of the stochastic
production planning problem and the stochastic shipment planning problem.

3.4.1 The big data driven stochastic production planning
problem

We study a problem with a finite planning horizon of t = 1, 2, ..., T periods. The planning
horizon is allowed to be repeated for multiple cycles, but with new realizations of features
and demands in each cycle. In the stochastic production planning problem, the first-stage
variables are the production quantity per period, and the second-stage variables are the
emergency production quantity in each period, and what amount of inventory to hold at the
end of each time period.

Table 3.3: Notations for the big data driven production planning problem
Notation Description
T Total amount of periods.
t The period index for t = 1, 2, 3, ..., T .
st The first-stage production decision in period t.
ft The per-unit production cost in period t.
hz

t The second-stage ending inventory in period t in scenario
z (hz

0 = 0).
ot The per-unit holding cost in period t.
bz

t The second-stage emergency production in period t in
scenario z.

ut The per-unit emergency production cost in period t.
dz

t Demand in period t in scenario z.
xi

jt The value of the jth feature for period t for observation
i.

βjt The jth beta variable for period t.
hi

t The second-stage ending inventory in period t for obser-
vation i (hi

0 = 0).
bi

t The second-stage emergency production in period t for
observation i.

di
t Demand in period t for observation i.

The scenario form of the stochastic programming production planning problem is (Escudero
and Kamesam, 1995):

min
s,b,h

|Z|∑
z=1

pz
T∑

t=1
[ftst + oth

z
t + utb

z
t ] (3.5a)

s.t. hz
t−1 + st + bz

t = dz
t + hz

t ∀t z ∈ Z (3.5b)

st, hz
t , bz

t ≥ 0 ∀t z ∈ Z (3.5c)
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Where the objective function (3.5a) minimizes the total production and inventory costs over
multiple scenarios. Constraint (3.5b) is the production and inventory balance constraint. The
non-negativity of the variables is ensured by constraint (3.5c).

The ERM formulation of the stochastic production planning problem is solved over the
i = 1, 2, 3, ..., n observations of demand and features. The scenario index z is therefore
replaced by the observation index i. In each t = 1, 2, 3, ..., T periods, demand di

t and associated
features xi

t are observed.

min
s,b,h

1
n

n∑
i=1

T∑
t=1

[ftst(xi
t) + oth

i
t + utb

i
t] (3.6a)

s.t. hi
t−1 + st(xi

t) + bi
t = di

t + hi
t ∀t ∀i (3.6b)

st(xi
t), hi

t, bi
t ≥ 0 ∀t ∀i (3.6c)

The DERM method consists of substituting the assumed linear decision relationship st(xi
t) =

β0t +
∑J

j=1 βjtx
i
jt into the first-stage decisions of the problem. Applying the DERM method

to the stochastic production planning problem gives the big data driven formulation as below:

min
β,b,h

T∑
t=1

ftβ0t +
T∑

t=1

J∑
j=1

ftβjt
1
n

n∑
i=1

xi
jt

+ 1
n

(
T∑

t=1
ot

n∑
i=1

hi
t +

T∑
t=1

ut

n∑
i=1

bi
t) (3.7a)

s.t. hi
(t−1) + β0t +

J∑
j=1

βjtx
i
jt + bi

t = di
t + hi

t ∀t ∀i (3.7b)

β0t +
J∑

j=1
βjtx

i
jt ≥ 0 ∀t ∀i (3.7c)

hi
t, bi

t ≥ 0 ∀t ∀i (3.7d)

In the objective function (3.7a) and the constraint (3.7b) we have made the first-stage decision
variables feature dependent and directly substituted in the assumed linear relationship. The
new first-stage decision vector is (β01, β11 , ..., βJ1, β02, β12, ..., βJ2, ..., β0T , β1T , ..., βJT ). The
variables in the decision vector are unrestricted in sign and (3.7c) is added to ensure that the
first-stage order amounts are positive in all periods and for all observations. Moreover, since
the β′s are unrestricted in sign, we perform a transformation of the unrestricted β′s (Lewis,
2008) to solve Equations (3.7a − 3.7d) over the in-sample data set using standard LP solvers
such as the library "lpSolve" in R. Solving Equations (3.7a − 3.7d) over the in-sample data
set, we obtain a vector of (β∗

01, β∗
11,∗ β∗

21 , ..., β∗
J1, β∗

02, β∗
12 , β∗

22, ..., β∗
J2, ..., β∗

0T , β∗
1T , β∗

2T , ..., β∗
JT )

which is our estimated β′s. The estimated β′s together with the in-sample observation of xi
t
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determine the in-sample st(xi
t).

Based on the observed xi
t in the out-of-sample data, the out-of-sample s(xi

t) can be determined
for each observation in the out-of-sample data set. The total cost of the first-stage decisions
for the T period planning horizon can then be calculated by adding the cost of the first-stage
decisions to the cost of the optimal second-stage decisions for each observation.

3.4.2 The big data driven stochastic shipment planning
problem

In Bertsimas and Kallus (2020) a two-stage shipment planning problem is studied. In the
first-stage production decisions are made for 1, 2, ..., K production locations. In the second-
stage, demand is met at 1, 2, ..., R retail locations and if necessary emergency production
is produced at the production locations since all demands have to be met. The two-stage
model is introduced below, and we have aligned the notation used in Bertsimas and Kallus
(2020) with our notation to avoid confusion.

Table 3.4: Notations for the big data driven stochastic shipment planning problem
Notation Description
K The number of production locations.
k The production location index k = 1, 2, 3, ..., K.
R The number of retail locations.
r The retail location index r = 1, 2, 3, ..., R.
sk The first-stage production decision at production loca-

tion k.
fk The per-unit production cost at production location k.
bz

K The second-stage emergency production at production
location k in scenario z.

uk The per-unit emergency production cost at production
location k.

mz
kr The amount of units distributed to retail location r from

production location k in scenario z.
wkr The per-unit cost of distributing to retail location r from

production location k.
dz

r Demand at retail location r in scenario z.
bi

K The second-stage emergency production at production
location k for observation i.

mi
kr The amount of units distributed to retail location r from

production location k for observation i.
di

r Demand in period t for observation i.

The scenario form of the stochastic shipment planning problem is (Bertsimas and Kallus,
2020):
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min
s,b,m

|Z|∑
z=1

pz(
K∑

k=1
fksk +

K∑
k=1

ukbz
k +

K∑
k=1

R∑
r=1

wkrmz
kr) (3.8a)

s.t.
K∑

k=1
mz

kr ≥ dz
r ∀r z ∈ Z (3.8b)

R∑
r=1

mz
kr ≤ sk + bz

k ∀k z ∈ Z (3.8c)

sk, bz
k, mz

kr ≥ 0 ∀k, ∀r, z ∈ Z (3.8d)

The objective function (3.8a) models that there are K production locations that have to
produce to R demand locations and that one has to transport the produce products from
the production locations to the demand locations at different costs. Constraint (3.8b) ensures
that all demands have to be met, but can be met from any of the production locations
or a combination thereof. Constraint (3.8c) ensures that we cannot transport more than
what is produced or emergency produced. The non-negativity of the variables is ensured by
constraint (3.8d).

The ERM formulation of the stochastic shipment planning problem is:

min
s,b,m

1
n

n∑
i=1

(
K∑

k=1
fksk(xi) +

K∑
k=1

ukbi
k +

K∑
k=1

R∑
r=1

wkrmi
kr) (3.9a)

s.t.
K∑

k=1
mi

kr ≥ di
r ∀r ∀i (3.9b)

R∑
r=1

mi
kr ≤ sk + bi

k ∀k ∀i (3.9c)

sk(xi), bi
k, mi

kr ≥ 0 ∀k, ∀r, ∀i (3.9d)

Applying the DERM method to the stochastic shipment planning problem is again straight-
forward. The linear decision relationship that is substituted in is therefore sk(xi) = β0k +∑J

j=1 βjkxi
j . Applying the DERM method to the stochastic shipment planning problem gives

the big data driven formulation as below:



3.5. Numerical study 53

min
β,b,m

K∑
k=1

fkβ0k +
K∑

k=1

J∑
j=1

fkβjk
1
n

n∑
i=1

xi
j

+ 1
n

n∑
i=1

(
k∑

k=1
ukbi

k +
k∑

k=1

R∑
r=1

wkrmi
kr) (3.10a)

s.t.
K∑

k=1
mi

kr ≥ di
r ∀r ∀i (3.10b)

R∑
r=1

mi
kr ≤ β0k +

J∑
j=1

βjkxi
j + bi

k ∀k ∀i (3.10c)

β0k +
J∑

j=1
βjkxi

j ≥ 0 ∀k ∀i (3.10d)

bi
k, mi

kr ≥ 0 ∀k, ∀r, ∀i (3.10e)

Solving the big data driven stochastic shipment planning problem modeled by Equations
(3.10a−3.10e) over the in-sample data set, we obtain the vector {β∗

01, β∗
11, ..., β∗

J1, β∗
02, β∗

12, ...,

β∗
J2, ..., β∗

0K , β∗
1K , ..., β∗

JK}. The vector can then be used to solve the problem for out-of-sample
observations the same way as discussed above.

3.5 Numerical study

To test the performance of the DERM method, we have designed a simulation study. The
simulation study is inspired by the simulation study performed in Bertsimas and Kallus
(2020). The aim of the simulation study is to evaluate the performance of our DERM method
when compared to the two-stage method proposed by Bertsimas and Kallus (2020) and two
other selected benchmark methods.

The benchmark methods we test are the following:

• Sample Average Approximation (SAA): The sample average approximation method
in the big data driven setting involves using only the observed values of demand and
then optimizing over the entire in-sample data set to determine the optimal first-stage
decision. The first-stage SAA decisions are therefore only based on the in-sample data
set and can be applied directly to the out-of-sample data set. The first-stage SAA
decisions are used to solve the second-stage model for each observation in the out-of-
sample data set. The SAA method is also used as a benchmark in Huber et al. (2019)
and Bertsimas and Kallus (2020).

• Predict Then Optimize (PTO): The predict then optimize method seeks to take features
into account by training a regression model on the in-sample data. The regression model
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can then be used to predict demand for the out-of-sample data set. For each observation
in the out-of-sample data set, the full model can be solved for the predicted demand.

• Two-Step Method (TS): The two-step method is proposed in Bertsimas and Kallus
(2020). In the first step, a local regression of demand on features is performed. The
demand values of the set of observations included in the solution to the local regression
are used to constitute a scenario set Z. The second step is to solve a traditional
stochastic programming model, where pz = 1

|Z| is the most common way to determine
the scenario probabilities. In the two-step method the optimal first-stage decisions are
determined for each out-of-sample observation. This means that for each observation
in the out-of-sample set the local regression has to be performed, and the stochastic
programming model has to be solved for the relevant scenario set. In the two-step
method k-nearst-neighbors is used as the local regression method (Bertsimas and
Kallus, 2020; Ye and Yang, 2021).

3.5.1 Experiments of the production planning problem

The big data driven stochastic production planning problem has been introduced in Section
3.4.1. To test the performance of our method, we estimate {β∗

01, β∗
11, ..., β∗

J1, β∗
02, β∗

12, ..., β∗
J2

, ..., β∗
0T , β∗

1T , ..., β∗
JT } using a simulated in-sample data set. Based on the feature data in

the simulated out-of-sample data set, the first-stage decisions are calculated as described in
Section 3.4.1. For each observation in the out-of-sample data set, we solve the second-stage
model for the big data driven stochastic inventory planning problem. This allows us to
evaluate the total cost of the first-stage decisions and optimal recourse decisions.

We test two versions of the problem with T = 5 and T = 10. The parameter values we use
to generate problem instances are inspired by Bertsimas and Kallus (2020) with ot = 10 ∀t,
bt = 45 ∀t, ht = 2 ∀t.

We test a case with 3 features, {xi
1t, xi

2t, xi
3t} as in Bertsimas and Kallus (2020) and we also

test a larger case with 10 features {xi
1t, xi

2t, ..., xi
10t}. Each xi

jt is simulated by a continuous
uniform distribution U(200, 400) for t = 1, 2, ..., T with T = {5, 10} and j = 1, 2, ..., J with
J = {3, 10}. We follow Bertsimas and Kallus (2020) in using the same distribution with the
same parameters to generate feature values. If the value range of the observed features is
large, the features can be normalized to the same scale.

The error term ϵt is simulated by a normal distribution N(0, 7502). The mean and standard
deviation are chosen to ensure that there is notable variation in demand when features are
held constant. During the research, we have performed some preliminary testing of using
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different distributions of the features, different ranges of the features, and different parameter
values for the standard deviation. The preliminary tests have not shown major changes in
the relative performance of the models.

For linear demand, we simulate the following demand function:

dt(xi
t) = ϕ0t + ϕ1tx

i
1t + ϕ2tx

i
2t + ... + ϕJtx

i
Jt + ϵt

∀t, T = {5, 10}, J = {3, 10}
(3.11)

Where ϕ0
t = 3500, ∀t and ϕjt are simulated by a continuous uniform distribution U(10, 25)

for t = 1, 2, ..., T with T = {5, 10} and j = 0, 1, ..., J with J = {3, 10}. Furthermore,
{ϕ2t, ϕ5t, ϕ8t} are multiplied by −1 in order to ensure we have features that decrease the
simulated demand. For this we could have created a more sophisticated simulation scheme,
but we do not see it as having influence on model performance and the simulation scheme is
already quite extensive.

The tested variations of the production planning problem are trained on an in-sample data
set with 1000 observations simulated as in Equation (3.11). All possible features for a given
period are always included in the trained model and when the model is tested. The mod-
els are then tested on an out-of-sample date set of 1000 observations also simulated as in
Equation (3.11). For each observation in the out-of-sample date set the associated first-stage
decisions are tested based on the realized feature data. The average total inventory cost
of the first-stage decisions across the 1000 observations is presented in Table 3.5 as the
percentage increase in cost from the best performing model. We use the library "lpSolve"
in R for our solution algorithms. Commercial solvers will likely yield faster solution algo-
rithms, but since we do both machine learning and solve linear programs, we perform all our
computations in R. The computations has been performed on an i5-8250U with 8GB of RAM.

In Table 3.5 we observe that for linear demand, the DERM method outperforms the
two-step method proposed by Bertsimas and Kallus (2020) in all test instances. The
two-step method has between 5.9% and 8.7% higher cost than the DERM method.
Moreover, the DERM method also outperforms the two selected benchmark methods
in all instances. In addition, it is observed the two-step method performs worse in
the instances with 10 features compared to the instances with 3 features. This is not
surprising, since for each time period there are 10 features and determining a general
similarity measure for this many features might not be particularly meaningful. For
better performance, one would likely need a similarity measure specifically designed
for the specific OR problem that is being examined.
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Table 3.5: Big data driven production planing problem numerical
results

T=5
J=3 J=10

Model Cost Gap Cost Gap

SAA 550 14.1% 1397 11.1%
PTO 493 2.3% 1268 0.8%
TS 501 5.9% 1366 8.6%
DERM 481 - 1258 -

T=10
J=3 J=10

Model Cost Gap Cost Gap

SAA 1007 13.4% 2823 10.1%
PTO 973 9.6% 2666 4%
TS 961 8.2% 2786 8.7%
DERM 888 - 2563 -

Note: Cost is the total cost of first-stage and recourse decisions in thousands.
Gap is the percentage increase in cost compared to the best performing model.

In fact, it is difficult to make a completely fair comparison of the computational cost of
the different solution methods because the type of analysis performed is quite different.
For the SAA and the DERM method the computational time lies in solving the model
on the in-sample data set. Whereas, applying the estimated first-stage decisions to
the out-of-sample data is comparably very cheap in computational time. The two-step
method on the other hand has to be applied to each out-of-sample observation, but
the local regression done on the in-sample data is often computationally cheap in
computational time. To avoid drawing unfounded conclusions, we have not reported
the total computational time for training and testing in the table. For the big data
driven stohcastic production planning problem with 1000 in-sample observations used
for training and 1000 out-of-sample observations used for testing, we get the following
insights. (1) The SAA and PTO methods can generally be solved in seconds. (2) The
DERM and two-step methods can be solved in minutes, with the two-step method
taking about twice as long to solve as the DERM method. However, it is very impor-
tant to note that the computational time is dependent on both the computational
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complexity of the studied OR problem and the size of the in-sample and out-of-sample
data sets. More algorithmic research is needed for big data driven solution methods.

Our numerical study is inspired by the numerical study of Bertsimas and Kallus (2020),
but since one can change problem parameters, features, and data sizes, it would be
very time-consuming to make a thoroughly exhaustive numerical study. The field of
big data driven analysis could be improved if a standardized testing regiment could be
established, since every paper we have reviewed tests its methods in slightly different
ways. In Table 3.6 we show further results. We have only tested for J = 10 and T = 10
since that is the most complex model. Moreover, we have compared the increase in
cost of the two-step method to the DERM method. In Table 3.6 we show the results
of different out-of-sample observation data sizes.

Table 3.6: Further numerical results

J=10
Out-of-sample data set size Gap

100 12.9%
250 13.1%
500 12.2%
1000 12.1%
2500 12.0%

We are not surprised to observe that changing the amount of observations in the
out-of-sample data set only has a small impact on the results, as shown in Table 3.6.
This gives us more confidence in the results shown in Table 3.5. Moreover, we have also
tested the case where the first-stage decision costs are uniformly distributed around
the value 10. Average results over 5 instances with 1000 out-of-sample observations,
are that the gap in performance increases to 23%. The relatively large increase is a
bit surprising, and the results indicate that the DERM method performs better with
random first-stage decision costs when compared with two-step method.

In the DERM method, first-stage decisions are made feature dependent by estimating
the β∗ vector over the in-sample data set. The computational burden of the problem
therefore increases both with the number of features and with the amount of obser-
vations in the in-sample data set. In this paper, our focus is to introduce the DERM
method and discuss the performance of the method, in terms of cost, in comparison



58 Chapter 3. Big Data Driven Production And Distribution Planning

to other methods. Therefore, we only provide a brief discussion of the scalability of
the method.

In Table 3.7 we have shown the computational cost in seconds of solving equations
(3.7a) − (3.7d) as the amount of observations in the in-sample data set increases. We
have tested for the case when T = 10 and J = 10. We leave testing for different T and
J values to future research, since implementing the problem in R is not well suited for
efficiently testing many values of T and J .

Table 3.7: Further numerical results

J=10
In-sample data set size Solution time in seconds

100 5.2
250 9.1
500 18.4
1000 67.8
1500 235.5
2000 422.4

In Table 3.7 we see that the computational time increases considerably when the
number of observations in the in-sample data set increases. From our results, it is clear
that reducing the computational cost of the DERM method is as core topic for future
research.

3.5.2 Experiments of the shipment planning problem

We test the big data driven stochastic shipment planning problem in this subsection.
In Bertsimas and Kallus (2020) the authors use a nonlinear demand model to simulate
their data. However, we limit our discussion in this paper to linear demand, and
we have therefore formulated a similar linear demand relationship. For the specific
numerical study created in Bertsimas and Kallus (2020) the authors model 12 demand
locations, but it is the same 3 features on which demand at all 12 locations depends
on. What differs from the 12 locations are the coefficients (ϕ) and the stochastic noise
(ϵ) for each location. We therefore simulate the following demand functions:
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dr(xi) = ϕ0 + ϕ1rx
i
1 + ϕ2rx

i
2 + ... + ϕJrx

i
J + ϵr

∀r, R = 12
(3.12)

Otherwise, the simulation is the same as above and J = 3 is chosen since that is also
the case in Bertsimas and Kallus (2020). We use the same parameters as in Bertsimas
and Kallus (2020) for our costs, which is fk = 5 for all k, uk = 100 for all k, and
wkr is given by a distance matrix shown in Bertsimas and Kallus (2020). We use 600
observations in the in-sample and out-of-sample data set. For each of the K production
locations, all 3 features are included when the model is trained and tested.

The results of applying the DERM method, the two-step method, and the benchmark
methods to big data driven stochastic shipment planning problem is displayed in Table
3.8.

Table 3.8: Big data driven stochastic shipment planning numerical results

J=3
Model Cost Gap

SAA 1158 19.94%
PTO 1040 7.74%
TS 996 3.08%
DERM 966 -%

The results show that for linear demand, the DERM method still performances slightly
better on the problem proposed by Bertsimas and Kallus (2020). The close performance
gap is not a surprise, since the 12 simulated demand functions are based on the same
set of features {xi

1, xi
2, xi

3}. In such a case, the statistical similarity measures used in
the first step of the two-step method is likely to work well. Compared to the stochastic
production planning problem studied above, we see considerably worse performance
from the benchmark methods. We see this as a clear example of that, when doing a
big data driven analysis one should test multiple methods, since their out-of-sample
performance can change substantially from problem to problem. For computational
time with 600 observations, we now observe that the SAA method, DERM method and
two-step method can be solved in minutes but the SAA method and DERM method
takes around twice as long to solve as the two-step method. The PTO method can



60 Chapter 3. Big Data Driven Production And Distribution Planning

still be solved in seconds.

In the literature review, we stated that an advantage of the DERM method is that
we can take problem specific feature information into account in the DERM method.
We can see an example of this when the numerical study for the big data driven
stochastic shipment planning problem is slightly modified such that some demand
functions depend on another set of features {xi

4, xi
5, xi

6}. We could try to determine
what first-stage decisions are dependent on those features and model that explicitly
in the big data driven model. This will be done later in this paper, but it is not clear
what first-stage decisions should be dependent on the new features and what decisions
are dependent on the original set of features. Instead, we include all features in the big
data driven model, and let the model decide which features a given first-stage decision
is dependent on.

We modify the problem such that 9 demand functions depend on {xi
1, xi

2, xi
3} and 3

demand functions depend on {xi
4, xi

5, xi
6}. While this case is artificially constructed to

highlight the modeling flexibility of the DERM method, it also has some real world
interpretation. Since we are studying a shipment planning problem, one example could
be that the customers at the different demand locations are heterogenous. Therefore,
for some demand locations, there might be customers who are influenced by price
and marketing and other locations where customers are influenced by environmental
considerations. The result for this modified case is shown in Table 3.9.

Table 3.9: Big data driven stochastic shipment planning problem with modified de-
mands

J=6
Model Cost Gap

SAA 1176 14.67%
PTO 1227 19.71%
TS 1075 4.82%
DERM 1025 -%

Table 3.9 shows that the performance gap between the two-step and DERM method
widens when some demand functions are dependent on one set of features and others



3.6. Extension: The big data driven stochastic lot-sizing problem 61

on another set of features. This shows an advantage of the DERM approach is that it
does not use similarity measures to model the feature dependence.

3.6 Extension: The big data driven stochastic
lot-sizing problem

The core idea of the DERM approach is to model the first-stage decision as a linear
function of the features. This presents an extra challenge when trying to model a
binary first-stage decision, since the assumed linear relationship between the features
and the first-stage decisions is not restricted to taking only 0 or 1 values. A relevant
problem is the stochastic lot-sizing problem, which often considers fixed setup costs.
In the stochastic problem, this is modeled by the inclusion of a binary variable vt that
takes the value 1 if the production is setup and 0 otherwise. An associated cost, kt,
is added. In this paper, we model the stochastic lot-sizing problem as the stochastic
production planning problem studied above with binary setup variables included.

For the big data driven stochastic lot-sizing problem, we would ideally be able to solve
a problem in the form below:

min
s,v,b,h

1
n

n∑
i=1

T∑
t=1

[ftst(xi
t) + ktvt(xi

t) + oth
z
t + utb

z
t ] (3.13a)

s.t. hz
t−1 + st(xi

t) + bz
t = dz

t + hz
t ∀ t ∀ i (3.13b)

st(xi
t) − Mv(xi

t) ≤ 0 ∀ t ∀ i (3.13c)

st(xi
t), hi

t, bi
t ≥ 0 , v(xi

t) ∈ {0, 1} ∀ t ∀ i (3.13d)

Where vt(xi
t) is also feature dependent. M is a sufficiently large number.

In the stochastic lot-sizing problem, vt is a first-stage variable, as one conceptually has
to make production decisions before stochasticity is realized and one must therefore
also decide which periods the production is to be set up in. Following the DERM
method, one would then seek to make vt feature dependent, but one would also need
vt(xi

t) to be binary for it to be a meaningful variable. Conceptually, it is reasonable
that different feature realizations could influence the setup decisions.
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However, it remains unanswered how to take feature dependent binary variables into
account in an ERM based method. The KERM method presented in Notz and Pibernik
(2022) also does not address the problem. However, it might be the case that it is only
meaningful to model continuous variables as feature dependent. In that case, the ques-
tion then is which method can be used to determine optimal binary vt values. In this
section, we suggest two heuristic algorithms to the big data driven lot-sizing problem,
which allows us to take features into account and still have a tractable problem.

The first heuristic is named the DERM Heuristic. We do not make vt feature dependent,
but only allow the β′s to be non-zeroes when vt = 1.

The DERM heuristic solution to Equations (3.13a − 3.13d) is arrived at by solving:
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However, there is an immediate problem with the formulation above. Although the
problem is tractable, the feature information is only taken into account if vt = 1. For
all the periods where vt = 0, no feature information is taken into account. This is
also confirmed by the numerical experiments, which show that the β0t’s are much
larger than in the stochastic production problem for the periods where vt = 1. While
we at the moment cannot make vt feature dependent in the same way st is feature
dependent, we still want a solution that takes all feature information into account.
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Therefore, we propose an improved heuristic solution to the big data driven lot-sizing
problem. The core idea of the improved heuristic solution is to get a good solution for
which periods to perform the setup in, and then use that information to take all the
feature information into account.

To be able to take all feature information into account, we suggest using the improved
DERM heuristic. The computational steps are the following:

1. Solve an SAA model, DERM heuristic, or otherwise determine in which periods
vt = 1.

2. Start with the DERM heuristic model.
For t = 1, 2, ..., T , if vt = 0, then assign the features in the period from the
objective function and constraints to the next period where vt = 1.
Equations (3.15a − 3.15h) below are an illustration of the second step in the
heuristic for the case with T = 5 and production setup in period t = 1 and t = 4.
We denote this reformulation as the improved DERM model.

3. Solve the improved DERM model for β∗ for all observed features.

4. Use vt values from step 1 and estimated β∗ from step 3 to solve the second-stage
model for optimal second-stage decisions.
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min
β,v,h,b

(f1β01 + f4β04 +
T∑

t=1

J∑
j=1

ftβjt
1
n

n∑
i=1

xi
jt)

+ 1
n

(
T∑

t=1
ht

n∑
i=1

I i
t +

T∑
t=1

bt

n∑
i=1

Bi
t) (3.15a)

s.t. I i
(1−1) + β01 +

3∑
t=1

J∑
j=1

βjtx
i
jt + Bi

1 = di
1 + I i

1 ∀ i (3.15b)

I i
(2−1) + Bi

2 = di
2 + I i

2 ∀ i (3.15c)

I i
(3−1) + Bi

3 = di
3 + I i

3 ∀ i (3.15d)

I i
(4−1) + β04 +

5∑
t=4

J∑
j=1

βjtx
i
jt + Bi

t = di
4 + I i

4 ∀ i (3.15e)

I i
(5−1) + Bi

5 = di
5 + I i

5 ∀ i (3.15f)

β0t +
J∑

j=1
βjtx

i
j ≥ 0 ∀t ∀i (3.15g)

hi
t, bi

t ≥ 0 ∀ t ∀ i (3.15h)

We have tested the big data driven lot-sizing problem for J = 3 and T = 5, and kt is
equal to a sufficiently large number to get at least two periods where production is set
up.

Table 3.10: Big data driven lot-sizing problem numerical results

J=3
Model Cost Gap

SAA 812 8.46%
PTO 751 0.31%
TS 771 3.04%
DERM heuristic 799 6.68%
Improved DERM heuristic 749 -

Our numerical results seen in Table 3.10 are based on data where it appears that an
SAA or DERM heuristic solution are good at establishing which periods to set up.
Moreover, the numerical results show that the improved DERM heuristic has good
performance. We also observe that the PTO method again show strong performance as
was also the case for the big data driven stochastic production planning problem. The
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computational time of the improved DERM heuristic is in minutes and is comparable
with the two-step method. If the improved DERM heuristic is applied to a data set
where the first step is not good at establishing which periods to set up in, then we do
not expect the heuristic to perform as well.

3.7 Managerial insights

Based on the research presented in this paper, we also present several managerial
insights. The core managerial insight is that when faced with a two-stage stochastic
linear program with recourse and stochastic demand that is feature dependent, prac-
titioners can apply the DERM method to get feature dependent first-stage decisions.
This is an advantage for practitioners since the DERM method enables practitioners
to make new decisions when new features are observed without having to re-solve an
optimization problem. That the prescribed first-stage decisions are based on the vector
β∗, also offers actionable information to a practitioner. If any entry in the vector is
zero or close to zero, the influence of that feature on the first-stage decisions is small.
An example could be that the entry associated with a feature measuring promotional
spending is zero or close to zero. This would indicate that promotional spending does
not influence the first-stage decisions.

In this paper, we discuss the big data driven stochastic production planning prob-
lem and big data driven stochastic shipment planning problem. These problems are
seen in practice and since the DERM method is based on stochastic programming,
it is straightforward for practitioners to apply the method to other similar two-stage
problems. We see the relative simplicity of the DERM method being important for
practitioners, since they can use their existing knowledge of stochastic programming
when applying the method. The DERM method can also be applied to the data driven
newsvendor problem, stochastic capacity planning problem, and possibly other prob-
lems.

Our numerical results indicate that under linear demand, the DERM can perform quite
well. In the case where a practitioner seeks to solve a two-stage model and observes
that the demand she/he faces can be sufficiently captured by a linear model (with
or without polynomial expansion), the DERM method could be the model of choice.
In cases with nonlinear demand, it is important to also test the two-step method.
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In general, we recommend practitioners looking to solve big data driven problems to
always test different methods. This is because the field of big data driven analyses is
quite new, and the best models for different types of operational problems have not
yet been established.

3.8 Conclusions and future research

Big data driven OR is still an emerging research area with different proposed methods
for solving big data driven OR problems. In this paper, we have proposed a DERM
method to solve big data driven OR problems. The DERM method can be applied to a
class of two-stage stochastic linear programs with recourse and certain other problems.
We show how to apply the DERM method to the big data driven stochastic production
planning problem and the big data driven stochastic shipment planning problem. The
ability to make new prescriptions when new feature data is observed and to take prob-
lem specific feature information into account are two advantages of the DERM method.

Our numerical studies showed that for linear demand, the DERM method can outper-
form, with respect to costs, relevant benchmark methods. However, it is also clear to
us that there does not exist one big data driven method that will always be the best
method. One should choose what method to apply based on the specific problem and
research objectives, the size of the in-sample and out-of-sample data sets, and how
demand behaves.

Since the DERM method is fundamentally based on stochastic programming, we see
several avenues for future research. In this paper, we have used the software R and
a open source solver to solve LP problems. Studying solution algorithms specifically
designed to solve ERM formulations of LP’s with their specific structure could likely
lead to much better computational performance. A clear first step is to examine the
dual of the ERM formulation of LP’s, since that has to the best of our knowledge
not been explored so far. At the end of this paper, we introduce the big data driven
lot-sizing problem and discuss the challenges of applying an ERM based method to
solve that problem. We view the question on how to use ERM to solve OR problems
with binary and integer variables as the biggest theoretical question faced by ERM
based methods.
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Abstract

This paper proposes a data driven solution procedure for solving a newsvendor problem
when the exact demand probability distribution is unknown. The newsvendor observes sales,
which is uncensored demand when the observed sales amount are lower than the order size
and censored demand when the observed sale is equal to the order size. To solve this problem
we design an iterative solution algorithm where the newsvendor updates her order size when
new sales data is observed. After an initiation phase of the algorithm, where the newsvendor
somewhat arbitrarily chooses an order size, there comes an estimation phase where in each
iteration the newsvendor finds an optimal order size using a maximum likelihood approach,
which explicitly incorporates censored data. We have not been able to identify a similar
algorithm in the literature and the advantage of our proposed algorithm is that it can handle
arbitrarily chosen order sizes. Moreover, the maximum likelihood part of the algorithm is
not specific to the newsvendor problem, and can therefore be used to solve other problems
in the future. As the amount of data grows, the order size, chosen in each iteration, should
converge to some limit point. The crucial thing is of course whether this limit point will
converge to the optimal newsvendor order size when knowing the true demand distribution.
We present a comprehensive numerical experiment with multiple instances of two different
distributions (one parameterized with two different sets of parameters) to generate demand
and two different critical values. Our numerical experiment shows that the proposed algorithm
converges to order sizes close to the optimal order size after 100 periods.

Keywords: data driven operations research, newsvendor problem, censored demand, maxi-
mum likelihood.
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4.1 Introduction

We will explore the classical newsvendor problem, which concerns a short sales sea-
son where demand is random and generated by a random variable D. The demand
distribution is assumed to be known and unchanging, but the parameter values of the
distribution are unknown and have to be learned from censored data. The same as-
sumptions are seen in the literature most related to our study (Conrad, 1976; Nahmias,
1994). However, in those papers the value at which demand observations are censored
is held constant and that characteristic is used to derive their solutions to the censored
newsvendor problem. We will explore a more general procedure that allows the value
at which demand observations are censored to change from observation to observation.

Based on the solution procedure, we also propose a heuristic to solve the case where
the newsvendor only knows that the distribution of demand belong to a set of known
distributions. The motivation behind the research is to develop a procedure that also
can be used to solve periodical replenishment inventory problems in the future. Since
the censored newsvendor problem with changing order sizes has not been solved with a
similar method, we use the censored newsvendor problem to demonstrate the concept
of the procedure.

Two cost components characterize the problem: h and b, h is a unit cost of overage
and b is a unit cost of underage and these costs are charged at the end of the sales
season. The aim is to determine the order size Q so that the total expected costs of
overage and underage are minimized. Providing that the newsvendor is risk-neutral,
the solution to this newsvendor problem, is to determine the order size Q such that
P (D ≤ Q) = b

(b+h) . In case the random variable D is integer valued, the solution is
to find the least integer value Q such that P (D ≤ Q) ≥ b

(b+h) . All of this might be
considered basic textbook material, see for instance Silver (2017). However, there are
some shortcomings to this textbook treatment.

First, while the newsvendor might have a good sense of what distribution generates
demand, such as knowing D is negative binomially distributed, she does not know the
parameters in the distribution. In this paper, the negative binomial distribution is one
of the distributions that is studied because it is a very versatile distribution that can
attain many different shapes depending on its parameterization. Secondly, we do not
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observe demand, only sales. Meaning, the demand we observe is censored when at or
above the order size. Finally, the newsvendor often has a limited amount of data to
make any estimation of the distribution of D. An example could be the following:

Table 4.1: An illustrative example

Sales period Order size Observed sale Demand information
1 46 46 ≥ 46
2 54 54 ≥ 54
3 49 49 ≥ 49
4 58 36 36
5 51 51 ≥ 51
6 60 60 ≥ 60
7 44 44 ≥ 44
8 57 54 54
9 54 37 47
10 54 43 43

Only in 4 cases is the true demand observed, while in the remaining 6 cases, we only
know that demand has been as least as large as the order size. The challenging question
is how the newsvendor can estimate the parameters of D using few observations. Fur-
thermore, how can the newsvendor dynamically update the estimates as new demand
data is observed? We propose using maximum likelihood estimation; however, this
estimation must be adapted to the case of censored data. To the best of our knowl-
edge, see the following literature review, our idea of dynamically updating the demand
parameters by repeatedly applying maximum likelihood estimations has seen little
research in the operations research literature. We have also examined both textbooks
and the maximum likelihood literature in order to solve the problem examined in this
paper. However, we have not been able to identify a treatment of a problem exactly as
ours, where the value at which observations are censored can change from observation
to observation, and where the value is determined through actions of a decision-maker.

The paper is organized as follows. In Section 4.2, we write a short literature review
about newsvendor models and censored demand data, where we also position our work
in this field. In Section 4.3, we present the maximum likelihood approach, and we
present an algorithm for dynamically updating the maximum likelihood estimates,
including how we determine the order size in each iteration. Section 4.4 introduces
the design of the numerical experiment, and contains our numerical investigation. In
Section 4.5, we extend our research to the problem where the newsvendor has to
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decide between a set of possible distributions, and we propose a heuristic solution to
this problem. The Section also contains the numerical investigation of the proposed
heuristic. Finally, Section 4.6 contains some concluding comments and suggestions for
future research.

4.2 Literature review

There is some literature on inventory models and newsvendor models when demand
is censored. In the following, we outline some important contributions. Generally, it
can be classified under three main categories: non-parametric (or distribution free)
methods, Bayesian methods and parametric methods.

With regard to the first category, we mention the following contributions. Bertsimas
and Thiele (2006) solve a general inventory planning problem by the repeated use of
linear programming using observed sales data, while Sachs and Minner (2014) com-
bine linear programming with forecasting methods that incorporate features like price,
temperature, etc. Huh et al. (2011) works with a Kaplan Meier estimator to show
convergence to the optimal solution. Besbes and Muharremoglu (2013) investigate the
implications of not knowing the true demand, by measuring performance in terms of
regret. Burnetas and Smith (2000) apply a stochastic gradient algorithm, while God-
frey and Powell (2001) apply a sequence of concave piecewise linear approximations
of the cost function. Finally, we would also mention Zhao et al. (2016), who conducts
laboratory study to investigate learning behavior in a censored demand setting. Except
for the first reference, all these contributions focus on newsvendor models.

With regard to Bayesian approaches, an often-cited reference is Berk et al. (2007),
who study a newsvendor problem. They use Bayesian updates to obtain the parameter
values of the negative binomial, gamma, Poisson, and normal distributions. However,
they rely on that one parameter is known. The Bayesian approach naturally extends
to settings with sequential (and dependent) decision problems that are more general
inventory control models than the newsvendor model, however it is also applicable for
the newsvendor model. Lariviere and Porteus (1999) and Lu et al. (2008) investigate
the benefits of overstocking, in order to learn more about the true demand.

Parametric methods are based on theoretical demand distributions, such as the nor-



72 Chapter 4. The Newsvendor Problem With Censored Demand

mal distribution applied by Nahmias (1994) or a Poisson process applied by Conrad
(1976). Both contributions consider a newsvendor model. We would also like to mention
Agrawal and Smith (1996) who study the negative binomial distribution and give solid
evidence supporting that the distribution is a good choice for modelling demand in
a retail setting where the issue of lost sales is hugely relevant. Nahmias and Smith
(1994) examine the negative binomial distribution for a censored problem. However,
they find a specific solution to a two-echelon inventory system, and they do not use a
maximum likelihood approach.

Our methodology can be regarded as a parametric approach, where we focus on the
negative binomial distribution due to its versatility in representing many different
shapes. We apply maximum likelihood estimation. The idea of using maximum like-
lihood estimation in the presence of censored data has, to our knowledge, only in a
very little degree been applied in the Operations Research literature. You can find
a discussion of using a maximum likelihood estimation in Nahmias (1994). However,
this is only for the case of a normal distribution. Furthermore, the initial order size is
fixed, and the specific maximum likelihood estimator they derive is for a fixed order
size. Somewhat similarly, Conrad (1976) applies maximum likelihood estimation to
estimate the arrival rate of a Poisson process. Also here, the order size is fixed, and
the maximum likelihood estimator is based on that. That Conrad (1976) and Nah-
mias (1994) assume fixed order sizes means that the value at which observations are
censored is constant, and the authors use that for their solutions. This makes their
methods harder to generalize to other inventory problems. In this paper, we propose a
procedure starting with random order sizes, and then dynamically updating the order
size. That is possible since we formulate and solve the general censored maximum
likelihood problem for the newsvendor setting. Finally, we also mention Braden and
Freimer (1991), who study maximum likelihood functions for making a general anal-
ysis of which distributions it is possible to get sufficient statistics. A reason for our
choice of the maximum likelihood approach, in addition to its relative novelty, is also
because the approach is not only workable for the newsvendor model, as we will soon
demonstrate, but that it offers future research possibilities for more general inventory
control models with sequential (and dependent) decisions.
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4.3 The methodology

Instead of developing a novel solution algorithm for the newsvendor problem we use a
characteristic of the newsvendor problem to develop a solution algorithm that can be
generalized to other problems with this same characteristic. The characteristic we use
is that the newsvendor needs to assume a demand distribution to be able to determine
an optimal order size. By assuming a demand distribution, the censored aspect of our
problem becomes solvable by the use of a novel application of maximum likelihood
theory.

A related problem faced in other fields such as bio-statistics is that some observations
become censored because the observed values are too small to be observable by the mea-
surement instruments used, but are still scientifically interesting (Lynn, 2001). However,
the problem is often the other way around in an inventory management setting. Here
we are often interested in observing demand but can only observe sales. Therefore, if
one wishes to observe demand when inventory runs out, one would need a quite sophis-
ticated data collection process to record not only when customers explicitly try to buy
products when inventory is depleted, but also to record customers that observe that
the inventory is depleted and does not try to buy a product. That demand observations
become censored for the newsvendor at high values do not present a unique challenge
compared to low values. However, it is an interesting twist that warrants more research.

In the following let β be the critical fraction, that is, β = b
(b+h) .

Assume the decision-maker has made a small number of ordering decisions and subse-
quently observed the sales for each period.

Denote by nk the number of times we have an uncensored observation of D equal to
k (meaning the newsvendor observed a sale of k and there were remaining stock in
our inventory at the end of the period). Denote by mk the number of times we have a
censored observation of D equal to k (meaning that the newsvendor observed a sale
of k and the inventory level at the end of the period was zero). Denote by QMax the
largest order size used so far.

Assume the decision-maker considers it reasonable that the demand can be represented
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by a negative binomial distribution with parameters p, N , and k, which has point
probabilities:

πNB(p, N, k) =


pN k = 0
(N+k−1)···N

k! pN(1 − p)k k = 1, 2, . . .
(4.1)

In the case of censored demand data, the appropriate likelihood function to use is
the following, according to Balakrishnan and Cohen (2014) (without loss of generality
we assume it never makes sense to make an order of zero, hence you will never get
censored data of value zero):

L(p, N, mk, nk) =
QMax∏
k=1

(1 −
k−1∑
u=0

πNB(p, N, u))mk

QMax−1∏
k=0

πNB(p, N, k)nk (4.2)

A maximum likelihood estimator seeks to find the parameters, which for the negative
binomial distribution is (p̂, N̂) at which L(p̂, N̂ , mk, nk) attains its maximum given an
observed sample of observations (Casella and Berger, 2017). In our problem the sam-
ple of observations is captured by (mk, nk). As discussed in the literature review, one
can determine the optimal solution (p̂, N̂) using different methods. In this paper, we
draw on insights from machine learning and employ a modified first-order optimization
method (Hastie, 2009). Depending on the distribution, this is not a trivial task, and
the details are shown in Appendix 4.A. The advantage of our approach is that it does
not require problem-specific derivations, which we exemplify in this paper by using
the same approach for both the Poisson and negative binomial distribution.

For optimization reasons, the log-likelihood function l(p, N, mk, nk) = ln(L(p, N, mk, nk)),
is typically used:

l(p, N, mk, nk) =
QMax∑
k=1

mk ln(1 −
k−1∑
u=0

πNB(p, N, u)) +
QMax−1∑

k=0
nk ln(πNB(p, N, k)) (4.3)

Optimizing (4.3) leads to a solution (p̂, N̂) that is also optimal in (4.2).

Thereafter, she finds her order size Q̂ as:

Q̂ = min{k :
k∑

u=0
πNB(p̂, N̂ , u) ≥ β} (4.4)
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Note that Q̂ per definition will be positive. Since we expect that, the estimate of the pa-
rameters (p̂, N̂) improves when more data is used in the estimation procedure, we will
dynamically update our parameter estimates as the newsvendor receives new sales data.

While we employ maximum likelihood estimation to arrive at good parameter esti-
mates, the core objective of this paper is to propose a new solution to the censored
newsvendor problem. Below in Algorithm 4.1, we have formalized the problem and our
solution to it in an algorithm. The algorithm starts with a small static part where the
data for the initial parameter estimates are generated, and afterwards, the algorithm
describes, how the newsvendor dynamically learns from new observed sales data. The
parameter T1 is the amount of periods included in the static phase in order to have
data to train the maximum likelihood estimator on. Compared to the literature, we
allow the order size in the static phase to change. The parameter T2 is the total amount
of periods in the problem, and T2 − T1 is the amount of periods in the dynamic phase.
Below, we present the algorithm with the assumption the newsvendor is observing
demand generated by a negative binomial distribution.

This algorithm could of course be applied with other assumptions about what the
appropriate distribution of D is. Say, the newsvendor has observed that all individual
sales only concern a sale of one unit. Then an educated guess is that the arrival process
is Poisson, hence D is Poisson distributed. Then the log-likelihood function is:

l(λ, mk, nk) =
QMax∑
k=1

mk ln(
∞∑

u=k

e−λ λu

u! ) +
QMax−1∑

k=0
nk(−λ + k ln(λ) − ln(k!)) (4.5)

After having found the optimal solution λ̂, the optimal order size is:

Q̂ = min{k :
k∑

u=0
πP o(λ̂, u) ≥ β} (4.6)

There are some non-trivial numerical issues in optimizing (4.3) and (4.5) (but maybe
not of interest to all readers). Since we apply a first-order gradient descent algorithm as
our optimizer, the problem needs to be put in a form suitable for the algorithm, which
is not always trivial. Moreover, optimizing the log-likelihood does not simplify the prob-
lem to the same degree as with uncensored problems. For interested readers, we show
in detail in Appendix 4.A how to develop the solution algorithm we apply in this paper.
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Algorithm 4.1: Solution algorithm for the newsvendor problem with censored demand
{Initialization phase}

1: t = 1
2: The arrays m and n are set to zero.
3: QMax = 0.
4: Choose time parameters T1 and T2 to determine the duration of the following two

phases.

{Initial data generation phase}
1: while t ≤ T1 do
2: The newsvendor chooses arbitrarily an order size Q.
3: Update QMax by QMax = max(QMax, Q).
4: Generate a demand d from the true (but unknown to the newsvendor) demand

distribution D.
5: If d ≥ Q, set mQ = mQ + 1, else set nd = nd + 1.
6: t = t + 1.
7: end while

{Estimation and optimization phase}
1: while T1 < t ≤ T2 do
2: Find (p̂, N̂) as the optimal solution to (4.3)
3: Determine the order size Q̂ by (4.4)
4: Update QMax by QMax = max(QMax, Q̂)
5: Generate a demand d from the true (but unknown to the newsvendor) demand

distribution D.
6: If d ≥ Q̂, set mQ̂ = mQ̂ + 1, else set nd = nd + 1.
7: t = t + 1
8: end while

The critical question, regarding our methodology, is whether we will see convergence
of the order size that we compute in each iteration of the last phase. Furthermore, if
we observe convergence, will the convergence point then be close (or even equal to)
the true newsvendor solution:

Q∗ = min{k : P (D ≥ k) ≥ β} (4.7)

If we observe convergence, we see it as reasonable to claim that our method by and
large finds the optimal solution to the newsvendor problem with censored demand. We
do not think it is possible to develop any formal mathematical proofs of this unless we
restrict ourselves to special cases. This is why we need to resort to numerical experi-
ments, which we will report on in the following section.

It could be tempting to run a long initialization phase with a very large Q in order to
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get a lot of uncensored observation and thereby having uncensored observations to use
in the algorithm when doing the maximum likelihood estimation. However, this would
be a very costly approach leading to huge excess stock throughout the initialization
period. Instead, we show our proposed method can work well.

4.4 Numerical experiment

To test if the algorithm converges to an order size close to the optimal order size we
have devised a numerical experiment.

4.4.1 Numerical experiment design

We will, throughout the rest of the paper, use that E[D] = 50.

In order to do a comprehensive study of the newsvendor problem with censored demand,
our experimental set-up is designed to cover the following four dimensions:

1. Testing the use of different distributions to represent D.

2. Letting the newsvendor either be too pessimistic or too optimistic of her choice
of Q in the initial data collection phase.

3. Experimenting with the composition of T1 and T2.

4. Requiring a moderate or a high service level.

To address these four dimensions, we propose the following parameters:

1. If D is Poisson distributed, the true value of λ is 50. If D is negatively binomially
distributed with parameters N and p, its mean value is E[D] = N(1

p
− 1). Hence,

for a given choice of N , the parameter p is determined as p = N
(N+E[D]) . So if D is

negative binomially distributed, we use two versions: One with (N, p) = (10, 1
6)

and one with (N, p) = (30, 3
8). For all three choices of the true demand dis-

tributions, we can compute the optimal newsvendor solution Q∗ to be respec-
tively 56 (D is Poisson distributed), 64 (D is negatively binomially distributed
with (N, p) = (10, 1

6), and 59 (D is negatively binomially distributed with
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(N, p) = (30, 3
8) in case β = 0.8. When β = 0.95 the values of Q∗ are, re-

spectively, 62, 81 and 70.

2. We let Q be chosen randomly in the interval from 10 units below Q∗ up to 10
units above Q∗.

3. We let throughout all experiments T2 be 100. However, we vary T1 to be either
T1 = 10 or T1 = 20.

4. Here we use β = 0.8 or β = 0.95.

4.4.2 Numerical results

The main results of the numerical study are reported below in Tables 4.2 and 4.3. The
numerical results have been developed using the software R. In R we have implemented
the algorithm described in Section 4.3. Both the data generation and optimization ele-
ments have been implemented in R. Following the data generation procedure described
in the algorithm, we have generated 5 random data sets used to test if the algorithm
converges.

In Table 4.2 and Table 4.3, we report the distribution, the critical ratio (β), what the
optimal order size is if one used the true parameter values (Q∗), and the order size
arrived in the 100th period (Q̂). The closer Q̂ is to Q∗, the more successful we view the
algorithm to be. For Q̂ we report the range of observed order sizes in the 100th period.

Table 4.2: Numerical results with T1 = 10

Distribution β Q∗ Q̂
Poisson(50) 0.8 56 [54; 56]
Poisson(50) 0.95 62 [60; 62]
NB(10, 1

6) 0.8 64 [62; 66]
NB(10, 1

6) 0.95 81 [80; 81]
NB(30, 3

8) 0.8 59 [58; 61]
NB(10, 3

8) 0.95 70 [68; 71]

In Tables 4.2 and 4.3 we see that the algorithm manages to get close to the optimal
order size after 100 observations and either 90 or 80 ordering decisions. Looking at
the range of order sizes around the stopping point, we observe that almost all results
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Table 4.3: Numerical results with T1 = 20

Distribution β Q∗ Q̂
Poisson(50) 0.8 56 [54; 56]
Poisson(50) 0.95 62 [60; 62]
NB(10, 1

6) 0.8 64 [62; 64]
NB(10, 1

6) 0.95 81 [80; 86]
NB(30, 3

8) 0.8 59 [57; 61]
NB(10, 3

8) 0.95 70 [68; 71]

are within 2 units of the optimal order size. We observe one outlier result, where there
is a single instance for NB(10, 1

6) and β = 0.95 where the order size in the 100th

period is 5 units away from the optimal order size. We have thoroughly examined this
outlier, and the maximum likelihood estimation is working as intended, and letting
the algorithm run for more periods results in an order size closer to the optimal order
size. We, therefore, believe the outlier is a result of outliers in the generated demand
data. This is a good example of a fundamental challenge with data driven analyses.
While outliers in the observed data often are rare, the newsvendor can easily arrive
at a suboptimal solution in such cases, since the newsvendor is learning her decisions
from the observed sales.

Given the relatively low amount of periods the algorithm learns in, and the difficulty
of considering censored demand data, we view the convergence of the algorithm to be
satisfactory. There is a single outlier result, but in general, the algorithm converges to
an order size close to the optimal order size by the 100th period. Based on the numerical
results we believe that when faced with a newsvendor problem, the newsvendor can
use the proposed algorithm to minimize cost in the face of censored data.

We are a bit surprised that the results are very similar for T1 = 10 and T1 = 20 since
we would expect that the first estimated order size after T1 = 20 would be better
because it has more data to be based on. This might then lead to a better starting
point for the iteration between estimation and optimization that is at the core of the
algorithm. However, that does not seem to be the case, instead the results are very
similar. We expected that the algorithm would have worked better for β = 0.95 since
a higher critical ratio should lead (all else being equal) to fewer censored observations.
However, based on our results, it seems that our algorithm works almost equally as
well for β = 0.95 and β = 0.8.
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We also observe that the estimated parameters are close to the true values. To give a
few examples, for T1 = 10, β = 0.8 and NB(10, 1

6) the estimated parameters after 100
iterations are N̂ = 13, 16 and p̂ = 0, 21 and for Poisson(50), the estimated parameter
is λ̂ = 49, 83. We report all the estimated parameters for one of the five randomly
generated data sets in Table 4.6 in Appendix 4.B. If we let T2 go towards infinity, we
expect that the estimated parameters converge to the true values.

When we apply the algorithm while treating sales data as demand data, meaning if
realized demand is above the order size it is treated as an uncensored observation at the
order size value, we observe some interesting results. We have tested a single randomly
generated data set. Using that data set, the Poisson distribution seems quite robust to
censored data since we actually arrive at Q̂ = 55 for β = 0.8 and Q̂ = 62 for β = 0.95.
However, the estimated λ̂ is lower than when taking censored data into account and
thus further away from the true λ value. The negative binomial distribution, on the
other hand, stops after a few iterations since the algorithm converges to negative values
for the N parameter. We see this as interesting since it indicates that taking censored
data into account in a solution algorithm is important for some distributions and not
so relevant for others. This could have interesting decision-making implications, and
we view this as a topic needing more research.

While we view our numerical results as satisfactory, it would be ideal if we could
guarantee that Q̂ always converges to Q∗ and does it after a reasonable amount of sales
observations. However, deriving theoretical proofs for this is complicated by the fact
that we do both maximum likelihood estimation and make dynamic inventory decisions.
We do not know whether it is possible to arrive at theoretical proofs by building on
the established knowledge base regarding censored maximum likelihood estimation.
This, of course, makes it even more urgent to explore the problem numerically. At the
moment, we observe that the order size for both the Poisson and negative binomial
distribution seem quite stable at the optimal order size after around 500 observations
for our cases. In Appendix 4.B, we have attached two representative examples of order
size convergence, one for the Poisson distribution and one for the negative binomial
distribution.
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4.5 A heuristic to decide between multiple
distributions

So far, the newsvendor has known the distribution of demand, but the parameters of
the distribution are unknown, and only sales (censored demand) are observed. This
raises the question, what if the newsvendor does not have any information about
the distribution of demand? Since our method is parametric and based on maximum
likelihood estimation, we cannot handle that case. Having some knowledge of the
distribution of demand is a foundational assumption in our methodology. However, we
have developed a heuristic for handling the case where the newsvendor has a set of
distributions of demand, which she has to decide between. In this case, there is one
distribution that is the true distribution generating demand, but the newsvendor has
a set of distributions which she suspects the observed demand could be generated by.
We denote the set of distributions that the newsvendor considers as the distribution set.

One could think that deciding between a set of distributions would complicate the
solution approach considerably. However, that is not the case. This is because we take
a general approach to estimate the parameters of a given distribution based on the
observed sales data. Therefore, our method can work when order sizes are determined
randomly as is the case while t < T1, and when order sizes are determined based on
different demand distributions.

The heuristic is an extension of the algorithm presented above. The newsvendor starts
with the “initialization phase” and “initial data generation phase” to get an initial set
of sales observations. The goal is now to determine what distribution, in the set of
possible distributions, is the right distribution to base future ordering decisions. If one
could compare the likelihood between distributions directly, then deciding between a
set of distributions would be straightforward. However, that is not theoretically sound
(Casella and Berger, 2017). Instead, we propose a decision rule inspired by machine
learning.

The goal for the newsvendor is to minimize cost, and we, therefore, propose to pick the
distribution in the distribution set with the lowest observed cost. Therefore, we define a
parameter T3 that is the amount of periods the newsvendor uses to evaluate the cost of
basing the order sizes on the chosen distribution. As above, the newsvendor also learns
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the optimal parameters of the distribution in these periods. Since the newsvendor now
has to choose between distributions, T3 should be considerably smaller than T2 to
avoid using too many periods in total for learning.

Moreover, we propose that the newsvendor might be interested in evaluating each
distribution more than once before finally deciding on what distribution to base her
future ordering decisions on. We, therefore, allow the newsvendor to sample multiple
times from the distribution set. When sampling from the distribution set, the newsven-
dor picks a distribution in the distribution set at random without replacement. Then
the distribution is used to determine order sizes for T3 periods.

Each time a distribution is used to determine order sizes, the observed sales from the
“Initial data generation phase” and all observed sales from previous ordering decisions
made in this phase are used to learn the parameters of the distribution. This process
continues until all distributions in the distribution set have been picked. We denote
this process as the newsvendor sampling from the distribution set. The parameter S

is the number of times the newsvendor samples from the distribution set.

This heuristic is inspired by machine learning because the idea is to base the choice on
what performs best on test data with minimal assumptions made. There is, however,
one problem. The problem is that the newsvendor can only observe when a stock-out
occurs and not the amount of missed sales. Therefore, the newsvendor cannot evaluate
the true stock-out costs. We propose a decision rule based on observed stock-outs to
overcome this problem. We propose that the newsvendor should choose the distribution
with the percentage of stock-outs closest, in absolute value, to what is expected given
the choice of critical ratio. In the numerical study of the heuristic, we examine both
decision rules since that is possible with simulated data, and it gives us insights when
evaluating the heuristic.

Below in Algorithm 4.2, we have stated the “heuristic estimation and optimization
phase” in algorithmic form, which replaces the “estimation and optimization phase” in
the algorithm above. T3 is the amount of periods each distribution is used to determine
the order size. S is the amount of times the newsvendor samples from the distribution
set.
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Algorithm 4.2: Algorithm for heuristic to decide between multiple distributions
{Initialization phase}

1: Same as in Algorithm 4.1

{Initial data generation phase}
1: Same as in Algorithm 4.1

{Heuristic estimation and optimization phase}
1: Set T3 and S.
2: s = 1
3: while While s ≤ S do
4: Choose a distribution from the distribution set at random without replacement.
5: p = 1.
6: while p ≤ T3 do
7: Find the estimated parameters for the chosen distribution as the optimal

solution to (4.3).
8: Determine the order size Q̂ by (4.4).
9: Generate a demand d from the true (but unknown to the newsvendor)

demand distribution D.
10: If d ≥ Q̂, set mQ̂ = mQ̂ + 1, else set nd = nd + 1.
11: Update QMax by QMax = max(QMax, Q̂).
12: p = p + 1.
13: end while
14: Calculate and store the measure used to decide between the distributions in

the distribution set.
15: When all distributions in the distributions set have been picked, then s = s + 1.
16: end while

The approach followed in this paper is developed for our specific problem, but it has
a resemblance to the idea of combining the concepts of exploration and exploitation
that are applied when studying bandit problems, see Gittins (2011).

4.5.1 Numerical study of heuristic

The numerical study seeks to give information on two key questions. The first ques-
tion is if the proposed decision rule for choosing between the distributions in the
distribution set is able to identify the correct distribution generating demand. The
second question is what values of T3 and S should be chosen. Since the newsvendor
knows that only one distribution in the distribution set is generating demand, she will
necessarily base her ordering decision for some periods on a wrong distribution in the
“heuristic estimation and optimization phase”. We will therefore argue that low values
of T3 and S are desirable since that means fewer ordering decisions are made in the
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phase. However, at the same time, low values of T3 and S also mean that the algorithm
has fewer observations to train on, which could negatively affect the performance of
the algorithm. In the numerical experiment, we, therefore, seek to gain insights into
how the choice of T3 and S affects the algorithm and the ability of the newsvendor to
identify the correct distribution to base future ordering decisions.

To answer these questions, we examine 5 instances of randomly generated demand.
Each of these 5 instances are for the Poisson(50) distribution, the NB(30, 3

8) distri-
bution, and the NB(10, 1

6) distribution as the demand generating distribution. For
the numerical experiment in this section, we have only tested for β = 0.8 because of
the cost of testing 5 instances of randomly generated demand for each distribution. In
the set of possible distributions, we have included the Poisson and negative binomial
distribution. It is important to note that while we examine two parameterizations of
the negative binomial distribution, only the negative binomial distribution is included
in the distribution set, since the algorithm determines the optimal parameters. In the
numerical experiment, we record both the cost and stock-out percentage. To record
the cost, one must be able to observe the (uncensored) demand data, and that is only
possible since we use the methodology described in Section 4.3 to generate our demand
data.

Table 4.4: Results when the distribution generating demand is NB(30, 3
8) and T3 = 20

Number of samples Distribution Newsvendor cost Stock-out percentage

S = 1 Negative binomial 16.35 20%
Poisson 22.20 55%

S = 2 Negative binomial 15.95 23%
Poisson 20.38 50%

S = 3 Negative binomial 16.12 20%
Poisson 19.77 48%

In Table 4.4, we present the results of one of the 5 instances where T3 = 20. We observe
that both the cost and stock-out percentage favor the negative binomial distribution
after sampling from the distribution set once. Moreover, we see that for the negative
binomial distribution, we see a stock-out percentage close to what is expected with
β = 0.8. This result also holds when we sample multiple times from the distribution set.

For the 5 instances and with T3 = 20, we observe that according to stock-out percent-
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age, the negative binomial distribution is preferred in 5 out of 5 instances after one
sampling from the distribution set. According to cost, the negative binomial distri-
bution is preferred for 4 out of 5 instances after one sampling from the distribution
set. Sampling twice from the distribution set makes the negative binomial distribution
preferred in 5 out of 5 instances. Moreover, we observe that the order sizes determined
by the algorithm converge to values close the optimal order size. Increasing T3 further
leads to similar results after one sampling from the distribution set.

As discussed above we propose that the newsvendor seeks to have as few periods as
possible in this phase. T3 = 20 is considerably lower than the T2 values used in the
previous sections, but the newsvendor could choose a lower value such as T3 = 10.
For T3 = 10 using stock-out percentage as the decision rule, the negative binomial
distribution is preferred in 5 out of 5 instances after one sampling from the distribution
set. However, when T3 = 10, we observe that the cost of using the negative binomial
distribution is higher than the Poisson distribution in 4 out of the 5 instances. This
result persists when sampling from the distribution set multiple times, and we have
tested up to S = 5. Moreover, in the cases where the cost indicates that the Poisson
distribution is preferred, the negative binomial distribution displays a puzzling behav-
ior.

We observe that the order sizes the algorithm converges to are significantly above the
optimal order size. This also explains why the stock-out percentage is low, but the cost
is high. Therefore, while our proposed decision rule identifies the correct distribution,
we would not be fully confident in saying that it is a good decision rule when T3 = 10.
We have done some initial exploration of values of T3 between 10 and 20 with simi-
lar results as when T3 = 10. However, more numerical and theoretical exploration is
needed.

Table 4.5 presents the results for one of the data instances when the distribution gener-
ating demand is NB(10, 1

6). Again, we observe both the cost and stock-out percentage
favors the negative binomial distributions after sampling from the distribution set once.
When T3 = 20, the negative binomial distribution is preferred in 5 out of 5 instances
when looking at the stock-out percentage and preferred in 4 out of 5 instances when
looking at the newsvendor cost. This holds when sampling from the distribution set up
to three times. We also observe that order sizes determined by the algorithm converge
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Table 4.5: Results when the distribution generating demand is NB(10, 1
6) and T3 = 20

Number of samples Distribution Newsvendor cost Stock-out percentage

S = 1 Negative binomial 27.85 25%
Poisson 32.60 70%

S = 2 Negative binomial 27.5 25%
Poisson 31.50 65%

S = 3 Negative binomial 27.17 20%
Poisson 31 63%

to values close to the optimal order size. For the NB(10, 1
6) distribution, we observe

similar results when T3 = 10. We observe that for all 5 instances, the newsvendor cost
is higher for negative binomial distribution when sampling from the distribution set
up to three times. We also observe the too high order sizes when T3 = 10.

Summarizing the 5 instances where the Poisson(50) distribution is the distribution
generating demand, the negative binomial distribution is not able to be estimated after
a few iterations. The reason is that the algorithm converges to negative values for the
N parameter. However, we do not see it as a negative result that a distribution cannot
be fitted to the observed data, when it is the wrong distribution that is being fitted.

4.6 Concluding remarks

We have explored what we believe is a novel idea of using a maximum likelihood
approach to dynamically update the ordering decisions for the newsvendor problem
with censored demand. We find that our algorithm generally can converge to order
sizes close to the optimal order size within 100 periods. Furthermore, we have shown
numerical evidence that the algorithm converges to the optimal order size given enough
periods. We also extended the algorithm to the case where the newsvendor has to de-
cide between a set of distributions. We proposed a heuristic that generally is able to
identify the distribution generating demand, but further study is warranted.

The main limiting aspect of this paper is that we are relegated to numerical studies to
examine the convergence of our proposed algorithm. In the future, more distributions
need to be studied to verify our results further. While we have argued that a full
theoretical proof of convergence is likely difficult to arrive at, it must be investigated
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if convergence can be established for special cases. Further theoretical study of our
proposed algorithm is needed.

At the end of Section 4.2 we stated that our approach is not only able to solve
newsvendor problems with censored demand but also could be used to handle more
general non-terminating inventory systems. Such an example will be briefly outlined
now. Assume we study a (R, Q) (where R is the re-order point and Q is the order size)
inventory system where unfilled demand is lost, which is common in a retail setting.
Here the focus is on how we can infer ex-post information about the performance service
measures by observing the system behavior from a limited amount of collected data.
This could be the filled rate, the fraction of demand fill directly from stock, and the
cycle service level (the fraction of cycles where all demand in a cycle has been fulfilled).
The point is that in a lost sale setting, this task becomes more complex compared
to a backordering system. For this problem, one would determine the censored and
uncensored demand observations from the inventory system and use the censored and
uncensored demand observations in a maximum likelihood estimation to determine the
distribution of demand. Based on the estimated demand distribution, the performance
service measures of interest can then be arrived at and evaluated.
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4.A Appendix 1

Here we outline how to develop an optimization algorithm to optimize the two log-
likelihood functions (4.3) and (4.5). Naturally, this appendix is therefore subdivided
into two parts.

Part 1: the case of a negative binomial distribution
First, we rewrite (4.1) by using a gamma function.

πNB(p, N, k) = Γ(N + k)
k!Γ(N) pN(1 − p)k (4.8)

The gamma function Γ(x) is defined as Γ(x) =
∫ ∞

0 tx−1e−tdt, and in case x is an integer
Γ(x) = (x − 1)!. Using the definition 0! = 1 also makes the distinction between the
cases k = 0 and k ≥ 1 made in Equation (4.1) superfluous. Following Bliss and Owen
(1958) (see also Piegorsch (1990)), when using a new parameterization v = N(1

p
− 1)

and a = 1
N

, we get from (4.8) that:

πNB(v, a, k) =
Γ( 1

a
+ k)

k!Γ( 1
a
) (av)k(av + 1)−k− 1

a (4.9)

It holds, see Lawless (1987), that:

Γ( 1
a

+ k)
Γ( 1

a
) =

k−1∏
j=0

(1
a

+ j) = a−k
k−1∏
j=0

(1 + aj) (4.10)

Inserting this into (4.9) gives:

πNB(v, a, k) = 1
k!v

k(av + 1)−k− 1
a

k−1∏
j=0

(1 + aj) (4.11)

This enables us to work with the following log-likelihood function:

l(v, a, mk, nk) =
QMax∑
k=1

mk ln(1 −
k−1∑
u=0

1
u!v

u(av + 1)−u− 1
a

u−1∏
j=0

(1 + aj))

+
QMax−1∑

k=0
nk(− ln(k!) + k ln(v) − (k + 1

a
) ln(av + 1) +

k−1∑
j=0

ln(1 + aj))
(4.12)

It is possible to find the optimal parameters for the log-likelihood function (4.12) by
finding:

d

dv
l(v, a, mk, nk) = 0,

d

da
l(v, a, mk, nk) = 0 (4.13)



4.A. Appendix 1 89

We do this by using a numerical first-order gradient descent method often used in
machine learning. It is denoted as a gradient descent method since it is typically used
to solve a minimization problem. In our case, we are solving a maximization problem,
so we use the positive instead of the negative gradient and gradient ascent would be a
more fitting name.

Gradient descent method (Boyd, 2009):

Initialization: Determine a starting guess for (v, a).

Step 1: A search direction is determined. In our case, it is the positive gradient since
we are ascending (see below for the derivatives).

∇l(v, a, mk, nk) =
 d

dv
l(v, a, mk, nk)

d
da

l(v, a, mk, nk)

 (4.14)

Step 2: Determine a learning rate (t). We use a constant and heuristically determined
learning rate inspired by machine learning.

Step 3: Update: v

a

 =
v

a

 + t ∗ ∇l(v, a, mk, nk) (4.15)

Repeat step 1 to 3 until stopping criterion is satisfied: We use a set number
of iterations.

d

da
l(v, a, mk, nk) =

QMax∑
k=1

mk

1 − ∑k−1
u=0

1
u!v

u(av + 1)−u− 1
a

∏u−1
j=0 (1 + aj)

∗

−(
k−1∑
u=0

vu

u! ((av + 1)(−u− 1
a

)( ln(va + 1)
a2 +

v(− 1
a

− u)
va + 1 )

u−1∏
j=0

(1 + aj)+

(av + 1)(−u− 1
a

) d

da

u−1∏
j=0

(1 + aj))+

QMax−1∑
k=0

nk(−
v(k + 1

a
)

va + 1 + ln(va + 1)
a2 +

k−1∑
j=1

j

ja + 1)

(4.16)
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d

dv
l(v, a, mk, nk) =

QMax∑
k=1

mk

1 − ∑k−1
u=0

1
u!v

u(av + 1)−u− 1
a

∏u−1
j=0 (1 + aj)

∗

−(
k−1∑
u=0

∏u−1
j=0 (1 + aj)

u! (uvu−1(av + 1)(−u− 1
a

) + vu(−u − 1
a

)a(av + 1)(−u− 1
a

−1)))+

QMax−1∑
k=0

nk(k

v
− (k + 1

a
) a

av + 1)

(4.17)

Part 2: the case of a Poisson distribution

The exact same gradient descent method described above can be applied to find the
maximum likelihood estimator for Equation (4.5). Since the Poisson distribution is
considerably simpler to work with an exact learning rate such as Newton-steps (Boyd,
2009) could be applied in step 2 of the method. However, that would still be consider-
ably more complex, and we observe that the heuristic learning rate performs well in
practice. Therefore, the heuristic learning rate has also been applied to the Poisson
distribution.

The derivative of (4.5) is:

l
′(λ, mk, nk) =

QMax∑
k=1

mk
λk−1

(k − 1)! ∑∞
u=k

λu

u!
+

QMax−1∑
k=0

nk(−1 + k

λ
) (4.18)

Irrespective of whether we use a Poisson distribution or a negative binomial distri-
bution, we must start the procedure for optimizing the log-likelihood function with
some starting values. Here we use a random initial guess that is not an extreme value,
but we have tested several starting values with the same results. By extreme values,
we mean, e.g., that an extreme initial guess for the Poisson distribution would be
λ̂ = 1000 when λ = 50. This is only done to avoid having to account for unnecessary
numerical instability in the implementation of the algorithm.

We are aware that when using maximum likelihood, one should check the second-order
conditions and the boundary points to ensure that one has arrived at a global maximum
(Casella and Berger, 2017). As the complexity of the likelihood function relegates us
to first-order methods, we have also been unable to do a full second-order analysis.
However, our numerical testing shows that we are able to arrive at good solutions to
the newsvendor problem using a first-order method. In future research, we will explore
ways of checking the second-order conditions for complex likelihood functions.
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4.B Appendix 2

Table 4.6: Estimated parameters for T1 = 10

Distribution β λ̂ N̂ p̂
Poisson(50) 0.8 49.83
Poisson(50) 0.95 50.17
NB(10, 1

6) 0.8 13.16 0.21
NB(10, 1

6) 0.95 11.24 0.18
NB(30, 3

8) 0.8 34.48 0.4
NB(30, 3

8) 0.95 34.48 0.4

Table 4.7: Estimated parameters for T1 = 20

Distribution β λ̂ N̂ p̂
Poisson(50) 0.8 49.59
Poisson(50) 0.95 49.92
NB(10, 1

6) 0.8 13.13 0.21
NB(10, 1

6) 0.95 11.21 0.18
NB(30, 3

8) 0.8 40 0.48
NB(30, 3

8) 0.95 43.47 0.51
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Figure 4.1: Example sequence of order sizes for NB(10, 1
6)

Figure 4.2: Example sequence of order sizes for Poisson(50)
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Abstract

In this paper, we explore the problem of identifying the faulty component responsible for the
unexpected breakdown of a wind turbine. We develop a statistical analysis that can identify
between 25 different faulty components (yaw, pitch, generator, etc.), which spans almost
the entire wind turbine, using data observed before the unexpected breakdown occurred.
The core challenge of this type of analysis is that we need health information from the
entire wind turbine. Therefore, we use a data source, which is rarely used in the existing
root cause diagnosis literature, that contain health information from the entire wind turbine.
The analysis is based on the text alerts generated by the wind turbine monitoring software,
since text alerts are a single data source, which contains health information from the entire
turbine. However, text alerts are unstructured data, and we therefore present and discuss
how natural language processing can be applied in a wind turbine context. To the best of
our knowledge, we are the first paper in this area to fundamentally base our analysis on text
alerts. Based on the processed data, we develop a statistical analysis for faulty component
identification. For a given unexpected breakdown, if there is sufficient data, the analysis
outputs the posterior probability of each component being the faulty component, and we
use the posterior probabilities for statistical faulty component identification. Since the paper
is made in collaboration with Vestas Wind Systems A/S, we have been able to apply the
statistical analysis to thousands of wind turbines for a multi-year period. We are able to
apply the statistical faulty component analysis for up to 48% of all unexpected breakdowns
with up to an 88% accuracy.

Keywords: reactive maintenance, fault identification, natural language processing.
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5.1 Introduction

With the increasing focus on the need for renewable energy to combat global warming,
wind energy is a sector of renewable energy that is experiencing rapid growth. 2020
was a record year with a year-over-year growth in new wind turbine construction of
59% (Lee and Zhao, 2021). As more and more wind turbines are produced, delivering
cost-effective wind energy is also becoming more and more important. To deliver cost-
effective wind energy, leading wind turbine companies such as Vestas Wind Systems
A/S (denoted as Vestas) are always improving its production processes and developing
more advanced wind turbines. However, improved production processes and turbines
are only one part of the equation of cost-effective wind energy. Up to 24% of the
lifetime cost of owning a wind turbine is maintenance associated costs (Krohn et al.,
2009). Therefore, improving wind turbine maintenance is an important research area
both from a business and academic perspective.

In this paper, we explore the problem of identifying what component (yaw, gearbox,
generator, etc.) the root cause of an unexpected breakdown is located in, using data
from before the breakdown. We denote a wind turbine as experiencing a breakdown
when the turbine is experiencing a halt in operation and neither automated nor remote
actions can bring it back into operation. We use the term unexpected to denote that
our analysis does not use any inputs from a predictive maintenance system that might
have predicted that the turbine could experience a breakdown at a given time. The
research problem has been developed in collaboration with a leading wind turbine
company Vestas Wind Systems A/S to explore new ways of improving their mainte-
nance processes. While modern wind turbines are equipped with many sensors and
use monitoring software developed over many years, off-site and on-site root cause
diagnosis is still a core maintenance task for Vestas. The developed analysis aims to
be applied as soon as it is registered that the turbine is experiencing an unexpected
breakdown, and the analysis therefore seeks to apply statistical analysis to the start
of the root cause diagnosis process.

The output of our exploration is the development of a statistical analysis, which iden-
tifies what component (yaw, gearbox, generator, etc.) the root cause of an unexpected
breakdown is located in. The analysis will identify if the unexpected breakdown is
located in 1 of 25 different components that cover almost all components of a wind
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turbine. In collaboration with Vestas this has been determined to be a problem of
operational interest and could be a source of maintenance process improvements.

The problem is related to the problems studied in the predictive maintenance litera-
ture, since we are studying almost the entire wind turbine but compared to predictive
maintenance our analysis is applied after the turbine is observed to be experiencing an
unexpected breakdown. The analysis performed in this paper is thereby most directly
related to and inspired by the problem of statistical root cause diagnosis. This is an
area of reactive maintenance which typically focuses on using statistical analysis to
perform root cause diagnosis within a component, as is the case in Gao et al. (2018);
Hao et al. (2020); Jiang et al. (2018); Xue et al. (2019). We will in Section 3 explain the
relationship between the components we study, and the root causes typically studied.
In our study, we are instead able to create a tractable analysis of statistical faulty
component identification for components spanning almost an entire wind turbine. Iden-
tifying the faulty component is important, because knowing what component the root
cause of an unexpected breakdown is located in, can accelerate the rest of the root
cause diagnosis and maintenance process.

So far, most of the published literature on statistical root cause diagnosis has been
statistical analysis using continuous data from sensors in the wind turbine. Meaning
the independent variables in the statistical analysis can come from sensors measuring
temperatures in different components, vibrations in components such as the gearbox
or the generator, power output of the turbine, rotational speed in components such
as the rotor or the generator, voltages in different components, etc. In the statistical
root cause diagnosis literature, studies have focused mostly on gearboxes or generators
(Agasthian et al. (2019); Gao et al. (2018); Jiang et al. (2018)) where continuous
vibration data is often used.

We see the analysis proposed in the paper as being complementary to the root cause
diagnosis analysis introduced above. This is because expanding statistical root cause
diagnosis to all components of a wind turbine faces a core challenge. The challenge
is that the analyses are often designed to work for a single or a small of number of
components. Therefore, in the case where multiple analyses are available, if one were
simply to apply all the root cause analyses when a turbine experiences an unexpected
breakdown one would likely get conflicting results. This is because these models are
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designed to diagnose the root cause of breakdown for a given component, not to identify
when it is the right model to apply. To enable the statistical root cause diagnosis, one
must therefore identify when a given statistical root cause diagnosis analysis should be
applied. This initial component level fault identification could of course be performed
manually. However, in this paper, we explore how to design a statistical analysis for this
step. The advantage of this is that, ideally, the entire root cause diagnosis process could
be automated and based on statistical models. However, a statistical faulty component
identification analysis needs data that gives health information from the entire turbine.

To get this type of information, we use a source of data, which, to the best of our
knowledge, has not before been used as the independent variable in a statistical fault
identification analysis before in a wind turbine context. The data source is text alerts
generated by the wind turbine monitoring software. Text alerts are strings of text
generated when an alert has been triggered by the wind turbine monitoring software.
A text alert is triggered when a turbine is not operating as the software determines
it should. The fundamental idea of our analysis is to use the text alerts generated by
the monitoring software, up to the day of the unexpected breakdown, as inputs for a
statistical analysis. The statistical analysis seeks to determine what faulty component
the root cause of the unexpected breakdown is located in. In this analysis, we examine
many hundreds of unique text alerts, which have been created for a multitude of
reasons. The text alerts are used as part of the regular monitoring of the turbine, part
of regulatory mandated safety reporting, used in the troubleshooting of wind turbines,
and can also be used in the internal development of wind turbines. While text alerts
can be stored as numbers in a database, the data is nominal and that has to be taken
in account in further analysis.

The reason we propose using these text alerts generated by the monitoring software
is, that they capture health information across the entire turbine, and they capture
information not captured by continuous streaming data. That is because text alerts
are generated when a turbine is not operating as it should given its operational state
(generating power, yawing, not generating power, etc.). This could be faults such as
some components not operating as they should for the specified operational state,
wrong signals being sent by a component, valves not opening, etc. Moreover, some text
alerts are directly based on continuous streaming data, such as a high temperature
alert being triggered when sensors measure the temperature of a component exceeds a
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certain value. Thereby, we also capture some of the information traditionally studied.
Since wind turbine operators already use resources to collect and store these text alerts,
we see them as an underexplored area of analysis. If one can use the text alerts for
statistical fault identification, then one can use already established data collection and
data storage infrastructure instead of having to invest in all new infrastructure.

In general, text alerts have only been studied to a very small degree in the literature
on statistical analysis for predictive or reactive maintenance of wind turbines. Text
alerts are unstructured data, which makes it challenging to use for analyses such as
statistical root cause diagnosis. Papers such as Hsu et al. (2020) and Schlechtingen
et al. (2013) are primarily predictive maintenance papers, and they examine text
alerts to some degree, but their analysis is not fundamentally based on text alerts. In
Schlechtingen et al. (2013) a few text alerts are used in expert rules when the authors
explore extending their predictive maintenance analysis to reactive maintenance. Hsu
et al. (2020) use text alert data to get a better understanding of their problem by
the use of control charts. Compared to these papers, we present an analysis that is
fundamentally based on text alerts.

Since we base our analysis on observed text alerts, we propose viewing the text alerts
from the perspective of natural language analysis and applying the natural language
processing (NLP) framework (Jurafsky and Martin, 2014). The reason we propose
using the NLP framework instead of just treating each alert as a unique index is be-
cause the generated text alerts are unstructured data and require a high degree of data
processing. The text alerts we analyze in this paper require data processing because
they are generated from multiple different software versions, where the exact spelling
of the text alerts can change. Moreover, some text alerts contain essentially the same
information and should therefore be unified into one alert. That we are examining
hundreds of unique text alerts presents a quite difficult data processing problem. Using
regular expressions from NLP we get a powerful tool to efficiently search, match, and
group the thousands of observed text alerts we analyze.

That text alerts are unstructured data also presents a challenge for using them in a
statistical analysis. NLP gives us a framework that we can use to create a data set on
which statistical analysis can be performed. Since NLP is designed for natural languages
and our text alerts are not a natural language, we discuss how the core concepts of the
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NLP framework such as strings, sentences, documents, and stop words can be applied
to a wind turbine text alerts. Why and how we apply NLP is discussed in Section 5.
We view our use of the NLP framework to process our text alerts as being of an explo-
rative nature. By applying NLP to the thousands of observed text alerts we analyze,
we are able to construct a data set, which can be used for statistical faulty component
identification. Presenting a structured way of handling text alerts is a core academic
contribution of this paper, and we see this paper as an initial exploration of this sub-
ject. We hope that researchers and practitioners can draw on insights from our paper
to develop future NLP inspired analyses, which also use text alerts in a structured way.

Schlechtingen et al. (2013) introduce the use of expert rules to handle unstructured text
alerts, and our use of expert rules is inspired by that article. However, in Schlechtingen
et al. (2013) the authors use expert rules to perform their root cause diagnosis, which
creates scaleability problems. That is why we only employ expert rules in the data
collection and text processing part of our analysis. Thereby, the amount of expert rules
in our analysis is independent of the number of observed text alerts and components
we examine in the statistical fault identification.

The data collection, text processing, and following analysis has been developed for
Vestas’ 2MW fleet of wind turbines. The 2MW fleet is a large and central fleet of wind
turbines, with thousands of wind turbines in Europe. The 2MW turbine is over two
decades old but new wind turbines of that type are still being built. We have data
from a multi-year period from Germany, France and Spain. In total, we have stud-
ied over 7500 individual unexpected breakdowns, which is an amount of unexpected
breakdowns rarely seen studied in literature. We try to diagnose the faulty component
responsible for each of these unexpected breakdowns.

The structure of this paper is that Section 5.2 is the literature review, where we place
our research into its academic context. In Section 5.3 we introduce and define the
components under examination. In Section 5.4 we introduce the wind turbine text
alerts that are our independent variables. In Section 5.5 natural language processing
in the context of wind turbine text alerts is introduced. In Section 5.6 we describe
our developed data collection and text processing workflow. In Section 5.7 we describe
the analysis we have developed for faulty component identification. The results of the
analysis are presented and discussed in Section 5.8. Section 5.9 is the last section of
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the paper, which summarizes our research, discusses limitations of the research, and
proposes future topics of research.

5.2 Literature review

The literature on statistical analysis for predictive and reactive maintenance for wind
turbines is expansive. Different components are studied, different types of input data
are used, and the specific methodology and analysis can vary substantially from study
to study. However, the literature can broadly be divided into two types of studies. One
type of studies mainly examine statistical predictive maintenance, and these studies
look to determine the current or future health of a wind turbine or its components.
Since our paper is not directly related to this area of research, we will just briefly review
a few papers tangentially related to our research. Biswal and Sabareesh (2015) study
predictive maintenance using vibration data from on a wind turbine test rig for bearings,
shaft and gear box. Canizo et al. (2017) develop a predictive maintenance analysis that
can predict the health of a wind turbine four hours ahead using operational data from
the turbine. Lapira et al. (2012) also uses operational data from a wind turbine for
their predictive maintenance analysis. Sivalingam et al. (2018) study remaining useful
life of a wind turbine power converter and Wang et al. (2020) study remaining useful
life of an entire wind turbine. Stetco et al. (2019) study the load of wind turbines and
seek to determine the optimal window length used in their predictive model. The other
type of studies mainly focus on statistical root cause diagnosis. Statistical root cause
diagnosis is the use of statistical analysis to determine the root cause of an unexpected
breakdown. We will explore this literature in the next section.

5.2.1 Statistical root cause diagnosis

Most of the literature on statistical root cause diagnosis for wind turbines focuses on
a single component. Jiang et al. (2018) use a convolutional neural network to classify
the fault within a gearbox based on vibration data. Cao et al. (2019) also use vibration
data but another form of neural network that is called a long short-term memory
network. The authors seek to diagnose between 5 different possible gear errors in the
gearbox. Agasthian et al. (2019) and Gao et al. (2018) classify between no fault and
two different faults in the gearbox using a support vector machine and vibration data.
Wenyi et al. (2013) use a more advanced support vector machine to classify between no
error and a specific gearbox error using experimental vibration data to achieve a high
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accuracy. A Similar paper Hao et al. (2020) looks at diagnosing between 10 different
ball bearing faults in an electric motor similar to one used in wind turbines using a
convolutional neural network. Xue et al. (2019) uses current and voltage data in a
simulation study to diagnose 10 different faults in open-circuit switches using a long
short-term memory network. A long short-term memory network is also used in Liu
et al. (2020) to classify 11 different faults in blade assembly based 7 different types
of continuous streaming data. Fadzail and Zali (2019) use a more traditional neural
network and streaming continuous data to classify between healthy behavior or an
error on one of three phases in the wind turbine. There are some papers studying more
than one component. Pang et al. (2020) use vibration data obtained from different
parts of the wind turbine and an Extreme learning machine to diagnose whether the
wind turbine is healthy, has a gearbox fault or a generator fault. Ruiz et al. (2018)
and Vidal et al. (2018) both use simulated continuous data and standard classification
algorithms to diagnose between a set of 8 different sensor or actuator faults.

5.2.2 Core papers

We base our analysis on text alerts, and we have only identified a few papers that
also use text alerts in their research. Hsu et al. (2020) examine a smaller case study
of 31 wind turbines. The authors develop a predictive maintenance algorithm and
do not study root cause diagnosis. The authors use text alert data to get a better
understanding of their problem by the use of control charts. Insights from that analysis
inform their choice of continuous variables in their predictive maintenance model.

Another paper using text alerts as part of their analysis is Schlechtingen et al. (2013).
The paper proposes a comprehensive analytical framework for predictive maintenance
and reactive maintenance. The authors break the framework down into discrete modules
and data bases. In each module a specific type of analysis is performed with the goal of
getting a predetermined type of output and each module uses outputs from preceding
modules and data from data bases. While the authors primarily discuss their predictive
maintenance modules, the authors also discuss root cause diagnosis at the end of the
article. Their root cause diagnosis module is based on expert knowledge, and text
alerts are used qualitatively as part of establishing the expert rules. Each root cause
diagnosis therefore is dependent on a set of expert rules, and if a new root cause
diagnosis is added to the module, a new set of expert rules must be developed. The
authors highlight that they have been able to make strong expert rules for a handful of
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breakdowns, but it is a costly process to create and update expert rules for each root
cause. In our research, we have also identified the need for expert rules in handling
unstructured text alert data, but a key takeaway from Schlechtingen et al. (2013) is
that one must take scaleability considerations into account when using expert rules.
In our study we ensure scaleability by making the amount of expert rules independent
of the amount of fault identifications we can make.

5.3 Components

Our variables of study (can also be denoted as our dependent variables) are 25 com-
ponents of a wind turbine, and the root cause of an unexpected breakdown can be
located in one of these components. A component can be a central component such as
the yaw, gear box, pitch, generator, or a more auxiliary component such as the UPS.
However, a breakdown in any component can make a wind turbine inoperable. When
the root cause of an unexpected breakdown is located in a component, we define that
as the faulty component responsible for that unexpected breakdown. In each of the
over 7500 unexpected breakdowns we examine in our analysis, the faulty component is
1 of the 25 components we examine. Figure 5.1 illustrates, how we define components.
In Figure 5.1, we have disclosed some components, and we keep the rest anonymous.
We have done this for confidentially reasons, since we cannot disclose the exact granu-
larity of Vestas’ root cause data collection. We have included an "Other" component for
cases falling outside the scope of our analysis, the content of which will be explained
later.

Vestas collects information about each unexpected breakdown of their wind turbines,
and we have used this information to construct the components that make up the
dependent variable in our statistical analysis. Vestas diagnoses each unexpected break-
down of a wind turbine back to 1 of more than 100 possible root causes at a similar
granularity level as is examined in Wu et al. (2020) and Gao et al. (2018). Table 5.1
illustrates each of the possible root cause diagnoses for the yaw component. We have
examined each of the over 100 possible root causes and using expert knowledge from
Vestas, we use the root causes to construct the 25 components we examine. When
we identify the faulty component responsible for an unexpected breakdown, the root
cause of the breakdown is one of the root causes that constitute the component.
We have created the yaw component because it is an essential part of the wind tur-
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Figure 5.1: Illustration of components

Note: In the components’ table we have written the 5 disclosed components and the "Other"

class. Picture source is National Renewable Energy Laboratory, U.S. Department of Energy
(public domain).

Table 5.1: Root causes that constitute the yaw
component

Yaw motor fault

Yaw gear fault 1

Yaw gear fault 2

Yaw sensor fault

Yaw lubrication fault
Note: The root causes that constitute the yaw com-
ponent. The names of the root causes have been
anonymized.
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bine, since a breakdown in that component hinders turbine adjustments. The turbine
adjustments are done by a yaw motor and yaw gears, which can be the root cause
of a breakdown. However, we also observe a root cause connected to the yaw sensors.
These are sensors that measure yaw speed, voltages and other relevant parameters. A
breakdown diagnosed to the yaw component might actually not mean that any of the
mechanical components have broken down, instead it could be a faulty sensor that is
the root cause of the unexpected breakdown. The last root cause could be a lack of
greases or oils consumed in the operation of the yaw. Since we are only studying unex-
pected breakdowns, the root cause must have been an unexpectedly high consumption
of greases or oils.

To give an idea of how heterogeneous the root causes that constitute our constructed
components are, Table 5.2 shows the possible root causes for the components we have
disclosed. Each numbered entry in Table 5.2 is a unique root cause, where we have
anonymized the root cause by classifying it into one of four types. This is done to
illustrate what type of root causes constitute a given component while respecting
confidentially. A mechanical root cause can be a failure in valves, gears, pumps etc.
An electrical root cause can be a failure in fuses, different modules, capacitors etc. A
sensor root cause is a fault in the sensors connected to a given component. Lubricants
are things such as oils or greases, but we also include other disposable materials such
as hydraulic or cooling fluids.

Table 5.2: Overview of disclosed components
Component Root causes that constitute a component
Yaw 1:Mechanical 2:Sensor 3:Mechanical 4:Mechanical

5:Lubricants
Generator 1:Electrical 2:Electrical 3:Electrical 4:Electrical

5:Mechanical 6:Mechanical 7:Electrical 8:Electrical
Pitch 1:Sensor 2:Mechanical 3:Mechanical
Gear box 1:Mechanical 2:Lubricants 3:Mechanical 4:Mechanical

5:Lubricants 6:Mechanical
UPS 1:Electrical 2:Electrical 3:Electrical 4:Electrical

Note: The first column is the component name, and it holds the 5 of 25 components
we have disclosed. The second column holds the root causes that constitute the com-
ponent. Each numbered entry is a unique root cause connected to the component,
which has been classified as either Mechanical, Sensor, Lubricants, or Electrical.

Looking at Table 5.2 we can see that some components are constituted by many root
causes, with the largest amount of root causes connected to a single component being
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15 (that component is not disclosed), and some have only a couple. Some components
have root causes of primarily one type, while other components have a more equal
number of root causes of the 4 different types.

While our 25 components cover almost all the components of a wind turbine, we do not
try to identify breakdowns caused by the turbine blades. This is because other types
of analyses are more suitable, as discussed in Liu et al. (2020). Moreover, there were
some root causes that were outside the expertise of the expert knowledge available to
this study, and these root causes have been put in the "other" category. We are also
examining typical unexpected breakdowns, so our analysis is not suited for catastrophic
breakdowns, such as the entire turbine burning down where several core components
of the turbine are more or less completely destroyed.

5.4 Text alerts

Since we are trying to identify the faulty component responsible for an unexpected
breakdown, we need to base our analysis on a data source which gives us information
about the whole wind turbine. For that, we turn to text alerts. To develop our analy-
sis, we have access to over 2.7 million individual text alerts from the German 2MW
wind turbine fleet, which have been observed over a multi-year period. Moreover, our
analysis has also been tested on data from Germany, France and Spain. The aim of
this section is to discuss what a text alert is and why it is interesting to use text alerts
as the independent variables in our statistical analysis.

In Table 5.3, we present some anonymized text alerts (using generic descriptions instead
of specific Vestas descriptions) to illustrate how a text alert looks and what it can
cover.
We want to highlight that text alerts are not just another way of representing con-
tinuous streaming data from the wind turbine. The text alerts fundamentally contain
information regarding if the turbine is operating as it should, given the operational
state of the turbine. E.g. when the turbine is not generating power the correct valves
should be closed, the pitch should be at a specified position, some components should
be active and others inactive, and the contactors across the turbine sending correct
feedback, etc. When the turbine is generating power, it is in another operational state,
and it is important to know if the turbine is operating as it should in that state.
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Table 5.3: Example text alerts

Text Alerts Description

High wind speed Wind speed has been measured over a specified
threshold.

ComLink___Error Signal error between turbine and controller.

HighCurr__Ex% The corresponding continuous variable value is out-
side operating parameters.

ValveSXFault Valve X is not in correct operational state.

C_Feedback_X Failure X Contactor X is not sending the correct feedback
defined by a preprogrammed logic.

X Stopped Safety stop of X.
Note: Anonymized text alert and description thereof. The text alerts are created to be 6
representative examples of the observed text alerts.

Another state could be the state of yawing, where the turbine orients itself towards the
wind. Continuous streaming data is also being collected on temperatures, voltages, vi-
brations, etc. However, the continuous data does not capture all information about the
discrete operating states described above. Instead, Vestas has spent a lot of resources
on developing tools to identify if any component of the turbine is not operating as it
should, given the operational state of the turbine.

The text alerts also provide information about if the turbine is able to transition
between operational states as it should. In the transitions, the turbine takes actions
such as activating electrical and mechanical systems, the opening and closing of valves,
and the changing of operating parameters, etc. There also exists continuous data only
relevant when specific actions are being taken. E.g. when the turbine yaws in response
to changes in the wind, the speed of the yawing is measured while the turbine is yaw-
ing. If the yawing speed is outside its operating parameters, a text alert is triggered.
However, measuring the yawing speed all the time is not particularly meaningful, since
most of the time the turbine is not yawing.

There are also text alerts coming directly from continuous streaming data, where the
text alert is triggered if the specific continuous signal is outside operating parameters
for a specified amount of time, and some text alerts are triggered instantaneously.
Moreover, some text alerts are more sophisticated and are only triggered when multi-
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ple continuous signals are outside operating parameters in relation to each other. Text
alerts are therefore a way to gain information about the health of the turbine as a
whole in a way that is different from only looking at continuous data, but information
from continuous streaming data is also present in the text alerts.

While turbine text alerts are already used in both off-site and on-site root cause di-
agnosis, there is far from a one to one relationship between a specific text alert and
a specific root cause. Many text alerts are logged but handled by the turbine by au-
tomatic adjustments or by a restart of the turbine. In the event of an unexpected
breakdown, the root cause of the breakdown might have triggered a text alert, but a
secondary effect from the breakdown might also have triggered another text alert, since
wind turbines are complex machines where a root cause can have cascading effects.
Thereby, an unexpected breakdown can often trigger multiple different text alerts, and
it is not guaranteed that the last text alert in such a chain of text alerts is the one
containing the most relevant information about the breakdown. An observation our
statistical analysis also will confirm. For the above reasons, we find it very valuable
to do statistical analysis on the text alert data in order to filter the noise from the
valuable information in the data.

A central distinction when working with text data is, if the data is structured or
unstructured, because that has strong implications for the type of analysis that is
suitable (Eberendu et al., 2016). However, it is difficult to put our text alert data into
either category completely. As is the case with structured data, each text alert has
associated attributes such as a time stamp. However, when studying text alert data
from the perspective of statistical analysis, where each unexpected breakdown can
be associated with a set of preceding text alerts, the data behaves as unstructured
data. Eberendu et al. (2016) define unstructured data as lacking a "definite format
and length, [and is not] easy to store and analyse with high degree of organization",
which fits text alert in the context of statistical analysis. This is because there is no
deterministic pattern of when one observes text alerts. You can have a turbine not
report any text alerts for several days and suddenly report multiple text alerts in a
brief window of time. Thereby, there is also no deterministic length or time interval
between text alerts. Moreover, Eberendu et al. (2016) also classify text alert data as
unstructured data, but it is not discussed in depth.
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5.5 Natural language processing

To handle the unstructured text alerts, we draw inspiration from the research area of
natural language processing (NLP). NLP is an area of research that has been very suc-
cessful in analyzing unstructured text. NLP studies text from a statistical perspective.
Researchers therefore have to translate the qualitative world of written language into
quantitative data on which statistical analysis can be performed. For a comprehensive
treatment of the research area, see Jurafsky and Martin (2014).

One central topic of NLP is identifying the underlying information of interest in some
unstructured text. That could be if customers are satisfied with a product based on
its reviews, if a commercial is fake or not based on its content, if an employee is likely
to quit based on their company evaluations, etc. Being a bit metaphorical, we propose
that when one looks at the text alerts preceding an unexpected breakdown, one can
view it as the turbine trying to communicate what the root cause of the breakdown is.
But just as with regular text, it might be difficult to access the underlying information
of interest. Therefore, we analyze the text alerts from the wind turbine monitoring
software to get access to the underlying information. It is however important to note
that our text alerts is generated by the wind turbine software, as discussed in section
5.4. This means that we must consider how to apply the insights and statistical tools
from NLP in a meaningful way. Figure 5.2 illustrates how we make the observed text
alerts fit into the NLP terminology.

In Figure 5.2 we illustrate how we define strings, sentences, and documents. What
is observed from the turbine reporting software are the text alerts written in black
in Figure 5.2. For a given turbine, one would only observe one large dataset where
the text alerts just occur one after another. The NLP definitions are written in green,
and the faulty component precede by the text alerts are written in red. Below, we
introduce the NLP concepts we use in more detail, and in Section 5.6 we discuss how
the NLP concepts are applied in our analysis.

String: In regular NLP analysis, a string is the smallest unit of analysis. An exam-
ple of a string are words such as "cat", "building", "eating", "good", "bad" etc. In our
case a string is a text alert such as "High wind speed", "ComLink___Error", "High-
Curr__Ex%" as shown in Table 5.3. This is an important distinction because one text
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Figure 5.2: Illustration of text alerts translated to a NLP framework

Note: Words in black are the observed text alerts. Words in red are the faulty component
precede by the shown sentence. Words in green are the established NLP definitions.

alert might contain multiple words (using the regular definition of a word), text alerts
such as "high wind speed" or "HighCurr__Ex%" are generated as a single string by
the monitoring software. Whereas, splitting "high wind speed" up into "high", "wind",
"speed" and "HighCurr__Ex" into "High","Curr","Ex" are not meaningful, because the
two words "High" have different meanings in each text alert.

Sentence: A sentence is a sequence of strings. In traditional NLP it is easy to give
an example of a sentence such as "I like the cat" but identifying sentences in natural
language can be a challenge (Jurafsky and Martin, 2014). In our study, a sentence is
also a sequence of strings, and each string in the sentence is a text alert. We define a
sentence to be the text alerts generated by a wind turbine between each maintenance
event. A maintenance event can be different types of planned maintenance events or
an unexpected breakdown. The above sentence definition is a core element of using
a NLP framework to analyse text alerts. How we segment text alerts into sentences
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is discussed in depth in section 5.6.1. Just like in real life, our sentences can vary a
lot in length, which both depends on the time between breakdowns and if a given
unexpected breakdown generates a lot of text alerts beforehand.

Document: A document is where a set of related sentences is stored. In traditional
NLP, it could be all the sentences that have been scraped from a topic on Twitter. In
this study, we initially store all sentences for a wind turbine fleet in one large document.
For each sentence in the document, we also store the associated faulty component.

The introduction of NLP terminology to describe wind turbine text alerts might seem
convoluted, but it gives us access to a very powerful analytical tool. The tool is Regular
Expressions (RE), and RE is an algebraic notation for characterizing a set of strings
and has proven a very successful tool in statistical text analysis (Jurafsky and Martin,
2014). In our case, viewing turbine text alerts through the lens of NLP allows us to effi-
ciently use RE to search, match, and group our thousands of text alerts. In particular,
we have observed that wind turbine text alerts require a high degree of normalization.
Normalization is the work flow of going from unstructured data to creating a document
on which data analysis can be performed. Normalization consists of three steps.

The first step is tokenizing words and in that step all the strings in the document are
identified. In English, that is often straightforward, but contractions and abbreviations
have to be taken into account (Jurafsky and Martin, 2014). In this study, tokenizing
is also straightforward, since each text alert (our string) is already segmented by the
monitoring software.

The second step is normalizing word formats, where the strings are put into a standard
format. This is done to enable statistical analysis, but also to ensure that the strings
actually capture the intended information. Word format normalization consists of case
folding and lemmatization. Case folding is when all words are made into lower case.
Case folding is not relevant for this study because the case of text alerts does not
differ based on punctuation. Lemmatization is the task of transforming words into
their root form. That typically involves making words into the singular form or indica-
tive form, taking account for alternate spellings of a word, and removing unnecessary
symbols such as underscores. It is in lemmatization that our normalization challenge
exists. Since text alerts are generated by the monitoring software, there are special and
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important lemmatization considerations. We discuss our lemmatization in section 5.6.2.

The last step is segmenting sentences, where each individual sentence is identified. Due
to the way we define a sentence, sentence segmentation is also done when we match
the faulty component to a set of preceding text alerts. This will be discussed in Section
5.6.1.

Strings, sentences, and documents are concepts at the core of NLP, and text nor-
malization is always performed as part of text data processing in a NLP framework.
Besides these core elements of the NLP framework, several other concepts have been
developed to handle different types of challenges in text processing. For our text alert
data processing, we only need to introduce one more concept from the NLP framework.

The last concept we need to introduce are stop words. Stop words are strings that
do not contribute meaningfully to the analysis one seeks to perform (Gerlach et al.,
2019). The problem with stop words is that a string can be a stop word in one analysis
but be a useful string in another analysis. Classic stop words are strings such as
"the","and","to","by". In our case, a stop word is a string that does not contribute
to our analysis, such as "High wind speed". While stop words can be a challenge to
identify, leaving them in the analysis can increase the statistical noise in the analysis.
This can have an adverse effect on performance of statistical models. Gerlach et al.
(2019) discuss the difference between domain specific and statistically based stop words
removal lists and the effect stop words can have on statistical performance. The authors
report strong performance of domain specific stop words removal lists in their analysis,
and given we already use expert knowledge in our analysis we also employ a domain
specific stop words removal list. Stop words removal is important for our analysis,
because not only are we working in an understudied theoretical domain, but we also
study a special text generating process. The removal of stop words will be given special
consideration in Section 5.6.2.

5.6 Data collection and text processing

The data collection and text processing work flow is illustrated in Figure 5.3. The
oval text boxes in the figure hold the size and form of data during the work flow, and
the square text boxes are the specific steps in the work flow. Below, we will discuss
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how the data collection and text processing steps illustrated in Figure 5.3 allows us
to go from a very large amount of text alert data to a document useful for statistical
analysis.

Figure 5.3: Data collection and text processing work flow

Note: The example data in the figure is from the German 2MW wind turbine fleet, on
which the analysis is developed. 1 of the 25 faulty components is responsible for a given

unexpected breakdown.
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5.6.1 Matching preceding text alerts to unexpected
breakdowns

For a given turbine, we have access to two data sets. One structured maintenance data
set that contains the faulty component responsible for an unexpected breakdown and
the time stamp of each maintenance event. It also contains auxiliary information such
as the turbine number, the location of the turbine, etc. The other unstructured data
set contains the text alerts which the turbine has generated over time and the time
stamp for each text alert.

The primary data collection problem that the analysis must solve is merging the struc-
tured maintenance data and the unstructured text alert data into one unified data set.
We are only interested in unexpected breakdowns, but we must start by identifying
the text alerts that temporarily precede a given maintenance event, thereby creating
our sentences. After that, we can then remove all sentences that are not connected to
unexpected breakdowns from the analysis.

To be able to merge the data, we must make some assumptions about the relationship
between text alert generation and the observed maintenance events. First, we make the
assumption that a maintenance event fixes the root cause that caused the text alerts
preceding that maintenance event. This means that any text alerts that are recorded
after a given maintenance event belongs to a new root cause and are not generated
because the previous root cause has not been repaired. This is of course a simplifying
assumption, but our subject-matter expert determined that it was not an unrealistic
assumption.

Furthermore, we develop a set of rules to handle multiple maintenance events occurring
the same day after a maintenance event has been initiated. The reason we create
this set of rules is that we observe a non-negligible number of days, where multiple
types of maintenance events are performed. This need not be a serious problem. To
give an example, we observe that during a planned maintenance event a technician
notices something that also needs preventive repair. It could also be the case that an
unexpected breakdown results in other planned maintenance or preventive repair being
performed. Together with our subject-matter expert, we developed a set of rules for
determining what maintenance event is most meaningfully connected to the preceding
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text alerts. For reasons of confidentiality, we will not describe the concrete logic of the
rules we have created, since the logic is created based on Vestas’ specific maintenance
processes. However, the rules are all regarding what type of maintenance event takes
precedent over others and a few rules for specific important instances.

5.6.2 Data processing, text normalization and stop words
removal

The first data processing problem we need to solve is that text alerts can also arise
from both the on-site and off-site root cause diagnosis process. It is important that we
do not capture text alerts from the root cause diagnosis process because we want our
analysis to be applied before any on-site or off-site root cause diagnosis. However, this
presents a challenge since we are examining historical text alerts and breakdowns, and
we do not have direct information about when the root cause diagnosis process had
been stated for an unexpected breakdown. In dialog with the subject-matter expert
at Vestas, we decided that by only using text alerts, which have been observed up
until the day of the maintenance event, we can be relatively certain to not include text
alerts from the root cause diagnosis process. We also found that including text alerts
too far back in time from the maintenance event negatively affected the predictive
performance of the statistical analysis. In dialog with the subject-matter expert, we
found that excluding all text alerts observed more than a week before the maintenance
event improved predictive performance. From a data processing perspective, we seek
to remove text alerts unrelated to the maintenance event since they primarily add
noise to the statistical analysis while not excluding relevant text alerts observed a
good amount of time before the maintenance event. In future research, we would like
to improve upon this part of the data processing, but the data and resources we had
available for the study led us to make the decisions we have discussed above.

In Section 5.5 we introduced the concept of text normalization. We have already
discussed that word tokenization is straightforward since we know which strings the
monitoring software generates. Since we define a sentence as the set of text alerts that
precedes an unexpected breakdown, our sentence segmentation is the output of section
5.6.1. This leaves normalizing word formats, which is more challenging.

By storing all text alerts in a single data object and using regular expressions, we
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can perform the needed word normalization. In the previous section we discussed
why case folding is not necessary with our data. On the other hand, lemmatization is
needed because the exact spelling of a text alert can change from one software version
to another. Lemmatization in our text alert context is then to remove unnecessary
characters, remove unnecessary special characters, and unify text alert spelling across
software versions if necessary. This is done in order to have one standardized spelling
of each text alert in our final document. Moreover, sometimes the exact spelling of a
text alert also depends on the value of the underlying continuous data that triggered
the text alert. We also make sure to return such text alerts to a common root. There
are several text alerts that can be combined into a unified text alert because they
have been assessed to describe the same underlying fault. An anonymized example
of this is ”PitchERRORMT 1,2, or 3” because the numbers just describe what blade
the text alert is associated with. From an analysis perspective, it is the specific pitch
error that is important, not what blade the error is associated with. Treating text
alerts as text data and using regular expressions allows us to do text normalization
on the unstructured text alert data effectively. A more traditional data processing
approach would be to standardize and update the text alerts across the multiple soft-
ware versions. That would be a substantial and costly analytical challenge. Instead,
an NLP based approach to the data processing is much more effective, since we can
use the already developed text alerts and perform further data processing when needed.

In Section 5.5 we also introduced the concept of stop words. We use expert knowledge
to create the stop words removal list as supported by the literature (Gerlach et al.,
2019). As discussed in Section 5.5 stop words can be hard to determine, and we will
highlight the specific challenges in our wind turbine text alert context. The text alerts
we determine to be stop words can be put into two categories. One category is text
alerts that do not indicate an underlying problem with the wind turbine in almost all
cases. An example of this category of text alert is "High wind speed". In almost all
cases, it just means that some wind speed was observed to be above a given threshold,
and the wind turbine has taken a corrective action. The text alert thereby only adds
noise to the statistical analysis. In very rare cases the text alert might be caused by
some underlying fault, i.e. a sensor that is connected to the text alert might be faulty.
However, not determining the text alert to be a stop word worsens the performance
of our analysis overall. The second category is text alerts that might contain useful
information, but the frequency of text alerts means that the amount of noise the
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text alerts introduce overall worsens the analysis. This consideration is also a central
consideration of what words are determined to be stop words in regular NLP analysis
(Gerlach et al., 2019).

In the introduction, we mentioned that Schlechtingen et al. (2013) also use expert
rules in their analysis. Our use of expert rules to handle aspects of our analysis where
the data is not well-behaved is discussed in the above. We view our use of expert rules
as being more scalable, because we only employ expert rules in the above part of our
analysis. Thereby, the amount of expert rules is only dependent on the number of
unique text alerts studied in the analysis.

5.7 Statistical faulty component identification
analysis

The output of the data processing is one large document stored as a data set. For
the German 2MW wind turbine fleet on which the analysis has been developed we
have observed 4013 unexpected breakdowns each with one faulty component, and
the preceding text alerts in processed form. This document could be directly used
for statistical faulty component identification. We have tried to do statistical faulty
component identification, by testing different ensemble tree based classifiers on this
document. We choose to test ensemble tree classifiers because of their strong perfor-
mance for text data (Kanakaraj and Guddeti, 2015). We found some success, but as
the statistical analysis must choose between 25 components, and the fact that our
input data is quite sparse, predictive performance leaves something to be desired. The
predictive performance is not high enough to be actionable for a realistic use case. If
we reduce the number of faulty components that are analyzed, we see performance
increase considerably. However, we view exploring faulty component identification for
an entire wind turbine as the central research problem of this study. The entire analysis
workflow is shown in Figure 5.5.

5.7.1 Statistical analysis to determine primary text alert

Given the complexity of diagnosing between 25 components across an entire wind tur-
bine, it is not surprising that we need a more sophisticated approach than creating one
single document. Especially because there is a problematic assumption underlying the
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data in the big initial document. The underlying assumption is that all text alerts that
precede an unexpected breakdown are equally important in identifying the faulty com-
ponent responsible for an unexpected breakdown. We therefore propose to determine a
primary text alert for each breakdown. In the literature, the importance of determining
the most important text alerts is also seen in Hsu et al. (2020) and is also confirmed in
our work with Vestas. Since we want the analysis to be scalable, we take a probabilistic
approach to the problem of determining the most important text alert for each sentence.

In our probabilistic approach, we want to determine the text alert (string) with the
highest probability of occurring in each sentence. In a given sentence we observe unique
text alerts w1, w2, w3, ...wm. On this we fit a multinomial distribution, where pw is the
probability of a specific text alert occurring in the sentence, and nw is the number of
times the text alert occurs in the sentence, and n is the total number of text alerts in
a sentence. The multinomial pmf. f(n1, n2, ..., nm) is:

f(n1, ..., nm) = n!
m∏

w=1

pnw
w

nw! (5.1)

where the closed form solution for the estimated probabilities is

pw = nw

n
(5.2)

Estimating the probabilities for each string in a sentence allows us to determine the
text alert with the highest probability of occurring in the sentence (ties broken at ran-
dom). We denote that text alert as the primary text alert of the sentence. By defining
a primary text alert, we aim to capture the idea that each individual root cause can
generate different text alerts. However, the text alert with the highest probability to
be generated is the most important text alert when identifying the faulty component
responsible for an unexpected breakdown.

When a primary text alert has been determined for each sentence, it is possible to
collect all sentences with the same primary text alert in a single document. We define
such a document as a primary text alert document, and it is in a bag-of-words repre-
sentation. A bag-of-words representation is a standard way of representing text data
such that it can be used for statistical classification analysis.

A bag-of-words representation of a document is a matrix where the number of rows
is the number of observations of the dependent variable. In our analysis, the faulty
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component responsible for each unexpected breakdown is the dependent variable.
Moreover, in our analysis each sentence corresponds to a row in the bag-of-words
matrix. The number of columns in the bag-of-words matrix is equal to the number of
unique strings in the document. Each matrix entry is then how many times a given
string is observed. We have created an example of a bag-of-words representation for
a primary text alert document in Table 5.4. For illustration purposes, we have added
two more columns to the bag-of-words matrix to have all information stored in one
matrix. One additional column of the matrix holds the observed class of the dependent
variable. The second additional column holds the name of the primary text alert used
to generate the primary alert text document.

Table 5.4: Illustration of bag-of-words representation of a primary text alert document

Faulty com-
ponent Primary text alert ValveSXFault HighCurr___ex SigError_cont2 ...
Yaw ValveSXFault 4 0 0 ...
Pitch ValveSXFault 2 2 0 ...
Yaw ValveSXFault 7 0 3 ...
Generator ValveSXFault 3 0 2 ...
... ... ... ... ... ...

Based on the primary text alert for each sentence, it is possible to group all unexpected
breakdowns with the same primary text alert together. By grouping by primary text
alerts, we can split the initial large document into a large set of smaller primary text
alert documents. Each primary text alert document contains the sentences for all un-
expected breakdowns with the same primary text alert as determined by the analysis
above. We thereby split our initial large document with all the observed sentences
and associated unexpected breakdowns into hundreds of smaller primary text alert
documents with a varying amount of sentences and associated unexpected breakdowns
in each. This is illustrated in Figure 5.4.

5.7.2 Statistical faulty component identification

For each of the primary text alert documents, we train a naive Bayes classifier using
the observed classes (C) in each primary text alert document. C is therefore the ob-
served faulty components for a given primary text alert document. The naive Bayes
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Figure 5.4: Primary text alert document examples

Note: The example data in the figure is from the German 2MW wind turbine fleet, on
which the analysis is developed.

classifier states that one should predict the class ĉ that has the highest posterior prob-
ability. Therefore, ĉ is the predicted faulty component responsible for an unexpected
breakdown.

ĉ = arg max
c∈C

P (d | c)P (c) (5.3)

Where d is the primary text alert document in a bag-of-words representation, P (d | c)
is the document likelihood, and P (c) is the prior likelihood. As long as there is variance
in C it is possible to apply the naive Bayes classifier to a primary text alert document.
When a new unexpected breakdown occurs, it is possible to determine a primary text
alert, and then ĉ can be determined. When determining ĉ all the posterior probabilities
are calculated, and it is also possible to rank the possible faulty components by their
posterior probabilities. For example, an unexpected breakdown where the primary text
alert is "HighCurr__Ex%", with some other observed text alerts like a row in Table
5.4, the posterior probabilities could take the values shown in Table 5.5.
We have also tested more advanced ensemble tree based classifiers, but saw worse
performance. We believe that it is because of the relatively low amount of unexpected
breakdowns associated with each primary text alert document and because the pre-
vious data processing is good at identifying the most important text alert. We see
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Table 5.5: Example of posterior probabilites for an unexpected breakdown

Faulty component Posterior probability
Generator 66%
Gear box 24%

Pitch 3%
UPS 0.5%

... ...

this part of the analysis as the one most suitable for future development. Either by
a more advanced statistical approach based on only text data or by also connecting
continuous streaming data to the primary text alert documents. Including continuous
streaming data would allow practitioners to draw insights from the common analytical
approach employed in studies such as Cao et al. (2019); Hao et al. (2020); Xue et al.
(2019).

The entire statistical faulty component identification workflow is illustrated in Figure
5.5. The oval boxes show the form of the data, and the square boxes are the steps of
the analysis that are performed.
Since this research project seeks to develop an actionable statistical analysis for faulty
component identification in wind turbines, giving maintenance operators access to the
posterior probabilities from the statistical analysis can help inform their choices in the
maintenance process. However, we would also like to only use a statistical analysis
to identify the faulty component. In dialog with Vestas, it became clear that, when
performing statistical faulty component identification, accuracy is very important.
Therefore, in cases where high diagnostic accuracy cannot be achieved, it is to just use
the analysis to aid in manual decision-making.

We therefore only apply our statistical faulty component identification to primary text
alert documents where a single faulty component has a prior probability of at least 50%
for primary text alert documents with at least 4 observed unexpected breakdowns. For
primary text alert documents with only 2 or 3 observed unexpected breakdowns, the
prior probability has to be more than 50%. If the prior probability is met for a given
primary text alert document, a naive Bayes classifier is trained on the primary text
alert document. We call the set of trained naive Bayes classifiers the faulty component
model set.
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Figure 5.5: Statistical faulty component identification work flow

Note: The example data in the figure is from the German 2MW wind turbine fleet, on
which the analysis is developed.

Moreover, looking at our 227 primary text alert documents, it became clear that often
two faulty components were responsible for most of the unexpected breakdowns ob-
served in a given primary text alert document. Since the primary use for this analysis
is to improve the maintenance process for unexpected breakdowns, identifying either
the most likely or second most likely faulty component can be valuable for the main-
tenance process. In our analysis, we therefore use the naive Bayes classifier described
above to identify two faulty components for a given unexpected breakdown. The first
prediction is the component with the highest posterior probability of being faulty, and
the second prediction is the component with the second-highest posterior probability
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of being faulty. From a business perspective, we are identifying the faulty component,
and we are also performing a backup identification to reduce the consequences of
identifying the wrong component as being faulty. From a research perspective, we find
it reasonable to make two predictions, since we are predicting between 25 different
components.

5.7.3 Implementation

Implementing the statistical faulty component analysis in a real business setting where
an unexpected breakdown is observed, but the faulty component is not known, is
conceptually straightforward. For a given turbine, when an unexpected breakdown is
observed, all text alerts that the wind turbine has generated since the last maintenance
event should be extracted. Since only the relevant text alert data for the given turbine
is extracted, the matching step of the data processing is not needed. The text data
processing step can be done exactly the same way as in the analysis and with that
data collection and data processing is done.

The processed text alerts can then be used to determine the primary text alert for the
unexpected breakdown, and a primary text alert document is created. This is also done
exactly the same way as in the analysis. When the primary text alert document has
been created, we can check if there is a trained Bayesian model for that primary text
alert document in the faulty component model set. If there exists a trained naive Bayes
model for the primary text alert document, the posterior probabilities can be calculated.
The predicted faulty component is then the component with the highest posterior
probability, and the backup prediction is the component with the second-highest
posterior probability. It is this real application setting, we have simulated in order to
test our analysis, and Vestas is working on creating a real business implementation of
the analysis.

5.8 Results

To test our developed analysis, we have access to maintenance data and text alerts for
the 2MW wind turbine fleet in Germany, Spain, and France for a multi-year period.
For each of the three countries, we split the data up into a training data set and a
test data set. The training and test data is split by time similar to a typical data split,
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with around 80% training data and 20% test data.

The data collection and processing for the German training data is illustrated in Figure
5.3. For the training German data, we start out with 4013 unexpected breakdowns
and 2.7 million text alerts. Out of 2.7 million text alerts, 41,000 are usable after data
collection and processing. On the training data, we apply the analysis discussed in
Section 5.7 and for the German training data that is illustrated in Figure 5.5. On the
test data for Germany, we start out with 665 unexpected breakdowns and 330,000
text alerts. On the test data, we apply the implementation of the analysis described
in section 5.7.3. The training data and test data from France and Spain is handled in
the same way.

Table 5.6: Results of Analysis

Training data Test data
Country Identification rate Accuracy Identification rate Accuracy
Germany 50% 95% 48% 88%
France 31% 92% 29% 80%
Spain 32% 89% 30% 80%

In Table 5.6, we report our performance measures. The conditions set on prior prob-
abilities explained above mean that we cannot necessarily make a faulty component
identification for all unexpected breakdowns. The identification rate is the percentage
of unexpected breakdowns we can make an identification for. Accuracy is the standard
correct classification percentage. In our analysis, that is how often does our first or
backup prediction identify the correct faulty component out of the 25 possible compo-
nents.

The results from German wind turbine shows that in the training period we could
perform faulty component identification for 50% of all unexpected breakdowns. In
absolute numbers, the statistical analysis tries to identify the faulty component for
1995 unexpected breakdowns in the training period. For the German wind turbines,
the accuracy is 95% in the training period. That means that the statistical analysis
makes a correct first or backup prediction for 95% of the unexpected breakdowns. In
the test data, we observe a similar identification rate of 48%. In absolute numbers,
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that is 317 unexpected breakdowns for which the statistical analysis tries to identify
the faulty component. The accuracy of the statistical faulty component identification
analysis in the test data is 88%.

The analysis has been developed on data from Vestas’ 2MW German wind turbine
fleet. The German 2MW wind turbine fleet was chosen because it is one of Vestas’ core
2MW wind turbines fleets. There is however, no reason that the analysis should only
work on German wind turbines. We have therefore also tested the analysis on smaller
2MW turbine fleets in France and Spain. The analysis could also be applied to other
type of wind turbines, but that is outside the scope of this paper.

As reported in Table 5.6, the accuracy of the analysis applied to French or Spanish
wind turbines is quite similar to the accuracy observed with German wind turbines.
This indicates to us that the core elements of our approach is able to provide good
results outside the data on which it has been developed. The identification rate is,
however, considerably lower. Developing the analysis, it has become clear to us that it
is an analysis that benefits from a lot of data. This is not surprising since the faulty
component model set for German wind turbines contains 87 naive Bayes classifiers.
This means that out of the 227 primary text alert documents, 87 primary documents
are of a quality to train a naive Bayes classifier on when using it for statistical faulty
component identification. However, the faulty component model set containing the 87
naive Bayes classifiers can perform identifications in up to 48% of unexpected break-
downs.

With more observations, we expect that more of the primary text alert documents
could be used for identifying faulty components. In our view, the lower observed
identification rates for French and Spanish wind turbines stems from the fact that
our training data is around half that of the training data from Germany. We have
tried applying the faulty component model set from Germany directly on data from
France and Spain. While we observe increases in identification rates, we also observe
decreases in accuracy. We are still exploring the reasons for this, and in the future
we will try to use classification combination methods to create a multi-country faulty
component identification model set. A classification combination approach might be
able to leverage multi-country data while still being able to take country specific
breakdown behavior into account.
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5.9 Conclusion and future research

In this study, we have examined the problem of identifying the component responsible
for an unexpected breakdown using only text alerts observed before the unexpected
breakdown. We do this by constructing 25 components that span almost the entire
wind turbine, and we develop a statistical analysis that outputs the posterior proba-
bility of each of the components being the faulty component. To develop the analysis,
we need health information from the entire turbine, and to get that, we have explored
basing our analysis on text alerts. We present and discuss how and why text alerts
can be viewed as language data, and we discuss how the NLP framework can be
applied to a wind turbine context. Furthermore, we present and discuss how using
the NLP framework allows us to efficiently process the unstructured text alerts even
though we observe thousands of text alerts. Based on the processed text alerts, we
develop a statistical faulty component identification analysis. The statistical analysis
results show that for up to 48% of unexpected breakdowns, we can apply the statistical
faulty component analysis with up to an 88% accuracy. However, that is thousands
of unexpected breakdowns for which we can apply the statistical faulty component
identification analysis. Moreover, it is also possible to access the posterior probabilities
for a given unexpected breakdown, and these can be used to aid in the manual root
cause diagnosis process.

We view the research in the paper as an initial exploration of both faulty component
identification across almost an entire wind turbine, and an exploration of using text
alerts as the basis for statistical analysis in a wind turbine context. Since this is an
initial exploration, there are limitations to the research we have presented. One lim-
itation is that we use expert knowledge to create general rules for what text alerts
to include in the statistical analysis. The research would be improved if we could
more precisely determine and remove the alerts generated by the off-site and on-site
root cause diagnosis process. Another limitation, related to the previous limitation,
is that it is only for up to 48% of unexpected breakdowns the processed text alert
data is of a quality to base accurate statistical fault identification on. We believe that
improving the data collection process would raise the data quality, which could im-
prove the performance of the statistical analysis. However, given the resources available
for this explorative study, we are unable to improve our results beyond the current level.
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In the future, more research is needed to explore the use of text alerts further. We see
the best next step would be to improve the data collection by being able to directly
identify what text alerts stems from the off-site and on-site root cause diagnosis process.
However, this could require a fundamental change in how text alerts are recorded and
stored. We also find it interesting to explore how to develop an approach that uses
both text alerts and continuous streaming data. One could thereby combine the large
amount of information available in the text alerts with the higher quality information
in continuous streaming data.
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