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2 Abstract

Cryogenic Transmission Electron Microscopy is a method for imaging biological molecules under cryogenic conditions.

In the very beginning, it was possible to visualize larger biological specimens, such as viruses, cells, and bacteria.

However, in the modern era due to advances in software and hardware, the method can be used to image large and

even small proteins (around 50 kDa). Atomic representations of proteins are made by collecting the imaged data

and processing it through image software. The atomic model is used to study the functionality and dynamics of the

protein. This information is used for various studies, including but not limited to developing drugs and improving

enzymes for waste degradation and many industrial biotechnological processes. Proteins come of different shapes

and sizes, some well known, some unknown, some flexible and some static. The microscope collects movies, which

are averaged to an image and visualized by a user through various software. The user and software must in unison,

determine which projections are the protein target and which are not in the data obtained from the low contrast

imaging conditions. Software containing deep learning methods and classical methods helps the user to make these

informed decisions of what is the protein and what is not and how many different conformations and different protein

complexes exist in the data. The user filters the data out through informed decisions according to what the user

believes not to be the protein of interest. However, in recent years, studies have shown that unsupervised methods

of automatically determining the number of protein complexes and conformations in the data lead to many more

protein structures than the user would determine manually. Developing an unsupervised process that determines how

many representative models to build based on objective criteria can lead to better models explaining the data. In

this thesis a novel unsupervised method processing the uncurated data is proposed. The method clusters the data

while building representative models of the data clusters. The method is based on variational autoencoder generative

adversarial learning. It can embed the images in subspace for clustering and, from those clusters, build models for

visualization. We applied the developed method to experimental and simulated data. It was possible to build visual

models to visualize the data variance and visualize compositional and conformational heterogeneity in the simulated

and experimental data. Simulated data with multiple protein species are clusterable through density based clustering,

removing the user requirement of predetermining the number of species. Various future improvements required to

cluster real data without user supervision are discussed.

3 Resume

Kryogen transmissionselektronmikroskopi er en metode til billeddannelse af biologiske molekyler under kryogene

forhold. I begyndelsen var det muligt at visualisere større biologiske prøver, saasom vira, celler og bakterier. Men i

den moderne æra grundet fremskridt inden for software og hardware, kan metoden afbilde store og selv smaa pro-

teiner (ned til ca. 50 kDa) kan nu visualiseres til høj opløsning. Atomrepræsentationer af proteiner fremstilles ved at
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indsamle de afbildede data og behandle dem gennem billedsoftware. Atommodellen bruges til at studere proteinets

funktionalitet og dynamik. Disse oplysninger bruges til forskellige undersøgelser, som ikke er begrænset til; udvikling

af lægemidler til forbrug, forbedring af enzymer til affaldsnedbrydning og forbedring af enzymer til industrielle biote-

knologiske processer. Proteiner har forskellige former og størrelser, nogle velkendte, nogle ukendte, nogle fleksible og

nogle statiske. Mikroskopet indsamler film, som bruges til at danne et højtopløst billede af proteinet via visualis-

eringer foretaget af en bruger gennem forskellig software. Brugeren og softwaren skal i fællesskab bestemme, hvilke

projektioner der er af proteinet, og hvilke der ikke er det støjfulde datasæt. Software, der anvender deep learning-

metoder og klassiske metoder, kan hjælper brugeren med at træffe disse informerede beslutninger om, hvad der er

proteinet, og hvad der ikke er, og hvor mange forskellige proteinkonformationer og eventuelt forskellige kompositioner

af proteinkomplekser, der findes i datasættet. Brugeren filtrerer data gennem informerede beslutninger i forhold

til, hvad brugeren selv mener er eller ikke er proteinet af interesse. Gennem de seneste år ar undersøgelser vist, at

automatiske metoder til at bestemme antallet af proteinkomplekser og konformationer i data fører til mange flere

proteinstrukturer, end brugerene tidligere har kunne bestemmet. Udvikling af en automatiske proces, der bestemmer,

hvor mange repræsentative modeller, der skal bygges ud fra objektive kriterier, kan føre til bedre modeller, der fork-

larer data bedre. I denne afhandling præsenteres en ny uovervaaget metode, der behandler alle de ukurerede data.

Metoden grupperer data, mens den bygger repræsentative modeller af dataklyngerne. Metoden har sit grundlag i

variationel autoencoder generativ adversarial læring. Det kan indlejre billederne i underrum til klyngedannelse og

ud fra disse klynger bygge modeller til visualisering. Vi anvender den nyudviklede metode p̊a eksperimentelle og

simulerede data. Det var muligt at bygge modeller for at visualisere datavariansen og forskellige kompositions- og

konformationsheterogeniteter i de simulerede og eksperimentelle data. Simulerede data med mange protein species

kan grupperes gennem tæthedsbaseret klyngedannelse, hvilket fjerner brugerkravet om forudbestemmelse af antallet

af species. Forskellige nødvendige forbedringer for at kunne klynge eksperimentielle data uden brugerovervaagning

diskuteres.

4 Introduction

Macromolecules like protein and RNA are of key importance in life. Proteins are used extensively in industrial envi-

ronments for the process of fabrication of many daily products. Examples include production of bio-ethanol for cars,

beverages, detergents, paper, waste degradation, cheese production, insulin production, and other biotechnological

manufacturing schemes[1, 2, 3, 4, 5, 6].The proteins used for these processing pipelines are often not of their native ori-

gin. Some biotechnology companies’ are dedicated to modifying the protein structure to improve their turnover rate,

broadened substrate range, and minimize product inhibition[7, 8, 9, 10]. Proteins are also an important field of study

in pharmaceutics. Most protein models depicting structural information are based on experimental data containing

structural and chemical information. These structural models are a vital component in virtual protein-ligand-based

drug design[11]. Great success stories range from high-affinity HIV drug development[12], chemo therapy[13] and

anti-bacterial therapeutics’s[14]. In this type of structure-guided drug design, suitable cocktails of drug candidates

are mixed with the target protein to analyse possible protein-ligand interactions. From biochemical studies, the bind-

ing kinetics of the protein-ligand interaction are estimated and details of the protein and ligand interaction can be

further investigated [15]. macro molecules like proteins and RNA often display dynamics. Some of these movements

can be elucidated if the molecule can be locked into different low energy states, each energy state representing a
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structural conformation. As an example that I will use later, spliceosomes are key components in eukaryotes and

processes pre-mRNA to mature mRNA for translation at the ribosome in a process displaying multiple conformations.

They are considered attractive targets for anti-tumor-targeted drug delivery as the inhibition of a spliceosome will

block protein synthesis in the cell [16]. The major challenge of developing drugs for highly flexible targets like the

spliceosome is the ever-changing conformations[17]. The first step in structure-based drug design can be a set of

good high resolution structures that also shows the variation in the protein dynamics. This could include both the

conformational and compositional heterogeneity for protein complexes. Historically, the most accurate way to obtain

structural information was through X-ray crystallography and and for smaller targets also nuclear magnetic resonance

spectroscopy. X-ray crystallography has been used to elucidate structures to resolutions as high as 0.45 Å[18]. In

general, it requires below 2.0 Å resolution to obtain accurate information about protein-ligand interactions. X-ray

methods for drug screening have been developed over many years and a successful modern approach includes the rapid

fragment-based screening method [19]. Crystallographic based methods requires crystallization of the protein. This

is often quite doable for compact, soluble proteins, while e.g. membrane proteins or large complexes are not easily

crystallized or the crystals obtained only diffract to low resolution. Some times truncation of the protein is required

for crystallization [20]. In addition, crystal artifacts due to e.g. non-physiological pH conditions during crystalliza-

tion and crystal packing can affect the structural appearance when comparing to physiological conditions. Nuclear

magnetic resonance (NMR) spectroscopy can elucidate the structure of proteins, but only below approximately 35

kDa in mass, limiting the method to small proteins [21]. Cryogenic transmission electron microscopy (Cryo-EM) is an

electron microscopy based method where electrons are transmitted through a thin film of amorphous ice containing

the sample. In recent years, single-particle imaging of protein projections with 3D reconstruction has yielded high

resolution models [22]. The highest resolution reported so far is 1.25 Å for apoferritin, a very stable and symmet-

ric protein complex[23]. However, determination of sub-2 Å resolution structures needed to approach for example

protein-ligand based interactions and catalytic mechanisms at the required, fine detail are now easier to obtain based

on improvements in hardware and software. A big advantage of the cryo-EM method is that the sample is obtained

by flash cooling which produces amorphous, thin layer of ice containing the sample molecules [24]. Cryo-EM thus

has the ability to image membrane proteins and large complexes. Cryo-EM unlocks new avenues in structural studies

for virtual drug design as many membrane proteins are important pharmaceutical targets [25]. Initial studies in

fragment-based screening for cryo-EM show possibilities of obtaining high throughput screening of drugs, although

not at all near the current acquisition speed observed for crystallographic synchrotron-based methods[26]. Cryo-EM

has additionally shown the possibility of elucidating the conformational landscape of macromolecules through pro-

cessing algorithms for multiple classes of conformational states and by advanced sample preparation methods, like

time resolved cryo-EM[27, 28]. Software developments enable the reconstruction of the electrostatic potential maps

of individual proteins and protein complexes and investigate their conformations space. The density map is used to

build an atomic model representation of the structure [29, 30, 31, 32]. Automation of data acquisition from Cryo-EM

samples and combined with density map generation techniques describing the conformational landscape is highly

desirable to save user time and avoid user bias. We will describe the current techniques and limitations, and propose

a solution for automation.
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4.1 The Cryogenic Transmission Electron Microscope

Transmission electron microscopy(TEM) is a method based on electrons being transmitted through the sample and

captured by a recording device. The overall process of image capturing is shown in figure 1. The recording devices

can be photographic film, charge-coupled devices and direct electron detectors[33, 34]. Cryogenic TEM or cryo-EM

is a method to image biological molecules in amorphous ice, which is done to avoid significant radiation damage and

keep the aqueous sample stable at vacuum. The low temperatures and low beam intensity used reduces the radiation

damage significantly [35]. To counteract the disadvantages of low beam intensity, a high quantum efficiency detector

is needed to achieve the best signal-to-noise ratio (SNR). The SNR is estimated to be between 0.1-0.01 for current

cryo-EM microscopes [36]. The noise present in the electron microscope is a mixture of Poisson and -Gaussian noise.

Poisson noise arises from the nature of the photon properties of the electron and Gaussian noise arises from thermal

fluctuations in the electronic system[37]. Electrons interact strongly with matter, and obtaining a good SNR requires

a microscope operating at vacuum as the air molecules otherwise cause multiple electron scattering events[38]. The

advent of the direct detectors has revolutionized the field as these detectors give the highest quantum efficiency and

can capture images at a higher capture rate enabling movie collection that enables corrections for beam-induced

movements of the sample. Capturing movies instead of individual images also reduces radiation damage due to

the lower electron flux and the ability to analyse damage[39]. Movie imaging software aligns the motion-corrected

images by aligning the whole image or image patches and takes the weighted average to produce the micrograph.

The weighted average takes into account the large beam-induced movement in the beginning of the acquisition

and weights those frames less. The final frames have the most significant radiation damage and are also weighed

less. In modern cryo-EM instruments, the electrons are emitted by a field emission gun . The so called Cold-FEG

emission gun is superior as it emits the most coherent beam, thus with a narrow energy spread and high intensity

but some microscopes also contain the Schottky field emission gun[40, 41]. The significance of beam coherency is

related to the dampening envelope applied to the contrast transfer function(CTF). Every microscope has a point

spread function, and the Fourier transform of the point spread function is the contrast transfer function. The CTF

describes how the aberrations of the transmission electron microscope affect the final image. The derivation stems

from quantum mechanical arguments with the assumption of the weak phase approximation. Briefly, the electron

performs interaction with the sample and either passes or scatters[42]. The lenses of the microscope refocuses the

scattered beam. The transmitted and scattered beam produces a CTF corrupted image I(k)[43]:

I(k) = H(k)ϕ(k) (1)

Where k is the frequency and phi is the actual underlying signal and H(k) is the contrast transfer function. The

contrast transfer function includes the microscope parameters to estimate how the astigmatism, defocus, amplitude

contrast and spherical aberration affects the phase shift and thus the superposition of transmitted wave and scattered

wave. The spherical aberration is the inability of the lenses to focus the incident electrons from a source point to

another point. A point therefor forms a discoidal image. The CTF function used in modern software is generally[45]:

CTF (λ,∆f, Cs,∆ψ) = −w1 sin(χ(δ, |g|,∆f, Cs,∆ψ)) − w2 cos(χ(δ, |g|,∆f, Cs,∆ψ)) (2)

where χ

χ(λ,∆f, Cs,∆ψ) = πλ|g|2(∆f − 0.5λ2|g|2Cs) + ∆ψ (3)

7



Figure 1: : A schematic overview of the cryo electron microscope. A filament is emitting electrons by applying a
voltage. The filament is typical a cold field element or schottky field emission gun. The diverging beam is rendered
by a the condenser lens and aperture to a parallel beam. Electrons hit the sample and scatter. The objective lens
and projector lens acts like a magnifying glass [44].

and w1 and is amplitude contrast. g is the frequency vector, f is the defocus difference between the two normal axis

caused by the astigmatism. ∆ψ is the phase shift caused by a phase plate. An envelope function can be applied to

the CTF to describe the dampening effects due to the in-coherency of the electron beam caused by instrumentation.

The envelop function can be modelled by multiplying the CTF with a exponential decay which parameter can be

calibrated to the specific microscope. The current CTF model is under the assumption that the electrons hit an

infinitely thin plane and scatter. If it is assumed the electrons hit a plane of finite width an Ewald sphere correction

can be applied in the CTF model. This has been shown to be beneficial for larger complexes [46].

4.2 Sample Preparation and Data Acquisition

Protein is applied on a grid with often a carbon or gold based foil. The grid is made of different types of material.

Gold, nickel, molybdenum, rhodium or copper are the most common metal types. The surface properties of the carbon

layer can be altered through chemical processes to ensure the protein view distribution is as uniform as possible as

the uniformity affects the final reconstruction. The grid is plunge frozen in ethane to rapidly cool the sample to

generate amorphous ice. Factors determining the optimal sample is the sample density, sample view distribution,

and a thin uniform ice. The more protein particles that can bed imaged the higher the theoretical resolution that

will be achieved. The theoretical resolution which can be achieved is described in [47]. all though in practice due to

the in perfections in the sample, like thick ice, and particle heterogeneity it is in practice not possible to obtain that

resolution. The microscope images each hole in the grid at a certain magnification level and acquires images in rapid

succession to make a movie. The movies are converted to images through motion correction[39]. The micrographs

usually span super-resolution to high resolution regimes of 0.5-1.0 Å /px with dimensions usually a few thousand
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pixels in each direction.

4.3 General software pipeline for processing microgaphs for classification, recon-

struction and heterogeneous analysis

The process of building protein models from the acquired micrographs is extensive. The 3D representations created

from these micrographs is voxel based density maps. There are many modern pipelines which contain very similar

components. It is within the algorithmic details the differences lie. The pipelines are RELION, SIMPLE, cryoSPARC,

SPHIRE, SCIPION and cisTEM [48, 30, 49, 50, 51]. The packages all contain deep learning and machine learning

methods (except for cisTEM) to accommodate the users needs. The general processing flow is illustrated in figure 2.

ing is the method of aligning and grouping projections through a 3D voxel model.

4.3.1 Particle picking with template- and function based methods

Template based matching are images generated to look alike the selected particle in its 2D projection. The template

image is convoluted across the entire micrograph and a threshold score is given. Any score above a certain threshold is

seen as a image patch matching the template. The image patch is extracted for further processing [52] The template

must be aligned with the micrograph patch as misalignment decreases the cross correlation score. The templates can

be generated by different methods, but most commonly the templates are generated through 2D clustering or 3D

back projection of the 3D voxel density maps [53]. The templates are low pass filtered as the structural information is

primarily contained in the low spatial frequencies and the noise primarily in the high spatial frequency domain. The

cutoff value is typically set to 6 A. If a low pass filter is not applied the template search algorithms have a tendency

to give a high score to noise. The non template based methods involve custom functions which are convoluted across

the image. The functions are , sine functions, or Gaussian functions [54, 48, 55]. The functions parameters can be

adjusted in real time by the user. The user can through inspection of the image evaluate if the function parameters

has resulted in a satisfactory picking. These pickers are unbiased but generally work better with spherical molecules.

Template and function based particle picking have a high correlation score towards carbon edges and ice particles.

This leads to many false positives when picking the target protein. It is important to stress the importance of function

based particle picking as it is unbiased by the user. This makes great sense in the context that the user does not

necessarily know how what the protein looks like.

4.3.2 Deep learning based methods

Methods to make a computer learn to build a model from data generally defined as machine learning methods. Within

this category , there are many subcategories of studies which overall goal is to improve the task of training and predic-

tion power of the model. In machine learning there are generally four categories of learning, supervised, unsupervised,

semi supervised and reinforcement learning[56]. Deep learning methods have shown highest performance across all

tasks. The highest ranking models within classification, unsupervised clustering, semi supervised classification and

reinforcement learning are all based on deep learning models. In the following sections we will delve into two learning

methods of supervised, and unsupervised deep learning as these methods are utilized in Cryo-EM. Semi supervised

and reinforcement learning is not directly related to anything within cryo-EM and is beyond the scope of this thesis

and will not be described further. Deep learning is usually defined as a method of designing a model made up of
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Figure 2: An overview of the software pipeline. All pipelines contain a motion correction. The pipelines offer three
types of particle picking. Either manual picking by a user, template based picking by cross correlation a template
on the micrograph or using a object recognition based deep learning model. The deep learning component which
can be tuned by additional training on the target data, however it is not necessary. Function based picking where a
user defined function like a Gaussian or sine is used to cross correlate and extract the particles at a given threshold.
The particles are usually classified. The view of each class is generated by averaging the cluster assigned particles
in 2D or 3D. The user must indicate how many clusters the data has before proceeding. The clusters are selected
through means of particle filtering through either user interaction, the most common form, or deep learning ranking
algorithms. The arrow indicates the flow of the pipelines. As an example manual picked particles can be clustered
and used to further train a deep learning model or template picking based methods. The icons in the figure indicate a
user decision, a deep learning model decision or a classical algorithm decision. Thus making the pipelines an iterative
process.
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composition of functions. A composed function is a function composed of two or more functions.

y0 = f(x), y1 = g(x), f(g(x)) = y (4)

It is noteworthy to mention why deep learning even came to existence. Papers in mathematics showed that any

continuous functions could be approximated by a finite linear combination of the form

g(x) =
N∑
i=0

C · (σ(A · x+ b)), sup ||f(x) − g(x)|| < ϵ (5)

This is called the universal approximation theorem. Where f(x) is an arbitrary continuous function g(x) approximates

and A and b are scalars. σ is the activation function, a none poly-nominal function which can take the form of a

sigmoid or ,rectifier linear unit functions which we will describe further, later[57, 58]. As this function is not composed

of other functions this is technically not within the realm of deep learning. although it has been proven that composed

functions with arbitrary depth of composition can approximate any continuous function if the activation functions

are of rectifier linear units [59]. The error of the approximation ϵ decreases the larger the width and depth of the

model. The main issue is finding a set of scalars C,A, b which can minimize the error to approximate the function

f(x). As the function is a convex function optimization it requires complicated optimization procedures which will be

discussed further in the next chapter. To clarify what the function f(x) is, it is often values sampled from z ∼ f(x). If

enough values are sampled, it can be inferred and approximated. Deep learning models benefit from as many sample

points as possible. The sample points are denoted data. The data can be, but not limited to, images, sound , or

spectroscopic data. The more and better quality data the better the approximation [60].

The output of the final function or intermediate functions of any machine learning model is a feature vector. Good

feature vectors are dimensional reduced inputs which contain enough information to solve the given task at hand.

Feature vectors are not unique to deep learning. There are many examples of feature vectors which store information

for image recognition tasks[61, 62, 63]. As and example the SIFT feature vector stores information of objects which

are distortion invariant. In the following sections the different deep supervised learning fields of study and relate

them to cryo-EM.

Supervised learning can be defined as a method of training where there exist a known paired input and output

values exist. The task is to train a model to predict an output value from a given input, given the known inputs

and outputs. Tasks like classification are most common. Classification can be described as predicting which category

the objects belongs to. Many data sets are produced for classification tasks. Examples of datasets are the Modified

National Institute of Standards and Technology dataset (MNIST dataset) for classification of a gray scale image of

hand written digits 0-9, The cifar-10 cifar-100 dataset, and the imagenet dataset are 10, 100, and 1000 category

classification sets with real world objects[64, 65, 66]. A subcategory of classification tasks is the so called fine grained

classification where really similar objects are further classified. A example of two well used data-sets is the bird

species,and Stanford cars classification datasets[67, 68]. Another category of supervised learning is object detection

and classification. Here the deep learning model must pin point the location of the object through image coordinates,

the size, and the class of the object. The supervised task is labeled with the bounding box coordinates and the class

of the given object. A dataset often used for model testing is the object 365 dataset[69]. The methods briefly works

as following. The input is forwarded through the deep learning model and a reduced feature vector is reshaped to a
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feature map. each voxel on the feature map R1×1×C is passed forward to a classifier which scores it as a particular

class or background. The pixels scored as a class will receive a bounding box. If adjacent pixels score to the same

class the bound boxes merge. The current best model for object detection is DINO [70]. Segmentation is a method

of pixel wise classification. In supervised segmentation each pixel is colored according to the object class. It is then

a feature wise map as introduced previously , where each pixel is classified. The standard benchmark data sets are

described in [71] and the current best models.

Supervised learning in cryo-EM has been mostly related to particle picking. Template based and non template

based methods derived from 2D clustering are a primary source to select particles by cross correlation score from

convolution. Another solution is the training of a supervised neural network where the user manually selects particles

from either the 2D classification or raw micrographs, creates a data set and trains the model to classify it as a 2

category classification problem, as a protein particle or not. It is worth mentioning that almost all particle picking

models are based on object detection methods and not object classification. The fundamental flaw with an object

classification network is that as many positive examples of the protein, as many negative examples of a protein must

be labelled for training. If not so the neural network would be biased in its classification results. The first particle

picking neural network is much alike the template based picking, a sliding window was slided across the micrograph

with stride half the particle size and each frame was either labelled to contain a particle or not[72]. Current object

detection based deep learning methods include namely crYOLO , BOX picker, TOPAZ, DeepCryoPicker which can

locate and classify the protein particles [73, 74, 75, 76]. The difference between two of the methods is visualized

in figure 3. The object location and classification network requires in addition coordinates of the protein for box

regression but the classification network also requires the coordinates thus neither are harder to train in a user based

view.

Major flaws of supervised learning is mostly due to the user limitations. If the user fails to label the training set

correctly the object detection network will be penalized when training. If a user falsely mislabels a spot as a protein

particle on the micrograph this is called a false positive. If the user skips a spot containing a protein particle this is

called a false negative. It is widely documented that mislabeling, or in terms of machine learning label corruption

reduces the performance of the model[77]. The performance of the classifier model is not inhibited by skipped particles

as it would just be excluded in the training process, while the correct object amount and locations are essential in

the object detection training.

Methods to elevate these issues can be done by picking all particles through an unbiased function and averaging

the particles through 2D or 3D clustering to improve the SNR. The particles within the high quality clusters are

then used to train or fine tune the model. If the correct number of clusters is not selected the clusters can contain

unwanted particles degrading the performance of the model due to merging of unwanted particles. A great example

was demonstrated in [78] which analyse a published particle and identified a few thousand non protein particles in

the curated data set. This indicates that even an expert user who has used 2D and 3D clustering intensively still may

produce enough clusters to remove the remaining non target proteins. Another method to elevate the picking error

for training the deep learning model or further processing is using unsupervised deep denoising based deep neural

networks or low pass filtering methods to enhance the particle contrast. This has been shown to reduce the false

positive rate,and false negative rate of user during particle pickings[79, 80]. It is now a standard tool in the pipeline to

denoise before manual picking. Another major factor of user error is the picking consistency as the user must then pick

thousands of particles manually using the same overall picking strategy. Both methods fail to take into account that
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Figure 3: An overview of the supervised methods A) classification. The entire image is taken into account and is
catagories with respect to what categories the model is trained on. Fine grained image classification is similar to
image classification but only within a singular catagory. B) Object detection where the object is located in the image
and classified. C and D) The two types of widely used deep learning methods for particle picking in deep picker
a sliding window is used and a model takes into account each image and classified it as a binary problem, either a
particle or background. In CrYOLO objects are located and classified as a binary problem
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the user may not know the shape or form of the particle, thus obscure views may not be selected. In conclusion the

models strength is limited by the users ability to accurately identify the protein particles present on the micrograph. In

addition a highly accurate model requires as much training data as possible. This increases the user time significantly

as manual picking and curation of thousands of particles is a tedious task. A method to reduce the training data

amount is to utilize transfer learning. Transfer learning is a model which is trained on a source domain of data and

used to infer on a similar target domain of data. The source and target domain contain similar overall characteristics

which are identifiable in the source and target domain. The model is fine tuned through the newly picked particles in

the target domain but the required amount of data is significantly reduced without sacrificing the models inference

power[81]. When fine tuning the model for the target domain task it is usually only a subset of parameters which are

optimized and the rest is kept as is. In the mentioned particle pickers it is only some of the parameters of the model

which are fine tuned to the target domain data. The data amount can further be increased through augmentation

procedures. If the model is not fine tuned to the new data whatsoever it is a zero-shot learning procedure, where

the model is applied to the data without any additional training. Augmentation procedures involve transformations

by translation, rotation , cropping, and shearing. Augmentation also involves transformations alternating the color

space through noise injection, contrast scaling, whitening and hueing[82]. Geometric transformations involve random

image cropping, translation, rotation and erasing patches of the image and replacing random patches with noise . In

cryo-EM augmentation of cropping, rotation and shifting has been applied to the previously discussed particle picking

methods. This is a way to elevate the problem of little training data the user only providing a few hundred to a few

thousand particles.

Semantic based segmentation is also used for particle picking, by labeling the proteins pixel values and training a

neural network to segment the for ground protein form the background was designed in [83]. This method has the

advantage of cutting the protein out and masking the noise region such that mask estimation is avoided in the 2D -

and 3D clustering step. all though the training process is similar to the above mentioned step where the user has to

identify and color each protein so the same problems with mislabeling are present.

4.4 2D Clustering

There exist many 2D Clustering algorithms within Cryo-EM. Clustering is an attempt to cluster data of similar

characteristic together. In Cryo-EM these characteristics are often based on their pixel wise similarity but weighed

and optimized in different fashions. In general for all methods the process is of two step iterative process. One step

estimates the similarity of each image based model and projection through the euclidean distance and the second

step involves the alignment of the images to the newly generated model. As all models in someway depend on a

pixel wise similarity to the model, unaligned images to the model will all ways give a low similarity score. The

alignment step involves translations and in plane rotation of the image by bilinear or quadratic sampling. The image

is matched to the model with a distance function which is used to score the models similarity to the image. The

translation and rotational sampling accuracy is determined in different ways. In , one way all possible translations

and rotations are samples to a certain increment rate depending on the resolution in RELION-4.0 and CryoSparc

and SIMPLE[84, 31, 30]. The increment rate is increased when the estimated model resolution increases. At later

stages certain sampling pairs are skipped due to the low similarity score indicating the particle orientation is not

present. In THUNDER[85], the orientation sampling and translation sampling is initially uniform but at later stages

the sampling points are skewed due to the low score of some sampling orientations. The sampling points are moved
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such that the sampling rate is constant over time but some orientations are unrealistic. The change of sampling

prior over time has proven to be beneficial and increases the resolution of the initial model. This kind of sampling

procedure is a Metropolis-Hastings type monte carlo procedure where high probability parameters are sampled in a

larger degree than low probability parameters.

The model update strategy is also dependent on the type of algorithm used. In RELION and Cryosparc it

is gradient based, and in SIMPLE and THUNDER it is through expectation maximization. We will derive the

equations to build a model from extracted single particles. Assume any image is formed by the true underlying signal

S, corrupted by a point spread function(PSF ) and an additive Poisson noise(ϵ).

I = PSF ∗ S + ϵ (6)

Let X0, X1, ..Xi be a set of observations which are assumed to be generated from a model V . We maximize the

model parameters

arg max
θ

p(
−→
V |

−→
X ) = log p(

−→
Xi|

−→
V ) + logP (

−→
V ) (7)

We let
−→
V be a list of models. Each model represents a cluster. A cluster can be a specific protein-ligand, a protein

complex or a protein conformation or something completely different. We let p(
−→
V |

−→
X ) be the conditional probability.

It shall be interpreted in such a way if X occurred what is the chance X was generated from the model V . If there

are multiple classes and the classes are independent, the question is what is total log likely hood of the data X is

being produced by one of the classes V :

arg max
θ

p(
−→
V |

−→
X ) =

N∑
i=1

log p(Xi|
−→
V ) +

N∑
i=1

logP (
−→
Vj) (8)

As mentioned previously, in 2D classification the model is an image of RM×N pixels. Due to the misalignment by

rotation and translation we marginalize over the nuisance parameters. The nuisance parameters in 2D classification

is the in plane translations tx, ty and the in plane rotations R. The probability is the product of probabilities due

to the events are independent. Usually the priors for in-plane rotation is uniform and translation is modelled as a

Gaussian distribution as the particle centering error is usually Gaussian distributed.

P (Xi|Vj) =

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

P (Xi|VJ(tx, ty, R))p(tx)p(ty)p(R)dtxdtydR (9)

We assume the joint probability can be written as a product of probabilities. Marginalizing over the nuisance

variables we obtain the the likely hood of Xi being a part of that particular cluster V = V0...VJ . The probability of

Xi being a part of at least one of the clusters , where there is no particular bias(weighed equally) towards any cluster

is given by

P (Xi,
−→
V ) =

1

K

K∑
j=0

P (Xi|Vj) (10)

This leads us to the final equation
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arg max
θ

p(
−→
V |

−→
X ) =

N∑
i=1

log
K∑
j=0

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

P (Xi|VJ(tx, ty, R)p(tx)p(ty)p(R)dtxdtydR +
K∑
j=0

logP (Vj) (11)

We let P (Vj) be a regularization. In prior in RELION-4.0 it is set to P = N (0, τ). The trainable parameters are
−→
V

and are trained by a gradient based optimizer that will be introduced later. As a short note the probability kernel

for P (Xi|VJ(tx, ty, R) = exp(||Xi − PSF ∗ Vtx,ty ,R||/σ) where PSF is the fourier transform of the CTF and σ is the

temperature factor. It describes the uncertainty of the current estimation and decreases when the resolution of the

model increases according to the Fourier shell correlation that will be introduced later. In cryoSPARC the variables

to maximize the log likelihood are found by gradient based optimization with steepest gradient descent. Relion-4.0 it

is a metric based optimizer which updates the variables according to the current resolution calculated by correlation

two models from two independent data sets with Fourie shell correlation and the models parameters are weighed by

the parameters[86].

4.5 3D classification

The extension of 2D classification to 3D classification by gradient based methods is straight forward. As the images

are now compared to a 3D model the only way to update the model from 2D images is through back projection.

It involves a Fourie transformation of the 3D model and a projection slice to project the the model to a 2D plane

with the Fourie slice theorem. The Fourie slice theorem for an orthogonal projection is a central slice. This is only

true if the beam is orthogonal to the projection plane. In cryo EM due to the emittance source being very far away

the projection matrix which takes into account that the focal point is assumed to be at infinity which reduces the

projection matrix to a simple rotation matrix[87]. We let H(V ) be the projection operator such that the equation

for 3D classification is:

arg max
θ

p(
−→
V |

−→
X ) =

N∑
i=1

log
K∑
j=0

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

∫ 2π

0

∫ 2π

0

P (Xi|H(VJ(tx, ty, R)ϕ, ψ)p(tx)p(ty)p(R)dtxdtydRdϕdψ+
K∑
j=0

logP (Vj)

(12)

3D clustering has also been studied in unsupervised deep learning. Unsupervised learning is a machine learning

task where no input /output pair is given. Only the input is known. The unsupervised learning task range from

clustering, image generation, unsupervised segmentation, and pre training with a pretext task. Clustering and

classification are loosely related in cryo-EM as generally all operations in 2D and 3D classification are defined as

clustering in machine learning. Clustering is the operation of grouping objects with certain similarities together.

Clustering in deep learning has mostly been based on the idea of embedding a high dimensional input image to a

subspace appropriate for clustering with other methods. Clustering in high dimensions, like images directly, which is

done in cryo-EM software, usually gives sub optimal results in classical clustering due to the curse of dimensionality.

Because of the high dimensionality the euclidean distance between all data points is similar and it is thus hard to

discern that an object is more similar to a group of objects than any other object. A comprehensive review of subspace

clustering in unsupervised learning is given in [88]. All the procedures have the common assertion that proper feature

vectors are generated for the suitable clustering task. This is done by penalizing the neural network if the feature

embedding does not follow a certain distribution[89]. Image generation is a method of generating new images from
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training a image generator. This has been used for homogeneous reconstruction [90] ( where a single class is present).

In this scheme the particles are required to be well centered to generate these models. The updated scheme for the

generator is based on the same max log likelihood function with a few modifications. An ideal approach where model

generation and clustering can be combined in deep learning has not been proposed in an unsupervised manor.

4.6 Automated Particle Filtering and Scoring

Ranking is the process after 2D and 3D classification to sort micrographs containing the target protein from the non

target proteins.The sorted proteins can be further classified. Typically 2D classification is performed to sort the non

target protein from the protein micrographs before 3D classification. Manual or automated ranking can be biased if

the user selectively filters out the data that describes the total data variation in the sample such that only certain

data is used to build the final model. In a Famous examples of this procedure lead to the authors building a face of

Einstein from cryo-EM micrographs[91]. Automated ranking programs have been developed that score the particle to

be the target protein or not [31, 32] . The models are trained in a supervised classification setting before deployment.

In [92] a 3D model of the target protein is used to score the aligned particles through cosine distance. The authors

then makes a Gaussian mixture model where the Gaussian with the highest scores in the envelope is selected [92].

This assumes the underlying model describes the correct data variation. If the model does not accurately describe

the underlying data correctly it will instead select a different subset of particles. There is no perfect solution for

a unbiased accurate filtering procedure , instead metrics must be used to asses the final model quality. As briefly

mentioned a high resolution is a good indicator of a good model quality although the resolution can be high even

with a low Fourier completeness. Thus the Fourier completeness score s ∈ [0.0, 1.0] where 1.0 is a Fourier complete

model but usually due to the orientation bias it is never a score of 1.0 [93]. In addition docking the atomic structure

obtained from other experimental means and doing a visually evaluation or employing a correlation scoring metrics

is a good indication of the underlying data is not biased[94].

4.7 Protein Dynamics

Protein dynamics derived from cryo-EM data can be used in an attempt to elucidate the intrinsic movement of

a protein such as conformational changes. It was previously presented that the dynamics can be evaluated on a

classification basis, although for continuous movements the current classification models are not sufficient. If different

components of a particular protein move in a rigid body like fashion a technique is to indicate through masking the

pixels which body parts assert a different rigid body movement. Each part is then a independent volume where

the partial masked micrograph is fitted to and generates that volume component by the exact same methods as 3D

reconstruction. By the orientation parameters of the refinement with the classification the rigid body rotation of

ever y body can be transformed to a common reference frame[95]. In cryoSPARC the body movement is done by

taking the refined volume and represent it as a set of linear basis functions. The more basis functions the more

variability can be described for each model V (z) = Vo +z0V0 +z1. The linear basis functions with the pseudo volumes

weighed by a latent coordinates zi are then optimized to maximize the log likelihood objective. The method of

optimization can be done through principle component analysis , where we use the volumes to describe the principle

axis of variation. These two methods can only capture linear movements while deep learning methods have shown

that it is possible to capture all kinds of movements [96, 97] through a variational auto encoder model and generative
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adversarial networks[98]. These methods will be described in the model introduction section and explored further .

As the volume is now a function of z we can say that we marginalize over the entire latent space with a basis V as a

function of z, giving us from the discrete to latent optimization problem.

arg max
θ

p(
−→
V |

−→
X ) =

N∑
i=1

log

∫
z

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

∫ 2π

0

∫ 2π

0

P (Xi|H(V (z, tx, ty, R)ϕ, ψ)p(tx)p(ty)p(R)dtxdtydRdϕdψdz+

∫
z

logP (V (z))dz

(13)

4.8 Automated Number of clusters determination

The appropriate number of clusters is important for grouping and displaying all possible complexes and conformations

of the protein accurately. A under determination of clusters will result in model merging which effects the visual

structure of the density maps. A over determination of clusters is not as critical as it results in multiple copies

which can be merged by visual of statistical criteria. There has been no automated number of cluster determination

procedures for 2D clustering in Cryo-EM, however in general there are procedures to determine the optimal number

of clusters based on different criteria for clustering algorithms like kmeans[99], fuzzy c-means[100] ,and gaussian

mixture models[100]. Some of the criteria are Gap Statistic,Elbow Method,Silhouette Coefficient,Calinski-Harabasz

Index,Davies-Bouldin Index,Dendrogram and Bayesian information criterion (BIC)[101, 102]. Kmeans clustering has

also been implemented in Cryo-EM for 2D clustering [103] but without´an objective criteria, rather it is the user

whom must decide the number of clusters. The lag of implementation of nr. of clusters as a trainable parameter is due

to the criteria requires to compute all possible number of clusters configurations within a range is not computationally

efficient. Automated procedures for number of 3D clusters has been studied in[104] it was proposed as a hierarchical

clustering approach. For each step 2-3 models are generated from each model and the micrographs are grouped with

each current model. It branches out and creates new models until the termination criterion is either the class contains

less then 5000-10000 particles according to the max probability assignment and not deviation to far from the res log

baseline. The res log baseline is a metric of what theoretical resolution it is possible to obtain with that particular

number of particles[47]. The theoretical resolution under the assumption of perfect alignment is inverse proportional to

the number of particles. If the resolution is significantly worse than the res log baseline it indicates issues with Fourier

completeness of a class or containing no consistent projections. Fourier completeness is a measure of how uniformly

the projections of the protein are in the microscope. The reason the limit is set to 5000-10000 particles is usually the

maximum obtainable resolution is only about 6 Å, any cluster with a small number of particles can not build a model

to a sufficient resolution. By this way the data is in general overclustered. After hierarchical clustering the user can

choose to evaluate each model and perform merging. The user has throughout this entire process been absent and no

filtering procedure has been done, all the data variability in the models are in principle present up to a meaningful

resolution. Tools to help the user objectively determine the similar models is proposed through embedding the 3D

models into a subspace by truncated principle component analysis and the euclidean distance matrix is computed.

Thereafter affinity propagation is applied, a clustering algorithm which does not require a predetermination of the

number of clusters and instead evaluates the number of similar density based models[105]. In [106] a automated

3D class determination tested on a open source data set from the EMPIAR database: EMPIAR-10076 [107] showed

41 classes as opposed to the original 18 classes elucidated. Both cases show how automated number of optimal
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Figure 4: An overview of the current automated clustering procedure(right) and the proposed procedure(left). hi-
erarchical clustering where 3D models are split into new models and the particles are sorted to each model. The
procedure at each branch terminates if the resolution is to low compared to the amount of particles or the number of
particles is to small. The proposed approach where a trained model embeds data into 2D space where a automating
clustering procedure will select and groups points to represent a 3D model

clusters determination criterion after the clustering procedure can produce more models than previously elucidated.

These studies showed how prefiltering and preconceived assumptions of the data throughout processing can lead to

under representation of the number of actual true protein complexes and conformations. The method described is in

principle a over clustering method and then merging post humorously is performed.

5 Objective and Aim

Current pipelines for 3D reconstruction of biomolecular structures from single-particle cryo-EM images have limita-

tions concerning the filtering of particles and predetermination of the number of clusters. This filtering procedure

either happens in the particle picking stage, or under the assumption of an appropriate amount of clusters for further

processing. The ideal method of obtaining the most accurate description of the data variation would be be to use

an unbiased single-particle picker with a low acceptance threshold. The particles are used to produce a suitable

feature vector representations for clustering(embedding) and 3D model generation. After embedding the number of

clusters are posthumously with clustering through some objective and reasonable criteria. As previously proposed the

clustering shall be based on the minimum amount of particles, and a distance similarity metric. For my PhD project
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I want to develop a deep learning clustering and model generation-based approach, which is able to assign every

single particle to a 3D model or a 2D projection. Furthermore, we will introduce an embedding technique suitable

for merging of the individual data points into clusters. A schemantic representation of the clustering procedure is

illustrated in figure 4.

6 Exploring Deep Learning Architectures In Cryo-EM

Relevant deep learning architectures and optimization methods will be presented in this chapter. Fundamental

theories are introduced before introducing the VAE-GAN model. The VAE-GAN model is used for 3D density map

generation and embedding the feature vectors for clustering. The current state-of-the-art algorithms for single-particle

reconstruction, clustering, and heterogeneous analysis will be briefly summarized. We will briefly present variational

autoencoders, generative adversarial networks, neural radiance fields, and variational autoencoders. Three critical,

often used, components for training the deep learning type model will be presented. These components are the model

architectures with trainable parameters, the optimization method, and the crucial error function to determine the

overall performance of the model.

6.1 Loss Functions and Optimizes

The purpose of the error function is to track the model’s performance. The performance is optimized by inserting the

calculated error function into an optimizer to optimize the parameters and minimize the calculated error. In deep

learning, it is typically done by taking the gradient of the error function concerning each of the model’s parameters and

inserting the gradient, which the optimizer utilizes to minimize the error. The error function, binary cross-entropy, is

suitable for classification tasks as the error is at a minimum when the binary classification vector is identical to the

feature vector. The binary cross-entropy function is

H(p, q) =
N∑
i=0

yi log(Xi) + (1 − yi) log(1 −Xi) (14)

Where (X, y) is the feature vector and and often predetermined category vector. yi is a binary index of the binary

category vector I with either a value of 0 of 1. Xi is the feature index of the feature vector X within the category i.

Xi is computed by inserting the input value I into the model θ . Often X is passed through a soft max activation to

normalize the value indices between X ∈ [0, 1]. Relating the error function to classification models in cryo-EM where

the image either contains a protein particle or not gives the simplified function:

H(p, q) = log(θ(X)) + log(1 − θi(X)) (15)

The loss is at a minimum when θ(X) is 1 when y is one and θ(X) is 0 when y is 0 as the reader may freely try

plugging it in the equation. For regression tasks the error function most commonly used is the squared error ||y−X||
and absolute error |y −X| where y,X ∈ Rd and value y, is the values the model is regressing towards and X = θ(I)

is the model applied on the input data I. The mean absolute error is used to measure the error between the feature

vector and the value it regresses to. These two examples illustrate how different error functions can be applied

to different problems. Utilizing binary cross-entropy as a regression function is usually undesirable as the values
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regressing may only have 0 or 1 index values. Typically a regression problem is within real domain y ∈ RD. Other

loss functions exist which can solve the same task. As an example, regression models can also use the quadratic error

as an error function. Researchers consider three factors to determine what error function is a good error function to

solve particular tasks. The first factor is if this particular error function can achieve the best performance of the model

for the metrics measured. A metric is a quantitative assessment for comparing the model’s performance with other

model configurations. Error functions for model optimization are usually bad metrics as their values are dependent

on the training configuration, while good metrics are independent of the training configuration. For example, the

binary cross entropies error depends on the number of image categories and samples. At the same time, the accuracy

of classification is independent of the number of categories and samples. The second factor is how many optimization

steps are required to maximize the model’s performance. The third, does the loss function cover the domain? In [108]

they found that hinge loss functions performed better in the classification regime concerning binary cross-entropy as

it increased the accuracy metric of classification and reduced the time to optimize the model. The general hinge error

function is:

l(y) = max(0, 1 − tθ)p, t = 0, 1, y = [0, 1] (16)

Where P is the power. The hinge error reduced the number of optimization steps to achieve the best performance

of the model. The best performance is when P = 2. They concluded that the achieved performance is due to two

significant factors 1) The time to optimize the model decreases due to the weights monotonically converging to the

value which achieves the best model performance. Monotonic convergence is not valid for binary cross-entropy. Those

weights asymptotically converge, which they conclude increases training time. 2) The gradients for grossly different

values between the predicted and actual values are small, stagnating the model parameter optimization or entirely

avoiding improving the model further. Thus grossly misclassified samples will continuously be misclassified, decreasing

the metric concerning accuracy. This issue with small gradients across training is denoted ’vanishing gradients’, which

will be mentioned throughout this thesis.

In regression, the mean square error or absolute error is often used. The main issue with mean square error is that

if many more significant data outliers are present, it can affect the model performance concerning the different metrics.

The often performance decrease is why the absolute error instead of a second or higher-order power coefficient is used

in regression tasks. It can be advantageous to use second or higher-order if the underlying data has no outliers. If

outliers are present, it has been shown to affect the performance of the model[109] severely. The Huber loss function

alleviates this issue by weighing the outlier value with an absolute error and the values close to 0 by the squared

error. It is problematic to make a proper boundary between the linear and square weighing of the loss, which is why

Huber loss is rarely used[110, 111]. In practice, the mean absolute error is often used for regression because it can be

hard to discern if the sample has many ”outliers” and, if it does, where the ”outlier” boundary is.

The derivative of a loss function is used for the gradient-based optimizer we briefly introduced conceptually in 3D

and 2D classification procedures in RELION-4.0.1 and CryoSPARC-2.0. The most simple gradient-based optimizer

is the steepest gradient descent. Given a model with error function L(I), we wish to update the model’s parameters

θ. This is done by taking the first-order Taylor expansion of the function.

θ(w − ∆w) = θ(w) −∇θ∆wT (17)

Where w is the trainable model of the model and ∆w is a vector of increments for each variable. Usually, the

increment step for each variable is expressed as a single scalar η .
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θt+1 = θt − η∇θ (18)

We define η as the learning rate and is a positive real value scalar that can be set to have the value of maximum

descent but typically is set by the user. t is the discrete optimization step. The properties of SGD are perfect for

deep learning as the minimum error of the error function is located at a minimum. At any minima ||∇θ|| = 0 making

the model unable to optimize further. From the equation it is clear if the euclidean norm of the gradient is ||∇θ|| = 0

then the parameters for all update steps are wt+1 = wt. However, when only some variables have a gradient of

zero with respect to the error function, it indicates saddle points in N-dimensional space, or if all variable gradients

are close to zero but the error is not at a local or global minimum then this problem is associated with vanishing

gradients which implies the model takes many more steps to converge to its optimal performance. Some methods

to avoid vanishing gradients have already been discussed, such as choosing a good error function or initializing the

parameters to some appropriate values. Current optimizers avoid issues concerning convergence at saddle points and

optimized convergence properties. Current optimizers contain two important components, the first component is

momentum adjustment, and the second component is learning rate adjustment. The momentum is the accumulation

of the gradient with the previous gradient steps weighted appropriately. The most simple accumulation of gradients

is through linear weighing.

∇θ′ = β∇θt + (1 − β)∇θt−1 (19)

where β is a scalar with [0, 1[ and θt−1 is the previously accumulated gradients . It was shown in [112] applying

momentum on some smooth convex functions results in fewer optimization steps to converge than SGD. The theoretical

background is out of the scope for this thesis. However, relating to the discussion of monotone increasing or decreasing

weights, in an equally spaced interval, it is easy to show if the direction and magnitude of the gradient are similar

the momentum expression simply reduces to ∇θ′ = ∇θt implying monotonic convergence of wt,1, wt,2 → w1, w2. This

implies that momentum only benefits from avoiding a single update step of-tracks the direction of convergence. It

is useful when the parameters do not monotonically approach the true values. It has been empirically evaluated in

Cryo-EM software settings that momentum improves the convergence and reduces the training time, implying a none

monotonic setting[31]. An illustrative example of how momentum can optimize the convergence is illustrated in figure

6.1.

From the momentum example, it is clear that the descent’s direction and magnitude are improved through

momentum. However, if the descent is steep is large, it hinders a monotonic convergence as the large gradient

update of the parameter will overshoot the minimum as illustrated in figure 6.1. Momentum has the additional

benefit of avoiding getting stuck in local minima and saddle points. Adjusting the learning rate is highly important

as a large learning rate will make the model unable to converge to a local minimum or take a long time. The

learning rate can be adapted by dividing the gradient by the weighted average magnitude of previous gradients to

slow this process down. Modern optimizers include adaptive learning rate and momentum. The modern first-order

optimizers are ADAGRAD,ADAM,ADAMAX[113, 114] and RMSPROP(unpublished algorithm). The most widely

used optimizer is the Adam optimizer due to it combines an adaptable learning rate and an adaptable momentum.

The ADAM optimizer is depicted in the equation.
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Figure 5: The descent to the minima where the performance of the model is optimized. The example of an ideal path
to the minima where both SGD and SGD with momentum will demonstrate monotonic convergens. However if the
initial value chosen is not optimal a asymptotic convergens is shown. By accumelating two gradients the momentum
optimized SGD converges towards the minima faster. However due to the magnitude of the gradient the next step
will likely overshoot the minima

23



θt+1 = θt − η
m̂t√
v̂t + ϵ

(20)

v̂t =
vt

1 − βt
2

, vt = β2vt−1 + (1 − β2)||∇θ||2 (21)

m̂t =
mt

1 − βt
1

,mt = β1mt−1 + (1 − β1)∇θ (22)

It has been shown to be highly beneficial to both include the momentum calculation and adaptive learning rate

when optimizing in deep learning [31]. In RELION-4.0, the momentum is calculated as usual, but the adaptable

learning rate is calculated by taking the gradients of two independent models computed from independent data sets

and compared by:

v̂t =
vt

1 − βt
2

, vt = β2vt−1 + (1 − β2)||∇h1θ1 −∇h2θ2||2 (23)

In addition a metric is added to explicitly regularise the weight parameters which are Fourier coefficient representing

a specific frequency ω . The metric calculates the 2 models and compares their similarity at that particular frequency

and weighs how much those coefficients shall be updated. The final model is as the Adam optimizer but with an

additional metric factor and different type of adaptable learning rate based on a metric and a regularize of adding

the previous iteration of model parameter weights (1 − FSC)θt . This kind of regulizor is called a model moving

average. The model moving average has shown in some fields of machine learning and deep learning to be beneficial

and increases the overall model performance.

θt+1 = θt − η(FSC
m̂t√
v̂t + ϵ

+ (1 − FSC)θt) (24)

As mentioned earlier, the theoretical assumptions do not guarantee a global minimum. To ensure that the

absolute minimum has been reached, one must rerun the program by initializing the parameters with different values

and optimizing many more times. The smallest error of all the model restarts implies that the absolute minimum

is found. First order optimization is the most common form of deep learning, even though second and higher order

optimization also exists. In second order optimization the newton methods is used

θn+1 = θn − η
∇θ
∇2θ

(25)

Where ∇2θ is the Hessian matrix, the computation of gradients to the second-order is highly computational demand-

ing. Various tractable methods are proposed to approximate the Hessian matrix by enforcing symmetry[115, 116].

Second-order optimization has been shown in classification-related problems to reduce the number of steps required

to train the model by 50 %. It can, therefore, be advantageous in future perspectives to optimize the training time.

However, there is no clear indication that the final performance improves.

Annealing is a standard method to improve the training. It modifies the learning rate η as a function of the

number of steps. The most common training schedules are linear, staircase, and exponential -decay[117]. It is found

by starting with a large learning rate and decreasing the learning rate over time. The overall performance is increased

for classification models when measuring the accuracy metric. The methods are displayed in figure 6.1. It shows

how the learning rate is modified over the training steps of the model. Staircase decay has been used in generative
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Figure 6: An overview of the training schedules. The parameter update step is the x-axis and the learning rate is the
y axis. The different training schedules are depicted.

adversarial models when the generator increases the resolution of the output image[118]. Exponential decay has

been used in a wide variety of deep learning models, which exponentially decays the learning rate. No studies have

thoroughly compared if one particular training schedule is superior to the other.

6.2 Parameter Initialization

6.3 Metrics

A metric evaluates the performance of a model. However, only a few metrics can also act as loss functions. The

reasons are; that the metric for best performance is not necessarily the smallest value, the metric is not differentiable,

the model performance decreases, or the training time is not reasonable. Many kinds of performance metrics can be

used. They all have the goal of informing the user of the performance of the model with respect to different metrics.

Metrics are designed to be interpretative for the reader and are independent of model configuration. The accuracy

metric is the most common metric in supervised classification piy
T
i /N · 100. In unsupervised clustering, when the

cluster labels are not identical to the original labels, the normalized mutual information score is extensively used for

benchmark comparisons of common data-sets[119]. The score measures the dependency between two variables. This

is the ideal metric for measuring clustering performance when the true amount of clusters and the corresponding
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binary classification labels are known:

I(X, Y ) =
∑
y∈Y

∑
x∈X

P (X, Y ) log
P (X, Y )

PX(X)PY (Y )
(26)

where P (X, Y ) is the joint probability. As this thesis also focuses on projection and density map generation, it is

essential to measure generated image and density map quality to evaluate the model performance. Many evaluation

metrics can be used to evaluate the quality of the model. A comprehensive review is given in [120]. Since this paper

focuses on reconstruction and clustering, the relevant metric used for reconstruction quality is the peak signal to noise

ratio PSNR.

PSNR = 20 log
max I

||I − I ′||
(27)

It is the ratio between the maximum value of the signal and the power of the noise that affects the quality of its

representation. From simulations, the PSNR can be determined when comparing the restored image S ′ without noise

corruption, and CTF applied to the reference input image S. In cryo-EM, the resolution is often used to measure the

quality of a density map objectively. The resolution is defined as the inverse of the frequency in Fourie space. The

Fourier shell correlation measures the resolution of a density map in cryo-EM. It is common to use the Fourier shell

correlation score, which takes two independent data sets and correlates the two currently estimated density models

in 3D Fourier space at each frequency shell. The resolution is then determined at the 0.14 or 0.44 cutoff value[121].

FSC(r) =

∑
ri∈r F1(r)F1(r)√∑

ri∈r |F1(ri)|2
∑

ri∈r |F2(ri)|2
(28)

Where ri is discrete sampling indices at radius r in polar coordinates. All though a high resolution does not necessarily

mean a good quality model. One other important factor is the Fourier completeness. The Fourier completeness is

how close the view distribution of the real data matches a uniform distribution. Rarely are any data sets Fourier

complete in Cryo-EM. The Fourier completeness is measured by a geometric factor[93] called the SQ factor which is

1 if the data is Fourier complete and 0 if their is only a single viewing angle.

6.4 Generative Adversarial Networks

Generative adversarial networks(GAN) is an architecture designed to generate data with a conditional distribution

p(I|Z) whose probability density is identical to q(I). Given a set of images I = I0, I1, ...IN where N is the total

number of images. If the images are put in a bag and blindly drawn, the chance of obtaining the image Ii is N−1.

This is consistent with a uniform distribution Ii ∼ U(0, N). We let z ∼ (N(0, 1)) and we map zi → I ′i, where Ii ∈ I.

Mapping a latent stochastic variable to a look-alike image is done by a generator G(zi) = I ′i. Evaluation if Ii is within

the set of images is done by a critic. A critic takes the image from either distribution and produces a log probability

distribution P (xi) = C(Xi). If Xi is within the uniform distribution, the probability is N−1; else, the probability is 0.

The idea is to improve the generator performance. It generates images with the same probability distribution as q(I)

by letting the critic evaluate if the image is within the set of real data points. In mathematical terms, we minimize

the Kullbach Liebler divergence (KL divergence):

KL(D(Xi), D(G(zi)) (29)
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The KL describes the similarity between both probability distributions and is one if it is perfectly correlated. If the

critic has optimal performance, it can train the generator to follow the image distribution. Unfortunately, the critic

is untrained, so it does not know the true underlying distribution. A training process was proposed in the original

GAN paper[122]. Returning to the binary cross-entropy error function, we restate the problem as a two-category

problem. We let the model which predicts the probability be D and the model which generates the image be G. The

category vector is [1, 0]. We let all images I lie within category one, and all images generated be in category 2. The

binary cross-entropy then obtains the form:

L = log(D(X)) + log(1 −D(G(z)) (30)

By applying an optimizer which minimizes the error function it corresponds minimizing D(G(z)) and maximizing

D(X).

min
G

max
D

[E log(D(X)) + E log(1 −D(G(z))] (31)

Using Binary cross-entropy as an error function for classification causes vanishing gradients for grossly misclassified

data. It is ineffective to optimize the model as the generated images tend to misclassify in initial training. To

mitigate, fast GAN proposed to use the hinge error of the power coefficient 2[123]. A theoretical analysis showed

the earth-mover distance as a practical error function for GANs. It mitigated the issue of vanishing gradients in all

studied architectures. [124]. The derived earth-mover distance has a much better performance on training GANs as

it mitigates the problem of vanishing gradients for the generator. The earth mover distance is the average likelihood

of the real image subtracted from the average likelihood of generated image.

L = min
G

max
D

[E(D(Xi)) − E(D(G(z)))] (32)

As the earth-mover error function only works theoretically on 1-Leipzig constrained models, the critic must undergo

regularization to avoid the gradient values being unbounded. Regularization is a method to modify the learning

process to improve the final model performance. Regularization in GANs is important in improving the overall image

generation quality and avoiding mode collapse. Mode collapse occurs when all the stochastic generated latent variables

only map to a single generated image(all generated images are identical). In the original GAN, gradient clipping was

used. Clipping clips the gradient if ∇Di > c,Di = c. If the gradient of a particular weight is larger than a predefined

constant c, it is set to the value c. The clipping of the value degrades the overall performance so a regularization

added to the loss was proposed in [125] which is ||1 − ∇D(αX + (1 − α)Xg, α ∼ U(0, 1), This regularizer enforces

the 1-Leipzig constraint while improving model performance. The performance of the GAN is usually measured by

how ”real” and diverse the images generated look. The most common evaluation criterion is the Fretched inception

distance score. A trained model from image classification is used. The synthetic and real images are passed through

the classification model, and feature vectors from the intermediate layers are extracted and compared by taking their

mean and variance and computing a distance metric as such:

||µr − µf ||
σ1 + σ2 − 2σ1σ2

(33)

where µ is the mean and σ is the standard deviation of each feature vector. This is a type of perceptual loss. If the

perceptual loss is zero, the synthetic image looks as real as the real image. A method to evaluate the GAN within
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Figure 7: An overview of Gan. The generator accepts an latent variable and produces a model which is projected
and a CTF function is applied. Noise is applied from the micrograph. The critic takes the real and generated data
and is trained with the earth mover distance .

Cryo-EM on real data can thus be by training a classification model on the same data set by assuming the 2D or

3D clusters are the ground truth labels for the input images. The risk as previously described, of under or over-

determining the number of clusters imposes label corruption and reduces the model performance. Other approaches

for enforcement of the 1-Leipzig constraint include spectral normalization of the model parameters[126]. Normalizing

the critic’s parameters before applying them to the input vector with Spectral normalization theoretically guarantees

that the gradients are bounded. Further improvements involve models mapping z → w and injecting the mapped

feature vectors into different intermediate layers of the model instead of the initial layer. Many other modifications,

including incorporating residual blocks and shift-in-variance ’, lead to GANs with images indistinguishable from

reality. The most prominent GANs over time is style GAN[127, 128, 129], Big GAN[130], FAST gan[123], DC

gan[131] and progressive growth GAN[118] measured on FID score. The pseudo training algorithm to optimize the

GAN is depicted in 6.4.

Algorithm 1 The GAN Model

Require: Ir = i0, i1, i2....iN ▷ The real data
while s < S do

Irb ∈ Ir ▷ Sample real data images
zf ∼ N (0, 1)
ϵ ∼ N (0, 1)
I ′f = G(zf ) ▷ Generate fake image
ff = D(Xf )
fr = D(Xr)
LD = E(fr) − E(ff ) ▷ earth mover distance
LG = −E(ff ) ▷ average log likelihood
∇LD → D ▷ Update critic with optimizer
∇LG → G ▷ Update generator with optimizer
s+ = 1

end while

Gans are notoriously hard to train. There are many common failures to uphold equilibrium in GANs, which

have fatal consequences. The types of failure are a critic-dominated failure, generator-dominated failure, and mode

collapse. Critic dominated failure happens when E(D(Xi)) > ED(G(Xi)) . This mode of failure results in stochasticly

mapping variables to random noise. Generator dominated failure happens E(D(Xi)) < ED(G(Xi)) . To avoid
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Figure 8: The Multi CryoGAN architecture. A latent variable z is sampled from an arbitary distribution and injected
into the generator to produce a model of 32 x 32 x 32 dimensions. The model is based on DC-GAN architecture
components. The crucial component is introducing the batch normalization in between the convolution and activation
function. The intermediate input and output layers are concatenated to each other.

generator-dominated failure, the critic can be updated more times than the generator. it can also be beneficial to

add a perceptual loss Lp = ||D(X)−D(G(z))|| as a penalty term to the generator update step. This will restrict the

generator’s image quality to how well the critic can discern between the real and fake image. To avoid critic-dominated

failure the number of parameters in the critic is reduced, Gaussian noise, weight drop out is added, or the number

of parameters in the generator is increased. The final type of failure is mode collapse involves where the generator

produces only a single image, that is z does not map to X. This happens as the generator finds an image that can

represent all the features the other images have. A method of avoiding mode collapse is GAN unrolling which involves

updating the parameters with an exponential moving average of previously computed parameters. Another method

is adding a penalty function which penalizes the loss function by increasing its value if the feature vectors extracted

from the critic are identical. The penalization is done by computing the gram matrix and minimizing the negative

sum of the gram matrix. The loss is minimal if the gram matrix is orthogonal (the feature vectors are most dissimilar).

Relating GAN unrolling to the metric gradient optimizer in RELION-4.0, it is clear that the optimizer includes a

moving average of weights. Therefore, it could be beneficial to use GAN unrolling for cry-EM-based problems to

reproduce this optimization scheme. For all the GAN training improvements, its recommended to read [132].

In perspective GANs have been chosen for different tasks in Cryo-EM which involve image restoration tasks[133,

80, 134] and reconstruction [90, 98]. As we focus on reconstruction and clustering, we will display the 3D density

map-generating GAN named: multi-CryoGAN in figure 8. The architecture components will be described in the

following sections.
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Inspiration from these architectural layers comes from a DC-GAN type architecture. The DC-GAN architecture

heightened performance is based on the batch normalization in the generator to improve image generation quality.

The predominant method of bounding the gradient is through the earth mover distance with gradient penalty. In the

original Cryo-GAN, it is assumed to be a homogeneous 3D model generated by a single value of z. In multi CryoGAN,

heterogeneity is introduced where z is sampled from a uniform distribution to show the movement of the density map

along a single direction. A 3D discrete Fourier transform is applied to the generated model, and a plane, centered

at origo, orthogonal to the randomly generated direction vector, is sliced out and extracted by bilinear interpolation.

A contrast transfer function is applied to take into account microscope defects. A 2D inverse Fourier transform is

performed, and noise is added to mask the model from noise artifacts. The process is briefly illustrated in figure 6.4 .

The noise used for real data is extracted from micrograph patches and applied to the projection, and for the simulated

case, Gaussian noise is applied to match the standard deviation of the simulated noise. The generated and real data

is then fed to the critic, and the generator and critic are jointly optimized. It is well known in Cryo-EM as the type of

noise but not the scale of the noise, more commonly referred to as the SNR. The wrong estimation of the noise scale

affects the final resolution. Cryo-GAN also mentioned that the final model resolution decreases due to the effects of

shifts from the center for the particle, a common issue due to the inability of particle pickers to pick well-centered

particles. The discriminator penalizes the generator such that a smear effect lowers the resolution. The sampling of

the projection direction follows a uniform sampling scheme, where the direction of projection can be described through

the three Euler angles θ, ψ, α ∼ U(−π, π) which can be visualized as a direction vector. However, the projections are

rarely uniform on real data samples. Thus, it was found in the article to decrease the final resolution by about 10-20

% if the true projection prior was not known. To sum up, Cryo-GAN has three particular flaws,1) it can not optimize

well with uncentered images, 2) the lag of proper automatic noise estimation, and finally, 3) the lag of an accurate

projection prior. In the following, a proposed solution for an accurate reconstruction is presented.

6.4.1 Convolution and Dense Functions

CryoGAN is a convolution neural network that includes batch normalization, dense functions, and activation functions.

These functions will briefly be described. A Dense function is of the form

−→y = A−→x +
−→
b (34)

Where A is a matrix A ∈ Rn×m and x is a vector x ∈ Rn×1 and b is a vector b ∈ Rn×1. We call it the kernel,

input, and bias, respectively. A standard matrix multiplication and vector addition produce y. The kernel and

bias have trainable parameters which can be trained through gradient-based methods. Convolution is the process

of cross-correlating a kernel or kernels across the image to produce a new image. This is completely analogous

to cross-correlating a function or templates on the micrograph and producing an output feature map. The kernel

is trainable, while the templates and functions are constant. Convolution can be done on any dimensional data

set. Discrete convolution can be written as dense matrix multiplication. Given an image I ∈ Rh×w×c where h,

w and c is the height, width and channels of the image and k is the kernel size, a kernel K ∈ Rk×k×c and a

bias b ∈ R⌋ The image indices are I = i000, i001...i00c...i0hc, iwhc ordered in row,column,channel fashion. The kernel

indices are K = k000, k001...k00c...k0kc, kkkc also ordered in a row,column,channel fashion. Then the output produced
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isO = o000, o001...o00c...oh−kw−kc, kh−kw−kc

oij =

β=i+k∑
β=i

α=i+k∑
α=i

γ=c∑
γ=0

I(β, α, γ)K(β − i, α− j, γ) + b = A−→x +
−→
b (35)

The output dimensions are smaller than the input due to the kernel indexing out of the image. This issue is resolved

through image padding. As a side note, convolution can be formulated as a matrix multiplication, making convolution

consistent with a set of functions satisfying the universal approximation theorem. If multiple kernels are present, the

output feature map will be layered in a channel-wise manner, where the number of channels is the number of kernels.

The convolution described is a standard 2D convolution used in most deep learning packages. The convolution has

different adjustable parameters. For example, the striding of the kernel can be adjusted such that only ois,js values

are computed, where s is a natural number for the stride. In depth-wise convolution, the kernels are only of two

dimensions K ∈ Rk×k and are only applied on a specific channel of an image. The difference between regular 2D

convolution and depth-wise is illustrated in figure 9.

Transposed convolutions are convolutions relating to transposing the weight matrix. The main advantage of

convolutions in deep learning is their ability to be equivariant to translation. If the image is shifted, the output

feature map O is also shifted by the same amount. Formally O(i + s, j + s) = f(x′), x′ = x(i + s, j + s) which

means the convolutional kernel does not have to learn every possible whole pixel shift of the image. Other types of

convolutions exist, like dilated convolutions where the kernels are dilated[105]. It is important to note other types of

convolution involving pooling. Average pooling is a type of depth-wise convolution where the kernel is of ones divided

by the kernel size. Max pooling is another type of pooling with a depthwise kernel, but instead, the kernel takes each

number in the feature map in its kernel window and returns the largest value. A short illustration of all convolution

methods is shown to make the user get a sense of convolutions in figure 10.

6.4.2 Batch normalization

Batch normalization is a method to decrease the training time of the neural network. As previously described,

weight initialization is carefully configured such that the output feature maps have a variance of 1 and a mean of

0 to optimize training. Deep learning models are multi-layer neural networks. The output feature vector from the

previous layer’s value distribution changes over time. Whitening all feature maps just as doing so in initialization

speeds up the training of the model[135]. In [136], it was proposed to normalize the feature map in each dimension to

satisfy whitening. The normalization is done by computing the mean and variance and applying them to all indices

of the layer input.

oijk = α
xijk − x

σ2(x)
+ β (36)

Where α and β scale the variance and shift the mean. The mean and variance are usually set to 0 and 1. Batch

normalization has been applied in all deep learning particle picking models mentioned in the introduction. It has

been shown to have significant benefits for training models within the cryo-EM domain. Batch normalization is also

present in DC-GAN.
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Figure 9: An overview of 2D convolution and depthwise convolution. The 2D convolution the filters are 3 dimensional
and each filter applied corresponds to each output channel. Depth wise convolution is the case where the kernels are
two dimensions and each kernel corresponds to each channel of the image.
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Figure 10: The types of convolution on a single channel image without padding. The types of convolution with 2
types of pooling layers are shown (max pooling and average pooling). These layers are the most common in deep
learning
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Figure 11: Examples of the most common activation functions. The value is on the x axis and the responds is on the
y axis.
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6.4.3 Activation Functions

Activation functions are all non-polynomial type functions placed after the dense or convolution -layers. It is a non-

linear function. There are many activation functions, but they generally either clip or smooth values none linearly.

The activation functions have three purposes. They improve the overall model performance, decrease training time

by avoiding the vanishing gradient issue, and modify the output feature vector. The ReLU activation function is

of the simplest activation function oijk = max(0, xijk) where o is a output value of the feature map and xijk

is the input of the feature map. Another common activation function is sigmoid oijk =
1

1 + exp(−xijk)
as we

introduced as a possible non polynomial candidates satisfying the universal approximation theorem. However, ReLU

and sigmoid have each their flaws. Sigmoid can cause the model performance to stagnate as the gradients vanish if the

input values are mapped to the sigmoid extremum values where the gradient is approximately zero. Other popular

activation functions like tanh, and softplus cause this problem. ReLU’s also have issues caused by the ”dying ReLU”

phenomenon, which is a condition caused when all the values propagated through the ReLU are negative, and thus

no gradients are computed[137]. ReLU alternatives were designed. Current modern ReLu type functions are leaky

RELU, concatenated ReLU or GeLU (gaussian linear unite) [138]. The functions avoid clipping the negative values

but smooth them out or scale them. ReLU functions’ advantage is that there are no small derivatives at the extremes,

altogether avoiding vanishing gradients. Vision models using ReLU type functions have consistently performed better

due to this fact. The common activation functions are depicted in figure 11. Some activation functions avoid vanishing

gradients and act as a self normalization of feature vectors like batch normalization. This type of activation function

is denoted ELU. There is also a subset of functions with parameters that can be optimized like PeLU, PReLu and

PSwish. As optimal cutoff and smoothing of different values are architecture and data-specific activation parameters

and can thus be optimized for that specific task[139].

6.4.4 Dropout and Gaussian noise addition

Models can be subject to overfitting. Overfitting is when the model has a high performance with respect to a selected

metric on training data but a low performance on validation data. Validation data is data that is not used for training.

Dropout is a method to remove the feature pixels by setting random values within the features to replace them oijk = 0.

This method closely follows the erasing augmentation method previously discussed. The idea is that a good model’s

performance shall not be dependent on certain pixel values but gather on many pixel values[140]. It is widely studied

that overfitted model classification decisions are based on peculiarities of the training data, which are not seen in the

validation data[141] . The dropout works by evaluating each output feature value oijk and, through a predetermined

probability, keep the feature map value or replace it with a 0. Usually, the dropout probability is between 0.1-0.35.

Gaussian noise is another method where noise is added following a Gaussian distribution n ∼ N (0, σ) where sigma

is a predetermine scale parameter. The output is generated by oijk = oijk + n. The larger the scale of the noise, the

larger the distortion from the original feature map value the less receptive the model is to base its determination on

singular pixel values [142].

6.4.5 Padding

Performing convolution with a kernel of size larger than oneK × K × C will result in the image dimensions being

reduced by that kernel size minus one (b−(k−1), h−(k−1), c). A method to avoid this problem by applying padding
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Figure 12: The padding schemes when the padding is 2 on each side of the image. The gray dots represent zeros.
The colors represent different values.

on the feature vectors at each dimension. It pads the images with values to increase the size of the feature vector in

the vertical and horizontal dimensions. The type of padding used is symmetric, reflective, constant and cyclic padding

[143, 144]. The superiority of zero-padding was briefly mentioned with respect to reflective and symmetric padding

when performing classification according to the accuracy metric. In this work, we will perform cyclic padding because

this method will make the neural network shift-invariant when convolution is performed. This type of convolution

with cyclic padding is denoted cyclic convolution. No matter how much the image is shifted, the sum of the feature

map values after convolution is the same. This phenomenon will not occur for any other type of padding. The

paddings are visualized in figure 12.

6.4.6 Noise Robust GANs

Noise Robust GANs[145] is a framework of GANs which can separate the signal and noise into two components.

The primary issue of generating cryo-EM micrograph projections purely from a generator without any additional

modification is that it would faithfully reproduce the image with the noise present. There are two options to remove

the noise, either the images undergo restoration through the means introduced before reconstruction, or they are

denoised while training. In CryoGAN, the noise removal from the model was done by experimentally estimating the

noise distribution by extracting micrographs and applying a trainable scalar to scale the noise variance and add to

the image. This method solves the issue when the noise distribution is known, but the noise scale is unknown. Noise

Robust GANs offer different solutions to the problem. It considers different configurations, which are 1) if the noise

distribution is known, 2) when it is not known and 3) if the noise scale is known or not known, and 4) if the noise

related to the signal is either known or not known. They propose three models. The noise type is of an additive

Poisson noise distribution with an unknown noise scale. Usually, the modeling of noise relationship in cryo-EM is

based on an additive noise model with the PSF convolution involved, which is the inverse Fourier transform of the

CTF. By knowing these facts, the authors propose:

I = PSF ∗G(zs) +
√

|G(zs)|ϵG(zn), ϵ, zn, zs ∼ N (0, 1), ϵ, zn, zs ∈ Rd (37)

Usually, the noise is also modeled as an additive Gaussian, especially in simulated experiments.

I = PSF ∗G(zs) + ϵG(zn), ϵ, zn, zs ∼ N (0, 1), ϵ, zn, zs ∈ Rd (38)
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The authors found it beneficial to add a diversity loss due to the fact of mode collapse where only a single noise

representation is outputted for z ∼ N (0, 1).

ld =
||G(z1) −G(z2)

||z1 − z2||
(39)

The paper did not deal with the theoretical guarantee of recovering the signal S = G(zs) when a contrast transfer

function is applied. However it was shown in ambiant GAN that this is possible to recover convoluted signals if the

convolution kernel (the PSF) is known [146].

6.4.7 Camera Aware GANs

It is the assumption in CryoGAN that the camera view sampling function is uniform α, β, ψ ∈ U(−π, π), however

on real data obtained from the imaging process, the view distribution of the molecule is often skewed. Therefor it

can be favourable to optimize the view sampling density function while the density map is generated. In [147] they

showed the lag of a proper projection prior causes performance degradation and propose a method of mapping a

latent variable z ∼ N (0, 1) to a 6D vector by applying dense functions. The vector is split to two 3D vectors and

gram Smith orthogonalization is performed. The cross product of the two vectors gives the rotation matrix R

v1 ∈ R3, v2 ∈ R3, u1 =
v1

||v1||
, u2 =

v2
||v2||

− u1u
T
2

||u2||
, u3 = u1 × u2, R = [u1, u2, u3] (40)

Camera pose estimation can also be done through quaternions or raw Euler angles to create the rotation matrix R,

but due to the fact the function output space is not continuous, the performance is worse [148]. As also stated, the

universal approximation theorem only applies for approximating continuous functions; thus, in principle, the behavior

is undefined. A study in cryo-EM also showed the superior performance of the construction of a rotation matrix based

on a 6D rotation vector instead of Euler angles or quarternions[149]. The camera is trained with the generator. The

camera architecture is based on a residual design to per-tube the original distribution it is drawn from. The design

will be illustrated in the methods section.

6.4.8 Invariance

In CryoGAN, it was briefly mentioned that shift invariance is believed to improve the overall performance of the

model. invariance to a particular operation, like scaling, rotation, shifting means the feature vector is unchanged

with respect to passing an input I and a augmented input Ĩ such that L = ||X − X̃|| = 0. These types of operation

invariant methods have been used to improve object classification tasks but have not been well studied in generative

adversarial models.

It is possible to make an architecture that, without learning, is invariant to a certain group of operations by its

very nature. For example, convolutions layers with strides of one with cyclic padding are invariant to shifts without

training as long as global average pooling is applied after the final layer. For strides larger than one, the application

of anti-aliasing by applying a Gaussian blur kernel before down-sampling by any pooling operation over the image

improves the accuracy of classification models[150]. Another method is called poly-phase sub-sampling. The method

groups all pixels together with indices p2i,2j, p2i+1,2j, p2i,2j+1, p2i+1,2j+1 for all image /feature channels, where i, j is

a mesh grid of integer values [0, N ] × [0, N ]. The pixel group with largest l2 norm is selected and will effectively
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Figure 13: Three ways of inducing invariance. Performing image warping (through polar transformation) introduces
rotational invariance. Applying absolute shift invariance(ABS) introduces shift invariance into the model by polyphase
sampling. The model can also include a regulizor which trains the model to be invariant to a certain group of
transofrmations it invariant to a particular transformation. As ABS is used in the methods section it will shortly be
described. The experiment shows that the dots are sampled and grouped the same way no matter if the image is
shift by 1 dot in each direction. The color representing different values. The dots represent the unshifted image and
shifted image by 1 px in each direction. The L2 is the L2 norm of the pixels. The Largets L2 norm of group of pixels
is selected.

downsample the image from I ∈ RH×W×C → RH/2×W/2×C . The method fails if the l2 is indistinguishable between

the indices groupings[151]. Combining anti-aliasing with ASP convolution improves the accuracy metrics in image

classification slightly. The incorporation of rotation invariant filters has also been a long-standing process. The most

common approach is the incorporation of Gabor filters [152], which are trainable convolutions kernels, transforming

the image input into Gabor channels. As a Gabor kernel only is of two dimensions, we will use depthwise convolution

to apply the Gabor filters to the channels. Gabor filters capture features of a certain frequency ω , feature width σ,

and direction (r, θ); they have been widely used in texture pattern analysis as they capture repetitive patterns in a

particular direction. A Gabor filter has the form

G(x, y, ω, θ, ψ, σ) = cos(ω(x cos θ + y sin θ) + ψ) exp−(x cos θ + y sin θ)2 + (−x cos θ + y sin θ)2

2σ2
(41)

Where x and y is a mesh-grid of integers [0, N ] × [0, N ] for N is the kernel size which is usually much bigger than

normal convolution filters. Another method to both take into account all types of transformations is by applying

regularization methods to the weights by imposing similar output features with respect to the features produced by

a image augmentation and then applying the mean square error[153]. Warping applied on the image or intermediate

features from the neural network has been proposed for rotation in variance. Through warping the image to a polar

space, the rotations of an image correspond to translations making the model invariant to rotations. Two types of the

proposed method for image warping involve warping the intermediate feature maps [154] or applying image warping

of the image before a forward pass in the neural network[155]. The transformation examples of a molecule shifted,

rotated, or scaled are illustrated in figure 13. Optimizing the model performance in the classical cryo-EM regime is

done by sampling all possible shifts and Euler angles and estimating the most likely shift and rotation parameters
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with respect to the underlying model. The best estimate given is then used to improve the underlying model such

that the error function is minimized. In deep learning and classical methods, alignment has been the dominating

paradigm as it shows Superior results with respect to other methods which do not require alignment [149, 156] .

However, it can be advantageous to explore invariance as a possible solution to avoid a costly alignment procedure.

6.4.9 Maximizing the log likelihood can be formulated as min-max game

We will show how the maximization of the log-likelihood introduced in the introduction can be formulated as a min-

max game objective for our GAN. The maximization of the log-likelihood based on the models Vj can be formulated

as a continuum Vz = G(z) Vz , z ∼ N (0, 1) . By doing so, we get:

arg max
θ

p(Vz|
−→
X ) =

N∑
i=1

log

∫
z

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

∫ 2π

0

∫ 2π

0

P (Xi|H(Vz, (tx, ty, R)ϕ, ψ)p(tx)p(ty)p(R)dtxdtydRdϕdψ+

∫
z

logP (Vz)

(42)

We invert the sign of the regularization part and re formulate it as a min-max objective.

min max p(Vz|
−→
X ) =

N∑
i=1

log

∫
z

∫ tx1

tx0

∫ ty1

ty0

∫ 2π

0

∫ 2π

0

∫ 2π

0

P (Xi|H(Vz, (tx, ty, R)ϕ, ψ)p(tx)p(ty)p(R)dtxdtydRdϕdψ−
∫
z

logP (Vz)

(43)

We first assume the critic which computes the probability is dependent on the raw data and not dependent on any

other parameter Dθ(X) = P (Xi|H(Vz, (tx, ty, R)). This integrates the nuisance variables out. As D is not dependent

of z either the integral is just simply a constant.

min max p(Vz|
−→
X ) =

N∑
i=1

logDθ(Xi) −
∫
z

logD(G(z)) (44)

An important note the model Vz is dependent on the in plane rotations and shifts if invariance is not included. As

we represented absolute shift invariant layers and gabor filters or polar transforms will eliminate this issue. We now

approximate the integrals by only sampling a subset of z

min max p(Vz|
−→
X ) =

N∑
i=1

logDθ(Xi) −
N∑
i=1

logD(G(zi)) (45)

Through this manner, we arrive to the earth-mover distance.

6.5 Coordinate Based Deep Neural Networks

A coordinate-based generator network uses a low-dimensional feature vector to generate a single pixel value. Compared

to convolution-based neural networks, the feature vector corresponds to single image output. If one should choose to

construct a 3D density map through a convolution-based generator, it is, in principle, not an issue as demonstrated

in [157]. However, it is impossible to generate partial volumes with a convolution neural network due to spatial

dependence between the intermediate feature map values. It can be advantageous to construct a generator that

generates partial Fourier volumes because the Fourier slice theorem states the volume projections are central slices
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Figure 14: The figures illustrates the concept of grid points being independent of each other, as only parts of the grid
have to be forward passed. The grid slice in accordance to the Fourier slice theorem is forward passed through the
generator to build the corresponding real and imaginary Fourier Components and a projection is produced by the 2D
inverse Fourier transform. The entire 3D grid can also be forward passed and a volume is produced by the inverse
3D Fourier transform.
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of the volume[157]. Training the generator is done through projections, as the loss function requires an image

input and output pair. It is computationally efficient only to forward pass the projections in training and inference

forward pass the entire Fourier volume(figure 14). The generator in Multi-Cryogan generates entire volumes for

single feature vectors. Due to memory limitations and computational requirements on desktop graphics cards, the

training is inefficient. Instead, if each feature vector represents a Fourier component, the neural network can select

Fourier components for the projection and volume reconstruction. Coordinate-based deep neural networks introduce

alternatives to image reconstruction through the concept of Fourier feature neural networks[158]. If one encodes

a pixel or voxel-based on forward passing a coordinate vector through dense layers of arbitrary depth with ReLU

activation functions (x, y, z) ∈ [0, 1] × [0, 1] × [0, 1] →θ σ it was found the reproduced quality of the image was very

bad. Construction of a Fourier feature series with series size L (usually set to 10) overcomes the problem of low-quality

image generation :

γ(p) = (sin(20πp), cos(20πp), sin(21πp), cos(21πp)... sin(2Lπp), cos(2Lπp)) (46)

Where p is an arbitrarily encoded value[158]. The encoding will reproduce the image to a high PSNR, almost visually

identical to the original image. This indicated that it is not the model performance issue but an optimization issue. In

CryoDragon[96] it was proposed through the concept of the Fourier slice theorem only to forward pass grid slices of the

3D grids [0, N ]× [0, N ]× [0, N ] → [0, N ]× [0, N ] and outputs two values for each coordinate (the real and imaginary

Fourier coefficient), a CTF is applied and then taking the inverse 2D Fourier transform will produce a projection of the

3D model(figure 14). If every projection was consistent with the data, passing the entire grid through the model and

taking the inverse 3D Fourier transform will give the true underlying 3D density map. Other types of deep coordinate

networks involve SIRENS, a set of dense layers with sine functions as activation functions. This neural network does

not require a Fourier feature encoding and instead utilizes the raw grid (x,y,z) as input. Coordinate-based generative

adversarial approaches use these architectures with small modifications. Pi-GAN [159], and GRAF [160]. In pi-GAN

they use the same idea as style GAN to first map the latent vector z → w and let w regularize each layer of the Siren.

In GRAF, the coordinates are concatenated with the feature vector and encoded with the Fourier series encoding. The

architectures are viewed in figure 15. It is noteworthy that the outputs of the coordinate networks are not necessarily

a single scalar value for Nerf and Siren. The architectures are used in different contexts, including but not limited

to neural radiance fields. In this context, the generator’s task was to generate occupancy values for each grid point.

In concluding remarks the neural radiance fields offer the opportunity to apply metric gradient descent optimizes

because the gradient contribution to the model’s parameters can be weighed explicitly by the FSC by selecting the

scalar Fourier component and weighing it with the correlation value. This explicit control can be necessary as the

error function for GANs is just a ’realness score’ but as the predominant factor is noise present in the high-frequency

components. It can affect the outcome by weighing the importance of updating the low-frequency components that

represent the signal.

6.6 Variational Auto Encoders

An autoencoder is a method of compressing an image through an encoder to a feature vector z ∈ Rd . The feature

vector is passed through a generator to reconstruct the original image I ′. If we instead sampled z ∼ Rd through

some stochastic process and performed a reconstruction, what would happen? The answer is that if the sampling of
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Figure 15: The coordinate network architectures.The components are dense functions with either sine or relu activation
functions. In NERF the random feature vector is encoded with the coordinates to vary the image produced by the
neural network. In Sirens the noise is injected into the intermediate layers as inspired by style GAN, through mapping
the latent coordinate and splitting the mapped output to add and multiply the intermediate feature maps produced
by the sine functions. CryoDragon is similar to NERF but residual connections have been added.
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Figure 16: The VAE Model encodes a image into a latent space following a specific probability density distribution
which is usually gaussian. A latent vector reproduced by the reparametization trick is used. The vector is feed
through the generator. The generator produces a slightly different image. The KL diver-gens and euclidean loss is
computed.

z through the stochastic process leads to the exact feature vector encoded, it will reconstruct the image faithfully. If

not, it is undefined, but in experience, it is a random image of noise. A variational autoencoder was proposed in [161]

to elevate the undefined behavior. It is a probabilistic model that satisfies the reconstruction and sampling criterion.

In this case, the encoder encodes a feature vector z, which follows the conditional probability. q(z|X). The decoder

then samples from q(z). All feature vectors sampled from z are well behaved if the two probability distributions are

equal. To ensure the two distributions are identical, we minimize the kullbach Liebler divergence:

L = KL(q(z), p(z|x)) = log p(x|z) −KL(q(z), p) (47)

Where p(z) is a prior distribution often selected to be of a uniform or gaussian prior p(z) ∼ N (0, 1) or p(z) ∼ U(0, 1)

and q(z) = θ(I)µ +θ(I)σϵ, ϵ ∼ N(0, 1) is a neural network which maps the input to a z value. The KL divergence thus

ensures that a perfect mapping is when the distributions are identical. The second term log p(I ′|z) is the conditional

probability , which must be maximized as only a single z shall map to I . The probability is usually calculated by an

exponential factor log exp(||I −G(I ′)||/2σ) = ||I −G(I ′)||2σ where σ is the temperature factor which is usually just

set to 0.5. The images produced by VAEs are usually blurry and have a lower FID score than GANS. This is due

to constraining the latent subspace to a particular distribution. Creating a complex sampling prior with Gaussian

mixture models rectifies the prior shape issue [162]. In VQ-VAE they introduced discretized latent space [163] which

led to high-quality image generation. Another factor that we will discuss in the hybrid VAE-GAN model is pixel wise

encoding. The images generated should not match the input image, so the pixel-wise error will never fully converge

to zero. The algorithm for training the VAE model is depicted in 2 with architecture in figure 16. Examples of VAE

models in cryo-EM are related to MD simulations using atom coordinates from a PDB file to fit within the cryo-EM

data [164] . A method of improving 2D classification by using the VAE as a denoising type model was proposed in [165].

Finally, a method to decouple the structural information of 2D projections with rotation and translation is proposed

in [166] by three different KL divergent functions of three separate latent variables, the translations, rotations, and

content. However, decoupling the structure with the different particle movements and conformations has not been

attempted on actual microscope data when performing 3D reconstruction. As commented by the authors, it is due to

decoupling is much more complex. For example, if we represent the density map generation with the latent feature

vector zm and the translation with zt it is an equally plausible solution to generate a model for each translation instead
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of keeping the model constant and using zt as the transnational parameter. Both solutions give an equal loss function

value, thus not incentivizing it to learn to decouple. A method to ensure decoupling is through explicit regulation,

where a specific operation on the image is known(fx a translation), and then you minimize −||zt|| in the loss function.

However, it is unknown in the Cryo-EM setting which image operations are used, which is why these methods are

unavailable. Currently CryoDragon is based on a deep coordinate VAE which performs heterogeneous reconstruction

with known rotation and translation parameters. By this way the decoupling issue is avoided. It forwards projections

slice of the model and compares it to the reference model, with a known projection orientation. As heterogeneity is

present, it is ideal to use VAE to model the differences between the reference structure and the heterogeneous sample.

The projection,in-plane rotation, and translation parameters are known, and as mentioned, the generator is based

on a deep coordinate neural network, NERF. The cryoDragon architecture is depicted in figure 15. Nerf is used to

forward pass the projection, and bilinear interpolation is used to perform the shifts and in-plane rotations to avoid

expensive computational operations.

Algorithm 2 The VAE model training process.

Require: Xr = x0, x1, x2....xN ▷ The real data
while s < S do

Xrb ∈ Xr ▷ Sample real data images
zf ∼ N (0, 1)
ϵ ∼ N (0, 1)
zrec = E(Xr), zrec = µ+ ϵσ
Xrec = G(zrec) ▷ Generate the reconstructed image
LE = KL(zrec,N (0, 1)) + ||Xr −Xrec||▷ The ELBO which is the kullbach liebler divergence plus perceptual loss
∇LE → G,E ▷ Update generator and encoder with optimizer
s+ = 1

end while

In perspective image generation and density model generation has a higher quality when generated from GANs,

however it is impossible to conclude which images I are represented by which latent variable, making it only possible

to infer what the data contains but not what data z represents which model, making it impossible to group what

images represent the generated model. However this ability is retained by VAE as clustering of the subspace z is

possible. Methods to have an optimal subspace for clustering has been described in [167] , however from the analysis

and review performed with CryoDragon it is more than sufficient to use a simple VAE architecture. In addition many

models within VAE clustering requires the number of clusters to be determined which can impair the performance

if the number of clusters is less than the actual amount. This defeats the whole purpose of determining without

preconceived bias what the data contains. In addition for 3D reconstruction requires exact projection angles for the

usage of VAE to compare it with the input image, however in the GAN architecture it is only required to have a

reasonable projection prior which is sufficiently expressed as a uniform projection prior as described in Cryo-GAN.

7 Perceptual Models

Perceptual loss, as introduced, is a loss based on what something is ’perceiving’. In contrast, a VAE or AE is based

on absolute pixel-wise errors such that each pixel is as it is without mistakenly being perceived as something else.

The perception depends on the perceiver’s limitations and the things it has perceived. For example, if the perceive
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can only see things or has only seen things at a grayscale, it can only recreate grayscale features. Modification and

style transfer are done through perceptual means. As described in [168] a method of image generation is to use a

critic trained through a GAN procedure on the style domain. E.g. it is trained to make fake Picasso images. The

next step, as described in the review [169] is to use a generator from scratch where only a single latent variable is

sampled. We minimize the perceptual loss between the source and target domain by injecting the sample into the

critic with a target domain image. It is usually a selected style image (a Picasso painting), and the following error

function is minimized:

L = αLcontent(Xr, G(z1)) + βLstyle(Xs, G(z1)) =
1

2

N∑
i

||
−→
Fr,i −

−→
Fg,i|| +

N∑
i

||
−−→
Gs,i −

−−→
Gg,i|| (48)

Let the content error function weight retain the original images structural characteristic weighted by the hyper-

parameter α and let the style function weight how much of the image style is transferred β. The Features Fr is

the original image and Fg is the generated image and Gs and Gg is the gram matrix for each selected intermediate

output layer of the critic. Using this style transfer procedure, medical scientists propose improving the PSNR of

PET-SCAN brain images. The procedure is twofold. They utilize a GAN to train on high dosage images with a high

SNR. The low dose image is style transferred from a source domain containing a low dose image to a style domain

of high dose image while retaining the structural characteristics by the content loss function[170]. The advantage of

retaining structural characteristics of the image is of most importance due to the inability of the scalar loss in GANs

to guarantee this. Features are extracted from intermediate convolutions layers due to the final layers only having the

ability to retain high-level features while the initial layers retain the low-level features. The front page of this thesis

illustrates the power of a style transfer where the structural information is retained while a Picasso style transfer is

performed. As previously described, incorporating perceptual loss in GANs is common to stabilize the GAN training.

However, as demonstrated, if the style domain and original data-set domain are identical, the loss function reduces

to the perceptual loss. The perceptual loss thus has another role in regularizing the image’s structural similarity,

guaranteeing the characteristics of the real image are present in the generated image.

7.1 Variational Auto Encoders Generative Adversarial Network Models

A solution to produce high-quality models without knowledge of the underlying data and 3D density models was

proposed with a GAN, including the noise-robust generator, the trainable distribution prior, and Fourie slicing for

optimized performance. However, it is not possible through the means of GAN to cluster the data as there is no way

to relate the real images to the feature vectors z. In VAE the embedding of z is clusterable and can be related to a

generated model. Due to the inherent problem with VAE generating blurry images due to the pixel-wise loss, it was

proposed in [171] to construct a hybrid type model called a VAE-GAN. The purpose of the VAE-GAN is to train the

image sampling distribution to be identical to the real image distribution just like GAN but with the condition that I

maps to z where z ∼ N (0, 1). This technique enables us to relate the image to a feature vector in the embedded space.

Instead of using a pixel-wise loss, the authors propose a perceptual loss to train the encoder and generator with the

earth mover distance. It works in the following way. The encoder encodes an image and embeds E(I) = zr. Where zr

is produced by zr = µ+σϵ, where ϵ ∼ N (0, 1). A well trained encoder outputs a feature vector following z ∼ N (0, 1).

This is done by minimizing the KL divergence between the encoder output and Gaussian distribution. The generator

samples from zr generated from the encoder and zf = N (0, 1). The reconstructed image, fake and real -images,
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Figure 17: The VAE-GAN Model. The encoder encodes a image into a latent space following a specific probability
density distribution. A latent vector produced by the reparamitization trick is used or a latent vector sampled from a
stochastic model is passed through the generator. The generator produces a slightly different images and the images
are modified with a CTF function, and noise and thereafter passed through the critic with the real image to evaluate
the realness of the image.

are forwarded to the critic, and the perceptual loss between the real and reconstructed image is calculated with the

earth mover distance. The loss for the encoder is the same as the loss of the Variational autoencoder. However,

instead of using the pixel-wise loss to minimize the conditional probability distribution, we use the perceptual loss.

The generator error function is the perceptual loss with the max log-likelihood of the reconstructed and fake image,

which is minimized. The discriminator is updated with the earth mover distance. The overall algorithm is given in

algorithm 3 for clarity, and a figure to display the overall architecture is given in figure 17.

7.2 Density based clustering and embedding

After training a VAE-GAN it is possible to embed the feature vectors generated by the encoder and generate a density

map or model from each embedding vector. However, to objectively determine the number of appropriate models to

generate to represent the data, the clustering must be applied post humorously to the embedding feature vectors.

The user can visualize the feature vector distribution by additional dimensionality reduction of the 8D vector to

an embedding in 2D. From the visualization, the user can freely choose the clustering method. Embedding to two

dimensions can be done through different strategies. In CryoDragon, a methodology to view the sample heterogene-

ity involves a strategy of linear embedding with Principle component analysis(PCA). PCA is an orthogonal linear

transformation of the data to a coordinate system with the most significant variance on the 1 principle component

axis. The second largest on the second principal component axis, and so on. The data variation is viewed across

each principle component by first producing feature vectors from selected data points along the principal axes. The

constructed feature vectors are inserted into the generator to generate a density map for visualization. The selection

of feature vectors is made by linear interpolating between the 5 % and 95 % percentile of the data points along with
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Figure 18: A ) UMAP pulls more similar data closer while less similar data further away, in subspace. B) Density
based methods where the radius r is preset to a global parameter. If r is a global parameter two clusters connect
together due to a too large radius. In this example p1 and p2 are mutually connected. For a variable radius kernel,
the clusters are not mutually connected and two clusters are formed. In Cryo-EM due to the variation of data density
with respect to different complexes it is natural the embedding density is none uniform and thus a variable radius
kernel is used.
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Algorithm 3 The VAE-GAN model.

Require: Xr = x0, x1, x2....xN ▷ The real data
while s < S do

Xrb ∈ Xr ▷ Sample real data images
zf ∼ N (0, 1)
ϵ ∼ N (0, 1)
zrec = E(Xr), zrec = µ+ ϵσ
Xf = G(zf ) ▷ Generate fake image
Xrec = G(zrec) ▷ Generate the reconstructed image
ff = D(Xf )
fr, frp = D(Xr)
frec, frecp = D(Xrec)
LE = KL(zrec,N (0, 1)) + ||frp − frecp|| ▷ The ELBO which is the KL divergence plus perceptual loss
LD = E(fr) − E(ff ) − E(frec) ▷ earth mover distance
LG = −E(frec) − E(ff ) ▷ average log likelihood
∇LD → D ▷ Update critic optimizer
∇LG → G ▷ Update generator with optimizer
∇LE → E ▷ Update encoder with optimizer optimizer
s+ = 1

end while

each principal component and back-projected to z space by the inverse PCA matrix. However, intermediate models

risk having no basis on any embedded data. Some of the models generated are possible sampled from locations far

from any data points or based on sparse data points. CryoDragon training parameters were obtained from the train-

ing of the model on the EMPIAR-10076 dataset [107]. The data set contains different complexes of the Ribosome.

We visualize in figure 19 how far away the interpolated feature vectors are from actual data points through a none

linear dimensionality reduction technique. Examples of none linear dimensional techniques are deep learning models

t-distributed stochastic neighbor embedding (t-SNE)[172], and Uniform Manifold Approximation and Projection for

Dimension Reduction (UMAP)[173]. In CryoDragon, the embedded feature vectors z are embedded further for visu-

alization with UMAP. Projecting the interpolated feature vectors with the data feature vectors and visualizing the

embedding show that 2 of 10 generated density maps are far from any actual data points(figure 19). It is undesirable

to generate density maps with no evidentiary basis. A way to mitigate this issue is to perform clustering and sample

the in-cluster variance with PCA. Here we propose a density-based clustering. Each cluster is extracted and further

linearly embedded with PCA. Density-based clustering guarantees the interpolated feature vectors obtained from the

inverse PCA matrix are similar to many data points within the cluster. Thus the interpolation between the initial and

final data point is guaranteed to be sufficiently covered by data. It is beneficial to combine density-based clustering

with variable distance kernel with UMAP. The reason lies within the UMAP embedding algorithm that pulls similar

objects closer and dissimilar objects farther away in the embedded space leaving voids of space with no data improving

the density-based clustering algorithm. The concept of UMAP is depicted in figure 18. It is also hypothesized that

density-based clustering can automatically group the individual complexes into individual clusters. The inter-cluster

variability then only represents the heterogeneity. Density-based clustering is a set of methods based on the idea

that high-density regions of feature vectors are separated by low-density areas of feature vectors[174]. The clustering

process does not require explicitly defining how many clusters exist. Density-based parameters determine the number

of clusters implicitly clustering. The first known clustering method based on density was proposed by [175]. Simply a
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Figure 19: A ) A 2D UMAP embedding with the embedded interpolated feature vectors from the PCA analysis with
10 point interpolation. It is clear from interpolated feature vector 2,4 and 6 that the feature vector is not based on
any embedded feature vectors. Thus the density models are in principle fictitious.
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distance measurement is selected, often the euclidean or Manhattan distance. A distance cut of threshold is set ( rmax

), and within this threshold, it counts all feature vectors. The number of feature vectors counted is the frequency k.

Each feature vector having a larger frequency than kmin is defined as a none-noise data point. In Graph theory, each

none noise data point pair pi, pk is connected by an edge, which is usually illustrated by a line. From the graph, the

points can be assigned to the same cluster if there exists a transversal across edges from pi to pk and from pi to pk

. This determination is called connected components determination [176]. A density-based approach DBSCAN[177]

proposes grouping the data into core, noise, and edge points. If k is less than kmin, but the data point is connected

by an edge to a point pi satisfying the minimum frequency, it is considered an edge point connected to a core point.

The edge- and core points are connected by edges, and connected component analysis determines the number of

clusters. The main issue in both cases is the concept of a constant frequency kmin within the radius rmax. Some

clusters contain many data points, giving a dense feature space, and some include sparse data. The data density

difference requires rmax to be adjusted such that the lowest denominator is clustered. Unfortunately, a large rmax

can cause classes to merge. In OPTICS and HDB-SCAN [178, 179] the rmax is not a global parameter but is set

based on each cluster local density. The idea of varying the maximum radius as opposed to keeping it constant is

shown in figure 18. HDB-SCAN works by constructing a k-nearest neighbor graph and determining the radius for

each point r required to connect it to the k nearest neighbors. HDBSCAN is described shortly. The distance measure

is the mutual reachability distance. Mutual reachability is the distance between two feature vectors if the distance

is larger than r or the distance is r if less than then r . A matrix of all mutual reachability distances between the

points is constructed and used to construct the minimum spanning tree. The minimum spanning tree is the minimum

required the number of edges to connect all points, and the sum of all edge values (the mutual distance) is at a

minimum [180]. The edges are cut at particular locations disconnecting the graph and creating subgraphs clustered

by the connected components algorithm. Two factors determine the splitting. The 1-factor tests if the split causes

the graph to be smaller than the minimum frequency. In the context of Cryo-EM the minimum amount of data points

in a cluster can be determined by a minimum resolution rationale. Assume Fourier completeness, and the cluster

represents a homogeneous model; how much data does it at least require to get to a particular resolution? We only

wish to generate ab initio models. Ab initio models usually do not exceed a resolution of more than 8.0 Å. From the

log-res plot, it is determined to require approximately 900 single-particle images to reach 8.0 Å resolution. If the split

causes the number of data points within the subgraph to be less than 900 points, it is considered noise data points.

The algorithm transverses up the tree, cuts the edge, and checks if it satisfies the minimum requirement. The fewer

transversal required up the tree, the more likely it considers the points down the hierarchy not to be noise. This way,

cut locations are determined, and N sub-graphs are formed and labeled with connected components. Noise graphs

have less than 900 data points.

7.3 The overall pipeline and data used

The purpose is to build a model which generates all possible density maps or projections without the user pre-filtering

the data. The pipeline must automatically group the data by protein complex and explain the in-cluster variance

by PCA analysis. We theorize that the projections of that particular complex represent dense data regions in the

embedded space separated by low-density areas to enable clustering by HDBSCAN. A perfect model for generating

viewable models without known projection and projections while performing embedding suitable for density-based

clustering is a VAE-GAN. However, current research has not stipulated the shift and rotational alignment issues. Here
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we consider using invariance, which includes shift-invariance and in-plane rotation invariance. Gabor filters are applied

to the critic for rotation invariance in the 3D density map generation and clustering experiment. Polar transformations

for projection generation are introduced for rotation invariance for 2D projection clustering. We use an adaptable

noise generator with a known noise output to accommodate an unknown noise scale. We set a Poisson distribution for

real data and Gaussian for simulated data. The experiments performed on simulated data stem from density models

generated from data contained in the EMPIAR-10076 dataset. The models are IDed and can be searched through

the EMDB database. The density difference between the models is substantial and represents different ribosome

complexes. The original study studied the assembly pathway of the ribosome[107]. It used the structures to infer

the different assembly pathways as the complexes attached to the ribosome are done cooperatively (one attachment

depends on the other). We choose to create a dataset from a mixture of three structurally most dissimilar complexes.

The visual difference is large enough to conclude from the visual inspection if the models reconstructed from the

VAE-GAN accurately depict the complex. For the simulated dataset to explore intra-cluster variance, we construct

a dataset composed of the same complex but two different states. We use models gathered from EMPIAR-10977 and

EMPIAR-10978, which were elucidated in [181]. The models are of the metabotropic glutamate receptor three dimers

(mGlu3) bound to an antagonist promoting an inactive state conformation of mGlu3.Adding an agonist changes

the conformation; more specifically, the C-type carbohydrate recognition domain rotates counterclockwise with a

corkscrew-like rotation. The corkscrew-like rotation is ideal for visualization with the 1 PCA component as a single

operation mainly describes the variance.

For real data we attempt to perform 2D projection clustering and visualization using EMPIAR-10076[107],

EMPIAR-10091 [182], EMPIAR-10049 [183], EMPIAR-10073 [184],EMPIAR-10317 [185] , and EMPIAR-10028 [186]

, dataset to generate and cluster real projections. We select these datasets due to three factors, the first factor is

flexibility, the second is the SNR ratio, and the third is heterogeneity. We discussed EMPIAR-10076, a ribosome with

a clear, concise overall structural heterogeneity and a high SNR ratio. Dataset EMPIAR-10073 contains flexible con-

formations of the yeast spliceosome, as such, we do not expect more than a single cluster produced by a density-based

approach but much inter-class variability. For dataset EMPIAR-10049 we test the reconstruction with intracluster

variability of a small protein with a low SNR ratio for the RAG complex. In EMPIRE-10091 we expect both inter-

class variability and multiple clusters due to the flexibility and heterogeneity of the p28-Bound Human Proteasome

Regulatory Particle. In ,EMPIAR-10317 dataset, we expect an inter-class variance of the ABC transporter and a

nonprotein cluster of nonprotein images. We attempt to perform a 3D reconstruction of the RAG complex with

heterogeneous variability

8 Material And Methods

8.1 Architecture

The architectural components of the VAE-GAN for 2D projection generation, density map generation, and clustering

are selected based on the literature review in the previous section. The encoder and critic are based on DC-GAN. The

architecture for 2D particle generation is based on DC-GAN. The critic and encoder have Incorporated poly-phase

sub-sampling layers with cyclic padding. This makes them shift entirely invariant when global pooling is applied.

For the none, shift-invariant critic and encoder max-pooling 2D layers for down-sampling are used. Leaky ReLU and

ReLU are incorporated as activation functions to avoid vanishing gradients. Batch normalization is used to decrease

51



Figure 20: The architectural components of the VAE-GAN for 2D projection generation can clustering. The generator
is based on the DC-GAN architecture with batch normalization incorporated. The critic and encoder is based on the
DC-GAN style architecture with batch normalization, leaky ReLU and a dropout layer. )

Figure 21: The architectural components of the VAE-GAN for 3D density map generation and clustering of projec-
tions. The generator is based on the siren architecture with a mapping function to map the latent variable z for
a single layer. The critic and encoder is based on the DC-GAN style architecture with batch normalization, leaky
ReLU incorporated to avoid vanishing gradients.)

training time. The rotation invariance Incorporated into the critique is based on a polar transformation for the

2D projection generation case. Gabor filters are used for the 3D density map generation and clustering case. The

VAE-GANs critic, generator, and encoder are depicted in figure 20 for the 2D projection generation and clustering

case. The architectural components for the 3D density map generation and clustering case are depicted in figure 21.

The generator is inspired by the pi-gan architecture but with only a single layer for injection of the stochastic variable

z.

8.2 Raw Data preparation

The data sets used for the experiments are obtained from a public archive containing raw electron microscopy data

[187]. The raw particles are stored in .MRC file format [188]. The MRC header is of 1024 bytes. Byte 1-4 ,4-8,8-12

contains the number of columns(NY) , the number of rows(NX), and the number of sections(NZ) in int32 format.

The precision is denoted in bytes 13-16 with an int32 value. A value of 0 indicates float32 precision, and a value

of 1 indicates float16 precision. By utilizing this information, the number of bytes pr. image can be calculated by

NX · NY · 4 for float32 and NX · NY · 2 for float16. The raw data files used for the following experiments can

be searched through the search menu in Empire. The dataset IDs are EMPIAR-10076[107], EMPIAR-10091 [182],

EMPIAR-10049 [183], EMPIAR-10073 [184],EMPIAR-10317 [185]. The data is extracted and stored locally. The data

extracted are all the single-particle stacks and the corresponding .star file containing the contrast transfer function

information of the defocus values, -and angles, phase shifts, and particle file locations. The particles are imaged under

a 300 kV microscope with a 0.1 amplitude contrast and a 2.0 spherical abbreviation. The dataset, image size and

pixel size are (131899,320,1,31 Å), (78040,256,0.98 Å), (108544,192,1.23 Å),(473827,1,380,0.43 Å),(1547017,256,1.077
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Figure 22: We define the signal to be withing the circular area with the radius r (colored with dark gray). The noise
is defined as all area outside the radius r (colored with light gray)

Å).

The star file is processed in python3 to extract the pr. particle information. The name references the particle

locations in .MRC format. The particles are processed by Tensorflow [189]. Tensorflow’s fixed record length data

loader loads the bytes corresponding to a single image. The bytes are decoded to float32 format to produce a

vector. The vector is reshaped to a single-channel image format of size x ∈ RNX×NY×1. The images are normalized

by subtracting the mean of the signal from the image and divided by the difference between the mean signal and

noise signal as shown in equation 49 . We choose a normalization procedure that has been shown to maximize the

reconstruction resolution as described in [190]. The signal and noise area are sketched in figure 22

I4(x, y) =
I(rm) − E(I(r > l)

E(I(r)) − E(I(r) > l)
(49)

We let r be the radius from the origo, and we let R be the circle’s radius. We assume I(R) < r only consists of

foreground signal and I(R) > r is the background noise . After normalization, all images are resized to 64 px × 64 px

with a Lanczos filter with a kernel size of 5 . Anti-aliasing is applied to remove the high-frequency components beyond

the Nyquist sampling limit[191]. The image values are cast to float16 without the loss of resolution information[31].

9 Data generation for simulated experiments

We extract an atomic representation of mGLU3 in two different conformations, representing the molecule’s active

and inactive states. They are stored in the Protein Data Bank(PDB) in PDB or CIF format[192]. The models

can be fetched through their unique ID from the protein data bank. The codes are 7mtq and 7mtr[193]. The

model is composed of two chains, A and B. Each chain has 885 residues. The models are imported into chimera-

1.16[194]. The models are aligned by the residue numbers 673-816 in chain A with the Needleman-Wunsch algorithm

citeneedleman1970general with a BLOSSOM-62 matrix [195]. The alignment is restricted in such a way that chain

A for model 7mtq may only search for the best fit for chain A in model 7mtr. The same requirement is imposed

for chain B. The aligned models are morphed to generate ten intermediate models in chimera-1.16. The corkscrew

interpolation method is used. The interpolation rate is set to linear. The produced atomic models ligands and ions

are removed. The amber force field minimizes the intermediate atomic model free energy for 60 steps[196]. The

models are exported into a .PDB file format. A simulated density map of each model is produced. The density map is
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Figure 23: The produced star filed scripted in python, the star file is compatible with relion-4.0.1 version which is
used for the simulated back projections. The optics header (data-optics) and the data-particles are included.

simulated in EMAN-2.12[197]. The command line parameters used for each model is pdb2mrc –model.pdb –map.mrc

–center –box 320,320,320 –res 2.0. The ’map’ and ’model’ arguments are replaced with the file input and output

names. A custom python3 script recreates the .star file header and table values. The optic values are selected to be

300 kV , 2.0 and pixel size to 1.00 in spherical aberration and 0.100 in amplitude contrast. The projection angles

rlnAngleRot , rlnAngleTilt , and rlnAnglePsi are simulated to follow a uniform distribution ϕ, ψ, θ ∼ U(0, 360). The

CTF defocus values rlnDefocusU,rlnDefocusV are simulated to follow a uniform distribution µx, µy ∼ U(1000, 5000).

An example of the star file is illustrated in figure 23. We simulate 10000 lines in each star file for each model. The data

is shifted randomly with a uniform distribution x, y ∼ U(−16, 16) Density files of the .MAP format is extracted from

EMPIAR-10076 through the ID codes 8434, 8840, 8845 are bL17-limited E. coli ribosome assembly intermediates that

are very similar but distinct. A star file for each map is generated. The same defocus values and defocus distribution

are used for the generation of Glu3N, and the same projection angle distribution is used. We generate 10000 different

examples for each ID in the star file. Relion-4.0.1 is used for simulating the data with contrast transfer function and

noise. The command used to simulate the back projections for all prepared data-sets is –relion-project –I file.map

–O directory –ctf –white-noise –sigma 1.0 –ang file.star. The simulations were carried out with white noise of an std

deviation of 1.0. Two separate runs on two separate data sets are generated for the depleted ribosome data set to

estimate the resolution through the FSC metric.

9.1 Preparing data for shift in-variance experiments

To test the shift invariance for the critic, we use cyclic padding and shift-invariant layers. We use the benchmark

data-set MNIST, which has the dimensions of 28 x 28 x 1 and 60,000 images. 100 MNIST images are loaded into

memory and padded with 18 zeros with constant zero padding on each dimension which resizes the image to 64 x 64 x

1-dimensional image. The images are forwarded through the shift-invariant and non-shift invariant critic architecture

to produce a feature vector. A mesh grid of integer values is created pi ∈ [0, 64]× [0, 64] ,All possible x, y shift pairs of

the image are produced such that 409600 images are produced. The images are forward into the model, and feature

vectors are computed. Every image is compared to the unshifted version by the euclidean distance. The architectures
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Figure 24: The critics are displayed with the shift-invariant version and the shift variant version. The shift invariant
architecture contains poly phase sampling layers with cyclic padding for shift invariance. 100 examples from MNIST
are drawn and forward passed into the critic.

have similar trainable parameters. The architecture contains convolutions layers with leaky rectified linear units.

All padding after convolution is done by cyclic padding for the shift-invariant architecture and constant padding for

the none shift-invariant architecture. A global average pooling 2D is performed to reduce the feature map from the

previous layer to a f ∈ RB×C where C is the channel dimension, and B is the batch dimension. The final feature

vector is a f ∈ RB×∈′ which is used for the comparison. We let the batch size be 16.

9.2 Reading data

The prepossessed data, as described previously, is streamed into a first in, first-out queue (FIFO-QUE). Each tfrecord

file is read into memory in parallel by assigning a central processing unit(CPU) to each file. The binary stream is read

into a memory buffer. The data is decoded to float16 format and reshaped to an image of 64 x 64 x 1-dimensional

image. The batch is distributed to a GPU node with a single device strategy.

10 Noise Generator Evaluation

A single image is extracted from the simulated data set of EMPIAR-10076. Different levels of Gaussian noise is

added. The Gaussian noise applied for each image has a mean of zero and a variance of 1. We will perform the

generative restoration abilities with a generator. The first test includes a Gaussian noise stochastic model with a

set standard deviation of different levels [0.5, 0.6, 0.7, 0.8, 0.9, 1.0, 1.1, 1.2, 1.3, 1.4, 1.5] and a mean of 0.0. The noise

generator is constructed with the following configuration illustrated in figure 25. The random latent variable is drawn

from a Gaussian distribution z ∼ N(0, 1), z ∈ RB×100. The generator generates a value of dimension σ ∈ RB×64×64.

The noise is Gaussian added to the image with a fixed standard deviation. The image with added noise is used as

input into the shift-invariant critic. A single real image is forward to the critic, producing a feature vector. The loss

function to update the critic is the earth mover distance. The loss function for the generator is the negative average

log-likelihood. The critic is regularized with gradient penalty. The gradients for the critic and generator are computed
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Figure 25: Experiment to check the PSNR rating when a deep learning noise generator is applied in A). In B) the
same experiment is performed with a Gaussian stochastic model outputting a N ∈ R64×64 with different preset noise
scales. The scales 0.5-1.5 with increment step 0.1.

and backpropagated with the ADAM optimizer. The learning rate of 10e-5 and moving average of gradients for the

generator with an average of 0.96 (GAN unrolling). The weights in the convolutional layers are initialized with He

normal with a mean of zero and variance of 1. The procedure is described in algorithm 4. The training is done with

a batch size of 1. For the next experiment, a noise generator is constructed. It has the same architecture as the

Algorithm 4 Procedure to train the GAN with a Gaussian noise model of fixed standard deviation

Require: Xr ▷ The real data single image
s = 0
S = 10000
while s < S do ▷ While the current step is less than 10000

zg ∼ N (0, 1), zg ∈ R1×10

nf ∼ N (0, σ), zn ∈ R64×64×1 ▷ Gaussian noise with predefined standard deviation
nr ∼ N (0, 1), n ∈ R64×64×1 ▷ Gaussian noise with standard deviation 1
Xf = G(zg) + nf ▷ Generate fake image with fixed noise
ff = D(Xf )
fr = D(Xr + nr)
GP = ||∇D((1 − α)Xf + α(Xr + nr)||, α ∼ U(0, 1) ▷ gradient penalty
LD = E(fr) − E(ff )+GP ▷ The earth-mover loss
LG = −E(fr) ▷ average log likelihood
∇LD → D ▷ Update critic with ADAM optimizer
∇LG → G ▷ Update generator with ADAM optimizer
s+ = 1

end while

generator. A feature vector zn ∼ N (0, 1), zn ∈ R100 is forwarded. The output of the noise generator is G(zn) ∈ R64×64

. It is multiplied with Gaussian noise of ϵ ∼ N (0, 1), ϵ ∈ R64×64×1 and added to the generated image G(zn) . Like

previously, the real and generated image is passed through the critic. The noise generator and image generator are

updated with the ADAM optimizer. The gradients are computed, and the mean log-likelihood loss is used with

diversity loss. The discriminator is updated with the earth-mover distance with gradient penalty. The algorithm is
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denoted in 5.

Algorithm 5 Procedure to train the noise robust GAN with a Gaussian noise model of variable noise scale

Require: Xr ▷ The real data single image
s = 0
S = 10000
while s < S do ▷ While the current step is less than 10000

zg ∼ N (0, 1), zg ∈ R10

zn ∼ N (0, 1), zn ∈ R100

ϵ ∼ N (0, σ), n ∈ R64×64×1 ▷ Gaussian noise with predefined standard deviation
nr ∼ N (0, 1), n ∈ R64×64×1 ▷ Gaussian noise with standard deviation 1
Xf = Gg(zg) + ϵGn(zn) ▷ Generate fake image with trainable noise scale
ff = D(Xf )
fr = D(Xr + nr)
GP = ||∇D((1 − α)Xf + α(Xr + nr)||, α ∼ U(0, 1) ▷ gradient penalty
LD = E(fr) − E(ff ) +GP ▷ The earth-mover loss

LG = −E(fr) − 0.02
||Xrec−Xf ||
||zrec−zn|| ▷ average log likelihood

∇LD → D ▷ Update critic with ADAM optimizer
∇LG → Gg, Gn ▷ Update generator with ADAM optimizer
s+ = 1

end while

11 Heterogeneous Reconstruction and conformational variability anal-

ysis on Simulated Data

The full model proposed is VAE-GAN with a deep coordinate neural network as a generator, based on inspiration

from PI-GAN and SIRENs, with trainable coordinates as proposed in fastNERF-NVIDIA [198]. The critic is a shift,

and rotational invariant version introduced previously. The encoder is a shift and rotational invariant encoder with

the same architecture as the critic but with a different output dimension in the Dense layer. The full model is

tested on the combined simulated data sets of Glu3N. The model is also tested on the combined data sets of the

generated images of EMPIAR ID codes 8434, 8840, 8845. In this configuration, the batch size is 16, with 3 ADAM

optimizers and a moving average of gradients for the generator with an average of 0.96 (GAN unrolling). Optimizer

1 optimizes the encoder. Optimizer 2 optimizes the noise generator, generator, and parameterized camera network.

Optimizer 3 is used to optimize the critic. We sample from 3 Gaussian distributions zc ∼ N (0, 1),R16×64, zg ∼
N (0, 1),R16×10,zn ∼ N (0, 1),R16×100. Each distribution is injected into its corresponding generators, a parameterized

camera generator, generator, and noise generator. The camera generator produces a rotation matrix R.A coordinate

set (x, z, x) = [0, 64]× [0, 64]× [0] is a mesh grid of coordinates. It is a point grid in the XY plane which is rotated by

the constructed rotation matrix (x′, y′, z′) = R(x, y, z). The coordinates are used to slice out the trainable coordinate

grid (xt, yt, zt) = R64×64×64×3. The coordinate is sliced out by bi-linear sampling. (xb, yb, zb) = R16×64×64×3 . The

coordinate grid is passed through the generator with the feature vector zg, which determines the type of density

map generated.The output of the generator is (Fr, Fi) = (F ) = R16×64×64×2 . The CTF function is constructed by

sampling the star file’s defocus, defocus angles, and phase values by a uniform prior. The CTF function is constructed

on a frequency grid fx, fy with dimensions 64 × 64. The CTF function is applied by multiplication to the real and
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Algorithm 6 The full VAE-GAN Model with generator, camera, noise generator, encoder and critic

Require: Xr = x0, x1, x2....xN ▷ The real data
s = 0
S = 250000
while s < S do ▷ While the current step is less than 250000

Xrb ∈ Xr ▷ Sample 16 real data images from the set of all images randomly
zg ∼ N (0, 1), zg ∈ R16×10

zn ∼ N (0, 1), zn ∈ R16×100

zc ∼ N (0, 1), zc ∈ R64 ▷ Camera latent variable
ϵ ∼ N (0, σ), n ∈ R64×64×1 ▷ Gaussian noise with predefined standard deviation
zrec = E(Xr)
Xf = Gg(zg, C(zc)) + ϵGn(zn) ▷ Generate fake image with trainable noise scale, with camera prior
Xrec = Gg(zrec, C(zc)) + ϵGn(zn)
ff = D(Xf )
fr, frp = D(Xr)
fr, frecp = D(Xrec)
GP = ||∇D((1 − α)Xf + α(Xr + nr)||, α ∼ U(0, 1) ▷ gradient penalty
LE = KL(zn,N (0, 1)) + ||frp − frecp||
LD = E(fr) − E(ff ) +GP ▷ The earth-mover loss

LG = −E(fr) − 0.02
||Xrec−Xf ||
||zrec−zn|| ▷ average log likelihood

∇LD → D ▷ Update critic with ADAM optimizer
∇LG → Gg, Gn, C ▷ Update generators, and camera with ADAM optimizer
∇LE → E ▷ Update encoder with ADAM optimizer
s+ = 1

end while
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imaginary part Fr ·CTF, Fi ·CTF .The inverse discrete 2D Fourier transform is applied and produces the image with

the contrast transfer function appliedI ∈ R16×64×64×1 . We pass zn through the noise generator Gn(zn)and produce

σ ∈ R16×64×64×1. The noise is applied to the reconstructed and fake images Io = Io + ϵσ, ϵ ∼ N (0, 1), ϵ ∈ R16×64×64×1

The image is passed through the critic and a feature map is produced with a 1D feature vector expressing the log-

likelihood. A real image I ∈ R16×64×64×1 is passed through the encoder to produce a feature vector which is split into

a mean and variance vector zm = R16×10, zv = R∞̸×∞′ . The vector is parameterized to zrec = zm + zvϵ, ϵ ∼ N (0, 1)

. The feature vector is inserted into the generator and noise generator and, by the same means, produces an image

Irec,n . The reconstructed and real image is also plugged into the critic. The feature vector for the perceptual loss

fr, frec ∈ R16×8×8×256 is extracted with the log likely hoods a 1D vector. The feature map used to compute the

perceptual loss is the map just before the global average pooling 2D. The earth-mover loss updates the critic with the

gradient penalty by back-propagating the gradients with the ADAM optimizer. The encoder is updated by computing

the ELBO with the perceptual loss and back-propagating the gradients with the ADAM optimizer. The generator is

updated by maximizing the negative log likely hood and diversity loss function and back-propagating the computed

gradients with the ADAM optimizer of the fake and reconstructed image. The overall algorithm is displayed in 8.

The full model is displayed in figure 26. The model includes Gabor filters in the initial encoder and critic layer,

which are applied to the image with a depth-wise convolution. The encoder and critic contain absolute shift-invariant

downsampling with cyclic padding. The model is updated over 250000 steps. The diversity loss, with the earth-mover

distance and perceptual loss, is recorded. The generated images are recorded every 1000 steps. The real images and

CTF function are shuffled such that the order of data streamed to the model is random. The generator variables are

initialized with a random uniform distribution w ∈ U(−1/128, 1/128) . The convolutional layer weights are initialized

with He Normal with a mean of zero and a standard deviation of 1. The learning rate for the optimizers i10−5.

The optimizes momentum coefficients are β1 = 0.9 and β2 = 0.999. We use an exponential decay learning schedule

where the learning rate decays at every 10000 steps by sa coefficient 0.96. After training, the images are embedded

into a subspace. The embedded vectors are projected to two dimensions by UMAP mcinnes2018umap. The UMAP

parameters are two components, and min dist 0.0, and 30 nearest neighbors. The embedded points are clustered with

HDBSCAN [179]. The HDBSCAN parameter used is a minimum sample size of 10 and a minimum cluster size of

900. For each generated cluster, a PCA analysis is performed with 1 component. We linearly interpolate 4 values

starting from the 5 % percentile and end at the 95 % percentile of the data. The components are back-projected to

the feature vector space, and those feature vectors are passed through the generator to create a density map. The

trainable coordinate matrix is passed with the feature vectors to obtain a voxel density map. For the heterogeneous

dataset Glu3N we also perform PCA with 1 component and interpolate four feature vectors. The density maps are

generated. The ten generated PDB files are docked into each density model. The PDB files are aligned to the maps

by cross-correlation in Chimera-1.01. The PDB with the highest cross-correlation value is paired with the generated

map. The experiment is performed two times with two different generated data models. The experiment for the

emd datasets 8434, 8840, 8845 is run two times with two different generated datasets to measure the FSC. In the

case where the models cannot be identified from automatic clustering a projection corresponding to that particular

model is The noise generator that creates Gaussian noise. As the camera prior is not uniform, we measure the Fourie

completeness by the SQ factor. This is done by sampling 30000 feature vectors from zc ∼ N (0, 1) and producing

30000, 6D vectors by inserting them into the camera generator C(zc) and the rotation matrix is constructed. The

rotation matrix is used as input for SQ factor determination(Fourier Completeness Determination).
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Figure 26: The full model. The VAE-GAN architecture with Camera prior, feature vector encoder, noise generator
and model generator with the critic and deep neural network camera parameter. The CTF and scaled noise is
applied to the reconstructed and generated images. The noise generator takes a stochastic feature vector for the noise
sampling zg .

Figure 27: The VAE-GAN architecture without Camera prior. The model still contains a latent encoder, noise
generator and model generator with the invariant critic.
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Ablation studies are performed to evaluate how the model is affected by removing different components, like

invariance in the critic and encoder, the trainable camera prior, and the noise masking with the noise generator.

Instead of composing the camera as a neural network for pose density prediction, we use a camera with a uniform prior.

The uniform prior is constructed by sampling a 6D vector from the uniform distributionv ∼ U(−∞,∞), v ∈ RB×6

. A rotation matrix is constructed by the same means. The training parameters and settings are identical, but the

camera has no trainable parameters. The algorithm is presented in algorithm 11.

Algorithm 7 The full VAE-GAN Model with generator, noise generator, encoder and critic

Require: Xr = x0, x1, x2....xN ▷ The real data
s = 0
S = 250000
while s < S do ▷ While the current step is less than 250000

Xrb ∈ Xr ▷ Sample 16 real data images from the set of all images randomly
zg ∼ N (0, 1), zg ∈ R16×10

zn ∼ N (0, 1), zn ∈ R16×100

zc ∼ N (0, 1), zc ∈ R6 ▷ Camera latent variable
ϵ ∼ N (0, σ), n ∈ R64×64×1 ▷ Gaussian noise with predefined standard deviation
zrec = E(Xr)
Xf = Gg(zg, zc) + ϵGn(zn) ▷ Generate fake image with trainable noise scale, with camera prior
Xrec = Gg(zrec, zc) + ϵGn(zn)
ff = D(Xf )
fr, frp = D(Xr)
fr, frecp = D(Xrec)
GP = ||∇D((1 − α)Xf + α(Xr + nr)||, α ∼ U(0, 1) ▷ gradient penalty
LE = KL(zn,N (0, 1)) + ||frp − frecp||
LD = E(fr) − E(ff ) +GP ▷ The earth-mover loss

LG = −E(fr) − 0.02
||Xrec−Xf ||
||zrec−zn|| ▷ average log likelihood

∇LD → D ▷ Update critic with ADAM optimizer
∇LG → Gg, Gn, C ▷ Update generators, and camera with ADAM optimizer
∇LE → E ▷ Update encoder with ADAM optimizer
s+ = 1

end while

The same experiment was run as a VAE-GAN without the invariant layers in the encoder and critic. Instead we

replace the shift invariant layers with max pooling layers and padding layers with zero padding. The Gabor filters

are replaced with convolution filters of kernel size 5 as depicted in the component figure. The model is displayed in

figure 28. The algorithm to describe model optimization procedure is algorithm 11.

The same experiments were run as the full model but without the noise generator and using a uniform camera

prior(non trainable camera prior). We do not perform an experiment on the Glu3N data set. The model is displayed

in figure 29. The algorithm for updating this model is displayed in algorithm 8.

12 Heterogeneous Reconstruction

From the outcomes of the simulated data experiments, We attempt a heterogeneous reconstruction of real data by

utilizing invariance and a scalable noise generator. We attempt the reconstruction of the RAG complex (EMPIAR-

10049) by training the model on the data. The model, and training configuration is the same as the heterogeneous
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Figure 28: VAE-GAN architecture without Camera prior, Gabor filters , cyclic padding and shift invariant filters in
the critic and encoder. The filters are replaced with max pooling filters. The noise generator and model generator
with the critic and encoder is still included.

Figure 29: The VAE-GAN architecture without the trainable camera prior and noise generator. It has the latent
encoder, noise generator and model generator with the critic.

Algorithm 8 The VAE-GAN model without the noise generator

Require: Xr = x0, x1, x2....xN ▷ The real data
s = 0
S = 250000
while s < S do ▷ While the current step is less than 250000

Xrb ∈ Xr ▷ Sample 16 real data images from the set of all images randomly
zg ∼ N (0, 1), zg ∈ R16×10

zrec = E(Xr)
Xf = Gg(zg, zc) ▷ Generate fake image , with camera prior
Xrec = Gg(zrec, zc)
ff = D(Xf )
fr, frp = D(Xr)
fr, frecp = D(Xrec)
GP = ||∇D((1 − α)Xf + α(Xr + nr)||, α ∼ U(0, 1) ▷ gradient penalty
LE = KL(zn,N (0, 1)) + ||frp − frecp||
LD = E(fr) − E(ff ) +GP ▷ The earth-mover loss
LG = −E(fr) ▷ average log likelihood
∇LD → D ▷ Update critic with ADAM optimizer
∇LG → Gg ▷ Update generator with ADAM optimizer
∇LE → E ▷ Update encoder with ADAM optimizer
s+ = 1

end while
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reconstruction with a uniform camera prior. The architecture is depicted in figure 27 and the pseudo algorithm

describing the model optimization procedure is described in algorithm 11. The feature vectors are embedded and

PCA analysis on the model is performed where 4 models are sampled along with the first major PCA component

through interpolation. We also attempt a heterogeneous reconstruction of real data by utilizing the invariant layers

with no noise generator. We attempt the reconstruction on the RAG complex (EMPIAR-10049) by training the

model on the data. The model and training configuration is the same as the heterogeneous reconstruction with a

uniform camera prior without the noise generator. The architecture is depicted in figure 29 and the pseudo algorithm

describing the process is described in algorithm 8. We also perform a heterogeneous reconstruction of real data without

invariance incorporated into the critic and encoder. We attempt the reconstruction on the RAG complex (EMPIAR-

10049) by training the model on the data. The model and training configuration is the same as the heterogeneous

reconstruction with a uniform camera without the invariant critic and encoder. Instead, we use max-pooling in the

architecture and remove the Gabor filters. The overall architecture is displayed in figure 28. The algorithm is the

same as algorithm 8.

13 2D projection Generation

the computed gradients with the ADAM optimizer of the fake and reconstructed image. The overall algorithm is

displayed inThe full model proposed is VAE-GAN with a deep convolution neural network as a generator, based

on inspiration from DC GAN. The critic is a shift-invariant version introduced previously. The full model is tested

on each experimental data set extracted from EMPIAR. The dataset IDs are EMPIAR-10076, EMPIAR-10091,

EMPIAR-10049 ,EMPIAR-10073, EMPIAR-10317 . The model is also tested on the combined data sets of the

generated images of EMPIAR ID codes 8434, 8840, 8845. In this configuration, the batch size is 16, and there are

3 ADAM optimizers. Optimizer 1 optimizes the encoder. Optimizer 2 optimizes the noise generator, generator, and

parameterized camera network. Optimizer 3 is used to optimize the critic. We sample from 2 Gaussian distributions

,zn ∼ N (0, 1),R16×100, zg ∼ N (0, 1),R16×10. Each distribution is inserted in the parameterized camera generator and

noise generator. The CTF function is constructed by sampling the defocus, defocus angles and phase values from the

star file by a uniform prior. The CTF function is constructed on a frequency grid fx, fy with dimensions 64×64. The

CTF function is applied by multiplication to the real and imaginary part Fr · CTF, Fi · CTF .The inverse discrete

2D Fourier transform generates the CTF generated image I ∈ R16×64×64×1 . We pass zg through the noise generator

Gn(zg)and produce σ ∈ R16×64×64×1. The noise is applied by Ifn = If + ϵGn(zg), ϵ ∼ N (0, 1), ϵ ∈ R16×64×64×1 The

image is passed through the critic and a feature vector is produced and a 1D feature vector expressing the log-

likelihood. A real image I ∈ R16×64×64×1 is undergone image warping, to warp the image into polar coordinates. The

warped image is forward passed through the encoder. The encoder produces a feature vector which is split into a

mean and variance vector zm = R16×10, zv = R16×10 . The vector is parameterized to zrec = zm + zvϵ, ϵ ∼ N (0, 1)

. The feature vector is inserted into the generator and noise generator and, by the same means, produces an image

Irec,n . The reconstructed and real image is also injected into the critic. The feature vector for the perceptual loss

fr, frec ∈ R16×8×8×256 is extracted just before the global average pooling 2D layer. The 1D feature vector log-likelihoods

are also computed. The critic is updated by the earth-mover loss with the gradient penalty by back-propagating the

gradients with the ADAM optimizer. The encoder is shift-invariant and rotational invariant by polar transformation.

The encoder is updated by computing the ELBO with the perceptual loss and back-propagating the gradients with
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Figure 30: The VAE-GAN for 2D reconstructions. The encoder, generator and critic is present. The architectures
for the critic and encoder are similar and both contain absolute shift invariant down sampling with cyclic padding
and polar transforms for rotation invariance

the ADAM optimizer. The generator is updated by maximizing the negative log likely hood and diversity loss function

and back-propagating the computed gradients with the ADAM optimizer of the fake and reconstructed image. The

full model is displayed in figure 26. The model is updated over 200000 steps. The diversity loss, with the earth-mover

distance and perceptual loss, is recorded. The generated images are recorded every 1000 steps, their corrupted and

original versions. The real images and CTF function are shuffled such that the order of data streamed to the model is

random. The convolution layer weights are initialized with He Normal with a mean of zero and a standard deviation

of 1. The learning rate for the optimizers is 10−5. The optimizes momentum coefficients are β1 = 0.9 and β2 = 0.999.

We use an exponential decay learning schedule where the learning rate decays at every 10000 steps by 0.96. After

training, the images are embedded into a subspace. The embedded vectors are projected to two dimensions by UMAP

[173]. The UMAP parameters are nearest neighbors with n components 2, min dist 0.0, and 30 nearest neighbors.

The embedded points are clustered with HDBSCAN [179]. The HDBSCAN parameter used is a minimum sample size

of 10 and a minimum cluster size of 900. A set number of feature vectors are extracted and forward passed through

the generator for each generated cluster. This is done by K-means clustering. K-means clustering is performed on

the UMAP embedded data with 16 centroids for each cluster. The centroid is extracted from the K-means, and the

nearest neighbor feature vector is found. The nearest neighbors feature vector is extracted and forward passed into

the generator. The noise generator in the simulated case produces Gaussian noise. The 2D model is displayed in

figure 30 . To visualize if the points in the embedded space represent points in its local neighborhood concerning a

similar geometry, we perform K-means clustering of the subspace with 42 clusters. Each cluster is aligned without

classification in Relion-4.0.1, and the clusters are visualized. The parameters for alignment in RELION-4.0.1 are the

default parameters, but with the number of classes set to 1. We attempt 2D projection generation of the same real

data by utilizing the invariant layers with no noise generator present. The architecture is depicted in figure 31 and

the pseudo algorithm describing the process is described in algorithm 8.

We also attempt projection generation of the same real and simulated data, by utilizing the critic and encoder

without invariance but with a noise generator present. The architecture is depicted in figure 32 and the pseudo

algorithm describing the process is described in algorithm 11.

13.1 Frechet Inception Distance Score Evaluation

The FID Score is evaluated for each model configuration by training a VGG-19 [199] on each data-set, from the

simulated data and the real data, down-scaled to I ∈ R64×64 and normalized as described previously. The VGG-19
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Figure 31: The VAE-GAN for 2D projection generation and clustering. The encoder, and critic has invariant layers.
The noise generator is removed .

Figure 32: The VAE-GAN for 2D reconstructions. The encoder, generator and critic is present. The architectures for
the critic and encoder are similar and shift and rotation invariance is removed. The cyclic padding is replaced with
zero padding and the down sampling layers are replaced with max pooling. The images are not polar transformed.
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Figure 33: The VGG-19 architecture with the architectural blocks and overall model. The downsampling is done by
max pooling 2d with strides 2. The activation functions is relu with convolutions of kernel size 3 and of stride 1 and
zero padding.

Figure 34: The invariant versus variant critic. The invariant critic contains cyclic padding with absolute shift invariant
pooling. The images are of 64× 64 pixels. Every pixel intensity is the eucledian distance between the feature vectors
of the shifted and unshifted image.

model is trained in the following supervised manner. A batch size of 128 images are inputted into the model. The

16, 2D clusters produced by RELION-4.0.1 are considered as ground truth labels. The optimizer used is the ADAM

optimizer with a learning rate of 10e4. The model is initialized with HE Normal weights. The Model is trained for

update 200000 steps. The loss function used is the hinge loss with power 2. A chained augmentation is applied. The

images are randomly cropped and re-scaled, and image contrasting is used. The VGG-19 models components are

depicted in figure 33. The final classification accuracy is 78.6 %.

14 Results

14.1 Shift Invariance and Noise Generator

The results of comparing the feature vectors produced by the shifted with the unshifted MNIST data from the two

critic configurations. The results are displayed in figure 34. The pixel intensity is the euclidean error between the

shifted and none shifted images. The pixel location corresponds to the shift of the image. The image size is 64 x 64
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Figure 35: A gaussian noise generator with an specific standard deviation is used to mask the particle from noise
for the image series. The noise level applied to the original image is with a std of 1. The noise scalable generator
produces as good PSNR as the supervised generator at the correct standard deviation of 1

pixels. In figure 34 it is seen to the left that the euclidean distance is zero between the feature vector generated from

the shifted and unshifted image. To the right, the euclidean distance is none zero for the shift variant architecture.

The noise-robust GAN architecture was tested against a noise scale preset stochastic model without the known noise

level. The results are shown in figure 35. The generator estimated the standard deviation to be 1.03. The PSNR

increases the better estimate of the actual image noise present.

14.2 Heterogeneous Reconstruction and clustering on simulated data

The heterogeneous reconstruction on simulated data of the Ribosome for the configurations including a uniform camera

prior, a camera aware prior, a none shift invariant critic and encoder and a configuration where no noise generator

is present. The generate density maps are shown in figure 37. It was only possible to generate the density maps by

automatic cluster determination for the uniform camera prior configuration The models from the uniform camera prior

was generated from each cluster through sampling the latent space with PCA with 4 interpolated vectors and classified

visually 37 For the other model configurations the density map had to be generated by injection a known projection

label into the feature space and generate the corresponding model. We used the SQ factor(Fourier completeness)

for the camera neural network prior and found it to be 0.0 after training. This means the camera collapsed to one

single view(mode collapse). The configuration with a uniform prior gave the highest resolution results which FSC

estimated to be 10.24Å (EMDB 8434), 11.35 Å(EMDB 8840), and 12.3 Å (EMDB 8845) . The models without the

noise generator gave 13.1Å (EMDB 8434), 17.2 Å(EMDB 8840), and 20.4.9 Å (EMDB 8845) resolution. The models

produced by not applying shift and rotation in-variance were calculated to be 16.77Å (EMDB 8434), 18.6 Å(EMDB

8840), and 18.7 Å (EMDB 8845). For the camera-aware neural architecture, the resolutions were below 50 Å. The

FSC curves are viewed in figure 38. All simulated images from the ribosome data set are embedded into latent

space, and HDBSCAN is applied. 3 clusters for the uniform camera prior is produced, and 1 cluster for every other

configuration. The labels were compared to the clustering outputs, and the NMI was calculated to be 0.92 for the

uniform camera prior setting. The NMI for all other configurations is 0.0 as HDBSCAN only produced 1 cluster. The

UMAP embedding is shown in figure 37 with a PCA transversal to check the cluster for density map homogeneity as

we would expect is done for all models. The models are displayed at an isosurface level of 1.5 in pymol. The models

are identical but with different noise levels present.

We simulated data to show the ability of the VAE-GAN to model flexibility through the inter-cluster variance on

Glu3N. The HDBSCAN of the embedded data reveals one cluster, so we sampled the cluster with PCA on the first

principle component and produced 4 models. The models with their fitted morphed PDB files are shown. We also

show the case of Glu3N when invariance is removed and is present. The best PDB model fit into the density map

is PDB frames 0, 4 6, and 10 calculated by the cross-correlation between the PDB file and voxel density map. The

reconstructions are illustrated in figure 39. The FID scores for the simulated data set with Gly3N and Ribosome data
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Figure 36: A) The UMAP embedding of the uniform camera prior configuration with associated training curves. r.
The Uniform prior is the only case where more than one cluster was generated from HDBSCAN. B) An example of
training curves for the uniform prior to show the stability of the VAE-GAN. The diversity loss is very small and is a
common tendency. The models generated from PCA analysis is shown for all examples for all datasets and show 4
models for each cluster produced by PCA transversal.
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Figure 37: The reconstruction of the simulated data sets of the different conformations of the depleted ribo-
some(dataset EMDB 8434, 8840, 8845). For the uniform camera pr prior, neural camera prior, no noise generator
and the variant critic and encoder present.
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Figure 38: The corresponding FSC curves produced for each configuration which are the uniform prior,trainable cam-
era prior, critic and encoder variant configuration and VAE-GAN without the noise generator. The FSCs are obtained
by training 2 deep learning density models and correlating the two aligned density maps from two independent data
sets and finding the resolution at the golden standard correlation cutoff value of 0.44.

set are 28.1, and 27.2 respectively.
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Figure 39: A) Comparing the invariant and variant encoder and critic configuration shows how the pixel shifts effect
the overall shape of the voxel density model. it is clear from visual inspection that the shift invariant critic and
encoder shows the most accurate reconstruction. B) The top view and side view of the 4 density maps which envelope
the PDB morph models 0,4,6 and 10. It performs a corkscrew rotation, which is more clear in the top views.

71



Figure 40: A) The reconstruction of the RAG complex over the number of steps. B) Reconstruction of the RAG
complex after 250000 steps without invariance. C) Reconstruction of the RAG complex after 250000 steps without
the noise generator but with invariance. D) The FSC Curves for the different reconstructions.

14.3 Hetreogenous Reconstruction on Real Data

Heterogeneous Reconstruction on EMPIAR dataset 10047 was performed. We performed the reconstruction with

the noise generator and invariant model. The reconstruction was also performed on configurations where no noise

generator was present or no variance within the encoder or critic. The data was embedded and clustered with

HDBSCAN. Only 1 cluster was generated. PCA with 1 principal component was used to produce 4 interpolated

feature vectors. The models were virtually identical to this resolution, indicating the algorithm found no heterogeneity

in the data. The model is shown in figure 40.

The FSC is calculated for the RAG complex and it was 18.7Å, the rest of the models have below 50 Å resolution.

We use the VGG-19 model computed on the EMPIAR 10047 to evaluate the FID score which are 42.1,58.1,62.3 for

the full model, model without noise generator and without the invariant critic and encoder.
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Figure 41: The image generation of particles from the data-set. The feature vectors are selected by K-means clustering
and the centroids are used as the generated image. A visual comparison to the micrographs made in RELION-4.0.1
enables us to compare the similarities visually for some of the projections.

14.4 2D particle Generation and clustering

We perform particle generation and clustering of simulated and real particles. The particle generation from the real

data sets is shown in figure41 where the feature vectors used are drawn from the K-means centroids. 41.
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Figure 42: K-means is performed on the embedding of the VAE-GAN for each data set. A star file for each cluster
is made and alignment of each cluster is performed in Relion-4.0.1. 8 Representations are extracted and showed for
the shift and rotation invariant and variant architecture.

To check that the generated points represent local homogeneity we performed K-means with 42 clusters and

refined each cluster in RELION-4.0.1 for each data set for all configurations (variant, invariant and no noise generator

configuration). We did not perform classification only orientation alignment to view if the projections are similar but

unaligned. 8 clusters are selected to show the homogeneity of each cluster for the invariant encoder and critic and

variant encoder and critic model configuration. The results for the variant and invariant configuration are depicted

in figure 42.

By measuring the FSC values of each cluster a FSC plot of the invariant, variant and no noise generator configu-

ration is obtained and the plots are shown in figure 43. A higher resolution is generated for the invariant critic and

encoder. The resolutions for the EMPIAR datasets 100091,10317,10076 and 10049 for the invariant configuration are

13.7 Å ,9.38 Å,11.35 Å , and 11.84 Å for the variant critic and encoder configuration are, 27.9 Å ,32.8 Å,25.6 Å , and

28.9Å, for the configuration without the noise generator it is 13.36 Å , 16.0 Å , 16.7 Å and 14.68 Å.
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Figure 43: The averaged FSC value for each configuration from each dataset. The resolution is higher for the invariant
critic configuration indicating a higher homogeneity of the cluster with respect to the non variant configuration of
the critic. The noise generator contributes slightly to the FSC value
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Experiments are performed on simulated data for the dataset EMD 8840,8845,8434. The test was run for the shift

invariant and shift variant and no noise generator architecture. The embedding and clustering with HDBSCAN was

performed and samples of the particles are visualized for each cluster for the shift invariant part. The encoder and

critic containing no in variance gave feature vectors which only constituted a single cluster. The NMI is 0.44.

The shift variant and VAE architecture and the VAE architecture with no noise generator gives lower performance

clusters. By visual inspection it seems to generate better images when the invariant critic and encoder (figure 46) is

used with respect the architecture not containing any invariance. By comparing it to the 2D classes in RELION-4.0.1

it removing invariance degrades the geometry as seen in figure 46. Removing the noise generator does not seem to

effect the geometry of the projections as seen in figure 45.

The FID scores are for datasert EMPIAR-10076,EMPIAR-10091, EMPIAR-10049 , EMPIAR-10073 and, EMPIAR-

10317 , 33.1,35.2,34.5,32.9,32.1 for the full model configuration. Without the configuration without the noise generator

the FID scores are 37.3,36.4,38.9,37.9, and 39.7 and for the configuration without the shift invariant generator the

FID scores are 52.1,53.4,54.6,58.8,54.7. For the simulated data the FID scores are for the full model 21.4, and for

without the noise generator it is 22.2, and without the invariant critic and encoder it is 34.1.
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Figure 44: A) The Embedding of the datasets 8840,8845,8434 , clustering and visualization through UMAP. Dataset
8840 and 8845 group together while dataset 8434 is grouped together in its own cluster. B) The reconstructed particles
compared to the original particles. The original and reconstructed image are paired in the photos such that the 1 row
and 1 column of the top image is the reference particle inserted into the encoder and the 1 row and 1 column of the
buttom image is the reconstructed particle. For the invariant configuration the reference particles are centered. Noise
and CTF is removed from the reference particles for better comparison. The shift invariant architecture performs
significantly better when relating the PSNR.
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Figure 45: An illustration of the images generated from the encoder and critic with no noise generator present. The
projections depict the real datasets sampled from latent variable nearest the centroid obtained from kmeans clustering
where k=16. The projections are not degraded as much as with the noise generator present.

Figure 46: An illustration of the images generated from the encoder and critic with no invariance. The projections
depict the real datasets sampled from latent variable nearest the centroid obtained from kmeans clustering where
k=16. The projections are degraded and the data-sets do not show the correct geometry of the projections.
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15 Discussion

15.1 2D Particle Generation and Clustering

From our analysis relating to the projected simulated data as viewed in figure 44 B, it is clear that the data reconstruc-

tion quality as measured through the PSNR and FID score is somehow related to the clustering performance. This

can be concluded from the experiment comparing the 2D projection variant and invariant architectures PSNR and

FID score and density-based clustering performance through the NMI score of our simulated dataset figure44A . The

NMI score is proportional to the image quality generation. It is important to note that the FID score can be biased

due to label corruption, but in general, it can give an objective measure of the models’ performance. The invariant

VAE-GAN demonstrates the ability to remove the CTF and noise corruption and reproduce the underlying shape of

the molecule accurately when compared to the reference micrograph it is intended to reproduce. The invariant model

version performed significantly better than the versions not incorporating invariance in the critic and encoder. The

HDBSCAN produced two clusters for the invariant version while only a single cluster for all other versions. Inspecting

the clusters by encoding the images into the latent space and generating the image centroids, it is clear the clusters

are likely formed the way they are due to the size of the molecule. The projections from the EMDB 8840 and EMDB

8845 are grouped in one cluster, and the projections which stem from EMDB 8434 are in the other cluster. The

sampling of each cluster shows that the projections from EMDB code 8840 and EMDB 8845 are separated within the

cluster. It is not expected that a 2D projection clustering algorithm can cluster the data together based on the type

of protein complex. However, from this study, the size of the molecule determined how the clusters from HDBSCAN

were formed. Thus this procedure can separate vastly different protein sizes and none target proteins. Literature

shows the reconstruction quality affects the clustering performance as a high reconstruction quality ensures the em-

bedding z has a well-defined geometrical component describing the shape of the image generated [200]. Therefore

this result is expected.

2D projection generation and clustering of real data through density-based methods currently have no apparent

use in 2D clustering of real data as HDBSCAN only returns a single cluster. For real data, the generative quality

of the model was measured by the FID score as no denoised reference is available. The FID score is approximately

the same as DC-GAN applied to other methods. However, clustering through K-means can be done and through the

methods described in the introduction, the optimal number of clusters can be computed in a reasonable amount of

time as the embedding dimension is only 2D so a suitable range of the number of clusters can be tested. However,

the clusters should be reasonable and represent the actual projections and not just a random group of images with

no relation to each other. To further explore the hypothesis that the embedding is grouped based on geometrical

information, we performed K-means clustering on real data. Clusters were produced from the z embedding and its

surroundings. If true, the image generation quality is proportional to how well grouped latent vectors are, and then

high-quality clusters will be generated through alignment. Based on comparing the image generation quality in figure

41 and figure 45 with figure 46 it is clear the geometry is more like the molecules for the invariant architecture. The

image quality is thus proportional to the particle homogeneity. As shown in figure 42 the incorporation of invariance

improves the cluster homogeneity in RELION-4.0 when only performing alignment. To confirm that higher resolution

clusters are generated through the invariant configuration, we extracted a single FSC curve from the two generated

half-maps for each dataset, which shows a higher resolution is obtained for the invariant architecture. This important

realization is that the VAE-GAN can produce homogeneous clusters. This method offers the opportunity for the user
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to quickly sample the subspace of the trained model with a classical clustering technique like Kmeans and, from the

centroid classes, pick what the user believes is the target protein and what is not. From inspection of 16 centroids, it

is clear the generator is able to reproduce some identifiable views accurately when visually compared to the RELION

clusters (figure 41) . The EMPIRE-10317 dataset contains much junk, and even here, it is possible to see protein

particle projections similar to the RELION classes. However, the visual quality is degraded severely, making it not

a tractable method for direct visual inspection. It is clear from other recent models within deep learning Cryo-EM

that alignment is Superior with respect to invariance when performing 3D reconstruction [156, 149]. Therefore it is

proposed to perform alignment instead of the incorporation of invariance for 2D projection generation and clustering.

A recent computationally efficient alignment procedure was introduced in [201], suitable for fast alignment to make

the problem tractable. We discussed in the GAN section that Superior architectures like FAST-GAN or styleGAN

have a much higher FID score (visual quality score) than DC-GAN. They are viable alternatives to increase the

generated image quality at the cost of longer run-time. In conclusion, for HDBSCAN to do automatic clustering of

projections is not currently realistic. However, improving the image generation quality can make K-means clustering

for the fast sampling of the subspace a liable alternative. The noise generator has been found to be able to improve

the PSNR and calculate the correct noise scale as depicted in figure 35. However, an inspection of the diversity loss

in figure 36 seems to show the generator has a low diversity score. The lag of a diversity loss implies a type of mode

collapse as every latent vector produces a near-identical noise map. It is unclear how significant contribution has to

2D projection generation of real data as reasonable projections of real data are still produced without it, as seen in

figure 45. However, from the simulation, it reduces the clustering performance if it is not trained appropriately.

15.2 3D Voxel Model generation and Clustering

The best performing model with respect to clustering of the simulated data EMDB 8434, 8840, 8845 was the model

containing the noise generator, generator, and camera with a uniform prior with an invariant critic and encoder.

In CryoGAN[98] it was commented that the noise estimation and invariance would improve the overall resolution

with respect to leaving them out. We showed here that the highest resolution was indeed achieved for 8434, 8840,

8845(figure 35) when shift-invariance and the correct noise scale were used, as confirmed from the FSC curves in

figure 38. However, even without the invariance present, it was still possible to visually identify the distinctions

between the ribosome complexes, but automatic clustering through HDBSCAN was not available, so label sampling

to obtain the models had to be done. However, the Glu3N reconstruction without the shift-invariant critic and

encoder gave an utterly wrong structure, showing the importance of incorporation of invariance. It was possible in

a completely unsupervised manner to cluster the distinct Ribosome complexes projections in one cluster to a high

degree of certainty for simulated data(NMI of 0.94). The visualization of the clusters also demonstrated the correctly

reconstructed models through manual inspection. This is the first unsupervised clustering method without knowing

the number of clusters in cryo-EM to be presented. This method is closely related to the clustering of the embedded

features vectors presented in CryoDragon[96]. However, CryoDragon requires a supervised model to elucidate the

different complexes and determine the number of clusters. In addition, it has not been explored in CryDragon how

a mixture of proteins with vastly different structures will affect the clustering performance. It is, however, stated

that it requires a high-resolution reference model, indicating the limitation is the particles must be closely alike. Our

VAE-GAN does not have this restriction as it does not require a reference model prepared by the user. This also avoids

bias as all the computational steps require no user interaction, and the only thing the user must do is inspect what

80



density maps to publish. In an attempt to improve the model, we used a camera prior. However, the camera generator

experienced mode collapse and only outputted one view angel. Other experiments within the field of reconstruction

have experienced the same issue of mode collapse with the camera prior,[202]. We also avoid sampling the PCA

components in regions not based on any data or sparse data by performing density-based clustering. This ensures

that the generated models are based on true underlying projections. Applying the model on real heterogeneous data

to test the reconstruction properties demonstrated the ability to reconstruct small molecules like the RAG complex

to 18 Å. This is the first attempt to build such small proteins within generative adversarial networks. However, some

research shows it to be superior by performing alignment instead of incorporating in-variance, as CryoDragon 2 has

shown [156]. It is indeed also an issue to incorporate Gabor filters due to the filters remove many features from

the image such that the convolutions in the later stage do not capture the fine details. This is likely why Gabor

filters have not been well studied in GAN settings. The FSC showed that the generator overfits to noise if either the

generator or shift and rotation invariance is not included. This study gives us a basis for what kinds of architectures

can resolve all cryo-EM data. It is found highly important to incorporate invariance and a scalable noise generator

to enable reconstruction and clustering. To explicitly control the reconstruction quality, we propose a metric-based

optimizer that optimizes the frequencies explicitly. The noise frequency values are masked out in the initial training

steps, and the low-frequency vectors are optimized.

16 Conclusion

This study showed it possible to cluster simulated data complexes in 3D with high accuracy without the users needing

to predetermine the number of clusters. It also showed the importance of incorporating invariance into the encoder

and critique for VAE-GAN type networks as reconstruction and clustering can not be performed sufficiently if these

components are not present. A scalable noise generator has shown its importance for the same reasons. It has also

demonstrated the ability to show the intra-class variance by sampling the conformational heterogeneity with PCA.

Testing on real data has shown the ability to perform homogeneous reconstruction of 3D voxel maps. However, no

heterogeneity could be found. The author intends to attempt a heterogeneous reconstruction and clustering on real

data in 3D with improved architectures and alignment, as other studies show this to be Superior to invariance. The

VAE-GAN can generate 2D classes for visual inspection. The classes are highly homogeneous when image alignment

and inspection of the images in the cluster are performed. For both VAE-GAN configurations, we have demonstrated

the ability to automatically cluster simulated data for reconstruction and rapid sampling of the subspace for 2D

projections without any additional training.
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Abstract

Protein structure determination and classificaiton through cryo-em is an enormous

task and requires much human supervision and data. Today many tasks require a

heterogeneous or homogeneous model of cryo-EM data for further analysis. The stan-

dard pipeline is to prefilter the unwanted particles, build a homogeneous model and

from that, estimate its heterogeneity. The estimation of every model requires intensive

computational power through the alignment of the raw particles. Here we represent a

deep learning architecture that can estimate the particle projections and 3D density

maps without alignment. The architecture can classify the images to the 3D density

models without the user predefining the number of classes. The architecture can be

fitted into the standard pipelines without any additional modification.

1. Introduction

Elucidating the structure and function of molecular machines requires extensive anal-

ysis through biochemical and microscopy-related methods. A precise knowledge of
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proteins’ structure and dynamic behavior are essential fields of study. The outcome of

studies are used for virtual drug design, mutagenesis analysis and protein optimiza-

tion (Renaud et al., 2018). Cryogenic transmission electron microscopy (Cryo-EM) is

one of the tools for elucidating dynamic and static structures from two-dimensional

images of bio-molecules in their native states. Improving instrumentation and soft-

ware enables us to predict structures to low resolution and even down to 1.36 Å

resolution (Kühlbrandt, 2014; Zhang et al., 2020). Modern, high throughput acqui-

sition, advanced data analysis, and instrumental improvements allow studying the

conformation landscape through Cryo-EM to supplement other methods. The most

common tools for processing are pipelines like CryoSparc and RELION (Punjani

et al., 2017; Scheres, 2012). The software has recently introduced concepts of rigid

multi-body refinement(Nakane & Scheres, 2021) or 3D variability analysis(Punjani

& Fleet, 2021) to study the conformation dynamics of the protein. These tools have

produced the highest quality of structures for many years because of their robust-

ness and reliability. Although tools lags the ability to make automated classifica-

tion of the micrographs, it requires extensive user interaction and experience. The

classification of depleted Ribosome by an expert user identified 18 classes while a

automated program identified 41 classes(Rabuck-Gibbons et al., 2022). This indicates

superior performance can be obtained from fully automated pipelines. Powerful deep

learning generative adversarial models (Gupta et al., 2020; Gupta et al., 2021; Zhong

et al., 2021a; Chen & Ludtke, 2021) and classical-based methods have over the century

been proposed(Lederman & Singer, 2017; Moscovich et al., 2020). They can find the

number of distinct proteins and their conformations. To this day, they only work on

simulated data, of well centered particles, or require a reference model with alignment

parameters obtained from the mentioned robust pipelines. The limitation of these

methods is the complexity of noise, multiple proteins on a single micrograph, and
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imperfect centering. Most algorithms require at least one of these factors not to be

present. Here we propose methods within the domain of deep learning based invari-

ance methods which can be incorporated into existing deep learning architectures and

automatic classification and volume and 2D class reconstruction.

2. Methods

Training the underlying model of aligned particles produces an average signal of the

individual images. The process is cumbersome as the alignment of images requires

sampling many in-plane rotations and in-plane shifts. Accurate representations of

the underlying projections are still possible by eliminating the image alignment step.

In deep learning, content-aware models filter the raw image through neural net lay-

ers called a critic and compute a representation that contains the overall geome-

try of the single particles but discards the information of the particles’ location.

Forwarding images generated by a model into the critic and back propagating the

error will optimize the particle’s geometry without incorporating alignment discrep-

ancies. Such a scheme is introduced into a framework called generative adversar-

ial networks(Creswell et al., 2018). Representations unaffected by the shifted and

rotated signals are denoted as invariant to translations and rotations. Applying polar

transformations through warping or incorporating Gabor filters into the critic pro-

duces rotation-invariant features(Alekseev & Bobe, 2019; Kim et al., 2020). Intro-

ducing cyclic padding and adaptive polyphase sampling produces shift-invariant fea-

tures when global average pooling 2D is used (Chaman & Dokmanic, 2021). We con-

struct a deep learning model for 2D particle embedding ,classification and generation

based on a variational-autoencoder generative adversarial network (VAE-GAN), like

architecture(Larsen et al., 2016). For 3D homogeneous and heterogenous reconstruc-

tion invariance is incorporated into two different custom-made GAN architectures.
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The first GAN architecture enables 2D classification. The second GAN enables het-

erogenous and homogenous reconstruction. The overall architecture of the VAE-GAN

and is depicted in figure 1. Common for both architectures is the critic, which extracts

information from the generated and real images and learns to discriminate between

them.

Fig. 1. The two overall architectures will used this paper. A) A VAE-GAN encodes
an image and embeds it into a latent space that can be sampled from to generate
its denoised version without PSF and noise. To reproduce the realistic 2D image, a
PSF is applied and a polar transform is incorporated to satisfy shift invariance. The
critic evaluates the realness of the generated particles and the error is backprop-
agated to improve the generative model. B) A GAN which has the same overall
architecture as A but without the encoder and polar transform. Instead Gabor
filters are incorporated into the critic to satisfy rotation invariance.

For the 2D particle generation and 3D , the raw particles are mapped to a latent

vector zr by an encoder. The Generator draws from zr and zp ∼ N (0, 1) and recon-

structs a representation of the particle through the Generator. A projected image as

seen in a raw micrograph can be formulated as:

I = PSF ∗ S + ϵ (1)

Where I is the viewed projection and S is the underlying uncorrupted particle, PSF is

the point spread function convoluted on the actual signal of the bio-molecule S. We use

the same mathematical formulation for the PSF as described in CTFFIND4(Rohou &

Grigorieff, 2015). ϵ is the noise model, which in Cryo-EM is estimated to be Poisson or
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Gaussian distributed. The noise has an unknown scale but can be estimated through

the location of the background noise as described in (Baxter et al., 2009) or through a

neural network acting as a noise generator (Kaneko & Harada, 2020). By using a convo-

lution neural network, as a noise generator, the noise can be described as Gaussian with

an unknown scale: ϵ = ϵgθ(zg) and Poisson with an unknown scale ϵ = ϵgθ(zg) where

ϵg ∼ N (0, 1) The noise and signal generators resemble DC-GAN architecture(Radford

et al., 2015). The Generator for the 3D representation is a pi-GAN style architec-

ture, a type of neural radiance field suitable for 3D reconstruction(Chan et al., 2021).

The Generator for 3D reconstruction outputs the model S in Fourier space. The The

3D generator is trained by sampling Euler angles uniformally ψ, ϕ, α ∼ U(−π, π)

and constructing a rotation matrix R. A meshgrid of coordinates in the xy plane is

(x, y, z) = [0, 64]× [0, 64]× [0, 64] are rotated by the rotation matrix. The indices are

used to slice into a matrix of trainable parameters t ∈ R64×64×64 to obtain a matrix

slice with bilinear interpolation t ∈ R64×64×3. The slice is forward passed through the

generator with latent variable zp and zr to produce (Fr, FI) = F ∈ R64×64×2 which is

the real and imaginary Fourier components..The architectures for 2D projection gen-

eration and 3D density map can be viewed in figure 8 and 9. The overall VAE-model

is depicted in figure 1. We let ϵg be a stochastic variable drawn from a multivariate

Gaussian ϵg ∼ N (0, 1) and θ(zr) is the pixel-wise scale generated from the Generator

and
√
|S| is the square root of the absolute signal. The full model to generate the

projected image I ′ if the noise is Poisson

Io = PSF ∗G(zo) + ϵ0Gn(zo)
√
S (2)

Or Gaussian

Io = PSF ∗G(zo) + ϵ0Gn(zo) (3)

Where G is the model generating the underlying recovered signal S and Gn is the noise

generator, zo is the latent variable drawn from either the encoding of a image or by the
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latent sampled from the Gaussian. θ draws only from a stochastic variable z ∼ N (0, 1).

We let I ′o be a image either generated from zp or zr. We impose a prior on the encoder

to output a latent variable that follows N (0, 1) by minimizing the Kullbach Liebler

divergence enforcing the encoder to produce latent variables following a Gaussian

distribution. We use the reparameterization trick to do so.

zr = µ(E(I)) + σ(E(I))zϵ, zϵN(0, 1) (4)

The critic takes a real image I and outputs a value between 0 and 1 to score how

’real’ the particle is. The critic trains in such a way to discriminate from real and

generated data and the Generator and encoder is trained through the critic to improve

the geometry of the image to fool the critic. For VAE-GAN. The critic ,encoder and

Generator are trained sequentially. The loss of the encoder is:

Lenc = KL+MAE(Dl(I
′
r), Dl(I)) (5)

For KL is the Kullbach Liebler Divergence which ensures the latent encoding follow a

multivariate Gaussian distribution. Dl(Ir) and Dl(I) is the output of the intermediate

layer of the critic and MAE is the mean absolute error which accounts for the percep-

tual loss. To train the Generator we minimize the log likelihood with , the perceptual

loss and diversity loss.

LG = −E(Dl(If ))− 0.02
||Gn(z1)−Gn(z2)||

||z1 − z2||
+ 0.2Lenc (6)

The diversity loss is to avoid mode collapse of the generator when training. Where

I ′r is the reconstructed image and I ′p is an image sampled from zp ∼ N (0, 1). The critic

is trained by minimizing the earth mover distance with gradient penalty to satisfy the

Leipzig-1 constraint

LD = E(Dl(Ir))− E(Dl(If )) + λ||∇D(αIf + (1− α)Ir)||, α ∼ U(0, 1) (7)
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We use gradient regulation to stabilize the training and avoid mode collapse of the

GAN with a weight =10(?). The Encoder, Generator and Critic are updated sequen-

tially with three different ADAM optimizes (Kingma & Ba, 2014).

3. Results

3.1. Incorporating shift and rotation invariant kernels for 2D particle generation

Fig. 2. 16 generated Images from 16 latent vectors sampled from a 10D Gaussian
distribution for each dataset. Examples of the averages of clusters

The selected data sets for this experiment are EMPIAR-10317(Hofmann et al.,

2019), EMPIAR-10049(Ru et al., 2015), EMPIAR-10091(Lu et al., 2017) and EMPIAR-

10076(Davis et al., 2016). The data set is normalized to a mean of zero and a variation

of 1. The prepossessed images are saved in half-precision to reduce memory footprint

and latency. The images are downsized to 64 x 64 pixels with a lancoz 5 kernel with

anti-aliasing to eliminate high-frequency data. The required input files are a star file
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referring to the particle stacks in .mrc format with a valid path and point spread

function(PSF) parameters. The model architecture is depicted in figure 8. The gener-

ated images are produced by feeding forward a 10-dimensional feature vector obtained

from the encoder sampled from the Gaussian distribution. The model is trained for

200000 steps, of a batch size of 16, with a learning rate of 1e5 for each optimizer. Sam-

ples are drawn from the encoder distribution by clustering with K-means++ (Ahmed

et al., 2020) and after training. The centroids are fed into the Generator to produce

the 16 images. The results are illustrated in figure 2. The homogeneity of the clusters

are checked by performing alignment for each cluster in RELION for the variant and

invariant encoder and critic version. The results are shown in figure 4.
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Fig. 3. A) The Embedding of the datasets 8840,8845,8434 , clustering and visual-
ization through UMAP. Dataset 8840 and 8845 group together while dataset 8434
is grouped together in its own cluster. B) The reconstructed particles compared
to the original particles. The original and reconstructed image are paired in the
photos such that the 1 row and 1 column of the top image is the reference particle
inserted into the encoder and the 1 row and 1 column of the buttom image is the
reconstructed particle. For the invariant configuration the reference particles are
centered. Noise and CTF is removed from the reference particles for better com-
parison. The shift invariant architecture performs significantly better when relating
the PSNR.
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Fig. 4. K-means is performed on the embedding of the VAE-GAN for each data set.
A star file for each cluster is made and alignment of each cluster is performed in
Relion-4.0.1. 8 Representations are extracted and showed for the shift and rotation
invariant and variant architecture.

The generated images are related to clusters generated from 2D classification in

RELION-4.0.1 by tracking the particle ID reconstructed in the VAE-GAN with the

particles location in the 2D classes generated in relion-4.0.1. 10000 projections are

generated from each model with the EMDB code 8434, 8840, 8845. The models repre-

sent different states of the depleted ribosome 8434 is state A, 8840 is state B and 8845
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as state D. The projections are generated uniformly ψ, ϕ, α ∼ U(−π, π). The PSF

function defocus values is sampled uniformly ux, uy ∼ U(1000, 5000). Noise is added

with a standard deviation of 1.0 to each projection. The VAE-GAN is trained on the

simulated data for 200000 with a batch size of 16. Max pooling is introduced instead

into the shift in-variant layers and compared to the shift invariant layers. The Gener-

ated results from simulation and ablation studies are shown in figure 3. HDBSCAN

is done on the full model of simulated data (McInnes et al., 2017). The replacement

of ASI with Maxpooling2D and discarding the polar transform is used to do the shift

and rotation variant experiments. The particles are embedded into the latent space

and UMAP(McInnes et al., 2018) is used to project it to a 2D coordinate space.

The FID Score is evaluated for each model configuration by training a VGG-19

(Simonyan & Zisserman, 2014) on each data-set, from the simulated data and the

real data, down-scaled to I ∈ R64×64 and normalized as described previously. The

VGG-19 model is trained in the following supervised manner. A batch size of 128

images are inputted into the model. The 16, 2D clusters produced by RELION-4.0.1

are considered as ground truth labels. The optimizer used is the ADAM optimizer

with a learning rate of 10e4. The model is initialized with HE Normal weights. The

Model is trained for update 200000 steps. The loss function used is the hinge loss with

power 2. A chained augmentation is applied. The images are randomly cropped and

re-scaled, and image contrasting is used. The FID score for the real data is on average

39.6 and for the simulated data it is on average 21.4 for the full model, 23.4 for no

noise generator present and 29.8 for the variant critic and encoder ablation study.
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Fig. 5. The UMAP embedding of the latent vectors forwarded by the encoder. The
3D models are sampled from each embedding by clustering with HDBSCAN and
then using PCA analysis for sampling the models in each cluster.

3.2. Incorporating shift and rotation invariant kernels for 3D homogeneous and het-
erogeneous reconstruction

Two states of mGLU2 is obtained from the PDB databank 7mtq and 7mtr (Fang

et al., 2022) and are aligned through residue number 673-816 chain A and B in

chimera(Pettersen et al., 2004). The PDBs are morphed to produce 10 intermediate
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PDB files in Chimera. Each PDB file is used to simulate a density map with a box size

of 320 x 320 x 320 box with a resolution of 2.0 Å in EMAN2(Tang et al., 2007). Each

intermediate produces 10000 projections by uniformly sampling each Euler angle and

projecting the model onto a 2D plane. We use the differentiable Fourie slice scheme

introduced in (Ullrich et al., 2019) to do so. A point spread function is applied to

each projection with the defocus sampled uniformly from a distribution of [1000,5000]

. Gaussian noise of a standard deviation of 1 is added. The projections are made in

RELION-4.01. The images are downsampled to 64 x 64 px with a lanczos 5 kernel

with anti-aliasing. The 3D GAN for heterogeneous classification was trained for 250000

steps of a batch size of 16 and a learning rate of 1e5. The generator inputs a grid and

latent variable to produce the density map. 16 projections are made for each model

generated by uniformly sampling the Euler angles. While training, the real data is

shifted uniformly in the plane by whole pixel value up to 16 px from the image center

position in the X and Y plane. The shifts are uniformly sampled X,Y ∼ U(−∞,̸∞)̸.

Once the training is complete the images are embedded and UMAP is applied. PCA

analysis is performed on each cluster and feature vectors of the first principle axis

are produced by interpolating between the data point of the 5 % and 95 % percent

percentile data point. We interpolate 4 feature vectors. The generated pdb models

are fit into the four generated density maps and the best fits according to the CC

score are shown. In figure 6 it is depicted the effect of incorporation of shift-invariance

when the images are shifted inplane, successfully reproduces the reference model. In

contrast, the critic without the invariance incorporated inaccurately reproduces the

density model. The model is trained for 250000 steps with an ADAM optimizer with

a learning rate of 1e5. 10000 projections are generated from each model with the

EMDB code 8434, 8840, 8845. The models represent different states of the depleted

ribosome 8434 is state A, 8840 is state B and 8845 as state D. The projections are
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generated uniformally ψ, ϕ, α ∼ U(−π, π) . The PSF function defocus values is sam-

pled uniformly ux, uyU(1000, 5000). Noise with a standard deviation of 1 is added to

each projection. The model is trained for 250000 steps with an ADAM optimizer of

a learning rate of 1e5. The images are forwarded through the encoder and embedded

with UMAP and clustered with HDBSCAN (McInnes et al., 2017). Sampling of the

clusters is done by interpolating 4 feature vectors with PCA analysis. The NMI is 0.94

and the embedding and loss curves are displayed in figure 5.
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Fig. 6. A) The reference model is simulated to two Å and projections are sampled.
The projections are uniformly shifted on the image up to 16 px from the center. A
homogeneous reconstruction is attempted without shift invariant layers and shift
invariant layers. B) Heterogeneous reconstruction is performed on projections of the
model rotating around itself with shift invariant layers. The best fit of the model is
model frame 0,4,6 and 10 according to the cross correlation score.

We test if the incorporation of shift-invariant layers and trainable Gabor filters

enable us to perform ab initio reconstruction of the RAG complex (EMPIAR-10047),

a relatively small complex. The data is downsized to 64 x 64 px with a lanczos 5 filter
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with anti aliasing. The encoder is removed and a constant vector of ones is inserted

into the generator instead. The model is run for 250000 steps with a batch size of 16

. The results are depicted in figure 7 . Ablation studies showing no noise generator

or no Gabor filters for RAG illustrates a failure. The FSC is calculated for the RAG

complex and it was 18.7Å for the full model, the rest of the models have below 50 Å

resolution.
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Fig. 7. A) The reconstruction of the RAG complex over the number of steps. B) Recon-
struction of the RAG complex after 250000 steps without invariance. C) Reconstruc-
tion of the RAG complex after 250000 steps without the noise generator but with
invariance. D) The FSC Curves for the different reconstructions.

4. Discussion

We presented a pipeline for single-particle generation in 2D. Generation of single par-

ticles visible for particle selection is found to depend on the noise generator and the

invariance to the shifts and the in-plane rotation. The VAE-GAN can be used for 2D
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and 3D particle clustering and selection as it is possible to cluster the embedded parti-

cles through HDBSCAN clustering with simulated data. The K-means clustering and

alignment on real data showed local homogeneity of the data is due to the incorpo-

rated invariance. This shows how the translation and rotational parameters disorders

the embedding. In 2D the ribosomes size was able to be discerned as the overall size

is distinct between the models. In 3D we demonstrated the ability to cluster each pro-

jection with there corresponding 3D reference model with a high NMI score of 0.94.

The concept of invariance in generative adversarial is shown to improve the overall

quality if shifts are present. Incorporating a noise generator has also been shown to

improve image quality and removes the requirement of estimating the noise scale. For

3D homogeneous ab initio models the noise generator was crucial to obtaining the 3D

structure if it is not implemented, the FSC curves for the density map shows the model

is unable to converge, and as visualized, the reconstruction failed. Other deep learning

models either show a presence of a noise generator or the incorporation of a frequency

marching scheme where the high-frequency components are cut off in the initial stages

and increased over time to be able to converge (Zhong et al., 2021a). The reconstruc-

tion of simulated density maps to illustrate the effect of shifting the model from the

center of the axis found that the model was unable to be reconstructed to look like

the reference model. Incorporating invariance for down sampling and cyclic padding

makes it possible to shift the projections from the image center without affecting the

reconstruction. Although the shifts utilized in the training process are extreme, with

up to 16-pixel shifts , it illustrates the point of incorporating of different layers affects

the overall outcome and the viability of using generative adversarial networks for real

world data conditions. Applying Gabor filters and invariance with noise enabled us

to reconstruct the RAG complex. However, it is clear that the overall quality of the

RAG-complex is in much worse condition than building a deep neural network with
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alignment schemes in (Zhong et al., 2021b). It is believed the primary reason is the

Gabor filters. Although these filters are crucial to make the model work , Gabor filters

only extract rotation-invariant features in specific directions and frequencies. The rest

of the information is filtered out. Although Gabor filters have shown to improve clas-

sification results, it is untested through literature for generative adversarial networks,

likely because it severely affects the reconstruction quality.

5. Conclusion

We designed a method to be used in single-particle pipelines for heterogeneous analy-

sis, 2D clustering and ab initio model reconstruction. Implementing an unsupervised

generator removes the requirement of pre-estimation of the noise distribution and

real supervised data collection of noisy images, with the price of extra computational

cost. The incorporation of invariance enables us to perform 2D and 3D generation,

a previous method not seen in generative adversarial models. We propose this as an

alternative to alignment, which can drastically reduce the computational load as align-

ment requires all possible permutations to find the best fit. Using modernized gans

like (Karras et al., 2020) can help scale the particle resolution up to 1024 x 1024

pixel size, although with the price of high computational load. The incorporation of

improved rotation invariant kernels can improve the shift-invariant scheme to increase

the overall resolution of the models to do high-resolution reconstruction.

6.

Appendix A
Supplementary Material
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A.1. 2D Projection VAE-GAN

Fig. 8. The architecture of the individual components in the 2D generator. The com-
ponents are inspired from DC GAN architecture.

A.2. 3D density map generator VAE-GAN

The Generator for the homogeneous and heterogeneous data sets. The deep coor-

dinate network is based on linear layers and sinus functions as activation’s. A 64

×64 ×64×3 trainable matrix is passed into the linear layers, for each coordinate

(i,j,k) a real and imaginary Fourier coefficient is produced by the neural network

F = θ(i, j, k, z) + iθ(i, j, k, z). Where z is the latent variable transformed by a camera

block composed of linear layers and leaky relu activations and produces the phase and

bias coefficient α ∈ R1×128 and β ∈ R1128 and modifies the input matrix xRJKI128 by

the hadarmat product αx+ β. The output is transformed by a fast Fourier transform

to a real space 3D model. We use a Fourier slice projection proposed and add the PSF

function and noise to the generated image.
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Fig. 9. The two generators for heterogenous models. A 64 x 64 x 64 x 3 trainable grid
is fed into the SIREN if heterogenous refinement is performed. The siren outputs a
64 x 64 x 64 x 2 fourie volume which can be transformed into real space to produce
a density map. The projections are uniformaly sampled and a CTF function is
applied. Noise is added trained to imitate and scale to the noise level distribution.
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