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Gaussian process regression to accelerate geometry
optimizations relying on numerical differentiation
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(Received 15 October 2017; accepted 15 December 2017; published online 15 March 2018)

We study how with means of Gaussian Process Regression (GPR) geometry optimizations, which rely
on numerical gradients, can be accelerated. The GPR interpolates a local potential energy surface on
which the structure is optimized. It is found to be efficient to combine results on a low computational
level (HF or MP2) with the GPR-calculated gradient of the difference between the low level method
and the target method, which is a variant of explicitly correlated Coupled Cluster Singles and Doubles
with perturbative Triples correction CCSD(F12∗)(T) in this study. Overall convergence is achieved if
both the potential and the geometry are converged. Compared to numerical gradient-based algorithms,
the number of required single point calculations is reduced. Although introducing an error due to
the interpolation, the optimized structures are sufficiently close to the minimum of the target level
of theory meaning that the reference and predicted minimum only vary energetically in the µEh

regime. Published by AIP Publishing. https://doi.org/10.1063/1.5009347

I. INTRODUCTION

A standard task for quantum chemistry is to identify
equilibrium structures on the potential energy surface (PES).
Often density functional theory (DFT) can be very successfully
applied to obtain sufficiently accurate geometries. However,
in some cases, it is important to use highly accurate wave
function-based methods like a variant of explicitly correlated
Coupled Cluster Singles and Doubles with perturbative Triples
correction CCSD(F12∗)(T). If one is, for example, interested
in interaction energies on this level of theory, it is prefer-
able to also use CCSD(F12∗)(T) geometries or geometries
of closely related methods rather than a completely different
method to stay as consistent as possible. Furthermore DFT
can only take dispersion interaction into account if empiric
dispersion corrections like Grimme’s D correction1 are incor-
porated. CCSD(T) and related methods are therefore preferred
for weakly bound systems, where this type of interaction is a
dominant contribution. Here the problem emerges that usu-
ally no analytical molecular gradients are available yet or
are not available in the majority of quantum chemistry pro-
gram packages. And since the number of required man hours
for deriving the needed working equations and implement-
ing them in an efficient way is very high, it is unlikely that
this gap will be filled in the recent future. A way out of this
dilemma is to use numerical gradients (NUMGRADs). How-
ever, the drawback of this approach is that for each gradient
evaluation at least 2 · (3N � 6) single point calculations (SPs)
are required, where N is the number of atoms. For larger and
larger molecules, this becomes more and more a bottleneck.
Realizing that redundant information is likely generated dur-
ing such an optimization, one can pick up ideas from the

a)Author to whom correspondence should be addressed: gunnar.schmitz@
chem.au.dk

b)ove@chem.au.dk

field of machine learning to re-use already generated informa-
tion. It has already been demonstrated that the combination of
machine learning algorithms with quantum chemical calcula-
tions can be very fruitful.2–9 In this work, we employ Gaussian
Process Regression (GPR) to interpolate from the calculated
single point calculations (SPs) a local PES, which is used for
the minimization.

GPR was recently successfully used to construct
PESs,6,10–13 to evaluate PES matrix elements in a convenient
format,14 and in the modeling of collision dynamics.3,15 Fur-
thermore Glielmo et al. showed how to use GPR to predict
interatomic forces via GPR in a very recent paper.16 These
studies show that only few input data are required to obtain
a sufficiently accurate description of the PES. According to
Ref. 17, the number of training points required for Neural
Networks (NNs) can be expected to be larger than that in the
case of GPR. We note that our aim of obtaining structures is
a somewhat different application of GPR. The structure does
not require the calculated GPR to be generally accurate for the
full PES. On the other hand, it must be very precise in a local
region to find the correct structure.

The advantage of GP/GPR is its simplicity. It belongs
to the family of kernel-based statistical learning algorithms
that are generally easier to implement than NNs.18 GPR is
a parameter-free form of fitting. The GP is determined by
the assumed correlation between input points.19,20 This is an
important point for the construction of PESs since it removes
the necessity to use analytical fit functions, which are tailored
to the molecular system of interest and can be quite differ-
ent for different systems. Therefore the non-parametric fitting
enables a more black box-like approach. We note that GPs can
also be viewed as a prior on one-layer feedforward Bayesian
NNs with an infinite number of hidden units, which is an inter-
esting connection to NNs.21 There are approaches to combine
GPR with NNs like the work of Huang et al.,22 where in a
GP a deep NN is applied as the feature-mapping function to
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enhance scalability of the GP. Also Wilson et al. showed how
to combine kernels with NNs to arrive at linear scaling costs
for inference with respect to the training data.23 Regarding the
application in quantum chemistry, we note that other types of
machine learning made their way into it as well. Regarding the
representation of potentials, NNs were successfully applied by
Behler and co-workers in a series of papers.4,5,24,25 Targeting
a different scope, Manzhos et al. also presented successfully
how to use NNs to represent PESs.26–28 Furthermore other
kernel-based approaches were successfully applied to predict
different molecular properties.2,29–31 Besides the application in
fitting potentials, we note that, for example, genetic algorithms
were successfully applied for different optimization purposes
by, for example, Hartke and co-workers7,32,33 and Sierka and
co-workers for structure optimization34,35 as well as Oganov
and co-workers for crystal prediction.8,36–38 Thus the combina-
tion of machine learning algorithms with quantum chemistry
is a very vivid field, and it can in general be expected that
interesting projects emerge from this combination, not only
for method development but also to work on the development
of new materials.9

The paper is organized as follows: First we briefly review
GPR and the related topics like hyper-parameter optimiza-
tion. Afterwards the use of GPR in geometry optimizations is
discussed followed by numerical evidence of this approach.

II. THEORY
A. Gaussian process regression

Gaussian process regression (GPR), sometimes also
referred to as kriging,39–41 is a special class of machine learn-
ing algorithms. Its strength lies in the non-parametric regres-
sion of multidimensional hypersurfaces using only limited
input data. The procedure is based on the Bayesian inference.20

In our case, a Gaussian Process (GP) is a statistical distribution
of functions, for which every finite linear combination of sam-
ples has a joint Gaussian distribution. Concerning the potential
V (x), we introduce the vector v = (V (x1), V (x2), . . . , V (xn)),
where x = (x1, x2, . . . , xd) is also a vector of dimensionality d
containing the coordinates of a given structure (data point). Let
us assume that the elements of v have a multivariant Gaussian
distribution. The joint probability density is given as

p(v|m, K) =
1

(2π)n/2 |K |1/2
exp

(
−

1
2

(v −m)TK−1 (v −m)

)
,

(1)

for which we use the short-hand notation

v ∼ N(m, K). (2)

Often a constant or zero mean function m = (m(x1), m(x2),
. . . , m(xn)) is used. Without losing generality, we also apply
a zero mean here. In order to make predictions, it is exploited
that the observed/training data v and the unknown data
v∗ =

(
V (x*

1), V (x*
2), . . . , V (x*

n)
)

are distributed according to



v

v∗


∼ N *

,



m

m∗


,


K(X, X) K(X, X∗)

K(X∗, X) K(X∗, X∗)


+
-

, (3)

where X = (x1, x2, . . . , xn) is a vector of the n data points. This
distribution is referred to as prior distribution since it only con-
tains the prior assumption on how the data points are related.
By conditioning the joint Gaussian prior distribution on the
observations, one obtains the Bayesian conditional probability
(or posterior distribution)

v∗ |v ∼ N(µ,Σ) (4)

with a new mean and co-variance function

µ = m∗ + K(X∗, X)K(X, X)−1 (v −m) , (5)

Σ = K(X∗, X∗) − K(X∗, X)K(X, X)−1K(X, X∗), (6)

which can be used to make predictions for not observed data.
Graphically speaking, all functions in the prior distribution are
removed, which do not go through the data points. To make
predictions, the new mean function µ is used as an estimate for
the function value for unknown geometries, and the diagonal
elements of the co-variance matrix Σ give a statistical confi-
dence interval. In the current presentation, we assumed that
our data are noise free. This is somehow a good assumption
since the data in our case are computed and not measured, but
each calculation has only a finite precision. To account for this,
one usually adds a constant noise term σ2

n on the diagonal of
the co-variance matrix

v ∼ N(m, K + σ2
n · I) . (7)

Incorporating this term, all working equations remain the
same. The noise term can be seen as a regularization. Effec-
tively it adds flexibility to the model. The GPR does not have to
go through each data point exactly anymore, which can result
in a smoother regression. We also experimented with it and
concluded to add a small constant noise of 10�7. However, in
the future, it might be beneficial to come up with an adaptive
scheme.

We note that in contrast to NNs not a single number is
predicted but a distribution of functions on which we can
only make statistical statements. But this is not necessarily
a disadvantage. GPR is conceptually simpler and provides an
(statistical) error estimate. The concept is illustrated in Fig. 1,
where the Full-CI/cc-pVTZ potential for H2 is depicted with
different GPRs trained with a different amount of SPs. The
dashed green lines indicate the error estimate. With more data,
the true potential can be better described. It is evident that
the uncertainty grows if no data points are close by, but it is
also indicated that the uncertainty interval has only a relative
meaning. Furthermore it shows that extrapolation is as always
harder than interpolation and that the GPR is not constrained
to give even just a reasonable asymptotic behavior if no data
points in this regime are included.

B. Representing the potential

The time dominating costs for GPR are the inversion of
the co-variance matrix K, which scales with O(n3). As usual,
the inversion can be avoided by solving the linear systems of
equations

Kω = (v −m) . (8)
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FIG. 1. Example of various GPRs to represent the potential of H2. The red curve is the actual full-CI/cc-pVTZ potential and the green curve is the GPR. The
selected points to train the GPR, as well as the confidence interval, are indicated via dashed lines. (a) GPR with 1 point, (b) GPR with 3 points, (c) GPR with 5
points, (d) GPR with 8 points.

Since K is positive definite, the Cholesky decomposition can
be used for this purpose, which is quite efficient and stable.
In cases of near singularities, we switch to the singular value
decomposition (SVD). However, this cannot resolve all numer-
ical problems with duplicated or close data. We found that it
is of importance to ensure diversity in the training data. We
ensure this by excluding too similar structures from the train-
ing set as it will be described in Sec. II F. Using GPR, the
potential is represented as

V (x) =
∑

k

ωkk(x, xk), (9)

where k(x, xk) is a so-called kernel function. The kernel func-
tion specifies the co-variance matrix and will be introduced in
Sec. II C.

C. Kernel functions

Having set the initial mean function to zero or a constant
value, the only thing which defines the GP is the co-variance

function/matrix,

K =

*.......
,

k(xi, xi) k(xi, xj) · · · k(xi, xn)

k(xj, xi) k(xj, xj) · · · k(xj, xn)
...

...
. . .

...

k(xn, xi) k(xn, xj) · · · k(xn, xn),

+///////
-

(10)

which is constructed from kernel functions. In the current
work, we make use of the Matérn kernel family

k(x, x′) = σ2 21−ν

Γ(ν)

(
√

2ν
|x − x′ |

l

)ν
Kν

(
√

2ν
|x − x′ |

l

)
, (11)

where Γ is the gamma function and Kν is the modified Bessel
function. For half integer values of ν, some special cases
are obtained. In the following, the most prominent cases are
discussed. For ν = 0, we get the Ornstein-Uhlenbeck kernel
(OUEXP)

k(x, x′) = σ2 exp

(
−
|x − x′ |

l

)
(12)
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and for ν = 3/2 the Matérn 3/2 kernel (MAT32)

k(x, x′) = σ2 *
,
1 +

√
3 |x − x′ |

l
+
-

exp *
,
−

√
3 |x − x′ |

l
+
-

(13)

and for ν = 5/2 the Matérn 5/2 kernel (MAT52)

k(x, x′) = σ2 *
,
1 +

√
5 |x − x′ |

l
+

5 |x − x′ |2

3l2
+
-

× exp *
,
−

√
5 |x − x′ |

l
+
-
. (14)

Furthermore, for lim ν → ∞, the squared exponential kernel
(SQEXP)

k(x, x′) = σ2 exp

(
−

(x − x′)2

2l2

)
(15)

is obtained. As a rule of thumb for this class of kernel func-
tions, the ability to describe smoother and smoother functions
increases with ν.20 The kernel function encodes the assumed
correlation between the data points x and x′, which are in our
case a vector of internal coordinates x = (q1, q2, . . . , qn)T .
There are many more choices for kernel functions, and in
principle the only crucial requirement is positive definiteness.
We note that different kernel functions can, for example, be
combined by addition or multiplication to yield new kernel
functions. Multiplication can be seen as an and operation since
the new kernel has only high values if both base kernels have
high values. Similarly addition can be seen as an or operation.
The new kernel has a high value if either one or both of the
base kernels have high values.

From the definition, it is evident that these functions
depend on parameters like σ and l. However these param-
eters are not fit parameters in the classical sense and are
therefore usually referred to as hyper-parameters. Neverthe-
less they carry information about the function, which should
be described. σ2 is, for example, the average distance of the
function away from its mean and l is the length of the ‘wig-
gles’ in the function. Usually one cannot extrapolate more than
l units away from the training data.20 This behavior is sketched

in Fig. 2, where the squared exponential kernel is used to rep-
resent the potential of H2. If l is too small, it is not possible
to interpolate far enough from the training data points and
nonphysical features in the potential are obtained.

Deviating from the simple examples in this section, we use
a different length scale parameter for each internal coordinate
(see below) and not a global one for each data point.

D. Optimizing the hyper-parameters

The hyper-parameters can be fixed ahead of a calculation,
but it is more advisable to optimize them based on the current
training data. For this purpose, the logarithm of the marginal
likelihood

log p(v|X, θ) = Jθvx = −
1
2

(v −m)T K−1 (v −m)

−
1
2

log |K | −
n
2

log 2π (16)

is maximized with respect to the choices of hyper-parameters
θ. The term n

2 log 2π is a normalization constant and 1
2 log |K |

is a complexity penalty, where |K | is the determinant of the
matrix K.20

The partial derivatives with respect to the hyper-
parameters are given as20

Jθvx =
∂

∂θi
=

1
2

tr

((
ωωT −K−1

) ∂K
∂θi

)
, (17)

whereω = K−1 (v −m). The costs for calculating the marginal
likelihood are dominated by inverting the K matrix, which
scales as O(n3). If K�1 or equivalently the Cholesky decom-
position of K is known, the partial derivative with respect to the
hyper-parameters can be evaluated using O(n2) scaling costs,
allowing the use of gradient-based optimization algorithms.
In this work, we use resilient backpropagation42 (Rprop)—
a optimization algorithm often used in feedforward artificial
NNs—with an improvement (iRprop) described in Ref. 43.
Rprop uses adaptive update steps which only take the sign of

FIG. 2. Example of the influence of the choice of the length scale parameter l for the squared exponential kernel when representing the potential for H2. The
red curve is the actual function. The green curve is the GPR representation and the green dashed lines illustrate the confidence interval. (a) l = 1 and (b) l = 0.15.
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FIG. 3. Negative logarithm of the marginal likelihood for the Matérn 5/2 ker-
nel. The molecular system of interest is water, and the length scale parameter
for the bond distances ldi and the bond angle lα is varied.

the gradient into account

θ(n+1)
i = θ(n)

i − sign *
,

∂Jθ,(n)
vx

∂θi

+
-
∆

(n)
i . (18)

The update step is selected according to

∆i =




min(η+ · ∆
(n−1)
i ,∆max), if ∂Jθ ,(n−1)

vx
∂θi

·
∂Jθ ,(n)
vx
∂θi

> 0

max(η− · ∆(n−1)
i ,∆min), if ∂Jθ ,(n−1)

vx
∂θi

·
∂Jθ ,(n)
vx
∂θi

< 0

∆
(n−1)
i , else

. (19)

If the sign of the partial derivative with respect to θi does not
change, the update step ∆i is increased by a factor η+ > 1 to
accelerate the convergence. If the sign changes, the update step
∆i is decreased by a factor 0 < η� < 1 and adaption in the suc-

ceeding step is inhibited by setting ∂Jθ ,(n−1)
vx
∂θi

= 0. In the case of
a change of sign of their partial derivative, the previous weight
update is reverted. In the initial Rprop, this is always done and
in the improved scheme iRprop only if the gradient actually
increased. The step length is initially set to ∆0 and bounded
by ∆min and ∆max. We set ∆0 to 0.5 of the gradient element
normalized by the norm of the gradient. As recommended, we
set the other parameters as η+ = 1.2, η+ = 0.5, ∆max = 50, and
∆min = 10�6.42 The optimization of the hyper-parameters is
not a trivial task since the marginal likelihood is not convex
and multiple maxima/minima are possible. In the implemen-
tation, we minimize the negative value of the logarithm of the
marginal likelihood, and Fig. 3 shows for the example of water
and the Matérn 5/2 kernel a scan along two hyper-parameters
close to a minimum. In this example, the length scale param-
eter for the bond distances ldi and the bond angle lα is varied.
The minimum is relatively flat and broad.

E. Choice of coordinates

The choice of coordinate systems is important for the per-
formance of the GPR. Cartesian coordinates have, for example,
serious drawbacks. Since the kernel function is based on the
Euclidean distance |x − x′ | in the input space, it is for this

set of coordinates not invariant under translation and rota-
tion of x and x′ relative to each other. A set of coordinates,
which removes the coordinates for rotation and translation, is
therefore beneficial. In our scheme, we use a minimal set of
internal coordinates, which is given by a Z-Matrix representa-
tion of the molecule. In this representation, the bond lengths
are in a.u. and the angles are in radians. This means that the
numerical range for the different coordinates is approximately
in the same order of magnitude.

We note that even more elaborate sets of internal coor-
dinates could be beneficial since they may provide a better
descriptor, but for a proof of principle study the choice made
should be fully sufficient. We note that in this way no explicit
element specific information is encoded in the coordinates.
This can however be done by using the so-called Coulomb
matrix representation, which is build from interatomic dis-
tances and charges. This representation was, for example,
successfully used in Refs. 29–31 to only mention a few. Fur-
thermore we refer the interested reader to Ref. 44, where
Bartók et al. discussed various choices for descriptors that obey
rotational and translational invariance. They also introduce the
Smooth Overlap of Atomic Position (SOAP) descriptor, which
might be useful for future work.

However, in the current study, we aim for a proof of prin-
ciple study, in which it is not required to include environment
information. Furthermore, for the intended use, it is not nec-
essary that the descriptor is transferable from one molecule
to the other. In the current setup, the GPR after training is
only applicable to the same molecule. However, this is not
a restriction for our current project. If one wants to derive a
GPR, which can be used for systems of different sizes as a
replacement for classical force fields, for example, the choice
of the coordinate should be atom specific, where additionally
the local environment of each atom is encoded and the descrip-
tors in the Refs. 31, 44, and 45 of different groups should, for
example, be considered.

F. RIPLEY

In the following, we describe a procedure we refer
to as RIPLEY (Relaxation In Parameter Learning EnergY-
landscape), which we use for geometry optimizations exploit-
ing GPR. In this scheme, the gradient of a method M1 is
corrected using GPR targeting a method M2. Thus a correc-
tion surface is calculated via GPR. The energy of the target
method M2 is estimated by the energy of method M1 plus a
GPR correction by the calculation

EM2 ≈ EM1 + ∆EGPR
M2/M1. (20)

Via calculating a correction surface, more physical knowl-
edge is incorporated compared to a scheme where the GPR
completely predicts the gradient. These types of algorithms
are usually referred to as delta learning.31 Figure 4 shows
using the H2 potential why delta learning is beneficial. For
the scale of interest, the correction is much more constant
and less data points are required for a good description for
a wider range of potentials than in the previously discussed
cases. Already the HF energy contains the major contribu-
tions and describes correctly the strong repulsion when nuclei



241704-6 G. Schmitz and O. Christiansen J. Chem. Phys. 148, 241704 (2018)

FIG. 4. Illustration of delta learning.

become too close. In the current study, we limit us to two
choices: GPR(HF,CCSD(F12∗)(T))/cc-pVDZ-F12, where we
correct the HF gradient with a CCSD(F12∗)(T)–HF trained
GPR gradient and GPR(MP2,CCSD(F12∗)(T)/cc-pVDZ-F12,
where in an analogous manner the MP2 gradient is corrected
with a GPR gradient trained by CCSD(F12∗)(T)–MP2 ener-
gies. The algorithm is sketched in Algorithm 1. Before starting
the minimization, a few configurations are pre-sampled to get
an initial representation of the local potential, i.e., a potential
that is sufficiently accurate in the vicinity of the initial points.
This is an important step since it is only possible to extrapolate
a few units away from the data. For this purpose, a scan along
the internal coordinates is performed. Starting from the initial
structure, bonds are increased and decreased by 15%, angles
by 10%, and dihedrals by 5%, and SPs are carried out for these
distorted structures, and the geometries and correlation ener-
gies are added to the training set. Afterwards the minimization
on the local potential is done. If it is not the first cycle, the
structure is updated with an external optimizer, which uses the
computed gradient gi�1 and the structure qi�1. For the current
structure qi, afterwards, the initial gradient of method 1 and
the correction energy is calculated to further train the GPR.
However, a new SP for method II is only carried out when
the new structure differs significantly from structures in the
database. This reduces the number of costly SPs further and

Algorithm 1. Geometry optimization using the GPR gradient.

Do a pre-sampling of configurations
for i = 1 To imax do

if i > 1 then
Use external optimizer to update geometry qi�1 via gradient gi�1

end if
Get current geometry qi

Calculate gradient gggM1
i

Calculate correction energy Ecorr
i for structure qi and add new data point

to training set.
Calculate GPR gradient gggGPR

i
Get total gradient: gggi = gggM1

i + gggGPR
i

Check if geometry is converged and gi is sufficiently small then exit
end for

avoids numerical problems from K becoming close to singular
as two rows/columns become almost identical. This decision
is based on a geometrical root mean square deviation (RMSD),

RMSDGEO =

√
1
n

∑ (
qi − qcur

i

)2
. (21)

Only if the updated structure differs more than 10�3 a.u. to
already present structures, it is taken into account to further
train the GPR.

The actual gradient is calculated as the sum of the initial
and GPR gradient. Afterwards convergence is tested. Since we
use internal coordinates for the GPR, the calculated gradient
is expressed in internal coordinates as well. In the external
optimizer, however, Cartesian coordinates are assumed for the
gradient. Therefore we transform the gradient by means of the
Wilson B matrix,

Bij =
∂qi

∂xj
, (22)

which gives the relationship between internal and Cartesian
coordinates.46 The gradient in Cartesian coordinates is then
obtained as

gx = Btgq. (23)

For setting up the entries of the Wilson B matrix, we follow
the equations in Ref. 47.

The number of required SPs for RIPLEY scales linearly
with the number of degrees of freedom M. For each M, two
SPs are required plus the number of cycles C,

NSP = 2 ·M + C. (24)

The number of cycles C is not straightforward to predict, but in
total RIPLEY has a better scaling with the degrees of freedom
than the standard numerical gradient approach, where

NSP = 2M · C (25)

and SPs are required. In the case of the numerical gradient, C
can and typically will be smaller so that it is not guaranteed
that for all cases a reduction can be achieved, but in our bench-
mark studies, a reduction is in fact obtained in all cases; see
Sec. IV B.

III. COMPUTATIONAL DETAILS

We implemented the GPR in the Midas program pack-
age.48 For the required SPs to train the GP, we used the
TURBOMOLE program package V7.0.49 For the Hartree-
Fock calculations, we applied the dscf module,50 and for the
RI-MP2 calculations, we applied the ricc2 module.51 As exter-
nal optimizer for the RIPLEY, the statpt program, which is part
of TURBOMOLE, was chosen. The statpt program uses an
algorithm of the family of quasi-Newton-Raphson optimiza-
tion algorithms. It employs a Hessian shift parameter in order
to control the step length and direction. The shift is determined
so that the step size should be equal to the actual value of the
trust radius.

IV. RESULTS AND DISCUSSION
A. Comparing different kernel functions

In the first step, we did a small assessment of various
kernel functions. Although our benchmark contained more
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TABLE I. Molecules in the test set in alphabetical order.

Molecules

C2H6 CH3COF CH3COOH CH3NH2 Furan H2CO H2O
HCOOCH3 HSOH NH3 Neopentane SiH4 trans-butadiene trans-CHFCHF

different kinds of functions, we restrict ourselves to the Matérn
kernel family since they were the most promising candidates.
For the assessment, we used a test set of 14 molecules, which
are listed in Table I and for which RI-MP2/SVP correlation
energies should be predicted. For the given structures, we did
the initial sampling but left out the initial structure itself from
the training data set and predicted its energy via GPR and
calculated the error as

∆ = EGPR
corr − EMP2

corr . (26)

The error statistics for the different kernel functions can be
found in Table II. Here the actual error is listed together with
the variance calculated from the diagonal elements of the
updated co-variance matrix as shown in Eq. (6). Concerning
the accuracy, all kernel functions behave quite similar; how-
ever, the Matérn 5/2 kernel shows the best overall performance
and the squared exponential performance by one order of mag-
nitude worse than the other candidates. Although in total the
actual errors are quite similar and this initial test set is probably
too small to really distinguish between the kernels, the values
for the variance provided by the GPR vary up to 4 orders of
magnitude. One can clearly say that they are only useful for
an internal comparison, and a comparison of different kernel
functions based on the variance is not possible.

One further encouraging observation is that already very
few points are enough for predicting the correlation energy
within milli-hartree accuracy. However the standard deviation
is still quite broad, indicating that for a smooth interpolation
more training data are required.

In order to compare our findings with other types of
machine learning algorithms, we made use of the scikit learn
package for Python52 to perform kernel ridge regression
(KRR) and support vector regression (SVR). For both, we used
a squared exponential kernel. In contrast to GPR, no clear route
is given for optimizing the hyper-parameters. We tuned the
parameters therefore by a randomized search over parameters,
where each setting is sampled from a distribution over possible
parameter values. The errors were assessed using cross valida-
tion (CV), and as scoring function the negative of the squared
deviation was applied. The error statistics can be found in
Table III. KRR performs worse than SVR and all tested GPR
approaches. This is interesting since KRR and GPR share some

similarities in their working equations. Although they have a
different theoretical background, the equations for predictions
are the same, but KRR is missing the uncertainty estimate as
well as an intrinsic route to optimize the hyper-parameters.
This explains the differences of KRR and GPR and why the
first one performs worse. However, this initial test set only con-
sidered a very small training set, which is likely to be too small
for optimizing the hyper-parameters using CV in a proper way.
Furthermore it has to be noted that SVR does not perform so
badly and might also be a candidate for future work on this
field. Attractive is that SVR only needs a subset of the training
data to perform the prediction.

B. Accuracy for geometries

The next step is an assessment of the actual performance
in geometry optimizations. For this purpose, we use in the
following the Matérn 5/2 kernel unless other stated. Several
geometry optimizations were performed.

Using RIPLEY, optimizations on the GPR(HF,CCSD
(F12∗)(T))/cc-pVDZ-F12 level of theory and GPR(MP2,CCSD
(F12∗)(T))/cc-pVDZ-F12 level were carried out. For the ref-
erence structure CCSD(F12∗)(T), numerical gradients were
used. Since RIPLEY makes use of the gradient of lower level
methods, optimizations on this level (HF and MP2) were also
performed. Table IV shows the error statistics with respect
to the CCSD(F12∗)(T) reference of the different approaches.
The first important thing to note is that the errors compared to
MP2 and HF can be reduced substantially with the two GPR
approaches. Thus really an improvement is achieved. However,
for MP2, the dihedrals seem to be better described. Further-
more the errors are smaller if the MP2 gradient is corrected.
But this is not unexpected since then a smaller correction is
required. It is to further note that bond lengths are more sen-
sitive and can be improved by an order of magnitude, while
angles are only slightly corrected.

From the data, it is evident that with our approach there are
still deviations from the reference structures. Getting a closer
agreement is a difficult task. In the conventional and RIPLEY
optimization, we further tightened the convergence thresholds,
but the relative difference seemed to be converged. Addition-
ally we loosened the similarity thresholds which resulted in

TABLE II. Error statistics (in hartree) for the different kernel functions.

OUEXP MAT32 MAT52 SQEXP

∆ VAR ∆ VAR ∆ VAR ∆ VAR

MEAN �2.33·10�5 1.04·10�6
�4.02·10�6 1.13·10�10 4.38·10�7 3.55·10�10

�2.08·10�4 3.89·10�8

MAD 2.33·10�5 1.04·10�6 4.05·10�6 1.13·10�10 1.75·10�6 3.55·10�10 2.09·10�4 3.89·10�8

STD 5.76·10�5 2.03·10�6 5.47·10�6 1.69·10�10 3.08·10�6 6.09·10�10 3.42·10�4 7.99·10�8
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TABLE III. Error statistics (in hartree) for KRR and SVR.

KRR SVR

MEAN 7.19·10�5
�6.79·10�4

MAD 2.08·10�3 7.20 ·10�4

STD 2.98·10�3 8.19·10�4

more SPs the GPR can be trained on, but this did not improve
the agreement significantly for all molecules in the test set.
Here it is also to note that using very similar structures in the
training set can also cause numerical problems since then the
co-variance matrix might become ill-conditioned. Neverthe-
less, with a better sampling scheme, it should be possible to
further approach the limit of the reference since the GPR is
in principle to get more accurate with more data.53 However
then the number of required SPs might be larger than that in
the convectional case. To analyze the disagreement further,
it is important to compare the energy of the GPR optimized
structure and the reference minimum. In Table V, two types
of energy differences are considered. First the energy differ-
ence of the GPR prediction and the CCSD(F12∗)(T) energy
is assessed and second the difference of the correct minimum
and the GPR predicted one is calculated on the CCSD(F12∗)(T)
level. First of all, it has to be noted that the agreement of the
predicted and corrected energy is very good. This is related to
the fact that the energy is not calculated at points far from the
training data and that delta learning is applied, which guaran-
tees to include the major contributions. More important is that
also the relative energy difference of the true minimum struc-
ture and the GPR predicted one is in the micro-hartree regime
and therefore sufficiently small. The error is approximately in
the order of magnitude as the error in the predicted energy.
Thus, one reason for not a closer agreement in the geometry
is that numerical noise dominates in this regime.

In the first assessment of kernel functions, it turned out
that the squared exponential kernel performs worst for the
energy prediction. However it is a quite simple kernel and
infinitely often differentiable, which makes it attractive, and
furthermore it is known to perform well in describing smooth
functions. Therefore it is interesting how it performs in the
geometry optimization compared to the Matérn 5/2 kernel.
On the GPR(MP2,CCSD(F12∗)(T))/cc-pVDZ-F12 level, we
repeated the optimization using this kernel. The results can be
found in Table VI. Particularly, for bond lengths, the results
are significantly worse. They are somehow even worse than the
MP2 results, which is surprising. For the angles, however the

TABLE V. Energy difference of the GPR(MP2,CCSD(F12∗)(T))/cc-pVDZ-
F12 predicted minimum structures. First the energy difference of the GPR
prediction and the CCSD(F12∗)(T)/cc-pVDZ-F12 energy is considered and
second the difference of the correct minimum and the GPR predicted one is
calculated on the CCSD(F12∗)(T)/cc-pVDZ-F12 level.

EGPR
min−GPR − ECC

min−GPR EREF
min−CC − ECC

min−GPR

NH3 �7.06·10�7
�4.10·10�7

CH3COF �9.50·10�9
�1.17·10�6

CH3COOH �7.66·10�7
�4.12·10�6

CH3NH2 �2.80·10�11
�5.72·10�6

Ethane �7.20·10�7
�4.35·10�7

Ethanol 1.47·10�8
�1.42·10�6

Furan 8.10·10�8
�5.84·10�6

H2CO 8.03·10�8
�2.26·10�7

H2O �3.90·10�9
�4.70·10�9

HSOH �1.73·10�7
�3.12·10�7

Neopentane �3.68·10�7
�5.22·10�7

SiH4 �6.76·10�7
�4.88·10�7

Trans-butadiene �4.14·10�7
�5.79·10�7

Trans-CHFCHF �1.48·10�7
�4.78·10�7

results are just one order of magnitude worse. In conclusion,
the squared exponential kernel is less appropriate for energy
prediction and in geometry optimizations. Although it is not
a complete failure, it is puzzling that the smoother (SQEXP)
GPR is less accurate than the Matérn 5/2, but that is found
rather consistent.

The next important question is if really a reduction in
required SPs could be achieved compared to the numerical
gradient (NUMGRAD)-based approach. Table VII lists the
number of SPs for both approaches as well as dimensionality
meaning the number of internal coordinates. For all molecules,
the number of SPs could be reduced. In some cases like for
C2H6, the achieved reduction is very remarkable. Here after the
initial sampling already a good description of the potential is
obtained. This indicates that in the presented scheme this initial
step is the most crucial one. In the future, one might think about
making the scan along the internal coordinates depending on
the force constant extracted from a cheaper method, e.g., HF to
find more representative structures. For the tested systems, we
require less training data than 10 times the input dimension.
This is remarkably small; although the amount of required data
will increase with increasing dimensionality, it encourages for
large scale applications. The relatively small amount of SPs is
probably also due to the fact that for the geometry optimization
we do not need an overall good description of the PES, but only

TABLE IV. Errors in bond lengths ∆d (a.u.), angles ∆α, and dihedral angles ∆φ (degree).

GPR

(HF,CCSD(F12∗)(T)) (MP2,CCSD(F12∗)(T)) MP2 HF

∆d ∆α ∆φ ∆d ∆α ∆φ ∆d ∆α ∆φ ∆d ∆α ∆φ

MEAN �0.000 19 �0.010 �0.009 �0.000 05 �0.008 �0.023 0.000 21 �0.035 0.003 �0.009 72 0.239 0.040
MAD 0.000 35 0.043 0.151 0.000 26 0.034 0.073 0.003 05 0.123 0.053 0.010 39 0.384 0.145
RMSD 0.000 63 0.064 0.295 0.000 40 0.052 0.159 0.004 30 0.194 0.128 0.012 25 0.620 0.445
MAX 0.004 11 0.219 1.019 0.002 16 0.178 0.647 0.018 00 0.766 0.558 0.032 80 2.605 2.250
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TABLE VI. Errors in bond lengths ∆d (a.u.), angles ∆α, and dihe-
dral angles ∆φ (degree) using the squared exponential kernel for
GPR(MP2,CCSD(F12∗)(T))/cc-pVDZ-F12.

∆d ∆α ∆φ

MEAN 0.001 20 �0.009 �0.027
MAD 0.001 99 0.177 0.051
RMSD 0.005 50 0.438 0.182
MAX 0.033 73 2.094 1.316

for the narrow region of the minimum and correct asymptotic
behavior. Furthermore using delta learning has a huge impact
here as well. Since the major physics are already kept exact,
the correction is more constant and smooth, which is likely
easier to learn for the ML algorithm.

The GPR(MP2,CCSD(F12∗)(T)) optimization requires in
most cases less SPs than the GPR(HF,CCSD(F12∗)(T)) one,
but the numbers are still mostly quite close or equal. How-
ever there are few outstanding examples: C2H5OH, HSOH
and Furan, where the MP2-based GPR is significantly better.
Here, in these cases, the problem was not that the gradient did
not decrease sufficiently fast but that the fluctuation in the pre-
dicted energy was above the quite tight threshold of 10�6 used
by the external optimizer as an additional criterion.

The savings in terms of SPs are quite substantial with RIP-
LEY. Since there are still remaining deviations to the reference
structures, one can think of reoptimization with the numerical
gradient after using the RIPLEY scheme. We exploited this for
the GPR(MP2,CCSD(F12∗)(T)) structures and still obtained
savings. However then the number of SPs can just be reduced
around 35%, and in total including the RIPLEY step 1754 SPs
had to be carried out.

C. Choice of the coordinate system

As already discussed, the choice of the coordinate system
can be of crucial importance. The coordinate system can be

TABLE VIII. Errors in bond lengths ∆d (a.u.), angles ∆α, and dihe-
dral angles ∆φ (degree) using interatomic distances as coordinates for
GPR(MP2,CCSD(F12∗)(T)/cc-pVDZ-F12 with a Matérn 5/2 kernel.

∆d ∆α ∆φ

MEAN �0.000 06 �0.013 �0.038
MAD 0.000 30 0.039 0.057
RMSD 0.000 47 0.056 0.176
MAX 0.004 49 0.491 1.033

seen as the descriptor, and it is important that it reflects phys-
ical properties. Cartesian coordinates are simple, but they do
not obey the rotational and translational invariance. Internal
coordinates which remove these degrees of freedom are there-
fore beneficial. So far, we used what we refer to as a minimal
set of internal coordinates, but the simplest possible choice
is interatomic distances. In this section, we want to compare
the performance of both choices. The geometry optimization
using RIPLEY on the GPR(MP2,CCSD(F12∗)(T))/cc-pVDZ-
F12 level was repeated using interatomic distances. The results
can be found in Table VIII. Compared to the results in Table IV,
the bond lengths are described equally well and the bond
angles are described slightly worse. This is not unexpected
since the descriptor did not explicitly contain information on
angles. However, overall the dihedrals are slightly better. This
is unexpected, but the maximal error is larger and shows that
the description of dihedral angles is not that robust. Further-
more it has to be emphasized that the size of the molecular
systems in the test set is still quite small. In larger systems, we
can imagine potentially many large but similar interatomic dis-
tances, which can lead to more numerical problems. Again we
want to note that we do not expect the topic of suitable descrip-
tors to be settled yet and that other groups published variety
of sophisticated choices.31,44,45 Future research will lead to
further assessments of these and other descriptors in different
contexts.

TABLE VII. Number of performed SPs until convergence for RIPLEY and the conventional numerical gradient
(NUMGRAD).

GPR

(HF,CCSD(F12∗)(T)) (MP2,CCSD(F12∗)(T)) NUMGRAD Dim

NH3 22 19 78 6
CH3COF 82 47 124 15
CH3COOH 44 47 185 18
CH3NH2 40 38 155 15
C2H6 43 43 222 18
C2H5OH 134 54 344 21
H2CO 21 19 65 6
H2O 15 14 42 3
Furan 108 67 387 21
HSOH 136 42 208 6
Neopentane 99 115 547 45
SiH4 20 20 57 9
Trans-butadiene 54 53 196 24
Trans-CHFCHF 33 31 125 12∑

851 609 2735
Savings (%) 69.88 77.73 . . .
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V. OUTLOOK AND CONCLUSION

In a proof of principle study, we showed that it is possi-
ble to use GPR in the context of geometry optimizations to
reduce the number of SPs if the optimization relies on numer-
ical differentiation. For a small test set, the reduction was on
average around 70%. Different kernel functions were assessed
for their capability to predict energies, and it was found that
the Matérn 5/2 kernel shows the best overall performance.
From the data, it is evident that the confidence interval pro-
vided by the GPR is very dependent on the used kernel and
not transferable. In the future, one might think of combin-
ing different kernel functions to enhance the accuracy further.
Here it would be possible to use a genetic algorithm to find
the most suitable combination. This would add an additional
layer of machine learning and further reduce the dependence
of the choice made by the user. We refer to our combination
of GPR with a gradient-based optimizer as RIPLEY (Relax-
ation In Parameter Learning EnergY-landscape). The direct
comparison of the conventional optimization and RIPLEY
for the CCSD(F12∗)(T) level of theory shows that the bond
length usually agrees very well with a RMSD of 0.0004. Bond
angles are with a RMSD of 0.049 a bit more sensitive. This
effect increases for dihedral angles and a RMSD of 0.191
can be observed. In all cases, a reduction of required SPs
could be achieved, and the obtained minimum energy was
quite accurate. It was found hard to obtain a closer agreement
for the structure itself using the RIPLEY scheme, and more
sophisticated sampling techniques for the potential might be
required.

In the future, we plan to use GPR in the PES generation
for subsequent VSCF and VCC calculations. At the moment,
we use the n-mode representation for our PES construction,
and using the GPR to calculate an approximate full dimen-
sional one to check if the n-mode representation is sufficient
is clearly an attractive option. Furthermore GPR can be used
in a multi-layer scheme. The higher order mode couplings can
be calculated using a cheaper quantum chemical method and
GPR can then be used to calculate a correction to the higher
correlated method, similar in spirit to the present work.
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