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Summary

This PhD dissertation studies different aspects that arise from solid municipal waste

management. The nature of the problems includes forecasting, multilevel prediction,

multilevel imputation, location-routing, and inventory-routing problems. Methodologi-

cally, this dissertation is divided into two fields: data analytics and operations research.

The first and second part are composed by four and three papers, respectively.

In Multi-site household waste generation forecasting using a deep learning approach,

a comparison of different benchmark forecasting methods is presented. The paper inves-

tigates the advantages of using a multi-site Long Short-Term Memory neural network,

to forecast waste generation rates from households using a long-term database. A mul-

tilevel Bayesian framework for predicting municipal waste generation rates studies the

advantages of using Bayesian estimation in the context of municipal waste data. This

study uses a real-world data set of municipal waste generation in Denmark and compares

the predictive accuracy of multilevel models to aggregated and disaggregated Bayesian

models using socio-economic external variables.

A bi-objective k-nearest-neighbors-based imputation method for multilevel data presents

a new imputation method for multilevel data with continuous variables. The algorithm

seeks imputed values that balance the dissimilarity between the k-nearest neighbors and

the observations within the same cluster. The effectiveness of the proposed method is

evaluated by comparing error metrics and biases with eight benchmark imputation meth-

ods. As an extension of this paper, a package in R is made available and details on its

functionalities are presented in biokNN: A bi-objective imputation method for multilevel

data in R.

Solution of the maximal covering tour problem for locating recycling drop-off stations

studies a location-routing problem to decide on the location of recycling drop-off stations.

The problem is formulated as a maximal covering tour problem and a solution method

based on variable neighbourhood search is proposed. In On the effect of using sensors

and dynamic forecasts on inventory-routing problems an inventory-routing problem with

stochastic demands in which sensor information and forecasting can be used is studied.

This study focuses on the case where a limited amount of sensors can be placed at the

v



collection points, and the decision on what simple rules can be applied to determine the

best location to place the sensors.

Finally, A branch-and-cut algorithm for a skip pick-up and delivery problem presents

a delivery problem inspired by a real-life problem in which full containers are transported

from waste drop-off stations to treatment facilities where they are emptied, and then

brought back to the original drop-off station. Several classes of valid inequalities are

proposed and integrated to a branch-and-price algorithm.

vi



Resumé

Denne ph.d.-afhandling undersøger forskellige planlægningsmæssige aspekter, der opst̊ar

ved h̊andtering af husstandsaffald. Problemernes art omfatter prognoser, forudsigelse

p̊a flere niveauer, imputation p̊a flere niveauer, lokaliseringsproblemer og problemer der

kombinerer ruteplanlægning og lagerstyring. Metodisk er denne afhandling opdelt i to

omr̊ader: dataanalyse og operationsanalyse. De to dele best̊ar af henholdsvis fire og tre

selvstændige artikler.

I kapitlet Multi-site household waste generation forecasting using a deep learning ap-

proach foretages en sammenligning af forskellige benchmark prognosemetoder. Kapitlet

undersøger fordelene ved at anvende et multi-site Long Short-Term Memory (LSTM) neu-

ralt netværk til at forudsige affaldsmængder fra husholdninger ved hjælp af en langsigtet

database . I kapitlet A multilevel Bayesian framework for predicting municipal waste gen-

eration rates undersøges fordelene ved at bruge Bayesiansk estimering i forbindelse med

kommunalt affaldsdata. Vi anvender et datasæt fra den kommunale affaldsproduktion

i Danmark og sammenligner den prædiktive nøjagtighed af flerniveaumodeller med ag-

gregerede og disaggregerede Bayesianske modeller ved hjælp af eksterne socioøkonomiske

variable.

I kapitlet A bi-objective k-nearest-neighbors-based imputation method for multilevel

data præsenteres en ny imputationsmetode for data i flere niveauer og med kontinuerte

variable. Algoritmen søger imputerede værdier, der balancerer uligheden mellem de k

nærmeste naboer og observationerne inden for den samme klynge. Kvaliteten af den

foresl̊aede metode evalueres ved at sammenligne fejlmålinger og skævheder med otte

benchmark-imputationsmetoder. Denne artikel er udvidet med en R-pakke, der er gjort

offentligt tilgængelig. Detaljer om dens funktionaliteter er præsenteret i kapitlet biokNN:

A bi-objective imputation method for multilevel data in R.

Solution of the maximal covering tour problem for locating recycling drop-off sta-

tions undersøgesr et problem der kombinerer lokalisering og ruteplanlægning med det

formål at bestemme placeringen af beholdere til opsamling af genbrugsmaterialer. Prob-

lemstillingen er formuleret som et maximal covering tour problem og der er udviklet

en løsningsalgoritme baseret p̊a variable neighbourhood search. I On the effect of us-
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ing sensors and dynamic forecasts on inventory-routing problems undersøges et problem

der kombinerer ruteplanlægning og lagerstyring og som har stokastisk efterspørgsel, hvor

sensorinformation og forecasting kan anvendes. Her fokuseres der p̊a det tilfælde, hvor

et begrænset antal sensorer kan placeres ved indsamlingspunkterne, og konsekvensen af

forskellige simple beslutningsregler der kan anvendes til at bestemme placeringen af sen-

sorerne undersøges.

Slutteligt præsenterer kapitlet A branch-and-cut algorithm for a skip pick-up and de-

livery problem et problem, der er inspireret af et virkeligt problem, hvor fyldte containere

transporteres fra genbrugspladser til behandlingsanlæg, hvor de tømmes og derefter bringes

tilbage til den oprindelige genbrugsplads. Der præsenteres en række nye matematiske be-

grænsninger til problemet og de integreres i en branch-and-price algoritme.
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CHAPTER 1

Introduction

During the past decades, the explosive increase in the population in urban areas has

presented a great challenge to control the impact of the generation of municipal solid

waste. The environmental impact and high costs of handling waste have put municipal

waste management in a central role in the definition of public policies. The European

Union legislation has established ambitious targets to increase the prevention, reduction,

reuse, recovery, and disposal of waste in the following years (EU Commission, 2015). By

2030, the quantity of municipal landfill waste should not exceed 10% of the total waste

generated. The recycling and reuse of municipal waste must reach 65% in the same

period. These targets impose challenges in current practices on solid waste management

in Europe.

Solid waste management entails the collection, processing, or disposal of waste gener-

ated from residential, multifamily, commercial, and institutional sources (Ghiani et al.,

2014). There are a large number of complex decisions in waste management that can

be classified as strategic, tactical, or operational (Barbosa-Póvoa et al., 2018). From

a strategic point of view, decisions involve the selection of the collection systems, the

selection of the technology, facility location –bins, recycling cubes, treatment facilities,

landfills– and capacity selection. At the tactical level, decisions focus on fleet composi-

tion, distribution planning, district selection, and inventory policies. Finally, operational

decisions are centered on routing and scheduling of waste collection.

Efficient collection systems must minimize the transportation costs of the waste, while

ensuring a high quality of service. The trade-off between the transportation costs and

quality of service –convenient locations, timely collection, consistent service, avoidance of

overflows– plays a central role in the definition of collection systems (Beullens et al., 2004).

Collection systems are classified based on the selection of collection infrastructure, col-

lection policy, and waste service (treatment or final destination of the waste). Regarding

collection infrastructure, there are two main options: on-site collection and bring collec-
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tion. In on-site collection, also referred to as curbside collection, the waste is collected at

the point where it is generated (households, schools, industry, etc.). Conversely, in bring

collection systems, citizens themselves have to bring the waste to pre-defined drop-off

locations. This option is usually used in recycling systems where drop-off stations are

available with sorting bins to separate the different types of waste.

The collection policy entails the decisions of the frequency of the collection, the vol-

ume, and the type of waste to be collected at the visits at the collection points. One of

the options is a periodic collection schedule. Under this policy, trucks perform periodic

visits to the collection points, and it is one of the most common policies used in practice

given its simplicity, which is convenient for planners and drivers. Another option is to

perform dynamic planning, in which case the visits are scheduled based on the filling

level of the bins at the collection points. The updates on filling levels can be done by

the use of sensor devices that can transmit information about the levels in real time, or

by allowing a system in which citizens can report high filling levels (Zbib, 2019). Dy-

namic planning minimizes the chances of overflow at the collection points and can help

reducing transportation costs by avoiding premature visits. However, in practice, it can

be less convenient since it requires updates of the planning and the definition of different

collection routes for each planning period.

The final destination of the waste depends on the kind of material it contains. Usually,

general waste is transported to landfills or incineration plants. Conversely, recyclable

waste is sorted by the type of waste (metal, glass, cardboard, plastic, etc.) and then

transported to its treatment facilities. The kind of sorting of the waste entails decisions

regarding collection policies and type of fleet. If the waste is sorted at the source of

the generation (different compartments for different types of waste), then decisions on

co-collection, multi-compartment vehicles, and frequency of collection must be taken.

Alternatively, the sorting can be performed after the collection, which requires other

separation methods but this strategy is simpler in terms of collection policy.

The strategic, tactical, and operational decisions in waste management result in com-

plex combinatorial optimization problems. Operations research is a useful tool that helps

to solve such problems with the objective of reducing costs or improving service quality

(Ghiani et al., 2014). The main use of operations research in waste management is through

mathematical modeling of different parts of the decision process, such as the optimization

of waste collection routes for vehicles, or the evaluation of alternative waste management

strategies. At the same time, data analytics has become a field of growing interest in

waste management, mainly because of the recent availability of datasets coming from the

recent technological advances in wireless sensor information, GPS, and the capacity to

record growing amounts of data (Ramos et al., 2018). The field of data analytics consists
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of assigning meaning to the collected information mainly through visualization, statisti-

cal inference, prediction, and forecasting. This thesis presents contributions in both data

analytics and operations research. In the following, common issues within both fields are

briefly described in the context of waste management.

1.1 Data analytics in waste management

For many years, the use of data to draw insights for decisions in waste management has

been limited, mainly due to the lack of data or the low quality of the existing historical

data (Kinnaman, 2009). The recent technological advances in computational capacity

and wireless networks have allowed municipalities to gather and use data from their

waste management systems. Usually, data collection is based on questionnaires, surveys,

collection of historical data, sensor-equipped systems, or GPS information. The increase

in collected data has drawn the attention of researchers in the field of data analytics to

study effective methods that can help with the design, implementation, and improvement

of operations (Ramos et al., 2018). For example, the use of sensor-equipped systems allows

planners to update the filling levels of the collection bins in real time and dynamically

update their collection plans.

From a practical point of view, inaccurate predictions can result in inefficient decisions

regarding infrastructure, equipment capacity, or collection systems. These estimations

have a direct impact on the quality of service and the operating costs of a waste man-

agement system (Hannan et al., 2015). Several studies have focused on prediction and

forecasting of waste generation rates, with different methodologies and sources of data.

The methods used include descriptive statistics (Liu and Wu, 2011; Eker and Bilgili,

2011; Teixeira et al., 2014), regression analysis (Akkaya and Demir, 2009; Ghinea et al.,

2016; Teixeira et al., 2020), material flow models (Allesch and Brunner, 2015; Zaccariello

et al., 2015; Moriguchi and Hashimoto, 2016), time series analysis (Chang and Lin, 1997;

Navarro-Esbrı et al., 2002; Nakatani and Moriguchi, 2014), machine learning (Gupta

et al., 2019; Rutqvist et al., 2019; Hussain et al., 2020), and artificial intelligence (Abbasi

and El Hanandeh, 2016; Abdallah et al., 2020; Huang and Koroteev, 2021).

Most of the current research in municipal waste prediction uses regression analysis and

model waste generation rates at the municipal or county level, using socio-economic and

other external variables as predictors of future behavior (Abdoli et al., 2011). The main

reasons why this approach is widely used are the availability of data and the simplicity

of this type of model. One of the main drawbacks of this approach is that it is based in

strong assumptions (Lavee and Khatib, 2010). The underlying causes in waste generation

are usually complex and non-linear. For this reason, many recent studies have a focus on
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extending this approach to state-of-the-art methods and have proven their effectiveness

(Abdallah et al., 2020).

1.2 Operations research in waste management

There is a vast body of literature on operations research applications in waste manage-

ment; most of them guide decision makers to the selection of best practices through

quantitative results (for a survey on operations research studies in waste, see Ghiani

et al. (2014)). The literature differs on both methodology and the nature of the prob-

lem. In terms of methodology, both exact optimization methods, such as geographical

information system-based optimization (Tralhão et al., 2010), stochastic programming

(Toso and Alem, 2014) or branch-and-bound (Badran and El-Haggar, 2006); and approx-

imate methods, such as constructive heuristics (Ghiani et al., 2012), simulated annealing

(Babaee Tirkolaee et al., 2016), tabu search (Chaerul and Mulananda, 2018), variable

neighborhood search (Elbek and Wøhlk, 2016), or greedy methods (Delgado-Antequera

et al., 2020), have been proposed. As regards the nature of the problem, all three levels,

i.e., strategic, tractical, and operational levels, have been addressed.

At the strategic level, facility location models have been used in applications regard-

ing location of bins and treatment facilities. These models have been used in different

contexts: single or multiple planning periods; single or multiple objectives; and combina-

tions of the above with uncertainty. Finally, studies have combined the strategic location

problem with the operational problem of routing costs by using location-routing models.

At the tactical level, issues have been modeled using flow allocation models, collection

models, and fleet composition models (Bing et al., 2016). Comparisons of different collec-

tion systems centering on their infrastructures and collection policies have been also been

proposed. At the operational level, routing problems can be modelled as node routing

problems or arc routing problems, depending on the nature of the point of collection

(Ghiani et al., 2014). In the cases where collection points are sufficiently separated, like

in rural areas or when waste comes from industry or institutions, the problem is usually

modelled as a capacitated vehicle routing problem (Dantzig and Ramser, 1959). Alterna-

tively, if the collection points are close together, as they are in residential or commercial

waste, and the number of locations is sufficiently large, the problem can be modeled as a

capacitated arc routing problem (Golden and Wong, 1981).

4



1.3 Contribution

The contribution of this thesis is divided into two parts consisting of four and three inde-

pendent and self-contained papers, respectively. The first part (Chapters 2—5) encloses

papers that focus on data analytics problems in waste management. These papers focus

on forecasting and prediction problems that arise mainly from the multilevel structure of

the data generated in municipal waste management. The second part (Chapters 6—8)

groups the papers that fall under the field of operations research and optimization. These

papers focus on routing and location problems that arise from waste management appli-

cations. The remainder of this section briefly describes the contribution of each of these

papers.

Chapter 2 presents a comparison study of a state-of-the-art forecasting method with

the benchmark forecasting methods that are traditionally used in waste management.

Unlike traditional studies, which focus on forecasting waste generation rates at munic-

ipality levels, this study focuses on forecasting household generation rates. Forecasting

waste generation at household levels is far more challenging since data can present rapid

short-term variations and highly non-linear dynamics. Specifically, this paper investi-

gates the advantages of using a multi-site Long Short-Term Memory neural network, to

forecast waste generation rates from households using a long-term data base. The model

is applied to historical data of weekly waste weights from households in the municipal-

ity of Herning, Denmark, in the period between 2011 and 2018. The results show that

using a multi-site approach, instead of an individual fit for each household, can improve

forecasting performance of the LSTM model by 28% on average.

Chapter 3 proposes a multilevel framework under a Bayesian approach to model mu-

nicipal waste generation with multilevel data structures. Bayesian estimation is often

recommended as an alternative to frequentist estimation, such as least squares or max-

imum likelihood estimation, particularly in the cases where there is a small amount of

data. Even though waste applications are often affected by the scarcity of data, Bayesian

estimation has not been used before as a framework to perform estimation. To close

this gap, this study uses a real-world dataset of municipal waste generation in Denmark,

and compares the predictive accuracy of multilevel models to aggregated and disaggre-

gated Bayesian models using socio-economic external variables. The results show that

Bayesian multilevel models outperform the other models in prediction accuracy, based on

the leave-one-out information criterion. A comparison of the Bayesian approach with its

frequentist alternative shows that the Bayesian model is more conservative in coefficient

estimation, with estimates shrinking to the grand mean and broader credible intervals.

A common problem found in Chapters 2 and 3, was the amount of missing values
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in real life datasets. The existing imputation methods to cope with missing values with

multilevel structures are time consuming and need a deep understanding of the dataset,

since they require distributional assumptions and model specification. To cope with this

problem, Chapter 4 proposes a new imputation method for data with multilevel struc-

tures. The method is a bi-objective algorithm based on the k-nearest neighbors (biokNN

for short) for continuous variables. This study defines the imputation problem as a bi-

objective minimization problem and proposes a solution algorithm based on a weighted

objective function. The algorithm seeks imputed values that balance the dissimilarity

between the k-nearest neighbors and the observations within the same cluster. The effec-

tiveness of the proposed method is evaluated by comparing well-known accuracy metrics

and by estimating the bias of the estimates after inference has been performed with eight

benchmark imputation methods. This comparison is performed with both simulated and

real-life datasets. Based on the simulation, the effects of different configurations of mul-

tilevel datasets are tested, including the number of classes, their size, their similarity,

the percentage of missing values, and the effect of imbalanced clusters. The results show

that the proposed method outperforms the benchmark methods, especially in cases with

high intraclass correlation. A comparison of fitted linear multilevel regression models

shows that our method can also reduce the bias of the estimates and the coefficient of

determination.

Chapter 5 presents the implementation of the biokNN method, presented in Chapter

4, as a package in R, which is made available on CRAN. This chapter provides explana-

tions and examples of the functionalities in the package. The package contains functions

to produce single and multiple imputation for data with continuous variables, and pro-

vides visualization tools to analyze the structure of the missing values among classes and

variables. Examples are presented based on simulated datasets. This chapter concludes

the first part of this thesis, which centers on data analytics problems within waste man-

agement. The following presents the chapters that fall under the operations research

field.

Chapter 6 studies a location-routing problem motivated by the situation in which

the locations of recycling drop-off stations must be selected in order to increase recycling

rates while maintaining low transportation costs. The problem is formulated as a maximal

covering tour problem, which maximizes the covering level of p drop-off stations while

minimizing the collection costs estimated as the length of the tour that visits all the

stations. As a solution method, a heuristic inspired by a variable neighbourhood search

is proposed. The heuristic is tested on a set of benchmark instances from the TSPLIB

and applied to a set of real-life instances from both urban and rural areas in Denmark.

Based on the results of the real-life cases, we provide insights into the trade-off between
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recycling rates and transportation costs.

Chapter 7 studies an inventory-routing problem with stochastic demands, inspired

by the problem in which a waste collection system has the option of installing sensor

devices on the bins to track their filling levels. The sensor information can be combined

with forecasting information to plan the daily collection routes. This study focuses on

the case in which a limited amount of sensors can be placed at the collection points,

and the decision on which simple rules can be applied to determine the best location

to place the sensors. To this aim, a variable neighborhood heuristic in a rolling horizon

framework is proposed to solve the problem using both sensor and historical data to

update demand forecasts, to provide insights on the allocation of sensors. Extensive

computational experiments are presented, in which random instances are generated and

different demand generation scenarios are considered. Using those scenarios, different

sensor allocation rules are tested. The results show that simple allocation rules, such as

placing sensors at customers with high demand or far from the depot, can reduce total

costs, particularly if combined with dynamic forecast information.

Finally, Chapter 8 presents a branch-and-price algorithm for a skip pickup and delivery

problem which is motivated by a real-life problem in which full containers are transported

from waste drop-off stations to treatment facilities where they are emptied, and then

brought back to the original drop-off station. The transportation of the skips is done by

trucks with the capacity of carrying two containers at a time. The planning problem is

to assign trucks to the routes that perform the collection to satisfy a number of requests

in a planning period. A truck route starts at the first pickup, the truck then performs a

sequence of pickups, treatments, and deliveries, and the route ends at the last delivery.

From the truck perspective, the three actions of pickup, treatment, and delivery can be

performed in any order that respects the vehicle capacity of two and the route duration

constraint, but for the single request, the three actions must be performed in the stated

order. The problem is formulated as a mixed integer linear problem taking the model

from Wøhlk and Laporte (2022) as a base model. Several classes of valid inequalities are

proposed and integrated into a branch-and-price algorithm. The results show that using

CPLEX’s default settings yields a strong model. Unlike the previous chapters, this last

chapter is work-in-progress and further research is planned.
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CHAPTER 2

Multi-site household waste generation forecasting

using a deep learning approach

History: This chapter is based on the manuscript published in Waste Management,

Volume 115, pages 8-14, 2020. It has been presented at the Optimization and Learning

Third International Conference, OLA 2020, Cádiz, Spain, February, 2020, and at the

Aarhus University SDG network “Challenges of a Circular Economy”. Thanks are due to

Bjarne Kallesø, Herning municipality waste department for providing data for this study.
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Abstract

Forecasting household waste generation using traditional methods is particularly

challenging due to its high variability and uncertainty. Unlike studies that forecast

waste generation at municipal or country levels, household data can present rapid

short-term variations and highly non-linear dynamics. The aim of this paper is to

investigate the advantages of using a state-of-the-art deep learning approach com-

pared to traditional forecasting methods. We apply a multi-site Long Short-Term

Memory (LSTM) Neural Network, to forecast waste generation rates from house-

holds using a long-term data base. The model is applied to historical data of weekly

waste weights from households in the municipality of Herning, Denmark, in the pe-

riod between 2011 and 2018. Results show that using a multi-site approach, instead

of an individual fit for each household, can improve forecasting performance of the

LSTM model by 28% on average, and that the LSTM approaches can effectively

improve the results by 85% on average compared with traditional methods such as

ARIMA.

Keywords: Forecast; Household waste generation; Multi-site; Deep learning; LSTM.

2.1 Introduction

Accurate estimation of future waste generation rates is an important part of the design

and operation of waste management systems. Forecasting waste generation rates provides

a basis for the implementation, improvement and optimization of waste management op-

erations (Leao et al., 2001). Several problems can arise from inaccurate forecasts. For

example, in countries like Denmark, in which shares of electricity and heating production

comes from waste incineration, inaccurate information can cause insufficient or excessive
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waste incineration infrastructure. From an operational point of view, inadequate infor-

mation can result in inefficient collection systems affecting the operational costs (Zbib

and Wøhlk, 2019).

Prediction of future waste generation rates from households is particularly challenging.

One of the main challenges of using forecasting models to support waste management

systems is the high variability and uncertainty of the data. At this scale, waste generation

rates are highly influenced by citizens’ behavior, holidays, events, the weather, and other

factors that increase the uncertainty substantially compared to aggregated scenarios. The

dynamic nature of the process of waste generation usually results in inaccurate estimates

and unreliable predictions when applying simple trend estimations (Abbasi et al., 2013).

Moreover, the extrapolation of past data may not be a reliable indicator to forecast

waste generation in the long term, since generation rates are expected to have a changing

behavior (Kumar and Samadder, 2017).

A second challenge in forecasting waste generation rates at small geographical scales

is the scarcity and reliability of data (Mrayyan and Hamdi, 2006; de Souza Melaré et al.,

2017; Kannangara et al., 2018). This lack of data is usually due to practical constraints

for measuring waste weights, particularly at disaggregated levels such as households,

buildings or neighborhoods. Most of the studies analyzing waste generation at smaller

spatial scales deal with this difficulty by using aggregated data –municipality or country

scales– or field questionnaire surveys that base their analysis on self-provided data from

citizens (Hannan et al., 2015).

Recently, advances in high-performance computing and developments in computer

sciences have caused a growing interest in the use of deep learning methods for prediction

(Le et al., 2019). Deep learning is a branch of artificial intelligence methods, which

are compositions of multiple layers in Artificial Neural Networks (ANNs), that enables

learning highly non-linear relationships and correlations compared to traditional methods

(Shi et al., 2017). Deep learning methods have proven to be a powerful tool for forecasting,

due to the capacity of the methods to learn shared uncertainties, and learn from long-term

patterns. In particular, the use of one of the state of the art methods, Long Short-Term

Memory (LSTM) neural network, has proven to provide successful results that outperform

traditional forecasting techniques, such as auto-regressive and linear models (Fang and

Yuan, 2019).

While LSTM models have proven to provide useful applications in forecasting prob-

lems, the effectiveness of the predictions relies heavily on the amount of historical data

used to train the models (Shi et al., 2017). In order to optimize the use of LSTM models

for forecasting at individual scales, it is necessary to use methods that enable the inte-

gration of larger geographical areas. The use of multi-site models, rather than individual
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forecasting models for each household, increases the amount of historical data used to

train the models by adding additional correlations to other households (Persson et al.,

2017). Since LSTM models have proven to efficiently learn from shared patterns, it is

relevant to explore the use of a multi-site LSTM approach applied to household waste

generation.

In this paper we use LSTM neural networks to forecast weekly household waste gen-

eration rates at a single household level. Instead of fitting single models to each of the

households, we integrate a single multi-site model that can combine predictions of differ-

ent households. The objective is to develop a single model that can effectively produce

short-term forecasts for each of the households. We use real-world data of weekly house-

hold waste weights collected in the period between 2011 and 2018 in the municipality

of Herning, Denmark. Compared to previous studies on waste generation rates, which

use aggregated data, we base our study on weights measured directly at the collection

point. We use a selection of 60 representative households to analyze the effectiveness of

the proposed methodology. To the best of our knowledge, no previous study has used

deep learning models to forecast waste generation rates.

The aims of this work are to (i) use, for the first time in waste generation forecasting,

a deep learning approach to forecast waste generation; (ii) contrast forecast performance

of our deep learning approach with traditional forecasting methods; (iii) conduct analysis,

processing, and forecasts using real-world data from households in Herning, Denmark;

and (iv) optimize the configuration of the hyper parameters of our model to improve

performance. The proposed modeling approach provides a methodology to effectively

forecast household waste generation using a single model for several households.

The rest of this paper is organized as follows. In Sec. 2.2 we present the related

literature including previous studies using ANN to forecast waste generation rates. In

Sec. 2.3, we present the proposed methodology and provide details of each of the stages

of the study, including the LSTM neural network model. In Sec. 2.4 we present the

results of the proposed methodology, a comparison of metrics for the different proposed

models, and validation of the final model. Finally, Sec. 2.5 concludes.

2.2 Literature review

There is a large variety of forecasting studies on waste generation rates. Those studies

differ both as regards methodology and the type of data. The different methodologies

used for waste forecasting include descriptive models, regression analysis, material flow

models, time series analysis, and artificial intelligence (Lavee and Khatib, 2010; Abbasi

and El Hanandeh, 2016). In the recent years, attention has been paid into the use of
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artificial intelligence methods to forecast waste generation with successful results (Vu

et al., 2019b). The most popular artificial intelligence methods for forecasting that have

been applied for forecasting are Support Vector Machine (SVM), Adaptive Neuro-Fuzzy

Inference System (ANFIS), and ANN. The main advantages of those methods over tradi-

tional time series approaches is the ability to effectively learn both linear and non-linear

dependencies among the data, especially when a substantial amount of historical data

is available. Moreover, artificial intelligence methods depend less on strong assumptions

compared to traditional methods, and provides an advantage in the pre-processing of the

data (You et al., 2017).

Among the studies using artificial intelligence to forecast waste generation, ANNs

have been the most widely used methods in recent studies. Noori et al. (2010) propose

a time series ANN approach jointly with principal component analysis and Gamma test

techniques to perform weekly solid waste prediction for a case study in Mashhad, Iran.

Antanasijević et al. (2013) use ANNs to model municipal waste generation at a country

level using data from 26 European countries and show that ANNs can be applied success-

fully to forecast at this level even in the case of datasets with missing data. Azadi and

Karimi-Jashni (2016) shows that ANNs display a higher accuracy compared to Multiple

Linear Regression to predict mean seasonal municipal waste generation rates, with a case

study of 20 cities in Iran. Abbasi and El Hanandeh (2016) compares the performance

of time series ANN against three other machine learning methods with regards to their

ability to predict monthly waste generation in Logan City, Australia. An ANN approach

incorporating socio-economic factors was proposed by Kannangara et al. (2018) to predict

annual regional municipal solid waste generation and diversion rates at a municipality

level in Ontario, Canada.

Extensions of the application of ANN for forecasting waste generation have recently

been proposed. Abbasi et al. (2019) forecast monthly and seasonal municipal solid waste

generation using radial basis function ANN and study the effect of the gender of educated

people with a combination of meteorological, socioeconomic, and demographic variables.

Vu et al. (2019b) uses ANN where climatic and socio-economic variables are time lagged,

improving the accuracy for predicting municipal yard waste generation. Similarly, Vu

et al. (2019a) combines ANN with a Geographical Information System (GIS) to assess

how waste prediction affects waste collection route optimization in terms of time, distance,

and air emissions. Finally, Hoque and Rahman (2020) study an ANN surrogate model

to forecast waste generation in the landfill for final disposal and other renewable energy

options.

Most of the previous studies have considered forecasting of waste generation at mu-

nicipal or aggregated scale levels, and only few studies have used granular data for
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individual residences. Considering waste prediction at a household scale, Kumar and

Samadder (2017) apply a multiple linear regression model to predict biodegradable and

non-biodegradable waste generation rates for individual households in Dhanbad, India.

The authors consider socio-economic factors and base their model on a questionnaire sur-

vey and personal interviews with selected households in the area. Johnson et al. (2017)

forcast weekly municipal solid waste generation weights for geographic sub-sections within

New York City, for three fractions of waste using a gradient boosting regression model. In

a similar fashion, but using a building-residence scale, Kontokosta et al. (2018) use gra-

dient boosting regression trees and neural network models to estimate daily and weekly

waste and recycling collection weights. Using waste collection data from New York City,

they integrate individual building attributes, neighborhood socioeconomic characteristics,

weather, and selected route-level collection data to produce waste generation predictions.

Given the limited number of available studies on small scale waste forecasting, no previous

work has applied a multi-site prediction model approach. However, multi-site forecasting

models have been successfully applied in other fields, mainly in the prediction of solar

power (Persson et al., 2017; Jeong and Kim, 2019). As an extension of the existing lit-

erature on waste generation forecasting, we apply a state-of-the-art ANN named Long

Short-Term Memory (LSTM), which is a specific ANN architecture that was designed

to model temporal sequences and their long-range dependencies more accurately than

conventional ANNs (Sak et al., 2019).

2.3 Methodology

In this section, we present the proposed methodology for forecasting household waste gen-

eration using LSTM neural networks. There are three main processing components in our

analysis, namely, data collection and analysis, model construction and benchmark com-

parison, and model training and validation. In the following we discuss the components

of the methodology in detail.

2.3.1 Data collection and analysis

Household waste dataset

In this study, we use household waste generation data from the municipality of Herning,

Denmark. Herning is located in the westerly part of central continental Denmark. Its

population was 50,039 in 2019, with a city area of 1,323 km2 (Statistics Denmark, 2019).

The municipality has both urban and rural areas. In the study period, an average of 64

kg of general waste was collected from each household, with a variability of 24%. The
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Figure 2.1: Location of Herning in Denmark and location of households considered in the
multi-site study.

map of Herning and the location of the studied households are shown in Fig. 2.1.

In Herning, the collection of waste at the household is divided in three fractions: gen-

eral waste, paper, and glass. General waste includes all residuals that are not recyclables,

and the collection is performed at the households in waste containers. Trucks perform a

weekly collection of the containers, and the weight of the waste is measured just before

the containers are emptied. The observations thus contain the total weight (kgs), frac-

tion, date, time and location of the observation. The dataset was provided directly from

the municipality, and it consists of weekly waste observations from approximately 1,000

households in the period between 2011 and 2018.

External variables

Weather and ambient variables have been proven to have an impact on the generation

of waste at municipality scales in previous studies, including variables such as air tem-

perature, precipitation, and humidity (Abdoli et al., 2011; Azadi and Karimi-Jashni,

2016; Vu et al., 2019b). In Denmark, the weather is extremely changeable, and while

average air temperatures do not vary greatly between summer and winter, the climate

and weather in Denmark are strongly influenced by the prevailing wind direction and

speed (Cappelen et al., 2020). Our interest is to explore if the correlations and the effect

of climate variables have an impact when considering single household generation rates

rather than aggregated generation. In order to do so, we include as predictor variables
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air temperature (minimum, average, and maximum) (◦C), wind (low, middle, and high)

(m/s), accumulated precipitation (mm), humidity (%), atmospheric pressure (hPa), and

sun time (min). The data was collected from the Danish Meteorological Institute (DMI,

2020).

Data pre-processing and selection

A data cleaning process was performed for the household waste dataset to handle missing

values, inconsistent values, outliers, and noise in the weight data. In our study, missing

values are possibly caused by technical problems at the moment of the collection of the

containers, or the reason may be errors at the moment of registering the data in the

system. The noise in the signal of the waste data in our dataset is high, as it usually is in

household waste generation data (Korhonen and Kaila, 2015). In order to handle miss-

ing values we perform data completion using linear interpolation for weight observations

(Johannesson, 2015). After completing the dataset, we apply a kernel regression smooth-

ing process (Härdle and Vieu, 1992). Finally, we selected a subset of 60 representative

households that show to be stationary and have sufficient observations from the whole

period of the analysis.

2.3.2 Long Short-Term Memory (LSTM) Neural Network

Artificial Neural Networks are data-driven mathematical models developed to extract lin-

ear combinations of the input variables as derived features, and to model the independent

variable as a non-linear function of the created features (Hastie et al., 2009). A basic

ANN consists of a network with three layers: an input layer, hidden layer(s), and an

output layer. The hidden layers connect the input and output layers by weight matrices,

bias, and activation functions. There are different types of ANN, which differ from each

other depending on the network architecture. The complexity of the ANN is given mainly

by the number of hidden layers and the number of neurons within them, in which the

optimal setting usually depends on the type of data (Le et al., 2019).

Recurrent Neural Netwok (RNN) is a type of ANN designed to address the limitations

of traditional feedforward ANN to deal with sequential data. This makes it possible to

extend the prediction models to time series forecasting problems. RNN architectures

include chain modules with feedback loops and hidden states, which allows the output

of the previous steps to affect the output of the current states. The weights on the

network are trained using the stochastic gradient descent optimization algorithm based

on the errors calculated from a loss function using backpropagation algorithms. The main

limitations in training RNN is that the backpropagation makes that early layers learn
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very slowly when using long-term data. This limitation is known as the the gradient

vanishing and the exploding gradient problems (Bengio et al., 1994).

The Long Short-Term Memory (LSTM) neural networks were first proposed by Hochre-

iter and Schmidhuber (1997) to overcome the limitations of recurrent neural networks to

predict sequential data, and the main fields of application of LSTM in sequential prob-

lems include speech recognition, language modeling, medical sciences, and time series

forecasting (Shi et al., 2017). Examples of LSTM neural networks used for time series

forecasting includes stock prediction (Kim and Won, 2018), street traffic (Zhao et al.,

2017; Bogaerts et al., 2020), and electricity consumption (Shi et al., 2017; Khan et al.,

2020).

The LSTM architecture was proposed to address the gradient vanishing and the ex-

ploding gradient problems of RNN, by adding additional interactions. The objective is to

allow LSTM to learn long-term dependencies and save information for prolonged periods

of time compared to a traditional RNN. In Fig. 2.2 we show the structure of the LSTM

neural network, which is comprised of memory blocks called cells. The cells have four

interacting layers with a unique communication canal. Two states are being transferred

to the next cell, the cell state and the hidden state. In an RNN the input is a sequence

of data X = {x1, x2, ..., xN}, and the hidden state of the network at time t ∈ [1, N ] is

modelled recursively:

ht = f(ht−1, xt), (2.1)

Figure 2.2: Flow chart of a block in a Long Short-Term Memory (LSTM) neural network.

where ht is the hidden state, xt is the input at time t, and f is the recurrence function.

In the LSTM model, sigmoid gates are introduced to the recurrence function f so that

data can be added to or removed from the cell state. These gates in LSTM cells enable it
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to preserve a more constant error that can be back-propagated through time and layers

(Patterson and Gibson, 2017). Three types of gates are introduced in an LSTM model,

namely, the input, forget, and output gates. The preservation of the errors allows the

network to learn over many time steps by storing long and short-term information. In an

LSTM model, the hidden state ht is modelled recursively using:

ht = ottanh(Ct). (2.2)

The introduced states in the LSTM cells are:

it = σ(Wi[ht−1, xt] + bi) (2.3)

ft = σ(Wf [ht−1, xt] + bf ) (2.4)

ot = σ(Wo[ht−1, xt] + bo) (2.5)

C = tanh(WC [ht−1, xt] + bC) (2.6)

Ct = ftCt−1 + itĈt, (2.7)

where it, ft, and ot are the sigmoid input, forget and output gates, respectively. Wx

and bx are parameters of the LSTM unit, Ct is the current cell state, and Ĉt is the new

candidate values for the cell state. In Eq. (2.3)–(2.5) the input, forget, and output gates

are computed recursively by using the previous hidden state ht−1 and the current input

xt. In Eq. (2.6) the memory cell C accumulates the state information, and in Eq. (2.7)

the old state Ct−1 is updated. Finally, at every time step t, both the cell state Ct and

the hidden state ht are transferred to the next cell. The weights and parameters Wx and

bx are trained using the gradient stochastic descent algorithm and minimizing the loss

function.

2.3.3 Benchmark models

We select two benchmark forecasting models to compare the effectiveness of the LSTM

model and the multi-site approach, namely the Autoregressive Integrated Moving Average

Model (ARIMA) and the Multi-Layer Perception (MLP) ANN. The ARIMA model is one

of the more traditionally used models for forecasting models, particularly for the case of

waste management problems. The ARIMA model estimates the value of the time series
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xt at time t by integrating two linear processes, namely, the autoregressive (AR) and the

moving average (MA) parts:

xt = c+

p∑
i=1

φixt−1 + εt +

q∑
i=0

θiεt−1, (2.8)

where p and q are the AR and MA orders.

Additionally, we compare the results of the LSTM model to the MLP architecture.

MLP models are among the most popular feedforward ANN architectures in the literature

on forecasting problems (You et al., 2017). In this study, we use a three-layer MLP

model to compare the results of the LSTM architecture to the forecasts produced by the

traditional feedforward ANN approach.

2.3.4 Model performance assessment

To assess the performance of the proposed method to forecast household waste generation,

we use three of the most widely used evaluation metrics for forecasting: the Mean Average

Error (MAE), Mean Absolute Percentage Error (MAPE), and Root Mean Squared Error

(RMSE) (Azadi and Karimi-Jashni, 2016). The metrics are defined as follows:

MAE =

∑n
i=1 |ŷi − yi|

n
(2.9)

MAPE =
1

n

n∑
i=1

| ŷi − yi
yi
| (2.10)

RMSE =

√∑n
i=1(ŷi − yi)2

n
, (2.11)

where ŷi and yi are the predicted and actual values of the observation i ∈ {1, ..., n}, and

n is the total number of observations.

The LSTM neural network is trained and tested with three different variations: the

multi-site model, which trains a single model for all households; a single-site model, which

fits a single model for each of the households; and a multi-site model with external vari-

ables that includes the climate variables. The models are compared to the two benchmark

forecasting models. In order to use the neural network approach to produce forecasts, we

use a sliding window method in which we select the number of weeks of past observations

and use them as the input variables to train the model. To validate our model, we use

a split of training and testing sets of 80% and 20% of the data in chronological order.

For the model comparison section, we use the following hyper parameters for the LSTM

model: windows size of 8 weeks, 50 nodes, a batch size of 128, reLU activation function,
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Variable Mean St. dev. Min. Median Max. C. V.* (%)

General waste (kg) 64.1 15.9 2.4 63.1 139.0 24.8
Temperature (◦C) 8.7 5.9 -15.9 8.5 28.3 68.2
Humidity (%) 84.3 7.4 53.6 85.1 97.2 8.8
Precipitation (mm) 2.5 2.2 0.0 2.2 12.5 87.4
Wind speed (m/s) 4.2 1.1 5.0 4.1 23.3 25.5
Hours of bright sunshine (hrs) 4.4 3.0 0.0 3.9 14.6 67.2
Air pressure (hPa) 1013.5 8.0 988.9 1014.0 1041.8 0.8

Table 2.1: Summary statistics of the variables in the period between 2011 and 2018.
*Coefficient of variation.

and 300 epochs to train the model. In the case of the benchmark models, the optimal

parameters were selected using the Keras package.

2.4 Results

In this section we present the results of our proposed methodology. In Sec. 2.4.1, we

present the results of the data pre-processing procedure, including statistics for both

waste generation and climate variables. Sec. 2.4.2 presents the evaluation of the multi-

site LSTM model, hyper parameter tuning, and compares the forecast effectiveness to

the benchmark models. Data processing was conducted using R 3.6.3 and the model

development using Python 3.7 and Keras (Chollet, 2015).

2.4.1 Data analysis

In this study, we use a household waste generation dataset containing 8,343,333 weight

observations from 1,000 different households, acquired in the period between 2011 and

2018. In Table 2.1 we present an overview of the statistics of waste generation and the

climate variables. From the original dataset, we selected 60 representative households

for the forecast analysis. In Fig. 2.3 we show the distribution of the weights of waste

generation for each of the 60 selected households. The selected households show an aver-

age waste generation range between 30 and 80 kgs. per week. Although households have

different average generation rates, the households do exhibit waste generation rates that

are approximately normally distributed. On average, we find 8% of erratic and missing

values in the selected households, and such values were completed using interpolation

and linear kernel smoothing.

The correlation of the waste generation among households is presented in Fig. 2.4.

The range of Person correlation coefficients is between -0.74 and 0.855 with a mean of
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Figure 2.3: Distribution of general waste weights for each of the selected households.

Avg. temperature Air pressure Humidity Precipitation Avg. wind speed Hours of bright sun

Waste variables*
Avg. general waste 0.05 -0.01 0.01 0.04 0.01 0.01
Min. general waste -0.35 -0.16 -0.21 -0.13 -0.18 -0.27
Max. general waste 0.46 0.10 0.28 0.18 0.21 0.22
Climate variables
Avg. temperature 1.00 0.04 -0.43 0.11 -0.27 0.56
Air pressure 1.00 -0.25 -0.61 -0.25 0.30
Humidity 1.00 0.35 0.10 -0.85
Precipitation 1.00 0.21 -0.34
Avg. wind speed 1.00 -0.33
Hours of bright sun 1.00

Table 2.2: Pearson correlation coefficients for the climate variables in the period between
2011 and 2018.

0.1, which shows that for some households there is a large positive and also negative

correlation that can be used in our multi-site model to improve the forecasts from each

household. In contrast, there is no large correlation values when considering the external

climate variables for all households. Table 2.2 shows the correlation coefficient for the

waste and external variables. On average, the largest correlation is present on the average

temperature, with an average of 0.05 and a maximum and minimum values of 0.46 and

-0.35, respectively. These results show that, for the case of individual households, weather

variables do not present a clear relation with all households in the same fashion.

2.4.2 Model comparison

The model performance of the three LSTM models –multi-site, multi-site with external

variables, and single-site– and the two benchmark models –MLP and ARIMA– is pre-

sented in Table 2.3. Results are the average error metrics (RMSE, MAE, MAPE) on the

test set for the 60 households, over 10 iterations. The three LSTM results show the best
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Figure 2.4: Pearson correlation coefficients for the variable general waste among the
selected set of households in the period between 2011 and 2018.

performance with RMSE values ranging from 0.5 and 1.28 on average. From the tested

models, the multi-site LSTM model is the one that shows the best performance, with

an RMSE of 0.5, compared to 2.25 and 3.15 for the benchmark models. These results

show a reduction of 85% on average on all error metrics, and a reduction on average of

28% when comparing the results of the single fits with the multi-site LSTM approach.

This results show that the multi-site approach can provide significantly better forecasts

for each of the households when using an LSTM model. The results show a rather high

variability over the different iterations and, in particular, the multi-site LSTM model

shows a standard deviation of 0.48.

Our results are in accordance with previous studies that compare the forecasting

ability of LSTM models with other approaches, even though the nature of the household

waste data is different from previous studies. The average reduction of 75% of the error

metrics between the ARIMA models and the single fit LSTM ranges in between the

results provided by previous studies. For instance, the study by Shi et al. (2017) reports

a reduction of 19.5%, and Siami-Namini et al. (2018) reports an average reduction between

84 and 87% on RMSE when comparing LSTM with ARIMA models.

Finally, the analysis on the hyper parameter selection of the multi-site LSTM model

was performed using different values for the window size, batch size, number of training
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RMSE MAE MAPE

Mean St. dev Mean St. dev. Mean St. dev.

Multi-site LSTM 0.50 0.48 0.41 0.49 0.74 0.822
Single fit LSTM 0.77 0.54 0.63 0.62 1.27 0.980
Multi-site LSTM external 1.28 0.76 1.04 0.85 1.88 1.20
MLP ANN 2.25 1.07 1.77 0.88 3.17 1.84
ARIMA 3.15 2.42 4.18

Table 2.3: Error metrics for the tested models. Results are averages over 10 iterations.

Figure 2.5: Effect of the hyper parameter selection on the average RMSE for the multi-site
LSTM model.

epochs, and the number of nodes. The results are summarized in Figure 2.5. The two

most important factors to reduce the average RMSE were the batch size and the number

of weeks used in the windows size. The lowest RMSE values were obtained when using a

batch size of 128 in all the different configurations of training epochs, window sizes and

nodes. Considering the number of weeks in the windows size, test errors are minimized

when considering 4 and 12 weeks, with an increased variability when using 8 weeks. Using

one week of look-back does not provide enough data to produce accurate forecasts.

2.5 Conclusion

In this study, we propose a multi-site model using a state-of-the-art LSTM neural network

model to forecast individual household waste generation rates. The proposed model was

applied to produce one-week waste generation forecasts for the municipality of Herning,

Denmark. We study the effect of generating a number of single forecasts against training

a single multi-site model using external climate data.

This study is the first to use a multi-site deep learning architecture to forecast house-

hold waste generation. This method proves to be capable to effectively learn complex

non-linear relationships between households in a single model and to learn from shared
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uncertainties. Our results show that a multi-site approach can significantly reduce the

error metrics compared to the benchmark models. The proposed methodology is useful

for forecasting large-scale waste data for different individual households by training a

single model. The RMSE was reduced by 28% on average, when we compared the single

model with individual forecasts.
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Abstract

Prediction of waste production is an essential part of the design and planning

of waste management systems. The quality and applicability of such predictions

depend heavily on model assumptions and the structure of the collected data. Or-

dinarily, municipal waste generation data are organized in hierarchical structures

with municipal or county levels, and multilevel models can be used to generalize

linear regression by directly incorporating the structure into the model. However,

small amounts of data can limit the applicability of multilevel models and pro-

vide biased estimates. To cope with this problem, Bayesian estimation is often

recommended as an alternative to frequentist estimation, such as least squares or

maximum likelihood estimation. This paper proposes a multilevel framework un-

der a Bayesian approach to model municipal waste generation with hierarchical

data structures. Using a real-world dataset of municipal waste generation in Den-

mark, the predictive accuracy of multilevel models is compared to aggregated and

disaggregated Bayesian models using socio-economic external variables. Results

show that Bayesian multilevel models outperform the other models in prediction

accuracy, based on the leave-one-out information criterion. A comparison of the

Bayesian approach with its frequentist alternative shows that the Bayesian model

is more conservative in coefficient estimation, with estimates shrinking to the grand

mean and broader credible intervals, in contrast with narrower confidence intervals

produced by the frequentist models.

Keywords: Municipal waste generation; multilevel models; Bayesian data analysis;

prediction

3.1 Introduction

Effective prediction of waste generation rates is an essential part of the design, implemen-

tation, and improvement of waste management operations (Ramos et al., 2018). From
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a practical point of view, inaccurate predictions of the amount of generated waste can

result in inefficient decisions regarding infrastructure, equipment capacity, or collection

schemes. These decisions have a direct impact on the quality of service and the operating

costs of a waste management system (Zbib and Wøhlk, 2019). The accuracy and relevance

of predictions rely especially on the quality and structure of the underlying data used.

In the context of municipal waste, data usually present structures comprising repeated

observations over time from different municipalities or districts. Such data structures are

usually referred as hierarchical or multilevel structures (Heck and Thomas, 2020).

A large variety of studies apply various methods to predict waste generation rates,

and they differ in both methodology and sources of data. The methods used include

descriptive statistics, regression analysis, material flow models, time series analysis, and

artificial intelligence (Abbasi and El Hanandeh, 2016). These methods typically use

either aggregated data from municipal or state entities or self-reported data collected by

questionnaire (Hannan et al., 2015).

The majority of existing studies use regression analysis and model waste generation

rates at the municipal or county level, using socio-economic and other external variables

as predictors of future behavior (Abdoli et al., 2011). The main reasons this approach

is widely used are because of the availability of data and the simplicity of this type of

model. Usually, the data obtained from each municipality are analyzed by either pooling

all municipalities into a single model or analyzing them separately. The main limitations

of such approaches are their underlying assumptions. Including all municipalities in a

single model assumes that all have similar behavior, with the risk of underfitting the data,

whereas using individual models assumes that municipalities have nothing in common,

with the risk of overfitting the data. In other fields, this problem is increasingly being

dealt with by using multilevel models (Heck and Thomas, 2020). However, to the best

of our knowledge, no previous study has applied a multilevel approach in the context of

municipal waste generation.

Multilevel modeling is an extension of regression models and makes it possible to

model data that have clustered or hierarchical structures. The main advantage of using a

multilevel model is that it allows information to be pooled across clusters—municipalities

in the present case—to improve the estimates of the parameters of the model (McElreath,

2020). This pooling means that each municipality helps to improve the estimates of

the other municipalities and of the overall population. In general, traditional models

can have one of two pooling structures: aggregated pooling or disaggregated pooling.

An aggregated, or complete, pooling model assumes that there is no variability among

municipalities and therefore it fits a single model shared by all municipalities (e.g., a

simple linear regression). In contrast, the disaggregated pooling approach assumes that
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municipalities do not share any relevant characteristics with each other, and therefore

fits each one as a separate model. The selection of a model approach depends, like most

decisions in data analysis, on the underfitting/overfitting trade-off (Gelman, 2006).

In contrast to the two traditional pooling approaches (aggregated and disaggregated

pooling), a multilevel model uses a partial pooling strategy, which captures the sys-

tematic differences between municipalities by partitioning the variance into the between-

municipality variance and the within-municipality variance. This allows each municipality

to have a different average outcome, but the overall population average is also estimated

by the model. This results in less underfitting than the complete pooling approach and

less overfitting than the no-pooling approach; therefore the model produces better esti-

mates (McElreath, 2020). However, increasing the complexity of the model can result in

inaccurate estimates, particularly in the case of small sample sizes for each municipality

(Gelman et al., 2013).

Bayesian data analysis has been increasingly used in a variety of fields in recent years,

and has been recommended in preference to the traditional frequentist approach, par-

ticularly in the context of small sample sizes (Smid et al., 2020). Unlike the frequentist

approach, Bayesian estimation is not based on the asymptotic behavior of the data, and

thus results can be interpreted and validated for any sample size (Kaplan, 2014). The

Bayesian approach has several advantages: First, it allows the integration of a priori

knowledge using prior distributions in the parameters of the model. These prior distribu-

tions are then conditioned on the data, which is especially useful when expert knowledge

is available. Second, the flexibility of a Bayesian model can be used to explicitly quantify

the modeling uncertainty of the outcome. This flexibility can account for reduced sample

sizes and can also include complex structures such as multilevel modeling (Miočević et al.,

2017).

In this paper, we propose a multilevel framework using a Bayesian approach to predict

municipal waste generation rates. We show that the proposed method has two main ad-

vantages over traditional modeling approaches. First, a multilevel framework allows us to

obtain better estimations by incorporating the hierarchical structure of the data into the

model. This is done by allowing correlation of observations in the same location over time,

partitioning the variation into between-municipalities and within-municipalities compo-

nents. Second, in a Bayesian approach, uncertainty can be modeled explicitly by the use

of prior distributions for the model estimates, which produces more intuitive results.

Our approach is illustrated using a real-world dataset of annual waste generation

rates from the 98 municipalities of Denmark for the period from 2010 to 2017. Several

explanatory variables are tested to explain the variation between and within municipali-

ties, including socio-economic and demographic variables. In addition, six waste types are
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considered as response variables: general waste, burnable waste, glass, metal, cardboard,

and plastic. General waste refers to mixed domestic waste collected from households. We

separately determine the explanatory variables that influence each waste type. Then, we

compare two multilevel models, varying intercept and varying slope, with the traditional

aggregated and disaggregated models.

The remainder of this paper is structured as follows. Section 3.2 reviews the related

literature. Section 3.3 presents the proposed methodology and provides details of each

of the stages of the study, including the proposed Bayesian model. In Section 3.4, the

results of our case study, using the proposed methodology, are shown. Finally, Section

3.5 concludes the paper.

3.2 Literature review

Municipal solid waste generation has been extensively studied in the literature, and a large

variety of methods have been applied depending on the scale (e.g., household, municipal,

state) and time period (short, medium, or long term) of the research. The most common

approach used in studies of waste generation at macro-levels, such as the municipality,

district, or country level, has been multiple regression analysis with utility maximization

models.

Johnstone and Labonne (2004) use a panel dataset to analyze the determinants of

solid waste generation using municipal solid waste, demographic, and economic data at

a country level for 30 OECD countries from 1980 to 2000. Similarly, Callan and Thomas

(2006) use a utility model to examine the demand for disposal and recycling services

based on data for 351 municipalities in Massachusetts. In a multiple regression analy-

sis framework, Hage et al. (2009) analyze the factors determining the generation rates of

household plastic packaging for 252 municipalities in Sweden, focusing mainly on garbage

pricing, socio-economic and demographic factors, and environmental preferences. Sidique

et al. (2010) analyze the effects of various recycling and waste management policy vari-

ables on the recycling rate by utilizing municipality-level data from 86 municipalities in

Minnesota from 1996 to 2004. The study uses a utility maximization model and accounts

for the cumulative effect of the expenditure variable on the recycling rate. Lebersorger

and Beigl (2011) use a multiple regression model to study waste generation rates based on

socio-economic factors, including municipal tax revenue per capita, household size, and

the percentage of buildings with solid fuel heating systems, from 542 municipalities in

the Province of Styria, Austria. In the same fashion, Wei et al. (2013) use multiple linear

regression to analyze waste generation at the national level in China. Oribe-Garcia et al.

(2015) study socio-economic features relevant to waste generation for 112 municipalities
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in Biscay, Spain, using a range of factor models. In that study, the authors account for

differences in municipalities’ waste generation by proposing two separate models, one for

the overall region and a second with clustering of municipalities.

More recent studies have focused on the advantages of using artificial intelligence

instead of traditional regression approaches to estimate waste generation rates. Azadi

and Karimi-Jashni (2016) compare the performance of artificial neural networks (ANNs)

and multiple linear regression to predict seasonal municipal waste generation rates. The

accuracy of the two methods is compared based on a case study of 20 cities in the

province of Fars, Iran. Similarly, Perera and Fernando (2020) compare the performance

of ANNs and regression analysis using data from 15 local authorities from the districts of

Colombo and Gampaha in Sri Lanka. Finally, Araiza-Aguilar et al. (2020) use multiple

linear regression to study the effects of different social and demographic variables in 124

municipalities in Chiapas, Mexico. None of the above studies have explicitly considered

the interactions between municipalities using a multilevel approach.

Bayesian data analysis has been successfully applied in a diverse range of fields, includ-

ing behavioral sciences such as education, physiology, economics, and medicine (Kruschke

and Liddell, 2018). However, in the area of waste management, only a few studies have

considered the Bayesian approach; its application has been limited to survey data and

it has not been applied in the context of macro-level analysis. Chu et al. (2016) use a

Bayesian belief network model to determine the factors that affect the separation of waste

for collection in China, including political, economic, social, cultural, and technological

factors. Hoang et al. (2017) apply a Bayesian model average method combined with a

multivariate linear regression to identify factors influencing household waste generation in

Vietnam. Finally, Ceylan (2020) proposes a Bayesian Gaussian process regression model

tuned by Bayesian optimization to forecast municipal solid waste generation in Turkey.

3.3 Methodology

This section presents the methodology used to study waste generation rates. The method-

ology is divided into two parts. First, Section 3.3.1 introduces the concept of frequentist

data analysis. Second, Section 3.3.2 explains the basics of Bayesian data analysis, and the

main differences to the frequentist approach. Next, Section 3.3.3 explains variable selec-

tion under a Bayesian approach and Section 3.3.4 specifies the approach used to impute

missing values. Finally, Section 3.3.5 presents the metrics used to compare the prediction

accuracy of the different models and their differences to frequentist approaches. Figure

3.1 summarizes the methodology used in this paper, divided into two parts. The model

approach refers to the underlying approach, either frequentist or Bayesian. For each of
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Figure 3.1: The model selection can be divided into modeling approach (frequentist or
Bayesian) and model complexity (aggregated, disaggregated, or multilevel).

these, the model complexity corresponds to the assumptions used in the linear model:

aggregated, disaggregated, or multilevel.

3.3.1 Frequentist data analysis

Frequentist data analysis is based on frequentist inference, using the relative frequency

or proportion of events that occurs in a repeated experiment. This can be considered

the “classical” approach to data analysis, which uses hypothesis testing, significance tests

(p-values), and confidence intervals to perform statistical inference.

Frequentist linear models

The most commonly used method under the frequentist approach to predict waste gen-

eration rates using external variables is linear regression. Linear regression assumes that

the ith observation, i ∈ {1, ..., N}, of a dependent variable yi has a linear relationship

with an independent variable Xi:

yi = β0 + β1Xi + εi, (3.1)

where εi ∼ N (0, σ) is the residual error. The model parameters in this case are considered

point estimates (single, fixed values) and their estimation is performed by least squares

estimation. The extension to a multiple linear model, for example, including the effects of

age and immigration in the same model, is straightforward because it consists of including

an extra parameter with its corresponding prior distribution for each external variable.

When the data are structured hierarchically, as in the case of municipal waste, one

of three assumptions can be made. First, an aggregated model assumes that there is
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no systematic difference between municipalities and, thus, includes all observations in

a single linear model. Second, a disaggregated model assumes that municipalities do

not share relevant characteristics and specifies a separate model for each municipality.

Finally, a multilevel model explicitly incorporates the hierarchical structure of the data

into the model.

Frequentist multilevel model

The multilevel model extends the aggregated and disaggregated models by allowing the

parameters of the model to vary depending on the municipality the observation comes

from. Part of the multilevel modeling process is to decide which parameters are considered

to vary among municipalities and which are considered to be constant. In a linear model,

the intercept and the slope are the parameters to be estimated for each independent

variable, and these define the two variations of the multilevel model: the varying intercept

and the varying slope models. Assuming there are M municipalities, the varying intercept

model can be described as:

yij = β0j + β1Xij + εij (3.2)

β0j = µ0 + u0j (3.3)

β1 = µ1 (3.4)

where j is the jth municipality, j ∈ {1, ...,M}. εij ∼ N (0, σ) and u0j ∼ N (0, σ0), usually

referred to as random effects, are the residual errors. The multilevel model separates the

between-municipalities variability (σ) and the within-municipalities variability (σ0). In

the varying slope model, the term β1 in Eqs. (3.2) and (3.4) is replaced by:

β1j = µ1 + u1j (3.5)

where u1j ∼ N (0, σ1).

3.3.2 Bayesian data analysis

The Bayesian approach to data modeling is based on Bayesian inference, where the main

characteristic is that each parameter of a model is a random variable (Gelman et al., 2013).

This feature allows Bayesian models to explicitly model the underlying uncertainty of the

estimation of a given parameter. Under this framework, the Bayes’ theorem is used to
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model the probability of a parameter θ given a data set y as

p(θ | y) =
p(y | θ)p(θ)

p(y)
. (3.6)

Using this approach, we can estimate the probability distribution of a parameter,

p(θ | y), which represents the relative plausibility of different values of the parameter,

conditional on the data and the model (McElreath, 2020). The main result of the Bayesian

analysis is that the probability distribution of a parameter, p(θ | y), referred to as the

posterior distribution, is proportional to the product of the information contained in

the data (likelihood), p(y | θ), and the information available before observing the data

(prior), p(θ). The posterior distribution contains all the information needed to perform

the Bayesian inference. Using this approach, Bayesian modeling requires the specification

of a likelihood function for the data (e.g., yi ∼ N (µ, σ)) and a prior distribution for the

parameters in the model (e.g., µ ∼ N (0, 1)), followed by an estimation of the posterior

distribution, usually using numerical techniques (Nalborczyk et al., 2019). The numerical

techniques to fit the models are usually based on Markov Chain Monte Carlo (MCMC)

simulations, for which many methods use a Gibbs sampler approach or a Hamiltonian

sampler (Scott and Berger, 2010). For high-dimensional models such as multilevel models,

Hamiltonian Monte Carlo is usually superior, and this is the sample technique used in

this study.

Bayesian linear models

In the context of municipal waste management, we are interested in modeling waste

generation rates, which are usually measured in kilograms per person per unit of time.

Thus, the target variable y is a continuous variable with non-negative values, measuring

the amount of waste. An exponential distribution is a proper selection for the likelihood

distribution in this scenario, and this also simplifies the analysis by using a single param-

eter for the estimation. In the following models, the likelihood distribution for the waste

variable y is:

yi ∼ Exponential(λ), (3.7)

where λ is the parameter to be estimated using a link function to the external variables

available in the dataset (socio-economic, demographic, or others). In the aggregated linear

model, we obtain a single intercept and single slope for all municipalities, and the model

can be formulated as follows:

yi ∼ Exponential(λi) (3.8)
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log(λi) = β0 + β1Xi (3.9)

β0 ∼ N (µ0, σ0) (3.10)

β1 ∼ N (µ1, σ1) (3.11)

where λ is modeled as a linear function of a continuous variable X, and the intercept

β0 and slope β1 follow a—prior—normal distribution with the parameters {µ0, σ0} and

{µ1, σ1}, respectively. In general, to define a proper prior distribution of the parameters

of the model (β0 and β1), we can include a priori information about the process (expert

knowledge, for example), specify a weakly informative prior with a rather large variance,

or use prior predictive simulations to make sure that the model predictions prior to seeing

the data lie within the plausible outcome space (Stegmueller, 2013). In this study, we

tune our priors using prior predictive simulations before updating the parameters using

the data. Setting the prior of β0 to N (3, 0.5) and β1 to N (0, 0.3) makes the models treat

extreme values with skepticism in the presence of scarce data.

In a disaggregated linear model, there is no pooling of information between munici-

palities, and it is assumed that each municipality can be modeled independently. In this

approach, an individual model is fitted using Eqs. (3.8)–(3.11) for each municipality.

Bayesian multilevel modeling

The most straightforward Bayesian multilevel model is the varying intercept model, in

which we allow the intercept for each municipality, j = 1...N , to be different (β0j), but

preserve the same slope (β1). The model can be defined as follows:

yij ∼ Exponential(λij) (3.12)

log(λij) = β0j + β1Xij (3.13)

β0j ∼ N (µ0, σ0) (3.14)

β1 ∼ N (µ1, σ1) (3.15)

µ0 ∼ N (3, 0.5) (3.16)
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σ0 ∼ Exponential(3) (3.17)

where β0j follows a normal distribution with parameters µ0 and σ0. The hyperparameter

µ0 represents the average intercept among municipalities, σ0 is the variability of the

intercepts, and both hyperparameters are assigned their own distributions. We assign a

N (3, 0.5) to µ0 and an Exponential(3) to σ0. Finally, Eq. (3.12) defines the likelihood

of the data, and Eq. (3.14) is the prior distribution of the parameter that describes

the population intercepts. This varying intercept model is relevant when municipalities

present a similar effect of a variable on the amount of waste, but they differ in the average

impact.

We can extend the varying intercept model to a varying slope model by allowing the

slope β1 to be different for each municipality j. This is achieved by replacing Eq. (3.15)

by:

β1j ∼ N (µ1, σ1) (3.18)

and adding the hyperparameter distributions to the model:

µ1 ∼ N (3, 0.5) (3.19)

σ1 ∼ Exponential(3) (3.20)

A varying slope model can be useful in cases where, for example, some municipalities

show an increase in waste generation with age, and some show a decrease. More general-

ized models include specification of correlation matrices’ priors or include more than one

level of hierarchy.

The selection of the adequate model complexity level depends on the amount and type

of data, the overfit/underfit trade-off, and the objective of the study. An initial assessment

to choose between a complete pooling, no pooling, or multilevel approach, can be based

on the intraclass correlation coefficient (ICC). The ICC computes the proportion of the

response variable’s variance that is due to between-level differences (Mulder and Fox,

2019). In our case, the ICC represents the amount of variance from the waste type that

is caused by differences between municipalities. Another index is the design effect index

(Deff), which measures the inflation in variability of the estimates due to clustering, and

it is often used as a rule of thumb to indicate whether multilevel structures should be

used (Lai and Kwok, 2015). It is defined as Deff = 1 + (n− 1)ICC where n is the average

number of observations per cluster. Values of this index above 2 are usually considered
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to be appropriate to model as multilevel.

3.3.3 Bayesian variable selection

Several variables have been used to explain variations in municipal solid waste. They

mainly include demographic, weather, and socio-economic variables such as income, ed-

ucation, or gender (Abbasi and El Hanandeh, 2016). In a traditional approach, variable

selection is a search problem in which the objective is to find a single optimal model from

all the possible combinations of original variables by minimizing or maximizing a certain

criterion. In contrast, the Bayesian approach is probabilistic, based on determining the

probability that a variable should or should not be included in the model. This proba-

bility, is referred to as the posterior inclusion probability (George and McCulloch, 1997)

and can be estimated as follows.

Given a response variable yi, and p explanatory variables with values xi,j, j = 1, ..., p,

the response variable can be modeled as the linear combination of p variables with pa-

rameters θj for each variable:

yi = β0 +

p∑
j=1

θjxi,j + εi, (3.21)

where β0 is the intercept, and εi ∼ N (0, σ2) is the error term. The variable selection

problem is to determine which regression parameters θj should be set to zero. To do this,

an auxiliary indicator variable Ij can be defined, with Ij = 1 if the explanatory variable

j is present in the model, and Ij = 0 if it is not. A second auxiliary variable is used to

represent the effect size of the explanatory variable when Ij = 1, which is denoted by

βj, and therefore θj = Ijβj. The variable selection part of the model estimates Ij and

θj. The variable βj can be defined in several ways, all of which result in different fitting

methods (O’Hara and Sillanpää, 2009). After the model has been defined, the posterior

inclusion probability for the variable j can be computed as the average value of Ij, and

it is usually fitted using a MCMC approach.

3.3.4 Imputation of missing data

Incomplete data is a common problem in most applications, and can limit the implemen-

tation and analysis of statistical and machine learning models (Lin and Tsai, 2020). The

problem of missing data is especially relevant in the context of waste management, in

which the lack of data can be due to several practical issues, such as errors in the mea-

surements, system failures, or lack of reporting. There are two main approaches to deal

with missing values, namely deletion and imputation (Garciarena and Santana, 2017).
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Deletion methods ignore cases or variables in which there are missing values, and due

to their simplicity these methods can be useful in cases with low rates of missing values

(Lan et al., 2020). However, when the rate of missing values is high, deletion can cause

a major loss of information and may cause bias and overfitting in the resulting models

(Purwar and Singh, 2015).

Imputation for missing data with multilevel structures is usually performed before

the modeling stage, using either a joint modeling approach or a fully conditional spec-

ification model (Grund et al., 2018). In the joint modeling approach, a single model is

specified for all variables with missing data, whereas in the fully conditional specifica-

tion model, the missing data are imputed separately for each variable (Carpenter and

Kenward, 2012). In our application, because the explanatory variables are complete, we

use a fully conditional specification model, which basically iterates univariate multilevel

imputation of the variables. Specifications of the model and its implementation in the R

software environment can be found in van Buuren and Groothuis-Oudshoorn (2010).

3.3.5 Model evaluation

After the Bayesian model has been fitted, its predictive accuracy is usually measured using

cross-validation and information criteria approaches. The evaluation metrics can be used

to select a single—best—model for the given data or to improve estimations by averaging

different models, assigning weights to their posterior probabilities (Congdon, 2007). The

most common methods for model comparison are the Bayesian information criterion

(BIC), the deviance information criterion (DIC), the Akaike information criterion (AIC),

and the leave-one-out information criterion (LOOIC) (Vehtari et al., 2017). In this study,

we focus on the prediction accuracy of the fitted models, thus using on the LOOIC

method. LOOIC estimates pointwise out-of-sample prediction accuracy using the log-

likelihood evaluated at the posterior simulations of the parameter values. The Bayesian

LOOIC predictive fit estimate is:

LOOIC =
n∑
i=1

p(yi | y−i), (3.22)

where p(yi | y−i) is the leave-one-out predictive density obtained by fitting the data

without the ith data point. Lower LOOIC values denote better out of sample predictive

accuracy performance.
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3.4 Case study

In this section, the proposed methodology is applied to a real-world dataset from Den-

mark. Section 3.4.1 describes the data set and summarizes its main statistics and the

structure of its missing values. Section 3.4.2 presents the results of the model selection

process, measuring predictive accuracy in terms of the LOOIC of the multilevel, aggre-

gated, and disaggregated Bayesian models. Finally, Section 3.4.3 presents a comparison

of the coefficient estimation of the multilevel Bayesian model with the alternative fre-

quentist approach. The analysis was conducted using R 3.6.3 software and run on a 3

GHz Intel X5450 processor with 24 GB RAM. The multilevel frequentist models were run

using the lme4 R package (Bates et al., 2012) and the Bayesian analysis was conducted

using the brms R package (Bürkner, 2017).

3.4.1 Data description

The dataset consists of yearly observations of municipal waste generation from all of the

98 municipalities in Denmark between 2010 and 2017. We use six waste types, which

are: general waste, burnable waste, glass, metal, cardboard, and plastic. The data are

reported by each municipality, and were provided for this study by the Ministry of the

Environment and Food of Denmark. The dataset was combined with socio-economic

variables obtained from Statistics Denmark (Statistics Denmark, 2019). The external

variables include average taxable income, average age, gender (% of men), marital status

(% of divorced individuals), immigration (% of immigrants), and educational attainment

(% of individuals that graduated from a bachelors program). The last three variables were

reported as the percentage of the total population of the municipality in the observation

year. The selection of the external variables is based on both data availability and the

previous studies that have found socio-economic variables to be relevant in the prediction

of waste generation (Vu et al., 2019b; Kannangara et al., 2018; Kumar and Samadder,

2017). Other variables were also tested, including the number of farmhouses and number

of households, but were not found to have a statistically significant correlation with waste

generation. For details on the socio-economic variables used in this study see .

Municipalities in Denmark have high variability in the reported values of variables

such as population, area, density, type of households, and waste generation. The average

annual waste generation, as the total of the six waste types, was 331 kg per person,

and most of this weight is general waste and burnable waste. Figure 3.2 shows the

average waste generation by type for each of the 98 municipalities. As can be seen,

there is large variation in the total waste amount. The proportion represented by each
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Figure 3.2: Average waste generation (kgs.) per person from 2010 to 2017 by municipality
and by waste fraction.

waste type also varies among municipalities. Most notably, the proportions of general

waste and burnable waste show much higher variation than the other waste types. For

example, whereas general waste is the largest waste type in most municipalities, in some

municipalities (such as Nyborg or Hedensted) burnable waste accounts for more than half

of the average waste generation.

The minimum and maximum waste generation rates also differ immensely, from 113

kg per person to 1,054 kg per person. This difference may be due to the influence of small

municipalities that are mainly used for summer residences, compared to municipalities

that primarily comprise permanent residences, among which variation was lower. In

terms of the correlation between the weights of each waste type, we generally found little

correlation, with an average correlation coefficient of 0.2.

Whereas the dataset of socio-economic variables was complete for the period studied,

some waste variables had high amounts of missing data; 30.14% of a total of 784 obser-

vations featured missing values. These missing values exhibit a rather random behavior,

concentrated on neither any specific municipality nor any particular year. Figure 3.3

illustrates the pattern of missing values in the original dataset for two waste fractions:

general waste, which has only 5% missing data, and glass, which has over 50% missing

data. Each row represents a year, the columns represent the 98 municipalities, the gray

boxes represent observed values, and white boxes represent missing values. In order to

perform the multilevel modeling, the imputation method described in Section 3.3.4 was

used.
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Figure 3.3: Patterns of missing values for general waste and glass, from the original
dataset. Gray and white represent observed and missing values, respectively.

Waste fraction ICC Deff Estimate SE

General waste 0.51 4.60 224.84 8.04
Burnable 0.44 4.05 77.13 5.79
Metal 0.29 3.03 15.28 1.35
Plastic 0.29 3.02 3.66 0.33
Glass 0.23 2.60 15.96 0.68
Cardboard 0.23 2.60 6.91 0.38

Table 3.1: All variables present a design effect index (Deff) above 2. General waste and
burnable show high intraclass correlations.

3.4.2 Model selection

Three different model types were compared for each waste type: aggregated, disaggre-

gated, and multilevel modeling. In addition, two types of multilevel approach were tested:

the varying intercept and varying slope models. These approaches were tested using dif-

ferent combinations of external variables, based on their inclusion probabilities. Before

defining the appropriate models for each waste type, we tested the ICC and Deff to evalu-

ate the differences in responses from each municipality. In Table 3.1, we show the results

for each waste type, including the estimated mean response and standard error (SE).

Our results show that all variables have high variability between municipalities (Deff

value above 2), indicating that a multilevel approach is a suitable choice for all variables,

and especially so for the variables for general waste and burnable waste.
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Waste type Explanatory variables Best model

General waste Age ML Varying slope
Burnable Age ML Varying slope
Metal Immigration ML Varying slope
Plastic Age, gender, education ML Varying intercept
Glass Age, immigration ML Varying intercept
Cardboard Gender, marital status, education, immigration ML Varying intercept

Table 3.2: Best model for each waste type, including explanatory variables and type of
model. ML: Multilevel.

Six external variables were considered as candidates for model selection: age, immi-

gration, gender, education, marital status, and income. For each of the waste types,

different combinations of external variables were tested, considering the inclusion prob-

abilities obtained as described in Section 3.3.3. For each combination of variables, the

aggregated, disaggregated, varying slope, and varying intercept models were tested using

both the frequentist and Bayesian approaches.

Table 3.2 summarizes the results of the model selection phase. For each waste type,

the selected explanatory variables and the best model are reported. For all waste types,

the multilevel approach was the best-performing in terms of LOOIC. For general waste,

burnable, and metal, the varying slope model is the best model, which shows that the

effect of the selected variable can be considered to vary between the different municipal-

ities. For plastic, glass, and cardboard, the varying intercept model is best. In terms of

the explanatory variables, age is relevant to most waste types (general waste, burnable,

plastic, and glass) and immigration is relevant to three (metal, glass, and cardboard).

Gender and education are only relevant to plastic and cardboard, and marital status is

only relevant to cardboard. Taxable income was not found to be an explanatory variable

for any of the waste types. In terms of variable transformations, we standardize the

variable age by using its logarithm. provides details on the model selection process for

general waste.

A comparison of the prediction accuracy between the best multilevel model (varying

intercept or varying slope) and the aggregated and disaggregated Bayesian models is

presented in Table 3.3. For each waste type, Table 3.3 shows the LOOIC estimate, the

standard error (SE) of the estimate and the standard error of the difference to the best

model (SEd). For all waste types, the best multilevel model is the model with the lowest

LOOIC value. However, it is worth noting that for some waste types the accuracy of the

three models are similar, as can be seen from the SE and the SEd values. This is the

case for general waste, in which the SEs of the two models are SE = 26 and SE = 25,
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Waste type Best multilevel SE Aggregated SE SEd Disaggregated SE SEd

General waste 10,037 26 10,053 25 36 10,850 27 37
Burnable 8,190 53 8,348 48 72 9,585 137 147
Metal 5,373 86 5,837 74 113 7,185 111 140
Plastic 3,438 69 3,484 83 108 4,803 204 215
Glass 5,883 41 5,884 42 59 6,247 55 69
Cardboard 4,427 62 4,530 57 84 5,211 110 126

Table 3.3: LOOIC for the best model and the corresponding model using the aggregated
and disaggregated Bayesian models.

respectively, which are similar the standard error of the difference, SEd = 36.

In the Bayesian approach, a full posterior distribution is obtained for each of the

parameters of the model. In Table 3.4, the main statistics are shown for the posterior

distributions of the varying slope model when predicting general waste based on age.

Because the multilevel model allows each municipality to have different estimates of the

parameters, results can be divided into municipality-level and population-level effects. At

the municipality level, the standard deviations of the parameters represent the variance

of the estimates between municipalities, compared to the overall average response at

the population level. On average, the population-level effect of age on general waste is

positive, with a unit change in kgs per 1.05 units of age. However, the standard deviation

of the effect of age between municipalities is quite large (1.19), showing that the effect

of age can be very different depending on the municipality. This result is obtained with

high uncertainty in the standard deviation estimate, represented by an SE of 1.07, which

can be explained by the small sample size of eight observations per municipality in this

case study. presents a histogram of the posterior samples of the intercept and the slope

of the model.

3.4.3 Comparison of frequentist and Bayesian approaches

A major difference between frequentist and Bayesian approaches is the estimation of con-

fidence intervals for the parameters of the model. In the frequentist approach, estimates

are obtained based on the least squares or maximum likelihood methods, and then a

confidence interval is constructed using the associated standard errors. In contrast, in

the Bayesian approach a full posterior distribution of the parameters is obtained, and the

confidence intervals—called credible intervals—are the quantiles of that distribution (usu-

ally 5% and 95% quantiles) (Stegmueller, 2013). Figure 3.4 compares the Bayesian and

frequentist multilevel models predicting general waste based on age. The points represent

the intercept for each municipality, surrounded by 95% credible/confidence intervals. The

figure shows that for predicting municipality-level general waste, model choice is clearly
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Municipality-level effects:
Estimate SE Lower-95% CI Upper-95% CI

sd(β0j) Intercept 1.06 1.04 1.00 1.17
sd(β1j) Age 1.19 1.07 1.03 1.36
corr(β0j, β1j) (Intercept, age) 0.27 0.56 -0.89 0.98

Population-level effects:
Estimate SE Lower-95% CI Upper-95% CI

β0j Intercept 214.86 1.04 198.34 230.44
β1j Age 1.05 1.05 0.95 1.15

Table 3.4: Estimates of the parameters of the varying slope model predicting general
waste based on age drawn from their posterior distributions. sd(): standard deviation,
corr(): correlation, CI: credible interval.

not trivial. From the bottom to the top of the plot, the frequentist model predictions

range from around 110 to 325 kg, whereas the Bayesian model estimates are rather more

consistent, at between 200 and 225 kg.

Compared to its frequentist equivalent, the conservatism of the Bayesian multilevel

model results in rather extreme differences in predictions for some municipalities. For

example, the frequentist maximum likelihood estimate for Nyborg is around 110 kg of

general waste, whereas the corresponding mean posterior estimate is around 205 kg,

almost twice as large. For the municipality Varde, the frequentist model estimate of the

average is around 305 kg, whereas the multilevel model estimate is around 220 kg. The

substantial differences for these municipalities arise because the Bayesian multilevel model

is more skeptical about extreme predictions. It treats mean values of municipalities that

are far from the overall mean as likely to be chance events. This treatment is based on a

low estimated variation between the municipalities and the relatively small sample sizes

in municipalities with extreme values of general waste production. To mitigate the risk

of being misled by chance results in these municipalities, the Bayesian model aggressively

shrinks municipality-level estimates of general waste towards the grand mean.

Finally, the two models yield different sizes of confidence/credibility intervals for esti-

mated average general waste. The narrow confidence intervals of the frequentist multilevel

model reflect a narrow range of values of average general waste that is consistent with

an α = 5% test. Conversely, the credible intervals of the Bayesian model encompass a

wider range of values that are compatible with the model, the data, and the prior. For

instance, for Nyborg municipality the model, data, and prior are consistent with a 95%

credibility interval from 160 to 240 kg. Again, this reflects the more conservative nature

of Bayesian estimation, where penalization through adaptive regularization helps protect
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Figure 3.4: Comparison of the estimates and confidence/credible intervals of the intercept
(β0) for general waste based on age for the frequentist and Bayesian multilevel models.
Results are reported for all 98 municipalities.
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against overconfidence in the model results.

3.5 Conclusion

The present study proposes a multilevel framework under a Bayesian approach to predict

waste generation rates in cases where data are structured hierarchically in municipalities

or districts. This study is the first to investigate the advantages of using a multilevel

Bayesian approach compared to aggregated and disaggregated linear models in the con-

text of waste management. The proposed methodology is used in a case study of yearly

waste generation rates for six waste types from the 98 municipalities of Denmark, com-

bined with socio-economic and demographic variables in the period from 2010 to 2017.

In terms of prediction performance, the Bayesian multilevel model outperformed the

traditional aggregated and disaggregated models for all waste types. For three of the six

waste types analyzed, the varying intercept model performed best, and for the other three,

the varying slope model performed best. The number of explanatory variables used in the

best selected model also varies between the waste types, from a single external variable

in the cases of general waste, burnable waste, and metal, to four variables in the case of

cardboard. These results suggest that the selection of the model complexity has to be

performed carefully because the optimal model may vary between different waste types.

Results and conclusions using Bayesian data analysis can be in conflict with those of

the traditional frequentist approach. This has been the case in many previous studies

(Nalborczyk et al., 2019). In the present study, we found that the Bayesian approach

tends to treat extreme predictions with greater skepticism, which shrinks the estimates

at the municipality level towards the grand mean. This more conservative behavior is

also reflected by broader credible intervals, in contrast with narrower confidence intervals

in the frequentist approach.

Some limitations of the proposed methodology are worth noting. First, the resulting

posterior distributions of the parameters of the model depend heavily on the selection of

the prior distributions. Selecting prior distributions that can translate expert knowledge

into the model is essential in the modeling phase. Future research should investigate

the impact of using, for instance, weakly informative priors compared to prior predictive

simulations. Second, the implementation of multilevel Bayesian models can be compu-

tationally expensive for models with a large number of parameters. This can impose

practical limitations particularly in the case when several models have to be compared.

Finally, our study provides a framework for future studies to assess the effects of

different configurations of real-world waste datasets on prediction performance. For in-

stance, the effects of the number of municipalities and the number of observations per
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municipality should be studied further. The methodology presented in this paper can

be extended to scenarios with two or more levels of hierarchy. A multilevel model with

several levels can be used to study intra-class effects between, for example, countries and

municipalities at the same time.
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Appendix A

Table 3.5 provides an overview of the socio-economic variables used in the case study.

Percentage variables represent the percentage of individuals over the total population of

the municipality. Educational variables represent the highest educational level achieved.

Socio-economic variable Mean St. Dev. Min. Max.

Population 57,424 66,531 1,793 602,481
Income (DKK) 223,953 34,632 177,544 408,095
Age 42.22 2.61 35.90 52.80
Divorced (%) 8.66 1.31 5.72 12.04
Primary education (%) 21.23 3.67 10.58 29.92
Secondary education (%) 4.96 1.93 2.40 12.97
Bachelor’s education (%) 0.81 0.77 0.22 5.36
Immigrants (%) 7.19 3.50 3.09 23.10
Men (%) 0.50 0.01 0.47 0.51
Farmhouses 11,789 7,416 785 39,471
Households 30,438 35,117 2,355 314,080

Table 3.5: Summary statistics of the municipal socio-economic variables.

Appendix B

This appendix presents details of model selection for both the variables used and model

complexity. First, Table 3.6 shows the inclusion probabilities for each of the six socio-
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economic variables considered in the study for each waste type. Based on the variables

showing the higher inclusion probabilities, Table 3.7 presents the LOOIC results of dif-

ferent model combinations for general waste. The best model is that with the lowest

LOOIC, which is obtained by the varying slope model using only the variable age as an

explanatory variable.

Variable General waste Burnable Metal Plastic Glass Cardboard

Age 1.00 1.00 0.21 1.00 0.97 0.28
Marital status 1.00 0.04 0.33 0.33 0.57 1.00
Immigration 1.00 0.03 1.00 0.73 0.89 1.00
Education 1.00 0.03 0.86 0.91 0.12 1.00
Income 0.47 0.03 0.39 0.80 0.12 0.30
Gender 0.31 0.08 0.99 1.00 0.11 1.00

Table 3.6: Inclusion probabilities of socio-economic variables for each waste type.

Model LOOIC SE

log(λij) = β0 + β1 ∗ ageij 10,053 25
log(λij) = β0j + β1 ∗ ageij 10,052 25
log(λij) = β0j + β1j ∗ ageij 10,037 26
log(λij) = β0 + β1 ∗ ageij + β2 ∗ divorcedij 10,053 25
log(λij) = β0 + β1 ∗ ageij + β2 ∗ divorcedij + β3 ∗ immigrantij 10,051 25
log(λij) = β0 + β1 ∗ ageij + β2 ∗ divorcedij + β3 ∗ immigrantij + β4 ∗ educationij 10,051 25
log(λij) = β0 + β1 ∗ educationij + β2 ∗ immigrantij + β3 ∗ divorcedij 10,060 26

Table 3.7: LOOIC values for the best models, tested for general waste based on the
inclusion probabilities.

Appendix C

Figures 3.5 and 3.6 show histograms of the posterior samples of the intercept and slope,

respectively, obtained for general waste modeled by age.

46



Figure 3.5: Histogram of the posterior samples for the intercept of the varying slopes
model of general waste modeled by age.

Figure 3.6: Histogram of the posterior samples for slope of the varying slopes model of
general waste modeled by age.
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CHAPTER 4

A bi-objective k-nearest-neighbors-based imputation

method for multilevel data

History: This chapter has been prepared in collaboration with Jesper N. Wulff and

Sanne Wøhlk. It is based on a manuscript that has been re-submitted to Expert Systems

with Applications, after a medium revision, January 2022. It has been presented at the

31st European Conference on Operational Research (EURO), Athens, Greece, 2021.
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Abstract

We propose a bi-objective algorithm based on the k-nearest neighbors (biokNN)

method to perform imputation of missing values for data with multilevel structures

with continuous variables. We define the imputation method as a bi-objective min-

imization problem and propose a solution algorithm based on a weighted objective

function. The algorithm seeks imputed values that balance the dissimilarity be-

tween the k-nearest neighbors and the observations within the same cluster. The

effectiveness of the proposed method is evaluated through a simulation study, and

its results are compared with those of eight benchmark imputation methods. The

simulation study is based on the generation of datasets with a varying-intercept–

varying-slope multilevel model, and the results are compared both by using well-

known accuracy metrics and by estimating the bias of the estimates after inference

has been performed. Based on the simulation, the effects of different configurations

of multilevel datasets are tested, including the number of clusters, their size, their

similarity, the percentage of missing values, and the effect of imbalanced clusters.

The results show that the proposed method outperforms the benchmark methods,

especially in cases with high intraclass correlation. A comparison of fitted linear

multilevel regression models shows that our method can also reduce the bias of the

estimates and the coefficient of determination. Finally, the method is tested on

three commonly used machine learning datasets and shows better accuracy in most

cases compared with the benchmark methods.

Keywords: Multilevel data; Imputation; k-nearest neighbors

4.1 Introduction

The presence of incomplete data is a common problem in most intelligent systems ap-

plications, limiting the implementation and analysis of statistical and machine learning
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models (Lin and Tsai, 2020). To minimize the loss of efficiency and the bias that arise

from removing rows with missing data, statisticians recommend the use of imputation

algorithms (Horton and Kleinman, 2007). These algorithms use the observed data to

estimate values that can replace the missing values (Garciarena and Santana, 2017).

However, for imputation algorithms to work optimally on clustered data, they need to

account for cluster effects in the data (Andridge, 2011; Drechsler, 2015; Goldstein et al.,

2014). When datasets show some form of natural clustering where lower-level units (e.g.,

students or employees) are nested with higher-level units (e.g., classrooms or depart-

ments), they are said to have a multilevel structure. Such multilevel structure needs

to be accounted for by the imputation algorithm, since ignoring it may result in severe

model and parameter misspecification (Black et al., 2011; Enders et al., 2016).

One of the most widely used approaches for handling multilevel data structures with

incomplete data is multiple imputation using multilevel modeling (Grund et al., 2018).

In multiple imputation, several copies of the dataset are generated, each with different

plausible replacement values, and then used in a second phase to perform analysis by

pooling the results (Enders et al., 2016). One of the advantages of a multilevel approach to

missing data is that it can model the intraclass correlation among levels directly, thereby

providing more accurate estimates of each cluster and thus reducing overfitting (Carpenter

and Kenward, 2012). This approach, however, can be vulnerable to distributional and

model misspecification (Grund et al., 2016). In addition, according to Grund et al. (2018),

“the imputation model must be at least as general as the analysis model.” This makes it

hard for the analyst to remain flexible, even though they are not sure a priori which kind

of multilevel model they wish to estimate. To cope with this limitation, in this paper, we

propose a new method for imputation that is indeed both simple and generic, and that

can outperform state-of-the-art methods for multilevel imputation in most scenarios.

We develop a novel bi-objective imputation method based on the k-nearest neigh-

bors (kNN) algorithm. Bi-objective kNN imputation, or biokNN for short, minimizes

the distance between the imputed values, their neighbors, and class neighbors by solving

a bi-objective optimization problem. It does not require any distributional assumptions

or model specification. This flexibility is a major advantage, especially when the user

wishes to use several different multilevel analysis models directed at different research

questions (Grund et al., 2018). Using a comprehensive simulation study, we demonstrate

that biokNN outperforms the current state-of-the-art imputation algorithms for multi-

level data in most cases. It is particularly superior when missing data rates are high

and clusters are unbalanced. We confirm the performance of biokNN over alternative

algorithms on three benchmark datasets.

The contribution of this paper is twofold. First, we present a new imputation method
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designed for datasets with continuous variables having a multilevel structure. This

method is based on the kNN method and is formulated as a bi-objective optimization

problem. Second, we present an extensive simulation study that tested different con-

figurations of multilevel models and compared the imputation accuracy and inference

performance with those of eight other imputation methods. In general, we find that

biokNN gives better imputation accuracy in most of the scenarios.

The rest of this paper is structured as follows. Section 4.2 presents the most appropri-

ate imputation methods and their applications to multilevel structured data. Section 4.3

presents the methodology, including the formulation of the imputation problem as an op-

timization problem, the proposed biokNN method, the simulation setup, the benchmark

imputation methods used for comparison, and the comparison metrics. In Section 4.4,

the results of both the simulation study and the applications to the benchmark datasets

are presented. This is followed by a discussion of the implications of the results, the

limitations of the method, and directions for future work are presented in Section 4.5.

Finally, Section 4.6 concludes the paper.

4.2 Literature review

The problem of missing data has been studied extensively in statistics, given its broad

applicability in many fields of research. There are two main approaches to dealing with

missing values, namely, deletion and imputation (Sefidian and Daneshpour, 2019). Dele-

tion methods ignore cases or variables in which there are missing values, and, owing to

their simplicity, can be useful in cases with low rates of missing values (Lan et al., 2020).

However, when the rate of missing values is high, deletion can cause a major loss of

information and lead to bias and overfitting in the resulting models (Purwar and Singh,

2015). In such cases, imputation methods are preferred, with the observed information

being used to estimate the missing values.

The most straightforward imputation method is mean imputation, in which a missing

value is replaced by the mean of the observed values of the variable. This imputation

method is simple, but it usually results in poor imputation accuracy since it ignores the

correlation between the variables in the dataset (Little and Rubin, 2019). Regression im-

putation incorporates the correlation of the variables in the dataset by replacing a missing

value with the least squares estimate of its regression on all of the other variables in the

data (Raghunathan et al., 2001). By contrast, the predictive-mean matching method im-

putes the missing values by drawing random samples from a set of observed values close

to regression predictions (van Buuren and Groothuis-Oudshoorn, 2010). These methods

have been extended to include both numerical and categorical variables and to use other
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estimation methods such as support vector regression (Lin and Tsai, 2020). One of the

main drawbacks of imputation methods based on regression is that they have to meet

strong assumptions and may perform poorly on datasets with nonlinear relationships

between variables. Recently, methods based on state-of-the-art machine learning tech-

niques have proven to be useful for imputation purposes. Song and Sun (2020) study

the distance models that predict distances between tuples for missing data imputation

using distance likelihood maximization. Awawdeh et al. (2022) propose an imputation

method that performs feature selection simultaneously to enhance the learning perfor-

mance of the model using an evolutionary approach. Finally, Lin et al. (2022) compare

multilayer perception and deep belief networks for missing value imputation and propose

two differently ordered combinations of data discretization.

One of the most widely used nonparametric imputation methods is kNN imputation.

In this method, a missing value from a given variable is replaced by the mean of the k-

nearest neighbors of the observations from the same variable. Different distance functions

can be used to select the neighbors, which allows the method to include both numerical

and categorical variables. A main advantage of kNN is that it does not need specification

of any predictive model. Furthermore, it has a simple implementation, and it usually

provides good performance compared with other methods (Jiang and Yang, 2015). Troy-

anskaya et al. (2001) compared kNN imputation with mean imputation and singular-value

decomposition (SVD) techniques. Based on simulations, their study showed that kNN

performs well compared with mean and SVD imputation.

Several imputation methods based on kNN have been proposed in the literature,

and its effectiveness compared with other imputation methods has been demonstrated.

Caruana (2001) presented an iterative kNN method that refines the imputed values and

chooses the nearest neighbors based on the estimated values from the previous iteration.

Kim et al. (2004) proposed a sequential kNN imputation method that starts by imputing

missing values from observations with the fewest missing dimensions, reuses the previously

imputed values, and continues imputing the subsequent missing values. Kim et al. (2005)

proposed a local least squares method based on kNN that imputes values using regression

models trained on the nearest neighbors of a given observation. Variations of the local

least squares kNN-based method using iterative and sequential methods were proposed

by Cai et al. (2006) and Zhang et al. (2008), respectively. Tutz and Ramzan (2015)

proposed a weighted nearest neighbor imputation method that uses distances for selected

variables as weights in the imputation process. The weight of the imputed values is

assigned individually for each observation, in contrast to the weighted approach used

in this paper, in which the weight is assigned in the objective function. In a similar

fashion, Pan et al. (2015) proposed a method that uses mutual information weighted
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gray relational analysis to obtain the similarity metric in the kNN method and thereby

determine the nearest neighbors of a missing observation. Similar to Kim et al. (2005),

Rachdi et al. (2021) presented a method combining the kNN method with a local linear

estimation approach when the regressor is of functional type and the response variable

is numerical but observed with some missing at random observations. Finally, Al-Helali

et al. (2021) combined a weighted kNN method with genetic programming, with kNN

being used to select instances to construct the genetic models. None of these previous

variations of the kNN method, however, have explored the integration of the multilevel

structure into the model with a bi-objective function, as is done in this study.

Imputation methods that address the multilevel structure of the data are usually based

on linear regression models with fixed or varying intercepts for the classes (Drechsler,

2015). There are two main procedures to integrate this multilevel structure into the

model, namely, the joint modeling (JM) approach and the fully conditional specification

(FCS) approach (Grund et al., 2018). In the JM approach, a single model is specified

for all variables with missing data, while in the FCS model, missing data are imputed

separately for each variable (Carpenter and Kenward, 2012). These two models have been

extensively studied in recent years, but there are still limitations to their application,

particularly when the sample size is limited or there are multiple interactions. Also,

it has been argued that the two approaches imply similar structures and can be used

interchangeably in some situations (Mistler, 2015; Lüdtke et al., 2017). Moreover, JM

and FCS methods are usually based on multiple imputation, which aims to estimate

the posterior distribution of the missing variables and the correlation between them and

the other variables present in the dataset (Tutz and Ramzan, 2015). This makes the

two approaches computationally more expensive compared with nonparametric methods,

since they require Markov chain Monte Carlo estimations (Drechsler, 2015).

4.3 Methodology

In this section, we present the methodology used in this study. In Section 4.3.1, the

problem description is presented. This includes the formulation of the multilevel im-

putation optimization problem. Section 4.3.2 describes the algorithm used to solve the

proposed bi-objective imputation problem. Section 4.3.3 presents the details of the sim-

ulation study used to assess the performance of the proposed method. This subsection

describes the multilevel varying slope model, and summarizes the parameters used in the

simulation.
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4.3.1 Problem description

This subsection describes the formulation of the missing value imputation optimization

problem for continuous variables, together with the proposed solution method using a bi-

objective kNN-based algorithm. The optimization problem can be described as follows.

Let X ∈ Rn×(P+1) be a dataset with P continuous variables, n observations, and one class

variable Xq containing Q classes. The observations in the dataset can be divided into

two sets: the missing indexes M = {(i, p), in which the value xip is missing}, and the

indexes of the observed values O = {(i, p), in which the value xip is observed}. We use

an auxiliary set I as the set of indexes i in which an observation has at least one missing

value.

The objective of the proposed approach is to minimize the dissimilarity between the

imputed values and both (1) its k-nearest neighbors and (2) its class neighbors. Since

the two objectives can be conflicting, there is no single optimal solution for this problem.

Instead, for bi-objective problems, sets of efficient solutions that represent the trade-

off between the two objectives are to be found. In our application, we seek for a single

solution since we require a single imputed dataset as output. A well-known approximation

method for problems with more than one objective that do no alter the structure of our

problem is the weighting method (Zadeh, 1963). We use this approach to combine the

two objectives into a single objective by adding a positive parameter α, 0 ≤ α ≤ 1, which

define a convex combination of the two objectives. With this approach, the weighting

parameter is an input of the problem.

For a given observation i ∈ {1, . . . , n}, the k-nearest neighbors part of the objective

are given by the set of k observations with the smallest distance from i. The squared

Euclidean distance between two observations (i, i′) is given by the squared difference

among the P variables in the dataset:

dij =
P∑
p=1

(xip − xjp)2 (4.1)

On the other hand, the class neighbors Q of an observation i are given by the set of

observations that belong to the same class, i.e., that share the same value in the class

variable Xq.

The minimization is based on two decision variables: wip, representing the imputed

value of (i, p) ∈ M, and an auxiliary variable zij, representing the neighbor assignment

of the algorithm based on the distance defined in Eq. (4.1). This auxiliary variable is
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defined by

zij =

1 if xj is among the k-nearest neighbors of xi

0 otherwise
(4.2)

The purpose is to solve the following optimization problem:

min α

{∑
i∈I

n∑
j=1

zij

[
P∑
p=1

(wip − wjp)2
]}

+ (1− α)

{∑
i∈I

∑
j∈Q

[
P∑
p=1

(wip − wjp)2
]}

(4.3)

s.t. wip = xip, (i, p) ∈ O
n∑
j=1

zij = k, i ∈M

zii = 0

zij ∈ {0, 1}

(4.4)

The objective function in Eq. (4.3) is the weighted sum of the two objectives, namely, the

k nearest neighbors and the class neighbors. The purpose of this function is to include the

information given by the class variable in the imputed value, depending on the proportion

α. Note that the method is equivalent to the kNN method if α = 1 and k < n, to the

class mean method if α = 0, and to the overall mean method if α = 1 and k = n. Finally,

the constraints in Eq. (4.4) include the observed values and ensure that the auxiliary

variable zij is well defined.

4.3.2 Solution approach

The problem formulated in (4.3)–(4.4) is a nonconvex optimization problem with both

binary and continuous variables, which makes it difficult to solve to optimality. For that

reason, we implement a solution algorithm based on the first-order coordinate descent

method (Wright, 2015). The derivation and details on the implementation for the im-

putation problem are presented in Bertsimas et al. (2017). In our version, we modify

the objective of the problem to include the weighted sum of the two objectives in our

problem. The first-order coordinate descent method is an iterative approximate method

and finding an global minimum is not guaranteed (Bertsekas, 1999).

An overview of the algorithm is presented in Algorithm 4.1, and it can be described

as follows. First, three input parameters are required: the number of neighbors k, the

weighting parameter α, and the number of iterations Niter. As a starting point, the

missing values xij are imputed by randomly assigning a sample from the variable j, and

this is set as the start solution X0. Then, for each iteration, we proceed in two steps.
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First, the algorithm updates the neighbor assignment by computing the distance matrix

between the observations with at least one missing value in the original dataset X and

the rest of the observations. For each observation in I the distances are sorted, and the

k observations with the smaller distance are selected. Second, the imputed values wiv

are updated. In this step, each imputed value is updated individually using a weighted

average between the neighbors’ mean value wneigh and the class mean value wclass. The

process is repeated Niter times.

A reviewer commented that our algorithm resembles that of the traditional median

filter (Tukey, 1977). Median filter takes the median over a sliding window of fixed size

(Arias-Castro and Donoho, 2009) and is used for noise removal in signal and image

processing (Arce et al., 2003; Caselles et al., 2000; George et al., 2018). To apply median

filtering to imputation of multilevel data one would need to decide how to deal with cluster

heterogeneity and the window size. Our algorithm approaches the multilevel imputation

problem by phrasing it in terms of a bi-objective function solved by the implementation of

a first-order coordinate descent method. Without such an addition, median filter would

not be useful the multilevel imputation problem.

Algorithm 4.1

1: Input: X ∈ Rn×(P+1) dataset with missing values at indexes (i, p) ∈M
2: Input parameters: k, α, Niter

3: X0 ∈ Rn×(P+1) initial dataset imputed using random samples
4: X ′ ← X0

5: while iter ≤ Niter do
6: Update neighbors’ assignment:
7: for each i ∈ I do
8: compute distance between i and all observations in X ′

9: sort the computed distances
10: select the k observations with the smallest distances
11: end for
12: Update the imputation for each missing value (i, p)
13: for each (i, p) ∈M do
14: compute the class mean value wclass

15: compute the neighbors’ mean value wneigh

16: assign wiv ← αwneigh + (1− α)wclass

17: end for
18: end while
19: Output: X ′ ∈ Rn×(P+1) dataset with imputed values
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4.3.3 Simulation framework

We consider a varying-intercept–varying-slope multilevel model to simulate datasets with

a multilevel structure and to be able to control its variables explicitly. A varying-slope

model considers a target variable yij that depends linearly on an independent variable

Xij, and a class variable, where i ∈ {1, . . . , n} is the ith observation and j ∈ {1, . . . , Q}
is the jth class. The class variable contains the assignment of Q classes, each with Qs

observations. The model can be formulated as follows:

yij = β0j + β1jXij + ε (4.5)

β0j ∼ N (µ0, τ0) (4.6)

β1j ∼ N (µ1, τ1) (4.7)

ε ∼ N (0, σ) (4.8)

where τ0 and τ1 represent the random effects of the intercepts and slopes among classes,

respectively, and σ corresponds to the overall random error of the model. The parameters

µ0 and µ1 represent the average effects of the intercepts and slopes, respectively. As a

baseline for comparison, we consider µ0 = µ1 = τ1 = σ = 1, while the variances of the

intercepts vary, depending on the intraclass correlation, which we consider a simulation

parameter.

The intraclass correlation measures how strongly the observations in the same class

resemble each other, and it can be derived as

I =
τ0

τ0 + σ
(4.9)

The values of I range from 0 to 1, with I = 0 when the observations in the same class do

not share characteristics, and I = 1 when they are exactly the same. In our simulation,

we consider four representative cases with I = {0.3, 0.5, 0.7, 0.9}.

One of the effects on the imputation accuracy that we want to measure is that of the

presence of unbalanced datasets. Unbalanced datasets are those in which the number of

observations per class is uneven, with some classes presenting a high number of observa-

tions while some only have a few. To account for this in the simulation, we consider that

the number of observations per class is drawn from a normal distribution:

Qs ∼ N (µclass, σclass) (4.10)

where µclass is the average number of observations per class and σclass is its variance. The
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baseline case considers σclass = 0, where all classes have the same number of observations.

Once the parameters to simulate the observed or complete dataset have been chosen,

random observations are made to be missing for both the target and the independent

variable. The missing values are generated by taking a missing percentage M and as-

suming them to be missing completely at random (MCAR, see below). The process is

repeated S times. Table 4.1 summarizes all the parameters included in the simulation

study.

Table 4.1: Description of the simulation parameters.

Variable Explanation

S Number of simulations
Q Number of classes
Qs Observations per class
I Intraclass correlation
M Percentage of missing values
p Number of variables
µ0 Overall intercept mean
µ1 Slope of variable X mean
τ0 Intraclass variance
τ1 Within-class variance for variable X1

σ Random error
NIter Number of iterations in biokNN
µclass Average number of observations per class
σclass Variance of the number of observations per class
α Weighting parameter in biokNN
k Number of neighbors in biokNN

4.3.4 Missing values pattern generation

There are three main assumptions regarding the mechanism that generates the missing

values in a dataset, namely, missing completely at random (MCAR), missing at random

(MAR), and missing not at random (MNAR) (Schafer, 1997). MCAR assumes that the

pattern of missing values does not depend on either the observed or the unobserved data.

This scenario occurs because of errors in the data collection process (Razavi-Far et al.,

2014). In an MAR scenario, the missing data depend on the observed values to some

extent. Finally, the MNAR scenario arises when the pattern of missing values depends

on the value of the variables in the observed dataset. In practice, missing value patterns

are usually between MAR and MNAR (Wulff and Ejlskov, 2017).

In this study, we focus on an assumption of an MCAR generation pattern in both the

target and explanatory variables, while the class variable is considered to be complete.
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However, our experiments show that the results are consistent with an MAR scenario.

To generate MCAR patterns, we divide the generated dataset randomly into subsets,

assuming that each value has the same probability to be missing.

4.4 Results

In this section, the results for the imputation performance of the proposed method are

presented and analyzed. First, the imputation performance is compared with those of

the benchmark methods by a simulation study. The performance is compared both in

terms of the raw difference of the imputed values from the original generated data and in

terms of the inference performance. The inference performance is compared by fitting a

multilevel model and comparing the bias of the obtained estimates and the coefficient of

determination. Second, three benchmark instances are used to test imputation accuracy.

The analysis is conducted using R 3.6.3 and run on a 3 GHz Intel X5450 processor, with

24 GB RAM. An R package containing the biokNN procedure is available at https:

//CRAN.R-project.org/package=biokNN and it is described in Cubillos (2021).

4.4.1 Benchmark imputation methods

To evaluate the performance of the biokNN method, we compare its imputation accu-

racy with benchmark imputation methods that are summarized in Table 4.2. The mean

imputation method (mean) imputes the missing value xip by assigning it the mean value

of the variable p. The k-nearest neighbors (knn) method assigns the imputed value the

average of the neighbors based on the Euclidean distance of the observations. In the case

of missing values of other variables, it uses the mean value of the variable.

The remaining imputation methods are based on chained equations processes in which

the imputed values are obtained by estimations where each variable takes its turn in

being regressed on the other variables (Wulff and Ejlskov, 2017). These methods are

implemented using the R package mice (van Buuren and Groothuis-Oudshoorn, 2010).

The predictive mean matching (pmm) method iteratively imputes missing values from

selected known values in a given dimension using linear regressions.

The following benchmark methods incorporate the multilevel structure explicitly into

the imputation method. In joint modeling approaches, a single multilevel model is spec-

ified for all variables with missing data, and it is implemented in R by two packages:

pan (2l.pan) (Schafer and Zhao, 2016) and jomo (2l.jomo) (Quartagno and Carpenter,

2016). In the fully conditional specification model, missing data are imputed separately

for each variable, and this has been implemented in mice using two functions that depend
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on the package used to specify the multilevel model: 2l.norm and 2l.lmer (van Buuren

and Groothuis-Oudshoorn, 2010). Finally, the model 2lonly.mean imputes the values by

using the mean of the classes.

Table 4.2: Description of the benchmark methods from the R package mice.

mean Unconditional mean imputation
knn k-nearest neighbors
pmm Predictive mean matching
2l.norm Level 1 normal heteroscedastic
2l.lmer Level 1 normal homoscedastic, lmer
2l.pan Level 1 normal homoscedastic, pan
2lonly.mean Level 2 class mean
2l.jomo Level 1 normal homoscedastic, jomo

4.4.2 Comparison metrics

We base the comparison of the proposed method with the benchmark imputation methods

on three main metrics. First, the imputation accuracy is compared by computing the

root mean squared error (RMSE), which compares the imputed values directly with the

values from the observed dataset:

RMSE =

√
1

|M|
∑

(i,p)∈M

(wip − xip)2 (4.11)

The true parameters of the generating model are known from the simulation. Thus, the

bias of the estimated parameters after fitting a multilevel regression model can be directly

compared. This comparison gives an estimate of how much the imputation method is

affecting the inference process, which is done after the imputation step. To do that, we

specify a varying-slope fit of a regression multilevel model using the package lme4 in R.

This package uses maximum likelihood estimation to obtain estimates of the multilevel

regression coefficients (Bates et al., , 2015). If we take the true value of a model parameter

to be θ, then the percentage bias of the estimate θ̂ is given by

Bias(%) =
θ − θ̂
θ
× 100 (4.12)

The final metric estimates the goodness-of-fit of the multilevel model, which can be in-

terpreted as the variance explained by the entire model, including both fixed and random

effects. The coefficient of determination for the multilevel setting, R2, can be obtained
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from

R2 =
τ 20 + τ 21

τ 20 + τ 21 + σ2
(4.13)

4.4.3 Simulation results

The simulation procedure is described as follows. First, we simulate datasets with a

multilevel structure using random samples from a varying-slope model. Each dataset

contains three variables: the target variable, an independent variable, and the class vari-

able. Then, we randomly remove observations from both the target and the independent

variables, assuming these to be MCAR with a fixed percentage of missing values. The im-

putation performance of the methods is measured by computing the RMSE between the

observed and imputed datasets. All results shown in this subsection are average results

over 100 simulations, and all variables are normalized to have unit standard deviation.

The method parameters (k and α) are selected as the minima of the respective ranges

k ∈ {10, 20, 30} and α ∈ {0.7, 0.8, 0.9}, based on preprocessing tests.

Table 4.3 shows the RMSE and the percentage difference of the benchmark methods

with the proposed biokNN method, considering different variabilities between the size of

the classes σsize. We consider a mean size of µsize = 25, a missing value rate of M = 0.3,

and an interclass correlation of I = 0.9. For all cases, the biokNN method shows the

best imputation accuracy, with an average difference of 6.6% compared with the best

benchmark method. The case in which all classes have the same number of observations

(σsize=0) exhibits the lower difference with the best benchmark method (knn). The

greatest difference with the best benchmark method is found at a level of σsize=25, with

a difference of 13.1% compared with the 2l.lmer method.

To assess the effect of the level of missing values M and the intraclass correlation

I, Table 4.4 shows the RMSE results for different combinations of the two variables,

assuming µsize = 25 and σsize = 0. When the effect of I is taken into account in the

proposed method, for all three scenarios of missing values rates, the imputation accuracy

increases as I increases. From a low presence of multilevel structure (I = 0.3) to a high

level (I = 0.9), biokNN improves its results by 10.2% on average. On the other hand,

a comparison with the benchmark methods shows that the proposed method has better

imputation accuracy for higher missing rates (M = 0.3 and M = 0.5), while the knn

method gives better results in the case of low missing rates (M = 0.1)

In addition to comparing the error difference between the observed and imputed values

based on the RMSE, the ability to provide adequate inference results is tested. Table 4.5

shows the R2 and the percentage bias of four of the regression parameters of the multilevel

model using M = 0.3, I = 0.9, µsize = 25, and σsize = 0. On average, biokNN provides
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Table 4.3: Root mean square error (RMSE) of the benchmark methods and the proposed
algorithm (multi.imp) on the simulated dataset, depending on the variance of the size of
the classes.

σsize = 0 σsize = 12 σsize = 25 σsize = 50

Method RMSE diff% RMSE diff% RMSE diff% RMSE diff%

biokNN 0.710 — 0.713 — 0.668 — 0.708 —
knn 0.710 0.01 0.757 5.8 0.795 16.0 0.821 13.8
2lonly.mean 0.793 10.50 0.839 15.0 0.839 20.4 0.879 19.4
2l.norm 0.844 15.93 0.853 16.4 0.794 15.9 0.777 8.9
2l.lmer 0.848 16.30 0.886 19.5 0.769 13.1 0.767 7.6
2l.pan 0.863 17.73 0.848 15.9 0.781 14.5 0.779 9.1
pmm 0.891 20.36 0.982 27.4 0.952 29.8 0.818 13.4
2l.jomo 0.935 24.12 1.023 30.3 0.929 28.2 0.946 25.2
mean 1.018 30.32 1.011 29.4 0.985 32.2 0.990 28.4

a better goodness-of-fit and reduced bias of the estimates. In terms of goodness-of-

fit, in contrast to the results obtained by considering the RMSE, the results are much

closer compared with the best benchmark model (2l.norm). However, biokNN is able to

obtain estimates that are on average 30.9% less biased that those given by the 2l.norm

method. In this case, the methods that do not take account of the class variables in the

imputation (knn, pmm, 2lonly.mean, and mean) show a reduced overall goodness-of-fit,

and their estimates show a much higher bias compared with biokNN, especially in the

estimation of the slope variance between classes (τ̂1).

In terms of inference performance after imputation, our method gave better results

in terms of goodness-of-fit and parameter estimation compared with the FCS and JM

approaches. In our simulation, FCS and JM gave very similar results, in spite of their

different theoretical basis. The advantage of our method over FCS and JM is its simplicity

and transparency. Our method does not require any distributional assumptions or model

specification. Also, its flexibility allows the incorporation of prior knowledge into the

imputation by selection of the weighting parameter. This allows users to decide how

much importance the imputation is giving to the observations within the same class in a

transparent way, avoiding the black-box problem of other imputation methods.

Overall, the simulation results suggest that biokNN can provide gains in imputation

accuracy for most of the multilevel configurations tested, particularly in cases with higher

missing value rates and unbalanced classes. In terms of multilevel inference, biokNN gives

competitive results compared with the best FCS imputation methods (2l.norm, 2l.pan)

and is able to obtain unbiased estimates for both main and random effects. By contrast,

the methods that ignore the multilevel structure of the data show inadequate fits and
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Table 4.4: Root mean square error (RMSE) of the benchmark methods and the proposed
algorithm (multi.imp) on the simulated dataset. Results are shown for different levels of
missing values M and intraclass correlation I.

M I biokNN knn 2l.norm 2l.pan 2l.lmer 2lonly 2l.jomo mean pmm

0.1

0.3 0.78 0.77 0.92 0.96 0.98 1.07 1.05 1.07 1.13
0.5 0.77 0.76 0.90 0.94 0.95 1.05 1.02 1.07 0.98
0.7 0.74 0.73 0.86 0.90 0.91 1.00 0.98 1.06 0.91
0.9 0.71 0.69 0.85 0.75 0.86 0.92 0.82 1.06 0.96

0.3

0.3 0.77 0.78 1.03 1.04 0.97 0.90 1.32 0.93 1.20
0.5 0.75 0.76 1.00 1.01 0.95 0.87 1.27 0.93 1.14
0.7 0.71 0.73 0.96 0.97 0.90 0.82 1.17 0.93 1.10
0.9 0.71 0.71 0.84 0.86 0.84 0.79 0.93 1.02 0.89

0.5

0.3 0.77 0.82 0.97 0.98 1.01 0.99 1.09 0.99 1.02
0.5 0.75 0.80 0.97 0.93 0.99 0.95 1.06 1.00 1.07
0.7 0.72 0.76 0.93 0.90 0.94 0.90 1.00 1.00 1.00
0.9 0.66 0.69 0.82 0.80 0.85 0.79 0.89 1.02 0.86

higher bias in the estimates, particularly in the case of variability of the slope among

classes.

4.4.4 Results on benchmark datasets

We select five representative benchmark datasets to test the effectiveness of the proposed

methodology: two from the UCI repository (machine and sleepstudy), one from the

datasets available in the R package lme4 (cbpp), and two from Snijders and Bosker (2011)

(mlbook red and soep). The selection was made in order to have different configurations

regarding intraclass correlation, number of variables, number of classes, and variability

between the sizes of the classes. For each dataset, observations were made missing values

randomly under the assumption of MCAR by taking M from 0.1 to 0.7, and then the

RMSE was computed based on the imputed values.

Table 4.6 shows the results obtained by the best four models. For each dataset, we

show the number of observations (N), the number of variables (p), number of classes (Q),

intraclass correlation (I), average observations per class ( ˆµsize), and standard deviation of

the number of observations per class ( ˆσsize). For each dataset, we selected one categorical

variable to be the class variable and one variable to be the continuous variable with

missing values. We remove the rest of categorical variables if they are present since our

method is designed for continuous variables only.
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Table 4.5: Comparison of final fitted multilevel models including the percentage bias of
the estimates and R2.

Percentage bias (%)

Method R2 β̂0 τ̂0 β̂1 τ̂1

biokNN 0.915 3.79 3.55 0.54 3.04
2l.norm 0.913 5.88 4.05 1.04 4.21
2l.pan 0.901 5.84 6.08 1.32 6.41
2.lmer 0.901 5.82 5.93 1.23 6.33
knn 0.898 5.86 5.41 1.02 7.16
pmm 0.882 6.92 4.02 1.06 22.85
2lonly.mean 0.873 5.42 17.72 0.81 17.78
2l.jomo 0.864 3.75 25.92 1.03 30.44
mean 0.748 4.89 16.86 15.10 18.75

Consistently with the results obtained from the simulation, biokNN has the best

imputation accuracy for the dataset with the highest variability in the size of the classes.

This result is shown by the machine dataset, for which, excluding the case of low missing

rate (M = 0.1), biokNN is able to give the lowest RMSE values. The lowest performance is

shown for the dataset where all classes have the same number of observations (sleepstudy),

for which both the knn and 2l.pan methods gave most accurate results.

4.4.5 Convergence

The proposed method is based on a iterative first-order method and we propose the

selection of a number N of iterations as a stop criteria. The convergence of the method

depends on the characteristics of the dataset with missing values and the quality of the

start solution of the method, which is set to be a random imputation. In our experiments,

we observe that the convergence of our algorithm is relatively fast and it is often met

after a few iterations. For simulated data, we find that the selection of N = 10 iterations

is sufficient, even when increasing the amount of missing values in the same dataset. As

an example, in Figure 4.1 we show the RMSE values over 50 iterations of the biokNN

algorithm for a simulated dataset using I = 0.9, Q = µclass = 25. We present the

results for three missing values rates M = {0.1, 0.3, 0.5}. Convergence in the three cases

is met relatively fast, being faster in the case with lower missing rates. Our results

are in concordance with results shown by Bertsimas et al. (2017) in the single-objective

version of the problem regarding the speed of the convergence of the first-order method

for imputation.
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Table 4.6: RMSE of the four best benchmark methods and the proposed algorithm on
five benchmark datasets.

Dataset N p Q I ˆµsize ˆσsize M biokNN 2l.norm 2l.pan knn

machine 209 9 30 0.37 6.9 6.9

0.1 0.52 0.62 0.60 0.51
0.3 0.65 0.83 0.66 0.69
0.5 0.67 0.76 0.73 0.74
0.7 0.63 0.73 0.71 0.68

sleepstudy 180 2 18 0.11 10 0

0.1 0.97 0.97 0.93 0.78
0.3 0.96 0.96 0.93 0.83
0.5 0.97 0.97 0.99 0.84
0.7 1.02 1.09 1.12 0.91

cbpp 56 3 15 0.01 3.73 0.69

0.1 0.92 1.72 1.11 0.92
0.3 0.99 1.41 1.30 1.04
0.5 1.00 1.91 1.42 1.06
0.7 0.97 1.85 1.47 1.03

mlbook red 3758 2 259 0.11 17.8 7.15

0.1 0.30 0.40 0.37 0.37
0.3 0.51 0.67 0.61 0.61
0.5 0.63 0.84 0.78 0.78
0.7 0.77 1.08 0.96 0.97

soep 6024 2 23 0.02 261.9 72.9

0.1 0.29 0.40 0.39 0.34
0.3 0.61 0.77 0.71 0.71
0.5 0.72 0.97 0.92 0.86
0.7 0.85 1.14 1.05 0.99

Figure 4.1: RMSE over the iterations of the algorithm for a generated dataset. Results
are shown for three missing rates M = {0.1, 0.3, 0.5}
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4.4.6 Parameter calibration

The performance of the biokNN algorithm depends on the selection of two main param-

eters: the relative weight given to the two objectives (α) and the number of neighbours

in the kNN part of the function (k). The best selection of parameters depends on the

dataset and may be affected by the size, number of classes, intraclass correlation, and

amount of missing values. The more simple way to determine this parameters is using a

grid search and selecting the lowest error metric. This can be done by extracting a per-

centage of extra missing values on the dataset and compare the errors produced by the

different configurations of parameters. In Figure 4.2 we illustrate the parameter selection

phase for a generated dataset (M = 0.1, I = 0.9) by extracting a 10% of extra missing

values. The best configuration of parameters in this example is α = 0.9 and k = 15.

Figure 4.2: Illustration of the calibration step. In this example the best selection of
parameters is k = 15 and α = 0.9.

In Figure 4.3 we explore the sensitivity of the selection of parameters in the RMSE

for 100 simulated datasets with different parameter configurations. In the right side of

the figure we show the effect of varying the parameter k for α = {0.5, 0.7, 0.9} and in the

left side we show the effect of varying the parameter α for k = {5, 10, 15}. In general,

we observe large variability in the RMSE values. However, the lowest RMSE values are

concentrated for lower values of the number of neighbour (k < 20) and higher values of

the weight parameter (α > 0.7).

66



Figure 4.3: Sensitivity of the parameter selection on the RMSE for 100 simulated datasets.

4.4.7 Computational runtime

In this section, we compare the computational run time of our method to other five

benchmark imputation methods. In Figure 4.4 we show the average run time over 100

simulated datasets using 25 observations per class, and increasing the number of classes

from 10 to 100. With this, we compare the computational run times for datasets with

250 to 2500 observations. The most simple methods that do not include the multilevel

structure into the imputation (mean, pmm, 2lonly.mean) are almost instantaneous since

they require little computation. The method 2l.pan also show fast computational times.

The method 2l.norm, shows a linear increase in the computational time that increases

from 3 to 21 seconds on average in our experiments. Finally, the biokNN method shows

concave increase in time which overpass the time of the 2l.norm method with datasets

with more than 70 classes.

Figure 4.4: Comparison of the computational runtimes of five benchmark imputation
methods.

Finally, in Figure 4.5 we show the effect of the amount of missing data on computa-

tional runtime when increasing the number of classes. Results are the average runtime
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in seconds over 100 simulated datasets with 25 observations per class for three missing

rates M = {0.1, 0.3, 0.5}. We observe that computational runtimes are higher for higher

missing values in all cases. The relative difference in runtimes between the three missing

rates increases as we increase the number of classes. For instance, the difference between

M = 0.1 and M = 0.5 is about 2 seconds for datasets with 20 classes, while the difference

is almost 14 seconds when considering 70 classes.

Figure 4.5: Effect of the amount of missing values in the computational runtimes of the
biokNN method.

4.5 Discussion and future research

In the biokNN method it is not required to specify an imputation model. This is a

major advantage when researchers need to run several different multilevel models after

imputation. Current model-based imputation methods need researchers to specify an

imputation model that is at least as general as the analysis models (Grund et al., 2018).

When the research questions demand different multilevel analysis models, the number

of such models grows rapidly. Models may have different varying intercepts and slopes,

and one model might need to account for mediation (Zhang et al., 2009), while others

might include cross-level interactions (Aguinis and Culpepper, 2015), model the variance

(Lester et al., 2021), or account for endogeneity (Antonakis et al., 2021). Combining such

model structures into one imputation model can be a daunting task even for the most

seasoned researchers. The biokNN method circumvents this problem completely by not

requiring any model specification in the imputation process. This makes biokNN very

attractive to researchers who need several or even just a few complex multilevel analysis

models to answer their research questions.

There are some limitations to the proposed methodology that are worth noting. The
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first of these regards parameter tuning. Selection of the parameters of the method can

be challenging in the case of imputation of datasets with large numbers of missing val-

ues, since the selection has to be made based on the remaining complete observations.

For large datasets, a calibration preprocessing step may be computationally expensive

compared with other methods. Future work could design a calibration method that can

rapidly provide reliable parameters for the model. Extensions to handle missing data in

the class variable and to handle categorical variables should also be addressed.

The biokNN method can be extended from a bi-objective to a multi-objective method

to take other features of the structure of the data into consideration. For instance, more

weighted objective terms can be added for datasets with two or more levels of hierarchy.

Future work could also include the use of different optimization methods to provide

imputation values instead of the kNN method. For instance, Bertsimas et al. (2017) have

explored the use of kNN, support vector machines, and decision-tree-based optimization

methods in a similar fashion for single-level imputations.

4.6 Conclusion

We proposed an imputation method to handle missing values in the presence of data with

multilevel structures. The problem was described as an optimization problem in which

we aimed to minimize two objectives: the dissimilarity between the k-nearest neighbors

and the observations within the same clusters. We proposed an algorithm to solve the

imputation problem. To test the imputation accuracy of the proposed method, we com-

pared its results with those of the most common imputation methods used for multilevel

imputation. The methods were compared both by simulation and by using benchmark

datasets. The results showed that the proposed method gives better imputation accuracy

and can reduce the bias of multilevel models, especially in the case of high missing rates

and high intraclass correlation.
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CHAPTER 5

biokNN: A bi-objective imputation method for

multilevel data in R
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available as an R package. The manuscript has been submitted to The R Journal and it

has been received with a minor revision (2021) and it will be prepared for re-submission.

70





biokNN: A bi-objective imputation method for

multilevel data in R

Maximiliano Cubillos

Department of Economics and Business Economics,

Aarhus University, Denmark

Abstract

The biokNN package focus on the imputation of missing values for multilevel

datasets using a bi-objective k-Nearest Neighbors (biokNN) method. The pack-

age provides functions to produce single and multiple imputation for data with

continuous variables along with visualization tools to analyze the structure of the

missing values among classes and variables. This type of data is usually found

in areas in which datasets show some form of natural clustering where lower-level

units (e.g., students, employees) are nested with higher-level units (e.g., classrooms,

departments). This article presents an overview of the package functionalities and

examples of its implementation with simulated datasets.

Keywords: Multilevel imputation, R package

5.1 Introduction

Most statistical and machine learning methods require that the input datasets are com-

plete. However, most real-life datasets contain missing values limiting the application of

such methods (Kowarik and Templ, 2016). In these scenarios, imputation methods are

recommended to avoid the efficiency loss and bias that result from removing rows with

missing data (Garciarena and Santana, 2017). Imputation consists of the estimation of

values to replace the missing entries by using the observed data.

When data are structured in clusters or classes where lower-level units (e.g., students,

employees) are nested with higher-level units (e.g., classrooms, municipalities, countries),

they are said to have a multilevel structure. Failing to take into account this structure

into the imputation process may lead to severe model and parameter misspecification

(Enders et al., 2016). Methods that integrate such structure into the imputation process

are referred as multilevel imputation methods.
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Multilevel imputation methods are usually based on linear models with fixed or vary-

ing intercepts. Two main approaches are commonly used to integrate this structure into

the imputation modelling which are Joint Modelling (JM) and the Fully Conditional

Specification (FCS) approach. In R, the JM approach is implemented in two packages:

pan (Grund et al., 2016) and jomo (Quartagno et al., 2019). The package mice (van

Buuren and Groothuis-Oudshoorn, 2010) implements several multilevel imputation meth-

ods including FCS approaches. The main methods implemented in mice are: two-level

normal imputation (2l.norm), two-level normal imputation using pan (2l.pan), impu-

tation at level-2 of the class mean (2lonly.mean), omputation at level-2 by Bayesian

linear regression (2lonly.norm) and imputation at level-2 by Predictive mean matching

(2lonly.pmm). Currently, these methods in the mice package are limited to numerical

variables. Finally, the package micemd (Audigier and Resche-Rigon, 2017) also provides

multilevel imputation functions for binary and integer variables, but not for categorical

variables with more than two classes.

One of the limitations of the imputation methods using linear multilevel modeling is

that they require distributional and model specification. This a priori selection makes it

hard for the users to remain flexible to perform estimation after the imputation is done,

especially if different model specifications are to be compared in the inference phase. In

that sense, users should aim to produce imputation models that are at least as general

as the analysis model (Grund et al., 2018).

The biokNN package implements the bi-objective k-Nearest Neighbors (biokNN)

imputation method proposed by Cubillos et al. (2021). The biokNN method is specifically

designed to provide imputation for multilevel data using a bi-objective function that

weights the estimations given by kNN and the averaged values of the values in the same

class. In contrast with the other multilevel imputation methods available in R, this

method is both simple and flexible since it does not require model specification. The

biokNN method is particularly useful when imputation step needs to be as general as

possible, for example when multiple analysis model are to be tested in the analysis phase.

By design, this method admit arbitrary missing patterns and do not require specific joint

distributional assumptions on the data.

The rest of this article is structured as follows. First, Section 5.2 presents a short

overview of the biokNN algorithm. Next, Section 5.3 shows the main functionalities of the

biokNN R package, including a detailed description of it mains imputation functions.

Section 5.4 ilustrates the application of the functions in the package focusing on its

visualization tools, using a simulated multilevel dataset. In Section 5.5 we present a

comparison with different benchmark imputation methods. Finally, the article presents

an overall summary in Section 5.6.
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5.2 A bi-objective imputation method

The imputation method of Cubillos et al. (2021) formulates the multilevel imputation

problem as a bi-objective optimization problem. The objective of the optimization prob-

lem is to minimize the dissimilarity between the imputed values on both its k-nearest

neighbors and the observations within the same class. We refer as k-nearest neighbors

(kNN) to the set of k observations with the smallest distance from a given observation.

The problem is solved by minimizing the weighted sum of distances between the imputed

values and the observed values for both the k-nearest neighbors and the class neighbors:

min α ∗
∑
i∈M

(
∑
j∈Ki

d(wj − w′j)) + (1− α)
∑
i∈M

(
∑
j∈K′

i

d(wj − w′j))

where M is the set of observations with missing values, Ki is the set of observations

in the k-nearest neighbor of observation i, K ′i is the set of observations in the class

neighborhood, wj are observed values, and w′j are imputed values. The first term of

the objective function accounts for the k-nearest neighbors and the second therm for the

class neighbours. There are two parameters in this problem, which are the number k of

neighbors in the k-nearest neighbor set, and α. The role of α is the weight that is given

to the first term in the objective function. Note that the method is equivalent to the

kNN method if α = 1 and k < n, to the class mean method if α = 0, and to the mean

imputation method if α = 1 and k = n.

The optimization problem formulated above is a nonconvex optimization problem,

which makes it difficult to solve to optimality. For that reason, in this package we

implement an iterative solution algorithm that is described in the following. First, three

input parameters are required: the number of neighbors k, the weighting parameter

alpha, and the number of iterations nIter. We consider X to be the original dataset with

missing values. Lets call M the set of missing values, with indexes i for the row and v for

the variable. As an starting point, the missing values are imputed by randomly assigning

a sample for each variable, and it is set as the start solution X0. Then for each iteration

it proceed with two parts. First, the algorithm updates the neighbor assignment by

computing the distance matrix between the observations with at least one missing value

in the original dataset X and the rest of the observations. For each observation in the

set of indexes with missing values (M) the distances are sorted and the k observations

with the smaller distance are selected. Second, the imputed values w iv are updated. In

this step, each imputed value is updated individually using a weighted average between

the neighbors mean value w neigh and the class mean value w class. The algorithm
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proceeds until the maximim number of iterations is reached.

Input: X dataset with missing values at indexes (i, v) in M

Input parameters: k, alpha, nIter

X_0 initial dataset imputed using random samples

X <- X0

while(iter < nIter)

Update neighbors assignment:

for each i in M

compute distance between i and all observations in X

sort the computed distances

select the k observations with the smallest distances

end for

Update the imputation for each missing value (i, v)

for each (i, v) in M

compute the class mean value w_class

compute the neighbors mean value w_neigh

assign w_iv <- alpha*w_neigh + (1-alpha)*w_class

end for

end while

Output: X dataset with imputed values

5.3 Overview of the biokNN package

The biokNN package is available on CRAN (biokNN on CRAN) and consists of two

imputation and four visualization functions. Table 5.1 shows an overview of the functions

of the package with a small description of it usage. The function that implements the

biokNN imputation method is biokNN impute(), which receives the following parameters:

• data: A dataframe with missing values. The function requires data continuous

variables and one complete class-variable containing the class of each observation.

• className: The name of the variable containing the classes.

• varNames: Vector containing the names of the variables to be imputed.

• nIter: Number of iterations of the built-in biokNN algorithm. Default is 10.

• alpha: Weight parameter. Default is 0.5.
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Function Description
biokNN impute Returns a complete dataset using the biokNN imputation method
biokNN impute mi Returns m complete datasets for multiple imputation
calibrate Allows to select the best pair of parameters in the biokNN method
create multilevel Creates a simulated dataset with a multilevel structure
pattern plot Plots the pattern of the missing values by class and by variable
missing plot Plots the frequency of the missing values by class and by variable
target boxplot Plots a boxplot of the observations by class using a specific variable

Table 5.1: Overview of the functions in biokNN.

• k: Number of neighbors. Default is 10.

• distance: Distance function used to calculate the neighbor assignment. It can be

euclidean, gower (default), or Manhattan.

The biokNN impute() function requires the choice of three main paramaters, alpha,

k, and nIter. The selection of these parameters depends on the characteristics of the

dataset and need a previous tunning fase. For example, a dataset with a strong multilevel

structure may require lower values of alpha, since it gives the relative weight to the

imputation value to the kNN part of the objective function. In the case of the parameter

k, its selection depends on a balane between algorithm stability and overfitting. In both

cases, there is no pre-defined statistical methods to find an optimal choice. The number

of iterations can depend on the size of the dataset, to balance between computational

time and convergence. Its default value is nIter=10. To facilitate the choice of the

parameters alpha and k, we provide a function called calibrate() which is explained

in the following.

5.3.1 Multiple imputation

The biokNN impute() returns a single complete dataset with imputed values, which is

refered as single imputation. An alternative to this approach is Multiple Imputation (MI)

(Rubin, 2004), which computes a set of imputed values from the data rather than a single

value. In MI, we impute the dataset m times accounting for the random components in the

estimation. Then, the m imputed datasets are pooled together to produce inference across

them. The main advantage of MI is the use of many imputed datasets, which takes the

uncertainty of each imputation into account. Instead, single imputation is more imprecise

given the random component of the imputation process. As shown by (King et al.,

2001), for data with random missing values the pooled parameter estimates are unbiased

and standard errors are corrected appropriately. This results in more precise traditional

75



hypothesis testing results. The MI extension of biokNN is implemented in the function

biokNN impute mi(), and the only extra parameter compared to biokNN impute() is the

number m of imputed datasets, with a default value of m=5. With the resulting datasets,

we can pool the estimates of a multilevel model by using the package mitml (Grund

et al., 2019) and its function testEstimates.

5.3.2 The calibrate() function

The calibrate() function finds the pair of parameters, alpha and k, that yield the

minimum imputation error by performing a grid search over a set of potential parameter

values. To find imputation errors on the original dataset, which already has missing

values, we need to generate extra missing values, impute them, and then compare them

with the observed values. The amount of extra missing values is an input parameter that

can be selected by the user, and it is given as a percentage of the total number observed

values. With this parameter, a percentage of extra missing values is generated randomly

on the original dataset and its default value is 20%, i.e. prop valid=0.2. The selection of

this parameter may depend on the amount of missing values in the original dataset. Then,

the user can provide a set of potential values to be tested, or search space, in the form of

a vector both for alpha and k. For each of the combinations of alpha and k the function

internally perform imputation on the extra missing values by using the biokNN method,

and then compute an imputation error. For example, if we set alpha space=c(0.1,

0.5, 0.9) and k space=c(10, 15, 20), the function first generate imputed values, then

computes the imputation error for each combination of values in both vectors, and return

the combination with a minimum value. The imputation error metric used in this function

is the Root Mean Squared Error (RMSE). To sum up, the function calibrate() takes

the following parameters:

• data: A dataframe with missing values. The data requires continuous variables

and one complete class-variable containing the class of each observation.

• prop valid: Proportion of values to make missing to perform the calibration. De-

fault is 0.2.

• nIter: Number of iterations of the built-in biokNN algorithm. Default is 10.

• alpha space: vector with the values in which the weight parameter iterates. De-

fault is seq(0, 1, 0.1).

• k space: vector with the values in which k iterates. Default is c(10, 15, 20).
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5.3.3 The create multilevel() function

Multilevel data can be simulated by using linear regression with varying intercept and

varying slopes. Such models consider a target variable yij that depends linearly on an

independent variable Xij, and a class variable, where i ∈ {1...n} is the ith observation

and j ∈ {1...Q} is the jth class. The class variable contains the assignment of Q classes,

each one with Qs observations each. The model can be formulated as follows:

yij = β0j + β1jXij + ε

β0j ∼ N (µ0, τ0)

β1j ∼ N (µ1, τ1)

ε ∼ N (0, σ)

where τ0 and τ1 represent the random effect of the intercepts and slopes among classes,

respectively; and σ corresponds to the overall random error of the model. The parameters

µ0 and µ1 represent the average effect of the intercept and the slope, respectively. In this

case there is one independent variable X1, but it can be extended to multiple regression

by including an intercept and slope distributions for each independent variable.

The biokNN package provides a function called create multilevel(), which gen-

erates a complete dataset using the linear varying slopes model. The function allows to

select the number of classes, the number of independent variables, the average number of

observations per class, the variance of the number of observations per class, and specify

the parameters of the intercept and slope distributions.

5.4 Example with simulated data

In this section we provide an example of the usage of the main functions of the package

using simulated data. We generate a complete dataset with a multilevel structure using

the function create multilevel(), and generate a 20% of missing values assuming that

they are missing completely at random (MCAR). Then, we illustrate the use of the di-

agnosis and visualization functions to analyze the resulting dataset with missing values.

Next, we use the function calibrate() to illustrate the choice of the two parameters

of the method, alpha and k. The imputation phase is then presented using both single

imputation, with the function biokNN impute(), and multiple imputation, with the func-

tion biokNN impute mi(). We compute the imputation error of the single imputation.

The imputation error is measures using the RMSE of the imputed values compared to
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the values in the original dataset. Finally, we illustrate how the imputed dataset can

be used to perform inference. In the following section, we compare the RMSE values

obtained in this example with other benchmark imputation methods to give a measure

of the performance of our imputation method.

We generate a dataset with three variables: a class variable, and two numerical

variables X and y. The function create multilevel() generates a multilevel dataset as-

suming that y depends linearly on X and class. We use nClass = 25 classes, classMean

= 25 and classSD = 0, i.e. 20 observations per class. For simplicity, we use a varying

intercept model by setting beta0 = 0, tau0 = 3, meaning an overall intercept in zero

and a variance of 3 for the intercepts of the class, and beta = c(1), tau = c(0), which

is equal slope far all classes equal to 1.

set.seed(12345)

df_obs <- create_multilevel(nClass = 25, nVars = 1, classMean = 25,

classSD = 0, beta0 = 0, tau0 = 3, beta = c(1), tau = c(0), sigma2 = 0.5)

df_obs[1:5, ]

\end{Sinput}

\begin{Soutput}

#> class y X

#> 1 1 1.8404886 -0.81864663

#> 2 1 0.2789399 -1.23682286

#> 3 1 4.3840020 2.31722565

#> 4 1 2.1133725 0.05072431

#> 5 1 1.9662665 0.29083551

Next, we generate missing values randomly using 20% of the continuous variable y.

We generate the missing values using the ampute() function from the package mice, and

asume a Missing Completely at Random (MCAR) pattern:

library(mice)

set.seed(12345)

pattern <- ampute(df_obs, prop = 0.2, mech = ’MCAR’)$patterns

pattern <- pattern[2,]

df_miss <- ampute(df_obs, patterns = pattern, prop = 0.2, mech = ’MCAR’)$amp

We can explore the structure of the missing values by plotting the entries by class

and by observation. We can use the function pattern plot() to obtain a plot with the

entries by variable. The white boxes represent the missing values, and the graduation of

colors between white and black represents the value of the observed observation. In this

example, all classes have the same number of observations.
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pattern_plot(df_miss, "class", c("y"))
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Figure 5.1: Missing values pattern by class and by variable.

Another useful visualization is to have the number of missing values per class, par-

ticularly to detect structures like Missing at Random (MAR) or Missing Not at Random

(MNAR), in which the missing values can be unbalanced and concentrate in some of

the classes. Using missing plot() we can obtain a barplot with the number of missing

values per class per variable:

missing_plot(df_miss, "class", c("y"))

In a multilevel dataset, the correlation between classes and between observations

within the same class define how suitable the biokNN method can be, and influence

the selection of the weight parameter. In order to get an idea of how similar/different

observations are among classes, we can use target boxplot() to get a boxplot for each

class for an specific target variable:

target_boxplot(df_miss, "y", "class")

The dataset with missing values, df miss, is now used to perform imputation. First,

we use the calibrate() function to help us decide on the two main parameters in the

biokNN method. In this example, we use a search space of c(0.7, 0.8, 0.9) for alpha

and c(5, 10, 20) for k. These are arbitrary values selected for the sake of the example.

This process can be repeated with different test values to take into account the random-

ness in the function. We can set the parameter print = TRUE to print the parameters

values and the RMSE obtained by using them:
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Figure 5.2: Amount of missing values by class and by variable.
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Figure 5.3: Amount of missing values by class and by variable.
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#Calibrate

set.seed(123)

(calibrate(data = df_miss,

className = "class",

varNames = c("y"),

prop_valid = 0.1,

alpha_space = c(0.7, 0.8,0.9),

k_space = c(5, 10, 20),

print = TRUE))

\end{Sinput}

\begin{Soutput}

#> [1] "0.7,5,1.45190672326259"

#> [1] "0.8,5,1.71280658672947"

#> [1] "0.9,5,1.48866518849907"

#> [1] "0.7,10,1.12100097271846"

#> [1] "0.8,10,1.07564050270904"

#> [1] "0.9,10,1.0608182660639"

#> [1] "0.7,20,1.25947933167036"

#> [1] "0.8,20,1.278685035655"

#> [1] "0.9,20,1.2530158730412"

\end{Soutput}

\begin{Soutput}

#> [1] 0.9 10.0

We generate a complete dataset using the function biokNN impute(). We set the

main parameters of the function to be alpha = 0.9 and k = 10 based on the previous

calibration step. We can assess the quality of the imputation step by comparing the

density of the observed and the imputed values. In Figure 5.4 we show in blue the

density of the observed values and in red the density of the imputed values. We observe

that the density of the imputed values reasonably follows the shape of the observed values.

df_imp <- biokNN_impute(data = df_miss,

className = "class",

varNames = c("y"),

nIter = 10,

alpha = 0.9,

k = 10)
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For multiple imputation, we use biokNN impute mi() which returns a list with m

(Default is m=5) complete datasets which can be pooled into a single model estimation:

df_imp_mi <- biokNN_impute_mi(data = df_miss,

className = "class",

varNames = c("y"),

alpha = 0.9,

k = 10,

m = 3)

With the m = 3 imputed datasets we can perform inference by pooling the results and

fitting a multilevel linear regression. The package lme4 (Bates et al., , 2015) provides

the function lmer which allows to fit multilevel models. In this case, we fit a varying

intercept model by stating that the intercept can change in the formula:

y ∼ X + (X | class) (5.1)

Finally, we can pool the estimates by using the package mitml and its function testEs-

timates:

library(lme4)

library(mitml)

(est1 <- df_imp_mi %>%

lapply(lmer, formula = y ~ X + (1 | class )) %>%

testEstimates(extra.pars=TRUE))

\end{Sinput}

\begin{Soutput}

#>

#> Call:

#>

#> testEstimates(model = ., extra.pars = TRUE)

#>

#> Final parameter estimates and inferences obtained from 3 imputed data sets.

#>

#> Estimate Std.Error t.value df P(>|t|) RIV

#> (Intercept) 0.049 0.569 0.086 Inf 0.932 0.000

#> X 0.936 0.020 46.471 Inf 0.000 0.000

#>

#> Estimate
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#> Intercept~~Intercept|class 8.094

#> Residual~~Residual 0.240

#> ICC|class 0.971

#>

#> Unadjusted hypothesis test as appropriate in larger samples.
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Figure 5.4: Density plot of observed (in red) and imputed values (in blue).

5.5 Comparison with benchmark imputation meth-

ods

The quality of the imputation is usually measured by computing the total error between

the observed and imputed values. We use the Root Mean Squared Error (RMSE) to

compare the quality of the imputed values compared to five imputation methods in the

package mice: mean imputation (mean), predictive mean matching (pmm), level 1 nor-

mal heteroscedastic (2l.norm), level 1 normal heteroscedastic with pan (2l.pan) and

level 2 class mean (2lonly.mean). In this example, we observe that the mean and pre-

dictive mean matching methods obtain high RMSE values compared to the methods

that explicitly integrate the multilevel structure into the imputation (2l.norm, 2l.pan,

2lonly.mean, and biokNN). The biokNN method obtains the lower RMSE value, followed

by the 2l.norm and 2l.pan methods.

library(mice)

library(Metrics)
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seed <- 12345

d <- df_miss %>% mutate(class = as.integer(class))

pred <- mice::make.predictorMatrix(d)

pred["y", "class" ] <- -2

pred["y", "X" ] <- 2

methods <- c( "mean", "pmm", "2l.norm", "2l.pan", "2lonly.mean")

result <- data.frame(matrix(ncol = 5, nrow = 1))

colnames(result) <- methods

i <- 1

for(method in methods){

meth <- c("", method, "")

imp <- complete(mice(d, pred = pred, meth = meth, print = FALSE, seed = seed))

result[i] <- rmse(df_obs$y, imp$y)

i <- i + 1

}

result$biokNN <- rmse(df_obs$y,df_imp$y)

result

\end{Sinput}

\begin{Soutput}

#> mean pmm 2l.norm 2l.pan 2lonly.mean biokNN

#> 1 1.31902 1.914132 0.3061975 0.3340645 0.5067941 0.2974072

5.6 Summary

In this article we present an implementation in R of the bi-objective kNN (biokNN) im-

putation method proposed by Cubillos et al. (2021). This method is suited for continous

datasets with a multilevel structure, in which the observations of a dataset are nested

within higher-level units contained in a class variable. The biokNN package provides

visualization tools to make easier the analysis of missing values with this structures. Com-

pared with other imputation methods specifically designed for multilevel data available

in R, this method does not require any model specification which makes it simple and

generic.

84



CHAPTER 6

Solution of the maximal covering tour problem for

locating recycling drop-off stations

History: This chapter has been prepared in collaboration with Sanne Wøhlk. It has

been published in the Journal of the Operational Research Society, Pages 1898-1913,

2020. It has been presented at the Aarhus University SDG network “Challenges of a

Circular Economy” and at the GIS-day 2021.
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Abstract

Tactical decisions on the location of recycling drop-off stations and the asso-

ciated collection system are essential in order to increase recycling amounts while

keeping operational costs at a minimum. The conflicting nature of the objectives

of the problem can be modelled as a bi-objective location-routing problem. In this

paper, we address the location-routing problem of recycling drop-off stations by

solving the Maximal Covering Tour Problem. To this aim, we propose a heuristic

inspired by a variable neighbourhood search. The heuristic is tested on a set of

benchmark instances from the TSPLIB and applied to a set of real-life instances

from both urban and rural areas in Denmark. Based on the results of the real-life

cases, we provide insights on the trade-off between recycling rates and transporta-

tion costs.

Keywords: Location; Recycling; Maximal Covering Tour; Heuristics

6.1 Introduction

In this paper, we study a location problem motivated by the situation in which the

locations of recycling drop-off stations must be selected in order to increase recycling

rates while maintaining low collection costs. The problem is formulated as a Maximal

Covering Tour Problem (MCTP), first proposed by Current and Schilling (1994). With

this approach, we maximize the covering level of p drop-off stations while minimizing

the collection costs estimated as the length of the tour that visits all the stations. We

propose a heuristic for solving this problem for large instances, and present results based

on real-life data from Denmark.

The collection of materials for recycling is usually performed either via on-site collec-

tion or through the use of bring systems (Beullens et al., 2004). The collection policy
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depends on the area of service, and it is usually decided by local governments at a munici-

pality level. In Denmark, local governments independently decide on the collection policy

in terms of sorting (e.g., separating glass, paper, or plastic) and collection system (on-site,

bring in, or mixed). On-site collection systems, where the material is collected directly

from the households, are typically modelled as arc routing problems and are described in

Ghiani et al. (2015), Mourão and Pinto (2017) and Kiilerich and Wøhlk (2018). In bring

systems, the residents bring their waste to containers at predefined drop-off stations, from

where it is collected. In such bring systems, there are two main decisions to take. At the

tactical level, the number and locations of the drop-off stations must be determined, and

at the operational level, routes for the collection vehicles must be planned.

In bring systems, the amount of materials to be collected for recycling is largely af-

fected by public policies and recycling programs. Recycling programs that increase the

availability and accessibility of drop-off stations have been reported to significantly in-

crease recycling rates (Kannangara et al., 2018). Hence, to maximize recycling amounts,

many drop-off stations are preferred over few. However, increasing the number of drop-off

stations involves equipment investment and an increase in operational costs of transporta-

tion. Therefore, it is important that the drop-off stations are located carefully in order

to balance the quantity of recyclable materials collected and the operational costs.

The balance between the amount of recyclable materials and the related collection

costs can differ immensely between rural and urban planning areas. In rural areas, dis-

tances tend to be long and households are concentrated in small villages, making col-

lection costs more sensitive to location decisions. In Fig. 6.1, we illustrate the location

of drop-off stations for two, rural and urban, postal districts in Denmark. The red tri-

angles indicate the potential locations, the blue triangles show the locations selected in

the solutions, the red circles indicate the covered households, and the blue lines show

an approximated collection tour between them. The figure shows that with the same

number of drop-off stations, the number of covered households and the distances between

the stations change significantly from one area to the other. One of the aims of this pa-

per is to provide insights into these differences, measuring the effect of different location

decisions.

There are two main factors that should be taken into consideration when deciding

on the locations of a given number of recycling drop-off stations. Firstly, the distance

between households and the drop-off stations is one of the most important factors de-

termining the willingness of citizens to adopt recycling behaviours (Lange et al., 2014).

Hence, the drop-off stations should cover as many households as possible by being located

close enough to them. Secondly, the operational cost incurred in relation to collection

should be kept at a minimum. Balancing these two objectives results in a location-routing
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(a) (b)

Figure 6.1: Example of a selection of 15 stations from 50 potential locations in (a) rural
and (b) urban areas in Denmark.

problem.

In location-routing problems considering recycling drop-off stations, the proximity of

the drop-off stations to the citizens is usually modelled using a cut-off distance as the

maximal distance within which a citizen is willing to use the station. If a household is

within this cut-off distance, then it is covered, and the material brought to the station

is processed. Considering that the covering distances used in the literature vary between

150 and 350 meters (Gautam and Kumar, 2005; Lin and Chen, 2009; Rahim and Sepil,

2014), we adopt 200 meters as the covering distance of a drop-off station in our real-life

application.

In terms of operational costs, the drop-off stations should be located in a way that

leads to efficient collection routes once the system starts operating. From conversations

with various municipalities in Denmark, we note that operational decisions vary signifi-

cantly among them. In some municipalities, sensors in the recycling containers provide

information on current fill levels, and an automated system plans daily routes based on

this information. Other municipalities use their gut feeling about the filling at each lo-

cation and manually plan a daily route. Yet other municipalities use periodic routes.

Considering the different collection schemes and considering the location problem as a

tactical decision, we use an approximation of the collection costs to study the impact of

different location decisions.

Several approaches can be considered to approximate the collection cost. In the case

of highly fluctuating filling rates at each drop-off station, Elbek and Wøhlk (2016) and

Bogh et al. (2014) argue that the collection of recyclable material is best modelled as an

inventory-routing problem. Several algorithms and meta-heuristics have been developed
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to solve inventory-routing problems, within a rich area of applications (Coelho et al.,

2014). However, at a tactical level of planning, determining the involved costs as a sub-

problem of an inventory-routing problem is computationally too expensive. On the other

hand, if filling rates at the stations have low variability, the collection can be modelled

as a Periodic Routing Problem, and if filling rates do not vary much from one station to

another, the collection can be modelled as a Vehicle Routing Problem (VRP) (Toth et al.,

2014). To use such approximations of costs, assumptions regarding recycling amounts and

vehicle capacities have to be decided upon such that the tactical location problem is not

the focal point. For this reason, and in order to keep our contribution as generic as

possible, we approximate the collection costs by the Travelling Salesman Problem (TSP).

Although it does not provide exact collection costs, this approach enables us to assess

the cost effect of selecting near or distant locations, without entailing a need to solve the

complex inventory-routing problem as a sub-problem.

Since we are interested in solving real-life sized problems with thousands of households

and several potential locations, it is not tractable to solve the TSP sub-problem of the

MCTP to optimality. An alternative is to consider the continuous approximation of the

TSP tour cost proposed by Daganzo (2005). However, this approximation assumes that

the stations are uniformly distributed and, therefore, that the costs only depend on the

number of locations and the size of the area considered. By using that approach, the

collection cost would be fixed and independent of the actual locations for a given number

of stations, failing to consider the impact of selecting different locations on the total cost.

We therefore choose to approximate the collection cost by heuristically solving the TSP

of the tour that visits all the stations to be located.

To summarize, we study an application of the MCTP where we need to determine

the location of a set of p recycling drop-off stations in such a way that the number of

citizens covered is maximized, and the total distance of the TSP tour connecting the

selected locations is minimized. As this is a bi-objective problem, we use a weighted

objective function. The contribution of this study is twofold. Firstly, we propose a

heuristic for solving the MCTP for real-life sized problems and validate its performance by

comparing the heuristic solutions to optimal solutions obtained by CPLEX for a total of

324 different problem instances based on benchmark instances from the TSPLIB (Reinelt,

1991). Secondly, we use our heuristic to study the problem of locating recycling drop-off

stations using real-life data from Denmark. For the real-life case, we propose a procedure

to select potential locations, study the trade-off between recycling and collection costs,

and compare results by considering urban and rural areas.

The rest of this paper is organized as follows. We first review the related literature in

Section 6.2. Section 6.3 presents the model formulation of the MCTP, and in Section 6.4,
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we propose our solution method. In Section 6.5, we present the numerical results using

benchmark data to assess the performance of our heuristic. In Section 6.6, we use real-life

data from different areas in Denmark, and we discuss the implications of our results on

the recycling problem. Finally, Section 6.7 concludes.

6.2 Literature review

The Maximal Covering Tour Problem (MCTP) is a bi-objective location-routing problem

and it was first proposed by Current and Schilling (1994). In the problem, a tour must

visit p nodes out of n potential locations in a network. The two objectives are to minimize

the total length of the tour and to maximize the covered demand. In order to address

the bi-objective nature of the model, Current and Schilling (1994) propose a heuristic to

generate an approximate set of efficient optimal solutions. In spite of the large application

potential of the MCTP, related works have focused on variants of the problem rather than

on solving the original problem.

Gendreau et al. (1997) propose a single-objective variant of the MCTP referred to as

the Covering Tour Problem (CTP). In the CTP, the covering objective of the MCTP is

replaced with a constraint that requires complete covering of a given subset of the nodes.

The constraint of having exactly p locations to be placed is replaced by the construction

of two subsets of nodes: one subset of nodes that must be visited in the tour, and another

for which the visit is optional. The authors propose an exact branch-and-cut algorithm

and a heuristic to solve the problem. A limitation of the CTP is that it is restricted

to problems in which several assumptions about the nodes have to be made, namely,

the mandatory demand that must be covered, and the nodes in the tour that must be

visited. In our problem, this is not the case since there are no predetermined households

that must be covered, and there is an ample range of potential locations where stations

can be placed.

Berman et al. (2003) propose a variant of the MCTP that considers a gradual decay

covering function. The authors define two critical distances, a lower distance in which a

location is fully covered and a larger distance where locations are not covered. In between

the two distances, a gradual coverage decreasing from full coverage at the lower distance

to no coverage is assumed. Jozefowiez et al. (2007) propose a bi-objective variation of the

MCTP where the covering part of the objective function is replaced by the largest distance

between a node of some given set and the nearest visited node. The authors propose a

two-phase cooperative strategy that combines a multi-objective evolutionary algorithm

with a branch-and-cut algorithm to find sets of efficient optimal solutions. Tricoire et al.

(2012) formulate a variant of the MCTP considering stochastic demand where the two
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objectives are given by cost (opening and routing costs) and expected uncovered demand.

They propose a branch-and-cut algorithm within an epsilon-constraint algorithm to find

optimal sets. For a general overview of location-covering problems see Laporte et al.

(2015) and Church and Murray (2018).

The field of applications of the MCTP and its variants has mainly focused on emer-

gency supply and disaster relief problems. Hodgson et al. (1998) propose a CTP model

for planning mobile health care facilities. The model minimizes a mobile facility’s travel

while serving all population centers within range of a feasible stop depending on weather

conditions. Doerner et al. (2007) propose a three-objective covering tour model for mobile

health care units in a developing country and solve it by using Genetic Algorithms and

Ant Colony optimization. Nolz et al. (2010) formulated the problem of the delivery of

drinking water to the affected population in a post-disaster situation as a multi-objective

covering tour problem. Naji-Azimi et al. (2012) propose a generalization of the Covering

Tour Problem by considering split delivery for the location of satellite distribution centers

to supply humanitarian aid and propose a local search heuristic to solve large sized in-

stances efficiently. Finally, Abounacer et al. (2014) propose an exact solution approach to

generate the set of efficient solutions of a three-objective covering tour model for disaster

response.

In the last few years, there has been an increase in the application of location models

in multi-criteria optimization models for waste management problems (Coelho et al.,

2017). Those models mainly consider the problem of locating processing plants and

waste deposits (Khan, 1987; Antunes et al., 2008), but little attention has been paid to

the location of recycling drop-off stations (Purkayastha et al., 2015). Studies that address

the location problems in a recycling context have mainly used multi-objective approaches

combined with Geographical Information Systems (GIS), and only a few applications of

covering problems in the area of recycling have been published (see, for example, Valeo

et al. (1998); Gautam and Kumar (2005); Lin et al. (2010)). Regarding applications for

recycling drop-off stations, Chang and Wei (1999) propose a multi-objective evaluation

of the trade-off between the number and size of drop-off recycling stations, the citizens

covered in the service network, the average walking distance to the drop-off stations for

the citizens, and the distance travelled by collection vehicles.

Within facility location models used in relation to waste management, the concept of

covering has been applied in different problems. Bautista and Pereira (2006) formulate

the problem of locating waste collection sites using set covering formulations. They pro-

pose a genetic algorithm with four variations of the set covering formulation and show

results for real-life instances from Barcelona. In a different approach, Farhan and Murray

(2006) consider the location of both desirable and undesirable facilities simultaneously,
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where recycling stations are considered as undesirable facilities. They propose the Maxi-

mal/Minimal Covering-Distance Decay Problem to locate p = 38 park-and-ride facilities

and recycling facilities in Columbus, Ohio. The location of recycling facilities can be seen

from two different approaches depending on whether existing facilities are considered or

not. Ye et al. (2011) study the problem to reduce the number of existing recycling cen-

ters from 79 to 2 centers using a 2-stage location set covering–p-median problem. First,

they locate the recycling centers using set covering and then assign the collection depots

using a p-median model. They propose a greedy algorithm and present results for a case

study in Taiwan. One of the few studies that apply the location-routing problem using

maximal covering is the study by Rahim and Sepil (2014), which formulates a combined

maximal covering location problem in the presence of partial coverage and a selective

TSP to determine the location of bottle banks. The objective of the problem is to maxi-

mize the profit of a glass recycling company, and a nested heuristic based on a variable

neighbourhood search is proposed as a solution method. The authors present results

using p = 1 to p = 20 for TSPLIB instances, and a case study using p = 12 locations.

In Erfani et al. (2017), the location-allocation problem and capacitated vehicle routing

problem are solved using GIS. The ESRI ArcGIS network analysis extension was used

for the analysis on maximum walking distances and covered demand. Erfani et al. (2018)

propose a two-step model that first minimizes the number of facilities using set covering,

and then maximizes the demand covering using maximal capacitated covering with differ-

ent values of facility locations. They perform statistical analysis of the results analysing

total service covering, total attendance derived by maximize attendance analysis, and

surplus devoted capacity for 26 locations.

6.3 Model formulation

In order to formally define the MCTP, we consider a directed complete graph G = (N,A),

where, in our application, each node i ∈ N represents a household that produces a certain

amount of recycling material ai. Each arc (i, j) ∈ A is associated with a distance dij,

where dii = +∞.

A subset of the nodes, V ⊆ N , are potential nodes for the location of drop-off stations.

The objective is to find a subset V ′ ⊆ V of p nodes that minimizes the tour length and

simultaneously maximizes the covering of the nodes in N . A node i ∈ N is said to be

covered if the distance between i and any node j ∈ V ′ is less than a predefined maximal

covering distance S. For each node j ∈ V , we define the set Nj = {i ∈ N | dij ≤ S}, that

contains all nodes i that can be covered by j.

To model the problem, we define the following two types of variables. For all pairs
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i, j ∈ V , we define xij as a binary variable with a value equal to 1 if the arc from i to j

is in the selected tour, and 0 otherwise. For all nodes i ∈ N , we define a binary variable

yi, which is 1 if the node i is not covered by any node j ∈ V ′ in the selected tour, and 0

otherwise. Using this notation, we can formulate the MCTP as follows:

Min Z = (ZL,−ZC) (6.1)

Subject to ∑
i∈V

xij −
∑
k∈V

xjk = 0 for all j ∈ V (6.2)

∑
i∈Q

∑
j∈Q

xij ≤ |Q| − 1 for all Q ⊂ V such that 2 ≤ |Q| < p (6.3)

∑
i∈V

∑
j∈V

xij = p (6.4)

∑
l∈V

∑
j∈Ni

xlj + yi ≥ 1 for all i ∈ N (6.5)

xij ∈ {0, 1} for all (i, j) ∈ A (6.6)

yi ∈ {0, 1} for all i ∈ N (6.7)

where,

ZL =
∑
i∈V

∑
j∈V

dijxij

ZC =
∑
i∈N

ai(1− yi)

The two objectives, ZL and ZC , minimize the tour length and maximize the covered

demand, respectively. Constraint set (6.2) ensures that the tour leaves a node if it enters

it. Constraint set (6.3) eliminates subtours in the solution. These constraints are the

usual TSP subtour elimination constraints with the added limitation that the number of

nodes in Q must be less than p. Constraint (6.4) ensures that there are exactly p nodes

on the tour, and constraint sets (6.5) ensure that yi = 1, for all nodes i which are not

covered by the tour. Finally, constraints (6.6)–(6.7) are the domain constraints.

Since the MCTP has two conflicting objectives, there is no single optimal solution.

Instead, a set of efficient solutions representing the trade-off between the two objectives

can be found. An efficient solution is one for which an improvement in one objective re-

quires a degradation of the second one. Since the number of efficient solutions can grow
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exponentially with the number of nodes in the network (Current and Schilling, 1994),

approximation methods for finding the trade-off curve must be applied. A well-known

approximation method for multi-objective problems that does not alter the structure of

constraints (6.2)–(6.7) is the weighting method (Zadeh, 1963). With this approach, the

two conflicting objectives are combined into a single objective by adding a positive pa-

rameter α, with 0 ≤ α ≤ 1, that defines a convex combination of the two objectives.

The model is then solved using different sets of relative weights to generate an approxi-

mate trade-off curve between the two objectives. In this study, we focus on presenting a

heuristic to solve the problem for fixed values of α rather than on finding the complete

set of efficient solutions. Using this approach, the objective function we minimize for the

MCTP is:

Min Z ′ = αZL − (1− α)ZC (6.8)

6.4 Solution approach

In our problem, the number of nodes in the network corresponds to the number of house-

holds for a recycling planning area, which may be a significantly large number. In our

experiments, we found that the model (6.2)–(6.8) can be solved optimally for small values

of the total number of nodes in the network and the number of nodes in the tour.

Considering the limitations of solving the MCTP to optimality for real-life size prob-

lems, we propose a heuristic solution approach inspired by a Variable Neighbourhood

Search (VNS). The key idea of the heuristic is to systematically diversify an incumbent

solution using a shaking step followed by a local search. These two steps are embedded

into a main step, which is repeated until a maximal number of iterations is performed.

The application of VNS approaches for location problems (Hansen and Mladenović, 1997;

Mladenović et al., 2003) and location-routing problems (Pérez et al., 2003; Rahim and

Sepil, 2014) has yielded good results previously. The pseudo-code of our heuristic is

presented in Algorithm 6.2, and it is explained in the following.

We represent a feasible solution as a subset V ′ ⊆ V containing p nodes, and an

associated vector x, of length p, dictating the order in which they are visited in the tour.

The heuristic is initialized with a solution x obtained by a greedy construction heuristic.

In the shaking step (line 5), k with 0 < k ≤ p nodes from the incumbent solution x are

randomly dropped and replaced with k nodes randomly selected from the set of potential

locations. This change of neighbourhood is intended to perturb the incumbent solution

to escape from local minima and provide a starting point for the local search. In the local

search (lines 7–16), we obtain the best objective value from all the neighbour solutions

reachable from the incumbent solution by performing a one-swap move. The local search
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continues as long as improvements are found.

The main step (lines 4–22) involves a systematic shake that changes k nodes in the

incumbent solution. This systematic change can be briefly described as follows. The

main step starts with k = kmin, the minimum size of the shaking. If a better solution is

found, we increase k ← k + 1 and repeat the shaking step. Otherwise, we set k ← kmin.

The process continues until k = kmax. Based on experiments for different parameters for

the main step, we selected kmin = 2/3 p and kmax = p. The latter means that the shake

can get as large as the total number of locations in the solution.

Each time a set of nodes V ′ has been identified, both the tour length and tour coverage

have to be computed. To compute the covering of the nodes in the tour is straightforward,

but determining the length of the tour is equivalent to solving a TSP, which is NP-hard.

After each shaking step where we drop k nodes from the solution, we solve the TSP to

optimality using CPLEX (line 6). This serves as a base for the local search (lines 7-16).

In order to reduce the number of times the heuristic has to solve a TSP to optimality,

we approximate the tour length in the local search step during our search for the best

neighbour, by using the nearest insertion rule for each potential node to be included (line

9). After identifying the best neighbour, we re-optimize the TSP tour using CPLEX in

order to proceed with the optimal tour in the next iteration of the local search (line 10).

6.5 Computational results for benchmark data

In this section, we present the computational results of the proposed heuristic and evalu-

ate the performance of the heuristic using benchmark instances. We compare the results

to the optimal solutions obtained by solving the model presented in Section 6.3 using

CPLEX. To the best of our knowledge, no benchmark instances exist specifically for the

MCTP. We therefore use a subset of instances from the TSPLIB as the basis for our com-

parison. This subset consists of four instances containing 100 nodes (kroA100, kroB100,

kroC100, and kroD100) and two instances with 200 nodes (kroA200 and kroB200). For

each of them, the subset V of potential locations was randomly selected using |V | = 25

and |V | = 50 nodes, resulting in 12 instances. Our heuristic was coded in Java 1.8.0 201

and run on a 3 GHz Intel X5450 processor, 24 GB RAM. Each result of our heuristic is

an average of 5 runs, and the exact solutions were obtained using CPLEX V12.8.0 with

a maximum run time of 2 hours.

The problem parameters used for the comparison were selected according to three

criteria. First, S was selected such that each node in V covers at least two nodes in

N . This means that each potential location can cover at least two demand nodes in the

network. For the value of p, we selected values for which solutions can cover between
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Algorithm 6.2 Heuristic

1: x← Get greedy initial solution
2: for iter = 1 : MaxIter do
3: k ← kmin
4: while k < kmax do
5: x′ ← ShakeRandom(x, k)
6: x′ ← TSP exact solution of x′

7: improvement ← true
8: while improvement do
9: x′′ ← Get best approximate solution in the neighbourhood of x′

10: x′′ ← TSP exact solution of x′′

11: if f(x′′) < f(x′) then
12: x′ ← x′′

13: else
14: improvement ← false
15: end if
16: end while
17: if f(x′) < f(x) then
18: x← x′

19: k ← kmin
20: else
21: k ← k + 1
22: end if
23: end while
24: end for
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N/2 and N nodes. This criteria is intended to obtain non-trivial solutions. The weight-

ing parameter α was selected such that we can solve three scenarios: covering-oriented,

collection-oriented, and balanced. Three values for each parameter were selected in order

to analyse the impact of each of them in the heuristic performance. The selected values

are S ∈ {600, 700, 800}, p ∈ {4, 6, 8}, and α ∈ {0.001, 0.01, 0.1}. This selection and the

rest of the results consider euclidean distances between nodes in the network. Thereby,

we tested 27 problems for each of the 12 instances, resulting in a total of 324 problem

instances. Regarding the demands of the nodes, we considered them to be ai = 1 for all

nodes i ∈ N .

In Table 6.1, we show detailed results for a selected instance for each value of s, p

and α. The table shows the average objective value and average and maximal run times

in seconds for the heuristic over 5 runs, and in addition it shows the results obtained

by CPLEX as well as the gap % calculated as the percentage difference for our heuristic

and the optimal solutions, respectively. In the cases where the maximal run time of

CPLEX was reached, the upper and lower bounds of the solutions are reported, and no

optimality gap is reported. Table 6.2 presents a comparison of the aggregated results of

our heuristic and the optimal solutions obtained by CPLEX. Each line corresponds to

the average results of 27 variations of each instances as shown in Table 6.1. The gap %

is computed as the average gap of the instances for which CPLEX solved the problem to

optimality.

As can be seen in Tables 6.1 and 6.2, our heuristic can effectively find good quality

solutions. In addition, our heuristic shows lower average and lower variability in CPU

times. As shown in Table 6.1, the CPLEX results show a high variability in times

depending on the weighting parameter. In particular, increased run times were found

in the balanced scenario (α = 0.01) for all test problems, which reached the maximal

run time in most cases. These increases in run times indicate that the problem resulting

from the need to balance covering and travel cost is generally harder to solve than the

problem that focuses solely on either of the two objectives. In 6 of the 8 instances in which

CPLEX could not solve the problem to optimality within the time limit, the solution of

our heuristic was better than the best solution from CPLEX. When considering the total

324 test instances, in 50 instances CPLEX could not solve the problem to optimality, and

from those instances, our heuristic performed better in 36 cases. These results show that

our heuristic yields high quality results for the MCTP in short computation times.
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Heuristic CPLEX

S p α Avg. Obj. Val.* Avg. Time* Max. Time Obj. Val. Lower Bound† Time Gap(%)

600 4 0.001 45.1 3.4 4.1 45.1 - 1.7 0.0
0.01 83.6 6.4 10.3 83.6 - 5786.3 0.0
0.1 134.0 5.6 7.5 134.0 - 8.7 0.0

6 0.001 27.1 6.9 9.4 27.1 - 9.3 0.0
0.01 84.0 8.3 9.7 86.9 61.8 7204.8 -
0.1 169.2 12.0 15.1 169.2 - 8.8 0.0

8 0.001 15.6 9.0 13.7 15.6 - 8.6 0.0
0.01 84.0 10.2 12.8 90.3 56.2 7215.8 -
0.1 250.2 16.1 17.3 250.2 - 97.7 0.0

700 4 0.001 35.7 3.6 4.3 35.7 - 8.0 0.0
0.01 78.1 4.7 5.5 78.1 63.4 7212.1 -
0.1 131.3 5.5 6.3 131.3 - 21.0 0.0

6 0.001 17.2 6.8 8.1 17.2 - 12.7 0.4
0.01 76.9 9.7 11.7 81.2 47.7 7209.6 -
0.1 166.5 10.6 12.0 166.5 - 25.1 0.0

8 0.001 10.1 7.4 8.3 10.0 - 35.3 0.6
0.01 77.0 10.1 11.6 78.6 44.4 7209.3 -
0.1 248.4 15.4 18.5 248.4 - 139.9 0.0

800 4 0.001 25.7 3.6 4.6 25.7 - 7.3 0.0
0.01 72.1 4.5 5.3 72.0 52.1 7205.9 -
0.1 128.6 7.7 9.9 128.6 - 10.5 0.0

6 0.001 11.7 6.3 8.2 11.5 - 21.5 2.1
0.01 70.9 9.2 11.7 75.0 40.3 7208.4 -
0.1 165.6 10.7 12.5 165.6 - 20.2 0.0

8 0.001 8.7 8.2 8.9 8.7 - 4977.2 0.9
0.01 71.6 9.9 11.0 72.7 36.7 7208.7 -
0.1 247.5 16.3 17.9 247.5 - 117.5 0.0

Global average 93.9 8.4 10.2 94.7 - 2555.3 0.2

Table 6.1: Detailed computational results for the instance kroA100, |V | = 50. *Average
results over 5 runs of the instance. †A ’-’ indicates an optimal solution is obtained.

Heuristic CPLEX

Name |V | Avg. Time Max. Time Avg. Time Max. Time # opt.* Gap(%)

kroA100 25 7.6 16.1 79.8 669.3 27 0.07
kroA100 50 8.4 18.5 2,555.3 7,215.8 19 0.15
kroA200 25 7.9 15.0 494.8 4,923.2 27 0.15
kroA200 50 8.4 19.0 3,044.1 7,210.1 16 0.04
kroB100 25 7.8 14.0 310.6 2,857.0 27 0.07
kroB100 50 8.7 19.0 2,677.9 7,216.1 19 0.19
kroB200 25 7.3 14.8 1,439.9 7,200.3 27 0.19
kroB200 50 8.5 20.1 2,760.3 7,216.3 20 0.04
kroC100 25 8.0 18.4 1,012.8 7,206.9 27 0.04
kroC100 50 9.4 23.7 2,486.9 7,208.0 19 0.30
kroD100 25 8.0 14.5 112.0 923.5 27 0.00
kroD100 50 8.5 17.7 2,523.4 7,211.5 19 0.70

Global average 8.2 17.6 1,624.8 5,588.2 22.8 0.2

Table 6.2: Aggregated computational results for the benchmark instances. *Number of
instances solved to optimality by CPLEX out of 27 instances.
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6.6 Results for real-life data

In this section, we apply our heuristic to large-scale real-life data. We first present the

data selected from five areas in Denmark in Section 6.6.1. In Sections 6.6.2 and 6.6.3, we

explain the procedure we use to select potential locations for the drop-off stations and

the scale used to compare urban and rural areas. Finally, Sections 6.6.4–6.6.6 present

results regarding the trade-off between covering and distance, sensitivity analysis on our

procedure to select potential locations, and managerial insights for urban and rural areas.

6.6.1 Data from Denmark

Herning

Ikast-Brande

Syddjurs

Odense

Copenhagen

Figure 6.2: Selected postal code areas from Denmark.

We selected one postal code area from each of five municipalities in Denmark: Copen-

hagen, Odense, Herning, Ikast-Brande, and Syddjurs. In Fig. 6.2, we show the map of

Denmark highlighting the selected postal code areas used in this study. The selected ar-

eas allow us to study the effect of different geographical layouts, namely urban and rural,

with a comparable number of households. In urban areas (Copenhagen and Odense),

household density is larger and distances between households are shorter. In the rural

cases (Herning, Ikast-Brande and Syddjurs), households tend to concentrate in small vil-

lages with larger distances between them. Our data consists of the coordinates of the

households for each of the selected areas. In Table 6.3, we provide the postal codes,

type of area (Urban/Rural), number of households (N), and the average and maximal

distances, in meters, between any pair of households in the data set.
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Name Postal code Type |N | Avg. dist. (m) Max. dist. (m)

Copenhagen 2200 Urban 5,186 1,015 3,066
Odense 5230 Urban 6,032 1,296 3,841
Herning 7480 Urban/Rural 3,395 3,352 14,994
Ikast-Brande 7330 Rural 4,816 4,183 21,321
Syddjurs 8410 Rural 4,853 4,683 17,610

Table 6.3: Description of the data sets from the five selected zones in Denmark.

6.6.2 Selecting potential locations

Figure 6.3: The process for selecting potential locations from the household data from
the selected area in Copenhagen.

Before solving the MCTP for these large instances, we need to determine the set of

potential locations (V ) for drop-off stations. We use a 2-step procedure to select a set

of well-dispersed potential locations chosen so as to maintain problem tractability. First,

we randomly sample a set of M ⊆ N , |M | = 1000 nodes from the total number of nodes.

Second, based on the sampling M , we determine the set V ⊆ M using an aggregation

demand method similar to Francis et al. (1999). In this step, we solve the Maximal

Covering Problem (MCP) (Church and ReVelle, 1974) for a large number of locations

(p = 50) using the set M as the set of nodes. The MCP is a maximization problem that

seeks to select a subset of p locations from |M | potential stations that maximizes the

total covering. That is, the MCP corresponds to the MCTP, but does not consider the

tour length.

We formulate the MCP as follows. For all i ∈ M we define the binary variable yi

with value equal to 1 if the node i is covered by any selected location. For all j ∈ M

the variable xj is equal to 1 if the node j is selected as a location. The MCP is then
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formulated as:

Max

|M |∑
i=1

yi (6.9)

Subject to ∑
j∈Ni

xj ≥ yi ∀ i ∈M (6.10)

∑
j∈M

xj = p (6.11)

xi, yi ∈ {0, 1} ∀ i ∈M (6.12)

The objective (6.9) maximizes the total demand covered by the selected p locations.

Constraints (6.10) define if a specific demand node i is covered or not. Constraint (6.11)

ensures that exactly p locations are selected, and constraints (6.12) are the binary domain

constraints. In our problem, we define p = 50 as the number of potential locations for

drop-off stations, a covering radius of S = 200, and the nodes with xi = 1 constitute

the set V of potential locations. In Fig. 6.3, we show the households (|N | = 5, 186), the

sampled locations (|M | = 1, 000), and the resulting potential locations (|V | = 50) for the

area of Copenhagen.

6.6.3 Scaling urban and rural areas

The order of magnitude of the two objectives, distance and covering, varies depending

on the area. In rural areas, where distances between households are large, the distance

values in the objective function are increased compared to the urban areas. In the same

fashion, since households are more uniformly distributed in urban areas, the covering

values are greater in urban areas for the same covering radius. This means that in order

to compare results between urban and rural areas, we have to scale the weights in the

objective function accordingly with the balance between distance and covering. To scale

the two objectives, we determine an upper bound for the distance and the covering for

each area by solving the MCTP problem with α = 0, i.e. only maximizing covering. We

use the results of the upper bound case as an approximation of the order of magnitude

of the two objectives. In Table 6.4, we provide the upper bound results for distance and

covering for p = 15, and the proportion in the objective value of the covering (k), for

each instance, respectively. We can see that the relative proportion of the covering from

the total sum changes significantly between rural and urban instances. Thus, using the

same α to test similar scenarios can be misleading. Instead, we use a parameter β that
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Upper bound results (α = 0) β = 0.5

Name Cov.* Dist. Sum k (Cov./Sum) β α = 2kβ 1− α α Dist. (1− α) Cov.

Copenhagen 3,393 6,427 9,820 0.34 0.35 0.65 2,221 2,221
Odense 2,722 8,231 10,953 0.25 0.25 0.75 2,045 2,045
Ikast-Brande 1,713 7,444 9,157 0.19 0.5 0.19 0.81 1,392 1,392
Herning 1,748 18,175 19,923 0.09 0.09 0.91 1,594 1,594
Syddjurs 1,775 31,455 33,230 0.05 0.05 0.95 1,680 1,680

Table 6.4: Upper bound results (α = 0, p = 15) are used as an approximation of the
order of magnitude to scale α for the different instances. *Number of covered households.

accounts for the approximation of the proportion between distance and covering. We

compute the values of the weighting parameter α as:

α = 2kβ (6.13)

where k is the ratio of the covering results over the sum of covering and distance. To

illustrate this, Table 6.4 shows the corresponding values of α when considering the case

in which we want the distance and the covering to have the same value (β = 0.5) and

the effect on the two parts of the objective value. For the rest of the analysis, we obtain

results using β ∈ {0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9}.

6.6.4 Covering and distance trade-off

We use our heuristic to obtain results on covering, tour distance, and the total run time

in seconds, for different weighting parameters, for each of our five instances. The covering

was computed as the number of households covered as a percentage of the total number

of households of the instance. In Table 6.5, we illustrate the trade-off between covering

and distance for the selected area in Copenhagen using p = 15 drop-off stations. In

addition, we present the percentage decrease from the upper bound solution (β = 0) to

compare the relative change of the solution when increasing the weighting parameter on

the distance.

From a managerial point of view, the number of recycling drop-off stations (p) reflects

the size and installation cost of the recycling network. At the same time, the tour distance

approximates the transportation costs, and the covering represents the recycling level.

Fig. 6.4 allows us to directly compare different configurations regarding installation costs,

operational costs, and recycling levels. For each value of p ∈ {10, 15, 20, 25}, we obtain the

trade-off between covering and tour distance. In all cases, our results show a non-linear

relationship between covering and distance with decreasing increments. This means that

an increase in covering for a fixed number of stations has a higher impact on distance
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Heuristic results % decrease from u.b.*

β α Dist. Cov. (%) Time (sec) Dist. (%) Cov. (%)

0 0 6,427 65.43 45.5 - -
0.1 0.06 6,427 65.43 98.5 0.00 0.00
0.2 0.13 5,884 64.58 106.2 8.45 1.30
0.3 0.19 6,047 64.85 108.3 5.92 0.88
0.4 0.25 5,361 61.24 112.0 16.60 6.40
0.5 0.31 4,675 56.48 114.7 27.26 13.68
0.6 0.38 4,154 51.08 116.6 35.38 21.93
0.7 0.44 3,539 43.27 168.3 44.94 33.86
0.8 0.50 3,453 41.79 200.5 46.28 36.13
0.9 0.56 3,453 41.79 173.7 46.28 36.13

Table 6.5: Results for Copenhagen using p = 15 drop-off stations for different values of β.
*Computed as the percentage difference compared with the upper bound case (α = 0).

when aiming at higher values of covering.

Although all results show similar trade-off trends between covering and distance,

there are differences when comparing urban and rural areas. In Fig. 6.5, we show the

percentage decrease from the upper bound case (β = 0), in both distance and covering,

for each instance. Each of the lines in Fig. 6.5 corresponds to the results of the last

two columns in the example given in Table 6.5. One main difference between the two

types of areas is that the range in which we obtain results for covering is smaller for rural

areas. This means that, independently on the weighting parameters and the number of

drop-off stations, different solutions have less impact on the total covering of the selected

locations. We illustrate this difference in Fig. 6.6, where we compare the solution for

the upper bound case (β = 0) and the balanced case (β = 0.5) for each area. Given

that rural areas have small villages in which most of the households are concentrated, a

solution adding a new village has a large impact on the distance. For example, in Herning

the upper bound case includes three villages, while increasing the weight of the distance

reduces the tour into a single village.

6.6.5 Stability of solution sets

From a managerial point of view, it is important to understand how the selected locations

change when considering different balances in the objective function and different areas.

From our experiments, we see that for rural areas, locations tend to change less when we

increase the weight on the distance (β > 0.3) compared to urban areas. To quantify this

difference, we used the Hamming distance to count the number of locations that differ

from the upper bound solution. In Fig. 6.7, we show the Hamming distance for each

instance using p = 15. The distance increases when increasing the weighting parameter
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Figure 6.4: Trade-off between distance and covering for different numbers of drop-off
stations (p = 10, 15, 20, 25) for each instance.

β, but the increase is greater and has more variability for urban areas. To illustrate

this location by location, we show two set of solutions, for Copenhagen (urban) and for

Syddjurs (rural) in Fig 6.8. In the figure, each row represents the selection of 15 locations

(in grey) over the 50 potential locations. As can be seen, the selection of locations is more

sensitive to changes in β for the urban case. In urban cases, potential locations cover

similar number of households making potential locations equally good in the solution.

In the rural case, where rather few locations concentrate most of the covering in small

villages, the impact of changing β is lower. Finally, this visualization allows us to identify

the locations that are chosen independently of the choice of β, which can serve as a criteria

for location selection.

6.6.6 Sensitivity analysis on sampling

In order to validate the robustness of our results, we perform sensitivity analysis on the

parameters for the process for selecting the potential locations. We analyse the effect

of three different parameters: random sampling, number of random samples, and the

number of potential locations. First, we analyse the impact of the sampling process by

comparing the results for each instance. We replicate our results for 10 different random
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Figure 6.5: Trade-off between percentage decrease in covering and percentage decrease in
distance, computed as the decrease from the upper bound case (β = 0), for p = 10, 15, 20,
and 25.
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Figure 6.6: Comparison of the solution of the upper bound case (β = 0) and the balanced
case (β = 0.5), for p = 15 recycling drop-off stations.
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Figure 6.7: Hamming distance from the solution set of the upper bound case (β = 0) to
the solution set depending on β, for p = 15. Solution sets for rural areas differ less from
the upper bound solution when increasing the weight on distance.

Figure 6.8: Representation of the selection of p = 15 drop-off stations from the total
of |M | = 50 potential locations, for different values of β for Copenhagen (urban) and
Syddjurs (rural).
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samples, for each area. Table 6.6 shows the mean, standard deviation, and coefficient of

variation (C.V.), computed as the percentage of the standard deviation on the average,

for both covering and distance. The results show a low variability for all cases, but

increased variability can be found for specific values of β. In Fig 6.9, we disaggregate the

results to show the coefficient of variation of the absolute value of the objective value.

The results show that the variability of the solution remains within 5% in the majority

of the instances, which is in accordance with Table 6.6. However, an increased variability

can be seen in urban areas in more balanced problems, a fact that can be attributed to

the increase in the complexity of the solution rather than to the sampling selection.

Covering Distance

Instance Mean St. dev. C.V. (%)* Mean St. dev. C.V.(%)*

Copenhagen 53.5 3.5 9.3 4983 353.4 9.5
Syddjurs 34.7 1.1 3.3 10734 663.9 7.5
Odense 42.9 1.1 2.8 6338 243.8 4.0
Ikast 36.3 0.9 2.6 6616 261.5 4.4
Herning 46.8 0.9 2.0 6579 300.4 4.8

Table 6.6: Summary statistics of the average results (p = 10, 15, 20, 25, β = 0.1 to 0.9),
using 10 different random samples in the selecting potential locations step. The sampling
phase has a low impact on the variability of both distance and covering results. *Average
coefficient of variation (%).

To have a measure of the impact of the sample size, we use the aggregation error

definition similar to Francis et al. (1999). We define the distance error as the euclidean

distance between the household location and the location of the closest potential location.

With this measure we compare the level of sparsity of our potential locations. In Fig.

6.10, we present the average distance error when varying (a) sample size, (b) number of

potential locations, and (c) the covering radius, using p = 15 and β = 0.5. Fig. 6.10a

shows the average distance error obtained by varying the size of the random sample |M |,
from |M | = 500 to |M | = 2000 points. For this range, we observe that on average, the

sample size has no significant impact on the average distance error. The different levels

for each area correspond to the scale of distances between households, which are shorter

for urban zones. These results confirm that the selection of a sample size of |M | = 1000

is an adequate value.

An important parameter in the decision of the location of drop-off stations is the

size of the set of potential locations. We use the distance error to measure the impact

of the number of potential locations on their spatial distribution. In Fig. 6.10b, we

present the average distance error when varying the number of potential locations from

N = 10 to N = 100, with steps of 10 locations. In general, the error decreases quickly

when increasing the number of locations from 10 to 50, and then the error stabilizes.
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Figure 6.9: Coefficient of variation (%) of the objective value (p = 10, 15, 20, 25, β = 0.1
to 0.9, and its corresponding α), using 10 different random samples in the selecting
potential locations step. Variability is increased in balanced scenarios of the objective
function for urban areas.

Given these results, we conclude that a selection of N = 50 potential locations is an

adequate value that balances computational complexity and satisfactory distribution of

the locations on the map. Finally, in Fig. 6.10c, we show the effect of the covering radius

parameter (S). We see that S has little effect on the distance error for urban areas,

whereas for rural areas the error stabilizes when we consider values greater than S = 200,

which is the selected value for the results in Section 6.

6.7 Conclusion

In this paper we presented a heuristic approach to solve the problem of deciding on the

locations of recycling drop-off stations. The problem is motivated by the situation in

which recycling rates must be increased by strategically locating drop-off stations while

maintaining low installation and collection costs. We formulated the problem as an

MCTP and presented a heuristic approach inspired by a VNS. Computational results

were presented for a set of benchmark instances and compared to the optimal solutions.

Results show that the proposed heuristic can effectively find good quality solutions for

the MCTP. Finally, we used our heuristic to solve a set of real-life instances to provide

insights into the trade-off between covering and collection costs for both urban and rural
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(a) (b)

(c)

Figure 6.10: Sensitivity analysis on parameters for selecting potential locations. Average
distance error for (a) Sample size, (b) Number of potential locations, and (c) Covering
radius, using p = 15 locations and β = 0.5.
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scenarios.
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Abstract

In this paper we study an inventory-routing problem with stochastic demand, in

which knowledge of the demands of customers can be updated by the use of sensor

information, and used to plan delivery decisions in a given planning period. We

consider the case in which a limited number of sensors can be placed, and investigate

what simple rules can best be applied to decide on their allocation. To evaluate

these simple sensor allocation rules, we propose a Variable Neighborhood Search

algorithm for an inventory routing problem in a rolling horizon framework to solve

the problem which uses both sensor and historical data to update demand forecasts.

We perform extensive computational experiments in which we generate random

instances and consider different demand generation scenarios to test different sensor

allocation rules. Results show that simple allocation rules, such as placing sensors

at customers with high demand or far from the depot, can significantly reduce the

total cost, particularly if combined with dynamic forecast information.

Keywords: Transportation and logistics; Inventory-routing; Dynamic forecast;

Sensors

7.1 Introduction

In this paper, we consider a problem where a supplier distributes a product to a set

of customers from a facility in a given planning horizon. In each period, the supplier

decides which customers to visit, the amount of the product to deliver to each of them,

and what delivery routes are used. The objective is to minimize the total cost of the

distribution policy, which includes routing costs and inventory costs, while ensuring that
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capacity constraints are not violated and stock-outs are kept at a minimum. This problem

is known as an Inventory Routing Problem (IRP). Both heuristics and exact algorithms

have been proposed in the literature for solving IRPs, considering different variants which

include problems with both a single and multiple vehicles, and both deterministic variants

and variants with stochastic demand. For thorough reviews of the variants of IRP, the

reader is referred to Andersson et al. (2010) and Coelho et al. (2014)

Before dealing with the operational problem of planning daily routes and determine

delivery amounts, many companies need to take a number of tactical decisions. Firstly:

Should the company make use of sensors? We use the term sensor for any device that is

placed at customers to measure and transmit information about the inventory levels in

real-time or on a regular basis. If the company makes use of sensors, decisions must be

made on the extent of the use: should all locations be equipped with a sensor or only

some of them? In the latter case, are there effective simple decision rules for determining

the placement of the sensors? Secondly: How much effort should the company put into

dynamically updating the parameters of their demand forecasts for anticipating future

filling of the inventories based on sensor data or based on information on the inventory

level at the time of the previous visits? These are the questions that we seek to answer

in this paper.

In practice, the demand at customers is often unknown, and forecasting can be used

to estimate future demands. Demand forecasts are usually based on past historical data

and the analysis of time series (Coelho et al., 2014). Such estimates are then used to

anticipate future inventory levels at customers, and thereby, more informed plans can be

made. Several studies have considered stochastic variants of the IRP, particularly with the

inclusion of stochastic customer demands. In these variants, the use of past information

to generate accurate demand forecasts can provide large improvements in costs (Alvarez

et al., 2021). For instance, Bertazzi et al. (2013) consider the case in which customer

demands follow a normal distribution and the customers are controlled by an order-up-to

level policy in a rolling horizon framework. Similarly, Coelho et al. (2014) study the case

in which demand follows a normal distribution, in this case considering also the presence

of trends and seasonality. The authors use different forecasting techniques and show that

the use of such information produce better results. Markov et al. (2020) address the IRP

problem with stochastic demands in a waste collection application. The authors assume

that waste containers are equipped with sensors that communicate its level and use the

information to produce demand forecasts using an adaptive large neighborhood search

algorithm. Recently, Alvarez et al. (2021) studied the effect of stochastic supply and

demand in an IRP framework, assuming that the demand is distributed according to a

uniform distribution.
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While in classical inventory control, both continuous and periodic review models as-

sume that the inventory level can be observed, this is generally not the case in IRPs

because the storage locations are geographically dispersed (Andersson et al., 2010). How-

ever, with the recent technological developments, placing sensors at customers to transmit

real-time information about the inventory levels is an increasingly more realistic option,

thereby reducing the length of the uncertain period between observations. Still, de-

pending on the application, the acquisition and installation costs of the sensor units can

represent a high investment, especially considering the IT infrastructure and maintenance

costs (Verma and Campbell, 2014; Nolz et al., 2014). Therefore, strategically selecting a

limited number of customers, rather than installing sensors in the entire network can keep

installation costs at a lower level, and may still result in significant gains for planning

purposes.

The use of sensor data to select an appropriate distribution or collection policy has

been used in several applications, including waste collection (Johansson, 2006; Mes et al.,

2014; Lozano et al., 2018; Markov et al., 2020), medical waste collection (Nolz et al., 2014),

carbon dioxide and nitrogen distribution (Coelho et al., 2014), submarine surveillance

(Basagni et al., 2014), and environmental monitoring (Vieira et al., 2015). Most of

the existing studies that include the use of sensor information assume that sensors are

installed at all customers (Flores-Luyo et al., 2020). For example, Elbek et al. (2017)

show that they can obtain a cost saving of 5.7% by introducing sensors in all locations in

a case study in waste collection. Verma and Campbell (2014) provide the first study that

focuses on the strategic allocation of sensors in an IRP framework. The authors examine

where to place a limited number of these sensor units by iteratively improving the set of

customers with sensors until the lowest expected routing cost is found. The authors find

that, even with a small number of sensors, significant savings can be obtained, and that

customers with higher daily usage, higher usage variance, and smaller container capacity

are more likely to be selected by the algorithm. More recently, Verma and Campbell

(2019) extend the work of Verma and Campbell (2014) by incorporating customer usage

rates correlation to choose which customers should have sensors to minimize routing costs.

In contrast with these previous studies, our study aims to find more general allocation

rules by comparing several rules with random strategies and to simultaneously assess the

effect of forecasts.

Our study focuses on three dimensions of tactical decisions: The first dimension is the

portion of the customers at which a sensor is placed. In our computational experiments,

we gradually vary this portion from no sensors to sensors at all locations. The second

dimension is the sensor allocation rule. We employ a number of simple sensor allocation

rules that are easy for companies to use in their tactical decision making. To assess the
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effects of the allocation rules, we develop a heuristic which is used for deciding which

customers to visit in each period, the amounts to deliver, and to perform the route

planning at the operational level. The third dimension is the type of used forecast.

Independently of the use of sensors, there will be a certain amount of historical demand

data available. For customers with sensors, data is available on a period by period level,

while for consumers without a sensor, data is only available from times of visits. In our

computational experiments, we test both dynamically updated forecast parameters and

constant parameters. Finally, we use our algorithm to solve several randomly generated

instances using different customer demand scenarios to assess the impact of varying overall

means, variance, and trend patterns in the use of the tested sensor allocation rules.

The remainder of the paper is organized as follows. In Section 7.2, we describe the

IRP which underlies our investigation and present the sensor allocation rules used in the

experiments. In Section 7.3, we provide a description of our rolling horizon framework

which includes a Variable Neighborhood Search Algorithm for the IRP with stochastic

demands. In Section 7.4, we provide an overview of the computational experiments,

including both details on experimental set-up and our findings. Finally, in Section 7.5,

we provide our recommendations.

7.2 Problem setup

In this section, we describe the problem setup and divide it into two parts. Firstly, in

Section 7.2.1, we present the description of the variant of the underlying IRP problem

with stochastic demands and sensor information which we consider in this study. Sec-

ondly, in Section 7.2.2, we present the sensor allocation rules which we compare in our

computational experiments to answer our research questions.

7.2.1 Problem description

Let G = (V,A) be a complete directed graph, where V is the set of vertices, vertex 0

denotes the depot, V ′ = V \ {0} denotes the set of customers, and A is the set of arcs

between all pairs of vertices. We use the term customer even though, in some applications,

they may in fact belong to the same company.

We consider a set of discrete time periods T = {1, ..., T }. In each period t ∈ T ,

there is a random demand dit for the products at customer i ∈ V ′. This demand is

satisfied from the available inventory at customer i ∈ V ′. This inventory is nonnegative,

and cannot exceed the fixed inventory holding capacity Q. The inventory level should be

sufficient to satisfy λ percent of the demand in expectation. If the inventory is insufficient,
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this demand is lost. The demand follows a probability distribution which is unknown,

however, historical demand information is assumed to be available for a number of periods

before t = 1. As a result, also the inventory level at the customers is random.

We assume that there is a single uncapacitated vehicle available each time period to

resupply the customers. The vehicle performs a route, which is a simple cycle in G that

starts and ends at the depot, and delivers some amount of the product to a subset of the

customers. When the vehicle serves a customer, it will always deliver a sufficient amount

of the product to bring the inventory level up to Q. A travel cost cij is incurred every

time the vehicle travels from i ∈ V to j ∈ V and a service cost si is incurred every time

that customer i ∈ V ′ is visited.

In our setting, we do not observe demand realizations, but we do observe inventory

levels whenever a vehicle arrives at a customer. That is, at the end of period t ∈ T , the

inventory levels of all customers that were visited in that period are known. Furthermore,

we can decide to equip customers with a sensor such that its inventory level can be

monitored. For these customers, the inventory level is known at the beginning of each

period t ∈ T . Furthermore, we need to decide in each period t ∈ T , which customers to

visit and in which order, i.e., which route is used. The objective is to minimize the total

expected travel and service costs.

7.2.2 Sensor allocation rules

Number Rule Description

1 Random x% of customers randomly
2 Far from depot Highest x-percentile in distance from the depot
3 Close to depot Lowest x-percentile in distance from the depot
4 High mean Highest x-percentile of the average demand
5 Low mean Lowest x-percentile of the average demand
6 High variance Highest x-percentile of the standard deviation
7 High trend Highest x-percentile of the slope estimate

Table 7.1: Summary of the allocation rules.

Before time period t = 1 we need to decide on the fraction of customers and which

customers we equip with a sensor. We consider seven simple but sensible decision rules for

the allocation, which are summarized in Table 7.1. Each rule is meant to be for assignment

of a percentage x of customers. The first rule consists of the random allocation of sensors

to customers. This rule is used as a benchmark rule from which we compare the potential

benefits of the rest of the rules. The second rule assigns sensors to the customers that

are far from the depot. For this rule, we sort the customer in decreasing order of the
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distance from the depot and select the highest x-percentile of them to have sensors.

The logic behind this rule is that visits to customers that are far from the depot may

involve higher routing costs, and information about their inventory levels can prevent

unnecessary visits which reduces total costs. In a similar way, for the third rule, we place

sensors at customers that are close to the depot, by selecting the lowest x-percentile of the

customers. We include this rule in order to assess the effect on how having information

on customers that are more likely to be included in routes for their closeness to the depot

affect routes.

The following rules are based on information about the demand, for which we assume

that historical data is available before t = 1. In the fourth rule we select customers with

high average demand. For this, we sort customers in decreasing order of the average

demand and select the ones within the highest x-percentile. Since all costumers have

the same inventory capacity and service level constraints, customers with high average

demand are more sensitive to demand variability. Thus, information about their inventory

levels can avoid visits that are too early (reducing costs), or too late (increasing service

level). In the fifth rule, we select customers with low average demand by selecting the

lowest x-percentile. Information about customers with low average demand may avoid

visits that, for example, are scheduled too early and postpone the visit in favour of other

customers. Next, in the sixth rule, we place sensors at customers with high variability

on demand. For this, we sort customers in decreasing order of the standard deviation

of the historical demand and select customers within the highest x-percentile. With this

rule we aim to reduce overall variability by focusing on customers with high variability.

Finally, the seventh rule consists of placing sensors at customers with a high, positive,

trend component on their demand. As an estimate of the trend, we estimate a slope

in the historical demand and select customers within the highest x-percentile of this

estimate. Customers with high positive trends on their demand need to adjust their

scheduled visits over time with new information that can be provided by sensors. This is

particularly sensitive information in the case where we consider constant forecasts. We

consider this rule for scenarios in which customers have significant differences regarding

demand trend estimates.

7.3 Assessing sensor allocations

We use a rolling horizon framework to assess the long-term effect of the sensor allocation

rules described in Section 7.2.2. In this framework, we iterate through each period t ∈ T
and plan all visits for the next p planning periods P = {t, . . . , t + p − 1}. This is done

to avoid visiting some customers too late or too early, but only execute the decisions for
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period t. To decide on which customers to visit in each period of the planning period,

and to design the corresponding routes, we use a Variable Neighbourhood Search (VNS)

algorithm inspired by the algorithm of Elbek and Wøhlk (2016). Our algorithm takes

a penalty function as input, which is dependent on a demand forecast. We distinguish

between two demand forecasts, which we refer to as static forecast and dynamic forecast.

In the static forecast, we estimate the parameters used in our penalty function using

data before period t = 1, and use these estimates in every period t ∈ T . In the dynamic

forecast, the estimates are updated at each period t ∈ T . The penalty function and

details on the two demand forecast are provided in Section 7.3.1, and the VNS algorithm

is provided in Section 7.3.2.

7.3.1 Penalty function

We construct a penalty function per customer i ∈ V ′ which serves as input for making

decisions on which customers to visit in period t ∈ T . The purpose of the penalty function

is to ensure that customers are visited early enough to avoid stock-outs, while at the same

time seeking to avoid visiting the customers before they need refilling of the inventory.

We make the simplifying assumption that during the planning period P , the demands

of a single customer i ∈ V ′ are independent and identically distributed and follow a

normal distribution. Note that demands can of course follow a different distribution.

However, since the planning period P is short compared to T , in cases that interest us

we believe the performance of our algorithm might not be much affected due to this

assumption. We estimate the two parameters of the distribution by using either a static

forecasts or a dynamic forecasts. These estimates are then used to compute the preferred,

earliest acceptable and last acceptable periods for visiting a customer.

In the static forecast, we estimate the mean and the variance of the normal distribution

in period 1 and use this estimate for all periods in T . In the dynamic forecast, we estimate

the mean and variance separately in each period t ∈ T for all periods in P . Our estimates

are based on observations of demand. Note, that we assume that the historical data

for a specific number of periods before period 1 is available, which consists of demand

realizations for each customer in each period before period 1.

For the dynamic forecast, more information is available. After period 1, although

demand realizations are not directly observed, inventory levels are. For customers with

sensors, the demand realizations can be inferred from the observed inventory levels, and

hence become available. For customers without sensors, we use as approximate demand

realizations, the difference in inventory levels between two visits, averaged over the peri-

ods. Observe that in the case of a stock-out, this is an underestimation of the realized

demand.
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The estimates of the mean and the variance of the normal distribution when using

dynamic forecasts are made in two steps. First we make a forecast of future demand,

using the double smoothing method proposed by Holt (2004). Then the demand forecasts

d̂i,t+h for all periods t + h ∈ P are used to compute an estimated mean µ̂i and standard

deviation σ̂i for each customer i ∈ V ′. For completeness sake, we repeat the double

smoothing method of Holt (2004) for our case. We use the following smoothing equations

to produce our forecasts at time t for period t + h, where t + h ∈ T in the static case,

and t+ h ∈ P in the dynamic case:

d̂i,t+h = lt + hbt, (7.1)

lt = αdit + (1− α)(lt̃ + bt̃), (7.2)

bt = β(lt − lt̃) + (1− β)bt̃ (7.3)

where lt is the estimated level coefficient at time t, t̃i is the previous time at which

the inventory level is known (either because the customer was visited or due to sensor

information), bt is the estimated coefficient of the trend, α ∈ (0, 1) is the smoothing

parameter for the level estimate, and β ∈ (0, 1) is the smoothing parameter for the

estimated trend coefficient. We calibrate the parameters α and β by using the historical

data on the demand, and fit the values that minimize the total root squared error.

Early (t′i) Pref. (t∗i ) Last (t′′i )

Forbidden (M)

t

πit

Figure 7.1: Illustration of the penalty function.

Next, we describe how these estimates are used to construct penalty functions. The

penalty function is only defined in the planning period P . In Figure 7.1, we illustrate

the form of the penalty function for a given customer. We first find the earliest (t′), the

preferred (t∗), and the last acceptable period (t′′) for serving the customer by finding the

largest integer value of ti that satisfies the following for three values of the parameter δ:

µ̂i(ti − t̃i) + zλ

√
σ̂2
i (ti − t̃i) + Zi ≤ δQ (7.4)
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where µ̂i and σ̂2
i are the estimates of the mean and variance of the demand, t̃i is defines

as above, Zi is the current known amount in the inventory, and zλ corresponds to the

λ quantile of the standard normal distribution or service level. To find the earliest,

preferred, and last acceptable period we set δ = {0.6, 0.4, 0.15}, respectively.

The penalty value for periods before the earliest period, t′, and after the last period,

t′′, are set to the forbidden value M , M > 2T . The penalty function has its minimum at

the preferred service period, t∗, and then increases linearly when approaching the earliest

and last acceptable period. We represent the fact that it is worse for the service quality

to visit customers after the best period than earlier, by setting a smaller slope a1 for the

periods before the preferred period:

πit =


1 + a1|t− t∗i | if t ∈ [t′i, t

∗
i ], t ∈ P

1 + a2|t− t∗i | if t ∈]t∗i , t
′′
i ], t ∈ P

M otherwise

(7.5)

where a1 < a2.

7.3.2 Variable neighborhood search algorithm

Our Variable Neighborhood Search, which is used in period t ∈ T , decides on which

customers to visit in each period of a planning period, and to design the corresponding

routes. Instead of minimizing the expected total travel and service costs, the objective

used in the VNS is actually to minimize the following, which reflects the total travel and

total penalized service costs.

C(P ) = min
∑
t∈P

Ct +
∑
t∈P

∑
i∈Vt

πitsi (7.6)

where Ct is the travel cost of the route performed in period t, πit is the penalty function

of serving the customer i in period t, and Vt is the set of customers served in period t.

The reason for using a different objective function in the VNS, is that the VNS does not

consider the full planning period T but only a short planning period P .

We initialize our algorithm at time t by creating an empty route for each period in P .

Then the customers are considered one at a time in arbitrary order. If there is at least

one period t ∈ P for which πit < M , then customer i is inserted into one of the routes

of P based on the cheapest insertion cost according to (7.6). If πit = M for all periods

t ∈ P , then the customer is temporarily placed in a pool of unrouted customers.

Each period t, the plan for the periods t, t+ 1, . . . , t+ p− 1 in the planning period

P are improved by reorganizing the customers between the periods and changing the
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routing sequence. This is done using a VNS algorithm (Mladenović and Hansen, 1997).

The algorithm is initialized with the solution obtained in the previous period, but updated

with new penalties. A VNS contains a set of shake neighborhood structures which include

random elements and are used to diversify the search, and a set of descent neighborhood

structures which are typically deterministic and are used to intensify the search. We use

six shake neighborhood structures in the following order:

• Select a random sequence of two to six customers in the route of a random period,

and relocate the sequence to a random period, where it is inserted in the route in

a best possible way.

• Remove a random customer from the route of a random period, and insert it at a

random position in the route of a random period.

• Randomly choose two customers from routes of different periods and swap them,

but insert the customers at a best possible position in each other’s route.

• Remove a random customer from the route of a random period, and insert it at a

best position among the routes in all other periods.

• Let k be a random number between three and six. Randomly select k customers

from the routes of random periods, relocate each of them to a the route of a random

period where it is inserted in a best possible way.

• Let k be a random number between three and six. Perform the swap neighborhood

structure k times.

Every time a shake is performed, the resulting solution is improved by a Variable

Neighborhood Descent (VND) using three neighborhood structures in the following order:

• Identify the pair of customers from the routes of the same or different periods,

which improve the solution the most when swapped, and swap them.

• Identify the 2-OPT move that improves the solution the most, and perform it.

• Identify the customer that improve the solution most when relocated to its best

position, and relocate it to that position.

After the VND is completed, the resulting solution is compared to the solution be-

fore the shake was performed, and it is decided if the solution should become the new

incumbent or if it should be rejected, in which case a new shake is performed based on

the same incumbent. The process is repeated for a number of iterations.
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7.4 Computational experiments

In this section, we present the results of our computational experiments. We base our

experiments on four demand scenarios that differ in the way the demands are generated.

We consider a normal distribution with a trend component to generate demands. Based

on the coefficient of variation (ratio between the mean and the variance), we consider the

following scenarios:

• Equal coefficient of variation for all customers, no trend (eCV).

• Varying coefficient of variation between customers, no trend (vCV).

• Equal coefficient of variation for all customers, trend (eCV-trend).

• Varying coefficient of variation between customers, trend (vCV-trend).

In the following we refer to the scenarios using their abbreviations. Details on the

assumptions on demand generation and parameter settings are presented in Section 7.4.1.

We present results on the scenario eCV in Section 7.4.2. In Section 7.4.3, we discuss the

effect of increasing the coefficient of variation in scenario eCV. Next, in Sections 7.4.4,

7.4.5, and 7.4.6 we present the results for scenarios vCV, eCV-trend, and vCV-trend,

respectively. For the implementation, the algorithm was coded in C++ and it was run

on a 3 GHz Intel X5450 processor, 24 GB RAM. Each reported result is the average over

10 instances per scenario, and for each of them an average over 5 runs of our algorithm.

7.4.1 Data generation and parameter setting

Demand generation parameter

Scenario µi σ2
i βi

eCV U(0.05, 0, 3) 0.1µ 0
vCV U(0.05, 0, 3) Xµ, where X ∼ U(0.1, 0.75) 0

eCV-trend U(0.05, 0, 3) 0.1µ U(−0.001, 0.002)
vCV-trend U(0.05, 0, 3) Xµ, where X ∼ U(0.1, 0.75) U(−0.001, 0.002)

Table 7.2: Demand generation scenarios.

We generate demands for each customer i and period t by using the random variable:

rit ∼ N (µi, σ
2
i ) + βit (7.7)
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and setting negative values to zero. In Equation (7.7), N (µi, σ
2
i ) is the normal distribution

with mean µi and variance σ2
i , and βi is a trend coefficient of the demand. For all scenarios,

the parameter µi is drawn from a uniform distribution on the interval [0.05, 0.3]. The

parameter σ2
i is selected based on the coefficient of variation (CV) (CV = σ2

i /µi) targeted

in our analysis. For example, for an instance with a CV = 0.1, we set σ2
i = 0.1µi.

For the scenarios in which the CV is equal (eCV and eCV-trend) we use CV=0.1

for all customers. For the scenarios of varying CV (vCV and vCV-trend) we draw CV

from a uniform distribution on the interval [0.1, 0.75]. In the scenarios without trend, we

set βi = 0, whereas in the scenarios with trend (eCV-trend and vCV-trend), the trend

component is drawn from a uniform distribution on the interval [−0.001, 0.001], allowing

the demand to have either positive and negative trends in the time horizon. The four

scenarios are summarized in Table 7.2.

In our experiments, we use |V ′| = 100 customers, T = 200 time periods, and a

planning period of |P | = 7. Demand is assumed to be known for 100 periods prior

to period t = 1. In order to create a distance matrix, customer locations are sampled

as x and y coordinates from a uniform distribution in the interval [0, 50]. We consider

euclidean distances rounded to the nearest integer. The depot is located at the origin.

For each customer, an initial level of inventory is drawn from a uniform distribution on

the interval [0, 0.8], and the inventory capacity is Q = 1. For each allocation rule, we

consider the selection of x ∈ {25%, 50%, 75%} of the customers. In the penalty function,

we set a1 = 0.2 and a2 = 1.2, and we use M = 1000. Furthermore, our algorithm seeks

to meet a service level of λ = 99%. Finally, the VNS algorithm performs 1000 iterations

each period.

7.4.2 Equal coefficient of variation with no trend

In Figure 7.2, we present the results obtained for the scenario eCV. The figure shows

the total cost savings (%) of the corresponding portion of customers with sensors (%)

and allocation rule, compared to the scenario without sensors, with static and dynamic

forecast, respectively. Note that rules 6 and 7 (high variance and high trend) are not

applicable for this scenario since the CV is fixed and there is no trend. We observe that

the benchmark rule, random allocation, shows a linear increase in cost savings as we

increase the percentage of customers with sensors. The two rules based on the distance

to the depot –far from the depot and close to the depot– show similar results compared

to the benchmark rule. This means that for this scenario, the distance to the depot

has no apparent explanatory value and, thus, it is not useful. In addition, we observe

that the placement of sensors at customers with low mean shows a poor performance,

which is outperformed even by the random allocation. Finally, the clear best allocation
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Figure 7.2: Total cost savings (%) for five allocation rules, with static and dynamic
forecasts, in the eCV scenario.

rule for this scenario is to place sensors at customers with high mean. In this case, the

incremental addition of sensors results in a concave increase of savings. For instance,

placing sensors only at 25% of the customers accounts for 83.6% of the savings that can

be achieved by placing sensors at all customers when using dynamic forecasts.

The use of dynamic forecasts has a positive effect on cost savings compared to the

static forecast. While allocation rules have a similar effect on cost savings when comparing

static and dynamic forecasts, the use of dynamic forecasts results in a cost reduction for

all rules and all percentages of customers with sensors. The largest difference in cost is

found in the case with no sensors (0%), where the use of dynamic forecasts yields a cost

savings of 4.9% compared to the static forecast.

7.4.3 Effect of increasing the coefficient of variation with no

trend

The level of uncertainty in the customer demands generally has an important impact on

routing decisions. In Figure 7.3, we present the total cost obtained by increasing the CV

of the demand generation from 10% to 75% for the eCV scenario for five allocation rules:

no sensors, high mean, random, far from the depot, and sensors everywhere. The results

correspond with static forecasts and 25% of customers with sensors. We observe that

the increase of the CV yields an increase of the total cost for all rules, showing a linear

increase in the case with sensors everywhere and a more concave increase for the other

rules. In addition, the relative effectiveness of the allocation rules depends on the value

of the CV. For a low CV (10% and 25%), the allocation of sensors at customers with high

mean demand provides better results; while in the cases with higher CV (50% and 75%),
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Figure 7.3: Total cost comparison for different allocation rules, for different CV (%) for
the eCV scenario, static forecasts, and sensors at 25% of customers.

the allocation of sensors at customers that are far from the depot yields the best results.

This implies that the effectiveness of the allocation rules depend heavily on the level of

demand uncertainty.

7.4.4 Varying coefficient of variation with no trend

Figure 7.4: Total cost savings (%) for six allocation rules, with static and dynamic
forecasts, in the vCV scenario.

In Figure 7.4, we show the total cost saving (%) for six allocation rules with static and

dynamic forecasts for scenario vCV. In this case, we include Rule 6, which is the allocation

of sensors at customers with high standard deviation. In this scenario, we observe that all

rules perform similar to the benchmark rule, which shows a linear increase in cost savings
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as we increase the CV. The allocation to customers with high variance, low mean, and

close to the depot show the closest results compared to the benchmark rule. This result

contrast the findings of Verma and Campbell (2014), in which the allocation of sensors in

customers with high variance was beneficial. The allocation to customers with high mean

shows a poor performance compared to the benchmark for a low percentage of customers

with sensors (less than 50%). The allocation of sensors to customers that are located far

from the depot shows higher cost savings for all percentages of customers with sensors.

In contrast with results from scenario eCV, the effect of using dynamic forecast has a less

relevant impact.

7.4.5 Equal coefficient of variation with trend

In Table 7.3, we present the results on total cost and lost demand for six allocation rules

and different portions of allocated sensors (%) for scenario eCV-trend, both in absolute

terms and as percentage decrease compared to the case without sensors. Note that we

include Rule 7, allocation to customers with high trends and omit rule 6, allocation to

customers with a high variance. Observe that our algorithm does not guarantee that at

most 99% of the demands are satisfied. The percentage of lost demand of the solutions

produced by our algorithm, is affected by the parameters of the penalty function. We

have chosen here to use the same parameters for all our experiments, to avoid too much

noise in our results. However, for this scenario, the solution does violate this constraint.

Hence, in contrast with results for scenarios eCV and vCV, where the amount of lost

demand is negligible, in this scenario they change depending on the allocation rule and,

therefore, results are included in the table.

In this scenario we observe that, compared to the benchmark rule, the allocation

of sensors to customers close to the depot, with high mean, low mean, and high trend

values show a lower performance in total cost. The rule that shows the best performance

for all percentages of sensors is the allocation of sensors at customers that are far from

the depot. This rule yields 9.8% savings with just 25% sensors allocated compared with

having no sensors. In terms of lost demand, we observe that the allocation of sensors

to customers with high trend values shows the lowest values in all cases. Finally, the

addition of sensors reduces the lost demand for all allocation rules.

We observe that the effect of using dynamic forecasts is more beneficial in scenario

eCV-trend compared to scenarios eCV and vCV. In the case with no sensors, the total

costs decreases from 85,401 to 69,146 when using dynamic forecasts, which represents a

decrease of 19% compared to a 4.9% decrease in scenario eCV.
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Static forecast Dynamic forecast

Sensors (%) Rule Total cost ∆(%) Lost demand ∆ (%) Total cost ∆ (%) Lost demand ∆(%)

0 85,401 - 5.5 - 69,146 - 4.8 -

25

Random 78,108 8.5 5.7 -4.3 67,140 2.9 4.5 5.9
Far from the depot 77,046 9.8 5.9 -8.4 65,899 4.7 3.5 27.4
Close to the depot 81,788 4.2 3.2 42.0 67,226 2.8 3.8 20.5
High avg. demand 79,278 7.2 3.6 33.8 66,344 4.1 3.8 19.7
Low avg. demand 78,423 8.2 4.4 18.9 67,668 2.1 2.6 44.8
High trend 80,946 5.2 1.2 78.3 69,876 - 1.1 3.0 37.9

50

Random 72,166 15.5 5.3 3.9 64,034 7.4 4.2 12.2
Far from the depot 69,396 18.7 5.5 0.4 62,701 9.3 2.5 48.1
Close to the depot 75,017 12.2 3.0 45.6 64,836 6.2 3.3 30.4
High mean 72,866 14.7 2.0 63.2 64,392 6.9 4.4 6.9
Low mean 71,745 16.0 3.7 31.7 65,228 5.7 1.8 62.5
High trend 75,712 11.3 0.2 96.4 67,758 2.0 2.6 45.6

75

Random 65,550 23.2 2.6 52.0 61,287 11.4 2.2 54.7
Far from the depot 61,813 27.6 4.7 13.8 59,408 14.1 1.6 66.8
Close to the depot 68,395 19.9 1.7 69.0 62,012 10.3 1.5 69.0
High mean 65,682 23.1 1.6 71.2 62,017 10.3 1.1 75.9
Low mean 65,984 22.7 1.8 67.6 61,020 11.8 0.7 85.6
High trend 66,362 22.3 0.3 94.0 61,721 10.7 2.4 49.4

100 55,698 34.8 0.5 90.1 55,578 19.6 0.5 89.1

Table 7.3: Total cost and lost demand results for scenario eCV-trend.

7.4.6 Varying coefficient of variation with trend

In Table 7.4, we show the results obtained for scenario vCV-trend, which are presented in

the same format as Table 7.3. Similar to the results obtained for scenario eCV-trend, the

effect of using the dynamic forecast are more pronounced compared to the cases where

trends are not considered. There is a decrease of 12% in total costs when using dynamic

forecasts in the case without sensors. The rule of having sensors at customers that are

far from the depot is again the best option as it is in scenarios vCV and eCV-trend. We

observe that placing sensors at customers with high variance or high trend results in a

considerable reduction in lost demand at the expense of a total cost increase.

7.5 Recommendation

In this paper, we consider the problem of placing a limited number of sensors at customers

and using dynamic forecasts to reduce cost in a stochastic inventory routing setting. In

order to evaluate the expected total route and service cost, and the amount of lost sales,

we use a Variable Neighborhood Search that is embedded in a rolling horizon framework.

We focus on the effect of three tactical decisions: the portion of customers with sensors,

the rule by which those customers are selected, and the decision of using static or dynamic

forecasting in the operational planning. We perform extensive computational experiments

to assess seven different allocation rules for four different scenarios that depend on the
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Static forecast Dynamic forecast

Sensors (%) Rule Total cost ∆(%) Lost demand ∆ (%) Total cost ∆ (%) Lost demand ∆(%)

0 81,968 - 8.1 - 71403 - 7.5 -

25

Random 77,146 5.9 6.8 15.7 67891 4.9 5.9 21.6
Far from the depot 73,589 10.2 8.3 -2.8 66464 6.9 7.6 -1.7
Close to the depot 78,481 4.3 6.1 24.6 69408 2.8 6.1 19.0
High mean 76,733 6.4 7.4 9.0 68433 4.2 6.7 11.5
Low mean 76,323 6.9 7.5 7.2 68426 4.2 7.6 -1.2
High variance 79,603 2.9 4.0 51.1 71,548 -0.2 2.9 61.3
High trend 78,115 4.7 2.1 73.8 68,953 3.4 3.3 55.7

50

Random 69,771 14.9 5.7 29.7 64277 10.0 5.2 30.4
Far from the depot 66,903 18.4 7.2 11.4 63077 11.7 5.8 23.2
Close to the depot 73,082 10.8 4.8 40.6 66118 7.4 4.6 38.9
High mean 70,820 13.6 6.1 24.2 65475 8.3 6.0 20.3
Low mean 69,557 15.1 6.3 22.3 64548 9.6 5.5 26.2
High variance 74,344 9.3 0.6 92.3 69,867 2.2 1.0 86.6
High trend 71,325 13.0 4.3 47.2 64,707 9.4 2.9 61.0

75

Random 63,666 22.3 2.8 64.9 60620 15.1 3.8 49.5
Far from the depot 60,887 25.7 5.9 27.1 59199 17.1 4.7 37.2
Close to the depot 68,147 16.9 3.7 54.2 63480 11.1 3.7 50.8
High mean 63,623 22.4 4.3 46.4 60820 14.8 4.3 43.3
Low mean 62,909 23.3 4.2 48.2 60632 15.1 4.1 46.1
High variance 67,050 18.2 0.8 89.6 64,789 9.3 1.0 86.5
High trend 65,388 20.2 1.9 76.7 62,001 13.2 2.6 66.0

100 55,781 31.9 1.9 76.8 55788 21.9 1.9 74.2

Table 7.4: Total cost and lost demand results for scenario vCV-trend.

parameters used to generate the customer demands.

Based on the analysis of our experiments, we recommend the following to companies

that face a stochastic Inventory Routing Problem of the type investigated in this paper,

and which cannot perform a detailed analysis of their specific case: Firstly, we recommend

to take full advantage of the data that is available by using dynamic, rather than static

forecasts, independently of whether the data originates from sensors or from observations

upon refilling. Secondly, if sensors are acquired for some customers, but not all, we

generally recommend placing those sensors at the customers furthest from the depot.

There is one exception to this recommendation: If the customers are equally volatile

and there are no trends in the demand, we instead, recommend placing the sensors

at the customers with highest average demand. Thirdly, in terms of the portion of

customers to equip with a sensor, our analysis indicates an approximately linear cost

saving compared to the portion of customers with sensors. We therefore recommend the

company to carefully compare the cost of additional sensors with this linear benefit. The

only exception from this is for companies where the customers are equally volatile and

there are no trends in the demand. In this situation we observe decreasing benefits from

adding additional sensors. In this situation, we thus recommend using some sensors, but

not necessarily sensors at all customers. It goes without saying that all recommendations

should be carefully compared to the costs of the equipment and IT, and costs of installing
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and running the more technical systems.
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Appendix A

In Table 7.5, we present the total costs obtained for Scenarios 1 and 2, which corresponds

to the results presented in Figures 7.2 and 7.4.

Scenario eCV Scenario vCV

Sensors (%) Rule Static forecast Dynamic forecast Static forecast Dynamic forecast

0 - 78,158 74,608 109,256 107,052

25

High mean 65,622 64,232 106,807 104,907

Far from depot 72,554 69,740 101,907 100,607

Random 72,710 69,552 103,944 102,802

Close from depot 74,889 71,817 104,993 103,579

Low mean 75,838 72,282 104,758 103,044

High variance - - 103,716 101,895

50

High mean 62,319 61,761 100,864 100,084

Far from depot 67,650 65,346 96,165 95,018

Random 68,355 65,605 97,891 97,176

Close from depot 69,517 67,063 98,952 98,613

Low mean 73,147 69,525 96,896 96,084

High variance - - 97,921 96,956

75

High mean 59,396 59,288 90,877 90,504

Far from depot 61,313 60,392 90,261 90,061

Random 62,754 61,281 91,766 91,933

Close from depot 64,297 62,856 93,546 93,173

Low mean 68,389 66,262 91,108 90,421

High variance - - 91,979 90,910

100 - 57,553 57,221 85,394 85,665

Table 7.5: Summary of the total cost results for Scenarios 1 and 2.
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CHAPTER 8

A branch-and-cut algorithm for a skip pick-up and

delivery problem

History: This chapter has been prepared in collaboration with Jose Belenguer and Sanne

Wøhlk. This work has been prepared during my visit to the University of Valencia, Spain,

during fall 2021. This chapter is still in preparation.
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Abstract

In this study we present a branch-and-price algorithm for a skip pick-up and

delivery problem. The study is motivated by a real-life problem in which full con-

tainers are transported from waste drop-off stations to treatment facilities where

they are emptied, and then brought back to the original drop-off station. The trans-

portation of the skips is done by trucks with the capacity of carrying two containers

at a time. The planning problem is to assign trucks to the routes that perform the

collection to satisfy a number of requests in a planning period. A truck route starts

at the first pickup, the truck then performs a sequence of pickups, treatments, and

deliveries, and the route ends at the last delivery. From the truck perspective, the

three actions of pickup, treatment, and delivery can be performed in any order

that respects the vehicle capacity of two and the route duration constraint, but for

the single request, the three actions must be performed in the stated order. The

problem is formulated as a mixed integer linear problem and several classes of valid

inequalities are proposed and integrated into a branch-and-price algorithm.

Keywords: Transport, pickup and delivery problems, skip transport, waste, branch-

and-cut.

8.1 Introduction

In this paper, we present a branch-and-price algorithm for a skip pick-up and delivery

problem which was first presented by Wøhlk and Laporte (2022). In this problem, a

number of skips must be picked up from their origin by a vehicle that can carry two skips.

They are then transported to a predefined treatment facility, where they are empties,
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after which the empty skips are returned to their origins. The problem origins from the

transport at skips from recycling stations to recycling treatment facilities, and back. A

sufficiently large fleet of vehicles is available to perform the service of the requests for

having the skips emptied. A vehicle route starts at the first pickup, performs a sequence

of pickups, treatments, and deliveries, and ends at the last delivery. From the vehicle

perspective, the three actions of pickup, treatment, and delivery can be performed in any

order that respects the vehicle capacity of two and the route duration constraint, but for

the single request, the three actions must be performed in the stated order. In Figure

8.1, we illustrate how the action a vehicle can perform depend on the current load of the

vehicle.

Figure 8.1: Illustration of how the possible actions depend on the current load of the
vehicle. Full skips are shown in black, while empty skips are shown in white. For
example, the lower right illustration shows that for a vehicle carrying two full skips,
the only possible next action is to empty one of them.

The class of pickup and delivery problems is large and rich (Berbeglia et al., 2007;

Parragh et al., 2008; Battarra et al., 2014), and in the following, we are merely giving

examples. It includes problems in which requests must be transported to or from a

common depot or between customers. In the latter case, the pickup and delivery locations

can be paired one-to-one or unpaired, in which case the demand of the delivery locations

just need to be satisfied by the supply of the pickup locations. The problem studied in this

paper has multiple pickup locations and multiple treatment locations, but not individual

ones for each request as is common in the many-to-many variants. Our problem is double-

paired: Each skip must be picked up and transported to a predefined treatment location

(paired) and then returned back to the origin (paired again).

de Meulemeester et al. (1997) was the first to present a skip pick-up and delivery

problem as a problem of transporting full and empty skips. In the literature, the problem

is also referred as the rollon-rolloff vehicle routing problem (Bodin et al., 2000) or as the

combination truck routing problem (Li et al., 2016). Again, this problem is structurally
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different from our problem. Several variants of the skip pick-up and delivery problem

have since been studied in the literature. However, most of them consider variants of the

version in which the vehicle can carry only one skip at a time, as for example Archetti

and Speranza (2005). Aringhieri et al. (2004); Baldacci et al. (2006), and Benjamin and

Beasley (2010) consider the case in which there is more than one disposal site. Benjamin

and Beasley (2010); Wy et al. (2013), and Li et al. (2018) study the problem with time

windows constraints. Aringhieri et al. (2018) considers the case with route durations

constraints, and Benjamin and Beasley (2010) considers a driver rest period. Rabbani

et al. (2016) uses a different approach by minimizing the number of vehicles used in the

solution. Finally, Li et al. (2018) study the problem in which there is a different routing

cost of the vehicle depending on whether the skip is full or empty.

While many papers approach the problem variations with heuristics, several studies

also take a mathematical programming approach to optimizing the problem, including

branch-and-bound de Meulemeester et al. (1997), branch-and-cut Ropke et al (2007),

Benders decomposition Li et al. (2018), and column generation Raucq et al. (2019).

Many routing-like papers (see Ropke et al (2007) for an example) involve vehicles that

can carry many requests sequentially, but skip pick-up and delivery problems usually

involve vehicles that can only carry one skip at a time (see Archetti and Speranza (2005)

for an example). Few studies consider the case where the vehicle can carry two skips

at a time Archetti et al. (2005); Raucq et al. (2019); Wøhlk and Laporte (2022) The

problem studied in Raucq et al. (2019) origins from transport of full and empty skips

in the context of industrial waste. Two types of vehicles that can carry either one or

two skips are used, and the problem is approached by a heuristic columns generation

algorithm. Also originating from a waste application, Wøhlk and Laporte (2022) study

the problem considered in this paper as well as a version of the problem which allows

for more flexibility regarding the return of skips. Mathematical models are presented for

both versions, and they are solved by a meta-heuristic inspired by variable neighborhood

search. Archetti et al. (2005) study the problem of delivering skips from a joint depot to

customers, and show that if the vehicle capacity is two, then the problem can be solved

in polynomial time, but if it is larger than two, then the problem is NP-hard. However,

is should be noted that the problem has a less complex structure than our problem.

Taking the model of Wøhlk and Laporte (2022) as a starting point, we derive several

classes of valid inequalities for the skip pickup and delivery problem with fixed return,

and we integrate them into and branch-and-price algorithm, and show that when using

CPLEX’s default settings, this yields a stronger model.

The rest of this paper is structured as follows. In Section 8.2, we describe the problem

and present the mathematical model. In Section 8.3, we present the valid inequalities we
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use to strengthen our mathematical model. We divide this section into two parts: first,

presenting the valid inequalities presented in Wøhlk and Laporte (2022), and, second, the

new inequalities we propose for the problem. Details on our branch-and-cut algorithm

are presented in Section 8.4. In Section 8.5 we present the results of our computational

experiments. Finally, Section 8.6 concludes.

8.2 Problem description

Let n be the number of requests to satisfy. Each request consists of the transportation of

a full skip from a pick-up location to a treatment facility, where the skip is emptied; and

the delivery of the empty skip to the original pick-up location. Each request is assigned

to a vehicle which must perform services of the requests within a fixed time limit T .

We assume that there is a sufficiently large number K of vehicles to meet the requests.

The vehicles have the capacity of carrying two skips which can be moved in any order.

Each vehicle performs an open route which starts at its first pick-up and ends at its final

delivery. Each of the three operations –pick-up, treatment, and delivery– has a fixed

operation time.

The objective of the problem is to identify the set of routes that satisfy all requests

that minimizes the total costs and respect the total time limits. The total cost includes

both the transportation costs and the fixed cost for each vehicle used in the solution.

8.2.1 Mathematical model

We define the problem on a directed graph G(N,A), with a node set N = {0, ..., 3n+ 1}
and a arc set A. Nodes 0 and d = 3n+ 1 are dummy nodes which denote the origin and

destination dummy nodes, respectively. We define three node subsets: NP = {1, ..., n}
for pick-up nodes, NT = {n + 1, ..., 2n} for treatment nodes, and ND = {2n + 1, ..., 3n}
for delivery nodes. With this notation, each request i is associated with a pick-up node

i ∈ NP , a treatment node n + i ∈ NT , and a delivery node 2n + i ∈ ND. Each node

i ∈ N is associated with a service time si. Each arc (i, j) ∈ A, is associated with a travel

cost cij, a travel time tij, and a fixed cost c̄ is associated with each vehicle used in the

solution. Because the vehicles perform open routes, we have c0j = t0j = cjd = tjd = 0

for all nodes j ∈ N and s0 = sd = 0. The fixed vehicle cost is denoted by c. We define

si = si + sn+i + s2n+i ∀i ∈ NP , si = si + sn+i ∀i ∈ NT , and si = si ∀i ∈ ND, to be the

service times for nodes in NP , NT , and ND, respectively.

Each node is associated with a physical location, namely the location of the corre-

sponding recycling center or treatment facility. We define L as the set of locations, and
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for each request i, we use α(i) to denote the pickup and delivery location, while β(i)

denotes the location of the associated treatment facility.

Each node i ∈ N is associated with a load parameter qhi , where h ∈ H = {1, ..., 2n} is

a variable in which the first n values represent a full skips and the remaining represent

empty skips. The load parameters take the following values:

qhi =


1 i ∈ NP ∪NT , h = i,

−1 i ∈ NT ∪ND, h = i− n,
0 otherwise.

In addition, we define auxiliary variables Qh
i for all nodes i ∈ N and for h ∈ H as

follows:

Qh
i = fraction of skip h on the vehicle when it leaves node i ∀i ∈ N,∀h ∈ H.

The constraints in the model force all Qh
i variables to take binary values. We define

Qh
i for the dummy nodes 0 and d, and fix Qh

0 = Qh
d = 0 for all h ∈ H. We fix Qh

i = 1

for nodes i ∈ NP ∪ NT for the cases where i = h, since it represents particular pick-

up and empty operations. Finally, we fix Qh
i = 0 for nodes i ∈ NT ∪ ND in the cases

where i = h+ n since it represents particular empty, or delivery operations. For all arcs

(i, j) ∈ A \ {(0, d)} we define the following decision variables:

xij =

{
1 if arc (i, j) is used,

0 otherwise,

The integer variable x0,d represents the number of unused vehicles. Due to infeasibility

of sequences of actions, some arcs in the graph are not allowed. We denote this set of

arcs as A0, and define it a follows:

A0 = {(0, j), j ∈ NT ∪ND} ∪ {(i, d), i ∈ NP ∪NT} ∪ {(i, 2n+ i), i ∈ NP} ∪

{(n+ i, i), i ∈ NP ∪NT} ∪ {(2n+ i, i), i ∈ NP}

In the model, we fix the variables corresponding to the arcs in A0 to zero. For all nodes

i ∈ N , we define the following time variables:

Bi = time when a vehicle arrives at node i ∈ N.
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The problem can be formulated as:

minimize
∑

(i,j)∈A

cijxij +
∑
j∈NP

cx0j (8.1)

subject to
∑

j∈NP∪{d}

x0j = |K| (8.2)

∑
i∈ND∪{0}

xid = |K| (8.3)

∑
j:(i,j)∈A

xij = 1 i ∈ N \ {0, d} (8.4)

∑
j:(j,i)∈A

xji = 1 i ∈ N \ {0, d} (8.5)

xij + xji ≤ 1 i, j ∈ N : (i, j), (j, i) ∈ A (8.6)

B0 = 0 (8.7)

Bi ≤ Bn+i i ∈ NP ∪NT (8.8)

Bi + si + tij −Bj ≤ (1− xij)M (i, j) ∈ A, j 6= d (8.9)

Qh
0 = 0 h ∈ H (8.10)

Qh
d = 0 h ∈ H (8.11)

Qh
j ≥ Qh

i + qhj − (1− xij) (i, j) ∈ A \ {(0, d)}, h ∈ H (8.12)

Qh
j ≤ Qh

i + qhj + (1− xij) (i, j) ∈ A \ {(0, d)}, h ∈ H (8.13)

0 ≤
∑
h∈H

Qh
i ≤ 2 i ∈ N \ {0, d} (8.14)

0 ≤ Qh
i ≤ 1 i ∈ N, h ∈ H (8.15)

0 ≤ Bi ≤ T − si i ∈ N \ {0, d} (8.16)

xij = 0 (i, j) ∈ A0 (8.17)

xij ∈ {0, 1} (i, j) ∈ A \ {(0, d)} (8.18)

x0d ≥ 0 and integer. (8.19)

The objective function (8.1) minimizes the sum of both the travel costs and fixed

costs of using each of the vehicles. Constraints (8.2) ensures that vehicles leave the

dummy origin, and constraint (8.2) ensures vehicles enter the dummy destination. For

non-dummy nodes, constraints (8.4) and (8.5) ensure that nodes are visited exactly once.

This enforces the continuity of the routes. Constraints (8.6) prevents two-nodes cycles.

The time of the visit to the nodes is controlled by constraints (8.7), (8.8), and (8.9). In

constraint (8.9), it is sufficient to use M = T + maxi∈N{si}+ max(i,j)∈A{tij}. The flow of

skips is controlled by constraints (8.10)–(8.13). In constraints (8.12) and (8.13) we used
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a coefficient M = 1 due to the one-to-one correspondence between qhi and Qh
i for fixed h.

Constraints (8.14) define the capacity of the vehicles. Finally, constraints (8.15)–(8.19)

define the domain of the variables Qh
i , Bi, and xij.

8.3 Valid inequalities

In this section we present several families of valid inequalities that can be included into

the model presented in Section 8.2.1 in order to strengthen its linear relaxation. First,

in Section 8.3.1 we present the valid inequalities proposed by Wøhlk and Laporte (2022)

for the skip pick-and-delivery problem. Second, in Section 8.3.2 we show the new valid

inequalities we have proposed for this problem. More emphasis in the description of the

inequalities is put in the new inequalities rather than the ones proposed in the original

paper.

8.3.1 Inequalities presented in Wølhk and Laporte (2021)

In (8.20) we present six families of inequalities that are based on the possible actions of a

vehicle before and after visiting a given node i ∈ N . For example, the first family states

that it is only possible to pick-up two skips in a sequence, considering that the capacity

of the vehicles is two skips, as well as the fact that it is not possible to deliver an empty

skip immediately after picking up two skips. The remaining families of inequalities follow

the a similar logic considering the cases in which i ∈ NT and i ∈ ND.

∑
l∈NP ,l 6=i xli +

∑
j∈NP∪ND,j 6=i xij ≤ 1 i ∈ NP∑

l∈NP∪NT ,l 6=i xli +
∑

j∈NP ,j 6=i xij ≤ 1 i ∈ NP∑
l∈NT ,l 6=i xli +

∑
j∈NP∪NT ,j 6=i xij ≤ 1 i ∈ NT∑

l∈NT∪ND,l 6=i xli +
∑

j∈NT ,j 6=i xij ≤ 1 i ∈ NT∑
l∈ND,l 6=i xli +

∑
j∈NT∪ND,j 6=i xij ≤ 1 i ∈ ND∑

l∈ND∪NP ,l 6=i xli +
∑

j∈ND,j 6=i xij ≤ 1 i ∈ ND.

(8.20)

In capacitated routing problems, rounded capacity inequalities are usually included

as valid inequalities to establish capacity lower bounds. The same logic can be used in

our problem based on the fact that a vehicle can carry at most two skips. In (8.21) we

present a family of inequalities with the lower bound of the number of vehicles that can
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enter or leave specific subset of nodes.

∑
i∈NP

∑
j∈NT∪ND∪{0} xji ≥ dn/2e∑

i∈NP

∑
j∈NT∪ND

xij ≥ dn/2e∑
i∈NT

∑
j∈NP∪ND

xji ≥ dn/2e∑
i∈NT

∑
j∈NP∪ND

xij ≥ dn/2e∑
i∈ND

∑
j∈NP∪NT

xji ≥ dn/2e∑
i∈ND

∑
j∈NP∪NT∪{d} xij ≥ dn/2e.

(8.21)

Similar rounded capacity constraints can also be added when we consider a specific

action at the same location. Let NP|l be the set of nodes associated with a pick-up of a

container at location l. Similarly, let NT|l and ND|l be the sets of nodes corresponding

to emptying and delivery at location l, respectively. The family of valid inequalities for

specific location and action are presented in (8.22):

∑
i∈NP|l

∑
j∈{0}∪(NP \NP|l )∪NT∪ND

xji ≥ d|NP|l |/2e l ∈ L∑
i∈NT|l

∑
j∈NP∪(NT \NT|l )∪ND

xji ≥ d|NT|l |/2e l ∈ L∑
i∈ND|l

∑
j∈NP∪NT∪(ND\ND|l )

xji ≥ d|ND|l |/2e l ∈ L.

(8.22)

Traditional subtour elimination constraints can be lifted to pick-up and delivery prob-

lems as shown in Cordeau (2006). For each pair i, j ∈ NT and triplets i, j, h ∈ NT of

nodes, we have added the lifted subtour elimination constraints of Cordeau (2006) for

pairs and triplets. In (8.23) we show the case for pairs of nodes. The extension to the

case of triplets of nodes is straightforward and results from a change of the right-hand

side to 2 instead of 1.

xij + xi,j−n + xji + xj,i−n ≤ 1 i, j ∈ NT , i 6= j

xij + xi+n,j + xji + xj+n,i ≤ 1 i, j ∈ NT , i 6= j.
(8.23)

Wøhlk and Laporte (2021) shows that the constraints lifted by Cordeau (2006) can be

lifted even further for pairs of triplets in NP and ND based on the specific structure of the

problem for pairs and triplets in NP and ND. This provides the two sets of constraints

in (8.24) for pairs of nodes. The extension to triplets is straightforward and results from

a change of the right-hand side to 2 instead of 1.

xij + xi+n,j + xi+2n,j + xji + xj+n,i + xj+2n,i ≤ 1 i, j ∈ NP , i 6= j

xij + xi,j−n + xi,j−2n + xji + xj,i−n + xj,i−2n ≤ 1 i, j ∈ ND, i 6= j.
(8.24)
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We included families of symmetry breaking constraints. Let α(i) and β(i) be the pick-

up and treatment locations for the request i, respectively. The first set of inequalities

(8.25) eliminates the symmetries when two equal actions are performed sequentially. The

family of inequalities in (8.26) eliminates the symmetry of different actions performed in

sequence at the same location.

xij = 0 i, j ∈ NP , α(i) = α(j), i > j

xij = 0 i, j ∈ NT , β(i) = β(j), i > j

xij = 0 i, j ∈ ND, α(i) = α(j), i > j;

(8.25)

xij = 0 i ∈ NP , j ∈ ND, α(i) = α(j)

xij = 0 i ∈ NT , j ∈ NP , β(i) = α(j)

xij = 0 i ∈ ND, j ∈ NT , α(i) = β(j).

(8.26)

In (8.27) we consider the case of two requests that are exactly the same –same pickup

and same treatment–, in which case the request with the smallest ID should be picked

up first, or at least not later than the other.

Bi ≤ Bj ∀i, j ∈ NP , i < j, α(i) = α(j), β(i) = β(j); (8.27)

Finally, we consider a lower bound of the number of vehicles needed to service all

requests to be the sum of the travel and service times divided by the maximum time

available for one vehicle. We add this lower bound using 8.28:

∑
j∈NP

x0j ≥

⌈
(
∑
r∈R

tα(r)β(r) +
∑
i∈N

si)/T

⌉
. (8.28)

8.3.2 New inequalities

In this section, we propose six new families of valid inequalities for the problem. Some

families consist of a significant number of inequalities and in those cases, we only argue for

validity of the first one. Besides these new inequalities, the standard sub tour elimination

constraints are also valid for this problem∑
i∈S

∑
j∈S,j 6=i

xij ≤ |S| − 1 ∀i, j ∈ S ⊆ N \ {0, d}, |S| > 2 (8.29)
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Furthermore, we note that constraints (8.8) can be tightened as follows:

Bi + si + ti,n+i ≤ Bn+i ∀i ∈ NP ∪NT . (8.30)

Cross inequalities

We consider a family of valid inequalities that arise from the order of actions that can

be performed for two requests. Let i ∈ NP and consider first j ∈ NT . In this case, it can

easily be argued that (8.31) holds. This is illustrated in Figure 8.2. The figure represents

two requests and its respective pick-ups (i,−n + j), treatments (n + i, j) and delivery

(2n+ i, n+ j) nodes. The arcs represent travels between nodes.

xij + xji + x2n+i,j + xj,2n+i ≤ 1 ∀i ∈ NP ,∀j ∈ NT \ {n+ i}. (8.31)

i n+ i 2n+ i

−n+ j j n+ j

Figure 8.2: Illustration of 8.31 i ∈ NP , j ∈ NT \ {n+ i}.

In fact, this constraint is valid for any j ∈ N \ {0, d, i, n + i, 2n + i}, but we can lift

it by considering two possible sets in which j can belong: pick-up or delivery. In the

first case, where j ∈ NP , we can lift the inequality by adding the two terms shown in

(8.32). This is illustrated in Figure 8.3. The argument for (8.32) is based on the fact that

if we use one of the two arcs between nodes i and 2n + j, we cannot use an arc in the

opposite direction, between nodes 2n + i and j. This is because an arc between 2n + i

and j involves the delivery of i, which conflicts with the fact that the other arc involves

pick-up of i which has to happen before. Furthermore, using one of the arcs between i

and j together with any of the arcs involving a delivery node, would result in a conflict

regarding the corresponding treatment node.

xij + xji + x2n+i,j + xj,2n+i + xi,2n+j + x2n+j,i ≤ 1 ∀i ∈ NP ,∀j ∈ NP \ {i}. (8.32)

The second case, when j ∈ ND, follows a similar argument and results in the inequality
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i n+ i 2n+ i

j n+ j 2n+ j

Figure 8.3: Illustration of constraint (8.32) for the case i, j ∈ NP , i 6= j.

shown in (8.33). This case is illustrated in Figure 8.4.

xij + xji + x2n+i,j + xj,2n+i + x2n+i,−2n+j + x−2n+j,2n+i ≤ 1 ∀i ∈ NP ,∀j ∈ ND \ {2n+ i}.
(8.33)

i n+ i 2n+ i

−2n+ j −n+ j j

Figure 8.4: Illustration of constraint (8.33) in the case i ∈ NP , j ∈ ND \ {2n+ i}.

Two additional families of inequalities can be added, with a similar argument, when

considering crossing arcs between pick-up and treatment, and crossing arcs between treat-

ment and deliveries. The first case is illustrated in the left side of Figure 8.5 and given

in (8.34). In this case, the argument of the constraint is that if we use one of the two

arcs from a pick-up i to a treatment n + j, we cannot use one of the arcs from or to a

pick-up j to a treatment n + i. The same is true for a crossing arcs between treatments

and deliveries, which is illustrated in the right side of Figure 8.5 and given as a constraint

in (8.35).

xi,n+j + xn+j,i + xj,n+i + xn+i,j ≤ 1 ∀i, j ∈ NP , j 6= i. (8.34)

xi,n+j + xn+j,i + xj,n+i + xn+i,j ≤ 1 ∀i, j ∈ NT , j 6= i. (8.35)

Asymmetric cross inequalities

We consider the asymmetric case of cross inequalities, when one of the symmetric arcs

travels to a different node –and not follows the opposite direction of the arc, adding a

different variable to the inequality. For all pairs of nodes i, j ∈ NP , i 6= j we can add the
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i n+ i 2n+ i

j n+ j 2n+ j

−n+ i i n+ i

−n+ j j n+ j

Figure 8.5: Illustration of constraints (8.34) and (8.35).

following valid inequality:

xi,j + xi,n+j + xn+j,i + xn+i,j + x2n+j,i ≤ 1 ∀i, j ∈ NP , j 6= i. (8.36)

Inequality (8.36) is illustrated in the left side of Figure 8.6. The inequality comes

from removing the arc from j to n + i from the left side of Figure 8.5 and adding arcs

from i to j and from 2n+ 2 to i. Following the same logic, we can add inequality (8.37),

which is illustrated in the right side of Figure 8.6.

xn+i,n+j + xn+i,2n+j + x2n+j,n+i + x2n+i,n+j ≤ 1 ∀i, j ∈ NP , j 6= i. (8.37)

i n+ i 2n+ i

j n+ j 2n+ j

i n+ i 2n+ i

j n+ j 2n+ j

Figure 8.6: Illustration of inequalities (8.36) and (8.37) .

Finally, we can flip inequalities (8.36) and (8.37) as illustrated in Figure 8.7. These

two cases are presented in (8.38) and (8.39), respectively.

x2n+j,2n+i + x2n+j,n+i + x2n+i,n+j + xn+j,2n+i + x2n+i,j ≤ 1 ∀i, j ∈ NP , j 6= i. (8.38)

xn+j,n+i + xn+j,i + xn+i,j + xj,n+i ≤ 1 ∀i, j ∈ NP , j 6= i. (8.39)

Precedence and successor inequalities

In this section, we derive valid inequalities that are based on investigating which arcs can

be used to leave a node j given that a specific arc is used to enter node j, i.e., we answer

the question: given that xij = 1, which other variables xjk must then necessarily also be
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i n+ i 2n+ i

j n+ j 2n+ j

i n+ i 2n+ i

j n+ j 2n+ j

Figure 8.7: Illustration of inequalities (8.38) and (8.39).

1? In (8.40)–(8.48) we present the arcs that can occur after the arc on the left hand side

of the inequality if the left hand side is equals 1 in the solution. For instance, in (8.40)

we consider the case in which the variable x0j = 1, j ∈ NP , which corresponds to a first

pick-up in a route. Right after a first pick-up, a vehicle can either travel to its treatment

location at n+ j, or travel to any other pick-up k ∈ NP\{j}. The same logic follows for

the remaining inequalities.

x0,j ≤ xj,n+j +
∑

k∈NP \{j}

xj,k ∀j ∈ NP , (8.40)

xi,j ≤ xj,n+i + xj,n+j ∀i, j ∈ NP , i 6= j, (8.41)

xi,n+j ≤ xn+j,n+i + xn+j,2n+j ∀i ∈ NP ,∀n+ j ∈ NT , i 6= j, (8.42)

xi,2n+j ≤ x2n+j,n+i +
∑

k∈NP \{i,j}

x2n+j,k ∀i ∈ NP ,∀2n+ j ∈ ND, i 6= j, (8.43)

xn+i,j ≤ xj,2n+i + xj,n+j ∀j ∈ NP ,∀n+ i ∈ NT , i 6= j, (8.44)

xn+i,n+j ≤ xn+j,2n+i + xn+j,2n+j ∀n+ i, n+ j ∈ NT , i 6= j, (8.45)

xn+i,2n+j ≤ x2n+j,2n+i +
∑

k∈NP \{i,j}

x2n+j,k ∀n+ i ∈ NT ,∀2n+ j ∈ ND, i 6= j, (8.46)

x2n+i,n+j ≤ xn+j,2n+j +
∑

k∈NP \{i,j}

xn+j,k ∀2n+ i ∈ ND, ∀n+ j ∈ NT , i 6= j, (8.47)

x2n+i,2n+j ≤ x2n+j,d +
∑

k∈NP \{i,j}

x2n+j,k ∀2n+ i, 2n+ j ∈ ND, i 6= j. (8.48)

There are three additional cases, namely xi,n+i, xn+i,2n+i, and x2n+i,j. However, in

these cases, the flexibility of the problem means that we cannot derive similar constraints.

Using the same argument we can find valid inequalities for travels that can occur right

before an specific travel. In (8.49)–(8.57) we present valid inequalities for the possible

travels that can occur before the arc on the left hand side if the left hand side of the

inequality equals 1.
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xi,j ≤ x0,i +
∑

k∈NP \{i,j}

x2n+k,i ∀i, j ∈ NP , i 6= j, (8.49)

xi,n+j ≤ xj,i +
∑

k∈NP \{i,j}

x2n+k,i ∀i ∈ NP ,∀n+ j ∈ NT , i 6= j, (8.50)

xi,2n+j ≤ xn+j,i +
∑

k∈NP \{i,j}

x2n+k,i ∀i ∈ NP ,∀2n+ j ∈ ND, i 6= j, (8.51)

xn+i,j ≤ xi,n+i +
∑

k∈NP \{i,j}

x2n+k,n+i ∀j ∈ NP ,∀n+ i ∈ NT , i 6= j, (8.52)

xn+i,n+j ≤ xi,n+i + xj,n+i ∀n+ i, n+ j ∈ NT , i 6= j, (8.53)

xn+i,2n+j ≤ xi,n+i + xn+j,n+i ∀n+ i ∈ NT ,∀2n+ j ∈ ND, i 6= j, (8.54)

x2n+i,n+j ≤ xn+i,2n+i + xj,2n+i ∀2n+ i ∈ ND,∀n+ j ∈ NT , i 6= j, (8.55)

x2n+i,2n+j ≤ xn+i,2n+i + xn+j,2n+i ∀2n+ i, 2n+ j ∈ ND, i 6= j, (8.56)

x2n+i,d ≤ xn+i,2n+i +
∑

k∈NP \{i}

x2n+k,2n+i ∀2n+ i ∈ ND. (8.57)

Capacity inequalities for triples

As shown in Ropke et al (2007), the classical capacity inequalities can be lifted for the

pickup and delivery problem with pairs of pickup and delivery locations. In this section,

we show how the capacity inequalities can be lifted for our problem, when considering

triples of nodes. More specifically, we consider the capacity inequality of the form∑
i∈S

∑
j∈S

xij ≤ ρ, S ⊂ N \ {0, d}, |S| = 3, (8.58)

and determine appropriate values for ρ based on the types of the three nodes in S. For

example, is S consists of three pickup nodes, then only a single arc among the nodes can

be used due to the capacity of two. However, if S consists of two pickup nodes and a

treatment node, then two arcs among them can be used if the treatment node corresponds

to the same skip as one of the two pickup nodes, but only one arc can be used if the

treatment node corresponds to a different skip.

We consider all possible subsets S ⊂ N \ {0, d} with |S| = 3. For this, we define the

following sets: SP = S ∩ NP , ST = S ∩ NT , and SD = S ∩ ND. In Table 8.1, we have

listed all possible combinations of three nodes in S, their associated sizes of their subsets

(|SP |,|ST |,|SD|), and the appropriate right hand side (ρ) for inequality (8.58). Note that,
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in cases 1 to 10, the three nodes are associated with three different request, while cases

11 to 19 with nodes associated with 2 requests, and case 20 with only one request.

Case Nodes in S (|SP |,|ST |,|SD|) ρ

1 i, j, k ∈ NP (3,0,0) 1

2 n+ i, n+ j, n+ k ∈ NT (0,3,0) 1

3 2n+ i, 2n+ j, 2n+ k ∈ ND (0,0,3) 1

4 i, j ∈ NP , n+ k ∈ NT (2,1,0) 1

5 i, j ∈ NP , 2n+ k ∈ ND (2,0,1) 2

6 i ∈ NP , n+ j, n+ k ∈ NT (1,2,0) 1

7 n+ i, n+ j ∈ NT , 2n+ k ∈ ND (0,2,1) 1

8 i ∈ NP , 2n+ j, 2n+ k ∈ ND (1,0,2) 2

9 n+ i ∈ NT , 2n+ j, 2n+ k ∈ ND (0,1,2) 1

10 i ∈ NP , n+ j ∈ NT , 2n+ k ∈ ND (1,1,1) 2

11 i, j ∈ NP , n+ i ∈ NT (2,1,0) 2

12 i, j ∈ NP , 2n+ i ∈ ND (2,0,1) 1

13 i ∈ NP , n+ i, n+ j ∈ NT (1,2,0) 2

14 n+ i, n+ j ∈ NT , 2n+ i ∈ ND (0,2,1) 2

15 i ∈ NP , 2n+ i, 2n+ j ∈ ND (1,0,2) 1

16 n+ i ∈ NT , 2n+ i, 2n+ j ∈ ND (0,1,2) 2

17 i ∈ NP , n+ i ∈ NT , 2n+ j ∈ ND (1,1,1) 2

18 i ∈ NP , n+ j ∈ NT , 2n+ i ∈ ND (1,1,1) 1

19 j ∈ NP , n+ i ∈ NT , 2n+ i ∈ ND (1,1,1) 2

20 i ∈ NP , n+ i ∈ NT , 2n+ i ∈ ND (1,1,1) 2

Table 8.1: Capacity constraint with |S| = 3

Inequalities binding xij and Qh
i variables

In this section we propose valid inequalities derived by analyzing the possible arcs that

can be used to enter or leave specific nodes, combined with the values of the Qh
i variables.

We first lift constraints (8.14) from the original model by improving their upper or lower

bound by considering two cases. First, if node i ∈ NP ∪ NT and as Qi
i = 1, we have

that the lower bound is at least 1. Second, if i ∈ ND the upper bound is 1 because after

unloading a skip at i ∈ ND, the vehicle can carry at most one. Thereby, (8.14) can be

replaced by the following tighter constraints:

1 ≤
∑
h∈H

Qh
i ≤ 2 i ∈ NP ∪NT (8.59)
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0 ≤
∑
h∈H

Qh
i ≤ 1 i ∈ ND (8.60)

In (8.61)–(8.73) we present valid inequalities that arise from how the maximum value

of the sum of the Qh
i variables must be adapted to the capacity of the vehicle in cases

when xij equals 1. For example, in (8.61) we consider an arc from a delivery node to the

dummy depot. If x2n+i,d = 1 the vehicle must be empty when it leaves node 2n + i, i.e.∑
h∈H Q

h
2n+i = 0. On the other hand, if x2n+i,d = 0, it follows directly from (8.60) that∑

h∈H Q
h
2n+i can be at most 1, and constraints (8.61) thus follows. The validity of the

remaining constraints can be argued similarly. Note that constraints (8.61)–(8.63) jointly

dominate (8.59)–(8.60).

x2n+i,d +
∑
h∈H

Qh
2n+i ≤ 1 2n+ i ∈ ND (8.61)

x0,i +
∑
h∈H

Qh
i ≤ 2 i ∈ NP (8.62)

∑
2n+i∈ND,i 6=j

x2n+i,n+j +
∑
h∈H

Qh
n+j ≤ 2 n+ j ∈ NT (8.63)

∑
n+j∈NT ,i 6=j

x2n+i,n+j ≤
∑
h∈H

Qh
2n+i 2n+ i ∈ ND (8.64)

∑
2n+i∈ND,i 6=j

x2n+i,2n+j +
∑
h∈H

Qh
2n+j ≤ 1 2n+ j ∈ ND (8.65)

∑
2n+j∈ND,i 6=j

x2n+i,2n+j ≤
∑
h∈H

Qh
2n+i 2n+ i ∈ ND (8.66)

∑
j∈NP ,j 6=i

xi,j +
∑
h∈H

Qh
i ≤ 2 i ∈ NP (8.67)

1 +
∑

i∈NP ,i 6=j

xi,j +
∑

n+i∈NT ,i 6=j

xn+i,j ≤
∑
h∈H

Qh
j j ∈ NP (8.68)

∑
j∈NP ,j 6=i

xn+i,j +
∑
h∈H

Qh
n+i ≤ 2 n+ i ∈ NT (8.69)

1 +
∑

i∈NP ,i 6=j

xi,n+j +
∑

n+i∈NT ,i 6=j

xn+i,n+j ≤
∑
h∈H

Qh
n+j n+ j ∈ NT (8.70)
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∑
i∈NP ,i 6=j

xi,2n+j +
∑

n+i∈NT ,i 6=j

xn+i,2n+j ≤
∑
h∈H

Qh
2n+j 2n+ j ∈ ND (8.71)

1 +
∑

n+j∈NT ,j 6=i

xi,n+j +
∑

2n+j∈ND,j 6=i

xi,2n+j ≤
∑
h∈H

Qh
i i ∈ NP (8.72)

1 +
∑

n+j∈NT ,j 6=i

xn+i,n+j +
∑

2n+j∈ND,j 6=i

xn+i,2n+j ≤
∑
h∈H

Qh
n+i n+ i ∈ NT

(8.73)

8.4 Branch-and-cut algorithm

In this section, we describe our branch-and-cut algorithm and the separation of the valid

inequalities. The model consists of (8.1)–(8.19), as well as (8.20)–(8.24), symmetry break-

ing constraints (8.25)–(8.27), and the lower bound on the number of vehicles needed (8.28)

in the original model as described in Wøhlk and Laporte (2022). As mentioned in that

paper, (8.6) are not necessary for the feasibility of the model. The same is the case for the

valid inequalities (8.20)–(8.24). To obtain our base model, we remove these constraints

from the model, and instead add them during the branch-and-cut algorithm. However,

we keep the symmetry breaking constraints (8.25)–(8.27) and the lower bound on the

number of vehicles needed (8.28) in our base model. We noted that (8.8) is dominated

by (8.30), and that (8.14) is dominated by (8.61)–(8.63). With those replacements, our

base model is:

minimize (8.1)

subject to (8.2)− (8.5), (8.7), (8.9)− (8.13), (8.15)− (8.19)

(8.25)− (8.27), (8.28)

(8.30)

(8.61)− (8.63).

(8.74)

In our branch-and-cut algorithm, we start from the base model, and in each node of

the branching tree, we dynamically add all valid inequalities from Section 8.3 (except

from the ones that are in the base model) when they are violated. The majority to

of the valid inequalities can be separated exact in time O(|N |2) or O(|N |3) using total

enumeration, with the exception of the subtour elimination constraints (8.29).

The subtour elimination (8.29) are separated heuristically as follows: based on the

current values of the xij, variables, we first identify connected components. For each of
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these connected components S, we then check if the solution satisfies inequality (8.29)

and add it to the model if it is not satisfied by the current solution. The separation runs

in time O(n2).

We initialize our branch-and-cut algorithm by an upper bound obtained by a single

run of the heuristic proposed in Wøhlk and Laporte (2022) with fixed random seed, and

in order to keep the focus on the benefits of the valid inequalities, our computational

experiments are run with default CPLEX settings.

8.5 Computational experiments

In this section, we present the main results of our computational experiments with the

purpose of investigating the strength of the valid inequalities presented in Section 8.3.2.

The implementation is done in C++ in MS Visual Studio Professional 2015 and executed

on an Intel Xeon CPU with 12 cores running at 3.5 GHz and 64 GBs RAM, using CPLEX

12.8.

In our experiments, we use the 17 instances from Wøhlk and Laporte (2022) that

were used in the exact optimization in that paper. These instances have 5 to 20 requests

and include a fixed cost of 500 for each vehicle used. The service time is the same for all

pick-ups, i.e. si = sj∀i, j ∈ NP , and similarly si = sj∀i, j ∈ NT and si = sj∀i, j ∈ ND.

In the first experiment, we focus on the pure effect of tightening the model and the

effect of adding the constraints presented in this paper. For this, we have used default

CPLEX settings and we have disabled CPLEX’s automatic cut generation. Finally, we

have provided CPLEX with the value of a known upper bound using the initial solutions

provided in the appendix of Wøhlk and Laporte (2022). We compare four models: 1) The

model (8.1)–(8.28) (WLnc) from Wøhlk and Laporte (2022) including the valid inequalities

from that paper in the model. This is our base of comparison; 2) The model (8.1)–

(8.28) (WL+
nc), but with (8.8) replaced by (8.30), and (8.14) replaced by (8.61)–(8.63); 3)

Our base model (8.74) with (8.20)–(8.24) and (8.6) added as cutting planes when they

are violated (B&Cncwl-cut); 4) Out branch-and-cut algorithm, which is based on model

(8.74), with (8.6) and all valid inequalities of Section 8.3 added as cutting planes when

they are violated (B&Cnc).

Tables 8.2 and 8.3 show the results for the four models for the root node and for

one hour of computation time, respectively. In Table 8.2, we first show the instance

name and the initial upper bound (UB). Next, the table shows the lower bound (LB)

value of the root node as well as the time to solve the root node, for each of the four

models. We observe that at the root level, the replacement of constraints from model

WLnc to model WL+
nc improves the lower bound and the runtime. In most cases, the use
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of the branch-and-cut model in B&Cncwl-cut yields to better runtimes compared to both

WLnc and WL+
nc, but we observe a decrease in the lower bounds. Our guess is that this

decrease is due to the pre-processing step used by CPLEX and a higher number of threads

used in the solution of the model without cuts, which we have not directly controlled in

this experiment. Finally, we observe that the root relaxation yields better lower bounds

when adding all cuts in model B&Cnc compared to using only the constraints in model

B&Cncwl-cut.

Table 8.2: Results for the root node regarding for the four models using default CPLEX
settings and no CPLEX cut generation.

WLnc WL+
nc B&Cncwl-cut B&Cnc

Instance UB LB Time LB Time LB Time LB Time

A1 661 633.9 0.2 652.3 0.2 649.8 0.2 656.9 0.2

A2 645 607.2 0.5 618.0 0.5 598.3 0.4 600.4 0.8

A3 628 618.8 0.4 618.8 0.4 606.0 0.3 609.3 0.4

A4 720 679.5 3.5 679.5 2.6 643.0 2.2 650.0 2.7

A5 729 669.3 4.0 688.5 3.7 660.0 1.2 668.9 1.6

A6 1240 1208.8 5.8 1222.8 5.7 1183.1 2.8 1199.5 5.0

A7 1248 668.6 5.5 670.5 5.1 646.6 2.1 655.0 2.7

A8 1356 1270.1 16.4 1292.4 15.4 1260.7 9.7 1268.5 13.4

A9 1253 1225.9 14.7 1238.8 14.8 1209.4 14.1 1210.4 13.9

A10 1316 1280.0 63.2 1280.0 59.1 1217.2 176.4 1219.7 116.6

A11 1345 1255.9 60.0 1260.3 59.5 1170.1 25.9 1191.7 237.7

B1 1333 1257.3 37.3 1267.7 37.1 1241.9 11.1 1246.8 113.6

B2 1157 1105.3 36.8 1114.7 36.9 1088.5 22.7 1095.3 37.7

C1 1362 777.4 2.5 791.1 2.8 731.5 1.8 763.6 2.3

C2 1493 1373.2 2.5 1381.2 3.9 1360.4 1.3 1414.1 1.7

C3 2331 2160.4 22.8 2201.2 21.0 2149.1 10.9 2163.3 15.1

C4 2038 1358.7 34.8 1374.7 34.0 1251.0 28.5 1318.9 34.2

In Table 8.3, we provide the value of the best lower bound as well as the optimality gap

(Gap) for each of the four models after one hour of computation time. The optimality gap

is computed as the difference between the upper bound and the lower bound divided by

the lower bound (Gap = UB−LB
LB

). In the cases where optimality was proved, we state the

computation time in parenthesis in the Gap-column. We observe that when comparing

results from models WLnc and WL+
nc, we observe that replacing (8.8) by (8.30), and (8.14)

by (8.61)–(8.63) in the original model improves the lower bound in most cases, and it

reduces computational time when optimality is found. In addition, the results show that
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the problem is hard to solve even for small instances and one hour of runtime is not

enough to find optimal solutions. In general, all models are able to find optimal solutions

only for instances with less than 12 requests. This result coincides with results shown in

Wøhlk and Laporte (2022). Finally, the lower bound improves in all cases when adding

all cuts in model B&Cnc.

Table 8.3: Results after one hour of computation time for the four models using default
CPLEX settings and no CPLEX cut generation. If optimality is proved, the computation
time is instead stated in parenthesis in the Gap-column.

WLnc WL+
nc B&Cncwl-cut B&Cnc

Instance LB Gap LB Gap LB Gap LB Gap

A1 661.0 (0.6) 661.0 (0.5) 661.0 (1.2) 661.0 (0.9)

A2 645.0 (35.3) 645.0 (11.1) 645.0 (141.6) 645.0 (114.7)

A3 628.0 (10.2) 628.0 (9.6) 628.0 (258.2) 628.0 (129.7)

A4 720.0 (1933.9) 720.0 (473.4) 706.0 2.0 707.3 1.8

A5 724.0 (3417.4) 724.0 (2230.5) 715.0 1.3 716.1 1.1

A6 1240.0 (163.6) 1240.0 (86.7) 1240.0 (2886.2) 1240.0 (1017.1)

A7 691.5 80.5 698.5 78.7 674.2 85.1 678.6 83.9

A8 1302.0 4.1 1307.1 3.7 1293.7 4.8 1297.7 4.5

A9 1245.5 0.6 1248.5 0.4 1212.1 3.4 1212.5 3.3

A10 1280.0 2.8 1280.0 2.8 1220.0 7.9 1230.4 7.0

A11 1262.7 6.5 1278.3 5.2 1172.1 14.8 1192.0 12.8

B1 1264.9 5.4 1274.3 4.6 1250.9 6.6 1252.3 6.4

B2 1107.8 4.4 1119.4 3.4 1094.8 5.7 1104.9 4.7

C1 843.5 61.5 858.9 58.6 799.0 70.5 825.0 65.1

C2 1445.6 2.5 1481.0 (1983.9) 1481.0 (794.2) 1481.0 (818.3)

C3 2210.0 5.5 2239.7 4.1 2196.0 6.1 2219.1 5.0

C4 1381.6 47.5 1396.3 46.0 1301.2 56.6 1342.0 51.9

In the second experiment, we compare our branch-and-cut algorithm with all valid

inequalities separated to the original model. This corresponds to comparing the first and

last models from the above experiment. However, we now allow CPLEX to generate

cutting planes based on default settings. Table 8.4 provides the lower bound value of the

root node and the lower bound and optimality gap after one hour of computation time

as provided in Wøhlk and Laporte (2022) (WL), our rerun of their model (WL-rerun), as

well as our branch-and-cut algorithm with all valid inequalities separated (B&C). Again,

we provide computation time instead of optimality gap when optimality is proved. Similar

to the results shown when comparing models WL+
nc and B&Cncwl-cut for the root node,
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we observe that when using non-dfault CPLEX settings the best results are shown by the

original model from Wøhlk and Laporte (2022) which may be due to the pre-processing

step used by CPLEX and a higher number of threads used in the solution of the model

without cuts.

Table 8.4: Comparison using non-default CPLEX settings and allowing CPLEX cut
generation.

WL WL rerun B&C

Instance LBroot LB Gap LBroot LB Gap LBroot LB Gap

A1 661.0 661.0 (1.5) 661.0 661.0 (0.5) 657.4 661.0 (1.2)

A2 619.3 645.0 (23.3) 619.2 645.0 (24.1) 606.6 645.0 (107.1)

A3 619.0 628.0 (12.4) 619.0 628.0 (7.2) 612.7 628.0 (139.5)

A4 683.7 720.0 (835.3) 682.3 720.0 (944.7) 672.0 705.9 2.0

A5 697.2 724.0 (1616.3) 695.0 724.0 (2194.8) 678.2 716.1 1.1

A6 1226.0 1240.0 (275.1) 1225.1 1240.0 (175.8) 1210.5 1240.0 (1132.5)

A7 674.3 720.9 73.1 674.0 707.2 76.5 657.6 677.5 84.2

A8 1303.6 1315.0 3.1 1303.7 1318.6 2.8 1271.0 1299.2 4.4

A9 1242.9 1253.0 (2805.2) 1245.0 1248.0 0.4 1211.1 1214.3 3.2

A10 1283.0 1283.1 2.6 1280.0 1280.0 2.8 1224.1 1229.0 7.1

A11 1278.8 1279.3 5.1 1278.7 1278.9 5.2 1197.6 1198.0 12.3

B1 1276.8 1282.7 3.9 1276.3 1280.9 4.1 1247.9 1254.2 6.3

B2 1119.8 1121.1 3.2 1119.7 1121.0 3.2 1098.9 1105.5 4.7

C1 802.4 850.9 60.1 801.9 844.5 61.3 775.7 816.5 66.8

C2 1411.6 1481.0 (376.1) 1412.7 1481.0 (342.7) 1420.7 1481.0 (400.1)

C3 2228.4 2250.7 3.6 2226.9 2252.5 3.5 2179.9 2217.6 5.1

C4 1394.0 1412.9 44.2 1389.8 1406.1 44.9 1340.0 1355.8 50.3

In Table 8.5, we provide the number of times that each class of valid inequalities is

added by our branch-and-cut algorithm, for each of the instances. Each column repre-

sents a class of valid inequalities, and the corresponding number of the constraints is

provided. We observe that except from the inequalities given by (6), most families of

valid inequalities are added to the model for all instances. When inequalities have been

found, the number of times they are found ranges from 1 to 4623 times. This shows the

relevance of the new valid inequalities we propose.
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Table 8.5: Number of valid inequalities added to the base model during one hour of
computation time, using non-default settings and allowing CPLEX cut generation.

Instance (6) (20)-(24) (29) (31)-(35) (36)-(39) (40)-(57) (58) (64)-(73)

A1 0 19 0 16 9 17 10 13

A2 0 68 79 37 23 22 101 21

A3 0 41 914 23 24 18 67 21

A4 0 137 140 82 56 31 354 30

A5 0 166 4623 97 99 28 417 30

A6 0 93 640 54 10 37 88 36

A7 0 265 110 146 93 35 441 36

A8 0 140 0 96 20 49 171 45

A9 0 118 0 108 19 54 233 45

A10 0 67 1 92 0 77 83 56

A11 0 47 5 54 0 66 36 58

B1 0 98 11 79 2 73 124 50

B2 0 72 1 62 16 84 173 54

C1 0 287 1510 154 143 40 762 30

C2 0 85 16 46 9 40 85 30

C3 0 91 0 78 5 58 141 48

C4 0 95 17 87 10 72 179 54

Total 0 1889 8067 1311 538 801 3465 657

8.6 Conclusion

In this paper we presented a branch-and-cut algorithm to solve a skip pick-up and delivery

problem where the capacity of the vehicles is two skips. The problem is motivated by

the situation in which skips are picked up from recycling centers and, depending on their

content, they are transported to treatment facilities where they are emptied before being

returned to their original location. We formulated the problem as a mixed integer linear

problem and proposed several new valid inequalities that were integrated in our branch-

and-cut algorithm. Computational results were presented for a set of 17 benchmark

instances and compared to a model based on the original model presented in Wøhlk and

Laporte (2022). The results show that using CPLEX’s default settings, the proposed

valid inequalities yields a stronger model compared to the base model.
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Barbosa-Póvoa, A. P., da Silva, C., and Carvalho, A. (2018). Opportunities and challenges

in sustainable supply chain: An operations research perspective. European Journal of

Operational Research, 268(2), 399–431.

157
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