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Abstract

Advances in materials are exceedingly important for the development of

technologies of all kinds, therefore ways of studying materials is highly im-

portant. The theoretical description of materials is extremely precise, but

its application requires large computational resources. In order to make

any predictions the spatial configuration of the atoms that consitute the

material has to be known. This is a global optimization problem where the

objective is to find the configuration with the least energy. Unfortunately

evaluation of this objective function is often computationally expensive,

therefore an unbiased exploration of the configurational search space comes

with a considerable computational cost. Algorithms that can competently

introduce biases that guide the search towards regions of the configuration

space that are more likely to contain interesting candidate structures are

therefore valuable.

In this thesis a very general framework for global optimization of atomistic

structures is presented, the framework consists of a number of elements that

may be used to introduce such biases. The main toolbox used to develop

specific versions of these elements is machine learning, as this offers a way

of letting the machine learn how to effectively incorporate such biases while

minimizing the risk of misleading the search due to preconceived notions.

The progression of the thesis invovles the use of a reinforcement learning

based method as one of the key elements of the framework, and several

improvements to this method are explored. By utilizing all of the elements

of the framework, in ways that involve several distinct areas of machine

learning, a capable algorithm is devised that can solve complex atomistic

optimization problems with very few objective function evaluations.



Résume

Fremskridt i forhold til materialer er enormt vigtigt for udvikling af teknolo-

gier af alle arter, derfor er m̊ader at undersøge materialer meget vigtigt.

Den teoretisk beskrivelse af materialer er ekstremt præcis, men dets brug

kræver store computationelle ressourcer. For at kunne lave nogen form for

forudsigelse skal den rummelige konfiguration af atomerne som materialet

best̊ar af kendes. Dette er et globalt optimerings problem, hvor form̊alet

er at finde den konfiguration der leder til den mindste energi. Desværre

er evalueringen af denne funktion ofte en beregningsmæssig dyr affære og

derfor bringer en ligelig udforskning af det konfigurationelle søgerum en

betragtlig beregningsmæssig omkostning. Algoritmer der kan introducere

skævhed som kan dirigere søgningen mod regioner af søgerummet som med

højere sandsynlighed indeholdere interessantte løsnings kandidater er der-

for værdifuldt. I denne afhandling fremstilles en meget generelt ramme for

global optimering af atomare strukturer, rammen best̊ar af en række ele-

menter som bruges til at introducere en s̊adan skævhed. Værktøjskassen

der bliver brugt til udviklingen af specifikke versioner af disse elementer

er maskin læring, grundet at dette giver en m̊ade at lade maskinen lære

hvordan skævheder skal indføres samtidigt med at risikoen for at vildlede

søgningen p̊a grund af forudintagede ideer. I gennem afhandlingen bruges

en forstærkningslærings metode som en af de centrale elementer i rammen,

og flere forbedringer til denne metode bliver udforsket. Ved brug af alle ele-

menterne i rammen, p̊a m̊ader der involverer flere forskellige dele af maskin

læring, bliver en algoritme der er i stand til at løse komplicerede atomistiske

optimerings problemer med meget f̊a evalueringer af den dyre energifunktion

udviklet.



Reader’s Guide

Reader’s Guide

This thesis represents three years of work, it contains both previously pub-

lished works and so far unpublished work. The thesis is written such as to

show the progression of this work, with each chapter building on the last

to some degree. All of the work presented is a collborative effort within the

group that I have been part of. For the published works I have detailed my

contributions in Appendix B and sections that are based on these publica-

tions will be detailed at the start of the relevant chapters. For unpublished

results I have been a main contributor and the discussions around these

results are my thoughts on the subject. In accordance with GSNS rules,

parts of this thesis were also used in the progress report for the qualifying

examination.
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Chapter 1

Introduction

1.1 Atomistic Materials

The importance of materials cannot be overstated, the reason the Bronze

Age is refered as such is because the ability to utilize bronze is a great

technological advantage, as bronze is both harder and more durable than

other metals of the era. There are an endless number of techological ad-

vancements that only became possible due to better materials, from the clay

bowl to the SR-71 airplane to the microchip to penicillin developments in

materials have paved the way. There are several scales to the understanding

of materials, at the largest scale the engineers building a skyscraper need

to know about the physics of steel beams, be it how much they can bend

or how to weld them together. At a smaller scale, a blacksmith folds thin

layers of steel to forge the perfect knife. At the atomic scale, mixing iron

with a few percent of carbon creates a much better material than pure iron,

namely steel. Add a hint of chromium and the steel becomes resistant to

oxidation, it becomes stainless steel, with a myriad of other examples as

well. Ultimately the properties at any scale derive from the atomic scale,

that intricately depend on both the atomic elements the material is made

of and the spatial configuration of the atoms.

1



1. Introduction

It is this spatial configuration that is the topic of this thesis, or rather it

is the prediction of the spatial configuration given a set of elements and

perhaps some constraints. This is for two interconnected reasons, first off

a spatial configuration is required to in order to predict material proper-

ties, as the underlying physics requires this as a sort of input variable for

that type of prediction. However knowing the properties of some arbtirary

configuration is not especially interesting, knowing the properties of the

configuration that occurs in nature, or that we can coax nature to produce,

is what really matters. Certainly an option is just to let nature do the

work, perform an experiment that produces some material and measure if

it has the desired properties. This approach has certainly been invaluable,

I imagine the discovery of bronze might have happened in such a, possibily

unintentional, experiment, however given the nearly inconvievable number

of possible materials more refined methods are required. One such avenue

of methodological refinement is to use computer simulations, where first

the configuration of interest is found and afterwards the properties of that

configuration are evaluated. Such a computational approach has received a

great deal of attention and has led to impressive results [1–7]

For many materials the configuration favoured by nature will be the con-

figuration with the least energy, as predicted by the branch of physics for

the atomistic scale, namely quantum mechanics. Consequently this gives

us an objective function that if we can manage to find the minimum of we

are likely to have found the configuration that occurs in reality and that

configuration can form the basis for predictions of the material’s properties.

This is a global optimization problem, we have a function and we want to

know the coordinates for which the function returns the smallest value. Un-

fortunately quantum mechanics is complicated and even the calculation of

the energy for a single configuration can be a resource demanding task, so

we wish to limit the number of configurations that we evaluate the energy

for.

Page 2 of 161



1.2. Bias through Machine Learning

1.2 Bias through Machine Learning

This is where ’bias’, as in the subtitle of this thesis, comes into play. The

Oxford dictionary defines bias as:

A strong feeling in favour of or against one group of people, or

one side in an argument, often not based on fair judgement.

Which has somewhat of a negative connotation, my use of the term in this

work is not as negative and nearly synonymous to a ’preference’. The ’argu-

ment’ that we wish to bias is the search algorithm, where there are distinctly

bad sides and good sides and we have little interest in our algorithm wasting

time thinking about the bad sides. Moving away from the metaphor, the

optimization algorithm has to somehow decide on the next configuration

for which to evaluate the energy, and we wish to bias that decision in such

a way that algorithm discovers the optimal solution having consulted the

objective function less often. In Figure 1.1 an illustration of bias is depicted.

This show that if the bias is ’not based on fair judgement’ as is the case in

Figure 1.1(b) the search may never discover the optimal solution, whereas

Figure 1.1(c) a dynamic bias is depicted, where initially there is no bias and

as more is known about the objective function the bias changes, which is

the concept that will be developed for atomistic optimization throughout

this thesis 1.

The toolbox used to introduce such dynamic biases is machine learning,

which encompasses a variety of ways of making machines, that is com-

puters, learn from data. The distinction between machine learning (ML)

program and an ordinary program is that ML programs can learn to make

predictions based on data, rather than being explicitly programmed to make

those particular decisions [8]. Linear regression, taught to High School stu-

dents worldwide is perhaps the simplest type of ML method, although it

1I am not claiming that this is a new idea, I would argue that all methods that have
the goal reducing the number of objective function evaluations must introduce bias in the
sampling of the objective function.
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1. Introduction

Figure 1.1: In each subfigure the same objective function is depicted in
green and the shaded areas depict the probability distribution that guides
the search. In (a) the most unbiased case is depicted, here the entire search
space is sampled uniformly such that no regions are favoured over others.
Whereas in (b) two different biases are imposed, where the blue is quite
favourable for this particular problem but the red that is biased in equivalent
fashion but in another region is unlikely to ever discover the true solution. In
(c) a varying bias is depicted where the search starts out uniformly biased as
indicated by the lightly shaded area and changes to the more deeply shaded
areas as the search progresses, e.g. it ’learns’ about the objective function
and that alters the bias and thereby the distribution.

is probably rarely framed as ML at that stage. However, it is ML - given

some data it prescribes a way of finding the free parameters, or weights,

and the behaviour of the program after learning will vary wildly depending

on the data. The simplest example may not be quite capable for the task at

hand, luckily there are an enourmous amount of other ML tools, including

regression methods capable of learning much more complicated functions,

methods capable of finding similarities between data that humans would

be hard pressed to discover on their own, and methods capable of learning

to take to sophisticated decisions in order to solve intricate problems. The

methods in this last category often go under the name ’reinforcement learn-

ing’, which hints at how they work; like training a dog the models are given a

treat (reinforced) when behaviour that accomplishes a goal is wanted. Note

that it is not any preprogrammed type of behaviour that is awarded, it is any

behaviour that accomplishes the the preprogrammed goal. The goal used

to teach a virtual robot to move might be distance travelled in the specified
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1.3. An Example: The Rastrigin Function

direction, where our idea of the solution could be the robot walking but

the robot might just as well learn to flop like a fish in a way that moves

it forward 2. This ruthless exploitation of any strategy that accomplishes

the goal, lets such models find genuinely ingenuitive ways of accomplishing

their goal and has led methods of this kind to achieve superhuman perfor-

mance in a number of games ranging from the board games of Chess and Go

to oldschool computer games to massively complicated modern computer

games [9–13]. This makes them attractive methods for atomistic optimiza-

tion as well, and much of the work presented in this thesis centers around

improvements to the Atomistic Structure Learning Algorithm (ASLA), that

is an atomistic reinforcement method.

1.3 An Example: The Rastrigin Function

While the subject can be rigourously mathematically defined I will rather

end this chapter by studying an example of global optimization that demon-

strates some important aspects. Consider the Rastrigin function given by

f(x) = A · n+
N∑

i

(
x2
i −A cos(2πxi)

)
(1.1)

Where n is the number of dimensions and A is a parameter, in the following

I have used A = 10 and n = 2, a contour plot of this function is shown in

Figure 1.2(a). An essential element of a global optimization algorithm is

the generation of trial coordinates at which to evaluate the function. This

generation may be deterministic or it may be stochastic, e.g. trying points

on in sequence on a uniform grid or drawing samples from a probability

distribution 3. In order to improve the trial coordinates a local optimization

may be started from the initial trial coordinates, this ensures that each

iteration yields the coordinates of a local minimum. A simple algorithm can

thus be stated as iteratively generating a new set of trial coordinates, locally

2As a method of transport we would probably find fish flopping rather uncomfortable,
but the robot has no such feelings - its only ’feelings’ are imparted to it through the desired
goal.

3The contour plot of the function can be considered a deterministic global optimiza-
tion, but it has used 40000 evaluations on this 2D problem which is not very impressive.
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1. Introduction

optimizing these and recording the function value at the local minimum

coordinates. Using a stochastic generation process means that the result of

the algorithm is also stochastic, so the iteration at which the optimal set

of coordinates is found changes between different runs of the algorithm. As

such judging the performance of a stochastic global optimization algorithm

requires gathering statistical information by running it a number of times. A

common way of representing this statistical information is a cummulative

success curve, which records the probability of the algorithm finding the

optimal solution as a function of the number of iterations. For this simple

example restarting a great number of times is not an issue, however for

more complicated problems the number of restarts that can be done with a

reasonable amount of computational resources may be limited 4, in which

case there will some degree of uncertainty to the success curves, in Appendix

A the methodology for calculating confidence bounds that has been used

for result elsewhere in the thesis is presented. A few cummulative success

curves are shown in Figure 1.2(b).
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Figure 1.2: (a) The 2-D Rastrigin function, bluer areas corresponds to
lower function values. The dashed square encloses the smaller search area,
the blue X marks the starting point of the rattle algorithm and the shaded
area covers the possible trial coordinates from that starting point. The GM
is at the center at (0, 0). (b) Cummulative success curves, the dotted lines
are geometric originate from a geometric CDF.

4Some limitations may also originate from user impatience.
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1.3. An Example: The Rastrigin Function

The first one results from the algorithm described above with trial coor-

dinates drawn from a uniform distribution in [−5, 5]. The most obvious

way of improving a global optimization algorithm is to introduce a bias,

so that it is more likely for trial coordinates to be generated in certain re-

gions rather than others. The bounds of [−5, 5] from previously may be

considered a form of such a bias, and reducing these bounds to [−2.5, 2.5]

results in the second success curve shown in Figure 1.2(b). The algorithm

achieves higher cummulative success rate with fewer iterations with these

reduced bounds, as would be expected as the search area has been reduced

to one fourth. Clearly, the only reason I was able to choose these bounds was

because I already knew the optimal coordinates, which for real problems de-

feats the purpose - so while limiting the search space is certainly a strategy

that should be exploited when possible, more sophiscated ways of biasing

the search are required. One such smarter way of introducing a bias is by

recording the best known location and generating candidates around those

coordinates, for example trial coordinates may be generated by xbest + ∆x.

The third curve in Figure 1.2(b) (Rattle) is the result of such an algortihm,

where ∆x is drawn uniformly from a circle of radius 1.5 and each run is

started with xbest = (−4.5,−4.5). With these parameters it is impossible for

the search to find the Global Minimum (GM) in the first iteration, which is

reflected by the success curve being flat, but as xbest is improved it becomes

more and more probable for a set of trial coordinates to be generated in the

global minimum area resulting in an S-shaped cummulative success curve.

A caveat of this method is that it risks getting stuck in a local minimum

around which there are no other lower lying local minima that have lower

values, however this is not an issue for the Rastrigin function. For the two

examples using a uniformly random generation scheme the probability of

any iteration finding the global minimum is a constant, given by p = AGM
Atotal

.

Due to the constant probability, they are examples of a geometric distribu-

tion, which describes the probability of the first succcess happening after

k attempts. For the rattle curve the probability of any iteration finding

the global minimum varies, which means that the underlying distribution is

no longer geometric, the ’S’-shape suggests that it originates from a normal
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1. Introduction

distribution. This also means that any algorithm that ’learns’, which makes

the probability of any iteration finding the global minimum variable, will

have a cummulative success curve that varies from the shape that results

from uniform serach resulting in geometric CDF. This analysis also tells us

that it is not the number of minima that determines the difficulty of an

optimization problem, it is the fraction of the search space that the global

minimum solution fills and how effectively the method is biased towards

that solution.

As mentioned for Rastrigin function the search, cannot getting stuck in a

region from which it can no longer progress, this however is far from the

case for the Potential Energy Surface (PES) that we wish to optimize. The

PES of any interesting problem usually consists of a large number of funnels

each with a larger number of basins. Here ’funnel’ describes a region where

relatively small steps, although not neccesarily monotonically decreasing in

energy, can be taken in order to reach the lowest lying minimum of the that

region while exploring a number of basins along the way. The Rastrigin

function has only one such funnels, which is why the rattle search strategy

did not get stuck - or rather not get stuck before finding the global mini-

mum. In Figure 1.3 a modified Rastrigin function is shown, this function

has two funnels with the right one having a slightly lower lying global mini-

mum. The uniform random search would obviously perform much worse on

this problem, because the search area is now doubled which we know will

halve the probability of finding the GM in any one iteration. However given

enough iterations a random search will eventually find the global minimum

structure, which is not the case for the rattle strategy as it was used above.

Any restart that starts in the left half of the x1 axis is doomed to only ever

find the local minimum of the lefthand-funnel. This is indeed the case as

illustrated by the green curve in 1.4, which quickly saturates at 50% success.

This strategy involved starting from the best previously recorded structure,

or keeping the best structure from the search trajectory. If we keep track of

multiple best structures from multiple, here completely independent, search

trajectories the chance of one them ending up in the correct funnel is in-
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1.3. An Example: The Rastrigin Function
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Figure 1.3: Rastrigin function with two funnels. The blue ’X’ marks the
starting point of the searches with success curves shown in Figure 1.4, blue
circle shows the amplitude of the rattle.

creased. This is similar to evolutionary algorithms where a population of

structures is maintained, which is why these curves are dubbed Npop in

Figure 1.4. Each curve stagnates at a success rate 1 − 0.5Npop of as that

is the chance of all population members ending up in the incorrect funnel.

The issue occurs because the rattle generation scheme is incapable produc-

ing structures outside the funnel that will be accepted into the population.

While increasing the population size does alleviate the problem to a great

degree for this problem, it does come at the expense of a slightly delayed

success curve - which is the case for most ways of combatting the problem.

If e.g. we instead change the acceptance criteria so that sometimes a higher

lying minima is accepted the search can climb out of a funnel, but any it-

eration spend doing so in the correct funnel delays finding the GM. So why

does it matter that the success curve stagnates? If 50% of restarts find the

same GM we can already be fairly confident that the correct GM was in-

deed located, but our confidence in the algorithm for a harder problem may

be diminished. Without experimental evidence to compare to the success

curve is the main quantitative we can use to establish our confidence that

the correct GM was indeed located. This example illustrates that in order

to improve global search algorithms intelligent ways of introducing bias are
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Figure 1.4: Success curves for two funnel Rastrigin function with a varying
number of population members.

required, and the remainder of this chapter will discuss a range tools that

are available to do so for atomistic potential energy landscapes.

1.4 Thesis Outline

Having now finished the introduction, the thesis continues with a method-

ology chapter that describes the physics at play in a little more detail and

introduces the main machine learning components that my work has cen-

tered around. In Chapter 3 the algorithmic framework, called Atomistic

Global Optimization X, that the remainder of the thesis utilizes is explored

and some of my earlier work from Paper I is discussed as an example of

the framework. In Chapter 4 the Atomistic Structure Learning Algorithm

(ASLA) method is examined, including my work from Paper II on repre-

sentations for the method. The examination in Chapter 4 shows that in its

original form ASLA does not utilize all the elements of the AGOX frame-

work, the subject of Chapter 5 is unlocking these elements which is based

on and a continuation of Paper III. In Chapter 6 the ASLA method, which

was originally devised for two dimensional problems, is extended to three

dimensions. Finally in Chapter 7 an enhancement of ASLA called Monte
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1.4. Thesis Outline

Carlo Tree Search is investigated. The conclusion of the thesis is presented

along side some outlook on future research directions in Chapter 8.
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Chapter 2

Methods

In this Chapter I will describe the methods that underpin much of my work,

starting with a (somewhat) brief summary of the quantum mechanics that

define the objective function for optimization. The three other sections

deal with machine learning methods and domain knowledge required for

their successful application in chemical physics.

2.1 Objective Functions from Quantum

Mechanics

The objective function for global optimization of atomic structures is the

potential energy surface, which is at it’s core a quantum mechanical prop-

erty. Atomic systems are governed by quantum mechanics, which the time

independent electronic Schrödinger equation is a key element of


− h̄2

2m

N∑

i=1

∇2
i − e2

N,P∑

I,i

ZI
|Rj − ri|

+
e2

2

N,N∑

i,j,i6=j

1

|ri − rj |


Ψ(r;R) = E(R)Ψ(r;R)

Solving this yields the wavefunction and from there associated properties,

such as the energy, become available. Writing the energy E(R) as a function

of the atomic coordinates yields the potential energy surface, which is the

function we wish to globally optimize. However exact solutions are only

known for the simplest of systems, approximations are thus required in order

13
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to make use of this for more complicated problems. It is possible to fill a

moderately sized library with works revolving around the progression of such

approximations, however perhaps the most important for approximation for

materials science is Density Functional Theory (DFT) [14].

The solution of the Schrödinger equation is made difficult by the electron-

electron interaction, the last term in the above equation, which is why the

solution is a unwieldly high dimensional wavefunction. To combat this prob-

lem DFT instead utilizes the electron density, with the Hohenberg-Kohn

theorem proving that the ground-state energy is a unique functional of the

electron density [15]. Another challenge is the electron-electron interaction,

which DFT resolves by treating a reference system with non-interacting

electrons but with the same electron density as the real system with inter-

acting electrons, this reference system can be used to derive the Kohn-Sham

equations, which may be written as

(
− h̄2

2m
∇2
i + Vext + VH + Vxc

)
φi = εiφi. (2.1)

With the terms on the left being the kinetic energy operator, the external

potential that the nuclei produce on the electrons, the Hartree potential

which represents the average electrostatic interaction of the other electrons

and the exchange-correlation (XC) potential which encodes the missing

many-body effects. The exchange-correlation energy may be thought of

as containing the differences between systems of interacting electrons and

non-interacting electrons, which has contributions from both the different

kinetic energy and electron-electron interaction energy. These equations are

in principle exact, that is given the exact form of the exchange-correlation

potential which unfortunately is not known, however a number of approx-

imations are known. The simplest approximation being the local density

approximation which utilizes the XC energy of homogeneous electron gas

and an abundance of more sophisticated approximations that include e.g.

the gradient of the electron density such as the very popular Perdew-Burke-

Ernzerhof variant [16–18].
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2.1. Objective Functions from Quantum Mechanics

A complication with the Kohn-Sham equations is that the Hartree potential

and the XC potential are both dependent on the electron density that we

wish to use these equations to find. Therefore an iterative scheme where

an initial guess of the density is used to solve the equations which results

in a new density which can the be used as the starting density for the next

iteration can be formulated. This procedure is run until convergence, which

may be judged by tracking in a number of properties, such as the differences

in the density or the eigenvalues [19].

A number of freely available codes implement DFT using the theory outlined

above (along with many details I have left out), and with ever increasing

compute performance very complicated problems can be solved in reason-

able time with enough accuracy to be practically useful. DFT calculations

performed in this thesis were done using GPAW interfaced through the

Atomic Simulation Environment (ASE) [20–23].

In spite of the performance of DFT, for studying global optimization of

atomic systems where many thousands of calculations are required to accu-

rately assess the characterics of any one algorithm an even faster alternative

is alluring. But what are the requirements for such an alternative? In prin-

ciple we could substitute the PES with any function of the same number of

coordinates - however not all functions are made equally and optimization

algorithms that work well on one category of functions may not work as

well on others. In the regions of interest for optimization, that is disre-

garding all regions where atoms come close enough for repulsive terms to

dominate, the PES varies smoothly. Additionally the PES has many sym-

metries, resulting in translational, rotational and permutational invariance.

Due to the these properties it is practical to use different approximations

for PES rather than coming up with an appropriate purely mathematical

test function - however if such a function was known it would be a valuable

tool. One might consider the simplest approximative potentials, such as the

Lennard Jones potential, to be such functions and key developments in the

field have resulted from studying Lennard Jones clusters [24].
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One such alternative is Density Functional Tight-Binding (DFTB). In DFTB

the total is approximated to be given on the form

Etot = Ebnd + Erep =
occ∑

i

〈Ψi|Ĥ0|Ψi〉+ Erep (2.2)

where the first time is the sum of eigenvalues of an approximate Hamil-

tonian Ĥ0 as seen from the expression after the second equality and Erep

is a short range repulsive interaction between atom pairs [25–27]. From a

rather lengthy derivation starting from the total energy as derived within

DFT written in terms of a reference density and a density fluctuation it

can be shown that the energy only depends on the density fluctuation to

second order. Disregarding this second order term and assuming that the

density can be written as a sum over atom centered densities the dominat-

ing terms of the repulsive interaction are two-center terms finally leading to

the approximation

Erep(Rαβ) = Eref (Rαβ)− Ebnd(Rαβ) (2.3)

which may be fitted for an appropriate reference structure. While this yields

a way of obtaining Erep we still need a way of efficiently obtaining Ebnd in

order to actually to be able to make these fits for Erep and in order to use

Eq. (2.2). This can be achieved writing the Kohn-Sham orbitals, Ψi from

Eq. (2.2), as a linear combination of atomic orbitals

Ψi(r) =

N∑

v

= Civφv(r−Ra) (2.4)

which leads to a general eigenvalue problem written in the form of a Hamil-

tonian matrix Hµv and overlap matrix Sµv

N∑

v

Civ(Hµv − εiSµv) = 0, ∀µ, v (2.5)

With some careful considerations in regards to orthogonality the LCAO

scheme can be restricted to the only involving the valence atoms, so that

the matrix elements can finally be written as

Hµv = 〈φαµ|T̂ + V α + V β|φβv 〉 (2.6)
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2.1. Objective Functions from Quantum Mechanics

in the case where α 6= β and Hµv = εfreeµ for µ = v and zero in all other

cases. These matrix elements can be tabulated as a function of the distance

between atomic pairs, and therefore their direct calculation is avoided during

normal use. Furthermore because this DFTB scheme ignores the second-

order density fluctuation term in the appproximation of the energy the

self-consistency scheme used in DFT is not required. 1. All in all this

means that DFTB is much faster than DFT, while being accurate enough

to be useful for judging the performance of global search algorithms. DFTB

calculations performed in this work have been carried using the DFTB+

package [28, 29]. Another DFT inspired approximate potential is Effective

Medium Theory (EMT) that is also very swift and applies to different types

of systems compared DFTB, e.g. metals [30].

As a final note on the subject, the energy expressions discussed in section

are supposed to serve as the objective function for testing atomistic global

optimization algorithms. Different approximations may not describe the

physics at an appropriate level to make predictions, but they all consitute

an objective function that can be optimized. The resource demand of the

objective function influences which optimization method will be the fastest

in terms of CPU time, e.g. if the evaluation of the objective function is very

cheap the fastest search method may be to do a great number of objective

function evaluations in an indiscriminate way. If we are instead concerned

with the number of objective function evaluations the best search method

has to carefully consider where it queuries the objective function. The

work presented in this thesis takes an approach somewhere in between, with

the number of objective function evaluations being the metric of interest

but with considerations made in regards to the amount of time the search

algorithms spend considering their next choice.

1The self-consistent-charge DFTB formalism that is more accurate than the one out-
lined here is not used in this work.

Page 17 of 161



2. Methods

2.2 Neural Networks

Neural Network (NN) have been one of the crucial driving forces in the

recent advancements of machine learning. NNs are commonly described

in terms of layers, with each layer performing a well-defined mathematical

operation. The fully-connected layer is perhaps the simplest layer, the op-

eration it performs on a feature vector x with dimension N be expressed

as

x = f(W · x) (2.7)

where W is a weight matrix of dimension M×N and x is resulting vector of

dimension M . Lastly, the function f is an activation function, which used

to introduce non-linearity which is required to fit more complicated data,

traditional activations function are the sigmoid or hyperbolic tangent which

can be thought of as modelling the on-off behaviour of neurons in the brain

however more modern functions such as the rectified linear unit (ReLU)

are more widely used. A neural network can be built by applying such

operations in sequence. Each layer applies it’s operations to sequentially

build a more useful representation of the data with the final layer making

the prediction based on the final representation. However, for such networks

to be of much use they need to be trained, that is the weights W need to be

set in such a way that the neural network predictions are accurate, which

is typically done by minimizing a loss-function. For a regression task the

mean-squared error loss may be stated as 2

L =
1

n

n∑

i

(NN(xi)− yi)
2 (2.8)

where NN represents the neural network, which here would be constructed

so that the final output is a scalar. The most common way of training is used

gradient based optimization. Gradients can be evaluated using backprop-

agation, which takes advantage of the relatively simple behaviour of each

2Here I did not include a regularization term, which is used to combat overfitting
generally by penalizing large weights.
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2.2. Neural Networks

layer to intelligently use the chain-rule, allowing the efficient evaluation of

gradients for networks with millions of weights.

Convolutional Neural Networks

A problem of the fully connected network is that, as the name and the math

suggests, there are weights connnecting each element of the feature with all

others element, which results in a great number of weights especially for

larger features and deeper networks. This can be useful, and is for example

generally done as the last layer in models, but for some problems the feature

has some locality that means that we expect that elements that are closer

are more connected. One area where this locality is certainly the case is

for images, where the relation between pixels that are close is more impor-

tant than pixels that are far apart 3. Convolutional Neural Network (CNN)

are a way of leveraging this locality. A CNN consists of kernels, which in

the two-dimensional case can be throught of as a 2D array of weights of

size X × Y , these kernels are stacked together to form a filter that is then

scanned across the input resulting in a new representation of the data. This

convolution operation is illustrated in Figure 2.1 4. Such networks date

back to LeNet from 1989, but much of the recent interest was sparked by

the introduction of AlexNet for ILSVRC 2012, a visual recognition contest,

in which it beat the competition by over 10% reduction in error rate [31, 32].

Winners in subsequent years have all been CNNs, such as VGG that was

much depeer than AlexNet, GoogleNet that introduced introduced a more

computationally efficient network architecture and ResNet that allowed the

training of much deeper networks with the introduction of skipped connec-

tions [33–35]. With ResNet in 2015 the image classification error had been

reduced to 3.6% from the 26% of the 2011 winner.

3For atomic structures it is also a reasonable assumption that the interaction of atoms
that are near eachother is more important than atoms that are far apart.

4There a somewhat unfortunate choice of wording in that what is called convolution
in the deep-learning community should strictly be called cross-correlation, extending this
strictness Figure 2.1 actually shows the cross-correlation.

Page 19 of 161



2. Methods

Figure 2.1: Illustration of the convolution employed in CNNs, as the
kernel slides across the input image the values of the image and the kernel
are multiplied elementwise and summed together. The area enclosed by
red in the image results convoluted with the kernel results in the value in
the upper-left corner of the result. Here the kernel is only allowed to be
placed where it fits entirely within the input image, this results in the output
representation being smaller than the input, this reduction is what is used
in ASLA to go from images to scalars.

Figure 2.2: The input on the far-left is an image with some crosses, we
wish to build a cross-detector machine, to do so the wanted output image
is defined which has a ’1’ at the location of the crosses. The third column
shows the output after the convolution has been trained to convert the input
image to the target image, resulting in the kernel shown on the far-right.
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2.2. Neural Networks

These filters can be thought of feature detectors, one can imagine that a

filter results in large outputs for cat ears which would be useful in classifying

images. In a Figure 2.2 a very simple feature detector is illustrated, here

a convolutional layer is trained to detect ’crosses’ and is able to learn a

kernel that does a quite good job of that. For real applications the features

that the kernels learn to detect are much more abstract, especially for deep

networks where early layers may learn edges and blobs, latter layers may

abstract those further into for example textures and parts of objects [36].

A large advantage for CNNs is that they introduce translational invariance,

which is to say that the location of a feature is not important for the kernel

to detect said feature, whereas in a fully-connected network this would have

to be learned seperaretly for each location any such feature may appear. For

the image classification this is incredibly convenient - as objects (especially

cats) are not guranteed to be in any specific location in an image.

The total number of weights in a neural network may gave an indication of

its fitting capability, aswell as the computational demand of prediction and

especially training. If only standard convolutions are used the total number

of weights may be calculated as

Nw =
L∑

l

kxl · kyl ·Rin
l ·Rout

l (2.9)

where the summation runs over the number of layers, and the R denotes the

number of input and output channels (colors in a typical image). As kx×ky
is typically chosen to be siginificantly smaller than the representation that

the filter works on this results in much fewer parameters than would be

the case in the fully-connected case. An important property of a CNN is

the receptive field, this describes the area of the input representation that

influences the output. The receptive field of the types of CNNs used in this

work may be calculated as

r0 =
L∑

l

(kl − 1) + 1. (2.10)

A CNN is a central element of the ASLA method discussed extensively in

upcoming chapters.
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2.3 Gaussian Process Regression

In addition to neural networks, kernel methods, most notably Gaussian Pro-

cess Regression (GPR) [37, 38], have seen intensive use in the physics and

chemistry machine learning communities as they are very powerful regres-

sion tools while being more interpretable than neural networks.

Somewhat informally we can say that regression invovles finding a function

that fits some observed points and for it to be particularly useful it should

also prescribe some method of making predictions for other points. There is

however an infinite amount of functions that will fit any set of observations

and will behave drastically different in unobserved regions. A Gaussian

process models a distribution over such an infinite number of functions as

a multivariate normal distribution, that is

P (f |X) = N (µ,K) (2.11)

where f is function values evaluated at the coordinates X = [x1,x2, ..,xn],

the normal distribution is defined by its mean µ and the kernel K which

acts like a multivariate variance or covariance. The GP can be thought as

assigning probabilities of zero for functions that do not fit the observations,

predictions are then made as the mean function of the distribution. This is

illustrated in Figure 2.3.

In order to formalize the above a little more it is instructive to start by

defining what we mean by a kernel, the kernel is defined by a covariance

function, the default choice often being the squared exponential given as

K(xi,xj) = θe−
|xi−xj |

2

2σ . (2.12)

Where we can recognize that if xi = xj the exponential evaluates to 1 and

as the distance between the vectors increases this smoothly decreases as

controlled by the hyperparameter σ, the kernel thereby tells us whether

two coordinates are ’close’ which is intuitively useful for prediction where

we presume that points that are close together will have similar values. In

GP formalism the distribution over functions can then be conditioned on
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2.3. Gaussian Process Regression

Figure 2.3: (a) Black line is the prior mean and the colored lines are
samples of functions drawn from the prior, the shaded region indicates the
uncertainty of the model. (b) Having conditioned the distribution on three
training examples the black line now indicates the posterior mean, the drawn
functions now all closely match the gtraining examples and the model un-
certainty increases in regions far away from the training data.

the observations using the kernel

P (f∗|X∗,X, f) = N (f̂∗, cov(X∗)) (2.13)

where the posterior mean is defined by

f̂∗ = K(X∗,X)[K(X,X) + σ2
nI]
−1(f − µ(X)) + µ(X∗) (2.14)

where σ2
n is a noise term that is added to the diagonal of kernel matrix

between the training data. This noise is understood as noise on the the

training data, e.g. from experimental uncertainties. The posterior covari-

ance is

cov(X∗) = K(X∗,X∗)−K(X∗,X)[K(X,X) + σ2
nI]
−1K(X,X∗). (2.15)

The equation for the posterior mean for a single prediction point x∗ may

be written as

f̂(x∗) = K(x∗,X)T [K(X,X) + σ2
nI]
−1(f − µ(X)) + µ(x∗)

=

n∑

i

αiK(Xi,x∗) + µ(x∗)
(2.16)

where K(X∗,X)T is a vector of covariances between the prediction point

and the training data, for the last equality it has been used that [K(X,X)+
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σ2
nI]
−1(f) is indepedent of the prediction point and can thus be thought of

as coefficients α. The GP posterior can thus be interpreted as the placing

a kernel function at each training point and making predictions as a linear

combination there of. This expression is the same is obtained in a kernel

ridge regression framework, which yields an alternative way of interpreting

the noise parameter σn as a regularization parameter combatting overfitting

through weight decay.

Kernels commonly contain a number of hyperparameters, with the squared

exponential presented in Equation 2.12 having two; the amplitude θ and

the length-scale σ. From the perspective of placing kernes functions at

training points it is clear that these parameters are extremely important.

Luckily the GP formalsim offers a way of optimizing these hyperparameters

as the log marginal likelihood, which describes the probability of drawing

the observations from the model, can be optimized with respect to the

hyperparameters. For this work the kernel has been chosen as

K(xi,xj) = θ

[
(1− β)e

−
|xi−xj |

2

2σl + βe−
|xi−xj |

2

2σs

]
(2.17)

where σl is a long length-scale and σs is a short length-scale with β =

0.99 controlling the weight of each. This choice is made in order to let

the model use the longer length scale to model the general behaviour of

the energy landscape, while being able to capture more minute details in

important regions using the smaller length-scale [39]. Others have reported

very impressive results for extrapolation tasks using an iterative strategy

for building an appropriate kernel function [40, 41] 5. For the prior mean

the average of the training data has been used alongside an additional term

that is repulsive for short bond distances to ensure that such structures are

not sampled as they are not of interest in a global optimization.

As a conclusion for this section the Bayesian optimization strategy that the

GPR model enables can be described [42]. As the model yields both predic-

5The work in [41] is only tangentially related to the present work by also being a
physics application of GPR but the extrapolation their model is capable is impressive
even without having a deep understanding of their specific field.
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tions and uncertainties of those predictions at low computational expense

these properties can be evaluated for a number of test points and an acquisi-

tion function can be used to decide for which point an expensive experiment

should be done for. In our case the expensive experiment is the evaluation

of the QM energy, which is orders of magnitude more computationally de-

manding than the GPR predictions. A lower-confidence bound acquisition

function that chooses the next training example xA can be stated as

xA = argmax
x

[f̂(x)− κσ(x)] (2.18)

where κ is a parameter controls the importance of the variance σ which

can be calculated as the square-root of the diagonal of (2.15). In this

way expensive calculations are only done for those points the model deems

promising. As an example Figure 2.4 illustrates the learning of the Rastrigin

function in three ways, in the upper row the function is randomly sampled

which does not lead to impressive learning, the middle row teases the subject

of the next section by using a feature-transform that exploits the symmetry

of the Rastrigin function to drastically speed up learning. In the bottom

row a Bayesian active learning strategy is used where the next training point

is chosen by an acquisition that favours points that the model thinks are

promising. The Bayesain strategy has learned minimum in far-fewer target

function evaluations than the other strategies.

2.4 Domain Knowledge

The machine learning methods presented in the previous sections don’t have

any explicit reference to atomic systems, and have indeed been developed

in the wider machine learning field and later adopted in the chemistry and

physics field. The usage of these models does however require the applica-

tion of some domain knowledge, mostly in how to represent the atomistic

structures to the models? We may be used to specify structures in a, to

us, fairly intuitive coordinate system, such as the Cartesian coordinate sys-

tem. Due to the symmetries present in the Hamiltonian, resulting from

the external potential only being a function of distances rather than abso-
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Random sampling

Random sampling & Feature transform

Active learning & Feature transform

Figure 2.4: Gaussian process regression model posterior predictions for
the Rastrigin function trained in different ways and with a differing number
of training data. In the first row the GPR is trained by randomly sampling
25, 50, 100, 250 and 500 points going from the left most column to the
right most in region of interest. In the middle row a feature transform
that exploits the symmetry between the four quadrants of the function is
utilized. In the bottom row an active learning scheme is used that favours
learning about the lowest value regions of the functions. The red crosses in
each figure mark the location of the GM of the GPR posterior.

lute positions or angles, the energy of an atomic structure is invariant to

translation, rotation and permutation of atoms of the same species. This

means that for a model the Carteisan coordinates are unintuitive, so far as a

mathematical construct can find something intuititve in the first place, e.g.

without encoding translational invariances a model would have to seper-

ately learn the energy of say a molecule at all locations in a cell severely

limiting its usefulness.

As a consequence there of, much of the most important work in the field has

been about finding better ways of representing atomic structures in ways

that obey these invariances. One of the earliest works in this regard is that

of Behler and Parinello in which Cartesian coordinates are converted to

vectors that describe the local environment around each atom using sym-
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metry functions [43, 44]. Since then a wide variety of other representations

have been proposed that enable improved learning characteritics for the ML

models, such as the Smooth Overlap of Atomistic Orbtials (SOAP) or the

Faber–Christensen–Huang–Lilienfeld (FCHL) to name just a few [45, 46].

One of the most central distinquishing factors of representations is whether

they are global or local, that is whether the representations describes the

entire structure or whether it describes the local chemical environment most

often centered around each atom. In a global model, such as by Rupp et.

al., the model straightforwardly learns the total energy [47]. In contrast

local models, such as Guasisan Approximation Potentials and many neural

network based approaches, assume that the total energy can be written as

a sum of local atomic energies and learns those local energies [48–50]. For

modelling a property of an atomic structure, such as the energy, it is im-

portant that the feature is unique, that is no two different structures should

lead to the same feature, as that can result in training, in the eyes of the

model, two equivalent structures towards different values of said property

[51].

The choice of feature depends on the method in which it is used, while for

getting the best validation loss for a fitted potential energy surface it may

be best to use a very complex feature, that may be too computationally

expensive to use in other cases and the lacking complexity may be a benefit

both for the performance and understanding of other types of methods. In

Chapter 3 a comparatively extremely simple feature vector is used for a

candidate generation scheme, called the complementary energy landscape,

this feature is given by [ρAi , ρ
B
i , Zi] where rhoAi is the density of species A

around atom i calculated as

ρZi =
∑

j 6=i,Zj=Z
e−rij/λgc(rij). (2.19)

Here gc is a cut-off function that ensures that the density decays smoothly

to zero distances at a specified cut-off radius. This feature lacks some of

the descriptive power of the the more advanced features, but it is easy to

interpret and can be evaluated quickly. It also turns out that for this method
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Figure 2.5: Local density descriptor for several minima of C6H6. The bot-
tom row plots show the density of each species on the axis, with each circle
representing an atom colored by its species. In (a) for the benzene molecule
the descriptor identifies that all atoms of each species are in equivalent en-
vrionments, due to the shorter CH the descriptor identifies the density of
carbon near the hydrogen atoms as equivalent to carbon density for the car-
bon atoms even though they have two neighbours. In (b) the representation
finds three types of carbon which vary both in density of both species, ad-
ditionally two types of hydrogen are identified as the hydrogens on carbon
of type 3 are within the cut-off. The feature representation of (c) is very
similar to (b) but now with two carbons in each category.

a more advanced feature is not beneficial, as a much more sophisticated

SOAP-type feature was also tried without success [52]. Figure 2.5 shows

several structures and their feature representations, the feature can roughly

categorize the local environments in the structures which is what is required

for the method it is used for, whereas it would likely do poorly for accurately

fitting the PES due lacking uniqueness and generally low resolving power.

A less investigated property is invertibility, that is calculating the Cartesian

coordinates that would result in a given feature representation. This means

that it is not possible with most representations to find a feature that results

in promising energy in a fitted model PES and converting that to the Carte-
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sian coordinates 6. Gómez-Bombarelli et. al. [53] report a method that

utilizes the SMILES-representation, which is invertible but discrete, and a

variational autoencoder (VAE) in which the encoder-decoder architechture

effectively provides invertibility by decoding the learned continous latent

space representation. ASLA sidesteps this problem by encoding the atomic

structure as an image, in the original work as a one-hot representation and

later on with an improved representation as discussed in Chapter 4 7. The

one-hot representation is illustrated in Figure 2.6. This type of representa-

tion clearly does little in terms of incooperating translational and rotational

invariances, however translational invariance is obtained by using it in con-

junction with a CNN. The discretized nature of the feature may seem like

it could be an issue, but for the task of building candidate structures for

search algorithms it is mainly the configurational challenge that is difficult.

It is not important to get bond distances exactly correct, it is important to

have method be able to easily distinquish between structures that differ in

the configuration of bonds, such as those shown Figure 2.6.

In Chapter 7 a GPR model based on the Oganov crystal fingerprint is used

to power a Monte Carlo tree search algortihm as an extension of ASLA. This

descriptor works by calculating the distribution of distances and angles for

each pair of elements in a given structure. The two-body distribution of

distances is calculated as

FA,B(r) =
V

4πNANB∆

∑

i

∑

j

1

rij
exp

(
−1

2

(r − r2
ij)

σ

)
. (2.20)

Here the sum over i invovles atoms of species A, whereas the sum over j

invovles atoms of species B, V denotes the volume of cell which contains

NA and NB atoms of each species, finally ∆ is the resolution at which the

histogram of the feature is resolved. The angular distribution can be con-

structed in a similar fashion, but will consists of a triple sum significantly

6Due to the aforementioned symmetries the Cartesian coordinates are not unique, but
inverting a feature representation to any correct Cartesian representation would be useful

7The algortihm does not actually require invertibility of the feature, as the Q-map
that is central to it’s workings is itself discretized in Cartesian coordinates, but the onehot
representation is invertible given the parameters of the discretization.
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Figure 2.6: Onehot feature representations of C6H6 molecules, the red
channel represents hydrogen and the green channels represents carbon. Note
if truly shown as a standard image the background would be black, but for
clarity I have made it white.

.

increasing the computational cost of its evaluation. By appending these his-

tograms together a global feature vector can be constructed. An example

of this feature is shown in Figure 2.7, while the feature can be interpreted

in terms peaks for nearest and next-nearest neighbour distances, under-

standing the minute details of the feature is difficult compared to the neat

interpretation density based feature from above - but these details are use-

ful for fitting energies accurately making this feature a much more suitable

choice for that compared to the density based approach.

As shown there are many ways to represent structures, and choosing some

way is neccesary but the choice should be influenced by the task at hand.

For accurate fits it may be very beneficial to use a feature with a very high

descriptive power, whereas that may not be neccesary or in fact detrimental

for other methods.

Finally a catagory of methods that dont rely on features is becoming in-

creasingly prevalent, namely those that work on graphs [54, 55]. Rather

than taking feature vectors as inputs these methods take a graph describing

the atomic structure, with vertices representing atoms and edges represent-
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Figure 2.7: Fingerprint for C6H6 structures. For each pair-distribution
multiple modes are present, corresponding to nearest-neighbour and next-
nearest neighbour interactions and so on. The x-axis of the plots is the
distances at which the feature has been binned, and the y-axis is the feature
at that distance.

ing bonds, and learn very descriptive features that can be effectively used

in regression models.
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Chapter 3

Atomistic Global

Optimization

In this chapter I will present the Atomistic Global Optimization X (AGOX),

this is a framework for optimization algorithms that the developments pre-

sented in the rest of the thesis will be discussed based on. This is followed

by an example of an element of the framework based on Paper I. The chater

ends with a discussion of how to go from an abstract framework to concrete

code in a way that strikes a balance between three important goals.

3.1 Elements of AGOX

Having been a topic of interest for a long period of time it is natural that a

number of algorithms have been proposed for global optimization of atomic

structures. Many of these methods, such as basin-hopping, ab-initio ran-

dom structure search (AIRSS) and evolutionary algorithms, revovle around

a candidate generation procedure and subsequent relaxation so that each

candidate is a local minimum structure, similar to the schemes used in Sec-

tion 1.3 [24, 56–58].

Independent of the inner-workings of the specific method the time domi-

nating step of such algorithms is the many energy and force evaluations

required to do local optimization, as often on the order of 50-100 gradient
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steps are required. Replacing expensive QM calculations with a cheaper

auxiliary or surrogate model calculations offers an enourmous speed-up, in

[59] this was achieved by adaptively parametrizing a classical force-field,

[60] trained a neural network potential on a number of initial relaxation

trajectories and refined it prior to employing it in a search algorithm, [61]

uses a NN trained on the data gathered during an optimization to aid an

EA, [62] proposes two strategies involving GPR potentials depending on

the quality of the initial dataset. In [63] a neural-network enhanced evolu-

tionary algorithm was presented, here the local relaxation was handled by a

neural network with initial training done only on the relaxation trajectories

of the starting population followed by adaptive refinement from single-point

calculations during the search, greatly reducing the number of energy cal-

culations required. In the work of [39] the speed up achieved by using

a on-the-fly trained GPR surrogate model was leveraged in combination

with a Bayesian search strategy enabling the production of several candi-

dates all locally optimized in a GPR-potential with a single DFT calculation

performed for the most promising candidate picked by a lower confidence

bound acquisition function, this method was dubbed ’global optimization

with first-principles energy expression’ (GOFEE). Prior work by [64] has

employed a bayesian search strategy but using simplified coordinates, such

as the Cartesian coordinates of the center of an adsorbate and rotations

around the three axis for an adsorption search problem. Extensions to the

GOFEE method have also been proposed incooperating forces in the train-

ing of the GPR model as well as allowing for interpolation between chemical

elements [65, 66]. These global optimization methods do not neccesarily aim

to obtain the perfectly relaxed coordinates of the GM structure, however

machine learning approaches have also been applied to local optimization

[67, 68]

The degree to which these methods introduce search bias and the explicit-

ness of that bias differs. On the least biased end of the scale is the AIRSS

method, where e.g. candidates for clusters are generated by inserting atoms

into a box at random, however explicit biasing techniques are also discussed
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such as imposing that generated structures obey certain coordination rules

or have specific symmetries. The evolutionary type algorithms impose a

somewhat inexplicit biasing as the generation of candidates is dependent on

a population of structures that undergo mutation operations, the population

and the mutation operations prompt an inaccessible probability distribution

over the search space that favours certain regions over others. All of the

machine-learning enhanced methods are biased by the learned surrogate po-

tential, again this is a rather inexplicit bias that is difficult to characterize

exactly, what can be said is that deviations in the shape of the potential

around the GM structure control how easily discoverable that structure is.

The Bayesian approaches reintroduces some explicitness through the acqui-

sition function, e.g. with the lower confidence bound expression biasing

towards low-energy and high uncertainty candidates.

Figure 3.1: Flow-chart of the essential elements of a GOFEE-style global
search iteration in the AGOX framework. Generators informed by th en-
vironment, and possibily using previously accepted candidates from the
sampler produce candidates that are fed postprocessed, such as relaxed in
a model potential, after which an acquisition function picks the candidate
that will be passed to the gauge. The gauge ’measures’ the candidate e.g.
calculates the energy and if that is successfully done the candidate is added
to the cache, if the candidate fails a gauge the acquisition module may
supply another.

The Atomistic Global Optimization X (AGOX) framework is a catagoriza-

tion of the elements present in a GOFEE-style optimization algorithm. In
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Figure 3.1 a flow-chart describing the process of of a single search episode

is shown. Each of these elements are described in more detail below.

The environment defines the search problem, which atomic species are

present and how many, the simulation cell and its boundary conditions and

whether there are any atoms already present in the cell, e.g. a fixed surface.

The environment informs one or more candidate generators, the purpose

of which is to generate new candidate structures. The random and rattle-

perturbation strategies that were used for the Rastrigin example in Section

1.3 are examples of generators, exemplifying that generators are perhaps

the element for which we can most directly introduce a bias in the search.

Other types of generators include cross-over operations used in evolutionary

algorithms, aswell as complementary energy method and ASLA - the latter

two of which will be covered in detail later.

The uniform generator from the Rastrigin example did not require any other

input than the environment, which in that case was just the limits of the

search problem, whereas the rattle-pertubation required a previous candi-

date for which it can update the coordinates. This is in AGOX handled by

a sample which keeps track of a number of, hopefully distinct, structures

that generators may use when proposing new structures. In evolutionary al-

gorithms the sample is called the population which is updated through some

acceptance criteria for each generation. We use the term sample to encom-

pass a broader range of ways of determining which structures are seeded to

generators that do not neccesarily rely on the evolution of a population, e.g.

a sampling method may just be selecting randomly among all previous can-

didates or a bias may be introduced by selecting among configurationally

distinct low-energy structures.

In the GOFEE algorithm the generation is followed by relaxation in a surro-

gate model energy-landscape, which may be thought of as a postprocess-

ing step of the generated candidates. The advantage is that it approximates

the objective function transform realized by relaxing in the full QM poten-

tial without having to do that relaxation, which will otherwise dominate the
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execution time of the search as discussed. AGOX applies postprocessing in

sequence, so any number of postprocessing procedures may be chained to-

gether. Other examples than relaxation include discarding candidates with

unfavourable bond-lengths or enforcing a discretization which is relevant for

ASLA and will be discussed further in 5.1.

The essential element of GOFEE was an acquisition function that is capa-

ble of choosing the next candidate on which to perform an energy evaluation

in the expensive QM potential. This can be used to introduce a bias towards

promising unexplored candidates by using the lower confidence bound ex-

pression, that incooperates the GPR model uncertainty - as was illustrated

in Figure 2.4.

When a candidate has been selected by the acquisition function it is passed

on to a series of gauges. The simplest gauge is evaluation of the objective

function, which for this work is always the energy from the level of theory

the search is performed in, but could in principle also incooperate other

properties. Gauges may additionally be used in a similar fashion as post-

processing for procedures that may be prohibitively expensive if applied to

all candidates, such as comparing the candidate to all previous candidates

for which the QM energy was calculated to see if it is too similar to one of

those.

When a candidate has passed all the gauges such that its objective function

has been evaluated it is added to a cache or database that collects the

information gathered in a search. All methods need to save data in order

for the results to be analyzed, but data enhanced, be it through machine

learning or not, methods also require access to data collected in previous

episode e.g. for training machine learning elements. Additionally the sample

is most commonly selected through the structures present in the cache.

Most algorithms can be expressed in terms of these elements, even if they

were original described in a different framework. In this framework the

basin-hopping algorithm would produce only one candidate per episode fol-

lowed by a relaxation in the full-potential and the acquisition function would
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always accept that candidate and the sample consists only of the most re-

cently accepted structure using the Metropolis criterion. So such an al-

gorithm can be stated rather naturally in terms of these elements, which

is perhaps not surprising. Consider instead a particle swarm optimization

(PSO) algorithm, this type of method works by spawning a number of par-

ticles and updating the coordinates of each particle according to a velocity

that depends on the particle’s own best known solution aswell as the best

known solution for the entire swarm [69]. For a PSO that moves all the

particles one time-step each episode the generator produces as many can-

didates as there are particles in the swarm all of which are accepted by the

acquisition function, stored by the cache and used to update the properties

of the generator before the next time step. Alternatively all the particles

of the swarm may be considered members of the sample and the generator

cycles between each sample member producing one candidate pr. episode.
1

There are certainly different frameworks with other elements that can be

used to describe most algorithms, and the elements described here are not

optimal by some objective measure - the advantage comes from the estab-

lishment of any reasonable framework both in terms exploring and describ-

ing new ideas and in terms of the development of such ideas as will hope-

fully become clear in Section 3.3. In the next section a candidate generation

method, the complementary energy method, is described to illustrate how

an effective search bias may be introduced through the use of generators.

Chapters 4 and 5 discuss the incooperation of the ASLA method in the

AGOX framework.

3.2 Complementary Energy Method

The Complementary Energy (CE) optimization method presented in Paper

I was originally used in an evolutionary algorithm setup, in the context

1There are exceptions where an algorithm cannot be represented, or at least is very
’unnatural’, in the AGOX framework, an example is that of [70] which tackles the ordering
of a large cluster using a deterministic approach.

Page 38 of 161



3.2. Complementary Energy Method

f(x)

min[f(x)]

c(x)

f(argmin[c(x)])

Figure 3.2: Illustration of the benefit of transformation of the objective
function. The local minimization, as employed in the basin-hopping algo-
rithm, allows the search method to be focussed on exploring different basins
without having to find the exact coordinates of local minima. In the ideal
landscape any set of coordinates will upon local optimization yield the global
optimum solution, as it is a convex function. Note that it is not important
that the ideal landscape correctly predicts the value of the objective func-
tion at the global minimum, only that its GM correlates with the objective
functions GM. As illustrated by the pink curve the local optimization of
any x in the ideal complementary function c(x) leads to coordinates x∗ that
in the true function f yields the GM value.

of the previously presented elementes it may be classified as a candidate

generator.

The main idea of the work is to use a complementary function to generate

new candidates and is heavily inspired by the work of Sørensen et. al. [71].

This can be thought of as a alternative to the transformations of the PES

that have been used in literature, with the local minimization transformed

employed by the Basin-Hopping algorithm being perhaps the most well

known [24]. Other examples include the work Stillinger and Weber where a

so-called hypersurface deformation strategy is employed which increases the

volume of the global minima at the expense of higher lying minima [72]. A

more modern example of the concept is presented by Pickard in which PES

is augmented with additional dimensions that allow atoms to circumvent

barriers and thereby avoid getting trapped in local minima [73]. A simi-
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lar topic is graduated optimization, also known as continuations methods,

wherein first a smoothneed version of the problem is solved and used as

the starting for gradually less smoothened versions until a solution for the

original problem is obtained [74].

We may think of convex functions as being the easist functions to glob-

ally optimize, so easy that they are considered trivial in fact, as a local

optimization is gauranteed to guide us to global optimum. So an ideal

complementary function or transform would turn the PES into a convex

function with it’s single minimum matching the coordinates of the global

minimum of the PES. This ideal scenario is depicted in Figure 3.2. As an

example it would be convenient to work with functions like

E =
∑

i

(
xi − xGMi

)2
(3.1)

where xi is the i’th coordinate, as it has the exact properties we want. How-

ever it’s usefulness vanishes as it is parameterized by the global minimum

coordinates xGM . The ideal of a convex function may be unattainable, but

a complementary function that reduces the number of minima and stochas-

tically guides the search towards new candidates is also valuable. This is

what the CE method attempts to do and it overcomes the parametrization

problem of equation 3.1 by working in a feature space using the comple-

mentary energy landscape defined by

CE =
∑

i

minj∈J |fi −Aj | (3.2)

here the sum runs over the atoms present in a structure and fi is accord-

ingly the feature-vector of atom i and Aj is an attractor. The attractors are

chosen as the feature vectors of atoms present in the structure in question,

and may be dubbed role models, they represent local chemical environments

that other atoms should strive to obtain. Minimizng equation (3.2) is a way

of making the atoms become more like their rolemodels. The difference be-

tween equations (3.1) and (3.2) is subtle, what allows the CE-expression

to work is that it uses local descriptors, that as discussed in Section 2.4

describe the environment around an atom rather than the entire structure.
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If it was instead based on a global descriptor it would suffer from the same

parameterization paradox that equation (3.1) suffers from. By stochasti-

cally choosing the rolemodels the method is capable of producing candidate

structures that enhance the search. A slight modification to 3.2 can be done

by only letting the sum i run over a subset I of the atoms in the structure

CEfew =
∑

i∈I
minj∈J |fi −Aj |. (3.3)

This was found to further enhance the search performance of the method,

this concept is utilized in Figure 3.3. While the example is shown in the

figure is somewhat ideal, the method was also tested on several systems for

which it does lead to a performance increase compared to previous methods.
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Figure 3.3: (a) DFT energy landscape of a hexagonal Boron nitride surface
with a vacancy defect, inset shows the energy along the minima trajectory
until the local minima at which it gets stuck and from there a linear path
to the GM site. (b) Shows the CE land-scape and marks the rolemodel
that defines it, here the atom can be relaxed straight into the optimal po-
sition without encountering a local minimum. (c) Shows the CE relaxation
in the feature landscape, even though only a single atom moves that re-
sults in the local environments changing for several atoms. Reprinted figure
with permission from Paper I. Copyright (2021) by the American Physical
Society.

. In the context of the discussion in Section 1.3 the method may be thought

of as introducing a bias towards structures with atoms in similar environ-
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Figure 3.4: Success curves for TiO2 4-layer (39 free atoms) reconstruction
using the CE-methods and for the cluster regularization (CR) method it
was inspired by from [71] along side the global minimum structure, the
CR method was originally shown to improve performance in an EA and
the CE method is a further improvement. This was the hardest problem
investigated in the paper, and for the easier two (15 free atoms) and three
layers (27 free atoms) variants of this problems the method achieved much
higher (70%+) success in the same or fewer episodes. The

ments, which many systems posses to some degree such as the surface re-

construction studied in the paper with some results shown in Figure 3.4.

For systems where every atom is in a unique local environment, as must be

the case for some organic molecules for example, it may be that this bias is

not especially beneficial, highlighting the importance of choosing methods

that introduce appropriate biases for the problem at hand. Furtherwork on

this approach is underway, such as exploring ways of generating multiple

candidates from the CE optimization trajectories enabling the use of the

acquisition function in AGOX, keeping a populaiton of rolemodels rather

than taking them from the structure that is acted on and improving the

feature used to define the CE landscape.
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3.3 Global optimization code

As the scope of scientific computing grows and the methods employed be-

come increasingly complex so does the underlying code that is required to

perform these computational experiments. Some of the central goals of any

such piece of software should be

• Ease of development

• Ease of collaboration

• Performance

with the degree of importance of each goal being subject to the project at

hand. For a DFT code performance might be more criticial than ease of

development whereas for an explorative study of a new idea ease of develpp-

ment may trump performance. As presented in the previous section global

optimization methods can be described in terms of a number of common

modules, this catagorization can be used to make both development and

comparison between algorithms easier.

There are many programming styles and there is likely no objectively best

way of achieving these goals, further complicated by the constant invention

of new tools and strategies. The style I will describe is based on Object

Oriented Programming (OOP), which plays very well with the modular

description of global optimization methods. This style choice is influenced

by the popularity of Python in the scientific community from physics to deep

learning and because its the language that I am by far the most experienced

with.

The most important part for ease of development is to be able to replace

one module with minimal, preferably no change, to any other modules. This

means that the new ideas can be tried quickly and minimizes the risk of bugs

by reusing the majority of the modules. In an OOP framework this can be

achieved by using classes which have attributes that hold data and methods
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Figure 3.5: On the left an abstract class defines two required abstract
methods and a default model. In the middle a class has inherited from
the abstract class and implemeneted the two required methods, the default
method has been inherited directly and can be used with no additioanl code.
On the right an experimental class inherits from the class and overwrites
one of the methods. The colors indicate where the code for each method
originates.

that define some computation on some data. On its own this is really just

restating the catagorization from before but the benefit comes when these

classes are required to have specific methods that take as input specific types

of data and output specific types of data, as this ensures that modules of the

same class can be interchanged seamlessly. In Python this can be achieved

through so called abstract base classes and inheritance. Inheritance refers

to one class inheriting the attributes and methods of another classes, so by

inheriting the requirement of implementing a certain method in a certain

way modularity is ensured. A second very neat usage of inheritance is that

ideas can be tried surgically by inheriting all the methods of a class and

overwriting only a few with new implementations, e.g. changing only the

cost-function for a neural network module. This class structure is illustrated

in Figure 3.5.

A very general requirement for replacing a piece of code with another is that

both should work on the same data, a method or function needs to take
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the same input arguments. It is difficult to predict what input a type of

function or method might need, however by letting modules reference each

other through their attributes this difficulty can be reduced significantly,

e.g. a surrogate relaxation postprocessing method can store a reference to

the surrogate model rather than having it passed as an argument.

The class structure can be thought of as defining a set of rules that each

module of code must obey, it is therefore essential that the framework de-

fined by these rules is general so as not to inhibit the development of new

ideas that may not fit without these rules. Therefore we want a framework

that is very general, which I believe the one presented in the previous sec-

tion is, but that is flexible enough if new ideas need to be accomdated. One

way of achieving such flexibility is through the use of observer-patterns. In

such a pattern a program can have other programs, the observers, attached

and it will notify those observers when a specificied condition is met, such

as when the program itself has finished executing. This is schematically

shown in Figure 3.6. Note that the illustrated example is different from

simply having three different programs execute in sequence as the observer

can be deattached or more observers can be attached without hard cod-

ing those changes into the program. This scheme can be used for many

things, such as logging outputs or monitoring a specific rare occurence. For

ML assistend global optimization it is a neat way of training models as

any number of models can be attached to an appropriate part of the main

loop, such as the cache/database - without having planned for which spe-

cific models or how many models when the code for the cache was written,

this is illustrated in Figure 3.7.

Ease of collaboration is required as projects become larger with multiple

people working on them. Here the modular approach is also very helpful.

For new colloborators it is easier to understand the structure, while the

interplay between modules may be very complex the catagorization into

modules gives a level of abstraction such that each module can be under-

stood seperately. In a laboratory one might want to build new experimental

setups in a seperate area from the one that contains a painstaklingly built
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P1 P2 P1 P2 P1 P2 P1 P2

P1 P2 P1 P2 P1 P2O1 O1 O1

Figure 3.6: In the top row a program consists of two repeating programs
P1 and P2 executed in sequence, such as in a for-loop. In the bottom row
an observer O1 has been attached to P2 so that everytime P2 executes that
observer is called and can run or can skip based on its own condition check.
The observer can be attached dynamically and any number of observers can
be attached or nested together.

Figure 3.7: The AGOX flow-chart with a GPR model as an observer to
the cache. The GPR model could be used by postprocessing and acquisition
modules as indicated by the arrows. As an observer to the cache the GPR is
informed whenever a new training example is available and can train before
the next iteration.

Page 46 of 161



3.3. Global optimization code

setup to avoid accidently breaking the old one, modular code offers the

same for the computational experimenter. While version control software

such as git is extremely powerful at avoiding conflicting updates from differ-

ent contributors to a piece of code, the indepedence of modules gives peace

of mind in that there is no risk of accidentally breaking something while ex-

perimenting. Lastly regarding collobration a well-defined framework makes

communication clearer as each module as a name and a well-defined relation

to the rest of the code.

Much of the exercise for global optimization is to improve performance,

many methods can solve very large problems it may just take a very long

time and an excessive amount of computational resources. It is essential

to distinguish between performance critical aspects of a code and aspects

that even when implemeneted somewhat poorly take very little time, this is

partly why the performance of a search method is often reported in the terms

of the number of objective function evaluations as the objective function is

often the time dominating step. As discussed above ease of development and

ease of collaboration are mostly compatible, in that many things that make

development easier also make collaboration easier - in a way one is always

collaborating with ones past-self so its quite natural than they go hand in

hand. Performance can however be at odds with both of these points, e.g.

a C or Fortran program is faster than Python but likely will require more

development time. Luckily performance critical parts can use packages that

interface to e.g. C, such as Numpy [75] for general array calculations or

Tensorflow [76] for neural networks and other machine learning parts. It

is possible that a dedicated developer could write Fortran (or more likely

CUDA) code that implemenets a neural network for their specific applica-

tion that is faster than Tensorflow, but that would be like an experimentalist

insisting on constructing the building that should house their experiment

themselves.
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Chapter 4

Atomistic Structure

Learning Algorithm

The Atomistic Structure Learning Algorithm (ASLA) method distinquishes

itself from other global search method by building candidate structures

one atom at a time using a CNN in an reinforcement learning setting. In

this chapter I will describe the method at the neccesary level of details to

understand the remainder of the thesis, a full desciption is presented in

the original work by Jørgensen et. al. [77]. Afterwards I will describe and

discuss some of my own work with improving the original algorithm through

adjustments to representation that ASLA takes as input based on Paper II.

4.1 ASLA

In the AGOX framework the ASLA method may in its original form be de-

scribed as a generator, as illustrated in Figure 4.1. ASLA is based on rein-

forcement learning, which is a fancy way of saying that the training rewards

desired behaviour and discourages undesired behaviour. The mathematical

underpinnings of the specific reinforcement learning method employed in

ASLA are based on the Q(s, a)-value, which describes the expected reward

from state s taking action a. Greedily following the Q-value, by taking the

action that maximizes it for each state will, if the exact Q-values are known,
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Figure 4.1: The original ASLA algorithm as represented in the AGOX
framework; in its original form the algorithm does not utilize postprocessing,
the acquisition function or the sampler. The green connection between the
cache and the ASLA generator indicates that the evaluation and training
parts, discussed elsewhere, of ASLA are observers to the Cache like discussed
in relation to a GPR model in Section 3.3.

lead to the optimal solution. In reinforcement learning the term agent is

used to describe the entity that interacts with an environment by taking

actions and observing the outcome of those actions, this is illustrated in

Figure 4.2. The environment describes the rules for determining what state

results from taking a given action from a given state. In ASLA the environ-

ment is deterministic so a specificed action from a specified state will always

result in the same state and reward, unlike a game where a uncertainty in

the outcome is introduced through the actions of the opponent. Q-learning

based reinforcement learning has also been employed by [78] for molecular

optimization and other reinforcement learning based approaches are also

seeing use in the chemistry community [79, 80].

The ASLA generator consists of three parts; building, evaluation and train-

ing. In the building phase the algorithm sequentially chooses the positions

of the next atom to place by querying a policy π(s, a) which assigns a prob-

ability to each action a given the current state s. The policy is calculated

as a function of the Q(s, a)-values which predicts the expected reward that

can be achieved for each action in a given state. This procedure is repeated
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Figure 4.2: Illustration of the interaction between an reinforcement learn-
ing agent and an environment. The agent decides on an action given a
state and the environment, which encodes the transition dynamics between
states, returns a new state and a reward.

until a predetermined number of atoms have been placed, resulting in a new

candidate structure.

During the evaluation phase the energy of the most recently produced can-

didate structure is calculated. The calculated energy can be converted to

a reward, in ASLA this is a value in [−1, 1], with a reward of 1 given to

the best structure found so far, with linearly decreasing rewards awarded

to structures with higher energies clipped so that structures with energies

∆E higher than the best all recieve a reward of −1. If a state-action combi-

nation has been observed to lead to multiple outcomes during a search, the

reward is based on the best of those outcomes, i.e the completed structure

with the lowest energy. From that the target Q-value can be stated as

Qtarget(st, at) = max
i∈I(st,at)

r(Ei) (4.1)

where I denotes the set of episodes in which the state-action pair was wit-

nessed.

During the training phase the CNN, which is illustrated in Figure 4.3, that

predicts Q-values is updated by minimizing the Q-value loss

J =
1

Nb

Nb∑

i=1

(Qpred −Qtarget)2 (4.2)

where Nb is the size of the training batch consisting of structues and re-

wards. 1. Typically the batch consists of the best structure, the newest

1I have omitted a ’spill-over’ contribution present in the original work as that has not
been used in my own work.

Page 51 of 161



4. Atomistic Structure Learning Algorithm

Figure 4.3: Illustration of the ASLA convolutional neural network, a rep-
resentation with as many channels as there are atomic species Na is fed
through four convolutional layers, these layers are configured such that
the internal representations built by the network have Nch channels, with
Nch = 10 for all runs in this thesis, the output of the network is a vector of
lenghth Na containing the Q-values for the middle pixel of the input rep-
resentation, which is the indicated by the black square. This black square
corresponds to the receptive field of the network. The operation the con-
volutional filter, which consists of a as many kernels as there are channels
in the representation it acts on, is depicted by the shaded cone. Figure
adapted from Paper I.

structure and a random sample of previous structues - a so-called replay.

The reward is only calculated for the final structure, or rather the reward for

intermediate structures is zero, but the Q-value is the sum of rewards there-

fore intermediate structures are also present in the training batch. During

training the network is presented with local features, that is a representation

of the region around an action with such a size that the network outputs a

single number, or a vector of number in the case of multiple atomic species.

These local features are augmented using rotation and mirroring to encour-

age the network to learn approximate invariances.

Figure 4.4 shows the Q-map that an ASLA agent is guided by during the

building phase, in this case it has learned to build aniline. The sequence of

actions taken in this particular build is the action with the highest Q-value.

For the first action the network has learned that finishing the aromatic ring
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Figure 4.4: Q-maps for the last 4 states of an ASLA agent building aniline,
color intensity represents the Q-values of each species, orange for hydrogen,
grey for carbon and blue for nitrogen. The speciest for which the Q-value
is the highest is shown for simplicities sake, however the network predicts
Q-values for all actions of all species.

by placing a carbon atom is likely to yield a final structure with a high

reward, as indicated by the intensely grey area. Having placed the only

remaining carbon atom in the agents prescribed set of atoms the Q-values

of placing carbon are masked out - or the probability of all actions involving

carbon in the policy π(s, a) is set to zero. Hereafter the agent decides to

place the nitrogen atom as that is now the highest Q-value action. With

only hydrogen left the CNN now predicts two regions for which to place

the remaining hydrogen, after having placed the first hydrogen only one

spot remains resulting in a very convincing aniline molecule. While I here

depicted the Q-values in actuality it is the policy π(s, a) that informs the

final decision, but the modified epsilon-greedy policy used here does not lend

it self as well to depiction as the Q-values as it works in multiple modes;

for the majority of actions (a fraction of 1− ε with ε typically being 1 or 2

divided by the number of actions) the highest Q-value action is chosen and

for the remainder an action is chosen either among the top few percent of

Q-values or completely at random to enforce exploration. Nevertheless, it

is easy to recognize that the Q-values can be used to calculate a probability

distribution that will guide a search in a reasonable manner in any number

of ways.

The discussion in Section 1.3 revovled about bias as the key ingredient of

improving search algorithms, from Figure 4.4 it is clear that ASLA directly

Page 53 of 161



4. Atomistic Structure Learning Algorithm

biases the search through the policy that is in turn guided by the Q-values.

By assigning a probability to each action the search can completely ignore

certain areas while preferentially exploring more promising regions. One

could argue that the probability distribution that matters is that over fully

build candidates which must be a sum of products of the policy proabilities

of all action sequences that lead to each final structure. However being

able to calculate these probabilities is far less important than being able to

influence them which ASLA does in a quite explicit way.

4.2 Representations for ASLA

Figure 4.5: Radial kernels and resulting representations (a) One-hot, (b)
Gaussian and (c) non-monotonic kernel. Whereas functions are contionous
the resulting kernels are discrete, but the resulting representations still be-
come smoother with a smoother kernel.

As discussed in Section 2.4 the choice of how to represent atomic structures

to machine learning models is key. This section summarizes and discusses

the results of Paper II in which we studied different representations for use

with the CNN in ASLA.

The type of representations studied are those that can be generated using

the one-hot representation as the starting point, specifically by convolu-

tions with appropriately chosen kernels. The kernels of the network can be

thought of as generating a better representation starting from the one-hot
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representation, but they require training, whereas the goal here is to repre-

sent the input in a way such that the learning can be faster. Therefore we

limit ourselves to simpler kernels that can be defined in terms of analytical

functions. The simplest such functions are radial functions, such as those

depicted in Figure 4.5. Similar representations have been employed in the

drug-discovery community [81–84].

The simplest such radial representation is a Gaussian representation with

a predetermined width, but it was found in the study that this width pa-

rameter significantly influences the performance of the algorithm, therefore

an automatic approach was developed, called the automatic Gaussian rep-

resentation (AGR) method. In this method the representation kernel is

calculated as a sum over a set of Gaussians with specified widths, as

K(r) =
∑

i

αie
− 1

2
r2

σ2
i (4.3)

where the weights αi are trained according to the Q-value loss using back-

propgation in the same fashion as the weights of the conventional convolu-

tional kernels. In ordinary convolutional kernels the network controls each

pixel directly, whereas the Eq. (4.3) defines the kernel in terms of a number

of predefined basis-kernels. This method is thus capable of finding an ap-

propriate Gaussian representation automatically, resulting in a significant

performance increase for the ASLA algorithm. In analogy to the density

based local feature discussed in Section 2.4 the representations generated

through these types of kernels are exactly the same as what would have

resulted from the calculation of the feature vector at each discrete location

on the grid - i.e. the resulting representation is an image the feature an

atom would obtain, were it to be placed at each location. Convolutions

operations typically also included the addition of a bias, a constant added

to the entire image, which was also investigated. Here it was found that

a bias of the same sign as the kernel worsened performance considerably,

whereas bias with the opposite sign led to a slight increase.

A similar scheme was investigated for the non-monotonic kernels, as the ex-

ample shown in Figure 4.5(c), using a basis of displaced Gaussians Ki(r) =
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Figure 4.6: (a) Success curves for ASLA using one-hot representation and
automatic Gaussian representation method on graphene 5-7 grain boundary
defect shown in (b).

e
− 1

2

(r−ri)
2

σ2
i that each form a ring in the kernel. Several initialization strate-

gies were tried for this representation, with the best performing one that

mimicks the a single zero-centered Gaussian, however none of these strate-

gies allowed for the method to outperform the AGR.

Figure 4.7: Circular harmonic kernels for different values of the angular
order m, also indicates the definition of the angle θ. Deep red indicates a
value of 1 whereas gray is zero and blue is -1.
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Given that appropriately chosen radial kernels yield a quite significant per-

formance boost, going further by incoorperating angular information be-

comes a natural next step. This was investigated using a circular harmonic

kernel

Km(θ) = cos(mθ) + i sin(mθ). (4.4)

The real and imaginary parts of these Km(θ) is depicted in Figure 4.7

for several values of the angular order m. In combination with a radial

representation can be used to construct a general complex kernel

Km(r, θ) = K(r)Km(θ) (4.5)

A representation may then be calculated using the expression

Rout = (Re[Km(r, θ)] ∗Rin)2 + (Im[Km(r, θ)] ∗Rin)2 (4.6)

where ∗ is the convolution operator between the kernel and the input rep-

resentation Rin. For m = 0 the real part of the angular kernel is equal to

1 whereas the imaginary part is equal to 0, which yields normal entirely

radial representations. For m 6= 0 the angular kernel will be sensitive to

certain angles and be zero for other angles. This is depicted pictorially in

Figure 4.8 with a m = 1 an that responds to 90-degree angles and is zero

for 180 degree angles, the resulting representation has a very clear signal for

a concocted configuration where a 90 degree angle can be obtained, but no

signal for a configuration with the same distances that would result in a 180

degree angle. The angular order m controls which angles the representation

is sensitive to, in Figure 4.8, the representation is ’on’ for 90 degree angles

due to the m = 1 kernel used. This approach is similar to those employed in

order to build CNN architectures that are equivariant to rotation, as done

by [85] for 2-D convolutions and later [86] for 3-D convolutions.

For optimization problems the important angles are not known a priori and

therefore a representation utilizing multiple m is generally required. This

can be accomodated by stacking representations produced with multiple

m yielding a representation with multiple channels, one for each of the em-

ployed m. The success curves resulting from ASLA using such stacked repre-

sentations tasked with building graphene in a supercell where the agent has
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Figure 4.8: Illustration of the calculation of a representation using an an-
gular kernel, both the real and imaginary parts of the kernels are convoluted
with the input, squared and added together. The resulting representation
differentiates between a point between ’atoms’ and at a 90 angle to the in-
put ’atoms’ even though the distances invovled are equal. Reproduced with
permission from AIP Publishing (From Paper II).

to place 23 atoms are shown in Figure 4.9. The 2-channel representation uses

a zero-centered Gaussian of optimal width for this problem and a displaced

Gaussian with a displacement that matches the bond lengths in graphene.

The representations with more channels consists of the 2-channel represen-

tation stacked with representations generated from the m = 1 to m = 3

representations, such that the 5-channel representations consists of the 2-

channel representation and those from generated from using m = 1, 2, 3.

With the radial kernels the representations were an image of the feature

that an atom would obtain were it to be placed at each pixel, now with

these stacked representations it is now a multi-channel image with a vector

of features for each location. This increases the complexity of the represen-

tation and makes learning more difficult, so while it was found that for the

graphene problem depicted here a 5-channel representation that includes

the m = 3 kernel, which is sensitive to 120 degree angles, yielded better

performance than a 4-channel representation without it, it did not make up

for the increase in learning difficulty posed by the additional representations

compared to a Gaussian representation.
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Figure 4.9: Success curves for graphene supercell problem, as the number
of channels presented to the network is increased the performance of the
algorithm decreases, until the m = 3 channel is included with the 5-channel
representation, it does however not make-up for the increased difficulty of
learning imposed by the more complicated representation enough to beat
the AGR representation for this problem.

Overall we have seen that representations may significantly improve the

performance of ASLA, however the right representation has to be chosen

which for the radial ones can be achieved with the use of the AGR. The

angular representations does contain information that is useful for the search

in certain channels, whereas other channels are less valuable.
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Chapter 5

ASLA in AGOX

In the previous chapter the ASLA method was introduced, we saw that in its

earlier forms, it only utilized some of the elements of the AGOX framework.

In this chapter I will describe how ASLA may be used with the remainder

of these elements, namely postprocessing to incooperate surrogate model

relaxation, the acquisition function, which will allow the generation of mul-

tiple ASLA candidates pr. episodes and sampler which means ASLA will

not have to place every atom in each episode. Surrogate relaxation for

ASLA was introduced in Paper III.

5.1 Postprocessing in ASLA

From the AGOX perspective Paper III can be seen as introducing the use of

candidate postprocessing for ASLA. Using a GPR model as described in Sec-

tion 2.3 with the fingerprint feature from Section 2.4 a surrogate potential

can be trained on the fly during a search and relaxation can be performed

in this surrogate potential, this consistutes the first postprocessing element

introduced in the paper. The second element is a ’snapping’, the candidate

produced by the ASLA generator is discretized, but after relaxation that

is no longer the case and in order to train the network this discretization

has to be reintroduced, so the snapping postprocess discretizes the now

surrogate relaxed candidate to the nearest grid points. The performance
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Figure 5.1: ASLA with postprocessing in the AGOX framework, here with
the general postprocessing module element switched out with the specific
ones used; namely model relaxation and subsequent snapping to the grid.
ASLA generates a discrete candidate cd which after model relaxation has
become a continous candidate cr that when snapped back to the grid again
becomes discrete resulting in the final candidate for that episode cA.

benefit of this is quite large as seen in Figure 5.2, where ASLA and ASLA

with these postprocessing elements (ASLA-P) are tasked with finding the

most stable configuration of C6H7N which at the DFTB level of theory used

here is aniline 1. With this additon the ASLA-P method was used to solve a

Ag(111) oxide surface problem for 25 combinations of the number of oxygen

and silver atoms in the cell, and was able to confirm experimental results,

as presented in Paper III.

In Figure 5.3 the distribution of the best structures found for each search

method is presented. Note that ’best’ here means that only the lowest en-

ergy structure from each restart is represented in the figure. This of course

shows the same result as the success curves, that ASLA with surrogate re-

1In Paper III a similar result is shown for benzene, where the performance increase
is perhaps even more impressive, however the C6H7N system is quite a bit more difficult
than C6H6, for the latter system the main difficulty is finding the ring-funnel which
competes with many chain structures, for aniline ring structure also needs to be found,
but the nitrogen also needs to be in the correct position in the ring. In e.g. pyridine
where the nitrogen is part of the main ring this would not be an issue and that system
will be similar in difficulty to benzene. The discussion in Section 1.3 of optimization of
the Rastrigin function tells us that relative volume of the solution for C6H7N compared
to the size of the search space is smaller than for C6H6.
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Figure 5.2: (a) Success curves for ASLA and ASLA-P searches for aniline
and (b) the corresponding energy curves.

laxation is much more capable of finding the global minimum structure,

the aniline molecule. It however also has information that cannot be de-

duced from the success curves, such as that unsuccessful restarts using sur-

rogate relaxation still find fairly reasonable structures, with the majority

of them finding a structure where nitrogen is part of the aromatic ring and

a rest finding reasonable carbon chain structures. Without relaxation the

best structures from each restart are much more varied, with various chain

structures being the main theme at moderately high energies and quasi-

fragmented, the algorithm is not allowed to build truly fragmented struc-

tures but these restarts skirt this restriction by sharing hydrogen atoms

between fragments, structures for the worst runs. One restart has actually

found what very much resembles the aniline molecule but with such poor

bonds that it is over 5 eV higher in energy.

5.2 Acquisition with ASLA

In Section 5.1 ASLA was with postprocessing, namely local optimization

in a surrogate potential and subsequent snapping to the ASLA grid. The

second to last element for ASLA to ’unlock’ is thus the acquisition function,

as depicted in the updated flowchart in Figure 5.4. By repeating the building
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0 1 2 3 4 5 6 7 8 9

Energy [eV]

Figure 5.3: Distribution of the best structures found by ASLA (green)
and ASLA-P (red) with some structures shown at different energies relative
to the global minimum. The shown structures are not neccesarily the only
structures at that energy, e.g. the peak of the red distribution around 1 eV
is also made up of 5-ring structures.

Figure 5.4: ASLA with acquisition functionality in the AGOX framework,
the ASLA generator followed by postprocessing has produced a set of can-
didates C from which the acqusition function selects one cA.

process a number of times ASLA can produce a set of candidate structures

C which the lower confidence bound expression, discussed in Section 2.3

and repeated here with updated notation, can select among

cA = argmin
c ∈ C

[EGPR(c)− κσ(c)] (5.1)
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where EGPR and σ(c) are the GPR energy and variance respectively with

κ controlling the relative importance of both terms. The result of the use

of the acquisition functionality on the aniline system also investigated in

relation to postprocessing is shown in Figure 5.5, here the run using the

acquisition function generates 10 candidates pr. episode. As is evident in

the figure this boosts the performance of the method significantly to such a

degree that a comfortable degree of success is reached in slightly over 1000

episodes, whereas that previously took well over 2000 episodes.
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Figure 5.5: (a) Success curves comparing ASLA-P with postprocessing
(relaxation/snapping) and ASLA-PA which additionally uses the acquisition
function. The dotted lines indicate the number of episodes required for each
method to reach 50% success, underlining the effectiveness of the acqusiition
scheme. In (b) the corresponding energy curves are shown, which naturally
show that the ASLA-PA method more quickly finds low energy structures,
the blue line, this has to be the case as the success curve is better. The
energy also shows that the average energy pr. episode (shaded area) is much
lower, which does not have to be the case.

5.3 Rebuilding with ASLA

As ASLA is trained the network stores information about the search prob-

lem, through the Q-values. As discussed the building process is guided by

the policy, which for most episode consists of taking the action with the

maximum Q-value, doing this for all actions in a build results in a ’greedy’
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Figure 5.6: Flowchart of the ASLA rebuild procedure, here a sample
member sm has some atoms removed to produce an intermediate structure
sI that the ASLA generator may rebuild to generate a set of new candidate,
this can be repeated a number of times suc that a set C of candidates
has been generated from which the acquisition function can pick the final
candidate cA. The ’remover’ element is only shown here for clarity, in
practice it is just part of a generator and thus does not introduce any
additional complexity to the code.

build. This greedy build indicates what the agent thinks is the current best

solution, this analogous to the best member of a sample/population of struc-

tures. Exploration happens by deviations to the greedy built, i.e. a build

might start with n greedy actions, a stochastic exploratory action that in-

terupts the greedy-sequence resulting in a state from which the greedy built

cannot be realized, followed by greedy actions until the built is complete.

While the network does encode a sample of sorts, we may still wish to

use the sample from the AGOX framework as illustrated in Figure 5.6.

Whereas a rattle-pertubation generator would shake some or all the atoms

of a sample member to generate a new candidate, ASLA has to place the

atoms, so to use ASLA with a sample some of the atoms of the sample need

to removed resulting in an intermediate structure that ASLA can finish to

generate a new candidate. One way of acheiving this is by selecting an atom

at random and removing it and a, possibly random, number of its nearest

neighbours. This procedure is depicted for an ideal example in Figure 5.7.

This idea is rather analogous to inpainting with machine learning for images,

Page 66 of 161



5.3. Rebuilding with ASLA

where models are trained to restore images where objects from or portions

of the image have been removed [87]. The way atoms are removed from

the sample candidate is likely quite important and the proposed method

is not very smart, further work might seek to use a local energy model to

preferentially remove those atoms that contribute the least to the energy,

as was shown to be a successful strategy for choosing which atoms to rattle

in [88].

In [89] the terms ’detachment’ and ’derailment’ are defined for reinforcement

learning agents as forgetting how to return to a previous state and as failing

to return to a previous state before exploring, respectively. For our problem,

’detachment’ may occur when the agent finds a configurationally interesting

solution that is not competitive with the current best known solution, e.g.

due to a couple bonds with suboptimal lengths, in this case the agent wont

so much forget how to return to that state but will make very little effort

in trying to learn to return to it because of a small reward, possibily due

to the suboptimal bonds. Similarly ’derailment’ can occur when the agent

requires an intricate sequence of actions in order to return to an interesting

state, such that random actions at inopportune steps in the build sequence

make it impossible to return. Their proposed solution is to build an archive

of states such that those states may returned to directly, which is very

similar to the sample in AGOX or indeed the population in a evolutionary

algorithm.

As for the sampling method used to decide which structures should be

chosen used as the starting point for rebuilding there are many options,

the main objective is to ensure that promising (low energy) structures that

are individually distinct are chosen. The method used here uses the GPR

kernel Eq. (2.17) as a similarity measure between structures, such that

structures whose similarity is above a threshold are grouped together, the

lowest energy structure from the Nsamp groupings which contain the lowest

energy structures are then chosen as the sample members. Results from this

procedure are shown in Figure 5.8 for the C6H7N system, with the aniline

molecule being the GM, for each run the ASLA rebuild procedure generates
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Figure 5.7: Idealized example of the ASLA rebuild procedure, on the left a
sampled structure is shown from this sampled structure a number of atoms
are removed resulting in an intermediate structure. ASLA rebuilds the
intermediate structure into a different configuration, with somewhat poor
bonds and bond lengths, the subsequent postprocessing surrogate relaxation
leads to a very good candidate, that is indeed the global minimum structure.

10 candidates so as to be comparable to the ASLA-PA (postprocessing-

acquisition) result, with the first 50 episodes not using rebuild but rather

building the entire candidate so as to seed the sampling method with more

diverse candidates. In Figure 5.8(a) the number of members of the sample is

varied, with a relatively small sample size the success curve quickly stagnates

at a rather low success level, as the sample size is increased higher levels of

success are reached but stagnation still eventually sets in and the gain from

increasing the sample size diminishes as it grows larger. This is strikingly

similar to what was shown in Figure 1.4 for the Rastrigin function, with

an intriguing difference; for the Rastrigin search increasing the sample size

came at the cost of a delay in the success curve which is not present here.

I attribute this difference mainly to the acquisition function, whereas for

the Rastrigin search any episode spend on a candidate in the wrong funnel

is completely wasted delaying the overall success, which is not the case

here as the acquisition function can pick among the generated candidates
2. The figure also shows what happens if ASLA is ’turned off’, such that

the rebuilding procedure is no longer guided by the Q-values but atoms are

placed uniformly at random for the allowed actions, showing that even with

the additional AGOX elements the biasing by ASLA still plays a central

2There is likely also another influence from the acquisition function through the GPR
model needing to learn about the energy landscape, so candidates in the wrong funnel
are not wasted as they contribute to this learning.
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role for this system. In Figure 5.8(b) the number of atoms removed from

the sample to create the intermediate structure from which ASLA rebuilds

is varied, here an even stronger stagnation tendency is witnessed, if only

a few atoms are removed it becomes very unlikely that configurationally

different candidates are obtained and the algorithm is mainly making minor

adjustments to the sample members. In general the effect of the rebuild

procedure is not all that sizeable, with the best result being the Nsamp = 20

curve in Figure 5.8(a) which performs slightly better than ASLA-PA with

less computational resources spend on candidate generation as the CNN

is used to evaluate Q fewer times pr. generated candidate. It is however

still an interesting addition that may have a larger impact for more difficult

systems and the increased risk of stagnation may be combatted by better

sampling techniques.
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Figure 5.8: (a) Success curves for ASLA rebuild with different sample
size Nsamp. (b) Success curves for ASLA rebuild with a different number of
atoms removed Nremoved from the sample member to yield an intermediate
structure. In both plots the blue curve is ASLA-PA using 10 candidates
pr. episode from previously. In (a) the number of atoms removed is chosen
randomly between 4 and 7 and in (b) the sample size is 10.
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Chapter 6

Going to Three Dimensions

In it’s original form ASLA only works in two dimensions, with it’s inspi-

ration coming from board-game playing reinforcement learning algorithms

that utilized CNNs on ’flat’ images. This was later extended to a pseudo-3D

approach in which a extra channels, as with the atomic species, were used

to represent predetermined layers in the third dimension [90]. In follow-

ing subsections I will discuss the adapations required for ASLA to become

capable of solving fully-fledged three-dimensional problems.

6.1 CNN Architecture

Conceptually the change to three dimensions is fairly straightforward, the

CNN can be made to work with a voxelized grid by replacing the kernels

of size X × Y with X × Y × Z sized kernels. This siginificantly increases

the total number of parameters in the network which has a siginificant im-

pact on whether the algorithm can run on Central Processing Unit (CPU)

compared to Graphical Processing Unit (GPU). Without modifying the ar-

chitecture it becomes impractical to run the algorithm on CPUs whereas

it the execution time on GPUs is reasonable. However, while GPUs are

certainly increasingly becoming a main componenent of scientific comput-

ing in many areas, they are still more expensive and less available than
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CPU’s 1. Therefore ways of augmenting the original architecture in a way

that makes a 3D implementation more efficient is wanted. The simplest

would be to reduce the number of layers, but the network is already rather

narrow compared to most deep learning architectures. Reducing the num-

ber of layers also shrinks the receptive field i.e. reduces the radius within

which atoms can influence the Q-values, which is not generally wanted as

that would hinder the networks ability to learn complicated configurations
2. The receptive field can be maintained and the number of parameters

reduced by using smaller kernels with more layers, 3x3x3 kernels and as

many layers as neccesary is the most parameter efficient way of obtaining a

specific receptive field using ordinary convolutional layers. However, these

small kernels learn rather slowly as the early layers can only see one atom

and therefore it takes several layers before the convolutions build internal

representations involving multiple atoms. An operation that is widely used

in the computer vision community is pooling, with the most common type

being max-pooling. Much in the same way as a convolution, pooling scans

a window across the the input but the result is maximun value within the

window. This, often in combination with striding which can be used to move

the window more than one pixel at a time, is a parameter-free way of reduc-

ing the size input which in turn increases the receptive field. However, it

vashes away some of the positional information, which may cause problems

for learning Q-values [91]. Therefore another strategy is employed namely

dilated convolutions, which can be thought of as having rows and columns

(and whatever the equivalent term for the third axis is - hypercolumns?)

of zeros in the convolutional kernels [92]. This is illustrated in Figure 6.1

which may be compared to Figure 2.1. In practice the greyed out regions

of the kernel are not used in the convolution operation and are not stored

in memroy resulting in lessened computational cost. The dilation has such

made the 3x3 kernel into effectively a 5x5 kernel, which has the result of

an increase in the receptive field, we can amend Equation (2.10) to include

1This is especially true due to the many restarts required to obtain reliable statistics.
2A symptom of a too short receptive field is the that network starts building short-

range repeating patterns.
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Figure 6.1: Convolution with a 2x2 dilated kernel, the dilation can be
thought of as setting every second row and column in the kernel to zero.
Note that the effective size of the kernel is now 5x5.

dilation through the dilation rate α

r0 = 1 +
L∑

l

[α(kl − 1) + 1]− 1 (6.1)

The term in the brackets is the effective kernel size, which agrees with the

previous illustration. We expect that Q-maps are smooth 3, if one action

leads to a high reward it is likely that its neighbours also lead to at least

decent rewards, however as depicted in Figure 6.1 if the input contains a

much higher value in one pixel then the result of the convolution will depend

greatly on whether that particular pixel is part of the convolution. There-

fore dilated convolution should use a smooth input representation such as

the Gaussian representations discussed in Section 4.2. The difference in the

result of a dilated convolution with a one-hot feature and a smooth feature

is shown in Figure 6.2. As a comparison between standard convolutions and

dilated convolutions Figure 6.3 shows the search statistics of a search where

ASLA places 4 Ni and 4 Au on a template of a single Au atom using EMT

for the energy. The success curve show a significant difference between the

runs with and without dilation, which could be caused by reduced over-

fitting due to the much lower number of parameters in the network with

319, 472, 82, 352 and 30, 032 with full convolutions, 2 × 2 × 2 dilated and

3Smoothnes may be somewhat of a misnomer when describing a discrete quanity, but
the real Q-value function is continuous and the approximation of it learned by the network
should therefore also be discretely-smooth.
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Figure 6.2: (a) Result of a dilated convolution with a one-hot type feature,
which is essentially an image of the dilated kernel. (b) Here the input
representation is a Gaussian and therefore the output becomes much more
smooth. Note that the outputs do not differ siginificantly at the pixels that
are non-zero in (a) as the underlying kernel is the same.

3× 3× 3 dilated convolutions respectively. The energy curves show that for

the normal network the best energy decreases quickly, whereas with dila-

tion this is slowed down, for all three runs the average energy pr. episode

steadily decreases indicating that they are all learning to build low energy

candidates. These runs do not use postprocessing, the acquisition function,

the sampler, so decrease in the average energy pr. episode is entirely due

to ASLA agent learning to built low energy structures through the use of

the Q-values stored in the CNN. The use of dilation certainly makes the

execution time on CPU faster, it may not be fast enough to be practical

outside of testing purposes, thus the use of GPU acceleration remains a

requirement for the method to be competetive in terms of total execution

time, especially if more than a single candidate is produced pr. episode, the

timings for each network are reported in Figure 6.4. The time to generate

a candidate structure is linear in the number of atoms to place, as each

one requires the evaluation of a Q-map, whereas the training time is linear

in the size of the training batch which does not neccesarily depend on the

number of atoms to place but will generally need to be large enough to con-

tain at least the entire state-action sequence for the most recent candidate.
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Figure 6.3: (a) Cumulative success curves for EMT nickel-gold cluster
with standard convolutions and with dilated convolutions. (b) Full color
lines show the average of the best energy found in each restart, shaded lines
show the energy for each episode averaged over restarts. In (b) the plot
zoomed in on the episode axis to highlight the progression of the energy in
the early parts of the search. The full line is the mean of the lowest energy
found for each restarts, whereas the shaded area indicates the average energy
pr. episode, the prior of these quantities will decrease monotonically (or
stagnate) for any optimization algorithm whereas the decrease in the latter
indicates learning. The best solution found is shown in the inset, a more
symmetric solution also exists but is slightly higher in energy, which may
be a result of the discretization of the solutions casued by ASLA.

Additionally the training batch needs to contain a number of augmented

copies, whereas in the two dimensional case the augmentation was done as

rotations around the third axis whereas it in the three-dimensional case this

requirement is lifted.

6.2 ASLA 3D in AGOX

Having extended the ASLA method to three dimensions it can now be ap-

plied in the full AGOX framework, here it is a applied to SnO2(110)-4× 1

surface with the agent tasked with placing 16 atoms with energy calculated

at the DFT-PBE level of theory using a plane-wave basis. The runs use all
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Figure 6.4: Timings of candidate generation and training (hatched ar-
eas) for ASLA run with standard convolutions and ASLA run with dilated
convolutions. Timings are for runs performed on 4 cores of a Intel Xeon
E5-2680 v4 CPU.

of the AGOX elements generating 20 candidates using the rebuild techinique

alongside 2 full ASLA builds and reuses the 20 best unchosen candidates in

a given episode in the next episode and generates 5 candidates directed by

the DFT forces of already accepted candidates. The resulting success curve

is shown in Figure 6.5(a) with the global minimum structure shown in Fig-

ure 6.5(b). This problem was originally studied in [39] where the GOFEE

method was proven to much more efficient for this problem than an EA,

with the ASLA-AGOX performance being comparable to that of GOFEE.

In order to test whether the ASLA agent contributes to the very rapid so-

lution of the problem a second success curve labelled ’uniform’ is displayed

in Figure 6.5(a), for this success curve the agent utilizes a ’uniform’-policy

that assigns equal probability to all valid actions. As the curves show there

is very little difference between the ASLA and the uniform approach, con-

firming that the Bayesian search strategy is extremely effective even with

a quite ’dumb’ generator 4. For the same cell the algorithm can be tasked

with placing more atoms, making the search problem harder. In Figure 6.6

(very) initial results are shown where there are 32 atoms to be placed by

the method. Here the success and energy curves in (a) and (b) respectively

use an ASLA generator where the CNN is trained from scratch and a neu-

ral network that was first used for solving a smaller problem in a 2 × 1

4Although the masking of actions that bring atoms either too close together or too
far apart is actually quite a good and safe to use biasing mechanism.
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Figure 6.5: (a) Success curves for ASLA using modified-epsilon greedy
policy and using a uniform policy. (b) Global minimum structure for the
studied SnO2(110)-4× 1 surface.

cell, this is an example of transfer-learning. Transfer learning is a com-

monly used approach within the image recognition community where e.g. a

much better classifier can be built by transfer all, or more commonly, parts

of a network that has already been trained on a large dataset with many

classes and fine-tuning it for the specific task at hand. The initial training

teaches the network network to recognize certain features that aid a general

classification task and the fine-tuning makes small adjustments for the spe-

cific problem [93]. Similarly in transfer learning for ASLA the network will

store information about bond lengths, angles and structural motifs from

the smaller problem, which when transfered biases the search towards more

stable structures, as seen particularly from the energy plots in Figure 6.5.

While the may not be enough restarts to entirely trust the results yet, it

is fair to conclude that the transfer network certainly learns to build more

stable solutions faster than the normal ’tabula-rasa’ agent, showing that the

ASLA network can introduce an effective bias for 3D problems within the

full AGOX framework.
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Figure 6.6: (a) Success curves for 32 atom SnO2(110)-4×1 surface problem
and (b) energy curves.
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Chapter 7

Monte Carlo Tree Search

7.1 Basics of MCTS

Monte Carlo Tree Search (MCTS) has a long history of use in game-playing

algorithms, tackling games such as Chess and Go [94]. The algorithm

revovles a tree data structure that consists of nodes, essentially states, that

hold information about itself and we will see about it’s children - that is

nodes that can be reached by taking an action from the given node. Even-

tually the tree will reach a terminal node, such as a state at which a game

must end such a checkmate in chess, or for ASLA when all atoms have been

placed. Somewhat informally MCTS may thought of as an algorithmic way

of thinking ahead, but in a way that favours promising actions while also

allowing the exploration of new tactics.

This tree is traversed using the upper-confidence-bound for trees expression

ai = argmax
a

[Q(s, a) + U(s, a)] (7.1)
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where Q(s, a) is again the expected reward of an action1 and U(s, a) is a

function that promotes exploration, often given by

U(s, a) = c

√∑
(N(s, b))

1 +N(s, a)
. (7.2)

Selection Expansion

?

Simulation Backpropagation

Figure 7.1: The four phases of a Monte Carlo Tree Search iteration, in (a)
the tree has traversed the green path by repeatedly applying the UCT ex-
pression, in (b) the tree is expanded by adding a new node from the reached
node. In the simulation step of (c) the value of new node is approximated
by using a cheap policy to reach a terminal node for which a value can be
obtained. Finally in (d) all the gathered information is backpropagated up
the tree so the next iteration can utilize this information when applying the
UCT.

Here N(s, a) is the number of times a node has been visited during the

building of the tree and c is a constant that regulates the degrees of explo-

ration and exploitation. Four steps are generally applied in each iteration

of the tree search

• Selection: Starting from the root-node actions are selected using Eq.

(7.1) until a previously unvisited node is reached.

1It may be more correct to say that Q(s, a) is an estimate or approximation of the
expected reward, as atleast for our purposes if the exact expected reward was known the
search problem would be solved already.
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• Expansion: The unvisited node is added to the tree, i.e. the tree is

expanded.

• Simulation: The value of the newly selected is approximated, for a

game this might be done by repeatedly playing random moves until a

terminal state is reached starting from the selected node.

• Backpropagation2: The newly obtained information from the simula-

tion step is backpropgated back up the tree to its parents until the

root-node is reached, so that in the next iteration the selection phase

can rely on this new information.

By doing this a number of times information that may be used to more

expertly decide on the next action to actually take is obtained, through

updates to Q(s, a) and the now available N(s, a) both of which can be used

to define better policies π(s, a). To go back to the thinking ahead analogy,

having mentally built the tree we have gathered our thoughts about which

action is likely to lead to the wanted outcome and can therefore make a

better choice of what actually to do. These four phases of an MCTS iteration

are illustrated in Figure 7.1.

7.2 An example of MCTS

To gain some intuition about MCTS it is worth investigating a simple toy

example. The outset for this toy problem is an expression for the true

Q-value function, I choose a two-dimensional Q-function given by

Q(s, r) =
∑

i

Ai exp(−|r − ri|
2

σ2
i

) (7.3)

which is paramaterized by amplitudes Ai, centers ri and gaussian widths σi.

When this function is discretized each discrete ri can be enumerated and

thought of as an action ai. We can imagine, or rather decide, that we have

2This should note be confused with backpropgation for neural networks where it refers
to a smart way of obtaining the gradient wrt. a loss, but the concepts are similar in the
sense that both are used as ways to store information.
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Figure 7.2: (a) The true Q-function used for this toy problem and (b) the
initial noisy Q̃-function.

access to a noisy approximation of this Q-value function Q̃ for all actions

given by

Q̃(s, a) = Q(s, a) + ZNµ,σ(s, a) (7.4)

where Nµ,σ(s, a) is normally distributed noise and Z is an amplitude, which

we get to evaluate once at the beginning of the search. Both Q(s, a) and the

initial Q̃(s, ai) are shown in Figure 7.2. For the simulation phase the noise

of the action ai selected by the UCT is rerolled and the simulator returns

either a new approximate Q̃(s, ai) with less noise or the previous estimate

of the Q-value.

In this example MCTS can be thought of as an operator that improves the

initially noisy Q̃ so that eventually a better decision may be made, this is

illustrated in Figure 7.3. With the chosen value of C, here 1, the initial it-

erations are spend investigating many actions with an initially high reward.

As the U -term stays decaying with an increasing number of iterations the

tree searchs starts focussing on the most promising actions. At the end both

the Q̃ and N show three regions of interest, which is information that can

be used to formulate a policy that is better than what was possible with

the initial very noisy Q̃.
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Figure 7.3: Images of Q̃(s, a) and N(s, a) as more and more MCTS iter-
ations are performed for this toy system.

7.3 MCTS for ASLA

An approach similar to the one describe for the toy-problem in the previous

section can be employed for ASLA, there are however a important number of

considerations and differences. For this discussion ASLA is used only with

surrogate relaxation through postprocessing, corresponding to the flowchart

in Figure 5.1. The acquisition and sampling capabilities are left unused so

as the probe the ability of ASLA enhanced with MCTS to directly generate

advantageous candidates.

Selection Phase

In ASLA the CNN can predict Q-values for all available actions, these can

be thought of as a the noisy Q̃ for the toy problem, and as with the toy-

problem there can be quite many actions. As evidenced MCTS is capable

of improving the estimate of Q for such a problem, but it takes quite a lot

of iterations to do so reliably. However this can be helped by a slightly

modified version of the UCT called the PUCT expression where U(s, a) is

given by [95]

U(s, a) = cP (s, a)

√∑
(N(s, b))

1 +N(s, a)
. (7.5)
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The prior probabities P can be thought of as a state and action dependent

c that favour exploration in certain directions over others. We expect the

true Q landscape to be fairly smooth as it inherits the smoothness of the

PES, so actions that are close together can be expected to have similar

Q-values as they lead to very similar final states. If the noisy Q̃ values

of two adjacent actions are similar the tree search will explore them at

approximately the same time, but as they lead to similar final states this is

a waste and we would prefer to spend our computational budget on actions

that lead to distinct final states. This is quite different from say chess

where the is no general expectation that two adjacent actions lead to similar

outcomes, e.g. moving a queen to location on the chessboard may have

very favourable outcomes whereas moving the queen just one step further

could result in immediately losing that piece. The smoothness of the ASLA

reward function should therefore be taken advantage of which is exactly

what P (s, a) allows us to do.

In AlphaGo Zero the prior probability is trained towards the search proba-

bilities, so that as MCTS finds favourable actions those are predominantly

the ones that further exploration is done for [11, 96]. A similar scheme was

tested, but it was found that in our setting this has a tendency to converge

towards only very few actions hindering neccesary exploration. In AlphaGo

the training procedure consists of the network playing againt versions of

itself, if the agent focuses on only a few actions the opponent can take

advantage of that and learn to beat that strategy, which likely has a regu-

larizing effect on P (s, a). This regularization is not present in our setting,

where the agent is tasked with building atomic structures, there is no op-

ponent that can exploit overreliance on a few actions. Instead we therefore

opt to construct P (s, a) based on the Q(s, a) predicted from the network.

As mentioned the smoothness of Q(s, a) should be exploited, this is done

according to the following steps

1. Find all local maxima of Q(s, a)
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2. Build a probability distribution by placing a Gaussian at each local

maxima, adding a small background contribution and normalizing.

3. Draw a set number of actions A from the probability distribution.

4. For the drawn actions set P (s, a ∈ A) = 1 and P (s, a /∈ A) = 0

In this way the tree search will explore the actions that the Q-network

thinks are favourable, rather than attempting to explore the entire action

space.

Expansion

The expansion phase is not different from what has been described pre-

viously, when the selection phase reaches a previously unvisited node the

selection phase of the current tree search iteration ends and the new node

is added to the tree as the search proceeds to the simulation phase.

Simulation

The simulation phase is where most of our domain knowledge needs to

be applied and there are many ways to do so. The overall idea is to use

information about the energy of a node in order to update the Q-value.

One choice would be to calculate the true QM energy of the, possibily not

fully built, node that has been reached, but this is too computationally

expensive so we opt to use the same GPR model that is also used for local

optimization as explained in Paper III. We would like an estimate of the

(model) energy that can be obtained for a fully build structure that can be

reached from the state that the node represents. Instead of attempting to

predict this directly we opt to follow the strategy employed for MCTS for

games, where a cheap policy is used to reach a terminal node for which the

game, and in our case energy, can more accurately be judged. There are a

number of options for such a policy

• Uniform policy: Choose the remaining actions uniformly randomly

from the pool of allowed actions.
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• Q-network policy: Choose the remaining actions according to ai =

arg maxa[Q(s, a)].

• Far-away policy: Place the remaining atoms far away from both the

placed atoms and each other.

The first strategy is cheap, but as there is no bias, except for perhaps restric-

tions in the distance to other atoms ensuring that bonds of reasonable length

are created, there is no guarantee that sensible bonding configurations are

created and a good estimate therefore requires several samples. In the sec-

ond strategy the Q-value from the CNN are greedily followed producing

what the network thinks is the best structure possible from the given inter-

mediate node, this may lead to quite good structures but as the bias from

the network may mean that good structures are overlooked. Furthermore

it is not particularly cheap as Q-values have to be calculated for all actions

for each intermediate state until the terminal state is reached. In the last

policy the remaining atoms are placed so far away from the atoms already

present in the intermediate structure and each-other that they only count

towards the energy in terms of their isolated energy without contributions

from interactions with other atoms. This gives a conservative estimate of

the possible energy, or an upper-bound of the energy that can be expected.

For the results shown in this chapter the last strategy has been employed,

although the others are likely worth investigating in practice but this has

not been done yet.

Backpropagation

As outlined backpropgation takes the information collected by the simula-

tion phase and pushes it backup the tree so that the next MCTS iteration

can use it and even more importantly so that it may be used for the pol-

icy. In our approach each node stores Q(s, a), N(s, a), P (s, a) and E(s, a).

Here E(s, a) contains the model energies obtained during simulation, when

a simulation is done for state sx+1 the energy E(sx + 1) is only a function

of the of the state but for for it’s parent sx from which state sx+1 is a child
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reached by taking action ax the energy is a function of both the state and

the action E(sx, ax).

During backpropagation N(s, a) is raised by one for each action and state

the selection phases passed through which is rather standard for MCTS.

For the energy backpropgation, again using sx as the parent state of sx+1,

the following is used

E(sx, ax)← E(sx+1) (7.6)

if node Ex+1 has no child-nodes of its own that have had their simulated

model energy evaluated, which is always the case the first time a node is

visisted, i.e. when it was the node for the expansion phase. In the case that

it does have children we instead use

E(sx, ax)← min
ai

E(sx+1, ai) (7.7)

This does mean that if the first child explored from a node is poor enough

that a worse model energy is obtained than from the model energy evaluated

from the node itself then that estimate is overwritten - a version was the

minimum of the children and the node itself was backpropgated was tried

but was found to be worse in practice. The prior probabilities P (s, a) are

not involved in backpropgation as they only take values of 0 and 1. Finally

as Q-values are evaluated for new nodes a possibility is to backpropgate

according to

Q(sx, ax)← max
i
Q(sx+1, ai) (7.8)

but this was found not to be beneficial as while the network may recognize

that a particular action is poor and assign it a low Q-value it may still

suggest high Q-values for subsequent actions, this is illustrated in Figure

7.4. In order to make use of the simulation energies gathered by the tree-

search they an effective Q-value that consists of those predicted by the

neural network QCNN and QGPR as found through simulations with the

GPR model

Qeff = λQCNN + (1− λ)QGPR. (7.9)

where in practice it was found that λ close to or equal to zero yields the

best result, as that makes the search strongly guided by the gathered GPR
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Figure 7.4: (a) Q-values of a particular ASLA agent from a reasonable
starting structure, here the agent would like to place another carbon atom
that can be used to built the ring structure present in the global minimum
structure for this system, as indicated by the nearly black area in the upper
middle part. In (b) two atoms have been placed in such a way that com-
pleting the built with a very competetive structure is not possible, yet the
network not only still predicts a very high Q-value it is actually even higher
than before, showing that the Q-values predicted by the network can not
be relied on for backpropagation.

energies. The model energies are converted to QGPR in similar fashion as

to how QM energies are converted to target values when training the ASLA

CNN, so the best simulation energy Emin in the tree is converted to a value

of 1 and higher model energies are interpolated linearly between [1,−1] for

[Emin, Emin + ∆E] where δE is a parameter of the method. The tree stores

QCNN and the simulated energies and the effective Qeff is calculated when

required for use by e.g. the PUCT selection, this means that conversion

from simulation energy to QGPR always uses an update Emin. The method

was also tested with Emin being the best energy found by the search during

all episodes until the current episode, but that means that the tree has

to find a rather good leaf node before QGPR can be large enough to be

useful, which is especially difficult for nodes where very few atoms have

been placed.
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Final Policy

When a set amount of MCTS iterations have been performed the decision

of which atom to actually place has to be decided, or said differently we

have to decide how to express the final policy π(s, a) based on the gathered

information. During the tree search the visit counts N(s, a) and the Q(s, a)-

values are updated, with the UCT (and PUCT) selection working towards

equilibrium situation where Q(s, a) +U(s, a) is equal for all actions 3. This

causes the action with the highest Q(s, a) to be the most visited action given

enough search iterations and the second highest Q(s, a) will also correspond

to the second highest N(s, a) and so on.

In analogy to a game, like chess, after having thought ahead for awhile

we do actually need to move a game piece, there are however some key

differences between two-player games and ASLA. In AlphaGo the decision

is made based on the number of times the tree search visited a node, i.e.

based on N(s, a). In a game such as chess the outcome of an action is

not deterministic, as before it is our turn again, the opponent has to also

play an action aswell, so an action can lead to a variety of states. This

indeterminism introduces uncertainty in the Q-values gathered by the tree,

phrased differently it introduces risk; if an action has only been attempted

a small number of times but has a high win-chance so far that is a more

risky action than an action that has been tried a higher number of times

even if the win-chance for that action is slightly lower. It may be that the

tree has not yet discovered a counter-move that opponent can play that will

drastically diminish the win-rate for an action.

In the ASLA method this stochasticity is not present as there is no opponent

that can take advantage of an oversight in taking an action. If the tree search

has found that a particular action yields high simulation energies then upon

taking that action we are guranteed to achieve that energy, the model from

which the simulation energies are evaluated may itself be wrong but then

the collection of a data-point that can correct that is beneficial. Because

3For those actions that do not have U = 0 as caused by the prior.
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of this we may create the policy as a function of the improved Q-values as

found by the tree search.

Result

As an example the MCTS enchanced ASLA has been applied for a molecular

system where the agent is tasked with placing 7 atoms of four species, which

is, perhaps surprisingly, difficult for the agent to do. This difficulty stems

from the many configurations that are available due to the number of species

invovlved in the problem. The success curves for this problem are shown in

Figure 7.5(a) where the inset also shows global minimum structure from this

search, that has been performed with DFTB. As seen the MCTS version

requires less episodes before it starts finding the GM structure and finds it

far more consitently across restarts within the alloted number of episodes.

The MCTS enhancement is turned on at episode 100 at which point 50

MCTS iterations are done before placing each atom, which can be seen

as resulting in an immediate decrease in the average energy pr. epsiode,

the red shaded area, along with the average minimum energy over restarts

decreasing rapdily resulting in a several eV lead over normal ASLA.
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Figure 7.5: (a) Success curves of for ASLA and for MCTS-enhanced ASLA
for a molecular search problem and in (b) the energy progression of the
energy for the first 500 episodes

Page 90 of 161



7.4. Further directions

While this result is rather promising there are a few caveats for the MCTS

method. First off, the method takes significantly more time pr. episode with

the main culprit being Q-value network forward passes required to evaluate

the prior during the tree search, as a number of MCTS search iterations are

performed for each action this grows linearly in the number of atoms placed.

Secondly the performance increase given by MCTS suffers from diminishing

returns as the number of tree search iterations is increased, likely due to

the quality of the information gathered by the simulation phase, be it due

to a lacking model or the far-away simulation strategy. Some of the benefit

of the method can be attributed to improving the sequence in which the

atomic species are placed, e.g. placing hydrogen early is likely to terminate

bonds that are neccesary to build low energy structures which the method

avoids doing because these bond contribute relatively little to the simulated

energy. Some improvement can also be attributed to the influence of the

prior, because mainly the 10 configurationally distinct actions chosen by the

prior will be investigated by the tree-search and have their Q-values depend

on the found simulation energies, these ten actions are much more likely to

be chosen which in itself is a policy improvement over the modified-epsilon

greedy policy.

7.4 Further directions

It has been shown that MCTS may be used as a Q-improvement operator in

ASLA, however there are several avenues for improvements that may yield

an overall more effective method.

In Paper IV a neural network, schematically shown in Figure 7.6, inspired

by SchNet and updated with an attention mechanism is first trained us-

ing imitation learning towards a database and subsequently employed in

a reinforcement learning setting with the objetive of finding valid molecu-

lar structures not present in the original database and with a bias towards

those of low energy [97, 98]. The network proves to be very capable and

the additional reinforcement training leads to a far more successful method.

For MCTS this network has several advantages, the first of which is that
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7. Monte Carlo Tree Search

Figure 7.6: Network architecture from Paper IV, the network has two
parts; a state dependent part (red) and a query or action part (green).
In the state dependent part the network takes a ’bag’ that describes the
atoms that it has available to place, an embedding of the M atomic species
for each of the n already present atoms and a state distance expansion of
pairwise distances expanded in a Gaussian basis. The state part results in
an energy and a scalar state-value. The query/action-part works similarly
with a special query-type embedding and a distance expansion between the
query position and the atoms already present. The query part results in
the advantage which together with the state-value gives the final Q-value.
Figure is adapted from Paper IV.

it learns both the Q-value and the energy of a state, and can also predict

the energy of intermediate structures unlike the used global feature-vector

GPR model where only structures with a specific number of atoms can be

evaluated 4. Additionally the network learns the Q-value as the sum of a

state value, which as the name suggests depends only on the state, and an

advantage which depends on both the state an the action, the idea being

that this allow the network to learn a low state value for states in which all

actions have poor outcomes. This may combat the issue that was illustrated

in Figure 7.4, where it was shown that the CNN can predict high Q-values

for actions from a state where achieving such a Q-value is not possible,

allowing the backpropagation of Q-values in the MCTS method.

4The far-away policy is somewhat of a poor-mans way of being able to evaluate the
energy of intermediate states using the global GPR model.
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7.4. Further directions

The actions a that ASLA and the MCTS enhancement are working with

describe two things, the spatial position and the atomic species. Another

approach to employing MCTS would be to formulate the policy in a different

manner through sub-actions, similar to that proposed by Simms et. al

[99, 100]. Subactions can be e.g. choosing the ’focus atom’ around which to

continue building f and the atomic species to use t and finally the choosing

the coordinates x conditioned on those two, the Q-value could in such an

approach be stated as

Q(a|s) = Q(x|s, f, t)Q(t|s, f)Q(f |s). (7.10)

Where starting from the right the terms describe the Q-value for focus atom

f given state s, and then conditioned on the focus atom and the state Q-

value over species and finally conditioned on state, focus and species the

Q-values over positions 5. In this setting MCTS could be used to improve

the estimates of Q(f |s) and Q(t|s, f) which are more configurationally im-

portant than the fine-tuning of the position contained in Q(x|s, f, t) 6. In

practice this scheme may be tried without changes to the current ASLA

output scheme, as it predicts Q for all actions a for the current state, the

effects of picking from Q(f |s) and Q(t|s, f) may then be realized by masking

a sphere around f and over atomic species.

A final direction is to make better use of the data gathered by MCTS across

episodes. In the presented approach a new tree is built each episode, ways

of making use of the data were investigated such as training the Q-value

neural network on the simulation energies gathered during tree-search or

keeping the tree for several episodes such that both the gathered simulation

energies and the visit counts can further built upon. However, while some

5I use conditional notation as it follows Simms and it more clearly states the concept
I think, they however do it for the policy π(s, a) which is a probability distribution, we
have previously thought of Q(s, a) as a function where with this notation Q(a|s) is a
distribution, however this is not really very important in practice and the equation would
have been written using Qf (s) for Q(f |s) and so on.

6It is a bit of an over exaggeration to say that Q(x|s, f, t) is only fine-tuning, different
configurations may be realized depending on e.g. which side of f the position x is on,
but with this ansatz for the Q-value I think it is reasonable to expect that Q(t|s, f) and
Q(f |s) are more ’configurationally important’

Page 93 of 161



7. Monte Carlo Tree Search

benefit was realized for some (toyish) problems, both methods introduce

additional complexities that e.g. how much additional training data to

use and how often the tree is either wiped or the simulations are updated,

all of which make use of these approaches difficult. Some inspiration may

be had from [101] where MCTS is used in a way that within the AGOX

framework may be described as a sampling method, as it is used to choose

which structures are altered by pertubations or mutations. Keeping track

of how many times a certain type of structure has been used as a sample for

further candidate generation is attractive in order to realize a better balance

between exploitation and exploration, e.g. if a structure has been used many

times the region of the solution space it represents may have been exhausted

and further resources are better spent exploring other regions that have been

attempted less often.
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Chapter 8

Conclusion & Outlook

A very general framework, Atomistic Global Optimization X, has been pre-

sented. The framework defines a number of elements that may be used

to bias the search in ways that boost performance. As an initiation in the

framework the complementary energy landscape method has been discussed,

that within AGOX can be considered a candidate generator technique that

bias the search by enforcing certain local chemical environments through

the use the feature space derived complementary energy.

Within the AGOX framework the reinforcement learning based ASLA method

may also be considered a generator. Given the importance of features or

input representations for machine learning methods, an improved input

representation for ASLA using specialized representation kernels has been

presented. We have seen how progressively enabling more of the AGOX

elements; postprocessing, acquisition and sampling introduces additional

search biasing that significantly improves performance. This progression,

along with some updates to the technical aspects of the ASLA neural net-

work, has enabled the solution of 3D problems with ASLA and further work

should seek to utilize these develpments - especially with transfer learning

which is perhaps the most unique and advantageous aspect of ASLA. Finally

an enhancement to ASLA has been proposed, the use of Monte Carlo Tree

Search, that attempts to upgrade the candidates generated by ASLA by
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8. Conclusion & Outlook

gathering additional information that is then used to improve the Q-values

that are the underpinnings of the ASLA method.

For ASLA the obvious next development is the removal of the restriction of

working with discretized search problems. This discretization may cause a

reordering of the ranking of low energy structures, or in the worst case cause

the method to entirely miss the optimal solution. The discretization is an

artifact of working with a CNN, that works on images that by definition are

discrete, as both the generation (placing atoms on a grid) and the training

processes are discrete. The discrete nature of the generation process is

actually removed by surrogate relaxation, e.g. a discrete candidate build

by ASLA is no longer discrete after having been relaxed in the surrogate

energy model. However, the discretization is reestablished by a second

’snapping’ postprocessing step that is neccesary in order to have discrete

data that the CNN can train on 1. Eq. (4.1) defines that ASLA is trained

towards the best outcome for a given action, such that if an action has

been observed to a rather stable structure and any number of less stable

structures, the action is trained based on the stable one. We may remove the

snapping postprocessing, so that the QM energy is evaluated for a continous

candidate, but train the network on the discretized version of that candidate

using the energy evaluated for the continous candidate. Doing this will

mean that a sequence of actions defining a discrete candidate can have

several continous energies associated with it, however as with Eq. (4.1)

simply choosing the best energy will solve this problem. So to reiterate;

ASLA generates a discrete candidate, surrogate relaxation converts that to

a continous candidate for which the energy is evaluated, only for training

the network is the candidate re-discretized. This scheme undoubtedly relies

heavily on the surrogate model and scenarios may occur where updates

to the surrogate model cause a candidate that the CNN has learned is

promising to no longer be so due variations in the relaxation trajectory, I

1It is also neccesary in order to solve the same search problem in order to compare
ASLA with and without surrogate relaxation - if the relaxed version was also continous
that would naturally lead to it finding better solutions. Having now established that
surrogate relaxation is very effective the comparison has been done.
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am however confident that this will not be a major issue. This discussion

is in regards to the CNN, whereas the network discussed in Section 7.4 can

train directly on continous candidates, further investigation into using this

network architecture in ASLA is definitely warranted.

For the AGOX framework more broadly there are many directions for fur-

ther work, with each element of the framework having a great deal of in-

fluence over the performance of an algorithm, new developments for any

the elements are of interest. Both the sampling and acquisition techniques

introduce the risk of stagnation, as they may heavily bias the regions of

solutions space candidates are produced and accepted in. For acquisition

improvements may be as simple as making the weighting of the uncertainty

κ episode-dependent to encourage exploration in later stages of the search or

use more advanced acquisition functions such as expected improvement. For

sampling there is a number of ways, e.g. incooperating ideas from thermody-

namic approaches where worse candidates may replace better ones to allow

the method to escape local minima or the discussed MCTS based approach

that keeps track of how many times a sample has been used to generate

new structures. A direction that I find particularly interesting, although it

is too early be sure of its effectiveness, is a type of generative model called a

normalizing flow, these models learn a probability distribution by applying

a sequence of bijective transforms to a simple prior distribution [102, 103].

These models allow the probability of sampling a particular piece of data

to be calculated directly, which is not tractable for other generative models

such as generative adversial networks, which is why I find it a particular

appealing direction. Recent developments have advanced normalizing flow

models to point clouds, the possibility of conditioning and a model has been

proposed for generation of molecular graphs [104–106]. In AGOX I envision

such models may be used for candidate generation either by directly sam-

pling from the model distribution or more exotically by rattling known good

structures in the ’latent’ representation of the model. In general the field of

machine learning is constantly advancing and many of these developments

may be applied for global optimization of atomistic systems.
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8. Conclusion & Outlook

Lastly there are a number of difficulties that are more technical than scien-

tific, as I imagine there is with any computationally based research. As an

example the surrogate potential GPR model is very effective, but for diffi-

cult problems that require many episodes training the model, that requires

the inversion of a matrix, becomes a time-limiting step. It may be that more

efficient matrix inversion programs are available that alleviate that problem

somewhat can be found, it may be a technique for choosing which training

examples to use can be implemented, or it may be that a different type of

model where this is less severe can be used - in any case it is a technical

problem that should be solved in order to push the methodology to more

difficult problems. Perhaps even more technically the are a large number

of hyperparameters some of which are critical to the performance of an al-

gorithm, and others that are of little consequence - optimization of these is

in some ways an even more difficult problem than the one the models they

are part of is seeking to solve 2. To a large degree having some intuition

about these hyperparameters is required especially for the development and

to some degree the usage of the described methods. Any new idea will in-

troduce new technical challenges and a good solutions to those challenges

can mean the difference between proof-of-concept and state-of-the-art.

2Luckily they do not need to be optimal.
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Appendix A

Survival Statistics
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Figure A.1: Survival statistics for distributions with different event proba-
bilities p based on (a) 25 and (b) 1000 restarts. Without confidence bounds
the difference between the two scenarios may have been overestimated with
the lower number of restarts.

In medical research the survival function, that is the percentage of patients

that survived after a certain amount of time, is often written using the

Kaplan-Meier estimator

S(t) =
∏

ti<t

(
1− di

ni

)
(A.1)
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A. Survival Statistics

where ni is the number of patients at risk at time ti and di is the number

of events, patient deaths, at that same time [107, 108]. In order judge the

effectiveness of new treatments such curves can be compared. Similarly

for judging the effectiveness of a search algorithm this statistcal approach

may be used, here the subjects followed are restarts of the algorithm rather

than patients and the events are finding the GM structure rather than

death. Whereas for medical research the patients usaully start out alive,

i.e. S(t = t0) = 1, for our purposes the restarts start out not having found

the GO so S(t = t0) = 0 so we would substract the above expression from

1.

In reality the above expression is just counting the number of restarts that

have succeed at any given time, the usefulness of this formalism comes

when including confidence bounds. Obviously given the stakes in medical

research being sure about the validity of a result is important which con-

fidence bounds can help with. While the stakes are admittely lower for

optimization algorithms confidence bounds are still useful, especially if only

a small number of restarts are available. The confidence bounds employed

in this work is the exponential Greenwood given by

exp(− exp(c+(t))) < S(t) < exp(− exp(c−(t))) (A.2)

where

c±(t) = log[− log(S(t))]± zα
√
V (t) (A.3)

where zα is the α’th quantile of a normal distribution and with ’variance’

given by

V (t) =
1

[log(S(t))]2

∑

ti<t

di
ni(ni − di)

. (A.4)

This expression for the confidence bounds has the advantage that it is asym-

metric and is guaranteed to be within [0, 1] which is not true for a standard

Greenwood’s confidence interval expression. In Figure A.1 the statistics

originating from two different scenarios are depicted.
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project are included. For Paper I I contributed in the research phase, mainly

in regards to the few-atom method presented in the paper and I wrote much

of the manuscript. For Paper II I performed all the computational experi-

ments and wrote the manuscript. For Papers III and IV my contributions

lies mainly in developments in the code surronding the described methods,

and participation in scientific discussion related to the presented work with

only minor contributions in the writing of the manuscripts.
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Constructing convex energy landscapes for atomistic structure optimization
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We propose a global optimization strategy for atomistic structure determination based on two new concepts:
a few-atom complementary energy landscape and atomic role models. Global optimization of costly energy
expressions may be aided by performing some of the optimization on model energy landscapes. These are
often based on a sum-of-atomic-contributions form that accurately reproduces every local energy minimum
of the true energy expression. However, we propose that, by not including all atomic contributions, the resulting
energy landscapes may become more convex, making the search for the global optimum more facile. A role
model is someone we aspire to be more like; in the same vein we define the role model of an atom to be
another atom whose local environment the first atom seeks to obtain itself. Basing a complementary energy
landscape on the distance of some atoms from their role models in a feature space, we arrive at a useful
few-atom complementary energy landscape. We show that relaxation in this landscape is an effective mutation
when employed in an evolutionary algorithm used to identify the bulk cristobalite structure of SiO2 and the
(1 × 4) surface reconstruction of anatase TiO2(001).

DOI: 10.1103/PhysRevB.100.235436

I. INTRODUCTION

Computational screening and property prediction have be-
come important methods for novel materials design [1–4].
For some problems, dynamic and entropic effects may be
of importance for making reliable predictions [5], but often,
knowing the minimum energy configuration of the material
is sufficient for making reliable predictions. This typically
means that the lowest minimum in a high-dimensional poten-
tial energy surface must be identified.

The prevailing strategy for solving such global optimiza-
tion problems consists of an algorithm that creates new
possible candidate configurations and a method to evaluate
whether these new configurations are more stable. There
are many successful algorithms such as simulated anneal-
ing [6], basin and minima hopping [7,8], evolutionary algo-
rithms [9–16], particle-swarm algorithms [17,18], and random
structure searching [19]. The method of choice for evaluating
the energy has been first-principles density functional theory
(DFT), as it is adequately accurate while being computation-
ally feasible for many systems of interest. However, replacing
the DFT calculations with something less expensive is an
appealing prospect and has recently become feasible with
the adoption of machine learning methods (for reviews, see
Refs. [20,21]). This has made it possible to replace DFT
calculations with database-trained machine learning models,
based on, for example, kernel methods [22–24] or neural
networks [25–33]. A database of calculations is expensive to
generate and therefore methods have been developed to gener-
ate the required data for surrogate models on the fly, minimiz-
ing the amount of data required, for applications in potential
fitting [34–36], molecular dynamics [37–39], nudged elastic

*hammer@phys.au.dk

band calculations [40–42], and indeed local [43–45] and
global optimization [46–51].

Machine learning methods rely on descriptors that trans-
form the Cartesian coordinates defining the atomic structure
into vectors that can be fed into these models. Such feature
vectors should encode the symmetries (translational, rota-
tional, and permutational) that the potential energy obeys—
symmetries that are not respected by the Cartesian coordi-
nates. A range of such descriptors has been introduced in two
main categories: local descriptors [25,52–56] that describe the
local environment (e.g., density of atoms in a neighborhood)
and global descriptors [23,57–60] that describe an entire
structure.

Global optimization algorithms, such as basin-hopping
and evolutionary algorithms, rely on updates to the atomic
coordinates to escape local minima and discover other more
stable local minima, eventually finding the global minimum.
This could be a rattling of all the atomic coordinates, where
the direction and magnitude of the individual displacements
are random. The stochastic nature of the coordinate updates
ensures exploration of the configuration space [61–63]. The
performance of these global optimization techniques can thus
be increased by using updates that, by incorporating the
available information, maximize the chance of finding new
more stable minima. This is what is done by evolutionary
algorithms that utilize sophisticated crossover operations be-
tween members of a population of locally optimal structures.

Local relaxation uses the atomic forces to direct struc-
tures towards a local minimum. If the potential energy sur-
face (PES) being optimized were convex, there would be
only one minimum, the global one, and local optimization
would lead to it. However, as PESs have in general many
local minima, local optimization techniques usually only
lead to the global minimum if the searches are started from
within the hypervolume of the global minimum. In a recent

2469-9950/2019/100(23)/235436(8) 235436-1 ©2019 American Physical Society
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paper, Pickard proposed to add extra dimensions that become
increasingly unfavorable to occupy, allowing atoms to pass
through each other during relaxation, effectively increasing
the hypervolume of the global minimum [64]. This can be
viewed as performing the relaxation in a different landscape
where the extra dimensions allow barriers to be circumpassed.

In this paper we propose that for energy landscapes defined
as a sum of local contributions an efficient global minimiza-
tion strategy is to locally optimize—not according to the total
energy, but rather according to the sum over a subset of the
local energies. This removes some local minima, effectively
creating a more convex landscape that is easier to globally
optimize. Quantum mechanical (QM) methods only supply
the total energy and no unique way exists to decompose the
total energy into a sum of atomic contributions [65]. However,
many machine learning methods for reproducing quantum
mechanical energies have been proposed in the form of a
sum of atomic contributions [22,25,26], which opens up for
the use of the method we propose here. We demonstrate the
usefulness of the method when applied in combination with
a recently proposed method, cluster regularization [66]. The
cluster regularization method builds on the observation that
as more and more stable configurations are identified during
an evolutionary structure search, more and more clustering is
observed of the atoms when represented in a feature space.
Sørensen et al. [66] showed that this may be reversed into:
by enforcing clustering of atoms in feature space, stable
structures emerge faster during the evolutionary search. A
cluster-distance expression was introduced that measures the
sum of distances between the feature representation of all
local atomic environments and their corresponding cluster
centers. It was shown that this expression correlates with the
energy causing its minimization to lead to effective coordinate
updates. During these updates, the atoms are moved towards
their local cluster centers that thus act as attractors. In the
present work, we generalize this expression to what we call a
complementary energy (CE). Rather than using cluster centers
as the points in feature space that distances are measured from,
we randomly pick attractors among the atoms in any given
structure. We coin those atoms role models.

The paper is outlined as follows. First, the complementary
energy landscape is explored in Sec. II along with the def-
inition of role models and an example of how to apply the
idea of only including certain terms in the energy expression.
In Sec. III an evolutionary algorithm (EA) that incorporates
the complementary energy landscape with few-atom mini-
mizations as a mutation is presented. This is followed by
demonstration runs of the EA on one SiO2 system and three
TiO2 systems of increasing difficulty in Sec. IV. The paper
ends with a concluding Sec. V.

II. COMPLEMENTARY ENERGY

A common approach when modeling potential energy sur-
faces is to express the total energy as a sum of local energy
contributions, e.g., as a sum of atomic energies. In such a setup
the total energy can be written as

E =
∑

i

Ei. (1)

A wide variety of models can be written in this way, such
as pair potentials but also highly accurate machine learning
models, be it neural networks [25] or kernel methods [22].
We propose that for the purpose of global optimization it
can be beneficial to not necessarily include all terms in such
an expression when evaluating the gradient. In doing so, the
model potential changes character from being a surrogate
energy landscape mimicking every aspect of the true energy
landscape to being a landscape that hopefully shares a global
minimum with the true energy landscape. We call this kind of
landscape a complementary energy landscape.

The construction of potentials is facilitated by descriptors,
as a way to mathematically represent atomic structures, that
encode symmetries present in the Hamiltonian governing the
system. The outputs of such descriptors are typically feature
vectors that describe the local environment around an atom. In
order to easily illustrate our findings in this work, we choose
an exceedingly simple feature representation. The feature
vectors we use to describe the local environment of atoms in a
two-component system, with atomic types A and B, are simply

fi = [
ρA

i , ρB
i , Zi

]
, (2)

where Zi is the atomic number of atom i and where ρZ
i

describes the atomic density of species Z in the neighborhood
of atom i given as

ρZ
i =

∑
j �=i,Zj=Z

e−ri j/λgc(ri j ), (3)

where ri j is the distance between atoms i and j, λ is a length
scale, and gc(r) is a cutoff function that smoothly goes to zero
at the cutoff radius rc given by

gc(r) =
{ 1

2 cos(π r
rc

) + 1
2 , r � rc

0, r > rc.
(4)

For all figures and results presented in this work we have
chosen λ = 1 Å and rc = 11.9 Å.

Having chosen an expression for the feature vectors, a CE
landscape can be formulated as

CEall =
∑

i

|fi − Ai|, (5)

where fi is the feature vector of atom i and Ai is the at-
tractor assigned to atom i. The key to the usefulness of a
complementary energy landscape obviously lies in the choice
of attractors. Assuming a set, J , of attractors has been decided
on, the assignment may be done so that every atom has its
nearest neighbor assigned to it:

CEall =
∑

i

min
j∈J

|fi − A j |. (6)

The gradient of CEall with respect to the Cartesian coor-
dinates of the atoms can be evaluated and CEall may thus
be minimized using gradient descent methods. During these
minimization steps, we keep the assignments of attractors
fixed and hence avoid cusps in the complementary energy
landscape that would otherwise potentially develop if some
atoms were to obtain new nearest attractors in the course of
the minimization.
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FIG. 1. (a, b) A hexagonal boron nitride nanoribbon where a boron atom has been removed from a bulk position. Coloring indicates the
energy calculated from DFT and CE, respectively, the DFT energy has been cropped at the global minimum energy plus 30 eV, and both DFT
and CE energies have been rescaled to be between zero and 1. Insets show the energy profiles along the relaxation paths in these landscapes.
As the DFT relaxation gets stuck in the local minimum energy configuration indicated by the star, the energy beyond this point is shown along
a straight line from the star to the global minimum configuration indicated by the triangle. (c) The feature-space representation of the CE
relaxation procedure is shown; here ρN and ρB are feature coordinates that measure the density of nitrogen and boron atoms. The movement
of a single atom in real space results in changes to the feature-space representation of several atoms. The same rescaling as in (b) has been
applied.

Given Eq. (6), it still remains to decide on the set of at-
tractors. The feature vectors of atoms appearing in the sought-
after global minimum energy structure would be the optimum
choice as they could lead to a zero right-hand side in Eq. (6).
Obviously, these feature vectors are not available until the
search has completed, and the attractors must be chosen from
what is at hand during the search. In Ref. [66] the attractors
were chosen as a small number of cluster centers emerging
from an unsupervised clustering of all atoms in three parent
structures present in the population of an evolutionary search.
In this work, we rather propose to establish the set of attractors
from the actually occurring atomic features in a single parent
structure. We denote such atoms role models and the attractors
are the features of the role models. An atom aspires to become
more like its role model (in terms of the similarity of their lo-
cal environments), and Eq. (6) gives a formal way of realizing
that aspiration. An advantage of the method proposed in this
work is that the attractors are points in feature space that are
indeed realizable (they already exist in some structure), which
is not guaranteed if cluster centers are used as in Ref. [66].
An obvious example of this is clustering points distributed on
the surface of a sphere that yields a cluster center close to the
center of the sphere, but far away from all the points.

Since the complementary energy is of the form of Eq. (1),
the idea of only including certain terms in the summation
can further be applied. To do so, one would only sum over
atoms in some set I , and the few-atom complementary energy
landscape takes the form

CEfew =
∑
i∈I

min
j∈J

|fi − A j |. (7)

We discuss below how the set of atoms may be chosen, but
we start with an exceedingly simple example where only one
atom is misplaced.

Example with one misplaced atom

To illustrate how the method works in a case where the
optimum attractor can be inferred, we present in Fig. 1 an

S1 : Select

Structure

S2 : Select

RM’s

S3 : CE relaxS4 : QM relax

S5 :

If

i ≤ imax

S6 :
Accept/

Reject

S7 : Update

Population

S0 : Initial

Population

St : Stop

Yes
i = i + 1

if
re

je
ct

ed

i = 1

No

if accepted

FIG. 2. Flow chart of the complementary energy assisted evo-
lutionary algorithm. Algorithm starts with step S0, proceeds in a
loop (steps S1–S7), and stops if the number of iterations reaches a
maximum (imax). After selecting a structure, a set of role models is
chosen and a CE relaxation is performed followed by a relaxation
with the quantum mechanical energy, which is repeated until the
energy no longer improves.
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FIG. 3. (a) Potential energy as a function of iteration, along with best energy found. Feature space representation of structures at (b) 0,
(c) 23, and (d) 76 iterations along with corresponding geometries in the insets. (e) Success rate for cluster regularization and CEall applied on
a SiO2 cristobalite-type structure.

example where a boron atom has been removed from the bulk
of a hBN nanoribbon and placed outside of it. In Fig. 1(a)
the true DFT energy is used to relax the atom, but there is
an energy barrier blocking the path to the global minimum.
With a single-atom CE relaxation method, Eq. (7), the global
minimum structure is reachable as shown in Fig. 1(b), where
the role model acting as the attractor is a boron atom in
a bulk position. Finally Fig. 1(c) shows the feature-space
representation of the CE relaxation. Note that only one boron
atom is allowed to move in real space but this causes other
atoms to move in feature space. The local minimum that the
DFT relaxation finds is likely due to obtaining bonds to two
nitrogen atoms, a similar bonding configuration as that of an
edge atom; the CE relaxation also moves through this position
but does not recognize it as a local minimum due to the convex
property of the CE as seen from the feature-space view in
Fig. 1(c). The CE is able to move the boron atom to its optimal
position effectively, whereas relaxations with the real energy
encounters barriers and standard perturbations, such as a rattle
mutation, are unlikely to move the boron atom to a position
where a normal relaxation would lead to the optimal bulk
position.

In Fig. 1, the role model was decided on manually to make
the best possible case for the illustration. In practice, role
models will not be known before a search is initialized, but
may, as illustrated in the next section, be chosen stochastically
during the search.

III. EVOLUTIONARY ALGORITHM

The complementary energy relaxation has been employed
as a mutation in an evolutionary algorithm; the flow chart for
this algorithm is shown in Fig. 2. The algorithm is initialized
by generating ten locally relaxed structures that are employed
as the initial population (S0 in the flow chart). The main
loop of the algorithm consists of picking a structure from the
population and applying CE and QM relaxations sequentially.
The CE relaxation steps require the selection of a number
of role models. These are taken from the feature vectors of
a number of atoms appearing in the single structure picked
from the population. In order to avoid choosing essentially
equivalent role models, a filter is applied requiring a 0.01
minimum distance in feature space. After filtering, R1 role
models are picked randomly from the remaining features as
attractors for the next CE step, where R1 is a random number
between a predefined lower and upper bound that should be
decided upon based on the system studied. The change in
number of role models in each iteration allows the algorithm
to escape from local minima. In the present work, both few-
atom CE and all-atom CE have been employed; in the case
of few-atom relaxation, a random number R2 between 1 and
the total number of atoms is chosen and the R2 atoms with
the highest local CE are included in the relaxation with the
remaining constrained to their current positions. This results
in a new candidate structure that is relaxed with the QM
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FIG. 4. (a) Potential energy as a function of iteration, along with best energy found. Feature space representation of structures after (b) 0,
(c) 4, (d) 181, and (e) 230 iterations along with corresponding geometries in the insets.

method of choice. If the energy of the resulting structure is
lower than before the CE relaxation another CE-QM step is
performed; if not, the most recently accepted structure (if any)
is added to the population and the most energetic member
of the population is discarded. Finally, the process may be
repeated, starting the CE-QM relaxations for a new parent
structure chosen at random. The algorithm continues to update
the population members for a predetermined number of steps,
and may be started a great number of times to establish
reliable statistics on its performance.

IV. RESULTS

The evolutionary algorithm described in the previous sec-
tion has been applied on two kinds of systems: (i) a bulk
system, namely, cristobalite-type SiO2, and (ii) a TiO2-anatase
surface reconstruction with increasing number of layers.
For both systems our proposed CE method is compared to
the cluster regularization method. In the case of a SiO2

cristobalite-type structure, the experimental cell parameters
(a = b = 4.52 Å, c = 7.10 Å, and α = β = γ = 90◦) were
optimized with linear combination of atomic orbitals DFT
with the Perdew-Burke-Ernzerhof functional as implemented
in GPAW, which is also the level of theory used for QM re-
laxations [67,68]. The optimized cell parameters are a = b =
4.75 Å, c = 6.85 Å, and α = β = γ = 90◦ with a 2 × 2 × 2
k-point grid for Brillouin zone sampling. The number of role
models is chosen randomly between 2 and 4. The success

curves are shown in Fig. 3(e) for both the methods. Along
with success curves, the energy vs iteration plots for one of the
restarts with feature representation at 0, 23, and 76 iterations
are provided in Figs. 3(a)–3(d). For the initial structure, the
feature space is scattered and, after a few iterations, it converts
to the fewer number of features as shown in Figs. 3(b)
and 3(c). In Fig. 3(a), the algorithm starts finding the global
minimum after 76 iterations, containing only two distinct
features shown in Fig. 3(d). The success curves shown in
Fig. 3(e) indicate that CEall achieves 75% success around 180
iterations whereas cluster regularization [66] only achieved
30% success around 220 iterations. The minimum number of
iterations required before finding the global minimum in one
restart is the same for both algorithms. The lower success rate
for cluster regularization may be due to slow convergence of
cluster centers in feature space.

Our second test system is the anatase TiO2(001)-(1 × 4)
surface reconstruction with one, two, and three atomic layers.
For this system density-functional tight binding (DFTB) as
implemented in DFTB+ is used [69]. DFTB has been used
to study TiO2 systems previously, in cases where either the
system size or the number of calculations has been too large
for a full DFT treatment [70,71]. We use DFTB parameters
from Dolgonos et al. and lattice parameters a = 3.94 Å and
c = 9.47 Å together with a 2 × 1 k-point grid for Brillouin
zone sampling [72]. We refrain, however, from using the
self-consistent-charge correction. The number of role models
is chosen randomly between 4 and 6. To understand the
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FIG. 5. Cumulative success rate for (a) two-layer, (b) three-layer,
and (c) four-layer anatase TiO2 systems. The CE role model method
outperforms the cluster regularization method especially for the most
difficult four-layer system.

mechanism of the algorithm we first analyze a trajectory for
one run of the algorithm on the two-layer anatase-TiO2-(001)
surface in Fig. 4. The energy as a function of the number
of iterations is shown in Fig. 4(a) along with the lowest
energy found thus far. Initially the energy is very high, and
the feature representation of the structure is scattered. The
algorithm quickly enforces a less scattered feature space by
moving atoms towards environments equivalent to that of their
role models, as seen from the structure in Fig. 4(c), which
has a much less scattered feature space, even though the
found structure is separated from the fixed bottom layer. As
the algorithm progresses, the feature representation becomes
less scattered while the best energy found decreases. The

global minimum structure is found after 230 iterations. This
structure has a well-ordered feature representation with six
distinct clusters of features, as shown in Fig. 4(e), which the
CE relaxation efficiently enforces.

In order to validate the performance of the complementary
energy assisted evolutionary algorithm we benchmarked it
against the previously used cluster regularization method [66]
utilizing either the all-atom CE or the few-atom CE approach.
Both methods were used in predicting the structure of a
reconstructed two-, three-, and four-layer anatase TiO2(001)
surface and the resulting success plots are shown in Fig. 5.
The success plots are obtained from 100 restarts for each TiO2

system for all three algorithms. The number of iterations is
varied depending on the system size; thus 1000, 1500, and
2000 iterations are carried out for two-, three-, and four-layer
TiO2 systems, respectively.

As illustrated in Fig. 5(a) for the two-layer system, both CE
methods achieve 85% success, whereas cluster regularization
saturates around 65% success. For this small system the CEall

method has a steeper success curve than the CEfew. The
performance gain is due to choosing attractors from role mod-
els, as both few- and all-atom CE relaxations obtain similar
success rates. However, for the case of the three-layer TiO2

system, the CEfew method reaches a higher success rate than
CEall as well as cluster regularization as shown in Fig. 5(b).
The cluster regularization method achieves a 40% success
rate whereas the CEfew method achieves an ∼80% success
rate and both methods start finding the global minimum
after the same number of iterations. The success curve for
the four-layer TiO2 system is shown in Fig. 5(c); here the
CEfew method starts finding the global minimum sooner than
the CEall method and both methods convincingly outperform
the cluster regularization method. These results show that,
especially for large systems, the few-atom CE strategy is
beneficial.

V. CONCLUSION

In conclusion, a method of generating candidate structures
for global optimization searches has been presented. The
method relies on a complementary energy landscape defined
through distances in a feature space. The method is aided by
only including a subset of the atoms in the complementary en-
ergy expression. The concept of atomic role models has been
introduced as a way to choose the attractors that parametrize
the complementary energy. The role models need not be
known prior to a search, but may be chosen stochastically
among atoms in a population of favorable structures encoun-
tered during an ongoing search. The method has been imple-
mented in an evolutionary algorithm and applied to systems
of varying difficulty, where it leads to increased performance.
The method can be used in any global optimization algorithm
that relies on perturbing the atomic coordinates to generate
new candidate structures. The complementary energy can be
viewed as an intentionally inaccurate approximate potential
energy landscape; however, the few-atom relaxation method
could also be applied to more accurate surrogate potentials,
e.g., those produced by neural networks or kernel methods
that can be written as a sum of local contributions. This also
opens the possibility of choosing which atoms to include in
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the complementary energy relaxation based on “real” local
energies from a surrogate model rather than based on the
local complementary energies, possibly further increasing the
performance of the method.
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ABSTRACT

The success of applying machine learning to speed up structure search and improve property prediction in computational chemical physics
depends critically on the representation chosen for the atomistic structure. In this work, we investigate how different image representations of
two planar atomistic structures (ideal graphene and graphene with a grain boundary region) influence the ability of a reinforcement learning
algorithm [the Atomistic Structure Learning Algorithm (ASLA)] to identify the structures from no prior knowledge while interacting with an
electronic structure program. Compared to a one-hot encoding, we find a radial Gaussian broadening of the atomic position to be beneficial
for the reinforcement learning process, which may even identify the Gaussians with the most favorable broadening hyperparameters during
the structural search. Providing further image representations with angular information inspired by the smooth overlap of atomic positions
method, however, is not found to cause further speedup of ASLA.

Published under license by AIP Publishing. https://doi.org/10.1063/5.0015571., s

I. INTRODUCTION

Machine learning (ML) has become a widely used tool in
the quantum chemistry and computational materials science com-
munities. Some of the most prominent applications of machine
learning techniques so far have been in fitting potential energy
expressions with unmatched accuracy to large databases of first-
principles stabilities of molecular structures1–4 and in establishing
atomistic force fields by fitting against diverse structural samples and
molecular dynamics trajectories for both molecular and solid state
materials.5,6

The fitting of machine learning models, whether energy expres-
sions or force fields, has been done, e.g., using kernel methods
as in Gaussian process regression7,8 or using artificial neural net-
works.9,10 Some recent reviews of the rapidly moving field are given
in Refs. 11 and 12. Examples of applications involving kernel mod-
els include studies of structural properties of liquid and amorphous
phases of carbon and silicon,13,14 melting transitions of metallic,
semi-conducting, and oxidic materials,15,16 and prediction of
energy–pressure relationships of super hard tungsten nitride bulk
materials.17 Examples of applications based on artificial neural net-
works include the studies of the ground state structure of solid

boron18 and metallic nanoparticles,19–21 the phonon dispersion rela-
tions and melting temperatures of bulk semiconductors and met-
als,22 and the self-diffusion properties of metal surfaces.23,24

A common theme for all the mentioned machine learning
models, whether kernel or neural network based, is that they need
to represent the constituent atoms by the so-called features that
capture the chemically important aspects for the given regression
or classification task. The field has been driven by the proposal
of efficient hand engineered features, starting from a series of
radial and angular atomic symmetry functions as in the Behler–
Parrinello approach1 and so far reaching highly complex represen-
tations such as the smooth overlap of atomic positions (SOAP),25

Faber–Christensen–Huang–Lilienfeld (FCHL),26 and graph-based
representations where nodes correspond to atoms and edges cor-
respond to bonds.27,28 Identifying the ideal feature for a new
task can be a cumbersome process, which led to the develop-
ment of neural network architectures designed to learn the rep-
resentation from data. Such architectures include SchNet,29 which
uses continuous convolutions to iteratively improve an atomic
representation.

When introduced in connection with global structure opti-
mization, machine learning models may be constructed as accurate
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surrogate energy landscapes that allow for most of the computation-
ally demanding local relaxation steps to be performed at the model
level.30 Once a model relaxed candidate structure is obtained, a sin-
gle or a few single-point energy evaluations at the first-principles
level may be conducted. Subsequently, the machine learning model
may be updated, and hence, a more and more reliable model may
be established in an active learning setting while the global struc-
ture optimization is completed.19,21,31–34 Other schemes for machine
learning enhanced global structure optimization have, however, also
been proposed in which the ML models are intentionally not some
surrogate energy landscapes. Rather, the ML models may provide
local energy information,35,36 serve to provide uncertainty measures
to balance exploration vs exploitation,37–39 or act to remove energy
barriers by adding extra dimensions40 or making energy landscapes
simpler and more convex.41,42

Recently, an entirely different approach to global structure
optimization, namely, utilizing reinforcement learning, was pro-
posed.43,44 In our work,43 we utilize image recognition techniques to
have a machine learning agent learn by itself how to build atomistic
structures. The method Atomistic Structure Learning Algorithm
(ASLA) revolves around a convolutional neural network (CNN)
based agent, which directs the construction of new candidate struc-
tures while actively learning about the stability of the built struc-
tures by interacting with a first-principles total energy evaluator,
such as a density functional theory (DFT) program. Compared to
traditional global optimization methods, such as an evolutionary
algorithm, that often rely on local relaxations that can require many
force evaluations, the ASLA requires only a single energy calculation
per candidate structure (see Ref. 45 for a comparison of the com-
putational demands). Furthermore, problem specific mutations are
not required as the algorithm learns to build high quality candidates
with the information stored in the CNN, rather than iteratively gen-
erating them through chance. An additional strength of the method
is the ability to transfer knowledge from one problem to another, as
showcased in the original paper. In our first application of ASLA,
we employed a one-hot encoding of the atomic positions, meaning
that the neural network agent takes as input discretized images of
space in which pixels are 1 wherever atoms are present and 0 else-
where. The purpose of the present work is to investigate how the
input representation of atomistic structure may be augmented uti-
lizing ideas from the general field of machine learning in chemical
physics and to probe to what degree an improved representation
may speed up the function of ASLA in determining global minimum
energy structures.

CNNs have been used for drug-discovery applications, and dif-
ferent representations have been suggested in this field. Wallach
et al. presented a CNN for this task based on protein–ligand descrip-
tors of differing complexity evaluated at each grid point.46 Torng
and Altman used a CNN with a one-hot representation followed
by a Gaussian filter for amino-acid environment classification,47

whereas Ragoza et al. used a piecewise Gaussian and quadratic func-
tion as the representation for a CNN for protein–ligand scoring.48

In both of the latter works, the length scale of the Gaussian was
chosen based on the van der Waals radius of the atom. Kuzminykh
et al. showed that a wave representation, with the filter being a
Gaussian multiplied by a sine function, leads to a lower recon-
struction loss of an autoencoder when compared to a pure Gaus-
sian representation.49 The above works share the common feature

that they work in a supervised learning setting, that is, the neu-
ral network is trained based on a predetermined dataset and the
important performance measure is accuracy on an unseen valida-
tion set. This is very different from the ASLA setting, wherein the
algorithm produces its own training data as it progresses. An unfor-
tunate choice of representation can lead to the algorithm stagnating
whereby it becomes unable to generate training examples that can
further the search. A more suitable choice of representation would
then lead to a significant decrease in the amount of computational
effort required to find the global minimum structure, as will be
shown.

This paper is organized as follows: Sections II and III intro-
duce ASLA and present the impact of replacing the one-hot
encoding with a radial on-site Gaussian broadening, respectively.
Section IV extends the representation to one with a background
bias. Section V probes the possibilities of automatically finding an
appropriate Gaussian representation by expanding the kernel in a
basis of on-site Gaussians. Section VI extends this basis expansion
to displaced Gaussians so as to generate a more general radial ker-
nel. In Sec. VII, we investigate the effect of representing atoms in
a SOAP-like manner with displaced Gaussians and angular terms.
Finally, in Secs. VIII and IX, we discuss the usability of the devel-
oped method for multi-component systems investigated with a full
DFT description and conclude this paper, respectively.

II. ASLA

The general layout of the atomistic structure learning algorithm
(ASLA) is shown in Fig. 1(a). The ASLA contains a reinforcement
loop of episodes, each of which has three main phases: a build-
ing phase, an evaluation phase, and a training phase. The building
phase involves an agent in the form of a convolutional neural net-
work that produces a structural candidate, the evaluation phase is a
sole single-point (i.e., unrelaxed) total energy calculation, e.g., per-
formed within DFT, and the training phase is a back-propagation
step improving the agent. The building phase is further detailed in
Figs. 1(b) and 1(c). The new structures are built atom by atom in
a discretized space, possibly starting from a template, where some
atoms are already placed. Space may be a 2D layer or a 3D matrix,
and different atom types are treated in separate input layers or matri-
ces. For each atom to be added, an iteration is taken in which the
current, incomplete structure is input to the agent, which outputs
a Q-value map. This map details the agent’s current expectation of
how stable a final atomistic structure can become if the next atom is
placed at any given pixel in the map. Maximum Q-values of 1 indi-
cate that the most stable structure is expected, while smallerQ-values
down to −1 predict less stable final structures. In most iterations, a
greedy action is taken, meaning that the atom type and position are
chosen according to where the agent outputs the maximum Q-value.
However, to provide some exploration, the atom type and posi-
tion are sometimes chosen entirely randomly or randomly among a
fraction of the highest Q-values. The reinforcement learning comes
about since the agent keeps building according to its expectation,
while at the same time, it keeps being confronted with the reality
once the structure is finalized and its stability calculated in the evalu-
ation phase. This means that every predicted Q-value for atoms actu-
ally placed during the build iterations can be associated with a target
Q-value depending on the energy calculated in the evaluation phase.
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FIG. 1. (a) General layout of ASLA. (b) The cyclic build action, where the agent provides Q-values that determine position and type of next atom to place. (c) The action of
the agent following ASLA as in Ref. 43: The one-hot representation of atoms is input directly to the deep convolutional neural network (CNN). (d) This work: The one-hot
representation of atoms is converted using a convolutional layer before being fed into the standard ASLA deep CNN.

This is what is done during the training phase, which involves expe-
rience replay, symmetrization augmentation, and back-propagation.
The results presented in this work were conducted using a CNN with
four convolutional filters, with the filters of the hidden layers hav-
ing 10 kernels of size 15 × 15, resulting in a total of 49 531 trainable
weights. For further details, see Refs. 43, 45, and 50.

III. GAUSSIAN REPRESENTATION

To probe the effect of how atoms are represented to the agent
in ASLA, we start by modifying the input, as shown in Fig. 1(d).
Now, the original one-hot encoding is modified by applying a sin-
gle hard-coded convolution kernel that runs over the entire input
image using appropriate periodic or zero-padding boundary con-
ditions depending on the problem at hand. This “representation
kernel” has dimensions 25 × 25, zero bias, and weights according
to a Gaussian,

Kλ(r) = e− 1
2 r

2/λ2

, (1)

where r is the distance from the mid-point of the convolution
kernel, i.e., pixel (13,13), and the hyperparameter λ controls the
width of the Gaussian. The large size of the representation kernel
ensures that the kernel is approximately zero at the edge even for
large λ without having to introduce a cutoff function. Note how
Kλ conveniently collapses to a delta-function and hence a one-
hot encoding in the limit of small values of the hyperparameter
λ, λ→ 0.

As a test system, the ASLA is setup to build a pristine graphene
sheet by placing 23 C atoms in a periodic cell, where initially, one C
atom is present. This system, previously considered in Ref. 43, has a
grid of 41 × 36 pixels2 with a side length of Δ ≈ 0.20 Å. Energy calcu-
lations are performed with density functional tight-binding (DFTB)
using the DFTB+ program,51 as the algorithm needs to be restarted
a large number of times to obtain reliable statistics. The trade-off in
accuracy of using DFTB compared to DFT is not of importance as we
are not interested in specific chemical properties, rather in the algo-
rithm’s performance as a global search method. In fact, the global
search problem is actually more difficult in the DFTB landscape,
likely due to minima not present in DFT.

In order to study the effect of the Gaussian representation and
the importance of the hyperparameter λ, we have determined the
success curves of ASLA as a function of λ. Two such curves are
presented in Fig. 2(a). They are each based on a large number of
restarted runs with new random initialization of the weights in the
CNN agent. The success curves then record as a function of com-
pleted reinforcement episodes the share of restarts that have found
the global minimum (GM) energy structure. As indicated with the
blue dashed line, the median number of episodes, n50%, required for
runs to successfully identify the GM is ≈750 when using the one-
hot encoding. Resorting, however, to the Gaussian representation,
the median number of episodes required reduces significantly and
becomes less than 500. The Gaussian used in Fig. 2(a) has λ = 1.25Δ≈ 0.25 Å, which appears to be the optimal value, as evidenced by
Fig. 2(b), showing the n50% vs λ.

The reason for the faster identification of the global minimum
energy structure using the Gaussian representation may be sought
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FIG. 2. (a) Success curves for one-hot and Gaussian representation with
λ = 1.25Δ ≈ 0.25 Å; dashed lines mark the number of episodes required to reach
50% success rate. (b) Episodes required for 50% success rate as a function of λ.

in an improved ability of the agent to generalize from such an input.
To substantiate this, we present in Fig. 3 examples of two agents that
have been trained in a supervised learning setting, either on a one-
hot representation or on a Gaussian representation. Only the two
pieces of training data shown in Fig. 3 (top) are provided. Subse-
quently, the trained agents are presented with the structures shown
in Fig. 3 (middle), leading to the Q-value maps of Fig. 3 (bottom).
It is seen that both agents have been trained sufficiently to repro-
duce the target Q-values completely whenever the kernels pass over
regions [dashed boxes in Fig. 3 (middle)] of the input image that
overlap with the training data. However, the agent trained and tested
on the one-hot encoded input appears to produce random noise
for elsewhere. Contrary to this, the agent trained and tested on
the Gaussian represented input does provide a smoothened Q-value
map and hence predicts what appears to be meaningful Q-values

FIG. 3. Use of a one-hot representation (left hand side) vs Gaussian representa-
tion (right hand side). The agents are trained in a supervised training setting on
two pieces of data only (top part), and the depicted Q-values should be repro-
duced. For the top left feature, this is illustrated by a schematic network and
an arrow; the arrows for the other three features should be understood as the
same operation of feeding the feature through the network. Once applied over the
entire image of an extended structure (middle part), they provide predicted Q-value
maps (lower part). The extended structures are shown dimmed outside a unit cell,
highlighting the use of periodic padding. The dashed squares over the extended
images identify inputs corresponding to those present in the training data, and
the arrows indicate the learned Q-values that are in accordance with the train-
ing data. Using one-hot encoding, other predictions in the Q-value map appear
noisy, while using a Gaussian representation, the agent appears to generalize
better.

throughout the image. The tendency becomes particularly appar-
ent in the present example due to the translational symmetry of
the structure considered. However, the effect will also be present in
less symmetric environments and with other training data. It reflects
that by smearing the atomic position on the input, more environ-
ments will be conceived by the neural network as resembling the
training data and will consequently lead to the predicted Q-values
influenced by the training data. The degree to which such favorable
generalization from training data to test data appears depends on the
λ hyperparameter. Since the Q-values essentially represent rescaled
energies, the optimal choice of λ thus reflects, to some degree, the
natural length scale for energy variations, i.e., some measure of how
much each atomic position can be changed while still expecting a
similar stability of the structure. In this light, the reported λ = 0.25 Å
appears sensible.
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IV. BIAS

The results presented up until now were obtained with zero bias
in the convolution that converts the input from the one-hot repre-
sentation to a Gaussian representation. However, including a single
bias as an extra degree of freedom in this conversion would lead to
improved performance. This is illustrated in Fig. 4 where statistics
is shown for ASLA when run with either a fixed negative (−0.1) or
a fixed positive (+0.1) bias. Using the negative bias is beneficial to
the method, improving n50% from ≈500 with no bias to ≈400. On
the other hand, using a positive bias is seen to be detrimental as
n50% increases to ≈700. Note that these results are obtained with-
out optimizing the biases, while λ is reoptimized in the presence of a
bias.

To explain the favorable effect of the negative bias, it is instruc-
tive to consider the value of pixels far from any atoms. In the pres-
ence of the negative bias, such pixels become negative and the ker-
nels in the ASLA network can thus operate on these regions, e.g.,
one could imagine that the ASLA CNN could amplify these nega-
tive values to easily learn that Q-values of −1 should be attributed
to these regions. At first thought, the same argument should hold
for a positive bias, but the problem arises that it becomes diffi-
cult for the network to distinguish between pixels that are close to
an atom and hence positive due to the tail of the Gaussian or are
far from an atom and therefore positive due to the bias. In fact, if
instead the Gaussian kernel is chosen to have a negative amplitude,
the effect of the sign of the bias becomes reversed. With a bias of
zero, the kernels of the ASLA CNN can only operate on regions close
to atoms, and these degrees of freedom can therefore not be used
efficiently.

FIG. 4. Top panel illustrates the optimal Gaussian kernel with negative, zero, and
positive biases. The same kernel is found for positive and zero biases, whereas
a slightly more shallow kernel is found for negative bias. In the bottom panel, the
success statistics for the runs are shown.

V. AUTOMATED GAUSSIAN REPRESENTATION

The kernels for the conversion of the one-hot representation
to the Gaussian representation used in Secs. III and IV have been
hard-coded based on the chosen values of λ and bias. With proper
choices, the ASLA exhibited improved performance. However, it is
also clear that if either λ or the bias is chosen wrongly, the improve-
ment can become insignificant or, in the worst case, degrade. Scan-
ning for the optimal values of these hyperparameters is compu-
tationally expensive and would negate the gain in performance.
We hence propose in this section to follow a different strategy,
namely, to consider the representation network and ASLA’s deep
CNN as one combined network, whereby the representational hyper-
parameters may be optimized as an integral part of the backprop-
agation, when the loss function (the mean-squared error between
Q-values and the rewards calculated based on structural energies) is
minimized.

The simplest approach would be to make λ trainable and to
write the representation kernel as a function of it. However, doing so,
we identified a strong dependence of the resulting optimized value of
λ on the initialization of λ. The issue was circumvented by expanding
the kernel in a basis of Gaussian kernels of predetermined widths,

K(r) =∑
i
cie− 1

2 r
2/λ2

i , (2)

where the expansion coefficients, ci, become the hyperparameters
trained according to the loss function. The set of λ’s is chosen in
terms of the grid spacing, as λn = { 1

3Δ, 2
3Δ,Δ, 4

3Δ, 5
3Δ, 2Δ, 7

3Δ, 8
3Δ, 3Δ}.

Some of these “basis kernels” are shown schematically in Fig. 5
alongside the remainder of the network to clarify the architecture.
In order to improve the training of the expansion coefficients, the
representation resulting from the convolution between the basis
expanded kernel and the one-hot representation is batch normal-
ized, a technique commonly used in neural networks.52 Since batch
normalization contains a learnable bias, this effectively provides the
bias, which was identified in Sec. IV to be beneficial to the ASLA’s
success rate. The basis coefficients are initialized randomly from a
uniform distribution in the range [0, 0.5].

The procedure just described is named the Automated Gaus-
sian Representation (AGR) method, and ASLA’s performance using
it is demonstrated in Fig. 6(a). It is seen that the success curve of
ASLA with the AGR method exceeds that of ASLA with the one-hot
representation and that it yields a comparable performance to that of
ASLA when the Gaussian representation of optimal, predetermined
λ is employed. This is a striking result showing that learning the rep-
resentation on-the-fly represents only a minor further complication
of the overall problem.

Figure 6(c) presents a histogram of the expansion coefficients
that were found after 1000 episodes. The coefficients, which have
been averaged over 250 restarts, show a rather broad distribution
over the kernels of the various allowed λ values. This is perhaps sur-
prising given that Fig. 2(b) showed a rather narrow range of well
performing λ values for predetermined kernels. The analogy may,
however, be recovered by adding L1 regularization to the loss func-
tion, thereby penalizing sizable expansion coefficients on less useful
kernels. Specifically, we add

L1 = β1∑
i
∣ci∣ (3)
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FIG. 5. Schematic of the kernel basis expansion method. The ASLA network is prepended with additional weights that are interpreted as the expansion coefficients of a
predetermined set of basis kernels.

to the loss function, where β1 is a weighting factor that determines
the importance of the L1 term. The success curves of ASLA shown
in Fig. 6(b) appear largely unaffected by the addition of the L1 reg-
ularization, but the distributions of coefficients now become more
narrowly peaked around the kernels of optimal λ (∼λ4) values, as
evidenced by Figs. 6(d) and 6(e).

To further test the AGR method, we turn to a significantly
harder problem: the atomic structure inside a grain boundary in
a 2D graphene sheet. The geometric setup is illustrated in the
inset of Fig. 7. The template provides the C atoms at the positions
of the light gray disks setting up the edges of two carbon sheets
tilted 13.17○ with respect to each other. The ASLA is tasked with

FIG. 6. Use of the automated Gaussian
representation (AGR) method for solving
the problem of placing 23 C atoms as
graphene on a periodic template with 1
C atom present. (a) Comparison of suc-
cess curves to one-hot representation
and the best single width Gaussian from
Fig. 2(b). Comparison of success with
the AGR method using varying degrees
of L1 regularization. [(c)–(e)] Histograms
of mean expansion coefficients for β1
= 0, 0.01, and 0.1, respectively. Orange
bars indicate positive values, and the
blue bar indicates a negative value.
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FIG. 7. Success curves for one-hot and AGR method on grain boundary between
two angled graphene sheets shown in inset.

placing 20 C atoms in the void between the two edges. Eventually,
the ASLA will find the global minimum energy structure supported
by the grid, where the 20 C atoms assume the positions of the dark
gray disks.

The success curves for solving this grain boundary structure are
given in Fig. 7. Using the one-hot encoding, the ASLA requires 4400
episodes on average to solve the problem correctly with 50% likeli-
hood. However, when using the AGR method, the ASLA requires
only about 2200 episodes to reach the same fidelity and attains
more than 80% success after 5000 episodes. The AGR thus proves
highly successful when used in solving this more difficult structural
optimization problem.

VI. DISPLACED GAUSSIAN BASIS

The basis used in Sec. V was a set of atom-centered Gaus-
sians with different width parameters, λi. In this section, we shall
instead probe the use of displaced radially Gaussians while settling
on the use of a single value of λ. The kernel expansion now looks
like

K(r) =∑
i
cie− 1

2 (r−ri)2/λ2

, (4)

where the ci’s are again expansion coefficients but now acting on
basis functions, where an offset ri has been introduced. For a 25 × 25
kernel, as has been used thus far, with a basis set of seven Gaussians
with ri = 2iΔ with i going between 0 and 6, where λ then controls
the overlap between neighboring Gaussians, here, λ = Δ is chosen.
Selected basis kernels are displayed in Figs. 8(a)–8(d). The initial-
ization of the expansion coefficients decides the initial shape of the
kernel. Three initialization strategies were explored:

(i) random uniform initialization of the expansion coefficients
between −1 and 1,

(ii) random initialization of the expansion coefficients as in (i)
but modulated by a linearly decreasing envelope function
that decays from 1 for i = 0 to 0.1 for i = 6, and

FIG. 8. [(a)–(d)] Selected displaced Gaussian basis kernels. (e) Success curves for
the displaced Gaussian basis representation with the three initialization strategies
compared to the AGR method.

(iii) initialization to mimic a near-optimal kernel composed of
one Gaussian, as identified in Fig. 2(b), i.e., having c0 = 1 and
the remaining trainable ci’s initially set to 0.

In all three cases, the expansion coefficients were trained as
described for the AGR method but without L1 regularization.

The ASLA success curves for solving the periodic graphene
problem with 1+23 C atoms are given in Fig. 8(e). It is seen that
the first two types of initialization provide unfavorable representa-
tions that significantly delay ASLA’s finding of the global minimum
energy structure. Only the final choice where knowledge of a known
optimum representation is utilized is reasonably successful, yet infe-
rior to the use of a single on-site Gaussian. We conclude that when
selecting Gaussian type kernels for the representation of atomic
structure as blurred images, the choice of a collection of on-site
radial Gaussians of varying widths appears to be more robust than
the selection of a collection of differently displaced radial Gaussians.
The latter type of Gaussians will, however, be used in Sec. VII, where
we further consider the representation of angular information.
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VII. ANGULAR KERNELS

So far, only radial information has been incorporated in the
representation, and ASLA’s CNN network has to learn about bond
angles in later layers. In this section, we will, however, be explor-
ing if providing angular information immediately in the image
representation is capable of speeding up the ASLA’s learning
rate.

Naively, providing angular information about every pixel in an
image of an atomistic structure may sound like a formidable task.
At any given empty pixel in an image, information about a bond
angle may be of relevance if placing an atom at that pixel does lead
to the formation of at least two bonds, whose mutual angle may be
derived. Formulated in this way, the computational task does not
lend itself to be solved with kernels in a CNN setup, as has been
done for the radial information up until now. However, if we apply
the same trick as done in the construction of the SOAP feature, the
angular information can easily be derived from the application of
convolutional kernels.

In SOAP, the power spectrum of the spherically harmonic
expansion of Gaussian broadened atomic positions provides the
required angular information. SOAP has the obvious advantage over
standard protocols for obtaining bond angle information, such as the
one found in the Behler–Parrinello approach, that it does not con-
tain any double sum over neighboring atomic positions. It is the very
same virtue that makes it useful in the present context.

In the present scope with the usage in a 2D setup with ASLA,
it suffices to consider the angular information starting from the
circular harmonic functions,

Km(θ) = eimθ = cos(mθ) + i sin(mθ). (5)

Figure 9 defines the angle θ and depicts the Km(θ) coefficients
for several m. These complex-valued coefficients can be used in
combination with a radially displaced Gaussian kernel,

Kλ,rs(r) = e− 1
2 (r−rs)2/λ2

, (6)

to calculate a real-valued representation in the following way. First a
general complex kernel is defined as

Kλ,rs ,m(r, θ) = Kλ,rs(r)Km(θ), (7)

the point at which a real-valued representation can be calculated as

Rout
λ,rs ,m = (Re[Kλ,rs ,m(r, θ)] ∗ Rin)2

+ (Im[Kλ,rs ,m(r, θ)] ∗ Rin)2
, (8)

where ∗ should be understood as the convolution operator and Rin

is the original one-hot encoded image that is being converted to an
output channel, Rout

λ,rs ,m. This allows the construction of representa-
tions using multiple stacked channels, with differing parameters λ,
rs, m, analogous to RGB images that use three channels, one for
each color. The convolutions act as the inner products leading to
the expansion coefficients of the smeared atomic densities in the cir-
cular harmonics representation, and the complex squaring provides
the value of the power spectrum at the given m. The use of convo-
lutions assures that the information is constructed for every pixel in

FIG. 9. Real and imaginary parts of circular harmonic coefficients of different angu-
lar orders m. The angle θ is calculated between the horizontal and the line going
from the central pixel to the pixel of interest.

the image in one go. A similar methodology was proposed by Ref. 53
for constructing rotationally invariant CNNs and expanded upon
by Ref. 54 for 3D geometries, whereas Ref. 55 used a wavelet based
rotationally invariant network for predicting molecular energies in a
supervised setting.

Figure 10 depicts how Eqs. (7) and (8) can be implemented
in practice using convolutions and element-wise products that
are available in most neural network software packages, such as
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FIG. 10. Radial and angular kernels are separately multiplied to obtain the real and imaginary parts of a general equivariant kernel, which are then convolved with a one-hot
representation, which is subsequently squared and summed leading to the final equivariant representation.

Tensorflow.56 The figure uses a small λ and an rs that is close to
the ideal bond distance and probes for m = 1. In the input image,
two different pixels are highlighted. Both pixels are placed at a dis-
tance rs from two neighboring atoms, but placing an atom at one of
the pixels would form three atoms in a linear configuration, while
placing an atom at the other pixel would form three atoms in a 90○
bent configuration. The m = 1 part of the power spectrum is capa-
ble of discriminating these two situations as evidenced by the output
representation. The pixel that would lead to a linear configuration

attains a low value, while the pixel that would lead to a 90○ bent
configuration ends up having a large value. The corresponding
m = 0 channel (not shown) is purely radial and would not dis-
criminate between the two pixels, but provide the same large value
for both of them. Representing the atomistic structure with a series
of different m (in principle, also λ and rs) values thus seemingly
facilitates the learning that must take place in ASLA’s deep CNN.

To probe the usefulness of presenting the ASLA with radial
and angular information in such stacked input representations, we

FIG. 11. Tests of multi-channel representations for (a) the 1 + 23 C pristine graphene problem and (b) the 20 C graphene grain boundary problem. The two-channel
representation consists of an on-site Gaussian with λ = 1.5Δ and a Gaussian with rs = 1.4 Å with λ = Δ, both with m = 0. [Note that while λ = 1.5Δ was not the optimal value
for a single on-site Gaussian found in Fig. 2(b), it is the optimal value for a similar search if batch-normalization is utilized, as it is here.] The three-channel representation
uses the same two channels and an additional m = 1 channel with rs = 1.4 Å and λ = Δ. The four- and five-channel representations are constructed in the same way by
stacking with additional channels having m = 2 and m = 3, respectively, again with rs = 1.4 Å and λ = Δ. Generally, the more the input channels are present, the harder it is
for the ASLA to solve the problem. However, when the 120○ channel is added (m = 3), a slight improvement is observed. The performance of the AGR method is shown with
the dashed curve for reference.
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conducted a number of structural searches with ASLA for the perfect
1+23 C graphene problem and the 20 C grain boundary problem.
In none of the cases, however, did we find that the ASLA benefited
from having angular information provided over just having radial
information. The details of these results are given in Fig. 11.

Starting with the 1+23 C graphene problem in Fig. 11(a), it is
seen that the best performance is obtained with the purely radial
AGR method described above. Adding rs = 1.4 Å channels with
m = 0, 1, and 2 progressively deteriorates the success curves, suggest-
ing that the ASLA finds no useful information in these extra input
channels and that the ASLA spends costly reinforcement episodes
realizing this. Only when arriving at the m = 3 channel, a rela-
tive improvement of ASLA is seen. This is not surprising since the
m = 3 part of the power spectrum is capable of identifying and dis-
criminating between positions that would lead to the formation of
60○ and 120○ bond angles, which is precisely what is needed to learn
to build honeycomb rather than hexagonal close packed structures.
However, despite the improved performance for ASLA when pre-
sented with input channels of angular information up to m = 3, it
does, according to the success curves in the figure, not identify the
favorable information fast enough to outperform the situation when
only fed with the radial input as with the AGR method.

The same scenario plays out for the harder 20 C graphene grain
boundary problem, as seen from Fig. 11(b). Again, the AGR method
shows a high success rate, which cannot be matched in runs where
angular channels are provided as input. Again, some improvement
is observed when the expansion in angular components include the
m = 3 term, but not sufficient for the success curve to become even
comparable to that of the AGR method. We are led to conclude
that useful angular information may indeed be provided to ASLA
via SOAP-inspired transformations of a one-hot encoded represen-
tation of the atomic structure. However, the ASLA, when provided
with multiple input channels, must identify which channels are use-
ful, which causes a delay in ASLAs learning, and which is not com-
pensated by the presence of more concise information in some of
these extra channels.

FIG. 12. Success curves for the organic system with one-hot and Gaussian rep-
resentations. Inset: global minimum energy structure of naphthalene with the
template atoms shown dimmed.

TABLE I. Timings for the three phases of an ASLA episode averaged over the 10 000
episodes of 15 restarts with 5 cores of a 2.1 GHz Intel Xeon Gold 6230 processor.
Numbers in parentheses indicate the percentage of an entire episode for each phase.
The additional time used during building and training caused by the extra convolution
required for the Gaussian representation is negligible compared to the time of a DFT
calculation.

Phase One-hot (s) Gaussian (s)

Building 0.81(5.6%) 0.95(6.4%)
Evaluation 10.39(72.3%) 10.24(69.0%)
Training 3.17(22.1%) 3.65(24.6%)

VIII. OUTLOOK: MULTIPLE SPECIES

Thus far, we have shown that for systems consisting of a sin-
gle atomic species, the performance of ASLA improves given a bet-
ter representation. In this section, we report on initial findings for
multi-species systems, namely, on the ASLA tasked with building
naphthalene. The performance of a one-hot representation for each
atomic species is compared to a Gaussian representation for each
species, but with the same λ of 1Δ with a 15 × 15 kernel, the result-
ing success curves are shown in Fig. 12. A significant performance
increase is observed without fine-tuning λ for each species, and fur-
ther studies should investigate the influence of species-specific λ
and extend the AGR method to multi-species. We suspect that the
length-scale of variations of the Q-map is determined by the largest
λ, at least for systems with a similar number of each atomic species,
and different λ may therefore not be beneficial. For this system,
energy calculations were performed using DFT with the Perdew-
Burke-Ernzerhof (PBE) functional in the GPAW package using a
dzp LCAO basis set, constituting a relatively fast full DFT calcu-
lation yet much more computationally demanding than the DFTB
calculations employed thus far.57–59

The timings for different phases of the algorithm on this system
are reported in Table I. With the above settings for the DFT calcu-
lation, the overall central processing unit (CPU) time is dominated
by the DFT calculation, with the building and training phases taking
up only 25%–30% of the time, with only a small increase when the
Gaussian representation is included.

IX. CONCLUSION

We have shown that augmenting the image representation of
the atomistic structure from a one-hot encoding to various forms
of Gaussian broadened representations is beneficial for the ASLA,
which makes it capable of learning faster from such an input. The
conclusion holds for conversion of one input layer to another input
layer based on an on-site radial broadening convolution. Provid-
ing several input layers with angular information in the form of the
power spectrum of the first terms of a circular harmonic expan-
sion of atomic densities, however, does not make the ASLA learn
faster. The latter is explained in terms of only some of the extra
channels having valuable information, which poses an extra learning
challenge, namely, identifying those channels.

We have further shown that employing the Gaussian rep-
resentation is beneficial for a multi-component system, naphtha-
lene, when studied in a full DFT setting, where the computational
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overhead of introducing the Gaussian representation is negligible
compared to the cost of the DFT calculations.
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The recently proposed atomistic structure learning algorithm (ASLA) builds on neural network enabled
image recognition and reinforcement learning. It enables fully autonomous structure determination when used
in combination with a first-principles total energy calculator, e.g., a density functional theory (DFT) program. To
save on the computational requirements, ASLA utilizes the DFT program in a single-point mode, i.e., without
allowing for relaxation of the structural candidates according to the force information at the DFT level. In this
work, we augment ASLA to establish a surrogate energy model concurrently with its structure search. This
enables approximative but computationally cheap relaxation of the structural candidates before the single-point
energy evaluation with the computationally expensive DFT program. We demonstrate a significantly increased
performance of ASLA for building benzene while utilizing a surrogate energy landscape. Further, we apply this
model-enhanced ASLA in a thorough investigation of the c(4×8) phase of the Ag(111) surface oxide. ASLA
successfully identifies a surface reconstruction which has previously only been guessed on the basis of scanning
tunneling microscopy images.

DOI: 10.1103/PhysRevB.102.075427

I. INTRODUCTION

Structure determination is a cornerstone in the develop-
ment of new functional materials for applications as pho-
tovoltaics, thermoelectrics, electrolytes, and heterogeneous
catalysts [1]. Often, advances in creating such new materials
are led by experimental discoveries, and subsequent character-
ization of the compounds serves to identify their precise struc-
ture and composition at the atomic scale. Once the structure
of a material is known, its physicochemical properties may
be rationalized on theoretical grounds, providing a basis for
further improvements. The process of structure determination
is highly nontrivial and is hampered by the rapid growth with
problem size of both the configurational space and the cost of
the individual first-principles quantum-mechanical computer
calculations required.

A number of strategies for automated structural search
have emerged. These include simulated annealing based on
molecular dynamics (MD) [2] and stochastic search based
on, e.g., basin hopping [3] or even evolutionary algorithms
[4–9]. The recent developments in machine learning (ML)
techniques in chemical physics [10] have successfully been
introduced to lower the computational demands for these
search strategies. One method has been to model the poten-
tial energy landscape accurately with kernel-based methods
[11–13] or neural networks [14–17] so that many expensive
energy and force evaluations necessary for the MD and the
local relaxations can be circumvented. Typically, the machine
learning models are trained on the fly with active learning pro-
tocols [18–37] and improved as more and more first-principles
data points are accumulated. Other means for speeding up
structural searches with machine learning have been the intro-

*hammer@phys.au.dk

duction of acquisition functions, based on Bayesian statistics,
balancing exploration and exploitation [19,38], the clustering
analysis in the selection of evolutionary populations [39], the
estimation of local energies to guide mutation and crossover
operations in evolutionary searches [40–42], and the con-
struction of artificially convex energy landscapes for initial
relaxation of evolutionary candidates [43,44].

Notwithstanding the considerable computational speedups
that ML techniques have led to in structural determination,
the underlying search paradigm have a stochastic nature. This
means that as a catalog of more and more likely structural
candidates is constructed, no knowledge or understanding of
the bonding mechanism is developed, and identifying more
candidates still relies on the element of chance. To tackle this
issue, we recently proposed the atomistic structure learning al-
gorithm (ASLA) [45], which uses neural network based image
recognition and reinforcement learning to iteratively construct
the most stable atomic structure given only the cell and the
stoichiometry. ASLA is designed to develop a rational search
strategy in which interatomic arrangements are introduced
because they appear plausible based on prior data. ASLA
reads discretized 2D or 3D image representations of molecular
compounds and solids. It builds the next promising structure,
conducts a single-point, i.e., an unrelaxed, first-principles
energy calculation, and uses this new structure-stability data
point to train the neural network. An alternative approach for
generating molecules using reinforcement learning is given in
Ref. [46].

In this work, we extend ASLA to include a surrogate
energy landscape that is constructed on the fly. Whenever
ASLA proposes a new structure, the structure is subjected to
a computationally inexpensive local relaxation in the model
before the computationally expensive first-principles single-
point calculation is conducted. The method is shown to dra-
matically increase the performance of ASLA when applied to
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solving for the most stable C6H6 isomer, which is benzene.
We further apply ASLA with surrogate model relaxations to
the problem of finding the most stable geometry and stoi-
chiometry of the Ag(111) c(4×8)-phase surface, which was
experimentally and theoretically investigated in Refs. [47,48].
Ag(111) oxide surfaces are known to be catalysts for the
important ethene epoxidation reaction and have been studied
for decades. Yet the structure of such systems continues to
surprise [49]. The important catalytic properties together with
the rich structural diversity calls for reliable, automated global
search algorithms for structure determination.

This paper is outlined as follows. In the first part, we
introduce the details of the model. In the second part, we
demonstrate the performance increase for a simple benzene
system, where many restarts can be made and good statistics
can be obtained. Last, in the final part, we employ our algo-
rithm to identify the aforementioned Ag(111) oxide surface
structure. In doing so, we employ the method for a large
number of different silver oxide stoichiometries. The most
stable structure is identified and discussed.

II. ASLA

In ASLA [45,50,51], the global optimization problem of
structure search is formulated as a reinforcement learning
problem, where an agent learns to build the most stable
atomistic structure. The learning appears in episodes, in each
of which the agent itself creates a new prospective atomistic
structure whose total energy is provided by an external den-
sity functional theory (DFT) program [52,53]. Each learning
episode contains three distinct phases, the building phase, the
evaluation phase, and the training phase, as illustrated in the
flowchart given in Fig. 1.

In the building phase, ASLA commences by constructing
a new structural candidate by following the policy as guided
by the current state of the agent. It starts from a template
structure s0 (possibly an empty computational cell) and pro-
ceeds iteratively to a final state sT such that a total of Natom

atoms have been placed, as further detailed in Fig. 2(a). In
each iteration the intermediate state st is given to the agent
equipped with a convolutional neural network (CNN) that
responds with its expectation Q(st , at ) of the reward for the
most stable final structure attainable if action at is taken.
An action is the combined information about the position
and type of the next atom to be placed, and a reward is a
function whose maximum coincides with the most stable final
structure found at any time; see Refs. [45,50] for details.
With discretization of space, all possible actions for each
type of atom can be represented on a two-dimensional (2D)
or three-dimensional (3D) grid depending on the problem
being solved. The expected rewards for all possible actions
can hence be represented as Q-value maps on such grids.
Discretized atomistic structures and Q-value maps thus share
the same data structure, as illustrated in Fig. 2(b). The Q-value
maps form together with a policy, the basis for a decision
process regarding the actual action at taken at state st leading
to state st+1. We employ a modified epsilon-greedy policy.
This means that ordinarily, it is the expected most rewarding
action (greedy) that is chosen but, occasionally, with some
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FIG. 1. Flowchart showing the three phases of ASLA. The green
nodes highlight the contributions from this paper. The blue polygon
represents the CNN producing the Q-value map, while the surrogate
energy model, in which the relaxation is performed, is schematically
represented as the blue curve in the structure-energy plot. The true
energy curve is shown in black, and black dots are training points,
while the shaded area marks the model uncertainty. Both the CNN
and the surrogate energy model improve in each episode, leaving
ASLA better equipped for building low-energy structures in later
episodes.

small likelihood (epsilon), a stochastic element is used in
choosing the action [45].

After constructing a candidate from the policy we add
in the present version of ASLA a new element, namely, a
structural relaxation. The changes that a structural candidate
undergoes during the structural relaxation are illustrated in
Fig. 2(c). The structure relaxation seeks to identify the nearest
local minimum-energy structure in the vicinity of the structure
just built. To avoid any significant computational expense
of this operation, it is carried out in the surrogate energy
landscape described in the next section. After completing the
relaxation, the atom positions are adjusted slightly (snapped
to grid) to ensure that the relaxed structure, now s̃T , can be
represented on the grid used for training the agent.

The reinforcement learning episode proceeds with the eval-
uation phase, which is a single-point DFT calculation of the
total energy Etot of the structure s̃T . This is the presumed com-
putationally most intensive operation of the learning episode.
Once finished, a set of state-action-energy data points for each
iteration of the candidate-from-policy construction of this
episode may be stored in the memory in the store-in-memory
event. Since the candidate construction was proceeded by
some relaxation, the state-action pairs will most likely deviate
from the actual states st visited and actual actions at taken
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s̃0
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s̃T

sT

Candidate from policy

Relax in model

s̃T
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C
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H
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FIG. 2. (a) A candidate structure is constructed atom by atom in the candidate-from-policy operation by iteratively consulting a CNN
[shown in (b)] and following the modified epsilon-greedy policy described in the text. This results in the sequence of structures, s0, . . . , sT .
(c) The final structure sT is relaxed in the surrogate energy model, resulting in the s̃T structure, for which the total energy is evaluated. (d) The
s̃T structure is decomposed atom by atom to obtain the sequence s̃0, . . . , s̃T , which is stored in the ASLA memory together with the energy,
and used for training of both the CNN and the surrogate energy model.

during the build action. Assuming, however, that atoms are
placed in the same order, the state-action pairs (s̃t , ãt ) that
would have led directly to the snapped, relaxed structure s̃T

can be determined [see Fig. 2(d)] and stored with Etot in the
memory.

The reinforcement learning episode continues with a train-
ing phase, where the CNN and surrogate energy model are
updated. The CNN is trained by first extracting a batch
of state-action-energy pairs from the most recent, most fa-
vorable, and random episodes from the memory, such that
the batch comprises 5×Natom state-action-energy pairs. The
energies are transformed to reward values, r ∈ [−1, 1], and
the batch is expanded by rotated and mirrored versions of the
state-action-energy pairs. The weights of the CNN are updated
by a back-propagation step with a learning rate of 10−3 that
decreases the total mean-square error between the predicted
value and the reward for state-action-energy pairs in the batch.

In the present work, we employ the same architecture for
the neural network as in Refs. [45,50,51]. It is thus a CNN
with three hidden layers and ten kernels per layer, all with
the leaky-rectified linear unit activation function, except for
the output, where a hyperbolic tangent function is applied.
The structure is represented as a one-hot encoded matrix,
which represents the xy or xyz coordinates in the first two or
three dimensions and the atom type in the final dimension.
Penalizing terms are employed following Refs. [45,50].

As a final operation during the learning phase of a re-
inforcement learning episode, an improved surrogate energy
model is prepared for the next episode. This is done in the
train-surrogate-model operation, which represents the final
element introduced to ASLA in this work. The surrogate
energy model extracts from the memory (s̃T , Etot ) data points
and constructs a structure-energy model. The details of the
model are given in the next section.

Upon starting the reinforcement learning cycle, the neural
network representing the agent can be initialized randomly,
meaning that ASLA learns completely autonomously from its
interaction with the DFT program with no other input than the
template s0 and the stoichiometry of the final structure sT . It
may, however, benefit largely in a transfer learning setting,
where network weights are inherited from a prior ASLA
run solving a simpler problem. Initially, before sufficient
structure-energy data points have been collected and stored
in memory, a sufficiently reliable surrogate model cannot be
established, and the relax operation is simply skipped.

III. SURROGATE MODEL

For the surrogate model, a Gaussian process (GP) regres-
sion model [54] is used. The model is trained on feature
representations of the final structures and their total energies.
The use of a feature representation means that the GP model
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incorporates, e.g., rotational and translational energy invari-
ances directly, unlike the CNN model used for the agent,
which has to learn that via the applied data augmentation.
The GP regression model thus learns the underlying energy
landscape more efficiently from the training data compared to
what would be expected from using a CNN model. However,
contrary to using a CNN for the Q-value map evaluation,
using a GP model would be computationally expensive owing
to the cost of evaluating the feature representation at every
pixel in the map. It can therefore not form the basis for the
policy-guided building step in ASLA, where a CNN with
its inexpensive image representation is preferred. A further
reason why a CNN is preferred for the Q-value map prediction
is that Q values depend on the final structures that can be
built from incomplete ones. Thus, the Q-value evaluation must
predict the consequences of future actions, something which
is better done with the deep learning capabilities of the CNN.

A GP is specified by its prior mean μ(x) and covariance
function (the kernel) k(x, x′), which expresses the beliefs
about the system prior to any observations. The training
consists of inferring the posterior distribution, which takes
into account the observed training data, D = {X, E}. The pos-
terior can be analytically expressed due to the well-behaved
marginalization properties of the GP. Namely, the posterior is
also a GP with the mean function given by

E (x∗) = kT
∗
(
K + σ 2

n I
)−1

[E − μ(x)] + μ(x), (1)

where K = k(X, X ) is the kernel matrix, k∗ = k(X, x∗), and
σn is a regularization hyperparameter that acts to prevent
overfitting (we use σn = 3.2×10−3). The posterior mean is
taken as the model prediction of the energy. Computationally,
the training is dominated by the inversion of the kernel matrix,
which scales with the number of data points as O(n3).

To take advantage of the rotational, translational, and per-
mutation symmetries of quantum chemistry, structures are
represented by feature vectors that exhibit these symmetries.
In this work, we choose the fingerprint descriptors of Oganov
and Valle [55].

The kernel is chosen to be a sum of two Gaussians with
different length scales, similar to that proposed in [56]

k(x, x′) = θ0[(1 − β )e−|x−x′|2/2λ2
1 + βe−|x−x′|2/2λ2

2 ], (2)

where x are the feature vectors and θ0 is the maximal co-
variance. Using two length scales, λ1 and λ2, improves the
model by allowing the kernel to capture trends in a large,
sparsely sampled configuration space while maintaining res-
olution in smaller, more densely sampled regions. The prior
mean is chosen to be a short-range repulsive potential, which
is generally present between atoms. This naturally prohibits
atoms from getting too close during structure relaxations with
the model, which may cause convergence problems when the
total energy is evaluated. The feature vector is analytically
differentiable with respect to the Cartesian coordinates, which
allows us to obtain the predicted force according to the model.
The relaxation is performed by iteratively moving the atoms
based on the predicted force.

In training the model, the hyperparameters (θ0, λ1, λ2) are
optimized by maximizing the log marginal likelihood [54].
For the training data, only the 500 lowest-energy structures
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FIG. 3. Success curves based on 200 restarts. The standard
ASLA (blue curve) is outperformed by ASLA augmented with model
relaxations (green curve), without any additional energy evaluations.
The gray curve shows the performance when DFTB relaxations are
used in place of the model relaxations, imitating a perfectly trained
model.

from the ASLA memory are used. This ensures that the model
resolves the low-energy part of the configuration space while
keeping the computational training time short. No effort is
thus made to capture high-energy structures in irrelevant parts
of the configuration space.

The model is not meant to reproduce total energies with
high accuracy. Rather, the purpose of the model is to guide
ASLA into local minima of the configuration space in order
to aid the global search. Therefore, we measure the model’s
performance by the improvement in the number of ASLA
episodes needed to solve a global optimization problem, in-
stead of an error with respect to a test set.

IV. BENZENE EXAMPLE

Having introduced to ASLA the technique that candidates
built from the policy may be relaxed in a surrogate energy
landscape, we now turn to probe how it affects the overall
performance of ASLA. In order to be able to make convincing
statistics we choose to have ASLA solve the problem of
building the most stable molecule given six carbon atoms
and six hydrogen atoms, i.e., C6H6. The total energy expres-
sion is provided by a density functional based tight-binding
(DFTB) energy expression using the DFTB+implementation
[57] since it provides the sufficiently accurate description that
the correct chemical bonds are formed, but at a much reduced
computational cost compared to a DFT energy expression. As
the solution turns out to be the planar molecule benzene, we
address this problem with a 2D space. For this a grid spacing
of 0.25 Å is used.

The performance of ASLA is gauged by restarting the
structural search a great number of times with no data in
the memory and with random initialization of the CNN. By
compiling as a function of episode count the share of search
runs that have found the benzene molecule, we arrive at the
success curves displayed in Fig. 3. The blue curve shows
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the performance of standard ASLA without model relax-
ations, while the green curve shows the performance when
the model relaxations are included. The here-proposed ASLA
with model relaxations outperforms the standard ASLA by a
wide margin. While standard ASLA needs ≈7000 episodes
for 10% of the restarts to identify benzene, ASLA with model
relaxations attains this after fewer than 1000 episodes.

The green success curve for the model-relaxed ASLA
shows, however, one convergence issue. The fact that it levels
off at about 60% success after about 2000 episodes means
that the 40% of the restarts that have not found benzene
within the first 2000 episodes stand a small chance of doing
so in the remaining 6000 episodes of the runs. To probe the
origin of this, we conducted a set of search runs in which
the relaxations of the policy-built candidate structures were
done in the full DFTB energy landscape rather than with the
on-the-fly learned surrogate energy landscape. The gray curve
in Fig. 3 shows the resulting success curve, which evidences
that when relaxing candidates in the DFTB energy landscape,
the stagnation almost vanishes. About 80% of the restarts have
found benzene after 2000 episodes, and in the following 6000
episodes about half of the remaining restarts do so.

We consequently attribute the stagnation of the model-
relaxed ASLA to errors in the surrogate energy model. Note,
however, that the DFTB relaxation scheme uses several orders
of magnitude more DFTB energy evaluations per episode than
the model relaxation scheme, where one episode corresponds
to one DFTB single-point energy evaluation. This renders
the model relaxation scheme far superior when more refined
and computationally expensive DFT or quantum chemistry
methods are used as the total energy expression. For the ben-
zene studied in Fig. 3, the use of model relaxations increases
the CPU requirements per ASLA episode by a factor of ∼5.
Relaxation carried out with the full DFTB description creates
negligible overhead given the small computational cost of that
method. However, if the calculations for benzene were to be
done with a more reliable, but costly, energy description such
as linear combination of atomic orbitals based DFT [58], the
CPU cost per ASLA episode would go up by only a factor
of ∼2 with the model potential, but with an estimated factor
of ∼60 with the full DFT relaxations. This is why a fitted
model for the relaxations is, in general, required. For more
complicated systems than benzene, systems that are more
CPU intensive when performed at the DFT level, the overhead
of the model relaxations would eventually become negligible.

Possible solutions to the stagnation issue could be the
introduction of model energy expressions more advanced than
the presently used one or the development of schemes to reset
the surrogate model upon detection of stagnation. Note that
a single restart will not know if it has ceased to find better
structures because it has identified the global minimum energy
structure or because it uses an insufficiently accurate model
for the relaxation and finds a higher-lying energy structure. In
practice, when searching for an unknown global minimum-
energy structure, all restarts would therefore need to have
their model reset once they consistently produce the same best
structure over and over again.

Having seen that ASLA improves significantly upon
adding the presently proposed model relaxation, it is in-
structive to inspect the degree of relaxation as a function of

Candidate from policy

Episode: 100

After model relaxation

Episode: 200

Episode: 500

Episode: 900

FIG. 4. The structures built according to the Q-value directed
policy (left) and their appearance being relaxed in the model and
snapped to the grid (right) for different stages of a search. The
model potential quickly learns to locally optimize the structure that
ASLA produces. In turn, ASLA learns more quickly to build stable
structures (see Fig. 3).

reinforcement episodes. Figure 4 presents one such study for
a randomly chosen restart. It shows the policy-built structure
and the corresponding model-relaxed structure after 100, 200,
500, and 900 episodes. After 100 and 200 episodes, the
agents CNN has not developed sufficiently yet to consistently
build molecules with chemically meaningful coordinations.
However, the surrogate energy model has learned enough to
provide for relaxation of the atoms into having more proper
interatomic distances. After 500 episodes, the policy-built
structure still lacks a bit on C-C coordination and C-H bond
lengths, and it leaves some H as isolated atoms. All of these
deficiencies are remedied by the model relaxation, and by 900
episodes, the agents start to know how to build benzene in
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(a) (b)

(c) (d)

FIG. 5. (a) The experimental STM image and (b) conjectured
atomistic structure for the Ag(111)-c(4×8) surface oxide. Images
are adapted from Schnadt et al. [47]. (c) The simulated STM image
for the energetically most stable Ag5O4 surface oxide determined by
ASLA. (d) The corresponding structure.

need of only very minor bond adjustments, mainly pertaining
to the large grid spacing used. Note that the CNN benefits
from the improved training examples provided by the model
relaxations and learns to build reasonable structures faster
than in the standard ASLA scheme.

V. AG(111) OXIDE SURFACE

We now turn to apply ASLA with model relaxation to
an outstanding problem in materials science. Specifically,
we will be concerned with the oxidation of the Ag(111)
surface, which has been shown to exhibit a rich variety of
stoichiometries and phases during the growth of surface oxide
layers. Schnadt and coworkers [47,48] have reported scanning
tunneling microscopy (STM) topographs of a number of such
phases, one of which, the c(4×8) phase, is reproduced in
Fig. 5. To the best of our knowledge, no systematic structural
search has been carried out for this particular surface oxide
phase on Ag(111), yet in the original paper a structural model
was put forward [47]. By having ASLA perform the structural
search given the experimentally determined surface unit cell
but covering a large range of Ag-O stoichiometries for the
surface oxide, we confirm below the originally conjectured
model in a set of ASLA runs.

In our search for the Ag(111)-c(4×8) silver oxide phase,
ASLA is used to identify the best possible structure of a
monolayer silver oxide on top of a bulk truncated Ag(111)
template. For the surface oxide, it is assumed that all Ag
atoms occupy positions whose heights coincide with that of
an extra unrelaxed Ag(111) layer z0, while all O atoms occupy

FIG. 6. The ASLA setup. Starting from the top, an incomplete
surface oxide structure on a two-layer Ag(111) template is shown.
Red spheres are oxygen atoms, and gray spheres are silver atoms.
The transparent box highlights the c(4×8) unit cell. The two lowest
layers of Ag atoms, two Ag(111) layers, are part of the template,
while the uppermost Ag atoms and all O atoms are being placed by
ASLA. The convolutional neural network is fed with seven layers
of allowed O positions (the brown grids) and with three layers of
possible Ag positions (the gray grids). It outputs Q values for all
available oxygen atomic positions and for silver positions in the
upper layer. In the final lower structure, an extra O atom has been
added at the position of highest Q value following a greedy policy.

some of seven different heights evenly distributed around such
a Ag(111) layer, i.e., ranging from 1.6 to 3.1 Å above the
Ag(111) template. For the in-plane positions of the Ag and O
atoms, any values on a 2D grid with grid spacing of 0.255 Å
are allowed. Figure 6 depicts these discretized positions as
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FIG. 7. Free energy �G evaluated at �μO = −0.5 eV for the
most stable Ag(111)-c(4×8)-AgX OY surface oxides found by ASLA.

they are fed into the neural network. The seven brown layers
hold the O atoms, while the three gray layers hold the Ag
atoms. As a template of preplaced Ag atoms, the bottom two
gray layers are prepopulated with two Ag(111) layers. The
CNN, shown schematically as the blue polygon in Fig. 6,
outputs Q values for all oxygen layers and for the upper Ag
layer, as shown by the bluish raster plots. The network does
not need to output any Q values for the lower two Ag layers
since they are already fully occupied.

During the model relaxation the silver atoms are con-
strained to move in the xy plane, while the oxygen atoms are
constrained to move freely between z = 1.6 Å and z = 3.1 Å,
which does not represent any further approximation given that
the atomic positions are snapped to the grid heights within
these bounds at the end of the building phase.

The evaluation phase is conducted using DFT. The struc-
tures are handled with the atomic simulation environment
[59], and the DFT-based total energies are evaluated with
the grid-based projector augmented-wave package GPAW

[53]. For the exchange-correlation functional, the Perdew-
Burke-Ernzerhof expression is used [60]. More DFT settings
and ASLA hyperparameters are given in the Supplemental
Material [61].

ASLA was used to build AgX OY structures on top of
Ag(111)-c(4×8) for 3 � X � 7 and 2 � Y � 6. For each
combination of (X,Y ) ASLA was restarted ten times until
the best structure found agreed in at least five of the restarts,
except for some of the Ag7OY runs, where only a few restarts
agreed on the best structure before the allocated resources
were spent. Depending on the stoichiometry, it took ASLA
between 2700 and 6800 episodes to converge on the best
structure. Once identified by ASLA, the best surface oxide
structure found for each restart was transferred to five layered
Ag(111) slabs and relaxed unconstrained. The structure and
stability of these surface oxide models are discussed in the
following.

We compare the different stoichiometries by their Gibbs
free energy according to [62]

�G(T, p) = EDFT − EDFT
slab − XμAg − Y μO(T, p), (3)
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FIG. 8. Free energy �G as a function of �μO for the most
stable Ag(111)-c(4×8)-AgX OY surface oxides found by ASLA for
Y = 2, 3, 4, 5, and 6 when varying X from 3 to 7.

where EDFT is the DFT energy of the full structure, EDFT
slab

is the DFT energy of the Ag(111)-c(4×8) five-layer slab
without the surface oxide, and μAg and μO are the chemical
potentials of silver and oxygen, respectively. Note that we
neglect the small vibrational and configurational contributions
to the Gibbs free energy of the surface structures. The silver
chemical potential μAg is taken to be the chemical potential
of a silver atom situated in the bulk position, calculated as the
difference per Ag atom of six- and five-layer-thick Ag(111)
slabs. The oxygen chemical potential is a function of the
dioxygen pressure p and the temperature T [62]:

μO(T, p) = 1

2

[
EDFT

O2
+ μ̃O2 (T, p0) + kBT ln

(
p

p0

)]
, (4)

where EDFT
O2

is the DFT total energy of the dioxygen molecule;
μ̃O2 (T, p0) is the translational, rotational, and vibrational
contributions to the free energy of an O2 gas at a reference
pressure p0; and kB is Boltzmann’s constant. It is seen that
the absolute value of μO(T, p) depends on the specific com-
putational settings through EDFT

O2
. To circumvent that, it is

convenient to quote only the (T, p)-dependent part of the
chemical potential,

�μO(T, p) = μO(T, p) − 1
2 EDFT

O2
, (5)

whenever a chemical potential is specified.
With the thermodynamic considerations in place, it is now

possible to compare the stability of the most stable structures
found by ASLA. Figure 7 does so in the form of a raster plot of
the free energy �G evaluated at an oxygen chemical potential
of �μO = −0.5 eV, corresponding approximately to ambient
conditions, i.e., a pressure of 1 atm and a temperature of 300 K
[62]. The plot shows a clear optimal stability for a surface
oxide of Ag5O4 stoichiometry, and it brings evidence that
sufficient variation in the stoichiometry has been considered
to call this the thermodynamically most stable state at this
chemical potential for oxygen.

In Fig. 8 a diagram of the free energy as a function of
�μO is shown. The diagram builds on the most stable AgX OY
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FIG. 9. Top and side views of the most stable AgX OY structures for each value of Y investigated in this work.

structure for every considered value of Y , i.e., Ag4O2, Ag6O3,
Ag5O4, Ag6O5, and Ag4O6 surface oxides. The diagram
shows that over a wide range of chemical potentials for
oxygen, the Ag5O4 surface oxide remains the most stable.

The structures leading to the free-energy diagram in Fig. 8
are shown in Fig. 9. They expose a rich variety of chemical
bonding motifs involving the Ag and O atoms within the
surface oxide. Inspecting the structures in Fig. 9, the first
one appears to be a network type with voids; the next one
resembles the first, but with reduced Ag3 islands in the voids,
while the remaining three structures appear to have both Ag

and O atoms highly dispersed in the surface oxide layer. As
the oxygen content increases from left to right in Fig. 9, ASLA
eventually identifies the need for including O2 motifs when
tasked with accommodating a large amount of oxygen within
the surface oxide.

The large diversity in the optimal structures shown in Fig. 9
testifies to ASLA’s ability to identify a highly diverse set
of chemically meaningful structures as the stoichiometry is
varied. Conversely, collecting series of some of the suboptimal
structures found, it can be realized that ASLA often finds the
same structural skeleton for different stoichiometries. This is

FIG. 10. Structures with similar motifs found for different stoichiometries. (a)–(c) Networklike structures for Ag3O2, Ag4O2, and Ag5O2.
(d)–(f) Structures for Ag5O3, Ag5O4, and Ag5O5. Here, identical motifs are found for the Ag atoms, while the oxygen sites are filled as more
oxygen is introduced. Note that all structures above are found in separate, independent ASLA runs.
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illustrated in Figs. 10(a)–10(c), where it is seen that ASLA in
independent searches for Ag3O2 and Ag5O2 stoichiometries
finds again the optimal Ag4O2 structure only with one Ag
atom removed or added. Likewise, Figs. 10(d)–10(f) shows
how Ag5O3 and Ag5O5 structures are identified by ASLA
that either lack one O or contain an extra O compared to the
optimal Ag5O4. A full account of all structures found is given
in the Supplemental Material [61].

Focusing on the Ag5O4 surface oxide that we identify as
the preferred structure, we note that ASLA has, indeed, found
the same structure that was proposed by Schnadt et al. [47]. In
Fig. 5(c) we present a Tersoff-Hermann-type simulated STM
topograph that indeed matches the experimental STM one
reproduced in Fig. 5(a). We thus conclude that ASLA with
very little input (i.e., the surface unit cell and some choice for
discretization of space) is capable of deducing the structure of
a complicated surface oxide. It does so without requiring any

human input of expected structural motifs or other presumed
knowledge of chemical bonding within the surface oxide.

VI. CONCLUSION

We have augmented ASLA with relaxations in a model
potential, dramatically increasing the performance. The im-
provements come with no need for extra electronic-structure
energy evaluations and little overhead due to training the
model and the relaxation procedure itself. We applied the im-
proved ASLA to a Ag(111) oxide surface, where a proposed
structure was confirmed by a thorough search.
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Chemical space is routinely explored by machine learning methods to discover interesting molecules, before
time-consuming experimental synthesizing is attempted. However, these methods often rely on a graph
representation, ignoring 3D information necessary for determining the stability of the molecules. We propose
a reinforcement learning approach for generating molecules in cartesian coordinates allowing for quantum
chemical prediction of the stability. To improve sample-efficiency we learn basic chemical rules from imitation
learning on the GDB-11 database to create an initial model applicable for all stoichiometries. We then deploy
multiple copies of the model conditioned on a specific stoichiometry in a reinforcement learning setting. The
models correctly identify low energy molecules in the database and produce novel isomers not found in the
training set. Finally, we apply the model to larger molecules to show how reinforcement learning further
refines the imitation learning model in domains far from the training data.

I. INTRODUCTION

Discovering novel molecules or materials with desirable
properties is a challenging task because of the immense
size of chemical compound space. Further complicating
the process is the costly and time-consuming process of
synthesizing and testing proposed structures. Whereas
this procedure historically was driven by a trial-and-error
process, the advance of computational quantum chemical
methods allows for initial screening to select promising
molecules for experimental testing. While the computa-
tional resource growth provided a significant speed-up in
processing molecules an exhaustive search of molecular
compound space is still infeasible. Instead an automated
search for interesting candidates is desired. Examples of
such search methods include evolutionary algorithms1,2,
basin-hopping3 and particle swarm optimization4.
More recently, machine learning (ML) enhanced versions
of aforementioned methods5–7 and regression methods fa-
cilitating speed-up of virtual screening8,9 has gained con-
siderable interest by making researchers able to quickly
identify attractive candidates for experimental testing.
An added benefit of virtual screening is the creation
of numerous databases containing structures with com-
puted chemical and physical properties10–14 leading to
generative models for discovery of novel molecules and
materials15–26. Unlike virtual screening where candi-
dates are selected among the structures in the database,
generative models have shown a remarkable ability to
leverage the database to produce new structures with
desirable properties. A notable limitation is a large
database and no feedback-loop to improve the generated
molecules beyond what is learned from the database.
To remedy this, reinforcement learning (RL) methods
have started to become a competitive alternative27–33 to
methods relying on existing databases. RL involves a
model that produces molecules and obtains properties

for these molecules, by some external means other than
a database. This provides the basis for the model to
learn from the molecules it produces. Whereas generative
models rely on databases for pretraining, RL is usually
done without any prior knowledge leading to initial inef-
ficiency as basic chemical and physical rules are learned.
Instead a reward must be defined though, so it requires a
setting where a meaningful reward function is available,
such as an energy or other things to be optimized.
In this work we built upon a previous reinforcement
learning algorithm called Atomistic Structure Learning
Algorithm (ASLA)34 by incorporating databases into
molecular RL to improve sample efficiency while simul-
taneously allowing the ML model to learn beyond the
knowledge contained in the database. First, a general
purpose model is trained using a database to create an
model applicable for all stoichiometries. Then, a copy of
the general purpose model is created for each stoichiome-
try of interest. These models are then further refined in a
RL setting in a search for low energy isomers for the given
stoichiometry. Specifically, we utilize a very small subset
of the GDB-1135 database that consists of small organic
molecules satisfying simple chemical stability rules and
contain up to 11 atoms of C, N, O and F. We demonstrate
that our RL model is able to both replicate structures in
the database as well as producing novel low energy struc-
tures. By focusing on low energy structures, we believe
we avoid the general pitfall of generative models that may
produce a large degree of unsynthesizable molecules, as
e.g. shown in the work of Gao and Connor36. Unlike
previous approaches using SMILES37 or graphs, we op-
erate directly in cartesian coordinates thus allowing for
optimization of the potential energy hence easily biasing
the search towards thermodynamically stable structures.
To improve sample-efficiency we take a model-based ap-
proach where, similar to Ref. 38, the potential energy
surface is modeled by a neural network allowing for ap-
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proximate but cheap optimization. Finally, we introduce
an architecture based on SchNet39 with a self-attention
mechanism40 allowing the RL model to account for long-
range effects. The paper is constructed as follows: first
the RL theory is outlined, followed by a description of
the neural network architecture. Then the database pre-
training and RL phase are described before demonstrat-
ing the method on a subset of GDB-11. Finally, we apply
the method to larger molecules outside the training dis-
tribution.

II. THEORY

The objective of RL is to solve a decision problem, i.e.
formulate a program that given an input can decide on
the optimal action. Specifically, we refer to this program
as an agent which is given a state, s, and must decide
on an action, a. In the general case the decision pro-
cess involves multiple steps indexed with the subscript
t while T is used for the final step. In order to solve
the problem the agent must device a policy, π, which
is a probability distribution over the possible actions in
a given state. The optimal policy is the policy which
maximizes the sum of rewards, where r(s) is the reward
given in state s. The states, actions and rewards are
user-specified and describes the problem to be solved.
Following Ref. 33, the state space is defined as all (pos-
sibly partial) molecules along with a bag of atoms not
yet attached to the molecule. For the reward we seek to
minimize the potential energy, i.e. we set intermediate
rewards to zero and assign a final reward based on the
potential energy of the molecule.

r(st) =

{
max

(
Eref−E(sT )

∆E + 1, 0
)
, if t = T

0, else
(1)

Here Eref is the lowest energy observed and ∆E = 10eV
is the energy span from Eref where energy differences
are resolved. Note that Eref ≤ E(sT ) meaning that
0 ≤ r(st) ≤ 1. We scale the reward to stabilize the
training as energies of produced structures may fluctu-
ate substantially during the RL phase. To maximize the
expected sum of rewards we define the Q-value,

Qπ(s, a) = Eπ

[
T∑

k=t+1

r(sk)

∣∣∣∣∣st = s, at = a

]

= Eπ[r(sT )|st = s, at = a], (2)

i.e. the expected final reward when taking action a in
state s and then following policy π. The goal of the
agent is to infer the optimal Q-value function

Q∗(s, a) = max
π

Qπ(s, a) ∀s, a, (3)

FIG. 1. Given a state, st and an action at, the target Q-value
is calculated by computing the energy of finished structures
involving the state-action pair. In the above case a hydrogen
atom is placed, which has led to four different structures. The
Q-value is updated towards the reward for the lowest energy
structure built.

thereby enabling the agent to perform the best action in
every state. To improve the Q-value function we param-
eterize it by a neural network and update it as the agent
collects new experience. Specifically, we evaluate the Q-
values on a voxelated grid, which allows us to update
the Q-value towards the highest final reward observed by
the agent for a specific state-action pair (Fig. 1), which
for a deterministic problem puts a lower bound on the
optimal Q-value41. Additionally, this discretization al-
lows for easy inference of the optimal atom placement by
simply finding the voxel which maximizes the Q-value.

III. ARCHITECTURE

The state representation is utilized for calculating the
energy of a structure as well as a state value which is
used for calculating the Q-value, but is independent of
the specific action. For improved data efficiency the state
and action representation must satisfy symmetries in the
Hamiltonian, i.e. translation, rotation and mirroring of
the molecule as well as permutation of identical atoms.
To incorporate these properties in the state representa-
tion we utilize pairwise distances (Fig. 2a, D), expanded
in a Gaussian basis

Dijk = e−γ(rij−µk)2fc(rij) (4)

where γ = 1Å−2 and rij is the distance between atom i
and j. For µk, we choose 20 values uniformly between 0
and a cutoff-radius rc = 5Å. The cutoff function

fc(r) =

{
1
2

(
cos(πrrc ) + 1

)
, if r ≤ rc

0, else
(5)
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emphasizes the importance of the local neighborhood
by decaying Dijk as a function of rij and ensures a
smooth transition to zero at rc. For the atoms, we uti-
lize randomly initialized trainable atom type embeddings
(Fig. 2a, ZH , ZC , ZN ). Finally, the bag is represented by
the number of remaining atoms (Fig. 2a, B).
The action is represented by distances to atoms already
placed (Fig. 2a, DQ) as well as a special query type em-
bedding (Fig. 2a, ZQ). When calculating Q-values the
query atom is placed at various voxels allowing for infer-
ence of Q-values at possible positions of the next atom
to be placed. In this way, all the encoded distances are
easily converted to a 3D structure.

The state representation (Fig. 2b, green) is updated
using SchNet-blocks. In the following we will use super-
scripts to index the blocks, if multiple blocks follow each
other. Fully connected layers are given as Wi where the
full details for each fully connected layer is given in the
supplementary information. Each block operates on the
distance and atom type embeddings using continuous-
filter convolutions with skip connections as introduced in
SchNet:

Z̃l+1
i = Zli +

∑

j 6=i
Zlj ◦W l

d(Dij), (6)

where ◦ is elementwise-multiplication and Zi ∈ Rd are
the atom embeddings. The convolution is followed by an
atomwise fully connected layer with a skip connection:

Zl+1
i = Z̃l+1

i +W l
a(Z̃l+1

i ), (7)

which is passed to the next SchNet block. By chain-
ing several blocks, information from distant atoms are
passed to each atom embedding. After L = 5 layers,
the atomwise representations, ZLi , are used for predict-
ing the energy (E) of the structure as as combination of
local contributions

E =
∑

i

WE(ZLi ) (8)

Additionally, we compute a state value (SV ).

SV = WSV

(
WB(B)⊕

∑

i

ZLi

)
, (9)

where ⊕ is concatenation. The state value is an
indication of whether high or low Q-values are ex-
pected from the current state, as will be evident in the
next section. Unlike the energy, the state value must
consider remaining atoms in the bag when calculat-
ing if the current state can progress into a valid molecule.

Having covered the part of the architecture that deals
with the state, we now turn to the action part given
in Fig. 2b, purple). The query type representation is
updated using a single SchNet-block. Furthermore, a
multi-head self-attention block over all the atom repre-
sentations follows. In contrast to local models where in-
formation from distant atoms must propagate through

several blocks, self-attention allows for immediate global
information flow. In the case of predicting Q-values for
unfinished structures this is especially relevant, as the
model must be aware of possible dangling bonds in one
end of a molecule while predicting Q-values in the other
end. For h = 8 heads, we calculate a query, key and value
as

qli = Ql(Zi), k
l
i = Kl(Zi), v

l
i = V l(Zi), (10)

where the superscript index the head and Ql,Kl, V l are
linear projections to a subspace of size dh = d/h, where
Zi ∈ Rd. From this, a dot-product attention score is
calculated

αlij =
exp (qli · klj/

√
dh)

∑
j exp (qli · kj/

√
dh)

, (11)

which indicates the importance of latent representation
vlj to describe vli. From these scores a new latent repre-
sentation of ZQ is created as

ZlQ =
∑

j

αlQjv
l
j (12)

which is finally concatenated and processed by a fully
connected layer with a skip connection and layer
normalization42

Z̃Q = Layer-norm[ZQ +Wc(Z
1
Q ⊕ · · · ⊕ ZhQ)] (13)

The representation of the query atom is then used for
calculating the Q-value

A = WA(Z̃Q) (14)

Q = Softmax(SV +A), (15)

where A ∈ RM+1 , M is the number of atom types, and
SV ∈ R is added to the first M entries of A. Entry i in
Q specify the Q-value for atom type i and the M + 1′th
entry allows for low Q-values for all atom types. SV
enables the network to lower the Q-value for all possible
actions in a given state, instead of independently learning
that all actions leads to high-energy structures. By eval-
uating the Q-value at multiple voxels, the agent follows
the greedy policy of picking the action with the highest
Q-value, leading to the structure in Fig. 2c.

IV. METHOD

The algorithm consists of two phases. In the first phase
we use a simple form of imitation learning (IL) called
behavioral cloning, where the agent learns to build the
structures in the database as well as predicting their en-
ergies and forces. This agent serves as a starting point
for all agents employed in the next phase.
In the second phase, a RL process is started where
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FIG. 2. (a) The molecule is represented as a distance matrix D (solid lines between atoms) in a Gaussian basis, embeddings
for each atom type (ZH , ZC , ZN ) and a bag B. An action constitutes an atom placed in one of the voxels. Each action is
represented as a distance to the atoms in the state DQ (dashed lines, not all distances shown) and a query embedding ZQ.
(b) To predict Q(s, a) the network takes as input the state and action representation. The green part of the network operates
on the state and the purple section includes the action. The action part is repeated for each voxel in the state resulting in N
possible actions. (c) The resulting state after the voxel with the highest Q-value is chosen. If the state is terminal the structure
is relaxed using the model potential.

stoichiometric-specific agents refines the IL model by con-
structing new molecules and querying an energy calcu-
lator. Based on the received energies and forces, the
model updates the Q-values, energies and forces before
constructing a new molecule. As the agents receive feed-
back from the energy calculator the molecules continue
to improve.

A. Imitation learning phase

To create an initial model the GDB-11 database con-
sisting of molecules containing up to 11 heavy atoms
(C,N,O,F) is utilized. Specifically, we use all 1850 struc-
tures with 6 heavy atoms for supervised pretraining. Us-
ing RDKIT43 SMILES are transformed into 3D struc-
tures and a single point density functional theory (DFT)
calculation of the energy and forces is performed using
GPAW44,45 using a localized atomic basis set46. The

model is then trained using the following loss function

l = ρElE + ρF lF + ρQlQ, (16)

where we have

lE = ||E − Ê||2 (17)

lF =
1

3N

3N∑

i=1

Huber(Fi, F̂i) (18)

lQ = −
M+1∑

i=1

pi log Q̂i, (19)

where the hat denotes values predicted by the network
and ρE = 0.1, ρF = 0.9 and ρQ = 1 are empirically cho-
sen to balance the contributions to the total loss. N is
the number of atoms in the structure, with M different
atom types.
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The energy (eq. 17) is trained using a mean squared er-
ror (MSE) loss while forces (eq. 18) are updated using a
Huber loss given by

Huber(F, F̂ ) =

{
1
2 (F − F̂ )2, if |F − F̂ | < 1

|F − F̂ | − 1
2 , else

(20)

i.e. a squared loss for small differences and a linear loss
for large errors. The Huber loss was more stable by sup-
pressing the effect of large force outliers which were oc-
casionally present in the structures built by the model.
Similarly, a cross entropy loss for the Q-values (eq. 19)
was found to be more stable than a MSE for the pretrain-
ing phase where only Q-values of 0 or 1 are required. For
the cross entropy loss Q̂i refers to the Q-value for atom
type i and we set pi = 1 for the atom type placed in
the database and 0 for the other types. Additionally,
for each action present in the database we generate five
perturbed actions by randomly moving the selected atom
and setting pi = 1 for the M + 1′th entry in the Q-value
prediction, thereby enforcing Q-values for all atom types
to be zero for the randomly generated actions. As this
generates an imbalance in the training data the valid ac-
tions are weighted by a factor of five.
The model is implemented in Pytorch47 and trained us-
ing the Adam48 optimizer with an initial learning rate
of 5 · 10−3 and a batch size of 384. We use 90% of the
structures for training the remaining 10% are used as a
validation set for decaying the learning rate by a factor of
2 when the validation error plateaus for 30 epochs. Once
the learning rate decayed below 10−6 the validation loss
stagnated, and the final model is chosen for employment
in the RL phase.

B. Reinforcement learning phase

In the RL phase we deploy the IL model for all 135
stoichiometries present in the training set. A cubic cell
of dimension [20Å, 20Å, 20Å] and a Q-value grid resolu-
tion of 0.2Å is chosen, with the initial atom restricted to
the center of the cell. We use a modified ε-greedy strat-
egy, to trade-off exploration and exploitation. To satisfy
two random moves per episode in expectation, we choose
a greedy action with probability 1-2/T and a random
action with probability 2/T, where T is the number of
atoms in the structure. We choose 5% of random actions
uniformly random, while the other 95% are uniformly
sampled from the top 5% of actions. Furthermore, all hy-
drogen atoms are masked until all other atom types are
placed which reduces the action space without excluding
any molecules. Due to the IL model an action among the
highest Q-values is frequently taken which ensures explo-
ration while simultaneously suppressing the large fraction
of actions resulting in completely invalid molecules.
To limit the action space, we only allow actions which
fulfill

c1[rcov(a) + rcov(i)] < rai < c2[rcov(a) + rcov(i)], (21)

for at least one atom i already present in the structure.
Here c1 = 0.75, c2 = 1.25 and rcov(i) is the covalent ra-
dius of atom i. rcov(a) is the covalent radius of the atom
placed in action a and rai is the distance between the
new atom and a present atom i. That is, the new atom
must be placed within 0.75 to 1.25 times the sum of the
covalent radii of itself and an already present atom. This
restricts the model to building non-fragmented structures
for a better comparison with the database.
The agent trained as detailed in the previous section
is perfectly capable of building a variety of different
molecules given a predetermined stoichiometry. Owing
to the stochastic nature of the modified ε-greedy policy
employed sequential builds using the same agent results
in different structures being built.
We exploit that to construct a first ensemble of struc-
tures by tasking the agent with building molecules 200
times. It does so according to the pretrained Q-values
and every completed structure is subject to a relaxation
in the model energy, eq. (8), followed by snapping the
molecule back on the grid. If the relaxation results in
a fragmentation of the molecule into several pieces, the
original structure is used instead. The initial exploration
phase promotes exploration of a large part of configu-
ration space to avoid premature convergence to a local
minimum. Since the model is pretrained the generated
molecules will generally be of high quality.
Once the first 200 builds are completed, the search en-
ters the RL mode. Here the algorithm alternates between
generating a structure and updating the model using five
mini-batches until a total of 600 additional molecules
have been generated. For the Q-values the loss func-
tion is changed to MSE, since the target is now given by
eq. (2), i.e. it is no longer 0 or 1, but depends on the
potential energy of the molecule. By further improving
the Q-values and force-predictions the search is directed
towards low-energy regions of configuration space.

C. GDB-11 benchmark

We start by testing the performance of the current
framework when it comes to identifying molecules with
stoichiometries already present in the database used for
the training. The search is conducted as a set of 64 in-
dependent restarts following the outlined protocol: using
the data-based-trained agent for 200 builds and applying
RL for 600 subsequent builds. To facilitate the quantifi-
cation of the amount of new structures found, we resort
to the use of SMILES, as an analytic tool. We stress
that SMILES are not used in any way by the agents as
this would limit the scope of these. Once the search is
finished all structures are post processed by taking five
gradient steps using the final energy landscape. This is
a computationally cheap step that removes uncertainties
from the original relaxation of the molecules in the less
reliable model energy landscape that had been learned up
to the point of the RL generating the particular molecule
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FIG. 3. Subset of discovered constitutional isomers (left) and
stereoisomers (right) for C4H4O2. Further shown is the num-
ber of all unique constitutional isomers in the database (or-
ange arrow) as well as the molecules produced by ASLA di-
vided into molecules present in the database (purple bar) and
novel molecules (green bar).

as well as unfortunate grid snapping. These re-relaxed
structures are then converted to SMILES and all unique
constitutional isomers are found. To this end, we show in
Fig. 3 some of the molecules being built when searching
for C4H4O2. As illustrated, we find both new constitu-
tional isomers and often several stereoisomers for these.
Looking across these 64 restarts, all of the structures of
this composition present in the database (orange arrow)
are found again (purple bar). However, also a consider-
able number of molecules not present in the database are
found (green bar).

FIG. 4. DFT energy distribution of the molecules. (a)
Molecules in the database. Blue line is the average energy and
dark blue line is the lowest energy isomer. (b) Orange: struc-
tures built in episode 400. The red line indicates the mean
energy of the structure and the dark red shows the mean of
the lowest energy structure in each run found before episode
400. Finally, the dark red dashed line shows the lowest en-
ergy isomer among the 64 parallel runs, found before episode
400. (c) Same as (b), but now at 800 episodes. As the search
progresses a shift towards lower energies is observed.

To investigate whether the produced molecules are of
low energy we illustrate the evolution of the 64 agents
from episode 400 to 800 in Fig. 4. The histograms in-
dicate the energy distribution of the structures built in

the given episode across the 64 agents. As the search
progresses the distribution shifts towards lower energies
as the model begins converging, which is further evident
by the mean of the distribution (red line) shifting down.
Similarly, when we only consider the mean of the lowest
energy structure in each run (i.e. not necessarily built
in episode 400 or 800), which is depicted using dark red
we see a similar shift. In blue, the average energy of the
structures in the database, snapped to the grid ASLA
operates on, is given. Initially the database is better
than the average built of the agent due to imperfect fit-
ting to the database but is overtaken by the agent at
episode 800. If one looks only at the best structure in
the database (dark blue) the average lowest energy ap-
proaches this limit and is marginally beaten by one of
the isomers (dark red, dashed). Fully relaxing all unique
isomers in DFT indeed reveals that the lowest energy
isomer produced by ASLA coincides with the minimum
structure in the database.

To observe the decision process for the RL algorithm
we plot the Q-values for one of the runs in figure 5. First
of all, the model has clearly learned a great deal about
chemical bonding and thus generally suppresses invalid
actions, predicting only high Q-values for sensible bond-
ing sites. The agent is fully aware of possible symmetries
during the build. Starting with a single atom in s1,
the Q-values have spherical symmetry. For the linear
dimer in s2 the symmetry of the Q-values reduces to
a ring, and for the Y-shaped C3O backbone in s5, two
symmetric ’caps’ of high Q-values develop. As evident
in states s4-s8 where multiple sites have high Q-values,
the model decides between different possible isomers
when building the molecule. Bond lengths chosen early
on e.g. the C-C bond lengths when placing the C atoms
from s2 to s5 have an impact on later Q-values. The
Q-values encircled by a black ellipse in s8 are thus
smaller than the Q-value that are chosen upon building
s9. In both cases, aldehyde (HOC-) groups are formed,
but at C atoms involved in double or single C-C bonds,
respectively, the latter being the energetically preferred.
Placing H atoms at both sites would have been possible
causing tautomerization involving the methyl group, but
again given the initial choices for C-C bond lengths, this
is no longer preferable as reflected by the Q-values in s9.
Owing to the modified ε-greedy policy, such alternative
molecular builds are occasionally made despite the C-C
bond lengths, and the subsequent relaxation in the
on-the-fly learned model will provide properly adjusted
molecules for the RL training.

In Fig. 6 the total number of structures found after
800 episodes for the 15 stoichiometries with most iso-
mers in the database are shown. For a figure involving all
135 stoichiometries, see supplementary Fig. 1. Similarly
to earlier, purple bars indicate the structures present in
both the search and the database, whereas green indi-
cate novel structures. A majority of the structures in the
database (orange line) are found within the 800 episodes
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FIG. 5. All Q-values above 0.7 are shown with darker blue corresponding to higher Q-values. For each state we only show the
Q-values corresponding to the atom placed in the given step.

using 64 searches. In total 1769 of the 1850 molecules
in the database are found, i.e. slightly more than the
1665 structures used for the training set. Accounting for
both novel molecules and structures rediscovered from
the database, 20074 unique constitutional isomers are
generated resulting in a 10-fold increase of the database.
Especially for stoichiometries where multiple bond com-
binations are possible, i.e. for stoichiometries containing
a lot of carbon, oxygen and nitrogen several new constitu-
tional isomers are discovered, whereas for hydrocarbons
and CxHyFz where a lot of single bonds are present the
database covers a large fraction of the isomers.

If the RL is neglected and the IL model is used for
sampling in all 800 episodes, 1649 of the structures in
the database and 15709 novel molecules are generated
for a total of 17358 unique constitutional isomers. The
IL model thus covers a large fraction of the produced
structures and turning on RL provides 15.6% more
molecules.

To illustrate the difference between the IL model and
the RL version, we plot the average atomization energy
per atom of the structures generated by ASLA through-
out the 800 episodes (fig. 7) and compare it to the en-
ergies of the structures in the database when placed on
the same 0.2Å resolution grid. For each ASLA curve
the average is over the 64 independents run as earlier
and now also the 135 stoichiometries. As previously ob-
served, the model trained on the database starts out by
producing higher energy structures (red curve) than the
average structure in the database (blue curve), due to the
imperfect fitting of the database. Similarly, the average
of the best structures (dark red) is worse than the lowest
energy isomer in the database (dark blue). At around
500 episodes both the average and best structures pro-
duced by ASLA marginally outperforms the database.
At 800 episodes the best structure is outperformed by

FIG. 6. Molecules discovered. Orange line: number of con-
stitutional isomers in the database. Purple bars: molecules
found that are also present in the database. Green bars: novel
molecules found.

0.04 eV/atom on average. If one only looks at the best
structure in each of the 64 runs (dark red, dashed) the
database is outperformed by 0.09 eV/atom.

In order to check if this energy difference amounts to
new low energy structures the specific stereoisomers in
the database and the structures generated by ASLA are
compared. In that case 1742 of the molecules in the
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FIG. 7. Blue: average energy of structures in the database.
Dark blue: average energy of lowest energy molecules in the
database. Red: average energy of structures built by ASLA.
Dark red: average energy of lowest energy molecules found by
ASLA. Dashed dark red: lowest energy isomer among the 64
runs.

database are found. When counting constitutional iso-
mers as in Fig. 6, 1769 of the structures in the database
were found, which means that in 27 cases the stereoiso-
mer in the database is not found, but the constitutional
isomer is. In total, 29049 stereoisomers not present in
the database are found. Each stereoisomer in both the
database and generated by ASLA is then fully relaxed
using DFT, which shows that for each stoichiometry the
lowest energy stereoisomer in the database is found by
ASLA for all but one stoichiometry and in 72 of 135 sto-
ichiometries a lower energy stereoisomer is found.

D. Exploration beyond the database

Having shown that the ASLA framework is capable
of reproducing and expanding molecular structures of
compositions already present in the database, we now
move to explore its performance when applied outside
the realms of the database.

As an example, we investigate C9H8O4, a molecule
with twice as many heavy elements as in the training
set. As before, 64 independent runs are started.

In Fig. 8a the number of unique constitutional iso-
mers generated as a function of episode number for the
IL model (blue) and the model with RL (red) is seen.
Unlike for the smaller molecules in IV. C where the IL
model was sufficient to cover a large fraction of configu-
ration space there is now a significant difference between
the RL and IL agent. The RL model clearly outper-
forms the IL model in terms of number of molecules gen-
erated as the search progresses, showing that the on-the-
fly training is able to correct inefficiencies in the initial
version. However, the ultimate goal is to generate low
energy molecules. Hence, in Fig. 8b the atomization-
energy-density of the generated molecules for both the IL

FIG. 8. Searching for C9H8O4 isomers. (a) Constitutional iso-
mers found as the search progresses. As the search progresses
the RL version (red) quickly produces more structures than
the IL version. (b) Energy-density of the generated struc-
tures. In addition to producing more structures, the RL ver-
sion (red) generates a larger fraction of low energy molecules.

FIG. 9. Searching for C9H8O4 isomers. 2D visualization of IL
agent (squares) and RL version (circles). All structures are
colored by their energy on a scale from grey to blue (IL) or
red (RL). The 30 lowest energy structures for both versions
of the algorithms are framed in black.

model and the RL version is seen. As before all stereoiso-
mers are fully relaxed using DFT. The molecules gener-
ated by the RL-enhanced model are significantly more
stable than the IL model, with an average energy differ-
ence of 0.105 eV/atom or 2.22 eV per structure. Thus,
the RL version does not only cover more of configura-
tion space, it is also able to focus on the low energy re-
gions. In Fig. 9 we investigate a 2D visualization of the
generated molecules for both the IL model (squares col-
ored grey to blue) and RL version (circles colored grey to
red). The structures are represented using smooth over-
lap of atomic positions49 (SOAP) in a 2D space using
t-SNE and colored by their energy using two different
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color schemes to help guide the eye. The 30 lowest en-
ergy structures found for both models are framed in black
and can be seen in the supplementary. The RL version
discovers certain low energy regions such as compact aro-
matic molecules as shown in the inset. The IL version,
however, is not able to extrapolate into this region based
on what it has learned from the database. Interesting
molecules among the low energy isomers include the low-
est energy isomer found by the search (red star) as well as
the second lowest isomer (see supplementary) that both
resemble uvitic acid. The search discovers umbellic acid
(red square) and caffeic acid (just outside top 30). Ad-
ditionally, the RL model discovers a stable isomer with
a 7-membered ring (supplementary), a substructure not
present in the original database as only molecules with
up to 6 heavy atoms were used. Despite this, the RL
model learns to construct such molecules which would
have been hard to discover by a pure supervised genera-
tive approach.
For the IL model we observe fewer of the common aro-
matic molecules as it has no driving force towards low
energy regions of configuration space, as exemplified by
the lowest energy isomer found (blue star) being 2 eV
higher in energy than the corresponding lowest energy
structure in the RL version. The missing focus on low
energy parts of configuration space results in the 30 low-
est energy structures being scattered across the 2D space,
mostly composed of elongated structures (such as the
blue square) where subparts, unlike large aromatic rings,
are more dominant in the GDB-11 database. Utilizing
the feedback from the RL is thus crucial to correct flaws
in the IL model as well as expanding beyond knowledge
in the database.

V. CONCLUSION

We have presented a framework for autonomous con-
struction of molecules. The method relies on a preex-
isting database which via supervised learning provides
a base level for a model used for constructing new
molecules. Further training of the model is done in a rein-
forcement learning setting where feedback is provided by
single point energy calculations by a high-level quantum
mechanical total energy method. The resulting model
is able to reproduce structures in the database as well
as producing novel structures. The introduced model is
able to operate directly in 3D space allowing for bias-
ing the search towards stable molecules. When apply-
ing the imitation learning model in domains far from the
training set, the reinforcement learning procedure cor-
rects initial shortcomings in the model. Further work in
this direction could investigate building molecules in spe-
cific environments, such as organic light-emitting diode
(OLED) or organic solar panels where properties such
as HOMO-LUMO gap could be included in the reward
function together with the stability.
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VIII. SUPPLEMENTARY

A. Network details

In table. I a detailed overview of the blocks in the network is given. The activation function is a shifted softplus39

(ssp) given by

ssp(x) = ln(0.5ex + 0.5) (22)

Bag representation WB (5, 16, spp, 32)
Atomwise layers Wa (64, 64, ssp)
Distances representation Wd (20, 64, ssp)
State Value WSA (96, 32, ssp, 1)
Advantage WA (96, 32, ssp, 6)
Energy WE (64, 32, ssp, 16, ssp, 8, ssp, 1)
Concatenation layer Wc (64, 64)

TABLE I. Dimension of data as it passes through the fully connected layers. The activation function is is the shifted softplus
indicated by ssp.
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FIG. 1. Overview of all constitutional isomers built. Orange line indicates number of isomers in the database. Purple are
isomers built by ASLA which are also part of the database. Green structures are new isomers.
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FIG. 2. 30 lowest energy structures for the RL run.
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FIG. 3. 30 lowest energy structures for the IL run. Energies are relative to the lowest energy isomer found in the RL version.
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