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Machine learning (ML) is quickly becoming a pervasive technology embedding itself
in almost all aspects of our lives. Healthcare, science, policing, web search, manufac-
turing, surveillance, public decision-making, and robotics are all being revolution-
ized or disrupted by ML, and the results have deep societal impacts. While many are
optimistic with regards to the large benefits, ML will bring in efficiency and innova-
tion, others worry about the societal problems emerging in the wake of the sweeping
proliferation of ML. Chief among these worries is that ML systems might make or
facilitate unfair decisions in ways that are both opaque and unaccountable.

In this thesis, I present my work on Fairness, Accountability, and Transparency
(FAccT) in ML. In the first half, I present the background and state-of-the-art in the
study of FAccT in ML, going through each sub-field in turn with a particular fo-
cus on the deliberation and choices made when creating ML systems. The second
half presents my contributions to the research on these issues. My first contribu-
tion is the Balancing Terms (BT) algorithm, that allows ML developers to choose a
transparent trade-off between accuracy and reduction in discrimination when train-
ing ML models. In presenting this novel algorithm, I investigate the influence of
its hyperparameters on the behavior of the resulting model and evaluate its accu-
racy, concluding that models trained with BT outperforms or contests with other
state-of-the-art methods both with respect to the optimal trade-off between accu-
racy and non-discrimination. The second contribution engages with the scientific
methodology of ML and presents an improved way of hypothesizing when creat-
ing ML models. I investigate the necessary choices of data and inductive biases for
ML models and find inspiration in the work of American polymath C. S. Peirce on
the logic of scientific discovery for improving the methods, by which these choices
are made. In the third contribution, I present a design model for ML that guides
and prompts reflection on the choice of each component by presenting a relevant
design question for each. Going through each component in turn, I show how the
choice of a component relates to the envisioned behavior of the final model in a way
that may be documented in a design process. Finally, the fourth contribution is an
analysis of ethical principles, certification standards, and explanation methods as mecha-
nisms for accountability in ML through an ethnographic study of the developers at
a Scandinavian AI company. The developers’ reception of and reflection on these ac-
countability mechanisms reveal important gaps between theoretical discussions of
accountability in ML and the problems that arise as accountability is implemented
in practice.
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Resumé

Maskinlæring (ML) må i stigende grad ses som en allestedsnærværende teknologi,
der er indlejret i stort set alle aspekter af vores liv. Sundhedspleje, videnskab, poli-
tivirksomhed, søgemaskiner, fabrikation, overvågning, offentlig beslutningstagn-
ing og robotteknologi er alle enten ved at blive revolutioneret eller underlagt ’dis-
ruption’ af ML, og resultaterne kommer til at sætte store samfundsmæssige aftryk.
Selvom mange er optimistiske hvad angår de store gevinster i effektivitet og in-
novation, der er at hente med ML, er der andre, som er mere bekymrede for de
samfundmæssige problemer, der opstår i kølvandet på den gennemgribende og
hastige udbredelse i brugen af ML. En central bekymring er, at ML-systemer kan
foretage eller facilitere uretfærdige beslutninger med mangel på både transparens
og ansvarlighed.

I denne afhandling præsenterer jeg mit arbejde indenfor Fairhed (Fairness), An-
svarlighed (Accountability), og Gennemsigtighed (Transparency) (FAccT) i ML. I den før-
ste halvdel præsenterer jeg baggrunden for og den nyeste forskning i FAccT-feltet i
ML og præsenterer hvert underfelt for sig med et specifikt fokus på de overvejelser
og valg, der foretages, når ML-systemer designes. I den anden halvdel præsen-
terer jeg mine forskningsbidrag indenfor disse problemstillinger. Mit første bidrag
er Balancing Terms-algoritmen (BT), som hjælper ML-udviklere med at vælge en
god afvejning af et tab i nøjagtighed mod en reduktion i diskrimination på en mere
gennemsigtig måde, når de træner ML-modeller. Jeg præsenterer algoritmen, under-
søger dens hyperparametres indflydelse på den færdige models opførsel og eval-
uerer dens nøjagtighed. Ud fra dette konkluderer jeg, at modeller trænet med BT
udkonkurrerer eller er på linje med de bedste metoder både hvad angår nøjagtighed
og anti-diskrimination. I mit andet bidrag beskæftiger jeg mig med MLs viden-
skabelige metodologi og præsenterer en forbedret måde at opstille hypoteser på,
når man laver ML-modeller. Jeg undersøger de nødvendige valg af data og induk-
tive forudantagelser og finder inspiration til at forbedre måden, disse valg er truffet
på, hos den amerikanske polyhistor C. S. Peirces arbejde med den videnskabelige
opdagelses logik. I det tredje bidrag præsenterer jeg en designmodel for ML, som
guider og opfordrer til reflektion over valget af de forskellige komponenter i ML
ved at præsentere et relevant designspørgsmål for hver af dem. Jeg gennemgår hver
enkelt komponent og viser, hvordan valget af dem relaterer sig til den forventede
opførsel i den endelige model, som kan dokumenteres i en designproces. Det sidste
bidrag er en analyse af etiske principper, certificeringsstandarder og forklaringsmetoder
som ansvarlighedsmekanismer for ML baseret på et etnografisk studie af udviklerne
hos et skandinavisk AI firma. Udviklernes møde med disse ansvarlighedsmekanis-
mer afslører en kløft mellem teoretiske diskussioner af ansvarlighed i ML på den
ene side og de problemer, der opstår når ansvarlighed skal implementeres i praksis
på den anden side.
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Chapter 1

Introduction

People worry that computers will get
too smart and take over the world,
but the real problem is that they’re too
stupid and they’ve already taken over
the world.

Pedro Domingos, 2015

Few technologies can stir up quite the same hype as modern machine learning (ML).
In his book The Master Algorithm: How the Quest for the Ultimate Learning Machine Will
Remake Our World, Pedro Domingos (2015) predicts that ML will radically change
our society by pointing to its already pervasive use online. From border control and
war zones to the intimate search for love; from shopping malls and online stores to
the job interview; even aiding humanity in its next evolutionary leap by measuring
and manipulating our cells and genes, ML will be in the center of it all according to
Domingos. He is not alone in these predictions. Some claim that the recent explosion
in companies delivering data-driven products has made data comparable in value to
oil (Economist, 2017), or even the very rays of the sun (Economist, 2020). Some even
suggest that the rapid advancement of ML is an indication that the Singularity1 is
approaching, and that ML, or one of its technological successors, will bring about the
first artificial general intelligence in the near future, forever transforming, or perhaps
even ending, human civilization. (Chalmers, 2009; Domonoske, 2017). Expectations
could scarcely be higher, and worries could hardly be more dire.

While the prospects and perils of technological revolution at the hands of mys-
teriously intelligent machines are indeed exciting, returning to the more mundane
considerations of the present reality reveals a sobering fact. As eluded to in the
epigraph, ML is still a far cry from the super-intelligence imagined by futurolo-
gists, yet ML models are becoming increasingly pervasive in digital and analog in-
frastructures. With the increased use of ML a host of important problems—both
academic, political, economical, and environmental—have emerged. Perhaps chief
among these are the problems of (un)fairness, (lack of) accountability, and (lim-
ited) transparency. In numerous settings such as warfare (Cummings, 2017), health-
care (Caruana et al., 2015), online dating (De Vries and Yosinski, 2015), policing
(Perry, 2013), employee recruitment (Dastin, 2018), web search (Croft, Metzler, and
Strohman, 2009), and surveillance (Zuboff, 2019), ML plays an increasingly impor-
tant role, and through these uses, it takes on the role of an infrastructural technology.
Not everyone are optimistic in this regard. Some critical voices, that have made a

1The “Technological Singularity” is a concept from futurology denoting a situation in which AI
technology overtakes humans in the ability to further develop AI technology, leading to an ever accel-
erating proliferation of ever more artificially intelligent systems, each being the architect of its succes-
sor in ever shorter development cycles (Chalmers, 2009).
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particularly deep impact, include Frank Pasquale, who writes about a “black-box
society” where the public is kept in the dark (Pasquale, 2015), Cathy O’Neil, who
warns of “weapons of math destruction” in the form of dangerous or unreliable in-
frastructures turned against ordinary citizens (O’Neil, 2017), and Virginia Eubanks,
who criticizes the automation of inequality at the hands of new digital systems (Eu-
banks, 2018). In many cases, the use of ML have created or exacerbated existing so-
cial discrimination (Barocas and Selbst, 2016; Osoba and Welser IV, 2017), and it has
done so with limited transparency and accountability. The combination of pervasive
use and inscrutable functioning is a dangerous cocktail, as ML systems might play a
decisive role in peoples security and well-being, such as by deciding the conclusion
of their loan application, driving their car, or assisting in their medical diagnosis,
while remaining outside the scope of societal regulation and control.

Concern for the societal consequences of “black-boxed” ML systems applied
carelessly and pervasively motivates this thesis and leads to the primary research
question: How can we better understand machine learning models so we may improve,
discuss, and regulate their use in society? This concern for the societal effects of the
widespread use of ML places this project firmly within the interdisciplinary field of
Fairness, Accountability and Transparency in Machine Learning (FAccT, previously
FAT* and FATML). FAccT research is centered around the yearly ACM FAccT con-
ference,2 and engages a diverse community of scholars from computer science, law,
social sciences, and humanities to address and research issues in the fairness, ac-
countability, and transparency of ML systems. The questions within this field are
complex and deeply entangled with normative and ethical issues, so addressing
them requires broad interdisciplinary collaboration. As academics and ML practi-
tioners, we have to decide what kind of understanding to pursue for our ML mod-
els, who is supposed to gain this understanding, and what we mean by improve-
ment, discussion, and regulation. Resolving any of these questions requires a great
deal of “disciplinary translation” before they make sense from a computer science
perspective. Many interesting technical problems arise from this process, but the
focus of this project is to bring the insights of computer science to the interdisci-
plinary research required to address the questions that go beyond mere technical
issues; the questions that arise when technology meets society. The study of fair-
ness in ML from a purely technical perspective is quickly trapped in a deadlock
between different, facially valid, but mathematically incompatible, definitions of the
term (Hutchinson and Mitchell, 2019; Mulligan et al., 2019). Similarly, attempts at
improving accountability for ML systems can make little sense without considering
who is accountable to whom as well as the organizational, political, and legal context
of this relationship (Kroll, 2020). Finally, leaving transparency as a purely techni-
cal exercise is likely to produce explanations that only make sense to the explainers
(Miller, Howe, and Sonenberg, 2017). While this project is based in computer sci-
ence, the research contributions making out the thesis have largely been made with
collaborators from different fields of research. Furthermore, it is a central premise of
this thesis that ML models are designed objects, and that the choices made in their develop-
ment are deliberate, reasoned, and key to understanding the resulting models. Though these
choices are often poorly documented (Raji et al., 2020) and excused as the result of
“black-art” and professional hunches (Campolo and Crawford, 2020), it is precisely
their deliberation and underlying reasons, that are the main objects of study for this
thesis. Facilitating a discussion of the proper role of ML in society, as is aimed for in
the main research question, requires making the intention and reasoning behind ML

2https://facctconference.org/

https://facctconference.org/
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model design explicit. This would allow statements about ML models to be qual-
ified beyond performance metrics and interested parties to be made aware of the
reasoning behind them.

The first part of the thesis is structured to give an overview of the FAccT field.
Chapter 2 introduces ML and outlines the preliminaries used in the rest of the thesis.
This is followed by Chapters 3, 4, and 5, that introduce the fields of Fairness, Ac-
countability, and Transparency respectively. The second part of the thesis presents
the contributions made in the PhD project in the form of four finished manuscripts,
three of which have been accepted for publication at top-tier venues. Chapter 6
presents the first contribution of this thesis, which is an algorithm that allows for
training ML models while minimizing the difference in false positive and false negative
rates (FPR and FNR respectively) across social groups. The algorithm is specifically
made to help developers and technical researchers understand, choose, and com-
municate the correct trade-off between predictive accuracy and non-discrimination
when making ML models, and thereby relates to the primary research question. The
second contribution is presented in Chapter 7 and aims to further researchers’ un-
derstanding of the implicit modeling process applied when creating ML models,
and how this process could be made more scientifically rigorous and transparent. It
presents an analysis of the importance of hypothesizing when making ML models,
and presents an updated concept of the scientific hypothesis for ML inspired by the
work of C. S. Peirce on the logic of scientific discovery. Following this, Chapter 8
presents the third contribution, which is a design model that aims to structure and
make transparent the human choices made in the creation of ML models. This model
structures the process of choosing the different components of a machine learner,
and every choice is coupled with a design question that helps reflecting on and
documenting it. The fourth and final contribution, presented in Chapter 9, inves-
tigates the mechanisms that are meant to secure the accountable use of ML models
in practice, and aims to improve the understanding of these mechanisms and their
weaknesses for stakeholders dealing with ML deployment or regulation. This inves-
tigation is made through an ethnographic study of the developers at a Scandinavian
AI company as they encounter these mechanisms. The resulting analysis reveals im-
portant gaps in the theoretical discussions of accountability and the practical issues
of their implementation.

While spanning broadly across different fields of study, the contributions in this
thesis are grounded in computer science. Technical skills used in deriving, imple-
menting, and evaluating the BT algorithm in Chapter 6, in-depth knowledge of ML
methodology grounding the updated logic of scientific discovery in Chapter 7 and
the design model in Chapter 8, and finally the understanding of ML practice situ-
ating the analysis in Chapter 9 are combined with insights and methods from other
fields to contribute to the state-of-the-art in ML technologies, that take into account
the broader context in which they are applied.
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Chapter 2

Machine Learning Preliminaries

It has been said that “all models are
wrong but some models are useful.” In
other words, any model is at best a use-
ful fiction [...] Nevertheless, enormous
progress has been made by entertain-
ing such fictions and using them as ap-
proximations.

George E. P. Box and Alberto Luceño,
1997

Machine learning (ML), informally, is a subfield of artificial intelligence (AI) that
studies programs that learn to perform tasks from experience rather than by execut-
ing explicit programming. While ML has previously been motivated by its relation
to the study of human learning (Simon, 1983), modern ML has shifted its focus to-
wards making programs that are either impossible or infeasible with ordinary pro-
gramming (LeCun, Bengio, and Hinton, 2015). This shift, that has happened grad-
ually over the last four decades (Langley, 2011), has changed both the science and
practice of ML, and has birthed what some consider to be a new technical revolution
(Domingos, 2015). Indeed, ML techniques have already revolutionized a number
of areas such as speech recognition, object detection, and internet search, and many
everyday consumer products make use of cutting edge ML technology (LeCun, Ben-
gio, and Hinton, 2015).

In this section, I will present a brief introduction to the ML field as it relates to
the rest of the thesis. I will start by formally defining what is meant by learning
in ML, and then I will introduce the field of statistical learning, which establishes
the mathematical foundations of ML. Finally, I will outline the choices of data and
inductive biases that transform an abstract learning task into a specific optimization
problem and that require scientific deliberation beyond mathematical analysis.

2.1 Defining ML

There are many different definitions of ML, but for the purpose of this thesis, the
following definition by Tom Mitchell illustrates some salient aspects of the ML field:

Definition. A computer program is said to learn from experience E with respect to
some class of task T and performance measure P, if its performance at tasks in T, as
measured by P, improves with experience E. (Mitchell, 1997, p. 2)

While the study of human learning has to contend with questions of mind, rea-
son, and pedagogy, using a definition such as the above one sidesteps these issues
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and focuses purely on increasing performance on a well-defined task. Only three
factors have to be defined for this definition to become operational: the task T, the
experience E, and the performance measure P. Regardless of the definitions of these
three factors, ML is almost universally implemented as a learning program, which I
will refer to as the machine learner. The machine learner takes in some amount of dig-
ital information in the form of data, typically, but not always, represented as a set of
d-dimensional vectors X = {x(1), ...x(n)|x ∈ Rd}. This input data is processed and the
learner produces or updates a model M that takes new instances of input data and
produces some desired output M(x) = ŷ, which is evaluated by a loss-function L. A
model in ML can take many forms; simple models include linear or logistic regres-
sion models of the form M(x) = ∑d

i=1 xiwi and M(x) = 1/(1 + exp(−∑d
i=1 xiwi))

respectively for parameters w ∈ Rd, or it could take the form of a set of logical rules
or a decision tree.

ML is often divided into three major subfields based on the kind of experience
and evaluation the machine learner is given in its task (Bishop, 2006). The first kind
of ML is supervised learning, where a machine learner is given examples of both input
and corresponding ground truth output Y = {y(1), ..., y(n)}. This is by many accounts
the most common type of ML, and the most developed in the ML literature (Bishop,
2006; Hastie, Tibshirani, and Friedman, 2009). In a supervised learning process, the
ML model is typically both trained and evaluated by comparing the output of the
model M(x) with the corresponding correct output given by y. Many common tasks
conform to this schema, such as learning to recognize objects in images given exam-
ples of labeled images (Krizhevsky, Sutskever, and Hinton, 2012), learning to tran-
scribe sound recordings of speech to text given pairs of recordings and transcriptions
(Deng, Hinton, and Kingsbury, 2013), and even learning to estimate the severity of
illnesses from patient records (Caruana et al., 2015). For supervised learning, the ob-
jective is thus to explicitly model a hypothetical functional relationship f (x) = y or
a probabilistic version of this relationship Pr(y|x) (Hastie, Tibshirani, and Friedman,
2009).

The second general type of ML is unsupervised learning, where the training data
only consists of input data. The machine learner is then tasked with searching for
some structure—such as major clusters or outlying points—to produce a model that
generates outputs based on this structure for new input points. Since the output is
not predefined by examples, unsupervised learning instead relies on given measures
of similarity such as distance functions between data points or measures of local data
density. This kind of learning is involved in tasks such as fraud detection (Kou et al.,
2004), where, e.g., anomalous use of a credit card is detected, computing vectorized
representations of words based on their use in a text-corpus (Mikolov et al., 2013),
and the inference of association rules between different products based on whether
or not they were purchased together (Hastie, Tibshirani, and Friedman, 2009).

The last type of ML is reinforcement learning in which an agent is tasked with
navigating an environment in a way that maximizes the expected reward produced
by a reward function (Sutton and Barto, 2018). The model takes as input the current
state of the environment and produces the action expected to maximize the long
term reward. Reinforcement learning is typically applied for tasks in which an agent
has to learn to navigate an environment, such as robotics (Kober, Bagnell, and Peters,
2013) or game playing (Silver et al., 2016).

In this thesis we focus on supervised learning, though the contributions in Chap-
ters 7, 8, and 9 also apply in lesser degree to unsupervised and reinforcement learn-
ing.
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2.2 Statistical Learning Theory

With Mitchell’s definition above and the distinction between the three major types
of ML, the scope of the field is traced, yet little has been said about how learning
is actually achieved. The study of ML begun around the 1960’s and sprung out
of equal parts statistics1 and artificial intelligence.2 Throughout, statistical learning
theory has been intimately connected to the problem of induction,3 as the purpose
in statistical learning is to infer general insights from sets of specific data, thereby
constituting a kind of inductive inference (Vapnik, 2000). The purpose of statistical
learning is therefore not just to fit a model to a set of data, but to do so in a way that
allows the model to make reliable and accurate inferences about previously unseen
data, i.e., to learn a model that generalizes. This precludes any strategy that merely
memorizes previously seen data, and in order to guard oneself against accidentally
making such a model, it is common practice to partition the input data into a set
of training data, which is used to find the parameters of the model, and testing data,
which is only used to evaluate the performance of the finished model and has no
bearing on the parameters of it. A model that performs well when measured on the
training data and poorly when measured on the testing data is said to have overfit,
in the sense that it has learned to focus on attributes of the training data that do
not generalize to new unseen data. The study of the generalization ability of different
learning methods is one of the primary pursuits of statistical learning theory, and a
number of theoretical frameworks have been developed for this purpose—though
primarily for supervised learning.

One of these frameworks is Empirical Risk Minimization (ERM), in which learn-
ing is defined as minimizing the classification error on the training data, i.e.:

LX,Y(M)
def
=
|{i ∈ {1, ..., n} : M(x(i)) 6= y(i)}|

n
(2.1)

However, ERM by itself does not preclude models that merely memorize the
training data, since these trivially have zero errors on the training set. Therefore, it
is necessary to introduce an inductive bias (to be further explained in Section 2.3.2) in
order to avoid overfitting. An inductive bias is a restriction on the kinds of models
that are considered for the learning problem, and this restriction can be written as a
requirement that the model must belong to some restricted class of models M ∈ M.4

The ERM problem thus becomes

ERMM(X, Y) ∈ arg min
M∈M

LX,Y(M) (2.2)

A rich literature from the theory of statistical learning has been developed in
order to show for which model classes M and under which assumptions on the
data X, Y the ERM procedure in Equation 2.2 guarantees a good generalization error
for the resulting model. One of the most popular learning frameworks is Probably
Approximately Correct Learning (PAC) (Shalev-Shwartz and Ben-David, 2014).

1For an overview of the early history of statistical learning theory see Vapnik, 2000.
2For an overview of ML’s place in the AI field see Russel and Norvig, 2016.
3The problem of induction has a rich history dating back to David Hume’s 1739 book A Treatise of

Human Nature. For an in-depth overview see Henderson, 2020.
4Typically, the terminology used here is slightly different as specific models M are called hypotheses

h and the restricted class of models is called a hypothesis classH. (Shalev-Shwartz and Ben-David, 2014)
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Definition. PAC Learnability5: A restricted class of modelsM is PAC learnable, if
there exists a function nM : [0, 1]2 → N and a learning algorithm with the following
property: for every ε, δ ∈ [0, 1] and for every distribution D over the the domains
of the input and output features X × Y , when running the learning algorithm on
n ≥ nM(ε, δ) independent and identically distributed (i.i.d) examples generated by D,
the algorithm returns a specific model M such that, with probability of at least 1− δ
(over the choice of the n training examples),

LD(M) ≤ min
M′∈M

LD(M′) + ε

That is, the loss of the learned model is probably (with probability 1− δ) approximately
(within an arbitrarily small margin ε) minimal among all the possible models in the
restricted model classM.

The definition of PAC Learnability reveals some important properties of the prob-
lems considered to be learnable. The first is that with an assumption of the training
dataset being i.i.d., the size of the training data set is the determining factor in im-
proving the probability of finding a good solution and the strictness of the bound on
the optimality of this solution. The second is that ML models are always expected to
be approximations, that is, the purpose of ML is not to find the perfect solution, but to
find a solution that is as good as the resources of time, data, and computation allow.
Finally, not all learnable model classes are guaranteed to succeed every time, but
the probability of success is increased with the number of available data. The above
definition of PAC Learnability can be naturally extended to arbitrary loss functions
instead of the empirical risk LD(M) (Shalev-Shwartz and Ben-David, 2014, p. 49),
achieving a general definition of learnability.

2.3 Making ML models

While statistical learning theory and other mathematical frameworks are indispens-
able for studying the mathematical properties of learning methods, there are impor-
tant questions for ML that are often neglected within such studies. The data used
for ML is typically assumed to be given in advance and in the final form used for
analysis, when in reality which data to use and gather and how to prepare them is
a deliberate choice shaped and constrained by pragmatic and subjective concerns.
Furthermore, while the mathematical properties of inductive biases are covered by
statistical learning theory, the treatment is typically relegated to an abstract level
devoid of context. This means that important discussions of when and how to use
particular inductive biases are outside the scope of statistical learning theory. Fi-
nally, the material and practical aspects of training ML models is outside the scope
of mathematical analysis, no matter the real world importance of such considera-
tions. This section will cover the important subjective and deliberate choices made
in any ML project that go beyond purely mathematical considerations. These choices
are grouped in two major categories: (1) data and (2) inductive biases, and with these
choices the abstract learning task is transformed into a concrete computational opti-
mization problem. In Chapter 8 a design model is presented that uses a more fine-
grained partitioning of the choices made in creating a machine learner into eight

5In some texts, this definition is called Agnostic PAC Learnability, as it removes the assumption that
the learning task has a perfect solution and instead defines learnability with respect to the hypothetical
optimal loss possible with the given constraints (Shalev-Shwartz and Ben-David, 2014).
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major categories, but in this section I will stick with the more conceptually simple
partitioning for brevity.

2.3.1 Data in ML

One of the most fundamental parts of the ML process is to gather and prepare train-
ing data. In ML research, particularly the kind that focuses on developing new meth-
ods and models, it is often assumed that this phase is already completed, and that a
data set with minimal errors and no ambiguities is given for analysis. It is also often
assumed, that the data put into ML models are independent and identically distributed
(i.i.d) samples from a data distribution that is stable over time (Hastie, Tibshirani,
and Friedman, 2009; Shalev-Shwartz and Ben-David, 2014). It is common to view
“raw” data—i.e., data that has not yet been prepared for analysis—as being inher-
ently neutral and unbiased, yet this view has been brought into question by among
others Gitelman and Jackson, 2013. They state: “Despite the ubiquity of the phrase
raw data [. . . ] we think a few moments of reflection will be enough to see its self-
contradiction, to see, as Bowker suggests, that data are always already ‘cooked’ and
never entirely ‘raw.’” (p. 2). Later, they write, “Data [do] not just exist, [. . . ] they
have to be ‘generated.’ Data need to be imagined as data to exist and function as
such, and the imagination of data entails an interpretive base.” (p. 3). Thus data
needs an interpretive base to even be considered data, and it is not just the choice
of what to do with given data but also the choice of which data to use, that should
be the target of scientific scrutiny. In the practices that ML is supposed to be used
in, the available data are unfortunately far from the ideal assumed in mathematical
models. For example in health care data (Cabitza, Ciucci, and Rasoini, 2019) or data
from policing practices (Richardson, Schultz, and Crawford, 2019), many types of
uncertainty and bias are unavoidable and common assumptions such as i.i.d. and
distributional stability over time fall short.

Chapter 7 presents three general strategies for choosing and preparing the train-
ing data. The first strategy is based on the idea of “Big Data”, and focuses on maxi-
mizing different measures of the “bigness” of data.6 This strategy is motivated by the
expectation that the increased predictive performance from complex data-hungry
models such as Deep Neural Networks (DNN) will compensate for the lacking qual-
ity of this data as well as a less developed understanding of it (Kitchin, 2014).

The second strategy is based on treating ML data as a statistical sample, care-
fully gathering and preparing (or “cleaning”) the data to facilitate the most reliable
statistical analysis possible. In the statistical strategy, data are assumed to be rep-
resentative of an underlying empirical relational system of actual objects, and data
cleaning corresponds to removing any noise or biases that disrupt this representa-
tion.7 The statistical strategy is often implicitly assumed in statistical learning theory
when the data are assumed to be i.i.d. samples of the correct data distribution.

Finally, the third strategy is to view data as a starting point and a resource that
should illustrate the desired functionality of the ML model. Thus, in this strategy,
data are related more to the task they facilitate than to the empirical objects they
represent, as in the statistical strategy. A number of modern ML techniques modify
training data in ways that facilitate learning such as data augmentation (Wong et al.,

6The term “Big Data” refers to a number of characteristics of many modern data sets, the most com-
mon being the “three V’s”; volume, velocity, and variety, but also exhaustivity, resolution and indexicality,
relationality, and extensionality and scalability (Kitchin and McArdle, 2016)

7Measurement theory deals with the relation between systems of empirical objects and their corre-
sponding numerical representations stemming from measurements. For an overview, see Hand, 1996.
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2016) where individual instances are transformed to produce additional instances
that have the same classification as the original, such as a rotated image8. Other
examples include feature engineering (Domingos, 2012), where new features are hand-
crafted by domain experts to better illustrate salient aspects of the data, and over-
and undersampling, where the distribution of the training data is skewed to be more
balanced with regards to output classes.

Regardless of the strategy chosen, the choice of data remains a subjective one
for which there can always be legitimate disagreements. It is therefore paramount
that the process used to gather and prepare data is disclosed and made explicit,
such that the reasons behind the choices can be properly discussed and evaluated.
The contributions presented in Chapters 7 and 8 both engage with the deliberation
going into gathering and preparing a data set for ML. Chapter 7 engages the process
of forming explanatory hypotheses that inform the gathering and preparation of
training data, and presents an updated concept of the scientific hypothesis to aid in
this process. Chapter 8 instead focuses on the design of the data set, by presenting
design questions that relate choices made in the preparation and representation of
the training data to the expected behavior of the resulting model.

2.3.2 Inductive biases

While ML is often presented as learning automatically from data, in reality any
ML project also has to decide on which biases to use for guiding this learning. In
Mitchell, 1980, completely unbiased learning is shown to be impossible in the sense
that any learning method needs a way to prefer one generalization over another
apart from mere consistency with the training data, i.e., an inductive bias. The ex-
istence of a “best” inductive bias that always works was disproved by the famous
No Free Lunch Theorems (NFL) put forth by Wolpert, 1996. Coupling the necessity
of choosing an inductive bias with the lack of a priori distinctions between learn-
ing methods, it becomes clear that in any ML project, developers must justify their
choice of inductive biases in relation to the learning task, the properties of the train-
ing data, and the context of use for the finished ML model. Again, Chapters 7 and
8 engage with the hypothesizing that precedes the choice of inductive biases as well
as their role in the design of ML models respectively.

Inductive biases typically come in the form of model types (corresponding to the
hypothesis space introduced in Section 2.2) and optimization objectives, which together
restrict the space of potential models and reformulates the learning task from the
inductive problem of inferring a general rule from the data to the deductive task of
finding the optimal parameterization of the model among the candidates allowed
by the given constraints. Chapter 8 presents these choices in greater detail and puts
forth design questions meant to guide the deliberate choice of model type and op-
timization objective. With a proper choice of training data, inductive bias, and op-
timization objective, ML is reduced from abstract learning task to an approachable

8In image classification, the practice of data augmentation can be traced back at least to Baird, 1992,
in which he defines a mathematical model of how vectorized symbols may vary from both allowed
deformations and imaging defects, describing in mathematical language the intuitive insight that a
slightly rotated picture of the letter “R” is still a picture of the letter “R”. This model is crucially depen-
dent on the mathematization of images into vectors of pixels. By 2003, generating additional training
data for visual document analysis by using such transformations had become a best practice in the field
Simard, Steinkraus, Platt, et al., 2003. By 2012, it had become an indispensable technique for train-
ing large Convolutional Neural Networks with the seminal demonstration of AlexNet (Krizhevsky,
Sutskever, and Hinton, 2012) applying both cropping transformations and transformations varying
the intensity and color of the illumination in training images.
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optimization problem, and large areas of ML research focus on solving the opti-
mization problems presented by ML, especially when using complex models such
as DNNs (Schmidhuber, 2015).
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Chapter 3

Fairness and Discrimination in
Machine Learning

I am, somehow, less interested in the
weight and convolutions of Einstein’s
brain than in the near certainty that
people of equal talent have lived and
died in cotton fields and sweatshops.

Stephen J. Gould, 1980

The above quote by Stephen J. Gould is a sobering reminder that our systems of
classification have material consequences. From the role of physiognomy and phys-
iometry in legitimizing racist science and slavery to sexist interpretations of intelli-
gence scores and the central role of statistics in promoting eugenics programs, his-
tory abounds with examples where social categorizations based on seemingly objec-
tive data have been wielded as blunt instruments of oppression (Gould, 1981). In
particular, tools from statistics have often been used to legitimize and reify the kinds
of social categories that have led to various kinds of social stratification and the
unfair and unequal treatment of individuals (Gould, 1981; Bowker and Star, 2000;
Hacking, 1990).1 While the modern science of statistics has been mostly rehabil-
itated from its racist origins and has become foundational to modern governance
and science (Hacking, 1984), these historical examples serve as cautionary tales for

1It is worth noting that the use of statistics for, e.g., eugenics programs, racial stratification, and sex-
ist discrimination was not the work of fringe rogue actors of the statistics community, but the explicit
political and scientific goal of many of the discipline’s founders and most influential thinkers. Francis
Galton, the inventor of the statistical technique of correlation, also invented the term “eugenics” and
was unapologetically racist in his pursuits, promoting the “science... which, especially in the case of
man, takes cognisance of all influences that tend in however remote a degree to give the more suitable
races or strains of blood a better chance of prevailing speedily over the less suitable than they other-
wise would have had.” (Galton, 1883, pp. 24-25). Karl Pearson, the disciple of Galton and a founding
figure of modern statistics, was himself a devoted eugenicist, and for his retirement speech in 1934 he
praised Adolf Hitlers plans to “regenerate the German people”, noting his clear opinion on the connec-
tion between statistics and eugenics: “In Germany a vast experiment is in hand, and some of you may
live to see its results. If it fails it will not be for want of enthusiasm, but rather because the Germans
are only just starting the study of mathematical statistics in the modern sense!” (Filon et al., 1934, p.
23). Even in the light of Nazi atrocities, which neither Galton nor Pearson lived to see, Roland Fisher,
who has been called “the single most important figure in 20th century statistics” (Efron, 1998, p. 95),
reaffirmed his stance in favor of eugenics in his defense of notorious Nazi eugenicist Otmar Freiherr
von Verschuer (mentor and collaborator to the Nazi war criminal Josef Mengele). Fisher stated in his
defense of von Verschuer: “In spite of their prejudices I have no doubt also that the [Nazi] Party sin-
cerely wished to benefit the German racial stock, especially by the elimination of manifest defectives,
such as those deficient mentally, and I do not doubt that von Verschuer gave, as I should have done,
his support to such a movement.” (Weiss, 2010, p. 745)
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the potential of statistics, and thereby also for ML and other systems of classification,
to do harm as well as good.

As explained in Chapter 2, ML is a series of statistical tools, one of the primary
purposes of which is the classification of data. In light of the history presented above,
the use of ML for social categorization should be strictly scrutinized to avoid re-
peating past mistakes. Unfortunately, when subjected to such scrutiny, a number of
problematic cases have been identified, where ML has been applied in unfair and
discriminatory ways, or has had unintended discriminatory side effects (Sweeney,
2013; Angwin et al., 2016; Buolamwini and Gebru, 2018). ML models, versatile as
they are, are only as good as the data they are built on and if discriminatory behavior
is reflected in the training data, or if the inductive biases used facilitate unfair social
discrimination, so will the model in the end unless it is corrected.

This chapter introduces the field of Fairness and Discrimination in Machine Lear-
ning (FairML), which is the main field of study grappling with these problems in the
development and use of ML models. As explained in Chapter 1, the FairML field has
an interdisciplinary focus as one of the three subfields in the broader FAccT field, and
it studies important and difficult questions in the intersection between computer sci-
ence, law, social science, and humanities. There are three major research directions in
FairML: (1) defining fairness and discrimination, (2) measuring unfairness and dis-
crimination, and (3) avoiding unfairness and discrimination. The study of fairness
and discrimination in ML motivates the study of accountability and transparency
found in the remainder of this thesis. Anti-discrimination and fairness is one of the
primary answers to the question of why we ought to better understand ML models,
and it was with this in mind that this thesis’ main research question in Chapter 1
was formulated.

The main contribution of this thesis within the FairML field itself is the Balancing
Terms algorithm presented in Chapter 6. This algorithm is an example of direction
(3) in the listing above. It presents a way to remove a particular type of discrimi-
nation from a ML classification model by introducing additional terms to the loss-
function used in training the model.

The remainder of this chapter will introduce each of the three research directions
in turn and end by putting the Balancing Terms algorithm into the perspective of
recent critical perspectives on the FairML field.

3.1 Defining and measuring fairness

Consider the following scenarios: A computer system automatically screens a job
application and recommends that the applicant be turned down. Hans, the person
in charge of the hiring process at his company, decides to trust the algorithm as he
believes it has a record of making good decisions and it is a convenient way to trim
down the large pile of applications to a more manageable amount. In the other end
of the system, Aida receives her 5th consecutive rejection after her application has
been automatically filtered away, and she starts to worry; is she being discriminated
against?

Malik lives in Downtown Los Angeles, and recently he has noticed a lot more
police on the streets in his neighborhood. This has been a great inconvenience for
him, as it has caused him to be stopped many more times by police on the way to
and from his job, and sometimes he has even arrived late as a result. He read in
the newspaper that the police has recently started using a new predictive policing
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system to distribute their officers throughout the city, but why are they sending so
many to his neighborhood?

Jayesh recently bought a new phone, and he was very excited about the innova-
tive ways he could interact with it. However, the phone has difficulties recognizing
him when he tries to unlock it using the camera, and it often misunderstands him
when he tries to use voice control. His friend Karoline has had no problems with her
phone, and Jayesh starts to wonder—does it have something to do with the color of
his skin and his foreign accent?

While these stories are fictional, they are based off quite real problems that have
arisen recently with the introduction of new technologies in private and public en-
terprises. The tech-giant Amazon designed a recruitment system that turned out
to systematically disadvantage women (Dastin, 2018), predictive policing systems
in the USA has made discriminatory decisions based on inaccurate and systemati-
cally biased data produced during “documented periods of flawed, racially biased,
and sometimes unlawful practices and policies” (Richardson, Schultz, and Craw-
ford, 2019), and face recognition software has shown marked disparities in its pre-
dictions for minority faces (Buolamwini and Gebru, 2018). While these systems may
seem disparate, handling an array of tasks ranging from filtering job applications,
to distributing police resources throughout a city and even recognizing and under-
standing the picture and voice of a person, they have in common that they often
use models created with ML that may inadvertently produce discriminatory results.
Recent literature abound with such examples (Osoba and Welser IV, 2017; Howard
and Borenstein, 2018; Raji and Buolamwini, 2019; Schnabel et al., 2016).

When approaching problems of unfair discrimination in the ML field, the first
step involves properly defining the issue in question. The literature on fairness and
discrimination in fields such as social science, political science, legal studies, and
philosophy is broad and varied,2 yet FairML traces its own field for these issues,
only occasionally engaging deeply with adjacent fields. A possible explanation for
this approach is the framing of fairness as a computational problem in FairML, which
leaves little room for the ambiguity, deliberation, and contextual considerations that
are central to other treatments of fairness and discrimination (Mulligan et al., 2019;
Selbst et al., 2019). A definition of fairness or discrimination for ML should be mea-
surable and numerical as we automatically measure discrimination and optimize for
fairness. Within these bounds many different and sometimes contradictory defini-
tions have arisen in FairML (Verma and Rubin, 2018). Practically all definitions of
discrimination in ML hinge on the idea that one or more attributes can be isolated
as “sensitive attributes” that can be the target of discrimination.3 In the following, I
will present one such formalization of the notation in the FairML field.

Given a vectorized representation of a person x = {x1, x2, ..., xn} with domain
x ∈ X in a larger data set of people X = {x(1), x(2), ..., x(n)}, x might contain one
or more sensitive attributes z ⊂ x (sometimes called protected attributes), usually in
binary form z ∈ {0, 1}|z ∈ z,4 or in the form of a categorical variable, z ∈ {0, 1, ..., c},

2See Miller, 2017; Altman, 2020; Romei and Ruggieri, 2014 for an introduction to this broader field.
3Often such attributes denote membership in a group that has historically been the target of unfair

discrimination such as sex, gender, race, ethnicity, religious denomination, or union membership. Lists
of such attributes are found in legal texts on discrimination such as Article 21 in the Charter of Funda-
mental Rights of the European Union https://eur-lex.europa.eu/eli/treaty/char_2012/oj.

4A binary representation is typically chosen to focus on a particular situation of discrimination
where a certain group is discriminated against compared to another group such as women being dis-
criminated against compared to men, or black Americans being discriminated against compared to
white Americans. However, this way of partitioning the population into two groups, while common,
almost invariably misplaces some people such as non-binary people in the case of gender or people

https://eur-lex.europa.eu/eli/treaty/char_2012/oj


18 Chapter 3. Fairness and Discrimination in Machine Learning

where each category of z indicates membership in a group that excludes member-
ship in the others. However, even with the extra resolution afforded by categorical
variables representing some sensitive attributes such as race is fraught with ethical
issues. As Benthall and Haynes, 2019 argues, applying racial categories in ML, even
with anti-racist purposes, reifies those racial categories which are already inherently
discriminatory social constructs. It is not clear that racial categories can or should be
rehabilitated from their racist origins, yet “color-blind” practices that merely avoid
using the categories risk hiding rather than removing racial bias, which is unaccept-
able as well. Benthall and Haynes instead argue that race-like dimensions can be
detected and constructed based on pragmatic considerations such as discriminatory
outcomes and practices, and these race-like dimensions can then be the target of anti-
discriminatory efforts. Regardless of the technique used, it is necessary to recognize
the complexity and contextual nature of sensitive attributes and the discrimination
they reveal. Picking the most appropriate representation for the specific situation is
a deliberate choice that requires interdisciplinary deliberation and discussion, and
cannot be made lightly. Returning to fairness in ML, another important aspect is that
fairness is typically defined in relation to a decision d(x) ∈ 0, 1 which results in some
benefit or disadvantage to the classified individual. The accuracy of a classifier’s de-
cisions is measured in relation to the “correct” outcomes ∀x ∈ X, ∃y ∈ 0, 1 which is
imagined to exist for each x in the data set. It is on the basis of these attributes that
discrimination is defined, though many different definitions exist (Mehrabi et al.,
2019; Verma and Rubin, 2018).

With the notation properly defined it is worth looking at other important fea-
tures of definitions of fairness and discrimination. An important distinction in defin-
ing discrimination in ML is between direct and indirect discrimination (Barocas and
Selbst, 2016). Direct discrimination is when a sensitive attribute z has a direct influ-
ence on an undesirable outcome for the person profiled, and it corresponds to the
intuitive understanding of discrimination as bigotry, where the sensitive attribute
becomes part of the reason for making a decision. This type of discrimination is
almost universally illegal. Direct discrimination is contrasted with indirect discrim-
ination, which is when a decision process unfairly disadvantages a group by basing
negative decisions on attributes that correlate with the sensitive attribute without
directly applying the sensitive attribute in the decision process.

An infamous example of indirect discrimination is the practice of redlining by
banks in the USA between 1934 and 1968 (Nelson et al., 2016). With redlining, banks
identified some neighborhoods as having large rates of default and marked this with
red ink on maps such as the one seen in Figure 3.1, effectively denying the residents
of these areas access to mortgages and other financing. Due to historical segrega-
tionist city planning and policies the areas most hit by redlining were in many cases
areas with mostly black residents. While racial categories did not have a direct effect
on the decision to deny loan applications, zip-codes functionally served the same
purpose without being sensitive attributes. In this way discrimination persisted in
an indirect form, even after direct discrimination had been outlawed. The human
consequences of redlining were dire, and even today they are felt in myriad ways,
e.g., as residents suffer from a higher risk of contracting and dying from COVID-19
(Richardson et al., 2020). It is worth noting that indirect discrimination is in many
cases unintentional since sensitive attributes correlate extensively with non-sensitive
attributes. In ML, direct discrimination is easy to avoid by simply setting all weights

with neither black nor white skin in the case of racial categories and this risks hiding the particular
kinds of discrimination those people are subjected to.
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FIGURE 3.1: A map of New Orleans indicating “residential security”
for bank loans. The colors green, blue, yellow, and red indicate the de-
sirability of the area for lenders in decreasing order. Like most other
redlining maps, the red areas tended to overlap with non-white areas,
and served as an indirect tool for racial segregation. From Nelson et

al., 2016.

on sensitive attributes to 0 or by removing the sensitive attributes from the data out-
right, but indirect discrimination cannot be removed in such a way and it is both
more difficult to detect and to correct. Much of the research in FairML is about de-
tecting and/or correcting both direct and indirect discrimination (Barocas and Selbst,
2016; Romei and Ruggieri, 2014; Žliobaite, 2015).

Another important distinction in FairML is between individual fairness and group
fairness (Awasthi et al., 2021). Individual fairness corresponds to the principle that
similar people should receive similar outcomes regardless of the values of their sen-
sitive attributes. Group fairness, on the other hand, corresponds to the principle
that average outcomes for different groups should be similar. These two types of
fairness contradict when, for whatever reason, qualifications for positive outcomes
are not equally distributed among groups. Individual fairness allows for large-scale
inequalities in this case, as treating the individual fairly, i.e., similar to their peers,
is deemed more important and thereby prohibits positive discrimination as well.
Group fairness instead allows for individual inequalities for instance by instituting
affirmative action policies.

An issue that hinders the direct application of legal definitions of discrimina-
tion in FairML is the importance of the intent with the discrimination or on the state
of mind of the discriminator for legal discussions (Binns, 2018; Barocas and Selbst,
2016). This can make discrimination a problematic term when used within ML, as
algorithms are generally believed to be incapable of both intent and consciousness.
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Instead, discussions of discrimination and discriminatory bias within ML have grad-
ually drifted towards discussions of fairness instead, which is typically conceptual-
ized as a desirable state of the world rather than a concept contingent on mental
attributes (Hutchinson and Mitchell, 2019; Binns, 2018).5 The two terms are still
unfortunately often used interchangeably in the literature.

While most research in FairML has focused on supervised learning and specif-
ically on classification, some new lines of research focus instead on unsupervised
learning such as clustering (Abbasi, Bhaskara, and Venkatasubramanian, 2021), word
embeddings (Bolukbasi et al., 2016) and anomaly detection (Zhang and Davidson,
2021). Similarly, a separate research direction has been established within fair recom-
mendation systems (Burke, Sonboli, and Ordonez-Gauger, 2018). In the remainder
of this chapter, I will focus on the mainstream research on fair classification. Un-
fortunately, there is no standard terminology used to organize the many different
definitions of fairness used in the FairML literature, so the remainder of this section
is dedicated to grouping the most common definitions into three major categories
based on the taxonomy presented by Corbett-Davies and Goel, 2018.6

3.1.1 Anti-classification

With anti-classification, fairness is defined as the similar treatment of similar indi-
viduals with no influence by sensitive attributes (Corbett-Davies and Goel, 2018).
Definitions within this category are often focused on direct discrimination and indi-
vidual fairness (Dwork et al., 2012). Anti-classification is also often based on coun-
terfactuals regarding the sensitive attributes of the individual, either explicitly or im-
plicitly comparing the current outcome for an individual with the outcome for a
similar individual only differing from the first in their sensitive attributes. A formal
definition based on the terminology introduced above can be seen below:

Definition. Anti-classification: A classifier satisfies anti-classification, if ∀x, x′ ∈
X d(x) = d(x′) where x/z = x′/z.

That is, any two instances x and x′ from the input domain should get a similar de-
cision d, if they are identical for all other features than the sensitive attributes z.
A violation of anti-classification is sometimes called disparate treatment (Barocas and
Selbst, 2016). In the ML literature, a number of different variants of anti-classification
are often used (Dwork et al., 2012; Grgic-Hlaca et al., 2016; Kusner et al., 2017; Bonchi
et al., 2017; Johnson, Foster, and Stine, 2016; Qureshi et al., 2019). In particular, the
definition of anti-classification is often extended to apply when x and x′ are only ap-
proximately equal. This can be seen in a seminal paper by Dwork et al., 2012, where
fairness is defined with the use of a given distance function measuring the differ-
ence between any given pair of points dist(x, x′), requiring that any discrepancy in
classification must be proportional to this distance. Another common approach is
to apply tools from causal analysis to investigate the potential influence of sensitive
attributes on the outcome through other mediating attributes. Kusner et al., 2017
apply tools from counterfactual analysis for this purpose. In their method, a clas-
sifier is deemed to be counterfactually fair with respect to a sensitive attribute z for

5In chapter 6 we use the term discrimination rather than fairness to contextualize the Balancing
Terms algorithm. This was partially motivated by the prevailing terminology at the time, which was
dominated by notions of disparate treatment and disparate impact as presented by Barocas and Selbst,
2016, and partially to avoid any indication that an algorithm from which disparate mistreatment had
been removed was necessarily fair in any sense.

6For additional surveys on defining and detecting discrimination in ML, see Žliobaite, 2015; Romei
and Ruggieri, 2014; Mehrabi et al., 2019 and Hutchinson and Mitchell, 2019.
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y = 1 y = 0
d(x) = 1 True positive (a) False positive (b)
d(x) = 0 False negative (c) True negative (d)

True positive rate (TPR) = a/(a + c) False positive rate (FPR) = b/(d + b)
False negative rate (FNR) = c/(a + c) True negative rate (TNR) = d/(d + b)

TABLE 3.1: A confusion matrix indicating the most common metrics
used in classification parity.

a given causal graph G if z is not a cause of the decision d(x) for any instance of x.
Bonchi et al., 2017 similarly evaluate the causal effect of sensitive attributes z on the
outcome d(x) of an ML model’s decision process by inferring a particular type of
probabilistic causal network and measuring the relevance of z to d(x) with random
walks through it.

3.1.2 Classification parity

Fairness as classification parity requires that certain statistical measures of classifi-
cation performance are equally distributed across groups (Corbett-Davies and Goel,
2018). Owing to the large number of statistical performance measures, this category
involves many different definitions of fairness aiming for different types of balance.
Definitions within classification parity are based on equalizing some metric of pre-
dictive performance typically derived from a confusion matrix like the one displayed
in Table 3.1. The most common definitions are presented below using the notation
from Table 3.1.

Definition. Statistical parity (Dwork et al., 2012) (also known as demographic par-
ity (Hardt et al., 2016), independence (Räz, 2021), or disparate impact (Feldman et al.,
2015)): A classifier exhibits statistical parity with respect to a binary sensitive at-
tribute z when the rate of positive predictions, i.e., (a + b)/(a + b + c + d), is the
same across groups, or equivalently Pr(d(x) = 1|z = 1) = Pr(d(x) = 1|z = 0).

Definition. Conditional statistical parity (Corbett-Davies et al., 2017) (also known
as explainable discrimination (Kamiran et al., 2013)): A classifier exhibits conditional
statistical parity for a binary sensitive attribute z if, conditioned on a subset of “legit-
imate” features xl ⊂ x|xl ∩ z = ∅, the rate of positive predictions is the same across
groups, i.e., Pr(d(x) = 1|xl , z = 1) = Pr(d(x) = 1|xl , z = 0).

Definition. Equal opportunity (Hardt et al., 2016) (also known as predictive equality
(Corbett-Davies et al., 2017)): A classifier exhibits equality of opportunity for a bi-
nary sensitive attribute z if the FPR is equal across groups, or equivalently Pr(d(x) =
1|y = 0, z = 1) = Pr(d(x) = 1|y = 0, z = 0).

Definition. Equal odds (Hardt et al., 2016) (also known as separation (Räz, 2021)
or disparate mistreatment (Zafar et al., 2017a)): A classifier exhibits equal odds for
a binary sensitive attribute z if both the TPR and FPR is equal across groups, or
equivalently Pr(d(x) = 1|y, z = 1) = Pr(d(x) = 1|y, z = 0).

Several other metrics based on confusion matrices have been suggested as fair-
ness criteria, though the above four are the most common ones (Beretta et al., 2021).
Recent research has also suggested how some of these fairness criteria can be tested
with formal statistical tests, placing their use on a firmer theoretical foundation
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(Taskesen et al., 2021). Defining fairness as classification parity recognizes that fo-
cusing on the individual level in investigations of fairness and discrimination can
miss large scale inequalities that are structurally embedded and have indirect effects
on individuals, such as the practice of redlining seen in Section 3.1.

3.1.3 Calibration

Finally, definitions of fairness based on calibration require that outcomes are inde-
pendent of sensitive attributes conditional on risk scores (Corbett-Davies and Goel,
2018). For a ML model that outputs a risk score s(x) for each input x (decisions
d(x) are often found by applying a threshold to such risk scores such as d(x) = 1 if
s(x) > 0.5) calibration can be defined as below:

Definition. Calibration (Pleiss et al., 2017) (also known as sufficiency (Hutchinson
and Mitchell, 2019)): A risk score s(x) satisfies calibration when Pr(y = 1|s(x), z =
1) = Pr(y = 1|s(x), z = 0).

Calibration ensures that a given risk score maintains its meaning across sub-
groups of the population, so a particular score can be interpreted as implying the
same risk regardless of sensitive attribute.

3.1.4 Incompatibility of fairness definitions

Unfortunately, many of the different fairness definitions presented above are gen-
erally incompatible, and several papers have presented impossibility theorems for
satisfying multiple fairness criteria at the same time except for in trivial cases. As
mentioned earlier the fundamental incompatibility of individual fairness (anti-clas-
sification) and group fairness (classification parity) has been recognized in situations
where legitimate differences exist between groups (Dwork et al., 2012; Hardt et al.,
2016). Furthermore Kleinberg, Mullainathan, and Raghavan, 2017; Chouldechova,
2016, and Pleiss et al., 2017 all demonstrated that achieving calibration and equal
odds at the same time is impossible, even in the approximate case, if the distribution
of positives varies across groups. This incompatibility has very important implica-
tions since it is difficult to argue for any sacrifice in either equal odds or calibration.
For a classifier without calibration, one score implies a different risk for each group,
which would invite a decision-maker to discount risks for one group, knowing that
these were inflated compared to the other. However, unequal FPR or FNR risks
distributing the cost of algorithmic decision making unequally across groups, espe-
cially if different outcomes incur different costs on individuals, as was the case in
the infamous COMPAS case (Angwin et al., 2016).

In 2016, the news organization ProPublica published an article titled Machine
Bias, in which they investigated the Correctional Offender Management Profiling for
Alternative Sanctions (COMPAS) recidivism risk prediction tool developed by North-
pointe (now Equivant) and found evidence of racial bias in its predictions (Angwin
et al., 2016). In their analysis, they found a disparity in FPR and FNR across groups,
violating the equal odds definition of fairness described above. This disparity meant
that “blacks are almost twice as likely as whites to be labeled a higher risk but not ac-
tually re-offend” and vice versa for whites more often being labeled a low risk while
actually going on to re-offend. The article had a strong influence on the FairML field
and spurred a number of research articles motivated by the analysis (Zafar et al.,
2017a; Chouldechova, 2016; Mishler, Kennedy, and Chouldechova, 2021; Kleinberg,
Mullainathan, and Raghavan, 2017) as well as rebuttals from Northpointe and from
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CSJ, a criminal justice think tank (Flores, Bechtel, and Lowenkamp, 2016). In the CSJ
analysis, the authors stress that the COMPAS predictions are calibrated in accordance
with the definition presented in Section 3.1.3, and that the disparity in FNR and FPR
are the unfortunate side effects of the disparity in recidivism rates across groups in
the data, which cannot be attributed to the COMPAS system. As noted above, it is
impossible to achieve both equal odds and calibration at the same time when the
base rates vary as in this case. Thus, the discussion of bias in the COMPAS system
seems to be based on a fundamental disagreement about the relative value of dif-
ferent incompatible definitions of fairness in risk assessment—a disagreement that
statistical analysis alone is unlikely to resolve.7

The Balancing Terms algorithm presented in Chapter 6 was motivated by these
fundamental problems in resolving disagreements between the value of different
notions of fairness. The algorithm explicitly deals with the unavoidable trade-off
between equal odds and calibration by presenting a transparent and explicit way of
stating a preference for the difference in FPR and FNR across groups proportionally
to the classification loss used to train the ML model. This enables developers to
be deliberate and accountable in their ethical considerations, and facilitates proper
discussion on what trade-off is appropriate for the use in question.

3.1.5 Problems with measuring fairness

With the definitions of fairness presented in sections 3.1.1-3.1.3, many methods have
been developed to measure the fairness of particular algorithms (Žliobaite, 2015).
However, the personal data required to make such definitions work is not always
available, and in many important settings their collection is ethically fraught. An-
drus et al., 2021 show that collecting personal demographic data in practice faces
a number of difficult issues as well as unresolved normative and ethical questions.
Among these questions are: (1) how to balance privacy and fairness, (2) how to
define relevant social categories, (3) how to ensure meaningful consent, and (4)
whether it is appropriate for private companies to infer someone’s demographics.
All of these questions speak to the additional difficulties and unresolved problems
with fairness in development and deployment settings, where data is not just given
but must be actively gathered and prepared for analysis (Holstein et al., 2019). A
separate field within FairML has emerged to attempt to take into account the incom-
pleteness of demographic data as well as measured outcomes in practice, and a host
of methods have been developed in order to facilitate FairML in spite of such short-
comings (Awasthi et al., 2021; Chen et al., 2019). These methods generally attempt to
impute the missing demographic information such as sensitive attributes from what
information is available a priori. While these techniques can be beneficial in some
cases, they are faced with a host of difficult ethical problems in their real-world de-
ployment, such as the exaggerated stereotyping of racialized individuals based on
commonality of other attributes (Awasthi et al., 2021) and ethical issues with the ap-
propriateness of companies inferring private demographic features for individuals
(Pasquale, 2018).

7In general, questions of thick ethical concepts such as fairness and discrimination (Kohler-
Hausmann, 2018) cannot be resolved by technical discussions alone and require broad interdisciplinary
collaboration to approach properly. A cautionary tale of the scientific history of fair testing in the 1960s
and 70s reveals that disagreements with regards to the proper way to define fairness in statistical terms
led the field to an impasse that could not be scaled at the time (Hutchinson and Mitchell, 2019). Similar
terminological confusion seems to be brewing now with the potential for similarly disruptive results
(Mulligan et al., 2019).
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3.1.6 Fairness beyond classification

While classification and decision-making are the primary situations dealt with in the
FairML literature, discriminatory bias has emerged in a host of other settings as well.
Many recent cases of systems using ML models in unproductive or harmful ways il-
lustrate this point. In the Los Angeles police department, software trained with ML
is used to predict the future distribution of crime throughout the city, implemented
as a prediction of the expected number arrests in a number of different geographical
regions throughout the city. These predictions are in turn used to guide decisions
on where and how to deploy police officers (Pearsall, 2010). However, the system
has been criticized for having a central flaw in the way it calculates new crime “hot-
spots.” Since the system can only learn from measurable phenomena, it is trained to
predict the prevalence of arrests in an area. Thereby it becomes blind to unobserved
crime or crime that does not lead to an arrest and misinterprets arrests of innocent
people as indicative of criminal acts. In other words, the ML model trained on this
data inherits all the biases of the current policing strategy, and has no way of learn-
ing about what could have been done differently—it merely tries to replicate and
automatize the current system. Furthermore, since the amount of police deployed in
a region has a direct effect on the number of arrests in that region, the model quickly
enters a feedback loop, where the deployment of additional police to a seemingly
criminal region inflates the perceived crime rate while lowering it in the areas from
which the police were retracted (Ensign et al., 2018). The result is the convergence of
police resources to specific regions of the city that were already heavily policed, and
this is usually especially to the detriment of vulnerable minorities who are already
persecuted at a higher rate by the police (Richardson, Schultz, and Crawford, 2019).

It is not just in controversial settings in the justice systems in which discrimina-
tory biases may manifest in ML models. Latanya Sweeney (2013) has done extensive
research on the Google Ads system for displaying personalized ads, and discovered
a systematic bias against people with African American sounding names. Specifi-
cally, Sweeney discovered that ads suggesting criminal background checks featured
more often for queries of African American sounding names than for other names.
Such a bias can have adverse effects on peoples ability, e.g., to apply for jobs, as em-
ployers might be more suspicious of potential hires for which such a background
check is automatically suggested by Google than for those where it was not. Datta,
Tschantz, and Datta, 2015 developed a rigorous testing framework for studying such
personalized ads online and corroborated Sweeney’s results. In other search and
tagging systems similar problems are equally rampant (Zou and Schiebinger, 2018).

Discrimination also persists in both computer vision and natural language pro-
cessing. In a high-profile case, the Gender Shades project Buolamwini and Gebru,
2018 demonstrated that modern computer vision algorithms for gender classifica-
tion have large accuracy disparities for different skin types and genders, and trace
this discrimination back to the data such tools are trained on. While the maximum
error rate of gender classification on lighter skinned males were 0.8%, the error rate
for darker skinned females occasionally rose all the way up to 34.7%, mirroring the
disparate representation of such individuals in common facial analysis benchmark
data sets. Similarly, Bolukbasi et al., 2016 demonstrated that the popular word em-
bedding Word2Vec trained with modern ML tools for natural language processing
(NLP) exhibited clear gender biases. Their study showed that the word embed-
ding, which places similar words close in a learned vector space, tended to preserve
stereotypes for male and female gender roles. These stereotypes were encoded as
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associations between words such as female and receptionist or between man and com-
puter programmer. Since many downstream tasks apply such word embeddings as a
pre-processing step, this bias might be reinforced, e.g., in auto complete text.

As these examples show, the unfair biases embedded in ML models extend be-
yond just classification models. The discrimination embedded in word embeddings,
facial recognition, personalized search and ad delivery, and digitally enhanced polic-
ing practices paints a picture of a society in which discrimination becomes baked
into many of the systems we interact with daily, often in subtle and hard-to-detect
ways. The next section will focus on the research on what can be done to avoid such
unfair discrimination when making ML models.

3.2 Making ML Fair

As the many examples in this chapter of discrimination and unfairness in ML models
illustrate, ML models cannot generally be expected to be fair without additional
constraints. In adressing problems of fairness and discrimination in ML, FairML
techniques typically intervene in part of the ML process to remove discrimination
or secure fairness. Techniques in FairML are divided into three categories: (1) pre-
processing methods, that intervene before the data is processed to create an ML model,
(2) in-processing methods, that intervene in the training process itself, and push the
machine learner to learn a less discriminatory model, and (3) post-processing methods,
that alter the output of a finished model to be fairer without retraining it.

In this section, I will review the state-of-the-art within these three categories of
fairness interventions in FairML and outline the strategies of a few representative
methods within each category. surveys of fairness-enhancing interventions in ML
can be found in Friedler et al., 2019 and Mehrabi et al., 2019.

3.2.1 Pre-processing methods

Pre-processing methods ensure fairness in ML models by altering the training data
in a way that ensures ordinary ML methods used on such data will not learn dis-
criminatory behavior (Feldman et al., 2015; Dwork et al., 2012; Zemel et al., 2013;
Luong et al., 2011; Kamiran and Calders, 2012; Kamiran et al., 2013; Hajian and
Domingo-Ferrer, 2013; Žliobaite, Kamiran, and Calders, 2011). The main strength
of such approaches is that the remainder of the ML pipeline remains unchanged,
and both training and testing can be made as efficient as possible without worries
that bias has crept through. The main disadvantage, however, is that pre-processing
methods might change the training data substantially. Such changes introduce sta-
tistical biases in the following training process which can be difficult to account for
and might have detrimental effects on the accuracy of the resulting model.

Feldman et al., 2015 present a method for changing training data that to sat-
isfies a relaxed version of statistical parity (disparate treatment in their article) as
defined above. In their definition, the ratio between Pr(d(x) = 1|z = 0) and
Pr(d(x) = 1|z = 1) should be at most 0.8, thereby allowing for only limited in-
equality. In their algorithm, they “repair” the distribution of those attributes that are
not sensitive attributes in a way that preserves their comparative ranks. In this way,
their algorithm makes the attribute distributions indistinguishable conditioned on
different sensitive attributes while retaining the ability to identify the relative merit
of individuals.
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In their influential paper, Dwork et al., 2012 present a pre-processing method to
achieve anti-classification and one to achieve an optimal trade-off between statistical
parity and anti-classification. Their method works by finding an optimal mapping
between training data instances X and outcomes Y that satisfies the Lipschitz prop-
erty that the difference between the mapping of any two individuals is bounded by
a given measure of their preconceived difference. This preserves a particular type of
anti-classification, since similar people are treated similarly.

3.2.2 In-processing methods

In-processing methods take fairness into account directly in the training process for
ML models, e.g., with constraints on the optimization function (Zafar et al., 2015;
Zafar et al., 2017a; Wang, Liu, and Levy, 2021), by training multiple classifiers that
mutually constrain one another (Zafar et al., 2017b), with regularization (Kamishima
et al., 2012; Calders and Verwer, 2010), by learning a fairer representation of the input
data (Zemel et al., 2013), or by altering the loss-function (Enni and Assent, 2018).

Zemel et al., 2013 present a method that learns to map input data to a new rep-
resentation space that loses information related to the sensitive attribute while pre-
serving as much other information as possible. In this way they manage to achieve
both approximate statistical parity and anti-classification. Their method functions
by learning a fair clustering model that stochastically assigns each new input to one
of the clusters, which are then in turn used to predict the output. This clustering
model is then to be used as a pre-processing step for other classification algorithms.

In Zafar et al., 2017a the authors present a method that adds constraints to the
learning objective in order to achieve equal odds (called disparate mistreatment in
their paper). Their method uses a proxy for the equal odds objective to construct a
Disciplined Convex-Concave Program that can then be solved to produce a classifier
that is optimized for predictive performance within a given bound on unequal odds.

The BT algorithm presented in Chapter 6 presents an in-processing strategy by
adding terms to the loss function that penalizes large differences in FNR and FPR
across groups (Enni and Assent, 2018). In line with the focus of this thesis, the BT al-
gorithm is made to facilitate a transparent and deliberate choice of the hyperparame-
ters that indicate the relative worth of classification loss and equal odds, recognizing
that this choice incurs an unavoidable trade-off. The algorithm then optimizes this
loss to find the best overall model that minimizes the weighted sum of these desider-
ata.

3.2.3 Post-processing methods

A number of papers apply a post-processing strategy to ensure fairness in ML classi-
fiers (Kamiran et al., 2012; Fish et al., 2016; Hardt et al., 2016; Mishler, Kennedy, and
Chouldechova, 2021; Woodworth et al., 2017; Pleiss et al., 2017; Kamiran, Calders,
and Pechenizkiy, 2010; Pedreschi et al., 2008; Pedreschi et al., 2009; Hajian et al.,
2015; Calders and Verwer, 2010). Post-processing methods change the predictions of
a finished classifier to satisfy a given fairness definition. The primary strengths of
post-processing methods is that they are often both model and data agnostic and that
they can be applied after-the-fact, unlike pre-processing and in-processing methods
which both require retraining models. The weakness of such methods is that their
limited influence on the underlying model often gives worse trade-offs between fair-
ness and accuracy than the two other strategies.8

8An example of this can be seen in the experimental comparison presented in Chapter 6.
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Hardt et al., 2016 present a post-processing method aimed at achieving equal op-
portunity and equal odds for supervised learning. Their method uses tertiary search
to find individual thresholds on the risk scores for each sensitive group based on a
sample of scores, predictions, and sensitive attributes and is thereby independent
of the underlying ML model. In order to balance both FPR and TPR at the same
time to achieve equal odds the method occasionally has to find two thresholds for
one group and randomize the predictions between the thresholds. This strategy is
clearly suboptimal with regards to classification accuracy as it randomizes part of
the predictions. However, by limiting the predictive accuracy of all groups to the
level of the poorest predicted group, this randomization is meant to incentivize im-
proving the performance for the least successful group first. In Kamiran, Calders,
and Pechenizkiy, 2010 the authors present a different post-processing method that
modifies decision trees in order to achieve a type of statistical parity. They introduce
a post-processing scheme that relabels the leaves that result in a maximum reduction
of discrimination and a minimum loss in accuracy.

3.3 Critical perspectives on the future of FairML

As the FairML field has matured in the last years, a number of critical voices have
emerged that question some of its fundamental premises. The research made into
detecting and mitigating discrimination in ML models based on rigid metrics has
slowly consolidated into larger programming libraries such as IBM’s AI Fairness
360 library (Bellamy et al., 2018), the LinkedIn Fairness Toolkit (LiFT) (Vasudevan
and Kenthapadi, 2020), or Microsoft’s FairLearn project (Bird et al., 2020). While
these toolkits and libraries provide access to many methods for integrating FairML
techniques into ML pipelines, some worry that the fairness definitions used are too
shallow to secure substantial fairness. In his linguistic analysis of the notion of fair-
ness in the GDPR, Malgieri, 2020 concludes that the concept as it is written into law
has less to do with meeting formal requirements based on metrics and more with
“a substantial balancing of interests among data controllers and data subjects,” and
“the substantial mitigation of unfair imbalances that create situations of ‘vulnerabil-
ity.’” Kasy and Abebe, 2021 analyze the leading notions of fairness also covered in
Sections 3.1 and come to a similar conclusion as Malgieri; the leading interpretation
of fairness in ML has undesirable normative implications, and does not measure up
to the rich concepts of fairness found elsewhere. Kasy and Abebe particularly crit-
icize the foundational role of “merit” as legitimizing differential treatments, as this
takes the objective of the algorithm’s owner or designer as a normative goal. Their
analysis, as well as that of Malgieri, stresses the importance of considering systems
and relations of power when considering fairness in ML—in particular the unequal
power of the data controllers, the ML designers, and the system owners over the
data subjects.

Another common critique also raised by Kasy and Abebe is the lack of consid-
erations for the broader context within which fairness should be secured. The lack
of contextual consideration have also been addressed by Selbst et al., 2019 in their
Science and Technology Studies (STS) inspired enumeration of five “traps” FairML
projects can fall into. Their five traps encompass situations (1) where the system is
framed too narrowly to properly consider social issues such as fairness, (2) where
the effect of repurposing algorithmic solutions in different contexts might cause dif-
ferent harms, (3) where there is a failure to account for the full meaning of social
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concepts such as fairness, (4), where there is a failure to understand how the inser-
tion of technology into an existing social system affects the existing behaviors and
values of the system, and finally (5) where there is a failure to recognize the possi-
bility that the best solution to a problem may not involve technology. In a related
vein, Binns, 2018 presents a discussion of the differences in treatments of fairness in
FairML and in political philosophy. One of the major points presented in his article
is that political philosophy recognizes the indispensable importance of contextual
reflections in dealing with fairness in any setting, and that FairML—without such
considerations—risks becoming “... an approach which focuses on a narrow, static
set of prescribed protected classes, derived from law and devoid of context, without
considering why those classes are protected and how they relate to the particular jus-
tice aspects of the application in question.” The final point raised by Kasy and Abebe
is that the focus on protected groups ignores within-group inequalities, which is also
addressed by intersectional theories of oppression such as Black feminism (Hamp-
ton, 2021).

Where does this severe critique leave pursuits of FairML, such as the BT algo-
rithm presented in Chapter 6? The critical perspectives outlined above relate to
three common themes: (1) power dynamics, (2) context, and (3) intersectionality. Each
of these themes complicate the narrative of approaching fairness solvely as a statis-
tical property and point to the need for increased interdisciplinary research. This
aligns well with the goal of this thesis, as the understanding sought in the primary
research question presented in Chapter 1 is not just an understanding of the tech-
nical properties of ML models, but a more holistic understanding of their creation,
use, and position in society. As illustrated in the design model presented in Chapter
8 and the scientific methodology presented in Chapter 7, ML models are built from
deliberate and subjective choices as well as data, and understanding ML models
requires understanding these choices as well. While methods such as the BT algo-
rithm might be useful in designing fairer ML systems, it is necessary to recognize
the design context in which such an algorithm is chosen as the correct solution. The
contributions in Chapters 7 and 8 aid in opening up a discussion of which choices
are made in the creation of ML models and, just as importantly, of the reasons and
assumptions behind them and of the people making them. This thesis, as part of
the recent scholarship in the FAccT field, traces a way forward for the engagement
with ML models and the power they wield through discussion and dissemination,
deliberate design, and critical scrutiny.
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Chapter 4

Accountability in Machine
Learning

Publicity is justly commended as a
remedy for social and industrial dis-
eases. Sunlight is said to be the best of
disinfectants; electric light the most ef-
ficient policeman.

Louis D. Brandeis, 1914

The promotion of accountability through transparency by American lawyer and as-
sociate justice on the Supreme Court Louis D. Brandeis about a century ago has had
a huge impact on the governance of both the public and the private sector. With
the advent of complex and opaque digital computer systems, Brandeis’ quest for ac-
countability through transparency has entered the digital age. While embodying a
large amount of power and autonomy, these systems often remain shrouded in se-
crecy (Pasquale, 2015). As is explored in more detail in Chapter 5, transparency can
be difficult to ensure for modern ML systems, yet, as seen in Chapter 3, the conse-
quences of their actions remain and can cause real harm. The question of the account-
ability of ML systems has thus gained a lot of attention recently, both in academia and
in the general public. A dictionary definition of accountability is “an obligation or
willingness to accept responsibility or to account for one’s actions.”1 As this thesis
is preoccupied with investigating the choices and deliberation in ML research and
development to improve our understanding and use of ML, it should also engage
with the question of how and by whom these choices can be accounted for. As dig-
ital systems, and ML systems in particular, amass power and influence, systems of
accountability must be set up to avoid, as Helen Nissenbaum (1994) put it, “harms
and risks for which no one is answerable and about which nothing is done.” Yet what
constitutes an account, to whom it should be directed, who can be expected to make
it and how are just some of the many difficult questions whose resolution requires
both technical and broad interdisciplinary investigation.

This chapter introduces the study of Accountability in ML, which constitutes
an interdisciplinary field of study involving both computer science, statistics, legal
scholarship, political philosophy, and, of course, accountability studies. As in Chap-
ters 3 and 5, the study of accountability in ML is presented through the lens of the
broader FAccT field centered on the yearly ACM conference on Fairness, Account-
ability, and Transparency (FAccT).2 First, I contextualize the need for accountability
within ML with a particular focus on the unique issues and barriers that both call

1From https://www.merriam-webster.com/dictionary/accountability, Accessed 6 May. 2021.
2See https://facctconference.org/

https://www.merriam-webster.com/dictionary/accountability
https://facctconference.org/
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for and hinders accountability. Second, I define and discuss the central concept of
accountability in ML, noting the difference between understanding accountability
as a virtue and as a mechanism. Third, I present an overview of the many different ac-
countability mechanisms highlighted in recent literature, putting the contributions
from Chapter 9 into the context of a broader span of accountability mechanisms
than the three types already investigated in the article. Finally, I end with a discus-
sion of accountability by design, and the technical and interdisciplinary issues such
approaches foster.

Chapter 9 presents the main contribution of this thesis for the study of Account-
ability in ML in the form of an ethnographic investigation of how the ML develop-
ment practice at a Scandinavian AI company is impacted by outside pressure to se-
cure accountability through three specific types of accountability mechanisms. This
study was motivated by an interest in investigating how accountability for ML sys-
tems was deliberated on and implemented in practice, outside of conceptual aca-
demic discussions. Through interviews with multiple AI developers and other pro-
fessionals, the study reveals important gaps between the high level discussions of
accountability at the research and policy level and the way the concept is imple-
mented in practice as a responsibility put on the shoulders of engineers.

4.1 The need for and hindrances to accountability in ML

As ML models have started supporting or even autonomously taking important de-
cisions with potential negative social impacts, many high-profile actors have called
for increased accountability for these actions (Raji et al., 2020; Reisman et al., 2018;
Kroll et al., 2017; Veale, Van Kleek, and Binns, 2018; Whittaker et al., 2018; Diakopou-
los et al., 2017). However, accounting for decisions made in part by a complex tech-
nical system can be difficult, especially when the system is not just complex but also
inherently opaque as is the case for many ML models. Attempts at codifying ac-
countability in ML by the FAccT community (called FAT/ML at the time) included
an obligation to report, explain, or justify algorithmic decision-making as well as
mitigate any negative social impacts or potential harms (Diakopoulos et al., 2017).
Achieving this kind of accountability for ML models thus requires both a way to
assign responsibility and liability for the consequences of using the ML model and
the ability to account for decisions made with the ML model by supplying an ex-
planatory account of the decision-making process and by supplying the reasons un-
derlying the decision. The requirement of an explanatory account reveals a strong
link to transparency as facilitating accountability, yet, as will be explored further in
Section 4.3.4 as well as Section 5.3 in Chapter 5, the kind of transparency required for
accountability can take other forms than the technical transparency of ML models.

Many different problems with ML models hinder the use of traditional account-
ability mechanisms. Since ML models are adaptive, the action suggested by one can-
not necessarily be traced back to decisions made by the human programmer or de-
signer of the model or to any particular training datum. The inherent opacity of ML
models, in particular those based on NN architectures, further hinders any account-
ing in the sense of giving reasons to justify the actions taken or suggested by the
algorithm (Burrell, 2016). Campolo and Crawford, 2020 explore another hindrance
to accountability, as they show that the process by which ML models are made is con-
sidered to be mystical and proto-scientific (likened by some to “alchemy” (Rahimi,
2017)) even by many researchers within the field. Regardless, the models themselves
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are sometimes given decision-making authority even if they were created in a pro-
cess that hinders accountability for the choices made in their creation by deferring
to “black art” (Domingos, 2012) or professional hunches. Campolo and Crawford
argue that this creates a situation of “enchanted determinism,” where ML models
embed a kind of “power without responsibility,” as they are imagined to work, yet
their mystical nature bars their creators from taking responsibility for the conse-
quences of their use. The opacity of both ML models and the process by which they
are created is explored further in Chapter 5.

The problem of securing accountability for the impacts of computing systems
has been fraught with difficulties for decades, and the increased capabilities of com-
puter systems and their influence on the everyday lives of people around the world
have only exacerbated the situation. In her seminal work, Nissenbaum, 1994; 1996
warned of the erosion of accountability in a modern computerized society and out-
lined four barriers specific to accountability for computer systems. The first barrier is
the problem of “many hands.” Since computer systems are often the product, not of
single programmers working in isolation, but of large groups, collectives, or corpo-
rations, assigning responsibility to a single actor is hindered and may be impossible.
In such situations, it is not just that no one person can be said to be fully responsible
for taking any particular action. It might also be that no one person is even able
to grasp the entire system and the complexity of many software modules developed
by different people under different circumstances that interact in complex ways. The
second barrier is the problem of “bugs” and their status as regrettable, yet generally
unavoidable harms. This becomes a problem for accountability, if it is considered un-
reasonable to hold programmers, system engineers, and designers accountable for
imperfections in their systems, when such imperfections are considered inevitable.
The third problem is scapegoating computers and thereby redirecting blame from
potentially accountable human actors. Though inanimate objects cannot in princi-
ple take responsibility for actions (Bryson, 2018b), computers are often attributed
with a number of psychological attributes such as intentions, desires, thoughts, and
preferences, that makes them seem accountable. In other cases, they may take on
tasks that were previously performed by humans, and absent other lines of account-
ability may inherit their accountability as a proxy. Finally, the fourth problem is
ownership without liability, as the status of ownership of software tends towards
maximal property protection while, to the extent possible, denying accountability
for the owners. This creates a situation where the producers, who have maximal ac-
cess and rights with respect to their software, are able to remain unaccountable for
the results of using the software, placing the entire burden on the consumer through
End User License Agreements.

Since ML systems are software, they inherit all the issues and barriers identi-
fied by Nissenbaum above. However, the special status of ML models as AI and
as data-driven objects further complicates these challenges and introduces wholly
new ones as well. In the problem of “many hands,” ML introduces new kinds of
actors that may dissipate responsibility especially with regards to the work with
collecting and labeling the training data. In some cases, ML models have been ex-
cused in their discriminatory decisions as mere mimics of existing human practices,
and that introduces the opportunity to push responsibility for newly developed dis-
criminatory systems on to those past actors reflected in the data and thereby away
from the developers, designers, and owners. Particularly relevant to the problem
of “bugs”, ML models are imperfect and approximate models of a hypothetical sta-
tistical relationship, as explained in Chapter 2. This status as mere approximations
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means that random mistakes will be made by the system, sometimes even at rel-
atively high rates. If such mistakes are interpreted as inherent and inevitable in
the functioning of ML models, responsibility for them can thereby potentially be
shirked.3 With regards to the problem of scapegoating ML models, their status as
engendering AI exacerbates existing issues. In the case of ordinary computer sys-
tems there is a general consensus that they and their software are inanimate and
cannot actually possess human attributes such as intentions, desires, thoughts, and
preferences (Bryson, 2018b). When ML models are interpreted as artificially intelli-
gent, this agreement becomes more difficult at attain, and the potential personhood,
moral liability, and the possibility of punishing AI systems are being discussed in le-
gal contexts (Neuhäuser, 2015). Finally, the problem of ownership without liability
becomes further complicated as not just the ownership of software and models are at
stake but also the ownership of and liability for data used for training and operation.
Furthermore, ML models are often adaptive, so the model delivered by a company
may change over time in radically unknowable ways when encountering new data,
thereby further complicating accountability for the later evolved product (Sculley
et al., 2015). The difficulty with assigning responsibility for the actions of ML sys-
tems are clearly illustrated in the case of the remarkable radicalization of Microsoft’s
2016 Twitter chatbot “Tay” (Hunt, 2016). Tay was developed to engage millenials
in AI on Twitter, and one of its key features was the ability to adapt to and learn
from communication with other Twitter users. However, the chatbot quickly degen-
erated to startlingly racist commentary and was removed from Twitter by Microsoft
after only one day on the social media. The aftermath showed how responsibility
was difficult to place for Tay’s inflammatory speech, as the unpredictable nature of
its adaptability coupled with the direct manipulation by internet trolls seemed to
complicate holding Microsoft alone accountable for their product.

4.2 Defining accountability in ML

In spite of the many calls for accountability in ML, defining the term can be rather
difficult. The concept itself is multifaceted and has a long history with many ap-
plications, sometimes appearing merely as a synonym for many other different po-
litical desiderata, such as good governance, transparency, equity, democracy, effi-
ciency, responsiveness, responsibility, and integrity (Bovens, 2010). From the field
of accountability studies, Bovens, 2010 and Bovens, Schillemans, and Goodin, 2014
recognize two main concepts covered by the term: accountability as a virtue and ac-
countability as a mechanism. As a virtue, accountability describes a broad collection
of desirable qualities of powerful actors, such as officials, government agencies or
firms, and it evokes an image of responsibility, involvement, deliberation, and par-
ticipation. When used in this way, accountability often refers to substantive norms
for the behavior of the targeted actors typically with regards to transparency, liabil-
ity, controllability, responsibility, and responsiveness. When used as a mechanism,
on the other hand, accountability instead refers to “a relationship between an actor
and a forum, in which the actor has an obligation to explain and to justify his or
her conduct, the forum can pose questions and pass judgement, and the actor may

3This discussion is perhaps most salient in the case of ML-powered self-driving cars, where crashes
are both less frequent than conventional car crashes but also often just as deadly when they happen
(Nyholm, 2018). In the case of a potentially lethal outcome, securing lines of accountability becomes
paramount.
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face consequences.” (Bovens, 2010) Since accountability in ML has to do with non-
human agents, to whom virtues cannot be attributed, it is often accountability as
a mechanism that is relevant to the study of accountability in ML and accountable
algorithms in general (Wieringa, 2020). In other words, it is important for account-
ability in ML to establish an accountability relationship between some responsible
actor, typically in the form of a human but in rare cases in the form of an AI agent,
that is accountable to some forum, e.g., a public institution tasked with securing
accountability, the user applying the ML model, or the person subjected to the ML
model. There are 5 important aspects of this definition that need to be cleared up for
an accountability relationship: (1) determining the responsible actor(s), (2) establish-
ing the forum to whom the account is directed, (3) the obligations and expectations
to the relationship between the actor(s) and the forum, (4) what constitutes a proper
account, and (5) the consequences, negative or positive, that may result from the
forum’s judgment on the account (Wieringa, 2020).

4.3 Accountability Mechanisms

As explained above, accountability mechanisms establish an accountability relation-
ship with specific obligations between an actor and a forum, the former of which
is responsible for producing a proper account and the latter of which reserves the
right to judge the account, which may or may not result in positive or negative con-
sequences. The mechanisms presented in the following sections generally fall under
the heading of “soft law” (or sometimes wholly outside the legal spectrum as is the
case with computational journalism), that is, they lack the full legislative power and
legal consequences of “hard law,” yet still establish clear expectations and apply ex-
ternal pressure to the conduct of the accountable actors (Sossin and Smith, 2003).
The distinction can be explained with the following analogy:

The relationship between “soft” law in the form of guidelines, codes,
rules, directives, as well as established policies and practices, and “hard”
law in the form of statutes and regulations is analogous to the relation-
ship between hardware and software in computers. Hardware provides
the infrastructure which is uniform to all users while software must adapt
to the user and enable programs to work. (Sossin and Smith, 2003, p. 869,
note 5)

This distinction between hard and soft law is valuable for the study of accountabil-
ity in ML, as many of the different accountability mechanisms suggested fall short
of strict legal requirements, yet still influence the conduct of developers and system
owners. Furthermore, many particular issues hinder and delay legislation efforts
for AI systems, calling for more agile, adaptive, and contextual tools such as soft
law mechanisms to fill in the gaps (Whittaker et al., 2018; Rodrigues, 2020). Each of
these mechanisms, while primarily to be understood as a sort of proto-legal relation-
ship, also incorporate a number of technical issues and problems that requires exper-
tise from ML and computer science to resolve. The next three sections (4.3.1–4.3.3)
present a treatment of ethical principles, certification standards, and explanation
methods as accountability mechanisms based on Henriksen, Enni, and Bechmann,
2021 which is also presented in Chapter 9. The sections following these expand upon
the discussion by presenting further examples of accountability mechanisms.
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4.3.1 Ethical principles

Ethical principles, standards, codes, and guidelines formulate certain sets of nor-
mative values in order to distinguish what is socially and ethically acceptable and
preferable (Floridi, 2017; Floridi, 2018). Such principles establish expectations for
conduct beyond mere legal compliance and are thereby meant to “steer society in the
right direction” by defining what ought to be done and what to be avoided. Recent
years have seen the emergence of a number of guidelines prescribing ethical princi-
ples for AI development and use (Jobin, Ienca, and Vayena, 2019). These guidelines
are issued by professional or political organizations and include the FAT-ML (a pre-
vious name for FAccT) principles for accountable algorithms (Diakopoulos et al.,
2017), the AI4People Ethical Framework For a Good AI Society (Floridi et al., 2018),
the OECD Recommendations of the Council on Artificial Intelligence (OECD, 2020),
the IEEE Global Initiative on Ethics of Autonomous and Intelligent Systems (Chatila
and Havens, 2019), and the AI HLEG Guidelines For Trustworthy AI from the Eu-
ropean Union (AI HLEG, 2019). While these guidelines stem from disparate sources
within both the private and public sectors, they all share a stated goal of guiding
the application of AI towards uses that generally benefit society at large. They aim
to do so by pointing to the principles and intrinsic values to pursue and the ethi-
cal risks and social harms to avoid (Theodorou and Dignum, 2020). Jobin, Ienca,
and Vayena, 2019 found in their literature review a convergence towards principles
of transparency, justice and fairness, non-maleficence, responsibility, and privacy,
though the interpretations and implementations of these principles vary.

As mechanisms for accountability, the main strength of ethical principles pre-
sumably lies in their normative forces (Floridi, 2018), though some guidelines also
include suggestions for the implementation of the principles and associated values
(see, e.g., AI HLEG, 2019). By prescribing norms for the behavior of professionals
and other actors in the AI field, ethical principles put pressure on those that sub-
scribe to them to act in accordance with the spirit of the documents. This includes
not just which acts they ought to perform, but also which obligations they have a
responsibility to fulfill, and in this way ethical principles are meant to contribute to
upholding social order and stability (Bryson, 2018a). By establishing expectations
for the conduct and obligations of actors, as well as a general public to which the
actors are accountable (Sossin and Smith, 2003), ethical principles take the role of
an accountability mechanism. While no formal sanctions can be made on the ba-
sis of ethical principles, AI firms that do not fulfill these expectations or choose not
to adopt common ethical principles may suffer reputational losses and risk severe
consequences for the credibility of their businesses (Hagendorff, 2020; Zerilli, 2010).

In spite of the envisioned power of ethical principles for AI, they have been
criticized for being too “weak” of an accountability mechanism (Hagendorff, 2020;
Brundage et al., 2020; Mittelstadt, 2019; Whittaker et al., 2018; Whittlestone et al.,
2019). In particular, the lack of oversight processes and sanctions for breaches of
principles have been criticized for leaving the “critical audience” (the general pub-
lic) ill-equipped to assess the conducts of those developing and employing AI sys-
tems (Kemper and Kolkman, 2019). This leaves an expectation that AI stakeholders
are able to interpret the ethical principles in the context of their own work as well
as regulate themselves in accordance with this interpretation without any external
oversight. Furthermore, as is also investigated in the other chapters, the proper
implementation of many of these ethical principles in practice hinge on unsolved
technical problems with respect to transparency and fairness in ML.
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4.3.2 Certification standards

A certification attests that the certified object meets the requirements of a particular
specific standard. Certifications are given on the basis of an audit, usually performed
by the certification authority, and thus, certifications, standards, and audits are inex-
tricably linked (Power, 1997). Perhaps the most well known certification authorities
within electronics and computing are the International Organization for Standard-
ization (ISO) and the International Electrical Commission (IEC). Bryson and Win-
field, 2017 describe certification standards as “consensus-based agreed-upon ways
of doing things, setting out how things should be done” and “technical specifica-
tions and other precise criteria, which ensures that materials, processes, services,
systems, or persons are fit for their intended purpose.” Certification authorities are
often authorized independent bodies from the private sector, thereby constituting
trusted third parties (Brundage et al., 2020). A number of certification standards
concerning AI design and development are currently under development by these
certification authorities,4 and it is these same certification authorities who can “at-
test to the broader public that an AI system is transparent, accountable, and fair”
according to the AI HLEG guidelines from the EU (AI HLEG, 2019).

Certification standards are envisioned by some to offer a method for formaliz-
ing ethical principles and concretizing and institutionalizing their implementation
in practice, thereby giving a clear incentive for adopting them (Winfield and Jirotka,
2018). Thereby, certification offers a very direct way of establishing an accountability
relationship, as both the actor (those seeking certification), the forum (the certifica-
tion authority on behalf of the public), the obligations (the contents of the standard),
the content of the account (performed as an audit), and the potential consequences
of non-compliance (denial or revocation of the certification) are specified. In some
cases, a specific certification becomes a mandatory regulatory requirement5 and in
such cases the certification may be interpreted as “hard” rather than “soft” law (Win-
field and Jirotka, 2018; Bryson, 2018a).

Applying certification standards as accountability mechanisms has encountered
criticism, however. One line of critique stresses that certification standards poten-
tially promote an instrumentalization of ethical values without necessarily elimi-
nating irresponsible and unethical behavior (Floridi, 2019; Whittaker et al., 2018).
Within this discourse, a number of scholars have expressed worries specifically about
the corrupting influence of commercialization on the integrity of the certification
process (Büthe and Mattli, 2011; Delimatsis and Tilburg Law and Economics Cen-
ter, 2015; Ponce, 2017). Furthermore, the type of post-hoc audit commonly used in
certification audits have limited applicability to AI systems, since external auditors
often lack access to system internals (Raji et al., 2020), and since AI systems are rarely
developed with a set of formal requirements decided up front to compare the sys-
tem to when auditing as in normal software development (Kroll, 2020). In order to
accommodate the critique of private sector certification authorities, Tutt, 2017 has
recommended that an entirely new regulatory body is created to oversee the qual-
ity and compliance of AI systems, inspired by similar public institutions such as
the American Food and Drug Administration (FDA). Researchers at Google have re-
cently suggested a different path, that addresses the limitations of post-hoc audits by
external certification authorities by suggesting a larger role to play for internal audits

4One example is the ISO/IEC JTC 1/SC 42 - Artificial intelligence standard developed jointly by ISO
and IEC, see https://www.iso.org/committee/6794475/x/catalogue/, Accessed 13-04-2021.

5One example is the requirement of the ISO 13485 standard for marketing medical devices in the
European Union (European Commission, 2020)

https://www.iso.org/committee/6794475/x/catalogue/
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FIGURE 4.1: An illustration of the internal auditing framework
SMACTR presented in Raji et al., 2020. Gray boxes indicate processes,
and colored boxes indicate documents that are produced by internal
auditors (orange), engineering and product teams (blue), or through

joint effort (green).

by the developers themselves (Raji et al., 2020). Their end-to-end internal auditing
framework incorporate five stages; Scoping, Mapping, Artifact Collection, Testing, and
Reflection and is meant to complement the traditional external post-hoc auditing. An
overview of the framework can be seen in Figure 4.1. The framework is meant to
spur critical reflection and leave a “transparency trail” of documentation, incorpo-
rating many of the documentation tools outlined in Section 5.3.1 in Chapter 5. If
practiced faithfully, such an accountability framework strongly aligns with the aim
of this thesis, since the documentation produced during ML development would be
invaluable for understanding the resulting ML models.

4.3.3 Explanation methods

A problem often encountered in accountable ML is the inherent opacity of ML mod-
els to external scrutiny, which impedes the ability to account for their decisions,
hindering both audits and other kinds of scrutiny. Some researchers and policy bod-
ies have pointed to the need for explanation methods to serve as a way to generate
accounts for ML system behavior alongside predictions (Brundage et al., 2020; AI
HLEG, 2019). This use of explanation methods for facilitating public accountability
has been spurred on by the discussions around a potential “right to explanation”
in the General Data Protection Regulation (GDPR) (Goodman and Flaxman, 2017;
Wachter, Mittelstadt, and Floridi, 2017). The field of explainable AI (XAI) studies the
problem of delivering explanations alongside predictions from ML models in order
to enable more substantial transparency and in some cases accountability (Gunning,
2017; Mittelstadt, Russell, and Wachter, 2019). This field is covered in greater detail
in Section 5.2 in Chapter 5.

As an accountability mechanism in its own right, XAI mediates the relationship
between an AI system and its user by automatically generating accounts in the form
of explanations for the user to query and question (Lepri et al., 2018; Gunning, 2017).
Thus, the accountability forum in this case is the individual user, be they doctors, re-
searchers, journalists, or laypeople, and these are supposed to evaluate the extent to
which the explanation is a valid account of the AI system and its outcomes (Doshi-
Velez et al., 2018; Gunning, 2017; Ribeiro, Singh, and Guestrin, 2016; Weller, 2019).
The explanation module thus acts as a proxy for the system owner (the actor) and
thereby this type of accountability centers the relationship on individual actors, by-
passing any external authority. Applying explanation methods as an accountability
mechanism, like ethical principles, lacks explicit consequences beyond the potential
for customer dissatisfaction in the case of misconduct. However, some stress that
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the use of explanation methods can reveal breaches of different accountability rela-
tionships, such as legal or professional standards, and thereby enable other types of
consequences (Doshi-Velez et al., 2018).

Similar to the other accountability mechanisms, XAI has been the target of ex-
tensive criticism. Some of this critique is technical, as explanations are found to be
statistically fragile (Ghorbani, Abid, and Zou, 2019), oversensitive to spurious cor-
relations (Bhatt et al., 2020), and vulnerable to manipulative uses (Lakkaraju and
Bastani, 2020). The technical critique of XAI is covered in greater detail in Section
5.2.4 Chapter 5. Another line of critique is instead conceptual; Weller, 2019 criti-
cizes the idea that transparency is sufficient to secure the accountable use of ML for
decision-making, and Lipton, 2018 has challenged the idea that explanations mean-
ingfully contribute to increasing transparency in ML in the first place. Nevertheless,
XAI continues to be given a high relevance for accountability in ML and has a central
place in a number of guidelines such as Diakopoulos et al., 2017; Floridi et al., 2018
and AI HLEG, 2019.

4.3.4 Impact assessments

Impact assessments have recently gained popularity as central mechanisms for ac-
countability in AI systems. In particular, Data Protection Impact Assessments (DPIA)
(Binns, 2017), and Algorithmic Impact Assessments (AIA) (Reisman et al., 2018)
are relevant to AI systems, and have been developed with inspiration from simi-
lar impact assessments in privacy protection (Bamberger and Mulligan, 2008), envi-
ronmental protection (Ortolano and Shepherd, 1995), and human rights protection
(United Nations, 2011).

Impact assessments are meant to precede the construction of the products they
aim to regulate and thereby encourage incorporating specific considerations into
the design of the product. Such assessments thereby function as a kind of guided
self-regulation, whereby data controllers are given the autonomy to self-regulate
the expected impacts of their products, while still being legally required to do so
(Binns, 2017). DPIAs are mandated by the EU GDPR for projects, that are likely to
involve a “high risk” to other people’s personal information.6 Article 35 of the GDPR
(European Union, 2016, point 7) outlines the content of a DPIA, and requires that a
DPIA contains at least

1. a systematic description of the envisaged processing operations and the pur-
poses of the processing, including, where applicable, the legitimate interest
pursued by the controller;

2. an assessment of the necessity and proportionality of the processing operations
in relation to the purposes;

3. an assessment of the risks to the rights and freedoms of data subjects referred
to in paragraph 1; and

4. the measures envisaged to address the risks, including safeguards, security
measures and mechanisms to ensure the protection of personal data and to
demonstrate compliance with this Regulation taking into account the rights
and legitimate interests of data subjects and other persons concerned.

6For information on DPIAs within the GDPR see https://gdpr.eu/
data-protection-impact-assessment-template/

https://gdpr.eu/data-protection-impact-assessment-template/
https://gdpr.eu/data-protection-impact-assessment-template/
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AIAs have been developed and proposed by the AI Now Institute (Reisman et
al., 2018) and work in much the same way as the DPIAs outlined above. An AIA is
also prepared in anticipation of a product being developed but is targeted at regulat-
ing automated decision-making rather than data protection. An AIA is required to
contain (1) a working definition of “automated decision system,” (2) a public notice
of existing and proposed automated decision systems, (3) a self-assessment of how
the system might impact different communities and a plan for how these issues will
be addressed, should they arise, and (4) a comprehensive plan for giving external
researchers and auditors meaningful, ongoing access to examine specific systems,
to gain a fuller account of their workings, and to engage the public and affected
communities in the process (Reisman et al., 2018).

DPIAs and AIAs both work as accountability mechanisms by facilitating a pre-hoc
account of the expected system which is to be presented for public and professional
scrutiny. In this way, an accountability relationship is established between the de-
veloper of the AI system and the communities affected by them, possibly mediated
by institutions such as the EU or by academic or professional actors.

4.3.5 Algorithmic accountability reporting

Diakopoulos, 2015 takes a journalistic approach to accountability in computational
systems by investigating the role of computational journalism in holding businesses
and governments responsible for automated algorithms. Algorithmic accountabil-
ity in this context investigates algorithmic power by reporting on and analyzing
the ways in which algorithms prioritize, classify, associate, and filter information
in order to facilitate decision-making. The main method used to investigate such
algorithms is through reverse engineering them in ways that (at least partially) re-
veal their inner working. The algorithmic accountability reporting process involves
(1) investigating how visible and controllable the input and output data of the sys-
tem are, (2) identifying algorithms to target that have real impact and significance,
(3) sampling the input-output relationship sufficiently to reverse engineer it, and fi-
nally (4) finding the news story to report on. Computational journalism in this case
becomes a mechanism for accountability with the journalist mediating an account-
ability relationship between the general public and the actor employing a particular
AI system. A number of high-profile examples of algorithmic accountability report-
ing have surfaced recently—typically in an American setting and with regards to
racial and/or gender discrimination (Buolamwini and Gebru, 2018; Angwin et al.,
2016; Sweeney, 2013).

However, such journalistic approaches suffer from issues of trade secrecy, lack of
specific skills, and manipulation (Diakopoulos, 2015). In particular, developing and
using methods for reverse engineering ML models (such as model extraction attacks
(Tramèr et al., 2016)) requires sophisticated technical skills. As journalists are exter-
nal actors, their attempts at reverse engineering commercial products may also be at
odds with copyright protection and trade secrecy protection, and they may lack the
required skills to successfully perform such reverse engineering. Furthermore, since
the audience of computational journalism is the general public, the results of algo-
rithmic accountability analyses need to be presented both accurately and in a man-
ner approachable by non-specialists. In spite of these limitations, recent scholarship
suggests that the external pressure generated by publicly naming biased algorithms
has a clear beneficial effect on the further development of the named algorithmic
systems (Raji and Buolamwini, 2019).
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4.3.6 Formal verification

Finally, recent research by Kroll et al., 2017 investigates the ways in which tools from
cryptography and program analysis might be used to formally verify properties of
algorithmic systems and thereby hold their developers and owners accountable. In
particular, they discuss how ML systems can be designed for procedural regularity,
whereby a system can be proven to follow a consistent set of rules for its decision-
making. With procedural regularity, an outside inspector can be assured that:

• The same policy or rule was used to render each decision.

• The decision policy was fully specified (and this choice of policy
was recorded reliably) before the particular decision subjects were
known, reducing the ability to design the process to disadvantage a
particular individual.

• Each decision is reproducible from the specified decision policy and
the inputs for that decision.

• If a decision requires any randomly chosen inputs, those inputs are
beyond the control of any interested party. (Kroll et al., 2017, p. 657)

When computer systems are properly designed for it, some or all of these prop-
erties can be guaranteed using combinations of software verification, cryptographic
commitments, zero-knowledge proofs, and fair random choices even while keeping
(parts of) the investigated system secret if needed (Kroll et al., 2017). However, the
ability to certify these properties may be limited by the design of the system, and
only strictly formal properties may be certified, which creates issues in, e.g., prob-
lems of fairness and discrimination, where different formal definitions of fairness
contradict (see Chapter 3).

The work on procedural regularity is motivated by the insufficiency of trans-
parency and static analysis of source code alone as tools for accountability analysis.
As ML models are learned from data rather than explicitly programmed, the source
code of the system alone is not guaranteed to accurately describe its functionality.
Furthermore, static analysis of source code may fail to reveal what a program will
do in unexpected cases, and dynamic testing of the program is limited by the finite
number of inputs that can be tested in practice, often failing to reveal behavior for
untested inputs, even when they are similar to tested inputs (Kroll et al., 2017). In
general, any testing regime has fundamental theoretical limitations with regards to
noncomputability since for any nontrivial property of a program’s behavior, no al-
gorithm can always establish whether a program under analysis has that property
(Rice, 1953). A number of recent publications attempt to apply traditional and inno-
vative software testing regimes to ML systems in spite of these practical and theoret-
ical limitations (Zhang et al., 2020). As noted in Kroll et al., 2017, formal verification
is a promising tool to facilitate algorithmic accountability, but it is also a tool with
strict limitations.

4.4 Designing for accountability

The accountability mechanisms presented in this chapter all have strengths and
weaknesses, but they can in most cases be applied synergistically. In accordance
with the main research question presented in Chapter 1, requiring that ML models
can be accounted for is one of the most direct ways of enabling the kind of understand-
ing necessary to “improve, discuss, and regulate their use in society.” Such pursuits
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are at the core of this thesis. Furthermore, securing meaningful accountability re-
quires designing ML systems for accountability as well as properly documenting and
accounting for their development processes, illustrating the importance of minding
the choices and deliberation in ML development processes (Kroll, 2020). Indeed, the
deliberate choices in designing and deploying ML models is exactly what owners,
developers, and designers can be held accountable for. In order to untangle the dif-
ferent and disparate influences of the “many hands” involved in ML development,
a proper framework for documentation and design needs to be in place. Chapter
8 presents such a design model for ML that shows how the deliberation going into
designing ML models may be made clear and explicit. Following each choice from
data to model type and performance evaluation, developers are expected to provide
and reflect on their rationales for their choices through answering a particular de-
sign question for that component. The benefits of a proper design method, in which
choices are explicitly noted, is (1) better and more frequent reflection, (2) the pos-
sibility of criticizing, discussing, and improving choices as they are made, and (3)
a design documentation that allows revisiting the design process in the interest of
transparency and accountability.

Ethical principles, certification standards, explanation methods, impact assess-
ments, algorithmic accountability reporting, and formal verification are all part of a
landscape of accountability mechanisms that can be integrated in different parts of
the ML design and applied in different situations to ensure the overarching goal of
establishing meaningful accountability for the behavior of ML models in society. In
Henriksen, Enni, and Bechmann, 2021 (Chapter 9), the practical impact of the first
three of these accountability mechanisms is investigated in an ethnographic study at
a Scandinavian AI company. This investigation reveals that it is not just the choice
of accountability mechanism that matters, but also its implementation and practi-
cal interpretation. It also shows that the way these accountability mechanisms are
currently implemented has some important deficiencies for establishing meaningful
accountability relationships between the developers and users of ML systems and
those affected by them. Ethical principles were regarded by developers as unhelpful
and frustrating in their vagueness and generally based on fundamental misunder-
standings of what constituted modern AI. While the theoretical discussion of eth-
ical principles focused on large scale problems with surveillance, killer drones, or
lethal self-driving car accidents, developers of smaller scale products, such as ML
microservices for the medical sector, felt that these principles had little to say for
the situations they expected to face. In contrast to ethical principles, certification
standards were perceived to be much more motivating and relevant for the AI pro-
fessionals, as they were expected to give a competitive edge. However, poor and
lacking guidance in the certification process disappointed them and pushed them
closer to merely pro forma adherence to the certification standards. Finally, while the
AI developers had high hopes for the use of XAI techniques (to be covered in Chap-
ter 5) to demonstrate accountability to their users, they ultimately decided against
it when the provided explanations were found to be of insufficient quality for this
purpose. Instead, their XAI systems found use as an internal tool for debugging and
understanding their ML models as they were developed.

All of these different issues motivate the work in this thesis. The “translation
gap” identified in Chapter 9 calls for further work in improving and inventing ac-
countability mechanisms that are properly tailored to the specifics of AI develop-
ment. A computer science perspective is particularly important here, as all of the
different mechanisms have central technical components. Taking ethical principles
into account in model design and development, developing novel tools and methods
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for auditing systems for certification, improving explanation methods and finding
new ways to interpret and investigate ML models are all important and unresolved
technical challenges. Similarly, impact assessments require better methods for pre-
dicting and assessing the behavior of ML models in advance, computational jour-
nalism would benefit greatly from improved methods for investigating and reverse
engineering ML models from their behavior, and further developing methods from
formal verification could afford much stronger guarantees for ML model behavior to
which developers and owners could be held accountable. In this thesis, I mostly fo-
cus on those aspects of the accountability problem that are related to the design and
development of ML models, yet many more interesting computer science problems
remain for future study.
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Chapter 5

Transparency in Machine Learning

Artificial intelligence is a black box that
thinks in ways we don’t understand.
That’s thrilling and scary.

MIT Technology Review, May 2017 issue

The May 2017 issue of the MIT Technology Review displayed a frontpage with an illus-
tration of a black box partially occluding a colorful plasma-like substance contained
inside. The headline proclaims: “Mysterious Machines: Artificial intelligence is a
black box that thinks in ways we don’t understand. That’s thrilling and scary.” The
illustration, displayed in Figure 5.1, is evocative and beautiful, calling the viewer to
marvel at the promises and perils heralded by a new age of technology, by a mys-
terious artificial intelligence beyond our comprehension hidden behind a black veil
that is impossible to pierce. While particularly well-made, this illustration is by no
means unique. It represents a popular conception of and pervading discourse within
artificial intelligence (AI) and machine learning (ML) that the behavior of the new
generation of ML models is so complex and alien to human minds that it might be
inherently incomprehensible (Burrell, 2016; Campolo and Crawford, 2020). The fact
that we are able to make ML models that achieve the previously impossible, while
barely understanding how they do so, presents an enigma that is difficult to ignore.
The prospects of apparently intelligent machines acting in mysterious ways is in-
deed “thrilling and scary,” and the combination of opacity and seeming competence
is fertile soil for an understanding of ML as somehow magical (Campolo and Craw-
ford, 2020) and/or sinister (Novet, 2017). As a result, a flurry of research has been
made in the last decade that engages with these mysterious black-boxes in order to
either understand, explain, or regulate them. More recently, attention has also been
given to the ways in which ML models are created and the transparency of their
development processes. Transparency in this respect is meant to indicate how well
models and their development processes may be approached and investigated by
outside observers, whereas terms such as interpretability and explainability are typi-
cally reserved to indicate how easily models may be understood by their users.

In this chapter, I present the academic field studying Transparency in ML as it
relates to the broader FAccT field introduced in Chapter 1. I focus on two major
directions within this research: (1) the study of the inherent opacity of ML models
and how to make them transparent, and (2) the more recent studies of transparency
in the design and development of ML models aimed at a more contextualized un-
derstanding of them. This thesis contributes to the latter of these research directions
in two ways. Chapter 7 presents a theoretical study of the scientific methods in ML
research and development and contributes an updated methodology for hypothe-
sis formation. Chapter 8 presents a design model for ML that outlines the central
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FIGURE 5.1: The frontpage of the May 2017 issue of the MIT technol-
ogy review.
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choices made in designing ML models and suggests relevant design questions for
each point.

5.1 Opacity in ML Models

The Transparency in ML field is predicated on the notion that ML models are some-
how difficult to understand for outside inspectors. Researchers write about this
problem as one of opacity (Burrell, 2016) or inscrutability (Selbst and Barocas, 2018),
and the remedy is often described as transparency (Weller, 2019), interpretability (Doshi-
Velez and Kim, 2018), or explainability (Gilpin et al., 2018). While these terms are
all related and overlapping, they also incorporate subtle differences. Where trans-
parency often refers to the mere availability of information about the inner workings
of particular ML models, interpretability implies that this information is presented in
a way that facilitates human understanding, and explainability requires that the in-
formation incorporates the underlying reasons for the ML model’s behavior (Gilpin
et al., 2018). With regards to opacity in ML, Burrell, 2016 provides a taxonomy that
divides opacity into three distinct categories:

Definition. An algorithm can be opaque in the sense that a recipient of the output
of the algorithm rarely has any concrete sense of how or why certain inputs led to
a particular classification. Furthermore, the inputs might be completely or partially
unknown. There are three different types of opacity:

1. Opacity as intentional corporate or institutional self-protection and conceal-
ment and, along with it, the possibility for known deception.

2. Opacity stemming from the current state of affairs where writing and reading
code is a specialist skill (i.e., some lack sufficient technical literacy to under-
stand).

3. Opacity stemming from the mismatch between mathematical optimization in
high dimensionality characteristic for machine learning and the demands of
human-scale reasoning and styles of semantic interpretation. This is also some-
times known as inscrutability (Selbst and Barocas, 2018).

The three types of opacity are not only distinct from one another, they also have
distinct solutions. Furthermore, they may be present at the same time in the same
process. A model working with high-dimensional data might be illegible even to
experts (for example a large neural network model), the people needing to understand
it might not be able to read code, and it might be kept intentionally secret, e.g., as
a corporate or state secret or to avoid leaking private information. Even if the first
two types of opacity were alleviated, i.e., the code was made available to read and
experts were available for auditing, the third type might be insurmountable to any
attempts at understanding the algorithm in a meaningful sense, greatly hindering
the ability to audit it.

While early Big Data hype brushed off worries about opacity,1 there seems to be
a general consensus now that opacity in ML models is often problematic—at least
in those cases where the models directly or indirectly affect human beings (Rudin,

1See, e.g., Anderson, 2008, in which the author argues that theory and understanding will be made
obsolete with Big Data. See Kitchin, 2014 for a thorough critique of this empiricist approach to scientific
knowledge production.
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2019; Doshi-Velez and Kim, 2018; Pasquale, 2015). Thus, there are many motiva-
tions for increased transparency in ML (Weller, 2019; Doshi-Velez and Kim, 2018;
Rudin, 2019) such as to facilitate accountability (Abdul et al., 2018; Doshi-Velez et al.,
2018), to ensure fairness (Dwork et al., 2012), to protect privacy (Chen et al., 2017),
to improve robustness (Ross, Hughes, and Doshi-Velez, 2017), and to give users of
ML-based systems opportunities for understanding the underlying computational
processes in order to trust them and feel in control (Abdul et al., 2018; Shneiderman
et al., 2016).

5.2 Explainable AI

As explained above, modern ML models have become so complex that additional
tools are needed to understand their behavior to a sufficient degree (Freitas, 2014).
The field of explainable AI (XAI) tries to answer the question “how does the model
arrive at its predictions?” A sufficient answer to this would constitute an explanation
of any given prediction and is taken by many to address numerous problems in
the safe and responsible use of ML, such as facilitating safety, ethical behavior, or
reasonability (Doshi-Velez and Kim, 2018).

5.2.1 Explanations and interpretable models

In XAI, two general strategies are used to approach the problem of model under-
standing. The first is by deriving post-hoc explanations from existing black-box
models (Guidotti et al., 2018a; Mittelstadt, Russell, and Wachter, 2019; Ribeiro, Singh,
and Guestrin, 2016). The second approach is to train models that are inherently inter-
pretable, bypassing the black-box model completely (Angelino et al., 2017; Caruana
et al., 2015; Rudin, 2019). For both approaches, explainability is typically conceived
as the computational problem of optimizing an explanatory model for a trade-off
between three general desiderata (Guidotti et al., 2018a). The first is fidelity, which
measures how well the model is approximated by the explanation. Fidelity is typi-
cally measured as the agreement between the predictions of the original model and
the predictions of the derived explanation. A fidelity of 0.5 thus implies that the
explanatory model gives the same result as the original model for half of the tested
data. For inherently interpretable models, the model itself is also the explanation, so
the fidelity is trivially 1, and the target for optimization is the accuracy of the model
instead. The second desiderata is coverage which indicates for how much of the input
domain the explanation is applicable. XAI methods are typically placed on a spec-
trum from local to global applicability, with local methods being applicable to only a
single datum or a small subset of the data and global explanations being applicable
to any data in the entire input space (Guidotti et al., 2018a; Mittelstadt, Russell, and
Wachter, 2019; Ribeiro, Singh, and Guestrin, 2016). Thus, global explanations can be
seen as a general explanation of the model’s behavior, and local explanations can be
seen as explanations of specific outcomes.

Figure 5.2 displays two different styles of local explanation for a review senti-
ment prediction task. The sentences “this movie is not bad” and “this movie is not
very good” are predicted to have a positive and negative sentiment respectively,
and in the middle explanation, generated with LIME (Ribeiro, Singh, and Guestrin,
2016), the different words in each sentence is given a weight indicating the mag-
nitude and direction of their influence on the prediction. Notably, the same word
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FIGURE 5.2: An illustration of two different styles of explanation for
a sentiment prediction task using an LSTM. (a) shows the two in-
stances that should be explained, (b) shows feature importance expla-
nations made with LIME (Ribeiro, Singh, and Guestrin, 2016), and (c)
shows explanations made with the Anchors method (Ribeiro, Singh,
and Guestrin, 2018) that illustrate the contextual meaning of the word
“not” in the two sentences. Both explanations are only locally accu-
rate, meaning that the explanations can only be expected to explain a
particular instance. Image from Ribeiro, Singh, and Guestrin, 2018.

“not” is given different direction in the two examples, thereby illustrating the con-
textual nature of feature importance. In the lower explanation, this is shown with
greater salience, as the explanations generated with the Anchors method (Ribeiro,
Singh, and Guestrin, 2018) returns a logical rule for each, indicating that it requires
both “not” and “bad” to give the first example its positive prediction and “not” com-
bined with “good” to give the second example its negative prediction. Whereas the
LIME explanations treat features as independent of one another, contributing a spe-
cific value each to the final sentiment, the Anchors methods instead illustrates that
the influence of individual words on the sentiment is dependent on their context.
Figure instead 5.3 shows a possible global explanation for an income prediction task
based on Shapley values (Lundberg and Lee, 2017). Like the LIME explanation men-
tioned above, the Shapley values indicate the relative contribution of each individual
feature value on the end result, and by stacking these individual contributions and
sorting the results by similarity, a plot is generated that shows clusters of similar
explanations. The plot in Figure 5.3 shows some of the primary categories used by
the explained model for classification, such as “people with large capital gain” who
are overwhelmingly predicted to have a high income, and “young, single people”,
who are overwhelmingly predicted to have a low income.

The last desiderata for explanations is interpretability, which measures how eas-
ily the explanation is understood by the intended recipient. This quantity is partic-
ularly difficult to gauge, as understanding is typically a poorly specified criterion.
Thus, several different approaches have been proposed to define and evaluate inter-
pretability and explainability, and these will be covered in the next section.
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FIGURE 5.3: An illustration of a global explanation created by sorting
local explanations for all testing data based on similarity. The task to
be explained is predicting whether a given person makes more than
$ 50K every year based on demographic data and the model used for
prediction consists of 2000 gradient boosted trees. The base expla-
nation method produces feature importance values, and clusters of
similar explanations have been tagged with the most salient features

for these points. Image from Lundberg and Lee, 2017.

5.2.2 Measuring and evaluating interpretability

Setting aside computational issues for a moment, it is worth reflecting on what ex-
actly constitutes a good explanation, i.e., what it is the XAI field strives to produce.
In seminal work, Miller, 2019 reviewed literature from the fields of philosophy, social
science, cognitive science, and psychology, which all have rich histories of dealing
with this question, and he derived three characteristics of human-to-human expla-
nations that he claims are applicable to the types of explanations that are sought
after in XAI. First, such explanations are contrastive in the sense that they, sometimes
implicitly, contrast the situation that is to be explained (the fact) with an alternative
counterfactual situation that could have occurred instead (the foil). The question
“why did the model arrive at this prediction?” lends itself to different explanations
depending on what it is implicitly contrasted with, such as “... rather than failing
outright,” “... rather than making this alternative prediction,” or “... rather than not
making a prediction at all.” The second characteristic is that explanations are selec-
tive. Since most situations are entangled with practically infinitely many chains of
causes and effects, an explanation presents only the most relevant of these to the
situation in which the explanation is requested. What constitutes relevance is con-
textually determined and depends on the purpose of the explanation as well as its
foil. The third characteristic is that explanations are social, in that they happen as part
of the communication between an explainer and an explainee. For these two social
actors, goals, perspectives, and background knowledge may differ, and this should
therefore be accounted for in the explanation. Furthermore, explanations often re-
quire clarification through follow-up questions and answers. These three character-
istics guide much contemporary research in explainable AI (Mittelstadt, Russell, and
Wachter, 2019).
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A number of attempts have been made to develop general axiomatic measures
of explainability or interpretability, which can help with selecting and developing
methods (Lipton, 2018; Sliwinski, Strobel, and Zick, 2018; Lundberg and Lee, 2017).
Lipton, 2018 distinguishes between three types of understanding to target for expla-
nations in XAI. The first is simulability, which denotes the situation where a recipient
of the explanation is able to simulate the behavior of the model within reasonable
bounds on calculation and time spent. Rule-based methods are often highlighted
for this purpose, as a modest set of simple logical rules are often straightforward to
apply to a new input data point. The second is decomposability, which denotes the
degree to which an explanation or an explainable model can be disassembled into
easily understandable constituent parts. An example of a decomposable explana-
tion is the decision tree, which may incorporate complex logic, but which can also
be disassembled into nodes and leafs that are typically simple and can be investi-
gated separately. The third is algorithmic transparency, which covers an understand-
ing of the algorithmic properties of the explanation model such as its guarantees for
convergence or the properties of its loss surface. Linear models are sometimes high-
lighted here, as they have desirable analytic properties such as provable guarantees
that they will converge to a unique best solution (Lipton, 2018).

Doshi-Velez and Kim, 2018 sidestep the issue of defining interpretability by mea-
suring instead the effect of increased interpretability on auxiliary desiderata, such as
safety or non-discrimination. They distinguish between three methods for evalu-
ating this effect. The first is application-grounded evaluation, where interpretability
is measured as the difference it makes for the intended receivers of the explana-
tion in the actual context of use for the targeted auxiliary desiderata. The second is
human-grounded metrics, where the humans tested are not necessarily the intended
receivers of the explanation and the task for which the explanation is tested is sim-
plified. In this case, interpretability is still measured as the difference in performance
for humans with and without explanations with a humanly generated explanation
serving as the baseline. Finally, the third method is functionally-grounded evaluation,
where no humans are involved, and a proxy of interpretability is measured instead.
Such a proxy could be a measure of simplicity such as sparsity or model size, or it
could be the degree of conformity to desirable properties such as monotonicity and
compositionality (Doshi-Velez and Kim, 2018).

5.2.3 Explanations in context

Another central concept in XAI, and indeed in any explanation, is the chain of causal
events that led up to the event being explained. As ML is typically intended to pro-
vide actionable knowledge, which requires causal knowledge, there is a particular
interest in developing counterfactual explanations, and many methods have been
developed recently for this purpose (Guidotti et al., 2018b; Mothilal, Sharma, and
Tan, 2020; Russell, 2019; Ustun, Spangher, and Liu, 2019; Wachter, Mittelstadt, and
Russell, 2017; Karimi, Schölkopf, and Valera, 2021; Dhurandhar et al., 2018; Hen-
dricks et al., 2018; Karimi et al., 2020). In a counterfactual explanation of a prediction,
an explanation is supplemented with a description of what would have to change in
order to change the prediction. Typically, such counterfactuals are described in terms
of changes to the features of the original point, such as providing the closest point
for which the prediction was different from what was observed. Other approaches
aim to leverage new causal models from statistics (Pearl, 2019) to derive explicitly
causal explanations, for example to examine potential discrimination (Madras et al.,
2019; Zhang and Bareinboim, 2018). Counterfactual explanations are closely related
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to the recent notion of actionable recourse, which suggests that explanations for classi-
fications involving people should present a meaningful change in the features of the
input that would change the classification (Ustun, Spangher, and Liu, 2019; Karimi,
Schölkopf, and Valera, 2021). The motivation for such explanations is that they pro-
mote the agency of those classified by giving them a way to achieve their preferred
classification. Achieving such recourse requires that the suggested changes do not
involve any immutable attributes and generally intervene minimally in the life of the
advised person, suggesting an important role played by knowledge of the context of
the explanation (Karimi, Schölkopf, and Valera, 2021).

While much of the work in XAI is still on a theoretical level, some recent studies
investigate the use of explanations in deployed systems. Bhatt et al., 2020 explore
the ways in which explanations are used in deployment contexts, and conclude that
current methods mostly find use in internal debugging practices. Coupled with the
investigation in Chapter 9 of the use for explanations as accountability mechanisms,
a picture emerges of XAI as techniques that mostly benefit developers’ own under-
standing of their models, yet do little to disseminate this understanding to others.
In particular, the investigation in Chapter 9 further reveals that XAI techniques are
at risk of disrupting an otherwise smooth user experience to such a degree, that it
counteracts the gains in efficiency from using AI techniques in the first place. If
these issues are not taken into account in the use of XAI techniques for providing
user-facing explanations, it might undermine the entire point of using AI techniques
for decision support in the first place. Preece et al., 2018 analyze the different stake-
holder communities engaged with XAI and conclude that their needs are different,
and that the users are both the most influential and the least represented among the
stakeholders in the research literature. Finally, Binns et al., 2018 study how explana-
tions of algorithmic decisions are received by users, illustrating how different styles
of explanations for the same decision are accepted to quite different degrees.

5.2.4 Critical perspectives on explainable AI

XAI is a field with a lot of momentum, and the funding allocated to XAI research is
in the billions of dollars.2 However, the XAI field has also been the target of exten-
sive criticism recently. Weller, 2019 has questioned the idea that transparency will
solve the problems inherent to ML, noting four particular hindrances. First, he notes
that there are many types of transparency with different motivations, and that these
are typically not articulated nor measured precisely. From developers seeking to
better understand and debug their models to nudging users into particular actions
or behavior, different explanations have different audiences and beneficiaries. This di-
versity shows that explanations must take into account the context in which they
are used as well as resolve differences in motivations, especially when these contra-
dict. In short, there is no “general” problem of transparency that can be solved with
a single method, and this needs to be taken into account. Secondly, Weller argues
that we should recognize that transparency is sometimes a means to an end rather
than a goal itself. The implication of this is that in some cases the actual goal can
be obtained with different means than transparency, and an undue pursuit of trans-
parency, when unnecessary, can stifle projects. His third point is that actors with
misaligned interests can use transparency as a tool for manipulation or they can in-
appropriately use the information revealed through transparency. This is especially

2The American Defense Advanced Research Projects Agency (DARPA) alone has set aside $ 2 billion
USD for the research and development of the next generation of AI systems, for which explainability
is expected to play a large role https://www.darpa.mil/news-events/2018-09-07.

https://www.darpa.mil/news-events/2018-09-07
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clear when transparency requires infringing on other values, such as privacy or in-
tellectual property rights, or when a beneficiary uses explanations to “nudge” users
into certain actions and behaviors against their own best interests. Finally, Weller
shows that in a number of cases, more transparency can lead to undesirable out-
comes in other respects such as decreased efficiency, fairness, or trust.

While Weller criticizes an abstract notion of transparency, others specifically tar-
get the post-hoc explanations methods based on simplified model approximations
produced by XAI. Lipton, 2018 presents a critical evaluation of interpretability re-
search in ML and concludes that researchers often make a number of wrong assump-
tions with respect to transparency. First, he shows that the assumption that linear
models are inherently more interpretable than non-linear models such as neural net-
works is false in general and depends heavily on what notion of interpretability is
used. Like Weller, he also criticizes transparency researchers for not properly quali-
fying statements about transparency, and for using the concept as a monolith. Lastly,
he notes that transparency may be at odds with broader objectives of AI systems,
such as making accurate models, and that post-hoc explanations have the potential
to mislead uses—especially when optimized to placate subjective demands such as
trust. Hancox-Li, 2020 and Lakkaraju and Bastani, 2020 investigate this potential for
misuse of post-hoc explanations and show that such explanations can be tailored
to manipulate users into trusting discriminatory or arbitrary models. In particular,
most feature-based post-hoc explanations methods can be made to shift the weight
assigned to sensitive features, such as gender or race, to features that are perceived
to be more neutral, such as education or income, even without changing the model
that is being explained. Others note that such models are statistically fragile and
cannot be trusted to give consistent explanations for minor variations of the same
setting (Ghorbani, Abid, and Zou, 2019; Hooker and Mentch, 2019). These severe
issues lead some to advocate for abandoning post-hoc explanations in high impact
decision making altogether and using interpretable models instead (Rudin, 2019).

As seen in Section 5.2.3, counterfactual explanations are often cited as state-of-
the-art methods for safeguarding and empowering the agency of those receiving the
explanations. However, Barocas, Selbst, and Raghavan, 2020 have recently criticized
such methods for the hidden assumptions that underlie their use and their relation
to the power dynamics of the real world. The authors show that counterfactual ex-
planations rest on the assumptions that (1) changes suggested meaningfully map to
real-world actions, (2) that features can be comparably represented and scaled, (3)
that suggested changes do not interfere negatively with other aspects of the decision
subject’s life, and (4) that the underlying model is monotonic, binary, and stable over
time. The authors challenge all of these assumptions and furthermore show that a
number of unavoidable normative tensions arise in their use: (1) decision-makers
must invade the privacy of decision-subjects to personalize explanations, (2) they
are granted the discretion to choose the content of the explanation to the potential
detriment of the decision-subject, and (3) they have an incentive against increas-
ing the transparency of their models beyond the bare minimum in order to protect
their intellectual property as well as to prevent gaming. This causes the authors to
challenge the assumption that counterfactual explanations are generally beneficial
for the autonomy of the decision-subject receiving the explanation. Hancox-Li and
Kumar, 2021 analyses feature importance and counterfactual explanation methods
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from the view of feminist epistemology and come to a similar conclusion, calling for
more human-centered, contextualized, and pluralistic3 methods in XAI.

5.3 Transparency in ML Development

With the many recent critical voices outlined above gaining prominence, some have
suggested that the field of Transparency in ML shifts its focus away from merely
analyzing finished ML models to looking at the process by which they are made as
well (Amershi et al., 2019; Hill et al., 2016; Passi and Jackson, 2018; Passi and Sengers,
2020; Vaughan and Wallach, 2021). To this end, Kroll, 2018 makes an important point
that since ML models are designed objects that have, by someone, been deemed fit for
purpose before being deployed, they must not be completely inscrutable or it would
have been irresponsible to deploy them. Inspired by the study of logic, he introduces
a useful between intentional and extensional understanding. An intensional definition
of a term is a list of sufficient and necessary rules for when the term applies, which
is contrasted with an extensional definition, which is a listing of all the objects that
fall under this definition. Similarly, intensional understanding in ML is gained by
looking at the model through its design documentation and technical specification,
i.e., its intended behavior. In contrast, extensional understanding is gained through
an investigation of the mechanics of the system, i.e., an enumeration of its inputs,
outputs, and specific behaviors, and is often the site of claims about inscrutability
and opacity. Kroll argues that XAI methods focus solely on extensional understand-
ing, while an intensional understanding of ML models is often much more salient
for fairness, accountability, and transparency. Intensional understanding is neces-
sary for validation and verification, and is a cornerstone of engineering in different
disciplines (Kroll, 2018).

However, one of the central critiques of modern ML is that it is not just ML mod-
els that are black-boxes, but also the processes by which they are made (Domingos,
2012; Campolo and Crawford, 2020; Rahimi, 2017). This section engages with that
critique and shows how opacity in development is a problem that is often ignored
in modern ML research. Making and maintaining systems using ML models is very
difficult, and the practical methodology of making such systems work involves pro-
fessional hunches, hearsay, and a lot of what Pedro Domingos terms “black art”
(Domingos, 2012; Passi and Sengers, 2020; Campolo and Crawford, 2020). While
it is difficult to deny the efficacy of some of the products made using ML such as
personal assistants like Siri and Alexa (López, Quesada, and Guerrero, 2017), face
recognition applied in a muriad of settings (Masi et al., 2018), or game-playing AI
beating the world champion at Go (Silver et al., 2016), the difficulty with explaining
and understanding how these products work or come about is worrying—especially
from a scientific perspective. This issue has led some to argue that the academic field
of ML has become unscientific, likening it to alchemy in its ability to produce work-
ing solutions while lacking a substantial understanding of why they work (Rahimi,
2017). According to Rahimi, 2017 and many others, (Domingos, 2012; Langley, 2011;
Sculley et al., 2018; Lipton and Steinhardt, 2019; Forde and Paganini, 2019) the re-
search and development methodologies of ML are poorly understood and inconsis-
tently practiced to the point that it endangers the scientific legitimacy of the field as a
whole. Apart from its reliance on professional hunches and “black-art”, the ML field
has also been criticized for lack of empirical rigor (Sculley et al., 2018; Rahimi, 2017),

3Pluralism here is meant to encourage the incorporation of multiple different perspectives and in-
terpretations simultaneously.
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its poorly documented data practices (Geiger et al., 2020), its inconsistent scholarly
practices (Lipton and Steinhardt, 2019; Henderson and Brunskill, 2018), its arbi-
trary prioritization with respect to research directions (Hooker, 2020), and its lack of
proper scientific hypothesizing (Forde and Paganini, 2019; Enni and Herrie, 2021).
These issues are pertinent for transparency in ML, as they obfuscate and hinder un-
derstanding of the processes by which ML models are created, thereby impeding
the type of intensional understanding mentioned above. Furthermore, the lack of
proper scientific methodology in ML presents a danger in itself, as it becomes diffi-
cult to judge how sensible any particular use of ML is, leaving only measurements
of performance as arbiters. This has led to problematic developments in adjacent
pseudosciences, such as the revival of physiognomy, where inscrutable ML mod-
els are used to discover facts about the internal traits of individuals from outward
characteristics such as pictures of their faces (Goldenfein, 2019; Arcas, Mitchell, and
Todorov, 2017). Since ML can technically be used to find correlative relations be-
tween any combination of input data and output data, nothing prevents the training
of models that produce personality tests from pictures (Zhang et al., 2017), or, even
more problematic, evaluations of the targeted person’s sexuality (Wang and Kosin-
ski, 2018) or their “inherent propensity” for criminality (Wu and Zhang, 2016).

Chapter 7 presents a way forward for the scientific methodology of ML inspired
by the work of the American polymath Charles Sanders Peirce on the logic of scien-
tific discovery. As others have noted before, (Forde and Paganini, 2019) the lack of
explicit hypothesizing is particularly detrimental to scientific discovery, and the con-
tribution presented in Chapter 7 is an updated concept of the scientific hypothesis
for ML and a logic of scientific discovery situating this hypothesizing. As mentioned
above, an often overlooked aspect of ML research and development is the norma-
tive choices and deliberation going into the design of ML models, and in Chapter
8 a model for this design is presented to help documenting and facilitating the de-
sign process. By fostering intensional understanding, methods improving the trans-
parency of ML development help improving the transparency of the resulting ML
models as well. The remainder of this section will present the literature surrounding
these contributions, tracing the relatively recent research direction in transparency
in ML development.

5.3.1 Documentation methods

One of the primary means of ensuring transparency in a development process is
through thorough documentation. A number of recent methods have been pre-
sented for documenting the data sets used for training and testing ML models in
NLP (Bender and Friedman, 2018), computer vision (Miceli et al., 2021), and general
ML data sets (Gebru et al., 2018; Holland et al., 2018; Vaughan and Wallach, 2021). In
the documentation method presented by Miceli et al., 2021 there is a unique focus on
ensuring that the work practices involved in labeling computer vision data sets can
be made explicit in the documentation for these data sets. In particular, they invite
a new focus on reflexive data practices inspired by feminist data science scholarship
(D’Ignazio and Klein, 2020). Reflexivity invites the critical scrutiny not just of what
has been done, but also why these choices were made, by whom, and in which context.
The design model presented in Chapter 8 aims to facilitate such reflection through
design questions in order to foster the kind of intensional understanding requested
by among others Kroll, 2018.

Mitchell et al., 2019 broaden the focus from just data sets and present model cards
as condensed documentation cards for entire ML models. These model cards contain
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information about a number of important aspects of ML models, such as its intended
use, demographic groups accounted for, and details of the training and evaluation
data used. Model cards are developed to document an ML model as a finished prod-
uct, so while they are meant to document “how it was built, what assumptions were
made during its development, what type of model behavior different cultural, de-
mographic, or phenotypic population groups may experience, and an evaluation of
how well the model performs with respect to those groups,” (Mitchell et al., 2019, p.
222) they do not invite the same kind of reflection on the model design as suggested
in Miceli et al., 2021 for data labeling and Chapter 8 for the ML design process.

5.3.2 Development processes

Developing ML models and other data-driven products goes beyond ordinary soft-
ware developments and involves unique challenges. In addition to the normal ways
in which software projects can accumulate technical debt,4 Sculley et al., 2015 il-
lustrate a number of additional kinds of technical debt unique to developing ML
systems. In particular, they show (1) that complex ML models erode abstraction
boundaries, since the intended behavior of models cannot be expressed without de-
pending on external data, (2) that data dependencies are unstable and costly to track,
(3) that the code required to interface with ML modules can introduce system-design
anti-patterns,5 and (4) that the functionality of ML models depends on changes to
the external world, undermining encapsulation.

Recognizing the particular difficulties of developing systems dependent on data,
a number of process models have been presented in the last decades that attempt to
formalize and guide development of ML and the related discipline of data mining
(DM) (Amershi et al., 2019; Reich, 1997; Fayyad, Piatetsky-Shapiro, and Smyth, 1996;
Hill et al., 2016; Chapman et al., 2000). These models follow similar structures start-
ing with (1) investigating and understanding the system requirements and available
data, following up with (2) preparing data for processing, (3) constructing a model
through ML or other statistical methods, (4) evaluating the performance of the re-
sulting model, and (5) deploying and maintaining the finished model, emphasizing
iteration throughout. Two examples of such models can be seen in Figures 5.4 and
5.5. The design model presented in Chapter 8 goes beyond these process models
by focusing explicitly on guiding and documenting the choices and deliberation go-
ing into designing and developing a ML model. While the other models presented
above loosely guide what to do and when, the model presented in Chapter 8 asks
developers to reflect on these choices as well, aligning with the recent calls for re-
flexive data practices mentioned above. Such reflexive practices are greatly helped
by methods that lend themselves well to interpretation when used in ML model de-
sign, and the Balancing Terms (BT) algorithm presented in Chapter 6 is an example
of a method created with such a perspective in mind. BT adjusts the loss function
for a ML model with an explicit preference for the trade-off between classification
loss, FPR balance, and FNR balance. This enables a transparent discussion of how
this preference should be implemented which can be added to the model’s design
documentation.

4Technical debt is a term from software engineering that covers the implied future cost of refactor-
ing and maintaining systems resulting from hasty choices that fall short of engineering best practices
(Allman, 2012).

5Anti-patterns are “obvious but wrong solutions to recurring problems” that superficially share
many of the properties of beneficial design patterns (Long, 2001).
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FIGURE 5.4: An illustration of the nine stages of a ML workflow from
Amershi et al., 2019. Like most other process models it emphasizes
the iterative nature of ML development by incorporating a number of

feedback loops.

FIGURE 5.5: An illustration of the different phases of the CRISP-DM
model from Chapman et al., 2000. The model is drawn to emphasize
the cyclical nature of data mining, where the results from later stages

inform the next iteration of previous stages.
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However, the idealized settings of ML process models are not always realized in
practice, and a number of recent ethnographic studies investigate how ML and data
science is performed in practice both in industry and in academia (Muller et al., 2019;
Passi and Jackson, 2017; Passi and Sengers, 2020; Passi and Jackson, 2018; Jaton,
2017). These studies elucidate the important gaps between the theoretical under-
standing of how to do ML and data science and the practical reality of research and
development. A number of important insights have been gained from these studies,
such as an appreciation of the situated nature of ML development and the contin-
ual negotiation and reformulation of common points of references such as “ground
truth” databases (Jaton, 2017) and what it means for the system to “work” (Passi and
Sengers, 2020). The ethnographic study presented in Chapter 9 specifically targets
the gap in relation to accountability, showing, among other things, how developers
are frustrated by a lack of guidance in AI specific certification for accountability, and
how the perceived role of XAI techniques can change drastically over the course of
a ML project.

5.3.3 Research methodology

Making any ML model involves some degree of scientific exploration and experi-
mentation, as the function one is attempting to model is at least partially unknown
a priori. This also means that research and development is inexorably intertwined
when making ML models. This can be seen in the process models presented above,
where each model at some point requires an investigation of the context in which the
ML model resides. The research methods of ML are heavily based on controlled ex-
perimentation, where different models are compared on the same benchmark tasks,
typically using the same benchmark data sets (Langley, 1988; Langley, 2011; Schmid-
huber, 2015; Sculley et al., 2018). These methods have a number of advantages, such
as facilitating quick comparisons of competing models, incentivizing fast incremen-
tal improvements of existing methods, and partitioning larger fields such as Natural
Language Processing (NLP) into smaller manageable “tasks”. However, some claim
that relying too heavily on such benchmark tests (sometimes degraded as “bake-
offs” (Langley, 2011)) has led the ML field to focus too much on “beating” the per-
formance of the current state-of-the-art instead of gaining substantial understanding
of how and why ML models work as well as they do (Sculley et al., 2018). Without
a more mature approach to scientific discovery, research in ML is relegated to “trial-
and-error” or “explorimentation,” (Forde and Paganini, 2019) which may lead to
superficial improvements on benchmark scores, but which also helps little in learn-
ing what made the difference and to what degree this new finding can be relied upon
or related to existing knowledge.

These issues have led to a number of suggestions for how to remedy some of the
many lacks in ML research methodology. Henderson and Brunskill, 2018 suggest an
increased use of systematic reviews and meta-analyses to keep track of the immense
body of knowledge being produced in the expanding ML field. Looking instead
to the lack of empirical rigor, Sculley et al., 2018 promotes ablation studies, where
complicated systems are deconstructed to investigate the effect of each of their parts
independently. They furthermore propose that the methods used for tuning model
hyperparameters should be disclosed as a default when presenting new ML meth-
ods and models. In Enni and Herrie, 2021, presented in Chapter 7, we specifically
address the fundamental problem surrounding the lack of proper scientific hypoth-
esizing in ML research and development. Since ML invariably requires a degree
of scientific exploration and experimentation, a proper methodology surrounding
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the creation of scientific hypotheses is key for rigorous ML research and practice.
We thus present an updated concept for scientific hypotheses in ML and illustrate
how the ML research and development process can be incorporated in a broader
logic of scientific discovery inspired by the work of Charles Sanders Peirce. While
the existing research methods are primarily focus on the inductive6 process of deriv-
ing models, testing them experimentally, and iteratively improving the model based
on the result, (Kitchin, 2014; Sculley et al., 2018; Langley, 2011) we suggest making
explicit the roles of deduction and abduction in this loop as well. Basing our frame-
work on Peirce’s three stages of scientific discovery, we suggest that (1) abduction
introduces new hypotheses about the relationship between input and output, which
we are attempting to approximate, (2) deduction derives implementations of these
hypotheses in the form of specific biases and models, and (3) induction experimen-
tally tests the implementations by inferring and evaluating their optimal model pa-
rameterizations, thereby indirectly and weakly testing the hypotheses as well. The
explicit and reflexive hypothesizing suggested in our framework could greatly in-
crease the transparency of ML development, as the intuitions and hunches applied
when developing ML models could be explicitly documented, enabling proper sci-
entific scrutiny and discussion.

6Peirce considered there to be three distinct kinds of reasoning: abduction, which introduces new
ideas and hypotheses, deduction, which evolves the necessary consequences of a pure hypothesis, and
induction, which tests the coherence of these consequences with available data (Peirce, 1966, 5.171).
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Chapter 6

Using Balancing Terms to Avoid
Discrimination in Classification

The work presented in this chapter was prepared in collaboration with Ira Assent
and has previously been published in a shorter version at ICMD 2018 (Enni and
Assent, 2018).

6.1 Abstract

From personalized ad delivery and healthcare to criminal sentencing, more deci-
sions are made with help from methods developed in the fields of data mining and
machine learning than ever before. However, their widespread use has raised con-
cerns about the discriminatory impact which the methods may have on people sub-
ject to these decisions.

Recently, imbalance in the misclassification rates between groups has been iden-
tified as a source of discrimination. In this situation, members from one group
are wrongly denied a benefit or given a punishment at a higher rate than members
from other groups. Such discrimination is not handled by most existing work in
discrimination-aware data mining, and it can persist even if other types of discrimi-
nation are alleviated.

In this article, we present the Balancing Terms (BT) method to address this prob-
lem. BT balances the error rates of a decision boundary classifier, such that indi-
viduals from one group are not misclassified at a higher rate than individuals from
other groups. The proposed technique works with any decision boundary classifier,
and unlike existing work, it can incorporate a preference for the trade-off between
fairness and accuracy.

We empirically evaluate BT on synthetic and real-world data. We show BT’s
ability to balance the error rates for different types of imbalance in these. Our study
on real-world data demonstrates that our method produces trade-offs between error
rate balance and total classification error that are superior and in only few cases
comparable to the state-of-the-art.

6.2 Introduction

Data-driven decision making and risk assessment have become integral to important
decision processes from personalized ad delivery (Grbovic et al., 2015), to potentially
life altering decisions in healthcare (Caruana et al., 2015) or in criminal sentencing
(Brennan et al., 2009). While data-driven decision making is often both accurate and
efficient, concerns have been raised about potentially discriminating results towards
minorities or women (Muñoz et al., 2016; Sweeney, 2013; Williams and Mohammed,
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2009; Garb, 1997; Datta, Tschantz, and Datta, 2015). Because data-driven decision
making learns from patterns in historical data, it is susceptible to learning past biases
as well, which are then sustained to the detriment of those discriminated against. Fo-
cus on the potential downsides has increased efforts to produce non-discriminatory
data mining algorithms as well as interpretable decision algorithms. This is perhaps
best exemplified by the “right-to-explanation” proposed by the European Union,
which gives users the right to “meaningful information about the logic involved” in
an algorithmic decision that was made about them (Goodman and Flaxman, 2017).

Recently, controversy has arisen around software calculating the risk of recidi-
vism for criminals which is used in the US criminal justice system to inform judges
and parole officers (Angwin et al., 2016). Named COMPAS,1 the software attributes
arrested criminals a risk score between 1 and 10, where 10 is highest risk, based on
137 aspects of the offenders criminal history and behavioral patterns. The algorithm
has been accused of discriminating against African Americans (Angwin et al., 2016).

Recent work adressing this issue focuses on two types of discrimination (Romei
and Ruggieri, 2014). The first is direct discrimination, or disparate treatment, where in-
dividuals are discriminated against based directly on their group membership. Dis-
parate treatment in the recidivism case would mean that a protected attribute such as
race had a direct influence on the risk attributed to individuals. This happens if two
people, who are identical in all other regards but of different races, are treated dif-
ferently. The second is indirect discrimination, or disparate impact, where individuals
are discriminated against based on attributes correlating with their group member-
ship, or where one group is statistically less likely to receive benefits than another.
A group, such as African Americans, would in such a situation be assigned a higher
risk than other Americans on average. This constitutes indirect discrimination if it
arises indirectly through attributes correlated with race such as place of residence or
income level which have no immediate justification for risk assessment (Romei and
Ruggieri, 2014).

In this article, we focus on a third type of discrimination: unbalanced error rates,
or disparate mistreatment (Zafar et al., 2017a), where different groups have different
rates of error for positive and negative outcomes. This case corresponds to the crit-
icism (Angwin et al., 2016) of COMPAS that non-recidivating African Americans are
predicted as being high risk twice as often as non-recidivating Caucasians while re-
cidivating Caucasians are predicted as being low risk twice as often as recidivating
African Americans. Disparate mistreatment means that the false positive rates (high
risk non-reoffenders) and false negatives rates (low risk reoffenders) are not equally
distributed across groups; to the detriment of one group which carries a dispropor-
tionate burden of misclassification. In this article, we focus on alleviating disparate
mistreatment.

Removing discrimination from decision processes reduces the accuracy of the
resulting classifier. Many discrimination-aware algorithms have a way of balancing
this loss in accuracy with a reduction of discrimination (Feldman et al., 2015). Re-
cent studies have proven an inherent trade-off between bias in the predictions of the
algorithm and balanced error rates for false positives and false negatives (Kleinberg,
Mullainathan, and Raghavan, 2017; Chouldechova, 2016). As such, balancing the
error rates of a classifier necessarily introduces a predictive bias, which makes the
same score imply different risks for different groups. The studies also find, however,
that leaving the error rates imbalanced may result in discrimination (Chouldechova,
2016).

1http://www.northpointeinc.com/files/downloads/FAQ_Document.pdf

http://www.northpointeinc.com/files/downloads/FAQ_Document.pdf
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Different situations may require different guarantees of error rate balance and
accuracy. If a risk prediction tool is used in sentencing, balanced error rates are
required to avoid discrimination (Chouldechova, 2016). If, on the other hand, the
model is meant to give information about the particular needs of an individual, a
statistically unbiased model might be preferable as it neither overestimates nor un-
derestimates the individual’s needs.

The approach in (Zafar et al., 2017a) constrains the error rate balance within a
predefined limit and then optimizes for maximum accuracy. This strategy might
miss a superior trade-off between fairness and accuracy, where a slight violation of
the constraints would enable a large gain in accuracy.

The contribution of this work is a classification approach, where the trade-off
between accuracy and balanced error rates can be easily adapted to suit the require-
ments of the application. We make the trade-off between balanced error rate and
accuracy of classification explicit and transparent, by allowing the user to decide the
importance of balancing the false positives and the false negatives relative to the
importance of reducing the error of the classifier.

The main contributions of this paper are the following:

• Analysis of discrimination in data-driven decision making making use of clas-
sification

• The novel Balancing Terms (BT) approach enforcing a transparent trade-off
between balanced error rates and accuracy

• Experiments demonstrating the strengths and limitations of the suggested ap-
proach

• A real world case study showing the usefulness of our proposed approach for
balancing the error rates in criminal recidivism risk prediction

6.3 Discrimination in Data Mining

When alleviating discrimination in algorithmic decision making, we typically en-
counter two opposing objectives: individual fairness/treatment parity and group fair-
ness/impact parity. Both objectives assume that the people subject to the decisions
can be partitioned based on one or more sensitive attributes such as race, sex, or age.

Treatment parity means that individuals with similar attribute values are treated
similarly without regard to sensitive attributes. Race, for example, is not allowed to
play any role in deciding whether or not a person should get a loan, and the decision
algorithms are ideally ’race-blind’.

Impact parity focuses on the difference in rates between groups, and enforcing
group parity balances the decisions on average for the different groups partitioned by
sensitive attributes. This means that any algorithm awarding loans would have to
award loans at the same rate to black people as it does to white people on average.

These two objectives conflict, when the labels are unequally distributed between
groups. If more African Americans than Caucasians in a data set default on their
loans, then the algorithm would have to condition its predictions on race in order to
achieve impact parity, which contradicts treatment parity. On the other hand, impact
parity can be valuable to pursue, since the disparity between different groups’ rates
of success might arise from a historical or current discriminatory difference in access
to resources (Pager and Shepherd, 2008). In such a case, the given data represents a
biased sample and by giving the disadvantaged groups preferential treatment this
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discrimination can be alleviated. Such preferential treatment can be seen in affirma-
tive action, e.g., when women or minorities are given an advantage in hiring deci-
sions in order to balance out their existing disadvantage stemming from historical
or structural discrimination (Romei and Ruggieri, 2014).

Data sets may have different rates of positives and negatives conditioned on the
sensitive attributes. Whenever this is the case, achieving treatment parity and impact
parity at the same time becomes impossible. In the following we will let x ∈ Rd

be a d-dimensional point used to predict a label ŷ ∈ {0, 1}, let y ∈ {0, 1} be the
correct label for x, and let z ∈ {0, 1} be a sensitive attribute indicating the group
membership of x.

Discrimination-aware data mining currently addresses three different types of
discrimination. The first is disparate treatment (Romei and Ruggieri, 2014), corre-
sponding to a violation of treatment parity, which covers the cases, where decision
making is based directly on the protected attribute or where there is an intent to dis-
criminate (Barocas and Selbst, 2016), e.g. by deliberately giving African Americans
worse conditions for lending money. This can be formalized as the case, where the
class probability of a person changes, when the decision is conditioned on group
membership, i.e. Pr(ŷ|x) 6= Pr(ŷ|x, z).

The second is disparate impact (Romei and Ruggieri, 2014), corresponding to a
violation of impact parity, which covers cases, where the beneficial results of a deci-
sion process are unequally distributed among groups, regardless of whether or not
this was the intent. Formally, this corresponds to a situation, where the chance of
a positive outcome is not the same across groups (regardless of the process used to
generate this outcome), i.e. Pr(ŷ = 1|z = 1) 6= Pr(ŷ = 1|z = 0).

The third type of of discrimination is disparate mistreatment (Zafar et al., 2017a) or
unequal odds (Hardt et al., 2016), which is the unequal distribution of misclassification
rates for both positives and negatives among groups. Classifiers with balanced mis-
classification rates give individuals equal odds for being correctly classified as either
positive or negative conditioned on their protected attributes. Equal odds requires
the false positive rate to be equal across groups and the same for the true positive
rate, i.e. Pr(ŷ = 1|z = 1, y) = Pr(ŷ = 1|z = 0, y). Equal odds is different from
treatment parity and impact parity, as it conditions on the correct label allowing for
both disparate treatment and disparate impact if the differences in prediction can be
attributed to different distributions of labels across groups.

A fundamental trade-off between equal odds and calibration of scores is proven
in (Kleinberg, Mullainathan, and Raghavan, 2017) and experimentally verified in
(Hardt et al., 2016). These results imply that in order to give different groups equal
odds given a well calibrated score function, i.e., one that is unbiased at the individ-
ual level, it might be necessary to set different success criteria for members of the
different groups. This trade-off between bias at an individual level and bias at a
group level echoes our discussion of impact parity versus treatment parity.

6.4 Related Work

Discrimination-aware data mining or machine learning (Pedreschi et al., 2008), aims
to remove discrimination from learned models, and can be divided into three major
categories: pre-processing, post-processing, and in-processing methods.

Pre-processing methods remove discrimination from the given data set before
training. This can be done by altering the data distributions (Feldman et al., 2015),
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or by changing, weighting, mapping, or sampling individual points or labels in or-
der to create a more fair data set (Luong et al., 2011; Kamiran and Calders, 2012;
Kamiran et al., 2013; Hajian and Domingo-Ferrer, 2013; Dwork et al., 2012; Žliobaite,
Kamiran, and Calders, 2011). Removal or alteration of information in the training
set can introduce reverse discrimination, where the minority group is suddenly dis-
proportionately favored. This is particularly probable if explainable discrimination
(members of one group being less likely to meet a necessary and legitimate require-
ment, e.g. for a particular job) is not taken into account (Žliobaite, Kamiran, and
Calders, 2011; Kamiran et al., 2013).

Post-processing methods remove discrimination from already trained classifiers.
This can be done by using decision theory (Kamiran et al., 2012), by shifting the de-
cision boundary to change the predictions for points close to it (Fish et al., 2016),
by changing the confidence of learned classification rules (Pedreschi et al., 2008; Pe-
dreschi et al., 2009), by relabeling the leaves of decision trees (Kamiran, Calders, and
Pechenizkiy, 2010), or by changing the support of frequent patterns (Hajian et al.,
2015). The Equal Opportunity/Equal Odds Classifier (EO) (Hardt et al., 2016) takes
a probabilistic approach to balancing error rates by deriving a randomized classifier
from a learned predictor. The downside to post-processing methods is that they are
limited by the already trained classifier.

EO is oblivious towards its underlying score function, making it incapable of
changing this score function. This necessitates that the method sets different criteria
for success for different groups based on their protected attributes, which explic-
itly contradicts individual fairness and requires explicit differential treatment. It
also requires the method to randomize predictions for some intervals of scores for
some groups in order to achieve equal odds. This has the unfortunate consequence
of making important decisions with possibly life changing consequences (such as
whether or not a loan application is accepted) take on the appearance of a lottery for
a possibly large subpopulation (the application of EO to FICO scores randomizes
classification for more than 20% of blacks and more than 25% of whites (Hardt et al.,
2016)).

EO also forces the true positive rate and the false positive rate across all groups
to be equal to that of the poorest classified group - hence the need for randomization
to bring down the effectiveness of the classifier on well classified groups. In equal
opportunity only the true positive rate must be equalized, so here the superior accu-
racy on majority groups can still be used to minimize the false positive rate even if
it gets lower than that for the minority group.

In-processing methods take unfairness and discrimination into account in the
learning process itself. This can be done through regularization (Kamishima et al.,
2012), fairness constraints (Zafar et al., 2015; Zafar et al., 2017a), removing corre-
lations with sensitive attributes (Zemel et al., 2013), changing splitting criteria for
decision trees (Kamiran, Calders, and Pechenizkiy, 2010), by training multiple clas-
sifiers that mutually constrain one-another (Zafar et al., 2017b), or, as is the focus
of this article, through weighted balancing terms in the cost function. (Calders and
Verwer, 2010) trains one classifier for each value of the sensitive attribute or adds
a latent variable to model the labels the data set should have had if there was no
discrimination. In-processing methods modify the learning model to take into ac-
count data issues. While the data need not be changed, the learned model is either
constrained, or the objective of the learning problem is changed from its original
formulation to a new one as is the case in our approach.
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Our proposed method addresses the recently formulated problem of balancing
error rates or equalizing odds in classification, which is explored in (Kleinberg, Mul-
lainathan, and Raghavan, 2017; Chouldechova, 2016) and addressed by methods in
(Zafar et al., 2017a; Hardt et al., 2016; Zafar et al., 2017b). Among the in-processing
methods (Zafar et al., 2017a; Zafar et al., 2017b) handles the same type of discrimina-
tion as our method. We have chosen to compare our method to (Zafar et al., 2017a)
but not to (Zafar et al., 2017b) since the latter addresses the problem by training in-
dividual classifiers for each group that then mutually constrain one-another, thereby
judging different groups by completely different rules. This makes it incomparable
to our method, which attempts to make a single classifier that has balanced error
rates. Also the post-processing method EO (Hardt et al., 2016), which we also com-
pare to empirically, handles this type of discrimination, but it suffers from the issues
of post-processing methods discussed above.

We direct the reader to (Barocas and Selbst, 2016) for an excellent survey on
the legal aspects of discrimination in data mining, to (Romei and Ruggieri, 2014)
for a comprehensive multidisciplinary survey on discrimination analysis, and to
(Žliobaite, 2015) for a survey on measuring discrimination in machine learning.

6.5 Error Rate Balancing Regularization

In the following section, we introduce a method for balancing error rates for linear
decision boundary classifiers by adding regularization terms to the classification ob-
jective. Linear decision boundary classifiers are widely used and they have desirable
analytical and computational properties (Bishop, 2006), which make them ideal for
assessing the effectiveness of our approach to balancing error rates.

Unlike the Equal Opportunity/Equal Odds (EO) method proposed by Hardt et
al. (Hardt et al., 2016), which applies different success criteria for each group, we
change the score function to value features which give equal odds to both groups.
Our method creates fairer rules which then apply equally to everyone.

6.5.1 Model

Given a data set X ∈ Rn×d with one column in X denoting a sensitive attribute2 z ∈
{0, 1}n and ∃j ∈ {1, ..., d} : zi = Xi,j, i ∈ {1, ..., n} and a vector of labels t ∈ {−1, 1}n,
the goal in linear decision boundary classifiers is to find a column vector of weights
w ∈ Rd, which minimizes some loss function L(w) over the data(Bishop, 2006).
In a linear decision boundary classifier, the weights correspond to the hyperplane
xw = 0 for x ∈ R1×d. Given a previously unseen point xn+1 ∈ R1×d, the classifier
predicts tn+1 = 1 if xn+1w ≥ 0 and tn+1 = −1 otherwise.

In order to balance the error rates across groups, we first represent their differ-
ence in terms of an error function. Our goal is to add regularization terms to the loss
function to shift the decision boundary towards solutions with balanced error rates
while still taking the classification error into account.

The false positive rate for classification is the rate of negatives which is wrong-
fully misclassified as positives, and the false negative rate is symmetrically the rate
of positives wrongfully misclassified as negatives. Letting H(a) = 1 for a ≥ 0 : a ∈
R, H(a) = 0 for a < 0 denote the unit step function, we have that

2Assuming binary sensitive attributes as e.g. gender encoded as male and female, or race as African
American and Caucasian.
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FPR := ∑n
i=1 H(−ti)H(xiw)

∑n
i=1 H(−ti)

(6.1)

and

FNR := ∑n
i=1 H(ti)H(−xiw)

∑n
i=1 H(ti)

(6.2)

are the false positive rate (FPR) and the false negative rate (FNR), respectively.3 Note
that Eqs. 6.1 and 6.2 can be altered to handle other types of classifiers by chang-
ing xiw to another prediction function, e.g. NN(x) = φ(xW1)W2 for a single-layer
feed-forward neural network with weight matrices W1, W2 and non-linearity φ. We
choose to continue with linear decision boundaries in order to not let the following
derivations become unnecessarily complicated.

In order to balance the error rates across the two groups defined by the sensitive
attribute z, we partition the data into two sets X0 ∈ Rd×n0 consisting of the n0 feature
vectors, where z = 0 and similarly for X1. Once we have divided the data into these
two sets, we are able to balance the error rates by minimizing either the squared dif-
ference (FPR0 − FPR1)

2 or the absolute difference |FPR0 − FPR1| between the false
positive rates for the data sets X0 and X1 and vice versa for (FNR0 − FNR1)

2 and
|FNR0 − FNR1|. The goal is to create a new error function

L′ := L(w) + α(FPR0 − FPR1)
2 + β(FNR0 − FNR1)

2 (6.3)

or similarly with the absolute difference, where α and β are user determined weights
indicating the desired trade-off between accuracy, balanced false positive rate, and
balanced false negative rate by changing the relative weight between the three terms.
Like cost-functions where a false positive can be set to be much more costly than a
false negative, setting α = 2β in Eq. 6.3 makes FPR difference twice as expensive
as FNR difference. Thereby, Eq. 6.3 achieves our goal of being interpretable and
flexible with respect to a desired trade-off between fairness and discrimination.

Existing work by Zafar et al. (Zafar et al., 2017a), which we term Constrained
Classifier (CC), uses a proxy for the difference in error rates to constrain this differ-
ence, minimizing the classification error within these bounds by solving the result-
ing Disciplined Convex-Concave Problem. Setting fixed bounds can be challenging
and may lead to poor trade-offs between accuracy and error rate balance. Our ap-
proach, on the other hand, provides adjustable trade-offs without the need for fixing
a priori constraints on what level of discrimination is acceptable, allowing the user
to state trade-off preferences instead. EO (Hardt et al., 2016), on the other hand, takes
the predicted scores as a given and instead uses a ternary search to find optimal
thresholds for each group in order to equalize the error rates, which is conceptually
different from BT and CC.

6.5.2 Solution

Unfortunately, the derivative of H(a) with respect to a is zero everywhere but in
a = 0 and this does not allow for traditional derivative-based optimization strate-
gies such as gradient descent. We therefore approximate Eq. 6.3 by using the logistic
function σ(a) = 1/(1 + exp(−ka)) as a smooth approximation of the step function
by finding a suitably large k that makes σ(a) ≈ H(a). The approximate versions of

3Assuming at least one positive and one negative; otherwise trivial.
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FPR and FNR thus become:

F̃PR :=
1
N

n

∑
i=1

H(−ti)σ(xiw) (6.4)

and

F̃NR :=
1
P

n

∑
i=1

H(ti)σ(−xiw) (6.5)

which substitutes the relevant terms in Eq. 6.3; where N is the number of negatives
and P is the number of positives.

An alternative formulation of the objective can be found by using the scaled
ramp function r(a) = max(0, ka) instead of σ(a) in the above equations, and we
also empirically test this option.

By finding the partial derivatives of the approximate version of the loss func-
tion, we can optimize it using gradient-based methods. These partial derivatives are
given by:

∂

∂wj
(F̃PR0 − F̃PR1)

2 = 2F̃PR0
∂F̃PR0

∂wj
+ 2F̃PR1

∂F̃PR1

∂wj

− 2F̃PR0
∂F̃PR1

∂wj
− 2F̃PR1

∂F̃PR0

∂wj
(6.6)

∂

∂wj
|F̃PR0 − F̃PR1| =

sign
(

F̃PR0 − F̃PR1

)(∂F̃PR0

∂wj
− ∂F̃PR1

∂wj

)
(6.7)

and

∂F̃PR
∂wj

=
c
N

n

∑
i=1

Xi,jH(−ti)σ(xiw)(1− σ(xiw))

=
c
N

X·,jRH(−t) (6.8)

where we abuse notation slightly and allow H(−t) to denote the step function used
on each element of the vector −t, yi = σ(xiw), R is an n× n diagonal matrix such
that Ri,i = yi(1− yi), and X·,j denotes the j’th column of X. For FNR, one can derive
equations analogous to Eq. 6.6, 6.7, and 6.8. Putting all this together, we obtain the
loss function:

L̃′ := L(w) + α(F̃PR0 − F̃PR1)
2 + β(F̃NR0 − F̃NR1)

2 (6.9)

with
∇L̃′ = ∇L(w) + α∇(F̃PR0 − F̃PR1)

2 + β∇(F̃NR0 − F̃NR1)
2 (6.10)
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where

∇(F̃PR0 − F̃PR1)
2 =

2c
N2

0
yT

0 H(−t0)X0R0H(−t0)

+
2c
N2

1
yT

1 H(−t1)X1R1H(−t1)

− 2c
N0N1

yT
0 H(−t0)X1R1H(−t1)

− 2c
N0N1

yT
1 H(−t1)X0R0H(−t0) (6.11)

and analogously for∇( ˜FNR0− ˜FNR1)
2,∇|F̃PR0− F̃PR1|, and∇| ˜FNR0− ˜FNR1|.

These terms can be added as regularization terms to any differentiable loss func-
tion as in Eq. 6.9 and 6.10, and the result can be optimized with gradient based
methods. Increasing α and β penalizes solutions that result in a big difference in
FPR and FNR across groups respectively, and the regressions terms can be individ-
ually weighted to suit the requirements of the application. We refer to this method
as the Balancing Terms (BT) method, which takes its name from the regularization
terms added to the loss function in Eq. 6.9.

6.5.3 Balancing behavior

We illustrate the effect of varying α and β in Eqs. 6.9 and 6.10, using a synthetic data
set with a binary target t ∈ {−1, 1}n and a binary sensitive attribute z ∈ {0, 1}n. The
data set has three continuous features, where one is slightly predictive of the target
but independent of the sensitive attribute, one is strongly predictive of a negative
outcome for group 1, and the last one is strongly predictive of a positive outcome for
group 0. One can think of positive and negative outcomes as accepting or denying
a loan application, respectively, with the target being whether or not the applicant
will pay back the loan. In this context, a classifier with a difference in FNR across
groups would deny applicants from one group who would have paid back the loan
more often than for the other group, and a classifier with a difference in FPR would
accept applicants who would not have paid back the loan more often for one group
than the other. Because the data set has a feature that is only predictive of positives
for group 0, more positives from group 0 will be classified correctly than for group
1 and similarly for the feature only predictive of negatives for group 1. Specifically,
the data was generated by sampling 1 000 points from 4 normal distributions (4 000
points in total) with different means and unit variance in all dimensions with no
covariance between features.4

Figure 6.1 illustrates the effect of increasing the weight of the regularization
terms in BT (with sigmoid error function and squared difference between terms as in
Eqs. 6.4, 6.5, and 6.6) by showing the normalized weight vectors. The x-axis shows
the 4 components of the weight vectors (1 for each of the 3 features and an extra for
the bias term), and the y-axis shows the magnitude of the corresponding compo-
nent. The classifier trained without any regularization (shown as a solid black line
in Figure 6.1) achieves a decent accuracy of around 80% but does so with a blatantly
unfair decision boundary. The predictive statistics for each classifier is shown in the
legend, and, for the unregularized classifier, we see that almost all of the false pos-
itives belong to group 0 while almost all of the false negatives belong to group 1,

4The details of the synthetic data can be found at: https://gitlab.au.dk/simo4636/
balancing-terms-code/tree/master

https://gitlab.au.dk/simo4636/balancing-terms-code/tree/master
https://gitlab.au.dk/simo4636/balancing-terms-code/tree/master
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α : 0, β : 0 acc: 0.814
FNR0: 0.022, FPR0: 0.320,
FNR1: 0.359, FPR1: 0.050

α : 10, β : 0 acc: 0.767
FNR0: 0.022, FPR0: 0.218,
FNR1: 0.467, FPR1: 0.225

α : 0, β : 10 acc: 0.770
FNR0: 0.164, FPR0: 0.479,
FNR1: 0.186, FPR1: 0.096

α : 10, β : 10 acc: 0.706
FNR0: 0.245, FPR0: 0.336,
FNR1: 0.271, FPR1: 0.325

CC max constr., acc: 0.585
FNR0: 0.000, FPR0: 0.820,
FNR1: 0.020, FPR1: 0.822

FIGURE 6.1: An illustration of how the magnitude of different com-
ponents in the normalized weight vector changes, when the weights
on the BT regularization terms are increased. Notice that reducing
the reliance on unfair features decreases the imbalance in error rates
at the cost of some predictive accuracy. High constraints on fairness
for CC (Zafar et al., 2017a) push the decision boundary towards the
trivial solution of classifying everything as a positive. This is indi-
cated by the large positive bias term and the FPR approaching 1 with
the FNR approaching 0 for both groups, indicating that all negatives

are misclassified, and all positives are correctly classified.

thereby clearly favoring one group over the other. When α is increased (red dashed
line with circle markers), the relative weight on the feature predicting negative out-
comes for group 1 is decreased, and the FPR difference is similarly decreased. When
β is increased (blue dashed line with square markers), the relative weight on the fea-
ture predicting positive outcomes for group 0 is decreased, and the FNR difference
is similarly decreased. When both α and β are increased (shown as a green dashed
line with star-shaped markers), the relative weights on both features become very
small, and the decision boundary only uses the fair feature for prediction. This, of
course, results in a drop in accuracy compared to the solutions given more infor-
mation to work with. Because some of the features have a mean value that differs
from 0, different boundaries need different bias terms to balance out the effect of the
features.

We have also plotted the performance of CC (Zafar et al., 2017a) (yellow dotted
line with triangle markers), which achieves a qualitatively different solution from
BT. Because of the hard constraints on the correlation between prediction and sensi-
tive attributes in CC, the decision boundary is forced towards the trivial solution of
classifying everything as a positive, which is indicated by the large positive bias, the
small FNR for both groups and the high FPR for both groups. This case serves as an
illustration of the difference between a constrained approach such as CC, where the
hard constraints can make it impossible for the method to find a good solution, and
a regularization approach such as BT that can more easily find a good trade-off.
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Input: Training set {xi, ti, zi}n
i=1, α ≥ 0, β ≥ 0, γ > 0, cost function L(·)

w ← argminw L(w) /* Solve for base classifier to initialize with potentially unbalanced
error rates */
repeat

w← w− γ∇ L̃′(w) /* Starting from unbalanced classifier, gradient descent to closest
balanced, but accurate classifier. */

until convergence

FIGURE 6.2: Balancing Terms (BT) algorithm balancing false positives
and false negatives across groups

6.5.4 Algorithm

We propose the Balancing Terms (BT) algorithm which minimizes Eq. 6.9 by gradi-
ent descent. The regularization terms are not convex, therefore this approach does
not guarantee the optimality of the solution—a disadvantage shared with CC (Zafar
et al., 2017a). For our approach, we propose the heuristic of starting the gradient
descent in the point defined by the optimal solution to L(w). L(w) depends on the
choice of base classifier, and it has a unique optimal solution in the case of linear and
logistic regression (Bishop, 2006), which we call the unbalanced solution. The intu-
ition behind this heuristic is that we want to balance the distribution of errors across
groups while preserving as much of the accuracy as possible and finding the closest
local minimum to the optimal unbalanced solution works towards this goal. Finding
a solution close to the optimal solution to the unbalanced problem also reduces the
chances for the decision boundary changing in such a way that the people classified
as positive are completely different between the two solutions. Less difference be-
tween the two solutions means that balancing error rates alters the distributions of
the positive and negative outcomes as little as possible.

Pseudo code for the proposed algorithm can be seen in Figure 6.2. Conceptually,
our algorithm works in two steps. First, a starting point is found in the form of
the optimal solution to the problem without regularization. Following, a gradient
descent is run from this starting point to the nearest local optimum giving the best
local trade-off between error rate difference and total classification error.

Calculating Eq. 6.10 requires calculating Xw once every iteration, which has a
time complexity of O(kn). After this, we have a constant number of terms of the
same form as Eqs. 6.4 and 6.8 for each of the k components in the gradient, and
each of these have a time complexity of O(n). This gives a final time complexity
of O(nk + nk) = O(nk) per iteration, which is the same as without the suggested
regularization terms.

In conclusion, the suggested algorithm is flexible and can be used with any dif-
ferentiable loss function for optimizing linear decision boundaries, and using the
algorithm does not increase the time complexity compared to the base method.

6.6 Evaluation

In this section, we empirically study the performance of BT compared to the Con-
strained Classifier (CC) (Zafar et al., 2017a) and the Equal Odds Classifier (EO)
(Hardt et al., 2016) as these are the current state-of-the-art for handling the same
type of discrimination as BT. EO differs from the other two by finding thresholds for
a score function instead of finding a decision boundary. This also enables EO to set
different success criteria for different groups, thereby balancing the error rates with
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explicit positive discrimination, and possibly by randomizing predictions for one or
more groups. We evaluate EO by performing a logistic regression similarly to BT and
CC, and the distance of each point from the resulting hyperplane is then used as the
underlying score function that EO thresholds. The methods are evaluated on three
different sets of synthetic data to empirically demonstrate how they handle three dif-
ferent cases of data bias. We also evaluate their performance on a real-world data set
of criminal recidivism cases5 with two different sensitive attributes and a real-world
data set of census data.6

6.6.1 Experiments setup

In order to make our results comparable to those of Zafar et al. (Zafar et al., 2017a),
we use logistic regression as the base classifier, meaning that the loss function L(w)
in Equation 6.9 becomes the cross entropy error function:

L(w) = −
N

∑
n=1
{tn log yn + (1− tn) log(1− yn)} (6.12)

for yn = σ(wTxn) and tn ∈ {0, 1}7 (Bishop, 2006). Similarly, we also generate the
scores for the EO classifier with a logistic regression. Please note, however, that any
error function, that has an optimal solution for the unbalanced case, can be used in
place of the cross entropy error function, and our method is not restricted to linear
models, as it merely requires the prediction function to be differentiable with respect
to the model parameters.

In order for the regularization terms to be on the same scale as the base error
L(w), we scale L(w) by 1/n, as the cross-entropy error is a sum of individual error
terms for all n points.

To compare BT to CC (Zafar et al., 2017a), we have run experiments with the
code provided by the authors.8 For each comparison, we varied the constraints of
CC from minimal to maximal, to provide a fair picture of its performance. We im-
plemented the EO classifier where no code was readily available with the original
publication. Every result is the average of a 5-fold cross validation.

The details of the synthetic data as well as code for generating it, performing the
experiments, and for BT and EO can be found at https://gitlab.au.dk/simo4636/
balancing-terms-code.

6.6.2 Synthetic data

We generate synthetic data as in Zafar et al. (Zafar et al., 2017a) and show, that BT
performs comparably to or better than CC on data generated to illustrate the per-
formance of the latter. Later experiments with real world data illustrate more real-
istic situations, and here BT generally outperforms both CC and EO. The generator
draws positives and negatives for each group from different normal distributions
which overlap in such a way as to give the desired type of imbalance in the error
rates. We draw 2 500 points from each distribution, creating 10 000 points in total.
One data set is generated to only have imbalance in the FNR, one is generated to

5Downloaded from https://github.com/propublica/compas-analysis/blob/master/
compas-scores-two-years.csv

6Downloaded from https://archive.ics.uci.edu/ml/datasets/adult
7Note that this is different from but equivalent to the tn ∈ {−1, 1} convention we used in the

previous section.
8from https://github.com/mbilalzafar/fair-classification/

https://gitlab.au.dk/simo4636/balancing-terms-code
https://gitlab.au.dk/simo4636/balancing-terms-code
https://github.com/propublica/compas-analysis/blob/master/compas-scores-two-years.csv
https://github.com/propublica/compas-analysis/blob/master/compas-scores-two-years.csv
https://archive.ics.uci.edu/ml/datasets/adult
https://github.com/mbilalzafar/fair-classification/
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FIGURE 6.3: A comparison of the performance of different methods
on the synthetically generated data. Four different configurations of
BT is compared to CC (Zafar et al., 2017a) and EO (Hardt et al., 2016).
Points with saturated colors measure FPR difference and are mirrored
by points with less saturated colors, which measure FNR difference.
In the left column only the FNR has been balanced, and in the right
column both the FNR and the FPR have been balanced. Each row of
plots correspond to one of the synthetic data sets. Note that the axes

vary in scale between plots.

have imbalance with both FPR and FNR but with opposite sign on the differences,
and the last is generated to have imbalance in both FPR and FNR but with the same
sign on both differences.

We evaluate 4 different setups for BT; two using the sigmoid function in Eq. 6.4
and 6.5 with one using the squared difference between terms as in Eq. 6.6 and the
other using the absolute difference between terms as in Eq. 6.7. The other two setups
use the scaled ramp function r(a) = max(0, ka) instead of the sigmoid function, and
the squared difference or the absolute difference between terms, respectively. Both
the scaled ramp function and the sigmoid function use a scaling variable k = 20,
which makes the sigmoid function “steep” enough that it approximates the step
function well without making it so steep that the gradient suffers from numerical
errors.

Figure 6.3 shows a performance comparison of the different methods on the three
synthetic data sets for two different types of balance. For all plots the accuracy of
the classifier is plotted along the x-axis and FPR0− FPR1 as well as FNR0− FNR1 is
plotted on the y-axis for each trained classifier. Because the error rate differences are
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signed, a gray line is put at y = 0, and solutions providing a good trade-off between
accuracy and error rate differences have a high value on the x-axis and are close to
this horizontal line on the y-axis. All the symbols in Figure 6.3 are plotted in pairs
with a point with saturated color indicating the difference in FPR at a particular
point of accuracy and a corresponding point with a less saturated color indicating
the FNR difference for that same point of accuracy. The markers are also different for
FPR and FNR difference, with for example a square blue marker indicating the FPR
difference for CC at a particular accuracy and a round light-blue marker indicating
the FNR difference at that particular accuracy.

For the “FNR only” data set (top row) and the “different sign” data set (middle
row), BT and CC show similar performance, slightly favoring BT in the top right,
where CC does not balance the error rates completely, in the top left, where BT with
sigmoid function and absolute difference (orange and light orange diamonds) man-
ages to balance the FNR difference completely at around 59% accuracy where CC
only balances completely at around 51% accuracy, and in the middle left, where BT
with sigmoid and squared difference (green and light green triangles) tend to have
a slightly lower error rate difference for the same accuracy as CC. EO sets different
thresholds for different groups, and thereby it freely exchanges false positives for
false negatives for both groups independently, which enables it to achieve better re-
sults than BT and CC in these data sets. The strategy applied by EO has a number
of weaknesses, however, as it both needs to explicitly discriminate based on the sen-
sitive attribute (by setting different criteria for different people based on their group
membership) and it needs to randomize part of the classification, which is unac-
ceptable in many domains, where decisions need to be accounted for and cannot be
random. A theoretical analysis of EO can be found in Section 6.4. The other methods
are all restricted to a single decision boundary that is applied without discriminating
on the sensitive attribute, and moving this boundary in order to change the FPR for
one group necessarily also affects the FPR for the other group.

The two plots in the bottom row of Figure 6.3 correspond to balancing the error
rates in a data set, where the error differences have the same sign, which means
that one group has a higher FPR and a higher FNR than the other. In such a data
set balancing one type of error rate difference typically increases the other, unlike
in the other two cases, where it either made no difference, as in the top left plot,
or where decreasing one also decreased the other as in the center left plot. Almost
all the methods are able to balance the FNR rate individually, albeit at the cost of
increasing the difference in FPR and decreasing the accuracy by around 5%. BT and
CC performs comparably here. When it comes to balancing both error rates, BT
with sigmoid error and squared difference (green triangles) consistently gives the
best trade-offs of all the methods in Figure 6.3 bottom right, except for EO, which
finds solutions with the same drawbacks as discussed above. Both BT setups with
absolute difference between terms (red triangles and orange diamonds) balance up
to a local optima.

Even though this data was generated to demonstrate the performance of (Zafar
et al., 2017a), BT successfully finds balanced solutions with similar or better accuracy
than CC.
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FIGURE 6.4: A comparison of the performance of different methods
on the COMPAS data with two different sensitive variables and on
the Adult data set. Three different configurations of BT is compared
to CC (Zafar et al., 2017a) and EO (Hardt et al., 2016). Points with
saturated colors measure FPR difference and are mirrored by points
with less saturated colors, which measure FNR difference. In the left
column just the FPR has been balanced, in the center column just the
FNR has been balanced, and in the right column both the FNR and
the FPR have been balanced. Each row of plots correspond to a data
set with a particular sensitive variable. Note that the axes vary in
scale between plots, and note that the x-axes in the third row of plots

is cut into two.

6.6.3 Real world data

COMPAS recidivism risk data set

The first real world data set, on which we evaluate our method, is the COMPAS re-
cidivism data set studied by ProPublica in their article Machine Bias (Angwin et al.,
2016; Larson et al., 2016). The COMPAS tool predicts individual criminals’ risk of
recidivating, i.e., being arrested for a new crime after having served their current
sentence. In their article, ProPublica raise the issue that the error rates are unequally
distributed; noting that the COMPAS recidivism assessment had a false positive rate
of 45% for African Americans and only 23% for Caucasians, while having a false
negative rate of 28% for African Americans and 48% for Caucasians. The data set
contains personal information for 5 278 people, including a recidivism risk assess-
ment, and a validation of whether or not the person actually recidivated.

The purpose of these experiments is to compare BT’s ability to balance the error
rates in a real-world case to those of CC (Zafar et al., 2017a) and EO (Hardt et al.,
2016). For our analysis, we choose the same features and target used by ProPublica



76 Chapter 6. Balancing Terms

in their analysis (Larson et al., 2016) and by Zafar et al. (Zafar et al., 2017a) in their
experiments.9

The results for our experiments on the COMPAS data can be seen in the first and
second rows of Figure 6.4. We have chosen to exclude BT with the combination of
scaled ramp and absolute difference to avoid cluttering the plots. CC is only able to
balance the differences completely in the top left plot, where only the FPR needs to
be balanced. In all cases, BT produces superior trade-offs between error rate balance
and accuracy compared to CC. EO has comparable performance to the other algo-
rithms in the first row of plots, where the sensitive attribute is Sex, but in the second
row, where the sensitive attribute is Race, its performance falls off. EO is limited
by the chosen score function (distance from the decision boundary in this case) that
it thresholds, and we suppose that this is what results in the poor performance of
EO in this case. Where BT and CC is able to tweak a weight for each dimension
in the data, EO is only able to tweak the bias of the boundary. In all the six plots
in Figure 6.4, BT with the combination of sigmoid and squared difference achieves
the best trade-off between balance and accuracy closely followed by the combina-
tion of sigmoid and absolute difference. In most cases only around 1% accuracy is
traded off for near perfect balance in the error rates. We notice that BT sometimes
decreases the accuracy of solutions when α and β are increased, even if there is no
more fairness to gain. Examples of this can be seen in Figure 6.4 top row, where BT
with sigmoid and absolute difference as well as BT with scaled ramp and squared
difference produce many completely balanced solutions but with decreasing accu-
racy for increasing weights. In all the cases where this happens, a better solution can
be found by reducing the weights on the regularization terms, and this mirrors the
“underfitting” that often occurs, if weights on regularization terms are set too high,
such as with weight decay regularization (Bishop, 2006).

Adult census data

The second real world data set is the Adult data set from the UCI ML repository.10

The data consists of 14 features and a binary prediction target of whether or not a
particular individual makes more than $50K a year. Binary features have been made
for each possible category in the categorical features. We have chosen Sex to be the
sensitive attribute.

The results of comparing performance on this data set can be seen in the bot-
tom row of Figure 6.4. In the bottom left plot, BT with sigmoid error performs on
par with CC at first but only BT is able to completely balance the FPR difference.
In the bottom middle plot, BT with sigmoid error balances the FNR difference with
only a ∼ 0.2% drop in accuracy while CC does not manage to balance the error
rates completely. Finally, in the bottom right plot BT with sigmoid error almost com-
pletely balances both error rates with only a ∼ 0.5% drop in accuracy. In all three
plots in the bottom row BT with scaled ramp error and squared difference (purple
pentagons and hexagons) between terms tends to either get stuck in a local opti-
mum and not improve as α and β are increased (bottom right and bottom center) or
it overcompensates and increases the FNR difference disproportionately to reduce
the FPR difference. Along with our other results, this suggests that it is best to use
the sigmoid error function in BT. CC almost balances the error rates, although with
slightly worse trade-offs than BT and with a worse final balance than BT. EO gen-
erally performs poorly compared to the other methods in the bottom row of Figure

9Details found at https://gitlab.au.dk/simo4636/balancing-terms-code
10Downloaded from https://archive.ics.uci.edu/ml/datasets/adult

https://gitlab.au.dk/simo4636/balancing-terms-code
https://archive.ics.uci.edu/ml/datasets/adult
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6.4. While EO manages to balance the error rates completely, it does so at a much
higher cost in accuracy than the other methods, and the x-axes of these plots have
even been cut in two to allow EO to share the same plot as the other methods.

6.7 Discussion and Future Work

In this article, we propose the Balancing Terms (BT) method to address the prob-
lem of classifiers showing different rates of error for different groups. BT offers a
transparent approach to training decision boundary classifiers with the best trade-
off between balanced error rates and classification error. Furthermore, it can easily
take different preferences for weighing accuracy against error rate balance into ac-
count, according to the needs of a particular application. Experiments demonstrate
that our method outperforms the state-of-the-art.

In future work, it would be interesting to study heuristics for the gradient de-
scent to avoid local optima, like seeding the gradient descent or replacing the gra-
dient descent part of BT with a metaheuristic such as simulated annealing or dif-
ferential evolution could be studied for this purpose. A further direction for future
work is the case of sensitive variables with more than two values, and multiclass
problems, which might be handled by adding further balancing terms to the loss
function to handle the extra classes.
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Chapter 7

Turning Biases into Hypotheses
through Method: A Logic of
Scientific Discovery for Machine
Learning

The work presented in this chapter has been made in collaboration with Maja Bak
Herrie and has been accepted for publication in the journal Big Data & Society (Enni
and Herrie, 2021).

7.1 Abstract

Machine learning (ML) systems have shown great potential for performing or sup-
porting inferential reasoning through analyzing large datasets, thereby potentially
facilitating more informed decision-making. However, a hindrance to such use of
ML systems is that the predictive models created through ML are often complex,
opaque, and poorly understood, even if the programs “learning” the models are
simple, transparent, and well understood. ML models become difficult to trust,
since lay-people, specialists, and even researchers have difficulties gauging the rea-
sonableness, correctness, and reliability of the inferences performed. In this article,
we argue that bridging this gap in the understanding of ML models and their rea-
sonableness, requires a focus on developing an improved methodology for their cre-
ation. This process has been likened to “alchemy” and criticized for involving a large
degree of “black art,” owing to its reliance on poorly understood “best practices.” We
soften this critique and argue that the seeming arbitrariness often is the result of a
lack of explicit hypothesizing stemming from an empiricist and myopic focus on op-
timizing for predictive performance rather than from an occult or mystical process.
We present some of the problems resulting from the excessive focus on optimizing
generalization performance at the cost of hypothesizing about the selection of data
and biases. We suggest embedding ML in a general logic of scientific discovery sim-
ilar to the one presented by Charles Sanders Peirce, and present a recontextualised
version of Peirce’s scientific hypothesis adjusted to ML.

7.2 Introduction

Machine learning (ML) has become a key technique in solving a wide range of prob-
lems within fields as diverse as marketing, financial trading, policing, and medical
diagnostics, and its potential uses seem only to increase. However, many scholars
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point to important societal issues that might result from the rapid and widespread
implementation of these techniques in society (Veale and Binns, 2017; Whittaker et
al., 2018). Algorithmic transparency and accountability can be difficult to ensure,
when decisions are made on the basis of an “automatically” learning system (Burrell,
2016; Citron and Pasquale, 2014; Pasquale, 2015; Friedman and Nissenbaum, 1996;
Kroll et al., 2017), and hidden uncertainties and biases encoded in data sets can have
subtle influences on the learned models (boyd and Crawford, 2012; Harcourt, 2008).
To make matters worse, the scientific methodology, that is supposed to account for
such problems in the research and development of ML models, is being attacked as
well, with some critical voices likening it to “alchemy” or lamenting the prevalence
of “black art” and “magic spells.” (Campolo and Crawford, 2020). Such criticism
has the potential to undermine the scientific legitimacy of the ML field and should
be responded to with critical scrutiny of and reflection on the methods of ML and
their justification. In this article, we pose the following research question: what kind
of reasoning is operating in the development and implementation of ML models,
and how can such reasoning be employed in a scientifically rigorous way? As ML
models enter into important high-risk decision making, pressure mounts to develop
a better understanding of the knowledge they produce and apply to guarantee their
reasonable and accountable development and use (Wachter and Mittelstadt, 2019;
Passi and Sengers, 2020; Wieringa, 2020; Whittaker et al., 2018).

This paper focuses on ML models as tools for inferential reasoning1 and investi-
gates the logics underlying discovery and sense-making processes that utilize them.
ML is often portrayed as automated, yet a great deal of human labor is involved in
modeling and deployment (Passi and Jackson, 2017; Passi and Sengers, 2020): data
are cleaned and transformed before use, often according to the intuition of the ML
developer (Rouvroy, 2011; Veale and Binns, 2017), models are chosen (Hastie, Tib-
shirani, and Friedman, 2009), and classification and sorting are employed to create
groups and select variables and labels (Bowker and Star, 2000). Whereas these pro-
cesses of cleaning and categorizing are applied for practical and functional reasons,
they concurrently shape and affect the outcomes of studies they partake in (Har-
court, 2008).

To some scholars and practitioners, the human involvement in the ML process
introduces subjective biases2 into the models that are at best unnecessary (Kanter
and Veeramachaneni, 2015) and at worst problematic. Such opinions have been ex-
tensively criticized by, among others, Kitchin, 2014. We instead argue that human
involvement is indispensable for successful ML. The problem is not that researchers
inflict subjective biases, but that the ML field, in both research and industry, is poorly
equipped to reflect on and account for the biases of both researchers and technical
methods (Green and Hu, 2018; Whittaker et al., 2018). In order to preserve its sci-
entific legitimacy, we argue that the field of ML must reevaluate the soundness of
its methodology and the inferential reasoning it aims to facilitate. We need to open
our eyes to the—already existing—methodological considerations applied by prac-
titioners and researchers when creating ML models and insist on the relevance of

1In this paper, we will focus exclusively on supervised learning, but many of our points also apply
to unsupervised learning and reinforcement learning. For an introduction to the three forms of ML see
Bishop, 2006.

2The biases applied in ML techniques are not to be confused with the biases found, e.g., in systemic
racial or gender discrimination that are often associated with the word. In this paper, we use bias
to denote any preconceived assumptions that affects the search for ML models, such as a preference
for simpler models over more complex ones or the deliberate exclusion of some variables of the data
under the assumption that they are irrelevant. For an in-depth coverage of biases in ML see Gordon
and Desjardins, 1995.
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critical scrutiny at this level for the responsible, reasonable, and accountable use of
ML models to facilitate informed decision making. We need to understand the role
of biases in ML models, whether chosen intentionally or unwittingly, not to remove
them but to evaluate and account for their impact and understand and discuss their
use.

In ML, one starts with the hypothesis that a functional relationship exists between
some given predictor (input) variables and other predicted (output) variables, such
as the link between the pixels of a digital image and what that image depicts, or one
between the physiological data of an individual and the condition of their health.
Much may be known or unknown of the hypothetical input-output relationship such
as the relative importance of individual features, the general type of its functional
form, or whether such a relationship even exists at all. ML techniques apply biases
derived from specialized knowledge and hypothetical assumptions about the input-
output relationship, e.g. in the form of model types and architectures, data transfor-
mations, or loss functions, to find correlative patterns indicative of this relationship
in training data. The goal of this pattern recognition is to infer the parameters of a
model that utilizes the identified correlational patterns in a sufficiently reliable way
that new output values can be predicted from previously unseen input with minimal
error. To infer these model parameters, ML techniques implement a type of induc-
tive inference, where the parameters of a given starting model are incrementally
adjusted in a way that continuously increases predictive performance on the given
training data. When the process is successful, the result is a model that performs a
good approximation of the hypothetical input-output relationship, such as a model
that can recognize common objects in images with sufficient accuracy, or one that
can estimate the likelihood of a particular patient having an illness based on their
medical data. It is in this sense that machines are said to “learn”; they improve their
performance at some task defined as mimicking a hypothesized functional relation-
ship given data illustrating that functional relationship. The main consideration in
both ML research and development is on optimizing generalization performance, i.e.,
identifying patterns that are equally applicable to unseen data as to the data from
which they are derived. Generalization performance is typically measured as the
accuracy of the trained model on held-back testing data with a high testing accuracy
indirectly indicating a successful model induction.

In this article, we argue that hypothesizing, especially about the modeled input-
output relationship, is of central importance to ML research and practice, though
it is often disregarded. First, we present some of the problems that arise when
ML research and practice is myopically focused on optimizing generalization per-
formance at the cost of hypothesizing and reflecting on the human choices made
in ML modeling. We engage with problems arising from considering ML to be a
purely inductive process, after which we show how choosing which data and in-
ductive biases to use for any given ML project unavoidably requires committing
to some preconceived explanatory hypotheses of the input-output relationship be-
ing modeled. We then present two example cases where major breakthroughs in
ML research have been predicated on developing strong explanatory hypotheses.
Following this, we present an updated concept of the scientific hypothesis for ML
based on the work of C.S. Peirce and suggest how this may be used to embed ML
within a larger framework of scientific discovery that can strengthen the theoretical
groundwork on which ML models are based. Finally, we reflect on the relevance and
implications of our findings for ML research and practice.
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7.3 Problems with the Special Status of Induction in ML

Though ML systems are often seen as functioning automatically with an abstract and
sometimes almost magical (Campolo and Crawford, 2020; Moss and Schüür, 2018)
ability to generalize across multiple domains and tasks, their development and ap-
plication nonetheless depend on specialized and experiential knowledge supplied
by those who develop and apply the systems (Passi and Jackson, 2017). The impor-
tance of this knowledge is often underappreciated (Domingos, 2012) perhaps owing
to expectations that models and data speak for themselves (Anderson, 2008). Such
expectations hint at a powerful set of ideas at work in the new empiricist episte-
mologies that have followed the great success of ML methods in diverse fields of
science. One of the central critics of this new empiricist “Big Data paradigm” for
science, R. Kitchin (2014), has pointed to precisely these ideas. Listing the following
four misconceptions, he argues that a new mode of science is being created in the
wake of new data-driven approaches to research, one in which the modus operandi
is entirely inductive in nature,

• Big Data can capture a whole domain and provide full resolution;

• there is no need for a priori theory, models or hypotheses;

• through the application of agnostic data analytics the data can speak
for themselves free of human bias or framing, and any patterns and
relationships within Big Data are inherently meaningful and truth-
ful;

• meaning transcends context or domain-specific knowledge, thus can
be interpreted by anyone who can decode a statistic or data visual-
ization. (Kitchin, 2014, p. 4)

Central in Kitchin’s critique is precisely the lack of theoretical and scientific mod-
els, hypotheses, and domain-specific knowledge in the paradigm of Big Data, i.e., the
undervaluing of and indifference towards contextual knowledge and human inter-
ference and reasoning in data-driven fields of research. Through the application of
“impartial” data analytics, Kitchin states, it is believed in the field that data-driven
research can reach “full resolution” and “inherently meaningful and truthful” re-
sults that transcend the troublesome context of particular and situated data patterns,
types, or environments.

The special status of induction in ML might be traced back to a shift in the re-
search methodology of the field in the late 1980’s. In (1988), P. Langley published an
editorial titled “Machine Learning as an Experimental Science” in the newly formed
journal Machine Learning advocating for an approach to ML that was gaining popu-
larity at the time and would since come to dominate the field. In the editorial, Lang-
ley presents now-familiar concepts such as (1) defining learning by improvement on
a performance metric, (2) dividing data into training and testing sets, (3) comparing
the performance of different machine learners on the same benchmark task, (4) mea-
suring the performance of the same learner in disparate settings, and (5) performing
rigorously controlled experimental evaluation of different learners under different
circumstances. These recommendations came as a response to growing disappoint-
ment with the informal arguments used to justify learning methods and the limited
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utility of formal bounds on performance (Langley, 2011), as well as a growing appre-
ciation of the unique affordances of experimentation in computational ecosystems.3

Langley would since come to regret some of the unfortunate side-effects this em-
piricist optimism had leveled on the field, such as leading to an increased reliance
on so-called “bake-offs,” explained as, “mindless comparisons among the perfor-
mance of algorithms that reveal little about the sources of power or the effects of do-
main characteristics” as opposed to the controlled experimentation recommended
25 years prior (2011, p. 278). In particular, Langley lamented the separation of ML
and AI into disciplines with different objectives, stating that,

machine learning was originally concerned with developing intelligent
systems that exhibited rich behavior on complex tasks, while many mod-
ern researchers seem content to tackle problems that do not require either
intelligence or systems. Machine learning focused initially on using and
acquiring knowledge cast as rich relational structures, while many re-
searchers now appear to care only about statistics. (2011, p. 278)

Langley’s sentiment has recently been echoed by other researchers in ML, with
Sculley et al., 2018 claiming that the research culture is overemphasizing “wins”,
defined as “beating” your opponents predictive performance, at the cost of knowl-
edge production. Similarly, in a recent panel discussion on the challenges of ML,
M. Jordan labeled methodological challenges and poor use of statistics as the major
challenge for the field going forward, (Fazel et al., 2017) just as G. Marcus recently
argued that the methods of deep learning have central unavoidable weaknesses and
are insufficient to achieve the goals of the AI field alone (2018).4 As ML claims ever
greater authority in important decision-making and for life-critical infrastructure,
such criticism must be taken seriously to preserve the legitimacy of the ML field and
avoid emergent political and social issues. Whether it is inadequate reflection on the
knowledge produced, poor use of statistical methodology, or lack of awareness of
the limitations of ML, the critique relates to the application of inductive reasoning
without theorizing.

Inductive reasoning is indeed central to ML, as it is the primary mechanism at
play when machines are said to learn. However, this induction does not happen in a
vacuum. In order for learning to be successful, a process of intellectual labor, where
data are chosen and prepared and necessary assumptions are made, must precede
the learning phase. We will investigate these choices and how they exceed the scope
of automated model induction below.

7.4 The Problem of Selecting Data

ML as a process of pattern recognition in data requires data to succeed. While data
are often described as possessing qualities of neutrality and unbiasedness in their
initial “raw” state as they are given, this view has been brought into question by
among others L. Gitelman and V. Jackson who point out that data always require

3As an example, Langley notes, “Unlike psychology, machine learning is fortunate in that it can
experimentally study the relative effects of ‘nature’ versus ‘nurture.’ The simplest way to examine the
influence of ‘innate’ system features on behavior is to compare entirely different learning methods on
the same tasks.” (Langley, 1988, p. 6)

4Marcus criticizes Deep Learning for being inefficient in its use of data, and for embedding shallow,
superficial, and approximate knowledge within models that are poor at handling change, are difficult
to understand and connect to previous knowledge, and are difficult to secure with robust engineering.
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interpretation.5 The question then remains of how to both select and prepare data
for ML and meaningfully approach questions of subjectivity and bias in these data.
Which data are chosen and how they are preprocessed for use in making ML models
ultimately depends on which hypotheses developers commit to with regards to the
relationship between the input and output variables and with regards to the context
in which the model will be deployed. As these hypotheses determine the shape
of the data they cannot at the same time be determined by the data – rather they
stem from a process of scientific deliberation that precedes the development and
deployment of the model and that is often revisited multiple times in a ML project.
Furthermore, the general approach to selecting and preparing training data itself
depends on ideas of what constitutes “good” or “valuable” data in the first place. In
this section, we will explore three broad strategies for choosing and preprocessing
data in ML, each representing a different idea of what constitutes “valuable” data.

The first strategy, which we will call “the Big Data strategy,” is implicit in the
“Big Data paradigm” (boyd and Crawford, 2012; Kitchin, 2014) and is perhaps best
summarized by C. Anderson in his notoriously controversial 2008 editorial for Wired,

This is a world where massive amounts of data and applied mathematics
replace every other tool that might be brought to bear. Out with every
theory of human behavior, from linguistics to sociology. Forget taxon-
omy, ontology, and psychology. Who knows why people do what they
do? The point is they do it, and we can track and measure it with un-
precedented fidelity. With enough data, the numbers speak for them-
selves. (2008)

While this rhetoric has been popular in business and science journalism, as shown in
Kitchen’s chosen examples, it is rare within academic research and seldom appears
uncontested.6 As explained by Kitchin, 2014, this paradigm utilizes an empiricist
epistemology where the problems inherent to inductive inference, such as defea-
sibility, subjective bias, and faulty generalization, are expected to disappear with
sufficient data. While there are many facets to the “bigness” of Big Data,7 measures
of size and quantity become the primary means of gauging data “value” as data are
expected to speak for themselves and noise and error to cancel out at high enough
quantities (Marr, 2014). Projects utilizing this strategy rarely advocate any extensive
manipulation or exploration of the data, instead compensating with increased com-
putational power and by seeking out larger datasets at the cost of smaller ones. In
the Big Data strategy, good data are big data.

A second strategy for the problem of selecting data, which we will call “the statis-
tical strategy,” is inspired by more tempered attempts to ensure the objectivity and
quality of the data through statistical sampling. Within this strategy, the “value”
of data is primarily measured by its “cleanliness.” As such, data are, either explic-
itly or implicitly, assumed to be sampled from a hypothetical underlying statistical

5Gitelman and Jackson state, “Despite the ubiquity of the phrase raw data [. . . ] we think a few
moments of reflection will be enough to see its self-contradiction, to see, as Bowker suggests, that data
are always already ‘cooked’ and never entirely ‘raw’.” (Gitelman and Jackson, 2013, p. 2). Later, they
write, “Data [do] not just exist, [. . . ] they have to be ‘generated.’ Data need to be imagined as data to
exist and function as such, and the imagination of data entails an interpretive base.” (p. 3).

6See Allen, 2001 where the promise of previously unimaginable amounts of data read from genomes
revived the discussion of the merits of inductive generalization for scientific discovery in bioinformat-
ics.

7In their survey, Kitchin and McArdle identify not just the “three V’s”; volume, velocity, and variety,
but also exhaustivity, resolution and indexicality, relationality, and extensionality and scalability (2016).
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distribution. The cleanliness of the data measures their deviation from imagined
true values, they would have had according to the underlying distribution, had it
not been for contaminating influences such as measurement errors, missing values,
imperfect conversions, etc., soiling the data, and causing them to become “dirty”
(Kim et al., 2003). It is also often implicitly assumed, that the data are representative
of an underlying empirical relational system of actual objects and that the numbers
constituting the data behave in a similar way when combined and manipulated as
would their empirical counterparts.8 Unlike in the Big Data strategy, the exercise
of creating a high-quality data set requires extensive theorizing and investigation of
the data and their context in order to make the correct statistical assumptions about
the shape and nature of the underlying distribution. Common theoretical frame-
works for statistical learning often explicitly assume such a strategy, as seen in the
definition of Probably Approximately Correct (PAC) learning (Shalev-Shwartz and
Ben-David, 2014), where data are assumed to be an unbiased independent and identi-
cally distributed sample of the correct distribution. Within this strategy, data quality
is a separate measure from data quantity (Chu et al., 2016). The goal for choosing
training data with this strategy is that training data, after being properly “cleaned”
by correcting measurement errors, sample biases, inconsistencies, and other con-
taminants, should not be manipulated beyond what makes them into a high-quality
statistical sample of the investigated empirical phenomenon. While data quantity is
still important and desirable in the statistical strategy, data quality as a measure of
accuracy and veracity is often more important and very rarely are the data changed
after modelling has begun. In the statistical strategy, good data are clean data.

The third strategy for selecting data, which we will call “the pragmatic strat-
egy,” is to view data as a starting point and a resource to be exploited in creating
high-performing models. In this strategy, data are viewed as malleable mathemat-
ical objects that allow for certain transformations and that can be “molded” into a
shape, not to better represent their empirical counterparts as in the statistical strat-
egy, but solely to optimize the performance of a particular ML model. Whereas the
Big Data strategy measures data value as quantity and the statistical strategy mea-
sures value as accuracy and veracity, this strategy instead measures data value solely
by its usefulness, and is thereby inherently more pragmatic than the two others. This
strategy is often seen in practice, but at the same time it is rarely given extensive
theoretical attention. As described by, e.g., Passi and Jackson, 2018, this strategy
is especially prevalent in corporate organizational contexts, where data’s value is
measured in direct relation to the resources consumed in the extraction process (e.g.
acquisition of more data, computing power, or specialized knowledge) and where
there is a fixation on extracting value from readily available data first. If value is
assessed primarily as increased predictive performance, the resulting myopic focus
on optimizing this metric can lead projects down problematic paths where impor-
tant concerns such as fairness or transparency are forgotten or ignored (Selbst et al.,
2019).

An example of the pragmatic strategy can be seen in the techniques of data aug-
mentation in image classification (Wong et al., 2016). A basic assumption in super-
vised learning is that a mathematical functional relationship relates input features
to correct outputs. This hypothetical function is exactly what the machine learner
is attempting to approximate in a given learning task. Crucially, assuming such a

8For an overview of measurement theory in statistics and the relation between empirical relational
systems and their corresponding numerical representations, see Hand, 1996.
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relationship requires not just a transformation from empirical object to digital in-
formation, i.e., digitization, but also an interpretation of the digital information as
a mathematical object such as a tensor or a graph, i.e., mathematization. This math-
ematization is exploited in data augmentation to identify transformations that can
be used on the input features without changing the correct output. For images, such
transformations could be slight rotations, croppings, or scalings, or the introduction
of artificial noise. When such transformations have been identified, they can be used
to great effect to multiply the existing training data into new transformed but still
recognizable shapes. As the technique increases the amount of training data avail-
able, it might be tempting to attribute it to the Big Data strategy outlined above.
However, the creation of this data necessarily depends on the assumption that the
data conforms to a particular mathematical structure that can be exploited for the
particular task, contradicting the Big Data strategy. Furthermore, it is motivated
only by its usefulness for increasing the robustness of resulting classifiers, and not
because it results in more accurate or clean data, which contradicts the statistical
strategy (Krizhevsky, Sutskever, and Hinton, 2012). Several such techniques exist
in modern ML, such as feature engineering (Domingos, 2012), where new features
are crafted by specialists in order to aid learning, over- or undersampling (Chalmers,
2009), where the distribution of data between the targeted classes is skewed to cre-
ate a more balanced data set, or data programming, (Ratner et al., 2016) where noisy
labels are automatically generated based on imperfect labeling functions defined by
domain experts. Unlike in the statistical strategy, it is not uncommon in the prag-
matic strategy that training data changes as much as the rest of the learning system
in the iterative process of model development. In the pragmatic strategy, good data
are useful data.

As these three strategies represent three different ideas of what constitutes “good”
data, they illustrate that there is no one answer to the question of data value. De-
ciding on the relative value of big, clean, and useful data is not trivial and requires
methodological reflection and scientific deliberation. The weighing of these values is
often reflective of the ultimate goal of the particular ML project, as the pragmatic and
Big Data strategies align well with a focus on engineering high-performance mod-
els, e.g., in corporate settings, and the statistical strategy with its focus on principled
scientific discovery. However, the concerns about inference addressed in the statis-
tical strategy cannot easily be ignored in engineering-focused or corporate projects,
since this potentially undermines trust in the model’s predictions, while the impres-
sive successes of projects following the Big Data and pragmatic strategies often raise
the bar for, e.g., academic projects focused on scientific discovery. Committing to
hypotheses about the phenomena modeled with ML is a necessary first step in any
meaningful application, and one that cannot easily be automated. The way hypothe-
ses are formulated and revisited has decisive influence on which data are selected
and how they are prepared for training and thereby also on the resulting ML model.
As such, this process of deliberation going into constructing the training data is an
equally important target of critical scrutiny and investigation as any other when try-
ing to understand and account for the effects of finished ML models.

7.5 The Grounds for Analysis: The Problem of Selecting an
Inductive Bias

For ML to be successful, more than data has to be selected. As proven by T.M.
Mitchell (1980), in order for statistical learning to properly generalize to new data, a
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choice of inductive bias must be made that allows the learning algorithm to prefer
one generalization over another apart from strict consistency with the given training
data. Mitchell’s proof of the necessity of inductive bias in learning generalization has
important implications for the creation of machine learners. He states,

If totally unbiased generalization systems are incapable of making the in-
ductive leap to characterize the new instances, then the power of a gen-
eralization system follows directly from its biases – from decisions based
on criteria other than consistency with the training instances. Therefore,
progress toward understanding learning mechanisms depends upon un-
derstanding the sources of, and justification for, various biases. (1980, p.
2)

In later writing, Mitchell defines the inductive bias of a learner more precisely as
“the set of additional assumptions B sufficient to justify its inductive inferences as
deductive inferences.” (1997, p. 43) This definition crucially exposes ML’s capacity
for inductive generalization as reliant on chosen assumptions that cannot be justi-
fied from data alone. Indeed, it is from the additional assumptions that one must
find the potential for knowledge discovery from data, i.e., from the biases that allow
a strict ranking of potential models. Mitchell’s conclusion can be coupled with other
famous theorems from statistical learning, namely the No Free Lunch Theorems (NFL)
for statistical learning put forth by D.H. Wolpert (1996). The NFL theorems prove
that no one inductive bias will always be superior to all others in every learning
scenario, suggesting together with Mitchell’s proof that the power of ML systems to
generalize successfully in their predictions is dependent on a careful selection of in-
ductive biases that are tailored to the specific context and task to which the learning
system is applied. Which biases are appropriate in any particular situation depends
strongly on what is known and what is hypothesized about the relationship between
the input and output variables and the choices made often result from a process of
extensive iterative back and forth between experimentation and theorizing.

The choice of inductive biases to test in each iteration of the ML process precedes
the inductive inference implemented by ML systems. As such, these biases must be
selected by some other process than the inductive reasoning they facilitate. Further-
more, since no sufficient set of biases exist for ML, which can be relied upon in all
situations, a process of bias selection cannot generally be circumvented.9 It is indeed
in relation to this process of bias selection that much of the controversy surround-
ing the lack of methodological rigor in current ML resides, leading even researchers
within the field to complain about the prevalence of “magic spells and alchemy”
(Campolo and Crawford, 2020), “black art,” (Domingos, 2012) and lack of empiri-
cal rigor (Sculley et al., 2018). To counter this lack of scientific rigor, the choices of
biases have to be articulated and explicated clearly as hypotheses and be made the
subject of theoretical analysis, discussion, and teaching, not as an afterthought but
as a default.

To sum up, addressing the problems of selecting data and inductive biases out-
lined above requires a development of the methodology of ML beyond empirical

9It is important to note that we do not wish to imply that the process of bias selection cannot be
partially automated as is attempted in the AutoML field (Kanter and Veeramachaneni, 2015; Feurer
et al., 2015) or in earlier attempts at automatic bias learning (Provost and Buchanan, 1995). It does
mean, however, that any such search invariably requires its own process of bias selection, and barring
an infinitely recursive process of automation at higher and higher levels of abstraction, the process
must eventually settle with a human choice of bias.
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testing (Langley, 2011). In the remainder of this article, we will outline how the de-
velopment of ML models can benefit from being embedded in a broader logic of
scientific discovery, making explicit the different types of reasoning applied at dif-
ferent stages of the ML process. We start by introducing two historical examples
from ML research, which illustrate the benefit that can be drawn from being guided
by explanatory hypotheses. Having argued for the worth of theorizing we then sug-
gest a way to position hypothesizing more centrally in the ML methodology through
a framework inspired by C.S. Peirce in his seminal work on the logic of scientific dis-
covery (Fann, 1970; Peirce, 1966, 5.1), finally reflecting on its relevance for modern
ML practice.

7.6 Hypotheses in ML

In the development of the ML field, breakthroughs have often been made on the
basis of strong explanatory hypotheses with regards to the modeled input-output
relationship. In this section, we have selected two cases that illustrate this in partic-
ularly salient ways. While we do not believe the cases to be reflective of ordinary ML
practice, they are both very well known and have had deep impacts on the ML field.
In both cases, we will outline how a breakthrough was attained not solely through
the application of empirical testing, but through well-reasoned theorizing as well,
leading to new models applicable to statistical and mathematical development.

The first case is the development of the Convolutional Neural Network (CNN)
in the 1980’s by K. Fukushima (1980) and Y. LeCun (1989b) among others, which
has since become one of the most influential innovations in the field of computer
vision (Schmidhuber, 2015). Fukushima’s seminal 1980 paper took the first steps
in this development by introducing the “Neocognitron”—a neural network model
heavily inspired by prevailing theories of the time describing the organization of
vertebrates’ visual cortices. The Neocognitron was invented with two features of
biological visual systems in mind; shift invariance, i.e., that such systems can recog-
nize images even if their visual content is shifted or distorted slightly and hierarchy,
i.e., that they can recognize complex patterns in images as a hierarchical combina-
tion of simpler forms (e.g., a picture of the number seven can be recognized as two
to three simple lines arranged in a particular way). While Fukushima’s Neocogni-
tron was derived with clear inspiration from biological systems, the model was only
developed into the modern CNN when LeCun and others went beyond biological
analogies and used theoretical insight from statistical learning to design efficiently
trainable networks. Since then, CNNs have been essential techniques for visual pat-
tern recognition across many different tasks (Krizhevsky, Sutskever, and Hinton,
2012), and the theory behind them has been further developed and has given rise to
new innovations.

Our second case is the development of Long Short-Term Memory Networks by
S. Hochreiter and J. Schmidhuber in the 1990’s. In his 1991 thesis, Hochreiter estab-
lished a theory formalizing and explaining the problem of vanishing or exploding
gradients in Deep Neural Networks (DNN), using extensive testing and analysis to
do so. The issue of exploding or vanishing gradients was especially problematic for
predictions involving sequences with long time lags such as those found in natural
language processing (NLP). Hochreiter’s theory led to a flurry of work in account-
ing for this problem (Schmidhuber, 2015) perhaps most famously by the invention of
the Long Short-term Memory (LSTM) Network (Hochreiter and Schmidhuber, 1997).
Similarly to the strategy of the CNNs above, Hochreiter and Schmidhuber theorized
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that the problem of vanishing or exploding gradients for sequences with large time
lags could be accounted for in the architecture of DNNs and derived working pro-
totypes for such architectures based on this hypothesis. The resulting LSTM became
one of the first truly successful deep learning architectures for recurrent neural net-
works and led to large performance gains in many areas dealing with sequential
data such as NLP (Schmidhuber, 2015).

The breakthroughs outlined above were both related to the development of DNNs,
a field of study now notorious for its black-box methodologies (Marcus, 2018), yet
both were derived from the strong theoretical groundwork preceding them. Both
of these important architectures follow directly from their authors’ willingness to
commit to a hypothetical explanation of why they would work, and these hypothe-
ses coupled with rigorous mathematical derivations and principled empirical test-
ing enabled the further development of the networks to the powerful tools they are
today. While empirical performance testing was important in establishing these ar-
chitectures as practically viable, the establishment of hypothetical explanations for
their utility was at least as important for their development and investigation. How-
ever, as mentioned previously, the process of hypothesizing in ML is typically itself
undertheorized and poorly documented. In the remainder of the article, we will fo-
cus on how the work of C.S. Peirce on the logic of scientific discovery can be applied
to remedy this lack.

7.7 The Peircean Logic of Scientific Discovery

Throughout a career spanning from the latter half of the 19th century to the begin-
ning of the 20th century, the American logician and polymath C.S. Peirce was pre-
occupied with structuring the logic of scientific discovery. Peirce was particularly
interested in solving the problem of how hypotheses and new ideas come about.
While the derivation of testable consequences from hypotheses is handled by deduc-
tion and the testing of these consequences through coherence with data is handled by
induction, the creation of the hypotheses themselves remained unexplained. Peirce
thus developed the notion of abduction to describe the logical process of creating
explanatory hypotheses, which are a prerequisite for the development of scientific
theories (1966, 5.172). The development of abduction became crucial to his triadic
structuring of the logic of scientific discovery, as it was the singular entry point for
new ideas in his system. As he explains in one of his Lectures on Pragmatism in
1903,

Abduction is the process of forming an explanatory hypothesis. It is the
only logical operation which introduces any new idea; for induction does
nothing but determine a value, and deduction merely evolves the neces-
sary consequences of a pure hypothesis. (1966, 5.171)

The reasoning in ML research and practice can be structured in a similar way as
the one Peirce proposed for scientific discovery. Thus, we might say that (1) abduc-
tion introduces new hypotheses about the relationship between input and output,
which we are attempting to approximate, (2) deduction derives implementations of
these hypotheses in the form of specific biases and models, and (3) induction exper-
imentally tests this implementation by inferring and testing the optimal model pa-
rameterization under the specific implementation of the learner, thereby indirectly
and weakly testing the hypotheses as well. While ML projects are often approached
with an engineering mindset, there are unavoidable aspects of scientific discovery
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to the process, as even the existence of a sufficient model is unknown to begin with
and as ML models attempt to infer previously unknown facts. The separation above
into theorizing, deriving, and experimenting elucidates one of the problems with
the current ML methodology as focus is typically on deriving new models and ex-
perimenting with them at the cost of reflecting on the hypothetical reasoning behind
these derivations and experiments. We believe that Peirce’s concept of abduction
is uniquely suited to strengthen and structure this part of ML research as it is de-
veloped with the specific goal in mind of facilitating the generation of productive
hypotheses.

Unfortunately, though the term “abduction” was coined by Peirce in his work
on the logic of science, no coherent picture of the term emerges from his writings,
as he spent more than 50 years developing the concept under different names. It
is clear, however, that Peirce’s understanding of abduction was quite different from
that which it is currently taken to mean (Douven, 2021; Campos, 2011; Schurz, 2008).
An earlier name used by Peirce was retroduction (1992, pp. 140–141), i.e., “back-
wards” reasoning, which covered a type of syllogistic reasoning meant to reverse
the familiar process of deduction by inferring a plausible cause from a given effect
rather than the necessary effects from a given cause. The underdetermination of
causes by their effects in retroduction was later addressed by the type of abduction
known as inference to the best explanation (IBE) (Harman, 1965), where a cause can be
inferred on the basis of auxiliary desiderata (such as simplicity, plausibility, or suf-
ficiency) qualifying it as the “best” explanation among plausible candidates. For a
definition of “goodness” for explanations, IBE becomes a type of formal and thereby
potentially computational logic. This places IBE in the context of justification as a
method for justifying belief in the best among competing hypotheses and systems of
abductive learning in artificial intelligence generally use such a type of reasoning in
syllogistic form (Gabbay and Kruse, 2000, p. 12).10 In his later work on abduction,
Peirce came to see syllogistic reasoning as too narrow to account for the full scope of
abduction as the source of new ideas and hypotheses (Campos, 2011), and this fun-
damentally changed his conception of abduction away from the kind of syllogistic
reasoning implied by retroduction. Instead he grounded his concept of abduction in
the three stages of scientific inquiry outlined above, placing abduction in the context
of discovery as a pragmatic method for generating and selecting hypotheses for fur-
ther investigation (1966, 5.590), having no influence on the justification for believing
such hypotheses to be true (Fann, 1970, pp. 31–32). Peirce never claimed that any
formal mathematical mechanism was at play in abducing hypotheses, instead set-
tling on humans having an innate ability or instinct to have good ideas (Fann, 1970;
Peirce, 1966, 5.171). Even so, we believe that the Peircean concept of abduction is
more appropriate for our purpose, as it is concerned with generating and applying
novel hypotheses rather than justifying belief in existing ones. While computational
IBE is interesting and valuable in its own right, it only makes possible the combina-
tion and refinement of existing hypotheses. In this paper, we are not as interested
in the reasoning used within ML models as we are in the reasoning used to create
them. The conception of abduction emerging from Peirce’s later work is most rele-
vant to our investigation of the methods of ML, as it encompasses exactly the type
of theoretical and reasoned engagement with explanatory hypotheses that is often
neglected in ML.

10A notable example of such a system is in theory refinement (Mooney, 2000), where abduction is de-
fined as a type of retroduction to be used for automatically refining an already existing set of theoretical
logical statements.
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It may seem paradoxical that abduction can simultaneously rely on instinct and
be a type of logical inference. It is important, however, to remember that Peirce
considered the discipline of logic to be normative, i.e., the study of how we ought to
think rather than how we actually think, analogously to ethics as a study of what
we ought to do rather than actual human behavior (Fann, 1970, pp. 40–41). While
hypotheses might arise as a result of a flash of insight, the pursuit of a particular
hypothesis is justified by reasons that Peirce suggests constitute a separate type of
logical reasoning (Fann, 1970, p. 41). While Peircean abduction might thus have
little to say as to the particular cognitive processes that create new ideas, its logical
structure can be of great help in deciding what to do with such an idea after the fact
by reasoning and reflecting on its quality for knowledge production.

Peirce puts forth two main requirements for any abductive hypothesis: that it 1)
explains the facts it seeks to explain and 2), that it is capable of experimental verifica-
tion in the sense that it should have practical implications that could be investigated
(Campos, 2011, p. 431; Fann, 1970, pp. 43–44). While these are minimal criteria for
establishing something as a hypothesis, Peirce also suggests a number of economic
considerations for selecting among the many possible hypotheses that are allowed
by (1) and (2). D. G. Campos, reiterating C. Hookway, lists Peirce’s further rec-
ommendations that we should (3) favor hypotheses that seem simple, natural, and
plausible to us, (4) prefer theories that explain a wide range of phenomena to those
narrow in scope, (5) be mindful of successful theories in other areas and employ
similar kinds of explanations, (6) keep in mind the question of economy of money,
time, thought, and energy, and (7) not give undue preferences to hypotheses on the
basis of “antecedent likelihoods.” (Campos, 2011, p. 431)

The economics of research leading to these recommendations was taken by Peirce
to be part of logic, as he had extended the notion of logic so far as to become the
“method of methods.” (Fann, 1970, p. 47) The ML field may benefit from such a
method of methods by making the models themselves objects of study, if models in
ML are seen as implementations derived from certain hypotheses. If the underlying
hypothesis that led to a particular model being implemented and trained uphold
the requirements (1) and (2) above, then a failure of the trained model can be the
result of a flawed induction, i.e., unsuccessful training, an unsound deduction lead-
ing to a poor implementation, or a wrong hypothesis. These three aspects can be
investigated independently, and the trained model may be the locus for such an in-
vestigation. In the following, we will focus on Peirce’s concept of abduction and
how it may be applied in ML.

7.8 Peircean Abduction in ML

As explained above, the result of a ML process is determined by the choices made
and the hypotheses adopted when preparing the data and the model for learning.
Similarly to Peirce’s three stages of scientific inquiry, ML starts by adopting hypothe-
ses as to the relationship between input and output that the model will attempt to
approximate. These range from the general, e.g., that the relationship can be ade-
quately described by a mathematical function, to the specific, e.g., that the output is
invariant to small rotations of the input.

We suggest that Peirce’s requirements and recommendations (1)-(7) should be
recontextualised for ML in the following way. A hypothesis in ML is required (1) to
explain the relationship between input and output, and (2) to be possible to imple-
ment either as a bias in training data or as inductive bias. In other words, a Peircean
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conception of hypotheses makes clear the interpretation of the relationship between
input and output, and how this interpretation leads to informed choices of biases in
a ML process. Furthermore, a hypothesis in ML is recommended to (3) seem simple,
natural, and plausible, (4) explain multiple relationships across tasks and contexts
over explaining merely the specific relationship investigated, (5) be analogous to
successful theories in other fields, (6) be able to be implemented within present con-
straints on money, time, thought, and energy, minding the economics of research,11

and, as a continuation of this, (7) not be preferred on the basis of their statistical like-
lihood alone. These requirements and recommendations all stress the importance of
human intellectual labor in the process of creating and developing ML models: not
to remove it but to methodologically understand, refine, and account for it.

We believe that this recontextualised version of Peirce’s scientific hypotheses can
act as guiding principles in the development of ML models and be the focal point for
documenting the theoretical work necessary for successful ML development. How-
ever, a few issues remain to be addressed by future work, as these principles are
put into practice. The first is that Peirce’s work on scientific discovery was devel-
oped with the individual scientist in mind, which is becoming an increasingly un-
likely situation, as the development of ML models moves to larger and larger teams,
e.g., in corporate settings. This means that organizational mechanisms should be
put in place to resolve the different perspectives on what constitutes simple, natu-
ral, and plausible hypotheses in recommendation (3) for heterogeneous ML teams.
Furthermore, while our examples show the value that can be gained from recom-
mendation (5) of minding successful theories in other fields, it should be noted that
many innovations in ML have been possible without any significant influence from
other fields. It is worth remembering that only point (1)–(2) are strict requirements,
whereas points (3)–(7) are merely pragmatic recommendations that should be inter-
preted in the context of the individual ML project.

Returning to our two previous examples of the development of the CNN and
the LSTM, we see that the explanatory hypotheses leading to their development
each fulfills the minimum requirements and several of the recommendations of out-
lined above. As Fukushima illustrated with his Neocognitron, the hypotheses both
explained the input-output relationship in image recognition well and could be im-
plemented as an inductive bias. The establishment of these hypotheses furthermore
aligns well with the above recommendations (3)-(5), that we should prefer simple
and broad explanations, keeping analogies from related fields in mind. When Le-
Cun and others (LeCun et al., 1989b; LeCun et al., 1989a) applied and developed
this theory by deriving different designs of CNNs that were amenable to efficient
training by backpropagation, they were motivated by recommendations (6)-(7) of
considering the economy of research while furthermore taking additional inspira-
tion from theories in statistical learning. In the case of the LSTM, Hochreiter and
Schmidhuber’s (1997) hypothesis both (1) explained the relation between the input
and output through a recurrent cell learning to remember and forget information in
order to facilitate later predictions, and (2) could be implemented as an inductive
bias. While far from simple, the hypothetical model followed naturally from mathe-
matical analysis, it had broad applicability to any task involving sequences with long
time lags, and it could be implemented and trained effectively, thereby minding the
economics of research as recommended. As we have seen above, ML techniques are

11It is important to emphasize that Peirce uses a pragmatic notion of the economics of research that
should not be confused with a more commercial one. It is not a matter of optimizing the cost and profit
of research by automatizing the production of knowledge as Kitchin, 2014 criticizes, but a matter of
prioritizing easy tests of good hypotheses before harder ones.
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sometimes misunderstood as purely inductive processes that automatically extract
useful knowledge directly from a “raw” data input (Kitchin, 2014). However, the
processes of creating ML models are iterative in practice, and human intuition and
creativity play decisive roles in shaping the data and models into forms that facil-
itate learning valuable patterns. We argue that this process can be adequately de-
scribed as an iterative repetition of abductive hypothesizing, deductive derivations
of particular prototypes, and inductive testing of their performance. What lacks
in this process is not a higher degree of automation, but an increased focus on the
scientific reasoning applied, maintaining both the abductive, deductive, and induc-
tive types of reasoning as equally important and equally worthy of critical scrutiny.
This requires that ML practitioners take great care as they choose biases and data
preprocessing strategies, making sure to articulate and commit to clear and testable
hypotheses for their chosen methods’ utility. We believe that ML as an academic and
R&D field would benefit if models were expected to be accompanied by explanatory,
and ideally also testable, hypotheses that described the current best understanding
of why the models work as well as they do. We furthermore believe that the recon-
textualised version of Peirce’s abductive hypothesis presented in this paper would
aid in generating and documenting such explanatory hypotheses.

Such explanatory hypotheses would enable the learned models themselves to
become objects of study, such that adequate hypotheses can be formed about the
complex associations encoded within them, and new concepts and theories can be
introduced to explain them. In order for such investigations to be successful, the
choice of ML models must be subject to new demands. Specifically, we must prior-
itize models that have clear implications, or from which we can extract meaningful
relations that comprise the patterns identified by the models. While this type of
transparency does not necessarily preclude black-boxed models, it does require that
they lend themselves to systematic analysis and assessment of the patterns they en-
code. Sculley et al., 2018 present a number of methods for investigating models and
their implied hypotheses. In particular, they suggest ablation studies, where a sys-
tem is disassembled and each part is tested on its own against our expectation for
it. They also suggest simplified experiments and counterfactuals, where a system is
tested in illustrative cases with counterfactual or counter-usual data.

7.9 Turning Biases into Hypotheses through Method

It was paramount to Peirce’s classification of abduction as logical reasoning that it
could be the subject of critical reflection at every step. To Peirce, reasoning cannot
be unconsciously performed, as it is “deliberate, voluntary, critical, controlled, all of
which it can only be if it is done consciously.” (1966, 2.182) While this is not taken
to imply that one should be absolutely aware of the cognitive processes of the rea-
soning mind, it does mean that any suggestion, that is to be considered as reasoned,
must be the subject of critical and logical scrutiny. “What we call a reasoning is
something upon which we place a stamp of rational approval. In order to do that,
we must know what the reasoning is,” as Peirce firmly states (1966, 2.183). The field
of ML has recently been the subject of controversy relating to this idea in two ways.
The first is that ML models reason in mysterious ways that cannot be understood by
human beings (Burrell, 2016), which implies that such models are unreasonable, at
least in the Peircean understanding of the term. The second, and perhaps more seri-
ous critique, is that the process of creating ML models in the first place is practiced
as a “black art” with unarticulated biases (Campolo and Crawford, 2020), implying
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that researchers and developers themselves are similarly unreasonable. While a de-
fense against the first critique is mounting in the field of explainable AI (Guidotti et
al., 2018a; Gunning, 2017; Miller, 2019; Mitchell et al., 2019), the validity of the sec-
ond is still a subject of controversy, where some researchers acknowledge the fault
(Sculley et al., 2018), while others vehemently deny it (LeCun, 2017).

In this paper, we have argued that the work of C.S. Peirce on the logic of sci-
entific discovery may aid in bolstering the scientific legitimacy of the ML field. By
taking seriously the process of theorizing about data and model selection as a sci-
entific, logical, and reasoned one, the creation of ML models can be subjected to the
same critical scrutiny and discussion seen in other types of data science. Through
method, the biases inherent to ML may be turned into hypotheses as the first step of
a process of scientific discovery that may lead not just to more effective and creative
ML systems, as we have seen in the cases presented here, but also to a stronger un-
derstanding of why and how these systems work. With the increased prevalence of
ML-based systems of surveillance and profiling, we must insist on the relevance of
critical scrutiny of these systems and the processes that create them to ensure their
reasonable, responsible, and accountable use.
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Chapter 8

Learning By Design

The work presented in this chapter was prepared in collaboration with Ira Assent
and has been made available at https://arxiv.org as Enni and Assent, 2021.

8.1 Abstract

The influence of machine learning (ML) is quickly spreading, and a number of recent
technological innovations have applied ML as a central technology. However, ML
development still requires a substantial amount of human expertise to be successful.
The deliberation and expert judgment applied during ML development cannot be
revisited or scrutinized if not properly documented, and this hinders the further
adoption of ML technologies—especially in safety critical situations.

In this paper, we present a method consisting of eight design questions, that
outline the deliberation and normative choices going into creating a ML model.
Our method affords several benefits, such as supporting critical assessment through
methodological transparency, aiding in model debugging, and anchoring model ex-
planations by committing to a pre hoc expectation of the model’s behavior. We be-
lieve that our method can help ML practitioners structure and justify their choices
and assumptions when developing ML models, and that it can help bridge a gap
between those inside and outside the ML field in understanding how and why ML
models are designed and developed the way they are.

8.2 Introduction

Machine learning (ML) has led to some of the most influential innovations in con-
temporary computing even leading some to categorize ML as the beginning of a
new data-driven industrial and scientific revolution (Kitchin, 2014). With so much at
stake, critical discussions about the proper role of ML in society and about the safety
and ethics of ML technologies emerge (Danaher, 2016; Hildebrandt, 2016; Mittel-
stadt et al., 2016; O’Neil, 2017; Zarsky, 2012). In ML, a machine learner is developed
using carefully chosen biases and data to search for a ML model, that performs some
desired function, such as classification, rare-event detection, or clustering given pre-
viously unseen input data. While a ML model functions mostly automatically once
learned, the process of creating an effective machine learner requires a lot of human
labor and deliberation (Domingos, 2012). The main benefit of recognizing this in-
direct human influence is in making explicit the deliberation and design going into
creating ML models, which allows us to systematize ML development, documen-
tation, critical investigations, maintenance and revision. Recent critical discussions
have revealed a serious need for such systematization, as critics liken the current

https://arxiv.org
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state of ML to alchemy, based on “a substantial amount of ‘black art’” and “folk-
lore and magic spells” (Campolo and Crawford, 2020). The discourse surrounding
ML as somehow magical and unknowable, especially coming from insiders in the
field, is a risk to the professional and scientific integrity of the ML field and there-
fore should be taken seriously to avoid myth-making, unsubstantiated hype, and the
inevitable resulting disappointment (Moss and Schüür, 2018). In the interest of the
scientific and professional integrity of the ML field, we present a design method that
illustrates the different kinds of design choices made by the developers of machine
learners and associated design questions that guide these choices. In this way, we
argue that ML models are not just learned, but also designed, albeit indirectly.

Chief among the benefits afforded by our method is that it makes the process of
creating machine learners more transparent, explicit, and interpretable, supporting
critical assessment by noting design choices and their rationales in humanly read-
able form. It furthermore creates a documentation of the intended behavior of the
ML model that serves as a pre hoc explanation and justification, similar to the pre-
registration of an experimental setup (Hildebrandt, 2019). This description can be
used to anchor explanations of model behavior later on in the process and enables
separating errors in implementation from errors in the design of the model, thereby
aiding with debugging. At this level of abstraction, ML models can be approached
by domain experts as well as ML specialists, allowing for tighter collaboration and
discussion.

As new legislation and research moves away from a reactive “informed consent”-
based paradigm towards protection by design, as outlined in article 25 of the GDPR,1

our method can furthermore be used to structure and document such protective
design. Privacy by design (Langheinrich, 2001), fairness by design (Barocas and
Selbst, 2016; Dwork et al., 2012), and accountability by design (Kroll et al., 2017;
Berendt and Preibusch, 2017) are all examples of this movement which could benefit
from our method. Such approaches attempt to ensure that models are designed with
values in mind that are aligned with those of society more broadly, illustrating the
necessity of a structured and explicit design strategy for ML models.

8.3 Related work

There have been attempts to organize the workflow of ML development and the
related discipline of data mining, that has resulted in process models (Reich, 1997;
Shearer, 2000; Fayyad, Piatetsky-Shapiro, and Smyth, 1996; Amershi et al., 2019; Hill
et al., 2016). Our contribution in this paper differs from those by focusing not on how
to organize a team of ML developers, or on outlining the different phases of devel-
opment for ML systems, but instead on documenting, justifying, and deliberating
on the model- and system-specific design choices made in ML development. Our
model distinguishes different technical design choices and their associated design
questions; regardless of workflow and makes different delineations as a result.

The work of Yoram Reich in applying ML to civil engineering problems deserves
a special mention (Reich, 1997). While his method also focuses on ML modeling, it
has a different application and focus. First off, Reich applies ML model to solve civil
engineering problems, and thereby his analysis focuses on matching ML methods
to engineering problems. Our approach is instead created as an aid in documenting
and deliberating on the design of and assumptions made when creating general ML
models.

1Article 25 can be read at https://gdpr-info.eu/art-25-gdpr/ - last accessed on 02-11-2020.

https://gdpr-info.eu/art-25-gdpr/
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The field of software testing has recently seen an upsurge of research in ML test-
ing with the purpose of detecting ML “bugs,” defined as “the differences between
existing and required behaviors of an ML system” (Zhang et al., 2020). In a related
vein, explainable AI (xAI) has also seen a resurgence in interest, among other things
as a common-sense driven way of evaluating the reasonableness of ML models’ be-
havior through manual inspection (Lipton, 2018; Doshi-Velez and Kim, 2018). Our
contributions are complementary to both these fields, as the documentation pro-
vided through our method can aid both in identifying the required behaviors of an
ML system for the ML testing field and in producing pre hoc explanations for systems
that can contextualize later post hoc explanations from xAI.

Mitchell et al. recently presented a principled documentation technique for ML
models in the form of Model Cards (Mitchell et al., 2019). Models Cards are fo-
cused on documenting facts about finished models, in particular performance and
fairness properties, whereas our model is made to document and guide the design of
the model as it is being developed. However, the documentation derived from our
method can be added to a Model Card, making the methods complementary.

8.4 Approaching a Problem with ML: Pitfalls and Promises

Perhaps the greatest strength of ML is that it enables programming-by-example, al-
lowing for models to be produced for tasks where algorithmic solutions either do
not exist or are insufficient for practical use. Instead, a description of the task is
given along with examples demonstrating the behavior that the model should learn
to mimic for the given task. T. Mitchell thus presented this canonical definition of
ML:

A computer program is said to learn from experience E with respect to
some class of tasks T and performance measure P, if its performance at
tasks in T, as measured by P, improves with experience E. (Mitchell,
1997, p. 2)

For learning to be possible, T, E, and P must be carefully designed and quantified
such that the abstract pedagogical issue of “learning” is reduced to the concrete
problem of iteratively and quantitatively improving a measure, P, with more expe-
rience, E, i.e., an optimization problem. It is here we see the necessity of the design
aspect of ML; it is through design that the specifics of the task are described and
made “learnable.”

In the following we make an important distinction between a machine learner
and a ML model. A machine learner is a program implemented and designed by a
human programmer that produces a ML model through a process of learning from
training data. It is the design of the machine learner that we are concerned with in
this paper, as this design indirectly determines the functionality and behavior of the
ML model.

However, solving problems by learning solutions introduces pitfalls as the task
that the machine learner is meant to learn a model for is typically under-specified.
This is a natural result of trying to learn a general model from examples and has to
be handled by carefully chosen assumptions. Poor choices here might lead to the re-
sulting ML model being misaligned with the intention of the developers in a number
of ways; such as by displaying a high rate of error, making socially discriminatory
decisions, or relying on unstable or spurious correlations. However, as mentioned
previously, assumptions in ML are often poorly documented, instead deferring to
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professional hunches, best practices, and “black art” when making the decisions.
In Section 8.5, we will present a model outlining the different design choices made
when designing a machine learner, which can help both those inside and outside the
ML field understand and communicate these choices, shedding light on the “black
art” of ML.

8.5 The indirect design of machine learning models

In this section, we present a method outlining eight different categories of design
choices that are made in the development of a machine learner, five of which spell
out the technical make-up of the learner itself. Each of these represent a response to a
particular question about the desired functionality of the ML model and can be seen
in Figure 8.1. The remainder of this section will cover each design choice in turn. In
order to make our points more concrete, we will introduce a running example of a
fictitious ML system designed for object detection where a design choice is made and
justified in each section. We choose to model this example on the well-documented
AlexNet (Krizhevsky, Sutskever, and Hinton, 2012), but we stress that our example
is fictitious, and that the example motivations and deliberations for the individual
design choices are our own for purely illustrative purposes. The two right-most
columns in Figure 8.1 display an overview of the choices and their justifications in
this example.

8.5.1 High-level objective

What is the model meant to achieve?

The high-level objective is the task that the ML model is meant to perform once
completed, and it motivates the rest of the design choices. This objective is not nec-
essarily meant to be a technical description, but rather a declaration of the intent
of the developers in designing the ML model. It can be abstract, such as detecting
objects in images or it could be very specific, such as finding anomalies in the water
consumption data of a specific supermarket chain to detect faults and reduce water
consumption (Vercruyssen et al., 2018). The high-level objective has to be specific
enough to support decision making in other sections towards achieving this goal.
An objective such as “detecting objects in images” may be too vague in this regard,
as it is not even clear which kind of objects should be detected in which kind of
images, let alone for which purpose these objects should be detected. The anomaly
example above (Vercruyssen et al., 2018) is more specific and lends itself well to doc-
umenting a ML design process. Since the kind of data and its source is known and
the purpose of the finished system is already declared, a lot of the following design
choices can be clearly motivated. While it is not known in advance what constitutes
an anomaly in the data, it is known what these anomalies would be used for, so
the search can be focused on those anomalies that, e.g., can be related to faults and
excessive water consumption.

Ideally the objective should specify (1) what kinds of data the model is expected
to work with, (2) what task the model is expected to perform, (3) why the model is
made for that task, and (4) which context the model is expected to be deployed in.
While every ML project is motivated by some high-level objective, such objectives
often change and are iteratively improved as the project progresses and the feasibil-
ity of the objective is tested (Passi and Sengers, 2020).
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LEARNER

Training data

Data representation

Model type

Optimization objective

Learning algorithm

Output

Evaluation

DESIGN CHOICES EXAMPLE CHOICES

High-level objective
Detect objects in pictures from
social media to sort them into

categories.

ImageNet augmented with
horizontal reflections, small

translations and variations to
color intensity.

Images cropped and down-
scaled to 256x256 pixels with 3

color channels.

Deep CNN, 5 convolutional
layers with max pool followed
by 3 fully connected layers, all

with ReLU activations.

Multinomial logistic regression
objective with weight decay.

Stochastic gradient descent
with momentum and dropout

on the first two fully connected
layers.

Return label with highest
assigned probability.

Top-1 and top-5 test accuracy.
Manual inspection of results.

JUSTIFICATION

Valuable task for a number of
practical applications

Largest available image data set at
the time. Labels invariant to small
translations and variations to color

intensity, augmentation reduces
overfitting.

Chosen CNN requires tensors of
consistent dimensionality.

Image classes expected to depend
on hierarchical patterns in

neighboring pixels.

Maximizes the average across
training cases of the log-probability of
the correct label under the prediction

distribution and avoids overfitting.

Can be parallelized efficiently and
avoids overfitting.

System needs to return a
classification rather than a probability.

Test effectiveness of classification
rule and test how often the model is
close. Investigate which classes are

difficult to distinguish.

What are good examples of
desired behavior?

DESIGN QUESTIONS

Which types of patterns is the
model expected to use and how

complex are they?

What are the relevant and
irrelevant features of the chosen

examples?

How are competing models
compared?

How is the search for models
performed?

How should the output be
presented?

How is the performance of the
model evaluated in its actual

context of use?

What is the model meant to
achieve?

FIGURE 8.1: An illustration of the different design choices made in
the creation of a ML model and the design questions they are re-
sponses to. The first two columns on the left outline the design ques-
tions and the two columns on the right show the particular choices in

our running example with corresponding justifications.

In our running example, we choose to design a ML model for detecting common objects in
pictures in order to classify and categorize pictures from social media based on their contents.
The model is thus expected to work with digital photographs of varying resolution, and we
would expect that the model should be deployed on personal computers to help regular users
of social media.

8.5.2 Training data

What are good examples of desired behavior?

Ideally, the training data will supply sufficiently diverse examples to eliminate any
other models than the ones that work as intended. Furthermore, in order to success-
fully generalize to new situations, a lot of data are often needed, as the confidence
and accuracy of model predictions tend to improve with more data (Mitchell, 1997;
Hastie, Tibshirani, and Friedman, 2009). High diversity eliminates models built on
spurious patterns and large amounts of data allow for better statistical bounds on the
expected error of the resulting model. Training data are chosen to exemplify desired
behavior in the learned model, and the resulting model may become misaligned if
the data are not sufficiently representative of this behavior.
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There has long been awareness of the dangers of poor data (Kim et al., 2003), and
the adage “garbage in, garbage out” is often used to describe the futility of doing
good analysis with bad data. The data are not just meant to be free from errors,
but also to clearly illustrate the task that the ML model is meant to learn. Explicitly
asking “what are good examples of desired behavior” as part of the design process
encourages reflection and enables critical scrutiny and stakeholder inquiries. The
chosen training data are contextualized as deliberately selected information with an
explicit purpose.

In our running example, we choose to use the ImageNet data set (Russakovsky et al.,
2015), as it constitutes one of the largest collections of pictures tagged with the objects de-
picted in them. ImageNet contains millions of pictures scraped from different websites clas-
sified into hundreds of categories, and we expect these pictures to be representative of what
the model would encounter when deployed in practice. We furthermore augment the data
by introducing horizontal reflections, small translations, and variations to color intensity,
as we expect the class of each picture to be invariant to such transformations, and such aug-
mentations are expected to reduce overfitting (Krizhevsky, Sutskever, and Hinton, 2012).

8.5.3 Data representation

What are the relevant and irrelevant features of the chosen examples?

Once the training data are chosen they have to be represented in a way that facilitates
learning. This representation serves the purpose of highlighting what information
is relevant to the task and removing distractions. Often, the data used in ML are
represented as feature vectors via. feature engineering (Domingos, 2012; LeCun, Ben-
gio, and Hinton, 2015) where a series of quantified vector representations are tested
through a process of trial and error. However, the data may be represented in any
number of ways that the developer believes illustrates their important aspects well,
such as tensors for image and video data which preserve the locality of pixel data, or
graphs for network data, which preserve and highlight the structure of the analyzed
network.

A well-designed data representation excludes irrelevant information while re-
taining as much relevant information as possible. However, what counts as relevant
and irrelevant information is not defined a priori. Recent advances in representation
learning have partially automated this process, when the relevant information can
be described with more abstract biases (LeCun, Bengio, and Hinton, 2015). However,
it is important to carefully consider which features would facilitate the learning pro-
cess and which would hinder it. If important information is removed by mistake, or
if too much irrelevant information drowns out the relevant bits, the model may learn
spurious correlations between irrelevant features. Furthermore, choices of model
type and data set naturally constrain what kinds of data representations are feasible
for the particular task, as the chosen representation has to fit them both.

In our running example, choice of data and model type indeed impacts representation.
We choose to represent the data as tensors with 256x256 pixels and 3 color channels owing
to two primary considerations. First, we use a convolutional neural network (CNN) for
classification, and such models require input of a fixed dimensionality. Second, the tensor
representation preserves the relative location of pixels, which we expect to be beneficial to
detecting objects that extend over adjacent pixels.
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8.5.4 Model type and architecture

Which types of patterns is the model expected to use and how complex are they?

For any data set there are many potential models consistent with the data, and choos-
ing any one model over the rest requires specifying an a priori preference in the form
of an inductive bias (Mitchell, 1997). With a bad inductive bias, the chosen model
might generalize in ways that are not aligned with the interests of the developers
even if they are consistent with the training data. Such misalignment might show it-
self merely as bad performance, but it may also be more subtle and problematic such
as relying on unstable or spurious correlations (Calude and Longo, 2017) or making
socially discriminatory generalizations (Barocas and Selbst, 2016). The first part of
the inductive bias is given by the model type and architecture, and the second part
is discussed in Section 8.5.5.

Choosing a good model type comes down to reasoning about the nature of the
relation between input and output in the chosen task. While any ML project im-
plicitly assumes the existence of some statistical regularity governing the relation
between input and output, choosing a particular model type biases the learner to-
wards learning specific kinds of patterns such as those that can be represented by a
weighted sum of the feature values in the case of a linear model. Assumptions of
linearity may not hold for many problems and often more advanced models with
subtler biases are used to represent complex dependencies between input and out-
put. Increased complexity comes at a cost, however, both with respect to the amount
of data required for successful learning and the number of computations needed at
each step in the learning process (Mitchell, 1997; Hastie, Tibshirani, and Friedman,
2009). Thus, the computational budget available might become a deciding factor in
the choice of model type and architecture, and wherever this is the case, it is impor-
tant to document such decisions, so that they may be reevaluated if the availability
of computational resources change.

A poor choice of model type and architecture may result in the model being mis-
aligned with the developers’ intentions if important patterns in the input-output
relationship cannot be captured by the model. If sequential order of the data is
paramount, such as in speech recognition, but a model type with an assumption
of no such sequences in the data is used, the model will most likely fail to capture
anything but weak and spurious patterns. This shows the importance of careful
design, as a good choice of model type and architecture depends strongly on what
is known about the relation between input and output and which patterns to ex-
pect in the data. Documenting the reasoning behind the model design by answering
which patterns are expected in the data and which structure the model is expected
to exploit allows later studies to critically scrutinize this fundamental aspect. For ex-
ample, CNNs trained on ImageNet were investigated on account of the assumption
that they learn hierarchical representations of increasingly complex shapes. Instead,
experiments exposed a texture bias in the models that undermined this assumption
(Geirhos et al., 2018).

In our example, we choose a CNN with 5 convolution layers designed to detect a hier-
archical representation of pixel patterns as we expect that many features central to object
recognition such as compact shapes and textures are defined by correlations in neighboring
pixels. These layers are followed by 3 fully connected layers to learn a classification function
from the features detected by the convolutional layers. ReLU activations are used through-
out, as these have been shown, e.g., to avoid exploding gradients (Krizhevsky, Sutskever, and
Hinton, 2012; Glorot, Bordes, and Bengio, 2011).
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8.5.5 Optimization objective

How are competing models compared?

While the chosen model type and architecture determine which general patterns are
expected, constituting the first part of the inductive bias, the optimization objective
determines how different parameterizations of the same model are compared, con-
stituting the second part of the inductive bias. Choosing the optimization objective
translates learning into a problem, where each parameterization of the model maps
to an associated value. In other words, it determines how different instantiations of
the same model can be ranked and thereby it determines what is considered a suc-
cessful model. In order for the translation from abstract task to concrete objective
to be successful, the optimization objective should account for the different kinds of
errors the model can make and their relative values as well as any constraints the
parameters of the model are subject to. However, as in the choice of model type, the
optimization objective also has a computational aspect to it.

It is worth noting that the optimization objective can account for more things
than just predictive power, e.g., classifiers can be optimized for increased fairness
(Enni and Assent, 2018), or they can be optimized to shift attention to patterns con-
sidered more sensible (Ross, Hughes, and Doshi-Velez, 2017). If important goals
or constraints are not accounted for in the optimization objective, the learner might
output a model that is inconsistent with those.

In the running example we choose a multinomial regression objective with weight decay
regularization. With this choice the model optimizes its chances of making the correct pre-
dictions across the training set, and the regularization reduces overfitting due to the large
number of parameters in the model (Hastie, Tibshirani, and Friedman, 2009).

8.5.6 Learning algorithm

How is the search for models performed?

Where the optimization objective defines criteria to evaluate the relative value of
model parameterizations, the learning algorithm decides how the search for the op-
timal model is performed. It does not, however, imply any behavior for the model in
its own right. The learning algorithm is evaluated on its efficiency and effectiveness–
the parameters of the optimal model do not change based on the method used to
arrive at them. Two different learning algorithms might still arrive at parameteriza-
tions with different performance and at a different computational cost, though, as
there are often no guarantee that the learning algorithm arrives at the single global
optimum.

However, since the efficiency of the learning algorithm is an important factor
in deciding the computational cost of training a ML model, it is not uncommon to
revisit other design choices to make them compatible with a powerful learning al-
gorithm, even if they represent the task less accurately as a result. This is the case,
e.g., for gradient descent where the loss-function, and thereby also the model’s pre-
diction function, must be differentiable, which also constrains the input data to be a
vector, matrix, or tensor of fixed dimensionality. An example of compromise could
be choosing a convex optimization objective that less accurately represents the tar-
geted problem, but which guarantees that gradient descent converges towards the
global optimum. By explicitly noting such assumptions and considerations going
into the choice of a particular learning algorithm it can easily be revisited and ad-
justed if necessary.
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In the running example we choose to train the network using stochastic gradient descent
with momentum, since this method has previously shown good performance on similar CNN
models and other deep neural networks (Schmidhuber, 2015). We add dropout (Hinton et al.,
2012) to the first two fully connected layers to further reduce the risk of overfitting by forcing
neurons to learn to detect features that do not require the presence of particular other neurons
(Krizhevsky, Sutskever, and Hinton, 2012).

8.5.7 Output

How should the output be presented?

In order to perform its task, the model’s output often has to be changed to some
useful format. The model type and/or optimization objective often requires a con-
tinuous output from the model to facilitate optimization, and this output can be in-
terpreted, e.g., as the probability of seeing the positive class, in the case of a logistic
regression (Hastie, Tibshirani, and Friedman, 2009). However, what is needed from
a model is often classification rather than a distribution of probability over classes,
and the output must be post-processed to achieve this functionality. In other cases
the numeric output might have to be changed to, e.g., a risk scale of low, medium
and high (Larson et al., 2016).

Thus a choice has to be made as to how the output is presented to the user and
while it does not affect the behavior of the model directly, it might have important
implications for its functionality. In particular it affects how the system can be tested,
as the form of the output might decide which outputs are errors and which are not.

In our running example we make a simple modification by outputting the class with the
highest predicted probability as the predicted class. We make this change because the system
is meant to be used for classifying images, and this requires returning a single predicted class
for each input.

8.5.8 Performance evaluation

How is the performance of the model evaluated in its actual context of use?

The final choice in creating a ML model is the evaluation scheme gauging the perfor-
mance of the trained model. Evaluating a ML model on held-back validation data
often informs and guides the design of its next iteration, and thereby directly affects
the design of the model (Hastie, Tibshirani, and Friedman, 2009; Langley, 2011).
However, the importance of a proper experimental design is often underappreciated,
especially when experimental designs are inherited from previous projects (Flach,
2019).

Two important aspects must be be given particular attention: the quality of the
test data and the choice of evaluation metric. Ideally, the testing data would be an
unbiased and representative sample of the data the model is expected to encounter
in practice to get as good of an estimate of performance as possible (Mitchell, 1997).
Thus, getting a testing data set of high quality requires intimate knowledge of the
problem that the model is made to address to account for label skews, biases, concept
drift and more. To ensure that all such potential problems are accounted for it may be
necessary to measure test data oneself, if budget and practical considerations allow
for it.

The second issue can become similarly subtle, as choosing a good evaluation
metric depends on the intended use-case of the learned model (Flach, 2019). Know-
ing how and for what the model is going to be used is necessary to choose a measure
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that makes sense for this purpose. The performance of a ML model might also have
several qualitatively different facets that cannot be meaningfully aggregated into a
single measure of performance such as recall and precision. Another example of this
problem is when a model is required to be “fair”, which requires choosing and jus-
tifying a particular measure of fairness from a vast population of fairness measures
(Corbett-Davies and Goel, 2018).

In the running example, we measure the top-1 accuracy, to test the efficiency of the
classification rule chosen in the output presentation, and the top-5 accuracy to test how often
the model is close to being right, both measured on held-back testing data. We will also
manually inspect a random sample of the top-5 results in order to see which specific classes
the model has trouble distinguishing. These measures relate to the high-level objective as we
wish to know which picture classes will likely contain the most errors and if the classification
could improve if we return more than one label per picture.

8.6 Conclusion and discussion

We presented a method consisting of eight design questions, the answers to which
serve to describe the desired behavior of the ML model learned by a machine learner.
This method can shed light on the deliberation and the normative choices that are
made when constructing machine learners. By elevating the design process to the
level of abstraction concerning the properties of the input-output relation modeled
by the ML model rather than the level of technical and mathematical specifics, this
method might make ML more approachable to actors both inside and outside the
ML field, thereby supporting a higher degree of collaboration and discussion.

By noting the design choices and their rationales, the desired ML model is de-
scribed in humanly readable terms and ML developers thereby produce a pre hoc
explanation of the expected behavior and justification of the model, similar to the
preregistration of a scientific experimental setup (Hildebrandt, 2019). This descrip-
tion can help making expectations concrete and tangible and can anchor later post hoc
explanations (Guidotti et al., 2018a) of model behavior. Describing the desired model
by iteratively refining answers to the eight design questions, generates a stated jus-
tification which can act as an anchor for discussions and maintenance. It thereby
gives a lens through which to explain, debug, or contest the model, opening up a
discussion not just of the effectiveness of these choices but also of their appropriate-
ness.
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Chapter 9

Situated Accountability: Ethical
Principles, Certification Standards,
and Explanation Methods in
Applied AI

The work presented in this chapter was made in collaboration with Anne Henriksen
and Anja Bechmann and was published at the AAAI/ACM Conference on AI, Ethics
and Society 2021. (Henriksen, Enni, and Bechmann, 2021)

9.1 Abstract

Artificial intelligence (AI) has the potential to benefit humans and society by its em-
ployment in important sectors. However, the risks of negative consequences have
underscored the importance of accountability for AI systems, their outcomes, and
the users of such systems. In recent years, various accountability mechanisms have
been put forward in pursuit of a responsible design, development, and use of AI. In
this article, we provide an in-depth study of three such mechanisms, as we analyze
Scandinavian AI developers’ encounter with (1) ethical principles, (2) certification
standards, and (3) explanation methods. By doing so, we contribute to closing a gap
in the literature between discussions of accountability on the research and policy
level, and accountability as a responsibility put on the shoulders of developers in
practice. Our study illustrates important flaws in the current enactment of account-
ability as an ethical and social value which, if left unchecked, risks undermining the
pursuit of responsible AI. By bringing attention to these flaws, the article signals
where further work is needed in order to build effective accountability systems for
AI.

9.2 Introduction

Perhaps the greatest example of artificial intelligence (AI) put to use for people and
society is AI techniques applied to healthcare, with promises of better, cheaper, and
more efficient care for patients. In fact, such techniques, which draw on machine
learning (ML) models applied to big data, have already shown advances in a num-
ber of areas, e.g. image classification (Esteva et al., 2017; Gulshan et al., 2016; Kooi
et al., 2017), medical prognosis (Deo, 2015; Kannel et al., 1975), and automated pro-
cessing of Electronic Health Records (Shickel et al., 2017). Yet, the incorporation of
automated algorithmic systems into critical infrastructures of society does not come
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without concerns. In recent years, studies have documented cases in which AI sys-
tems have had adverse effects on people subjected to them. Such cases include dis-
criminatory services (Buolamwini and Gebru, 2018; Sweeney, 2013), capricious and
unfair social decision systems (Eubanks, 2018; O’Neil, 2017), and runaway feedback
loops in criminal justice (Ensign et al., 2018). Additional perils have been identi-
fied specifically in healthcare such as misleading prognoses and unsafe treatment
(Caruana et al., 2015), and an inability to handle uncertain and ambiguity of medical
data (Cabitza, Ciucci, and Rasoini, 2019). Also risks of deskilling and a decreased
diagnostic accuracy have been documented (Cabitza, Rasoini, and Gensini, 2017).

The discovery of these potential consequences has underscored the importance
of accountability for AI systems, their outcomes, and the users of such systems be-
fore and after they have been developed and deployed. Arguably, such account-
ability is intrinsically linked to the responsible design and use of AI (Dignum, 2019;
Kroll, 2018; Kroll, 2020). As argued by Smith, 2020, p. 2, “one of the ways that re-
sponsible actors demonstrate their responsibility is by being accountable.” In conse-
quence, different mechanisms for accountability (Bovens, 2010) have been put forward
in pursuit of ‘responsible AI’. For instance, political and professional organizations
have issued guidelines prescribing ethical principles for the design and use of AI
systems (Jobin, Ienca, and Vayena, 2019). Additionally, researchers have come up
with various theoretical and technical approaches to accountable AI algorithms and
computer systems (see e.g. Diakopoulos, 2015; Kroll et al., 2017; Lepri et al., 2018).

In this article, we study how accountability and consequently responsible AI is
being pursued and practiced, focusing on the three accountability mechanisms of (1)
ethical principles , (2) certification standards, and (3) explanation methods. Hence,
we adopt a view of these three as mechanisms intended to facilitate accountability in
socio-technical systems incorporating AI systems (cf. Ananny and Crawford, 2018;
Bovens, 2010). These mechanisms are not legally binding per se and do not have any
formal legal status in themselves. Hence, from a legal perspective, they may be con-
sidered as ‘soft law’ rather than ‘hard law’ (Abbott and Snidal, 2000). Generally, soft
law is defined as “written and unwritten instruments and influences that shape ad-
ministrative decision-making” (Sossin and Smith, 2003, p. 867). In the literature, this
type of law is highlighted as an appropriate tool for governance on an international
level, and in practice, “it often has much more influence than legislative standards”
(Sossin and Smith, 2003, p. 869). Yet, much criticism has been raised against the
use of soft law approaches to govern AI. Recent studies have criticized especially
ethical guidelines for being “toothless” (Rességuier and Rodrigues, 2020) and called
for research studying the use and effect of such guidelines closer to the realm of
applied AI (see e.g. Mittelstadt, 2019). Such criticism underlines the general need
to study mechanisms which we expect to facilitate more substantiate accountability
and promote responsible AI in context.

This article contributes to bridging this gap through an empirical study of Scan-
dinavian AI developers’ encounter with the three accountability mechanisms out-
lined. These mechanisms were explicitly discussed in the research case which we
draw upon. They are furthermore widely discussed by researchers and policymak-
ers in the debate on how to ensure accountability in and after AI development pro-
cesses and a responsible design, development, and use of AI. The research questions
guiding the study are: How are ethical principles, certification standards, and explana-
tion methods enacted? How are they responded to and reflected on by developers in applied
AI? To what extent do these mechanisms promote accountability and the use of responsible
approaches in design and development processes?



9.3. Accountability mechanisms 107

To study these questions we will, first, expound the three accountability mecha-
nisms studied from a theoretical perspective and elaborate on the distinct problems
that AI poses to accountability. In doing so, we will draw on theory and literature
from related fields such as governance and public administration, philosophy of in-
formation, and ethics and information technology. Secondly, we will present the
central case study and argue for the methods used to collect and analyze the data
underlying the study. Next, we will present our empirical findings. Finally, we will
conclude with a critical discussion of the issues identified in our analysis, and pro-
vide our concluding remarks and recommendations.

The article aims to provide situated bottom-up perspectives on accountability
and responsible AI and, consequently, on the governance of AI and responsible in-
novation (Brundage, 2016; Dignum, 2019; Theodorou and Dignum, 2020). Through
our case study-based analysis and discussion, we aim to bridge the gap between
accountability as discussed at the policy and research level, and accountability as a
responsibility put on the shoulders of engineers working on the development of AI
systems in practice.

9.3 Accountability mechanisms

As noted by many scholars, accountability is a multifaceted concept with a long
history and many applications (see e.g. Sinclair, 1995). Mark Bovens distinguishes
between two different usages of the term; as a virtue and as a mechanism (Bovens,
Schillemans, and Goodin, 2014; Bovens, 2010). Despite this distinction, the two con-
cepts are “closely related and mutually reinforcing” (Bovens, 2010, p. 962).

When used as a virtue, accountability is regarded as “virtuous behavior” which
organizations should strive for, i.e. “a willingness to act in a transparent, fair, com-
pliant, and equitable way” (Bovens, 2010, p. 494). In this sense, accountability refers
to “substantive norms for the behavior of actors” (Bovens, 2010, p. 949). Meanwhile,
it is in the sense of a social, political, or administrative mechanism that accountabil-
ity has its historical and semantic roots. Staying close to these roots, accountability
can be understood as a mechanism that involves “an obligation to explain and jus-
tify conduct” (Bovens, 2010, p. 951). Today, however, it is the relation through which
“an agent can be held to account by another agent or institution” that is the crux of
the concept (Bovens, Schillemans, and Goodin, 2014, p. 9). This relation can be more
or less formal or informal by involving consequences that are either formalized or
based on unwritten rules (Bovens, 2010). Briefly explained, accountability as a mech-
anism involves a relationship between an actor and a forum with expectations for (1)
what kind of formal or informal account the actor should give in order to justify its
conduct; (2) how and by whom (which forum) the actor giving an account should be
questioned and passed judgment on with regards to the adequacy of the account, or
the legitimacy of the actor’s conduct, and; (3) which consequences are mandated in
case of a negative judgment (Bovens, Schillemans, and Goodin, 2014; Bovens, 2010).

As noted by Bovens, 2010, some would consider the judgment by the forum,
or even just the justification by the actor, to be enough to qualify a relation as an
accountability mechanism. In this way, we may understand accountability mech-
anisms to form a web of different interrelated mechanisms intended to enable ac-
countability. In line with this idea, researchers and policymakers consider ethical
guidelines to have an effect on AI stakeholders’ conduct only in interaction with the
legislations and regulations of a country or union (see e.g. Larsson, 2020). We ac-
knowledge this observation and understand the three accountability mechanisms in
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our study to be working in conjunction with other mechanisms at different levels
of government, including regulatory and legislative instruments. Yet, we will leave
a specific treatment of such instruments for future research and focus on the three
mechanisms concerned.

Recent studies have shown how accountability is complicated by the incorpora-
tion of AI systems into the decision-making process of (public) institutions, as AI de-
velopment firms thus become a part of the accountability relationship between the
institution and its customers or citizens (Martin, 2019; Wieringa, 2020). However,
most attention within research on accountability in relation to AI is given to diffi-
culties with producing effectful accounts of the functioning of AI systems and the
decisions made with such systems (see e.g. Kroll et al., 2017; Kroll, 2018; Wieringa,
2020). Such difficulties were already pointed to in 1994 by Helen Nissenbaum (Nis-
senbaum, 1994) who called for accountability in the use of complex computer sys-
tems in critical sectors. Yet, the situation now has been further complicated by issues
unique to modern AI systems.

In particular, systems created with ML models introduce difficult barriers to ac-
countability outside of what could normally be expected for complex computer sys-
tems. Especially the opacity of complex ML models creates problems for the produc-
tion of accounts of AI systems and outcomes (Burrell, 2016; Doshi-Velez et al., 2018;
Weller, 2019). This opacity is the result of ML models being “learned” from data
rather than written by human programmers. Such data-driven learning often leads
to the production of highly complex and large mathematical models which cannot
easily be ‘picked apart’ into meaningful units and inspected individually (Burrell,
2016; Shwartz-Ziv and Tishby, 2017). Since such models end up appearing as ‘black
boxes’ (Pasquale, 2015) to outside human inspectors, it can become almost impossi-
ble to distinguish between and distribute responsibility for the many different kinds
of errors and mistakes that the models can make. Furthermore, since many ML
models continually learn and adapt to new input data when applied in practice,
it may not even be possible to investigate the particular offending instantiation of
the model in a post-hoc fashion if problems occur (Sculley et al., 2014; Zhang et al.,
2020). Yet, AI systems are always “fit for certain uses” (Kroll, 2018) and thus rely
on design choices, values, and underlying goals that are important for the resulting
(social) outcomes, and for which the developers, owners, and users of the systems
can be held accountable (Brundage, 2016; Dignum, 2019).

Given the different problems and risks arising in the light of modern AI systems,
it is important that developers are held accountable for their innovations; provide ac-
countability for the users of their AI systems and the people subjected to them; and
proceed with caution and respect for ethical and social values when designing and
developing such systems. For these purposes, different mechanisms for accountabil-
ity have been, and are, discussed by researchers and policymakers, including ethical
principles, certification standards, and explanation methods. We analyze these three
mechanisms individually in order to provide more focused insights.

9.3.1 Ethical principles

Ethical principles, or applied ethics, prescribe the norms for what is socially and
ethically acceptable and preferable (Floridi, 2017; Floridi, 2018). In this way, ethi-
cal principles work to “steer society in the right direction” by defining what ought
to be done and what to be avoided, outlining the conduct that actors should strive
for beyond mere legal compliance (Floridi, 2018, p. 4). In recent years, a number of
guidelines prescribing ethical principles for AI design and use have been issued by
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professional and political organizations. These are for instance the FAT-ML commu-
nity (Diakopoulos et al., 2017), AI4People forum (Floridi et al., 2018), OECD (OECD,
2020), IEEE (Chatila and Havens, 2019), and the High-Level Group on AI appointed
by the European Commission (AI HLEG, 2019). Common to the various guidelines
is that they seek to guide the application of AI towards uses that generally benefit
society and contribute to the common good. They do so by pointing to the principles
and intrinsic values to pursue, and the ethical risks and social harms to avoid (Canca,
2020; Theodorou and Dignum, 2020). In a systematic literature review of ethical
guidelines, Jobin, Ienca, and Vayena, 2019 found a convergence towards principles
of transparency, justice and fairness, non-maleficence, responsibility, and privacy.
However, there was disagreement on how these principles should be interpreted
and implemented.

Some guidelines include suggestions or requirements for how principles and the
associated values are implemented, thereby assuming an operational dimension (see
e.g. AI HLEG, 2019). Yet, as suggested earlier, the main strength of ethical principles
as mechanisms for accountability presumably lies in their normative forces (Floridi,
2018). By prescribing norms for the behavior of actors towards positive societal im-
pacts, ethical principles place expectations on actors, not only for which acts they
ought to perform but also for which obligations they have a responsibility to fulfill
(Floridi, 2017; Floridi, 2018; Bryson, 2018b). It is in this way that ethical principles
themselves may function as accountability mechanisms, namely by establishing ex-
pectations for the conduct and obligations of actors, and by establishing a general
public (the society) to which the actors are accountable (cf. Sossin and Smith, 2003).
If AI firms do not fulfill these expectations, or explicitly choose not to adopt other-
wise universally agreed-upon ethical principles, they may suffer reputational losses,
resulting in severe consequences for the credibility of their businesses (Hagendorff,
2020; Zerilli, 2010).

Despite the presumed ‘power’ of AI principles to exert pressure on stakehold-
ers to strive for building a so-called “Good AI society” (Floridi et al., 2018), ethical
principles have been harshly criticized for being too ‘weak’ an accountability mecha-
nism, failing to have an actual effect on AI stakeholders’ conduct. In particular, eth-
ical principles are criticized for lacking oversight processes and sanctions, thereby
making the “critical audience” (Kemper and Kolkman, 2019) ill-equipped to assess
the conducts of those developing and employing AI systems. In this way, ethical
principles expect AI stakeholders to be able to interpret what it means to uphold
and practice ethical principles in the context of their own work (Brundage et al.,
2020; Hagendorff, 2020; Mittelstadt, 2019; Morley and Floridi, 2019; Whittaker et al.,
2018; Whittlestone et al., 2019).

9.3.2 Certification standards

A certification is used for attesting whether an object of certification meets the re-
quirements of a standard on the basis of an audit. Hence, certifications, standards,
and audits are inextricably linked (Power, 1997). Historically, certification stan-
dards have been used in manufacturing sectors and developed by, among others,
non-governmental standards setting organizations (Bryson, 2018b; Büthe and Mat-
tli, 2011; Delimatsis and Tilburg Law and Economics Center, 2015). Standards con-
cerning AI design and development are currently under development by several
standards organizations, including the International Organization for Standardiza-
tion (ISO). Such standards are considered to offer a method for formalizing ethical
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principles and substantiating their implementation in practice, in this way incen-
tivizing their adoption (Winfield and Jirotka, 2018; Cihon et al., In review).

Certification standards are described as “consensus-based agreed-upon ways of
doing things, setting out how things should be done” (Bryson and Winfield, 2017).
Additionally, they are defined as “technical specifications and other precise crite-
ria, which ensures that materials, processes, services, systems, or persons are fit for
their intended purpose” (ISO, 2021a). Usually, it is an authorized independent body
from the private sector, a trusted third party, that assesses whether the object of cer-
tification controlled by the applicant meets the specified criteria and builds on the
best practices of the standard (Blair, Williams, and Lin, 2007; Brundage et al., 2020).
In this way, it is certification bodies which “attest to the general public that an AI
system is transparent, accountable, and fair” (AI HLEG, 2019, p. 23). Certification
standards thus function in a very direct way as a mechanism for accountability, since
they establish a clear accountability relationship between the actor seeking the cer-
tification, and the certification body to whom this actor must be accountable as a
proxy for the customer and general public. A formal account is given, and the con-
sequences of non-conformity to the criteria and best practices of the standard is the
denial or revocation of the certification. Such denial or revocation may result in rep-
utational losses or even more severe consequences if the certification is a mandatory
regulatory requirement. In this latter case certification standards may be interpreted
as ‘hard law’ (Winfield and Jirotka, 2018; Bryson, 2018b; Cihon et al., In review).

The use of certification standards as accountability mechanisms in AI has been
criticized for potentially promoting an instrumentalization of ethical values without
necessarily eliminating irresponsible and unethical behavior (Floridi, 2019; Whit-
taker et al., 2018). Additionally, scholars have stressed the limitations of the com-
monly used post-hoc audit when applied to AI systems (Sculley et al., 2014; Zhang
et al., 2020). This has led to recommendations for how audits should be performed
specifically in relation to AI systems. For example, Andrew Tutt (2017) has recom-
mended that an entirely new regulatory body is instituted to oversee the quality and
compliance of automated algorithmic systems, inspired by similar bodies in other
fields such as the American Food and Drug Administration (FDA). In contrast, re-
searchers at Google have presented an end-to-end framework for conducting inter-
nal audits during the AI development process (Raji et al., 2020). Hence, they suggest
that AI developers themselves should play a larger role in the audit process.

9.3.3 Explanation methods

As previously mentioned, the inherent opacity of AI systems using ML models nat-
urally impedes accountability in the sense of “providing answers for your behavior”
(Bovens, Schillemans, and Goodin, 2014, p. 5). This has made researchers and pol-
icy bodies point to the need for explanations, or explainability, in order to provide
accounts alongside predictions (see e.g. Brundage et al., 2020; AI HLEG, 2019). Such
explanations were spurred on by the GDPR, which pushes for “a right to expla-
nation” but without legally mandating it (Goodman and Flaxman, 2017; Wachter,
Mittelstadt, and Floridi, 2017). The field of explainable AI (xAI) has recently seen a
resurgence of interest as a means to face this challenge by enabling more substantial
transparency and thereby accountability (Gunning, 2017; Mittelstadt, Russell, and
Wachter, 2019).

In xAI, ML models deliver explanations alongside predictions in order to com-
pensate for the lack of transparency and understanding of their inner workings. The
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explanations generated by the use of xAI methods are solutions to certain optimiza-
tion problems, and many of the differences in xAI methods are the result of different
assumptions and formulations of these optimization problems. Common variations
include a focus on explaining a single outcome of the model (local explanation)
(Ribeiro, Singh, and Guestrin, 2016) versus explaining the general behavior of the
model (global explanation) (Mittelstadt, Russell, and Wachter, 2019), and optimiz-
ing the accuracy and predictive power of ‘inherently transparent’ models (Rudin,
2019) versus generating post-hoc explanations for the behavior of a given black box
model (Guidotti et al., 2018a).

xAI is often envisioned as a mechanism for accountability that mediates the re-
lationship between the AI system and its uses by allowing the system itself to ac-
count for its behavior through automatically generated explanations that the user
can query and question (Gunning, 2017; Lepri et al., 2018). In this accountability
relationship, the accounts given are judged by single individuals, be they doctors,
researchers, or laypeople. Rather than referring to external standards and guide-
lines, each recipient of an explanation evaluates the extent to which it is a valid
account of the AI system and its outcomes (Doshi-Velez et al., 2018; Gunning, 2017;
Ribeiro, Singh, and Guestrin, 2016; Weller, 2019). Thus, explanation methods center
individual actors in the accountability relationship rather than certification bodies
or the general public and lack, like ethical principles, explicit consequences in cases
of misconduct. In turn, explanation methods are sometimes highlighted as ways
of enabling other types of consequences, such as by revealing breaches of legal or
professional standards (Doshi-Velez et al., 2018).

While the xAI field has seen a surge of popularity recently, the aims and methods
of the field have also been the target of extensive criticism (Rudin, 2019). The first
part of this critique is technical. Explanations are found to be statistically fragile
(Ghorbani, Abid, and Zou, 2019) and oversensitive to spurious correlations (Bhatt
et al., 2020). Furthermore, they can be manipulated to deceive users (Lakkaraju and
Bastani, 2020). The other part of the critique is conceptual. Adrian Weller has for
example criticized the idea that transparency will solve the problems with using
ML for decision-making (Weller, 2019). Similarly, Zachary C. Lipton has challenged
the assumption that explanations in the form of simplified model approximations
will even improve transparency in ML in the first place (Lipton, 2018). In spite of
this criticism, explainability remains important for accountability in AI, whether it is
realized through xAI or some other method. It is given a central role, not only in the
GDPR but also in a number of ethical guidelines (see e.g. Diakopoulos et al., 2017;
Floridi et al., 2018; AI HLEG, 2019; OECD, 2020).

9.4 Case & method

Both ethical principles, certification standards, and explanation methods emerged as
analytical themes from the empirical material underlying the article. This material
was collected on the basis of an extensive ethnographic case study (Yin, 2009; Davies,
2008), conducted by the first author from late 2018 until early 2020. Using a follow-
the-actors approach (Latour, 1987), the author studied how the developers at an AI
company in Scandinavia practiced AI design and development. In this way, the case
study resembles earlier empirical studies focusing on the practices surrounding AI
development (see e.g. Agre, 1997; Forsythe and J., 2001; Suchman, 1987; Jaton, 2017).
The study is unique especially by virtue of its accounts of modern AI development
in a commercial company.
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The first author had asked for permission to study the developers’ work close-
up with regard to a predictive system for healthcare developed within a research
and innovation project. But as this work involved various practices and considera-
tions that linked to other work and AI projects in the firm, the data collection came
to encompass, for instance, developers’ work on the development of explanation
methods and attainment of ISO certifications. Similarly, it came to include devel-
opers’ occasional discussions of AI ethics and the AI HLEG (2019) ethics guidelines
specifically, which were issued during the data collection period.

Various different ethnographic methods were used for collecting the data in or-
der to generate thick descriptions (Geertz, 1973). Participant observation (Spradley,
1980) was conducted at numerous meetings and workshops held in relation to the
AI research and innovation project during the entire period. Furthermore, the first
author stayed with the company on an everyday basis from March to August 2019,
where she performed several spontaneous on-the-spot interviews with developers
and conducted day-to-day observations of their everyday work. As the first au-
thor had agreed to assist the team developing the predictive system for healthcare,
she made the observations and spontaneous interviews in the role as a participant
observer (Davies, 2008). Additionally, she conducted more than 20 semi-structured
interviews (Kvale, 2008) with e.g. managers, business developers, data scientists,
and data modelers. These interviews were conducted during two periods: August-
September 2019 and January-February 2020. Semi-structured interviews were used
for producing more details on aims, and observed actions and statements, and fur-
thermore delved into the developers’ roles, experiences, and views. In line with the
follow-the-actors approach, they were conducted in an exploratory manner based on
a set of loosely structured questions (Kvale, 2008), with the view to cover key themes
relevant to the exploration of AI development practice. Interviews and field notes
were additionally supplemented with documents collected in the field, for instance
project descriptions (Yin, 2009).

All the data collected and used in this article have been transcribed and subjected
to a prolonged analysis process. More specifically, the data have been analyzed by
means of initial categorization based on “the participants’ voice”, resulting in pre-
liminary themes and topics (Malterud, 2012, p. 796); repeated readings to generate
more condensed meaning units (Davies, 2008), and; simultaneous writing and think-
ing to produce more well-found interpretations of the data (Denzin, 2014; St.Pierre,
2011). Hence, the way from data to findings has been a highly iterative process,
open to the themes emerging from the empirical data and yet informed by our re-
search interest, i.e. to understand how accountability and responsible AI is pursued
and practiced. Through this process, our findings of the study have constantly been
analyzed and questioned. It should be noted that the quotes stated in the findings
section have been translated into English from the original language.

At the time when the data were collected, the AI company was 10 years old and
had approximately 30 employees, primarily engineers. However, the company had
recently also engaged profiles from non-technical disciplines, including an anthro-
pologist. This was in order to adopt a more user-centered development approach
for the purpose of developing high quality AI products. Whereas the company had
originally provided data consultancy for public healthcare institutions, it had re-
cently started to move further into AI product development. Their aim was to uti-
lize the extensive centralized health data records, which the Scandinavian countries
are known for keeping (Tupasela, Snell, and Tarkkala, 2020), to improve the deliv-
ery of public healthcare. At the time of the study, their focus was on using deep
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neural networks (Russel and Norvig, 2016) to improve, among other things, medical
diagnostics.

With our ethnographic accounts, we strive to elucidate the dynamics, conflicts,
and complexities that the enactment of accountability and responsible AI involve in
practice (cf. Halkier, 2011). We believe that the results in the following section and
the patterns discovered within the research case may provide important lessons, and
serve as a background for future in-depth qualitative case studies and discussions
of accountability and responsible AI.

9.5 Results

In this section, we report on the empirical data underlying the study as we analyze
AI developers’ encounter with the three accountability mechanisms outlined in the
previous sections.

9.5.1 Ethical principles

It is clear from the empirical material that the developers’ reactions to ethical prin-
ciples were highly negative. This is not to say that they did not act according to
such ethical principles, however, our data show that they chiefly did so on their
own initiative. As an example of such an initiative, the developers had worked on
ensuring the strict traceability of their development process by constructing an ad-
vanced log system, as is also recommended in policy documents (see e.g. AI HLEG,
2019). Rather, the reason behind their negative response to ethical principles had
to do with a frustration with the extent to which and the way in which ethics were
discussed in guidelines and the public debate. This frustration was indicated by
the multiple times that developers talked of the discussion of ethical principles and
issues as being irrelevant or out of proportions.

The developers indicated that the focus on AI ethics was excessive, primarily for
two reasons. Firstly, they believed that being accountable and responsible was an
essential premise of their business, if they should hope to have the healthcare sector
adopt their AI systems. Secondly, they did not consider ethics and, more specifically,
ethical principles to be genuine responses to the actual problems that they were fac-
ing ‘on the ground’. Especially when discussions centered on moral dilemmas, they
found them to be irrelevant to their work with AI. For these reasons, in their opin-
ion, the extensive focus on AI ethics came to seem almost like a provocation, as this
quote suggests:

Believe me, we know that we have to be utterly impeccable... Here in the
EU we have been sleeping on the job, and now we suddenly have to take
up ethics. We need to move away from that kind of rhetoric! Really, no-
body will say that they are not ethical. A philosopher raises one hundred
questions but has no answers. (Director, Aug. 2020)

In particular, the developers were provoked by the AI Trustworthy Guidelines is-
sued by the AI HLEG which they considered to be a waste of time and suspected
was made to cover up the fact that the EU was lagging behind in the ‘AI race’ (Ha-
gendorff, 2020) and, more specifically, in devising legislation:

I think it’s extremely frustrating that they [the national and European
authorities] release all kinds of things [i.e. ethical guidelines] and make
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all kinds of statements instead of just rolling up their sleeves! Seriously,
we [i.e. the EU] cannot allow ourselves to just do nothing! Really, we
do everything that we can because we know that our business cannot
survive if it’s compromised by any of this. (Director, Feb. 2020)

Furthermore, the developers expressed several times that the discourse surround-
ing ethics was largely misguided. In their opinion, this led the expectations for and
demands placed on AI to be excessive compared to other technologies and human
beings themselves:

The general misunderstanding of what AI is has really surprised me. Re-
ally, AI is just ‘statistics on speed’ and nothing more than that. I don’t
understand why people question what AI is but don’t question, for ex-
ample, what MRI [Magnetic Resonance Imaging] is, because, in my opin-
ion, MRI is just as unstable as an ML algorithm may be. It’s not that I am
against legislation but I just think the general discussion is too gener-
alizing and stereotypical, and is missing the point. In fact, I think it is
damaging to the work that we’re actually doing. (Engineer, Feb. 2020)

We find the reason for this view to be caused by diverging and conflicting notions
of AI, prompting a misalignment between the discussions of AI ethics and the prob-
lems faced by the developers working with AI on a practical level. Generally, the
developers understood AI as merely one tool and knowledge production method
among others which ought not to be used in isolation. Clearly, they did not consider
this understanding to be reflected in the general and more abstract discussions of AI
ethics.

The AI developers generally found the ethical principles to be of little benefit to
their work as they did not reflect the realm of their work on applications of AI for
healthcare closely enough. This observation has similarly been stated in other stud-
ies (see e.g. Mittelstadt, 2019). Instead, the developers stressed in their critique of
ethical principles how important a ‘level playing field’ (Floridi, 2018) with respect to
legislation was for the ability of smaller companies like theirs to compete effectively.
Thereby, they worried that if discussions and principles hinder or delay (changes in)
legislation, it might be severely damaging to smaller AI companies.

9.5.2 Certification standards

In the case study, we found that the developers were highly motivated to apply for
internationally recognized certifications from the International Organization of Stan-
dardization (ISO). During the period of data collection, the company underwent an
ISO/IEC 27001 certification and was furthermore preparing for an ISO 13485 cer-
tification. Whereas the latter is required in order to obtain a CE mark, which is
mandatory for companies wanting to market medical devices in Europe, the former
is optional as a means of documenting the information security management of an
organization (European Commission, 2020; ISO, 2013; ISO, 2016). Yet, the ISO/IEC
27001 certificate was described by the company director as one of the most presti-
gious certificates that the company could achieve, and is by ISO itself highlighted
as one of their “popular standards” (ISO, 2021b). Despite the clear motivation for
obtaining the ISO certifications, our analysis finds some important problems with
the use of certification standards as mechanisms of accountability.

First of all, we observed that the top management viewed the extensive prepara-
tory work which employees needed to engage in as something that had to be ‘done’,
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so they could ‘get back to work’. This suggests that the certifications merely served
as seals of approval to the AI company, and that the best practices prescribed by
the ISO/IEC 27001 standard were not considered to affect the actual work on de-
veloping AI systems in any significant way. Furthermore, and perhaps even more
important, our data suggest that while the certification system was immensely re-
source demanding for the developers to navigate, they did not experience that their
great preparatory efforts were reciprocated by the public and regulatory authorities.
For one thing, they found that there was no guidance on how they as suppliers of AI
systems for healthcare could comply with standards, not even in the case of the ISO
13485 required in order to obtain a CE mark:

We are about to apply for the certification in ISO 13485 on medical de-
vices but there is absolutely nothing for us to follow in order to imple-
ment the standard. Our best bet is some FDA guidelines from the US;
we’re not even ready in the EU yet! Seriously, wake up, please!... I’ve
talked to the national medicines agency that has to handle these things
[provide guidance] but they knew nothing... The agency has announced
that it will develop some new guidelines as if all of this was completely
new, whereas I’m just thinking: “Stop, please, and just look at the papers
from the FDA.” (Director, Feb. 2020)

Whereas the developers felt they were doing everything they could in order to
meet the expectations for them as suppliers, they clearly did not think this was the
case for the authorities involved in the certification process. The fact that they were
met by an, in their opinion, underfunded and deprioritized certification body when
certified in the ISO/IEC 27001 confirmed their view on this:

There’s a great lack of people who are able to certify others; there are sim-
ply not enough people with the right competences [with regards to un-
derstanding data modelling]. They [certification bodies] are faced with
a gigantic readjustment as they fundamentally do not understand agile
development, but they have accepted that this is how things work... Ev-
erything has been based on assumptions like: “We have this requirement
specification; we are developing this product; and we test it in this way...”
But we need to remember that when we’re working with data products,
it’s not only the way you work that is agile but also the basis that you are
working on [i.e., the data]. This is not taken into account in the audits.
(Director, Feb. 2020)

So, while the developers were very motivated to apply for the ISO certifications,
they were frustrated by the poor quality of the guidance that they received, com-
pared to the immense effort required of them, and disappointed by the level of the
certification process. It was clear that based on these experiences, the credibility of
the certification system had degraded in their eyes, and this may have pushed them
further towards a shallow and pro forma adherence to the standards rather than sub-
stantially incorporating them into their work.

9.5.3 Explanation methods

In the beginning of the period of data collection, the developers were committed
to providing explanations for models and their outcomes to healthcare practitioners
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through xAI. Specifically, the developers wanted to apply local explanation meth-
ods to the temporal convolutional network they had developed for predictive and
diagnostic purposes. After prolonged experimentation, they finally settled on Layer-
wise Relevance Propagation (Bach et al., 2015) with deep Taylor decomposition (Mon-
tavon et al., 2017). The manager stated that he partly felt the GDPR pushed them to
provide explanations, in this way enabling practitioners to account for decisions and
actions to patients. Yet, in practice, the motivation rather was to build ‘good’ and
useful AI products, and make AI systems intelligible to practitioners, thereby pro-
moting their trustworthiness and adoption. However, the developers’ commitment
to providing explanations for users decreased over time and so did their reliance on
xAI for this purpose.

For one thing, they learned through observation conducted in clinical settings
that providing explanations via the user interface of AI systems was at the risk of
counteracting the efficiency gained from using AI in the first place, as users were
given additional information to process. This change in attitude coincided with a
change of focus from developing decision support systems to instead developing
what they termed “microservices.” Such microservices were meant to ease clinical
work by, for instance, automatically starting the medical examinations necessary to
test a likely diagnosis, rather than producing the diagnosis directly:

From the beginning, explanation has been foregrounded as something
that ought to be given at the level of a user interface: “Ohh, it’s a black
box! This means we cannot use AI for anything at all!” That’s from the
perspective of a doctor, you know: “I have to know what the reasons
are” and so on. However, I don’t believe this will be necessary because
AI is not going to be applied like: “Does this guy have cancer or not?”
Rather, I believe algorithms will be used for eliminating parts of working
processes and triggering actions. (Director, Feb. 2020)

The developers worried that implementing user-facing explanations would run
the risk of disrupting an otherwise smooth work practice to such a degree that it
would not contribute to easing clinicals’ work, but in fact introduce even more work.
This highlights a problem which is often neglected in scholarship on accountability
in AI: Explanations at the level of the user interface may counteract the efficiency
gained from applying AI, creating a tension between the value of accountability and
the value of usability. Owing to these experiences, the developers changed their
understanding of explanations by centering them around the purpose that explana-
tions serve, rather than only looking at which part of the AI system that explanations
target as in the usual classification of xAI methods (Guidotti et al., 2018a). In doing
so, they identified four distinct purposes for explanations: (1) Making models intel-
ligible and usable to users of AI systems; (2) Enabling users to trace outcomes and
errors; (3) Understanding, debugging, and improving models in the development
process, and; (4) Assessing models in auditing situations.

Simultaneously, the developers’ extensive project on xAI showed that the ex-
planations generated did not match their expectations for how such explanations
would work in a clinical setting. In particular, they learned that xAI provides func-
tional explanations of how predictive models function at a general level, and involves
the risk of discarding information which is important to a physician, thereby poten-
tially causing misunderstandings of the patient condition:

This is the model’s image of a sepsis-patient, in principle... It’s a func-
tional explanation in the sense that it explains how the model works in
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general. It’s not an explanation of the model’s complexity but just an ex-
planation that reflects the model’s image of reality. So, if the model has
understood that pulse and blood pressure always correlate, then, in prin-
ciple, we don’t know if the model has put less weight on one feature
than the other even though they matter equally... You might be able to
get some good explanations from it, but they are still explanations that
are conditioned on the model’s image of reality. And, if it [the model]
has forced [the weight on] feature x to zero, this will be reflected in the
explanation. (Chief Engineer, Feb. 2020)

While the developers found the use of xAI methods in a clinical setting to be
somewhat problematic, they learned that they were quite valuable in the develop-
ment process for the purpose of debugging models and identifying, for instance,
which features to include in the training. This change in attitudes towards xAI expla-
nations is in line with recent studies and criticism of such explanations also outlined
earlier in the article (Bhatt et al., 2020). The experiences of the developers combined
with theoretical critiques paints a picture of explanations generated with xAI tech-
niques as unable to serve the role they are often given in policy documents (see e.g.
Doshi-Velez et al., 2018; OECD, 2020; AI HLEG, 2019).

9.6 Discussion & conclusion

This article has studied how the accountability mechanisms of (1) ethical principles,
(2) certification standards, and (3) explanation methods are enacted, and responded
to and reflected on by developers in applied AI, and to what extent these mecha-
nisms promote accountability and the use of responsible approaches in practice. We
have studied this empirically on the basis of data from an ethnographic case study
conducted at an AI company in Scandinavia. For this purpose, we have drawn on
Mark Bovens’ conceptualization of accountability as a mechanism (Bovens, 2010),
along with theory from the fields of philosophy of information, and ethics and in-
formation technology. Our analysis reveals an important gap between the way ac-
countability as a social and ethical value is discussed and conceptualized at the pol-
icy and research level, and the way that accountability is enacted in practice, where
it becomes a responsibility put on the shoulders of engineers.

With regards to ethical principles, we found that they were regarded by the de-
velopers to be of little use in their work, and this became a source of frustration for
them. The developers felt that the discussions of ethical principles and issues in
guidelines and the public debate were based on a misunderstanding of AI and the
nature of the applications they were developing. While they believed AI to be just
another tool or method that might be used to assist in certain tasks, they encountered
discussions centered around the premise of autonomous AI decisions and general
AI. Thus, they felt that AI ethical guidelines were largely irrelevant to the type of
work they were doing and, in fact, somewhat harmful to their business; however,
they obviously still felt targeted by them. Here, perhaps, we see the crux of the mat-
ter: The high-profile, important and principled discussions of AI ethics reflected in
ethical guidelines may often be developed in response to worst-case scenarios and
very disruptive applications of AI, e.g. mass surveillance, drones, and self-driving
cars. Meanwhile, less attention is paid to the smaller scale efforts to use AI as a
supportive technology to assist professional work in important sectors. Although
healthcare may be regarded as critical infrastructure, not all actions and decisions
that AI may support are equally critical. The evaluation as to how critical a decision
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or action is thus becomes important, not least to developers faced with important
design choices.

As an accountability mechanism, the purpose of ethical principles is not to out-
line specific instructions but rather to establish normative expectations and obliga-
tions (Floridi, 2018). Seen in this light, we might still observe an important effect of
the extensive discussions on AI ethics, as the developers recognized the great expec-
tations there were to their integrity and conduct, and tried to act accordingly. In this
way, the question of whether to act ethically had been long settled, and rather, the
developers craved guidance on how to act ethically and responsibly as suppliers of
AI systems for healthcare. Centering ethical discussions and principles around more
concrete and sector-specific uses of AI could, perhaps, help to ensure that guidelines
would have a greater benefit to developers. This recommendation is in line with
other studies (see e.g. Mittelstadt, 2019). For example, our study revealed that the
developers were faced with important choices as to when to give prioritization to ex-
planation as a means of accountability over other important values such as usability,
which they mainly were concerned with. Undoubtedly, it is important to ensure ac-
countability for patients as these are the ones ultimately affected, and, therefore, in-
centives for developers to provide such accountability are vital. Although many eth-
ical guidelines suggest incorporating perspectives of all users, including end users,
and the GDPR pushes for an informal ‘right to explanation’, these requests are seem-
ingly not enough.

Our data also revealed an air of distrust and suspicion towards the regulatory
authorities, particularly the European Commission, as the developers suspected that
the ethical principles developed by the AI HLEG, 2019 were nothing more than an
attempt to cover up the commission’s lack of progress with regards to legislation
in the EU. Rather than a vague discussion of ethical principles, the AI developers
preferred to have clear expectations and (changes in) legislation in place as early as
possible. This would allow them to adjust their business accordingly and thereby
safeguard their competitiveness as a small-scale firm on the global market. On this
basis we furthermore recommend, regardless of the validity of the developers’ sus-
picions, that extra care is taken that ethical principles will not be used as an excuse
to delay (changes in) legislation that otherwise could bring clarity to the require-
ments of AI systems in concrete cases. This recommendation is in accordance with
recent studies, cautioning against the misuse of ethical guidelines to delay legisla-
tion (Floridi, 2019).

As for certification standards, we found that the developers were much more
motivated to demonstrate their accountability and integrity through conformity to
such standards, than they were to explicitly adhere to ethical principles. The pri-
mary reason was that certifications provided them with clear advantages: The ISO
13485 certification was an essential stepping stone in order to achieve the CE mark
required when marketing a medical device in Europe, and the ISO/IEC 27001 was
considered a prestigious certificate, documenting their level of information security
management. While the motivation to do the extensive preparatory work required
to implement the standards was pragmatic, the certifications were still a very se-
rious matter to the developers because of their importance to the competitiveness
and credibility of the company. The vast amount of effort that the developers put
into preparing for certifications and navigating the complicated certification system
made it clear that achieving the certifications was a top priority for the company.
Yet, they worried that the great effort required would bar smaller AI firms from be-
ing certified, making important standards practically unattainable for such firms.
This and the complexity of the certification system is indeed critical. However, it
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might be even more critical if AI companies are faced with little to no guidance on
how to conform to such standards, and a certification process unfit to deal with AI
systems in depth, as our study suggested.

Given that certification standards as an accountability mechanism establishes an
accountability relationship (Bovens, 2010; Bovens, Schillemans, and Goodin, 2014)
in which an authorized certification body attest to the general public that an AI sys-
tem works in a desired way, it is paramount that the integrity and reliability of the
certification process is not compromised. Therefore, if certification standards are to
be used for implementing ethical principles and play as great a role in the account-
ability system for AI as they have for other sectors (Bryson, 2018b; Büthe and Mattli,
2011; Delimatsis and Tilburg Law and Economics Center, 2015), it is vital that the
certification system is provided with sufficient resources. Proper infrastructure is
needed so that certification bodies actually can attest to the general public that an AI
system meets the expectations placed on its developers. Otherwise, we may risk that
the credibility of the certification system is jeopardized, and that certification fails to
advance its goal of ethically responsible AI, commonly referred to as means-ends de-
coupling (Cihon et al., In review). In this latter case, the consequence may further
be that accountability as a value is eroded. The power of regulatory bodies to push
companies towards ensuring accountability for their products and users should not
be underestimated. However, a poor certification process might result in the oppo-
site effect, as developers are pushed to comply with standards that appear to them as
arbitrary or frivolous in order to achieve a certification that is de facto mandatory for
their business. We recommend that more research is done on the use of certification
standards in order to further illuminate the problems indicated by our study.

As for explanation methods, the AI developers initially had high expectations for
the use of user-facing explanations generated with xAI techniques, and had therefore
started a large project exploring this branch of explanation techniques. However, as
their project matured, the developers learned that these techniques were somewhat
problematic in the user-facing role that they had expected them to fit into. One of the
greatest problems they faced was that the display of automatically generated expla-
nations to users might undermine the efficiency gained from applying AI in the first
place. This realization coincided with a change of focus from developing decision-
support systems to developing what they termed ‘microservices,’ aimed at easing
the work of clinical practice by automatically starting small actions in the medical
examination flow. Rather than centering explanations around the ML model, as is
normally the case in xAI (Guidotti et al., 2018a; Mittelstadt, Russell, and Wachter,
2019), the AI developers learned that a more salient distinction for their work was
to look at the purpose of the explanation for the user, keeping in mind the role of the
explanation in practice. The fact that explanations must be usable in order to be used
should be taken into account in future work in xAI, as ‘usability’ is an important
aspect of the explanation which is neglected if the explanation is not considered in
relation to its recipient (Miller, 2019).

Furthermore, the developers discovered that the reliability and stability of ex-
planations generated with xAI techniques made it problematic to use explanations
in a clinical setting; the level of such explanations did not match the level of the
information required when dealing with medical conditions of patients. This is a
sentiment which echoes recent scholarship on the topic (Ghorbani, Abid, and Zou,
2019; Lakkaraju and Bastani, 2020; Rudin, 2019). Instead, the developers found xAI
techniques to be of great use in the development process in order to understand
deep-learning models better and debug them. In this way, the use of xAI explana-
tions as internal tools for development could potentially have the added benefit of
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improving the traceability of AI developments, as choices in the design and devel-
opment process are backed up by explanations, giving the developers a better idea
of the logics embedded in their models. Such traceability could itself improve the
accountability for AI systems, as developers will be more able to account for the
choices made when creating the system, which is often requested in ethical guide-
lines, standards, and research studies (see e.g. CEN-CENELEC, 2020; AI HLEG,
2019; Kroll, 2018). These experiences of the developers combined with theoretical
critiques paints a picture of explanations generated with current xAI techniques as
unable to serve the role that such explanations often are given in policy documents
to automatically provide accounts of AI systems and outcomes to the users of such
systems (Doshi-Velez et al., 2018; AI HLEG, 2019; OECD, 2020)). In order to serve as
an accountability mechanism in this regard, our study suggests that xAI techniques
will still need further development. In particular, the explanations need to become
more reliable and stable, and they need to be tailored to the specific context in which
they are used. Until then, xAI seems to be relegated to supporting development pro-
cesses rather than ensuring accountability and transparency for users of AI systems.

The issues discussed in this section should be taken seriously going forward, as
they risk eroding the many efforts made to ensure that AI systems for critical sectors
like healthcare are designed and developed to be accountable and in line with ethical
and social values. Although this article was based on a single yet extensive empir-
ical case study, the developers’ experiences in the study may very well be shared
by many, and can serve as fruitful perspectives on high and mid-level policymak-
ing. Given that AI developers play a major role in ensuring accountability for AI
systems, their outcomes, and the users of such systems, we need them to pursue
accountable, ethical, and responsible approaches. Therefore, we suggest that these
actors are involved in the policymaking processes aimed at generating a responsi-
ble design, development, and use of AI. Based on our empirical findings, we have
presented several recommendations to remedy the flaws identified in the current
ways that ethical principles, certification standards, and explanation methods are
enacted as mechanisms of accountability in pursuit of responsible AI. Our hope is
that these recommendations may contribute to the discussion of how accountability
is ensured in practice in a way that accounts for the perspectives of both developers,
researchers, and the general public.
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Chapter 10

Concluding remarks

The title of this thesis reveals its focus on two particular aspects of ML, which are at-
tributed with particular importance: deliberation and dissemination. While the tools of
ML are often seen as automatic, neutral, and objective, it is a central premise of this
thesis that ML models are designed artifacts, which means that they have a purpose
and an intended use. Their creation is the result of a deliberate process of informed
but subjective choices, and to understand them at a deeper level, it is necessary to
know why and how they were made the way they were. Returning to the central re-
search question of this thesis, presented first in Chapter 1, the particular importance
of deliberation and dissemination becomes clear. In this thesis, I seek a better under-
standing of ML models with the express purpose of aiding in improving, discussing,
and regulating their use in society. In order for such discussion to be had, ML models
must be understood at a level where those discussing them can follow the deliber-
ation and reasoning behind their creation, engage in their normative aspects, and
imagine alternatives. The functionality of ML models cannot be disentangled from
their context of use. In line with the perspective of this thesis, it follows that their
discussion cannot be contained in a purely technical environment, and that their
evaluation cannot be completed with empirical testing alone.

It is worth, at this point, to remember the American historian Melvin Kranzberg’s
first law of technology: “Technology is neither good nor bad; nor is it neutral.”
(Kranzberg, 1986, p. 545) The normative aspects of ML, such as fairness, account-
ability, and transparency, are complex and evade simplistic reduction into categories
of good, bad, or neutral. As Kranzberg elaborates:

echnology’s interaction with the social ecology is such that technical de-
velopments frequently have environmental, social, and human conse-
quences that go far beyond the immediate purposes of the technical de-
vices and practices themselves, and the same technology can have quite
different results when introduced into different contexts or under differ-
ent circumstances. (pp. 545–546) (T)

As mentioned in the beginning of this thesis, the use of ML is expected to explode
in the near future, becoming a pervasive technology used on a truly massive scale.
Few people have no stake is such a vast, global, technological experiment, and ide-
als of democratic inclusion would invite us to involve as many diverse voices and
perspectives as possible in the resulting debates. However, knowledge of the rea-
soning and deliberation behind ML models’ development is too often kept within
the minds of their creators, stifling discussions of their appropriateness. Securing a
foundation for proper discussion requires, first and foremost, that this knowledge is
disseminated to those who need it in ways that facilitate their informed participation,
be they legislators, researchers, activists, doctors, professionals, or simply layman
users.
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The four contributions contained in this thesis together trace a process for gain-
ing this kind of understanding, although they for other important reasons are pre-
sented in the opposite order. In Chapter 9, an ethnographic study investigates a
problem of specific importance for societal concerns with ML models; accountabil-
ity for ML systems. This ethnographic study engages with the everyday work of ML
developers, as they attempt to secure systems of accountability for their products in
order to be accepted into the market for AI technology in the medical sector. As
these developers engage with three specific mechanisms for accountability—ethical
principles, certification standards, and explanation methods—each of the three are
found to have important deficiencies that undermine their use for securing account-
ability. The available ethical principles engage with accountability issues only on the
abstract level of large-scale disruption and as a result, they were of little use in guid-
ing the developers of smaller scale systems in how, concretely, to design and develop
ML models in ethical ways. The certification standards applied for were found to in-
volve a cumbersome and seemingly underprioritized certification process for which
little guidance could be found, undermining the developers’ trust in the certification
authority. Finally, the explanation methods used were found to be too unreliable and
difficult to interpret to serve as accountability mechanisms, though they did find use
in better understanding the models, as they were developed. These findings illus-
trate the importance of dissemination in making responsible and accountable ML
systems. Whether it is ethical principles that are oblivious to the ethical issues of
small scale endeavors, certification processes that are poorly communicated to those
being certified, or ambiguous explanations that fail to foster substantial understand-
ing, the issues are communicative in nature.

Chapters 7 and 8 both investigate and reflect on how the choices made in ML de-
velopment can be made more explicit, rigorous, and easier to document and dissem-
inate. Chapter 7 investigates claims that ML is a purely inductive process, and finds
that certain subjective choices, namely those involving training data and inductive
biases, are unavoidable when making ML models. These choices are made on the ba-
sis of hypotheses with respect to the data being modeled, yet the process, by which
hypotheses are made in ML, is often unspoken, implicit, and poorly documented.
We therefore show how ML may benefit from an explicit logic of scientific discov-
ery inspired by the work of American polymath Charles Sanders Pierce, which pro-
gresses in three stages of (1) abducing hypotheses, (2) deducing implementations of
the hypotheses, and (3), inductively evaluating the implementations’ coherence with
relevant testing data. Furthermore, an updated concept of the scientific hypothesis
for ML is presented, which grounds the initial stage of hypothesis formation. In
Chapter 8, an eight-part design model is presented which structures how the differ-
ent components of ML models can be chosen. Each of these choices are explained,
motivated, and guided by a design question, the answer to which serves to justify
the choice of component. From the training data and model type to the experimental
evaluation and output presentation, each choice is deliberately made in anticipation
of a resulting model functionality and can be explicitly documented to aid in further
reflection and iteration.

Finally, Chapter 6 presents an algorithm for reducing discrimination in ML mod-
els developed to facilitate a deliberate and explicit choice in the unavoidable trade-
off between accuracy and discrimination. The Balancing Terms algorithm is specif-
ically made to balance the error rates for a classifier working with different social
groups, ensuring that no one group suffers a higher rate of false positives or false
negatives than the other. Though a loss in accuracy is generally unavoidable as a
result balancing these error rates, the parameters of the BT algorithm are made to
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indicate clearly the relative value of error rate balance to accuracy for the designer.
By being explicit and transparent in the application of such fairness methods, the
normative issues of trading discrimination for inaccuracy and vice versa can be-
come the subject of informed discussion, and an eventual choice can include the
perspectives of more people than just the model developer(s). Furthermore, the BT
algorithm is shown to perform on par with or beyond the state-of-the-art methods of
the time with regards to finding the optimal trade-off between accuracy and error-
rate balance for a specified preference, thereby facilitating interpretability without
sacrificing performance.

From identifying real world issues with ML accountability in practice (Chapter
9), over reflecting on and improving the methods of ML (Chapters 7 and 8), to fi-
nally presenting a technological tool for deliberately and explicitly addressing an
issue with discrimination in ML models (Chapter 6), the contributions in this thesis
all approach different aspects of understanding ML models and the social and nor-
mative issues, they are entangled with. Each of the contributions grapple with issues
that cannot be contained within narrowly defined disciplinary boundaries, and thus,
such boundaries are often crossed. Moving forward, such an interdisciplinary per-
spective should be promoted when investigating issues of fairness, accountability,
and transparency, as purely technical perspectives may be too limited to include the
important contextual considerations necessary to progress with these issues. Fair-
ness techniques can promote but cannot create substantial justice, accountability
techniques can facilitate but cannot guarantee responsibility, and transparency tech-
niques can further but cannot ensure understanding. Neither fairness, accountabil-
ity, nor transparency can be “solved” technically, as the harms they aim to avoid
are not the result of technical deficiency but rather of justice and power relations.
While technological solutions cannot be a substitute for deliberation and democratic
inclusion, the deep technical engagement found in computer science scholarship is
central to and indispensable for understanding, improving, discussing, and regulat-
ing the use of ML models.

In line with the contributions of this thesis, I recommend that the work on mak-
ing ML development more transparent, structured, and inclusive is continued and
prioritized. In particular, Chapter 8 starts a very productive interdisciplinary inves-
tigation of the development of ML models through the lens of design, as understood
in the fields of Human-Computer Interaction (HCI) and Computer Supported Collabora-
tive Work (CSCW). Fostering the intensional understanding of ML models promoted
by, among others, Joshua Kroll (2018) affords a solid foundation on which to base
claims of fairness, accountability, and transparency, and allows separating technical
faults, that is, the system not behaving as intended, from problems with the design
and conceptualization of the system. Such intensional understanding can only be
gained by engaging deeply with the design of ML models and with the processes,
through which they are made. Chapter 7 traces a similarly fruitful line of research
within the scientific methodology of ML. While this chapter presents a logic of sci-
entific discovery for ML, more work is still needed to integrate this new method
into the existing complex practices of ML development. In particular, the updated
concept of the scientific hypothesis presented in the chapter is made with inspira-
tion from a conception of science centered on the reasoning of individual scientists,
and this is potentially at odds with the pluralistic and collaborative nature of mod-
ern ML development. Additional empirical work investigating the ways in which
ML hypotheses are and can be made in large-scale development efforts would be
particularly beneficial to advancing this line of research.
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As the use of ML models proliferates throughout society, addressing important
normative issues of fairness, accountability, and transparency becomes increasingly
urgent. Whether it is through clear and interpretable algorithms, updated research
and design methodologies, or the empirical study of current development practices,
the focus of the work presented in this thesis is on disseminating the deliberate and
reasoned, yet still too often overlooked and undocumented, choices made in the de-
velopment of ML models. By making explicit these subjective choices and influences
going into ML projects, we open up a discussion, not just of current ML systems, but
also of the ones that are yet to come and the roles they are to play.
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