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Abstract

Neural networks keep increasing in complexity and can perform ever more challenging
tasks. In some cases, neural networks can classify images with higher accuracy than
humans and even generate synthetic data for which the human eye can barely tell
the difference from real data. The high performance of such networks raises an
essential question. How can we reason about the predictions made by such complex
neural networks? This thesis revolves around this question. We focus on explaining
neural network predictions by generating counterfactual examples. Such examples
are modifications to a given input, where the modifications yield a different predicted
outcome than the input. Access to counterfactual examples enables humans to better
understand decisions made by neural networks. As an example, automatic screening
systems can be assessed for biases like skin color or gender discrimination.

The main hypothesis of this thesis is that crossing generative neural networks,
which can generate synthetic data with the field of explainability, can produce state-of-
the-art methods for explaining neural networks. We investigate this hypothesis from
multiple angles. First, we consider how to improve the performance of generative
neural networks, as it can improve methods for explaining neural networks further
downstream. We present two algorithms that perform central computations, used
for optimizing such generative network, much faster than existing algorithms. With
faster algorithms, model complexities can be increased within the same computational
budget, which can increase the performance of such models. Second, we consider how
to use generative neural networks to generate counterfactual examples. We introduce
an algorithm based on invertible neural networks. To generate a counterfactual
example, our method needs only one forward and one reverse evaluation of the
network. This is in stark contrast to related work, which either needs to do expensive
gradient optimizations, requiring hundreds of evaluations of the classifier, or needs
to spend time training an external generative model. Finally, we investigate how to
quantify the performance of methods for generating counterfactual examples. We
provide analytical and experimental insights into what properties existing quantitative
metrics capture. Based on our findings, we introduce two new metrics, which mitigates
some drawbacks of existing metrics.
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Resumé

Neurale netværk stiger hele tiden i kompleksitet og kan udføre opgaver af højere og
højere sværhedsgrad. I nogen tilfælde kan neurale netværk klassificere billeder med
højere nøjagtighed and mennesker og endda generere syntetisk data, som mennesker
ikke kan skelne fra rigtig data. Med en så høj ydeevne følger et facinerende og vigtigt
spørgsmål. Hvordan kan vi ræsonnere omkring de forudsigelser, som de komplekse
neurale netværk laver? Denne afhandling drejer sig om dette spørgsmål. Vi fokuserer
på at forklare beslutninger taget af neurale netværk ved at generere kontrafaktiske
eksempler. Sådanne eksempler er modifikationer af oprindelige input, som giver
et alternativt resultat, når de bliver evaluerat af det neurale netværk. Ved brug af
kontrafaktiske eksempler kan mennesker bedre forstå beslutningerne taget af neurale
netværk. Automatiske screeningsystemer kan for eksempel blive kontrolleret for
tilbøjeligheder til at favorisere specifikke hudfarver eller køn.

Denne afhandling bygger på en hypotese om, at hvis man krydser generative
neurale netværk, som kan generere syntetisk data, med forskninig indenfor forklaring-
steknikker til neurale netværk, så kan man opnå forklaringsteknikker af allerhøjeste
kvalitet. Vi udforsker denne hypotese fra flere vinkler. Først overvejer vi, hvordan man
kan forbedre generative neurale netværk, fordi det potentiel kan medføre forbedringer
af forklaringsteknikker. Vi præsenterer to algoritmer, som udfører centrale bereg-
ninger, der bruges til optimering af generative neurale netværk. Begge algoritmer
er både teoretisk og praktisk hurtigere end eksisterende algoritmer. Med hurtigere
algoritmer kan man benytte mere komplekse netværk under det samme beregningsbud-
get. En øget netværkskompleksitet medfører typisk en højere ydeevne. Efterfølgende
undersøger vi, hvordan man kan generere kontrafaktiske eksempler ved brug af gen-
erative neurale netværk. Vi introducerer en algoritme, som er baseret på invertible
neurale netværk. Vores algoritme behøver kun én “forlæns” og én invers evaluering af
det neurale netværk. Dette står i stærk kontrast til eksisterende algoritmer, som enten
skal bruge hundredvis af evalueringer til gradientbaseret optimering eller er nødsaget
til at træne en ekstern generativ model. Slutteligt overvejer vi, hvordan man kvantita-
tivt kan evaluere metoder, som generer kontrafaktiske eksempler. Vi bidrager med
analytiske og eksperimentielle indsigter i, hvilke egenskaber eksisterende metrikker
har. Ud fra vores fund introducerer vi videre to nye metrikker, som undgår nogen af
de negative egenskaber, som eksisterende metrikker har.
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Preface

This PhD thesis is written to follow the PhD rules and regulations of the Graduate
School of Natural Sciences [65]. As described in §11.1 of [65], the thesis is allowed to
be a composition of publications and manuscripts, for which an introductory section
needs to be present for each paper, written in the PhD student’s own words. This
thesis follows such structure by including four papers with individual introductions.
The introductions are included in Part I and the papers are included in Part II. To make
it clear, which sections in Part I correspond to which papers in Part II, section titles
relating directly to specific papers have been annotated with, e.g., “P1” as a shorthand
for Paper 1. If you are reading the thesis on a computer, each annotation is a direct
link to the chapter in Part II, which includes the associated paper.

We include the following four papers in this thesis. Except from superimposed
headers and footers, all four papers are identical to those published at the mentioned
conferences or on ArXiv.
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Anshul Nasery, and Davide Mottin. What if Neural Networks Had SVDs? In
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Fréchet Inception Distance. CoRR, abs/2009.14075, 2020. URL https://
arxiv.org/abs/2009.14075.

Paper 3: [36] Frederik Hvilshøj, Alexandros Iosifidis, and Ira Assent. ECINN:
efficient coun-terfactuals from invertible neural networks. In BMVC, 2021.

Paper 4: [37] Frederik Hvilshøj, Alexandros Iosifidis, and Ira Assent. On Quan-
titative Evaluations of Counterfactuals. CoRR, abs/2111.00177, 2021. URL
https://arxiv.org/abs/2111.00177.
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Overview
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Chapter 1

Introduction

In Figure 1.1, we display an image of a dog and a launching rocket. You probably
identified the content of the two images immediately. Imagine that you had to “tell
a computer” how to identify what such images contain. Since computers represent
images as large tables of numbers, this is a challenging task. Perhaps you can identify
why you think the rocket is launching; had there not been all the smoke and the
glare of light, the rocket would not have been launching. However, converting such
insights into a “recipe” (algorithm) for the computer to follow is almost impossible.
Machine learning techniques have obtained astonishing results by turning the problem
upside down. Instead of explicitly describing an algorithm for the computer to follow,
machine learning algorithms are designed to dig through tons of images to derive such
an algorithm automatically. Such algorithms sometimes surpass human performance.

Machine learning techniques are very powerful and have been extended problems
and tasks like cancer predictions [78] and generating “fake synthetic” data [9]. Did
you, e.g., notice that the images in Figure 1.1 are “fake”? The images are artificial and
depict a dog and a rocket which never existed. To generate such images, a machine
learning algorithm dug through more than a million images to devise an algorithm
for synthesizing “fake” images that look realistic. At the time of writing, neural
networks are perhaps the most employed machine learning models due to their high
performance. It is, e.g., a neural network that generated the images in Figure 1.1.

Figure 1.1: Images copied from [9].
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4 CHAPTER 1. INTRODUCTION

Although neural networks are powerful and can solve a wide range of tasks, such
networks also come with certain drawbacks. First, digging through tons of data
requires a lot of compute, typically on costly hardware. For example, Some neural
networks were trained for several days [44, 77] or even weeks on $100+ million
hardware.1 Today, most major performance improvements are obtained by increasing
dataset or network size (see, e.g., [10]). Consequently, if one can derive faster machine
learning algorithms, then neural networks can be improved without increasing the
computational budget. The second issue with neural networks is that the resulting
algorithms that can, e.g., identify dogs and rockets in images, make predictions
without any reasoning. From such networks, it is, e.g., not straight forward how to
do counterfactual reasoning about the predictions of the networks; similar to how we
did with our own predictions above by hypothesizing about the removal of smoke
and glare in the rockes image. Even though a neural network may correctly guess,
e.g., the content of an image, it is typically hard to tell why the network guessed as
it did. Being able to tell why could, e.g., enable us to validate the behavior of neural
networks used to automatically judge humans, to ensure a fair judgement.

This thesis revolves around those two issues, i.e., how can we speed up machine
learning algorithms, and how can we reason about why particular predictions were
made by neural networks? As a motivation for answering the latter question, we
observe that when humans explain their behavior, they typically “generate evidence”
that supports their choices. For humans, such evidence could, e.g., be an emphasis
on specific existing knowledge or a presentation of a hypothetical alternative reality
for which their behavior would be different. In any case, the evidence needs to be
generated somehow. Generating such evidence for neural network algorithms seems
well aligned with the capabilities of neural networks that generate “fake” data, like the
one generating the images in Figure 1.1, which are also known as generative models.
As a consequence, we form the main hypothesis of this thesis:

We hypothesize that crossing generative models with explainability can
produce state-of-the-art methods for explaining neural networks.

This thesis sheds light on the hypothesis by considering three research questions:

RQ1: How can the efficiency of machine learning algorithms be improved?
If our hypothesis holds, we believe that the performance of methods for explaining
neural networks will depend highly on the performance of associated generative
models. In turn, it makes sense also to improve the performance of generative
models. Improving the training efficiency of machine learning algorithms will allow
scaling up datasets or model sizes, which may yield better generative models. Further
down-stream, better generative models potentially improve explainability methods.
In Chapter 2, we present two novel algorithms that compute already established
quantities used for generative modeling, but much faster than existing algorithms.

1A very recent blog post from NVIDIA describes a generative model with 530 billion parameters
trained for at least 35 days on 560 machine learning servers at an individual price of ∼$200.000 [41].
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RQ2: How can generative models be utilized for explaining neural networks?
At the heart of our main hypothesis, we consider how to utilize generative models
within the field of explainability. More specifically, we consider how we can use such
models to efficiently generate high-quality counterfactual examples, similar to the
rocket without glare discussed above. In Chapter 3, we present a novel method for
generating such counterfactual examples efficiently.

RQ3: How are methods for explaining neural networks best evaluated?
To identify state-of-the-art methods, proper evaluation metrics need to be established.
In Chapter 4, we analyze and experimentally evaluate existing metrics for quantifying
the performance of counterfactual examples before introducing two new metrics that
avoid drawbacks of existing ones.





Chapter 2

Efficient Neural Network Training

Neural networks can be found solving a variety of problems, from classifying malig-
nant breast tumors [78] to generating “fake” molecular compounds [73]. However,
such remarkable performances come at a high computational cost. For example, up to
512 specialized and costly Tensor Processing Units were used to train a single model
for up to 48 hours [9]. Furthermore, a current trend indicates that larger models (more
compute) perform better [11, 33]. In turn, improving algorithms to allow even larger
models to be trained within the same computational budget can improve performance.
Finally, we believe that as a consequence of improved performances of generative
models, better methods within explainability will emerge further downstream.

This chapter presents two papers which revolve around efficient computations of
central components for neural networks. The first paper, Paper 1, is introduced in
Section 2.1 and was published at NeurIPS 2020 as a spotlight paper. It introduces a
fast algorithm for computing Householder products, which can be used to efficiently
represent neural network weights in their Singular Value Decomposition (SVD) during
training. The second paper, Paper 2, is a manuscript presented in Section 2.2. The
paper presents a new algorithm for computing the Fréchet Inception Distance (FID)
fast for small mini-batches. With the new algorithm, FID can be optimized directly as
a part of a loss function, which, prior to our work, was practically infeasible. Finally,
Section 2.3 is devoted to discussing the impacts of the two papers.

2.1 What if Neural Networks had SVDs? P1

This section gives a brief introduction to the problem that the presented algorithm
solves and the high-level contributions of the paper, before putting it into context of
related work. Successively, applications where our algorithm improves computational
efficiency are presented. Finally, further details about the algorithm ends this section.

During training, many neural networks need to perform time-consuming oper-
ations like, e.g., matrix inversions, spectral normalization, and determinant compu-
tations of weight matrices [20, 21, 43, 62]. A standard implementation of, e.g., the
matrix determinant det(W ) for W ∈ Rd×d typically takes O(d3) time, which for a

7



8 CHAPTER 2. EFFICIENT NEURAL NETWORK TRAINING

large d may constitute a bottleneck in the overall training time. As such, finding a
way to speed up determinant computations will allow using larger weight matrices
within the same computational budget, thus obtaining larger neural networks. One
way to decrease computation time is to represent weights W in their SVD, W =UΣV ⊺

where U,V ∈ Rd×d are orthogonal, i.e., U−1 = U⊺ and V−1 = V ⊺, and Σ ∈ Rd×d is
a diagonal matrix. In such decomposition, computing the determinant of W takes
just O(d) time, det(W ) = det(UΣV ⊺) = det(U)det(Σ)det(V ⊺) = 1 ·∏

d
i=1 Σi,i · 1. It

is, however, not straightforward to optimize U and V in such representation. An
immediate issue is that doing gradient updates on U and V directly is not guaranteed
to maintain the orthogonality of U and V . Zhang et al. [93] propose to parametrize
each orthogonal matrix as a composition of d Householder matrices Hi that are stored
as d-dimensional vector vi, to circumvent this issue:

V =
d

∏
i=1

Hi, Hi = I −2
viv

⊺
i

∥vi∥2
2
. (2.1)

In Equation 2.1, each Hi is orthogonal, which makes V orthogonal as well. Further-
more, any d-dimensional orthogonal matrix can be represented by such decomposi-
tion [86]. The parametrization makes gradient descent possible by preserving the or-
thogonality of U and V during optimizations, while the matrix product WX =UΣV ⊺X
can be evaluated in O(d2m) for a mini-batch of m samples X ∈ Rd×m, similar to
regular matrix multiplication. There is, however, a catch. The decomposition is
inherently sequential. That is, to evaluate WX , one must compute O(d) sequential
matrix-vector operations, which is ill-fit for GPUs.1 Specifically, for both U and V ,
H1(H2(...(HdX)...)) is computed sequentially, as indicated by the parenthesis. We
will denote this approach as the “sequential algorithm.” As most machine learning
models today are trained on highly parallel hardware like GPUs, sequential algorithms
are typically slow compared to parallel algorithms.

Zhang et al. [93] notice that the sequential algorithm is slow. As a consequence,
they suggest an additional algorithm based on matrix-matrix products, which is more
parallel and thus a better fit for GPUs. The algorithm first constructs the orthogonal
matrices U and V by multiplying together H1, ...,Hd , before evaluating WX =UΣV ⊺X .
Without any further utilization of the Householder structure in Equation (2.1), such
algorithm takes O(d3) time and still entails O(d) sequential steps. From this point on,
we denote this algorithm as the “parallel algorithm.” Due to increased parallelization,
the parallel algorithm is faster than the sequential in practice, even though it is less
efficient asymptotically. Even if the Householder matrices are computed in a tree
structure U = (...((H1H2)(H3H4))...(Hd−1Hd)...) to obtain O(logd) sequential steps,
the asymptotic running time of multiplying the higher level d ×d matrices will entail
an O(d3 lgd) running time, which is not even as fast as computing the SVD in O(d3)
time in the first place. This raises an intriguing question; can we compute WX in the
fast asymptotic running time O(d2m) with less than the O(d) sequential work?

1We distinguish matrix-vector and matrix-matrix operations because GPUs are highly parallel and
much more efficient on matrix-matrix operations. Matrix-matrix operations are thus preferred.
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Contributions. In Paper 1, we introduce a GPU friendly algorithm FastH, which
computes the same Householder product, obtains the fast asymptotic running time
O(d2m), and requires only O(t + d/t) sequential matrix-matrix operations for an
adjustable group size t, as compared to O(d) sequential matrix-vector computations
used by the sequential algorithm. In practice, we find that FastH is up to 27 times faster
than the sequential algorithm and six times faster than the parallel. Before presenting
the details of the FastH algorithm in Section 2.1.3, applications of representing weight
matrices in their SVD and related work are described next.

2.1.1 Applications

Besides the determinant computations, which we have already mentioned, we describe
three additional applications for which parametrizing weight matrices by their SVDs
has advantages in terms of computational speed-ups.

The first example is the matrix inverse. Inverting a d ×d matrix generally takes
O(d3) time. With the SVD, the matrix inverse can be computed as follows:

W−1 = (UΣV ⊺)−1 = (V ⊺)−1
Σ
−1U−1 =V Σ

−1U⊺. (2.2)

From Equation (2.2), inverting W requires only a diagonal inverse and two transposes.
In the Householder representation shown in Equation (2.1), multiplying with the
transpose of U or V corresponds to reversing the order of the Householder matrices.
In turn, the transpose operation takes constant time. Inverting a diagonal matrix takes
O(d) time. Consequently, the inverse takes O(d) time rather than O(d3).

The second example is weight decay, which is arguably one of the most established
regularizers of neural networks. The squared Frobenius norm has the property that
it can be computed as the sum of squared singular values, i.e., ∥W∥2

F = ∑
d
i, j=1W 2

i, j =

∑
d
i=1 Σ2

ii. Therefore, when we can read off the diagonal of Σ directly, we can compute
weight decay in O(d) time instead of the O(d2) time it takes to compute the square of
all entries in W . Additionally, some works utilize the nuclear norm, which is the sum
of singular values ∥W∥∗ = ∑

d
i=1 Σi,i [1, 90]. In contrast to the Frobenius norm, the

nuclear norm requires explicitly computing the SVD in O(d3) time at each training
step. Although not straight forward to apply to the mentioned work due to further
optimization details, such norm can be computed in O(d) time if Σ is known.

The third and final application is spectral normalization, which is used to train
generative adversarial networks [4, 62] and make neural networks more robust against
adversarial attacks [92]. Spectral normalization constrains the largest singular value
of W to be one, i.e., W =W/maxi(Σi,i). As discussed, computing the SVD to find Σ,
and thus maxi(Σi,i), takes O(d3) time, which is typically too slow in practice. Related
work often circumvents the high computational cost by clipping the weights [4] or
approximating the largest singular value through the power iteration algorithm [62, 92].
The approximation takes O(d2r) time, where the approximation error decreases with
a larger r. If W is represented in its SVD, identifying the exact largest singular value
can be done in O(d) time by simply inspecting Σ.
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2.1.2 Related Work

Here, we have categorized related work into three levels. At the highest level, there
exist works that use the SVD or more general tensor decompositions for training neural
networks. At an intermediate level, orthogonal matrices have also been employed in
neural networks for different reasons. Finally, at the lowest level, various methods for
enabling the optimization of orthogonal matrices also exist.

As is well known, the SVD is closely tied to the dimensionality reduction method
Principal Component Analysis, as the columns of UΣ are the principal components of
a data matrix X =UΣV ⊺. After training a neural network, a natural way to compress
the network to get a faster “low-rank approximation” of the network is to use only
the first k principal components of each weight matrix. To circumvent training large
networks before compressing them, this idea has been extended in multiple ways.
For example, Yang et al. [91] propose to optimize weights of both dense layers
and (reshaped) convolutional layers in their SVD by regularizing U and V to be
approximately orthogonal through loss terms like ∥UU⊺− I∥2

F . Tran et al. [84] also
propose a multi-linear tensor decomposition of convolutional filters to achieve efficient
low-rank convolutional kernels that can be trained in an end-to-end fashion.

An area of research where orthogonal matrices are of high importance and often
utilized is within recurrent neural networks (RNN). Given a long sequence of sam-
ples x1, ...,xt ∈ Rm, recurrent neural networks are applied over and over again along
the sequence of samples with the output from the previous sample as a part of the
input, i.e., f (xt , ... f (x2, f (x1,0))...) where f has the structure f (x,z) = σ(V x+Wz))
with V ∈ d×m, W ∈ Rd×d , and σ being some point-wise non-linearity [3]. For
such computations, gradient computations become very “long,” which can result in
vanishing or exploding gradients if W and σ are not norm preserving. Orthogonal
matrices are norm preserving, i.e., ∥Ux∥2 = ∥x∥2, and constitute central building
blocks for avoiding exploding (or vanishing) gradients. To the best of our knowledge,
Arjovsky et al. [3] were the first to parametrize orthogonal matrices for RNNs through
a product of cleverly chosen low memory footprint and efficient complex unitary
matrices, such that Wxi can be evaluated in O(d logd) time. However, the resulting
orthogonal matrices are limited in what they can express. Informally, this is due to a
limited O(d) free parameters of the complex matrices. Successively, Mhammedi et al.
[60] proposed to instead parametrize the orthogonal matrix with O(d) Householder
matrices to parametrize the W s in RNNs with O(d2) parameters. Zhang et al. [93]
further utilize a Householder parametrization to form an SVD of W where the singular
values are restricted to be close to one, i.e., Σi,i ∈ [1± ε] for ε > 0. As described, [93]
presents both a sequential and a parallel algorithm for evaluating the Householder
parametrization. For an input X ∈ Rd×m, evaluating WX sequentially has an O(d2m)
time complexity but is slow in practice. The parallel algorithm is faster in practice but
has an O(d3) time complexity. FastH is a new algorithm that shares the fast O(d2m)
time complexity while being fast in practice; FastH is up to six times faster than the
parallel algorithm. It should also be mentioned that concurrent with Paper 1, Likhosh-
erstov et al. [49] also notice the gap between the sequential and parallel algorithm
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and present a different parallel algorithm for evaluating Householder products from a
related CWY decomposition, which relies on matrix inversion that takes O(d3) time.

Another area where orthogonal matrices are employed is in Normalizing Flows
where, e.g., determinant computations of weight matrices can be needed [43]. As a way
of parametrizing square matrices such that determinants can be computed efficiently,
Hoogeboom et al. [35] propose to utilize the QR decomposition W = QR, where
Q ∈ Rd×d is an orthogonal matrix parametrized by the Householder decomposition
described in Equation (2.1) and R∈Rd×d is a triangular matrix. In such decomposition,
the determinant computation has O(d) time complexity because det(W ) = det(Q) ·
det(R) = 1 ·∏d

i=1 Ri,i. In [35], they employ a sequential algorithm for the householder
decomposition and could gain a practical speed-up by using FastH.

Finally, there also exist other ways of parametrizing orthogonal matrices. Skew
symmetric matrices W ⊺ =−W has the property that for both the matrix exponential
Q = eW and the Cayley transform Q = (I −W )(I +W )−1, Q is orthogonal [48].
However, Lezcano-Casado and Martínez-Rubio [48] approximate matrix exponentials
with an algorithm that run in O(d3) time. As a consequence, such exponentials are
typically used in RNNs where the input sequence lengths s is much larger than the
hidden state dimensionality d. For such situations, computing the matrix exponentials
becomes asymptotically faster than evaluating the RNN on the whole sequence, i.e.,
O(d3)< O(d2s) when d ≪ s.

2.1.3 FastH

From the observation that there is a gap between the slow (in practice) O(d2m)
sequential algorithm and the faster parallel O(d3) algorithm from [93], we raised the
following question.

Problem Statement 1 Given X ∈ Rd×m and v1, ...,vd ∈ Rd , can we evaluate the prod-
uct

[
∏

d
i=1 I −2 viv

⊺
i

∥vi∥2
2

]
X =

[
∏

d
i=1 Hi

]
X in O(d2m) time with less than O(d) sequential

matrix-matrix operations?

The short answer i “yes,” FastH computes the Householder product in O(d2m)
time while using just O(d/t)+ t sequential operations, where t is an intermediate
result size, as presented next.

FastH increases parallelism by grouping Householder products into intermediate
results G j representing products of t Householder matrices in a convenient decomposi-
tion which allows computing G jX fast. The core insight needed to form our algorithm
is a result dating back to 1987 [8]. We rephrase the result in our notation in Lemma 1:

Lemma 1 For any t Householder matrices H1, ...,Ht , there exists W,Y ∈ Rd×t st.
I −WY ⊺ = H1 · · ·Ht . Computing W and Y takes O(dt2) time and t sequential matrix-
matrix multiplications.

FastH computes the Householder product H1H2...HdX through two steps.
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Step 1: The product is split into d/t groups, for which the decomposition from
Lemma 1 of each group is computed in parallel.

H1...Ht Ht+1...H2t ... Hd−t+1...Hd

= = ... =

G1 = I −W1Y ⊺
1 G2 = I −W2Y ⊺

2 ... Gd/t = I −Wd/tY
⊺
d/t

. (2.3)

Step 2: From the decompositions, G1(G2(...(Gd/tX)...)) is computed sequentially
by multiplying X on each decomposition from right to left, as indicated by the
parenthesis.

With Lemma 1 at hand, we analyze the time complexity of FastH. In step 1,
there are d/t groups requiring an O(dt2) computation each, yielding an O(d2t) time
complexity. In step 2, there are d/t groups, where two matrices of size t × d are
multiplied with the input of size d ×m in O(tdm) time, leading to an O(d/t · tdm) =
O(d2m) total time complexity. As a result, FastH shares the O(d2m) running time
with the sequential algorithm from [93].

To analyze how many sequential operations are needed for FastH, we again
consider the two steps. According to Lemma 1, step one needs O(t) sequential
matrix-matrix operations. Step 2 needs to multiply X with each group sequentially,
yielding O(d/t) additional sequential matrix-matrix operations. This leads to a total
of O(t+d/t) sequential matrix-matrix operations, as compared to the O(d) sequential
matrix-vector operations in [93].

We note that some details have been left out in the above description of FastH.
In Paper 1, we, e.g., present an algorithm for performing gradient computations as
efficient as the “forward computations.” We also provide CUDA code, such that our
algorithm can run efficiently on GPUs.

2.2 Backpropagating through Fréchet Inception Distance
P2

At the time of writing, unsupervised generative modeling is a vibrant field of research.
Informally, generative modeling aims at approximating a data distribution to generate
fake data that is likely to stem from the data distribution. Within this area, deep neural
networks have been employed as building blocks for various types of generative
models. To name but a few, Variational Auto-encoders (VAEs) [7], Generative Adver-
sarial Networks (GANs) [26], Normalizing Flows [20], and Score-based generative
models [80] are some techniques based on neural networks.

Not all types of generative models are based on likelihood, so a direct comparison
of their performance is not trivial. Perhaps the most conventional way of evaluating
generative models for images across model types is the Fréchet Inception Distance
(FID) [17, 34]. The FID approximates how distant two distributions are, given samples
from the two distributions. In the context of generative models, the two distributions
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are the real data distribution p(x) and the distribution of the fake data q(x) from
the generative model. As the generative model tries to approximate the sampling
process of real data distribution, a lower FID is better. We hypothesize that explicitly
minimizing FID as a loss will yield a better validation FID. The purpose of Paper 2
is to test this hypothesis. Computing FID at every training step with the original
algorithm is computationally too expensive to be used in practice. With our new
algorithm FastFID, the FID can be computed fast enough to be used as a loss function.

To compute the FID, one first draws n real samples r1,r2, ...,rn ∼ p(x) and m fake
samples f1, f2, ..., fm ∼ q(x). Successively, all ri and fi are encoded by computing
the activations of the final hidden layer of the pretrained Inception-V3 network [83],
A(ri), A( fi). Two multivariate normal distributions are then formed from the statistics
of the encodings, N (µr,Σr), N (µ f ,Σ f ). Finally, the FID is the Fréchet distance (also
known as the Wasserstein-2 distance) between the two normal distributions:

FID(µr,Σr,µ f ,Σ f ) = ∥µr −µ f ∥2
2 + tr(Σr +Σ f )−2 · tr(

√
ΣrΣ f ). (2.4)

Heusel et al. [34] demonstrate how the FID correlate well with both human judgement
and increasing disturbance, e.g., by adding increasing levels of noise.

When computing the FID, only µ f and Σ f change across different generative
models. As such, much computation can be cut by computing encodings A(ri) and
successively µr,Σr just once. In fact, Heusel et al. [34] even share precomputed
statistics for five popular datasets.2 But even then, the computational complexity
of the FID is O(d3 + d2m), where the first term stems from the matrix square root√

ΣrΣ f and the second term comes from computing Σ f from the encodings.
To obtain a robust result, Heusel et al. [34] compute the FID based on n = m =

10000 samples during training. It is time-consuming to both encode 10000 images and
to successively compute the FID. For example, on an NVIDIA RTX 2080 Ti GPU, it
takes roughly 20s to compute the FID; around 10s is spent computing fake encodings
and 10s is spent computing

√
ΣrΣ2. We hypothesize that such heavy computations

have kept researchers from actively using the FID as a training loss. This hypothesis
raises an interesting question. Is it possible to compute the FID fast enough for it to
be used as a training loss?

Contributions. In Paper 2, we introduce FastFID; an algorithm which computes the
FID on mini-batches (few fake samples, m ≪ d) in O(d2m+m3) time. FastFID is up
to three orders of magnitudes faster and has at least three orders of magnitude less
numerical error than the original algorithm. We demonstrate how the algorithm is fast
enough to be used for explicitly training GANs with FID as a loss function, resulting
in a better validation FID. We further establish evidence indicating that using the FID
as a loss function improves the quality of generated fake images. For example, images
of a dog get new semantic features like eyes and ears.

2https://github.com/bioinf-jku/TTUR

https://github.com/bioinf-jku/TTUR
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2.2.1 Related Work

While there exist many publications, which use FID to benchmark generative mod-
els [9, 17, 74, 85], we know of no publications which use the FID as a loss function.
Neither do we know of any prior work, which reduces the computational complexity
of the FID. As such, related work is relatively sparse. There does, however, exist a
couple of ways to approximate the FID.3 For example, one can ignore the second
moments of the normal distributions and only compute ∥µr −µ f ∥2

2 (line 525 in 3) in
O(dm) time for a mini-batch. Similarly, Kim et al. [42] propose to train a GAN by
only considering the mean and the diagonal entries of the covariance matrices, also
in O(dm) time (previously also employed in line 582 in 3). Finally, Lin and Maji
[50] propose an algorithm for approximating the matrix square root with a variant
of Newton’s method for root finding, which provide an approximation that is much
faster than the original implementation of FID.

2.2.2 Fast Fréchet Inception Distance

To describe how FastFID works, we first highlight how the previous algorithm from
[34] computes the FID before describing FastFID in details.

The previous algorithm. As described above, there are two bottlenecks in FID
computations, computing the encodings and computing the trace of the matrix square
root. Precomputing statistics for the real samples can circumvent the first bottleneck.
Furthermore, for a mini-batch, we would only need to compute encodings for m ≪
d fake samples. These two improvements jointly cut the overall computational
complexity for computing statistics from O(d2(m+n)) to O(d2m). As an example, if
we use precomputed statistics and reduce m from 10000 to 128, this reduces the time
it takes to encode samples from roughly 10s to 0.1s on our machine. This is a known
improvement that was already done by [34].

In Paper 2, we contribute with a large speed-up for the second bottleneck. Origi-
nally, tr(

√
ΣrΣ f ) was computed by first constructing ΣrΣ f to successively compute

the matrix square root and the trace.
The matrix square root is found by first computing the Schur decomposition:

ΣrΣ f = QV Q⊺, with Q⊺ = Q−1 and triangular V. (2.5)

Given the decomposition, finding the square root amounts to computing a triangular
matrix U such that U2 =V , which implies that

√
ΣrΣ f = QUQ⊺ since (QUQ⊺)2 =

QU2Q⊺ = QV Q⊺ = ΣrΣ f . Now recall that the trace of a matrix is equal to the sum of
the eigenvalues. For the sake of readability, we state it as a lemma here:

Lemma 2 For a matrix A ∈ Rd×d with eigenvalues λi(A), tr(A) = ∑
d
i=1 λi(A) [69].

3https://github.com/tensorflow/tensorflow/blob/00fad90125b18b80fe054de1055770cfb8fe4ba3/
tensorflow/contrib/gan/python/eval/python/classifier_metrics_impl.py

https://github.com/tensorflow/tensorflow/blob/00fad90125b18b80fe054de1055770cfb8fe4ba3/tensorflow/contrib/gan/python/eval/python/classifier_metrics_impl.py#L525
https://github.com/tensorflow/tensorflow/blob/00fad90125b18b80fe054de1055770cfb8fe4ba3/tensorflow/contrib/gan/python/eval/python/classifier_metrics_impl.py#L582
https://github.com/tensorflow/tensorflow/blob/00fad90125b18b80fe054de1055770cfb8fe4ba3/tensorflow/contrib/gan/python/eval/python/classifier_metrics_impl.py
https://github.com/tensorflow/tensorflow/blob/00fad90125b18b80fe054de1055770cfb8fe4ba3/tensorflow/contrib/gan/python/eval/python/classifier_metrics_impl.py
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As U contains the eigenvalues of
√

ΣrΣ f on the diagonal, it is sufficient to com-
pute the trace of U in O(d) time, tr(

√
ΣrΣ f ) = tr(U). Computing both the Schur

decomposition and U takes O(d3) time, which is also to computational complexity of
the whole computation of the trace of the matrix square root. In turn, the total time
complexity of the previous algorithm is O(d3 +d2m).

FastFID. Consider the following lemma.

Lemma 3 For two matrices A,B, the eigenvalues of AB and BA are the same if the
two products are both square matrices [64].

To compute the trace of the matrix square root faster, we utilize both Lemma 2 and
Lemma 3 to construct a matrix M ∈ Rm×m which is much smaller than ΣrΣ f . In turn,
the eigenvalues and thus the trace is faster to compute. Specifically, for a mini-batch,
e.g., with m = 128 samples, computing the eigenvalues of a m×m matrix in O(m3)
time is much faster than computing the Schur decomposition above in O(d3) time, as
d is typically 2048. Below, we describe the details of our algorithm.

With 1k ∈ Rk being the all-ones vector, define centered data matrices Xr ∈ Rd×n

and X f ∈ Rd×m as the real and fake encodings over the columns, respectively:

Xr =

 | |
A(r1) ... A(rn)
| |

−µr1
⊺
n X f =

 | |
A( f1) ... A( fm)
| |

−µ f 1
⊺
m. (2.6)

Sample covariance matrices can then be computed as a product of such matrices:

Σr =CrC⊺
r , Σ f =C fC

⊺
f where Cr =

1√
n−1

Xr (2.7)

and C f =
1√

m−1
X f . (2.8)

A corollary of Lemma 2 is that tr(
√

A) = ∑
d
i=1

√
λi(A). In turn, tr(

√
ΣrΣ f ) =

∑
d
i=1

√
λi(ΣrΣ f ). However, computing the eigenvalues of ΣrΣ f still takes O(d3) time.

Due to Lemma 3, we can compute the eigenvalues of the m×m matrix C⊺
f CrC

⊺
r C f in

O(m3) time instead of the d ×d matrix CrC
⊺
r C fC

⊺
f . Specifically, FastFID computes

the trace of the matrix square root in O(m3 + d2m) time by avoiding constructing
ΣrΣ f explicitly:

tr(
√

ΣrΣ f ) =
d−1

∑
i=1

√
λi(CrC

⊺
r C fC

⊺
f ) =

m−1

∑
i=1

√
λi(C

⊺
f CrC

⊺
r C f ) (2.9)

Note that the d2m-term in the time complexity stems from computing (C⊺
f Cr)(C

⊺
r C f ).

We note that for simplicity, some details have been hidden in this description. For
example, in Paper 2, we compare numerical errors between the previous algorithm
and FastFID. As a consequence, we need the two algorithms to compute exactly the
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same quantity. The matrix square root is not unique, so we need to apply the absolute
value |

√
λi(C

⊺
f CrC

⊺
r C f )| in Equation (2.9) to comply with scipy.linalg.sqrtm.

Furthermore, the FID can also be extended to other types of data than images. For
example, the same metric has also been applied to chemicals [72] by encoding data
with another neural network. FastFID also extends to such applications.

Apart from the theoretical contributions described here, we perform multiple
experiments. Naturally, we test how fast FastFID is in practice. We find that for
sufficiently small mini-batches (small m), FastFID can be up to three orders of
magnitudes faster than the previous algorithm. We also demonstrate that FastFID
is fast enough to use FID as a training loss. Across three different GANs on three
different datasets of increasing complexity, we demonstrate that adding FID as an
additional loss term improves the validation FID. Finally, we attempt to determine
whether using FID as a loss function yields better images. From our experiments, we
find that fine-tuning a generator of a pre-trained GAN, solely using the FID as a loss,
yields images with more semantic features like beaks, ears and eyes. As such, we
conclude that using FID as a loss function has great potentials in terms of improving
the quality of generative models.

2.3 Discussion

With the FastH algorithm in Paper 1, we have introduced an algorithm that can be
plugged directly into essential layers of Normalizing Flows to improve efficiency.
Consequently, using FastH enables researchers to train larger models within the
same time budget. FastH can also be used in GANs, where weight matrices can
be parametrized in their SVD to allow efficient normalization of such weights. As
scaling models up tends to yield better performances, we are optimistic that FastH
can contribute to better-performing models.

There are, however, some caveats. For example, using the less efficient matrix
exponential or the Cayley map to parametrize orthogonal matrices comes with the
theoretical guarantee that no spurious minima will be introduced to the training
dynamics [48]. Although Householder products are expressive, such guarantees are
currently not known about the Householder products. As such, researchers may prefer
theoretical guarantees to speed, which can potentially limit the applicability of FastH.

With the FastFID algorithm, we have enabled researchers across all types of
gradient-based generative models to include the FID as an additional loss term, which
can potentially improve the quality of the generated “fake” data. As such, we believe
that the presented work constitutes an important step towards better performing
generative models. We that such improvements can also improve the quality of
explanations further downstream.

As is described in Paper 2, we tried extending the original log-likelihood loss of a
Normalizing Flow with an additional FID term. We found that the extension leads
the Normalizing Flow to “fooling” the FID loss by adding unrealistic artifacts to the
generated images. Backed by our experiment, we hypothesize that the discriminators
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of GANs “detect” such artifacts and penalize them through the GAN loss, which
is why such artifacts does not occur in fake samples from GANs trained with the
additional FID term. This observation leaves best practices for applying the FID to
generative models without discriminators as an open problem.

As the main hypothesis of this thesis is that crossing research within explanations
for neural networks with research within generative modeling has high potential;
we continue to believe that both the presented algorithms can improve techniques
within explainability further down-stream. The next chapter is devoted to present-
ing approaches for using generative models as central components for generating
counterfactual examples for neural networks.





Chapter 3

Counterfactual Examples

On many machine learning tasks, deep neural networks obtain state-of-the-art perfor-
mances, sometimes even surpassing human performance [89]. For such networks to
be applicable in practice, it is often critical that humans understand their behavior to
be able to validate, justify, and reason about their predictions. The field of explainable
machine learning aims at developing methods that provide such understanding. Meth-
ods typically answer questions like “For input X, what information in X made the
model predict class Y?,” “What general patterns is the model looking for?,” and “How
can I meaningfully change the input such that the predicted outcome changes?.” There
exist many methods for answering such questions. Methods producing heatmaps
typically answer the first question [5], while methods identifying inputs that maximize
specific neurons answer the second question [15]. The third question is related to
counterfactual examples, which is the main focus of this chapter. Counterfactual
examples identify how to alter inputs such that their predicted classes change.

A typical example of a counterfactual example is when a loan applicant is told
that to get the loan, the applicant needs to earn another 200 EUR per month or have
10 000 EUR more in savings. Such adjustments can be seen as a counterfactual
examples, as the applicant is shown “alternative realities” where the loan is granted.
To further illustrate the future prospects of counterfactual examples, suppose you have
an accurate model that predicts side effects from molecular compounds. For such
a model, counterfactual examples could, e.g., be similar molecular compounds but
without certain side effects [14, 70]. Having access to such counterfactuals could
potentially speed up drug development and improve the effectiveness of the drugs by
guiding research towards drugs without side effects. Similar benefits could be found
in other data-driven research fields. For example, it would be possible to analyze
autonomous vehicles misinterpreting their video feed or surveillance systems picking
out candidates for screening [28]. In turn, counterfactual examples can potentially be
of high value for data-driven research and many practical applications.

Counterfactual examples were originally introduced with causal structural models,
where variables are related in causal graphs [68]. In such a setup, it is possible to
estimate probabilities of variable outcomes, given specific changes to other variables.

19
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For most machine learning models, it is, however, not the case that variables are
related in structural causal models. In such cases, a more relaxed problem is studied,
where we consider counterfactuals of the following type:

Problem Statement 2 None-causal counterfactual: A none-causal counterfactual
question seeks what should be changed to obtain a desired outcome. For example;
input X yielded outcome Y, how should we change X to obtain outcome Z.

With Problem Statement 2, the problem is relaxed in the sense that we no longer require
any causal structure but suffice with changing the prediction of a given classifier.

There typically exist infinitely many answers to Problem Statement 2 for a given
classifier. As a consequence, many such answers may be of low value to end-users if
they are, e.g., unrealistic or convey no semantic information. Therefore, much of the
research revolves around finding solutions to Problem Statement 2 that are also useful
to the end-user. Because of potentially many low-value solutions, algorithms can be
hard to develop but should successively be easy to use by the end-user.

In the field of generative models, the most research has arguably been done on
images [7, 21, 62]. As we wish to combine generative models with explainability, it
is therefore natural to focus on the image domain. In terms of Problem Statement 2,
a counterfactual in the image domain is a new image, which resembles the original
image but with characteristic semantic perturbations that change the predicted outcome.
Such a counterfactual example will answer the question in Problem Statement 2 by
“had the input had these particular changes, then the outcome would have been Z.”

In the image domain, and arguably also in others, it is hard to quantify the quality
of counterfactuals. We want changes to be small, while too small changes are also
undesirable. There are, e.g., many neural networks that can be fooled to predict wrong
classes by adding tiny, carefully selected, and imperceptible noise to the input image
(also known as adversarial attacks) [82]. Such attacks are too small for the human eye
and convey little or no information to the end-user about the decision process of the
predictive model. Changing too much is also undesirable, since a completely changed
image also carries little or no information about the original image. Therefore, the
challenge is to design algorithms that strike the right balance between generating small
changes but still changing enough for humans to see it. The next section describes
some different approaches for generating counterfactual examples.

3.1 Generating Visual Counterfactual Examples

In the literature, there are two dominant approaches for generating visual counter-
factual examples. One approach relies heavily on iterative numerical optimization
techniques to gradually generate images that optimize some objective function. The
other approach trains generative models to aid the generation of counterfactual ex-
amples. In the following, the two approaches are presented before presenting our
approach, which opens a new direction of research, in Section 3.2.
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3.1.1 Iterative approaches

Wachter et al. [87] were among the first to introduce counterfactual examples as a
way to explain deep learning models by answering questions of the form described in
Problem Statement 2. They consider low-dimensional tabular data, which is much
different from images. However, their approach is arguably the most straightforward
approach, and it was successively extended to also apply to images [19, 53].

Wachter et al. [87] argue that for tabular data, changes should be sparse and
small to be more interpretable for humans. To obtain sparse counterfactuals, the
authors present an algorithm that relies on gradients of the classifier to be explained.
The algorithm does gradient optimizations on the input to obtain a counterfactual by
penalizing non-sparse counterfactuals. In particular, they propose to do the following
optimization.

argmin
x̂

max
λ

λ ∥ f (x̂)−q)∥2
2︸ ︷︷ ︸

“prediction′′

+ d(x, x̂)︸ ︷︷ ︸
“closeness′′

, (3.1)

where λ prioritizes high certainty predictions, x, x̂ ∈X are the input and counterfactual
from the input domain X , respectively, f : X → RK is the prediction function over
K classes (e.g., a neural network), q ∈ {0,1}K is the one-hot encoded target class,
and d(·, ·) is a distance function. The two terms in Equation (3.1) encourages the
counterfactual to change the predicted class and to stay clos to the input, respectively.

For a training set X = {x1, ...,xn} with xi ∈ Rd , the authors propose to use an
entrywise normalized L1 distance as the distance metric d:

d(x, x̂) =
d

∑
k=1

|xk − x̂k|
MADk

, (3.2)

where MADk is the median absolute distance of feature k, defined by:

MADk = medianx∈X(|xk −medianx′∈X(x′k)|). (3.3)

The normalization is similar to normalizing each feature with the standard deviation
of that feature while being less affected by outliers. It allows features that naturally
vary more than others to also vary more in the resulting counterfactuals.

In the image domain, it is less meaningful to account for individual variances
in each pixel, which makes other methods like [19] discard the normalization. For
images, other issues arise. Specifically, pixels are highly inter-dependent and a loss
function needs to take into account the image as a whole and not just individual pixels.
Dhurandhar et al. [19] describe this issue differently; they argue that counterfactuals
should lie “close” to the data manifold. A convolutional auto-encoder is used to quan-
tify the closeness to the data manifold by computing the L2 norm of the discrepancy
between the counterfactual and a reconstruction of the auto-encoder, AE. Given an
input x ∈ X and a predicted class y = argmaxk f (x)k, their loss function resembles
that of Equation (3.1) by having a “prediction” term and a “closeness” term:

argmin
x̂

c · f hinge
κ (x̂,y)︸ ︷︷ ︸

“prediction”

+β∥x− x̂∥1 +∥x− x̂∥2
2 + γ ∥x̂−AE(x̂)∥2

2︸ ︷︷ ︸
“closeness”

(3.4)
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where c,β , and γ are hyperparameters, and f hinge
κ (·) is a hinge like loss to encourage

the prediction to change to any other class:

f hinge
κ (x̂,y) = max{[ f (x̂)]y −max

i̸=y
[ f (x̂)]i ,−κ}. (3.5)

Again, counterfactuals are obtained by gradient descent or other iterative numerical
approaches on the input. From the experiments in [19], there is a slight qualitative
improvement in adding the auto-encoder term in Equation (3.4).

An idea to further improve the loss function was presented by Looveren and
Klaise [53], who add a loss term that compares encodings of the counterfactual from
the auto-encoder with train-set-wide average encodings from the nearest class. The
additional term is θ∥x̂− proto∥2

2, where proto is defined as follows:

protoi =
1
|Xi| ∑

x∈Xi

ENC(x) (3.6)

proto = argmin
protoi:i̸=y

∥ENC(x)− protoi∥2. (3.7)

The loss term is supposed to help guide both the “prediction” part of the loss by
choosing the closest target class through proto and to help the “closeness” by encour-
aging realistic counterfactuals by ensuring that the embedding of the counterfactual
is close to the embeddings of the training data. Through experiments, [53] finds that
the additional loss term improves the quality of the counterfactuals and decreases the
number of gradient steps needed. In turn, they manage to find counterfactuals faster.

There do also exist other iterative approaches. For example, Goyal et al. [28]
treat convolutional neural networks as a composition of a (convolutional) feature
extractor and a (fully connected) classifier. They use the feature extractor to extract
embeddings for small patches of both the input image and an image from the target
class. They successively use a greedy iterative algorithm to swap in patches from
the target-class-image to obtain a combination of patches from the original and the
target-class-image to get a hybrid image that changes the class prediction. Such an
approach is good when the available data is too scarce to train a generative model.
For tabular data, examples of methods based on genetic algorithms [31] and simple
statistic-based heuristics [25] also exist. However, such methods are less applicable to
the image domain due to the exponential increase in input possibilities.

Common for the iterative approaches mentioned is that they require many eval-
uations of the classifier which is being explained. Consequently, generating each
counterfactual example can be slow. For example, Looveren and Klaise [53] present
average computation times per counterfactual of between two and 13 seconds. If a
user interacts with a system to understand the decisions of a model, thirteen seconds
is arguably too long to wait. In [13], they argue that 0.1 seconds is the threshold
that computation should stay below to work properly in an interactive setting. Al-
though such methods are slow, they have the advantage that they need little or no
pre-computation before being applied. In contrast, the approaches based on generative
models, that are presented next, typically generate counterfactual examples faster but
need to train generative models in advance.
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3.1.2 Generative Model Approaches

As argued in [75], the gradient-based iterative approaches suffer from optimizing
counterfactuals in the image space. The issue is that optimizing traditional metrics like
the L1 and L2 norms typically result in unrealistic changes to the inputs. Although
[19] and [53] use auto-encoders to approximate closeness to the data distribution, they
mainly compare counterfactuals in the image space. Furthermore, they do not take
advantage of the generating capabilities of the auto-encoder, i.e., optimization is done
in the image domain and not the latent space of the auto-encoder.

Multiple works alleviate this issue by identifying latent codes of external genera-
tive models that result in realistic counterfactuals in the image space [22, 38, 75, 79].
The general idea of all but [79] can be formulated as follows:

ẑ = argmin
z∈Rd

[λ ℓ( f (G(z)),q)︸ ︷︷ ︸
“prediction”

+L(x,G(z))︸ ︷︷ ︸
“closeness”

] (3.8)

x̂ = G(ẑ), (3.9)

which is a minimization of latent codes z, that are translated into counterfactuals x̂ by
a generator G, and typically have a “prediction” term ℓ and a “closeness” term L in
the optimization loss. The difference between methods lies in how latent codes are
optimized and what type of generator is used.

Joshi et al. [38] were the first to propose such setup where both VAEs and
GANs were used as generators, while gradient descent was applied to identify latent
codes. Rodriguez et al. [75] later proposed to use a particular type of VAEs, the
β -TCVAE [16], which has been shown to perform well on disentangling its latent
space. As the VAE is disentangling its latent space such that different latent features
affect different semantic image features, the latent space provides good tuning nobs
for generating diverse counterfactual examples by individually tuning different latent
features. To achieve such diversity, the authors propose to find n diverse latent codes
εi simultaneously and define latent embeddings as zi = E(x)+ εi. Via gradient opti-
mizations, the εis are found such that they are sparse and approximately orthogonal to
each other. Such optimization yields visually diverse counterfactual examples, where
different semantic features changes across the generated counterfactual examples.
Although this method is also iterative, as the methods above, it differs by utilizing the
generative capabilities of the auto-encoder to find counterfactual examples through
latent space optimizations. Judging by their experiments, they obtain counterfactual
examples of high visual quality and further demonstrate superior performance on the
FID, which we will discuss in the context of counterfactuals in the next chapter.

Singla et al. [79] present an approach for generating counterfactual examples
which is based on conditional GANs [61]. At a high level, a conditional GAN is
trained to predict how counterfactuals would look, conditioned on what the predicted
outcome of f should be. When the conditional GAN is trained, it can be used to
exaggerate changes from one class to another by predicting counterfactual examples
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associated with an increasing certainty of the target class. Typically, GANs are trained
to produce images from random noise. However, in a counterfactual setting, where
we want inputs and outputs to be related, such setup does not work. To alleviate the
issue, Singla et al. [79] introduce an encoder, which is trained to produce embeddings
that the GAN then use for predicting counterfactuals. The method leverages the high
generative performance of GANs to produce high-quality counterfactual examples.
To the best of our knowledge, this method is the only method that generates visually
appealing counterfactual examples efficiently for images without any optimization at
inference time. In terms of the FID score, [79] does not perform as well as [75], but
their performance held state-of-the-art in terms of FID when the paper was published.

Recently, an additional approach based on a Normalizing Flow as the generator
function has also been proposed. In the paper, it is proved that for a well-trained
Normalizing Flow, the generated counterfactual examples will approximately stay
on the data manifold, due to their specific gradient optimization mechanism. To
the best of our knowledge, such a theoretical property has not been proved for other
methods. In Paper 3, we also use a type of Normalizing Flow to produce counterfactual
examples. As we will describe next, our method is, however, fundamentally different.
We analyze conditional Normalizing Flows used as generative classifiers and derive a
closed-form expression for producing counterfactual examples efficiently. Our method
needs no gradient optimizations or additional generative model. In the next section,
we describe the details of our method.

3.2 Efficient Counterfactuals from Invertible Neural
Networks P3

Contributions. We propose a novel method, Efficient Counterfactuals from Invert-
ible Neural Networks (ECINN), based on conditional Normalizing Flows, which
avoids the drawbacks of both the iterative approaches and the generative approaches.
Specifically, ECINN has a closed-form expression for producing counterfactual exam-
ples, needs no optimization algorithms, and needs no additional training of external
models. With ECINN, we obtain high-quality explanations from just one forward pass
and one reverse pass through the invertible neural network.

Method. As mentioned, ECINN is based on invertible neural networks (INNs).
Specifically, we utilize conditional Normalizing Flows [20, 21, 43] that utilize invert-
ible neural networks. Normalizing Flows can be trained unsupervised to generate
high-quality fake images with exact log-likelihood training. As demonstrated in [2],
Normalizing Flows can also be trained as classifiers by approximating conditional
densities p(x|y), denoted conditional Normalizing Flows. In Paper 3, we choose f
to be a INN trained as a conditional Normalizing Flow and derive a closed-form
expression for generating counterfactual examples.

At a high level, conditional Normalizing Flows are trained to embed data such
that data from each conditional class is centered around a class-specific multivariate
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normal distribution. We show that in the latent space, the posterior distribution p(y|x)
simplifies, which allows us to analytically choose how to correct embeddings such
that they are predicted to be of the target class q. Inverting such corrected embeddings
through f−1 yields high-quality counterfactual examples.

Let g : Rd → Rd be the INN under consideration (denoted f in the Paper 3, but
renamed to avoid notation overload here). Then the conditional likelihood becomes

p(x|y) = pz|y(g(x)) ·
∣∣det

(
Jg(x)

)∣∣ , (3.10)

where pz|y(z) =N (x; µy, I) is a normal distribution and Jg(x) =
∂g(x)

∂x is the Jacobian
of g evaluated at the input x. Due to Bayes’ rule, we observe that the posterior
probabilities are proportional to the Gaussian densities as the Jacobian determinants
cancel, assuming that the prior distribution over classes is uniform, i.e., p(y) = 1/K:

p(y|x) =
pz|y(g(x)) ·

∣∣det
(
Jg(x)

)∣∣ · 1
K

∑y′ pz|y′(g(x)) ·
∣∣det

(
Jg(x)

)∣∣ · 1
K

(3.11)

=

∣∣det
(
Jg(x)

)∣∣ · 1
K∣∣det

(
Jg(x)

)∣∣ · 1
K ·∑y′ pz|y′(g(x))

· pz|y(g(x)) (3.12)

∝ pz|y(g(x)). (3.13)

As pz|y is normally distributed with unit variance, maximizing the log density corre-
sponds to minimizing the norm of the discrepancy between then mean of the normal
distribution and the encoding:

log pz|y(z) = log

[
1√
(2π)d

exp
{
−1

2
(µy − z)⊺(µy − z)

}]
(3.14)

=−d
2

log [2π]− 1
2
∥µy − z∥2

2 (3.15)

=C− 1
2
∥µy − z∥2

2. (3.16)

This relation has the immediate consequence that if we wish to find a latent vector,
which, according to the model, is most likely to be from a particular class q, we would
need the latent vector to be closer to µq than to any of the other mean values. We
use this insight to derive an algorithm for generating counterfactual examples for this
particular kind of predictive model.

In a pre-computation step, ECINN finds directions in the latent space to move
embeddings to translate them from one class to another. In particular, directions are
chosen to be the difference between mean embeddings over the training set of all
samples predicted to be from the same class. For example, to go from a cat to a dog,
the direction would be the average of all samples predicted to be a dog minus the
average of all samples predicted to be a cat. Letting ∆p,q be the vector representing
the difference in means between class p and class q, counterfactuals are generated by

x̂ = g−1(g(x)+α∆y,q), (3.17)
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where y is the predicted class, q is the target class, and α is a scalar value deciding
how far to move in the latent space. Note how the expression requires no optimization
and only two evaluations of g.

To choose values of α , we derived a closed-form solution for α that translates
a given embedding just far enough to be on the decision boundary between the two
classes. In the cat and dog example, it would be the point where the distance from
the embedding to µcat would be the same as to µdog. We denote counterfactual
examples generated from the latent vector on the decision boundary tipping-point
counterfactuals because they constitute the exact point where predictions tip from
the original class to the target class. Similarly, we can increase α to reach a point
where the latent vector is predicted to be from the target class with high certainty.
We call these counterfactuals convincing counterfactuals and argue that both types of
counterfactuals are important for better understanding the predictive model.

In our experiments, we find that ECINN produces high-quality counterfactual
examples much faster than the iterative approaches that we compare against. The
produced counterfactuals are shown to preserve semantic features that do not relate to
the target label. For example, when generating counterfactual examples for MNIST
digits [47], semantic features like font-weight and tilt of the digits do not change.
Similarly, gender and skin color remain the same, when turning smiling faces into
frowning ones for the CelebA-HQ dataset [40].

3.3 Discussion

When comparing different overall approaches for generating counterfactuals, there are
multiple things to take into account. Naturally, the central objective of counterfactual
examples is to enable humans to better understand the decision-making process of a
given classifier. Hereof, there are multiple properties to consider. We find the most
important properties to be the quality and validity of the counterfactual methods, how
fast they are, and whether the methods need additional optimizations or have analytical
solutions. In the following, we discuss the three overall approaches described above
in terms of the four properties. Table 3.1 gives an overview of the properties.

For counterfactuals to be applicable in an interactive setting, where users can
interact with a model and its associated counterfactual examples, computational
efficiency is natural to consider. Iterative methods are generally slow, as they need

Method Fast Validity High quality Analytic

Iterative [19, 53, 87] ✗ ✗ ✗ ✗

Generative [22, 38, 75, 79] (✓) - ✓ ✗

ECINN (Paper 3) ✓ ✓ ✓ ✓

Table 3.1: Overview of properties that different approaches for counterfactual methods
have. “-” means that the property is not reported and “(✓)” means partly.
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to do many gradient optimization steps to find a single counterfactual example. For
example, it is reported for the iterative method described in [53], that generating a
counterfactual example takes between 500 and 5,000 gradient steps, depending on
the loss function. They report inference times of between roughly 2 and 13 seconds,
which is too slow to be applicable in an interactive setting. Although not reported for
the GAN-based method from [79], one must expect that inference times for the GAN,
once trained, are fast, as the GAN setup only needs one evaluation of an encoder and
a generator to generate a counterfactual example. While computation times are not
explicitly reported, the VAE based methods from [38, 75] are still iterative and must
be expected to be slower than the GAN base approach from [79]. ECINN needs just
one forward and one backward pass to generate a counterfactual example. In Paper 3,
we find that it takes 0.003 seconds on average to compute a counterfactual example,
which is fast enough to provide instant feedback to the user.

For a counterfactual method to be useful, the proportion of samples that each
method can generate counterfactual examples for, denoted validity in, e.g., [63], is
also essential. With a higher proportion of successful counterfactual examples, a
given method will be able to provide more information for the user. Although not
reported specifically, Table 4 in the supplementary material of Looveren and Klaise
[53] indicates that slightly more than half of the 10,000 MNIST test images were
successfully explained, which is roughly on par with what we find experimentally in
Paper 4. For the papers based on generative models, we know of no concrete number
but expect that the proportion is likely to be higher than that of iterative methods due
to the application of more powerful generative models. Through our experiments, we
find that ECINN successfully generates counterfactual examples for more than 99%
of the samples, across three different datasets.

The third property relates to the quality of the counterfactuals. If image counterfac-
tuals are to be useful, they need to convey realistic changes that are visible to humans.
Quantifying the quality of counterfactual examples is a topic to which Chapter 4 is
devoted. Here, the discussion is restricted to qualitative properties of the generated
counterfactual examples. Most likely, much of the development around iterative
methods have been driven by a common issue with the iterative models; visually, they
tend to produce unrealistic changes (cf. row two and three in Figure 3.1). In contrast,
generative models produce more compelling counterfactual examples (cf. Figure
3.2). As ECINN is also based on a variation of a generative model, the corresponding
counterfactuals are likewise of a higher quality. In Figure 3.1 and Figure 3.2, we have
included copies of figures from relevant publications to let the reader judge the quality
of the generated counterfactuals by the different methods. For the generative models
(Figure 3.2), multiple counterfactuals are generated with different predictions by the
classifier (labels over images). Diversity in the counterfactuals improves the useful-
ness of the counterfactuals by conveying additional information about the decision
space of the classifier [75]. We conjecture that it would be possible to modify ECINN
to produce any predefined predicted probability p(y|x) by analytically choosing the
correct value of α . However, for simplicity, we only chose two values of α to produce
tipping-point and convincing counterfactuals, as described above.
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Figure 3.1: First row is input images. Second to fourth row is counterfactual examples
on the makeup vs. no makeup label, generated by [87] (GB), [53] (GL), and ECINN
(GEN), respectively. The first five columns converts people with makeup to people
without, and vica versa for the last five columns. The figure is a direct copy of an old
version of a figure from Paper 4.

Analytically choosing the counterfactual is the last property that we highlight
here. The benefit of analytical solutions to the counterfactual problem is a tight
relationship between the theoretical properties of the classifier and the associated
counterfactual examples. It becomes possible to prove guarantees on the counterfactual
examples, which may be favorable in some situations. Of the presented methods,
only ECINN has an analytical solution, where counterfactual examples situated
exactly on the decision boundary between two classes is possible to produce. Of
course, the analytical approach of ECINN comes at a cost. Our method only applies
to conditional Normalizing Flows, where the other methods mentioned apply to
any classification model f which supports gradient computations. Recent work on

Figure 3.2: Counterfactuals explanations on the old vs. young label generated by
[75] (first row) and [79] (second row). The figure is a composition of figures copied
directly from the two papers.
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Normalizing Flows [6, 29, 54] does, however, indicate that conditional Normalizing
Flows can be extended to popular model architectures like ResNets [32] under mild
model constraints. For example, [6] demonstrate that if the weights of a ResNet
are normalized by their spectral norm, their inverse can be computed and Jacobian
determinant estimated at the cost of a less efficient sampling process. Applying ECINN
to such model architecture would most likely result in a less efficient generation
process for the counterfactual examples, but achieve better classification accuracies.
Mackowiak et al. [54] further demonstrate how a modification of a ResNet architecture
to make it invertible yields similar or slightly worse accuracies on ImageNet [18] as
compared to the original ResNet, but retains the efficient sampling procedure and
well-structured latent space. As such, we are optimistic that ECINN can successfully
be applied to more powerful and popular architectures.

With ECINN, we have introduced a promising new direction of research within
the field of counterfactual examples. ECINN utilizes the benefits of generative models
while having an analytical solution, in contrast to related work, which needs additional
optimizations to either find counterfactual examples or pretrain external generative
models. ECINN produces high-quality counterfactual examples that are visually on
par with other methods based on generative models, and better than counterfactuals
generated by iterative methods. In the next chapter, we change the perspective from
particular methods for producing counterfactuals to how to quantitatively evaluate
counterfactual examples.





Chapter 4

Evaluating Counterfactual
Examples

Central for the development of any field of research are practices for evaluating
methods proposed within the field. For counterfactual examples, both “objective” and
“subjective” methods have been proposed to evaluate different aspects of the generated
examples [81]. Objective methods are automatic corpus-based metrics, including, e.g.,
accuracy and number of features changed. In contrast, subjective methods are based
on human judgment like, e.g., relevance or interpretability, as judged by humans. As
indicated by the name, objective metrics are beneficial because they can be applied
objectively across different publications in order to quantify performance. As we
demonstrate in Paper 4, objective metrics used for image counterfactuals sometimes
fail to distinguish the good from the bad examples. This chapter focus on objective
metrics for image counterfactuals. We first give a high-level overview of desired
properties of image counterfactuals before describing existing metrics that have been
proposed to quantify such properties in Section 4.1. Afterward, Section 4.2 describes
how Paper 4 contributes with a better understanding of what properties existing metrics
do and do not capture, as well as two new metrics that mitigate drawbacks of existing
metrics. The chapter is concluded with a discussion in Section 4.3.

Desired properties. As formulated in Wachter et al. [87], counterfactual methods
should find minimal and necessary changes to the input such that the predicted
class changes. For images, Mothilal et al. [63] further describe validity, sparsity,
proximity, and diversity as properties that good counterfactual examples should
possess. Necessary changes are closely related to validity, while sparsity and proximity
are concerned with minimal changes. Below, we briefly describe the four properties
from [63] that are afterward used to categorize existing metrics.

Validity is closely tied to necessary changes by accounting for whether the predicted
class actually changes. Quantitatively, validity is the proportion of counterfac-
tual examples that yield a different predicted outcome than the original input.

31
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A high validity is essential for counterfactual methods to be useful in practice.
Validity is directly quantifiable and poses no challenge to evaluate.

Sparsity relates to how many features are changed from the input to the generated
counterfactual. As argued in, e.g., [87] and [59], the sparsity of an explanation
constitutes a proxy for how interpretable a counterfactual example is, i.e., the
more sparse the counterfactual change is, the more interpretable the counter-
factual is. Depending on the domain, sparsity can be hard to quantify because
sparse changes can relate to changing a few semantic features rather than, e.g.,
a few pixel values.

Proximity is closely related to sparsity and minimal changes by considering how
close generated counterfactuals are to their associated input. According to
Mothilal et al. [63], a counterfactual close to the input can be most useful to the
users. The difficulty of quantifying proximity also depends on the domain, as
we will discuss in this chapter.

Diversity revolves around producing a diverse set of counterfactuals for each input.
When a user is presented with multiple diverse counterfactuals, more informa-
tion about the classifier under consideration will consequently be conveyed and
increase the likelihood of finding valuable explanations [75]. In Paper 4, we do
not consider diversity, as we have not identified any established metric (used
by more than one publication) for quantitatively comparing diversity. We will,
however, cover aspects of quantifying diversity below.

In addition to the four mentioned properties, many publications, including our
Paper 3, further revolve around realistic counterfactuals [22, 53, 75, 79]. Realistic
counterfactuals can be interpreted as samples that are likely to stem from the same
distribution as the training data. Therefore, quantifying how realistic counterfactual
examples are has mostly been done by various density estimates or proxies thereof. In
the following, we will also discuss such quantities.

4.1 Existing Quantitative Metrics

This section describes quantitative metrics that have been used to evaluate counterfac-
tual methods proposed within the image domain. Although not all metrics fit perfectly
into the properties listed above, we describe them in the context of such properties to
give an overview of which properties that can be evaluated by existing metrics.

Validity. As mentioned, the proportion of generated counterfactuals that successfully
change the predicted class, i.e., the validity or target-class validity as denoted in
Paper 4, is straight forward to quantify. Let f be the classifier under consideration and
c : X →X be the counterfactual method that produces a counterfactual example for
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inputs x ∈ X from some domain X , then the target-class validity (TCV) is defined as

TCV =
1
|X | ∑

x∈X
1[ f (x)̸= f (c(x))], (4.1)

where 1[·] is the indicator function and X ⊂X is the dataset being explained. A larger
TCV is better, as more counterfactuals successfully change the predicted class.

Sparsity. Depending on the domain, sparsity can be hard to quantify. For tabular
data with relatively few features or for text, sparsity can simply be “counted” [39, 45]
to give an idea of the complexity of an explanation. In the image domain, it is harder
to quantify sparsity in a meaningful way. In fact, we know of no publications within
the image domain that report sparsity. As an example of why sparsity can be less
useful, [82] demonstrates how changing just one pixel in an image can be enough to
change the prediction of a neural network. Such a change is sparse but is most likely
of little or no use to the end-user. A more meaningful way of measuring sparsity in the
image domain would be to quantify how many semantic features change between the
input and the counterfactual. However, we know of no work that quantify semantic
sparsity with the purpose of evaluating counterfactual examples. Although sparsity
is not reported within the image domain, e.g., the L1 metric which is closely related
to sparsity is frequently used as a part of optimization losses when generating visual
counterfactual examples [19, 53, 79, 87].

Proximity. For proximity, the “distance” from an input to a generated counterfactual
needs to be quantified. Mothilal et al. [63] measure proximity by the average L1
distance normalized by the median absolute deviation of each feature (defined in
Equation (3.3)) from the input to the counterfactual. Notably, this relates closely to
sparsity, which makes the mathematical distinction between the two unclear. [63]
highlights both sparsity and proximity as being important, but quantifies only sparsity.

As was the case for sparsity, quantifying proximity may seem trivial, but using,
e.g., the L2 norm to measure proximity often falls short. Take the image domain as an
example. In Figure 4.1, an image of a seven (left) is altered in two ways. In the center
image, the digit is rotated seven degrees, and in the right image, the tip of the top line
has been cut off. Perceptually, the center image is arguably more proximal to the input
than the right image. However, according to the L2 distance, the right image is closer.
As such, using simple norms to quantify proximity can be inadequate. We hypothesize
that similar observations can be done for other high-dimensional domains.

Both for image classification and many other high-dimensional tasks, it is generally
believed that the data lies on a manifold of much lower dimension than the data
dimension, see, e.g., [27, Sec. 3.11.3]. Consequently, metrics like the FID try to
approximate such manifolds to quantify similarity on the manifold [34]. In the context
of counterfactual examples, there exist only one work that quantifies proximity in a
latent space. Particularly, Rodriguez et al. [75] use an oracle classifier trained on a
related dataset (VGGFace2 [12]) to that being explained (CelebA [52]) and reported
the cosine distances between embedded images.
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Input L2: 4.25

L2enc: 0.18
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Figure 4.1: L2 distance between an input and two modifications. The center image is
rotated seven degrees and the right image has tip removed.

It should also be mentioned that [75] presents FID as a way of quantifying
proximity. We do, however, argue that the FID does not quantify proximity as such.
The reason is that the FID is a population-based metric, i.e., it yields one score for
counterfactuals generated across many inputs. In turn, shuffling counterfactuals, such
that they become associated with different (non-proximal) inputs, will yield the same
FID score. As such, a counterfactual method may get a low (good) FID by producing
realistic counterfactuals that are not proximal to their associated inputs. Therefore,
we cover FID in the “Realistic counterfactual examples” paragraph below.

Finally, Singla et al. [79] evaluate how sensitive different predicted class labels
are to changes made by the counterfactual method. That is, they quantify how often
other class labels than the target class are predicted to change when counterfactual
examples are generated. Although not presented as such in the paper, quantifying
such changes relates to “semantic proximity” by measuring how different semantic
features change with the counterfactual examples.

Diversity. As Mothilal et al. [63] and Wachter et al. [87] describe, diversity is
important to convey more comprehensive information about the classifier being ex-
plained. Despite not mentioned explicitly, diversity is injected into multiple methods
for generating counterfactual examples including our Paper 3 [38, 75, 79]. However,
there does not seem to exist any established metrics for quantifying diversity among
counterfactual examples.

[63] quantifies diversity as the average distance among pairs of counterfactuals
generated for the same input. As for sparsity, the distance used is the L1 distance
normalized by the median average deviation. As argued above, metrics based on the
L1 norm make less sense for, e.g., images. We are also not aware of any other work
that reports this metric.

It should be mentioned that for text, the self-BLEU score [56] has also been
proposed to quantify diversity between counterfactual examples [88]. However, the
score does not extend naturally to the image domain and is not covered further here.

Realistic counterfactual examples. Another property that counterfactual examples
should possess is that they should be realistic. For images, realistic counterfactual
examples would ideally be images that end-users cannot tell are synthetic. Such
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property can be hard to quantify. When the true causal structural model that generated
the data is known (typically only in synthetic/toy examples), it is possible to exactly
quantify the likelihood of counterfactual examples under the causal model [55]. The
exact likelihood is a good indication of how realistic the counterfactual examples
are. However, in a deep learning setting described with Problem Statement 2, exact
likelihood computations under the true data-generating distribution is not possible.
Instead, it is common to approximate the distribution of the data to quantify the
closeness of the data to that distribution [22, 53, 75, 79].

In the image domain, examples of metrics that revolve around realistic changes are
the two interpretability metrics IM1 and IM2 presented by Looveren and Klaise [53]
and the FID used in [75, 79]. As discussed in the previous chapter, Dombrowski et al.
[22] further prove that their generated counterfactual examples will approximately
stay on the data manifold of the training data, which must be expected to generate
more realistic counterfactual examples.

Although presented as an interpretability metric in [53], the authors describe how
the IM1 score approximates how close the counterfactual examples are to the data
manifold by comparing how well auto-encoders, trained on different subsets of the
training data, reconstruct the counterfactuals. The metric is defined as

IM1(x, p,q) =

∥∥c−AEq(c(x))
∥∥2

2

∥c−AEp(c(x))∥2
2 + ε

, (4.2)

where p and q are the input and target classes, respectively, and AEi is an auto-encoder
trained on training data only from class i. Intuitively, if c(x) successfully transforms x
into class q, AEq should be able to reconstruct the counterfactual c(x) with a lower
reconstruction error than AEp, thus yielding an IM1 score less than one. The score
has been reported in multiple papers [53, 55, 76].

Looveren and Klaise [53] also propose the similar IM2 score to quantify how
interpretable counterfactual examples are. The score uses an auto-encoder AE that is
trained on the full training set:

IM2(x,q) =

∥∥AEq (c(x))−AE(c(x))
∥∥2

2
∥c(x)∥1 + ε

. (4.3)

According to the authors, if the score is low, then the distribution of the target class
q describes c(x) as well as the distribution of all classes. In turn, a low score should
represent a more interpretable counterfactual. It is, however, debatable whether the
IM2 score quantifies interpretability. For example, Schut et al. [76] find that the
score fails to distinguish in- and out-of-distribution samples, which refrain them from
reporting the score. In any case, the IM2 score relates to realistic changes by having
auto-encoders reconstruct the counterfactual examples. If the reconstruction errors
are high, this hints that the given counterfactual does not resemble the training data.

Another way to quantify how realistic counterfactual examples are is to use the
FID. As discussed in Chapter 2, FID is a well-established metric within the field



36 CHAPTER 4. EVALUATING COUNTERFACTUAL EXAMPLES

of generative models. As counterfactual methods also generate synthetic samples,
it is reasonable to apply the metric in this field as well. Despite denoting it data
consistency, [79] utilize the FID to evaluate how realistic counterfactual examples are,
i.e., how close the counterfactuals are to the data manifold. As mentioned, Rodriguez
et al. [75] also apply the FID to evaluate visual counterfactual examples. Although
it is denoted proximity in [75], we argue that the metric is more a measure of how
realistic counterfactual examples look due to the population-wide nature of the metric.

Finally, various forms of “connectedness” have also been proposed to capture
whether counterfactuals stay in the vicinity of the training data [46, 66, 71], arguably
to quantify whether they are realistic. A counterfactual and a real data point is said to
be ε-connected, if a chain of points connecting the two exists. All links in the chain
need to be within an ε-distance to each other and the same predicted class [46]. If a
counterfactual example is ε-connected to a known point, then the counterfactual is
intuitively “justified” by approximately being in a high-density region of the particular
target class. However, it can be costly to compute such connectedness due to the high
dimensionality of many domains.

In Paper 4, we discuss the IM1, IM2, and FID metrics further to reveal both pros
and cons of the metrics. The next section highlights our contributions in the domain
of evaluating visual counterfactual examples.

4.2 On Quantitative Evaluations of Counterfactuals P4

Above, we have described existing metrics in terms of the five properties broadly
agreed to be important for visual counterfactual examples. The intention is to give
insights into the lack of proper metrics within the field. Specifically, we find that
sparsity, proximity, and diversity are left largely unquantified. Due to the lack of well-
established metrics, Paper 4 generalize sparsity and proximity to minimal changes and
only briefly mentions diversity. However, it should be stressed that for future work, it
is important to quantify such properties.

It may be clear to the reader that quantitatively evaluating counterfactual examples
is not a solved problem. Especially for visual counterfactual examples, quantitative
metrics are limited, and knowledge about what properties metrics do capture and do
not capture is even more scarce. We believe that a thorough understanding of the
behavior of existing metrics is the best first step before designing new metrics to
establish a best practice for evaluating visual counterfactual examples. This insight
is what motivates our work in Paper 4, which, through analysis and experimental
evaluations, takes a step towards improving the quantitative evaluations of visual
counterfactual examples.

Contributions. The paper consists of three main contributions. An analysis, experi-
mental evaluations, and two new metrics for evaluating counterfactual methods. We
analyze established metrics in the context of visual counterfactual examples, and we
do multiple experiments on datasets of increasing complexity. Through our analysis
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and experiments, we demonstrate what properties metrics do and do not capture. For
example, we find that tiny adversarial-like changes, sometimes produced by, e.g.,
the method from [87], get undesirable good scores according to multiple metrics.
To mitigate this issue, we introduce two new metrics, which rely on “oracle” classi-
fiers to avoid promoting such adversarial-like counterfactuals. In the following, we
summarize our findings before presenting the two new metrics that we propose.

Analytical findings. Through our analysis of existing metrics that have been re-
ported in at least two publications, we generally find that all metrics capture properties
at the cost of leaving other properties unattended. The consequence is that they become
vulnerable when considered in isolation. Take FID as an example. As we described,
shuffling the relationships between inputs and counterfactuals will yield the same FID.
In turn, we conclude that FID should be considered along with other metrics, which
do not have this issue. Similarly, TCV captures how effective a counterfactual method
is in changing the predicted class. On the other hand, the metric does not convey any
information on the image quality. Adversarial attacks may, e.g., get a high (good)
TCV but convey little or no information to the end-user, as such attacks are typically
not interpretable. Consequently, TCV also needs to be considered along with other
metrics that do not have this drawback. Overall, we find that no metric expresses all
desirable properties. In turn, they should be used in combination.

In Paper 4, we also point out that reporting the normalization used for evaluating
counterfactuals is crucial for comparing methods across publications. In the existing
literature, we observe that the IM1 and IM2 metrics are reported for two different
ranges of normalization in [55] and [53], which leads to incomparable results. This
issue is apparent for metrics that use, e.g., the L2 distance, which is affected by
normalization. For reproducibility and to enable comparisons across publications, we
also stress that metrics like the IM1 score and the FID that are based on pretrained
machine learning models make it crucial to also share the exact models used. With
Paper 4, we also publish code for evaluating visual counterfactual examples.1 With
the code, normalization and model parameters for the “evaluation models” are han-
dled automatically. In turn, if future publications use our code, comparison across
publications becomes possible.

Experimental findings. With our experiments, we confirm multiple of our analytical
observations. First, we confirm that normalization does matter. We demonstrate that
comparing the IM2 score across two different normalizations potentially yield wrong
conclusions if one counterfactual method with one normalization is compared to
method with another normalization. Second, we demonstrate that both simple norms
of differences between inputs and counterfactuals, FID, and the IM1 and IM2 will
wrongly give good scores to counterfactuals that are less meaningful to the user.
For example, we examine extreme cases where counterfactuals that consist of tiny
adversarial-like changes and images without any information (all black images) yield

1https://github.com/fhvilshoj/EvaluatingCounterfactuals

https://github.com/fhvilshoj/EvaluatingCounterfactuals
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better scores than realistically looking counterfactuals according to the IM1 and IM2,
respectively. Similarly, for the MNIST dataset, FID yields a lower (better) score for
adversarial-like changes than more realistically looking counterfactual examples.

Comparing our experiments across an increasing data complexity reveals that the
IM1 and the IM2 scores across different counterfactual methods seem to approach
identical values. That is, when complexity increases, the difference between methods
decreases. In turn, such metrics are arguably most valuable for less complex data.

New metrics. From our analysis and experiments, we found that the evaluated
metrics for quantifying realistic changes can be fooled by adversarial-like examples.
Consequently, we introduce two new metrics that help quantify realistic changes
without giving good scores to such small changes. First, we introduce the oracle score,
which is similar in construction to the TCV, but uses a surrogate “oracle” for the
evaluation. The oracle score is the proportion of counterfactuals where the classifier f
agrees with the oracle o on the counterfactual class:

Oracle =
1
|X | ∑

x∈X
1[ f (c(x))=o(c(x))]. (4.4)

The score is based on the assumption that adversarial attacks are highly model-
specific [51]. Under this assumption, the Oracle score should be high if changes are
realistic such that both f and o capture the change in class, while adversarial attacks
should only affect f . In our experiments, the assumption is verified by the score
consistently giving better (higher) scores to realistically looking counterfactuals.

For datasets where inputs have multiple class labels, we further introduce the
Label Variation Score (LVS), which also captures aspects of realistic changes without
giving good scores to tiny adversarial-like changes. At a high level, LVS is based on
the assumption that for an image of a face with makeup, when a face without makeup
is generated as a counterfactual example, other semantic features like gender and
hair color should not change. To capture this, LVS uses multiple oracles trained to
recognize different class labels like, e.g., hair color and gender to quantify how much
these label-independent features change. LVS computes average Jensen-Shannon di-
vergences D js between inputs and associated counterfactuals to quantify such changes.
For oracles ol , trained on L distinct class labels l ∈ {1, ...,L}, which outputs a discrete
probability distribution over the labels, the LVS is defined as

LVSl =
1
|X | ∑

x∈X
D js [ol(x)||ol(c(x))] . (4.5)

In turn, LVS provides a score for each class label in the dataset. In general, good
scores should be such that the target class label gets a high score, while other labels
get low scores. There may also be situations where different class labels complement
each other. For example, makeup is arguably associated (correlated) with lipstick,
which may thus also attain a higher score. We leave it to domain experts to judge
which class labels may meaningfully get higher scores along with the target label of
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the counterfactual example. We find experimentally that the LVS yields scores that
align with human interpretation, and tiny adversarial-like changes consistently get
worse scores than more realistically looking counterfactuals.

4.3 Discussion

As the amount research on counterfactual examples has increased rapidly recently [81],
we find it crucial for the field to have proper benchmarks against which counterfactuals
can be compared. At the time of writing, we only know of one very recent work,
which presents a framework with a suite of metrics for evaluating counterfactual
examples on low-dimensional data [67]. The framework comprises metrics like L1
distance, TCV, and connectedness, which we argued are of little or no use in, e.g., the
image domain. As such, we find the timing of our paper to be just right. With Paper 4,
we have taken an essential step towards establishing a standard suite of metrics for
evaluating visual counterfactual examples, for which there exists a solid understanding
of which properties each metric does and does not capture. Our work constitutes
a steppingstone towards designing new metrics that successfully capture properties
like sparsity, proximity, and diversity. Such metrics are crucial for improving further
progress within the field of counterfactual examples.

Perhaps the most pronounced concern that the reader may get from reading
Paper 4 is the complexity of the datasets used in the experiments. Today, visual
deep learning models can be applied to datasets with huge complexities [9, 23],
much larger than those used in our experiments. In turn, we do not know whether
our results extend to such complexities. Except [24] that computes heatmaps on
ImageNet [18] from discrepancies between inputs and counterfactuals, we know of
no counterfactual method for which experiments extend beyond the complexity of the
CelebA dataset [52]. Our experiments extend to the 64×64 pixel downscaled version
of the CelebA-HQ dataset [40]. As such, we are close to, but not at the limit of, the
data complexity of related work.2

Finally, a conclusive strategy for evaluating visual counterfactual examples may
also seem to be missing in Paper 4. However, metrics are still missing in terms of
giving a complete evaluation of the five properties described above. As such, present-
ing a conclusive strategy could potentially harm further development by ignoring the
missing aspects. In turn, we refrain from giving such a strategy.

2We used CelebA-HQ in a down scaled 64×64 pixel version, due to limited resources.





Chapter 5

Conclusion

Having summarized the four included papers during the previous three chapters, we
conclude Part I of this thesis in this chapter. In Section 5.1, our work is discussed
in terms of the main hypothesis and the associated research questions. Section 5.2
concludes our contributions and Section 5.3. presents promising future work.

5.1 Discussion

Recall that the main hypothesis of this thesis is that crossing generative models with
explainability can yield state-of-the-art explainability techniques. We have shed light
on this hypothesis through three different research questions.

In Chapter 2, we have presented two answers for the first research question; how
can we improve training efficiency? As it should be clear that both FastH and FastFID
speed up computations used for training neural networks and, as a consequence,
allow scaling data or model sizes within a limited computational budget, we seize
the opportunity to illustrate how both algorithms could improve explanations. Taking
ECINN as an example, we could, as described in Section 2.1.1, employ the FastH
algorithm to compute determinants and inverses of certain layers of Normalizing
Flows faster. Faster computations mean larger scale, which typically yields higher
generative performances. With higher generative performance, we would expect
ECINN to produce better counterfactual examples. With the FastFID algorithm,
we could imagine adding the FID loss when training the conditional Normalizing
Flow, which, in the setup proposed with ECINN, is used for both classification and
generation of counterfactual examples. Adding the FID loss could potentially yield
counterfactual examples of higher visual quality. For the interested reader, Paper 2
present an experiment where the FID loss is added to a regular Normalizing Flow.
Applying the FID loss to Normalizing Flows does, however, result in visual artifacts.
It constitutes a direction of future work to derive a proper training mechanism for
Normalizing Flows with an additional FID loss.

In Chapter 3, we presented ECINN, which addresses our second research question;
how can generative models be used to explain neural networks? ECINN utilizes the
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generative capacities of conditional Normalizing Flows to generate counterfactual
examples. While related methods that use generative models typically use the gen-
erative models as external image generators that produce more realistically looking
counterfactuals, ECINN directly utilizes the generative capabilities of the classifier at
hand. The method represents a new direction of research where generative models are
not used as an external generators but internal parts of the classification networks. We
hypothesize that such a close relationship between the classifier and the generator can
lead to counterfactuals that closely reflect the actual behavior of the classifiers.

In Chapter 4, we considered the third research question; how can we best evaluate
explanations? We provide insights into what properties existing metrics for evaluating
visual counterfactual examples capture and further introduce two new metrics. The
discussion in Chapter 4 further establishes that the suite of metrics for evaluating
visual counterfactual examples is still not complete. We believe that the contributions
of Paper 4 constitute an important steppingstone towards better evaluation metrics for
visual counterfactual methods.

Despite not being the main intention of Paper 4, the paper presents experiments
which indicate that ECINN, as a representative of methods that are based on generative
models, quantitatively produce better counterfactual examples than representatives
of iterative methods. As we have argued that the set of evaluation metrics is still
not complete and because we did not evaluate all counterfactual methods, we cannot
determine which counterfactual method holds the state-of-the-art. Even though the
results presented in both Paper 3 and Paper 4 indicates that counterfactuals based on
generative models are of higher quality than those that do not use generative models.
In turn, we fail to reject our main hypothesis that explanations based on generative
models can produce state-of-the-art results. As such, we continue to believe that there
is great potential within this line of research.

5.2 Conclusion

In this thesis, we have focused on combining generative models and the field of
explainability. The research has been driven by the assumption that such a combination
can produce state-of-the-art methods for explainability. We have introduced two
published papers and two manuscripts, each of them contributing directly or indirectly
to the field of explainability by the connection to our three research questions. Below,
we outline the main contributions of each paper.

With Paper 1, which was published as a Spotlight paper at NeurIPS, we introduced
FastH, a novel GPU-friendly algorithm for evaluating products of Householder matri-
ces fast. The algorithm enjoys the fast asymptotic time complexity of a previously
proposed sequential algorithm but with less sequential work. The algorithm is up to
27× faster than the sequential algorithm. With FastH, it is possible to parametrize
weights of neural networks in their SVD efficiently. Such parametrization allows
efficient computations of, e.g., the matrix determinant, the matrix inverse, and spectral
normalization, all computations that are used in generative modelling. As FastH
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can be plugged directly into the conditional Normalizing Flows used by our method
ECINN, it can potentially improve the explanations of ECINN further downstream.

With the manuscript in Paper 2, we introduced FastFID, an algorithm that allows
computing the FID efficiently for small mini-batches. When the mini-batches are
sufficiently small, FastFID can be three orders of magnitude faster than the original
implementation of FID. With this significant speed-up, it becomes practically feasible
to use FID as a loss function. Through experiments, we demonstrate that using FID
as a loss both improves validation FID and seems to improve the quality of images
produced by a GAN. We are optimistic that using FID as a loss function can also
improve explainability further downstream, due to better generative models.

As the main result in terms of our hypothesis, we introduce ECINN in Paper 3,
which is published at BMVC 2021. The paper demonstrates how to use a generative
classifier, the conditional Normalizing Flow, to generate counterfactual examples
as an addition to classifying inputs. As opposed to other methods, ECINN uses a
closed-form expression for producing counterfactual examples. Producing such a
counterfactual example requires just one forward and one reverse pass through the
conditional Normalizing Flow, which makes the method efficient enough to be used
in an interactive setting. ECINN produces counterfactual examples of higher quality
than the iterative approaches it is compared against, and in contrast to other methods
that are based on generative models, it neither needs training of external generative
models nor gradient optimization. We see ECINN as a promising new direction of
research where the generative model is an internal part of the classification network.

Finally, we present Paper 4, which is a manuscript. In the paper, we provide
insights into what properties existing metrics for evaluating visual counterfactual
examples do and do not capture. Such insights are based on an analysis and experi-
mental evaluations of the metrics and reveal that no one quantitative metric considered
should be reported in isolation. We further find that tiny adversarial-like changes to
inputs can often yield undesirable good scores. To mitigate this issue, we introduce
the Oracle score and the LVS, which are both less susceptible to such adversarial-like
changes. Although we do not present a conclusive strategy for, e.g., determining
which method performs the best, we believe that the solid understanding that we
provide about existing metrics is an essential first step and constitutes a stepping stone
for future development of the field of counterfactual examples.

5.3 Future Work

We end Part I by highlighting some promising directions of future work that have
been enabled by the presented work of this thesis. A paragraph is devoted to each of
the three main chapters of the thesis.

Efficient Neural Network Training. With FastH, it is possible to efficiently parametrize
weight matrices in their SVD. Perhaps the most obvious directions of future work is to
utilize the efficient computations of, e.g., spectral normalization, to improve training
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of large scale neural networks. Improvements can be done in terms of more stable
training, but more importantly in terms of scaling up network architectures or datasets.
With a larger scale, one would expect to see higher performances.

At the time of writing, we have an improvement of the FastH algorithm, which
maintains the asymptotic running time, but improves the number of sequential oper-
ations from O(d/t + t) to O(d/t + log t). Informally, we can extend the WY decom-
position to make it possible to compute each group product G j = I −WjY

⊺
j through

a tree of computations, where products in each level of the tree can be computed in
parallel. We leave it to future work to benchmark the new algorithm.

With FastFID, we find the most interesting direction of research to be the in-
vestigation of how well FID works as a training loss. We have done some initial
experiments on GANs, but scaling such experiments to other types of generative
models still remains an open problem of high potential.

Counterfactual Examples. With ECINN, we have proposed the first method that
considers generative models as an internal part of the classification network. We
believe that this approach has potential and constitute the beginning of a new line of
research. For example, VAEs and GANs also enable meaningful interpolations through
latent spaces. In turn, such models could perhaps be integrated with classification
networks to produce more trustworthy methods for producing counterfactual examples.

Another line of research that ECINN opens is of a more theoretical character.
Due to the characteristics of conditional Normalizing Flows, it may be possible
to prove additional properties of ECINN. For example, we hypothesize that similar
guarantees as to those of [22], where generated counterfactual examples are guaranteed
to approximately stay on the data manifold, are also possible to produce for ECINN.

Evaluating Counterfactual Examples. As diversity, sparsity, and proximity are
largely left unquantified, they represent open problems, that are essential to the
development of counterfactual examples. Using deep neural networks with strong
representational power to quantify, e.g., proximity, constitute a promising direction of
research to solve such problem. If a well-trained latent space model like a Normalizing
Flow [43] or “Bootstrap Your Own Latent” [30] is used to embed images into a more
“meaningful” latent space, it may be possible to quantify properties like sparsity and
proximity in a more semantically meaningful way.

A general benchmark for counterfactual methods is also needed to ensure proper
progress within the field of counterfactual examples. One solution to this problem
could be to aggregate scores from different metrics into one number, which captures
all the mentioned properties. Until such an aggregation function exists, we encourage
researchers to report all established metrics in order to give the most complete picture
of a method’s performance possible.

This concludes Part I of this thesis. Hopefully, it has been an enjoyable and
comprehensible overview of the four papers that follow. The remainder of this thesis
consists of the four papers and references in the very end.
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Chapter 6

What if Neural Networks had
SVDs?
Paper 1

Publication: Published as part of Advances in Neural Information Pro-
cessing Systems 33 (NeurIPS 2020).
Author contributions: I was one of the main contributor to this paper.
I participated in all parts of the project, from developing the theory to
designing experiments, and writing the paper.
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What if Neural Networks had SVDs?

Alexander Mathiasen∗ Frederik Hvilshøj∗ Jakob Rødsgaard Jørgensen∗

Anshul Nasery∗ † Davide Mottin∗

Abstract

Various Neural Networks employ time-consuming matrix operations like matrix
inversion. Many such matrix operations are faster to compute given the Singular
Value Decomposition (SVD). Techniques from [10, 17] allow using the SVD in
Neural Networks without computing it. In theory, the techniques can speed up
matrix operations, however, in practice, they are not fast enough. We present an
algorithm that is fast enough to speed up several matrix operations. The algorithm
increases the degree of parallelism of an underlying matrix multiplication H ·X
whereH is an orthogonal matrix represented by a product of Householder matrices.

1 Introduction
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Figure 1: Time consumption of matrix
inversion in Neural Networks. The plot
compares FastH against the sequential
algorithm from [17] (see Section 4).

What could be done if the Singular Value Decomposition
(SVD) of the weights in a Neural Network was given?
Time-consuming matrix operations, such as matrix inver-
sion [6], could be computed faster, reducing training time.
However, on d × d weight matrices it takes O(d3) time
to compute the SVD, which is not faster than computing
the matrix inverse in O(d3) time. In Neural Networks, one
can circumvent the SVD computation by using the SVD
reparameterization from [17], which, in theory, reduces the
time complexity of matrix inversion from O(d3) to O(d2).
However, in practice, the SVD reparameterization attains
no speed-up for matrix inversion on GPUs.

The difference between theory and practice occurs because the previous technique increases sequential
work, which is not taken into account by the time complexity analysis. On a d× d weight matrix,
the previous technique entails the computation of O(d) sequential inner products, which is ill-fit for
parallel hardware like a GPU because the GPU cannot utilize all its cores. For example, if a GPU has
4000 cores and computes sequential inner products on 100-dimensional vectors, it can only utilize
100 cores simultaneously, leaving the remaining 3900 cores to run idle.

We introduce a novel algorithm, FastH, which increases core utilization, leaving less cores to run idle.
This is accomplished by increasing the degree of parallelization of an underlying matrix multiplication
H ·X where H is an orthogonal matrix represented by a product of Householder matrices. FastH
retains the same desirable time complexity as the sequential algorithm from [17] while reducing the
number of sequential operations. On a mini-batch of size m > 1, FastH performs O(d/m + m)
sequential matrix-matrix operations instead of O(d) sequential vector-vector operations.

In practice, FastH is faster than all algorithms from [17], e.g., FastH is 27 times faster than their
sequential algorithm, see Figure 1. Code www.github.com/AlexanderMath/fasth.

34th Conference on Neural Information Processing Systems (NeurIPS 2020), Vancouver, Canada.

∗Aarhus University, {alexander.mathiasen, fhvilshoj, mrjakobdk}@gmail.com, davide@cs.au.dk
†Indian Institute of Technology, Bombay, anshulnasery@gmail.com
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2 Background

2.1 Fast Matrix Operations Using SVD

The SVD allows faster computation of many matrix operations commonly used by Neural Networks.
A few examples include matrix determinant [3], matrix inverse [7], Spectral Normalization [11], the
matrix exponential [8], the Cayley transform [4], weight decay, condition number and compression
by low-rank approximation [16]. Proofs can be found in most linear algebra textbooks, see, e.g., [12].

2.2 The SVD Reparameterization

This subsection describes how [17] allows for using the SVD of the weight matrices in Neural
Networks without computing them, and in particular, how this approach is limited by the computation
of sequential inner products. Let W = UΣV T be the SVD of a weight matrix W where Σ is a
diagonal matrix and U, V are orthogonal matrices, i.e, UT = U−1 and V T = V −1. The goal is to
perform gradient descent updates to W while preserving the SVD. Consider updating U,Σ, V a small
step η ∈ R in the direction of gradients∇U ,∇Σ,∇V .

Σ′ = Σ− η∇Σ, U ′ = U − η∇U , V ′ = V − η∇V .
While Σ′ remains diagonal, both U ′ and V ′ are in general not orthogonal, which is needed to preserve
the SVD. To this end, [17] suggested using a technique from [10] which decomposes an orthogonal
matrix as a product of d Householder matrices H1, . . . ,Hd:

U =
d∏
i=1

Hi Hi = I − 2
viv

T
i

||vi||22
vi ∈ Rd. (1)

Householder matrices satisfy several useful properties. In particular, the matrix U remains orthogonal
under gradient descent updates vi = vi − η∇vi [10]. Furthermore, all products of Householder
matrices are orthogonal, and any d × d orthogonal matrix can be decomposed as a product of d
Householder matrices [14]. Householder matrices thus allow us to perform gradient descent over
orthogonal matrices, which allows us to preserve the SVD of W during gradient descent updates.

Multiplication. One potential issue remains. The Householder decomposition might increase
the time it takes to multiply UX for a mini-batch X ∈ Rd×m during the forward pass. Computing
UX = H1 · · · (Hd−1(Hd ·X)) takes dHouseholder multiplications. If done sequentially, as indicated
by the parenthesis, each Householder multiplication can be computed in O(dm) time [17]. All d
multiplications can thus be done in O(d2m) time. Therefore, the Householder decomposition does
not increase the time complexity of computing UX .

Unfortunately, the O(d2m) time complexity comes at the cost of multiplying each Householder
matrix sequentially, and each Householder multiplication entails computing an inner product, see
Equation (1). The multiplication UX then requires the computation of O(d) inner products sequen-
tially. Such sequential computation is slow on parallel hardware like GPUs, much slower than normal
matrix multiplication. To exploit GPUs, [17] suggested using a parallel algorithm that takes O(d3)
time, but this is no faster than computing the SVD.

We are thus left with two options: (1) an O(d2m) sequential algorithm and (2) an O(d3) parallel
algorithm. The first option is undesirable since it entails the sequential computation of O(d) inner
products. The second option is also undesirable since it takes O(d3) which is the same as computing
the SVD, i.e., we might as-well just compute the SVD. In practice, both algorithms usually achieve
no speed-up for the matrix operations like matrix inversion as we show in Section 4.2.

Our main contribution is a novel parallel algorithm, FastH, which resolves the issue with sequential
inner products without increasing the time complexity. FastH takes O(d2m) time but performs
O(d/m+m) sequential matrix-matrix operations instead ofO(d) sequential vector-vector operations
(inner products). In practice, FastH is up to 6.2× faster than the parallel algorithm and up to 27.1×
faster than the sequential algorithm, see Section 4.1.

Mathematical Setting. We compare the different methods by counting the number of sequential
matrix-matrix and vector-vector operations. We count only once when other sequential operations can
be done in parallel. For example, processing v1, ..., vd/2 sequentially while, in parallel, processing
vd/2+1, ..., vd sequentially, we count d/2 sequential vector-vector operations.

2
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Orthogonal Gradient Descent. The SVD reparameterization performs gradient descent over
orthogonal matrices. This is possible with Householder matrices, however, other techniques, such
as [2, 9], rely on the matrix exponential and the Cayley map, respectively. For d× d matrices both
techniques spend O(d3) time, which is no faster than computing the SVD.

3 Fast Householder Multiplication (FastH)

3.1 Forward Pass

Our goal is to create an O(d2m) algorithm with few sequential operations that solves the following
problem: Given an inputX ∈ Rd×m with d > m > 1 and Householder matricesH1, ...,Hd, compute
the output A = H1 · · ·HdX . For simplicity, we assume m divides d.

Since each Hi is a d×d matrix, it would take O(d3) time to read the input H1, ...,Hd. Therefore, we
represent each Householder matrix Hi by its Householder vector vi such that Hi = I−2viv

T
i /||vi||22.

A simplified version of the forward pass of FastH proceeds as follows: divide the Householder product
H1 · · ·Hd into smaller products P1 · · ·Pd/m so each Pi is a product of m Householder matrices:

Pi = H(i−1)·m+1 · · ·Hi·m i = 1, ..., d/m. (2)

All d/m products Pi can be computed in parallel. The output can then be computed by A =
P1 · · ·Pd/mX instead of A = H1 · · ·HdX , which reduces the number of sequential matrix multipli-
cations from d to d/m.

This algorithm computes the correct A. However, the time complexity increases due to two issues.
First, multiplying each product Pi with X takes O(d2m) time, a total of O(d3) time for all d/m
products. Second, we need to compute all d/m products P1, ..., Pd/m in O(d2m) time, so each
product Pi must be computed in O(d2m/(d/m)) = O(dm2) time. If we only use the Householder
structure, it takes O(d2m) time to compute each Pi, which is not fast enough.

Both issues can be resolved, yielding an O(d2m) algorithm. The key ingredient is a linear algebra
result [1] that dates back to 1987. The result is restated in Lemma 1.

Lemma 1. For anymHouseholder matricesH1, ...,Hm there existsW,Y ∈ Rd×m st. I−2WY T =
H1 · · ·Hm. Computing W and Y takes O(dm2) time and m sequential Householder multiplications.

For completeness, we provide pseudo-code in Algorithm 1. Theorem 1 states properties of Algorithm 1
and its proof clarify how Lemma 1 solves both issues outlined above.

Theorem 1. Algorithm 1 computes H1 · · ·HdX in O(d2m) time with O(d/m + m) sequential
matrix multiplications.

Proof. Correctness. Each iteration of Step 2 in Algorithm 1 utilizes Lemma 1 to compute Ai =
Ai+1 − 2Wi(Y

T
i Ai+1) = PiAi+1. Therefore, at termination, A1 = P1 · · ·Pd/mX . In Step 1, we

used Lemma 1 to compute the Pi’s such that A = H1 · · ·HdX as wanted.

Time Complexity. Consider the for loop in Step 1. By Lemma 1, each iteration takes O(dm2)
time. Therefore, the total time of the d/m iterations is O(dm2d/m) = O(d2m). Consider iteration
i of the loop in Step 2. The time of the iteration is asymptotically dominated by both matrix
multiplications. Since Ai+1, Xi and Yi are d×m matrices, it takes O(dm2) time to compute both
matrix multiplications. There are d/m iterations so the total time becomes O(dm2d/m) = O(d2m).

Number of Sequential Operations. Each iteration in Step 2 performs two sequential matrix mul-
tiplications. There are d/m sequential iterations which gives a total of O(d/m) sequential matrix
multiplications. Each iteration in Step 1 performs m sequential Householder multiplications to
construct Pi, see Lemma 1. Since each iteration is run in parallel, the algorithm performs no more
than O(d/m+m) sequential matrix multiplications.

Remark. Section 3.2 extends the techniques from this section to handle gradient computations.
For simplicity, this section had Algorithm 1 compute only A1, however, in Section 3.2 it will be
convenient to assume A1, ..., Ad/m are precomputed. Each Ai = Pi · · ·Pd/mX can be saved during
Step 2 of Algorithm 1 without increasing asymptotic memory consumption.
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3.2 Backwards Propagation

This subsection extends the techniques from Section 3.1 to handle gradient computations. Our
goal is to create an O(d2m) algorithm with few sequential operations that solves the following
problem: Given A1, . . . , Ad/m+1, P1, ..., Pd/m and ∂L

∂A1
for some loss function L, compute ∂L

∂X and
∂L
∂v1

, ..., ∂L∂vd , where vj is a Householder vector st. Hj = I − 2vjv
T
j /||vj ||22.

Since each Pi is a d×dmatrix, it would takeO(d3/m) time to read the input P1, ..., Pd/m. Therefore,
we represent each Pi by its WY decomposition Pi = I − 2WY T .

On a high-level the backward pass of FastH has two steps.

Step 1. Sequentially compute ∂L
∂A2

, ∂L
∂A3

, ..., ∂L
∂Ad/m+1

by

∂L

∂Ai+1
=

[
∂Ai
∂Ai+1

]T
∂L

∂Ai
= PTi

∂L

∂Ai
(3)

This also gives the gradient wrt. X since X = Ad/m+1.

Step 2. Use ∂L
∂A1

, ..., ∂L
∂Ad/m

from Step 1 to compute the gradient ∂L
∂vj

for all j. This problem can be

split into d/m subproblems, which can be solved in parallel, one subproblem for each ∂L
∂Ai

.

Details. For completeness, we state pseudo-code in Algorithm 2, which we now explain with the
help of Figure 2. Figure 2a depicts a computational graph of Step 1 in Algorithm 2. In the figure,
consider ∂L

∂A1
and PT1 , which both have directed edges to a multiplication node (denoted by ·). The

output of this multiplication is ∂L
∂A2

by Equation (3). This can be repeated to obtain ∂L
∂A2

, ..., ∂L
∂Ad/m+1

.

Step 2 computes the gradient of all Householder vectors ∂L
∂vj

. This computation is split into d/m

distinct subproblems that can be solved in parallel. Each subproblem concerns ∂L
∂Ai

and the product
Pi, see line 8-10 in Algorithm 2.

To ease notation, we index the Householder matrices of Pi by Pi = Ĥ1 · · · Ĥm. Furthermore, we let
Âm+1 := Ai+1 and Âj := ĤjÂj+1. The notation implies that Â1 = Ĥ1 · · · ĤmÂm+1 = PiAi+1 =
Ai. The goal of each subproblem is to compute gradients wrt. the Householder vectors v̂m, ..., v̂1 of
Ĥm, ..., Ĥ1. To compute the gradient of v̂j , we need Âj+1 and ∂L

∂Âj
, which can be computed by:

Âj+1 = Ĥ−1
j Âj = ĤT

j Âj
∂L

∂Âj+1

=

[
∂Âj

∂Âj+1

]T
∂L

∂Âj
= ĤT

j

∂L

∂Âj
(4)

Figure 2b depicts how Â2, ..., Âm+1 and ∂L

∂Â2
, ..., ∂L

∂Âm+1
can be computed given Â1 and ∂L

∂Â1
. Given

Âj+1 and ∂L

∂Âj
, we can compute ∂L

∂v̂j
as done in [10, 17]. For completeness, we restate the needed

equation in our notation, see Equation (5).

P T
d/m P T

i P T
1P T

d/m−1

∂L
∂A1····

∂L
∂A2

(
∂L
∂Ai

)(
∂L

∂Ai+1

)
∂L

∂Ad/m−1

∂L
∂Ad/m

∂L
∂X = ∂L

∂Ad/m+1

X · · ··
Ad/m+1 Ad/m Ad/m−1 Ai+1 Ai A2 A1

Pd/m Pi P1Pd/m−1

(a) Step 1: Sequential part of Algorithm 2.

· ··

···

ĤT
m ĤT

j ĤT
1

Âm Âj+1 Âj Â2 Â1 = Ai

∂L
∂Â1

=
(
∂L
∂Ai

)
∂L
∂Â2

∂L
∂Âj

∂L
∂Âj+1

∂L
∂Âm

(
∂L

∂Ai+1

)
= ∂L

∂Âm+1

Ai+1 = Âm+1

(b) Step 2: The i’th subproblem in Algorithm 2.

Figure 2: Computational graph of Step 1 and the i’th subproblem in Step 2 from Algorithm 2.
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Let a(l) be the l’th column of Âj+1 and let g(l) be the l’th column of ∂L

∂Âj
. The sum of the gradient

over a mini-batch of size m is then:

− 2

||v̂j ||22

m∑
l=1

(v̂Tj a
(l))g(l) + (v̂Tj g

(l))a(l) − 2

||v̂j ||22
(v̂Tj a

(l))(v̂Tj g
(l))v̂j (5)

Theorem 2 states properties of Algorithm 2.

Theorem 2. Algorithm 2 computes ∂L
∂X and ∂L

∂v1
, ..., ∂L∂vd in O(d2m) time with O(d/m+m) sequen-

tial matrix multiplications.

Proof. See the Supplementary Material 8.1.

Algorithm 1 FastH Forward

1: Input: X ∈ Rd×m and H1, ..., Hd ∈ Rd×d.

2: Output: A1 = H1 · · ·HdX .

3: // Step 1
4: for i = d/m to 1 do in parallel
5: Compute Yi,Wi ∈ Rd×m st.

Pi = I − 2WiY
T
i . O(dm2)

by using Lemma 1.
6: end for
7: // Step 2
8: Ad/m+1 = X.
9: for i = d/m to 1 do sequentially

10: Ai = Ai+1−2Wi(Y
T
i Ai+1). . O(dm2)

11: end for
12: return A1.

Algorithm 2 FastH Backward

1: Input: A1, ..., Ad/m+1, P1, ..., Pd/m and ∂L
∂A1

.

2: Output: ∂L
∂X

and ∂L
∂vk

for all k where Hk = I−2 vkv
T
k

||vk||22
.

3: // Step 1
4: for i = 1 to d/m do sequentially
5: ∂L

∂Ai+1
= PT

i
∂L
∂Ai

eq. (3). . O(dm2)

6: end for

7: // Step 2
8: for i = 1 to d/m do in parallel
9: Let ∂L

∂Â1
=
(

∂L
∂Ai

)
.

10: To ease notation, let Pi = Ĥ1 · · · Ĥm.
11: for j = 1 to m do
12: Compute Âj+1,

∂L

∂Âj
see eq. (4). . O(dm)

13: Compute ∂L
∂v̂j

using Âj+1,
∂L

∂Âj
, eq. (5). . O(dm)

14: end for
15: end for
16: return ∂L

∂X
= ∂L

∂Ad/m+1
and ∂L

∂vk
for all k = 1, ..., d.

3.3 Extensions

Trade-off. Both Algorithm 1 and Algorithm 2 can be extended to take a parameter k that controls
a trade-off between total time complexity and the amount of parallelism. This can be achieved
by changing the number of Householder matrices in each product Pi from the mini-batch size
m to an integer k. The resulting algorithms take O(d2k + d2m) time, O(d2m/k) space and has
O(d/k + k) sequential matrix multiplications. This extension has the practical benefit that one can
try different values of k and choose the one that yields superior performance on a particular hardware
setup. Note that we never need to search for k more than once. The number of sequential matrix
multiplications O(d/k + k) is minimized when k = O(

√
d). For a constant c > 1, we can find

the best k ∈ {2, 3, ..., cd
√
de} by trying all O(

√
d) values. The search needs to be done only once

and takes O(
√
d(d2k + d2m)) = O(d3 + d2.5m) time. In practice, the time it took to find k was

negligable, e.g., on the hardware we describe in Section 4 we found k in less than 1s for d = 784.

Rectangular Matrices. We can use the SVD reparametrization for rectangular W ∈ Rn×m. Use
orthogonal U ∈ Rn×n, V ∈ Rm×m and diagonal Σ ∈ Rn×m and let W = UΣV T .

Convolutional Layers. So far, we have considered the SVD reparameterization for matrices
which corresponds to fully connected layers. The matrix case extends to convolutions by, e.g., 1× 1
convolutions [7]. The SVD reparameterization can be used for such convolutions without increasing
the time complexity. On an input with height h and width w FastH performs O(d/m + mhw)
sequential matrix multiplications instead of the O(d) sequential inner products.
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(a) Running time.
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Figure 3: Comparisons of the running times for FastH against previous algorithms. The sequential
algorithm from [17] crashed when d > 448. (a) Running times of different algorithms for d × d
matrices. (b) Running times of FastH relative to previous algorithms, i.e., the mean time of a previous
algorithm divided by the mean time of FastH.

Recurrent Layers. The SVD reparameterization was developed for Recurrent Neural Networks
(RNNs) [17]. Let r be the number of recurrent applications of the RNN. FastH performsO(d/m+rm)
sequential matrix operations instead of the O(d) sequential inner products.

4 Experiments

This section contains two experiments. Section 4.1 compares the running time of FastH against
alternatives. Section 4.2 shows that FastH speeds up matrix operations. To simulate a realistic
machine learning environment, we performed all experiments on a standard machine learning server
using a single NVIDIA RTX 2080 Ti.

4.1 Comparing Running Time

This subsection compares the running time of FastH against four alternative algorithms. We compare
the time all algorithms spend on gradient descent with a single orthogonal matrix, since such
constrained gradient descent dominates the running time of the SVD reparameterization.

We first compare FastH against the parallel and sequential algorithm from [17], all three algorithms
rely on the Householder decomposition. For completeness, we also compare against approaches that
does not rely on the Householder decomposition, in particular, the matrix exponential and the Cayley
map [2]3. See Supplementary Material 8.2 for further details.

We measure the time of a gradient descent step with a weight matrix W ∈ Rd×d and a mini-batch
X ∈ Rd×m, where m = 32 and d = 1 · 64, 2 · 64, ..., 48 · 64. We ran each algorithm 100 times, and
we report mean time µ with error bars [µ− σ, µ+ σ] where σ is the standard deviation of running
time over the 100 repetitions.

Figure 3a depicts the running time on the y-axis, as the size of the d× d matrices increases on the
x-axis. For d > 64, FastH is faster than all previous approaches. At d = 64 FastH is faster than all
previous approaches, except the parallel algorithm. Previous work employ sizes d = 192 in [7] and
d = 784 in [17].

Figure 3b depicts how much faster FastH is relative to the previous algorithms, i.e., the mean time of
a previous algorithm divided by the time of FastH, which we refer to as relative improvement. For
d > 500, the relative improvement of FastH increases with d.

At d = 448 FastH is roughly 25× faster than the sequential algorithm. FastH is even faster with
d = 3072 than the sequential algorithm with d = 448. Previous work like [6, 15] use the Householder
decomposition with the sequential algorithm. Since FastH computes the same thing as the sequential
algorithm, it can be used to reduce computation time with no downside.

3For the matrix exponential and the Cayley map we used the open-source implementation
https://github.com/Lezcano/expRNN from [2]. For the Householder decomposition, we used the open-source im-
plementation https://github.com/zhangjiong724/spectral-RNN of the sequential and parallel algorithm from [17].
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Table 1: Relating standard method to matrix decompositions for computing matrix operations.
Matrix Operation Standard Method SVD or Eigendecomposition

Determinant TORCH.SLOGDET(W)
∑d
i=1 lg |Σii|

Inverse TORCH.INVERSE(W) V Σ−1UT

Matrix Exponential Padé Approximation [2] UeΣUT

Cayley map TORCH.SOLVE(I-W, I+W) U(I−Σ)(I+Σ)−1UT

4.2 Using the SVD to Compute Matrix Operations

This subsection investigates whether the SVD reparameterization achieves practical speed-ups for
matrix operations like matrix inversion. We consider four different matrix operations. For each
operation, we compare the SVD reparameterization against the standard method for computing the
specific matrix operation, see Table 1.
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Figure 4: Running time of matrix operations.
Solid lines depict approaches which use the
SVD reparameterization and dashed lines de-
pict standard methods like TORCH.INVERSE.

Timing the Operations. The matrix operations
are usually used during the forward pass of a Neu-
ral Network, which change the subsequent gradient
computations. We therefore measure the sum of
the time it takes to compute the matrix operation,
the forward pass and the subsequent gradient com-
putations.

For example, with matrix inversion, we measure
the time it takes to compute the matrix operation
Σ−1, the forward pass W−1X = V Σ−1UTX and
the subsequent gradient computation wrt. U,Σ, V
and X . The measured time is then compared with
TORCH.INVERSE, i.e, we compare against the total
time it takes to compute TORCH.INVERSE(W), the
forward pass W−1X , and the subsequent gradient
computation wrt. W and X .

Setup. We run the SVD reparameterization with three different algorithms: FastH, the sequential
and the parallel algorithm from [17]. For each matrix operation, we consider matrices V,Σ, U,W ∈
Rd×d and X ∈ Rd×m, where m = 32 and d = 1 · 64, 2 ·64, ..., 48 ·64. We repeat the experiment 100
times, and report the mean time µ with error bars [µ− σ, µ+ σ] where σ is the standard deviation of
the running times over the 100 repetitions. To avoid clutter, we plot only the time of FastH for the
matrix operation it is slowest to compute, and the time of the sequential and parallel algorithms for
the matrix operation they were fastest to compute.

Figure 4 depicts the measured running time on the y-axis with the size of the d×dmatrices increasing
on the x-axis. Each matrix operation computed by a standard method is plotted as a dashed line, and
the different algorithms for the SVD reparameterization are plotted as solid lines. In all cases, FastH
is faster than the standard methods. For example, with d = 768, FastH is 3.1× faster than the Cayley
map, 4.1× faster than the matrix exponential, 2.7× faster than inverse and 3.5× faster than matrix
determinant. The sequential algorithm is not fast enough to speed up any matrix operation.

5 Related Work

The Householder Decomposition. The Householder decomposition of orthogonal matrices has
been used in much previous works, e.g., [6, 10, 13, 15, 17]. Previous work typically use a type
of sequential algorithm that performs O(d) sequential inner products. To circumvent the resulting
long computation time on GPUs, previous work often suggest limiting the number of Householder
matrices, which limits the expressiveness of the orthogonal matrix, introducing a trade-off between
computation time and expressiveness.
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FastH takes the same asymptotic time as the sequential algorithm, however, it performs less sequential
matrix operations, making it up to 27× faster in practice. Since FastH computes the same output as
the previous sequential algorithms, it can be used in previous work without degrading the performance
of their model. In particular, FastH can be used to either (1) increase expressiveness at no additional
computational cost or (2) retain the same level of expresiveness at lower computational cost.

SVDs in Neural Networks. The authors of [17] introduced a technique that provides access to
the SVD of the weights in a Neural Network without computing the SVD. Their motivation for
developing this technique was the exploding/vanishing gradient issue in RNNs. In particular, they
use the SVD reparameterization to force all singular values to be within the range [1± ε] for some
small ε.

We point out that although their technique, in theory, can be used to speed up matrix operations, their
algorithms are too slow to speed-up most matrix operations in practice. To mitigate this problem, we
introduce a new algorithm that is more suitable for GPUs, which allows us to speed up several matrix
operations in practice.

Different Orthogonal Parameterizations. The SVD reparameterization by [17] uses the House-
holder decomposition to perform gradient descent with orthogonal matrices. Their work was followed
by [4] that raises a theoretical concern about the use of Householder decomposition. Alternative
approaches based on the matrix exponential and the Cayley map have desirable provable guarantees,
which currently, it is not known whether the Householder decomposition possesses. This might make
it desirable to use the matrix exponential or the Cayley map together with the SVD reparameteriza-
tion from [17]. However, previous work spend O(d3) time to compute or approximate the matrix
exponential and the Cayley map. These approaches are therefore undesirable, because they share the
O(d3) time complexity with SVD and thus cannot speed up SVD computations.

Normalizing Flows. Normalizing Flows [3] is a type of generative model that, in some cases
[6, 7], entails the computation of matrix determinant and matrix inversion. [7] propose to use the
PLU decomposition W = PLU where P is a permutation matrix and L,U are lower and upper
triangular. The decomposition allows the determinant computation in O(d) time instead of O(d3).
[6] point out that a fixed permutation matrix P limits flexibility. To fix this issue, they suggest using
the QR decomposition where R is a rectangular matrix and Q is orthogonal. They suggest making Q
orthogonal by using the Householder decomposition which FastH can speed up. Alternatively, one
could use the SVD decomposition instead of the QR or PLU decomposition.

6 Code

To make FastH widely accessible, we wrote a PyTorch implementation of the SVD reparameterization
which uses the FastH algorithm. The implementation can be used by changing just a single line of
code, i.e, change NN.LINEAR to LINEARSVD. While implementing FastH, we found that Python did
not provide an adequate level of parallelization. We therefore implemented FastH in CUDA to fully
utilize the parallel capabilities of GPUs. Code: github.com/AlexanderMath/fasth/.

7 Conclusion

We pointed out that, in theory, the techniques from [10, 17] allow decreasing the time complexity
of several matrix operations used in Neural Networks. However, in practice, we demonstrated that
the techniques are not fast enough on GPUs for moderately sized use-cases. We proposed a novel
algorithm, FastH, that remedies the issues with both algorithms from [17], which is up to 27× faster
than the previous sequential algorithm. FastH introduces no loss of quality, it computes the same
result as the previous algorithms, just faster. FastH brings two immediate benefits: (1) improves
upon the techniques from [17] in such a way that it is possible to speed up matrix operations, and (2)
speeds up previous work that employ the Householder decomposition as done in, e.g., [6, 13, 15].
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Broader Impact

Our algorithm speeds up the use of Householder decompositions in Neural Networks. This can
positively impact researchers who use Householder decompositions, since they will be able to
execute experiments faster. This is particularly beneficial for researchers with a constraint on their
computational budget, in other words, a PhD student with one GPU stands to benefit more than a lab
with state-of-the-art GPU computing infrastructure. The reduction in computing time also decrease
power consumption and thus carbon emissions. However, as a potential negative impact, it is possible
that the decrease in computation time will increase the usage of Neural Networks and thus increase
overall carbon emission.
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Backpropagating through Fréchet Inception Distance

Alexander Mathiasen 1 Frederik Hvilshøj 1

Abstract
The Fréchet Inception Distance (FID) has been
used to evaluate hundreds of generative models.
We introduce FastFID, which can efficiently train
generative models with FID as a loss function.
Using FID as an additional loss for Generative
Adversarial Networks improves their FID.

1. Introduction
Generative modeling is a popular approach to unsupervised
learning, with applications in, e.g., computer vision (Rad-
ford et al., 2016) and drug discovery (Polykovskiy et al.,
2018). A key difficulty for generative models is to evaluate
their performance.

In computer vision, generative models are evaluated with
the Fréchet Inception Distance (FID) (Heusel et al., 2017).
Inspired by the popularity of FID for evaluating genera-
tive models, we explore whether generative models can be
trained using FID as a loss function.

To optimize FID as a loss function, we backpropagate gradi-
ents through FID. While such backpropagation is possible
with automatic differentiation, it is very slow. In some cases,
it can increase training time by 10 days. We surpass this
issue with a new algorithm, FastFID, which allows fast
backpropagation through FID (Section 2).

FastFID allows us to train Generative Adversarial Networks
(GANs) (Goodfellow et al., 2014) with FID as a loss. Train-
ing GANs with FID as a loss improves validation FID.
For example, SNGAN (Miyato et al., 2018) gets FID 22 on
CIFAR10 (Krizhevsky, 2009). If SNGAN uses FID as an
additional loss, FID improves from 22 to 11, see Figure 1.
Interestingly, SNGAN trained with FID beats several newer
GANs, even though the newer GANs were improved with
respect to both architecture and training. We consistently
find similar improvements in FID across different GANs on
different datasets (Section 3).

The improvements to FID raise an important question: Can

*Equal contribution 1Department of Computer Science, Aarhus
University, Denmark.
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Figure 1. SNGAN trained normally (SNGANNormal) and SNGAN
with FID as an additional loss (SNGANFID). Lower FID is better.

optimization of FID as a loss “improve” generated images?

To answer this question, we take a pretrained BigGAN
(Brock et al., 2019) and train it to improve FID while inspect-
ing the generated samples. We find that several samples im-
prove with the addition of features like ears, eyes or tongues.
For example, one image of “a dog without a head” turns
into an image of “a dog with a head,” see Figure 2. Such
examples demonstrate that training a generator to improve
FID can lead to better generated samples. We present an
analysis of FID as a loss function, which may explain the
observed improvements (Section 4).

In conclusion, our work allows GANs to use FID as a loss,
which improves FID and can improve generated images.

The remainder of this paper is organized into sections as
follows. Section 2 introduces FastFID, a novel algorithm
that supports fast backpropagation through FID. Section 3
demonstrates how three different GANs attain better vali-
dation FID when trained to explicitly minimize FID. Sec-
tion 4 explores whether optimizing FID as a loss can “im-
prove” generated images.

CODE: code.ipynb (one click to run in Google Colab).

Figure 2. (Left) Fake image from pretrained BigGAN. (Right)
Training BigGAN with FID improves image by “adding a head.”
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Backpropagating through FID

2. Fast Fréchet Inception Distance
The FID between the model distribution Pmodel and the
real data distribution Pdata is computed as follows. Draw
“fake” model samples f1, ..., fm ∼ Pmodel and “real” data
samples r1, ..., rn ∼ Pdata. Encode all samples fi and ri
by computing activations A(fi) and A(ri) of the final layer
of the pretrained Inception network (Szegedy et al., 2015).
Compute the sample means µ1, µ2 and the sample covari-
ance matrices Σ1,Σ2 of the activations A(fi), A(ri). The
FID is then the Wasserstein distance (Dowson & Landau,
1982) between the two multivariate normal distributions
N(µ1,Σ1) and N(µ2,Σ2).

||µ1 − µ2||22 + tr(Σ1) + tr(Σ2)− 2 · tr(
√

Σ1Σ2). (1)

For evaluation during training, the original implementation
use 10000 samples by default (Heusel et al., 2017). On
our workstation,1 this causes the FID evaluation to take
approximately 20s. Of the 20s, it takes approximately 10s
to compute Inception encodings and approximately 10s to
compute tr(

√
Σ1Σ2).

The real data samples r1, ..., rn does not change during train-
ing, so we only need to compute their Inception encodings
once. The 10s spent computing the Inception encodings
is only the time it takes to encode the fake model samples
f1, ..., fm. It is thus sufficient to reduce the number of fake
samples m to reduce the time spent computing Inception
encodings. For example, if we reduce m from 10000 to 128
we reduce the time spent computing Inception encodings
from 10s to 0.1s.

However, computing tr(
√

Σ1Σ2) still takes 10s. FastFID
mitigates this issue by efficiently computing tr(

√
Σ1Σ2)

without explicitly computing
√

Σ1Σ2. Section 2.1 outlines
how previous work computed

√
Σ1Σ2 and Section 2.2 ex-

plains how FastFID computes tr(
√

Σ1Σ2) efficiently.

2.1. Previous Algorithm

The original FID implementation (Heusel et al., 2017)
computes tr(

√
Σ1Σ2) by first constructing

√
Σ1Σ2.

The matrix square root is then computed using
SCIPY.LINALG.SQRTM (Virtanen et al., 2020) which imple-
ments an extension of the algorithm from (Björck & Ham-
marling, 1983) which is rich in matrix-matrix operations
(Deadman et al., 2012). The algorithm starts by computing
a Schur decomposition:

Σ1Σ2 = QV QT with QT = Q−1and triangular V. (2)

The algorithm then computes a triangular matrix U such
that U2 = V by using the triangular structure of U and V .

1RTX 2080 Ti with Intel Xeon Silver 4214 CPU @ 2.20GHz,
computing FID on CelebA (Liu et al., 2015) images using precom-
puted Inception encodings of the real data. (see appendix)

In particular, the triangular structure implies the following
triangular equationsU2

ii = Vii andUiiUij+UijUjj = Vij−∑j−1
k=i+1 UikUkj (Deadman et al., 2012). The equations can

be solved wrt. U one superdiagonal at a time. The resulting
U yields a matrix square root of the initial matrix.√

Σ1Σ2 = QUQT . (3)

Time Complexity. Computing the Schur decomposition
of Σ1Σ2 ∈ Rd×d takes O(d3) time. The resulting trian-
gular equations can then be solved wrt. U in O(d3) time.
Computing the matrix square root thus takes O(d3) time.
FID uses the Inception network which has d = 2048. There
exists other “Fréchet-like” distances, e.g. the Fréchet Chem-
Net Distance (Preuer et al., 2018) which uses the ChemNet
network with d = 512. On our workstation, the differ-
ent values of d cause the square root computations to take
approximately 10s for FID and 1s for FCD.

Uniqueness. The matrix square root
√
M is defined to

be any matrix that satisfies
√
M
√
M = M . The square

root of a matrix is in general not unique, i.e., some ma-
trices have many square roots. The above algorithm
does not necessarily find the same square root matrix
if it is run several times, because the Schur decomposi-
tion is not unique. Furthermore, when computing Uii =√
Tii one has the freedom to choose both ±|

√
Tii|. The

SCIPY.LINALG.SQRTM implementation chooses Uii =
|
√
Tii|. Our implementation of the algorithm, presented

in Section 2.2, computes the trace tr(
√

Σ1Σ2) such that it
agrees with SCIPY.LINALG.SQRTM up to numerical errors.

2.2. Our algorithm

This subsection presents an algorithm that computes
tr(
√

Σ1Σ2) fast. The high-level idea: construct a
“small” matrix M such that the eigenvalues λi(M) satisfy∑

i |
√
λi(M)| = tr(

√
Σ1Σ2). Since M is “small,” we can

compute its eigenvalues faster than we can compute the
matrix square root

√
Σ1Σ2.

Let X1 ∈ Rd×m have columns A(f1), ..., A(fm) and let
X2 ∈ Rd×n have columns A(r1), ..., A(rn). Let 1k be the
1 × k all ones vector. The sample covariance matrices Σ1

and Σ2 can then be computed as follows:

Σi = CiC
T
i where C1 =

1√
m− 1

(X1 − µ11m) (4)

and C2 =
1√
n− 1

(X2 − µ21n). (5)

This allows us to write Σ1Σ2 = C1C
T
1 C2C

T
2 . Recall that

the eigenvalues of AB are equal to the eigenvalues of BA if
both AB and BA are square matrices (Nakatsukasa, 2019).



Paper 2: Backpropagating through Fréchet Inception Distance
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The eigenvalues of the d× d matrix C1C
T
1 C2C

T
2 are thus

the same as the eigenvalues of the m × m matrix M =
CT1 C2C

T
2 C1. The matrix M is small in the sense that we

will usem� d, for example, for FID we often usem = 128
fake samples while d = 2048.

We now show that
∑
i |
√
λi(M)| = tr(

√
Σ1Σ2) if√

Σ1Σ2 is computed by SCIPY.LINALG.SQRTM. Since
tr(
√

Σ1Σ2) =
∑
i λi(
√

Σ1Σ2) it is sufficient to show that
the eigenvalues of

√
Σ1Σ2 are equal to the positive square

root of the eigenvalues of Σ1Σ2. In other words: it is suffi-
cient to show that λi(

√
Σ1Σ2) = |

√
λi(Σ1Σ2)|.

Recall that
√

Σ1Σ2 = QUQT where Σ1Σ2 = QV QT ,
U2 = V and U2

ii = Vii. Since both U and V are triangular
they have their eigenvalues on the diagonal, which means
that λi(

√
Σ1Σ2) = Uii =

√
Vii =

√
λi(Σ1Σ2). Recall

that SCIPY.LINALG.SQRTM chooses Uii = |
√
Vii| and we

get λi(
√

Σ1Σ2) = |
√
λi(Σ1Σ2)| as wanted. Note that even

though the Schur decomposition Σ1Σ2 = QUQT is not
unique, U will always have the eigenvalues of Σ1Σ2 on its
diagonal and thus preserve the trace. Putting everything
together, we realize the desired result:

tr(
√

Σ1Σ2) =
m−1∑
i=1

|
√
λi(CT1 C2CT2 C1)|.

For completeness, we provide pseudo-code in Algorithm 1.
The algorithm can be modified to compute FCD by simply
changing the Inception network to the ChemNet network.

Algorithm 1 Fast Fréchet Inception Distance

1: Input: f1, ..., fm ∼ Pmodel, the Inception network
Net(x) and precomputed µ2, C2.

2:
3: // Compute network activations
4: Compute A(fi) = Net(fi) and let X1 be a matrix with

columns A(f1), ..., A(fm).
5:
6: // Compute mean.
7: µ1 = 1

m

∑m
i=1(X1)i.

8:
9: // Compute trace of square root matrix.

10: C1 = 1√
m−1

(X1 − µ11m) as in Equation (4).
11: S = library.eigenvalues((CT1 C2)(CT2 C1))

12: tr(
√

Σ1Σ2) =
∑m−1
i=1 |

√
Si|

13:
14: // Compute trace of both covariance matrices.
15: tr(Σ1) =

∑m
i=1 rowi(C1)T rowi(C1)

16: tr(Σ2) =
∑n
i=1 rowi(C2)T rowi(C2)

17:
18: return ||µ1−µ2||22 + tr(Σ1) + tr(Σ2)− 2 · tr(

√
Σ1Σ2)

Time Complexity. Computing M = (CT1 C2)(CT2 C1)
takes O(mdn + m2n) time. The eigenvalues of M can
be computed in O(m3) time, giving a total time complexity
of O(mdn+m2n+m3). If we use a large number of real
samples n� d, we can precompute Σ2 = C2C

T
2 and com-

pute M = CT1 Σ2C1 in O(d2m) time, giving a total time
complexity of O(d2m+m3).

Computing Gradients. If the network Net(x) used in Al-
gorithm 1 supports gradients with respect to its input, as the
Inception network does, it is possible to compute gradients
with respect to the input samples fi. If fi were constructed
by a generative model, one can also compute gradients wrt.
the parameters of the generative model. If Algorithm 1 is
implemented with automatic differentiation, e.g., through
PyTorch (Paszke et al., 2019) or TensorFlow (Abadi et al.,
2015), these gradients are computed automatically.

Potential Further Speed-ups. Algorithm 1 computes
tr(
√

Σ1Σ2) fast. As a result, computing tr(
√

Σ1Σ2) only
takes a few percent of the total time spent by Algorithm 1.
The majority of the time spent by Algorithm 1 is spent
computing Inception encodings. One could compute the
encodings faster by compressing (Chen et al., 2015) the In-
ception network, at the cost of introducing some small error.

2.3. Experimental Speed-Up

In this subsection, we compare the running time of Algo-
rithm 1 implemented in PyTorch (Paszke et al., 2019) against
open-source implementations of FID, FCD and

√
Σ1Σ2. 2

The algorithms are compared as the number of different
fake samples varies m = 8, 16, . . . , 256.

We used images from CelebA (Liu et al., 2015) to time FID.
We used molecules from MOSES (Polykovskiy et al., 2018)
to time FCD. For both FID and FCD, we precomputed Σ2

with 10000 real samples.

To time tr(
√
CT1 Σ2C1), we used Σ2 ∈ Rd×d with N(0, 1)

entries. We computed C1 by using Equation (4) where
X1 ∈ Rd×m had N(0, 1) entries. To make the timing of
tr(
√
CT1 Σ2C1) comparable with FID, we chose d = 2048

to match the Inception network.

For each m, we ran one warmup round and then repeated
the experiment 100 times. Figure 3 plots average running
time with standard deviation as error bars.3

2https://github.com/insilicomedicine/fcd_torch
https://github.com/hukkelas/pytorch-frechet-inception-distance
https://github.com/scipy/scipy/blob/v1.6.0/scipy/linalg/_mat-
funcs_sqrtm.py

3For our algorithm, we plot [µ− σ/2, µ+ σ] instead of µ± σ
to avoid clutter caused by the logarithmic scaling. This means
that the real running time of our algorithm is sometimes a little bit
better than visualized.
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Figure 3. Comparison of SCIPY.LINALG.SQRTM and Algorithm 1 for different batch sizes. Left: Time to compute Fréchet Inception
Distance. Middle: Time to compute Fréchet ChemNet Distance. Right: Time to compute the trace of matrix square root.

The previous algorithms take roughly the same amount of
time for all m. This is expected since most of the time is
spent computing

√
Σ1Σ2, which takes the same amount of

time for allm. Our algorithm takes less time asm decreases.
This is expected since our algorithm takes O(m3 + d2m)
time for precomputed Σ2.

For all m, our algorithm is at least 25 times faster than the
previous algorithms, and in some cases up to hundreds or
even thousands of times faster. Notably, both algorithms
computed the same thing, our algorithm just computed the
same thing faster. To concretize the reduction in training
time, we exemplify the reduction below.

Example. Section 3 trains GANs to minimize FID with
batch size m = 128. Our algorithm then reduces computa-
tion time from 12.15±0.80 seconds to 0.23±0.01 seconds
(mean ± standard deviation). When training for 105 steps
(as done in Section 3) this reduces time by 13 days. When
training for 106 steps (as done in (Zhang et al., 2019)) this
reduces time by 130 days.

2.4. Numerical Error

To investigate the numerical error of Algorithm 1 and
SCIPY.LINALG.SQRTM, we ran an experiment where the
square root can easily be computed. If we choose
C1 = C2 then C1C

T
1 C2C

T
2 = (C1C

T
1 )2 is positive semi-

definite and has a unique positive semi-definite square root√
(C1CT1 )2 = C1C

T
1 . Furthermore, it is exactly this

positive semi-definite square root SCIPY.LINALG.SQRTM
computes since the implementation chooses the positive
eigenvalues Uii = |

√
Vii| (see Section 2.1 for details).

We can then investigate the numerical errors by compar-
ing the ground truth tr(C1C

T
1 ) with the result from both

Algorithm 1 and SCIPY.LINALG.SQRTM.

The experiment was repeated form = 32, 64, 128, 256 num-
ber of fake samples, where C1 was computed as done in
Section 2.3. We report the ground truth tr(C1C

T
1 ) and

the absolute numerical error caused by Algorithm 1 and
SCIPY.LINALG.SQRTM:

∣∣tr(C1C
T
1 )− tr(SCIPY.SQRTM(C1C

T
1 C1C

T
1 ))
∣∣ . (6)

See results in Table 1.

m Answer Error SCIPY Error Algorithm 1

8 14283 175 0.0000
16 30678 228 0.0020
32 62955 300 0.0000
64 128947 408 0.0078

128 259586 565 0.0156
256 523360 785 0.0312

Table 1. Numerical error of SCIPY.SQRTM and Algorithm 1 for
different number of fake samples m. We also add correct answer
so the percentage wise numerical error can be inferred.

The numerical error of Algorithm 1 is at least 1000 times
smaller than that of SCIPY.LINALG.SQRTM. We suspect
that Algorithm 1 has smaller numerical errors because it
computes eigenvalues of a “small” m×m matrix instead of
computing a Schur decomposition of the “full” d×d matrix.

The above experiment used 32 bit precision. By default,
SCIPY.LINALG.SQRTM uses 64 bit precision and exhibit
negligible numerical errors. Neural networks are usually
trained with 32 bit precision and sometimes even 16 bit
precision. Additional numerical stability is thus desirable
as it allows us to reduce numerical precision.
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3. Training GANs with FID as a Loss
This section demonstrates that GANs trained with FID as an
additional loss get better validation FID. Experimental setup:
we find an open-source implementation of a popular GAN,
and train it while monitoring validation FID. We then train
an identical GAN, but with FID as an additional loss. The ex-
periment is repeated 3 times and we report µ± σ where µ
is the mean validation FID and σ is the standard deviation.
For each repetition, we show 8 fake samples (see appendix
in the supplementary material for enlarged images).

To increase the robustness of our experiment, we performed
the experiment with three different GANs on three differ-
ent datasets. SNGAN (Miyato et al., 2018) on CIFAR10
(Krizhevsky, 2009), DCGAN (Radford et al., 2016) on
CelebA (Liu et al., 2015) and SAGAN (Zhang et al., 2019)
on ImageNet (Deng et al., 2009). To distinguish between
GANs with and without FID loss we write, e.g., SNGANFID
and SNGAN, respectively.

SNGAN on CIFAR10. We train SNGAN4 on CIFAR10.
After 301070 training steps validation FID improved from
21.81±0.73 to 11.48±0.22. See Figure 4 for validation FID
during training. Below the plot we include fake images from
SAGAN (left) and fake images from SAGANFID (right),
each row corresponds to one repetition of the experiment.

To add context, BigGAN and SAGAN got FID 14.73 and
13.4, respectively (Tran et al., 2019). Both SAGAN and
BigGAN were published after SNGAN, and introduced
improvements to both architecture and training. From this
perspective, it is interesting that SNGAN can beat both
SAGAN and BigGAN by simply adding FID to the loss
function. State-of-the-art is 7.01 (Karras et al., 2020).

DCGAN on CelebA. We train DCGAN5 on CelebA at
64x64 resolution. After 100264 training steps validation
FID improved from 15.67± 1.38 to 11.03± 0.43. Figure 5
contains validation FID and samples like Figure 4.

SAGAN on ImageNet. We train SAGAN6 on ImageNet at
128x128 resolution. After 100001 training steps validation
FID improved from 129.48±2.38 to 97.64±4.33. Figure 6
contains validation FID and samples like Figure 4.

Experimental Conclusion. The generators that use FID
as an additional loss get better validation FID in all experi-
ments. This raises an important question: Can optimization
of FID as a loss “improve” generated images?

We address this question in Section 4. The remainder of this
section, Section 3.1, presents further details regarding the
experiments described in this section.

4https://github.com/GongXinyuu/sngan.pytorch
5https://github.com/Natsu6767/DCGAN-PyTorch
6https://github.com/rosinality/sagan-pytorch
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Figure 4. SNGAN trained on CIFAR10. (a) validation FID (b) fake
samples from SNGAN (c) fake samples from SNGANFID.
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3.1. Experimental Details

Training. GANs have two neural networks, a generator
G and a discriminator D. The generator is trained to make
fake samples F that minimize the discriminator loss LD(F ),

minLD(F ). (7)

The generator is often evaluated by computing FID between
104 real images X and 104 fake images F ,

FID(X,F ). (8)

We add FID to the generators loss,

minLD(F ) + FID(X,F ). (9)

The generators then jointly minimize LD and FID. In all
experiments, we optimized the joint loss function using
gradient descent with a mini-batch of 128 fake examples.
Notably, FastFID allows us to efficiently compute FID be-
tween the entire training data X and a mini-batch of fake
samples. In turn, we do not sample a mini-batch from the
training data, which removes variance caused by sampling.

The authors of FID suggest evaluating FID with at least 104

fake samples (FID104). One might therefore be concerned
that a mini-batch with 128 fake samples (FID128) is insuffi-
cient for training. In all three experiments, we saw training
to minimize FID128 consistently yielded smaller FID104 .
This leads us to conclude a batch size of 128 fake samples
is sufficient when FID is used for training.

Scaling Loss. The discriminator loss LD usually lies
within [−10, 10], much smaller than FID128, which typi-
cally lies within [0, 500]. This causes the gradients from
FID128 to be up to 50× larger than the gradients from LD,
which subsequently breaks training. We circumvented this
issue by adaptively scaling FID to match the discriminator
loss LD.

scaled loss = LD + FID / FID · LD︸ ︷︷ ︸
without gradients

(10)

Training SAGAN was initially unstable, we found that fur-
ther dividing the FID loss by 2 improved training stability.

Computing FID. FID is computed differently by PyTorch
(Paszke et al., 2019) and TensorFlow (Abadi et al., 2015).
This is caused by architectural differences in the implemen-
tation of the Inception network, e.g., TensorFlow uses mean
pooling while PyTorch use max pooling. These issues were
fixed in an implementation by (Seitzer, 2020), which we
use to compute FID in the SNGAN and SAGAN experi-
ment. To test whether the observed improvements were
dependent to the specifics of the Inception architecture, we
used the following PyTorch implementation in the DCGAN
experiments:

github.com/hukkelas/pytorch-frechet-inception-distance

Train and Validation Sets. (Heusel et al., 2017) provide
precomputed Inception statistics. On some datasets the
statistics are computed on the training data, while on others,
they are computed on the validation data. Since we optimize
FID on training data we report FID on validation data.

GPU Memory. The joint loss Equation (10) requires us
to backpropagate through both LD and FID, which increases
peak memory consumption. We mitigate this issue with two
separate backward passes for LD and FID.

The open-source implementation of SAGAN used two
GPUs to reach batch size 128. Due to hardware limitations,
we had to fit SAGAN on a single GPU. However, SAGAN
took up all 11 GB of our GPUs memory at batch size 64.
To keep batch size 128 on a single GPU we used gradient
checkpointing (Chen et al., 2016) and 16-bit precision.

Backpropagation and Eigenvalues. Algorithm 1 needs
to backpropagate through TORCH.EIG(M). At the time of
writing, backpropagation through TORCH.EIG is not sup-
ported in the stable release (PyTorch v1.7.1). Since M
is symmetric M = MT one can use TORCH.SYMEIG
which does support backpropagation. One can also use
TORCH.SVD to compute singular values, sinceM is positive
semi-definite the eigenvalues and singular values are equal
λi(M) = σi(M). Alternatively, the unstable PyTorch 1.8
does support backpropagation through TORCH.EIG.

Other Generative Models. Normalizing Flows (NFs)
(Dinh et al., 2015) are generative models with many de-
sirable properties, however, they sometimes attain poor FID.
The poor FID motivated us to train the NF called Glow
(Kingma & Dhariwal, 2018) to minimize FID and negative
log-likelihood. The resulting Glow produced samples with
“unrealistic” artifacts, see Figure 7(a).

The artifacts raise an interesting question: why does FID
training cause Glow to produce artifacts but not SNGANFID?
We hypothesize that the discriminator learns to detect the
“unrealistic” artifacts and penalizes the generator. If this
hypothesis is true, we would expect SNGANFID to produce
“unrealistic” artifacts if we removed the discriminator. In-
deed, if we train SNGANFID as in the previous section, but
remove the discriminator after 1000 steps, the generator
starts producing “unrealistic” artifacts, see Figure 7(b).

(a)

(b)

Figure 7. (a) Glow trained to minimize FID produce samples
with “unrealistic” artifacts. (b) Removing the discriminator from
SNGAN also leads to “unrealistic” artifacts.
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4. Can FID Loss Improve Generated Images?
This section explores whether FID as a loss function can
improve generated fake images. The experimental setup:
we use BigGAN pretrained7 for 105 iterations and train the
generator to minimize FID without its discriminator. The
discriminator is discarded to ensure that changes in the fake
images are due to the FID loss and not the discriminator.

Goal. A generator might improve the FID loss by changing
a few pixels of the generated images to fool FID.8 Our goal
is to explore whether the FID loss leads the generator to
“fool FID” or “improve the fake images.”

Observations. We track how 64 samples change during
training. All samples had perceptible changes ruling out
“few pixel changes” (see supplementary material). We com-
ment on two insightful samples below, which both demon-
strate the addition of features like ears, eyes or heads.

Figure 8 contains BigGAN samples of a bird, each row
corresponds to a repetition of the experiment. The left-most
column shows the original bird generated by the pretrained
BigGAN. The following columns demonstrate how the bird
changes as FID is minimized. Notably, the initial bird lacks
a beak. In all repetitions, we found that minimizing FID
made the generator add a “beak”-like feature.

Figure 9 contains samples of a dog, where the initial dog has
no head. In all repetitions, we found that minimizing FID
made the generator add features like ears, eyes or heads.

Conclusion. FID minimization can improve the fake im-
ages with the addition of features like ears, eyes or heads.
This demonstrates that FID minimization does not necessar-
ily lead the generator to “fool FID” and can (in some cases)
“improve the fake images.”

Figure 8. Visualization of changes to samples while FID is min-
imized. Each row corresponds to a repetition of the experiment.
Each column shows samples after a given number of steps.

7https://github.com/ajbrock/BigGAN-PyTorch
8Fooling FID is similar to adversarial examples.

Figure 9. Visualization of changes to samples while FID is min-
imized. Each row corresponds to a repetition of the experiment.
Each column shows samples after a given number of steps.

CODE: code.ipynb (one click to run in Google Colab).

4.1. Further details

Understanding FID. Some of the dogs in Figure 9 have
two heads. Such behavior might be explained by carefully
inspecting the FID equation.

||µ1 − µ2||22︸ ︷︷ ︸
mean difference ∆µ

+ tr(Σ1) + tr(Σ2)− 2tr(
√

Σ1Σ2)︸ ︷︷ ︸
covariance difference ∆Σ

. (11)

The term ∆µ penalizes the differences between the aver-
age Inception activations of the real data and the fake data.
Suppose the entry µhead

1 and the entry µhead
2 contain the aver-

age number of heads detected by the Inception network. 9

Then (µhead
1 − µhead

2 )2 measures a difference in the average
number of heads detected between the fake and real data.
If the average number of heads in the fake data µhead

1 is
smaller than the average number for the real data µhead

2 , then
∆µ may encourage the generator to produce more heads.
Notably, ∆µ might be indifferent to whether the heads are
attached to a single dog.

The term ∆Σ penalizes the differences between the co-
variance of Inception activations of the real data and
the fake data. Suppose the entry µeye

i contains the aver-
age number of eyes detected by the Inception network.
Then, Σhead, eye

i would measure the co-variance of heads
and eyes.

Altogether, it seems that FID incentivizes the generator
to generate images where features (like heads and eyes)
occur and co-occur in the same way as in training data.
We hypothesize this incentive is the reason why the FID loss
can improve the generated samples.

9(Mordvintsev et al., 2015) find high-level neurons activate
based on complex features or whole objects like “head“ or “eye.”
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Experimental Notes. The BigGAN model was pretrained
for 105 iterations with batch size 2048 using 8 GPUs (Tesla
V100) for a total of 128 GB memory. We had access to
a single Tesla P100 with 16 GB memory through Google
Colab: www.colab.research.google.com.

To fit everything on a single 16 GB GPU, we used gradient
checkpointing and half-precision training as in Section 3.1.
Furthermore, we accumulated gradients from batches of size
100 over 10 iterations to reach a total batch size of 1000.
This still reduced the batch size from 2048 to 1000, which
we corrected for by dividing the learning rate by two.

To stabilize training, we fixed the latent vectors and only
optimize the first two layers of the generator. Note that it
is easier for the generator to “fool FID” for a fixed set of
latent vectors instead of z ∼ N(0, I) because it can take all
values in Rd.

5. Related Work
The literature contains several methods for evaluating gen-
erative models. An overview can be found in (Borji, 2019)
which reviews a total of 29 different methods. This article
concerns FID, which has arguably become the standard for
benchmarking generative models in computer vision.

5.1. Fréchet Inception Distance

(Heusel et al., 2017) introduced FID and demonstrated that
FID is consistent with increasing levels of disturbances and
human judgment. To justify FID, the authors assume that
the Inception activations are normally distributed. Whether
this assumption holds or not, does not change the fact that
the computed FID was consistent with increased levels of
disturbances and human judgment.

The authors provide precomputed Inception statistics for five
datasets10. Some use validation sets and others do not. This
has, understandably, caused a bit of confusion, with some
work reporting training FID and others reporting validation
FID. We report validation FID since we explicitly optimize
training FID.

The authors state10 “The number of samples should be
greater than 2048. Otherwise Σ is not full rank resulting in
complex numbers and NaNs by calculating the square root.”
We compute tr(

√
Σ) directly without explicitly computing√

Σ, which works even when Σ has low rank. Our algorithm
even becomes faster when the rank of Σ decreases.

To the best of our knowledge, no previous work use FID as
a loss function. We suspect the main obstacle preventing
this in prior work has been the slow computation of FID, an
issue FastFID mitigates.

10https://github.com/bioinf-jku/TTUR

5.2. Faster FID Computations

To the best of our knowledge, there exist no published arti-
cles which reduce the asymptotic time complexity of FID.
However, one implementation11 contains a few tricks. In this
implementation, the function at line 525 reduces the time
complexity fromO(d3+d2m) toO(dm) by computing only
||µ1−µ2||22, omitting the trace term tr(Σ1 +Σ2−2

√
Σ1Σ2).

Another function at line 582 incorporates the covariance ma-
trices while retaining the O(dm) time complexity, by only
using the diagonal entries of the covariance matrices. Yet
another function at line 411 computes tr(

√
Σ1Σ2) by com-

puting an eigendecomposition of two related matrices. Their
derivations have some similarities to our derivations, but
they do not exploit low rank (smallm) and takeO(d3+d2m)
time instead of O(d2m+m3). That said, eigendecomposi-
tions can be used to improve the baseline in Section 2.2 by
a constant factor. Relative to such an improved baseline, in
the example of Section 2.3, FastFID will remove roughly
13 days of “wasted” computation instead of 130 days.

(Lin & Maji, 2017) present an algorithm that approxi-
mates a matrix square root, which is much faster than
SCIPY.LINALG.SQRTM. Notably, this approximation is used
in the open-source implementations of BigGAN10 to pro-
vide a fast FID approximation.

The above algorithms all differ from FastFID, by either
approximating FID, computing something entirely different
or having an O(d3 + d2m) time complexity.

6. Conclusion
Computing gradients through FID with automatic differen-
tiation can increase training time by many days. FastFID
computes the needed gradients efficiently by utilizing eigen-
value considerations. This allows us to use FastFID to train
GANs with FID as a loss function. Such training consis-
tently improves the validation FID for different GANs on
different datasets. We attempt to investigate whether FID as
a loss encourages the generator to “fool FID” or generate
better images. We find some evidence that suggests FID as
a loss function can improve the samples of a generator, how-
ever, understanding when this happens and when it does not
remains unclear, and should be the focus of further research.

Remark. FID can now be optimized directly. To allow
fair comparisons in future research, we recommend future
researchers explicitly denote whenever a generative model
explicitly optimize FID, e.g., SNGANFID or SNGANFID.

11https://github.com/tensorflow/tensorflow/blob/00fad90125b18
b80fe054de1055770cfb8fe4ba3/tensorflow/contrib/gan/python/eval
/python/classifier_metrics_impl.py
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SNGAN

SNGANFID

Figure 10. Bigger version of samples in Figure 4.
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DCGAN

DCGANFID

Figure 11. Bigger version of samples in Figure 5.
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SAGAN

SAGANFID

Figure 12. Bigger version of samples in Figure 6.
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Abstract

Counterfactual examples identify how inputs can be altered to change the predicted
class of a classifier, thus opening up the black-box nature of, e.g., deep neural networks.
We propose a method, ECINN, that utilizes the generative capacities of invertible neu-
ral networks for image classification to generate counterfactual examples efficiently. In
contrast to competing methods that sometimes need a thousand evaluations or more of
the classifier, ECINN has a closed-form expression and generates a counterfactual in the
time of only two evaluations. Arguably, the main challenge of generating counterfactual
examples is to alter only input features that affect the predicted outcome, i.e., class-
dependent features. Our experiments demonstrate how ECINN alters class-dependent
image regions to change the perceptual and predicted class, producing more realistically
looking counterfactuals three orders of magnitude faster than competing methods.

1 Introduction

A great effort has been devoted to open up the black-box nature of deep neural networks
for computer vision. Among others, heatmaps [3], class-maximizing samples [29], and con-
trastive examples [9] have been proposed; we focus on the latter. Contrastive examples are
also known as counterfactual examples, even though models do not possess any causal struc-
ture as described in [26].1 We adopt the setting from [13] and consider the generic question,
“For situation X , why was the outcome Y and not Z?” We provide a counterfactual example
to give an explanation of the form “Had X been X̂ , then the outcome would have been Z.”

Being able to provide counterfactual examples for complex neural networks has an im-
mense potential to improve human-model-interactions. To name but a few, surveillance sys-
tems could be assessed for biases when picking out candidates for screening and self-driving
vehicles could be better diagnosed when misinterpreting their image feeds [13].

© 2021. The copyright of this document resides with its authors.
It may be distributed unchanged freely in print or electronic forms.

1Counterfactual examples as described in [26] are based on structured causal graphs relating inputs and outputs.
In the image domain, it is generally not known how to make such graphs and a causal analysis is thus not possible.
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f f 1

Input
Internal

Representation Counterfactual
Correction

Figure 1: f transforms image without
makeup (left) into internal representation
which is corrected with closed-form ex-
pression (center). f−1 generates counter-
factual example with makeup (right).

We propose Efficient Counterfactuals from
Invertible Neural Networks (ECINN), which uti-
lizes Invertible Neural Network (INN) classi-
fiers to generate counterfactual examples. Fig-
ure 1 depicts the high-level structure of ECINN.
An image of a woman without makeup (left) is
transformed by an INN denoted f into an inter-
nal representation (center). The internal repre-
sentation is corrected, as indicated by the green
arrow, before being reverted by f−1 to form a
counterfactual example with makeup (right).

The properties of INNs make a one-pass-solution possible. In contrast to usual discrimi-
native models, INNs are known to have semantically organized latent spaces where transla-
tions in specific directions result in semantic changes in the input space [11]. Importantly,
INNs even have full information-preservation between input and output layers in contrast to,
e.g., auto-encoders [5], which allows exact recovery of inputs from outputs. As such, it can
be argued that INNs are ideal for combining generative and discriminative capabilities [4].

Existing methods for generating counterfactual examples [1, 8, 9, 12, 13, 15, 25, 31, 32,
35] need to query the model under consideration many times due to various numerical opti-
mization algorithms, obtain non-unique counterfactual examples, and need hyperparameter
tuning. To the best of our knowledge, we introduce the first algorithm which uses only one
forward and reverse pass, produces unique counterfactual examples, and needs no hyperpa-
rameter tuning. ECINN is even fast enough to be used in an interactive setting [7].

Good counterfactual examples are broadly agreed to be realistic, minimal, and action-
able [12, 33]. In the image domain, however, minimal changes are hard to quantify in a
semantically meaningful way. As such, we argue that the main challenge is to generate
realistically looking images with perceptible changes only to class-relevant features.

We demonstrate experimentally how ECINN produces counterfactual examples leaving
class-independent features largely untouched while class-dependent features are changed
successfully. Experiments also demonstrate that our theoretically derived one-pass-solution
yields running times more than three orders of magnitudes faster than competing methods.

2 Related Work
Counterfactual Examples. Many methods have been proposed for generating counterfac-
tual examples or identifying counterfactual features. To name but a few, [1, 13, 31, 32, 34]
operate on image data, [15, 16, 35] consider text, and yet other methods operate on relatively
low dimensional data compared to images and text [8, 12, 33].

Methods for generating counterfactual examples can be categorized by the insights needed
into the predictive model. Methods from the first category consider the predictive model as
opaque and need no insight. Methods from the second category utilize gradients of the pre-
dictive model, while methods from the last category use internal data representations of the
predictive model. All methods mentioned need to query the predictive model many times. In
contrast, after a preprocessing step that needs to be done only once, our method uses a single
forward and inverse pass through the model to generate a counterfactual example.

In the first category, methods operating on opaque models iteratively generate candidate
sets before querying the predictive model to test candidates. [12] utilizes a greedy heuristic
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from simple data statistics to determine what input features to perturb, while [28] uses a
genetic algorithm. [32] segments input images into super-pixels and use a greedy algorithm
to perturb super-pixels. On text data, [35] finetunes a GPT-2 model [27] to generate similar
sentences to the input sentence to generate new candidates. [34] identifies counterfactual
regions in input images but does not generate counterfactual examples.

The second category employs gradient optimization techniques to generate counterfac-
tual examples. Albeit from a different perspective, previous work has developed methods for
synthesizing inputs that maximize desired (output) neurons. For example, [29] uses gradient
descent with an L2-norm prior loss on a random input. [23] includes a local pixel varia-
tion prior to obtain more realistically looking features. [33] also proposed a different loss
based on the median absoute deviation. Even though the methods give insights into the inner
workings of the classifier, they suffer from generating unrealistic images. More recently, [25]
proposed to train a generative model to generate counterfactual examples. In a similar vein,
[9] utilizes a pretrained and fixed auto-encoder to identify latent codes that generate desired
outputs through gradient optimization. An extension of [9] is [31] which uses auto-encoders
or KD-trees to identify class prototypes which helps guide the gradient optimization. In
comparison to our one-pass-solution, the default maximum queries of the classifier in the
official code of [31] is 1000.2 Finally, [22] uses gradients of the classifier to train an external
variational auto-encoder to generate counterfactuals fast. In contrast to ECINN, the method
has a substantial pre-computation time due to training of the auto-encoder.

The third category of methods contains two different strategies. First, [13] considers
convolutional neural networks as a composition of a (convolutional) feature extractor and a
classification network. They propose two algorithms for mixing feature fibers of the input
sample and a sample from the target class. Second, [1] similarly uses a part of the classify-
ing network as a feature extractor to cluster features, yielding an identification of semantic
features like stripes, wool, etc. A gradient descent algorithm successively adds or removes
features from the input to obtain a counterfactual example.

Although conceptually different, our work fits best into the third category. Instead of
generating counterfactual examples from an “arbitrary” neural network, we choose a specific
family of neural networks, INNs, to generate counterfactual examples efficiently without the
need for multiple queries of the model or memory consuming gradient computations.

INNs as generative classifiers. INNs have gained wide attention as unsupervised models
which allow generating realistically looking “fake” samples [10, 11, 19], typically referred
to as Normalizing Flows. Despite hidden in appendices, both [11] and [19] present sam-
ples generated from class-conditional INNs. Later, it was explicitly described how to com-
pose INNs with a Gaussian mixture model (GMM) to obtain a generative classifier [14, 24].
However, adding classification abilities comes at a price. As demonstrated in [2], there is a
trade-off between classification performance and the quality of the generated fake images.
The work introduces an information bottleneck loss, which explicitly trades off the classifi-
cation and generation performance through a hyperparameter β . [2] further introduces a new
invertible model architecture, which we refer to as IB-INN.

Regarding interpretability, [21] shows how conditional INNs can be trustworthy classi-
fiers by, e.g., visualizing decision spaces and computing posterior heatmaps. Here, we further
show conditional INNs to be trustworthy by using them for generating counterfactual.

2Official code: https://docs.seldon.io/projects/alibi/en/stable/api/alibi.
explainers.cfproto.html
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3 Efficient Counterfactual Examples
This section constitutes our main contribution. We combine theoretical insights and practical
observations from INNs to generate unique counterfactual examples from just one forward
and inverse pass without the use of any numerical optimization techniques.

3.1 Problem Statement
As mentioned, counterfactual examples indicate why an input was predicted to be one class
rather than another. Specifically, we adopt the definition from [33] which states that coun-
terfactual examples are statements taking the form: “Score p was returned because variables
V had values (v1,v2, . . .) associated with them. If V instead had values (v′1,v

′
2, . . .), and all

other variables had remained constant, score p′ would have been returned.” In the context
of image classification, counterfactual examples are visualizations showing how the input
image can be altered to change the predicted class.

Desiderata. In line with the desiderata of [12] and [33], we find that three properties are
critical for counterfactuals to be useful. i) Only semantically relevant features should be
changed. For example, facial features like lips and cheeks might change while the back-
ground should not when a counterfactual is generated for a face without makeup. ii) Coun-
terfactuals should look realistic. Unrealistic counterfactuals might have misplaced eyes,
extreme color values, or a “one-pixel-change” like the adversarial examples presented in
[30]. iii) Tipping-point counterfactuals and convincing counterfactuals should be priori-
tized. With tipping-point, we refer to counterfactuals on the decision boundary, just where
the prediction changes from the input to the target class and convincing counterfactuals are
samples beyond the decision boundary that gets high probabilities for the target class.

Definition 1. (tipping-point counterfactual) Given a classifier with posterior probabilities
p(y|x), an input x ∈ X , and a predicted class y = argmaxy p(y|x), a counterfactual x̂(q)

with target class q is a tipping-point counterfactual if there exists a path h : [0;1]→X and
constant C ∈]0;1[ such that h(0) = x; h(C) = x̂(q); for c <C, y has higher probability than
q, i.e., p(y|h(c))> p(q|h(c)); for c =C, probabilities are equal, i.e., p(y|h(c)) = p(q|h(c));
and for c >C, q has higher probability than y, i.e., p(y|h(c))< p(q|h(c)).

Definition 2. (convincing counterfactual) given classifier p(y|x) for K classes and input x
as defined above, a counterfactual x̂(q) is a convincing counterfactual if

∀y′ : y′ ∈ {1, ...,K}\{q}∧ p(q|x̂(q))� p(y′|x̂(q)).

Tipping-point counterfactuals are essential because they represent minimal corrections
to the input. However, they might not always make sense due to visual class differences. For
example, when changing the predicted class of a cat to a dog, a tipping-point counterfactual
might mix pointy and hanging hears because it is situated at the decision boundary. On
the contrary, a convincing counterfactual would successfully show such transformation, but
potentially with overly pronounced changes. Providing both types of explanations thus give
a deeper insight into the decisions of the classifier.

In the supplementary material, we prove that ECINN produces valid tipping-point coun-
terfactuals according to Definition 1 and in the experiments (Section 4), we verify that
ECINN also complies with Definition 2 and the remaining desiderata.
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3.2 Conditional INNs
We find INNs to be well suited for the counterfactual problem because they are bijective,
i.e., every latent vector corresponds to exactly one input. In contrast, typical classification
models are inherently surjective, i.e., there potentially exist many inputs which produce each
output. In turn, INNs admits a single inverse pass to perfectly identify the right input while
surjective models must rely on approximate solutions from less efficient numerical methods.

It is known that well-trained INNs have semantically organized latent spaces [11]. We
believe that when many latent representations of samples from the same class are averaged,
then class-independent information like background and object orientation will cancel out
and leave just class-dependent information. ECINN isolates such latent class-dependent
information to correct embeddings for generating counterfactual examples.

A conditional INN f is typically trained by computing latent vectors z = f (x) from input
vectors x and using the latent vectors to fit a GMM to class labels y. However, to use z rather
than x in the GMM, one must use the change-of-variables formula, which states that

log pX (x|y) = log pZ( f (x)|y)+ log |det (J)| . (1)

That is, the class-conditional log density of an input x in the image space, pX (x|y), is equal
to the class-conditional log density of f (x) in the latent space pZ( f (x)|y), but with an addi-
tional Jacobian term, J = ∂ f (x)

∂x . We choose class-dependent latent densities to be Gaussians,
pZ(z|y) =N (µy,1). By Bayes’ rule, we notice that under a uniform prior distribution over
labels, p(y) = 1

K for K classes, the log posterior probability becomes

log pX (y|x) = log
pX (x|y)

∑y′ pX (x|y′)
∝−|| f (x)−µy||2. (2)

From Equation (2), we see that independent of the Jacobian determinant, latent vector z =
f (x) will be predicted to be from the class y with the closest model mean, µy. In turn, the
latent space of the classifier can be analyzed under L2-norms instead of less efficient and
complex densities pX (x|y), which depend on the Jacobian determinant. In the following, we
present how ECINN utilizes this insight to produce counterfactual examples efficiently.

3.3 ECINN
At a high level, ECINN transforms images into a latent space through an INN f . In the latent
space, a closed-form expression changes the predicted class by correcting the embedding.
From the corrected embedding, a counterfactual is generated by the inverse INN f−1.

As a preprocessing step that needs to be done only once and takes just five seconds on
MNIST, we group the training samples by their classified output, G j = {x|C(x) = j}, where
C(x) = argmaxy pX (y|x) is the predicted class. Afterwards, we compute mean latent vectors
µ̄ j =

1
|G j | ∑x∈G j f (x) for each class j and define the vector from µ̄p to µ̄q as ∆p,q = µ̄q− µ̄p.

Given a target class q and an input x, a counterfactual example x̂(q) is produced from the
predicted class C(x) = p by adding a scaled version of ∆p,q to the latent space embedding
z = f (x) and inverting it through the INN,

x̂(q) = f−1( f (x)+α∆p,q). (3)

It follows that a counterfactual example requires just one evaluation of f and f−1.
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To follow our third desideratum and provide both tipping-point and convincing counter-
factuals, we compute two counterfactuals for each input with different values of α . First, we
choose α0 to produce a tipping-point counterfactual. Due to Equation (2), α0 is identified
analytically such that ||z+α0∆p,q−µp||= ||z+α0∆p,q−µq||, which moves the latent vector
to the decision boundary between the input and target class. The closed-form expression
for α0 is derived in the appendix (Section A), along with a proof that it complies with Def-
inition 1 (Section B). Second, we choose α1 such that the target class q is predicted with
high confidence to produce a convincing counterfactual. α1 is chosen heuristically to be
α1 = α0 +

4
5 (1−α0) (see supplementary material for details). Although not guaranteed that

C(x̂(q)) = q, we observe that the relation holds in practice.

µ̄p

z

z + α1∆p,q

µ̄q

∆p,q

z + α0∆p,q

Figure 2: Latent space corrections by ECINN.

In Figure 2, we illustrate the intuition
of ECINN. The figure shows two isotropic
Gaussians in the latent space with a blue de-
cision boundary. With green empty squares,
we indicate the two computed means µ̄p
and µ̄q, connected by ∆p,q (green arrow).
The orange line passes through z in direc-
tion ∆p,q. The two points of interest are the
blue square on the intersection of the blue
and the orange line and the black square to
the right. According to the model, the blue square constitutes a tipping-point counterfactual,
and the black square is very likely to stem from class q, i.e., a convincing counterfactual.

In conclusion, we introduce ECINN which allows computing counterfactuals efficiently
by utilizing theoretical and observational properties of INNs. ECINN complies with our
first two desiderata by generating counterfactuals which represent class-dependents changes
while leaving out most class-independent information. By providing both tipping-point and
convincing counterfactuals, it also follow the third desideratum.

4 Experiments

In this section, we evaluate how our counterfactual examples perform. Our experiments
show how ECINN produces meaningful counterfactual examples across three different im-
age datasets, changes class-dependent features while maintaining class-independent features,
and outperforms competing methods.

Experimental Details. We evaluate ECINN on a synthetic FakeMNIST dataset, the MNIST
dataset [20], and the CelebA-HQ dataset [17]. On all three datasets, classification errors of
the IB-INN models are comparable to those of a standard classification network (see Table 2
in the appendix). For all our experiments, we have trained IB-INN models “as-is.”3 We
found that β -values for IB-INN close to one strike a good balance between classification
accuracy and generative performance (see appendix). We also provide an overview of hard-
ware, all models used, hyperparameters, and the model performances in the appendix along
with additional samples of all plots in the supplementary material. Results presented are all
with samples from the test sets and were found to be consistent across samples.

3We adopted models and training code from https://github.com/VLL-HD/IB-INN.
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(a) Random samples.

y=0 y=1 y=2 y=3 y=4

y=5 y=6 y=7 y=8 y=9

(b) Counterfactual examples.
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1

p(q|x) 1.000

q=1

1.000

q=2

1.000

q=3

1.000

q=4

1.000

q=5

1.000

q=6

1.000

q=7

1.000

q=8

1.000

q=9

Figure 3: FakeMNIST dataset. For improved readability, smaller rectangles to the left of
images magnify the top left 10×2 pixels, indicating the class.

We provide code for training IB+INN models and and explaining them with ECINN at
https://github.com/fhvilshoj/ECINN.

4.1 FakeMNIST

To verify ECINN in a controlled setting, we carefully design a dataset such that less than two
percent of the pixels in each image are class-dependent. As argued, a proper counterfactual
example for a well-trained model should alter only the class-dependent pixels and if no class-
dependent information is present, each class should be equally likely.

The dataset is generated by randomly reassigning labels to images. We alter images only
by injecting the information of the new labels in the top-left 10× 1 pixels; the ith top-left
pixel will be white if the images is labeled i. For example, if an image gets label “5,” the
sixth pixel in the left column is white. Figure 3a shows a sample from each of the ten classes.
Only the top-left pixels depends on the labels; the depicted digits do not.

Figure 3b shows random sample from the class y = 0 (first row) and tipping-point coun-
terfactuals (α0) in the second row. The third row includes convincing counterfactual exam-
ples (α1). Each column corresponds to a different target class q. Figure 3b shows that the
dot in the top left corner of the input does change position, while the class-independent digit
remains unchanged as expected. Specifically, the third row from left to right reveals how the
dot in the top left corner travels downwards to end in the tenth pixel. The second row has no
dot, which aligns well with the interpretation about equally likely class probabilities above.

4.2 MNIST

Next, we apply ECINN to the MNIST dataset. First, we verify our second desideratum, i.e.,
that ECINN produces realistic counterfactual examples. Second, we investigate how well
class-independent features like font-weight and tilt are maintained by ECINN, i.e., our first
desideratum. Finally, we compare ECINN to two competing methods.

x
0

1

p(q|x) 1.000

q=0

1.000

q=1

1.000

q=2

1.000

q=4

1.000

q=5

1.000

q=6

1.000

q=7

1.000

q=8

1.000

q=9

Figure 4: Same input, different targets.

Realistic Counterfactuals. In Figure 4,
we depict counterfactual examples in the
same fasion as Figure 3b. The figure
shows how an image of a three is properly
transformed into any of the remaining nine
classes. Note that in the second row, the
counterfactual examples are in many cases
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such that even a human might mistake the image for both the input and target class. By con-
trast, the third row contains samples where the three has successfully transformed into the tar-
get class. This experiment demonstrates that ECINN complies with Definition 2 (p(q|x) = 1
for all samples) and our second desideratum by generating realistic counterfactuals.

x
0

1

p(q|x) 1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

1.000

q=0

(a) Different inputs, same target.
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1.000
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1.000

q=9

1.000

q=9

1.000

q=9

1.000

q=9

1.000

q=9

1.000

q=9

1.000

q=9

0.999

(b) Same input and target class.

In
pu

t

q=9 q=4 q=2 q=5 q=3

[3
3]

[3
1]

EC
IN

N

(c) Comparison to [33] and [31].
Figure 5: Counterfactuals for MNIST.

Class-Independent Properties. In Fig-
ure 5a and 5b, we demonstrate how class-
independent properties like font-weight,
tilt, and size are preserved during coun-
terfactual generation. First, Figure 5a in-
cludes nine different inputs (first row), each
from a different class, that are all trans-
lated to the target class, q = 0. We ob-
serve that the nine outcomes (row three)
are perceptually different while resembling
the target class. Each counterfactual exam-
ple maintains class-independent properties
from the input while resembling the target
class. For example, the narrow and tilted
one (first column) becomes a narrow and
tilted zero. The observation suggests that
ECINN maintains properties that are not di-
rectly dependent on the label.

In Figure 5b, we investigate how class-
independent properties are maintained. We
sample nine different images from the class
y = 4 and compute their counterfactual ex-
amples for the target class q = 9. We ob-
serve how bold inputs yield bold counter-
factuals; likewise, slim inputs yield slim
counterfactuals. Similar observations can
be made for, e.g., tilt, size, and shape.

Mehod Mean (std) n

[33] 21.64 (7.99) 100
[31] 16.85 (0.35) 100

ECINN 0.0025 (0.0002) 104

Table 1: MNIST Computation times.

Comparison. In Figure 5c, we compare counter-
factual examples generated with the algorithms pro-
posed in [33] and [31] with our method.4 Rows cor-
respond to counterfactual methods and columns rep-
resents five different inputs. The figure shows that
both competing methods generate more artificially
looking counterfactual examples than ECINN. As the
figure also shows, we found across many samples that counterfactuals generated by [33] and
[31] generally look more artificial by having disconnected white pixels and being blurred,
respectively. See supplementary material for additional samples.

In Table 1, we compare computation time on a single GPU, similar to [6]. For a fair
comparison, we do not batch samples, as the framework for the competing methods does not
support batching. The table shows how ECINN is more than 6000× faster than competing

4Implementations found at https://github.com/SeldonIO/alibi; applied with default parameters.
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methods. As it takes significaltly less time than 0.1 second, ECINN can even be used in an
interactive setting [7], which is not possible with these competing methods.

In conclusion, we find that ECINN outperforms competing methods on both quality and
speed and comply with our desiderata by realistically changing the predicted and the per-
ceived class while maintaining class-independent features such as font-weight and tilt.

4.3 CelebA-HQ.
To evaluate ECINN on a more diverse and complex dataset, we extend our experiments to
the CelebA-HQ dataset. We train IB-INNs to predict various binary labels, where each class
is represented by at least 45% of the dataset.

In Figure 6, we show counterfactual examples for the smile versus frown label. The first
five columns depict how ECINN turns frowning people into smiling ones, while the last five
columns make smiling people frown. First, we observe that class irrelevant features such
as hair, skin color, and backgrounds remain perceptually unchanged as desired. Second,
we notice that some counterfactual examples in the last row look unrealistic. In particular,
it seems hard for the method to open and close mouths. In some cases, we also observe
small artifacts like the ones in the left-most pixels of the second column. Based on our
MNIST experiments, which did not suffer from computational limitations, we believe that
scaling from the roughly 40 million parameters used to around 200 million (as is common
with previous work [19]) can remove the artifacts and generate higher quality counterfactual
examples. Furthermore, the low-resolution version of CelebA-HQ that we use due to limited
resources is arguably harder to synthesize than higher resolutions. For further verification of
our findings, we include plots for models trained on other labels in Section E of the appendix.

5 Conclusion
We introduce ECINN as an efficient method for computing counterfactual examples. Our
method is derived from theoretical and practical properties of a particular type of classifiers,
namely conditional INNs. While being three orders of magnitude faster than competing
methods, ECINN requires only one forward and one inverse pass, it generates a unique solu-
tion, and it requires no numerical optimization. In compliance with our desiderata, ECINN
generates counterfactual explanations that i) change only class-dependent features, ii) are
realistic, and iii) can represent both tipping-point and convincing counterfactuals.

x
0

1

Figure 6: Counterfactual examples for frowning and smiling faces. First five columns have
target q = smile and last five columns q = frown. p(q|x)> 1−10−4 for all samples.
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A Analytical α-value, α0

Define y(α) = z+α∆p,q to be the line intersecting z with direction ∆p,q. We wish to identify
the intersection between y(α) and the hyperplane that constitutes the decision boundary
between the two normal distributionsN (µp,1) andN (µq,1). Due to the identity covariance

matrices of the Gaussians, we can define w = µq− µp and b = −
(

µp+µq
2

)ᵀ
w to form the

decision boundary
wᵀx+b = 0. (4)

Equation (4) corresponds to the blue line in Figure 2.
To find the α-value which corresponds to the intersection, set x = z+α∆p,q and solve

for α in Equation (4):

wᵀ(z+α∆p,q)+b = 0 (5)
⇒ αwᵀ∆p,q =−(wᵀz+b) (6)

⇒ α =−wᵀz+b
wᵀ∆p,q

. (7)

Choice of α1 value As described, we found α1 =α0+
4
5 (1−α0) to be an appropriate value

for generating convincing counterfactuals across the three datasets covered in this work.
That said, α1 = 1 would probably also have worked out fine. However, the goal was to stay
as close as possible to α0 to change as little as possible, while still generating convincing
counterfactuals.

To give the reader an idea of the effect, we plot counterfactuals for five different inputs
for varying values of t in Figure 7. In the plot, α1 is determined as a function of t and α0:

α1 = α0 + t(1−α0). (8)

Input t = 0.2 t = 0.4 t = 0.6 t = 0.8 t = 1.0 t = 1.2 t = 1.4

q
=

0
q

=
4

q
=

2
q

=
8

q
=

9

Figure 7: Effect of varying t, when generating counterfactuals using ECINN.
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B Tipping-point Counterfactuals
Here, we prove that ECINN produces tipping-point values according to Definition 1. Recall
that we wish to find a constant C ∈]0;1[ and h : [0;1]→X such that p(y|h(c)) > p(q|h(c))
whenever c < C, similarly p(y|h(c)) < p(q|h(c)) whenever c > C, and finally p(y|h(c)) =
p(q|h(c)) when c =C. In the following, we choose C and h in such a way that they comply
with Definition 1.

Proof. Let C = 1
2 and define c̄ as

c̄ =

{
2α0 if c≤ 1

2
α0 +2c−1 otherwise

. (9)

This way, c̄ < α0 when c <C and c̄ > α0 when c >C.
Now define h(c) = f−1(z+ c̄∆y,q), where f is the INN, z = f (x), and ∆y,q is as defined in

Section 3.3. Assume further that G(x) = y and G( f−1(x+∆y,q)) = q, i.e., the input sample
is correctly classified and the counterfactual is classified as class q.

Sketch of proof: we use the property of Equation (2) to show that ‖µy− z+ c∆y,q‖ <
‖µq− z+ c∆y,q‖ when c <C and vice versa.

By the change-of-variable formula (Equation (1)), Bayes’ theorem, and the assumption
p(y) = 1

K , we have the relation

p(y|x) = p( f (x)|y)p(y)
∑y′ p( f (x)|y′)p(y′)

(10)

=
p( f (x)|y)

∑y′ p( f (x)|y′) (11)

⇒ log p(y|x) = log pz|y( f (x))+ log |det(J)|− log

[
∑
y′

pz|y( f (x)|y′)
]
− log |det(J)| (12)

= log pz|y( f (x))− log

[
∑
y′

pz|y( f (x)|y′)
]

(13)

and an identical relation holds for p(q|x)

log p(q|x) = log pz|q( f (x))− log

[
∑
y′

pz|q( f (x))

]
(14)

For a fixed x, we see that for log p(y|x) to be greater than log p(q|x), only the first term
matters. As pz|y =N (µy,1), we have that

log pz|y(z) =−
d
2

log2π− 1
2
‖µy− z‖2 ∝ ‖µy− z‖2, (15)

and similarly for pz|q. As such, by injecting h(c) into log pz|y it suffices to prove that ‖µy−
z+ c̄∆y,q‖ = ‖µq− z+ c̄∆y,q‖ when c = C, ‖µy− z+ c̄∆y,q‖ < ‖µq− z+ c̄∆y,q‖ when c < C
and vice versa.

First, note that when c = C, then c̄ = α0 so z+ c̄∆y,q = z+α0∆y,q and thus ‖µy− z+
c̄∆y,q‖= ‖µq− z+ c̄∆y,q‖ holds by construction of α0.
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Second, from the assumption that G(x) = y, we know that ‖µy− z+0∆y,q‖< ‖µq− z+
0∆y,q‖. Similarly, from the assumption that G( f−1(x+∆y,q)) = q, we know that ‖µy− z+
∆y,q‖> ‖µq− z+∆y,q‖. It follows, that when c <C, ‖µy− z+ c̄∆y,q‖< ‖µq− z+ c̄∆y,q‖ and
vice versa.

C Experimental Details
In Table 2, we provide an overview of hyperparameters and performances of the networks
used in this work.

IB-INN. We have trained IB-INN models “as-is”5 and adjusted only the β -value of the
loss function. On FakeMNIST and MNIST, the IB-INN models were trained for 60 epochs
with stochastic gradient descent and a milestone scheduler stepping from learning rate 0.07
to 0.007 after 50 epochs. On CelebA-HQ, the IB-INN models were trained for 800 epochs
with the Adam optimizer [18] and a milestone scheduler stepping with a factor 1

10 after every
200 epochs.

D IB-INN Model and Loss
The model architecture and loss function used in this work were proposed by [2]. The
loss was derived from an information bottleneck formulation with a hyperparameter, β , that
allows trading off generative and classification capabilities. The loss function is based on
mutual information I:

LIB = I(X ,Z)−β I(Z,Y ). (16)

Mutual information quantifies the amount of information which is shared between variables.6

As such, by minimizing LIB, the mutual information between the input and the latent vec-
tor is minimized while the mutual information between the latent vector and class label is
maximized. In practice, the first term, I(X ,Z), can be thought of as a generative loss, which
results in a good performance on generating images. The second term, I(Z,Y ), is closely

5IB-INN code: https://github.com/VLL-HD/IB-INN
6For an invertible mapping f and Z = f (X), LIB is, in fact, ill-defined, and the authors [2] add noise to X to

overcome the issue.

Dataset β BPD Err.

FakeMNIST 1.4265 1.77 0%
MNIST 1.4265 1.89 0.85%

CelebA-HQ
Smile 1 3.32 7.42%
High cheekbones 1 3.09 14.38%
Lipstick 1 3.06 4.87%
Heavy makeup 1 3.08 12.68%

Table 2: Hyperparameters, negative log-likelihood measured in bits per dimension (BPD),
and error rates for the models used in this work.
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related to the categorical cross-entropy loss, thus promoting high accuracy. Throughout our
experiments, we use models trained with the IB-INN loss, LIB.

For simplicity, we do not include experiments across multiple values of β in the main
paper. Overall, we find that values close to one strike a good balance between counterfactual
examples and model accuracy in our experiments. We do, however, include Figure 8 which
demonstrates the conflicting effect of β on the quality of counterfactuals and the accuracy of
the model.
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Inputs = 0.02, Acc: 95.03% = 0.03, Acc: 95.96% = 0.05, Acc: 97.64%

= 0.08, Acc: 97.86% = 0.13, Acc: 98.70% = 0.21, Acc: 98.80% = 0.34, Acc: 99.02%

= 0.55, Acc: 99.07% = 0.89, Acc: 99.34% = 1.43, Acc: 99.15% = 2.29, Acc: 99.42%

= 3.68, Acc: 99.40% = 5.91, Acc: 99.38% = 9.49, Acc: 99.41% = 15.24, Acc: 99.47%

= 24.47, Acc: 99.51% = 39.29, Acc: 99.50% = 63.10, Acc: 99.28%

Figure 8: Counterfactual examples for MNIST models trained with different values of β .
The top left square represents the input images that are all changed with target q = 3. Above
plots are β -values in ascending order and corresponding test set accuracies.
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x
0

1

(a) Label: High cheekbones.

x
0

1

(b) Label: Wearing libstick.

x
0

1

(c) Label: Heavy makeup.
Figure 9: CelebA-HQ counterfactual examples. First five columns are inputs with negative
labels and counterfactuals with positive labels and vice versa for the last five columns.

E Additional Samples
In Figure 9, we include counterfactual examples similar to Figure 6 for three additional
labels. We also include pdfs with extra samples of all figures from our experiments. For each
figure, there is a corresponding pdf in the related work zip-file. For example, Figure 9a has
a corresponding pdf in the supplementary material named figure9a.pdf with additional
samples.
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F Hardware Specifications
All experiments were run on a single machine learning server with 128GB system memory,
an Intel(R) Xeon(R) Silver 4214 CPU @ 2.20GHz processor, and 5 NVIDIA RTX 2080 Ti.
See all details below.

$ nvidia-smi -L
GPU 0: GeForce RTX 2080 Ti (UUID: ...)
GPU 1: GeForce RTX 2080 Ti (UUID: ...)
GPU 2: GeForce RTX 2080 Ti (UUID: ...)
GPU 3: GeForce RTX 2080 Ti (UUID: ...)
GPU 4: GeForce RTX 2080 Ti (UUID: ...)

$ lscpu
Architecture: x86_64
CPU op-mode(s): 32-bit, 64-bit
Byte Order: Little Endian
CPU(s): 48
On-line CPU(s) list: 0-47
Thread(s) per core: 2
Core(s) per socket: 12
Socket(s): 2
NUMA node(s): 2
Vendor ID: GenuineIntel
CPU family: 6
Model: 85
Model name: Intel(R) Xeon(R) Silver 4214 CPU @ 2.20GHz
Stepping: 7
CPU MHz: 1000.777
CPU max MHz: 2201.0000
CPU min MHz: 1000.0000
BogoMIPS: 4400.00
Virtualization: VT-x
L1d cache: 32K
L1i cache: 32K
L2 cache: 1024K
L3 cache: 16896K
NUMA node0 CPU(s): 0-11,24-35
NUMA node1 CPU(s): 12-23,36-47

$ lsmem
RANGE SIZE STATE REMOVABLE BLOCK
0x0000000000000000-0x000000007fffffff 2G online no 0
0x0000000100000000-0x000000027fffffff 6G online yes 2-4
0x0000000280000000-0x00000006ffffffff 18G online no 5-13
0x0000000700000000-0x00000007ffffffff 4G online yes 14-15
0x0000000800000000-0x0000000f7fffffff 30G online no 16-30
0x0000000f80000000-0x0000000fffffffff 2G online yes 31
0x0000001000000000-0x000000207fffffff 66G online no 32-64

Memory block size: 2G
Total online memory: 128G
Total offline memory: 0B
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Abstract

As counterfactual examples become increasingly popular for explaining decisions1

of deep learning models, it is essential to understand what properties quantitative2

evaluation metrics do capture and equally important what they do not capture. Cur-3

rently, such understanding is lacking, potentially slowing down scientific progress.4

In this paper, we consolidate the work on evaluating visual counterfactual examples5

through an analysis and experiments. We find that while most metrics behave as6

intended for sufficiently simple datasets, some fail to tell the difference between7

good and bad counterfactuals when the complexity increases. We observe experi-8

mentally that metrics give good scores to tiny adversarial-like changes, wrongly9

identifying such changes as superior counterfactual examples. To mitigate this10

issue, we propose two new metrics, the Label Variation Score and the oracle score,11

which are both less vulnerable to such tiny changes. We conclude that a proper12

quantitative evaluation of visual counterfactual examples should combine metrics13

to ensure that all aspects of good counterfactuals are quantified.14

1 Introduction15

With the increased popularity of machine learning applications, a need for understanding machine16

learning models arises. Many methods have been proposed to explain predictions of machine learning17

models. To name but a few, some are based on heatmaps that identify salient input features [22,18

3, 18, 4], others rely on transparent surrogate models [8, 1], and some produce counterfactual19

examples [30, 6, 25]. In this work, we consider the latter group, focusing on the image domain.20

Counterfactual examples identify specific changes to inputs, such that the predicted outcome of a21

machine learning model changes. Such examples allow interactions with the model to gain insights22

into its behavior. For example, surveillance images of candidates picked out for screening can be23

assessed for biases by identifying features to change for the system to ignore the candidates [7].24

Work on counterfactual explanations has become increasingly popular [26]. For images, counter-25

factuals should convey realistic changes to the input that are minimal and necessary while being26

valid, sparse, and proximal [19, 5, 16, 23]. Various metrics have been proposed to quantify aspects27

of the quality of counterfactual examples. However, most metrics are used in isolation to evaluate a28

method proposed in the corresponding paper and to compare the method to others that are evaluated29

on different metrics. Furthermore, there exists little or no research on what properties the different30

metrics actually capture. Lacking standard metrics and knowledge about what metrics capture makes31

it difficult to compare methods, which potentially slows down scientific progress within the field.32

In this work, we analyze and evaluate existing metrics to understand what each metric expresses in33

terms of realistic and minimal changes. Through experiments, we find that most metrics have the34

intended behavior for image datasets of lower complexity. For a more complex dataset, our experi-35

ments show how multiple existing metrics fail to distinguish between good and bad counterfactuals.36

We also expose vulnerabilities of different metrics and propose to account for such vulnerabilities37
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by reporting multiple scores in combination. Counterfactual examples comprising tiny unrealistic38

changes are found to often yield unintended good scores. To mitigate this issue, we propose two new39

metrics that are less susceptible to tiny changes and align well with qualitative evaluations. We argue40

that when presenting a proper evaluation of a counterfactual method, the evaluation would need a41

metric for quantifying how realistic counterfactuals are, e.g., the Fréchet Inception Distance, and42

a metric like our Latent Variable Score to assert that the validity of the counterfactuals generalize.43

Upon publication, we will also publish an evaluation framework for easy comparisons of methods.44

2 Counterfactual Examples45

The counterfactual question seeks to find necessary and minimal changes to an input to obtain an46

alternative outcome from a classifier [30]. An answer often comes in the form “Had values v1, ..., vm47

been v̂1, ..., v̂m and all other values remained the same, then outcome Y would have been Z.” For48

images, an answer would be a new image similar to the input but with specific features changed.49

Naturally, counterfactual examples come in various forms and might not convey the information that50

we would expect. For example, adversarial attacks, which adds imperceptible noise to inputs in order51

to change predictions [27], are of little or no relevance in terms of interpretability. As such, multiple52

additional criteria have been proposed that counterfactuals need to possess to be intuitive for humans.53

Realistic changes. To be useful for humans, counterfactual examples should look realistic [5, 24].54

The criterion has also been described as counterfactuals being likely to stem from the same data55

distribution as the training data [21, 6]. In the image domain, realistic changes can be hard to quantify.56

How do you, for example, distinguish an adversarial attack from a proper counterfactual, when the57

attack may be closer to the input in terms of, e.g., Euclidean distance? Methods for quantifying58

how realistic counterfactuals are typically rely on a form of connectedness [17, 20] or on embedding59

spaces of deep learning models [16, 9]. Although being important for consolidating the field of60

counterfactual explanations, we find experimentally that metrics have unintended behaviors when61

quantifying how realistic tiny adversarial-like changes are.62

Minimal changes. For counterfactual examples to be more useful to humans, input features need to63

change minimally for the prediction to change [30]. Associated properties are sparsity and proximity,64

which relates to changing only few features and changing features such that the counterfactual stays65

in the proximity of the input [19]. When only few features are changed, the counterfactuals are said to66

be more interpretable [30]. In high-dimensional domains like the image domain, quantifying minimal67

changes with, e.g., Euclidean distance may yield undesired results. For example, we demonstrate68

with an experiment that tiny adversarial-like changes can be deemed better (smaller) compared to69

realistic changes that naturally need to change more pixels. In turn, a method that performs well only70

on minimal changes may be producing unrealistic adversarial-like counterfactuals that are of little or71

no value. For a good performance on minimal changes to be meaningful, a method must thus also72

perform well on metrics quantifying how realistic the counterfactuals look.73

Additional properties. In an interactive setting, computational efficiency is important [29, 16, 10].74

If computations are too slow, interactions with a system will be poor. Although computation time is75

important, we do not study it here, as it does not quantify the quality of the counterfactuals. It is also76

important that humans can use the generated counterfactuals. Consequently, multiple works have77

done human studies of their methods [7, 5, 25]. Such tests are typically domain specific and thus78

prohibit a generalized test. Therefor, we do not include them for further evaluation here.79

3 Evaluating Counterfactuals Quantitatively80

In this section, we present those quantitative metrics which have been applied to images in at least81

two publications and analyze their applicability in terms of how they measure changes. To mitigate82

an observed issue with tiny adversarial-like changes, we additionally propose two new metrics. We83

find that each metric reflects specific aspects of counterfactual quality and need to be reported in84

combination with other metrics to avoid isolated drawbacks of the metrics.85

2
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3.1 Existing Metrics86

Simple distance metrics. A natural first approach to measuring changes between inputs and87

counterfactuals is to use metrics like L1 and L2-norms even though such norms are known to work88

poorly on high-dimensional data like images [11]. We include those metrics because they are present89

in objective functions for gradient based counterfactual methods [30, 5, 16] and are in turn a natural90

first choice for measuring minimal changes. In our experiments, we include a hybrid metric denoted91

the elastic net distance (EN), which is defined as EN(x, c) = ‖x− c‖1 + ‖x− c‖2, where x is the92

input and c is the counterfactual. We use this metric because it combines the L1 and the L2-norm.93

Target-class validity. The Target Class Validity (TCV) [17] quantifies the percentage of the gener-94

ated counterfactuals that are predicted to be of the target class by the classifier under consideration:95

96

TCV =
1

|X|
∑
x∈X

1[f(x)6=f(cf(x))]. (1)

In Equation (1), 1[·] is the indicator function, X is the test set, f is the predictive function, and cf(·)97

is the function that generates the counterfactual examples.98

The score quantifies how effective a method is in creating counterfactual examples that successfully99

change the class. It does not quantify the quality of the counterfactuals in terms of neither minimal nor100

realistic changes. In turn, it should be reported along with other metrics quantifying those properties.101

IM1. [16] introduces the IM1 score, which employs auto-encoders to approximate how well102

counterfactual examples follow the training data distribution. The score shows the ratio between how103

well the counterfactual example c of target class q can be reconstructed by an auto-encoder trained on104

data from the target class AEq and an auto-encoder AEp trained on the data of the input class p:105

IM1 (c) =
‖c−AEq(c)‖22
‖c−AEp(c)‖22 + ε

. (2)

A lower value means that c follows the distribution of the class q better than that of class p [16].106

As argued in the previous section, it is important to measure how well counterfactual examples follow107

the distribution of the training data. The IM1 score is a valuable tool for assessing such property. As108

the score is quantitative, it also allows comparing different methods across publications. Furthermore,109

the score is somewhat established as a metric, as multiple papers report the score [16, 17, 24].110

The IM1 score can, however, be deceiving. We find experimentally that methods which make tiny111

changes to the input can get an undesired good score, presumably because tiny changes yields almost112

no error even if the changes are not preserved by the auto-encoders. Some classes may also be easier113

to reconstruct than others, resulting in skewed scores for different target classes. One target class may114

simply yield a lower numerator in Equation (2) than another target class, just because one is easier to115

reconstruct than the other. Finally, we know of no publicly available pre-trained auto-encoders for116

computing the score. When new auto-encoders need to be trained for each publication, results may117

not be comparable across publications. Through experiments, we demonstrate the issue by showing118

how, e.g., differences in normalization yield incomparable scores.119

IM2. The IM2 score is also introduced in [16]. It utilizes the discrepancy between reconstructions120

made by a class specific auto-encoder AEq and an auto-encoder trained on the entire training set AE:121

122

IM2 (c) =
‖AEq (c)−AE (c)‖22

‖c‖1 + ε
. (3)

According to the authors, a low value of IM2 indicates an interpretable counterfactual because the123

counterfactual follows the distribution of the target class as well as the distribution of the whole124

data set. The applicability of the score is however debatable. Schut et al. [24] demonstrate that the125

IM2 score fails to identify out-of-sample images. Mahajan et al. [17] also argue that both IM1 and126

IM2 are better reported by displaying both the denominator and numerator of each score. For both127

IM1 and IM2, we further find experimentally that when the complexity of the dataset increases, the128

computed scores get close to statistically insignificant amongst three different counterfactual methods.129

In turn, the two metrics may be best suited for datasets of lower complexity.130

3
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Fréchet Inception Distance. The Fréchet Inception Distance (FID) is a metric used for evaluating131

generative models [9]. The metric compares how similar two datasets are by comparing statistics132

of embeddings from the Inception V3 network [28]. For counterfactuals, the score has been used to133

evaluate how well counterfactuals align with the original dataset [23, 25]. FID is defined from mean134

Inception embeddings µ1 and µ2, and covariance matrices Σ1 and Σ2 of the test set and associated135

counterfactuals, respectively:136

FID = ‖µ1 − µ2‖22 + tr[Σ1 + Σ2]− 2tr
[√

Σ1Σ2

]
. (4)

In this work, we consider images that are smaller (64×64 pixels) compared to inputs of the Inception137

V3 model (299× 299 pixels). Consequently, we compute the score for a different network. We use138

embeddings from the last hidden layer of a convolutional neural network, which is identical to the139

model being explained by the counterfactual methods. The last hidden layer has 256 output neurons,140

so we denote the score FID256, to avoid any misconceptions. Although the score depends on the141

embedding network, we believe that our results will extend to the Inception V3 network.142

The score is a good fit for evaluating whether generated counterfactuals follow the distribution of the143

training data, as it is currently the standard metric for evaluating generative models. It does, however,144

not take into account the relation between each specific input and its associated output. As such, the145

metric could, e.g., be “fooled” by a high performing generative model producing realistic samples146

independent of the inputs. Consequently, the metric should be reported in combination with another147

metric which evaluates the validity of each counterfactual. We also find in experiments that methods148

generating tiny changes to the input may be deemed of high quality; maybe because the tiny changes149

are either filtered out by the embedding network or do not affect summarizing statistics of the score.150

3.2 New Proposed Metrics.151

Through experiments, we find that tiny changes similar to adversarial attacks often yield undesirable152

good scores. To mitigate this issue, we introduce two new metrics. Both metrics rely on the assumption153

that tiny adversarial-like counterfactuals are very model specific [15]. Under this assumption,154

evaluating counterfactuals on other classifiers should be less susceptible to tiny changes and more155

effective if the changes are semantically correct.156

Label Variation Score. For datasets where each data point is associated with multiple class labels,157

individual classifiers for each class label can give insights into how each class is affected by a158

counterfactual change. Naturally, the class targeted by the counterfactual should be affected, while159

unrelated classes should not. At a high level, we use individual classifiers for each class label as a160

proxy for how much the concept related to the given class has changed in the counterfactual image.161

We propose the Label Variation Score (LVS) to monitor predicted outcomes over different class162

labels. LVS computes average Jensen Shannon (JS) divergences, denoted djs, between predictions on163

inputs and counterfactuals. Let ol be an “oracle” trained on the class label l, which outputs a discrete164

probability distribution over the labels. then, LVS is defined as165

lvsl =
1

|x|
∑
x∈x

djs [ol(x)||ol(cf(x))] . (5)

As the score is based on individual classifiers for each class label, the score should be affected less166

by adversarial attacks. Intuitively, non-related labels should not be affected by counterfactuals and167

thus have a low LVS, while labels that correlate with the counterfactual label may co-vary and get168

a higher LVS. For example, if an image of a face without makeup is changed to one with makeup,169

the face in the counterfactual should be predicted to smile as much as before, but the prediction of170

“wearing lipstick” may follow the prediction of “wearing makeup” as lipstick is a subset of makeup.171

LVS yields a rich picture of which features are changed by the counterfactuals, and it allows human172

judgement of which features are allowed to be changed, as with the makeup and lipstick example.173

Using the score, it becomes easier for humans to detect biases in the predictive model by identifying174

features that are changed unintendedly. On the contrary, LVS has the drawback that it needs multiple175

class labels to be applicable. Also, attributes that are not labeled will not be possible to monitor. In176

our experiments, LVS yields scores that align well with human interpretation on two different datasets.177

We further verify the underlying hypothesis described above by finding that more realistically looking178

counterfactuals get better scores than, e.g., examples with tiny adversarial-like changes.179
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The oracle score. For datasets where LVS is not applicable, we propose to use a simpler metric180

which is based on training an additional classifier – the oracle – that is used to classify the counterfac-181

tuals examples. The score is the percentage of counterfactuals C that are classified to the target class182

by both the classifier being explained f and the oracle o:183

Oracle =
1

|C|
∑
c∈C

1[f(c)=o(c)]. (6)

The score is similar to TCV, but it is intended to avoid giving good scores to tiny adversarial-like184

changes. The oracle score depends on the additional oracle, which could tell more about the oracle185

than the predictive model itself. For example, it may be that adversarial attacks working on f also work186

on o, which would wrongly yield a good score for such attacks. However, we find experimentally that187

the score gives better scores for realistic counterfactual examples than tiny adversarial-like changes.188

4 Experiments189

In this section, we study the above described metrics for different types of counterfactual methods to190

characterize what properties different metrics capture. We demonstrate through multiple experiments191

that no metric can express all desirable properties, and thus they should be used in combination.192

Methods. Throughout the experimental section, we compare three different methods for producing193

counterfactual explanations. The methods were chosen to represent a spectrum of methods ranging194

from gradient based methods producing sparse but less realistic changes in one extreme to methods195

based on generative models generating more realistic but larger changes in the other extreme.196

In one end of the spectrum, Wachter et al. [30] present a gradient based method (denoted GB).197

Counterfactuals are generated through gradient descent on the input to minimize a loss-function198

comprising an L1-norm “distance” term which encourages minimal and sparse changes and a squared199

“prediction” loss on the predicted label, which encourages valid counterfactual examples.1 Another200

method that lies in this end of the spectrum is [6] which follows a similar loss-function as [30], but201

with a more complex distance function. It should be mentioned that both methods were originally202

introduced for tabular data. We here study it in the image domain as a simple method that produce203

counterfactuals with minimal changes that are looking less realistic.204

At the other end of the spectrum, we include the method proposed by Hvilshøj et al. [10] as205

a representative for methods based on generative models (denoted GEN). The method is based206

on conditional invertible neural networks (INNs) which are generative models that can also do207

classification [2]. Counterfactual embeddings are found by correcting embeddings of inputs such208

that the predicted class provably change. Counterfactual examples are successively generated by209

inverting the embeddings with the INN. We find the method from [10] to be the most extreme case210

in this end of the spectrum, compared to, e.g., [23, 25], because it uses the same neural network211

for both predictions and for generating counterfactuals. In contrast, [23] and [25] train surrogate212

generative models, which are used for sampling counterfactuals. We study the method as a more213

complex method which produces more realistic counterfactuals but with larger amounts of change.214

At the middle of the spectrum, methods use gradients to compute counterfactuals similar [30],215

but where gradient optimizations are guided by derivatives of generative models or other more216

sophisticated loss terms to enhance the quality of the counterfactuals [5, 16]. In our experiments, we217

use the method proposed by Looveren and Klaise [16] as representative (denoted GL). The method218

uses embeddings from an auto-encoder to optimize a class-prototype loss. Such method should219

produce counterfactuals where both the visual quality and the amount of changes is in between220

GB and GEN. However, we find that in most cases, the visual quality is on par with GB in practice.221

Experimental details. The methods from [30] and [16] were implemented using the alibi frame-222

work,2 and [10] was adopted from the official code.3 The former two methods are used to identify223

counterfactuals for the same “vanilla” convolutional neural network, identical to the one described in224

1We do not normalize each feature by the median absolute deviation, as images have identical value ranges.
2https://docs.seldon.io/projects/alibi (v.0.5.9), default parameters. Apache License 2.0.
3https://github.com/fhvilshoj/ECINN, default parameters. MIT license.
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(a) Counterfactual examples with target class q = 0.
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Figure 1: Experimental results for the FakeMNIST dataset [10].

[16]. The latter method is based on a conditional INN as predictive model, identical to that of [10].225

In turn, the presented results may be contributed to differences in architectures and not methods as226

such. However, the goal of the experiments is not to identify a superior method, but to demonstrate227

properties of metrics for evaluating counterfactual explanations on images. We note that the method228

from [10] generates counterfactuals for all classes different from the input class, so throughout229

experiments, we choose one target class uniformly at random for each input. Additional experimental230

details on, e.g., hyperparameters for training are provided in the supplementary material.231

Throughout the experiments, we report mean scores over the entire test set and 95% confidence232

intervals in parentheses. Except from TCV, we report scores only on valid counterfactual examples233

from the test sets, i.e., we do not include counterfactuals that did not change the predicted class.234

4.1 FakeMNIST235

[10] propose FakeMNIST; an artificial dataset which dictates the relationship between pixels and236

labels. To generate the dataset, MNIST images [14] are shuffled and assigned new random labels. The237

top-left 10× 1 pixels are colored according to the new labels, see first row of Figure 1a. The digits238

present in the images are independent of the labels while only the top-left pixels are label-dependent.239

The dataset can be used to test whether counterfactual methods change only class-related features.240

There are, however, no metrics associated with the dataset. We apply the LVS to further the evaluation241

protocol for the dataset and test if LVS detects methods that change label-independent features.242

Column 1 of Figure 1a displays four samples from the FakeMNIST test set. Smaller rectangles243

magnify the top-left 10× 2 pixels for increased readability. The first column displays inputs with244

labels 7, 8, 6, and 6, respectively (cf. labels or top-left dot locations). The following three columns are245

counterfactuals with target class q = 0, generated by the three representative methods. In Figure 1b,246

we show LVS for both the FakeMNIST labels and on the original MNIST labels. As intended, the247

LVS finds that GEN most successfully produces counterfactuals that change the predicted class248

(high LVS on FakeMNIST) and leaves the digit related pixels untouched (zero LVS on MNIST).249

Furthermore, the LVS reveals that both GB and GL produces less effective counterfactuals, as their250

LVS on FakeMNIST are lower. Through the high LVS on MNIST, the metric also finds that the two251

methods wrongly alters digit related pixels when generating counterfactuals.252

In Table 3 in the supplementary material, we include scores of all other metrics described in Section 3.253

All the scores behave as expected and quantify differences between the methods properly. In254

conclusion, we find that for this simple dataset, qualitative observations and quantitative evaluations255

are well aligned in general. In turn, we argue that to provide a complete picture of performance, new256

methods can provide all the presented scores for the FakeMNIST dataset.257

4.2 Normalization258

Most metrics presented in this paper depend on data normalization or pretrained models. The depen-259

dence makes reporting both data normalization and model specifications crucial for reproducibility.260
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Table 1: Scores on MNIST for counterfactuals with different normalizations.
Method EN IM1 100 · IM2 FID256 Oracle

[−0.5; 0.5] normalization

GB 16.07 (0.18) 0.99 (0.00) 0.55 (0.01) 50.23 73.38% (0.87)
GL 42.76 (0.31) 0.99 (0.00) 0.53 (0.00) 308.43 37.71% (0.95)
GEN 99.17 (0.58) 0.88 (0.00) 0.17 (0.00) 90.73 93.13% (0.50)

[0; 1] normalization

GB 16.07 (0.18) 1.06 (0.00) 2.46 (0.02) 24.92 48.25% (0.98)
GL 42.76 (0.31) 1.04 (0.00) 1.94 (0.01) 173.82 38.53% (0.95)
GEN 99.17 (0.58) 0.89 (0.00) 1.47 (0.01) 37.89 91.92% (0.53)

We demonstrate the normalization issue with a practical example where we apply the metrics to261

the same counterfactuals but with different normalization. The metrics have been adjusted to each262

normalization, i.e., new models were trained to operate on the particular normalization.263

In Table 1, we report mean scores for both a [−0.5, 0.5] and a [0, 1] normalization. By comparing the264

numbers between normalizations, we see that the best performing method for each metric is the same,265

independent of the normalization. In Figure 6 in the supplementary material, we even find this result266

to be statistically significant across 10 independently initialized models. It should be noted that the267

EN score is invariant to data shifts and scales linearly with the normalization range (cf. Table 1).268

As the table indicates, there is, however, an issue. Had the IM2 metric been used to compare GL with269

a [−0.5, 0.5] normalization against GEN with a [0, 1] normalization, the conclusion would have been270

wrong, as GL would be deemed better than GEN. Although this issue may seem obvious, it occurs271

in literature. If one compares reported IM2 scores between [16] and [17], the difference is about an272

order of magnitude. [16] use normalization range [−0.5, 0.5], while [17] use [0, 1]. We believe that273

the normalization differences contribute to explaining the difference between the reported scores. In274

turn, we propose to establish a common set of models with a fixed normalization range to be used for275

every evaluation, such that comparison across publications becomes possible. Upon publication, we276

will release our code to allow other researchers to easily evaluate their counterfactual methods.277

4.3 Inspecting Scores278

To get a deeper insight into how different metrics behave, we have identified pairs of inputs and279

counterfactuals for which there are unintended differences in scores. We find that in some cases,280

which may be important for evaluating counterfactuals on specific datasets with specific properties,281

existing metrics can be a source of wrong conclusions when applied in isolation. Except for FID256,282

similar findings as those presented here were found for the CelebA-HQ dataset (see appendix).283

EN. For the image domain, the EN distance is known to work poorly in terms of quantifying small284

interpretable changes [11]. For completeness, we demonstrate the issue in Figure 2a which shows a285

seven to the left and two counterfactuals with target class q = 9 (center and right). The EN distance286

is displayed above the two counterfactuals. Arguably, the center image looks most like a seven and287

the right image looks like a nine. However, according to the EN distance, the center image is an288

order of magnitude better than the right. The example illustrates how tiny adversarial attacks may be289

deemed better than proper counterfactual examples, just because they change the input less.290

(a) EN: 3.6 42.5 (b) IM1: 0.3 0.6 (c) IM2: 0.000 0.003

Figure 2: Examples of input (left) and counterfactual pairs (good: center, bad: right).
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IM1. Figure 2b depicts a one with two counterfactuals with target class q = 7 and q = 0,291

respectively. The IM1 score is meant to quantify how realistic counterfactual examples are. Visually,292

the two counterfactual examples look similarly realistic. The center image does, however, get twice293

as good a score compared to the right, i.e., the seven was deemed to be more realistic by the score.294

Holding all else equal, this might be because more white pixels yield a larger loss. For isolated cases295

like this, the IM1 score may produce undesirable results. As observed in Table 1, the metric does,296

however, seem to work well on average when comparing methods on MNIST. As such, the IM1 score297

is best used as a summarizing statistic to compare averages of many samples across methods.298

IM2. For the IM2 score, which should yield lower values for more interpretable counterfactuals,299

Figure 2c shows how the score gives an almost completely black image a better score than an image300

of an eight digit. On the contrary, the right image with the worst score seems more interpretable from301

a human perspective. The center image is presumably scoring best because it contains close to no302

information, which is easier to reconstruct than the right image which contains more information.303

We demonstrate in the appendix that it holds more generally that the IM2 score decreases, when we304

decrease pixel values toward their minimal value. In turn, the IM2 score might wrongly give good305

scores to methods that produce less interpretable counterfactuals by removing information from the306

inputs. To account for such drawback, also reporting, e.g., the oracle score, will make it harder to get307

good scores on both at once. A high score on both metrics at once is thus preferred.308

GB

FID256: 28.37

GL

FID256: 80.00

GEN

FID256: 209.32

Figure 3: Counterfactu-
als on MNIST.

FID256. For FID256, which quantifies the population wide similarity of309

sets of embedded images, it is not possible to identify single extreme sam-310

ples. Instead, we observe how well FID256 distinguishes realistic and311

unrealistic samples. Figure 3 shows counterfactual examples and the test-312

set-wide FID256 scores. For a human observer, both GB and GL does a313

poor job in generating realistic changes. It is, e.g., harder for humans to314

identify the target class for the two methods. FID256 does not identify real-315

istically looking samples in this particular case, as it yields better scores for316

both GB and GL. Interestingly, we find in the next section that FID256 suc-317

cessfully identifies the more realistically looking counterfactuals for the318

more complex CelebA-HQ dataset. To deal with the identified issue, we319

argue that the FID256 score should be reported together with the LVS or320

the Oracle score, which are less vulnerable to tiny adversarial-like changes.321

If both the FID256 and the LVS scores are good, then the quality of the322

counterfactuals is more likely to be high.323

In conclusion, we find that in isolated cases, the metrics may be deceiving.324

We argue that the metrics should be reported jointly to account for each325

other’s drawbacks. For example, if a method gets a low IM2 score indicat-326

ing interpretable counterfactuals, a low FID256 score indicating realistic327

counterfactuals, and a high oracle score indicating that the counterfactuals328

generalize, it is a strong indicator that it is a good method.329

4.4 Complex data330

In this section, we scale our experiments to the more complex dataset, CelebA-HQ [12]. The goal is331

to evaluate how the studied metrics work in a more complex setting.332

CelebA-HQ is a dataset of faces, where each sample is associated with 40 binary class labels. Figure 4333

presents four different inputs in the first column. The first two have a positive makeup label and the334

last two have a negative label. The following three columns represent counterfactual examples of the335

opposite label value. Qualitatively, we find the three compared methods to produce counterfactual336

examples with similar properties as for FakeMNIST and MNIST. On the contrary, when we consider337

Table 2, we find that for some metrics the quantitative results vary from the previous experiments.338

Specifically, we see that the IM1 and IM2 scores fail to distinguish good from bad counterfactuals,339

as the scores yield almost the same value for all three methods. We also observe that the FID256,340

in contrast to the previous experiment, successfully distinguishes the realistic from the unrealistic341

counterfactuals by giving GEN the lowest (best) score and GL the highest. In turn, for this more342

complex dataset, FID256 is not as vulnerable to tiny adversarial like attacks. For completeness, we343

also mention that the Oracle score and the EN metric behave as expected. That is, the oracle score344
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Table 2: CelebA-HQ scores

Method TCV EN IM1 100·IM2 FID256 Oracle

GB 96.07% (0.72) 147.04 ( 2.04) 0.98 (0.00) 0.47 (0.01) 205.59 82.82% (1.42)
GL 81.09% (1.44) 344.02 (18.13) 0.99 (0.00) 0.52 (0.01) 484.08 32.84% (1.92)
GEN 99.26% (0.32) 684.26 (11.86) 1.03 (0.00) 0.53 (0.01) 98.35 89.91% (1.11)

successfully identify the generative based method to most properly change the predicted class by the345

oracle, while the two other methods are found to be less successful. TheEN metric correctly identifies346

the smallest changes, but the score is of little interest in the present comparison, as adversarial-like347

changes is still favored by the metric. In a comparison of two methods which do not produce such348

tiny changes, the metric might, however, be valuable to quantify how much each method changes.349

Input GB GL GEN

M
a
k
eu

p
→
¬M

a
k
eu

p
¬M

a
k
eu

p
→

M
a
k
eu

p

Figure 4: Counterfactuals for CelebA-HQ.

350

To also evaluate LVS on the more complex351

dataset, we have computed the score for the352

counterfactual label (smile versus no smile) and353

four other labels. We chose the labels “lipstick”354

and “attractive” which should correlate more355

with the makeup label than the other two la-356

bels, “high cheekbones” and “smiling.” Also on357

this dataset, LVS successfully avoids giving the358

best stores for the tiny adversarial-like changes359

and favors more realistic changes. Specifically,360

LVS identifies that GEN has a larger effect (high361

LVS) for the related makeup, attractiveness, and362

lipstick labels, while having similar low effect363

(low LVS) on the less related labels high cheek-364

bones and smiling. LVS also successfully identi-365

fies how the changes made by, e.g., GL has less366

effect on all the labels, which indicates that the367

counterfactuals are highly model specific and368

behave more like adversarial examples.369

Makeup

High Cheekb.

Attra
ctive

Lipstick Smiling
0.0

0.2

0.4 GB

GL

GEN

Figure 5: LVS for CelebA-HQ. Black vertical bars
indicate 95% confidence intervals.

In summary, we find that for the more com-370

plex CelebA-HQ dataset, both the IM1 and the371

IM2 scores are less useful, while combining372

FID256 with the LVS yields a trustworthy quan-373

titative evaluation of how realistic and valid374

the counterfactuals are, respectively. Minimal375

changes are still hard to quantify, but with two376

methods that perform on par on FID256 and377

LVS, the EN distance may be applicable as to378

judge how much each method changes.379

5 Conclusion380

Through an analysis and experimental evaluations, we find that each quantitative metrics for evaluating381

visual counterfactual examples captures only some desired properties of good counterfactual examples.382

On the sufficiently simple dataset FakeMNIST, we found that all metrics considered behaves as383

expected. However, on the more complex datasets like MNIST and CelebA-HQ, behaviors deviate384

more from the intended. One particular issue is that visually unrealistic and tiny adversarial-like385

counterfactuals are very model specific and are often unintendedly deemed to be good by the metrics.386

To overcome this issue, we present the Label Variation Score and the oracle score, which are both387

based on surrogate predictive models that are less vulnerable to such tiny changes. To make a proper388

quantitative evaluation of visual counterfactual examples, we conclude that capturing all the desired389

properties is best done by reporting metrics concerning both realistic changes and validity together.390
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6 Limitations and Broader Impact391

By analyses and experimental evaluations of quantitative metrics for evaluating counterfactual392

examples, this work contributes to improve scientific progress within counterfactual examples. As393

such, the work contributes to better understanding what can and can not be expected of different394

quantitative metrics. Such understanding will arguably yield better evaluations of counterfactuals and395

consequently improve the performance of methods for generating counterfactual examples. As such,396

we do not see any direct social impacts of this work. Indirectly, improving counterfactual examples397

can potentially enable attackers to fool automated machine learning systems by creating realistically398

looking adversarial examples, which yield desired outcomes.399

We also recognize the limitations of our work. First, by limiting our evaluation to metrics that have400

been published at least twice, we have not done a complete evaluation of all existing metrics for401

evaluating counterfactual examples. In turn, there may be other metrics which better capture desired402

properties of counterfactual examples. Second, to limit the scope, we have chosen three representative403

counterfactual methods which represents specific properties in counterfactuals. As such, there may404

be other properties of counterfactual examples, that we have not evaluated and consequently do not405

know whether they effect metrics. Finally, due to a large spread in datasets used across publications,406

we have restricted our evaluation to three datasets of increasing complexity. From our work, it is not407

clear how our results extend to other datasets.408
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Table 3: Test set wide mean (95% confidence intervals) on the FakeMNIST dataset. Best scores are
reported in bold.

Method TCV EN IM1 100·IM2 FID256 Oracle

GB 68.11% (0.91) 11.60 (0.49) 1.22 (0.01) 0.49 (0.01) 252.5 88.31% (0.76)
GL 84.07% (0.72) 47.38 (0.90) 1.03 (0.00) 1.23 (0.03) 309.95 55.51% (1.06)
GEN 100.00% (0.00) 6.81 (0.04) 0.68 (0.00) 0.21 (0.00) 0.12 99.98% (0.03)

A Additional Experimental Results486

A.1 FakeMNIST487

In addition to the LVS, we also ran all other metrics on the FakeMNIST dataset. Table 3 presents all488

the scores. We find that all included scores behave as expected. Specifically, we expect the IM1 and489

IM2scores to identify that counterfactuals generated by GEN are the most realistic, as they change490

only the top left pixels, which should be easier to capture by the auto-encoders compared to the more491

scattered changes by both GB and GL. As only changing the top left pixels should produce a little492

difference in terms of the EN distance, we would also expect GEN to get the lowest score, which is493

also the case in Table 3. A similar argument also works for the FID256. The FID256 should capture494

that the most realistic samples are those where only the top-left pixels are changed, which is also the495

case.496

The TCVis not based on the perceptual quality of the counterfactuals, but on how effective each497

method is in changing the predicted class on the given classifier. We see from Table 3 that GEN is the498

most effective, which aligns well with the rest of our experiments. Finally, we see that the oracle499

score, which indicates whether the counterfactual examples also generalize to another classifier, also500

identifies how counterfactuals from GEN generalize better than those of GB and GL.501

A.2 MNIST502

To evaluate how sensitive the model based scores IM1, IM2, and the oracle score are to initialization503

of models, we trained ten individual classifiers with different random initializations for the MNIST504

dataset and computed the mean scores along with 95% confidence intervals. In Figure 6, we display505

the results, where bars represent mean values and horizontal black lined indicate confidence intervals.506

From the figure, we see that all three scores have statistically significant differences on the 95% level.507

It should be mentioned, that we test ten identical model architectures. In turn, the experiment does508

not reveal any information on whether results are also robust across different model architectures.509

A.3 Inspecting Scores on CelebA-HQ510

Similar to how we inspected scores on the MNIST dataset in Section 4.3, we have also considered511

similar input and counterfactual pairs for the more compled CelebA-HQ dataset. Results are shown512

GB GL GEN

0.8

0.9

1.0

1.1

IM1

GB GL GEN
0.004

0.006

0.008

0.010

100 · IM2

GB GL GEN

0.4

0.6

0.8

1.0

Oracle

Figure 6: Mean scores on MNIST with 95% confidence intervals for ten trials with ten randomly
initialized evaluation models.

12



Paper 4: On Quantitative Evaluations of Counterfactuals

Page 13 / 14

(a) Counterfactuals examples for random CelebA-HQ sample.

Input GB GL GEN

(b) Scores for counterfactuals in Figure 7.

Method EN IM1 100·IM2

GB 100.70 1.00 0.25
GL 787.69 1.00 0.47
GEN 569.36 1.12 0.22

Figure 7: An example of the behavior of the three scores EN , IM1, and IM2on counterfactuals
adding makeup to a face.

Table 4: Training configurations for convolutional classifiers used throughout the paper. FakeM-
NIST and MNIST classifiers were trained in an identical manner, thus (Fake)MNIST means both
FakeMNIST and MNIST. † ADAM [13] was used with Keras default parameters: β1 = 0.9, β2 =
0.999, ε = 10−7.

Configuration (Fake)MNIST classifier (Fake)MNIST oracle CelebA

Learning rate 10−3 10−3 10−3

Optimizer ADAM† ADAM† ADAM†
Batch size 64 128 64
epochs 10 10 100

in Figure 7a, which shows a random sample from the dataset along with the counterfactuals generated513

by the three counterfactual methods used in this work. Table 7b shows the related scores. Figure 7514

confirms the observations mentioned in Section 4.3, but also observations from our other experiment515

on CelebA-HQ (Section 4.4). Specifically, we see that EN finds the tiny adversarial-like changes516

from GB to be the best, which does not align with what a human observer would deem a good517

counterfactual example. As found in Section 4.4, IM1fail to distinguish counterfactuals from GB and518

GL. Finally, the IM2 score yields similar scores for GB and GEN, is also in contradiction to the519

human observations, as the sample form GENseems more interpretable.520

B Experimental Details521

In this section, we list all the relevant training details for the models used in this paper. We note522

that we also supply code at https://github.com/fhvilshoj/EvaluatingCounterfactuals,523

which also contains all counterfactual examples used throughout the experiments, the code used for524

evaluation, and all the models used.525

Convolutional Neural Networks. GB and GL both generate counterfactual examples for convo-526

lutaional neural networks with the model architecture described in Looveren and Klaise [16]. For527

simplicity, we used the same model architecture for classifiers used with the oracle score, but with a528

different random initialization. Unless explicitly stated differently in the main paper, all data was529

normalized to a [−0.5; 0.5] range. All convolutional neural networks were trained with categorical530

cross-entropy. Remaining configurations for the convolutaional neural networks are stated in Table 4.531

Auto-encoders. The auto-encoders used for generating counterfactuals for GL ([16]) and for532

computing IM1 and IM2 scores had the same architecture as described by Looveren and Klaise533

[16]. We use independently initialized auto-encoders for computing and evaluating counterfactuals,534

respectively. The models were trained with mean squared error loss and remaining configurations535

presented in Table 5.536

Conditional INNs. The conditional INNs used in this paper used exactly the architectures and the537

loss function described in [2]. We use β = 1.4265 for FakeMNIST and MNIST and β = 1.0 for538

CelebA, which was found to work well in [10]. We only present the “convincing” counterfactuals539

from [10] with the α1-value suggested in the paper. For both the FakeMNIST and MNIST datasets,540

we use the smaller architecture in [2] and for the CelebA dataset, we use the deeper architecture541
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Table 5: Training configurations for auto-encoders used throughout the paper. FakeMNIST and
MNIST models were trained in an identical manner, thus (Fake)MNIST means both FakeMNIST and
MNIST. † Adam was used with Keras default parameters: β1 = 0.9, β2 = 0.999, ε = 10−7.

Configuration (Fake)MNIST oracle CelebA

Learning rate 10−3 10−3

Optimizer Adam† Adam†
Batch size 128 64
epochs 50 50

presented for the CIFAR10 dataset in [2]. Additional configurations are presented in Table 6. We542

note that a full model specification and parameter configuration is also available in the public code543

repository.544

Table 6: Training configurations for auto-encoders used throughout the paper. All configurations are
identical to those of [10]. Stochastic Gradient Descent is abbreviated SGD below.

Configuration (Fake)MNIST oracle CelebA

β 1.4265 1.0
Learning rate 0.07 5 · 10−5

Optimizer SGD ADAM
Optimizer parameters Momentum 0.9 β1 = 0.95, β2 = 0.99
Batch size 128 32
epochs 60 800
Scheduler 10−1 milestone 10−1 milestone
Milestones 50 200, 400, 600
Dequantization Uniform Uniform
Noise amplitude 10−2 10−2

Label smoothing 10−2 0
Gradient norm clipping 8.0 2.0
Weight decay 10−4 10−4
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