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S U M M A R Y
A surface nuclear magnetic resonance (NMR) forward model based on the full-Bloch equation
improves the accuracy of the forward response given an arbitrary excitation pulse and a
wider range of relaxation conditions. However, the full-Bloch solution imposes a significant
slowdown in inversion times compared to the traditional forward model. We present a fast-
mapping approach capable of dramatic increases in inversion speeds with minimal sacrifices
in forward response accuracy. We show that the look-up tables used to calculate the transverse
magnetization and the full surface NMR forward response are smoothly varying functions
of the underlying T2∗ and T2 values. We exploit this smoothness to form a polynomial
representation of the look-up tables and surface NMR forward responses, where a fast-mapping
approximation of each are reduced to a simple matrix multiplication. Accurate approximations
with less than 1 per cent error can be produced using 21 coefficient representations of the
look-up tables for each B1 value and for the signal expected from a particular depth layer
for a particular pulse moment. In essence, the proposed fast-mapping approach front-loads
all expensive calculations and stores the results in a compressed form as a coefficient matrix
containing less than a half a million elements. This allows all subsequent inversions to be
performed at greatly improved speeds.

Key words: Hydrogeophysics; Electromagnetic theory; Numerical approximations and anal-
ysis.

I N T RO D U C T I O N

Surface nuclear magnetic resonance (NMR) is a non-invasive geo-
physical technique providing direct sensitivity to water content
(Legchenko et al. 2002) and the ability to gain insight into sub-
surface pore-sizes/permeability (Schriov et al. 1991). Traditional
surface NMR surveys involve a data collection scheme that mea-
sures a data cube consisting of a suite of free-induction decay (FID)
measurements, each collected using an excitation pulse of varying
peak current amplitude (Legchenko & Valla 2002; Hertrich 2008).
The intention being that each FID contains signals of differing (even
if partially overlapping) spatial origin, thus allowing an inversion
framework to be used to estimate the spatial variability of subsur-
face water content and of NMR relaxation times—which provide the
basis for links to pore-size and permeability (Mohnke & Yaramanci
2008).

Multiple inversion frameworks have been used in surface NMR.
Early inversion protocols produced water content depth profiles us-
ing the initial amplitudes of measured FID signals (Legchenko &
Shushakov 1998). More recent schemes allow depth profiles of the
relaxation times to be estimated in addition to water contents, ei-
ther through a time-step inversion protocol (Mohnke & Yaramanci

2005) or a QT-inversion framework (Mueller-Petke & Yaramanci
2010; Behroozmand et al. 2012a) that inverts the full data cube
consisting of all FIDs measured at all times simultaneously. Alter-
native approaches invert FID data in the frequency-domain (Irons
& Li 2014) or in a voltage–time data space (submitted). Extension
to 2-D and 3-D inversions has also been previously demonstrated
(Girard et al. 2007; Hertrich et al. 2009; Chevalier et al. 2014). In
each of these cases, the surface NMR forward model can be lin-
earized such that the forward response can be simplified to a matrix
multiplication, where the data d can be estimated via the multiplica-
tion of a kernel matrix K and a model vector m. The kernel matrix
contains information about the survey geometry, NMR physics, re-
ceive sensitivity and effects of a conductive subsurface (Weichman
et al. 2000). The model vector contains weightings related to local
water content, relaxation times and measurement timing.

Typical surface NMR FID inversions estimate the water content
and effective relaxation time T2∗, neither of which directly enters
calculation of the kernel matrix. In this scenario the inversion in-
volves a single kernel calculation that can be repeatedly used to
forward model data for variable water content and T2∗ scenarios
as well as be used to calculate the Jacobian during model updates.
This linearization greatly enhances inversion speeds. However, if
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the inversion aims to constrain electrical conductivity (Legchenko
et al. 2009; Behroozmand et al. 2012b) or alternative relaxation
times, linearization may no longer be possible (Müller-Petke et al.
2013). If the kernel matrix becomes dependent on the estimated
inversion parameters, the kernel matrix must be updated each itera-
tion and in certain cases calculation of the Jacobian will also require
further forward calls (e.g. when estimating sensitivity to changes in
relaxation times).

One scenario requiring the kernel matrix to be recalculated each
iteration is if the inversion employs a surface NMR forward model
that involves calculation of the transverse magnetization using the
full-Bloch equation (Grombacher et al. 2019). This approach dif-
fers from previous surface NMR forward models that calculated
the transverse magnetization without the influence of relaxation ef-
fects, and often employ an analytic expression for the transverse
magnetization. The full-Bloch scheme involves the use of a kernel
that depends on parameters estimated during the inversion—T2∗
and T2 in this scenario, both of which affect the estimated trans-
verse magnetization. As a result, the kernel must be recalculated
each iteration using the current estimates of T2∗ and T2. A desire
to employ a full-Bloch solution stems from its improved ability
to appropriately weight relaxation during pulse effects for an ar-
bitrary pulse waveform, local magnetic field strengths, and relax-
ation times (Grombacher et al. 2017). This approach also permits
a parametrization that allows the relaxation time T2 to be estimated
from the traditional FID data cube (Grombacher & Auken 2018).
However, a trade-off exists where these benefits come at the expense
of a nonlinear inversion framework that significantly increases in-
version times.

In the full-Bloch approach, the time required to calculate a for-
ward response is predominantly controlled by two steps. The first
step is the calculation of the look-up table used to estimate the
transverse magnetization at each location in the subsurface—a pro-
cedure involving solution of the Bloch equation given the full range
of plausible B1 amplitudes and the local T2∗ and T2 values. A look-
up table is formed once for each depth layer in the inversion (as
each depth layer is given a distinct T2∗ and T2 value). Therefore, an
N-layer smooth inversion using the full-Bloch approach requires N
transverse magnetization look-up tables to be formed during a sin-
gle forward solution. Similarly, calculation of the Jacobian requires
further look-up tables to be formed each time the sensitivity of the
data to a particular T2∗ or T2 parameter is required. The second step
is calculation of the 3-D kernel, which estimates the potential con-
tribution of each location in the subsurface to the observed signal.
This step requires calculation of the applied magnetic field, which
is used to calculate local magnetic field strengths during excitation
as well as the receive sensitivity, and calculation of the local trans-
verse magnetization using the look-up table. Once the 3-D kernel
is formed, lateral integration is used to collapse the kernel to 1-D,
that is, variation with depth for the scenario where depth-profiles
are to be estimated. If either/both of these steps could be calculated
at faster rates it would greatly enhance the utility of the full-Bloch
approach.

We demonstrate that a smoothness exists in the model space that
allows one to define an approximate forward mapping framework
for both the transverse magnetization look-up table and the surface
NMR forward response. This fast-mapping effectively re-linearizes
the forward model in that calculation of the transverse magnetiza-
tion look-up table and the full-forward response can be reformulated
as a matrix multiplication. The transverse magnetization look-up ta-
bles and full-forward responses are shown to be smoothly varying
functions of each layer’s T2∗ and T2. This smoothness allows us

to approximate the look-up table or forward response using poly-
nomial fits, which can be defined using a suite of look-up tables
and forward responses calculated for the full range of possible T2∗–
T2 combinations. This approach effectively front-loads expensive
computations in an initial procedure that delivers an approximate
forward mapping. Formation of the approximate forward mapping
is done once and can be reused for subsequent inversions and sen-
sitivity analyses, as long as the pulse waveform, survey geometry,
depth discretization, and conductivity structure remain unchanged
(a common set of conditions for smooth inversions employing a
fixed conductivity structure).

B A C KG RO U N D

Calculation of the transverse magnetization

A key component of the surface NMR forward model is the trans-
verse magnetization m⊥ at each location in the subsurface given
the local B1 strength, employed excitation pulse waveform, and
an initial condition of a unit magnetization at equilibrium. m⊥ is
calculated by solving the Bloch equation (Bloch 1946),

∂M

∂t
= γ M × Beff − Mx

T2
− My

T2
− Mz − M0

T1
, (1)

until the end of the pulse or the time of the first data point (at time τ ).
In eq. (1), γ is the gyromagnetic ratio of the hydrogen nuclei, M is a
3 × 1 magnetization vector containing the x-, y-, and z-components
(i.e. Mx, My and Mz) of the magnetization, where z points in the
direction of the background magnetic field B0. Beff is the effective
magnetic field responsible for perturbing the magnetization where

Beff =
⎡
⎣ B1

0
�ω/γ

⎤
⎦ . (2)

Here, B1 is the co-rotating component of the applied magnetic
field perpendicular to the B0 field (Weichman et al. 2000). �ω is
the instantaneous offset between the Larmor frequency ω0 and the
transmit frequency ωt. T2 and T1 in eq. (1) are the transverse and
longitudinal relaxation times, respectively. m⊥ is equal to My(τ ) +
iMx(τ ); that is, it is equal to a complex number where the real and
imaginary components are the y- and x-components of M at the
time τ . Note that M, B1 and �ω are all functions of time (time
dependence is not shown throughout to simplify the equations).

Traditionally, surface NMR forward models have calculated the
transverse magnetization in the no relaxation during pulse limit,
which allows one to neglect the relaxation terms (the three right-
most terms in eq. 1). This limit corresponds to the scenario where
the time τ is much shorter than the relaxation times T2 or T1. The
advantage of this limit is that the transverse magnetization can
be described by an analytic expression for certain pulse types, in
particular single-frequency pulses such as an on-resonance or off-
resonance pulse (Mansfield et al. 1979). For alternative pulse-types,
such as the adiabatic half-passage pulse (Tannús & Garwood 1997),
the transverse magnetization can no longer be described by an an-
alytic expression and must be calculated numerically. In principle,
this requires solving the Bloch equation at each location in the sub-
surface. However, this calculation can be accelerated by calculating
the transverse magnetization over the full range of B1 amplitudes
likely to be encountered in the subsurface (Grunewald et al. 2016).
This provides a look-up table of the transverse magnetization’s de-
pendence on B1 (i.e. m⊥(B1)), which can be used to calculate the
local transverse magnetization at each location in the subsurface
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Figure 1. Panels (a) and (b) illustrate the Mx and My look-up tables for
an example adiabatic half-passage pulse. Solid-black and red-dashed lines
correspond to full-Bloch solution and fast-mapping look-up tables, respec-
tively. (c) The difference between the full-Bloch and fast-mapping look-up
tables in (a) (black) and (b) (red).

using a local estimate of B1(r). In this work, the look-up table is
calculated at 2000 logarithmically spaced B1 ranging from 10−11

to 10−5 T. This discretization is chosen to ensure that the forward
response involving a look-up table transverse magnetization can
reproduce the forward response for an on- and off-resonance pulse
where an analytic description of the transverse magnetization is
available. A uniform B1 spacing in the look-up table allows one to
rapidly locate the relevant look-up table values for an arbitrary B1

value. For values of B1 not directly included in the look-up table,
the transverse magnetization can be approximated by interpolating
between neighbouring values in the look-up table. Figs 1(a) and (b)
illustrate examples of the look-up table for an example adiabatic
half-passage pulse, described by a numerically optimized modula-
tion (NOM) scheme (Uğurbil et al. 1988; Grombacher 2017). The
Mx component is small at weak B1, rises to form a peak, and then
declines in the large B1 limit. The My profile has a more complex
behaviour; My is ∼0 in the small B1 limit, rises to form a peak at
intermediate B1 (∼1e-7 T), and then begins to oscillate rapidly in
the large B1 limit. This oscillation is not a modelling artefact, but
rather a consequence that in the large B1 limit the pulse approxi-
mates on-resonance behaviour where large induced flip angles at
strong B1 lead to rapid oscillation. Regions of non-zero magnetiza-
tion indicate B1 values where the pulse may result in production of
a measurable NMR signal. A second advantage of the no-relaxation
limit is that the transverse magnetization does not depend on any
parameters estimated during the inversion, that is, it does not depend

on water content or T2∗. This allows the inversion to be linearized
and eliminates the need to recalculate the kernel in each iteration.

For the full-Bloch solution, where the relaxation terms are in-
cluded in the calculation of the transverse magnetization, the
transverse magnetization is now a function of T2∗, T2 and T1.
As a result, the kernel is no longer independent of the parame-
ters estimated during the inversion and must therefore be updated
each iteration. In this case, T2∗ enters eq. (1) through its links
with T2 and through the Beff term. The relaxation time T2∗ is
given by

1

T2
∗ = 1

T2
+ 1

T2IH
, (3)

where T2IH describes signal loss due to dephasing in an inhomo-
geneous B0 (Grunewald & Knight 2011). The presence of an in-
homogeneous B0 gives rise to an NMR signal containing many
Larmor frequency components. In this work, T2∗ and T2 are used to
constrain the width of a Lorentzian Larmor frequency distribution
(dependent on the magnitude of T2IH), as the exponential T2IH decay
in the time-domain corresponds to a Lorentzian Larmor frequency
distribution in the frequency-domain (Sukstanskii & Yablonskiy
2001). We also set T1 = T2 in the following. This simplification is
done to reduce the dimension of the model space. In practice, T1

often varies from 1 to 3 times the magnitude of T2 (Kleinberg et al.
1993); deviation form T1∼ = T2 in practice will degrade accuracy
of the current scheme that assumes the two are equal. To estimate
m⊥ in the inhomogeneous B0 scenario, the Larmor frequency distri-
bution is discretized and the net m⊥ is calculated from the weighted
sum of the transverse magnetizations corresponding to each Larmor
frequency component:

m⊥ =
∑

i
Ai m⊥,i . (4)

Here, Ai and m⊥,i are the relative abundance and the transverse
magnetization of the ith Larmor frequency component, respectively.
The sum of all Ai is equal to one. Eq. (4) is based on a static dephas-
ing assumption, where it is assumed that the diffusion length scale
(over the time τ ) is much smaller than the length scale of B0 hetero-
geneity (Hürlimann 1998); that is, each water molecule experiences
a single B0 during the time τ . If the static dephasing assumption
is violated, eq. (4) may lead to biased transverse magnetization
estimates.

Note that the look-up table must be formed once per depth layer
per iteration. Additional look-up table calculations are also required
during Jacobian calculations.

Calculating the surface NMR kernel

The surface NMR forward model is defined by (Weichman et al.
2000)

V (I, t) =
∫

vol
ω0 M0e2iξ (r,ω0)m⊥ (r, I ) B−

⊥ (r)

×w (r) e
− t

T2∗(r) d3r, (5)

where V(I,t) is the measured voltage at time t following an excitation
pulse with peak current I. M0 is the magnitude of the equilibrium
magnetization. The term containing ξ describes the phase shift due
to the electrical conductivity of the subsurface, while B−

⊥ is the
receiver sensitivity; both these terms depend upon the conductivity
of the subsurface. The m⊥ term also carries a dependence on the
subsurface conductivity, through its B1 dependence. The spatial
distribution of subsurface water content is given by w(r), where
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0 ≤ w(r) ≤ 1. The exponential term containing T2∗(r) describes
the decaying NMR envelope. In practice, the surface NMR forward
model is typically integrated laterally to form the kernel K(I,z),

K (I, z) =
∫

x,y
ω0 M0e2iξ (r,ω0)m⊥ (r, I ) B−

⊥ (r) dxdy. (6)

In this case, if the subsurface is discretized into a finite set of
depth layers the kernel can be represented as a NI by Nz matrix,
where NI is the number of peak current amplitudes and Nz is the
number of depth layers.

Note that if the depth discretization, conductivity structure and
pulse waveform are fixed and the no relaxation during pulse limit
is assumed, the kernel is independent of the parameters estimated
during the inversion. However, if the conductivity is updated or if
the relaxation times are considered during the calculation of m⊥then
the kernel becomes dependent on inversion parameters, and must
be updated each iteration.

R E S U LT S

We aim to demonstrate that both the transverse magnetization look-
up table and the surface NMR kernel are smoothly varying func-
tions of the underlying T2∗ and T2 values. This smoothness can be
exploited to create a fast-mapping approximation capable of accu-
rately simulating both the look-up table and the kernel. Our goal
is to deliver rapid forward responses given variations in the water
content, T2∗, and T2 profiles.

Smoothness in the transverse magnetization look-up table

The transverse magnetization look-up table depends on pulse spe-
cific parameters such as the initial offset between the transmit and
Larmor frequencies, the variation of the transmit frequency and cur-
rent amplitude during the pulse, and the pulse duration. However, the
look-up tables generally exhibit shapes similar to those illustrated in
Figs 1(a) and (b). For single-frequency pulses, such as on-resonance
or off-resonance pulses, the look-up tables show similar oscillatory
behaviour as in Fig. 1(b) [examples of a single-frequency look-up
table can be seen in Grombacher et al. (2017)].

In practice, the T2∗ and T2 range are bounded. The low-end of
surface NMR measurable T2∗ and T2 is typically on the order of
tens of ms (corresponding to fine materials or strong magnetic field
inhomogeneity cases) to ∼1 s (the bulk water limit). As a result, it
is a tractable problem to produce look-up tables for scenarios span-
ning the full range of potential conditions encountered in practice.
Fig. 2 illustrates a volume, where a range of look-up tables can be
visualized; the value within the volume at a particular B1, T2 and
T2∗ point corresponds to the magnitude of the Mx component that
would be produced under those conditions. The volume is triangu-
lar because of the condition that T2∗ ≤ T2. The look-up table in
Fig. 1(a) corresponds to a line in this volume parallel to the B1 axis
that sits at T2∗ = 110 ms and T2 = 330 ms.

A feature of this volume is that when slices of Mx are formed
perpendicular to the B1 axis, such as the five examples shown at the
top of Fig. 2, the resulting surfaces are smoothly varying functions
of Mx. At low B1, for example, the slice at the position marked A,
the Mx surface is approximately equal to 0 for all T2∗–T2 pairs. At
larger B1, for example, slices at the positions marked C, D and E,
the Mx surfaces have larger values (>0) and are relatively smoothly
varying, that is, visually appearing as smooth red triangles. The
observed smoothness suggests that these surfaces may be described

using a relatively low-order polynomial fit. In this work, a fifth-order
polynomial is fit in both the T2∗ and T2 directions, which allows a
21-coefficient representation of the surface to be formed. The least-
squares procedure used to estimate the coefficients is outlined in the
Appendix.

The polynomial fit is performed for 2000 slices taken perpendic-
ular to the B1 axis, where the slices are linearly spaced (in log-space)
between B1 = 1e-9 T and B1 = 1e-5 T. The result is the formation
of a matrix A of size 2000 × 21, where the ith row contains the 21
coefficients required to describe the slice that corresponds to the ith
B1 value.

A =

⎡
⎢⎣

a1,1 a1,2 . . .

...
...

a2000,1 a2000,2 . . .

a1,21

...
a2000,21

⎤
⎥⎦ . (7)

In eq. (7), ai,j corresponds to the jth coefficient for the ith B1 slice.
Once A has been formed, calculation of the look-up table (Mx, a
2000 × 1 vector) for an arbitrary T2∗–T2 pair can be accomplished
by a single matrix multiplication:

Mx = Ab, (8)

where b is a 21 × 1 vector equal to

b =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
T ∗

2

T 2(
T ∗

2

)2

T ∗
2 T 2

(T 2)2

...
(T 2)5

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

, (9)

containing all 21 combinations of T2∗ and T2 required to describe the
fifth-order polynomial fit in the T2∗ and T2 directions. In this work,
the polynomial fit is performed by evaluating each slice at ∼200
points; equivalent to producing 200 look-up tables. The evaluated
points in each slice correspond to a linearly spaced grid along the
T2∗ and T2 axis, where the investigated range involves 20 samples
linearly spaced from 20 to 500 ms. Grid points that correspond to
T2 < T2∗ are not evaluated as they are non-physical cases. In the
following, the term fast-mapping is used to refer to look-up tables
or forward responses that are produced via matrix multiplication
with a coefficient matrix as in eq. (8).

To investigate the accuracy of an Mx look-up table calculated
using eq. (8), consider the red-dashed lines in Fig. 1. The look-up
tables in this figure correspond to an NOM pulse calculated for T2∗
= 110 ms and T2 = 330 ms. The agreement between the dashed
red (fast-mapping look-up table) and the black line (the look-up
table calculated from a full solution of eq. 1) indicates that eq. (8)
can produce accurate results. The difference between these two
profiles is shown by the black line in Fig. 1(c). The difference never
exceeds more than ∼0.05 per cent at any particular B1 indicating
a high level of accuracy. Note that this agreement corresponds to
a scenario where the look-up table is being predicted at a T2∗–T2

point that was not included in the calculation of A, showing that
accurate results can be produced away from the grid points used in
calculation of A.

Fig. 3 illustrates the My volume in the same presentation as Fig. 2.
In this case, the volume shows greater variability, highlighted by not-
ing the red/blue oscillation in the large B1 limit. This red/blue vari-
ation corresponds to the oscillation at large B1 in Fig. 1(b). Despite
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932 D. Grombacher et al.

Figure 2. The volume illustrates the Mx value for the range of T2∗, T2 and B1 likely to be encountered in surface NMR. The illustrated slices correspond to
the variation in Mx for T2∗ and T2 given a particular B1 value. The slices correspond to the B1 values indicated by the markers A, B, C, D and E.

Figure 3. The volume illustrates the My value for the range of T2∗, T2 and B1 likely to be encountered in surface NMR. The illustrated slices correspond to
the variation in My for T2∗ and T2 given a particular B1 value. The slices correspond to the B1 values indicated by the markers A, B, C, D and E.

the strong variability in the B1 direction, if slices of the My volume
are formed perpendicular to the B1 axis, such as the five slices illus-
trated at the top of Fig. 3, the slices do not demonstrate significant
variation. Instead, the slices again correspond to smoothly varying
functions as in Fig. 2. A coefficient matrix A is again produced
to approximate the My volume at 2000 locations along the B1 axis
(same procedure as for Mx) allowing an estimation of the My look-
up table to be formed from a single matrix multiplication. Fig. 1(b)
illustrates the accuracy of the fast-mapping My look-up table for an
example adiabatic half-passage pulse. Fast-mapping and full-Bloch
solution look-up tables correspond to dashed red and black profiles,
respectively; the difference between these two profiles is shown as
the red line in Fig. 1(c). Similar to the Mx case, the fast-mapping
My look-up table reproduces the full-solution to a high degree of
accuracy and never exceeds an error greater than ∼0.05 per cent for
any B1 value.

The look-up tables for several other investigated pulse types,
that is, single-frequency and other adiabatic half-passage pulses
can also be estimated to similar degrees of accuracy using the fast-
mapping approach (not shown). Taken together, the Mx and My

look-up tables can be rapidly and accurately estimated using the
fast-mapping approach given changes in the underlying T2∗ and T2

values.

Smoothness in the surface NMR forward response

In order for a fast-mapping approach to the surface NMR forward
response to be feasible, the forward response must also display
smooth variations given changes in T2∗ and T2. In the case of the
surface NMR forward response, instead of attempting to describe
the forward response at each location in the subsurface using a
fast-mapping approach, we investigate whether the response for
each depth layer for each pulse moment can be approximated by
a fast-mapping. The reason each pulse moment must be consid-
ered separately is that changes in the current amplitude affect the
transverse magnetization calculation (equivalent to changing the
values extracted from the look-up table). For the forward response
scenario, we can again forward model the full range of potential
T2∗–T2 combinations to form a similar volume as in Figs 2 and 3.
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Fast-mapping surface NMR forward response 933

Figure 4. Slices illustrating the variation in the real (left-hand column) and
imaginary (right-hand column) signals produced by a particular depth layer
for a particular current amplitude (indicated at left of each row) for a range
of T2∗–T2 combinations. All panels share the same colour scale.

However, in this scenario the forward response volume would have
a T2 axis, a T2∗ axis, and then a discrete third axis indicating the ith
depth layer and the jth pulse moment. That is, the third axis would
have Nz∗NI values. This volume is sliced perpendicular to the third
axis and a surface formed to approximate the forward response from
ith depth layer for jth pulse moment for the full range of possible
T2∗–T2 combinations. A fifth-order polynomial fit in both the T2∗
and T2 directions is again used, resulting in a 21-coefficient repre-
sentation of the surface similar to the look-up table scenario. The
real and imaginary components of the forward response are treated
separately and in total Nz∗NI∗2 surfaces are fit.

Consider an example surface NMR survey employing a 75 m ×
75 m coincident loop, a 50 �m half-space and an NOM excitation
pulse (same pulse as in Fig. 1). In this case, the forward response
volumes show much greater variability along the third axis than was
present in Figs 2 and 3. This variability is because of the signifi-
cant variation in signal amplitude for different depth layers. As a
result, the triangular volume is not illustrated as in the transverse
magnetization case. Instead, Fig. 4 illustrates eight slices through
the volume that correspond to the real and imaginary signals for a
range of depth layers from 2.5 to 73 m and current amplitudes from
3.3 to 200 A. The intention in Fig. 4 is to illustrate a diverse set
of conditions, where both shallow, intermediate and deep layers are
shown, as well as small, intermediate, and large currents. In each
of the slices, the surfaces can be observed to be smoothly varying
functions of T2∗ and T2, where the curves are generally described
by a sloping feature with the lowest values towards the bottom

on the slice (small T2∗ scenario). The smoothness in these cases
suggests that these surfaces are good candidates for a polynomial
representation.

A 21-coefficient representation is fit to each depth layer/current
amplitude combination (in this work a 25 layer model and 20 pulse
moments ranging from 2 to 200 A are considered), resulting in an
A matrix of size 1000 × 21. The number of rows is 1000 as the
500 real and 500 imaginary signals are treated separately in order to
keep the matrix real-valued. The same T2∗ and T2 discretization is
used to sample each surface as in the look-up table case. This allows
the surface NMR forward response to be rapidly estimated by a ma-
trix multiplication (details outlined in the Appendix). To illustrate
the accuracy of a kernel calculated using a fast-mapping approach
consider Fig. 5, which shows the real and imaginary kernels corre-
sponding to a 52 ms NOM excitation pulse (top cluster of panels,
same pulse as in Fig. 1) and for an 3 Hz 40 ms off-resonance exci-
tation pulse (bottom cluster of panels). These kernels are calculated
for T2∗ = 110 ms and T2 = 330 ms. The left-hand column illus-
trates the kernels calculated using the full-Bloch solution, while the
right-hand column illustrates the kernel calculated using the fast-
mapping approach. Of importance is that the kernels in each row
display similarity. In all cases, the fast-mapping approach produces
a reliable approximation of the kernel.

To further quantify the fast-mapping approaches’ accuracy, Fig. 6
displays sounding curves calculated from the kernels in Fig. 5.
A sounding curve represents the initial amplitude of the surface
NMR signal as a function of current amplitude and is formed by
integrating each column in the kernel matrix. The left- and right-
hand columns of Fig. 6 illustrate the sounding curves calculated
by the full-Bloch equation (black) and the fast-mapping approach
(dashed red line), and the difference between the two, respectively.
The top and bottom clusters of panels correspond to the NOM and
off-resonance pulses considered in Fig. 5. The black and dashed-
red lines track one-another closely, as indicated by the difference
plots, where less than ∼0.2 per cent discrepancy is observed in all
investigated cases. Note that the T2∗ and T2 combination considered
in Figs 5 and 6 does not correspond to a pair that was used in the
calculation of the A matrix, which highlights that the fast-mapping
approach is capable of accurately predicting the kernel matrix for
arbitrary T2∗–T2 combinations appearing within the investigated
bounds.

D I S C U S S I O N

The motivation for the fast-mapping approach is to improve the
utility of a surface NMR forward model based on the full-Bloch
equation. The full-Bloch approach has potential to account for re-
laxation during pulse effects for an arbitrary excitation pulse under
a wide range of conditions (Grombacher et al. 2017) and allows
for a reparametrization of the inversion. For example, Grombacher
& Auken (2018) demonstrated that a full-Bloch forward model is
capable of constraining T2 using only FID data, something that is
not possible using the traditional forward model. However, the im-
proved flexibility afforded by the full-Bloch approach comes at the
expense of a significant slow-down in forward response/inversion
times. In AarhusInv (Auken et al. 2015; the forward modelling soft-
ware employed in this work), a surface NMR forward response for
the traditional modelling based on the simplified Bloch equation
can be calculated in 1–2 s (with 10 threads). An inversion can also
be performed in approximately the same amount of time as the
majority of computation time is in the kernel calculation, which
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934 D. Grombacher et al.

Figure 5. A comparison of the kernels produced by a forward model based on the full-Bloch equation (left-hand column) and a fast-mapping approach
(right-hand column). The upper and lower clusters of panels correspond to an NOM adiabatic half-passage pulse and a 3 Hz, 40 ms off-resonance pulse,
respectively. Rows correspond to real or imaginary kernels (indicated in bottom left of each panel). Rows share a common colour scale.

is only done once for a traditional water content and T2∗ profile
estimation using FID data. In contrast, the forward response for the
full-Bloch approach typically requires 6–10 s (with 10 threads), and
an inversion requiring 8–10 iterations needs 10–15 min to complete.
The increase in inversion times results from the need to update the
kernel each iteration, and because the Jacobian calculation is now
much more expensive.

The idea behind the fast-mapping approach is that the heavy
kernel calculations can be front-loaded, and performed once at the
beginning of the inversion workflow. Once the suite of look-up
tables and forward responses spanning the full range of T2∗–T2 sce-
narios have been calculated, the fast-mapping approach can rapidly
approximate the forward response and dramatically reduce forward

response/inversion times. For example, an inversion estimating the
T2∗, T2 and water content profile from an FID data set can be
conducted in less than 0.1 s in AarhusInv using the fast-mapping
approach because the forward response and Jacobian calculations
have been reduced to matrix multiplications. In AarhusInv, the co-
efficient matrix for the fast-mapping solution for a 25 depth layer
20 pulse moment forward response can be calculated in ∼300 s
(which includes the calculation of the look-up table coefficients
and the full forward response coefficients) with 10 threads for the
pulses considered in Fig. 5. The time required to calculate the co-
efficient matrix is therefore on the order of the time required for
a single inversion for the full-Bloch approach. The advantage of
the fast-mapping approach is that the heavy computations do not
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Figure 6. The left-hand column illustrates a comparison of the sounding curves produced by a forward model based on the full-Bloch equation (black) and the
fast-mapping approach (dashed red). The right-hand column illustrates the difference between the sounding curves in the corresponding row [i.e. (b) shows the
difference of the two curves in (a)]. The upper and lower clusters of panels correspond to an NOM adiabatic half-passage pulse and a 3 Hz, 40 ms off-resonance
pulse, respectively. Note that the y-axes vary from panel to panel.

have to be recalculated. For example, if subsequent inversions of the
same data set are run from scratch, the traditional inversion would
spend much of the computation time redoing earlier calculations,
such as the B1 field and look-up table calculations. As such, a fast-
mapping approach is far better suited to sensitivity analyses, as the
user can readily perform subsequent inversions as various inversion
parameters are changed or data space manipulations are performed.

The fast-mapping approach exploits that each depth layer can be
considered independently when calculating the forward response

and that each layer’s response is a smoothly varying function of
the underlying relaxation times. The net surface NMR signal is
the superposition of the signals from each depth layer. As such,
the fast-mapping approach is well-suited to inversions that deal
with a fixed depth discretization and conductivity structure. If the
depth-discretization or conductivity structure is varied during the
inversion, the fast-mapping approach is not appropriate as a new
set of coefficients must be calculated if the underlying B1 field or
depth layering is altered. The fixed depth discretization scenario is
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commonly referred to as the many-layer or smooth inversion sce-
nario, and is one of the most commonly employed inversion schemes
in surface NMR. As such, we do not consider fixing the depth dis-
cretization and conductivity structure (that can be constrained from
complementary data sets) to be a significant limitation. If few-
layer or joint-inversion schemes such as those coupling NMR and
electromagnetic data are employed, the full calculation approach
must be used. If alternative pulse-types are employed or extreme
relaxation times encountered that result in forward responses that
are no longer smoothly varying functions of the relaxation times,
the polynomial representation will no longer be appropriate. The
smoothness can be evaluated by examining slices similar to those
observed in Figs 2–4 for the relevant pulse type and relaxation time
range.

The fast-mapping approach and full-Bloch solution scheme con-
sidered in this paper do not account for variations in the underlying
T1 value. A simplification is made where the T2 = T1 scenario is
considered, where if T2 is varied T1 follows suit. In practice, T1 is
typically within 1–3 times the magnitude of T2 (Kleinberg et al.
1993). The simplification T2 = T1 is made in this work in order to
reduce the dimensionality of the model space and sensitivity anal-
ysis. In practice, if T1 is distinct from T2, forward modelling based
on the underlying assumption that T2 = T1 will begin to introduce
errors into the estimated transverse magnetizations. Future work
will investigate the sensitivity to changes in the T1/T2 ratio. One po-
tential solution for handling variations in T1 would be to adapt the
fast mapping scheme to a higher dimension, where the full range of
T2∗, T2 and T1 scenarios could be forward modelled and polynomial
representations formed, which would require more coefficients and
a more expensive initial calculation.

The polynomial order can be increased to improve accuracy over
a wider range of relaxation times if needed. In this work, a fifth-
order polynomial was chosen as it was observed to produce similar
quality approximations as higher order polynomials over the in-
vestigated relaxation time range for the investigated pulse types.
Lower order polynomials were observed to degrade the accuracy
of the approximation in these conditions. Choosing higher order
polynomial representations will increase the time required for the
initial least-squares fitting, but is not expected to dramatically in-
crease subsequent fast-mapping forward responses. For example,
the fifth-order look-up table approximation involves a matrix of
size 2000 × 21 being multiplied with a vector of size 21 × 1.
For a sixth-order polynomial case, the matrix becomes a 2000 ×
28 matrix multiplied with a 28 × 1 vector. For a seventh-order
case, it becomes a 2000 × 36 matrix multiplied with a 36 × 1
vector.

C O N C LU S I O N S

The transverse magnetization look-up tables and full surface NMR
forward response are shown to be smoothly varying functions of
the underlying T2∗ and T2 values. This smoothness is exploited to
form a polynomial representation of the transverse magnetization
look-up tables and surface NMR forward responses. Fast-mapping
forward responses are reduced to matrix multiplications that can be
completed in sub-millisecond times, while the full-Bloch solution
typically requires 6–10 s per forward call when using 10 threads. As
such, the fast-mapping approach shows great potential to expand
exploitation of surface NMR forward modelling based on the full-
Bloch equation.
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A P P E N D I X

The fast-mapping approximation involves a polynomial representation of the Mx/My look-up tables and the surface NMR forward response.
For the Mx/My look-up tables, a 21-coefficient representation is formed to describe the T2∗ and T2 dependence of Mx/My for a particular B1

value, while for the surface NMR forward response, a 21-coefficient representation is used to describe the T2∗ and T2 dependence on the
surface NMR signal that originates from a particular depth layer for a particular current amplitude. In the following we describe how the
coefficients are estimated and how the coefficients can be used to produce a transverse magnetization look-up table and/or surface NMR
forward response. We consider the Mx look-up table case, but the My look-up and forward response cases follow the same workflow.

The coefficient matrix A for the Mx look-up table case is of size 2000 × 21. The coefficients for the ith row of A, termed a, describe the T2∗
and T2 dependence of Mx for the ith B1 value. The coefficients a can be determined using the least-squares approach outlined in eq. (A1):

a = (
BTB

)−1
BTd. (A1)

a is a 21 × 1 vector containing the 21 coefficients describing a single slice in the Mx volume (e.g. one of the triangles in Fig. 2 formed by
slicing perpendicular to the B1 axis). B is an Nd × 21 matrix, where Nd is the number of points in the surface for which an estimate of Mx is
available (i.e. how many T2∗–T2 pair’s look-up tables have been calculated). The jth row of B, termed Bj, is given by
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(A2)

Bj contains all permutations of T2∗ and T2 required to describe a fifth-order polynomial in both the T2∗ and T2 directions. The d vector in
eq. (A1) describes the value of Mx at all Nd calculated positions (i.e. the value at 200 locations in one of the slices in Fig. 2). Note that the
jth row of B and the jth element of d correspond to the jth combination of T2∗ and T2—that is, each row Bj corresponds to an independent
combination of T2∗ and T2. To form the full A matrix, the least-squares solution in eq. (A1) must be performed many times (e.g. 2000 for the
Mx look-up table).

Once A is formed, the Mx look-up table for a particular T2∗–T2 pair can be calculated from eq. (A3),

Mx = Ab, (A3)

where b is a 21 × 1 vector containing all permutations of the T2∗ and T2 of interest (i.e. b is also described by eq. A2, except it is a column
vector instead of a row vector).
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