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Abstract. We study the scenario where some items are stored tem-
porarily in stacks and where it is not allowed to put an item on top
of another item leaving earlier. An arriving item is assigned to a stack
based only on information on the arrival and departure times for the
new item and items currently stored. The objective is to minimize the
maximum number of stacks used over time. This problem is referred to
as online stacking. We use Reinforcement Learning (RL) techniques to
improve heuristics earlier presented in the literature. Using an analogy
to chess, we look at positional and tactical features where the former
give high priority to stacking configurations that are well suited to meet
the challenges on a long-term basis and the latter focus on using few
stacks on a short-term basis. We show how the RL approach finds the
optimal mix of positional and tactical features to be used at different
stages of the stacking process. We document quantitatively that posi-
tional features play a bigger role at stages of the stacking process with
few items stored. We believe that the RL approach combining positional
and tactical features can be used in many other online settings within
operations research.

Keywords: Online algorithms · Reinforcement Learning · Stacking.

1 Introduction

The challenge of stacking items temporarily in a storage area in an optimal
manner is a problem that has many applications within logistics. Some notable
examples of items to consider are containers in a container terminal or on a
container ship [2], trains at a train station [3, 5], or steel bars [12].

In this paper, we focus on the online version of the problem where an arriving
item is assigned to a stack with no information on future items to arrive. The
objective is to minimize the maximum number of stacks in use over time with
the constraint that we cannot put an arriving item on top of an item that has to
leave the storage area before the arriving item. In other words, we do not allow
overstowage using terminology from the shipping industry.

We consider stacking heuristics that are controlled by so-called features. A
feature is a function assigning a value to every possible action at every state
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of the stacking process. For a given state of the stacking process, the heuristics
that we develop greedily pick an action that maximizes a feature – or a linear
combination of features – for that state. We combine/mix heuristics controlled
by different features by constructing hybrid heuristics that are controlled by
linear combinations of the features of the component heuristics and we allow
the weights (coefficients) of the linear combinations to depend on the number of
stacks that are in use at the different stages of the stacking process. This makes
it possible to let some features be active when only a few stacks are in use and
let other features be active at busy periods for the storage area.

In chess, a common strategy is to try to establish a strong position of your
pieces – for example a position where your pieces dominate the center of the
chess board. At some point this might lead to a situation where you can take
advantage of the strong position and switch to a more tactical type of play – for
example going for a specific pawn of the opponent. This is clearly expressed by
a famous quote of a former world chess champion:

”Tactics flow from a superior position”. (Bobby Fischer)

Using an analogy from chess, we develop stacking heuristics that are guided
by an optimal mix of positional and tactical features. Positional features steer the
heuristics towards stacking configurations with a long-term positional advantage
as opposed to tactical features that focus on using few stacks on a short-term
basis. The intuition is that the positional features are active at the quiet stages
of the process in such a way that the stacking configurations are well-formed at
the entry points of busy stages where the tactical features take over.

1.1 Contribution

The contribution of the paper can be split into three parts. The first part is
directly related to stacking and the two other parts are on a more generic and
methodological level. We believe that the methodological parts of the contribu-
tion are interesting for a broader audience working with online algorithms.

We use simple Reinforcement Learning (RL) tools to improve natural heuris-
tics earlier presented in the literature [2, 6, 7, 15]. The heuristics are trained using
Markov Decision Processes as models for the stacking environment.

On the methodological level, we quantitatively justify the intuition expressed
above. The numerical data from our experiments directly show that the posi-
tional features are more active for the improved heuristics when few stacks are
used and that the tactical features to a certain extent take over when the number
of stacks increase.

A second part of the contribution at the methodological level is that we
demonstrate how RL can be used to find an optimal combination of heuristics for
a given problem where the optimal combination might be different at the various
stages when instances are processed. In other words, we present a technique for
constructing a hybrid heuristic by forming an optimal dynamic combination of
component heuristics. It is very important to note that the RL approach – by the
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nature of RL – adapts to the stochastic environment that generates the instances
and that the approach is a generic approach not restricted to stacking.

1.2 Related Work

Demange et al. [5] develop lower and upper bounds for the competitive ratio
for online stacking algorithms in the context of assigning trains to tracks at a
train station and Demange and Olsen [4] present some improvements both for
the offline and online case. Simple heuristics for online stacking are presented by
Borgman et al. [2], Duinkerken et al. [6], Hamdi et al. [7], and Wang et al. [15].
More details on these heuristics will be treated later in a separate section in this
paper. Olsen and Gross [10] have constructed a polynomial time algorithm for
online stacking and shown that the competitive ratio for the algorithm converges
to 1 in probability assuming that the arrival times and departure times for the
items are picked uniformly at random.

The stacking problem is a hard problem to solve. The offline version where
all information on future items is available is NP-hard for stack capacity h ≥
6 [3] and it is also NP-hard for unbounded stack capacity [1]. To the best of
our knowledge, the computational complexity for the case 2 ≤ h ≤ 5 is an
open problem for the offline case. Tierney et al. [14] show that it is possible to
decide in polynomial time whether the items can be stacked using a fixed number
of bounded capacity stacks but the running time of their offline algorithm is
very high even if the fixed number of stacks is small. For the online case, the
competitive ratio is unbounded for any online algorithm for unbounded stack
capacity as shown by Demange et al. [5].

The stacking problem also has applications within the steel industry as
demonstrated by the work of Rei and Pedroso [12] and König et al. [9] and
the shipping industry as shown in the PhD-thesis of Pacino [11] on container
ship stowage. Finally, we mention that Hirashima et al. [8] use Q-learning for
container transfer scheduling in a container terminal.

The preliminaries are presented in Sec. 2 and our RL approach is covered in
Sec. 3 followed by Sec. 4 where we document our experiments and discuss the
results.

2 Preliminaries

An item to be stored is represented by an interval [x, y] where x is the arrival
time and y is the departure time for the item. Two intervals [x1, y1] and [x2, y2]
are said to overlap if we are not allowed to put the corresponding items in the
same stack: x1 < x2 < y1 < y2 or x2 < x1 < y2 < y1.

In order to provide a clear and unambiguous definition, the stacking prob-
lem is formulated as a coloring problem where we add an additional natural
constraint for the stacking height represented by the number h:

Definition 1. The h-STACKING problem:
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– Instance: A set of n intervals {I1, I2, . . . , In}.
– Solution: A coloring of the intervals using a minimum number of colors such

that the following two conditions are satisfied:
1. Two overlapping intervals receive different colors.
2. For any real number z and any color c there will be no more than h

intervals with color c containing z as an interior point.

A stacking instance consisting of 8 items/intervals with stacking height con-
straint h = 2 is shown in Fig. 11. An optimal solution using 3 colors is shown as
well.

Fig. 1: A stacking instance with n = 8 and h = 2. An optimal solution uses 3
colors. There is more than one optimal solution.

For the online version of the problem, the intervals are colored in increasing
order with respect to the arrival times using no information on future intervals.

2.1 Reinforcement Learning

We will put our problem into a Reinforcement Learning (RL) context in order to
use simple RL tools to improve heuristics previously presented in the literature.
The RL introduction and notation in this paper is based on the work by Sutton
and Barto [13] and the reader is referred to this book for more details.

The online case is considered so the intervals are – as mentioned earlier –
presented to a stacking agent in chronological order defined by the arrival times.
If two items arrive at the same time, then the item with the latest departure
will be presented first to allow the agent to put the items in the same stack if
the agent decides to do so. The stacking environment is modelled by an episodic
Markov Decision Process (MDP) as follows:

– A state s consists of an arriving item and a coloring of all items that have
arrived earlier. The arriving item is not colored in the state s. There is also

1 Figure from [10]
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an initial state modelling the beginning of time when the storage area is
empty and a terminal state that is reached when the last item has been
processed.

– An action a represents the color/stack that is assigned to the arriving item.
– The reward r for an action is 0 for all actions except for the final action

where r is the number of colors used multiplied by −1 (we want to use a low
number of colors). We do not use discounting (γ = 1).

The transition probabilities depend on the way the stacking instances are gen-
erated and we use a model-free approach that does not require information on
these probabilities.

The agent uses a policy πΘ defined by a parameter vector Θ ∈ Rd to take
decisions. As mentioned earlier, we consider policies that are based on features
where we for every state s and action a has a feature vector x(s, a) ∈ Rd contain-
ing d features extracting information for taking the action a given state s. Every
time we mention a feature, the feature is containing information on the coloring
or stacking configuration appearing after taking an action a in a state s and the
argument (s, a) to a feature is occasionally omitted to improve the readability.
The objective is to find a value for Θ maximizing the expected reward for πΘ.

We consider two types of policies, stochastic and deterministic, that are
guided by linear combinations of features Θx(s, a)T . The stochastic policies have
probability πΘ(a|s) of taking action a at state s where πΘ is computed applying
the softmax function on the vector with values Θx(s, a)T , a ∈ A, where A is
the set of actions. The deterministic policies simply pick the action a with the
highest value of Θx(s, a)T for any state s.

The overall strategy of our paper is to use RL tools to develop good stochas-
tic policies that converge to deterministic policies improving heuristics earlier
presented in the literature.

2.2 Stacking Heuristics

If we decide to put an arriving item on top of another item, it is intuitively
appealing to try to improve the chance to do the same for the items to follow.
It seems natural to improve this chance by placing the arriving item on an item
leaving as early as possible (after the arriving item). Heuristics guided by this
fundamental idea are presented several places in the literature [2, 7, 15] where the
top priority is to assign an arriving item to a non-empty stack and the secondary
priority is to place the new item on an item leaving early.

In terms of RL, these heuristics can be viewed as partly controlled by a
feature, TIL (Top Interval Length), defined as the sum of the remaining time
for the items that are situated at the top of a stack,

TIL =
∑

stacks

(ytop − xnew) ,

where ytop is the departure time for the item on top after taking action a in state
s and xnew is the arrival time for the new item. The other feature that controls
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these heuristics is the number of stacks, st, currently in use after taking action
a in state s. It is very important to stress that the features are computed for the
stacking configuration appearing if action a was taken for every possible action
a ∈ A. To use the terminology and notation from above, these heuristics can
be seen as deterministic policies using the feature vector x = (TIL, (−st)) and
parameter vector Θ = (1,M) where M is a sufficiently big number.

Duinkerken et al. [6] propose heuristics controlled by a feature, RSC (Re-
maining Stack Capacity), that is similar to the TIL-feature with the exception
that the heights of the stacks are taken into account. In our implementation, the
remaining time for the top item is multiplied with the difference between the
stack capacity h and the current height of a stack - before the sum is taken:

RSC =
∑

stacks

(h− hstack)(ytop − xnew) .

TheRSC-heuristic can be viewed as a deterministic policy using x = (RSC, (−st))
and the same Θ as above. It should be noted that the TIL-heuristics and RSC-
heuristics presented here seem to perform quite well.

3 The RL Approach

The underlying policies for the heuristics presented so far are defined by a linear
combination of features:

π ∼ wTIL · TIL+ wRSC ·RSC + wst · (−st) , (1)

where the w-weights are fixed constants. As the author of this papers sees it, the
(−st)-feature is a tactical feature and the TIL- and RSC-features are positional
features implying that the heuristics presented above assign a very high weight
to the tactical feature at all stages of the stacking process.

Now imagine an item arriving to a storage area at a time with only a few
stacks in use and imagine that the arriving item will only stay for a short time
while all other items have to stay for a long time. What would be the most
sensible action to take in this case? The best thing to do seems to be to ignore
the new item and assign it to an empty stack. This would allow us to build up
a positional advantage for other items arriving in the near future. To be more
specific, we would increase the chance of assigning incoming items to stacks with
items with similar departure times.

These considerations suggest that wst should be smaller at quiet stages for
the storage area and lead us to the following key question: Will our heuristics
improve if the w-weights are allowed to vary as a function of the number of
stacks in use?

To answer this question, we seek an optimal stochastic policy πΘ defined by
Θx(s, a)T , Θ ∈ R9, where the feature vector x consists of 9 component features
as follows where the number of intervals, n, is used for rescaling:

x =
(
TIL,

(
st
n

)
TIL,

(
st
n

)2
TIL,RSC,

(
st
n

)
RSC,

(
st
n

)2
RSC,−st,

(
st
n

)
(−st),

(
st
n

)2
(−st)

)
.
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Let Θ = (θ1, θ2, . . . , θ9). The right hand side of (1) now matches Θx(s, a)T with
wTIL, wRSC , and wst as quadratic polynomials in st for fixed n:

wTIL = θ1 + θ2

(
st

n

)
+ θ3

(
st

n

)2

wRSC = θ4 + θ5

(
st

n

)
+ θ6

(
st

n

)2

wst = θ7 + θ8

(
st

n

)
+ θ9

(
st

n

)2

.

In this way, we can directly see how the optimal mix between tactical and posi-
tional features vary at the different stages of the stacking process as the number
of stacks in use, st, changes.

We use the REINFORCE algorithm that is a simple and well-known episodic
Monte-Carlo Policy-Gradient algorithm to develop a stochastic policy πΘ with a
high expected reward. The TIL-heuristic is used as a baseline. We simulate the
MDP by repeatedly generating random instances. When an instance is generated,
it is processed using the current policy πΘ (starting in the initial state) until the
final item has been colored (ending at the terminal state). Every time we end up
at the terminal state, we update Θ taking the observed reward and the values
of the observed features into account. When we update a component θi of Θ,
we change θi by ∆θi where ∆θi is proportional to the reward obtained and a
number measuring how active the corresponding feature was when processing
the instance – this number, which might be negative, measures the difference
between the feature values observed and the expected values for that feature.
After the update, we generate a new instance and process it by running the MDP
from the initial state again. When many instances have been processed, θi will
end up having a high value if the corresponding feature leads the heuristic in the
right direction. The reader is referred to [13] for the details of the REINFORCE
algorithm that are beyond the scope of this paper.

4 Experiments

We have carried out two experiments where the arrival times and departure
times have been picked uniformly at random from the interval [0, 1]. For an
interval representing an item, we simply pick two numbers and let the arrival
time and departure time be the smallest and largest number, respectively. In
order to allow the possibility to have two intervals with the same arrival time
or departure time we have rounded the numbers to two decimal places. For the
first experiment, we have been fixing the number of items to 30 and the height
capacity of a stack to 4: n = 30 and h = 4. For the second experiment, we have
been using n = 100 and h = 5.

The REINFORCE algorithm is converging slowly and the experiments were
carried out on a simple MacBook Pro using Jupyter Notebooks/Python so the
training took several days. We believe that the time for training could be signif-
icantly reduced using stronger hardware and more advanced RL algorithms.
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4.1 Positional vs. Tactical Features

The stochastic policies developed by the REINFORCE algorithm for both of the
experiments tell an interesting story about the optimal mix of positional and
tactical features for the different stages at the stacking process. As explained
earlier, our RL approach allows us to express the weights of the features in (1),
wTIL, wRSC , and wst, as quadratic polynomials of the number of stacks in use.
Figure 2 displays a graph with the weights obtained for the experiment with
n = 100 and h = 5.

st

w
wTIL

wRSC

wst

10 20

10

20

30

Fig. 2: The relationship between the numbers of stacks, st, in use at the storage
area and the weights appearing in (1) for the policy developed for the experiment
with n = 100 and h = 5. The positional features are displayed using solid curves
and the tactical feature is using a dashed curve.

The coefficients for the quadratic terms are relatively small producing almost
linear relationships. It is very clear that the positional features play a bigger role
when only a few stacks are used in the storage area and that the tactical feature
comes more into play when the storage area is busy. The RSC-feature is the
positional feature with the most drastic weight change and this can maybe be
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explained by observing that the RSC-feature is a bit more strategic than the
TIL-feature – at least as the authors sees it. The TIL-feature appears to be a
good all-round feature to use at all stages. Similar results are obtained for the
experiment with n = 30 and h = 4.

4.2 Performance of the new Heuristics

For both of the experiments, we have turned the stochastic policies produced
by the RL approach into deterministic policies and compared the corresponding
heuristics to a TIL-heuristic and RSC-heuristic implemented as described in
Sec. 2.2. We have generated 1 million random instances for each of the exper-
iments and computed the average number of colors/stacks used for the three
types of heuristics for each experiment. It is very important to note that these
instances have not been used for training when simulating the MDP. The results
of the experiments are shown in Table 1.

Table 1: The average number of colors/stacks used for the heuristics for 1 million
instances.

n = 30, h = 4 n = 100, h = 5

TIL-heuristic 7.336 16.215

RSC-heuristic 7.351 16.228

Our heuristic 7.254 15.651

The TIL-heuristic performs marginally better than the RSC-heuristic while
our new heuristic uses an average number of stacks that is 1.1% and 3.5% better
than the TIL-heuristic for the experiments with n = 30 and n = 100, respec-
tively. It should be noted that such improvements could imply significant savings
in real world applications within logistics and that our new heuristic is very sim-
ple to implement.

5 Conclusion

By using RL techniques, we have developed simple and efficient heuristics for
online stacking that perform better than heuristics earlier presented in the lit-
erature for the specific stochastic environment considered. The heuristics are
trained by simulating the stacking environment to obtain an optimal mix of
tactical and positional features.

The numbers from our experiments directly demonstrate that online algo-
rithms can benefit from letting the balance between positional and tactical fea-
tures vary as instances are processed. Our RL approach produces a hybrid heuris-
tic combining the component heuristics in an optimal and dynamical way. By
the nature of RL, our RL approach is adaptive to the stochastic environment
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generating instances and it is not restricted to stacking so it seems very interest-
ing to investigate whether it can improve heuristics for other problems in other
environments.

The performance of the online stacking heuristics can probably be improved
using more advanced RL techniques like for example actor-critic methods in-
volving neural networks. Our results also suggest that it maybe is possible to
develop a powerful and simple universal online stacking heuristic based on linear
functions for the weights for the features.
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