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A B S T R A C T

Smart internet-connected appliances like smart doorbells, blinds, ther-
mostats and vacuum cleaners are increasingly making their entrance
into homes, often interconnected with smart speakers like Amazon’s
Echo. This makes up an ecology of Internet of Things (IoT) devices,
with the smart speaker in a central role, as a hub through which
people can seamlessly interact with their appliances using natural
language. This is transforming homes into smart homes, with these
smart technologies becoming increasingly integrated into households’
daily routines. However, smart speakers’ potential to act as hubs
through which people can access and interact with the home is lim-
ited by the lack of clarity about how the technology works, in partic-
ular the lack of transparency about some of its underlying behaviour,
as suggested by prior work. This is in line with some critiques of
context-aware systems in which a lack of intelligibility—the system’s
ability to communicate its behaviour to users by informing the user
about what it has inferred, how it has done so, and what it is doing
with that information—has been identified. Intelligibility in the con-
text of smart speakers and their role in an IoT ecosystem has not re-
ceived much attention. Furthermore, most research on intelligibility
has investigated textual and visual approaches in which additional
displays (such as smartphones) or projections are required. Little is
known about alternative approaches to intelligibility that provide use-
ful information about smart speakers’ underlying activities.

This thesis presents an exploration, investigation, and a demonstra-
tion of a feasible alternative intelligibility approach for smart speak-
ers through three major contributions. First, I contribute smart speaker
ideations and prototypes that explore intelligibility through physical
actuation, which culminated in QUBI, a physically actuated smart
speaker prototype. Secondly, I contribute findings from two empiri-
cal studies: the first study provides insights into which intelligibility
issues are linked to smart speakers, and the second study provides
an understanding of people’s reactions to QUBI’s vocabulary of phys-
ical motions and the potential of physical motion as a means to make
smart speakers intelligible. Finally, I contribute a theoretical analysis
of two rather different research projects, including this project, which
led to the development of the notion of traces: a mechanism that can
conceptually aid designers and researchers in bringing forth connec-
tions at play in people’s use of technology regarding past activities,
connected objects, and people and their joint activities. The analysis
of my first empirical study through the lens of traces has raised a
number of questions that can support designers and researchers in
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designing smart speakers that act as mediators to support users’ joint
activities in smart homes.

In summary, this work lays the foundation for physical intelligibil-
ity—intelligibility provided through an artifact’s physical motion—as
an alternative approach to intelligibility.

R E S U M É

Smarte internetforbundne enheder som smarte dørklokker, gardiner,
termostater og robotstøvsugere spiller i en stigende omfang en rolle i
folks hjem, ofte forbundet med smarte højttalere som Amazons Echo.
Dette udgør et økosystem med Internet of Things (IoT)-enheder, ofte
med den smarte højttaler i en central rolle, som et knudepunkt, hvo-
rigennem folk problemfrit kan interagere med deres smarte enheder
ved hjælp af en naturlig stemmeinteraktion. Dette omdanner hjem
til smarte hjem, hvor i smarte teknologier bliver i en stigende grad
integreret i husstandenes daglige rutiner. Men smarte højttaleres po-
tentiale til at fungere som knudepunkter, hvorigennem folk kan få ad-
gang til og interagere med hjemmet, er begrænset af den manglende
klarhed om, hvordan teknologien fungerer, især den manglende gen-
nemsigtighed omkring nogle af dens underliggende adfærd, som det
er blevet påpeget af tidligere forskning. Dette er i tråd med den kritik
“context-aware” (kontekst-vidende) systemer, hvor man har identifi-
ceret en mangel på “intelligibility” (forståelighed)—et systems evne
til at kommunikere sin adfærd til brugeren ved at informere bruge-
ren om, hvad det har forstået, hvordan det har gjort det, og hvad
det gør med denne information. “Intelligibility” i sammenhæng med
smarte højttalere og deres rolle i et IoT-økosystem har ikke fået me-
get opmærksomhed i tidligere forskning. Desuden har tidligere fors-
kning indenfor “intelligibility” primært undersøgt tekstmæssige og
visuelle tilgange hvor yderligere skærme (såsom smartphones) eller
projiceringer af billeder var påkrævet. Man ved ikke meget om alter-
native tilgange til “intelligibility”, der giver nyttige informationer om
smarte højttaleres underliggende aktiviteter.

Denne afhandling præsenterer en udforskning, undersøgelse og de-
monstration af en mulig alternativ tilgang til “intelligibility” for smar-
te højttalere gennem tre store bidrag. For det første bidrager jeg med
idéer og prototyper af smarte højttalere, der udforsker “intelligibility”
ved brug af fysiske bevægelser, hvilket resulterede i QUBI, en proto-
type af en smart højttaler som kan bevæge sig fysisk. For det andet
bidrager jeg med resultater fra to empiriske undersøgelser: den første
undersøgelse giver indsigt i, hvilke “intelligibility” udfordringer der
er knyttet til smarte højttalere, og den anden undersøgelse giver en
forståelse af folks reaktioner på QUBIs ordforråd af fysiske bevægel-
ser og fysisk bevægelsers potentiale som et middel for at gøre smarte
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højttalere “intelligible”. Til sidst bidrager jeg med en teoretisk analyse
af to forskellige forskningsprojekter, der iblandt dette projekt, der før-
te til udviklingen af redskabet “traces” (spor): en mekanisme, der kan
konceptuelt hjælpe designere og forskere i at frembringe forbindelser
som spiller en rolle i menneskers brug af teknologier med hensyn til
tidligere aktiviteter, tilsluttede enheder, og mennesker og deres fælles
aktiviteter. “Traces” blev brugt som udgangspunkt i analysen af min
første undersøgelse hvilket rejste en række spørgsmål, der kan hjælpe
designere og forskere i at designe smarte højttalere som der fungerer
som mediator for at understøtte brugere i deres fælles aktiviteter i
smarte hjem.

Alt i alt lægger denne afhandling grundlaget for en alternativ til-
gang til “intelligibility”, nemlig “physical intelligibility” (fysisk for-
ståelighed): Forståelighed tilvejebragt gennem en enheds fysiske be-
vægelse.
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Part I

O V E RV I E W





1
I N T R O D U C T I O N

In 2004, Gershenfeld et al. [102] said “Even something as simple as a
lightbulb could be connected directly to the Internet, if suitably equipped
with cheap circuitry that sends signals along the electrical wiring.” Today
people can buy Philips Hue lights [206] that are easily connected to
the internet and controlled via a smartphone. With sensors becoming
compact and advanced, they too support the concept of Internet of
Things (IoT) devices: internet-connected devices, objects, or “things”
that are embedded with sensors and software to communicate and
share data among other IoT devices and systems. As technology be-
comes more compact and mobile, we notice that context-aware or
sensing systems [75] are moving into homes in the form of such
IoT devices, driving a smart home vision in which inhabitants con-
veniently go about their lives with the help of (autonomous) smart
devices like smart speakers, vacuum cleaners, thermostats, lights and
more [4]. This vision is akin to a previous ubiquitous computing vi-
sion [247] where people would seamlessly interact with calm technol-
ogy, in which context-aware computing would ideally do the right
thing without interfering with people’s activities. Prior research has
voiced its concerns about such an UbiComp vision [2, 24, 54, 84, 217,
224]. Rogers critiqued such context-aware systems for their lack of ca-
pability to infer human activities and interactions with those systems,
in particular their difficulties in dealing with unpredictable human be-
haviour [224], which is in line with Bellotti and Edwards’s work [24].
In addition, the recent advancements in artificial intelligence (AI) and
autonomous systems have only given rise to additional challenges fac-
ing the HCI community [1]. Instead, researchers should strive to leave
control in the users’ hands and enable users to become smarter and
proactive through the technology [224], which is something that has
been argued in the case of smart home technologies [191]. Chalmers
and colleagues [58] have proposed to take a step back from the seam-
lessness and consider seamful design to explore new opportunities
for context-aware systems. Seamful design is about maintaining the
unique characteristics of a technology in a space surrounded with
other similar and/or vastly different computing devices, operating
simultaneously. Since the smart speaker is an example of a seamless
and arguably context-aware system that is gaining a foothold into
consumers’ homes, it was an opportunity for me to examine this tech-
nology in more detail. I decided to frame my Ph.D. project around
what challenges and opportunities smart speaker users experience
in transforming their homes into smart homes and interacting with
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smart speakers as central agents in controlling their ecosystem of in-
terconnected IoT devices.

My Ph.D. work, in particular Chapters 6 and 7, is driven primar-
ily by one principle: intelligibility. Intelligibility is a context-aware
system’s ability to reveal its behaviour to its users by informing the
user about what it has inferred, how it has done so, and what it is
doing with that information [24]. Bellotti and Edwards [24] also talk
about the principles accountability and control, however, control is
less prevalent in my work, while accountability even less so. Con-
trol is about enabling the user to take control over the system if it
makes a mistake, such as interrupting the smart speaker for acting
on false premises. For users to be able to make appropriate interven-
tions, it is important for the system to share information about its
understanding of what the user has done and are currently doing, i.e.
make its sensing intelligible to the user. This means that intelligibil-
ity is a prerequisite for control. Since intelligibility and control are
intertwined, the lowest form of control can also be viewed as intelli-
gibility, since this would allow users of complex sensing to systems
to choose whether they want to engage or disengage with the system
in the first place. These principles originate in prior work that has
identified interaction challenges with context-aware systems [23, 24,
89, 133].

Breakdowns go hand in hand with the outlined two principles
above. When a breakdown occurs, it is usually due to the incomplete
capacity of a technology to meet its user’s demand during an activity
[33, 252]. Imagine a smart speaker that turns on ambient light in a
home and plays relaxing music when the user says “Hey Siri, I am
home.” It is not unlikely that the user one day experiences their smart
speaker to not follow through with the user’s request. The user would
experience a shift in focus from a seamless and uninterrupted expe-
rience of entering their home with the expectations of ambient light
and music, to one in which they would stop with what they usually
would do and potentially walk up to their smart speaker and attempt
their request again. This is a common phenomenon and difficult to
predict, however, it is important to provide the user, when possible,
the opportunity to learn from breakdowns [252]. One way to make
breakdowns more informative to users is exactly by improving the
smart system’s intelligibility [23, 24]. Designing a smart system so it
is capable of providing information about its underlying behaviour
to the user, equips the system to handle a number of scenarios from
which breakdowns may ensue. These breakdowns are in particular of
importance when it is a matter of common artifacts or objects [221]—
a common artifact that is shared among people such as inhabitants of
a home. This means, that the above-mentioned challenges and issues
can likely further disrupt people’s daily activities, in particular those
who are less or not at all familiar with smart systems [191].
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As an example, during my first study (Chapter 6), I had the chance
to visit a participant’s home and interview them about their use of
smart speakers. The participant introduced me to a variety of smart
devices being configured to their smart speakers, showing a commit-
ment to the concept of smart homes. During my visit, the partici-
pant demonstrated to me how they, with their voice, controlled the
temperature in the kitchen through the kitchen smart speaker. The
participant’s persistence surprised me. They attempted to change the
temperature for 4.5 minutes until they succeeded, despite numerous
repetitions of requests, using their tablet to look up the right com-
mand, and mistaking the living room’s smart speaker response for
the response of the kitchen smart speaker that they were addressing.
Now imagine you experiencing this breakdown at a friend’s place—
the time you spent on changing the temperature and figuring out
the issue would not make this solution seem smart. This prompted
a question in me: what makes smart devices “smart”? Is it that they
have the potential to make our lives convenient, even if we might
find ourselves spending more time on finding the issue than doing a
simple task? If smart speakers are incapable of assisting users in their
daily activities, there is, unfortunately, not much smart about these
technologies, quite the contrary, they might inhibit users and distract
them from their daily activities.

What solutions have prior work then explored to address intelli-
gibility issues with context-aware systems? Prior work has demon-
strated ways to make systems intelligible [143, 157, 158, 160, 243, 244]
by designing textual and visual representations, which are less suit-
able to smart speakers due to their common lack of displays [9]. Here,
and later (Chapter 5), I argue that even smartphones as the sole alter-
native to provide intelligible solutions to users have their shortcom-
ings, as they build on the personal computer paradigm [122], which
has been viewed as something that lacks awareness of “other de-
vices, their interactive input/output capabilities, or their roles within
users’ lives” [122]. Providing extensive access to other users through
their smartphones is an option, but an option that tethers people to
a device, which goes against, on the surface at least, an ideally om-
nipresent smart assistant that can be accessed through smart speakers,
given sufficient coverage. Unfortunately, voice interfaces are known
for discoverability issues [139, 179, 256] that make it difficult for peo-
ple to identify what the voice interface can understand and do, and
smart speakers are no exception [208]. When smart speakers become
increasingly integrated in people’s smart home automation configura-
tion [27], it also becomes a question of how smart speakers’ connectiv-
ity with smart appliances can become more discoverable to both exist-
ing smart speaker users and passive users that may encounter smart
speakers in their everyday environments. Previous work has demon-
strated the viability of physical expressiveness, i.e. physical actuation
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having an influence on people’s perception of autonomous artifacts
such as a moving artifact’s performance [95], intent [129, 232], com-
munication of positive and negative social cues [10, 197], and a ther-
mostat’s influence on users’ energy consumption [199]. Furthermore,
Ju and colleagues [128] have demonstrated how a system can adapt
its digital content on an electronic whiteboard depending on people’s
physical proximity to it, yet allow people to physically override the
changes as they get within arm’s reach, leveraging the strengths of
physical presence and interaction. More importantly, physicality, if
used appropriately, has the advantage to make technology transpar-
ent to multiple people in that technology can use the physical space
to make itself visible. This has been explored by Luria et al. [166] in
their robotic smart home assistant, Vyo, which uses tangible objects
(phicons) to represent and control smart appliances. Luria et al.’s ra-
tionale for the use of phicons was that tangible objects can increase ex-
ploration and playfulness and generally increase users’ engagement
with technology [224]. Looking back at the smart speaker and break-
ing away from its current minimalistic design and predominant use of
seamlessness, I also see an opportunity to actively use seamfulness as
a technique to investigate alternative solutions to smart speakers be-
coming transparent about their underlying activities as well as more
visible and engaging. Thinking about physical actuation in conjunc-
tion with both seamful design and discoverability provides perspec-
tives to think about alternative modalities and viable solutions that
could supplement existing intelligibility approaches in smart homes,
as well as create a balance between and appropriate use of the seam-
less and the seamful, as pointed out by [58].

While prior work has advanced our understanding of smart speak-
ers (and more generally smart homes) and their influence on human
conduct in social and joint activities, it also leaves unanswered ques-
tions, some that I pose for future work and three research questions
that I answer in this thesis (Chapter 5):

• What type of information should a smart speaker convey to
users during breakdowns and how?

– What are users’ information needs?

• How can physical actuation be used to inform users about their
smart speaker’s underlying behaviour?

– How can seamfulness support the design of intelligible
smart speakers?

• What underlying mechanisms can support technologies that
mediate collaborative activities among users, and how can these
mechanisms inform the design of intelligible smart speakers?

The work presented here was conducted as part of the Common In-
teractive Objects (CIO) project [41]. Hence, it draws on several useful
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constructs and research themes, which emphasize control, shareabil-
ity, and malleability, as well as empowering users to better under-
stand and develop the technologies they use. Over the course of my
Ph.D. project, the CIO project developed and sharpened the following
four principles: mediation; material and communicative mediation; devel-
opment over time; and multiplicity and artifact ecologies (Chapter 8). In
Chapter 5, I will return to my research questions and elaborate on my
contribution to the CIO project. In particular, how I have contributed
a better understanding of control and shareability in relation to smart
speakers, and the opportunities emerging from building prototypes
that draw on intelligibility, physical motion, and seamfulness.

1.1 overview of the contents

The upcoming chapters will present the background and related work
(Chapter 2) from which I built my understanding of the research area
ranging from smart speakers, to context-aware systems, and to hu-
man body language and robotics. This is followed by an overview of
my process and reasons for my main methods throughout my Ph.D.
project (Chapter 3). In Chapter 4, I present my ideation and proto-
typing process that has lead to the development of an experimental
prototype that I evaluated (Chapter 7). I then discuss and conclude
my collective work (Chapter 5) where I revisit my conceptual work
(Chapter 8) in relation to the prototypes I built (Chapters 4 and 7).
Furthermore, I present my findings in relation to the three research
questions mentioned earlier, followed by a proposal on how to design
for physical intelligibility. I then propose possible future directions
and a conclusion (Chapter 5). My papers and manuscripts are pre-
sented in Part ii. Chapter 6 presents my first field study in which I
investigated intelligibility issues experienced by smart speaker users,
in particular issues concerning the interactions with interconnected
IoT devices. In Chapter 7, I present my second study, a Wizard of Oz
experiment, in which I evaluated a smart speaker prototype—QUBI—
grounded in some of the findings from the first study in Chapter 6 as
well as my prototype exploration in Chapter 4. Finally, I conducted
conceptual work in relation to the CIO principles (Chapter 8), where
I drew on my smart speaker research, primarily from the field study
in Chapter 6.
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2
R E L AT E D W O R K

In this chapter, I present conceptual frameworks and related research
on smart speakers that my Ph.D. projects builds upon as well as the
techniques I borrow from the human-robot interaction (HRI) field.
The chapter is divided into the following sections: Historical back-
ground and conceptual frameworks (Section 2.1), smart homes and
Internet of Things (Section 2.2), smart speakers (Section 2.3), and hu-
man body language and interaction design in robotics (Section 2.4).

2.1 historical background and conceptual frame-
works

Bell and Dourish [22] discuss how Mark Weiser’s vision [247] shaped
the UbiComp field and criticized UbiComp community for build-
ing the future of 1989 instead of our own. Related to this, other re-
searchers have criticized UbiComp [2, 54, 217, 224], such as Rogers
[224], who argues that we should move on from Weiser’s vision of
calm technology and re-engage people with technology—revitalize
the interactions with technology with excitement and decision—
making. Previous work [23, 24, 80, 84, 89, 133] pointed out the com-
plexity and difficulty of building robust context-aware systems that
can sense contextual information with precision, accuracy, and an un-
derstanding of unexpected and unique human behaviour. It is in this
particular discussion about context-aware systems that issues and
challenges were identified, and conceptual frameworks were devel-
oped and among them, two important principles stood out: intelligi-
bility and control. Intelligibility is about the context-aware system’s
capability to unveil its underlying activities to its users by letting the
user know about what the device has inferred, how it has done so,
and what it is doing with that information [24]. Control, on the other
hand, is about allowing the user to intervene if the system makes a
mistake, such as interrupting the system for acting inappropriately in
a scenario. Bellotti et al. [23] pose five questions for designers of novel
sensing systems to consider when developing such technologies by
drawing on social science research on human-human interaction (see
Table 1). Grounding in communication—or common understanding—
is one of the key prerequisites for humans to align themselves with
each other in order to have a meaningful conversation [64]. And as ar-
gued by Bellotti and colleagues [23], it is something that can provide
new insights and opportunities for design and research in interac-
tions with sensing systems.
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Issues in 
Communication

Address How do I address one (or more) of many 
possible devices?

Directing communication to a system.

How do I know the system is ready and 
attending to my actions?

Establishing that the system is attending.

How do I effect a meaningful action, con-
trol its extent and possible specify a target
or targets for my action?

Defining what is to be done with the 
system.

How do I know the system is doing (has 
done) the right thing?

Monitoring system response.

Attention

Action

Alignment

How do I avoid mistakes? Avoiding or recovering from errors or 
misunderstandings.

Accident

PurposeQuestions

Table 1: Bellotti et al.’s five question regarding address; attention; action; align-
ment; and accident, and the reason for asking those questions.

Intelligibility and control for context-aware systems have been in-
vestigated and designed for to various degrees, ranging from textual
explanations [143, 144, 157, 158, 160, 244], to visual representations
[243], and to shape changing artifacts like thermostats [199]. There
are also some differences among the approaches to intelligibility and
control. Some use a retrospective approach where the user can ask the
system “why and why not” questions to understand its reasoning for
its actions [160], while other solutions include a prospective approach
by allowing its users to ask the system “what if” questions as to be
able to make an informed future decision [6]. The latter approach
is more in line with designing context-aware systems that empower
users to make informed decisions instead of the system making all the
decisions. While extensive work has been conducted on intelligibility
and the value of making systems more transparent, research has also
pointed out potential shortcomings of intelligibility. Intelligibility can
even be harmful, if the system shows high uncertainty despite acting
appropriately, which has the potential to negatively impact the trust
users have in the system [159].

Another attempt to unpack seamless technologies and make them
more understandable and transparent is by making them more seam-
ful [58]. The principle of seamful design refers to making technolo-
gies transparent about their inner workings such as allowing the user
to access a map of their cellular coverage as a means to assist them
in finding good areas of coverage [58]. While this might be a useful
tool for providers and developers, it also enables users to navigate
through the space with an assurance that the signal will stay intact.
While a seamless approach would likely result in a better experience
when the technology works flawlessly, a seamful approach that shows
where the technology breaks down allows users to anticipate possible
problems and work around these issues. This example illustrates how
technologies can benefit from seamful design in situations of need.
Chalmers et al. [58] view seamless and seamful design approaches
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within a continuum or design space, one in which a seamful design
approach has room to be explored further, hence they do not treat
either of the approaches as always good or bad. In fact, these two
approaches should be treated as tools to design systems and with an
understanding of when to use these tools for the right context com-
prising the environment, technology and users.

2.2 smart homes and internet of things

While a vision of seamless, natural, and effortless interactions with
smart devices and Internet of Things (IoT) devices are making smart
homes gain momentum, it is not without challenges [36, 84, 191, 192].
More specifically, these challenges range from users interacting with
and understanding smart devices [84, 192], to social rules [84, 191,
192] and privacy concerns in households [3, 115], to the process of
developing a smart home [174] and the accompanying infrastructural
challenges [84]. Another important aspect to consider in the complex-
ity of integrating smart devices is the level of investment and con-
figuration that goes into customizing smart devices and integrating
third party services that help trigger specific actions [241, 242]. Yang
and Newman [255] observed many of these challenges in their study
on the Nest Thermostat. The authors observe the limited context-
awareness of such a smart thermostat as a participant points out that
the smart thermostat lives by the clock while they do not, meaning
that the system “learns” when temperature changes, but not why,
which results in a generalization for all of the days. A principle that
the author propose is incidental intelligibility: users learn about how
the system works through daily activities with the system during
breakdowns. This does not demand the user to seek out to under-
stand how the system works from other sources (e.g. a manual).

Prior work [115] has also identified safety and security issues with
smart devices in homes, while some [3] propose the concept of tangi-
ble privacy—a means to explicitly and unambiguously convey a sen-
sor’s state to people near the IoT device. This was due to possible
incidents of digital and software related indicators not being reliable
(e.g. visual feedback from LED about a cameras state can be deceiv-
ing [3]). These ambiguous signals from the devices can be especially
difficult to interpret by people who use these devices infrequently or
not at all [3]. Since people’s background also plays a role in shaping
the use of context-aware systems [22], it is particular important to
give people space for their social and cultural norms to unfold and
integrate a technology in their daily lives [36]. This requires a deeper
understanding of how social and cultural practices are carried out
in and around emerging technologies such as in smart homes. Some
work [191] has looked into how smart devices in homes can be de-
signed to make users part of the decisions that smart devices take
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instead of automating too many aspects, especially since there are
social rules in a household to consider.

2.3 smart speakers

Recent developments in the industry have pushed for intelligent per-
sonal assistants (IPAs) in the homes in the form of smart speakers.
This has caught on in the HCI community and resulted in a vari-
ety of interesting research. Researchers have investigated general us-
age [27, 61, 96, 98, 161, 213, 227] and conversational interactions with
smart speakers [25, 26, 82, 97, 208, 212, 218], as well as how people
understand smart speakers and what strategies they employ during
breakdowns [60, 182]. Some work has explored alternative designs
and modalities for smart speakers [131, 137, 147, 172], while some
have critically scrutinized the impact that the type of voices have on
people’s perceptions of IPAs [201, 236].

Bentley et al. [27] observed that, over time smart speaker users ex-
panded their smart home setup to include additional smart home
appliances, extending the use of smart speakers to home automation.
This work together with other studies [61, 96, 98, 161, 213, 227] pro-
vided some insights into what users used their smart speakers for and
how, while also pointing towards ecosystems of IoT devices bringing
about a daily routine in which smart speakers stringed the devices
together. Yet, it was still unclear how users dealt with interconnected
devices on a day-to-day basis, raising questions about how users deal
with breakdowns concerning their IoT ecosystem.

Prior work [25, 26, 208, 218] has looked into how users deal with
conversational breakdowns with IPAs in smart speakers, i.e. the de-
vice’s shortcomings with respect to conversational capabilities. This
body of work has presented a variety of challenges regarding the con-
versational metaphor, in particular the speaker’s lack of clarity about
its state, what it interprets and what it misinterprets during speech
interactions with users. Porcheron et al. [208] and Reeves et al. [218]
also critiqued the notion of conversational interactions with smart
speakers as the interactions clearly deviated in many respects from
human-human conversation and instead reflected a command-like in-
teraction. Their observations and analyses also show how households
initially use a conversational approach in requesting things from the
smart speaker but over time adapt to using a command-like style of
speech as they learn about its limitations. This shows that current
smart speakers still have many limitations, and while they can inter-
pret and respond to free-form voice input, their ’intelligence’ is rather
primitive in comparison with conversation between people. This work
showed that users quickly adapt their understanding of and approach
to the smart speaker. Later studies have shown that this also applies
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to both parents’ and children’s teaching and learning process respec-
tively of how to interact with smart speakers [25, 26, 97].

Earlier work has also investigated specifically how users concep-
tualize smart speakers [60] and the strategies users employ during
interaction breakdowns with IPAs [182]. Initial observations [60] sug-
gest that users view their interactions with smart speakers to be in
two types of states: push and pull. Push refers to when the user pro-
vides additional contextual information for the IPA to better inter-
pret their request, while pull describes the instance when the user
tests the boundaries of the IPA’s capabilities with broader and more
generic requests. There is also more work on specific strategies that
users employ during interactions with IPAs [181, 182] and Voice User
Interface (VUI) guidelines for how to deal with some of the shortcom-
ings of conversational interactions with voice-enabled technologies
[179]. Amershi et al. [9] found how artificial intelligence (AI) pow-
ered voice assistants without a Graphical User Interface (GUI) are the
least compatible with their proposed Human-AI interaction guide-
lines, suggesting that more research is needed to better understand
technologies such as smart speakers that predominantly rely on their
VUI. Some of the issues pertaining to VUIs is a lack of adherence to
common UI guidelines like reducing users’ short-term memory load
[139, 179, 230, 231], and discoverability issues [139, 256]. Manufac-
turers have tried to address this through smart displays (e.g. Google
Nest Hub [186]) that provide additional and complementary feedback
to the speech output. However, it is unclear how effective these are, as
research has also shown evidence of users hiding their smart speak-
ers from direct view for aesthetic purposes [227]. If smart speakers
are hidden, it becomes difficult to use the smart speakers as a means
to design more intelligible devices without relying on the voice re-
sponse alone. Therefore, to approach intelligibility in smart speakers,
it might be worthwhile investigating to which extent alternative so-
lutions could incentivize users to not hide their smart speakers and
leverage their presence to make the devices more understandable, in
particular during breakdowns.

There is a body of work [131, 137, 146, 147, 172] that has explored
and investigated alternative design solutions and modalities for smart
speakers and associated IoT devices. Kang et al. [131] investigated
the use of deictic gestures like the ’Put-That-There’ system [42] in
conjunction with speech interaction, while Laput and Harrison [147]
demonstrated how a smart speaker could recognize objects in front
it—both showing promising results. While these research projects
have solely focused on interaction techniques with the system, Kim et
al. [137] compared different types of representations of IPAs to inves-
tigate people’s perceptions of the degree of privacy that IPAs elicited.
Current smart speakers’ designs provide little to no indication of how
much a person’s privacy is compromised, which was not seen as fa-
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vorable to the participants, while a virtual body in virtual reality (VR)
increased the participants’ trust in the IPA, since participants could
see the virtual body ’leave’ the room on the participants’ request for
privacy. This suggests some benefits of thinking differently about how
to portray IPAs to people other than cylindrical devices such as with
the Amazon Echo and Google Home. In line with this work, McMil-
lan et al. [172] demonstrated a more expressive smart speaker that
engages users with mutual gaze as a means to initiate an interac-
tion session, avoiding or limiting the need for voice activation. They
found that this gives a sense of presence to both the user(s) and smart
speaker, reducing the likelihood of false-positives and inappropriate
activities by smart speakers.

The above-mentioned alternatives are one of the few examples of
addressing some of the intelligibility issues within the context of
smart speakers. In the field of robotics and human-robot interaction
(HRI) a more diverse set of examples exist to address the lack of
transparency of robots’ intent, including social robots, autonomous
furniture, and shape-changing IoT devices. One thing that these tech-
nologies have in common is physical actuation—physical motion that
is either part of the device’s process in completing a task or part of
the expressiveness through which some of the underlying activities
are made visible to the user.

2.4 human body language and interaction design in

robotics

While speech is the primary means of communication between peo-
ple, there are other equally important aspects such as body postures
and (deictic) gestures that can convey redundant and additional in-
formation (e.g. intent) to the recipient [177, 228]. A body of work in
the social sciences has documented how people interpret each other’s
non-verbal behaviour [65, 135, 177, 183, 228], which hints at people’s
state of being. People’s non-verbal behaviour in teamwork has been
observed to play a big role as it influences a group’s communication,
performance, and collaboration with one another [228], as well as
within the scope of human-robot teamwork [47]. What is even more
fascinating is that people have been observed to interpret seemingly
regular geometric shapes (e.g. squares and triangles) with animations
to exhibit intent [117]. People’s tendency to attribute intent to moving
objects is related to anthropomorphism, which is the act of attributing
human-like behaviour to non-human entities [83]. These observations
on human body language and anthropomorphic attributions have in-
spired researchers in the field of HRI to apply these behaviours when
designing (social) robots’ interactions with humans [10, 47, 71, 74].
Since social robots are designed to take part in social interactions
with people, these robots have been designed in various degrees to
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reflect human social conduct. In particular non-verbal cues have been
shown to be interpretable by people [47], even in abstract robots [10],
despite their limited expressivity. What this shows is that physical
motion framed around gestures, body postures, or facial expressions
can reveal underlying states of robots and other technologies as has
been shown with furniture (e.g. the Mechanical Ottoman [232]), doors
[129] and smart appliances (e.g. thermostats [199]). Luria et al. [166]
also explored the use of physical motion (or gestures) in their design
exploration of Vyo, a robotic smart home assistant. More specifically,
they focused on physical gestures that reveal some of Vyo’s states (e.g.
listening, acknowledging, and notifications). Their prototype empha-
sized the use of physical icons (phicons) that represent smart home
appliances as a means for users to control these appliances through
Vyo, while speech interaction was optional. Vyo was also equipped
with a display for users to reassure themselves that Vyo interpreted
the phicons correctly. Luria et al. present some inspiring alternatives
in which a physically actuated smart home assistant could operate us-
ing physical objects, however, it remains unclear how this would be
translated to a smart speaker using speech as the primary interface.

Another important aspect of human communication is their sensi-
tivity to the social distance between people, which has been studied
as proxemics in which people implicitly navigate through other’s in-
terpersonal space and how this particular behaviour maps to social
proximity [113]. Ju et al. [128] demonstrate the use of proxemics as
a means to implicitly interact with an electronic board that adapts
it digital content depending on the user’s physical proximity to the
board, yet allows the user to stay in control by overriding the changes
as they get within arm’s reach. Another example is Luria et al.’s [166]
Vyo, which responds to people nearby with a physical gesture to ac-
knowledge their presence. This very much ties into what Hornecker
and Buur [121] described as spatial interaction within the context of
tangible interaction: “tangible interaction is embedded in real space
and interaction therefore occurs by movement in space”. Since prox-
emics has been explored in the context of people’s interactions with
single devices and entire ecologies of devices [15, 108, 170], it is in-
triguing to think about the possibility of users’ physical movement
to be considered as an input mechanism for smart speakers, similar
to how McMillan leveraged gaze to invoke the smart speaker. Smart
speakers’ placements in homes vary, but have been reported to typ-
ically reside in households’ kitchens and living rooms [227], which
also tend to consist of noisy activities that can occasionally make it
difficult for smart speakers to interpret users’ requests. This raises the
question whether smart speakers could leverage common body lan-
guages and non-verbal cues that the user would implicitly interpret
as a signal to get closer in order for the smart speaker to interpret
their request correctly.
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A consequence of implementing the above-mentioned cues in tech-
nology is that of anthropomorphism [216]. Some robots tend to have
human features such as ears, eyes, and mouths or animal features (e.g.
Nabaztag [106, 123] in addition to speech and gestures to make the
robot’s intent as clear and as familiar as possible [44, 47, 86, 205]. A
downside to this approach can be that it raises the user’s expectations
towards the robot’s capabilities, which can influence the experience
of interacting with the technology as a consequence of misaligned
expectations. As people have a tendency to anthropomorphize inan-
imate objects that behave similarly to themselves [216], it is no dif-
ferent with smart speaker users due to the device’s human-like voice
responses [201, 236]. Indeed, research has reported how some users
adapt their way of speaking to their smart speakers: starting their
interactions conversationally and reducing them to command-like re-
quests (e.g. [208]). When designing robots, it is a matter of thought-
fully examining the anthropomorphic features that users interpret
from interacting with robots—from the appearance of the robot, to
the way it moves and behaves, and to the way it speaks—in a way
that resonates with users’ own understanding of what it means to be
human [83]. This careful consideration gives rise to making anthro-
pomorphism a useful mechanism in conveying what a social robot’s
intent is through familiarity.

Extensive work has demonstrated the applicability of principles of
human communication and behaviour in robotics [10, 47, 71, 74, 86,
166] and in other types of technologies [129, 199, 232]. Luria et al.’s
[166] exploration of a robotic smart home assistant, is a first step in
designing a physical interface as an access point to a smart home, but
there definitely is space to explore this further with smart speakers.
Furthermore, intelligibility through physical motion (e.g. van Ooster-
hout et al. [199]) has not been explored to the same extent as other
approaches such as textual explanations [143, 157, 158, 160, 244]. And
since smart speakers inhabit a space in a home, in which they may
be accessed from a distance through voice interactions, it remains un-
clear if physical motion is an option through which smart speakers
can quickly convey information in the periphery without requiring
too much of users’ attention. Yet, Ahmad et al. [3] have argued for tan-
gible solutions for IoT devices when it comes to privacy, i.e. making
privacy more tangible for bystanders. Using physical actuation could
provide transparency regarding a smart speaker’s presence, which
would inform bystanders about the smart speaker’s activities, which
is in line with Luria et al.’s [166] approach in designing a smart home
assistant that asserts its physical presence through physical motion.

16



2.5 summary

This chapter presented a portion of the historical background related
to Ubiquitous Computing and context-aware systems (Section 2.1),
existing work on smart homes, IoT devices and smart speakers (Sec-
tions 2.2 and 2.3), as well as an overview of some work from social
sciences on human body language and behaviours, and its relation
to robotics and HCI (Section 2.4). The case of smart speakers has
drawn my attention to the UbiComp vision and context-aware sys-
tems, which bring about challenges within smart homes ranging from
infrastructural to interactional ones. It is the latter that my Ph.D. re-
search focuses on, although I am not completely disregarding the
infrastructural issues [85] that come along with the current personal
computer paradigm [122], which builds on smartphones as the pri-
mary platform for intelligibility solutions. There is a gap in under-
standing how smart speaker owners envision their homes around
this particular technology. These users are driving the development
of smart homes in unique and complex ways, which entail their own
set of intelligibility issues that influence other aspects of households
such as social interactions, joint activities, and shared control. I draw
inspiration from other fields like the HRI community and the body
of work on human social conduct as a way to bridge the gap be-
tween people’s understanding of smart speakers in smart homes and
the devices’ underlying activities, as well as the activities and con-
figurations involving the use of smart speakers in conjunction with
other IoT devices. From the related work on smart speakers, it re-
mains unclear what information smart speakers need to provide users
and how they should convey this information. Furthermore, related
work provides limited insights into the extent to which smart speak-
ers can leverage physical actuation to convey useful information to
users. Finally, more research is needed to investigate the tension be-
tween seamless and seamful design in smart homes, in particular the
role that smart speakers have as potential hubs through which users
access and control the smart home.

With this thesis, I contribute to an ongoing discussion about future
smart homes in which interactive and ubiquitous technologies will
play a strong role in people’s daily lives, a role that is not only char-
acterized by automation, but rather by keeping users informed, in
control, and engaged with the technology. In the next chapter, I will
describe my overall research process throughout the Ph.D. project,
and my reasons for and reflections on the methods I applied.
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3
P R O C E S S A N D M E T H O D S

In this chapter, I describe my motivations for the overall approach
and research methods in my Ph.D. research and thesis. The publica-
tions and manuscripts each present the methods used in the respec-
tive chapters. Hence, I focus on the details missing in the publications
and manuscripts, in particular, how each study contributed to my
overall mixed-method approach, what I initially planned and what I
ended up doing, my reflections on how and why changes happened
as well as what I learned from my research process.

3.1 process

My work in this Ph.D. project has primarily focused on smart home
technologies as they have become present in form of internet of
things (IoT) devices. Smart speakers are a great example of such
smart IoT devices since they have moved into many people’s homes
[138] and have been observed to have an increasing role in home
automation [27, 161], acting as a hub through which users can in-
teract with their other smart home appliances (e.g. light bulbs and
thermostats). This focus ties into the CIO project due to its emphasis
on controllability and shareability among common interactive objects
and people, which also relates to the principle of intelligibility that
I outlined in the previous chapter (see Chapter 2.1). With these the-
oretical and conceptual frameworks in mind, my goal was also to
contribute with conceptual work (Chapter 8) that goes beyond the
case of smart speakers—i.e. applicability to smart homes—while also
investigating alternative modalities through which intelligibility, con-
trollability, and shareability could arise and lead to empowerment of
users. Therefore, I investigated smart speakers using mixed methods,
in line with Mackay & Fayard‘s [169] triangulation framework. The
triangulation framework describes how I can integrate my use of re-
search and design principles by using a mixed-methods approach,
ranging from observations (e.g. interviews and questionnaires), the
design of artifacts (e.g. designing experimental prototypes), to theory
to view my findings and observations from a different perspective
and propose new concepts or refine existing ones. A mixed-methods
approach also aims to address the same questions differently, which
in my case revolve around the use and understanding of smart home
technologies, smart speakers in particular, as well as in exploring
and investigating alternative modalities and techniques for express-
ing smart speakers’ underlying activities.
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Figure 1: A: In this activity, I predominantly acquainted myself with back-
ground literature on context-aware systems and principles like in-
telligibility and control, and more specifically smart home and
smart speaker studies, as well as the CIO project. B: I identified
a gap in related work around smart speakers, and decided to con-
duct a field study on intelligibility issues faced by smart speaker
enthusiasts. C: The field study suggested opportunities in which
I explored physical actuation in prototypes. D: From the differ-
ent initial designs, I converged to one experimental smart speaker
prototype. E: I conducted a laboratory experiment in which I evalu-
ated the prototype’s potential to use physical actuation as a means
to communicate a smart speaker’s internal activities. F: In collab-
oration with colleagues, who also worked on the CIO project, we
used my field study and another colleague’s case on collaborative
writing, to both analyze the cases with the CIO principles and
sharpen the principles.

I will briefly summarize my research process (see Figure 1). I
started with an initial literature review of existing work on context-
aware systems and the conceptual frameworks that have been pro-
posed, as well as my thought processes regarding its relation to the
CIO project and its principles (Figure 1.A). This was followed by
a closer look into existing smart speaker research, which included
first-time users with an emphasis on intelligibility issues regarding
smart speakers’ conversational skills [25, 26, 60, 181, 182, 208] and
general usage and experience [27, 28, 161, 227]. This resulted in a gap
of better understanding intelligibility issues faced by smart speaker
enthusiasts, who have a tendency to live in smart homes with other
IoT devices interacting with their smart speakers. I then conducted
a field study on this matter, and the findings showed opportunities
regarding alternative modalities (Figure 1.B). I then developed and
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explored prototypes to investigate physical actuation to make smart
speakers more intelligible (Figure 1.C). Since my own interview study
showed opportunities and situations in which I could apply physical
motion in smart speakers, I used prior work (Chapter 2.4) on phys-
ical motion in robotics and autonomous technologies as inspiration
to apply similar principles to smart speakers. I narrowed the differ-
ent initial designs down to one experimental prototype, QUBI (Figure
1.D), which I evaluated in a laboratory experiment (Figure 1.E). I eval-
uated the extent to which people understood nine distinct physical
motions—exhibited by the smart speaker prototype—with the pur-
pose of revealing some of its implicit activities during interactions
with the prototype and smart appliances. Finally, I did a theoretical
analysis of my first empirical study using the CIO principles (Figure
1.F).

In the following sections, I will present how my individual projects
connect to my overall approach (see Figure 1) and my reflections on
my empirical studies, prototype explorations, and theoretical anal-
ysis of my empirical work. The sections are divided into the three
different techniques that I used to conduct research and describe the
methods in the respective activities I did throughout my Ph.D. project.
Each step in my process has contributed to my overall thesis goal and
contribution, which I will come back to later in the thesis (Chapter 5).

3.1.1 Designing and Building Prototypes

As presented in Figure 1.C-D, my prototyping process is located
primarily in the middle of my Ph.D. project. There I converged to
one prototype—QUBI (Figure 1.D)—that was informed by both prior
work on smart speakers (Figure 1.A) and my own iterative process
(Figure 1.C) as well as the first field study (Figure 1.B), which I will
come back to in the next section.

My personal interest in building prototypes and investigating al-
ternative modalities for smart speakers to convey their underlying
behaviour to users were the prime motivators to apply this approach.
I used my prototypes as a means to think about the physical aspects
of smart speakers’ role in homes and ways through which interactive
artifacts could express their activities that otherwise were viewed as
implicit or as hidden from view. This made my process of exploring
the principle of seamfulness tangible and practical. The early phases
of my Ph.D. project were characterized by iterative sketching and fast
paced low fidelity prototyping (e.g. paper prototypes), which helped
me think about my research direction, and process my ideas and ex-
isting work before committing to building sophisticated prototypes
(1.C). This process also comprised familiarizing myself with existing
commercial smart speakers and the services available to developers
that could support my prototyping process.
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This approach informed me about the existing work and my expec-
tations of the technology, which I could bring into my empirical work,
and allowed me to relate with users on a different level. At the same
time, it also informed me on the opportunities and challenges that lie
in existing and alternative approaches to designing smart speakers
and how other smart home technologies connect with smart speak-
ers.

Before I set out to build and explore a variety of prototypes, I
wanted to understand the context in which smart speakers were used,
which comprises location, people, understanding, activities and more,
as well as how users envision their smart speakers’ role in their smart
homes (see Figure 1).

3.1.2 Observing Technology in Use

In my Ph.D. project I conducted two empirical studies, one in my first
year (Figure 1.B) and one in the third year (Figure 1.E) to identify
intelligibility issues with smart speakers (Chapter 6), and investigate
the potential of an alternative smart speaker design (Chapter 7).

In the first empirical study (Figure 1.B), I decided to engage with
smart speaker enthusiasts—people who tend to have a smart home
configuration—in a field study. This allowed me to get an in-depth un-
derstanding of how and when users incorporate their smart speakers
into their daily activities, how they deal with smart speaker break-
downs, and how smart speakers were used in conjunction with other
IoT devices. For this study, both quantitative and qualitative methods
were appropriate [31, 168]. With respect to the former, I sent out an on-
line survey and analyzed Likert-scale data using descriptive statistics
on a large number of participants to gain a broader understanding
of smart speaker users. With respect to the qualitative methods I col-
lected and analyzed detailed interview data about a small group of
smart speaker users’ lived-through experiences. This allowed me to
establish some grounding before advancing towards building experi-
mental prototypes for my second empirical study.

In my second empirical study (Figure 1.E), I decided to conduct
a qualitative laboratory study. Laboratory experiments tend to lean
towards a quantitative approach as means to reach generalisability
about a very specific phenomenon [168]. Instead, my aim was to gain
more in-depth understanding of how people experienced, perceived,
and understood a smart speaker’s machine body language (i.e. phys-
ical actuation) in the process of executing requests. I developed a
prototype appropriate for a Wizard of Oz experiment that is suitable
to investigate non-fully developed (and autonomous) prototypes as
well as how people deal with breakdowns situations with our pro-
totype [207]. This provides an opportunity to explore and refine the
type of machine body language that a smart speaker can leverage to
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clarify its intent and underlying activities to users of smart speakers,
before deploying a fully functioning (and autonomous) prototype.

My empirical work has then encompassed the following methods:
Semi-structured interviews (Figure 1.B and E), questionnaires (Fig-
ure 1.B and E), and observations of interactions with a Wizard of Oz
prototype in a laboratory experiment (Figure 1.E). Through the obser-
vational studies, I identified opportunities for alternative means of
supporting intelligibility of smart speakers as well as tested alterna-
tive smart speaker designs with an emphasis on expressiveness and
seamfulness through machine body language.

This approach was useful in gathering empirical data, which I drew
on in my process when tying it back to the initial theoretical and
conceptual frameworks I used as a starting point.

3.1.3 Tying Observations and Prototypes with Theory and Concepts

The process of triangulating my work started with a fundamental un-
derstanding of the conceptual and theoretical frameworks that relate
to both work on intelligibility and control of context-aware systems,
and the CIO project that partially revolves around how people use in-
teractive objects in common (Figure 1.A). The process of conducting
empirical studies (Figure 1.B-E) and building prototypes (Figure 1.C-
D) allowed me to revisit my empirical data in a new light from the
perspective of the initial frameworks I started with, in particular the
CIO principles, which developed over the course of my Ph.D. (Figure
1.F). With a more theoretical and conceptual approach to my work, I
did a theoretical analysis (Chapter 8) of my first empirical study, and
further discussed and reflected (Chapter 5) on the relations between
the prototypes I built (Chapter 4), including QUBI (Chapter 7), and
the outcome of the theoretical analysis.

3.1.4 Reflection on the Process

My process developed as a consequence of my activities illustrated
in Figure 1—each activity influenced the upcoming plans and studies
that I conducted. In the beginning of my project, I had thought about
conducting three empirical studies: an interview study, a laboratory
study, and a long-term full deployment of a prototype in the field. In
between the studies, I would iterate on prototypes that I eventually
would deploy in smart speaker users’ home(s). My main reason for
considering these three studies was that I wanted to investigate to
which extent my smart speaker prototypes using physical actuation
would make these devices more intelligible in real-life settings. As
my project progressed, I realized that a carefully designed long-term
field study in which I would deploy a prototype would require a great
amount of resources, in particular for the development of the proto-
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type, recruitment of committed participants, and people available to
maintain a consistently running deployed prototype. In light of this, I
decided instead to use the two empirical studies, but mostly the one
in which I would investigate intelligibility issues with smart speakers,
to conduct a thorough theoretical analysis of the smart speaker case
in relation to the CIO project and its principles. This resulted in the
development of the notion of traces, which expands my work beyond
smart speakers alone. Although I am triangulating my work, future
work within this research topic could conduct additional studies to
expand on my research. I describe some possible future directions in
Chapter 5.

3.2 methods

In this section, I describe my main methods that I applied during
my activities and my reasoning for using those methods in my Ph.D.
project.

3.2.1 Interviews

As mentioned earlier, both the field study (Figure 1.B) and laboratory
experiment (Figure 1.E) were primarily qualitative studies, in which
I was interested in smart speaker users’ lived experiences with smart
speakers, and a diverse group of people’s experience with the smart
speaker prototype respectively. For this purpose, I decided to conduct
interviews as they lend themselves to investigate people’s perception
of smart speakers and their current and past activities with smart
speakers, which tend to unfold over a long periods of time and in
infrequent events as well as unforeseen ways that are hard to observe
[31, pp. 40-45]. More specifically, I decided on semi-structured inter-
views as I had an interest in investigating specific themes in both
the field study and laboratory experiment. Still, I wanted the partic-
ipants to share other relevant perceptions of and experiences with
smart speakers and the smart speaker prototype, making the conver-
sation a bit more flexible in terms of the answers that the participants
would provide, which a semi-structured interview supports. This ap-
proach is also similar to some of the related smart speaker research
[25, 26, 98], while also different from other smart speaker researchers’
approaches who used other methods (e.g. conversation analysis [209]
and large-scale data logs [27].

I approached the analysis of the interview data using inductive rea-
soning comprising several iterations of creating and renaming codes,
splitting and merging them, and linking and making hierarchies of
the codes to identify common categories and themes among the par-
ticipants [31, pp. 51-54]. This process followed a back and forth be-
tween the codes, categories and the big picture of my two empirical
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studies to identify themes that I discussed with my co-authors in an
iterative process. The coding and grouping is similar to that of some
of the steps in Grounded Theory, i.e. open coding and comparative
analysis [178].

3.2.2 Wizard of Oz Experiment

My interview study (Figure 1.B) revealed opportunities in which I
could design smart speakers to be more intelligible through physical
motion, and given the history of promising results of using physi-
cal motion in robotics and autonomous technologies (Chapter 2.4),
I decided to investigate the potential of physical actuation in smart
speakers (Figure 1.E). More specifically, I evaluated the use of phys-
ical actuation in smart speakers as a means to communicate their
hidden-from-view behaviour and as a supplementary modality to
speech, and whether these physical expressions—or machine body
language—were interpretable by people. Additionally, my first field
study pointed towards opportunities for smart speakers to leverage
proxemic interaction as an additional interaction input mechanism
during breakdowns. I considered developing an autonomous smart
speaker prototype that both reacts to and exhibits speech responses
and physical motions, however, my priority was to gain initial in-
sights into the applicability of the designed motions and their inter-
pretability by people, i.e. an emphasis on the design rather than the
system. Furthermore, it is both difficult and time-consuming to build
and control a fully functioning smart speaker system that employs
voice interaction and physical actuation and is resilient to unexpected
situations in a lab study. A Wizard of Oz study is a reasonable way
to study people’s reactions to the motions and the motions’ inter-
pretability while avoiding the complexity of implementing a robust
physically actuated smart speaker [134]. Wizard of Oz studies have
proven to be successful in exploring people’s reactions to physically
actuated devices [10, 129, 197, 207, 232].

The collected data comprised video recordings from two angles
covering the participants’ interactions with the smart speaker proto-
type. This allowed me to conduct a simplified version of interaction
analysis, since the emphasis was on only a single participant’s inter-
actions with QUBI, capturing both verbal and non-verbal expressions
[127, 229, pp. 329-340]. While the interactions with the prototype in-
cluded verbal requests, which uncovered partially what the partici-
pants thought, I also encouraged them to think aloud [43] to help
me further understand their thought process. The process of analyz-
ing the collected data was similar to that of my interviews, except
for that I also focused on the participants’ body language and what
they did during interactions such as their subtle non-verbal expres-
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sions (e.g. vertical and diagonal nods), as such movements are part of
people’s expressions [177].

3.2.3 Theoretical Analysis

Both my research and the existing body of work on smart speakers
have shown that these devices tend to be viewed as shared devices
among household members as well as visiting people, such as friends,
who might use these devices in common. Porcheron et al. [210] also
observed how voice user interfaces might have a democratizing ef-
fect on people’s engagement with technologies that use voice inter-
actions, as they allow people to jump in and collaborate with others
or intervene without prior invitation. A voice-enabled smart speaker
that is available for multiple people to use in common as a mediator
(e.g. parents setting a timer for when their children brush their teeth
(Chapter 6) is a characteristic that is in line with some of the discus-
sions I had in parallel within other projects (e.g. collaborative writing)
in the CIO project [41]. The CIO project has developed over time and
with it four principles were established: mediation; material and com-
municative mediation; development over time; and multiplicity and artifact
ecologies. These principles emphasize common artifacts and objects’
role as mediators among people and their joint activities, and the CIO
principles draw on the activity-theoretical framework and perspective
on common objects. Since my research is partially rooted in the CIO
project, I wanted to strengthen my research by analyzing it using CIO
principles, and see if my empirical work, in particular the field study,
would both bring new insights about shared use of smart speakers as
well as sharpen the four CIO principles (Figure 1.F). Furthermore, I
wanted to tie my research to theory to uncover new principles that
would help me view my research within a wider spectrum in which
smart speakers are part of a bigger picture, providing directions to
designing both smart speakers and more generally smart home tech-
nologies (Chapter 5). To strengthen the applicability and flexibility
of the theoretical analysis (Figure 1.F), this process included another
case, Larsen-Ledet’s [148] work on collaborative writing, which was
also part of the CIO project.

3.2.4 Reflection on the Methods

I have applied a variety of methods in all of my activities during my
Ph.D. project, as means to gain a broader understanding through dif-
ferent perspectives. Still, with each method come limitations, whether
of methodological and/or practical nature.

For my approach to the qualitative analysis in Figure 1.B and E, I
used an interpretivist mindset, which assumes a subjective interpre-
tation of the data, which can be narrower in scope and provide less
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certainty with respect to generalisability [31, pp. 61-65], especially
with a smaller number of participants. Moreover, since I relied on the
participants’ recollection of their experiences, this may have biased
my findings, in that the participants cannot always remember past
activities correctly, as they may take certain events and interactions
for granted [31, pp. 40-45]. However, interviews are valuable for in-
vestigating participants’ reflections on a wider set of experiences with
infrequent events that can be difficult to observe in the field [31, pp.
40-45]. This advantage enabled me to conduct an in-depth exploration
of topics that I investigated, which granted me unique experiences
that informed my research on particular smart speaker use cases. Ini-
tially, I recruited two participants in the field study (Figure 1.B) to
also participate in a week-long diary study in which I would visit
the participants to observe some of their smart speaker interactions.
However, the recruitment process stalled and I decided to switch to
just interviews and make it easier for participants to take part in the
study. In the field study (Figure 1.B), ideally, I would have been able
to combine interviews with observations of the participants and their
daily routines and activities with smart speakers, similar to how the
interviews complemented the interaction analysis in the Wizard of Oz
study Figure 1.E. Observations in the field study could have informed
me about detailed interaction scenarios such as physical interactions
and distances to the smart speakers during breakdowns (Figure 1.B).

Regarding the Wizard of Oz study (Figure 1.E), I found it partic-
ularly challenging to orchestrate an experience for the participants
that is nearly realistic to one at home. The design of the experiment
underwent many iterations to ensure that I was somewhat in control
of the study throughout the sessions, yet flexible enough for the par-
ticipants to feel a bit in control in their interactions with QUBI. I was
aware that running a controlled Wizard of Oz study had its limita-
tions in that the activities were artificial and reflected little realism
in the findings, but it was useful as I framed the study around the
method’s strengths. In particular, the method enabled me to gain de-
tailed insights about people’s understanding of and experiences with
the physical motions, while avoiding technical complexity and valu-
able time to develop a fully functioning smart speaker. One thing the
study could have benefited from would be a full guidebook outlining
what the operator may or may not have improvised in the study, as
suggested by Porcheron et al. [207]. Although I produced a flowchart
for the operator to follow, it was in particular difficult to predict the
participants’ behaviour, hence making a strict guidebook challenging
to make. To prepare the operator for the study, I went through several
session with various scenarios, for the operator to familiarize them-
selves with the graphical user interface and study.

As mentioned earlier, the theoretical angle in my Ph.D. project was
important as it broadened my view on smart speakers while also
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grounding my work in theory (Figure 1.F). Despite my empirical data
being limited, the inclusion of a different case in the theoretical anal-
ysis strengthened the findings and contributions in Chapter 8 in that
it possibly broadens the applicability of the notion of traces to other
cases than smart speakers and collaborative writing.

The above-mentioned three main methods that I have employed,
have provided me with deep and insightful data about the use and
understanding of smart speakers, and the extent to which physical
actuation as an alternative approach to intelligibility can result in
people understanding smart speakers’ activities. Moreover, the theo-
retical activity broadened my view on my empirical work, suggesting
new directions in which smart speakers can be explored further.

3.3 summary

I have illustrated my triangulation process in Figure 1, in the form
of three parallel tracks that each contain the main activities I did
throughout my Ph.D. The combination of the three approaches en-
abled me to compose a well-rounded research project, which entail
different methods that helped me extend my dissertation’s applica-
bility by contributing with both new understandings and future di-
rections on how people could interact with and understand smart
speakers and more generally smart home technologies (see Chapter
5).
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4
P R O T O T Y P E P R O C E S S

In this chapter, I illustrate my process of designing QUBI, an actu-
ated smart speaker that employs what I call machine body language: a
range of physical motion cues to convey its state and ongoing activi-
ties. I will show the variety of prototypes that I explored throughout
my process and explain my design decisions, as well as challenges
I encountered during my process. Chapter 7 describes some further
details on how the prototype works with respect to its electronic parts
and the graphical user interface used by the operator during the Wiz-
ard of Oz laboratory study.

4.1 sketching

Sketching is a great tool to visualize an extensive amount of ideas in
a short amount of time [107], which allowed me to explore and dis-
cuss the ideas with my supervisors. Initial ideas (see Figure 2) of a
physically actuated smart speaker stayed with the original design of
an Amazon Echo and Google Home: cylindrical. This idea drew on
the minimalistic design of the current smart speakers, meaning that
they kept the design clean so it would blend into the home with other
furniture and appliances. I further iterated on how the smart speak-
ers could become more expressive in their actuation by considering
additional features that extend the smart speakers degrees of free-
dom (see Figures 3-4). These ideas reflected a design that made smart
speakers more accessible to other users like attaching notes and re-
minders for the smart speaker to remind others when arriving home
(Figure 3.A). Figure 3.B depicts a physical tail that the user could use
to control the execution of a request. With their palm, the user could
slam on the tail to hinder the data transfer between the cloud service
and the speaker itself, allowing the users to intervene the process that
the smart speaker was currently undergoing. Figure 13 show the pro-
cess of how a tail could work by lifting individual tiles sequentially
to make the illusion of sending or receiving data.

4.2 building paper prototypes

Building initial prototypes helped realize my ideas and explore the in-
teractions with the prototype, uncovering potential challenges and op-
portunities, in particular ones that I could use to iterate on my ideas.
Inspired by Anderson-Bashan et al.’s [10] abstract social robot (Figure
5.A), Bumblebee’s ears from Transformers [140] and Nabaztag’s [123]
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Figure 2: These sketches show some variations of how a smart speaker could
adapt its iconic cylindrical form with more expressive tops that
could be interacted with or indicate states like listening, thinking,
uncertainty, and sending/receiving data.

Figure 3: A: Surfaces attached to the smart speaker, which can be used as
note keepers, i.e. users can add post-it notes for others to view.
Rotating the surface could be used to indicate to the smart speaker
that there either is a notification or not. B: A tail attached to the
smart speaker, which indicates data transfer (e.g. search request)
that the user can interrupt with their hand.

Figure 4: Using physical motion as an indicator for a smart speaker’s ac-
tivities (e.g. using rotary motion during casting of music onto the
smart speaker).
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Figure 5: A: The Greeting Machine [10] by the IDC milab team, used with
permission. B: Nabaztag, which is a social robot with zoomorphic
features (e.g. bunny ears) ["Upgraded Nabaztag" by LornaJane.net is
licensed under CC BY-ND 2.0].

ears (Figure 5.B), I sketched and built a low-fidelity prototype of a
smart speaker that uses two ears with a sphere in between that can
move around and bounce on top of a surface made out of stretchable
fabric (Figure 6). I have illustrated other iterations of the same idea in
Figure 7.A. In the process of sketching and building geometric ideas
such as spheres and rectangles, I diverged towards exploring the idea
of shape changing interfaces [66] and kirigami (e.g. KirigamiTable
[110]). I used paper prototypes and the kirigami technique (Figure
7.B) to make a shape-changing sheet that I applied to commercially
available smart speakers (Figure 8). I found the kirigami technique to
be highly unpredictable in that it relied too much on its patterns to
transition from one state into another. I was worried that I would have
to implement a number of sophisticated technical solution if I wanted
to implement subtle changes in the states. I decided to go back to a
slightly more mechanical approach by making a gridded surface on
which a smart speaker would be placed in the middle (Figure 9). I
used the principle of the earlier mentioned tail, to conceptualize the
individual squares of the gridded board as flapping to indicate the
smart speaker’s activity. This lead to other, rather non-smart speaker
like, ideas (Figure 10) inspired by Durrell Bishop’s Marble Answering
Machine [70] in combination with Lim et al.’s [160] why and why not
questions. This did not result in anything that I could continue work-
ing on as it felt too far off from smart speakers. I was in the process
of looking for metaphors and ways in which I could make a smart
speaker’s activities clear through familiar motions, which resulted in
the mechanical iris diaphragm as seen in Figure 11. I found the clos-
ing and opening of the iris analogous to that of suggesting that there
is no activity or some activity respectively. In addition to those two
states, I thought about the possibility of interacting with the iris if it
spread its blades outside the circular frame in situations where users
would approach the smart speaker, since some users did that during
breakdowns in the first study (Chapter 6).
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Figure 6: A: A smart speaker with ears using a magnetic ball rolling and
bouncing on the speaker’s top surface. B: A low-fidelity prototype
of the sketch in A. C: Alternative approach without the ears and
using stretchable fabric as a means to make the ball bounce.

Figure 7: A: More sketches of how a sphere could move on top of the smart
speaker’s surface, or how the surface itself could be actuated. B:
Ideas of how the origami technique could be applied to make
shape-changing surfaces or smart speakers in general.
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Figure 8: A-C: A Google Home with different uses of some of the origami
prototype. D: An Amazon Echo Dot with a more flat design.

Figure 9: A: A smart speaker attached to a surface that provides information
about the smart home through colours and physical actuation of
the tiles. B: A low-fidelity prototype of how the idea in A could
look.
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Figure 10: A: Using marbles as mediums to represent breakdowns or appli-
ances, and then to ask why/why not and what if questions as
well as discovering available appliances. B: Similar idea as in A
but with a different design where spheres could be used to repre-
sent connected appliances.

Figure 11: An adjustable iris diaphragm that represents different states of
a smart speaker such as listening (A), muted (B), completing a
request (C).
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4.3 change in research environment

During my stay at the University College London – Interaction Cen-
tre (UCL-IC), I primarily focused on narrowing down on one exper-
imental prototype and developing it for my laboratory experiment.
To progress with my motion exploration, I conducted simple exper-
iments with servomotors to get a sense of possible motions (figure
12). These experiments helped me unfold the practical and technical
challenges such as degrees of freedom and the complexity of smooth
transitions between one position and another. With these experiments
I explored rotations (Figure 12.D-E) and the tail idea from earlier (Fig-
ure 3.B). However, this time I was using the tail to explore the idea
of smart appliances themselves using motion (e.g. van Oosterhout et
al.’s thermostat [199]) to communicate peripherally with the smart
speaker, using the metaphor of a wave as a sign of “handover” from
smart speaker to smart appliance when sending a signal, e.g. turn on
thermostat (Figure 13). In the process of building simple servo-driven
prototypes, I was introduced to Disney’s 12 principles of animation
[125], which I investigated to better understand how motions become
interpretable and familiar to people. This lead to Heider and Sim-
mel’s [117] experiment of apparent behaviour where they observed
people interpret intent into geometric figures’ interplay in which as-
pects of motion such as trajectory, pace, and impact between the ge-
ometric figures played a significant role. At that point, I revisited the
Greeting Machine by Anderson-Bashan et al. [10] to rethink my ideas
in light of how research on social robots could apply to motion. Their
design clearly addressed how an abstract social robot would behave
in social encounters with people, i.e. engaging in and disengaging
from a social encounter. I do not view smart speakers as social robots,
yet I found it inspiring to think about using physical motion as a
means to communicate its activities clearly to users. I found myself
at an intersection where on the one hand, I was experimenting with
non-robot-like designs that felt mostly simple in communicating one
particular intent, e.g. the tails handing over and receiving requests,
while on the other hand, the proven use of motion in social robots.

4.4 drawing inspiration from social robots

I decided to continue building more simple servo-driven prototypes,
but slightly scaled up to explore how a smart speaker sized proto-
type would behave using motions, such as leaning back and forth
as well as sideways (Figure 14), borrowing some aspects of social
(dis)engagements. Continuing on this new direction, I further iterated
on the mechanical iris by exploring size, shape, and material (Figure
15) and evaluate whether I could include it in the final design. From
the iterations, I found the paper prototypes to be the least reliable
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Figure 12: A: Prototype demonstrating how the top of a smart speaker could
be actuated vertically similar to a piston. B: Prototype of a smart
speaker that can open its top surface. C: A rough attempt to
try how the top would rotate continuously to resemble a think-
ing process (inspired by motions of waves). D-E: The test board
where I explored the motions and in this instance with ears rotat-
ing towards incoming requests.
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Figure 13: A: Two tails that can be used in the periphery to communicate
activity between smart speaker and connected smart appliances
(e.g. thermostat). B-D: The process of sending or receiving data. A
metaphor of a wave was used to design the motion of the tail’s in-
dividual tiles. For example, if the tail is positioned to the right of
the smart speaker, then the incoming wave of information would
be shown by raising the far most right tile first and finish with
the far most left, and vice-versa if the speaker was sending infor-
mation.
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Figure 14: Simple motion experimentation using a smart speaker sized card-
board prototype. I tried to see what it would be like if the smart
speaker would lean forward (E), backward (D), to the sides (B-C),
while A shows the idle position.

in terms of consistently rotating and remaining intact, while I was
unable to assemble the 3D printed iris due to the limitations of 3D
printing thin blades. The laser-cut version with thin cardboard blades
proved to be the most reliable one, and therefore I used this version
to investigate the motions of closing and opening the “eye” of the
iris (Section 4.6 describes my process of iterating on the iris in more
detail). This was followed with incorporating lights to see if more
meaning could be given to the prototype (Figures 16). During this
time, I came across McMillan et al.’s [172] design of a smart speaker—
Tama—that uses gaze. They investigated to which extent mutual gaze
between user and smart speaker could supplement the invocation of
smart speakers. This inspired me to think about how a smart speaker
could use gaze or proxemic interaction with people, prompting the
idea that an almost closed iris would resemble a squinting eye that
is focusing on something whereas an open iris would indicate that it
was open to requests. The light could furthermore indicate the smart
speaker’s state, i.e. active or not (more details in Section 4.6) In light
of these ideas, I cut out a mockup of a scaled up smart speaker that
could use the current version of the laser-cut iris and rotate around
its own axis (Figure 17.C). I also sketched possible actuations of the
upper body of the smart speaker to further communicate its activi-
ties and states (Figure 17.B). As an alternative to the flat and wide
design, I also sketched a thin version of a smart speaker that was in-
spired by Pixar’s Luxo Jr. lamp [167], making a livelier smart speaker
(Figure 17.A). In parallel to this activity, I was reading literature on
human-human communication, in particular non-verbal communica-
tion such as pointing at and placing things [65], how gestures can be
interpreted as words [135], and how a gesture like the palm up and
open hand can be interpreted as an invitation or offering to an inter-
locutor [183]. Using these, among others, as detailed in Chapter 7, I
was carefully thinking of opportunities in which I could use such fa-
miliar gestures as a means to communicate a smart speaker’s internal
activities.
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Figure 15: These five prototypes are all adjustable iris diaphragms made out
of different materials or different approaches. A: A simple paper
prototype. B: A mixture of paper and foam core. C: Also a mix-
ture of paper and foam core, but more compact version than B. D:
A very compact 3D printed version of the iris. E: Automated iris
made from laser-cut plywood with thin blue cardboard blades.

Figure 16: Experimentation with LEDs. When iris is open (A), the LED is
not that bright compared to when the iris is closed (B) to indicate
attention. C-E: Examples of an LED-ring attached to the iris, and
is only visible if iris is open (E). Multiple LEDs allow the iris to be
more expressive (e.g. an open iris could have different meanings
depending on the colour).
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Figure 17: The iris diaphragm inspired me to think about how a smart
speaker could make use of an iris (A-B). C: A prototype of B
where the part that sticks out has the iris attached to it, and can
orient itself toward other things or people in the room.

4.5 qubi taking form

I discussed my design process with both my supervisors at UCL-
IC and Aarhus University to narrow down the design and build an
experimental smart speaker prototype that we could use to evaluate
physical motions. We decided to move away from the design that
existing commercial smart speakers use, while also maintaining the
role of a smart speaker and not a social robot. We wanted the final
prototype to be able to tilt back and forth, sideways, up and down,
and around its own axis—four degrees of freedom. This allowed the
prototype to communicate the essential aspects of the motions that we
decided on, which are described in detail in Chapter 7. These initial
ideas gave rise to the development of the smart speaker prototype:
QUBI.

As a first step in making QUBI, I wanted to keep it simple and mod-
ular, and investigate to which extent the form factor would allow the
prototype’s motions to be expressive and distinguishable from one an-
other. I started building a prototype consisting of three boxes attached
to each other vertically with servos (Figure 18.A). Before using digital
fabrication tools such as a 3D printer and a laser cutter, I used foam
core, grey styrofoam, and black matte cardboard. Each cube consists
of those three main parts: the foam core frame, the grey styrofoam
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Figure 18: A: A sketch of the initial idea of how QUBI could complete sim-
ple motions. B: The three main materials for building QUBI were
lightweight foam core, grey styrofoam, and black matte card-
board.

base, and outer black matte cardboard cover (Figure 18.B). I used the
styrofoam as the inner support and base for servomotors to rest on as
well as attachment points for the servomotors’ arms to pull/push. I
used the outer black cardboard to construct an outer support layer to
increase the frame’s stability. These materials’ lightweight properties
allowed cheap servomotors such as the MG90S Micro Servos to carry
the load without issues, especially the four servos on the bottommost
cube, which also had to carry the other four servos above them includ-
ing the two cubes. After a few tests with two cubes attached to one
another and four servos (Figure 19.A), I realized that the material was
an excellent alternative to a 3D printed model. This was in particular
due to the materials malleability in terms of adding/removing/re-
placing material and adjusting the prototype to unforeseen challenges
such as adjusting the placements of the servos, laying out the wires,
and engraving and slicing in the material to fit the servo arms.

The HS-322HD Servo, which is placed below the bottom cube and
inside the wooden casing (Figure 19.B), allows QUBI to rotate around
its own axis and point at different things in the space. During the
initial conceptualization of the pointing ability, my supervisors and
I decided to include a flashlight as a clearer signal to the user about
where QUBI was pointing and what it was focusing on.

I used the styrofoam base as the main point of attachment and the
tip of the servo arms as point of rotation (i.e. hinges) (Figure 20.A-
B). The flexible acrylic pillars (Figures 20.C) enable the servomotors
to push and pull due to the pillar’s rigidity along its sides, while
perpendicular forces against the flat surface would bend the material,
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Figure 19: A: Initial tests of QUBI using two cubes and actuating a tilt using
four servos in between the cubes. B: The HS-322HD Servo located
beneath the three cubes and inside a casing.

allowing the prototype to have some tolerance in terms of twisting
along its own axis.

Another benefit of the low-fidelity materials is the easy mainte-
nance, which proved to be handy as I frequently experienced the
servos to either be faulty or heat up during a prolonged interaction
session with the prototype. I even burned the eight servomotors dur-
ing a test due to too high current. Arguably, a 3D printed model could
also be designed in such a way that it would be easy to (dis)assemble
the prototype for maintenance if enough time is invested in thinking
through every aspect of the design. However, as design processes are
unforeseeable in nature, the low-fidelity material was much easier to
experiment with and iterate on while building QUBI.

My initial plan was to build a high fidelity prototype of more
durable material such as 3D printed plastic and/or laser cut wood,
however I appreciated the level of durability and flexibility of the
lightweight material that I decided not to proceed with the digital
fabrication of the final prototype 21.

4.6 mechanical iris diaphragm

The purpose of the mechanical iris diaphragm was to indicate that
QUBI was “squinting” its eye to focus, i.e. close the iris almost en-
tirely while the flashlight stays visible. This would support the lean-
ing forward state to indicate that QUBI is paying extra attention to
what the user is saying. The leftmost model of the iris in Figure 15.A
was the lightest of all the models explored, yet its flexibility made
it difficult to open and close the iris diaphragm, making it unreli-
able in an autonomous scenario. The handle that controls the blades
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Figure 20: C: The flexible plastic used as pillars before they were cut out.
B: Below the top styrofoam base, the servomotors are positioned
so the servo arms face each of the corners of the lower base that
the servos rest on. The bolts and nuts (C) are loosely fixed so the
plastic pillars can rotate around the bolts’ axis at the tip of the
servo arm without friction. The diagonal placement of the servo
allows each servo to have an independent control of the corner
of the upper level, and up to 6 degrees of freedom. A: Wooden
sticks going through the flexible pillars to fix and avoid the pillars
to slide through the styrofoam during motions.

Figure 21: Final prototype of QUBI in its ready state.
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within the casing would bend too easily as would the blades if they
did not move synchronously, which would then disturb the transition
between a closed and open iris.

The second model from the left in Figure 15.B was a mixture of
paper blades and a foam core body, allowing for a more reliable tran-
sition between closed and open iris. The body consists of three rings,
two on top of a third one. The two on top, an inner and one outer
ring, are separated, while the inner ring is glued to the bottom ring,
making the upper outer ring rotate in place. This design also did not
work as intended, since the blades were too loose and fell out of place,
while remaining difficult to automate with a servo. Finally, the design
was slightly too big for QUBI’s proportions, hence a smaller design
was required.

The third iris model, the middle one in Figure 15.C, was designed
to address the lack of compactness, durability, and reliability in the
prior models. While the design in itself was a step in the right direc-
tion, the next issue we encountered was lack of precision in the cuts,
i.e. the human error. The more compact the design was, the more
difficult it was to be consistent in cutting out the mechanical iris di-
aphragm in foam core and paper.

Since I needed consistent precise cuts while maintaining the prior
requirements, I decided to 3D print a version of the iris. The fourth
model, the second from the right in Figure 15.D, was this attempt
and it proved to be more difficult than anticipated. On the one hand,
the casing of the iris was compact, durable, and fairly precise, on the
other hand, the blades were too thick. I reached the printers limit in
terms of printing thin blades and that proved to be an obstacle that
I could not solve due to the technical constraints of the printers and
material. The thinner the blade was to be printed, the more layers of
material were missing, and as a result, there was not enough continu-
ity to keep the blade together.

Finally, I decided to try one last design using a laser cutter, the fifth
model to the far right in Figure 15.E. I used the lightest and at the
same time durable material available, 3mm plywood, for the casing
and gear of the mechanical iris diaphragm. I also decided to use the
thinnest cardboard for the blades. This design proved to work excep-
tionally well, however, the weight of the model including the servo,
also proved to be too heavy for the eight motors, in particular the four
in QUBI’s bottommost cube. In addition to the strain on the motors,
due to the attachment method with the acrylic pillars, the uppermost
cube was shaking after the motors stopped rotating. This required
another iteration of the iris using the laser cutter, but due to my lim-
ited access to the facilities, this was not an option. Unfortunately, I
had to exclude the iris from the final prototype of QUBI as it was not
feasible to maintain the current build while using the laser cut iris
diaphragm.
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4.7 reflection on my exploration of prototypes

The entire process from the initial sketches to finalizing QUBI has
taken about two years, given that many activities were going on
throughout my Ph.D. project. My four months research exchange at
UCL-IC accelerated my exploration significantly, as it allowed me to
focus on prototyping alone. The early ideation phase also allowed
me to broaden my initial ideas and think about different contexts
in which physical actuation and tangible interaction could take form,
although QUBI mostly emphasized communicating its underlying ac-
tivities rather than physical interaction.

My process of rapid prototyping an actuated smart speaker demon-
strates both the advantages and disadvantages of the materials and
methods used. While the prototype in itself was durable and com-
pleted its role in a Wizard of Oz lab study (Chapter 7), I think that
a next potential version of QUBI would benefit from more durable
material if I was to deploy it in the wild, such as in users’ homes.

My initial development of QUBI was based on exploring the form,
scale, and possible motions. Without prior experience, anticipating
the weight, density and scale of materials, and the range of motion
through digital tools such as 3D modelling compared to manual fab-
rication can be difficult, as this is an ongoing negotiation with the
material through prototyping. Given the design of my first prototype
of QUBI, I realized that the materials’ properties made it possible for
cheap servomotors to carry the load, but the joints were not rigid
enough to keep the upper two cubes in place when finishing a tran-
sition from one position to another. This was mostly an issue with
the mechanical iris mounted on the uppermost cube. Moreover, the
additional weight troubled the four motors in the bottom joint (i.e.
between the bottommost and middle cube). This could have been
solved by adding more powerful motors in the bottom joint, however,
that would most likely have required more space, which there was
not much of. This would have resulted in a redesign of the prototype
with respect to scale. Yet again, the current scale was, proportion-
ally speaking, a reasonable decision as it was not too big compared
to other existing big smart speakers such as the Google Home Max.
Since the outer fixed dimensions of QUBI and the servos’ dimensions
challenged the placement of the servos, I decided to exclude the iris
from the prototype. Time constraints of the project were also a factor
I had to take into account for this decision.

To my surprise, some of the participants in our lab study com-
mented on how well QUBI was designed in terms of the look, while
acknowledging that it was a prototype. This is definitely a posi-
tive thing to consider when designing future low-fidelity (and high-
fidelity) prototypes, since 3D printing and laser cutting are probably
considered to be the standard path for producing high-fidelity proto-
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types, but as QUBI might suggest, it is not necessarily needed. I do
not argue that digital fabrication has no place in today’s age of proto-
typing, instead I want to emphasize that there are alternative, equally
valid, prototyping methods out there and possibly more accessible
than 3D printers and laser cutters. Alternative prototyping methods
can easily become forgotten in the midst of this new era of digital
fabrication.

4.8 summary

My explorations of ideas, concepts and prototypes were characterized
by constant discussions with supervisors, sketching out thoughts,
making experiments, and reviewing literature for inspiration and
new directions to consider. I initiated my process by sketching and
discussing my ideas consistently to maintain a flow of ideas through-
out the project, which was followed up, and in most cases done in par-
allel to sketching, by experimenting with paper prototypes. As I de-
veloped more tangible ideas, I slowly transitioned into building and
experiment with servo-driven prototypes to get a sense of the motions
I could produce. Over time, enough work accumulated about human
body language and social robots that I naturally blended it into my
explorations of motions. This resulted in QUBI: a smart speaker that
incorporates nuances of the gestural expressiveness of body language
and social robots, and utilizes the motions to best support the key
roles and functions of a smart speaker.

46



5
D I S C U S S I O N A N D C O N C L U S I O N

In this chapter, I start with a discussion on how my prototypes de-
scribed in Chapter 4 relate to the notion of traces. I also discuss how
the analysis with the CIO principles in Chapter 8 suggests other pos-
sible directions for constructing prototypes that support transparency
in joint use in the context of smart speakers and smart homes in gen-
eral. I will then revisit my research questions posed in Chapter 1, fol-
lowed by my overall contribution that draws on my collective work
throughout the Ph.D. project. Finally, I propose some possible future
directions for smart speaker research, and conclude my work at the
end.

5.1 my prototypes in relation to the notion of traces

Before I discuss how my prototypes relate to the notion of traces, I
will briefly describe what traces are (detailed description in Chapter
8.1). My co-authors and I define traces as a mechanism that repre-
sents how technologies connect in use, in particular, how location,
activities, objects, people and more may connect with each other, and
across time (traces across time have been suggested earlier by Djaja-
diningrat et al. [79]). We also view traces as something that can be
inherent to technology use by leaving behind traces of use (e.g. using
the track-changes feature when editing text). Finally, we think that
traces can be designed for temporary and local activities, as well as
long-term use or for different communities to develop practices in-
spired by each other’s traces. Note that traces are informed by the
two cases presented in Chapter 8 and that I will only focus here on
how traces relate to smart speakers. Given that traces inform users
about connections across multiple dimensions such as people, arti-
facts and technology use, traces may then provide explanations to
how something has happened. For example, traces designed in smart
speakers can inform users about which old smart appliances have
been removed or changed, and by whom. This can make the smart
speaker more transparent about the available appliances and how the
user may address the speaker to control the appliances, which are
aspects of making such devices intelligible [23, 24].

As described in more detail in Chapters 6, 7, and 8, smart speak-
ers are dependent on other devices to provide additional informa-
tion about their activities. This dependency can limit smart speakers’
transparency, as information about their behaviour is only accessible
through personal devices that typically only the owner of that device
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has access too. This is particularly troublesome when smart speak-
ers act as hubs through which users interact to control connected
smart appliances in the home (Chapter 6). Existing commercial smart
speakers provide little to no information about their activities, while
the accompanying smartphone application is the primary provider of
information about usage, such as a history log of past requests. The
notion of traces and the posed questions in Chapter 8 (see table 5)
offer ways to think about how smart speakers, in particular in an in-
terconnected ecology of IoT devices, can be designed in the context
of a household’s daily (joint) activities and the development of their
home and its IoT ecosystem over time. The constructive questions in
table 5 are especially interesting to consider in the prototyping pro-
cess, as they guide the researcher and designer in thinking about how
smart speakers can become better at showing their activities and us-
age over time through traces.

My prototypes revolve primarily around the use of physical mo-
tion as an alternative approach to provide intelligibility (Chapter 4

and 7). QUBI provides traces as a result of it physical motion. For ex-
ample, QUBI shows connected appliances through physical motion
by pointing at the available smart appliances that the user can con-
trol. This pointing motion is also a form of mediation between the
person who sets up and configures new devices in the home and the
rest of the household and people who visit the home. This particular
example offers some insights into how smart speakers can be used by
users as mediators to draw on traces to form and establish routines.
QUBI pointing at smart appliances that the user can control could
help users in recalling the available appliances. Therefore, the act of
pointing acts as a redundant signal that can both support the user
in the moment and reinforce their memory, possibly leading to the
development of routines. Here, the trace represents present configu-
rations, but there are also opportunities to use traces as an indicator
of future configurations of a smart home. For example, users could be
empowered to make informed adjustments to the smart home setup
to suite their daily activities. Such an adjustment could be to move
infrequently used smart speakers around the home to accommodate
the need for the home assistant in specific rooms, or traces indicating
that Spotify requests are given mostly in the bedroom, which could
suggest users to allocate external speakers into the bedroom for better
sound quality.

As mentioned earlier, existing smart speakers provide traces of past
requests through their accompanying smart home apps on the smart-
phone, which are available for a long time. In contrast, the traces that
QUBI provides as a result of these physical motions are ephemeral.
While QUBIs traces are ephemeral in the current iteration, QUBI
could be designed to recall previous interactions with smart appli-
ances by pointing at the appliances or going through a list of devices
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and accounts that have been connected to it in the past, in line with
the smart home app approach. Another possibility could be to look
into the use of physical motion in multiple devices, working together
in concert, i.e. not just in the smart speaker, but in several other IoT
devices in the home (e.g. Oosterhout et al.’s [199] Ripple Thermostat).

My smart speaker prototype QUBI is an example of one direction
in which traces can take the form of physical motion and raises fur-
ther questions that may give rise to new smart speaker prototypes.
My other explorations (e.g. the tail in Figure 13, Chapter 4) have sim-
ilar qualities in terms of providing traces. The notion of traces works
as a tool that can be used to address some of the smart speaker’s
intelligibility issues and as a result reveal interconnected devices to
users.

5.2 revisiting my research questions

In Chapter 1, I presented three main research questions I investigated
in my Ph.D. project:

• What type of information should a smart speaker convey to
users during breakdowns and how?

– What are users’ information needs?

• How can physical actuation be used to inform users about their
smart speaker’s underlying behaviour?

– How can seamfulness support the design of intelligible
smart speakers?

• What underlying mechanisms can support technologies that
mediate collaborative activities among users, and how can these
mechanisms inform the design of intelligible smart speakers?

These questions guided me in investigating how to make smart
speakers intelligible. In the following, I will address the three
research questions by drawing on my collective work throughout the
Ph.D. project.

What type of information should a smart speaker convey to users during
breakdowns and how?
As observed in my interview study (Chapter 6), the smart speakers
themselves were not clear enough about their interconnectivity with
other devices, pointing towards a lack of information about what the
users could control in case they were new or forgot the names of the
commands, which also hinted at discoverability issues. In Chapter 1,
I described a scenario in which a user had difficulties changing the
temperature in the kitchen, despite having access to the command.
This provided an opportunity to investigate alternative approaches
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in the moment of a breakdown. Moreover, smart speakers often
give a non-actionable response to users (Chapter 7). That being
said, users tend to not be interested in listening to a long speech
response due to the likelihood that the smart speaker would provide
too much information. Therefore, there are possibilities of making
the responses actionable and succinct (Chapter 6). As an example,
QUBI was designed to offer two interpretations when encountering
uncertainty. My further analysis of the smart speaker case in Chapter
8 is another example of the shape that the information can take,
i.e. traces of activities that may rely on different modalities beyond
speech alone. Furthermore, the analysis raises the question of how
else traces may be communicated other than through the smart
speaker (e.g. a Philips Hue bulb that shows on request that it has
recently been configured by blinking, or a smart thermostat that uses
physical motion [199]). QUBI is one example of a smart speaker that
leverages physical motion to uncover some of the basic underlying
activities happening when interacting with such devices. In addition,
QUBI offers opportunities for future research to investigate different
dimensions, more/fewer cubes, different geometric shapes, or more
organic and natural forms that leverage the proposed motions in
Chapter 7 and physical motion more broadly. Alternatively, physical
motion may also provide input mechanisms, such as allowing users
to program the location of smart appliances in a room by rotating
the smart speaker, pointing it at the appliance, and saving the
configuration.

How can physical actuation be used to inform users about their smart
speaker’s underlying behaviour?
Drawing on the evaluation of QUBI (Chapter 7), it is clear that physi-
cal motion can aid users in understanding some of QUBI’s underlying
activities, while other motions seem more difficult to interpret. More
precisely, indicating when a smart speaker is actively listening for a re-
quest or not was in most cases evident to the participants in the study,
provided that the participants observed the motion. Another example
was the pointing motion, which precisely pointed out the smart ap-
pliances that the participants could control through QUBI. One thing
that all of QUBI’s nine motions had in common was that the informa-
tion provided through the motions were simple messages that were
designed with the intent of making the information available through
quick interpretations, i.e. the user understanding QUBI’s intent by
briefly observing its motions, which is one of the strengths of this ap-
proach. Although one may view the physical motions’ low bandwidth
of information as a limitation, speech can be used to complement the
motion, as in the case of QUBI. Speech contextualizes the physical
motion by clarifying what the smart speaker is pointing at, while the
act of pointing localizes the object of interest. This is not unlike how
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a customer would point a block of cheese in the supermarket while
saying “The mild Gouda cheese.” to the person behind the counter,
compared to if they just said “That one.” while pointing.

Another critique of smart speakers, in particular the VUI, is the
lack of discoverability. Discoverability is the ability for users to dis-
cover what a speech interface is capable of during use, which has long
been a challenge for VUIs [139, 179, 256]. My observations (Chapter
6) confirm prior findings (e.g. [208]) that discoverability issues are
also present in the case of smart speakers and poses an even greater
challenge for smart speakers as they also connect to and provide op-
portunities for interaction with other smart home technologies, which
is not immediately transparent. QUBI circumvents this challenge by
pointing out its connections and control of other essential smart appli-
ances in a home. This allows users to discover available smart appli-
ances through the smart speaker on the go. Discoverability ties back
into seamfulness in that seamful design can support transparency
and inform users about the smart speaker’s connectivity to available
smart appliances, which then can support the smart speaker’s intelli-
gibility [23, 24].

QUBI consists of three seamful aspects: Firstly, QUBI disam-
biguates the uncertainty around its interpretation by offering two
interpretations of the user’s request, making the user aware of the
fact that the smart speaker can have multiple interpretations. Sec-
ondly, QUBI tells the user and points at which smart appliances the
user can control and therefore which appliances it is wirelessly con-
nected to. Finally, QUBI reveals its sensitivity to loud background
sounds through a leaning backwards body posture and a blue LED
color, which is designed to indicate that QUBI has difficulties un-
derstanding requests in the current circumstances. The study I con-
ducted with QUBI (Chapter 7) shows promising results for seamful-
ness in the form of both physical actuation (e.g. pointing at available
smart appliances) and voice responses (e.g. offering two interpreta-
tions), which are available without the user needing to be tethered to
a smartphone. Although the participants in my study tended to like
this transparency, further studies need to investigate whether this ap-
plies in realistic settings, and possibly make a comparison between
a more seamful smart speaker and a regular smart speaker, to deter-
mine if it improves the smart speaker’s intelligibility.

My exploration predominantly covers seamful design possibilities
in the sphere of physical motion that can help reveal some of the
underlying states and activities of a smart speaker. My investigation
opens doors in which future research could investigate other aspects
of smart speakers that could benefit from seamfulness, in particular
the more technical side of things such as debugging and interrogating
the system about its latest changes in configuration (e.g. [195]).
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Future research could also investigate the potential of more
sophisticated motions that could communicate precise messages
similar to how people use sign language or gestures to communicate
specific things [135], with the disadvantage that these motions would
require more effort to learn. Another direction could be to compare
different combinations of physical motion and other modalities like
speech, audio, and coloured lights (e.g. Philips Hue lights to indicate
a state in home automation).

What underlying mechanisms can support technologies mediate collabora-
tive activities among users, and how can these mechanisms inform the design
of intelligible smart speakers?
The analysis in Chapter 8 revealed a common lack of information on
past activities, connected artifacts, other users in two rather different
cases: smart speakers and collaborative writing. Through a theoreti-
cal analysis, this led us to develop the notion of traces. In Section 5.1,
I described how my prototypes, in particular QUBI, relate to traces.
Table 2 presents the questions from Chapter 8, which include four
questions (highlighted green) that I have reflected on as a thought
experiment. For example, the existing smart speakers offer a log his-
tory of requests, which are objects that could be traced back through
smartphones as mediators where these traces can be accessed and
activated. An example with QUBI includes scenarios in which QUBI
mediates the existing smart home configuration by pointing at avail-
able appliances, which may support users in drawing on traces when
forming and establishing routines. In addition, I envision how users
may control what is shared (e.g. smart appliances), across multiple
mediators (e.g. multiple instances of QUBI). From table 2, it is clear
that more questions remain unanswered which are relevant for fu-
ture explorations and investigations of smart speakers. In my inter-
view study (Chapter 6), I found that it is typically one lead user who
bears the brunt of maintaining the devices and informing other users
about future changes. Traces may be crucial with respect to establish-
ing a balanced ownership among users in that the information about
the smart speakers’ configurations and the use of the speakers are
distributed in the household and not centralized. Furthermore, since
the notion of traces has been developed using two different cases,
it also remains an open question to which extent traces are applica-
ble as a tool for questioning and designing for other cases besides
smart speakers and collaborative writing. One possible case could be
other smart home technologies such as smart thermostats (e.g. Nest
Thermostat [255]) and robot vacuum cleaners (e.g. Roomba [95]). For
example, people’s presence in a home may be detected by a Nest
thermostat and make it adapt to the combined preferences of the in-
dividuals, which may be presented through traces for each person to
view.
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Regarding the CIO project’s topics of control, shareability, and em-
powering users to better understand and develop the technologies
they use, traces offer a new perspective. More specifically, they offer
a different understanding on the interplay between people, objects,
and (joint) activities by eliciting some of the mechanisms at play when
technology is used as a mediator between people’s daily activities.

PRINCIPLES

Mediation and 
Common Objects

Material versus 
Communicative 
Mediation

Development and 
Malleability

Multiplicity and 
Artifact Ecologies

LENSES

Analytical Constructive

What mediators exist for retracing of steps?
Who has access to traces?
What mediators exist for laying out steps for later?
How do traces help users recover from breakdowns?
What interactions modalities are used to represent 
traces?
What possibilities and limitations do available mediators, 
interaction modalities and common objects pose for 
forming a shared overview?

How can mediators, interaction modalities and common
objects support users in laying out and following traces?
How can traces be made available and be presented and 
activated in common objects?
In what ways can different combinations of interaction 
modalities mediate and activate traces?
How may traces be ‘re-found’ when lost?

How and to what extent are traces material and/or com-
municative?
What is the (dialectical) relationship between material 
and communicative aspects of traces?
What support exists for leaving and following traces, as
material and/or communicative?
Are traces common or individual, and may traces be 
shared among users?
How are traces conceptualized to communicate about 
them?

How may traces be presented materially?
How may traces be presented in a communicative form?
How may material and communicative representations 
be used in a dialectical interplay to mediate traces?
What metaphors can serve to conceptualize material 
and communicative aspects of traces?

What granularity and timescale of traces is supported by 
mediators and common objects?
What users, objects and mediators can be traced back?
How do traces mediate changes/developments in com-
mon objects?
How do traces point towards future objects in the 
making?
How do traces support learning about objects and 
activity, including learning about the traces themselves?

How may traces be constructed to help draw on past 
activities to shape present and future activities?
How can mediators support users in drawing on traces 
when forming and establishing routines?
How can traces and their possible uses be tailorable?

Which mediators are used to access and activate traces?
Are traces tied to common objects and/or do they depend 
on other mediators in the artifact ecology?
Are traces tied to one or more specific mediators or can 
multiple possibilities be activated by users?
What (possible) means exist tracing links between me-
diators across the ecology?

What traces are useful to whom in which activities?
To what extent may traces be connected to the common 
objects themselves?
When is it beneficial to use other mediators, existing or 
new ones, or other modalities to mediate traces?
How may configurations and breakdowns be traced 
across the ecology?
How should traces make use of and reflect changes in 
the ecology, such as removed mediators or objects or 
adding of new ones?
How may it be communicated to users what mediators 
or common objects traces are, or can be, tied to?
How may users control what is shared, across multiple 
mediators?

Table 2: Questions about traces structured by the four principles and the
analytical and constructive lenses. Given the relationship between
the two lenses, all the questions may naturally be reflected in the
other principle. For simplicity, the questions are only included in
the lens where they have mattered most. The green questions are
the ones that I have reflected on as a thought experiment.

5.3 designing for physical intelligibility

The generated insights from my research, and my ideation and pro-
totyping process can be used as a foundation and guidance for fu-
ture designs of smart speakers. My ideation and prototyping process
encompassed discoverability and seamfulness as tools to design for
intelligibility.
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Using physical actuation as an alternative approach to intelligibil-
ity in smart speakers required that I continuously iterated on pro-
totypes in which physical motions were one of the key aspects in
the prototypes, while aesthetics mattered to a lesser degree. Discov-
erability and seamfulness have both played a relevant role in guid-
ing my ideation process of smart speaker alternatives and physical
motions. Since I viewed the smart speaker as a hub through which
users would control smart appliances in the home, I found discov-
erability an extremely helpful tool as a means to think about how
physical actuation would allow users to navigate in a home progres-
sively, meaning that QUBI point out the available smart appliances on
request. Similarly, seamfulness made me think about how seemingly
invisible connections between the smart speaker and other smart ap-
pliances in a home could become visible through physical motion,
albeit temporary due to the nature of physical motions not maintain-
ing a permanent posture. More importantly, it is helpful to consider
the existing limitations of the technology at hand, such as the discov-
erability issues VUIs generally have [139, 179, 256], prompting the
possibility of expanding on the usefulness of discoverability as a tool.
Furthermore, my first interview study (Chapter 6) provided clear in-
telligibility issues with smart speakers acting as gateways to other
smart appliances, which further pushed my focus towards the inter-
play between smart speakers and connected IoT devices’. In light of
my use of discoverability and seamfulness, I would also encourage
that future research investigates in detail the use of traces in design-
ing physical actuation for smart speakers and possibly other smart
home technologies, similar to how Djajadiningrat et al. [79] found
traces to be useful in tangible user interfaces as a form of feedback.

It remains an open question to which extent my approach of using
physical actuation, seamfulness and discoverability (Chapter 4) can
support future designs of rather generic smart home technologies, al-
though prior work has showed some promising results in the active
use of physical actuation as a means to make smart technologies more
transparent about their intent and behaviour [95, 129, 166, 199, 232].
As presented earlier, physical actuation has been used to various de-
grees in revealing interactive systems’ intent as a resource to design
intelligible artifacts, my work being among those and specifically fo-
cusing on smart speakers.

Following the pattern of incorporating physical actuation as an al-
ternative approach to intelligibility both in my work and prior work,
I would like to propose an expansion of intelligibility with physical
intelligibility—intelligibility provided through the artifact’s physical
motion. An alternative approach to circumstances where intelligibil-
ity provided through textual or visual means is not ideal like in the
case of smart speakers, and in cases where physical actuation can be
combined with other modalities to enhance the intelligibility of the
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system. This also means that discoverability, seamfulness, and traces
can be used as guiding tools in the design of physical intelligibility in
smart speakers and possibly other cases too, where smart home tech-
nologies might operate as central actors in users’ daily activities. It is
in these situations, where physical intelligibility has the advantage of
making central devices and their behaviour more accessible to others
besides primary user(s).

5.4 possible future directions

My research is only one sample of explorations and investigations
of smart speakers and physical intelligibility, but it provides entry
points to further explore physical intelligibility in the context of
smart speakers.

A Physically Actuated Smart Speaker “In the Wild”
My two empirical studies described in Chapters 6 and 7 have
provided initial insights into when physical actuation in smart speak-
ers could be leveraged to make the technology more transparent,
however it is still unknown how the design for physical intelligibility
may influence the use of smart speakers over long periods of time.
To better understand the role of physical intelligibility in smart
speakers, I suggest to study a fully developed prototype like QUBI
that operates like a smart speaker, “in the wild” [225]. This type of
study could provide detailed insights into how such a smart speaker
utilizing physical intelligibility is interacted with over time, and if
such an approach would make a smart speaker more understandable
and useful in relation to real-world concerns. It would be in par-
ticular interesting to investigate how passive users (users who use
the device infrequently such as the smart speaker owner’s guests)
would perceive this smart speaker compared to some of the regular
smart speakers. Studies have been conducted on the effects of using
physical motion in various contexts, mostly controlled laboratory
studies [10, 95, 197, 199], exploratory user-centered study [166], and
one by Ju and Takayama [129] who did a mixture between controlled
Wizard of Oz and a brief “in the wild” study. As described in
Chapter 7, my own controlled Wizard of Oz study raised a number
of scenarios in which participants acted unexpectedly, which is part
of the messy reality described by Rogers [225]. In addition, a clearer
picture of this messy reality will likely be revealed if a smart speaker
prototype is studied in people’s homes for a longer period of time.

Smart Speakers and Proxemics
Another possible research direction would be to investigate smart
speaker interaction from the perspective of proxemics. My interview
study suggested that smart speaker users have a tendency to face or
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even walk up to their smart speakers during breakdowns (Chapter
6). However, one of the things I found out in my Wizard of Oz
study (Chapter 7) was that none of the participants initially walked
up to the smart speaker, which indicates that there is a need for a
better understanding of this “facing and/or walking up to the smart
speaker”-reaction to breakdowns. Examples of similar work include
studies on the proximity of people to their smartphones [77, 202].
Conducting a study to investigate how close people get to their smart
speakers and possibly what they do in the process could provide
data on how close people get to their smart speakers when they
experience breakdowns and how people move in the space around
the smart speaker. In addition, it could inform the research about
what exactly triggers the reaction of walking up to the device with
insights into the (many) sequences of actions taken by users. This
could be done using context-aware experience sampling (e.g. [93]),
asking participants to share how close they got to their smart speaker
when they interacted with it (e.g. including photos) and what they
did; possibly prompting new design constraints and opportunities.

Giving Control to Passive Users
One of the things I argue for in Chapters 6 and 7 is a more sensitive
design approach to smart speakers with respect to passive users
who tend to be less involved in the configurations of smart home
technologies and possibly excluded entirely from the process. One of
the questions I raised as a result of my interview study was the extent
to which smart speaker owners were willing to give away control to
passive users. Studies have investigated privacy concerns of passive
and infrequent users of smart speakers and similar technologies
(e.g. tangible privacy [3, 99]). It is currently unclear how much
control passive users would exactly need with respect to configuring
smart homes in which smart speakers play a significant role. This
path has two potential directions: (1) It would be useful to explore
and investigate potential solutions for how passive users could be
conveniently involved into the development of smart homes over
time through smart speakers, such as configuring new smart bulbs
or similar without relying on the primary user. (2) Another direction
could be to investigate the power dynamics between primary and
passive users, and if such dynamics change over time (e.g. children
grow up) or if they are strict in some regards (e.g. guests are not
allowed to configure any aspect of the smart home).

Other Shapes and Forms of QUBI with Different Motions and Modalities
I only investigated a fraction of many possible directions QUBI could
have taken while also leaving many prototypes I described in Chap-
ter 4 underexplored. Future iterations of QUBI and possibly other
prototypes I built can be used as a foundation to further investigate
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those and other novel designs in the context of physical intelligibil-
ity. Furthermore, QUBI’s nine motions described in Chapter 7 are a
non-exhaustive list of possible motions to be implemented in smart
speakers, and more are yet to be explored (e.g. a breathing rhythm
[51]). I see opportunities in which a smart speaker’s machine body
language can be refined through simple human-like motions similar
to the ones I used. Examples include: simple motions in combination
with iconic tangible user interfaces such as a pointing arrow [184]
or Luria et al.’s [166] use of phicons in Vyo; and, more complex mo-
tions that require sophisticated mechanical design [47], which can
offer more expressiveness, possibly at the cost of a steeper learning
curve in terms of interpreting the motions. The second option also
opens up the possibility to combine physical motion with different
modalities or with different variations of one particular modality (e.g.
physical motion combined with variations within the auditory modal-
ity: either earcons [32], auditory icons [164], or speech as in my work).

5.5 conclusion

Smart speakers have taken on a key role in acting as hubs through
which people can access and control smart appliances such as lights
and thermostats. However, they also contribute to problematic in-
telligibility issues by hiding activities and connections that happen
in homes from direct view. Making the interactions seamless can at
times compromise smart speakers’ intelligibility. My empirical stud-
ies offer detailed insights about some of the smart speakers’ intelli-
gibility issues in conjunction with IoT ecosystems (Chapter 6) and
how some of the smart speaker’s hidden activities can be revealed
through physical motion (Chapter 7). Although my empirical studies
are limited in that they specifically focus on the smart speaker case,
the analysis in Chapter 8 provides the notion of traces, which can sup-
port the design of transparent technologies that mediate joint activi-
ties among users. The analysis further suggests that people may use
smart speakers, and more broadly smart home technologies, in ways
that require more sensitivity to people’s joint activities in homes. As
I have suggested and exemplified through my prototyping process
in Chapter 4, alternative approaches to making smart speakers intel-
ligible should be investigated further, making the technologies more
inclusive.

In light of my research, and in conjunction with prior work using
physical actuation, physical intelligibility shows promising results in
the context of smart speakers, for example, physical intelligibility can
reveal some of the smart speaker’s connectivity to other smart appli-
ances. Using some of the tools I used to design for physical intelligi-
bility such as seamfulness, discoverability, and traces may help guide
the design process of smart speakers and sensitize the researcher and
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designer to users’ (joint) activities in homes, bringing about new op-
portunities for physical intelligibility. Physical intelligibility has the
potential to bring some of the important information about the smart
speaker’s capabilities to the foreground in the interactions with the
device instead of relying on smartphones, which may make the use
of smart speakers more integrated in households’ daily routines. Fur-
thermore, my prototypes present a wide variety of directions smart
speakers can take, and likely more are to be uncovered once differ-
ent variations of modalities are combined and experimented with. As
fabrication and prototyping technologies (e.g. actuators, flexible ma-
terials), approaches (e.g. shape-changing interfaces), and digital fabri-
cation tools (e.g. 3D printers, laser cutters) advance further, they will
lower the threshold to design for and explore physical intelligibility.
My prototyping process shows my attempts in using different tech-
nologies, approaches, and fabrication tools. I discuss the experiences
I gained from failed attempts and less fruitful directions at that time,
which should not be viewed as a discouragement for future research
and design projects, but rather lessons learned from the challenges
I experienced in that moment. I hope that my process will be a rich
resource that inspires future research in physical intelligibility.

In summary, this thesis presents three major contributions:

1. Smart speaker ideations and prototypes that explore intelligibil-
ity through physical actuation, which lead to QUBI, a physically
actuated smart speaker prototype (Chapter 4).

2. Findings from two empirical studies that provide insights into
which intelligibility issues are linked to smart speakers (Chapter
6), and an understanding of people’s reactions to QUBI’s vocab-
ulary of physical motions and the potential of physical motion
as a means to make smart speakers intelligible (Chapter 7).

3. The notion of traces: a mechanism that can support designers
and researchers in bringing forth connections at play in technol-
ogy use regarding past activities, connected objects, and media-
tion of people’s joint activities, to make people’s use of technol-
ogy transparent (Chapter 8).

As a whole, this work lays the foundation for physical intelligibility—
intelligibility provided through an artifact’s physical motion—as an
alternative approach to intelligibility.
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Abstract
Studies of smart speakers highlight issues people face with un-
derstanding why unexpected behaviour occurs and with recovering
from mistakes due to uninformative responses. Yet, our understand-
ing of such intelligibility issues in smart speakers — difficulties
in understanding the device’s behaviour — remains limited, in
particular, for long-term and frequent smart speaker users who
may encounter more complex situations than first-time users. We
conducted an online survey and interviews with smart speaker
enthusiasts to investigate how they form an understanding of the
device’s behaviour and what strategies they use to recover from
breakdowns. We identified seven different breakdown recovery
strategies and found that enthusiasts particularly struggled with
breakdowns in their IoT infrastructure. Informed by our results,
we propose three research directions: infrastructural breakdowns
as learning opportunities for understanding the smart speaker’s
behaviour; leveraging aspects of non-verbal communication as
opportunities for design; and considering passive users’ intelligibility
and control needs.

6.1 introduction

Smart speakers are increasingly gaining a foothold in people’s homes.
In the US alone, there are currently more than 66 million adult smart
speaker owners [138]. The concept of smart speakers is threefold:
users interact with (1) Intelligent Personal Assistants (IPAs) through
(2) the physical artefact (i.e. the smart speaker itself) by using pri-
marily (3) a Voice User Interface (VUI). Examples of such IPAs in-
clude Alexa, Siri, and Google Assistant. IPAs aim to assist in various
tasks/activities like cooking, checking facts, playing music, and mak-
ing calls. Smart speakers also increasingly play a role in home au-
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tomation [27, 161], acting as a hub that interfaces with various smart
home appliances such as smart light bulbs and thermostats.

Despite their widespread use and popularity, recent research has
identified several issues with IPAs in smart speakers. For example,
prior studies have shown that they do not have appropriately de-
signed conversational skills [26, 205, 208, 218, 236], which is further
exacerbated by the difficulty of processing natural language [124, 181,
182]. Additionally, smart speakers’ generic cylindrical form and lack
of a display provide little information for users to infer its state,
capabilities [139], and behaviour; which may draw comparisons to
“notions of a ’black box”’ as argued by Porcheron et al. [208]. Smart
speakers are also part of a long history of context-aware technolo-
gies [75] or so-called ’sensing systems’ [23]. Researchers have pointed
out the need for sensing systems to be intelligible [24], namely, in-
form users of what they infer, how they infer this, and what they
are doing with that information. The issues regarding black box be-
haviour that prior work touches upon (e.g. [208]), suggest that smart
speakers’ behaviour is not always intelligible to users from a con-
versational perspective. This includes whether the smart speaker is
attending to the user’s input, whether it has correctly recognized the
users’ spoken utterances, whether the user is using the right voice
command or whether the smart speaker is capable of responding to a
specific type of query [26, 60, 181, 182, 208]. Yet, it is unclear what in-
telligibility issues users encounter beyond these conversational issues.
While most studies to date have focused on first-time users, frequent
and longer-term users of smart speakers may have different needs,
use their device in different ways, and may encounter breakdowns in
more complex situations than first-time users. For instance, Bentley et
al. observed that the use of automation increased over time in smart
speaker users [27]. This suggests that a common trend with these
users may be that they integrate their smart speakers into a larger
smart home setup over time, where they can interconnect and inte-
grate with a large number of other smart home devices, which may
lead to additional intelligibility issues with respect to the device’s be-
haviour within this larger smart home infrastructure [175]. However,
we do not know yet what intelligibility issues frequent smart speaker
users encounter.

To address this gap, we contribute a detailed investigation of in-
telligibility issues with IPAs experienced by a user group that we
define as smart speaker enthusiasts: people who use smart speakers fre-
quently and have done so over a longer period of time (i.e., more
than two months), are excited about the technology, and often share
their experiences among peers. In particular, we present what enthu-
siasts technically understand about a wide range of smart speakers
they own and how they conceptualize these devices’ behaviour. More-
over, we look at how enthusiasts address their smart speakers, when
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they encounter unintelligible behaviour, how they recover from such
breakdowns, and how these issues are handled in multi-user settings
and in conjunction with other Internet of Things (IoT) devices. We
conducted two studies with enthusiasts: an online survey (N=102) in
which respondents were asked to perform six tasks with their smart
speakers, and semi-structured interviews (N=12) to complement the
survey. From our findings, we distill three future research directions:
infrastructural breakdowns as learning opportunities for understand-
ing the speaker’s behaviour; leveraging non-verbal communication as
opportunities for design; and considering the intelligibility and con-
trol needs of passive users.

6.2 related work

6.2.1 Intelligibility

The notion of computers retreating into the background and the use
of natural ways to interact with those computers were part of early
visions of ubiquitous computing and calm computing [248]. Bellotti
and Edwards [24] argued for such context-aware systems [75] to be
intelligible, i.e. to provide users with an understanding of how the
system is “interpreting the state of the world”. Researchers have pro-
vided several frameworks for intelligibility [23, 24, 63, 160], investi-
gated intelligibility issues in commercial products and concepts [63,
255], and demonstrated possible ways to provide intelligibility such
as graphical interfaces [76, 158, 243], explanations [156, 157, 160, 244]
or shape-change [199]. Despite the benefit of increased transparency,
intelligibility can also be harmful if a system behaves appropriately
yet shows high uncertainty [159].

6.2.2 Intelligibility of IPAs in Smart Speakers

Designing more intelligible voice-based IPAs is challenging and the
recent advances in artificial intelligence (AI) and autonomous sys-
tems have again moved intelligibility issues to the forefront of the
HCI community [1]. While there are several VUI guidelines [139, 179,
256], some argue that we lack guidelines for voice-based human-AI
interaction [9]. Amershi et al. [9] present 18 guidelines for human-
AI interaction and observe that AI systems such as voice assistants
without any Graphical User Interfaces (GUIs) are the least compati-
ble with these guidelines, indicating a need for further research into
efficient human-AI interaction for products such as smart speakers
that primarily use VUIs. While manufacturers have started producing
complementary smart displays for additional feedback (e.g., Google
Nest Hub), Sciuto et al. [227] found that some users prefer to hide
their smart speakers away from direct view for aesthetic reasons. This
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indicates that IPAs would not necessarily benefit from displays as a
medium to provide intelligibility [24].

6.2.2.1 When Smart Speakers Break Down.

Breakdowns as described by Winograd and Flores [252] are common
phenomena where seamless interactions with the world through arte-
facts get disrupted by a shift of focus toward artefacts since they stop
working. Breakdowns offer opportunities for users to learn about how
artefacts work by inspecting them closely, which is a core element
of intelligibility [24]. Porcheron et al. [208] also suggest that design-
ers of smart speakers consider the given responses by the system as
“the design of interactional resources for users” to understand and over-
come breakdowns and misconceptions, pointing out the unhelpful
responses.

Similarly, Beneteau et al. [26] conducted a study on how families
collaboratively repaired communication breakdowns with Amazon
Alexa. The authors observed how a mother directly instructed her son
on how to get the desired outcome by telling him what and how to say
it – teaching her son about the cause of the breakdown. This shows
that people do attempt to learn from the breakdowns. Beneteau et
al. [26] also propose that IPAs become more adaptive to the break-
down and provide users with useful responses about what to do to
overcome communication breakdowns.

These studies [26, 208] show that inexperienced users often expe-
rience conversational breakdowns with IPAs, i.e. the speakers suffer
from conversational intelligibility issues. What remains insufficiently
investigated with smart speakers are potential infrastructural intelligi-
bility issues [85], which may occur with users who have IoT ecosys-
tems in place that are connected to the smart speaker such as our
smart speaker enthusiasts. Infrastructural breakdowns could remain
hidden to the users due to the focus on seamlessness and minimalistic
design of the devices [208], potentially hindering users from learning
about types of system errors occurring in IoT ecosystems. Users may
suspect a natural language processing (NLP) error as it is the most
frequent type of error [181, 182], yet it is unclear how users deal with
non-NLP errors in IoT ecosystems.

6.2.2.2 Users’ Understanding of IPAs in Smart Speakers.

Cho [60] examined first-time users’ mental models of IPAs in smart
speakers, showing that they use push and pull strategies for error han-
dling. When participants use the push strategy, they provide the IPA
with more contextual information to ensure that the IPA interprets
the request correctly. When participants fail to get a desired answer,
they employ the pull strategy, in which they use broader terms to
test the boundaries of the IPA’s comprehension. Similarly, Myers et
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al. [182] found that using an unfamiliar voice-based calendar on a
smart speaker display (e.g. Echo Show) presents obstacles for users.
They showed that hyperarticulation is a popular tactic against the
most common type of error: NLP errors. These studies [60, 182] show
promising results about what strategies users employ to overcome
breakdowns. However, it remains unclear whether such strategies are
common among enthusiasts and to what extent these and other strate-
gies are used in contexts that go beyond NLP errors, like controlling
smart home devices.

6.2.3 Multi-User Experience with Smart Speakers

Several studies on smart speakers mention a multi-user aspect.
Household members share smart speakers [161] and in some cases
use them simultaneously in a single session [26, 82, 208]. A few stud-
ies [26, 208, 219] investigated how couples and families interacted
with smart speakers, indicating that smart speakers are becoming a
part of households with multiple inhabitants. However, it is unclear
if and how smart speaker owners share their devices with others out-
side of their households (e.g., friends or guests), and how owners
handle potential interaction challenges and breakdowns in such sce-
narios, in particular with interconnected IoT devices. Lau et al. [152]
identified scenarios in which primary users of smart speakers would
(un)intentionally exclude secondary or incidental users such as part-
ners, children, and guests from participating and interacting with the
smart speaker. The idea of making users more aware and accountable
in interactions with technologies in social settings is not new [191], yet
it remains an issue in the context of smart speakers.

6.2.4 Summary

Related work reveals that when studies touch upon intelligibility is-
sues of IPAs in smart speakers, they mostly discuss conversational
breakdowns that first-time users experience. It remains unclear to
which extent and in which situations smart speakers lack intelligibil-
ity for enthusiasts, how these enthusiasts deal with, and help others
(e.g. friends or guests) deal with breakdowns, including infrastructure
issues [85] that involve other IoT devices, and how enthusiasts con-
ceptualize their smart speakers’ behaviour.
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6.3 approach

6.3.1 Research Questions

To address the gaps pointed out in prior research, we deployed an
online survey and conducted semi-structured interviews with smart
speaker enthusiasts to investigate the following research questions:

• RQ1: How do enthusiasts conceptualize their smart speaker’s
behaviour?

• RQ2: How do enthusiasts address their smart speaker? Do they
approach the device and face it, and what other modalities do
they use besides speech?

• RQ3: What strategies do enthusiasts employ to recover from
mistakes and system breakdowns?

• RQ4: What strategies do enthusiasts employ to recover from
mistakes and system breakdowns?

Due to the lack of visual feedback, unclear state, and issues with
discoverability of available commands, smart speakers suffer from po-
tential issues with each of Bellotti et al.’s five questions for designers
of sensing systems [23]. We briefly summarize these below:

• Address: How do I address one (or more) of many possible
devices?

• Accident: How do I avoid mistakes?

• Attention: How do I know the system is ready and attending to
my actions?

• Action: How do I effect a meaningful action, control its extent
and possibly specify a target or targets for my action?

• Alignment: How do I know the system is doing (has done) the
right thing?

Research questions RQ2 and RQ3 are directly inspired by Bellotti
et al.’s [23] design concerns address (in our case, how can users di-
rect communication or avoid directing communication to the smart
speaker?), and accident (how can users avoid or recover from er-
rors?). The reason for these two design concerns as our outset is
due to their strong relations to breakdowns. We hypothesise that
breakdowns might disrupt the voice interaction flow with the smart
speaker, which raised questions such as whether breakdowns made
enthusiasts approach or orient themselves differently around the de-
vice. We were also interested in potential strategies enthusiasts used
to recover from breakdowns. Enthusiasts’ understanding determines
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how they handle errors, the way they trust and address their smart
speaker, and might reveal their conceptualizations of smart speakers
(RQ1). The way enthusiasts communicate with smart speakers (RQ2)
can provide new insights into strategies to provide intelligibility. In
our results, we will also touch upon Bellotti et al.’s other questions
[23]: attention (how do users establish that the smart speaker is attend-
ing?), action (how do users discover the available commands? [139]),
and alignment (how do users know the smart speaker is doing the
right thing?). RQ4 is motivated by prior research [152] suggesting that
primary smart speaker users (un)intentionally exclude secondary or
incidental users from interacting with the smart speaker. In this study,
we investigated whether this was the case for enthusiasts and how en-
thusiasts feel about sharing their smart speakers with secondary and
incidental users in their smart homes.

6.3.2 Methodology

To answer the four research questions, we combined an online survey
with smart speaker enthusiasts (N=102) and semi-structured inter-
views with 12 smart speaker enthusiasts. The online survey (Section
4) allowed us to gain an understanding of smart speaker enthusi-
asts’ general experiences with and their usage of smart speakers. The
majority of the survey questions revolved around six tasks that the
respondents had to carry out with their own smart speaker. They
were asked about their experiences with breakdowns and potential
intelligibility issues, how they perceived their smart speakers during
interactions, and their thoughts about sharing the device with mem-
bers and non-members of their household.

The semi-structured interviews (Section 5), on the other hand, al-
lowed us to gain deeper insights into the issues smart speaker enthu-
siasts faced, beyond what could be gathered from the online survey.
While two interviews were conducted at participants’ homes, the ma-
jority of interviews (10/12) were conducted remotely through video
calls due to the large geographical distance. The interviewees shared
information about themselves and their households, general smart
speaker experience and usage, and they reflected on their level of
confidence in using and understanding their device. Participants also
shared how they understood their smart speaker alone and in rela-
tion to other IoT devices, and how they felt about sharing and us-
ing the smart speaker with others in the household (e.g. family and
guests). We chose to conduct semi-structured interviews instead of
on-site observations with participants because we were interested in
participants’ reflections on their overall experiences with their smart
speaker, rather than specific instances of breakdowns that happened
to occur during our site visit, if at all. The online survey and interview
questions both cover RQ2–4. To answer RQ1, we only relied on the
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interviews due to the survey not giving us meaningful and sufficient
data. For each of the six tasks in the survey, respondents were asked
to rate their level of understanding of what the smart speaker was do-
ing on a 7-point Likert-scale, and optionally, to provide additional in-
formation to describe their lack of understanding. Most respondents
provided little to no additional information about their understand-
ing and the quantitative results showed no clear trends. The online
survey and interview questions are available in supplementary mate-
rial A and B respectively.

6.4 online survey

6.4.1 Respondents

We sought out respondents through online communities dedicated
to smart speakers (e.g. on Reddit and Facebook) as well as through
snowball sampling, asking colleagues, students, and acquaintances.
We chose this recruitment strategy as it allowed us to specifically tar-
get smart speaker enthusiasts. Initially, 119 respondents completed
the survey; however, we excluded 17 participants: One due to uncer-
tainty about the seriousness of their answers, another for failing to
follow the instructions regarding anonymization, and 15 for using
their smart speaker infrequently or owning it only for a short period
of time. We base our analysis on the remaining 102 respondents.

We found that the majority (71/102) of respondents were between
24 and 42 years old and the majority (86/102) shared their household
with either family, a partner, or another person. While the partici-
pants’ native languages spread across 11 different languages, most
survey respondents were native English speakers and used English
with their smart speaker (87/102), of which most were US-based
(61/87). Nearly all (99/102) of respondents configured their smart
speakers to English, while the rest used German, Spanish, or French.
In addition, almost all (90/102) used English as their daily spoken lan-
guage. The respondents’ smart speakers ranged over 15 unique mod-
els. Some participants had several smart speakers; one participant
even owned nine. Nearly half of the respondents (50/102) owned
Google Home products exclusively, 16 respondents owned Apple
HomePods exclusively, 13 Amazon Echo products exclusively, and 20

reported a mixture of different products. In terms of the rarer types,
one respondent reported having a Harmon Kardon Invoke, another
had an Insigna NS-CSPGASP-B. One respondent did not specify the
type.
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6.4.2 Questions and Tasks

The survey consisted of 143 items, which are a mixture of questions,
rating statements (7-point Likert Scale), and open-ended text fields
to elaborate their answers (62/143 items were optional open-ended
text fields). The full survey is available in supplementary material A.
The median time for completing the online survey was 14.2 minutes
and it ran for 97 days. The majority of the questions (114/143) re-
volved around six tasks that the respondents had to carry out with
their smart speaker; the use of tasks was inspired by Cowan et al.’s
approach [69]. Our six tasks were as follows:

1. How will the weather be in your location today?

2. Find an Italian restaurant within 5 km. If possible, ask a follow-
up question referring to one of the restaurants mentioned in the
list of results.

3. Play “Thunderstruck” by AC/DC. When it starts playing, tell
your smart speaker to play a song of your choice instead.

4. Set a 5-minute timer.

5. Translate ’Hello, how are you doing today?’ into German.

• Answer: Hallo, wie geht es dir heute?

6. Who is the Prime Minister of United Kingdom and where is she
born?

• Answer: Theresa May, born in Eastbourne, Sussex.

For each task, the respondents were asked the same set of 19 ques-
tions to evaluate their overall experience and how they experienced
their smart speaker’s responses. Respondents rated their experiences
on a 7-point Likert scale with an option to elaborate. We made tasks
2, 5, and 6 slightly more difficult than the rest to see whether re-
spondents would report having difficulties completing some tasks
and why. Task 2 consisted of two requests (one asking about the pre-
vious one), task 5 included a different language, and task 6 was a
two-step question. Note that the survey tasks did not include instruc-
tions on controlling other IoT devices due to uncertainty about how
many respondents would use other IoT devices, and which types of
devices they would own. Use of smart speakers with IoT devices was
covered in the semi-structured interviews. We also asked the survey
respondents to rate survey items I1–I5 (see Figure 23) on a 7-point
Likert Scale, which reflects their level of confidence in using and un-
derstanding their device, whether they faced it during interactions,
and to which extent they liked using smart speakers with others.
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6.4.3 Analysis

The quantitative data was analyzed using descriptive statistics. One
of the authors analyzed the qualitative data in the survey using com-
parative analysis, open coding, and conceptual saturation [68, pp.220-
282]. Subsequently both authors discussed using an interpretivist semi-
structured approach [31, pp. 63–64], which is commonly applied in HCI
research. The findings were then grouped according to the research
questions (Section 3.1).

6.4.4 Results

In the following sections, we discuss the findings from the online sur-
vey along the following main themes: respondents and their smart
speakers (Section 6.4.4.1); how respondents face and address their
smart speakers (Section 6.4.4.2); the smart speakers’ responses (Sec-
tion 6.4.4.3); and multi-user experiences with smart speakers (Section
6.4.4.4). Section 6.4.4.1 covers general findings about the survey par-
ticipants and their smart speakers, while the following sections cover
RQ2–4, as indicated in the section titles.

6.4.4.1 Respondents and Their Smart Speakers

The majority of respondents (95/102) reported using their smart
speaker daily while the rest reported using it 3–5 times per week. The
respondents had owned their smart speaker(s) between 3 months and
4 years – the majority (64/102) owned their device for a year or more.
We looked into usage domains, and we were particularly interested
in home automation, which was the most common group (68/102)
(together with music), and consisted of, e.g. controlling lights, ther-
mostats, smart plugs, and unspecified “home automation.” This is in
line with Bentley et al. [27] who also found home automation among
the top domains.

6.4.4.2 RQ2-3: Facing and Addressing the Smart Speaker

Respondents rated the statement on whether they faced their smart
speakers during interactions (I1, see Figure 23) close to neutral with
an average of 4.22 (with 1 = Never, 7 = Always), indicating that they
sometimes face their smart speakers. This is corroborated in two op-
tional follow-up questions where 85/102 of respondents gave exam-
ples of when they would face their smart speaker, and 83/102 gave
examples of when they would not face their smart speaker. Respon-
dents frequently (55/85) reported that proximity to their device, hav-
ing the device already in their view, high background noise/music,
breakdowns, and locations in different rooms caused them to face
their smart speaker. Of those 55, one respondent who always faced
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their smart speaker during interactions explained that, “[. . . ] it doesn’t
understand me otherwise, even if I’m right next to it.” However, respon-
dents predominantly (60/83) reported that they would not face their
smart speaker when they were sitting in the same room as the device
or were located in a different room with the device out of sight. One
respondent who never faced their smart speaker said: “If I fail to get
a response at my first or second try, I give up due to the nature of asking
the same question of an inanimate object coming across as strange, even
to family.” Despite the breakdowns, this respondent did not mention
moments in which they would face their smart speaker, as was com-
mon with other respondents. Other reasons for not facing the smart
speaker included other activities (e.g. household tasks or conversing),
and a general preference to not face the device due to confidence in
it being able to understand the respondents’ requests.

The above shows that addressing smart speakers (RQ2) depends on
the context in which the device and person find themselves. The data
also suggests that some people’s first instinct if the smart speaker
does not behave as expected, i.e. a breakdown (RQ3), is to face or
walk up to the device, or, use an available app on their phone to con-
trol appliances (e.g. smart light bulbs) or stream music to the speaker.

Figure 22: Survey items (I1–I5) and results. Top axis represents average Lik-
ert scale rating while bottom axis represents the percentage of
negative and positive ratings of the total number of participants;
’Neutral’ and ’Sometimes’ equally distributed on both sides of
the scales. The rectangles represent percentages while circles rep-
resent averages.

6.4.4.3 RQ3: Response from Smart Speakers

The tasks that the participants completed with their smart speakers re-
vealed interesting breakdowns; especially tasks 2, 5, and 6 due to their
inherent complexity. The respondents’ answers showed how the same
smart speakers replied with different error messages. For instance,
26 respondents had to split the question from task 6 into two, and 8

HomePod owners mentioned that their device replied, “I can’t find the
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answer to that on HomePod” while splitting the question gave them the
right answer. One HomePod requested the owner to use their iPhone.
It is unclear to what extent such uninformative responses mislabel
available features as unavailable due to smart speakers not provid-
ing sufficient information to recover. In most of the difficult tasks,
respondents managed to complete the tasks using between one and
four tries while some (21/102, of which 18 native English speakers)
reported unsuccessful completions in tasks 2, 5, and/or 6. Notably, in
task 2, a HomePod owner reported that their device replied “I didn’t
find any matching restaurants.”, while performing a Google search on
another device showed “[...] there’s one 3.8km from me. It’s called [Italian
name] with ’northern Italian cuisine’ as the tagline, so no excuse to [having]
missed that.” Some Amazon Echo owners were unable to find restau-
rants due to unavailable features. One was asked to install a ’skill’ (a
plugin that enables Alexa to perform requests), while others could
complete the task.

Interestingly, there are examples of respondents who feel confident
about their smart speaker usage and yet experience breakdowns be-
yond their comprehension. One respondent slightly agreed to being
very good at using the smart speaker (I2) and slightly agreed to being
in control (I3) while also noting that “Commands suddenly don’t work
anymore or give strange outputs.” Similarly, another respondent who
slightly agreed with both I2 and I3 said that, “Sometimes I wonder if
I just don’t know how to word the question or command in a way that the
speaker would understand.”

6.4.4.4 RQ4: Multi-User Experience

We asked the respondents to share their experience of using smart
speakers with other people (RQ4). 72/102 respondents reported us-
ing their smart speakers together with others. One respondent re-
ported, “I would love it if it were more intuitive to use devices like this.
Everything seems geared toward people who are more gadget-oriented or
willing to research things they can do.” This might be why responses
such as “An intercom feature would be helpful in this scenario” occur
from a U.S. Google Home owner, even though that feature has been
available since November 2017 [196]. This respondent had owned a
smart speaker for 12–23 months and used the device daily with a
partner and had rated I2 and I3 at 7 and 6 respectively. This shows
that even experienced and confident enthusiasts experience discover-
ability problems as is common with VUIs [139, 256].

53/72 of the respondents used their smart speaker with others
by playing music at gatherings, entertaining children with music,
video chatting through their smart speaker displays (e.g. Amazon
Show) among other activities. And 13 out of those 53 reported non-
collaborative activities as well. These were things like family calendar
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updates, shopping lists, adjusting thermostats, or as a respondent
said, “I sometimes set reminders for my husband.”

We analyzed the respondents’ open-ended answers to I4-I5 since
the neutral average ratings made the Likert scale difficult to assess.
Those who disagreed and strongly disagreed with I4, did not elabo-
rate their answer, while two who slightly disagreed mentioned that
they would have difficulties imagining how features and extensions
to the smart speaker would work with respect to the device encourag-
ing multi-user interactions. One participant who slightly agreed said,
“[. . . ] asking my smart speaker for facts feels more like part of a conversa-
tion, while pulling out my phone seems rude in the midst of a discussion.”
Finally, a respondent who strongly agreed with I4 thought, “It would
be fantastic to include some type of presence detection based off of Wi-Fi
that greeted new users and ask[ed] them their name to learn any preferences
they have.” These examples show how a more inclusive smart speaker
could work.

Regarding the preferences of using smart speakers with others, the
optional open-ended question: In which context would you do tasks with
others? showed that even those that (slightly) disagreed with I5 had
moments in which they would use their smart speakers with others.
Those that were neutral had a mixture of experiences such as “when
we are cooking together, one of us will set a timer, another one will check
on or clear it.”, to “generally, we don’t use Alexa ’together”’. Meanwhile,
one who strongly disagreed with I5 said, “I find that people who don’t
use Alexa (or similar) often get confused when speaking to the smart speaker,
which means it takes much more time to perform tasks, so I prefer to not use
it with others.”

The above findings shed light on RQ4, showing that owners of
smart speakers who are more acquainted with the IPA do not always
desire asking new users to partake in unclear interactions through
a VUI. On the other hand, simpler and playful commands such as
turning on kitchen lights or playing a game seem more common.

6.5 interviews

6.5.1 Participants

For the interviews, we again recruited smart speaker enthusiasts who
owned and used smart speakers regularly. We announced a differ-
ent call for interviews through the same online communities as for
the survey, supplemented with local advertising at our university to
widen our range of participants. 14 people responded to our call for
interviews, one was rejected due to only using their smart speaker
sporadically, while another one was excluded due to audio issues. Of
the remaining 12 interviews, two were conducted at the participants’
homes and ten via video calls due to the large geographical distance.
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Interviews lasted on average 75 minutes. Three interviewees also par-
ticipated in the survey. The majority (7/12) of participants were be-
tween 24 and 42 years old. While none of the interviewees were native
English speakers, the interview was conducted in English (which all
interviewees were comfortable with) and most interviewees used En-
glish with their smart speakers (9/12), while three used it in their na-
tive language (two in German and one in French). 7/12 participants
owned Google Home products, three owned Amazon Echo products,
and two an Apple HomePod. Interviewees reported four types of
households: 7/12 lived as a family, two lived alone, two shared their
home with roommates, and one was living with their romantic part-
ner. While we did not interview other household members of the in-
terviewees, discussions in the interviews also reflected on these other
household members’ experiences. Participants’ duration of owning a
smart speaker varied from 2 months to 42 months. Note that the par-
ticipant who owned their smart speakers for 2 months already had an
initial IoT setup and plans for expansion. All participants used their
smart speaker(s) daily. Four considered themselves smart speaker de-
velopers (working on features for smart speakers or home automa-
tion), four worked in the IT industry, while four did not specify.

6.5.2 Procedure

First, we introduced the participants to the topic of the study, fol-
lowed by a short survey to collect initial data (e.g. on language use,
types of smart speakers, household information, confidence in using
and sense of being in control of their smart speaker). We divided
the rest of the interview into two themes: understanding the smart
speaker and multi-user scenarios. The participants were furthermore
encouraged to share anything else they found relevant to the topic be-
ing discussed. The interviews were audio recorded and transcribed.
The two in-person interviews were also video recorded.

We also asked the participants a leading question: Do you some-
times perceive your smart speaker as a ’black box’? We asked this because
Porcheron et al. [208] suggested that the Amazon Echo’s lack of trans-
parency regarding its state, was akin to a ’black box’ system. Lead-
ing questions are commonly used to verify and check the reliability
of interviewees’ answers, and interviewer’s interpretation [50]. We
then followed up by asking the participants to explain how the smart
speaker works, to get a nuanced understanding. We also ensured that
the participants knew what we meant by ’black box’.

6.5.3 Analysis

As in the survey, the interview transcripts were analyzed using com-
parative analysis, open coding, and conceptual saturation [68, pp.220-
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282]. Moreover, one author coded the data to familiarize himself with
the data and then further discussed together with the other author
to develop themes as in an interpretivist semi-structured approach [31,
pp. 63–64].

6.5.4 Results

In the following sections, we discuss the results from the interviews
along the following main themes: confidence in using the smart
speaker(s) (6.5.4.1); understanding of the IPA’s behaviour (6.5.4.2);
trust in the smart speaker (6.5.4.3); addressing the smart speaker and
the use of feedback (6.5.4.4); strategies to recover from mistakes and
breakdowns (6.5.4.5); and use of smart speakers with multiple people
(6.5.4.6).

Lastly, to distinguish the participants who considered themselves
to be smart speaker developers, participants will be referred to as
P1–P12 with the suffix D (developers) or suffix N (non-developers):
e.g. PN1/PD7.

6.5.4.1 Confidence in Using and Feeling in Control

Section On average, participants rated themselves as relatively good
at using their smart speaker (5.25 on a 7-point Likert Scale) while
feeling slightly in control of their device (4.58 on a 7-point Likert
Scale). These numbers are in line with the results of the online survey,
shown in Figure 23.

6.5.4.2 RQ1: Participants’ Understanding of IPAs in Smart Speakers

Five participants said that they perceived their smart speaker as a
’black box’. PD7, whose occupation was within smart home automa-
tion, perceived their Google devices as a ’black box’ to a certain ex-
tent. PD7 found it difficult to identify the locus of an error, yet, they
said, “[Google] does a good job of describing exactly what happened and
why it did [what it did].” PD7 acknowledged this contradiction while
stressing that they would not prefer the IPA to explain how things
worked. This is in contrast to PN1 and PN11 who perceived their
Google Home and HomePod respectively to not be a ’black box’ due
to the lack of artificial intelligence. PN1 said that they believed their
Google Home consisted of preprogrammed if-then statements, simi-
lar to a trigger-action approach [241]. Conversely, PN11 did believe
that the Google Home was more intelligent than their HomePod since
it used the collected data to improve its services. Contrary to our ex-
pectations, that enthusiasts who had a less complete understanding
of their smart speaker would be more likely to identify the device as
a ’black box’, they seemed to fill in the gaps in their understanding
with what they thought must be true. The interviews also showed,
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unsurprisingly, a contrast between the developer participants (4/12)
and the non-developers, in terms of describing how a smart speaker
worked. The four developers had a much clearer model of the smart
speaker’s process, while the other eight had a vague idea that the de-
vice connected to ’cloud’ servers and processed requests there. PD12
said the following:

“I basically know what’s in there, like you have the hot word at the begin-
ning, after that you have ASR [Automatic Speech Recognition] to recognize
what you say, and after you have the NLU [Natural Language Understand-
ing], that understands what you say. And the request is sent and is done.”

On the other hand, PN3 used available information about the smart
speaker’s interpretation as a cue for how the device worked and ex-
plained the following:

“I guess it records and translate[s] my voice and translates it into some-
thing written and then it reads that and tries to answer the best with sort of
machine learning or something like that.”

Participants with little to no technical background had little knowl-
edge about the way their devices communicated with other smart
home devices. Six participants (of which one developer) indicated
that the current mobile applications were missing clearer informa-
tion about how the users’ various smart devices were interconnected,
while 3/6 participants suggested that some type of visualization
would be great. PN4 came up with the idea that their smart speaker
could dim light bulbs to indicate the light bulb’s connectivity while
Bluetooth speakers could make sounds. In contrast, PD10 mentioned
that they were working on their own desktop view of the different
connections:

“I think it would be helpful if you could see more than just these devices
connected. It would be helpful if it would give me options there as well. So,
sort of like a discovery feature for things you can do with your own stuff.”

On the other hand, five participants (of which three developers)
found it mostly sufficient to use the available app for the smart
speaker to check connections between devices, while two of them said
they were open to further improvements. It is also important to em-
phasize that five participants (both with IT and non-IT backgrounds)
mentioned that the increased number of interconnected devices with
the smart speaker raised the level of complexity making it difficult to
keep an overview of commands and devices. On a similar note, PD7
said:

“[...] it’s incredibly unclear precisely how often [smart speakers] are being
updated, if they work at all, who’s responsible for them working. [...] from
a [...] developer perspective, I understand that Philips is contacting Google
APIs... and I know how technically this all works together. Once it stops
working it’s incredibly frustrating that you don’t really know who to talk
to... to get things to work...”
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Despite PD7’s better understanding (RQ1), this shows how diffi-
cult it can be to identify where mistakes happen if the speaker is
connected to other devices and services.

6.5.4.3 RQ1: Trusting the Smart Speaker

We examine trust both from a perspective of privacy as has been
investigated by, e.g., Lau et al.[152], and Bellotti et al.’s alignment
(How do I know the system is doing the right thing?) [23]. This con-
tributes to RQ1 as the depth of enthusiasts’ understanding of the
smart speaker’s behaviour and its impact to what extent it is trusted
to handle potentially harmful actions. We asked the following ques-
tion: Do you trust your smart speaker? From a privacy perspective, only
PD12 was unsure about how to answer this question while all other
participants trusted their devices despite acknowledging their lack of
knowledge about what happens to their data. PD12 designs smart
speakers and explained that they only feel comfortable having their
HomePod in their living room. Our participants seemed to trust the
speaker companies with relatively few privacy concerns, which is in
line with findings by Lau et al. [152]. Lau et al. suggest that it might
be due to an incomplete understanding of privacy risks, or, as we ob-
served with PN2 and PN4: convenience outweighed privacy concerns,
for instance, over the device listening all the time.

From an alignment perspective [23], five of the participants (all non-
developers) mentioned that they did not feel confident enough about
the smart speaker handling potentially harmful things, due to the
technology’s early stage of development – yet, three developers sug-
gested two-factor authentication as a possible solution. Only in rare
occasions would three participants consider turning off their devices.
For instance, PN2 mentioned that they would unplug the device in
case they and their family rented their house to others while they
were gone to avoid any uncomfortable experiences for the guests.
PN4 recalled an experience when the lights in their apartment, con-
nected to home automation, were turned on for a whole week while
they were on vacation. While notified on their phone, they were un-
able to switch the lights off, and referred to the danger of connecting
smart speakers to appliances such as an oven, which can become dan-
gerous if unattended. This shows that some enthusiasts are cautious
of the novelty of the technology and the device’s unpredictability,
which relates to alignment [23], i.e. not doing something unwanted
when the user is not present, or not being triggered accidentally.

6.5.4.4 RQ2: Addressing the Smart Speaker and Feedback

All 12 participants preferred not to face their smart speakers due to
the nature of issuing voice commands and the provided audible feed-
back from smart speakers. The audible feedback the device provides
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when it triggers, frees up the user’s visual attention. However, PN2
and PN5 both have two small children and have experienced that
they interact with the smart speakers playfully by walking up to the
devices and speaking to the devices. In addition to these two partic-
ipants, some of the other participants explained that when address-
ing the smart speaker, it is normal to look at the device for the first
period of owning it. Children have been observed facing and inter-
acting playfully with smart speakers by moving their hands in front
of the devices and touching them [82]. In contrast, some adults place
their Amazon Echo out of direct view [227]. Hence, we investigated if
physical interaction was preferred over voice sometimes. Three partic-
ipants mentioned that their choice of input mechanisms depended on
the situation. PN11 mentioned that they usually trigger their Home-
Pod by tapping on it when they lie in bed and know that other family
members are asleep. PN6 said, similarly, that their Google Home is
within hand’s reach on their desk and they find it more convenient to
physically control the trigger, stop, pause/resume, and volume up/down
commands. The context thus determines whether physical controls
are used.

The participants occasionally used their companion apps on their
phones to check what the smart speaker understood. Still, they
deemed the physicality of the device to be important for them to have
a point of reference in case of breakdowns that go beyond rephrasing
requests. As PN5 pointed out, “Always turn off, turn on. That’s rule
number 1 within IT” referring to the importance of being able to go
back to the smart speaker and restart it. This refers to accidents [23],
where knowing how to recover from breakdowns is important for
users, through familiar interfaces that allow users to address [23] the
system correctly. The majority of the participants also acknowledged
that breakdowns do make them face their device, depending on the
number of failed requests. PN4 noted:

“Actually, when it’s doing something wrong [. . . ]. So, there I address it
directly and I go to it or come near to it and then I repeat it slowly and loud
again. So, that is kind of interesting because I could just also do it by my
smartphone or something like that [. . . ]”

This echoes responses from the survey. Building on this close com-
munication pattern, PD7 who thought that the reason they were be-
ing conversational with the IPA on their smart speaker and not their
IPA on their phone was exactly because “smart speakers respond in a
very personal sort of way, has a very personal sort of voice”. PD7 further
explained that the smart speaker does not tether them to a device like
the phone does, allowing them to move freely about, while also point-
ing out that they find the IPA on the phone intrusive and unpleasant
to interact with. This suggests that the type of voice and even the
device through which the IPA is invoked can influence anthropomor-
phic characteristics.
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PN4, PN8, and PD12 mentioned that they would walk up to the
smart speaker at times to improve its interpretation if the device
would not execute the right action. Notably, PN1, who is a non-
native English speaker, expressed that changing the temperature in
the kitchen with Google Home works well “[...] but only when I am fac-
ing the assistant and speaking loudly and clearly [...]”. In addition, many
participants mentioned that if there was too much background noise,
the smart speaker would have difficulties picking up trigger words
and would require participants to either shout or get closer to the de-
vice. PN5 had an interesting experience when they were cooking in
the kitchen:

“[...] if the volume is turned down to [. . . ] 10% in the kitchen and it talks
to me and I have the exhaust hood turned on, then I can’t hear the speaker.
[. . . ] Then I just turned around and [. . . ] I said ’Hey Google, set volume to
80%’... ok, and I said, ’Please repeat command’, because I wanted to know
what it said, and it said ’Last command is, turn volume to 80%’ [. . . ].”

This example shows how issues with attention [23] highlight prob-
lems such as unintended actions and wasted input efforts due to the
system’s lack of contextual awareness.

The above scenarios show how facing the smart speaker can de-
pend on breakdowns (RQ2). This is in line with the online survey
responses as they also suggested that addressing and recovering are
intertwined.

6.5.4.5 RQ3: Recovering from Mistakes and Breakdowns

Inspired by Porcheron et al.’s [208] findings that showed how first-
time users were unable to act upon default responses, we asked if
there was any immediate action that enthusiasts would take to in-
tervene in a mistake. Nine participants agreed that the current ’stop’
command was sufficient in most cases. Yet, a few mentioned that a
more effective way of intervening would be preferred due to some-
times having difficulties triggering the device, while PN1, PN4 and
PD7 pointed out the potential benefit of smart speakers giving op-
tions to users, where the device would ask them something along the
lines of “Did you mean...?”. When asked, all 12 participants agreed
that alternatives would be a great feature though in moderation or as
needed, since spoken lists of alternatives can become overwhelming.

Furthermore, PN4 mentioned that smart speakers need to be able
to handle different tasks appropriately with different procedures,
which corresponds with Mennicken et al.’s suggestion of making
voice assistants domain-specific [173]. PN5 suggested, when they say
“’Hey Google, turn off light in kitchen’ and what I actually meant was the
living room [...]” that the smart speaker would then reply, “The light
in the kitchen is already turned off, do you want me to turn it off in
the living room?” PN6 viewed alternative interpretations as guidance
on how to utter a command, “If I ask a command [that] I don’t know the
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exact phraseology or syntax of, then I would think it’s very useful, I would
definitely use this.” This suggests that alternatives do not necessarily
have to relate to the interpreted input, but can also reveal available
phrases. This could help to address discoverability issues [139, 256].

As for discoverability and Bellotti et al.’s action design considera-
tion (i.e. how do users discover and select an available command)
[23], PN1, PN2, and PN5 said that they sometimes forget the exact
phrasing of a request required by the smart speaker. During the inter-
view with PN1, they attempted nine times to change the temperature
in their home with a voice command, however, their first three at-
tempts did not work. Before picking up their tablet to look up the
“If-This-Then-That” command that they specified on IFTTT.com, they
said, “The question is, did I forget the right command or didn’t it under-
stand me?” Even after finding the phrases, they succeeded only the
sixth time; it took them nearly 4.5 minutes to succeed. On the other
hand, PN2 had a structured approach:

“[. . . ] I will go back through the hierarchy, like first look in the Alexa app,
then look in the Sonos app or the Hue app [be]cause the data from the Alexa
app comes from there. And then if that doesn’t work, I have to look into the
Sonos status reports”

PN5 pointed out that they had long-term memory issues and found
themselves occasionally forgetting exact phrases to use for adjusting
lights in the different rooms. This shows how VUIs often do not ad-
here to common UI guidelines (e.g. reducing short-term memory load
[179, 190, 231]), and reflects the importance of designing for dynamic
diversity and universal usability [109, 231], given that users with a
range of disabilities are using smart speakers [46, 212].

In summary, through our interpretivist approach, seven strategies
emerged that describe how our participants address breakdowns
(RQ3) (see Table 3). The individual strategies are used in various con-
texts and are sometimes used sequentially as pointed out by PD12:

“[. . . ] when [HomePod] doesn’t trigger at first, [. . . ] I turn around to see
that.” and “When it’s maybe really not picking up like sort of fourth time”,
PD12 confirmed that they would walk up to the smart speaker. This
raises open questions, such as how much do users tolerate until they
give up or move to a different product altogether. And as pointed
out by PD7: “[. . . ] if you check the Google Home Reddit [. . . ] you see
the exact same posts over and over again. People who have lights that don’t
connect, or people who have a bulb that specifically doesn’t [want to] update.”
and continues to emphasize the frustration that people get when they
“[. . . ] get a device and want it to work immediately and perfectly, and you
don’t really give a device multiple chances, especially not a device that you
need daily.” This situation shows how difficult it can be to establish an
IoT ecosystem in one’s home without the help of the community of
enthusiasts.
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S1 and S2 reflect that users indeed make use of common human-
human communication practices to improve their directional interac-
tion with the smart speaker, answering RQ2 about facing and ap-
proaching the smart speaker. S3 is among the common strategies
used in overcoming NLP errors [161], which were also regularly ex-
perienced by our interviewees. This makes NLP error recovery strate-
gies such as hyperarticulation, simplification, and adding more in-
formation to utterances the first type of strategies to be used [182].
However, they are of little use in overcoming infrastructural issues.
S4, S5 and S7 reflect the limitations of current smart speakers’ ca-
pabilities, where enthusiasts tend to exhibit interest in investigating
such infrastructural breakdowns by looking for solutions that require
external sources of information about how to overcome a particular
breakdown with their smart speaker, as the smart speaker does not
provide sufficient information. Finally, S6 corresponds to voice inter-
action not always being ideal, hence the preferred physical interaction
with smart speakers in some instances.

Strategy

S1: Turn towards 
the smart speaker.

S2: Walk up to the 
smart speaker.

S3: Retry request a 
number of times.

S4: Investigate the 
issue on a smart-
phone or tablet.

S5: Complete task 
through companion
app instead.

S6: Physically inter-
act with the smart 
speaker.

S7: Get help from the
online community .

PD12 faces the smart speaker if it does not 
trigger.

PN4 walks up to the smart speaker to 
enunciate the utterance.

PN1 tried nine times in a row to trigger an 
IFTTT command until they succeeded in 
changing the temperature in the kitchen.

PN2 goes through a number of apps on their
phone.

PD12 uses their phone to stream music if the
smart speaker fails to play music.
PN8 is more inclined to give up on the 
speaker if it fails to play music than if it fails 
to create a timer, as it is easier to select music 
on the phone.

PN1 uses the smart speaker’s physical 
buttons to lower the music volume.

PN2 checks online forums where other 
enthusiasts share their experiences.

“But when [HomePod] doesn't trigger at first, […] I turn around to see that.”
 – PD12

“[…] when it's doing something wrong, I go to it and then I face it quite 
often. So, there I address it directly and I go to it or come near to it, and then
 I repeat it slowly and loud again. So, what is kind of interesting because I 
could just also do it by my smartphone or something like that but I really go
 to the speakers and face it […]” – PN4

“And sometimes, it’s hard to remember precisely the sentence. That’s the 
problem with if-this-then-that. Just [have to] think a moment… Because I 
haven’t used it for many months because it was so hot…” “heat kitchen to the
twen… […] heat kitchen thirty… […] heat kitchen 23 degrees […] heat 
kitchen 23… […] heat kitchen 23 degrees […] kitchen 23… […] kitchen… […] 
kitchen 22 degrees […] kitchen radio… […] kitchen 22 degrees” – PN1

“I will ask [Alexa] to do a certain thing. And when it [doesn’t] work I [will] 
then have to […] debug it somehow […] go back through the hierarchy. Like 
first look in the Alexa app, then look in the Sonos app or the Hue app 
[be]cause the data from the Alexa app comes from there. And then if that 
doesn't work, I have to look into the Sonos status reports” – PN2

“[…] some music that I want to play, sometimes [HomePod] doesn't recog-
nize or I have to go to my phone and… look for it and stream it.” – PD12 

“If I am setting a timer for example, I might try more times than if I am 
trying to play some music. In that case, I give up more easily and play the 
music through the app on my phone instead.” – PN8

“[…] when we have guests as yesterday, it’s pretty loud, many people are
speaking. Then it's difficult to communicate with the [smart speakers]. So, 
often you have to turn up and down the music… the volume, physically.” 
– PN1

“I always go online and check if there [are] some skills that some of the other
guys are using and then perhaps try them if they make sense.” – PN2

Examples Quotes from participants

Table 3: Seven strategies enthusiasts used to recover from breakdowns.

6.5.4.6 RQ4: Multi-User Scenarios

To answer RQ4: we set out to get a sense of who was responsible
for the smart speaker(s) in the households and who felt ownership
of the smart speaker(s). PN1 said that setting up specific commands
outside the smart speakers’ built-in commands requires them as the
primary user to instruct and update others in the household. Simi-
larly, PN2, 3, 5, 6, and PD10 also indicated that they were the ones
who introduced the smart speakers’ built-in features to their family.
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While PD7 and PD9 did not live with family members, PD7 shared
their flat with a roommate who had to deal with the smart speaker
regardless of their opinion about it, and PD9 explained how they in-
troduced smart speakers to their family (e.g. (grand)parents) in their
homes. This role is in line with Mennicken and Huang’s [174] obser-
vations about ’home technology drivers’ in smart homes, people who
research, acquire, and implement home automation technology in
their spare time. Mennicken and Huang also pointed out that most
of the adult members of the households in their study fell into the
’passive users’ group: people who did not directly engage in planning,
research, maintenance, and configuration, but did have some famil-
iarity with the home automation system through use. This fits our
observations of most interviewees describing their cohabitants and
guests in line with passive users.

Participants were generally open to guests using the smart speak-
ers for sources of information, entertainment, and controlling other
smart devices. The smart speaker was considered a common device
available for everyone to use, due to having limited or no personal
information on the smart speakers. PN4 pointed out how their fam-
ily viewed this as “Just one of dad’s fun ideas” (referring to themselves)
and “the wife thinks it’s almost annoying, so far. But she has begun lately to
give it commands.” PN4’s wife started using the countdown feature for
when the children brush their teeth and when the family is cooking,
as well as asking the smart speaker trivia questions. Yet, participants
pointed out that some passive users (usually guests) showed a re-
luctance in using the smart speakers. Meanwhile, PN11 was worried
that someone, such as a sibling or guest, would ask the HomePod
to read aloud personal messages linked to their smartphones, while
PD12 did not connect their phone’s messages to the smart speaker.
Despite the voice recognition functionality, PD9 pointed out that sib-
lings with similar voices can trigger each other’s calendar. Regarding
alignment [23], users have the option to check their activity log in the
mobile application and listen through all the latest activities to ver-
ify that nobody accidentally or intentionally accessed their personal
information (e.g. calendar). Yet, none of our participants mentioned
doing so every day nor after having guests over.

6.6 summary

RQ1 – How do enthusiasts conceptualize their smart speaker’s be-
haviour? The data suggests that enthusiasts vary in their interpreta-
tion of how their smart speaker works depending on their experience
and background. As discussed previously, less tech-savvy enthusi-
asts without a technical background rationalize the smart speaker’s
behaviour as primitive with no AI, while the enthusiasts with some
technical background within the IT industry showed some under-
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standing of machine learning. Finally, the developers provided a rel-
atively complete description of how smart speakers work.

RQ2 – How do enthusiasts address their smart speaker? Do they
approach it and face it, and what other modalities do they use
besides speech? From our interviews, it was clear that speech and
hands-free interaction with smart speakers was preferred due to the
natural language interface. However, our data has shown that major-
ity of our participants experience the need to face their smart speak-
ers in times of breakdowns and in some cases even felt forced to walk
up the smart speaker to ensure it understood them. While physical
interaction with the smart speakers was reported to be infrequent, in
some situations a quick ’tap’ on the smart speaker allowed for a faster
interaction and was thus occasionally preferred over speech. This is
indicative of a possible preference for a multimodal interface over a
strictly unimodal interface.

RQ3 – What strategies do enthusiasts employ to recover from mis-
takes and system breakdowns? Table 3 shows seven strategies used
by our enthusiast participants during smart speaker breakdowns. It is
important to point out that despite the developers’ stronger grasp of
the smart speaker’s inner workings, they still experienced uncertainty
regarding breakdowns in the context of IoT ecosystems. Our results
suggest that there is a lack of transparency in a home’s IoT ecosystem,
even for users with advanced knowledge on smart speakers, and that
enthusiasts draw a lot on online communities for help.

RQ4 – How do enthusiasts use their smart speaker with others
in their households and/or when having visitors? Our participants
made it very clear that smart speakers are part of the home, espe-
cially if they can control other smart home appliances. They should
be accessible to others, both household members and people visiting
their home, making the smart speaker a shared technology. However,
enthusiasts mentioned that they bear the brunt of this burden, becom-
ing responsible for maintaining the devices, informing passive users
about the changes as well as helping them during breakdowns.

Our findings extend prior work by highlighting challenges that en-
thusiasts encounter in their interactions with smart speakers within
IoT ecosystems, beyond conversational challenges with smart speak-
ers alone. Importantly, our results also suggest that technically skilled
users and developers who likely have a better understanding of smart
speakers and smart home setups, like some of our interviewees, still
experience difficulties locating and overcoming infrastructural errors.
This suggests that there is a need for smart speakers to be more intel-
ligible and support users in overcoming such issues regardless of the
user’s experience or background, in particular when smart speakers
are interacting with a larger IoT infrastructure. Our interviews show
that our participants often ended up in a position in which they be-
come the leading experts in their household, as they tend to be the
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primary users in charge of the smart home transformation in their
home. This might become an extra burden on the primary users, as
they are the responsible ones who have to maintain the system in
place.

6.7 discussion

From our findings, we synthesized three discussion points for future
research that should be considered given that smart speakers are in-
creasingly pervasive in people’s homes.

6.7.1 Infrastructural Breakdowns as Learning Opportunities

In addition to conversational breakdowns, a common source of errors
that our interviewees experienced are infrastructural breakdowns
due to the speaker being part of a larger ecosystem of services and
appliances. It is hard to recover from infrastructural breakdowns due
to issues with infrastructural intelligibility [85]: difficulties in under-
standing how the individual IoT devices and services work together
to form a large ecosystem. This is even experienced by enthusiasts
who have a strong grasp of how smart speakers work conceptually
such as several of the developers among our participants. As we
will explain below, we suggest that smart speakers could help users
in identifying these infrastructural breakdowns and suggest possible
ways to overcome them.

While prior work has suggested to use smart speakers’ responses
as a medium to help recover from communication breakdowns [26,
208], our interviewees pointed out the limitations of voice interaction
to overcome breakdowns. For example, they had concerns about hav-
ing to listen to long lists of options through an IPA’s voice (Section
5.4.5). Currently, neither the visual nor the auditory modality is ideal
to provide information to recover from infrastructural breakdowns:
few smart speakers have displays, speakers are often hidden from di-
rect view [227], and speech can be overwhelming [179]. Yet, visually
impaired users may prefer information delivery via high-pace speech
[46]. For all users to learn from breakdowns, a “one-size fits all” ap-
proach to intelligibility is not desirable.

Users tend to prefer comprehensible and practical information that
helps and improves their daily interactions with intelligent interactive
systems such as recommendation algorithms [52]. This is reflected
in PD10’s attempt to make a personal overview of the connectivity
between their IoT devices and the devices capabilities. The stream-
lined, minimalistic and seamless design of smart speakers might in
fact make the technology less accessible and intelligible. Despite this,
our participants did not portray their smart speakers entirely as black
boxes nor did they suggest that it was useful to think about it in such
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a way. Instead, they portrayed their smart speakers as less capable
during infrastructural breakdowns and felt that the limited informa-
tion about the respective breakdowns could be improved to enable
users to act appropriately.

This discussion emphasizes the value of designing technology
through a seamful [58] and upfront approach about the issues that
arise regarding the smart speaker’s internal behaviour. We do not
argue that all technical errors need to be presented to the user’s im-
mediate attention, however, we do argue that those choices should
be the user’s decision to make. The aim is to not only reveal imper-
fections in the interactions between user and smart speaker, but also
to enable users to identify which issues are related to the larger IoT
infrastructure [85], and which of those are within and beyond their
control.

One way of designing seamful smart speakers would be to in-
volve the community in the process of learning from infrastructural
breakdowns, since enthusiasts already seek out help on online fo-
rums about the immediate issues they face with their smart speakers.
Smart speakers could leverage knowledge from online communities
or a new dedicated platform where smart speaker enthusiasts share
their experiences, solutions, and challenges, which the smart speaker
could present to users. This could make smart speakers and users col-
laborators in overcoming infrastructural breakdowns in their homes.
Similar work has been done in the context of providing community
assistance with command recommendations in novice-to-expert tran-
sitions in complex software applications [92, 171]. Trigger-action com-
mands [241] through services such as If-This-Then-That (IFTTT.com)
are already a common way to take advantage of “recipes” shared by
other people in the smart speaker community. In addition to sharing
such rules or commands, we argue that the communities’ expertise
and experience with smart speakers in smart homes could be utilized
as well, similar to how others have shown the potential of crowd-
sourcing contextual help for web applications [59].

Another possible solution would be to break the conversational
metaphor, entering a diagnostics mode where user and smart speaker
collaboratively investigate the infrastructural breakdown at hand,
bringing forth the seams in the technologies within the smart home.
This diagnostics mode could consist of questions and answers be-
tween the user and the smart speaker, allowing the device to nar-
row down the scope of possible issues and solutions (e.g. [195]). Ex-
planatory approaches have been researched extensively for complex
software [180], context-aware systems [160] and end-user debugging
of machine-learned systems [144]. In particular, explanations have
been shown to improve users’ understanding of semi-autonomous
interactive behaviour [160]. This supports the idea that users of semi-
autonomous interactive systems could learn about some of the under-

85



lying system behaviour through which (infrastructural) breakdowns
are caused. In this case, smart speakers could be designed to become
proactive in their level of engagement with users [57], offering expla-
nations when a recent request failed.

Our findings point to an opportunity in investigating how and
when smart speakers can expose underlying layers of their and inter-
connected IoT devices’ system behaviour and simultaneously reveal
possible actions to recover from infrastructural breakdowns.

6.7.2 Non-Verbal Communication as a Design Opportunity

Our findings point to our participants handling communication with
their smart speakers in a similar way to how they would communi-
cate with an actual person. While their overall understanding of how
the smart speaker works varies depending on their technical expertise
and experience with smart speakers, it was clear from our analysis
that the majority of people tend to face their smart speakers during
breakdowns. People act in a similar fashion during conversational
breakdowns with collocutors to improve their communication, for ex-
ample, by getting closer to the other person and establishing eye con-
tact. We suspect that enthusiasts may adopt a similar subconscious
understanding—anthropomorphizing their devices—due to the IPA’s
voice, as pointed out by PD7. Indeed, people attributing intent, social
cues, and other anthropomorphic characteristics to technology has
been observed previously to varying degrees [10, 129, 197, 235] and
with smart speakers in particular [61, 82].

However, this metaphor of human-human communication also has
downsides. While anthropomorphism can make use of metaphors
and interactions familiar to people and thereby offer familiar action
possibilities, anthropomorphism has also a tendency to mislead peo-
ple and raise their expectations towards technology. Prior findings
point towards this misalignment between users’ expectations and the
IPA’s capabilities [61, 165]. While this might persist in first-time users’
experiences, we observed that smart speaker enthusiasts adapt their
expectations over time and accept the limitations of smart speakers’
capabilities. More importantly though, our study highlights a pos-
sible subconscious behaviour from the enthusiasts (approaching the
device or speaking up when experiencing a breakdown), which might
change little over time, if at all.

Our results suggest that enthusiasts’ behaviour around smart
speakers, such as approaching or facing the device, could be lever-
aged as a signal that the user is attempting to recover from a break-
down. An interesting future direction is to explore whether this could
be recognized by the smart speaker (e.g. through proxemic dimen-
sions [108], or gaze as in Tama [172]) to offer incidental intelligibility
[255] and reveal action possibilities to recover from these breakdowns.

86



In addition, smart speakers could be designed with multimodal ac-
tion possibilities, offering users more and different ways of commu-
nicating with IPAs in smart speakers, such as gesturing and physical
interaction.

Building on this, future research could also investigate whether
there are other user behaviours resulting from anthropomorphic at-
tributions to smart speakers that could be leveraged for the design of
smart speakers.

6.7.3 Intelligibility and Control Needs of Passive Users

Our results show passive users are common but can be left out of in-
teraction with smart speakers or planning of smart home integration
(Section 6.5.4.6). Passive users may be uncomfortable interacting with
smart speakers or unaware that they are there. While passive house-
hold members increase their frequency of use over time due to conve-
nience and frequent exposure to the smart speaker, interviewees did
not report the same tendency for guests. Overall, passive users have
little means of knowing what they can do and how to recover from
errors since not everyone uses smartphones nor is willing to install
and configure companion apps, as observed by Lau et al. [152]. Given
a future of smart homes with smart speakers as central interfaces for
smart home appliances, it would be problematic if passive users had
little to no means of controlling these appliances. Our interviewees,
as primary smart speaker users, acted as system administrators that
passive users have to rely on (in line with similar findings in smart
homes [174]). With growing numbers of IoT appliances that can in-
terface with smart speakers, this burden on primary users will only
increase, since they already struggle in their own interactions with
their smart speakers.

This highlights a need for control mechanisms for passive users.
More care needs to be taken in the design of smart speakers to avoid
unintended effects such as excluding particular users and a heavy
reliance on primary users.

One way of designing smart speakers so that they are more acces-
sible to passive users would be to include the devices in the intro-
duction phase, making them key actors in “showing” users where
smart appliances are located, what they can be used for, and how
to control them. This will likely need to be set up and maintained
by the primary user(s), however, this would allow primary users to
delegate introductory tasks to smart speakers so the smart speakers
themselves can teach passive users about (new) features and func-
tionalities. Furthermore, we suggest to design this without relying on
smartphones necessarily, as they need to be configured with smart
speakers. Instead, we argue that for voice-enabled smart speakers to
be more discoverable and accessible, the devices would benefit from
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a more diverse set of interaction channels through which users, in
particular passive users, can input their requests and control some
aspects of a smart home. While existing smart speakers with displays
could utilize the graphical user interface [182], another interaction
channel could be spatial interaction [121], where physical interaction
exists within real space, which uses movement as input in the space
as discussed in Section 6.7.2. This has been seen with other technolo-
gies such as the Nest Learning Thermostat [187], which comes with
a mobile application, yet that application is not necessary for pas-
sive users. The users can control the Nest Thermostat by rotating it
to the desired temperature setting while also lighting up if the de-
vice detects the user nearby, indicating that they can interact with the
device.

In summary, it is a promising direction to study the intelligibility
and control needs of passive users and investigate how they can be
included in future smart speaker experiences?

6.7.4 Limitations

Our interest in this study has been in developing an initial under-
standing of intelligibility issues faced by a specific group of smart
speaker users – smart speaker enthusiasts – and how they recover from
different types of breakdowns, in contrast with and complement-
ing prior studies that have mostly focused on first-time users. Our
methodological approach, in which we used an online survey and in-
terviews, draws on respondents’ overall experiences in using smart
speakers. While this study might not provide details on specific ob-
served instances of handling breakdowns with smart speakers, it com-
plements existing work by contributing new insights into a different
group of users and how their accumulated experience influences how
they handle different breakdowns, in particular infrastructural intelli-
gibility issues within IoT ecosystems.

In compliance with the EU’s General Data Protection Regulation
(GDPR) article 5(c), which states that data should be “adequate, rel-
evant and limited to what is necessary in relation to the purposes
for which they are processed (’data minimisation’)” [90], we only col-
lected personal data that was deemed absolutely necessary for our
study. In light of this and since our study did not focus on gender
nor specific age differences, we did not collect participants’ gender
and specific age. While we acknowledge the significance of aspects
such as gender, age, or socio-economic background on people’s ex-
periences with smart speakers [236, 249], an investigation of these
aspects was deemed out of scope for this study.

Native English speakers may have a different experience than non-
native English speakers with English as their only viable option to in-
teract with their smart speaker (e.g. [253]). In this study, we had a mix
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of both. Most survey respondents were native English speakers, while
the interviewees were only European smart speaker owners, due to
constraints in the contract with our funding organization. As pointed
out by prior research [253], non-native English speakers, in contrast
to native speakers, might have trouble with respect to producing the
right words for the IPA to understand. Having non-native English
speakers use their smart speakers in English might have influenced
our findings in relation to conversational breakdowns. However, it
is unclear whether results from prior studies with native Mandarin
speakers [253] would translate to native Germanic language speakers
(as with our participants who used the smart speaker in English) as
Germanic languages are closely related to English. Additionally, the
recruitment of the participants from online fora may have biased the
type of people we got, in particular those that were comfortable and
frequent users of these fora, and likewise could have influenced the
preference towards using online fora and the smart speaker commu-
nity as a solution for issues with smart speakers.

Lastly, our notion of “passive users” consists of both members of
the household and guests. Future work should look into the specific
needs of people who indirectly interact with the smart speakers and
people who only interact, but do not configure nor maintain the smart
speakers. In addition, it would be equally important to know what
the enthusiasts’ view on sharing responsibility with respect to config-
uration and maintenance of smart speakers and homes, and to which
extent enthusiasts would be willing to hand over more control to pas-
sive users.

6.8 conclusion

Previous studies on smart speakers provide insights into how house-
holds integrate them into their lifestyles. We extend prior findings by:
contributing insights into enthusiasts’ understanding of their smart
speakers; how they address the device; when they encounter unintel-
ligible behavior, and strategies they use to recover from such break-
downs; and how these issues are handled in different multi-user set-
tings. Based on our results, we propose three future research direc-
tions: considering infrastructural breakdowns as learning opportuni-
ties for understanding the smart speaker’s behaviour; leveraging as-
pects of non-verbal communication as opportunities for design; and
considering the intelligibility and control needs of passive users.

6.9 acknowledgement

We thank our participants for their contribution in making this work
happen. This project has received funding from the European Re-
search Council (ERC) under the European Union’s Horizon 2020 re-

89



search and innovation programme (grant agreement No 740548). This
project was approved by the Institutional Review Board at Aarhus
University (serial number: 2019-01).

90



7
M A C H I N E B O D Y L A N G U A G E : E X P R E S S I N G A
S M A RT S P E A K E R ’ S A C T I V I T Y W I T H I N T E L L I G I B L E
P H Y S I C A L M O T I O N

Mirzel Avdic, Aarhus University, Denmark
Nicolai Marquardt, UCL Interaction Centre, University College
London, London, United Kingdom
Yvonne Rogers, UCL Interaction Centre, University College London,
London, United Kingdom
Jo Vermeulen, Aarhus University, Denmark

In Proceedings of the 16th ACM Conference on Designing Interactive
Systems, DIS 2021.

Figure 23: Visual abstract summarizing research of QUBI—smart speaker
with multiple degrees of freedom for expressive physical
motion—as well as study design and key findings.

Abstract
People’s physical movement and body language implicitly con-
vey what they think and feel, are doing or are about to do. In
contrast, current smart speakers miss out on this richness of body
language, primarily relying on voice commands only. We present
QUBI, a dynamic smart speaker that leverages expressive physical
motion – stretching, nodding, turning, shrugging, wiggling, pointing
and leaning forwards/backwards – to convey cues about its under-
lying behaviour and activities. We conducted a qualitative Wizard
of Oz lab study, in which 12 participants interacted with QUBI in
four scripted scenarios. From our study, we distilled six themes: (1)
mirroring and mimicking motions; (2) body language to supplement
voice instructions; (3) anthropomorphism and personality; (4) audio
can trump motion; (5) reaffirming uncertain interpretations to sup-
port mutual understanding; and (6) emotional reactions to QUBI’s
behaviour. From this, we discuss design implications for future smart
speakers.
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7.1 introduction

Internet of Things (IoT) devices have been around for a while, and
it is perhaps only a matter of time until they fully transition into
(semi-)autonomous roles in homes [5, 142]. However, it is still an
open question as to how more autonomous IoT devices [6] will blend
into people’s homes. Some IoT devices may start to adopt techniques
from robotics [95, 166, 197], enabling them to react to users through
physical motions, enriching their expressiveness. Indeed, research has
shown that observing objects move elicits emotions in people and
interpretations of “intent” [10, 74, 95, 114, 129, 199]. Desmond Mor-
ris wrote about “the mannerism of walking, sitting and moving” [177,
p.260], which is a trait people pick up throughout their lives that
helps them read other’s intentions, such as asking for permission to
talk by raising one’s hand in the air. In particular, these gestures help
people interpret each other’s state of mind, thoughts, and feelings
without necessarily speaking. How might we imbue the new gener-
ation of smart home technologies with such expressiveness or “ma-
chine mannerisms” so that human beings can better understand their
intentions?

To answer this question, we turn our attention specifically to one
kind of IoT device that has become popular in recent years and found
its way into many people’s homes: smart speakers (e.g. Amazon Echo
[8], Nest Audio [105], Apple HomePod [11]). Smart speakers are an
excellent candidate for investigating this research question due to
their limited expressiveness. Current smart speaker designs typically
use a cylindrical form with some LED status lights appearing on top.
This forces users to rely almost entirely on the intelligent personal
assistant’s (IPA’s) voice for interaction. However, smart speakers have
limited conversational intelligibility [26, 182, 208]: users experience
conversational breakdowns with their smart speakers as the device
does not make the cause of the breakdown clear. These breakdowns
can potentially also spread to more sophisticated smart home setups
as smart speaker users tend to expand their homes with additional
smart appliances connected to smart speakers over time [27]. As a
result, it is challenging for smart speakers to blend into the fabric of
users’ everyday lives. Some users desire their smart speakers to be
alive with a more animate form, as demonstrated by attempts to dec-
orate the device by placing a doll on top of the device [61]. Similarly,
other users show interest in making their IPAs act more as compan-
ions [162]. This suggests an opportunity to explore how smart speak-
ers can be made more expressive and lively.

In this paper, we investigate how we can achieve a richer communi-
cation with smart speakers through the use of physical expressiveness
in a novel smart speaker prototype. In particular, we explore whether
adding physical motion to the smart speaker’s form can make its
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conversational interaction and its activities within an IoT ecosystem
expressive and intelligible [24].

While smart speakers are not social robots (e.g. Jibo [48, 78]), they
can leverage their spatial placement in a room by utilizing techniques
from the field of robotics such as pointing and orienting themselves
to explicitly communicate their underlying activities. We designed
QUBI, a smart speaker that complements its conversational interac-
tion with physical actuation to inform users about its inner state and
ongoing activities. QUBI supports nine different motions (Figure 24)
for different purposes such as indicating QUBI’s current state (ready,
idle), whether it has trouble understanding or fulfilling a request, and
pointing at other IoT devices. While our expressive motions are in-
spired by earlier approaches (such as Jibo’s side-ways motion [78],
through a two-part rotating head), we expand on this through wider
range of expressive motions, and – most importantly – we focus on
studying their effect for mediating people’s interaction with smart speak-
ers.

We conducted a qualitative lab study in which participants inter-
acted with QUBI to perform a series of tasks in four scenarios. We
wanted to understand people’s reactions to physical motions in differ-
ent situations, which motions complemented speech responses, and
which were suitable for non-verbal communication alone, both dur-
ing breakdowns and during expected interactions. Our findings sug-
gest both opportunities and remaining challenges for expressive phys-
ical motion in smart speakers. In summary, we make the following
contributions:

• A vocabulary of nine expressive physical motions to comple-
ment smart speakers’ voice interaction and communicate the
inner state, which we demonstrate through a smart speaker pro-
totype, QUBI;

• Six key findings from our lab study investigating people’s re-
actions to expressive physical motion in a smart speaker proto-
type: (1) mirroring and mimicking motions ; (2) body language
to supplement voice instructions; (3) anthropomorphism and
personality; (4) audio can trump motion; (5) reaffirming un-
certain interpretations to support mutual understanding; and
(6) emotional reactions to QUBI’s behaviour. From these find-
ings, we distill opportunities and challenges and derive future
research directions for smart speaker design.
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7.2 related work

7.2.1 Body Language

People express themselves in various ways and one of these is
through the use of body language such as crossing one’s arms, frown-
ing, or stomping one’s feet. As argued by some [177, pp.14-26], ac-
tions individuals perform are either inborn (actions we do not have to
learn), discovered (actions we discover for ourselves), absorbed (actions
we acquire unknowingly from others), trained (actions we have to be
taught), or a mixture of those. It is important to emphasise that there
are actions that have different meanings depending on factors such
as culture and situation. At the same time, people interpret gestures
and actions similarly if there is enough context, such as when describ-
ing a car and pointing at it [65, pp.243-268], or raising one’s hand in
a class to get permission to talk. People’s experience with gestures,
mannerisms, and body postures has also been observed to influence
how they interpret intent in moving objects [117]. Heider and Simmel
[117] observed people attributing humanlike characteristics to objects
due to their motions’ trajectory and pattern. This is called anthropo-
morphism, and as Duffy [83] describes it, “It is attributing cognitive or
emotional states to something based on observation in order to rationalise
an entity’s behaviour in a given social environment.” This shows that not
only does a person’s body language inform others about their state of
mind or intent, but so does the physical movement that gives rise to
the body language or posture. The pace and trajectory of something
or someone can shift a person’s perception of the object or subject as
Heider and Simmel showed with simple geometric shapes [117].

Physical actuation and motion as cues to a system’s activities and
intentions have been investigated in the field of human–robot inter-
action [47]. Robots designed with more humanlike features such as
eyes, hands, and mouths, have been shown to be perceived as trans-
parent about their states [47]. In particular, people have attributed
“mental” states to robots using the robot’s explicit social cues such as
nods and deictic gestures, as well as the robot’s implicit behaviour
such as the eye motions, by either looking at an object it wants to
interact with or if it is ready to engage with the user by establishing
eye contact [47]. However, as pointed out by Duffy [83], researchers
and designers of social robots have to carefully design the robots to
not fall into Mori et al.’s “Uncanny Valley” [176]. Beyond a certain
threshold, adding more anthropomorphic features can cause people
to feel uneasy about interacting with the robot. This also means that
people attribute higher expectations of robots with more humanlike
features, inevitably leading to disappointment if those are not met
[83]. In other words, researchers and designers need to acknowledge
the minimal human qualities needed that make social interactions
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among people work, and apply only those necessary ones to social
robots.

By omitting humanlike features such as eyes, ears, and hands, re-
searchers have shown that physical motion, or actuation in the case of
objects, can also effectively convey the intention of a social robot [10],
an automatic door [129], a piece of furniture [232], or a smart appli-
ance [95, 199]. Non-humanoid robot design has shown to be effective
in allowing people to understand both whether the robot is suitable
for social interaction [10] and its intent by observing simple motions
and draw positive and/or negative emotions from those. This shows
that both explicit gestures and implicit behaviours can inform people
about a robot’s state without the explicit use of human facial traits or
limbs. On a similar note, Luria et al. [166] have proposed using a so-
cial robot, Vyo, as an interface to control appliances in a smart home
using physical icons (phicons). Vyo also leverages physical motion
(or gestures) to suggest some of its states to its users (e.g. to indicate
when it is listening or requires attention). Researchers have explored
the introduction of social robots into people’s homes [200, 239] and
some studies suggest that many people may be favourable towards
such a vision [73]. Furthermore, Garcia et al. [95] found that physical
movement can influence people’s perception of an autonomous ob-
ject’s performance as well, which shows how physical movement can
be associated with tasks, also called consequential communication [228]
as some movements such as a Roomba’s cleaning are inherent to the
robot’s task. This shows the potential of leveraging human gestures
and body language not only in social robots, but also with respect to
IoT technologies such as smart speakers, as current smart speakers
suffer from a range of challenges.

7.2.2 Challenges with Smart Speakers

This paper grounds itself in the body of work on how voice-enabled
smart speakers, as potential future conversational interfaces between
inhabitants and smart homes, hide or show limited information about
the smart speaker’s internal activities [26, 208]. The fact that smart
speakers face conversational issues [26, 208] makes it so that the de-
vices have a difficult time integrating into the fabric of everyday life.
Smart speakers have a homogeneous design across different brands,
using typically a cylindrical form factor, and a seamless design in
which information about the device’s activities is restricted or made
unavailable upfront. Smart speakers rely on their voice responses
and thus are prone to known voice user interface (VUI) limitations
such as providing too much information in a voice response, which
can be overwhelming or providing little to no information, which
then becomes non-informative [179]. While other challenges include
unhelpful responses from smart speakers in conversational interac-
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tions [26, 208], not every problem is conversational. As smart speaker
users tend to expand their smart homes with additional smart ap-
pliances over time [27], it is also important to point out the increase
in customisations of smart homes with action-trigger service such
as IFTTT (If-this-then-that) [242]. These increased trends could lead
to breakdowns [252] that revolve around IoT ecosystems in which
mispronunciations are not the only type of errors that could hap-
pen. In fact, home automation has been reported to be difficult to
keep track of, as multiple household members could change settings
such as smart lighting timers [142]. Finally, smart speakers are known
for fading into the background during events where people immerse
themselves in activities, resulting in smart speakers that react to false
positives and unintentionally execute misinterpreted requests [251].
As has been argued before [24], it is important to design such sens-
ing systems by making it clearer to users what those systems sense
and how they can negate unintentional consequences. Breaking away
from the current smart speakers’ minimalistic and seamless design
might in fact help make smart speakers become transparent about
their internal behaviour as well as more visible and engaging.

7.2.3 Physical Expressiveness in Smart Speakers

More recently, expanding on the core functionality of smart speakers,
commercial approaches are emerging that incorporate motion into
smart speaker design, for example, using displays that rotate around
their base ([7, 78, 87])". A few studies have begun to further explore
of how such smart speakers and their intelligent personal assistant’s
(IPA’s) presence could be designed differently than the state-of-the-
art. Kim et al. [137] experimented with an IPA becoming more present
in the space in which users live and do activities by giving an IPA a
virtual human body in augmented reality (AR). Such presence in-
forms the user about their IPA’s location and if it is attentive to their
requests, which helps the user determine whether the IPA is poten-
tially violating their privacy or not, or if they are attentive, similar to
how we perceive another person’s presence. Similarly, McMillan et al.
[172] designed Tama, a gaze-aware smart speaker, which is invoked
through mutual gaze. In combination with head rotation, Tama is ca-
pable of establishing mutual gaze and orient itself towards the user
with which it is interacting. This subtle body language is used to es-
tablish a connection between the user and their smart speaker on a
different level compared to the current smart speakers. While both
studies point towards an opportunity to strengthen trust and invoca-
tion, they also show that if smart speakers externalize some of their
underlying activities, the smart speakers’ internal behaviour becomes
clearer to users.
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7.3 design philosophy

7.3.1 Inspiration from Body Language, Robotics and Proxemics

Our design philosophy builds on the idea that bodies communi-
cate through gestures, manners and postures, and are contextually
grounded [64, 65, 135, 177]. This motivated us to investigate physical
motion as a means to inform users about underlying activities and
thereby provide a better understanding and control of other smart
home devices through the smart speakers. While smart speakers’ min-
imalistic designs limits their expressiveness, social robots possess the
quality of expressing themselves through physical motion [10, 55].
We draw on and are inspired by work on social robots (e.g. Jibo [48,
78]), but in contrast to focusing on evoking emotional responses in
social interactions [10, 49, 153], our primary focus is on leveraging
social cues and behaviours to mediate interactions with smart appli-
ances. In particular, smart speakers go through a series of underlying
activities and states during interaction sessions from being invoked
and listening, to interpreting, and to (de-)activating a smart appli-
ance, and it is these kind of underlying states we want to unpack
and make explicit through physical motion. This motion can either
be inherent to the task a robot is completing [95, 228], or simply a
physical motion that is independent of task execution. A smart vac-
uum cleaner, like iRobot’s Roomba, moves around to clean the floor,
and as a result communicates its state and progress through this mo-
tion inherent to its task. While we do not argue that smart speakers
have similar features when executing their tasks, we do emphasise
that physical motion is part of human communication, similar to the
use of physical expressiveness in communication (e.g. gestures, pos-
ture, and subtle physical expressions). Using physical motion as a
means to express a robot’s intent has been found to be make robots
more readable [237] and generally focusing on expressive motions
can make robot’s less reliant on anthropomorphic designs [119]. In-
deed, people anthropomorphize technologies that behave in familiar
ways [216], and the same applies to smart speakers due to their VUI
[162, 236]. Given enough anthropomorphic features, people may start
to overestimate a robot’s capabilities [83]. That is why Hoffman & Ju
argue for leveraging the potential of physical motion [119]. Another
important part of human communication is proxemics [113]: the nu-
anced ways in which people negotiate interpersonal space and how
this spatial proximity maps to social proximity. Proxemics has already
been explored in designing people’s interactions with technology [15,
108, 170], and we believe it can be useful to consider in terms of de-
signing physical motion for smart speakers as well. Smart speakers
are typically located in rooms like kitchens and living rooms [227]
where activities can become noisy, possibly making it difficult for
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the smart speaker to interpret the users’ requests. In this case, smart
speakers could make use of machine body language that might en-
tice the user to get closer to the device in order for it to interpret the
request properly.

7.3.2 Inspiration from Limitations of Current Smart Speakers

We identified five opportunities of transforming static smart speakers
into dynamic ones based on the limitations of current smart speakers.

O1: Unclear when the device is listening. There are situations in which
smart speakers react to false positives and accidentally complete
requests that are not supposed to happen [251]. In current smart
speaker designs, it is not always clear when the device is listening
or being invoked. Clear delineations of IPAs’ presence in rooms has
shown to increase users’ awareness of their digital assistants “where-
abouts” and attentiveness [137]. This suggests there might be oppor-
tunities to use physical motion to clearly delineate different states
of the smart speaker such as being invoked and ready to listen or
inactive.

O2: Unhelpful responses when a request cannot be completed. Smart
speakers’ voice responses can be repetitive, and are not always help-
ful to guide the user to a solution. It can be unclear to users whether
the device heard anything at all, understood the request, or could
not go through with the request due to some other issue [26, 208].
This provides an opportunity to investigate whether using physical
motion can be used as an additional cue to clarify whether the smart
speaker did (not) understand the user as opposed to when it could
not perform such a task.

O3: Lack of access to alternative interpretations. Smart speakers do not
provide much useful information during conversational breakdowns
[26, 208].The user’s requests that the smart speaker has interpreted
are commonly available in the companion app on the user’s smart
phone. However, in case of an ambiguous request, users typically
lack a way to access alternative interpretations. Alternative interpre-
tations could help to repair communication and correct a wrong re-
sponse from the smart speaker. Yet, offering lists of options via speech
(like in telephone menus) can overload people’s cognition [179]. It is
interesting to explore whether providing this list of alternatives is
deemed useful when the voice response is augmented with physical
motion cues inspired by how people would present multiple alterna-
tives [203] to provide additional grounding and improve recall [20].

O4: Unclear when background noise is an issue. Background noise can
cause problems for smart speakers to interpret the users’ requests.
Prior work found that users tend to actively incorporate silence and
use turn taking to reduce background noise and interference [208].
However, in some situations, users may not be aware that background
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noise poses a problem, for example, when attempting to address the
smart speaker at a party or while playing music. The only indication
of a potential issue will be the lack of or an incorrect response from
the smart speaker. This begs the question whether physical motion
cues could be leveraged to indicate that the environment is too loud
or that users should get closer to the smart speaker.

O5: Difficulty in addressing other IoT appliances. Smart speaker users
tend to use their smart speakers with other IoT devices over time
[27], by using their smart speaker as a control interface for smart
appliances and configuring custom trigger-action rules with services
like IFTTT [241]. Having numerous smart appliances connected to a
home network with the smart speaker as a central interface to these
appliances can be overwhelming for users with respect to knowing
what appliances are available and recalling their names [13]. This can
make it hard to predict what will happen when the smart speaker is
asked to “turn on the lamp”. This creates possibilities for exploring
the use of physical motion as a means to clarify and disambiguate
which appliances the smart speaker is connecting to.

7.4 qubi : designing a physical motion vocabulary for

smart speakers

We designed QUBI, a smart speaker prototype with expressive man-
nerisms, leveraging gestures, body posture [177], and proxemic inter-
action [170]. QUBI is composed of three moving cubes that allow it
to transition between nine states (Figure 24) by using its four degrees
of freedom (DoF): (1) tilting back- and forth, (2) tilting to the left or
to the right, (3) raising and lowering itself, and (4) rotating around its
own axis. In addition, QUBI is equipped with a ring of 24 RGB LEDs
and a flashlight in the center of the LED ring. Finally, QUBI provides
speech output to allow an operator to respond to voice requests and
simulate the VUI capabilities of commercial smart speakers.

7.4.1 The Design of QUBI

nine motions We designed QUBI with a vocabulary of nine dis-
tinct expressive physical motions (Figure 24).

• M1ready: QUBI rises up from the idle state (M9idle) and the LED
ring turns yellow (Figure 24.M1). This was designed to acknowl-
edge the user’s request for attention and form of greeting. As
described by Morris [177, pp.88-93], people usually greet each
other by a degree of inconvenience display: a level of displacement
that the greeter takes to show the strength of their friendliness
(e.g. standing up from a seated position when a guest enters the
room). In addition, Sirkin et al. [232] observed how participants
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M1: Ready M2: Nodding M3: Shaking M4: Shrugging M5: Forward

M6: Backward M7: Wiggling M8: Pointing M9: Idle

Figure 24: QUBI’s Nine Motions.

noticed that the raising and lowering of an Ottoman’s cushion
lid indicated its readiness to go, and so we incorporated this
idea that when the prototype was idle, it would shrink and bend
over slightly, while when invoked, it would rise up and signal
readiness. This also strengthens the smart speaker’s presence in
a room, making users aware that it is listening and allowing
them to react in case it was a false positive (O1).

• M2nod: QUBI nods with the upper most cube by moving it down
and up once (Figure 24.M2). This is analogous to how people
nod [177, pp.80-83] and has been used in robotics to say “yes”
[47]. In this case, QUBI uses this motion to acknowledge the
user’s command and proceeds to complete the request (O2).

• M3shake: QUBI rotates once around its own axis left to right for
20 degrees, imitating a head shake (Figure 24.M3), to indicate
that QUBI cannot comply with the user’s request. A headshake
is commonly understood by people as a negative response, cov-
ering a wide range of “no’s” such as “I cannot”, “I disagree”, and
“I do not know” [177, pp.80-83]. The headshake is usually also
understood as a negative response in cultures where other neg-
ative reactions are used instead [177, pp.80-83]. We make a dis-
tinction between understanding a request, but not being able to
comply on the one hand, and not understanding the request on
the other hand (O2). For the former, QUBI uses M3shake and for
the latter it uses M4shrug.
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• M4shrug: QUBI performs a (shoulder) shrug gesture by raising its
middle cube and lowering its upper most cube simultaneously,
after which each cube performs the opposite motion to return
back to its prior position (see Figure 24.M4). This is to indicate
uncertainty about QUBI’s interpretation of the user’s request.
Note that not all cultures adhere to shrugging the shoulders as
a sign of uncertainty [126], especially in Eastern cultures the
shrug is not necessarily interpreted as a sign of uncertainty, as
it is in Western cultures. We envision this motion to be used
when none of QUBIs interpretations of what was said are above
a set confidence threshold (O2), as opposed to when QUBI has
two highly likely interpretations (for which we use M7wiggle).

• M5forward: QUBI leans forward to indicate that it gets closer to the
user (Figure 24.M5), inspired by proxemics in which proxim-
ity indicates increased engagement [170]. We wanted to inves-
tigate whether QUBI could make conversations between users
and smart speakers more natural by signalling its difficulties in
interpreting the user’s request. By leaning forward, QUBI sig-
nals to the user that they should get closer [238] by attempting
to trigger a common reaction known as body pose mirroring
[94].

• M6backward: In contrast to the previous motion, when QUBI leans
backward, it disengages from what is going on and distances
itself from the user (Figure 24.M6). This is designed to indi-
cate that QUBI feels a discomfort with the environment [238],
suggesting that high background noise will influence QUBI’s
reaction to and interpretation of the user’s requests (O4). By
leaning back, QUBI attempts to tell the user to get closer and
speak up, if they intend to interact with it. We designed M5forward

and M6backward to provide additional information about the sens-
ing capabilities of the smart speaker, and help users realize why
the smart speaker does not respond to their requests, possibly
even before they are made.

• M7wiggle: QUBI tilts once to the right and asks the user if they
meant interpretation ‘A’, followed by a tilt to the left and asking
if they meant interpretation ‘B’, and finally goes back to the
ready position (Figure 24.M7). This gesture is inspired by how
people sometimes raise their hands with the palms facing up,
saying “On the one hand . . . on the other hand” [203]. This motion
is an attempt to address O3.

• M8point: QUBI points at a particular connected IoT device by ori-
enting itself towards the device, leaning forward, turning on the
flashlight, and describing the device (see Figure 24.M8). Point-
ing is a deictic gesture and refers to the temporality of directing
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someone’s attention to something with respect to the subject of
concern [65, pp.243–268]. Pointing has been shown to help peo-
ple understand robot’s “mental” states in a given situation [47],
which can influence people’s subsequent behaviour and under-
standing of the robot.

To address O5, we incorporated a flash light into QUBI to allow
it to point at other IoT devices and increase transparency in
terms of with which other IoT devices QUBI is communicating.
This motion explores the potential of a more seamful design [58]
approach to the smart speaker’s internal behaviour, by explicitly
showing the device’s communication within an IoT ecosystem.

• M9idle: QUBI is in a collapsed and slightly forward bended posi-
tion and triggers a white slow fading in and out animation of
the LED ring (Figure 24.M9). We added this animation as an ad-
ditional clue for being in standby: inactive but ready to respond
if invoked (O1). We drew inspiration from Apple’s breathing
LED light in their laptops when in sleep mode [204].

led states The LED ring has four states: the off state (i.e. LEDs are
off) is either used when the prototype is in a transition between two
physical states or pointing at something with the flashlight on. The
attentive state (i.e. all LEDs turn yellow) indicates that the prototype
is ready to attend to the user’s requests. Yellow is associated with the
‘ready’ state, as has been argued and used by McMillan et al. [172].
Additionally, the bright yellow blends well with other light sources
in a typical home environment. The busy state (i.e. parts of the LEDs
turn blue and start moving in a circular motion) indicates that the
prototype is busy searching for a response, hence not ready to attend
to the user’s request. Similar to yellow, we were inspired by McMillan
et al.’s use of blue in a “loss of gaze” context [172], which we translated
here as a loss of attention, i.e. the busy state. QUBI also uses the busy
state when the background music is too loud for it to understand
requests properly, indicating that the user has to get closer, before
QUBI can attend to their request. Finally, the resting state turns the
LEDs white, while fading in and out.

speech We included speech in QUBI to resemble IPAs in avail-
able smart speakers and allow an experimenter to respond to voice
requests using common smart speaker responses (e.g., “OK”, “I’m not
sure how to help”, and “You got it”). We also added a number of addi-
tional phrases, which were not available in commercial smart speaker
IPAs due to the novelty of some of our gestures such as pointing.

102



7.4.2 Implementation

We used off-the-shelf and lightweight materials such as Styrofoam
blocks, foam core and cardboard that we attached together with glue
and nails to make the cubes. We used a NeoPixel Ring 24 x 5050

RGB LED and a Hausbell 7W mini LED flashlight for the colour LED
ring and for pointing respectively. We rapidly prototyped a simple
system that we could control remotely. We built a graphical control
user interface (Figure 26.b) in Python with Tkinter through which a
Wizard-of-Oz operator [134] could send commands to QUBI using
serial communication. In addition, the GUI allows the operator to
play scripted voice responses to the participants’ requests. We also in-
cluded the ability to improvise with a free-form text field that uses the
Google text-to-speech API [104], in case participants would say some-
thing that went beyond the standard scenarios used in the study. For
QUBI’s voice, we used one of Google’s available male voices. A mi-
crocontroller (Arduino Uno) pushes the commands it receives from
the GUI to a PCA9685 16-channel servo controller that controls eight
MG90S servos and one HS-322HD servo. While one servo was posi-
tioned below the three cubes to rotate them, the other eight were split
into two groups (four in each) and placed in between the gaps of the
prototype (Figure 25). The servo arms faced each corner of the cubes
diagonally to allow the cubes to raise and lower from the corners and
also fit tightly into a small surface area. Finally, the Arduino Uno also
controls the 24-RGB LED NeoPixel Ring and flashlight.

Figure 25: QUBI implementation: placement of LED ring, flashlight, and the
nine motors. Inside and construction views of the top cube where
the flashlight and LED ring are placed, and close-up of four of the
eight MG90S servos and their attachments.
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7.5 study

We conducted a qualitative lab study, inspired by Sirkin et al.’s Wiz-
ard of Oz (Mechanical Ottoman) study [232], to investigate partic-
ipants’ general experience with and reactions to a physically actu-
ated smart speaker in a domestic setup. We were interested in under-
standing which motions complemented speech responses and which
ones were suitable for non-verbal communication, both during break-
downs and during expected interactions. We decided to run a Wizard
of Oz study [134] since it allowed us to create and control interaction
breakdowns for the purpose of investigating how the participants
would react. As we were also interested in understanding what the
participants thought during their interactions with QUBI, we asked
the participants to think aloud [43].

7.5.1 Participants

To recruit participants for the study, we announced an open call on
social media platforms (e.g. Facebook) and placed posters around
public spaces in our city. We also shared the call with colleagues and
friends, and approached people in public spaces to ask whether they
would be interested in participating. The only requirement for our re-
cruitment was that the participants were capable adults who would
voluntarily participate in the study and were comfortable with En-
glish due to the prototype only supporting responses in English. We
deliberately chose to recruit a broad sample of participants who could
consider using a smart speaker across a variety of ages. Twelve peo-
ple participated in our study (4 female and 8 male). Ages ranged from
20 to 52 with a mean of 32.4. 8/12 participants were students study-
ing political science, natural science, finance, and engineering, while
the rest comprised a film producer, a property manager, a marketing
manager and an IT consultant. Some participants lived alone (4/12),
others with family (6/12) or in a shared accommodation (2/12). The
participants’ frequency of use of smart speakers or voice assistants
ranged from never (5/12), occasionally (4/12) to a few times a day
(3/12). The interaction sessions with the prototype lasted 20–38 min-
utes with an average duration of 29 minutes, and were followed by
semi-structured interviews (total duration: 53–103 minutes, average
77 minutes).

7.5.2 Study Setup

The study took place in a lab space in our university building (Figure
26.a), which was set up to simulate a domestic setting. We placed one
GoPro wide-angle camera behind the prototype to record a frontal
view of the participant, and a DSLR camera to record a frontal view
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of the prototype. The participants were standing at a standing ta-
ble approximately three meters away from QUBI when starting the
study. We added subtle masking tape markings to the floor to facili-
tate monitoring participants’ distance to QUBI in later video analysis.
We equipped the setup with two loudspeakers for music and voice
output, hidden under the tablecloth of the table that QUBI was placed
on. We connected two lamps and a fan to smart plugs that the par-
ticipants could interact with through QUBI. An operator controlled
the prototype and the smart plugs from a separate room. QUBI was
controlled using TeamViewer connected to the laptop that QUBI was
connected to and the smart plugs were controlled via an infrared re-
mote. Another experimenter introduced and guided the participants
through the study and was present in the lab space at all times. We
verified through pilot studies that the setup was realistic (e.g. that
QUBI appeared to operate autonomously and respond to the partici-
pant, and that the voice and music output appeared to originate from
QUBI).

Figure 26: Study setup: (a) lab environment used for conducting the user
study, (b) Wizard of Oz control interface, and (c) cards used for
the practice activities and study tasks for the different scenarios.

7.5.3 Procedure

7.5.3.1 Demographics and Introduction to QUBI

Every participant took part in the lab study individually. First, the ex-
perimenter introduced the participants to the study and asked them
to fill in a brief demographics survey. Halfway through this survey,
the operator made QUBI greet/address the participants. The use of
a simple demographics survey to surprise users with a proactive mo-
tion was inspired by Sirkin et al.’s approach [232]. This was to observe
the participants’ awareness of the prototype’s presence and how peo-
ple would react to a device introducing itself. Participants were un-
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aware that this was part of one out of four scripted scenarios in which
participants would engage with QUBI.

Scenario 1: QUBI moves from the idle to the ready state and intro-
duces itself to the participants by saying “Hello, my name is QUBI, I
will be your digital assistant for today”.

7.5.3.2 Demonstrating QUBI’s Motions

Next, we walked the participants through the nine physical motions
of the prototype and asked them to write down a single word that
best describes each motion (we allowed participants to write down
more words in case they strongly associated the motions with more
things), followed by a sentence to elaborate on the one-word descrip-
tion. We were interested in investigating participants’ similarities and
differences when interpreting the motions. Additionally, we asked the
participants to reflect on their initial descriptions after they interacted
with QUBI in the different scenarios, to investigate which motions are
more context-reliant [228] than others.

7.5.3.3 Practice Scenario

Before starting the last three scenarios, the experimenter asked the
participants to go through three sample questions with QUBI, break-
ing the ice and getting them familiar with interacting with QUBI. The
sample questions were written as follows on three separate cards:
“Ask QUBI how far the Earth is from the Moon.”, “Ask QUBI ‘Do you
know where you are?”’, and “Ask QUBI ‘Why are you here?”’ QUBI’s re-
sponses were scripted in a humorous way, to make the participants a
bit more comfortable interacting with the prototype.

7.5.3.4 Scenarios 2-4

After the introductory part, we guided each participant through three
remaining scenarios. Each of the tasks within the scenarios were writ-
ten on a card that we gave the participants as they went along. By
giving the participants one task at a time, the experimenter stayed in
control of the timing of when the following cards (Figure 26.c) were
given so it resembled a more natural flow of interaction rather than
a fast-paced procedure. In case the participants got stuck and gave
up on a task (e.g. reducing the volume), the experimenter would pro-
vide a hint-card (e.g. “Get closer to QUBI and speak louder”) to aid the
participants in completing the task. The written instructions helped
streamline the study by avoiding disruptions and inconsistencies dur-
ing the scenarios. Finally, participants were asked to engage in a few
additional tasks when not interacting with QUBI directly. These tasks
were introduced to simulate a realistic setting in which QUBI is used
to support ongoing activities in a home setting. The additional tasks
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would flow with the interactions with QUBI in each scenario: read-
ing a recipe (scenario 2), reading a news article and playing a puzzle
game (scenario 3), and drawing on paper (scenario 4).

Scenario 2: We designed this scenario around adding items to a
shopping list and placing orders. This scenario had 10 tasks in total,
ranging from reading a printed-out recipe of a dish, asking QUBI
to add/remove ingredients to/from the shopping list, to placing an
order based on the shopping list. We also introduced an intentional
breakdown where QUBI would not understand the item carrots un-
til the participant approached QUBI. In addition, as the participant
would try again after they got closer to QUBI, QUBI would interpret
their request for carrots as captains and add captains instead. We in-
cluded this deliberately to elicit possible moments of frustration and
the need to repair a breakdown.

Scenario 3: This scenario was designed around the events of control-
ling other IoT devices in a home. This scenario had 11 tasks in total,
ranging from reading a printed-out news article and doing a puzzle
on paper (separately), to asking QUBI to turn on/off two lamps and
a fan.

Scenario 4: Lastly, we designed a scenario in which participants had
to control the same appliances as in scenario 3, but this time with
noisy background music. This scenario had 10 tasks, one of which
had to be completed while noisy music was playing. During the noisy
music, we scripted a breakdown where QUBI would lean back and
turn its LED ring blue as it said “It’s loud in here.” to indicate that
QUBI would have a difficult time understanding the participant’s
request. The participants had to walk closer to reinstate QUBI into
a ready position. In this scenario, we also asked the participants to
draw and show how they imagined their smart speaker would look
and behave if it was listening, uncertain, and wanted their attention.

7.5.3.5 Semi-Structured Interviews and Closing

We concluded the study by conducting semi-structured interviews
with the participants to delve deeper into our understanding of the
participants’ experiences and their own understanding of QUBI. We
focused the interview on the participants’ behaviours that we ob-
served during the scenarios and asked why they (thought) they
(re)acted the way they did. Furthermore, we aimed to uncover the
participants’ understanding of QUBI’s mannerism (postures and ges-
tures), whether their expectations varied or not, what they expected
QUBI to do next, and if they associated QUBI and its motions with
something, like a particular gesture or an animate being. We also fol-
lowed up on the participants initial descriptions of QUBI’s motions
to see if they understood the motions differently now.
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At the end of the interview, we also informed the participants about
the Wizard of Oz setup. None of them realized that QUBI was con-
trolled by an operator.

7.5.3.6 Analysis

The video recordings of the participants’ interactions with QUBI were
examined using a simplified version of interaction analysis [229, pp.
329–334, Table 9.5], due to our focus on only a single participant’s in-
teractions with QUBI. Through our in-depth video analysis, we coded
both the verbal and non-verbal interactions between the participants
and QUBI. The video analysis resulted in 101 codes, with 74 related
to interactions with QUBI. The 101 codes were grouped in 21 high-
level codes – e.g. ‘proximity’, ‘appliance’ (e.g. fan), and ‘head move-
ments’. Examples of subcodes in ‘head movements’ include ‘nod’,
‘lower head’, and ‘frowns and nods’. The analysis of the interview
transcripts comprised creating and renaming, splitting and merging,
and linking and making hierarchies of the codes [31, pp.51-54]. One
author coded the data to familiarize himself with the data and then
further discussed together with the other authors to develop themes
in an interpretivist semi-structured approach [31, pp.63–64]. In the in-
terview, we also asked the participants to reflect and compare their
initial descriptions of QUBI’s motions without speech responses to
how they experienced them in the scenarios with speech responses.
We then compared these two sets of descriptions.

7.6 results

7.6.1 Interpretations of and Reactions to QUBI’s Motions

We asked the participants to describe their impression of QUBI’s nine
motions (in a single word and one sentence) before further engaging
with QUBI in the scenarios. Table 4 shows these descriptions and
participants’ reactions to each of the nine motions during the study.
Participants’ descriptions of the motions that are in line with the in-
tended meaning are highlighted in green (e.g. “agree” for M2nod or
“resting” for M9idle).

7.6.2 Reflections on the Motions after the Scenarios

After the scenarios, the participants were asked to reflect on these
motions again. P5 reflected on M3shake and M4shrug as they seemed
the same to him. So he thought that M4shrug was used to perform a
function, but was not sure about it as he initially wrote that shrug-
ging was like “Dude, I don’t know what you are saying.”. It is surprising
that after the scenarios he thought that M4shrug performed a function
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M1: Ready Chuckle, laugh or smile (3), frown (3).

Chuckle or smile (4), “ah-ha” (1),
“huuh aww” (1).

Chuckle, laugh or smile (5), imitate (2).

Laugh or chuckle (9), imitate (2), “cute” (1), 
“Jesus” (1), “I am associating that thing with 
an actual human being.” (1)

Smile (3), frown (2).

Chuckle or smile (7).

Laugh or smile (6), imitate (1), “It is very 
synthetic” (1).

Observed the projection (9), smile (2), 
frown (2).

Smile (2), “hmmm” (1).

QUBI’s Motions Initial Descriptions Participants’ Reactions

M2: Nod

M3: Shake

M4: Shrug

M5: Leaning Forward

M6: Leaning Backward

M7: Wiggle

M8: Point

M9: Idle “resting/standby/charging/shutting back down/finished” (7), “contract together/going down” (2),
 “shrinking downwards” (1), “owner needs help” (1), “lighting up” (1).

“look(ing) at this” (4), “focus” (3), “projection/film” (3), “turning to the right” (1), “quarter turn” (1).

“dance” (8), “swaying from side to side” (2), “Shimmy” (1), “rolling” (1).

“leaning back” (2), “fear” (2), “reserved” (1), “I don’t like” (1), “shock” (1) , “adjustment” (1) , 
“slight bend” (1) , “focus” (1), “sitting” (1), “lowers” (1).

“leaning forward/interested/looking closer/focus” (5), “turning down/lowers” (2), 
“sitting down/knees” (2), “contraction” (1), “sad” (1), “retreat” (1).

“shrug” (5), “I don’t know” (2), “lifted its torso” (1), “perhaps” (1), “retreat” (1), “confusion” (1), 
“contract” (1).

“shake” (5), “no” (3), “disagree” (1), “shifting” (1), “looking around or declining” (1) , “rotate” (1).

“nod” (8), “Yes” (2), “agree” (1), “bend” (1).

“rising” (5), “stretching” (3), “ready” (2), “opening” (1), “plant on grow spurt” (1).

Table 4: Participants’ initial descriptions of QUBI’s nine motions with a sin-
gle word and optional sentence as elaboration, and their verbal and
emotional reactions to the nine motions during the scenarios. Green
highlights indicate participants’ interpretations that were closely
aligned with our intended meaning for that particular motion.

considering the accompanying voice response “My apologies. I don’t
understand”. All other participants understood M4shrug after the sce-
narios. P11 mentioned that he understood M5forward initially as if QUBI
was focusing on something but changed his view on it as he realised
during the interaction that QUBI used it when it did not understand
him. While this was what we expected, we also expected that the par-
ticipants would naturally walk up to QUBI, however that proved not
to be the case for any of the participants. P7 found it odd that QUBI
would lean back (M6backward) when the music was loud as the music
was coming from the device itself. She suggested “Getting smaller, try-
ing to hide from the music.” as an alternative physical motion. None
of the participants reacted to M6backward as expected, since they found
it unclear what QUBI was asking of them. When asked if P6 knew
when QUBI wiggled, he did not recall, yet he immediately said that
M7wiggle meant, “Did you mean this or that?” as he would do that him-
self with his hands. P10 made a similar comment. We did not expect
the wiggle to be clear without the additional voice response, as also
evident from participants’ initial reactions in Table 4. As both P10 and
P12 confirmed, QUBI’s additional voice response made it clear that
QUBI was offering options. After completing the scenarios, all partici-
pants understood that M8point was about pointing at an appliance and
controlling it, as was expected. Surprisingly, P5 found M9idle unclear
due to the repeated fading in and out. He was unsure if QUBI was
attentive or not, even after he completed all of the scenarios.

summary Most of the motions were clearer to the participants af-
ter they had interacted with QUBI in the scenarios. This is perhaps
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unsurprising, given that the physical motion cues were designed to
complement voice interaction. Since we did not ask the participants to
systematically go through all of the motions, but rather whether they
understood some of the motions differently now, it is difficult to as-
sess how many participants changed their opinion about the motions
after their interactions with QUBI. As some of the participants men-
tioned, they either overlooked or did not remember observing certain
motions in the scenarios. Most notably, nearly all participants inter-
preted M7wiggle as a dance in their initial descriptions, showing that
M7wiggle is an example of a movement that needs context and audio
cues, whereas the participants almost unanimously described M4shrug

as shrugging shoulders or not understanding. Surprisingly, none of
the participants interpreted QUBI’s forward and backward leaning
(M5forward and M6backward) as a sign for the participants to get closer. Par-
ticipants required additional hints during the scenarios to understand
the meaning of the M5forward and M6backward motions. M5forward could have
benefited from an additional voice response to make QUBI’s intent
stronger when it tried to signal the participants to come closer. While
M6backward had a verbal response, “It’s loud in here.”, it was still unclear
to the participants that they had to get closer. In fact, because QUBI
did not react until the participants would approach QUBI, it is un-
clear to which extent QUBI’s lack of response, the loud music, the
card with the hint, or a combination of those were the triggers that
made the participants approach QUBI. Finally, in terms of the par-
ticipants’ reactions, M4shrug seemed to be the most surprising motion,
as 9 participants either laughed or chuckled compared to the other
motions.

7.7 overall findings

After coding our interviews and analysing the video recordings, we
discussed our combined findings and converged them into six key
themes.

7.7.1 Theme 1: Mirroring and Mimicking Motions

We observed that participants often imitated QUBI’s motions during
the study. To make it easier to differentiate between instances when
participants copied QUBI’s motions in the moment during their in-
teractions and when they reconstructed the motions during the inter-
view, we will use the terms mirroring and mimicking respectively.

In the beginning, when we introduced the participants to QUBI’s
nine motions, we noticed that three participants mirrored QUBI’s
movements. P2 mirrored M2nod, M4shrug, and M7wiggle, while P5 and P8
only did it once with M3shake and M4shrug respectively. During both
scenario 4—in which participants had to draw, show, or describe
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how they imagined their digital assistant—and the interviews, we
observed eight participants mimic a variety of motions they recalled
QUBI doing or imagined that their own version of QUBI would do.
When we asked P5 about what QUBI did when it did not understand
him, he thought that it clearly indicated that it did not understand
him but could not remember what it said. In addition, P5 did not
notice himself move his hands to either side when he said “But it was
nice that it also suggested two options and said ‘Did you mean this or that?”’
In fact, even though he mimicked QUBI’s wiggle motion, he did not
recall that QUBI tilted to both sides to indicate two options, instead,
he referred to M7wiggle as a dance, thinking it happened during the
music. In addition to P5, five other participants also did not remem-
ber M7wiggle when QUBI suggested two options, however, they made
the connection as they thought that the two suggestions mapped well
with M7wiggle while mimicking the motion with their hands. Out of
those eight participants, P10 and P12 were the only ones who remem-
bered the wiggle and mimicked the motion themselves with their
hands, and as P10 said: “I think they fit very well with where the mind
would be. It feels very natural to what a person would do. . . like the body
language.” P12 also mimicked the shrug and thought that his version
of QUBI would also tilt its head when it was uncertain. In other in-
stances, six other participants nodded right after observing QUBI nod
as it completed a task. While some participants only did it once or
twice such as P4, P6 and P10, others did it between three and six
times like P2, P3, and P5.

7.7.2 Theme 2: Body Language to Supplement Voice Instructions

The video analysis also showed that participants used deictic gestures
such as pointing at appliances or redundantly using their fingers to
indicate the number of the choice they made. During a scenario where
P9 requested QUBI to turn on the living room lamp, QUBI tilted to
each side once while asking, “Did you mean the reading lamp or the liv-
ing room lamp?” P9 responded with “Living room lamp.” while tilting
his head in the direction of the living room lamp. This could both
be viewed as mirroring the direction QUBI was tilted towards as it
said, “living room lamp” and as body language to supplement P9’s
verbal answer “living room lamp.” P11 was also observed doing this
when he requested QUBI to turn off the fan. Apart from P9 and P11,
eight other participants were also observed using gestures supple-
menting their speech, seemingly to clarify what that they were com-
municating to QUBI. We noticed three participants lean over to QUBI
to assure that QUBI would hear their request clearly, during some in-
stances where QUBI had previously not understood their request. On
a slightly similar note, P12 nodded his head upwards once as he said
“Hey QUBI”. Three participants also made use of their hands when
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they wanted to either emphasize a word such as “squared spring roll
wrappers”, explain to QUBI what a carrot is and what it looks like, and
indicate which appliance(s) the participant was referring to in the re-
quest. Finally, five participants made use of their fingers. Three used
it to confirm the task completion to QUBI with a thumbs up gesture.
Other reasons included pointing at the recipe while asking for carrots,
gesturing in mid-air with an emphasis on a particular word, redun-
dantly making a gesture for the number of the choice they made, and
instructing QUBI which task to complete first. P8 also imagined if she
was frustrated about QUBI playing music that is too loud, she would
curse at it while raising her voice and index finger to indicate serious-
ness about the request. Furthermore, if she needed QUBI to complete
a series of tasks quickly, she would point and say, “Please turn on the
fan, turn off the light, open the fridge, now the coffee machine.” all while
pointing in different directions. Finally, we also observed a moment
in which P7 apologised to QUBI, as she said in the practice scenario
“Hey QUBI, do you know who you are? . . . where you are? Sorry.” As she
said “where you are?”, she pointed at QUBI.

7.7.3 Theme 3: Anthropomorphism and Personality

We noticed that the participants anthropomorphised QUBI to a vary-
ing extent throughout the sessions. We asked the participants if they
associated QUBI with anything. Several participants associated QUBI
with characters from popular movies. Both P1 and P12 associated
QUBI with the Star Wars robot characters BB-8 and R2D2, while P9
thought that it would be fun to add Darth Vader’s voice to QUBI.
Similarly, P7, P10 and P11 associated QUBI with the little robot Wall-
E from the movie with the same name. The rest of the participants
associated QUBI with either some other specific technologies, games,
movies, or generally humanlike behaviour. Moreover, P1, P3, and P12
consistently referred to QUBI as ‘he’, even after P3 and P12 caught
themselves do that, they continued afterwards again. P3 even said
“. . . I am saying ‘he’, perhaps it’s a ‘her’.” while P12 said “He is pleasant.
Generic ‘he’. It’s pleasant. . . ” P7 and P8 occasionally referred to QUBI
as ‘he’ as well.

P5 viewed QUBI as a “helper” and a “servant”. Conversely, P5 also
talked about how he viewed the interactions with QUBI as a collab-
oration between the two of them. He was not doing these tasks just
for himself but also for QUBI. On a similar note, P3 said, “When you
get to [know] him, it becomes almost like a relationship even though it might
sound awkward, but you do when you are working together.” Similarly, P12
found it more collaborative to interact with QUBI than with commer-
cially available smart speakers: “The motions made me more easily forget
that it was a machine and more easily forgiving it. I would go through the
motions as if I was interacting with a person.” and elaborating that: “It’s
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a matter of making the experience more humanlike and understandable. [...]
But he is actually teaching me. If I was an elderly person, he could teach me
what he can do by turning and pointing at the appliances.”

For P12, this was a refreshing experience and he thought that the
added motions were a step in the right direction because “. . . it has
a presence in the room. It feels like it’s interacting more with the user and
trying to convey a feeling of ‘I have more than a rudimentary knowledge of
the room.”’ As he pointed out earlier, he believed that elderly individ-
uals would have an easier time interacting and understanding QUBI
than existing smart speakers, and he thought that this would apply to
children as well, since both groups would benefit more from tactile
and visual cues than just auditory cues. On a similar note, P1 also
felt that QUBI had a stronger presence in the room due to its motions
and personality, as she compared Google Home Mini with QUBI, she
said: “While Google Home Mini looks more nice and compact, I would still
prefer QUBI because it would be nice to have a sentient robot in my house. I
feel like it has much more of a personality than an Alexa or something like a
Google Home Mini. The voice does a lot too in terms of personality but with
added movements it’s just even more.” These associations of personality
and projecting human-like characters onto QUBI resonates with pre-
vious research on people’s interactions with social robots [10, 49, 232,
250].

On the other hand, P8 did not pay attention to QUBI’s motions
because she viewed QUBI as an inanimate object with no need to
express its feelings, like a human or animal. While she did associate
character and traits in QUBI’s motions during the introduction of the
motions, she had a clear image of QUBI as a synthetic and artificial
design. She would have preferred that QUBI was more humanlike
with similarities to a doll that has more details than mere cubes.

Participants found it generally fun that QUBI had some humour
and banter as part of some of its responses, in particular during the
practice scenario, and when it was mixing up carrots, captains, and
cannons, as the two latter ones are not edible. P7 was among the most
disappointed participants when the experimenter told her that it was
a Wizard of Oz study, as she responded with “Nooo. Oh my god, this
is so sad. I got so connected with QUBI.”

7.7.4 Theme 4: Audio Can Trump Motion

During the participants’ interactions with QUBI, we observed that
five participants would look at QUBI, wait for a verbal response, but
then miss the physical motion that QUBI would perform as they
would look away due to the verbal confirmation. P2 did this when
he added napa cabbage to the shopping list, since QUBI’s nod was
slightly delayed after it said “Ok” in “Ok, I have added napa cabbage to
your shopping list.” We observed this seven times across other similar
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instance with five participants. Six out of the seven times, the partic-
ipants would miss a nod, while the last one was P1 missing a shrug
due to QUBI not understanding “Squared spring roll wrappers”.

On a different note, P2 preferred audio to visual cues and said in
the interview that he technically did not find any of QUBI’s motions
important, as that would tether him to the room where QUBI is lo-
cated. He said that “Audio is the most important, but if you want to add
movements, then they need to follow an audio cue.” Similarly, P5, P9 and
P10 all thought that it would have been great if QUBI would have
told them to come closer in addition to when it leaned forward and
wanted the participants to approach it. P5 suggested, “I am not sure,
can you speak up?” to indicate to the user to speak up, or get closer to
QUBI if needed.

7.7.5 Theme 5: Reaffirming Uncertain Interpretations to Support Mutual
Understanding

During the scenarios, each participant experienced QUBI offering
two alternative interpretations three times. All participants liked that
QUBI offered alternatives for parts of their requests, to help them
identify what QUBI was uncertain about understanding. As P10 said
when she commented on QUBI suggesting captains and carrots: “I
knew that it knew that we were talking about two different things. That I
was talking about ‘carrots’ and it about ‘captains’, so it asked ‘Wait, did you
mean captains or carrots?’ It would have been less aware if it immediately
suggested carrots, then it would not be as clear that it was aware of there
being two different things.” She pointed out how clearly and transpar-
ently QUBI processed her request.

P4, P7, P8, and P12 all had comments on QUBI’s contextual aware-
ness of the requests. Both P4 and P7 thought that QUBI should know
the context and only offer options relevant to the context such as
recipes. As P7 said, “When I talk about shopping lists, it could perhaps
learn and associate words or typical items that I would buy, to the shopping
list.” On the other hand, P8 and P12 found it humorous that QUBI
offered captains as an option even though captains are not edible as
are carrots, but still proceeded to complete the task. Along the same
thought as P4 and P7, P6 found it important that QUBI would of-
fer his choice, to avoid any unnecessary repetition. It would be less
helpful, if QUBI offered two options, none of which he wanted.

Interestingly, when QUBI asked whether P12 meant “squared spring
stone bladders” or “squared spring roll wrappers”, P12 first thought about
using a number to indicate a choice, but instead decided to test if
QUBI accepted less common words, such as saying “the latter”. P12
said: “(. . . ) He offered me two options and instead of risking him misun-
derstanding me again, I wanted to see if he could differentiate between the
numbers. But then I used ‘the latter’ being somewhat of a not commonly
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used [word], I should think.” Contrary to these opinions, P11 thought
that it was unnatural to say “Option 1” in a conversation, and since
repeating the same word could potentially not be understood by the
digital assistant, he found it difficult to imagine that this function-
ality would work. P4 disagreed with this, as he said, “If it suggests
two things, it would be nice to get to the suggestions [faster], by selecting
either the first or last thing without saying the name of it.” P4 thought it
felt more like a dialogue in that case. For the three times that QUBI
offered alternatives in the study, P11 switched between repeating the
item suggested by QUBI and the ordinal numeral corresponding to
their choice (e.g. first or second), while P4 only used the full name of
the item. In 12 out of 36 cases, participants used phrases such as “The
second one”, “The latter” and “No. 2”, of which five were a mixture of
those phrases and the name of the item requests, such as “I meant
carrots, the second: carrots.” The 12 instances were spread across eight
participants.

7.7.6 Theme 6: Emotional Reactions to QUBI’s Behaviour

We observed how some participants reacted emotionally towards
QUBI’s behaviour, both positively and negatively.

Note that in scenario two, in which participants had to add carrots
to the shopping list, QUBI did not understand the request until the
participants approached it. This was a potentially frustrating moment
for all participants. P7 spent nearly 2 minutes requesting QUBI to add
carrots to the shopping. After four attempts, P7 said, “So I will just
write it down myself.” As she was then reminded that the tasks had to
be completed, she tried two more times, one of which she spelled out
the word “Carrots”, before saying “I am confused”. As she was given
the hint about getting closer to QUBI, she experienced one more ob-
stacle, which was that QUBI added captains to the shopping list in-
stead of carrots. She quickly replied, “No, no, not captains, please add
carrots.” followed by QUBI offering her the option to choose between
cannons and carrots. As QUBI confirmed her choice, carrots, she turned
around, threw her fists in the air, and dropped them while whisper-
ing “Yes”, expressing her relief. All participants either frowned, raised
their eyebrows, looked disappointed and confused, or scratched their
jaws in a variety of instances, but predominantly when QUBI did not
understand carrots and when it added captains to the shopping list
instead.

In regard to positive reactions, ten participants either smiled, chuck-
led or laughed during some of the interactions with QUBI. More
notably, P2 and P4 laughed when QUBI added captains instead of
carrots, while P6 chuckled, and similarly P9 chuckled when QUBI re-
sponded to P9’s request of removing captains from the shopping list
with “Sorry, I can’t find any carrots in your shopping list.” As we will
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describe further down, some participants mentioned how QUBI’s hu-
mour made frustrating moments such as misunderstandings, more
forgiving.

Furthermore, P3 was quite enthusiastic about some moments in
which QUBI completed a task after struggling a few times. Through-
out the scenarios, P3 would throw his hands in the air six times and
say things such as “You are brilliant!”, “Perfect!”, and “Thanks!”

During a request in which QUBI had to turn off the living room
lamp and turn on the reading lamp, P8 did not pay attention to
QUBI’s motions nor the appliances and stared, like she was lost in
thought. Suddenly she looked at the experimenter, and whispered,
“It almost feels rude to not say ‘thank you’.” and laughed a bit. After the
experimenter told her that she could express herself however she felt
in the interactions with QUBI, she looked at QUBI and said “Thank
you QUBI, you are so nice.” She explained in the interview: “I felt re-
ally bad because I am usually very thankful. When someone or something is
doing what I am asking, it is compelling to me to say ’Thank you’.”

Another aspect was QUBI’s “You’re welcome” reply, which was trig-
gered by the operator when the participants said “Thank you” to QUBI.
With three participants, it was clear that they appreciated QUBI’s po-
liteness with either a smile and/or a nod. This was in contrast to
P8’s opinion as she found QUBI to not be polite. Note, QUBI never
said “You’re welcome!” because the operator did not hear her “Thank
you.”, QUBI was not in ready mode when she said it, and she said
it rarely. Similar to the above-mentioned examples of emotional re-
actions, prior work has also observed emotional reactions in people’s
interactions with other abstract robots [10, 49] as well as furniture-like
robots [232].

7.7.7 Limitations

Our study is limited in a number of ways. We deliberately recruited
participants from different backgrounds, but they were all recruited
from one city. It may be that people from other parts of the world
would view and perceive QUBI differently, depending on how ges-
tures and body languages are construed. For example, gestures in
South American countries may be understood differently to those
from Northern European countries. Given that participants went
through a set of four scripted scenarios, they were not able to inter-
act with and experience QUBI in a fully open-ended way, which may
have influenced our results. The setup of the room and the standing
table, may have influenced people’s movements in the room. Simi-
larly, our use of hints when people got stuck may have biased people
in responding in a certain way. More specifically, when participants
missed some of QUBI’s motions, a firmer approach to obtaining the
participants’ gaze [103, 145] prior to QUBI’s important motions could
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have allowed participants to observe those motions, and maybe have
reduced the missed observations. While none of the participants re-
alized that QUBI was remote controlled by an operator, some com-
mented on QUBI being slow to respond. This was likely due to the
slight delay in the operator selecting the correct command to send to
QUBI to respond to the participants’ requests. Finally, our nine mo-
tions should not be considered an exhaustive list but rather be seen as
a starting point to investigate more and different motions to augment
smart speakers.

7.8 discussion

Our findings have demonstrated how the use of small movements in
a smart speaker prototype can complement existing voice interactions
in a meaningful way. Our initial vocabulary of nine dynamic and ex-
pressive physical motions showed promise in engaging and disengag-
ing with users, emphasizing the smart speaker’s physical presence,
providing additional information about the smart speaker’s state and
ongoing activities, providing contextually appropriate responses, and
even delighting individuals with cues that are reminiscent of our own
social protocols. This approach suggests benefits of having expres-
sive smart speakers with limited humanlike body movements, like
nodding and pointing, that can overcome some of the limitations of
relying solely on voice interaction and can help resolve misunder-
standings. Next, we discuss three future research directions in the
context of smart speakers.

7.8.1 Machine Mannerisms: Towards Machine Body Language

Our study has shown that smart speakers can borrow limited human-
like behaviour and translate that into machine body language that
can assist users in communicating with the smart speaker and better
understanding its intent. Our participants did not report a negative
experience with QUBI’s motions. While some said they would be fine
if QUBI did not use physical motion, the others felt that QUBI’s phys-
ical motions added more value to the whole experience of interacting
with it. The M1ready, M9idle, M2nod, M4shrug, M3shake, M7wiggle and M8point

motions were the most relateable and understandable motions, while
M5forward and M6backward were the most difficult to understand.

This begs the question where we go from here. Our findings show
promise in the use of physical motion in smart speakers. QUBI’s ini-
tial physical motion vocabulary and our findings are a starting point
that other smart speaker researchers can build upon to further ex-
plore this rich space. An interesting direction would be to expand on
the vocabulary of physical motions, by exploring additional motions,
either to convey additional information or to investigate alternative
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designs to the physical cues we designed for QUBI. In particular, ex-
ploring alternative designs for QUBI’s leaning forward and backward
motions that do have the intended effect would be worthy of fur-
ther study. Perhaps a more ambitious goal would be to investigate
whether it is possible to develop a compendium of machine manner-
isms that people could readily learn. Additional studies could investi-
gate the mechanisms that underlie the intelligibility of these physical
cues. Moreover, physical motion cues could also be expanded from
smart speakers to other IoT devices alike. Existing work in this area
has explored the use of physical motion for smart thermostats [199],
autonomous furniture [232], and robot vacuums [95]. Could the use
of machine body language make future IoT devices more enjoyable
to interact with, more transparent, and more engaging?

7.8.2 Mutual Body Language Awareness

While existing smart speakers make little to no use of physical motion
or “machine body language”, they equally do not tend to take into
account aspects of the user’s body language and rely mostly on the
user’s voice input. One exception is Amazon’s Echo, which senses the
direction of the user’s voice and indicates with a blue LED ring from
which direction it heard a request. However, our study indicates that
many participants used body language to complement their voice
instructions and even mimicked and mirrored QUBI’s physical mo-
tions. Participants either used body language to add additional or
redundant information to their request [65], which was particularly
evident during conversational breakdowns. This provides an interest-
ing opportunity for smart speakers to sense and respond to users’
body language. Body language could be used as a resource to help
disambiguate what users request when they interact with the device
(e.g. pointing at the lamp they want to turn on) and to anticipate
when users encounter unexpected responses. Our study contributes
further evidence to the potential of research in this area, such as smart
speakers that can respond to users’ facial expressions [254] and gaze
[172].

We also observed that some participants failed to see the physical
motions as they stopped looking at QUBI once they had made their
request. This suggests that QUBI’s body language may not necessar-
ily get the right amount of attention and time to convey its intent
to the user. However, it may again show that there would be bene-
fits to QUBI being more attentive to the users’ body language, their
gaze and their orientation towards QUBI. Similar to a conversation
between two people, where it is crucial to maintain eye contact and
establish mutual shared attention, QUBI could take into account the
attention of its user(s).
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It would be an interesting avenue to investigate to which extent
a user’s and smart speaker’s mutual gaze [172] could make physi-
cal motions stand out during interactions between users and smart
speakers. While we acknowledge that users should not feel forced to
look at QUBI at all times, we do believe that QUBI would have an
advantage in making decisions with respect to when to use gestures
and body language by also reading the user’s body language: mu-
tual body language awareness. And in case users fail to notice QUBI’s
gestures and body language, QUBI could supplement the body lan-
guage with additional speech to clarify its intent. This could be done
in a situation where QUBI is in the midst of pointing at an appliance
or leaning forward, and it notices that the user is not paying attention,
QUBI could then supplement its physical motion on the spot with a
voice response, such as saying “Over there.” and “I can’t hear you, could
you please get closer?” respectively.

7.8.3 Teaching Machine Mannerisms through Direct Manipulation

As was pointed out by one of our participants, QUBI’s stronger phys-
ical presence compared to existing smart speakers provided more
visual cues based on familiar interactions. Examples mentioned in-
clude how QUBI points at other devices, how it indicates uncertainty
with its shrug motion and how it offers suggestions to repair the
ongoing communication. QUBI’s motions can be interpreted within
a particular spatial context such as when it is pointing at a particu-
lar appliance, which provides additional information about its intent.
Some participants speculated on the possibility of directly manipu-
lating QUBI to make it turn on a lamp, or program it so it knows
where the lamp is. This could be a potential research direction to ex-
plore further with respect to spatial interaction [121]. This also points
to exciting possibilities in making QUBIs movements configurable by
its users through the use of direct manipulation. This would allow
users to record and demonstrate motions that QUBI can then play
back and use in the appropriate situation, similar to Topobo [215] or
ClicBot [130]. While today’s smart speakers merely use buttons for
limited interaction, QUBI might be a source of inspiration in opening
up alternative interaction possibilities through physical and spatial
interaction. Such alternative physical and spatial interactions could
potentially be used to make smart speakers more accessible to non-
primary users such as guests and possibly also first-time users who
tend to be less familiar with smart speakers [3, 13].

7.9 conclusion

Our research has shown how adding physical motion to a smart
speaker’s form can make its conversational interaction more expres-
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sive and make its activities within an IoT ecosystem intelligible. The
physical motion of QUBI – a smart speaker prototype – was perceived
to be meaningful and helpful in understanding its underlying be-
haviour. A Wizard-of-Oz study in which participants were able to
experience interacting with QUBI, revealed six key findings in terms
of participants’ behaviours: (1) mirroring and mimicking motions; (2)
body language to supplement voice instructions; (3) anthropomor-
phism and personality; (4) the ability of audio to trump motion; (5)
reaffirming uncertain interpretations to support mutual understand-
ing; and (6) emotional reactions to QUBI’s behaviour. The research
suggests that it is possible to derive an initial “machine mannerism”
vocabulary for smart speakers, consisting of a set of expressive phys-
ical motions that are readily distinguishable and complement and
enrich the existing conversational interaction. This kind of machine
etiquette is intended to inspire researchers to think about alternative
approaches to designing our interactions with smart technology.
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Abstract
In this paper we activate theoretical principles for HCI and CSCW
in analysis and design of collaborative technologies. We critically
evaluate theoretical principles about how technologies mediate
collaborative activities through two empirical cases regarding smart
speakers and collaborative writing, respectively. Common to them is
that both common objects and mediating artifacts are set in a mixed
virtual and physical setting.

Principles from activity theory are examined, specifically with a
focus on how people use artifacts and objects as mediators to collabo-
rate in joint activity. As part of questioning the cases, we also position
collaborative affordances in relation to the principles. We engage with
the cases by using the theoretical principles both analytically and con-
structively. Our analysis specifically targets traces as a possible con-
struct that has potential to constructively aid collaboration across the
two cases. We explore what seems to be a lack of support, and in
particular theoretical framing, of traces of past activities, connected
objects, other users, etc. With an initial hypothesis that traces could
be a mechanism that would support these two kinds of collaborative
activities better in a future redesign, we set out to further explore the
cases and their future possibilities, and how they could be conceptu-
ally grounded and supported. We present a set of analytically and
constructively oriented questions to help researchers and designers
of artifacts identify mediators for and instances of collaboration.

8.1 introduction

Our starting point for this paper is a frustration that in HCI and
CSCW we seem to have strong theories, solid empirical studies and
nice design proposals, but somehow these three rarely meet. Hence,
it hints at a disconnect between theoretical principles, empirical inves-
tigations and technological design in HCI at large, and regarding col-

121



laborative technologies in particular. Theoretical concepts sometimes
seem difficult to apply in analyzing empirical findings and even more
so in pointing out what to look for empirically. And this is even worse
for work that presents technological solutions, which most often does
not talk about their theoretical basis. Theoretical principles could bet-
ter inform a constructive appraisal of the collaborative technologies
we build and we propose that researchers generally need better help
with this.

In our current work we focus on human collaboration and shar-
ing of objects and artifacts in two rather different cases that we have
worked with: one of smart speakers and digital assistants in the home
and one on collaborative writing among scholars and students. Even
though these are on the surface rather different, when we started to
look at them analytically we saw interesting parallels that led us to
explore what seems to be an analogous lack of support for traces of
past activities, connected objects, other users, etc. The notion of traces
captures, at its core, the connections at play in technology use. These
connections may be across time (as suggested by, e.g., Djajadiningrat
et al. [79]), location, people and/or devices and may, hence, express
things like change, development, physical movement, interactions, ac-
tivities and connectivity. Traces may be limited to local or temporary
activities, or they may stretch across long-term use or even through
development of practice across communities. We understand traces
both as something inherently available in, and left behind by, technol-
ogy use, and as a mechanism to be designed and implemented. With
an initial hypothesis that traces could be a mechanism that would
support the two kinds of collaborative activities better in a future re-
design, we set out to further explore the cases and their future possi-
bilities and how they could be conceptually grounded and supported.

Rooted in the two cases, we investigate how the theoretical princi-
ples of mediation and common objects from activity theoretical HCI
and CSCW may be used to question, extend and refine empirical find-
ings. More specifically, this was done in terms of both understanding
and design and how in turn, this meeting of the theoretical and the
empirical may be used to strengthen and refine the theoretical prin-
ciples. The cases are developed and explained in published literature
and will be presented here only to the extent that they are needed to
aid the reader’s understanding of our discussions.

We are not alone with our concern for how theory can play a role
for HCI and CSCW and for design of technological artifacts. Rogers
[223] proposes that we consider HCI theories in terms of their for-
mative and generative powers: To build overarching frameworks for
HCI is to provide a set of concepts “from which to think about the
design and use of interactive systems.” The idea is to “stimulate new
ideas, concepts, and solutions. In this sense, the theory can serve both
formative and generative roles in design” [223, p. 121]. Beaudouin-
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Lafon [21] talks about interaction models and how they should be
descriptive so as to incorporate both existing and new applications,
comparative as to provide metrics for comparing alternative designs
and finally constructive/generative as to facilitate creation of new
interaction techniques. While these papers mostly use the term gen-
erative, we prefer the term constructive because it more specifically
points towards the need and ability of researchers in our field to con-
struct prototypes and solutions [132]. In contrast to being formative,
descriptive and comparative, which are all elements of using theory
for analysis and scrutiny of current technologies and their use, theory
being constructive means that it is directed towards the future and can
stimulate new ideas, concepts and solutions ([223] op. cit.).

What started for us as a casual conversation regarding similarities
and differences in the two cases led to an interest in investigating
a joint conceptual foundation that could inform us both analytically
and constructively. In these conversations, the notion of traces of hu-
man activity across objects, artifacts and surroundings emerged and
we decided to explore the notion of common traces. This is not with
the intent to build and construct one solution to end all further dis-
cussions but rather to sketch and discuss what smart speakers and
shared documents may become if traces are considered and expli-
cated using an analytical and constructive framing.

Since we do not target one solution, we have found it a more ap-
propriate bridge between the theoretical and the empirical to focus on
and refine the kinds of questions one can ask, informed by the theo-
retical principles on the one hand and the analytical and the construc-
tive lens on the other. Hence, accumulating and refining questions is
the way we have proceeded with our work, as reflected in this paper,
and the final set of questions is the main outcome that we offer to the
readers for further use and development.

With this in mind the paper will move on to:

• Set the theoretical framing (sections 8.2 and 8.4).

• Present the cases (section 8.3) and analyse them with both an-
alytical and constructive lenses (section 8.5) to conclude how
traces can be understood and conceptualized analytically and
constructively.

• End with a discussion (section 8.6) and a conclusion (section
8.7) of the work.

8.2 theoretical concepts and foundation

Our starting point for analyzing, and eventually sketching a possi-
ble future of technology in the two cases, has been that of objects
that human beings have among them, work on and activate to me-
diate their joint activities. This starting point is rooted in a larger,
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current research project on Common Interactive Objects (cio.au.dk)
where we work to develop theory for joint activities and common ob-
jects [41]. As presented in the following, the theoretical basis unites
a CSCW-based focus on common objects with the activity theoretical
understanding of mediation and human activity as joint or coopera-
tive and rooted in practice. Beyond this, the project is based on the
assumption that both practice and objects are changing and, hence,
it has a profound concern for how theory supports change and for
understanding future technologies, for good and bad. We have found
it useful to address current and past uses and question constructively
the possibilities of future mediators and objects as epistemic and in
the making [189]. We return to this below.

Objects have been critically examined, e.g. by Heath and Luff [116]
who propose to move beyond a focus on simple transactions of ob-
jects “to support a range of capabilities from the simple exchange of objects,
through the sharing of objects and to common views of the same object.”
By this, Heath and Luff call for a more complex and dynamic un-
derstanding of objects and their roles between people in particular
practices, such as the sharing of records of various sorts in their ex-
ample case.

In CSCW there has been extensive discussion about sharing and
holding in common of objects, within and across groups of users.
Boundary objects [233] are often used in this discussion, yet in this
paper, we focus less on the journey of objects across communities
and more on how objects are shared and used by people in joint ac-
tivities across time and space. Robinson [221] introduced the idea of
the common artifact to help understand what it means to share arti-
facts or objects, and we use common here in the same way, with a focus
on joint activity and sometimes on sharing as well (see also [41]). He
pointed out that having and holding in common means to have access
to and use. We make note of Robinson’s distinction that use does not
have to be by people who are together all the time nor for the same
purpose. We use the word ‘common’ in order to emphasize multiple
individuals having a shared accountability and/or drive towards an
artifact or an object, physical or digital. The word ‘shared’ alone may
also capture this but comes with an ambiguity that we wish to avoid.
We thus distinguish common objects and the act of sharing something
in the sense of making, e.g., content or objects available to others tem-
porarily or permanently.

We furthermore view objects as multiple and multi-layered enti-
ties in order to focus holding in common and the shareability of ob-
jects over time by addressing the objects that communities of various
kinds hold in common, share, develop and interact through. How
communities develop technology over time is a process of collabo-
rative appropriation where the starting point is the shared practices
and artifacts [41] and how these relate to each other. Regarding arti-

124



facts, this is to be understood in the sense that artifacts exist and are
used as part of a multiplicity of artifacts [39]. Artifacts have meaning
in relation to other artifacts, which also means that each artifact may
be imbued with different meanings and take on multiple roles [40,
151]. What makes objects and artifacts shareable within a practice is
discussed by Bardram and Houben [16] as collaborative affordances,
a term that will also be addressed further below.

Human Activity and Mediators

Since the mid 1980s, activity theory has been explored as a basic per-
spective on human-computer interaction [33, 34, 185]. This perspec-
tive directs focus to human beings acting with technology in real-life
situations, where people share praxis and collaborate in various ways.

Activity theory was originally introduced in HCI to emphasize that
the relationship between the human being and the computer is not
a simple subject-object or subject-subject relationship [38]: Instead of
studying the computer as something that the user works on or com-
municates with, Bødker [33] pointed out how we may more usefully
see the computer as something that the user acts through, on other
objects or with other subjects; a mediator.

Activity theoretical HCI understands human conduct as anchored
in collective/shared practices [38] and focuses on the appropriate-
ness and development of certain tools for certain practices. Members
of a community learn from and take part in their collective practices.
By doing so they also are part of the development of the practice
as such, sometimes in small, some times in bigger leaps. Learning
is supported (or prevented) by the mediating artifacts, as well as by
the norms and conventions shared and developed in practice. Some
mediators are more malleable to be developed and reshaped for cer-
tain practices than others. Learning, according to [18], is supported
by immediately understandable mediators that should also support
development of new routines and uses.

Technological mediation of human activity is the primary principle
of activity theoretical HCI. The mediator stands between the user and
the object of interest, and in this role it helps the user act on the object
of interest in ways she could not act without using the mediator.

Breakdowns, according to Bødker [33], are due to either insufficient
capacities or possibilities in the artifact or a lack of available action
possibilities, either culturally or in the individual repertoire of action
possibilities. This is captured in the Human-Artifact Model, proposed
by Bødker and Klokmose [38]. The Human-Artifact Model illustrates
the relationship between possibilities offered in the artifact and the
possibilities stemming from human experience and knowledge.

Rabardel and Béguin [53, 214] similarly define instrument in terms
of a subject side and an artifact side, emphasizing that an artifact’s
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role as an instrument comes from the subject-artifact relationship.
The notions of mediators and instruments both serve as conceptual
underpinnings for our analysis, each providing a particular angle on
the role of objects: We use the concept of mediator to capture what
the artifact helps people do, thereby highlighting the (collaborative)
activity, while the concept of instrument foregrounds what is actu-
ally done with the artifact, thus highlighting the action possibilities
connected with artifacts. We, hence, use the concept of mediator to
capture that certain mediation takes place between a subject and an
object through an object or artifact, while the concept of instrument
[21, 214] is used to capture what is actually done with the artifact or
object by the users.

Relationship Between Artifact and Use

Mediators are created by humans as artifacts that are fundamentally
crystallizations of activity [154, 155]. From this view, activity is crys-
tallized into artifacts in two ways: Firstly, artifacts are externalizations
of operations with earlier artifacts and, hence, we can identify these
past activities when analyzing them. Secondly, artifacts are represen-
tations of modes of acting in the given activity, meaning that they
are meant for some particular activity. At the same time, the artifacts
shape the activity in which they are used, because they create break-
downs and get appropriated by users in the activity, which then later
becomes crystallized in an iterated version of the artifact.

In their presentation of the Human-Artifact Model, Bødker and
Klokmose discuss different uses of the term affordance as part of their
explication of ways to reason about the dynamics between artifact
and user. They base their understanding on Bærentsen and Trettvik’s
[14] critique of Norman [194]

In this paper we are primarily concerned with how joint activity
is supported through common objects and mediators, and what sup-
port these offer for collaboration. Bardram and Houben [16] carry out
a discussion related to ours and define collaborative affordances as “a
relation between a [physical and/or digital] artifact and a set of human ac-
tors, that affords the opportunity for these actors to perform a collaborative
action within a specific social context.” They propose four collaborative
affordances that capture the degree to which artifacts may be trans-
ported (portability) and accessed jointly (collocated access) and facilitate
overview and awareness of information among users (shared overview
and mutual awareness, respectively).

Similar to our concerns in this paper, they discuss these as means
of both analysis and design/construction. Somewhat in contrast to
us, however, they are mainly studying people who are physically lo-
cated in the same rooms, surrounded by the same physical records,
documents and other objects.
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The kinds of activities we have studied in our two cases are, instead,
characterized by the interactive nature of the involved artifacts, by
their roles in artifact ecologies and by interactions and by transitions
between multiple artifacts in non-co-located spaces. While we draw
on Bardram and Houben’s collaborative affordances in Section 8.5
in order to scaffold our discussion, we also demonstrate what forms
these concepts may take in cases like ours, where physical co-location
and physical access are not at the core of the activities being carried
out. Finally, while Bardram and Houben [16] frame collaborative af-
fordances in terms of “translating” physical characteristics into digi-
tal or hybrid systems, our purpose with applying the concept is to
support our goal of developing a conception of common objects as
mediators in order to further human understanding and control of
common tools.

Multiplicity

Artifacts most often mediate several activities, including contradic-
tions and conflicts arising from this multitude of activities. Bødker
and Klokmose [39] address this kind of multiplicity using the notion
of artifact ecologies and point out that such multitudes of activities of
use are essential for activity theoretical artifact analysis and design.
Artifact ecologies offer a way to understand common objects and me-
diators in the context of other objects and mediators that are used in
a given activity or which offer possibilities for carrying the activity
in different ways (in parallel to Bardram & Houben’s and Bærentsen
& Trettvik’s discussions of affordances). In particular, the dynamic
relationships between artifacts in an ecology may be used to analyti-
cally frame developments in how activities are carried out and what
meaning each artifact holds in relation to the activity.

Our Theoretical Framing

In summary, the activity theoretical framework is, qua its focus on
the development of human practice over time, looking to address its
research both analytically and constructively as the theory is used
to probe current technologies and their use. Focus is on the relation-
ship between the human users and the objects and mediators they
share and hold in common. Hence, the first role of the technological
artifact(s) relates to mediation and the notion of mediators. As stated,
mediators stand between users and their objects. Objects are material
that get turned into outcome and they, too, serve as mediating arti-
facts of the collaborative activities. Mediators support and hinder this
process depending on the action possibilities they offer in the meeting
of the users’ experience and knowledge and the instrumental capabil-
ities of the artifact.
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In breakdowns of use, the mediators become objects themselves,
that attract the focus and attention of their users. By focusing specifi-
cally on joint activity, the abilities of mediators to support collabora-
tion and minimise breakdowns become important, and Bardram and
Houben’s collaborative affordances [16] relevant.

With this theoretical basis four theoretical principles stand out that
we apply and refine in addressing empirical cases. For each princi-
ple, we analyse the current and past uses and question constructively
the possibilities of future mediators, objects and uses of them as epis-
temic; i.e. the not yet known and the possible and desired future [189].
Taking outset in activity theoretical HCI [38], the theoretical princi-
ples are rooted in dialectical methods and offer new opportunities
for understanding tensions between elements and parts as well as the
possibilities in bringing them together [38], between what has been
and what is becoming. Dialectical thinking is a way to understand
things concretely in all their movement, change and interconnection,
with their opposite and contradictory sides in unity.

This means that it is possible to take as ones unit of analysis either
mediators or common objects, but it is not until looking at the rela-
tionships between the two, the changes between them and the con-
flicts between them, that the analysis fully unfolds. This is similarly
true for material versus communicative mediation, for development
and malleability versus stand-still and stability and for multiplicity
versus one at a time, all considered in the principles below.

1 . principle of mediation and common objects . This is
the overarching principle that has its roots in how human activity is
collaborative and mediated, as discussed above. Of the collaborative
affordances, shared overview mainly belongs here since it is generally
a matter of how users may, together, be able to jointly overview the
activity, the materials and mediators.

2 . principle of material versus communicative media-
tion. In sum, common objects and mediators are material, social
and communicative, because they stand between people and mediate
their joint activities. Hence, the principle allows for the analysis of
materials, material objects and outcomes on the one hand, and of me-
diated collaboration and communication on the other. A particular
focus is the language and concepts related to cooperation and trans-
fer of experiences across a community. Bødker and Klokmose [40]
point towards the use of conceptual blends to constructively focus
on this aspect, and in particular to consider what metaphors are or
may be applied based on how users communicate in and about their
activity. They use Fauconnier and Turner’s [91] work where concep-
tual blends are important in scaffolding particular understandings by
projecting structure from metaphors back to the people who are us-
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ing them. The collaborative affordance labeled as mutual awareness
mainly connects to this principle since it is a matter of how collab-
orators may orient themselves towards each other, mediated by the
material and communicative mediators available. Collocated access,
additionally, talks to a specific type of activity where users are phys-
ically together at the same time and hence have the same material
and communicative access to collaborators, mediators and common
objects.

3 . principle of development and malleability. Interac-
tion needs to be understood as it develops over time and in the col-
laborative activities between people using technological artifacts and
objects. The unfolding over time is a matter of development of com-
munity practice, individual learning and routines, as well as of tech-
nology in use with respect to the past, the present and the possible
and desired future [189]. Objects/mediators can be collaboratively
tailored and appropriated in use [18], and hence are changeable and
malleable over time, all the while they resist this development, cause
breakdowns and cannot be turned into anything users may wish for.
While the collaborative affordance of portability speaks of movement
over time, it seems to just as much, if not more, be a matter of multi-
plicity, the final principle.

4 . principle of multiplicity and artifact ecologies .
Human use of particular artifacts and objects happen across activi-
ties and configurations of people, applications and devices and it is
important for the interaction to embrace transitions and substitutions
[38] across and in these multiplicities. Hence it is important to con-
sider multiplicity and artifact ecologies, both analytically and construc-
tively. This means to always consider one mediator, object or activity
in the context of others and to scrutinize them together as a whole as
well as each in their own right. As mentioned, portability seems to
partly relate to this principle.

In the following we present our approach and the two cases before
diving into the theoretical principles and refining an understanding
of traces, analytically and constructively.

8.3 cases

In this section we present the two research cases that we have worked
on empirically, conceptually and with respect to design over the past
years [12, 148].
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8.3.1 Smart Speakers in the Home

In this case, we conducted a detailed investigation of intelligibility
issues [24] with voice enabled digital assistants experienced by smart
speaker enthusiasts [13]. This group comprised users who use smart
speakers frequently and have done so over a longer period (i.e., more
than two months), are excited about the technology and often share
their experiences among peers. More specifically, our study looked
into how these users technically understand a wide variety of smart
speakers they own and how they conceptualize their smart speak-
ers’ behaviour. In addition, we investigated how users address their
smart speakers; when they encounter breakdowns and what strate-
gies they employ to recover from breakdowns; and how they deal
with these breakdowns in multi-user settings as well as in conjunction
with other Internet of Things (IoT) devices. An IoT ecosystem in a
home typically consists of a smart speaker that acts as a hub through
which users interact to control other appliances such as smart lights
and thermostats. We conducted two studies: An online survey and
semi-structured interviews with smart speaker enthusiasts. The par-
ticipants’ households included families, shared homes, and individu-
als living alone.

Our findings reveal that users experience a great degree of issues
with infrastructural breakdowns that reside within the users’ IoT
ecosystems due to infrastructural intelligibility issues [85]: Difficul-
ties in understanding how the individual IoT devices and services
work together to form a large ecosystem [13]. As smart speakers do
not always provide sufficient information about the cause of a break-
down, users tend to exhibit an interest in investigating the breakdown
by looking for solutions on external platforms such as online forums.
These external sources tend to be run by other smart speaker enthu-
siasts who have a tendency to share their own experience about the
challenges they have encountered with smart speakers and other IoT
devices. This is in particular relevant for breakdowns related to IoT
ecosystems as they can be perceived as overwhelming with respect to
where the locus of the breakdown is.

This raises another hurdle for primary users in a household, which
is that they need to maintain and update smart speakers’ features
and keep non-primary users (e.g., a partner, children and guests) up-
dated about these changes, while also assisting them in overcoming
situational breakdowns with the smart speakers [13]. This is in partic-
ular problematic when it comes to IoT ecosystems. One of the reasons
is that current designs of smart speakers and interconnected IoT de-
vices do not necessarily support clear overviews, which can be shared
amongst household members. This is exacerbated if those members
are not part of the smart home group, which is what is created when a
user sets up a smart home group in the accompanying smart speaker
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app and gives others access to configure the smart home. Generally,
non-primary user(s) do not have the same access as primary users
and tend to be excluded from the development of the IoT ecosys-
tems [13]. To then include that group of users in future smart speaker
experiences, smart speaker designers and researchers may want to
consider the intelligibility and control needs of non-primary users.

While we mainly draw from our own work [12] to discuss and scru-
tinize the principles, we also take into account prior work on smart
speakers. These range from how smart speakers are embedded into
households [25, 26, 209], through change of usage over time [27], to
proposing and exploring new smart speaker designs [137, 147, 172].

8.3.2 Collaborative Academic Writing

In this case, we studied collaborative writing with a focus on the
multiplicity of tools involved in academic writing undertaken by uni-
versity students or researchers [148]. In particular, we aimed to un-
derstand what motivates co-writers to use and move between dif-
ferent tools and what challenges this introduces. The work we have
carried out in this case consisted of two empirical studies: A mixed
methods study [150, 151] and a co-design study [149] that built on
the mixed methods study. The participants in our studies were re-
searchers, Ph.D. students and master’s students who all had some
experience with collaborative writing in a university setting.

The collaborative writing project [148] addressed co-writers’ habits
of writing outside the central writing environment, such as when
drafting in a separate application, along with the challenges related
to such habits. This also involved understanding participants’ motiva-
tions and strategies for such habits. Our findings reveal a diverse set
of motivations, from privacy and presentation of self [150], through
distractions [151], to (un-)available features and co-writers shaping
artifact ecologies to comprise the desired functionality [151]. We also
found that co-writers’ habits of separation and of moving through
their artifact ecologies bring with them a set of challenges and con-
cerns. These include aligning the writing, in terms of both message
and writing style, and being accountable for each other’s work, as
well as respect for personal boundaries [150].

Collaborative writing is characterized by a progression and itera-
tion through outlining the text and the work [67, 193], division of
work [188] and coordination [163]. While these activities are charac-
teristics for a number of collaborative practices [e.g. 17, 222], there
are certain activities particular to writing [163, 188, 211], such as text
production, reviewing and revising, which co-writers switch between
and which may relate to different roles taken on by co-writers and,
e.g., supervisors [150, 246]. These activities often prompt co-writers to
include a number of different tools in the writing process, shared as
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well as personal [151, 246]. In addition to being mediated by tools, the
writing process and the surrounding practices are also mediated by
the text itself [151], which means that material characteristics of tools
and their representation of the text impact how co-writers’ approach
carry out collaborative writing activities [56].

A challenge identified in the co-design study of relevance to these
processes is keeping track of different versions of the text: In particu-
lar when moving between multiple applications, versions of the text
tend to proliferate across platforms, devices and people [148]. This
impacts the issue of alignment identified in the interview study. As a
matter of fact, participants discussed ways of tracing the development
of the text and communicating intentions behind changes; along with
ways to express what state different parts of the text are in and what
needs to be done [149]. Observations such as this spurred our further
interest in traces.

8.4 hypothesis and method

The analysis started from a discussion of similarities and differences
between two, on the surface at least, rather different cases [12, 148].
Most of all, we were interested in how the technologies helped peo-
ple around them organize and synchronize activities and, particularly,
collaborate. What are the means that people have available to do so in
the two cases and what roles do shared purposes and objects play in
these activities? This interest was itself spawned from our theoretical
interest in activity theoretical HCI and CSCW. However, a lot of the
interest was also nourished by our curiosity towards understanding
the empirical situations better and, not least, a drive towards improv-
ing and redesigning for the cases (described in Section 8.3) construc-
tively. We used the four activity theoretical principles and the notion
of collaborative affordances in an iterative process of mapping out the
cases: What theoretical questions could we ask of the empirical ma-
terial? What findings did we see and what new questions did these
lead to? We made this assessment by looking at the cases analytically
and constructively.

In this process, we decided to focus on traces as a mechanism
since they presented themselves as a common denominator of the
two cases, because they were mentioned in the empirical studies and
because examining the (potential) place for traces in our understand-
ing of the cases led to a number of unanswered questions for both
cases. There seemed to be a similar lack of support of traces of past
activities, of past objects, of other users, etc. in both cases. With an ini-
tial hypothesis that traces could be a mechanism that would support
these two kinds of activities better in a future redesign, we sat out to
further explore the cases and their future possibilities, and how these
activities could be conceptually grounded and supported.
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Figure 27: Research process.

Our process of working with the two cases unfolded in the follow-
ing main steps:

• We initiated our process with several discussion sessions about
the differences and similarities between the two cases.

• Given some of the similarities, such as sharing text and smart
devices among users, and configuring and setting up text doc-
uments and smart home technologies, the concept of traces
emerged from the discussion and generated inspiration from
prior work, in particular collaborative affordances.

• We noticed a gap in the way collaborative affordances were de-
scribed when we applied them in discussions about our two
cases (e.g. collaborative affordances emphasize collocated ac-
cess to information and artifacts among people in physical
space while our two cases predominantly deal with digital
and/or non-collocated spaces).

• As a final step, we invoked the four activity theoretical prin-
ciples and the notion of collaborative affordances (see Fig. 27).
We drew a table with two columns and four rows on a white-
board in which we positioned the four principles with respect
to the two lenses: Analytical and constructive. Over a number of
sessions, we brainstormed, discussed and positioned questions
related to the mechanism of traces in the table, from both an
analytical and a constructive perspective. These questions were
then positioned according to which principle they related (the
most) to. This iterative development of questions focused on
what theoretical questions we could ask of the empirical mate-
rial, and what findings we noticed as well as what new ques-
tions those findings lead to.
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8.5 traces

In the following section, we will go through each of the four princi-
ples and they will be presented with the analytical and constructive
perspective in mind.

8.5.1 Principle 1: Mediation and Common Objects

When generally considering traces in relation to mediation, traces
mediate certain aspects of joint human activity: They talk to order-
ing the activity across devices, tools, people and parts of the overall
activity and they help reconsidering and redoing the steps in these
activities in some form or other. Traces, then, are concerned with con-
necting activity to time, to shared steps in a process, and in this way
also to ordering and overview of activities, communication, materi-
als, shared objects and other mediators. The latter we return to in the
sections below.

8.5.1.1 Analytical

Analytically, the principle of mediation points to questions such as
what mediators exist for retracing of steps or for laying out steps
for later? It also helps to ask what situations of breakdowns exist
and how may traces be ‘re-found’ and re-activated? Shared overview
of traces, objects and mediators are important foci for this principle
with respect to traces.

The two cases present two different ways of looking at traces as
mediators of human joint activity and at the mediators of traces
themselves. In the case of smart speakers [13], we find that they are
predominantly interacted with through a voice user interface (VUI).
VUIs are in themselves quite traceless and when analyzing their use,
it seems that users are often encountering breakdowns such as “Did
the smart speaker not understand me?” and “Why did it turn on the
lights?” The main way that users can identify and follow traces for
smart speakers is often through the interface on their smartphone
which for the primary user contains detailed information of events
and actions. Non-primary users however, do not necessarily have this
access [13].

The current ability of smart speakers to mediate the circumstances
they present to users is limited, which in turn limits the possibilities
for tracing back causal events [12]. Perhaps not obviously, academic
writers experience related challenges in collaborative writing: While
traces of past work are abundant with tools like Git or Track Changes,
forming a synthesis of connections between segments of a document
or interpreting the rationale behind particular changes is not straight-
forward [149]. In both of these cases, the technology’s capability for
mediating the state of things goes beyond the individual user and
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impacts the way in which breakdowns or other turning points may
be approached. Bardram and Houben’s notion of shared overview cap-
tures the role that shared information plays in support of activities
[16]. Planning, tracking/monitoring and re-negotiating of common
duties and other activities in a household involves several direct and
indirect users of the smart speaker [13]: A family with two small
children might experience hectic mornings and planning activities
for their day(s). Keep in mind that the smart speaker’s voice inter-
face is designed to keep the interactions hands-free and convenient
during times where the visual attention and hands are occupied. In
some cases, one adult who has to work the whole day might make
plans, using a smart speaker, for the other household members, such
as appointments, alarms and reminders. The smart speaker’s speech
modality helps the other adult and two children to then collectively
create an overview for themselves and get an idea of what activities
lie ahead of them, and perhaps in which order. While the digital assis-
tant is available on the smartphone as well, the planner might want
to follow the family’s progress during the day: This is an example of
shared overview of not only the content, but also the family’s activi-
ties. It requires that the family knows that the planner is aware of their
progress as well. Since people do not always follow through with ev-
erything planned, spontaneous ideas might arise during the day. The
family might, either through a smart speaker or smartphone, plan or
suggest an event for the evening where the planner can participate,
hence this points ahead to both change, history and multiplicity.

In a collaborative writing project, setting up also happens partly
through explicit coordination [151]. This can happen by agreeing to
use Microsoft Word and storing the files in Google Drive and using a
naming convention to keep track of versions, and through co-writers
being thrown into the deep end of the work such as when having
to use an unfamiliar template or being introduced to a co-writers’
favourite reference manager as a bi-product of the explicit decisions
on what tools to use.

In both of these cases, people need a sense of the links between
different smart devices or applications used in writing and a sense
of how the ecology has been extended over time, to understand the
roles of the different artifacts, as we will return to when discussing
Principle 3.

As is also the case in Bardram and Houben’s examples, overview
and awareness are connected with access, in particular multiple peo-
ple’s access, e.g. to a document or a digital smart assistant. While
the notion of access is highly relevant to our two cases, in different
ways, collocated access is not the central focus in either case as it is in
Bardram and Houben’s examples [16]. In the case of smart speakers,
collocated access (and likewise co-located mutual awareness) is triv-
ial compared to the more intricate situations that arise when a smart
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speaker, or a system of smart speakers, is accessed without the user
being in the vicinity of the speaker, or some or any of the speakers,
as in the previous example with the working adult.

Returning to the questions, we may summarize the cases by ques-
tions addressing mediation analytically: What mediators exist for retrac-
ing of steps or for laying out steps for later? The analysis clearly points
out that it is important to understand who has access to which mediators?
as exemplified by the smart speaker log available on smartphones,
which not all users of the speaker necessarily have access to.

To understand the mediation of traces, a focus on the activities of
use are equally important, in particular What situations of breakdowns
exist and how do traces help users recover? As we have discussed in the
examples, shared overview of traces, objects and mediators is impor-
tant to consider with respect to traces, however, co-location and collo-
cated access are in both cases the least challenging when it comes to
overview and traces. Hence, overview of and through traces extends
beyond a particular place and it seems useful to consider overview as
a particular kind of trace that aligns (common) objects, mediators and
activities, and hence an appropriate question to ask may be: What me-
diators exist to create and share an overview of (common) objects, mediators
and activities?.

When we have to analyse our two cases with respect to a construc-
tive lens, the analytical questions above allow us to consider and ques-
tion which mediators work and which do not work so well. Possible
questions to keep in mind would be: In what manners do the common
objects themselves help or hinder traces of activity? How is shared overview
helped or hindered and what role does time and multiplicity play? And how
does the specific combination of interaction modalities help or hinder traces?.

8.5.1.2 Constructive

As we reflect on the mediators constructively, we consider possible
future scenarios in which mediators could facilitate traces for the
studied activities in the two cases. We do not intend to propose an
all encompassing answer to how traces can be mediated and through
which mediators, but instead explore the space of possibilities for
traces when it comes to mediation. Hence, the questions above need
to be addressed as what mediation would it take to make traces available?
and how may traces be reflected better and activated in the common objects?
We will elaborate on the questions following a discussion of the cases.

It has been suggested that smart speakers could be designed to
answer users’ questions about why and how things might have hap-
pened [12, 195]. Norval & Singh’s [195] and Avdic & Vermeulen’s
[13] discussion about enabling users to interrogate smart speakers
with respect to their underlying activities prompts the question (see
also principle 4): Do smart speakers have to rely on smartphones as
mediators to provide detailed information in the form of traces? Or

136



are there other possible means and, e.g., modalities that would sup-
port traces? An overview of the devices’ detailed configurations as
well as the state of the devices should be considered, including trac-
ing back who is responsible for the device(s) and how they have been
configured. How can smart speakers become stronger mediators of
traces through which users can learn about the smart home’s setup?
How can other IoT devices’ available configurations be made ‘visible’,
i.e. what combinations of commands, events and their scheduled ac-
tivation are currently set up and which ‘openings’ are there for new
configurations?

To think about how to enable users to draw on the connections and
interactions/events described, we can further consider a concrete ex-
ample from collaborative writing: The use of visualizations to make
document editing history available in various forms, either to writers
(or teachers) or researchers [245]. There are many aspects of past ac-
tivity that can be made available to users, such as what, who, where
or when [e.g. 118, 150, 245]. The relevant parts of the past activity, of
course, depend on the situation. One option is to direct attention to
where things have happened (and hence the fact that something has
indeed happened), leaving it up to users to act accordingly (or not).
As an example, the ‘Edit Wear and Read Wear’ prototype [118] used
scrollbars as maps of the document and added visual cues in the form
of a horizontal bar chart to indicate how much editing and writing,
respectively, had taken place at different locations in the document.
Such cues can serve as traces of activity that give co-writers a sense
of where to pay close attention, perhaps because recent changes have
been made or, conversely, because the document has been left unat-
tended for quite a while and thus may not be as well-integrated into
the writing as more recently edited or reviewed parts.

Thinking the design of Edit Wear and Read Wear into smart
speaker design, one may consider how to provide a visible indica-
tion (e.g. colored light) of recent activity and how the activities could
be rendered available as well as categorized. Is there more utility in
knowing whether the activity was music listening or writing a shop-
ping list (perhaps to infer whether the person involved in the activity
was a child or a parent) or would it be more useful to know whether
the activity was a configuration of a new device or just regular use of
existing devices (e.g., to get a sense of the state of the overall smart
home ecology)? These are merely suggestions for some, among many,
possible explorations.

With the above examples, we have outlined a number of ways in
which traces may be built to explore the possibilities of traces from the
principle of mediation in the two cases. Hence, the questions could be:
How could traces be constructed to support tracing of steps and laying out
steps for later? What mediation would it take to make traces more accessible
among users? How are traces better reflected and activated in the common
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objects? What specific combination of interaction modalities support traces
and in what ways? And, in relation to breakdowns, how may traces be
‘re-found’ and re-activated when users lose track?

8.5.2 Principle 2: Material Versus Communicative Mediation

When people act together with shared objects to carry out an activ-
ity, they guide each other and are guided by the encounter with the
shared material setting and objects. In this sense, traces are both ma-
terial and communicative, but some are perhaps one more than the
other. And sometimes certain traces may be more easily followed by
some users than by others. Literally, an idiosyncratic set of marks left
in a document may not be as easily followed by collaborators as a
set of notations adhering to shared conventions and routines or even
joint, formalized standards [148]. In some situations material traces
may allow people to follow the traces together, in others not. In this
manner, setup and handing over of traces to others are a matter of
learning and of utilizing combinations of material and communica-
tive mediation. Metaphorically, Hansl and Gretl’s pancake bits pro-
vide material traces for themselves and others to follow, whereas a
variety of signs and signposts speak to a more communicative way of
considering traces.

8.5.2.1 Analytical

To appreciate the duality of the material and the communicative
when it comes to traces, it is important to ask questions of the di-
alectical tensions between the two, as well as questions regarding the
shareability, handovers and collaboration through traces.

We see examples of collaborating writers deliberately leaving
traces in the editing environment and in the text itself, in the form
of notes, text color, other markings, etc. [148]. Traces can be embed-
ded or external to the text and, hence, traces are sometimes part of the
text as a common object and at other times serve as common objects
in and of themselves, whether material or communicative. Embed-
ded traces are often material, such as markings, while, in the case of
collaborative writing, external traces are usually communicative and
in particular verbal, such as written comments and a list of revisions
(exceptions to this are various visualizations created in research proto-
types, [e.g. 240, 245]). Traces in the form of annotations serve multiple
purposes, such as explaining the rationale behind a change [30, 150]
or indicating that something is not quite done yet [149]. Common to
these purposes are that they are about leaving something behind for
the next person (who may be oneself). Furthermore, while there ex-
ists mechanisms intended for such purposes, like the comment feature
in several tools which ‘attaches’ a note to a piece of text by means of

138



a colored line or similar, co-writers’ annotations are often made by
appropriating other features [150], such as text formatting.

With smart speakers, it is interesting to discuss what communica-
tive and material even mean. Interactions with a smart speaker are
verbal, in lack of material forms of interaction with the common ob-
ject, but does that necessarily make them communicative? They are
also material, when they for instance affect material conditions of a
room (e.g. regulating the air-condition). Communicative and material
mediation seem hard to separate. Yet, teasing them apart helps under-
stand e.g. on what form (presentations of) traces could work for dif-
ferent activities, such as for event/interaction sequences vs. settings
vs. connectivity (see further below). And it is not obvious that mate-
rial traces must necessarily be presented materially, just as text edit-
ing history in collaborative writing may be made available through
language (e.g. GitHub’s or Google Doc’s list of revisions) or through,
e.g., color (see, for instance, AuthorViz by Wang et al. and the colors
in Google Doc’s revision history).

The duality between the material and the communicative with re-
spect to traces, raises questions such as: How and to what extent are
traces material and serve to be followed materially? How and to what extent
are traces communicative and serve as ways for people to guide themselves
or others? And not least, what are the dialectical tensions between the two?
In this space there are analytical questions regarding if and how traces
are shared or shareable, e.g. whether traces can be followed only by one
user or by several together. Hence, questions regarding handovers of
and collaboration around traces are also relevant: When traces them-
selves are materialized or talked about, they too can be seen as com-
mon objects, in the way we described regarding the common text.
We return to a discussion of handovers and sharing of traces when
addressing Principles 3 and 4.

To then move towards a constructive lens, it is useful to consider
what works and what does not with respect to the material and com-
municative principle. Useful questions to think about could be: What
helps or hinders users in setting up traces to be followed by themselves or
others? What helps or hinders inspection and questioning of what others
have done? And how does the conceptualization of traces help or hinder
communicating about them?

8.5.2.2 Constructive

To constructively work with questions regarding the material-
communicative mediation tension, it seems important to explore the
space from material to communicative, from traces integrated with
the common objects to traces that are situated around them, address-
ing the coordination as such.

One idea regarding traces in collaborative writing is to enhance
the communicative mediation achieved through the text as a com-
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mon object [151] with a (potentially material) mediation of traces of
the activity that has happened, for instance in the form of explana-
tions of edits [149, 150] or by making text color-coded according to
authorship [198] which makes local expertise [150] visible. In addi-
tion to being directly ‘read’ and understood by writers, like signposts
or breadcrumb trails, such traces could also instigate or guide com-
munication about the work.

In early writing software, which were often hypertext tools [e.g.
112, 220], a text’s development was available because the structure of
contents was more tangible than in a regular document, with every-
thing being nodes in a graph that had links between them showing
connections and hence potentially supporting tracing of the develop-
ment of the text. When it comes to tracing back the intent behind
the writing, the tool AUGMENT [88], for instance, had a feature for
writing a small abstract about a file, with files potentially being sec-
tions of a paper. This exemplifies how the text’s role as mediating the
writing materially is closely related with communicative mediation
through and around the text as well as being closely connected with
the text as a common object [151].

If we further consider visualizations as an example of traces of
collaborative writing, we need to ask not only what they mediate but
also how they do that. In transforming the representation of the text,
from the text’s content and potentially formatting into a visualization,
a revision log or a TODO list, different aspects of it are highlighted. In
this respect, it is useful to consider what metaphors may be applied
in the representation and in activating different metaphors to explore
other aspects of the traces.

With respect to both collaborative writing and smart speakers, it
should be considered how the metaphors used may filter and put
particular emphasis or perspective on what they are mediating, i.e.
what different metaphors provide and leave out for users to trace. In
the case of Edit Wear and Read Wear [118] (see above), for example,
the metaphor of wear helps convey where things have happened and
how much, but the details of, e.g., what was written are lost.

Shifting our constructive focus onto smart speakers, the challenge
then is to explore the possibilities of tracing who has interacted last
(as opposed to what, which was discussed earlier). Since our general
understanding of what smart speakers are stems from the way they
are used among people [13, 26, 209], it may be worth exploring other
metaphors or conceptual blends for cases like this.

Relevant to this is constructive exploration of the relationship be-
tween traces and mediators, such as where traces are located and
retrievable from and whether traces should even need to be retrieved
or be available at a glance. These questions relate to multiplicity and
the possibility to consider multiple and different mediators for traces
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through the ecology and the environment. We return to this when
discussing principle 4.

These reflections illustrate how questions such as the following
may be explored constructively: How and to what extent may traces
be made material and serve to be followed either through the common ob-
jects themselves or in the shared environment? How and to what extent
may traces be supported communicatively and serve as ways for people to
guide themselves or others? How may the two perspectives be dialectically
combined? Underlying this are questions of how traces are shared or
made shareable and also, possibly, when they should not be? What design
metaphors serve to support the design of shared traces? How do the particu-
lar metaphors help users communicate about the traces?

8.5.3 Principle 3: Development and Malleability

This principle, when it comes to traces, raises questions regarding
past activity, past (common) objects and past use of mediators, within
groups of users, for the individual and in different forms of han-
dovers between users. Some of such traces reside in the joint objects
themselves, such as wear and tear [118], and how the particular ob-
jects have been configured or set up for the particular activity. Other
traces may reside in the environment or to some extent with the users
themselves, in what they have internalized and learned.

Malleability is concerned with the ways in which the common ob-
jects and mediators, in this case traces, can be shaped to support
development for users both individually and collectively. Hence, per-
sonalization and tailorability of traces are important, and exactly be-
cause of the multiplicity (principle 4) we also see the configuration
and possibilities for juxtaposition of mediators and objects as parts of
the malleability of traces. We shall return to that.

Importantly, traces not only point into the past, they also point to
future possibilities [151] and this is hence a concern for a scrutiny of
what, in a particular case, may aid tracing.

8.5.3.1 Analytical

With this in mind, the questions to explore pivot around the role of
traces with respect to reflecting on both the past and the future and
on who is able to follow traces. Following Bardram and Bertelsen
[18], traces should be immediately understandable and it should be
possible to include them in new routines. In connection with this, it
is important to question which possibilities users have to adjust/tai-
lor/personalize traces, both past and future. We also examine ques-
tions of granularity and timescale in relation to traces.

Members in a smart home group can add, remove and configure
smart speakers and other devices, but those changes are not neces-
sarily clear with respect to who has changed what [13]. In some cases,
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a configuration of a specific command such as how one changes the
temperature in a room, can lead to confusion amongst the members
who are not aware of the changes. While members can coordinate
their changes to the smart home amongst each other outside the scope
of smart speakers, this would require other means and/or co-located
events. Regarding traces, we then need to ask: How can traces of
changes help the users become aware of and understand the mean-
ing of changes? A common thing amongst smart speaker users who
have extensive IoT ecosystems are routines where various devices are
activated to work together [13]. Can traces help a person configuring
devices, new or old, identify conflicts such as a device’s dependence
on other devices that have been set up by another user?

Users also face challenges in understanding the cause of smart
speakers’ technical breakdowns [13]. There are situations in which
new people arrive to a smart speaker environment with little to no
knowledge on how to access and control the smart home, e.g to turn
on and off lights [13]. In addition to the speaker as such, the digital
assistant used for the setup is equally important. Hence, the connec-
tion between the speaker and the digital assistant as well as the setup
activity across devices are important, e.g. how people may (and may
not) port their setup and, more broadly, their understanding of one
smart speaker setup to another. As opposed to this perspective, col-
laborative writing is about looking forward more than looking back,
focusing on producing more text that is coherent with what is already
there [148]. With smart speakers, understanding and explaining what
has taken place is central, whereas explaining in the writing is about
the quality of further production. An exception is with visualizations
made for teachers, where the aim seems to be looking back and trac-
ing the work in order to, e.g., attribute credit or detect poorly func-
tioning groups [258].

In collaborative writing, using traces to look back and understand-
ing what has been done is relevant both in terms of figuring out
“What’s left for me to do?” and in terms of making one’s work align
with the other authors’ work and contributions. Traces are also about
figuring out the argument or tracing it through the text to understand
which parts of the text are connected. There are several examples of
traces in collaborative writing: Some tools, e.g. Google Docs, Word
and Overleaf, use text color or colored highlighting as a visual pre-
sentation of author identity. Wang’s AuthorViz [198] likewise displays
who wrote what by coloring the text. Traces can also be textual, like
GitHub’s list of commits and commit messages. In terms of material
representation of development, GitHub is able to show the growth
of a project visually, as a graph on a timeline. Wang’s DocuViz [245]
likewise traces the development of the text, as do many other visual-
ization solutions. Other work has been on tracing changes to detect
conflicting writing [100].
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The principle of development and malleability highlights that be-
ing able to trace what has happened supports further development:
In the case of collaborative writing, the role played by the text as ma-
terial and mediator of the work [151] means that tracing (a) where the
text is / what file is the current version and (b) how the text has de-
veloped up until now (arguments, main message, writing style, etc.)
are significant for continued work. By extension, we note a possible
distinction between traces left for the ongoing activity and traces left
for oneself or others to come back to in distinctly other activities, such
as reviews of the text, and possible future (and much later) reuse of
text parts. Without discussing the details, this would merit a discus-
sion of traces as boundary objects across communities of users ([233])
that we, however, do not have empirical material to support in our
cases. In the case of smart speakers, one way that tracing is signifi-
cant to development is being able to trace sequences of events [13].
Interactions leading up to a certain outcome may (a) allow users to
understand the reasons for breakdowns and potentially take actions
to amend the situation and (b) allow users to draw on knowledge of
successes and breakdowns in later interactions (including to develop
more complex interaction patterns with the device), hence enabling
them to develop the practice.

Following this, questions should explore how traces direct atten-
tion to the past and point to future possibilities. How are traces follow-
able by both the users who created them and by others involved in the joint
activity? How is it possible for other users, or for the same users in other
activities, to recognize and follow traces? In this regard, it is also essen-
tial to ask: How it is possible to learn to follow traces? And what learning
about practices and the involved objects do traces support?

Traces may include traces of past users, past objects and past media-
tors, and thus an important analytic focus is on how exactly the traces
are constituted in this respect. This also raises questions of granular-
ity and timescales, such as how durable traces are over time. Versions
and versioning is one possible way of a particular focus on this, but
analytically there are possibly others to be identified in the empirical
material (see below). Additionally, which possibilities do users have for
adjusting/tailoring/personalizing traces, both past and future, for themselves
and others, together or apart?

The discussion above also raises possible further questions of the
use of traces inside the use activity and group of users, versus a more
longitudinal use of traces with handovers to other activities. Analyt-
ical questions relate to both the joint use and development of traces
and to how learning is helped or hindered in the use of (technology-
mediated) traces. What helps or hinders the creation of traces to be fol-
lowed (individually/together and by new/old users) into the past and future?
What helps or hinders tailoring or personalizing traces, both past and future?
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And what is provided and left out by available granularities and timescales
of traces?

8.5.3.2 Constructive

From these analytical questions, we extend our analyses to construc-
tively embrace development and malleability when it comes to traces.

Traces communicate and hint at a number of things (who, what,
etc.): Our analyses of collaborative writing identified how authors
support work by tracing development back through time [149]; by
tracing who worked on certain parts of the text without caring about
the when [150, 198]; and by tracing connections between different
parts of the text [150] (see also [100] for an implementation to sup-
port this) to align the content. And the granularity and mode with
which these traces are or need to be available differ. In collabora-
tive writing, there is, e.g, a difference between a word-by-word undo,
which allows simple but dynamic backtracking, and track changes
which displays all that has happened since last but does so statically.
And there is yet another difference between track changes, at the level
of individual revisions, and versions which are steps at the level of
whole documents.

Finally, although traces build on past events, they also address
present activity and future development, such as what the collabo-
rative text may become for those jointly involved as co-writers. Since
smart speakers have their limitations with respect to the voice inter-
face, the question regarding them becomes whether there are alterna-
tive or supplementary modalities and approaches to support traces of
changes and configurations over time? One solution could be to de-
sign smart speakers so the device can use the other smart home appli-
ances within the same space to communicate past activities, changes,
additions and possibly removals of smart appliances.

Since breakdowns in use and understanding are quite common for
smart speaker use [13, 26, 209], traces of past activity may help track
breakdowns, enabling users to learn about what went wrong.

When considering smart speakers in terms of looking ahead in-
stead of back, tracing could be related to how the ‘smart’ in smart
speakers makes them adapt and change in the future, which leads
to questions about the explainability of the system (e.g. [1]). How
users plan and adapt their way of interacting with the speaker may
be a further constructive issue to be explored. Tracing back may help
users understand the underlying technology and hence help them
plan ahead and become proficient in using the smart speaker. This
raises further interesting questions as to how traces can be shared
within the community of smart speaker users, a community that is
currently quite lively in terms of sharing experiences of smart speak-
ers [13].
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Constructively, questions must also be raised regarding if and how
traces can be made to point to the past and if and how they can be made
followable by both the users who created them and by others involved in the
joint activity And similarly, if and how traces can be formed to usefully
point to future possibilities and how following traces by other users and
handing traces over to them can be supported as needed. In addition, traces
may not always be possible to plan for; How may emergent needs for
tracing be supported?

When it comes to learning, how can traces support immediate under-
standing and help development of new routines for users, together and in-
dividually? How may users be supported in adjusting/tailoring/personaliz-
ing traces, both past and future? With the smart speaker community in
mind, it is important to also consider what potential user communi-
ties are at stake when exploring and constructing for future traces.

Traces may be constructed to include traces of past users, past
objects and past mediators, and an important constructive focus is
how exactly the traces can be constructed to support these, and also
whether some of these parts are more important and/or missing than
others. As we have illustrated, this raises questions of granularity and
timescale: How may traces be constructed to support the needed granular-
ities and timescales? How can these be malleable? And how can they be
sustained over time, if users need to come back to them? Also, questions
to be considered involve the possible use of different modalities and
mediators in the environment, as addressed with principles 1 and 4.

8.5.4 Principle 4: Multiplicity and Artifact Ecologies

Multiplicity and artifact ecologies put emphasis both on the multi-
plicity of devices through which common objects are accessed and
activated and on changing configurations of tools (software and hard-
ware), the settings and contexts in which use happens and the con-
nected activities; for instance whether there is a particular, possibly
enforced order of things, such as setting up before use. In the previ-
ous sets of questions, we have pointed forward to the ways in which
traces may be connected to the common objects themselves and/or to
other mediators in the environment, and we have suggested a need
to specifically consider different modalities of these objects and medi-
ators.

Multiplicity is a concern both for sharing mediators between users
and for sharing traces as such, including also matters of how users
have control over what is shared, across multiple mediators. Multi-
plicity and artifact ecologies are further a challenge in terms of porta-
bility when activities, and hence possibly traces, are moved from one
mediator or set of mediators to another in the artifact ecology. Im-
mediate recognizability, picking up and handovers of traces may be
further supported and/or challenged when multiplicity is at play.
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8.5.4.1 Analytical

Analytically, multiplicity and artifact ecologies prompt questions re-
garding where and from where common objects are accessed.

In Bardram and Houben’s analysis [16], as well as in above ex-
amples of smart speakers, access is conceived of as the physical act
of accessing information. Bardram and Houben focus explicitly on
co-located and joint access, i.e. situations in which people are phys-
ically co-present and interact simultaneously with a physical object.
In the case of collaborative writing, physical and even co-located
and shared access is practiced, such as when a group of co-writers
print out the text they are working on to go over it and highlight
parts to be restructured. But far more often, access happens digi-
tally through applications and through multiple and different devices
[151]. Hence, in collaborative writing, pursuing traces in multiple set-
tings reaches further into the non-physical and non-co-located. Let
aside discussions of where documents reside (digitally or metaphori-
cally/in terms of the human understanding of them) [81], the exam-
ples we have studied involve movement between apps, places and
people; synchronously, asynchronously and somewhat in-between.
Important ‘classical’ challenges of shared documents and writing in-
volve versions and whether, e.g., duplication happens if several peo-
ple (or for that matter artifacts) are holding/working on the same doc-
ument (at the same time) [151]. These matters have led to challenges
of both automated and manual/human updates and version control,
such as through elaborate manually enforced file naming schemes
[148].

Similarly, there are issues of movement of and across the artifacts,
such as a document residing on both a shared screen and individual
laptops in a meeting or joint writing session [151]. For most of these
types of activities, the control over the document is not necessarily
connected to its visibility/access and revisions may or may not be
made available to all participants.

Since both cases work with and across platforms and devices, it is
important to consider the portability of traces across those platforms
and devices, in particular since some of these make sharing more
difficult.

Finally, regarding setup and changes in an artifact ecology, smart
speaker setups in smart homes provide an instructive example: The
configuration involves a physical placement and setting up of appli-
ances, such as lights to be controlled by the speaker [13]. Traces can
support users in keeping track of links in the ecology and what hap-
pens, or what will happen, if the speaker is moved to a new loca-
tion, other appliances are added to the ecology or the lights are taken
down. There are interesting effects of e.g. Philips Hue systems that
people have access to remotely [13], raising analytic questions of how
it is possible for the user and for the smart speaker to recognize what
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artifact ecology the smart speaker is currently part of and when this
shifts. How are the users and the smart speakers aware of resources
available in the new place? How are these shifts in artifact ecology
and connections traced and likewise how are traces followed?

To summarize, the added analytical concerns, pertaining from the
principle of multiplicity and artifact ecologies, emphasize traces of
movement across devices and mediators and the role of setting up
activities. In addition, the concerns include the connections between
mediators in the ecology with its many other possible and changing
mediators. In tracing these connections, it is relevant to focus on the
boundaries of particular activities and when they involve which me-
diators.

Analytically the following questions address the multiplicities we
have discussed: Which mediators are used when the common objects are
accessed and activated? How does the formation, change and portability of
traces happen in the artifact ecology? In relation to these, it seems use-
ful to address what helps or hinders users in leaving and following traces
across the ecology and what helps or hinders users in understanding what
devices or common objects traces are tied to.

8.5.4.2 Constructive

The constructive use of this principle is largely a matter of making
links between devices, objects and activities clear; whether this is
done on the common objects themselves, in the environment of other
mediators or through added modalities. Of course, such traces are not
always appropriate and useful and, hence, the exploration should in-
deed focus on which (forms of) traces could be useful when, in what
activities and for whom. In addition, the identification and possible
materialization of the traces themselves are constructive challenges.

The multiple overlapping artifact ecologies involved in collabora-
tive writing (at least collaborative academic writing) [151] introduce
a potential need for tracing where the text has been. This is both
in terms of who has the latest version or what differences there are
between the versions that different co-writers are looking at and in
terms of what applications have been used, as the latter carries in-
formation about the type of work that has been done and often also
who might have been the one to do certain bits of the work (all this is
also true even if there is only one, shared ecology). These issues arise
in the mix of multiple artifacts and multiple people. How can traces
make evident the way different versions and different activities relate
to each other in the artifact ecology? The issues, among others, relate
to how we conceptualize the writing: If we conceptualize collabora-
tive writing as taking place in a writing application and potentially
by means of an additional tool for collaboration (e.g. e-mail or git),
traces can exist within the application, whereas if we conceptualize it
as something mediated by a number of applications [151] to produce
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a common text we may need to, for instance, look to activity-centred
computing to approach it (see e.g. [62, 257]).

Smart speakers can be part of an artifact ecology, where they en-
able interaction with other artifacts in the ecology, such as by working
as a remote control for lights or media [13]. Traces may be relevant
for knowing which other artifacts a speaker is actually hooked up
to, and even for detecting unexpected connections such as botnets or
hacking.

To be able to trace sequences of steps/events with a smart speaker
will not only enable individuals to develop their practice with the
speaker, it may also be possible to enable joint use and development
of practices around commonly owned/used devices by just under-
standing how others interact with the speaker. For instance, unex-
pected incidents could be due to one person changing a setting while
other users remain unaware of this change. In such a case, traces help
mediate the common use. Perhaps traces could be envisioned as a me-
diator for dialog about the common device and the common practice
around the device, such as conversations about norms for changing
settings or borrowing the device for personal use. To which extent
and how could such traces benefit users in understanding the config-
uration of a smart home? Equally, how would traces be presented to
the users through smart speakers given the limitations of their voice
interface? Would the traces be presented through other means that
would include the ecology of artifacts or would the smart speaker
itself be sufficient?

Connectivity could, for instance, also be traced through the con-
nected devices, perhaps in concert with the speaker, e.g. a lamp flick-
ering to show that it is being controlled by a smart speaker [13]. This
hints at the relevance of considering how objects present in the en-
vironment could become mediators of traces. It is relevant here to
reflect on ways in which such objects may provide material and/or
communicative mediation of traces, for instance to consider ways in
which traces may be made available at a glance rather than needing
to be retrieved (this is also relevant in collaborative writing [149]).

To summarize the constructive lens regarding multiplicity and ar-
tifact ecologies, it makes us ask: How may traces be used to target the
multiplicity of devices through which the shared objects are accessed and
activated? To what extent may traces be connected to the common objects
themselves and when is it beneficial to involve other mediators in the envi-
ronment, or even introduce new ones to specifically support traces? And
what modalities can be activated in doing so? Of course, such traces are
not always appropriate or useful, and hence the exploration should
indeed focus on what traces could be useful when, in what activities and
for whom and how immediate recognizability, picking up and handovers of
traces may be further supported when dealing with multiplicity. And re-
garding developments and exchanges in the ecology, how may traces

148



include change in configurations of tools, the settings and contexts in which
use happens and the connected activities? How may traces be moved across
mediators in the artifact ecology? It should also be considered how users
may control what is shared, across multiple mediators.

8.5.5 Summary of The Questions

In the following we summarize the questions across the four prin-
ciples and two lenses in Table 5. While we have aimed for rich and
nuanced questions in the summary section earlier, we have simplified
the questions for the table for the sake of overview. The table of ques-
tions is in a way the main outcome of the paper as it provides the
crystallization of an approach to theory-informed traces as they can
be activated analytically and constructively.

PRINCIPLES

Mediation and 
Common Objects

Material versus 
Communicative 
Mediation

Development and 
Malleability

Multiplicity and 
Artifact Ecologies

LENSES

Analytical Constructive

What mediators exist for retracing of steps?
Who has access to traces?
What mediators exist for laying out steps for later?
How do traces help users recover from breakdowns?
What interactions modalities are used to represent 
traces?
What possibilities and limitations do available mediators, 
interaction modalities and common objects pose for 
forming a shared overview?

How can mediators, interaction modalities and common
objects support users in laying out and following traces?
How can traces be made available and be presented and 
activated in common objects?
In what ways can different combinations of interaction 
modalities mediate and activate traces?
How may traces be ‘re-found’ when lost?

How and to what extent are traces material and/or com-
municative?
What is the (dialectical) relationship between material 
and communicative aspects of traces?
What support exists for leaving and following traces, as
material and/or communicative?
Are traces common or individual, and may traces be 
shared among users?
How are traces conceptualized to communicate about 
them?

How may traces be presented materially?
How may traces be presented in a communicative form?
How may material and communicative representations 
be used in a dialectical interplay to mediate traces?
What metaphors can serve to conceptualize material 
and communicative aspects of traces?

What granularity and timescale of traces is supported by 
mediators and common objects?
What users, objects and mediators can be traced back?
How do traces mediate changes/developments in com-
mon objects?
How do traces point towards future objects in the 
making?
How do traces support learning about objects and 
activity, including learning about the traces themselves?

How may traces be constructed to help draw on past 
activities to shape present and future activities?
How can mediators support users in drawing on traces 
when forming and establishing routines?
How can traces and their possible uses be tailorable?

Which mediators are used to access and activate traces?
Are traces tied to common objects and/or do they depend 
on other mediators in the artifact ecology?
Are traces tied to one or more specific mediators or can 
multiple possibilities be activated by users?
What (possible) means exist tracing links between me-
diators across the ecology?

What traces are useful to whom in which activities?
To what extent may traces be connected to the common 
objects themselves?
When is it beneficial to use other mediators, existing or 
new ones, or other modalities to mediate traces?
How may configurations and breakdowns be traced 
across the ecology?
How should traces make use of and reflect changes in 
the ecology, such as removed mediators or objects or 
adding of new ones?
How may it be communicated to users what mediators 
or common objects traces are, or can be, tied to?
How may users control what is shared, across multiple 
mediators?

Table 5: Questions about traces structured by the four principles and the
analytical and constructive lenses. Given the relationship between
the two lenses, all the questions may naturally be reflected in the
other principle. For simplicity, the questions are only included in
the lens where they have mattered most.
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8.6 discussion

Our discussion will look at the presented analyses and consider
strengths and limitations as well as future work regarding the traces
themselves, the process we have carried out, the theoretical principles
and the idea of working analytically and constructively with theory.

What Did we Learn About Traces?

The analyses of our two empirical cases have highlighted points of
interest that were new and had not been identified earlier in the stud-
ies, such as the relevance of co-locatedness and co-located mutual
awareness in section 5.1.1. This raised questions regarding the intrin-
sic complexity of collaboration that goes beyond co-locatedness [16].
In today’s world, where an increasing volume of collaboration be-
tween people happens remotely or temporarily apart, the two cases
are raising important questions with respect to how people can trace
each other’s actions that relate to collaborative activities.

When we further look at traces in this mixed physical/virtual
space, Kim and Eklundh [136] talk about keeping old versions of
common documents for potential reusability, although old drafts do
not seem to be used much in reality and they offer a discussion of fil-
tering out trivial changes automatically as a way to possibly improve
on the traces across versions of documents. This raises the following
issue: We began by discussing how the two cases were (surprisingly)
alike with respect to traces. Of course, the cases are also different and,
considering Kim and Eklundh’s findings, while it makes sense to talk
about old versions of documents this is less true for the case of smart
speakers. Here, instead, traces of development seem to make more
sense such as when it comes to tracing setups and use activity; more
so than versions of the smart speaker or digital assistant as such. This
illustrates that there are actually many different kinds of common ob-
jects and that traces are more embedded in some objects than they
are in others. When Larsen-Ledet et al. [151] talk about ‘text function’
they discuss exactly texts as objects that can embed collaboration and,
hence, traces. In other cases, such as the smart speaker, it seems that it
is more important to consider other artifacts in the artifact ecology to
support traces. When Bertelsen and Nielsen [29] talk about design to
augment the object, versus design to augment the environment they
speak exactly to the difference between constructively augmenting
the object, versus augmenting other objects in the environment. This
points to the importance of considering the artifact ecology and not
just one common object at the time.

Grudin [111] discusses recorded meetings as a form of persistent
information since they are a way of leaving behind traces of meetings
for future use, at the same time as he talks about how certain parts
are, and should perhaps continue to be, ephemeral: “Unlike conversa-
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tion, email and online messages do not disappear as they are consumed, they
are not reliably ephemeral.” Learning from this, it seems important to
be able to consider further what parts of human activity should be
preserved and what not, even perhaps what common objects? This
discussion was picked up by Bødker and Christiansen [37] with a
particular focus on designing for ephemerality in future collabora-
tion and it is for us an interesting concern how our questions could
address such challenges and not only focus on persistent traces.

In their various ways, these papers point to the need for address-
ing granularity and scale of traces and this points to further steps
in future work regarding such traces. Our work here points out that
traces as a mechanism is strongly situated within the activity theo-
retical framework. Our analysis adds to existing notions of traces by
connecting granularity with scale, and the persistence of traces with
ephemerality, hence addressing the duration of preservation of infor-
mation.

What Did We Learn About the Process?

As we hinted at in the introduction, we would like to see more work
where theoretical concepts and principles are activated in CSCW and
HCI, in analysis and, not least, constructively. This paper shows such
an activation and illustrates how such structured analyses in them-
selves require work. By choosing to work with cases that have al-
ready been published, we may in some ways have shortcut this pro-
cess by working with material that has been processed and presented.
In other ways this is not the case, since the theoretical principles had
not been applied to the empirical material before. Independently, a
next step would be to confront the constructive analysis with the em-
pirical situation by building some prototypes that are informed by
the analysis and that could be assessed with users. In line with [141]
we suggest that this could be done in the form of computational al-
ternatives.

We find, however, that both the analytical and the constructive anal-
ysis are useful next steps towards identifying possible technological
support for traces and building prototypes [132] in and across the
two cases. This is an item for future work among us. We have also
illustrated how the theoretical principles may guide the design in ex-
ploring what may work, by actually following the principles (rather
than following one’s nose).

What Did We Learn About the Theoretical Principles?

We started with four general principles coming out of activity theo-
retical HCI. These principles have been developed over time in the
CIO project (see [41]). Choosing to work with traces may not have
done the principles justice, as would be the case no matter the empir-
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ical material. Finding out how the principles work and do not work
was nonetheless a point of the process. And the principles all pointed
to both findings and questions that we are not convinced we would
have seen without the principles, e.g. the duality between the mate-
rial and the communicative, which raised questions such as what are
the dialectical tensions between the two (section 5.2.1)?

We have seen how the four principles may usefully be supple-
mented by and tied to Bardram and Houben’s [16] collaborative af-
fordances. In order to apply them to the temporally and spatially
dispersed nature of the cases we have analysed, it has been necessary
to extend the conceptualization of the affordances as presented by
Bardram and Houben. It warrants consideration whether their defini-
tion needs extending or additional affordances ought to be defined,
in order to cover a wider range of collaboration scenarios. In either
case, we find that the notion of collaborative affordances is useful
but needs to be explicated further — something that could be done
by applying them to diverse cases of collaboration, as we have done
here.

By introducing the collaborative affordances into the equation, it
furthermore became clear that we may need more (questions and/or
an additional clear principle) regarding context, situatedness, envi-
ronment and place. This was not a big surprise as some of our earlier
work has pointed in that direction: A focus on environment and place
is not in contradiction with the activity theoretical basis and has al-
ready been suggested by Korsgaard [141]. Similarly, context and situ-
atedness has been central in Bødker’s early work with activity theory
[34, 35]. Without spelling out the details here, we suggest that these
foci should be added to the list of principles, at the same time as we
caution against uncritically adding principles at the risk of ending
with a very long and little helpful ‘laundry list’.

Analytic, Constructive and Beyond

In the tradition of research through design, several authors have
worked with abstractions that are used to develop interim concepts
across design cases, from the bottom up. Höök and Löwgren pro-
pose strong concepts as “design elements abstracted beyond particular
instances” to be developed and used by designers and researchers
[120, p. 5], and Dalsgaard and Dindler [72] discuss bridging concepts
as intermediary knowledge between theory and design practice. Bow-
ers [45] offers a different way of accumulating insights from de-
sign through annotated portfolios. These approaches, qua their roots
in research through design, seem more concerned with accumulating
knowledge across design cases as such, somewhat in contrast to our
concern for also developing and refining theory.

Returning to the work of Rogers [223, 226], she also mainly focuses
on design when it comes to the constructive, generative and future-
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directed. Design is, however, a matter of focusing on the particular
[234] and not as such a theoretical endeavour. Hence, it is impor-
tant to consider how the exercises of applying theoretically informed
questions can help not only with design but also with research when
it comes to the future and the epistemic aspects of use.

Gergen [101, p. 1346] suggests working with theory to “provoke
debate, transform social reality, and ultimately serve to reorder so-
cial conduct.” This is a wider and more radical way of thinking than
Rogers’ more design-oriented approach [223] and Beaudouin-Lafon’s
attempt at interaction models [21], because it suggests that theory
should reframe research (and not only design). At the same time, it is
a strong support for the notion that HCI and CSCW theories are not
just analytic and static but also help address the future.

We generally see our contribution here as a step towards reordering
the use of technology, but we need also consider, with Gergen, the
critical use of theory. This seems less explicit in the work of both
Rogers and Beaudouin-Lafon, but may at the same time add to the
discussion of critical design versus critical theory of [19]. It seems,
for instance, that the above discussion of ephemerality is one way in
which one may critically, and informed by theory, discuss traces so as
to find out, or help future users assess, what should not be traced or
kept over time.

8.7 conclusion

By activating activity theoretical HCI and collaborative affordances
analytically and constructively through four principles, we have de-
veloped a notion of traces across two example cases. This analysis sit-
uates traces within an activity theoretical framework, which provides
detail and connections between elements of theoretically constituted
traces. The outcome is a set of questions to analytically and construc-
tively approach traces in an empirical case where common objects
and joint activities have roles to play. Hence, we have made the case
for traces as a useful construct by refining the concept and drawing
out specific implications for future design.

Drawing from the activity theoretical framework, we have consid-
ered common objects and artifacts as mediators through which peo-
ple interact and collaborate with each other. In doing so, we have
critically analysed collaborative affordances with respect to our two
empirical cases, sharpening the principles mediation; material and com-
municative mediation; development over time; and multiplicity and artifact
ecologies. This perspective offers a rich yet quite firm understanding of
traces; more precisely the ways in which they can be identified and as-
sessed analytically and constructively, anchored in the multiple com-
mon objects, mediators and metaphors of the empirical setting. It has
both analytically and constructively demonstrated the importance of
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the dual focus on the past, historical traces of the joint activity and
the future-directed joint understanding of the epistemic and yet to
be.

Further, as an addition to other work that tackles the mutual bridg-
ing between particular cases and theory, the work presented here
demonstrates a strong potential for empirical studies to critique and
nuance theory. The examples from our empirical material have driven
the formulation of analytical and constructive questions, and through
that have added nuance to the activity theoretical principles inform-
ing the analysis.
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