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S U M M A R Y
Probabilistic inversion methods, typically based on Markov chain Monte Carlo, exist that allow
exploring the full uncertainty of geophysical inverse problems. The use of such methods is
though limited by significant computational demands, and non-trivial analysis of the obtained
set of dependent models. Here, a novel approach, for sampling the posterior distribution is
suggested based on using pre-calculated lookup tables with the extended rejection sampler.
The method is (1) fast, (2) generates independent realizations of the posterior, and (3) does
not get stuck in local minima. It can be applied to any inverse problem (and sample an
approximate posterior distribution) but is most promising applied to problems with informed
prior information and/or localized inverse problems. The method is tested on the inversion of
airborne electromagnetic data and shows an increase in the computational efficiency of many
orders of magnitude as compared to using the extended Metropolis algorithm.

Key words: Non-linear electromagnetics; Inverse theory; Numerical modelling; Statistical
methods.

1 I N T RO D U C T I O N

An inverse problem refers to the problem of inferring information
about a model (typically the subsurface) from direct (such as based
on expected structures and parameter values) and indirect (such as
based on geophysics) information. One can crudely divide methods
for solving inverse problems into two groups: deterministic and
probabilistic. The goal of deterministic methods is to infer one
optimal model, see, for example, Hansen & O’Leary (1993) and
Menke (2012). Deterministic methods are typically computationally
efficient and can be applied to large data sets, but most often lack the
ability to explore the full space of uncertainty and cannot account
for complex prior information.

The goal of probabilistic methods is to combine all available in-
formation in a probabilistic model (a probability distribution), con-
sistent with all available information. The solution to a probabilistic
formulation of an inverse problem is a probability distribution, the
posterior probability distribution σ (m) (Tarantola & Valette 1982b).
Except for linear Gaussian inverse problems (Tarantola & Valette
1982a) an analytical description of σ (m) is not feasible. Instead
Markov chain Monte Carlo (McMC) based sampling methods exist
that allow sampling of σ (m) (Metropolis et al. 1953; Hastings 1970;
Mosegaard & Tarantola 1995). While guaranteed to in principle
sample the correct posterior distribution, such sampling methods
become both computationally expensive, to the point where they
cannot be practically applied, and the results difficult to interpret,
see, for example, Cordua et al. (2012), Zunino et al. (2014), Vats
et al. (2015) and De Pasquale et al. (2019).

Several methods have been proposed to alleviate these challenges.
For example, gradient-based methods such as Hamiltonian McMC
and stochastic Newton methods (Neal et al. 2011; Martin et al.
2012) and parallel tempering has been suggested (Earl & Deem
2005; Sambridge 2013). While these methods may be more efficient
than more simple McMC sampling methods for some problems,
they are still so computationally demanding, that it limits its use in
practice.

Here, we present a method, relying the on the extended rejection
sampling algorithm, that allows (1) very fast sampling of inde-
pendent realizations of σ (m), (2) analysis the posterior probability
distribution and (3) the use of arbitrarily complex prior informa-
tion. It is based on using lookup tables of pre-computed sets of
models and data. As the lookup table is limited in size, this may
lead to a limit of the best resolution that can be achieved. This
can be quantified and accounted for as a modelling error on the
data.

First, the theory behind the method is outlined. Then, it is applied
to a probabilistic inversion of airborne EM data, and compared to
inversion results obtained using McMC sampling.

2 T H E O RY

Let m represent some model parameters describing physical pa-
rameters. In the following example, m represents subsurface log-
resistivity. Let d refer to the, noise-free, physical response of m,
through g(m). n(m) refer to the noise (due to both measurement
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and modelling errors) related to a specific observed data dobs, that
can be described through the following process:

dobs = g(m) + n(m) = d + n(m), (1)

The forward problem (i.e. solving d = g(m)) is widely studied, and
many different solutions exist for many types of forward problems.
For example, the electromagnetic (EM) response to a resistivity
field can be computed in 1-D, 2-D and 3-D. The opposite problem,
the inverse problem, is more challenging but allows the inference of
the model parameters (that we cannot directly assess) from indirect
measurements.

Using a deterministic approach to inverse problems, the goal is
to find one optimal model, given some specific choice of regular-
ization, see, for example, Menke (2012). This can be for example
the simplest model that fits the data within the noise (Constable
et al. 1987). Here, we consider the probabilistic approach to inverse
problems.

2.1 Probabilistic inverse problems

Tarantola & Valette (1982b) developed a probabilistic approach
to solving inverse problems, in which all information has to be
quantified probabilistically through a probability distribution or a
likelihood. Typically, available information consists of so-called
prior information and information from geophysical data.

ρ(m) is the probability distribution representing prior knowledge
about the model parameters. This can come from nearby outcrops,
geological expert knowledge, previous surveys and similar sources.

Information from geophysical data is quantified by the likelihood
function, L, which is a probability distribution that quantifies the
expected data residual L(dobs − d). For notational brevity, we will
refer to the likelihood function as L(m) = L(dobs − g(m)).

Once the available information is quantified, the combined state
of information (in form of the prior distribution and the likelihood)
can be obtained using the concept of conjunction of states of infor-
mation (Tarantola & Valette 1982b), which results in the posterior
probability distribution:

σ (m) = k ρ(m) L(m) (2)

where

k−1 =
∫

ρ(m) L(m) dm (3)

is a normalizing constant ensuring that
∫

σ (m) dm = 1.
A general probabilistic description of the likelihood function is

given as (Tarantola (2005))

L(m) =
∫
D

ρD(g(m)) θ (d|m)

μD(d)
, (4)

where ρD(d) describes measurement uncertainties, typically related
to the instrument recording the data. θ (d|m) describes the modelling
error and is a probabilistic description of the uncertainty related to
evaluation of the forward problem on a model m. μD(d) is the
homogeneous probability distribution (see Tarantola 2005 for more
details).

If the measurement uncertainty is Gaussian, ρD(d) ∼ N (0, Cd),
and the modelling errors also Gaussian, θ (d|m) = N (dt, Ct), then
the likelihood becomes Gaussian (Mosegaard & Tarantola 2002):

L(m) = ((2π )2 |Cd + Ct|)−.5 exp(−1

2
((d − g(m) − dt)

�)

× (Cd + Ct)
−1 (d − g(m) − dt)) (5)

In many cases, the modelling error is ignored (i.e. described by
a delta function) in which case the likelihood is equivalent to the
measurement uncertainty as L(m) = ρD(g(m)). However, the un-
certainty related to the forward modelling errors may be significant
and higher than the measurement uncertainty (Hansen et al. 2014).
Modelling errors will play an important role in the following, there-
fore we consider the full description of the likelihood in eq. (4),
using the Gaussian assumption leading to eq. (5).

2.2 Sampling the posterior probability distribution

Except for linear Gaussian inverse problems (Tarantola & Valette
1982a), it is typically not possible to describe σ (m) analytically.
Instead, sampling methods can be used to generate a sample of σ (m),
which is a collection of models (realizations) distributed according
to σ (m). Statistical properties of σ (m) can then be analysed from
the sample of σ (m).

2.2.1 Variants of the Metropolis–Hastings algorithm

The most widely used algorithms to sample from σ (m) are McMC
methods based on variants of the Metropolis and Metropolis–
Hastings algorithms (Metropolis et al. 1953; Hastings 1970). The
algorithms are simple to implement and consist of iteratively run-
ning (1) an exploratory step (in which a model is proposed, mpro,
by perturbing a current model in the Markov chain, mcur), and (2)
an exploitation step, in which it is decided through an acceptance
probability, Pacc, whether to accept the proposed model as a new
current model in the Markov chain. For the Metropolis algorithm
(using a symmetrical proposal distribution in the exploitation step),
the acceptance probability becomes (Metropolis et al. 1953)

Pacc = σ (mpro)

σ (mcur)
. (6)

The only requirement for running the Metropolis algorithm is thus
that one must be able to evaluate the posterior probability distribu-
tion on any given model m. It is guaranteed that if run for a finite
(perhaps long) time, the collection of models obtained from the
Metropolis algorithm will reflect a sample of σ (m).

In practice, though the use of the Metropolis algorithm is associ-
ated with some significant challenges. The computational require-
ments for running the Metropolis algorithm can be very high, even
for quite low-dimensional and simple inverse problems. Further,
it is not trivial to determine when a Markov chain has burned-in,
such that the posterior distribution is sampled. The sequence of
model realizations generated by the Metropolis algorithm does not
represent independent realizations. It is not trivial to determine the
number of iterations needed to obtain independent realizations and
hence not trivial to determine when enough iterations have been
performed (Kass et al. 1998). It is also not trivial to determine
whether the full space of models has been considered, or whether
the sampling algorithm is stuck in a local area of high posterior
probability, see, for example, Ripley (2009). These challenges have
been widely studied, and several methods have been proposed to
alleviate the computational burden of McMC sampling methods,
such as gradient-based proposal models and parallel tempering.

2.2.2 Parallel tempering

To avoid being trapped in a local minimum, the use of parallel tem-
pering has been suggested (Earl & Deem 2005; Sambridge 2013).
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Here, several McMC chains are run in parallel at different tem-
peratures, which essentially scale the uncertainty and allow each
chain to be more or less exploratory. This allows exploring more of
the model parameter space and allows for, in principle, transitions
between different areas of local minima located relatively far from
each other. This, of course, is related to increased computational
demands, and choosing the optimal number, and temperatures, of
chains, may be non-trivial.

2.2.3 Gradient-based McMC

Hamiltonian McMC methods make use of the gradient of σ (m)
to propose new models, to obtain more efficient sampling (Neal
et al. 2011). Stochastic Newton methods are related but use the
second-order derivative of σ (m), and are usually computationally
more demanding (Martin et al. 2012). Most often these methods are
applied in cases where a simple uniform prior model is used, such
that the derivative of the posterior distribution is equal to the deriva-
tive of the likelihood function, which can be efficiently computed
using, for example, the adjoint method for some geophysical prob-
lems (Tarantola 1986; Tromp et al. 2005; Plessix 2006; Fichtner
et al. 2018). If the prior model is more complex, the gradient-based
method for proposing new models cannot be readily used, as it may
become intractable, to compute the derivatives of the posterior dis-
tribution. Even when these gradient-based sampling methods can
be used, they require some user interaction by setting some tuning
parameters, though some more automated approaches have been
suggested (Hoffman & Gelman 2014).

2.2.4 Approximate forward modelling

Evaluation of the likelihood, that requires an evaluation of the for-
ward model, is often the computationally most expensive part of
running the Metropolis algorithm. Therefore, one can make use of
approximate forward models that are computationally much faster,
such as based on fast to evaluate neural networks (Hansen & Cordua
2017; Conway et al. 2019; Moghadas et al. 2020). This will lead to a
modelling error that in some cases can be quantified and accounted
for (Hansen et al. 2014; Köpke et al. 2018).

2.2.5 The extended Metropolis algorithm

A variant of the Metropolis algorithm is the extended Metropolis al-
gorithm proposed by Mosegaard & Tarantola (1995). It relies on the
existence of an algorithm that samples the prior distribution ρ(m)
using a random walk, and a way to evaluate the likelihood, eq. (4).
In the two-step sampling algorithm, the exploratory step consists of
perturbing a current model, mcur, to a proposed model, mpro. The
perturbation must be such that if iterating only the exploratory step,
this should result in sampling the prior. The exploitation step con-
sists of accepting the move to the proposed model with acceptance
probability

Pacc = L(mpro)

L(mcur)
. (7)

A key property of the extended Metropolis algorithm is that it
allows the use of arbitrarily complex prior information, as long as an
algorithm exists that can sample it. Also, the acceptance probability
requires only that the likelihood can be evaluated eq. (7), and not
the full posterior as when using the classical Metropolis algorithm,
eq. (6). If informed prior information exists, and can be sampled,

then the extended Metropolis algorithm may provide an efficient
approach to sampling the posterior as opposed to using the classical
Metropolis algorithm, while it is still computationally demanding
(Cordua et al. 2012; Zunino et al. 2014). A detailed discussion about
the extended Metropolis algorithm can be found in Mosegaard &
Tarantola (1995) and Hansen et al. (2016).

2.2.6 The rejection sampling algorithm

The rejection sampler is a very simple, perhaps the simplest, al-
ternative to the Metropolis algorithm for sampling a probability
distribution, here σ (m).

Let h(m) refer to a proposal distribution from which a realization
can be generated (preferably in a computationally efficient manner),
and for which h(m) > 0 for all m where σ (m) > 0. In other words,
any model with non-zero posterior probability distribution value,
must have a non-zero probability of being realized from the proposal
distribution. Then, the rejection sampler can be implemented as
follows in order to sample the posterior distribution:

1. Propose a model mpro, as a realization of h(m).
2. Accept this model as a realizations of σ (m) with probability Pacc

Pacc = σ (mpro)

h(mpro) k
. (8)

k is a normalizing constant that ensures Pacc ≤ 1 for all m. Here,
k ≥ max (σ (m)/h(m)), that is, k must be larger than the maximum
possible value of σ (m)/h(m). The better the proposal distribution
h(m) resembles σ (m), the more effecient the rejection sampler will
be. Often the proposal distribution is assumed to be the uniform
distribution, in which the acceptance probability becomes

Pacc = σ (mpro)

k
. (9)

where, k ≥ max(σ (m)).

Implementation of the rejection sampler algorithm using eq. (9)
is extremely simple, and requires only that (1) one can sample from
a uniform distribution, (2) one can evaluate the posterior probabil-
ity distribution in any model and (3) that a normalization constant
k can be estimated. Any model that gets accepted using this al-
gorithm, will by construction represent an independent realization
of σ (m).

However, the rejection sampler is rarely used in practice as it is
considered applicable for only low-dimensional inverse problems
with few model parameters due to the ‘great emptiness of large-
dimensional spaces’ (Tarantola 2005) which suggest that most pro-
posed models will be rejected. In addition it is in practice non-trivial
to choose the normalization constant k in eqs (8) and (9). Choosing
a high value leads to a less efficient algorithm while choosing a too
low value leads to an algorithm that does not sample the correct pos-
terior distribution. For directly sampling, the posterior distribution
it is for most practical cases wildly inefficient.

2.2.7 The extended rejection sampling algorithm

The extended rejection sampler is a simple variant of the rejection
sampler, as it samples the product of two probability distributions,
here σ (m) ∝ ρ(m) L(m), as the extended Metropolis algorithm
(Hansen et al. 2016). It requires that one can sample from one
probability distribution, here ρ(m), and that one can evaluate other
probability distribution, here L(m). To sample from the posterior
distribution, one can use the traditional rejection sampler with the
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prior distribution as proposal distribution, h(m) = ρ(m), leading to
the extended rejection sampler:

1. Propose a model mpro, as a realization from ρ(m).
2. Accept this model with probability Pacc

Pacc = σ (mpro)

h(mpro) k
= ρ(mpro) L(mpro)

ρ(mpro) k
= L(mpro)

kL
, (10)

where the kL is a normalizations constant that must be higher than
the maximum possible value of L(m), KL ≥ max(L(m)). The al-
gorithm will be most efficient when kL = max(L(m)). Applying
this algorithm ensures that accepted models represent independent
realizations of σ (m). Implementation requires that (1) one can sam-
ple from ρ(m), (2) one can evaluate the likelihood and (3) that
one can estimate the normalization constant kL. This means that,
as for the extended Metropolis algorithm, the extended rejection
sampler can be used to sample a posterior probability distribution
for which the prior probability distribution cannot be evaluated
(and hence nor the posterior distribution), but where an algorithm
exists that allows sampling from the prior distribution. This al-
lows exploring a broader range of inverse problems using the ex-
tended rejection sampler as opposed to the traditional rejection
sampler.

If realizations of the prior can be efficiently generated, then the
extended rejection sampler may be much more efficient than the
classical rejection sampling algorithm, as the use of the prior po-
tentially limits the emptiness of the space to be considered by the
rejection sampler.

The dimension of the reduced space to be explored by sam-
pling directly from the prior can be quantified through the ‘number
of effective free parameters’ as discussed by Hansen (2020), that
quantifies the average minimum number of model parameters Nfree

that needs to be inferred to completely represent a realization of a
specific probability distribution. Say m consist of Nm model param-
eters. Then, using the traditional rejection sampler with a uniform
proposal distribution leads to a space to be explored by the rejection
sampler of dimension Nfree = Nm. But in case using the extended
rejection sampler with an informed prior model, then the effec-
tive dimension can be reduced to Nfree ≤ Nm. Geostatistical models
can be used to quantify prior information for inverse problems,
see, for example, Bosch et al. (2010) and Hansen et al. (2012).
Geostatistical models describe spatial correlations between model
parameters and hence represent cases of informed prior models,
where Nfree can be much smaller than Nm. When using the ex-
tended rejection sampler with such informed prior models, that
is, where Nfree <<Nm, the effective space to be considered by the
extended rejection sampler can be much lower dimensional than
when using the rejection sampler with a uniform proposal distribu-
tion. For certain spatial models, Nfree can be computed, and hence
the complexity of the sampling problem can be quantified (Hansen
2020).

Still, the extended rejection sampler is typically much more CPU
demanding than the extended Metropolis algorithm.

The method outlined below is designed to sample, and compute
summary statistics of, the posterior distribution in a fraction of the
time needed to use the traditional sampling approaches listed above,
and will be compared to the results presented in Hansen & Minsley
(2019).

3 A P P ROX I M AT E E X T E N D E D
R E J E C T I O N S A M P L I N G U S I N G
L O O K U P TA B L E S

Here, an alternative application of the extended rejection sampler is
proposed that does not use the sequential approach described above,
but instead uses a pre-computed set of prior model realizations and
corresponding data responses. The method can be implemented as:

A. Build lookup tables
B. Compute modelling error (optional)
C. Apply the extended rejection sampler with lookup tables

The core of the algorithm consists of applying steps A and C.
Step B is optional and will be discussed later.

3.1 A. Create a lookup table with pre-computed models
and data

First, Nlu realizations of the prior are generated as

M∗ = [m∗
1, m∗

2, . . . , m∗
Nlu

]. (11)

The corresponding data for each realization of the prior is computed
using the forward model d∗

i = g(m∗
i ), to obtain

D∗ = [d∗
1, d∗

2, . . . , d∗
Nlu

]. (12)

This constitutes a training data set [M∗; D∗] stored in a lookup table,
preferably in fast to access memory.

For a specific choice of parametrization, prior and forward model,
this needs only be done once. Further, the prior can be arbitrarily
complex. The only requirements are that one must be able to gen-
erate a large sample of the prior and solve the forward problem
for each stored model. For example, any geostatistical simulation
method can be used to quantify prior information (Deutsch & Jour-
nel 1992; Mariethoz & Caers 2014).

3.2 C. Extended rejection sampling with lookup tables

Given an observed set of data dobs, the extended rejection sampler
can now be evaluated by computing the likelihood for all Nlu sets of
data in the training data set using eq. (4). This task is typically much
simpler than either sampling the prior or evaluating the forward
model, and hence computationally much faster. The normalizing
constant in eq. (10), kL = Lmax(m), is trivial to find from the Nlu

likelihood values.
Once the likelihood has been computed several independent re-

alizations of the posterior distribution can be evaluated simply by
drawing models from the training data set, proportional to the ac-
ceptance probability (which is the normalized likelihood in eq. 10).
This is computationally trivial and will generate a sample of the
posterior distribution σ (m). Statistical properties such as the mean,
variance and entropy can in a similar manner be efficiently com-
puted.

3.2.1 The choice of Nlu

In practice, the lookup table will be of finite size, just as the num-
ber of iterations for any variant of the Metropolis algorithm or
rejection sampler described above will be finite (and hence the
number of considered models). For Metropolis-based algorithms,
the number of iterations must be large enough that the posterior is
being sampled (i.e. burn-in has been reached), and large enough
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that enough independent realization of σ (m) has been generated.
Rejection sampler-based algorithms have no issues with burn-in (as-
suming the normalization constant has been properly chosen), but
enough iterations need to be performed to obtain enough indepen-
dent realizations. For both cases, the value of ‘enough’ independent
realizations depends on the use of these realizations.

Using the extended rejection sampler with lookup tables the rel-
ative frequency with which a model m∗

i from the lookup table is
sampled is proportional to the likelihood of that model L(m∗

i ), irre-
spective of the choice of Nlu. The main consideration of the choice
of Nlu is that it should lead to a significant amount of models with
significant acceptance probability and that some of these models
should lead to fitting the observed data within the noise. These con-
siderations could be attributed to the classical rejection sampler as
well.

Specific for the extended rejection sampler with lookup tables,
the use of a finite-sized lookup table leads to an upper limit of the
resolution of the posterior that one can expect. Only models in the
lookup table can be generated as realizations of the posterior. Say
mref represents the true model, then the best possible representation
of this model will be the most similar model in the lookup table,
mopt. The difference δm = mref − mopt represents the minimum
discrepancy one can expect for using a lookup table of a certain
size.

Below we propose to quantify this error in expected resolution as
a function of the lookup table, in form of a Gaussian modelling error,
to ensure that a small choice of Nlu does not lead to inconsistent
posterior statistics with too little variability, but instead to consistent
statistics with less resolution than when using a higher value of Nlu.

3.3 B. Estimate the modelling error due to using a
finite-sized lookup table.

As discussed above, a finite-sized lookup table will lead to a limit
to the resolution that can be expected, as the actual reference model
one seeks to infer information about is not part of the lookup table.

This suggests that one should not fit the observed data better
than what corresponds to this limit in resolution. Here a method is
proposed that quantifies a Gaussian noise model that expresses the
data error related to the expected limited accuracy of the models in
the lookup table relative to the true model. We refer to this error as a
modelling error, as it can be considered an error in the formulation
of the model space that translates into modelling uncertainty on the
data (Hansen et al. 2014). In short, we propose to simulate expected
variability on the model parameters, by comparing a ‘true model’
to the corresponding ‘most similar model’ in the lookup table. This
variability is then propagated to the data space using the forward
model.

This potential modelling error is suggested quantified by con-
structing an approximate forward model gapp that finds the forward
response of a model m by finding the most similar model, m∗

io
, in

the list of generated a priori models M∗, such that

dapp = gapp(m) = g(m∗
io

) (13)

where

m∗
io

= min
i=1,2,..,N

�(m, m∗
i ), (14)

where �(m1, m2) is a measure of the distance between two models
m1 and m2. The specific distance measure used may dependent on
the type of problem considered. The ‘exact’ forward model is still
d = g(m).

The use of eq. (13) naturally introduces a modelling error as
using gapp is an approximation to using g. We suggest using the
methodology in Hansen et al. (2014) to quantify the modelling
error. It consists of first generating a sample of the modelling
error, from which a Gaussian model of the modelling error is
inferred.

A single realization of modelling error θ (d|m) due to using gapp

as opposed to g, can be obtained simple by evaluating

δdi = g(mi ) − gapp(m) = di − di app. (15)

A full sample of θ (d|m), consisting of M realizations, can be ob-
tained by repeating this process for M independent realizations of
the prior, Mρ = [m1, m2, . . . , mM ]. The forward response is eval-
uated for each of these models to also obtain the exact forward
response, and then sample DD∗ of θ (d|m) is given as

DD∗ = [ d1 − d1app,

d2 − d2app,

... (16)

dM − dMapp]

The mean dt and covariance Ct can easily be computed from DD∗

(Hansen et al. 2014) such that

θ (d|m) ∼ N (dt, Ct). (17)

Then, the likelihood can be evaluated through eq. (5).
For very large training data sets (large Nlu), the distance �(m, m∗

i )
will be negligible, and hence also the modelling error will be neg-
ligible. Then, the extended rejection sampler with lookup tables
will sample the full posterior distribution, and the modelling er-
ror need not be considered. For smaller training data sets (small
Nlu), the distance �(m, m∗

i ) will be significant and translate into
a significant modelling error. In this case, an approximation to the
full posterior distribution, with less resolution, will be sampled.
The validity and accuracy of such an approximation of the poste-
rior distribution are tested in the following case study. Note that
gapp is only used to quantify the modelling error. It is not other-
wise a part of the inversion, where the full forward model g(m) is
used.

Below the extended rejection sampler with lookup tables will be
applied and compared to using the extended Metropolis sampler for
inversion of airborne EM data.

4 P RO B A B I L I S T I C I N V E R S I O N O F
A I R B O R N E E L E C T RO M A G N E T I C DATA

Inversion of airborne EM data, with a 1-D prior and 1-D forward,
is an example of a localized inverse problem. Often thousands of
soundings (EM data measured at a specific location) are available as
part of an airborne EM survey, and the same 1-D forward model and
1-D prior is considered for all data. This means that the extended
rejection sampler with lookup tables can be utilized, while only
computing the training data set once.

As an example, the same data and parametrization will be used
as described in Hansen & Minsley (2019), who used the extended
Metropolis algorithm to sample the posterior distribution. They
used 451 sounding from an airborne helicopter survey of frequency-
domain EM data along an E-W trending profile from Morrill, Ne-
braska (Smith et al. 2010; Abraham et al. 2012). See fig. 12 in
Minsley (2011) for an exact location. The noise of the EM data is
assumed to be independent uncorrelated zero-mean Gaussian noise,
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548 Thomas M. Hansen

with a standard deviation of 5 ppm (parts per million) plus 5 per-
cent of the data value. For reference, Hansen & Minsley (2019) find
that generating a sample of a 1-D posterior distribution, consisting
of 100 realizations, for one individual sounding, takes around 6
min (running 100000 iterations of the extended Metropolis sam-
pler), and thus almost 2 d for 451 individual soundings. A typical
airborne EM survey consists of many thousands of iterations, and
therefore significant computational resources are needed to sample
the posterior of such sets of thousands of 1-D inverse problems
(Foks & Minsley 2020).

4.1 Single sounding 1-D case

As an initial example, we consider a single sounding (number 121,
at x = 6 km in fig. 12 in Minsley (2011). The prior is chosen to be
the Gaussian type prior with a trimodal 1-D marginal distribution
as argued by Hansen & Minsley (2019) to be the best descriptive
prior model based on nearby well logs (see a description of ρ3(m),
in Hansen & Minsley 2019 for more details).

The posterior distribution for the single sounding is in-
verted using both the extended Metropolis algorithm and the
extended rejection sampler with lookup tables as demonstrated
above.

For the extended rejection sampler with lookup tables training
data sets of sizes Nlu=[1000,10000,100000,500000] are consid-
ered. The corresponding 1-D marginal distribution at each depth is
shown in Fig. 1 for the four considered training data sample sizes.
Figs 1(a)–(d) show the results in case quantifying and accounting
for the modelling errors as described above. Figs 1(e)–(h) show the
result obtained without modelling errors. For comparison, the ex-
tended Metropolis algorithm is run for 100 000 iterations. The 1-D
marginal of the corresponding posterior distribution is shown in
Fig. 1(i).

Without accounting for modelling errors, the use of a small train-
ing data set (Nlu=1000,10000) results in biased posterior statistics
with too little uncertainty (Figs 1e and f). When accounting for
modelling errors the results of using only Nlu=10 000 (Fig. 1b), is
consistent with the results obtained using McMC sampling (Fig. 1i),
except that more uncertainty is evident using the extended rejection
sampler. Depending on the usecase, even using only Nlu=1000,
seems to represent a useful estimate of σ (m) (Fig. 1a). As Nlu

increases, the difference to the solution obtained using McMC sam-
pling diminishes.

Fig. 2 shows both the time it takes to set up the lookup table
(dashed line) and the time it takes to generate 100 independent
realizations (solid line) for different choices of Nlu, with compar-
isons to running the extended Metropolis algorithm (dotted–dashed
line).

Fig. 2 (dashed line) shows that it takes significant time to set up
the lookup table. If one wishes to examine only one sounding for
a specific choice of prior, and only do it once, then the extended
Metropolis algorithm might be a better choice. Recall though that
the computation of the lookup table needs only be done once, after
which it can be reused.

When the lookup table is in place, Fig. 2 suggests that the ex-
tended rejection sampler using N = 500 000 is more than 700 times
faster than using the extended Metropolis algorithm. Using N =
10 000 the speed up is around 250 000 (more than 5 orders of mag-
nitude).

Note that most of the computation time related to using the ex-
tended rejection sampler with lookup tables is related to computing

the likelihood for each data set in the lookup tables. The com-
putational demands to generate, in this case 100 realizations are
negligible in comparison.

4.2 451 soundings from Morrill, Nebraska

Now all 451 soundings from the EW profile in Morrill, Nebraska,
are considered. Using the extended Metropolis algorithm, 451 inde-
pendent McMC algorithms are run, which suggest the computation
time increase by a factor of 451. In case using the extended rejection
sampler with lookup tables, the pre-computed training data set can
be reused, and only the likelihood needs to be computed for each
sounding.

4.2.1 Ignoring the modelling error

Figs 3 and 4 show the pointwise mean and standard deviation along
the profile, using the extended rejection sampler for Nlu = [1000,
10000, 100000, 50000] in case ignoring the modelling error and
compared to using the McMC algorithm, as in Hansen & Minsley
(2019).

A significant number of artefacts can be identified comparing
the mean model obtained using the rejection sampler (Figs 3a–d),
as opposed to using the extended Metropolis algorithm (Fig. 3e).
The number of artefacts diminishes as the size of the lookup table
increase. Using very large lookup tables, Nlu = 500 000 (Fig. 3d),
the overall structure of the mean model obtained using the rejection
sampler is similar to that of using the McMC.

The pointwise standard deviation (Fig. 4), quantify the certainty
of the resistivity value inferred in a specific pixel, and highlight
a significant problem: Not only are artefacts clearly visible in the
mean models for Nlu < 500 000 (Figs 3a–c), they also appear to
be well resolved as the standard deviation at the same location is
very low (Figs 4a–c). The standard deviation increase as the Nlu

increases.
Thus, without accounting for the modelling error due to using a

finite lookup table, the sample obtained using the extended rejection
sampler with lookup tables should not be used in practice for small
lookup tables, as it leads to biased estimates and too small poste-
rior variability. The modelling error is most significant for smaller
values of Nlu, and therefore one may be able to use the rejection
sampler for large values of Nlu without accounting for modelling
errors.

4.2.2 Accounting for the modelling error

Figs 5 and 6 show the same pointwise mean and standard deviation
along the profile, as in Figs 3 and 4, but in this case when quantifying
and accounting for the modelling errors due to using a limited size
lookup tables, as described above.

It is evident comparing Fig. 5 to Fig. 3 that fewer artefacts are
visible in the mean models. The visible structures becomes sharper
as Nlu increases, but the results obtained even using Nlu = 1000 could
be useful, as a rough estimate of the subsurface mean resistivity.
Using Nlu = 500 000, there is no significant difference between the
results obtained using McMC (Fig. 5e), and the extended rejection
sampler with lookup tables (Fig. 5d).

Contrary to the results shown in Fig. 4, the standard deviation
decreases as Nlu increases, when accounting for the modelling error.

Fig. 7 shows the average entropy for each sounding, computed
from the pointwise standard deviation shown in Figs 4 and 6.
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Efficient probabilistic inversion 549

Figure 1. 1-D marginal distributions obtained at x = 6 km using the extended rejection sampler with N = [1000, 10000, 100000, 500000], in cases (a)–(d)
accounting for the modelling error, and (e)–(h) ignoring the modelling error. (i) Obtained using the extended Metropolis algorithm as in Hansen & Minsley
(2019).

Figure 2. Time spend to set up the lookup table (dashed line), to sample the
posterior for a single sounding using the extended rejection sampler (solid
line, for different sizes of lookup table, Nlu), and to sample the posterior
using the extended Metropolis algorithm for one sounding (dashed–dotted
line).

Fig. 7(a) shows that when accounting for the modelling errors, as
Nlu increases, the entropy decreases, that is, the information content
increases. In all cases, the entropy of using the extended rejec-
tion sampler with lookup tables provides less information, more
entropy, than using the extended Metropolis sampler, as expected
when making use of the modelling error.

Fig. 7(b) shows that when ignoring the modelling errors, as Nlu

increases, the entropy increases, i.e. the information content de-
creases! This is counterintuitive. For Nlu = 1000 and 10 000, the
entropy is most often much lower than that obtained using the ex-
tended Metropolis sampler. This is problematic and suggests that
using smaller lookup tables and no modelling should be avoided.
It does however also suggest that when using a large lookup table
and no modelling error, the entropy is close to the entropy obtained
using the extended Metropolis sampler.

Figs 8 and 9 show the Kullback–Leibler (KL) distance between
the posterior probability distribution obtained using the extended
Metropolis sampler and the different variants considered for the
rejection sampler with lookup tables. Fig. 8 shows the KL distance
for each model parameter, and Fig. 9 shows the average KL distance
at each sounding location. The KL distance is a quantitative measure
of similarity between two probability distributions.

It is clear from Fig. 8 that the similarity of the posterior ob-
tained using the rejection sampler with lookup tables increase (the
KL distance decrease) as the size of the lookup table increases.
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550 Thomas M. Hansen

Figure 3. (a)–(d) Posterior mean obtained using Nlu = [1000, 10000, 100000, 500000] without modelling error, and (e) McMC Metropolis sampling.

It is also clear that using smaller lookup tables, the posterior
distribution obtained while accounting for the modelling error is
much more similar to the posterior distribution obtained using the
extended Metropolis sampler than when ignoring the modelling
error.

Figs 7(b) and 9(b) demonstrate the one should not use the ex-
tended rejection sampler with a too-small lookup table and without
accounting for modelling error, as it leads to an underestimation
of the variability of the posterior distribution, and also cause a se-
vere bias in the estimated mean model. If Nlu is high enough (here
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Efficient probabilistic inversion 551

Figure 4. (a)–(d) Posterior standard deviation obtained using Nlu = [1000, 10000, 100000, 500000] without modelling error, and (e) McMC Metropolis
sampling.

when Nlu > 100 000) one can use the method. One way to find
a useful number for Nlu without using the modelling error is to
keep increasing Nlu until the entropy stops increasing and becomes
stable.

When accounting for the modelling error, Figs 7(a) and 9(a)
quantify that one can choose to make use of the extended rejection
sampler, even with a smaller lookup table. This comes at the ex-
pected price of an increase in the entropy, reducing the information
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552 Thomas M. Hansen

Figure 5. (a)–(d) Posterior mean obtained using Nlu = [1000, 10000, 100000, 500000] accounting for the modelling error, and (e) McMC Metropolis sampling.
Compare to Fig. 3 without modelling error.

content, and hence lead to a smoother mean model. But, as inves-
tigated here, no biases are apparently introduced. Thus, the results
suggest that when making use of the modelling error one can get
approximate results, without any bias.

The computation time needed to generate a posterior sample at all
451 locations was t = [2.7, 19, 151, 724] s in case using Nlu = [1000,
10000, 100000, 500000], compared to the 518619 s (144 hr) needed
to run the extended Metropolis algorithm. The results illustrate that
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Efficient probabilistic inversion 553

Figure 6. (a)–(d) Posterior standard deviation obtained using Nlu = [1000, 10000, 100000, 500000] accounting for the modelling error, and (e) McMC
Metropolis sampling. Compare to Fig. 4 without modelling error.

accurate statistics of the posterior distribution, with a small drop
in resolution, can be obtained using the extended rejection sam-
pler with lookup tables, in a very small fraction of the time needed
for running the extended Metropolis algorithm. It also illustrates

that close to the full posterior distribution can be sampled effi-
ciently using extended rejection sampler using larger training data
sets orders of magnitude faster than using the Metropolis sampling
algorithm.
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554 Thomas M. Hansen

Figure 7. The mean entropy at each x-location along the profile in case (a) accounting for modelling errors, and (b) ignoring modelling errors.

Figure 8. KL distance between the pointwise Gaussian posterior distribution obtained using the extended Metropolis sampler, σmcmc(m), and the using the
extended rejection sampler with lookup tables, σlu (m), considering Nlu = [1000, 10000, 100000, 500000], in cases (a)–(d) accounting for the modelling error,
and (e)–(h) ignoring the modelling error.

5 D I S C U S S I O N

The extended rejection sampler with lookup tables is a general
approach for sampling the posterior distribution of probabilistically
formulated inverse problems. The main requirement for using the
method is that one must be able to set up a look table consisting

of (1) Nlu realizations of the prior, and (2) Nlu corresponding ‘full’
forward responses. Once the lookup table exists, one only needs to
evaluate the likelihood Nlu times to solve the inverse problem.

While the method can be used on any inverse problem, it will
make the most sense in case (1) the prior has high information
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Figure 9. The mean KL distance (between the pointwise Gaussian posterior distribution obtained using the extended Metropolis sampler) at each x-location
in Fig. 8.

content (otherwise, an approximation to the posterior distribution
will be sampled), and/or (2) the inverse problem can be localized
such the training data set can be reused many times.

The accuracy and resolution of the method depend on the size of
the lookup table relative to the information content of the prior. A
prior with less information content (such as a uniform distributes
prior) will require a larger lookup table than using a prior with higher
information content. Either way, a finite-size lookup table will lead
to a limit to the resolution than one can expect. This resolution limit
can be quantified and mapped into a modelling error that can be
taken into account. Accounting for the modelling error with smaller
sized lookup tables, leads to sampling from an approximation to the
full posterior distribution, with less information content (higher
entropy), but with no apparent inconsistencies. Whether the loss in
information is problematic depends on the specific application and
use of the inversion results. For the case from Morill, using Nlu =
10 000 (Figs 5b and 6b), produce results close to the those obtained
using McMC (Figs 5e and 6e), at a tiny fraction of the needed CPU
time.

5.1 Deterministic versuss probabilistic

Deterministic inverse methods are still more widely applied than
probabilistic inverse method. This applies also to the inversion of
EM data (Siemon et al. 2009; Auken et al. 2014). One obvious
explanation for this is that sampling methods have traditionally been
computationally demanding. The sampling methods described by
Minsley (2011), Foks & Minsley (2020) and Hansen & Minsley
(2019) require up to 10 min to sample the posterior distribution of
one EM sounding, while deterministic methods will take less than
a second. However, with the examples above the computation time
using the extended rejection sampler with lookup tables, can be as
low as a few seconds, and considerably lower if one is satisfied
with an approximate sample of the posterior distribution, and hence
closing the gap in computational demands between deterministic

and probabilistic inversion of EM data. Using a smaller lookup
table the posterior uncertainty will be slightly higher. Still, a key
benefit of the probabilistic approach is that it allows using arbitrarily
complex prior information and that the full space of uncertainty is
quantified, which should allow for a better description of uncertainty,
and hence a better basis for propagating the uncertainty further into
for example groundwater models.

5.2 Computational improvements

Once a training data set has been computed and stored in a lookup
table, the example above suggests that even very large airborne EM
surveys with many thousands of soundings, could be probabilisti-
cally inverted on a regular laptop of 2020.

Further, the extended rejection sampler with lookup tables is
an example of an ‘embarrassingly simple parallelization’ problem,
both related to setting up the lookup table, computation of the
likelihood, and computation of posterior statistics. Parallelization
is as simple as splitting groups of independent tasks to different
threads.

Another approach is to parallelize the sampling of the posterior
for each sounding. None of such parallelization has been consid-
ered to obtain the results presented here. Therefore, a close to linear
relation between CPU speedup and the number of CPU cores avail-
able is expected. This is particularly useful as multicore CPUs are
becoming quite frequent.

5.3 Metropolis sampling versus rejection sampling

In the examples considered above the results obtained using the
extended rejection sampler with lookup tables were compared to
the results obtained using the extended Metropolis algorithm, which
was uses as a reference solution. However, one could argue that the
reference should have been that of using the extended rejection
sampler with the largest lookup table, Nl = 500000.
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556 Thomas M. Hansen

Variants of the Metropolis algorithm samples the posterior
through a random walk. This may be very efficient to sample models
in the vicinity of each other with high posterior probability. How-
ever, it can be very difficult to move between models that are located
far from each other separated by models with low posterior proba-
bility. It may also be computational demanding using the Metropolis
algorithm to sample a subspace of equally possible models, located
along some non-trivial-shaped subspace of model parameter space.
As discussed initially gradient-based sampling methods have been
proposed to alleviate this (Neal et al. 2011; Martin et al. 2012), but
these methods cannot readily be used with the extended Metropolis
sampler.

Also, the Metropolis algorithm provides a set of realizations that
are correlated, due to the use of the random walk. Analysing how
many of these realizations are independent is non-trivial (Kass et al.
1998; Ripley 2009; Vats et al. 2015).

The rejection sampler has none of these issues, and will freely
move all over the model parameter space, at least as much of the
space that is spanned by the proposed models (or the models in
the lookup table). Further, the rejection sampler generates indepen-
dent realizations by construction, removing the need for non-trivial
dependency analysis.

For relative low-dimensional problems such as the one consid-
ered above, it can, therefore, be argued that the use of the extended
rejection sampler with a relatively large lookup table, is preferable
to using variants of the Metropolis algorithms, both in terms of the
quality of the realizations being generated and certainly in compu-
tational demands.

5.4 Applications for localized inverse problems

In the example above, only a 1-D prior model (consisting of 125
model parameters) and a 1-D forward model is considered. But,
even if the prior is 2-D/3-D one can select a subset of the full
model (determined by the correlation of the prior model), and infer
information about subsurface resistivity distribution at the location
of each data set, independent of other data. In this case, summary
statistics of the posterior should be similar to those obtained from
full 2-D/3-D inversion.

Another example of a localized inverse problem is that of inver-
sion of reflection seismic amplitude versus offset data as discussed
and utilized by Jullum & Kolbjørnsen (2016) and Hansen & Jakob-
sen (2018). In seismic inversion using the convolution method, data
at one location in depth is sensitive only to the elastic parame-
ters in the vicinity of the data location, as defined by the prior
model, noise model, and the wavelet used for convolution. This
means that information about each model parameter can be deter-
mined independently of other model parameters by inverting us-
ing a small neighbourhood around the model parameter. Jullum
& Kolbjørnsen (2016) demonstrate another approach that takes
advantage of the localized property to compute pointwise statis-
tics of the posterior distribution, using a numerically very efficient
algorithm.

5.5 Flexible choice of prior

The extended rejection sampler can make use of any prior model
that can be sampled. For example, in the example given above
the model parameters represent log-resistivity. One could use
a mapping function that translates resistivity into lithology (as

demonstrated by Barfod et al. 2016) which would allow inver-
sion directly for lithological model parameters, with no change
to the core of the extended rejection sampling with lookup tables
algorithm.

6 C O N C LU S I O N

A novel method for localized probabilistic inversion method, using
extended rejection sampling with lookup tables, has been proposed.
For specific inverse problems, realizations and statistics from the
posterior distribution can be computed several orders of magnitudes
faster, compared to using McMC methods such as the extended
Metropolis algorithm.

An example of 1-D inversion of airborne EM data suggests that
large surveys of EM data can be efficiently performed on a laptop
using the extended rejection sampler with lookup tables, while the
use of McMC sampling methods would require access to a super-
computer.
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