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“That correlation is not causation
is perhaps the first thing that must be said.”
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P REFACE

This dissertation embodies the concluding outcome of three years of doctoral studies
conducted at the Department of Economics and Business Economics at Aarhus
University and was written during the period from September 2017 through August
2020. I am grateful to the Department of Economics and Business Economics and the
Center for Research in Econometric Analysis of Time Series (CREATES) for providing
an outstanding research environment and generous financial support that have made
it all possible. Albeit this period has been challenging at times, in retrospect, it has
genuinely been one of the most rewarding experiences of my life, and I feel uniquely
privileged to have been given the opportunity to learn the craft of conducting research.
Additionally, there are numerous people to whom I owe special thanks.
First and foremost, I wish to thank my main supervisor Professor Bent Jesper Christensen for his endless patience, finest strategic guidance, and excellent academic
advice no matter the timing. It was he who incited me to embark on this journey in
the first place, which turned out to be among the best decisions in my life, and for
this, I will be forever thankful. Equivalently, I wish to extend my greatest gratitude
to my co-supervisor Professor Michael Svarer, who stepped in halfway through my
doctoral studies and has been an invaluable and inexhaustible source of help, counseling, and mentorship, both academically and personally. Michael turned out to
become a friend more than just an adviser. I would also like to acknowledge Henrik
Karstoft for his willingness to serve as co-supervisor. Likewise, I feel indebted to
Solveig Nygaard Sørensen and Malene Vindfeldt Skals for supporting me in the countless administrative tasks over the years and holding everything together. Without
Malene proof-reading the dissertation, it would not have been easy on the eyes.
In the fall of 2018, I had the immense pleasure of visiting Professor Susan Athey at the
Graduate School of Business, Stanford University, USA. It was there I decided to focus
on causal machine learning, which is now the research area I devote all my resources
to. This stay turned out to be the quantum leap of my academic career, and I will be
forever grateful to Susan for believing in me, inviting me to Stanford, and for opening
many doors for me. Although endlessly challenging, our joint paper is the single most
educational and insightful project that I have ever worked on. Additionally, I have
enjoyed to the fullest extent to collaborate with Henrike Steimer, Rina Friedberg, and
Stefan Wager, who are exceptional thinkers, intelligent researchers, and kind people.
In the fall of 2019, I was equally fortunate to visit Professor Alberto Abadie at the
Department of Economics, Massachusetts Institute of Technology (MIT), USA. I
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am enormously thankful to MIT for the hospitality and to Alberto for inviting me
to present at their seminar series and attend dinners, for stimulating discussions
about causal inference, for sharing an idea for a research project that we are currently
collaborating on, and most importantly, for inviting me back to MIT for two years of
postdoctoral studies under the supervision of Professor Daron Acemoglu and himself.
I appreciate the abundance of kind and inspiring colleagues at the Department of
Economics and Business Economics, who have all made the last three years considerably more pleasant than it would have been without them. I especially wish to express
my honest and deeply felt gratitude to Christian Montes Schütte and Daniel Borup
for their unmatched friendship and partnership, inexhaustible source of inspiration,
and the uncountably infinite number of dark laughs. Also, it is a privilege to be able
to include joint work with Daniel, Bent Jesper, and Mikkel Slot Nielsen as part of this
dissertation. People who also deserve a special thanks are my fellow PhD students,
colleagues, and friends at Aarhus University; Anine, Alexander, Anders, Benjamin,
Dorethe, Erla, Frederik, Jonas, Jacob, Jeppe, Mathias, Mikkel, Morten, and Simon for
many interesting conversations, social activities, courses, and so much more.
Finally, I am thankful to my parents, Birgit and Helmuth, for their never-ending
support, and to my older sisters, Malene and Louise, for teaching me the tricks of the
trade in life. Most importantly, however, an especially heartfelt thank you is reserved
for my newlywed wife, Anna. No words can adequately express the unconditional
love, untiring patience, and outstanding support and encouragement that you have
shown me over the last years. Without you, nothing would have been the same. Thank
you for everything.

Nicolaj Søndergaard Mühlbach
Aarhus, August 2020

U PDATED PREFACE

The pre-defense meeting was held on October 7, 2020, in Aarhus. I am highly grateful
to the members of the assessment committee consisting of Professor Mette Ejrnæs
(University of Copenhagen), Professor Michael Lechner, (University of St. Gallen),
and Associate Professor Allan Würtz (Aarhus University) for their careful reading of
the dissertation and many insightful comments and suggestions. It was truthfully an
honor to discuss my research with such a deeply competent and involved committee.
Some of the suggestions have already been incorporated into the present version of
the dissertation, while other comments have given rise to new research ideas, which
I will curiously explore in the future.

Nicolaj Søndergaard Mühlbach
Aarhus, October 2020
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This dissertation is composed of three self-contained chapters on the intersection
of econometric modeling and machine learning (ML), which represents an excitingly popular and rapidly evolving area of research in economics. In particular, the
common theme underlying the three chapters is how econometrics may adopt ML
methods as data-driven tools to nonparametrically estimate more complex relationships in high dimensions where standard techniques may fail (Athey and Imbens,
2017; Mullainathan and Spiess, 2017). Thus, one object of interest in all chapters is to
shed light on fields and applications, where ML is particularly useful to consider for
economists, both for prediction as well as causal inference.
Chapter 1 — Targeting Predictors in Random Forest Regression (joint with Daniel
Borup, Bent Jesper Christensen, and Mikkel Slot Nielsen) — examines the predictive
accuracy in the Random Forests regression (RF) (Breiman, 2001). RF excels at estimating conditional expectations nonparametrically and has become popular due to its
wide applicability and adaptability to high-dimensional feature spaces, where it has
the potential to detect informative predictors automatically (Biau and Scornet, 2016).
The benefits, however, may be lessened in the presence of many weak predictors
(Gentzkow, Kelly, and Taddy, 2019). Thus, RF applied in high dimensions without
an initial dimension reduction (targeting) step could fail to reach its full potential.
The principle of targeting in high dimensions was suggested by Bai and Ng (2008)
and used in numerous studies (see, e.g., Elliott, Gargano, and Timmermann (2013);
Bulligan, Marcellino, and Venditti (2015)). Techniques such as the LASSO (Tibshirani,
1996), or related, the Elastic Net (Zou and Hastie, 2005) achieve targeting via regularization. This paper provides a theoretical and empirical assessment of Targeted
Random Forests (TRF). First, we assess the ability of RF to detect a relatively small
number of important predictors when many irrelevant predictors exist and cast the
analysis in terms of the probability Ω of splitting on strong predictors. This leads to a
bias-variance trade-off; Ω must be sufficiently large to ensure approximate unbiasedness of the individual trees, while at the same time Ω should not be too large such
that the variance of RF explodes because the trees become too similar. We establish
lower and upper bounds on Ω and show that targeting can be used to lift the lower
bound to an appropriate level by reducing the estimation error. Second, we show that
the strength of individual trees is always improved by (proper) targeting. Also, we
derive bounds on the unconditional mean-squared error (MSE) of an ordinary tree,
and thus, we show that targeting can lead to significant gains in tree strength. Third,
we address the issue that TRF cannot be expected to perform uniformly better than
ordinary RF, due to the established bias-variance trade-off, in an extensive empirical
vii
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assessment. Additionally, we consider the significance of the effect of targeting in typical applications predicting the US equity premium, the industrial production growth,
employment growth, and consumer price inflation. In conclusion, TRF performs
well if a medium-sized subset of the initial predictors is targeted and TRF performs
particularly well for long forecast horizons and generates gains in predictive accuracy
of substantial magnitude, up to 12–13%, relative to ordinary RF, both in expansions
and recessions.
Chapter 2 — Between Work, Public Programs, and Retirement: Heterogeneous Responses to a Retirement Reform (joint with Susan Athey, Rina Friedberg, Henrike
Steimer, and Stefan Wager) — evaluates the most recent retirement reform in Denmark delaying access to early retirement benefits by increasing the early retirement
age (ERA) gradually by six months annually starting from 2014. The rapidly aging
population poses a major challenge for many countries due to low labor force participation rates of the elderly. To release pressure from the social security systems,
the overall working life must be extended. Consequently, many governments have
implemented policies that encourage older individuals to stay longer in the labor
force (Blundell, French, and Tetlow, 2016). These policies, however, may have adverse
effects on those for whom the ERA is binding as they cannot afford to lose any of the
early retirement benefits. Particularly, an unintended consequence may be if those
who rely on early retirement benefits are vulnerable and under-resourced people
who are then forced to continuing working or, in the worst case, into government
benefits. This paper presents new evidence on these pressing issues by estimating
the causal effects of eligibility to retire early using a data-driven approach allowing
for large-scale treatment effect heterogeneity. We start by deriving four archetypes
who follow distinct paths to retirement and characterize each path by a large set of
covariates. When the reform increases the ERA by six months, the individual employment is estimated to increase by 4.7 weeks, ranging from 3.1 to 11.6 weeks across
paths. The employment effects are, additionally, found to vary strongly across subgroups in the population. We find the largest effects for people with low educations,
in worse financial situations, or with bad health records. Considering the effects
on the take-ups of government benefits, we estimate that increasing the ERA by six
months causes an increase of 1.3 weeks on benefits, ranging from 0.6 to 3 weeks
across paths. Interestingly, people who respond to the reform by bridging the gap
with other benefits are not easily separated from those who extend employment;
both types of compliers tend to be struggling in the labor market with health issues
and few financial resources. One source of dissimilarity is health expenses which are
generally found to be much higher for those who take up benefits. We evaluate the
net fiscal benefits of the reform across paths, and for all but one, we find the fiscal
benefits of the reform to be net positive. The threshold at which the benefits exactly
outweigh the costs is only reached if the weekly costs of supporting one on benefits
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exceed US$ 1230, which is too high for any benefit program in Denmark. As women
are found to be more affected by the reform, we decompose the gender gap and
find that differences in income drive more than one third of the gap, suggesting that
income-differences have long-lasting impact. A final contribution of the paper is to
present an extension of Generalized Random Forests (Athey, Tibshirani, and Wager,
2019) to panel data. We provide formal theoretical guarantees of the extension and
demonstrate that least squares would not deliver economically reasonable estimates
in this application.
Chapter 3 — Tree-based Synthetic Control Methods: Consequences of Relocating the
US Embassy — extends synthetic controls for evaluating policy interventions (Abadie,
Diamond, and Hainmueller, 2010) by recasting the problem as a prediction problem
using a nonparametric ML method. Social scientists are often interested in the effects of policy interventions to guide future policies. The standard approach using
observational data is to construct a synthetic control group as a weighted average of
the available controls and compare it to the treated unit (for reviews, see Imbens and
Wooldridge (2009); Abadie and Cattaneo (2018)). Synthetic controls choose control
units transparently, but as the weights are estimated to maximize the pre-treatment
fit, it may not generalize well out-of-sample. As pre-treatment fit is not the main
goal, we argue that the problem is fundamentally a prediction problem (for a similar
discussion, see Kleinberg, Ludwig, Mullainathan, and Obermeyer (2015)), and one
may benefit from using a method that balances bias and variance more optimally to
predict the counterfactual outcome of the treated unit post-treatment. A regularized
approach to synthetic controls is suggested by Doudchenko and Imbens (2017), but
it also specifies a linear model that is not capable of dealing with nonlinearities automatically. We often, however, expect many low-order interactions of the controls to
be informative in explaining the treated unit. As an extension, we propose tree-based
synthetic controls, using an ML method that is inherently nonparametric and handles interactions automatically; namely RF. Intuitively, RF stratifies the pre-treatment
periods based on the control units and computes the average outcome of the treated
unit in each stratum. In the post-treatment period, RF applies the same stratification
and uses the pre-treatment averages as estimates of the counterfactual outcome.
The average treatment effect is then estimated as the average difference between the
estimates and the actual outcomes (Chernozhukov, Wuthrich, and Zhu, 2017). As an
application, we evaluate the move of the US embassy from Tel Aviv to Jerusalem on
the conflict level in Israel and Palestine using the remaining Middle East countries as
controls. We find that the weekly number of conflicts has increased by 26 incidents
after the move was announced on December 6, 2017, corresponding to more than
doubling the number of conflicts. The increase is statistically significant at a 1% level.

x
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D ANISH SUMMARY

Denne afhandling består af tre uafhængige kapitler omhandlende skæringspunktet
mellem økonometrisk modellering og maskinlæring (ML), som repræsenterer et
populært og hurtigt voksende forskningsområde inden for økonomi. Det fælles tema
er, hvordan økonometri kan anvende ML-metoder som datadrevne værktøjer til ikkeparametrisk at estimere mere komplekse sammenhænge i høje dimensioner, hvor
standardteknikker kan svigte (Athey og Imbens, 2017; Mullainathan og Spiess, 2017).
Et formål på tværs af alle kapitler er således at belyse områder, hvor ML er særligt
nyttigt at overveje for økonomer, både til prædiktion såvel som til kausal inferens.
Kapitel 1 — Targeting Predictors in Random Forest Regression (fælles med Bent Jesper
Christensen, Daniel Borup og Mikkel Slot Nielsen) — undersøger præcisionen af
Random Forests regression (RF) (Breiman, 2001). RF udmærker sig ved at estimere
betingede forventninger ikke-parametrisk og er blevet populær på grund af sin brede
anvendelighed og tilpasningsevne i højdimensionelle funktionsrum, hvor den har
potentialet til automatisk at identificere informative prædiktorer (Biau og Scornet,
2016). Fordelene kan dog mindskes ved mange svage prædiktorers tilstedeværelse
(Gentzkow et al., 2019). Således risikerer RF, der anvendes i høje dimensioner uden
et initialt dimensionsreducerende (målretning) trin, ikke at nå sit fulde potentiale.
Princippet bag målretning i høje dimensioner blev foreslået af Bai og Ng (2008) og
anvendes i adskillige studier (se fx Elliott et al. (2013); Bulligan et al. (2015)). Teknikker
som LASSO (Tibshirani, 1996) eller den relaterede Elastic Net (Zou og Hastie, 2005)
opnår målretning via regularisering. Denne artikel analyserer både teoretisk og empirisk effekten af målretning for Targeted Random Forests (TRF). Vi vurderer først
RF’s evne til at detektere et relativt lille antal vigtige prædiktorer ved samtidig tilstedeværelse af mange irrelevante prædiktorer, og vi udformer analysen med hensyn til
sandsynligheden Ω for at splitte på stærke prædiktorer. Dette fører til en afvejning
mellem bias and varians; Ω skal være tilstrækkelig stor til at sikre, at det enkelte træ
er approksimativt middelværdiret, mens Ω på samme tid ikke skal være for stor, da
variansen af RF så eksploderer, fordi træerne bliver for ens. Vi etablerer nedre og øvre
grænser for Ω og viser, at målretning kan bruges til at løfte den nedre grænse til et
passende niveau ved at reducere estimationsfejlen. Dernæst fastslår vi, at de enkelte
træers styrke altid forbedres ved (korrekt) målretning. Vi udleder også grænser for
det ubetingede gennemsnit af de kvadrerede afvigelser for et træ, hvormed vi fastslår,
at målretning kan føre til betydelige gevinster for styrken af det enkelte træ. Slutteligt
belyser vi i et omfattende empirisk studium det faktum, at TRF ikke kan forventes
uniformt at overgå en almindelig RF på grund af afvejningen mellem bias og varians.
Hertil analyserer vi effekten af målretning i typiske anvendelser inden for prædiktion
xiii
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af aktiepræmien, den industrielle produktionsvækst, beskæftigelsesvæksten og forbrugerprisinflationen. Konklusionen er, at TRF klarer sig godt, hvis en mellemstor
delmængde af de oprindelige prædiktorer målrettes, og TRF klarer sig særligt godt
ved lange horisonter og genererer præcisionsforbedringer af signifikant størrelse; op
til 12–13% i forhold til almindelig RF, både i ekspansioner og recessioner.
Kapitel 2 — Between Work, Public Programs, and Retirement: Heterogeneous Responses to a Retirement Reform (fælles med Susan Athey, Stefan Wager, Henrike Steimer
og Rina Friedberg) — evaluerer den seneste tilbagetrækningsreform i Danmark, der
udskyder retten til efterløn gradvist med seks måneder årligt fra 2014. Den stadig
større aldrende del af befolkningen udgør en stor udfordring i mange lande på grund
af den lave arbejdsstyrkerate blandt ældre individer. For at lette trykket fra de sociale
sikkerhedsnet skal arbejdslivet forlænges. Derfor har mange regeringer implementeret reformer, der tilskynder ældre til at blive længere i arbejdsstyrken (Blundell et al.,
2016). Disse reformer kan dog have skadelige virkninger på dem, for hvem efterlønsalderen er bindende, da de ikke har råd til at miste efterlønnen. En utilsigtet konsekvens
kan være, hvis de, der er afhængige af efterløn, er sårbare og underbemidlede og
presses til at fortsætte med at arbejde eller i værste fald presses til at gå på overførselsindkomst. Denne artikel præsenterer nye indsigter i disse presserende problemer ved
at estimere de kausale effekter af at blive berettiget efterløn ved brug af en datadreven
metode, der muliggør omfattende heterogenitet af effekterne. Vi udleder først fire
arketyper, der hver især følger egne stier til pension, og vi karakteriserer hver sti ud fra
en stor mængde af variable. Dernæst finder vi, at når reformen øger efterlønsalderen
med seks måneder, stiger den individuelle beskæftigelse med 4,7 uger, hvilket varierer
fra 3,1 til 11,6 uger på tværs af stier. Beskæftigelseseffekten viser sig tilmed at variere
kraftigt mellem undergrupper i befolkningen. Vi finder de største effekter for personer
med lav uddannelse, trange økonomiske kår eller med dårligt helbred. Vi foretager
samme analyse af effekten på benyttelsen af overførselsindkomster, og vi estimerer,
at en stigning i efterlønsalderen på seks måneder medfører en forøgelse på 1,3 uger
på benyttelsen af overførselsindkomster, hvilket spænder fra 0,6 til 3 uger på tværs af
stier. Interessant er det, at folk, der reagerer på reformen ved at udfylde overgangen til
efterløn med offentlige overførselsindkomster, ikke uden videre kan adskilles fra dem,
der fortsætter med at arbejde. Vi finder begge reaktionsmønstre blandt personer,
der har tendens til at have helbredsmæssige udfordringer og knappe økonomiske
ressourcer. En kilde til forskellighed er sundhedsudgifterne, som generelt er væsentligt højere for dem, der går på overførselsindkomst frem for at fortsætte i arbejde.
Vi beregner reformens effekt på de offentlige finanser på tværs af arketyper, og for
alle undtagen én finder vi nettogevinster. Tærsklen, hvor fordelene nøjagtigt opvejer
omkostningerne, nås kun, hvis de ugentlige omkostninger ved at understøtte én på
overførselsindkomst overstiger US$ 1230, hvilket ikke gør sig gældende for nogen
overførselsindkomster i Danmark. Da kvinder viser sig at være mere påvirket af refor-
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men, dekomponerer vi kønsforskellen og finder, at forskelle i indkomst driver mere
end en tredjedel af forskellen, hvilket tyder på, at indkomstforskelle har langvarige
indvirkninger. Et sidste bidrag er udvidelsen til paneler for ML-metoden Generalized
Random Forests (Athey et al., 2019). Vi etablerer formelle teoretiske garantier for
udvidelsen og demonstrerer, at ordinær lineær regression fører til estimater, der ikke
giver økonomisk mening i denne sammenhæng.
Kapitel 3 — Tree-based Synthetic Control Methods: Consequences of Relocating the
US Embassy — udvider syntetiske kontroller til evaluering af politiske interventioner
(Abadie et al., 2010) ved at anskue problemet som et prædiktivt problem, hvortil
en ikke-parametrisk ML-metode anvendes. Samfundsvidenskaberne er ofte interesserede i effekten af politiske interventioner for at kunne vejlede fremtidige ifm.
reformer. Den typiske tilgang med observationsdata er at konstruere en syntetisk
kontrolgruppe som et vægtet gennemsnit af de tilgængelige kontroller og sammenligne det med testgruppen (se Imbens og Wooldridge (2009); Abadie og Cattaneo
(2018) for en litteraturgennemgang). Syntetiske kontroller vælger kontrolenheder
transparent, men da vægtene vælges til at miniminere estimationsfejlen i kontrolperioden, generaliserer de ikke partout efter interventionen. Da hovedmålet ikke
er inferens i kontrolperioden, argumenterer vi for, at problemet grundlæggende er
et prædiktivt problem (se Kleinberg et al. (2015) for en lignende diskussion), hvor
man kan drage fordel af metoder, der balancerer bias og varians mere optimalt til at
prædiktere testgruppens kontrafaktiske udfald efter intervention. En regulariseret
tilgang til syntetiske kontroller foreslås af Doudchenko og Imbens (2017), men den
specificerer også en lineær model, der ikke automatisk kan håndtere ikke-lineariteter.
Dette på trods af at man ofte forventer, at mange lav-ordensinteraktioner blandt
kontrollerne er informative med hensyn til at forklare testgruppen. Som en udvidelse foreslår vi træbaserede syntetiske kontroller ved hjælp af en ML-metode, der
er ikke-parametrisk og håndterer interaktioner automatisk; nemlig RF. Intuitivt set
stratificerer RF præinterventionsperioderne baseret på kontrollerne og beregner det
gennemsnitlige udfald for testgruppen i hvert stratum. I postinterventionsperioden
anvender RF den samme stratificering og bruger gennemsnittene som estimater på
de kontrafaktiske udfald. Den gennemsnitlige effekt estimeres som den gennemsnitlige forskel mellem estimaterne og de faktiske udfald (Chernozhukov et al., 2017).
Som anvendelse evaluerer vi flytningen af den amerikanske ambassade fra Tel Aviv til
Jerusalem på konfliktniveauet i Israel og Palæstina, hvor vi bruger de resterende lande
i Mellemøsten som kontroller. Vi finder, at det ugentlige antal konflikter er steget med
26 hændelser, efter at flytningen blev annonceret d. 6. december 2017, hvilket svarer
til mere end en fordobling af konflikter. Stigningen er statistisk signifikant på 1%.
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Abstract
Random forest regression (RF) is an extremely popular tool for the analysis of highdimensional data. Nonetheless, its benefits may be lessened in sparse settings due
to weak predictors, and a pre-estimation dimension reduction (targeting) step is
required. We show that proper targeting controls the probability of placing splits
along strong predictors, thus providing an important complement to RF’s feature
sampling. This is supported by simulations using representative finite samples. Moreover, we quantify the immediate gain from targeting in terms of increased strength
of individual trees. Macroeconomic and financial applications show that the biasvariance trade-off implied by targeting, due to increased correlation among trees in
the forest, is balanced at a medium degree of targeting, selecting the best 10–30% of
commonly applied predictors. Improvements in predictive accuracy of targeted RF
relative to ordinary RF are considerable, up to 12–13%, occurring both in recessions
and expansions, particularly at long horizons.
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1.1 Introduction
Recent trends in economic forecasting have emphasized the use of machine learning
techniques in settings with many predictors. The method of random forest (RF)
regression (Breiman, 2001; Amit and Geman, 1997; Ho, 1998) is particularly popular
due to its wide applicability, allowance for nonlinearity in data, and adaptability to
high-dimensional feature spaces (many predictors) among other things. According
to Howard and Bowles (2012), RF has been the most successful general-purpose
algorithm in modern times. It is best described as a “divide and conquer” approach
that bootstraps fractions of data, grows a decision tree on each fraction, and then
aggregates these predictions.
Tree diversity is ensured by the bootstrap step and feature sampling which, at each
node in the tree, restricts the possible split directions to a randomly chosen subset
of the predictors (Wager, 2016). RF is easy to apply and is implemented in most
programming languages. For instance, it can be found in the sklearn library in Python,
the randomForest and ranger packages in R, and the TreeBagger class in MATLAB.
Several fields within economics and finance have adopted tree-based algorithms as a
data-driven approach to inference and forecasting, e.g., Athey et al. (2019) recast a
classical kernel weighting function as an adaptive weighting function based on RF,
Wager and Athey (2018) estimate heterogeneous treatment effects, Ng (2014) employs
trees to forecast economic recessions, and Gu, Kelly, and Xiu (2020) use RF to predict
future stock returns using numerous firm-specific and common predictors.
Although it is widely acknowledged that RF is applicable in high-dimensional settings
as it has the potential to detect informative predictors automatically (see, e.g., Biau
and Scornet, 2016), the need to select a reduced number of predictors from the full
list of initial candidates, prior to implementing a particular forecasting method, has
been emphasized in recent literature. According to Gentzkow et al. (2019):
“The benefits of regression trees—nonlinearity and high-order interactions—
are sometimes lessened in the presence of high-dimensional inputs. [...].
Often times, a more beneficial use of trees is in a final prediction step
after some dimension reduction [...].”
Thus, RF applied in high dimensions without an initial weeding out of irrelevant
predictors may fail to reach its full potential.
This principle of targeting predictors in high-dimensional settings, i.e., an initial
(supervised) dimension reduction step before feeding data into an algorithm, was
introduced by Bai and Ng (2008) in the context of factor-based prediction. Targeting
is typically achieved via regularization, such as the LASSO (Least Absolute Shrinkage
and Selection Operator) of Tibshirani (1996), or a related method, e.g., elastic net
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(Zou and Hastie, 2005), adaptive LASSO (Zou, 2006), or Bayesian shrinkage (De Mol,
Giannone, and Reichlin, 2008). It involves choosing the number of predictors to
target, which therefore effectively constitutes a tuning parameter of the procedure.
In the paper, we take targeting as given to focus on its effects on RF. Thus, we do not
compare different targeting techniques.
Targeting of predictors has been applied in various high-dimensional prediction
problems, e.g., LASSO is used by Kotchoni, Leroux, and Stevanovic (2019) to target predictors in complete subset regressions (Elliott et al., 2013) for forecasting
consumer price inflation, stock market returns, industrial production growth, and
employment growth. Also, elastic nets are used by Bork, Møller, and Pedersen (2020)
to target predictors in partial least squares regressions for forecasting housing price
growth. Both these methods and Bayesian shrinkage have been used for targeting
factor models, e.g., for forecasting consumption and investment (Luciani, 2014) and
gross domestic product growth and its subcomponents (Bulligan et al., 2015).
Given the importance of RF for prediction in high-dimensional settings and the
demonstrated value of targeting, e.g., in regressions and factor-based analyses, it
is natural to investigate the potential role of targeting of predictors in RF. The challenge is that the performance of the RF algorithm historically has been considered
extremely difficult to analyze (see, e.g., the discussion in Biau and Scornet, 2016)
with only few theoretical results available in the literature, for example, Biau (2012)
demonstrates in a simplified setting how to achieve faster convergence than the usual
n °2/(p+2) nonparametric regression rate in case of sparsity, Wager and Athey (2018)
establish asymptotic normality for honest forests, and Scornet, Biau, and Vert (2015)
prove L 2 consistency of an RF algorithm close to Breiman’s original specification.
In this paper, we provide a theoretical and empirical assessment of the effects of
targeting within the framework of RF. Our results are easy to grasp and highlight the
components of the algorithm that are particularly impacted by targeting. We conduct
our analysis in the following three steps.
First, we examine the ability of RF to detect a relatively small number of important
predictors to split along when building trees in a high-dimensional setting with many
potentially irrelevant predictors. Such a setting is motivated, e.g., by the empirical
literature on asset return forecasting in which a plethora of predictors has been
suggested (Welch and Goyal, 2008; Rapach and Zhou, 2013) or macroeconomic forecasting, in which, frequently, a large set of predictors is applied (Stock and Watson,
2002; McCracken and Ng, 2016).
We cast the analysis in terms of the probability Ω of splitting along strong predictors.
On the one hand, it is vital for the strength of individual trees that the important
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(strong) predictors are selected most of the time, i.e., Ω must be sufficiently large. On
the other hand, to control the variance of RF, it is important to randomize splitting
directions when growing its trees, i.e., Ω should not be so large as to jeopardize the
benefits of averaging across trees in the forest. We establish lower and upper bounds
on Ω and show that the width of the interval for Ω shrinks to zero as sample size
increases. Based on this interval, we determine that the degree of feature sampling
(the selection of splitting variables by RF), one of the few tuning parameters of RF,
primarily controls the upper bound.
However, as established through simulations, Ω will often be considerably below this
bound in finite samples. Thus, feature sampling by itself does not ensure that Ω is at an
appropriate level, and hence the role for targeting. We show that the lower bound on Ω
is determined by two quantities. The first reflects the finite sample Classification And
Regression Tree (CART) impurity decrease estimation error, and the second shows the
maximal signal among the strong predictors. Through these quantities, we show that
targeting can be used to lift the lower bound on Ω, primarily by reducing the CART
estimation error. Thus, targeting can be used actively as a complement to feature
sampling to secure an adequate probability of splitting along strong predictors.
Second, we show that the strength of individual decision trees in the forest is always
improved by (proper) targeting, and we quantify this gain analytically in specific
cases. In particular, for a linear regression function, we obtain explicit bounds on
the mean squared error (MSE) of an ordinary tree, conditionally on the sequence of
strong/weak splits, in terms of the MSEs of targeted trees with fewer leaves. From
these conditional bounds and explicit expressions for the distribution of the underlying random variables, we derive bounds on the unconditional MSE of an ordinary
tree. On this basis, we show that targeting can lead to significant gains in tree strength.
Third, we address the issue that, although tree strength is always improved by excluding weak predictors, the resulting TRF (targeted RF, i.e., RF with an initial targeting
step) cannot be expected to perform uniformly better than ordinary RF, since the
targeting step likely increases the correlation across individual trees in the forest.
The inclusion of weak predictors can be seen as a way of injecting randomness into
the tree-growing procedure, thereby increasing diversity across trees. More precisely,
the expected number of so-called potential nearest neighbors increases with the
dimension of the feature space, see Lin and Jeon (2006). Thus, targeting involves an
inherent bias-variance trade-off—specifically, a tree strength-correlation trade-off,
and the degree of targeting may be viewed as a tuning parameter.
We examine this strength-correlation trade-off in an extensive empirical analysis of
the effects of targeting. An additional purpose of our empirical work is to assess the
statistical and economic significance of the effect of targeting in typical areas of ap-
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plication. We consider two classical applications within different fields of economics
and finance. The first is the challenging task of predicting the US equity premium
in the setting of Welch and Goyal (2008). The second application considers the prediction of industrial production growth, employment growth, and consumer price
inflation, using a large set of macroeconomic, financial, and sentiment variables
from McCracken and Ng (2016). In line with Bai and Ng (2008), the set of targeted
predictors is determined using LASSO regularization techniques. We choose LASSO
as it is the most common regularization technique.
We synthesize our findings from the empirical analysis as follows. First, to address
the strength-correlation trade-off inherent in targeting, we estimate the empirical
MSE and correlation among trees. TRF performs well if a medium-sized subset of the
initial predictors is targeted. In our applications, this amounts to targeting the best
10–30% of initial predictors. With too much targeting (too few predictors selected),
the increased correlation between trees more than outweighs the gains in MSE from
targeting. On the other hand, with too little targeting (too many predictors selected),
the marginal decorrelation from including more predictors is more than outweighed
by the loss in individual tree strength (increase in MSE).
Second, in terms of the significance of gains in our macroeconomic and financial
applications, TRF performs particularly well for long forecast horizons. The prediction
problem at long horizons is often challenging with limited signal (Galbraith and Tkacz,
2007), hence rendering TRF particularly useful in such cases. Third, TRF generates
gains in predictive accuracy of substantial magnitude, up to 12–13%, relative to
ordinary RF both in expansions and recessions.
The rest of the paper is laid out as follows. Section 1.2 starts with a mathematical
introduction to both ordinary and targeted RF. This is followed by an analysis the
ability of a forest to automatically detect good predictors and of the immediate gain
in terms of tree strength from targeting. Section 1.3 presents empirical results on
the effects of targeting in financial and macroeconomic applications. Section 1.4
concludes. All proofs are deferred to the Appendix.

1.2 The effect of targeting strong predictors in random forests
In this section, we concisely present ordinary and targeted RF. This is followed by
an analysis of the ability of trees in the forest to select strong predictors over weak
ones. This is a key property in high-dimensional settings. If the probability of splitting
on strong variables is small, then it can be highly beneficial, or even necessary, to
include an initial targeting step to avoid severe curse of dimensionality issues. In the
subsequent analysis, we take a one-sided view on the effect of proper targeting and
analyze the strength of an ordinary tree relative to a targeted one. While this does
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not yield a definitive performance comparison of RF versus TRF, it quantifies how
much one would have to gain in terms of tree diversity to justify not targeting. In the
empirical applications in Section 1.3, we assess this strength-diversity trade-off by
estimating tree correlations and MSE for different levels of targeting.

1.2.1 The random forest algorithm and targeting
Given a sample of size n of the form Dn = {(X 1 , Y1 ), . . . , (X n , Yn )} with (X i , Yi ) 2 X £ R,
X µ Rp , p indicating the number of predictors of Yi in the vector X i , and E[Y 2 ] < 1,
an RF produces a nonparametric estimate f¯n = f¯n ( · ; Dn ) : X ! R of the regression
function f := E[Y |X = · ]. It is an ensemble learning algorithm obtained by bagging,
say, B regression trees (the base learners) and can thus be represented as
B
1 X
f¯n (x) =
fbb (x; Dn ) ,
B b=1 n

(1.1)

with fbnb (x; Dn ) the bth tree in the forest. Trees are assumed to be grown by the same set
of rules, and their diversity is caused by injected (exogenous) randomness only. More
precisely, fbnb (x; Dn ) = fbn (x; Dn , £b ), with £1 , . . . , £B i.i.d. replicates of some random
variable £, which, e.g., can include decisions on resampling, splitting directions, and
positions of splits. A tree fbn (x; Dn , £) is a particular case of a partitioning estimate
with feature space X partitioned into, say, L sets (nodes), (A i ,n )Li=1 . The partition,
which can depend on both Dn and £, is constructed recursively by starting from
X and performing a sequence of splits, each one perpendicular to the axes. Given
a point x 2 X, the resulting tree estimate of f (x) is the local average over the Yi for
which the associated X i is in the same node as x, that is,
fbn (x; Dn , £) =

L
X

i =1

Ȳn (A i ,n )1 A i ,n (x) ,

x 2 X,

(1.2)

P
with Ȳn (A) = |{k : X1 2A}| k : X k 2A Yk , and the convention Ȳn (A) = 0 if none of the obk
servations belong to A. Many different specifications of £ have been considered in
the literature depending on whether the focus is on computational efficiency, adaptivity to high-dimensional feature spaces (many predictors), predictive strength, or
analytic/theoretical tractability, see the discussion in Biau and Scornet (2016).
We use a typical tree-growing mechanism corresponding to a variant of Breiman’s
RF (Breiman, 2001). Each tree in the forest is based on a bootstrap sample from
Dn with replacement. Splits are recursively performed in nodes until either (i) a
maximal depth is reached, or (ii) splitting the node will imply that one of the child
nodes contains strictly fewer bootstrap points than a certain threshold. We follow
the conventional CART methodology (Breiman, Friedman, Olshen, and Stone, 1984)
and choose the optimal split (i ? , ø? ) in a given node A by maximizing the impurity

1.2. T HE EFFECT OF TARGETING STRONG PREDICTORS IN RANDOM FORESTS

7

decrease in A,
L n (i , ø, A) =

1
n

X

(Y j ° Ȳn (A))2 °

j : Xj

2A\{x : x (i ) >ø}

j : X j 2A

1
°
n

X

1
n

j : Xj

X

2A\{x : x (i ) ∑ø}

(Y j ° Ȳn (A \ {x : x (i ) ∑ ø}))2

(Y j ° Ȳn (A \ {x : x (i ) > ø}))2 ,

(1.3)

over i 2 Mt r y and ø 2 A (i ) := {x (i ) : x 2 A}. Here, x (i ) refers to the i th coordinate in
x, and Mt r y = Mt r y (A) is a random subset of [p] := {1, . . . , p}, of fixed cardinality
m(p) := |Mt r y |, which determines the set of feasible split directions in A. The default
p
is m(p) = p in the sklearn library in Python, m(p) = b pc in the ranger package in R,
and m(p) = dp/3e in both the randomForest package in R and the TreeBagger class
in MATLAB.
1.2.1.1 Strong predictors
Assume throughout for simplicity that X = [0, 1]p . Further, the key assumption
throughout is that of a sparse setting, i.e., the regression function f is of the form
f (x) = g (x S ) ,

x 2 [0, 1]p ,

(1.4)

for some measurable function g : [0, 1]s ! R and subset S µ [p], with x S = (x (i ) )i 2S
and s := |S| significantly smaller than p. Many applications have p = 100 or larger,
and s º 5 or less, see, e.g., the discussions in Rapach and Zhou (2013) and Chinco,
Clark-Joseph, and Ye (2019). The predictors in S are referred to as strong, and the
remaining as weak, in line with Breiman (2004), Biau (2012), and Biau and Scornet
(2016).
1.2.1.2 Targeted random forest
The targeted RF (henceforth TRF) algorithm is identical to the RF above, except that
an initial step is included with the aim to filter out some of the weak predictors. The
search is for a (relatively small) subset S0 µ [p] satisfying S µ S0 . The resulting targeted
estimator of f is thus constant along directions in [p] \ S0 , and its trees correspond to
0
partitions of [0, 1]s with s 0 := |S0 |.
There are various ways of choosing the targeted set S0 . Following Bai and Ng (2008),
we consider the LASSO estimator Øb∏ of the linear regression coefficients, obtained as
b∏ , Øb∏ ) = argmin
(Æ
Æ,Ø

n
X

i =1

(Yi ° Æ ° Ø0 X i )2 + ∏kØk`1 ,

(1.5)

with k · k`1 the `1 norm. The minimization problem (1.5) corresponds to the Lagrangian for the minimization of the sum of squared errors over a rhomboid {Ø :
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kØk`1 ∑ C }, which in turn is the reason that Øb∏ will often be sparse, i.e., it will only
have few non-zero entries. The choice of ∏ or, equivalently, C , controls the degree
of sparsity. Under suitable conditions, ∏ = ∏(n) can be tuned in such a way that
the LASSO asymptotically identifies the true sparsity pattern S as n ! 1 (Hastie,
Tibshirani, and Wainwright, 2015, Ch. 11). This makes for an assumption of proper
targeting, i.e., strong predictors are not discarded, which we need for some of our
analysis. Thus, we choose the targeted set S0 = S0 (∏) as

S0 = {i 2 [p] : Øb∏i 6= 0} ,

(1.6)

and use ∏ to control the number of selected predictors, s 0 . An important feature of S0
is that the selection is explicitly based on the predictors’ ability to (linearly) forecast
Y . Effectively, the degree of targeting is a tuning parameter of the procedure. For
example, Bai and Ng (2008) target 30 predictors in their factor-based setting. In the
RF context, the degree of targeting is important for the performance of the resulting
TRF, as we show in the following. To this end, we need some assumptions.
1.2.1.3 Assumptions
We will impose one or more of the following assumptions:
(A1) The data Dn = {(X 1 , Y1 ), . . . , (X n , Yn )} form an ergodic sequence.
(A2) The input vector X is uniformly distributed on X = [0, 1]p .
(A3) The regression function is linear, f (x) = Ø0 +

P

i 2S Øi x

(i )

.

Assumption (A1) is imposed to ensure that empirical averages converge to their
theoretical counterparts. This assumption is mild and holds for most stationary
processes. The second assumption, (A2), is classical in the nonparametric regression
literature, and it is often sufficient to assume that the copula density of X is bounded
from above and below (Biau, 2012; Györfi, Kohler, Krzyżak, and Walk, 2002; Scornet
et al., 2015; Wager and Athey, 2018). Assumption (A3) is mainly imposed for the sake
of simplicity and smooth exposition. Under this assumption, S = {i : Øi 6= 0}. Most
of what follows could as well be worked out under the assumption that f is additive,
P
f (x) = i 2S f i (x (i ) ). The additive regression framework is convenient when trees are
built up on splits based on the CART criterion. Given a node A of a tree, there will
asymptotically always be a split in A leading to a decrease in impurity, unless f is
constant on A (Scornet et al., 2015, Technical Lemma 1, Supplement).

1.2.2 The probability of splitting on strong predictors
This section analyzes the probability of splitting on strong predictors both with and
without an initial targeting step. To cover both situations at once, consider selecting
a general subset A µ [p] of cardinality a := |A| prior to building the trees of the
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forest. The case A = [p] returns the ordinary RF, and S µ A ( [p] a proper TRF. Fix
a node A µ [0, 1]a in a given tree, select at random m(a) ∑ a feasible split directions
from the random subset MA
t r y of A, and let Ω n (A) be the probability that a split in
A is performed along a strong predictor. Let s(a) := |A \ S| be the number of strong
predictors in A. If s(a) ø a, then m(a) may be tuned sufficiently low to ensure
Ω n (A) < 1 and thereby induce tree diversity, resulting in a variance reduction of the
RF estimator.
On the other hand, to avoid severely biased trees, it is important that splitting directions are not simply chosen at random, and that strong predictors are selected most
of the time, which means that Ω n (A) ¿ s(a)/a. This implies that m(a) should not be
tuned too low. This section aims to show that (i) it might not be possible to ensure
that Ω n (A) is sufficiently large simply by tuning m(a) high (close to a), and (ii) using
(proper) targeting instead can increase Ω n (A).
While Ω n (A) is difficult to assess directly, we are able to provide useful bounds on this
probability. Before stating the formal result, some general notation is introduced. Let
L ? denote the population counterpart of the CART objective function (1.3), that is,
L ? (i , ø, A) = Var A (Y ) ° P A (X (i ) ∑ ø)Var A (Y | X (i ) ∑ ø)

(1.7)

° P A (X (i ) > ø)Var A (Y | X (i ) > ø) ,

subscript A indicating conditioning on {X 2 A}. Define
±n (A) =

sup
i 2A,ø2A (i )

|L n (i , ø) ° L ? (i , ø)| ,

and C ? (A) =

sup

L ? (i , ø) ,

(i )
i 2MA
t r y \S,ø2A

with the convention sup ; = 0 and suppressing the dependence on A in L n and L ? .
The quantity ±n (A) reflects the finite sample disturbances from the estimation of
impurity decrease, and C ? (A) the maximal signal (relative to the CART criterion)
among the strong predictors in MA
tr y .
Theorem 1.1. The probability Ω n (A) of splitting on a strong variable satisfies
P(2±n (A) < C ? (A)) ∑ Ω n (A) ∑ P(MA
t r y \ S 6= ;) .

(1.8)

Under (A1) and E[|Y |∞ ] < 1 for some ∞ > 2, the impurity decrease estimation error is
asymptotically negligible, ±n (A) ! 0 as n ! 1 with probability one. If, in addition,
(A2)–(A3) are satisfied, then
Ω n (A) °! P(MA
t r y \ S 6= ;) ,

n ! 1.

(1.9)

In general, the less the finite sample error (the smaller ±n ) or the stronger the signal
(the higher C ? ), the tighter is the interval (1.8) for Ω n (A), the probability of splitting
on a strong variable. An additional mild moment condition on Y ensures that the
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splitting probability approaches its upper bound. In fact, from the proof of the theorem, it follows that Assumptions (A2)–(A3) are not strictly needed for (1.9). Since
±n (A) ! 0 with probability one under (A1) and the moment condition, the only
additional property needed is that
sup L ? (ø, i ) > 0 ,

(1.10)

ø2A (i )

P
for each i 2 S. This is satisfied, e.g., if f is additive, f (x) = i 2S f i (x (i ) ), with f i continuous and not constant on A (i ) (Scornet et al., 2015, Technical Lemma 1, Supplement),
thus relaxing (A3). Similarly, for additive f , it should be possible to relax (A2) by using
the c.d.f. to transform the predictors. The transformed predictors would not necessarily be independent, but as noted in Section 1.2.1.3, it is often sufficient that the copula
density be bounded from above and below. An example of transformed predictors include interactions, squared terms, and cubed terms as we consider in Section 1.3.2.1.
We will not go into further details with this, but instead focus on the possibility of
controlling the splitting probability through the bounds from Theorem 1.1.
1.2.2.1 Control of upper bound
The estimators (both RF and TRF) can be tuned to ensure diversity of trees by lowering
the upper bound in (1.8) in Theorem 1.1 through the choice of the function m(·),
thereby forcing Ω n (A) away from one. To elaborate on this, the upper bound can be
calculated explicitly, using the hypergeometric distribution, as
0
1 0
1
,
≥
¥
Ba ° s(a)C B a C
B
C B
C.
P MA
(1.11)
t r y \ S 6= ; = 1 ° 1{m(a)<a°s(a)} @
A @
A
m(a)
m(a)

As long as a is large compared to s(a), proper choice of m(a) ensures that Ω n (A) is
not too large. To give an example, a representative forecasting exercise with a = 40
predictors, of which s(a) = 5 strong, and splitting direction chosen from among
m(a) = da/3e = 14 feasible directions would produce an upper bound of P(MA
t r y \ S 6=
;) = 0.9, low enough to ensure randomness in the splitting procedure while still much
larger than s(a)/a = 0.125. In particular, if Ω n (A) is close to its upper bound which
occurs asymptotically by (1.9) in Theorem 1.1, the ability of the trees to select strong
predictors to split on is, in principle, controllable through choice of m. However, as we
show in simulations below, Ω n (A) can be far below the upper bound in small samples,
i.e., the interval (1.8) can be wide. Thus, additional tools, besides the choice of m(·),
are needed to ensure that Ω n (A) is not too small and hence the role for targeting.
1.2.2.2 Control of lower bound
Targeting of predictors can be used to raise the lower bound in (1.8) in Theorem 1.1.
?
First, given MA
t r y , the quantity C (A) is deterministic and may for some classes of f
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be computed explicitly. For instance, under (A3) it can be verified that
C ? (A) =

1
sup Ø2 Leb(A i )2 ,
16 i 2MA \S i

(1.12)

tr y

p

with A = £i =1 A i being the node, predictor x i /i n A i 8i , and where Leb(·) denotes the
Lebesgue measure (see also Biau, 2012, Section 3). In general, it holds that C ? (A) ∑
supi 2A,ø2A (i ) L ? (i , ø). Here, the right-hand side is independent of m and can, for
some regression functions f , be arbitrarily small, even for fixed A and Var( f (X ))
(see Proposition 1.2 below). This means that the dependence of the lower bound
P(2±n (A) < C ? (A)) on m is limited. While the presence of ±n (A) in the bound is
unavoidable, its magnitude can be reduced simply by considering a smaller set of
predictors, B. If, in addition, C ? is roughly the same for A and B, the lower bound
increases. Ultimately, this means that Ω n (B) is forced to exceed a larger bound than
Ω n (A).
To state a rigorous result corresponding to this discussion, let ∑st denote first order
stochastic dominance. The following proposition gives sufficient conditions for one
targeting set B to be preferred over another set A.
Proposition 1.1. Let A, B µ [p] such that ±n (B) ∑st ±n (A) and C ? (A) ∑st C ? (B).
Then the lower bound on Ω n is larger for B than for A, that is,
P(2±n (A) < C ? (A)) ∑ P(2±n (B) < C ? (B)) .

(1.13)

In particular, using a targeting set A increases the lower bound on the probability Ω n
of splitting on strong predictors if C ? ([p]) ∑st C ? (A).
Intuitively, the condition ±n (B) ∑st ±n (A) means that B µ A. Under suitable assumptions, extreme value theory implies an approximate relation
P(±n (A) ∏ x) º aP(Zn ∏ x) ,

(1.14)

for s(a) ø a ø n and some random variable Zn not depending on A. This suggests
that ±n (B) ∑st ±n (A) as long as the cardinality of B is smaller than that of A (both
being much larger than s). The condition C ? (A) ∑st C ? (B) is related to the likelihood
B
of having strong predictors in MA
t r y relative to Mt r y . It is of no use simply to discard
arbitrary predictors.
Consider the case that all directions are feasible (m is the identity function), and B
contains the same strong directions as A. This implies that C ? (A) and C ? (B) are
deterministic and C ? (A) = C ? (B) = C ? . Thus, if all directions are feasible, and A
represents a targeted set that does not eliminate strong predictors from the nontargeted set of all original predictors, [p], then targeting increases the lower bound on
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Ω n . If the approximation (1.14) applies, a rough estimate of the gain from targeting
(increase in the lower bound in Theorem 1.1) is
P(2±n (A) < C ? ) ° P(2±n ([p]) < C ? ) º (p ° a)P(2Zn ∏ C ? ) .

(1.15)

Thus, targeting of predictors in RF improves the lower bound on the probability
of splitting on strong predictors roughly linearly in the number of weak predictors
discarded. This indicates that the ability of TRF to navigate in high-dimensional
settings can dominate that of ordinary RF.
1.2.2.3 Sampling experiments
By Theorem 1.1, two key objects, the finite sample impurity decrease estimation error
±n (A) and the maximal signal C ? (A), determine the lower bound on the probability
Ω n (A) of splitting on strong variables. By Proposition 1.1, using targeting to push these
two quantities in a stochastic order sense can increase the lower bound. It is of interest
to know whether the impact carries over to Ω n (A) directly in finite samples. Thus, we
design simulation studies to assess the partial effect of ±n = ±n ([p]) and C ? = C ? ([p])
on Ω n = Ω n ([p]). Throughout the simulations, we set m(p) = p, S = {1}, and let Y
given X = x be Gaussian with variance æ2 > 0. In particular, C ? is deterministic, and
Ω n ! 1 as n ! 1, by Theorem 1.1. For simplicity, we take A = [0, 1]p and normalize
f so that Var( f (X )) = 1. The signal-to-noise ratio (SNR) may be expressed simply in
terms of æ2 ,
Var( f (X ))
1
SNR :=
=
.
(1.16)
Var(Y )
1 + æ2

Under Assumptions (A2)–(A3), the restrictions used in the simulations imply |Ø1 | =
p
12 and Ø2 = · · · = Øp = 0, since S = {1} and the variance of a uniform on [0, 1] is 1/12,
i.e., Var( f (X )) = 1 = Ø21 /12.
The effect of ±n on Ω n We consider variations in the SNR (1.16) and the number of
weak predictors as these are key drivers of ±n . The higher the SNR or the lower the
number of weak predictors, the lower the value of ±n . We focus on the linear case
p
(A3), Ø1 = 12. Given n, p, and SNR, we repeat the following experiment 10,000 times
to obtain a Monte Carlo estimate of Ω n :
• Generate n realizations (X 1 , Y1 ), . . . , (X n , Yn ).
• Compute the value L n (i , X j(i ) ) of the CART objective function (1.3) at ø = X j(i ) ,
for i = 1, . . . , p and j = 1, . . . , n.
• Assign the value 1 to the current repetition of the experiment if L n (i , X j(i ) ) is
largest for i = 1, and 0 otherwise.
Figure 1.1 shows the resulting (approximate) probability Ω n as a function of SNR for
different values of n and p. Consistently with our theoretical results, Ω n increases as
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Figure 1.1: Probability of Splitting on a Strong Predictor as a Function of SNR (I)
Notes: This figure shows The probability of splitting on the strong predictor X (1) as function of SNR for
different sample sizes n and number of predictors p = 2 (orange), p = 4 (blue), p = 8 (gray), and p = 16
(purple).

p is reduced or SNR or n is increased. A challenging predictive environment, with low
SNR or many weak predictors, reduces the probability of splitting on strong predictors
considerably in finite samples. This relates directly, e.g., to financial applications
aiming at predicting stock, bond, or exchange rate returns. Here, n = 100 would be
a typical sample size, and likely SNR ∑ 0.1, since asset returns contain a sizeable
amount of inherently unpredictable variation (Rapach and Zhou, 2013). Moreover, a
plethora of predictors exists. If, say, around five percent of the predictors are strong,
the sampling experiment suggests that the probability of splitting on strong predictors
is only of the order one half.

The effect of C ? on Ω n Given the normalization Var( f (X )) = 1 and linearity (A3), it
follows from (1.12) that C ? = 3/4. However, for nonlinear f , this value can be very
different. If f (x) tends to fluctuate around a certain level for x in some region A, the
gain from placing a split in A can be limited. To illustrate, consider an oscillating
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Figure 1.2: The Best Approximating Step Function
Notes: This figure shows the best approximating step function x 7! a 1[0,ø] (x) + b 1(ø,1] (x) to (1.17) in case
Æ = 4º (left) and Æ = 16º (right), for ø = 1/3.

regression function
f (x) =

p
2 sin(Æx (1) ),

x = (x (1) , . . . , x (p) )0 2 [0, 1]p ,

(1.17)

with frequency Æ a multiple of 2º for simplicity. This relates to applications involving
seasonality with X (1) indicating calendar time and predicting, e.g., industrial prop
duction or retail sales (Ghysels and Osborn, 2001). Given the amplitude of 2 in
the example, f does indeed satisfy Var( f (X )) = 1 under Assumption (A2). Further, Æ
controls the maximal signal, C ? , as shown in the following proposition.
Proposition 1.2. For f given by (1.17) and under Assumption (A2), the maximal
signal satisfies C ? ∑ 4(Æ ° 2)°1 .
Thus, the higher the frequency Æ, the less is the gain from placing a split along the
strong variable, in terms of impurity decrease. Even for moderate values of Æ, the
signal is much smaller than the value 3/4 for the linear specification. For instance,
if Æ = 4º, then C ? ∑ 0.3786, i.e., the signal is at most about half of the linear one.
Consequently, we should expect Ω n to be considerably smaller in this example. With
oscillations on both sides of a split position ø, the best approximating step function
x 7! a 1[0,ø] (x)+b 1(ø,1] (x) of f has a, b º 0, so the improvement over the zero function
is limited. This is illustrated in Figure 1.2. While there will be few oscillations in, say,
[0, ø] for ø close to 0, such a split leads to a modest decrease in impurity, since X (1)
only falls into [0, ø] for a small fraction of observations.
The question is whether the effect on C ? carries over to Ω n . Based on Proposition 1.2
and this discussion, we expect Ω n to decrease in Æ and, generally, be much smaller
than the values in Figure 1.1 for the linear specification of f . We design a new simulation experiment along the lines of the preceding one, restricting attention to the case
p = 8. We compare the linear regression function to (1.17) for various values of Æ and
n.
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Figure 1.3: Probability of Splitting on a Strong Predictor as a Function of SNR (II)
Notes: This figure shows the probability of splitting on the strong predictor X (1) as function of SNR in the
linear case (orange) compared to the oscillating (1.17), with Æ = 4º (blue) and Æ = 16º (gray). In all cases,
p = 8.

Results of the experiment are presented in Figure 1.3. Generally, the oscillating behavior of the regression function harms the ability of the CART criterion to detect
the signal, and the more oscillations, the worse the performance. In particular, when
Æ = 16º, Ω n remains below 0.2 for all values of SNR and n considered, which is not
much better than choosing the split direction at random (s/p = 0.125).
While the lack of identification of strong predictors is particularly prevalent for oscillating regression functions, the issue remains for less chaotic specifications.1 To

1 By a chaotic specification, we refer to a deterministic regression function that fluctuates to the extent
that it appears as it was stochastic.
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Figure 1.4: Piecewise Polynomial
Notes: This figure shows the piecewise polynomial given in (1.18).

illustrate, consider f (x) / (x (1) ° 1/2)2 and the piecewise polynomial
8
>
> (2x (1) + 1)2 /2
if x (1) 2 [0, 1/4),
>
>
>
>
< x (1) + 3/8
if x (1) 2 [1/4, 1/2),
f (x) /
(1)
2
(1)
>
>
> °5(2x ° 6/5) + 43/40 if x 2 [1/2, 3/4),
>
>
>
: 2x (1) ° 7/8
if x (1) 2 [3/4, 1].

(1.18)

The regression function (1.18), which is due to Györfi et al. (2002), is shown in Figure 1.4. The value of C ? is computed numerically to 0.3125 for the second-order
polynomial and 0.2565 for (1.18), both considerably smaller than 0.75, the value for
f linear. Although these cases are less extreme than the oscillating, results from a
third sampling experiment, shown in Figure 1.5, demonstrate that the probability of
selecting the strong predictor X (1) is reduced significantly relative to the linear case.
Taken together, the results show that increased sample size, fewer weak predictors,
and stronger signal-to-noise ratio, or, more generally, reduced finite sample error in
the estimation of impurity decrease and increased maximal signal can increase both
the lower bound on the probability of splitting on strong variables and the probability
itself in finite samples.

1.2.3 Strength of trees
In the following analysis, we consider the effect of targeting in terms of strength of
individual shallow trees; that is, trees whose “sizes” do not increase with sample size
n. To evaluate the strength of a forest, one would need to take into account both the
strength and the diversity of its trees. In this section, we investigate the gain from
targeting in terms of tree strength, thus showing how much must be gained from
tree diversification to justify not targeting. For simplicity of exposition, we consider a
particular type of shallow trees, in which the number of leaves is fixed, and nodes are
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Figure 1.5: Probability of Splitting on a Strong Predictor as a Function of SNR (III)
Notes: This figure shows the probability of splitting on the strong predictor X (1) as function of SNR in the
linear setting (orange) compared to the cases f (x) / (x (1) ° 1/2)2 (blue) and f given by the piecewise
polynomial (1.18) (gray). In all cases, p = 8.

split in a best-first fashion. Such trees are widely applied in practice and implemented
in most programming languages. For example, in Python’s sklearn library, these trees
are tuned by the max_leaf_nodes parameter.
In our empirical applications in Section 1.3, we use trees of fixed depth—that is, trees
for which an exact number of edges must be traversed to reach any of their leaves.
With only a few modifications to the splitting rule, we conjecture that the following
analysis can be carried out for trees of fixed depth as well.
Recall that, given data Dn , an ordinary tree forecast fbL,n (x) of f (x) with L leaves takes
the form
L
X
fbL,n (x) =
Ȳn (A i ,n )1 A i ,n (x) ,
x 2 [0, 1]p ,
(1.19)
i =1

(A i ,n )Li=1

with
a partition of [0, 1]p , which in Breiman’s (Breiman, 2001) algorithm
depends on Dn and the random input selection £ (assuming no bootstrap step). For
simplicity, assume S = {1} and perfect targeting, S0 = S. Thus, the targeted tree forecast
feL,n (x) is of the same form (1.19), but with splits only along the strong predictor.
Hence, (A i ,n )Li=1 is replaced by a partition (B i ,n )Li=1 of [0, 1] and corresponding local
averages,
L
X
feL,n (x) =
Ȳn (B i ,n )1B i ,n (x (1) ) ,
x 2 [0, 1]p .
(1.20)
i =1

We assess the effect of targeting by comparing the strength of feL,n and fbL,n . Given
L ø n, we assume that the partition (A i ,n )Li=1 can be built in a theoretically optimal
way, that is, (A i ,n )Li=1 = (A Li )Li=1 is obtained by starting from A 11 = [0, 1]p and then
applying the following recipe recursively:
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• For k < L, let M(k)
t r y be a randomly chosen subset of [p] of size m.
? ?
• Pick a node A in (A ki )ki=1 . If M(k)
t r y \ S 6= ;, the kth split (i , ø ) is determined by
(i )
optimizing (1.7) over i 2 M(k)
t r y \ S and ø 2 A .

• The partition (A k+1
)k+1
is the same as (A ki )ki=1 except from A, which is divided
i
i =1
into A \ {x : x (i

?)

∑ ø? } and A \ {x : x (i

?)

> ø? }, with (i ? , ø? ) the chosen split.

In particular, the probability Ω of splitting along a strong variable coincides with the
upper bound from (1.8) in Theorem 1.1, explicitly given as (see (1.11))
0
1 0 1
,
Bp ° s C B p C
C B C.
Ω = 1 ° 1{m+s<p} B
(1.21)
@
A @ A
m
m

In case the optimum (i ? , ø? ) is not unique, we assume that a certain deterministic
tie-breaking rule is employed. The construction outlined above is similar to the one
used in practice, except that we assume that L ? can be optimized, rather than L n .
The node A to split in a given step is determined in a best-first fashion:
(R) The kth split is performed in the node leading to maximal impurity decrease,
i.e., if (i j , ø j ) is the optimal split in A kj , then the node to split is A = A kj? , with
j ? = argmax j L ? (i j , ø j , A kj ).

The partition (B i )Li=1 is obtained similarly, but all splits are placed in S. Define the
corresponding partition-optimal trees fbL and feL by
fbL (x) =

L
X

i =1

E[Y | X 2 A i ]1 A i (x) ,

and

feL (x) =

L
X

i =1

E[Y | X (1) 2 B i ]1B i (x (1) ) . (1.22)

Under wide conditions, fbL,n and feL,n converge uniformly to their partition-optimal
counterparts (see, e.g., Wager and Walther, 2016) meaning that their relative performance can be assessed through (1.22) for large n. Thus, we restrict attention to fbL
and feL in the following.

As an example of the structure of fbL and feL , consider p = 2 and L = 6, and let Zk =
1{M(k) \S6=;} indicate whether the kth split is performed along the strong predictor or
tr y

not. Consider the case that Zk = 0 for k 2 {1, 4} and Zk = 1 otherwise, and denote by
ø1 , ø2 , ø3 2 [0, 1] and ∞1 , ∞2 2 [0, 1] the corresponding splits along the strong and weak
predictor, respectively. This implies that the first and fourth splits are along the weak
predictor for RF. The first split ∞1 leads to a partition of fb2 given by A 21 = [0, 1] £ [0, ∞1 ]
and A 22 = [0, 1]£(∞1 , 1]. The next split will be at ø1 , in either A 21 or A 22 , depending on the
ranking of ties, since both result in an impurity decrease of Ø21 /16 under assumption
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Figure 1.6: Ordinary and Targeted Partitions
Notes: This figure shows a partition of [0, 1]2 for an ordinary tree of size L = 6 (left) and its targeted counterpart (right). The horizontal and vertical axes correspond to a strong and a weak predictor, respectively.
Only two distinct splits on the strong predictor are performed in the ordinary tree.

(A3) (see (1.12)). Moreover, the optimal split is always at the midpoint, so ø1 = 1/2.
The next strong split will for sure be placed in the other node, at ø2 = 1/2. The fourth
split is weak and will be placed somewhere in one of the four possible nodes, the
specific position being determined by the tie-breaking rule. Finally, each of the last
five nodes leads to the same maximal impurity decrease, so we will again rely on the
ranking of ties. As before, ø3 is placed at the midpoint which, depending on the node,
is either 1/4 or 3/4.
For the targeted tree, the first split is at ø§1 = 1/2, then ø§2 2 {1/4, 3/4}, and ø§3 =
{1/4, 3/4} \ {ø§2 }. The fourth and fifth splits are placed at the midpoints in the resulting
intervals of the strong predictor. This means that the ordinary tree gets to split only at
two distinct places along the strong predictor (at ø1 and ø3 ), although three strong
splits are placed, while the targeted tree splits five times along the strong predictor.
An example of the two partitions is given in Figure 1.6, where the horizontal axis
represents a strong predictor and the vertical axis represents a weak predictor. The
fourth and fifth splits are represented by a dashed line to indicate the additional splits
on the strong predictor when the number of leaves is fixed at L = 6.
The example shows that the order in which strong and weak splits are placed can have
a significant impact on tree strength. This is formalized more generally in the next
theorem which provides bounds on the strength of the ordinary tree fbL,n relative to the
corresponding targeted tree feL,n . Write MSE( fb) := E[( f (X ) ° fb(X ))2 ] for an estimator
fb = fb( · ; Dn ) of f which is independent of X , let the notation MSE£ indicate that
probabilities are computed conditionally on £, and define the functions
∂(x) = 2blog2 (x)c

and

∂(x) = 2dlog2 (x)e

(1.23)
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which satisfy ∂(x) ∑ x ∑ ∂(x) with equalities when x = 2k for some integer k.
Theorem 1.2. Suppose that Assumption (A2)–(A3) are satisfied, and that the splitting
rule (R) is employed. Then
MSE( feL ) = Ø21

and
≥
MSE£ fe°
∂

N °`0 +1
`0 + ` (L°N
)
0

48∂(L)3

,

L ∏ 1,

¥
≥
¥
¢ ∏ MSE£ ( fbL ) ∏ MSE£ fe° N ¢ ,
∂ 1+
`1

(L°1)
with £ = (M(1)
t r y , . . . , Mt r y ), N =

i }.

7∂(L) ° 3L

PL°1

k=1

(1.24)

L ∏ 1,

(1.25)

1{M(k) \S6=;} , and `i = min{k : 1{M(k) \S6=;} =
tr y

tr y

In the event that the set {k : 1{M(k) \S6=;} = i } considered in Theorem 1.2 is empty, we
tr y

set `i = 1. Thus, N is the number of strong splits among L ° 1 possible, while `0 and
`1 refer to the first time a weak split and a strong split are placed, respectively. In the
example above, and in Figure 1.6, N = 5, `0 = 1, and `1 = 2. The following heuristic
arguments provide intuition for the bounds (1.25) in the theorem.
Lower bound Before placing any strong splits, the tree is partitioned into `1 subtrees, without improving MSE. The splitting rule (R) implies that the N strong splits
are roughly equally distributed across subtrees, meaning that none of these can be
better than a targeted tree with 1 + N /`1 ∑ L leaves.
Upper bound The first `0 ° 1 splits are strong, so up to this point, the ordinary
tree fbL is identical to the targeted tree with `0 leaves. However, in fbL , these `0 nodes

are expanded into subtrees. The worst possible subtree would be one which is first
divided into L ° N branches by weak splits among them and then receives a number
of strong splits. Again, the splitting rule (R) ensures that each branch in this subtree
0 +1
receives roughly `N0°`
(L°N ) strong splits. Since this number is on top of the initial `0 ° 1
strong splits, fbL is no worse than a targeted tree with `0 + N °`0 +1 ∑ L leaves.
`0 (L°N )

Theorem 1.2 turns the heuristic arguments into the rigorous bounds in (1.25), using
the functions ∂ and ∂ from (1.23), as the distribution of the strong splits is known only
roughly, and the number of splits is an integer.
While Theorem 1.2 provides bounds conditionally on £, these can be translated into
explicit bounds on the unconditional MSE of the ordinary tree. Let
≥
¥
≥
¥
g 0 (x, y) = MSE fe∂° y+ x°y+1 ¢
and g 1 (x, y) = MSE fe∂°1+ x ¢
y(L°x)

y
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be the functions determining the bounds (1.25) for given N , `0 , and `1 . These functions can be evaluated using (1.24) from Theorem 1.2. The following corollary provides tractable expressions for the distributions of (N , `0 ) and (N , `1 ) and explicitly
bounds the MSE of the ordinary tree above and below by averages over targeted trees
with fewer leaves.
Corollary 1.1. Under the conditions of Theorem 1.2,
E[g 0 (N , `0 )] ∏ MSE( fbL ) ∏ E[g 1 (N , `1 )] ,

(1.26)

in which the probability mass functions of (N , `0 ) and (N , `1 ) are given by
P(N = n, `0 = k)
8
>
k°1
>
(1 ° Ω) Bin(n + 1 ° k; L ° 1 ° k, Ω)
>
< Ω
=

n

Ω (1 ° Ω)
>
>
>
: 0

L°1°n

if n 2 (0, L ° 1) and k 2 [1, n + 1]
if n 2 {0, L ° 1} and k = 1
otherwise,

respectively

P(N = n, `1 = k)
8
>
k°1
>
Bin(n ° 1; L ° 1 ° k, Ω)
>
< Ω(1 ° Ω)
=

n

Ω (1 ° Ω)
>
>
>
: 0

L°1°n

if n 2 (0, L ° 1) and k 2 [1, L ° n]
if n 2 {0, L ° 1} and k = 1
otherwise,

with Ω defined in (1.21) and Bin( · ; k, Ω) the probability mass function of the Binomial
distribution with k trials and success probability Ω.
From (1.26) and 1 + N /`1 ∑ L, it follows that MSE( fbL ) > MSE( fe∂(L) ), i.e., there is an
immediate gain in tree strength from targeting (again, MSE( fbL ) > MSE( feL ) for L =
2k ). Figure 1.7 illustrates the bounds on MSE( fbL ) from (1.26) in the corollary by
showing E[g 0 (N , `0 )] and E[g 1 (N , `1 )] as functions of Ω for two different values of L.
The probability mass functions provided by the corollary are used to compute these
functions. In the figure, these best and worse case scenarios for the performance of
the ordinary tree are compared to that of the targeted tree, MSE( feL ). With only one
strong predictor, Ω will not exceed 0.5 when the total number of predictors is p ∏ 2
and the cardinality of Mt r y is set to the default value, m = dp/3e.
For the values of L considered here, the mean squared error for the ordinary tree,
located somewhere in the shaded region in Figure 1.7, is much larger than that for its
targeted counterpart, shown in the bottom part of the figure, even for large values of
Ω.
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Figure 1.7: Comparison of MSE to Upper and Lower Bounds
Notes: This figure shows a comparison of MSE( feL ) (orange)
p to the upper (blue) and lower (gray) bounds of
MSE( fbL ) from Corollary 1.1 as functions of Ω, with Ø1 = 12, for two values of L. The graph of MSE( fbL ) is
located somewhere in the shaded region.

1.3 Empirical results
In this section, we investigate the effect of targeting predictors in random forests
empirically by assessing the relative predictive ability of ordinary versus targeted RF
in two classical applications involving many initial predictors. These include equity
premium prediction in the style of Welch and Goyal (2008), and the prediction of
industrial production growth, employment growth, and consumer price inflation
from a large panel of monthly macroeconomic, financial, and sentiment variables as
in Stock and Watson (2002), using the McCracken and Ng (2016) data.
The former is chosen to illustrate an application where RF is particularly challenged
theoretically due to low SNR, whereas the latter is chosen to highlight an application
where RF is known to achieve superior performance (Medeiros, Vasconcelos, Veiga,
and Zilberman, 2019).
We consider standard transformations of the data for which ergodicity (A1) can
reasonably be assumed. We expect that most of our theoretical results apply more
generally than under the stated assumptions of uniformity (A2) and linearity (A3).
We focus first on the linear case in the applications and then turn to nonlinearities in
Section 1.3.2.1.
Following standard practice in the literature, we evaluate the accuracy of our point
forecasts based on squared prediction errors, and we use the Diebold-Mariano or
DM (Diebold and Mariano, 1995) test to compare the performance of TRF against
ordinary RF. The null hypothesis is that the forecast from TRF does not outperform
that from ordinary RF, and the (one-sided) alternative is that it does. The DM test
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statistic is constructed using HAC standard errors and a Bartlett kernel with lags
truncated at h ° 1, with h being the forecast horizon. A maximum tree depth of 3
is applied, e.g., corresponding to the median of values used in Gu et al. (2020). The
implementation is done in Python using the standard sklearn library. For the bth tree
in (1.1), £b specifies the bootstrap draw of size n from Dn with replacement and for
each node the random selection MA
t r y of size m = da/3e of feasible split directions
from A, with a = |A|, i.e., A = [p] and a = p for ordinary RF, a < p for TRF.

1.3.1 Applications with many initial predictors
The financial and macroeconomic applications are described in Sections 1.3.1.1 and
1.3.1.2, respectively. Section 1.3.2 presents empirical results based on monthly data
for predictive ability one month ahead (h = 1), one quarter ahead (h = 3), and one
year ahead (h = 12).
1.3.1.1 Predicting the equity premium
Our first application, the prediction of the monthly equity premium in the spirit
of Welch and Goyal (2008), is based on a long tradition in finance. The forecasting
objective is the return to the US stock market in excess of the risk-free rate, i.e., the
equity premium. For the stock market index P t , the logarithmic return is defined by
R t +h = log P t +h ° log P t and the equity premium by
f

Y t = R t +h ° R t +h ,

(1.27)

f

with R t +h being the continuously compounded risk-free rate of return. We use the
S&P500 month-end cum dividend index returns from 1960–2017 for R t +h and the
f
monthly Treasury bill rate for R t +h . Following Welch and Goyal (2008), we aim to
predict Y t using the most prominent predictors X t in the literature. We include the
dividend-price ratio, dividend-earnings ratio, earnings-price ratio, dividend-yield
ratio, book-to-market ratio, net equity expansion, Treasury bill rate, term spread,
default return spread, default yield spread, long-term rate of return, long-term yield,
stock variance, and inflation for a total of p = 14 predictors. Their construction
follows Welch and Goyal (2008), and data on X t and Y t are obtained from Amit
Goyal’s website.2
As in Welch and Goyal (2008), we consider an expanding window estimation scheme,
including all data up to the point in time at which the forecast is constructed. The
initial estimation window spans the period from 1960 through 1974, so that the first
forecast is generated for the hth month of 1975 and the last for December 2017.
2 http://www.hec.unil.ch/agoyal/.
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1.3.1.2 Predicting macroeconomic variables
Our macroeconomic application covers monthly industrial production growth, employment growth, and consumer price inflation prediction. We treat the industrial
production index (I P ) and employment (E M P ) as I (1) series, and the consumer price
index (C P I ) as an I (2) series, following Stock and Watson (2002) and McCracken and
Ng (2016). The forecasting object is the logarithmic difference or cumulative growth
for a given horizon h,
Y t = log Z t +h ° log Z t ,
(1.28)
for Z t = {I P t , E M P t }. For our third macroeconomic forecasting object, we consider
the second difference of the logarithm of C P I t , i.e., C P I acceleration, and accumulate
this over the h-step horizon.
Following Stock and Watson (2002), we aim to predict Y t using a large panel of
monthly predictors. We use the McCracken and Ng (2016) data, which contains a
broad set of macroeconomic, financial, and sentiment variables, including data for
constructing Y t .3 We restrict the sample period to 1970-2018, as most series become
available from 1970, and remove those with missing values during the period. This
yields a set of p = 100 predictors. We transform the data as proposed by McCracken
and Ng (2016).
As in the financial application, we consider an expanding window estimation scheme.
The initial estimation window runs from 1970 through 1984, so the first forecast is for
the hth month of 1985.

1.3.2 Results
Table 1.1 reports the ratio of the mean squared prediction error (MSE) of TRF for
various numbers of targeted predictors, s 0 , to that of ordinary RF, both for the full outof-sample period and for NBER dated recessions and expansions with the forecasting
objective in either of the two states. Reported values below unity indicate superior
performance of TRF relative to RF and are highlighted with bold. Significance levels of
the DM test are displayed using standard notation with three, two, and one asterisks
representing p-values less than 1%, 5%, and 10%, respectively.
Results are reported for a broad range of s 0 , the number of predictors targeted in
TRF. In the macroeconomic applications, ∏ in (1.6) is tuned to target s 0 = 5, 10, 20,
30, or 50 predictors in TRF against the p = 100 available to RF. These values span a
very sparse setting with only a few (five) targeted predictors, medium-dimensional
settings in which several predictors are left out, yet 10–30 are targeted, and one with
only half of the predictors discarded. In the financial application, ∏ is tuned to s 0 = 2,
3 https://research.stlouisfed.org/econ/mccracken/fred-databases/.
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Table 1.1: Predictive Ability of RF versus TRF
Full out-of-sample

NBER recessions

0

h=1

h=3

h = 12

h=1

5

1.031

0.993

0.909§§

0.975

0.983

10

0.994

0.996

0.878§§

0.927

0.868§§§

0.996

§§

1.018

s

h=3

NBER expansions

h = 12

h=1

h=3

h = 12

0.920§

1.035

0.995

0.906§

0.906§

0.999

0.994

0.870§§

§§§

0.987

0.990

1.004

0.901§§

§

0.994

0.994

0.997

0.894§§

§§

1.019

1.019

0.998

0.900§§§

Panel A: Employment growth

20
30
50

0.992
0.996
1.025

0.994
0.996

0.920

§§

0.916
0.926

§§

1.015
1.094

0.908
0.968
0.969

Panel B: Industrial production growth
5

1.095

1.076

0.872

1.319

1.204

1.032

1.010

1.009

0.751§

10

1.009

1.055

0.927

1.134

1.188

1.028

0.962

0.985

0.851§

20

1.021

1.001

0.875§§

1.124

1.066

0.946

0.979

0.966

0.821§

30

1.012

0.984

0.898§§

1.067

1.077

0.954§

0.991

0.935§

0.856§

50

1.013

0.960

0.889

§

1.022

1.099

§§

0.918

1.010

§§

0.886

0.867

0.974

1.013

Panel C: Consumer price inflation (acceleration)
5

0.993

0.906

0.986

0.925

0.822

0.890§
§§

1.022

10

0.986

0.922

0.984

0.989

0.845

0.924

0.986

0.983

1.010

20

1.006

0.915

0.993

1.006

0.830

0.924§§

1.006

0.983

1.012

30

1.005

0.926§

0.988

1.016

0.867§

0.944§

1.004

0.974

1.000

50

1.010

0.964§

0.988

1.011

0.931§

0.976§§§

1.010

0.990

0.991

Panel D: Equity premium (S&P500 Index returns)
2

1.011

1.099

1.056

0.961

1.212

1.097

1.005

1.094

1.047

5

0.979

1.015

0.941§

0.913§§

1.084

1.123

0.988

1.000

0.922§

10

1.005

0.991

0.955§§

0.993

1.004

1.004

1.010

0.978§

0.943§§

Notes: This table reports the ratio of mean squared prediction error (MSE) of each version of TRF to that of
ordinary RF, both for the full out-of-sample period and for the NBER dated recessions and expansions with
the forecasting objective belonging to either of the two states. Across the macroeconomic (employment
growth, industrial production growth, and consumer price inflation) and financial applications, forecast
horizons h = 1, 3, 12 are considered. The penalty ∏ is tuned to target s 0 predictors. Bold indicates values
of relative MSE below unity and thus improvements from targeting. Superscripts ***, **, and * indicate
statistical significance, based on a (one-sided) Diebold-Mariano test statistic using HAC standard errors
with a Bartlett kernel of bandwidth h ° 1, at significance levels 1%, 5%, and 10%, respectively.

5, or 10 predictors in TRF compared to p = 14 for RF, similarly representing sparse
and medium settings as well as a case with only a small share of initial predictors
discarded. From the theory, targeting always increases the strength of individual
trees (Section 1.2.3) but might come at a cost of reduced diversity across trees, hence
lowering the benefit of the variance reduction inherent in RF. Here, we analyze this
trade-off empirically along with the magnitude of the impact of targeting. In the
following, we synthesize our findings.
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Targeted RF performs particularly well for long horizons At the longest forecasting horizon considered, h = 12, TRF delivers improvements over ordinary RF over the
full out-of-sample period. MSE ratios are below unity both for the equity premium
and the three macroeconomic variables as well as for all degrees of targeting considered, except in a single case—the equity premium, heavy targeting. Improvements
from targeting are statistically significant at level 10% or better in most cases. The
same general pattern applies for h = 12 during recessions and expansions, the only
exception during expansions being inflation, and during recessions—the equity premium. The results are interesting, as the forecasting of macroeconomic variables
is known to be particularly challenging at long horizons. For example, Galbraith
and Tkacz (2007) find deteriorating predictability for increasing forecasting horizons
across a large set of macroeconomic and financial variables, and Galbraith (2003)
documents a similar pattern for GDP and inflation, specifically. Thus, TRF delivers
significant improvements in settings in which predictability is generally challenging.
This corresponds well with the results from Section 1.2.2.3, showing that a low SNR
can reduce the probability of splitting on strong variables considerably, and that
targeting of predictors reduces the curse of dimensionality issues involved. It is likely
that SNR is particularly low for long-horizon macroeconomic forecasting, which
therefore explains the significant gains to targeting in these cases.
RF can yield substantial gains in predictive accuracy For employment growth,
C P I , and the equity premium, and for each of the three forecasting horizons over the
full out-of-sample period, TRF improves over ordinary RF in most cases with at most
two-three exceptions across the different numbers of targeted predictors considered.
The gain in predictive accuracy is considerable in many cases, up to 12–13%, which is
noteworthy, considering that the benchmark model, RF, is a sophisticated forecasting
technique itself. Whenever TRF is not preferred over RF, the difference is typically
small and economically negligible. For instance, for consumer price inflation, this
amounts to 0.5–1% over the full period. For industrial production growth, most gains
occur at the longest horizon, h = 12, again with magnitudes up to 12–13% but with
no improvements at h = 1, hence reinforcing the particular relevance of targeting in
low SNR environments.
Targeted RF yields improvements in both expansions and recessions For employment growth, gains in predictive accuracy of TRF over RF occur both during NBER
dated recessions and expansions. They appear strongest during recessions at the
quarterly forecasting horizon and during expansions at the yearly. For industrial
production growth, considerable gains to targeting are observed during expansions,
while gains are relatively more frequent during recessions for consumer price inflation. The improvements in predictive accuracy for the equity premium occur both
during recessions and expansions. Like for employment growth, they are strongest
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at long horizons during expansions, while during recessions they are strongest at
shorter horizons (monthly, in case of the equity premium, quarterly for employment
growth).
A medium degree of targeting is preferred For employment growth, over the full
period, the only cases in which TRF produces less predictive accuracy than ordinary
RF are for very light (s 0 = 50) or very heavy (s 0 = 5) targeting at the short horizon
(h = 1). A similar pattern is seen for the equity premium with TRF not beating RF
for s 0 = 10 or 2 at the short horizon. During expansions, an intermediate degree of
targeting is preferred at the short horizon for employment and industrial production
growth. The notion that an optimal degree of targeting exists is meaningful. With too
much screening, the improvements in predictive performance for a given tree are
insufficient to offset the large increase in correlation among trees, and the variance
reduction from averaging the forest never fully kicks in.
In terms of the analysis in Section 1.2.2, although the probability of splitting on strong
predictors is improved, the low number of predictors targeted renders trees very
similar. On the other hand, with too little screening targeting does not sufficiently
increase the probability of splitting on strong predictors as too many week predictors
are retained.
The empirical results are consistent with the analysis in Section 1.2, i.e., improvements in tree strength come at the cost of increased correlation across trees, thus
limiting the reduction in variance from averaging across trees. Moreover, the targeting step is naturally at risk of discarding strong variables. To analyze this inherent
trade-off in targeting empirically, we follow Breiman (2001) and estimate the MSE
and (pairwise) correlation among trees in the forest. Specifically, conditionally on
two randomization parameters £ and £0 , define the covariance ∑(£, £0 ) between the
(prediction) errors of the corresponding trees,
£°
¢°
¢
§
∑(£, £0 ) = E Y ° fbn (X ; Dn , £) Y ° fbn (X ; Dn , £0 ) | £, £0 , Dn .

(1.29)

The MSE of a tree built from Dn is

£
§
MSE (tree) = E ∑(£, £) | Dn ,

and the correlation Ω between tree errors is
£
§
E ∑(£, £0 ) | Dn
Ω = £p
§2 ,
E ∑(£, £) | Dn

(1.30)

(1.31)

with £ and £0 independent. We estimate the quantities in (1.30) and (1.31) by applying out-of-sample analogs in the following way. Using the same initial in-sample
period of 15 years as in Table 1.1, we estimate 500 individual trees, i.e., trees that
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Figure 1.8: Tree Strength-Correlation Trade-off
Notes: This figure shows the MSE (left figure) and tree correlation (right figure) for TRF over the range
s 0 = 1, . . . , 100, with s 0 = p = 100 corresponding to the ordinary RF. Values shown are for the application to
one month ahead employment growth prediction.

would compose an ordinary RF. For each tree, we predict the outcome of interest for
the entire out-of-sample period. To estimate the expectation over £, we average over
trees, and to estimate the expectation over data, we average across the out-of-sample
predictions. We repeat this procedure for the full range of targeting levels s 0 = 1, . . . , p,
with s 0 = p corresponding to ordinary RF.
Figure 1.8 presents the estimated quantities in (1.30) and (1.31), i.e., average out-ofsample MSE and correlation among trees grown, for each version of TRF, including
ordinary RF. We focus here on the case of h = 1 month ahead prediction of employment growth noted previously, i.e., p = 100. From the figure, targeting evidently
involves a trade-off between tree MSE and tree correlation. As the number of targeted
predictors is increased, MSE generally increases, consistently with the analysis in
Section 1.2.3. At the same time, tree correlation decreases (right panel of figure).
Indeed, for very few targeted predictors, tree correlation increases rapidly, almost
exponentially. Similarly, MSE decreases fast for few targeted predictors. The results in
Table 1.1 suggest, however, that the increase in correlation is too strong to justify the
decrease in MSE from heavy targeting, i.e., TRF predictions are inferior to ordinary
RF predictions for extreme degrees of targeting. Similar trade-offs apply for industrial
production growth, inflation, and the equity premium.
It stands out that an intermediate degree of targeting balances the trade-off between
tree strength and correlation optimally. Across our applications, TRF mostly delivers
improvements for a medium-sized set of targeted predictors amounting to the best
10–30% of the commonly applied set of initial predictors.

1.3. E MPIRICAL RESULTS

29

1.3.2.1 Targeting and nonlinearities
Next, we investigate whether our conclusions regarding the effect of targeting predictors on the predictive accuracy of RF carry over to the case of an extended targeting
step, accommodating that predictors may be strong only when included nonlinearly,
e.g., as squared terms or interactions. When targeting predictors in their original form
via LASSO, there is a risk of throwing away relevant information that RF would find
useful. Thus, for the macroeconomic applications, we now conduct the targeting on
an expanded set of predictors, comprised of the original predictors and their squared
and cubed terms. We still feed the original predictors to the RF, as this is supposed to
identify the relevant nonlinear transforms itself and to keep all else unaltered.
For TRF, after targeting, we feed the targeted predictors in their original form to the
algorithm for the final prediction step, even if they were selected in the targeting
step based on their squared or cubed form. In the financial application, since the
number of initial predictors is smaller, we include all interactions, as well as squared
and cubed transformations in the targeting step and feed all predictors entering any
of the transformations selected in the targeting step to the prediction step in their
original form.4
Table 1.2 reports the results in the same format as Table 1.1. Our main conclusions
from the former section carry over to the case of targeting with nonlinearities. In
addition, there is some improvement in the performance of TRF relative to RF at
the one-month forecasting horizon. This suggests that nonlinearities are particularly
important at the h = 1 horizon and that targeting of predictors in some cases only
reaches its full potential if extended to accommodate interactions and nonlinearities
among predictors.

4 We also examined the macroeconomic applications with all interactions and squared terms included
in the targeting step. This amounts to more than 5,000 predictors, which is not infeasible, but overspecified.
Results are consistent with those reported, and available upon request.
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Table 1.2: Predictive Ability of RF versus TRF with Expanded Feature Set in Targeting
Full out-of-sample
s0

h=1

h=3

NBER recessions

h = 12

h=1

h=3

NBER expansions

h = 12

h=1

h=3

h = 12

1.043

1.022

0.914§

0.997

0.866§§

0.996

0.878§§

Panel A: Employment growth
5
10
20

1.034

§§

0.917

1.021
0.991

1.006
0.993
§§

0.992

0.876

§§

0.901

§§
§§

30

0.987

0.990

0.921

50

0.994

0.994

0.926§§

0.905

0.927

1.011
§§

0.910

1.005

§§

0.983

0.992

0.919

1.030

0.949

1.002

§§

0.994

§§§

§§

0.914

1.018

0.987

0.997

0.894§§

0.994

0.941§§§

1.019

0.994

0.999

0.901§§

Panel B: Industrial production growth
5

1.095

1.076

0.868

1.319

1.204

1.029

1.010

1.008

0.747§

10

1.013

1.056

0.932

1.152

1.190

1.031

0.960

0.986

0.857§

1.044

1.060

0.985

0.978

0.967

0.821§§

1.075

1.090

1.056

0.967

0.964

0.808§

1.079

1.181

1.014

0.968§

0.912§§

0.837§

§§

20

0.996

0.999

0.884

30

0.997

1.007

0.931

50

0.999

1.005

0.908§

Panel C: Consumer price inflation (acceleration)
0.992

1.015

0.827

0.889§

§

1.027

0.969

1.020

10

0.980

0.923

1.019

0.938

0.878

1.019

0.998

0.959§§

1.019

20

0.989

0.934§

1.011

0.980

0.891

1.018

0.993

0.969§§

1.010

30

0.985

0.934§

1.006

0.960

0.884

1.036

0.996

0.975§

0.997

50

0.999

0.958§

0.995

1.003

0.927§

0.969§§§

0.996

0.983

1.002

5

1.023

0.906

Panel D: Equity premium (S&P500 Index returns)
2

1.038

0.969

1.021

1.135

0.948

0.733§

1.048

1.019

1.006

5

0.981

1.011

0.939

0.903

1.074

1.141

0.989

1.004

0.918§

10

1.004

0.993

0.949§§

0.989

1.007

1.003

1.007

0.981§

0.937§§

§

§§

Notes: This table reports the ratio of mean squared prediction error (MSE) of each version of TRF to that of
ordinary RF, both for the full out-of-sample period and for the NBER dated recessions and expansions
with the forecasting objective in either of the two states. Across the macroeconomic (employment growth,
industrial production growth, and consumer price inflation) and financial applications, forecast horizons
h = 1, 3, 12 are considered. The penalty ∏ is tuned to target s 0 predictors. Bold indicates values of relative
MSE below unity and thus improvements from targeting. Superscripts ***, **, and * indicate statistical
significance based on a (one-sided) Diebold-Mariano test statistic using HAC standard errors with a
Bartlett kernel of bandwidth h ° 1, at significance levels 1%, 5%, and 10%, respectively.

1.4 Conclusion
Although RF is applicable in high-dimensional settings due to its potential to detect
informative predictors automatically, recent literature highlights the need to target
a subset of predictors prior to the final prediction or forecasting step in a given
application. The overall prediction from an RF comes about by averaging across the
individual predictions, i.e., the trees in the forest. The strength of an individual tree,
in an MSE sense, depends on the probability of splitting along strong predictors.
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Averaging across trees serves to reduce variance. Thus, the benefits from averaging are
reduced if trees are similar. We show in this paper that an initial targeting step added
to the RF algorithm serves as an important complement to feature sampling, enabling
control of the lower bound on the probability of splitting on strong predictors. We
further show that there is an immediate and certain gain in tree strength from (proper)
targeting and quantify this. On the other hand, TRF (i.e., RF with an initial targeting
step) cannot be expected to perform uniformly better than ordinary RF, since the
targeting step likely induces increased correlation across individual trees in the forest,
thus reducing the benefit from averaging. This leads to a bias-variance trade-off—in
particular, a tree strength-correlation trade-off.
Our empirical analysis covering classical macroeconomic and financial areas of application examines the magnitude of the impact of targeting as well as this trade-off.
Based on the empirical applications, we conclude that targeting is useful, particularly
if a medium-sized set of predictors is targeted consisting of the best 10–30% of standard initial predictors, since this essentially balances the trade-off between strength
and diversity across trees. A medium degree of targeting provides a safety net, ensuring that performance is not significantly reduced and often yielding considerable
improvements. In our applications, the gains in predictive accuracy of TRF relative
to ordinary RF are substantial in many cases, up to 12–13%, and arise particularly at
long forecast horizons, presumably cases with weak signals, and both in expansions
and recessions.
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Appendix
A1.1 Proofs
Proof of Theorem 1.1. The upper bound in (1.8) follows because splits must be placed
along directions in MA
t r y . For the lower bound, it suffices to argue that if 2±n (A) <
C ? (A), then the split will be placed along a direction in S, i.e.,
sup
(i )
i 2MA
t r y ,ø2A

L n (i , ø) >

sup
i 2A\S,ø2A (i )

L n (i , ø) .

(A1.1.1)

By the definition of ±n (A), we have L n (i , ø) ∏ L ? (i , ø) ° ±n (A), and hence
sup
(i )
i 2MA
t r y ,ø2A

L n (i , ø) ∏ C ? (A) ° ±n (A) .

(A1.1.2)

Since L ? (i , ø) = 0 for i › S (cf. (1.12)),
sup
i 2A\S,ø2A (i )

L n (i , ø) =

sup
i 2A\S,ø2A (i )

|L n (i , ø) ° L ? (i , ø)| ∑ ±n (A).

(A1.1.3)

Combination of (A1.1.2) and (A1.1.3) shows that
sup
(i )
i 2MA
t r y ,ø2A

L n (i , ø) ∏ C ? (A) ° ±n (A) ∏

sup
i 2A\S,ø2A (i )

L n (i , ø) + (C ? (A) ° 2±n (A)) .

Thus, (A1.1.1) holds for 2±n (A) < C ? (A), hence concluding the proof of the first
statement of the Theorem.
For the second statement, assume for simplicity (but without loss of generality) that
a = 1 and A = [0, 1]. Then, suppressing dependence on the direction index i , it suffices
to show that, almost surely,
n
1 X
(Yk ° Ȳn (ø))2 1{X k ∑ø} °! E[(Y ° E[Y | X ∑ ø])2 1{X ∑ø} ] ,
n k=1

(A1.1.4)

P
P
uniformly in ø 2 [0, 1], with Ȳn (ø) = Nn (ø)°1 nk=1 Yk 1{X k ∑ø} for Nn (ø) := nk=1 1{X k ∑ø} 6=
0 and Ȳn (ø) = 0 otherwise. By the decomposition
n
X

k=1

(Yk ° Ȳn (ø))2 1{X k ∑ø} =

and the fact that

n
X

k=1

Yk2 1{X k ∑ø} ° Ȳn (ø)2 Nn (ø),

n
1 X
Y 2 1{X k ∑ø} °! E[Y 2 1{ X ∑ ø}] ,
n k=1 k

(A1.1.5)

(A1.1.6)

uniformly in ø, it suffices to show that

Ȳn (ø)2 Nn (ø)
E[Y 1{X ∑ø} ]2
°!
,
n
P(X ∑ ø)

(A1.1.7)
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uniformly. Uniform convergence in (A1.1.6) follows directly from the law of large
numbers (LLN) for random variables taking values in the space D([0, 1]) of càdlàg
functions (see Rao, 1963, Theorem 1). Write Ȳn (ø)2 Nn (ø)/n = a n (ø)2 /b n (ø), with
P
a n (ø) = n1 nk=1 Yk 1{X k ∑ø} and b n (ø) = n1 Nn (ø). The LLN for D([0, 1])-valued random
variables implies again that a n (ø) ! a(ø) := E[Y 1{X ∑ø} ] and b n (ø) ! b(ø) := P(X ∑ ø)
uniformly. The issue in immediately concluding that (A1.1.7) holds uniformly is
that h : (x, y) 7! 1{y6=0} x 2 /y is not uniformly continuous on compacts containing
points of the form (x, 0). To circumvent this, introduce for each ± > 0 the function
h ± : (x, y) 7! x 2 /(y _ ±). With k · k1 denoting the uniform norm, we have
kh(a n , b n ) ° h(a, b)k1 ∑ kh(a n , b n ) ° h ± (a n , b n )k1 + kh ± (a n , b n ) ° h ± (a, b)k1
+ kh ± (a, b) ° h(a, b)k1 .

(A1.1.8)

We need to show that the right-hand side converges to zero as n ! 1 with probability
one. By Hölder’s inequality,
kh ± (a, b) ° h(a, b)k1 ∑ 2

E[|Y |1{X ∑ø} ]2
∑ 2E[|Y |∞ ]2/∞ ±1°2/∞ ,
b(ø)
ø : 0<b(ø)∑±
sup

and
kh(a n , b n ) ° h ± (a n , b n )k1 ∑ 2
with C = supn n °1
n

Pn

sup n °1
n

k=1

n
X

k=1

sup
ø : 0<b n (ø)∑±

° 1 Pn
n

k=1

Yk 1{X i ∑ø}

b n (ø)

¢2

∑ 2C 2/∞ ±1°2/∞ ,

|Yk |∞ . Fix ! belonging to the event

o ≥ \ ©
™¥
|Yk |∞ < 1 \
kh ± (a n , b n ) ° h ± (a, b)k1 ! 0 ,
±2Q+

which by Assumption (A1) and E[|Y |∞ ] < 1 has probability one. For given " > 0,
we can choose ± 2 Q+ such that 2±1°2/∞ (C (!) _ E[|Y |∞ ])2/∞ ∑ "/3. Moreover, there
exists N = N (!) ∏ 1 such that kh ± (a n , b n ) ° h ± (a, b)k1 ∑ "/3. Hence, kh(a n , b n ) °
h(a, b)k1 ∑ " for all n ∏ N by (A1.1.8). Thus, (A1.1.4) holds, and ±n (A) ! 0 with
probability one.
If (A3) holds, then (1.12) shows that C ? (A) > 0 if and only if MA
t r y \ S 6= ; and, thus,
1{2±n (A)<C ? (A)} ! 1{MA \S6=;} almost surely. The convergence P(2±n (A) < C ? (A)) !
tr y

P(MA
t r y \ S 6= ;) follows by Lebesgue’s theorem (Billingsley, 1999, Theorem 16.4),
showing that the length of the interval (1.8) asymptotically shrinks to zero and effectively pushes Ω n (A) towards its upper bound.
Proof of Proposition 1.1. Let F̄ A (x) = P(C ? (A) > x) and F̄ B (x) = P(C ? (B) > x) denote the tails of C ? (A) and C ? (B), respectively. By the assumptions on stochastic
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ordering, F̄ A ∑ F̄ B , and E[g (±n (A))] ∑ E[g (±n (B))] for any non-increasing function
g : [0, 1) ! [0, 1). Thus, as ±n (A) and C ? (A) are independent, and so are ±n (B) and
C ? (B), it follows by the law of total probability that
P(2±n (A) > C ? (A)) = E[F̄ A (2±n (A))] ∑ E[F̄ B (2±n (B))] = P(2±n (B) > C ? (B)) .
This completes the proof.
Proof of Proposition 1.2. Since only the first direction is strong, C ? = supø L ? (1, ø). If
U∞ is uniform on [0, ∞], then
Var(sin(ÆU∞ )) =

1 sin(2Æ∞) ≥ 1 ° cos(Æ∞) ¥2
°
°
.
2
4Æ∞
Æ∞

Using this fact and that sin(2Æ(1 ° ø)) = ° sin(2Æø) and cos(2Æ(1 ° ø)) = cos(2Æø), it
follows that L ? (1, ø) = 2(1 ° cos(Æø))2 /(Æ2 ø(1 ° ø)). By the mean value theorem, it
follows that
n
o
1
L ? (1, ø) ∑ 4 min ø, 1 ° ø, 2
.
(A1.1.9)
Æ ø(1 ° ø)
By symmetry, take ø ∑ 1/2. If ø(1 ° ø) ∑ Æ°1 , then 1 ° ø ∏ 1 ° 2Æ°1 , so
ø∑

1
∑ (Æ ° 2)°1 .
Æ(1 ° ø)

By (A1.1.9), this shows that L ? (1, ø) ∑ 4(Æ ° 2)°1 . If, on the other hand, Æø(1 ° ø) ∏ 1,
it follows directly from (A1.1.9) that
L ? (1, ø) ∑

4
Æ2 ø(1 ° ø)

∑ 4Æ°1 ,

thus concluding the proof.
Proof of Theorem 1.2. Given an interval A µ [0, 1], it can be verified, using Assumptions (A2)–(A3), that (1.7) is optimized at its midpoint ø? , with
L ? (ø? , A) = Ø21

Leb(A)2
.
16

(A1.1.10)

Under the splitting rule (R), this implies that the targeted tree is grown by first splitting
[0, 1] (level 0) into [0, 1/2] and [1/2, 1] (level 1), then splitting all intervals in level 1
before splitting at the next level, and so on. In particular, MSE( feL+1 ) = MSE( feL ) °
Ø21 8°(k°1) /16, with k ∏ 1 the smallest integer such that L ∑ 2k ° 1. This formula can be
used inductively to establish that
MSE( feL ) = Ø21

7 £ 2k ° 3L
48 £ 8k

,

with k ∏ 1 the largest integer such that L ∏ 2k , i.e., k = blog2 (L)c. This establishes
(1.24). To obtain the bounds (1.25), we make some initial observations:
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Observation I Let A µ [0, 1]p be a leaf in the non-targeted tree fbL . Then {x (1) : x 2
A} = B ik for some k = 1, . . . , L, with B ik a leaf of the targeted tree fek . This follows since
X (1) and X (°1) := (X (2) , . . . X (p) )0 are independent, by Assumption (A2), and hence
L ? (i , ø, A) depends only on A through {x (1) : x 2 A}.
Observation II Let (B ik )ki=1 be the partition of [0, 1] associated with the kth level
targeted tree fek , and consider a leaf B = B ik . Then
MSE( feL+1 | X (1) 2 B ) ∑ MSE( feL | X (1) 2 B ) ,

for any L ∏ k ,

(A1.1.11)

with equality if and only if the partitions (B Lj \ B )Lj=1 and (B L+1
\ B )L+1
are identical.
j
j =1
Equality in (A1.1.11) follows if the aforementioned partitions are the same, since in
this case feL+1 (x) = feL (x) for all x = (x (1) , x (°1) ) with x (1) 2 B . If they are not the same,
the Lth split ø? is performed in a subset B̄ 2 {B Lj : j = 1, . . . , L} of B , so
£
§
£
§
£
§
EB̄ (Y ° feL+1 (X ))2 = EB̄ (Y ° EB̄ [Y ])2 1{X (1) ∑ø? } + EB̄ (Y ° EB̄ [Y ])2 1{X (1) >ø? }
£
§
= EB̄ (Y ° feL (X ))2 ° L ? (ø? , B̄ ) ,

subscript B̄ indicating conditioning on the event {X (1) 2 B̄ }. As already noted, L ? (ø? , B̄ ) =
Ø21 Leb(B̄ )2 /16 > 0, and since feL (x) and feL+1 (x) are identical for x = (x (1) , x (°1) ) with
x (1) 2 B \ B̄ and P(X (1) 2 B̄ ) > 0, the inequality in (A1.1.11) will be strict.

To obtain the lower bound in (1.25), note that the first `1 °1 splits have been weak, and
denote by T1 , . . . , T`1 the associated `1 subtrees. We will argue that if N ∑ `1 (2m ° 1)
for a given m ∏ 1, then the strength of a given subtree T is no better than that of fe2m .
m
Initially, note that the construction of fe2m implies that Leb(B 2j ) = 2°m , so we can fix
j such that
m
Leb(B 2j °1 ) > 2°m .
(A1.1.12)
We proceed to proof by contradiction. Thus, suppose A = A S £ A W is a leaf of T with
MSE£ (T | X 2 A) < MSE£ ( fe2m | X 2 A) .

(A1.1.13)

By Observation I, there exists k such that A S = B ik+1 , for some i . Moreover, due to
(A1.1.11) and (A1.1.13), it must be the case that k > 2m ° 1, and that A S has been
m
m
obtained by performing splits in one of the sets (B i2 )2i =1 . At the same time, since
we have at most `1 (2m ° 1) strong splits in total, this means that at least one of the
other subtrees T̄ has received strictly less than 2m ° 1 strong splits. In particular, by
(A1.1.12), there exists a leaf Ā = Ā S £ Ā W in T̄ such that Leb( Ā S ) > 2°m . This is a
contradiction, since (R) together with (A1.1.10) imply that no split will be placed in
m m
(B i2 )2i =1 before Ā S has been split. Since this analysis holds for all subtrees T1 , . . . , T`1 ,
we conclude that
MSE£ ( fbL ) ∏ MSE£ ( fe2m ) ,

if N ∑ `1 (2m ° 1) .
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Thus, we may choose m = dlog2 (1 + N /`1 e)e, which yields the result.
For the upper bound in (1.25), note that after the first `0 ° 1 splits, the non-targeted
tree is identical to fe`0 . If m ∏ 1 is an integer such that 2m ∏ `0 , then, given that no
weak splits occur, it takes 2m ° `0 strong splits before any given leaf A = A S £ A W
satisfies Leb(A S ) = 2°m . While we do indeed have L ° N ° 1 weak splits, none of the
first `0 nodes can possibly have been divided into more than L ° N branches by weak
splits. Consequently, as long as we still have at least `0 (2m ° `0 )(L ° N ) strong splits
available, any leaf A must satisfy Leb(A S ) ∑ 2°m . At the same time, we cannot have
MSE£ ( fbL | X 2 A) > MSE£ ( fe2m | X 2 A), since this would imply A S = B ik for some
k < 2m and, hence, Leb(A S ) > 2°m . This allows concluding that
if N ° `0 + 1 ∏ `0 (2m ° `0 )(L ° N ) .

MSE£ ( fbL ) ∑ MSE£ ( fe2m ) ,

•
°
¢¶
0 +1
In particular, we can set m = log2 `0 + `N0°`
(L°N ) , which verifies the upper bound in
(1.25) and concludes the proof.
Proof of Corollary 1.1. From Theorem 1.2 it follows that
£
§
g 0 (x, y) ∏ E ( f (X ) ° fbL (X ))2 | N = x, `0 = y, `1 = z ∏ g 1 (x, z) ,

(A1.1.14)

so the law of total expectation implies (1.26). To derive the distribution of (N , `0 ),
define i.i.d. Bernoulli random variables by Zk = 1{M(k) \S6=;} for k = 1, . . . , L ° 1, so
tr y

that Ω = P(Zk = 1) = 1°P(Zk = 0). We always have N = n for some integer n 2 [1, L °1],
so we only have to consider such n. Let n 2 (0, L ° 1), and note that both weak and
strong splits have occured when N = n. Moreover, it must necessarily be the case that
`0 = k, for some integer k 2 [1, n + 1]. For any such pair (n, k), we thus find that
P(N = n, `0 = k) = P
=Ω

≥ L°1
X

m=1
k°1

Zm = n, Z1 = · · · = Zk°1 = 1, Zk = 0

(1 ° Ω) Bin(n + 1 ° k; L ° 1 ° k) ,

¥

P
using the fact that P( k2A Zk = n) = Bin(n; |A|, Ω) for an arbitrary set A µ {1, . . . , L ° 1}.
If N = 0, then all splits have been weak, and, necessarily, `0 = 1. This means that
P(N = 0, `0 = 1) = P(Z1 = · · · = ZL°1 = 0) = (1 ° Ω)L°1 .
On the other hand, if N = L ° 1, then all splits have been strong, and `0 = 1 by
convention, so
P(N = L ° 1, `0 = 1) = P(Z1 = · · · = ZL°1 = 1) = Ω L°1 .
Combination of these findings verifies the form of P(N = n, `0 = k) stated in the
corollary. Similar considerations verify the form of P(N = n, `1 = k).
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Abstract
As populations age rapidly, governments face challenges to the affordability of public
pension programs, which are now being revised in many countries. Designing these
large-scale policies while avoiding unintended side effects is challenging. This paper
proposes a data-driven approach to study how access to early retirement benefits
affects individual employment and take-up of government benefits by exploiting an
exogenous shift in the eligibility age across birth cohorts in Denmark. We use detailed
register data to derive four retirement archetypes and predict who is likely to consider
early retirement. We find robust heterogeneous treatment effects of the reform using
a flexible treatment effect function and uncover sources of cross-group differences.
We find the highest treatment effects for people who tend to be under-ressourced
and vulnerable. We also find that some people bridge the gap to retirement by taking
up public benefits, and they mostly differ from those who extend employment by
their compromised health history. Women are more strongly affected which can be
partly explained by their lower income. Last, we estimate the net fiscal gain of the
reform and discuss potential policies to increase employment without forcing people
into government benefit programs.
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2.1 Introduction
Demographic change has become a major challenge for many countries. Many public
pension systems face the pressure of ever-increasing life expectancy and falling labor
force participation rates for the elderly. To mitigate this development, recent retirement reforms encourage older individuals to work longer by either cutting retirement
benefits or increasing the eligibility age for public pension benefits. However, using aggregate statistics on the take-up of pension programs to evaluate retirement reforms
only capture parts of the complex set-up relevant for policy. Designing large-scale
interventions that avoid unintended side effects is challenging for policy-makers.
In this paper, we propose a data-driven approach, using unique micro-level register
data that allow for large-scale treatment effect heterogeneity, to study the consequences of increasing the early retirement age (ERA). We analyze the most recent
retirement reform in Denmark, increasing the ERA in incremental steps of six months
for each cohort born from 1954 and forth.
We expect the responses to the reform to be highly heterogeneous. The individual
retirement decision depends on the trade-off between utility from working and
financial ability to retire. The utility from working is a complex function of many
factors such as job characteristics, personal health, and family context. The financial
ability could be a function of household wealth, and personal income may also affect
the decision as it captures the opportunity costs of retiring. We expect people with a
high utility from working to have a relatively low likelihood to retire early. Within the
group of people with low utility from working, and thus relatively high likelihood to
retire, we distinguish between their financial abilities. People with a stable financial
background might be able to afford to retire early regardless of eligibility if they desire
so. People with weaker financial backgrounds, however, have to continue working or
bridge the gap by taking up benefits. We expect to find the highest treatment effects
for this group of people.
Our approach to study retirement behavior is comprised of several elements from
predictive and causal modeling. First, we consider that early retirement programs
are not equally relevant to all parts of the population; people follow different paths
into retirement–coming out of employment or other government programs, retiring early or not. We analyze the behavior of cohorts not affected by the reform to
understand the routes to retirement. We define four retirement archetypes based
on the individual sources of income in the period surrounding eligibility to retire
early; employed before and after eligibility, employed until eligibility, on government
benefits until eligibility, and on government benefits before and after eligibility. We
study the characteristics of these archetypes and highlight important differences;
financial circumstances, government benefits, health status are the most important
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characteristics that separate the groups.
Those who continue working may be characterized by having high utility from working; they seem to face benign labor market conditions with strong financial backgrounds, low unemployment spells, high educations, and few health issues. Those
who retire early, in contrast, tend to face more difficult labor market conditions
with relatively high unemployment spells, high amounts of government benefits, and
lower educational degrees. In addition, they differ both in terms of family background
by having more children and grandchildren and by their ability to work as they have
more severe health issues.
We use these insights to build a predictive model for the baseline probabilities to
take on different paths into retirement. To predict which path someone would follow
in absence of the reform, we train a multinomial choice model on the pre-reform
cohorts. We use this model to predict the paths of the post-reform cohorts, and the
path probabilities are then taking into account as covariates when we build a causal
model to study the effects of the reform. Essentially, the predicted path probabilities
serve to control for differences in baseline behavior.
Second, we estimate the causal effects of the reform to understand the impact of
increasing the ERA. Our causal model builds on the nonparametric machine learning method for causal inference, Generalized Random Forests (GRF) (Athey et al.,
2019), to allow for a flexible treatment effect function of individual characteristics.
We extend the method to panel data using first differences and individual-level clustering. We use our nonparametric model to reveal heterogeneity in the effects and
uncover sources of cross-group differences. The estimand is the effect of eligibility on
employment or time spent on government benefits in the first six months of eligibility.
We find that shifting the ERA increases employment but also the take-up of government benefits. Specifically, delaying the eligibility age by six months increases
employment by 4.7 weeks on average per person while at the same time increasing
the take-up of government programs by 1.3 weeks on average per person.
We identify, however, important characteristics that drive heterogeneous responses;
people with a relatively weak financial background are more strongly affected by
changes in the eligibility age, presumably because they face liquidity constraints. For
them, the ERA is binding and they cannot retire unless they get benefits. In addition,
people with more unemployment spells, facing poorer working conditions, as well as
lower abilities to work due to more severe health issues are found to be more affected
by the reform on both outcomes when access to retirement benefits is delayed. Thus,
while the reform intends to increase employment, we find it to also affect the take-up
of other government programs.
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It turns out that people who are partly forced into government programs are not
easily separated from those extending employment. To understand these unintended
consequences, we study the characteristics of people who are highly affected by the
reform and compare those who take up government benefits to those who continue
working. In particular, using our flexible treatment effect function, we compare
people whose treatment effects are in the highest quintiles for either outcome variable.
We find that people who respond the strongest by entering government programs
mostly differ in terms of having much higher health expenses before they turned 60
compared to people who extend employment the most.
Last, we find that women are more likely to retire early and also have higher treatment
effects on both outcomes than men. We investigate which characteristics may explain
these differences by decomposing the gender gap into several factors. We find that
more than one-third of the difference can be attributed to differences in income. This
finding points to the many adverse consequences of a gender gap in income with
long-lasting effects through retirement.
This paper contributes to two strands of literature. First, our results on the effectiveness of the policy reform speak to the literature on the retirement decision and social
security programs. This literature studies how structural changes in the generosity
and timing of social programs affect the labor market. For a recent survey of retirement drivers, see Coile (2015) or Blundell et al. (2016). For instance, Gruber and Wise
(2010) document a sharp decrease in the labor market participation rate at the first
age of eligibility for retirement benefits. The literature points out that reforms increasing the retirement age may have unintended substitution effects, where individuals
substitute unemployment benefits, or other social programs, for additional years of
working before retirement (Duggan, Singleton, and Song, 2007; Vestad, 2013). Similar
to our paper, Staubli and Zweimüller (2013) evaluate two pension reforms in Austria
that increased the ERA from 60 to 62 for men and from 55 to 58.25 for women and find
that raising the ERA increased employment by 9.75 and 11 percentage points among
affected men and women, respectively. On the same retirement reform, Manoli and
Weber (2016a) estimate that within a birth cohort, a one-year increase in the ERA
leads to a 0.4-year increase in the average age at which individuals leave the labor
market.
There are also several papers discussing complementary policies, which might be relevant alternatives to the current retirement reform in Denmark. Hernæs, Markussen,
Piggott, and Røed (2016) study a policy in Norway that increases work incentives
instead of delaying retirement eligibility. The incentive program is a stronger determinant of labor supply than eligibility age for retirement. Casanova (2012) suggests
a structural model to study spouse retirement decisions jointly and finds that joint
incentives are a strong predictor of each spouse’s retirement decision. There are also
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policies expanding unemployment benefits and early retirement, and Inderbitzin,
Staubli, and Zweimüller (2016) consider the case of Austria and find substitution
effects for workers over 55 years from these policies, and complementary effects for
workers over 50 years. Further, this literature includes studies examining factors that
determine individual retirement decisions. Coile (2015) studies these and finds that
wealth and savings, family status, general health, and labor market status all contribute to employment choices, and these predictors prove important across several
papers. Asch (2003), for example, also studies the importance of financial incentives
for the Department of Defense workers in the United States, while Manoli and Weber
(2016b) leverage nonparametric regression techniques to evaluate the previously
discussed retirement reform in Austria. Bound, Schoenbaum, Stinebrickner, and
Waidmann (1999) and French and Jones (2011), meanwhile, consider how health
affects retirement decisions among older populations (see French and Jones (2017)
for a recent survey of health–retirement link).
Second, we contribute to the literature by providing a new methodological approach
to analyze heterogeneous treatment effects using panel data. A recent trend in economics is to apply machine learning methods, and primary advantages include both
a data-driven, systematic model selection as well as a flexible selection of functional
forms. But these methods come with caveats, and applying them off-the-shelf in
causal inference will lead to biased estimates (Athey, 2018). There is a rich and fastgrowing literature on nonparametric methods to uncover the potential heterogeneity
in treatment effects. While we restrict our attention in this work to GRF and Ordinary
Least Squares (OLS), one could extend the methods of Section 2.3 to many other algorithms, including (but certainly not limited to) causal boosting (Powers, Qian, Jung,
Schuler, Shah, Hastie, and Tibshirani, 2018), penalized support vector machines (Imai
and Ratkovic, 2013), and the X-learner (Künzel, Sekhon, Bickel, and Yu, 2019). Related
to our method, Nie and Wager (2019) propose the R-learner, a general framework
for adapting machine learning methods for estimating heterogeneous treatment
effects, while Grimmer, Messing, and Westwood (2017) demonstrate the effectiveness
of ensemble methods for learning treatment effects.
The rest of this paper is structured as follows. Section 2.2 provides an overview of the
institutional background and the retirement reform. In Section 2.3, we discuss the
methods used in this paper, namely an approach to predict paths to retirement and
another to estimate heterogeneous treatment effects. We provide formal guarantees
for the latter. Section 2.4 introduces the data, and Section 2.5 presents the empirical
results. In Section 2.6, we discuss the implications of the reform and potential targeted
policies, and Section 2.7 concludes.
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2.2 Institutional background
2.2.1 The Danish pension system
The Danish pension system is a multi-pillar system comprised of three main pillars of
both Beveridgean and Bismarckian elements,1 and several statutory supplementary
schemes falling between these pillars (Brunner, Hinz, and Rocha, 2008). Overall, the
pillars consist of both a publicly managed system with mandatory participation,
a privately managed system with quasi-mandatory participation, and voluntary
savings. The structure resemblances closely to that encouraged by the World Bank in
1994, which advocates for multi-faceted pension systems, covering the basic needs
of the elderly (World Bank, 1994). The division of labor among the three pillars
is such that the public pension accommodates the goal of the welfare society to
guarantee a certain standard of living for all elder citizen, whereas the main task of the
occupational pension is to ensure a standard of living proportional to the one as active
in the labor market. Private savings allow individuals to further increase consumption
opportunities and adapt to special needs. Many pension systems in Europe are
also based on multi-pillar systems. What distinguishes the Danish pension system,
however, is the emphasis on the public old-age pension that acts as a universal
income regardless of the previous affiliation with the labor market. We briefly present
the pillars and provide details in Appendix A2.1.
Public pension The first pillar is a mandated, unfunded social pension scheme,
the so-called people’s pension, tied to the Scandinavian welfare regime and secured
by legislation, paying a universal flat rate to people over the age of the NRA, which
prior to 2018 was 65. The universal income acts as basic security and is provided to
anyone meeting its qualifications regardless of any contributions made. As of 2020,
the annual basic amount is US$ 11,378 (DKK 77,028). It is, however, means-tested,
allowing lower-income individuals to receive a supplement if they do not possess the
means to do without help.
Occupational pension and private pension Quasi-mandatory and nearly universal occupational pension plans comprise the second pillar, usually established by
(voluntary) collective bargaining agreements between labor unions and employers
both at the firm and sector level. Contributions range from 10–20% of the salary
and often come from both the employee and the employer and usually make up
two-thirds and one-third, respectively. The third pillar, private pension, represents
voluntary pension plans to which people contribute at will. The plans are offered by
banks and insurance companies as private contracts. Part of the motivation is tax
1 Beveridge refers to national health services funded from general government revenues, whereas
Bismarck refers to social health insurance with compulsory funding by employers and employees.
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incentives, and voluntary personal pension plans appeal to people not covered by
occupational pension plans.
Early retirement Individuals who wish, however, can choose to retire early if they
meet certain requirements. The voluntary early retirement pension scheme (called
postemployment wage or efterløn) was introduced in 1979 with two primary purposes;
to aid workers needing an early exit from the labor market, e.g., due to health-related
issues, and to increase employment in the youngest generation as more jobs would
become available when the elder generation exited the labor market. The scheme
quickly gained more traction than originally intended. Prior to 2014, the scheme
allowed individuals to take early retirement at age 60 instead of at the NRA of 65,
which has widened the gap between the official retirement age and the effective
retirement age that has declined to around 61 years (Bingley, Gupta, and Pedersen,
2004). The fact that the early retirement scheme is both very popular and is lowering
the effective retirement age has led to the general belief that the scheme is among
the most expensive ones. To qualify for early retirement benefits, individuals must
be members of an unemployment insurance fund and have paid voluntary earlyretirement contributions for 30 years. In addition, individuals are required to be part
of the workforce, meaning they cannot transition directly from receiving sickness
benefits to early retirement. This is known as the employment requirement. By 2020,
the yearly amount of early retirement benefits was US$ 30,781 (DKK 208,386). Table
A2.1.1 in Appendix A2.1 provides an overview of the payouts of several government
benefit programs2 for comparison as well as a detailed descriptions of the programs.
In general, the Danish pension system belongs to a sparsely populated group of
pension systems worldwide that successfully combines fiscal sustainability with
quasi-universal social adequacy (Mercer and MCFS, 2017). Almost everyone receives
socially inclusive benefits. This should, of course, be seen in the context of the active
labor market policies in Denmark, and especially the so-called flexi-curity model.
The Danish pension system, however, still faces a rising challenge from the aging
population and with one of the highest employment rates in the EU, labor reserves are
low in Denmark. Therefore, it has been widely acknowledged that reforms are needed
to increase the labor supply to meet the challenges of the rapidly aging population.

2.2.2 The 2011 retirement reform
To meet the structural challenges of the aging population, the Danish government
in agreement with the Danish People’s Party and the Social Liberals passed the Retirement Reform on May 13, 2011, and the actual changes took effect beginning
January 2014. As a central element, it aimed to bring forward the 2006 Welfare Reform
2 We use the terms government benefit programs, government benefits, benefits programs, and
government programs interchangeably.

48

C HAPTER 2. B ETWEEN W ORK , P UBLIC P ROGRAMS , AND R ETIREMENT: H ETEROGENEOUS
R ESPONSES TO A R ETIREMENT R EFORM

Table 2.1: Regulatory Effects of the Retirement Reform
Before the reform

After the reform

Cohort

ERA

NRA

ERY

NRY

ERA

NRA

ERY

NRY

1953:1

60

65

2013:1

2018:1

60

65

2013:1

2018:1

1953:2

60

65

2013:2

2018:2

60

65

2013:2

2018:2

1954:1

60

65

2014:1

2019:1

60.5

65.5

2014:2

2019:2

1954:2

60

65

2014:2

2019:2

61

66

2015:2

2020:2

1955:1

60

65

2015:1

2020:1

61.5

66.5

2016:2

2021:2

1955:2

60

65

2015:2

2020:2

62

67

2017:2

2022:2

1956:1

60

65

2016:1

2021:1

62.5

67

2018:2

2023:1

1956:2

60

65

2016:2

2021:2

63

67

2019:2

2023:2

Notes: This table shows the ERA facing different cohorts under the retirement reform. Cohorts born before
1954 are not affected. The first cohort to be affected accounts for people born between January 1 and
June 30, 1954, who face an ERA of 60.5 in 2014. In 2015, the ERA is increased to 61, and the affected
cohort is comprised of people born between July 1 and December 31, 1954. ERY and NRY abbreviate Early
Retirement Year and Normal Retirement Year, respectively.

changes by five years, leading to a more uniform distribution of years with old-age
pension across generations. Specifically, the reform dictated a step-wise increase of
six months annually in both the ERA beginning 2014 as well as in the NRA beginning
2019. Table 2.1 shows the ERA and NRA faced by various cohorts before and after the
reform. Cohorts born before 1954 were eligible to retire early at 60 years. Beginning
with people born January 1, 1954, however, the ERA begins to increase. Those born
between January 1, 1954, and June 30, 1954, are eligible to retire when they turn
60.5 years of age. Individuals born between July 1, 1954, and December 31, 1954, in
contrast, do not reach 60.5 years of age in 2014, and hence are eligible to retire only
when they turn 61, in 2015. The same pattern applies to the subsequent cohorts. This
cohort structure induces discontinuities in year and age of early retirement eligibility
as opposed to the flat ERA prior to the reform, which will be a key component of
our identification strategy when modeling the effects of the reform. We illustrate the
step-wise increase in ERA in Figure A2.1.2 in the Appendix A2.1.

2.2.3 Employment trends
As a motivational result, we show several trends in employment and other sources of
income for cohorts that are both affected and unaffected by the reform due to different birth years. We present the trends in employment in Figure 2.1, which displays the
average employment degree across ages and time by cohort. All individuals qualify
for early retirement. Cohorts from 1952 and 1953 are not affected by the increasing
ERA following the reform and face an ERA of 60 years, whereas cohorts from 1954
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(a) Trends by age
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(b) Trends by time

Figure 2.1: Employment Trends by Cohort across Age and Time
Notes: This figure shows the trends in average employment degree by cohort across age (LHS) or across
time (RHS). Each cohort is marked by a different color. Employment degree is truncated at 1, thus people
with two full-time jobs will be counted as having one. The dotted vertical lines in Panel 2.1a illustrates the
increasing eligibility ages for early retirement benefits.

and 1955 are.3 The vertical lines mark the different ages of eligibility, and each cohort
average is plotted in a different color.
From Figure 2.1, the employment trends for cohorts not affected by the reform
are indistinguishable, and specifically, the employment degree drops immediately
upon turning 60 years of age from roughly 86% to 66% within the first six months
of eligibility. Lagged by the increases in the ERA, the following cohorts follow the
exact same pattern. That is, the employment decreases by roughly 20%-points after
reaching the ERA.4
As people follow different paths between employment, government benefit programs, and retirement, we expect to find heterogeneity in the degree of employment
when we stratify by drivers of the retirement decision. As an example, we repeat the
trend plot but stratify with respect to educational attainment. That is, we plot the
trends in average employment degree by cohort but we zoom in on two subgroups
characterized by the highest educational attainment; those who completed a lower
secondary education as their highest completed education (Figure 2.2a), and those
3 In our main analyses, we will also include the cohort born in the first half of 1956. To economize on
space, however, we leave it out in the trend plots, but the patterns are identical to the rest of the cohorts.
4 There are also drops in the average employment two years after the cohorts become eligible, which
corresponds to a financial incentive to continue working that is activated if individuals wait to retire early
until two years after they become eligible.
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(a) Lower secondary education

(b) Master’s degree or equivalent

Figure 2.2: Employment Trends by Cohort and Education
Notes: This figure shows the trends in employment degree by cohort and education across age. Each
cohort is marked by a different color. The figure plots individuals with a lower secondary education as the
highest completed education (LHS) as well as individuals with a master’s degree or equivalent as highest
completed education (RHS). Employment degree is truncated at 1, thus people with two full-time jobs will
be counted as having one. The dotted vertical lines in both panels illustrate the increasing eligibility ages
for early retirement benefits.

with a master’s degree or equivalent5 (Figure 2.2b). Among the former, the pattern for
the entire sample repeats. The employment degree tends to drop immediately after
the cohorts reach their respective ERA. For instance, the employment of the cohort
born in the last half of 1954 decreases at the age of 61, being the ERA facing this
cohort. Importantly, the size of the drop is increased and is roughly 10%-points larger.
Note that the pre-ERA employment for individuals with lower secondary education
is nearly 5%-points below the overall pre-ERA employment we saw in Figure 2.1.
A completely different pattern appears for the latter group, representing all highly
educated individuals. No sudden drops in employment degree occur, and we cannot
even distinguish between the cohorts. Instead, employment is slowly decreasing over
time. Additionally, the average employment is higher, starting from more than 95%
for the 59-years-old and decreasing towards 85% for the 62-years-old. This suggests
that as we consider treatment effects, we should pay close attention to cross-group
differences.6
Albeit Figure 2.2 demonstrates the potential presence of high-dimensional hetero5 Note that these are two examples of several categories of education.

6 We illustrate similar patterns in the take-up of several government benefit programs in Appendix
A2.1, including the general benefits take-up, the sickness benefits take-up, and the unemployment benefits
take-up.
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geneity in labor market behavior close the retirement, the difference may be explained by differences in underlying retirement archetypes who follow distinct paths
to retirement.

2.2.4 Paths to retirement
Acknowledging that people follow different labor market trajectories, we assign everyone to a path leading up to retirement, depending on their sources of income in the
senior years. We think of retirement paths as labor market archetypes around ERA,
such that these archetypes are mutually exclusive and collectively exhaustive paths
to retirement. We focus on pre-reform cohorts born in 1952 and 1953, who face the
same ERA at 60, and thus, who are not affected by the retirement reform. We build a
model to predict retirement paths for our main cohorts born from 1954 to the first
half of 1956, and in this perspective, the predicted paths are counterfactual in a state
of the world absent from the retirement reform.
To assign people to retirement paths, we consider each individual in buckets of
months and identify the primary source of income. This source of income then defines that bucket, and we consider employment and government benefits as sources
of income. Specifically, employment includes full-time and part-time employment,
whereas benefits include both health-related benefits, e.g., sickness benefits, rehabilitation, flexi-job, and disability pension, and unemployment-related benefits, e.g.,
unemployment benefits and social assistance benefits. Note that the government
benefits do not include retirement benefits. To focus on the immediate responses
to the reform, the time periods we consider are the six months leading up to the
ERA and the following six months. This leaves us with four distinct paths denoted
Employed always, Employed until eligibility, Benefits until eligibility, and Benefits
always.7 Figure 2.3 provides an overview of the retirement paths.
In Table 2.2, we report the frequencies of each retirement path. The majority of people
work both six months before and after the eligibility threshold, which we classify
as Employed always, followed by people who work up to eligibility but then go on
early retirement immediately after becoming eligible for early retirement benefits.
These people are labeled Employed until eligibility. The third group is similar in
the sense that they retire as soon as possible, but their previous source of income
was government benefits, hence they are assigned to Benefits until eligibility. Last, a
small share of people are always on government benefits in the 12-month window
surrounding the ERA, which we denote Benefits always.
7 We do also consider a mixed path that captures, for instance, when people are employed up to
eligibility and then enter a government benefit program. Note that the term always only refers to the
12-month window surrounding the ERA and is therefore not referring to the entire labor market history of
the individual.
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Figure 2.3: Overview of Retirement Paths
Notes: This figure shows the four paths to retirement considered in this paper. The paths are defined as
mutually exclusive and collectively exhaustive routes to retirement in the six months leading up to the
ERA and the following six months. If someone is labeled, say, employed in a given six-month window, it
means that she is mainly employed in this period, which does not prevent her from spending a few weeks
on some government benefit program.

We include the path frequencies for the main cohorts in Table 2.2, which are seen to
differ from the corresponding numbers for the pre-reform cohorts as expected. For
instance, although the most frequent path is Employed always, the share is 3%-points
lower for the main cohorts. Another significant difference is the share of people who
retire as soon as possible when they come from employment. In particular, this share
is more than 5%-points higher for the main cohorts. This is, however, expected and
the table is meant to show that the path definitions are not comparable for cohorts
affected and not affected by the reform. For instance, one may hypothesize that the
post-reform ERAs better match the preferences for retirement. Thus, a person born in
the second part of 1954, who face an ERA of 61 and would have postponed retirement
to age 61 without the reform, is now retiring as soon as possible as opposed to keeping
working. Also, one can argue that the post-reform ERAs simply affect the preference
to retire. This is the reason why we think about the predicted retirement archetypes
as counterfactual.
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Table 2.2: Archetype Paths to Retirement
Retirement path

Pre-reform cohorts

Main cohorts

Count

Percent

Count

Percent

Employed always

55,898

71.09%

64,732

67.69%

Employed until eligibility

12,658

16.10%

20,824

21.77%

Benefits until eligibility

4,432

5.64%

4,186

4.38%

Benefits always

2,869

3.65%

3,072

3.21%

Mixed

2,770

3.52%

2,819

2.95%

Total

78,627

100.00%

95,633

100.00%

Notes: This table shows the distribution of retirement paths among individuals from the pre-reform cohorts
(four cohorts from 1952:1-1953:2) as well as the main cohorts (five cohorts from 1954:1-1956:1). Everyone
is eligible to retire early. Note the although the definitions of retirement paths are technically identical, the
interpretations differ because the ERA changes between the pre-reform and main cohorts.

2.3 Methods
In this section, we present our methods. We discuss how one may predict the multivariate retirement paths by a hierarchically penalized multinomial logistic (MNL)
regression. Next, we introduce the concept of causal forests8 and present an extension
for panel data. Last, we provide formal guarantees on the convergence properties. We
begin by introducing some notation.
For independent samples i = 1, . . . , N of individuals, we observe an age E i at which
they become eligible for early retirement, an age R i at which they in fact retire, a set
of covariates X i 2 Rp , and a retirement path G i .9 The age variables are divided into
discrete strata t = 0, . . . , T , where each t covers a distinct period of six consecutive
months, and we create a special value 1 for events that do not occur by the end of the
study. We assume both that no participants were eligible for early retirement at the
beginning of the study (E i ∏ 1), and that everyone became eligible during the study
(E i ∑ T ), meaning that E i can take T discrete values. We place no such restrictions
©
™
on R i . We define Wi ,t to be a treatment indicator Wi ,t = 1 E i = t , denoting whether
the i th person become eligible to retire early exactly at time t . Additionally, in each
stratum and for each individual, we observe an outcome Yi ,t , which will be defined
shortly after we present our approach to predicting retirement paths.

8 As causal forests represent a special case of GRF, we use the terms interchangeably.

9 Note that we only observe the retirement path for the pre-reform cohorts, whereas we predict a
counterfactual retirement path for the main cohorts.

54

C HAPTER 2. B ETWEEN W ORK , P UBLIC P ROGRAMS , AND R ETIREMENT: H ETEROGENEOUS
R ESPONSES TO A R ETIREMENT R EFORM

2.3.1 Predicting retirement paths
To predict the retirement paths using pre-reform cohorts, we present a hierarchically
regularized approach to MNL regression following Friedman, Hastie, and Tibshirani
(2010) that is suitable in high dimensions, where nonlinearities are expected. We
start by reviewing the standard regularized MNL regression and extend it to the
hierarchical version afterward.
©
™
Suppose K different retirement paths exist, i.e., G i 2 G = 1, 2, . . . , K . We model the
conditional probability of each path as
≥
¥
exp Ø0k + Ø0k x
°
¢
≥
¥.
P G =k |X =x = P
K
0
exp
Ø
+
Ø
x
0l
l =1
l

(2.1)

©
™
Let G be the N £ K indicator response matrix with elements g i ,k = 1 G i = k . The
objective is to minimize the LASSO-penalized negative log-likelihood function given
by
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(2.2)

≥
¥0
where Øk = Ø0,k , Ø0k , and we fix q = 2 to apply the grouped-LASSO penalty on the K
coefficients for a particular covariate, making all of them either zero or non-zero.
When nonlinearities are deemed important, the conventional approach is to include
a series expansion of x, for instance by including all second- and third-order polynomial terms, and then penalizing either all coefficients or none. The latter is costly in
terms of variance. The former approach works well in many situations, but in social
science, we often expect low-order effects to be bigger than higher-order effects; e.g.,
income may be more important than squared income. Thus, we prefer to impose
some structure on the estimation problem such that higher-order terms are penalized
more heavily. This is essentially the hierarchically penalized MNL regression.
Let g a (x) denote some transformation of x with the convention that a = 1 leads to
the identity function and that g a 0 (x) is a more complex transformation than g a (x) for
a 0 > a. In our application, g a (x) denotes polynomial expansions of x, e.g., g 2 (x) = x 2 .
©
™
For each order of the transformation a 2 1, . . . , A , let ∏a = ∏¥ a denote the penalty
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factor such that ∏1 ∑ ∏2 ∑ · · · ∑ ∏ A . Then, the hierarchical analogue to (2.2) is given by
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where we keep q = 2 to apply the grouped-LASSO penalty. Note that by setting all
∏a = 0 (either by setting ∏ = 0 or by setting all ¥ a = 0), we end up with a standard MNL
regression. Likewise, setting ¥ 1 = · · · = ¥ A yields the LASSO-penalized MNL regression
with the same penalty factor applied to all coefficients.
Having trained the predictive model on pre-reform cohorts, we predict a vector
of predicted path probabilities for every individual in the main cohorts. Assigning
people to paths is normally based on the maximum predicted probability. We deviate
slightly by using the pre-reform path frequencies as an allocation constraint, meaning
that our final classification model respects the pre-reform path frequencies.
We use 5-fold cross-validation and simplex methods to enforce increasing penalties
in the complexity of the nonlinear transformations of x. Specifically, we use a local
gradient-free algorithm that combines a variant of the Nelder-Mead simplex algorithm (Nelder and Mead, 1965) called subplex (Rowan, 1990) with an augmented
Lagrangian method. The subplex uses the simplex algorithm on a sequence of subspaces.10
We address the ability of the model to fit the data by two goodness-of-fit tests, namely
Pearson’s ¬2 -test and the deviance test. We define the deviance in relation to the
saturated model, i.e., the maximal model with as many predictors as observations
£
§
that yields a perfect fit. The definition reads D M = 2 `S ° `M , where `S denotes
the negative log-likelihood of the saturated model and `M refers to the proposed
model M. Similar, we define the deviance of the null model, i.e., a model with only an
£
§
intercept, which reads D 0 = 2 `S ° `0 . To test the null hypothesis that the null model
fits the data as well the proposed model, we compute the difference in deviances,
£
§
D 0 ° D M = 2 `M ° `0 , which is asymptotically ¬2 -distributed as N !
° 1 with p § ° 1

10 As robustness checks, we predict retirement paths by the standard MNL regression, the LASSOpenalized version in (2.2), and the one-versus-all regression forests. We test the predictive performance of
all the competing models on a 20% hold-out set from the pre-reform cohorts. The hierarchically penalized
MNL regression outperforms all benchmarks.
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degrees of freedom where p § is the number of nonzero coefficients chosen by the
LASSO penalty in (2.2) (see Zou, Hastie, and Tibshirani (2007); Tibshirani and Taylor
(2012) for results on the degrees of freedom of the LASSO). More generally, we may
use the change in deviance to test the fit of a restricted model M1 against the fit on
an unrestricted model M2 ∂ M1 .
Using Pearson’s ¬2 -test, we test the model against the saturated model. Pearson’s
¬2 -test assesses how likely it is that the observations are generated by our proposed
model compared to the saturated model. The test statistic is given as
°
¢
K O °E 2
X
k
k
2
X =
,
(2.4)
Ek
k=1

where O k is the observed count of type k and E k is the expected count of type k under
the null hypothesis. We estimate E k as the marginal probability of each path times
the number of observations. The test statistic follows asymptotically a ¬2 -distribution
with K ° 1 degrees of freedom.11

2.3.2 Potential outcomes framework
One conventional way to estimate heterogeneous treatment effects is to hypothesize
which subgroups that may be affected differently and run subgroup analyses. The
resulting subgroup analyses may echo sound economic intuition or simply countlessly many regressions. Considering 60 individual characteristics, however, makes it
impossible to take all variables and nonlinear transformations into account. Furthermore, the standard errors no longer reflect the true uncertainty after running several
regressions.
We next consider a data-driven way to analyze the potential heterogeneity in the
labor market responses to the retirement reform using GRF. We present two different
models that we jointly call immediate effects models (IEMs). In the continuous IEM,
we define the outcome Yis,t as the aggregated number of weeks person i spent on a
given income source s 2 S during period t . We consider both employment and benefit
©
™
programs as sources of income, S = employment, benefit program . In the binary
IEM, the outcome indicates whether person i Ωspent the majorityæ of weeks in period
≥
¥
t on income source s, hence we reset Yis,t := 1 maxs2S Yis,t = s . To economize on
notation, we suppress superscript s and simply refer to outcome Yi ,t .

11 In addition, we could apply the related G-test, which is also a likelihood ratio test as the deviance
test. This test statistic
√
!
K
X
Ok
G2 = 2
O k log
(2.5)
Ek
k=1

follows too an aymptotic ¬2 -distribution with K °1 degrees of freedom. In fact, the X 2 and G 2 test statistics
are asymptotically equivalent.

2.3. M ETHODS

57

We assume that each individual with covariates X i becoming eligible at time 0 < t ∑ T
has a potential outcome Yi ,t = Yi ,t (t ), where {Yi ,t (w)} is a set of potential outcomes
(Neyman, 1923; Rubin, 1974) corresponding to the outcomes person i would have
had if she became eligible at time w. We impose the following two assumptions
©
™
(A1) Unconfoundedness: Yi ,t (w) w2(1,...,T ] ?
? E i |X i .

£
§
(A2) Overlap: P E i = w | X i = x ∏ ª > 0 for all values of w and x.

Assumption (A1) ensures unconfoundedness. Note that E i , i.e., the age at which
subject i becomes eligible to retire early, is a deterministic function of the year in
which she was born. Thus, the substance of this claim is that the year of birth of a
subject is irrelevant to understanding her retirement and labor market behavior as a
function of age given X i . Assumption (A2) takes care of overlap. This means that our
covariates X i cannot be used to perfectly predict the year of birth.
We consider an estimand to answer what the immediate (within six months) effects
are of an individual becoming eligible to retire early. We estimate this using a firstdifferences method that leverages the panel structure of our data. We define the
treatment effects and detail the properties of our corresponding estimator below. We
will use causal forests in their standard form on the first-differences transformation,
although an interesting topic of future work would be including linear corrections for
variables like income and education.

2.3.3 Immediate effects of early retirement eligibility
First, consider the effect of eligibility for early retirement on retirement choice in the
first time period for which the subject is eligible for retirement. Under Assumption
(A1), we can define the treatment effect ø(x, t ) for an individual with covariates x who
becomes eligible for early retirement at time t as
° ¢
£
§
£
§
ø x, t = E Yi ,t |X i = x, E i = t ° E Yi ,t |X i = x, E i > t .

(2.6)

Thus ø(x, t ) is the expected difference between the number of weeks on a given
income source if she becomes eligible at time t , and the corresponding number of
weeks given that she has not yet become eligible. Our estimand for individual i is the
treatment effect at the time E i when she became eligible, i.e.,
h °
i
¢
ø (x) = E ø X , E i |X i = x, E i ∑ T .

(2.7)

Essentially, ø (x) is the Conditional Average Treatment Effect (CATE) function, which
we aim to learn.
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We now show how we can estimate ø(x) by first differencing. We introduce some
additional notation, i.e.,
¢i ,t = Yi ,t ° Yi ,t °1 ,
¢
£
§
∞ x, t = P E i ∏ t |X i = x ,
° ¢
£
§
e x, t = P E i = t |X i = x, E i ∏ t ,
° ¢
£
§
m x, t = E ¢i ,t |X i = x, E i ∏ t ,

(2.8)

°

(2.9)
(2.10)
(2.11)
°

¢

where ¢i ,t denotes the first difference of her income source status,12 ∞ x, t is the
° ¢
probability that she had not yet become eligible for early retirement by time t , e x, t
is the probability that she became eligible for early retirement at time t given that she
° ¢
was not already eligible, and m x, t denotes the marginal regression surface. As a
cornerstone of the nonparametric approach, the models may be interpreted as fitting
°
¢
°
¢
¢i ,t = m X i , t + Wi ,t ø X i , t + "i ,t ,
(2.12)

where "i ,t is the error term. We briefly discuss our approach to standard errors for
panel data.
Clusters for panel data In our model formulation thus far, we have not accounted
for the correlation between one individual i observed at two separate time points,
°
¢
°
¢
X i ,Wi ,t , ¢i ,t and X i ,Wi ,t 0 , ¢i ,t 0 . Naturally, we would like our predictions and standard error estimates to account for the structure of our panel data. To incorporate
this information, we train the causal forest with clusters for each individual. Suppose
now that in addition to covariates X i , treatment Wi ,t , and response ¢i ,t , we observe
cluster membership A i ,t 2 {1, . . . , N }, where we may simply think A i ,t = i . In other
words, we augment our data with a separate cluster index for each individual we
observe.
In a standard causal (or regression) forest, to grow tree b we would draw samples S b
by a random subsample from observations 1, . . . , N . To account for cluster structure,
we add an extra step; first draw clusters J b from {A 1 , . . . , A N }, and then draw k samples
from each cluster in J b . We proceed as usual on this subsample; then at prediction
from tree b, we only include predictions from person i if A i ,t 62 J b . That is, we may
observe that O i ,t = (X i ,Wi ,t , ¢i ,t ) 2 L b (x), and hence we would normally use this to
estimate ø̂b (x). However, if A i ,t was selected as a training cluster, even if O i ,t itself
was not used to train tree b, we do not use O i ,t for estimating ø̂b (x).
Convergence properties The last component of our analysis concerns the asymptotic properties of the immediate effects estimate ø̂(x). Consider our estimate of
12 In the continuous model, ¢
i ,t is the first difference in the number of weeks on a given income source
between period t and t ° 1, where in the binary model, ¢i ,t denotes the change in probability that the
majority of weeks was spent on a given income source period t and t ° 1.
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ø(x) from a causal forest with clusters and trained with weights (1 ° ê(X i , t ))°1 .
One can view this estimate as an analogue of the discrete R-learner with weights
(1 ° ê(X i , t ))°1 (Nie and Wager, 2019). The R-learner estimates a nonparametric regression of ¢i ,t ° m̂(X i , t ) on Wi ,t ° ê(X i , t ) by
ø̂RL (x) =

P
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(2.13)

It is not difficult to check that the R-learner estimate is consistent for ø(x) (this is
included in the proof for Theorem 2.1). Moreover, from this perspective, a causal
forest builds on the R-learner by incorporating continuous covariates and adaptively
defined relevant neighborhoods, i.e.,
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(2.15)

Observing this connection with the R-learner estimate leads us to the following
result. We state the consistency property for known propensity function e(x, t ) and
regression surface m(x, t ) in terms of a kernel-weighted estimate. While we take
the perspective on random forests as data-adaptive and correspondingly preferable
kernel methods, we attain mathematical clarity by using the kernel for Theorem 2.1.
Proofs are given in Appendix A2.4.
°
¢
Theorem 2.1. Suppose we observe X i ,Wi ,t , ¢i ,t for independent and identically
distributed individuals i = 1, . . . , N and time periods t = 0, . . . , T . Suppose further that
m(x, t ), ∞(x, t ), and propensity function e(x, t ) are known, and Assumption (A1)–(A2)
are satisfied. Then, for a kernel function K h (z, x), the weighted kernel estimate
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with weights 2.15 is consistent for ø(x) as defined in (2.7).

2.3.4 Assessing performance
We discuss two approaches to assess the performance of the model once ø̂(x) is
estimated, namely a calibration exercise and the Best Linear Predictor (BLP) test
(Chernozhukov, Demirer, Duflo, and Fernandez-Val, 2019).
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First, we perform a calibration exercise by comparing sample ATE and doubly-robust
(DR) ATE by decile of predicted treatment effects using our testing sample. Specifically,
based on the estimated model on the training sample, we predict the CATEs out-ofsample and group these by deciles. Within each decile, we compute two estimates of
the ATE; the sample average and the DR average. If these two averages match, this
is evidence that a model is well-calibrated. We estimate the DR ATE by using the
semi-parametric efficient scores (Chernozhukov, Escanciano, Ichimura, Newey, and
Robins, 2020), which are given by
°
¢
°̂i ,t = ø̂(°i ,t ) X i , t

°
¢
Wi ,t ° ê (°i ,t ) X i , t
+
°
¢≥
°
¢¥
ê (°i ,t ) X i , t 1 ° ê (°i ,t ) X i , t
∑
∏
°
¢ ≥
°
¢¥
°
¢
£ ¢i ,t ° m̂ (°i ,t ) X i , t ° Wi ,t ° ê (°i ,t ) X i , t ø̂(°i ,t ) X i , t ,

(2.17)

°
¢
where superscripts °i , t mean out-of-bag (out-of-fold) predictions, e.g., ¢i ,t was
°
¢
not used to compute m̂ (°i ,t ) X i , t . The DR ATE is then obtained by averaging the
scores within each decile, whereas the sample ATE is simply the sample average of
the CATE.13
As a second approach to assess the model fit, we consider a formal test to evaluate the quality of the forest estimates. That is, we apply the BLP test motivated by
Chernozhukov et al. (2019) using out-of-bag predictions. We fit the following linear
model
≥
°
¢¥
¢i ,t ° m̂ (°i ,t ) (X i , t ) = ØATE ø̄ Wi ,t ° ê (°i ,t ) X i , t
≥
¥≥
°
¢¥
+ ØCATE ø̂(°i ,t ) (X i , t ) ° ø̄ Wi ,t ° ê (°i ,t ) X i , t + ≤i ,t . (2.18)
The coefficients ØATE and ØCATE allow us to evaluate the performance of our estimates.
If ØATE = 1, the forest predictions accurately capture the ATE. Meanwhile, if ØCATE = 1,
then the forest predictions adequately capture the underlying heterogeneity. In addition, ØCATE is a measure of how the estimates of the CATE vary with true CATE. The
associated p-value acts as an omnibus test for the presence of heterogeneity, and
if the p-value is sufficiently small, we can reject the null hypothesis of no heterogeneity. However, coefficients smaller than 0 are not meaningful and should not be
interpreted.
In Appendix A2.5, we compare our IEM with a linear benchmark model estimated by
OLS. We find evidence that OLS does not generalize well out-of-sample as it delivers
estimates that are not economically meaningful for the retirement reform. We do not
13 Note that the estimated CATE appears only as an input in computing the DR ATE, whereas one could
imagine other approaches to computing the DR ATE within subpopulations.
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find similar issues with the IEM, which consistently delivers reasonable estimates of
the effects of the reform.
Last, we note that the methods presented are in themselves not robust to macroeconomic shocks or business cycles. For instance, one may assert that the pre-reform
cohorts would behave differently around their ERA as it becomes effective closer
to the Great Recession in 2007-2009 compared to the main cohorts. However, we
previously included EU numbers on average yearly employment by sex, age, and
industry as covariates in both the predictive and the causal model, and the results are
robust to this adjustment.14 Additionally, we see in Figure 2.1b that the employment
degrees do not appear to be affected by the Great Recession for these cohorts.

2.4 Data
2.4.1 Data sources
We rely on data from Statistics Denmark merged with both data on occupations
from the US Department of Labor’s Occupational Information Network (O*NET)
and data on technology exposures (Webb, 2020). Statistics Denmark maintains an
extensive collection of register data covering the universe of the Danish population.
Individuals are identified by personal identification numbers, allowing researchers
to link observations over time and across many records. We briefly characterize the
characteristics available on each individual, and in Appendix A2.2 we provide further
details.
For each individual, we obtain data on common demographic variables such as the
sex, civil status, citizenship, origin, region and type of residence, educational attainment and field, the number of parents, children, and grandchildren, the employment
status and income of the children, and the wealth and retirement funds of the parents. We characterize the financial situation of individuals by their labor and capital
income, the total personal income, and their accumulated wealth including assets
and liabilities. In addition, we obtain the income derived from various government
benefits, e.g., social assistance benefits, unemployment benefits, and sickness benefits (also from private employers). We observe current and past employment status,
including the experience, degree of unemployment, the number of days of absence,
the industry, and occupation.
Following Autor, Levy, and Murnane (2003); Autor, Katz, and Kearney (2006); Acemoglu and Autor (2011); Autor and Dorn (2013), we further portray individual occupations by the common O*NET-based task measures; that is, we measure occupations
on the scales Abstract, Routine, Nonroutine manual, and Offshorability. Particularly,
14 The results are available upon request.
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we observe the Danish version of the International Standard Classification of Occupations (ISCO) for each occupation, which we first convert to the Standard Occupational
Classification (SOC) system and then merge with O*NET (see, e.g., Acemoglu and
Autor (2011) for details on how to aggregate several O*NET scales to obtain the task
measures). In addition, we directly use the O*NET scales to measure the physical
work conditions, the physique required to perform the job, and its degree of automation. We add O*NET data on work values in terms of working conditions, support,
relationships, and self-actualization.15
To assess the exposure of occupations to a given technology, we use novel data
provided by Webb (2020) that contain exposures of tasks to artificial intelligence (AI),
software, and robots. We merge it with DISCO similar to the O*NET data. Last, we
characterize the health status by the number of hospitalizations and patient days,
the hospital tariffs, and the tariffs for visits at the general practitioner, psychiatry,
physiotherapy, and surgery. We follow Gustman and Steinmeier (2018) in including a
large set of health variables to deal with the measurement issues of health that are
well-established in the literature (see, e.g., Stern (1989); Bound (1991)). In total, we
include 12 categorical covariates and 48 continuous covariates.16
Certain variables, e.g., earnings or occupation, are not reported once the individual
exits the labor market. A common approach to deal this is to set the variables in
question equal to the last observed values. Once a variable is fixed at the last observed value, the correlation between this variable and the employment is artificially
increased, which crowds out the effect of the treatment variable. We therefore summarize each covariate in a fixed age span in the pre-treatment period. Specifically,
we average the continuous covariates from age 33 up to age 59 to capture the entire
trajectory.17 For the categorical variables, we pick the most frequent observation
through the same age span.

2.4.2 Sample selection
Our main sample consists of all individuals who were affected by the retirement
reform over the period from January 2014 to June 2019. Hence, we include people
born from 1954 to the first half of 1956, thus five cohorts are available that face
distinct ERAs.18 The ERA facing individuals born between January and June 1954 is
15 The work value self-actualization is constructed as the first principal component of the O*NET work
values Achievement, Independence, and Recognition, as they are highly correlated.
16 In Appendix A2.2, we explain our approach to handling categorical variables using sufficient representations (Johannemann, Hadad, Athey, and Wager, 2020).
17 A few of the registers are not available from 1980 or have been exposed to major changes in the
variable definitions. For those registers, we use a more narrow age span, e.g., in the age range 45–59.
18 For some analyses, we restrict the sample to people born in 1954 and 1955, for instance, when we
consider the effect of employment on health in Appendix A2.3.
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60.5, which increases to 61 for individuals born between July and December 1954, and
so forth. We focus on people who are eligible for early retirement cf. the requirements
outlined in Section 2.2. Hence, the early retirement scheme is a valid option for
everyone in the sample as they fulfill the requirements on both UI fund membership,
employment and earnings. The latter two conditions are based on the last three years.
We observe the individuals at a monthly frequency and restrict our attention to those
who became eligible for early retirement at some point between January 2014 and
June 2019 and were not already eligible beginning 2014, leading to ages between
60 and 63. Thus, we do not include people who are either already eligible in the
beginning of 2014 or who are still ineligible halfway through 2019. This leads to
95,633 individuals. They are further split into a training set and a testing (out-ofsample) set containing 80% and 20% of the original individuals, respectively. We use
the latter to evaluate out-of-sample performance. The sample splitting is based on
the individual identifiers, such that no individual appears in both the training and
the testing sample. In Appendix A2.2, we elaborate further on our sampling strategy.

2.5 Empirical results
2.5.1 Intuition for heterogeneous treatment effects
Large employment responses to an increase in the eligibility age resemble the high
importance of public pension benefits for retirement decisions. To understand how
different drivers might affect the retirement decision and, in particular, how the
effects of a shift in the eligibility age for early retirement benefits may vary with
drivers of retirement, we discuss the economic intuition of the effects below before
proceeding to the results.
Income and substitution effects In theory, the employment effects of delayed access to benefit schemes are ambiguous (Blundell et al., 2016). The shift in eligibility is
equivalent to a fall in the implicit tax of continued work, creating opposing income
and substitution effects. On the one hand, the higher financial gain from postponing
retirement increases the opportunity cost of retiring early, leading to later retirement
via the (negative) substitution effects. On the other hand, the declining implicit tax
increases the income for each future year of work, which induces earlier retirement
through a (positive) income effect. In addition, the same effects apply to other government benefit programs, and whether the individual continues working, enters
government programs, or even retires although access to early retirement benefits
are postponed is an empirical question.
Health conditions To continue working at higher ages, health conditions play an
important role for several reasons. First, a worsening in one’s health makes work
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less pleasant and the derived utility from working decreases. Second, health issues
may decrease work productivity, especially in physical jobs, which may lead to wage
cuts. Third, as health conditions affect longevity, individuals with declining health
conditions may not maintain the same need for retirement savings. Consequently,
theory suggests that worsening health conditions would lead to a higher likelihood
to retire as individuals for several reasons might not be able or willing to extend
employment (see, e.g., O’Donnell, Van Doorslaer, and Van Ourti (2015); French and
Jones (2017) for recent reviews of the role of health on retirement). Given very serious
health issues, however, eligibility for early retirement benefits may not play a larger
role in the decision to stop working.
Financial circumstances Income, accumulated wealth, and liquidity constraints
are also established as potential determinants of retirement decisions. An increase in
income would decrease the likelihood to retire since the opportunity cost of working
increases. In addition, low earners receive higher benefits relative to their contribution to the social security system due to the progressivity in the benefit formula. Thus,
for individuals with low income, eligibility for early retirement benefits is even more
important. However, the tendency of higher earners to have longer lives offsets this
to some extent (Liebman, 2002). In between income and health, health-related government benefits are also expected to impact the retirement decision, e.g., sickness
benefits as they simultaneously capture other dimensions of the health status as well
as a source of income other than labor. Likewise, unemployment-related benefits
may also matter as they proxy the degree to which one is struggling to get a foothold
in the labor market.
Another important candidate as a driver of retirement decisions is the financial ability to retire due to accumulated wealth and savings. An increase in wealth alone
increases the likelihood to retire (Imbens, Rubin, and Sacerdote, 2001; Brown, Coile,
and Weisbenner, 2010). An important aspect of wealth is liquidity constraints. As
individuals cannot borrow against future retirement benefits, the benefits are illiquid which makes the ERA effectively binding for certain low-wealth individuals. As
relatively wealthy people are less dependent on receiving retirement benefits, the
employment effects of a shift in the eligibility age are likely to differ by wealth; for
those with higher wealth, retirement benefits are less critical.
Having outlined a few potential factors that may affect how people respond to the
retirement reform, we turn to evaluating the effects of the reform.

2.5.2 Who selects into which path into retirement?
We characterize the individuals that select into each of the four identified paths and
consider only pre-reform cohorts born between 1952 and 1953, who are not affected
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by the retirement reform. We find that people who follow different paths differ in
terms of their characteristics. We describe how individuals differ across paths by
summarizing the observables for each path to retirement. In Table 2.3, we show the
frequencies overall and by observed retirement path of each categorical covariate for
the pre-reform cohorts. We color-code the cells row-wise to highlight the minimum
(light grey) and maximum (dark grey) frequency across paths. For instance, the lowest
share of people with lower secondary education is found for people labeled Employed
always in contrast to Benefits until eligibility, for whom the share of people with lower
secondary education is highest. Similarly, we report the average of the continuous
covariates overall and by observed path in Table 2.4. We use the same color scheme
to highlight minima and maxima across paths for each covariate.19
Employed always In general, individuals who are primarily employed around the
ERA, and thus do not take up early retirement, represent the largest group in our
sample and thus they tend to be similar to the overall average along many characteristics. However, a few dimensions exist in which we find differences between these
individuals and the overall distribution. They are more likely to work in high-rank
positions as managers and directors and are also more educated than the average
person in our sample, often within humanities or science. They are more likely to be
employed in occupations with many abstract tasks and high exposure to AI, and they
score high on the work values working conditions, support, and self-actualization.
They are also more likely to be employed in the public sector (not including hospitals)
and live mainly in the capital area. They live in good financial circumstances, receive
few government benefits and have few health expenses. Their spouses tend to receive
high labor income, and their parents have high accumulated wealth and pension
funds.
Employed until eligibility People who, on the other hand, only stay employed until
eligibility are mainly married women. A much higher share of this groups is educated
and employed in the health sector compared to the overall sample. Most of them work
as employees with a relatively low share of people working in higher-rank positions.
They have lower educational degrees than the overall average, and are more likely to
live in the provinces. These people tend to have both spouses and children in good
financial circumstances, work in jobs with little exposure to AI, few routine tasks, or
low degrees of automation. Their most important work value is relationships.
Benefits until eligibility A small share of people who retire early come out of other
benefit programs. They are more likely to work in manufacturing and less likely to
work in the public sector. They tend to receive many unemployment benefits while
19 In Appendix A2.3, we assess the retirement paths using a different approach, where we hold each
covariate fixed and compute the share of each path relative to the unconditional share.
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also having low experience. These people are in poor financial circumstances. Except
for liabilities, they score lowest on all financial metrics. In addition, they are employed
in the most physically demanding jobs. Their occupations are highly exposed to
robots and their tasks are mainly manual. Primarily, they are regular employees and
rarely managers. They have lower educational degrees than the average person in our
sample and are likely to live in villages.
Benefits always Last, a small group of people is on benefit programs before becoming eligible for early retirement and they stay in these programs during at least
the first six months after becoming eligible. They are more likely to be singles than
the average person and are more likely to work within the financial or trade sector.
Many of them are business-educated and live in the metropolis. These people tend
to have high health expenses which can be found across all health accounts from
physiotherapy to psychiatry and from visits at the general practitioner to surgery. Also,
these individuals receive many benefits, especially sickness benefits. They appear to
match up with spouses who generally are in an unfortunate financial situation. Note
that these people themselves do not have low income or accumulate little wealth.
One may assert that these individuals have had a health shock at some point in their
careers.

2.5.3 Taking baseline differences into account
The various paths into retirement characterize archetypes in the population, and
the treatment effects of the reform are expected to be strongly heterogeneous across
archetypes. As a result, we will account for differences in retirement path propensities
when estimating the causal model of the early retirement reform. Specifically, we
use the differences in the characteristics of people who follow different paths to
build a predictive model via the hierarchically penalized MNL regression outlined in
Section 2.3 using the pre-reform cohorts. We then use the model to predict how likely
a person is to follow each path into retirement in the main cohorts. In Appendix A2.3,
we explain the specifics of the model and assess its accuracy. Having predicted each
of the four path probabilities for everyone affected by the reform, we include these
four probabilities as additional covariates in the causal model.
Illustrating baseline differences However, to illustrate the importance of taking
baseline differences into account, we perform a simpler analysis involving both a
predictive model of baseline employment as well are our causal model of employment
effects caused by the reform.
First, we use a conceptually simpler concept of archetypes, focusing only on the
employment that immediately follows eligibility. Specifically, instead of modeling the
four different retirement paths, we build a predictive model via regression forests to
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predict the aggregated number of weeks employed in the first six months of eligibility
for early retirement. We train the model on data from pre-reform cohorts who face a
uniform ERA of 60.
Second, we turn to our causal model that estimates the treatment effects of the reform
in terms of the change in the number of weeks employed during the same six months
once eligible. Comparing the results of these two procedures allows us to disentangle
the degree to which treatment effect heterogeneity is driven by differences in baseline
employment, where baseline employment is a simpler concept than retirement paths.
Particularly, we group the predicted baseline employment into five even-sized intervals and show a boxplot of the estimated CATE for each interval in Figure 2.4. The
middle line of each boxplot shows the median treatment effect for the group while the
lines of the colored regions show the first and third quartiles. In addition, the dashed
line indicates the logical minimum of the CATE given the predicted baseline as it
is of the form y = x ° 26, where 26 is the maximum number of weeks one can work
during six months (and thereby, also the maximum absolute CATE). The dotted line
is the best fitting line of the form y = Æ (26 ° x), where Æ measures the degree of homogeneity relative to the baseline; if Æ = °1 the heterogeneity is driven by differences
in baseline. In particular, the fitted line indicates the reduction in employment due to
eligibility as a constant fraction of baseline employment. This hints at the difference
between level effects and percentage effects; when treatment effects are measured
in weeks of employment reductions, heterogeneity in treatment effects may be fully
explained by people reducing employment proportionally to their respective baseline
employment. This helps to identify whether people respond differently due to the
reform or whether they would have responded differently to eligibility regardless of
the reform.
The results shown in Figure 2.4 indicate that there is strong heterogeneity in the
treatment effects which is partly associated with varying predicted employment. We
estimate Æ̂ to be -0.633 with a standard error of 0.001, and we strongly reject the
hypothesis that it equals -1, hence we reject perfect homogeneity in treatment effects.
In addition, we observe that the CATE boxplots are more widespread for those with
low predicted baseline employment compared to those with high predicted baseline.
All together, we take this as suggestive evidence that there exists heterogeneity in the
underlying signal even beyond what is driven by differences in baselines.
Having addressed the role of baseline behavior, we assess how effective the reform is
overall at increasing the employment of the elderly, and additionally, how different
subpopulations are affected by the reform. But first, we assess how well the causal
model is calibrated.
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Figure 2.4: Estimated CATE by Predicted Baseline
Notes: This figure shows the estimated CATE on employment in boxplots across subgroups based on
predicted baseline employment. The predicted baseline employment is measured in the aggregated
number of weeks employed during the first six months of eligibility, and the predictive model is a regression
forest based on pre-reform cohorts. The CATE is estimated by the continuous IEM using a six-month
window. The dashed line indicates the line of the form y = x ° 26, where 26 is the number of weeks in
the six-month window. The dotted line indicates the best fitting line of the form y = Æ (26 ° x), where Æ is
estimated by OLS.

2.5.4 Assessing model performance
We follow the two approaches outlined in Section 2.3. First, Figure 2.5 plots the DR
ATE against the sample ATE for the binary IEM (2.5a) and the continuous IEM (2.5b).
We include a 95% confidence interval (CI) for the DR ATE. Both models appear to
be very well-calibrated as all pairs lie close to the 45± -line. The only difficulty seems
to be the very first decile, i.e., the top 10% individuals with highest (in magnitude)
estimated CATE.
Second, we run the BLP test and report the estimated coefficients with standard errors
in Table 2.5 for the continuous IEM, and refer Appendix A2.3 for the corresponding
table for the binary IEM. We fail to reject the null that ØATE is statistically different
from 1, meaning that the model captures the ATE correctly. Further, we strongly reject
the null that ØCATE is statistically equal to 0, which gives evidence for heterogeneity.
We take this as evidence that the model is well-calibrated to capture the ATE and
CATE, and it lends credibility to our interpretation of the predicted CATEs in our
discussion of heterogeneity.
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Figure 2.5: Comparing Averages as a Model Calibration
Notes: This figure shows the comparison of the DR ATE to the sample ATE within deciles of the estimated
CATE the binary IEM (LHS) and the continuous IEM (RHS). For the binary model, the treatment effect is
the probability of being mainly employed six months after becoming eligible to retire early, whereas for
the continuous model, the treatment effect is the change in number of weeks employed six months after
eligibility.

Both calibration tests suggest that the IEMs are well-calibrated to capture the effects
of the reform on employment. We continue by asking whether the reform was effective
at increasing the employment among the affected cohorts.

2.5.5 How does increasing the ERA affect employment?
We first evaluate the retirement reform on its effect on employment, which is the
main outcome of interest of the policy. In particular, we estimate the overall effect
of the reform and consider differences across paths. We consider both versions of
the IEM, where we both model employment as a binary variable, indicating whether
the individual was mainly employed during the first six months of eligibility, and as a
continuous variable that captures the change in the aggregated number of weeks employed over the same six-month period.20 We proceed by identifying subpopulations
characterized by covariates, for which the reform has particularly strong effects.
Is the reform effective at increasing employment? Evaluating the effectiveness
of the reform at increasing employment, we estimate the DR ATE overall and by
predicted retirement path and show the estimates in Figure 2.6. We recall that the
20 We prefer the continuous version of the IEM as it does not involve any aggregation, for instance by
focusing solely on the main source of income within six months. We include, however, the binary version
as its interpretation resembles with the drops in average degree of employment from Figure 2.1.
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estimated effects in the binary IEM indicate the change in percentage points of being
mainly employed in the first six months of being eligible to retire early compared to
if she were ineligible. Likewise, in the continuous IEM, we interpret the estimated
effects as changes in the aggregated number of weeks employed over the first six
months of eligibility compared to being ineligible.21
Overall, our model suggests that the reform increased employment by 22.6%-points
as the probability of being mainly employed decreases by that amount within the first
six months of eligibility, which is associated within a very narrow 95% CI. This result
matches Figure 2.1 which shows drops at each age of eligibility around this size, and
this indicates a strong dependence on early retirement benefits for some members
of the workforce. Analogously, the reform is estimated to increase the aggregated
number weeks employed by 4.7 weeks per six-month period. We note that the binary
IEM then estimates a higher employment effect compared to the continuous version,
which is likely due to the aggregation. The estimated ATEs are neither 100% nor
26 weeks as some people always work or never work, regardless of eligibility for
early retirement benefits, which is part of the reason why we consider responses by
retirement paths.
Different responses by predicted path We use the predicted paths by person to
differentiate between those who were likely to retire early vs. not. Since we allocate
each person to one predicted path, we can estimate the average treatment effect
for each group with the same predicted path. We estimate large differences across
paths to retirement, which are counterfactual archetypes in absence of the retirement
reform.
Common to both specifications of the model is that people who are predicted not
to take up early retirement are the least affected by the reform. For these people,
the probability of being mainly employed decreases by only 15.3%-points and the
number of weeks employed fall by 3.1 weeks as a response to becoming eligible to
retire early. The nonzero effects highlight why we consider the paths as counterfactual;
the predicted paths inform us about how people would respond to eligibility under
the old retirement regime. But under the new retirement regime, we have no reason
to expect zero treatment effects for people predicted to be employed always as they
are only expected to continue working six month after the age of 60, which used to be
the ERA.
The most affected groups are people who are predicted to go on early retirement
as soon as possible. For these two groups, the models suggest that they are 48.5%
21 Consider further that we should not expect any positive treatment effects; it is highly unlikely that
any individual will be more likely to be working if she is eligible for early retirement than were she not.
Therefore, when we mention high effects, we mean high in magnitude or far below zero.
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Figure 2.6: DR ATE on Employment
Notes: This figure shows the estimated DR ATE with a 95% CI on employment overall and by predicted
retirement path for the main cohorts in the binary IEM (LHS) and the continuous IEM (RHS). For the
binary model, the treatment effect is the probability of being mainly employed six months after becoming
eligible to retire early, whereas for the continuous model, the treatment effect is the change in number of
weeks employed six months after eligibility.

and 46.2% more likely to extend employment until eligibility, which corresponds to
extending employment by 11.6 and 9.8 weeks per six months for those coming out of
other benefits and employment, respectively. The group consisting of people who are
predicted to rely on transfer income both before and after eligibility is slightly more
affected than the always workers and are estimated to be 17.8% more likely to extend
employment or extend employment by 3.9 weeks until eligibility, depending on the
choice of model.
We take this as evidence that in general people continue working when access to
early retirement benefits is delayed. Specifically, across retirement archetypes, the
retirement reform increases employment in the range of 3.1 to 11.6 weeks per sixmonth of delayed benefits.
As the predicted retirement paths are based on observables, we dig deeper into how
estimated employment effects vary between subpopulations characterized by covariates. For instance, we expect individuals in poor to mediocre financial circumstances
or who suffer from health issues to be highly dependent on the social security system.

Different responses by observed characteristics Using the results by predicted
path, we see that responses are heterogeneous across people. However, these pre-
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dicted paths capture all differences in characteristics simultaneously. As a next step,
we assess the individual contribution of each characteristic and study how treatment
effects differ across them.
We hypothesize that people with relatively low utility from working are most likely to
consider retiring early. In addition, people face a trade-off considering their financial
ability to retire versus their utility from working. We expect the strongest treatment
effects among people with low utility from working, driven by various potential
factors like working conditions, health, family circumstances, etc., and low financial
ability to retire without receiving benefits. Note that a person’s own income would
both represent opportunity costs from retiring but also captures past income levels
which contribute to the financial ability to retire.
To provide insights on the employment effects across subpopulations, we estimate
the DR ATE over the distribution of each covariate. In particular, we divide the training
sample into quintiles of the covariate values and compute the DR ATE by averaging
the DR scores from (2.17) within each quintile. We compute the DR ATE overall
(within each quintile) as well as by predicted retirement path.22
In Figure 2.7, we show some selected covariates for which the DR ATE differs strongly
across covariate quintiles. Especially, we show how employment responses differ
across subpopulations characterized by income, work experience, abstract tasks, and
general practitioner expenses. The dark blue line shows the DR ATE for the entire
sample split by quintiles of the covariates, whereas the other colors represent the
predicted path. Whenever a dot is missing, e.g., the fifth quintile of income for the
two paths that take up early retirement as soon as possible, it is because there are no
individuals representing that particular intersection.
As expected, income appears to be am important variable to understand differences
in employment effects. Overall, people at the bottom fifth of the income distribution
respond to eligibility by reducing employment by more than nine weeks within the
first six months, in contrast to people at the top fifth who only reduce employment
by roughly one week. This is in line with economic reasoning as people with high
income have higher opportunity costs to stop working and are less likely to retire early
in general. On the contrary, people with low income have low opportunity costs and
a higher probability to stop working. Since they might depend on receiving benefits,
they may not be able to afford to retire before being eligible, and thus, they react
strongly to the retirement reform.
22 A related question to how different subpopulations are affected is how people who extend employment when access to benefits are delayed differ from those to do not. In particular, instead of creating
subpopulations based on the covariates, we may create groups based on the estimated CATE and consider
how characteristics vary across these groups. We present this analysis in Appendix A2.3.
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Even though we generally see a positive, linear relationship between income and the
estimated treatment effects, this relationship is not as clear for each predicted path.
People who are predicted to be either employed or on benefits until eligibility are
largely represented in the low-income groups, and they seem to drive the high (in
magnitude) treatment effects. But there are very few people predicted to follow these
paths with high income, hence the increasing CI. Predicted always workers, however,
represent almost the entire group of high-income people, for which reason the blue
and red lines coincide for the highest income quintile. The differences in the link
between income and employment responses across paths indicate that income does
not drive the entire heterogeneity.
The same overall pattern exists across the distribution of experience and abstract
tasks, telling us people with high labor market experience and people in jobs with
many abstract tasks tend to be largely unaffected by the reform; these people reduce
employment on average by less than three weeks. On the contrary, having low experience or few abstract tasks tend to be associated with large employment effects
of up to seven weeks per half a year. We observe the opposite pattern for general
practitioner expenses, where healthy people who have expenses among the bottom
fifth react little to the reform (less than four weeks), and less healthy people among
the top fifth respond by reducing employment by six weeks.
Figure 2.7 provides a glance at how employment reactions differ across subgroups in
the population. To provide a fuller picture of the effects, we summarize the DR ATE by
categorical covariates in Table 2.6 and the overall DR ATE by continuous covariates in
Table 2.7.23 For the categorical covariates, we estimate the effects by each category
instead of by quintiles.
We find large differences in the employment responses by sex, industry, job position,
education level and field from Table 2.6. Women tend to respond more strongly
to eligibility than men (employment reductions of six versus three weeks), which
appears to be driven by differences among people predicted to be always workers.
People coming from the health industry tend to be strongly affected by the reform,
where people working in the financial sector appear less affected. Confirming the
employment trends in Figure 2.2, people with a master’s degree do not respond to
the policy, whereas those with lower secondary education reduce their employment
by more than six weeks on average when eligible.
From Table 2.7, income does not appear to be the only financial indicator that separates subpopulations with varying employment effects. We find large reductions in
employment (up to almost nine weeks) among people with the 20% lowest wages,
23 The corresponding tables of the DR ATE on employment by the continuous covariates and by
predicted retirement path are available upon request.
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Figure 2.7: DR ATE on Employment by Continuous Covariates
Notes: This figure shows the DR ATE with a 95% CI overall and by predicted retirement path across
quintiles of four selected covariates (income, experience, abstract tasks, and general practitioner expenses)
as estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag.

wealth income, assets, and liabilities. The opposite holds among people with the 20%
highest wages, etc., where employment reductions are estimated below three weeks.
Another source of income that seems to drive differences in employment responses
is the amount of benefits received. For instance, given that someone receives unemployment benefits corresponding to the amount in the bottom quintile, we estimate
a minor employment reduction of 3.5 weeks within the first six moths of eligibility,
whereas if she receives unemployment benefits comparable to the highest 20%, our
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model suggests that she would reduce employment by more than nine weeks once
eligible. Similar patterns are to be found for the remaining government benefits. The
differences are less pronounced for the various health expenses, but the same pattern
applies.
In summary, we learn that on the one hand people who are either in good financial
situations, receive few public benefits, have few health expenses, or do not have
physically demanding jobs but instead jobs with many abstract or few manual tasks
tend to be relatively unaffected by the reform. On the other hand, we find the largest
employment effects for those people who may be characterized as being underresourced and vulnerable; they belong to the bottom of the income and wealth
distribution, but to the top when it comes to public benefits and health expenses.

2.5.6 How does increasing the ERA affect other aspects of people’s lives?
Applying the same framework, we now consider the take-up of government benefits
as the outcome of interest. Recall the two versions of the IEM; in the binary version,
the outcome defines whether a given person is mainly on benefits or not during a sixmonth period, whereas in the continuous version, the outcome indicates differences
in weeks on benefits between six-month periods. We estimate the DR ATE of the
reform on the benefit take-up for the entire sample as well as by predicted retirement
path and more specific subpopulations. Last, we compare the estimated effects
relative to the expected baseline behavior on both the employment decision and the
benefits take-up.
Are people going into other government programs to bridge the gap? We show
the DR ATE overall and by predicted retirement path in Figure 2.8, from which we see
that the two IEMs estimate approximately the same treatment effects in magnitude.
But contrary to the effects on employment, where the effects mainly differ between
those who always have the same source of income and those who retire when they
become eligible, the people predicted to continue working are distinct from the
other paths based on the effects on benefit take-up. In particular, the decrease in
the probability of being on benefits once eligible is below one percentage point for
these people, where it exceeds 7%-points for the remaining paths. For the overall
sample, the model estimates a decrease of 3.5%-points. Similarly, we find on average
that people reduce the number of weeks on benefits by 1.3 weeks per six-month
period once eligible to retire early. This reduction falls below one week for the people
predicted to be always working, but ranges from 2.7 to 3 weeks for the remaining
retirement paths.
In summary, evidence exists that people bridge the gap until early retirement by
going into government benefit programs. Especially, people who are not predicted to
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Figure 2.8: DR ATE on Benefits
Notes: This figure shows the estimated DR ATE with a 95% CI on benefits overall and by predicted retirement
path for the main cohorts in the binary IEM (LHS) and the continuous IEM (RHS). For the binary model,
the treatment effect is the probability of being mainly on benefits six months after becoming eligible to
retire early, whereas for the continuous model, the treatment effect is the change in number of weeks on
benefits six months after eligibility.

continue employment seem to take up benefits to a larger degree than they would
have done had the reform not been implemented. There are, however, reasons to
believe that we may find larger effects for certain subpopulations.24
Do benefit take-ups differ by observables? As for the employment responses, we
estimate the DR ATE on benefits across quintiles of the covariates and report the
results in Appendix A2.3. Specifically, we document the DR ATE on the take-up of
benefits overall as well as by predicted retirement path for each categorical covariate
in Table A2.3.11. For the continuous covariates, we report the same results for the
overall sample in Table A2.3.12, where we consider the effects by quintiles of the
covariates.25 Both tables come from the continuous IEM using a six-month horizon.
Table A2.3.11 suggests that the largest reductions in the number of weeks on benefits
once eligible are to be found either for women, low-educated people in generic
programs, people who are employed in the health sector, or who rarely advance to
manager-level positions. For instance, people with lower secondary education reduce
24 Similar to the analysis of the employment effects, we could also assess the characteristics of the
people who go into government programs by summarizing the covariates across the estimated CATEs. We
perform this analysis in Appendix A2.3.
25 The corresponding tables of the DR ATE on benefits by the continuous covariates and by predicted
retirement path are available upon request.
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the number of weeks on benefits by almost two weeks per six-month period, whereas
the effect for people with a master’s degree is only 0.2 weeks. The same pattern is
found for regular employees versus directors, where the effects vary between 1.5
and 0.4 weeks, respectively. Among managers too, the model suggests only a modest
decrease by 0.5 weeks once eligible.
Table A2.3.12 adds to this that the largest effects are to be expected for either people
who are relatively poor, people who receive a high amount of government benefits,
people who have high health expenses, or people who tend to work in manual jobs
that are physically demanding. In contrast, for people who either are in good financial
circumstances, receive few government benefits, or have few health expenses, we
find very limited reductions in the number of weeks on benefits once eligible.
In summary, this approach to uncovering differences in the effects of the reform
on the take-up of benefits suggests that people who bridge the period until early
retirement by going into government programs are to be found both for the underresourced people in terms of financial circumstances, labor market attachment, and
educational attainment, and for the vulnerable people in terms of health conditions.
This finding hints at an inconvenient truth for policy-makers; those who continue
working when early retirement benefits are delayed come from subpopulations, in
which we also find people who go into government programs, and the two types of
people are not easily separated.
What are the effects relative to the pre-eligibility period? Before addressing implications and potential policies, we introduce the notion of relative effects that take
into account the period before becoming eligibility. This analysis adds another aspect
to the question on the size of the effects because, on one hand, even large absolute
effects may be relatively small, for instance, if employment is estimated to decrease
by eight weeks for a person who used to work for 26 weeks during the six months
leading up to eligibility. On the other hand, small absolute effects may be experienced
to be relatively large, for instance, if someone who is never on benefits (say, less than
one week per six months) is estimated to go into government programs for almost an
entire week. We include the analysis to emphasize that relative effects may matter
more for the individual utility than the absolute effects.
The analysis is similar to the comparison of CATEs by predicted baseline employment
in Figure 2.4, with the important difference that we consider baseline employment
(and take-up of benefits) in the six-month period leading up to eligibility. In particular,
we compute the number of weeks employed (on benefits) in the six months leading
up to eligibility in the pre-reform cohorts across quintiles of the covariates. Then, all
covariate-wise DR ATEs are measured relative to this baseline.
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In Figure 2.9, we plot the DR ATEs on employment and benefits relative to the corresponding pre-reform baseline levels. The effects as well as baselines are computed by
quintiles of the same four selected covariates as in Figure 2.7, namely income, work
experience, abstract job tasks, and general practitioner expenses.
Looking at the effects by income in Figure 2.9a, we find evidence that among the
people with the 20% lowest income the relative employment effects dominate the
relative effects on benefit take-up, meaning that the reductions in weeks employed
are larger than the reductions in the weeks on benefits relative to pre-eligibility
levels. The reverse pattern is seen for the rest of the income distribution; that is,
delaying access to early retirement benefits leads to relatively larger take-ups of
benefits compared to the increases in employment among people with relatively
larger income. In general, nonetheless, relatively lower effects on both outcomes are
found for increasing income.
Figure 2.9b suggests a similar pattern for employment responses across quintiles
of experience, but the relative effects on benefits are now upward sloping. Thus,
highly experienced people are expected to take up more benefits compared to those
with limited experience relative to their respective pre-eligibility baselines, but the
uncertainty is also larger.
We observe that the relative effects on employment and benefits are slightly downward sloping in the degree of abstract tasks, but flatter compared to the slopes in
income and experience. Finally, we do not find differences in the relative effects on
benefits by general practitioner expenses, but higher relative effects on employment
for increasing general practitioner expenses.
We provide the corresponding results by all covariates in Table A2.3.15 for the categorical covariates and in Table A2.3.16 for the continuous covariates in Appendix A2.3.26
It follows that women are also more affected by the retirement reform when adjusting
for baseline levels, and especially, women are estimated to take up benefits. Once
women become eligible, they reduce the number of weeks on benefits by almost 39%
relative to their baseline level before eligibility. The corresponding estimated effect
for men is just above 26%. Looking at the effects by industry, the largest discrepancy
between the effects on employment and benefits is found in the financial sector,
and the smallest within construction. The DR ATEs on both outcomes are, however,
very similar, and thus, the take-up of benefits is generally low in the financial sector.
In both industries, the relative effects on benefits dominate the relative effects on
employment. We find minor to no differences in the relative effects for entrepreneurs,
people with lower secondary educations, and people who studied a generic program.
26 The corresponding tables of the DR ATEs by the continuous covariates and by predicted retirement
path are available upon request.
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Figure 2.9: DR ATE Relative to Baseline Level by Covariates
Notes: This figure shows the overall DR ATE with a 95% CI on employment (blue) and on benefits (red) by
quintiles of four selected covariates (income, experience, abstract tasks, and general practitioner expenses)
relative to the unconditional DR ATE as estimated by the continuous IEM using a six-month horizon. The
sample is the training sample of the main cohorts and all predictions are out-of-bag. Missing estimates
indicate too few observations.

On the other hand, for directors, people with a master’s degree, and people who are
educated within science, the relative effects on benefits are more than twice the size
of the relative effects on employment, suggesting that as these, otherwise resourceful,
have their access to benefits postponed, they end up entering government programs
relatively more than extending employment, which could affect their individual utility.
This finding is supported by Table A2.3.16, where we find the largest discrepancies
in the relative effects among people in both good financial circumstances and good
health conditions, experienced people, and people who perform largely abstract tasks.
This is, however, largely driven by the extremely low baseline level of benefit take-ups
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among these people. On the other hand, for under-resourced and vulnerable people,
the employment and government benefit effects are roughly similar in relative terms.
As we outline, the distinction between absolute and relative effects have implications
for policy-makers as absolute effects matter in terms of the public finances, whereas
the relative effects may matter for individual utility. We explore this in Section 2.6.
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Table 2.3: Frequency of Categorical Covariates Overall and by Retirement Path
Covariate

Category

Overall

Employed always

Employed until eligibility

Benefits until eligibility

Benefits always

Sex

Male

47.59%

50.98%

32.72%

39.01%

51.03%

Citizenship

Danish

98.88%

98.9%

98.94%

98.8%

98.78%

Origin

Danish

96.97%

97.04%

97.21%

96.23%

96.38%

Civil Status

Married

69.66%

70.65%

72.68%

62.61%

57.13%

Industry

Agriculture

1.18%

1.11%

1.04%

1.56%

1.46%

Construction

5.48%

5.29%

4.3%

6.3%

7.49%

Finance

11.08%

11.97%

7.89%

8.78%

12.44%

Health

25.97%

24.82%

34.69%

24.17%

19.8%

5.9%

5.95%

5.33%

6.18%

6.87%

Manufacturing

19.02%

18.1%

19.66%

25.9%

21.96%

Public

16.38%

17.95%

13.24%

9.84%

12.27%

Trade

14.99%

14.82%

13.84%

17.28%

17.71%

Employee

77.39%

73.18%

89.33%

90.59%

82.36%

Self-Employed

1.84%

1.8%

1.56%

2.08%

2.61%

Manager

18.46%

22.17%

8.27%

6.45%

13.87%

Director

2.31%

2.85%

0.84%

0.88%

1.15%

Lower Secondary

20.71%

17.25%

30.22%

32.42%

24.71%

Upper Secondary

47.26%

46.53%

47.86%

50.2%

50.12%

Short-Cycle Tertiary

4.39%

4.81%

3.28%

2.91%

3.97%

Bachelor

21.33%

23.42%

17.27%

12.88%

16.9%

Master

6.32%

8%

1.37%

1.58%

4.29%

Generic Program

23.8%

20.52%

32.42%

35.47%

28.02%

Humanities

12.63%

13.81%

8.86%

9.05%

12.3%

20%

20.14%

23.24%

16%

15.16%

Business

18.46%

18.42%

18.45%

19.38%

19.66%

Engineering

22.42%

23.98%

15.85%

18.48%

22.62%

Science

2.69%

3.13%

1.19%

1.62%

2.23%

North Region

11.73%

11.1%

13.98%

12.82%

10.94%

Central Region

24.89%

24.73%

25.02%

24.12%

27.15%

South Region

23.27%

22.28%

26.64%

27.64%

22.41%

Region Zealand

15.22%

15.14%

15.66%

16.25%

14.15%

Capital Region

24.89%

26.75%

18.71%

19.18%

25.34%

Village

25.46%

23.78%

30.72%

31.5%

23.46%

Province

23.55%

23.62%

24.23%

22.13%

21.78%

Hinterland

17.98%

17.82%

17.96%

19.92%

18.33%

Metropolis

12.14%

12.14%

11.98%

11.15%

14.5%

Capital

20.88%

22.64%

15.11%

15.3%

21.92%

Daughters Employment

Employed

56.79%

57.44%

56.15%

52.98%

53.82%

Sons Employment

Employed

57.29%

57.78%

56.53%

55.78%

54.79%

Humanities

Job Position

Education Level

Education Field

Health

Location

Location Type

Notes: This table shows the frequencies of the categorical covariates overall and by retirement path for the
pre-reform cohorts born in 1952 and 1953. The table is based on 78,627 individuals, who all qualify for early
retirement benefits. For each category (row), the minimum and maximum frequency across retirement
paths are color-coded by light gray and dark gray, respectively. For the binary covariates (sex, citizenship,
origin, civil status, daughters employment, and son employment), the reference category is omitted.
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Table 2.4: Average of Continuous Covariates Overall and by Retirement Path
Covariate

Overall

Employed always

Employed until eligibility

Benefits until eligibility

Benefits always

Parents

0.88

0.93

0.7

0.79

0.88

Children

1.76

1.78

1.72

1.7

1.73

Grandchildren

0.18

0.16

0.26

0.26

0.23

Experience

0.87

0.89

0.83

0.77

0.8

Unemployment Degree

0.04

0.03

0.05

0.1

0.07

Absence

9.45

6.07

11.86

23.36

31.32

Income

54819

58066

45188

44707

51443

Wage

48106

51510

39111

36565

42834

Wealth Income

4851

5349

3342

3304

4317

146030

160411

102178

100455

133924

Liabilities

81743

89774

54189

59557

79830

Wealth

62758

68956

46851

40023

52758

Cash Benefits

26

21

21

46

70

Unemployment Benefits

716

422

1074

2410

1554

Sickness Benefits (Public)

175

81

213

657

788

Sickness Benefits (Private)

369

253

457

816

1129

Health Expenses

129

119

136

162

192

General Practitioner Expenses

90

83

99

114

120

Physiotherapy Expenses

19

17

19

24

39

Surgery Expenses

11

11

10

11

13

Psychiatry Expenses

6

6

5

10

15

0.06

0.06

0.06

0.08

0.13

Patient Days

0.2

0.18

0.2

0.27

0.52

Hospital Expenses

152

138

155

191

272

AI Score

-0.28

-0.24

-0.44

-0.36

-0.26

Software Score

-0.12

-0.14

-0.11

0.02

-0.05

Robot Score

0.02

-0.05

0.2

0.28

0.11

Abstract

-0.11

-0.03

-0.33

-0.36

-0.17

Routine

-0.23

-0.24

-0.26

-0.12

-0.15

Nonroutine Manual

-0.24

-0.28

-0.17

-0.07

-0.15

Offshorability

0.14

0.14

0.15

0.13

0.13

Physique

-0.01

-0.07

0.14

0.17

0.03

Physical Work Condition

-0.11

-0.14

-0.07

0.01

-0.05

Degree of Automation

-0.17

-0.16

-0.23

-0.15

-0.13

Working Conditions

-0.1

-0.01

-0.34

-0.41

-0.18

Support

-0.05

-0.02

-0.18

-0.15

-0.07

Relationships

0.33

0.34

0.36

0.19

0.22

0

0.21

-0.57

-0.76

-0.21

Assets

Hospitalizations

Self-Actualization
Spouse Income

49203

49853

49997

45397

43397

Spouse Wage

39625

40346

39933

35714

34366

Spouse Wealth Income

4565

4608

4925

4007

3756

Spouse Assets

141428

144475

145547

121054

117959

Spouse Liabilities

77833

80041

74056

68578

71187

Spouse Wealth

61667

62535

69053

50886

45440

Children Income

57874

56718

63016

60063

56040

Children Income (Min)

20281

19520

23370

21938

19813

Parents Wealth

21501

24299

13318

12405

16654

Parents Pension

3155

3524

1921

2105

2686

Notes: This table shows the average of the continuous covariates overall and by retirement path for the
pre-reform cohorts born in 1952 and 1953. The table is based on 78,627 individuals, who all qualify for
early retirement benefits. For each covariate (row), the minimum and maximum average across retirement
paths are color-coded by light gray and dark gray, respectively.
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Table 2.5: Best Linear Predictor Test (Chernozhukov et al., 2019)

≥
°
¢¥
ø Wi ,t ° ê (°i ,t ) X i , t
≥
¥≥
°
¢
°
¢¥
ø̂(°i ,t ) X i , t ° ø Wi ,t ° ê (°i ,t ) X i , t

Estimate

SE

t-stat

p-value

0.99

0.01

141.33

0§§§

1.09

0.01

98.70

0§§§

Notes: This table shows the best linear predictor test for model calibration and heterogeneity proposed
by Chernozhukov et al. (2019) that seeks to fit the estimated CATE as a linear function of the out-of-bag
°
¢
causal forest estimates ø̂(°i ,t ) X i , t . The underlying model in the binary IEM over a six-month horizon
using employment as an outcome. Superscripts ***, **, and * indicate statistical significance at significance
levels 1%, 5%, and 10%, respectively.
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Table 2.6: DR ATE on Employment by Categorical Covariates
Covariate

Covariate category

Sex

Male

Citizenship

Origin

Civil Status

Industry

Job Position

Education Level

Education Field

Location

Location Type

Daughters Employment

Overall

Employed always

Employed until eligibility

Benefits until eligibility

-3.4 (0.05)

-2.1 (0.05)

-9.4 (0.3)

-11.2 (0.3)

-4 (0.3)

Female

-6 (0.05)

-4.2 (0.06)

-9.8 (0.1)

-12 (0.3)

-3.9 (0.3)

Danish

-4.7 (0.04)

-3.1 (0.04)

-9.8 (0.1)

-11.6 (0.2)

-3.9 (0.2)

Non-Danish

-5.4 (0.4)

-3.2 (0.4)

-10 (1)

-12.3 (2)

Danish

-4.7 (0.04)

-3.1 (0.04)

-9.7 (0.1)

-11.5 (0.2)

-3.9 (0.2)

Non-Danish

-5.5 (0.2)

-3.1 (0.2)

-10.2 (0.6)

-12.4 (0.9)

-5.4 (1)

Married

-4.8 (0.04)

-3.2 (0.04)

-9.9 (0.1)

-12 (0.3)

-4 (0.3)

Single

-4.6 (0.07)

-2.8 (0.07)

-9.2 (0.2)

-11.1 (0.3)

-3.8 (0.3)

Agriculture

-5.2 (0.3)

-2.6 (0.3)

-12.6 (1)

-10.6 (1)

Construction

-3.6 (0.2)

-2.1 (0.2)

-8.7 (0.7)

-9.6 (0.6)

Finance

-3.5 (0.1)

-2.3 (0.1)

-9.6 (0.5)

-11.5 (0.7)

-4.5 (0.6)

Health

-6.1 (0.07)

-4.6 (0.08)

-9.8 (0.2)

-11.6 (0.5)

-3.9 (0.4)

-3.4 (0.7)

Humanities

-4.5 (0.1)

-2.6 (0.1)

-10 (0.4)

-11.6 (0.8)

-5 (0.8)

Manufacturing

-5.1 (0.09)

-2.4 (0.08)

-10.4 (0.2)

-12.9 (0.4)

-4.2 (0.5)

Public

-3.7 (0.08)

-2.9 (0.08)

-8.4 (0.4)

-12.5 (0.8)

-2.7 (0.5)

Trade

-4.3 (0.09)

-2.5 (0.09)

-9.5 (0.3)

-10.3 (0.4)

-3.8 (0.5)

Employee

-5.3 (0.04)

-3.4 (0.04)

-9.8 (0.1)

-11.6 (0.2)

-4.1 (0.2)

Self-Employed

-4.2 (0.3)

-2.5 (0.3)

-9.8 (0.9)

-11.1 (2)

-3.2 (1)

Manager

-2.6 (0.07)

-2.2 (0.07)

-9.9 (0.7)

-10.7 (1)

-3.5 (0.5)

Director

-2.1 (0.2)

-1.9 (0.2)

Lower Secondary

-6.3 (0.08)

-3.4 (0.09)

-10 (0.2)

-12.5 (0.3)

-3.5 (0.4)

Upper Secondary

-4.7 (0.06)

-3.1 (0.06)

-9.6 (0.2)

-11.1 (0.3)

-4.3 (0.3)

Short Cycle Tertiary

-3.7 (0.2)

-2.6 (0.1)

-9.3 (0.8)

-11.5 (1)

-3.5 (0.8)

Bachelor

-4.3 (0.07)

-3.5 (0.07)

-9.4 (0.3)

-11.3 (0.6)

-3.7 (0.4)

Master

-1.5 (0.1)

-1.1 (0.09)

Generic

-6 (0.08)

-3.2 (0.08)

-10 (0.2)

-12.4 (0.3)

-3.6 (0.4)

Humanities

-4 (0.1)

-2.8 (0.09)

-10.3 (0.4)

-11.3 (0.6)

-3.7 (0.6)

Health

-5.6 (0.08)

-4.5 (0.08)

-9.4 (0.2)

-10.7 (0.6)

-4 (0.4)

Business

-4.6 (0.09)

-2.9 (0.09)

-9.6 (0.3)

-11.6 (0.6)

-4.6 (0.5)

Engineering

-3.2 (0.07)

-2 (0.07)

-9.4 (0.4)

-10.8 (0.4)

-4 (0.4)

Science

-2.4 (0.2)

-1.6 (0.2)

North Region

-5.5 (0.1)

-3.6 (0.1)

-9.9 (0.3)

-10.9 (0.6)

-3.8 (0.6)

Central Region

-4.6 (0.07)

-3 (0.07)

-9.6 (0.2)

-11.2 (0.4)

-3.7 (0.3)

South Region

-5.6 (0.08)

-3.6 (0.08)

-10.2 (0.2)

-11.9 (0.4)

-3.8 (0.5)

Region Zealand

-4.7 (0.09)

-3 (0.09)

-9.6 (0.3)

-11 (0.5)

-3.2 (0.5)

Capital Region

-3.8 (0.07)

-2.5 (0.07)

-9.2 (0.3)

-12.2 (0.4)

-4.6 (0.4)

Village

-5.5 (0.07)

-3.5 (0.08)

-9.7 (0.2)

-10.9 (0.4)

-3.7 (0.5)

Province

-4.9 (0.07)

-3.2 (0.07)

-9.8 (0.2)

-12.3 (0.4)

-3.9 (0.4)

Hinterland

-4.7 (0.08)

-3.1 (0.09)

-9.7 (0.2)

-11 (0.5)

-3.3 (0.5)

Metropolis

-4.9 (0.1)

-3.1 (0.1)

-10.5 (0.3)

-11.6 (0.6)

-4 (0.5)

Capital

-3.7 (0.08)

-2.4 (0.07)

-9.2 (0.3)

-12.4 (0.5)

-4.5 (0.4)

Employed

-4.6 (0.05)

-3 (0.05)

-9.7 (0.1)

-11.5 (0.3)

-3.8 (0.3)

-5 (0.06)

-3.1 (0.06)

-9.9 (0.2)

-11.7 (0.3)

-4.1 (0.3)

Unemployed

Sons Employment

Benefits always

-4.2 (1)

-11.9 (1)

Employed

-4.6 (0.05)

-3 (0.05)

-9.7 (0.1)

-11.2 (0.3)

-4 (0.3)

Unemployed

-4.9 (0.06)

-3.1 (0.06)

-9.9 (0.2)

-12 (0.3)

-3.9 (0.3)

Notes: This table shows the DR ATE overall and by predicted retirement path for each categorical covariate
as estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag. For each retirement path and overall, the minimum and
maximum DR ATE within covariates are color-coded by light gray and dark gray, respectively. Missing
estimates indicate too few observations.
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Table 2.7: DR ATE on Employment by Continuous Covariates (Overall)
Covariate

Q1

Q2

Q3

Q4

Q5

Parents

-5.8 (0.09)

-5.1 (0.08)

-4.3 (0.08)

-4.3 (0.08)

-4.2 (0.07)

Children

-5.2 (0.08)

-4.8 (0.08)

-4.7 (0.08)

-4.7 (0.08)

-4.3 (0.08)

Grandchildren

-4.7 (0.08)

-4.6 (0.08)

-4.7 (0.08)

-4.5 (0.08)

-5.2 (0.08)

Experience

-7.1 (0.09)

-6.2 (0.09)

-4.5 (0.08)

-3.3 (0.07)

-2.7 (0.07)

Unemployment Degree

-3.1 (0.07)

-3.1 (0.07)

-3.9 (0.07)

-5 (0.08)

-8.6 (0.1)

Absence

-3.4 (0.07)

-3.4 (0.07)

-4.6 (0.08)

-5.5 (0.09)

-6.8 (0.09)

Income

-9.4 (0.09)

-6.1 (0.09)

-4.1 (0.08)

-2.9 (0.07)

-1.3 (0.06)

Wage

-8.7 (0.1)

-6.6 (0.09)

-4.3 (0.08)

-2.9 (0.07)

-1.3 (0.06)

Wealth Income

-6.7 (0.09)

-5.4 (0.09)

-4.9 (0.08)

-4 (0.08)

-2.7 (0.07)

Assets

-6.5 (0.09)

-5.8 (0.09)

-4.8 (0.08)

-3.8 (0.08)

-2.7 (0.07)

Liabilities

-6.7 (0.09)

-5.9 (0.09)

-4.9 (0.08)

-3.9 (0.08)

-2.4 (0.07)

Wealth

-4.6 (0.08)

-6.1 (0.09)

-5 (0.08)

-4.4 (0.08)

-3.6 (0.07)

Cash Benefits

-4.6 (0.08)

-4.6 (0.08)

-4.7 (0.08)

-4.7 (0.08)

-5.1 (0.08)

Unemployment Benefits

-3.5 (0.07)

-3.5 (0.07)

-3.5 (0.07)

-4.1 (0.08)

-9.1 (0.1)

Sickness Benefits (Public)

-4.1 (0.07)

-4 (0.07)

-4 (0.07)

-4 (0.07)

-7.6 (0.1)

Sickness Benefits (Private)

-3.2 (0.07)

-3.1 (0.07)

-5.4 (0.09)

-5.9 (0.09)

-6.2 (0.09)

Health Expenses

-3.9 (0.08)

-4.4 (0.08)

-4.7 (0.08)

-5.2 (0.08)

-5.6 (0.09)

General Practitioner Expenses

-3.6 (0.08)

-4.2 (0.08)

-4.7 (0.08)

-5.3 (0.08)

-5.9 (0.09)

Physiotherapy Expenses

-4.6 (0.08)

-4.6 (0.08)

-4.7 (0.08)

-4.8 (0.08)

-5 (0.08)

Surgery Expenses

-4.7 (0.08)

-4.9 (0.08)

-4.9 (0.08)

-4.7 (0.08)

-4.5 (0.08)
-4.9 (0.08)

Psychiatry Expenses

-4.7 (0.08)

-4.7 (0.08)

-4.6 (0.08)

-4.9 (0.08)

Hospitalizations

-4.6 (0.08)

-4.6 (0.08)

-4.8 (0.08)

-4.9 (0.08)

-4.8 (0.08)

Patient Days

-4.6 (0.08)

-4.6 (0.08)

-4.7 (0.08)

-5 (0.08)

-4.8 (0.08)
-4.9 (0.08)

Hospital Expenses

-4.8 (0.08)

-4.7 (0.08)

-4.6 (0.08)

-4.7 (0.08)

AI Score

-6.3 (0.09)

-5.8 (0.09)

-4.5 (0.08)

-3.6 (0.08)

-3.5 (0.08)

Software Score

-5.1 (0.08)

-4.8 (0.08)

-4.5 (0.08)

-4.2 (0.08)

-5.1 (0.09)

Robot Score

-6.2 (0.09)

-3.5 (0.07)

-4.5 (0.08)

-4.5 (0.08)

-5 (0.08)

Abstract

-7 (0.09)

-5.9 (0.09)

-4.9 (0.08)

-3.3 (0.07)

-2.7 (0.07)

Routine

-5.2 (0.08)

-4.5 (0.08)

-4.6 (0.08)

-4.7 (0.08)

-4.8 (0.08)

Nonroutine Manual

-4.2 (0.08)

-3.8 (0.08)

-5.4 (0.08)

-5.3 (0.08)

-4.9 (0.09)

Offshorability

-4.1 (0.08)

-4.6 (0.08)

-5.5 (0.08)

-5.1 (0.08)

-4.4 (0.08)

Physique

-3.2 (0.07)

-3.8 (0.08)

-5.1 (0.08)

-6.1 (0.09)

-5.5 (0.09)

Physical Work Condition

-3.7 (0.08)

-4.6 (0.08)

-5.6 (0.08)

-5.2 (0.08)

-4.7 (0.08)

Degree of Automation

-5.9 (0.08)

-4.9 (0.08)

-4.8 (0.08)

-3.7 (0.08)

-4.4 (0.08)

Working Conditions

-6.9 (0.09)

-6.3 (0.09)

-4.6 (0.08)

-3.1 (0.07)

-2.8 (0.07)

Support

-6.6 (0.09)

-5.1 (0.08)

-4 (0.08)

-4 (0.08)

-4 (0.08)

Relationships

-4.7 (0.08)

-4.1 (0.08)

-5.1 (0.08)

-4.9 (0.08)

-5 (0.08)

Self-Actualization

-6.9 (0.09)

-5.7 (0.09)

-5.3 (0.08)

-3.1 (0.07)

-2.8 (0.07)

Spouse Income

-4.9 (0.09)

-4.4 (0.08)

-4.8 (0.08)

-4.9 (0.08)

-4.8 (0.08)

Spouse Wage

-5.1 (0.09)

-4.4 (0.08)

-4.5 (0.08)

-4.8 (0.08)

-4.8 (0.08)

Spouse Wealth Income

-4.8 (0.09)

-4.3 (0.08)

-4.8 (0.08)

-4.8 (0.08)

-5 (0.08)

Spouse Assets

-4.9 (0.09)

-4.4 (0.08)

-4.9 (0.08)

-4.8 (0.08)

-4.7 (0.08)

Spouse Liabilities

-5 (0.09)

-5.1 (0.08)

-5.1 (0.08)

-4.5 (0.08)

-4 (0.08)

Spouse Wealth

-4.3 (0.08)

-4.9 (0.09)

-4.4 (0.08)

-4.9 (0.08)

-5.2 (0.08)

Children Income

-4.7 (0.08)

-3.7 (0.08)

-4.6 (0.08)

-5.3 (0.08)

-5.4 (0.08)

Children Income (Min)

-4.6 (0.08)

-3.4 (0.07)

-4.5 (0.08)

-5.4 (0.08)

-5.9 (0.09)

Parents Wealth

-5 (0.08)

-5.1 (0.08)

-5 (0.08)

-4.9 (0.08)

-3.7 (0.07)

Parents Pension

-5 (0.08)

-5 (0.08)

-5.1 (0.08)

-4.8 (0.08)

-3.8 (0.08)

Notes: This table shows the overall DR ATE by quintiles of the continuous covariates as estimated by the
continuous IEM using a six-month horizon. The sample is the training sample of the main cohorts and all
predictions are out-of-bag. For each covariate (row), the minimum and maximum DR ATE across quintiles
are color-coded by light gray and dark gray, respectively. Missing estimates indicate too few observations.
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2.6 Implications and policies
2.6.1 Cost-benefit analysis
The reform affects the public financial budget positively as additional taxes are
collected from the increases in employment while fewer early retirement benefits
are paid out. However, some of the tax gains are offset by an increase in the takeup of government benefit programs, thus we are interested in finding the net fiscal
implications of the reform. To answer the question, we compute the net fiscal benefits
of the reform per capita per six-month increase in the ERA by
º = ø̂E £

L
£ ¡L ° ø̂B £C ,
52

(2.19)

where º is the profits, ø̂E and ø̂B are the estimated DR ATEs on employment and
benefits, respectively, L is average yearly labor income, ¡L is the tax rate on labor
income, C , is the weekly cost of supporting someone on benefits net of taxes averaged
over government programs.27 We apply (2.19) to each predicted retirement path,
where we use the applicable labor income and tax rate in effect.
Figure 2.10 shows the net fiscal benefits overall and by predicted path for increasing
average weekly costs of government programs. Those who are predicted to be always
on transfer income receive the highest amounts of government payments. If the
average weekly cost of supporting one person on a benefit program exceeds US$
400, it leads to a net fiscal loss for this retirement path. For the remaining archetypes
(ordered by the threshold costs), the corresponding thresholds are US$ 830, US$ 1110,
and US$ 1770, respectively. For the overall sample, the threshold at which the net
fiscal benefits become negative is US$ 1230.
Considering a specific government benefit program (the sickness benefits program),
the weekly amount of sickness benefits is roughly US$ 650, and the average tax rate
corresponding to this income level is 31.9%, leading to a net weekly cost of approx.
US$ 443. It is therefore only those who are predicted to be always on benefits who
cause a net fiscal loss of the retirement reform. For the average person, however, this
level of weekly costs leads to total costs of US$ 556 per six-month increase in the
ERA.28 With total benefits per person of approx. US$ 1545 per six-month increase in
the ERA, the net benefits amount to US$ 988 per person. It perspective, the net fiscal
benefits of the reform per cohort per six-month increase in the ERA totals almost US$
18.9 million. Note that there are also administrative costs to these programs, which
drive up the total costs.
27 As our outcome of interest in the take-up of any government benefit program, we consider the fiscal
implications of the reform for different costs of the government programs.
28 The specific calculation is ø̂ £ 443 = 1.256 £ 443 = 556.408.
B
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Weekly Costs of Benefit Programs/Capita

Figure 2.10: Net Fiscal Benefits for Varying Costs of Benefit Programs
Notes: This figure shows the overall and by predicted retirement path net benefits of the retirement reform
per capita per six-month increase in the ERA as a function of the weekly cost of financially supporting one
on any government benefit program. The dashed line indicates zero net benefits.

We emphasize that this back-of-the-envelope calculation ignores several non-fiscal
factors that are important in determining the total costs and benefits of the retirement
reform. For instance, we believe there are considerable utility gains from working
that we do not factor in. Despite the increase in consumption opportunities due
to larger income, the good habits derived from having a work routine that involves
mental and physical exercises are some of the utility gains. On the other hand, agents
also derive utility from leisure, and the price of leisure increases with the reform as
early retirement benefits are postponed. One can argue that there is also disutility in
relying on government benefits for a living, and that continued work may not only be
associated with utility gains as certain people might be physically run down after a
long working life. We do not find evidence for the latter in the very short run in the
instrumental variable (IV) analysis of the health-employment link in Appendix A2.3,
but as we stress, it could be due to invalidity of the instrument. Although difficult to
quantify, these are some of the aspects that affect the individual utility, which matters
greatly for policies and which are not taken into account in (2.19) that only focuses
on the public finances.
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2.6.2 Could policies be designed to avoid adverse effects while still
increasing employment?
As a policy-maker, the ultimate goal of the retirement reform is to increase employment for the elderly to release pressure on the social security system. Increased
take-up of government benefits is not intended and costly from a fiscal perspective.
It follows from the analysis, however, that not everyone will continue working when
the eligibility age is shifted. Hence, with a uniform reform, certain groups of people
are taking up additional government benefits beyond what they would have had they
been eligible to retire early. We explore next if those who continue working can be
identified separately from those who take up government benefits.
Do those going into programs differ from those working longer? We assess how
people who enter government benefit programs differ from those who continue
working as access to early retirement benefits is delayed by comparing descriptive
statistics of the characteristics for those with high treatment effects on either outcome.
We split the two treatment effect distributions into quintiles and focus on people
who are affected the most, and thus, the belong to the first quintiles. Specifically,
we summarize the covariates by averages within subpopulations characterized by
treatment strength along with standard errors, which we obtain by estimating (2.20)
by OLS for each covariate j , i.e.,
Xi ,j =

5
X

q=1

(

q 1 ø̂

°

¢

X i ∑ F̂ ø°1

µ ∂)
q
+ ¿i , j ,
5

(2.20)

n
o
where F̂ ø°1 (∫) = inf ø : F̂ ø (ø) ∏ ∫ denotes the estimated quantile function, and F̂ ø (·)

denotes the empirical cumulative distribution function.29 In fact, this boils down to
comparing Table 2.6 to Table A2.3.11 for the categorical covariates, and Table 2.7 to
Table A2.3.12 for the continuous covariates. All tables can be found in Appendix A2.3.

Although many of the estimated relationships between the covariates and the CATE
share a qualitative interpretation, there are a few cases for which the pattern is
reversed. Consider for instance the share of self-employed people. For the effect on
employment, the lowest share of entrepreneurs is to be found in the second quintile
of CATE and the highest share in the fifth quintile. In contrast, the lowest share of
entrepreneurs is to be found in the fourth quintile of the effects on benefits and the
highest share in the first quintile. One explanation for why entrepreneurs are not to
be found among those who extend employment is that whether or not the business is
successful, their commitment and effort are not altered by the delayed access to early
29 For the categorical covariates, we also estimate (2.20) by OLS, where the covariates are dummyencoded variables. The estimated averages of the dummy variables across the quintiles of the CATE then
represent frequencies.
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retirement benefits. Entrepreneurs value flexibility and do not depend to the same
degree on early retirement benefits. But if the business is struggling and they would
have retired if eligible, they may enter government benefit programs as an alternative
source of income.
A similar example is to be found for the share of people in the construction industry.
The lowest share of people employed in construction is to be found in the second and
fifth quintiles of the effects on employment and benefits, respectively. The opposite
holds for the highest share of people in the construction industry, which is to be
found in the fourth and second quintiles, respectively; that is, while those who extend
employment tend not to work in construction, those who enter government programs
do tend to be employed in construction. This could be driven by the fact that it is
harder to find a job in construction when approaching the ERA in force, and thus,
independent on whether one is employed or job-seeking one would not extend
employment but rather go into government benefit programs as access to early
retirement benefits is delayed.
As hinted at, however, the shape of the relationship between the covariates and the
CATE function often coincides for employment and government benefits, but the
magnitudes are different, which we assess by considering the ratios of the covariates
at different quantiles of the CATEs. For instance, we may compute the relative share
of men in the first quintile of the two CATE distributions to be 123%, meaning that
as the share of men in the first quintile of the effects on benefits is approx. 31%,
it corresponds to 123% of the same share in the same quintile of the employment
effects, which is approx. 25%.
The most remarkable difference between those who enter government benefit programs and those who extend employment is found for health conditions and the
amount of benefits received. Among the top 20% who take up benefits, the various
health accounts range from 117% to 172% of the corresponding health accounts for
the top 20% who extend employment. This suggests that those who enter government
programs to a larger extent than they would have in absence of the reform may be
characterized by even worse health issues compared to the counterpart who extend
employment. In addition, these individuals tend to work in the construction or agricultural industry, be employed as managers, or be educated within engineering and
science, whereas no clear patterns exist for educational attainment. Note that these
people are not characterized by being financially under-resourced. In fact, there is
a slight tendency that those who take up benefits the most (in the first or second
quintile) tend to have higher income and wealth compared to those who largely
continue working.
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Figure 2.11: Overview of Responses to the Retirement Reform
Notes: This figure shows four patterns of absolute and relative treatment effects size by levels of a given
covariate.

Comparing absolute and relative effects of the reform In Section 2.5, we introduce the notion of absolute and relative effects, which give rise to four patterns of
treatment effects for increasing levels of a given covariate depicted in Figure 2.11. For
instance, we might estimate high absolute and relative effects for low levels of a given
covariate, which both fall to low effects for high levels of that covariate, as shown in
the fourth quadrant. We observe this pattern of income for both the employment
effects and the effects on benefits. The opposite is shown in the second quadrant. In
the first and third quadrant, we illustrate examples where the absolute and relative
effects move in opposite directions. For instance, consider the effects on benefits for
increasing levels of experience, where the absolute effects decrease but the relative
effects increase with experience as shown in the first quadrant.
We may use the framework to identify characteristics that could define targeted policies; if the effects behave similarly in absolute and relative terms on both employment
and benefits, the policy-makers face a trade-off because it is costly in terms of employment to avoid someone taking up benefits. If, however, we find patterns of the effects
on employment and benefits that belong to different quadrants in this framework,
the choice may be clearer. We highlight some potential target characteristics next.
First, we do not find any characteristics, for which the employment effects and
the effects on benefits clearly follow quadrant four (two) and quadrant two (four)
at the same time, respectively. Hence, there are no obvious policies that increase
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employment without causing some people to take up benefits in both absolute and
relative sense. We do, however, find a tendency of the employment effects to behave
as in quadrant two for spouse wealth, where at the same time the effects on benefits
follow quadrant one. That is, absolutely speaking, individuals with wealthy spouses
tend to extend employment but not to take up benefits as a response to the reform.
The opposite tendency is found for individuals with less wealthy spouses, who tend
to enter government benefit programs rather than continuing working. Therefore,
policies that put fewer eligibility requirements on those with less wealthy spouses30
may not lead to large reductions in employment but could contrary result in fewer
individuals on benefits.31
Second, we consider the effects for increasing experience as this has recently been
a highly debated topic in Denmark (Rønn and Jenvall, 2020). On employment, the
effects follow the pattern in the fourth quadrant; people with high seniority tend to be
largely unaffected by the reform on their employment decisions, both in absolute and
relative terms. This, however, does not hold for the effects on benefits, which behave
as in the first quadrant, with decreasing absolute effects but increasing relative effects.
Hence, policies that target highly experienced people, e.g., by granting them early
retirement benefits before they otherwise would have been eligible, are not costly
in terms of employment, but the relative gains might be considerable in terms of
the take-up of government benefits, which is indeed a personal gain rather than a
societal gain.
Third, the employment effects for varying health expenses belong to the second
quadrant, which also holds for the absolute effects on benefits, whereas the relative
effects are roughly flat. Add to this that among the most affected people, the health
expenses are much higher for those who are forced into government benefit programs compared to those who extend employment. This suggests that policies could
be targeted at those with bad health records, such that they face lighter eligibility
requirements than normally.

2.6.3 Decomposing the gender gap
We find that women, both absolutely and relatively, are more affected by the retirement reform than men, and we take a deep dive to investigate this further. In
particular, we attempt to determine how much of the gender gap in estimated treatment effects that is due to group-level differences in the financial ability to retire,
opportunity costs associated with work, health conditions, family context, and job
30 In reality, such policies would be placed on household wealth, which complicates the analysis.

31 We also find opposing effects on employment and benefits for varying levels of exposure to software
and the amount of routine job tasks. The effects are, however, not convincing as the patterns seem
somewhat noisy.
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Table 2.8: Decomposition of the Gender Gap in Estimated Treatment Effects
Outcome
Weeks employed
Base model
Gender gap

2.110§§§
(0.014)

Full model
£
§
0.832§§§
39.41%
(0.055)

Financial ability

No

Yes

Opportunity costs

No

Yes

Health status

No

Yes

Family context

No

Yes

Job characteristics

No

Yes

Weeks on benefits
Explained
£
§
1.278§§§
60.59%

(0.004)

Full model
£
§
0.075§§§
16.27%

£
§
°0.28%

No

Yes

£
§
36.75%

No

Yes

£
§
5.38%

No

Yes

£
§
8.06%

No

Yes

£
§
10.69%

No

Yes

(0.053)

°0.006
(0.018)
0.775§§§
(0.072)
0.113§§§
(0.010)
0.170§§§
(0.007)
0.226§§§
(0.022)

Base model
0.460§§§

(0.012)

Explained
£
§
83.73%

0.385§§§

°0.004

(0.013)

(0.004)
0.168§§§
(0.016)
0.181§§§
(0.005)
0.046§§§
(0.002)
°0.007
(0.005)

£
§
°0.89%
£
§
36.60%
£
§
39.41%
£
§
10.04%
£
§
°1.43%

Notes: This table shows the decomposition following Gelbach (2016) of the gender gap in terms of the
effects of the retirement reform on employment (LHS) and on the take-ups of government benefits (RHS)
estimated by the continuous IEM using a six-month horizon. The decomposition is based on the training
sample of 76,531 individuals. Standard errors are in parentheses. Superscripts ***, **, and * indicate
statistical significance at significance levels 1%, 5%, and 10%, respectively.

characteristics.32 We follow Gelbach (2016) to decompose the gender gap into these
potential factors; that is, we estimate how much of the change in the coefficient on
sex that can be attributed to the different factors as we move from a base specification
excluding all factors to the full specification including all of them. Specifically, we
apply the omitted variables bias formula, i.e.,
° 0 ¢°1 0
Ø̂base
= Ø̂full
X 1 X 2 Ø̂2 ,
1
1 + X1 X1

(2.21)

where subscript 1 denotes the sex variable and subscript 2 denotes the factors listed
above, and the coefficients are estimated by OLS. Results are shown in Table 2.8.
Table 2.8 shows the decomposition of the gender gap in both the estimated effects
on employment (LHS) and benefits (RHS), respectively. In terms of the employment
effects, almost 61% can be attributed to differences in observables for men and
women, leaving roughly 39% unexplained. In particular, opportunity costs appear
to drive more than one third (36.75%) of the gender gap. Interestingly, the financial
ability (captured by accumulated assets and liabilities) is insignificant in explaining
the gender gap once controlled for the other factors. The remaining factors explain
less than one fourth jointly. Considering the effects on the take-up of benefits, nearly
32 We define financial ability as the spouse’s income, household assets and liabilities, opportunity costs
as own income, health status as hospital admissions, patient days, absence, and all health-related expenses,
family context as the number of parents, children, and grandchildren, the income and employment of the
children, and the wealth and pension funds of the parents, and job characteristics as the work values, tasks,
offshorability, physical job requirements, degree of automation, and technology exposure.
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the entire gender gap (83.73%) can be attributed to gender heterogeneity in the
factors. Opportunity costs seem to play an evenly important role (36.60%), but this
time, the largest contributing factor is health status; close to 40% of the differences in
the take-up of benefits between men and women due to the reform can be attributed
to differences in health. In conclusion, we find that gender differences in income
could be more important than currently anticipated in many countries, as they appear
to have long-lasting effects even into retirement.

2.6.4 Responsiveness by cohorts
As our final analysis, we assess whether there are differences in the effects across
cohorts by computing the DR ATE on employment and benefits, respectively, for
each cohort in our sample. We plot the estimated effects in Figure 2.12. Considering
the effects on employment, we observe that younger cohorts are more affected by
the reform, which is to be expected as they also face higher eligibility ages. This is
important for future policies that aim at increasing the ERA further because it shows
that the effects on employment are expected to be even stronger. In contrast, the
effects on the take-up of government benefits are decreasing for younger cohorts and
several reasons could explain this. First, as the eligibility age is higher, these relatively
younger cohorts may have had more time to secure a job which could also explain
the larger effect on employment. Second, the younger cohorts have had access to
better health care, and thus they may not be in the need of health-related benefits
to the same degree as older cohorts. Third, public beliefs may have changed over
time, making it less attractive or popular to take up government benefits, and fourth,
perhaps it is simply getting harder for people to bridge the gap to retirement by
getting benefits granted. The different potential explanations have different impacts
on policies, and although interesting, we leave this discussion for further research.
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(a) Effect on Weeks Employed

(b) Effect on Weeks on Benefits

Figure 2.12: DR ATE on Employment and Benefits by Cohort
Notes: This figure shows the estimated DR ATE on employment (LHS) and benefits (RHS), respectively, by
cohort in the continuous IEM. The effects are interpret as the change in number of weeks employed (LHS)
or on benefits (RHS), respectively, six months after eligibility.

2.7 Conclusion
Policy-makers should consider heterogeneous responses to large-scale interventions
like retirement reforms. Our data-driven approach allows for flexible estimation of
heterogeneous treatment effects while taking differences in the probability to retire
early into account. Early retirement programs are mostly taken up by people with
presumably low utility from working driven by complex interactions of characteristics;
these people tend to be financially under-resourced and vulnerable in terms of health
issues. While increasing the early retirement age effectively increases employment, it
also leads to higher take-up of government programs. In general, more vulnerable
groups facing more difficult labor market situations are more strongly affected by the
reform. The reform brings some unintended side effects such as causing people with
health issues already before they turned 60 to bridge the gap on government programs.
Increasing the eligibility age also overproportionately affects women which, to a large
degree, can be explained by their lower income.
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Appendix
A2.1 Detailed institutional background
A2.1.1 Details of the Danish pension system
In this section, we provide additional details on the Danish pension system to those
given in Section 2.2. This section is meant as a supplement and is not self-contained
without the main text.
Public pension The public pension is secured by legislation and pays out a universal income amounting to US$ 11,378 (DKK 77,028) annually. The public pension is
means-tested, and the annual full supplement is US$ 12,624 (DKK 85,464) for singles
and US$ 6,339 (DKK 42,912) for married and/or cohabiting couples. The amount
paid depends on years of residence and partly on income. The general requirement
to receive this pension is citizenship and residence for at least three years. To receive
the full income, however, individuals must have lived in Denmark for 40 years during
the ages from 15 to 65. Otherwise, the amount is adjusted downward proportionally.
The basic pension scheme is financed from general tax revenues collected by the
government following the PAYGO logic, where the generation in active employment
pays the pensions of contemporary pensioners. With universal coverage, the social
pension scheme aims to prevent poverty among the elderly. Recipients of the social
pension scheme count roughly 13% of the total population or 25% of the labor force,
and the payment amounts to about 20% of the average wage without supplements.
Occupational pension The occupational pension is quasi-mandatory for most
workers as it is often established by collective bargaining agreements between firms
(or sectors) and labor unions. Coverage is roughly 80% of the workforce. The majority
of the occupational pension plans operates as contribution plans managed by pension funds, insurance companies, corporate pension funds, and banks. Payouts may
take several forms, either as withdrawals, lump sums, or life annuities.
Private pension The private pension is voluntary and allows people to secure increased consumption opportunities as they exit the labor market. Coverage is about
40% of the labor force. For the second and third pillar, an important feature is the
extensive use of guaranteed minimum benefits and guaranteed annuity conversion
factors. As banks are not allowed to offer annuities, they offer guaranteed minimum
investment returns. The largest and most important supplementary scheme is the
Labor Market Supplementary Pension Fund (called Arbejdsmarkedets Tillægspension) denoted ATP based on individual accounts and is financed from employer and
employee contributions.
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Table A2.1.1: Annual Amount of Government Benefits in Denmark

Government benefit programs by 2020

Annual amount
USD

DKK

Early retirement benefits (efterloen)

30,781

(208,386)

Unemployment benefits (dagpenge)

33,825

(228,996)

Social assistance benefits (kontanthjaelp)

20,480

(138,648)

Sickness benefits (sygedagpenge)

33,835

(229,060)

Rehabilitation (revalidering)

33,825

(229,996)

Resource scheme (ressourceforloeb)

20,480

(138,648))

Flexi-job benefits (ledighedsydelse)

30,105

(203,808)

Disability pension (foertidspension)

33,841

(229,104)

Notes: This table shows the annualized maximum amount of benefits for several social programs in
Denmark by 2020. By annualized, we refer to the amount an individual would have received if she received
the benefits in question throughout the entire year. We leave out resource scheme benefits as it depends on
previously received benefits. The amount of disability pension holds for cohort born before 1959. This
corresponds to 91% of the maximum amount of unemployment benefits.

Early retirement The early retirement scheme is voluntary and qualification is
based on unemployment insurance fund membership and monetary contributions
for 30 years. Additionally, individuals are required to have earned at least US$ 35,231
(DKK 238,512) within the last three years. If not full-time insured, the earnings requirement is reduced to US$ 23,488 (DKK 159,012). In some cases, the earnings
requirement is replaced by an employment requirement of having worked 1924 hours
within the last three years, which roughly corresponds to one year.

A2.1.2 Government benefit programs
We introduce several government benefit programs in Denmark both related to
temporary unemployment and reduced working capacity. In Table A2.1.1, we provide
an overview of the annualized amount of each program, and as a baseline, we include
the level of early retirement benefits. In order of appearance, the labor-market related
benefits include unemployment benefits and social assistance benefits (also called
cash benefits or simple welfare), whereas the health-related benefits include sickness
benefits, rehabilitation, flexi-job, and disability pension.
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A2.1.2.1 Unemployment-related benefits
We present two government benefit programs related to temporary unemployment.
Unemployment benefits Members of a recognized unemployment insurance fund
can receive unemployment benefits if they become unemployed conditional on being
a member for at least one year. If membership is less than one year due to completion
of education, one may still be entitled to unemployment benefits. Membership is
voluntary and may be restricted by education and previous employment. In addition
to membership of an unemployment insurance fund, eligibility depends on meeting
all of the following conditions: (i) having a minimum income of US$ 35,231 (DKK
238,512) during the three preceding years; (ii) having resided in the realm of Denmark
or another EU/EEA country or Switzerland for seven years within the last 12 years;
(iii) having registered at the Public Employment Service); (iv) meeting the availability
requirement, i.e., being available to work 37 hours a week with one day’s notice. Once
unemployment benefits are granted, the period lasts for two years with the option of
flexible extension by up to one year. The amount of unemployment benefits depends
on several factors, including the previous salary but no more than 90% of it. The
maximum amount, however, is US$ 33,825 (DKK 228,996) annually.
Social assistance benefits Non-members of unemployment insurance funds are
not eligible to receive unemployment benefits. If non-members become unemployed,
they may instead receive means-tested social assistance benefits. Social assistance
benefits are intended to support individuals who cannot provide for themselves nor
their family due to some social events such as sickness, unemployment, or cessation
of cohabitation. In addition, the need for support cannot be covered by other benefits.
A2.1.2.2 Health-related programs
We describe the government benefit programs that aim to support individuals with
temporarily to permanently reduced ability to work. In Figure A2.1.1, we illustrate
the various options on a continuum from temporarily reduced working capacity
to permanently unable to work. We emphasize that individuals are not required to
follow the steps outlined. Rather, each individual is assigned to a case worker from
the municipality who assesses the given situation.
Sickness benefits Sickness benefits are intended to support people in the workforce who are temporarily unable to work due to their illness or incapacitating injury.
In general, sickness benefits are short-term, i.e., one may only receive sickness benefit
for up to 22 weeks within the last nine full calendar months. In some situations, however, one may be entitled to an extended period of sickness benefits. If an extension
is not possible, individuals may continue in a job assessment process. To qualify in
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Sickness benefits

• Temporarily unable to
work
• Up to 22 weeks/9 months
• After 22 weeks,
individuals continue on a
job clarification scheme
• Max. US$ 651/week

Temporarily reduced
working capacity

Rehabilitation
• Unable to work in the
foreseeable future
• Maximum unemployment
benefits
• Up to 5 years
• Max. US$ 2,819/month

Resource scheme
• Unable to work in the
foreseeable future
• Rehabilitation is deemed
insufficient
• From 1 to 5 years
• Max. US$ 1,707/month

Flexi-job
• Permanently and
significantly reduced
working capacity
• Successful rehabilitation
is unlikely
• Partly associated to the
labor market
• 5 years at a time
• Max. US$ 2,509/month if
unemployed in flexi-job

Permanently and significantly
reduced working capacity

Disability pension
• Permanently unable to
work
• Max US$ 2,820/month

Permanently
unable to work

Figure A2.1.1: Overview of Health-related Government Benefit Programs
Notes: This figure shows the government benefit programs related to health on a continuum from temporarily reduced working capacity to permanently unable to work.

general, residence in Denmark and being subject to income taxation are required.
There may be exceptions, however, if a person lives in another country within the
European Union (EU). In addition, eligibility depends on meeting at least one of the
following conditions: (i) having been employed for at least 240 hours within the last
six completed calendar months prior to the first day of sick leave. For at least five of
these months, employment should be full time, (ii) having had the right to unemployment benefits or temporary social security in absence of sickness, (iii) within the
last month, having completed a vocational training program, which lasted at least
18 months, (iv) being employed in a paid internship as a part of a study program
that complies with the appropriate legislation, or (v) being employed in a flexi-job.
Individuals who are eligible for sickness benefits receive a maximum amount of
US$ 651 (DKK 4,405) weekly, which is subject to normal income taxation. In general,
individuals who are on sick leave for longer periods are not guaranteed to keep their
job, and typically, employers are entitled to terminate the job contract if a person
is on sick leave for more than 120 days in one year. Note that it is not possible to
transition directly from sickness benefits to early retirement benefits. This explains
why the drop in the number of recipients of sickness benefits appears up to six to
nine months before reaching the ERA as seen in Figure A2.1.3.
Rehabilitation Rehabilitation is designed to bring individuals back to the labor
market as soon as possible given their working capacity is more than temporarily
reduced. If working capacity may be improved by any training or treatment within the
foreseeable future, individuals are not eligible for rehabilitation. Further, eligibility
depends on individuals being deemed having a realistic chance of completing rehabilitation. Rehabilitation may take form as an internship, job training, or supplementary education. As a general rule, individuals in rehabilitation receive rehabilitation
benefits, corresponding to the maximum unemployment benefits. The amount of
rehabilitation benefits may be reduced if salaries are paid during the internship or
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job training, or if individuals have other sources of income that exceed US$ 1,773 in a
given year. The maximum period on rehabilitation is five years. Note that individuals
go through a short period of pre-rehabilitation, which does not count towards the
five years.
Resource scheme A resource scheme is meant to replace rehabilitation if rehabilitation is deemed insufficient. The scheme is intended to improve the working capacity
in order to bring individuals back to the workforce or into education, and it takes several factors into account, including physical and mental health, education, previous
jobs, and social relations. A resource scheme is more involved than rehabilitation
as it may also contain support from a psychologist, physical training, etc. Eligibility
depends on having serious issues related to health or social life in general. To be
granted disability pension, individuals have to go through the resource scheme first.
A resource scheme lasts from one to five years and individuals may go into several
resource schemes. The benefits amount to US$ 20,480 (DKK 138,648) annually, but
may be raised in the individual was part of another social program, e.g., sickness
benefits, before granted a resource scheme.
Flexi-job The so-called flexi-job corresponds to a part-time job for individuals with
permanently and substantially reduced working capacity. The flexi-jobs are intended
to allow individuals to remain associated with the workforce, and eligibility depends
on not being able to fulfill normal job requirements.
Disability pension Disability pension is designed to provide basic financial support
to citizens with permanently and substantially reduced working capacity in such a
degree that self-providing by working is precluded - not even in a flexi-job. In general,
individuals below the age of 40 will not be granted disability pension, unless the
workability obviously cannot be improved. If workability can be improved through
activation, treatment, or rehabilitation, disability pension will not be granted except
for individuals with less than five years to normal retirement given a current and long
attachment to the labor market. The workability is assessed through the resource
scheme in which it is decided if disability can be granted. As with sickness benefits,
individuals must as a general rule be of Danish citizenship and have permanent
residence in Denmark. Disability pension amounts to US$ 33,841 (DKK 229,104)
annually for singles and US$ 28,766 (DKK 194,748) for married and/or cohabiting
couples, respectively. Once disability pension is granted, the individual is not eligible
for early retirement as she does not fulfill the employment requirement.

A2.1.3 Details of the 2011 retirement reform
The Danish government also offered the opportunity to exit the scheme and withdraw the early retirement contributions tax-exempt before 2012. In addition, the
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Figure A2.1.2: Cohort discontinuities
Notes: This figure illustrates the step-wise increase in ERA . The dotted line indicates the ERA prior to the
reform, which is flat at the age of 60. Turning 60 thus leads to being eligible for early retirement benefits.
The solid line indicates the ERA after the reform, which takes a staircase shape. In addition, the cohort text
boxes indicate at what point in time the respective cohort meets the ERA in force.

Retirement Reform entailed a shortening of the early retirement period from five to
three years over the years 2018-2023 and a reduction of the scope of the retirement
scheme. Last, the reform introduced a senior pension scheme similar to the disability pension scheme, targeting elder people reaching the NRA within five years. The
scheme will ensure faster and easier access to the disability pension for people who
have previously joined the labor market. In Figure A2.1.2, we illustrate the step-wise
increases in the ERA facing different cohorts born after January 1, 1954.

A2.1.4 Trends in sources of income
We plot the trends in the take-up of several government benefit programs as discussed
above. As in Section 2.2, we begin by showing raw trends by cohort across ages, and
we mark the different ERAs by dotted vertical lines. Then, we re-do the plots for
strata by education. That is, we plot the trends in government benefit programs by
cohort but we zoom in on two subgroups characterized by the highest educational
attainment; those who completed a lower secondary education or a master’s degree
as their highest completed education. We pool all government benefits program into
one for simplicity, but the patterns appear across all major programs.
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Figure A2.1.3: Government Benefit Program Trends by Cohort and Education
Notes: This figure shows the trends in average take-up of several government benefit programs by cohort
across age. Each cohort is marked by a different color. The dotted vertical lines illustrates the increasing
eligibility ages for early retirement benefits.
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Figure A2.1.4: Government Benefit Program Trends by Cohort and Education
Notes: This figure shows the trends in average take-up of any government benefit programs by cohort
and education across age. Each cohort is marked by a different color. The figure plots individuals with a
lower secondary education as the highest completed education (LHS) as well as individuals with a master’s
degree or equivalent as highest completed education (RHS). The dotted vertical lines in both sides illustrate
the increasing eligibility ages for early retirement benefits.
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A2.2 Data appendix
We explain our sampling approach to capture the effect of the reform at different
horizons. When evaluating individual employment decisions, we may not expect to
see effects instantly after a person becomes eligible to retire early. She may need to
complete last projects, train a replacement, or prefer to postpone early retirement
to a natural point in time, say the Christmas holidays or the summer vacation. She
would presumably continue working those extra months but when she eventually
retires, it would still be the result of her eligibility. We, therefore, group months into
periods to consider responses to the retirement reform at different horizons. The
periods are the discrete strata of ages as explained in Section 2.3. The periods are
always anchored in the month an individual becomes eligible for early retirement
benefits; that is, if we consider, say, the six-month response to the reform, we are
interested in her labor market behavior within the first six months of eligibility. We
consider this the first period t after eligibility. Likewise, for us the first period before
eligibility will always denote the six months leading up to her becoming eligible to
retire early, and so forth. In the continuous IEM, we will consider first differences of
outcomes, by which we refer to differences in the outcomes between these six-month
periods in which the outcome is accumulated over those months. Also, we tabulate
the categorical and continuous covariates in Table A2.2.2 and A2.2.3, respectively.
Information on specific variables and registers in Statistics Denmark is available upon
request.

A2.2.1 Approach to categorical variables
As many other algorithms, the method of GRF requires categorical data to be transformed into numerical data before it can be used as input. Typically, the transformation builds on one-hot encoding of the categorical variables, but this may add many
low-signal predictors, especially if the variable in question contains many unique
categories. We take another approach to transforming the categorical variables and
consider two methods, one for ordinal and one for nominal data.
Ordinal data For ordinal data with a natural ordering, we simply encode the categorical variables as integers according to this ordering. For instance, an individual’s
educational attainment will be encoded as 1 for lower secondary education, 2 for
upper secondary education, 3 for short-cycle tertiary education, 4 for bachelor’s degree,
and 5 for master’s degree. This representation simplifies the splitting procedure for
GRF as it will split individuals into lower and higher education groups. The same
applies to job position, which is encoded as 1 for employee, 2 for self-employed, 3 for
manager, and 4 for director. We are able to use this simple encoding, because our GRF
method is nonparametric. When we benchmark to OLS, we use one-hot encoding for
these categorical variables.
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Table A2.2.2: Overview of Categorical Covariates
Discrete covariates
Demographics

Employment history

Explanation

Values

Sex

–

male; female

Civil status

–

married; single

Citizenship

–

Danish; non-Danish

Origin

–

Danish; non-Danish

Location

Region of residence

Capital Region; Region Zealand;
South Region; Central Region;
North Region

Location type

Type of residence

capital; metropolis; province;
hinterland; village

Education field

Educational level based on ISCED

generic; health; humanities;
business; engineering; science

Education level

Educational attainment based on
ISLED

lower secondary; upper
secondary; short-cycle tertiary;
bachelor; master

Children’s
employment

Sons’ and daughters’
employment status

employment; no employment

Job position

–

employee; self-employed;
manager; director

Industry

Based on NACE

agriculture; construction; finance;
health; humanities;
manufacturing; public; trade

Notes: This table provides an overview of the categorical covariates and corresponding categories.

Nominal data For nominal data without a natural ordering, we use a more sophisticated representation method as suggested by Johannemann et al. (2020). We use a
low-rank encoding method that involves matrix factorization of the transpose of the
group-wise means matrix of the continuous covariates. In particular, we use Sparse
Principal Component Analysis (SPCA) suggested by Zou et al. (2006). Johannemann
et al. (2020) recommend SPCA if the main model is tree-based (such as our GRF
model), because the model may have difficulty in placing good splits due to the density of the (standard) principal components. We refer to Johannemann et al. (2020)
for details on representing categorical variables with sufficient latent states.
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Table A2.2.3: Overview of Continuous Covariates
Continuous covariates
Demographics

Employment history

Financial situation

Government benefits

Health conditions

Technology exposure

Task measures

Job characteristics

Work values

Explanation
parents, parents wealth, and
parents pension

Number of parents, their total wealth, and pension funds

children and children income

Number of children and their income (total and minimum)

grandchildren

Number of grandchildren

experience

Degree of experience from 0 to 1

unemployment degree

Degree of unemployment from 0 to 1

absence

Number of days absent workplace

income(+s)

Total taxable income excl. wealth income

wage(+s)

Taxable wage income incl. employee benefits and stock options

wealth income(+s)

Total wealth income incl. rental value of own home

assets(+s)

Assets excl. pension assets

liabilities(+s)

Liabilities incl. mortgage

wealth(+s)

Value of net assets; excl. pension assets and cash holdings

cash benefits

Social assistance benefits or welfare

unemployment benefits

Unemployment insurance fund benefits

sickness benefits (public) and
sickness benefits (private)

Government-paid sickness benefits (long-term sickness) and
employer-paid sickness benefits (short-term sickness)

health expenses

Total health insurance subsidy

general practitioner expenses

Health insurance subsidy to general practitioners for providing health
services

physiotherapy expenses

Health insurance subsidy to physiotherapy

surgery expenses

Health insurance subsidy to surgery

psychiatry expenses

Health insurance subsidy to psychiatry

hospitalizations

Number of stationary and outpatient hospitalizations, incl. emergencies

patient days

Number of patient days due to hospitalization

hospital expenses

Total tariff due to hospitalization

AI score

Occupation exposure scores for AI (see Webb (2020))

software score

Occupation exposure scores for software (see Webb (2020))

robot score

Occupation exposure scores for robots (see Webb (2020))

abstract

Degree to which occupation requires problem-solving, intuition,
persuasion, and creativity (see Acemoglu and Autor (2011))

routine

Degree to which occupation can be fully specified as a series of
instructions to be executed by a machine (see Acemoglu and Autor (2011))

nonroutine manual

Degree to which occupation requires situational adaptability, visual
recognition, and in-person interactions (see Acemoglu and Autor (2011))

offshorability

Degree to which occupation requires face-to-face interactions, demand
on-site presence, or in-person care to others (see Acemoglu and Autor
(2011))

physique

Abilities that influence strength, endurance, flexibility, balance, and
coordination (see “Abilities — Physical Abilities” O*NET (2020))

physical work conditions

Work context related to the interactions between the worker and the
physical job environment (see “Work Context — Physical Work Conditions”
O*NET (2020))

degree of automation

Degree of automation of job (see “Work Context — Degree of Automation”
O*NET (2020))

working conditions

Occupational degree of job security and good working conditions (see
“Work Values – Working Conditions” O*NET (2020))

support

Occupational degree of supportive management that stands behind
employees (see “Work Values – Support” O*NET (2020))

relationships

Occupational degree of friendly non-competitive environment (see “Work
Values – Relationships” O*NET (2020))

self-actualization

Constructed using PCA on achievement, independence, and recognition
(see “Work Values – Achievement, Independence, and Recognition” O*NET
(2020))

Notes: This table provides an overview of the continuous covariates. Superscripts (+s) indicate that we
include spouse equivalents as well.
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Table A2.3.4: Observed and Predicted Paths to Retirement for Pre-Reform Cohorts
Employed always

Employed until eligibility

Benefits until eligibility

Benefits always

Mixed

Observed

70.93%

16.28%

5.64%

3.58%

3.57%

Predicted

71.02%

16.02%

5.68%

3.73%

3.55%

Notes: This table shows the observed path frequencies and the marginal predicted path probabilities of
the out-of-sample pre-reform cohorts born in 1952 and 1953. The model is a hierarchically penalized
multinomial logistic regression trained on pre-reform cohorts.

A2.3 Empirical appendix
A2.3.1 Accuracy of path predictions
The predictive model of paths to retirement uses the hierarchically penalized MNL regression outlined in Section 2.3. We choose to include second- and third-order terms
of all continuous covariates, leading to a total of 178 regressors (34 one-hot encoded
categorical covariates plus three times 48 continuous covariates). Our pre-reform
data consist of 78,627 individuals, which we divide into training data and testing
°
¢
data following an 80%-20% split. We initialize the penalty factors to ¥ 0 = 1; 2; 3 , and
consider 100 values of ∏. The gradient-free nonlinear optimizer converges within
1000 iterations. To assess the ability to predict the path to retirement, we perform
several diagnostic checks of the model.
The proposed model selects 108 covariates with non-zero coefficients (plus an intercept) using an optimal penalty parameter ∏§ = 0.00123 with penalty factors equal to
°
¢
¥§ = 1.284; 1.660; 2.156 and with an optimized log-likelihood value of 0.804. The associated AIC is 214.393, while BIC is 1191.708. By the deviance test, we strongly reject
the null hypothesis that the intercept model fits the data well against the alternative
that the proposed model fits the data better with a test statistic of 20125.49 and an
associated p-value of 0. The test statistic is based on a null deviance of 117846.7 and
a model deviance of 97721.23, and degrees of freedom equal to 108.
Similar, testing the proposed model against the saturated model yields clear evidence
in favor of the proposed model by Pearson’s ¬2 -test. In particular, the test statistic
reads 0.004 and follows a ¬2 -distribution with 4 degrees of freedom, leading to a
p-value of 1. We use the model trained on the 62,895 individuals from the pre-reform
cohorts to predict the path probabilities on the 15,732 left-out individuals. Table
A2.3.4 shows the observed path frequencies in the out-of-sample data compared to
the predicted marginal probabilities. We see that the model is capable of precisely
predicting the paths for the pre-reform cohorts. We then use the same model to
predict the path probabilities for the entire sample of the main cohorts.
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A2.3.2 Relative retirement paths
A related approach to answering who selects into which retirement path is to compare the frequencies of retirement paths by covariates. In particular, holding each
covariate fixed, say females, we may compute the share of each path relative to the
unconditional base share. We provide the relative path shares for the categorical
covariates in Table A2.3.5. For continuous covariates, we split them by the median
and compare the frequencies of paths for people above the median relative to people
below the median. We report the relative path shares for the continuous covariates in
Table A2.3.6. We use the same color scheme to highlight minima and maxima across
paths as in the main text.

A2.3.3 Assessing the IEM on benefits using the BLP test
We run the BLP test and report the estimated coefficients with standard errors in
Table A2.3.7 for the binary IEM. We fail to reject the null that ØATE is statistically
different from 1, meaning that the model captures the ATE correctly. Further, we
strongly reject the null that ØCATE is statistically equal to 0, which gives evidence for
heterogeneity. We take this as evidence that the model is well-calibrated to capture
the ATE and CATE.

A2.3.4 Variable importance
We consider a variable importance measure when estimating the CATE. A natural
measure of variable importance in the context of forests is to count how often a
variable is used in the splitting process. We stress, however, that the measure is a
rough diagnostic, especially if many of the covariates are highly correlated. Two
truly important covariates may easily be split on often and rarely, respectively, due
to nothing but them being highly correlated, and in this case, the leaf definitions
could easily be unaltered even if we remove one of the covariates. Table A2.3.8 shows,
nonetheless, the variable importance for the two main specifications of the IEM. As
expected, the two models agree to a large extent on the variable importance, and
in particular, the predicted path probabilities appear to be important for splitting.
In addition, covariates like income, wage, unemployment benefits, and degree of
unemployment are often being split on.

A2.3.5 What characterizes people who extend employment?
Figure A2.3.5 shows the frequencies of each education level (Figure A2.3.5a) and
job position (Figure A2.3.5b) by quintiles of CATE on employment as estimated by
the continuous IEM. Since people react to eligibility by reducing employment, the
treatment effects are negative, and hence the bottom of the CATE distribution consists
of the people who are most affected. People who extend employment as access to
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Figure A2.3.5: Covariate Frequencies by CATE on Employment
Notes: This figure shows the average covariate percentile of four selected covariates (income, wealth,
experience, and unemployment benefits) overall and by observed retirement path across quintiles of the
CATE as estimated by the continuous IEM using a six-month horizon. The sample is the training sample of
the main cohorts and all predictions are out-of-bag.

early retirement benefits is delayed tend to have lower educations and be mainly
employed as regular employees. In particular, among the 20% who are most affected
by the reform, almost 43% have lower secondary educations as the highest education
and this share is reduced to less than 10% among the 20% who are the least affected by
the reform. The corresponding shares of people with a master’s degree are roughly 1%
and 24%, respectively. This suggests a large education gap in the effects of the reform
on employment, where the most affected people tend to have lower educations rather
than advanced degrees, and this confirms our initial finding from Figure 2.2. That is,
those who react strongly to the retirement reform in terms of employment may be
characterized by having lower educational attainments.
We summarize all covariates by CATE in Table A2.3.9 and A2.3.10 for the categorical
and continuous covariates, respectively. The people who extend employment the
most due to the reform tend to be either women, working in the health sector, or
have a low education often within generic programs. At the same time, these people
are characterized by being in notably worse financial situation or having limited
attachment to the labor market. They also tend to have more living parents and
grandchildren. For instance, they have more than four times as many grandchildren
on average compared to those who are affected the least. Turning to the commonly
used task measures, we see that the occupational degree of abstract tasks decreases
for increasingly negative values of the treatment effect, meaning that individuals who
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respond strongly to the retirement reform tend to have jobs that require low amounts
of problem-solving, intuition, persuasion, and creativity. The same applies to the
exposure to AI, where the occupations for strongly affected people are less likely to
be exposed to AI. As expected, the pattern is opposite regarding exposure to robots
and the physical job requirements. In addition, the most affected people have high
health expenses, especially at the general practitioner, where they have almost 70%
higher expenses compared to the least affected people.

A2.3.6 Do benefit take-ups differ by observables? (tables)
In the main text, we find that the take-up of government benefits differ strongly by
subpopulations characterized by covariates. Here, we present the corresponding tables. Specifically, we report the DR ATE on the take-up of benefits for each categorical
covariate in Table A2.3.11. For the continuous covariates, we report the DR ATE by
quintiles of the covariates in Table A2.3.12.

A2.3.7 What characterizes the people who go into government
programs?
We summarize the covariates at different quintiles of the CATE distribution on the
take-up of benefits. In particular, Table A2.3.13 reports the share of the categorical
covariates for each quintile of the estimated CATE, whereas Table A2.3.14 summarizes
the continuous covariates by averages for each quintile of the estimated CATE.
From Table A2.3.13, the people who bridge the period until early retirement by going into government benefit programs tend to be either women, people with low
educational attainment, or people in jobs at the non-management level of firms.
For instance, in the first quintile of the treatment effect distribution (the fifth who
responds the most), less than 1% have a master’s degree, whereas in the fifth quintile
(the fifth who responds the least), this share exceeds 23%. Another striking example
is job position; in the first quintile, we find less than 5% managers and less than
0.5% directors. On the contrary, more than 49% and 8% are managers and directors,
respectively, in the fifth quintile. Table A2.3.14 supports the picture that people who
go into government benefit programs as access to early retirement benefits is delayed
tend to be under-resourced people. Considering the amount of government benefits
received, people in the first quintile receive 16 times the amount of cash benefits, 71
times the amount of unemployment benefits, and more than 200 times the amount
of sickness benefits compared to people in the fifth quintile. In addition, they have
on average 32 days of absence yearly compared to less than one. The relatively low
attachment to the labor market is also reflected in the financial circumstances; the
salaries are more than twice as high and the aggregated wealth more than three times
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higher among the 20% who responded the least to the reform compared to the 20%
who responded the strongest.
Concluding on how people who take up benefits differ from those who do not, we find
compelling evidence that educational attainment and field, occupational position,
industry and tasks, financial circumstances, amount of benefits received, health status, and exposure to technology vary across groups of people who enter government
programs. In fact, all the characteristics differ systematically between affected and
unaffected people; those who take up benefits beyond what they would have had the
reform never been implemented tend to be already vulnerable across all observable
measures. That is, delaying access to early retirement benefits appears to affect a
certain group of people to take up benefits, who may be characterized by being low
educated, having rarely advanced to manager-level jobs with abstract tasks but instead performing manual tasks, being employed within the health or manufacturing
industry, having low income and wealth but receiving a high amount of benefits, and
in general, having high health expenses.

A2.3.8 What are the effects relative to the expected baseline? (tables)
In the main text, Figure 2.9 sheds light on the differences between absolute and
relative effects for subgroups characterized by observables. Here, we document the
corresponding tables. In particular, we provide the relative effects on employment
(to the left in each cell) and on benefits (to the right in each cell) by the categorical
covariates in Table A2.3.15 and in Table A2.3.16 for the continuous covariates.

A2.3.9 How do changes in employment affect health?
An interesting and still not fully answered question is how employment affects health.
Two competing hypotheses exist. On the one hand, one may argue that there are
certain health benefits to employment in terms of derived positive habits, e.g., by
everyday mental and physical exercise. On the other hand, employment may lead
to stress and some jobs are physically challenging and wearing one down, which
could lead to health costs of working. It is, however, difficult to estimate the effects
of employment on health as people self-select into jobs based on latent factors that
also affect health. That is, we expect employment to be endogenous. For instance,
growing up in a resourceful environment could mean that the family has invested
more resources in the health and human capital of the child, which would affect
both adult employment and health. Several studies have addressed this problem
by using first-differences of fixed effects estimation techniques (see, e.g., Blundell,
Britton, Dias, and French (2017)). We also adapt first differences in our estimation.
The retirement reform, in addition, may be viewed as an instrument to employment;
being eligible to retire early has demonstrably negative effects on employment as
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Figure A2.3.6: General Practitioner Expenses Leading up to Eligibility
Notes: This figure shows the development of overall and by cohort general practitioner expenses in US$
over 12-month periods leading up to eligibility to retire early for the pre-reform (Figure A2.3.6a) and main
cohorts (Figure A2.3.6b). The labels on the first axis indicate 12-months periods relative to the ERA, such
that °1 and +1 indicate one year before and after eligibility, respectively

people reduce the number of weeks employed once eligible. But we are cautious to
whether eligibility also effects health, at least in the short run (and in the ways we
measure health).
To demonstrate our concern, we plot the average amount of general practitioner
expenses overall and by cohort in Figure A2.3.6 for the pre-reform and main cohorts.
First, note how the expenses are higher for the pre-reform cohorts from two to four
years before reaching the ERA, which we interpret as younger cohorts having better
access to health care throughout the life. Closer to ERA, the differences vanish and
for some specific cohorts among the main cohorts ,the expenses are higher than for
the pre-reform cohorts. This is possibly an age effect that kicks in as the main cohorts
face a higher ERA, and thus, the main cohorts are older when they become eligible.
Second, we observe that the expenses tend to stagnate between one and two years
before eligibility, which is especially pronounced for the pre-reform cohorts. In the
period between one year before and one year after becoming eligible, the expenses
tend to accelerate back to the previous upward slope. We interpret this pattern as people postponing medical treatments to after retiring when the approach the eligibility
threshold. This complicates the use of eligibility as an instrument for employment as
eligibility in itself affects health. With this caution in mind, we consider the effects of
employment on health using an IV approach.
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The identification assumption that the number of weeks employed and health expenses over the same period would not have varied systematically from one person to
another, in the absence of the retirement reform, is sufficient to estimate the impact
of the reform. Additionally, if we assume that the reform had no effect on health
other than by increasing weeks employed, one can use this reform to construct IV
estimates of the impact of additional weeks on employment on health expenses. For
this interpretation, the main concern is that the approaching eligibility causes some
people to postpone medical treatment if they plan to retire at that point. Recall that
our nonparametric approach to model the effects of the reform may be interpreted
via (2.12), for which the parametric and linear analogue reads
¢i ,t = Ø0 + øWi ,t + Ø0t X i + "i ,t ,

(A2.3.1)

where ø is the ATE. Estimates of (A2.3.1) are intrinsically interesting to understand
the effect of eligibility on employment or on the take-up of government benefits.
Assessing the impact of employment on health, however, the estimates also serve as
the first stage of a 2SLS estimation. In particular, the causal effect of employment on
health may be represented by
Hi ,t ° Hi ,t °1 = Æ + ∞¢i ,t + Ø0t X i + u i ,t ,

(A2.3.2)

where Hi ,t denotes the health condition of the i th person at period t and u i ,t denotes
the error term. When ¢i ,t and u i ,t are correlated, OLS estimates of (A2.3.1) are biased,
which happens if some unobserved factors affect both employment decisions and
health conditions. Under the assumption that eligibility to retire early has no direct
impact on health, eligibility may be used as an instrument for employment ¢i ,t
in (A2.3.1). In Table A2.3.17, we show both the OLS and 2SLS estimates of (A2.3.1),
assessing the effect of employment on health. We use changes in aggregated number
of weeks employment to capture employment and both general practitioner visits
and expenses as proxies for health. Note that we multiply all estimates and standard
errors by 26 to measure the effects in terms of 26 weeks of full-time employment.
From Table A2.3.17, we first note that the OLS and 2SLS estimates never agree on
neither the magnitude of the effects (six-month horizon) nor the sign (12-month
horizon). Although the 2SLS estimates are exposed to the (untesteable) possibility
that eligibility Wi ,t is a regressor in the model for Hi ,t , we take the large disagreement
of the estimates to indicate that employment is endogenous in (A2.3.2), and thus, the
OLS estimates are biased and we therefore focus on the 2SLS estimates. Second, all
2SLS estimates are negative, meaning that according to the model there are health
benefits to employment; the more she works, the fewer health expenses she has. In
fact, all 2SLS estimates are significantly different from zero at a 1% significant level
over the six-month horizon. This means, in particular, that for every half year of
full-time employment, expenses to the general practitioner are expected to decrease

A2.3. E MPIRICAL APPENDIX

119

by almost US$ 33, which translates into a decrease by almost 53%. We emphasize,
however, our caution with this interpretation by considering the estimates at the
12-month horizon.
Specifically, all 2SLS estimates become insignificant at the 12-month horizon except
when health is measured by general practitioner expenses, and even in this case, the
point estimate is reduced to less than one fourth of the estimate at the six-month
horizon. This indicates that certain people postpone medical treatments to immediately after retirement, which often incurs within the first six months of becoming
eligible to retire early. For this reason we estimate a significant effect in this time span,
but looking at longer horizons, the effects of employment on health vanish.
In summary, we use an IV estimator to assess the impact of employment on health,
where employment is instrumented by eligibility to retire early and health is proxied by both visits and expenses at the general practitioner. We find evidence of a
significantly positive effect of employment on health at the very short horizon (six
months), meaning that employment causes improvements in health, but the effects
vanish at longer horizons (12 months). Thus, evidence suggests at best small positive
effects of employment but in general the average effects are insignificant at this short
horizon. We leave a deeper analysis as further research, when data at longer horizons
are available for more cohorts.
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Table A2.3.5: Relative Retirement Path Frequency by Categorical Covariates
Covariate

Category

Employed always

Employed until eligibility

Benefits until eligibility

Sex

Male

107.12%

68.76%

126.63%

69.41%

Female

93.54%

128.37%

179.77%

60.49%

Danish

100.02%

100.06%

154.36%

64.67%

Non-Danish

98.35%

94.48%

164.87%

70.48%

Danish

100.07%

100.25%

153.31%

64.34%

Non-Danish

97.71%

91.98%

191.98%

77.39%

Citizenship

Origin

Civil Status

Industry

Job Position

Education Level

Education Field

Location

Location Type

Daughters Employment

Sons Employment

Benefits always

Married

96.74%

90.04%

190.35%

91.47%

Single

101.42%

104.34%

138.85%

53.09%

Agriculture

94.38%

88.74%

204.65%

80.64%

Construction

96.46%

78.42%

177.45%

88.52%

Finance

108.08%

71.24%

122.38%

72.71%

Health

95.58%

133.58%

143.75%

49.35%

Humanities

100.75%

90.34%

161.8%

75.31%

Manufacturing

95.13%

103.37%

210.35%

74.73%

Public

109.57%

80.82%

92.76%

48.48%

Trade

98.84%

92.34%

178.12%

76.47%

Employee

94.56%

115.42%

180.82%

68.89%

Self-Employed

98.05%

85.06%

174.37%

92.02%

Manager

120.07%

44.81%

54%

48.64%

Director

123.52%

36.3%

58.92%

32.27%

Lower Secondary

83.29%

145.94%

241.9%

77.26%

Upper Secondary

98.45%

101.27%

164.1%

68.65%

Short-Cycle Tertiary

109.51%

74.72%

102.47%

58.62%

Bachelor

109.8%

80.98%

93.32%

51.31%

Master

126.65%

21.75%

38.61%

43.91%

Generic Program

86.2%

136.21%

230.2%

76.21%

Humanities

109.31%

70.11%

110.65%

63.05%

Health

100.72%

116.21%

123.56%

49.07%

Business

99.79%

99.93%

162.2%

68.94%

Engineering

106.98%

70.69%

127.34%

65.32%

Science

116.31%

44.08%

93.34%

53.71%

North Region

94.64%

119.12%

168.74%

60.39%

Central Region

99.35%

100.52%

149.7%

70.62%

South Region

95.73%

114.48%

183.49%

62.35%

Region Zealand

99.47%

102.86%

164.86%

60.18%

Capital Region

107.49%

75.17%

119.05%

65.91%

Village

93.41%

120.68%

191.13%

59.65%

Province

100.32%

102.91%

145.22%

59.89%

Hinterland

99.1%

99.87%

171.18%

66.01%

Metropolis

100.02%

98.66%

141.84%

77.32%

Capital

108.43%

72.39%

113.2%

67.98%

Employed

98.48%

101.46%

168.09%

69.18%

Unemployed

101.16%

98.89%

144.12%

61.35%

Employed

98.85%

101.77%

159.96%

68.52%

Unemployed

100.86%

98.68%

150.39%

61.91%

Notes: This table shows the retirement path frequencies by categorical covariates relative to the base
frequencies for the pre-reform cohorts born in 1952 and 1953. The table is based on 78,627 individuals, who
all qualify for early retirement benefits. For each category (row), the minimum and maximum frequency
across retirement paths are color-coded by light gray and dark gray, respectively.
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Table A2.3.6: Relative Retirement Path Frequency by Continuous Covariates
Covariate

Employed always

Employed until eligibility

Benefits until eligibility

Benefits always

Parents

110.49%

67.29%

81.48%

100.17%

Children

101.62%

91.96%

97.45%

100.72%

Grandchildren

85.42%

149.38%

144.38%

122.37%

Experience

131.57%

61.93%

27%

38.48%

Unemployment Degree

73.97%

147.17%

729.32%

301.07%

Absence

73.15%

161.13%

307.37%

431.12%

Income

140.9%

32.77%

28.99%

74.52%

Wage

142.51%

35.03%

25.8%

63.01%

Wealth Income

120.8%

56.43%

54%

79.2%

Assets

121.03%

55.96%

55.67%

78.42%

Liabilities

119.41%

53.28%

61.11%

91.78%

Wealth

112.38%

75.61%

65.07%

76.45%

Cash Benefits

85.22%

95.59%

179.15%

219.47%

Unemployment Benefits

68.77%

144.56%

824.97%

321.31%

Sickness Benefits (Public)

59.62%

137.89%

502.57%

478.65%

Sickness Benefits (Private)

72.91%

161.86%

393%

406.9%

Health Expenses

86.98%

121.34%

170.08%

212.53%

General Practitioner Expenses

85.59%

129.15%

178.57%

201.05%

Physiotherapy Expenses

94.01%

106.6%

122.94%

147.33%

Surgery Expenses

100.5%

93.07%

104.38%

116.31%

Psychiatry Expenses

89.45%

96.23%

150.18%

213.06%

Hospitalizations

89.87%

103.34%

138.75%

217.01%

Patient Days

90.74%

105.21%

132.79%

213.06%

Hospital Expenses

92.68%

109.52%

119.09%

154.72%

AI Score

114.66%

59.06%

74.97%

101.05%

Software Score

96.45%

94.14%

134.5%

126.27%

Robot Score

87.65%

132.01%

168.62%

122.41%

Abstract

124.99%

52.29%

43.53%

83.92%

Routine

97.95%

94.17%

125.9%

111.74%
119.51%

Nonroutine Manual

89.4%

126.36%

155.16%

Offshorability

101.83%

101.72%

92.17%

92.2%

Physique

83.61%

174.29%

169.27%

107.91%

Physical Work Condition

91.12%

121.25%

144.01%

115.63%

Degree of Automation

104.61%

80.6%

95.24%

110.34%

Working Conditions

129.33%

45.46%

41.1%

84.27%

Support

108.73%

72.93%

82.31%

100.35%

Relationships

101.48%

112.49%

81.87%

85.46%

Self-Actualization

125.19%

53.04%

44.6%

80.56%

Spouse Income

102.69%

111.78%

78.78%

72.52%

Spouse Wage

104.96%

104.76%

73.33%

69.77%

Spouse Wealth Income

101.3%

116.53%

81.42%

71.08%

Spouse Assets

102.74%

109.68%

80.9%

72.11%

Spouse Liabilities

104.31%

93.79%

83.45%

86.66%

Spouse Wealth

101.06%

117.64%

82.69%

70.78%

Children Income

93.8%

131.71%

113.39%

90.89%

Children Income (Min)

89.93%

151.8%

129.17%

95.17%

Parents Wealth

110.82%

66.41%

71.85%

84.57%

Parents Pension

110.73%

66.33%

71.87%

86.13%

Notes: This table shows the path frequencies by continuous covariates above the median relative to below
the median for the pre-reform cohorts born in 1952 and 1953. The table is based on half of the 78,627
individuals, who all qualify for early retirement benefits. For each covariate (row), the minimum and
maximum average across retirement paths are color-coded by light gray and dark gray, respectively.
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Table A2.3.7: Best Linear Predictor Test (Chernozhukov et al., 2019)

≥
°
¢¥
ø Wi ,t ° ê (°i ,t ) X i , t
≥
¥≥
°
¢
°
¢¥
ø̂(°i ,t ) X i , t ° ø Wi ,t ° ê (°i ,t ) X i , t

Estimate

SE

t-stat

p-value

1.00

0.01

145.76

0§§§

1.09

0.01

103.17

0§§§

Notes: This table shows the best linear predictor test for model calibration and heterogeneity proposed by
Chernozhukov et al. (2019) that seeks to fit the estimated CATE as a linear function of the the out-of-bag
°
¢
causal forest estimates ø̂(°i ,t ) X i , t . The underlying model in the binary IEM over a six-month horizon
using employment as an outcome. Superscripts ***, **, and * indicate statistical significance at significance
levels 1%, 5%, and 10%, respectively.

Table A2.3.8: Top-10 Variable Importance for CATE on Employment
Covariate

Importance

Covariate

Importance

Employed until Eligibility

0.400

Employed until Eligibility

0.317

Employed Always

0.215

Employed Always

0.267

Income

0.116

Unemployment Benefits

0.120

Unemployment Benefits

0.079

Benefits until Eligibility

0.112

Benefits until Eligibility

0.065

Income

0.078

Wage

0.061

Wage

0.034

Unemployment Degree

0.015

Unemployment Degree

0.018

Working Conditions

0.007

Benefits Always

0.007

Benefits Always

0.005

Working Conditions

0.006

Self-Actualization

0.004

Age

0.004

(a) Binary IEM

(b) Continuous IEM

Notes: This table shows a measure of variable importance when estimating the CATE via forests for the main
cohorts in the binary IEM (LHS) and the continuous IEM (RHS). For the binary model, the treatment effect
is the probability of being mainly employed six months after becoming eligible to retire early, whereas for
the continuous model, the treatment effect is the change in number of weeks employed six months after
eligibility. The measure is a weighted sum of how many times each covariate was split on at each depth in
the forest.
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Table A2.3.9: Categorical Covariates by CATE on Employment
Covariate

Category

Q1

Q2

Q3

Q4

Q5

Sex

Male

25.3% (0.35)

33.39% (0.38)

43.73% (0.39)

57.83% (0.39)

78.01% (0.33)

Citizenship

Danish

98.43% (0.1)

98.74% (0.09)

98.92% (0.08)

98.92% (0.08)

98.95% (0.08)

Origin

Danish

96.05% (0.16)

96.77% (0.14)

97.15% (0.13)

97.15% (0.13)

97.7% (0.12)

Civil Status

Married

69.96% (0.37)

71.19% (0.36)

69.48% (0.37)

66.94% (0.37)

73.5% (0.35)

Industry

Agriculture

1.32% (0.09)

0.92% (0.08)

1.06% (0.08)

1.5% (0.1)

1.32% (0.09)

Construction

4.32% (0.16)

4.31% (0.16)

5.62% (0.18)

7.08% (0.2)

5.78% (0.19)
19.77% (0.32)

Job Position

Education Level

Finance

5.66% (0.19)

8.09% (0.22)

8.99% (0.23)

11.59% (0.25)

Health

38.78% (0.39)

38.8% (0.39)

28.66% (0.36)

19.08% (0.31)

10% (0.24)

Humanities

5.92% (0.19)

4.73% (0.17)

5.41% (0.18)

6.33% (0.19)

7.28% (0.21)

Manufacturing

22.14% (0.33)

18.71% (0.31)

16.48% (0.29)

17.9% (0.3)

19.23% (0.32)

Public

7.01% (0.2)

11.42% (0.25)

20.54% (0.32)

19.52% (0.31)

18.72% (0.31)

Trade

14.85% (0.29)

13.02% (0.27)

13.25% (0.27)

17% (0.3)

17.91% (0.31)

Employee

94.97% (0.18)

91.35% (0.22)

79.68% (0.32)

74.37% (0.35)

48.19% (0.4)

Self-Employed

1.75% (0.11)

1.35% (0.09)

1.39% (0.09)

1.98% (0.11)

2.52% (0.13)

Manager

3.16% (0.14)

6.38% (0.19)

17.11% (0.3)

20.75% (0.32)

41.56% (0.4)

Director

0.13% (0.03)

0.91% (0.08)

1.82% (0.11)

2.9% (0.13)

7.73% (0.22)

Lower Secondary

42.93% (0.4)

30.74% (0.37)

22.05% (0.33)

16.76% (0.3)

9.68% (0.24)

Upper Secondary

42.9% (0.4)

43.61% (0.39)

41.86% (0.39)

47.94% (0.4)

37.12% (0.39)

Short-Cycle Tertiary

2.72% (0.13)

3.39% (0.14)

4.63% (0.17)

6.34% (0.19)

6.98% (0.2)

Bachelor

10.42% (0.24)

21.01% (0.32)

29.36% (0.36)

24.09% (0.34)

22.35% (0.33)

Master

1.03% (0.08)

1.25% (0.09)

2.11% (0.11)

4.87% (0.17)

23.86% (0.34)

Generic Program

45.77% (0.4)

33.34% (0.37)

25.33% (0.34)

20.58% (0.32)

14.58% (0.28)

Humanities

7.68% (0.21)

7.62% (0.21)

14.93% (0.28)

14.5% (0.28)

16.87% (0.3)

Health

21.2% (0.33)

29.92% (0.36)

24.92% (0.34)

17.95% (0.3)

10.27% (0.24)

Business

13.81% (0.28)

13.29% (0.27)

13.65% (0.27)

15.64% (0.29)

15.96% (0.29)

Engineering

10.46% (0.25)

14.49% (0.28)

19.47% (0.31)

28.41% (0.36)

34.05% (0.38)

Science

1.08% (0.08)

1.35% (0.09)

1.7% (0.1)

2.93% (0.13)

8.26% (0.22)

North Region

16.06% (0.29)

13.91% (0.27)

11.79% (0.26)

9.8% (0.24)

8.4% (0.22)

Central Region

24.02% (0.34)

25.05% (0.34)

25.4% (0.35)

25.05% (0.34)

23.27% (0.34)

South Region

28.31% (0.36)

26.83% (0.35)

23.43% (0.34)

20.29% (0.32)

18.1% (0.31)

Region Zealand

15.05% (0.29)

14.44% (0.28)

15.11% (0.28)

15.64% (0.29)

14.45% (0.28)

Capital Region

16.56% (0.3)

19.77% (0.32)

24.28% (0.34)

29.23% (0.36)

35.79% (0.38)

Village

33.81% (0.38)

30.01% (0.36)

25.38% (0.35)

21.65% (0.33)

16.93% (0.3)

Province

23.63% (0.34)

23.8% (0.34)

23.62% (0.34)

23.75% (0.34)

23.07% (0.34)

Hinterland

17.48% (0.3)

18.26% (0.31)

18.77% (0.31)

18.37% (0.31)

16.53% (0.3)

Metropolis

11.82% (0.26)

12.15% (0.26)

12.22% (0.26)

11.83% (0.26)

12.34% (0.26)

Capital

13.26% (0.27)

15.78% (0.29)

20.01% (0.32)

24.4% (0.34)

31.12% (0.37)

Daughters Employment

Employed

53.78% (0.4)

55.16% (0.39)

55.15% (0.39)

58.52% (0.39)

59.68% (0.39)

Sons Employment

Employed

55.15% (0.4)

56.46% (0.39)

56.78% (0.39)

58.23% (0.39)

59.18% (0.39)

Education Field

Location

Location Type

Notes: This table shows the frequencies of the categorical covariates by quintiles of the CATE as estimated
by the continuous IEM using a six-month horizon. The sample is the training sample of the main cohorts
and all predictions are out-of-bag. For each category (row), the minimum and maximum frequency across
retirement paths are color-coded by light gray and dark gray, respectively. For the binary covariates (sex,
citizenship, origin, civil status, daughters employment, and son employment), the reference category is
omitted.
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Table A2.3.10: Continuous Covariates by CATE on Employment
Covariate

Q1

Q2

Q3

Q4

Q5

Parents

1.03 (0.008)

1.21 (0.007)

1.4 (0.007)

1.5 (0.007)

1.62 (0.006)

Children

1.69 (0.008)

1.7 (0.008)

1.71 (0.008)

1.8 (0.008)

1.84 (0.008)

Grandchildren

0.18 (0.004)

0.12 (0.003)

0.08 (0.002)

0.06 (0.002)

0.04 (0.002)

Experience

0.76 (0.001)

0.86 (0.001)

0.9 (0.001)

0.91 (0.001)

0.93 (0.001)

Unemployment Degree

0.11 (0.0008)

0.04 (0.0005)

0.02 (0.0003)

0.02 (0.0003)

0.01 (0.0002)

Absence

18.45 (0.2)

13.82 (0.2)

9.69 (0.2)

6.37 (0.1)

1.79 (0.04)

Income

40658 (60.7)

46568 (59.4)

52244 (63.6)

58793 (78.5)

83211 (244.9)

Wage

34306 (73.8)

42539 (71.4)

48630 (76.1)

54694 (84.7)

77308 (230.5)

2727 (27)

3638 (29.4)

4528 (33.7)

5749 (38.7)

9113 (106.5)

83417 (803.6)

109733 (869)

138433 (1040.8)

176901 (1596.4)

267759 (2329.8)

Wealth Income
Assets
Liabilities

49505 (431)

60972 (459.4)

76247 (630.1)

107371 (1295.4)

159084 (1565.1)

33912 (656.5)

48761 (740.4)

62185 (875.4)

69530 (1011.5)

108676 (1674)

42 (2.1)

26 (1.6)

27 (1.9)

30 (2.1)

9 (1)

Unemployment Benefits

2690 (22.9)

600 (8.4)

280 (5.2)

154 (3.3)

64 (2)

Sickness Benefits (Public)

488 (8.8)

201 (5.5)

110 (4)

55 (2.6)

11 (0.8)

Sickness Benefits (Private)

589 (6.5)

534 (7.1)

402 (6.5)

272 (5.4)

76 (1.8)

158 (1)

150 (1.1)

141 (1.1)

129 (1.1)

104 (0.7)

General Practitioner Expenses

118 (0.7)

107 (0.6)

96 (0.5)

86 (0.5)

70 (0.4)

Physiotherapy Expenses

20 (0.3)

23 (0.7)

23 (0.7)

22 (0.7)

15 (0.3)

Surgery Expenses

10 (0.2)

11 (0.2)

12 (0.2)

12 (0.2)

11 (0.2)

Wealth
Cash Benefits

Health Expenses

Psychiatry Expenses

7 (0.3)

7 (0.2)

8 (0.3)

7 (0.3)

5 (0.2)

Hospitalizations

0.07 (0.001)

0.07 (0.001)

0.07 (0.0009)

0.07 (0.001)

0.06 (0.0008)

Patient Days

0.21 (0.004)

0.21 (0.004)

0.21 (0.004)

0.21 (0.005)

0.16 (0.006)

119 (2.5)

122 (2.9)

118 (2.7)

115 (3)

92 (2.7)

AI Score

-0.49 (0.004)

-0.44 (0.005)

-0.32 (0.005)

-0.15 (0.004)

0.06 (0.004)

Software Score

-0.06 (0.007)

-0.13 (0.006)

-0.15 (0.005)

-0.1 (0.005)

-0.14 (0.004)

Robot Score

0.37 (0.007)

0.09 (0.006)

-0.05 (0.005)

-0.08 (0.005)

-0.24 (0.004)

Abstract

-0.49 (0.004)

-0.31 (0.005)

-0.09 (0.005)

0.04 (0.004)

0.37 (0.004)

Routine

-0.27 (0.007)

-0.28 (0.008)

-0.27 (0.008)

-0.12 (0.006)

-0.18 (0.005)

Nonroutine Manual

-0.07 (0.005)

-0.2 (0.006)

-0.3 (0.006)

-0.22 (0.006)

-0.33 (0.005)

Offshorability

0.16 (0.004)

0.15 (0.005)

0.13 (0.006)

0.08 (0.006)

0.1 (0.006)

Physique

0.28 (0.004)

0.12 (0.005)

-0.01 (0.005)

-0.07 (0.006)

-0.29 (0.005)

Hospital Expenses

Physical Work Condition

0 (0.004)

-0.09 (0.005)

-0.14 (0.006)

-0.08 (0.006)

-0.19 (0.005)

Degree of Automation

-0.27 (0.005)

-0.21 (0.005)

-0.21 (0.005)

-0.1 (0.005)

-0.03 (0.004)

Working Conditions

-0.55 (0.004)

-0.28 (0.005)

-0.07 (0.005)

0.06 (0.005)

0.38 (0.004)

Support

-0.33 (0.005)

-0.08 (0.004)

0.03 (0.004)

0.09 (0.004)

0.08 (0.004)

Relationships

0.28 (0.005)

0.4 (0.006)

0.46 (0.007)

0.28 (0.006)

0.19 (0.005)

-1.1 (0.01)

-0.48 (0.01)

0.04 (0.01)

0.34 (0.01)

1.19 (0.01)

Spouse Income

49279 (219.2)

50910 (230.3)

50890 (241.5)

50441 (244.5)

51814 (229.9)

Spouse Wage

40381 (212.4)

42174 (216.5)

42300 (221)

42117 (214.2)

44202 (212.8)

4894 (67.3)

4930 (62.1)

4669 (53.4)

4478 (74.7)

4868 (51.8)

146380 (1735.7)

148162 (1802.2)

146598 (2045)

145838 (2768.4)

155553 (1768.6)

Self-Actualization

Spouse Wealth Income
Spouse Assets
Spouse Liabilities

76498 (923.2)

80468 (1050.9)

84154 (1324)

95088 (2132.7)

95899 (1312.7)

Spouse Wealth

69882 (1275.4)

67695 (1240.6)

62444 (1272.4)

50750 (1431.3)

59654 (1106.4)

Children Income

65543 (361.7)

63344 (341.6)

57662 (330.3)

56131 (324.7)

49258 (310.6)

Children Income (Min)

23894 (142.8)

22474 (134.9)

19316 (128.7)

17712 (125.2)

14354 (115.3)

Parents Wealth

23528 (1769)

29010 (1093.7)

40499 (1344.3)

52834 (1646.1)

78703 (1903.3)

Parents Pension

4172 (93.2)

5145 (94.9)

6992 (114.4)

9006 (145.4)

11859 (166.7)

Notes: This table shows the overall average of the continuous covariates by quintiles of the CATE as
estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag. For each covariate (row), the minimum and maximum
frequency across retirement paths are color-coded by light gray and dark gray, respectively.
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Table A2.3.11: DR ATE on Benefits by Categorical Covariates
Covariate

Covariate category

Overall

Employed always

Employed until eligibility

Benefits until eligibility

Benefits always

Sex

Male

-0.9 (0.04)

-0.5 (0.04)

-2.5 (0.2)

-2.2 (0.2)

-2.7 (0.3)

Female

-1.6 (0.04)

-0.7 (0.04)

-3.1 (0.1)

-3.2 (0.2)

-3.2 (0.3)

Danish

-1.3 (0.03)

-0.6 (0.03)

-3 (0.09)

-2.7 (0.2)

-2.9 (0.2)

Non-Danish

-1.5 (0.3)

-1.1 (0.3)

-1.6 (0.8)

-3.4 (1)

Danish

-1.2 (0.03)

-0.6 (0.03)

-3 (0.09)

-2.7 (0.2)

-2.9 (0.2)

Non-Danish

-1.5 (0.2)

-1.1 (0.2)

-2.1 (0.5)

-1.9 (0.7)

-3.4 (1)

Married

-1.2 (0.03)

-0.6 (0.03)

-3.1 (0.1)

-2.6 (0.2)

-2.9 (0.3)

Single

-1.3 (0.06)

-0.7 (0.06)

-2.8 (0.2)

-2.7 (0.2)

-3 (0.3)

Agriculture

-0.8 (0.3)

-0.2 (0.3)

-1.8 (0.7)

-2.2 (1)

Construction

-1.2 (0.1)

-0.5 (0.1)

-2.7 (0.6)

-2.3 (0.5)

-3.4 (0.7)

Finance

-1.2 (0.09)

-0.8 (0.09)

-3.6 (0.4)

-2 (0.5)

-3.1 (0.5)

Health

-1.5 (0.06)

-0.7 (0.06)

-3 (0.1)

-3.5 (0.5)

-3.4 (0.4)

Humanities

-1.1 (0.1)

-0.4 (0.1)

-3.2 (0.4)

-3.9 (0.6)

-2.1 (0.8)

Manufacturing

-1.3 (0.07)

-0.6 (0.07)

-2.6 (0.2)

-2.6 (0.3)

-2.7 (0.4)

Public

-1 (0.07)

-0.5 (0.06)

-3.9 (0.3)

-3.2 (0.6)

-2.7 (0.5)

Trade

-1.1 (0.07)

-0.6 (0.08)

-2.8 (0.2)

-2.1 (0.4)

-2.8 (0.5)

Employee

-1.5 (0.03)

-0.8 (0.04)

-3 (0.09)

-2.7 (0.2)

-3 (0.2)

-1 (0.2)

-0.3 (0.2)

-3.2 (0.8)

-1.5 (1)

-2.2 (1)

Manager

-0.5 (0.05)

-0.3 (0.05)

-2.3 (0.6)

-1.9 (0.7)

-2.9 (0.5)

Director

-0.4 (0.1)

-0.3 (0.1)

Lower Secondary

-1.8 (0.06)

-1 (0.07)

-2.9 (0.1)

-2.6 (0.3)

-3.8 (0.4)

Upper Secondary

-1.3 (0.04)

-0.7 (0.05)

-3 (0.1)

-2.7 (0.2)

-2.6 (0.3)
-2.9 (0.9)

Citizenship

Origin

Civil Status

Industry

Job Position

Self-Employed

Education Level

Education Field

Location

Location Type

Short Cycle Tertiary

-0.9 (0.1)

-0.5 (0.1)

-1.8 (0.5)

-3.3 (0.8)

Bachelor

-0.9 (0.06)

-0.5 (0.05)

-3.5 (0.3)

-2.5 (0.5)

Master

-0.2 (0.08)

-0.1 (0.08)

Generic

-1.7 (0.06)

-0.9 (0.07)

-2.9 (0.1)

-2.6 (0.3)

Humanities

-0.8 (0.07)

-0.4 (0.07)

-2.7 (0.4)

-2.5 (0.5)

-3.2 (0.6)

Health

-1.3 (0.06)

-0.6 (0.06)

-3.2 (0.2)

-3 (0.5)

-3.4 (0.5)

Business

-1.2 (0.08)

-0.6 (0.08)

-3.2 (0.2)

-2.8 (0.4)

-2.2 (0.5)

Engineering

-0.9 (0.06)

-0.6 (0.06)

-2.5 (0.3)

-2.5 (0.3)

-2.5 (0.4)

Science

-0.8 (0.1)

-0.4 (0.1)

North Region

-1.5 (0.09)

-0.7 (0.09)

-3.2 (0.2)

-3.4 (0.5)

Central Region

-1.3 (0.06)

-0.6 (0.06)

-3.1 (0.2)

-2.9 (0.4)

-3 (0.4)

South Region

-1.3 (0.06)

-0.6 (0.06)

-3 (0.2)

-2.6 (0.3)

-2.9 (0.4)

Region Zealand

-1.3 (0.07)

-0.7 (0.08)

-2.7 (0.2)

-3.2 (0.4)

-2.6 (0.5)

Capital Region

-1 (0.06)

-0.6 (0.06)

-2.8 (0.2)

-1.8 (0.3)

-3 (0.4)

Village

-1.5 (0.06)

-0.7 (0.06)

-3.2 (0.2)

-3.5 (0.3)

-2.7 (0.5)

Province

-1.2 (0.06)

-0.6 (0.06)

-2.7 (0.2)

-2.9 (0.4)

-2.1 (0.4)

Hinterland

-1.2 (0.07)

-0.6 (0.07)

-3.1 (0.2)

-2.2 (0.4)

-3.6 (0.5)

Metropolis

-1.3 (0.08)

-0.7 (0.08)

-3.1 (0.3)

-1.9 (0.5)

-3.9 (0.5)

-1 (0.06)

-0.7 (0.06)

-2.7 (0.3)

-2 (0.3)

-2.8 (0.4)

Employed

-1.2 (0.04)

-0.6 (0.04)

-3 (0.1)

-2.7 (0.2)

-2.9 (0.3)

Unemployed

-1.3 (0.04)

-0.6 (0.04)

-3 (0.1)

-2.6 (0.2)

-2.9 (0.3)

Employed

-1.2 (0.04)

-0.6 (0.04)

-3.1 (0.1)

-2.6 (0.2)

-2.6 (0.3)

Unemployed

-1.3 (0.04)

-0.7 (0.04)

-2.9 (0.1)

-2.7 (0.2)

-3.3 (0.3)

Capital

Daughters Employment

Sons Employment

-3 (0.4)
-1.2 (0.8)

-3.5 (0.4)

-4.4 (1)

-3.2 (0.6)

Notes: This table shows the DR ATE on benefits overall and by predicted retirement path for each categorical
covariate as estimated by the continuous IEM using a six-month horizon. The sample is the training sample
of the main cohorts and all predictions are out-of-bag. For each retirement path and overall, the minimum
and maximum DR ATE within covariates are color-coded by light gray and dark gray, respectively. Missing
estimates indicate too few observations.
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Table A2.3.12: DR ATE on Benefits by Continuous Covariates (Overall)
Covariate

Q1

Q2

Q3

Q4

Q5

Parents

-1.6 (0.07)

-1.4 (0.06)

-1.1 (0.06)

-1.1 (0.06)

-1.2 (0.06)

Children

-1.4 (0.07)

-1.3 (0.06)

-1.2 (0.06)

-1.2 (0.06)

-1.2 (0.06)

Grandchildren

-1.2 (0.06)

-1.2 (0.06)

-1.1 (0.06)

-1.3 (0.06)

-1.4 (0.06)

Experience

-1.9 (0.07)

-1.7 (0.07)

-1.4 (0.07)

-0.7 (0.05)

-0.5 (0.05)

Unemployment Degree

-0.7 (0.05)

-0.7 (0.05)

-1 (0.06)

-1.6 (0.07)

-2.2 (0.08)

Absence

-0.6 (0.05)

-0.6 (0.05)

-0.9 (0.06)

-1.4 (0.07)

-2.8 (0.08)

Income

-2.5 (0.08)

-1.5 (0.07)

-1.1 (0.06)

-0.8 (0.06)

-0.3 (0.05)

Wage

-2.4 (0.08)

-1.7 (0.07)

-1.1 (0.06)

-0.8 (0.06)

-0.3 (0.05)

Wealth Income

-1.7 (0.07)

-1.6 (0.07)

-1.3 (0.06)

-1 (0.06)

-0.7 (0.06)

Assets

-1.7 (0.07)

-1.6 (0.07)

-1.3 (0.06)

-1 (0.06)

-0.7 (0.06)

Liabilities

-1.6 (0.07)

-1.5 (0.07)

-1.3 (0.07)

-1.1 (0.06)

-0.7 (0.06)

Wealth

-1.3 (0.07)

-1.6 (0.07)

-1.4 (0.06)

-1.1 (0.06)

-0.8 (0.06)

Cash Benefits

-1.2 (0.06)

-1.3 (0.06)

-1.2 (0.06)

-1.2 (0.06)

-1.4 (0.06)

Unemployment Benefits

-0.9 (0.05)

-0.9 (0.05)

-0.9 (0.05)

-1.5 (0.07)

-2.2 (0.08)

Sickness Benefits (Public)

-0.9 (0.05)

-1 (0.06)

-1 (0.05)

-1 (0.05)

-2.4 (0.08)

Sickness Benefits (Private)

-0.6 (0.05)

-0.5 (0.05)

-1.2 (0.06)

-1.4 (0.07)

-2.7 (0.08)

Health Expenses

-0.8 (0.05)

-0.8 (0.06)

-1.1 (0.06)

-1.5 (0.07)

-2.1 (0.08)

General Practitioner Expenses

-0.7 (0.05)

-0.9 (0.06)

-1.1 (0.06)

-1.5 (0.07)

-2.1 (0.08)

-1 (0.06)

-1.1 (0.06)

-1.1 (0.06)

-1.3 (0.07)

-1.8 (0.07)

-1.1 (0.06)

-1.2 (0.06)

-1.3 (0.06)

-1.3 (0.06)

-1.3 (0.07)

Psychiatry Expenses

-1.2 (0.06)

-1.3 (0.06)

-1.1 (0.06)

-1.1 (0.06)

-1.6 (0.07)

Hospitalizations

-1.2 (0.06)

-1.1 (0.06)

-1.2 (0.06)

-1.3 (0.06)

-1.6 (0.07)

Patient Days

-1.1 (0.06)

-1.1 (0.06)

-1.1 (0.06)

-1.4 (0.07)

-1.5 (0.07)

Hospital Expenses

-1.2 (0.06)

-1.1 (0.06)

-1.2 (0.06)

-1.3 (0.06)

-1.5 (0.07)

AI Score

-1.6 (0.07)

-1.7 (0.07)

-1.2 (0.06)

-1 (0.06)

-0.9 (0.06)

Software Score

-1.1 (0.06)

-1.2 (0.06)

-1.4 (0.06)

-1.2 (0.06)

-1.4 (0.07)

Robot Score

-0.8 (0.06)

-1.1 (0.06)

-1.2 (0.06)

-1.4 (0.06)

-1.8 (0.07)

Abstract

-1.9 (0.07)

-1.6 (0.07)

-1.3 (0.07)

-0.8 (0.06)

-0.6 (0.05)

Routine

-1.3 (0.07)

-1.2 (0.06)

-1.3 (0.06)

-1.4 (0.07)

-1.2 (0.06)
-1.3 (0.07)

Physiotherapy Expenses
Surgery Expenses

Nonroutine Manual

-1 (0.06)

-1 (0.06)

-1.5 (0.07)

-1.5 (0.07)

Offshorability

-1 (0.06)

-1.2 (0.06)

-1.6 (0.07)

-1.5 (0.07)

-1 (0.06)

Physique

-0.8 (0.06)

-1.1 (0.06)

-1.3 (0.06)

-1.7 (0.07)

-1.4 (0.07)

Physical Work Condition

-0.9 (0.06)

-1.2 (0.06)

-1.4 (0.06)

-1.5 (0.07)

-1.3 (0.07)

Degree of Automation

-1.5 (0.07)

-1.3 (0.06)

-1.2 (0.06)

-1.1 (0.06)

-1.3 (0.06)

Working Conditions

-1.8 (0.07)

-1.6 (0.07)

-1.4 (0.07)

-0.8 (0.06)

-0.6 (0.05)

Support

-1.7 (0.07)

-1.3 (0.06)

-1.2 (0.06)

-1.2 (0.06)

-0.9 (0.06)

Relationships

-1.2 (0.07)

-1.2 (0.06)

-1.4 (0.06)

-1.3 (0.06)

-1.2 (0.06)

Self-Actualization

-1.8 (0.07)

-1.5 (0.07)

-1.5 (0.07)

-0.9 (0.06)

-0.6 (0.05)

Spouse Income

-1.4 (0.07)

-1.2 (0.06)

-1.2 (0.06)

-1.2 (0.06)

-1.2 (0.06)

Spouse Wage

-1.5 (0.07)

-1.3 (0.07)

-1.2 (0.06)

-1.2 (0.06)

-1.2 (0.06)

Spouse Wealth Income

-1.4 (0.07)

-1.3 (0.07)

-1.3 (0.06)

-1.3 (0.06)

-1.1 (0.06)

Spouse Assets

-1.5 (0.07)

-1.2 (0.07)

-1.3 (0.06)

-1.2 (0.06)

-1.1 (0.06)

Spouse Liabilities

-1.3 (0.07)

-1.4 (0.07)

-1.3 (0.07)

-1.2 (0.06)

-1 (0.06)

Spouse Wealth

-1.3 (0.07)

-1.4 (0.07)

-1.2 (0.06)

-1.3 (0.06)

-1.1 (0.06)

Children Income

-1.2 (0.06)

-1.1 (0.06)

-1.2 (0.06)

-1.3 (0.06)

-1.5 (0.07)

Children Income (Min)

-1.2 (0.06)

-1 (0.06)

-1.2 (0.06)

-1.3 (0.07)

-1.6 (0.07)

Parents Wealth

-1.4 (0.06)

-1.4 (0.06)

-1.3 (0.06)

-1.3 (0.06)

-0.9 (0.06)

Parents Pension

-1.5 (0.06)

-1.3 (0.06)

-1.4 (0.06)

-1.2 (0.06)

-0.9 (0.06)

Notes: This table shows the overall DR ATE on benefits by quintiles of the continuous covariates as
estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag. For each covariate (row), the minimum and maximum DR
ATE across quintiles are color-coded by light gray and dark gray, respectively. Missing estimates indicate
too few observations.
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Table A2.3.13: Categorical Covariates by CATE on Benefits
Covariate

Category

Q1

Q2

Q3

Q4

Q5

Sex

Male

31.17% (0.37)

44.91% (0.4)

43.12% (0.4)

52.04% (0.4)

67.02% (0.38)

Citizenship

Danish

98.52% (0.1)

98.57% (0.1)

98.83% (0.09)

99.06% (0.08)

98.98% (0.08)

Origin

Danish

95.94% (0.16)

96.42% (0.15)

97.11% (0.14)

97.46% (0.13)

97.89% (0.12)

Civil Status

Married

65.01% (0.39)

66.56% (0.38)

70.45% (0.37)

69.58% (0.37)

79.48% (0.33)

Industry

Agriculture

1.47% (0.1)

1.39% (0.09)

1.13% (0.09)

1.34% (0.09)

0.77% (0.07)

Construction

5.57% (0.19)

7.06% (0.21)

5.24% (0.18)

5.15% (0.18)

4.08% (0.16)

Finance

6.77% (0.2)

9.97% (0.24)

11.01% (0.25)

10.37% (0.25)

15.97% (0.3)

Health

31.6% (0.38)

26.68% (0.36)

32.28% (0.38)

27.24% (0.36)

17.51% (0.31)

Job Position

Education Level

Humanities

6.17% (0.19)

5.73% (0.19)

5.13% (0.18)

5.94% (0.19)

6.71% (0.2)

Manufacturing

22.53% (0.34)

23.19% (0.34)

18.33% (0.31)

15.17% (0.29)

15.24% (0.29)

Public

10.1% (0.24)

9.73% (0.24)

12.1% (0.26)

19.93% (0.32)

25.35% (0.35)

Trade

15.78% (0.29)

16.26% (0.3)

14.75% (0.29)

14.86% (0.29)

14.37% (0.28)

Employee

93.03% (0.21)

89.18% (0.25)

88.64% (0.26)

77.29% (0.34)

40.43% (0.4)

Self-Employed

2.12% (0.12)

1.9% (0.11)

1.68% (0.1)

1.47% (0.1)

1.83% (0.11)

Manager

4.4% (0.17)

8.04% (0.22)

8.61% (0.23)

18.72% (0.32)

49.18% (0.4)

Director

0.45% (0.05)

0.88% (0.08)

1.08% (0.08)

2.52% (0.13)

8.57% (0.23)

Lower Secondary

39.57% (0.4)

33.23% (0.38)

26.93% (0.36)

15.32% (0.29)

7.11% (0.21)

Upper Secondary

42.85% (0.4)

46.95% (0.4)

48.82% (0.4)

45.97% (0.4)

28.84% (0.37)

Short-Cycle Tertiary

2.92% (0.14)

3.73% (0.15)

4.13% (0.16)

6.33% (0.2)

6.94% (0.21)

Bachelor

13.81% (0.28)

13.38% (0.28)

17.83% (0.31)

28.36% (0.36)

33.86% (0.38)

Master

0.86% (0.07)

2.7% (0.13)

2.29% (0.12)

4.02% (0.16)

23.25% (0.34)

Generic Program

42.44% (0.4)

36.7% (0.39)

30.08% (0.37)

19.07% (0.32)

11.3% (0.26)

Humanities

7.87% (0.22)

9.64% (0.24)

8.88% (0.23)

13.56% (0.28)

21.66% (0.33)

Health

20.85% (0.33)

16.92% (0.3)

24.03% (0.35)

24.94% (0.35)

17.52% (0.31)

Business

14.01% (0.28)

14.69% (0.29)

15.02% (0.29)

14.06% (0.28)

14.57% (0.29)

Engineering

13.55% (0.28)

20.04% (0.32)

19.89% (0.32)

25.6% (0.35)

27.79% (0.36)

Science

1.28% (0.09)

2.01% (0.11)

2.1% (0.12)

2.77% (0.13)

7.16% (0.21)

North Region

14.71% (0.29)

12.53% (0.27)

11.79% (0.26)

11.1% (0.25)

9.83% (0.24)

Central Region

24.82% (0.35)

24.51% (0.35)

24.34% (0.35)

25.48% (0.35)

23.63% (0.34)

South Region

27.29% (0.36)

25.77% (0.35)

24.79% (0.35)

20.49% (0.33)

18.62% (0.31)

Region Zealand

15.14% (0.29)

15.27% (0.29)

15.8% (0.29)

14.73% (0.29)

13.73% (0.28)

Capital Region

18.03% (0.31)

21.92% (0.33)

23.28% (0.34)

28.21% (0.36)

34.19% (0.38)

Village

32.32% (0.38)

28.99% (0.37)

26.96% (0.36)

22.05% (0.33)

17.46% (0.31)

Province

23.26% (0.34)

22.63% (0.34)

23.15% (0.34)

24.37% (0.35)

24.47% (0.35)

Hinterland

17.98% (0.31)

18.81% (0.32)

18.93% (0.32)

18.19% (0.31)

15.51% (0.29)

Metropolis

11.89% (0.26)

11.54% (0.26)

11.49% (0.26)

12.2% (0.26)

13.23% (0.27)

Capital

14.55% (0.28)

18.03% (0.31)

19.47% (0.32)

23.18% (0.34)

29.33% (0.37)

Daughters Employment

Employed

53.22% (0.4)

53.98% (0.4)

56.19% (0.4)

57.6% (0.4)

61.29% (0.39)

Sons Employment

Employed

54.99% (0.4)

55.63% (0.4)

57.53% (0.4)

57.33% (0.4)

60.31% (0.4)

Education Field

Location

Location Type

Notes: This table shows the overall frequencies of the categorical covariates by quintiles of the CATE as
estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag. For each category (row), the minimum and maximum
frequency across retirement paths are color-coded by light gray and dark gray, respectively. For the binary
covariates (sex, citizenship, origin, civil status, daughters employment, and son employment), the reference
category is omitted.
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Table A2.3.14: Continuous Covariates by CATE on Benefits
Covariate
Parents

Q1

Q2

Q3

Q4

Q5

1.11 (0.008)

1.25 (0.008)

1.3 (0.007)

1.48 (0.007)

1.61 (0.006)

Children

1.7 (0.008)

1.68 (0.008)

1.74 (0.008)

1.76 (0.008)

1.86 (0.008)

Grandchildren

0.17 (0.004)

0.12 (0.003)

0.09 (0.003)

0.06 (0.002)

0.03 (0.001)

Experience

0.76 (0.001)

0.84 (0.001)

0.9 (0.001)

0.92 (0.001)

0.94 (0.001)

Unemployment Degree

0.1 (0.0008)

0.05 (0.0006)

0.02 (0.0003)

0.01 (0.0002)

0 (0.0001)

Absence

32.17 (0.2)

9.95 (0.1)

4.97 (0.07)

2.28 (0.04)

0.75 (0.02)

Income

42724 (68.6)

48501 (90.5)

51267 (87.6)

58162 (96.6)

80820 (249.5)

Wage

35935 (84.9)

43585 (93.8)

47604 (89.5)

54550 (96.6)

75804 (231.4)

Wealth Income

3121 (30.8)

3994 (33.9)

4369 (36.3)

5481 (38.8)

8789 (105.6)

93442 (876.3)

124126 (1438.6)

134565 (1166)

170043 (1431.8)

254066 (2171.6)

59014 (488)

73707 (1191.2)

77633 (801.1)

98743 (1019.6)

144081 (1361)

34428 (698.5)

50418 (870.8)

56932 (857)

71300 (1003.7)

109985 (1632.3)

Assets
Liabilities
Wealth
Cash Benefits

48 (2.2)

42 (2.4)

28 (1.9)

14 (1.2)

3 (0.4)

Unemployment Benefits

2360 (21.9)

1145 (14)

184 (4)

68 (2.3)

33 (1.5)

Sickness Benefits (Public)

713 (10.3)

109 (3.1)

30 (1.6)

10 (0.6)

3 (0.2)

Sickness Benefits (Private)

1130 (9.8)

416 (4.9)

207 (2.9)

93 (1.6)

26 (0.7)

Health Expenses

201 (1.4)

142 (1)

130 (0.8)

116 (0.8)

93 (0.6)

General Practitioner Expenses

138 (0.7)

100 (0.5)

93 (0.5)

81 (0.4)

65 (0.3)

Physiotherapy Expenses

34 (0.9)

22 (0.6)

18 (0.4)

16 (0.4)

13 (0.2)

Surgery Expenses

13 (0.2)

10 (0.2)

11 (0.2)

11 (0.2)

11 (0.2)

Psychiatry Expenses

12 (0.4)

7 (0.3)

6 (0.3)

5 (0.3)

3 (0.2)

Hospitalizations

0.11 (0.001)

0.07 (0.001)

0.06 (0.0008)

0.05 (0.0008)

0.04 (0.0006)

Patient Days

0.35 (0.006)

0.22 (0.004)

0.18 (0.003)

0.15 (0.004)

0.11 (0.005)

172 (3.6)

119 (2.6)

110 (2.7)

95 (2.6)

73 (2)

AI Score

-0.43 (0.005)

-0.32 (0.005)

-0.35 (0.005)

-0.23 (0.005)

0.01 (0.004)

Hospital Expenses

Software Score

-0.01 (0.007)

-0.03 (0.006)

-0.12 (0.006)

-0.16 (0.005)

-0.24 (0.003)

Robot Score

0.32 (0.007)

0.19 (0.007)

0.03 (0.006)

-0.11 (0.005)

-0.34 (0.003)

Abstract

-0.41 (0.004)

-0.3 (0.004)

-0.24 (0.004)

-0.03 (0.005)

0.49 (0.004)

Routine

-0.22 (0.007)

-0.14 (0.007)

-0.19 (0.008)

-0.24 (0.008)

-0.32 (0.006)

Nonroutine Manual

-0.09 (0.005)

-0.07 (0.006)

-0.18 (0.006)

-0.28 (0.006)

-0.48 (0.005)

Offshorability

0.14 (0.004)

0.11 (0.005)

0.15 (0.005)

0.12 (0.006)

0.1 (0.006)

Physique

0.21 (0.005)

0.16 (0.005)

0.06 (0.005)

-0.07 (0.005)

-0.33 (0.005)

Physical Work Condition

0 (0.005)

0.01 (0.006)

-0.09 (0.006)

-0.14 (0.006)

-0.3 (0.005)

Degree of Automation

-0.22 (0.005)

-0.15 (0.005)

-0.14 (0.005)

-0.16 (0.005)

-0.14 (0.004)

Working Conditions

-0.44 (0.005)

-0.31 (0.005)

-0.22 (0.005)

0.02 (0.005)

0.5 (0.004)

Support

-0.22 (0.005)

-0.1 (0.005)

-0.03 (0.004)

0.07 (0.004)

0.09 (0.004)

Relationships

0.27 (0.006)

0.21 (0.006)

0.32 (0.006)

0.39 (0.006)

0.43 (0.006)

Self-Actualization

-0.88 (0.01)

-0.57 (0.01)

-0.33 (0.01)

0.27 (0.01)

1.5 (0.01)

Spouse Income

47591 (217.9)

47437 (237.9)

50721 (235.2)

50631 (240.8)

56955 (242.8)

Spouse Wage

38908 (209.8)

38673 (215.7)

42133 (216.6)

42531 (218.3)

48930 (222.4)

4410 (72.6)

4447 (55.1)

4803 (62.8)

4525 (63.1)

5655 (60.7)

130508 (1723.1)

136754 (1961)

148665 (2042)

145542 (2358.3)

181063 (2249.5)
104835 (1504)

Spouse Wealth Income
Spouse Assets
Spouse Liabilities

75777 (989.7)

77505 (1222.2)

85137 (1371.1)

88852 (1864.7)

Spouse Wealth

54731 (1238.5)

59249 (1332.5)

63528 (1256.3)

56690 (1164.1)

76228 (1430)

Children Income

63260 (354.6)

60079 (354.9)

61464 (341.8)

55658 (335.2)

51477 (313.3)

Children Income (Min)

22600 (140.8)

21072 (140)

20954 (135.5)

17736 (126.6)

15387 (119.4)

Parents Wealth

23650 (1700.4)

33528 (1476.1)

32076 (1077)

49718 (1537.2)

85602 (2044.6)

Parents Pension

4545 (97.2)

5930 (110.8)

5954 (107.7)

8463 (137)

12282 (172.4)

Notes: This table shows the overall average of the continuous covariates by quintiles of the CATE as
estimated by the continuous IEM using a six-month horizon. The sample is the training sample of the
main cohorts and all predictions are out-of-bag. For each covariate (row), the minimum and maximum
frequency across retirement paths are color-coded by light gray and dark gray, respectively.
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Table A2.3.15: DR ATEs by Categorical Covariates Relative to Baseline Levels
Covariate

Covariate category

Sex

Male

14.8%

26.3%

9.1%

15.3%

41.5%

71.4%

49.3%

63.9%

17.7%

77.4%

Female

27.3%

38.7%

19%

18.4%

44.8%

77.4%

54.8%

78.9%

17.5%

79.1%

Danish

21.2%

33.3%

13.7%

43.7%

80.1%

51.8%

70.4%

17.7%

78.1%

Non-Danish

25.4%

35.7%

15%

Danish

21.1%

33.3%

13.7%

16.5%

43.7%

80.9%

51.6%

72.5%

17.4%

77.5%

Non-Danish

25.5%

32.8%

14.2%

23.3%

47.1%

46.2%

57.2%

41.3%

24.9%

74.8%

43.8%

92.9%

53.1%

78.5%

17.9%

86.7%

57%

51.7%

56.7%

17.8%

61.6%

46.1%
71.2%

Citizenship

Origin

Civil Status

Industry

Married

Location Type

Sons Employment

57.6%

83%

14%

18.4%

13%

14.3%

Agriculture

24.8%

17.6%

12.6%

4.7%

60.5%

38.1%

50.9%

Construction

17.3%

24.1%

9.9%

11%

41.8%

56.6%

46.5%

48.4%

16.2%

Finance

15.3%

39.7%

9.9%

26.8%

42.1%

100%

50.4%

64.8%

19.8%

99.4%

40%

20.8%

19.8%

44.1%

82%

52.5%

95.2%

17.7%

93.1%

27.5%

42.9%

Humanities

20.3%

28.7%

11.7%

9.5%

Manufacturing

23.2%

30.4%

11.1%

13.9%

47.8%

Public

15.8%

34.4%

12.4%

18.3%

35.4%

Trade

19.5%

28.4%

11.3%

14.9%

43%

Employee

24.4%

35.1%

15.5%

18.2%

44.5%

71.8%

53%

Self-Employed

20.3%

22.9%

11.9%

6.7%

46.6%

73%

53.1%

33.5%

15.4%

51%

Manager

10.8%

21.4%

9.3%

13.7%

41.7%

100%

44.9%

87.1%

14.7%

100%

75.2%

Lower Secondary

8.8%

29.3%
21.5%

21%

7.9%

81.7%

52.2%

100%

22.3%

52.8%

60%

59.2%

59.6%

19.5%

60.9%

100%

52.7%

100%

11.6%

92.4%

69.3%

46.8%

51.4%

17.4%

69.4%

18.7%

71.7%

65.4%

36.4%

16%

19.1%

46.8%

57.9%

58.3%

51.1%

16.4%

33%

14%

17.6%

43.4%

77.4%

50.5%

69.4%

19.5%

67.6%

29.5%

11.4%

16.3%

40.6%

62.5%

50.1%

100%

15.3%

96.6%

40.7%

100%

48.7%

83.4%

16.1%

Bachelor

18.5%

30.8%

15.3%

16.7%

Master

6.1%

12.9%

4.7%

6.7%

Generic

27.7%

35.6%

15.1%

18.4%

Humanities

17.2%

25.9%

12.2%

11.7%

16%
17.6%

46.4%
44.7%

60%

57.6%

83.7%

49%

53.6%
76.8%

16.9%
15.9%

99.9%
67.9%

71%
98.5%

38%

20.2%

18.9%

42%

96%

47.9%

89.1%

18.1%

100%

Business

20.5%

32.9%

13.1%

16.9%

42.9%

87.7%

51.8%

76.1%

20.5%

60.9%

Engineering

14.4%

27.2%

9%

41.5%

73.6%

47.7%

70.8%

17.9%

72.6%

Science

10.2%

28.6%

6.8%

51.3%

100%

49.2%

82.7%

17.1%

77.9%

North Region

24.9%

44.9%

16%

Short Cycle Tertiary

24.8%

16.1%

16.3%

16%

44.5%

20.6%

32.5%

13.6%

16.2%

43%

78.2%

South Region

25.2%

32.5%

16.3%

13.9%

46%

74.6%

Region Zealand

21.1%

34.5%

13.6%

18.2%

43.2%

Capital Region

16.8%

32.1%

11%

20%

40.6%

Village

24.9%

36.9%

16.1%

15.9%

44%

32%

14.2%

15.8%

43.8%

21.7%

37%

16.2%

Central Region

Province

Daughters Employment

39%

Benefits always

37%

Health

Location

46.6%

Benefits until eligibility

27.5%

Upper Secondary

Education Field

16.6%
27.4%

Employed until eligibility

21.4%

Director

Education Level

21.2%

Employed always

Single

Health

Job Position

Overall

78.6%

50.2%

73%

16.7%

76%

53.9%

64.5%

17.1%

71.1%

74.1%

49.5%

87.4%

14.3%

69.8%

86.8%

54.3%

54.7%

20.5%

91.3%

49.4%

83.6%

16.6%

64.2%

54.7%

80.8%

17.5%

49.9%

55.3%

15%

77.2%
74.1%

58%

Hinterland

21.1%

31.3%

14%

Metropolis

21.6%

31.6%

13.9%

16.4%

46.5%

77.1%

51.6%

46.4%

17.8%

Capital

16.5%

32.5%

10.8%

21.3%

40.5%

83.6%

54.8%

62.5%

20%

Employed

20.4%

33.8%

13.5%

17.2%

43.2%

83.2%

51.3%

75.2%

17.1%

80.7%

Unemployed

22.4%

32.7%

14.1%

16.2%

44.4%

75.2%

52.6%

65.8%

18.3%

73.6%

Employed

20.5%

32.4%

16%

43.1%

84.3%

49.9%

70.9%

17.7%

71.4%

Unemployed

22.3%

34.3%

17.8%

44.6%

73.8%

54.2%

70.3%

17.6%

84.2%

13.4%
14.2%

15.1%

44%

79.6%

90.7%
97.2%
88.2%

Notes: This table shows the overall and by retirement path DR ATE on both employment (left) and benefits (right) for each categorical covariate relative to the baseline levels of aggregated numbers of weeks
employed and on benefits, respectively, for the pre-reform cohorts during the six months leading up to
eligibility. The DR ATEs are estimated by the continuous IEM using a six-month horizon. The sample is
the training sample of the main cohorts and all predictions are out-of-bag. For each retirement path and
overall, the minimum and maximum discrepancy in relative DR ATEs within categories are color-coded by
light gray and dark gray, respectively. Missing estimates indicate too few observations.
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Table A2.3.16: Overall DR ATEs by Continuous Covariates Relative to Baseline Levels
Covariate

Q1

Q2

Parents

26.5%

39.9%

Children

23.4%

34.5%

Grandchildren

21%

34.8%

23.2%
21.5%
20.5%

Q3

Q4

Q5

33.8%

19.5%

28.4%

19%

30.5%

18.4%

34%

20.9%

33.2%

21.2%

33.9%

19.4%

33.2%
30.8%

32.5%

20.9%

30.3%

20.1%

36.9%

23.9%

32.4%

10.8%

44.7%

Experience

35.7%

30.6%

29%

20.7%

33.7%

14%

Unemployment Degree

12.9%

43.6%

12.9%

42.1%

16.9%

36.6%

24.4%

29.1%

43.4%

30.5%

Absence

14.2%

43.1%

14.3%

45.6%

20.4%

41.8%

25.1%

39.2%

34.9%

26.5%

Income

18.1%

32.6%

12.5%

28.3%

5.3%

15.6%

44.2%

34.6%

30.7%

38.8%

18.9%

31.7%

12.4%

32.9%

5.2%

16.5%

Wealth Income

31.3%

34.8%

24.9%

36.4%

21.9%

32.9%

17.4%

32.7%

11.6%

26.4%

Assets

30.2%

33.3%

26.6%

37.2%

21.7%

33.8%

16.8%

31.6%

11.9%

27.9%

31%

40.3%

36.9%

28%

26.6%

34.4%

33.4%

Wage

Liabilities

47%

33.6%

36%

22%

35.8%

22.3%

33.4%

Wealth

21.1%

28.9%

Cash Benefits

20.7%

34.8%

20.7%

35.1%

21%

Unemployment Benefits

14.7%

44.8%

14.5%

41.8%

14.8%

Sickness Benefits (Public)

17.9%

36.1%

17.3%

40.4%

Sickness Benefits (Private)

13.3%

60.6%

12.7%

61.5%

24.9%

33.3%

Health Expenses

16.9%

36.4%

19.1%

32.4%

21.1%

35.1%

General Practitioner Expenses

15.7%

35.7%

18.5%

33.6%

21%

Physiotherapy Expenses

20.6%

34.4%

20.3%

34.8%

21%

Surgery Expenses

21.2%

32.1%

22%

Psychiatry Expenses

21%

34.8%

27.8%

49.9%

25.4%

44%

40.5%

25.9%

27.4%

30.6%

30.7%

29.4%

23.4%

34.5%

26.1%

30.9%

32.9%

24.1%

33.9%

27.6%

32.1%

32.7%

21.6%

32.8%

22.9%

32.5%

20.3%

31.8%

41.2%

17.2%

21.7%

35.6%

21%

35.2%

22%
22.3%

20.5%

36%

23.2%

34.7%

21.3%

44.1%

21%

30.2%

34.5%

40.6%

20.1%

24.1%
31.2%

18.9%

21.6%

Patient Days

10.6%
15.8%

20.8%

32.1%

20.2%

35%

43%

20.5%

43.1%

33%

32.8%

36.9%

20.4%

21.4%

17%
19.6%

20.9%

Hospitalizations

Hospital Expenses

33.5%

17.2%

35.6%

39.2%

20.9%

33.5%

34%

20.5%

35.1%

21.1%

33.7%
34.2%
32.9%

22.4%

30%

22.4%

25.1%

35.9%

22.5%

24.5%

34%

22.4%

29.4%

AI Score

28.9%

37.3%

26.4%

38.6%

19.9%

31.1%

15.9%

29.9%

15.6%

Software Score

22.5%

31.4%

21.2%

36.1%

20.2%

38.3%

18.7%

31.8%

23.8%

Robot Score

14.9%

31.8%

32%

20%

36.3%

23.1%

33.3%

29.3%

32.9%

Abstract

32.1%

39.9%

27.2%

33.7%

32%

14.3%

27.8%

11.4%

28.1%

38%

19.9%

35.8%

20.8%

31.1%

21.2%

34.3%

21.9%

28.5%

33.6%

16.8%

31.4%

24.6%

38.1%

24.5%

34.7%

22.8%

28.9%

Routine

22.5%

Nonroutine Manual

18%

19.9%

22.6%

27%
30%

Offshorability

18.8%

28.4%

20.8%

29.4%

24.9%

38.2%

22.5%

38.2%

19.4%

Physique

13.9%

27.9%

16.5%

34.2%

22.7%

35.9%

27.9%

35.9%

26%

Physical Work Condition

16.1%

29.6%

20.2%

34.6%

25.2%

38.6%

23.5%

35.2%

21.5%

28.5%

Degree of Automation

26.3%

39.1%

22.2%

32.4%

21.7%

31.6%

16.4%

30.6%

19.9%

32.2%

35.7%

20.7%

35.1%

13.5%

29.6%

11.7%

26.1%

17.8%

32.9%

18%

30.7%

17.7%

28.8%

22%

33.7%

21.7%

40.3%

Working Conditions

32.7%

35%

29.2%

Support

29.9%

40%

23%

32.3%

Relationships

21.5%

27.2%

18.3%

30.9%

22.9%

Self-Actualization

32.3%

34.7%

26.4%

33.2%

24%

Spouse Income

22.5%

30.5%

19.7%

30.2%

21.1%

33.3%

Spouse Wage

23.7%

Spouse Wealth Income

22%

31%
30.7%

20%

31.9%

36.7%
37.5%

31.7%
31.1%

13.3%

31.1%

11.8%

25.8%

21.6%

35.6%

21.4%

39.2%

20.2%

31.4%

21.2%

35.8%

21.3%

38.2%

19.1%

31.7%

21.5%

33.5%

21.3%

37.4%

22.4%

34.5%

Spouse Assets

22.5%

32.2%

19.7%

30.6%

21.8%

33.1%

21.3%

35.7%

21.1%

Spouse Liabilities

22.7%

31.3%

22.8%

35.4%

22.7%

34.8%

20.2%

33.4%

18%

Spouse Wealth

19.3%

31.1%

22.3%

31.1%

19.7%

31.2%

21.7%

37.5%

23.4%

37.5%

Children Income

21.1%

31.3%

16.5%

31.1%

20.6%

31.9%

23.6%

34.2%

24.7%

37.6%

Children Income (Min)

31%

14.8%

Parents Wealth

22.4%

20.5%

36.4%

23%

Parents Pension

22.7%

37.7%

22.5%

29.9%
35.2%
33.8%

20%
22.6%
23%

32.5%
33.4%
35.8%

24.7%

36%
31.6%

33%

26.6%

39.3%

21.9%

33.4%

16.5%

27.2%

21.5%

31.5%

16.8%

26.8%

Notes: This table shows the overall DR ATE on both employment (left) and benefits (right) by quintiles of
the continuous covariates relative to the baseline levels of aggregated number of weeks employed and
on benefits, respectively, for the pre-reform cohorts during the six months leading up to eligibility. The
DR ATEs are estimated by the continuous IEM using a six-month horizon. The sample is the training
sample of the main cohorts and all predictions are out-of-bag. For each covariate (row), the minimum and
maximum discrepancy in relative DR ATEs on are color-coded by light gray and dark gray, respectively.
Missing estimates indicate too few observations.
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Table A2.3.17: Effect of Employment on Health Outcomes: OLS and 2SLS Estimates
Dependent variable

g ener al pr act i t i oner vi si t s

Method

OLS

2SLS

°
¢
log g ener al pr ac t i t i oner vi si t s

g ener al pr act i t i oner expenses

OLS

Six-month

12-month

°0.139

0.107

(0.097)

(0.072)

§§§

°2.012

°0.376

(0.295)

(0.243)

°0.003

0.027§§§

(0.011)

(0.005)

§§§

2SLS

°0.282

(0.036)

(0.019)

OLS

°2.887§§§

1.598§§

(0.994)

(0.769)

2SLS

°
¢
log g ener al pr ac t i t i oner expenses

Horizon

OLS

2SLS

°32.768

§§§

°0.030

°7.273§§§

(3.203)

(2.572)

°0.005

0.052§§§

(0.022)

(0.010)

§§§

°0.529

(0.075)

°0.040
(0.036)

Notes: This table shows the OLS and 2SLS estimates of the effect of employment on health. Health is
measured by general practitioner visits and expenses and their logarithmic analogues. Employment
is measured by changes in the aggregated number of weeks employed over two horizons, namely sixmonth and 12-month periods. All estimates and standard errors are multiplied by 26 to reflect changes
in employment by 26 weeks (half a year). Standard errors are in parentheses. Superscripts ***, **, and *
indicate statistical significance at significance levels 1%, 5%, and 10%, respectively.
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A2.4 Proofs
In Section 2.3, we present Theorem 2.1 using kernel weights. To prove Theorem 2.1,
we take two steps. First, we show that the difference between the kernel weights and
the discrete weights converges to zero. Second, we prove a version of Theorem 2.1
©
™
wherein instead of kernel weights K h (X i , x), we use discrete weights 1 X i = x that
enforce a closer version of the R-learner. The former is covered by Lemma A2.4.1.
£ §p
Lemma A2.4.1. Assume that X i ª U 0, 1 independently for all i = 1, . . . , N , and take
K h (X i , x) to be the Gaussian kernel, i.e.,
Kh

°

0 ∞
∞2 1
° ∞X i ° x ∞
A.
X i , x = exp @
2h 2
¢

Then, the difference
2

Ei = E 4

Ei
X

t =1

°

3

¢

2

K h X i , x ≠i ,t | X i = x 5 ° E 4

Ei
X
©

t =1

™

3

1 X i = x ≠i ,t | X i = x 5 ,

where
≥
°
¢¥°1 ≥
°
¢¥ ≥
°
¢¥
≠i ,t = 1 ° e X i , t
¢i ,t ° m X i , t Wi ,t ° e X i , t ,

converges to 0 as N !
° 1.

Proof of Lemma A2.4.1. We rewrite Ei to obtain
2
3
Ei
≥ °
¢
©
™¥ X
Ei = E 4 K h X i , x ° 1 X i = x
≠i ,t | X i = x 5
t =1

#
∑≥
∏ "T
X ©
°
¢
©
™¥
™
= E Kh Xi , x ° 1 Xi = x Xi = x E
1 E i ∏ t ≠i ,t | X i = x
=E

∑≥

°

¢

©

Kh Xi , x ° 1 Xi = x

™¥

∏

t =1

X i = x ßi ,T ,

where ßi ,T is short for
E

"

T
X
©

t =1

™

#

1 E i ∏ t ≠i ,t | X i = x .

Observe that ßi ,T is bounded, given that
and that
∑≥ e(X i , t ) and m(X i , t )¥ are known,
∏
°
¢
©
™
T is fixed. Thus, we focues on Kh,i = E K h X i , x ° 1 X i = x X i = x . Note that by

construction, h is a function of N , where h ! 0 as N ! 1. Consider the case of X i = x.
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°
¢
©
™
For the Gaussian kernel, clearly K h X i , x = 1 X i = x , and Kh,i = 0. Otherwise,
©
™
1 X i = x = 0, and then
Kh

°

Ø
Ø
0 ∞
Ø
∞ 1Ø
Ø ©
∞ X i ° x ∞2 Ø
™
°
Ø
AØØ .
X i , x = Ø1 X i = x ° exp @
2
Ø
Ø
2h
Ø
Ø
¢

°
¢
We claim that K h X i , x converges to 0 in probability as h ! 0 (or equivalently, as N !
1). To show
first suppose
X i is one-dimensional (p = 1), fix " > 0 and consider
≥ this,
¥
°
¢
°
¢
limN !1 P K h X i , x > " . Note that since X i , x are both assumed independently
≥∞
¥ °
∞2
p ¢2
distributed U [0, 1], then P ∞ X i ° x ∞ ∏ " = 1 ° " . Therefore,
0
1
0 ∞
∞ 1
≥ °
¥
∞ X i ° x ∞2
¢
°
B
A > "C
P K h X i , x > " = P @exp @
A
2h 2

∞
∞2
2
= P(∞ X i ° x ∞ ∑ ° log (") 2h N
)
µ
∂
q
2
= 1 ° 1 ° h N °2 log (") .

≥ °
¥
¢
Hence, for any " > 0, as h N ! 0 we will have P K h X i , x > " ! 0. To extend to
general p ∏ 1, we simply observe that
p ≥
¥2 °
X
∞
∞
¢2
∞ X i ° x ∞2 =
X i , j ° x j ∏ X i ,1 ° x 1 ,
j =1

which allows us to construct the following (loose) bound
≥∞
¥
≥∞
¥
∞2
∞2
P ∞X i ° x ∞ > " = 1 ° P ∞X i ° x ∞ ∑ "
°
¢2
∏ 1 ° P X i ,1 ° x 1 ∑ " ,

and the prior result applies.

Conjecture A2.4.1. Lemma A2.4.1 holds for more general kernels than the Gaussian
kernel.

Proof of Theorem 2.1. Under Lemma A2.4.1 and Conjecture A2.4.1, it suffices to prove
the theorem using discrete weights. First, we will algebraically verify the following two
equations that make up the population analogs of the denominator and nominator
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of (2.14), respectively, i.e.,
2

E4

Ei ≥
X

t =1

3
¢¥°1 ≥
°
¢¥2
1 ° e Xi , t
Wi ,t ° e X i , t |X i = x 5
°

°
¢
= P E i ∑ T |X i = x ,
2
3
Ei ≥
X
°
¢¥°1 ≥
°
¢¥ ≥
°
¢¥
E4
1 ° e Xi , t
¢i ,t ° m X i , t Wi ,t ° e X i , t | X i = x 5

(A2.4.3)

t =1

°
¢
= P E i ∑ T |X i = x ø (x) .

(A2.4.4)

We begin with the former (A2.4.3), expanding out by candidate values of t 2 {1, . . . , T }.
°
¢
This lets us equate (A2.4.3) with P E i ∑ T |X i = x , and will demonstrate the need for
≥
°
¢¥°1
the debiasing weights 1 ° e X i , t
.
We begin by observing the following

h
i
°
¢
E Wi ,t ° e X i , t | X i = x, E i ∏ t = 0
h
i
°
¢
° ¢≥
° ¢¥
Var Wi ,t ° e X i , t | X i = x, E i ∏ t = e x, t 1 ° e x, t .

(A2.4.5)
(A2.4.6)

Now, we can find the expectation of each summation term in the denominator, i.e.,
2

3
Ei ≥
X
°
¢¥°1 ≥
°
¢¥2
E4
1 ° e Xi , t
Wi ,t ° e X i , t
| Xi = x5
=
=
=
=
=

t =1

∑
∏
T ≥
X
°
¢¥°1
©
™≥
°
¢¥2
1 ° e Xi , t
E 1 E i ∏ t Wi ,t ° e X i , t
| X i = x, E i ∏ t

t =1

i ° ¢≥
T ≥
X
°
¢¥°1 h ©
™
° ¢¥
1 ° e Xi , t
E 1 E i ∏ t | X i = x e x, t 1 ° e x, t

t =1

i
T
X
°
¢ h ©
™
P E i = t | X i = x, E i ∏ t E 1 E i ∏ t | X i = x, E i ∏ t

t =1

h ©
i
T
X
™
E 1 Ei ∏ t | Xi = x

t =1

T
X
°
¢
P Ei = t | Xi = x

t =1

°
¢
= P Ei ∑ T | Xi = x .

Analogously, we can re-arrange the latter term (A2.4.4), which will be our numerator.
°
¢
Here we will extract the ø(x) term, making (A2.4.4) equal to P E i ∑ T |X i = x ø (x).
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First, we observe that
∑≥
∏
°
¢¥ ≥
°
¢¥
E ¢i ,t ° m X i , t Wi ,t ° e X i , t | X i = x, E i ∏ t
° ¢≥
° ¢¥ ° ¢
= e x, t 1 ° e x, t ø x, t

Now, we can consider the sum of these elements in our numerator and take its
expectation, i.e.,
2
3
Ei ≥
X
°
¢¥°1 ≥
°
¢¥ ≥
°
¢¥
E4
1 ° e Xi , t
¢i ,t ° m X i , t Wi ,t ° e X i , t | X i = x 5
t =1

=
=
=

T
X

t =1

h ©
i ° ¢ ° ¢
™
E 1 E i ∏ t | X i = x, E i ∏ t ø x, t e x, t

h ©
i ° ¢
T
X
™
E 1 E i ∏ t | X i = x ø x, t

t =1

T
X
°
¢ ° ¢
P E i = t | X i = x ø x, t

t =1

°
¢
= P E i ∑ T | X i = x ø (x) .

Therefore, due to the Weak Law of Large Numbers and the Continuous Mapping
Theorem, in large samples, the weighted R-learner (2.13) converges to
°
¢
P E i ∑ T | X i = x ø (x)
°
¢ = ø (x) ,
(A2.4.7)
P Ei ∑ T | Xi = x
and we are done.
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A2.5 Methodological appendix
We compare our extension for panel data to a linear benchmark estimated by OLS.
In particular, we predict the individual-level treatment effects in the testing sample
using both methods. The OLS regression uses the full set of interaction terms for all
covariates, i.e.,
¢i ,t = Ø0 + øt Wi ,t + Ø0t X i + ∞0t Wi ,t X i + "i ,t .

(A2.5.8)

The individual-level treatment effect is then the marginal effect of Wi ,t , that is
°
¢
ø X i , t = øt + ∞0t X i , which we average over t ∑ E i . We illustrate the differences between the two approaches by plotting the predicted treatment effects against each
other using scatterplots and histograms. In addition, we perform the calibration
exercise of comparing DR averages to sample averages within deciles of the estimated
CATE.
Figure A2.5.7 shows two scatterplots of the predicted treatment effects on employment (Figure A2.5.7a) and on government benefits (Figure A2.5.7b) by GRF and OLS,
respectively. For both outcomes, the predicted treatment effects by OLS are more
widespread with a higher coverage of positive values. In contrast, the predicted treatment effects by GRF are solely negative and denser. Recall that for the retirement
reform, positive treatment effects are unlikely; positive effects on employment means
that some people work more once they become eligible to retire early, which is not
economically meaningful as they would at the most work as much as when they were
ineligible, leading to zero treatment effects. Thus, the cut-off at zero is a sign of good
calibration. We emphasize that nothing technical prevents positive predictions in our
suggested GRF model, but rather, the model learns this from the data.
Next, we plot the distributions of the predicted treatment effects. Sometimes, distribution plots are used as an initial approach to represent the heterogeneity in the
underlying signal. We stress initial as we do not recommend to use histograms as a
definitive way to assess treatment effect heterogeneity, but rather as an encouragement to dive further into the data. Indeed, if the histogram is concentrated at a point,
then while the forests were not able to detect any heterogeneity, it may be that they
are underpowered to detect real signal. On the other hand, if the histogram is spread
out, it may be that the forests are overfitting and producing very noisy estimates,
and therefore finding heterogeneity where there is none. With this caution in mind,
we illustrate the distributions of the predicted treatment effects in Figure A2.5.8 by
both estimation techniques. In particular, Figure A2.5.8a plots the distribution of
the effects on employment, whereas Figure A2.5.8b plots the effects on benefits. The
distributions indicate the same pattern; the predicted effects by OLS vary more widely
and are well-represented in the positive area, whereas the GRF model predicts solely
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(a) Predicted effects on Employment
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(b) Predicted effects on Benefits

Figure A2.5.7: Predicted Treatment Effects by Method
Notes: This figure shows the scatterplots of predicted treatment effects out-of-sample on employment
(LHS) and on benefits (RHS) by the two methods (GRF in blue, and OLS in red), which are both estimated
on the training set containing 80% of the people in the main cohorts. The treatment effects are the change
in number of weeks employed and in the number of weeks on benefits, respectively, six months after
eligibility. The vertical dashed lines illustrate zero treatment effects.

negative treatment effects. In both cases, the distribution corresponding to the GRF
predictions seems to be truncated at zero, which is again not implied by the model.
Figures A2.5.7 and A2.5.8 jointly indicate that OLS does not generalize well out-ofsample as, by the linearity property, the predicted treatment effects enter the positive
area.
Last, we compare the treatment effect estimates from OLS and GRF by how well
the DR and sample averages coincide by deciles of the predicted treatment effect
out-of-sample in Figure A2.5.9. We consider two approaches to dividing the estimates
into deciles. First, we define the groups based on the predictions from GRF, such
that the same individual is ensured to appear in the same decile for both methods,
and the resulting estimates appear in Figure A2.5.9a. Both approaches appear to be
well-calibrated as nearly all pairs lie on the 45± -line. Second, we manually define
the deciles. Specifically, we consider the minimum and maximum of the union of
the predictions by OLS and GRF, and split the resulting (open-ended) interval into
deciles in Figure A2.5.9b. It follows that only the estimates from OLS appear near the
boundaries, and in fact, the estimates from GRF are concentrated around six deciles.
In addition, one of the deciles represents a positive ATE, but only OLS estimates
are represented in this decile. As positive treatment effects are quite unlikely for the
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(a) Predicted effects on Employment

(b) Predicted effects on Benefits

Figure A2.5.8: Distribution of Predicted Treatment Effects by Method
Notes: This figure shows the distributions of predicted treatment effects out-of-sample on employment
(LHS) and on benefits (RHS) by the two methods (GRF in blue, and OLS in red), which are both estimated
on the training set containing 80% of the people in the main cohorts. The treatment effects are the change
in number of weeks employed and in the number of weeks on benefits, respectively, six months after
eligibility. The vertical dashed lines illustrate zero treatment effects.

retirement reform, this confirms that OLS does not generalize well out-of-sample
compared to the panel-adjusted GRF. In total, Figure A2.5.9 suggests tentatively that
the estimates from GRF are better calibrated than the corresponding estimates from
OLS as the DR and sample averages coincide to a larger degree; that is, they lie more
closely around the 45± line.
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(a) Deciles by GRF
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(b) Manual deciles

Figure A2.5.9: Distribution of Predicted Treatment Effects by Method
Notes: This figure shows the comparison of the DR ATE to the sample ATE within deciles of the estimated
CATE in the continuous IEM by GRF (blue) and OLS (red). The deciles are either based on the predictions
by GRF (LHS) or manually defined (RHS) as ten equal-sized and open-ended intervals from the minimum
to the maximum of the union of the predictions from GRF and OLS. The treatment effect is the change in
number of weeks employed six months after eligibility.
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Abstract
We recast the synthetic controls for evaluating policies as a counterfactual prediction
problem and replace its linear regression with a nonparametric model inspired by
machine learning. The proposed method enables us to achieve more accurate counterfactual predictions. We apply our method to a highly debated policy: the relocation
of the US embassy to Jerusalem. In Israel and Palestine, we find that the average
number of weekly conflicts has increased by roughly 103% over 48 weeks since the
relocation was announced on December 6, 2017. Using conformal inference and
placebo tests, we justify our model and find the increase to be statistically significant.
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3.1 Introduction
In social science, we are often interested in the effects of policy interventions on
aggregate entities to evaluate previous, understand current, or counsel future policies.
The aggregate units may be firms, organizations, geographic areas, etc. Data often
stem from observational studies. Estimating such effects has been heavily studied,
and various methods apply to different data available (for reviews, see Imbens and
Wooldridge (2009) and Abadie and Cattaneo (2018)).
One approach is to compare the treated unit to a control unit not exposed to the
event. One of the first examples is Card (1990), who uses Southern US cities as a
comparison group to estimate the effect of an unanticipated Cuban migratory influx
in Miami. However, the design of a comparative case study faces certain challenges.
First, it is not always transparent how specific control units are chosen, and the
appropriate control may be chosen ex-post. Running several regressions may lead to
publication bias (Franco, Malhotra, and Simonovits, 2014).
Second, many of the current methods to evaluate policies are based on regressions
that try to maximize the pre-treatment fit, which may not generalize well out-ofsample. The situation illustrates the classical bias-variance trade-off, where methods
are often chosen to minimize bias rather than balancing bias for variance. If one
could build an econometric model that would accurately predict the outcome of the
treated unit post-treatment in a counterfactual state absent from the treatment, it
may be helpful to evaluate the intervention. This is especially useful if pre-treatment
inference is not a goal in itself (for a discussion on recasting economic problems as
prediction problems, see Kleinberg et al. (2015)).
Third, the standard approach to comparative case studies is to specify a linear functional form to capture the relationship between the treated unit and the control units.
This may be restrictive if we are trying to answer questions for which no theoretical
model exists. In addition, the standard approach does not take nonlinearities, especially interactions, into account except those explicitly modeled by the researcher.
If the process that generates the outcomes for the treated unit in the pre-treatment
period is nonlinear in the control outcomes, the resulting bias may be severe.
Building on ideas from Abadie and Gardeazabal (2003), Abadie et al. (2010) solve the
first challenge. In the presence of a single treated unit and several control candidates,
synthetic controls form a set of weights such that the weighted average of the control
units approximately matches the treated unit in the pre-treatment period. The same
weights are then channeled to the post-treatment period to estimate a synthetic
control group that constitutes the counterfactual state of the world in which the
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treated unit was not exposed to the treatment. The issue of overfitting, however,
remains unsolved.
Doudchenko and Imbens (2017) take on the second challenge by proposing a regularized version of the synthetic control method, namely the elastic net estimator.
Relying on ideas from machine learning, the elastic net estimator shrinks the weights
toward zero and sets some of them exactly to zero. Especially in moderately-high
dimensions, this approach has shown promise in forecasting studies. Also, the selection property by zeroing out some weights has attractive interpretations as it allows
researchers to pinpoint which control units have no explanatory power when forming
the counterfactual control.
Both methods, however, specify a linear model that is not capable of automatically
detecting nonlinearities among the control units. In particular, we expect many
low-order interactions of the control outcomes to be informative in explaining the
outcomes of the treated unit. For instance, consider the empirical application in
Abadie et al. (2010) regarding cigarette sales in the US. While the sales in California
may be modeled as a weighted average of the sales in New York and Florida given
a common cigarette consumption pattern along the coasts, a decrease in sales in
New York may be associated with an even bigger decrease in California given a low
period of sales in Florida. This could happen if the people of California see themselves
as trendsetters in regards to health; when people in both New York and Florida are
decreasing their cigarette consumption, people of California want to reduce their
consumption even further.
Note that it is becoming natural for lasso-based estimators to include interactions and
higher-order terms in contrast to synthetic controls. But important interactions and
higher-order terms can be difficult to anticipate ex-ante. The kitchen sink approach
would be to include all higher-order terms up to a pre-specified order, e.g., to third
order. This approach, however, quickly faces its own problems. With 10 control units,
all third-order terms would count 10 + (10+3°1)!/(10°1)!3! = 230 which is infeasible to
handle for most parametric estimators given finitely many observations. Thus, if
nonlinearities are deemed important or the domain is unknown, we argue for flexible
methods that can handle such nonlinearities in a data-driven manner.
We recast the problem of estimating a synthetic control as the problem of predicting
one, similarly to both Doudchenko and Imbens (2017) and Athey et al. (2019) who
advocate for powerful prediction methods. This way, we do not have to rely on
linear, parametric models that potentially misspecify the true underlying model.
This is beneficial, for instance, whenever the researcher does not have the domain
knowledge required to specify a theoretical model. We choose a popular method from
the machine learning literature that handles interactions and other nonlinearities
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automatically.
For instance in our application on conflict levels in the Middle East, when we seek to
understand which periods are similar in terms of the level of conflict, it is difficult to
consider conflict levels in Iraq and Saudi Arabia separately without an interaction
between them. Imagine some violent and frequent conflicts in the South of Iraq in
a given period. The regime of Saudi Arabia may react by increasing the appearance
of police forces in major cities, and as a result, the number of conflicts falls. If such
interactions matter for the conflict level in Israel and Palestine, we would incur an
omitted variable bias by leaving them out.
Nonparametric approaches to estimating treatment effects do exist in the econometric toolbox. Similarly to our method, Athey and Imbens (2016), Wager and Athey
(2018), and Athey et al. (2019) also rely on ideas from machine learning to study
heterogeneous treatment effects using nonparametric models. They propose various modifications to the random forests algorithm by Breiman (2001). Our method
differs because we observe units over time with treatment happening at a certain
point, whereas the other papers are based on a cross section of units. Moreover, their
methods are most suitable when a large set of both observations and covariates is
available as they focus on heterogeneous treatment effects, whereas we focus on
average treatment effects. As another example, Hartford, Lewis, Leyton-Brown, and
Taddy (2017) use deep neural nets for counterfactual prediction. We find, however,
that many applications in social science and ours included do not enjoy the luxury of
having sufficiently large datasets available to apply (deep) neural nets.
We propose the tree-based synthetic control method as an alternative to the synthetic controls for applications where the researcher prefers accurate post-treatment
predictions over the ability to do pre-treatment inference, and when the empirical
question is not guided by any theoretical model that can justify specific assumptions
on the empirical model. We adopt the design of synthetic controls that models the
treated unit as a conditional expectation of the control units. We also consider all
potential controls in the donor pool transparently. If any particular control units
do not contribute to explaining the treated unit, the method is flexible enough to
leave them out. Our method is inherently nonlinear when modeling the controls,
and additionally, interactions and higher-order terms are included in a data-driven
manner.
The proposed method uses the pre-treatment periods to estimate the relationship
between the treated and all the control units and imposes this relationship onto the
post-treatment period, similarly to Abadie et al. (2010) and Doudchenko and Imbens
(2017). To model the conditional expectation, we apply the canonical random forests
regression model. Random forests have proved successful in many applications (see
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for instance Montgomery and Olivella (2018) for a recent paper in political science,
or Guha and Ng (2019) in IO).
Further, variants of random forests have already been employed in the treatment
effects literature either directly (Athey and Imbens, 2016; Wager and Athey, 2018;
Athey et al., 2019) or indirectly (Chernozhukov, Chetverikov, Demirer, Duflo, Hansen,
and Newey, 2017a; Chernozhukov, Chetverikov, Demirer, Duflo, Hansen, Newey, and
Robins, 2018). Common to these papers is that they rely on the unconfoundedness
assumption and assume there is a relationship between outcomes for a given unit
over time (estimated by regressing control unit outcomes in treated periods on lagged
outcomes) that is stable across units. In contrast, the synthetic control literature
assumes there is a relationship between different units (estimated by regressing
treated unit outcomes on control outcomes) that is stable over time. Our approach
falls into the latter.
Intuitively, for each period where the treated unit is treated, our model locates a few
corresponding pre-treatment periods based on the control units and uses the average
of the pre-treatment outcomes of the treated unit as a counterfactual prediction in
the post-treatment period. Stated differently, our model aggregates the pre-treatment
periods into similar subgroups based on the control units. Then, it computes the
average of the outcomes of the treated unit in each of the subgroups. In the posttreatment period, the model remembers how to group the periods and assigns the
corresponding pre-treatment average to each of the periods. This gives an estimate
of the potential outcome for the treated unit in the absence of the treatment. Having
an estimate for all periods after the intervention, we compute the average of the
differences between the estimate and the actual outcome, similarly to Chernozhukov
et al. (2017).
We showcase the tree-based synthetic control method by estimating the effect of
moving the US embassy from Tel Aviv to Jerusalem on the number of weekly conflicts
in Israel and Palestine. It is beyond our interest to judge the particular political
decision, rather we propose a method to estimate its impact. We use conflict data
from December 28, 2015, to November 3, 2018, for Israel and Palestine as well as for
11 of the remaining countries in the Middle East as controls. The data are provided by
the Armed Conflict Location & Event Data Project (Raleigh, Linke, Hegre, and Karlsen,
2010). Our results indicate that the weekly number of conflicts has increased by 26
incidents on average after the relocation was announced on December 6, 2017, until
November 3, 2018. This corresponds to more than doubling the number of conflicts.
We use the recently proposed conformal inference test by Chernozhukov, Wuthrich,
and Zhu (2017b) to formally justify our results. The increase is statistically significant
at a 1% level.
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The rest of the paper is organized as follows. Section 3.2 reviews the related literature
and introduces the tree-based synthetic control method. Section 3.3 considers the
context of Israel and Palestine and presents the results alongside several robustness
checks. Section 3.4 compares our method to state-of-the-art econometric methods.
Section 3.5 concludes.

3.2 Synthetic control methods
3.2.1 Setup
We consider N + 1 cross-sectional units observed in T periods and assume without
loss of generality that only the first unit is exposed to the treatment, leaving N units
as controls1 . We index units by i = 0, . . . , N and time by t = 1, . . . , T0 , . . . , T with the first
T0 periods before the treatment. Let YiN,t denote the potential outcome that would
be observed for the i th unit at time t in absence of treatment, and similarly, let YiI,t
denote the potential outcome that would be observed if exposed to the intervention.
Under the assumption that the intervention does not affect the outcome before
implementation, we have YiN,t = YiI,t = Yi ,t for t ∑ T0 and all i = 0, . . . , N .
In many applications and ours included, the treatment may have an effect before
implementation via announcement or anticipation, and T0 should be redefined
accordingly. We assume implicitly that the treatment does not affect the outcome for
the control units (see Rosenbaum (2007) for a thorough discussion on this). Let Wi ,t
be an indicator taking value one if the intervention happens at time t for unit i and
zero otherwise. As treatment happens solely for the first unit in the post-treatment
period, the treatment indicator Wi ,t satisfies
8
<1 if i = 0 and t > T ,
0
Wi ,t =
(3.1)
:0 otherwise.

The observed outcome for unit i at time t is then

Yi ,t = YiN,t + øi ,t Wi ,t ,

(3.2)

where we define øi ,t = YiI,t ° YiN,t as the effect of the intervention for unit i at time
t . The causal effects for the treated unit in the post-treatment period are then
°
¢0
I
N
ø0 = ø0,T0 +1 , . . . , ø0,T . Because Y0,t
= Y0,t for t > T0 , we have ø0,t = Y0,t ° Y0,t
, and
N
we need only estimate the counterfactual Y0,t for t > T0 . Our main goal is then to
estimate flexibly the average treatment effect (ATE) as the average of ø0,t over the
post-treatment periods, i.e.,
ø=

1
T ° T0

T
X

t =T0 +1

ø0,t

1 We will use treatment and intervention interchangeably.

(3.3)
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In the most general form,
the (no intervention) outcome for the treated
h we describe
i
N
N
unit as given by Y0,t
= E Y0,t
|Ft + "0,t , where "0,t are unobserved transitory shocks
at the unit level with zero mean, and Ft denotes all information available (not to the
°
¢
econometrician) at time t . Denote by X 0,t the p £ 1 vector of potential covariates
N
relevant for Y0,t
. Our method is scale-invariant and can handle both categorical
and continuous covariates. Note that X 0,t may include covariates other than the
control units as long as they are not affected by the intervention. For instance, we
would not be able to include stock market indicators for Israel and Palestine. For
simplicity, however, we follow Abadie et al. (2010) and focus on using the control
≥
¥0
°
¢
N
units as covariates by letting X 0,t = Y1,t
, . . . , Y NN,t denote the observed N £ 1 vector
of outcomes for all the N control units at any time t . We
h assume
i the °conditional
¢
N
expectation as a flexible function of the control units, i.e., E Y0,t |Ft = f ? X 0,t . Thus,
our objective is to estimate f ? as a function of the control units using only t ∑ T0
such that if the intervention did not take place, the model would still approximate
the treated unit well in the post-treatment periods, t > T0 .

3.2.2 Related literature
This paper builds on a growing literature on treatment effects. Abadie et al. (2010)
N
also consider the estimable object ø0,t = Y0,t ° Y0,t
for t > T0 . Assume that there exists
≥
¥0
P
§
§
§
a set of perfect weights ! = !1 , . . . , !N such that iN=1 !§i Yi ,t = Y0,t 8t ∑ T0 . ConP
sidering Y0,t ° iN=1 !i Yi ,t , Abadie et al. (2010) prove that its mean is approximately
P
ˆ i Yi ,t as an
zero under standard conditions, which suggests using ø̂0,t = Y0,t ° iN=1 !
estimator for ø0,t in periods t > T0 . The weights are then estimated by
8 √
!2 9
<X
=
T0
N
N
X
X
ˆ = arg min
!
Y0,t °
!i Yi ,t
st.
!i = 1, !i ∏ 08i ,
(3.4)
;
!2RN :t =1
i =1
i =1

which in practice can estimated by some constrained least squares. This boils down to
assuming linearity of f ? in X 0,t . The synthetic control method is mainly tailored for
empirical settings with relatively more time periods than control units, i.e., T0 ¿ N .

Doudchenko and Imbens (2017) propose a regularized extension to synthetic controls,
namely the elastic net estimator. The optimization problem is similar to (3.4) but
adds a regularization term to the objective function with inspiration from shrinkage
°
¢
estimation. Let ∏, Æ 2 R £ R be a given pair of hyperparameters to be tuned, and
let µ 2 R be an intercept, capturing the possibility that the outcomes for the treated
unit are systematically different from the other units. Then, Doudchenko and Imbens
(2017) propose to estimate the weights by
8 √
!2
√
!9
<X
=
T0
N
N
N
X
X
X
Ø
Ø
°
¢
1°Æ
ˆ = arg min
µ, !
Y0,t ° µ °
!i Yi ,t + ∏
!2i + Æ Ø!i Ø . (3.5)
µ,! :
;
2 i =1
t =1
i =1
i =1
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Note that (3.5) neither requires zero intercept, weights summing to one, nor nonnegative weights. The elastic net estimator enjoys the selection property known from
lasso by the L 1 -penalty term (Tibshirani, 1996; Zou and Hastie, 2005). Essentially,
some weights are likely to be zeroed out, meaning that some control units are not
predictive of the treated unit.
Both the synthetic control and the elastic net estimator may be viewed as crosssectional regressions in which the outcome of the treated unit is regressed on the
outcomes of the control units in the pre-treatment period. Assuming stability over
time, the cross-sectional pattern is then carried over into the post-treatment period,
based on which the counterfactual outcome for the treated unit is predicted using the
control units. This form of regression in causal panel data models is known as vertical
regressions, a term coined by Athey, Bayati, Doudchenko, Imbens, and Khosravi
(2020). The (almost) symmetric formulation is known as horizontal regressions, where
the post-treatment outcomes are regressed on the pre-treatment outcomes using
only the control units. This time-series approach estimates a relationship which
is then applied to the treatment unit assuming stability across units and requires
N ¿ T . It is not a symmetric problem because the order of T matters in contrast to
the order of N .
However, both methods have a disadvantage in cases with T º N as they do not
fully exploit the panel structure by running either cross-sectional or time-series
regressions. A recent approach to causal panel data models that takes both sources of
variation into account is the matrix completion method by Athey et al. (2020), treating
N
Y0,t
for t > T0 as missing. In Section 3.4, we compare all methods introduced.

3.2.3 The tree-based synthetic control method
Our method is conceptually similar to the idea of Abadie et al. (2010) to the extent
that we also use vertical regressions to estimate the relationship between the treated
unit and the control units in the pre-treatment period and assume that the estimated
relationship continues into the post-treatment period. But contrary to using the
weighted control outcomes, we take a more direct approach by using a weighted
average of the outcomes for the treated unit in different pre-treatment subperiods.
In particular, we use the control outcomes to stratify the pre-treatment periods into
homogenous subgroups in which the outcomes for the treatment unit are similar.
This immediately removes the risk of extrapolation. Note that subgroups need not
be equidistant or consecutive. Then, we apply the estimated stratification scheme
to divide the post-treatment period into these subgroups, and for each of these
subgroups, we finally estimate the potential outcome as the average of the pretreatment outcomes of the treated unit that fall into the same subgroup.
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The stratification rules are estimated in a nonparametric manner based on the original random forests method in Breiman (2001), allowing us to estimate f ? as a flexible
relationship between the treated unit and the control units. Various theoretical studies (see for instance Biau, Devroye, and Lugosi (2008), Ishwaran and Kogalur (2010),
Biau (2012), and Scornet, Biau, and Vert (2015)) have been performed, analyzing the
consistency of random forests. The theoretical justification of our method is provided
by Scornet et al. (2015) and Davis and Nielsen (2020) who prove the consistency of
random forests for independent and dependent data, respectively. The cornerstone
of random forests is a single decision tree.
Decisions trees recursively segment the input space into simpler subspaces and then
assign a constant output value to all samples within each terminal subspace. After
the segmentation, each observation belongs uniquely to one particular category, and
to predict the outcome variable at an unseen sample, the model uses the average
outcome based on the observations falling into the same category.
Figure 3.1 shows an example related to our application. In the example, we divide the
weekly level of conflicts in Israel and Palestine at each period t ∑ T0 into bins based
on the weekly level of conflicts in Bahrain, Jordan, and Qatar. Given observations on
the weekly level of conflicts in Bahrain, Jordan, and Qatar at a new point in time, say
t 0 > T0 , we decide which of the four categories t 0 belongs to. As an example, suppose
we end in category 1. Our prediction of the weekly level of conflicts in Israel and
Palestine is then the average of all observations that fall into category 1 in the pretreatment period. Hence, the outcomes for Bahrain, Jordan, and Qatar enter only in
the stratification, and thus, our approach also allows the inclusion of other covariates,
e.g., stock market indicators or news data from the control countries.
Next, we explain the model in greater detail. Recall that our goal is to predict the
N
potential outcome Y0,t
for t > T0 given observed outcomes for both the treated and
the control units in the pre-treatment period. Hence, we estimate the fundamental
relationship for t ∑ T0
°
¢
N
Y0,t
= f ? X 0,t + "0,t ,
(3.6)
©
™
where "0,t are zero mean and assumed to be stationary and weakly dependent.
°
¢
N
After learning fˆ (·) from the pre-treatment period, we estimate Ŷ0,t
= fˆ X 0,t for each
N
t > T0 , giving us ø̂0,t = Y0,t ° Ŷ0,t
. Our estimate of the ATE comes from the sample
1 PT
analog to (3.3), namely ø̂ = T °T0 t =T0 +1 ø̂0,t .

Formally, we use X to denote the input space for X 0 and Y for the output space for Y0 .
Any node ¥ represents a subspace X¥ µ X starting from root node ¥ 0 that represents
X itself. Internal nodes ¥ are associated with a split s ¥ taken from a set of binary
questions, e.g., questions of the form “Does X 0 2 X A ?”, where X A Ω X or “Were there
more than five conflicts in Bahrain?”. The split s ¥ divides the input space X¥ into two
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Conflicts in
Bahrain > 5
True

False

Conflicts in
Jordan > 2
False

True

Conflicts in
Qatar > 4
True

Subgroup 4

Similar level of conflict
in Israel-Palestine

Subgroup 3
False

Subgroup 1

Subgroup 2

Figure 3.1: An Example of a Decision Tree
Notes: As input variables, we consider the level of weekly conflicts in Bahrain, Jordan, and Qatar. First, we
stratify observations depending on whether or not the level of weekly conflicts in Bahrain is above five.
This will place any observation in one of two halves. Next, we partition the subset into whether or not the
weekly level of conflicts in Jordan is above two, etc. The recursive stratification leaves us with four distinct
categories in which each point in time belongs to exactly one.

°
¢
disjoint subspaces X¥ \ X A and X¥ \ X \ X A known as children nodes. The terminal
nodes are associated with our best guess of the output value for the treated unit Ŷ0,¥ .
Here, we take splits as given and refer to the standard CART algorithm in Breiman,
Friedman, Olshen, and Stone (1984) for details. For a tree of fixed structure, the global
generalization error is given by
≥

¥

∑ ≥

°

L f ? = E X 0 ,Y0 ` Y0 , f ? X 0
=

X

¥2R

∏
¢¥

∑ ≥
≥
¥
¥∏
P X 0 2 X¥ E X 0 ,Y0 |¥ ` Y0 , Ŷ0,¥ ,

(3.7)

where ` is some loss function and R denotes the set of disjunct terminal nodes. The
loss associated with the prediction error for a branch is often called impurity. The
inner expectation in (3.7) is the local generalization error of model f ? at node ¥.
Minimizing the global generalization error corresponds to minimizing the inner
expectation pointwise for all terminal nodes. Hence, the optimal decision tree finds
the best constants Ŷ0,¥ at each terminal node. Given the squared error loss, the inner
expectation in (3.7) is minimized in ¥ by
§
Ŷ0,¥

∑≥
¥2 ∏
= arg min E X 0 ,Y0 |¥ Y0 ° Ŷ0
Ŷ0 2Y

£ §
= E X 0 ,Y0 |¥ Y0 ,

(3.8)
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and the feasible solution to (3.8) can be approximated by the sample analog, i.e.,
1
Ŷ0 2D T¥

Ŷ0,¥ = arg min
=

1
T¥

X

X

X 0,t ,Y0,t 2D¥

≥
¥2
Y0,t ° Ŷ0

Y0,t ,

(3.9)

X 0,t ,Y0,t 2D¥

°
¢
where D¥ is the subset of the samples falling into node ¥, that is all pairs X 0,t , Y0,t
such that X 0,t 2 X¥ , and where T¥ denotes the number of observations in node ¥. This
° ¢ P
©
™
leads to the prediction rule as fˆdt X 0 = ¥2R Ŷ0,¥ 1 X 0 2 Xn . Put differently, we are
interested in approximating the conditional mean of the output variable at a value of
the regressors by taking the average of the output variable over observations that fall
into the same category.
Albeit intuitive, decisions trees tend to perform inferiorly in terms of prediction
accuracy due to overfitting to sample noise. That is, although decision trees usually
have a low bias, the cost is high variance across different realizations of data. Breiman
(2001) proposes random forests as an ensemble extension to decisions trees using
bootstrap aggregation to reduce the overfitting. The idea is to draw B bootstrap
samples with replacement and grow a deep tree for each sample.
However, in each sample, we only consider a subset of covariates, which corresponds
to only considering a subset of control units in our model. More precisely, when
©
™
growing a tree on bootstrap data Db 8b 2 1, . . . , B , only m ∑ N of the control units
are chosen at random as candidates for each split. Growing all B trees leaves a sen °
¢oB
quence fˆdt X 0 , £b
where £b summarizes the bth tree in terms of split variables,
b=1

split points, and values at the terminal nodes. The final step in the random forests
algorithm is to average over the B bootstrap samples, i.e.,
B
° ¢ 1 X
°
¢
fˆ X 0 =
fˆdt X 0 , £b ,
B b=1

X 0,b 2 Db .

(3.10)

h ° ¢
° ¢i2
This results in a consistent estimator of f ? in the sense that E fˆ X 0 ° f ? X 0
!
° 0
as T ! 1, where expectation is taken over X 0 and the training data (Theorem 1, p.
7, Scornet et al., 2015). This result, however, relies on independent data. Davis and
Nielsen (2020) obtain a similar result for dependent data, but with the additional
assumption that node sizes increase asymptotically. To get confidence intervals
around the average of the estimated treatment effects, we recommend a standard
nonparametric bootstrap or block bootstrapping, which is known to be consistent
for dependent data under mild conditions (see, e.g., Calhoun (2018)).
To continue the example from Section 3.1, a possible data-generating process (DGP)
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that falls under the overarching model in (3.6) would be
Y INP,t = Ø1 YS A,t + Ø2 Y I R,t + Ø3 YS A,t Y I R,t + "0,t ,

(3.11)

where Y·,t denotes the conflict level in period t < T0 , I P abbreviates Israel-Palestine,
S A Saudi Arabia, and I R Iraq. A model that does not take the interaction into account
would suffer from omitted variable bias. On the other hand, if we consider a linear
DGP as Y INP,t = Ø1 YS A,t + Ø2 Y I R,t + "0,t , the random forests model is asymptotically
able to recover the linear model as it is essentially a sum of piecewise linear models
(averages).
Choosing the best parametrization of the highly flexible tree-based model is essential
to avoid overfitting to the pre-intervention period. To see this, imagine a single
decision tree that is fully grown. Hence, every leaf contains only one observation.
Using this particular tree in the pre-intervention period delivers a mean squared
error of exactly zero because it can fit every single observation perfectly, which is not
ideal. The same applies to random forests.
Therefore, we split the pre-intervention period further into an estimation sample
and a validation sample of relative sizes equal to 80% and 20% respectively, keeping
the temporal ordering. We estimate the model on the estimation sample and select
the model complexity on the validation sample by tuning hyperparameters. We tune
the number of control units selected for each tree, namely m, and set all other hyperparameters to their default. Alternatively, out-of-bag predictions could be used
to tune the hyperparameters as the out-of-bag error approximates well the generalization error (Breiman, 2001), leading to an efficient use of data. For dependent
data, however, we choose the temporal sample split as it is more conservative. Via
this data splitting approach, we control the bias and variance of the model. Similar
ideas of sample splitting have been suggested by Chernozhukov et al. (2018) and
Chernozhukov, Demirer, Duflo, and Fernandez-Val (2019). We note, however, that
p
we obtain essentially identical results using default settings which is m = N . We
grow B = 500 trees and implement our tree-based method using the sklearn library
in Python. Similarly, one could implement the method using the randomForest or
ranger package in R, and the TreeBagger class in MATLAB.
As a note on the relative performance of tree-based controls and other synthetic
N
controls, recall that the objective is to estimate ø0,t = Y0,t ° Y0,t
in the post-treatment
N
period, which boils down to estimating Y0,t for t > T0 . Thus, the relative performance
of these methods may be assessed by comparative studies of the underlying methods,
e.g., least squares, elastic net, and random forests. Many studies assess the empirical
performance of these methods, and for instance, both Medeiros et al. (2019) and
Gu et al. (2020) claim that random forests achieve superior performance in most
cases. In fact, Howard and Bowles (2012) claim that the method has been the most
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successful general-purpose algorithm in modern times, which underpins the need
for nonparametric methods in program evaluation too.

3.2.4 Extensions
First, recent work on synthetic controls focuses on the case of multiple treated units
given its relevance in empirical applications (see, e.g., Hainmueller (2012); Cavallo,
Galiani, Noy, and Pantano (2013); Robbins, Saunders, and Kilmer (2017)). Incorporating multiple treated units into our framework would entail to extending the
univariate random forests model with a multivariate loss function and splitting rule.
For instance, De’ath (2002) defines multivariate regression trees analogously to a
decision tree with the extension that the loss function is the multivariate sum of
squared error losses. The idea of partitioning the space of the explanatory variables
into disjoint regions and assigning a constant to each region remains intact.
Another extension is provided by Segal and Xiao (2011) who propose multivariate
random forests. Again, the core idea is the same, and the extension entails minimizing
a covariance-weighted loss of the multivariate sum of squared error losses, where the
covariance matrix is based on the multivariate response function. The multivariate
random forests have for instance been applied by Pierdzioch and Risse (2018) to
forecasting multiple metal returns. To estimate the treatment effects on multiple
units, we suggest applying the multivariate random forests directly instead of the
random forests. This would lead to a vector of counterfactual outcomes for the treated
units in each of the post-treatment periods.
Second, a key advantage of regression-based estimators and, in particular, classical
synthetic controls is the transparency of the resulting counterfactual prediction due
to the estimated weights. In the case of synthetic controls, the counterfactual is a
convex combination of control units and a natural generalization of difference-indifferences. In contrast, many nonparametric methods optimized for prediction and,
in particular, machine learning methods do not come with such transparency and
are often viewed as non-interpretable black boxes. We briefly explain two approaches
that would allow one to recover part of the transparency.
Particularly for forests, variable importance measures have been centered around
split counts or total impurity decrease contributed by all splits for a given predictor
variable. Lundberg and Lee (2017) claim, however, that both methods are inconsistent, meaning that increasing the importance of a predictor may lead to a lower
score using these two measures. In contrast, permutation-based variable importance
or SHAP values are consistent ways to assessing variable importance. The former
randomly permutes the values of a predictor variable and compute the changes in
the objective function (see, e.g., the conditional variable importance measure by
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Strobl, Boulesteix, Kneib, Augustin, and Zeileis (2008)), whereas the latter computes
the marginal change in the predictions when the predictor variable is added to the
model averaged over all predictor permutations (Lundberg and Lee, 2017). Both
approaches would allow researchers to assess which of the control units that drive
the counterfactual prediction.
Note that because our tree-based counterfactual prediction is not a weighted average
of control units but an average of treated outcomes in the pre-treatment period, the
two approaches would rather assess which of the control units that are important
drivers for computing the similarities between subperiods and eventually group
them.
Last, we comment on the ability of the model to recover treatment effects beyond the
£
§
mean. Using random forests, the conditional mean E Y0 |X 0 = x is approximated by
the averaged prediction of B decision trees, which is essentially a weighted mean over
°
¢
the observations of Y0 with
depending
on X 0 , Y0 . Likewise, one could define
h © weights
i
™
an approximation to E 1 Y0 ∑ y |X 0 = x by the weighted average over observations
©
™
of 1 Y0 ∑ y .

This approximation is suggested by Meinshausen (2006), leading to quantile regression forests. Quantile regression forests are a consistent estimator of the conditional
distributions and the quantile functions. To estimate treatment effects beyond the
mean using tree-based controls, we recommend to replace random forests by the
quantile random forests and estimate the treatment effects over a range of quantiles.

3.3 Estimating the effects of relocating the embassy
3.3.1 Background
Monday afternoon December 6, 2017, the US President fulfilled a major campaign
promise by announcing the relocation of the embassy from Tel Aviv to Jerusalem,
which took place on May 14, 2018. Many international media reported intensively
on the move that broke with decades of US policy by recognizing Jerusalem as the
capital of Israel, although former US presidents have also been commenting on the
relocation. For instance, Bill Clinton supported recognizing Jerusalem as the capital
and the principle of moving the embassy there. George W. Bush said before taking
office that he intended to move the embassy, and Barack Obama spoke of Jerusalem
as the capital of Israel that ought to remain undivided. However, the former presidents
all consistently signed waivers to postpone the move.
The relocation should be viewed as the most recent event in the ongoing IsraeliPalestinian conflict, dating back to the mid-20th century in which the Jewish immi-
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Table 3.1:
Summary Statistics of Weekly Conflicts in the Middle East (excl. Iran and Syria)
Country
Israel-Palestine
Bahrain

Mean

Sd.

Min

Q1

Median

Q3

Max

32.9

18.7

8.0

20.0

29.0

41.0

106.0

6.8

6.9

0.0

1.0

5.0

11.0

31.0

96.8

33.8

32.0

65.0

97.0

120.0

186.0

Jordan

1.4

2.6

0.0

0.0

1.0

2.0

21.0

Kuwait

0.1

0.4

0.0

0.0

0.0

0.0

2.0

Iraq

Lebanon

6.2

4.8

0.0

3.0

5.0

9.0

25.0

Oman

0.0

0.2

0.0

0.0

0.0

0.0

2.0

Qatar

0.0

0.1

0.0

0.0

0.0

0.0

1.0

Saudi Arabia

27.8

15.8

0.0

17.0

27.0

39.0

75.0

Turkey

46.0

75.4

6.0

22.0

34.0

51.0

777.0

United Arab Emirates
Yemen
Average (excl. Israel-Palestine)

0.0

0.1

0.0

0.0

0.0

0.0

1.0

168.7

39.5

72.0

137.0

173.0

197.0

313.0

32.2

8.4

17.6

28.8

31.1

34.3

100.1

Notes: Summary statistics of the weekly conflicts in the Middle East, excl. Iran and Syria. Measures in order
of appearance include mean, standard deviation, minimum, first quartile, median, third quartile, and
maximum. The countries other than Israel-Palestine are grouped as Average (excl. Israel-Palestine).

gration and the sectarian conflict in Mandatory Palestine between Jews and Arabs
took place. In 1948, the establishment of the State of Israel alongside the State of
Palestine was proclaimed, and US President at the time Harry S. Truman recognized
the new nation. Since 1967, Israel has held all of the pre-war cities of West and
East Jerusalem, and in addition, the Gaza Strip has been under Israel’s control. Ever
since, several wars have been fought between the Arab countries and Israel, and a
permanent solution is still to be found. For a complete review and analysis of the
Israeli-Palestinian conflict, see Frisch and Sandler (2004) and Eriksson (2018).

3.3.2 Data and sample
We use daily country-level panel data in the period December 28, 2015, to November
3, 2018, on conflicts reported by the Armed Conflict Location & Event Data Project
(Raleigh et al., 2010). The conflicts cover riots, protests, strategic development, remote violence, violence against civilians, various types of battles, and headquarter or
base establishments. We consider the aggregate of all conflicts and leave the disaggregating for further research. The data consist of multiple daily observations which
we aggregate into weekly observations to smooth the daily variations. We have no
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other data on a daily or weekly frequency. The treated countries considered are Israel
and Palestine, which we aggregate into one treated unit to take into account the
interdependency of the two countries (Arnon and Weinblatt, 2001).2 Aggregating
them into one treated unit rather than having one of them, say Israel, as a potential
control is necessary to meet the assumption of no interference between units. One
may be interested in the effects on Israel and Palestine separately, leaving out the
other country completely to avoid interference. Another reason to aggregate Israel
and Palestine into one is because several of the reported conflicts happen at the
border between the two countries, which favors the aggregation.
An interesting hypothesis is whether the conflicts in Palestine accelerate earlier
than the conflicts in Israel. However, this is hard to measure, as the conflicts in
both countries may be initiated by people from either place, making it difficult to
disentangle the effect in Israel from the effect in Palestine. As we are interested in
the overall effect in the area, we aggregate the countries for now and leave the other
hypothesis for future research.
The control countries we consider are all the remaining countries in the Middle East
but Syria and Iran, which include Bahrain, Iraq, Jordan, Kuwait, Lebanon, Oman,
Qatar, Saudi Arabia, Turkey, United Arab Emirates, and Yemen, giving us a total of 11
control countries. The data coverage for Syria starts from January 2017, and instead
of restricting our sample to begin here, we choose to exclude Syria. We also exclude
Iran because of its involvement in the Israeli-Palestinian conflict and its relation to
the US, which make it too difficult to justify the assumption of no inference between
units (see Buonomo (2018) for an analysis of the Iran-US relation).
In fact, if we compare the trends in the weekly level of conflicts in Iran and IsraelPalestine before and after the move of the embassy, the co-movement is clear. We document the trends in the weekly number of conflicts for all countries in the Middle East
except Syria in Appendix A3.1. The pre-intervention period covers 101 weeks, starting
December 28, 2015, and ending December 3, 2017, just before the announcement.
The post-intervention period begins on December 4, 2017, and ends on November
3, 2018, leaving 48 weeks for estimating the average level of conflicts in Israel and
Palestine in the counterfactual situation where the US embassy is not relocated. Summary statistics for the weekly number of conflicts across the Middle East countries
are provided in Table 3.1.
Further, we show the distribution of the weekly number of conflicts in Israel-Palestine
in both the pre-treatment and post-treatment period in Figure 3.2. It follows from
Figure 3.2 that the distribution is shifted to the right in the post-treatment period,
2 We sometimes refer to Israel and Palestine as Israel-Palestine.
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Figure 3.2: Distribution of Weekly Conflicts in Israel-Palestine
Notes: Distribution of weekly conflicts in Israel and Palestine pre-treatment (blue) and post-treatment
(red). The conflicts cover riots/protests, strategic development, remote violence, violence against civilians,
various types of battles, and headquarters or base established.

which tentatively suggests that violent weeks tend to occur more often in the posttreatment period. Last, Figure 3.3 shows the level of conflicts over time in IsraelN
Palestine as well as the average of the remaining countries. Note that when Y0,t
is
stationary and treatment is exogenous, a simple before-after comparison is sufficient
to identify the average treatment effect, which in this case would be 23.5 weeks. This
simple yet unbiased estimate is roughly in line with the results we show next. Note,
however, that one should still use estimation techniques for efficiency purposes. The
unbiased estimate is often of limited practical value as it fails to deliver a precise
estimate of the average treatment effect (for a related discussion in the context of
randomized control trials, see Deaton and Cartwright (2018)).

3.3.3 Results
Our application is motivated by Figure 3.3, showing the weekly number of conflicts in
Israel-Palestine over the entire sample period. The two vertical lines indicate the date
when the relocation of the US embassy was announced and the date of the actual
move, respectively, and also, we plot the average of the remaining countries. A couple
of observations are worth noting. First, visual inspection suggests that the average
weekly number of conflicts in Israel-Palestine has in fact increased subsequent to
the announcement. In contrast, the average number of weekly conflicts over the
remaining countries in the Middle East does not appear to follow the same upward
shift after the announcement. We formalize this shortly.
Second, the volatility of the weekly number of conflicts in Israel-Palestine seems
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Figure 3.3: Weekly Number of Conflicts in Israel-Palestine and the Middle East
Notes: Weekly number of conflicts in Israel and Palestine (blue line) in addition to the average of the
remaining countries in the Middle East (red line). The vertical dashed and dotted lines represent the date
when the move of the US embassy was announced and the date of the actual move, respectively.

much higher after the announcement, supporting the histogram in Figure 3.2. This
has important economic implications, as it indicates that conflicts tend to cluster
and that misfortunes never come singly. Considering the conflicts more closely,
for instance analyzing the degree of violence in the clusters, is interesting, but we
postpone this for future research.
Finally, note the large spike in the average number of conflicts across the remaining
countries in the Middle East around July 2016. Specifically, the week with the highest
average number of conflicts runs from July 18 to July 24, which is just after the
military coup was attempted in Turkey on July 15 against state institutions, including
the government and President Erdoğan. During the coup, more than 2,100 people
were injured and over 300 were killed. This rare event shows up in the estimation for
some methods that are exposed to outliers.
Figure 3.4 displays the weekly number of conflicts for Israel-Palestine and its estimated counterpart during the period December 28, 2015, to November 3, 2018. The
observed level of conflicts in Israel-Palestine is closely followed by the estimated
counterpart in the entire pre-intervention period until the move was announced on
December 4, 2017. This suggests that the time periods before the announcement can
be grouped together into homogeneous subgroups based on the level of conflicts
in the neighboring countries, and for these subgroups of time periods, the level of
conflicts in Israel and Palestine is relatively constant. In fact, the average of the ob-
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Figure 3.4: Weekly Number of Conflicts in Israel-Palestine and its Estimated Counterpart
Notes: Weekly number of conflicts in Israel and Palestine (blue line) and its estimated counterpart in the
pre-intervention period (red line) and post-treatment period (green dashed line). The vertical dashed and
dotted lines represent the date when the move of the US embassy was announced and the date of the
actual move, respectively.

served weekly number of conflicts in the pre-intervention period is 25.32, whereas
the estimated counterpart is 25.41, indicating an accurate fit on average. Note that
the estimated counterpart to Israel-Palestine is always closer to the average level
of weekly conflicts instead of capturing the spikes to the fullest extent. The is an
attractive feature of the averaging that happens in our model as the model implicitly
becomes conservative.
Altogether, we take this as evidence that the tree-based synthetic control method
can be used to predict a counterfactual Israel-Palestine, which provides a sensible
approximation to the true level of conflicts that would have occurred in that region
in absence of the move. Thus, we next use the tree-based synthetic control method
to estimate the average treatment effect of moving the embassy.
We estimate the effect of the relocation of the US embassy for each of the 48 weeks
after the announcement as the difference between the observed level of conflicts in
Israel-Palestine and its counterfactual analog. The differences follow as the discrepancies between the two lines in the shaded area of Figure 3.4. Immediately after the
move is announced, both the observed and counterfactual level of conflicts increase,
but to very different degrees, and in fact the observed level of weekly conflicts in
Israel and Palestine reaches its maximum level across the entire sample within the
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Figure 3.5:
Discrepancies between the Observed and Estimated Conflicts in Israel-Palestine
Notes: Weekly gaps between the number of observed and estimated conflicts in Israel and Palestine. The
vertical dashed and dotted lines represent the date when the move of the US embassy was announced and
the date of the actual move, respectively.

first week of the announcement.
For the rest of the post-announcement period, the observed level of conflicts sees
a higher base level with distinctly conflict-ridden weeks, whereas the counterfactual Israel-Palestine maintains the lower base level from the pre-announcement
period. Specifically, the average of the observed number of weekly conflicts in the
post-intervention period is 48.88, whereas the estimated counterpart is 22.78, indicating a significant difference. This suggests that the relocation of the embassy has a
numerically positive effect on the level of conflicts in Israel and Palestine, meaning
that the level generally increases in the entire post-announcement period.
We assess the weekly estimates of the impact directly in Figure 3.5, where we plot
the differences between the observed and estimated number of weekly conflicts
in Israel and Palestine. Figure 3.5 unveils the same story as Figure 3.4. The gap of
approximately zero on average in the pre-intervention period indicates that the treebased synthetic control method is able to approximate well the true level of conflicts,
albeit very fluctuating. To be precise, the average difference between the observed
and estimated weekly number of conflicts in the pre-intervention period is only -0.09.
This is obviously a heuristic as average discrepancy does not per se capture accurate
fit, and this number should considered jointly with Figure 3.5.
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Using all 48 weeks after the announcement, our results show that the level of conflicts in Israel and Palestine is increased by an average of more than 26 incidents
per week, which corresponds to an increase of approximately 103%. The estimated
average effect is associated with a bootstrapped standard error of 2.67 using 10,000
block bootstrap samples with block length equal to 3. That is, the 95% bootstrap
confidence interval of the weekly increase is between 20.88 and 31.36. This translates
into a percentage point change between roughly 82-124%. We acknowledge that the
confidence interval is rather wide, which is not surprising due to the volatility in the
number of conflicts across weeks. The results are insensitive to the choice of block
length.
Naturally, the assumption of no interference between the treated and control units
can be violated in several ways in the context of analyzing the effect of moving the
US embassy. The Israeli-Palestinian conflict is an issue in all of the region, and the
ties between the countries are complex to understand. For instance, we choose to
exclude Iran in the sample, because the Iranian government has played an active
role in the conflict. The results with and without Iran are, however, not significantly
different, because the tree-based synthetic control method averages over the number
of conflicts in Israel-Palestine and uses only the neighboring countries, i.e., the
controls, to stratify the time periods.
This feature of the method makes it more robust to the potential violations compared
to methods that base the estimates on the outcomes for the control units. Further,
the average weekly number of conflicts across all control countries does not differ
between the pre- and post-intervention period. In particular, the average over the
control countries in the pre-intervention period is 32.80, whereas the same figure is
30.82 in the post-intervention period. The small difference is likely to be driven by
the coup attempt in Turkey.
The placebo tests we review shortly reveal that no other relevant country experienced
the same effect of the relocation of the US embassy. Last, the conformal inference
test in Section 3.3.4 provides evidence that our model is correctly specified and that
the increase is statistically significant. Taken altogether, it is our judgment that the
potential violations do not appear to be severe in this context.

3.3.4 Inference
We want to assess how much our results are driven by mere chance. If we are able
to obtain estimated effects of the same magnitude for the control countries as for
Israel-Palestine by relabeling treatment and control unit, we would not be able to
interpret our analysis as providing any significant effects. To make inference about
the effect of the embassy relocation, we follow the strategy outlined in Abadie et al.
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(2010), Bertrand, Duflo, and Mullainathan (2004), and Abadie and Gardeazabal (2003)
and run placebo tests.
Placebo tests re-do the original analysis, but switch the roles between the treated unit
and a randomly chosen control unit, the rationale being that using the control unit
not exposed to treatment should lead to an estimated effect of approximately zero.
By applying the tree-based synthetic control method individually to all the countries
in the donor pool, we can therefore evaluate the significance of our analysis. We
expect one of two outcomes. If the placebo tests deliver estimates of the average
effect of similar magnitude as for Israel-Palestine, we cannot rightfully interpret our
results as evidence for a significant effect. If, on the other hand, that none of the
placebo tests for the countries in which the US embassy was not moved lead to
similar estimated effects, then we take this as evidence that our tree-based analysis
documents a significant effect of moving the US embassy in terms of an increased
level of conflicts. One important condition, however, is that the pre-intervention fit
to the weekly number of conflicts is precise for the country in question when we run
the placebo test.
To assess the significance of our estimates, we perform a series of placebo test for
which we create a counterfactual state of the world. That is, we iteratively treat each
control country in the remaining Middle East as if it had experienced a move of the
US embassy at exactly the same time as the move in Israel, while we also reassign
both Israel and Palestine to the control group. In each iteration, we apply tree-based
controls to the respective country to estimate the impact of the fictive embassy move
on the weekly number of countries. The series of placebo tests gives us a distribution
of differences between the observed and estimated number of conflicts over the
countries.
Figure 3.6 plots the differences in the observed and estimated number of conflicts for
all the placebo analyses and the original analysis. The blue line shows the case for
Israel-Palestine, reproducing Figure 3.5. The other lines show the same differences
estimated by the tree-based synthetic control method, but for each of the 11 control
countries in the donor pool. Figure 3.6 indicates that the tree-based synthetic control
method provides an accurate fit in the pre-intervention period for Israel and Palestine
as well as for most of the control countries.
In particular, the pre-intervention root mean squared prediction error (RMSPE) for
Israel-Palestine is 5.77, where RMSPE is computed as the root average of the squared
differences between the observed and estimated weekly number of conflicts. The
pre-intervention median RMSPE for the control countries is 1.71. This should not be
taken as evidence that the ability to fit the pre-intervention is higher for the control
countries than for Israel-Palestine. In fact, mean RMSPE over the control countries is
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Figure 3.6:
Discrepancies between the Observed and Estimated Conflicts in the Middle East
Notes: Weekly gaps between the number of observed and estimated conflicts for all countries considered in
the placebo tests. The blue line represents the differences for Israel and Palestine, whereas the other lines
represent the differences for the control units defined temporarily as treated units. The vertical dashed
and dotted lines represent the date when the move of the US embassy was announced and the date of the
actual move, respectively.

9.51, indicating that a few control countries stand out in terms of high RMSPE, while
for most control countries, we achieve a very low RMSPE. This is supported by Figure
3.6 from which it is apparent that the pre-intervention fit is very imprecise for some
countries.
The country with the worst fit is Turkey with an RMSPE of 61.88. This result, however, is not surprising due to the attempted military coup in 2016 that led to an
extreme spike in the number of conflicts. As this coup attempt was, of course, unanticipated, the conflict situation in the other countries was normal, and therefore, no
statistical method would be able to capture this outlier. Similar problems arise for
Iraq and Yemen, which are the countries with the overall highest variation in the
weekly number of conflicts. This high variation makes it difficult for the tree-based
synthetic control method, and likely any other method, to produce a valid fit in the
pre-intervention period without imposing too much flexibility. As a result, the RMSPE
for Turkey, Iraq, and Yemen are all more than double that of Israel-Palestine and any
other control country.
To handle the countries for which the tree-based synthetic control method gives a
poor fit, we follow an argument provided in Abadie et al. (2010) as they encounter
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Figure 3.7: Discrepancies between the
Observed and Estimated Conflicts in the Middle East (excl. Turkey, Iraq, and Yemen)
Notes: Weekly gaps between the number of observed and estimated conflicts for all countries considered
in the placebo tests except Turkey, Iraq, and Yemen. The blue line represents the differences for Israel and
Palestine, whereas the other lines represent the differences for the control units defined temporarily as
treated units. The vertical dashed and dotted lines represent the date when the move of the US embassy
was announced and the date of the actual move, respectively.

the same issue for some of the states. If the tree-based synthetic control method
had failed to deliver a reasonable fit to the observed weekly level of conflicts in the
pre-intervention period for Israel-Palestine, we would treat the lack of fit as evidence
that the estimated increase in the weekly number of conflicts in the post-intervention
period was arbitrary and not caused by the move of the US embassy. Analogously,
we cannot take into account the estimated effects in the post-intervention period
for Turkey, Iraq, and Yemen when assessing the degree of chance in our results for
Israel-Palestine.
Consequently, we provide another version of Figure 3.6 in which we have excluded the
placebo tests for Turkey, Iraq, and Yemen. This effectively corresponds to removing
countries for which the RMSPE is more than double the one for Israel-Palestine.
Figure 3.7 provides the restricted version of Figure 3.6 from which we have excluded
Turkey, Iraq, and Yemen. The median RMSPE over the remaining countries in the
Middle East drops to 0.35, and the corresponding mean drops to 1.37.
Removing the countries for which the tree-based synthetic control method would be
ill-advised tells a clear message. The largest estimated effect on the weekly number
of conflicts in the post-intervention period is to be found for Israel-Palestine. More
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precisely, while the average estimated effect for Israel-Palestine is 26.12 in the postintervention period, the corresponding figure over the placebo tests is 1.38. For the
pre-intervention period, the estimated gaps are -0.09 and -0.02, respectively.
The use of placebo tests as a mode of inference for synthetic controls is heavily
debated (see, e.g., Hahn and Shi (2017)). We emphasize that placebo tests evaluate
significance relative to a benchmark distribution (here, a uniform distribution) for the
given assignment mechanism in the data. This permutation-based test is conditional
on the sample and exploits the randomness induced by the (placebo) assignment
mechanism. In contrast, sample-based tests are conditional on the assignment mechanism and exploit the randomness in the DGP. But because the sample mechanism
is not well-defined and the sample is in fact the population in the cross section (all
countries in the Middle East are included), sample-based tests are often complicated
in this settings (Abadie, 2019).3
We consider another approach to assessing the significance of our results, namely
computing ratios of post-/pre-intervention measures both for Israel-Palestine and the
control countries. As Abadie et al. (2010), we compute the ratios in terms of RMSPE.
Arguably, the advantage of comparing ratios relative to post-intervention gaps is
that we do not necessarily have to exclude ill-fitting placebo runs in an iterative
way as demonstrated by figures 3.6 and 3.7. For instance, although the RMSPE for
Turkey is the highest across all in the pre-intervention period, it is similarly high in
the post-intervention period, and the ratio will be more robust to this.
The only countries with a higher ratio of post-/pre-intervention RMSPE than IsraelPalestine are Jordan and Oman. This observation, however, does not cause much
concern when we take into account the gaps in both periods. For Jordan, the preintervention gap between the observed and estimated weekly number of conflicts is
-0.02, whereas the same figure is 0.46 in the post-intervention period. Likewise, the
figures for Oman are -0.00 and 0.06, respectively. Thus, the high ratios of post/preintervention RMSPE for the two countries are likely driven by a few very conflictridden weeks after the intervention.
In addition to the ratios of post-/pre-intervention RMSPE used in Abadie et al. (2010),
we also compute the ratios of post-/pre-intervention mean absolute error (MAE)
between the observed and estimated weekly number of conflicts. Using either the
ratio of post-/pre-intervention RMSPE or MAE has different advantages. RMSPE
penalizes large errors more than MAE, but MAE is more interpretable. We provide
both ratios for each country in Table 3.2, in which we also provide the respective preand post-intervention measures. Note from Table 3.2 than Oman is the only country
3 We thank Alberto Abadie for pointing this out.
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Table 3.2: Summary of Performance Measures across Countries Pre-treatment and Post-treatment
Ratio

Pre-intervention

Post-intervention

MAE

RMSPE

MAE

RMSPE

MAE

RMSPE

Israel & Palestine

6.59

5.61

3.99

5.77

26.28

32.38

Bahrain

3.03

2.40

7.40

3.58

2.44

8.61

Iraq

5.84

4.57

48.64

11.36

8.33

51.89

Jordan

5.12

6.78

2.09

0.57

0.41

3.89

Kuwait

3.60

3.47

0.22

0.13

0.06

0.43

Lebanon

4.92

4.32

6.60

1.71

1.34

7.37

Oman

8.40

7.38

0.07

0.04

0.00

0.32

Qatar

3.15

0.97

0.05

0.07

0.02

0.07

Saudi Arabia

4.40

3.76

15.46

4.80

3.52

18.06

Turkey

0.86

0.37

18.44

61.88

21.41

22.94

UAE

5.31

2.23

0.08

0.08

0.01

0.17

Yemen

1.91

1.68

28.48

20.35

14.95

34.20

Notes: Summary of measures used to assess the significance of the results obtained for Israel and Palestine.
Measures include mean absolute error and root mean squared prediction error between the observed and
estimated weekly number of conflicts for both the pre- and post-intervention period. We also include the
ratios of post-/pre-intervention measures. All measures are reported for Israel and Palestine, and for each
of the placebo runs.

with a higher ratio of post-/pre-intervention MAE than Israel-Palestine. In absolute
terms, again, the result for Oman is not too disturbing for our analysis.

3.3.4.1 Exact and robust conformal inference
We consider one last approach to draw inference about our results. Recall that our
proposed method as well as the other methods considered relies on cross-sectional
regressions. Whenever the joint distribution of the data is not well-approximated by
cross-sectional regressions, the model will provide a poor global fit in the sense that
not all N controls will fit the model, which is exactly the case in our application as
well as in Abadie et al. (2010). In this situation, Chernozhukov et al. (2017b) propose
an exact and robust conformal inference method.
The method requires only a good local instead of a good global fit, as it relies solely
on a suitable model for the treated unit and it focuses on the time-series dimension.
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Table 3.3: Placebo Specification Test
Placebo Specification
∑

1

2

3

4

5

6

7

8

9

10

i.i.d. Perm.

0.902

0.664

0.850

0.678

0.832

0.883

0.902

0.933

0.952

0.974

Moving Block Perm.

0.901

0.594

0.782

0.614

0.762

0.812

0.851

0.891

0.901

0.941

Notes: Placebo specification test p-values over varying ∑ from 1 to 10 based on both the i.i.d. and the
moving block permutations. We fail to reject the null hypothesis at any significance level above 60\%.
Failure to reject the null hypothesis provides evidence for correct specification. In the i.i.d. case, we
randomly sample 10,000 elements from the set of all permutations with replacement.

n oT
Essentially, the procedure postulates a null trajectory øo = øot

t =T0 +1

o

and tests the

sharp null hypothesis H0 : ø = ø . For the test to be valid, the estimator of the counterfactual outcome for the treated unit needs to be consistent and stable and be able
to provide residuals that are exchangeable.
To assess the plausibility of the key assumptions, Chernozhukov et al. (2017b) provide
placebo specification tests. The conditions result in non-asymptotic validity of the
test, meaning that the p-value is approximately unbiased in size (Theorem 1, p. 23,
Chernozhukov et al., 2017b). The proposed inference method is valid for stationary
and weekly dependent data.
We are interested in testing the hypothesis that the trajectory of the policy effects in
the post-treatment is zero. Hence, our main hypothesis is
°

H0 : ø = øo , where øo = 0, . . . , 0

¢0

| {z }
|T °T0 |£1

(3.12)

≥°
¥
¢
The test statistic S is based on the T ° T0 £ 1 vector of residuals of our model
°
¢0
û = û T0 +1 , . . . , û T . The test statistic is then defined by
0
° ¢
° ¢
1
S û = S q û = @ p
T ° T0

11/q
T
X
Ø Øq
Øû t Ø A ,

(3.13)

t =T0 +1

where we set q = 1. To compute p-values, the test relies on two different sets of
permutations, the i.i.d permutations denoted ¶i.i.d and the moving block permutations denoted ¶! . The moving block permutations are necessary if the sequence
≥ ° ¢of
¥
residuals exhibits serial dependence. The p-value is estimated as p̂ = 1 ° F̂ S û ,
where
¢o
1 X n °
F̂ (x) =
1 S ûº < x .
(3.14)
|¶| º2¶
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To assess the validity of the assumptions underlying the test, the first step is to
perform a placebo specification test. Based on the outlined procedure, the idea is to
test the null hypothesis that

H0 : øT0 °∑+1 = · · · = øT0 = 0

(3.15)

for a given ∑ ∏ 1 based on pre-treatment data. The null hypothesis (3.15) is true if the
underlying assumptions are correct. Thus, rejecting the null provides evidence against
a correct specification. For proofs and additional details, we refer to Chernozhukov
et al. (2017b).4
We begin the analysis by testing the underlying assumptions of our proposed method,
i.e., consistency, stability, and exchangeability of the residuals. We apply both i.i.d.
permutations and the moving block permutations. We use ∑ = 10 and randomly
sample 10,000 elements from the set of all permutations with replacement for the
i.i.d. permutations. The resulting p-values follow from Table 3.3. All p-values from
both permutation schemes are above 60% and most of them are above 80%, and thus,
we fail to reject the null hypothesis. This serves as evidence for a correct model specification. We further see that the p-values differ slightly between the i.i.d. permutations
and the moving block permutations, where the p-values tend to be lower using moving block permutations. This provides evidence for some serial dependence in the
residuals.
Next, we turn to our main hypothesis in (3.12). We consider again both the i.i.d.
permutations with 10,000 random samples as well as the moving block permutations.
The p-value based on the i.i.d. permutations is 0.000, whereas the p-value based on
the moving block permutations is 0.007. We reject the null hypothesis in both cases
given both p-values are below 1%, providing evidence that the trajectory of the policy
effects from the embassy relocation is different from zero. The formal test results thus
appear to be in agreement with the other inference results provided in this section.

3.4 Comparing methods
In Section 3.3, we provide evidence that the decision to move the US embassy from Tel
Aviv to Jerusalem has resulted in a significant increase in the weekly number of conflicts in Israel and Palestine. We assess the robustness of our results in several ways,
including performing formal inference tests, conducting a series of placebo runs, and
evaluating the fit on different measures such as ratios of post-/pre-intervention RMSPE and MAE. In this section, we compare the tree-based synthetic control method
to three state-of-the-art methods in the econometric literature.
4 Note that Chernozhukov et al. (2017b) also provide a test for the average effect over time. However,
this requires the total number of periods to be much larger than the post-treatment periods, which is not
the case in our application.
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First, we apply the synthetic control method, serving as a baseline model. Then,
we apply the regularized counterpart, i.e., the elastic net estimator. Recall that in
addition to the systematic selection of comparison groups, the synthetic control
group improves upon difference-in-difference approaches by accounting for the
effects of confounders changing over time (Abadie, Diamond, and Hainmueller, 2015).
The elastic net generalizes the synthetic control by allowing the weights to be negative
and their sum to differ from one. Both methods can be viewed as vertical regressions
as pointed out by Athey et al. (2020), where vertical regressions refer to models that
regress the outcomes of the treated unit on the outcomes of the control unit in the
pre-treatment period and use the estimated relationship in the post-treatment period.
Alternatively, one could regress the post-treatment outcomes on the pre-treatment
outcomes using only the controls, known as a horizontal regression. The matrix
completion method combines elements from vertical and horizontal regressions,
and it is the last method we include.
Figure 3.8 shows the observed and estimated number of weekly conflicts in IsraelPalestine for all four methods, and two features of the methods are noticeable. First,
the fit in the pre-intervention period gives an idea of the ability to approximate the
weekly level of conflicts in Israel-Palestine, which is highly fluctuating. The synthetic
control method, the elastic net estimator, and the matrix completion method are
comparable in terms of pre-intervention fit, the matrix completion method being
marginally in the lead. The reason the elastic net estimator performs slightly better
compared to the synthetic control method is likely because the elastic net is less
restrictive when estimating weights. None of the comparison methods, however, are
able to approximate the weekly level of conflicts in the pre-intervention period as
well as the tree-based control method.
Second, the variation in the estimated counterfactuals in the post-intervention period
hints at the degree of overfitting, particularly, if there is no or limited variation. If
a given method fits only to noise in the pre-treatment period, the post-treatment
predictions will be roughly constant because the associated noise do not match
the fitted noise. Both the elastic net estimator and the tree-based synthetic control
method appear to deliver reasonable variation in the estimates. They are able to fit
the shape and pattern, but not the level of the observed conflicts. The ability to fit
shape but not level is exactly what leads us to estimate a significant effect of the
embassy move.
In contrast, the estimates by the synthetic control method and the matrix completion
method have little variation and are closely centered around the average weekly
number of conflicts in the pre-intervention period. This is a sign of overfitting.5
5 We thank Stefan Wager for pointing this out.
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(a) Estimation by tree-based controls
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(d) Estimation by matrix completion

Figure 3.8: Comparison of
the Four Methods based on the Observed and Estimated Conflicts in Israel-Palestine
Notes: Comparison of the four methods showing the weekly number of conflicts in Israel and Palestine
(blue line) and its estimated counterpart in the pre-intervention period (red line) and post-intervention
period (green dashed line). The vertical dashed and dotted lines represent the date when the move of
the US embassy was announced and the date of the actual move, respectively. (a) shows the result of the
tree-based controls, (b) for the synthetic controls, (c) for the elastic net, and (d) for the matrix completion.

However, given the data available and in particular the number of control units,
this is not surprising. Recall that the matrix completion method combines elements
from vertical and horizontal regressions. For the horizontal part, it tries to fit the
post-intervention outcomes to the pre-intervention outcomes using only 11 control
countries. As the number of weeks is much greater than the number of control
countries, it is not surprising that vertical regressions do perform better.
Figure 3.9 conveys the same insights as Figure 3.8, but instead of showing the observed and estimated number of weekly conflicts separately, it displays the differences
between the two. Considering the differences instead of actuals provides an easier
approach to evaluating pre-intervention fit. Again, a good ability to approximate the
pre-intervention level of conflicts corresponds to differences closely around zero. As
apparent in Figure 3.9, the tree-based synthetic control method delivers the best pre-
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dates

(d) Estimation by matrix completion

Figure 3.9: Comparison of the Four Methods based
on Discrepancies between the Observed and Estimated Conflicts in Israel-Palestine.
Notes: Comparison of the four methods showing gaps between the observed and estimated weekly number
of conflicts in Israel and Palestine (blue line). The vertical dashed and dotted lines represent the date when
the move of the US embassy was announced and the date of the actual move, respectively. (a) shows the
result of the tree-based controls, (b) for the synthetic controls, (c) for the elastic net, and (d) for the matrix
completion.

intervention fit, followed by the matrix completion method, the elastic net estimator,
and the synthetic control method. It is, however, impossible to assess the overfitting
indicated by little post-intervention variation from Figure 3.9.
From Figure 3.8 and 3.9, we have argued that the tree-based synthetic control method
performs at least as well as state-of-the-art methods. Supporting this, Table 3.4 provides the various measures that follow from the figures. In particular, we compute
the RMSPE and MAE in the pre-intervention period for all the methods considered.
Both measures capture the ability to approximate the observed weekly level of conflicts in Israel-Palestine. The tree-based synthetic control method outperforms all
other methods on these metrics. We also report the standard deviation of the estimated number of weekly conflicts in the counterfactual Israel-Palestine absent of
the embassy move. The elastic net estimator is the only comparison method that
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Table 3.4:
Summary of Performance Measures across Models Pre-treatment and Post-treatment
Pre-intervention

Post-intervention

MAE

RMSPE

Std

Ave. gap

tree-based controls

3.99

5.77

4.34

26.12

synthetic controls

9.62

14.73

2.86

25.14

elastic net

7.88

10.67

6.08

31.32

matrix completion

5.53

7.65

1.05

24.80

Notes: Summary of measures used to assess the performance of the results obtained for Israel and Palestine.
Measures include mean absolute error and root mean squared prediction error between the observed and
estimated weekly number of conflicts for both the pre- and post-intervention period. We also include the
estimated standard deviation of the estimates and the average gap in the post-intervention period. We
include the measures for the tree-based control method and the comparison methods.

delivers higher variation than the tree-based synthetic control method. The matrix
completion method delivers almost no variation in the estimates.
Evaluating the degree of overfitting by computing standard errors is clearly insufficient. One final approach to simultaneously assessing the ability of the methods
to approximate the weekly number of conflicts in Israel-Palestine and the degree of
overfitting is to repeat the analysis, but hold out a subsample of the pre-intervention
period and compute the RMSPE and MAE on this subsample. The hold-out sample
serves as a test sample, but in contrast to the post-intervention period, we observe
N
Y0,t
as if the intervention has not yet occurred. This allows us to evaluate the predictive ability. Specifically, we hold out the last 10% of the observations in the preintervention period, resulting in an estimation sample and a validation sample. Then,
we re-run all methods on the estimation sample.
For the methods that require tuning of hyperparameters, namely the tree-based synthetic control method, the elastic net estimator, and the matrix completion method,
we further split the estimation sample using an 80/20% split as in the original analysis.
We use the 20% to select the hyperparameters rather than selecting hyperparameters
on the full estimation sample. For the synthetic control method, we use the whole
estimation sample to estimate the weights for each country as it does not require any
hyperparameters. Having estimated all parameters, we apply all the methods to the
validation sample for which we know the true outcome and compute RMSPE and
MAE.
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Table 3.5: Summary of Performance Measures in Validation Sample
RMSPE

MAE

tree-based controls

6.60

5.02

synthetic controls

7.72

6.96

elastic net

4.81

4.33

matrix completion

8.95

7.99

Notes: Summary of measures used to assess the performance of the results obtained for Israel and Palestine.
Measures include mean absolute error and root mean squared prediction error between the observed and
estimated weekly number of conflicts on a validation sample from the pre-intervention period. We include
the measures for the tree-based control method and the comparison methods.

Table 3.5 shows the results of the hold-out sample approach. The elastic net estimator
performs best in terms of both metrics, followed by the tree-based synthetic control
method, the synthetic control method, and lastly the matrix completion method. Our
suspicion that the matrix completion method overfits as seen in Figure 3.8 appears to
be confirmed. We emphasize that this is not an objection to the method, but rather a
result of the structure of the data, namely T ¿ N . The elastic net estimator performs
very well on the validation sample, and in fact better than evaluated on the entire
pre-intervention period.
Normally, we would take this as a sign of underfitting, but as we run more than 20
different specifications of the elastic net estimator in the pre-intervention period, it is
more likely caused by the validation sample being too small. The tree-based control
performs comparably in the validation sample as in using the entire pre-intervention
period, which indicates that neither overfitting nor underfitting takes place. Being
a nonparametric method, however, it requires more data and, the fact that we only
estimate the hyperparameters using roughly 70% of the pre-treatment data seems
critical in this assessment of the fit. Ideally, we would use a larger validation sample
to compare the methods on validation RSMPE and MAE.

3.5 Conclusion
The synthetic control method is an effective method in comparative case studies in
which relatively more time periods than potential control units are available. The
main advantage is the data-driven approach to control unit selection. Since the
estimation of the synthetic controls is performed to maximize the pre-treatment fit
to the treated unit, however, the fit may not carry over into the post-treatment period.
One can argue that synthetic controls are not designed to balance bias for variance,
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which may lead to overfitting to the pre-treatment period despite the importance of
high predictive performance in the post-treatment period.
The elastic net estimator is an extension that regularizes the weights on the control
units to improve the post-treatment fit. Both methods, however, impose a linear
model that may not be guided theoretically. In addition, if interactions and higherorder terms of the control units are important to approximate the treated unit but
difficult to anticipate, the estimators may suffer from bias. We recast the problem of
estimating a counterfactual state as a prediction problem. Specifically, we provide
a data-driven method that balances bias and variance to achieve post-treatment
accuracy and is able to capture nonlinearities without the need for a researcher
specifying them.
Our method can be applied in domains without theoretical guidelines and is also able
to recover linear models. We achieve predictive accuracy because we replace the linear
component of the synthetic controls with a powerful model inspired by machine
learning, namely the random forests model. The ability to capture nonlinearities
in a data-driven way is a special feature of this model. This makes the tree-based
synthetic control method powerful, yet simple.
To demonstrate the applicability of the tree-based synthetic control method, we
evaluate the relocation of the US embassy from Tel Aviv to Jerusalem. Specifically,
we estimate the weekly number of conflicts in Israel and Palestine in the counterfactual state of the world absent of the embassy move. The estimates cover the period
from the announcement of the move on December 6, 2017, until November 3, 2018.
Comparing the estimates to the observed numbers, we find that the average number
of weekly conflicts in Israel and Palestine has increased by more than 26 incidents
since the move was announced. By placebo tests, we show that the estimated effect
of the embassy relocation is very unlikely to be replicated if one were to arbitrarily
relabel the treated unit in the data given that the pre-treatment fit is reasonable. To
formally justify our results, we apply exact and robust conformal inference tests and
find statistical significance at the 1% level.
We further compare the tree-based controls to state-of-the-art methods and conclude
that our method is data-driven and needs no linearity assumptions, while it is not
dominated even by the best of the comparison methods. All comparison methods
agree on the magnitude of the effect.
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A3.1 Common trends in the Middle East
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Figure A3.1.1: Weekly Number of Conflicts in the Middle East (I)
Notes: Weekly number of conflicts in each of the control countries in the Middle East together with Iran
(blue line) in addition to the average of the control countries in the Middle East (red line). The vertical
dashed and dotted lines represent the date when the relocation of the US embassy was announced and
the date of the actual relocation, respectively.
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Figure A3.1.2: Weekly Number of Conflicts in the Middle East (II)
Notes: Weekly number of conflicts in each of the control countries in the Middle East together with Iran
(blue line) in addition to the average of the control countries in the Middle East (red line). The vertical
dashed and dotted lines represent the date when the relocation of the US embassy was announced and
the date of the actual relocation, respectively.

