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ABSTRACT
On the basis of a new extensive database constructed for the purpose, we assess various Machine Learning (ML) algorithms to predict energies
in the framework of potential energy surface (PES) construction and discuss black box character, robustness, and efficiency. The database for
training ML algorithms in energy predictions based on the molecular structure contains SCF, RI-MP2, RI-MP2-F12, and CCSD(F12∗)(T)
data for around 10.5 × 106 configurations of 15 small molecules. The electronic energies as function of molecular structure are computed
from both static and iteratively refined grids in the context of automized PES construction for anharmonic vibrational computations within
the n-mode expansion. We explore the performance of a range of algorithms including Gaussian Process Regression (GPR), Kernel Ridge
Regression, Support Vector Regression, and Neural Networks (NNs). We also explore methods related to GPR such as sparse Gaussian
Process Regression, Gaussian process Markov Chains, and Sparse Gaussian Process Markov Chains. For NNs, we report some explorations
of architecture, activation functions, and numerical settings. Different delta-learning strategies are considered, and the use of delta learning
targeting CCSD(F12∗)(T) predictions using, for example, RI-MP2 combined with machine learned CCSD(F12∗)(T)-RI-MP2 differences is
found to be an attractive option.

Published under license by AIP Publishing. https://doi.org/10.1063/1.5100141

I. INTRODUCTION

Algorithms originating in the field of machine learning (ML)
have gained a lot of interest in the recent years and also found
their way into quantum chemistry as shown by recent work from
different groups.1–8 A recent review by Butler et al. about ML tech-
niques in chemistry can be found in Ref. 9. Furthermore, we want
to give attention to a recent special issue on this topic,10 which indi-
cates the impact of this field for theoretical chemistry. In this work,
we want to assess different ML algorithms in the context of con-
structing potential energy surfaces (PESs). We investigate various
types of Gaussian Process Regression (GPR), Kernel Ridge Regres-
sion (KRR), Support Vector Regression (SVR), and Neural Networks
(NNs).

Potential energy surfaces have pivotal importance in chem-
istry determining ultimately both spectroscopy and dynamics of

molecular systems. At the same time, it is very challenging to con-
struct an accurate representation of a potential energy surface (PES),
requiring multiple evaluation of the energy for different structures,
here denoted single points (SPs). The required number of such SPs
grows steeply with system size. To address this problem, different
methods have been developed for obtaining the PES with a tolerable
number of SPs. This includes the so-called n-mode expansion11–14

to avoid a full dimensional description of the PES [also denoted
cut-HDMR15 (high dimensional model representation), many-body
expansion, cluster expansion, or other16–19]. It, however, is still nec-
essary to decide on the points for which the energies are to be evalu-
ated. These points can be defined in terms of a fixed human-defined
static grid. Iterative methods have also been successfully used to
find efficient ways of sampling the PES,20–22 including the adap-
tive density guided approach (ADGA),20 which iteratively builds
up a grid based on convergence of the vibrational density times
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the PES. Other physical requirements that can be imposed on the
PES and used during its construction are permutational invariance
under exchange of equivalent atoms, for example, by using a per-
mutational invariant polynomial basis as fitting basis.23 In addition
to single point computation (SPC), there is also the issue of how
to represent or use the PES. In some works, the PES is fitted to an
analytical form, while in others, the generated information is used
on the fly. For both types, it is a very interesting perspective to use
a ML representation for providing energies based on hopefully a
much more limited data set as input to the ML algorithm. For the
first category, the ML representation just gives another analytical
form, and for the direct approach, one can think about an analytical
ML representation learned on the fly from, for example, energy and
gradients.

In our assessment, we use systematic “leave out” studies, where
we construct large data sets and test the different ML algorithms’
ability to reproduce energies for specific SP given the remaining set
of data. Our aim here is solely the performance of the ML protocols
for energy predictions, and we do not want to entangle this study
with the different setups in which they are to be used.

The use of the resulting approximate ML PES in various con-
texts, such as calculation of anharmonic vibrational frequencies, or
other studies of molecular dynamics will be the study of future
work to complement the already existing studies24–26 on this issue.
An already published study27 of two of us already demonstrated
the fruitful combination of GPR in the PES construction invoking
the n-mode expansion to extrapolate higher order mode couplings.
Although this study is a success, the O(n3

) scaling of GPR may
render the method computationally costly going beyond 10k–100k
samples. We are therefore interested in comparing other approaches
to GPR and to explore sparse variants with asymptotic linear scal-
ing. Note that it is also interesting to include derivative information
in the training set, which can significantly increase the training set
size.

There are already some benchmark studies available. Refer-
ence 24 contains a comparison of KRR, SVR, and NNs for atomiza-
tion energies, but we complement this work by the newly available
sparse GPR (SGPR) variants and a different choice for the kernel
than the usual Gaussian or Laplacian kernel in addition to the large
data set of around 10.5 × 106 configurations for 15 molecules on
the CCSD(F12∗)(T) level of theory. A particular important point
of our set is to give the possibility to assess different delta-learning
schemes.

There are a number of previous works employing ML for
describing PESs. Already in a recent work, GPR was successfully
applied to construct PESs,5,28–31 to evaluate PES matrix elements in
a convenient format,32 in modeling of collision dynamics,2,33 and
to accelerate geometry optimizations.34,35 Behler and co-workers
in different papers3,4,36,37 successfully constructed PESs using NNs
for molecular dynamic simulations. For a different scope, Manzhos
et al. also presented how to use NNs to represent PESs for vibra-
tional structure theory.38–40 NNs for PESs and force fields have
been reported in several places.4,37–43 Recently, Richings and Haber-
shon showed how to accelerate MCTDH (Multiconfiguration Time
Dependent Hartree) using KRR to set up a local PES on the fly.44

They also picked up an interesting idea of Duvenaud et al. in terms
of additive kernels,45 built up from increasingly higher dimensional
functions. Furthermore, kernel based approaches such as KRR were

successfully applied to predict different molecular properties.1,46–48

Evolutionary algorithms can be mentioned in this context as well
since their principles also have stimulated interesting work. Genetic
algorithms were, for example, successfully applied to different opti-
mization purposes by Oganov and co-workers for crystal predic-
tion7,49–51 and Hartke and co-workers6,52,53 as well as Sierka and
co-workers for structure optimization.54,55 Hammer and co-workers
showed how to combine evolutionary algorithms with ML tech-
niques to find minimum energy structures, which can potentially be
used for the targeted design of molecules.56–58 Thus, there are many
new potentially helpful algorithms for the theoretical chemical com-
munity, and it is not clear yet which of these new approaches will
become a standard in the future. The aim of this work is therefore
a prescreening of suitable ML algorithms that can be useful in the
context of describing PESs, and the production of a large database to
be used in further benchmarks. We note that our special emphasis
lies on PES construction for subsequent use in vibrational structure
calculation.

The paper is organized as follows: In Sec. II, we briefly describe
the used ML algorithms as they relate to this study. Subsequently,
in Sec. III, we describe the necessary computational details. There-
after, a discussion of the results and an assessment of the selected
algorithms follow in Sec. IV, before the concluding remarks in
Sec. V.

II. THEORY
A. Machine learning algorithms

In this subsection, we give a very brief description of the ML
algorithms used in our work, and we refer to the Appendix for a
more detailed description.

1. Kernel functions
With the exception of NNs, we make use of kernel functions,

which allows linear algorithms, which can be expressed in dot prod-
ucts, to adapt to nonlinear problems by replacing the dot products
with a kernel function k(x, x′). The input vectors x and x′ are then
implicitly mapped to a higher dimensional feature space, in which
the kernel is equivalent to a dot product in this feature space.59,60

For this work, we employ a modified Matérn 5/2 kernel

k(x, x′) =
d
∑

i
kM52

(xi, x′i ; li), (1)

kM52
(xi, x′i ; li) = σ2⎛

⎝
1 +

√
5∣xi − x′i ∣

li
+

5∣xi − x′i ∣
2

3l2
i

⎞

⎠

× exp
⎛

⎝
−

√
5∣xi − x′i ∣

li
⎞

⎠
, (2)

where σ2 and li are usually referred to as hyperparameters and are
optimized for the current regression or classification problem.

2. Gaussian process regression, kernel ridge regression,
support vector regression, and variants thereof

GPR, in some context also referred to as kriging,61–63 belongs
to the field of machine learning algorithms. It is assumed that our
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observed function is distributed according to a normal distribution,

f ∼ N(0,K + σ2
nI), (3)

of functions, where typically a zero mean function 0 is assumed
and where K is the covariance matrix, in which elements i, j are
obtained from a kernel function K ij = k(xi, xj), which encodes the
correlation/closeness of the data points. The term σ2

nI is added as
regularization term and imposes a noise on the observations and can
increase numerical stability. From this prior distribution, a poste-
rior distribution is obtained by conditioning the distribution to the
observed inputs. The mean function of the posterior distribution is
then used as predictor. The main cost for GPR is the inversion of
the covariance matrix K. This step scales as O(n3

), where n is the
number of data points, and might prohibit large scale applications
going beyond 100k samples. However, there are also sparse vari-
ants which select a suitable subset m ≪ n of the training set and
allow training costs, which scale as O(m2n). The subset is often
referred to as inducing points. These sparse variants all differ in
the subset selection. In this work, we use the approach and imple-
mentation presented in Ref. 64, in which it was actually shown
that the inducing points do not have to be part of the training
points but can be artificially generated by the optimization proce-
dure. For all sparse variants, we will prepend an S to the parent
method, e.g., SGPR for GPR. An interesting variant of GPR, which
we also pick up in this study, is Gaussian Process Markov Chains
(GPMCs). In GPMC, inference is done by a stochastic process,
which allows us to also consider non-Gaussian likelihoods. How-
ever, to keep as close a comparison as possible to the other meth-
ods, we will limit ourselves to a Gaussian likelihood. A strength of
GPR and its variants is that there exists an intrinsic route of opti-
mizing the hyperparameters by maximizing the marginal likelihood
without the need to partition the data set in training and validation
set.

GPR is often interchangeably used with Kernel Ridge Regres-
sion (KRR). However, this may not be 100% precise in describing the
theoretical context and usage. KRR is obtained by combining Ridge
Regression65,66 with the kernel trick, and it turns out that the same
predictive equations as for GPR are obtained. Nevertheless, GPR and
KRR have a different theoretical background and the route of tun-
ing the hyperparameters by maximizing the marginal likelihood is
missing in KRR. Here, the parameters are usually obtained by grid
search combined with cross-validation. Although the same recipe is
sometimes also used for GPR, we make here a clear cut difference. If
we refer to GPR, the hyperparameters are obtained by maximizing
the marginal likelihood, and if we refer to KRR, they are determined
using cross-validation.

Another interesting method for regression is Support Vec-
tor Regression (SVR).67 Compared to KRR, the main idea is to
use a different loss function, in which all errors inside a ε tube
are set to zero and only fitting errors outside this tube are mini-
mized. Usually, these conditions are loosened by introducing slack
variables to achieve higher flexibility. The penalty imposed on
observations that lie outside the ε tube is then adjusted by a box
constraint constant C. By construction, SVR produces a sparse pre-
dictor consisting of nsv support vectors. Depending on how nsv is
correlated with n, from linear scaling to cubic scaling, costs can be
expected.

3. Neural networks
NNs68 are vaguely inspired by biological neural networks uti-

lizing the so-called neurons (sometimes also denoted perceptrons)
organized in connected layers. The evaluation of each neuron con-
sists of a linear transformation of the outputs from the previous
layer with a set of weights. The architecture of a NN, i.e., number
of layer and nodes/neurons per layer, is important for the accu-
racy and performance. The weights of the NN are optimized dur-
ing the training period and enable the NN to learn the underly-
ing relation of input and output signals. For this optimization, a
loss function is defined and its gradient can be used for any gra-
dient based optimization procedure. The gradient is calculated by
the chain rule through the so-called back-propagation through the
network.

B. The n -mode representation
Expressed in normal coordinates q with M = 3Natom − 6(5)

degrees of freedom, a full dimensional description of the PES
coupling all degrees of freedom quickly becomes unfeasible. This
issue can be addressed by applying the n-mode expansion,11–14

which approximates the potential V(q) as converging sequence of
terms

V(1)(q), V(2)(q), V(3)(q), . . . , V(M)(q). (4)

Here, V (n) includes at most n-mode couplings and is a linear combi-
nation of m-mode cuts (m ≤ n; e.g., Vm1m2 , Vm1). Thus, the potential
can be written as

V = ∑
mn∈MCR{V}

V̄mn, (5)

where MCR is the range of included mode combinations (MCs) mn
= (m1, m2, . . ., mn). To avoid overcounting in this expansion, we use
the definition

V̄mn = Ŝmn
n
∑
n′=1

(−1)n−n′
(

n
n′
)Vmn′ , (6)

where Ŝmn is a symmetrization operator. For a 2-mode potential, this
yields, for example,

V̄m1m2 = Vm1m2 − Vm1 − Vm2. (7)

These potentials are usually obtained via fitting (by polynomials) to
V̄m1m2 values obtained from the data of SPCs, but they could also be
fitted to ML generated data. The number of the SPCs can become
quite large as for an n-mode potential, it is given by

Npoints =
n
∑
k=1

(
M
k
)(gk)

k, (8)

where gk is the number of SPs per direction in the generation of
the direct product grid at the mode-coupling level k. These static
grids enable an easy way for forming different systematic sets based
on the spacing of the grid points. To classify the grids obtained in
this way, we use the notation g[m, n, l], which means that m SPs
are carried out for the 1-mode part along each distortion, n for the
2-mode couplings, and l for the 3-mode couplings. Additionally, the
reference point will be included as center. This gives for the 2-mode
part (n + 1)2 and for the 3-mode part (l + 1)3 SPCs. A schematic
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illustration can be found in Fig. 1. The 2-mode grid in this schematic
drawing is obtained as the direct product of the 2-mode grids. We
also use the short hand notation gm, which indicates a g[m], a g[m,
m], or a g[m, m, m] grid depending on the context.

It is possible to train the ML algorithm on the 1M level to be
used for the 1M + 2M or 1M + 2M + 3M computations as it was
recently shown,27 but in the current work, we will use samples of
the nM data to predict nM data. Thus, since the data set is built up
from 1, 2, or 3-dimensional spaces, one can expect some correlation
in the training set. What we observe is that some points can actu-
ally be quite close with respect to the closeness measure encoded by
the kernel function. However, this does not necessarily help the ML
algorithm. In particular, GPR and its variants can have numerical
problems since rows and columns in the covariance matrix might
become linearly dependent. But in our experience, imposing a noise
of 1 × 10−7 circumvents this problem.

C. The adaptive density-guided approach
ADGA20 is an iterative procedure to select points for fitting the

PES by means of the average vibrational density,

ρave
iter(qm) =

1
Nmodal

Nmodal

∑
sm=1

∣φm
sm(qm)∣

2, (9)

which is constructed from the VSCF (vibrational self-consistent-
field) one-mode mean field eigenfunctions, φm

sm(qm). The conver-
gence criteria of the ADGA determine whether the potential is stable
in terms of changes in the energylike quantity,

∫
I
ρave

iter(qm)Vmn
iter(qm)dqm, (10)

in different intervals I. The convergence is checked up to an absolute
and a relative change from iteration to iteration. If necessary, ADGA
also extends the grid boundaries. The static grids enable a more sys-
tematic way to partition the training sets, but the iteratively refined

FIG. 1. Schematic representation of a g[4, 4] grid including the 1-mode part and
2-mode part.

grids obtained with the ADGA offer a more physical motivated
sampling and might therefore be beneficial for the training.

D. Choice of coordinates
An important choice for the performance of the ML algorithm

is the choice of coordinates. It is beneficial if they fulfill (some) phys-
ical properties by construction. Most importantly, they should obey
physical invariances such as rotational and translational invariance.
A simple choice which fulfills these requirements is a set of internal
coordinates consisting of bond length, bond angles, and dihedrals.
They allow for a straightforward physical interpretation in terms
of energy changes, and 3N − 6 coordinates are sufficient for the
description of the system. An additional nice property would be
invariance with respect to exchange of equivalent particles, which
is missing in this choice. Note that it should be relatively straight-
forward to pick up ideas of Conte et al. on their work69 on permu-
tationally invariant fitting bases for PESs and that for the current
purpose, this missing property in internal coordinates is not a big
issue since the same order of atoms can easily be ensured. Fur-
thermore, we refer to the work of Bartók et al.70 who discussed
several ways how to represent the molecular structure in the con-
text of GPR. They also demonstrate atomistic descriptors, which
probe their surroundings, and thus might also be interesting in the
present context. However, internal coordinates are a more natu-
ral choice since they offer a direct physical interpretation and the
main objective of the current study is the comparison of the dif-
ferent ML algorithms. Altogether, we employ the points obtained
in the n-mode expansion PES construction in normal coordinates
and transform these to a data set in 3N − 6 nonredundant internal
coordinates.

III. COMPUTATIONAL DETAILS
For our assessment, we made use of the GPFlow library71 for

GPR, SGPR, GPMC, and Sparse Gaussian Process Markov Chains
(SGPMCs). Furthermore, we used the SciKit72 package for KRR and
SVR. Tensorflow73 was used for the NN based predictions. Note
that especially for the efficiency comparison of KRR and GPR, the
use of different implementations is not optimal. GPR and KRR
should essentially have the same performance since only the route
for hyperparameter optimization differs, but we will observe (vide
infra) that GPR is significantly more efficient. This is, however, likely
due the more efficient implementation in GPFlow. Thus, in this
study, we are mainly interested in the accuracy comparison of GPR
and KRR and how the different hyperparameters affect the accuracy
of the predictor.

To generate the SPs required to train the ML algorithms, we
used the TURBOMOLE program package V7.0.74 For the Hartree-
Fock calculations, we applied the DSCF module75 and for the
CCSD(F12∗)(T) calculations the ccsdf12 module.76 As basis, the cc-
pVXZ-F12 basis set family of Peterson and co-workers was used,
which will be abbreviated as XZ-F12.77

Throughout this work, the frozen core approximation was used
for calculating the correlation energy. All HF orbitals with an energy
below−3.0 Hartree were excluded from the correlation treatment. In
the F12 calculations, we applied the complementary auxiliary basis
set (CABS) approach78 with a CABS threshold of 1 × 10−8.
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The threshold for ADGA is chosen such that the algorithm
converges when the relative change in the PES from one iteration
to the other is less than 1 × 10−2 or the absolute change less than
1 × 10−6. The static grids do not require any thresholds but instead
a specification for the size and density of points in an equally spaced
grid.

The optimization of the hyperparameters is crucial. Based on
numerical testing, we propose a rather pragmatic choice in the
framework of the n-mode expansion. Based on the 1-mode data, the
Basin hopping algorithm79 as implemented in the SciPy package80 is
applied, which is a global optimization algorithm followed by local
reoptimization using the Adam optimizer as implemented in Ten-
sorflow73 based on the whole data. In the supplementary material,
a small discussion can be found, which initiated the outlined opti-
mization strategy.

For SVR and KRR, where the hyperparameter cannot be
selected by optimizing of the marginal likelihood, we tuned the
parameters by a randomized search over parameters, where each
set of hyperparameters is sampled from a distribution over possible
parameter values. The errors were assessed using cross-validation
and applying the negative of the squared deviation as the scoring
function.

In the case of SVR, the regularization constant C was tuned
using cross-validation, while for ε, we used the default value of 0.1 in
SciKit.72 The weights in NNs were optimized via back-propagation
using cross-validation as error measure. Thus, like in SVR and
KRR, no statistical error measure like in GPR was optimized.
We used at maximum 4096 training examples as batch size in one
forward/backward pass. More details on the NN architecture will be
given in Sec. IV C.

To train the ML algorithms, we used a nonredundant set of
3N − 6 internal coordinates consisting of bond length, and angles
and dihedrals as described in previous work.34 For all sparse variant
SGPR, SGPMC, etc., we used a maximum of 1000 inducing points. If
the training data contained fewer points, we used as many inducing
points as training points.

To test the ML algorithm, we performed a systematic “leave
out” test from the g8 grid, where we leave out the interior part of
the g4 grid and use that as the validation grid. This is illustrated for
the 1-mode case in Fig. 2.

FIG. 2. Schematic representation a g[4] validation grid to be used together with
a g[8] training grid. Points are systematically removed to only validate on interior
points. The illustration is done for the 1-mode part. For the 2-mode part, a direct
product grid of the 1-mode grids is used.

IV. RESULTS AND DISCUSSION
This section is structured as follows: First, we will give details

on the test sets used in this study. Afterward, a benchmark of ker-
nel based ML methods is given together with a closer analysis of
delta-learning.48 Thereafter, an assessment of NNs is provided to
complement the study, and in the end, a comparison in terms of
computational efficiency is carried out.

A. The test sets
We consider a set of 15 molecules, which is depicted in Table I

for which we gathered typical data from the construction of a PES
for the subsequent use in anharmonic vibrational wave function
computations.

Data on the CCSD(F12∗)(T)/DZ-F12 level from static and iter-
atively refined grids aim at constructing PESs using the n-mode
expansion. We assess the various ML algorithms in their capability
to predict molecular energies for the different contributions to the
overall energy.

We assembled different test sets specified by the grid size. In
the following, we discuss only a representative subset of these super-
sets. All sets combined contain over 10.5 × 106 configurations. These
data alone are valuable and publicly available at a link given in the
supplementary material for further benchmark tests.

For the static grid, we use a systematic way to partition
the training set as described in Sec. II B, and for the iteratively
refined grid, we partition the data in training and validation set
randomly.

The training set size is determined via the grid size and the
degrees of freedom in a molecule. Taking the g8 grid as an example,
we had 116 961 configurations in total in the database for ethene,
11 249 for H2CO, and 729 for water. For the g16 grid, the analog
numbers are 918 209, 85 857, and 4913. This gives a small impression
on data set sizes, and in the current setup, molecules of comparable
size will also have a comparable data set.

Besides the obtainable accuracy, we will assess the depen-
dence of the prediction to the amount of training data as well as
the computational costs with respect to the amount of training
data and judge black box character and robustness of the tested
approaches.

For the delta learning schemes, we introduce the following
abbreviations:

● ∆ZERO refers to the total CCSD(F12∗)(T) energy and there-
fore to no delta learning.

● ∆SCF refers to learning the difference of CCSD(F12∗)(T) to
SCF (HF).

TABLE I. List of the molecules in the test set (in no particular order).

Molecules

NH3 cis-HNO2 Cl2O
H2S H2S2 NO2H
ClNO C2H4 F2O
NOF SOCl2 trans-CHFCHF
H2CO H2O2 H2O
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● ∆MP2 refers to learning the difference of CCSD(F12∗)(T) to
RI-MP2.

● ∆MP2-F12 refers to learning the difference of CCSD(F12∗)(T)
to RI-MP2-F12.

B. Kernel based methods
1. Systematic partitioned grid data

In the following, we discuss the results obtained with the static
grids. As a validation set, we choose the g4 validation grid as
described in Sec. III and Fig. 2. Figure 3 shows the relative RMSD
(root mean square deviation) in this test for using 1M, 1M + 2M,
and 1M + 2M + 3M data. The relative errors for ∆ZERO are lowest
with an increase in the order ∆SCF/∆MP2 and ∆MP2-F12. This pattern
is quite consistent except for KRR. On first sight, these results are a
bit counterintuitive. It should be harder to get a good predictor for
∆ZERO since the total energy is stronger varying with respect to con-
formational changes. However, good relative errors might still not
be enough since the absolute error is more important in practice.
We will discuss this issue in more detail in Sec. IV B 2.

The RMSDs for the tested GPR models are very similar. How-
ever, for SGPR, the problems of predicting ∆MP2-F12 with large accu-
racy are more pronounced. In most cases, GPMC is more accurate
than GPR or SGPR. However, the behavior of SGPMC is not as well-
defined. While SGPR is for our test set a close approximation to
GPR, the deviations found between GPMC and SGPMC are larger.
Nevertheless, the SGPMC results are comparable to the GPR and
SGPR results in accuracy. KRR and SVR often perform quite well
although their way to optimize hyperparameters is more limited in
the sense that only cross-validation can be used. In many cases, they
are even better than GPR. The dependence on the training set size
in terms of using 1M, 1M + 2M, or 1M + 2M + 3M data is slightly
larger for KRR. Compared to the other tested models, the RMSDs
are lowest for the 3M case. For the tested GPR models, the picture
approximately stays the same for the 1M, 1M + 2M, and 1M + 2M
+ 3M cases. Here, it has to be noted that from a pragmatical view,

the only difference between GPR and KRR is the selection of the
hyperparameters. Using cross-validation, an actual error measure is
minimized, while in GPR, the marginal likelihood is maximized. The
different extrema in these different optimization problems need not
to be 100% related. It seems that maximizing the marginal likeli-
hood gives more stable results, while the minima obtained via cross-
validation can give occasionally better results. In the future, it might
be interesting to study the possibility of a hybrid approach, e.g.,
a simultaneous weighted optimization on both surfaces. Concern-
ing SVR, it has to be noted that it has more problems to predict
∆MP2-F12 correctly. Here, in most cases, the other algorithms are
superior.

We also investigated how the relative RMSD changes if the grid
set size is increased in terms of more grid points. For schematic
representation for training grids ranging from g4 to g16, we refer
to the supplementary material. Here, we just summarize the key
findings when examining the larger test sets: It turns out that the
effect of increasing the training set size for the various GPR mod-
els and SVR is not very strongly pronounced. Already using just
a few data points is sufficient for an accurate description. For
KRR, a stronger dependence on the training set size is observed.
Again, a possible explanation is that the more sophisticated opti-
mization of hyperparameters in the GPR case gives a more robust
outcome.

In Fig. 3, we averaged over all molecules in our test set. It
is also interesting and important to validate that the molecules
behave approximately the same and that no extreme outliers are
present. For this purpose, we plot in Fig. 4 the relative error for
the tested delta-learning schemes using GPR, where we used the
1M + 2M data for training. For ∆ZERO, the relative error spread
is large, but all relative errors are quite small regardless. It is not
possible to identify any particularly “bad” molecules. For ∆SCF and
∆MP2, the spread of errors is much more narrow and they behave
approximately the same. For ∆MP2-F12, we can see a larger discrep-
ancy between the molecules. Here, larger errors can be found for
cis-HNO2, ClNO, F2O, H2O2, NO2H, NOF, and H2O. In most of

FIG. 3. Relative RMSD (unitless) for dif-
ferent ML algorithms using 1M, 1M + 2M,
and 1M + 2M + 3M data from a g8 grid.
Validation is done on the g4 validation
grid.
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FIG. 4. Scatter plot of the relative errors for the different molecules and tested
delta-learning schemes for GPR using the 1M + 2M data from a g8 gird. Validation
is done on the g4 validation grid.

these cases, the predicted correction is also relatively small compared
to the other examples. Predicting a small number with large relative
accuracy is problematic (vide infra) and here the main source for the
clear separation. In conclusion, there are no particular problematic
cases for all delta-learning schemes. The major difficulty lies in the
absolute magnitude of the prediction value and not the molecular
system.

A fine grained look at the molecular level is also interesting for
comparing the different kernel methods. In Fig. 5, we present for
∆MP2 the errors for the different tested methods as a function of
molecules. It turns out again that GPMC is overall the most accu-
rate approach, followed by KRR and GPR. The largest errors can be
found for SVR. SGPR is observed as a better approximation to GPR
than SGPMC to GPMC. In particular, interesting is the compari-
son of GPR and KRR. We already observed in Fig. 3 for ∆MP2 better
accuracy for KRR than for GPR, and naturally this is also observed in

FIG. 5. Scatter plot of the relative errors for the different molecules and∆MP2 for the
different kernel based methods using the 1M + 2M data from a g8 gird. Validation
is done on the g4 validation grid.

the more fine grained view. It is not surprising that the direct min-
imization of an error leads to a smaller error than optimizing the
marginal likelihood. However, in the latter case, we do not need to
partition the dataset in training and validation sets. Again, we point
out that it might be interesting to explore hybrid schemes, where
both error measures are simultaneously optimized. Eventually, this
could result in being able to use smaller validation sets. Again,
there are some variations, but it is not directly possible to identify
outliers.

2. Closer analysis concerning delta learning
So far, we mainly discussed relative errors, but a small rela-

tive error for large energies can still render a method less useful.
Therefore, we complement our findings with absolute errors for
GPR to answer the question which delta learning strategy offers the
largest accuracy or is the most economical one. Figure 6 depicts
the absolute errors relative to CCSD(F12∗)(T) for delta learning
schemes with decreasing ∆. If the GPR is trained on the full energy,
the errors show a large spread. The spread decreases in the order
∆SCF, ∆MP2, and ∆MP2-F12. The last one shows also the smallest error.
On first sight, this might be counterintuitive since we observed
most numerical problems for this approach, but we need to keep
in mind that the correction to the target method is also quite
small and therefore larger errors in the corrections are accept-
able. Nevertheless, the numerical problems remain and the data
reveal that correcting RI-MP2 is not much worse than correcting
RI-MP2-F12. If one also keeps in mind that RI-MP2 is typically
7–10 times faster than RI-MP2-F12, it makes this strategy the most
economical.

Still, it is important to investigate and understand the large
relative errors for the ∆MP2-F12 correction further. This problem
is manifold. The correction is rather small, and we are now in a
regime where the numerical noise originating from the approxima-
tions introduced in CCSD(F12∗)(T) will play a role. These approx-
imations are of course valid in standard CCSD(F12∗)(T) but can
cause difficulties if one is interested in calculating small correc-
tions. On the other side, there are also numerical issues for the ML
algorithm in dealing with small numbers. The energy differences
can be rescaled to lift this restriction to some extent, but the prob-
lem remains that not every digit will carry physical significance but
may be dominated by numerical noise. To investigate this further,
we looked at a few examples in more detail. For H2CO, H2O, F2,
FH, and H2, we also created molecular data sets, where we tight-
ened many numerical thresholds and increased the auxiliary basis
sets (CABS and density fitting) to those corresponding to cc-pVQZ-
F12 while still employing cc-pVDZ-F12 as orbital basis. Figure 7
shows the comparison of the predictive accuracy for the different
test sets using the same setup for the GPR. It is clear that the accu-
racy can be dramatically increased. Due to the reduced numerical
noise, the underlying physical pattern for changes in the energy due
to geometrical changes can now more easily be detected by the GPR.
But reducing the numerical noise comes with an increase in com-
putational costs for training, which is not economical. It is thus
important to find the sweet spot between large and small ∆ using
delta-learning due to economical reasons and numerical stability. In
the specific case, the use of RI-MP2 to target CCSD(F12∗)(T) seems
more favorable than using RI-MP2-F12, which on paper is the better
method.

J. Chem. Phys. 150, 244113 (2019); doi: 10.1063/1.5100141 150, 244113-7

Published under license by AIP Publishing

https://scitation.org/journal/jcp


The Journal
of Chemical Physics ARTICLE scitation.org/journal/jcp

FIG. 6. Overview of the absolute errors for a GPR prediction of the CCSD(F12∗)(T) focusing on delta learning. The assessment is based on 2M data. (a) shows the errors
for all delta-learning schemes, while in (b), the plot is repeated for just ∆MP2 and ∆MP2-F12 where the y axis has been adjusted accordingly. On the x axis, the index of the
datapoint is shown.

3. Randomized partitioned grid data
For the iteratively refined grids, we also explore the extreme

case of a randomized partition of training and validation set. Figure 8
shows the analog RMSD plots. It is evident that in some cases, SGPR,
SGPMC, and SVR perform very poorly when predicting ∆MP2-F12
and are in this regard less robust than the other methods. The sparse
methods seem to be more sensitive if the training data are con-
taminated with numerical noise or less systematically selected with
possible holes in the training data.

But excluding this case, the overall impression is that reason-
able accuracy is obtained. While it is a more difficult challenge,

FIG. 7. Relative RMSD (unitless) for GPR on a g16 grid using 1M and 1M + 2M
data for predicting the correction from RI-MP2-F12 to CCSD(F12∗)(T) correlation
energies. The bars in red indicate default settings in the electronic structure pro-
gram, and the bars in blue indicate tighter settings with respect to auxiliary basis
sets and convergence thresholds.

most algorithms show a similar accuracy compared to the previous
assessment. However, the previous results with the systematic par-
tition are slightly better, presumably due to that randomly taking
point out is more challenging than based on a systematic, physical
criterion.

C. Neural networks
So far, we only discussed the results for the GPR based

approaches, KRR and SVR, and did not look at the accuracy of
NNs. The reason is that NNs have many more adjustable parame-
ters, and therefore, we discuss them here on their own. In a broad
screening, we tested several activation functions including sigmoid,
relu, elu, selu, and softplus. We found that elu and selu give the
best performance for our purposes. In order to reduce the search
space, we therefore limit the study to these two. Besides the acti-
vation function, the architecture of the NN is determined by the
number of hidden layers L and the number of nodes mn per hid-
den layer. To reduce the number of adjustable parameters, we use
the same number of nodes for each layer. The number of nodes are
chosen as an integer multiple Nm of the input dimension (length of
the input vector, e.g., number of coordinates) in order to reflect the
different information content for different molecules. Water as an
example has 3 internal coordinates. If the factor Nm is 5, this means
that 15 nodes per layer are used (see Fig. 13). The initial testing
suggested choosing Nm at least to be in the range of 5–10. Using
smaller numbers resulted in a low accuracy. The so far mentioned
parameters obviously influence the predictive accuracy of the NN,
but also the initial guess for the weights and the used optimization
algorithm, including its internal parameters, can lead to quite dif-
ferent accuracy. In this study, we used the Adam optimizer, where
we also have studied the effect of applying different learning rates
(LRs). In most cases, the deviations are in a reasonable range, but
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FIG. 8. Relative RMSD (unitless) for dif-
ferent ML algorithms using 1M, 1M + 2M,
and 1M + 2M + 3M data from an ADGA
grid. Validation is done on randomly
selected points.

larger differences might be an indication that more training data
are required. This is one way to check the sanity of a NN, but other
methods exist. For example, in MD simulations, two different NNs
are fitted and compared: One on which the actual MD is run and the
other as validation. If the two NNs start to differ too much, they are
retrained.36

We did many tests but limit the presentation to the results
obtained using NNs with Nm = 10 and L = 5 with the g16 grid for
1M and 1M + 2M data for training since for these data, the results
are sufficiently accurate and different start guesses have no huge
impact on the accuracy. Figure 9 shows results for these NNs with
different learning rates and epsilon values in the Adam optimizer.

In the supplementary material, we supply results for other tested
architectures. Although the RMSDs are mostly in the same range
as for the kernel based methods, Fig. 9 demonstrates that the differ-
ent settings can lead to a quite different accuracy for the different
delta-learning schemes. The learning rate has still a large influence
on ∆ZERO. For the other ∆ schemes, a more well-behaved trend is
observed. As a comparison, also the analog results for GPR are given.
For ∆ZERO and ∆MP2-F12, GPR is more accurate, but in the other
cases, the results are comparable or the NN results are slightly more
accurate.

The setup with an elu activation function and a learning rate
of 1 × 10−2 and an epsilon of 1 × 10−4 seem to work for the range

FIG. 9. Overview of the relative RMSDs
(unitless) for a NN with Nm = 10 and
L = 5 using different learning rates (LRs)
and epsilon (e) values in the Adam
optimizer. The results for two different
random starting guesses are depicted,
which are referred to as 1. run and 2. run.
The NNs were trained for 5000 epochs
(epoch = forward + backward pass in
NN). As a comparison, the analog results
for GPR are given.
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of tested delta-learning schemes. The shown setup is also stable in
terms of restarts with different initial guesses for the weights.

We note that in the construction of Behler type NN poten-
tials, usually fewer hidden layers and nodes per layers are used.37

The key difference to their approach is that we use internal coordi-
nates as descriptors, which for our purpose is sufficient, but using
more advanced descriptors such as in the mentioned NN potentials
reduces these requirements. However, this also requires more labor
to set up a suitable descriptor, which may require some trial and
error. Note that although internal coordinates might be a bit unusual
and not optimal in many chemical ML related projects, they are well-
established and good for representing the PES since they offer an
easy interpretation and offer the basic requirements of a descriptor
of being invariant under rotations and translations. An additional
nice property would be permutational invariance under exchange of
equivalent particles; however, for the current benchmark, this is not
important since the same order of atoms can easily be ensured. We
note in passing that the permutational invariance could be achieved
by adopting the ideas of Bowman and co-workers on permuta-
tionally invariant polynomial fitting bases;69 see also the work of
Jiang et al.81

D. Efficiency
Besides the accuracy, it is also important that the underlying

ML algorithm is sufficiently fast. Therefore, we focus in this section
on wall time costs for training. The time for prediction is com-
paratively small for all tested algorithms. Thus, depending on the
intended use, the time required for training can be crucial. If the
ML algorithm is used to construct a specialized force field, to be
used afterward many times, the time for training, which has to be
done only once, might be not the most important factor in choice of
model but rather accuracy and a fast evaluation for the predictor. If
the training is frequently repeated, such as during an iterative PES
construction, it is important to consider alternatives with low costs
for training.

It is difficult to compare the real life performance since the
number of iterations for the hyperparameter optimization might be
quite different and also very dependent on the molecule as well on
the training data, and therefore, we use a simplified model. We use
only a squared exponential kernel, focus on one molecule (ethene)
and one training set which we gradually increase, and only do a
local optimization of the hyperparameters. This is a very constructed
example, but it enables an easier comparison of the different algo-
rithms and the observed trend qualitatively carries over to the other
examples.

Figure 10 shows on a double logarithmic plot the wall times
required for the training for the different models. More or less for
all models, it can be observed that the asymptotic scaling kicks in
around 1000 data points, and before that, low scaling parts with
a larger overhead dominates. For GPR, we can then observe the
cubic scaling, while SGPR shows a linear scaling. GPR and GPMC
are quite close, while GPMC for large data sets is a bit more favor-
able. On the other hand, SGPMC is an order of magnitude more
costly than SGPR. The comparison of GPR and KRR is a bit diffi-
cult since two different implementations are used. GPR and KRR use
the same working equations and thus their efficiency should be very
close in terms of Wall clock time. Only the offset might be different

FIG. 10. Wall time required for training including hyperparameter optimization. As
an example, the g16 including 2M couplings for ethene was used and gradually
increased. For the NN, an elu activation function was used and it consisted of 5
hidden layers with 100 nodes and was trained for 1000 epochs.

depending on the number of iterations used in the hyper parame-
ter optimization. Here, however, KRR is significantly less efficient.
To a large part, this is probably related to the different linear alge-
bra backends used in SciKit and GPFlow. The latter uses the highly
efficient Tensorflow library.

Looking at the data, SVR comes out as the fastest method
for large data sets followed by SGPR. The curve for SVR is in the
beginning quite flat and later starts to behave more linearly. The
number of determined support vectors is 9, 17, 52, 107, 125, 342,
745, 1445, 6212, and 8052 for the given data points. In the begin-
ning, the ratio of nsv/n is close to 1.0 and decreases while increasing
the data set size n. For the last data point, nsv/n is observed to be
0.47. Thus, less than half of the training data are required to set up
the predictor. Figure 10 also includes an example for a NN curve

FIG. 11. Wall time required for training the NN with different architectures and
number of epochs. As an example, the g16 including 2M couplings for ethene was
used and gradually increased. The NN used an elu activation function.
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as a comparison. However, a direct comparison is not straightfor-
ward. While the dependence of the computational costs with respect
to the training set size is small compared to the other tested ML
algorithms, the costs depend heavily on the architecture [number
of hidden layers, nodes per layer, and epochs (epoch = forward
+ backward pass in NN)], which can be quite different for different
setups. To complement the findings, Fig. 11 shows the computa-
tional costs for NNs, where the mentioned parameters are varied
and where the GPR timings are repeated for comparison. In this
comparison, NNs carry some overhead, which makes them com-
putationally less favorable for small training set sizes compared to
GPR, but around 1000 data points, NNs become computationally
more efficient. It is important to note again that it is a model sys-
tem but hopefully somewhat representative for the typical molecular
system size and training set size regime, where these algorithms are
applied.

V. OUTLOOK AND CONCLUSION
We assessed various ML algorithms in the context of construct-

ing potential energy surfaces in their ability to predict different
molecular energies. GPMC is accuracywise a good alternative to
GPR, and exploration of non-Gaussian likelihoods can lead to fur-
ther improvements. SGPR is often a close approximation to GPR.
SGPMC is, however, less accurate, and the computational costs are
larger than for SGPR. KRR and SVR can also be attractive alter-
natives, and both can in some cases actually produce better results
than GPR, but their performance was found to be more depen-
dent on the specific case, e.g., training set size, while the tested
GP models provide more stable results. SVR seems to be a par-
ticular interesting candidate for further investigations with large
amounts of data. The computational costs for training are relatively
low in our cases, and the accuracy is often comparable to GPR.
It has the nice feature that it provides an intrinsic way to deter-
mine the important subset of the training data for the particular
case. The drawback is that an intrinsic way for hyperparameter opti-
mization is not available in standard SVR, and in a few cases, it
was found to be less robust than the other tested methods. Note,
however, that for SVR, there has been a recent work82 including a
Bayesian statistics component, which may be an interesting future
perspective.

For NNs, we obtained good results with 5 hidden layers and
where the number of nodes is a multiple of 10 of the input dimension
using the elu activation function.

Concerning the black box characteristic, the kernel based meth-
ods are superior, while NNs need more experimentation, but if one
finds a working architecture, one can obtain good results, and fur-
ther adjustments to improve the accuracy are straightforward. With
respect to robustness, GPR and GPMC are in our study the meth-
ods of choice but computationally less attractive than the other
methods for large data sets. Here, SVR, SGPR, and NNs are supe-
rior. If it is ensured that the noise-level in the training data is
comparably small to the output values, one can advocate to use
the tested sparse kernel based methods and preferably SVR or
SGPR.

It was found that it is easier to predict the correlation energy
with a sufficiently large accuracy than the total energy since the total
energy is larger in magnitude and varying. Additionally, it is also

numerically challenging predicting corrections, which are small in
magnitude. Therefore, one has to find the optimal choice for the size
of the ∆ to learn in a delta-learning scheme. For our intended use, we
conclude that it is best and most economical to compute a RI-MP2
surface and correct it with a ML algorithm to the CCSD(F12∗)(T)
surface. The spread of the errors is slightly less if corrected from
RI-MP2-F12, but then, numerical issues emerge in the ML algo-
rithm and RI-MP2-F12 is significantly more costly than plain
RI-MP2.

SUPPLEMENTARY MATERIAL

The supplementary material contains an overview about the
generated datasets and instructions how to download them. Further-
more, additional benchmark data are given for other NN architec-
tures.
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APPENDIX: Mathematical background of the tested
Machine Learning algorithms

Before discussing the used ML algorithm, we introduce the ker-
nel trick, which is a rather powerful tool to adapt algorithms for
linear problems to be able to solve nonlinear problems. Afterwards,
we focus on Gaussian Process Regression (GPR), variants of it, Ker-
nel Ridge Regression (KRR), Support Vector Regression (SVR), and
Neural Networks (NNs).

1. The kernel trick
An algorithm solely defined in terms of dot products in the

input space can be lifted implicitly into a higher dimensional fea-
ture space by replacing the dot products by a kernel k(x, y). In this
context, the term kernel refers to a generalization of a positive func-
tion or matrix. Let X be a nonempty index set. A symmetric function
K : X ×X→ R is called a positive definite kernel on X if

n
∑
i=1

n
∑
j=1

cicjk(xi, xj) ≥ 0 (A1)

holds for any n ∈ N, x1, . . . , xn ∈ X, c1, . . . , cn ∈ R. The kernel trick
is essentially based on Mercer’s theorem,59,60 which states that if to a
kernel k a linear operator on functions defined as

[Tkf ](t) = ∫
b

a
k(t, s)f (s)ds (A2)

can be associated, then the kernel can be represented as

k(x, y) =
∞

∑
j=1
λjej(x)ej(y), (A3)

using the eigenfunction ej and eigenvalues λj of Tk. This expression
is equivalent to a dot product in a different feature space using the
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mapping �(x),

k(x, y) = ⟨�(x),�(y)⟩. (A4)

Thus, an algorithm defined for linear problems expressed in dot
products can be adapted to a nonlinear problem by substituting the
dot products with a kernel. One can argue that the selection of a
kernel is an empirical choice since one generally has no knowledge
about how the kernel maps to the feature space, but even if a map-
ping would be known, one still does not know an exact relation
between features and the learned function. Therefore, the selection
of a suitable kernel for a certain problem will always be partly based
on empirical knowledge. In this numerical study, we make use of a
Matérn 5/2 kernel for the GP models,

kM52
(x, x′; l) = σ2⎛

⎝
1 +

√
5∣x − x′∣

l
+

5∣x − x′∣2

3l2

⎞

⎠

× exp
⎛

⎝
−

√
5∣x − x′∣

l
⎞

⎠
, (A5)

since in a previous study,34 we found it superior to other choices
such as the squared exponential kernel, which is often the standard
choice. The parameters σ2 and l are usually referred to as hyperpa-
rameters and are optimized for the current regression or classifica-
tion problem. For our specific case, we use for each dimension of
the input vector a different hyperparameter l to increase the flexibil-
ity and to account for a different strong dependence of the function
value changes with respect to changes of specific orthogonal direc-
tions in the input space. To achieve this, the kernel is constructed as
a sum of one dimensional Matérn 5/2 kernel,

k(x, x′) =
d
∑

i
kM52

(xi, xi
′; li). (A6)

2. Gaussian process regression
Gaussian process regression (GPR), in some context also

referred to as kriging,61–63 belongs to the field of machine learning
algorithms. The procedure is based on Bayesian inference.83 A Gaus-
sian Process (GP) is a statistical distribution of functions, for which
every finite linear combination of samples has a joint Gaussian dis-
tribution. Considering the representation of an arbitrary function
f (x), we introduce the vector f = ( f (x1), f (x2), . . . , f (xn)) contain-
ing the function values for data points and where x = (x1, x2, . . . , xd)

is also a vector of dimensionality d containing the coordinates of a
given data point. It is assumed that the elements of f have a mul-
tivariant Gaussian distribution and the joint probability density is
therefore given as

p(f∣m,K) =
1

(2π)n/2
∣K∣

1/2 exp(−
1
2
(f −m)

TK−1
(f −m)), (A7)

for which the short hand notation

f ∼ N(m,K) (A8)

can be used. K is the covariance matrix, in which elements i, j
are obtained from a kernel function K ij = k(xi, xj). Following the
widespread practice, we assume a zero mean function and introduce

a small constant noise term σ2
n, which can be seen as a regularization

term,

f ∼ N(0,K + σ2
nI). (A9)

In order to predict unknown points for the function, it is
exploited that the observed/training data f and the unknown data
f∗ = ( f (x∗1 ), f (x∗2 ), . . . , f (x∗n)) are distributed according to

⎡
⎢
⎢
⎢
⎢
⎣

f

f∗

⎤
⎥
⎥
⎥
⎥
⎦

∼ N
⎛

⎝

⎡
⎢
⎢
⎢
⎢
⎣

0

0

⎤
⎥
⎥
⎥
⎥
⎦

,
⎡
⎢
⎢
⎢
⎢
⎣

K(X,X) K(X,X∗)

K(X∗,X) K(X∗,X∗)

⎤
⎥
⎥
⎥
⎥
⎦

⎞

⎠
, (A10)

where X = (x1, x2, . . . , xn) is a vector of the n data points. This dis-
tribution is referred to as prior distribution since it only contains the
prior assumption on how the data points are related. By condition-
ing the joint Gaussian prior distribution on the observations, one
obtains the Bayesian conditional probability density (or posterior
distribution),

f∗∣f ∼ N(µ,Σ), (A11)

with posterior mean and covariance functions,

µ = K(X∗,X)(K(X,X) + σ2
nI)

−1
f, (A12)

Σ = K(X∗,X∗) − K(X∗,X)K(X,X)
−1K(X,X∗). (A13)

The posterior mean function is used for predictions of the function
for unknown points, and the posterior covariance matrix provides
a statistical error estimate for the prediction. The time dominat-
ing costs for GPR is the inversion of the covariance matrix K or
equivalently solving the linear systems of equations,

(K + σ2
nI)ω = f, (A14)

which can for positive definite matrices in general be done most effi-
ciently with the aid of a Cholesky decomposition. In both cases, the
costs scale as O(n3

). After obtaining the weights, the function can
be expressed as

f (x) ≈∑
k
ωkk(x, xk). (A15)

One strength of GPR is that it has an intrinsic route to optimize
the hyperparameters by maximizing the logarithm of the marginal
likelihood,83

log p(f∣X, θ) = −
1
2
(f −m)

TK−1
(f −m) −

1
2

log∣K∣ −
n
2

log 2π.

(A16)

An alternative is to use cross-validation, which we do not use
for GPR in this study, but for KRR, which will be discussed in
Subsection 3 of the Appendix.

a. Sparse Gaussian process regression
The O(n3

) scaling prohibits direct application of GPR for cases
with many (>104) data points, but there are numerous works on how
to arrive at lower scaling formulations. One of these approaches is
Sparse Gaussian Process Regression (SGPR) as described in Ref. 64.
The main idea, such as in many approaches, is to use a smaller
subset of the training set m with m < n. The computational costs
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then scale with O(m2n) and therefore linearly with the training
set size. The chosen m points are often referred to as inducing
points. In contrast to other approximations based on subset selec-
tion, these points are together with the hyperparameters variation-
ally selected by maximizing a lower bound to the exact marginal
likelihood. Still, the number of inducing points has to be specified
by the user and depending on the case, it might not be obvious how
many inducing points are sufficient. Because the inducing points
are variationally optimized in SGPR, often a random initial guess
is sufficient. One can, however, also use clustering such as k-means
clustering84 to preselect m representative inducing points as the cen-
ter of m clusters. For the current work, the second approach is
used.

b. Gaussian process Markov chains
In the models discussed so far, inference has been done deter-

ministically (solving the Bayesian inference problem by integra-
tion), which in most cases can only be exactly done using a Gaus-
sian likelihood. If the inference is done using a stochastic approach
(simulate several candidate solutions and evaluate the resulting inte-
gral while conditioning the probability density onto the observa-
tions using Monte-Carlo integration), other likelihoods can be also
considered. One approach is to use Markov chain sampling giv-
ing rise to Gaussian process Markov Chains (GPMCs).85 GPMC
has the strength that non-Gaussian likelihoods, where exact infer-
ence is not possible, could be used. Nevertheless, we restrict our-
selves to Gaussian likelihoods for the current study to have a
close as possible comparison with the other GPR variants. Further-
more, the exploration of other likelihoods would be a work on its
own.

GPMC can be combined with the same approximations as
SGPR to arrive at a sparse model (SGPMC) in which the inducing
points are variationally optimized as described in Ref. 86.

3. Kernel ridge regression
Kernel ridge regression has a different background but is in its

working equations very similar to GPR and gives the same predictive
equations. The idea is to combine ridge regression,65,66 which is a
linear least squares fit including a regularization term with the kernel
trick. As in GPR, the function is approximated as

f (xi) =
Ntrain

∑
j=1

ωjk(xi, xj), (A17)

where the weights are determined by minimizing

min
ω

⎛

⎝

Ntrain

∑
j
[f (xj) − f ref

(xj)]
2

+ σ2
nω

TKω
⎞

⎠
, (A18)

which has the analytical solution

ω = (K + σ2
nI)

−1
fref. (A19)

The predictive equations are thus identical to that of GPR, and if the
same kernel and the same hyperparameters are chosen, both models
give the same prediction. However, this is in general not the case.
KRR has no intrinsic way to optimize the hyperparameters; there-
fore, they are usually selected by a grid search using cross-validation.

Since KRR and GPR are very similar, the terms are often used inter-
changeably. In some implementations, the hyperparameters for GPR
are also optimized using cross-validation, but in this work, we make
here a clear cut difference. If we refer to GPR, the hyperparameters
were optimized by maximizing the marginal likelihood and if we use
the term KRR, they are obtained via cross-validation.

4. Support vector regression
One problem with KRR is that the solution for the weights

depends on all training inputs. Support Vector Regression (SVR)
offers a sparse alternative, which was introduced by Vapnik and
co-workers in 1996.67 Due to pedagogical reasons, we will briefly
summarize linear SVR and note that nonlinear SVR can be obtained
using the kernel trick. A linear function fitting the data is expressed
as

f (x) = ⟨x,ω⟩ + b. (A20)

The idea of SVR is sketched in Fig. 12, where the special loss function

Lε = {
0, if ∣y − f (x)∣ ≤ ε,
∣y − f (x)∣ − ε, otherwise,

(A21)

is introduced. Only fitting errors outside a ε tube contribute, and the
weights ω are optimized subject to this loss function. This constraint
is usually loosened by introducing the so-called slack variables ξ(+)i

and ξ(−)i to increase the flexibility. Regression errors for specific
points up to the value of ξ(+)i and ξ(−)i can exist while still satisfy-
ing the required conditions. This can be expressed with the convex
optimization problem,

minimize
1
2
∣∣ω∣∣2 + C

N
∑
i=1

(ξ(+)i + ξ(−)i ), (A22)

subject to

⎧⎪⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎪⎩

yi − ⟨ω, xi⟩ − b ≤ � + ξ(−)i

⟨ω, xi⟩ + b − yi ≤ � + ξ(+)i

ξ(+)i , ξ(−)i ≥ 0, i = 1, . . . , n

, (A23)

where C is the box constraint, a positive number which controls
the penalty imposed on observations that lie outside a margin of
�. This constant is meant to adjust the regularization to prevent
overfitting. Usually, the problem above is not solved directly, but

FIG. 12. Schematic illustration of a linear SVR using a soft margin.
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instead a Lagrangian problem is formulated, which includes the con-
straints. The Lagrangian formulation allows the usage of the kernel
trick as the optimization can be formulated in terms of dot prod-
ucts in that case. It can be shown67,87 that most Lagrange multipliers
can be eliminated leaving only two Lagrange multipliers α(+)i and
α(−)i . One arrives at the following optimization problem of finding
the Lagrangian:

L(α(±)) =
1
2

n
∑
i=1

n
∑
j=1

(α(+)i − α(−)i )(α(+)i − α(−)i )⟨xi, xi⟩

+ �
n
∑
i=1

(α(+)i + α(−)i ) +
n
∑
i=1

yi(α(−)i − α(+)i ), (A24)

where the Lagrange multipliers α(+)i and α(−)i need to fulfill

0 ≤α(+)i ≤ C, (A25)

0 ≤α(−)i ≤ C. (A26)

It turns out that the weightsω can be completely described as a linear
combination of the observations in the training set as87

ω =
n
∑
i=1

(α(+)i − α(−)i )xi. (A27)

Furthermore, a closer analysis shows that many of the terms
(α(+)i − α(−)i ) vanish, and thus, we only need to consider the input

data in cases for which (α(+)i − α(−)i ) > 0. This subset of size nsv

defines the support vectors, and we can express the function as

f (x) =
nsv

∑
i=1

(α(+)i − α(−)i )⟨xi, x⟩. (A28)

Thus, by construction, a sparse predictor is obtained. The compu-
tational costs for SVR scale as O(n3

sv). Since it is hard to predict
in advance how many support vectors are needed, it is difficult to
make a general statement on the computational costs. In the worst
case scenario O(n3

) scaling of the computational cost is obtained,

which is comparable to that for GPR, but in the best case, we
have linear scaling costs O(n) with respect to the number of data
points in addition to the mentioned third-order scaling with nsv .
Therefore, SVR has the potential to be low scaling with respect to
data points compared to conventional GPR and KRR. For a more
detailed overview about SVR, we refer to Ref. 87. Analogous to
GPR, we combine SVR with the kernel trick to use it as a nonlinear
predictor.

5. Neural networks
We employ standard feed-forward neural network68 consisting

of L + 2 layers of the so-called neurons (sometimes also denoted
perceptrons), where the result of evaluating the neurons in one
layer is fed- or propagated-forward as input to the next layer, as
depicted in Fig. 13. Each neuron evaluation consists of a linear
transformation of the outputs from the previous layer with a set of
weights, followed by a nonlinear activation through an activation
function f (l)k . We can thus write the evaluation of neuron k in layer l
as

h(l)k = f (l)k (w
(l)T
k h(l−1)

). (A29)

Assuming that each neuron in layer l is activated by the same acti-
vation function f ( l), the evaluation of layer l can be compacted to a
matrix expression,

h(l) = f (l)(W(l)Th(l−1)
). (A30)

Defining a loss function, the gradient corresponding to the weights
can be calculated by the so-called back-propagation through the net-
work. Using the loss function gradient, any gradient optimization
algorithm can be used for optimizing the weights of the neural net-
work, on a prespecified training set. The calculation of inputs to
output is denoted as forward pass NN, while the calculation of the
gradient is denoted as a backward pass. Doing a forward and a back-
ward pass through the full training set is usually referred to as an
epoch.

FIG. 13. Feed-forward neural network.
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FIG. 14. Graphical comparison of selected activation functions. The selu activation function in (b) differs only from the elu in (a) by an input specific scaling factor.

There are numerous choices of activation functions. Some are
inspired by biological neural networks to model the action potential
firing in the cell. In its simplest form, it is a binary activation, but one
can also use continuous functions. Figure 14 shows the representa-
tion of two such possible choices, namely, the exponential linear unit
(elu) activation function,

f (x) = {
α(ex

− 1), x < 0
x, x ≥ 0,

(A31)

which is what we apply in our NNs, and as a comparison, the sigmoid
activation function

f (x) =
ex

ex + 1
, (A32)

which is of historical significance. Besides the elu function, we also
make use of the scaled exponential unit (selu) function, which is a
scaled elu function, where the scaling factor is determined from the
input vector, and their shapes are thus similar.
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