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Summary

We develop a dynamic model for the intraday dependence between discrete
stock price changes. The conditional copula mass function for the integer
tick-size price changes has time-varying parameters that are driven by the score
of the predictive likelihood function. The marginal distributions are Skellam and
also have score-driven time-varying parameters. We show that the integration
steps in the copula mass function for large dimensions can be accurately approx-
imated via numerical integration. The resulting computational gains lead to a
methodology that can treat high-dimensional applications. Its accuracy is shown
by an extensive simulation study. In our empirical application of 10 US bank
stocks, we reveal strong evidence of time-varying intraday dependence patterns:
Dependence starts at a low level but generally rises during the day. Based on
one-step-ahead out-of-sample density forecasting, we find that our new model
outperforms benchmarks for intraday dependence such as the cubic spline
model, the fixed correlation model, or the rolling average realized correlation.

1 INTRODUCTION

We investigate how dependence between price changes of financial stocks varies within the day. From earlier empirical
studies, we have learned that the volatility in intraday high-frequency stock price data is higher during opening hours
than during the rest of the day (see, e.g., Andersen & Bollerslev, 1997; Tsay, 2005). However, much less is known about
the patterns of intraday dependence structures between stock price changes. These dependence structures are important
if one considers the risk of a portfolio of stocks during the day rather than of individual stocks.

A main reason to expect intraday time-varying dependence structures for stock price changes is the accumulated
overnight news at the opening of the trading day. Since most firm-specific announcements take place after trading hours,
a relatively high percentage of idiosyncratic, firm-specific news is impounded in stock prices during the first minutes after
the opening of the market. These increased information flows are known to affect intraday volatilities upwards immedi-
ately after the opening of the exchange; see Wood, McInish, and Ord (1985) and Admati and Pfleiderer (1988) for early
references. Given the relatively high fraction of idiosyncratic information being available at the opening, price changes
are likely to exhibit less dependence directly after the opening when compared to the rest of the day. Other studies have
analyzed lower-frequency time series (typically 5 minutes) using standard correlation models; see, for example, Allez and
Bouchaud (2011) and Bibinger, Hautsch, Malec, and Reiss (2018), who have developed a realized intraday covariance
measure for martingale processes under noise which relies on high-frequency data. In contrast to constructing realized
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measures, we model high-frequency time series of tick-size price changes and investigate their dependence structures
using the time-varying conditional copula functions of Patton (2002, 2006). Most previous research on copulas in financial
time series is for continuous data, whereas in our current research we focus on discrete-valued time series. The literature
on discrete copulas in a time series framework is somewhat limited. Some exceptions are Smith and Khaled (2012), who
estimate discrete copulas via a Bayesian data augmentation method, and Heinen and Rengifo (2007), who use a multi-
variate analysis based on a vector autoregressive conditional Poisson model and a continuous modification of the discrete
variable treatment of Denuit and Lambert (2005). Statistical treatments of discrete-valued price changes have been pre-
sented in Barndorff-Nielsen et al. (2012), Hansen, Horel, Lunde, and Archakov (2016), Koopman, Lit, and Lucas (2017),
and Shephard and Yang (2017).

The main methodological contribution of our research is the development of a novel and parsimonious framework
to accommodate time-varying marginal and copula dependence parameters in a way that is congruent with empirical
data. Several econometric challenges arise when modeling the dynamic dependence structure of high-frequency price
changes. First, price changes at high frequencies are discrete due to the discrete tick-size of 1 dollar cent, requiring the
use of discrete marginal distributions. Münnix, Schäfer, and Guhr (2010) argue that the discrete nature of the price grid
affects the empirical distribution of returns severely. This distribution concentrates around the actual tick-sizes, is severely
multimodal and, as a consequence, is highly non-Gaussian. Second, it is well known that the marginal price change
distributions vary during the day (see Andersen & Bollerslev, 1997; Tsay, 2005). Third, and most importantly for our study,
characterizing the dependence structure by linking the discrete marginal distributions via a copula function faces the
issue that copulas for discrete marginals are only uniquely defined over a specific grid. This grid is given by the marginal
probabilities of the discrete price changes, which are themselves time varying. The support over which the discrete copula
is uniquely defined therefore also changes over time.

We address these issues using a parametric conditional copula approach and we follow Patton (2002, 2006) in adopting
his parsimonious description of the copula surface. We allow for time variation in the dependence structure by endowing
the copula parameters (as well as the parameters of the marginal distributions) with autoregressive dynamics where the
score of the conditional copula probability mass function is used as innovation. The score-driven time-varying parameter
model is introduced by Creal, Koopman, and Lucas (2011, 2013) and Harvey (2013). Interesting illustrations with suc-
cessful applications are presented in Creal, Schwaab, Koopman, and Lucas (2014), De Lira Salvatierra and Patton (2015),
Harvey and Luati (2014), and Lucas, Schwaab, and Zhang (2014), for example. The score-driven approach has several
favorable features, including the following: (i) the “filtered” estimates of the time-varying parameter are optimal in a
Kullback–Leibler sense (see Blasques, Koopman, & Lucas, 2015); (ii) it is an inherently observation-driven model rather
than a parameter-driven model in the classification of Cox (1981), such that its likelihood is known in closed form; and
(iii) its forecasting performance for the unobserved state is of comparable quality to that of its parameter-driven counter-
parts, even when the latter constitute the true data-generating process (see Koopman, Lucas, & Scharth, 2016). Here we
show that score-driven models can be effective in extracting time-varying dependence in a challenging setting.

The number of evaluations of the copula function required to compute the copula mass function increases exponentially
with the dimension of the copula and has to be performed at each time t. Therefore, for higher dimensions a differ-
ent approach is needed to obtain a feasible method. We provide evidence that large computational gains are achieved
when we approximate the integrals required for the discrete copula mass function by simple numerical integrals using
the copula density functions. In an extensive Monte Carlo study we show that the resulting method can estimate the
dynamic dependence structures (together with the volatilities) accurately. The approach is particularly appealing in
higher dimensions.

In our empirical study, we investigate the intraday price change dynamics at the 10-second frequency for 10 US financial
stocks for January 2012 to December 2012. We first provide a bivariate analysis to select the appropriate copula for the
data. We find that the thin-tailed Gaussian copula fits the data better than fat-tailed or asymmetric copulas such as the
AMH copula or the Clayton copula. We then apply a Gaussian equidependence copula on all 10 assets. We find evidence
of significant intraday time variation in the equidependence structure. The intraday dependence is lower, on average,
directly after the opening and increases to a relatively constant level after the first 30 minutes; it then remains relatively
constant during the remainder of the day. There is, however, considerable variation in this pattern from one day to the
next. We argue that interday differences are difficult to capture by existing methods for intraday dependence such as those
based on spline interpolation methods. In our current score-driven copula approach with discrete marginals, we capture
the interday differences as part of the analysis.

Finally, in our out-of-sample forecasting study, we consider intraday (10-second) density forecasts of the equidepen-
dence structure. We compare our new copula model with the cubic spline method and with rolling window average
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realized correlations. The results show that our new model statistically outperforms these two nonparametric benchmarks
in terms of density forecasts.

The remainder of this paper is organized as follows. Section 2 introduces the score-driven dynamic discrete copula
model. Section 3 presents the simulation evidence of our numerical integration approximation. A detailed discussion of
our empirical results, including those from the in-sample and out-of-sample analyses, is presented in Section 4. Section
5 concludes.The Appendices provide further technical details, further simulation results, and more results from the
empirical application.

2 SCORE-DRIVEN DYNAMIC DISCRETE COPULA MODEL

We first describe our new model for the bivariate case. Next, we discuss extensions to the higher-dimensional case and
review the specifications of marginal and copula functions used in our empirical study. We conclude with a discussion
on parameter estimation and our treatment of missing values.

2.1 The model
Consider a d-dimensional integer-valued vector 𝑦t = (𝑦1t, · · ·, 𝑦dt)′ ∈ Zd with time-varying conditional marginal distribu-
tions Fi(𝑦it | t−1; 𝜃m

it ) for i = 1, … , d and t = 1, … ,T, where t = {𝑦t, 𝑦t−1, · · ·} is the information set at time t, Zd is
the d-dimensional set of (positive and negative) integers, and 𝜃m

it is a time-varying parameter vector for the ith marginal
distribution. The elements of yt may, for instance, consist of nonnegative counts, such as Poisson or binomial counts. Alter-
natively, the elements of yt may be negative and nonnegative integers, such as the Skellam distributed discrete (tick-size)
price changes used in our empirical application in Section 4, or other discrete-valued random variables. The parameters
of the marginal distribution i, such as the binomial success probability, the Poisson intensity, or the mean or variance of
the Skellam distribution are part of the parameter vector 𝜃m

it .
We characterize the dependence structure in yt by a parametric d-dimensional conditional copula function:

C
[
F1(𝑦1t | t−1; 𝜃m

1t ), … , Fd(𝑦dt | t−1; 𝜃m
dt) | t−1; 𝜃c

t
]
, (1)

for t = 1, … ,T and where 𝜃c
t is the parameter vector defining the copula function C (see Patton, 2002, 2006; Sklar, 1959).

The time-varying nature of 𝜃c
t allows us to study settings where the dependence structure changes over time. For notational

simplicity, we suppress the dependence on the conditioning set t−1 and write the marginal conditional distributions as

Fi(𝑦it; 𝜃m
it ) ≡ Fi(𝑦it | t−1; 𝜃m

it ), i = 1, … , d,

and the conditional copula function as C
[
F1(𝑦1t; 𝜃m

1t ), · · ·,Fd(𝑦dt; 𝜃m
dt); 𝜃

c
t
]
. We provide the dynamic specifications of the

parameter vectors 𝜃m
it and 𝜃c

t below.
A discrete data analysis based on dynamic copulas faces several challenges; see also the review of Genest and Nešlehová

(2007) on the use of static copulas for discrete marginals. For example, standard summary dependence measures such as
Kendall's 𝜏 or Spearman's 𝜌 no longer necessarily lie in the [ − 1, 1] interval and should be used with caution. In addition,
we can no longer guarantee the uniqueness of the copula function in the standard representation of Sklar (1959). The
copula is only uniquely determined on the set RanF1 × · · · × RanFd, where RanFi denotes the range of the cumulative
distribution function (cdf) Fi, i = 1, … , d. For example, in the situation of two coin flips with success probability p, the
copula is uniquely defined only on RanF1 × RanF2 = {0, p, 1} × {0, p, 1}; see Schmidt (2006) for a discussion. This stands
in sharp contrast to the case of continuous marginal distributions, where the copula function is unique over the entire
unit hypercube [0, 1]d. Still, despite their nonuniqueness, discrete copulas are very convenient modeling devices in empir-
ical settings (see, e.g., Zimmer & Trivedi, 2006). This holds particularly in our time-varying marginals and time-varying
copula setting. In our case, RanFi varies over time and has an unbounded (but countable) number of support points.
We accommodate these complications in a parsimonious way by choosing a parametric copula function defined over the
entire hypercube [0, 1]d, even though uniqueness is only guaranteed over a (time-varying) set of discrete points, for any
time t.

For the dynamic specifications of 𝜃m
it and 𝜃c

t , we use the score-driven approach of Creal et al. (2011, 2013) and Harvey
(2013). We collect the time-varying parameters in 𝜃′t = (𝜃m′

1t , · · ·, 𝜃
m′

dt , 𝜃
c′
t ). The score-based update function for 𝜃t takes the

form
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𝜃t+1 = 𝜔 + B 𝜃t + A ∇t, ∇t =
𝜕 log p(𝑦t; 𝜃t)

𝜕𝜃t
, (2)

where 𝜔, B and A are fixed coefficient vectors or matrices of appropriate dimensions, and where ∇t is the score vector of
the (predictive) conditional probability mass function (pmf) p(yt; 𝜃t), with

p(𝑦t; 𝜃t) =
∑
𝜙1=0,1

· · ·
∑
𝜙d=0,1

(−1)𝜙1+· · ·+𝜙d × C
[
F1(𝑦1t − 𝜙1; 𝜃m

1t ), · · ·,Fd(𝑦dt − 𝜙d; 𝜃m
dt); 𝜃

c
t
]
. (3)

In the case of a bivariate copula (d = 2) for any two discrete marginals and integer valued y1t and y2t, the pmf becomes

p(𝑦t; 𝜃t) = C
[
F1(𝑦1t; 𝜃m

1t ),F2(𝑦2t; 𝜃m
2t ); 𝜃

c
t
]
− C

[
F1(𝑦1t − 1; 𝜃m

1t ),F2(𝑦2t; 𝜃m
2t ); 𝜃

c
t
]

(4)

− C
[
F1(𝑦1t; 𝜃m

1t ),F2(𝑦2t − 1; 𝜃m
2t ); 𝜃

c
t
]
+ C

[
F1(𝑦1t − 1; 𝜃m

1t ),F2(𝑦2t − 1; 𝜃m
2t ); 𝜃

c
t
]
.

The score-driven transition equation (Equation 2) updates 𝜃t in the direction ∇t; this is the direction of the steepest
increase of the log conditional pmf at time t given the past information set t−1. Score-driven updates possess information
theoretic optimality properties as shown by Blasques et al. (2015). The updating equation (Equation 2) corresponds to
the unit scaling option of Creal et al. (2013) and can be generalized in different ways, such as more lags of 𝜃t or ∇t,
long-memory dynamics, or other scaling options.

The analytical expression for the score function ∇′
t = (∇m′

1t , · · ·,∇
m′

dt ,∇
c′
t ) is given by

∇m
it =

𝜕 log p(𝑦t; 𝜃t)
𝜕𝜃m

it
=

∑
𝜙1=0,1

· · ·
∑
𝜙d=0,1

(−1)𝜙1+· · ·+𝜙d

p(𝑦t; 𝜃t)
·
𝜕C(u1t, · · ·,udt; 𝜃c

t )
𝜕uit

· 𝜕uit

𝜕𝜃m
it
, (5)

∇c
t =

𝜕 log p(𝑦t; 𝜃t)
𝜕𝜃c

t
=

∑
𝜙1=0,1

· · ·
∑
𝜙d=0,1

(−1)𝜙1+· · ·+𝜙d

p(𝑦t; 𝜃t)
·
𝜕C(u1t, · · ·,udt; 𝜃c

t )
𝜕𝜃c

t
, (6)

with uit = Fi(𝑦it − 𝜙i; 𝜃m
it ), for 𝜙i ∈ {0, 1}, i = 1, … , d, and t = 1, … ,T.

2.2 Feasibility in higher dimensions
The evaluation of Equation 3 requires 2d evaluations of the copula function, for any t, and is therefore only feasible in
low-dimension d. For higher dimensions, a different approach is needed. Another challenge for the model specification in
Section 2.1 is the formulation of the score function in Equation 5. The score-driven update involves all marginal parame-
ters in the same step as the dependence parameters since the pmf in Equation 3 depends on all parameters. In contrast to
continuous copulas where both marginal and dependence parameters can be estimated separately, we face this additional
challenge that renders parameter estimation increasingly cumbersome as d increases.

We overcome these two challenges in two steps. The adequacy of each step is verified in our simulation study of Section
3. In our first step, we disentangle the marginals from the copula function by the “inference of margins approach” (see
Joe, 1997, 2014). We model the marginal distributions Fi(𝑦it; 𝜃m

it ) to obtain the marginal parameters 𝜃m
it . Subsequently we

transform the discrete integers to the unit hypercube by computing the probability integral transform (PIT). We then
model the time-varying dependence across all d assets using the score-driven dynamics for 𝜃c

t .
In the second step, we avoid the 2d evaluations of the copula mass function in Equation 3 as follows. The copula mass

function can be viewed as the integral of the copula density over a hyper-rectangular region. We approximate this integral
by the volume of the d-dimensional rectangular region times the value of the copula density evaluated at the midpoint of
this region, that is:

p(𝑦t; 𝜃t) ≈ p̂(𝑦t; 𝜃t) = c(u∗
1t, · · ·,u

∗
dt; 𝜃

c
t ) ×

d∏
i=1

[
Fi(𝑦it; 𝜃m

it ) − Fi(𝑦it − 1; 𝜃m
it )

]
= c(u∗

1t, · · ·,u
∗
dt; 𝜃

c
t ) ×

d∏
i=1

p(𝑦it; 𝜃m
it ), (7)

where c(u∗
1t, · · ·,u

∗
dt; 𝜃

c
t ) is the copula density function, u∗

it =
[
Fi(𝑦it; 𝜃m

it ) + Fi(𝑦it − 1; 𝜃m
it )

]
∕2, i = 1,… , d, are the coordinate-

wise midpoints and p(𝑦t; 𝜃m
it ) = Pr(Yit = 𝑦it; 𝜃m

it ) is the pmf for marginal i. We use this approximation to evaluate both
the copula pmf and the score dynamics in Equations 5 and 6. The approximation leads to a substantial decrease in
computational costs in high dimensions. Other simple approximations to the integrals of the copula density can also be
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used, such as the trapezoid or Simpson rule, at the cost of additional evaluations of the copula function. We show in
Section 3 that the approximation in Equation 7 already provides good results for the time-varying parameter estimates in
the bivariate case.

2.3 Specifying the marginals and copula
For our empirical study in Section 4, we analyze data yit that consist of price changes of traded stocks at the New York
Stock Exchange (NYSE). The series consist of discrete, integer multiples of 1 dollar cent tick-size. These take values in the
set Z of (positive and negative) integers. A convenient distribution on Z is the univariate Skellam distribution with pmf

Pr(Yit = 𝑦it;𝜇it, 𝜎
2
it) = exp

(
−𝜎2

it
)(𝜇it + 𝜎2

it

𝜎2
it − 𝜇it

)𝑦it∕2

I𝑦it

(√
𝜎4

it − 𝜇
2
it

)
, (8)

with 𝑦it ∈ Z, location parameter 𝜇it, scale parameter 𝜎2
it, and I𝑦it (·) denoting the modified Bessel function of the first kind

of order yit. In the empirical application, 𝜇it is essentially equal to zero, such that Equation 8 reduces to

Pr(Yit = 𝑦it; 𝜎2
it) = exp

(
−𝜎2

it
)

I𝑦it

(
𝜎2

it
)
, (9)

with score-driven dynamics for 𝜃m
it = log 𝜎2

it given by

𝜃m
i,t+1 = 𝜔m

i + 𝛽m
i 𝜃

m
it + 𝛼m

i ∇m
it , ∇m

it = 𝑦it − 𝜎2
it +

𝜎2
it · I𝑦it+1

(
𝜎2

it

)
I𝑦it

(
𝜎2

it

) , (10)

where we model 𝜃m
t as the log variance to ensure that the variance is always positive. Details of the derivation of ∇m

it ,
which is now conveniently based on Equation 7 and not on its more complex counterpart Equation 5, is given in more
detail in Appendix A. We refer to Figure D2 for a plot of the Skellam distribution for different scale values.

In contrast to the parameter-driven state space modeling framework used in Koopman et al. (2017), our current model
for the marginals is observation driven and based on the score dynamics of Creal et al. (2013). For other applications,
Alzaid and Omair (2014), Andersson and Karlis (2014), and Freeland (2010), use the Skellam distribution in conjunction
with the integer autoregressive (INAR) model, while Barndorff-Nielsen, Hansen, Lunde, and Shephard (2008) analyze
Skellam Lévy processes for intraday price changes, and Shahtahmassebi (2011) implements a Bayesian analysis of the
parameter-driven dynamic Skellam distribution. Hence the Skellam distribution has emerged as a useful vehicle for the
modeling of marginal distributions of tick-size price changes.

Although the score-driven dynamic Skellam distribution is new and a key ingredient in our analysis, it is not the main
focus of this paper. Rather, we focus on modeling the dependence structure as this feature has received much less attention
so far. We consider various copulas in our empirical section for a preliminary analysis, but select the Gaussian copula
for our main multivariate application as it appears to fit the data best. To limit the number of copula parameters in our
application, we use the equicorrelation copula of Engle and Kelly (2012). Hence we assume that the Gaussian copula
correlation matrix is given by

Rt = 𝜌tId + (1 − 𝜌t)Jd, (11)
where Id, Jd ∈ Rd×d denote the identity and unity matrices, respectively. We will adopt this equicorrelation structure
to illustrate the methodology. However, our framework is applicable in a much more general way. We can use other
correlation structures that are much less restrictive. For example, we can consider the multifactor parametrization of
Opschoor and Barra (2018) or the hypersphere correlation matrix parametrization of (Creal et al., 2011).

The time-varying equicorrelation parameter 𝜌t is modeled as

𝜌t = 0.5
(

1 − 1
d − 1

)
+ 0.5

(
1 + 1

d − 1

)
tanh(𝜃c

t ), (12)

𝜃c
t+1 = 𝜔c + 𝛽c𝜃c

t + 𝛼
c∇c

t , (13)

∇c
t = 0.25

(
1 + 1

d − 1

)
·
[
1 − tanh (𝜃c

t )
2] · [sum (Vt) − trace (Vt)] , (14)

Vt = R−1
t xtx′t R

−1
t − R−1

t , x′t =
[
Φ−1(u∗

1t), · · ·,Φ
−1(u∗

dt)
]
, (15)
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where trace(A) and sum(A) denote trace and sum of all elements, respectively, of some matrix A, Φ−1(·) denotes the
inverse standard normal cdf, and u∗

it, for i = 1, … , d, are the midpoints of the marginal distributions as defined below
Equation 7; see Appendix C for the derivation. The parametrization of the correlation parameter in Equation 12 ensures
that 𝜌t always lies in the admissible interval ( − (d − 1)−1, 1) for Rt to be positive definite. Moreover, the correlation step in
Equation 14 is highly intuitive: If the average covariances xitxjt over all pairs are above the correlation parameter 𝜌t, then
the correlation is adjusted upwards. Finally, the score is a martingale difference since E[∇c

t |t−1] = 0.

2.4 Estimation
We collect the static parameters (𝜔m

i , 𝛼
m
i , 𝛽

m
i ), for i = 1, … , d, and (𝜔c, 𝛼c, 𝛽c) jointly in the parameter vector 𝜓 , which is

estimated by standard maximum likelihood. Given that ∇t is a function of yt and lagged data only, 𝜃t is t−1-measurable
and our approach is observation driven in the classification of Cox (1981). This is in contrast to parameter-driven models,
of which the state space model is a key example, where in many cases no analytical expression is available for the likeli-
hood. For observation-driven models, the likelihood has an analytical expression using the prediction error decomposition
and is given by

L(𝑦;𝜓) =
T∑

t=1
log p(𝑦t; 𝜃t), (16)

with y = (y ′

1, … , y ′
T)

′ and where the predictive pmf p(yt; 𝜃t) can be replaced by p̂(𝑦t; 𝜃t) as defined in Equation 7. We
define the corresponding maximum likelihood estimator (MLE) of 𝜓 as �̂� = arg max𝜓L(𝑦;𝜓).

For the bivariate case, we can easily estimate all static parameters at once using p(yt; 𝜃t) of Equation 4. We then have nine
parameters in total. In Section 3 we show using simulations that the “inference of margins” approach works really well,
even in the bivariate case, such that we apply a two-step procedure: First estimate the marginal parameters (𝜔m

i , 𝛼
m
i , 𝛽

m
i )

separately per series, and then in a second step estimate the copula parameters (𝜔c, 𝛼c, 𝛽c). This two-step procedure can
also be implemented in the higher-dimensional case.

The parameters 𝜃m
it (i = 1, … , d) and 𝜃c

t need to be initialized at t = 1. We can treat these starting values as parameters
and include them in the parameter vector 𝜓 . Alternatively, we can estimate the starting value nonparametrically from a
subset of the data. In our implementations, we have opted for the second approach and have obtained the starting values
for volatility and equicorrelation from sample estimates using the first 5 minutes of the trading day.

2.5 Treatment of missing values
An important empirical issue for modeling intraday volatilities and correlations is the missing data problem. Given that
we consider 10-second data intervals, the number of missing values is nonnegligible. Missing data issues directly affect the
score-driven updates of the volatilities and the dependence parameter. The problem is aggravated for the less liquid assets.
For the bivariate model, the dependence parameter cannot be updated if one of the assets is missing in the 10-second
interval. In these cases, we do not update the parameter. For the volatility process, we set the score equal to zero if the
observation is missing.

In the case d > 2, the equicorrelation assumption implies a simple and flexible approach to deal with missing values:
At each point within the day we only consider the price changes of traded assets, hence omitting the nontraded assets. The
dimension of the matrix Vt in Equation 14 decreases correspondingly to the number of assets traded. As a consequence, if
at least two out of the d assets are traded at a specific point in time, we can update the equicorrelation. This is convenient,
as the likelihood of at least 2 out of d assets trading is much higher empirically than 2 out of 2 assets trading. Therefore,
we see more updates of the (equi-)dependence parameter for d > 2 than for the bivariate case.

3 SIMULATION STUDY

The aim of this section is fourfold. First, we investigate the properties of the bivariate copula model in a controlled set-
ting. Second, we investigate the possible efficiency loss when using the two-step rather than the one-step procedure for
parameter estimation; we find that the efficiency loss is negligible. Third, we investigate the accuracy of the approximation
p̂(𝑦t; 𝜃t) in Equation 7; we find that the approximation is accurate for capturing the pattern of the time-varying parame-
ters. Finally, we explore the performance of our multivariate equicorrelation copula model in a controlled setting, where
we allow for the existence of missing values.
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For the first experiment, we simulate 1,000 time series of length T = 1, 000 from a bivariate Gaussian copula with
Skellam marginals. The time-varying volatilities and correlations are generated by the score-driven model 2. The results
in panel A of Table 1 show that the static parameters of both the marginals and the copula can be estimated accurately.
We refer the reader to Appendix B for a derivation of the score vectors.

Panel B shows the results for our second and third experiments. We compare three estimation methods: the one-step
estimation method where all nine parameters are estimated simultaneously, the “inference of margins” two-step approach
based on the exact pmf of the copula in Equation 4, and the two-step approach based on the approximate pmf in
Equation 7. The one-step approach is clearly more efficient than the two-step approach. However, compared to the
variance of the daily simulated correlation, the numbers are fairly small. In high dimensions, however, the number of
parameters to estimate simultaneously quickly becomes unwieldy and the approach becomes practically infeasible. Inter-
estingly, the use of the approximate copula pmf p̂(𝑦t; 𝜃t) of Equation 7 in the two-step approach has a comparable bias
and efficiency performance to that of the two-step procedure based on the full pmf from Equation 4. We therefore feel
comfortable with using Equation 7 in higher dimensions.

In panel C, we show results of the fourth experiment. We simulate from 1,000 time series of length T = 2, 340 from our
10-dimensional multivariate equicorrelation copula model with Skellam marginals. The number of observations coincides
with the number of 10-second intervals during a trading day. Panel C.1 shows that there all parameters are estimated
accurately. In particular, the presence of missing values appears to have only a minor effect on parameter estimation of
the equicorrelation model.

In Panel C2, we report 100 times the mean squared error (MSE) of the equicorrelation Skellam–Gaussian score-driven
model. We benchmark this against the realized correlation (RC) approach based on a rolling window of 30 minutes. We
compute the rolling realized correlation measure by averaging all pair-wise cross-products to estimate a realized covari-
ance. In the case of missing values, we require at least 60 (out of a maximum possible 180) bivariate observations. We
divide the pairwise realized covariance by the square root of the realized variances for each series, where the latter are
computed using all available observations in the (rolling) 30-minute window. Panel C2 shows that missing values increase

TABLE 1 Simulation results of the Skellam-Gaussian score-driven model
Panel A: Estimated parameters for the bivariate Skellam-Gaussian model

𝝎m
1 𝝎m

2 𝝎c 𝜶m
1 𝜶m

2 𝜶c 𝜷m
1 𝜷m

2 𝜷c

True 0.02 0.02 0.01 0.08 0.10 0.10 0.98 0.98 0.98
Mean 0.026 0.024 0.015 0.077 0.094 0.095 0.969 0.970 0.975
SD (0.017) (0.015) (0.010) (0.026) (0.026) (0.020) (0.021) (0.018) (0.013)

Panel B: 100 × MSE of 𝝆t

1-step; p(yt;𝜽c
t ) 2-step; p(yt;𝜽c

t ) 2-step; p̂(yt;𝜽c
t ) V(𝝆t)

Mean 0.194 0.337 0.362 7.47
SD (0.153) (0.170) (0.180) (3.48)

Panel C1: Estimated parameters for 10-dimensional Skellam–Gaussian copula model
DGP: Skellam–Gaussian DGP Skellam–Gaussian with missings
𝝎c ac bc 𝝎c ac bc

True 0.0005 0.02 0.99 0.0005 0.02 0.99
Mean 0.0014 0.019 0.985 0.0014 0.022 0.985
SD (0.0014) (0.002) (0.005) (0.0014) (0.003) (0.005)

Panel C2: 100 × MSE of 𝝆t

DGP: Skellam–Gaussian DGP: Skellam–Gaussian with missings
SK-G RC(30) V(𝜌t) SK-G RC(30)

Mean 0.019 1.702 2.099 0.321 2.035
SD (0.014) (0.359) (0.438) (0.063) (0.455)

Note. The table reports simulation results on the estimation of Skellam–Gaussian copula score-driven models. Panel A lists averages of maximum likelihood
estimates of the static marginal parameters (𝜔m

i , 𝛼
m
i , 𝛽

m
i ) for i = 1, 2 and dependence parameters (𝜔c, 𝛼c, 𝛽c). Panel B lists 100 × the mean of the average

mean squared error of 𝜌t for three different estimation methods: the one-step approach estimating all static parameters simultaneously as done in panel A, a
two-step estimation method that first estimates the marginal parameters and subsequently the dependence parameters, and a two-step method using p̂(𝑦t; 𝜃t)
from Equation 7 rather than p(yt; 𝜃t). The fourth column in panel B gives the average time series variance of 𝜌t over all simulations. Panel C lists average
maximum likelihood estimates of the 10-dimensional Gaussian equicorrelation copula and discrete Skellam marginals. We only report the estimates of the
copula part. All results use 1,000 replications of time series with length T = 1, 000 (panels A and B) or length T = 2, 340 (panel C). Standard deviations of
the estimates over the Monte Carlo simulations are in parentheses.
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FIGURE 1 Simulated equicorrelation and missing values. Notes: The left-hand figure presents a simulated equicorrelation path (blue line)
of a trading day with 2,340 10-second observations from a Gaussian copula. We then insert missing values per half hour, based on the
empirical distribution of missing values (right-hand panel), and estimate the path back by the Skellam Gaussian copula (red line), as well as
by the RC using a rolling window of 30 minutes (yellow line). The right-hand figure shows the average number of missing values per 10
seconds throughout the trading day. A number of 8 (out of 10) missings indicates that only one pair is observed at that time [Colour figure
can be viewed at wileyonlinelibrary.com]

the MSE of the time-varying parameter estimates. However, the RC approach appears to get much further off track than
the Skellam–Gaussian copula model. The MSE of the RC model almost equals (97%) the variance of the equicorrelation
V(𝜌t), whereas the MSE of the Skellam–Gaussian copula model is substantially lower (15%). This is confirmed by the
left-hand panel of Figure 1. Especially in periods with many missing values, the differences between the true correlation
and the RC become large. When combined, the results in Table 1 support the use of the inference of margins approach
and the numerical approximation for the pmf p̂(𝑦t; 𝜃t) of Equation 7 for our empirical application.

4 EMPIRICAL STUDY

In this section, we first describe our data set. Next, we estimate a number of bivariate models and use the results to select
the copula. We then proceed with a full in-sample analysis of the multivariate case and conclude with an out-of-sample
analysis where we assess the forecasting performance of the new model compared to parametric and nonparametric
benchmarks.

4.1 Data description
Our data consist of price changes of stocks traded on the NYSE. The corresponding time series contain discrete, integer
multiples of 1 dollar cent tick-size. In our analyses we model the discrete tick-size price changes instead of the returns
in line with Münnix et al. (2010), who argue that the discrete nature of the price grid severely affects the empirical
distribution of returns: this distribution concentrates around the actual tick-sizes, is severely multimodal and, as a con-
sequence, highly non-Gaussian. The Skellam–Gaussian copula model used in this paper automatically accommodates
these empirical features in a way that is congruent with the data, as the marginals have a discrete support.

We obtain the intraday stock prices from the TAQ database for all 250 trading days in 2012. We clean the
high-frequency data by first applying a rudimentary filter corresponding to the cleaning steps P1, P2, P3 and T1, T2, T3 of
Barndorff-Nielsen, Hansen, Lunde, and Shephard (2008, p. 8), followed by the standard procedures described in Brown-
lees and Gallo (2006). Our database has a time stamp precision of 1 second. It is common practice to merge transactions
occurring at the same second into the median price rounded to the nearest tick (step T3 of ; Barndorff-Nielsen et al., 2008,
p. 8). Subsequently, we consider tick-size price changes at 10-second intervals. Trades with a volume less than 100 are
not analyzed in our study since they represent the “odd-lots” which are not recorded on the consolidated tape; see the
discussion in O'Hara, Yao, and Ye (2014).

http://wileyonlinelibrary.com
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Figure 2 presents the intraday 10-second price changes for four selected stocks. The results are for a typical trading day:
April 23, 2012. We find that more trades with relatively large price changes occur at the beginning of the day. During
lunchtime, there is a quieter period with small or no price changes.

Table 2 presents descriptive statistics for the 10 financial companies in our analyses. There are 2,340 10-second intervals
in the trading day. We find that Citigroup (C) and JPMorgan (JPM) are the most liquid stocks in terms of the number of
trades, followed by Wells Fargo (WFC) and Goldman Sachs (GS). The maximum number of 10-second intervals in which

FIGURE 2 Ten-second price changes of stocks. Notes: The figure presents 10-second price changes of Bank of America Corporation (BAC),
Citigroup Inc. (C), JPMorgan Chase & Co. (JPM), and Goldman Sachs Group Inc. (GS) for April 23, 2012[Colour figure can be viewed at
wileyonlinelibrary.com]

TABLE 2 Descriptive statistics for all trading days in 2012

Daily # trades %0 Price changes (2012)
Code Mean SD Min. Max. Mean ↓ ↑ Var Kurt

USB 1197 206 719 1660 50.3 −23 27 1.03 11.90
AIG 1370 280 624 2171 39.1 −34 34 2.22 12.45
COF 1414 262 638 2068 32.4 −52 45 3.56 16.56
MS 1267 229 583 1968 53.0 −12 14 0.91 8.00
AXP 1363 205 737 1975 35.8 −64 41 2.73 27.93
BAC 1079 376 482 2296 66.8 −5 7 0.38 4.70
GS 1445 242 691 2086 15.0 −62 61 17.74 11.26
WFC 1446 211 882 1949 49.4 −19 27 1.16 12.04
C 1729 201 1034 2148 42.4 −19 20 1.81 9.26
JPM 1721 233 910 2265 41.3 −26 26 1.90 11.69

Note. Descriptive statistics of 10 ten selected stocks for all trading days in 2012. The table reports ticker sym-
bol (Code), rounded average, rounded standard deviation, minimum and maximum number of daily trades,
mean of the daily percentage of 0-trades, largest up-tick (↑) measured in multiples of the tick-size, largest
down-tick (↓), variance (Var) and kurtosis (Kurt) of the price changes. Mean and skewness are not reported
since they are close to zero for all stocks.

http://wileyonlinelibrary.com
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FIGURE 3 Simultaneous trade summary statistics. Notes: The left-hand panel gives the number of simultaneous trades (black) per half
hour of the trading day as well as the the number of trades if only Citigroup (white) or JPMorgan (gray) trades. The numbers are averaged
over all 250 trading days of the year 2012. The x-axis represents the half-hour bins of a trading day (13 in total). The number of times, per
half-hour bin, neither stock 1 nor stock 2 trade is equal to the number of 10 seconds per half hour (180) minus the combined length of the
three bars in a bin. The right-hand panel gives the number of intervals where at least two out of the full set of 10 stocks trade (black), as well
as the number of intervals where at least five out of 10 stocks trade (white)

a trade took place (“Max.” column of Table 2) for Bank of America, JPMorgan, and Citigroup is close to the number of
intervals (2,340) which implies that the number of missing values can be very low for these stocks on some days. There
is a clear relation between price levels and tick-size volatility: the minimum and maximum tick-size changes as well as
the variance are typically lower for financial institutions with a lower average price. We account for this effect by using
different parameters in the marginal models for each stock. Goldman Sachs (GS) has a much higher variance than the
other stocks, which is also confirmed by Figure 2 for April 23, 2012.

Figure 3 provides insight into the number of simultaneous trades over the course of the day. For the pair
JPMorgan–Citigroup, the left-hand panel clearly shows that there are fewer simultaneous trades per 10-second interval
during the middle of the day than just after the opening or near to the close of the market. This is similar for other pairs
of stocks. The empirical results below will show that these data features affect the estimation of the dependence param-
eters, in particular for the nonparametric methods. The right-hand panel shows that in the multivariate case we always
observe at least one pair of stocks during any 10-second interval. For the equicorrelation copula, this means we can always
update the dependence structure. The fraction of intervals where we observe at least five simultaneous trades (and thus
10 pairs) is again lower in the middle of the day, but still high. Other, less restrictive copula structures such as the factor
copulas used in Creal and Tsay (2015), Oh and Patton (2017), or Opschoor and Barra (2018) would benefit from similar
advantages: Under the appropriate pooling restrictions the observed simultaneous trades will also support the updating
of the dependence parameters for the missing pairs.

4.2 Bivariate estimation results
We start our empirical analysis by estimating a number of bivariate models. For all models considered, the marginal
parameters of the Skellam distribution, 𝜎2

1t and 𝜎2
2t, are allowed to vary over time. To select the copula, we consider three

different functional specifications, which we evaluate for all six possible pairs for a subsample of four stocks: Bank of
America (BAC), Citigroup (C), JPMorgan (JPM), and Wells Fargo (WFC). Our selection of copula functions includes the
Ali–Mikhail–Haq (AMH) copula, the symmetric Gaussian copula, and the asymmetric Clayton (lower tail dependence)
copula; see, for instance, Nelsen (2006) and Patton (2006) for the functional specifications of these copulas.

For each day, the vector of time-varying parameters 𝜃t is initialized by a nonparametric estimate of 𝜃1 using the
10-second price changes from the first 5 minutes of the trading day: The variances 𝜎2

1t and 𝜎2
2t of the Skellam marginals are

initialized by the sample variance and the copula dependence parameter by the (possibly transformed) sample correla-
tion between the two series. Appendix D provides the parameter estimates for the score-driven Skellam–Gaussian copula
model for April 2012, based on samples of 5 trading days. We find the typical high persistence (𝛽c close to 1) for all stock
pairs.
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FIGURE 4 Log-likelihood differences vis-à-vis the Gaussian copula. This figure shows the maximized log-likelihood difference between
the AMH (black) and Clayton (white) copula versus the Gaussian copula for six different bivariate pairs of assets during the month April
2012. The underlying marginals of each bivariate copula are all modeled by the Skellam distribution with time-varying score-driven volatility.
Each subfigure shows results of four estimation windows of 6, 5, 5, and 5 trading days, respectively. A positive number indicates that the
Gaussian copula model has a better fit

Figure 4 presents the log-likelihood differences for the different copula functions. For each of the six stock pairs, we
provide a panel with the likelihood differences between the Gaussian copula and the AMH (black) and Clayton (white)
copula, respectively. High positive values indicate that the Gaussian copula performs better. The comparisons are provided
for four different subperiods of April 2012. The symmetric copulas (Gaussian, AMH) are generally preferred over the
asymmetric Clayton copula. In particular, the Gaussian copula appears to be preferred. We therefore proceed with the
Gaussian copula in the remainder of our study.

4.3 Multivariate estimation results
Based on the findings reported in Section 4.2, we now focus on the results for the Skellam marginals and the Gaussian cop-
ula model for all trading days in 2012. We include all 10 stocks and assume an equidependence structure. We consider a
nonparametric benchmark model that is based a basic cubic spline regression function of Poirier (1973) to account for the
intraday seasonal pattern of the dependence parameter; the spline function replaces the score-driven time-varying depen-
dence. As our focus is on the dependence structure, we use the same dynamic score-driven marginal Skellam distributions
for both models. Hence the models only vary with the copula being a score-driven intraday time-varying parameter or a
spline function. For the cubic spline regression, we specify the copula parameter as

𝜌t = 0.5
(

1 − 1
d − 1

)
+ 0.5

(
1 + 1

d − 1

)
tanh(𝜃spl

t ), 𝜃
spl
t = 𝜅′ Wt, (17)
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FIGURE 5 In-sample equidependence and log-likelihood differences of spline-based vis-à-vis score-driven copula dynamics. Notes: This
figure shows the equidependence between 10-second discrete price changes of 10 US stocks on two particular days in 2012 (upper panels),
according to the score-driven Gaussian copula model and the Gaussian copula with a cubic spline with three knots (9:30 am, 10:00 am, and
16:00 pm). The lower-left panel shows the average daily correlation over all 250 trading days according to both models. In addition, the gure
plots the 10th and 90th quantile of 250 intraday paths of the score-driven model. The lower-right panel shows the differences in
log-likelihood between the spline and the score-driven approach throughout the whole sample. A positive number means a better fit of the
score-driven model [Colour figure can be viewed at wileyonlinelibrary.com]

where 𝜅 is a q × 1 vector of parameters associated with the location of the q spline knots, and Wt is the tth column of
the weight matrix W as constructed in Poirier (1973). We place the three knots at the opening (9:30 am), at 10:00 am and
at the close (16:00) pm of the trading day. We have experimented with more knots and different knot positions but these
other settings have not improved the fit significantly. The elements of 𝜅 become part of the parameter vector 𝜓 and are
estimated by maximum likelihood.

Summary statistics of the parameter estimates of the score-driven and spline models are presented in Figure D1 of
Appendix D. Here, we concentrate on a graphical analysis of the differences between the score-driven and spline-based
models. Figure 5 summarizes the results. The lower-right panel in Figure 5 shows that the in-sample likelihood values for
the score-driven copula dynamics are substantially higher than those of the spline-based method for the vast majority of
observations. There are only a few episodes where the spline method does better. The difference in fit is further illustrated
in the upper panels. On July 23 (upper-left panel), the difference in the copula dependence parameter over the day is
markedly different the two models. Although both start at a similar level, the score-driven dependence rises more sharply
and to a higher level during the rest of the day compared to the spline. Also the score-driven dynamics can still be substan-
tial during shorter periods, such as 2:00–3:00 pm, whereas the spline is almost flat there. On November 9, the two models
provide a fairly close dependence pattern over the day (upper-right panel), though even then there are marked shorter
episodes where the difference is substantial (near the opening and close). We also note that the score-driven approach is
only slightly affected by the nonparametric initialization of 𝜃c

t based on the first 5 minutes of the trading day. The level of
𝜃c

t quickly adapts to the dependence level that best fits the data for that time of day.
The average pattern across all days in the lower-left panel summarizes this consistent daily pattern in the average depen-

dence between price changes across all stock pairs. The trading day starts with a relatively small positive dependence
level. During the first hour of trading, however, the average dependence increases to a higher level, where it remains (or

http://wileyonlinelibrary.com
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slowly rises) throughout the trading day. We relate the empirical intraday pattern for the dependence parameter to the
flow of information over the 24-hour cycle. Throughout the trading day, information becomes available and can imme-
diately be processed and impounded into stock prices due to active trading. The accumulated overnight information can
only be impounded at the opening of the trading day. Most major firm-specific information is revealed after active trading
hours. The information available at the opening therefore has a relatively larger idiosyncratic component, explaining the
lower dependence level at the start of the trading day. Similar patterns are found in Buccheri, Bormetti, Corsi, and Lillo
(2017), for instance.

4.4 Forecasting performance
To complement the in-sample analysis, we perform an out-of-sample forecasting analysis for our new model. We forecast
the next 10-second price change copula density using both our own score-driven approach, the spline-based benchmark
model as used in the in-sample analysis, and two other benchmark methods: one based on a constant correlation param-
eter and one based on an intraday rolling nonparametric average RC. All four models use the same set of score-driven
dynamic Skellam marginals and therefore use the same probability integral transforms (PITs). Performance differences
can thus purely be attributed to the way the different models capture the dependence dynamics.

For all forecasting methods, except the constant correlation model, we estimate the static parameters for a 5-trading-day
window and we use the estimated parameters to forecast the return density per 10-second interval for the next 5 days.
Then the parameter estimates are updated for the next day, and the procedure repeats itself. For example, the score-driven
model uses the data over 5 working days to estimate the static parameters 𝜔c, 𝛼c, and 𝛽c that govern the dynamics of
the dependence parameter. Within the day 𝜃c

1 is initialized using the first 5 minutes of trading data: around 30 observa-
tions. Then the model is used to obtain density forecasts of returns over the next 10-second interval. The spline based
method works similarly for the static parameters in 𝜅. For the static correlation parameter model, we reestimate the static
correlation parameter for each day and this estimate is used for the next day.

Our final benchmark model is a rolling window average RC model. It uses a 30-minute rolling window of 10-second
price changes (a maximum of 180 observations), to compute the realized variances and covariances for each pair of stocks.
We use available observations within the half-hour window to compute the realized variances. For the realized covariance,
we require at least 60 pairwise observations for a pair to be included. If there is no pair that fulfills this requirement, we
enlarge the sample by 5 minutes, until we have at least one pair that produces a valid covariance. Having estimated the
realized variances and covariances, we then construct the RCs and average these across all pairs to obtain our average RC
measure. This approach is model free.

We evaluate the copula pmf forecasts of the four different models by means of the sum of the log score of the whole day:

Sls,t(M𝑗) =
2340∑

i=181
log ct(u∗

i ;Ri |i−1), (18)

where i is the 10-second interval and Ri is the one-step-ahead forecast of each model Mj (j = 1, … , 4). To be support-
ive towards the RC method, which is based on a rolling window of 30 minutes, we discard the first 30 minutes in the
forecasting evaluations. Define the difference in the log score between two copula density forecasts M1 and M2 as

dls,t = Sls,t(M1) − Sls,t(M2), (19)

for t = 6, 7, … , 250. The null and alternative hypotheses of equal predictive ability are given by H0 ∶ E[dls] = 0 and
HA ∶ E[dls] ≠ 0, respectively, for all P = 245 out-of-sample forecast days. We can test this hypothesis with a Diebold and
Mariano (1995) (DM) test statistic DMls = d̄∕

√
�̂�2∕P, where d̄ is the out-of-sample average of the log score differences and

�̂�2 is the heteroskedasticity and autocorrelation consistent variance estimator of dls. The DMls statistic is asymptotically
N(0, 1) distributed under the assumptions of the framework of Giacomini and White (2006). A significantly positive value
of DM12 means that model M1 has superior forecast performance over model M2.

Table 3 reports the results. The score-driven dynamic copula clearly outperforms all competitors. It is important to note
that the differences in log score points are averages per day: the 18-point log-likelihood difference between the score-driven
and spline-based approaches is an 18-point average difference per day. The reported outperformance with respect to the
spline model is thus both substantial and significant. With regard to the constant correlation model, the outperformance
is even larger.
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TABLE 3 Copula density forecasts

Score-driven Spline-based Realized Constant

Mean −7588 −7610 −8404 −7921
ΔLLF 22 815 332
DMls 9.02 13.2 12.7

Note. The table reports the average daily log score values of a 10-dimensional
Gaussian copula model with equidependence, obtained by the sum of 10-second
log predictive Gaussian copula densities. The (dynamic) equidependence is mod-
eled by four different models: a score-driven model, a cubic spline with three
knots (9:30, 10:00, and 16:00), a realized average (across observed stock pairs)
correlation based on a rolling window of 30 minutes, and a constant equide-
pendence parameter model. We report the mean of the daily log scores, as well
as the mean difference between the log score vis-á-vis that of the score-driven
approach. Finally, we present the Diebold–Mariano test statistic on superior pre-
dictive ability. A positive number means that the score-driven model statistically
outperforms the competitor. The numbers are based on 245 out-of-sample days,
whereas within each day we discard the first 30 minutes.

The performance of the realized average correlation is disappointing. The main difficulty for the realized approach
to track the intraday average correlation is that one needs to estimate two variances and a covariance per stock pair. In
addition, one has to balance the sample size well: more time series observations per pair create more stability, but also
hamper the ability of the estimator to track the dynamics. Given our half-hour rolling window, we can have up to 180
observations per stock pair. We require for one pair a minimum of one third of this, and therefore 60 bivariate observations
in order to compute a pairwise covariance. Given the number of missing simultaneous trades per pair, this results in fewer
stock pairs being observed and thus fewer correlations being estimated, particularly during the middle of the day; see the
frequencies in the left-hand panel in Figure 3. As a result, the average (across observed stock pairs) of the RCs can behave
quite erratically over the day and result in bad out-of-sample density forecasts. By contrast, the score-driven approach
takes a much more balanced way of updating the correlation parameter, pooling all of the observed simultaneous trades
across all pairs in a model-consistent way. The advantages of this approach for estimation are clearly apparent from this
analysis.

5 CONCLUSIONS

Many empirical studies have concentrated on extracting intraday volatility measures using high-frequency data. In our
study we have aimed to extend this literature by also capturing intraday dynamic features of dependence using an
observation-driven model-based copula approach with discrete marginals. We have developed a new model to capture the
intraday pattern of dependence between the discrete price changes of different stocks. The complete dependence model
is composed of dynamic Skellam marginal distributions for the discrete price changes combined with a time-varying cop-
ula structure. The dynamic specifications rely on the score of the predictive log-likelihood with respect to the relevant
parameters.

In our empirical study for 10 liquid US financial stocks, we have found that the pairwise dependence varies within the
trading day. In particular, there is a fast increase in dependence within the first hour of trading; this empirical feature
is found for most pairs of stocks. We relate these changes in dependence to the relatively higher presence of idiosyn-
cratic risk components in discrete price changes during the opening hours of the trading day. In particular, overnight
firm-specific information accumulates up to the market opening and is processed subsequently. Our modeling framework
has provided excellent results in the empirical study, both in-sample and out-of-sample, and relative to other approaches
including those based on a model with constant dependence parameter, a model with an intraday spline function, and
an RC method. We conclude that our approach can be effective in capturing intraday time-varying dependence from
high-frequency data.
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APPENDIX A: DERIVATION OF THE SKELLAM LOG

The Skellam pmf as given in Equation 9 contains a modified Bessel function of the first kind denoted by I𝑦it (𝜎
2
it). The first

derivative of I𝑦it (𝜎
2
it) with respect to 𝜎2

it is given by

𝜕I𝑦it (𝜎
2
it)

𝜕𝜎2
it

= 𝑦it

𝜎2
it

I𝑦it (𝜎
2
it) + I𝑦it+1(𝜎2

it), (A1)

see Abramowitz and Stegun (1972, p. 376). Hence the derivative of log I𝑦it (𝜎
2
it) is given by

𝜕 log I𝑦it (𝜎
2
it)

𝜕𝜎2
it

= 𝑦it

𝜎2
it

+
I𝑦it+1(𝜎2

it)
I𝑦it (𝜎

2
it)

. (A2)

By taking the derivative of the log of the Skellam pmf of Equation 9 with respect to 𝜎2
it, we obtain

𝜕 log p(𝑦t; 𝜎2
it)

𝜕𝜎2
it

= 𝑦it

𝜎2
it

− 1 +
I𝑦it+1(𝜎2

it)
I𝑦it (𝜎

2
it)

. (A3)

For the updating equation (Equation 10) we take derivatives with respect to log(𝜎2
it). Then, after multiplying Equation A3

by 𝜎2
it, we obtain the result in Equation 10.

https://doi.org/10.1002/jae.2645
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APPENDIX B: DERIVATION OF THE EXACT SCORE VECTOR

The derivations are for a bivariate copula but can be generalized to higher dimensions. The time-varying factor 𝜃t has three
elements: The first two elements correspond to the marginal parameters and the third element corresponds to the copula
dependence parameter. We have 𝜃t = (𝜃m

1t , 𝜃
m
2t , 𝜃

c
t )

′. The derivative of a bivariate copula with respect to 𝜃m
1t is given by

𝜕C(u1t,u2t; 𝜃c
t )

𝜕𝜃m
1t

=
𝜕C(u1t,u2t; 𝜃c

t )
𝜕u1t

· 𝜕u1t

𝜕𝜃m
1t
. (B1)

We observe that for the continuous parametric copula functions used in this paper, the first component on the
right-hand side of Equation B1 can be written as a conditional copula:

P(U2t ≤ u2t |U1t = u1t) =
𝜕C(u1t,u2t; 𝜃c

t )
𝜕u1t

. (B2)

The second component on the right-hand side of Equation B1 is the derivative of the first marginal cdf, u1t = F1(𝑦1t; 𝜃m
t1),

with respect to 𝜃m
1t . The derivative of a bivariate copula with respect to 𝜃c

t is denoted by 𝜕C(u1t,u2t; 𝜃c
t ) 𝜕𝜃

c
t .

As a concrete example, consider a bivariate Gaussian copula with Skellam marginals, where 𝜃m
it = log(𝜎2

it), and
𝜌t = 𝜃c

t ∕
√

1 + (𝜃c
t )2. This combination of copula and marginals is used in the simulation study of Section 3. The Skellam

distribution is discussed is Section 2. The bivariate Gaussian copula is given by

CGa(u1t,u2t; 𝜌t) = Φ2
(
Φ−1(u1t),Φ−1(u2t); 𝜌t

)
, (B3)

where Φ2 is a bivariate standard normal cdf, Φ−1 a univariate inverse standard normal cdf, and 𝜌t ∈ (− 1, 1) is a corre-
lation parameter. The first expression on the right-hand side of Equation B1 follows directly from a bivariate normal cdf;
we have

𝜕CGa(u1t,u2t, 𝜌t)
𝜕u1t

= Φ
⎡⎢⎢⎢⎣
Φ−1(u2t) − 𝜌tΦ−1(u1t)√

1 − 𝜌2
t

⎤⎥⎥⎥⎦ . (B4)

A probably less well-known, but very useful result is given by Plackett (1954). This states that for a bivariate standard
Gaussian cdf we have

𝜕Φ2(x, 𝑦; 𝜌)
𝜕𝜌

= (2𝜋)−1(1 − 𝜌2)−1∕2 exp
[
−x2 − 2𝜌x𝑦 + 𝑦2

2(1 − 𝜌2)

]
, (B5)

where we can substitute x = Φ−1(u1t), y = Φ−1(u2t) and 𝜌 = 𝜌t to obtain the appropriate expression for

𝜕C(u1t,u2t; 𝜃c
t )

𝜕𝜃c
t

= 𝜕CGa(u1t,u2t; 𝜌t)
𝜕𝜌t

· 𝜕𝜌t

𝜕𝜃c
t
= (1 + 𝜃c

t )
−3∕2 · 𝜕CGa(u1t,u2t; 𝜌t)

𝜕𝜌t
. (B6)

The first derivatives of the marginal Skellam cdfs in Equation B1 are given by

𝜕uit

𝜕𝜎2
it

= exp
(
−𝜎2

it
) k∑
𝜈=−∞

[(
𝜈 𝜎−2

it − 1
)

I𝜈(𝜎2
it) + I𝜈+1(𝜎2

it)
]
, (B7)
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with 𝜕uit∕𝜕𝜃m
it =

(
𝜕uit∕𝜕𝜎2

it

)
·
(
𝜕𝜎2

it∕𝜕𝜃
m
it

)
= 𝜎2

it ·
(
𝜕uit∕𝜕𝜎2

it

)
, for i = 1, 2; see also the results in Equation A1. In practice,

the infinite lower bound can be set to a convenient value, depending on the data.

APPENDIX C: DERIVATION FOR MULTIVARIATE EQUICORRELATION

For the multivariate equicorrelation dependence case, we define

x′t =
{
Φ−1 [F1(𝑦1t; 𝜃m

1t )
]
, · · ·,Φ−1 [Fd(𝑦dt; 𝜃m

dt)
]}
, 𝜄′ = (1, · · ·, 1),

and obtain

𝜕 log p̂(𝑦t; 𝜃t)
𝜕𝜃c

t
=
𝜕 log c(xt; 𝜃t)
𝜕vec(Rt)′

𝜕vec(Rt)
𝜕𝜌t

𝜕𝜌t

𝜕𝜃c
t

= 1
2

vec
(

R−1
t xtx′t R

−1
t − R−1

t
)′ vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

= 1
2

vec(Vt)′ vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

= 1
2

trace (VtJ − Vt)
𝜕𝜌t

𝜕𝜃c
t
= 1

2
trace

(
𝜄′Vt𝜄 − Vt

) 𝜕𝜌t

𝜕𝜃c
t

= 1
2
[sum(Vt) − trace(Vt)]

𝜕𝜌t

𝜕𝜃c
t

= 1
4

(
1 + 1

d − 1

) [
1 − tanh (𝜃c

t )
2] [sum(Vt) − trace(Vt)] . (C1)

We further have

Et−1

[
−𝜕2 log p̂(𝑦t; 𝜃t)

𝜕𝜃c
t 𝜕𝜃

c
t

]
= −1

2
Et−1

{
𝜕

𝜕𝜃c
t

[
vec

(
xtx′t − Rt

)′ (
R−1

t ⊗ R−1
t
)

vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

]}
= −1

2
Et−1

[
𝜕

𝜕𝜃c
t

vec
(

xtx′t − Rt
)]′ (

R−1
t ⊗ R−1

t
)

vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

− 1
2
Et−1

[
vec

(
xtx′t − Rt

)]′ 𝜕

𝜕𝜃c
t

[(
R−1

t ⊗ R−1
t
)

vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

]
= −1

2
Et−1

[
𝜕

𝜕𝜃c
t

vec
(

xtx′t − Rt
)]′ (

R−1
t ⊗ R−1

t
)

vec( J − I) 𝜕𝜌t

𝜕𝜃c
t

= 1
2

vec( J − I)′
(

R−1
t ⊗ R−1

t
)

vec( J − I)
(
𝜕𝜌t

𝜕𝜃c
t

)2

= 1
2

trace
(

JR−1
t JR−1

t − R−1
t JR−1

t − JR−2
t + R−2

t
)( 𝜕𝜌t

𝜕𝜃c
t

)2

= 1
2

trace
(
𝜄′R−1

t 𝜄𝜄′R−1
t 𝜄 − 2𝜄′R−2

t 𝜄 + R−2
t
)( 𝜕𝜌t

𝜕𝜃c
t

)2

= 1
2
[
sum(R−1

t )2 − 2sum(R−2
t ) + trace(R−2

t )
]( 𝜕𝜌t

𝜕𝜃c
t

)2

= 1
8

(
1 + 1

d − 1

)2 [
1 − tanh (𝜃c

t )
2]2 ×[

sum(R−1
t )2 − 2sum(R−2

t ) + trace(R−2
t )

]
. (C2)
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FIGURE D1 Point-wise copula dependence between BAC and JPM. Notes: Point-wise copula intraday dependence between BAC and JPM
during 4 trading days in April 2012 based on the Gaussian, AMH, and Clayton copula with Skellam marginals, with 30-minute RC [Colour
figure can be viewed at wileyonlinelibrary.com]
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FIGURE D2 Skellam mass function for values of 𝜎2. Notes: The figure shows examples of Skellam distributions with pmf (Equation 9) for
several combinations of 𝜎2 and 𝜇 = 0. The Skellam distributions provide discrete support: The connecting lines are drawn for visual purposes

APPENDIX D: ADDITIONAL EMPIRICAL RESULTS
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TABLE D1 Parameter estimates of the bivariate Skellam–Gaussian score-driven copula model in April 2012

BAC/WFC BAC/C BAC/JPM
Date(fr/to) 𝝎c 𝜶c 𝜷c 𝝎c 𝜶c 𝜷c 𝝎c 𝜶c 𝜷c

02–09 0.017 0.014 0.941 0.011 0.011 0.963 0.015 0.003 0.946
10–16 0.008 0.020 0.971 0.002 0.004 0.992 0.008 0.011 0.973
17–23 0.014 0.012 0.951 0.012 0.008 0.948 0.015 0.017 0.949
24–30 0.027 0.009 0.917 0.008 0.015 0.973 0.016 0.011 0.949

WFC/C WFC/JPM C/JPM
Date(fr/to) 𝝎c 𝜶c 𝜷c 𝝎c 𝜶c 𝜷c 𝝎c 𝜶c 𝜷c

02–09 0.005 0.005 0.991 0.016 0.008 0.973 0.012 0.010 0.980
10–16 0.006 0.009 0.987 0.017 0.013 0.965 0.020 0.009 0.961
17–23 0.021 0.013 0.959 0.020 0.006 0.966 0.031 0.016 0.939
24–30 0.103 0.016 0.795 0.031 0.011 0.945 0.016 0.006 0.970

Note. The table reports the maximum likelihood estimates of the bivariate score-driven Gaussian–Skellam copula. The data are
10-second price change series for Bank of America (BAC), Citigroup (C), JPMorgan (JPM), and Wells Fargo (WFC), observed
during April 2012. Each model is estimated for 5 consecutive trading days. We report only parameter estimates of the dynamic
copula dependence. Numbers in bold denote cases when the estimated coefficients are not significantly different from zero at a
10% significance level.

TABLE D2 Maximum likelihood estimates of the 10-dimensional
score-driven and cubic spline-based Gaussian copula

�̂�c �̂�c �̂�
c

�̂�1 �̂�2 �̂�3

Mean −0.0037 0.0038 0.9924 −0.684 −0.647 −0.243
Min. −0.0317 0.0020 0.9365 −0.838 −0.790 −0.568
10% −0.0066 0.0022 0.9850 −0.780 −0.747 −0.407
25% −0.0035 0.0027 0.9927 −0.733 −0.699 −0.295
Median −0.0023 0.0035 0.9946 −0.688 −0.650 −0.248
75% −0.0011 0.0055 0.9977 −0.605 −0.567 −0.079
90% −0.0016 0.0042 0.9961 −0.645 −0.605 −0.177
Max. −0.0003 0.0167 0.9992 −0.322 −0.309 0.018

Note. The table reports statistics of maximum likelihood estimates of the score-driven Gaus-
sian copula with Skellam marginals fitted to a 10-dimensional data set of 5 trading days of
10-second price changes during 2012. In total, we estimate the model 50 times (250 trading
days in 2012). In addition, we report the estimated parameters from the Gaussian copula with
the cubic spline with three knots: 9:30, 10:00, and 16:00. We report the mean, minimum,
maximum, and several quantiles of the estimated coefficients.
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