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Chapter 1

Introduction

The area of Operations Research deals with optimizing various parts of the business supply
chain by using mathematical models. Part of this area deals with the transportation issues,
ranging from the transportation of people and cargo by plane, to the collection of milk from
farmers, or delivery of mail. These problems are referred to as routing problems.

Millions of dollars are spent on transportation every day. Therefore, it is desirable to find
(near) optimal ways of organizing this huge post. In routing problems a fleet of vehicles
with home-base in one or more depots are given. These vehicles are used to service a set of
customers. These customers can be grocery stores for delivery of various groceries, streets
that has to be swept, or flight legs to be flown. Usually, the goal is to minimize operation
costs, however, in some setups other parameters, such as maximizing customer satisfaction,
are incorporated in the objective function.

In the academic literature, routing problems have been studied extensively. These problems
vary from simple-to-state problems like ”find a minimun cost tour that passes through each
city in a set exactly once” which is known as the traveling salesman problem, to problems
with many complicating constraints such as those occurring in airline scheduling, where many
different federal and union rules must be incorporated. Common to all these problems is that
they can be stated in terms of a graph, can be formulated mathematically using (integer)
linear (or nonlinear) programming, and are NP-hard, and therefore are hard to solve to
optimality.

It is common to distinguish between two types of routing problems; node routing and arc
routing. In node routing, the customers are located in specific points, for example cities or
street intersections. In arc routing the customers are located along the streets as in mail
delivery or refuse collection, or the streets themselves are to be serviced as in street sweeping
or snow removal problems. In this Dissertation, a special type of arc routing, called the
Capacitated Arc Routing Problem (CARP), is considered.

In the Capacitated Arc Routing Problem, a fleet of identical capacitated vehicles are located
in a single Depot. The vehicles are used to service a set of streets, each having a certain
demand. Routes, of minimal total routing cost, must be constructed such that each of the
streets are serviced and the vehicle capacities are not exceeded.

1



2 CHAPTER 1. INTRODUCTION

For classical handbooks on routing in general, we refer the reader to Ball et al. 1995 [15] and
Bodin et al. 1983 [25]. For general material about node routing, we refer the reader to Golden
and Assad 1988 [80], and to the recent book by Toth and Vigo 2002 [130]. For an excellent
handbook on arc routing, we refer the reader to Dror 2000 [58].

1.1 Outline and Contributions

This Dissertation consists of three parts. In Part I (Chapters 3 - 7), we consider the Ca-
pacitated Arc Routing Problem (CARP) in the classical setup that has been studied in the
academic literature during the last decades. In Part II (Chapters 8 - 13), we consider an
extention of the CARP to a setup where each demand edge has an associated time window
within which the service of that edge must begin. This problem is referred to as the Capaci-
tated Arc Routing Problem with Time Windows (CARP-TW). Finally, in Part III (Chapters
14 - 17), we present material that is related to the first part, but does not fit into that part.
This comprises various variations of the classical CARP. Even though the two first parts of
this text treat two different problems, the CARP and the CARP-TW, many approaches and
results from Part I can be reused or extended in Part II. For this reason, we will structure
this outline with respect to approach in stead of by chapter order.

We start by giving a State of the Art overview of the literature about the CARP and its
variations in Chapter 2.

Modeling: A natural starting point when studying an Operations Research problem, is
to construct a mathematical model for the problem. Various such models have previously
been presented for the classical CARP. To our knowledge, no mathematical model for the
undirected CARP-TW has been presented before. In Chapter 8, we discuss the difficulties of
constructing such a model for the CARP-TW, and present two models for the problem, one
based directly on arc routing and the other based on a transformation of the problem into
node routing.

Lower Bounds: A Lower Bounds for an optimization problems is a value, LB, for which it
can be proved that any feasible solution to the problem must have objective value at least as
large as this number. Lower Bounds are used for evaluation of the quality of feasible solutions,
and for the use in methods, such as Branch and Bound, for finding an optimal feasible solution.
Several Lower Bounds have been presented for the classical CARP. We review these bounds in
Section 2.3. In Chapter 3, we present a new Lower Bound, the Multiple Cuts Node Duplication
Lower Bound (MCNDLB), for the classical CARP, and prove that this bound outperforms
the existing Lower Bounds. In Chapter 9, we extend the MCNDLB for the CARP to be valid
for the CARP-TW and show how the bound can be tightened based on the time windows.

A way of obtaining a feasible solution to a problem is using a Problem-Specific Heuristic,
i.e. an algorithm designed specifically for that problem. Several problem-specific heuristics
have been proposed for the classical CARP in the academic literature. These are summarized
in Section 2.2.1. In Chapter 4, we show how one of the existing heuristics can be improved,
and we propose two new problem-specific heuristics that are highly competitive to the existing
ones. In Chapter 10, we show how two of the problem-specific heuristics for the classical CARP
can be tuned to work for the CARP-TW. Furthermore, we present a new problem-specific
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heuristic for the CARP-TW.

During the past decade, Meta Heuristics have been very popular when solving optimiza-
tion problems. Meta heuristics are based on a neighborhood structure, which defines a way
of moving from one feasible solution to another. Unlike problem-specific heuristics, Meta
Heuristics can be used for several different problems depending on the specification of the
cost structure and the neighborhood structure. Various Meta Heuristic strategies have been
applied to the classical CARP. This is reviewed in Section 2.2.2. We consider a Meta Heuristic
strategy where we combine Simulated Annealing and Dynamic Programming. In Chapter 5,
we show how this strategy applies to the classical CARP. In Chapter 11, we use the same
idea to obtain an algorithm for the CARP-TW, and finally, in Chapter 14, we show how the
same idea can be used for several other routing and scheduling problems.

Approximation Algorithms are a special kind of algorithms, that give a feasible solution
to a problem like heuritics, but unlike heuristics, approximation algorithms have a perfor-
mance guarantee on the solution constructed. That is, the cost of a solution returned by
an approximation algorithm is at most some constant times the cost of an optimal solution.
Approximation algorithms have been studied for the General Capacitated Routing Problem,
which has the CARP as a special case. We describe this work in the content of the CARP in
Chapter 6. After doing that, we present a new approximation algorithm for the CARP, and
show that this algorithm outperforms the other one. Besides being an approximation algo-
rithm, this new algorithm can also be considered a problem-specific heuristic, and is endeed
competitive to the algorithms presented in Chapter 4.

Optimal Solutions for optimization problems are desirable for several reasons. First of all,
the optimal solution is the one true solution of the problem and is therefore interesting in itself.
Second, from the company point of view, the optimal solution is the absolutely best possible,
and therefore desirable. Third, knowing the optimal solution gives a way of measuring the
performanse of heuristics and lower bounding procedures, and a clear indication of which
should be improved. Optimal solutions are computationally very hard to obtain, and can
only be found for relatively small instances of the problem at hand. In Section 2.2.3, we
review the work that has previously been done in the area of obtaining optimal solutions for
the classical CARP. In Chapter 12, we present our strategy for obtaining optimal solutions
for the CARP-TW.

All algorithms of the first two parts of this Dissertation have been implemented in C/C++,
and Computational Results have been prepared for 143 test instances of the CARP (4
benchmark test series and two series of our own) and 32 test instances of the CARP-TW.
All results are presented in Appendices B through H. The results obtained for the classical
CARP are summarized in Chapter 7, and those obtained for the CARP-TW are summarized
in Chapter 13.

In Chapter 16, we consider a Computer Science oriented problem, which we refer to as Online
Arc Routing. The idea in this setup is that the demand for service of edges is not known in
advance, and every time a request for a demand edge is revealed, a decision has to be made
about which vehicle is to service this edge, and in which direction.

In Chapter 15, we consider a problem referred to as the Restricted Arc Routing Problem. In
this problem, we fix the order in which the demand edges are serviced, and decisions must
be made about the routing, and about when to return to the Depot to recharge capacity.
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The solution to this problem can be considered as the optimal offline solution to the online
problem considered in Chapter 16. This problem is also the basis of the Meta Heuristic
procedure presented in Chapter 5.

Finally, in chapter 17, we consider an extention of the classical CARP with several Depots in-
stead of just one. Furthermore, in this model, vehicles are allowed to have different capacities,
and to induce a fixed cost if they are used. This problem is referred to as the Multiple Depot
Capacitated Arc Routing Problem (CARP-MD), and has been studied in the litera-
ture to some extent. We review the existing material in Section 2.5.1. In this text, we consider
the problem from a theoretical point of view, where a mathematical model is presented along
with a lower bounding algorithm, and heuristic solution procedures are suggested.

1.2 Preliminaries and Terminoligy

The material presented in this Dissertation is based on various aspects of Operations Research
and Computer Science. In this section, we will line up some of the background knowledge
needed for fully understanding the text. It is not meant to be a complete introduction to the
various areas, but serves merely as a statement of terminology with references to textbooks,
where detailed descriptions can be found.

1.2.1 Graph Throry

Routing Problems are defined in terms of a graph, G, which consists of a set, N , of n nodes
and a set, E (A), of m edges (arcs). Both nodes and edges are numbered starting with 1. The
nodes represent locations such as cities or street intersections, and the edges (arcs) represent
streets or road connections between these locations. An edge between nodes i and j is denoted
(i, j), and can be traversed in either direction. A connection that can only be used in one
direction, is called an arc and is denoted (i → j). A graph that only contains edges (arcs)
is said to be undirected (directed), whereas one that contains both edges and arcs is called
mixed. A graph can have an associated cost matrix, C. In that case, we say that the cost of
traversing the edge (i, j) is cij . If no edge exist between i and j, we set cij = ∞. Similarily
for arcs. If cij = cji ∀ i, j ∈ N we say that the cost structure is symmetric, otherwise it is
asymmetric. Some of the graphs considered in this text have an associated demand matrix,
Q, where qij is the demand of edge (i, j) of arc (i → j). It is possible for the demand to
be associated with the nodes in the graph, in which case the demand of node i is qi. When
demands are included, the graph will have a special node called the Depot node, which will
always be node 1. In the depot node a fleet of vehicles can be stationed. Vehicles are identical1

and have a capacity of W . These vehicles are used to service the demands, qi and qij , of the
nodes and edges in the graph. A graph can be denoted G = (N,E), G = (N,E,C), or
G = (N,E,C,Q), depending on the existence of cost and demand matrices.

If there is a path between every pair of nodes, a graph is said to be connected. Otherwise,
the graph is said to consists of several connected components. Now, consider any two nodes,

1In Chapter 17, we consider a problem where the vehicles are not identical. The notation used in that setup
is introduced in that chapter.
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i and j in the same component. Among all paths, P (i, j) from i to j, at least one of them
has the smallest cost with respect to the cost matrix C. Such a path is called a shortest
path, and is denoted SP (i, j). The length of this path is denoted SPL(i, j). If i and j are
in different components, we set SPL(i, j) = ∞. We define the parallel distance from edge
(i, j) to the Depot node to be SPL+

ij = SPL(1, i) + SPL(j, 1).

We say that an edge with positive demand is a required edge, and let ER ⊆ E be the set
of all required edges, i.e. ER = {(i, j)|qij > 0}. The number of required edges in a graph is
denoted by nd. The number of edges incident to a node, i, is called the degree of that node.
The number of demand edges incident to i is called the degree with respect to ER, and is
denoted D(R, i). If D(R, i) is odd, we say that i is an odd node, otherwise i is said to be
even. The graph G(R) is said to be induced by the edge set ER, and contains all edges in
ER and all nodes from N with D(R, i) > 0. This is called the required graph.

Let G = (N,E) be a graph, and let U ⊆ N be a subset of the nodes. Then G(U) is called
the graph induced by the node set U . This graph has node set U and the edges in G(U)
are those edges from E with a least one end in U . If i is a node which is not in U , i.e.
i ∈ N \ U , then we define m(i) to be the shortest distance from i to any node in U , i.e.
m(i) = minj∈U{SPL(i, j)}.

Again, let U be a nonempty subset of the nodes, U ⊆ N . The term (U,N \ U) defines a
cut, i.e. a partitioning of the node set into two disjoint sets, U and N \ U . The set of edges
with one end in each of these sets is called the cutset, and is denoted by δ(U), i.e. we have
δ(U) = {(i, j) ∈ E | i ∈ U, j ∈ N \ U}.

A cycle is a path that starts and ends in the same node. A tour is a cycle that passes through
the Depot node. A set of edges that spans all the nodes of the graph, and which does not
contain cycles is called a spanning tree. A spanning tree of minimum cost with respect to the
cost matrix, C, is called a minimim spanning tree and is denoted MST .

A matching, M , is a set of edges, such that each node in the graph is covered at most once,
i.e. if nodes i and j are matched in M , we write (i ↔ j). A perfect matching is a matching
that covers every node in a graph exactly once. Note, that a graph can only contain a perfect
matching if n is even. We denote perfect matchings by M , and assume throughout this text
that all matchings are perfect. A Minimum Cost Perfect Matching is a perfect matching
of minimum cost with respect to the cost matrix, C. We use Z to denote the cost of a
minimum cost perfect matching in a given graph.

For all structures, such as paths, cycles, trees, and matchings, we use the same term to denote
both the structure itself and the set of edges or set of nodes of the structure. For example,
if P is a path, then P is used to refer to the path, but also to refer to the set of edges on
the path and to refer to the set of nodes on the path. This terminology is used whenever the
meaning is clear from the context. We use c(P ) to denote the sum of the costs of the edges
on the path, P , or the cost of the path, for short. The same terminoligy is used for all other
structures2.

For a general introduction to graph theory, we refer the reader to Wilson 1972 [134] and for
an in-depth study of the properties of graphs to Bang-Jensen and Gutin 2000 [16]. For a

2For a Minimum Cost Perfect Matching, M , we have Z = c(M).
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study of various algorithms based on graphs, we refer the reader to Cormen et al. 1990 [46]
and Ahuja et al. 1993 [3].

1.2.2 Optimization

An Optimization Problem, P, is the problem of optimizing some objective function given a set
of constraints. Given an instance, σ, of P, the set of feasible solutions, γ(σ), to P is denoted
by Γ(σ). The objective function associated with the feasible solution γ(σ) is denoted c(γ(σ)).
The goal is to identify a feasible solution γ(σ)∗ which optimizes the objective function. That
is, if the objective is to minimize the value of the objective function, the goal is to find a
feasible solution γ(σ)∗ with c(γ(σ)∗) ≤ c(γ(σ)) for all feasible solutions γ(σ) of σ.

Optimization Problems range from relatively simple problems of finding the shortest path
between nodes in a graph, to more advanced problems of scheduling vehicles and crew. For
a ”Bible” of Optimization we refer the reader to Schrijver 2003 [129].

Approximation

Optimization Problems are partitioned into classes. The two main classes are called P and
NP, and the million-dollar question is whether ”P = NP ?”. This question leads to the
theory of NP-hardness and Approximation Algorithms. It is generally believed that the
answer to the question is negative.

A problem, P, is said to be solvable in polynomial time if there exists an algorithm for which
the time it takes to solve any instance, σ, of the problem is bounded by some polynomial
akx

k + ak−1x
k−1 + ak−2x

k−2 + · · · + a1x + a0 for some constant k, where x is the size of
P. All decision problems that are solvable in polynomial time belong to the class P, i.e.
P = {P | decision problem P is solvable in polynomial time}. A problem, P, is said to be
verifiable in polynomial time, if given an instance, σ, of the problem and a solution, the time
it takes to verify that the given solution is feasible for σ can be bounded by some polynomial
in the size of σ. All problems that can be verified in polynomial time belong to the class
NP. Now, any problem, P, that can be proved to be at least as ”hard” to solve as any other
problem, P ′ in NP, where we will not go into details about what ”hard” means, is said to be
NP-hard.

The class of NP-hard problems is further partitioned into classes depending on the possibili-
ties of constructing approximation algorithms for the problems. An algorithm, A, is said to be
an α-approximation algorithm for the problem, P, if for any instance, σ, of P the algorithm
returns a feasible solution, γ(σ) of cost c(γ(σ)), with c(γ(σ)) ≤ α · c(γ(σ)∗) + t, where t is a
constant, and the time it takes to run A is polynomially bounded. We let A(σ) denote the
solution returned by the algorithm A when it is given input σ, and let OPT (σ) be an optimal
solution of the problem with input σ. With this slightly simpler notation, algorithm A is an
α-approximation algorithm if A runs in polynomial time, and

c(A(σ)) ≤ α · c(OPT (σ)) + t ∀ σ

Now, we can define the class APX to be the class of all problems for which there exist an
α-approximation algorithm for some constant α. Furthermore, we can define the class PT AS
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to consist of all problems in APX for which an α-approximation algorithm exists for any
α > 0. Several other approximation classes exist, but they are not used in this text.

For a thorough introduction to the theory of NP-completeness and Approximation Algo-
rithms, we refer the reader to Ausiello at al. 1999 [12]. For a handbook on NP-completeness
we refer the reader to Garey and Johnson 1979 [76], and for a recent book on Approximation
Algorithms we refer the reader to Vazirani 2003 [132].

Linear Programming

Many optimization problems are Linear Programming Problems (LP). Such problems are
particularily simple because thay can be solved by the so-called simplex method. Assume
that we have a problem with s decision variables and t constraints of the form

a1jx1 + a2jx2 + · · · + asjxs = bj

where aij are constants. Such a constraint is called a linear constraint. Assume further that
the objective function is to minimize some linear function, say c1x1 + c2x2 + · · · + csxs, then
a linear programming problem can be written as

min cT x
s.t. Ax = b

x ≥ 0
(1.1)

where x is an s-vector of decision variables, c is an s-vector of cost coefficients, A is an s× t
matrix, and b is a t-vector.

A special type of linear programming is where the decision variables are required to be integers.
These problems are called Integer Linear Programming Problems (ILP) and have the general
form

min cTx
s.t. Ax = b

x ≥ 0
x integer

(1.2)

We say that (1.1) is the LP-relaxation of (1.2). Since the solution space for (1.2) is strictly
contained in that of (1.1), and since the objective function is the same, we have c∗(LP ) ≤
c∗(ILP ), i.e. the optimal solution of the LP-relaxation of a problem gives us a lower bound
on the optimal cost of an ILP. Integer Linear Programming Problems cannot in general be
solved in polynomial time, and therefore algorithms with exponential worst case computation
time are used, the most well known of these being Branch and Bound.

Linear programming is mainly based on Linear Algebra and Convex Analysis. For an intro-
duction to Linear Algebra, see Messer 1994 [115], and for a handbook in Convex Analysis, see
Rockafellar 1970 [126]. An introdustion to LP and ILP can be found in Hiller and Lieberman
1967 [91], Luenberger 1984 [112], and Wolsey 1998 [137]. For more advanced material on IP,
we refer the reader to Nemhauser and Wolsey 1999 [118] and Schrijver 1998 [128].
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Chapter 2

State of the Art

2.1 A Historical Perspective

The study of arc routing problems began on August 26, 1735 when Leonhard Euler presented
his solution to the Königsberg bridge problem, Sachs et al. 1988 [127]. The Königsberg bridge
problem was stated as follows

Problem 1 (The Königsberg Problem). Given the city of Königsberg with its seven bridges,
is it possible to go for a walk, starting and ending the same place and passing each of the
bridges exactly once?

Being a mathematician, Euler formulated the problem, as a graph theoretic problem which he
then solved in the general case. This problem, known as the Euler tour problem is formulated
as

Problem 2 (The Euler Tour Problem). Given a connected graph G = (N,E) find a tour that
visits every edge in E exactly once, or determine that no such tour exists.

Euler proved that an Euler Tour exists if and only if every node in G has even degree. Later
Fleury presented an algorithm for constructing an Euler Tour, Fleury 1883 [70].

The next arc routing problem to be studied was the Chinese Postman Problem first suggested
by the Chinese mathematician Kwan Mei-Ko 1962 [114]. The problem is formally stated as

Problem 3 (The Chinese Postman Problem (CPP)). Given a connected graph
G = (N,E,C) with distances on the edges, find a tour, which passes through every edge at
least once and does this in the shortest possible way.

When the underlying graph is completely directed or completely undirected, the Chinese
Postman Problem can be solved in polynomial time, see Edmonds and Johnson 1973 [61] and
Christofides 1973 [37]. However, when the underlying graph is mixed, the problem becomes
NP-hard, Papadimitriou 1976 [120]. Many variants of the problem have been studied, includ-
ing the Windy Postman Problem, Minieka 1979 [116] and the Hierarchical Postman Problem,
Dror et al. 1987 [60]. For a survey on the Chinese postman problem and some of its variants

9
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we refer the reader to Eiselt et al. 1994 [67].

The next arc routing problem to be considered was the Rural Postman Problem, which was
first suggested by Orloff 1974 [119]. The problem is formally stated as

Problem 4 (The Rural Postman Problem (RPP)). Given an undirected graph
G = (N,E,C), where C is the cost matrix for the edges, find a minimum cost tour, which
passes through every edge in a subset R ⊆ E at least once.

The Rural Postman Problem was proved to be NP-hard by Lenstra and Kan 1976 [101].
The difference between the Chineese Postman Problem (Problem 3) and the Rural Postman
Problem (Problem 4), is that in the latter only a subset of the edges need to be traversed.
Jansen 1992 [96] gave a 3/2-approximation algorithm for the problem and notes that the
problem can be solved to optimality in polynomial time if the graph spanned by the set R
consists of only a fixed number of components. The hardness of the problem is determining
how the tour should connect the various components. Several heuristic procedures have been
suggested for RPP, for example Pearn and Wu 1995 [124], Hertz et al. 1999 [89] and Córdoba et
al. 1998 [54]. Procedures to solve the problem to optimality have been suggested by Corberán
and Sanchis 1994 [45] and Ghiani and Laporte 2000 [79]. It can be shown that the class of
RPP and the class of Traveling Salesman Problems (TSP) are equivalent. See for example
Wøhlk 2002 [94] for a proof. For a more complete survey of the Rural Postman Problem we
refer the reader to Eiselt 1995 [68].

Along with the RPP, Orloff 1974 [119] also suggested another NP-hard problem, called the
General Routing Problem, which is a combination of arc routing and node routing. Formally
this problem is stated as

Problem 5 (The General Routing Problem (GRP)). Given an undirected graph
G = (N,E,C), where C is the cost matrix for the edges, find a minimum cost tour, which
passes through every edge in a subset RE ⊆ E and visits every node in a subset RN ⊆ N at
least once.

Many variations of the problems have also been considered. For example all the problems
have been studied where the underlying graph is directed, undirected or mixed, and some of
the problems have been considered with a different objective function. We would just like
to mention one variation of the RPP, which we find interesting, namely the Rural Postman
Problem with Deadline Classes suggested by Letchford and Eglese 1998 [64]. Here the set R
of required edges are partitioned into several sets, which in turns are ordered so that all the
edges in an earlier set must be traversed before any of the edges in a later set.

The final arc routing problem wes suggested by Golden and Wong 1981 [81]. The Capacitated
Arc Routing Problem is formulated as

Problem 6 (The Capacitated Arc Routing Problem (CARP)). Given a connected undirected
graph G = (N,E,C,Q), where C is a cost matrix and Q is a demand matrix, and given a
number of identical vehicles each with capacity W (where W ≥ max qij), find a number of
tours such that 1) Each arc with positive demand is serviced by exactly one vehicle, 2) The
sum of demand of those arcs serviced by each vehicle does not exceed W , and 3) The total
cost of the tours is minimized.
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The Capacitated Chinese Postman Problem (CCPP) is the variation of the CARP where
every edge in the graph has a strictly positive demand. This problem was first considered by
Christofides in 1973 [37], as a generalization of the CPP. Both the CARP and the CCP are
NP-hard by reduction from the Partitioning Problem as proved by Golden and Wong 1981
[81] who also showed that obtaining a solution within a factor 3/2 of the optimal is NP-hard,
even when the triangle inequality is respected. In the same paper the authors showed a way
of transforming the Vehicle Routing Problem (VRP), which is a node routing problem, into
the CARP. Thereby the VRP can be considered as a special case of the CARP. Assad et al.
1987 [11] showed a method for transforming the CARP into the VRP, making the CARP a
special case of the VRP. Thereby the two classes of problems become equivalent. From this
it also follows that obtaining a solution to the CARP within a fixed approximation factor is
a NP-hard problem, if the triangle inequality is not respected, since the Travelling Salaman
Problem (TSP) is a special case of the VRP. Reasently both Baldacci and Maniezzo 2004
[14] and Longo et al. 2004 [53] have presented tighter transformationd from the CARP to the
VRP. These transformations allow for the use of VRP techniques to solve the CARP. For all
three transformations, the resulting VRP instance requires either fixing of variables or the
use of edges with infitite cost.1

We will use the remeinder of this chapter to give an overview of the literature on the CARP.

2.2 Solution of the CARP

Solution procedures for an optimization problem can be partitioned into four classes; Approx-
imation Algorithms, Problem Specific Heuristics, Meta Heuristics, and Exact Algorithms.
Approximation algorithms are designed specifically for one problem type, and are guaranteed
to return a solution of cost at most some constant times the cost of an optimal solution to
the problem. This is sometimes referred to as a performance quarantee. No approximation
algorithm have been proposed for the CARP, but Jansen 1993 [97] gives an approximation
algorithm for a capacitated version of the general routing problem, which contains the CARP
as a special case. Problem Specific Heuristics are also algorithms designed directly for the
problem at hand. Unlike approximation algorithms, heuristics are in general not guaranteed
to give solutions within any quality bound, but are expected to perform well in practice. We
will consider the existing problem specific heuristics for the CARP in Section 2.2.1. The sec-
ond class of solution procedures, which we will consider in Section 2.2.2, are Meta Heuristics.
These algorithms are constructed to work on any problem for which we can define a cost
structure and a neighborhood. By defining the cost structure, i.e. the cost of a solution and
a neighborhood, i.e. a way of getting from one solution to another, the meta heuristic can be
applied to specific problems. Finally, we consider the class of Exact Algorithms in Section
2.2.3. These are algorithms that guarantee to find an optimal solution to the problem, but
have exponential worst case running time.

1Formally a sufficiently large constant is used.
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2.2.1 Problem Specific Heuristics for the CARP

When introducing the CCPP, Christofides 1973 [37] also suggested a heuristic called the
Construct-Strike Algorithm. The algorithm repeatedly goes through two steps. First,
tours are constructed such that 1) the demand on each tour does not exceed the vehicle
capacity and 2) when removing the demand edges on the tour, the remaining graph is still
connected. In the second step the remaining graph is made even and the degree of the depot
made at least two by adding artificial edges of a minimum cost perfect matching between the
odd nodes in the graph. When all demand edges are on a tour the algorithm stops. Even
though the algorithm is constructed for the CCPP it can be used for the CARP by adding
artificial edges to make the graph induced by demand edges connected.

The first heuristic for directly solving the CARP was the Augment-Merge Algorithm, first
suggested by Golden and Wong in 1981 [81], and explained in detail in Baker et al. in 1983
[13]. The Algorithm consists of two phases. First, cycles are constructed with one demand
edge on each. Second, if demand on a smaller cycle can be moved to a larger cycle, without
changing the route for that cycle, the demand is moved and the smaller cycle is discarded. In
the second phase cycles are merged if this can be done without violating capacity constraints
and yields a solution of lower cost.

The second heuristic for solving the CARP was the Path-Scanning Algorithm suggested
by Baker et al. in 1983 [13]. In the Path-Scanning Algorithm tours are constructed one by
one by repeatedly selecting the next edge according to one of five criteria. When the vehicle
capacity is exhausted, a shortest path route back to the Depot is used. A complete solution
using each of the five criteria is constructed and the best of the five is chosen to be the final
solution. In the five criteria the next edge, (i, j), is chosen so that 1) The distance, cij ,
per unit demand is minimized; 2) the distance, cij , per unit demand is maximized; 3) the
distance from node j back to the depot is minimized; 4) the distance from node j back to the
depot is maximized; 5) if the vehicle is less than half-full, the distance from j to the depot is
maximized, otherwise this distance is minimized.

With the Parallel-Insert Algorithm by Chapleau et al. 1984 [36] the authors try to con-
struct routes that are well balanced, besides from minimizing cost. First it is estimated how
many tours are needed, and each of these tours is initialized with an edge far from the Depot.
Now the tours are constructed in parallel using two steps, 1) Given an edge, determine which
tour to insert it in to minimize the insertion cost, and 2) Given a tour, determine which of
the remaining edges should be inserted in that tour. The algorithm iterates between the two
steps as long as possible. Finally extra tours may need to be initialized to service all the
edges.

In Pearn 1989 [122] the author presents modified versions of two already known heuristics, the
Construct-Strike Algorithm and the Path-Scanning Algorithm. In the Modified Construct-
Strike Algorithm the second requirement of the tour construction of the original algorithm is
removed, which leads to the following algorithm. Tours are constructed by repeatedly choosing
the edge that maximize the least quantity path back to the Depot. Now, after removing the
demand edges of the constructed tours, if the remaining graph is disconnected, a Minimum
Spanning Tree between the components is constructed before the graph is made even in
the same way as in the original algorithm. In the Modified Path-Scanning Algorithm,
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instead of constructing a complete solution using just one of the five criteria, here we choose
at random, which of the criteria to use at each step of the algorithm. This way a several
solutions are constructed, and the best of these are chosen. This algorithm is sometimes
referred to as the Randomized Path-Scanning Algorithm.

The last problem specific heuristic for the CARP is the Augment-Insert Algorithm sug-
gested by Pearn 1991 [123]. Here, the demand edges are considered in decreasing order with
respect to the distance to the depot. For each edge the shortest tour containing the edge
is constructed and the tour is augmented with demand edges already on the tour, and the
serviced edges are removed from the graph. This is repeated until all demand edges are dis-
connected from the depot. At this point all edges are restored and the process is repeated,
except that now the augmentation may include edges that are not already on the tour. How
expensive this insertion may be depends on a parameter, which in turn is changed over several
runs of the algorithm, and the best solution is chosen.

2.2.2 Meta Heuristics for the CARP

In Simulated Annealing one repetedly picks any solution in the neighborhood and shifts
to this solution with some probability p, if the solution is worse than the one at hand. If the
solution is better we always shift. The probability p decreases during the process according to
some prespecified cooling scheme. Eglese 1994 [63] presents a Simulated Annealing Algorithm
for a winter gritting problem, which is modeled as a CARP with extra complicating constraints
specific to the case studied.

In Tabu Search we have a list of tabu solutions (or a list of tabu changes), which is a
list of solutions that we may not switch to (or a list of changes that we may not perform).
This tabu list is dynamic and will often consist of the ones that we have recently obtained.
Given a solution, we search the neighborhood to find the best solution that is not in the tabu
list. This is continued a fixed number of times. Several Tabu Search Algorithms have been
constructed for the CARP. First an algorithm called CARPET by Hertz et al. 2000 [90] was
suggested. The next Tabu Search Algorithm by Amberg et al. 2000 [7] is made for the Multi
Depot version of the problem. Recently Greistorfer 2003 [85] has combined Tabu Search with
a so-called Scatter Search, which is a method to combine a number of solutions to a problem,
to construct a Tabu Scatter Search for the CARP.

There are several variations of Genetic Algorithms, which are mainly variants over the
following: We start with a set of solutions called a generation. From two solutions in the
set, we construct two new solutions by crossover. This way we construct a whole new set of
solutions. We add the two sets and let the best half be the new generation. We continue in
this way a fixed number of times. Lacomme et al. 2001 [104] presents a Generic Algorithm
for the CARP. Lacomme et al. 2004 [107] present a variation of a generic algorithm, which
they refer to as a Memetic Algorithm for the CARP. Here the crossover is performed on a
giant tour, which is split subsequently.

One of the younger generations of Meta Heuristics is that of an Ant Colony System. Here
one tries to mimic the way ants lay down pheromone on the ground on their way to food
resources depending on the distance to and the quality of the resource. Consequently, paths
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with large amounts of pheromone are more likely to be used by other ants. Using these ideas
Doerner et al. 2003 [57] have constructed an Ant Colony Heuristic for the CARP.

In Guided Local Search the objective is improved in every iteration until a local optimum is
reached. Buellens et al. 2003 [24] presented a Guided Local Search Algorithm for the CARP.
In their algorithm the objective to be minimized is the dead-heading2 distance, where the
distance of each edge is penalized according to some function, which is adjusted throughout
the algorithm.

2.2.3 Optimal Solution of the CARP

In some cases a near optimal solution of a problem is not satisfying. In that situation one
must find ways to construct an optimal solution to the problem. Since the CARP is NP-hard,
we do not expect to be able to find an optimal solution to the problem in polynomial time.
The procedures that are often used to reach this goal have exponential worst case running
time but are often much faster than that in practice. Variations of two algorithms, Branch
and Bound and Cutting Plane, are the most common when seeking optimal solutions. These
are also the two that have been applied to the CARP.

Both strategies are based on Integer Linear Programming Formulations (ILP). An ILP of a
problem is a formal mathematical description of the problem, where it is formulated with
an objective function, which is to minimize or maximize some function over some decision
variables, and a set of constraints that must be satisfied in any feasible solution to the prob-
lem. For ILPs at least a subset of the variables are required to have integer value. The first
ILP formulation for the CARP was presented by Golden and Wong 1981 [81] and is based
on directed variables even though the problem formulated is undirected. A formulation using
undirected variables is presented by Belenguer and Benavent 1991 [20]. In his PhD. Disserta-
tion, Letchford 1996 [110] gives several ILP formulations of the CARP, and derives additional
valid inequalities and separation algorithms for the problem.

There are many variants of Branch and Bound. The idea is to build a decision tree where
the solutions are enumerated, but to use lower bounds and solution values to cut off part of
the tree and to decide which part of the tree is most promising and should be explored next.
Hirabayashi et al. 1992 [93] constructed an algorithm for solving the CARP to optimality by
using Branch and Bound ideas. The authors use their own Node Duplication Lower Bound
(NDLB), Hirabayashi et al. 1992 [92], to calculate lower bounds for the subproblems and
branch on a single edge of the node duplicated network. Using this algorithm, the authors
are able to solve a set a CARP instances containing from 15 to 50 demand edges to optimality.

In Cutting Plane an LP relaxation of the problem is solved. If the resulting solution is not
integral, one seeks to find a valid inequality that can cut off the current fractional solution
without cutting off any integer solutions. This is repeated until the LP relaxation of the
problem is integral. Again there are many variations of the algorithm, particularly in the
construction of valid inequalities and in the choice of which inequalities to include. It is not
always possible to reach an integer solution by cutting planes, in which case one ends up with
a fractional lower bound to the problem. This amounts from two facts: First, not all valid

2Traversing an edge without servicing it is called dead-heading.
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inequalities for the problems are known. Second, even in the cases where the recipe for all
the valid inequalities are known, at least one class of the inequalities cannot be generated in
polynomial time (unless P = NP). The second fact comes from the original problem being
NP-hard. If a great number of classes of valid inequalities are known for the problem, one
can often in practice reach an optimal solution by this method. Belenguer and Benavent
2003 [22] presented a cutting plane algorithm for the CARP, which is partly based on some
classes of valid inequalities presented by the same authors in Belenguer and Benavent 1998
[21]. Using their algorithm, the authors are able to reach the best existing lower bound for all
test instances, and can improve the existing lower bounds for several instances. They reduce
the average gab between upper and lower bound to be less than one percent for three sets
of instances3, each containing between 11 and 97 demand edges. For a harder set of test
instances4, containing between 51 and 140 demand edges, they reduce the average gab to 2.4
percent.

Lately, attempts have been made to combine the above algorithms to get faster solution
methods. Combining Branch and Bound with Cutting Plane results in an algorithm called
Branch and Cut where in each node of the search tree one tries to add valid inequalities
to the problem a number of times before branching. Clearly there is a trade-off between
adding cuts and branching since adding cuts results in a more complicated lower bound
calculation which, on the other hand, does not need to be performed as many times. More
exotic combinations of solution procedures are also possible, for example a combination of
Branch and bound, Cutting Plane and Column Generation will result in a Branch, Cut and
Price algorithm. To our knowledge none of these combinations have been applied to the
CARP, but have proven successful for other combinatorial optimization problems such as the
Vehicle Routing Problem (VRP).

Finally, it should be mentioned that also a directed version of the CARP has been consid-
ered with the goal of deriving optimal solutions. In his PhD. Dissertation, Welz 1994 [133]
considered this problem, and presents valid inequalities and separation algorithms for his ILP
formulation of this problem.

2.3 Lower Bounds for the CARP

A Lower Bound for a problem is a value, LB, for which it can be proved that any feasible
solution to the problem must have a cost at least as large as LB. Lower Bounds have several
purposes. First of all, they are used to measure the quality of a solution obtained by a heuristic
solution method. As indicated in Figure 2.1, it is desirable to get a lower bound that is as
high as possible. When a valid lower bound and the cost of a feasible solution coincide the
lower bound automatically proves optimality of the solution obtained. Furthermore, Lower
Bounds are used in Branch and Bound procedures where an optimality proof for the obtained
solution is needed. Often the bound used here is an LP-relaxation lower bound, but any valid
lower bound procedure can be used.

Several lower bounds have been constructed for the CARP, most of which are based on
matchings. One could classify the bounds according to their type, e.g. whether they consist

3These sets are referred to as the Gdb instances, the Val instance, and the Kshs instances.
4These instances are referred to as the Eglese instances.
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Figure 2.1: Gap between Valid Solution and Lower Bound

of one or several iterations. In Figure 2.2 the relationship among the various lower bounds for
the CARP is shown. Here an arrow from bound x to y indicates that bound x outperforms
bound y, i.e. x(σ) ≥ y(σ) for any instance σ of the problem. The Hierarchical Relaxations
Lower Bound (HRLB) has only been experimentally compared with the other bounds, so even
though it performs well on the tested instances it has not been proved to outperform any of
the other bounds for all instances, which is why there is no relationship arrows to and from
that bound.

NSLB MLB

MNSLB

LB1

LB2 NDLB HRLB?

Figure 2.2: Relationships among Lower Bounds

The Matching Lower Bound (MLB) was presented in the original paper on the CARP
by Golden and Wong 1981 [81]. It amounts to estimating the number of vehicles needed to
service the graph and calculating the cost of a complete perfect matching where we ensure
that at least the required number of tours start in the Depot.

The Node Scanning Lower Bound (NSLB) was presented by Assad et al. 1987 [10].
NSLB is based on logic arguments that bound the length of the path the vehicles must
traverse before servicing the first demand edge on a tour, and after servicing the last one.

The Matching - Node Scanning Lower Bound (MNSLB) by Pearn 1988 [121] is a mix
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between MLB and NSLB. In this bound one minimizes over all possible combinations of the
two algorithms by first considering the paths in the beginning and end of the tours for some
number of tours, and then constructing the MLB matching for the remaining tours. This is
done for all combinations of the required number of tours.

Benavent et al. 1992 [23] suggested ways of improving MLB. Their first algorithm, LB1 uses
the same idea as the MNSLB but instead of iterating over several combinations as in that
algorithm, the LB1 tries to combine everything in one iteration in the following way: A graph
is constructed with several copies of the nodes close to the Depot but only one copy of the
rest of the nodes. In this graph a Minimum Cost Perfect Matching is constructed, where the
correct number of copies of the Depot ensures that the required number of vehicles are used.
In the same paper the authors present two lower bounds, LB3 and LB4 where the number
of vehicles used is fixed.

The four lower bounds, MLB, NSLB, MNSLB, and LB1 all estimate the number of artificial
edges we need to have incident to the depot node. In other words: They consider the cut
({1}, G \ {1}). In his PhD Dissertation Zaw Win 1988 [135] suggested that one considers not
only one cut as in the previous bounds, but a whole family of disjoint cuts. Doing this makes
the complexity of the algorithms larger but gives stronger results. The next couple of Lower
bounds for the CARP are based on Zaw Win’s idea. For each cut, (U,U ) they give a lower
bound on the cost of the edges in G(U), where U includes the depot. This estimate will get
larger as the set U grows. At the same time the idea is to estimate the cost of the edges
in G \ G(U), where G(U) is the graph induced by U . Zaw Win does this by a construction
similar to the one used in MLB. Benavent et at. 1992 [23] improved this result in their lower
bound LB2 by estimating the cost in G \ G(U) using their own algorithm LB1. The LB2
lower bound is explained in details in Chapter 3.

Hirabayashi et al. 1992 [92] suggest another lower bound, the Node Duplication Lower
Bound (NDLB), which is again based on calculating a minimum cost perfect matching in
a specially constructed graph. Here the graph is constructed by making two nodes for each
demand edge, one for each end, and connecting these by using shortest path distances from
the original graph, and then removing edges that would lead to illegal tours. The NDLB is
explained in detail in Chapter 3.

The final lower bound that has been suggested for the CARP is the Hierarchical Relaxation
Lower Bound (HRLB) by Amberg and Voß 2002 [8]. This is an iterative bound as is the
LB2 but here the cuts that one iterates over are not disjoint. HRLB starts out by solving the
CPP relaxation of the CARP. In each iteration more constraints are added to the problem,
the cutset is extended and the relaxation is solved again.

In his PhD. dissertation, Ahr 2004 [2] reasently improved the lower bound which we present
in this dissertation. The improvements are based on a journal varsion of our work.

2.4 Applications of the CARP

There are many applications of the CARP and its variations in both public and private
business. Here we will describe some of the applications studied in the literature.
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2.4.1 Street Sweeping

Bodin and Kursh 1978 [30] study the problem of routing street sweepers in the cities. This
problem is clearly a variation of the CARP since it can be modeled as a graph where the
links (edges and/or arcs) must be serviced. The objective here is to minimize the total
travel cost. The application studied by the authors has the restriction that a street cannot
be swept during parking hours. This results in a problem in which each link has a time
window associated in which the service of that link must take place. We will refer to this
problem as the Capacitated Arc Routing Problem with Time Windows (CARP-TW). Bodin
and Kursh 1979 [29] give a detailed description of a computer system to solve the problem.
Their algorithm starts by solving a transportation problem to decide which links must be
traversed an extra time without being serviced.5 Then, to take care of further restrictions
such as U-turns that must be penalized, an assignment problem is solved, and finally an
Euler tour is constructed. This algorithm is finally put in a larger framework where capacity
constraints and time windows are taken care of. It may be noted, that the time windows are
handled in a serial manner and are not included in the solution algorithm itself.

Street sweeping in rural areas are considered by Eglese and Murdock 1991 [66]. They argue
that unlike in urban areas, there are very few one-way streets in rural areas. Also, because of
the type of roads it is possible to perform U-turns in these environments, and because of lack
of parking restrictions one does not have to worry about time windows on the streets. For
these reasons, the routing of street sweepers become easier in rural areas. On the other hand,
because the area is often larger there will be several tip sites and a good routing algorithm
must take this into consideration. The authors note that because each road can be represented
by two arcs pointing in opposite directions, a tour can always be constructed that services
both sides of a street on the same tour. In a sense this is done by noting that a tour can be
considered a tree on the street network. The tour can then be constructed by traveling along
the tree while always choosing a left must turn if possible, and if not by making a U-turn.
Modifications are then made to deal with dead-ends and the likes, and the tip site is chosen
as the one nearest to the end of the tour.

2.4.2 Winter Gritting

Eglese and Li 1992 [65] consider the problem of spreading a de-icing agent on roads to prevent
them from becoming dangerously slippery. This is often referred to as Winter Gritting and
can be modeled as a CARP, since the problem is to service a set of streets in a network. The
streets are serviced by Capacitated vehicles, where the capacity constraint is on the amount
of de-icing material the truck can keep and the time the whole gritting takes. The objective
of the problem is to service the streets with a minimum cost with respect to the constraints
just mentioned. In contrast to the case of street sweeping, when considering winter gritting
each street can be serviced in both directions at once with the exception of highways with
multiple lanes in each direction. This means that the relative simple solution method cannot
be applied to this situation. The authors do not go into details about how they choose to solve
the problem. In stead they give an interesting discussion on how efficiency of the constructed

5This is often called dead-heading.
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solutions can be measured, and how the type of network (rural versus urban area) influences
this measure.

Eglese 1994 [63] also considered the routing of winter gritting vehicles. The author considers
a setup where the streets are partitioned into a number of categories, where those in cat-
egory 1 must be treated within two hours of call-out, those in category 2 must be treated
within four hours of call-out etc. This means that the problem becomes time constrained.
These time constraints could be handled as wide time windows or, as is the case in the paper,
by considering the categories separately. As before this winter gritting problem is also con-
strained by the capacity of the vehicles and thereby by the street length they can service. In
addition the problem here is a multiple depot problem, i.e. there are several possibilities as to
where the vehicles can be stationed and loaded for gritting. The network is partitioned into
elementary cycles at every node with a degree of more than two and a cycle-node network
is then constructed containing a node for each of these cycles. Two nodes in the cycle-node
network are connected by an edge if the corresponding cycles in the original network have a
node in common. The location of the Depots are now fixed, and tours are constructed by
making rooted trees in the cycle-node network. If necessary tours are merged. Finally the
tours are used as a starting solution for a simulated annealing algorithm where the time and
capacity constraints are relaxed and penalized in the objective function.

Cattrysse et al. 2002 [33] also consider the problem of spreading salt for winter gritting. The
authors mainly consider a setup with multiple Depots and are interested in design of districts
for the gritting operation. A district is a geographical area associated with a single Depot,
and are constructed on a long-term planning level, whereas the routing of the vehicles within
each district can be modified on a short term level. The authors assume that the location
of the Depots are fixed and describes an algorithm to construct the districts in the following
way. The network is first partitioned into elementary cycles which are in turn assigned to a
depot as a whole. The assignment of cycles to Depots (and thereby to districts) is done such
that cycles that are much closer to one depot than to any other depot are assigned to that
depot, and so on, while making sure that the borders between districts are relatively clear.
Finally, each district is considered in turn and the routing of the gritters are done using the
Augment-Insert heuristic by Pearn 1991 [123].

2.4.3 Refuse Collection

Bodin et al. 1989 [27] analyzes the routing of sanitation vehicles. The core of that problem
is clearly a CARP, since it requires service along the streets, and the problem is capacitated
by the amount of refuse in each truck and by the number of working hours. Furthermore,
the goal is to minimize the operating cost. The authors model consider, not only the routing
part of the problem, but the whole aspect of collecting and storing data for easy access by
the routing algorithms, the generation of the networks and the final reporting. The routing
part of the problem is handled by constructing one giant tour using a similar algorithm as
the one used by Bodin and Kursh 1978 [30]. The giant tour is then partitioned into a set of
relatively equal sized tours respecting the capacity constraints.

Mansini and Speranza 1998 [113] consider the problem of refuse collection from a more tactical
point of view. They focus on minimizing the maximal load of the workers when the collection
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of refuse is done a fixed number of times a week. Hence, they are concerned with the work
schedule of the refuse collection problem, and not so much with the routing of the vehicles.
They give some interesting discussions on how the problem changes when considering a system
where the refuse is divided into types (paper, organic refuse etc. ) that need to be handled
separately.

2.4.4 Electric Meter Reading

Dror and Stern 1979 [59] consider the problem of routing electric meter readers. The problem
occurs for municipal public service agencies which, in some countries, periodically have readers
going from house to house to collect data for billing purposes. The readers are transported to
the beginning of their route, works for a number of hours and are free to leave afterwards. To
minimize labor cost, the companies want to minimize the dead-heading time, and thereby the
number of workers. The problem can be modeled as a CARP-like problem since it requires
service of streets, and the time each reader may work is limited. However, the solution to
this problem are paths and not cycles, since they do not include connections to and from the
Depot node. They solve the problem by constructing a giant tour which is in turn split, using
simple forward splitting, into small tours corresponding to one reader.

2.4.5 Airline Scheduling

Many parts of Airline Scheduling can also be modeled as Capacitated Arc Routing. This
includes the scheduling of planes to flight legs and the scheduling of crew. When doing this,
each node in the graph corresponds to a destination and an arc in the graph corresponds to
a flight leg. That way the problem is modeled as a directed arc routing problem. Many extra
constraints must be taken into account when considering airline problems, including that the
fleet of planes is not homogen and a complicated set of union rules for the crew. The costs in
airline scheduling are high compared to the other applications that we have considered and so
a reduction of even few percent in operation cost can improve revenue by millions of dollars.

Anbil et al. 1992 [9], Chu et al. 1997 [40] and Barnhart et al. 1997 [18] consider the crew
scheduling problem and describe ways to model and solve the problem using a subproblem
method. Hu and Johnson 1999 [95] present a primal-dual subproblem simplex, which exten-
sively speed up the solution of the crew planning problem.

Goldsman et al. 2000 [82] present a stochastic model of the airline operation. They consider
different ways of disrupting the operation and suggest various methods for recovering the
schedules. They describe a simulation of airline operation called SimAir to simulate the
schedules and the influence of the different recovery procedures on the longer term.

2.5 Variations of the CARP

As we have just seen, several of the applications of the CARP involve variations of the
classical CARP. Here we will mention some of these variations, which have been treated in
the literature.
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2.5.1 Multi Depot CARP

The first variation of the CARP we will consider is the Multi Depot CARP (MD-CARP). The
MD-CARP is defined as the classical CARP with the exception that now there are several
Depots in which the vehicles are located and from which the tours must begin and end. The
most common variation of MD-CARP is where each vehicle must return to the same depot
as it started from. One could also consider the case where each vehicle just has to return to
some Depot by the end of the day independently of which Depot the vehicle started from. In
MD-CARP vehicles located in different Depots may have different capacity.

The MD-CARP frequently occurs in practice, though the problem is often considered as a
classical CARP. When dealing with several of the applications considered in the previous
section such as Street Sweeping, Winter Gritting, and Refuse Collection, the problem is
naturally a multi Depot one when considering a large area. For ease administration the
problems are partitioned into several single Depot problems on smaller geographical areas
such as neighborhoods, towns, or counties. For each such smaller area there is an associated
Depot where vehicle tours servicing that area begin and end, and where the administration
of the service of that area is handled.

Cattrysse et al. 2002 [33] and Cattrysse et al. 2003 [34] consider the problem of dividing
the initial area into smaller areas, called districts. They argue that the design of these
districts are on a long-term planning level, whereas the construction of vehicle tours are on a
short-term planning level. Each district should be a connected geographical area with clear
boundaries. Furthermore, streets that naturally belong together, such as the streets in a small
neighborhood, should be in the same district. Finally, the districts should be of similar size
and the Depot should be located as central in the district as possible.

The authors approach the problem by first partitioning the network into small units of edges
that should be in the same district. They then heuristically merge units to form the districts.
The partitioning of the network into units are done by making the network Eulerian and
making a cycle decomposition of the resulting network. In this way each cycle will correspond
to a face of the graph. Their first strategy for merging units into districts is to simply assign
each unit to the nearest Depot. They also consider this strategy when the units are simple
edges. Finally, they consider a strategy where the assignment of the units are based on
minimizing the lower bound of the required number of vehicles needed to service the edges of
the resulting districts.

Amberg et al. 2000 [7] also consider a Multi Depot variation of the CARP. In contrast to the
previous approach they do not consider the definition of districts as long-term decisions but
let the districts be formed as a result of the routing strategy. Specifically, the vehicle tours
are constructed first, and then the districts are formed as the streets serviced by vehicles
emerging from a specific Depot.

The solution strategy that is used is quite unique for arc routing as the authors, after con-
structing a giant tour, transform the problem into an Arc-Constrained Capacitated Minimum
Spanning Tree Problem (CMST). This problem is then solved heuristically, and the solution is
improved by Local Search. Finally a Multi Depot CARP solution is derived from the CMST
solution, and the resulting tours are improved by a simple route optimization procedure.
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Ghiani et al. 2001 [78] consider a variation of the CARP, which they refer to as the Capacitated
Arc Routing Problem with Intermediate Facilities (CARP-IF). The problem, which can be
viewed as a variation of the MD-CARP, is defined as the CARP with one Depot, but has a set
of nodes known as intermediate facilities, IF. The vehicles start in the Depot and must return
to the Depot when done, but they can recharge their capacity in any of the intermediate
facilities. For practical purposes the IFs can be dump sites for refuse, storage halls for salt
for winter gritting and the like.

The authors present two lower bounds and two heuristics for the CARP-IF. The first lower
bound notes that the RPP is a special case of the CARP-IF, and therefore uses a relatively
tight RPP lower bound based on branch and cut to bound the CARP-IF. The second lower
bound is a relaxation lower bound of an ILP formulation based on dead-heading variables.
The first heuristic they persent for the problem is based on constructing an RPP-tour and
splitting the tour in appropriate portions while connecting to the intermediate facilities. The
second heuristic is based on solving the classical CARP in a modified network, transforming
the solution to a CARP-IF solution in the original network and making some adjustments to
restore feasibility.

2.5.2 CARP with Time Windows

The CARP with Time Windows (CARP-TW) is defined as the classical CARP with the
extention that each demand edge has a Time Window associated within which the service
of that particular edge must begin. In addition to costs, travel times are associated with all
edges, and the tours must be constructed to respect the additional restriction, that all edges
are serviced within their Time Window.

CARP-TW has not been studied much in the literature, but do occurs in some of the appli-
cations of arc routing. Flight legs in Airline Scheduling have a fixed departure time and can
therefore be considered as having a time window of zero length. Street Sweeping, as presented
by Bodin and Kursh 1978 [30], have time windows on the streets to be serviced. Finally, Eglese
1994 [63] consides the routing of winter gritters where some streets must be swept after two
hours, other after four etc. This problem can clearly be considered as CARP-TW, where the
time windows are rather wide.

In his PhD. Dissertation, Mullaseril 1997 [117] consideres a directed version of the CARP-
TW. He consideres the problem from a heuristic point of view and also gives a transformation
of the directed CARP-TW to the node routing problem, VRP-TW.

2.5.3 Other Variations of the CARP

The Periodic CARP (PCARP) is defined as the CARP, where a long time horizon is
considered such that each demand edge requires service more than once. This problem occurs
some places in refuse collection where each household is serviced two or three times a week on
a rolling schedule. Here one must take into account that the problem may require a minimum
and maximum number of days between each service of the same street. Lacomme et al. 2002
[105] introduce this problem formally and present a generic algorithm for PCARP, which is
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an extention of the algorithm by Lacomme et al. 2001 [104]. Chu et al. [39] present two lower
bounds for PCARP which are both based on CARP lower bounds on a transformed graph.

The Stochastic CARP (SCARP) is suggested by Fleury et al. [72] to be similar to the
classical CARP except from the demand on the edges being a random variable. This problem
occurs in practice in problems such as refuse collection where the exact demand is not known.
Fleury et al. [72] consider the quality of the solutions obtained for SCARP when algorithms
for the deterministic CARP (the classical problem) are used. They explore how the robustness
of the solution changes when the deterministic problem is solved with a slightly smaller fictive
vehicle capacity. Fleury et al. 2004 [71] present a Memetic algorithm for SCARP which is an
extention of the algorithm by Lacomme et al. 2004 [107] and compares the result to algorithms
for the classical CARP based on the average demand.

Lacomme et al. 2003 [106] consider an extention of the CARP which they denote E-CARP.
E-CARP is defined as the classical CARP with the extention to handle problems defined on
mixed graphs (i.e. graphs containing both undirected edges and directed arcs), prohibited
turns, and different costs depending on whether or not a link is serviced or simply traversed.
The authors give a mathematical model for E-CARP which can handle these extra constraints.

Ulusoy 1985 [131] considers a version of the CARP where a vehicle includes a fixed cost
if it is used and where the vehicles differ in capacity. The objective function therefore is to
minimize the total travel cost plus the total fixed cost incurred by the use of vehicles. The
author considers both a case with an unlimited number of each vehicle type and the case
where the number of each vehicle type is bounded. An heuristic algorithm is presented that
first constructs a giant tour and then splits the tour by solving a Shortest Path Problem
taking into account the vehicle capacity and costs.

Lacomme et al. 2003 [108] consider a Multi Objective CARP. This problem is defined as
the classical CARP where the objective is not only to minimize the total routing cost, but
also to minimize the make-span, i.e. the length of the longest tour. With this objective the
problem can be viewed as a mix between the CARP and the Min-Max K-Chinese Postman
Problem, which is presented in Frederickson et al. 1978 [75]. The authors present a generic
algorithm for solving the Multi Objective CARP.
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SINGLE DEPOT CARP
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In this first part of the Dissertation, we consider the Classical Capacitated Arc Routing
Problem (CARP), as presented by Golden and Wong in 1981 [81]. As we saw in Chapter
2, this problem has several practical applications, and has been studied in the academic
literature during the past 25 years.

In the CARP we are given an undirected connected graph G = (N,E,C,Q), where N is the
set of nodes and E is the set of edges. The cost matrix, C, defines the cost cij of traversing
the edge (i, j) in either direction. This cost is strictly positive. The matrix Q is called the
demand matrix, and defines a non-negative demand, qij, for each edge, (i, j). Node 1 in the
graph is a special Depot node, in which a fleet of identical vehicles are initially located. Each
vehicle has a capacity of W on the amount of demand from the edges it can service. In the
CARP the goal is to find connected tours for the vehicles, starting and ending in the Depot,
such that the total travel cost is minimized. These tours must be constructed in such a way
that every edge with positive demand is serviced by exactly one vehicle and the sum of the
demand serviced by each vehicle does not exceed the vehicle capacity.

In Chapter 3, we first investigate the relationship between the two existing lower bounds for
CARP, which have been proven to outperform a wide range of other lower bounds, the LB2
and the Node Duplication Lower Bound (NDLB). We conclude that these two bounds are
incomparable, i.e. neither of the two bounds is always at least as good as the other. Subse-
quently, we present a new lower bound for the CARP, the Multiple Cuts Node Duplication
Lower Bound (MCNDLB), and prove that this bound outperforms the other two.

In Chapter 4, we consider problem specific heuristics for solving the CARP. As can be seen
in Chapter 2, there are already quite a few such heuristics for the classical CARP. First, we
will show how the Path-Scanning Heuristics can be modified to perform better. Next we
present two new problem specific heuristics for the CARP; the Node Duplication Heuristic,
which is based on constructing a special kind of graph, called a Node Duplicated Network,
and the Double Outer Scan Heuristic, which incorporates ideas from both the Path-Scanning
Algorithm and the Augment-Merge Algorithm.

In Chapter 5, we present a Meta Heuristic for the classical CARP. The algorithm, which we
refer to as DYPSA, combines Dynamic Programming and Simulated Annealing to find near
optimal solutions for the problem. The Algorithm can be used for various problems, so we
start by explaining the algorithm in a general setting, and then give the details of how it is
used for the classical CARP. Later in this text, we will show how DYPSA can also be used
for the CARP with time windows (Chapter 11) and for a wide range of other routing and
scheduling problems (Chapter 14).

In Chapter 6, we consider approximation algorithms with a fixed performance guarantee for
the CARP. An mentioned in Chapter 2, no appriximation algorithm has been constructed
directly for the CARP, but for the capacitated version of the GRP an appriximation algorithm
has previously been given. Since the CARP can be considered a special version of this problem,
that algorithm works for the CARP as well. We will review the existing work and state
that algorithm in details when it is applied to the CARP. Finally, we will present another
approximation algorithm, A-ALG, for the CARP, and show that this algorithm outperforms
the existing one.

Finally, in Chapter 7 we give our computational results for the algorithms presented for the
classical CARP in Chapters 3 through 6.
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Chapter 3

Lower Bounds for the CARP1

In this chapter we consider lower bounds for the Classical CARP. As we saw in Chapter 2,
many lower bounds have been suggested for the Classical CARP. The performance relationship
among most of these bounds were shown in Figure 2.2 on page 16, and are repeated in Figure
3.1, where an arrow from x to y indicates that bound x outperforms bound y, i.e. x(σ) ≥ y(σ)
for any instance σ. Note that the Hierarchical Relaxations Lower Bound (HRLB) has only
been experimentally compared with the other bounds, so even though it performs well on
the tested instances it has not been proved to outperform any of the other bounds for all
instances, which is why there is no relationship arrows to and from that bound. The goal
of this Chapter it to explore the relationship among the two lower bounds that have not
been proven to be outperformed by any bound, the Node Duplication Lower Bound and LB2.
Furthermore, we present a new lower bound that outperforms all the other bounds, with
HRLB being an exception, as we have not comparred our bound to this bound.

NSLB MLB

MNSLB

LB1

LB2 NDLB HRLB?

Figure 3.1: Relationships among existing Lower Bounds

1A slightly shorter version of this chapter is accepted for publication in “Computers and Operations Re-
search”, Wøhlk 2004 [136].
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In Section 3.1 we explore two existing lower bounds, LB2 and NDLB, for which the details
will be given in Section 3.1.1 and 3.1.2, respectively. In Section 3.1.3 we will prove by example
that no ranking exists among these two bounds.

In Section 3.2 we will present a new lower bound for CARP, called the Multiple Cuts Node
Duplication Lower Bound (MCNDLB). In Section 3.2.2 we illustrate this new bound on an
example, and in Section 3.2.3 we prove that this bound outperforms both LB2 and NDLB.

3.1 Existing Lower Bounds

Here we will give a summary of the two lower bounds that have not been outperformed so
far; the LB2 and the NDLB. For further details about the algorithms we refer the reader to
the original papers for those algorithms. To get an intuitive understanding of the material
in this section, we refer the reader to Section 3.2, where many of the details are explained
during the description of the MCNDLB.

3.1.1 LB2

The first bound we will consider is the LB2 which was first presented by Benavent et al. 1992
[23].

The idea in the LB2 is to consider several disjoint cuts (U,U ) with cut sets N \U and estimate
the cost of crossing edges.

Formally, we have the following algorithm to compute LB2:

1. Set U = {1}, L1 = 0, Z = 0, L2 = 0.

2. Let G′ = (N ′, E′) be the graph induced by N ′ = N \ U .
Find the connected components of G′.
Suppose that G′ has ŝ components, G′

s = (N ′
s, E

′
s), 1 ≤ s ≤ ŝ.

(a) For s = 1 to ŝ do:

i. ps = ⌈
P

(i,j)∈E′
s ∪ δ(N′

s) qij

W ⌉, the number of vehicles needed to service the edges in
E′

s and δ(N ′
s).

qs = |{(i, j) ∈ δ(N ′
s) : qij > 0}|, the number of edges into N ′

s with positive
demand.

rs = max{0, 2ps−qs}, the number of artificial edges needed for this component.

cs = min(i,j)∈ δ(N ′
s) cij , the cheapest edge out of G′

s.

Set Zs = 0.

ii. Let Θs = Θ ∩ N ′
s. If Θs 6= ∅ or rs > 0: construct a matching network G̃s (see

below) and set Zs = Z eGs
(the cost of a minimum cost matching in G̃s).

(b) Z =
∑ŝ

s=1 Zs.
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(c) L2 = max{L2,
∑

(i,j)∈ER
cij + Z + L1}.

(d) L1 = L1 +
∑ŝ

s=1 rscs.

3. Set U ′ = {i ∈ N : i is adjacent to a vertex in U}.
Set U = U ∪ U ′.
If U 6= N : go to Step 2, otherwise go to Step 4.

4. Set LB2 = L2. Stop.

Before showing how to construct the graph G̃s we will take a look at what is going on in the
above algorithm.

As mentioned earlier, we consider different cuts, (U,N\U), in G, starting with U = {1}. For
each of these cuts we, calculate L1 and Z, where L1 is a lower bound of the cost of artificial
edges in the graph induced by U , and Z is a lower bound of the cost of everything outside
this graph. So for each of the cuts we consider,

∑
(i,j)∈ER

cij + L1 + Z is a lower bound. In
Step 2.c and Step 4 we choose the higher of these bounds.

For each of the cuts we find the connected components of N\U , let Zs be the Z-value for
component number s, and hence let Z be the sum of these Zs’s. The Zs are calculated in
Step 2.a, where we calculate rs, the number of artificial edges needed to service all edges in
the component and all edges connecting the component to U . With this rs we construct a
matching network, G̃s, as follows

Consider the s’th component, represented by the graph G′
s = (N ′

s, E
′
s). Let Θs = Θ ∩ N ′

s be
the set of odd nodes in G′

s.

For every node, i, in N ′
s set m(i) = minu∈U SPL(i, u), i.e. the length of a shortest path from

i to any node in U . We renumber the nodes (starting with one) in N ′
s in nondecreasing order

by m(i) (N ′
s is equal to N ′

s\{1}, because node 1 is never included in any component).

Now, let Y be a set of rs nodes, representing copies of nodes in U . Let B be a set of nodes
containing D(R, i) copies of node i = 1, 2 . . . l where l = min{|N ′

s| , min{k |
∑k

i=1 D(R, i) ≥
rs}}. Let S be the set containing every node from Θs whose copies are not already contained
in B. Finally, let X be a set of max{0 , |Θs| − rs} nodes. X can be considered to be extra
copies of nodes in U . There is now enough nodes in Y ∪ X for every node in S ∪ B to be
matched to one of these at cost m(i) or to be matched inside B at cost 0. X is necessary
because for any two nodes, i and j in S ∪ B it might be cheaper to match both i and j to
something in U at cost m(i) and m(j) instead of matching them to each other.

Now construct G̃s (see Figure 3.2) with node set S ∪ Y ∪B ∪X and the following edge costs
(assuming that all the distances are taken from the original version of the nodes in G).

cij =





SPL(i, j) ∀ i, j ∈ S ∪ B
m(i) ∀ i ∈ S ∪ B, j ∈ A ∪ X
0 ∀ i, j ∈ X
∞ ∀ i, j ∈ Y (i.e. there are no edges inside Y )

In this graph, G̃s, we find a minimum cost matching and let Z eGs
be the cost. With this con-

struction the calculation of LB2 is done, and it should be intuitively clear that the following
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Figure 3.2: The graph G̃s

theorem holds:

Theorem 3.1 (Benavent et al. 1992 [23]). LB2 is a valid lower bound for the cost of CARP.
�

3.1.2 Node Duplication Lower Bound (NDLB)

The Node Duplication Lower Bound (NDLB) was first presented by Hirabayashi et al. 1992
[92] about the same time as the LB2 was presented.

Given a graph G = (N,E,C,Q), the NDLB can be calculated by a four step procedure, where
details are given below:

1. Construct the Node Duplicated Network, G̃ = (Ñ , Ẽ), from G.

2. Modify the node duplicated network.

3. Restrict the node duplicated network.

4. Solve the minimum cost perfect matching problem on G̃ and let NDLB =
∑

(i,j)∈ER
cij

+Z eG, where Z eG is the cost of the matching.

Step 1: For the construction of G̃ = (Ñ , Ẽ), we first calculate the minimum number of vehicles

needed to service the whole graph, p = ⌈
P

(i,j)∈E qij

W ⌉, and set r = max{0, 2 · p − D(R, 1)}. If
r = 0 and D(R, 1) is odd, we set r = 1. Now r is the number of extra edges incident to the
depot needed to service the whole graph. The node set Ñ of G̃ will now consist of D(R, i)
copies of node i ∈ N\{1} and D(R, i) + r copies of the depot.

We let G̃ be a complete graph, and for each demand edge, (i, j), in E we choose an edge
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between copies of i and j in G̃, and assign the demand, qij, of (i, j) to this edge. This is done

in such a way that no node in Ñ is chosen more than once. All other edges in Ẽ have zero
demand.

The cost of edges in Ẽ are set to

cij =





∞ if qij > 0
∞ if i and j are both copies of the depot
0 if qij = 0 and i and j are copies of the same node in N
SPL(i, j) if qij = 0 and i and j are copies of different nodes in N

Step 2: To modify network, the node duplicated network, do the following: Consider every
pair of demand edges, (i, j) and (k, l) in Ñ . If qij + qkl > W we set the cost of the edges
between them to ∞.

Step 3: To retirict the node duplicated network, we remove all copies of the Depot (and all
edges incident to it) that are endpoints of a demand edge.

A simpler, but not as good, version of the algorithm can be obtained by skipping the pro-
hibiting rules of Step 2 and 3, and hence solving the minimum cost perfect matching problem
directly on the node duplicated network constructed in Step 1. In either case, we get the
following theorem:

Theorem 3.2 (Hirabayashi et al. 1992 [92]). NDLB is a valid lower bound for the cost of
CARP. �

3.1.3 Relationship between LB2 and NDLB

There are three possibilities in the relationship between LB2 and NDLB. Either LB2 performs
better than NDLB for all instances, σ, of CARP, i.e. LB2(σ) ≥ NDLB(σ) ∀ σ, or vise versa,
or LB2 performs better than NDLB on some instances, and NDLB performs better than LB2
on other.

Consider the graph in Figure 3.3, where the numbers on the arcs are (cij , qij), which gives
us

∑
(i,j) ∈ E cij = 15 and

∑
(i,j) ∈ E qij = 16. We shall see now that if we set the vehicle

capacity to 4, NDLB performs strictly better than LB2, but if we set the capacity to 5, LB2
performs strictly better than NDLB. This shows that LB2 and NDLB are incomparable

First set the vehicle capacity W = 4. For the calculation of LB2, the first iteration gives
us U = {1}, Z = 0, L1 = 0, L2 = 0, and we get one component, G′

1 = (N ′
1, E

′
1), with

N ′
1 = {2, 3, 4, 5}. The number of vehicles needed to service all the demand edges in E′

1 and
δ(N ′

1) is p1 = ⌈16
4 ⌉ = 4. There are q1 = 2, demand edges connecting G′

1 to U , and hence
r1 = max{0, 2 · 4 − 2} = 6 artificial edges are needed. The cheapest edge in δ(N ′

1) is (1, 4)
with cost 2. Therefore we have c1 = 2. The set of odd nodes in G′

1 is Θ1 = {2, 3, 4, 5} and

the set X = ∅, which gives us the matching network G̃1 shown in Figure 3.4, where the edges
of an optimal matching are shown. The cost of this matching is Z1 = 15. Since there are
only one component, we get Z = 15. So iteratin 1 gives L2 = max{0, 15 + 15 + 0} = 30 and
L1 = 6 · 2 = 12.
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1

2 3 4

5

(2, 2) (2, 2)

(1, 3) (1, 3)

(3, 3) (3, 1)(3, 2)

Figure 3.3: Example

Y B

2

4

3 5
S

Figure 3.4: LB2. Iteration 1: G̃1

For iteration 2 we have U = {1, 2, 4} and N ′ = {3, 5}. Again there is only one component,
G′

1 = (N ′
1, e

′
1). To service the demand edges in G′

1 and in δ(N ′
1) we need p1 = ⌈12

4 ⌉ = 3
vehicles. There are q1 = 4 demand edges in δ(N ′

1), and hence we need r1 = max{0, 2·3−4} = 2
artificial edges for that component. The cheapest edge connecting G′

1 to U is (2, 3) with cost
c23 = 1. Therefore c1 = 1. The set of odd edges in G′

1 is Θ1 = {3, 5}, and again X = ∅. We

get the matching network G̃1 shown in Figure 3.5. The minimum cost perfect matching in
G̃1 is shown in bold, and has cost Z1 = 4 Since there is only one component, we get Z = 4
and hence L2 = max{30, 15 + 4 + 12} = 31 and L1 = 12 + 2 · 1 = 14. Finally U = N we are
done and have LB2 = 31.

Setting W = 5 does not change anything for this bound.In the first iteration we get p1 =
⌈16

5 ⌉ = 4 as before, and in the second iteration we get p1 = ⌈12
5 ⌉ = 3 as before. Therefore,

with W = 5, we also get LB2 = 31.

To calculate NDLB with vehicle capacity 4, we finde the number of vehicles needed to be
p = ⌈16

4 ⌉ = 4. There are D(R, 1) = 2 demand edges incident to the depot, and hence
r = max{0, 2 ·p−D(R, 1)} = 6 artificial edges incident to the depot are needed. We construct
the node duplicated network shown in Figure 3.6 with dotted edges indicating demand edges.
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3

Figure 3.5: LB2. Iteration 2: G̃1

Edge in optimal matching

Demang edge

1

2 3 4

5

Figure 3.6: NDLB. W = 4

A minimum cost perfect matching, after the prohibiting rule is applied, is shown in bold in
Figure 3.6. The cost of such a matching is 18, and so we get NDLB =

∑
(i,j)∈N +18 = 15 +

18 = 33.

To calculate NDLB with vehicle capacity 5, we set p = ⌈16
5 ⌉ = 4 and r = max{0, 2 · p −

D(R, 1)} = 6. We construct the node duplicated network shown in Figure 3.7 with dotted
edges indicating demand edges. Since the vehicle capacity is higher now, the prohibitting
rule is not as restrictive as in the previous case. A minimum cost perfect matching, after the
prohibiting rule is applied, is shown in bold in Figure 3.7, with a cost of 15. Therefore we get
NDLB =

∑
(i,j)∈N +15 = 15 + 15 = 30.

We summerize the results in Table 3.1 and can imidiately derive the following theorem:

W LB2 NDLB

A 4 31 33
B 5 31 30

Table 3.1: Results for graph in Figure 3.3.
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Edge in optimal matching

Demang edge

1

2

3
4

5

Figure 3.7: NDLB. W = 5

Theorem 3.3. There exists no ranking between LB2 and NDLB.

3.2 The Multiple Cuts Node Duplication Lower Bound

In this section we present a new Lower Bound for the CARP, called the Multiple Cuts Node
Duplication Lower Bound (MCNDLB). The algorithm for MCNDLB is based upon the ones
for the LB2 by Benavent et al. 1992 [23] and the NDLB by Hirabayashi et al. 1992 [92], which
are summarized in Section 3.1.1 and 3.1.2, respectively. We will explain the algorithm in
detail in Section 3.2.1. In Section 3.2.2, we illustrate the algorithm on an example, and in
Section 3.2.3, we prove that the algorithm outperforms both LB2 and NDLB.

3.2.1 The Algorithm

The idea in the Multiple Cuts Node Duplication Lower Bound is to consider mutually disjoint
cuts (U,N\U), with cut-sets δ(U), and where the Depot node is always in U . Denote by Uk the
set used for the cut in iteration k of the algorithm, denote by U the set of the current iteration,
and let K be the current iteration number. Then we have U1 ⊂ U2 ⊂ . . . ⊂ UK−1 ⊂ U .

Given such a cut, U , the graph induced by N \ U will consist of one or more connected
components, G′

s = (N ′
s, E

′
s), s = 1, . . . , ŝ. This is illustrated in Figure 3.8 With a vehicle

capacity of W , we need at least ps = ⌈
P

(i,j)∈E′
s ∪ δ(N′

s) qij

W ⌉ vehicles to service component s and
the edges connecting the component to U . Ideally, each tour entering G′

s services a demand
edge on entering and on leaving G′

s. When this does not happen, we say that it is using
artificial edges, which may be edges without demand or demand edges not currently being
serviced. We need at least rs = max{0, 2ps−qs} artificial edges between G′

s and U , where qs is
the number of demand edges into G′

s. Now we estimate the cost of servicing the demand edges
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U
Component 1

Component 2

Figure 3.8: Components G′
s = (N ′

s, E
′
s)

in G′
s and δ(N ′

s) by constructing a node duplicated network similar to the one in Hirabayashi
et al. 1992 [92] and letting Zs be the cost of a minimum cost perfect matching in this network.
Edges in this matching network represent possible paths between demand edges which can
be used in tours. The exception to this is edges between copies of the same node, which have
cost zero.

With this, Z =
∑t

s=1 Zs is a lower bound on the cost of servicing everything outside G(U).

To estimate the cost of servicing the demand edges in G(U) we let, for each component, cs

be the cheapest edge in δ(N ′
s). When rs (cs) is relative to Ui we write it as ri

s (ci
s).

Iterating over all the mutually disjoint cuts, constructed from the sets U1, U2, u3, . . . , UK−1

contained in the current set U , and defined by the edges at successive distance from the depot,
L1 =

∑K−1
i=1

∑t
s=1 ri

s ci
s will be a lower bound on the cost of traversing these cuts, which,

when they are added into the lower bound, are contained in G(U).

For each of the cuts we consider, L1 + Z +
∑

(i,j)∈ER
cij is a lower bound on the cost. The

algorithm for calculating MCNDLB has the same structure as the one for calculating LB2
(see Section 3.1.1) except for Step 2.a.ii where we use nearly the same ideas as in NDLB (see
Section 3.1.2), to estimate Z and thereby get a stronger bound than LB2.

The algorithm is as follows, with Step 2.a.ii presented in detail at the end.

1. Set U = {1}, L1 = 0, Z = 0, L2 = 0.

2. Let N ′ = N \ U and G′ = (N ′, E′) be the graph induced by N ′.
Find the connected components of G′.
Suppose that G′ has ŝ components, G′

s = (N ′
s, E

′
s), 1 ≤ s ≤ ŝ.

(a) For s = 1 to ŝ do:

i. ps = ⌈
P

(i,j)∈E′
s ∪ δ(N′

s) qij

W ⌉, the number of vehicles needed to service the edges in
E′

s and δ(N ′
s).

qs = |{(i, j) ∈ δ(N ′
s) : qij > 0}|, the number of demand edges into N ′

s.

rs = max{0, 2ps−qs}, the number of artificial edges needed for this component.

cs = min(i,j)∈ δ(N ′
s) cij , the cheapest edge out of G′

s.
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Set Zs = 0.

ii. A. Construct the Node Duplicated Network, G′′
s from G′

s.

B. Set Zs = ZG′′
s

(the cost of a minimum cost matching in G′′
s).

(b) Z =
∑ŝ

s=1 Zs.

(c) L2 = max{L2,
∑

(i,j)∈ER
cij + Z + L1}.

(d) L1 = L1 +
∑ŝ

s=1 rscs.

3. Set U ′ = {i ∈ N : i is adjacent to a node in U}.
Set UK = U . Set U = U ∪ U ′.
If U 6= N : go to Step 2, otherwise go to Step 4.

4. Set MCNDLB = L2. Stop.

The construction of the node duplicated network, and other networks in Step 2.a.ii is as
follows:

Consider the s’th component, represented by the graph G′
s = (N ′

s, E
′
s). For every node, i, in

N ′
s set m(i) = minu∈U SPL(i, u), i.e. the length of a shortest path from i to any node in U .

For the construction of G′′
s = (N ′′

s , E′′
s ), we let the node set N ′′

s consist of two sets, Y and S,
where S will consist of copies of nodes from N ′

s, and Y will consist of copies of nodes in U .
For each node i in N ′

s, we add D(R, i) nodes to S and call these nodes the family of i. The
set Y consists of qs + rs nodes, which can be considered to be copies of nodes in U .

We let G′′
s be a complete graph, and for each demand edge, (i, j), in E′

s we choose an edge
between copies of i and j in E′′

s , and assign the demand, qij, of (i, j) to this edge. For demand
edges (i, j) in δ(N ′

s) (say without loss of generality that i ∈ N ′
s and j ∈ U) we choose a node

l in the family of i in S and a node k in Y and assign the demand of (i, j) to (l, k). All these
assignments are done in such a way that no node in N ′′

s is chosen more than once. All other
edges in E′′

s have zero demand.

The cost of edges (i, j) in E′′
s are set to

ci,j =





∞ if qij > 0
∞ if i, j ∈ Y
m(i) if qij = 0 and i ∈ S and j ∈ Y
0 if qij = 0 i, j ∈ N ′

s are copies of the same node in G′
s

SPL(i, j) if qij = 0 i, j ∈ N ′
s are copies of different nodes in G′

s

To modify the node duplicated network, do the following: Consider every pair of demand
edges (edges that were assigned demand in the construction of G′′

s), (i, j) and (k, l) in E′′
s . If

qij + qkl > W , we set the cost of the edges (i, k), (i, l), (j, k), and (j, l) to ∞, since (i, j) and
(k, l) cannot be serviced on the same tour.

To prepare the network for matching, we remove all copies of nodes in U (and all edges
incident to them) that are endpoints of demand edges.
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Finally let X be a set of max{0, |S| −|Y |} nodes if |S| − |Y | is even, and max{1, |S| −|Y |}
otherwise. Each node i of X is connected to every node j in S with a cost of m(j), but is not
connected to nodes of Y . X can be considered to be extra copies of nodes in U . The cost
of edges between nodes inside X is zero. There are now enough nodes in Y ∪ X for every
node in S to be matched to one of these at cost m(i). X is necessary because for any two
nodes, i and j in S, it might be cheaper to match both i and j to something in U at cost
m(i) and m(j) instead of matching them to each other, illustrating the vehicle driving back
to subgraph U and then returning to S.

Note that although the triangle inequality may not apply in the original graph, it does apply
in this matching network as long as no edges with cost infinity are involved.

Theorem 3.4. MCNDLB is a valid lower bound for the CARP.

Proof. The procedure for calculating MCNDLB follows, except for Step 2.a.ii, the one for
calculating LB2. We just need to prove that at each iteration Z, as computed in Step 2.a.ii,
is a lower bound on the cost of the necessary artificial edges outside the set U . Given this,
the validity of MCNDLB follows from the validity of LB2 (see Benavent et al. 1992 [23] for
such a proof).

Consider an optimal solution to the CARP on G. Such a solution consists of h tours Pi =
(1, vi1 , vi2 , . . . , vini

, 1) for i = 1, . . . , h. In the following we will let c(Pi) denote the cost of
the artificial edges on the path Pi, i.e. edges that are not serviced by the i’th vehicle. The
cost of our optimal solution is hence

∑
(i,j)∈ER

cij +
∑h

i=1 c(Pi).

Consider the i′th path as it runs through G′ ∪ U . Since we are only interested in estimating
the cost of everything outside U here, we set the demand of every edge that lies completely
inside U to zero. At the same time we shrink U to just one node u and let every edge incident
to a node in U be incident to u with the same cost and demand. Let G̃ be the resulting graph.
We let the cost of the other edges in G̃ be the same as in G. The path Pi in G naturally
corresponds to a path P̃i in G̃ with c(P̃i) ≤ c(Pi).

Now, P̃i uniquely corresponds to an alternating path Pi in G′′
s with c(Pi) ≤ c(P̃i). Pi is an

alternating path in the sense that Pi = (e1, e2, . . . ek−1, ek), where ei is a demand edge for
every second i, and a matching edge for every other i. If there are two adjacent demand
edges on the path P̃i, the matching edge between them on the corresponding path Pi in G′′

s

lies within a family, i.e. is between two copies of the same node. Finally, the matching edges
of all the paths Pi taken together correspond to a perfect matching, M, of non-demand edges
in G′′. Denote by M∗ a minimum cost perfect matching in G′′, then we have

c(M∗) ≤ c(M) ≤
h∑

i=1

c(Pi) ≤
h∑

i=1

c(P̃i) ≤
h∑

i=1

c(Pi)

and we are done.

3.2.2 Illustration of MCNDLB

To illustrate the Multiple Cuts Node Duplication Lower Bound we use the graph in Figure
3.3 on page 34, which is repeated in Figure 3.9 for sake of simplicity. Remember, that the
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numbers on the arcs are (cij , qij), which gives us
∑

(i,j) ∈ E cij = 15 and
∑

(i,j) ∈ E qij = 16.

1

2 3 4

5

(2, 2) (2, 2)

(1, 3) (1, 3)

(3, 3) (3, 1)(3, 2)

Figure 3.9: Example

We illustrate the algorithm with vehicle capacity W = 5. As in the LB2 algoithm we start with
U = {1}, and G′ = (N ′, E′), where N ′ = {2, 3, 4, 5}. This gives us one connected component,
G′

1 = (N ′
1, E

′
1) To service all demand edges in E′

1 and δ(N ′
1), we need p1 = ⌈16

5 ⌉ = 4 vehicles.
There are q1 = 2 demand edges in δ(N ′

1), and hence r1 = max{0, 2 · 4− 2} = 6 artificial edges
are needed. The cheapest edge in δ(N ′

1) is (1, 4) with cost 2, and hence we have c1 = 2. For
the node duplicated network G′′

1 we have 3 nodes to respecent each on the nodes 2, 3, 4, and
5, since the degree of each of these eaces is 3. Furthermore, we must have q1 + r1 = 8 noes
in the set Y , and 4 nodes in the set X. The resulting network is shown on the left hand-side
of Figure 3.10 where edges of an optimal matching are shown in bold, and demand edges are
dashed. The cost of an optimal matching in G′′

1 is Z1 = 15. Since there is only one component,
we get Z = 15, and thereby the first iteration gives us L2 = max{0, 15 + 15 + 0} = 30 and
L1 = 6 · 2 = 12.

Figure 3.10: Left: Iteration 1. Right: Iteration 2.

For iteration 2 we have U = {1, 2, 4} and thereby G′ = (N ′, E′) with N ′ = {3, 5}, which
gives us one component, G′

1 = (N ′
1, E

′
1). p1 = ⌈12

5 ⌉ = 3 vehicles are needed to service
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the edges in E′
1 and in δ(N ′

1). There are q1 = 4 demand edges in δ(N ′
1), and hence we

need r1 = max{0, 2 · 3 − 4} = 2 artificial edges to srvice all thedemand in that component.
The cheapest edge in δ(N ′

1) is (2, 3) with cost c23 = 1, and hence we have c1 = 1. The
node duplicated network, G′′ = (N ′′, E′′) for this component is shown on the right-hand
side of Figure 3.10 where edges of an optimal matching are shown in bold, and demand
edges are dashed. The cost of an optimal matching is Z1 = 4, which gives us Z = 4,
L2 = max{30, 15 + 4 + 12} = 31, and L1 = 12 + 2 · 1 = 14. Finally, U = N , and we set
MCNDLB = L2 = 31.

For comparrison we have calculated LB2 and NDLB for this example as well as for the case
where W = 4. We get the following results:

W LB2 NDLB MCNDLB

4 31 33 33
5 31 30 31

3.2.3 Relationship between MCNDLB and LB2 and NDLB

In this section we will prove that MCNDLB outperforms both NDLB (Theorem 3.5) and LB2
(Theorem 3.6). By adding this to our ranking of lower bounds we get the relationships as
shown in Figure 3.11.

NSLB MLB

MNSLB

LB1

LB2 NDLB

MCNDLB HRLB?

Figure 3.11: Relationship among Lower Bounds.

Theorem 3.5. MCNDLB outperforms NDLB, i.e. NDLB(σ) ≤ MCNDLB(σ) for every
instance σ of the CARP.
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Proof. Consider the first iteration in the calculation of MCNDLB. Here the set U consists
only of the depot, so the matching network constructed in Step 2 is identical to the one
constructed for NDLB except for the set X. Even the costs are identical since the m(i) from
MCNDLB is SPL(1, i) in NDLB. In the case where there is an odd number of nodes in X,
the set Y for NDLB has one more node than the set Y for MCNDLB. Hence, in this case we
can consider one of the nodes in X as being in Y , and we are in the even case. Hence, it is
enough to consider instances where there is an even number of nodes in X. Since we take the
maximum over all iterations in the calculation of MCNDLB, it is enough to prove that the
cost c(M̃) of an optimal matching M̃ in the matching network for NDLB has cost no more
that the cost c(M) of an optimal matching M in the matching network constructed in the

first iteration of the algorithm for MCNDLB. To prove that c(M̃ ) ≤ c(M), we show that the
matching M can be transformed into a matching M ′ in the same network without increasing
the cost, such that in M ′ all nodes in X are matched within this set.

Let k and l be two nodes in X that are both matched to nodes not in X. Say that k is
matched to i and l is matched to j with cost cik + cjl. We change the matching such that k is
matched to l and i is matched to j with cost ckl + cij. Now we have cik + cjl = m(i)+m(j) =
SPL(i, 1) + SPL(j, 1) ≥ SPL(i, j) + 0 = ckl + cij , where the second equality holds, because
there is only one node in the set U , and the inequality holds by the triangle inequality for
shortest paths. Doing this for all such pairs of nodes in X gives us the matching M ′ with
c(M ′) ≤ c(M). Since all nodes in X are matched internally at cost zero, M ′, restricted to the

subgraph G′′
s \ G(X), is a matching with the same cost. But M̃ is a minimum cost perfect

matching in this graph, and so we have c(M̃) ≤ c(M ′) ≤ c(M), and we are done.

Theorem 3.6. MCNDLB outperforms LB2, i.e. LB2(σ) ≤ MCNDLB(σ) for every instance
σ of the CARP.

Proof. The two bounds follow the same procedure with the only difference being the way we
construct the matching network in Step 2.a.ii. It is therefore enough to prove that in every
iteration and for each component, G′

s, the matching in G′′
s for MCNDLB has cost no less

than the matching in G̃s for LB2. Let us first consider another matching network called Υ
constructed as G′′

s for MCNDLB but without the prohibiting rule. Furthermore, the cost of
demand edges in Υ will be SPL(i, j) instead of infinite, so the costs in Υ are defined as

cΥ
i,j =

{
SPL(i, j) if (i, j) is a demand edge
cij else

where cij is the cost of that edge in G′′
s .

Note that as long as no edges in Y are considers the triangle inequality holds. We will prove
the theorem in two steps.
a) ZΥ ≤ ZG′′

s

b) Z eGs
= ZΥ

Proof of a): Since Υ can easily be constructed from G′′
s by setting the cost of some edges in Υ

to infinite, an optimal matching in Υ can clearly cost no more than an optimal matching in G′′
s .
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Proof of b): We partition the nodes of Υ into suitable sets (see Figure 3.12). The set YΥ

consists of the rs nodes from Y that still remain at this point of the algorithm. The set X2
Υ

consists of max{0, |Θ′
s| − rs} nodes from the set X, where Θ′

s is the nodes of G′
s

2 that have
odd degree with respect to ER in the original graph, G. The set X1

Υ consists of the rest of
the nodes from X. The set BΥ consists of D(R, i) copies of the same nodes whose copies
are included in B in the construction of G̃s, i.e. B and BΥ are equivalent. (Recall that the
nodes in B are those with the smallest m(i)). The set LΥ consists of D(R, i) copies of the
even nodes that are not included in BΥ. The set SΥ consists of one copy of each odd node
whose copies are not included in BΥ. Finally the set Srest

T consists of D(R, i) − 1 copies
of the same nodes as those in SΥ. Now, X1

Υ ∪ X2
Υ equals X in G′′

s , YΥ equals Y in G′′
s ,

and BΥ ∪ SΥ ∪ LΥ ∪ Srest
Υ equals S in G′′

s . Note that the sets LΥ and Srest
Υ both have an

even number of nodes. Furthermore, since the whole graph has an even number of nodes by
construction, and because the set YΥ ∪BΥ ∪SΥ ∪X2

Υ has an even number of nodes, X1
Υ does

too.

Consider the subgraph Υ′ induced by YΥ∪BΥ∪SΥ∪X2
Υ. By the construction of Υ it is clear

that Υ′ is identical to G̃s. We set Λ = LΥ ∪ Srest
Υ ∪ X1

Υ.

LΥSrest
Υ

SΥ BΥ

YΥ

X1
Υ

X2
Υ

Figure 3.12: The partitioning of Υ.

A family is all the copies of the same node in G, and we refer to a family as odd if it has an
odd number of nodes, and even otherwise. We denote by F (i) the family of node i.

Now, let M be an optimal matching in Υ. We will show how to change M into a matching
M with cost c(M ) ≤ c(M) such that every node in Λ is matched within this set at zero cost.
That is, every node i in Λ is matched to a node in the same family as i. The cost of M will
then be the equal to Z eGs

, i.e. that of a minimum cost matching in YΥ ∪ BΥ ∪ SΥ ∪ X2
Υ.

The proof is by induction, so in each iteration we will get one additional zero cost edge in Λ.
In the following, let i ↔ j mean that i is matched to j.

2Such a node is called odd.



44 CHAPTER 3. LOWER BOUNDS FOR THE CARP

We consider one family, of nodes in Srest
Υ ∪ SΥ ∪ LΥ at a time

Suppose that in an odd family all nodes except one are matched within the family (at zero cost)
as shown in Figure 3.13. Call the node matched outside the family i, so in M i ↔ j /∈ F (i).
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Figure 3.13: Only one node is matched outside the family.

If i ∈ SΥ, we do nothing, because i does not belong to Λ. Otherwise let k ∈ SΥ be a node
in the family, F (i), with k ↔ l in M . Then l is in the same family as i and k, because only
i is matched outside the family. Let M be M with i ↔ j, k ↔ l replaced by k ↔ j, i ↔ l,
which has the same cost (the cost of an edge between j and any node in the family of i is the
same, because they are all copies of the same node in G′

s), but gives us one additional zero
cost edge in Λ.

Now suppose that in some family two nodes, i and j, are matched outside the family in M :
i ↔ u, j ↔ w. This is shown in Figure 3.14. There are three cases (1: u /∈ YΥ, w /∈ YΥ, 2:
u /∈ YΥ, w ∈ YΥ and 3: u ∈ YΥ, w ∈ YΥ) :
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 i j

u w

Figure 3.14: Two nodes matched outside the family.

Case 1: u /∈ YΥ, w /∈ YΥ. We change i ↔ u, j ↔ w to be i ↔ j, u ↔ w. If u,w ∈ X, the
cost before the change is m(i) + m(j), and the cost after the change is c′ij + c′uw = 0. If
u ∈ X,w /∈ X, the new cost is c′ij + c′uw = 0+ m(w) ≤ SPL(j, w)+ m(i) = c′jw + c′iu (the cost
before the change), where the inequality holds by the triangle inequality, and because i and j
are copies of the same node. Finally, if u,w /∈ X the new cost is c′ij + c′uw = 0+ SPL(u,w) ≤
SPL(w, j)+SPL(i, u) = c′jw +c′iu (the cost before). In all three subcases we get an additional
edge inside the family, and thereby in Λ.
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i j

u w

YΥ

Figure 3.15: w ∈ YΥ.

Suppose that u ∈ X. Because |BΥ| ≥ |YΥ|, there must be some node y ∈ BΥ, which is not
matched to YΥ in M . Say y ↔ k as shown in the left hand side of Figure 3.16.
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Figure 3.16: Left: u ∈ X,w ∈ YΥ. Right: u ∈ S,w ∈ YΥ.

The cost of this is c′iu + c′jw + c′yk = m(i) + m(j) + SPL(k, y). We change that matching to
be j ↔ i, u ↔ y, k ↔ w, which has cost c′ij +m(k)+m(y) ≤ 0+ [m(y)+SPL(y, k)]+m(y) ≤
m(i) + SPL(y, k) + m(j), where the first inequality holds by the triangle inequality and, the
second holds because y ∈ BΥ. This gives us an additional edge inside the family, and thereby
inside Λ. Now suppose that u ∈ S as shown in the right hand side of Figure 3.16.

The cost of j ↔ w, i ↔ u is m(j) + SPL(i, u). We change the matching to be j ↔ i, u ↔ w
with cost 0 + m(u) ≤ SPL(u, i) + m(j), again with an additional edge inside the family, and
hence in Λ.

Case 3: u ∈ YΥ, w ∈ YΥ. Because |BΥ| ≥ |YΥ|, there must be at least two nodes in BΥ that
are not matched to nodes in YΥ. Let k and l be such nodes. If k ↔ l in M , as shown in the
left hand side of Figure 3.17, we change the matching to be l ↔ u, i ↔ j, k ↔ w.

The cost before this change is m(i) + m(i) + SPL(l, k), where the last term might be zero.
The cost after the change is m(l)+m(k)+0, which is no more than before, because k, l ∈ BΥ.
This change gives us an additional edge inside the family. If we do not have k ↔ l in M ,
there exists s, t such that k ↔ s, l ↔ t. There are now two possibilities. In the first, at least
one of s and t is in S. Assume that s ∈ S as in the right hand side of Figure 3.17.

In this case we change i ↔ u, j ↔ w, k ↔ s to be i ↔ j, k ↔ u, s ↔ w. We have
m(k) ≤ m(i) = m(j), because k ∈ BΥ, and m(s) ≤ m(k) + SPL(s, k) because of the
triangle inequality. The cost after the change is 0 + m(k) + m(s) ≤ 2 · m(k) + SPL(k, s) ≤
m(i)+m(j)+SPL(k, s) (the cost before the change). Again we get an additional edge inside
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Figure 3.17: Left: l is matched to k in M . Right: s ∈ S.

the family. The final possibility is that s, t ∈ X as in Figure 3.18.

Figure 3.18: s, t ∈ X.

In this case we change i ↔ u, j ↔ w, k ↔ s, l ↔ t to be i ↔ j, k ↔ w, l ↔ u, s ↔ t.
The cost before the change is m(i) + m(j) + m(k) + m(l). The cost after the change is
c′ij + c′st + m(k) + m(l) = m(k) + m(l). Also in this case we get an additional edge inside the
family. So, in Case 3, we can always get an aditional edge inside Λ.

After doing this for every family of nodes in Srest
Υ ∪ SΥ ∪ LΥ, all nodes in Srest

Υ ∪ LΥ are
matched within their own families at zero cost. Suppose b nodes from SΥ ∪ BΥ are matched
to YΥ ∪X. This is shown in Figure 3.19. If b > |YΥ ∪X2

Υ| ≥ |SΥ|+ number of odd families in
BΥ, where the last inequality holds by construction, at least two nodes from the same family
in BΥ are matched to YΥ ∪ XΥ. Say that i and j are such nodes, and i ↔ u, j ↔ w. If
u,w ∈ XΥ, we change the matching to i ↔ j, u ↔ w with cost zero. If one (say u) of the
partners is in YΥ, by construction there must be some node k in SΥ ∪BΥ that is matched to
a node s in XΥ. We let u and s switch partner, which does not change the cost, and then
we are in the previous case where u,w ∈ XΥ. We can continue this way until b ≤ |YΥ ∪ X2

Υ|.
Now we can swap nodes inside XΥ, such that all nodes in X1

Υ are matched among themselves
at zero cost.
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Figure 3.19: After the above changes.

We have now constructed a matching M such that no edge goes out of SΥ∪BΥ∪X2
Υ∪YΥ. Since

M was optimal and c(M ) ≤ c(M), M must be optimal, and is of the form we wanted.
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Chapter 4

Heuristics for the CARP

One of the most natural ways to solve a problem like the CARP is to use problem-specific
heuristics. That is, algorithms that are constructed specifically for solving instances of that
problem, and will identify a feasible and hopefully good solution to the problem relatively
fast. Heuristics are often used in practice, where it is important to get a near optimal solution
fast rather than obtaining a proved optimal solution by using significantly more computation
time and/or computer power.

In this chapter, we will consider three such problem-specific heuristics. In Section 4.1, we will
present a way of improving the Path-Scanning Heuristic presented by Baker et al. 1983 [13].
In Section 4.2, we will present a new problem-specific heuristic for the CARP, which is based
on a node duplicated network. We call this a Node Duplication Heuristic. Finally, in Section
4.3 we present a problem-specific heuristic which we call the Double Outer Scan Heuristic.

4.1 The Path-Scanning Heuristics

Before showing how we can improve the Path-Scanning Heuristic in Section 4.1.2, we will give
the details of the algorithm as it was presented by Baker et al. 1983 [13] in Section 4.1.1 and
discuss some if the issues of the algorithm.

4.1.1 The Existing Path-Scanning Heuristic

The Path-Scanning Algorithm was presented by Baker et al. 1983 [13]. The description
is relatively short, and many of the details are omitted. We will start by presenting the
algorithm as it is stated by the authors and then discuss some details afterwards.

Path-Scanning is a greedy algorithm, where one vehicle tour is constructed at a time. We
start the construction of each tour in the Depot. At each step starting in a node, we join
the edge that looks must promising according to some optimization criterion to the tour and
continue to the next iteration. When the vehicle capacity is used, we return to the Depot
using a shortest path from the current node.

49
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The authors gave five optimization criteria to use when choosing the next edge. A complete
solution is generated using each criterion, and the final solution is chosen as the best of these
five solutions. The criteria to choose the next edge (i, j) from node i subject to capacity
constraints are:

1. distance cij divided by remaining vehicle capacity is minimized.

2. distance cij divided by remaining vehicle capacity is maximized.

3. distance from node j to the Depot is minimized.

4. distance from node j to the Depot is maximized.

5. if the vehicle is less than half-full, the distance from node j to the Depot is maximized,
otherwise the distance is minimized.

Let us take a second look at each of the five criteria to see why it might be a good one. In
criterion 1 we seek to, all else equal, minimize the cost in each step. This is a typical greedy
strategy. At the same time we seek to minimize the load of the next edge, making it possible
to have many edges on the tour. In criterion 2 we seek to, all else equal, maximize the cost
in each step. This makes sense, because we get the large costs out of the way fast and is left
with only small costs afterwards. At the same time we seek to maximize the load of the next
edge. This makes sense, because smaller loads are easier to fill in afterwards. In criterion 3
we try not to get too far away from the Depot, whereas in criterion 4 we try to get to the
edges far away as soon as possible. Criterion 5 mixes the last two in that we try to get to
the edges far away first, but when the vehicle is half full we turn to service edges on the way
back to the Depot. These strategies all seem to be able to construct good solutions to the
problem.

Now let us look at the unclear things in the algorithm. The algorithm says to scan through
edges until the vehicle capacity is used, and to do this using one of the above criteria. The
first minor issue is that we cannot expect the vehicle capacity to be used exactly. It might be
that even the smallest demand is too large to fit, but this is easily checked and is no problem.

The second, more problematic, issue is the following. It is not unlikely that we, during the
construction of the solution, reach a node where all adjacent edges are either serviced already
or have larger demand than the remaining vehicle capacity. The algorithm says nothing about
how this situation should be handled. When considering the running time of the algorithm
which is stated by Pearn 1989 [122] to be O(n3), it is concluded that the following method
is used: Follow a shortest path to the edge with smallest demand (If there is not enough
capacity to service this edge one should return to the Depot). Though, if we along that path
meet a node with an adjacent unserviced edge, which we have capacity to service, do this and
continue from that node using the chosen criteria.

The Randomized Path-Scanning is presented by Pearn 1989 [122] and is a simple mod-
ification of the Path-Scanning algorithm. Here we choose one of the five criteria with some
probability at each step. In total, k solutions are generated in this way, and the final solution
is the best of those generated. In Pearn 1989 [122] they have experimented with the proba-
bilities and concluded that a uniform distribution (i.e. equal probability for each criterion)
gives the best result.
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4.1.2 Modified Path-Scanning Heuristic

In this section we will show how the Path-Scanning Algorithm can be modified. The goal
of this modification is to construct an algorithm that produces a better solution, though the
computation time may increase. As can be seen from the test results in Chapter 7 this goal
is indeed fulfilled by this Modified Path-Scanning.

In the above algorithm, when we get to a node where all adjacent edges are either serviced or
have too large demand for the vehicle to service, we follow a shortest path to the edge with
smallest demand. We slightly modify this in the following way: When a node i is reached
where all adjacent edges (i, j) either have demand zero or are already serviced, or the demand
is greater than the remaining vehicle capacity, we follow a shortest path to the nearest edge
with small enough demand for the vehicle to service it. Now, that edge is serviced and the
algorithm continues using the chosen criterion. Except for this modification the algorithm is
as described in the previous section.

4.2 The Node Duplication Heuristic

In this section we present a new problem-specific heuristic for the classical CARP. The algo-
rithm is based on the Node Duplication Lower Bound for CARP by Hirabayashi et al. 1992
[92] and is called the Node Duplication Heuristic. Even though the construction of the
Node Duplicated Network is given in Chapter 3, we repeat it here for convenience.

Given an undirected connected graph G = (N,E,C,Q), the Node Duplication Heuristic can
be calculated by the following procedure:

1. Construct a matching network in the following way:

(a) Construct the Node Duplicated Network, G̃ = (Ñ , Ẽ) from G.

(b) Modify the node duplicated network.

(c) Restrict the node duplicated network.

(d) Solve the minimum cost perfect matching problem on G̃, and let M be the set
of matching edges. (Note that NDLB =

∑
(i,j)∈ER

cij +
∑

(i,j)∈M cij is the lower
bound, NDLB, to the problem.)

2. Add the edges of M to G, i.e. let E = ER ∪ M . The cost of an edge, (i, j), in M is
SPL(i, j) and the demand is zero.

3. Construct an Euler Tour in G. There are generally several Euler Tours in G.

4. Split the Euler Tour at the Depot to construct p routes, P1, . . . , Pp. (The capacity of
these routes might exceed the vehicle capacity.)

5. Split each route, Pi, into as many routes as are needed to respect the vehicle capacity.
This splitting can be done by a simple forward splitting or by optimal splitting (or by
some other criterion) to obtain different versions of the heuristic.
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For the construction of G̃ = (Ñ , Ẽ) in step (a), we first calculate the minimum number of

vehicles needed to service the whole graph, p = ⌈
P

(i,j)∈E qij

W ⌉, and set r = max{0, 2 · p −
D(R, 1)}. If r = 0 and D(R, 1) is odd we set r = 1. Now, r is the number of extra edges
incident to the depot needed to service the whole graph. The node set Ñ of G̃ will now consist
of D(R, i) copies of node i ∈ N\{1} and 2p copies of the depot.

We let G̃ be a complete graph, and for each demand edge, (i, j), in E we choose an edge
between copies of i and j in G̃, and assign the demand, qij, of (i, j) to this edge. These

assignments are done in such a way that no node in Ñ is chosen more than once. All other
edges in Ẽ have zero demand.

The cost of edges in Ẽ are set to

cij =





∞ if qij > 0
∞ if i and j are both copies of the depot
0 if qij = 0 and i and j are copies of the same node in N
SPL(i, j) if qij = 0 and i and j are copies of different nodes in N

To modify the node duplicated network in step 2, do the following: Consider every pair of
demand edges (edges that were assigned demand in the construction of G̃), (i, j) and (k, l)
in Ẽ. If qij + qkl > W , we delete the edges (i, k), (i, l), (j, k), and (j, l), since (i, j) and (k, l)
cannot be serviced on the same tour. This is illustrated in Figure 4.1, where the dashed edges
are the ones that can be deleted.

j

i k

l

Figure 4.1: Deleting edges because of demand.

Finally, to restrict the node duplicated network in step c, we remove all copies of the Depot
nodes (and all edges incident to them) that are endpoints of demand edges.

4.2.1 Modifications of the Node Duplication Heuristic

We have constructed four versions of the algorithm. Version 1 is as described in the above
algorithm, and uses simple forward splitting. That is, the route is followed as long as one
vehicle can service the edges. When this is not the case the route is split. Formally, let
e1, e2 . . . et be the edges of a route, and let q(ei) be the demand of ei. The first sub route
will consist of edges e1, e2 . . . es with shortest paths connecting them, where s is the minimum
index st.

∑s
i=1 q(ei) ≤ W and

∑s+1
i=1 q(ei) > W .

Version 2 again is as described above but uses an optimal splitting of the Euler Tour. This
optimal splitting is described in Chapter 6 about approximation of CARP.
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In versions 3 and 4 the construction of the Node Duplicated Network is modified such that
there are only D(R, 1) copies of the depot (D(R, 1) + 1 if the degree is odd). The rest of the
2p nodes are put in a separate set, X with the following costs

cij =





0 if i ∈ X and i ∈ X
∞ if i ∈ X and j is a copy of the depot
SPL(i, j) if i ∈ X and j is a copy of a node that is not the depot

Furthermore, version 3 uses simple forward splitting and version 4 uses optimal splitting. The
motivation for changing the construction of the node duplicated network in versions 3 and
4 is that the splitting of the tours in step 5 will itself force us to use at least the necessary
number of vehicles. By forcing this already in the network construction may result in many
very short tours along with a few very long ones, which then need splitting. The four versions
of the algorithm are compared in Chapter 7, where they are also compared to other heuristics.

4.3 The Double Outer Scan Heuristic

In this section we present our Double Outer Scan Heuristic. This heuristic is designed
to incorporate the ideas of both Augment-Merge and Path-Scanning. Like Augment-Merge,
we construct tours one at a time, based on the unserviced edge farthest away from the Depot
and secondly merge tours into shorter tours, and like Path-Scanning, we repeatedly choose
an edge to be included on the tour due to some pre-specified selection criteria.

The idea in constructing a tour is to choose the unserviced edge, (i, j), that is, in some sense,
farthest away from the Depot node. From this edge we scan in a Path-Scanning way to choose
edges to service along the way to the Depot node. In the Augment-Merge Heuristic, the vehicle
always traveled along shortest paths from the end points of (i, j) to the Depot. Here, because
of the selection criteria, this does not need to be the case. Instead, we repeatedly pick a
neighbor edge to service, but unlike the Path-Scanning Heuristic, we do this from both ends
of the current partial tour. The goal is to be able to include several far-away edges on a tour,
whereby only few long tours and a number of shorter tours are necessary, resulting in a lower
total routing cost.

For all demand edges (i, j) ∈ ER we define the parallel distance to the Depot1 to be SPL+
ij =

SPL(i, 1) + SPL(j, 1), where SPL(·, ·) is the cost of a shortest path between the two nodes
specified. That way, the minimum cost of any tour that covers edge (i, j) is at least cij+SPL+

ij.

In each iteration the unserviced edge with the largest parallel distance to the Depot is chosen.
We extend this edge to a partial tour in the following Path-Scanning way. Let the current
partial tour, first consisting of only one edge, be from node i to node j, and let EA(i, j) be
the set of unserviced edges incident to one of the nodes, i and j. Add to the tour the edge
in EA(i, j) with the largest parallel distance to the depot, and update the partial tour. This
is repeated for as long as possible, and finally shortest paths are followed to the Depot. This
step of the algorithm is illustrated in Figure 4.2.

1Remember that the Depot node is defined to be node 1.
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Depot

Figure 4.2: Illustration of the Double Outer Scan Heuristic.

After constructing a set of tours in the above-described double outer scan way, the resulting
tours are merged. We do this by considering pairs and triples of tours and by calculating
the saving for each feasible merge. The merges are then performed in the order of decreasing
saving.

The complete algorithm becomes

1. Sort the edges, (i, j) ∈ ER in decreasing order with respect to SPL+
ij

2. While there are unserviced edges in ER, repeat

(a) Let (i, j) be the edge with largest SPL+
ij.

(b) Set s = i and t = j

(c) Repeat while possible

i. Set EA(s, t) = {(l, k) | l = s or l = t and (l, k) is unserviced}

ii. Choose (l, k) ∈ EA(s, t) with the largest SPL+
lk that can be added to the

tour without violating the vehicle capacity.

iii. Add (l, k) to the tour, update s and t, and remove (l, k) from ER

(d) Make shortest paths from the Depot to s and from t to the Depot to finish the
tour. Service edges along these paths if this is possible due to the vehicle capacity.

3. Let L be the list of possible merges with respect to nodes and demand.

4. Repeat while L 6= ∅

(a) Perform the merge that incurs the largest saving.

(b) Update L.

As with the Path-Scanning Heuristic we can use various criteria for choosing the edges on
the paths. Here we have chosen to maximize the parallel distance back to the depot. The
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motivation for doing this is to service far-away edges first, and hence to be able to make
shorter tours afterwards.
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Chapter 5

DYPSA for the CARP

As we saw in Chapter 2, several Meta Heuristic ideas have already been applied to the
CARP. In this chapter, we will explore yet another Meta Heuristic for solving the CARP. The
overall idea is to combine Dynamic Programming with Simulated Annealing in an algorithm,
which we will refer to as DYPSA. The general idea of the algorithm can be used for other
combinatorial optimization problems as well. Therefore, we have chosen to explain the idea
in a general setting first in Section 5.1, and then give the details of the algorithm when it is
used for CARP in Section 5.2. To see how DYPSA can be applied to other problems we refer
the reader to Chapter 14, where we use it to solve other routing and scheduling problems,
e.g. the Min-Max K-Chinese Postman Problem, and to Chapter 11, where it is applied to
the CARP-W.

5.1 Overall idea of DYPSA

In this section, we will explain the general idea of DYPSA.

Let P be an optimization problem, where a set, χ, of items must be serviced/processed by one
of a set of servers, all having a fixed capacity of W . With each item, we associate a processing
cost, which may depend on the item being processed imediately before and after the current
item. We assume that the triangle inequality holds for the cost function. Let L = L1, . . . , LL̂

be a list containing each of these items exactly once. We will use L̂ to denote the length of L.

Now, imagine the following restricted problem (RP)1: A single server must service/process
all items in the set χ, but the server is still constrained by capacity W . In order to be able to
service all the items, the server may at any time immediately after servicing an item, return
to its starting position to recharge its capacity. Furthermore, the server must process the
items in the order in which they appear in L. This must be done in order to optimize the
objective function, for instance minimizing total processing cost.

We solve the RP to optimality using a two-layered dynamic programming algorithm, where
the upper layer is called DPC1 (dynamic programming algorithm for the capacitated prob-

1We will consider the restricted problem further in Chapter 15.
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lem with one server/processor) and the lower layer is called DPU1 (dynamic programming
algorithm for the uncapacitated problem with one server/processor).

In the lower layer of the algorithm, we solve a simplified version of the restricted problem,
where we consider only subsets, Li, . . . , Lj , of L, that can be serviced by a single server
without violating the capacity constraint. The problem is then to serve Li through Lj in
the order specified by L, using a single server and optimizing the objective function. We let
DPU1(i, j) denote the value of the objective function. The lower-layer algorithm to solve this
simpler restricted problem differs significantly with the initial problem. For some problems it
is basically a matter of summing up some cost measures, whereas for other problems (e.g. the
CARP) it will be more complicated, because each item may be processed in several different
ways, and the best combination must be found.

In the upper layer of the algorithm we solve the restricted problem, RP . To do this we use
a table, T , of size L̂ × L̂. Assuming that P is a minimization problem, we calculate the
value of T (i, j) for i = 1, . . . , L̂ and j = i, . . . , L̂ in the following way. If Li, . . . , Lj can be
served by one server without violating the constraints, set T (i, j) = DPU1(i, j). Otherwise,
set T = minr: i≤r≤j−1{T (i, r)+T (r +1, j)}. With this, T (1, n) will contain the optimal value
of the restricted problem.

To see that the above algorithm solves the restricted problem, we assume that the lower
layer solves to optimality the simplified restricted problem. Since the lower layer is problem
dependent, the proof of that part will be considered in the next section. The proof for the
upper layer is by induction on k=j-i+1, i.e. the number of items in Li, . . . , Lj . For k = 1, there
is no differense in the two problems, since it must be posible to serve any single item using a
single server in order for a feasible solution to exist. For k > 1, we assume, by induction, that
the algorithm correctly solves the problem for all subsets Ls, . . . , Lt with t − s + 1 < k. If it
is possible to serve Li, . . . , Lj with one server without violation the capacity constraints, due
to the triangle inequality, it is best to do so. Otherwise, because the items must be served
in the order specified by L, the server must return to its starting position at some time after
serving item Li and before serving item Lj. This is illustrated in Figure 5.1. By induction,
the sub-intervals Li, . . . , Lr and Lr+1, . . . , Lj are served in an optimal way with respect to the
objective function. In the above algorithm we consider every possible way of partitioning the
interval into two, as we let the index r vary from i to j − 1, and hence the algorithm solves
the restricted problem to optimality.
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Figure 5.1: Partitioning of Li, . . . , Lj into two.

Now, consider an optimal solution to the original problem. Such a solution will consist of
several servers, each processing a subset of χ. Equivalently, it can be viewed as a single
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super-server, doing first whatever the first server was doing, then the second, and so forth,
until it has done the work of all the servers in a serial manner.

Since this super-server is processing all the jobs in χ in a serial manner, we can rearrange the
jobs in χ to be in the order in which they are served by the super-server. Let L∗ be a list
containing the jobs of χ in this order. Since applying DPC1 to a list, L, gives us an optimal
solution to RP with respect to L, and since the super-server is in a sense servicing the jobs in
the order in which they appear in L∗, we can conclude that applying DPC1 to L∗ will return
an optimal solution to our original problem.

Thereby, the problem has been reduced to the problem of finding an optimal permutation L∗

of L. We will approach this problem in a Simulated Annealing setup, by repeatedly swapping
two items of L, and use DPC1 to calculate the optimal solution of the restricted problem
with respect to the new order of L. A near optimal solution to the original problem can now
be found by using a standard Simulated Annealing algorithm, Gelatt et al. 1983 [102], with
costs computed by DPC1 and a neighbor of the current solution being found by swapping
two random items in L. The best solution is saved along the way and is returned in the end.

As Simulated Annealing in general, this algorithm does not guarantee to find an optimal
solution, but it is our experience that it often finds a solution that is close to optimal. This is
due to the fact, that given the order in which the elements are serviced, the algorithm returns
an optimal solution, which is not the case in a classical Simulated Annealing, where suboptimal
insertion methods are used in the swaps. Often, when the classical Simulated Annealing is
used for a problem with capacity restricted servers, the moves consist of swapping/moving
items between two servers and re-optimizing each server separately.

Although not obvious at first glance, the neighborhood structure used in the algorithm out-
lined above, is very different from the one used elsewhere in the literature. Here, swapping
two items in the list L(k) in the k’te iteration to get the list L(k+1), can change the asignment
of items to servers, not only for the two items swapped, but for all items in L and for all the
servers.

5.2 DYPSA for the CARP

In this section, we will give the details of using DYPSA to solve the CARP to near opti-
mality. After stating the restricted problem, we show how the lower-layer algorithm can be
implemented, and prove that this solves the simplified restricted problem. Next, we briefly
present the upper layer, and finally we put the whole algorithm into the context of Simulated
Annealing and give ideas for further extentions.

In the restricted problem, we consider the CARP with a single vehicle of capacity W , which
must service all edges in a list L in the order in which they appear in the list. This must be
done so as to minimize the total routing cost. In order to be able to do this, the vehicle may
at any time, while located in a node, return to the Depot to recharge its capacity. In the
simplified restricted problem, we consider only subsets Li, . . . , Lj of L where the sum of the
capacities for the edges does not exceed the vehicle capacity. The edges Li through Lj must
be serviced in the order in which they appear in L using a single vehicle so as to minimize
the total travel cost.
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In the lower layer, DPU1(i, j), we solve the simplified restricted problem to optimality. In
the upper layer, we ensure that DPU1(i, j) is only used, if it is possible to service the edges
Li, . . . , Lj with one vehicle without violating capacity.

The dynamic programming algorithm that solves the problem uses a table, T of size 2×(j−i+
1) to store the costs along the way. To simplify notation, we will index T by k = i, i + 1, . . . j
(instead of k = 1, 2, . . .). Let the k’th edge in L be (uk, vk). Notice, that since the CARP is
defined on an undirected graph, any edge can be serviced in either direction. This means that
for each edge, Lk, we must store two numbers in T , one for each direction. Let T (k, u) be the
cheapest cost of servicing edges Li, Li+1, . . . , Lk, where Lk is serviced in direction from uk to
vk, and let T (k, v) store the same information when Lk is serviced in the opposite direction.
This is illustrated in Figure 5.2.
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Figure 5.2: Each edge can be servecied in two directions.

To calculate the optimal cost for servicing edges Li, Li+1, . . . , Lk, where edge Lk is serviced
in direction from uk to vk, i.e. to calculate T (k, u), we must minimize over the two possible
directions for servicing the previous edge, and use the induction hypothesis. This is illustrated
in Figure 5.3. Doing this gives us the following formula for calculating the cost.

T (k, u) = min{T (k − 1, u) + SPL(vk−1, uk) , T (k − 1, v) + SPL(uk−1, uk)} + ck

where ck is the cost of servicing edge Lk in either direction and SPL(·, ·) is the shortest path
cost between the two nodes specified. T (k, v) is calculated in a similar way.
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Figure 5.3: Two directions for the previous edge.

Combining the above, we get the following lower-layer algorithm, DPU1(i, j), for solving the
simplified restricted problem for edges Li, . . . , Lj .

T (i, u) = SPL(0, ui) + ci

T (i, v) = SPL(0, vi) + ci

for k = i+1 to j do

T (k, u) = min{ T (k − 1, v) + SPL(uk−1, uk) ,

T (k − 1, u) + SPL(vk−1, uk) } + ck
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T (k, v) = min{ T (k − 1, v) + SPL(uk−1, vk) ,

T (k − 1, u) + SPL(vk−1, vk) } + ck

return min{T (j, v) + SPL(uj, 0), T (j, u) + SPL(vj, 0)}

For completenes, we prove that the above algorithm correctly solves the problem.

Theorem 5.1. Algorithm DPU1 returns the minimum cost of servicing edges Li, . . . , Lj in
the order given by L, using an uncapacitated vehicle.

Proof. The theorem is proven by induction in k. We prove, that T (k, u) (T (k, v)) is the
optimal cost of servicing edges Li, Li+1, . . . , Lk where Lk is serviced in direction from uk (vk)
to vk (uk). If this is true, it is not hard to see that the theorem holds. Whitout loss of
generality, we consider the calculation of T (k, u). If k = i only the i’th edge needs to be
serviced. In this case we have T (i, u) = SPL(0, ui) + ci, which must be the optimal way
of servicing the i’th edge in direction from ui o vi. If k > i, by induction, we assume that
T (k − 1, u) and T (k − 1, v) has the correct values. Since edge Lk−1 is serviced immediately
before edge Lk there are two possibilities for servicing edge Lk from uk to vk: Either we come
from node uk−1 or from node vk−1. Following a shortest path from one of these nodes to uk

and traversing edge Lk gives us T (k−1, v)+SPL(uk−1, uk) and T (k−1, u)+SPL(vk−1, uk),
respectively. The algorithm chooses the one that minimizes the cost so far, and thereby the
theorem is proved.

When considering the general description of the upper layer given in the previous section, it
is clear that the lower-layer calculation will be performed several times during one iteration
of the upper layer. Specifically, one iteration in the upper layer will require calculation of the
values DPU1(i, i),DPU1(i, i+1),DPU1(i, i+2), . . . DPU1(i, j) untill the demand of edges Li

through Lj exceed the vehicle capacity. Therefore, we pre-calculate all values of DPU1(i, j)
that will be needed in the upper layer in one process in the following way. For fixed i, the
difference between DPU1(i, j) and DPU1(i, j + 1) is that instead of returning to the depot
after edge Lj, we continue to edge Lj+1, and then return to the depot. Let L̂ be the length
of L, and let DPU1 be a table of size L̂ × L̂, then the following algorithm calculates all the
lower-layer costs that we will need in DPC1

for i = 1 to L̂ do

Tu′ = SPL(0, ui) + ci

Tv′ = SPL(0, vi) + ci

DPU1(i, i) = min{Tu′ + SPL(vi, 0), T v′ + SPL(ui, 0)}

for j = i + 1 to L̂ do

Tu = min{Tu′ + SPL(vj−1, uj), T v′ + SPL(uj−1, uj)} + cj

Tv = min{Tu′ + SPL(vj−1, vj), T v′ + SPL(uj−1, vj)} + cj

DPU1(i, j) = min{Tu + SPL(vj , 0), T v + SPL(uj , 0)}

Tu′ = Tu, Tv′ = Tv
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Here, the inner loop may be broken when the vehicle capacity is exceeded, since the rest of
the costs are not needed in the upper layer. With the proof of Theorem 5.1 in mind, it is not
hard to see that this algorithm correctly calculates all the needed lower-layer costs.

The upper layer of the algoritm must solve the restricted problem to optimality. This part
of the algorithm was described in detail in a general setting in the previous section. For the
CARP the vehicle recharges its capacity by returning to the Depot node.

The algorithm uses a table, T of size L̂ × L̂, where T (i, j) is the cost of servicing edges
i through j in an optimal way, when capacity restrictions are respected. The upper layer
algorithm, DPC1, for CARP is

for i = L̂ down to 1 do

for j = i to L̂ do

If
∑j

k=i qk ≤ W

T (i, j) = DPU1(i, j)

Else

T (i, j) = minr:i≤r<j{T (i, r) + T (r + 1, j)}

return T (1, L̂)

For completenes, we prove that this algorithm correctly solves the restricted problem. The
proof is similar to the one outlined for the general case in the previous section.

Theorem 5.2. Algorithm DPC1 returns the optimal cost of servicing edges L1, . . . , LL̂ in
that order without violating the capacity constraint.

Proof. We prove the theorem by showing that each cell T (i, j) of the table contains the cost
of an optimal solution for servicing requests Li, . . . , Lj in that order. Given this, cell T (1, L̂),
which is returned, contains the optimal solution to the problem. The claim is proved by
induction on the range j − i. For j = i, it holds trivially since, in this case, we only service
one edge, hence the demand is at most equal to the vehicle capacity, and the cell simply
contains the value returned by DPU1 when servicing only edge i.

For j > i there are two possibilities. Case 1:
∑j

k=i qk ≤ W , in which case it is cheapest
to service all requests using a single vehicle tour, because the triangle inequality holds for
shortest paths. The cost of this is exactly what is calculated by DPU1(i, j) and is contained
in the cell. Case 2: Since

∑j
k=i qk > W , we need at least two vehicle tours to service the

requests. At this point, by induction, all cells with a smaller range are already filled correctly.
Since we need at least two vehicle tours, the solution can be combined from two previously
calculated solutions, one servicing requests i, . . . , r and the other servicing requests r+1, . . . j,
with i ≤ r ≤ j. Since we take the minimum over all possible values of r, we get the optimal
solution in this case as well, and the theorem follows.

To summarize, the dynamic programming part of the DYPSA algorithm becomes

Lower Layer:
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for i = 1 to L̂ do

Tu′ = SPL(0, ui) + ci

Tv′ = SPL(0, vi) + ci

DPU1(i, i) = min{Tu′ + SPL(vi, 0), T v′ + SPL(ui, 0)}

for j = i + 1 to L̂ do

Tu = min{Tu′ + SPL(vj−1, uj), T v′ + SPL(uj−1, uj)} + cj

Tv = min{Tu′ + SPL(vj−1, vj), T v′ + SPL(uj−1, vj)} + cj

DPU1(i, j) = min{Tu + SPL(vj , 0), T v + SPL(uj , 0)}

Tu′ = Tu, Tv′ = Tv

Upper Layer:

for i = L̂ down to 1 do

for j = i to L̂ do

If
∑j

k=i qk ≤ W : T (i, j) = DPU1(i, j)

Else : T (i, j) = minr:i≤r<j{T (i, r) + T (r + 1, j)}

return T (1, L̂)

The lower layer part of the above algorithm has time complexity O(L̂2). The upper layer of
the algorithm uses a table of size O(L̂2). In each cell of this table the algorithm iterates over
a number of cells corresponding to the number of edges being serviced by one vehicle. Let K
be the maximum number of edges to be serviced by one vehicle, i.e. K = W/qmin, then the
time complexity of the algorithm becomes Θ(KL̂2), which is O(L̂3).

Finally, we shall see how the above algorithm can be used in a Simulated Annealing setup
to solve the classical CARP . Using a simple improvement heuristic to solve a problem, the
algorithm often gets stuck in a local optimum. This motivated Gelatt et al. [102] to propose
the use of Simulated Annealing, which tries to avoid getting stuck by alloving the algorithm to
sometimes accept a solution which is worse than the current one. Specifially, given a solution,
γi we let N (γi) be the set of neighbor solutions given by a pre-defined neigborhood structure.
Here we will define γi and γj to be neighbors if the list producing solution γi equals the list
producing γj except for two elements which are swapped. Iterately, we pick at random a
neighbor solution, which is immediately accepted if the cost is lower than the current cost. If
the cost is larger than the current, the possibility of acceptance depends on a value called the
temperature which is lowered throughout the algorithm, such that higher temperature means
higher acceptance probability.

Let L be a list containing, in any order, every demand edge exactly once, and let the order
of the edges in L be the order in which the edges must be serviced in the restricted problem.
From the description of the two-layered dynamic programming, it is clear that different orders
in L will lead to different solutions to the restricted problem, with at least one ordering leading
to a solution which is optimal for the original problem. Hence an ordering of the edges in L
exist for which the above algorithm returns an optimal solution to the original problem.
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The problem is thereby reduced to finding such an ordering. To do this, we repeatedly swap
two edges in L and use the above algorithm to calculate the best solution given the new
order of L. By including this in a Simulated Annealing algorithm we can find near-optimal
solutions to the CARP. For the author not familiar with Simulated Annealing we give the
standard version of the algorithm here.

1. Initialize temperature T = T0

Initialize list L
Set R
Set α
Set frozen temperature Tf

2. Let C be the cost of the order in L using DPC1

3. Repeat while T > Tf

(a) Repeet R times

i. Choose at random two edges h and k in L

ii. Let C ′ be the cost of the order in L with h and k swapped using DPC1

iii. Let r be a random number with 0 ≤ r ≤ 1

iv. If C ′ < C or r < e
C−C′

T : swap h and k in L and set C = C ′

(b) T = α · T

The best solution is saved along the way and is returned in the end. We would like to mention
that the calculation of C ′ in the algorithm does not require that DPC1(i, j) is calculated from
scratch in each iteration. Assuming, without loss of generality, that h < k. Then only the
values with i ≤ h, j ≥ h or h ≤ i ≤ k, j ≥ k need recalculation. The other values can be
reused from the previous iteration.

There are many variations of the cassical Simulated Annealing. Here we will mention some
of the variations that have been studied in the literature. We refer the reader to Gelatt et
al. 1983 [102], Aarts and Lenstra 1997 [1], and Eglese 1990 [62] for further information on
Simulated Annealing.

Several considerations have to be made when using Simulated Annealing. Given a solution,
γ, the neighborhood, N (γ), of the solution defines the set of solutions, γ′, that we can
move to from γ. At each step, a solution, γ′ ∈ N (γ), is chosen at random, and is accepted
if c(γ′) < c(γ). If the cost of the new solution is higher than the cost of the current one,
then the the new solution, γ′ is accepted with some probability. This probability is referred
to as the acceptance criterion, and depends on the current temperature, which is varied
according to the cooling schedule.

For many problems, there is one or more obvious choices of neighborhood structure. For
example swapping two nodes in a TSP solution or swapping edges between vehicles in the
CARP. However, it may be descirable to define a less obvious neighborhood structure, as for
example the one used for the CARP in this chapter. One things should be keept in mind
when doing so: It must be possible to reach any feasible solution from any feasible solution
in a finite number of steps. The neighborhood of a solution should be large for all the parts



5.2. DYPSA FOR THE CARP 65

of the solution space to be explored, but not so large that it complicates the calculation of
change in cost.

Furthermore, it is possible to include infeasible solutions in the neighborhood, for example
vehicle tours that exceed capacity. This can help the algorithm to move between various
parts of the solution space. If this is done, the cost function should be changed to penalyze
infeasible solutions. This penalty can be increased as the temperature is decreased to ensure
that a feasible solution is obtained at termination.

Given a solution, γ, and a solution, γ′, chosen uniformely at random from N (γ), the new
solution, γ′, is accepted according to some prespecified acceptance criterion. Clearly, γ′ is
accepted if c(γ′) < c(γ). The classical criterion when c(γ′) ≥ c(γ) is to accept γ′ if

r < e
c(γ)−c(γ′)

T

where r is a random number in [0, 1]. A related criterion is to accept γ′ if

r < e
c(γ)−c(γ′)

c1·T

where c1 is a constant. Other, more exotic criteria can be used, or the criterion can be varyed
during the execution of the algorithm.

During the execution of the algorithm, the temperature, T , of the system is decreased. Several
temperature functions can be used to give the temperature at each iteration. Note that in
each iteration, t, the inner loop is repeated R times. The most frequently used function is

T (t + 1) = αT (t)

where α is a constant often in the range [0.8, 0.99]. Other functions can be used, for example
the logarithmic function

T (t) =
c2

log(1 + t)

where c2 is a constant, for example the depth of the deepest local minima that is not a global
minimum. A third temperature function is

T (t + 1) =
T (t)

1 + BT (t)

where B << T0, for example B =
T0−Tf

c3T0Tf
, where c3 is a constant. Using this temperature

function, a slower cooling is obtained when the temparature is low. This means that the
cooling speed repeatedly decreases.

Furthermore, reheating has proved successful. This means that when the temperature reaches
some level, T1 it is increased to T2. This can be done one or several times, and the values of
T1 and T2 can be pre-specified or determined during the execution. If the system is reheated
several times, then T1 and T2 need not be the same each time.

Finally, the start temperature, T0, and the stop temperature, Tf , can be pre-specified, result-
ing in a static cooling schedule, or be changed adaptively during the execution, which results
in a dynamic cooling schedule.
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Finally, we would like to point out that since the algorithm includes randomness, the solution
obtained also depends on the randon number generator used in the program. Therefore, when
using Simulated Annealing for solving optimization problems, many executions are made with
each parameter combination to ensure that different parts of the solution space is examined.

Even though Simulated Annealing does not guarantee to find an optimal solution, it can be
seen from the computational result in Chapter 7 that it often does so. Clearly the two layered
dynamic programming algorithm can also be combined with other meta heuristics, such as
Tabu Search. For a general overview on Meta Heuristichs, we refer the reader to Fogel and
Michalewicz 2000 [73], Corne et al. 1999 [47], and Connolly 1990 [44].



Chapter 6

Approximation of the CARP

In this chapter we will consider approximation of the Capacitated Arc Routing Problem. An
approximation algorithm is an algorithm that guarantees a solution with cost within a certain
range of an optimal one. Formally, we define approximation algorithms as follows

Definition 6.1. Let α > 0 and t be constants, and let σ be an instance of CARP. Then an
algorithm, A is called an α-approximation algorithm for CARP if

c(A(σ)) ≤ α c(OPT (σ)) + t ∀ σ

where c(A(σ)) is the cost of the solution returned by A, and c(OPT (σ)) is the cost of an
optimal solution, both with input σ.

Problems, for which an approximation algorithm exists for some fixed α are said to be in
APX . For some problems it is possible to construct an approximation algorithm for any
α > 0, i.e. the gab between the approximate solution and an optimal solution can become
infinitely small (except possible for an additive constant). Such problems are said to be in
PT AS. We refer the reader to Ausiello et al. 1999 [12] and Vazirani 2003 [132] for further
explanations on this matter.

An instance of the problem is said to respect the triangle inequality if for every triple,
(i, j), (i, k), and (j, k), of edges we have cij + cjk ≥ cik. Many types of problems are easier
to solve, when the triangle inequality is respected, e.g. the TSP, where Sahni and Gonzales
1976 [83] proved that the general problem cannot be approximated, but where several ap-
proximation algorithms exist when the instance respects the triangle inequality, including the
algorithm by Christofides 1976 [38]. It is in general easier to solve problems where the trian-
gle inequality is respected, since these problems are special instances of the general case of
problems. For the CARP in general, instances of the problem are hard, even to approximate,
as we can prove the following theorem.

Theorem 6.2. Without the triangle inequality, finding an α-approximation of the CARP is
NP-hard for ∀ α > 0.

This can easily be shown by noting that the TSP is a special case of the VRP, which was
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proved to be a special case of the CARP by Golden and Wong 1981 [81]. Noting that the
general TSP has been proved not to be in APX shows the theorem.

In this chapter, we consider two possibilities of approximating the CARP when the triangle
inequality is respected. We denote this problem △-CARP. For the △-CARP, Golden and
Wong 1981 [81] proved the following:

Theorem 6.3. Both 3
2-approximate △-Capacitated Chinese Postman Problem (3

2-△-CCPP)
and 3

2 -approximate △-Capacitated Arc Routing Problem (3
2 -△-CARP) are NP-hard.

By 3
2 -CARP we mean finding a 3

2 -approximation of the problem. It follows directly, that

Corollary 6.4. △-CARP is not in PT AS.

In this chapter, we shall see that it is possible to find an α-approximation for the △-CARP
in polynomial time where α is a fixed constant, i.e. that △-CARP is in APX . We will give
two approximation algorithms for △-CARP. The two algorithms have the same approximation
factor, but we can prove that the second algorithm outperforms the first one. Both algorithms
start from a 3

2 -approximate solution for the RPP. In Section 6.1 we show how to obtain such
a solution. In Section 6.2 we give an approximation algorithm for the △-CARP, which is a
special case of an existing algorithm for the capacitated GRP. In Section 6.3 we present our
approximation algorithm for the △-CARP, and show that it outperforms the one in Section
6.2.

We use the following notation: Let c∗(RPP ) be the cost of an optimal RPP-tour in G. I.e.
of a minimal cost tour that passes through every edge in E with qij > 0. Let c(αRPP ) be
the cost of an α-approximate solution of RPP. That is, c(αRPP ) ≤ α · c∗(RPP ). The same
notation is used for the CARP, the VRP etc. When we consider a particular algorithm, A,
for a problem, c(A) denotes the cost returned by that algorithm.

6.1 3/2-Approximation Algorithm for RPP

Frederickson 1979 [74] states that a 3
2 -approximation algorithm for RPP ”is obtainable by

using an algorithm similar to the traveling salesman algorithm by Christofides” (He refers to
Christofides 1976 [38]). However, he presents neither the algorithm nor a proof that the cor-
rect approximation factor is obtained from it. Jansen 1992 [96] presents a 3

2 -approximation
algorithm for the general routing problem GRP. We use their result here to present a 3

2 -
approximation algorithm for △-RPP. The algorithm is probably similar to the one Frederick-
son had in mind, and is indeed a modification of the TSP algorithm.

First it should be noted that the △-RPP can be solved in polynomial time if the graph induced
by the required edges is connected. In this case, △-RPP can be solved by the CPP algorithm.
(Adding the edges of a minimum cost perfect matching of the odd nodes and making an Euler
Tour). If this is not the case, let G = (N,E) be the graph and let ER be the set of required
edges. Let GR = (NR, ER) be the graph induced by ER.

The algorithm is outlined as follows:
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1. Calculate shortest paths between the connected components: Let k be the number
of connected components in GR. Let G be a complete graph with k nodes -one for
each component in GR. The cost of the edges (i, j) in G is the shortest path length
between any node in component Ci and any node in component Cj in GR. i.e. cij =
minv∈Ci,w∈Cj

SPL(v,w).

2. Construct a minimum spanning tree, MST , between the components.

3. Identify the set, Θ, of odd nodes with respect to ER ∪ MST .

4. Construct a minimum cost perfect matching, M , between the nodes in Θ.

5. Construct an Euler tour in G′ = (N,ER ∪MST ∪M). The cost of this tour is c(ER) +
c(MST ) + c(M).

6. Shorten the tour in the following way: Let the constructed Euler Tour, containing s
edges, be v1v2v3 . . . vsv1. Some of these edges, (vi, vi+1), are in ER and may not be re-
moved. All other edges on the tour may be replaced without violating the feasibility of
the tour. Now, scan through the tour until the first edge (vi, vi+1) that does not belong
to MST ∪ M . If (vi+1, vi+2) does not belong to MST ∪ M either, then (vi, vi+1) and
(vi+1, vi+2) are replaced by one edge (vi, vi+2) with cost equal to the shortest path in G
between vi and vi+2. Because of the triangle inequality, we have ci,i+2 ≤ ci,i+1+ci+1,i+2.
When this is done for the whole tour, at least one of any two adjacent edges is an ER-
edge.

Theorem 6.5. The above algorithm constructs an △-RPP-tour of cost at most 3
2 · c

∗(RPP ),
i.e. the algorithm is an 3

2 -approximation algorithm for △-RPP.

Proof. Consider an optimal solution to the △-RPP. Since there are demand edges in each
of the components, the solution must include a cycle that connects all the components. Re-
moving any edge from that cycle will result in a spanning tree. Since MST is a minimum
spanning tree, it follows that c(MST ) + c(ER) ≤ c∗(RPP ).

Now, consider again an optimal △-RPP tour. Let v1, v2, . . . , vs, v1 be the nodes of Θ in the
order in which they appear on the optimal tour, and let PΘ be the tour that vistis those nodes
in that order and returns to the first node. By the triangle inequality PΘ has cost no more
than the optimal tour. Since there must be an even number of nodes in Θ, we can consider
PΘ as alternating between the two complete matchings, M1 = (v1, v2), (v3, v4), . . . , (vs−1, vs)
and M2 = (v2, v3), (v3, v4), . . . , (vs−2, vs−1), (vs, v1). Since M is a minimum cost matching
on the same nodes we have c(M) ≤ c(M1) and c(M) ≤ c(M2). It follows that 2c(M) ≤
c(M1) + c(M2) = c(PΘ) ≤ c∗(RPP ), and the theorem follows.

In some cases we want to force the tour to pass through the depot. If the depot is included in
the node set, VR, it will automatically be on the tour. Otherwise, the depot node can be split
into two nodes connected by a zero cost required edge. Because the depot is not included in
VR, this new edge will be in a separate connected component of the graph.
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6.2 Approximation Algorithm 1 for the △-CARP

Having constructed an RPP tour the next step is to split the tour according to the demands
to turn it into a legal CARP solution. This was first done for the VRP and later extended
to the Capacitated General Routing Problem, where both nodes and edges must be serviced
by capacity restricted vehicles. We will shortly review these methods and then give the
algorithmic details when these ideas are used for the CARP.

For the VRP, Beasley 1983 [19] presented a way of splitting a given TSP-tour in an optimal
way. The algorithm for the 0/1 case, SOTP (shortest optimal tour partitioning) has been
proved by Jansen 1993 [97] to have performance ratio

c(SOTP )

c∗(V RP )
≤ 1 + α(1 − 1/W )

where α is the approximation ratio for the initial TSP solution. SOTP consists of solving
a shortest path problem in a directed graph, where the costs of the arcs equals the cost of
servicing with one vehicle a subset of the demand nodes in the order given by the TSP tour.
It should be noted that even if the initial tour is optimal, splitting this tour in an optimal
way does not necessarily result in an optimal VRP solution.

Altinkemer and Gavish 1987 [6] presented an algorithm IOTP (Iterated Optimal Tour Parti-
tioning) for the VRP with unit demand and proved an approximation ratio of

c(IOTP )

c∗(V RP )
≤ 2 − 1/W

when the initial TSP tour is optimal. IOTP consists of constructing W splittings, where all
tours but the first services W nodes. Finally, the best of the solutions is chosen. Furthermore
they expanded the algorithm to be able to cover the unequal demand case. This consists
of solving the equal demand case with vehicle capacity W/2 and demands split into units.
Afterwards, demands are transferred from one tour to another, if it belongs to the same
customer. Haimovish and Kan 1985 [88] have proved that if W is even, IOTP has performance
ratio

c(IOTP )

c∗(V RP )
≤ 3 − 2/W

when the initial TSP tour is optimal. It is not hard to see that c(SOTP ) ≤ c(IOTP ) for all
instances of the problem, when the initial RPP tour is the same. This is true since SOTP
splits the tour in an optimal way, whereas IOTP splits the tour according to a prespecified
splitting rule.

Jansen 1993 [97] has generalized both IOTP and SOTP to the Capacitated General Routing
Problem (GCRP). In the unequal demand case he proves the following approximation ratio:

c(SOTP )

c∗(GCRP )
≤

c(IOTP )

c∗(GCRP )
≤

{
3 − 2/W if W is even
3 − 4/(W + 1) if W is odd
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if the initial GRP tour is optimal, and.

c(SOTP )

c∗(GCRP )
≤

c(IαTP )

c∗(GCRP )
≤ 2 + α(1 − 2/W )

if the initial GRP tour is an α-approximation.

By modifying the above mentioned algorithms we can get an approximation algorithms for
CARP as we shall see now. We will follow the SOTP partitioning strategy proposed for the
VRP by Beasley 1983 [19] and refer to the algorithm as SOTP. Let nd be the number of

demand edges and let e
(1)
ij e

(2)
ij e

(3)
ij . . . e

(nd)
ij be the demand edges for CARP in the order by

which they occur on the optimal RPP tour. There may be a shortest path edge between any

e
(k)
ij and e

(k+1)
ij

Let GD be a directed graph with nd+1 vertices denoted by 0, 1, 2, . . . nd. The cost drs of an arc

(r, s) in GD equals the cost of a tour starting in the depot node, servicing edges e
(r+1)
ij . . . e

(s)
ij

in the order of the initial route, and returning to the depot. The cost drs is only defined

for legal tours, i.e. when r < s and
∑s

k=r+1 q(e
(k)
ij ) ≤ W , where q(e

(k)
ij ) denotes the demand

of edge e
(k)
ij . If we let v

(k)
1 (v

(k)
2 ) denote the source (target) of e

(k)
ij , as we meet them when

passing along the initial route, then we have the following costs

drs = SPL(0, v
(r+1)
1 ) +

s−1∑

k=r+1

(c(e
(k)
ij ) + SPL(v

(k)
2 , v

(k+1)
1 )) + c(e

(s)
ij ) + SPL(v

(s)
2 , 0)

Now we solve the shortest path problem from node 0 to node nd in GD (Shortest with respect
to the costs drs). Since the cost of an arc (i → j) in GD equals the cost of servicing edges
e(i+1) through e(j) in that order, a path from node 0 to node nd must give the cost of servicing
all the edges in the order specified. Each arc on the path corresponds to one vehicle tour.
Since all legal tours are included in GD, a shortest path from 0 to nd will therefor give us an
optimal splitting of the initial tour with the corresponding minimum cost.
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Figure 6.1: Left: Original graph. Right: Initial RPP tour.

We will illustrate the algorithm on the graph in the left-hand side of Figure 6.1, where the
six demand edges are shown in bold. Numbers on the edges are the travel costs. We assume
that all the demand edges have unit demand, and that the vehicle capacity is 3. In the right
hand side of the figure we show the initial RPP tour, again with demand edges shown in bold.
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Here, the numbers on the edges are the order in which the demand edges are visited on the
RPP tour.

0 1 2 3 4 5 612

10

10

10

10

14

10

810

12

16

8

16

12

10

Figure 6.2: The directed graph, GD using in SOTP.

The directed graph, GD, is shown in Figure 6.2, where numbers on the edges are costs, drs.
The shortest path from node 0 to node 6 in GD consists of two edges, (0, 3) and (3, 6), with a
total cost of 26. The final solution constructed by SOTP consists of two tours and is shown
in Figure 6.3.
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Figure 6.3: Solution constructed by SOTP.

We have the following theorem about the approximation factor of the algorithm:

Theorem 6.6. If the initial tour is an α-approximate RPP tour, then SOTP for CARP has
performance ratio c(SOTP )

c∗(CARP ) ≤ 2 + α(1 − 2/W )

Jansen 1993 [97] proved a similar theorem for the GCRP. Since the CARP, where only edges
need service, is a special case of the GCRP where both nodes and edges must be serviced, their
proof holds for the CARP as well and will not be repeated here. Using the 3

2 -approximation
algorithm for RPP, which we presented in Section 6.1, the performance ratio of the SOTP
for CARP is 7

2 − 3
W .

The above theorem gave an upper bound on the approximation factor of 2 + α(1 − 2/W ).
Jansen 1993 [97] gave a class of instances to prove a lower bound of 3 for SOTP for CARP,
as and concluded.

Theorem 6.7. There is a set of CARPs with unequal demands depending on the capacity
where the underlying graph is connected and Eulerian and where

lim
W→∞

c(SOTP )

c∗(CARP )
= 3
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6.3 Approximation Algorithm 2 for the △-CARP

In this section we will present the second approximation algorithm for the CARP, which we
will refer to as A-ALG. It is also based on the idea of splitting an RPP tour into appropriate
CARP tours. To split the tour, we will use the same routines as we used for our Meta
Heuristic, DYPSA, in Chapter 5. We will state the algorithm, which we will refer to as DYP,
as DPC1 with DPU1 as preprocessing. For a detailed explanation of the ideas behind the
algorithm we refer the reader to Chapter 5. After stating DYP we will give the details of
approximation algorithm, A-ALG.

For DYP we need two tables, each of size nd × nd, where nd is the number of demand edges.
Let these tables be called T̃ and T , where T̃ is used in the preprocessing and contains the
cost, if the indicated edges are serviced by a single vehicle. Table T is used in that main
part, where T (i, j) is the cost of servicing requests i through j optimally in that order, when
capacity restrictions are respected.

Algorithm DYP is as follows:

Preprocessing:

for i = 1 to nd do

Tu′ = SPL(0, ui) + ci

Tv′ = SPL(0, vi) + ci

T̃ (i, i) = min{Tu′ + SPL(vi, 0), T v′ + SPL(ui, 0)}

for j = i + 1 to nd do

Tu = min{Tu′ + SPL(vj−1, uj), T v′ + SPL(uj−1, uj)} + cj

Tv = min{Tu′ + SPL(vj−1, vj), T v′ + SPL(uj−1, vj)} + cj

T̃ (i, j) = min{Tu + SPL(vj , 0), T v + SPL(uj , 0)}

Tu′ = Tu, Tv′ = Tv

Main Part:

for i = nd down to 1 do

for j = i to nd do

If
∑j

k=i qk ≤ W

T (i, j) = T̃ (i, j)

Else

T (i, j) = mini≤r<j{T (i, r), T (r + 1, j)}

return T (1, nd)
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Now that we have the procedure, DYP, we can state A-ALG for the CARP as follows:

1. Construct an RPP tour.

2. Use DYP to split the RPP tour into a legal CARP solution.

We can prove the following theorem that shows that if the initial RPP-tour is the same for
the two algorithms, then the solution produced by A-ALG is always at least as good as the
solution produced by SOTP. The proof of the theorem is based on the fact that whenever the
algorithms split the RPP tour into vehicle tours, A-ALG is alloved to split in any way that
SOTP is, but because A-ALG is allowed to service some of the edges in the opposite direc-
tion, A-ALG have many more possibilities when constructing the solution. In other words,
the solution set for SOTP is strictly contained in the solution set for A-ALG.

Theorem 6.8. If the same initial RPP tour is used, then for the CARP, A-ALG outperforms
SOTP, i.e. c(A − ALG) ≤ c(SOTP ).

Proof. Assume that the initial RPP tour, and thereby the order of the demand edges, is the
same for the two algorithms. Both algorithms split the tour into connected pieces, where
each piece respects the capacity constraint. The SOTP splits the tour optimally with the
restriction that every edge is serviced in the same direction in the piece as in the initial RPP
tour. A-ALG splits the same tour optimally without any restriction on the direction of the
edges in the pieces. Therefor A-AGL has the same possibilities in choosing the splitting as
SOTP, plus a set of extra possibilities where one or more edge is serviced in the opposite
direction. This means that even if the RPP tour is split in the same places by the two
algorithms, A-ALG may be able to make the resulting solution cheaper, and the theorem
follows.

An immediate consequence of this and Theorem 6.5 is

Corollary 6.9. If the initial tour is an α-approximate RPP tour, then A-ALG is an
(2 + α(1 − 2/W ))-approximation algorithm.

Clearly, we can use the 3
2 -approximation algorithm for RPP presented in Section 6.1 in A-ALG

to obtain an approximation factor of 7
2 − 3

W .
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Figure 6.4: Solution constructed by A-ALG.
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Finally, we show that there are instances where A-ALG is strictly better than SOTP. Con-
sider again the graph on the left-hand side of Figure 6.1 in page 71, and the initial RPP tour
shown on the right-hand side of that figure. When using A-ALG on that graph we get the
final solution as shown in Figure 6.4 with a total cost of 25. As we saw in Section 6.2, using
SOTP on that graph resulted in a solution with cost 26. Therefore we can conclude

Lemma 6.10. There are instances where A-ALG performs strictly better than SOTP.
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Chapter 7

Computational Results for the
CARP

In this chapter we present our computational results for the classical CARP. In Section 7.1,
we give information about the instances used to test the various algorithms. In Section
7.2, we give the results for the CARP Lower Bounds. In Section 7.3, the results for CARP
Approximation Algorithms are briefly discussed, and in Section 7.4, we present results for the
various Problem-Specific Heuristics. Finally, in Section 7.5, we give results for Meta Heuristic
approaches applied to the CARP.

7.1 CARP Test Instances

To obtain computational results, we have used four sets of benchmark instances and two sets
of our own instances. The six sets are the following.

Set No. prob. description

GDB 23 Test instances by Golden et al.
KSHS 6 Test instances by Hirabayashi et al.
Val 34 Test instances by Benavent et al.
Eglese 24 Test instances by Eglese and Li

Euclidean planar graphs with 10 - 40 nodes.
Set A 32 Demand random between 0 and 9.

Cost and demand rounded to integer.

Euclidean planar graphs with 10 - 24 nodes
Set B 24 Demand random between 0 and 9 scaled by distance.

Cost and demand rounded to integer.

The Eglese instances origin from real life problems and are considered the most difficult of the
sets. Most of the Gdb and KSHS instances have been solved to optimality in the academic
literature. The Val instances are considered relatively hard due to their size. The instances
in sets A each have a number, Ant, where n is the number of nodes in the graph, and
t ∈ { A,B,C,D }, where A indicates a small vehicle capacity (less than 20) and D indicates

77
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a vehicle capacity as large as 75. The instances in set B are numbered Bnt, where n is the
number of nodes, and t ∈ { B,C,D }, where B (C) indicates a vehicle capacity of 25 (50),
and D indicates a vehicle capacity of 75. The data for all test instances can be found at
http://www.imada.sdu.dk/˜woehlk/carp instances.html.

7.2 Computational Results for CARP Lower Bounds

In Chapter 3, we showed that the two lower bounds, LB2 and NDLB, which have been proved
to outperform all other combinatorial lower bounds, are not comparable. That means, that for
some instances, LB2 is strictly better than NDLB, whereas for other instances, the opposite is
true. Furthermore, we presented a new lower bound, MCNDLB, and proved that this bound
outperforms the other two. Here we will discuss our computational results regarding the three
lower bounds. All computational results for the lower bounds are given in Appendix B, where
the value for MCNDLB is marked in bold if it is strictly better than both LB2 and NDLB,
and where ’*’ is used to indicate optimal values. We have summarized the results in two
tables. In Table 7.1 we give the highlights for all instances as a whole, and in Table 7.2 we
consider each set in turn.

LB2 NDLB MCNDLB

Rank 1 129 95 143
Rank 2 6 3 0
Rank 3 8 43 0

Average Rank 1.2 1.7 1

Sum-Rank 2 3 1

Average % 12.0 14.3 11.7

Table 7.1: Results for CARP Lower Bounds

For each instance, we have ranked the three bounds, such that the best value has rank 1,
the second best rank 2 and so forth.1 The rank count is given in the top-half of Table 7.1,
where we see, for example, that LB2 obtains the best result for 129 instances of a total of
143 instances. Clearly, MCNDLB always gets rank 1, since we have proved that this bound
is always as least as good as the other two. Furthermore, when considering the rank, it is fair
to state that LB2 is better than NDLB, since NDLB is strictly worse than the other two for
about one third of the instances (43 out of 143), whereas LB2 is only strictly worse for 8 out
of 143 instances. The next row of the table gives the average rank of the three algorithms.
This too leads us to the conclution that LB2 is better than NDLB. Here we also observe that
MCNDLB is better than the other two, as the best of the other (LB2) has average rank 1.2,
whereas MCNDLB has average rank 1. The next measure is referred to as ’Sum-Rank’. For
this measure, we sum the costs for all the instances, e.g.

∑
σ LB2(σ). These sums are then

ranked. This measure takes into account the excess cost of one algorithm to another. As
an example, say that altorithm A is better than algorithm B 60 out of 100 times, and that
algorithm B is best the remaining 40 times. Imagine now that when A is best, it is only
slightly better than B, but when B is best, it is significantly better. In this case, we want

1If two algorithms obtain the same best result, they will both get rank 1, and the next algorithm will recieve
rank 3, and so forth.
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to give B some extra credit. This is also done by the third measure, the average percentage
below optimum (when the optimal value is not known, we use the best known upper bound in

its place). For the LB2, this is calculated as
∑

σ
OPT (σ)−LB2(σ)

OPT (σ) · 100
143 , where 143 is the number

of test instances. All three measures give the same picture of MCNDLB being better than
LB2, and LB2 being better than NDLB.

Average % below best UB Average % below LB Count

LB2 NDLB MCNDLB LB2 NDLB LB2 NDLB Both

Set A 12.9 13.4 12.8 0.2 0.9 3 7 2
Set B 17.1 16.7 15.7 2.0 1.3 6 7 2
Set GDB 1.5 4.1 1.5 0.0 3.5 0 3 0
Set KSHS 2.8 2.8 2.8 0.0 0.0 0 0 0
Set Val 5.1 6.5 5.1 0.0 1.9 0 7 0
Set Eglese 28.3 37.1 28.2 0.1 14.2 5 24 5

Total 14 48 9

Table 7.2: Results for the six test sets.

In Table 7.2, we consider each of the six sets of test instances in turn. The first three columns
give the average percentage below the optimal value (or the best known upper bound, when
optimum is not known.). These values are calculated as in the previous table. The reader
may have noticed that for set A, set B, and the Eglese Instances, this number is reltively
high compared to the other sets. For these instances the optimal value is rarely known, and
consequently the value that the lower bounds are measured against is the best known upper
bound. Therefore, the size of the values indicate a significant gap between best known upper
and lower bound, and it is not known which of these is closer to the optimal value. The
columns marked ’Average % below LB’ are calculated as

∑
σ

MCNDLB(σ)−LB2(σ)
MCNDLB(σ) · 100

143 , where
143 is the number of test instances. Thereby the number in these culumns give the deviation
of the LB2 and NDLB, to the MCNDLB, respectively. These numbers show us that for the
Eglese instances, in particular, the NDLB performs worse than the other two bounds. An
explanation for this finding may be that these instances are rather large, and an algorithm
that only considers one cut (the NDLB), may not estimate the cost of the instances as well as
the multi-cut algorithms. The last three columns are labeled ’Count’, and counts the number
of instances in each set for which MCNDLB is strictly better than LB2 (NDLB) or, in the
last column strictly better than both LB2 and NDLB. The final row gives the count over all
instances. These columns lead us to the same conclusion. The last column shows us that for
9 instances, the MCNDLB is stristly better then either of the other two algorithms. These
instances are A20A, A40A, B20B, B40B, egl-e1-A, egl-e2-A, egl-e3-A, egl-e3-B, and egl-e3-C,
as can be observed from the tables in Appendix B.

7.3 Computational Results for CARP Approximation Algo-

rithms

Here we will briefly consider the computational results obtained with the two approxima-
tion algorithmss presented in Chapter 6. In Appendix C, the results are given for the two
algorithm, the SOTP and the A-AlG. In Chapter 6, it was proved that the result obtained
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by A-ALG is always at least as good as that obtained by SOTP. In Appendix C, the result
obtained by A-ALG is marked in bold if it is strictly better than the one obtained by SOTP.

It is easy to draw the conclusion that it is worthwhile using A-ALG, since for all 143 instances,
the result obtained by that algorithm is strictly better than the one obtained with the other
algorithm. It should be noted, though, that the proved approximation factor is the same for
the two algorithms.

As we shall see in Section 7.4, when considered as a Problem-Specific heuristic, the A-ALG is
highly competitive. Thereby, the A-ALG is both interesting from a Computer-Science point
of view as an approximation algorithm, and from a Management-Science point of view as a
heuristic.

7.4 Computatonal Results for CARP Problem Specifik Heuris-
tics

In Chapter 4, we considered various Problem-Specific Heuristics for the classical CARP. In
Appendix D, the computational results are given. We discuss these results here.

In the appendix, Tables D.1 through D.6 give the results for the four versions of the Node
Duplicaion Heuristic, presented in Section 4.2. For each instance, the best result is marked
in bold. The results are summarized in Table 7.3.

NDH1 NDH2 NDH3 NDH4

Rank 1 15 77 19 115
Rank 2 6 52 13 20
Rank 3 47 14 72 8
Rank 4 75 0 39 0

Average Rank 3.3 1.6 2.9 1.3

Sum-Rank 4 2 3 1

Average % over LB 24.1 17.1 22.8 16.1

Table 7.3: Comparison of the four Node Duplication Heuristics.

The top half of Table 7.3 counts the rank obtained by the four algorithms. An algorithm is
given rank 1 if it obtains the best result and so forth. As an example, NDH1 has obtained
rank 1 for 15 out of 143 instances. The bottom half of the table gives three measures for
the performance. The average rank gives the average of the rank that the algorithm has
obtained over the 143 instances. The Sum-Rank measure is calculated by summing over all
costs obtained by each algorithm, i.e.

∑
sigma NDH1(σ), and ranking these sums. Finally,

the average percentage over lower bound is calculated as
∑

σ
NDH1(σ)−MCNDLB(σ)

MCNDLB(σ) · 100
143 . The

first measure merely considers the winner, whereas the latter two take the values into account.
It is not hard to see that the two algorithms NDH2 and NDH4 perform better than the other
two. This is not surprising, since these two algorithms use optimal splitting of the giant tour,
whereas the other two use simple forward splitting. Of these two algorithms, NDH4 performs
best. Again this is not surprising since this algorithm has more freedom in the construction
of the matching network.
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Tables D.7 through D.12 compares the various Problem-Specific Heuristics for the 143 test
instances. In these tables, the best result for each instance is marked in bold, and an ’*’ is
used to indicate that an optimal value is obtained. Tables D.13 through D.18 give the same
results as percentage above lower bound (or optimum, when known). Table 7.4 summarizes
these results.

Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

Rank 1 1 25 27 28 46 22 46
Rank 2 0 6 12 8 45 16 41
Rank 3 0 27 10 27 28 13 24
Rank 4 0 24 32 25 20 10 26
Rank 5 4 39 41 27 3 11 5
Rank 6 6 22 19 24 1 67 1
Rank 7 132 0 2 4 0 4 0

Average Rank 6.9 3.8 3.8 3.7 2.2 4.3 2.3

Sum-Rank 7 5 6 4 1 3 2

Average % above LB 62.2 21.2 24.2 20.2 15.4 26.7 15.4

Table 7.4: Comparison of the Problem-Specific Heuristics.

In Table 7.4, we compare various Problem-Specific Heuristics for the classical CARP. The
first three columns give results for three classical heuristics, the Augment-Insert Heuristic,
the Augment-Merge Heuristic, and the Path-Scanning Heuristic. The last four columns give
results for the heuristics presented in this text, the Modified Path-Scanning of Section 4.1,
the A-ALG approximation algorithm from Chapter 6, the Double Outher Scan from Section
4.3, and the Node Duplication Heuristic from Section 4.2. The top part of the table, gives the
rank count for the heuristics. The bottom part gives the three measures, the average rank,
the Sum-Rank, and the average percentage above lower bound.

In Table 7.5, we consider the average percentage above lower bound for each of the six sets of
test instances. In this table we have marked the two best results for each set in bold. When
percentage above lower bound is considerd, it should be noted that for sets A and B and for
the Eglese instances, the optimum value is only known in a few cases. For the GDB and KSHS
instance almost all optimal values are known, whereas for the Val instances the optimal value
is known for about half of the instances. Clearly, when the optimal value is not known, the
percentage will be larger. This incurs no problem, though, since the situation is the same for
all the algorithms. For set A and B, the best known lower bound is the MCNDLB, and the
best known upper bound is the best result for each instance presented in this Dissertation.
For the other instances, the best known lower and upper bound are those given in Belenguer
and Benavent 2003 [22].

When considering Table 7.4, it is not hard to see that two algorithms, the A-ALG and
the Node Duplication Heuristic, perform better than all other when measured by either of
the three measures. The picture is not quite as clear when considering Table 7.5. Here,
the Double Outer Scan and both Path-Scanning heuristics are among the top two for some
instances. However, based on the results of the two tables, we believe it is fair to state that
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

Set A 68.9 27.0 30.2 26.6 18.0 30.4 17.8
Set B 62.7 29.5 31.4 29.4 24.2 28.6 23.7
GDB 41.2 10.9 8.3 7.4 8.5 24.0 9.3
KSHS 30.8 13.5 9.6 5.3 10.8 24.1 10.1
Val 57.4 15.6 21.0 15.8 13.2 36.0 13.0
Eglese 90.0 25.8 33.6 25.6 14.7 11.4 15.2

Table 7.5: Comparison of the Problem-Specific Heuristics.

the A-ALG and the Node Duplication Heuristic in general perform better than the other
Problem-Specific heuristics.

7.5 Computational Results for CARP Meta Heuristics

In Chapter 5, we presented a Meta Heuristic for the CARP, which we referred to as DYPSA.
Here we compare that algorithm to the various Meta Heuritics that have been presented for
the CARP in the literature. We would like to point out, that we compare directly to the results
obtained by the authors of the various algorithms. Not all algorithms have been tested on
all test sets, which explains the lack of consistency in this comparison. Furthermore, because
sets A and B have not previously been used in the literature, those sets are not included here.
The results are given in Appendix E, where the result obtained by DYPSA is marked in bold
if it reaches the best known value, and an ’*’ indicates an optimal value. The results are
summarized in Table 7.6.

CARPET GA GLS TSS MA DYPSA
[90] [104] [24] [85] [107]

Av Rank 1.6 1.2 1.0 1.5 1.0 1.9
GDB Sum-Rank 4 3 1 4 1 6

Av % above LB 0.5 0.2 0.1 0.5 0.1 0.6

Av Rank 1.0 1.0
KSHS Sum-Rank 1 1

Av % above LB 0.6 0.6

Av Rank 2.5 1.2 1.3 1.0 4.9
Val Sum-Rank 4 2 3 1 9.2

Av % above LB 2.0 0.7 0.8 0.5 5

Av Rank 2.0 1.0 3.0
Eglese Sum-Rank 2 1 3

Av % above LB 4.7 2.4 15.5

Table 7.6: Comparison of Meta Heuristics.

As we pointed out in Chapter 5, the Simulated Annealing used in the DYPSA algorithm in
this text, is rather simple, and it is believed that the results obtained by the algorithm can
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be improved significantly by using a more advanced variation of Simulted Annealing. This
is also clear from the results in Table 7.6, in particular for the Val and Eglese instances, as
our algorithm does not perform as well as the other algorithms for those instances. For the
GDB and KSHS instances, our algorithm often finds the optimal or best known result. This
indicates that the neighborhood structure, which is where DYPSA differs from a simple SA,
is indeed promising.

As a closing note, we would like to mention that an Ant Colony Algorithm has been presented
for the CARP by Doerner et al. 2003 [57]. Exact computational results are not given for this
algorithm, but the authors have tested a preliminary version on the GDB instances, and state
that the algorithm is competitive to the state of the art algorithms for these instances.
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Part II

CARP WITH TIME WINDOWS
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In this second part of the Dissertation, we will explore a version of the CARP in which we
include time constraints. We will denote the problem the Capacitated Arc Routing Problem
with Time Windows (CARP-TW). The CARP-TW is defined as the classical CARP with the
extention that a travel time is associated with each edge in the graph. This travel time may
or may not differ when we traverse the edge and when we service the edge. Furthermore,
each demand edge has a time window within which the service of that edge must begin.

As far as we know, the CARP-TW have not previously been considered in a formal setup. The
related node routing problem, the Vehicle Routing Problem with time windows (VRP-TW)
has been considered in a number of papers. See, for example, Desrosiers et al. 1995 [56] for
a survey.

In Chapter 8, we show how the CARP-TW can be modeled as an ILP model directly as
arc routing by using a graph transformation. We then show how the CARP-TW can be
transformed into an equivalent node routing problem, VRP-TW, and how we can use this
transformation to make a node routing ILP model of the CARP-TW.

In Chapter 9, we consider lower bounds for the CARP-TW. Here we show how the Multiple
Cut Node Duplication Lower Bound (MCNDLB) presented in Chapter 3 can be modified to
give a good lower bound for the CARP-TW. Specifically, we will show how the number of
vehicles needed can be tightened, when time windows are involved.

In Chapter 10, we consider problem specific heuristics for the CARP-TW. We consider a
modification of the Augment-Merge Heuristic, that takes the time windows into account.
Next, we consider a variation of the Path-Scanning Heuristic, where we use a set of new
criteria based on the time windows to construct better tours. Finally, we present a new
problem specific heuristic which we call the Preferable Neighbor Heuristic. This heuristic
first generates a set of feasible tours based on preferences that are made for each edge, and
next it chooses the best combination of these tours to form a complete solution.

In Chapter 11, we show how the Meta Heuristic idea of combining dynamic programming and
Similated Annealing (DYPSA) which we described in Chapter 5, can be applied to the CARP-
TW. Here we will see that the dynamic programming part of the algorithm makes it easier
to go from one feasible solution to another, than is the case when a standard neighborhood
structure is used.

In Chapter 12, we present a Column Generation Algorithm to solve the CARP-TW to op-
timality. The algorithm uses a total enumeration to generate all feasible columns of the
problem. We show how the resulting cover problem can be solved by using a two-phase in-
teger programming algorithm. This algorithm is endeed much faster than the alternative of
solving the CARP-TW directly using a branch and cut based algorithm for the formulation
in Chapter 8. Furthermore, the two-phase algorithm for solving the resulting cover problem
is more efficient than solving the cover problem directly, which indicates that this idea might
be used in other setups where a large cover problem needs to be solved to optimality.

Finally, in Chapter 13, we give our computational results for all algorithms presented in
Chapters 9 through 12.
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Chapter 8

Modeling the CARP-TW

In this Chapter, we will introduce the Capacitated Arc Routing Problem with Time Windows
(CARP-TW), which is an extention of the classical CARP. The main goal is to set up a
framework that can be used in subsequent chapters where we go into details with the solution
of the CARP-TW.

In the CARP-TW, we are given a CARP on the graph G(N,E,C,Q) with the restriction
that service of the demand edge (i, j) must begin within the time window [aij , bij ]. When
we just traverse an edge there are no time restrictions. We let tij denote the travel-time for
edge (i, j), and assume that

tij =

{
Ψ · cij when (i, j) is serviced
Φ · cij when (i, j) is not serviced

where Ψ,Φ ≥ 0 are fixed numbers. This assumption is indeed realistic when considering the
applications of CARP. Usually, we will have Ψ ≥ Φ, but it is not necessary. We start in the
depot at time zero and have bij ≥ min{ΦSPL(0, i),ΦSPL(0, j)} for all demand edges, (i, j),
where SPL(i, j) denotes the cost of a shortest path from i to j, otherwise we are not able to
reach each edge within its time window. Formally CARP-TW is stated as

Problem 7 (CARP-TW). Given an undirected connected graph, G(N,E,C,Q), where cij ≥ 0
is the cost of traversing the edge (i, j), and qij ≥ 0 is the demand of the edge. Let node 1 be
a special node called the Depot, from which a number of vehicles, each of capacity W , start
at time zero. Let tij denote the time needed to traverse edge (i, j), and let each demand edge
have a time window, [aij , bij ], in which service of the edge must start. Find tours such that
1) All edges with qij > 0 are serviced, 2) Vehicle capacities are respected, 3) Service of each
demand edge start within the time window of that edge, and 4) Total cost is minimized.

The Vehicle Routing Problem with Time Windows (VRP-TW), which is the node routing
counterpart of the CARP-TW, has been considered by a number of researchers, see for ex-
ample Desrosiers et al. 1995 [56] for a survey. On the other hand, as we saw in Chapter 2,
there are only few papers concerning the CARP-TW. Mullaseril 1997 [117] presents an Integer
Linear Programming (ILP) model for the directed CARP-TW using a special transformation
to node routing, which is based on the fact that the underlying graph is directed. As far as
we know, an ILP formulation of the undirected CARP-TW cannot be found anywhere in the
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literature. An explanation for this fact can be found in the following quote from page 282 in
Dror 2000 [58]:

It is important to note that in an arc routing problem such as CARP, each arc
or edge e ∈ R is serviced exactly once but can be traversed an additional number
of times in a dead-heading mode if so required by the minimum-distance objec-
tive. Hence, we cannot associate a unique starting and completion time for an
edge (arc) e ∈ E ∪ A. Moreover, it is not possible to augment the network in
a manner analogous to node-routing problems to get an equivalent formulation
where edges and arcs (or nodes) are visited only once. Thus, the addition of time
window requirements for the edges (arcs) in R precludes a direct edge/arc routing
integer linear programming model formulation for the CARP or even for the RPP
problem. This compels the modeler to seek alternative modeling approaches and
to express arc routing settings with time windows by using graph transformations
which necessarily cast the arc routing problem in terms of their node routing
counterparts.

As pointed out by the above quote, the key problem with making an ILP model for the
CARP-TW is that we need specification of the time a vehicle starts servicing the edge (i, j).
For this purpose, one needs to keep track of the time the vehicle arrives in node i. Since
the vehicle might service edges forming a cycle and thereby returning to the node i, it is not
possible to have only one arrival time for a vehicle in a node.

In this chapter, we will present two ways of getting around that problem, and hence two ways
of making an ILP model for the CARP-TW. The first model is based on a reformulation of
the CARP-TW in terms of a node duplicated network, and the second model is based on a
transformation of the CARP-TW into the VRP-TW.

In Section 8.1, we show how CARP-TW can be modeled as an Integer Linear Programming
Problem directly as an Arc Routing Problem. To do this, we first explore the Node Duplicated
Network in Section 8.1.1, then turn this into a Directed Node Duplicated Network in Section
8.1.2. In Section 8.1.3, we show some ways to tighten the Node Duplicated Network, and
finally, in Section 8.1.4, we are ready to make our ILP formulation of CARP-TW.

In Section 8.2, we show how CARP-TW can be modeled as an Integer Linear Programming
Problem based on a Node Routing Problem. First, in Section 8.2.1, we will review the work
by Assad et al. 1987 [11] that deals with transforming the classical CARP into a node routing
problem. In Section 8.2.2, we will expand this method to work when the arc routing problem
includes time windows, and finally, in Section 8.2.3, we will give the resulting Integer Linear
Programming formulation.

8.1 Modeling CARP-TW based on Arc Routing

In this section, we will explore one way of getting around the problem of making an ILP
formulation of the CARP-TW. The idea used here is to initially define an equivalent CARP-
TW problem on a Node Duplicated Network as defined by Hirabayashi et al. 1992 [92], and
subsequently use this network as the basis for making an ILP formulation of the CARP-TW.
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In Section 8.1.1, we review the construction of the Node Duplicated Network and show how
to expand this to include time windows. In Section 8.1.2, we will construct a directed version
of the Node Duplicated Network, which is used for constructing the ILP model in Section
8.1.4. In Section 8.1.3, we give some methods for restricting the node duplicated networks
and for tightening the time windows.

8.1.1 The Node Duplicated Network

We used the node duplicated network already in Part I, both in the construction of lower
bounds and in the node duplication heuristics for the Classical CARP. The Node Duplicated
Network was first presented by Hirabayashi et al. 1992 [92] where it was used as the basis for
a lower bound algorithm for the classical CARP. Here we will initially give the details of the
transformation, followed by an explanation of the properties of the node duplicated network.

The node duplicated network G′(N ′, E′, C ′, Q′) corresponding to the graph G is constructed
in the following way. The node set in G′ will consist of three subsets: S,X, and Y , where
S will consist of all nodes representing non Depot nodes, and nodes in both X and Y will
represent the Depot node.

Let p be the minimum number of vehicles to be used in the solution of the problem. The
value of p can either be calculated using the demand of the edges, as we did for the Lower
Bounds in Chapter 3, or it may be a number specified by the concrete application. If no such
number is specified, p can simply be set to zero. It should be noted, that if G′ is used to get
a lower bound, it is desirable to have p as large as possible, since this results in tighter lower
bounds, whereas forcing ourselves to use a value of p, which is higher than the optimal p,
will increase the solution cost. Therefore, p should be the best lower bound on the number
of vehicles that must be used.

In some cases, it is also possible to bound from above the number of vehicles allowed in the
solution of a problem. We will let p be an upper bound of the number of vehicles. Such a
bound will arise from real life applications as the available number of salt spreading vehicles
for example. If no such bound is specified, we set p = |{(i, j) ∈ E : qij > 0}|, i.e. the number
of demand edges.

For each node i in N , except the Depot node, we add D(R, i) nodes to S and call these nodes
the family of i. We will number these nodes by i1, . . . iD(R,i), where D(R, i) is the number of
demand edges incident to node i. The set Y consists of 2p nodes, whereas the set X consists
of 2(p − p) nodes. The nodes in Y will force us to use at least p vehicles, and nodes in X
are for vehicles that we may, but do not have to, use. The nodes in Y and X are numbered
11, . . . 12p and 12p+1 . . . 12p, respectively.

We let G′ be a complete graph, and for each demand edge, (i, j), in E we choose an edge
(ia, jb) in E′, and assign the demand, qij, of (i, j) to this edge, which will now be a demand
edge in G′. All these assignments are done in such a way that no node in N ′ is chosen more
than once. Note that this is possible, because we have exactly D(R, i) copies of each G-node
in G′. All other edges in E′ have zero demand. The cost of edges (ia, jb) in E′ are set to
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c′ia,jb
=





+∞ if ia, jb ∈ Y
0 if ia, jb ∈ X
+∞ if ia,∈ Y and jb ∈ X
+∞ if qiajb

> 0
0 if i = j
SPL(i, j) if i 6= j

The Node Duplicated Network is displayed in Figure 8.1, where the division of the nodes of
the set S into families is shown, and the cost structure among the sets is indicated.
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Figure 8.1: The Node Duplicated Network.

It is clear that all edges that have been assigned the cost +∞ could also have been removed
from the graph. We have chosen not to do this in the text to keep the node duplicated network
as a complete graph. However, for implementation purposes, however, they are removed.

Now that the node duplicated network is constructed, we will take a look at what a solution
to the CARP would look like in the node duplicated network. Such a solution will consist of
a set of tours, Ph, starting and ending in the Depot node. Assume that H edges are serviced
on Ph, and that they are serviced in the order e1, e2, . . . , eH . In the original graph Ph will
take the form

0, SP (0, end(e1)), e1, SP (end(e1), end(e2)), e2, . . . , eH , SP (end(eH), 0)

where SP (·, ·) denotes a shortest path between the nodes specified. Such a shortest path
might have length zero, in which case the path is from a node to the node itself.

A path Ph in G is shown on the left-hand side of Figure 8.2. On the right-hand side of
Figure 8.2 the same path is shown as it would look in the node duplicated network, G′.
Here, serviced edges are shown in bold. As can be seen from the figure, the shortest
paths, SP (end(ej), end(ej+1)), are just a single edge in the node duplicated network. If
SP (end(ej), end(ej+1)) is of length zero, the edge in the node duplicated network is an inter-
family edge, otherwise it is an edge between nodes in two different families. Hence, in G′, the
tour, Ph, is an alternating path. Alternating in the sense that every second edge is a serviced
edge and every other edge is a matching edge.
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Figure 8.2: Left: Path in G. Right: The same path in G′

In total, any solution to the problem will give a complete matching of the nodes in G′. On the
other hand, any complete matching of the nodes in G′ will give us a solution to the problem
with the exception that some tours might not pass through a node representing the Depot.
Such tours are often known as subtours. The solution might not be feasible with respect to
capacity either, and when we include time windows later in this section, the solution might
not respect these either.

Now that we have explored the properties of the node duplicated network, G′, we can include
time windows. Each demand edge, (i, j), has a time window, [aij , bij ], in which service of the
edge must start. These time windows can simply be adapted to the demand edges of G′. For
non demand edges, a time window [0,+∞] can be added to G′. Likewise for the travel-time
for the demand edges, which is set to t′ij = Ψc′ij. For non-demand edges we set t′ij = Φc′ij .

Now that G′ has been made time constrained, it is ready for use in heuristics and lower
bounds. Before this is done, one should consider the possibilities of reducing the number of
edges. Methods of doing this, are described in Section 8.1.3.

8.1.2 The Directed Node Duplicated Network

In the previous section, we constructed a model for the time window constrained CARP,
which can be used in heuristics and lower bound procedures. The purpose of this section is
to construct a model, which can be used when formulating CARP-TW as an integer linear
programming problem and thereby be used in procedures that need such a formulation, such
as Branch and Bound or Cutting Plane. In this section, we will transform our node duplicated
network, G′, into a directed node duplicated network, G′′, and cut off some of the nodes, which
are not neccessary when making an ILP formulation of the problem. In Section 8.1.3, we will
present methods for tightening the time windows, and in Section 8.1.4, we will use G′′ to
make an integer linear programming formulation of CARP − TW .

The construction in this section can be made directly from the problem formulation, but since
much of the work is already done in Section 8.1 we will assume that G′ is already at hand. We
will construct a directed node duplicated network, G′′(N ′′, A′′, C ′′, Q′′) with time windows in
the following way. For each node in N ′ we make a node in N ′′ with the same number and
with the nodes partitioned into the same three sets S,X, and Y .

For each edge, (i, j), in E′ we add two arcs, (i → j) and (j → i) to A′′. For each such pair of
demand arcs, we must require one of them to be serviced, and so the demand is assigned to
the pair instead of to the single arc. Costs, travel-times, and time windows can be transfered
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directly from the edges in G′ to the arcs in G′′. Note that we now distinguish between the
time window [aij , bij ] for arc (i → j) and the time window [aji, bji] for arc (j → i).

Now, with this network we still have the property that a solution to CARP will be a set of
alternating parts (in this case directed) in G′′. Likewise, in G′ we could take any complete
matching of the nodes and turn it into a solution, possibly containing subtours. We can do
the same here, however, with the restriction that for each matching arc, we use either that
arc or the arc between the same nodes, but in the opposite direction. The advantage of this
model to the undirected one, is that with this directed node duplicated network, we can make
an integer linear programming formulation of CARP − TW , as we shall see in Section 8.1.4.

We could use the graph as it is for the ILP model, but we can decrease the number of variables
in the model by making some small changes to the graph first. First, we can delete every
node i in Y , which is not the end node of any of the demand pairs and the arcs incident to
these nodes from A′′. This results in the size of Y being reduced to D(R, 1). Next, we can
delete all nodes in X except two, and the arcs incident to these nodes. These two nodes will
be used as the source and target, respectively, for all tours except from the cases where nodes
in Y are used.

8.1.3 Restricting the Node Duplicated Network

When a model is used to make an ILP formulation of a problem, it is desirable for the model
to be as tight as possible. Therefore, before we start formulating CARP-TW as an integer
linear programming problem, we shall see in this section, how we can reduce the number of
edges in G′ and G′′, and how we can tighten the time windows. We can do this either by using
the demand of the edges, or by using the time windows. After describing how the tightening
is performed, we discuss when this tightening is usefull.

Removing Edges Based on Demand

The first method to remove edges from the model is based on demand and is similar in the
directed and the undirected case. The method is presented in Hirabayashi et al. 1992 [92] in
the context of lower bounds for the undirected network.

Consider a pair of demand edges, (i, j) and (k, l) in E′. If the joined demand of the two
edges exceed the vehicle capacity, i.e. if qij + qkl > W , we cannot service those two edges with
the same vehicle. Hence (i, j) and (k, l) cannot be on the same path in the node duplicated
network, since a path in G′ (or G′′) corresponds to a vehicle tour. Since paths in G′ are made
by several matching edges we cannot prevent the two edges from being on the same path, but
we can prevent them from being serviced right after each other. This is done by removing
the four edges (i, k), (i, l), (j, k), and (j, l), since any path servicing (i, j) and (k, l) right after
each other must use one of these four matching edges. This is illustrated on the left-hand
side of Figure 8.3, where the dashed edges are the ones that we can remove if qij + qkl > W .
For the directed case we can do the same, as illustrated on the right-hand side of Figure 8.3.
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Figure 8.3: Removing edges from G′ (left) and G′′ (right) because of demand.

Removing Edges Based on Time Windows

The second method for removing edges is based on time windows. After showing how time
windows can be used to remove edges, we will show methods for tightening time windows. To
obtain the best results, the time window reduction should be performed in a cyclic manner,
until no more reductions can be made for any of the edges, then edges should be removed
based on the method described in the following.

Define αij = aij + tij = aij +Ψ · cij as the earliest time we can arrive in node j after servicing
edge (i, j) (arc (i → j)) in direction from i to j.

For ease of notation, we consider the directed case first. Consider two demand arcs (i → j)
and (k → l). We want to determine when we can remove the arcs connecting those two
arcs. Consider, for instance, the arc (j → k). This arc can be used in one, and only one,
case, namely if a vehicle services arc (i → j), follows a shortest path to node k, and then
services arc (k → l). In this case, the earliest possible time the vehicle can start servicing arc
(i → j) is at time aij , which means that the earliest time the vehicle can arrive in node j is
aij + Ψ · cij = αij. Traveling directly to node k means that the vehicle can arrive here no
earlier than time αij + Φ · cjk = αij + tjk. If this is later than the latest allowable time for
the service of arc (k → l), i.e. if αij + tjk > bkl, the strategy is illegal and the arc (j → k) can
be removed from the network.

To complete, we consider every two pairs of demand arcs, the arcs (i → j) and (j → i) and
the arcs (k → l) and (l → k), and do the following

if αij + tjk > bkl delete (j → k)
if αij + tjl > blk delete (j → l)
if αji + tik > bkl delete (i → k)
if αji + til > blk delete (i → l)
if αkl + tli > bij delete (l → i)
if αkl + tlj > bji delete (l → j)
if αlk + tki > bij delete (k → i)
if αlk + tkj > bji delete (k → j)

In the undirected case, we do a similar thing, however, since we are now dealing with edges
and not arcs, we must be more careful when deleting connections. Now, an edge (j, k) can be
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deleted if, and only if, the two corresponding arcs, (j → k) and (k → j) can be deleted. This
gives us the following strategy

if αij + tjk > bkl and αlk + tkj > bji delete (j, k)
if αij + tjl > blk and αkl + tlj > bji delete (j, l)
if αji + tik > bkl and αlk + tki > bij delete (i, k)
if αji + til > blk and αkl + tli > bij delete (i, l)

When solving an ILP model, the optimization algorithm often iterates from solution to so-
lution. If we do not make any preprocessing on the time windows, solutions, that later turn
out to be undesirable or even infeasible, will be part of this iterating process. By tightening
the time windows, some of these solutions can be left out, and the complete solution process
will therefore be faster. It is, of course, important not to cut off any feasible solutions in this
preprocessing. For the node routing counterpart, the VRP-TW, several methods for tighten-
ing time windows have been suggested. Some of these methods are described in Desrochers
et al. 1992 [55] and in Cyrus 1988 [48]. In the following we will show two ways of tightening
time windows for the CARP-TW. We will only do this for the directed case.

Let (i ↔ j) = {(i → j), (j → i)} denote the pair of demand arcs between the same two edges
but in opposite direction. We will show how the time window [akl, bkl] for arc (k → l) can be
tightened.

First, recall that αij = aij +tij denotes the earliest time we can arrive in node j after servicing
arc (i → j). Now define αkl as

αkl = min
(i↔j), i,j /∈{k,l}

min{αij + tjk , αji + tik}

Then αkl is the earliest possible time that a vehicle can be ready to start servicing arc (k → l),
if this is not the first arc to be serviced by the vehicle. Hence, we can tighten the time window
for arc (k → l) by setting

akl = max{akl , min{αkl , t0k}} (8.1)

where the middle term is the travel time from the depot to node k if nothing is serviced along
the way, i.e. if arc (k → l) is the first to be serviced by some vehicle, and the last term is the
current beginning of the time window. This is illustrated in Figure 8.4.

bklakl anewold kl

Figure 8.4: Tightening akl of the time window.

Now, define ωij as ωij = bij + tij = bij + Ψ · cij, i.e. ωij is the latest possible time a vehicle
can be done servicing arc (i → j), and set
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ωkl = max
(i↔j), i,j /∈{k,l}

max{ωij + tjk , ωji + tik}

Then ωkl is the latest possible time for any vehicle to start servicing the arc (k → l), if the
vehicle has serviced at least one other arc before (k → l), and if the vehicle does not include
unnecessary waiting time. Hence we can tighten the time window for arc (k → l) by setting

bkl = min{bkl , max{ωkl , t0k}} (8.2)

where the middle term indicates the travel time from the Depot node to node k for a vehicle
that services arc (k → l) as the first arc and the last term is the current time window. This
is illustrated in Figure 8.5.

bklakl old new bkl

Figure 8.5: Tightening bkl of the time window.

To make the time windows as tight as possible, formulas (8.1) and (8.2) and the time window
deleting procedure are repeated in a cyclic manner for all arc pairs, until no more improve-
ments can be made for any of the time windows.

When the restrictions are usefull

We have seen that some of the edges in the graph can be removed due to demand and time
windows. The benefit of doing this is twofold, as we shall see now.

First, remembering that the theme of this chapter is the construction of an ILP model for
the CARP-TW, clearly it can speed up computation time for solving the resulting model to
optimality by Branch and Bound or the like, if the model has as few variables as possible, or
equivalently, if the underlying graph has as few edges as possible. Hence, removing edges can
speed up computation time.

The second advantage is less clear, and is not relevant untill the study of Lower Bounds for
the CARP-TW in Chapter 9. We will describe this matter via an example. Consider the part
of a node duplicated network shown in Figure 8.6. The nodes i, j, k, and l are in the same
family, and the edges shown in bold are the demand edges. We are interested in knowing,
under what circumstances deleting some of the edges in that family will thigten the result.
As the reader may remember from Chapter 3, we use this network to construct a matching,
which will be part of a lower bounding calculation.
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Figure 8.6: Part of node duplicated network.

We consider two tours in this network, the other servicing edges (i′, i) and (l, l′), and one
servicing edges (j, j′) and (k, k′). These tours are illustrated in the left-hand side of Figure
8.7. If one of the inter-family nodes used in this solution, say (j, k), is deleted by demand or
time window restriction, the matching will swap to construct the tours shown in the right-
hand side of Figure 8.7. It is not hard to see that this solution was exactly the same cost,
since all inter-family edges have cost zero. This means, that if we are to increase the cost of
the matching constructed, then several edges in the same family have to be deleted.
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Figure 8.7: Two solutions in the node duplicated network.

8.1.4 Integer Linear Programming Formulation

In this section, we will present an ILP formulation of the CARP-TW. We will start by
giving the formulation without the time windows constraints, then discuss how these can be
formulated mathematically, and give two variations of the complete model depending on how
we model these constraints. To make an ILP formulation of CARP-TW based on arcs we
first make a directed node duplicated network as described in Section 8.1.2. From that we
can construct the ILP model.
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We use three types of variables, xij, µi, and νij, where

xk
ij =

{
1 if (i → j) is used by the k′th vehicle
0 otherwise

µi will be the arrival time in node i, and νij will be the time some vehicle starts traversing
arc (i → j). Variable xk

ij is defined for all arcs (i → j) in A′′ and for all vehicles, νij is defined
for all arcs (i → j) in A′′, and µi is defined for all nodes i in N ′′. Note that we do not need
a subscript for the vehicles on µi and νij, since we know that any node and any edge will be
on at most one vehicle tour. If we temporarily ignore the time window constraints and let k
be the index for the vehicles, the CARP-TW can be formulated as

min
∑

k

∑

i∈N ′′

∑

j∈N ′′

cijx
k
ij

st
∑

k

(xk
ij + xk

ji) = 1 if (i, j) is a demand edge (8.3)

∑

i∈S∪Y

∑

j∈S∪Y

(qijx
k
ij + qjix

k
ji) ≤ W ∀ k (8.4)

∑

j∈N ′′

xk
ij −

∑

j∈N ′′

xk
ji = 0 ∀ i ∈ S ∀ k (8.5)

∑

k

∑

j∈N ′′

(xk
ij + xk

ji)





= 2 ∀ i ∈ S
= 1 ∀ i ∈ Y
≥ 0 ∀ i ∈ X

(8.6)

xk
ij ∈ {0, 1} ∀k ∀i ∀j

Here (8.3) ensures that for each pair (i ↔ j) of demand arcs, we use exactly one of then,
i.e. each demand edge in the original problem is serviced. Equation (8.4) ensures that the
vehicle capacity is respected. Equation (8.5) is the flow conservation constraint, and (8.6)
ensures that the nodes in the three sets, X,Y, and S have correct degrees. Note that the set
X contains only two nodes, one source and one sink node.

Solving the above model as it is will not result in a legal CARP solution. The reason for
this is the same as when we considered a complete matching in the node duplicated network:
There might be subtours, i.e. tours that do not pass through the Depot node, or in this case
through any node representing the Depot. As soon as time window constraints are included
in the model we do not have the problem with subtours anymore, since these constraints have
the advantage of breaking subtours.

Now that the basic model is ready, we can introduce the time window constraints. First,
remember that the statement that an arc (i → j) is used by some vehicle can be modeled as∑

k xk
ij = 1. Furthermore, we remind the reader about the property of the node duplicated

network, that any arc is used at most once, and any node is on exactly one tour ( except from
nodes in X).

First we have a restriction ensuring that if a demand arc (i → j) is used by some vehicle k,
then the time that the vehicle starts using the arc must be within the time window [aij , bij ],
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which gives us the following constraint
∑

k

xk
ij = 1 ⇒ aij ≤ νij ≤ bij ∀ (i, j) ∈ A′′ (8.7)

To ensure that if an arc (i → j) is used, the vehicle using that arc does not start traversing
the arc before the source node, i, is reached, we have the following constraint

∑

k

xk
ij = 1 ⇒ µi ≤ νij ∀ (i, j) ∈ A′′ (8.8)

Finally, to ensure that the target node, j, of an arc (i → j) is not reached earlier than possible
with respect to when the vehicle started using the arc (i → j), we have

∑

k

xk
ij = 1 ⇒ µj ≥ νij + tij ∀ (i, j) ∈ A′′ (8.9)

Note that we use ≥ and ≤ instead of = in the two last constraints, because vehicles are
allowed to wait in any node, before it continues to traverse arcs.

First, we claim that constraint (8.7) can be modeled by simply enforcing the bounds, aij and
bij on νij to hold whether the arc is used or not. Hence by including the following constraint

aij ≤ νij ≤ bij ∀ (i, j) ∈ A′′ (8.10)

It is obvious that when
∑

k xk
ij = 1 constraints (8.7) and (8.10) are equivalent. On the

other hand, when
∑

k xk
ij = 0 constraint (8.10) is more restrictive than (8.7) when viewed

separately. However, besides the xk
ij variables, νij is only related to two other variables, µi

and µj. When
∑

k xk
ij = 0 no relationship between νij and the µ-variables is enforced by the

constraints (8.8) - (8.9). Therefore, when
∑

k xk
ij = 0, the value of νij has no influence on

the solutions and can thus be bounded as we want. Since one of the nodes in the set X is
known to be a source node, we can fix the time for this node to zero, i.e. µ1s = 0. For the
other node in X, we can fix the time to be large enough for all vehicles to return in time, i.e.
µ1T

= max(i→j) with qij>0{bij + Ψcij + ΦSPL(j, 1)}.

When modeling constraints, one must bear in mind that we are building a linear model. At
the same time, to avoid numerical instability, we should also try not to use extremely large
or extremely small valued constants. These two things often make mathematical modeling
tricky. In what follows, we will present two ways in which constraints (8.8) - (8.9) can be
modeled.

The most commonly used method for modeling constraints of the type that we see in (8.8) -
(8.9) is the so-called Big M method. We will show how this is done for the above constraints
first, and then later in this section give another way of modeling the constraints.

In the following, assume that M is a sufficient large number. We will use M as a constant in
the constraints. To avoid numerical instability, M should be as small as possible, but large
enough.

Modeling (8.8) using the Big M method results in

µi − νij ≤ M(1 −
∑

k

xk
ij) ∀ (i, j) ∈ A′′ (8.11)
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where M is a sufficiently large number. To see this, assume first that xk
ij = 1 for some k.

In this case, the right-hand side will be zero, and the constraint becomes µi − νij ≤ 0 or
put in another way µi ≤ νij , which is what we want. On the other hand, if xk

ij = 0 ∀k, we
have µi − νij ≤ M, which is always true for sufficiently large values of M. Hence (8.11) is
equivalent to (8.8).

Finally, using the Big M method, constraint (8.9) can be modeled as

νij + tij − µj ≤ M(1 −
∑

k

xk
ij) ∀ (i, j) ∈ A′′ (8.12)

where M is a sufficiently large number. To see this, assume first that xk
ij = 1 for some k, in

which case the right-hand side becomes zero. Constraint (8.12) then reduces to νij + tij ≤ µj,
which is what we want. On the other hand, if xk

ij = 0 ∀k, we have νij + tij − µj ≤ M, which
is true for sufficiently large values of M. Thereby (8.12) is equivalent to (8.9).

Now that the three time window constraints have been modeled, we can present the complete
integer linear programming model for the CARP-TW.

min
∑

k

∑

i∈N ′′

∑

j∈N ′′

cijx
k
ij

st
∑

k

(xk
ij + xk

ji) = 1 if (i, j) is a demand edge

∑

i∈S∪Y

∑

j∈S∪Y

(qijx
k
ij + qjix

k
ji) ≤ W ∀ k

∑

j∈N ′′

xk
ij −

∑

j∈N ′′

xk
ji = 0 ∀ i ∈ S ∀ k

∑

k

∑

j∈N ′′

(xk
ij + xk

ji)





= 2 ∀ i ∈ S
= 1 ∀ i ∈ Y
≥ 0 ∀ i ∈ X

(8.13)

µi − νij ≤ M(1 −
∑

k

xk
ij) ∀ (i, j) ∈ A′′

νij + tij − µj ≤ M(1 −
∑

k

xk
ij) ∀ (i, j) ∈ A′′

aij ≤ νij ≤ bij ∀ (i, j) ∈ A′′

νij ≥ 0 ∀k ∀i ∀j

µi ≥ 0 ∀k ∀i ∀j

xk
ij ∈ {0, 1} ∀k ∀i ∀j

We have seen how the time window constraints (8.8) - (8.9) can be modeled using the Big
M method, and will turn to another method, which is based on convex analysis of functions.
(Constraint (8.7) incurred no problem and could be modeled as (8.10).)

First consider (8.8), which states, that if
∑

k xk
ij = 1 then µi ≤ νij . We can model this as

µi

∑

k

xk
ij − νij ≤ 0 ∀ (i, j) ∈ A′′ (8.14)
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The problem with (8.14) is that the constraint is not linear, since both µi and xk
ij are variables.

However, there is a way around this problem. In Al-Khayyal 1990 [4] and Al-Khayyal and
Falk 1983 [5] the authors present a method to linearize quadratic constraints like (8.14). We
will shortly present their idea on a simple constraint, before we show how the work applies
to our situation.

Assume for the sake of illustration that x, y, and z are variables in a model that contains the
quadratic constraint

xy + z ≤ 7

Furthermore, assume that we have given upper and lower bounds for x and y. Say lx ≤ x ≤
Lx and ly ≤ y ≤ Ly, so the domain we are interested in is Ω = [lx, Lx] × [ly, Ly].

Recall that the Convex Envelope VexΩ(f) of a function, f defined on Ω is defined as the
highest convex underestimating function over conv(Ω), where conv(Ω) is the convex hull of
Ω. Likewise, the Concave Envelope CavΩ(f) is defined as the lowest concave overestimating
function over conv(Ω). For an in-depth analysis of convex functions we refer the reader to
Rockafellar 1970 [126]. See Figure 8.8 for an illustration.

Vex  (f)

Cav  (f)

f

S

S

Figure 8.8: The Convex and Concave Envelope of a function.

The Convex Envelope of the function f(x, y) = xy is

VexΩ(xy) = max{ lyx + lxy − lxly , Lyx + Lxy − LxLy }

whereas the Concave Envelope of the function f(x, y) = xy is

CavΩ(xy) = min{ lyx + Lxy − Lxly , Lyx + lxy − lxLy }

We need a few properties of the Convex/Concave Envelope. First, by definition of the Con-
vex/Concave Envelope of a function we know that

VexΩ(xy) ≤ xy ∀(x, y) ∈ Ω and CavΩ(xy) ≥ xy ∀(x, y) ∈ Ω

Furthermore, it is not difficult to prove that VexΩ(f) must agree with the function on the
boundary of Ω. The reader can informally convince himself that this is indeed the case in
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one dimension by viewing the function in Figure 8.8. The same is true for CavΩ(f). For the
function f(x, y) = xy we therefore have

VexΩ(xy) = xy ∀(x, y) ∈ ∂Ω and CavΩ(xy) = xy ∀(x, y) ∈ ∂Ω

Returning to the constraint xy + z ≤ 7, we let w be a new variable with value w = xy.
The constraint becomes w + z ≤ 7, where we know from the properties of VexΩ(xy) and
CavΩ(xy), that

max{ lyx+ lxy− lxly , Lyx+Lxy−LxLy } ≤ w ≤ min{ lyx+Lxy−Lxly , Lyx+ lxy− lxLy }

with equality on ∂Ω. Therefore, if we are forced to be on the boundary ∂Ω by other constraintd
of the formulation, we can replace our original constraint xy + z ≤ 7 by the following
constraints

w + z ≤ 7
w ≥ lyx + lxy − lxly
w ≥ Lyx + Lxy − LxLy

w ≤ Lyx + lxy − lxLy

w ≤ lyx + Lxy − Lxly
lx ≤ x ≤ Lx

ly ≤ y ≤ Ly

Endeed, if other constraints forces either x ∈ {lx, Lx} or y ∈ {ly, Ly} then we are guaranteed
to be on ∂Ω, and have w = xy as we want, and thereby the quadratic constraint xy + z ≤ 7
has been replaced by linear constraints.

Now, note that the quadratic term in constraint (8.14) is µi
∑

k xk
ij, where we know that∑

k xk
ij must be either zero or one, because the xk

ij are binary variables. Hence, we have

0 ≤
∑

k xk
ij ≤ 1 and is guaranteed to be on the boundary. Furthermore, we can also give

upper and lower bounds on µi as µi and µi. We will determine the values of µi and µi later
in this section. That is exactly what we need, to be able to use the linearization method just
explained. We introduce new variables zij = µi

∑
k xk

ij for all (i, j) ∈ A′′ and reformulate
(8.14) as

zij − νij ≤ 0 ∀ (i, j) ∈ A′′

Now, for each (i, j) ∈ A′′ we must use the following constraints to linearize (8.14):

zij ≥ µi
∑

k xk
ij + 0 · µi − 0 · µi

zij ≥ µi
∑

k xk
ij + 1 · µi − 1 · µi

zij ≤ µi
∑

k xk
ij + 0 · µi − 0 · µi

zij ≤ µi
∑

k xk
ij + 1 · µi − 1 · µi
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which can be simplified and reordered as

zij − νij ≤ 0
zij − µi

∑
k xk

ij ≥ 0

−zij + µi
∑

k xk
ij + µi ≤ µi

zij − µi
∑

k xk
ij ≤ 0

−zij + µi
∑

k xk
ij + µi ≥ µi

(8.15)

Similarly, the constraint (8.9) can be modeled as the quadratic constraint

νij

∑

k

xk
ij + tij

∑

k

xk
ij ≤ µj ∀ (i, j) ∈ A′′ (8.16)

Again, we know that
∑

k xk
ij must be on one of its bounds, zero or one. We have also argued

before, that we can use aij and bij as lower and upper bound on νij , respectively. We will
use νij and νij to denote the bounds on νij , hence νij ≤ νij ≤ νij . Remembering that

tij are constants, we can formulate (8.16) as yij + tij
∑

k xk
ij − µj ≤ 0 ∀ (i, j) ∈ A′′, where

yij = νij
∑

k xk
ij, and include the following constraints to linearize (8.16):

yij + tij
∑

k xk
ij − µj ≤ 0

yij ≥ νij

∑
k xk

ij + 0 · νij − 0 · νij

yij ≥ νij
∑

k xk
ij + 1 · νij − 1 · νij

yij ≤ νij
∑

k xk
ij + 0 · νij − 0 · νij

yij ≤ νij

∑
k xk

ij + 1 · νij − 1 · νij

which can be simplified and reordered to

yij + tij
∑

k xk
ij − µj ≤ 0

yij − νij

∑
k xk

ij ≥ 0

−yij + νij
∑

k xk
ij + νij ≤ νij

yij − νij
∑

k xk
ij ≤ 0

−yij + νij

∑
k xk

ij + νij ≥ νij

(8.17)

To conclude we give the complete model for the CARP-TW.
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min
∑

k

∑

i

∑

j

cijx
k
ij (8.18)

st
∑

k

(xk
ij + xk

ji) = 1 if (i, j) is a demand edge (8.19)

∑

j∈N ′′

xk
ij −

∑

j∈N ′′

xk
ji = 0 ∀ i ∈ S ∀ k (8.20)

∑

i∈S∪Y

∑

j∈S∪Y

(qijx
k
ij + qjix

k
ji) ≤ W ∀ k (8.21)

∑

k

∑

j∈N ′′

(xk
ij + xk

ji)





= 2 ∀ i ∈ S
= 1 ∀ i ∈ Y
≥ 0 ∀ i ∈ X

(8.22)

aij ≤ νij ≤ bij ∀ (i, j) ∈ A′′ (8.23)

yij + tij
∑

k

xk
ij − µj ≤ 0 ∀ (i, j) ∈ A′′ (8.24)

zij − νij ≤ 0 ∀ (i, j) ∈ A′′ (8.25)

yij − νij

∑

k

xk
ij ≥ 0 ∀ (i, j) ∈ A′′ (8.26)

−yij + νij

∑

k

xk
ij + νij ≤ νij ∀ (i, j) ∈ A′′ (8.27)

yij − νij

∑

k

xk
ij ≤ 0 ∀ (i, j) ∈ A′′ (8.28)

−yij + νij

∑

k

xk
ij + νij ≥ νij ∀ (i, j) ∈ A′′ (8.29)

zij − µi

∑

k

xk
ij ≥ 0 ∀ (i, j) ∈ A′′ (8.30)

−zij + µi

∑

k

xk
ij + µi ≤ µi ∀ (i, j) ∈ A′′ (8.31)

zij − µi

∑

k

xk
ij ≤ 0 ∀ (i, j) ∈ A′′ (8.32)

−zij + µi

∑

k

xk
ij + µi ≥ µi ∀ (i, j) ∈ A′′ (8.33)

xk
ij ∈ {0, 1} ∀k ∀i ∀j

µi, νij integer ∀i ∀j

yij, zij free ∀ (i, j) ∈ A′′

where constraints (8.18) - (8.22) are the model as described on page 99. Constraints (8.23)
- (8.25) are the time window constraints, and constraints (8.26) - (8.33) are the constraints
included by the linearization of the time window constraints.

We need to investigate the bounds on µi, which we defined to be µi ≤ µi ≤ µi. To make the
model as tight as possible, we must give as tight estimates of the bounds as possible without
cutting off any feasible solutions.
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Consider the node j and the demand pair (i ↔ j). Assume initally that we service (j → i). If
we travel directly from the Depot to node j, the earliest possible arrival time is Φc0j , though
we do not need to be there before aji, so in this case we have µj = max{aji,Φc0j}. Since
we are allowed to go to node j and wait, there we have µj = Φc0j in this case. If we go to
node j after servicing arc (l → k) we get µj = min(l→k) demand arc{alk +Ψclk +Φckj}, which is

µj = min(l→k) demand arc{αlk + Φckj} and µj = max(l→k) demand arc{blk + Ψclk + Φckj}, which

is µj = max(l→k) demand arc{ωlk + Φckj}. Assume now that we service (i → j) instead. In
this case, we must have αij ≤ µj ≤ ωij per definition of αij and ωij. Combining this, the
bounds on µj become

µj = min

{
αij , max{aji , Φc0j} , min

(l→k) demand arc
{αlk + Φckj}

}

and

µj = max

{
ωij , Φc0j , max

(l→k) demand arc
{ωlk + Φckj}

}

Finally, a last word about the bounds on νij. We argued earlier in this section that these
bounds can be set to aij and bij , respectively. The accurate reader may have noticed that
when we constructed the node duplicated network in Section 8.1.1 on which the ILP model is
built, we stated that the time windows can be set to [0,+∞] for non-demand edges. Clearly
+∞ should not be used when the ILP model is used in practice. Doing this, gives us the
same problems with numerical instability as the Big M method. Fortunantly, the time window
reduction procedures, which we presented in Section 8.1.3, will solve this problem for us, since
they tighten the time windows for demand arcs as well as for non-demand arcs.

8.2 Modeling CARP-TW based on Node Routing

In this section, we will consider another way of getting around the problem of making an ILP
formulation of the CARP-TW. The basic idea of this approach is to transform the problem to
a node routing problem, the Vehicle Routing Problem with Time Windows (VRP-TW) and
make the ILP formulation in terms of this problem. Assad et al. 1987 [11] present a method
to transform the Classical CARP into a standard Vehicle Routing Problem (VRP). In Section
8.2.1, we will review their method for the reader, who is not familiar with the transformation.
In Section 8.2.2, this method will be the underlying idea, when we transform the CARP-TW
into a time constrained vehicle (node) routing problem (VRP-TW). Finally, in Section 8.2.3
we will present an ILP model for the CARP-TW in terms of the node routing model.

8.2.1 Transforming Arc Routing into Node Routing

Before presenting the transformation from the classical CARP into the VRP presented by
Assad et al. 1987 [11], we formally stated the VRP as follows

Problem 8 (VRP). Given an undirected complete graph, G(N,E,C,Q), where cij ≥ 0 is the
cost of traversing the edge (i, j), and qi ≥ 0 is the demand of node i. Let node 1 be a special
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node called the Depot, from which a number of vehicles, each of capacity W , start at time
zero. Find tours such that 1) All nodes with qi > 0 are serviced, 2) Vehicle capacities are
respected, and 3) Total cost is minimized.

For literature on the VRP we refer the reader to Dantzig and Ramser 1959 [50], Bodin and
Golden and Assad and Ball 1983 [28], Bodin 1991 [26], and Laporte 1992 [109].

We consider the Classical CARP defined on the graph G(N,E,C,Q) and transform the prob-
lem to a VRP defined on the graph G̃(Ñ , Ẽ). For every edge (i, j) with positive demand qij > 0
we create three nodes sij,mij and sji each having node demand equal to 1

3 qij. The mij are

called middle nodes. The node set is now defined as Ñ = {1} ∪ {sij ,mij, sji | (i, j) ∈ N}. For

the VRP, G̃ is per definition a complete graph, so we make an edge between every pair of
nodes, and set the cost function, c̃, to

c̃ (sij , skl) =
1

4
(cij + ckl) + SPL(i, k) (8.34)

c̃ (1, sij) =
1

4
cij + SPL(i, 1) (8.35)

c̃ (mij, v) =

{
1
4cij if v = sij or v = sji

∞ otherwise
(8.36)

where the shortest path lengths, SPL, are with respect to the original graph, G. This
transformation is illustrated in Figure 8.9 where the right-hand side displays an instance of the
CARP, and the left-hand side shows the VRP graph constructed by the above transformation.
As can be seen in the figure, each demand edge in the CARP is replaced by three nodes, and
all nodes except the depot node are removed by the transformation.
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Figure 8.9: Transformation from the CARP to VRP.

For a proof that this transformation is indeed one-to-one we refer the reader to Assad et al.
1987 [11]. Here we will just point out that in any solution having finite cost we must service
node mij between node sij and node sji, because, to get to (or leave) mij with finite travel
cost we must come from (leave to) either sij or sji, and since we are only allowed to visit a
node in VRP once, i.e. when servicing the node, we must service the three nodes on the same
route.
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8.2.2 Transforming Time Constrained Arc Routing into Node Routing

In this section, we use the idea presented above for the classical CARP to make a transfor-
mation from the CARP-TW to an instance of the VRP-TW. Mullaseril 1997 [117] presents a
method for transforming the directed CARP-TW to VRP-TW, but that transformation only
works for the directed case.

The VRP with time windows is defined as the VRP, where we, besides the costs, also have
travel time on the edges, and where the service of node i ∈ Ñ must begin within the time
window [ãi, b̃i]. Formally, the VRP-TW is stated as

Problem 9 (VRP-TW). Given an undirected complete graph, G(N,E,C,Q), where cij ≥ 0
is the cost of traversing the edge (i, j), and qi ≥ 0 is the demand of node i. Let node 1 be
a special node called the Depot, from which a number of vehicles, each of capacity W , start
at time zero. Let tij denote the time it takes to traverse edge (i, j), and let each node have
a time window, [ai, bi], in which service of that node must start. Find tours such that 1) All
nodes with qi > 0 are serviced, 2) Vehicle capacities are respected 3) Service of each node
starts within the time window of that node, and 4) Total cost is minimized.

To transform an instance of the CARP-TW to an instance of the VRP-TW, we construct the
same graph, G̃(Ñ , Ẽ) with the same cost function, c̃, as described in the previous section.
Furthermore, let t̃ij denote the traveltime for edge (i, j) in G̃, and use [ãi, b̃i] to denote the

time window for node i ∈ Ñ . For the VRP-TW, let the time windows be

[ãmij
, b̃mij

] = [aij +
1

2
Ψcij , bij +

1

2
Ψcij ] for all mij ∈ Ñ (8.37)

and

[ãsij
, b̃sij

] = [aij +
1

4
Ψcij , bij +

3

4
Ψcij ] for all sij ∈ Ñ (8.38)

Because mij must be serviced between sij and sji by the structure of the cost matrix, it is

also possible to set [ãsij
, b̃sij

] = [0,∞]. This would lead to the same optimal solution, but if
one intends to use time window reduction for the resulting VRP-TW, it is better to set the
time windows as in (8.38), since it would reduce the time spent in the reduction procedure.
Define the travel times t̃ as

t̃sij ,skl
=

1

4
Ψ(cij + ckl) + ΦSPL(i, k) (8.39)

t̃1,sij
=

1

4
Ψcij + ΦSPL(i, 1) (8.40)

t̃mij ,v =

{
1
4Ψcij if v = sij or v = sji

∞ otherwise
(8.41)

To see that this is a valid transformation, we remind the reader that the transformation of
the classical CARP to VRP ensures that node mij is always serviced between nodes sij and
sji. Since the above is an extention of transformation of the classical CARP, this holds for the
CARP-TW as well. Node mij can be thought of as the midpoint of the edge (i, j). Assume
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that we start servicing edge (i, j) at time aij, which is the earliest possible. In that case we
will reach mij at time aij + 1/2Ψcij , where we have added the time it takes to travel from
either node i or node j to the middle of the edge while servicing the edge. Now assume that
we start servicing edge (i, j) at time bij , which is the latest possible. In that case we will reach
the middle at time bij + 1/2Ψcij . Now assume without loss of generality that we service the
three nodes in the order sij,mij , sji. The earliest we can reach node sij is amij

minus the time
it takes to travel from sij to mij, i.e. we have asij

= asji
= amij

− 1/4Ψcij = aij + 1/4Ψcij .
If, on the other hand, we reach node mij at the latest possible time, we will be at node sji at
time bmij

plus the time it takes to travel from mij to sji. Therefore, we have bij + 3/4Ψcij ,
which gives us the time windows defined above. The travel times follow the cost structure
where we take into account the difference in travel time depending on whether we service the
edge or simply traverse the edge without servicing.

8.2.3 Integer Linear Programming Formulation based on Node Routing

In this section, we will give the second ILP formulation of the CARP-TW, which is based on
node routing. To make the ILP formulation, the CARP-TW is first transformed into the VRP-
TW with the method described in the previous section. Next, an ILP formulation is made
for the resulting VRP-TW. The ILP formulation for the VRP-TV is a standard formulation
from the literature and will be given in this section based on the graph constructed in the
previous section.

Before we can make an ILP formulation based on the graph G̃ = (Ñ , Ẽ), which we constructed
in Section 8.2.2, we must make a slight change to the graph. To be able to keep track of the
times of the vehicles, we need two copies of the Depot node, one for the vehicles leaving at
time zero, and one for the vehicles returning to the Depot at some later time. The Depot
node is therefore split into two nodes, and we let 1S and 1T denote the source depot node
and the target depot node, respectively. All edge data between each of these nodes and the
rest of the graph is as described for the Depot node in the construction of the graph. As for
the time windows we set [a1S

, b1T
] = [0, 0] and [a1S

, b1T
] = [0,∞] to ensure that we start at

time zero and can finish at any time. For ease of notation, we partition the nodeset into two
as Ñ = ÑD ∪ ÑR, where ÑD contains the two Depot nodes 1S and 1T and ÑR contains all
other nodes.

We need two types of variables for the model, xk
ij and yk

i , where xk
ij is a boolean variable

indicating whether a vehicle uses a specific edge or not. For all edges, (i, j) ∈ Ẽ, and for all
vehicles, k, we define

xk
ij =

{
1 if vehicle k drives from i to j
0 otherwise

The variable, yk
i , is defined for all nodes i ∈ Ñ and for all vehicles k. This variable denotes

the time vehicle k starts servicing node i. If vehicle k does not service node i, the value of
the variable has no meaning. By definition of the time window for node 1S we automatically
have yk

1S
= 0 for all vehicles. Now the problem can be modeled as
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min
∑

k

∑

(i,j)∈ eE cij xk
ij (8.42)

st
∑

k

∑

j∈ eN xk
ij = 1 ∀ i ∈ ẼR (8.43)

∑

i∈ eER

qi

∑

j∈ eN xk
ij ≤ W ∀ k (8.44)

∑

j∈ eN xk
1Sj = 1 ∀ k (8.45)

∑

i∈ eN xk
ih −

∑

j∈ eN xk
hj = 0 ∀ h ∈ ẼR ∀ k (8.46)

∑

i∈ eN xk
i1T

= 1 ∀ k (8.47)

xk
ij (yk

i + tij − yk
j ) ≤ 0 ∀ (i, j) ∈ Ẽ ∀ k (8.48)

ãi ≤ yk
i ≤ b̃i ∀ i ∈ Ñ ∀ k (8.49)

xk
ij ∈ {0, 1} ∀ (i, j) ∈ Ẽ ∀ k (8.50)

In this model, constraint (8.43) ensures that every node is serviced by exactly one vehicle,
whereas (8.44) ensures that the vehicle capacity is respected. Constraint (8.45) ensures that
each vehicle leaves the source Depot node exactly once, whereas constraint (8.47) ensures
that each vehicle enters the target Depot node exactly once. Constraint (8.46) is the flow
continuity constraint. Finally, (8.49) is the time window constraints, and (8.48) models the
connection between the use of a node with the time variables. As noticed in the model,
constraint (8.48) is a quadratic constraint. In the reminder of this section we will show how
this constraint can be linearized using the method by Al-Khayyal 1990 [4] and Al-Khayyal and
Falk 1983 [5], which we described in Section 8.1.4. Clearly, this constraint can alternatively
be modeled using the Big M method.

We consider the constraint xk
ij (yk

i + tij − yk
j ) ≤ 0. For ease of notation we temporarily

exclude indexes of the xk
ij variables, and set τ = yk

i + tij − yk
j , which gives us the expression

x E ≤ 0. Since we have 0 ≤ ãi ≤ yk
i ≤ b̃i and the travel times tij are constants, we

can define bounds on τ as τ ≤ τ ≤ τ . We will not specify these bounds in this text.
Furthermore, we have bounds 0 = x ≤ x ≤ x = 1 where we know that x must be on one of
these bounds, since it is a binary variable. Hence we can use the linearization method. Define
a new variable z = x · τ and replace (8.48) by the following set of constraints.

z ≤ 0
z ≥ τ · x + x · τ − x · τ
z ≥ τ · x + x · τ − x · τ
z ≤ τ · x + x · τ − x · τ
z ≤ τ · x + x · τ − x · τ

Replacing the bounds on x by their values and reordering, gives us
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z ≤ 0
z − τx ≥ 0
−z + τx + τ ≤ τ
z − τx ≤ 0
−z + τx + τ ≥ τ

(8.51)

Combining this with (8.42) - (8.50) gives us the final ILP formulation

min
∑

k

∑

(i,j)∈ eE cij xk
ij (8.52)

st
∑

k

∑

j∈ eN xk
ij = 1 ∀ i ∈ ẼR (8.53)

∑

i∈ eER

qi

∑

j∈ eN xk
ij ≤ W ∀ k (8.54)

∑

j∈ eN xk
1Sj = 1 ∀ k (8.55)

∑

i∈ eN xk
ih −

∑

j∈ eN xk
hj = 0 ∀ h ∈ ẼR ∀ k (8.56)

∑

i∈ eN xk
i1T

= 1 ∀ k (8.57)

ãi ≤ yk
i ≤ b̃i ∀ i ∈ Ñ ∀ k (8.58)

zk
ij ≤ 0 ∀ (i, j) ∈ Ẽ ∀ k (8.59)

zk
ij − τxk

ij ≥ 0 ∀ (i, j) ∈ Ẽ ∀ k (8.60)

−zk
ij + τxk

ij + yk
i + tij − yk

j ≤ τ ∀ (i, j) ∈ Ẽ ∀ k (8.61)

zk
ij − τxk

ij ≤ 0 ∀ (i, j) ∈ Ẽ ∀ k (8.62)

−zk
ij + τxk

ij + yk
i + tij − yk

j ≥ τ ∀ (i, j) ∈ Ẽ ∀ k (8.63)

xk
ij ∈ {0, 1} ∀ (i, j) ∈ Ẽ ∀ k (8.64)

Other VRP-TW models could have been used here as well. We have chosen this 3-index model
because the most natural method for solving VARP-TW to optimality is using Dantzig-Wolfe
Decomposition, first pesented in Dantzig and Wolfe 1960 [51] and Dantzig and Wolfe 1961
[52]. For Dantzig-Wolfe Decomposition applied to the VRP-TW, we refer the reader to Range
2005 [125]. When using this method, the subproblems for the vehicles are identical and can
therefore be contracted to one problem. Thereby a 3-index ILP model becomes relatively
simple to use in such a setup.

It is natural to compare the two models presented in this chapter. Indeed, both models are
based om transformations of the original graph. In the latter model, three nodes are used
for each edge, and the result can be solved as a node routing problem. However, the cost
structure in the resulting graph is very special in that we actually fix the use of edges within
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each triple of nodes. Transformations of the classical CARP to the VRP have been made,
where only two nodes are used for each demand edge along with a fixing of some edges to be
used in the resulting VRP. See Baldacci and Maniezzo 2004 [14] and Longo et al. 2004 [53]
for a description of these transformations. In the former model, two nodes are made for each
demand edge. If we did not have time windows, and therefore did not need an orientation
of the tours, the model based on the node duplicated network could have been used as a
transformation to node routing if fixing of edges were used. One can argue, that a VRP
where half of the edges of a complete solution is fixed per definition of the problem is not
a true VRP but we will not go into that discussion here. Then time windows are included,
an orientation of the tours are needed. As a result, one can not fix edges and thereby get a
VRP, since the demand is assigmed to pairs of arcs instead of to edges. Resultingly, further
modifications are needed to turn the former of the models presented here into a node routing
model.



Chapter 9

Lower Bounds for the CARP-TW

In this chapter, we consider algorithms for calculating lower bounds for the CARP-TW. Since
the CARP-TW is the CARP with extra restrictions, any valid lower bound for the CARP will
be a valid lower bound for the CARP-TW. The Multiple Cuts Node Duplication Lower Bound
(MCNDLB) presented in Chapter 3 has been proved to outperform most of the previous lower
bounds for the CARP, including the Node Duplication Lower Bound (NDLB) by Hirabayashi
et al. [92] and LB2 by Benavent et al. [23]. An exception is the Hierarchical Relaxations
Lower Bound by Amberg and Voss [8] which, to our knowledge, has not been compared to
MCNDLB. Here we will give a short outline of the MCNDLB and show how to tighten the
bound when it is used for CARP-TW. For a detailed description of the pure algorithm we
refer the reader to Chapter 3.

As we saw in Chapter 3, estimating the number of vehicles needed to service a graph or a
subgraph is an important part of a combinatorial lower bounding prosedure. This is true,
because this number directly influences the cost structure used in the matching network of
these procedures. Hence, a good estimate for the number of vehicles needed will cause tighter
lower bounds. Section 9.1 is devoted to deriving such estimates for the CARP-TW, and
Section 9.2 will give the final MCNDLB algorithm for CARP-TW.

9.1 Estimating the Number of Vehicles Needed

So far, all combinatorial lower bounds for the CARP have used p = ⌈
P

(i,j) qij

W ⌉ to estimate
the number of vehicles needed to service a (sub)graph . An exception is Letchford 1996 [110],
who uses tighter bin packing lower bounds in a polyhedral study of the CARP and shortly
mentions the use of such bounds in a combinatorial setup as well.

Initially, we would like to call attention to the fact that even for the classical CARP better
estimates for p can be made. One can use any Bin Packing lower bound to get a better
estimate. Since p directly influences the set of enforced nodes in the matching networks, a
high value of p is essential to get a good lower bound.

We consider two types of estimates for p. In section 9.1.1, we review various Bin Packing
Lower Bounds that can be used to estimate p and in Section 9.1.2, we present a new method
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that can be used to estimate p when time windows are encorporated. This new estimate is
based directly on the time windows and traval times between edges, and hence we expect this
estimate to give better bounds for p than the ones based on Bin Packing when time windows
are tight, and vise versa when time windows are wide.

In this section, we use p in stead of ps to stress the fast that these improvements apply to
any CARP lower bound where an estimate of the number of needed vehicles is used. We
follow the notation used for routing problems even though at first glance this might look odd
to someone familiar with Bin Packing material. Hence when considering Bin Packing Lower
Bounds, W will denote the bin size and qi be the size of the i’th item.

9.1.1 Estimates using Bin Packing

Because capacitated vehicles service a set of demand nodes or edges, routing problems can be
considered partially as the problem of routing the vehicles, and partially as the problem of
partitioning the elements among the vehicles. The latter of these problems boilds down to a
Bin Packing Problem with the vehicle capacity W as the bin size and the demand qij (or qi)
as the item sizes. Resultingly, one can use Bin Packing lower bounds to get a lower bound on
the number of vehicles needed. Here we give three methods for doing so. It should be noted
that all three bounds presented in this section can be used for many routing problems both
with and without time windows, including the classical CARP1.

Estimate by the Classical Method

The classical lower bound for the Bin Packing Problem is based on assuming that all the bins
can be packed perfectly, i.e. without empty space. If this is done, ⌈

∑
i qi/W ⌉ bins will be

needed. It is not hard to see that if the items cannot be packed perfectly, at least the same
number of bins are needed. This is the estimate that is used in the literature for routing
problems whenever a bound on the number of vehicles needed is required. We refer to this
estimate as SUM .

Estimate using Lueker’s Method

The next bound to be considered is based on Lueker’s idea of using dual feasible functions
in the lower bound calculation, and is hence referred to as the Lueker Lower Bound (LLB).
Lueker 1983 [111] calls f a dual feasible function if for any bin packing input q1, q2, . . . the
following holds:

∑

i

qi ≤ 1 ⇒
∑

i

f(qi) ≤ 1

here with the bin size scaled to 1. Using this, any lower bound for the transformed instances
f(q1), f(q2), . . . is also a lower bound for the original instances. Specifically, by using the
classical bound on the transformed instances, ⌈

∑
i f(qi/W )⌉ is a lower bound on the number

of vehicles needed.

1Only the first simple estimate is used in our lower bound results for the classical CARP.
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Fekete and Schepers 2004 [69] give several examples of dual feasible functions along with an
analysis of ”win and loss” zones for the functions. One such function is

fk(qi) =

{
qi for qi(k + 1) ∈ Z

⌊(k + 1)qi⌋
1
k else

with k ∈ N.

By using dual feasible functions, one tries to increase the size of as many items as possible as
much as possible. Clearly, this can only be done if the size of other items are decreased. Other
dual feasible functions are suggested by the authors, but for those functions, only items of
size at least W/2 are increased. In a routing setup, such items correspond to edges for which
a vehicle can only service one edge. Since such instances are not very likely in this setup, we
have chosen not to use these other functions. Hence, whenever we refer to Lueker’s Lower
Bound (LLB) it is implicitely understood that f (k)(qi), as given above, is the dual feasible
function to be used. The reader may want to consult Coffman and Lueker 1991 [43] for more
material on dual feasible funtions.

Estimate using CHP’s Method

The last Bin Packing lower bound that we consider is proposed by Chao, Harper and Quong
1995 [35]. Their lower bound is the maximum of three estimates, SUM , LLB, both of which
were summarized previously in this chapter, and BIG, which we summerize below. For a
proof that BIG is endeed a lower bound for the Bin Packing Problem, we refer the reader to
Chao, Harper and Quong 1995 [35].

The estimate BIG is based on noting that large items cannot be packes as tight in bins as
small items. Therefore BIG considers only relatively large items with respect to the vehicle
capacity. For some of these items, an optimal packing is made and for the remaining items,
an estimate on the required number of bins is given. To this goal, the interval (0,W ] is
partitioned into harmonic sub-intervals, Ik, k = 1, 2, . . ., where Ik = ( W/(k + 1) , W/k ].
The i’th item is an Ik-item if qi ∈ Ik The term Ii1,...,ik denotes the union Ii1 ∪ . . . ∪ Iik .
Furthermore, Li is defined to be the set of Ii-items in L, and Li1,...,ik is defined as the set of
Ii1,...,ik-items in L.

The first step in the calculation of BIG is to pair up I1-items with I2,3-items. This is done
in the routine MATCH(L1,2,3), which in a sebse is a First Fit Decreasing algoritm (FFD),
where those L2,3-items that are not assigned to a bin containing an L1-item, define a set U2,3.
Because of the size of L1-items, the items in L1,2,3 \ U2,3 requires |L1| bins.

The next step of the algorithm requires the definition of an interval Z, which is defined in
the following way. Let qi (qj) be the smallest (second to smallest) I2,3-item. Then

Z =

{
[qi , W/2] if qi ∈ I2

(W − qi − qj , W/2] if qi ∈ I3

Finally, letting u2 (u2,3) be the number of U2-items (U2,3-items) not in the interval Z, the
algorithm for calculating BIG is



116 CHAPTER 9. LOWER BOUNDS FOR THE CARP-TW

1. MATCH(L1,2,3) (requires |L1| bins)

2. Pair up and remove the Z-items from U2,3 (requires ⌈z/2⌉ bins)

3. Calculate the following lower bounds for the remaining non-Z-items in U2,3:

(a) m1 = ⌈max{ u2/2 , u2,3/3 }⌉

(b) m2 = a lower bound computed by Lueker’s function for these items

4. BIG = |L1| + ⌈z/2⌉ + max{m1,m2}

9.1.2 Estimates using Time Windows

In this section, a new estimate for the number of vehicles needed is given. The new estimate is
designed to work for routing problems with Time Windows and will be referred to as TWLB.
It is based on the fact that demand edges (or nodes) that are located far apart in the graph,
but with time windows that are relatively small and close to eachother cannot be serviced by
the same vehicle. With this in mind, TWLB is expected to work better that the three Bin
Packing lower bounds exactly when time windows are tight and vise versa.

The TWLB estimate is based on constructing a flow network, G = (N,A), with special
vertices s and t such that the cost of a minimum cost feasible s − t-flow is a lower bound on
the number of vehicles needed to service the demand edges in the graph. We will first explain
the procedure and some properties of G and then conclude this section with the algorithm
for calculating TWLB.

The idea is to construct G with vertices representing the demand edges in the original graph
in such a way that two vertices, whose corresponding demand edges in G conflicts because of
time windows, cannot be on the same path from s to t. In this way, a minimum number of
feasible paths covering all vertices, is a lower bound on the number of vehicles needed

Initially, a vertex i in N is constructed for each demand edge ei in E. These are the vertices
that we enforce to be on one of the paths, which corresponds to enforcing every demand edge
to be on at least one vehicle tour in any feasible solution to the CARP-TW. Furthermore,
vertices s and t are added to N , which will be the source and sink of the flow, respectively.

In the original graph, demand edges ei and ej can only be on the same vehicle tour in that
order, if the sum of the demand for the two edges does not exceed the vehicle capacity, and if
it is possible to start servicing ei within the time window, and thereafter reach ej before the
end of its time window. If this is the case, an arc (i → j) is included in A. Formally, the arc
(i → j) is included if the following holds:

qei
+ qej

≤ W and aei
+ Ψ · cei

+ Φ · min
k∈{e1

i ,e2
i } , l∈{e1

j ,e2
j}
{SPL(k, l)} ≤ bej

where e1
i and e2

i denote the nodes of edge ei. Finally, to include the source and sink, arcs
(s → i) and (i → t) are included in N for all vertices i ∈ N \ {s, t}.

As stated above, we are interested in calculating the minimum number of s− t-paths needed
to cover every node in N . Two problems arrize in doing so. First, calculating this number
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is in general an NP-hard problem, and secondly, standard algorithms for calculating feasible
flows construct paths and cycles, the second of which we do not want.

To overcome the latter problem, adjustments are made to the network in the following way.
Locate all strongly connected components in G, and shrink each such component to one node.
This can be vied as follows: Whenever we reach a node in such a component we can easily get
to the other nodes in that component. Now the graph is cycle free, and so a flow algorithm
will give us only paths. To overcome the former problem, i.e. to ensure that the flow will
cover every node, we make the following changes to the graph. Every node i ∈ N \ {s, t}
are split into two nodes i′ and i′′ with an arc (i′ → i′′) between them. Any arcs previously
entering i, now enter i′, and any arc peviously leaving i, now leave i′′.

Each arc leaving the source node has cost = 1, whereas every other arc in the graph has zero
cost. In this way, when we minimize the cost of an s − t-flow, we minimize the number of
paths out of s. Every arc of the type (i′ → i′′) has a lower bound of 1 on the flow, whereas all
other arcs in the graph has a flow lower bound of 0. All arcs in the graph has a flow upper
bound of 1. Finally, the flow network is ready, and a minimum cost feasible s− t-flow can be
constructed. See for example Bang-Jensen and Gutin 2000 [16] Chapter 3 for an algorithm.
To conclude we give the complete algorithm.

1. Construct a graph G = (N,A)

(a) ∀ ei ∈ E with qi > 0 make a vertex i ∈ N

Make vertices s and t in N

(b) ∀ i, j ∈ N Make arc (i → j) ∈ A if qei
+ qej

≤ W and
aei

+ Ψ · cei
+ Φ · mink∈{e1

i ,e2
i } , l∈{e1

j ,e2
j}
{SPL(k, l)} ≤ bej

(cost = 0, flow: lb = 0, ub = 1)

Make arcs (s → i) ∀ i ∈ N \ {s, t} (cost = 1, flow: lb = 0, ub = 1)

Make arcs (i → t) ∀ i ∈ N \ {s, t} (cost = 0, flow: lb = 0, ub = 1)

2. Shrink strongly connected components

3. Splitt all vertices i ∈ N \ {s, t} into two vertices i′ and i′′

Make an arc (i′ → i′′) forall pairs i′ and i′′ (cost = 0, flow: lb = ub = 1)

4. TWLB = cost of ”minimum cost feasible s-t-flow”

The components that are shrunk will depend on the time windows. If time windows are short
these will consist of only few nodes, whereas very open time windows will result in larger
components. This is completely in line with the intuition that tight time windows will have a
relatively larger effect when we estimate the number of vehicles based in time windows alone,
as is the case here. Whether the time window estimate or the bin packing estimate is best will
therefore depend on the tightness of the time windows, and so they should both be computed
and the highest estimate should be used.
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9.2 Lower Bounds for the CARP-TW

As stated in the introduction of this chapter, any lower bound that is valid for the CARP is
also valid for the CARP-TW. However, it is possible to get even tighter lower bounds if the
restrictions caused by the time windows are taken into account. In this section, we will show
how these restrictions can be incorporated into the Multiple Cuts Node Duplication Lower
Bound (MCNDLB) presented in Chapter 3 and in Wøhlk [136] when used for the CARP-TW.

Below, we will give a reltively short description of the algorithm, since it is mainly a matter
of combining material from previous chapters. The core algorithm is equivalent to the one
described for the classical CARP in Chapter 3, and hence we refer the reader to that chapter
for a deeper understanding of the algorithm and for validity proofs. The Node Duplicated
Network and tightening of time windows are described in Chapter 8, Sections 8.1.1 and 8.1.3,
respectively, and so the reader is referred to these sections for an in-dept discussion of that
material. Finally, we refer the reader to Section 9.1 for details about estimating the number
of vehicles needed. The complete MCNDLB algorithm for the CARP-TW is as follows.

Set U = {1}, L1 = 0, L2 = 0.

while U 6= N do:

1 G′ = (N ′, E′) graph induced by N ′ = N \ U .

G′ = ∪ŝ
s=1 G′

s with G′
s connected component.

2 for each component G′
s do

2a ps = number of vehicles needed to service E′
s ∪ δ(N ′

s) (See below)
qs = |{(i, j) ∈ δ(N ′

s) : qij > 0}|.
rs = max{0, 2ps − qs}, number of artificial edges.

2b Zs = estimate for G′
s. (See below)

Ks = rs · min(i,j)∈δ(N ′
s) cij . (Estimate for δ(N ′

s))

3 L2 = max{L2 , c(ER) + L1 +
∑ŝ

s=1 Zs}.

L1 = L1 +
∑ŝ

s=1 Ks.

4 Set U = U ∪ {i ∈ N : i is adjacent to a vertex in U}.

Set MCNDLB = L2.

Two parts of the algorithm need to be described further. The calculation of ps in Step 2a and
the calculation of Zs in Step 2b. These two steps are also where this algorithm differs from
the one presented for the classical CARP in Chapter 3.

To calculate the number of vehicles needed to service the edges in E′
s ∪ δ(N ′

s) in Step 2a, we
use the four methods described in Section 9.1. For the lower bound to be best, we choose the
higher of the estimates, i.e. we set ps = max{SUM,LLB,BIG, TWLB}, where each of the
bounds are calculated for the set of demand edges in E′

s ∪ δ(N ′
s).

To estimate Zs in Step 2b, we use the same method of constructing a node duplicated network,
as for the MCNDLB in Chapter 3. The changes of that method made in this chapter is
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that we can tighten the bound here by taking restrictions caused by the time windows into
account. These restrictions are described in Chapter 8, Section 8.1.3. Let G′

s = (N ′
s, E

′
s) be

the connected component in G′, and set m(i) = minu∈U SPL(i, u) ∀ i ∈ N ′
s, i.e. the length

of a shortest path from i to any node in U , where U is a connected set of nodes containing
the Depot node. Then the resulting algorithm for calculating Ls is as follows.

Step A: Construction of G′′
s = (N ′′

s , E′′
s )

Node Set: N ′′
s = Y ∪ S

S: ∀ i ∈ N ′
s, add D(R, i) nodes to S.

Y : Add qs + rs nodes to Y . (Copies of nodes in U).

Set

X̂ =

{
max{0, |S| − rs} if |S| − rs is even
max{1, |S| − rs} otherwise

Let X be a set of X̂ nodes and add X to N ′′
s

Edge set: E′′
s

Make E′′
s a complete edge set.

∀ (i, j) ∈ E′
s with qij > 0: choose an edge between copies of i and j in N ′′

s ,
and assign the demand, qij to this edge. Set the time window of the edge to
[aij , bij ]

∀ (i, j) ∈ δ(N ′
s) (i ∈ N ′

s and j ∈ U) with qij > 0: coose an edge (k, l) where
k is a copy of i and l ∈ Y , and assign the demand, qij to that edge. The
assignments are done such that no node in N ′′

s is chosen more than once.

All other edges in E′′
s have zero demand and time window [0,∞].

Assign costs to the edges:

cij =





∞ if qij > 0
∞ if i, j ∈ Y
0 if i, j ∈ X
∞ if i ∈ Y and j ∈ X
m(i) if qij = 0 and i ∈ S and j ∈ Y ∪ X
0 if qij = 0 i, j ∈ N ′′

s are copies of the same node in N ′
s

SPL(i, j) if qij = 0 i, j ∈ N ′′
s are copies of different nodes in N ′

s

Step B: Restriction of G′′
s = (N ′′

s , E′′
s )

∀ pairs (i, j), (k, l) ∈ E′′
s with qij + qkl > W : Set cik, ci,l, cj,k, cjl = ∞

∀ pairs (i, j), (k, l) ∈ E′′
s with qij, qkl > 0:

if αij + tjk > bkl and αlk + tkj > bji delete (j, k)
if αij + tjl > blk and αkl + tlj > bji delete (j, l)
if αji + tik > bkl and αlk + tki > bij delete (i, k)
if αji + til > blk and αkl + tli > bij delete (i, l)
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Step C: Modification of G′′
s = (N ′′

s , E′′
s )

∀i ∈ U : If ∃ (i, j) ∈ E′′
s with qij > 0 then delete i and all edges incident to i

Set Zs = cost of a minimum cost perfect matching in G′′
s



Chapter 10

Heuristics for the CARP-TW

In this chapter, we consider problem-specific heuristics for the CARP-TW. In Section 10.1,
we will consider the Augment-Merge Heuristic that was presented for the classical CARP by
Golden and Wong in 1981 [81] and show how this algorithm can be modified to take time
windows into account. In Section 10.2, we consider the Path-Scanning Heuristic suggested
by Baker et al. in 1983 [13]. We will extend this algorithm to use new criteria that are all
directly based on the time windows. Both for the Augment-Merge algorithm and for the
Path-Scanning algorithm we will first describe the original algorithm and then explain our
modifications. Finally, in Section 10.3 we present a new problem-specific heuristic for the
CARP-TW, which we refer to as the Preferable Neighbor Heuristic.

10.1 Augment-Merge for CARP-TW

The first problem-specific heuristic to be considered for the CARP-TW is the Augment-Merge
Heuristic presented for the classical CARP by Golden and Wong in 1981 [81]. In this section,
we will show how the Augment-Merge Heuristic can be adapted to the CARP-TW. The
algorithm consists of two parts. In the Augment part of the algorithm, a tour is constructed
for the edge farthest away from the depot, and the demand edges on the paths from the end
nodes of that edge to the Depot are serviced, if possible. This process is repeated until all
demand edges are covered by some tour. In the Merge part of the algorithm tours are merged
if this is possible due to the vehicle capacity. This is done by considering all legal merges,
and repeatedly performing the one that results in the largest saving. This is done until no
more merges can be performed.

To take the time windows into account, some changes must be made to the original algorithm.
First, when an edge is to be added to the tour, this may only be done if the time windows
are respected. Secondly, there are some flexibility in the service time for the first two (and
possible more) edges. This is taken into account for the first two edges, after which the time
is fixed.

For any edge, (i, j) we let SPL+
ij = SPL(1, i)+SPL(1, j), hence SPL+

ij + cij is the minimum
cost for any tour that services edge (i, j). We use this measure in the first part of the algorithm

121
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as a measure of the distance between an edge and the Depot. The resulting Augment-Merge
Algorithm for the CARP-TW is as follows.

1. Sort the edges in ER in decreasing order with respect to SPL+
ij

2. While there are unserviced edges in ER, repeat

(a) Let (i, j) be the edge in ER with the largest SPL+
ij . We want to build a tour, P ,

that starts in the depot, travels along a shortest path to (i, j), services that edge,
and returns to the depot by a shortest path.

(b) Find the second edge and the orientation of the tour as follows:
Consider (k, l) ∈ ER in decreasing order with respect to SPL+

kl

if aij + Ψcij + Φcjk ≤ bkl and capacity ok

Let the tour be: [depot, SP to (i, j) , service (i, j), SP to (k, l), service
(k, l), SP to depot].

Set arrival times.

else if alk + Ψclk + Φckj ≤ bji and capacity ok

Let the tour be: [depot, SP to (k, l) , service (k, l), SP to (j, i), service
(i, j), SP to depot].

Set arrival times.

(c) Find the remaining edges as follows:
for (k, l) ∈ ER in decreasing order with respect to SPL+

kl do

if time windows ok and capacity ok:

Include edge to be serviced.

Set arrival times.

3. Merge tours, if possible, due to demand and time windows:
Do this in decreasing order with respect to the saving until no more merges are possible.

Besides taking time windows into account when choosing edges to be included on a tour
and when merging tours, the main difference between the algorithm given here and the one
presented for the classical CARP by Golden and Wong in 1981 [81] is that in the Augment
part we do not entirely fix the tour until the second edge is chosen. As a result, because there
are some choice in the fixing of time when the second edge is included, different variations
of this algorithm can be constructed. We have chosen to fix the time in such a way that the
difference in starting time for the service of the two edges is as small as possible.

10.2 Path-Scanning for CARP-TW

The second heuristic to be considered for the CARP-TW is the Path-Scanning heuristic,
which was first presented for the classical CARP by Baker et al. in 1983 [13]. Here we show
how to extend the algorithm to include time windows.
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The idea of Path-Scanning is to construct one vehicle tour at a time by starting in the Depot
node and repeatedly choose the next edge to be appended to the end of the tour using one
of several criteria. When no more edges can be added to the tour, the vehicle returns to the
Depot node. Chapter 4 of this text gives a detailed description of the algorithm. For ease
of reading the selection criteria used for the classical CARP are repeated below as criteria a
through f.

The algorithm for the classical CARP can also be used for the CARP-TW by incorporating
legality checks due to time windows. Clearly, if the time windows are wide, this should perform
well. On the other hand, when the time windows are short, it could be a better strategy to
use selection criteria that incorporate the time windows. Below, criteria 1 through 12 are
selection criteria that are based directly on the time windows.

Assume that a partial vehicle tour, P , has been constructed from the Depot node to node
i, and assume that the vehicle arrives in node i at time µi. The algorithm chooses the next
unserviced edge, e = (e1, e2) to be added to the tour among those edges that violate neither
capacity nor time constraints, using one of the following criteria.

Selection criteria suggested by Baker et al. in 1983 [13]:

a. mini=e1 or i=e2{ce / W −
∑

g∈P qij}

b. maxi=e1 or i=e2{ce / W −
∑

g∈P qij}

c. mini=e1 or i=e2{ SPL(e2,Depot) }

d. maxi=e1 or i=e2{ SPL(e2,Depot) }

e. mini=e1 or i=e2{ SPL(e2,Depot) } if
∑

g∈P qij < W/2
maxi=e1 or i=e2{ SPL(e2,Depot) } otherwise

f. Randomly choose one of criteria a - e to use in each iteration.

In Chapter 4 we described how to deal with situations where no edge adjacent to node i can
be added to the tour in criteria a - f. In the remaining criteria all edges are considers in each
step, and hence no special action needs to be taken.

New selection criteria:

1. min{ be · dist(i, e) }

2. min{ be }

3. min{ (be − µi) · dist(i, e) }

4. min{ ae · dist(i, e) }

5. min{ (be − ae) · dist(i, e) }

6. min{ (be · dist(i, e))/qe }

7. min{ ((be − ae) · dist(i, e))/qe }

8. min{ ae − µi}

9. min{ be + dist(i, e) }
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10. min{ ae − µi − dist(i, e) }

11. min{ dist(i, e) · [ae − µi − dist(i, e)] }

12. min{ ae }

where the distance measure dist(i, e) is one of the following two:

A dist(i, e) = SPL(i, e1) + SPL(i, e2)

B dist(i, e) = min{SPL(i, e1), SPL(i, e2)}

A complete solution is constructed for each of the criteria a - f and 1 - 12, and for the latter,
for each choice (A or B) of distance measure. Finally, the best complete solution is chosen as
the one constructed by the Path-Scanning Heuristic.

10.3 Preferable Neighbor Heuristic

In this section, we present a new heuristic for the CARP-TW, which is significantly different
from the other algorithms presented in this Dissertation. The algorithm, which we refer to
as the Preferable Neighbor Heuristic, consists of two parts. In the first part, a set of
feasible tours is constructed, and in the second part, tours are chosen from this set to give a
complete feasible solution.

The idea is to associate a list, fav(e), with every demand edge of the graph. This list contains
every edge, e′, that may be serviced immediately after e due to some criteria. All feasible
tours that respect the lists are then constructed. This gives us a set of feasible tours. In the
second part of the algorithm, the goal is to choose a subset of these tours to be a solution to
the problem. That is, the tours should be chosen such that every demand edge is serviced
by one tour, and the time windows and vehicle capacities are respected. The algorithm is
outlined as follows, where the details of each step will be given subsequently.

1. Construct a list fav(e) for ever demand edge e.

2. Construct the set, E , of feasible tours that respects the lists fav(e).

3. Choose a subset, E ′, of E to be a complete solution to the problem

The construction of the fav(e) lists is essential for the quality of the solution. To make good
choices for the construction, one must consider the characteristics of the tours in optimal (or
good) solutions. We try to make the lists according to two such characteristics. First, the
deadheading between any two edges being serviced after each other, should not be too long.
We try to incorporate this distance issue in criteria 1 - 3 below. Secondly, the waiting time
between the service of two edges should not be too long, since this could cause the vehicle
to run out of time, and hence, extra vehicles beeing needed to cover the remaining demand
edges. In criteria 4 and 5 we incorporate both the distance issue and the time issue.

1. e′ ∈ fav(e) if dist(e → e′) ≤ 1
2 distsum /(nd· splmax )

2. e′ ∈ fav(e) if dist(e → e′) ≤ 1
2 distsum /(nd · n)

3. e′ ∈ fav(e) if dist(e → e′) ≤ 1
2 distsum /n2
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4. e′ ∈ fav(e) if dist(e → e′) ≤ 0.6 distsum /(nd· splmax ) and wait(e → e′) ≤ AW

5. e′ ∈ fav(e) if dist(e → e′) ≤ 0.6 distsum /(nd · n) and wait(e → e′) ≤ AW

where dist(e → e′) is the shortest distance between any end nodes of e and e′, distsum =∑n
i=1

∑n
j=1 SPL(i, j), splmax is the length of the longest shortest path between any pair of

nodes in the graph, i.e. maxi,j∈N SPL(i, j), and nd is the number of demand edges in the
graph. Furthermore, wait(e → e′) is the shortest waiting time that must occur if e′ is serviced
immediately after e, and AW is the average value of wait(e → e′), where the average is for
pairs of e and e′ that are feasible with respect to time windows and vehicle capacity.

The next step in the algorithm is the construction of the set, E , of feasible tours that respect
the lists fav(e) along with the time windows and the vehicle capaity. To construct one such
tour, Pi, we choose edges to be included, ei1 , ei2 , ei3 . . ., such that eij ∈ fav(eij−1) ∀j. After
choosing the edges to be on the tour and the order of these, we determine the route for
the tour, i.e. determine the orientation of each edge, using the lower layer of the DYPSA
algorithm, which was presented in Chapter 5 in a general setup, and in Chapter 11 for the
CARP-TW. In this process, it is also ensured that the time windows and the vehicle capacities
are respected. After construction, the tour is included in the set E . To ensure that all feasible
tours are constructed, we use a total enumeration, where the enumeration tree is broken
whenever no more edges can be added to a tour. The enumeration procedure is described
further in Chapter 12, with the exeption that here we take the lists fav(e) into account. For a
feasible solution to exist, using only tours from E , we must ensure that every demand edge is
on at least one tour. To do this, we include in E , a tour for each demand edge, which services
only that edge.

The final step of the algorithm, is to choose a subset E ′ of E of tours to be contained in the
final solution. In the previous steps, we ensurred that all tours in E are feasible with respect
to time windows and vehicle capacity, in addition to respecting the lists fav(e). That means
that in this step we only need to ensure that every demand edge is covered by a tour, and
that the total routing cost is as small as possible. Let Pi be a tour in E , let c(Pi) be the cost
of Pi, and let xi be a binary variable indicating whether the Pi’th tour is in the solution. In
addition we let the constant Pij be 1, if the j’th demand edge is serviced by the i’th tour,
and 0 otherwise. Then the problem we are faced with in this step is

min
∑

i c(Pi) xi

s.t.
∑

i Pij xi ≥ 1 ∀j
(10.1)

The problem in (10.1) is a cover problem. In Chapter 12, we describe an algorithm for solving
this problem to optimality when all feasible tours are included. As we see in that chapter, the
problem is hard to solve to optimality since a huge number of columns are involved. Here the
construction of columns is restricted by the lists fav(e), and hence, the number of columns
is much smaller and the problem can therefore be solved to optimality in time competitive
to other solution procedures for the CARP-TW. We refer the reader to Chapter 12 for a
description of the solution strategy.
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Chapter 11

DYPSA for the CARP-TW

In Chapter 5 we explored the idea of combining Dynamic Programming and Simulated An-
nealing to solve the classical CARP to near optimality in an algorithm referred to as DYPSA.
In this chapter, we use the same idea to find near optimal solutions to the CARP-TW.

To apply DYPSA to the CARP-TW, we first consider a restricted version of the problem. Let
ER be the set of demand edges, i.e. ER = {(i, j) ∈ E : qij > 0}, and let L = e1, e2, . . . , en be
any permutation of these edges. In the restricted problem, the edges in L must be serviced
in the order in which they appear in the list. Furthermore, the capacity and time window
constraints must be respected, and the total travel cost minimized. We consider the restricted
problem both in a capacitated and an uncapacitated version. In the capacitated version, the
vehicle may, at any time, return to the Depot and recharge its capacity. When this is done,
the time is set to zero as well.

When we considered the classical CARP, we were able to solve both the capacitated and
the uncapacitated version of the restricted problem to optimality. The same is tue for the
problems we consider in Chapter 14. Though we have not proved the restricted CARP-
TW to be NP-hard, and therefore cannot claim that this problem is not easily solvable, we
cunjecture this to be the case. Indeed, the ideas that works for the other restricted problems
in this Dissertation, does not seem to work for this problem. We will discuss the difficulties in
doing so next, and following we will present a DYPSA algorithm for the CARP-TW, where
the restricted problem is only solved to suboptimality.

To get an idea about the problem that occurs because of the time windows, consider the
graph in Figure 11.1, where the numbers on the edges are the costs, and node D is the Depot
node. In the example, there are two demand edges, both with unit demand; the edge (A,B)
with time window [3, 7] and the edge (C,E) with time window [x, y]. Let Φ = Ψ = 1, W = 2,
and consider a vehicle servicing first edge (A,B) and then edge (C,E).

If we service the first edge in direction from A to B, we arrive in node A at time 3 and can
start servicing the edge right away, which leaves us in node B at time 3 + 4 = 7. From
node B it is clearly best to service the second and last edge in direction from C to E. Doing
this, we arrive in node C at time 8, and have incurred a cost of 8. On the other hand, if we
service (A,B) in direction from B to A, we arrive in node B at time 1, but must wait for
the time window, before we can start servising the edge, and so we will be in node C at time
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Figure 11.1: Example with two demand edges.

max{1, 3} + 4 + 2 = 9 and have incurred a cost of 7.

Therefore, if the time window for the second edge is [x, y] = [3, 8], we can service (C,E) right
away if we choose the first case, and subsequently return to the depot with a total cost of
12. If, instead, we chose the second case, the vehicle cannot service (C,E) within the time
window. As a result, we must return to the depot and let another vehicle service the second
edge. This gives us a total cost of 8 + 6 = 14. If, instead, the time window for the second
edge is [x, y] = [3, 10], both vehicles can reach the second edge within the time window, and
they will return to the depot with costs of 12 and 11 respectivele. To summarize we have

[x, y] Case 1 Case 2

[3, 8] 12 14
[3, 10] 12 11

We can conclude from the above that it is not clear, whether it is best to minimize time or
cost, because the quality of the resulting solutions strongly depends on the time windows. In
this example, one could have checked one step ahead to avoide the problem. However, it is
not hard to construct similar examples, where the problem will occur several steps ahead, and
so there is no quarantee that this will be done in polynomial time since it requires checking
the various posibilities.

The dynamic programming part of DYPSA, is based on the fact that an optimal solution
for the sequence Li, . . . , Lj can be constructed directly from an optimal solution for the sub-
sequence Li, . . . , Lj−1. Therefore, the above also indicates, that the dynamic programming
part of DYPSA is not guaranteed to return an optimal solutions to the restricted problem. We
have therefore chosen to make two versions of DYPSA for the CARP-TW. In the first version,
we always minimize cost, and in the second version, we minimize cost if both vehicles arrive
prior to the time window, and minimize time otherwise. It should be mentioned, though, that
this is not guaranteed to give an optimal solution either. However, doing this we can use the
best of these two extreme solutions.

The accurate reader may have noticed that the problem described above only occurs when
vehicles have waiting time because of the time windows, i.e. when a vehicle must wait in the
source of a demand edge before the beginning of the time window for that edge. In a general
setup a simular problem can occur when the vehicle just follows a path from one node to
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antoher, even when not servicing anything along the way. This is true, because one cannot
be sure that the tour that minimizes time is also the tour that minimizes cost, since it could
take more time to traverse a short busy street than a long empty one. The assumptions made
in the definition of the CARP-TW in Chapter 8 prevent this problem from occuring in our
case, because we have assumed that time is proportional to cost by a factor Φ.

Having discussed the problems that occur when time windows are included, we are now ready
to present the DYPSA algorithm when applied to the CARP-TW. As can be seen from the
following, the time windows cause a much more envolved lower layer for this problem than
for the other problems considered in this Dissertation.

We will first state the algorithm for the upper layer, and then give the details of the lower
layer algorithm. For the upper layer, we assume that DPU1(i, j) is given as the cost of
servicing edges ei, . . . , ej in the order in which they appear in L, using one vehicle. In the
case that one vehicle cannot service the edges, either because of the time windows or because
of capacity constraints, we assume that DPU1(i, j) = +∞. In the lower layer we make sure
that DPU1(i, j) has the right value.

For the upper layer, we need a table, DPC1 of size nd × nd. We calculate DPC1(i, j) as the
cost of an optimal solution to the restricted capacitated problem for the edges i, i + 1, . . . , j
in that order. DPC1(i, j) is defined for i = 1, . . . nd and j = i, . . . nd. Letting qk denote the
demand of edge ek, we have the following upper layer algorithm for calculating DPC1(1, nd)

for i = 1, . . . nd do

for j = i, . . . nd do

DPC1(i, j) =





DPU1(i, j) if DPU1(i, j) < +∞

and
∑j

k=i q(k) ≤ W

minr{DPC1(i, r) + DPC1(r + 1, j)} else

return DPC1(1, nd)

In the lower layer, the algorithm, DPU1(i, j) must give us the cost of servicing the edges
ei, . . . ej using one vehicle, or +∞ if it is not feasible to service the edges in that order using
just one vehicle. We do not have to check the vehicle capacity here, since this is already done
in the upper layer. We need two tables, T and A, both of size 2×nd, where table T is used to
store the costs along the way, and table A stores the arrival times in each node. To simplify
notation, we index both T and A by k = i, i + 1, . . . , j instead of 1, 2, . . . nd.

In the following, let the i’th edge be denoted ei = (ui, vi) and consider table T . First,
notice that any edge can be serviced in either direction, and hence, in the table we store two
numbers for each edge. The number stored in T (k, u) will be the cheapest cost of servicing
edges ei, ei+1, . . . , ek in the order specified by L, where ek is serviced in direction from uk to
vk. T (k, v) will store the similar information for the direction from vk to uk.

If we do not take time windows into account, we must minimize over the two possible directions
for servicing the previous edge, when calculating T (k, u). Hence, in that case, we have

T (k, u) = min{T (k − 1, u) + SPL(vk−1, uk) , T (k − 1, v) + SPL(uk−1, uk)} + ck

where ci is the cost of servicing edge ei in either direction, and SPL(·, ·) is the shortest path
cost between the two nodes indicated.
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To include time windows, we let A(k, u) denote the time at which we arrive in node vk after
servicing edge ek in direction from uk to vk. Because of the time windows, it may be infeasible
to service ek in the direction specified by A(k, u), in which case we set A(k, u) = +∞ and
T (k, u) = +∞.

Finally, we give the complete lower layer algorithm, DPU1(i, j), when priority is given to
minimizing cost.

A init +∞

T init +∞

k = i:

if Φ · SPL(0, ui) ≤ bui,vi

A(i, u) = max{aui,vi
, Φ · SPL(0, ui)} + Ψci

T (i, u) = SPL(0, ui) + ci

if Φ · SPL(0, vi) ≤ bvi,ui

A(i, v) = max{avi,ui
, Φ · SPL(0, vi)} + Ψci

T (i, v) = SPL(0, vi) + ci

for k = i+1 to j do

Arrival times in uk:

Xu = A[k − 1, v] + Φ · SPL(uk−1, uk)

Xv = A[k − 1, u] + Φ · SPL(vk−1, uk)

if min{Xu,Xv} ≤ buk,vk

if max{Xu,Xv} ≤ buk,vk

T (k, u) = min{T (k− 1, v) + SPL(uk−1, uk), T (k − 1, u) + SPL(vk−1, uk)}+ ck

A(k, u) accordingly

else
A(k, u) = max{auk ,vk

, min{Xu,Xv}} + tk
T (k, u) accordingly

Arrival times in vk:

Yu = A[k − 1, v] + Φ · SPL(uk−1, vk)

Yv = A[k − 1, u] + Φ · SPL(vk−1, vk)

if min{Yu, Yv} ≤ bvk,uk

if max{Yu, Yv} ≤ bvk,uk

T (k, v) = min{T (k − 1, v) + SPL(uk−1, vk), T (k − 1, u) + SPL(vk−1, vk)}+ ck

A(k, u) accordingly
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else
A(k, v) = max{avk ,uk

, min{Yu, Yv} + tk
T (k, u) accordingly

return min{T (j, v) + SPL(uj, 0), T (j, u) + SPL(vj, 0)}

To change the algorithm to give priority to time, one can simply change the inner loops. This
is not hard to do, and the algorithm will therefore not be repeated here with those changes.
It can be checked if DPU(i, j) = +∞ by running the same algorithm, but including only the
parts that has to do with table A.

When we applied DYPSA to the CARP in Chapter 5, we could reduce the time complexity
by a factor nd, by transforming the lower layer into a preprocessing of the upper layer. The
same can be done for the above lower layer algorithm, where the choices at each step are
made in accordance with the above algorithm. We will not include the code here, since it
does not add to the understanding of the procedure.

To incorporate the above algorithm in a Simulated Annealing setup, the same considerations
has to be made as in Chapter 5. We refer the reader to that chapter for details.
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Chapter 12

Column Generation for CARP-TW1

In this Chapter, we consider the problem of solving the CARP-TW to optimality. As we saw
in Chapter 2, algorithms have been constructed for solving the classical CARP to optimality.
Hirabayashi et al. 1992 [93] presented a Branch and Bound based algorithm in which they
used their own Node Duplication Lower Bound (NDLB), Hirabayashi et al. 1992 [92], to
calculate lower bounds for the subproblems, and where they branch on a single edge of the
node duplicated network. Both Belenguer and Benavent 1998 [21] and Letchford 1996 [110]
have derived valid inequalities for the classical CARP, and given separation routines for these.
Finally, Belenguer and Benavent 2003 [22] presented a cutting plane algorithm for the classical
CARP, and used it to improve several lower bounds. Due to the quality of these bounds, it is
believed that a Branch and Cut algorithm that incorporates their work would perform rather
well. To our knowledge, no attempts have been made to solve the CARP-TW to optimality.

A first attempt to solve a problem to optimality would be to start out with an ILP formulation
of the problem, and run a Branch and Bound algorithm based on that model. Unfortunately,
for many problems, this is not possible because it requires a enormous amounts of computer
power and time. This is especially true for routing problems. Such models are huge and very
sparse, i.e. the number of non zeros is small compared to the number of zeros. Even worse,
these models contain a lot of symmetry. Consider for example the model presented for the
CARP-TW in Chapter 8. Because variables are indexed by vehicle number, the algorithm
can, using fractions, decide that some edges that may not be on the same vehicle are serviced
by some vehicle, say number 1. If one tries to branch to prevent this, the algorithm simply
swaps to let the edges be serviced by some other vehicle. To prevent this, very clever models
and branching strategies need to be used. Indeed, as was to be expected, attempting to solve
the CARP-TW this way did not get us anywhere.

A problem that is closely related to the CARP-TW is the Airline Scheduling Problem. See
for example Clarke et al. 1997 [41], Goldsman et al. 2000 [82], or Yu 1998 [138] for more
information. In this problem, a number of flight legs are given and one must decide how to
cover these legs with the available planes and staff. Each leg can be considered as a demand
arc in a directed graph. This arc can be said to have a time window of zero length, as
the start time of the service, i.e. the departure, is fixed. In the Airline Scheduling Problem

1This Chapter is written under supervision of Dr. Ellis Johnson, School of Industrial Engineering, Georgia
Institute of Technology.
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several complicating constraints are included, such as constraints to deal with various kinds
of maintenance. As a result, the Airline Scheduling Problem is in a sense more difficult to
deal with than CARP-TW. On the other hand, in the CARP-TW there is a lot of flexibility.
First, in the CARP-TW, there is flexibility with regard to choosing the time to start servicing
an edge. The impact of the flexibility depends on the length of the time windows. In Airline
Scheduling, departure times are fixed, and hence the time windows have length zero. An
exception is Gelman et al. 2002 [77], where short, non-zero, time windows are used. Second,
there is great flexibility in the routing as each demand edge can be serviced in either direction,
in contrast the to Airline Scheduling Problem being directed. Finally, while in arc routing
problems, deadheading (i.e. traversing edges without servicing them) is both common and
necessary, this is not the case in Airline Scheduling. Indeed, the cost of deadheading, i.e. flying
without passengers, is relatively high compared to normal routing cost, and it is therefore only
done as a last choice, e.g. in recovery procedures. As a result, there is much more flexibility
in the choice of follow-on2 in the CARP-TW than in Airline scheduling. Hence, with this
in mind, CARP-TW is in a sense more complicated than airline Scheduling. To summarize,
CARP-TW has more flexibility than Airline Scheduling, and thereby a large solution space,
but Airline Scheduling has many complicating constraints, and as a result a small solution
space, and hence, it is harder to derive feasible solutions. Finally, the size of Airline Scheduling
Problems is much larger than the size of the CARP-TW instances we are trying to solve to
optimality.

The solution strategy that has proved successful for the Airline Scheduling Problem, and also
for many other problems, is that of Column Generation. See for example Anbil et al. 1992
[9], Chu et al. 1997 [40], and Barnhart et al. 1998 [86]. For Airline Scheduling Problems this
is a matter of generating legal pairings, and then use these pairings to construct an optimal
flight plan. The pairings, which will then become columns in an Integer Linear Programming
Problem (ILP), can either be generated continuously as in a Dantzig-Wolfe decomposition
setup, Dantzig and Wolfe 1960 [51] and Dantzig and Wolfe 1961 [52], or up front as is done
for the Crew-Pairing Problem, which is part of the Airline Scheduling Problem, in Anbil et
al. 1992 [9].

Due to the similarity between the Airline Scheduling Problem and the CARP-TW, we have
chosen to solve the CARP-TW by Column Generation, since this has proved to be a successful
strategy for the Airline Problem. In this chapter, we will describe the procedure in detail.
The solution procedure can be said to consist of three parts. In Section 12.1, we consider the
overall idea in the column generation algorithm and the generation of columns. In Section
12.2, we explain the details of solving the LP-relaxation of the problem, and finally, in Section
12.3, we show how the problem is solved to integer optimality, and consider some aspects of
the results obtained using this method. Computational results are presented and discussed
in Chapter 13.

2In a routing setup, determining follow-on is determining the order of demand edges on a vehicle tour.
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12.1 Generation of Columns

The idea in Column Generation is that of decomposing the problem into smaller parts, gen-
erally referred to as the Master Problem and the Subproblem,3 such that each of these
two problems is easier to solve than the original problem. The classical Column Genera-
tion schema is the Dantzig-Wolfe Decomposition, presented in Dantzig and Wolfe 1960 [51]
and Dantzig and Wolfe 1961 [52]. Here a Master Problem is solved with a small number
of columns, and the dual prices are calculated. These prices are given to the subproblem,
which, when solved, generates a column of negative reduced cost, which is in turn added to
the Master problem. This process is repeated until no column of negative reduced cost can
be generated, in which case the solution at hand is optimal. This basic column generation
idea is relatively simple, but unfortunately it only works for LP. When integer variables are
included, the method is not at all straightforward anymore. Barnhard et al. 1998 [17] give
a good explanation of how to apply Branch-and-Price, which is the integer counterpart to
Column Generation for Integer Linear Programming Problems and discuss some difficulties
in doing so.

Solving the Subproblem is often very complicated, in particular the part where one needs to
prove that no column of negative reduced cost exists. Furthermore, if cutting is used within
the Branch and Bound procedure, the structure of the subproblem can be destroyed. We
have chosen to avoid these problems by generating all feasible columns up front by Total
Enumeration.

For the CARP-TW, a decomposition of the problem is to let the Subproblem be that of
generating vehicle tours that are feasible with respect to both capacity and time windows.
We do this such that if two tours service the same set of edges, only the cheapest one is
saved, since the other one will never be included in an optimal solution. Thereby, the Master
problem will be a problem where the columns are feasible vehicle tours, where aij = 1 if
the i’th tour covers edge j, and 0 otherwise. The cost of a column equals the cost of the
corresponding tour, and the rows are demand edges to be serviced. The right-hand sides will
all be 1 and thereby forcing every demand edge to be serviced. This problem is known as the
Set Partitioning Problem, and is stated formally in (12.1), below.

min
∑

j

cjxj

s.t.
∑

j

aijxj = 1 ∀i (12.1)

xj ∈ {0, 1} ∀j

To generate all feasible columns we use a depth-first search on the demand edges. The search
path is broken when no more demand edges can be added. When time windows are tight,
the number of non-zeros in each column is rather small. Often as small as to 3 or 4. This
means that even though a depth-first search tree is very wide, the depth is small, and thereby

3It is possible to have several Subproblems for one problem.



136 CHAPTER 12. COLUMN GENERATION FOR CARP-TW

the time for generating the columns is small.4 This also means that the main matrix of the
resulting ILP is very sparse, i.e. there are relatively few non zero entries. Clearly, the depth
of the search path, and thereby the number of non zeroes, increases as the time windows
become wider.

When using depth-first search to generate columns, we get the order of the edges on a tour,
e.g. e1, e2, e4. As we have seen in Chapter 11, it is not clear how the route through these
edges should be in order to minimize the cost, since there is a conflict between minimizing
cost and minimizing time. Since the number of demand edges on a tour is relatively small,
we use trail-and-error to get the minimum cost route through the edges, which is feasible
with respect to the time windows. Using this method, the smallest instance, TW-A10A, with
10 nodes, 11 demand edges, and tight time windows, result in an ILP with 11 rows and 49
columns. The, by far, hardest instance, TW-C40C, with 40 nodes, 69 demand edges, and very
wide time windows, results in an ILP with 69 rows and approximately 8.3 million columns.

In the method just described, if time windows are relatively wide the search will encounter
several tours servicing the same set of edges, e.g. e1, e2, e4 and e4, e1, e2. Clearly, at most one
of these tours can be present in an optimal solution. Therefore, to limit the size of the ILP,
only the best, i.e. the one with smallest cost, of these is saved for future use. Doing this, the
size of the ILP for the hardest instance can be reduced to approximately 3.9 million columns.
To limit the search for columns servicing the same set of edges, the columns are stored in a
hash-table according the to the smallest index for serviced edges, for easier access.

As mentioned above, after generating the columns, we are left with the problem of solving
a set partitioning problem with few rows and a huge number of columns. In the next two
sections, we will describe how this problem was solved. Section 12.2 explains the solution
method for solving the LP-relaxation, and Section 12.3 describes the solution of the ILP.

We would like to point out that the method described in the following two sections is superior
to that of solving the complete Set Partitioning problem with a standard Branch and Cut, both
regarding speed and regarding the ability to solve large instances, and the implementation
time is very limited. As a consequence, this method may also prove useful in other situations,
where a Set Partitioning problem of the same kind arises.

12.2 Solving the LP-relaxation

In this section, we described the method used to solve the LP-relaxation of our Set Partitioning
problem generated in the previous section. In the LP-relaxation of the Set Partitioning
problem given in (12.1), we replace the binary requirenment on the xj-variables with 0 ≤
xj ≤ 1, and get the linear problem in (12.2).

4In Chapter 13, the time for generating the columns can be seen to be very small compared to the time for
solving the ILP.
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min
∑

j

cjxj

s.t.
∑

j

aijxj = 1 ∀i (12.2)

0 ≤ xj ≤ 1 ∀j

One possibility is to solve (12.2) directly using a standard method for solving integer pro-
gramming problems. We have tried to solve (12.2) with CPLEX 8.1 simplex solver. As might
be expected, only the smallest instances could be solved within reasonable time using this
method.

We have chosen to use a Subproblem Method as suggested by Anbil et al. 1992 [9]. Here
we will first describe the idea in the method, and then discuss how the core method can
be improved as described in Hu and Johnson 1999 [95] to get a Primal-Dual Subproblem
Simplex.

Basis

Best Columns

Old Subproblem

Old

Basis

New Subproblem

Figure 12.1: The Primal Subproblem Procedure.

The Primal Subproblem Method is illustrated in Figure 12.1. The idea is as follows. Initially
a set of columns are chosen to form the first subproblem. For simplicity, these are chosen
such that a feasible solution exists, otherwise a so-called phase 1 is needed. The number of
columns to be included in the subproblem is set to a couple of thousand. The subproblem is
solved to optimality using a standard simplex algorithm.5 Using the dual optimal variables
from this subproblem solution, the reduced costs are calculated for all columns. All columns
that are not in the optimal basis are removed from the subproblem, since these all have non-
negative reduced cost, and the columns with the most negative reduced cost are included in
the subproblem instead. The number of columns to be included is kept small enough for the
subproblem to be solvable reasonably fast. The process is repeated with this new subproblem
until no column with negative reduced cost can be found. Since we have generated all feasible
columns up front, it is known that this solution is optimal for the whole problem.

5Whenever we solve an IP to optimality, a primal simplex of CPLEX 8.1 is used.
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This method is faster than a general simplex for two main reasons. First of all, the complete
set of columns is only inspected when the current subproblem is solved to optimality. It is
experienced by Anbil et al. 1992 [9] that only about 25 subproblems are solved, and hence
only that many times do we calculate reduced costs for all columns. Second, the subproblem
is kept small, resulting in the solution of the subproblem being fast. It is our experience with
the more involved Primal-Dual Subproblem method, that only 5-10 subproblems need to be
solved. To speed up the selection of columns to be included in the subproblem, we use a
threshold for the size of the reduced cost. If the number of columns to be included is too
small, we iterate with those columns but decrease the absolute value of the threshold for the
next iteration. If the number of columns to be included is too large, only a fixed number of
columns are added to the subproblem in order to keep the size down and the absolute value
of the threshold is increased for the next iteration.

Hu and Johnson 1999 [95] present a method for turning the Primal Subproblem Simplex into
a Primal-Dual Subproblem Simplex. The method is further explained in Johnson et al. 1999
[100], where a parallelization of the algorithm is also given. We have used this algorithm to
solve the LP-relaxation of the Set-Partitioning problem for the CARP-TW, with the number
of columns stabilized as described above.

Columns

B

Primal optimal (x∗, ρ)

ρ

ρ π

dual feasibledual infeasible

π′

Figure 12.2: The Primal-Dual Subproblem Simplex.

The idea in the Primal-Dual Subproblem Simplex, which is illustrated in Figure 12.2, is the
following. As in the Primal Subproblem method, we start with a primal feasible solution. For
the Primal-Dual method, we also need a dual feasible solution, π. If cj ≥ 0 ∀ j, the feasible
dual solution can be initialized to (0, 0, 0, . . . , 0). As in the Primal Subproblem method, we
solve the subproblem, which consists of a subset of the columns, to optimality. Let the primal
optimal solution be x∗, and let the corresponding dual variable vector be ρ. In the primal
method, we use ρ to calculate reduced costs for all the columns, and choose columns with
negative reduced cost to enter the new subproblem. Here, the idea is to use ρ to improve π,
and then use this new π to calculate reduced costs, and determine which columns to add to
the new subproblem. It is known that if ρ is dual feasible for the whole problem, the current
x∗ is optimal. If this is not the case, ρ is dual infeasible, and π is dual feasible. The latter
is always true. A new dual feasible solution is now constructed as a convex combination of ρ



12.3. SOLVING THE IP 139

and π, i.e.
π′ = tπ + (1 − t)ρ

where 0 ≤ t ≤ 1. In order to get as close to primal optimality as possible, t should be chosen
such that π′b is as large as possible, without violating dual feasibility. This is done by setting

t = max
j:cρ

j <0
{0,

−cρ
j

cπ
j − cρ

j

}

where cρ
j is the reduced cost for the j’th column, calculated by using ρ as dual variable, and

similarity for cπ
j . The algorithm iterates as in the Primal Subproblem case, and stops when

ρ becomes dual feasible.

12.3 Solving the IP

As mentioned earlier, only the smallest instances of the Set Partitioning problem could be
solved with a standard Branch and Cut within reasonable time, and many instanced could
not be solved at all in this way. In this section we describe the method that was used for
solving the ILP to optimality. Subsequently, we give some directions for future research in
this area.

The problems that we need to solve have few rows and a huge number of columns (millions).
Because of the structure of the problem, any feasible solution must have no more non-zero
variables than the number of rows. In other words, the optimal integer solution is made up
by a small set of columns, and all other columns are unused. The idea is, therefore, to select
a set of columns that are likely to contain the optimal set. This set of columns should be
small enough for the ILP consisting of those columns to be solvable within reasonable time,
but large enough for the columns needed for the optimal solution to most likely be included
in the set. Solving this ILP should give us the optimal solution, or, if the columns needed for
the optimal solution are not in the set, a good solution. In the second phase of the method,
an ILP is constructed with the whole set of columns, and the solution is initiated with the
(near) optimal integer solution from the first phase. Even though this ILP is too large to be
solvable under normal conditions, it turns out that by this initiation, the algorithm can limit
the search tree by cutting off parts that cannot contain a better solution. In both phases, the
ILP is solved by CPLEX 8.1. If the optimal solution is found in the first phase, the second
phase only needs to prove optimality of this solution. Below we will give further details of
the two phases.

Clearly, the main issue in this solution method is the selection of columns to be included in
the small ILP. Three things must be taken into consideration in this selection process. We
must make sure that a feasible integer solution exists among the selected columns, the number
of columns should be rather small, and we want the columns to be likely to be in the optimal
solution.

The first issue is easily overcome. We simply add all unit-columns to the problem i.e. all
columns that correspond to a tour that only services a single demand edge. Since such a tour
is legal for every demand edge, the set of these columns will give us a simple initial basis for
the problem. To overcome the latter two issues, we make the following observation: During
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the optimization of the LP-relaxation, columns that appeared to be good were at some point
added to the subproblem. On the other hand, all columns that have been in the subproblem
at some point after the first iteration6, seemed good at that time. Therefore, during the
solution of the LP-relaxation, we mark columns when they enter the subproblem. When
preparing for the small ILP, the columns are chosen among the marked ones. If few columns
are marked, they are all included in the small ILP, otherwise we randomly choose among the
marked columns, ”Number of columns”/1000 or ”Number of columns”/10000, depending on
the size, columns, approximately. Furthermore, it is ensured that the columns in the optimal
LP solution are in the small ILP.

After solving the small ILP, all columns are added to the problem, and the ILP is solved to
integer optimality. To ensure that this process is relatively fast, the solution procedure is
initiated with the optimal solution of the small ILP. That way, large parts of the search tree
can be cut-off, and as a result, the computation time is reduced. Clearly, this is much faster
than solving this ILP without knowledge of a good solution up front. As a result, we are able
to solve almost all our test instances to optimality, which is not possible when attempting to
solve the complete ILP initially. For those problems that are solvable with a standard setup,
the solution is faster with the two-phase procedure. Further computational results can be
found in Appendix H, and are discussed in Chapter 13.

It is not hard to see that there are several possibilities for improving the above solution
method. Clarke et al. 1996 [42] suggest fixing variables to 1 when their value reaches some
limit, for example 0.99. Formally, this will led to a sub-optimal solution, but in practice,
the solution will often be optimal. Anbil et al. 1992 [9] suggest fixing follow-on for the use
in airline scheduling, i.e. when one flight leg is always followed by another, this connection
is fixed for further consideration. By using this method, we are not guaranteed optimality.
Chu et al. 1997 [40] suggest branching on follow-on. A method that uses the same idea, but
preserves integer optimality. We are currently working on an extension of the method, where
we use a branching scheme that mimics branching on follow-on. Here, as well, the branch is
based directly in the original variables. Let ik and il be the row index for two demand edges.
We know that for each of these, exactly one column, j, that has aikj = 1 (ailj = 1) must be
used. We branch, such that columns in {j | aikj = 1 and ailj = 1} are in one branch, and
columns in {j | (aikj = 1 and ailj = 0) or (aikj = 0 and ailj = 1)} are in the other branch.
We expect that incorporating this branching rule in our two-phase method will improve the
performance with respect to time and ability to solve problems.

6In the first iteration, columns in the subproblem were chosen randomly.



Chapter 13

Computational Results for the
CARP-TW

In this chapter, we present our computational results for the CARP-TW. In Section 13.1,
we give information about our 24 test instances, and in Section 13.2, we present our results
for solving the CARP-TW to optimality. In Section 13.3, we give results for the CARP-TW
Lower Bounds, and finally, in Section 13.4, we give results obtained with the various heuristics
presented in this text.

It should be noted that some of the results presented are given as percent above (or below)
the optimal value. For some instances (TW-B40C, TW-C40C, and TW-C40D), the optimal
value is not known. For these instances we use the best known lower (upper) bound for the
computations.

13.1 CARP-TW Test Instances

To obtain computational results, we have used three sets of test instances, each of which
contains 8 instances. Characteristics for each instance can be seen in Table 13.1, and the data
can be found electronically at http://www.imada.sdu.dk/˜woehlk/carptw instances.html.

The underlying graphs in the three sets are the same. They are relatively sparse planar graphs
where the cost of the edges are Euclidean distances that are rounded up to nearest integer.
The time windows in set A are relatively tight, whereas those in set C are wide.

As can be seen in Table 13.1, the number of feasible tours1 grows radically with the number
of demand edges. However, it can also be observed that the number of feasible tours depends
highly on the width of the time windows, as wide time windows result in more flexibility in
the construction of tours.

1It should be noted here that in these numbers, duplicates are not removed, i.e. there may be several tours
servicing the same set of edges but in different order.
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n m nd W Φ Ψ TW size # tours

TW-A10A 10 15 11 25 1 2 5 - 20 45
TW-A13A 13 23 22 50 2 5 5 - 20 488
TW-A13B 13 23 22 50 2 4 5 - 20 962
TW-A13C 13 23 22 50 2 3 5 - 20 2344
TW-A20B 20 31 29 25 1 3 5 - 20 2786
TW-A40C 40 69 63 75 2 3 5 - 20 111554
TW-A40D 40 69 63 75 2 5 5 - 20 12763
TW-A60A 60 90 81 25 1 2 5 - 20 2022

TW-B10A 10 15 11 25 1 2 15 - 30 325
TW-B13A 13 23 22 50 2 5 15 - 30 1479
TW-B13B 13 23 22 50 2 4 15 - 30 3433
TW-B13C 13 23 22 50 2 3 15 - 30 11496
TW-B20B 20 31 29 25 1 3 15 - 30 17807
TW-B40C 40 69 63 75 2 3 15 - 30 470177
TW-B40D 40 69 63 75 2 5 15 - 30 323359
TW-B60A 60 90 81 25 1 2 15 - 30 9864

TW-C10A 10 15 11 25 1 2 30 - 45 5222
TW-C13A 13 23 22 50 2 5 30 - 45 13432
TW-C13B 13 23 22 50 2 4 30 - 45 39751
TW-C13C 13 23 22 50 2 3 30 - 45 242883
TW-C20B 20 31 29 25 1 3 30 - 45 298550
TW-C40C 40 69 63 75 2 3 30 - 45 8737563
TW-C40D 40 69 63 75 2 5 30 - 45 278190
TW-C60A 60 90 81 25 1 2 30 - 45 171826

Table 13.1: Details of the underlying graphs.

13.2 Computational Results for CARP-TW Optimal Solution

Solving a problem to optimality is interesting both because the optimal value is used to mea-
sure the quality of heuristics and lower bound algorithms, and because the optimal solution is
the ”true” solution of the problem. A natural method for solving the CARP-TW to optimal-
ity is to use an ILP formulation of the problem such as the one presented for the CARP-TW
in Chapter 8. Based on such a formulation, the problem can, in theory, be solved by an IP
solver using for example Branch and Cut. We have tried to give the model based on the Node
Duplicated Network to the standard CPLEX 8.1 IP solver. However, as was expected, even
the smallest test instances could not be solved with this method.

In Chapter 12, we presented an algorithm for solving the CARP-TW to optimality. The
algorithm is based on the idea of decomposing the problem into a Master Problem and a
Subproblem. The latter of which generates columns for the former. Decomposing the problem
in this way, a column in the Master Problem corresponds to a feasible vehicle tour. In that
way, the Master Problem is a Set Partitioning Problem, where a set of tours is to be chosen
in order for every demand edge to be covered by a tour. In the Subproblem the tours are
generated up front, and are thereby ready for use in the Master Problem. Computational
Results from this method are given in Appendix H.
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In Table H.1 we consider some details about the Set Partitioning Problem that result from
the decomposition. For each instance, the first three columns give the number of nodes, the
number of edges, and the number of rows in the Set Partitioning Problem, respectively. The
latter equals the number of demand edges in the problem. The last four columns of the table,
give the number of columns and density (i.e. the average number of non-zeros in a column)
in the Set Partitioning Problem, both before and after duplicates2 are removed.

It is clear from the figures in Table H.1 that the number of demand edges serviced on each
tour is small. This justifies the use of total enumeration for the generation of the columns in
the Set Partitioning Problem. Both the number of columns and the density grow as the time
windows get wider (i.e. from set A to set C). This is because wide time windows allow for
more flexibility in the construction of columns. Furthermore, as can be observed, the number
of columns is radically reduced when the duplicates are removed.

In Table H.2, the results of our algorithm are given. The first column contains the optimal
values constructed with the procedure. For the three hardest instances, we were not able to
solve the problem to optimality, as the solver ran out of memory during the solution of the
large ILP. For these instances, we report the best global lower and upper bound found during
the procedure. The second column gives the feasible integer value of the small ILP. In this
column, we indicate with an ’*’ that the optimal value is obtained. Finally, the last column
gives the value of the LP relaxation. As can be seen from the numbers in the second column,
the small ILP often obtains the optimal solution value as we discussed in Chapter 12.

When solving a problem to optimality, the way two algorithms can be compared is by the
running time and the ability to solve large instances. The running time comparison is based on
the total time the algorithms takes to solve the problem instances to optimality. Comparison
based on the ability to solve problems can be based on how well the algorithm can solve the
problems if given an infinite amount of time.

Based on our experiments, we conclude that using the primal-dual subproblem simplex al-
gorithm to solve the LP relaxation is faster than solving the whole LP relaxation directly.
Furthermore, for the largest instances, even the LP relaxation could not be solved directly
due to memory limitations. This problem does not occur in the method used here.

Regarding the solution of the ILP, we draw the following conclusions when comparing the
two-phase strategy to directly solving the whole ILP. For the very small instances (less than
1000 columns), both procedures were able to solve the problem, and the computation times
were about equal. For middle-size instances, both strategies were able to solve the problem,
but there was a significant time difference in favor of the two-phase strategy. For larger in-
stances, only the two-phase strategy was able to solve the problems to optimality. Finally, for
the largest instances, neither of the strategies were able to obtain a proven optimal solution,
but the first phase of the two-phase algorithm gave results that were superior to those ob-
tained with the simpler method. For two instances (TW-C40C nd TW-C40D), the Preferable
Neighbor algorithm, presented in Chapter 10, obtained results that are better than those
obtained by this optimal algorithm before it ran out of memory. These results are reported
in ’()’ in the first column of Table H.2.

2Duplicates are tours that service the same set of edges in different order.
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13.3 Computational Results for CARP-TW Lower Bounds

In Chapter 9, we presented a Lower Bound algorithm for the CARP-TW, which was based
on the Multiple Cuts Node Duplicated Lower Bound presented in Chapter 3 for the classical
CARP. In Appendix F, we give our computational results for that algorithm and for the LP
relaxation of a Set Partitioning problem presented in Chapter 12 which is equivalent to the
CARP-TW. In this section we discuss our results.

In the MCNDLB algorithm for the CARP-TW, we use four estimates for the number of
vehicles needed to service a sub graph, the classical Bin Packing estimate, Lueker’s estimate,
BIG, and our TW estimate. For the 24 test instances, we estimate the number of vehicles
needed, ps, in total 165 times. In Table 13.2 we count the number of times each of the four
estimates obtained the best, i.e. highest, value in the first row. In the last row, we count
the number of times each estimate uniquely obtained the best value. As can be seen from
the table, the classical estimate and Lueker’s estimate both performed very well, and often
obtained the best result. However, the TW estimate has the highest number of unique best
values obtained. This means that when this estimate is good, it is often strictly better than
the other. It should come as no surprise that the TW estimate performs best on the instances
with tight time windows. This is discussed further in Chapter 9.

Classical Lueker BIG TW

Best 121 135 20 113

Unique best 0 11 0 31

Table 13.2: Statistics for estimating ps.

In Table F.1 of Appendix F the test results for the MCNDLB algorithm for the CARP-TW
are given. In Table F.2 the same results are given as percentage below optimum (or best
known upper bound when OPT is not known). These results are summarized in Table 13.3.

Set Pure with TW All BP BP + TW LP
CARP reduction estimates estimates relax

TW-A 42.2 42.2 41.9 35.7 2.3
TW-B 32.7 32.7 32.3 31.4 3-9
TW-C 21.9 21.9 21.5 21.5 7.2

All 32.3 32.3 31.9 29.5 4.4

Table 13.3: Lower Bounds for the CARP-TW.

We have tested four versions of the algorithm. In the first column of the tables, we give the
results obtained if the instances are treated like pure CARP instances, i.e. if the time windows
are completely ignored and only the classical estimate for ps is used. In the second column, we
give the results obtained if we incorporate tightening of time windows and removal of edges
because of time windows. As explained in Chapter 8, these restrictions only influence the cost
of the resulting matching if many inter-family edges can be removed. As can be concluded
from the results here, the time windows in our instances are not tight enough for this to
happen. In the third column, we give the results obtained when all Bin Packing estimates are
used, and finally, in the fourth column, all three Bin Packing estimates and the time window
estimate are used.
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In the upper part of Table 13.3, the average percentage below OPT is given for each set of
test instances, and the last row gives the results for the complete set of instances. It is not
hard to see that using several Bin Packing estimates and using the time window estimate
improve the result, the latter in particular when time windows are rather tight, i.e. in set A.

The last column of the tables (second to last in Table F.1), gives the value of the LP relaxation
of the Set Partitioning problem constructed in Chapter 12. It is not hard to see that this
bound is very good compared to the other. Indeed, it is on average less than 5 percent below
optimum, whereas the MCNDLB algorithms are about 30 percent below optimum.

13.4 Computational Results for CARP-TW Heuristics

In Chapters 10 and 11, we considered various heuristics for the CARP-TW. In Appendix G,
the computational results are given. We discuss these results here.

In Chapter 10, we presented a heuristic for the CARP-TW, in which the idea is to construct
feasible tours based on a list of preferable neighbors for each demand edge. The results for the
five versions of this heuristics are given in Table G.1 in Appendix G. In that table, the best
value obtained for each instance is marked in bold, and optimal values are marked with an ’*’.
When considering that table, it is relatively clear that version 3 of the algorithm performs
best. We also see that this algorithm often obtains the optimal solution. The results are
summarized in Table 13.4.

1 2 3 4 5

Rank 1 4 12 21 5 2
Rank 2 8 10 2 1 1
Rank 3 10 2 1 1 3
Rank 4 2 0 0 13 7
Rank 5 0 0 0 4 11

Average Rank 2.4 1.6 1.2 3.4 4.0

Sum-Rank 3 2 1 5 4

Average % over OPT 3.0 2.0 1.3 6.1 7.1

Number OPT 3 9 16 4 1

Table 13.4: Preferable Neighbor Heuristic

The top half of table 13.4 counts the rank obtained by the five versions of the Preferable
Neighbor Heuristic. For each instance, rank 1 is given to the version that obtained the best
result, and so forth. As an example, version 1 obtained the second best result for 8 instances
out of in total 24. The bottom half of the table gives four measures for the performance
of the five versions of the algorithms. The Average Rank gives the average of the ranks
that the algorithms have obtained over all 24 instances. For the Sum-Rank, we sum over
the cost obtained for each instance, i.e.

∑
σ ALG(σ), and rank these sums. For comparison,

the Average Rank measures the winner for each instance, and the Sum-Rank measures the
amount by which each algorithm wins. The average percentage above OPT is calculated as∑

σ
ALG(σ)−OPT (σ)

OPT (σ) · 100
24 , where 24 is the number of instances. Finally, the last measure counts

the number of times each algorithm obtained the optimal result. Looking at these measures,
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it is not hard to verify that version 3 is the best Preferable Neighbor strategy. This is the
strategy, where e′ ∈ fav(e) if dist(e → e′) ≤ 1

2 distsum/n2, where distsum is the sum of all
inter-node distances in the instance, and dist(e → e′) is the distance from any end of e to any
end of e′.

In Chapter 10, we presented three Problem-Specific heuristics for the CARP-TW, the Prefer-
able Neighbor heuristic, which we considered above, and variations of the Augment-Merge,
and the Path-Scanning heuristics, which were originally presented for the classical CARP. In
Chapter 11, we gave two versions of our DYPSA algorithm for the CARP-TW, one based on
minimizing distance at each step and one based on minimizing time at each step. Computa-
tional results for the five resulting algorithms are given in Table G.2 of Appendix G. Table
G.3 in the same appendix gives the same results as percentage above the optimal value. In
Table G.2, the best result obtained for each instance is marked in bold, and an ’*’ is used to
indicate that an optimal solution is reached. The results are summarized in Table 13.5.

Augment- Path Pref DYPSA
Merge Scanning Neighbor ”dist” ”time”

Rank 1 0 0 24 2 3
Rank 2 0 0 0 12 9
Rank 3 0 0 0 10 12
Rank 4 2 23 0 0 0
Rank 5 22 1 0 0 0

Average Rank 4.9 4.0 1.0 2.3 2.4

Sum-Rank 5 4 1 2 3

Average % over OPT 46.5 24.7 1.2 8.0 8.1

Number OPT 0 0 17 2 3

Table 13.5: Heuristics for the CARP-TW

The top half of Table 13.5 counts the rank obtained be each algorithm, and the bottom half
gives the four performance measures described above. It is not hard to see from these results
that the preferable neighbor heuristic has the best performance, and that this algorithm is
followed by the two versions of the DYPSA algorithm.
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This thrid part of the Dissertation contains material that is related to that presented in Part
I, but which does not fit into that part in any natural way. This is for most of the chapters
variations of the classical CARP.

In Chapter 5 we presented the DYPSA algorithm, a meta heuristic algorithm that combines
Simulated Annealing and Dynamic Programming. In Chapter 14 we show how the same
algorithmic idea can be used for other routing and scheduling problems, including the Min-
Max K-Chinese Postman Problem and the Minimum Makespan Problem.

When we presented the DYPSA algorithm in Chapter 5, we introduced the restricted problem,
RP . In the restricted problem, we consider a list containing all demand edges in a setup
where a single vehicle is to service these edges in the order given by the list. In Chapter 15
we consider various aspects of the Restricted Arc Routing Problem, both the capacitated and
the uncapacitated version. In the former the vehicle can return the the Depot to recharge its
capacity.

In Chapter 17, we consider a variation of the CARP where we have several Depot nodes,
vehicles of various sizes, and a fixed cost for each vehicle that is being used. This problem
is referred to as the Multiple Depot Capacitated Arc Routing Problem (MD-CARP). As we
saw in Chapter 2, this problem occurs in several real life situations and has been studied to
some extent in the academic literature. We consider the MD-CARP from a theoretical point
of view, and present lower bounds both on the routing cost and on the fixed vehicle cost. We
also briefly consider heuristics for the MD-CARP and present a mathematical model for the
problem.

Finally, in Chapter 16 we consider an online version of Arc Routing. In an online problem,
requests (here demand edges) are revealed one by one, and decisions about how to service the
request must be taken immediately, without knowledge of future requests. We consider this
problem from a theoretical computer science point of view as is common for online problems.
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Chapter 14

DYPSA for Other Problems

In this chapter, we consider further the algorithm that combines dynamic programming and
Simulated Annealing, which we presented in Chapter 5 as DYPSA. In that chapter, the
algorithm was explained in a general setting, and a detailed description was given for the
case where it was applied to the classical CARP. In this chapter, the algorithmic details are
given when the algorithm is applied to a range of other routing and scheduling problems.
We assume that the reader is familiar with the material in Chapter 5, in particular that of
Section 5.1.

Throughout this chapter, we let L denote an ordered list containing the items that need to
be serviced/processed. L is sometimes referred to as the request sequence. In the Simulated
Annealing part of the algorithm, we repeatedly swap two elements of the list and calculate the
new cost using the two-layered dynamic programming algorithms described in the following
sections. For details about the idea behind DYPSA we refer the reader to Chapter 5 Section
5.1. In this chapter, we will concentrate on the dynamic programming part, which as a whole
we refer to as DYP.

14.1 The Traveling Salesman Problem

The first problem to be considered is the Traveling Salesman Problem (TSP) which was first
solved in the literature by Dantzig et al. 1954 [49]. The TSP is formally stated as

Problem 10 (The Traveling Salesman Problem (TSP)). Given a complete undirected graph
G(N,E,C), where C is a cost matrix for the edges, find a minimum cost cycle which passes
through every node of N exactly once.

Because the TSP is an uncapacitated problem and a solution to the problem is one large
cycle, we do not need the upper layer of the DYPSA setup. Therefore, DYP reduces to a
simple algorithm, which is similar to the standard one that is often used for the TSP. We will
give the details here for completeness, though. In the restricted problem, the list L specifies
the order in which the nodes of N must be visited. This immediately gives us the solution to
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the restricted problem in the following way. Let L = L1, . . . , Ln be any ordering of the nodes,
then the cost of an optimal solution to the restricted TSP is given by

DY P (1, n) =

n∑

i=1

d(Li, Li+1) + d(Ln, L1)

The above formula gives the cost of an optimal solution for the restricted problem when the
underlying graph is directed, undirected, or mixed, and both when the TSP is based on a
symmetric and an asymmetric graph.

14.2 The Vehicle Routing Problem (VRP)

The second problem to be considered is the Vehicle Routing Problem (VRP), which was first
presented by Dantzig and Ramser 1959 [50]. The VRP is formally stated as follows

Problem 11 (The Vehicle Routing Problem (VRP)). Given a complete undirected graph
G(N,E,C,Q) with node demand qi ≥ 0 for every node in G and given a number of identical
vehicles, initially located in a special Depot node, find tours for the vehicles such that 1) every
tour passes through the Depot node, 2) each node is serviced by exactly one vehicle, 3) the
vehicle capacities are respected, and 4) the total travel cost is minimized.

The VRP arises whenever goods must be transported to/picked up from a set of customers,
in which case the amount of goods to be transported to/picked up at a node is the demand
of that node. The VRP is NP-hard, since it includes the traveling salesman problem as a
subproblem.

If we consider the VRP from a classical point of view, once we have assigned nodes to each
vehicle, the problem is reduced to the problem of finding a set of traveling salesman tours.
A classical simulated annealing algorithm for the VRP would therefore start out with some
assignment of nodes to vehicles, and use a heuristic to find good tours given that assignment.
One would then pick a node from each of two vehicles, swap them, and use some insertion
heuristic, e.g. nearest insertion, to get the new tours.

Here we leave the assignment of the nodes to vehicles to the algorithm and let it assign the
nodes to vehicles in the best possible way with the restriction that the order of the nodes
respects the request sequence L = L1, . . . , Ln. We define the restricted VRP as the VRP
where two nodes which are serviced by the same vehicle must be serviced in the order in
which they occur in L.

In the lower layer of DYP for the restricted VRP, we have one uncapacitated vehicle, which
must be used to service nodes from i through j in that order, while starting and ending in
the Depot node. It can easily be solved as:

DPU1(i, j) = d(Depot, Li) +

j−1∑

k=i

d(Lk, Lk+1) + d(Lj ,Depot)

The above formula is similar to the one used for the TSP, which is exactly an uncapacitated
version of the VRP. To include capacities, we add the upper layer and let DPC1 be a table of
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size n× n, which will be used for dynamic programming. The table will be indexed 1, . . . , n,
and for all i ≥ 1 and all j ≥ i we let DPC1(i, j) be the optimal cost of tours respecting the
vehicle capacity, and servicing nodes from i through j in the order specified by L and by the
definition of the restricted VRP. Then DPC1(i, j) is calculated as follows

for i = n down to 1 do

for j = i to n do

if
∑j

k=i qk ≤ W

DPC1(i, j) = DPU1(i, j)

Else

DPC1(i, j) = mini≤r≤j−1{DPC1(i, r) + DPC1(r + 1, j)}

return DPC1(1, n)

By the principle of optimality, DPC1(1, n) is the cost of an optimal solution to the restricted
VRP with request sequence L. This is true for the VRP, where the underlying graph is
directed, undirected, or mixed, both in the symmetric and asymmetric case, as long as the
graph is complete. For graphs which are not complete, but strongly connected, the same
algorithm works if the cost matrix is completed using shortest path costs where no direct link
exists.

We shall now see how the computation time can be reduced to O(n2) by making changes
similar to those made in Chapter 5 for the CARP. Notice that for fixed i, DPU1(i, j) will
be called as a subroutine of DPC1 for every j > i. The difference between DPU1(i, j) and
DPU1(i, j + 1) is that instead of returning to the depot after node Lj, we now continue to
node Lj+1, and then return to the depot. Let DPU1 be a table of size n×n, then the following
algorithm calculates all the lower-layer costs that we will ask for in the upper layer.

for i = 1 to n do

DPU1(i, i) = d(Depot, Li) + d(Li,Depot)

for j = i + 1 to n do

DPU1(i, j) = DPU1(Li, Lj−1) − d(Lj−1,Depot) + d(Lj−1, Lj) + d(Lj ,Depot)

Here the inner loop may by broken when the capacity is exceeded, since we will not need the
rest of the costs anyway.

14.3 The Chinese Postman Problem

The next problem to be considered is the Chinese Postman Problem (CPP), presented by
Guan 1962 [87]. The problem is formally stated as follows.

Problem 12 (The Chinese Postman Problem (CPP)). Given a graph G(N,E,A,C), where
E (A) is the set of edges (arcs) and C is a cost matrix, find a tour which passes through every
edge/arc at least once and does this in the cheapest possible way.
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When the underlying graph is undirected or directed, the problem can be solved in polynomial
time, but when the underlying graph is mixed, the problem MCPP is NP-hard as showed
by Papadimitriou 1976 [120]. Here we will give an algorithm for solving the restricted CPP
when the underlying graph is mixed.

For the restricted problem, let the request sequence L = L1, L2, . . . , Lk be a list containing all
edges and arcs of the graph. All requests are either for an undirected edge, i.e. Li = (ui, vi)
or for a directed arc, i.e. Li = (ui → vi). Let d(ui, vi) be the cost of servicing Li from ui to
vi and let d(vi, ui) be the cost of servicing the request in the opposite direction. The costs,
d(ui, vi) and d(vi, ui), need not be equal. Specificly if Li is an arc (ui → vi), we will have
d(vi, ui) = ∞. Finally, let SPL(s, t) be a shortest path cost from s to t.

Because the CPP is not capacitated, the algorithm for solving the restricted problem is of
only one layer. Let T be a table of size 2 × k. Because there is no Depot node involved in
this problem, we need to run the algorithm twice and return the minimum of DPU1(L, u1)
and DPU1(L, v1). If the first request in L is for a directed arc, one of these will trivially be
∞. With s ∈ {u1, v1}, the algorithm for the restricted CPP is

T (1, u) = SPL(s, u1) + d(u1, v1)

T (1, v) = SPL(s, v1) + d(v1, u1)

for i = 2 to k do:

Begin

T (i, u) = min{T (i − 1, u) + SPL(vi−1, ui), T (i − 1, v) + SPL(ui−1, ui)} + d(ui, vi)

T (i, v) = min{T (i − 1, u) + SPL(vi−1, vi), T (i − 1, v) + SPL(ui−1, vi)} + d(vi, ui)

End

return min{T (k, u) + SPL(vk, s), T (k, v) + SPL(uk, s)}

Now if the first request, L1 is a directed arc, (u → v), the cost of an optimal solution to
the restricted CPP is DPU1(L, u). If L1 is an undirected edge, (u, v), the cost of an optimal
solution to the restricted CPP is mins∈{u1,v1}{DPU1(L, s)}. The algorithm will then return
the cost of an optimal solution of the restricted CPP, when the underlying graph is mixed
both in the symmetric and asymmetric case.

14.4 The Rural Postman Problem

The Rural Postman problem (RPP), first presented by Orlof 1974 [119], is a variation of the
CPP where only a subset of the edges and arcs in the graph requires service. The problem is
formally stated as

Problem 13 (The Rural Postman Problem (RPP)). Given a graph G(N,E,A,C), find a
minimum cost tour which passes through every edge in a subset R ⊆ E ∪ A at least once.

The RPP can be defined on directed, undirected and mixed graphs, both with a symmetric
and asymmetric cost matrix. The undirected problem with an asymmetric cost matrix is also
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called the Windy Postman Problem. When the required set is R = A, the problem is
called the Stacker Crane Problem (SCP) and is also a special case of the mixed RPP.
All these problems are NP-hard, except from some special instances.

Since, in the restricted problem, we require the requests to be serviced in the order in which
they appear in L, the algorithm presented in the previous section for the CPP works just
as well for the RPP, and so we refer the reader to that section for an algorithm for these
problems.

14.5 The Capacitated Chinese Postman Problem

The Capacitated Chinese Postman Problem (CCPP), first presented by Christofides 1973
[37], is the capacitated version of the CPP and is formally stated as

Problem 14 (The Capacitated Chinese Postman Problem (CCPP)). Given a graph G(N,E,C)
with edge demand qij > 0∀ (i, j) ∈ E(G) and a number of vehicles with capacity W , find min-
imum cost tours through the Depot. Do this such that 1) every edge is serviced by exactly one
vehicle, 2) the sum of the demands of the arcs serviced by each vehicle is no greater than W ,
and 3) the total cost is minimized.

The CCPP is a special case of the classical CARP, where all edges must be serviced. Therefore,
the algorithm presented in Chapter 5 for the CARP solves the CCPP as well. This is true
both for directed, undirected, and mixed graphs with both symmetric and asymmetric cost
matrices.

14.6 General Routing Problem (GRP)/(GCRP)

The General Routing Problem (GRP), suggested by Orloff 1974 [119], is a mix between node
routing and arc routing. Formally, GRP is stated as

Problem 15 (The General Routing Problem (GRP)). Given a graph G(N,E,C), where C
is the cost matrix for the edges, find a minimum cost tour, which passes through every edge
in a subset ER ⊆ E and visits every node in a subset NR ⊆ N at least once.

The requirement that a node, i, must be visited is easily modeled by splitting the node into
two nodes i′ and i′′ and adding a required edge (i′, i′′) to the graph. Doing this, we can
substitute every required node by a required edge, and the resulting problem is therefore
that of finding a minimum cost tour which passed through every edge in a subset of E. This
problem is the Rural Postman Problem, which was treated in Section 14.4. The RPP was
solved by the algorithm presented in Section 14.3 for the Chinese Postman Problem, and
hence that algorithm can be used to solve the GRP as well.

The capacitated version of the GRP is called the General Capacitated Routing Problem
(GCRP) and is formally stated as
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Problem 16 (The General Capacitated Routing Problem (GCRP)). Given a graph G(N,E,C)
and a number of vehicles with capacity W initially located in a special Depot node. Further-
more, given a subset of edges ER ⊆ E, where edge (i, j) has demand qij and a subset of nodes
NR ⊆ N , where each node has demand qi, find tours through the Depot such that 1) every edge
in ER and every node in NR are serviced by exactly one vehicle, 2) the sum of the demands
of those edges and nodes serviced by each vehicle is no greater than W , and 3) the total cost
is minimized.

By replacing nodes in NR by an edge in ER in the same way as we did for the uncapacitated
GRP, we get a version of the problem with NR = ∅. The resulting problem thereby becomes
equivalent to the classical CARP and can be solved by the algorithm presented for that
problem in Chapter 5.

14.7 Minimum Makespan Scheduling (MMS)

The next problem to be considered is a scheduling problem called the Minimum Makespan
Problem (MMP), which was first presented by Graham 1969 [84]. The MMP is a scheduling
problem in which we must assign jobs to machines such that the makespan, i.e. the latest
completion time for any machine, is as early as possible. The problem is formally stated as

Problem 17 (Minimum Makespan Problem (MMP)). Given a set I = J1, J2, . . . , Jn of n
jobs, with a processing time pi for each job i = 1, . . . , n, and K identical machines, assign
each job to one of the K machines such that the total completion time, the makespan, is
minimized.

We note that each machine can only process one job at a time, and all jobs must be completed
on the machine on which they started their processing. We assume that n ≥ K since otherwise
the problem is trivial. In real-life instances the number of machines will be very small relative
to the number of jobs. The MMP is NP-hard, since the special case with two machine reduces
to the Partition Problem.

As in the previous section, we consider a restricted version of the problem where the input
is an ordered sequence of requests L = L1, L2, . . . , Ln, where each request is a job to be
scheduled. The problem is now to partition L into K disjoint subsequences L1, L2, . . . , LK ,
such that the jobs in Ls are processed on machine number s, s = 1, . . . ,K, and to do this in
such a way that the makespan is minimized. We call this problem the restricted MMP(L)

It is clear that some permutation L∗ of L exists, such that the optimal solution of the restricted
MMP with input L∗ is equivalent to an optimal solution of MMP with input L. We will search
for such a permutation by using Simulated Annealing.

In the following, we will describe how to solve the restricted MMP(L) by using the two-layered
dynamic programming algorithm, DYP, where we will see that the upper layer can sometimes
have three dimensions. In this case, the third dimension comes from the fact that we have
only a fixed number of machines available.

In the lower layer, we calculate the cost of processing requests Li, Li+1, . . . , Lj using only one
machine. Since the cost equals the makespan, this is simply a matter of summing up the
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processing times, which gives us

DPU1(i, j) =

j∑

s=i

ps

In the upper layer, we use a table, T , of size n× n×K to calculate the cost of the restricted
problem. To do this, let S(i, j, k) denote a partitioning of jobs Li, . . . Lj into k sets, with the
jobs in set s being processed by machine s, and such that the makespan is minimized. Let
T (i, j, k) be the corresponding makespan. We will write S(i, j, k) = {}, {}, . . . , {}, where each
clause contains exactly the jobs that are scheduled on the same machine.

First let us observe, that T (i, j, k) is undefined for j < i. Furthermore, let t = j − i + 1,
i.e. t is the number of jobs that we consider in T (i, j, k). We say that T (i, j, k) is undefined
if t < k since we cannot schedule t jobs on k > t machines if all machines must work. If
k = 1, we must schedule jobs Li, . . . Lj on a single machine, therefore T (i, j, k) = DPU1(i, j),
and S(i, j, k) = {Li, Li+1, . . . , Lj}. If t = k, we consider exactly the same number of jobs
as machines, therefore, we have S(i, j, k) = {Li}, {Li+1}, . . . {Lj} which gives us T (i, j, k) =
maxs=i,...j{ps}. Finally, if we have t > k > 1 we must have at least one machine that processes
more than one job. In this case, we will search for r such that jobs Li, . . . , Lr are processed
on one machine and jobs Lr+1, . . . , Lj are processed on k − 1 machines. If we let r be the
index that minimizes the make-span for such a schedule, we have

T (i, j, k) = min
r:i≤r≤j−k+1

{max{T (i, r, 1), T (r + 1, j, k − 1)}}

and S(i, j, k) = {i, . . . , r}, S(r+1, j, k−1), which gives us the following dynamic programming
algorithm for the upper layer of MMP:

for k = 1 to K do

for i = n down to 1 do

for j = i to n do

if k = 1

T (i, j, k) = DPU1(i, j)

if j − i + 1 < k

T (i, j, k) undefined

if j − i + 1 = k

T (i, j, k) = maxs=i,...j{ps}

else

T (i, j, k) = mini≤r<j−k{max{T (i, r, 1), T (r + 1, j, k − 1)}}

return T (1, n,K)

As we did for the classical CARP in Chapter 5, we can reduce the time by letting DPU1 be
a preprocessing of DPC1. To do this, let DPU1 be a table of size n × n, and consider the
following algorithm
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for i = 1 to n do

DPU1(i, i) = pi

for j = i + 1 to n do

DPU1(i, j) = DPU1(i, j − 1) + pj

Preprocessing with this algorithm, gives us the complete DYP algorithm, which can be com-
bined with Simulated Annealing.

14.8 Min-Max K-Chinese Postman Problem (MM-K-CPP)

The final problem to be considered in this chapter is the Min-Max K-Chinese Postman Prob-
lem (MM-K-CPP), which was first presented by Frederickson 1978 [75]. Like most of the
other problems considered, this is an arc routing problem, but in this problem the objective
is not to minimize the total routing cost, but rather to minimize the cost of the longest tour.
The MM-K-CPP is formally stated as

Problem 18 (Min-Max K-Chinese Postman Problem (MM-K-CPP)). Given an undirected
connected graph G = (N,E) with costs d(i, j) for each edge (i, j), and a special node called
the Depot node. For a fixed number, K, of postmen, the problem is to find K tours such that
each edge is serviced by at least one postman and such that each tour starts and ends in the
Depot. Do this in such a way that the cost of the longest tour is minimized.

We consider a restricted version of the problem in which we have an ordered request sequence
L of the edges to be serviced and must service these edges in the order specified by L. This
problem can be considered as one single postman performing all K tours one by one, in which
case the problem is more intuitive. Now the problem is transformed into the problem of
splitting L into K sub-tours such that the length of the longest tour is minimized. We solve
this problem optimally by building a two layered dynamic programming algorithm, DYP.

Let the request sequence be L = L1, L2, . . . , Ln where the k’th request is for an edge ek =
(uk, vk). For the lower layer, the dynamic programming algorithm, DPU(i, j) will return the
cost of a single tour that services edges ei, ei+1, . . . , ej in the order given by L in an optimal
way. For this we need a table, T , of size 2 × (j − i + 1), which to simplify notation, we will
index by i, i + 1, . . . , j. Doing this, the lower layer of DYP becomes

T (i, u) = SPL(Depot, ui) + d(ui, vi)

T (i, v) = SPL(Depot, vi) + d(vi, ui)

for k = i + 1 to j do:

T (k, u) = min{T (k−1, u)+SPL(vk−1, uk), T (k−1, v)+SPL(uk−1, uk)}+d(uk, vk)

T (k, v) = min{T (k−1, u)+SPL(vk−1, vk), T (k−1, v)+SPL(uk−1, vk)}+d(vk, uk)

return min{T (j, u) + D(vj ,Depot), T (j, v) + D(uj ,Depot)}

The upper layer of the DYP algorithm should return the cost of an optimal solution to the
restricted problem, i.e. an optimal splitting of L. The algorithm uses a table, T , of size
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n × n × K. Each cell T (i, j, k) in T will contain the cost of an optimal solution to the
following problem: Split the sequence Li, . . . Lj into exactly k tours, such that the maximum
length of a tour is minimized. Then T (1, n,K) will give us the cost of an optimal solution to
the restricted MM-K-CPP. For ease of notation, set t = j− i+1, i.e. t is the number of edges
in the sequence ei, . . . , ej . The upper layer algorithm becomes

for k = 1 to K do

for i = 1 to n do

for j = i to n do

T (i, j, k) =





undefined if t < k
DPU(ei, ej) if k = 1
maxr:i≤r≤j{DPU(er, er)} if t = k
minr:i≤r≤j−k+1{max{T (i, r, 1), T (r + 1, j, k − 1)}} if t > k > 1

return T (1, n,K)

As stated above, the problem is initially formulated for an undirected graph. It should be
mentioned that the algorithm described works just as well for directed or mixed graphs, as
long as the graph is strongly connected. Similarly, the algorithm works both for symmetric
and asymmetric graphs, as long as the cost matrix gives a shortest path cost for every pair
of nodes.

As for some of the previous problems, we can reduce the computation time by turning the
lower layer into a preprocessing step of the upper layer. Let DPU1 be a table of size n × n,
then the following algorithm calculates all the lower-layer costs that we will need in the upper
layer.

for i = 1 to n do

Tu′ = SPL(Depot, ui) + duivi

Tv′ = SPL(Depot, vi) + dviui

DPU1(i, i) = min{Tu′ + SPL(vi,Depot), T v′ + SPL(ui,Depot)}

for j = i + 1 to n do

Tu = min{Tu′ + SPL(vj−1, uj), T v′ + SPL(uj−1, uj)} + duivi

Tv = min{Tu′ + SPL(vj−1, vj), T v′ + SPL(uj−1, vj)} + dviui

DPU1(i, j) = min{Tu + SPL(vj ,Depot), T v + SPL(uj,Depot)}

Tu′ = Tu, Tv′ = Tv
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Chapter 15

The Restricted Arc Routing
Problem

In this chapter, we consider a variation of the Arc Routing Problem, which we call the
Restricted Arc Routing Problem. This problem is the one that we used in our algorithm,
DYPSA, in Chapter 5, and is defined for Arc Routing in the same way as it was defined
for several other problems in Chapter 14. In the Restricted Problem we are given a request
sequence of edges to be serviced by a fleet of vehicles, and for each vehicle, the edges must be
serviced in the order in which they appear in the sequence. We consider both an uncapacitated
and a capacitated version of the problem.

In Section 15.1, we consider an uncapacitated version, K-ARP, of the problem. First we will
present a mathematical model for K-ARP in Section 15.1.1. In Section 15.1.2, we consider
a special case of the undirected problem, where all requests are for directed arcs, and show
how this can be modeled as a flow problem. Finally, in Section 15.1.3, we briefly consider a
version of the problem where there is only one vehicle available, and show how the problem
can be solved to optimality in this case. In Section 15.2, we consider a capacitated version,
K-CARP, of the problem and give a mathematical model for this problem.

15.1 The Uncapacitated Problem with K vehicles

In this section, we consider the uncapacitated restricted arc routing problem with K vehicles
(K-ARP), which is formally stated as follows.

Problem 19. [The Restricted Arc Routing Problem (K-ARP)] Given an undirected connected
graph, G(N,E,C), K identical vehicles, and a request sequence, σ, which is a list of demand
edges, σi, find K tours such that 1) Each edge in σ is serviced by exactly one vehicle, 2) All
requests serviced by the same vehicle are serviced in the order in which they appear in σ, and
3) The total cost of the tours is minimized.

Because of the requirement that requests serviced by the same vehicle must be serviced in the
order in which they appear in σ, there is a significant difference in the problem as to whether

161
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it is defined for one or for several vehicles. This is in contrast to many other routing problems
having uncapacitated vehicles. In Section 15.1.1, we give a mathematical formulation of the
problem, where all requests are for undirected edges. After the formulation, we will explain
how to change the model, if some of the requests are for directed arcs. In Section 15.1.2, we
show how the problem can be formulated and solved as a flow problem if all requests are for
directed arcs. Finally, in Section 15.1.3, we consider the special case, where we only have one
vehicle available, and show how this special case can be solved by dynamic programming.1

15.1.1 Mathematical Model for K-ARP

In this section, we give a mathematical model for K-ARP. We are given a sequence, σ, of
requests to be serviced by K vehicles. Each request in σ is an edge, and will be denoted
(ui, vi). Let n denote the number of requests in σ. It should be noted that each edge in
G may appear several times in σ, corresponding to edges that need service more than once.
This is simply treated as different requests.

We let cuv
i and cvu

i be the cost of servicing the i’th request in direction from ui to vi and
in direction from vi to ui, respectively. The costs need not be the same for both direction,
meaning that servicing an edge in one direction might not cost the same as servicing the edge
in the opposite direction. Let d(gi, hj) be the cost of traveling from node gi to node hj using
a shortest path, where gi ∈ {ui, vi} and hj ∈ {uj , vj}.

For the model we define two types of variables. The first type, which we denote yuv
i and yvu

i ,
is binary variables indicating the service of an edge in each direction. For i = 1, . . . , n, we
define

yuv
i =

{
1 if request (ui, vi) is serviced from ui to vi

0 otherwise

and

yvu
i =

{
1 if request (ui, vi) is serviced from vi to ui

0 otherwise

The second type of variables, xhigj
is binary variables indicating the traversal of a shortest

path from hi to gi where gi ∈ {ui, vi}, hj ∈ {uj , vj}. For i = 1, . . . , n − 1, j > i. we define

xhigj
=

{
1 if some vehicle travels directly on a shortest path from hi to gj

0 otherwise

Note that since each request is serviced exactly once, at most one vehicle can travel directly
from an endpoint of request i to an endpoint of request j. When the source of the shortest
path is the Depot node we use x0hi

to denote the variable. Similarly, we use (xhi0) when the
target of the shortest path is the Depot.

1The material in Section 15.1.3 is also given in more detail as part of Chapter 5.
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Now, K-ARP can be formulated mathematically as

min
n∑

i=1

(cuv
i + cvu

i ) +
n∑

i=1

(d(0, ui)x0ui
+ d(0, vi)x0vi

+ d(ui, 0)xui0 + d(vi, 0)xvi0)

+
n−1∑

i=1

n∑

j=i+1

(d(ui, uj)xuiuj
+ d(ui, vj)xuivj

+ d(vi, uj)xviuj
+ d(vi, vj)xvivj

)

st. yuv
i + yvu

i = 1 ∀i = 1, . . . , n (15.1)
n∑

i=1

(x0ui
+ x0vi

) ≤ K (15.2)

n∑

j=i+1

(xhiuj
+ xhivj

) + xhi0 + yhg
i −




i−1∑

j=1

(xujhi
+ xvjhi

) + x0hi
+ ygh

i


 = 0

∀i = 1, . . . , n and h = u, g = v or h = v, g = u (15.3)

yuv
i , yvu

i , xhigj
, x0hi

, xhi0 ∈ {0, 1} ∀i = 1, . . . , n, and h, g ∈ {u, v} (15.4)

Here the objective function seeks to minimize the total cost. Note that the first term is not
constant, since the cost of servicing in each direction of a request is not necessarily the same.
Constraint (15.1) ensures that each request is serviced, whereas (15.2) restricts the number
of vehicles in use. Constraint (15.3) ensures flow conservation, and (15.4) defines all variables
to be binary.

Now, let us consider the case where some of the requests are for directed arcs. Specifically,
assume that request i is for a directed arc (ui → vi). In this case we remove the following
variables from the model: Variable yvu

i , which is the variable for the direction we cannot
use, and all variables xui,hj

, hj ∈ {uj , vj}, ∀j > i and xhj ,vi
, hj ∈ {uj , vj}, ∀j < i for the

connections to and from the direction of request that we cannot use. By removing these
variables, we force (ui → vi) to be serviced in direction from ui to vi. It may be noted that
this can also be done by simply removing yvu

i , since the rest of the infeasible variables will
then automatically be fixed to zero, essentially removing them as well.

15.1.2 Solving the Directed K-ARP as a Flow Problem

In this section, we consider the directed K-ARP, i.e. the problem where all requests in σ are
for directed arcs, and show how to formulate the directed K − ARP as a Minimum Cost
feasible source-target Flow Problem (MCFP) on a directed graph. Note that this formulation
can be given for any underlying graph, also for undirected and mixed graphs, but the resulting
flow problem is only solvable in polynomial time in the directed case. Thus, to simplify the
notation, we will restrict ourselves to the directed case.

Consider the request sequence σ = (σ1, . . . , σn), where each request is for an arc (e1
i → e2

i ).
We define the Flow Network to be GF = (NF , AF ∪ Aσ

F ), where NF is a set of 2n + 3 nodes
and AF ∪ Aσ

F is the set of directed arcs.

First we need a source node, S, a super source node, SS, and a target node, T . The rest of
the nodes are as follows: For each request arc ei = (e1

i → e2
i ), we construct two nodes, i1 and

i2, where i1 (i2) corresponds to the end point e1
i (e2

i ) of the request i.
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For each request, i, we add an arc (i1 → i2) with a lower bound (lb) of 1 and an upper bound
(ub) of 1 to the graph. This means that we have to send exactly one unit of flow through
this arc from e1

i to e2
i . The cost of this arc is the same as the cost of the arc ei in the original

graph. Furthermore, we add arcs to GF according to the following table, where lower/upper
bounds as well as costs are defined.

Arc lb ub cost

(i2 → j1) 1 ≤ i < n, j > i 0 ∞ SPL(e2
i , e

1
j )

(i2 → j2) 1 ≤ i < n, j > i 0 ∞ SPL(e2
i , e

2
j )

(S → i1) 1 ≤ i < n 0 ∞ SPL(Depot, ui)
(i2 → T ) 1 ≤ i < n 0 ∞ SPL(vi,Depot)

Finally, we add arcs (SS → S) with lb = ub = K and cost = 0, and (S → T ) with lb = 0,
ub = K, and cost = 0 to the graph. The lower bound on arc (SS → S) forces all K vehicles
to be considered, whereas the upper bound on that arc ensures that no more than K vehicles
are used. The arc (S → T ) allows us to leave any number of vehicles in the Depot at zero
cost. The structure of the resulting graph can be seen in Figure 15.1, where the bounds are
indicated.

S

T

SS

lb = ub = K

lb = 0
ub = K

lb = ub = 1

1

2

3

d = 0

lb = 0
ub = 1

Figure 15.1: Flow network, GF .

Note that to construct GF we need to calculate shortest paths between all nodes in the original
graph, which can be done in time O(n2 log n + nm) [99]. It is easily observed that the costs
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in the MCFP network respect the triangle inequality, and therefor an optimal solution exists,
where any arc (except (SS → S) and (S → T )) is traversed at most once. Furthermore, there
are no cycles in the graph, and a feasible flow can be made by letting one vehicle service all
demand arcs. A minimum cost SS − S-flow can be calculated in time O(n2

F m3
F log nF ) using

a cycle-canceling algorithm [103] or O(n2
F mF K) using a buildup algorithm [32], [98]. Hence

K-ARP can be solved in polynomial time, if all requests are for directed arcs.

15.1.3 Solving 1-ARP by Dynamic Programming

This section deals with another special case of K-ARP. Here we consider the case where the
underlying graph is undirected (or mixed), but where we only have one vehicle available.
This problem is actually equivalent to the problem we considered in the Lower Layer of our
dynamic programming part of ”DYPSA” in Chapter 5 and the algorithm for solving the
problem given in this section is the same as the one given in that chapter, and we therefore
refer the reader to Chapter 5 for a detailed explanation of the algorithm.

It is clear that if all the requests are for directed arcs, (ui → vi), then the optimal solution of
the problem would trivially be

SPL(Depot, u1), (u1 → v1), SPL(v1, u2), (u2 → v2), . . . , (un → vn), SPL(vn,Depot)

Considering the problem with one vehicle on a graph where all requests are for undirected
edges, we need a table, M of size 2 × n to store the costs along the way. Let the i’th edge in
σ be (ui, vi) and notice that any edge can be serviced in either direction. This means that in
our table we will keep two numbers for each i: M(i, u) will be the cheapest cost of servicing
edges σ1, σ2, . . . , σi where σi is serviced in direction from ui to vi. M(i, v) will store the same
information when Li is serviced in the other direction.

To calculate M(i, u), we must minimize over the two possible directions for servicing the
previous edge. Therefore we have

M(i, u) = min{M(i − 1, u) + SPL(vi−1, ui) + cuv
i , M(i − 1, v) + SPL(ui−1, ui) + cvu

i }

where cuv
i (cvu

i ) is the cost of servicing edge σi in direction from ui (vi) to vi (ui), and SPL(·, ·)
is the shortest path cost between the two nodes specified. Similarly, for calculating M(i, v).
The complete algorithm for solving 1-ARP on an undirected graph then becomes

M(1, u) = SPL(Depot, u1) + cuv
1

M(1, v) = SPL(Depot, v1) + cvu
1

for i = 2 to n do

M(i, u) = min{ M(i − 1, v) + SPL(ui−1, ui) + cuv
i ,

M(i − 1, u) + SPL(vi−1, ui) + cuv
i }

M(i, v) = min{ M(i − 1, v) + SPL(ui−1, vi) + cvu
i ,

M(i − 1, u) + SPL(vi−1, vi) + cvu
i } + ci

return min{M(n, v) + SPL(un,Depot) , M(n, u) + SPL(vn,Depot)}



166 CHAPTER 15. THE RESTRICTED ARC ROUTING PROBLEM

If any of the requests are for directed arcs, the above algorithm can easily be changed to handle
that. Assume without loss of generality that the i′th request is for a directed arc (ui → vi).
In this case, we calculate M(i, u) as in the algorithm, but set M(i, v) = ∞, because the i’th
request cannot be serviced in direction from vi to ui. Alternatively, the algorithm can be used
in the form specified above and the cost cvu

i set to infinity, since that would prevent us from
servicing the i’th request in that direction.

15.2 The Capacitated Problem with K vehicles

In this section, we consider a capacitated version of the restricted arc routing problem with
K vehicles (K-CARP), which is formally stated as follows.

Problem 20. [The Capacitated Restricted Arc Routing Problem (K-CARP)] Given an undi-
rected connected graph G(N,E,C) and K identical vehicles each with capacity W . Also given
a request sequence σ, which is a list of demand edges σi, find K tours such that 1) Each edge
in σ is serviced by exactly one vehicle, 2) The sum of demand of those edges serviced by each
vehicle does not exceed W , 3) All requests serviced by the same vehicle are serviced in the
order in which they appear in σ, and 4) The total cost of the tours is minimized.

In Section 15.2.1, we give a mathematical model for K-CARP. In Chapter 5, we considered a
variation of this problem where we had only one vehicle available, but where this vehicle was
capacitated. To be able to respect the capacity constraints, the vehicle could return to the
Depot at any time to recharge its capacity. With that setup, the problem mainly becomes a
problem of considering the entire sequence, σ, as one giant tour and deciding when to break
the tour. We will not consider that variation of the problem in this chapter, but refer the
reader to Chapter 5.

15.2.1 Mathematical Model for K-CARP

In this section, we give a mathematical model for K-CARP. We will assume that all requests
are for undirected edges. If this is not the case, changes similar to those made in Section
15.1.1 can be made to deal with directed arcs.

Again we consider the request sequence σ as a list of n edges to be serviced by K vehicles.
Each request, σi, has an associated demand qi, whereas each of the K vehicles has a capacity
of W . Each request must be serviced by exactly one vehicle and the vehicle capacity must
not be exceeded.

To make a mathematical model for the problem, we let cuv
i be the cost of servicing the i’th

request in direction from ui to vi and let cvu
i be the cost of servicing the request in the opposite

direction. Moreover, we let d(gi, hj) be the cost of traveling along a shortest part from gi to
hj , where gi ∈ {ui, vi}, hj ∈ {uj , vj}.

For the model we define two types of variables. The first type, denoted yuv
ij and yvu

ij , indicates
the service of an edge in each direction by a specific vehicle. For each request, i = 1, . . . , n,
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and for each vehicle k = 1, . . . ,K we define

yuv
ik =

{
1 if request(ui, vi) is serviced from ui to vi by vehicle k
0 otherwise

and

yvu
ik =

{
1 if request (ui, vi) is serviced from vi to ui by vehicle k
0 otherwise

The other type of variables, denoted xk
higj

, indicates the traversal of a shortest path between

hi and gj , where gi ∈ {ui, vi}, hj ∈ {uj , vj}. For all requests except the last one, i =
1, . . . , n − 1, j > i and for all vehicles k = 1, . . . ,K define

xk
higj

=

{
1 if vehicle k travels directly on a shortest path from hi to gj

0 otherwise

Similarly, when the source of the shortest path is the Depot node, we define xk
0hi

, and if the

Depot is the target of the shortest path, we define (xk
hi0

). K −CARP can now be formulated
as

min
n∑

i=1

(cuv
i + cvu

i ) +
K∑

k=1

n∑

i=1

(d(0, ui)x
k
0ui

+ d(0, vi)x
k
0vi

+ d(ui, 0)x
k
ui0 + d(vi, 0)x

k
vi0)

+

K∑

k=1

n−1∑

i=1

n∑

j=i+1

(d(ui, uj)x
k
uiuj

+ d(ui, vj)x
k
uivj

+ d(vi, uj)x
k
viuj

+ d(vi, vj)x
k
vivj

)

st.
K∑

k=1

(yuv
ik + yvu

ik ) = 1 ∀ i = 1, . . . , n (15.5)

n∑

i=1

(xk
0ui

+ xk
0vi

) ≤ 1 ∀ k = 1, . . . ,K (15.6)

n∑

i=1

yuv
ik + yvu

ik ≤ W ∀ k = 1, . . . ,K (15.7)

n∑

j=i+1

(xk
hiuj

+ xk
hivj

) + xk
hi0 + yhg

i −




i−1∑

j=1

(xk
ujhi

+ xk
vjhi

) + xk
0hi

+ ygh
i


 = 0

∀ i = 1, . . . , n, ∀ k = 1, . . . ,K and h = u, g = v or h = v, g = u (15.8)

yuv
ik , yvu

ik , xk
higj

, xk
0hi

, xk
hi0 ∈ {0, 1} ∀ i = 1, . . . , n, and h, g ∈ {u, v} (15.9)

Here the objective function seeks to minimize the total cost. Constraint (15.5) ensures that
each request is serviced by exactly one vehicle. Constraint (15.6) restricts each of the K
vehicles to leave the Depot no more than once, and hence to make at most one tour. Constraint
(15.7) ensures that the vehicle capacity is respected, whereas (15.8) ensures flow conservation,
and (15.9) defines all variables to be binary.
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Chapter 16

Online Arc Routing1

In online problems, a sequence, σ, of requests is revealed one at a time, and a decision must
be made on how to satisfy the request. This decision must be made online and without
knowledge of future requests. Many problems, such as Bin Packing, Scheduling, and Seat
Reservation, have been considered in an online setup. We refer the reader to Borodin and
El-Yaniv 1998 [31] for an introduction to online algorithms. In this chapter we consider arc
routing from an online point of view.

Given an online algorithm, A, and a request sequence, σ, the cost returned by A is denoted
c(A(σ)). An algorithm, that constructs an optimal solution is referred to as OPT , and the
cost returned by this algorithm with input σ is denoted c(OPT (σ)). It should be noted that
OPT also has to schedule the requests in the order given by σ, but unlike A, OPT knows the
whole sequence before any decisions have to be made. In other words, an online algorithm,
A is compared to an optimal off-line algorithm, OPT using competitive analysis defined as
follows.

Definition 16.1. Let α ≥ 1 and let t be a constant, then the algorithm, A, is α-competitive
if for all input sequences, σ,

c(OPT (σ)) ≤ α c(A(σ)) + t

The closer to one the value of α is, the better the algorithm. The infimum over all values of
α that respects the definition is called the competitive ratio.

We consider the following online Arc Routing Problem, which we call Online K-ARP. Like
the other arc routing problems considered in this dissertation, the problem can be defined
on any strongly connected graph, G(N,A ∪ E,C) where A (E) is the set of directed arcs
(undirected edges), and C is a cost matrix with cij ≥ 0 ∀ (i, j) ∈ A∪E. We require G to have
a special Depot node, where a fleet of K vehicles are located. In online K-ARP the vehicles
have infinite capacity. The similar problem with limited vehicle capacity, called K-CARP,
will not be considered here. Formally the online K-ARP is defined as follows.

1The material in this chapter is joined work with Lene Monrad Favrholdt, Department of Mathematics and
Computer Science, University of Southern Denmark.
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Problem 21 (Online K-ARP). Given a request sequence σ,where each request is for an edge
in G, find K tours, which start and end in the Depot, such that 1) All requests are serviced by
some vehicle. 2) The requests serviced by the same vehicle are serviced in the order in which
they appear in σ. 3) Request k must be serviced without knowledge of requests k + 1, . . . |σ|,
and 4) The total travel cost is minimized.

Note that any edge in the graph may be represented several times in σ. For ease of notation,
we only consider problems where the underlying graph, G, is undirected, and where all costs
respect the triangle inequality.

If we remove the third requirement in the problem definition, we get instances of the classical
Arc Routing Problem, in which we have a precedence relation among the request edges. By
precedence relations we mean that if σk and σl, k < l are two requests in σ, and σk and σl

are serviced by the same vehicle, then σk must be earlier on the route of that vehicle than
σl. If they are serviced by different vehicles there is no such requirement. This problem is
exactly the Restricted Arc Routing Problem, which we considered in Chapter 15.

We consider the following four online algorithms throughout this chapter.

Algorithm 1 (NEAREST-VEHICLE (ANV )). When a request for edge ek = (ik, jk) is re-
vealed, service that request with the nearest vehicle that has enough free capacity. Leave all
other vehicles where they are.

By nearest, we mean the vehicle with the shortest distance to any of the endpoints of the edge.
The vehicle will service the edge starting in the nearest of the two endpoints, with ties broken
arbitrarily. For people used to working with Operations Research, this seems like a clever
strategy, and is probably the first heuristics one would try to use for solving the problem.
Unfortunately, if the problem has more than one vehicles, this strategy is not competitive, as
we shall see in Section 16.2.

Algorithm 2 (DOUBLE-COVERING (ADC)). Let the k’th request be for edge ek = (ik, jk).
If some vehicle is already located in an endpoint of the ek, the edge is serviced by this vehicle,
and all other vehicles remain in their location. Otherwise, service ek with the nearest vehicle
that has enough free capacity. At the same time, all other vehicles travel along a shortest path
towards the opposite end of ek, i.e. the opposite of where the servicing vehicle will be located
after servicing. These vehicles travel a distance no more than the distance traveled by the
servicing vehicle.

Note that the non-servicing vehicles stop in the last node where the traveled distance does
not exceed the allowed distance.

Algorithm 3 (BALANCING (ABAL)). Service the edge ek = (ik, jk) with the vehicle that
has the shortest total traversed distance after servicing the request.

Like the Nearest Vehicle algorithm, this algorithm would be an obvious choice of heuristic for
someone needing to obtain a near-optimal solution to the problem in practice.

The final algorithm is only defined on a line, and is an extention of the Double-Covering
algorithm.
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Algorithm 4 (SMART-DOUBLE-COVERING (ADCS
)). If the request falls outside the con-

vex hull of the vehicles, the request is serviced by the nearest vehicle with enough capacity.
Otherwise the request falls between two vehicles, A and B, both of which have enough capacity.
The request is then serviced by the nearest of the two, say A. At the same time B is moved
against the edge for a distance no more than the distance traveled by A.

The analysis of the algorithms is partitioned into three parts. In Section 16.1 we consider
the case where we only have one vehicle, and in Section 16.2 we consider the problem with
several vehicles. Finally, in Section 16.3 we restrict our attention to the unit cost line.

16.1 Online 1-ARP

In this section, we assume that we have only one vehicle available, and that this vehicle has
infinite capacity. This problem is the online 1-ARP. We first analyze the Nearest Vehicle
Algorithm, and then consider some general bounds.

Theorem 16.2. ANV is 2-competitive for 1-ARP, i.e. for some constant t and for any request
sequence σ, the cost returned by ANV respects c(OPT (σ)) ≤ 2 c(ANV (σ)) + t.

Proof. The cost of servicing the first request is no more than the optimal cost for servicing
that edge. For each of the following requests, the cost is no more than the optimal cost for
that edge plus the cost of the edge just served. Hence, the cost is no more than the optimal
cost of the current request plus the optimal cost of the previous request, and the theorem
follows.

We have seen that ANV is never worse than twice the optimal. The next theorem shows that
there are sequences, where ANV performs that bad.

Theorem 16.3. There is a set of request sequences for which c(ANV ) ≥ 2 · c(OPT ) − 5.

Proof. Consider the graph in Figure 16.1, where the cost of edge (D,a) and of all demand
edges is 1, and the cost of all other edges is 1− ǫ. With the request sequence σ = e1, e2, e3, . . .
the cost of an optimal solution is c(OPT ) = n + 2 − ǫ. The cost of ANV is c(ANV ) =
n(1−ǫ+1)+1−ǫ = 2(n−ǫ)+1−ǫ. By letting ǫ be very small the result follows. Specifically,
if we let ǫ = 1/n we have c(ANV ) ≥ 2 · c(OPT ) − 5.

1 2 3 4D

a

b

Figure 16.1: Worst case example for ANV with K = 1.



172 CHAPTER 16. ONLINE ARC ROUTING

We have seen above that the Nearest Vehicle Algorithm has a competitive ratio of two, and
will now turn to two more general results. For this, let an online algorithm for 1-ARP be
called reasonable if, when given request k for edge (ik, jk), it lets the vehicle travel by a short-
est path from the end of the previous request where it is currently located, to an endpoint of
the current request. In other words, at step k, the vehicle travels directly from either ik−1 or
jk−1 to either ik or jk, i.e. the vehicle makes no unnecessary detours. For reasenable online
algorithms we can prove the following positive result.

Theorem 16.4. Any reasonable online algorithm, A, is 3-competitive, i.e. for all reasenable
algorithms c(OPT (σ)) ≤ 3 c(A(σ)) + t for some constant t.

Proof. The proof is similar to the one showing 2-competitiveness for ANV . The cost incurred
by the first request, (i1, j1), is at most max{SPL(D, i1), SPL(D, j1)}. This is no more than
min{SPL(D, i1), SPL(D, j1)}+ci1,j1, which is no more than twice the optimal cost for servic-
ing this request. The cost incurred by the k’th request is at most maxs∈{ik−1,jk−1}andt∈{ik ,jk}{SPL(s, t)},
i.e. the maximum distance between ends of the two requests. This is no more than cik−1,jk−1

+
mins∈{ik−1,jk−1}andt∈{ik ,jk}{SPL(s, t)} + cik,jk

, i.e. the minimum cost between the ends of the
two edges plus the length of each of the two edges. This is at most 3 times the distance
traveled by OPT , and the theorem follows.

There is an algorithm, even on the line, that performs that bad. Let AFV be a single vehicle
algorithm, where the vehicle services the request starting in the end that is furthest away
from the current location of the vehicle. Note that this algorithm in reasonable. Consider the
unit line with the Depot in 0, and the request sequence [0, 1], [1, 2], [2, 3], [3, 4], . . .. Clearly,
the optimal strategy is to service the requests from left to right, with a total cost of n. AFV

will serve the request from right to left, and thereby travel along the pattern 0 1 0 2 1 3
2 4 3 5 4 . . ., where indicates service of the segment. Thereby AFV will incur a cost of
3n, which shows that the result is tight.

The following theorem gives a general negative result for a large class of algorithms.

Theorem 16.5. No deterministic online algorithm for 1-ARP with unbounded capacity of
the vehicle can be better than 5

3-competitive.

Proof. The proof is based on an adversary argument. Consider a binary tree of size k, where
the tree edges have cost 1, and the Depot is in the root. Connect each pair of siblings with
an edge of cost 2. These are the edges that may be requested. Furthermore, each leaf is
connected to the root with an edge of cost 1. The graph is given in Figure 16.2.

The first request is for the edge connecting the two children u and v of the root D. The
cheapest way of serving this request is 3, independent on the direction in which the edge is
traversed. Assume without loss of generality that the online vehicle ends up at node u. The
optimal offline traverses the edge from u to v and thus ends up at node v. The next edge
to be requested is the edge connecting the children, vl and vr, of v. This costs the on-line
algorithm at least 5, whereas the optimal cost is only 3. The request sequence continues this
way, and at each step the next edge is chosen to be the edge between the children of the node
where the online algorithm is not located. The complete cost paid by the online algorithm is
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5n + 7, whereas the cost paid by OPT is 3n + 7. By letting k be large, we can get infinitely
close to the desired ratio.
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Figure 16.2: No deterministic algorithm for 1-ARP is more than 5
3 -competitive.

16.2 Online K − ARP , K ≥ 2

In this section, we consider the uncapacitated online arc routing problem with more than one
vehicle. The problem is referred to as K-ARP when K vehicles are available. Using com-
petitive analysis, i.e. by comparison to an optimal off-line algorithm, we show that neither
Nearest Vehicle Algorithm nor the Double-Covering Algorithm is competitive.

Theorem 16.6. ANV is not competitive for K ≥ 2, even in a unit cost model.

Proof. Consider the graph in Figure 16.3, where all edges have unit cost. Let there be
M + 3 edges between the Depot node, D, and node A, and let there be M edges between
nodes A and B, and between nodes A and E, respectively. Let the request sequence be
σ = e1, e2, e3, e2 . . . en, where ek = (B,C) ∀ k = 1, 3, 5, . . ., and ek = (E,F ) ∀ k = 2, 4, 6, . . ..
That way every second request is for edge (B,C), and every other request is for edge (E,F ).
OPT will service all the requests for (B,C) with one vehicle, and all requests for (E,F ) with
another vehicle, and leave all remaining vehicles in the depot. Thus, in total, OPT will pay
8M +12+n. ANV will use a single vehicle to service all the requests, since the distance from
the depot to any request edge, which is 2M + 3, is longer than the distance between any two
request edges, which is at most 2M+1. Thereby, ANV will pay (M+3)+n(2M+2)+(M+3) =
2(Mn + n + M) + 6. Letting M be arbitrarily large and the sequence arbitrarily long, we see
that ANV is not competitive.
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1,3,5,7...

2,4,6,8...

A

B C

E F

D

Figure 16.3: ANV with unit cost and K ≥ 2.

Theorem 16.7. ADC is not competitive for K ≥ 2, even in a unit cost model.

Proof. Consider the graph in Figure 16.4, where all edges have unit cost. Let the request
sequence be σ = e1, e2, e3 . . . en as indicated in the figure. OPT will use one vehicle on each
side of the depot and leave all remaining vehicles in the Depot. Doing that, OPT pays 1 in
each step plus two to reach the first request and two to return to the Depot after the last
request. ADC will let all vehicles shift from side to side in each step and thereby pay in total

2 ·
∑n/2

i=1 i + 2 + 4(K − 1) ·
∑n/4

i=1 2i. By letting the request sequence be arbitrarily long we see
that c(ADC)/c(OPT ) can be arbitrarily large, which proves that ADC is not competitive.

1357 2 4 6 8

Figure 16.4: ADC with unit cost and K ≥ 2.

16.3 K-ARP on the line with unit cost

In the previous section, we saw that two natural algorithms for the K-ARP are not compet-
itive in general. In this section, we restrict the underlying graph to be a straight line. In
this setup we can prove competitiveness of one algorithm. However, first some negative result.

Theorem 16.8. BALANCE (ABAL) is not competitive for K ≥ 2, not even on a line.

Proof. Consider the graph in Figure 16.5. Let the request sequence consist of K requests for
(C,E) followed by K requests for (A,B), repeatedly, with a total of Kn requests. For this
sequence, OPT will service all requests for (C,E) with one vehicle, and all requests for (A,B)
with a second vehicle. All other vehicles will remain in the Depot.

Balance will serve the first K requests for (C,E) each wit its own vehicle. The K requests
for (A,B) will then, as well, be serviced one with each vehicle. This will continue such
that each vehicle services (C,E), (A,B), (C,E), . . .. Hence, the total cost for ABAL will be
K · n · (2M + 2), whereas the total cost for OPT is 4M + K · n. Letting M be arbitrarily
large, we see that ABAL is not competitive.
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DBA C E

M  edgesM  edges

etcetc

2K+1 . . .  3K

1, 2, 3 . . .  K

3K+1 . . .  4K

K+1 . . .   2K

Figure 16.5: Balance is not competitive.

We can prove a similar result for the Nearest Vehicle algorithm.

Theorem 16.9. BALANCE (ABAL) is not competitive for K ≥ 2, not even on a line.

Proof. Consider the line in Figure 16.6, and the request sequence eA, eB , eA, eB , . . ., with a
total of 2n requests. The optimal algorithm will service all requests for eA with one vehicle
and all requests for eB with another, leaving all remaining vehicles in the Depot. This will
incur a total cost of (2M + 6 + n) + (4M + 8 + n) = 6M + 14 + 2n. ANV will service all the
requests with one vehicle and leave all other vehicles in the Depot. This will result in a total
cost of 2M + 6 + n(2M + 4) = M(2n + 2) + 4n + 6. Letting M be arbitrarily large, proves
the theorem.

M + 3 edges M edges

eA eB

Figure 16.6: Nearest Vehicle is not competitive on the line.

The next algorithm to be considered is the Smart Double Covering (ADCS
). This algorithm

is like the Double Covering algorithm, except that if the request falls outside the convex hull
of the vehicles, only the nearest vehicle travels. For a 2-vehicle setup, we get the following
negative result.

Theorem 16.10. ADCS
is at most 2-competitive for K = 2 on the line.

Proof. The proof is by worst case example. Consider the graph in Figure 16.7, with M unit
cost edges between edges A and C, and likewise between edges C and B, where the Depot is
located next to C. We consider a request sequence consisting of n requests for each of the edges
A,B and C, where n is even. Let the request sequence be σ = eA, eB , eC , eA, eB , EC , . . . , eB , eC .
An optimal solution is to let one vehicle service all requests for eC and let the other vehi-
cle service all other requests. This will give us an optimal cost of (n + 2M) + (2n + Mn)
= 3n + M(n + 2). ADCS

use one vehicle to service the request for eA and one to service the
request for eB . Then, when the request for eC arrives, both vehicles travel to this edge. This
will be repeated n times, incurring a total cost of n(4M + 6). Letting n and M be arbitrarily
large gives us the result.
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M  edges

A C B

M  edges

Figure 16.7: ADCS
with unit cost and K = 2.

We conclude by stating a positive result saying that the Smart Double Covering algorithm is
competitive.

Theorem 16.11. ADCS
is K-competitive for K ≥ 2 on the line.

The theorem can be proved by mimicking the similar proof for the K-server DC-algorithm, see
Borodin and El-Yaniv 1998 [31]. The proof uses the potential function Φ = KZmin + ΣADCS

,
where Zmin is a minimum cost perfect matching between the servers of ADCS

and the servers
of OPT , and ΣADCS

is the sum of the inter-distances of ADCS
’s servers.

When reflecting on the results in this chapter, we believe that it is fair to state that the
online K-ARP is a rather hard problem. Most of the results presented, in particular for the
setup with several vehicles, are negative results, i.e. results stating that algorithms are not
competitive. This is not surprising, since the online K-ARP can be seen as an extension of
the online K-server problem, for which positive results are also very few.



Chapter 17

CARP with Multiple Depots

In this chapter, we consider an extension of the classical CARP to a setup with several depot
nodes and where the vehicles have various costs. Furthermore, we incorporate fixed costs
on the vehicles, i.e. costs that arise when the vehicles are used. This cost can differ among
vehicles and depots. Specifically when considering large problems, problems with several
depots and various vehicle types are very realistic. As we saw in Chapter 2, the Multi Depot
CARP (MD-CARP) has been studied, from an application point of view, in the literature.
In this chapter, we consider the problem from a theoretical point of view. In Section 17.1, we
give a mathematical model of the problem, and in Section 17.2, we consider lower bounds,
both for the routing cost and for the fixed cost. Finally, in Section 17.3 we consider heuristics
for obtaining near optimal solutions to the MD-CARP.

When dealing with multiple Depots, several set-ups can be considered, each leading to a
different model. Let P be a vehicle tour, and let Ds

P (Dt
P ) be the Depot node where the tour,

P , starts (ends). In the first set-up, each vehicle must leave any Depot in the beginning of the
tour, and enter any Depot at the end of the tour, hence we do not force the vehicles to return
to their starting position, nor do we specify the start/end Depot, but let these be chosen in a
cost-minimizing way. The second set-up is similar in that we still let the start/end Depot be
chosen in a cost-minimizing way, but here we require Ds

P = Dt
P , i.e. each vehicle must return

to its starting position. This set-up occurs in the planning stage, where it is to be decided
in which of several possible Depots each vehicle should be stationed for the future routing
costs to be minimized. A third set-up occurs if one is dealing with a multi-period problem.
Here, the starting Depot, Ds

P is determined by the location of the vehicle by the end of the
previous period, but the end Depot Dt

P , can be chosen freely, and determines the starting
location for the following day. A fourth set-up to consider is where the end Depot is free and
the start Depot can be either free or determined by the previous period if several periods are
considered. In this set-up, an additional constraint is included, ensuring that the number of
vehicles located in a Depot by the beginning and end of the time frame, ais the same. This
corresponds to each Depot having a certain number of overnight spaces (not necessarily the
same number at each Depot), and each vehicle having to be at such space overnight. Finally,
in the fifth set-up, each vehicle is assigned to a fixed Depot, from which the vehicle tour must
both start and end. This setup occurs when each worker must have a fixed base where his
workday starts and ends, and it is the setup considered throughout this chapter.
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17.1 Model of MD-CARP

In this section, we give a mathematical model for the MD-CARP. Such a model can be used
in solution procedures, such as Branch and Bound or Branch and Cut, to obtain optimal
solutions for the problem.

The problem is specified as the classical CARP, with n nodes. As for that problem, we let
qij denote the demand of edge (i, j), and let cij be the cost of that edge. Here we have nD

Depot nodes, indexed d = 1, 2, . . . , nD. We let Vd be the number of vehicles in Depot d, and
index these by v = 1, 2, . . . , Vd. The capacity of vehicle v in Depot d is denoted W dv, and the
fixed vehicle cost associated with this vehicle is F dv. Finally, we let V be the total number
of vehicles, i.e. V =

∑nD

d=1 Vd.

To model this problem, we use several types of variables. Variable xdv
ij (ydv

ij ) is 1 if vehicle v

of Depot d traverses (services) edge (i, j), and zero otherwise, and variable udv is 1 if vehicle
v of Depot d is being used, and zero otherwise.

The objective is to minimize the sum of routing costs and fixed costs, as is done in the
objective function (17.1), below. The complete model for the MD-CARP is as follows.

min

nD∑

d=1

V d∑

v=1

∑

(i,j)∈E

cij · x
dv
ij +

nD∑

d=1

V d∑

v=1

F dv · udv (17.1)

st.

nD∑

d=1

V d∑

v=1

ydv
ij = 1 ∀(i, j) ∈ ER (17.2)

∑

(i,j)∈E

ydv
ij · qij ≤ W dv ∀d, ∀v (17.3)

ydv
ij ≤ xdv

ij ∀d, ∀v, ∀(i, j) ∈ E (17.4)
∑

(i,j)∈E

xdv
ij ≤ n2 · udv ∀d, ∀v (17.5)

∑

j∈N

xij −
∑

j∈N

xji = 0 ∀d, ∀v, ∀i ∈ N (17.6)

∑

{(i,j)∈E|i,j∈N ′}

xdv
ij ≤

∑

{(i,j)∈E|i∈N ′,j /∈N ′}

n2 · xdv
ij

∀d, ∀v ∀N ′ ⊂ N \ {d}, N ′ 6= ∅ (17.7)

xdv
ij ≥ 0, integer

ydv
ij , udv ∈ {0, 1}

In this model, constraint (17.2) ensures that each demand edge is serviced exactly once, and
constraint (17.3) ensures that the vehicle capacity is respected. We must ensure that if an
edge is serviced by some vehicle, then the same vehicle must traverse that edge at least once.
This is enforced by constraint (17.4). Furthermore, if a vehicle is used, the fixed cost for using
that vehicle must be added to the total cost. Therefore, the udv-variable corresponding to
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that vehicle is set to 1 by constraint (17.5) if any edge is traversed by that vehicle. Constraint
(17.6) ensures that all vehicle tours are continue, and finally, constraint (17.7) is the sub-tour
elimination constraint. Here, for some set, N ′, of nodes, the first term is at least one if the
vehicle traverses an edge with both ends in N ′. If this is the case, there must be at least one
edge connecting N ′ to the rest of the nodes. This is ensured by the right-hand side, where
xdv

ij is forced to be at least 1 for some i ∈ N ′ and some j ∈ N \ N ′.

17.2 Lower Bounds for the MD-CARP

As we have seen several times in this dissertation, lower bounds can be constructed for
optimization problems. Such bounds are used to evaluate the quality of solution procedures.
In Chapters 3 and 9, we presented lower bounds for the classical CARP and for the CARP-
TW, respectively. In this section, we consider lower bounds for the MD-CARP. First we
bound, from below, the cost caused by the fixed vehicle costs in 17.2.1, then in 17.2.2, we
consider lower bounds on the routing cost.

With the model we gave for the MD-CARP in the previous section, there are several things
that influence the cost of a lower bound, and indeed influence the solution costs as well.
First of all, the vehicles can have a fixed cost. This means that the number of vehicles used
in a solution is essential. Second, these fixed costs may vary from vehicle to vehicle. This
means that the choice of using one vehicle instead of another influences the cost. The grade of
influence of these fixed vehicle costs is proportional to the size of those fixed costs. If the fixed
costs are very large, the problem is mainly a matter of minimizing the number of vehicles
used, whereas small or no fixed vehicle costs will result in a problem where the routing cost
is the essential thing to be minimized. This last case is completely in line with the classical
CARP, which was treated in Part 1 of this dissertation. Furthermore, in the MD-CARP
studied here, the vehicles have different capacities, which again influences the choice of which
vehicles to use.

17.2.1 Lower Bound of Fixed Vehicle Cost

When a fixed cost will occur when a vehicle is used, this cost should also be included in lower
bounding procedures, in order to make the lower bounds as tight as possible. In general, if
the available vehicles have different capacities and different fixed cost, even the problem of
determining which vehicles to use is difficult. Indeed, that problem is the following: Given
a set L, of items, where the size of the i’th item is Wi and the cost of that item is Fi,
find a subset L′ of L, such that

∑
i∈L′ Wi ≥ K, where K is some constant, and such that∑

i∈L′ Fi is minimized. This problem is NP-hard, which can be seen by reduction from the
set Partitioning Problem.

We will give four lower bounds on the fixed cost, denoted LBF1, . . . LBF4, and show some
relationships among these. For this purpose, we let qT denote the total demand of the edges
in the graph, i.e. qT =

∑
(i,j)∈ER

qij, and let p be the number of vehicles needed to service the
demand edges in the graph. The latter of these will be estimated as part of the procedures.
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The Lower Bound LBF1

For the first simple estimate, let p = ⌈ qT

Wmax
⌉, where Wmax = max{W dv} is the largest vehicle

capacity, be the number of vehicles needed to service all the demand edges in G. Let Fmin be
the smallest fixed vehicle cost of any vehicle, i.e. Fmin = min{F dv}. Since we know that at
least p vehicles are needed to service the graph, and the cheapest vehicle costs Fmin to use,
we can conclude that LBF1 = p · Fmin is a lower bound on the fixed cost.

The Lower Bound LBF2

For the second lower bound on the fixed cost, we again let the number of vehicles needed
to service all demand edges in the graph be p = ⌈ qT

Wmax
⌉, where Wmax = max{W dv} is the

largest vehicle capacity. Renumber the vehicles in increasing order with respect to the fixed
vehicle cost, such that F1 (FV ) is the smallest (largest) fixed vehicle cost. We know that p
vehicles are needed to service the demand in the graph. The p smallest fixed vehicle costs
are F1, F2, . . . , Fp. Therefore, we can conclude that LBF2 =

∑p
i=1 Fi is a lower bound on the

fixed vehicle capacity.

For comparison with LBF1, we have the following lemma.

Lemma 17.1. LBF2 ≥ LBF1

Proof. For all vehicles, we have Fi ≥ Fmin, and therefore
∑p

i=1 Fi ≥
∑p

i=1 Fmin, which proves
the lemma.

The Lower Bound LBF3

For the third fixed cost lower bound, we renumber the vehicles in decreasing order with respect
to the vehicle capacity, such that W1 is the largest capacity and WV is the smallest one. Let
p = min{k |

∑k
i=1 Wi ≥ qT , k ∈ N}, then p is the minimum index, such that the capacity

of the first p vehicles is enough to service all the demand in the graph, if the vehicles can
be perfectly filled. Hence at least p vehicles are needed to service the demand edges in the
graph in this discrete set-up. Let Fmin be the smallest fixed vehicle cost, then it follows that
LBF3 = p · Fmin is a lower bound on the fixed cost.

For comparison with LBF1, we have the following lemma.

Lemma 17.2. LBF3 ≥ LBF1

Proof. Denote by p1 and p3 the p-value calculated for LBF1 and LBF3, respectively. Since,
with this notation, we have LBF3 = p1 · Fmin and LBF3 = p3 · Fmin respectively, it is enough
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to show that p3 ≥ p1. To do this, we have

p3 = min{k |
k∑

i=1

Wi ≥ qT }

≥ min{k |
k∑

i=1

Wmax ≥ qT}

= min{k | k · Wmax ≥ qT }

= min{k | k ≥
qT

Wmax
}

= ⌈
qT

Wmax
⌉

= p1

where the second to last equality holds because k is an integer.

The Lower Bound LBF4

For the last fixed cost lower bound, we again renumber the vehicles in decreasing order with
respect to the capacity, such that W1 (WV ) is the largest (smallest) vehicle capacity. As for
LBF3, we let p = min{k |

∑k
i=1 Wi ≥ qT , k ∈ N}. Thereby at least p vehicles are needed

to service all demand edges in the graph. Next, the vehicles are renumbered in increasing
order with respect to the fixed vehicle cost, such that F1 (FV ) is the smallest (largest) fixed
vehicle cost. We know that p vehicles are needed in order to service all demand edges in the
graph. The p smallest fixed vehicle costs are F1, F2, . . . , Fp. Thereby LBF4 =

∑p
i=1 Fi is a

valid lower bound on the fixed vehicle cost.

For comparison with the previous bounds, we have the following two lemmas.

Lemma 17.3. LBF4 ≥ LBF2

Proof. Let p2 and p4 be the p-value calculated for LBF2 and LBF4, respectively. It is not
hard to see from the above algorithms that p1 = p2 and p3 = p4. Furthermore, in the proof
of Lemma 17.2, we saw that p3 ≥ p1, and hence p4 ≥ p2. This gives us

LBF2 =

p2∑

i=1

Fi ≤

p4∑

i=1

Fi = LBF4

which proves the lemma.

Lemma 17.4. LBF4 ≥ LBF3

Proof. We have p4 = p3, which gives us LBF3 = p3 · Fmin =
∑p4

i=1 Fmin ≤
∑p4

i=1 Fi = LBF4

where the inequality holds, because Fi ≥ Fmin for all vehicles.

Figure 17.2.1 shows the relationship among the various fixed cost lower bounds.
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LBF2

LBF1

LBF4

LBF3

Figure 17.1: Relationship among fixed cost lower bounds.

17.2.2 Lower Bound on Routing

In this section, we consider a lower bound for the routing cost of the MD-CARP, and conclude
by giving the complete lower bound for the problem. This bound is based on the Multiple
Cuts Node Duplication Lower Bound (MCNDLB) for the classical CARP, which was presented
in Chapter 3. We have chosen to use that bound because it was proved to outperform the
existing lower bounds for the classical CARP, and the same can be shown for the MD-CARP,
if the bounds are extended in the same way as we do for the MCNDLB, below. The algorithm
given in this chapter is very similar to the one given for the classical CARP in Chapter 3.
We have chosen to include the algorithm here even so, for ease of reading.

In Section 17.2.1, we showed how to calculate a lower bound on the fixed vehicle cost. Doing
that, we also showed that the number of vehicles needed to service the demand edges in the
graph could be calculated as follows. Renumber the vehicles in decreasing order with respect
to their capacity, and denote the capacities W1,W2, . . . ,WV , where W1 is the capacity of the
largest vehicle. Then at least p = min{k |

∑k
i=1 Wi ≥ qT , k ∈ N} vehicles are needed to

service all demand edges in the graph. To use the same idea here, let G′
s = (N ′

s, E
′
s) be a

subgraph of G, and set p4(G
′
s) = min{k |

∑k
i=1 Wi ≥

∑
(i,j)∈E′

s∪δ(N ′
s) qij, k ∈ N}. Then at

least p4(G
′
s) vehicles are needed to service the demand edges in E′

s and in the cutset δ(N ′
s).

With this, the MCNDLB algorithm for the MD-CARP, referred to as MCNDLBMD is as
follows.

1. Set U = {1, 2, . . . nD}, L1 = 0, Z = 0, L2 = 0.

2. Let N ′ = N \ U and G′ = (N ′, E′) be the graph induced by N ′.
Find the connected components of G′.
Suppose that G′ has ŝ components, G′

s = (N ′
s, E

′
s), 1 ≤ s ≤ ŝ.

(a) For s = 1 to ŝ do:

i. ps = p4(G
′
s), the number of vehicles needed to service the edges in E′

s and
δ(N ′

s).
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qs = |{(i, j) ∈ δ(N ′
s) : qij > 0}|, the number of demand edges into N ′

s.

rs = max{0, 2ps−qs}, the number of artificial edges needed for this component.

cs = min(i,j)∈ δ(N ′
s) cij , the cheapest edge out of G′

s.

Set Zs = 0.

ii. A. Construct the Node Duplicated Network, G′′
s from G′

s.

B. Set Zs = ZG′′
s

(the cost of a minimum cost matching in G′′
s).

(b) Z =
∑ŝ

s=1 Zs.

(c) L2 = max{L2,
∑

(i,j)∈ER
cij + Z + L1}.

(d) L1 = L1 +
∑ŝ

s=1 rscs.

3. Set U ′ = {i ∈ N : i is adjacent to a node in U}.
Set UK = U . Set U = U ∪ U ′.
If U 6= N : go to Step 2, otherwise go to Step 4.

4. Set MCNDLBMD = L2. Stop.

The construction of the Matching Network in Step 2.a.ii is exactly as in the single depot
case, and we refer the reader to Chapter 3 for a detailed description of this construction. The
validity of the MCNDLBMD bound follows from the validity of the MCNDLB for the classical
CARP as we shall see next.

Theorem 17.5. MCNDLBMD is a valid lower bound on the routing cost for MD-CARP.

Proof. To prove the validity of the bound, we will use a graph GT which is identical to the
graph G except that the nD depot nodes are shrunken to just one node, which will then be
considered the Depot node and contains all the vehicles of the nD depots of G.

Let MCNDLBT be the Multiple Cuts Node Duplication Lower Bound cost for this single
depot problem, and let MCNDLBT

MD be the lower bound cost, using the above algorithm,
for GT , as if it was a multi Depot problem. Finally, let MCNDLBMD be the cost calculated
by the above algorithm for G.

The proof is in two steps.
Step 1: We will show that MCNDLBT

MD is a valid lower bound for GT .
Step 2: We will argue that MCNDLBT

MD = MCNDLBMD and that MCNDLBMD is a
valid lower bound for G.

Step 1: The only difference in the calculation of MCNDLBT and MCNDLBT
MD lies in

the calculation of ps. In the validity proof for MCNDLB, the only thing required for ps,
is the fact that ps is a lower bound on the number of vehicles needed to service the edge in
E′

s ∪ δ(H ′
s). But p4(G

′
s) as defined above is exactly such a number, and so the validity of

MCNDLBT
MD follows.

Step 2: GT was constructed by shrinking the set of depot nodes into just one node, which
will then be considered as a single depot. In this case, we start the algorithm with U = {1},
that is with the set, U , consisting only of that one depot node. For the graph G we start the
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algorithm with U = {1, . . . , nD}, i.e. the set of all depot nodes. Since in each iteration we
include in U exactly those nodes that are adjacent to some node already in U . This means
that for every iteration, U is the same for the two algorithms, except for the extra depot nodes
in MCNDLBMD. Therefore it follows that MCNDLBT

MD = MCNDLBMD. Furthermore,
the validity of MCNDLBMD follows from the validity of MCNDLB for the single depot
CARP.

As an immediate concequence of Theorem 17.5 we have the following.

Corollary 17.6. MCNDLBT
MD = MCNDLBMD + LBF4 is a valid lower bound for MD-

CARP.

The lower bounds MLB, NSLB, MNSLB, NDLB,LB1, and LB2 for the Classical CARP
can be generalized to the Multi Depot case in the same way as we have done it for the
MCNDLB. There will be the same relations among these extensions of the bounds as in the
single depot case, which is the reason for concentrating on the MCNDLB.

17.3 Heuristics for the MD-CARP

In this section, we consider solution procedures for the MD-CARP. Heuristics for obtaining
near-optimal solutions for problems like the classical CARP are often partitioned into two
types; Cluster-First-Route-Second and Route-First-Cluster-Second. In the first type, demand
edges are first assigned to the single vehicle, and the routes are constructed for each vehicle
in turn. In the latter type, a giant tour is constructed, which is then partitioned into pieces
that are assigmed to the various vehicles. For the MD-CARP there are three steps in the
solution strategy; Assigning edges to Depots, assigning edges to vehicles, and constructing
routes, where the first two steps can be combined. Here we will give an algorithm for assigning
demand edges to Depots. After this assignment, any of the heuristics described in Chapter
4 can be used for the assignment to vehicles and construction of tours. Doing this requiers
some changes due to the various vehicle capacities and fixed costs. We will not consider those
aspects here, but merely show how edges can be assigned to Depots.

The idea in the algorithm, which we refer to as the Ratio Heuristic, is to assign edges to the
nearest Depot, where priority is given to edges, where the relative distance to the neareat and
second-nearest Depot, is smallest. That way, edges where the ratio between the nearest and
the second-nearest depot is small, are most likely to be assigned to the nearest depot. That
is, edges that are far from the second-nearest depot, relative to the nearest depot, will be
assigned to the nearest depot, whereas edges, where the distance to the second-nearest Depot
is only slightly larger than the distance to the nearest Depot, are allowed to be assigned to
the second nearest Depot. After this assignment to Depots is made, the edges are assigned
to vehicles and routed. If the packing of the vehicles results in an overload in one or several
Depots, the remaining edges are re-assigned to another Depot.

For the algorithm, let κ1(i, j) = mind∈{1,...,nD}{SPL(d, i) + SPL(d, j)} be the depot number
for the Depot nearest to the edge (i, j), using parallel distance. Furthermore, let κ2(i, j) =
mind∈{1,...,nD}\κ1(i,j){SPL(d, i) + SPL(d, j)} be the depot number for the second-nearest de-
pot, and do forth for κi(i, j) for i ≥ 3 when these are needed. Let κ1(i, j) = SPL(κ1(i, j), i)+
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SPL(κ1(i, j), j) be the parallel distance from the edge (i, j) to the nearest depot, and define
κk(i, j), k ≥ 2 similarly.

For each edge, e = (i, j), the value of κ(i, j) is defined as the ratio between the distances to

the two nearest depots, i.e. κ(i, j) = κ1(i,j)
κ2(i,j) . This ratio will always be in the interval ∈ [0, 1].

The first step of the algorithm is to sort the demand edges in increasing order with respect
to the values of κ(i, j). This is the order in which the edges are considered. That way the
edge that is closest to the nearest Depot relative to the second nearest is considered first. In
each iteration, we use Ld to denote the set of demand edges assigned to Depot number d so
far, and we use Πd to denote the complete capacity of the vehicles of Depot number d minus
the demand of edges already assigned to that Depot, i.e. Πd =

∑Vd
v=1 Wdv −

∑
(i,j)∈Ld

qij. The
Ratio Algorithm is given as follows.

1. For each depot:

(a) Initialize Πd =
∑Vd

v=1 Wdv = total capacity of vehicles in Depot d.

(b) Ld = 0

2. ∀ (i, j) ∈ ER in increasing order with respect to κ(i, j) do:

∀ depots, d, in increasing order with respect to κd(i, j) do:

if qij ≤ Πκd(i,j) do:

Assign edge (i, j) to depot d

Πκd(i,j) = Πκd(i,j) − qij

Add (i, j) to Ld.

Break

3. Assign edges to vehicles and construct tours

4. For edges that cannot be routed in Step 3 because of overload, repeat Steps 2 and 3
with the remaining depots.

The Ratio Heuristic can be combined with various routing heuristics in Step 3, and the
solution can be improved by incorporating a Meta Heuristic such as Simulated Annealing or
Tabu Search after the algorithm as described above.
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Chapter 18

Conclusion and Future Research

The main part of this dissertation explores two problems, the Capacitated Arc Routing Prob-
lem (CARP) and the Capacitated Arc Routing Problem with Time Windows (CARP-TW).
The former of the two has been studied to some extent in the academic literature, whereas the
latter is only considered in few cases. These problems are attacked from angles as diverse as
this author’s background. Attacking the problems from a Computer Science angle has led to
the construction of combinatorial lower bounds for both problems, as well as approximation
algorithms for the CARP. Furthermore, this angle has led to the study of an online version
of the problem. The Engineering approach led to a strategy for solving the CARP-TW to
optimality. The Operations Research approach led to models for the CARP-TW, and to the
study of several related problems. Finally, a combination of the Engineering approach and the
Operations Research approach led to the construction of various heuristics for both problems.
In Table 18.1 the contributions of the main part of this dissertation, i.e. Parts I and II, are
summarized.

Many Operations Researchers are in their right element when working with mathematical
programming formulations of a problem. Following that line of thinking, we have presented
two models for the CARP-TW in this dissertation. The first model is built on a slightly trans-
formed graph, the Node Duplicated Network, and the second one is based on a transformation
of the problem to an equivalent node routing problem. Both of these models can potentially
be solved by integer optimization methods, and it is clear that each of these models has it’s
own advantage when doing so.

Considering lower bounds for a problem is primarily of theoretical interest, though a very
common approach for optimization problems. The construction of such algorithms are often
more cumbersome than the construction of suboptimal solution procedures. We have pre-
sented a combinatorial lower bound, the Multiple Cuts Node Duplicated Lower Bound, for
the two problems. For the CARP, this lower bound was proved to outperform the existing
lower bounds, and gives results that are on average less than 12 percent below the best known
upper bound. For the CARP-TW the bound is the first formal lower bounding procedure.
It is based on the algorithm for the CARP, and is extended with various time window based
observations. The performance of this algorithm is about 30 percent below the optimal value.
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CARP (Part I) CARP-TW (Part II)

Modeling

Chapter 8

Model based directly on arcs

Model based on transformation to

VRP-TW

Lower Bounds

Chapter 3

Comparison of NDLB and LB2

New lower bound: MCNDLB

Chapter 9

Various estimates for ps

New lower bound: MCNDLBTW

Heuristics

Chapters 4 and 5

Modified version of Path Scanning

Node Duplicated Heuristic

Double Outer Scan Heuristic

DYPSA for the CARP

Chapters 10 and 11

Modified version of Augment-Merge

Extended Path-Scanning

Preferable Neighbor Heuristic

DYPSA for the CARP-TW

Approximation

Chapter 6

3/2-approximation algorithm for the

GRP specialized to RPP

7/3 − 3/W -approximation algorithm,

SOTP, for the GCRP specialized to the

CARP

Improved 7/3−3/W -approximation al-

gorithm, A-ALG, for the CARP

Optimal Solution

Chapter 12

Optimal Algorithm based on column

generation, with a two-phase solution

of the IP.

Table 18.1: Contributions.
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A very obvious Computer Science approach for a problem is the construction of an approxi-
mation algorithm, i.e. an algorithm that runs in polynomial time and returns a solution that
is guaranteed to be within some constant fraction of the optimal solution. Our approximation
algorithm study for the CARP started by fine-tuning already existing approximation algo-
rithms for the GRP and GCRP, to the RPP and the CARP, respectively. Next, we presented
a new approximation algorithm for the CARP, and proved that this performs at least as
well as the other algorithm. Our algorithm has proved performance of 7/2 − 3/W times the
optimal.

Both Engineers and Operations Researchers often approach a problem with the construction
of Problem Specific Heuristics, i.e. algorithms that provide a feasible solution to the problem,
which is hoped to be good, but not proven to be so. We have suggested heuristics for both the
CARP and the CARP-TW. For the CARP, we have made an improved version of the classical
Path-Scanning algorithm. The new algorithm has a performance of about 20 percent above
lower bound, whereas the previous version lies about 24 percent above lower bound. We have
suggested two new heuristics for the CARP. The Double Outer Scan, which can be seen as
a combination of Augment-Merge and Path-Scanning, does, unfortunately, not perform very
well with on average about 27 percent above lower bound. The Node Duplicated Heuristic
is based on a Node Duplicated Network, which is also used for lower bounds, and performs
pretty well with, on average, about 15 percent above lower bound. Finally, besides having a
performance guarantee, our approximation algorithm, A-ALG, performs well as a heuristic
with its, on average, 15.4 percent above lower bound. For the CARP-TW, we have considered
three Problem-Specific Heuristics. We have given a version of the Augment-Merge Heuristic
that works when time windows are included. Unfortunately, this strategy works rather poorly
with a performance that is on average almost 50 percent above lower bound. An extension
of the Path-Scanning Heuristic is suggested for the CARP-TW, where the criteria to choose
edges are based directly on the time windows. With on average about 25 percent above
lower bound, the performance of this algorithm is in line with the performance for the similar
algorithm for the CARP. Finally, we have suggested an algorithm, the Preferable Neighbor
Heuristic, which is based on constructing a set of feasible tours that satisfy some pre-specified
follow-on rules. Among these tours, the best solution is chosen using methods from integer
linear programming. The performance of this algorithm is very good, with, on average, 1.2
percent above lower bound, and finds a proven optimal solution for 17 out of 24 test instances.

We have considered a Meta Heuristic strategy, which we refer to as DYPSA, in this disserta-
tion. The idea is to consider a restricted version of the problem at hand, in which the order of
service is given. This restricted problem is solved to optimality using a two-layered dynamic
programming algorithm. In a Simulated Annealing algorithm, the order of the demand edges
in the restricted problem is changed and the problem is re-optimized. We have given versions
of this algorithm both for CARP and the CARP-TW, but also for several other routing and
scheduling problems. For the CARP, the performance of the algorithm lies between, on aver-
age, 0.6 and 15.5 percent above lower bound, depending of test series, and for the CARP-TW,
the average performance is about 8 percent above lower bound. There are several ways that
the Simulated Annealing part of this algorithm can be improved as the one used here is the
basic classical Simulated Annealing algorithm, and it is believed that by incorporating such
improvements, the algorithm will become highly competitive.
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We have given a method for obtaining optimal solutions for the CARP-TW. The approach
used in that method is clearly an Engineering approach. Three things were emphasized in the
development of this method; it should be able to solve as many test instances as possible to
optimality, the running time should not be too long, and finally, the time spent on development
should be minimized. The last of these issues prevented the author from aiming for a detailed
Branch, Price, and Cut algorithm, even though such an algorithm would must certainly fulfill
the first two requirements. As a result, we have chosen a column generation strategy, where
time is saved in the Sub Problem as all feasible columns are generated up front, and in the
Master Problem as we use a two-phase ILP solver instead of dynamically adding columns
to the Master Problem. Furthermore, we have used a primal-dual subproblem strategy for
solving the LP-relaxation, which limits computation time and memory use. We conclude,
that the strategy presented is efficient in solving problems, and are able to optimally solve
problems that are larger than other, more obvious, methods. Suggestions for improvements
of the strategy are given in the respective chapter.

Finally, we have considered an online version of the CARP, in which the demand edges are
revealed one at a time, and a decision must be made about how to service that edge without
knowledge of future demand edges. We have considered several algorithms, both for the single
vehicle and the multi-vehicle version of the problem, and concluded that many of the results
from the so-called K-server problem can be mimiced for our problem.

To conclude, it is believed that this dissertation explores arc routing from many angles, and
that several of the ideas presented here will be useful both in practice and for theoretic studies.
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rithms for Multiperiod Arc Routing Problems. 9th Int. Conf. on Information Processing
and Management of Uncertainty in Knoledge-Based Systems, 2002.

[106] Philippe Lacomme, Christian Prins, and Wahiba Ramdana-Chérif. An integer Linear
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Appendix A

List of Notation

A: Set of directed arcs, (i → j), in a graph.

A: Algorithm.

B: Set of nodes.

C: Cost matric for edges/arcs in a graph.

Ds
P : start depot for tour P .

Dt
P : end depot for tour P .

D(R, i): the number of demand edges incident to node i.

E: Set of undirected edges, (i, j), in a graph.

E : Set of edges

ER: Set of demand edges in a graph.

F dv : Fixed cost of vehicle v of Depot d.

Fmin: Minimum fixed cost of any vehicle in multi depot set-up.

F (i): family of node i.

G: Graph. Directed G = (N,E) or undirected G = (N,A).

G(U): graph induced by the set of nodes, U .

H: Number of edges/arcs serviced on the path Ph.

I: Interval. Often indexed as Ik.

K: Maximum number of edges that can be serviced by a vehicle./ Number of vehicles
in online setup.

Ks: estimates cost over cuts in lower bounds.

L: List of items.

LT : set of nodes used in lower bounds proofs.
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M : Matching or the set of edges in a matching.

M: Big M = suficiently large number.

MST : Minimum spanning tree.

N : Set of nodes in graph.

N (γ): Neighborhood of solution γ in similated Annealing.

NP: the Class NP.

P : Path of tour.

P: Class of problems solvable in polynomial time.

P: Optimization problem.

Ph = path or tour.

Q: Demand matrix for edges.

R: Repeating factor in Simulated Annealing.

RP : Restricted problem.

S: Set of nodes in node duplicated network.

SP (i, j): Shortest Path from i to j.

SPL(i, j): Length of a shortest path from i to j.

SPL+
ij = SPL(i, 1) + SPL(1, j)

T : Table for dynamic programming.

T : Temperature in Simulated Annealing.

T0: Start temperature in Simulated Annealing.

Tf : Stop temperature in Simulated Annealing.

U : Set of nodes.

V : Total number of vehicles

Vd: Number of vehicles in Depot number d.

W : Vehicle capacity.

W dv: Capacity of vehicle v in Depot d.

Wmax: Maximum capacity of any vehicle in multi depot set-up.

X: Set of nodes

Y : Set of nodes.

Z: Cost of minimum cost perfect matching.

Zi: Cost of minimum cost perfect mtching for the i’th sub graph.
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aij : Beginning of time window [aij , bij ] for edge (i, j) or arc (i → j).

bij : End of time window [aij , bij ] for edge (i, j) or arc (i → j).

cij : Cost of edge (i, j) or arc (i → j).

cs: Minimum cost of demand edge in cutset.

d: index for depot numbers in multi depot set-up.

e: Edge.

f : Function.

h: The number of paths.

i: Node/index.

j: Node/index.

k: Node/index.

l: Node.

m: Number of edges in a graph.

m(i): minimum distance from node i to any node in the ser U .

mi: node in transformations from arc routing to node routing.

n: Number of nodes in a graph.

nd: number of demand edges.

nD: Number of depots in multi depot set-up.

p: Number of vehicles needed to service graph.

p: Upper bound on p.

ps: Number of vehicles needed to service component s

GT : Total demand of edges in graph of subgraph.

qs: Number of demand edges in δ(N ′
s) for the s’th component.

qij : Demand of edge (i, j) or arc (i → j)

qi: Demand of node i.

r: Number of artificial edges needed for a graph.
Partitioning index i DYPSA.

rs: Number of artificial edges needed for the s’th component.

s: Source node in flow network.
Index for components in lower bounds.

ŝ: Number of components in lower bounds.

sij : node in transformation to node routing.
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t: Target node in flow network.
Index.

tij : travel time for edge (i, j) or arc (i → j).

u: Node.

udv: variable in multi depot model.

v: Node.
Index for vehicles in multi depot set-up.

xij : variable in model

xdv
ij : variable in multi depot model.

y: variable in example.

yi: variable in model

ydv
ij : variable in multi depot model.

z: variable in example.

zij : variable in model

Γ: Set of feasible solutions to optimization problem.

Θ: Set of odd nodes in graph.

Λ: Set of nodes in LB.

Ξ: Set of nodes used in lower bounds proofs.

Πd: Remaining capacity of depot d.

Υ: Matching network used in lower bounds proofs.

Φ: Factor used to calculate travel time when an edge is traversed without being serviced.
i.e. tij = Φ · cij.

Ψ: Factor used to calculate travel time when an edge is being serviced. i.e. tij = Ψ · cij .

Ω: Subset of R where funktion f is defined.

α: Approximation factor.

αij : The earliest time to arrive in node j after servicing edge (i, j) or arc (i → j).

αij : The earliest time a vehicle can start servicing edge (i, j) from i to j or arc (i → j)
after servicing something else.
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γ: Solution of optimization problem.

δ(U): cutset. i.e. set of edges in the cut (U,E \ U)

κk(i, j): k’th nearest depot of edge (i, j).

κk(i, j): Parallel distance to κk(i, j).

µi: variable in model.

µi: lower bound on µi

µi: upper bound on µi

νij : variable in model.

νij : lower bound on νij

νij : upper bound on νij

π: Dual variable vector in ILP.

ρ: Dual variable vector in ILP.

σ: Instance of a problem.

τi: variable in model.

τi: lower bound on τi

τi: upper bound on τi

χ: General set of items.

ωij : The latest possible time a vehicle can be done servising edge (i, j) or arc (i → j).

ωij : The latest possible time a vehicle can start servicing edge (i, j) from i to j or arc

(i → j), if this is not the first to be serviced.
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Appendix B

Computational Results for CARP
Lower Bounds

In this appendix, the computational results obtained for CARP lower bounds are presented.
A table is given for each of the six sets of test instances. The tables are organized as follows:

• Table B.1: The A Instances

• Table B.2: The B Instances

• Table B.3: The GDB Instances

• Table B.4: The KSHS Instances

• Table B.5: The Val Instances

• Table B.6: The Eglese Instances

In each table, the first column gives the name of the test instances. Columns 2 and 3 give the
lower bounds obtained with the LB2 and the NDLB, respectively. Column 4 gives the lower
bound obtained by our MCNDLB. We proved in Chapter 3 that MCNDLB(σ) ≥ LB2(σ)
and MCNDLB(σ) ≥ NDLB(σ). The value in Column 4 is shown in bold if MCNDLB(σ)
> LB2(σ) and MCNDLB(σ) > NDLB(σ), i.e. if MCNDLB is strictly better then either of
the other two. In Columns 2 - 4, we use an ’*’ to indicate that the lower bound is optimal.
Finally, in Column 5, we give the best known upper bound. For instances in set A and B,
the best known upper bound is the best value found by various heuristics, i.e. the best of the
values reported in Appendix D. For instances GDB, KSHS, Val, and Eglese, the best known
upper bounds are that reported in Belenguer and Benavent 2003 [22]. The authors in that
paper give references to the exact algorithms that obtained the best result for each instance,
and so we refer the reader to that paper for information on that matter.
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LB2 NDLB MCNDLB Best UB

A10A 80 76 80 100
A10B 66 62 66 73
A10C 56* 56* 56* 56
A10D 50* 50* 50* 50
A13A 154 159 159 196
A13B 112 112 112 134
A13C 100* 100* 100* 100
A13D 100* 100* 100* 100
A15A 146 139 146 176
A15B 117 117 117 138
A15C 105 105 105 113
A15D 102* 102* 102* 102
A20A 208 212 214 282
A20B 164 164 164 200
A20C 142* 142* 142* 142
A20D 138* 138* 138* 138
A24A 242 242 242 314
A24B 199 199 199 228
A24C 176 176 176 181
A24D 170 170 170 178
A27A 314 314 314 441
A27B 266 266 266 333
A27C 241 241 241 269
A27D 235 235 235 244
A31A 540 540 540 805
A31B 402 402 402 543
A31C 344 344 344 418
A31D 328 328 328 356
A40A 737 711 741 1038
A40B 514 486 514 667
A40C 426 423 426 484
A40D 410 410 410 446

Table B.1: Lower Bound Results for the A Instances.
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LB2 NDLB MCNDLB Best UB

B10B 95 90 95 111
B10C 68 68 68 76
B10D 62* 62* 62* 62
B13B 123 135 135 164
B13C 92 92 92 106
B13D 86 86 86 91
B15B 134 125 134 156
B15C 104 104 104 106
B15D 98* 98* 98* 98
B20B 177 182 183 241
B20C 131 131 131 162
B20D 118 118 118 130
B24B 189 199 199 255
B24C 155 155 155 177
B24D 141 131 141 149
B27B 450 486 486 629
B27C 292 292 292 419
B27D 266 266 266 318
B31B 599 693 693 924
B31C 408 408 408 578
B31D 366 366 366 462
B40B 602 619 635 856
B40C 424 411 424 541
B40D 376 362 376 444

Table B.2: Lower Bound Results for the B Instances.
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LB2 NDLB MCNDLB Best UB

GDB1 310 310 310 316
GDB2 339* 339* 339* 339
GDB3 275* 275* 275* 275
GDB4 274 274 274 287
GDB5 376 276 376 377
GDB6 295 295 295 298
GDB7 312 312 312 325
GDB8 326 294 326 348
GDB9 277 277 277 303
GDB10 275* 275* 275* 275
GDB11 395* 395* 395* 395
GDB12 428 428 428 458
GDB13 536 536 536 538
GDB14 100* 100* 100* 100
GDB15 58* 58* 58* 58
GDB16 127* 127* 127* 127
GDB17 91* 91* 91* 91
GDB18 164* 164* 164* 164
GDB19 55* 55* 55* 55
GDB20 121* 121* 121* 121
GDB21 156* 156* 156* 156
GDB22 200* 200* 200* 200
GDB23 233* 233* 233* 233

Table B.3: Lower Bound Results for the GDB Instances.

LB2 NDLB MCNDLB Best UB

KSHS1 14039 14039 14039 14661
KSHS2 9275 9275 9275 9863
KSHS3 9320* 9320* 9320* 9320
KSHS4 10774 10774 10774 11498
KSHS5 10957* 10957* 10957* 10957
KSHS6 10197* 10197* 10197* 10197

Table B.4: Lower Bound Results for the KSHS Instances.
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LB2 NDLB MCNDLB Best UB

1A 173* 173* 173* 173
1B 173* 173* 173* 173
1C 206 205 206 245
2A 225 225 225 227
2B 247 234 247 259
2C 411 315 411 457
3A 79 79 79 81
3B 84 81 84 87
3C 116 99 116 138
4A 392 392 392 400
4B 396 396 396 412
4C 402 402 402 428
4D 443 436 443 530
5A 419 419 419 423
5B 410 410 410 446
5C 439 439 439 474
5D 567 567 567 581
6A 223* 223* 223* 223
6B 227 227 227 233
6C 265 265 265 317
7A 279* 279* 279* 279
7B 279 279 279 283
7C 300 299 300 334
8A 386* 386* 386* 386
8B 392 392 392 395
8C 451 451 451 528
9A 323* 323* 323* 323
9B 326* 326* 326* 326
9C 332* 332* 332* 332
9D 366 366 366 391
10A 428* 428* 428* 428
10B 432 432 432 436
10C 440 440 440 446
10D 488 488 488 528

Table B.5: Lower Bound Results for the Val Instances.
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LB2 NDLB MCNDLB Best UB

Egl-e1-A 3071 2533 3095 3548
Egl-e1-B 3684 3051 3684 4498
Egl-e1-C 4386 3910 4386 5595
Egl-e2-A 4164 3608 4165 5018
Egl-e2-B 5050 4384 5050 6340
Egl-e2-C 6112 5588 6112 8395
Egl-e3-A 4885 4309 4937 5898
Egl-e3-B 6065 5355 6117 7816
Egl-e3-C 7463 6941 7515 10369
Egl-e4-A 5409 4734 5409 6461
Egl-e4-B 6935 6154 6935 9021
Egl-e4-C 8684 7818 8684 11779
Egl-s1-A 3427 2901 3427 5018
Egl-s1-B 4012 3407 4012 6296
Egl-s1-C 5212 4201 5212 8518
Egl-s2-A 6781 6210 6781 9995
Egl-s2-B 8370 7620 8370 13174
Egl-s2-C 10086 9568 10086 16715
Egl-s3-A 7090 6134 7090 10296
Egl-s3-B 8860 7616 8860 13916
Egl-s3-C 10658 9473 10658 17297
Egl-s4-A 8472 7495 8472 12442
Egl-s4-B 10509 9123 10509 16531
Egl-s4-C 12675 11055 12675 20832

Table B.6: Lower Bound Results for the Eglese Instances.
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Computational Results for CARP
Approximation Algorithms

In this appendix, the computational results obtained by the approximation algorithms for the
CARP are reported. A table is given for each of the six test sets. These tables are organized
as follows.

• Table C.1: Approximation Algorithms. The A Instances

• Table C.2: Approximation Algorithms. The B Instances

• Table C.3: Approximation Algorithms. The GDB Instances

• Table C.4: Approximation Algorithms. The KSHS Instances

• Table C.5: Approximation Algorithms. The Val Instances

• Table C.6: Approximation Algorithms. The Eglese Instances

In each table, the first column gives the name of the instances. Columns 2 and 3 give the
results obtained with the SOTP algorithm presented in Chapter 6.2, and our approximation
algorithm, A-ALG, presented in Chapter 6.3, respectivey. In Chapter 6 we proved that A-
ALG is always al least as good as SOTP. In the tables here, we mark the A-ALG result in
bold, if the result is stristly better than the one obtained by the SOTP. As the reader may
notice, this is the case for all instances. In Columns 4 and 5, the best known lower and upper
bounds are reported. If the optimal solution is known, only one number is reported in these
columns. For instances A and B, the best known upper and lower bounds are the best of the
results obtained with algorithms presented in this text. For the remaining instances, the best
known uper and lower bounds are those reported in Belenguer and Benavent 2003 [22], where
the authors give references to the specific algorithms that obtained the results.
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SOTP A-ALG Best LB Best UB

A10A 108 102 80 100
A10B 80 74 66 73
A10C 60 56 56
A10D 54 50 50
A13A 224 212 159 196
A13B 138 134 112 134
A13C 104 100 100
A13D 104 100 100
A15A 187 176 146 176
A15B 151 140 117 138
A15C 117 114 105 113
A15D 105 102 102
A20A 310 290 214 282
A20B 220 206 164 200
A20C 162 152 142
A20D 148 138 138
A24A 358 325 242 314
A24B 244 228 199 288
A24C 202 181 176 181
A24D 188 178 170 178
A27A 485 475 314 441
A27B 347 333 266 333
A27C 275 269 241 269
A27D 259 253 235 244
A31A 872 822 540 805
A31B 554 543 402 543
A31C 426 420 344 418
A31D 362 356 328 356
A40A 1102 1044 741 1038
A40B 702 667 514 667
A40C 496 492 426 484
A40D 460 448 410 446

Table C.1: Results for CARP approximation algorithms. A Instances.
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SOTP A-ALG Best LB Best UB

B10B 131 119 95 111
B10C 83 76 68 76
B10D 69 62 62
B13B 188 176 135 164
B13C 124 113 92 106
B13D 100 91 86 91
B15B 181 162 134 156
B15C 129 118 104 106
B15D 109 98 98
B20B 284 257 183 241
B20C 172 162 131 162
B20D 152 148 118 130
B24B 288 265 199 255
B24C 196 179 155 177
B24D 176 153 141 149
B27B 762 685 486 629
B27C 450 419 292 419
B27D 338 318 266 318
B31B 1011 963 693 924
B31C 609 583 408 578
B31D 489 462 366 462
B40B 981 912 635 856
B40C 583 541 424 541
B40D 503 449 376 444

Table C.2: Results for CARP approximation algorithms. B Instances.
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SOTP A-ALG Best LB Best UB

Gdb1 377 352 316
Gdb2 408 352 339
Gdb3 332 303 275
Gdb4 339 322 287
Gdb5 461 413 377
Gdb6 338 318 298
Gdb7 385 343 325
Gdb8 431 394 344 348
Gdb9 367 339 303
Gdb10 312 301 275
Gdb11 444 429 395
Gdb12 587 548 450 458
Gdb13 575 560 536 538
Gdb14 112 110 100
Gdb15 61 60 58
Gdb16 140 133 127
Gdb17 96 93 91
Gdb18 187 182 164
Gdb19 68 65 55
Gdb20 146 125 121
Gdb21 166 164 156
Gdb22 211 206 200
Gdb23 244 241 233

Table C.3: Results for CARP approximation algorithms. GDB Instances.

SOTP A-ALG Best LB Best UB

KSHS1 18237 16135 14661
KSHS2 12323 10541 9863
KSHS3 11211 10518 9320
KSHS4 13798 12964 11098 11498
KSHS5 12850 11903 11903
KSHS6 11667 11177 10197

Table C.4: Results for CARP approximation algorithms. KSHS Instances.
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SOTP A-ALG Best LB Best UB

1A 184 181 173
1B 202 199 173
1C 288 283 235 245
2A 268 263 227
2B 318 293 259
2C 566 533 455 457
3A 86 85 81
3B 102 101 87
3C 170 166 137 138
4A 445 434 400
4B 475 468 412
4C 529 510 428
4D 627 602 520 530
5A 479 471 423
5B 472 461 446
5C 567 559 469 474
5D 755 734 571 581
6A 246 237 223
6B 278 261 231 233
6C 394 372 311 317
7A 292 283 279
7B 308 299 283
7C 380 371 333 334
8A 450 437 386
8B 484 459 395
8C 644 605 517 528
9A 346 337 323
9B 368 351 326
9C 388 375 332
9D 470 456 382 391
10A 462 460 428
10B 478 476 436
10C 488 486 446
10D 610 598 524 528

Table C.5: Results for CARP approximation algorithms. Val Instances.
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SOTP A-ALG Best LB Best UB

Egl-e1-A 4926 4063 3515 3548
Egl-e1-B 5748 4928 4436 4498
Egl-e1-C 7352 6321 5453 5595
Egl-e2-A 6276 5765 4994 5018
Egl-e2-B 7586 7189 6249 6340
Egl-e2-C 9790 9109 8114 8395
Egl-e3-A 6975 6604 5869 5898
Egl-e3-B 8897 8718 7646 7816
Egl-e3-C 12075 11474 10019 10369
Egl-e4-A 7505 7402 6372 6461
Egl-e4-B 10457 10258 8809 9021
Egl-e4-C 13471 13207 11276 11779
Egl-s1-A 7229 5754 4992 5018
Egl-s1-B 8857 7163 6201 6296
Egl-s1-C 11357 9321 8310 8518
Egl-s2-A 11524 11290 9780 9995
Egl-s2-B 15050 14646 12886 13174
Egl-s2-C 19020 18323 16221 16715
Egl-s3-A 11565 11351 10025 10296
Egl-s3-B 16159 15818 13554 13916
Egl-s3-C 20241 19566 16969 17297
Egl-s4-A 14087 13996 12027 12442
Egl-s4-B 18633 18258 15933 16531
Egl-s4-C 24059 23415 20179 20832

Table C.6: Results for CARP approximation algorithms. Eglese Instances.



Appendix D

Computational Results for CARP
Problem-Specific Heuristics

In this appendix, the computational results obtained by the problem-specific heuristics for
the CARP are presented. The appendix contains three sets of tables. The first set of tables
reports the computational results for the CARP, obtained with the four versions of the Node
Duplication Heuristic presented in Chapter 4. These tables are organized as follows:

• Table D.1: Node Duplication Heuristics. The A Instances

• Table D.2: Node Duplication Heuristics. The B Instances

• Table D.3: Node Duplication Heuristics. The GDB Instances

• Table D.4: Node Duplication Heuristics. The KSHS Instances

• Table D.5: Node Duplication Heuristics. The Val Instances

• Table D.6: Node Duplication Heuristics. The Eglese Instances

In each table, the first column gives the name of the instance, whereas columns 2 through 5
give the cost obtained with the four versions of the heuristic. For each instance, the best of
the four values is marked in bold.

The second set of tables reports the results obtaines by various Problem-Specific Heuristics.
These tables are organized as follows.

• Table D.7: Problem-Specific Heuristics. The A Instances

• Table D.8: Problem-Specific Heuristics. The B Instances

• Table D.9: Problem-Specific Heuristics. The GDB Instances

• Table D.10: Problem-Specific Heuristics. The KSHS Instances

• Table D.11: Problem-Specific Heuristics. The Val Instances

• Table D.12: Problem-Specific Heuristics. The Eglese Instances
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For each of these tables, the first column gives the name of the instances. Columns 2 through
4 give the results obtained by three classical heuristics for the CARP; the Augment-Insert
Heuristic by Pearn 1991 [123], the Augment-Merge Heuristic by Golden and Wong 1981 [81],
and the Path-Scanning Heuristic by Baker et al. 1983 [13]. Column 5 gives results obtained
with our modified Path-Scanning presented in Section 4.1.2. Column 6 gives the results
obtained with the approximation algorithm, A-ALG, in Chapter 6. Column 7 gives the results
obtained with the Double Outher Scan Heuristic presented in Section 4.3, and column 8 gives
the best of the results obtained with the Node Duplication Heuristics. Finally, Columns 9
and 10 give the best known lower and upper bound, respectively. For instances A and B,
the best known bounds are the best of the results obtained with algorithms presented in this
text. For the remaining instances, the best known bounds are those reported in Belenguer
and Benavent 2003 [22], where the authors give references to the specific algorithms that
obtained the results. For Tables D.7 through D.12, the best result obtained for each instance
is shown in bold. Furthermore, an ’*’ is used to show, that the value obtained with the specific
heuristic coincide with the best known lower bound, and thereby is proved to be optimal.

Finally, in Tables D.13 through D.18, the results for the various heuristics are reported as
percent above lower bound. These tables are organized as follows.

• Table D.13: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
A Instances

• Table D.14: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
B Instances

• Table D.15: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
GDB Instances

• Table D.16: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
KSHS Instances

• Table D.17: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
Val Instances

• Table D.18: Problem-Specific Heuristics. Reported as percent above Lower Bound. The
Eglese Instances
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NDH1 NDH2 NDH3 NDH4

A10A 110 100 102 102
A10B 82 80 74 74
A10C 56 56 56 56
A10D 50 50 50 50
A13A 213 207 234 220
A13B 150 140 148 134
A13C 100 100 100 100
A13D 100 100 100 100
A15A 219 206 176 176
A15B 149 140 143 140
A15C 119 114 116 114
A15D 102 102 102 102
A20A 326 298 304 296
A20B 212 206 220 206
A20C 142 142 188 146
A20D 138 138 138 138
A24A 348 334 342 328
A24B 257 250 249 228
A24C 181 181 192 186
A24D 192 178 192 178
A27A 504 477 507 478
A27B 369 356 360 340
A27C 275 270 291 269
A27D 269 253 269 253
A31A 918 858 857 816
A31B 600 574 576 554
A31C 448 418 448 420
A31D 378 356 372 356
A40A 1180 1094 1137 1051
A40B 772 686 725 672
A40C 503 485 578 484
A40D 496 446 480 460

Table D.1: Comparison of the 4 versions of the Node Duplication Heuristic. A Instances.
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NDH1 NDH2 NDH3 NDH4

B10B 127 119 137 131
B10C 85 76 90 76
B10D 76 62 64 64
B13B 175 169 191 186
B13C 122 118 109 107
B13D 104 102 97 95
B15B 171 160 172 172
B15C 124 118 118 118
B15D 98 98 106 98
B20B 257 251 267 255
B20C 195 163 182 162
B20D 148 148 148 148
B24B 303 278 269 255
B24C 193 189 201 179
B24D 149 149 153 153
B27B 711 686 693 665
B27C 441 419 451 419
B27D 360 326 352 326
B31B 1076 1040 1062 1018
B31C 658 591 645 595
B31D 478 465 520 462
B40B 924 905 942 901
B40C 603 577 583 547
B40D 492 467 521 453

Table D.2: Comparison of the 4 versions of the Node Duplication Heuristic. B Instances.
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NDH1 NDH2 NDH3 NDH4

Gdb1 388 366 388 366
Gdb2 360 360 431 359
Gdb3 352 303 352 303
Gdb4 331 317 331 317
Gdb5 434 422 452 421
Gdb6 337 318 337 318
Gdb7 388 355 388 360
Gdb8 429 403 462 404
Gdb9 383 353 377 355
Gdb10 325 301 325 301
Gdb11 445 433 437 433
Gdb12 626 546 668 566
Gdb13 594 566 602 566
Gdb14 126 110 124 110
Gdb15 60 60 60 60
Gdb16 139 133 139 133
Gdb17 95 93 93 93
Gdb18 182 182 190 182
Gdb19 67 65 65 65
Gdb20 137 125 139 127
Gdb21 170 165 168 164
Gdb22 212 206 216 206
Gdb23 251 243 247 241

Table D.3: Comparison of the 4 versions of the Node Duplication Heuristic. GDB Instances.

NDH1 NDH2 NDH3 NDH4

KSHS1 16757 16135 16859 16135
KSHS2 11129 10541 10541 10541
KSHS3 11460 10130 11359 10636
KSHS4 14180 12964 14180 12964
KSHS5 12095 11903 12095 11903
KSHS6 11177 11177 11177 11177

Table D.4: Comparison of the 4 versions of the Node Duplication Heuristic. KSHS Instances.
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NDH1 NDH2 NDH3 NDH4

1A 191 181 191 181
1B 223 199 223 199
1C 313 297 305 285
2A 283 263 275 263
2B 348 302 327 297
2C 557 549 557 545
3A 87 85 85 85
3B 107 101 105 101
3C 193 172 169 166
4A 442 440 484 434
4B 486 473 504 468
4C 552 510 556 510
4D 647 611 646 602
5A 495 478 499 475
5B 516 480 482 460
5C 591 541 587 541
5D 815 750 761 739
6A 265 239 261 237
6B 281 269 291 261
6C 372 361 383 377
7A 307 283 307 283
7B 313 299 313 299
7C 425 385 395 371
8A 460 430 483 437
8B 470 454 473 459
8C 673 627 627 609
9A 337 337 337 337
9B 370 365 375 351
9C 396 373 400 370
9D 520 465 501 448
10A 494 460 490 460
10B 487 476 483 476
10C 510 490 486 486
10D 659 605 602 602

Table D.5: Comparison of the 4 versions of the Node Duplication Heuristic. Val Instances.
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NDH1 NDH2 NDH3 NDH4

Egl-e1-A 4457 4159 4400 4042
Egl-e1-B 5546 5103 5373 4907
Egl-e1-C 6795 6417 6416 6253
Egl-e2-A 6085 5833 5919 5698
Egl-e2-B 7858 7081 7155 7129
Egl-e2-C 9782 9417 9323 9143
Egl-e3-A 7621 6924 7247 6639
Egl-e3-B 9465 8902 9131 8739
Egl-e3-C 12176 11518 12211 11536
Egl-e4-A 7810 7622 7696 7317
Egl-e4-B 10588 10134 10496 10220
Egl-e4-C 14840 13715 13536 13276
Egl-s1-A 6750 5872 7370 5889
Egl-s1-B 8378 7202 8356 7290
Egl-s1-C 10620 9685 9786 9560
Egl-s2-A 12834 11795 12054 11440
Egl-s2-B 16557 15183 15541 15006
Egl-s2-C 20080 18798 18900 18416
Egl-s3-A 12772 12015 12320 11846
Egl-s3-B 16992 15882 16501 15835
Egl-s3-C 21278 20026 19949 19567
Egl-s4-A 14747 14179 14817 13903
Egl-s4-B 19960 19073 19216 18441
Egl-s4-C 25192 23962 24086 23539

Table D.6: Comparison of the 4 versions of the Node Duplication Heuristic. Eglese Instances.
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Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

A10A 124 107 107 104 102 103 100 80 100
A10B 127 73 83 83 74 85 74 66 73
A10C 113 67 56* 56* 56* 72 56* 56
A10D 113 67 56 50* 50* 64 50* 50
A13A 214 203 214 232 212 196 207 159 196
A13B 203 137 148 146 134 151 134 112 134
A13C 187 129 130 109 100* 142 100* 100
A13D 187 129 109 101 100* 142 100* 100
A15A 216 192 189 205 176 178 176 146 176
A15B 196 150 147 153 140 138 140 117 138
A15C 181 128 127 113 114 117 114 105 113
A15D 181 128 121 105 102* 135 102* 102
A20A 355 282 288 302 290 284 296 214 282
A20B 252 224 221 210 206 200 206 164 200
A20C 230 156 160 154 152 167 142* 142
A20D 230 142 146 150 138* 167 138* 138
A24A 388 317 342 355 325 314 328 242 314
A24B 279 239 265 244 228 241 228 199 228
A24C 277 195 203 193 181 203 181 176 181
A24D 262 187 203 187 178 205 178 170 178
A27A 511 483 519 525 475 441 477 314 441
A27B 461 367 368 369 333 346 340 266 333
A27C 461 307 275 286 269 317 269 241 269
A27D 461 297 263 244 253 321 253 235 244
A31A 915 843 882 898 822 805 816 540 805
A31B 689 569 631 645 543 584 554 402 543
A31C 525 437 448 420 420 482 418 344 418
A31D 537 395 407 379 356 464 356 328 356
A40A 1138 1038 1224 1270 1044 1056 1051 741 1038
A40B 845 668 784 723 667 674 672 514 667
A40C 685 504 603 540 492 567 484 426 484
A40D 641 490 549 496 448 544 446 410 446

Table D.7: Problem-Specific Heuristics Results for the A Instances.
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Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

B10B 132 111 127 144 119 126 119 95 111
B10C 78 77 88 77 76 87 76 68 76
B10D 97 73 62* 62* 62* 78 62* 62
B13B 213 164 178 177 176 176 169 135 164
B13C 161 120 113 106 113 109 107 92 106
B13D 161 114 97 97 91 97 95 86 91
B15B 191 168 161 159 162 156 160 134 156
B15C 150 128 109 106 118 119 118 104 106
B15D 150 116 101 100 98* 111 98* 98
B20B 312 265 272 270 257 241 251 183 241
B20C 217 185 180 175 162 163 162 131 162
B20D 200 149 147 130 148 153 148 118 130
B24B 308 267 263 278 265 255 255 199 255
B24C 256 191 177 189 179 187 179 155 177
B24D 256 167 176 167 153 183 149 141 149
B27B 824 677 711 765 685 629 665 486 629
B27C 483 427 428 441 419 419 419 292 419
B27D 419 371 387 345 318 371 326 266 318
B31B 1164 978 971 1060 963 924 1018 693 924
B31C 712 578 619 601 583 610 591 408 578
B31D 647 472 516 503 462 495 462 366 462
B40B 1018 856 911 909 912 877 901 635 856
B40C 774 558 647 608 541 554 547 424 541
B40D 649 444 548 469 449 495 453 376 444

Table D.8: Problem-Specific Heuristics Results for the B Instances.
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Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

Gdb1 492 351 345 324 352 370 366 316
Gdb2 502 394 369 366 352 414 359 339
Gdb3 432 338 284 284 303 354 303 275
Gdb4 447 342 321 292 322 372 317 287
Gdb5 560 383 429 431 413 501 421 377
Gdb6 417 354 332 335 318 370 318 298
Gdb7 487 359 359 325* 343 368 355 325
Gdb8 468 399 402 405 394 400 403 344 348
Gdb9 460 369 374 370 339 375 353 303
Gdb10 404 319 307 299 301 371 301 275
Gdb11 635 457 451 423 429 515 433 395
Gdb12 681 577 550 550 548 594 546 450 458
Gdb13 759 586 562 565 560 641 566 536 538
Gdb14 136 108 112 110 110 146 110 100
Gdb15 88 58* 58* 58* 60 74 60 58
Gdb16 159 137 131 137 133 143 133 127
Gdb17 129 91* 91* 91* 93 109 93 91
Gdb18 203 170 168 168 182 202 182 164
Gdb19 73 63 55* 61 65 73 65 55
Gdb20 159 123 123 123 125 147 125 121
Gdb21 199 160 162 162 164 181 164 156
Gdb22 222 204 202 205 206 224 206 200
Gdb23 289 241 243 244 241 269 241 233

Table D.9: Problem-Specific Heuristics Results for the GDB Instances.

Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

KSHS1 20795 16825 14729 14729 16135 18084 16135 14661
KSHS2 13686 11129 10356 10123 10541 10409 10541 9863
KSHS3 10593 9783 9320* 9320* 10518 11435 10130 9320
KSHS4 12916 12964 14016 13354 12964 15400 12964 11098 11498
KSHS5 15461 13487 13099 11297 11903 15244 11903 10957
KSHS6 13580 11091 10819 10705 11177 11751 11177 10197

Table D.10: Problem-Specific Heuristics Results for the KSHS Instances.
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Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

1A 245 194 197 174 181 240 181 173
1B 245 200 199 187 199 243 199 173
1C 328 298 321 272 283 284 285 235 245
2A 414 263 258 248 263 317 263 227
2B 414 311 296 296 293 363 297 259
2C 579 533 538 539 533 533 545 455 457
3A 112 84 92 88 85 102 85 81
3B 118 90 107 101 101 115 101 87
3C 178 160 155 158 166 157 166 137 138
4A 647 435 490 478 434 577 434 400
4B 693 461 478 495 468 596 468 412
4C 708 491 518 534 510 593 510 428
4D 753 653 662 678 602 660 602 520 530
5A 734 502 498 478 471 637 475 423
5B 640 487 509 475 461 588 460 446
5C 777 550 600 547 559 680 541 469 474
5D 999 726 821 742 734 791 739 571 581
6A 376 252 243 241 237 294 237 223
6B 384 258 282 263 261 314 261 231 233
6C 476 370 391 388 372 364 361 311 317
7A 437 329 358 310 283 393 283 279
7B 437 335 345 306 299 397 299 283
7C 503 405 417 386 371 409 371 333 334
8A 625 411 445 451 437 556 430 386
8B 633 425 499 473 459 572 454 395
8C 739 645 613 602 605 660 609 517 528
9A 549 367 388 357 337 458 337 323
9B 551 373 388 373 351 467 351 326
9C 570 385 407 377 375 473 370 332
9D 592 457 503 478 456 507 448 382 391
10A 657 471 471 471 460 587 460 428
10B 683 471 471 490 476 598 476 436
10C 694 497 509 503 486 601 486 446
10D 801 603 641 622 598 652 602 524 528

Table D.11: Problem-Specific Heuristics Results for the Val Instances.
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Known Heuristics New Heuristics Best Known

Augment Augment Path Mod A DB ND Lower Upper
Insert Merge Scan PS ALG Scan Heu Bound Bound

Egl-e1-A 7931 4939 3885 4331 4063 4414 4042 3515 3548
Egl-e1-B 7990 5371 6601 5182 4928 4770 4907 4436 4498
Egl-e1-C 9133 6827 6719 6937 6321 6063 6253 5453 5595
Egl-e2-A 11679 6596 6199 5905 5765 5778 5698 4994 5018
Egl-e2-B 11742 8372 7451 7828 7189 6735 7081 6249 6340
Egl-e2-C 11830 10590 9532 10318 9109 8934 9143 8114 8395
Egl-e3-A 14741 7643 6169 7360 6604 6442 6639 5869 5898
Egl-e3-B 14537 9441 8510 8957 8718 8107 8739 7646 7816
Egl-e3-C 15134 12657 12175 12212 11474 11084 11518 10019 10369
Egl-e4-A 15701 8116 7410 7969 7402 7322 7317 6372 6461
Egl-e4-B 15766 10302 9916 11051 10258 9681 10134 8809 9021
Egl-e4-C 17818 13692 68226 14258 13207 12404 13276 11276 11779
Egl-s1-A 12115 6512 5345 6476 5754 5529 5872 4992 5018
Egl-s1-B 12107 8552 6296 8281 7163 6806 7202 6201 6296
Egl-s1-C 12503 10608 8692 10354 9321 9053 9560 8310 8518
Egl-s2-A 22890 12097 10217 12250 11290 11111 11440 9780 9995
Egl-s2-B 23104 15249 14773 16592 14646 14242 15006 12886 13174
Egl-s2-C 24207 19767 17517 20280 18323 17890 18416 16221 16715
Egl-s3-A 22970 12544 11931 13256 11351 11471 11835 10025 10296
Egl-s3-B 23602 16116 13916 17313 15818 14962 15835 13554 13916
Egl-s3-C 24784 20070 17740 21066 19566 18563 19567 16969 17297
Egl-s4-A 26365 14989 13596 15839 13996 13962 13903 12027 12442
Egl-s4-B 28493 19249 16830 20613 18258 17723 18441 15933 16531
Egl-s4-C 29270 24493 21351 24984 23415 22142 23539 20179 20832

Table D.12: Problem-Specific Heuristics Results for the Eglese Instances.
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

A10A 55,0 33,8 33,8 30,0 27,5 28,8 25,0
A10B 92,4 10,6 25,8 25,8 12,1 28,8 12,1
A10C 101,8 19,6 0,0 0,0 0,0 28,6 0,0
A10D 126,0 34,0 12,0 0,0 0,0 28,0 0,0
A13A 34,6 27,7 34,6 45,9 33,3 23,3 30,2
A13B 81,3 22,3 32,1 30,4 19,6 34,8 19,6
A13C 87,0 29,0 30,0 9,0 0,0 42,0 0,0
A13D 87,0 29,0 9,0 1,0 0,0 42,0 0,0
A15A 47,9 31,5 29,5 40,4 20,5 21,9 20,5
A15B 67,5 28,2 25,6 30,8 19,7 17,9 19,7
A15C 72,4 21,9 21,0 7,6 8,6 11,4 8,6
A15D 77,5 25,5 18,6 2,9 0,0 32,4 0,0
A20A 65,9 31,8 34,6 41,1 35,5 32,7 38,3
A20B 53,7 36,6 34,8 28,0 25,6 22,0 25,6
A20C 62,0 9,9 12,7 8,5 7,0 17,6 0,0
A20D 66,7 2,9 5,8 8,7 0,0 21,0 0,0
A24A 60,3 31,0 41,3 46,7 34,3 29,8 35,5
A24B 40,2 20,1 33,2 22,6 14,6 21,1 14,6
A24C 57,4 10,8 15,3 9,7 2,8 15,3 2,8
A24D 54,1 10,0 19,4 10,0 4,7 20,6 4,7
A27A 62,7 53,8 65,3 67,2 51,3 40,4 51,9
A27B 73,3 38,0 38,3 38,7 25,2 30,1 27,8
A27C 91,3 27,4 14,1 18,7 11,6 31,5 11,6
A27D 96,2 26,4 11,9 3,8 7,7 36,6 7,7
A31A 69,4 56,1 63,3 66,3 52,2 49,1 51,1
A31B 71,4 41,5 57,0 60,4 35,1 45,3 37,8
A31C 52,6 27,0 30,2 22,1 22,1 40,1 21,5
A31D 63,7 20,4 24,1 15,5 8,5 41,5 8,5
A40A 53,6 40,1 65,2 71,4 40,9 42,5 41,8
A40B 64,4 30,0 52,5 40,7 29,8 31,1 30,7
A40C 60,8 18,3 41,5 26,8 15,5 33,1 13,6
A40D 56,3 19,5 33,9 21,0 9,3 32,7 8,8

Table D.13: Problem-Specific Heuristics Results for the A Instances. Percent above lower
bound.
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

B10B 38,9 16,8 33,7 51,6 25,3 32,6 25,3
B10C 14,7 13,2 29,4 13,2 11,8 27,9 11,8
B10D 56,5 17,7 0,0 0,0 0,0 25,8 0,0
B13B 57,8 21,5 31,9 31,1 30,4 30,4 25,2
B13C 75,0 30,4 22,8 15,2 22,8 18,5 16,3
B13D 87,2 32,6 12,8 12,8 5,8 12,8 10,5
B15B 42,5 25,4 20,1 18,7 20,9 16,4 19,4
B15C 44,2 23,1 4,8 1,9 13,5 14,4 13,5
B15D 53,1 18,4 3,1 2,0 0,0 13,3 0,0
B20B 70,5 44,8 48,6 47,5 40,4 31,7 37,2
B20C 65,6 41,2 37,4 33,6 23,7 24,4 23,7
B20D 69,5 26,3 24,6 10,2 25,4 29,7 25,4
B24B 54,8 34,2 32,2 39,7 33,2 28,1 28,1
B24C 65,2 23,2 14,2 21,9 15,5 20,6 15,5
B24D 81,6 18,4 24,8 18,4 8,5 29,8 5,7
B27B 69,5 39,3 46,3 57,4 40,9 29,4 36,8
B27C 65,4 46,2 46,6 51,0 43,5 43,5 43,5
B27D 57,5 39,5 45,5 29,7 19,5 39,5 22,6
B31B 68,0 41,1 40,1 53,0 39,0 33,3 46,9
B31C 74,5 41,7 51,7 47,3 42,9 49,5 44,9
B31D 76,8 29,0 41,0 37,4 26,2 35,2 26,2
B40B 60,3 34,8 43,5 43,1 43,6 38,1 41,9
B40C 82,5 31,6 52,6 43,4 27,6 30,7 29,0
B40D 72,6 18,1 45,7 24,7 19,4 31,6 20,5

Table D.14: Problem-Specific Heuristics Results for the B Instances. Percent above lower
bound.
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

Gdb1 55,7 11,1 9,2 2,5 11,4 17,1 15,8
Gdb2 48,1 16,2 8,8 8,0 3,8 22,1 5,9
Gdb3 57,1 22,9 3,3 3,3 10,2 28,7 10,2
Gdb4 55,7 19,2 11,8 1,7 12,2 29,6 10,5
Gdb5 48,5 1,6 13,8 14,3 9,5 32,9 11,7
Gdb6 39,9 18,8 11,4 12,4 6,7 24,2 6,7
Gdb7 49,8 10,5 10,5 0,0 5,5 13,2 9,2
Gdb8 36,0 16,0 16,9 17,7 14,5 16,3 17,2
Gdb9 51,8 21,8 23,4 22,1 11,9 23,8 16,5
Gdb10 46,9 16,0 11,6 8,7 9,5 34,9 9,5
Gdb11 60,8 15,7 14,2 7,1 8,6 30,4 9,6
Gdb12 51,3 28,2 22,2 22,2 21,8 32,0 21,3
Gdb13 41,6 9,3 4,9 5,4 4,5 19,6 5,6
Gdb14 36,0 8,0 12,0 10,0 10,0 46,0 10,0
Gdb15 51,7 0,0 0,0 0,0 3,4 27,6 3,4
Gdb16 25,2 7,9 3,1 7,9 4,7 12,6 4,7
Gdb17 41,8 0,0 0,0 0,0 2,2 19,8 2,2
Gdb18 23,8 3,7 2,4 2,4 11,0 23,2 11,0
Gdb19 32,7 14,5 0,0 10,9 18,2 32,7 18,2
Gdb20 31,4 1,7 1,7 1,7 3,3 21,5 3,3
Gdb21 27,6 2,6 3,8 3,8 5,1 16,0 5,1
Gdb22 11,0 2,0 1,0 2,5 3,0 12,0 3,0
Gdb23 24,0 3,4 4,3 4,7 3,4 15,5 3,4

Table D.15: Problem-Specific Heuristics Results for the GDB Instances. Percent above lower
bound.

Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

KSHS1 41,8 14,8 0,5 0,5 10,1 23,3 10,1
KSHS2 38,8 12,8 5,0 2,6 6,9 5,5 6,9
KSHS3 13,7 5,0 0,0 0,0 12,9 22,7 8,7
KSHS4 16,4 16,8 26,3 20,3 16,8 38,8 16,8
KSHS5 41,1 23,1 19,5 3,1 8,6 39,1 8,6
KSHS6 33,2 8,8 6,1 5,0 9,6 15,2 9,6

Table D.16: Problem-Specific Heuristics Results for the KSHS Instances. Percent above lower
bound.
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

1A 41,6 12,1 13,9 0,6 4,6 38,7 4,6
1B 41,6 15,6 15,0 8,1 15,0 40,5 15,0
1C 39,6 26,8 36,6 15,7 20,4 20,9 21,3
2A 82,4 15,9 13,7 9,3 15,9 39,6 15,9
2B 59,8 20,1 14,3 14,3 13,1 40,2 14,7
2C 27,3 17,1 18,2 18,5 17,1 17,1 19,8
3A 38,3 3,7 13,6 8,6 4,9 25,9 4,9
3B 35,6 3,4 23,0 16,1 16,1 32,2 16,1
3C 29,9 16,8 13,1 15,3 21,2 14,6 21,2
4A 61,8 8,8 22,5 19,5 8,5 44,3 8,5
4B 68,2 11,9 16,0 20,1 13,6 44,7 13,6
4C 65,4 14,7 21,0 24,8 19,2 38,6 19,2
4D 44,8 25,6 27,3 30,4 15,8 26,9 15,8
5A 73,5 18,7 17,7 13,0 11,3 50,6 12,3
5B 43,5 9,2 14,1 6,5 3,4 31,8 3,1
5C 65,7 17,3 27,9 16,6 19,2 45,0 15,4
5D 75,0 27,1 43,8 29,9 28,5 38,5 29,4
6A 68,6 13,0 9,0 8,1 6,3 31,8 6,3
6B 66,2 11,7 22,1 13,9 13,0 35,9 13,0
6C 53,1 19,0 25,7 24,8 19,6 17,0 16,1
7A 56,6 17,9 28,3 11,1 1,4 40,9 1,4
7B 54,4 18,4 21,9 8,1 5,7 40,3 5,7
7C 51,1 21,6 25,2 15,9 11,4 22,8 11,4
8A 61,9 6,5 15,3 16,8 13,2 44,0 11,4
8B 60,3 7,6 26,3 19,7 16,2 44,8 14,9
8C 42,9 24,8 18,6 16,4 17,0 27,7 17,8
9A 70,0 13,6 20,1 10,5 4,3 41,8 4,3
9B 69,0 14,4 19,0 14,4 7,7 43,3 7,7
9C 71,7 16,0 22,6 13,6 13,0 42,5 11,4
9D 55,0 19,6 31,7 25,1 19,4 32,7 17,3
10A 53,5 10,0 10,0 10,0 7,5 37,1 7,5
10B 56,7 8,0 8,0 12,4 9,2 37,2 9,2
10C 55,6 11,4 14,1 12,8 9,0 34,8 9,0
10D 52,9 15,1 22,3 18,7 14,1 24,4 14,9

Table D.17: Problem-Specific Heuristics Results for the Val Instances. Percent above lower
bound.
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Known Heuristics New Heuristics

Augment Augment Path Mod Path A DB ND
Insert Merge Scanning Scanning ALG Scan Heu

Egl-e1-A 125,6 40,5 10,5 23,2 15,6 25,6 15,0
Egl-e1-B 80,1 21,1 48,8 16,8 11,1 7,5 10,6
Egl-e1-C 67,5 25,2 23,2 27,2 15,9 11,2 14,7
Egl-e2-A 133,9 32,1 24,1 18,2 15,4 15,7 14,1
Egl-e2-B 87,9 34,0 19,2 25,3 15,0 7,8 13,3
Egl-e2-C 45,8 30,5 17,5 27,2 12,3 10,1 12,7
Egl-e3-A 151,2 30,2 5,1 25,4 12,5 9,8 13,1
Egl-e3-B 90,1 23,5 11,3 17,1 14,0 6,0 14,3
Egl-e3-C 51,1 26,3 21,5 21,9 14,5 10,6 15,0
Egl-e4-A 146,4 27,4 16,3 25,1 16,2 14,9 14,8
Egl-e4-B 79,0 16,9 12,6 25,5 16,4 9,9 15,0
Egl-e4-C 58,0 21,4 505,1 26,4 17,1 10,0 17,7
Egl-s1-A 142,7 30,4 7,1 29,7 15,3 10,8 17,6
Egl-s1-B 95,2 37,9 1,5 33,5 15,5 9,8 16,1
Egl-s1-C 50,5 27,7 4,6 24,6 12,2 8,9 15,0
Egl-s2-A 134,0 23,7 4,5 25,3 15,4 13,6 17,0
Egl-s2-B 79,3 18,3 14,6 28,8 13,7 10,5 16,5
Egl-s2-C 49,2 21,9 8,0 25,0 13,0 10,3 13,5
Egl-s3-A 129,1 25,1 19,0 32,2 13,2 14,4 18,1
Egl-s3-B 74,1 18,9 2,7 27,7 16,7 10,4 16,8
Egl-s3-C 46,1 18,3 4,5 24,1 15,3 9,4 15,3
Egl-s4-A 119,2 24,6 13,0 31,7 16,4 16,1 15,6
Egl-s4-B 78,8 20,8 5,6 29,4 14,6 11,2 15,7
Egl-s4-C 45,1 21,4 5,8 23,8 16,0 9,7 16,7

Table D.18: Problem-Specific Heuristics Results for the Eglese Instances. Percent above lower
bound.
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Appendix E

Computational Results for CARP
Meta Heuristics

In this appendix, we compare the DYPSA algorithm presented in Chapter 5 with the various
Meta Heuristics that have been presented in the literature. As we use the results reported in
the literature, we only use the four sets of benchmark instances here. The tables are organized
as follows.

• Table E.1: Meta Heuristics. The GDB Instances

• Table E.2: Meta Heuristics. The KSHS Instances

• Table E.3: Meta Heuristics. The Val Instances

• Table E.4: Meta Heuristics. The Eglese Instances

For each table, the first column gives the name of the instances, and Column 2 gives the best
known lower bound as reported in Belenguer and Benavent 1992 [22]. The last column in each
table reports the results obtained with the DYPSA algorithm. Here, the result is marked in
bold if it is the best one obtained so far, and an ’*’ indicates that the solution is optimal. All
other columns give the results reported in the literature for the various other Meta Heuristics.
In the literature, results are not reported for all four test sets for all the heuristich. Here, we
give those reported. The numbers in the headings of the columns give referenced to the papers
where the results are reported. Furthermore, we would like to mention, that an Ant Colony
Algorithm for the CARP has been presented by Doerner et al. 2003 [57]. Exact computational
results are not reported, though, and therefor not given here.

We would like to stress the fact that only a very simple Simulated Annealing, which is outlined
in Chapter 5, is combined with the dynamic programming algorithm, and used to obtain the
results for the DYPSA algorithm. Furthermore, the results are the best ones obtained from
five executions of the program. With this in mind, the results are promishing, even though
they are outperformed by those obtained with the other Meta Heuristics. We believe that
results competitive to the other Meta Heuristics can be obtained if some of the features
explained in Chapter 5 are incorporated into the Simulated Annealing.
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LB CARPET[90] GA [104] GLS[24] TSS[85] MA[107] DYPSA

Gdb1 316 316 316 316 316 316 316*
Gdb2 339 339 339 339 339 339 339*
Gdb3 275 275 275 275 275 275 275*
Gdb4 287 287 287 287 287 287 287*
Gdb5 377 377 377 377 377 377 377*
Gdb6 298 298 298 298 298 298 298*
Gdb7 325 325 325 325 325 325 325*
Gdb8 344 352 350 348 348 348 357
Gdb9 303 317 303 303 321 303 309
Gdb10 275 275 275 275 275 275 275*
Gdb11 395 395 395 395 395 395 406
Gdb12 448 458 458 458 458 458 458
Gdb13 536 544 540 536 544 536 544
Gdb14 100 100 100 100 100 100 100*
Gdb15 58 58 58 58 58 58 58*
Gdb16 127 127 127 127 127 127 127*
Gdb17 91 91 91 91 91 91 91*
Gdb18 164 164 164 164 164 164 164*
Gdb19 55 55 55 55 55 55 55*
Gdb20 121 121 121 121 121 121 121*
Gdb21 156 156 156 156 156 156 156*
Gdb22 200 200 200 200 200 200 200*
Gdb23 233 235 233 233 235 233 237

Table E.1: Meta Heuristics Results for the GDB Instances.

LB GLS[24] DYPSA

KSHS1 14661 14661 14661*
KSHS2 9863 9863 9863*
KSHS3 9320 9320 9320*
KSHS4 11098 11498 11498
KSHS5 10957 10957 10957*
KSHS6 10197 10197 10197*

Table E.2: Meta Heuristics Results for the KSHS Instances.
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LB CARPET[90] GA[104] GLS[24] MA[107] DYPSA

1A 173 173 173 173 173 182
1B 173 173 173 173 173 189
1C 235 245 245 245 245 254
2A 227 227 227 227 227 242
2B 259 260 259 259 259 262
2C 455 494 462 457 457 474
3A 81 81 81 81 81 86
3B 87 87 87 87 87 88
3C 137 138 138 138 138 139
4A 400 400 400 400 400 450
4B 412 416 412 412 412 460
4C 428 453 428 430 428 479
4D 520 556 541 546 530 563
5A 423 423 423 423 423 458
5B 446 448 446 446 446 448
5C 469 476 474 474 474 515
5D 571 607 581 593 581 675
6A 223 223 223 223 223 229
6B 231 241 233 233 233 251
6C 311 329 317 317 317 331
7A 279 279 279 279 279 311
7B 283 283 283 283 283 326
7C 333 343 334 334 334 374
8A 386 386 386 386 386 424
8B 395 401 395 395 395 436
8C 517 533 533 528 528 575
9A 323 323 323 323 323 368
9B 326 329 326 326 326 371
9C 332 332 332 332 332 375
9D 382 409 391 399 391 452
10A 428 428 428 428 428 464
10B 436 436 436 436 436 486
10C 446 451 446 446 446 494
10D 524 544 535 536 528 580

Table E.3: Meta Heuristics Results for the Val Instances.
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LB CARPET[90] MA[107] DYPSA

Egl-e1-A 3515 3625 3548 4062
Egl-e1-B 4436 4532 4498 4712
Egl-e1-C 5453 5663 5595 6073
Egl-e2-A 4994 5233 5018 5598
Egl-e2-B 6249 6422 6340 7015
Egl-e2-C 8114 8603 8395 8931
Egl-e3-A 5869 5907 5898 7193
Egl-e3-B 7646 7921 7816 8449
Egl-e3-C 10019 10805 10369 10901
Egl-e4-A 6372 6489 6461 7180
Egl-e4-B 8809 9216 9021 10050
Egl-e4-C 11276 11824 11779 12623
Egl-s1-A 4992 5149 5018 5818
Egl-s1-B 6201 6641 6435 7274
Egl-s1-C 8310 8687 8518 9270
Egl-s2-A 9780 10373 9995 12042
Egl-s2-B 12886 13495 13174 15228
Egl-s2-C 16221 17121 16715 18838
Egl-s3-A 10025 10541 10296 12075
Egl-s3-B 13554 14291 14028 16178
Egl-s3-C 16969 17789 17297 19763
Egl-s4-A 12027 13036 12442 15576
Egl-s4-B 15933 16924 16531 18858
Egl-s4-C 20179 21486 20832 23461

Table E.4: Meta Heuristics Results for the Eglese Instances.



Appendix F

Computational Results for
CARP-TW Lower Bounds

In this appendix, the computational results for the CARP-TW are presented. The first four
columns of Table F.1 give the results for the MCNDLB presented in Chapter 9, and the fifth
column in that table gives the value of the LP-relaxation of the Set Partitioning problem
used in Chapter 12. Finally, the last column gives the optimal value, as calculated with the
method presented in Chapter 12. For three instances, the optimal value is not known, and
the best known upper and lower bounds are given instead. An ’*’ is used to indicate that
a proven optimal value has been reached. Further explanation can be found in Chapter 13.
Table F.2 gives the same results as percent below OPT (or the best known upper bound,
when OPT is not known).
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MCNDLB Cover
Pure with TW All BP BP + TW LP OPT

CARP reduction estimates estimates relax

TW-A10A 66 66 66 66 107* 107
TW-A13A 100 100 100 120 199 202
TW-A13B 100 100 100 120 163 171
TW-A13C 100 100 100 100 154 163
TW-A20B 164 164 165 181 257 260
TW-A40C 410 410 410 448 645 660
TW-A40D 410 410 410 531 796 807
TW-A60A 1013 1013 1050 1072 1793 1822

TW-B10A 66 66 66 66 81 87
TW-B13A 100 100 100 100 162 167
TW-B13B 100 100 100 100 147 152
TW-B13C 100 100 100 100 137 141
TW-B20B 164 164 165 165 207 214
TW-B40C 410 410 410 410 566 588-602
TW-B40D 410 410 410 462 709 730
TW-B60A 1013 1013 1050 1050 1510 1554

TW-C10A 66 66 66 66 68 73
TW-C13A 100 100 100 100 132 142
TW-C13B 100 100 100 100 121 132
TW-C13C 100 100 100 100 107 121
TW-C20B 164 164 165 165 179 186
TW-C40C 410 410 410 410 503 503-563
TW-C40D 410 410 410 410 590 611-626
TW-C60A 1013 1013 1050 1050 1241 1283

Table F.1: Lower Bounds for the CARP-TW.
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MCNDLB Cover
Pure with TW All BP BP + TW LP

CARP reduction estimates estimates relax

TW-A10A 38,3 38,3 38,3 38,3 0,0
TW-A13A 50,5 50,5 50,5 40,6 1,5
TW-A13B 41,5 41,5 41,5 29,8 4,7
TW-A13C 38,7 38,7 38,7 38,7 5,5
TW-A20B 36,9 36,9 36,5 30,4 1,2
TW-A40C 37,9 37,9 37,9 32,1 2,3
TW-A40D 49,2 49,2 49,2 34,2 1,4
TW-A60A 44,4 44,4 42,4 41,2 1,6

TW-B10A 24,1 24,1 24,1 24,1 6,9
TW-B13A 40,1 40,1 40,1 40,1 3,0
TW-B13B 34,2 34,2 34,2 34,2 3,3
TW-B13C 29,1 29,1 29,1 29,1 2,8
TW-B20B 23,4 23,4 22,9 22,9 3,3
TW-B40C 31,9 31,9 31,9 31,9 6,0
TW-B40D 43,8 43,8 43,8 36,7 2,9
TW-B60A 34,8 34,8 32,4 32,4 2,8

TW-C10A 9,6 9,6 9,6 9,6 6,8
TW-C13A 29,6 29,6 29,6 29,6 7,0
TW-C13B 24,2 24,2 24,2 24,2 8,3
TW-C13C 17,4 17,4 17,4 17,4 11,6
TW-C20B 11,8 11,8 11,3 11,3 3,8
TW-C40C 27,2 27,2 27,2 27,2 10,7
TW-C40D 34,5 34,5 34,5 34,5 5,8
TW-C60A 21,0 21,0 18,2 18,2 3,3

Table F.2: Lower Bounds for the CARP-TW. Percent below OPT.
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Appendix G

Computational Results for
CARP-TW Heuristics

In this appendix, the results obtained for the CARP-TW with the various heuristics presented
for that problem in Part II of this dissertation are presented. In Table G.1, the results obtained
with the five versions of the Preferable Neighbor heuristic presented in Chapter 10 are given,
and in Table G.2 we give the results for all the CARP-TW heuristics presented in this text.
Finally, in Table G.3, we give the same results as percentage above the optimal value. The
optimal values are found using the method described in Chapter 12. When the optimal is
not known, the best known lower and upper bounds are reported in its place, and the best
known lower bound is used for comparison of heuristics.

In Tables G.1 and G.2, the best value obtained for each instance is marked in bold, and an
’*’ is used to indicate that a proved optimal value has been reached.
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1 2 3 4 5 OPT

TW-A10A 107* 107* 107* 107* 107* 107
TW-A13A 205 203 203 202* 205 202
TW-A13B 183 173 173 187 199 171
TW-A13C 169 163* 163* 177 185 163
TW-A20B 264 264 264 264 264 260
TW-A40C 661 660* 660* 705 709 660
TW-A40D 821 807* 807* 855 821 807
TW-A60A 1825 1822* 1822* 1949 1949 1822

TW-B10A 87* 87* 87* 91 92 87
TW-B13A 178 172 167* 195 205 167
TW-B13B 165 159 158 172 173 152
TW-B13C 150 152 141* 152 156 141
TW-B20B 220 220 214* 240 242 214
TW-B40C 614 614 602 634 630 588-602
TW-B40D 731 731 730* 768 771 730
TW-B60A 1569 1555 1554* 1585 1585 1554

TW-C10A 74 74 74 73* 74 73
TW-C13A 149 149 148* 149 154 142
TW-C13B 134 134 132* 132* 136 132
TW-C13C 124 121* 121* 125 125 121
TW-C20B 186* 186* 186* 190 190 186
TW-C40C 569 563 577 585 577 503-563
TW-C40D 627 627 626 672 653 611-626
TW-C60A 1290 1283* 1283* 1290 1284 1283

Table G.1: Preferable Neighbor Heuristic
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Augment- Path Pref DYPSA OPT
Merge Scanning Neighbor ”dist” ”time”

TW-A10A 127 125 107* 113 107* 107
TW-A13A 241 233 202* 204 205 202
TW-A13B 241 194 173 175 181 171
TW-A13C 227 204 163* 170 171 163
TW-A20B 324 324 264 266 272 260
TW-A40C 944 900 660* 750 759 660
TW-A40D 1002 992 807* 856 884 807
TW-A60A 2293 2164 1822* 1911 1958 1822

TW-B10A 113 93 87* 87* 87* 87
TW-B13A 241 202 167* 175 169 167
TW-B13B 241 198 158 165 162 152
TW-B13C 227 166 141* 156 150 141
TW-B20B 290 266 214* 227 226 214
TW-B40C 890 834 602 690 710 588-602
TW-B40D 941 954 730* 821 813 730
TW-B60A 2189 1886 1554* 1699 1753 1554

TW-C10A 113 83 73* 73* 73* 73
TW-C13A 241 163 148 151 149 142
TW-C13B 233 178 132* 138 134 132
TW-C13C 227 161 121* 123 131 121
TW-C20B 266 238 186* 198 192 186
TW-C40C 920 752 563 642 645 503-563
TW-C40D 894 783 626 733 739 611-626
TW-C60A 2173 1575 1283* 1502 1460 1283

Table G.2: Heuristics for CARP-TW
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Augment- Path Pref DYPSA
Merge Scanning Neighbor ”dist” ”time”

TW-A10A 18,7 16,8 0,0 5,6 0,0
TW-A13A 19,3 15,3 0,0 1,0 1,5
TW-A13B 40,9 13,5 1,2 2,3 5,8
TW-A13C 39,3 25,2 0,0 4,3 4,9
TW-A20B 24,6 24,6 1,5 2,3 4,6
TW-A40C 43,0 36,4 0,0 13,6 15,0
TW-A40D 24,2 22,9 0,0 6,1 9,5
TW-A60A 25,9 18,8 0,0 4,9 7,5
TW-B10A 29,9 6,9 0,0 0,0 0,0
TW-B13A 44,3 21,0 0,0 4,8 1,2
TW-B13B 58,6 30,3 3,9 8,6 6,6
TW-B13C 61,0 17,7 0,0 10,6 6,4
TW-B20B 35,5 24,3 0,0 6,1 5,6
TW-B40C 51,4 41,8 2,4 17,3 20,7
TW-B40D 28,9 30,7 0,0 12,5 11,4
TW-B60A 40,9 21,4 0,0 9,3 12,8
TW-C10A 54,8 13,7 0,0 0,0 0,0
TW-C13A 69,7 14,8 4,2 6,3 4,9
TW-C13B 76,5 34,8 0,0 4,5 1,5
TW-C13C 87,6 33,1 0,0 1,7 8,3
TW-C20B 43,0 28,0 0,0 6,5 3,2
TW-C40C 82,9 49,5 11,9 27,6 28,2
TW-C40D 46,3 28,2 2,5 20,0 20,9
TW-C60A 69,4 22,8 0,0 17,1 13,8

Table G.3: Heuristics for CARP-TW. Percent above OPT.



Appendix H

Computational Results for
CARP-TW Column Generation

In this appendix, the computational results obtained with the column generation algorithm
presented in Chapter 12, are given. The reader is referred to that chapter and to Chapter 13
for details.

Table H.1 gives some details of the problems when viewed from a column generation point of
view. The first three columns give the number of nodes, edges, and demand edges for each
instance. The next two pairs of columns give the number of columns and the density of the
ILP instance, before and after the removal of duplicates. This is further described in Chapter
12.

In Table H.2 we give the solutions obtained with the column generation method described
in Chapter 12. Here, the first column gives the optimal solution obtained with the method.
Three instances were too large to be solved to optimality, and a range of the best upper and
lower bound obtained is given instead. For two of these instances, the best known upper
bound was improved with one or more heuristics (the results for there are given in Appendix
G). This value is indicated with ’()’. The next column gives the integer value obtained when
solving the small ILP, and finally, the last column gives the value of the LP-relaxation of the
complete problem. An ’*’ is used to indicate that the optimal value was obtained in the small
ILP.
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n m rows cols density cols density

TW-A10A 10 15 11 49 1.9 45 1.9
TW-A13A 13 23 22 488 2.8 461 2.8
TW-A13B 13 23 22 962 3.2 878 3.2
TW-A13C 13 23 22 2344 3.7 2015 3.7
TW-A20B 20 31 29 2786 3.4 2538 3.4
TW-A40C 40 69 63 111554 4.5 90891 4.4
TW-A40D 40 69 63 12763 3.3 12039 3.3
TW-A60A 60 90 81 2022 2.5 1907 2.5

TW-B10A 10 15 11 325 2.7 190 2.7
TW-B13A 13 23 22 1479 3.3 1239 3.3
TW-B13B 13 23 22 3433 3.7 2657 3.7
TW-B13C 13 23 22 11496 4.4 7481 4.4
TW-B20B 20 31 29 17807 4.1 12433 4.1
TW-B40C 40 69 63 470177 5.1 326498 5.0
TW-B40D 40 69 63 32359 3.7 28792 3.7
TW-B60A 60 90 81 9864 3.0 8249 3.0

TW-C10A 10 15 11 5222 4.0 715 3.9
TW-C13A 13 23 22 13432 4.1 6907 4.2
TW-C13B 13 23 22 39751 4.7 18000 4.8
TW-C13C 13 23 22 242883 5.6 67800 5.9
TW-C20B 20 31 29 298550 5.0 76735 5.0
TW-C40C 40 69 63 8737563 6.1 3929921 6.1
TW-C40D 40 69 63 278190 4.4 192375 4.4
TW-C60A 60 90 81 171826 3.8 100510 3.9

Table H.1: Specifics of the Set Partitioning Problem.
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OPT Subprob Cover
Value Value LP relax

TW-A10A 107 113 107
TW-A13A 202 202* 119
TW-A13B 171 171* 163
TW-A13C 163 163* 154
TW-A20B 260 262 257
TW-A40C 660 660* 645
TW-A40D 807 807* 796
TW-A60A 1822 2151 1793

TW-B10A 87 87* 81
TW-B13A 167 167* 162
TW-B13B 152 152* 147
TW-B13C 141 141* 137
TW-B20B 214 214* 207
TW-B40C 588-602 604 566
TW-B40D 730 730* 709
TW-B60A 1554 1554* 1510

TW-C10A 73 73* 68
TW-C13A 142 142* 132
TW-C13B 132 132* 121
TW-C13C 121 123 107
TW-C20B 186 186* 179
TW-C40C 503-587 (563) 587 503
TW-C40D 611-628 (626) 628 590
TW-C60A 1283 1283* 1241

Table H.2: Results from the Column Generation Algorithm.
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Appendix I

English Summary

In this dissertation, mainly two problems are considered, both of which are routing problems.
The first part of the dissertation explores the Capacitated Arc Routing Problem (CARP),
which was first suggested by Golden and Wond 1981 [81]. This is the problem of servicing
a set og edges in a graph, using a fleet of capacity-constrained vehicles. The problem occurs
in practice in situations where streets need to be serviced, for example in refuse collection,
street sweeping, snow removal, or mail delivery. In the second part of the dissertation, a
version of the CARP is considered, where each demand edge has an associated time window
within which the service of that edge must begin. This problem is called the Capacitated
Arc Routing Problem with Time Windows (CARP-TW), and has only been studied in the
acadamic literature in few papers. The third part of the dissertation contains material that is
related to the first two parts, but which does not fit into those parts. This includes an online
varsion of the CARP and a setup with several Depots and fixed vehicle costs.

A natural starting point when studying an Operations Research problem, is to construct a
mathematical model for the problem. Various such models have previously been presented
for the CARP. To our knowledge, no mathematical model for the undirected CARP-TW has
been presented before. In the dissertation, we discuss the difficulties of constructing such a
model for the CARP-TW, and present two models for the problem, one based directly on arc
routing and the other based on a transformation of the problem into node routing.

A Lower Bounds for an optimization problems is a value, LB, for which it can be proved
that any feasible solution to the problem must have objective value at least as large as this
number. Lower Bounds are used for evaluation of the quality of feasible solutions, and for
the use in methods, such as Branch and Bound, for finding an optimal feasible solution.
Several Lower Bounds have been presented for the CARP. We present a new Lower Bound,
the Multiple Cuts Node Duplication Lower Bound (MCNDLB), for the CARP, and prove that
this bound outperforms the existing Lower Bounds. Furthermore, we extend the MCNDLB
for the CARP to be valid for the CARP-TW and show how the bound can be tightened based
on the time windows.

A way of obtaining a feasible solution to a problem is by using a Problem-Specific Heuristic, i.e.
an algorithm designed specifically for that problem. Several problem-specific heuristics have
been proposed for the CARP in the academic literature. We show how one of the existing
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heuristics, the Path-Scanning Heuristic, can be improved, and propose two new problem-
specific heuristics, the Double Outher Scan Heuristic and the Node Duplicated Heuristic.
The latter of these perform relatively well with a performance of about 15 percent above
lower bound. For the CARP-TW, we show how two of the problem-specific heuristics for the
classical CARP can be tuned to work for the CARP-TW. Furthermore, we present a new
problem-specific heuristic, the Preferable Neighbor Heuristics, for the CARP-TW. For the
test set, this algorithm finds an optimal solution for 17 instances out of 24.

During the past decade, Meta Heuristics have been very popular when solving optimization
problems. Meta heuristics are based on a neighborhood structure, which defines a way of mov-
ing from one feasible solution to another. Unlike problem-specific heuristics, Meta Heuristics
can be used for several different problems depending on the specification of the cost structure
and the neighborhood structure. Various Meta Heuristic strategies have been applied to the
classical CARP. We consider a Meta Heuristic strategy where we combine Simulated Anneal-
ing and Dynamic Programming, and show how this strategy applies to the classical CARP.
Furthermore, we use the same idea to obtain an algorithm for the CARP-TW, and finally, we
show how the same idea can be used for several other routing and scheduling problems.

Approximation Algorithms are a special kind of algorithms, that give a feasible solution
to a problem like heuritics, but unlike heuristics, approximation algorithms have a perfor-
mance guarantee on the solution constructed. That is, the cost of a solution returned by
an approximation algorithm is at most some constant times the cost of an optimal solution.
Approximation algorithms have been studied for the General Capacitated Routing Problem,
which has the CARP as a special case. After describing this work in the content of the CARP,
we present a new approximation algorithm for the CARP, and show that this algorithm out-
performs the other one. Besides being an approximation algorithm, this new algorithm can
also be considered a problem-specific heuristic for the CARP, and is endeed competitive to
other heuristics for that problem, with a performance of about 15 percent above lower bound.

Optimal Solutions for optimization problems are desirable for several reasons. First of all, the
optimal solution is the one true solution of the problem and is therefore interesting in itself.
Second, from the company point of view, the optimal solution is the absolutely best possible,
and therefore desirable. Third, knowing the optimal solution gives a way of measuring the
performanse of heuristics and lower bounding procedures, and a clear indication of which
should be improved. Optimal solutions are computationally very hard to obtain, and can
only be found for relatively small instances of the problem at hand. We present a strategy for
obtaining optimal solutions for the CARP-TW, which is based on a primal-dual subproblem
simplex for solving the LP-relaxation, and uses a two-phase algorithm for solving the ILP.

In the third part of the dissertation, we consider a Computer Science oriented problem, which
we refer to as Online Arc Routing. The idea in this setup is that the demand for service of
edges is not known in advance, and every time a request for a demand edge is revealed, a
decision has to be made about which vehicle is to service this edge, and in which direction.
Next, we consider a problem referred to as the Restricted Arc Routing Problem. In this
problem, we fix the order in which the demand edges are serviced, and decisions must be
made about the routing, and about when to return to the Depot to recharge capacity. The
solution to this problem can be considered as the optimal offline solution to the online problem,
and is also the basis of the Meta Heuristic procedure presented earlier.
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Finally, we consider an extention of the classical CARP with several Depots instead of just
one. Furthermore, in this model, vehicles are allowed to have different capacities, and to
induce a fixed cost if they are used. This problem is referred to as the Multiple Depot
Capacitated Arc Routing Problem (CARP-MD), and has been studied in the literature to
some extent. We consider the problem from a theoretical point of view, where a mathematical
model is presented along with a lower-bounding algorithm, and heuristic solution procedures
are suggested.
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Appendix J

Dansk Resumé (Danish Summary)

I afhandlingen behandles fortrinsvist to rutelægningsproblemer, men forskellige andre rutelæg-
ningsproblemer bliver ogs̊a berørt. I første del af afhandlingen behandles det kapacitets be-
grænsede kant rutelægningsproblem (CARP), som første gang blev foresl̊aet i litteraturen
af Golden og Wong 1981 [81]. I dette problem skal nogle kanter i en graf serviceres med
nogle kapacitetsbegrænsede køretøjer. Problemet opst̊ar i praksis i situationer, hvor nogle
vejstrækninger skal serviceres, for eksempel i forbindelse med renovation, snerydning eller
postomdeling. I anden del af afhandlingen behandles det kapacitetsbegrænsede kant rutelægn-
ingsproblem med tidsvinduer (CARP-TW). Dette problem er defineret som CARP, men nu
har hver efterspørgselskant i grafen et tidsvindue, inden for hvilket service af kanten skal
p̊abegyndes. I tredie og sidste del af afhandlingen findes materiale, der er relateret til de to
første dele, men som ikke passer ind der. Det drejer sig blandt andet om en online version af
CARP og om en variation med flere depoter og faste omkostninger ved brug af køretøjerne.

Et naturligt startsted, n̊ar man skal behandle et operationsanalytisk problem, er at konstruere
en matematisk model for problemet. Der findes forskellige s̊adanne modeller for CARP, men
for den ikke orienterede version af CARP-TW har en matematisk model ikke været præsen-
teret i litteraturen. Vi diskuterer de problemer, der opst̊ar i forsøget p̊a at lave en model for
CARP-TW, og præsenterer to modeller for problemet, en baseret direkte p̊a kant rutelægning
og en baseret p̊a en transformation af problemet til et ækvivalent node rutelægningsproblem.

En nedre grænse for et optimeringsproblem er en værdi, LB, om hvilken det kan bevises,
at enhvor brugbar løsning til problemet har en omkostning der er større. S̊adanne nedre
grænser bruges til at evaluere kvaliteten af brugbare løsninger. Endvidere benyttes nedre
grænser i metoder til beregning af optimalværdier. Der har tidligere været præsenteret flere
nedre grænser for CARP. Disse er ofte baseret p̊a kombinatorisk optimering. I afhandlingen
præsenteres en ny nedre grænse for CARP kaldet ”the Multiple Cuts Node Duplicated Lower
Bound”, og det bevises, at denne grænse er bedre end de eksisterende. Endvidere gives en
udviddelse af denne til en nedre grænse for CARP-TW, og det vises, hvordan denne kan
forbedres ved at udnytte egenskaber ved tidsvinduerne.

Brugbare løsninger kan konstrueres med problemspecifikke heuristikker, det vil sige algorit-
mer, der er specielt designet til det aktuelle problem. Der er tidligere præsenteret prob-
lemspecifikke heuristikker for CARP. I afhandlingen vises, hvordan en af disse, ”the Path-
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Scanning Heuristic”, kan forbedres. Derudover præsenteres to nye problemspecifikke heuris-
tikker for CARP, ”the Double Outer Scan Heuristic” og ”the Node Duplicated Heuristic”,
hvor specielt sidstnævnte giver relativt gode resultater, som ligger cirka 15 % over den bereg-
nede nedre grænse. For CARP-TW vises, hvordan to CARP heuristikker kan specialiceres til
at give gode resultater for CARP-TW. Endeligt præsenteres en ny problemspecifik heuristik
for CARP-TW kaldet ”the Preferable Neighbor Heuristic”. For de testede instanser finder
denne heuristik en optimal løsninge i 17 ud af 24 tilfælde.

I den senere tid, har s̊akaldte Meta Heuristikker været populære til løsning af optimering-
sproblemer. Meta heuristikker er baseret p̊a en nabo-struktur, som definerer, hvordan man
kan bevæge sig fra en brugbar løsning til en anden. I modsætning til problemspecifikke heuris-
tikker kan Meta heuristikker bruges til løsning af mange forskellige problemer, afhængig af
definitionen af nabo-strukturen og omkostningsfunktionen. Forskellige Meta heuristiske til-
gange har været afprøvet p̊a CARP. I afhandlingen betragtes en meta heuristisk strategi,
som er baseret p̊a en kombination af ”Simuleret Annealing” og ”Dynamisk Programmering”.
Det vises, hvordan denne strategi kan anvendes p̊a b̊ade CARP, CARP-TW og flere andre
rulelægnings- og skeduleringsproblemer.

Approksimations algoritmer er en speciel form for algoritmer, der ligesom heuristkker giver en
brugbar løsning til problemer, men som i modsætning til heuristikker given en kvalitetsgaranti
for den opn̊aede løsning. Det vil sige, at det kan bevises, at løsningen ligger inden for en
kostant faktor gange værdien af optimal løsningen. Der findes en approsimations algoritme
for det generelle kapasitetsbegrænsede rutelægningsproblem (GCRP), som indeholder CARP
som specialtilfælde. Efter en beskrivelse at denne algoritme, gives en ny approksimations
algoritme for CARP, og det bevises, at den er bedre end den eksisterende. Udover at være
en approksimations algoritme, kan den nye algoritme ogs̊a betragtes som en problemspecifik
heuritik, og som s̊adan er den absolut konkurrencedygtig med en omkostning p̊a omkring 15
% over den beregnede nedre grænse.

Optimale løsninger for problemer er ønskelige af flere s̊ager. For det første er den optimale
løsning den eneste sande løsning til problemet, og derfor interessant i sig selv. For det andet,
set fra virksomhedernes synspunkt, er dette den absolut bedste løsning, de kan h̊abe p̊a at
opn̊a, og derfor ønskelig. For det tredie giver optimalløsninger et fundament for vurdering
af løsningsmetoder og nedre grænser, og dermed ogs̊a en indikation af, hvilken af disse der
potentielt kan forbedres. Optimale løsninger er svære at beregne og kan kun fremskaffes for
relativt små instanser af et problem. I afhandlingen gives en metode til beregning af optimale
løsningen for CARP-TW. Metoden er baseret p̊a en primal-dual subproblem simplex algoritme
til løsning af LP-relaxeringen, og bruger en to-fase strategi til løsning af haltalsproblemet.

I tredie del af afhandlingen betragtes blandt andet et datalogisk orienteret problem kaldet
online kant rutelægning. Ideen i dette problem er, at de efterprurgte kanter ikke er kendt p̊a
forh̊and, men afsløres en af gangen, hvorefter en beslutning ang̊aende servise af kanten skal
træffes uden kendskab til fremtidige efterspørgsler. Derudover betragtes et problem, kaldet
restringeret kant rutelægning. I dette problem er rækkefølgen af kanternes service fastlagt,
og der skal træffes beslutninger ang̊aende kanternes service. Problemet kan betragtes som en
offline version af det tidligere behandlede online problem og er ligeledes udgangspunktet i den
tidligere præsenterede Meta heuristik. Der gives en dynamisk programmeringsalgoritme til
at løse dette problem til optimalitet.
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Slutteligt betragtes en udviddelse af CARP, hvor køretøjerne er lokaliseret i flere depoter,
og hvor der indg̊ar en fast omkostning, hvis et køretøj tages i brug. Dette problem kaldes
et multi-depot kapacitetsbegrænset kant rutelægningsproblem (CARP-MD) og har tidligere
været studeret i den akademiske litteratur. I afhandlingen præsenteres s̊avel nedre grænser
som løsningsmetoder for dette problem.


