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SUMMARY

This dissertation is comprised by four self-contained chapters that are concerned with

the estimation and the prediction of stock market risk measures and their relation

to news announcements. A common theme in all four chapters is the use of high-

frequency data to construct daily measures of financial risk. Reliable estimates of

risk measures at high frequencies are crucial for developing our understanding of

the time-varying nature of stock market volatility. In particular, in many areas of

finance such as asset pricing, risk management, and portfolio selection, a precise

assessment of volatility is indispensable. Modern asset pricing theory stipulates that

the risk of asset returns can be decomposed into two distinct components: (i) a

systematic risk component (market risk), and (ii) an idiosyncratic risk component.

A high-frequency-based analysis of the risk components is considered in each of

chapters of this dissertation.

The first chapter, Market Betas and FOMC Announcements (joint work with Jonas

N. Eriksen and Niels S. Grønborg), examines the behavior of stock market betas

around days where the Federal Open Market Committee (FOMC) announces its

monetary policy decisions. The capital asset pricing model (CAPM) is the workhorse

of modern asset pricing theory, and a central implication of CAPM is a linear and

upward sloping security market line (SML). A large body of literature dating back

to Black (1972) and Black, Jensen, and Scholes (1972) have documented that the

empirical SML is flat or even downward sloping. However, a recent series of papers

initiated by Savor and Wilson (2014), have shown that the SML is upward sloping on

days with scheduled FOMC announcements. Savor and Wilson (2014) argue that the

changes in the SML on announcements days are solely driven by large increases in

the excess returns. In this paper, we find, using high-frequency stock market data

that the betas of individual stocks compress around the beta of the market portfolio

on days with FOMC announcements. The concept of beta compression is a novel

finding in the literature, but it is in line with the theory of Andrei, Cujean, and Wilson

(2018). We further demonstrate that the changing betas are significantly related to

resolution of uncertainty about monetary policy.

The second chapter, Beta Estimation for the Whole Day (joint work with Asger

Lunde), studies estimation of stock market betas in the presence of intermittent

high-frequency data. The market beta of a financial asset is a measure of systematic
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risk, and in a continuous-time framework it is defined as the quadratic covariation

between the individual asset and the market portfolio relative to the quadratic varia-

tion of the market portfolio. High-frequency-based risk estimation at the daily level

is complicated by the lack of observed price changes during the time of day where

the financial markets are closed. In this paper, we propose two novel beta estimators

for the whole day. Both estimators combines the observed overnight returns with a

realized measure of (co)variation for the period of the day with active trading. The

first estimator, the portfolio estimator, uses techniques from the univariate volatility

literature to estimate the daily beta. Our second estimator, the weighting estimator,

combines the outer product of close-to-open returns with a bivariate realized mea-

sure of covariation for the daytime to construct a daily measure of beta. We verify the

validity of the estimators in a Monte Carlo study, and we apply the new methods in

an application to hedging on the U.S. stock market.

The third chapter, Multivariate High-Frequency-Based Factor Model, proposes

a new model to forecast the integrated covariance matrix of stock returns. The un-

derlying model is a continuous-time factor model similarly to the one studied by

Fan, Furger, and Xiu (2016), where the daily integrated covariance matrix of a po-

tentially high-dimensional vector of stock returns is expressed as in an approximate

factor model. Using high-frequency data for a set of individual assets as well as a set

of common observable factors, daily measures of the components determining the

covariance structure are constructed. The three components—the factor loadings (be-

tas), the factor covariance matrix, and the idiosyncratic covariance matrix—are then

dynamically modeled using the heterogeneous autoregressive model framework of

Corsi (2009). The model is denoted as the high-frequency factor (HFF) model. In the

empirical application, variants of the HFF model are employed in a high-dimensional

minimum variance portfolio allocation setting. In an out-of-sample analysis, the HFF

models are found to deliver portfolios with lower standard deviation compared to

other popular dynamic covariance model.

The fourth and final chapter, Exploiting News Analytics for Volatility Forecast-

ing, examines the predictive power of news on stock market volatility. Using the

RavenPack News Analytics datasets, two types of news sentiment based indices are

constructed. The first index is based on sentiment scores of news items directly re-

lated to economic conditions in the U.S. The second type of indices are based on the

sentiment scores of firm-specific news items. The predictive power of the indices

on stock market volatility is investigated by means of time series regression. Com-

pelling evidence is found that the index based on macroeconomic news significantly

improves the prediction of volatility in both the short and the long run. This stands

in contrast to the indices of firm-specific news, which, on average, do not lead to an

improvement of the prediction of volatility.
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DANISH SUMMARY

Denne afhandling består af fire uafhængige kapitler, som omhandler estimation og

forudsigelse af risikomål på aktiemarkedet samt belyser hvorledes disse påvirkes af

offentligt tilgængelige nyheder. Et fælles tema i alle fire kapitler er brugen af højfre-

kvent data til at konstruere daglige mål for finansiel risiko. Pålidelige skøn af risiko på

høj frekvens er essentiel for at udvikle vores forståelse af den tidsvarierende volatilitet

på aktiemarkedet. Især inden for mange discipliner af finansvidenskaben, såsom

prisfastsættelse, risikostyring og porteføljestyring, er et præcist skøn af volatilitet

uundværligt. I den moderne teori om prisfastsættelse af finansielle aktiver arbejder

man under antagelsen, at risikoen indeholdt i finansielle aktiver kan dekomponeres

i to forskellige dele: (i) en systematisk riskokomponent (markedsrisiko) og (ii) en

idiosynkratisk riskokomponent. Kapitlerne i denne afhandling undersøger hver af

disse komponeneter ved brugen af højfrekvent data.

Det første kapitel, Market Betas and FOMC Announcements (i samarbejde med

Jonas N. Eriksen og Niels S. Grønborg), undersøger, hvordan aktiemarkedsbetaer

påvirkes af dage hvor Federal Open Market Committee (FOMC) offentliggør deres

beslutninger vedrørende pengepolitikken i USA. CAPM (the capital asset pricing

model) er den mest anvendte model inden for teorien om prisfastsættelse. En central

implikation af CAPM er en positiv lineær sammenhæng mellem forventede afkast og

beta, hvilket repræsenteres ved security market line (SML). Mange empiriske studier

har dog påvist, at denne sammenhæng er ikke-eksisterende. Black (1972) og Black,

Jensen, and Scholes (1972) var blandt de første til at vise, at den empiriske SML er

flad og endog til tider nedadgående. Dog har en række nyere studier startende med

Savor and Wilson (2014) vist, at SML har en positiv hældning på dage med FOMC

bekendtgørelser. Savor and Wilson (2014) argumenterer for, at ændringen af SML på

disse dage udelukkende skyldes store ændringer i merafkastet. Vi finder ved brug

af højfrekvent data, at betaerne på enkelte aktier komprimeres omkring betaet på

markedsporteføljen på dage med FOMC bekendtgørelser. Dette fund er nyt i den

empiriske litteratur, men er i overensstemmelse med teorien præsenteret af Andrei,

Cujean, and Wilson (2018). Derudover demonstrerer vi, at ændringerne i betaer også

er signifikant relateret til resolution af usikkerhed omkring pengepolitik.

Det andet kapitel, Beta Estimation for the Whole Day (i samarbejde med Asger

Lunde), studerer estimation af aktiemarkedsbetaer i tilstedeværelsen af intermitteren-
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de højfrekvent data. Et finansielt aktivs beta er et mål for den systematiske risiko, og i

en kontinuerttidsteoretisk ramme, er beta defineret som den kvadratiske kovariation

af det enkelte aktiv og markedsporteføljen, relativt til den kvadratiske variation af

markedsporteføljen. Daglig beta-estimation baseret på højfrekvent data er besvær-

liggjort af manglen af observerbare prisændringer henover natteperioden. I denne

artikel introducerer vi to nye beta-estimatorer for den hele dag. Begge estimatorer

kombinerer observerede afkast over natten med et realiseret mål af (ko)variation for

den del af dagen med aktivtet på de finansielle markeder. Den første estimator, the

portfolio estimator, anvender teknikker fra den endimensionale volatilitetsestima-

tionslitteratur til at estimere det daglige beta. Den anden estimator, the weighting

estimator, kombinerer det ydre produkt af afkast over natten med et todimensionalt

realiseret mål af kovariation for dagstimerne til at konstruere et dagligt mål for beta.

Vi påviser validiteten af de nye estimatorer i et Monte Carlo studie, og vi anvender de

nye metoder i en anvendelse til hedging på det amerikanske aktiemarked.

Det tredje kaptitel, Multivariate High-Frequency-Based Factor Model, foreslår

en ny model til at forudsige den integrerede kovariansmatrix af aktieafkast. Den

underliggende model er en kontinuerttidsfaktormodel tilsvarende den studeret af

Fan, Furger, and Xiu (2016), hvor den daglige integrerede kovariansmatrix af en po-

tentielt højdimensional vektor af aktieafkast er udtrykt lige som i en approksimativ

faktormodel. Ved brug af højfrekvent data for en række individuelle aktiver samt

en række observerbare faktorer konstruerer vi daglige mål af de komponenter som

udgør kovariansstrukturen. De tre komponenter—faktor-vægtene (betaerne), faktor-

kovariansmatricen og den idiosynkratiske kovariansmatrix—er dynamisk modelleret

ved brug af den heterogene autoregressive modeltype af Corsi (2009). Modellen be-

tegnes som high-frequency factor (HFF) modellen. I den empiriske analyse anvendes

varianter af HFF-modellen til at konstruere minimum-varians-porteføljer, hvor det

underliggende antal af aktiver er højt. I en real-tidsfremskrivningsøvelse har porteføl-

jerne baseret på HFF modellerne lavere standardafvigelse end porteføljer konstrueret

på baggrund af andre populære dynamiske kovariansmodeller.

The fjerde og sidste kapitel, Exploiting News Analytics for Volatility Forecasting,

undersøger de prædiktive egenskaber af nyheder for aktiemarkedsvolatilitet. Ved

brug af data fra RavenPack News Analytics, konstrueres to typer af indeks baseret på

nyhedssentiment. Det første indeks er baseret på sentimentanalyse af nyheder som

relaterer sig til den amerikanske økonomi. Den anden type af indeks er baseret på

sentimentanalyse af virksomhedsspecifikke nyheder. Forudsigeligheden af volatilitet

ved brugen af disse indeks undersøges ved tidsserieregressioner. Resultaterne viser,

at indekset baseret på makroøkonomiske nyheder signifikant forbedrer evnen til at

forudsige volatiliteten både på kort og lang sigt. Derimod viser analysen, at indeksene

baseret på virksomhedsspecifikke nyheder ikke giver bedre volatilitetsforudsigelser

ud fra en gennemsnitsbetragtning.
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C H A P T E R 1
MARKET BETAS AND FOMC ANNOUNCEMENTS

Simon Bodilsen
Aarhus University and CREATES

Jonas N. Eriksen
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Niels S. Grønborg
Aarhus University, CREATES and DFI

Abstract

We show that stock market betas behave differently on days with scheduled FOMC

announcement compared to days with no announcements. We find, using high-

frequency intra-day stock-level return data, that betas of high-risk assets tend to

decrease, and that betas of low-risk assets tend to increase on announcement days.

That is, betas compress around the beta of the market portfolio on announcement

days. The beta compression enhances the strong relation between betas and average

returns observed on announcement days. We also find that the changing betas are

significantly related to resolution of uncertainty about monetary policy.
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2 CHAPTER 1. MARKET BETAS AND FOMC ANNOUNCEMENTS

1.1 Introduction

A central implication of the capital asset pricing model (CAPM) of Sharpe (1964),

Lintner (1965), and Mossin (1966) is that high-risk assets should be associated with

higher expected returns. There is, however, persistent and compelling evidence sug-

gesting that high-risk assets deliver lower expected returns than low-risk assets. This

evidence, which dates back to Black (1972) and Black, Jensen, and Scholes (1972),

suggests that the security market line (SML), which describes the relation between

expected returns and market risk, is not upward sloping on average, but rather flat or

even downward sloping.1

A series of recent papers argues that the SML is in fact upward sloping on days

where important macroeconomic news are scheduled to be announced, while the

empirically flat SML is a phenomenon related to days without scheduled news an-

nouncements. A prime example of this type of news is scheduled Federal Open Market

Committee (FOMC) announcements. In particular, Savor and Wilson (2014), Lucca

and Moench (2015), and Brusa, Savor, and Wilson (2018) present support for the

CAPM on these days.2 The effects documented in these papers are primarily driven

by large increases in excess returns (the price of risk), while betas and volatilities (the

quantity of risk) appear unaffected by the type of day (see, e.g., Savor and Wilson

(2013, 2014), Lucca and Moench (2015), Ai and Bansal (2018), Cieslak, Morse, and

Vissing-Jørgensen (2018), and Wachter and Zhu (2018)).

In this paper, we provide a fresh look at the behavior of market betas around sched-

uled FOMC announcements using high-frequency intra-day returns on individual

U.S. stocks. The use of high-frequency data enables us to estimate daily market betas

using intra-day returns for, respectively, announcement and non-announcements

days separately. Moreover, the use of high-frequency data allows us to investigate

the daily patterns of volatilities, correlations, and market betas on announcement

and non-announcement days, respectively.3 Our main finding is illustrated in Figure

1.1. The figure plots a measure for beta compression for eight days leading up to a

scheduled announcement and the eight days following the announcement. The beta

compression measure is constructed such that, at each point in time, it measures how

far the betas of a cross-section of beta-sorted portfolios are from the average market

beta. If the betas are generally closely tied, the compression measure is high, and if

1A non-exhaustive list of studies that identify a flat SML includes Fama and French (1992), Cohen,
Polk, and Voulteenaho (2005), Ang, Hodrick, Xing, and Zhang (2006), Frazzini and Pedersen (2014), Savor
and Wilson (2014), Hong and Sraer (2016), Asness, Frazzini, Gormsen, and Pedersen (2018), and Jylhä
(2018).

2In 2011, the Fed started organizing press conferences following some, but not all FOMC announce-
ments. Boguth, Gregoire, and Martineau (2018) and Eriksen and Grønborg (2018) show that after the
introduction of press conferences, the support for the CAPM is only found on days where a press confer-
ence is scheduled to follow the FOMC announcement.

3Lucca and Moench (2015) and Boguth et al. (2018), among others, have used high-frequency data
on the market index to estimate market volatility, but the use of stock-level high-frequency data and the
investigation of the intra-day pattern of market betas are novel to this paper.
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Figure 1.1: Average beta compression on days surrounding an FOMC announcement day. The figure displays the average
value of the compression measure calculated on days around an announcement. The blue area corresponds to two
standard deviations on either side of the mean.

betas are highly dispersed, the compression measure will go towards zero. A more

formal definition of the compression measure is provided in Section 1.3. In the figure,

we provide evidence that on announcement days the compression measure increases

to a level well above the levels of beta compression observed on non-announcement

days. The observation that market betas compress around the beta of the market

portfolio is consistent with a recent model proposed in Andrei, Cujean, and Wilson

(2018). In their model, only two types of people exist: investors and empiricists. The

average investor observes the true SML which is always upward sloping. There exists

an information gap between investors and empiricists that results in empiricists over-

and underestimating the market betas of high- and low-risk assets, respectively. This

leads to empiricists underestimating the slope of the SML. The estimation error is

increasing in the size of the information gap, but on announcement days the gap is

relatively small as new information is revealed by the Fed. This allows the empiricists

to catch a glimpse of the true SML on announcement days.4 Such effects provide a

potential explanation for the observation of an upward sloping SML on announce-

ment days. Thus, our results corroborate their model and provide empirical evidence

for their idea that quantity of risk represents a channel through which the slope of

the SML can shift upwards on announcement days.

The high-frequency setting allows us to investigate these changes in detail. We

find that, especially for portfolios of high-risk stocks, there are significant changes

in realized betas. Further, we also show that on average the concentration of betas

increases significantly just around the time of the FOMC announcements. Realized

4In Andrei et al. (2018) the SML is always upward sloping, meaning that when the positive risk-return
tradeoff is rejected by the empiricists, it has the very intuitive interpretation that the empiricist committed
a Type 1 error.
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betas are known to exhibit a non-trivial degree of persistency. Thus, to examine

whether this is driving our results, we specify a heterogeneous autoregressive (HAR)

model (Corsi (2009)) for realized post-ranking betas. We find that controlling for the

dynamics of realized measures enables us to obtain a clearer view of the dynamics

of realized post-ranking betas on announcement days. We find strong significant

changes in beta for both high- and low-risk portfolios. In particular, we find that the

counterclockwise rotation of the SML becomes even more apparent when using this

approach.

It is well-established in the literature that the market price of risk exhibits substan-

tial increases on announcement days (see, e.g., Savor and Wilson (2013), Lucca and

Moench (2015), and Cieslak et al. (2018)). We find that these observations, and the

strong pricing ability of the CAPM on announcement days documented in, among

others, Savor and Wilson (2014), are also present during our sample period and in our

sample of stocks with high-frequency data available in the New York Stock Exchange

Trade and Quote (TAQ) database. This suggests that the effects documented in the

aforementioned papers are not simply features of the daily returns data or the specific

sample periods.

Finally, we show that the compression of betas of low-risk asset and high-risk

assets on announcement days is associated with a contemporaneous decline in

uncertainty surrounding monetary policy as measured by the VIX index. We interpret

this as supporting the idea that the information provided by the FOMC help resolve

market uncertainty. This is reassuring from a policy-making perspective.

1.1.1 Related Literature

Our paper is related to and draws from three broad strands of the literature. The first

strand concerns itself with the flat relation between market betas and average returns

as documented in Black et al. (1972). Black (1972) provides an early explanation of

the anomaly in terms of borrowing constraints, a point later expanded on by Frazzini

and Pedersen (2014) and Asness et al. (2018). Cohen et al. (2005) relate the flatness

to money illusion in stock markets, and Hong and Sraer (2016) argue that high-beta

assets are more prone to speculative overpricing. Jylhä (2018) shows that the SML

moves with margin requirements, and Malkhozov, Mueller, Vedolin, and Venter (2018)

show that the SML moves with illiquidity. Closely related to our study, Savor and

Wilson (2014), Lucca and Moench (2015), and Brusa et al. (2018) show that the CAPM

holds on days with scheduled macroeconomic announcements. Finally, Eriksen and

Grønborg (2018) show that the introduction of press conferences following half of the

scheduled FOMC meetings has caused the strong relation between market betas and

average returns to concentrate on days with press conferences.

The second strand examines the link between monetary policy and asset prices.

Bernanke and Kuttner (2005) are among the first to document that monetary policy
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decision made by the Fed have a strong effect on equity prices.5 A similar effect is

found in Bekaert, Hoerova, and Duca (2013). Cieslak et al. (2018) find that equity

returns move in cycles following FOMC announcements, and Cieslak and Vissing-

Jørgensen (2018) find a link between equity market performance and future monetary

policy actions. Kroencke, Schmeling, and Schrimpf (2018) show that the high returns

on announcement days can partly be explained by changes in investor risk appetite.

Schmeling and Wagner (2017) and Leombroni, Vedolin, Venter, and Whelan (2018)

provide evidence that central bank communication influences asset prices. Boguth

et al. (2018) find that following the introduction of press conferences after some

FOMC meetings, investor attention is concentrated on these meetings. Finally, Ai

and Bansal (2018), Drechsler, Savov, and Schnabl (2018), and Wachter and Zhu (2018)

explore the underlying foundations for a link between monetary policy and asset

prices.

We estimate daily market betas based on high-frequency returns and, therefore,

we rely heavily on the comprehensive literature on high-frequency data and realized

measures. The methodologies for characterizing variations and dependencies in asset

returns at higher frequencies using realized measures lend themselves well to appli-

cations considered within the field of empirical finance literature. Barndorff-Nielsen

and Shephard (2004) study the properties of the realized covariance estimator in a

noise-free continuous-time semimartingale setting.6 As a by-product of this analysis,

they derive the statistical properties of realized beta, and show that it is a consistent

estimator for the latent integrated beta as the sampling frequency tends to infinity. In

practice, high-frequency data are contaminated with market microstructure noise

which has an adverse effect on realized measures obtained using returns measured

at the highest possible frequency. To circumvent issues related to market microstruc-

ture noise, we follow Sheppard and Xu (2018) and combine sparse sampling with the

subsampling approach of Zhang, Mykland, and Aït-Sahalia (2005) when constructing

daily realized betas.

The remainder of this paper is structured as follows. Section 1.2 presents the data

and the methodology used to estimate betas and presents an analysis of the SML and

its behavior around FOMC meetings. Section 1.3 investigates the behavior of market

betas around scheduled FOMC announcements and their influence on the resolution

of uncertainty. Finally, Section 1.4 presents some concluding remarks.

5Monetary policy also impacts bond markets (Jones, Lamont, and Lumsdaine (1998), Brooks, Katz, and
Lustig (2018)) and foreign exchange markets (Andersen, Bollerslev, Diebold, and Vega (2003, 2007), Mueller,
Tahbaz-Salehi, and Vedolin (2017)). Malamud and Schrimpf (2017) show how financial intermediaries
react to monetary policy.

6Beta estimation based on high-frequency returns has also been considered by Bollerslev and Zhang
(2003) and Andersen, Bollerslev, Diebold, and Wu (2005, 2006) among others. A model-based approach to
beta estimation using high-frequency data is considered by Hansen, Lunde, and Voev (2014).
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1.2 The Security Market Line

This section describes the data used in our empirical analyzes, the construction of

portfolios sorted on realized market betas, and the estimation of realized measures

using intra-day equity returns. Additionally, this section examines the behavior of

the SML on FOMC announcement days versus all other days. In line with previous

studies using daily close-to-close returns, we find that the SML is significantly steeper

on days with a scheduled FOMC announcement, and that average returns are much

easier to reconcile with the CAPM on these days.

1.2.1 Data Description

Our empirical study focuses on the behavior of realized stock market betas and

returns around scheduled FOMC meetings over the period January 2002 to December

2015. We collect stock-level high-frequency data from the New York Stock Exchange

Trade and Quote (TAQ) database which provides us with one-second intra-day trade

data for 7,966 individual U.S. stocks over the sample period.7 There is an average

(median) of 3,099 (3,136) stocks available each day with a minimum (maximum) of

1,931 (3,769) stocks. We base our daily realized measures on these data. The TAQ

data are cleaned following the procedure of Barndorff-Nielsen, Hansen, Lunde, and

Shephard (2009). We exclude the information from May 6, 2010 (The Flash Crash),

which leaves us with a sample covering T = 3,524 trading days. As a proxy for the

aggregate market portfolio, we rely on the S&P 500 index whose return we measure

on an intra-day frequency using the S&P 500 tracking exchange traded fund (ETF),

SPDR. The ETF has ticker symbol SPY and is an actively traded asset.

We also collect daily close-to-close stock returns from the Center for Research

in Security Prices (CRSP) daily stock files on a sample of stocks matched to the

TAQ database. This allows us to build daily portfolios sorted on realized measures.

We further obtain daily data on one-month T-bill returns and market returns from

Kenneth R. French’s data library.8 Finally, we obtain the dates for the FOMC scheduled

meetings and press conferences from the Federal Reserve website.9 We do not include

unscheduled FOMC meetings.10 Our main sample spans all scheduled meetings from

January 2002 to December 2015 and contains 112 announcement days of which

20 were followed by a press conference. We follow the approach of Eriksen and

7The final number of stocks are slightly smaller compared to all available stocks in TAQ as we require
at least 78 trades during active trading hours in order to obtain reliable realized measures. The threshold
of 78 trades corresponds to observing one trade every five minutes, on average.

8The data are available from http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/. We thank
Kenneth R. French for making the data available.

9The meeting schedule along with historical transcripts, times, and memos are accessible at
https://www.federalreserve.gov/monetarypolicy/fomccalendars.htm.

10This is standard in the literature. See, e.g., Savor and Wilson (2013, 2014), Lucca and Moench (2015),
and Cieslak et al. (2018).

http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/
https://www.federalreserve.gov/monetarypolicy/fomccalendars.htm
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Grønborg (2018) and treat all announcement days from 2011 onwards without a press

conference as non-announcement days.11

1.2.2 Estimating Realized Pre-Ranking Betas

Studies of the SML are typically based on daily close-to-close returns where pre-

ranking betas are estimated using rolling-window regressions using data for the past

year (see, e.g., Savor and Wilson (2014), Jylhä (2018), and Brusa et al. (2018)). In this

paper, we rely on high-frequency data and estimate daily realized pre-ranking betas

using intra-day return data from TAQ. This ensures that our betas are not influenced

by information released on days other than scheduled FOMC announcement days.

Following Sheppard and Xu (2018) we estimate realized pre-ranking betas using a

bivariate high-frequency-based subsampled realized covariance estimator. Denote

by p(i )
j ,t the j th log price vector on day t for asset i and the market portfolio. The

subsampled realized covariance estimator we employ is then defined by

RCi ,t = m

s(m − s +1)

m+1−s∑
j=1

r (i )
j ,t

(
r (i )

j ,t

)′ = [
RVi ,t RCovi ,t

• RVM ,t

]
, (1.1)

where r (i )
j ,t =

∑s
k=1 r̃ (i )

j+k−1,t and r̃ (i )
j ,t = p(i )

j ,t − p(i )
j−1,t is the j th high-frequency return

on day t . The number of log price samples are denoted by m, and the block-length

used to construct the overlapping intra-day returns is denoted by s. In practice, we

use a 15 minute sampling frequency for the intra-daily returns (i.e., s = 15) with one

minute subsampling (m = 390). Our sampling frequency is chosen to strike a balance

between accuracy of the estimator and a wish to minimize complications arising

from market microstructure noise at very high frequencies (see, e.g., Hansen and

Lunde (2006) and Andersen, Bollerslev, and Meddahi (2011)) and to limit the effect of

non-synchronous trading on the realized covariance estimates (the so-called “Epps

effect” (Epps, 1979)).12

Based on RCi ,t the realized pre-ranking betas for asset i is calculated as

βi ,t =
RCovi ,t

RVM ,t
= ρi ,t

√
RVi ,t

RVM ,t
, (1.2)

where ρi ,t = RCovi ,t×(RVi ,t RVM ,t )−1/2 denotes the realized correlation between stock

i and SPY, and RVi ,t and RVM ,t denote the realized variance for stock i and the market

portfolio (SPY), respectively, at day t .

Figure 1.2 plots the cross-sectional distribution of our realized pre-ranking betas

for the 7,966 stocks in the TAQ database over time. Median realized betas (black solid

11In Appendix A.1, we show that this distinction is important, as the SML is flat on announcement days
without a press conference, but upward sloping on announcement days with a press conference.

12Patton and Verardo (2012) take a similar approach in investigating the behavior of realized betas
around the release of firm-specific information.
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Figure 1.2: Cross-sectional distribution of realized pre-ranking beta. The figure displays statistics for the cross-sectional
distribution of realized pre-ranking betas. The solid black line is the median, the red area shows the 25th and 75th per-
centiles of betas, and the blue area shows the 5th and 95th percentiles of betas. Pre-ranking betas are estimated using
intra-day return data.

line) fluctuate around one for most of the sample, the exception being the early 2002–

2003 period during which the median is slightly below one. We depict the 75% (red

area) and 95% (blue area) quantiles around the median as well. The 95% quantiles are

normally within a range of −1 and 5 which is reasonable and well within the ranges

normally observed in the literature.

1.2.3 Beta Sorted Portfolios and Realized Post-Ranking Betas

As our objective is to study the behavior of market betas around scheduled FOMC

announcements, we consider a set of test assets that produces a large spread in terms

of betas. In particular, we form a set of equally-sized beta-sorted decile portfolios by

ranking stocks on the basis of their realized pre-ranking beta from (1.2) and sorting

them into ten portfolios. We place the 10% of the stocks with the lowest realized

pre-ranking beta into portfolio 1 (P1), and we continue forming decile portfolios until

the 10% of the stocks with the highest beta are placed into portfolio 10 (P10). The

portfolios are value-weighted and re-balanced daily. We can then track the intra-day

returns of the stocks in each decile portfolio and compute realized post-ranking

portfolio betas using the realized beta estimator in (1.2). We use a configuration of

(1.1) with (m, s) = (26,1), such that it reduces to the standard realized covariance

estimator (Barndorff-Nielsen and Shephard, 2004) with a sampling frequency of 15

minutes. The post-ranking realized beta for portfolio p on day t will in the following

be denoted as β̂p,t .13 Additionally, we also compute the daily close-to-close excess

13One could alternatively use the portfolio weights to build post-ranking portfolio betas, and we find
that both approaches provide daily post-ranking series that are highly correlated (in excess of 0.98).
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portfolio returns, rp,t , using a value-weighted average of the close-to-close returns of

the stocks included in each portfolio.

This provides us with a set of test assets that has a wide range of post-ranking

betas. The post-ranking betas of P1 range from −1.14 to 3.4 while those of P10 range

between −0.2 and 5.0. The difference between the betas of P10 and P1 ranges from

−2.6 to 5.7. Importantly, these realized post-ranking market betas provide us with

realized post-ranking betas on a daily basis that depend only on what happened

during the day. That is, they are not affected by events and portfolio movements from

earlier time periods.

1.2.4 Estimating the Security Market Line

We first estimate the slope and the intercept of the SML to study their behavior

depending on there being an FOMC announcement or not when using market betas

based on high-frequency returns. We follow Cohen et al. (2005), Savor and Wilson

(2014), Jylhä (2018), and Malkhozov et al. (2018) and consider an efficient Fama and

MacBeth (1973)-type estimation procedure in which we for each trading day in our

sample estimate the cross-sectional regression

rp,t = γ0,t +γ1,t β̂p,t−1 +up,t , p = 1, . . . ,10, (1.3)

where rp,t denote the daily excess return on portfolio p at time t , and β̂p,t−1 is

our realized post-ranking beta for portfolio p at time t −1. γ0,t and γ1,t describe,

respectively, the intercept and slope of the SML at time t .14 Following Savor and

Wilson (2014), we estimate the slope and intercept of the SML on announcement

and non-announcement days by the time series averages of the corresponding cross-

sectional estimates. On the announcement days A ⊆ {1, . . . ,T }, we thus calculate

γA
0 = 1

|A|
∑
t∈A

γ0,t , γA
1 = 1

|A|
∑
t∈A

γ1,t , (1.4)

where |A| denotes the cardinality of A. Similarly, on the non-announcement days

N = {1, . . . ,T } \ A, we calculate the slope and intercept of the SML by averaging the

cross-sectional estimates over all t ∈ N . Inference on these time series averages is

based on the time series standard deviation of the cross-sectional estimates divided

by the square root of their respective sample lengths. We use full sample OLS betas

for the figures and realized post-ranking betas for tabulated results.

Figure 1.3 presents the excess returns on announcement days and non-announce-

ment days as a function of post-ranking betas for the beta-sorted decile portfolios. In

line with the previous literature, we find that the risk-return relationship is upward

14It should be noted that the use of β̂p,t−1 as the explanatory variable in (1.3) leads to a error-in-

variables problem, since we are using a generated regressor. Under the assumption that β̂p,t equals the
true post-ranking beta plus a measurement error, the least squares estimator of the slope coefficients will
be biased towards zero, whereas the intercepts will be upward biased.
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Figure 1.3: Average returns and FOMC announcements. This figure plots the average excess return to beta-sorted decile
portfolios on announcement (blue squares) and non-announcement (red diamonds) days, respectively. The sample
period is January 2002 to December 2015.

Table 1.1: Daily excess returns on announcement and non-announcement days.

Panel A: Estimating the security market line

Intercept Slope Avg. R2

a-day −0.063 0.641 45.413
[−0.652] [3.849]

n-day 0.053 0.001 45.435
[3.841] [0.023]

a−n −0.117 0.641
[−1.191] [3.805]

Panel B: Descriptive statistics

P1 P2 P3 P4 P5 P6 P7 P8 P9 P10 MKT

a-day 0.383 0.328 0.363 0.383 0.419 0.503 0.561 0.716 0.792 1.218 0.493
[3.330] [3.771] [3.939] [3.663] [3.530] [3.544] [3.601] [3.668] [3.652] [3.756] [3.675]

n-day 0.091 0.054 0.058 0.049 0.041 0.045 0.041 0.043 0.048 0.089 0.017
[5.520] [3.532] [3.652] [2.812] [2.192] [2.143] [1.748] [1.662] [1.584] [2.186] [0.837]

a−n 0.293 0.273 0.305 0.335 0.378 0.458 0.520 0.674 0.744 1.129 0.476
[2.516] [3.096] [3.257] [3.154] [3.142] [3.191] [3.304] [3.419] [3.397] [3.454] [3.506]

Notes: This table reports cross-sectional coefficient estimates separately for announcement (a-day) and non-announce-
ment (n-day) days, respectively. Coefficients and t-statistics (in square brackets) are estimated as in Fama and MacBeth
(1973). a−n denotes the difference in parameter estimates between announcement and non-announcement days. The
sample period is January 2002 to December 2015.

sloping on announcement days, whereas it is essentially flat on non-announcement

days. Panel A of Table 1.1 presents the results from the cross-sectional regressions. We

find that the slope of the SML is positive (64 bps per day) and statistically significant

(t-statistic of 3.85) on announcement days, but essentially zero and insignificant on

non-announcement days. The announcement day premium is economically large

(64 bps per day) and significant (t-statistic of 3.8).

As a complement to Figure 1.3, Panel B of Table 1.1 reports mean excess returns
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Figure 1.4: Cumulative portfolio and market returns around FOMC announcements. This figure plots average cumula-
tive portfolio and market returns in a window surrounding the FOMC announcements. Portfolios are sorted based on
realized pre-ranking betas. The market refers to the ETF SPY. The sample period is January 2002 to December 2015.

for our decile portfolios sorted on realized pre-ranking betas across the two types of

days. We find that the differences between average excess returns on announcement

days and non-announcement days are monotonically increasing from P1 to P10 and

statistically significant for all portfolios. That is, while the returns increase for all

portfolios, we see the biggest differences for the high-beta portfolios. This is a natural

observation given the upward sloping SML on announcement days.

1.2.5 Intra-Day Returns around the Announcement

Lucca and Moench (2015) find that aggregate stock prices tend to drift upwards prior

to FOMC announcements – an observation they term the pre-FOMC announcement

drift. Figure 1.4 investigates if we observe a similar drift during our sample period

and our announcement dummy. In particular, it plots cumulative intra-day portfolio

and market returns over a daily window that surrounds the FOMC announcement.

Consistent with Lucca and Moench (2015) and Boguth et al. (2018), we find that re-

turns are slowly drifting upwards prior to the statement and experience a big upward

shift about 30 minutes after the statement. In this figure, the non-announcement

returns are recorded such that the announcement time in the figure corresponds to

2:15 PM, where the majority of the FOMC statements are released.

We conclude from the evidence presented in this section that, on FOMC an-

nouncement days, the price of risk changes in a manner that brings about significant

differences for the SML between announcement days and non-announcement days.

On announcement days, stock betas are strong determinants of returns, whereas

there is no clear relation between market betas and returns on all other days. These

findings are in line with the existing literature. In the next section, we turn to an inves-
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Table 1.2: Average betas for beta sorted portfolios.

P1 P2 P3 P4 P5 P6 P7 P8 P9 P10

α+γ 0.523 0.593 0.675 0.787 0.872 0.968 1.060 1.178 1.339 1.605
α 0.496 0.576 0.683 0.782 0.878 0.975 1.078 1.213 1.399 1.708
γ 0.026 0.018 −0.008 0.005 −0.006 −0.007 −0.018 −0.034 −0.061 −0.103
t-statistic 1.218 1.316 −0.625 0.367 −0.453 −0.500 −0.985 −1.842 −2.405 −2.840

Notes: This table reports average realized post-ranking betas for beta-sorted decile portfolios on announcement days
and non-announcement days, respectively. P1 refers to the portfolio of the 10% of stocks with the lowest realized pre-
ranking beta and P10 the 10% of stocks with the highest realized pre-ranking beta. The sample period spans January
2002 to December 2015.

tigation of the behavior of market betas across announcement and non-announce-

ment days.

1.3 Market Betas and FOMC Announcements

The use of high-frequency return data allows us to study the SML and its behavior

in more detail and improve our understanding of the nature of the shifts on an-

nouncement days. In particular, our setup is ideally suited to investigate the effects

of changes in the quantity of risk. This is the focus of this section.

1.3.1 Market Betas on Announcement and Non-Announcement Days

As a first step, we study mean realized post-ranking portfolios betas for announce-

ment and non-announcement days to investigate if any differences are present. We

compute post-ranking realized portfolio betas following the discussion in Section

1.2.3.

Table 1.2 presents average realized post-ranking betas for announcement days

and non-announcement days. The results are based on time series regressions of the

form

β̂p,t =αp +γp Ft +up,t , p = 1, . . . ,10, (1.5)

where up,t is an error term and Ft is a FOMC announcement dummy variable. The

specification in (1.5) implies that the estimate of αp is the average average realized

value of beta for portfolio p on non-announcement days. The estimate of γp is the ad-

ditional (compared to αp ) average value of the realized beta for portfolio p observed

on announcement days. If the estimate of γp is statistically significant it implies

that the realized beta for portfolio p differs across the two types of days. To make

inference we compute Newey and West (1987) heteroskedasticity and autocorrelation

consistent standard errors.

In contrast to Savor and Wilson (2014) and Wachter and Zhu (2018), we find that

post-ranking betas for high beta stocks do differ significantly between the two types

of days.15 The average post-ranking beta for P10 falls by as much as 0.103 (t-statistic

15Some variation in the betas is also documented by Eriksen and Grønborg (2018) using daily data.
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of 2.84) on announcement days which is large in economic terms. Although the

average post-raking beta for P1 increases with around 0.026, this is not a significant

difference. However, the point estimates do imply a reduction in the spread of betas

on announcement days. This compression of betas is the main focus of this section,

and we provide evidence below that it becomes even stronger when conditioning

on the persistency of realized measures and that beta compression is related to the

resolution of uncertainty observed on FOMC announcement days.

1.3.2 Dynamics of Realized Measures

Realized measures of return variation are known to exhibit some degree of persistence

on the daily frequency. To ensure that our results from the previous sections are

neither driven nor masked by the dynamic properties of the realized measures, we

consider a simple heterogeneous autoregressive (HAR) model (Corsi, 2009).

To this end, we let xp,t denote a realized measure for portfolio p at time t . In

what follows, we will consider not only realized post-ranking betas for our portfolios,

but also their components: market volatility, portfolio volatility, and stock market

correlation (see the realized beta definition in (1.2)). To investigate the impact of

FOMC meetings on xp,t , we augment the HAR model with the indicator variable

Ft that takes the value one if day t contains an FOMC announcement and zero

otherwise. We then specify the following HAR model augmented with the FOMC

announcements indicator

xp,t+1 =αp +α(d)
p xp,t +α(w)

p x(5)
p,t +α(m)

p x(22)
p,t +γp Ft+1 +up,t+1, (1.6)

where x(k)
p,t = 1

k

∑k
s=1 xp,t−s+1 denotes the average of xp,t over the last k periods. The pa-

rametersα(d)
p ,α(w)

p , andα(m)
p are coefficients related to the daily, weekly, and monthly

autoregressive terms governing the dynamics of the realized measure. The three

coefficients are standard in the HAR literature and serve to clean out the memory of

the realized measure. This will allow us to get a better view at the behavior of realized

measures for our beta-sorted decile portfolios around scheduled announcements.

1.3.2.1 Realized Post-Ranking Beta

Table 1.3 presents the results from estimating the HAR model in (1.6) for realized

post-ranking betas for each of the ten beta-sorted portfolios. The daily, weekly, and

monthly lags have significant effects on all portfolio betas. After controlling for the

dynamics of the realized betas, the picture from Table 1.2 remains. The coefficient

γ represents the change in portfolio betas on announcement days. The estimated γ

coefficients are roughly comparable with the simple difference in averages presented

in the third row of Table 1.2, though they tend to be of slightly larger magnitude. Based

on this regression analysis, we find the betas of P1–P6 to be larger on announcement

days, whereas the betas for P7–P10 are reduced on announcement days. The effect
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Table 1.3: Realized betas for beta sorted portfolios.

β̂1 β̂2 β̂3 β̂4 β̂5 β̂6 β̂7 β̂8 β̂9 β̂10

α 0.130 0.111 0.087 0.079 0.070 0.073 0.088 0.093 0.166 0.236
[6.237] [5.291] [4.772] [5.213] [4.400] [4.121] [3.832] [3.892] [4.685] [4.851]

α(d) 0.095 0.082 0.104 0.055 0.068 0.132 0.174 0.168 0.177 0.228
[4.025] [3.312] [4.901] [2.224] [3.236] [5.730] [8.082] [8.170] [7.490] [8.820]

α(w) 0.216 0.132 0.100 0.205 0.284 0.251 0.270 0.241 0.291 0.321
[3.888] [2.709] [2.159] [3.879] [6.218] [4.788] [5.059] [5.537] [6.432] [7.024]

α(m) 0.425 0.592 0.670 0.640 0.569 0.544 0.475 0.515 0.414 0.314
[6.454] [11.206] [14.642] [12.717] [12.663] [11.297] [8.900] [11.870] [8.099] [7.220]

γ 0.041 0.031 0.004 0.020 0.009 0.004 −0.010 −0.026 −0.062 −0.115
[2.003] [2.604] [0.328] [1.950] [0.932] [0.401] [−0.814] [−1.769] [−2.803] [−3.762]

Notes: The table shows OLS parameter estimates of the augmented HAR model defined in (1.6) for the ten time series of
realized post-ranking portfolio betas. The t-statistics, in square brackets below the coefficient estimates, are calculated
using Newey and West (1987) standard errors. The parameter of interest is γwhich determines the change in the realized
measure on FOMC announcement days.

of FOMC meetings on the daily portfolio betas is significant on a 95% confidence

level for the two lowest and highest beta sorted portfolios. This contrasts to Table 1.2

where the dynamic properties of the realized betas are not accounted for. Here the

announcement effect is only significant for P9 and P10.

The increased concentration in realized post-ranking betas on announcement

days stands in contrast to much of the earlier empirical literature, but the finding is

in line with the theory of Andrei et al. (2018). Their model implies that empiricists

will overestimate (underestimate) the beta of low-risk (high-risk) assets on days with-

out important macroeconomic announcements. In Andrei et al. (2018) the relation

between the true beta (β) and the empiricist’s beta (β̃) is given by

β̃−1 = (1+δ)(β−1), (1.7)

where δ is a strictly positive constant being proportional to the size of the informa-

tional distance between the empiricist and the average investor. On days with FOMC

announcements the informational gap decreases, which implies a smaller beta esti-

mation error on announcement days. However, for assets with a true beta close to

one, the estimated beta is close to the true beta irrespectively of whether important

information is revealed or not. The announcement effects we find in Table 1.3 are

consistent with this theory. The effect is positive for P1–P6, which all have average

non-announcement beta less than one. The average non-announcement beta for P7–

P10 are all larger than one, and for these portfolios we find a negative announcement

effect on the estimated betas.

In order for us to get a better understanding of this observation, we examine the

individual components of the beta estimator in (1.2) separately below. This allows us

to investigate whether it is specific components of the realized beta estimator that

are driving the changes in betas.
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Table 1.4: Realized volatilities for market and beta sorted portfolios.

RV1/2
M RV1/2

1 RV1/2
2 RV1/2

3 RV1/2
4 RV1/2

5 RV1/2
6 RV1/2

7 RV1/2
8 RV1/2

9 RV1/2
10

α 0.036 0.053 0.033 0.033 0.034 0.038 0.038 0.043 0.048 0.058 0.073
[2.226] [2.752] [2.284] [2.267] [2.358] [2.482] [2.429] [2.476] [2.572] [2.663] [2.534]

α(d) 0.409 0.014 0.252 0.330 0.394 0.378 0.399 0.382 0.403 0.405 0.418
[6.539] [0.404] [4.678] [5.388] [8.569] [5.958] [6.233] [5.197] [6.131] [7.768] [7.541]

α(w) 0.374 0.474 0.504 0.435 0.383 0.393 0.363 0.378 0.356 0.330 0.305
[3.917] [5.352] [4.935] [4.253] [4.567] [3.860] [3.607] [3.696] [3.828] [4.152] [4.711]

α(m) 0.164 0.409 0.176 0.173 0.164 0.172 0.185 0.186 0.188 0.211 0.224
[3.791] [5.480] [2.873] [3.072] [3.194] [3.529] [3.872] [3.976] [4.287] [5.026] [5.187]

γ 0.168 0.111 0.107 0.119 0.138 0.143 0.157 0.150 0.171 0.159 0.179
[4.623] [3.873] [4.910] [5.160] [5.282] [5.174] [5.088] [4.499] [4.252] [3.393] [2.815]

Notes: The table shows OLS parameter estimates of the augmented HAR model defined in (1.6) for the time series of
realized post-ranking portfolio volatilities. The t-statistics, in square brackets below the coefficient estimates, are calcu-
lated using Newey and West (1987) standard errors. The parameter of interest is γ which determines the change in the
realized measure on FOMC announcement days.

1.3.2.2 Realized Portfolio Volatility and Correlation

In this section, we consider HAR regressions for realized portfolio volatility and corre-

lation. First we consider the model in (1.6) with realized volatility, i.e., xp,t = RV1/2
p,t .

The estimation results for the market portfolio and the ten beta sorted portfolios are

provided in Table 1.4. In line with results reported in numerous other volatility stud-

ies, the α-parameters are all highly significant, implying a large degree of persistence

in the realized post-ranking volatility series. The parameter of main interest, γ, is

estimated to be positive in all regressions. In conformance with the results of Lucca

and Moench (2015), this suggests that days with an FOMC announcements lead to

an immediate increase in realized stock market volatility. The effect is statistically

significant for each of the considered portfolios, and the effect tends to be increasing

in pre-ranking betas.

Second, we investigate the impact of FOMC announcements on the correlation

structure between the ten portfolios and the broad stock market index. Table 1.5

presents the results for the augmented HAR regression with ρp,t as the dependent

variable. The announcement effect is found to be positive for all portfolios. However,

the effect is only significantly different from zero on a 95% confidence level for seven

out of ten portfolios in this case. For P1 and P2 the increase is of largest magnitude.

Despite the fact that we find the announcement effects on the realized post-ranking

betas to be of different sign depending on the portfolio number, the regression

analyzes from this section show that the components of realized betas, volatilities,

and correlations all increase on announcement days for all portfolios. It is important

to emphasize that this is not a contradiction to our previous results. Beta is a non-

linear function of volatilities and the correlation, and therefore the announcement

day impact on beta is not easily identifiable by the absolute announcement effects

on each components, but rather originates from relative effects.
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Table 1.5: Realized correlations for beta sorted portfolios.

ρ1 ρ2 ρ3 ρ4 ρ5 ρ6 ρ7 ρ8 ρ9 ρ10

α 0.158 0.164 0.212 0.225 0.191 0.229 0.255 0.266 0.191 0.121
[2.942] [2.606] [4.109] [6.404] [5.901] [6.796] [7.474] [7.450] [6.095] [3.987]

α(d) 0.093 0.132 0.073 0.068 0.057 0.091 0.104 0.066 0.068 0.085
[3.500] [4.784] [3.320] [2.604] [1.970] [3.910] [3.301] [2.392] [2.643] [2.874]

α(w) 0.166 0.164 0.209 0.184 0.210 0.190 0.238 0.315 0.317 0.258
[2.816] [2.683] [3.848] [4.272] [3.752] [4.228] [4.684] [5.529] [5.262] [4.508]

α(m) 0.494 0.496 0.474 0.499 0.527 0.475 0.385 0.332 0.403 0.514
[5.582] [5.122] [8.136] [8.478] [9.517] [8.271] [7.502] [5.121] [6.023] [7.819]

γ 0.047 0.055 0.015 0.018 0.015 0.013 0.010 0.008 0.016 0.016
[2.394] [4.671] [1.748] [3.221] [3.122] [3.017] [2.670] [1.835] [2.874] [1.916]

Notes: The table shows OLS parameter estimates of the augmented HAR model defined in (1.6) for the ten time series
of realized post-ranking portfolio correlations. The t-statistics, in square brackets below the coefficient estimates, are
calculated using Newey and West (1987) standard errors. The parameter of interest is γ which determines the change in
the realized measure on FOMC announcement days.

1.3.3 Compression of Betas

Our results so far strongly indicate that stock market betas compress towards the

market beta of one on days with scheduled FOMC announcements. To investigate this

further, this section introduces a simple and intuitive measure that directly quantifies

the compression in realized post-ranking betas on a daily level, and further allows us

to get a better understanding of the behavior of stock market betas. In particular, we

propose to use the following measure of beta compression

Compt =
1√

1
10

∑10
p=1

(
β̂p,t − 1

10

∑10
j=1 β̂ j ,t

)2
, (1.8)

where the denominator represents the cross-sectional dispersion in portfolio betas

on day t represented their sample standard deviation. We will throughout assume

that there is some variation in the daily post-ranking realized betas across the ten

portfolios, by assuming the existence of at least one pair ( j ,k) ∈ {1, . . . ,10} with j 6= k

such that β̂ j ,t 6= β̂k,t for every considered time periods. This high-level assumption

ensures that the beta compression measure in (1.8) is well-defined. In practice, we do

not have to be concerned with violations of this assumption, as the post-ranking betas

greatly varies both between the ten portfolios and across time. As betas compress

on FOMC announcement days, the dispersion is reduced, and the compression

measure increases. Similarly, on non-announcement days, dispersion in betas is

increased leading to a lower compression value. This effect is illustrated in Figure 1.1

in Section 1.1, where we plot averages of the beta compression measure on the

announcement days as well as for the eight days prior to and following these days.

The figure clearly shows that scheduled FOMC announcement days are associated

with significantly higher values of the beta compression measure compared to other

days.

The high-frequency framework in this study allows us to investigate the intra-
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Figure 1.5: Beta compression at the intra-daily level. This figure plots intra-day averages of the beta compression mea-
sure for announcement and non-announcement days. The realized post-ranking betas are computed over an expanding
window of observations.

daily evolution of the beta compression measure. This is ideal as it allows us to

investigate whether compression happens over the day or fully around the statement.

We find that the largest compression happens immediate after the release of the

statement. In particular, Figure 1.5 depicts the average beta compression measure

in a window around the release of the FOMC statement for both announcement

and non-announcement days. The estimates are based on an expanding window

of observations starting from market opening at 9:30 AM. It is therefore important

to emphasize that the betas we estimate during the beginning of the event window,

are expected to be less precisely estimated compared to the estimated betas dur-

ing the end of the window, since the latter are based on more observations. The

solid blue line represents the average compression measure on announcement days,

whereas the dashed line represents the average compression measure on days with

no announcements.

Generally, Figure 1.5 shows that the compression measure is increasing through-

out the event window on both types of days. We note, however, that the compression

measure behaves differently on announcement days compared to non-announce-

ment days. On FOMC announcement days the compression measure increases rela-

tively smoothly until the announcement time. At the announcement time and the

following hour, a sharp increase is observed. This stands in contrast to non-announce-

ment days, where the beta compression is smoothly increasing throughout the event

window. This suggests that it is the return patterns just around the release of the

FOMC statement, that are responsible for the significant changes in stock market

betas on announcement days.
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Table 1.6: Log VIX changes and FOMC announcement days.

(1) (2) (3) (4)

Constant 0.158 0.158 −0.748 −0.886
[2.401] [2.402] [−3.945] [−4.436]

Market −4.016 −4.017 −4.009 −4.012
[−20.167] [−19.894] [−20.163] [−20.162]

Announcement −1.951 −1.956 −2.128 0.069
[−4.205] [−4.268] [−4.470] [0.084]

Market×Ann 0.011
[0.016]

Comp 0.324 0.373
[4.880] [5.311]

Comp×Ann −0.667
[−3.447]

R2 (
%

)
56.284 56.284 56.590 56.679

Notes: This table reports OLS parameter estimates of models nested in (1.9). We regress daily log changes to the VIX index
(in percent) on a series of covariates. The t-statistics, in square brackets below the coefficient estimates, are calculated
using Newey and West (1987) standard errors. The sample period is January 2002 to December 2015.

1.3.4 Market Betas and Resolution of Uncertainty

Having established that asset prices move and market betas concentrate in reaction

to scheduled FOMC announcements for which investors expect information to be

revealed, we investigate how this compression relates to the resolution of uncertainty.

We follow, among others, Beber and Brandt (2009), Savor and Wilson (2013), Amen-

gual and Xiu (2018), and Boguth et al. (2018) and use the option-implied volatility

index (VIX) as a proxy for monetary policy uncertainty. VIX reflects the expected

30-day volatility based on implied volatilities of the S&P 500 index options.

To investigate if the compression of realized post-ranking betas influence the

level of uncertainty, we consider a regression of the form

∆VIXt = δ+λF Ft +λC Compt +λX X t +νt , (1.9)

where ∆VIXt denotes daily log changes to the VIX index (in percent), Ft is an an-

nouncement indicator, and X t is a vector of control variables and interactions. We

include the return of the market portfolio, an interaction between the market return

and the announcement indicator, and an interaction between the announcement

indicator and the compression measure as the set of possible covariates in X t .

Table 1.6 presents the results from regressing daily log VIX changes onto various

covariates. In column (1), we regress∆VIXt onto the contemporaneous market return

and an announcement dummy. As is standard in the literature, we find a negative

relation between stock market returns and VIX (t-statistic of −20). In particular,

a one percent increase in stock returns is associated with a 4% decline in VIX. In

column (2) we add an interaction effect and find, in line with existing literature, that

it comes out insignificant and economically small. This suggests that the effects from

announcement days are not driven by different market behavior on these particular

days.

Column (3) includes the beta compression measure while column (4) additionally

considers the interaction between beta compression and the announcement dummy.
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Column (3) shows a positive and significant effect from including the beta compres-

sion measure, implying that, as betas are compressed, the uncertainty increases. The

results in column (4) show the effect of beta compression on FOMC days through an

interaction term. The interaction effect is negative and significant (t-statistic of −3.4)

indicating, on FOMC days, that higher beta compression is associated with decreases

in the VIX index. Interestingly, the effect from the announcement day is insignificant

in this specification.

1.4 Conclusion

We find that stock market betas behave differently on days when the FOMC is sched-

uled to announce their interest rate decision. In line with the model in Andrei et al.

(2018), we find that low-beta assets see an increase in their realized post-ranking beta,

and that high-beta assets see a decrease on scheduled FOMC announcement days.

That is, the dispersion in betas shrinks towards one on days with scheduled announce-

ments. This effect becomes particularly clear once we control for the persistence

normally found in realized measures using a simple augmented HAR model. More-

over, we find that movements in the difference between the realized post-ranking

betas of the lowest and most risk assets are related to monetary policy uncertainty as

measured by the VIX index. In particular, on announcement days, compression of

the realized betas is contemporaneously related to a decline in uncertainty. Our main

message is therefore that stock market betas indeed do differ between announcement

and non-announcement days, and that this is an important channel to consider when

investigating the shape of the SML.
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Appendix

A.1 Announcement Days with and without Press Conferences

This section presents a robustness check on the main empirical results, where we in-

vestigate the effect on asset prices of the Fed’s decision to introduce press conferences

after some, but not all, scheduled meetings. Most of our results are based on our

announcement dummy which only uses scheduled FOMC announcement followed

by a press conference post April 2011. Figure A.1 plots the SML for announcement

days during April 2011 to December 2015, where we estimate the SML separately for

days with and without press conferences, respectively.

Figure A.1: Average returns and FOMC announcements. This figure plots the average excess return to beta-sorted decile
portfolios on announcement (blue squares) and non-announcement (red diamonds) days, respectively, for days without
press conferences (Panel A) and days with press conferences (Panel B). The sample period is January 2002 to December
2015.

On days without press conference, we find no particular relation between stock

market betas and average returns, whereas there is a strong and positive relation on

days with a press conference. Eriksen and Grønborg (2018) similarly find that the

introduction of press conferences has effects for asset prices, both in the U.S. and in

international financial markets.
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Abstract

We consider the problem of estimating the daily integrated beta, which is a latent

measure reflecting the systematic risk of a financial asset with respect to market wide

movements. We propose two novel estimators to solve this problem. Both estimators

combine overnight returns with high-frequency-based realized measures of return

variation for the active part of the day. The first estimator uses a portfolio argument to

express the integrated beta as a function of univariate quadratic variations, whereas

the second method combines a bivariate realized covariation matrix with the outer

product of overnight returns. We verify the validity of the new beta estimators in

a Monte Carlo study. In an empirical application, we estimate daily betas for the

constituents of the Dow Jones Industrial Average with respect to the S&P 500 tracking

exchange traded funded SPY, and we conduct a beta hedging exercise using the

methodology developed in the paper.
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2.1 Introduction

Since the introduction of modern asset pricing models, such as the capital asset pric-

ing model (CAPM) of Sharpe (1963) and Lintner (1965), a lot of work has been devoted

to characterizing systematic risk among academics and practitioners. The market

beta of a financial asset is a measure of systematic risk and is defined as an assets

covariation with the market portfolio relative to the variation in the market portfolio.

Precise estimates of systematic risk are of great importance in many areas of financial

economics, such as asset pricing, hedging decisions, and portfolio management.

Traditionally, betas have been estimated using simple linear regression techniques

using a sample of historical returns recorded at a low frequency such as weekly or

monthly, see, e.g., Fama and MacBeth (1973) and Fama and French (1992). Due to the

recent availability of high-frequency price data, a large body of literature has been

devoted to characterizing variations and dependencies in asset returns at higher

frequencies (such as daily or weekly) in a non-parametric fashion using so-called

realized measures, obtained by appropriately adding up observed high-frequency

returns over a short interval of time. One of the realized quantities which has been

studied is the realized beta. Barndorff-Nielsen and Shephard (2004) provide the

theoretical foundation for realized beta estimation, where they study the realized

covariance estimator in a noise-free continuous-time semimartingale framework

and as a by-product study properties of realized correlation and realized beta. One

of their main results is that realized beta is consistent for the integrated beta as the

sampling frequency tends to infinity. Other classical studies on realized beta include

Bollerslev and Zhang (2003) and Andersen, Bollerslev, Diebold, and Wu (2005, 2006).

At the daily level, high-frequency based estimation of risk measures is often

hampered by the lack of frequent observations during a large part of the day. In

particular, this is the case for the stock market in which price changes only are

observed during a limited time span of the day, such as 6.5 hours in the case of the

U.S. stock market. Consequently, the realized beta estimator consistently estimates

the integrated beta during the period with active trading on the stock market and

not the integrated beta for the whole day. In this paper we address how to estimate

the daily integrated beta. An estimator of the beta for the whole day is not only

of theoretical interest, but also of great practical interest since investments with a

holding period longer than intra-daily are exposed to the variations in asset prices

during the overnight periods.

The main contributions of the paper are the following. We propose two novel

ex-post estimators for the integrated beta covering the period from the closing time

of the previous trading day to the closing time of the current trading day. Both es-

timators builds upon the view that in absence of reliable high-frequency returns

during the closing period of the stock market, the observed close-to-open returns

provide a useful (albeit noisy) signal about the overnight variations. By appropriately

combining overnight returns with a realized measure that consistently estimates the
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(co)variation during the active trading hours, we can obtain a feasible beta estimator

for the whole day.

The first estimator of the daily integrated beta we introduce is the portfolio esti-

mator. This estimator build upon methodologies developed for the univariate case

where the aim is to estimate daily increments in the quadratic variation process.

Despite beta estimation by nature being a multivariate problem, we use the method

of Brandt and Diebold (2006) and Bannouh, Van Dijk, and Martens (2009) in order to

rewrite the object of interest such that it only involves univariate quadratic variation

terms. This is achieved by introducing an artificial constructed asset composed of

a weighted portfolio of the market index and the individual asset. Our estimator of

the daily integrated beta is then constructed by estimating each of the univariate

quadratic variation terms optimally in the spirit of Hansen and Lunde (2005). This

involves a weighted linear combination of the squared overnight return and a real-

ized measure of quadratic variation for the active part of the trading day, where the

weights are determined to minimize estimation risk under the condition that the

resulting estimator of the covariation matrix has to be unconditionally unbiased.

The second estimator we propose is called the weighting estimator. In this case,

we use a more direct approach to estimate the latent covariation matrix, in which

we combine the outer product of the bivariate vector of close-to-open returns with a

realized covariation matrix measuring the variation during the opening period. Again,

we use a weighted combination of the two parts where the weights are carefully

chosen as a solution to a minimization problem. The weighting estimator of the

quadratic covariation matrix can be considered as the generalization of the Hansen

and Lunde (2005) estimator of integrated variance to the bivariate case, since the

weights determining the diagonal elements of the covariation matrix are identical to

the ones obtained with their optimal weighting scheme.

The article is related to a number of studies. In the univariate case, Hansen

and Lunde (2005) consider estimation of the daily integrated variance in the pres-

ence of intermittent high-frequency data, and they provide a mean-square error

optimal weighting scheme of overnight returns and daytime realized variance (see

also Martens (2002) and Koopman, Jungbacker, and Hol (2005)).1 In the multivari-

ate case, Fleming, Kirby, and Ostdiek (2003) and Pooter, Martens, and Dijk (2008)

suggest to estimate the daily covariation matrix representing the whole day, using

the simple device of directly adding the outer product of overnight returns to the

1Also, in an univariate volatility prediction setting, a number of studies have investigated the value
of incorporating overnight information in conditional volatility models. Ahoniemi and Lanne (2013)
studies different weighting schemes to obtain a realized volatility estimator for the whole day, with the
aim of producing better full day volatility forecasts. Taylor (2007) and Mirone and Zeng (2018) studies
the importance of overnight information from the futures market to predict the daytime volatility of the
S&P 500 index. Tsiakas (2008) incorporates overnight information for a set of European and U.S. stock
indices in a stochastic volatility model, and find substantial gains in the model performances by this
addition. See also Andersen, Bollerslev, and Huang (2011), Chen, Yu, and Zivot (2012), and Todorova and
Souček (2014a,b) for other recent papers studying the importance of overnight information for volatility
prediction.
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realized covariance matrix, obtained by adding up outer products of equidistant high-

frequency intra-day returns during the open-to-close period. They find the inclusion

of overnight returns to improve volatility-timing strategies in a portfolio allocation

setting. Todorov and Bollerslev (2010) study how to disentangle diffusive systematic

risk from jump risk in a high-frequency setting, and Bollerslev, Li, and Todorov (2016)

extend this analysis to also characterize the systematic risk from the overnight period

and thereby obtain three different beta estimates on each day. They find that the

jump and the overnight beta to entail a significant risk-premium contrary to the

diffusive daytime beta.

To evaluate our new model-free estimators of the integrated beta, we consider an

empirical application to the U.S. stock market where we use the estimated betas to

construct minimum variation hedging portfolios. The performance of the estimators

is assessed by comparing the hedging errors with corresponding errors obtained

using existing high-frequency beta estimators considered in the literature. We show

that our new estimators statistically have superior performance in the in-sample

analysis. However, in the out-of-sample analysis, the new beta estimators generally

do not help reducing the hedging errors compared to a high-frequency-based beta

estimator without overnight information.

The remainder of the paper is structured as follows. The theoretical concept of

integrated beta is provided in Section 2.2 in a general continuous-time semimartin-

gale framework. In Section 2.3 we relate the daily integrated beta to the integrated

beta from the active trading hours. We subsequently propose two new estimators of

the daily integrated beta. We study the finite sample properties of the estimators by

means of Monte Carlo simulation in Section 2.4. In Section 2.5 we consider the statis-

tical properties of the estimators and conduct a hedging experiment to investigate

the practical usefulness of the new estimators. Section 2.6 concludes.

2.2 Theoretical Framework

We consider a financial market with M risky assets where we suppose that the

M ×1 vector of efficient logarithmic prices, {pt }t≥0 defined on a filtered probability

space (Ω,F, {Ft }t≥0,P), follows the following multivariate continuous-time stochastic

volatility diffusion

pt = p0 +
∫ t

0
µu du +

∫ t

0
σu dWu , (2.1)

where {µt }t≥0 is a drift process of finite variation, and {σt }t≥0 is the instantaneous

covolatility process with all elements being cádlág. The prices are driven by an M-

dimensional standard Brownian motion, {Wt }t≥0, that is independent of the drift and

the covolatility process. Given (2.1) we can define the M ×M spot covariation matrix

as Σt =σtσ
′
t where we will assume that

∫ t
0 Σ

(k,k)
u du <∞ for all 1 ≤ k ≤ M and t ∈R+.

Here we have used the notation Σ(k,l )
t to denote the (k, l )th element of the Σt process.
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The continuously compounded return from time s to t is given as rt ,s ≡ pt −ps ,

which by (2.1) equals

rt ,s =
∫ t

s
µu du +

∫ t

s
σu dWu .

This implies that conditional on the filtration generated by µ and σ the return from

time s to t is normally distributed

rt ,s |σ
{
(µu ,σu),0 ≤ u ≤ t

}∼ N

(∫ t

s
µu du,

∫ t

s
Σu du

)
.

The matrix Σ(∗)
t ,s = ∫ t

s Σu du is called the integrated covariance matrix and provides

a measure of the true latent volatility of the efficient returns over the time interval

from s to t . Furthermore, we have that Σ(∗)
t ,s = [p]t

s ≡ [p]t − [p]s where {[p]t }t≥0 is the

unique quadratic covariation process associated with {pt }t≥0. We note that [p]t is a

symmetric positive semidefinite M ×M matrix with elements
{
[p(i ), p( j )]t

}M
i , j=1.

We will assume that the Mth entry of pt contains the logarithmic price of the

market index at time t . Using this convention, we can define the integrated beta over

the time interval [s, t ] of asset i with respect to the market as

β(i )
t ,s =

[p(i ), p(M)]t
s

[p(M)]t
s

=
∫ t

s Σ
(i ,M)
u du∫ t

s Σ
(M ,M)
u du

, i = 1, . . . , M −1. (2.2)

One important application of integrated betas is for hedging decisions. Consider

an investor standing at time t −1 wanting to invest in a portfolio consisting of two

assets; asset i and the market portfolio. The investor decides to hold α units of the

market portfolio per unit of asset i and wants to minimize the variation of the portfo-

lio return over the following day. That is, the investor wants to solve the minimization

problem at time t −1

min
α

[p(i ) −αp(M)]t
t−1. (2.3)

The solution to this problem is given by

α∗ = [p(i ), p(M)]t
t−1

[p(M)]t
t−1

=β(i )
t ,t−1,

implying that the investor ideally should know the integrated beta for the next day

in order to minimize the portfolio risk. This beta hedging framework will be used to

evaluate the potential benefits of our new beta estimators in comparison to other

well-known alternatives.

The object of this paper is to find a proper way of estimating the latent quantity

in (2.2) on a daily basis, i.e., over the interval from the closing time of the previous

trading day until the closing time of the current day. The following sections provide

possible solutions to this non-trivial task.
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(Portfolio estimator)

(Weighting estimator)

Figure 2.1: Illustration of the setup

2.3 Beta Estimation for the Whole Day

Without loss of generality, we can assume that the period between the end of two

consecutive trading sessions has unit length. With this convention in mind we in-

troduce the following notation: Let β(i )
t ≡ β(i )

t ,t−1 denote our object of interest; the

close-to-close integrated beta for day t . Similarly, we let β(cl ,i )
t ≡β(i )

t−∆t ,t−1 denote the

overnight integrated beta for asset i , i.e., the beta over the interval from the closing

time of the previous trading day to the opening time of the current trading day. In this

definition we use ∆t to denote the time span between the opening and closing time

at day t . The integrated beta covering the daytime trading hours—the period from

the opening time to the closing time at day t—will be denoted by β(op,i )
t ≡ β(i )

t ,t−∆t
.

Figure 2.1 illustrates the setup just introduced.

If we were able to observe high-frequency price changes throughout the whole day,

the problem of estimating β(i )
t would not be particular difficult. In this case we could

rely on the well-developed literature on estimating quadratic (co)variations using

intra-day prices. However, for most stock markets—including the U.S. considered in

this paper—we are only able to observe high-frequency observations during a limited

amount of time each day. For this reason we can only obtain an estimate of β(op,i )
t

straightforwardly. But as follows from the derivation below, these two beta concepts

do not necessarily coincide. Indeed, we have that

β(i )
t −β(op,i )

t = [p(i ), p(M)]t
t−1

[p(M)]t
t−1

−
[p(i ), p(M)]t

t−∆t

[p(M)]t
t−∆t

=
[p(i ), p(M)]t−∆t

t−1 + [p(i ), p(M)]t
t−∆t

[p(M)]t−∆t
t−1 + [p(M)]t

t−∆t

−
[p(i ), p(M)]t

t−∆t

[p(M)]t
t−∆t

.

This implies that the difference between the two types of integrated betas is generally

different from zero, unless

[p(i ), p(M)]t−∆t
t−1

[p(M)]t−∆t
t−1

=
[p(i ), p(M)]t

t−∆t

[p(M)]t
t−∆t

.

That is, for equality between β(op,i )
t and β(i )

t we must require that β(cl ,i )
t =β(op,i )

t .
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Table 2.1: Close-to-open, open-to-close, and close-to-close betas.

β(cl ) β(op) β H0 :β(cl ) =β(op)

AAPL 1.135 1.157 1.051 0.727
AXP 1.229 1.392 1.404 0.001
BA 0.942 0.924 0.969 0.659
CAT 1.163 1.147 1.155 0.710
CSCO 1.361 1.242 1.251 0.056
CVX 0.880 0.944 0.978 0.096
DD 0.912 1.033 1.056 0.002
DIS 0.938 1.050 1.097 0.003
GE 1.279 1.141 1.149 0.032
GS 1.446 1.345 1.370 0.280
HD 0.951 1.064 1.003 0.007
IBM 0.893 0.843 0.846 0.186
INTC 1.283 1.233 1.214 0.368
JNJ 0.553 0.524 0.529 0.382
JPM 1.521 1.540 1.531 0.818
KO 0.547 0.568 0.548 0.524
MCD 0.643 0.601 0.579 0.196
MMM 0.715 0.821 0.826 0.002
MRK 0.719 0.734 0.742 0.710
MSFT 0.986 1.015 1.004 0.439
NKE 0.769 0.877 0.844 0.014
PFE 0.747 0.761 0.765 0.735
PG 0.518 0.525 0.517 0.831
UNH 0.758 0.843 0.817 0.233
UTX 0.854 0.936 0.963 0.014
VZ 0.723 0.774 0.756 0.156
WMT 0.581 0.683 0.618 0.002
XOM 0.803 0.872 0.900 0.078

Notes: The table reports estimated betas using data from 2001–2015. The last column reports the p-values of the Wald

test for equality of overnight beta (β(cl )) and the beta during the active trading hours (β(op)). Bold entries in the last
column indicate a failure of rejection of H0 on a 95% confidence level.

To get a rough picture of whether the betas from the overnight period differ

from the betas during the active trading hours, we estimate these quantities using

realized covariance with returns measured at the daily frequency. Using data from

2001 until 2015 for 28 out of 30 of the actively traded Dow Jones Industrial Average

(DJIA) components and the S&P 500 tracking exchange traded fund SPY as proxy for

the market, we obtain a single estimate of β(cl ,i )
t and β(op,i )

t by calculating

β̂(cl ,i ) =
∑t

s=1 r (cl ,i )
s r (cl ,SPY )

s∑t
s=1

(
r (cl ,SPY )

s
)2 , and β̂(op,i ) =

∑t
s=1 r (op,i )

s r (op,SPY )
s∑t

s=1

(
r (op,SPY )

s
)2

, i = 1, . . . ,28.

Here r (cl ,i )
t and r (op,i )

t denote close-to-open and open-to-close returns, respectively.

The results are given in Table 2.1, where we have also computed a beta measure

denoted as β using the same methodology as just described, but with close-to-close

returns. In most cases the close-to-open and the open-to-close betas are very similar

over the sample period, and we are not able to reject the hypothesis of equality of

overnight and trading hours beta on a conventional significance level in the major-

ity of the cases. However, for one third of the stocks the null hypothesis is rejected,

indicating that it is insufficient only to consider trading hours returns when charac-

terizing the integrated beta for the whole day. More generally, this points towards

the possibility of a different dependence structure between individual stocks and the
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overall market during the closing period and the daytime period with active trading.

In the following sections we propose two new methods to estimate the daily

integrated betas; the portfolio estimator and the weighting estimator. The estimators

are derived using different approaches, but both estimators combine the observed

close-to-open returns with realized measures of (co)variation for the open-to-close

period.

2.3.1 The Portfolio Estimator

Even though beta estimation is by nature a multivariate estimation problem, we

can, following Brandt and Diebold (2006) and Bannouh et al. (2009), show that it is

possible to rewrite the object of interest in such a way that we (almost) solely can

rely on techniques from the univariate volatility estimation literature. The idea builds

upon the work of Hansen and Lunde (2005) where they consider the related but

different problem of estimating daily increments of the latent quadratic variation

process consistently in a univariate framework.

To fix ideas, we consider an artificial constructed asset indexed by θ(i ) com-

posed of asset i and the market index M for which it holds that its log price process

{p(θ(i ))
t }t≥0 is equal to {θp(i )

t +(1−θ)p(M)
t )}t≥0 for θ ∈ (0,1). This definition of asset θ(i )

implies that its quadratic variation process is well-defined, and by basic properties of

quadratic covariation processes we can establish that the quadratic variation process

of {p(θ(i ))
t }t≥0 is given by

[p(θ(i ))]t = [θp(i ) + (1−θ)p(M)]t

= θ2[p(i )]t +2θ(1−θ)[p(i ), p(M)]t + (1−θ)2[p(M)]t .
(2.4)

Hence, we have that

β(i )
t = [p(i ), p(M)]t

t−1

[p(M)]t
t−1

= [p(θ(i ))]t
t−1 −θ2[p(i )]t

t−1 − (1−θ)2[p(M)]t
t−1

2θ(1−θ)[p(M)]t
t−1

. (2.5)

This alternative way of characterizing the daily integrated beta for asset i implies that

it only depends upon increments of univariate quadratic variation processes of three

different assets. Estimation of univariate quadratic variation processes has been one

of the most active research areas in financial econometrics since the availability of

observing intra-day price changes. By using asset prices observed at a high frequency

we can resort to realized measures to obtain a consistent estimate of the underlying

latent quadratic variation process for the part of the day with activity on the stock

market. We suggest to combine overnight returns with a realized volatility measure

to estimate the daily quadratic variation of the price process. Based on the represen-

tation of the integrated beta in (2.5), we propose to estimate β(i )
t using the following

class of estimators indexed by the triplet (x,θ,ω):

β(i )
x,θ,t (ω) = x(θ(i ))

t (ω(θ(i )))−θ2x(i )
t (ω(i ))− (1−θ)2x(M)

t (ω(M))

2θ(1−θ)x(M)
t (ω(M))

, (2.6)
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where x( j )
t (ω( j )) for j ∈ {i , M ,θ(i )} is the Hansen and Lunde (2005) estimator of the

integrated variance for the whole day given by

x( j )
t (ω( j )) =ω( j )

1

(
r (cl , j )

t

)2 +ω( j )
2 x( j )

t , ω( j ) = (ω( j )
1 ,ω( j )

2 ), (2.7)

and ω= (ω(i ),ω(M),ω(θ(i )))′. Here x( j ) is a generic notation for a univariate realized

variation measure for asset j calculated using intra-day observation from the active

trading period. Hence, in order to obtain an estimate of the daily quadratic vari-

ation, we combine squared overnight returns and a realized measure of volatility

capturing the daytime variation in the price process. In Hansen and Lunde (2005) the

weights (ω( j )
1 ,ω( j )

2 ) are theoretical quantities which are derived as to minimize the

mean squared error between the observed x( j )
t (ω( j )) and the unobserved integrated

variance IV( j )
t —which under (2.1) equals the quadratic variation process [p( j )]t

t−1—

and also derived to insure that each x( j )
t (ω( j )) is unbiased, i.e., E[x( j )

t (ω( j ))] = E[IV( j )
t ].

Under the assumptions of Hansen and Lunde (2005), the optimal weights are given as

ω
( j )
1 = (1−φ( j ))

µ
( j )
0

µ
( j )
1

, ω
( j )
2 =φ( j )µ

( j )
0

µ
( j )
2

,

where the relative importance factor φ( j ) is given by

φ( j ) =
(
µ

( j )
2 η

( j )
1

)2 −µ( j )
1 µ

( j )
2 η

( j )
12(

µ
( j )
2 η

( j )
1

)2 + (
µ

( j )
1 η

( j )
2

)2 −2µ( j )
1 µ

( j )
2 η

( j )
12

,

and the µ parameters are the following unconditional expectations

µ
( j )
0 ≡ E

[
IV( j )

t

]
, µ

( j )
1 ≡ E

[(
r (cl , j )

t

)2], µ
( j )
2 ≡ E

[
IV(op, j )

t

]
.

The η-parameters are the corresponding (co)variances(
η

( j )
1

)2 ≡ Var
[(

r (cl , j )
t

)2],
(
η

( j )
2

)2 ≡ Var
[

IV(op, j )
t

]
, η

( j )
12 ≡ Cov

[(
r (cl , j )

t

)2, IV(op, j )
t

]
,

where IV(op, j )
t ≡ [p( j )]t

t−∆t
.

In our context we take a slightly different approach in order to determine the

weighting vector ω. Instead of determining the three pairs of optimal weights com-

pletely unrelated, we propose to obtain the weights in a joint minimization problem

as discussed next.

In essence what we are doing is to provide an ex-post estimate of the 2×2 daily

integrated covariance matrix for asset i and the market index M . Hence, it is natural

to think of an estimator which provides the most precise estimate of each unique

element in the matrix, and also ensures that each element is unbiased. Using the set

up from this section, we have that our estimator for the daily covariation matrix is

given by

Σ(i )
x,θ,t (ω) =

x(i )
t (ω(i ))

x(θ(i ))
t (ω(θ(i )))−θ2x(i )

t (ω(i ))−(1−θ)2x(M)
t (ω(M))

2θ(1−θ)

• x(M)
t (ω(M))

 . (2.8)



34 CHAPTER 2. BETA ESTIMATION FOR THE WHOLE DAY

Thus, we want to ensure that the chosen ω vector satisfies the following conditions:

I E[x(i )
t (ω(i ))] =µ(i )

0 ,

II E[x(M)
t (ω(M))] =µ(M)

0 ,

III E[x(θ(i ))
t (ω(θ(i )))] =µ(θ(i ))

0 .

These three conditions combined with (2.4) imply that the off-diagonal element of

the matrix is unbiased for [p(i ), p(M)]t
t−1. As loss function we use the Frobenius norm

of the diagonal sample covariance matrix of the half-vectorized daily covariation

matrix in (2.8).2 Given a sample of T observations of all required realized measures

and close-to-open returns, we select ω as the solution to the following constrained

minimization problem:

argmin
ω

‖diag(σ(ω))‖F

subject to
1

T

T∑
t=1

x(i )
t (ω(i )) = 1

T
x(i )

t (ι),

1

T

T∑
t=1

x(M)
t (ω(M)) = 1

T

T∑
t=1

x(M)
t (ι),

1

T

T∑
t=1

x(θ(i ))
t (ω(θ(i ))) = 1

T

T∑
t=1

x(θ(i ))
t (ι),

ω≥ 0,

(2.9)

where σ(ω) is the 3×3 sample covariance matrix of vech(Σ(i )
x,θ,t (ω)) and ι= (1,1)′. The

solution to this optimization problem does not have a simple closed-form, as it is the

case in Hansen and Lunde (2005). However, it can easily be solved using numerical

constrained optimization. In the sequel we will refer to the beta estimator in (2.6)

with the optimal weights from (2.9) as the portfolio estimator.

2.3.1.1 Looking Inside the Portfolio Estimator

As a remark on the portfolio estimator, it is insightful to study the estimator for the

covariation part carefully. As described we use

x(θ(i ))
t (ω(θ(i )))−θ2x(i )

t (ω(i ))− (1−θ)2x(M)
t (ω(M))

2θ(1−θ)
,

as the estimator for [p(i ), p(M)]t
t−1. By using the definition of x( j )

t (ω( j )) and the fact

that (
r (cl ,θ(i ))

t

)2 = θ2(r (cl ,i )
t

)2 + (1−θ)2(r (cl ,M)
t

)2 +2θ(1−θ)r (cl ,i )
t r (cl ,M)

t ,

2The Frobenius norm of a real-valued n ×m matrix A = {ai j } is given as ‖A‖F =
√∑n

i=1
∑m

j=1|ai j |2.
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it is possible to show that the portfolio estimator of the daily increments in the

covariation process at time t is equal to

1

2

[
θ

1−θ
((
ω(θ(i ))

1 −ω(i )
1

)(
r (cl ,i )

t

)2 −ω(i )
2 x(i )

t

)
+ 1−θ

θ

((
ω(θ(i ))

1 −ω(M)
1

)(
r (cl ,M)

t

)2−

ω(M)
2 x(M)

t

)
+2ω(θ(i ))

1 r (cl ,i )
t r (cl ,M)

t + 1

θ(1−θ)
ω(θ(i ))

2 x(θ(i ))
t

]
.

This alternative expression reveals that θ controls the degree of the contribution of

the overnight returns. For a small (large) value of θ, the overnight return for stock i

will have a small (large) impact on the covariation part, whereas the market overnight

return will have a large (small) impact in such case. In the special case of θ = 1/2,

both overnight components will (for a fixed value of ω) receive the same weight when

calculating the covariation part. Moreover, we see that the estimator depends directly

on the squared overnight returns on the individual asset and the market, through

ω(θ(i ))
1 −ω(i )

1 and ω(θ(i ))
1 −ω(M)

1 , respectively. The influence on the cross-product of the

overnight returns is determined by ω(θ(i ))
1 . Overnight returns are generally relatively

small, but in some few cases very large e.g., due to important news released after

the trading session. In particular this is the case for individual stocks, where the

difference between the closing price and the opening price can be very large in the

case of important stock-specific news occurring during the overnight period. Thus,

in order to limit the effect on such events that do not effect the broad stock market,

we might expect that the difference between ω(θ(i ))
1 and ω(i )

1 to be relatively small in

order to prevent the covariation estimate to blow up (or down) in such cases.

2.3.2 The Weighting Estimator

Next we consider another estimator of the integrated beta for the whole day which

has some similarities with the portfolio estimator, but is slightly simpler and more

parsimonious. Instead of rewriting the object of interest into a univariate problem,

we investigate an estimator which combines the close-to-open returns and a high-

frequency based estimate of the integrated covariance matrix. Let X t denote a 2×2

realized measure of covariation between asset i and the market M , calculated using

high-frequency observation from the active trading period on day t , and let r (cl )
t =(

r (cl ,i )
t ,r (cl ,M)

t

)′ be the bivariate vector of close-to-open returns at day t for asset i

and the market. We then consider an estimator of the integrated covariance matrix

for the whole day given as

Σ(i )
X ,t (γ) =

[
γ(r )

1 γ(r )
2

γ(r )
2 γ(r )

3

]
¯ r (cl )

t r (cl )′
t +

[
γ(X )

1 γ(X )
2

γ(X )
2 γ(X )

3

]
¯X t ,

γ= (
γ(r )

1 ,γ(r )
2 ,γ(r )

3 ,γ(X )
1 ,γ(X )

2 ,γ(X )
3

)′, (2.10)

where ¯ denotes the Hadamard product, and γ is an unknown vector of parameters.

Based on the representation of the daily integrated covariance matrix in (2.10), we
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define the weighting estimator of the daily integrated beta for the i th asset indexed

by (X ,γ) as

β(i )
X ,t (γ) =

Σ(i )
X ,t (γ)(1,2)

Σ(i )
X ,t (γ)(2,2)

. (2.11)

This beta estimator depends on the unknown parameter γ that needs to be inferred

from the data. We suggest the following method to estimate γ. The half-vectorized

version of Σ(i )
X ,t (γ) can be expressed as

vech
(
Σ(i )

X ,t (γ)
)=


(
r (cl ,i )

t

)2 0 0 X (1,1)
t 0 0

0 r (cl ,i )
t r (cl ,M)

t 0 0 X (1,2)
t 0

0 0
(
r (cl ,M)

t

)2 0 0 X (2,2)
t

γ,

where X (k, j )
t denotes the (k, j )th element of X t . Following a similar route as in the

previous section, we minimize each diagonal element of the sample covariance matrix

of vech
(
Σ(i )

X ,t (γ)
)

under the condition that the weighted combination of close-to-open

return and the realized measure should be unconditionally unbiased. We impose

the conditions γ(r )
1 ,γ(r )

3 ,γ(X )
1 ,γ(X )

3 ≥ 0 to ensure positivity of the diagonal elements

of Σ(i )
X ,t (γ). Thus, given a sample of T observations, the optimal choice of γ is the

solution to the following optimization problem:

argmin
γ

‖diag(σ(γ))‖F

subject to
1

T

T∑
t=1

γ(r )
1

(
r (cl ,i )

t

)2 +γ(X )
1 X (1,1)

t = 1

T

T∑
t=1

(
r (cl ,i )

t

)2 +X (1,1)
t ,

1

T

T∑
t=1

γ(r )
2 r (cl ,i )

t r (cl ,M)
t +γ(X )

2 X (1,2)
t = 1

T

T∑
t=1

r (cl ,i )
t r (cl ,M)

t +X (1,2)
t ,

1

T

T∑
t=1

γ(r )
3

(
r (cl ,M)

t

)2 +γ(X )
3 X (2,2)

t = 1

T

T∑
t=1

(
r (cl ,M)

t

)2 +X (2,2)
t ,

γ(r )
1 ,γ(r )

3 ,γ(X )
1 ,γ(X )

3 ≥ 0,

(2.12)

where σ(γ) is the sample covariance matrix of vech(Σ(i )
X ,t (γ)). To carry out the opti-

mization problem, we rely on constrained numerical optimization as in the previous

section.

It immediately follows from (2.11) that this integrated beta estimator only de-

pends on four scaling parameters, since β(i )
X ,t (γ) only depends on (γ(r )

2 ,γ(r )
3 ,γ(X )

2 ,γ(X )
3 ).

The reason why we include γ(r )
1 and γ(X )

1 as part of the optimization problem is be-

cause we want covariation matrices which are positive semidefinite. Neither of the

estimators of the integrated covariance matrix proposed here are necessarily positive

semidefinite. But as discussed in Appendix A.2 we can always map the estimated

covariation matrix into the space of positive semidefinite matrices by using methods

developed for that purpose.
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Estimation of the integrated covariance matrix needed for the weighting esti-

mator is performed using a robust realized measure of covariation. Estimation of

covariation matrices is a challenging problem since we need to deal with the prob-

lems of market microstructure noise, asynchronicity, and the requirement of positive

semidefiniteness in a multidimensional setting. In the empirical application we con-

sider the following estimators (i) realized covariance (RC) with 5 minutes sampling,

(ii) 5 minutes realized covariance with 1 minutes subsampling (RCss), (iii) multi-

variate realized kernel (MRK) of Barndorff-Nielsen, Hansen, Lunde, and Shephard

(2011), and (iv) the modulated realized covariance pre-averaging (PA) estimator of

Christensen, Kinnebrock, and Podolskij (2010) .

2.4 Simulation Study

In this section we investigate the properties of the proposed beta estimators by

means of simulation. The simulation study has two objectives. First, we need to

verify that the proposed portfolio and weighting beta estimators are able to precisely

estimate the latent integrated beta over a full day under various different assumptions

regarding the dependence structure and the availability of high-frequency returns

of the bivariate price process. Second, we investigate the practical usefulness of the

two new estimators using the beta hedging framework in (2.3). Our beta estimators

can only be expected to have good performance relative to a beta estimator without

overnight returns if the dependence and or the volatility structure between individual

assets and the market are different in the overnight period compared to the daytime,

since overnight returns only provide a noisy signal of the true return variations during

the night period. Therefore, the simulation study can provide some guidelines for

when it makes sense to take the overnight period into consideration for the purpose

of daily beta estimation.

We consider a slightly modified version of the simulation study set up of Barndorff-

Nielsen et al. (2011), where we simulate from the following bivariate one-factor

stochastic volatility diffusion

dp(i )
s,t =µ(i ) ds +σ(i )

s,t dW (i )
s,t ,

σ(i )
s,t = exp(ξ(i )

0,s +ξ(i )
1,sτ

(i )
s,t ),

dτ(i )
s,t =α(i )

s τ(i )
s,t ds +dB (i )

s,t ,

for i = 1,2, where we suppose asset 1 is an individual stock, whereas asset 2 represents

a market index. We use the notation p(i )
s,t to denote the efficient log price of asset i

at time s ∈ [0,1] on day t . To capture different dynamics during the overnight period

compared to the trading hours period in the price process, we impose the following
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structure on the parameters

ξ(i )
0,s = ξ(i )

0,11(s < 1−∆)+ξ(i )
0,21(s ≥ 1−∆),

ξ(i )
1,s = ξ(i )

1,11(s < 1−∆)+ξ(i )
1,21(s ≥ 1−∆),

α(i )
s =α(i )

1 1(s < 1−∆)+α(i )
2 1(s ≥ 1−∆),

where 1(A) is the indicator function for the event A, and as introduced earlier, ∆

denotes the fraction of the day where trading occurs. We will assume a trading day of

6.5 hours, implying that ∆= 6.5/24 ≈ 0.2708.

To impose some dependence between the two price processes, we will assume

that the driving Brownian motions W (i ) and B (i ) have the following correlation struc-

ture

corr
[
W (1)

s,t ,W (2)
s,t

]=
ρ1 if s < 1−∆
ρ2 if s ≥ 1−∆

,

corr
[
B (1)

s,t ,B (2)
s,t

]=π,

whereas we assume that W (i ) and B ( j ) are independent at all time periods and across

assets, ruling out any leverage effects.

By using the fact that an Ornstein-Uhlenbeck process has a Gaussian stationary

distribution and some basic properties of the log-normal distribution, it is possible to

derive the expected daily integrated variance in closed-form. In this model we have

that

E

[∫ 1

0
σ(i )2

s,t ds

]
= E

[∫ 1−∆

0
σ(i )2

s,t ds

]
+E

[∫ 1

1−∆
σ(i )2

s,t ds

]

= (1−∆)exp

(
2ξ(i )

0,1 −
ξ(i )2

1,1

α(i )
1

)
+∆exp

(
2ξ(i )

0,2 −
ξ(i )2

1,2

α(i )
2

)
.

This means that for fixed values of ξ1 and α we can control the expected variation in

the price processes during both time periods by choosing ξ0 as a function of these

parameters and the desired level of expected integrated variance.

We simulate from the model for a total of T days using a Euler scheme. For each

day we simulate the model by dividing the [0,1] interval into N = 24×3,600 = 86,400

intervals of length 1/N . To capture the empirical evidence that the integrated variance

process during the trading hours is a highly persistent process, we set τ(i )
∆,t = τ(i )

1,t−1,

such that the volatility process at the opening of day t starts at the same level as the

process ended at on the previous day.

We add a market microstructure noise component to the simulated log prices

by adding iid Gaussian noise with mean zero and variance κ2. Furthermore to make

the simulation study more realistic, we model asynchronicity by assuming that the

actual observation times are generated by two independent Poisson processes with
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parameters λ(i ). This means that we observe 23,400/λ(i ) high-frequency returns for

asset i during the trading hours on average.

Throughout all the simulation presented, we fix most of the parameters and vary

only a few key parameters. We impose µ(1) = µ(2) = 0,ξ(1)
1,1 = ξ(2)

1,1 = 7/10, ξ(1)
1,2 = ξ(2)

1,2 =
6/10 and α(1)

1 =α(2)
1 =α(1)

2 =α(2)
2 =−1. To be consistent with empirical evidence for

the U.S. stock market in which most of the variations occur during the trading hours,

we impose that the expected integrated variance outside the trading hours should be

equal to 1.2, and that the expected integrated variance during the daytime should be

equal to 2.4 for both assets. This is achieved by setting

ξ(i )
0,1 =

1

2

(
log

1.2

1−∆ +
ξ(i )

1,1

α(i )
1

)
,

ξ(i )
0,2 =

1

2

(
log

2.4

∆
+
ξ(i )

1,2

α(i )
2

)
,

for i = 1,2. The correlation coefficient π between the Brownian motions driving

the volatility process is set to be 0.85. For the remaining parameters in the model,

i.e., (ρ1,ρ2,λ(1),λ(2),κ2), we consider different values to see how our proposed beta

estimators incorporating overnight returns compare to a standard high-frequency-

based beta estimator in the presence of different correlation structure during the day,

non-synchronous trading, and market microstructure noise.

For each parameter configuration we simulate high-frequency data for T = 1,000

days and obtain the true daily integrated beta for each day using the realized covari-

ance matrix obtained from the simulated synchronous noise-free one second prices

observed throughout the whole day. This procedure is repeated S = 100 times.

For all required realized measures we use pre-averaged realized (co)variance

(Jacod, Li, Mykland, Podolskij, and Vetter, 2009; Christensen et al., 2010). For the

portfolio estimator we consider θ ∈ {1/4,1/2,3/4}. We compare the performance

of our proposed beta estimators to the betas obtained from the 2×2 pre-averaging

realized covariance matrix obtained using synchronized prices from the active trading

hours, denoted as βPA .

2.4.1 Simulation Results

The first part of the simulation results, where we focus on the statistical precision of

the beta estimators, is presented in Table 2.2. In the upper panel we impose the same

correlation structure during the overnight period and the daytime. In this specific

model it means that there should not be any systematic difference between the beta

from the different periods. Thus, we should expect βPA to be the preferred estimator

as the information coming from the overnight returns should be redundant in terms

of beta estimation. By inspection of the results we see that this indeed is the case. For

all levels of noise and observation intensities there are a small upward bias in the βPA
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Table 2.2: Simulation results: Precision of the beta estimators.

βPA β
PA, 1

4
(ω) β

PA, 1
2

(ω) β
PA, 3

4
(ω) βPA (γ)

Bias RMSE Bias RMSE Bias RMSE Bias RMSE Bias RMSE

ρ1 = 0.65, ρ2 = 0.65

κ2 = 0.000λ= (0,0) 0.005 0.066 −0.004 0.099 −0.004 0.098 −0.004 0.102 −0.005 0.089
λ= (3,2) 0.004 0.083 −0.006 0.117 −0.005 0.111 −0.005 0.112 −0.004 0.100
λ= (5,2) 0.004 0.089 −0.007 0.140 −0.006 0.121 −0.005 0.119 −0.003 0.106

κ2 = 0.001λ= (0,0) 0.005 0.066 −0.004 0.099 −0.005 0.099 −0.005 0.102 −0.005 0.089
λ= (3,2) 0.004 0.084 −0.006 0.119 −0.006 0.112 −0.005 0.113 −0.005 0.101
λ= (5,2) 0.004 0.089 −0.008 0.143 −0.006 0.123 −0.005 0.120 −0.004 0.107

κ2 = 0.010λ= (0,0) 0.004 0.077 −0.009 0.104 −0.009 0.103 −0.009 0.106 −0.009 0.094
λ= (3,2) 0.004 0.089 −0.009 0.140 −0.009 0.122 −0.009 0.123 −0.009 0.106
λ= (5,2) 0.004 0.095 −0.011 0.169 −0.010 0.135 −0.010 0.129 −0.008 0.113

ρ1 = 0.60, ρ2 = 0.65

κ2 = 0.000λ= (0,0) 0.022 0.069 −0.003 0.102 −0.004 0.102 −0.004 0.106 −0.004 0.090
λ= (3,2) 0.021 0.086 −0.004 0.119 −0.005 0.113 −0.004 0.115 −0.004 0.100
λ= (5,2) 0.021 0.091 −0.006 0.142 −0.005 0.124 −0.004 0.123 −0.003 0.106

κ2 = 0.001λ= (0,0) 0.022 0.070 −0.004 0.103 −0.004 0.102 −0.004 0.106 −0.005 0.090
λ= (3,2) 0.021 0.087 −0.005 0.122 −0.005 0.114 −0.005 0.116 −0.005 0.101
λ= (5,2) 0.021 0.092 −0.006 0.145 −0.005 0.125 −0.005 0.124 −0.003 0.107

κ2 = 0.010λ= (0,0) 0.021 0.080 −0.008 0.108 −0.009 0.107 −0.009 0.110 −0.009 0.094
λ= (3,2) 0.021 0.091 −0.008 0.142 −0.009 0.124 −0.008 0.126 −0.009 0.106
λ= (5,2) 0.021 0.097 −0.009 0.171 −0.009 0.137 −0.009 0.132 −0.007 0.112

ρ1 = 0.65, ρ2 = 0.90

κ2 = 0.000λ= (0,0) 0.091 0.119 0.003 0.106 0.002 0.110 0.001 0.117 0.002 0.097
λ= (3,2) 0.090 0.122 0.001 0.116 0.000 0.114 0.000 0.119 0.001 0.099
λ= (5,2) 0.090 0.123 −0.001 0.141 0.000 0.125 0.000 0.126 0.003 0.103

κ2 = 0.001λ= (0,0) 0.091 0.119 0.002 0.106 0.001 0.111 0.000 0.117 0.001 0.098
λ= (3,2) 0.090 0.122 0.000 0.118 0.000 0.115 −0.001 0.120 0.000 0.100
λ= (5,2) 0.089 0.123 −0.002 0.143 0.000 0.126 −0.001 0.127 0.002 0.103

κ2 = 0.010λ= (0,0) 0.090 0.128 −0.003 0.111 −0.005 0.115 −0.005 0.122 −0.004 0.102
λ= (3,2) 0.089 0.126 −0.006 0.137 −0.005 0.125 −0.006 0.129 −0.005 0.105
λ= (5,2) 0.089 0.128 −0.009 0.165 −0.006 0.138 −0.006 0.136 −0.003 0.110

ρ1 = 0.30, ρ2 = 0.65

κ2 = 0.000λ= (0,0) 0.123 0.149 0.005 0.127 0.002 0.125 0.001 0.135 −0.002 0.115
λ= (3,2) 0.122 0.157 0.003 0.139 0.000 0.131 0.000 0.139 −0.002 0.119
λ= (5,2) 0.122 0.159 0.002 0.159 0.001 0.143 0.001 0.147 0.001 0.121

κ2 = 0.001λ= (0,0) 0.123 0.149 0.004 0.127 0.001 0.126 0.000 0.136 −0.002 0.115
λ= (3,2) 0.122 0.157 0.002 0.141 0.000 0.132 −0.001 0.140 −0.003 0.119
λ= (5,2) 0.121 0.159 0.002 0.162 0.001 0.144 0.001 0.148 0.001 0.121

κ2 = 0.010λ= (0,0) 0.122 0.154 0.001 0.131 −0.002 0.130 −0.003 0.140 −0.005 0.117
λ= (3,2) 0.122 0.159 0.000 0.157 −0.003 0.140 −0.004 0.148 −0.006 0.122
λ= (5,2) 0.121 0.163 0.000 0.183 −0.002 0.154 −0.002 0.156 −0.002 0.125

ρ1 = 0.30, ρ2 = 0.90

κ2 = 0.000λ= (0,0) 0.209 0.237 0.011 0.144 0.008 0.152 0.007 0.165 0.004 0.147
λ= (3,2) 0.208 0.238 0.008 0.151 0.006 0.151 0.005 0.163 0.003 0.146
λ= (5,2) 0.207 0.238 0.008 0.170 0.008 0.162 0.007 0.171 0.007 0.145

κ2 = 0.001λ= (0,0) 0.209 0.237 0.010 0.145 0.007 0.153 0.006 0.165 0.003 0.148
λ= (3,2) 0.208 0.238 0.007 0.152 0.005 0.151 0.004 0.164 0.002 0.146
λ= (5,2) 0.207 0.238 0.007 0.173 0.007 0.163 0.007 0.172 0.006 0.145

κ2 = 0.010λ= (0,0) 0.208 0.241 0.006 0.149 0.003 0.156 0.002 0.169 −0.001 0.150
λ= (3,2) 0.207 0.239 0.004 0.166 0.001 0.159 0.001 0.171 −0.002 0.149
λ= (5,2) 0.207 0.240 0.003 0.191 0.003 0.172 0.003 0.178 0.002 0.148

Notes: The table presents the results of the simulation study. The table reports the biases and root mean squared errors
of the beta estimators, which are based on 100 replications of 1,000 trading days.
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estimator, whereas the other estimators in general have a slightly larger downward

bias and uniformly larger root mean squared errors (RMSE). As expected the RMSEs

are increasing in both κ2 and λ= (λ(1),λ(2)) for all estimators.

In the four last panels we consider cases where the correlation structure changes

across the day, i.e., ρ1 6= ρ2. Due to the specification of the model this implies that

the integrated beta for the whole day is different from daytime integrated beta in

expectation. The results suggest that the βPA estimator in these cases is biased. For

ρ1 = 0.60 < ρ2 = 0.65 this estimator has a bias of approximately 0.021, whereas the

beta estimators that incorporate overnight returns have a lower bias. Despite of the

bias of the βPA estimator, it does have lower RMSEs than our proposed estimators

when the correlation structure only changes slightly during the day.

The three last panels of Table 2.2 consider parameter configurations in which

the correlation is much different during the non-trading and the trading period.

Now the beta estimator without overnight information is severely biased, and the

RMSEs are also in favor of the beta estimators with overnight returns in most cases.

Hence, despite overnight returns tending to be noisy signals of the variation during

the overnight period, they do have a useful contribution when the goal is to make

statements about the (co)variation structure for the whole day if the correlation

structure between individual assets and the market is much different in the daytime

and the overnight period.

Regardless of the parameter specification, our proposed estimators deliver ap-

proximately unbiased estimates of the integrated beta for the whole day. The draw-

back of including overnight returns and estimating the parameters ω and γ is a

substantial decrease in efficiency. In particular this is the case for the portfolio esti-

mators which generally have the largest RMSEs of the estimators considered. Among

the portfolio estimators, the results are in general slightly in favor of θ = 1/2. In the

configurations without market microstructure noise and no asynchronicity, the per-

formance of the portfolio estimators are very similar. However, for the configurations

with noise and non-synchronous trading, differences among the portfolio estimators

appear. In particular the portfolio estimator with θ = 1/4 performs relatively poor for

λ= (5,2), which means that asset 1 is observed much less frequent than asset 2.

However, it should be emphasized that all these results are obtained under the

assumption of similar price dynamics for both assets. The conclusion from above

might not hold in the general case where one of the assets are more volatile than the

other, and the correlation process is non-deterministic.

In Tables 2.3 and 2.4 we consider the performance of the different estimators

in the beta hedging framework introduced in (2.3). In Table 2.3 we consider the

idealized case in which the investor is able to use the observed price paths to form

the integrated beta, used to determine the short position in the market for the same

day. For each parameter configuration and simulation run, we form the time series of

(r (i )
t − β̂(i )

t r (M)
t ) and compute the sample variance, where β̂(i )

t denotes the estimate
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Table 2.3: Simulation results: Relative hedging errors.

βPA β
PA, 1

4
(ω) β

PA, 1
2

(ω) β
PA, 3

4
(ω) βPA (γ)

ρ1 = 0.65, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 0.946 0.950 0.949 0.974
λ= (3,2) 1.000 0.947 0.950 0.950 0.972
λ= (5,2) 1.000 0.954 0.950 0.947 0.969

κ2 = 0.001 λ= (0,0) 1.000 0.946 0.950 0.950 0.974
λ= (3,2) 1.000 0.948 0.950 0.950 0.972
λ= (5,2) 1.000 0.954 0.950 0.947 0.970

κ2 = 0.010 λ= (0,0) 1.000 0.946 0.950 0.950 0.976
λ= (3,2) 1.000 0.953 0.952 0.951 0.974
λ= (5,2) 1.000 0.962 0.952 0.949 0.971

ρ1 = 0.60, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 0.941 0.945 0.944 0.977
λ= (3,2) 1.000 0.942 0.945 0.944 0.975
λ= (5,2) 1.000 0.948 0.944 0.941 0.971

κ2 = 0.001 λ= (0,0) 1.000 0.941 0.944 0.944 0.977
λ= (3,2) 1.000 0.943 0.945 0.945 0.975
λ= (5,2) 1.000 0.949 0.944 0.941 0.971

κ2 = 0.010 λ= (0,0) 1.000 0.941 0.945 0.944 0.978
λ= (3,2) 1.000 0.948 0.947 0.946 0.976
λ= (5,2) 1.000 0.956 0.947 0.943 0.972

ρ1 = 0.65, ρ2 = 0.90

κ2 = 0.000 λ= (0,0) 1.000 0.876 0.871 0.867 0.899
λ= (3,2) 1.000 0.879 0.872 0.870 0.900
λ= (5,2) 1.000 0.889 0.872 0.865 0.896

κ2 = 0.001 λ= (0,0) 1.000 0.876 0.871 0.868 0.900
λ= (3,2) 1.000 0.880 0.873 0.870 0.900
λ= (5,2) 1.000 0.890 0.872 0.865 0.896

κ2 = 0.010 λ= (0,0) 1.000 0.876 0.871 0.868 0.903
λ= (3,2) 1.000 0.889 0.876 0.873 0.903
λ= (5,2) 1.000 0.901 0.876 0.867 0.899

ρ1 = 0.30, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 0.905 0.905 0.902 1.015
λ= (3,2) 1.000 0.906 0.907 0.904 1.012
λ= (5,2) 1.000 0.910 0.904 0.900 1.006

κ2 = 0.001 λ= (0,0) 1.000 0.906 0.905 0.902 1.016
λ= (3,2) 1.000 0.907 0.907 0.904 1.011
λ= (5,2) 1.000 0.910 0.904 0.900 1.005

κ2 = 0.010 λ= (0,0) 1.000 0.905 0.905 0.903 1.014
λ= (3,2) 1.000 0.910 0.908 0.905 1.011
λ= (5,2) 1.000 0.915 0.905 0.900 1.004

ρ1 = 0.30, ρ2 = 0.90

κ2 = 0.000 λ= (0,0) 1.000 0.817 0.804 0.799 0.965
λ= (3,2) 1.000 0.818 0.806 0.803 0.962
λ= (5,2) 1.000 0.822 0.801 0.797 0.952

κ2 = 0.001 λ= (0,0) 1.000 0.817 0.803 0.800 0.967
λ= (3,2) 1.000 0.819 0.806 0.803 0.962
λ= (5,2) 1.000 0.822 0.801 0.796 0.951

κ2 = 0.010 λ= (0,0) 1.000 0.816 0.803 0.800 0.964
λ= (3,2) 1.000 0.824 0.808 0.804 0.961
λ= (5,2) 1.000 0.829 0.802 0.797 0.949

Notes: The table reports the hedging errors relative to the hedging errors obtained using theβPA estimator. The numbers
in the table are based on 100 replications of 1,000 trading days for each parameter configuration.
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Table 2.4: Simulation results: Relative one-day ahead hedging errors.

βPA β
PA, 1

4
(ω) β

PA, 1
2

(ω) β
PA, 3

4
(ω) βPA (γ)

ρ1 = 0.65, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 1.007 1.007 1.007 1.006
λ= (3,2) 1.000 1.009 1.006 1.007 1.004
λ= (5,2) 1.000 1.019 1.011 1.010 1.006

κ2 = 0.001 λ= (0,0) 1.000 1.007 1.007 1.007 1.005
λ= (3,2) 1.000 1.009 1.006 1.007 1.004
λ= (5,2) 1.000 1.020 1.011 1.010 1.006

κ2 = 0.010 λ= (0,0) 1.000 1.007 1.007 1.007 1.005
λ= (3,2) 1.000 1.013 1.008 1.008 1.004
λ= (5,2) 1.000 1.027 1.013 1.011 1.006

ρ1 = 0.60, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 1.006 1.006 1.007 1.004
λ= (3,2) 1.000 1.008 1.006 1.006 1.003
λ= (5,2) 1.000 1.018 1.010 1.009 1.005

κ2 = 0.001 λ= (0,0) 1.000 1.006 1.006 1.007 1.004
λ= (3,2) 1.000 1.008 1.006 1.006 1.003
λ= (5,2) 1.000 1.019 1.011 1.009 1.005

κ2 = 0.010 λ= (0,0) 1.000 1.006 1.006 1.006 1.004
λ= (3,2) 1.000 1.012 1.007 1.007 1.003
λ= (5,2) 1.000 1.026 1.013 1.011 1.005

ρ1 = 0.65, ρ2 = 0.90

κ2 = 0.000 λ= (0,0) 1.000 0.986 0.988 0.990 0.986
λ= (3,2) 1.000 0.992 0.990 0.991 0.985
λ= (5,2) 1.000 1.011 0.999 0.999 0.990

κ2 = 0.001 λ= (0,0) 1.000 0.986 0.988 0.990 0.986
λ= (3,2) 1.000 0.993 0.990 0.991 0.985
λ= (5,2) 1.000 1.012 1.000 0.999 0.990

κ2 = 0.010 λ= (0,0) 1.000 0.987 0.988 0.990 0.986
λ= (3,2) 1.000 0.999 0.992 0.993 0.986
λ= (5,2) 1.000 1.022 1.003 1.001 0.990

ρ1 = 0.30, ρ2 = 0.65

κ2 = 0.000 λ= (0,0) 1.000 0.986 0.986 0.988 0.987
λ= (3,2) 1.000 0.990 0.987 0.988 0.987
λ= (5,2) 1.000 0.998 0.992 0.992 0.987

κ2 = 0.001 λ= (0,0) 1.000 0.986 0.986 0.988 0.987
λ= (3,2) 1.000 0.990 0.987 0.988 0.987
λ= (5,2) 1.000 0.999 0.992 0.992 0.987

κ2 = 0.010 λ= (0,0) 1.000 0.987 0.986 0.988 0.987
λ= (3,2) 1.000 0.993 0.988 0.989 0.987
λ= (5,2) 1.000 1.004 0.994 0.993 0.987

ρ1 = 0.30, ρ2 = 0.90

κ2 = 0.000 λ= (0,0) 1.000 0.933 0.935 0.939 0.943
λ= (3,2) 1.000 0.939 0.938 0.941 0.944
λ= (5,2) 1.000 0.951 0.945 0.946 0.945

κ2 = 0.001 λ= (0,0) 1.000 0.933 0.935 0.939 0.943
λ= (3,2) 1.000 0.939 0.938 0.941 0.944
λ= (5,2) 1.000 0.952 0.945 0.946 0.945

κ2 = 0.010 λ= (0,0) 1.000 0.934 0.936 0.940 0.943
λ= (3,2) 1.000 0.943 0.940 0.943 0.944
λ= (5,2) 1.000 0.958 0.948 0.948 0.945

Notes: The table reports the hedging errors relative to the hedging errors obtained using theβPA estimator. The numbers
in the table are based on 100 replications of 1,000 trading days for each parameter configuration.
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of the day t integrated beta using one of the considered estimators. The numbers

in the table are the sample variances of the hedging errors relative to the case with

β̂(i )
t = β(i )

PA,t . In Table 2.4 we consider a similar experiment, but here we use the

estimated integrated beta from the previous day to determine the portfolio weight for

the next day. That is, we consider sample variance of the time series of (r (i )
t −β̂(i )

t−1r (M)
t )

in this case. The results suggest that, in the idealized case, we can reduce the hedging

errors by a large amount when including overnight returns, whereas our estimators

in general have larger relative hedging errors when we use the random walk forecast

in Table 2.4. Only when ρ1 and ρ2 are much different, we can reduce the hedging

errors by using a beta estimator with overnight returns.

In summary, the simulation study suggests that a difference in correlation struc-

ture during the overnight and daytime period around 0.2 is required, in order to get

superior estimates of the daily integrated beta by the inclusion of overnight returns,

both from a statistical and practical point of view.

2.5 Empirical Application

In this section we investigate the empirical properties of our proposed estimators. As

benchmark we will compare these to estimators with the following beta estimators:

• βRC : The realized beta computed using the 2×2 covariation matrix using the

realized covariance estimator with 5 minutes sampling during the active trading

hours. The observations are synchronized using the previous tick method.

• βRC ss : The realized beta computed using the 2×2 covariation matrix obtained

using the subsampled realized covariance estimator with 5 minutes returns

based on prices sampled every 1 minute during the active trading hours. The

observations are synchronized using the previous tick method.

• βMRK : The realized beta computed using the 2×2 covariation matrix from the

multivariate realized kernel (MRK) estimator with intra-day observations from

the active trading hours. We follow the recommendations of Barndorff-Nielsen

et al. (2011) and use a Parzen kernel with the associated optimal bandwidth.

The observations are synchronized using refresh time sampling.

• βPA : The realized beta computed using the 2× 2 covariation matrix using

the pre-averaging estimator of Christensen et al. (2010). We use the positive

semidefinite version of their estimator implemented with δ= 0.1. The observa-

tions are synchronized using refresh time sampling.

• βC AP M : A constant beta model as the static CAPM advocates. In this case we

estimate the beta by a simple linear regression (without a intercept), where we

regress individual close-to-close returns on the market close-to-close return.
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2.5.1 Data

We use stock price data for 28 large U.S. companies to evaluate the performance of

our proposed beta estimators. The companies are the DJIA constituents as of 2015

for which it is possible to collect data for full sample period. The market return is

defined in terms of the S&P 500 index. To measure the market return, we use the S&P

500 tracking exchange traded fund, SPY.

We collect high-frequency trades data from the New York Stock Exchange Trade

and Quotes (TAQ) database for the period 2001–2015, which for most assets amounts

to 3,773 trading days. Prior to analysis the data are carefully cleaned according to the

step-by-step procedure outlined by Barndorff-Nielsen, Hansen, Lunde, and Shephard

(2009). The low frequency part of our dataset—that is, the daily close-to-open, the

open-to-close, and the close-to-close returns—is the Center for Research in Security

Prices (CRSP) daily stock file from the WRDS research service. We use the returns

from CRSP since these data are correctly adjusted for stock splits and dividend pay-

ments, which is not the case for returns constructed using the raw data from the TAQ

database.

2.5.2 Descriptive Statistics

In Table 2.5 we present full sample estimates of the scaling parameters ω and γ for

each of the 28 stocks under consideration. The parameter estimates are obtained

solving (2.9) and (2.12) using pre-averaged realized measures for both the univariate

and the bivariate elements required for solving the optimization problems. For the

portfolio estimator we present the results obtained from setting θ = 1/2. The table

contains two sets of parameter estimates. The first panel shows the obtained param-

eters using the full sample from 2001–2015, whereas the second panel on the right

side shows the estimated parameters when we follow the suggestion of Fleming and

Kirby (2011) and exclude the 0.5% largest observations from the sample.3 Similarly

to the Hansen and Lunde (2005) estimator of the daily integrated variance, we find

irrespectively of which sample we consider that the close-to-open returns are scaled

downwards, whereas the realized measures of (co)variation for the active part of the

day are scaled upwards.

By comparison of the estimated parameters in each case, it is a general pattern

that the scaling parameters representing the overnight period (i.e., ω( j )
1 and γ(r )

2 ) are

lower when we use all observations than when we remove outliers. On the other

hand we have the opposite pattern for the scaling parameters for the active part of

the day, where they in general are larger when we use the full sample. This might

be due to the fact that the sample variance of the squared overnight returns are

3In Hansen and Lunde (2005) they also note that the optimal weights are heavily influenced by outliers
in the squared close-to-open returns and the univariate realized measure. Hence, they propose to remove
the around 1% of the largest observations to obtain reliable results. Since we have a much larger sample,
we use a slightly more conservative choice of 0.5%.
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very sensitive to extreme observations, and hence the weight is shifted towards the

elements calculated for the active part of the day in this scenario. For Goldman Sachs

(GS) we observe the most extreme case where all overnight returns in the portfolio

estimator receive zero weight using the full sample.

Using the scaling parameters presented in the right panel of Table 2.5 we com-

pute the time series of β(i )
PA,t (ω) and β(i )

PA,t (γ) for each of the 28 DJIA stocks using

equation (2.6) and (2.11) respectively.4 In Table 2.6 we present some basic descrip-

tive statistics of the realized beta using the pre-averaged realized covariation matrix

without overnight information and the daily betas obtained using variants of our two

proposed estimators. As in the simulation study we consider θ ∈ {1/4,1/2,3/4}.

The unconditional averages of the betas are in general very similar, but there is a

tendency that the averages of the portfolio estimator and the weighting estimator are

closest to each other. By inspection of the sample standard deviations we see that

the beta estimates which include close-to-open returns are more volatile than the

beta obtained from the pre-averaging estimator. In almost every case the betas from

the portfolio estimators have the highest unconditional standard deviations, which

presumably is due to the fact that they include two pairs of squared overnight returns

and the product thereof, and they are thereby more influenced by large movements.

In particular the portfolio estimator with θ = 3/4 is very dispersed which is caused

by this estimator putting more weight on the individual asset’s price processes as

discussed earlier.

The last statistic presented in Table 2.6 is an estimate of the fractional differencing

parameter d . We use the two-step exact local Whittle estimator of Shimotsu (2010)

with bandwidth equal to bT 0.65c in order to estimate the degree of fractional integra-

tion in the estimated time series of betas. Across all stocks and estimation methods

we find d to be well above zero, which is different than the findings in Andersen

et al. (2006) where they study quarterly realized betas and conclude that realized

betas are hard to distinguish from an I(0) process. The estimate of d indicates that

the integrated beta is highly persistent and even non-stationary in many cases. The

portfolio estimators of the integrated beta do in most cases have the smallest estimate

of d among the estimators.

2.5.3 Beta Hedging

In this section we use the beta hedging framework defined in (2.3) to empirically

evaluate the different beta estimators. We consider the risk-minimizing investor who

invests in a portfolio consisting of asset i and SPY. As we have seen, minimizing the

portfolio variation over a horizon of one day boils down to knowing the integrated

beta for asset i with respect to SPY over the same time interval.

4It should be noted that for each instant of time, we transform all 2×2 covariation matrices to be
positive semidefinite using the method described in Section A.2 before the betas are calculated.
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Table 2.5: Empirical estimates of the scaling parameters.

Including all observations Excluding the 0.5% most extreme observations

ω(i )
1 ω(θ(i ))

1 ω(M)
1 ω(i )

2 ω(θ(i ))
2 ω(M)

2 γ(r )
2 γ(r )

3 γ(X )
2 γ(X )

3 ω(i )
1 ω(θ(i ))

1 ω(M)
1 ω(i )

2 ω(θ(i ))
2 ω(M)

2 γ(r )
2 γ(r )

3 γ(X )
2 γ(X )

3

AAPL 0.046 0.081 0.161 1.419 1.407 1.383 −0.029 0.277 1.445 1.333 0.253 0.298 0.301 1.234 1.238 1.287 0.206 0.427 1.275 1.238
AXP 0.526 0.484 0.351 1.155 1.199 1.297 0.363 0.295 1.287 1.328 0.420 0.426 0.382 1.167 1.196 1.254 0.423 0.475 1.227 1.219
BA 0.000 0.000 0.131 1.354 1.408 1.397 −0.050 0.297 1.484 1.327 0.464 0.451 0.385 1.158 1.190 1.252 0.474 0.494 1.206 1.212
CAT 0.060 0.168 0.225 1.401 1.373 1.354 0.221 0.292 1.369 1.330 0.219 0.308 0.354 1.260 1.260 1.265 0.444 0.498 1.228 1.209
CSCO 0.077 0.170 0.179 1.530 1.443 1.375 0.368 0.291 1.318 1.326 0.069 0.155 0.155 1.390 1.360 1.346 0.394 0.395 1.263 1.249
CVX 0.838 0.545 0.375 1.050 1.174 1.291 0.438 0.291 1.243 1.336 0.614 0.518 0.449 1.111 1.166 1.228 0.516 0.465 1.187 1.227
DD 0.097 0.201 0.176 1.312 1.310 1.376 0.313 0.298 1.278 1.328 0.340 0.336 0.303 1.189 1.226 1.285 0.445 0.437 1.200 1.232
DIS 0.176 0.273 0.229 1.333 1.307 1.352 0.380 0.309 1.264 1.320 0.270 0.309 0.302 1.232 1.247 1.287 0.406 0.473 1.226 1.221
GE 0.100 0.182 0.235 1.401 1.388 1.350 0.263 0.301 1.374 1.322 0.393 0.372 0.358 1.223 1.252 1.258 0.317 0.421 1.299 1.237
GS 0.000 0.000 0.000 1.408 1.455 1.457 0.014 0.284 1.520 1.334 0.565 0.507 0.475 1.128 1.175 1.212 0.466 0.499 1.230 1.208
HD 0.385 0.399 0.307 1.208 1.231 1.317 0.351 0.304 1.265 1.322 0.384 0.387 0.310 1.174 1.203 1.283 0.353 0.399 1.229 1.251
IBM 0.207 0.339 0.272 1.377 1.308 1.333 0.501 0.295 1.230 1.325 0.268 0.387 0.351 1.260 1.235 1.264 0.510 0.454 1.195 1.225
INTC 0.042 0.096 0.149 1.467 1.432 1.389 0.229 0.294 1.360 1.325 0.271 0.324 0.293 1.254 1.252 1.287 0.442 0.417 1.217 1.238
JNJ 0.000 0.062 0.192 1.379 1.391 1.369 0.150 0.298 1.365 1.326 0.522 0.434 0.319 1.133 1.193 1.279 0.418 0.383 1.208 1.259
JPM 0.486 0.516 0.541 1.196 1.209 1.210 0.511 0.302 1.246 1.323 0.445 0.421 0.404 1.185 1.218 1.239 0.395 0.422 1.263 1.236
KO 0.258 0.296 0.238 1.251 1.274 1.348 0.227 0.297 1.309 1.327 0.355 0.398 0.337 1.183 1.205 1.273 0.397 0.442 1.212 1.233
MCD 0.134 0.279 0.233 1.335 1.297 1.350 0.349 0.287 1.278 1.332 0.234 0.360 0.345 1.236 1.225 1.271 0.378 0.461 1.230 1.226
MMM 0.290 0.324 0.249 1.230 1.254 1.343 0.317 0.298 1.265 1.328 0.388 0.409 0.376 1.164 1.193 1.252 0.350 0.466 1.228 1.223
MRK 0.014 0.061 0.137 1.489 1.434 1.394 0.364 0.285 1.270 1.333 0.333 0.372 0.303 1.199 1.216 1.289 0.404 0.405 1.218 1.252
MSFT 0.108 0.230 0.237 1.393 1.341 1.349 0.352 0.293 1.284 1.325 0.222 0.318 0.313 1.245 1.243 1.283 0.493 0.415 1.189 1.239
NKE 0.000 0.060 0.170 1.407 1.399 1.379 0.067 0.274 1.407 1.342 0.098 0.203 0.282 1.236 1.263 1.297 0.292 0.503 1.268 1.210
PFE 0.000 0.061 0.173 1.457 1.420 1.378 0.064 0.298 1.404 1.324 0.231 0.316 0.310 1.235 1.235 1.286 0.269 0.364 1.257 1.266
PG 0.393 0.302 0.241 1.193 1.264 1.347 0.226 0.304 1.302 1.323 0.306 0.426 0.350 1.184 1.186 1.267 0.503 0.476 1.164 1.219
UNH 0.000 0.079 0.159 1.350 1.364 1.384 0.181 0.299 1.363 1.330 0.246 0.369 0.394 1.191 1.196 1.247 0.390 0.510 1.225 1.206
UTX 0.487 0.393 0.293 1.162 1.235 1.323 0.483 0.297 1.222 1.328 0.559 0.467 0.391 1.126 1.184 1.245 0.428 0.449 1.221 1.229
VZ 0.134 0.124 0.162 1.251 1.313 1.383 0.101 0.303 1.353 1.324 0.547 0.512 0.373 1.116 1.154 1.257 0.550 0.454 1.153 1.228
WMT 0.378 0.331 0.232 1.193 1.241 1.351 0.194 0.313 1.282 1.318 0.333 0.407 0.314 1.177 1.187 1.279 0.377 0.423 1.194 1.239
XOM 0.587 0.340 0.232 1.127 1.244 1.351 0.167 0.299 1.334 1.325 0.541 0.460 0.386 1.129 1.177 1.250 0.538 0.518 1.158 1.199

Notes: The parameters are found by solving the minimization problem defined in (2.9) and (2.12) using daily data from 2001–2015. The portfolio estimator is implemented using θ = 1
2 .
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Table 2.6: Summary statistics of empirical beta estimates.

βPA β
PA, 1

4
(ω) β

PA, 1
2

(ω) β
PA, 3

4
(ω) βPA (γ)

Mean Std. d Mean Std. d Mean Std. d Mean Std. d Mean Std. d

AAPL 1.360 0.582 0.426 1.327 0.628 0.436 1.327 0.733 0.379 1.258 0.912 0.274 1.322 0.598 0.427
AXP 1.112 0.401 0.490 1.098 0.439 0.549 1.115 0.434 0.538 1.119 0.469 0.506 1.097 0.423 0.500
BA 0.962 0.319 0.400 0.962 0.329 0.370 0.981 0.347 0.334 0.992 0.436 0.265 0.949 0.340 0.356
CAT 1.174 0.394 0.481 1.179 0.467 0.454 1.209 0.455 0.444 1.223 0.483 0.416 1.173 0.420 0.456
CSCO 1.279 0.512 0.610 1.315 0.567 0.638 1.317 0.597 0.605 1.267 0.627 0.356 1.310 0.585 0.605
CVX 0.923 0.354 0.533 0.913 0.358 0.525 0.927 0.369 0.503 0.931 0.390 0.454 0.893 0.365 0.492
DD 1.050 0.311 0.452 1.019 0.326 0.439 1.043 0.319 0.421 1.050 0.355 0.369 1.010 0.335 0.399
DIS 0.970 0.308 0.407 0.959 0.335 0.423 0.976 0.347 0.401 0.975 0.413 0.353 0.948 0.337 0.395
GE 1.065 0.319 0.470 1.082 0.324 0.508 1.085 0.331 0.502 1.088 0.381 0.460 1.089 0.338 0.470
GS 1.220 0.404 0.461 1.233 0.420 0.480 1.245 0.434 0.483 1.243 0.468 0.465 1.234 0.419 0.445
HD 1.038 0.324 0.482 0.997 0.318 0.456 1.012 0.337 0.427 1.019 0.423 0.348 1.001 0.332 0.456
IBM 0.870 0.244 0.353 0.882 0.329 0.301 0.890 0.362 0.261 0.883 0.351 0.255 0.868 0.310 0.302
INTC 1.329 0.489 0.494 1.343 0.551 0.424 1.347 0.594 0.395 1.302 0.664 0.335 1.328 0.545 0.415
JNJ 0.599 0.262 0.537 0.583 0.260 0.552 0.594 0.265 0.526 0.602 0.298 0.462 0.576 0.264 0.531
JPM 1.257 0.416 0.501 1.290 0.438 0.562 1.294 0.448 0.567 1.288 0.492 0.558 1.284 0.440 0.493
KO 0.622 0.254 0.458 0.609 0.273 0.425 0.629 0.275 0.438 0.641 0.326 0.396 0.599 0.275 0.425
MCD 0.694 0.306 0.434 0.683 0.357 0.393 0.708 0.352 0.414 0.720 0.414 0.392 0.681 0.333 0.433
MMM 0.894 0.249 0.360 0.856 0.266 0.355 0.881 0.256 0.347 0.889 0.296 0.300 0.854 0.254 0.331
MRK 0.752 0.327 0.425 0.757 0.513 0.231 0.779 0.484 0.263 0.791 0.496 0.253 0.734 0.367 0.362
MSFT 1.047 0.342 0.448 1.065 0.469 0.341 1.064 0.417 0.377 1.041 0.439 0.348 1.034 0.429 0.362
NKE 0.833 0.340 0.384 0.813 0.398 0.323 0.861 0.379 0.318 0.878 0.415 0.300 0.811 0.362 0.326
PFE 0.811 0.294 0.380 0.808 0.449 0.279 0.818 0.379 0.314 0.821 0.435 0.288 0.781 0.305 0.366
PG 0.601 0.254 0.440 0.588 0.269 0.395 0.610 0.286 0.379 0.618 0.313 0.353 0.571 0.262 0.409
UNH 0.770 0.389 0.361 0.767 0.496 0.274 0.800 0.491 0.283 0.806 0.494 0.288 0.750 0.413 0.311
UTX 0.938 0.279 0.321 0.928 0.289 0.367 0.947 0.307 0.308 0.954 0.324 0.264 0.923 0.283 0.326
VZ 0.769 0.311 0.435 0.747 0.318 0.415 0.762 0.326 0.402 0.771 0.366 0.378 0.739 0.331 0.388
WMT 0.746 0.309 0.413 0.704 0.309 0.401 0.720 0.311 0.395 0.728 0.362 0.354 0.705 0.305 0.406
XOM 0.914 0.302 0.637 0.895 0.310 0.624 0.902 0.320 0.601 0.894 0.346 0.458 0.868 0.326 0.568

Notes: The table reports the means, standard deviations and the fractional differencing parameters of the beta time series. The statistics given in the table are based on daily data from
2001–2015.



2.5. EMPIRICAL APPLICATION 49

Table 2.7: In-sample hedging errors relative to the hedging errors using βPA .

βRC βRC ss βMRK βPA β
PA, 1

4
(ω) β

PA, 1
2

(ω) β
PA, 3

4
(ω) βPA (γ) βC AP M

AAPL 1.004 1.000 1.008 1.000 0.989 1.008 1.070 0.981 1.025
AXP 1.025 1.012 1.016 1.000 0.967 0.968 0.982 0.961 1.077
BA 1.009 1.001 1.002 1.000 0.986 0.985 0.991 0.973 0.998
CAT 1.009 1.010 1.001 1.000 0.951 0.959 0.975 0.931 1.015
CSCO 1.024 1.017 1.017 1.000 0.982 0.966 1.019 0.938 1.088
CVX 1.000 0.999 1.009 1.000 0.995 0.998 1.000 0.965 1.050
DD 1.022 1.001 1.005 1.000 0.965 0.964 0.972 0.949 1.023
DIS 1.050 1.029 1.032 1.000 0.971 0.971 0.984 0.973 1.013
GE 1.012 1.002 1.003 1.000 0.925 0.921 0.911 0.909 0.987
GS 1.037 1.032 1.030 1.000 0.957 0.967 0.974 0.934 1.027
HD 1.027 1.014 1.021 1.000 0.987 0.989 1.013 0.962 1.010
IBM 1.020 1.017 1.020 1.000 0.971 0.974 0.973 0.932 1.029
INTC 1.003 1.000 0.998 1.000 0.925 0.938 0.977 0.911 1.024
JNJ 1.009 0.995 1.008 1.000 0.999 1.019 0.932 0.910 1.039
JPM 1.058 1.027 1.039 1.000 0.952 0.954 0.964 0.916 1.089
KO 1.021 0.993 1.013 1.000 0.939 0.935 0.991 0.909 0.990
MCD 1.017 1.009 1.020 1.000 0.978 0.977 0.992 0.950 1.023
MMM 1.012 1.000 1.005 1.000 0.972 0.969 0.971 0.950 1.020
MRK 1.008 0.998 1.007 1.000 0.987 0.993 1.012 0.963 1.026
MSFT 1.001 0.994 1.003 1.000 0.954 0.979 1.002 0.920 1.011
NKE 1.023 1.010 1.011 1.000 0.955 0.979 1.006 0.937 1.029
PFE 1.016 1.000 1.013 1.000 1.062 1.004 1.018 0.954 1.033
PG 1.010 0.999 1.023 1.000 0.996 0.989 0.991 0.942 1.025
UNH 1.030 1.004 1.029 1.000 0.992 1.015 1.041 0.966 1.077
UTX 1.053 1.037 1.026 1.000 1.006 1.002 0.999 0.966 1.038
VZ 1.006 0.999 1.007 1.000 0.981 0.982 0.989 0.957 1.023
WMT 0.999 0.995 1.010 1.000 0.953 0.958 0.972 0.916 0.995
XOM 1.003 1.000 1.009 1.000 0.981 0.977 0.974 0.938 1.073

Average: 1.018 1.007 1.014 1.000 0.974 0.976 0.989 0.943 1.031
Freq. in MCS: 0.071 0.143 0.071 0.214 0.321 0.357 0.250 1.000 0.036

Notes: Bold entries indicates that the model belongs to the 90% model confidence set for a given asset.

2.5.3.1 In-Sample Results

Initially, we consider the idealized situation in which the investor is able use ob-

servations from day t to estimate the daily integrated beta. By estimating the daily

beta using various methods we can identify the estimator which produces the lowest

hedging error. That is, for each trading day between 2001 and 2015, we compute the

beta and store the close-to-close return for asset i and SPY. We can then compute

the time series (r (i )
t − β̂(i )

t r (SPY )
t )T

t=1 and their corresponding sample variances. As

previously, β̂(i )
t denotes an estimate of the integrated beta using one of the considered

estimators. We will refer to this situation as the in-sample analysis.

Table 2.7 shows the in-sample hedging errors for each model relative to the

hedging errors obtained using the beta obtained from the bivariate pre-averaged

realized covariance matrices. As previously, we implement the portfolio estimator

using θ ∈ {1/4,1/2,3/4}. The table shows that including the squared overnight return

does on average lead to lower hedging errors. This is true both for the portfolio

estimators and the weighting estimator, though the weighting estimator by far has

the smallest average loss. Among the portfolio estimators, we find the implementation

with θ = 1/4 to give the best performance, whereas choosing θ = 3/4 gives the worst

performance. To investigate the significance of the new estimators we rely on the
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model confidence set (MCS) of Hansen, Lunde, and Nason (2011). The lower panel

of Table 2.7 shows the frequency with which a given model belongs to the 90% MCS,

where the loss is taken to be the square of r (i )
t − β̂(i )

t r (SPY )
t . Here we also find our

proposed methods to be superior, since they have the highest presence in the 90%

MCSs. In fact, the weighting estimator is never excluded from the MCSs.

2.5.3.2 Out-of-Sample Results

Next, we consider an experiment similar to the one used in the last section, but we

conduct the hedging experiment in a more realistic framework. The results from the

last section were obtained under the assumption that we were able to observe the

price evolution for day t , when we constructed the hedging portfolio at the end of

day t −1. Instead, we now consider the case where we only use the estimated betas

until day t −1 in order to construct the weight for the hedging portfolio. Also, in this

out-of-sample setting, we use a more general setting by considering an investor with

with an investment horizon of h days.

In practice, we will construct h-day ahead forecast of the integrated betas using

two different schemes; a random walk forecast, and a Kalman Filter approach. Denote

the h-step ahead forecast of the integrated beta given time t information by β(i )
t+h|t . In

the random walk case, we simply set β(i )
t+h|t = β̂(i )

t . In the Kalman Filter approach we

follow Andersen et al. (2005) and cast the integrated beta in state-space form. That

is, we can treat the estimated betas as a signal of the true latent integrated beta. A

convenient modeling approach is to assume a linear Gaussian state-space model,

meaning we can exploit the Kalman Filter to obtain minimum mean-squared error

forecasts of the latent state variable. In details, we consider the following model

y (i )
t = Aβ(i )

t +ut , ut ∼ N (0,R),

β(i )
t = a +bβ(i )

t−1 +wt , wt ∼ N (0,Q),
(2.13)

where y (i )
t is a possibly vector valued process with the estimated realized betas as

elements, and β(i )
t is the state variable of interest, that is assumed to follow a first-

order autoregressive process. The unknown parameters of the model are estimated

using maximum likelihood estimation. Given the optimal model parameters, the

sequence of h-day ahead forecasts of the integrated betas are easily obtained as an

output of the Kalman Filter algorithm.

To summarize the performance of forecasting models, we now consider the time

series of r (i )
t+h,t −β(i )

t+h|t r (SPY )
t+h,t for each asset i , where r (i )

t+h,t =
∑h

j=1 r (i )
t+ j and r (i )

t is the

close-to-close return on day t for asset i . We can then compute the corresponding

sample variance in order to identify the model that produces the lowest hedging

portfolio variance. To make the analysis true out-of-sample, we use a rolling window

approach in which we start with the first 2,000 observations to obtain the parameters

needed for the portfolio and weighting beta estimators. Using the estimated parame-

ter, we can construct beta time series and apply the forecasting schemes to construct
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Table 2.8: Daily out-of-sample hedging errors relative to the hedging errors using βPA .

Random walk forecast Kalman Filter forecasts

βPA β
PA, 1

4
(ω) βPA (γ) βPA β

PA, 1
4

(ω) βPA (γ) βPA +β
PA, 1

4
(ω) βPA +βPA (γ) β

PA, 1
4

(ω)+βPA (γ)

AAPL 1.000 1.026 1.010 1.000 1.007 0.994 0.999 1.001 0.997
AXP 1.000 0.999 1.004 1.000 1.001 1.004 1.000 1.002 1.002
BA 1.000 1.026 1.035 1.000 1.002 1.004 1.001 1.003 1.004
CAT 1.000 0.994 1.011 1.000 0.998 1.002 0.998 1.001 0.999
CSCO 1.000 1.023 1.019 1.000 1.003 1.001 1.000 1.000 1.002
CVX 1.000 1.011 1.056 1.000 0.996 0.996 0.999 0.999 0.996
DD 1.000 1.024 1.035 1.000 1.012 1.011 1.004 1.004 1.010
DIS 1.000 1.050 1.051 1.000 1.005 1.006 1.001 1.002 1.005
GE 1.000 1.002 1.005 1.000 1.001 1.004 1.000 1.002 1.002
GS 1.000 0.996 1.003 1.000 0.994 1.001 0.995 0.999 0.995
HD 1.000 0.995 0.995 1.000 0.997 0.992 0.996 0.995 0.993
IBM 1.000 1.217 1.079 1.000 1.011 1.008 1.001 1.001 1.008
INTC 1.000 1.019 1.019 1.000 1.008 1.001 1.003 1.001 1.003
JNJ 1.000 1.017 1.002 1.000 1.004 0.994 1.000 0.996 0.998
JPM 1.000 0.989 0.999 1.000 0.983 0.990 0.989 0.994 0.984
KO 1.000 1.045 1.050 1.000 1.007 1.002 1.000 0.998 1.003
MCD 1.000 1.013 1.014 1.000 1.004 0.993 0.996 0.997 0.993
MMM 1.000 1.024 1.025 1.000 1.013 1.019 1.005 1.006 1.015
MRK 1.000 1.032 1.032 1.000 1.036 0.998 0.999 0.999 0.997
MSFT 1.000 0.995 0.998 1.000 0.999 0.998 0.999 1.000 0.999
NKE 1.000 1.024 1.013 1.000 1.002 1.001 1.000 1.000 1.001
PFE 1.000 0.993 0.993 1.000 1.055 0.995 0.998 0.998 0.995
PG 1.000 1.030 1.036 1.000 1.004 1.007 1.000 0.999 1.004
UNH 1.000 1.011 1.007 1.000 0.999 0.996 1.000 0.997 0.997
UTX 1.000 1.011 1.021 1.000 1.003 0.998 1.001 1.001 1.001
VZ 1.000 1.022 1.046 1.000 0.999 0.998 0.998 0.996 0.999
WMT 1.000 1.001 0.991 1.000 0.984 0.984 0.992 0.993 0.983
XOM 1.000 1.010 1.041 1.000 0.999 0.994 0.997 0.997 0.995

Average: 1.000 1.021 1.021 1.000 1.004 1.000 0.999 0.999 0.999
Freq. in MCS: 1.000 0.786 0.679 0.821 0.679 0.857 0.821 0.821 0.857

Notes: The table reports the results of the out-of-sample hedging analysis using h = 1. In the left part of the table the results of the random walk approach are presented, whereas
the right part of the table presents the results based on the Kalman Filter approach. Bold entries indicates that the model belongs to the 90% model confidence set for a given
asset.
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the portfolio weight for the holding period. We continue this procedure by rolling

one day ahead in time until we reach the end of the sample. We will in the following

consider an investor with a daily (h = 1) and a weekly (h = 5) investment horizons.

The results obtained for h = 1 are presented in Table 2.8. For the sake of readabil-

ity, we only present the results where we have used pre-averaged realized covariation

and our two suggested estimators with pre-averaged realized measures for the active

part of the day. Based on the in-sample hedging results, we use the portfolio estimator

with θ = 1/4. The results in Table 2.8 are presented separately for the random walk and

the Kalman Filter based forecasts. In both cases the numbers given in the table are the

sample variances relative to the sample variance obtained using the βPA estimator.

The results using random walk forecasts are in line with the simulation evidence

presented in Section 2.4. Without any smoothing the best results are obtained without

using overnight information. The performance of βPA, 1
4

(ω) and βPA(γ) are similar,

though the portfolio estimator is slightly more present in the MCSs. For the Kalman

Filter based models, we consider six different specifications of the state-space model

in (2.13) where the header of the table indicates the specification of y (i )
t . That is, we

consider three univariate and three bivariate specifications. Regardless of the exact

specification, we obtain quantitatively very similar results. On average, all specifica-

tions deliver hedging errors that are almost indistinguishable. The only model which

has inferior performance based on the 90% MCSs is the model specification with

y (i )
t =β(i )

PA, 1
4

(ω). There is a slight tendency that we obtain better results in the bivariate

models, but the gains are almost negligible.

The results of the out-of-sample hedging exercise with a weekly horizon are pre-

sented in Table 2.9. For the random walk based forecasts the results are more or less

identical to the ones with a daily investment horizon. The model which uses βPA

produces the best results followed by the model using βPA(γ). Among the model

specifications in state-space modeling approach, we do however find slight improve-

ments over the model without overnight data by including βPA(γ) as component of

the observation equation. The specification with y (i )
t =βPA,t (γ) is the model which

is most frequently included in the 90% MCS, followed by the specification where

both our proposed beta estimators are included in the observation vector. These two

specifications are also associated with the lowest average hedging errors. Thus, in the

weekly case, the results suggest a potential benefit from employing our methodology.

An interesting result which is present in both the in-sample analysis in Table 2.7

and in the out-of-sample hedging exercises is the relatively good performance of the

beta estimators with overnight information for Walmart Inc. (WMT). This can proba-

bly be linked to the unconditional beta estimates for WMT presented in Table 2.1, in

which we found a significant dispersion between the daytime and the overnight beta

using 15 years of daily returns. Furthermore, among the stocks in Table 2.1 with a

significant difference between overnight- and daytime beta, we observe for WMT that

the overnight beta (β(cl )) is closer to the full day beta (β) than the daytime beta (β(op)).
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Table 2.9: Weekly out-of-sample hedging errors relative to the hedging errors using βPA .

Random walk forecast Kalman Filter forecasts

βPA β
PA, 1

4
(ω) βPA (γ) βPA β

PA, 1
4

(ω) βPA (γ) βPA +β
PA, 1

4
(ω) βPA +βPA (γ) β

PA, 1
4

(ω)+βPA (γ)

AAPL 1.000 1.023 1.015 1.000 1.006 0.996 0.999 1.001 0.997
AXP 1.000 1.004 1.006 1.000 0.997 1.002 0.999 1.000 1.000
BA 1.000 1.029 1.019 1.000 1.006 1.011 1.003 1.006 1.009
CAT 1.000 0.997 1.002 1.000 0.988 1.001 0.997 1.003 0.997
CSCO 1.000 1.011 1.019 1.000 1.001 0.998 1.001 1.000 0.999
CVX 1.000 0.988 1.015 1.000 0.983 0.980 0.995 1.000 0.987
DD 1.000 1.007 1.018 1.000 1.014 1.014 1.006 1.006 1.013
DIS 1.000 1.067 1.035 1.000 0.999 1.008 0.999 1.002 1.001
GE 1.000 0.997 1.010 1.000 0.990 0.997 0.992 0.996 0.990
GS 1.000 0.991 1.012 1.000 0.987 0.999 0.995 1.000 0.994
HD 1.000 0.997 0.993 1.000 0.993 0.994 0.997 0.997 0.994
IBM 1.000 1.102 1.057 1.000 1.008 1.004 1.001 1.000 1.005
INTC 1.000 1.054 1.003 1.000 1.009 0.998 1.004 1.001 1.003
JNJ 1.000 1.033 1.022 1.000 1.008 1.000 1.004 0.999 1.007
JPM 1.000 1.003 0.995 1.000 0.988 0.991 0.993 0.995 0.990
KO 1.000 1.037 1.049 1.000 1.006 1.002 1.001 0.998 1.000
MCD 1.000 1.033 1.024 1.000 1.017 0.985 0.996 0.992 0.988
MMM 1.000 1.011 1.026 1.000 1.008 1.012 1.003 1.005 1.009
MRK 1.000 1.026 1.013 1.000 1.051 0.998 1.004 1.000 1.002
MSFT 1.000 1.017 1.019 1.000 1.003 1.001 1.001 1.001 1.002
NKE 1.000 0.993 0.992 1.000 0.999 0.995 0.999 0.997 0.995
PFE 1.000 1.014 0.994 1.000 1.065 0.994 0.998 0.997 0.995
PG 1.000 1.000 1.026 1.000 0.994 0.990 0.997 0.994 0.990
UNH 1.000 1.010 1.005 1.000 0.995 1.004 0.999 1.003 1.002
UTX 1.000 1.025 1.029 1.000 0.999 0.993 1.001 1.002 0.998
VZ 1.000 1.008 1.052 1.000 0.995 0.993 0.996 0.993 0.992
WMT 1.000 1.141 1.021 1.000 0.983 0.985 0.990 0.991 0.983
XOM 1.000 1.007 1.008 1.000 0.989 0.980 0.995 0.994 0.986

Average: 1.000 1.022 1.017 1.000 1.003 0.997 0.999 0.999 0.997
Freq. in MCS: 1.000 0.821 0.750 0.750 0.857 0.929 0.786 0.821 0.893

Notes: The table reports the results of the out-of-sample hedging analysis using h = 5. In the left part of the table the results of the random walk approach are presented, whereas
the right part of the table presents the results based on the Kalman Filter approach. Bold entries indicates that the model belongs to the 90% model confidence set for a given
asset.
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For the other stocks we most often see the opposite pattern in which the daytime

beta is closer to the full day beta. This might explain the good performance of the

portfolio and the weighting beta estimator in the hedging exercises for WMT.

But in general terms, these out-of-sample exercises show that the extra infor-

mation coming from the overnight period not is practically relevant in a predictive

hedging context.

2.6 Conclusion

We have accessed how to derive an ex-post estimator of the systematic risk of a

stock with respect to the market for the whole day. In a continuous-time framework

the systematic risk—or the integrated beta—is defined as the quadratic covariation

between the individual stock and the market relative to the quadratic variation of

the market price process. We propose two different ways of characterizing this object

in a model-free manner. Both estimators try to account for overnight returns by

incorporating them in the estimator for the required (co)variation terms. The portfolio

estimator solely relies on univariate quadratic variations, and we propose a method

for choosing scaling parameters in order to minimize estimation risk and also insuring

unbiasedness. Our second estimator considers a weighted combination of product

of overnight returns and a bivariate realized covariation matrix, where the weights

again are found as a solution to an optimization problem.

In the empirical part of the paper we study the properties of our proposed beta

estimators against well-known alternatives which do not account for the inactive

part of the day. In an hedging application where we seek to minimize the risk of a

portfolio consisting of a long position in the individual asset and a short position in

the S&P 500 index, we find that using our methodology we can reduce the portfolio

variance with almost 6% if we could use our ex-post estimator to decide the short

position. In an out-of-sample hedging exercise we do however not find evidence that

our proposed methods compare favorable to existing methods.
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Todorova, N., Souček, M., 2014a. The impact of trading volume, number of trades

and overnight returns on forecasting the daily realized range. Economic modelling

36, 332–340.
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Appendix

This section provides details about the implementation of the portfolio estimator,

and describes the transformation of covariation matrices we use to obtain positive

semidefinite 2×2 matrices.

A.1 Estimation of the Quadratic Variation

A few remarks are needed to make the estimator in (2.6) operational. The portfolio

estimator of the daily beta depends on three estimates of integrated variances for

the active part of the day. Estimation of the integrated variance during the active

trading hours for the individual asset and the market is standard. Here we can use

high-frequency intra-day prices and apply an estimator of volatility from the class of

noise robust estimators in order to limit the effect of market microstructure noise.

Estimation of the integrated variance of the artificially constructed asset is slightly

more difficult. We do not directly observe the price path of the portfolio on an intra-

daily basis. Instead we can back out the price process of the asset by exploiting that its

log price is given as a convex combination of the logarithmic prices of the individual

asset and the market. However, to make this feasible we need to observe the prices

of the two assets at the same time grid. This synchronization will be achieved by

applying refresh time sampling of Harris, McInish, Shoesmith, and Wood (1995) in

order to minimize the loss of data due to asynchronicity. In a bivariate context, refresh

time sampling delivers a synchronized sample where the first pair of observations on

a day is given by the most recent observations after both assets have traded for the first

time. The second pair of observations is then given by the most recent observations of

both assets prior to or equal to the time where both assets have traded again after the

first refresh time. This procedure is continued until the end of the sample is reached.

Using the synchronized data, we can then calculate the log price of asset θ(i ) and

subsequently estimate [p(θ(i ))]t
t−1 using a realized measure.

A.2 A Positive Semidefinite Integrated Covariance Matrix

We propose to estimate the 2×2 latent integrated covariance matrix [p(i ), p(M)]t
t−1 by

one of the following estimators

Σ(i )
x,θ,t (ω) =

x(i )
t (ω(i ))

x(θ(i ))
t (ω(θ(i )))−θ2x(i )

t (ω(i ))−(1−θ)2x(M)
t (ω(M))

2θ(1−θ)

• x(M)
t (ω(M))

 ,

Σ(i )
X ,t (γ) =

[
γ(r )

1 γ(r )
2

γ(r )
2 γ(r )

3

]
¯ r (cl )

t r (cl )′
t +

[
γ(X )

1 γ(X )
2

γ(X )
2 γ(X )

3

]
¯X t .

These estimators are by no means guaranteed to be positive semidefinite, which is

a feature of the true latent covariation matrix and also is crucial property in many
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financial applications. Hence, to accommodate this, we will perform a transformation

which maps the estimated covariation matrix into the space of positive semidefinite

matrices. We consider a simple approach to obtain positive semidefiniteness. Let St

denote either Σx,θ,t (ω) or ΣX ,t (γ), and consider the eigendecomposition

St = Pt diag(Λ(1)
t ,Λ(2)

t )P ′
t ,

where Λ(1)
t and Λ(2)

t are the eigenvalues of St , and Pt is the matrix with the corre-

sponding eigenvectors as columns. To obtain positive semidefiniteness, negative

eigenvalues are simply replaced with a zero which leads to the following positive

semidefinite matrix

S̃t = Pt diag(Λ(1)+
t ,Λ(2)+

t )P ′
t , z+ ≡ max(0, z).

Throughout the analyzes in the main text we always do a transformation of covari-

ation matrices which do not fulfill the positive semidefiniteness requirement. After

transformation the daily beta is calculated as the ratio of the off-diagonal element

and the lower diagonal element of S̃t .
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Abstract

We propose a new predictive model for large-dimensional realized covariance matri-

ces. Using high-frequency data we construct daily realized covariance matrices for

the constituents of the S&P 500 index and a set of observable factors. By means of

a standard decomposition of the joint covariance matrix we express the covariance

matrix of the individual assets similar to an approximate factor model. To construct a

conditional covariance model, we suggest to model the components of the covariance

structure separately using autoregressive time series regressions. In an out-of-sample

portfolio selection exercise, we find this novel model to outperform other common

approaches in extant literature.
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3.1 Introduction

This paper introduces a new method for modeling and forecast the covariance ma-

trix of stock returns. A precise characterization of the covariance matrix is highly

important in many financial applications, and this is especially true in portfolio man-

agement where a reliable forecast of the covariance matrix of the assets is essential.

A large body of literature has dealt with the challenging problem of characterizing,

modeling, and forecasting multivariate volatility. A popular way to model multivariate

volatility is the multivariate GARCH framework, which generalizes the univariate

ARCH/GARCH framework to higher dimensions. This class of models is summarized

in Bauwens, Laurent, and Rombouts (2006) and includes the BEKK model of Engle

and Kroner (1995) and the DCC model of Engle (2002) as prominent examples. More

recently, due to the increased availability of high-frequency data, a new class of

multivariate volatility models based on realized measures of covariance has emerged.

Realized measures of covariance are based on high-frequency prices and estimate

the latent quadratic variation of a continuous-time multivariate Itô semimartingale

that represents the logarithmic price process. Generally speaking, the use of realized

measures in covariance modeling has been employed in two ways. A popular way

to benefit from realized measures is to use them as a driving factor for the latent

conditional covariance instead of outer products of daily returns in multivariate

GARCH models. Examples of such approaches include the multivariate HEAVY model

of Noureldin, Shephard, and Sheppard (2012) and its extensions with heavy tails and a

factor structure proposed, respectively, by Opschoor, Janus, Lucas, and Van Dijk (2018)

and Sheppard and Xu (2018), the Realized Beta GARCH model of Hansen, Lunde, and

Voev (2014), and the Realized Wishart-GARCH model by Gorgi, Hansen, Janus, and

Koopman (2018). The second way of utilizing multivariate realized measures is an

approach that solely relies on the time series of the realized measures in order to

predict future realizations of the daily covariance matrix. For example, Chiriac and

Voev (2011) propose a fractional integrated model for the time series of Cholesky

factors of a realized covariance matrix, Golosnoy, Gribisch, and Liesenfeld (2012)

propose the conditional autoregressive Wishart model, while Oh and Patton (2016)

recently combined the ideas of the DCC model and the heterogeneous autoregressive

(HAR) model of Corsi (2009) in the HAR-DCC model.

We continue along these lines and propose a new predictive high-frequency-

based factor model, that is particularly well-suited for settings in which the number

of assets is large. Using high-frequency prices of the individual assets and of ob-

servable factors, we construct daily estimates of the components determining the

covariance structure using the composite realized kernel (CRK) methodology of

Lunde, Shephard, and Sheppard (2016). In our framework the covariance matrix of in-

terest is constructed by combining the matrix of factor loadings, the factor covariance

matrix, and the idiosyncratic covariance matrix. To break the curse of dimensionality,

we suggest to model these three components separately using simple autoregressive
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time series models, with the aim of combining these forecasts into a forecast of the

covariance matrix of the individual assets.

The model we propose is attractive from an applied point of view. First, the model

is highly scalable in the sense that it can easily handle situations with hundreds of

assets. Second, although the number of parameters can be quite large, the number

of parameters grows only linearly with the number of assets and can be obtained

in closed-form using ordinary least squares. No numerical optimization is required,

which implies that model estimation is incredibly fast even in the case where the asset

universe consists of the constituents of the S&P 500 index. Third, the model frame-

work allows for a data-driven approach to determine the structure of the idiosyncratic

covariance matrix. That is, we do not specify a priori whether it is a diagonal matrix

(exact factor model), a block diagonal, or a full matrix. This is a novel feature of the

proposed model. The model is related to, but distinct from, the model independently

proposed by Brito, Medeiros, and Ribeiro (2018) as we use observable factors and

aim to estimate the block structure in the idiosyncratic covariance matrix. Our model

can be regarded as an approach in which the covariance estimator studied in Fan,

Furger, and Xiu (2016) is dynamically modeled.

In the empirical analysis we use our newly developed model in a portfolio allo-

cation setting, using the constituents of the S&P 500 index (and subsets hereof) as

the asset universe. In an out-of-sample analysis we provide evidence showing that

variants of our model are able to outperform existing popular dynamic covariance

models in the sense of lower ex-post portfolio risk both at the daily and weekly hori-

zons. Moreover, we show that models based on our methodology result in portfolios

with a much lower measure of turnover, which is also important from a practical

point of view. Another key finding of the present study is that we show that the use of

a data driven approach for determining the structure of the idiosyncratic covariance

matrix outperforms the sector-based approach considered in extant literature. By

using the hierarchical clustering algorithm, we obtain a flexible modeling approach

in which the structure of the idiosyncratic covariance matrix greatly varies according

to the number of factors employed.

The remainder of the paper is organized as follows. In Section 3.2 we introduce the

model framework. Section 3.3 presents the econometrics underlying the predictive

model. In Section 3.4 we present alternative covariance models, while Section 3.5

introduces the portfolio allocation problems studied in the empirical part. In Sec-

tion 3.6 we discuss the data sources, provide in-sample insights from the model, and

present the results of the out-of-sample portfolio allocation analyzes. Section 3.7

concludes.
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3.2 Model Framework

The underlying model framework follows Fan et al. (2016) closely. On a filtered proba-

bility space (Ω,F, {Ft }t≥0,P) satisfying the usual conditions, we consider a financial

market with N risky assets for which the efficient logarithmic prices are described by

a stochastic process p. The price process is assumed to follow the continuous-time

factor model

pt =βt ft + zt , (3.1)

where ft is a K -dimensional vector of observed factor prices, zt is the idiosyncratic

component, and βt is an N ×K matrix of factor loadings. Vast empirical evidence

exists proving time-variation in the systematic risk factors (see e.g., Barndorff-Nielsen

and Shephard, 2004; Andersen, Bollerslev, Diebold, and Wu, 2006). To take this fact

into account and still allow for easy identification of the factor loadings, we will

work under the assumption that βt is constant within the trading day. By using the

convention that a trading day has unit length, we can write this assumption as

βt =βdte, t ∈R+, (3.2)

where d·e is the ceiling function. The assumption of constant beta, is investigated in

a recent study of Reiß, Todorov, and Tauchen (2015). Using high-frequency data for

the U.S. stock market the authors find supporting evidence for this hypothesis, and

hence for convenience, we will partially adopt this choice in this article.

We will assume that the factor prices and the idiosyncratic component evolves

according to Itô semimartingales of the form

ft = f0 +
∫ t

0
ãu du +

∫ t

0
θu dBu , (3.3)

zt = z0 +
∫ t

0
b̃u du +

∫ t

0
γu dWu , (3.4)

where Bt and Wt are independent standard Brownian motions. The drift processes

ãt and b̃t are assumed to be of finite variation, while the instantaneous covolatility

processes θt and γt are cádlág. Following Assumption 2 of Fan et al. (2016), we

will work under the assumption of zero quadratic covariation between f and z, i.e.,

[ f , z]t = 0.

The main objects of interest are the increments of the integrated covariance

matrix of p. Define the instantaneous covariance matrix of f and z to be Θt = θtθ
′
t

and Γt = γtγ
′
t , respectively. Further, we define [x]t

s = [x]t − [x]s to be the increment

in the quadratic variation process for a generic semimartingale x over the interval

from s to t . Under the model structure as described by (3.1)–(3.4), we have that the

integrated covariance matrix coincides with the quadratic variation process of p,

which in this setup reads

[p]t =
t∑

i=1
βi [ f ]i

i−1β
′
i + [z]i

i−1 =
t∑

i=1
βi

{∫ i

i−1
Θu du

}
β′

i +
∫ i

i−1
Γu du, t ∈N. (3.5)
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Hence, we can write the increment of the integrated covariance matrix of p

between integer time instants s and t as

Σs:t ≡ [p]t
s =

t∑
i=s+1

[p]i
i−1 =

t∑
i=s+1

βi [ f ]i
i−1β

′
i + [z]i

i−1, s, t ∈N, s < t . (3.6)

It follows from (3.6) that the quadratic variation over multiple days, is obtained by

simply adding up the daily increments of the quadratic variation process. Hence, we

only need to study the estimation problem of the daily integrated covariance matrix,

which we will denote by Σt ≡Σt−1:t .

3.2.1 Estimating the Integrated Covariance Matrix

To estimateΣt , we consider an approach in which we estimate the quadratic variation

process of the observed joint process yt = (p ′
t , f ′

t )′ ∈RN+K . Estimation of integrated

covariance matrices is notoriously difficult due to the problems arising from market

microstructure noise, asynchronicity, and the requirement of positive semidefinite-

ness in a multidimensional setting. In this paper we use the composite realized kernel

(CRK) of Lunde et al. (2016) as the estimator of [y]t
t−1. The CRK estimator of the latent

integrated covariance matrix is a data-efficient estimator and can handle the issues of

market microstructure noise and asynchronicity very effectively. The CRK approach

tackles the problem of estimating the full covariance matrix by estimating variances

and correlations separately. The diagonal elements of the covariance matrix are esti-

mated using the univariate realized kernel of Barndorff-Nielsen, Hansen, Lunde, and

Shephard (2008), implemented as suggested in Barndorff-Nielsen, Hansen, Lunde,

and Shephard (2009). The correlations are estimated using a sequence of bivariate

realized kernels (Barndorff-Nielsen, Hansen, Lunde, and Shephard, 2011) where the

bandwidth is optimized for correlation estimation. The drawback of employing the

data-rich CRK estimator is the lack of positive semidefiniteness, which is a essential

feature of the true covariance matrix. To overcome this problem, we use eigenvalue

cleaning regularization (Laloux, Cizeau, Bouchaud, and Potters, 1999) to make the

matrix well-conditioned and strictly positive definite. For a detailed description of

eigenvalue cleaning, we refer to Section 3.3 of Hautsch, Kyj, and Oomen (2012).

Due to the imposed model structure and the assumption of zero quadratic covari-

ation between f and z, it follows that the daily increments of the quadratic variation

process of y can be written as a block matrix given by

[y]t
t−1 =

[
[p]t

t−1 βt [ f ]t
t−1

[ f ]t
t−1β

′
t [ f ]t

t−1

]
.

Denote byΠt the regularized CRK estimate of [y]t
t−1, which we further decompose as

Πt =
[
Π(11),t Π(12),t

Π′
(12),t Π(22),t

]
,
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whereΠ(11),t is an N×N matrix,Π(22),t is a K ×K matrix, and finally,Π(12),t is an N×K

matrix. Now, sinceΠt estimates [y]t
t−1, it readily follows from the model assumptions

that

Ft ≡Π(22),t ≈ [ f ]t
t−1,

Bt ≡Π(12),tΠ
−1
(22),t ≈βt [ f ]t

t−1

(
[ f ]t

t−1

)−1 =βt ,

Zt ≡Π(11),t −Π(12),tΠ
−1
(22),tΠ

′
(12),t ≈ [p]t

t−1 −βt [ f ]t
t−1β

′
t = [z]t

t−1.

Hence, by (3.6) we estimate the quadratic variation of p between t −1 and t by

Σ̂t = Bt Ft B ′
t +Zt . (3.7)

By repeating this procedure for each trading day, we can obtain time series of Bt ,Ft ,

and Zt , which can be dynamically modeled in order to construct a conditional model

for Σt . It should be noted that sinceΠt is positive definite, it is not hard to verify that

Ft and Zt are also positive definite, which further implies that Σ̂t is positive definite.

3.3 Forecasting Methodology

In this section we describe the modeling approach utilized in order to construct

forecasts of the covariance matrix of the N assets described by p. We will work under

the general framework, where the predictive horizon of interest is h days. Initially,

we consider the problem of producing one-day ahead covariance forecasts. A more

general h-step ahead forecasting procedure is provided in Appendix A.1.

Based on representation (3.7) we propose to produce one-period forecasts of Σt+1

conditional on time t information by

Σt+1|t = Bt+1|t Ft+1|t B ′
t+1|t +Zt+1|t . (3.8)

That is, the forecast of the covariance matrix of p is obtained by combining forecasts

of the factor loadings, the factor covariance matrix, and the idiosyncratic covariance

matrix. Due to the model assumptions of independence between the factors and the

idiosyncratic part, we can forecast these components completely separately.

Before moving on to the exact specification of the time series forecasting models,

we introduce the following notation

v (h)
t = 1

h

h∑
s=1

vt−s+1, h ∈N,

to denote the average over the last h time periods of a generic times series vt . This

notation will be used extensively in the following sections.
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3.3.1 Forecasting the Factor Covariance Matrix

The key building block for forecasting the covariance matrix of the common ob-

servable factors is the HAR-DCC model developed in Oh and Patton (2016), which

combines the ideas of the dynamic conditional correlation (DCC) model by Engle

(2002) with the heterogeneous autoregressive (HAR) model of Corsi (2009). The DCC

approach relies on the decomposition

Ft = D t Rt D t , (3.9)

D t = diag(F 1/2
1,1,t , . . . ,F 1/2

k,k,t ), (3.10)

Rt = {Ri , j ,t }k
i , j=1 =

{
Fi , j ,t√

Fi ,i ,t F j , j ,t

}k

i , j=1
, (3.11)

where D t is a diagonal matrix of factor volatilities, and Rt is the correlation matrix

of the factors. In the original DCC model of Engle (2002), a two-step procedure is

employed to construct a conditional model for the covariance matrix of a vector

of stock returns. In the first step the conditional variances are modeled using uni-

variate GARCH models. In the second step, the conditional covariance matrix of the

devolatilized vector of returns is modeled, and is subsequently transformed into a

correlation matrix

In this setting we follow the approach suggested in Oh and Patton (2016). They

propose to use the HAR model directly on the realized variances and correlations, to

capture the empirical evidence of long-range dependence in these series. The HAR

model is a restricted AR(22) model, and hence strictly speaking, it does not belong

to the class of long-memory models. But in practice, the model is found to achieve

many of the same properties as genuine long-memory models.

We model each component of D t separately, and follow common practice in the

literature (e.g., Andersen, Bollerslev, and Diebold, 2007; Corsi and Renò, 2012) and

specify the HAR model for the logarithmic variances

xi ,t+1 = ai ,0 +ai ,1xi ,t +ai ,2x(5)
i ,t +ai ,3x(22)

i ,t +εi ,t+1, i = 1, . . . ,K , (3.12)

where xi ,t = logFi ,i ,t and εi ,t is a zero mean error term which can take on values on

the entire real line. Due to the log-specification, the forecast of Fi ,i ,t will always be

strictly positive. Hence, the model specification in (3.12) can easily be extended to

have more predictors than just the three components without any further compli-

cation. These could be leverage terms as in Corsi and Renò (2012), jump variation

measures as in the HAR-CJ model of Andersen et al. (2007), semivariances as in Patton

and Sheppard (2015), or more generally they could include any predictors potentially

influencing future volatility. The log-specification induces a Jensen’s inequality bias

in the forecast of Fi ,i ,t , by using the naive approach of just using the reverse trans-

formation. To avoid this bias, we use a bootstrap approach. After having estimated

the model, we obtain the residuals and draw a bootstrap sample from the residuals
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of length S with replacements. The demeaned bootstrap sample will be denoted as

(ε∗i ,s )S
s=1. Our prediction of Fi ,i ,t+1 is then given as the average

Fi ,i ,t+1|t = 1

S

S∑
s=1

exp
(
x̂i ,t+1 +ε∗i ,s

)
, (3.13)

where x̂i ,t+1 is the fitted value from the regression in (3.12).

For the correlation part represented by the elements in Rt , we follow the sug-

gestion in Oh and Patton (2016) and model all unique elements of Rt jointly as a

restricted HAR model. Let ρt denote the vectorized strictly lower triangular of Rt ,

and let ρ = 1
T

∑T
t=1ρt denote the sample average of ρt . The K (K −1)/2-dimensional

vector ρt is then modeled using the parsimonious specification

ρt+1 = (1− c1 − c2 − c3)ρ+ c1ρt + c2ρ
(5)
t + c3ρ

(22)
t +ηt+1, (3.14)

where c1,c2,c3 are scalar parameters with the side restriction
∑3

i=1 ci < 1. The error

term ηt is assumed to have zero mean and follow an unspecified distribution which

have a support on the space of differences of correlation matrices. To reduce the

number of parameters, we exploit correlation targeting to effectively remove the

intercept parameters. This implies that we can estimate the model parameters in

(3.14) by estimating the following linear regression model

ρt+1 −ρ = c1(ρt −ρ)+ c2(ρ(5)
t −ρ)+ c3(ρ(22)

t −ρ)+ηt+1.

The models in (3.12) and (3.14), repectively, are estimated using OLS. The forecast

Ft+1|t is obtained from (3.9)–(3.11) using the predicted values from (3.13) and (3.14).

It readily follows from Theorem 2 in Oh and Patton (2016) that the forecast Ft+1|t
is positive definite, since the original time series of Ft are all positive definite by

construction.

3.3.2 Forecasting of Factor Loadings

As previously explained, the N ×K matrix of factor loadings is assumed to be constant

within the day, but can vary freely between different days. To model the daily dynam-

ics of the factor loadings, we specify a HAR-type model similar to the one exploited

for the correlations in the factor covariance matrix. In Brito et al. (2018) they find evi-

dence that the factor loadings have long-memory and model each of the N K unique

components using an unrestricted HAR model. This approach requires estimation

of 4N K unknown parameters. To enforce parsimony, we suggest the following “beta

targeting” representation

bt+1 = (1−d1 −d2 −d3)b +d1bt +d2b(5)
t +d3b(22)

t +ξt+1,

where bt = vec(Bt ) and b = 1
T

∑T
t=1 bt . The error term ξt is assumed to have mean zero

and having a support over RN K . Thus, we can once again use OLS as the estimation

method, even though it could potentially be an inefficient choice if the distribution

of the error terms deviates much from a Gaussian distribution.
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3.3.3 Forecasting of the Idiosyncratic Covariance Matrix

The final ingredient for constructing a forecast of the covariance matrix of the asset

returns is a forecast of the covariance of the idiosyncratic part of the price process.

Ideally, the K common factors f should explain all co-movements among the assets

leading to a strict factor model, where Zt is a diagonal matrix. In practice, we do,

however, observe some significant non-zero elements in Zt even for a large number

of factors K . To allow for some covariation in the idiosyncratic part, we follow Fan

et al. (2016) and assume an approximate factor model (Chamberlain and Rothschild,

1983) where Zt has a block-diagonal structure with M ≤ N blocks. That is,

Zt = diag(Z1,t , . . . , ZM ,t ). (3.15)

We construct the forecast Zt+1|t by modeling and forecasting each of the M com-

ponents using the HAR-DCC model as introduced in the previous section. Since a

block-diagonal matrix is positive definite if all of its blocks are positive definite, it

follows that Zt+1|t will be a positive definite matrix. As discussed later in the empir-

ical section, we consider two different ways of selecting the block structure in Zt :

(i) a method based on sector membership, and (ii) a method based on hierarchical

clustering, which is an unsupervised machine learning algorithm.

3.3.4 Combining the Parts

The forecast of the covariance matrix of the N assets is constructed using (3.8),

using the forecast of Bt ,Ft , and Zt as just described. Since Ft+1|t and Zt+1|t are

positive definite, it follows immediately that Σt+1|t is positive definite. The model is

appealing from a practical point of view. Given the time series of the high-frequency-

based covariance matrices, the model only requires the user to run a sequence

of OLS regressions. This means that no time-consuming numerical optimization

techniques are required. This makes the estimation procedure very fast even in a very

high-dimensional setting. For the model to be empirically successful it is of utmost

importance that we can obtain a reliable estimate of the latent daily covariance matrix.

Everything in Σt+1|t depends on the realized covariance matrices, and hence a poor

estimate of Σt can completely deteriorate the performance of the model. This is the

main reason for choosing the CRK estimator. For most other popular multivariate

realized volatility estimators available, we need to synchronize the price series of

the assets, which for large N implies a massive reduction in the number of available

data points to estimate Σt , and thereby a deterioration of the performance of these

one-step estimators in large-dimensional settings. In the CRK approach we alleviate

this problem by considering a sequence of 2×2 matrices to build Σ̂t , and thereby we

make much better use of the entire database of high-frequency prices.

The dynamic multivariate volatility model put forward in this paper nests the

HAR-DCC model of Oh and Patton (2016) as a special case. When we discard the
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factor structure (K = 0) and use a single block (M = 1) in (3.15), we effectively reduce

the model to the HAR-DCC model. In the following we will refer to our predictive

covariance model as the high-frequency factor (HFF) model.

3.4 Alternative Dynamic Conditional Covariance Models

We will use the proposed HFF model in an out-of-sample portfolio allocation exercise.

The performance of the model will be compared to other well-known alternatives

from the multivariate volatility literature. Among dozens of available candidates, we

consider the following set of alternative models:

• The random walk (RW) model, in which Σt :t+h|t = hΣ̂t .

• The DCC-NL and BEKK-NL models proposed in Engle, Ledoit, and Wolf (2017).

• The multivariate HEAVY model of Noureldin et al. (2012).

• The HAR-DCC model of Oh and Patton (2016).

• The equal weighting 1/N strategy as advocated by DeMiguel, Garlappi, and

Uppal (2007).

The DCC-NL and BEKK-NL proposed in Engle et al. (2017) are slight modifications

of the DCC model of Engle (2002) and the covariance targeting scalar BEKK model

of Engle and Kroner (1995), respectively. The main difference between the original

models and their NL variants is that the latter use the non-linear shrinkage method of

Ledoit and Wolf (2012) to estimate the unconditional covariance matrix rather than

using the sample covariance matrix. The second difference is the use of the composite

likelihood technique of Pakel, Shephard, Sheppard, and Engle (2017) for the purpose

of parameter estimation. Both modifications ensure the models are implementable

and robust to large-dimensional settings. In the DCC-NL the conditional variances

are modeled using univariate GARCH(1,1) processes.

The multivariate HEAVY model constructs the conditional covariance matrix of

returns, in a similar spirit as the BEKK model. However, in the HEAVY model, the

conditional covariance matrix is driven by a realized covariance matrix rather than

by the outer product of returns. We implement the model using the model specifica-

tion given by equations (12) and (13) in Noureldin et al. (2012). For computational

convenience, we adopt the scalar specification of the model, such that the number of

unknown parameters to be estimated is four. The model is estimated using a com-

posite Wishart likelihood technique in order to avoid the time consuming matrix

inversion needed to evaluate the standard Wishart likelihood function.

That is, the set of competitor models contains models only relying on daily returns

(DCC-NL and BEKK-NL), as well as models only relying on realized measures (RW

and HAR-DCC), and combinations hereof (HEAVY).
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3.5 Portfolio Allocation

We will evaluate the merits of our predictive multivariate volatility model by using

it to construct investment portfolios. The classical portfolio selection problem of

Markowitz (1952) requires both an estimate of the covariance matrix and of expected

returns. Since the focus of this article is on forecasting large covariance matrices,

but ignores the difficult task of predicting the first moment of returns, we consider

variants of the global minimum variance portfolio (GMVP) selection problem in line

with a vast body of extant literature.

We consider an investor who has the possibility of investing in a portfolio consist-

ing of N different assets. The investor rebalances the portfolio every h trading day,

and chooses the portfolio weight at times t = t0, t0 +h, . . . ,T −h based on a forecast

of Σt :t+h . The GMVP problem can then be stated as

min
wt+h|t

w ′
t+h|tΣt :t+h|t wt+h|t subject to w ′

t+h|t ι= 1, (3.16)

where wt+h|t = (w1,t+h|t , . . . , wN ,t+h|t )′ is an N ×1 vector of relative portfolio weights

chosen at time t to be held until t +h, Σt :t+h|t is the forecast of the N ×N covariance

matrix of returns over the next h days, and ι is an N ×1 vector of ones. When Σt :t+h|t
is positive definite, the unique solution to the GMVP problem is given by

wGMVP
t+h|t =

Σ−1
t :t+h|t ι

ι′Σ−1
t :t+h|t ι

.

We will consider two extensions of the problem in (3.16) as suggested by Lunde et al.

(2016). First, we extend the problem by imposing a leverage constraint on the investor.

This can be achieved by imposing an L1 constraint on the portfolio weights. The

minimization problem under a short-sale restriction can be written as

min
wt+h|t

w ′
t+h|tΣt :t+h|t wt+h|t subject to w ′

t+h|t ι= 1, ‖wt+h|t‖1 ≤ 1+2s, (3.17)

where ‖·‖1 denotes the L1 norm, and s denotes the percentage that is allowed to be

held short. Adding a short-sale restriction makes the portfolio selection more realistic,

as many investors such as pension funds and mutual funds faces leverage constraints.

Second, we extend the GMVP selection problem by imposing a lower and upper

bound of u on each portfolio weight. A constraint of this type ensures that the portfo-

lio is well-diversified, since the number of non-zero weights is at least b1/uc in this

scenario. This problem can be stated as

min
wt+h|t

w ′
t+h|tΣt :t+h|t wt+h|t

subject to w ′
t+h|t ι= 1,

‖wt+h|t‖1 ≤ 1+2s,

‖wt+h|t‖∞ ≤ u,

(3.18)
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Table 3.1: Overview of sector representation in the S&P 500 sample.

Sector Stocks Percentage

Consumer Discretionary 67 16.92
Consumer Staples 28 7.07
Energy 36 9.09
Financials 57 14.39
Health Care 45 11.36
Industrials 55 13.89
Information Technology 56 14.14
Materials 24 6.06
Telecommunications 4 1.01
Utilities 24 6.06

Notes: The table reports the number and percentage of stocks in each sector using GICS classification.

where ‖·‖∞ denotes the L∞ norm.

The optimization problems in (3.17) and (3.18) have a solution when Σt :t+h|t is

positive definite. However, the solutions cannot be obtained in closed form as in the

classical GMVP problem. Hence, to find the optimal portfolio weights in the latter

cases, we use the CVX package for MATLAB of Grant and Boyd (2014).

3.6 Empirical Application

3.6.1 Data Description

We analyze high-frequency stock price data for the constituents of the S&P 500 index

over the period from January 2007 to December 2015. The data are obtained from the

New York Stock Exchange Trade and Quote (TAQ) database. We use all the stocks in

the S&P 500 index end of 2015, for which we are able to collect data for every trading

day in the sample period. Following Lunde et al. (2016) we exclude illiquid stocks in

the sense that we require the stocks to be traded at least 195 times a day to remain in

the sample. We have also removed a few companies that merged or were acquired

during the sample period. In total, this results in 396 different stocks, which we follow

over the 2,266 official trading days during the 2007–2015 period.

As observed factors, we use the ten SPDR exchange traded funds (ETF), with the

ticker symbols SPY, XLE, XLB, XLI, XLY, XLP, XLV, XLF, XLK, and XLU. The SPY ETF

tracks the S&P 500 index and is a common choice for a market portfolio proxy in

the literature. The remaining nine factors are sector ETFs, which track the S&P 500

constituents based on their sector membership as classified by the Global Industrial

Classification Standard (GICS).1 Table 3.1 shows how the companies in the sample are

distributed in terms of their sector membership. Except for the telecommunications

sector, we have a relatively large fraction of the companies within each sector.

Prior to analysis, the intra-daily observations are cleaned using the step-by-step

procedure of Barndorff-Nielsen et al. (2009) to ensure that the return variation mea-

1The relation between the ticker symbols and GICS sectors is given as follows: Energy (XLE), Materials
(XLB), Industrials (XLI), Consumer Discretionary (XLY), Consumer Staples (XLP), Health Care (XLV),
Financial (XLF), Information Technology (XLK), and Utilities (XLU).
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sures we calculate not are affected by obvious recording errors in the TAQ database.

We have excluded the overnight returns when calculating the daily CRK matrices.

The information from the TAQ database is merged with the Center for Research in

Security Prices (CRSP) daily stock files. We use the daily returns from CRSP since

these data are correctly adjusted for stock splits and dividend payments. We will use

the convention of using returns expressed in percentages.

The sample period, 2007–2015, contains both the financial crisis and the flash-

crashes in 2010, 2011, and 2015. These periods were characterized by large intra-day

price swings, and consequently the entries of the realized covariance matrix on

such days are extreme compared to the rest of the sample. To reduce the impact of

these events in terms of parameter estimation and forecasting ability, we clean the

covariance matrices using the approach of Callot, Kock, and Medeiros (2017). That is

we flag each day in which one fourth of the unique entries ofΠt are more than four

standard errors away from its sample average up to then. On such days the entries of

Πt are replaced with the average of the covariance matrices from the five immediately

preceding and following non-flagged days.

We split the full sample of 2,266 daily observations covering the period from

January 2007 to December 2015 into an in-sample and an out-of-sample. The in-

sample consists of the first 1,200 observations, while the out-sample consists of the

remaining 1,066 observations.

3.6.2 In-Sample Analysis of the HFF Model

In this section we study the features of the proposed model, by providing an in-

sample analysis of the idiosyncratic covariance matrices and presenting an overview

of the estimation results for the proposed multivariate volatility model.

3.6.2.1 Analysis of the Idiosyncratic Covariance Matrices

Following Fan et al. (2016) and Aït-Sahalia and Xiu (2017) we investigate the effect

of varying the number of common observable factors on the sparsity pattern of the

idiosyncratic covariance matrix. To carry out this analysis we transform each of the Zt

matrices into correlation matrices and denote an off-diagonal entry to be significant

if it is larger than 0.15 in absolute value for more than one third of the days in the

in-sample period.

We use the full sample of the 396 stocks and consider a one-factor model and a

ten-factor model. For the one-factor model we use the S&P 500 index tracking ETF

SPY as the only observable factor, in which case we consider a CAPM-type of model.

For the ten-factor model, we additionally augment the model with the nine SPDR

sector ETFs as observable factors.

Contrary to previous studies employing the same underlying model as in (3.1),

we infer the assumed block structure of the idiosyncratic covariance matrix from
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(a) (b)

(c) (d)

Figure 3.1: The figures display the significant entries of the average idiosyncratic correlation matrices. In (a) and (c) the
blocks are determined with hierarchical clustering using complete linkage with a cut-off value of 0.98. In (b) and (d) the
blocks are determined using sector membership based on the first two digits of the company’s GICS code. Panels (a) and
(b) consider the one-factor market model, while panels (c) and (d) consider the ten-factor model with the additional
nine SPDR sector ETFs.

the data, rather than deterministically assigning companies within the same sector

to the same block. Among dozens of available clustering algorithms, we use the

hierarchical clustering (HC) method to determine blocks of companies that are

similar as measured by idiosyncratic correlation.2

The HC method is an agglomerative clustering algorithm. In this setting it means

that each of the N assets initially represents a singleton cluster. At each of the re-

maining N −1 steps of the algorithm, the two clusters which are most similar—as

defined by a measure of distance between clusters—are merged. After the final step

of the algorithm all assets will belong to the same cluster, and the block structure

can be determined by “cutting the tree” at a certain threshold value. Hence, the HC

algorithm does not necessarily force the user to pre-select the number of clusters in

2For an overview of unsupervised clustering algorithms we refer to Hastie, Tibshirani, and Friedman
(2009), Chapter 14.
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the data.

To implement the HC method, it requires the user to supply a distance measure

between each pair of assets, and a so-called linkage criteria to determine the distance

between clusters based on the pairwise distances. Since we are working with correla-

tions, which takes on values between −1 and 1, we suggest to measure the pairwise

dissimilarity between asset i and j as

δi , j = 1−|ρi , j |, i 6= j , (3.19)

where ρi , j is the average idiosyncratic correlation between assets i and j over the

in-sample period. Using the absolute value of ρi , j we capture the fact that assets

that have a large negative idiosyncratic correlation can be regarded as being similar

in some sense too.3 We employ the complete linkage criteria to define the distance

between clusters. Under complete linkage the distance between two clusters A and

B is defined as

δ(CL)
A,B = max{δa,b : a ∈A,b ∈B}.

Finally, to determine the block structure based on the this implementation of the HC

method, a relatively large threshold value of 0.98 is chosen to cut the tree.

The in-sample results from employing the HC algorithm to the idiosyncratic

correlation matrices are depicted in Figure 3.1. Panels (a) and (b) show the sparsity

pattern for the one-factor market model, using HC and sector membership to de-

termine the block structure, respectively. These figures show that the market factor

alone, is not capable of removing the cross-asset dependence. In both (a) and (b)

the rectangles are dense, meaning that all assets within the blocks have significant

idiosyncratic correlation. The HC algorithm detects three blocks, while by definition

the sector-based method by definition results in a ten dimensional block structure.

In (c) and (d) the block structure for the ten-factor model is illustrated. In this case

almost all residual correlations outside the blocks are eliminated. The HC method

detects 23 blocks, which in many cases are quite dense. For the sector-based method

we observe quite a number of insignificant correlation within the blocks, suggesting

that the sector approach can be a too conservative description of the Zt -matrices.

Despite the fact that the block structure of the idiosyncratic covariance matrix is

much more clear in the case of the ten-factor model, it is important to emphasize that

this finding does not necessarily imply that this model will perform better than the

one-factor model for portfolio selection. It merely indicates that the market factor in

itself is incapable of removing the majority of the residual correlations. One advantage

of using a one-factor model in our forecasting model is that we only need to estimate

a dynamic model for N different factor loadings, compared to N K in the general case.

3In the present sample chosen for this analysis, large negative idiosyncratic correlations are, however,
not present with an average idiosyncratic correlation of −0.042 as the smallest value for ρi , j . But in a
setting where the sample consists of several different asset classes, significantly negative idiosyncratic
correlations could easily arise.



76
C

H
A

P
T

E
R

3
.

M
U

LT
IV

A
R

IA
T

E
H

IG
H

-F
R

E
Q

U
E

N
C

Y-B
A

S
E

D
F

A
C

T
O

R
M

O
D

E
L

(a) One-factor model

(b) Two-factor model
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Figure 3.2: Visualizations of the hierarchical clustering algorithm for the constituents of the S&P 100 index. The figure in (a) shows the tree for the one-factor structure, (b) for the two-factor
structure, and (c) for the ten-factor structure. The distances are defined by (3.19), based on the average idiosyncratic correlation matrices over the in-sample period starting from January 2007
and the following 1,200 trading days.
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For a large K there will presumably be some factor loadings, for which the time series

will be hard to predict. For the one-factor market model, we know from previous

studies that the daily market betas are fairly persistent and can be predicted quite

well.

To help us understand the way in which the HC algorithm detects clusters of

stocks with similar idiosyncratic correlation, we present the dendrograms in Fig-

ure 3.2. In these dendrograms we consider the constituents of the S&P 100 index for

illustrative purposes. For the one-factor model depicted in panel (a), all stocks are

assigned to the same cluster using the cut-off value of 0.98. To get more than one

cluster in this case, the cut-off value should be less than 0.95. In a two-factor model

with SPY and XLU as common factors shown in panel (b), the correlation distances

given by (3.19) are reduced, and we obtain a structure with two distinct blocks. The

smallest of the two blocks in the right part of the dendogram consists mainly of stocks

from the health care and consumer staples sectors, which are generally considered as

the sectors with companies having the lowest systematic risk. In the full model with

both the market and the sector ETFs as factors in panel (c), the correlation distances

are even more reduced, and we obtain eight blocks of companies using the threshold

of 0.98. There are some large blocks with companies mainly from the industrial, finan-

cial, energy, and information technology sectors, respectively. However, we also find

blocks where the companies included represent several different sectors. Generally,

the companies within the energy sector are closely linked as determined by their

idiosyncratic correlations. These figures greatly highlight that an implementation of

the HFF model using HC will result in a significantly different model structure than if

we use a sector-based approach or a strict factor model.

3.6.2.2 In-Sample Model Estimation

In Table 3.2 we present a summary of the parameter estimates of the HFF model for

one-day ahead prediction. Since the model contains many parameters4, we summa-

rize the estimation results by showing the means and selected quantiles from the

cross-sectional distribution of the estimates. For the purpose of this table, we use a

specification with ten observable factors and residual block structure determined by

sector membership.

The coefficient estimates for the logarithmic variance shown in the first panel

of the table are in line with those reported in previous studies employing the HAR

model for one-step ahead prediction. The coefficient is largest for the daily compo-

nent and declines for the weekly and monthly components. For the idiosyncratic

variance, we note that the magnitude of the daily component is substantially reduced

compared to the daily component for the factor variances, while we observe the

opposite pattern for the monthly component of the HAR structure. For the factor

4More precisely, a full parametrization of the our model contains 4(N +K )+ 3(M + 2) unknown
parameters to be estimated.
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Table 3.2: Estimation summary of the 10F-S model for the S&P 500 constituents.

Mean Median 5% 25% 75% 95%

Factor variances

Constant 0.024 0.025 −0.013 0.012 0.037 0.055
Daily component 0.495 0.502 0.367 0.438 0.568 0.596
Weekly component 0.379 0.363 0.285 0.321 0.418 0.500
Monthly component 0.077 0.081 0.016 0.057 0.099 0.119

Idiosyncratic variances

Constant 0.039 0.038 −0.002 0.022 0.054 0.080
Daily component 0.351 0.344 0.256 0.302 0.391 0.488
Weekly component 0.427 0.429 0.307 0.382 0.475 0.530
Monthly component 0.170 0.164 0.062 0.117 0.215 0.299

Factor loadings

Daily component 0.024
Weekly component 0.148
Monthly component 0.554

Factor correlations

Daily component 0.275
Weekly component 0.520
Monthly component 0.127

Idiosyncratic correlations

Daily component 0.063 0.057 0.029 0.040 0.070 0.123
Weekly component 0.210 0.179 0.083 0.163 0.244 0.383
Monthly component 0.489 0.497 0.304 0.459 0.532 0.651

Notes: The table summarizes the in-sample estimation results of the HAR-type models presented in Section 3.3 using
the S&P 500 index stocks with a ten-factor structure and idiosyncratic block structure determined by sector membership.
The table shows the means and quantiles from the cross-sectional distribution of the parameter estimates. The model is
estimated using OLS with observations starting from January 2007 and the following 1,200 trading days.

loadings, we find the monthly average of the factor loadings to be the most important

covariate followed by the weekly average. The coefficient on the daily component is

close to zero, suggesting that the factor loadings generally vary much from day to day

in an unpredictable way. Finally, the last panels of Table 3.2 consider the estimation

results for the correlation part of the model. By construction, we only have a single

estimate of the HAR parameters for the factor correlations. The estimates suggest

a large degree of persistence in the time series, as all three components receive a

considerably large weight, with the weekly component being dominant. In the case

of the idiosyncratic correlations, the picture is similar to the one observed for the

factor loadings, where the monthly average is the most important predictor.

3.6.3 Out-of-Sample Portfolio Allocation

In this section we describe the forecasting setup, and present the main results of the

empirical analyzes. In the forecasting study we employ a rolling window forecasting

scheme, where we estimate the model using the first t0 = 1,200 observations for the

first forecast and subsequently forecast the cumulative covariance matrix over the

next h days. For the next h-step ahead forecast, we use the sample consisting of
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observations h through 1,200+h to estimate the models.5 We continue in this fashion

until we reach the end of the sample.

Let T (h) denote the number of h-days portfolio allocations performed over the

out-of-sample period, and denote by rt :t+h the vector of the h-days close-to-close

returns. Moreover, for notational simplicity, we define rt (h) ≡ rt0+(t−1)h:t0+th and

wt (h) ≡ wt0+th|t0+(t−1)h . For each portfolio allocation problem, predictive horizon,

and forecasting models we then consider the following summary statistics calculated

over the out-of-sample period:

• Average return: µp (h) = 1
T (h)

∑T (h)
t=1 wt (h)′rt (h).

• Standard deviation: σp (h) =
√

1
T (h)

∑T (h)
t=1

(
wt (h)′rt (h)−µp (h)

)2.

• Sharpe ratio:
µp (h)
σp (h) .

• Turnover: 1
N (T (h)−1)

∑T (h)
t=2

∑N
i=1|wi ,t (h)−wi ,t−1(h)|.

• Proportion of leverage: 1
N T (h)

∑T (h)
t=1

∑N
i=11(wi ,t (h) < 0).

• Maximum weight: max1≤i≤N ,1≤t≤T (h) wi ,t (h).

• Minimum weight: min1≤i≤N ,1≤t≤T (h) wi ,t (h).

Since we are trying to identify portfolios with the smallest possible variation, the

statistic of main interest is the portfolio standard deviation, σp (h). However, from

a practical point of view, the Sharpe ratio, proportion of leverage, and turnover

measures are also of great interest. The maximum and minimum weight statistics

give an indication of the balance of the constructed portfolios.

As mentioned earlier, our asset universe compromises the constituents of the S&P

500 index as of the 31st of December 2015. For the purpose of robustness, we divide

the full sample into two additional subsamples consisting of assets in the S&P 100

index and the Dow Jones Industrial Average (DJIA), respectively. We can then conduct

the out-of-sample portfolio allocation exercise for these three different sets of assets

with a dimension N varying between 396 (S&P 500), 86 (S&P 100), and 28 (DJIA).

We present the results for six different variants of our model and compare their

performance with the RW model, DCC-NL, BEKK-NL, HEAVY, HAR-DCC, and the

equal weighting 1/N strategy. We consider a one-factor market model using SPY as

the factor, a two-factor model with SPY and XLU as factors, and finally a ten-factor

model with all SPDR ETFs as factors. For each of choice of factor structure we select

the block structure in Zt using either HC or the sector-based (S) approach. We denote

5For the DCC-NL, BEKK-NL, and HEAVY models, we only re-estimate the models in every b100/hc
iteration of the forecasting procedure. This is done to considerably reduce the running time of the fore-
casting exercise. In an unreported analysis we have investigated the sensitivity of the results to this choice.
We find that the results are fairly insensitive to the frequency at which the models are re-estimated.
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these six different implementations of our model as 1F-HC, 1F-S, 2F-HC, 2F-S, 10F-

HC, and 10F-S. The reason for choosing XLU (Utilities) as the second factor in the

2F implementations is that among the sector ETFs the returns of this ETF are least

correlated with the returns of the market proxy, SPY, over the in-sample period.

We have not implemented the HAR-DCC for the S&P 500 sample, due to compu-

tational constraints. In the HAR-DCC model we have to estimate a linear regression

model for the N (N −1)/2 distinct correlations. To estimate the model of the type

(3.14) we need to stack the time series of T = 1,200 in-sample observations, which

for N = 396, results in regression model with more than 93 millions of observations.

In an an out-of-sample forecasting setting with daily re-estimation, such a large

number of observations are not feasible to work with on the computers we currently

have available. This of one the main advantages of using the factor structure com-

bined with a block structure in the idiosyncratic covariance matrix. For M > 1 blocks

we can reduce the dimensionality of the predictive correlation regression in (3.14)

substantially.

Based on the in-sample evidence presented in Table 3.2 and unreported results,

we leave out the daily component from the predictive regressions for the factor

loadings and the idiosyncratic correlations and only use the weekly and monthly

averages as h-step ahead predictors. We find this choice to give slightly better out-of-

sample results, compared to a full parametrization of the model. To make variance

predictions we use a bootstrap sample of length S = 10,000 in (3.13).

3.6.3.1 Daily Portfolio Allocation Results

Table 3.3 presents the results of the out-of-sample portfolio selection problem using

the GMVP objective in (3.16) with daily rebalancing (h = 1). The results suggest that

the HFF models produce portfolios with lower ex-post standard deviations than the

competitor models for all of the three samples under consideration. For both the

S&P 500 and S&P 100 samples, the model with the lowest standard deviation is the

one-factor model in combination with HC, followed by the two-factor model also em-

ploying HC. In the DJIA sample these two models are also the best performing models,

but with a reverse ordering. For the one- and two-factor models the results favor the

implementations where the block structure is determined using HC, whereas for the

ten-factor model the results are slightly better using the sector-based approach. We

expected these results based on the illustrations in Figure 3.1, where the sector-based

approach results in a block structure that sets too many significant correlations equal

to zero in the one-factor case, while the HC method captures much more off-diagonal

dependence structure. In the ten-factor model the sector-based approach is a much

more reasonable choice, which is also reflected in the empirical results.

To investigate whether the portfolios constructed based on the predictions of

the HFF models have significantly lower variance than the corresponding portfolios

based on the competitor models, we employ the model confidence set (MCS) pro-
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Table 3.3: Summary of daily out-of-sample global minimum variance portfolio selection results.

RW 1F - HC 1F - S 2F - HC 2F - S 10F - HC 10F - S DCC-NL BEKK-NL HEAVY HAR-DCC 1/N

S&P 500

Std. dev 8.403 7.607 7.928 7.639 7.775 7.922 7.844 9.452 8.895 8.284 15.071
Average 17.443 12.910 11.643 12.757 12.468 11.439 11.086 17.481 12.794 13.367 16.412
Sharpe ratio 2.076 1.697 1.469 1.670 1.604 1.444 1.413 1.849 1.438 1.614 1.089
Turnover 3.384 1.027 0.815 0.950 0.848 0.652 0.672 1.446 0.599 2.036 0.000
Leverage 0.485 0.489 0.483 0.490 0.487 0.492 0.494 0.505 0.463 0.475 0.000
Max weight 0.517 0.209 0.164 0.219 0.195 0.190 0.199 0.469 0.129 0.222 0.003
Min weight −0.050 −0.052 −0.041 −0.048 −0.050 −0.043 −0.045 −0.082 −0.077 −0.046 0.003
MCS p-value 0.000 1.000 0.000 0.365 0.028 0.003 0.028 0.000 0.000 0.000 0.000

S&P 100

Std. dev 9.766 8.996 9.125 9.018 9.102 9.150 9.148 10.416 10.492 9.567 9.184 14.298
Average 14.587 11.852 10.036 10.912 10.718 9.947 9.166 10.711 7.416 9.261 12.672 16.673
Sharpe ratio 1.494 1.318 1.100 1.210 1.178 1.087 1.002 1.028 0.707 0.968 1.380 1.166
Turnover 2.496 0.757 0.492 0.585 0.505 0.450 0.433 1.124 0.939 1.470 1.257 0.000
Leverage 0.452 0.438 0.428 0.430 0.428 0.438 0.442 0.477 0.455 0.473 0.444 0.000
Max weight 0.532 0.332 0.300 0.334 0.333 0.337 0.345 0.619 0.558 0.473 0.349 0.012
Min weight −0.167 −0.114 −0.100 −0.099 −0.111 −0.110 −0.108 −0.168 −0.268 −0.163 −0.110 0.012
MCS p-value 0.000 1.000 0.294 0.712 0.294 0.294 0.294 0.000 0.000 0.002 0.002 0.000

Dow Jones Industrial Average

Std. dev 10.718 9.916 10.047 9.889 9.985 9.968 9.917 11.151 11.131 10.459 10.125 13.180
Average 14.666 9.850 9.664 9.538 9.519 8.788 8.481 6.699 5.498 9.307 11.258 14.345
Sharpe ratio 1.368 0.993 0.962 0.964 0.953 0.882 0.855 0.601 0.494 0.890 1.112 1.088
Turnover 1.573 0.432 0.312 0.392 0.300 0.299 0.298 0.618 0.760 1.010 0.693 0.000
Leverage 0.368 0.333 0.298 0.332 0.299 0.329 0.345 0.414 0.416 0.418 0.342 0.000
Max weight 0.709 0.490 0.483 0.488 0.485 0.484 0.503 0.880 0.899 0.628 0.483 0.036
Min weight −0.292 −0.156 −0.148 −0.165 −0.141 −0.147 −0.145 −0.232 −0.444 −0.277 −0.158 0.036
MCS p-value 0.000 0.255 0.028 1.000 0.255 0.255 0.676 0.000 0.000 0.000 0.000 0.000

Notes: The table shows the summary statistics of the daily global minimum variance portfolios over the out-of-sample period from October 2011 to De-
cember 2015 using stocks from S&P 500, S&P 100, and DJIA, respectively. The confidence level for the MCS procedure is 90% and is implemented using the
stationary bootstrap with 30,000 bootstrap replications and average block length of 5. The standard deviations, averages, and Sharpe ratios are annualized.
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cedure of Hansen, Lunde, and Nason (2011). We use the MCS to avoid the multiple

comparison problem, that will naturally arise when dealing with eleven (or twelve)

different models. We implement the MCS procedure using a confidence level of 90%

with the squared portfolio returns as the time series of losses. The MCS procedure

gives us a set of p-values, from which the set consisting of the best models can be

determined. The MCS p-values are reported in the last rows of the summary statistics,

and confirm that the HFF models are superior. None of the competitor models are

included in the MCSs.

One interesting observation is that the measures of turnover are much lower

for the HFF models compared to the corresponding numbers for the second best

performing models (HAR-DCC and HEAVY). In particular, the turnover numbers

produced by the ten-factor models are low. The fact that the HFF model produces

portfolios with lowest standard deviation and measures of turnover highlights its

great potential in large-dimensional portfolio allocation settings.

In terms of Sharpe ratio, the RW model does the best job. However, as already

noted, the main statistic of interest in a minimum variance setting is the portfolio

standard deviation. The models that only rely on inter-daily information are inferior

to the high-frequency-based models in this exercise, with the 1/N strategy as the

worst performing model.

Given that the results of the daily GMVP analysis are in favor of the HFF models,

it is of interest to study whether the models are performing well over the entire out-

of-sample period, or whether the good performance can be attributed to a specific

period of time. To this end, we plot the cumulative portfolio returns and volatility for

the S&P 500 sample on a yearly basis in Figure 3.3, where the cumulative portfolio

return is defined as rp,t (h) =∑t
τ=1 wτ(h)′rτ(h), and the cumulative portfolio volatility

is defined as σp,t (h) =
√∑t

τ=1(wτ(h)′rτ(h))2. In this figure we consider the portfolios

constructed based on the RW model, the 1F-HC model, the 10F-S model, the BEKK-

NL model, and the HEAVY model. In panel (a), we see in conformance with Table 3.3

that the RW model produces the largest returns, and this can to a large extent be

attributed its performance in 2013. Panel (b) depicts the cumulative portfolio volatility.

With the exemption of the short sample in 2011, the ranking among the models is

relatively stable in every year, with the 1F-HC model being the best model closely

followed by the 10F-S model.

In Table 3.4 we present the results of the out-of-sample analysis, where the in-

vestor’s objective function is given by (3.18). We control the amount of leverage by im-

posing s = 20%, and set the lower and upper bounds on the weights as u = 1/(2log N ).

This choice of u corresponds to a bound of 0.084 for the S&P 500 sample, 0.112 for

the S&P 100 sample, and finally 0.150 for the DJIA sample. In this framework the HFF

models are again the best performing models. All six implementations deliver portfo-

lios that have lower standard deviation than the benchmark models, irrespective of

the asset universe. Differently from the GMVP results, there is not much difference in
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(a) Cumulative portfolio returns

(b) Cumulative portfolio volatility

Figure 3.3: This figure compares the accumulated returns in panel (a), and the accumulated volatility in panel (b) of the
daily global minimum variance portfolios using the S&P 500 sample for five different models. The cumulative portfolio

return is defined as
∑t
τ=1 wτ(h)′rτ(h), and the cumulative portfolio volatility is defined as

√∑t
τ=1(wτ(h)′rτ(h))2.

the results among the HFF models. Except for the 1F-S model in the DJIA sample, all

HFF models are included in the 90% MCS, with the sector-based ten-factor model

being the best performing model in the two S&P samples. As expected, the standard

deviations are higher compared to the corresponding numbers for the GMVP prob-

lem in Table 3.3. However, the measures of turnover and the amount of leverage are

greatly reduced by the presence of the two constraints on the portfolio weights.

3.6.3.2 Weekly Portfolio Allocation Results

Next, we consider experiments that are similar to those in the previous section, but

with an investor with an investment horizon of one week (h = 5). That is, the investor

decides at days t = t0, t0+5, . . . ,T −5 the portfolio weights for a portfolio to be held for

the following week, based on a forecast of the five-day cumulative covariance matrix.

Given an out-of-sample period of 1,066 trading days, this results in 213 different

portfolio choices for the investor. To construct weekly forecasts of the covariance

matrix we use the direct forecasting approach outlined in Appendix A.1.

In Table 3.5 the weekly GMVP results are presented. Although the competitor

models are more present in the MCSs in this scenario, the HFF models generally
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Table 3.4: Summary of daily out-of-sample restricted minimum variance portfolio selection results.

RW 1F - HC 1F - S 2F - HC 2F - S 10F - HC 10F - S DCC-NL BEKK-NL HEAVY HAR-DCC 1/N

S&P 500

Std. dev 9.351 8.706 8.636 8.655 8.601 8.605 8.572 9.522 9.361 8.983 15.071
Average 19.832 14.395 13.072 14.064 13.976 13.236 12.616 14.771 10.908 12.023 16.412
Sharpe ratio 2.121 1.653 1.514 1.625 1.625 1.538 1.472 1.551 1.165 1.338 1.089
Turnover 1.907 0.532 0.468 0.494 0.458 0.342 0.344 0.657 0.452 0.925 0.000
Leverage 0.372 0.379 0.367 0.378 0.370 0.381 0.375 0.322 0.312 0.338 0.000
Max weight 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.003
Min weight −0.070 −0.043 −0.044 −0.044 −0.046 −0.050 −0.052 −0.084 −0.084 −0.084 0.003
MCS p-value 0.000 0.165 0.315 0.315 0.479 0.315 1.000 0.000 0.000 0.151 0.000

S&P 100

Std. dev 9.984 9.480 9.460 9.478 9.476 9.453 9.452 10.147 10.155 9.654 9.642 14.298
Average 16.551 13.556 11.950 12.892 12.800 12.207 11.466 10.377 13.865 12.712 14.245 16.673
Sharpe ratio 1.658 1.430 1.263 1.360 1.351 1.291 1.213 1.023 1.365 1.317 1.477 1.166
Turnover 1.456 0.493 0.351 0.396 0.353 0.298 0.285 0.509 0.562 0.689 0.784 0.000
Leverage 0.361 0.364 0.366 0.366 0.364 0.369 0.374 0.353 0.327 0.348 0.363 0.000
Max weight 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.012
Min weight −0.112 −0.099 −0.090 −0.098 −0.088 −0.112 −0.112 −0.112 −0.112 −0.112 −0.098 0.012
MCS p-value 0.000 0.963 0.967 0.963 0.963 0.967 1.000 0.000 0.000 0.509 0.002 0.000

Dow Jones Industrial Average

Std. dev 10.720 10.232 10.301 10.210 10.254 10.242 10.237 10.895 10.752 10.495 10.402 13.180
Average 16.469 11.884 11.715 11.616 11.600 10.714 10.629 8.636 9.125 11.643 13.315 14.345
Sharpe ratio 1.536 1.161 1.137 1.138 1.131 1.046 1.038 0.793 0.849 1.109 1.280 1.088
Turnover 1.043 0.332 0.248 0.300 0.236 0.217 0.214 0.344 0.451 0.542 0.539 0.000
Leverage 0.307 0.299 0.268 0.297 0.268 0.290 0.297 0.330 0.328 0.348 0.305 0.000
Max weight 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.036
Min weight −0.150 −0.133 −0.121 −0.138 −0.115 −0.147 −0.143 −0.149 −0.150 −0.150 −0.136 0.036
MCS p-value 0.000 0.251 0.036 1.000 0.251 0.251 0.623 0.000 0.000 0.012 0.000 0.000

Notes: The table shows the summary statistics of the daily restricted minimum variance portfolios over the out-of-sample period from October 2011 to
December 2015 using stocks from S&P 500, S&P 100, and DJIA, respectively. The optimization problem in (3.18) is implemented with s = 20% and u =
1/(2log N ). The confidence level for the MCS procedure is 90% and is implemented using the stationary bootstrap with 30,000 bootstrap replications and an
average block length of 5. The standard deviations, averages, and Sharpe ratios are annualized.
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Table 3.5: Summary of weekly out-of-sample global minimum variance portfolio selection results.

RW 1F - HC 1F - S 2F - HC 2F - S 10F - HC 10F - S DCC-NL BEKK-NL HEAVY HAR-DCC 1/N

S&P 500

Std. dev 8.558 7.677 8.011 7.753 7.857 8.274 8.141 8.470 8.356 8.092 14.032
Average 17.194 11.429 10.715 11.435 11.386 10.675 10.232 13.002 11.546 11.110 16.381
Sharpe ratio 2.009 1.489 1.338 1.475 1.449 1.290 1.257 1.535 1.382 1.373 1.167
Turnover 3.578 1.794 1.471 1.727 1.578 1.064 1.096 2.371 1.177 2.229 0.000
Leverage 0.484 0.488 0.485 0.491 0.487 0.495 0.495 0.505 0.462 0.471 0.000
Max weight 0.189 0.165 0.130 0.171 0.153 0.143 0.150 0.352 0.127 0.120 0.003
Min weight −0.042 −0.045 −0.034 −0.039 −0.037 −0.035 −0.038 −0.066 −0.075 −0.044 0.003
MCS p-value 0.021 1.000 0.098 0.310 0.310 0.027 0.098 0.027 0.098 0.310 0.000

S&P 100

Std. dev 10.146 9.166 9.141 9.083 9.154 9.532 9.464 10.004 10.648 9.413 9.247 13.201
Average 15.506 11.222 9.884 10.680 10.420 9.528 8.733 7.447 7.060 9.400 11.622 16.712
Sharpe ratio 1.528 1.224 1.081 1.176 1.138 1.000 0.923 0.744 0.663 0.999 1.257 1.266
Turnover 2.695 1.187 0.864 0.981 0.891 0.681 0.661 1.782 1.483 1.489 1.437 0.000
Leverage 0.449 0.434 0.430 0.430 0.430 0.442 0.445 0.476 0.454 0.469 0.439 0.000
Max weight 0.498 0.282 0.253 0.284 0.278 0.285 0.288 0.558 0.494 0.332 0.261 0.012
Min weight −0.145 −0.104 −0.077 −0.091 −0.080 −0.099 −0.097 −0.166 −0.264 −0.145 −0.100 0.012
MCS p-value 0.026 0.823 0.823 1.000 0.823 0.081 0.188 0.081 0.018 0.823 0.823 0.007

Dow Jones Industrial Average

Std. dev 10.868 9.660 9.616 9.612 9.584 9.662 9.574 10.126 10.453 10.080 9.876 12.392
Average 8.582 7.845 8.749 7.618 8.427 7.313 7.112 2.846 3.868 5.431 7.819 14.476
Sharpe ratio 0.790 0.812 0.910 0.793 0.879 0.757 0.743 0.281 0.370 0.539 0.792 1.168
Turnover 1.699 0.654 0.516 0.585 0.484 0.420 0.421 1.120 1.219 0.959 0.779 0.000
Leverage 0.357 0.332 0.300 0.330 0.301 0.333 0.349 0.406 0.413 0.419 0.337 0.000
Max weight 0.709 0.397 0.377 0.403 0.392 0.399 0.409 0.815 0.848 0.566 0.392 0.036
Min weight −0.224 −0.140 −0.122 −0.136 −0.116 −0.122 −0.122 −0.209 −0.403 −0.225 −0.138 0.036
MCS p-value 0.015 0.334 0.745 0.881 0.881 0.585 1.000 0.334 0.325 0.325 0.325 0.015

Notes: The table shows the summary statistics of the weekly (h = 5) global minimum variance portfolios over the out-of-sample period from October 2011
to December 2015 using stocks from S&P 500, S&P 100, and DJIA, respectively. The confidence level for the MCS procedure is 90% and is implemented
using the stationary bootstrap with 30,000 bootstrap replications and an average block length of 5. The standard deviations, averages, and Sharpe ratios are
annualized.
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produces portfolios with the smallest standard deviation. The exceptions are the ten-

factor models in the S&P samples, where the HEAVY and HAR-DCC models produce

better numbers. The ten-factor model with block structure determined by sector

membership is, however, the preferred model in the DJIA sample. For the one and

two-factor models, we again find good performance of the models exploiting the HC

algorithm. The HFF models are also associated with less turnover in this scenario,

compared to the other models driven by high-frequency data. The measures of

turnover are generally decreasing in the number of factors employed.

As for the daily analysis, we study the portfolio returns and variations over time

for the S&P 500 sample in Figure 3.4. The main conclusions are the same in this case.

Over the full out-of-sample period, the one-factor model using HC produces the

lowest portfolio standard deviation. Over the years 2012–2015, the 1F-HC model is

consistently either the best model or the second best model, whereas it performs

badly in the beginning of the out-of-sample period. The weekly cumulative returns

shown in panel (b), are highest for the RW model, where the differences once again

are most clear in 2013. However, the high returns produced by the RW model in 2013,

are also associated with a great amount of risk as shown in panel (b).

Finally, we consider the results of the weekly restricted minimum variance portfo-

lio allocation problem. The setup is identical to the analysis using a daily investment

horizon except that now, we consider an investor who operates at the weekly horizon.

The results are given in Table 3.6. The MCS p-values reveal that it is harder to discrim-

inate between the different models in this case. The MSCs contain more models than

previously, and in particular the low-frequency based DCC-NL and BEKK-NL models

perform much better in this scenario than we have seen in the other exercises. We

do, however, still find the HFF implementations to give the best results in all three

samples, and except for a few cases in the S&P 100 sample, they always enter the 90%

MCSs. The turnover measures are also in favor of the HFF models.

3.7 Conclusion

In this paper we introduced a new approach to model and forecast large-dimensional

covariance matrices of asset returns. The model belongs to the class of approximate

factor models, where the common factors are observable traded assets. We suggest to

model the components determining the covariance structure using autoregressive

time series models. This leads to a highly flexible multivariate volatility model that

produces a well-conditioned and positive definite forecast of the latent integrated

covariance matrix. Furthermore, the model is extremely easy and fast to estimate,

even in very high dimensions. As a novel feature, we use a data-driven approach

to determine the structure of the idiosyncratic covariance matrix. In the empirical

application we study the economic value of our new modeling approach by means of

portfolio allocation problems. At the daily level, the best performing model reduces
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(a) Cumulative portfolio returns

(b) Cumulative portfolio volatility

Figure 3.4: This figure compares the accumulated returns in panel (a), and the accumulated volatility in panel (b) of the
weekly global minimum variance portfolios using the S&P 500 sample for five different models. The cumulative portfolio

return is defined as
∑t
τ=1 wτ(h)′rτ(h), and the cumulative portfolio volatility is defined as

√∑t
τ=1(wτ(h)′rτ(h))2.
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Table 3.6: Summary of weekly out-of-sample restricted minimum variance portfolio selection results.

RW 1F - HC 1F - S 2F - HC 2F - S 10F - HC 10F - S DCC-NL BEKK-NL HEAVY HAR-DCC 1/N

S&P 500

Std. dev 9.138 8.292 8.333 8.280 8.306 8.387 8.362 8.465 8.816 8.806 14.032
Average 16.313 13.606 12.358 13.209 13.204 11.814 11.172 12.192 10.653 11.753 16.381
Sharpe ratio 1.785 1.641 1.483 1.595 1.590 1.409 1.336 1.440 1.208 1.335 1.167
Turnover 2.037 0.899 0.835 0.872 0.834 0.541 0.540 1.022 0.781 1.023 0.000
Leverage 0.373 0.379 0.368 0.378 0.371 0.383 0.376 0.323 0.309 0.331 0.000
Max weight 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.084 0.003
Min weight −0.063 −0.034 −0.037 −0.035 −0.039 −0.040 −0.043 −0.080 −0.084 −0.084 0.003
MCS p-value 0.044 0.989 0.989 1.000 0.989 0.835 0.989 0.835 0.783 0.502 0.001

S&P 100

Std. dev 10.000 9.142 8.966 9.084 9.076 9.253 9.224 9.384 9.220 8.980 9.243 13.201
Average 16.022 12.481 11.358 12.084 11.973 11.117 10.392 9.537 11.408 11.464 12.905 16.712
Sharpe ratio 1.602 1.365 1.267 1.330 1.319 1.201 1.127 1.016 1.237 1.277 1.396 1.266
Turnover 1.571 0.761 0.607 0.659 0.618 0.440 0.424 0.822 0.775 0.697 0.899 0.000
Leverage 0.359 0.362 0.368 0.369 0.369 0.372 0.378 0.351 0.327 0.346 0.359 0.000
Max weight 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.112 0.012
Min weight −0.112 −0.081 −0.065 −0.075 −0.066 −0.081 −0.079 −0.112 −0.112 −0.112 −0.081 0.012
MCS p-value 0.029 0.190 1.000 0.190 0.190 0.037 0.040 0.040 0.190 0.926 0.037 0.003

Dow Jones Industrial Average

Std. dev 10.708 9.693 9.752 9.647 9.703 9.635 9.639 9.858 9.848 9.931 9.941 12.392
Average 12.329 9.730 10.479 9.523 10.236 9.505 9.312 6.866 9.084 9.104 9.639 14.476
Sharpe ratio 1.151 1.004 1.075 0.987 1.055 0.986 0.966 0.697 0.922 0.917 0.970 1.168
Turnover 1.132 0.503 0.417 0.446 0.385 0.304 0.300 0.633 0.632 0.496 0.609 0.000
Leverage 0.294 0.298 0.273 0.299 0.269 0.294 0.300 0.321 0.325 0.351 0.301 0.000
Max weight 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.150 0.036
Min weight −0.140 −0.132 −0.119 −0.137 −0.114 −0.144 −0.140 −0.150 −0.150 −0.148 −0.123 0.036
MCS p-value 0.030 0.446 0.446 0.984 0.446 0.998 1.000 0.446 0.446 0.446 0.051 0.018

Notes: The table shows the summary statistics of the weekly (h = 5) restricted minimum variance portfolios over the out-of-sample period from October
2011 to December 2015 using stocks from S&P 500, S&P 100, and DJIA, respectively. The optimization problem in (3.18) is implemented with s = 20% and
u = 1/(2log N ). The confidence level for the MCS procedure is 90% and is implemented using the stationary bootstrap with 30,000 bootstrap replications and
an average block length of 5. The standard deviations, averages, and Sharpe ratios are annualized.
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the portfolio standard deviation by 50% compared to an equal-weighted portfolio

consisting of the stocks in the S&P 500 index in a global minimum variance setting.

We find the superiority of the newly developed models to be robust to the presence

of restrictions on the portfolio weights and the choice of investment horizon.
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Appendix

A.1 Multi-Horizon Forecasting Procedure

This section describes the multi-horizon forecasting procedure. We suggest to model

the average h-days covariance matrix in order to obtain a forecast of the cumulative

covariance matrix Σt :t+h =∑h
i=1Σt+i . In details, we use the following approximation

Σt :t+h|t = hΣ(h)
t+h|t = h

[
B (h)

t+h|t F (h)
t+h|t

(
B (h)

t+h|t
)′+Z (h)

t+h|t
]

. (A.1)

As for the one-period forecasting procedure, we model each of the three components

of the covariance structure separately using HAR models. Using the notation intro-

duced in Section 3.3, the HFF model generalized to h-period predictions is given as

follows:

• Factor variances:

x(h)
i ,t+h = ai ,0 +ai ,1xi ,t +ai ,2x(5)

i ,t +ai ,3x(22)
i ,t +εi ,t+h ,

Fi ,i ,t :t+h|t =
1

S

S∑
s=1

exp
(
x̂(h)

i ,t+h +ε∗i ,s

)
.

(A.2)

• Factor correlations:

ρ(h)
t+h = (1− c1 − c2 − c3)ρ+ c1ρt + c2ρ

(5)
t + c3ρ

(22)
t +ηt+h . (A.3)

• Factor loadings:

b(h)
t+h = (1−d1 −d2 −d3)b +d1bt +d2b(5)

t +d3b(22)
t +ξt+h . (A.4)

For the idiosyncratic covariance matrix, we model each block using the HAR-DCC

model for h-period prediction, which is given by equations (A.2) and (A.3) applied to

the idiosyncratic variances and correlations, respectively.

It follows from the discussion above, that we are using a direct multi-horizon

forecasting approach rather than an iterated procedure, which could have been a

possible route to follow. The forecast produced by (A.1) will be positive definite as

long as the realized measure approximating Σt is positive definite.
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Abstract

Using a large database of macroeconomic and firm-specific news, we study whether

news sentiment can be used to enhance the prediction of stock market volatility. We

construct two types of news indices at the daily frequency, by properly aggregating

the sentiment scores of past macroeconomic and firm-specific news, respectively.

Using reduced-form time series models for realized measures of volatility, we find

evidence that the index of domestic macroeconomic news significantly improves

the prediction of future volatility for both individual stocks and the S&P 500 index.

In particular, we find large enhancements in the predictions of volatilities at long

horizons by including the macroeconomic index in the time series regressions. In

contrast, the predictive power of firm-specific news is found to be modest in the

general framework.
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4.1 Introduction

Measuring and forecasting financial asset return variation has been one of the most

active research areas in financial econometrics over the last decades. Volatility serves

as a key input in numerous financial applications such as derivatives pricing, risk

management, and portfolio selection, highlighting the importance of accurate and

easy-to-implement methods for predicting this latent factor.

There is a vast body of literature about the relation between news and asset return

variation. It is well-established that asset volatility reacts to news announcements

such as corporate events and macroeconomic announcements, almost immediately

on an intra-day basis. Much of this work is theoretically motivated by the mixture

of distributions hypothesis (MDH) proposed by Clark (1973) and later extended

by Epps and Epps (1976) and Tauchen and Pitts (1983). The MDH suggests that

return variation over an interval is proportional to the rate of information arrival.

Based on this insight previous studies have found that stylized facts about volatility

such as clustering, can partly be explained by the presence of autocorrelation in

the information flow (see, e.g., Kalev, Liu, Pham, and Jarnecic, 2004). Literature on

predicting volatility using news in an out-of-sample setting is sparse. A few examples

include Borovkova and Mahakena (2015), who finds that the sentiment of news items

in the commodities market can improve volatility forecasts of natural gas futures,

and Caporin and Poli (2017), who use a large number of different news sentiment

measures to improve volatility forecasts for the S&P 100 index constituents using

penalized regression methods. Recently, Audrino, Sigrist, and Ballinari (2018) analyze

the impact of sentiment and attention variables on stock market volatility, and find

evidence of improved predictability of volatility. In particular, attention variables,

as measured by the number of Google searches on financial keywords, are found

to be the most useful predictive covariates. See also Dimpfl and Jank (2016) for

an application of internet searches queries in relation to volatility modeling and

prediction.

We continue along the same line as these studies, and investigate to which extent

news can be used to predict future levels of stock market volatility, and thus we do not

focus on the contemporaneous link between new information and return variation.

In this formulation news is rather loosely defined as all information in the economy,

that can be publicly accessed by market participants. In the analysis we make the

distinction between firm-specific news and news related to general country-specific

economic conditions. As a proxy for the true unobserved information flow, we rely

on data from RavenPack News Analytics (RPNA), which is a large collection of news

items related to most major companies and countries in the world. The news items

are collected from trustworthy sources, that market participants are expected to

follow closely. Therefore we expect to be able to mimic quite well the information set

that the investors face in real world situations. As described later in this paper, the

algorithms behind RPNA output a number of quantitative measures for each news
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item analyzed, such as the time of publicity, relevance, novelty, and the sentiment

conveyed in the story. Hence, we can with relative ease construct daily aggregate

measures that summarize the news flow related to a given company or country, which

can be used as inputs in predictive regressions.

In the empirical analysis we consider 28 actively traded stocks on the U.S. stock

market and an exchange traded fund tracking the S&P 500 index over the period from

2007–2015. For each of the assets, we exploit high-frequency prices to construct daily

ex-post measures of volatility using the realized kernel approach of Barndorff-Nielsen,

Hansen, Lunde, and Shephard (2008). Departing from the popular heterogeneous

autoregressive (HAR) volatility model of Corsi (2009), we investigate the predictive

power of various news series in the model specification for the volatility process.

We demonstrate that it is possible to make more precise predictions of volatility

by the appropriate use of news data. In particular, we find that an index based on

past macroeconomic news is powerful for volatility forecasting purposes. The most

promising results are obtained when forecasting the volatility over multiple days. At

the monthly horizon, we obtain improvements as high as 32% in a mean squared

error sense, when forecasting the volatility of the S&P 500 index using a HAR model

augmented with a sentiment indicator derived from macroeconomic news. Interest-

ingly, also at the monthly level, we find that a model solely relying on macroeconomic

news is able to reduce the prediction errors compared to the popular HAR model. In

a subanalysis we establish that this is a unique feature of our new index. We establish

this by means of a comparison with the VIX index, the Economic Policy Uncertainty

index of Baker, Bloom, and Davis (2016), and the Arouba-Diebold-Scotti business

condition index of Aruoba, Diebold, and Scotti (2009), which have been found to be

useful volatility determinants in prior literature.

For the individual stocks, we find that the indices of firm-specific news are indeed

related to stock market volatility, but on average, they do not add any additional

significant predictive power to the HAR regression as judged by the comprehensive

out-of-sample analysis. This indicates that firm-specific news is incorporated in the

stock price (and hence in the volatility) faster than macro news, since after controlling

for the past month of history of the realized volatility measure, only the macro index

contains a signal that can improve the prediction of future levels of volatility.

Despite the insignificance of the firm-specific news indices, we do, however, find

positive results when we expand the set of predictors with indicators of firm-specific

news arrivals during the overnight period. That is, by accumulating the firm-specific

information that occurs after the most recent trading session, we show that it is

possible to substantially reduce the one-period prediction errors. We show that after

removing the market component of the volatility series, the best performing overnight

version of the news augmented HAR models reduces the average losses by 10–15%

compared to the benchmark.

The key message of this paper is that news analytics is a useful risk management
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tool. The sentiment of macroeconomic news is a significant determinant of long-term

risk on the stock market, while the presence of novel firm-specific news released

outside the official trading hours determines changes in volatility in the short run.

This finding is consistent with the idea of a component structure in volatility as

suggested by Engle and Lee (1999). They argue that the observed long-memory

behavior of stock market volatility, can be described by a two component structure,

composed of a permanent highly persistent slow-moving component and a rapidly

moving transitory component. In our setting the sentiment of macro news determines

the slow-moving component, while overnight firm-specific news is responsible for

transitory changes in stock market volatility.

The remainder of the paper is organized as follows. In Section 4.2 we describe the

news databases, and how they are exploited in this study. Section 4.3 describes the

econometric modeling framework we rely on. In Section 4.4 we present the results of

the empirical analyzes. Section 4.5 summarizes the findings and provides suggestions

for further research.

4.2 News Analytics

To measure information arrival we rely on data provided by RPNA. The RPNA database

is a comprehensive collection of news items for more than 200,000 companies, gov-

ernment organizations, influential people, key geographical locations, and all major

currencies and traded commodities. The RPNA is based on a sophisticated computa-

tional linguistic algorithm, and continuously tracks and analyzes relevant information

from influential news providers, websites, and press releases. For each analyzed news

item the RPNA algorithm delivers various quantitative and qualitative measures in

real-time, which can be used to determine the entity, topic, relevance, novelty, and

sentiment of the news item.

In this study we will exploit two versions of the RavenPack data: the Equity News

Analytics (ENA) and the Global Macro News Analytics (GMNA). The ENA tracks news

related to all major companies in the U.S., while the GMNA is a collection of country-

specific news. Both versions are a composite of three different datasets, namely the

Dow Jones Edition, PR Edition, and Web Edition. The Dow Jones Edition—introduced

in 2000—analyzes information from the Dow Jones Newswires, the Wall Street Journal,

Barron’s and MarketWatch. The PR Edition analyzes information from leading global

media organizations, and deals primarily with press releases and corporate events.

The PR Edition database was introduced in 2004. The Web Edition is available from

2007 and monitors articles from leading publishers and web aggregators. In this paper

we exploit the full edition of the RPNA, which is the union of all three editions for

both ENA and GMNA. In order to have a comparable sample, we limit our focus to a

sample that covers the period going from the start of 2007 and until the end of 2015.
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4.2.1 Construction of Daily News Measures

In the following we describe how daily time series of news are constructed from the

RPNA databases. In general, the structure of GMNA and ENA is very similar. For a

given entity, each news item contains various pieces of information such as the time

of publicity, relevance, topic, novelty, and sentiment measures. To facilitate a detailed

description of the construction of our news measures, a short description of the

variables from the databases exploited in this study will be presented.

Each news item is timestamped with an accuracy of milliseconds using the co-

ordinated universal time zone (UTC) convention. Since we consider the U.S. stock

market, we convert all timestamps to Eastern Standard Time (EST) adjusted for day-

light savings, such that the news data are aligned with the stock price data. This is

a crucial step, since financial markets are expected to be information efficient, and

hence it is important to make sure that we use data sources that are properly aligned,

in order to study the impact of news on stock market volatility.

The relevance score is an integer-valued score between 0 and 100 that indicates

how strongly the news item is related to the entity. A score of 100 means that the entity

plays a key role in the story, while lower scores imply less relevance for the entity

identified. It is possible that two or more entities can play a key role in a story. In such

cases there will be an observation in the database for all entities involved. The novelty

of a news item can be determined using the global event novelty score (G_ENS).

It is a score between 0 and 100, where the first story about an event for an entity

within a 24-hour window receives a score of 100, while subsequent stories about the

event (and same entity) in a 24-hour window receive a lower score according to a

deterministic sequence of numbers.1

One of the key features of the RavenPack methodology is the availability of sen-

timent measures for each record in the database. In the present study we exploit

two sentiment scores: the composite sentiment score (CSS) and the event sentiment

score (ESS). The CSS variable determines the sentiment of a given story, using a

combination of various sentiment analysis techniques. It ranges between 0 and 100.

A CSS score of 50 implies no expected stock price change, whereas a value of CSS

above (below) 50 means it is more likely that the story will have a positive (negative)

impact on the stock price. The score is determined by an algorithm, that is trained to

assess the intra-day stock price reaction on news items. The ESS sentiment measure

is also a granular score ranging from 0 to 100 and measuring the sentiment of a news

record. Neutral sentiment is represented by a value of 50, whereas values above (be-

low) indicate positive (negative) sentiment. The score is determined by matching the

news item with similar past stories, that have been categorized by financial experts

according to their short-term impact on financial or economic conditions.

In Table 4.1 an example of GMNA data is shown. The table shows only a subset of

1The sequence is given by {100,75,56,42,32,24,18,13,10,8,6,4,3,2,1,1,1,1,0, . . . }, where the score is
determined according to the number of news items about the event in the preceding 24 hours.
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Table 4.1: Example of Global Macro News Analytics in October 2008.

TIMESTAMP_UTC ENTITY_NAME RELEVANCE TYPE ESS G_ENS

2008-10-03 14:20:00 United States 100 economic-growth up 95 100
2008-10-03 14:22:00 United States 100 economic-growth up 95 75
2008-10-16 12:30:01 United States 100 cpi-unchanged 50 100
2008-10-16 13:15:00 United States 100 industrial-production-down 27 100

the most important variables that are in the dataset. The first two entries in Table 4.1

are about the same event. Since news about economic growth is highly relevant for

the entity Unites States, both items receive a relevance score of 100. Furthermore,

since this story has a positive message, the sentiment score is close to its maximum

value of 100. The last column in the table shows that the story with time-stamp March

3, 2008, 14:20:00 UTC, is the first story about that event in a 24 hour window, since

it has a G_ENS score of 100. The story about the same event released two minutes

later has a G_ENS score of 75, meaning that it is the second story about that event in

a 24 hour window. The two last observations in Table 4.1 are examples of a neutral

and negative story about the U.S. economy, reflected in the ESS scores of 50 and 27,

respectively.

To construct a daily news index, we need to have a definition of a day. The purpose

of this analysis is to investigate whether it is possible to use news analytics to make

improved estimates of daily stock return variations. Hence, we need to take into

consideration the way in which the financial market operates in practise. Generally,

the stock market in the U.S. operates from Monday through Friday from 9:30 AM

to 4 PM EST, except for certain special days during the year such as the day after

Thanksgiving and on Christmas Eve. Therefore, to be consistent throughout, we

define day t as the time span from the closing time of the previous trading day until

the closing time on the current trading day. This implies for example that all news

that occurs after the market closes on Fridays and during the weekends is assigned to

the following Monday.

4.2.2 An Index of Macroeconomic News

We construct two types of daily news indices. A macro index, which is common across

all assets, and a set of company-specific indices based on firm-specific news. The

macro index is designed to keep track of the current state of the economy in the U.S.

on a daily level, by considering the sentiment of all public news items released and

related to the U.S. economy. To accomplish this we need to filter out any news item,

that does contain useful information for our specific purpose. By its very nature this is

a difficult process, but we suggest the following approach. We limit our focus to news

from the GMNA that is highly related to the U.S. economy. The initial step is therefore

to filter out any news items that have relevance score below 100, are unrelated to the

U.S., and that do not have topic label “economy”. Further, we do not want to consider

duplicate news stories, so we only consider observations with G_ENS equal to 100.
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Finally, following Hafez and Xie (2013), we exclude any news items belonging to the

“foreign-exchange” group and all events with neutral sentiment scores as classified by

ESS.

Naturally, one must expect that an assessment of the state of the economy cannot

be made on the sole basis of the most recent news. To take this into consideration,

we suggest to use a window of d days, meaning that the sentiment of all news stories

released during the last d days, will enter the calculation for the macro index at time

t . Even though past information matters, we might still expect that the sentiment of

the more recent news is more important and should therefore receive a higher weight

in the calculations. To define our estimator of the macro index, we introduce some

notation. Denote by mt the number of macro news items in the sample on day t . Let

ESSi ,t denote the ESS score for news item i at day t , and let λ ∈ (0,1] be a discount

factor. We then define a macro index, M (d ,λ)
t , monitoring the state of the economy at

time t by the following formula

M (d ,λ)
t =−

∑t
j=t−d+1∨1

∑m j

i=1λ
t− j ESSi , j∑t

j=t−d+1∨1 m jλt− j
, d ∈N, (4.1)

where k ∨ j ≡ max{k, j }. Using this definition of M (d ,λ)
t it follows that the macro

index is a weighted moving average of sentiment scores, and implies that news that

occurred during day t receives a unit weight, while the news sentiment from stories

k days prior to day t receives a weight of λk . In the special case of λ= 1, we recover

the simple arithmetic moving average with a window size of d , where all sentiments

are equally weighted. Since we expect volatility and sentiment to be inversely related,

we use the simple device of using the negative value of the ESS scores, to obtain

positively related series. In the sequel, the time series (M (d ,λ)
t )T

t=1 will be referred to

as the macro index.

4.2.3 Indices of Firm-Specific News

The daily indices based on firm-specific news are constructed using a slightly different

approach. For a given company, the first step is to filter out any news, that is unrelated

to the company. This is easily accomplished, since RavenPack assigns a unique (and

permanent) identification number to each company, and hence, it is straightforward

to search over the entire database to identify the news items of interest. The main

difference between the construction of firm indices and the macro index is the fact

that we use all firm news in the former case and do not only consider news with

relevance and novelty score equal to 100. News items in which the company of interest

only plays a minor role may still contain valuable information that affects investors’

decisions. We do not remove news items about the same event, since multiple news

releases about the same event indicate that it is presumably an important event. By

keeping all news related to the same event and released on the same day, we allow for
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this event to have a larger impact on the index for this day. Thus, we make use of all

news releases in the database in order to construct the index of firm specific news.

After assigning each news item to the right business day, the computation of the

daily index of firm specific news follows the same logic as for the macro index. We

consider a single firm, and let CSSi ,t be the CSS score for the i th news item on day t ,

and denote by ft the number of non-neutral firm-specific news items.2 The index of

the firm-specific news is then given by the formula

F (d ,λ)
t =

∑t
j=t−d+1∨1

∑ f j

i=1λ
t− j1(CSSi , j < 50)∑t

j=t−d+1∨1 f jλt− j
, d ∈N, (4.2)

where 1(A) is the indicator function for the event A. Again, we use a discount factor

λ and a backward-looking window of d days in order to allow for an effect of past

news, while still insuring that the most recent news has the highest impact on the

current index. From (4.2) it follows that we are averaging over the number of negative

sentiment news items during the last d days to obtain the company specific indices.3

This is partly motivated by the theoretical work of Veronesi (1999), who argues that the

impact of news on volatility is different depending on whether it is good or bad news

and also depending on the current state of the economy. The model of Veronesi (1999)

is supported in a number of empirical studies in the literature, such as Laakkonen

and Lanne (2009), Chen and Ghysels (2010), and Ho, Shi, and Zhang (2013), where

they find bad news to have a larger impact on volatility than good news, and two

of these studies further find that the effect of news on volatility is business cycle

dependent.

4.3 Econometric Modeling

We follow a large strand of the volatility prediction literature, by modeling and fore-

casting a realized measure of volatility using reduced-form time series models. For-

mally, a realized measure of volatility is an ex-post estimator of the quadratic variation

(QV) of the underlying continuous-time logarithmic price process. Using price ob-

servations recorded at high frequency on the intra-daily level, a realized measure of

volatility for a single trading day is obtained by appropriately adding up intra-daily

log returns.

In theory, the optimal realized measure of volatility is obtained by adding up the

squared returns at the highest possible frequency, but it is a well-established problem

with realized variance estimators that they are inconsistent in the presence of market

2We use the CSS score for firm-specific news, since we only have access to the ESS score for news
items with relevance score equal to 100. Since we use all news items in this case, we use the CSS score to
determine the sentiment.

3We have also tried to use the raw CSS score in (4.2), and the results and conclusions from this
approach are more or less the same as in the results in Section 4.4, though the specification in (4.2)
performs slightly better.
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microstructure noise. A possible remedy is to utilize realized measures from the class

of noise robust estimators. The literature on measuring ex-post return variations in

the presence of noise is voluminous by now, and several consistent estimators of

the QV process have been proposed. Probably the most prominent members of the

class of noise-robust estimators are the two-scale estimator of Zhang, Mykland, and

Aït-Sahalia (2005), the pre-averaging approach of Jacod, Li, Mykland, Podolskij, and

Vetter (2009), and the realized kernel (RK) of Barndorff-Nielsen et al. (2008). The RK

estimator is the realized measure we will utilize throughout the present study. In full

generality, the RK takes on the following form

RKt =
H∑

h=−H
k
( h

H +1

)
γh , γh =

n∑
i=|h|+1

ri ,t ri−|h|,t , (4.3)

where k(·) is a kernel weight function, and ri ,t ≡ pi ,t − pi−1,t is the i th intra-day

return during the active trading hours on day t . Following Barndorff-Nielsen, Hansen,

Lunde, and Shephard (2009) we take k(·) to be the Parzen kernel given by

k(x) =


1−6x2 +6x3 if 0 ≤ x ≤ 1/2

2(1−x)3 if 1/2 ≤ x ≤ 1

0 if x > 1.

By using the Parzen kernel we can be certain that we obtain a non-negative quan-

tity, since the kernel function satisfies the smoothness conditions, k ′(0) = k ′(1) = 0.

The parameter H is a user-specified bandwidth, which is selected using the recom-

mendations given in Barndorff-Nielsen et al. (2009). Even in the presence of market

microstructure noise, the RK estimator converges in probability to the QV procces

as n →∞, given that some additional assumptions given in Barndorff-Nielsen et al.

(2008) are fulfilled.

The heterogeneous autoregressive (HAR) model of Corsi (2009) has been found to

be one of the most successful ways of describing the dynamic properties of realized

measures of volatility. The model is able to capture many of the stylized facts about

the volatility process in a parsimonious manner. In particular, this model class is

able to capture the long-memory feature of the latent volatility in an elegant and

tractable way. Modeling long-memory rigorously, typically requires the use of models

belonging to the class of fractional integrated models, which in general are more

difficult to estimate than simple autoregressive models. In the HAR framework, we

obtain an approximate long-memory model by specifying a restricted AR(22) model

for a realized measure of volatility.

Our interest lies in obtaining h-step ahead forecasts of the volatility. In order

to do this, we follow common practise in the literature (e.g., Andersen, Bollerslev,

and Diebold (2007a) and Bollerslev, Patton, and Quaedvlieg (2016)) and specify our

HAR models directly with a predictive horizon of h. Moreover, we apply a log trans-

formation of the realized measure. We use the log transformation since it stabilizes
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the underlying series, and we find that the transformed series is better described by

the dynamics implied by the HAR model. Moreover, we do not have to worry about

parameter constraints in order to make sure that we satisfy the positivity constraint

of the volatility in levels. Finally, we also note that even though the logarithmic model

specification induces a Jensen’s inequality bias for the level-wise volatility prediction,

it is still relatively easy to make valid forecasts in this model specification as we will

show later.

The standard HAR model is given by the following expression

x(h)
t+h =β0 +βd xt +βw x(5)

t +βm x(22)
t +ut+h , (4.4)

where we use the standard notation in the HAR literature, x(k)
t = 1

k

∑k
s=1 xt−s+1, to

denote the average of xt over the last k time periods. This model uses only past

values of the dependent variable as explanatory variables, in the presence of the daily,

weekly, and monthly averages as measured on day t . The model has been successfully

applied in a number of volatility studies, and by now there exists a rather large body

of literature with the HAR model of Corsi (2009) as the building block. Prominent

examples of such extensions are the HAR-CJ model of Andersen et al. (2007a), the

LHAR-CJ model proposed by Corsi and Renò (2012), the SHAR model of Patton and

Sheppard (2015), and the HAR-Q model of Bollerslev et al. (2016). The focus of this

paper is not to identify the best possible HAR model, but rather to test whether

news analytics can be used to enhance volatility predictions. Thus, for simplicity, we

will use the standard HAR model in (4.4) as the benchmark model in the empirical

analysis.

4.3.1 News Augmented Volatility Models

The main purpose of this paper is to test whether news analytics can be used to make

improved forecasts of stock return variation. To empirically test this hypothesis, we

augment the HAR model from the previous section with the news indices, (M (d ,λ)
t )T

t=1

and (F (d ,λ)
t )T

t=1, that we have constructed using RavenPack data. The news augmented

models will be denoted as before with an additional superscript(s) M, F, where M and

F refer to the macro news index and the index of firm-specific news, respectively.

• HAR(M):

x(h)
t+h =β0 +βd xt +βw x(5)

t +βm x(22)
t +θ(M)

1 M (d ,λ)
t +ut+h . (4.5)

• HAR(F):

x(h)
t+h =β0 +βd xt +βw x(5)

t +βm x(22)
t +θ(F )

1 F (d ,λ)
t +ut+h . (4.6)

In addition to augmenting the HAR model with news sentiment variables, we also

consider a set of predictive volatility models, that do not have the HAR structure as a
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Table 4.2: Model overview.

Model Conditional mean specification

HAR β0 +βd xt +βw x(5)
t +βm x(22)

t

HAR(M) β0 +βd xt +βw x(5)
t +βm x(22)

t +θ(M)
1 M (d ,λ)

t

HAR(F) β0 +βd xt +βw x(5)
t +βm x(22)

t +θ(F )
1 F (d ,λ)

t

AR(M,F) β0 +βd xt +θ(M)
1 M (d ,λ)

t +θ(M)
2

(
M (d ,λ)

t
)2 +θ(F )

1 F (d ,λ)
t

News(M) β0 +θ(M)
1 M (d ,λ)

t

News(F) β0 +θ(F )
1 F (d ,λ)

t

News(M,F) β0 +θ(M)
1 M (d ,λ)

t +θ(M)
2

(
M (d ,λ)

t
)2 +θ(F )

1 F (d ,λ)
t

feature, but instead rely heavily on the past values of the news sentiment indices. The

idea behind these models is that we want to test whether the information contained

in past news is just as useful for volatility prediction, as the information contained in

the weekly and monthly volatility components, that are used in the other competing

models.

The first model of this type is a model we denote by AR(M,F). In this model, we

only use a single component of past values of the dependent variable, xt , and use

both news indices simultaneously. Moreover, we include the square of the macro

index as explanatory variable to capture any potential non-linearities in the relation

between the macro index and stock market volatility.

• AR(M,F):

x(h)
t+h =β0 +βd xt +θ(M)

1 M (d ,λ)
t +θ(M)

2

(
M (d ,λ)

t

)2 +θ(F )
1 F (d ,λ)

t +ut+h . (4.7)

The last models we consider are even more simplistic as we solely rely on news

analytics inputs in order to model and forecast the realized measure. The News(M)

and News(F) model only contain an intercept and the corresponding index, while the

News(M,F) models includes both indices and the squared macro index as part of the

model specification.

• News(M):

x(h)
t+h =β0 +θ(M)

1 M (d ,λ)
t +ut+h . (4.8)

• News(F):

x(h)
t+h =β0 +θ(F )

1 F (d ,λ)
t +ut+h . (4.9)

• News(M,F):

x(h)
t+h =β0 +θ(M)

1 M (d ,λ)
t +θ(M)

2

(
M (d ,λ)

t

)2 +θ(F )
1 F (d ,λ)

t +ut+h . (4.10)

It is important to emphasize, that in general the latest piece of information we use

to predict x(h)
t+h , stems from just before the market closes at day t . In particular, this
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means that we do not exploit the news released during the overnight period between

the previous closing time and the current opening time of the market. We only use

an information set that is comparable with that of a HAR model. In Section 4.4.8 we

relax this assumption and enlarge the information set slightly by including overnight

news variables into the forecasting models.

Table 4.2 summarizes all the models that will be considered in the empirical

analysis. Note that for h > 1, the error terms will be autocorrelated up to order h −1.

To take that into account, we follow Patton and Sheppard (2015) and use Newey and

West (1987) heteroskedasticity and autocorrelation consistent standard errors with

bandwidth equal to 2(h −1).

4.4 Empirical Application

4.4.1 Data

Our sample of financial data is based on 28 large U.S. companies, which are the DJIA

component companies at the end of 2015 and for which it is possible to collect data

for the full sample period. In order to examine the impact of news on the broad stock

market volatility, we have collected data for SPY, which is an exchange traded fund

tracking the S&P 500 index.

The financial data for the DJIA companies are obtained from the New York Stock

Exchange Trade and Quote (TAQ) database. We use intra-day trading prices from

TAQ to construct daily high-frequency-based measures of return variation using the

realized kernel methodology in (4.3). Prior to the analysis, the high-frequency prices

have been cleaned using the approach outlined in Barndorff-Nielsen et al. (2009).

The joint sample of financial data and news data runs from the first trading day in

2007 and until the end of 2015. The number of official trading days in this time span,

and hence the maximum number of available observations for the empirical analysis,

are 2,266.

4.4.2 Unconditional Analysis

As an initial test of the capability of the new indices for predicting asset return varia-

tion, we plot the correlation between the one-day ahead logarithmic realized kernel

and the current values of the news indices in Figure 4.1, for each of the 28 companies

under consideration in this analysis. For both indices we choose λ= 0.99 and con-

sider d ∈ {1,22,100} . These choices of d and λ mean that we allow for past news to

have an impact on volatility for up to approximately five months, and the weights

that each of the news items receive are slowly decaying (e.g., 0.99100 ≈ 0.366). An

immediate observation is that the news indices are uniformly and positively corre-

lated with the log transformed realized kernel for the next day. In general, the macro

indices have the highest correlation with the realized kernel. For American Express
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Figure 4.1: The figure shows the unconditional correlations between logRKt+1 and the news sentiment indices, M (d ,λ)
t

and F (d ,λ)
t over the period from January 2007 to December 2015.

Company (AXP) the correlations between M (100,0.99)
t and logRKt+1 are as high as 75%,

implying a rather strong relationship between stock volatility and the sentiment of

the information flow from the recent past. For firm-specific news the results are more

diverse. For example, we observe a very high correlation for Goldman Sachs Group

Inc (GS) between the firm-specific sentiment index and its realized measure, while for

other companies such as UnitedHealth Group Inc (UNH) and United Technologies

Corporation (UTX), the correlations are much lower, irrespective of the degree of

aggregation performed.

In Figure 4.2 we show the time series standardized logarithmic realized kernel

of SPY and the standardized macro news indices using window sizes of 22 and 100

days. It is obvious that these time series to some degree are related and share similar

dynamics. The macro indices peak in late 2008 and coincide with the time just after

the crash of Lehman Brothers and other important events of the global financial crisis.

It is also interesting to note that the macro indices are by nature unaffected by the

flash crash in May 2015 that led to a huge spike in volatility for many stocks. The two

macro indices are closely connected by construction. But we do observe much more

variation in the time series of M (22,0.99)
t , since it only uses information from the past

22 days, and hence it is more affected by news stories whose sentiment diverges from

the local trend in the news sentiment process.

4.4.3 In-Sample Analysis

In this section we consider estimation of the models introduced in Section 4.3. All

models are linear and hence easily estimated using ordinary least squares. In Table 4.3

we present the estimation results for Exxon Mobil Corporation (XOM) using the full

sample from 2007–2015.4 The table contains the results for all the models listed

4The results for the other assets are available upon request.
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Figure 4.2: The figure shows the standardized time series of logRK(SPY)
t and M (d ,0.99)

t over the sample period from 2007–
2015. The macro index with a monthly (d = 22) backward-looking window is given by the red line, whereas the macro
index with a window size of 100 days is depicted by the yellow line.

in Table 4.2 for h = 1,5,10,22, implemented with d = 100 and λ = 0.99. For a one-

day predictive horizon we find significance of all parameters related to news. By

comparing the HAR model with the macro index augmented HAR model, we find

that the monthly volatility component represented by βm is no longer significant

when we include the macro index in the model. This indicates that in some sense

the macro index is better at capturing the slow moving component in the volatility

process than the monthly average of past realized volatilities. It is also noteworthy

that the R2 of the AR(M,F) model is almost as high as for the HAR type of models.

This means that the sentiment of past macro and firm-specific news captures almost

the same amount of variation in the realized measure as the average of past weekly

and monthly realizations of the series itself does. In the macro index augmented

HAR model, we find the macro index to have an increasingly larger impact on future

realizations of the realized measures according to the value of the predictive horizon

h. For the monthly predictive regression (h = 22), we have that the macro index is

highly significant, and the magnitude of the θ(M)
1 parameter is almost four times as

large as in the one-day ahead predictive regressions. In the HAR(F) model, the news

coefficient θ(F )
1 is also significant for all predictive horizons. In terms of R2, however,

it does not offer the same degree of improvement over the HAR model as the HAR(M)

model does for the longer horizons. Furthermore, we observe a huge increase in R2

in the models only relying on news as h increases. In particular, the improvements

are large for the News(M) and News(M,F) models.

Figure 4.3 presents the parameter estimates of θ(M)
1 in the HAR(M) model for each

of the 28 individual stocks and each of the four predictive horizons we consider. The

figure confirms the pattern we observed for XOM. The macro index is significant at

the 95% confidence level in all cases, and the index has an uniformly higher impact

on the h-period average volatility as h increases.

To investigate the dynamic relation between macroeconomic news sentiment

and volatility, we look at estimates of θ(M)
1 in the HAR(M) in different periods between
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Table 4.3: In-sample estimation results for XOM.

HAR HAR(M) News(M) HAR(F) News(F) AR(M,F) News(M,F)

h = 1

β0 0.005 0.755 7.174 −0.133 −2.520 4.446 19.195
βd 0.510 0.503 0.508 0.763
βw 0.338 0.340 0.339
βm 0.104 0.050 0.080

θ(M)
1 0.014 0.131 0.152 0.678

θ(M)
2 0.001 0.006

θ(F )
1 0.461 8.620 0.696 3.736

R2 0.779 0.781 0.402 0.779 0.328 0.764 0.442

h = 5

β0 0.009 1.386 7.144 −0.237 −2.469 6.548 18.865
βd 0.360 0.347 0.357 0.640
βw 0.365 0.369 0.366
βm 0.184 0.085 0.141

θ(M)
1 0.025 0.130 0.220 0.659

θ(M)
2 0.002 0.005

θ(F )
1 0.825 8.455 0.879 3.431

R2 0.787 0.795 0.465 0.789 0.368 0.769 0.506

h = 10

β0 0.015 1.945 7.115 −0.330 −2.420 7.264 18.040
βd 0.299 0.280 0.294 0.557
βw 0.332 0.338 0.335
βm 0.240 0.100 0.179

θ(M)
1 0.035 0.130 0.237 0.621

θ(M)
2 0.002 0.005

θ(F )
1 1.154 8.297 0.910 3.128

R2 0.752 0.768 0.493 0.756 0.379 0.743 0.529

h = 22

β0 0.022 2.907 7.061 −0.490 −2.334 7.376 15.977
βd 0.229 0.201 0.222 0.432
βw 0.260 0.269 0.264
βm 0.317 0.109 0.226

θ(M)
1 0.053 0.129 0.223 0.530

θ(M)
2 0.002 0.004

θ(F )
1 1.715 8.013 0.869 2.562

R2 0.685 0.725 0.536 0.694 0.389 0.704 0.564

Notes: The table presents the parameter estimates of the models in Table 4.2 using data from 2007–2015. Bold entries
indicates significance at a 95% confidence level. Standard errors are calculated using the procedure of Newey and West
(1987) with bandwidth equal to 2(h−1). For both the macro index and the index of firm-specific news we set d = 100 and
λ= 0.99 in the implementations.
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Figure 4.3: The figure shows the estimates of θ(M)
1 in the HAR(M) model over the sample period from 2007–2015. Filled

markers indicate significance at a 95% confidence level under the assumption of asymptotic normality. The standard
errors are calculated using the procedure of Newey and West (1987) with bandwidth equal to 2(h −1).

2007–2015. We consider the case of SPY and iteratively estimate the HAR(M) model

using both a rolling window and an increasing window approach. The results are

illustrated in Figure 4.4. For the rolling window method, we use a fixed sample size of

1,200 observations for each estimation and roll forward in time until the end of the

sample is reached. In the increasing window case, we again initialize the estimation

procedure with a sample size of 1,200 observations, but increase the sample size with

one in each iteration. In total this gives us 1,067 estimated models for each estimation

methods and predictive horizon. The shaded areas in the figures are the lower and

upper 95% confidence limits, while the dates on the x-axes correspond to the date

of the last observation of the dependent variable in the regressions. The parameter

estimates are remarkably stable over time. For the increasing window, the curves

are slightly increasing and are almost parallel to each other. The lower confidence

limits never touch zero for any horizon, implying a stable and significant relation

over time between the realized measure of volatility and our macro index. For the

rolling window method, the parameter estimates are more volatile by nature, but still

relatively stable and significant in almost all cases, except around August 2015 where

the parameter becomes marginally insignificant for a short period.

4.4.4 Out-of-Sample Analysis

This section seeks an answer to the key question raised in this paper, namely whether

it is possible to exploit news analytics to make improved forecasts of stock return

volatility. As mentioned, we consider 28 large companies and a market index and

conduct forecasts of volatility at different horizons using the set of predictive models

from Section 4.3. These models are specified using a logarithmic transformation of a

realized measure. Since our goal is to predict the future value of the realized measure

in levels, we have to consider how to use the estimated model to conduct unbiased

forecasts. We use a simple bootstrap procedure to make h-step ahead predictions.
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Figure 4.4: Rolling estimates of θ(M)
1 in the HAR(M) model for SPY. Left panel: Parameter estimates obtained using a

rolling window of 1,200 observations starting from the beginning of 2007. Right panel: Parameter estimates obtained
using an increasing window, initialized by the first 1,200 observations in the sample. The upper and lower lines of the
shaded areas are the lower and upper 95% confidence limits calculated using Newey and West (1987) standard errors.

After each estimation we can obtain the residuals and draw a bootstrap sample from

the residuals of length B with replacements. The demeaned bootstrap sample will be

denoted as (u∗
b )B

b=1. Our prediction of future volatility is then given as the average

X (h)
t+h|t =

1

B

B∑
b=1

exp
(
x̂(h)

t+h +u∗
b

)
, (4.11)

where x̂(h)
t+h is the fitted value from the predictive regression. To avoid making distri-

butional assumptions about the error terms, we use this bootstrap approach outlined

above, instead of the closed-form solution that is available under the assumption of

Gaussian errors.

To evaluate the forecasting performance of our proposed models, we use two

robust metrics, namely the squared forecast error (SFE) and the quasi-likelihood

(QLIKE) loss functions. The loss functions are given by

SFE
(
RK(h)

t+h , X (h)
t+h|t

)= (
RK(h)

t+h −X (h)
t+h|t

)2, (4.12)

QLIKE
(
RK(h)

t+h , X (h)
t+h|t

)= RK(h)
t+h

X (h)
t+h|t

− log
RK(h)

t+h

X (h)
t+h|t

−1. (4.13)

The SFE is a symmetric loss function, whereas the QLIKE metric is an asymmetric

loss function, that penalizes underprediction more than overprediction. This is an

attractive feature for applications such as risk management, where it is less desirable

to underestimate the level of volatility than the opposite. According to Patton (2011)

both loss functions are robust in the sense that they give a consistent ranking of

volatility models as long as we use a conditionally unbiased proxy for the latent

conditional variance.

We employ two kinds of forecasting methods. The first method is the rolling

window (RW) method, where we start from the first business day in 2007 and use the



112 CHAPTER 4. EXPLOITING NEWS ANALYTICS FOR VOLATILITY FORECASTING

first 1,200 observations to estimate the model and make the h-step ahead forecast.

We keep on rolling until the end of the sample, which is the last business day in 2015.

The second method is the increasing window (IW) method, where instead of keeping

the estimation sample size fixed, we increase the sample size with one observation in

every iteration. For both methods we re-estimate the parameters of the models in

each iteration.

For each company i and loss function under consideration, we summarize the

results using the average loss. That is,

SFE
(h)
i = 1

T (h)

T (h)∑
t=1

(
RK(h)

i ,t+h −X (h)
i ,t+h|t

)2,

QLIKE
(h)
i = 1

T (h)

T (h)∑
t=1

(RK(h)
i ,t+h

X (h)
i ,t+h|t

− log
RK(h)

i ,t+h

X (h)
i ,t+h|t

−1

)
,

where T (h) denotes the number of h-step ahead forecasts performed. To get a global

measure of the forecasting performance of a given model, we further take the averages

of SFE
(h)
i and QLIKE

(h)
i across the assets in our sample.

4.4.5 Forecasting Results

Table 4.4 contains the results from the forecasting exercise. We consider forecasting

horizons of one day, one week, two weeks, and one month as in the in-sample anal-

ysis. For each of these horizons we separate the results based on the market index

represented by SPY and the 28 individual stocks. For the individual stocks we employ

all the models from Section 4.3. In the case of the market index, we only consider the

models from Section 4.3 where no sentiment variables related to firm-specific news

enter the model specification.

The HAR model in (4.4) is in both cases the benchmark to which we compare the

forecasting results. The numbers given in Table 4.4 are the average relative losses

across companies for a given model compared to the HAR model, meaning that

numbers smaller (larger) than one imply that the model produces lower (higher)

average forecasting errors on average. All forecasts are conducted using B = 10,000

bootstrap samples in (4.11).

A number of interesting results appear in the table. Strikingly, the HAR model

augmented with the macro index using d = 100 and λ= 0.99 does on average always

lead to a reduction in forecasting loss compared to HAR, irrespective of the predic-

tive horizon, forecasting method, and loss function considered.5 The relative losses

between the HAR(M) model and the HAR model are strictly decreasing in h, implying

that the former model is particularly useful for forecasting long-term volatility. We do

5In Section A.1 in the appendix we consider an estimation approach in which we treatλ as a parameter
to be estimated. The forecasting results in this case do not change much compared to the results using
λ= 0.99, and thus for simplicity, we use this fixed value of λ throughout in the main text.
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Table 4.4: Out-of-sample forecasting results.

HAR HAR(M) News(M) HAR(F) News(F) AR(M,F) News(M,F)

SPY h = 1

QLIKE RW 1.000 0.985 2.320
IW 1.000 0.982 2.337

SFE RW 1.000 0.982 1.413
IW 1.000 0.977 1.431

Individual assets

QLIKE RW 1.000 0.986 1.855 1.000 2.344 1.014 1.782
IW 1.000 0.983 1.927 0.999 2.530 1.009 1.853

SFE RW 1.000 0.990 1.219 1.000 2.030 1.025 1.225
IW 1.000 0.987 1.275 0.998 2.086 1.054 1.233

SPY h = 5

QLIKE RW 1.000 0.942 1.703
IW 1.000 0.940 1.716

SFE RW 1.000 0.941 1.315
IW 1.000 0.931 1.310

Individual assets

QLIKE RW 1.000 0.964 1.543 1.002 2.088 0.990 1.437
IW 1.000 0.959 1.597 1.006 2.231 0.996 1.475

SFE RW 1.000 0.968 1.261 1.001 2.917 1.018 1.265
IW 1.000 0.962 1.334 0.998 2.941 1.062 1.257

SPY h = 10

QLIKE RW 1.000 0.885 1.269
IW 1.000 0.881 1.277

SFE RW 1.000 0.890 1.171
IW 1.000 0.867 1.135

Individual assets

QLIKE RW 1.000 0.936 1.380 1.006 1.980 0.959 1.283
IW 1.000 0.927 1.419 1.012 2.110 0.965 1.303

SFE RW 1.000 0.935 1.235 1.006 3.411 1.000 1.251
IW 1.000 0.922 1.294 0.998 3.389 1.039 1.221

SPY h = 22

QLIKE RW 1.000 0.775 0.902
IW 1.000 0.757 0.909

SFE RW 1.000 0.732 0.877
IW 1.000 0.676 0.807

Individual assets

QLIKE RW 1.000 0.870 1.174 1.016 1.840 0.884 1.091
IW 1.000 0.845 1.194 1.020 1.954 0.872 1.083

SFE RW 1.000 0.833 1.082 1.031 3.540 0.906 1.129
IW 1.000 0.807 1.101 1.006 3.489 0.911 1.072

Notes: The table reports the ratio of average losses relative to the benchmark HAR model over the out-of-sample period
from October 2011 to December 2015. RW and IW refer to rolling and increasing estimation window, respectively. For
each forecasting scheme the best performing model is identified in bold.
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not observe the same kind of predictive power from the indices of firm-specific news.

For the HAR(F) model the results more or less coincide with the HAR model, which

means the sentiment from firm-specific news does not add any additional useful

information than what is already captured by past values of the realized measure.

At the daily and weekly horizons, the news augmented volatility models without

the HAR structure are clearly inferior. However, at the biweekly and monthly horizons,

we observe a decent performance of this type of models. For h = 10, the AR(M,F) model

for individual stocks outperforms the HAR model under the QLIKE loss, while for

h = 22 this model strongly dominates the benchmark under both loss functions and

forecasting procedures. Even more remarkable is the monthly forecasting results

for SPY based on the simple News(M) model. This model is able to reduce the aver-

age forecasting error significantly compared to the HAR model, with only a single

predictor.

These results suggest that news sentiment is a driving factor for volatility and

in fact a much more useful factor than past volatilities for long horizons forecasts.

To the best of our knowledge, prior literature has never shown the irrelevance of

lagged values of the volatility measure when controlling for the sentiment in the

news flow related to domestic economic conditions. In Figure 4.5 we investigate

this phenomenon further, by comparing the forecasting performance of the macro

news augmented models to the benchmark HAR model for h-step ahead volatility

predictions for SPY. In this case we consider values of h ranging from 1 to 100. This

allows us to investigate to whether the news augmented models continues to provide

superior forecast as the predictive horizon increases. The figure plots the average

loss of a given model relative to the corresponding average loss for the HAR model as

function of h under both loss functions. In this case we also consider another simple

forecasting method, in which the average of the previous 252 days of the realized mea-

sure is used as the h-period forecast. Apparently, the performance of models with the

macro index relative to the HAR model is even better for forecasting horizon beyond

the 22 days considered so far. The HAR(M) model does always offer an improvement

over the HAR model. The simple News(M) model starts to offer improvements over

the HAR model for a predictive horizon around 15–20 days and for h larger than

40 it is the best performing model under both loss metrics. The news augmented

models are uniformly better than the moving average based prediction. This suggests

a remarkable predictive ability of the constructed index of macro economic news for

market volatility even in the very long run.

In Figure 4.6 we consider the forecasting results at an individual level, and have

sorted the stocks based on their average market beta, with the low-beta stocks to

the left and the high-beta stocks to the right in each part of Figure 4.6. The figure

shows the relative QLIKE and SFE losses of the HAR(M) model compared to the HAR

model for each of the stocks, forecasting methods, and predictive horizons. The figure

reveals that the macro index improves upon the HAR model in (almost) all cases,
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Figure 4.5: The figure shows the forecasting performance of the HAR(M) model, the News(M) model, and a moving
average of RK(SPY) over a window of 252 days relative to the benchmark HAR model when forecasting the h-period
volatility of SPY. In the left panel the results are shown for the QLIKE loss function in (4.13), whereas the right panel
shows the results for the SFE loss function in (4.12). In both cases an increasing window estimation strategy is employed.
The out-of-sample period is from October 2011 to December 2015.

irrespective of how we calculate and summarize the loss. For some stocks we observe

improvements with a magnitude of more than 40% for long-horizon forecasts, which

is quite remarkable. In general, and in particular under the SFE loss function, we find

the performance of the HAR(M) to be rather strong for the stocks with the highest

unconditional market beta. Among the high-beta stocks we have the companies

from the financial sector, AXP, GS, and JPM. The market beta of a stock measures

its sensitivity to market-wide movements, and hence it is plausible that news about

economic conditions at the domestic level has a higher impact on the volatility of

stocks with high market sensitivity.

4.4.5.1 Dissecting the Forecasting Results

To get a better understanding of the seemingly improved forecasting ability of the

news augmented HAR models, we consider the cumulative forecasting gains of the

news augmented models compared to the benchmark HAR model over time in the

case of SPY. To accomplish that, we let L
(
RK(h)

t+h , X (h)
t+h|t (k)

)
denote either the SFE or

the QLIKE loss function defined in (4.12) and (4.13) using model k, where k can be

any of the models considered so far. Following Bennedsen, Lunde, and Pakkanen

(2016), we then calculate the cumulative forecasting loss relative to the HAR model

by,

L(h)
t (k) =

t∑
j=1

L
(
RK(h)

j+h , X (h)
j+h| j (k)

)−L
(
RK(h)

j+h , X (h)
j+h| j (HAR)

)
, t = 1, . . . ,T (h). (4.14)

Using this definition of the cumulative loss, it follows that if Lt (k) is negative (posi-

tive), it implies that model k performs better (worse) than the HAR model.

We carry out this analysis by choosing the HAR(M) model to be k. The results

are illustrated in Figure 4.7, where we for each of predictive horizons, have plotted

Lt (k) together with the forecasting target, and the forecasts obtained from the HAR
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h = 1

h = 5

h = 10

h = 22

Figure 4.6: The figures depict the loss ratios between the HAR(M) model and the baseline HAR model for the daily, weekly,
biweekly, and monthly forecasting horizons.
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h = 1

h = 5

h = 10

h = 22

Figure 4.7: The figures present the time series of the forecasting target RK(h)
t+h

and the predicted h-day ahead volatilities

based on the HAR and the HAR(M) models for SPY. The dashed lines represent the cumulative loss difference as defined
in (4.14) between the HAR(M) model and the HAR model.
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and HAR(M) models using the RW approach. The plots suggests that the HAR(M)

model performs well over the entire out-of-sample period, since Lt (k) is negative

in almost every time period and decreases relatively smoothly. There are some ex-

ceptions around periods with high volatility, where we observe discontinuities in the

cumulative loss difference, such as the period around the flash crash on August 24,

2015.

4.4.5.2 Statistical Significance of News Augmented Volatility Models

The out-of-sample analysis presented so far has not used any kind of statistical test

to assess whether the news-augmented models deliver volatility forecasts, that are

significantly better than the corresponding ones obtained from the benchmark HAR

model. To that end, we employ the model confidence set (MCS) approach of Hansen,

Lunde, and Nason (2011). The MCS is a statistical testing procedure, that aims to

select the set of models performing best, based on a metric given by a user-specified

loss function. The MCS procedure is analogue to a confidence interval for a parameter,

in the sense that it contains the best set of models for a given confidence level, and it

further avoids the complications that arise when doing comparisons between models

using multiple pairwise tests. In the present analysis we use both the QLIKE and the

SFE loss functions to calculate the MCS. To implement the MCS procedure, we use a

90% confidence level and the block bootstrap with 10,000 repetitions.

Figure 4.8 shows the inclusion frequencies in the 90% MCS across the models,

forecasting methods, and predictive horizons. The figure confirms the picture from

the preceding analyzes; the model with the highest inclusion frequency is always one

of those augmented with the macro index, regardless of the forecasting scheme (RW

or IW) and loss function. As h increases, the models without the macro index are

more likely to be kicked out of the MCS, which is also consistent with the results from

Table 4.4.

4.4.6 Forecasting Firm-Specific Variance

In this section we carry out a robustness analysis by considering a slightly modified

measure of return variation than the realized kernel considered so far. Following

Engle, Hansen, and Lunde (2011) we use a realized measure called firm-specific

variance (FV) that is given by

FVi ,t = RKi ,t −β2
i ,t RKSPY,t , (4.15)

where RKi ,t is the outcome measure from the previous sections for stock i , while βi ,t

is the realized beta calculated as

βi ,t =
Σ(1,2)

i ,t

Σ(2,2)
i ,t

=
Σ(1,2)

i ,t

RKSPY,t
.
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Figure 4.8: The figures show the frequencies, at which a given model is included in the 90% model confidence set for the
different predictive horizons and forecasting schemes considered in the out-of-sample analysis.

Here Σi ,t denotes the 2×2 realized covariation matrix at time t between an individual

asset and the market index represented by SPY. To estimate the covariation matrix, we

use the multivariate realized kernel estimator by Barndorff-Nielsen, Hansen, Lunde,

and Shephard (2011), using refresh time sampling of Harris, McInish, Shoesmith, and

Wood (1995) to synchronize the two time series of intra-day trading prices. Under the

assumption that the bivariate vector of logarithmic prices follows a bivariate Brown-

ian semimartingale plus jump process, the estimator has three desirable properties: It

is consistent for the quadratic covariation; it is guaranteed to be positive semidefinite;

and it is robust to certain types of market microstructure noise in the observed prices.

Since Σi ,t is positive semidefinite, it follows from (4.15) that FV is always non-

negative, and can be regarded as an idiosyncratic volatility measure, reflecting how

much of the ex-post variation on a given day that can be attributed to firm-specific

price movements within that day. It is in our interest to conduct the news augmented

forecasting exercise with FV, since this sheds light on whether the prediction gains

for the individual assets from the previous sections using the macro index based on

domestic economic news is just due to the fact that we can better predict trends in
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Table 4.5: Out-of-sample forecasting results using firm-specific realized measure.

HAR HAR(M) News(M) HAR(F) News(F) AR(M,F) News(M,F)

h = 1

QLIKE RW 1.000 0.992 1.605 1.001 1.830 1.008 1.508
IW 1.000 0.984 1.670 0.999 1.931 0.995 1.547

SFE RW 1.000 0.994 1.165 1.000 1.558 1.022 1.139
IW 1.000 0.992 1.215 1.000 1.595 1.041 1.156

h = 5

QLIKE RW 1.000 0.991 1.436 1.002 1.647 1.015 1.270
IW 1.000 0.974 1.463 1.007 1.702 1.002 1.277

SFE RW 1.000 0.986 1.233 1.004 2.165 1.039 1.161
IW 1.000 0.981 1.307 1.002 2.194 1.070 1.181

h = 10

QLIKE RW 1.000 0.987 1.415 1.007 1.653 1.015 1.220
IW 1.000 0.961 1.438 1.015 1.715 0.999 1.221

SFE RW 1.000 0.972 1.264 1.013 2.641 1.042 1.169
IW 1.000 0.961 1.348 1.008 2.672 1.071 1.186

h = 22

QLIKE RW 1.000 0.967 1.374 1.018 1.653 0.983 1.139
IW 1.000 0.916 1.386 1.032 1.730 0.952 1.130

SFE RW 1.000 0.928 1.246 1.055 3.057 1.006 1.133
IW 1.000 0.901 1.317 1.038 3.109 1.011 1.143

Notes: The table reports the ratio of average losses relative to the benchmark HAR model over the out-of-sample period
from October 2011 to December 2015. RW and IW refer to rolling and increasing estimation window, respectively. For
each forecasting scheme the best performing model is identified in bold.

the overall U.S. stock market.

The results using FV as forecasting target are given in Tables 4.5 and 4.6. The

setup is exactly the same as in the previous section except that we replace all realized

measures with FV and not do include SPY as part of the exercise in this case. The

results are still in favor of the models that include the macro index. In all cases the

model with the lowest average loss is the HAR(M) model. But the gains compared to

the HAR model are not as large as we observed in the previous section. In the previous

analysis, we found that the largest gains in volatility forecasting were for the market

index. This result is probably the main driver behind the smaller gains we find in the

case of forecasting firm-specific variance. The macro index represents the current

conditions of the U.S. economy in a broad sense, and hence it is quite intuitive that

we get the best results for the market index. When the market component of the

individual realized volatility series is removed, the macro index is consequently not as

useful a predictor as before. Despite this, we do still get much better forecasts by using

news data. Like in the main analysis, the gains are largest for the monthly predictive

horizon. The results in Table 4.6 also show that the models augmented with the macro

index in general dominates the MCSs, though in this case the models without news

are much more present in the 90% MCSs, compared to the corresponding results

illustrated in Figure 4.8.
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Table 4.6: Model inclusion frequencies in the 90% model confidence set.

HAR HAR(M) News(M) HAR(F) News(F) AR(M,F) News(M,F)

h = 1

QLIKE RW 0.821 1.000 0.000 0.857 0.000 0.786 0.000
IW 0.750 1.000 0.036 0.857 0.000 0.750 0.000

SFE RW 0.571 1.000 0.036 0.750 0.000 0.571 0.071
IW 0.429 1.000 0.179 0.571 0.000 0.429 0.179

h = 5

QLIKE RW 1.000 0.929 0.107 0.964 0.036 0.857 0.214
IW 0.929 0.964 0.429 0.821 0.214 0.821 0.464

SFE RW 0.857 1.000 0.214 0.821 0.107 0.643 0.429
IW 0.607 1.000 0.429 0.679 0.107 0.429 0.429

h = 10

QLIKE RW 0.929 0.964 0.357 0.893 0.179 0.821 0.500
IW 0.929 1.000 0.607 0.893 0.393 0.857 0.714

SFE RW 0.821 0.964 0.500 0.821 0.143 0.607 0.500
IW 0.750 1.000 0.607 0.786 0.214 0.571 0.679

h = 22

QLIKE RW 0.929 1.000 0.679 0.929 0.357 0.964 0.786
IW 0.857 0.964 0.643 0.786 0.357 0.821 0.786

SFE RW 0.857 1.000 0.679 0.893 0.393 0.893 0.714
IW 0.750 0.964 0.714 0.750 0.250 0.714 0.714

Notes: The forecasting target is the firm-specific variance defined in (4.15). RW and IW refer to rolling and increasing
estimation windows, respectively.

4.4.7 Comparing the Macro Index with other Economic Series of

Uncertainty

We have found evidence that shows that a daily index based on the sentiment of

high-frequency macroeconomic news can enhance prediction of stock market volatil-

ity. Given its success, it is of interest to relate this index to other existing indices of

economic conditions and uncertainty that have been investigated in the context

of volatility modeling in the literature. There is a large body of literature linking

macroeconomic key-indicators with financial volatility, with prominent examples

being Schwert (1989), Engle and Rangel (2008), Engle, Ghysels, and Sohn (2013), and

Conrad and Loch (2015). Due to the infrequent nature of these macro variables, it is

difficult to include macro variables directly in a specification with a daily frequency.

Instead, many studies have considered other proxies of economic conditions avail-

able at higher frequencies in this context. Here we will focus on the Chicago Board

Options Exchange volatility index, better known as the VIX index, the Economic

Policy Uncertainty index (EPU) of Baker et al. (2016), and the Arouba-Diebold-Scotti

business condition index (ADS) of Aruoba et al. (2009).

The VIX index is a measure of expected future stock market volatility for the next

month. Technically speaking, it is the risk-neutral expectation of the integrated vari-

ance of the S&P 500 index and is constructed using implied volatilities of options

written on the S&P 500 index. Since the VIX index measures the risk-neutral expecta-

tion of the stock market, it implies that there is a discrepancy between the physical
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Figure 4.9: The figure shows the standardized time series of the daily economic indices introduced in Section 4.4.7 with
the market realized kernel as reference.

expectation of the stock market variance and the VIX, which typically is referred to as

the variance risk premium. Nevertheless, the inclusion of the VIX index in volatility

models is often found to improve forecasting performance in empirical studies.

The EPU is a measure of economic uncertainty based on news paper coverage.

The index is available at a daily frequency and is constructed by counting the number

of specific words related to economic policy uncertainty appearing in 10 major

newspapers in the U.S. In addition to news paper coverage, the index also relies

on the dispersion in the predictions about macroeconomic key variables from the

Federal Reserve Bank of Philadelphia’s Survey of Professional Forecasters. On the

theoretical side, Pastor and Veronesi (2012) show that economic policy uncertainty is

related to stock market volatility and correlations, while Liu and Zhang (2015) show in

a HAR framework that the EPU index has predictive power for stock market volatility

both in-sample and out-of-sample.

Our last choice of economic indicator is the ADS index. The index is supposed

to track real business conditions at a high frequency. The methodology used in

Aruoba et al. (2009) is a mixed-frequency dynamic factor model meaning they treat

business conditions as a time-varying latent state variable that can be inferred from

its underlying economic indicators. The economic indicators used are the weekly

initial jobless claims, monthly payroll employment, industrial production, personal

income less transfer payments, manufacturing and trade sales, and quarterly real

GDP. The ADS index has been successfully applied by Dorion (2016) who uses the

index in an option-pricing GARCH model. He finds that including the ADS index as

part of the model specification reduces option-pricing errors significantly compared

to the benchmark model.

Figure 4.9 displays the time series of the macro index and the three alternative
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indices of economic conditions introduced above. The time series shown in the figure

are all standardized to have mean zero and unit variance. For the VIX index we use

the transform log(VIX2/252), while we consider the negative ADS index to obtain an

index positively related to stock market volatility. All series co-moves to a large extent

with stock market volatility. The VIX index follows closely the realized measure for

SPY, though it is much more smooth. The filtered ADS index is to some extent very

similar to our macro index; it reaches its maximum during the global financial crisis

and reverts to a normal level around 2010. However, it does not capture the large

increase in volatility around August 2011, due to the European sovereign debt crisis

and the downgrading of U.S.’ credit rating like the macro index does. The EPU index

is the series with the lowest unconditional correlation with stock market volatility

among the four series. It has very erratic movements compared to the other series

and is generally not centered around the volatility series. Despite that, the EPU index

peaks during the same periods as the stock market volatility does. In the next section

we compare the four indices in terms of their volatility forecasting performance.

4.4.7.1 Out-of-Sample Comparison of Economic Indices

In this section we conduct an out-of-sample analysis in the same spirit as in previous

sections. For simplicity we only consider forecasting the market volatility represented

by the realized kernel of SPY. As forecasting models we consider the standard HAR

model in (4.4), four HAR models augmented with one of the indices, and four simple

regression models that only contain an intercept and one of the four indices. The latter

four models are denoted as News(M), VIX, EPU, and ADS. Otherwise, the forecasting

setup is identical to the one used in the main analysis.

The results are presented in Table 4.7. The numbers given in the table are the

relative losses compared to the HAR model. At the daily horizon the HAR model

augmented with the VIX index outperforms the HAR model with the macro index

under both loss functions. Moving beyond the daily horizon, only the HAR model

with the ADS index has a performance which to some extent can be compared to the

performance of the macro index models. However, the simple ADS model without

the HAR structure, HAR(ADS), is not able to give the same remarkable performance

for monthly volatility forecasts as the News(M) model.

In summary, we have found evidence to support that the sentiment based macro

index has higher predictive power for market volatility than other widely used indices

of economic conditions over the sample period considered.

4.4.8 Volatility Forecasting using Overnight News

Although the results from the previous sections showed that properly transformed

news analytics data can be used to enhance volatility predictions, the gains from

using inputs derived from firm-specific news were found to be modest. It is hard
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Table 4.7: Out-of-sample forecasting results using alternative indices.

HAR(M) News(M) HAR(VIX) VIX HAR(EPU) EPU HAR(ADS) ADS

h = 1

QLIKE RW 0.985 2.320 0.896 1.070 1.001 3.946 1.000 3.444
IW 0.982 2.337 0.902 1.034 1.000 4.454 0.995 3.425

SFE RW 0.982 1.413 0.958 1.083 0.999 4.488 0.988 2.233
IW 0.977 1.431 0.972 1.051 0.996 4.887 0.982 2.192

h = 5

QLIKE RW 0.942 1.703 0.960 1.120 1.023 3.471 0.999 2.744
IW 0.940 1.716 0.943 1.035 1.006 3.922 0.979 2.671

SFE RW 0.941 1.315 0.975 1.180 1.001 6.038 0.959 2.400
IW 0.931 1.310 0.989 1.150 0.996 6.488 0.945 2.283

h = 10

QLIKE RW 0.885 1.269 1.000 1.126 1.034 2.883 0.997 2.173
IW 0.881 1.277 0.975 1.050 1.013 3.240 0.962 2.094

SFE RW 0.890 1.171 0.995 1.234 1.004 6.547 0.937 2.379
IW 0.867 1.135 1.007 1.214 0.997 6.896 0.906 2.194

h = 22

QLIKE RW 0.775 0.902 1.026 1.117 1.048 2.525 0.989 1.736
IW 0.757 0.909 0.992 1.052 1.015 2.861 0.941 1.677

SFE RW 0.732 0.877 1.004 1.329 1.013 6.678 0.874 2.149
IW 0.676 0.807 1.007 1.306 1.003 6.805 0.811 1.907

Notes: The table reports the average losses relative to the HAR model. RW and IW refer to rolling and increasing estima-
tion windows, respectively. The bold entries in the upper part of the table indicate the lowest ratio in each row.

to determine why this is the case, but one reason might be that the content of past

firm-specific news is already reflected in the past values of the realized measure

to a large extent. Hence, when we include the daily, weekly, and monthly volatility

component in the HAR specification, there are no gains by including the index of

firm-specific news in the model. In contrast we found macroeconomic news to be

a useful factor for volatility prediction. It is natural to think that news about a wide

range of macroeconomic conditions is not incorporated in stock market volatility

immediately, but the macro news might still contain useful information about the

general level of uncertainty in the market and hence be a good predictor of future

volatility.

In this section we consider a slightly modified forecasting setup, which facilitates

the use of firm-specific news. The forecasting target is still the realized kernel for each

of the assets considered so far. As described earlier, this realized measure is calculated

by appropriately summing over all of the intra-day returns during the active trading

session. In particular, this implies that what we are essentially trying to forecast is the

QV process during the daytime and not the QV process for the whole day. Since stock

markets are information driven, and information is a continuous process not limited

to a specific time interval, it is plausible to believe that information made publicly

available after the market closes on day t and before it opens on day t +1 could be

useful in order to predict the realized measure for day t +1. In the analyzes presented

so far, the latest news items we used to predict the time t +1 realized measure were

stories released prior to the market closure on day t , i.e., typically at 4 PM in the U.S.
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In this section we relax this assumption and include overnight news covariates in the

conditional mean equation for the realized measure, derived from news occurring

between the closing time on day t and the the opening time on day t +1.

We suggest a novel approach that incorporates overnight information in risk

assessments. In a recent paper Mirone and Zeng (2018) show that it is possible to

exploit high-frequency futures data to make better predictions of daytime realized

volatility. In this approach they exploit that the futures market operates throughout

the day. They propose to augment the standard HAR model with overnight realized

variance of the futures and find evidence that this leads to improved volatility predic-

tions for the S&P 500 index. A drawback of this approach is the fact that the market

for single-stock futures is very illiquid, limiting its use for volatility predictions of

individual stocks. In contrast, the approach we suggest is tailored for that purpose,

since we can observe news for virtually all major companies in the world.

Many important news items affecting the stock market are in fact released outside

the official trading hours. This is, for example, the case for the quarterly earnings

announcements and the release of macroeconomic key indicators, which are known

to affect the behavior of stock market participants (see, e.g., Woodruff and Senchack,

1988; Ederington and Lee, 1993; and Andersen, Bollerslev, Diebold, and Vega, 2007b).

To incorporate this type of announcements, we propose to augment the volatility

models considered so far with overnight news, in order to make prediction of the

level of volatility for the subsequent trading day.

4.4.8.1 Construction of Overnight News Time Series

For simplicity, we only consider firm-specific overnight news. The presence of im-

portant firm-specific news occurring between two consecutive trading sessions is

likely to be the driving factor of discrepancies in the idiosyncratic daytime realized

volatility. Hence, by looking at the firm-specific news flow outside the trading period,

we can possibly identify the sources of diversifiable risk.

To investigate this empirically, we only consider news items with both novelty

and relevance scores equal to 100 as classified by RavenPack. The idea is to isolate

and account only for news that provides additional information beyond what was

already known at the previous closing time of the stock market. Further, we follow

Shi, Liu, and Ho (2016) and divide the remaining news items into two broad groups

based on their category: (i) earnings news, which covers the announcements of

earnings/revenues; and (ii) non-earnings news, which is the residual covering all

other kinds of firm-specific news, such as product releases, acquisitions and mergers,

and labor issues.

Based on this classification of the news items, we construct time series of news

counts for each of the firms in our sample. For a given firm, we let ñ(on)
t and n(on)

t be

the number of overnight earnings and non-earnings news items at time t , respectively.

To investigate whether overnight news items add additional predictive power, we



126 CHAPTER 4. EXPLOITING NEWS ANALYTICS FOR VOLATILITY FORECASTING

Table 4.8: One-day ahead forecasting results with overnight news.

HAR HAR(M) HAR(F) HAR(on) HAR(M,on) HAR(F,on)

Relative loss ratios (RK)

QLIKE RW 1.000 0.986 1.000 0.914 0.897 0.913
IW 1.000 0.982 1.000 0.913 0.893 0.913

SFE RW 1.000 0.990 0.999 0.953 0.941 0.953
IW 1.000 0.987 0.999 0.954 0.940 0.952

Relative loss ratios (Firm-specific RK)

QLIKE RW 1.000 0.992 1.000 0.865 0.852 0.864
IW 1.000 0.984 1.000 0.865 0.845 0.865

SFE RW 1.000 0.994 1.000 0.891 0.882 0.890
IW 1.000 0.992 0.999 0.892 0.881 0.890

90% MCS inclusion frequencies (RK)

QLIKE RW 0.000 0.143 0.000 0.607 1.000 0.714
IW 0.000 0.036 0.000 0.286 1.000 0.429

SFE RW 0.179 0.393 0.214 0.321 1.000 0.429
IW 0.071 0.250 0.071 0.143 1.000 0.214

90% MCS inclusion frequencies (Firm-specific RK)

QLIKE RW 0.071 0.107 0.036 0.679 1.000 0.786
IW 0.036 0.071 0.036 0.571 1.000 0.786

SFE RW 0.179 0.179 0.179 0.500 1.000 0.571
IW 0.071 0.107 0.107 0.321 1.000 0.536

Notes: The table reports the average losses relative to the HAR model in the upper part of the table, whereas the lower
part of the table shows the inclusion frequencies in the 90% MCSs. RW and IW refer to rolling and increasing estimation
window, respectively. The bold entries in the upper part of the table indicate the lowest ratio in each row.

suggest to augment the previously studied models with the constructed time series

in order to forecast the future realization of the daytime realized kernel. For instance,

in the case of the HAR(M) model, the overnight version of this model becomes

xt+1 =β0 +βd xt +βw x(5)
t +βm x(22)

t +θ(M)
1 M (d ,λ)

t +δ1ñ(on)
t+1 +δ2n(on)

t+1 +ut+1.

We will refer to this as the HAR(M,on) model and use a similar notation for the other

models under consideration. We only present the results under a one-day ahead

forecasting scheme in this scenario. Based on unreported results, we find that the

effect of overnight news on future volatility vanishes for any predictive horizon longer

than one day.

4.4.8.2 Forecasting Results with Overnight News

In Table 4.8 we present the results of the volatility forecasting exercise. We consider

the 28 individual stocks and compare the performance of the HAR model with and

without overnight news. We limit our focus to the more successful models for one-day

ahead prediction as determined by the results of Table 4.4. That is, we only consider

models with the HAR structure and disregard models solely relying on news analytics.

As the target variable, we consider both the realized kernel and the firm-specific

realized kernel in (4.15). Otherwise, the forecasting setup is identical to that used in

the main analysis.
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The results are strongly in favor of the overnight versions of the HAR model. For

both target variables, the overnight models have lower losses on average, regardless

of the loss function and forecasting method. Additionally, the overnight models also

strongly dominate the MCSs. As in the main analysis, the best performing model

includes the macro index. The HAR(M,on) model is included in all 90% MCSs and

also has the lowest average loss in all cases. The gains from using overnight news are

generally larger in the case of firm-specific variance as target variable. This is probably

best explained by the fact that the market component of realized measure has been

removed. Hence, it is the idiosyncratic part of the volatility we are considering, and

this part is relatively more affected by the presence of important firm-specific news

outside the trading period, than the realized measure itself.

This subanalysis shows that the presence of overnight firm-specific news is an

important factor to take into account in order to manage the short-term risk. This is

in contrast to news at a macro level, which we found to be a very important factor

to determine the long run risk of stock returns. Hence, by appropriate use of news

analytics, we argue that it is possible to make better risk assessments about future

stock returns both in the short and the long run.

4.5 Conclusion

In this paper, we consider the extent to which it is possible to improve predictions

of stock market volatility using news analytics. The database of news is provided by

RavenPack News Analytics. It is a comprehensive collection of news stories related

to major countries and companies all over the world. Each news item contains

useful information such as time of publicity, relevance, and sentiment scores, and

this information makes it possible to transform the news flow observed at a high

frequency into aggregate daily measures. We construct two different types of news

indices: A macroeconomic news index, which is based on the sentiment scores of

news items related to economic conditions in the U.S., and a set of indices based on

the sentiment of firm-specific news.

In the empirical analysis we forecast the volatility of 28 constituents of the Dow

Jones Industrial Average and the exchange traded fund SPY that tracks the S&P 500

index. Using a reduced-form time series model of a realized measure of volatility, we

find strong evidence that the sentiment-based macro index is useful for predicting

future levels of volatility. In particular, we find large and statistically significant gains

for long horizon volatility forecasts when including the macro index in the model

specification, for both the individual stocks and the market index. Further, we inves-

tigate how the sentiment-based macro index compares to other well-known indices

of economic conditions in terms of forecasting power for stock market volatility. We

find that in most cases, it outperforms both the VIX, EPU, and ADS indices.

Firm-specific news is in general found to be less important in the HAR framework,
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but it does prove very useful for forecasting the daytime volatility for the next day

when the firm-specific news flow during the overnight period is considered.

Given that volatility is an important input in many financial applications, this

study opens the door to many interesting research avenues. For example, an obvious

extension of the preceding analysis would be to consider a multivariate framework.

We have shown that we can improve volatility prediction by controlling for news

sentiment. This result might also carry over to covariances, which in turn could lead

to improved estimates of the covariance matrix and thereby better risk management

and portfolio selection. Another interesting route would be to consider the news flow

from other countries or regions, such as China or the eurozone, when modeling the

volatility of U.S. stocks to capture the evident dependence between the U.S. stock

market and foreign economic conditions. These avenues have not been investigated,

but are left as topics for further research.
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Appendix

This section presents a robustness check to supplement the analyzes in Section 4.4,

in which we treat the discount factor λ in the news indices as a free parameter to be

estimated.

A.1 Estimating the λ Parameter

Throughout the analyzes in the main text, we used a fixed value of λ= 0.99 in order

to facilitate simple OLS estimation of the news augmented models. In this section we

suggest a method to estimate λ, and carry out the out-of-sample volatility forecasting

exercise for SPY using this method. The main take-away from this analysis is that

the results only changes marginally when λ is estimated rather than being fixed at a

value close to one.

To jointly estimate all the parameters in the news augmented model, we suggest

to minimize the sum of squared residuals using a two-step approach. Denote by

θ the model parameters excluding λ. In the first step we select a value of λ ∈ (0,1].

In the second step, we can conditionally on the value of λ estimate θ using least

squares estimation and obtain the corresponding residuals. A numerical optimization

algorithm is then used to iterate between these two steps until the sum of squared

residuals is minimized.

In Table A.1 we present out-of-sample volatility forecasting results for SPY using

the estimation approach outlined above. The numbers in the table can directly be

compared with the corresponding number for SPY in Table 4.4. For the HAR(M) model

the loss ratios are generally slightly larger using the full estimation approach, whereas

for the News(M) model the relative losses to the HAR model are generally slightly

better in this case. In summary, we find that the superiority of the news augmented

models are maintained using this modified estimation approach.
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Table A.1: Out-of-sample forecasting results for SPY with estimated discount factor.

HAR HAR(M) News(M)

h = 1

QLIKE RW 1.000 0.990 2.318
IW 1.000 0.987 2.328

SFE RW 1.000 0.984 1.412
IW 1.000 0.978 1.427

h = 5

QLIKE RW 1.000 0.967 1.695
IW 1.000 0.958 1.705

SFE RW 1.000 0.949 1.310
IW 1.000 0.937 1.301

h = 10

QLIKE RW 1.000 0.924 1.262
IW 1.000 0.909 1.266

SFE RW 1.000 0.904 1.164
IW 1.000 0.879 1.125

h = 22

QLIKE RW 1.000 0.840 0.898
IW 1.000 0.806 0.902

SFE RW 1.000 0.762 0.872
IW 1.000 0.762 0.872

Notes: The table reports the ratio of average losses relative to the benchmark HAR model over the out-of-sample period
from October 2011 to December 2015. RW and IW refer to rolling and increasing estimation window, respectively. For
each forecasting scheme the best performing model is identified in bold.
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