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Summary

This PhD dissertation studies single stream and source separation curbside collection systems
of recyclable and non-recyclable waste from households. It is part of a larger research project
on transportation issues in waste management, funded by the The Danish Council for
Independent Research, and has been carried out in collaboration with six municipalities in
Denmark.
In curbside waste collection, different waste types are collected on-site from one or more
bins directly located at the households, and the collection is organized on a street level. A
compression mechanism exists in each vehicle, and the degree of compression of the single
waste type depends on its material nature and its subsequent treatment at the facilities.
In a single stream collection system, one waste type is available at the households, and
is collected by a dedicated fleet of single compartment vehicles. The underlying problem for
single stream systems is the Capacitated Arc Routing Problem (CARP). Given an undirected
graph and a subset of required edges, the CARP consists of finding a set of least-cost routes
that start and end at the depot, such that the demand for each required edge is collected
once by one vehicle only, and the capacity of each vehicle is not exceeded.
In a source separation system, the households separate their waste on-site in different
waste types. One configuration of the system consists of collecting each waste type by a dedicated fleet of single compartment vehicles in its own single stream collection system. Another
configuration consists of co-collecting the waste types using a fleet of multi-compartment
vehicles. Co-collection can take place under two collection strategies. The first consists of
collecting all the waste types of a street at the same time by the same multi-compartment
vehicles, with a waste type being pre-assigned to every compartment in the vehicle. The
underlying problem is the No-Split Multi-Compartment Capacitated Arc Routing Problem
(NSMC-CARP). Alternatively, different waste types from the same street can be collected by
different vehicles, with the assignment of waste types to compartments not being known beforehand. the underlying problem is the Commodity-Split Multi-Compartment Capacitated
Arc Routing Problem (CSMC-CARP).
The dissertation contains five self-contained papers. Chapters 2, 3, and 4, present different
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algorithmic methods to solve large-scale instances of the CARP and the NSMC-CARP.
Chapter 5 presents a comparison of different single stream and source separation curbside
collection systems. Finally, Chapter 6 presents an algorithmic method to solve the CSMCCARP. All four algorithmic methods are tested on the real-life curbside collection instances
of Kiilerich and Wøhlk (2018) for the CARP, NSMC-CARP, and CSMC-CARP.
Chapter 2 computationally compares variants of the path scanning construction heuristic
extended to the NSMC-CARP. When solving large-scale graphs of the CARP and the NSMCCARP, the computational time of construction heuristics becomes more significant than in
small graphs, and the risk of ending on much worse solutions is larger.
Chapter 3 presents the Multi-Move Chain Descent (MMCD) algorithm, a heuristic to
solve large-scale instances of the CARP and the NSMC-CARP. The algorithm uses dynamic
programming and multi-move chain graphs in order to extract the best possible improvement
from the full exploration of one or more neighborhood of moves that optimally determine
the orientation of the edges in each route.
Chapter 4 presents novel cluster types and clustering techniques for the CARP and
NSMC-CARP that arise in real-life networks. The clustering aims at producing efficient
clusters and reducing the sizes of the graphs to sizes that are computationally tractable in
order to speed up algorithms solving these problems. The proposed algorithm consists of a
clustering phase and a routing phase, with the latter using a version of the MMCD algorithm
able to handle clusters.
Chapter 5 is a comparative study of the transportation component of different curbside
collection systems of household recyclable and non-recyclable waste in Denmark. It considers
four different single stream and source separation systems. The MMCD algorithm of Chapter
3 was used to solve a new large set of CARP and NSMC-CARP instances that allows the
comparison of the different systems.
Chapter 6 presents a matheuristic approach to solve the CSMC-CARP. The CSMC-CARP
is more complex than the CARP and the NSMC-CARP as the solution space consists of three
decision levels: the selection of vehicles, the assignment of waste types to the compartments
of each selected vehicle, and the routing of the vehicles. The solution approach consists of
decomposing the problem into different sub-problems and tackling one or two decision levels
at a time in a three-phase algorithm.
The contribution of the dissertation is threefold. Firstly, it presents new algorithmic
methods to solve multi-compartment capacitated arc routing problems. Secondly, its algorithmic methodologies are targeted towards handling and solving very-large scale instances
of single and multi-compartment CARPs. Finally, and most importantly, it structurally
compares different configurations of curbside collection systems from households, in order to
provide new insights that support the decision making process of our municipal partners.

Resumé

Denne ph.d.-afhandling omhandler renovationssystemer, hvor indsamling af såvel genanvendelige materialer som restaffald foregår direkte ved husstanden, og hvor det enten sorteres
efter indsamling (central sortering), eller sorteres af husstanden i to eller flere fraktioner
(kildesortering). Afhandlingen er en del af et større forskningsprojekt, som er finansieret af
Det Frie Forskningsråd, og som omhandler transport i forbindelse med håndtering af affald.
Det er udført i samarbejde med seks kommuner i Danmark.
I affaldsindsamling ved husstandene indsamles forskellige typer af affald direkte hos
borgerne fra en eller flere beholdere og indsamlingen er organiseret på gadeniveau. Renovationsbilerne har komprimator, men graden af komprimering af den enkelte fraktion afhænger
af sammensætningen af fraktionen, samt den efterfølgende behandling af fraktionen.
I et system med central sortering indsamles én affaldsfraktion ved husstanden af enkeltkammerkøretøjer. Det underliggende problem ved systemet med central sortering er et “Capacitated Arc Routing Problem” (CARP). Givet en ikke-orienteret graf og en delmængde af
påkrævede kanter, består problemet i at finde en række ruter med lavest mulige omkostninger,
og som starter og slutter på depotet, således at efterspørgslen på hver påkrævet kant bliver
indsamlet én gang med ét køretøj, og kapaciteten i hvert køretøj ikke overstiges.
I et kildesorteringssystem sorterer husstandene selv deres affald i forskellige fraktioner på
egen adresse. én konfiguration af systemet består i at indsamle hver enkelt fraktion i sit eget
indsamlingssystem med enkeltkammerkøretøjer. En anden konfiguration består i at indsamle
de forskellige fraktioner på én gang ved hjælp af multikammerkøretøjer. Der er to strategier
for en sådan indsamling. Den første består i at indsamle alle fraktioner på en gade på
samme tid med det samme multikammerkøretøj, hvor hver fraktion er blevet forudtildelt et
bestemt kammer i køretøjet. Det underliggende problem er et“No-Split Multi-Compartment
Capacitated Arc Routing Problem” (NSMC-CARP). Alternativt kan forskellige fraktioner
fra samme gade indsamles af forskellige køretøjer, hvor tildelingen af kamre til de forskellige
fraktioner er en del af beslutningsprocessen. Det underliggende problem er et “CommoditySplit Multi-Compartment Capacitated Arc Routing Problem” (CSMC-CARP).
Afhandlingen indeholder fem selvstændige artikler. Kapitel 2, 3 og 4 præsenterer forskel-

x

Resumé

lige algoritmer til løsning af store CARP og NSMC-CARP problemer. Kapitel 5 viser en
sammenligning af forskellige indsamlingssystemer med hhv. central sortering og kildesortering.
Endelig præsenterer kapitel 6 en algoritme til løsning af CSMC-CARP. Alle de præsenterede
algoritmer er testet på virkeligt renovationsdata fra Kiilerich and Wøhlk (2018) for CARP,
NSMC-CARP og CSMC-CARP.
I kapitel 2 foretages en sammenligning af forskellige varianter af “path scanning”konstruktionsheuristikken udvidet til NSMC-CARP. Når man løser CARP og NSMC-CARP
problemer på store grafer, bliver beregningstiden af konstruktionsheuristikker vigtigere end
i små grafer, og risikoen for at lande på langt dårligere løsninger er større.
Kapitel 3 præsenterer “Multi-Move Chain Descent”- algoritmen (MMCD); en heuristik
til at løse store CARP og NSMC-CARP problemer. Algoritmen anvender dynamisk programmering og “multi-move chain”-grafer til at identificere den bedst mulige forbedring af
en given løsning ved anvendelse af en eller flere simultane ændringer. Dette foregår under
hensyntagen til optimal orientering af kanterne på hver rute.
Kapitel 4 præsenterer nye typer af CARP- og NSMC-CARP-klynger og klyngeteknikker,
der forekommer i vejnetværk. Klyngedannelsen sigter på at fremstille effektive klynger samt
begrænse størrelsen af graferne, så de er håndterbare rent beregningsmæssigt, for dermed
at opnå kortere beregningstider for algoritmerne til løsning af problemerne. Den foreslåede
algoritme består af en klyngedannelsesfase og en rutelægningsfase, hvor sidstnævnte anvender
en version af MMCD-algoritmen, der kan håndtere klynger.
Kapitel 5 er et komparativt studie af transport i forskellige danske renovationssystemer
til afhentning af genanvendelige materialer og restaffald direkte ved husstandene. Studiet
omfatter fire forskellige centralsorterings- og kildesorteringssystemer. MMCD-algoritmen fra
kapitel 3 blev anvendt til at løse et nyt, stort sæt af CARP og NSMC-CARP problemer,
hvilket danner grund for en sammenligning af de forskellige systemer.
Kapitel 6 præsenterer en matematisk-heuristisk tilgang til at løse CSMC-CARP, som
er mere kompleks end CARP og NSMC-CARP problemerne, idet løsningsrummet består
af tre beslutninger, hhv. valg af køretøjer, tildeling af affaldsfraktioner til kamrene i hvert
af de valgte køretøjer, samt fastlæggelse af køretøjernes ruter. Løsningsmetoden består
i at nedbryde problemet i forskellige delproblemer og træffe beslutninger for en eller to
delproblemer ad gangen i en algoritme med tre faser.
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Introduction

During the first part of the twentieth century, the global economic mindset was based on
unbounded growth in production, coupled with the exploitation of raw materials, which led
to an increase in environmental problems such as rampant pollution, a fast depletion of
the earth’s natural resources, and a massive increase in the amount of waste generated by
over-consumption. This created a major need for a paradigmatic shift in business practices
in order to counter the negative effects caused by such uncontrolled exploitative practices.
Therefore, governmental entities across all levels put forth legislation and policies in order
to enforce ethical and environmentally friendly practices.
In its legislation pertaining to the management of waste, the European Union established
the waste hierarchy, which defines a set of waste treatment options that are hierarchically
ranked from most to least favorable: prevention, reduction, reuse, recovery, and disposal (EU
Commission, 2008). Prevention and reduction aim at minimizing the production of waste in
the first place, while reuse and recovery aim at re-purposing the waste and extending its life
cycle, with the disposal of waste being the last resort option.
One of the widespread recovery options is the recycling of waste, which consists of
collecting, sorting, separating, and processing waste for the purpose of salvaging value out of
it by re-purposing it into new materials, instead of disposing of it in landfills or incinerators.
The aim of the European Union is that by 2020, 50% of household waste should be recycled
(EU Commission, 2008). Such ambitious recycling objectives will have a major effect on the
solid waste management systems (SWM) currently in place for the sole purpose of waste
disposal, and require a reconsideration of the configuration of these systems.

1.1

Solid waste management systems

SWM systems fall under the umbrella of reverse logistics. Reverse logistics is defined as “the
process of planning, implementing and controlling backward flows of raw materials from a
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manufacturing, distribution, or use point, to a point of recovery or point of proper disposal”
(De Brito and Dekker, 2004). Guiltinan and Nwokoye (1974) and Ginter and Starling (1978)
were the first to address reverse logistics in the context of recycling from network design,
legislative, and policy making points of view.
Different stakeholders can be involved in a SWM system: the customers (the citizens
and businesses requiring collection), governmental entities at the regional and municipal
levels, the treatment facilities, the collectors (which could be public companies run by the
governmental entities, or private third-party logistics providers to whom the collection is
outsourced), as well as the physical crew executing the collection. Each of these stakeholders
has a set of objectives and requirements in relation to the SWM system, which can be
conflicting. Therefore, the design of an integrated SWM system that tries to meet the
requirements and objectives of each stakeholder is a complex task, especially when factoring
in the institutional nature of the system where social, financial, economic, technical, and
environmental factors also need to be taken into consideration (Ghiani et al., 2014). In the
following, the design of SWM systems and its different components is described, and the
objectives and requirements of each stakeholder are put into perspective, where relevant.
The design of SWM systems relates to decisions on the infrastructure needed for the
collection and treatment of the waste. Different types of decisions have to be made on
the strategic, tactical, and operational levels. Ghiani et al. (2014) and Bing et al. (2016)
divide these decisions into two levels made by different governmental entities. The strategic
decisions are regional management decisions that pertain to the treatment and disposal of
the collected waste. Such decisions mainly revolve around the system network design and
include determining the treatment method of each waste type (reprocessing or disposal),
and the system point at which the waste types will be separated and sorted. These decisions
motivate further decisions on the types of treatment facilities to be built, the capacity and
location planning of these facilities, and the possibility of outsourcing the treatment of part
or all of the waste to pre-existing facilities for a negotiable fee.
The tactical and operational decisions are municipal decisions that pertain to the organization and execution of the collection of waste within each municipality. Such decisions
include allocating the waste types to the different facilities chosen at the strategic level,
organizing the collection, districting the region into collection districts, planning the collection schedule for each district and each waste type, and determining the type and size
of the vehicle fleet needed for collection, as well as the type and number of bins available
at each collection point. In the following, further details on the different components of a
waste collection system on the tactical and operational levels are described, and the different
decisions that can be made for each component are non-exhaustively described. Further
details can be found in Beullens et al. (2004); Bing et al. (2016).
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More complex reverse logistics operations, such as the collection of recyclable waste, entail
an increase in transportation costs both financially and environmentally, yet the magnitude of
this increase remains unclear, as does the degree to which it offsets the environmental benefits
(Beullens et al., 2004). The present dissertation studies the transportation requirements of
the reverse logistics operations that are associated with a move towards the treatment of
waste by recycling.
In that spirit, it is important to design collection systems that are both as efficient and
as effective as possible. Beullens et al. (2004) define how such collection systems should
be. An effective system should provide a convenient, timely, and consistent service to its
customers, while considering the final reprocessing purpose of the materials as being central
to the configuration of the system. An efficient system should minimize the costs associated
with the transport of waste. Howoever, just like in the management of traditional supply
chains, there is a fundamental trade-off in the management of reverse logistic chains between
cost and service level (Fisher, 1997).
The first component of a collection system relates to the collection infrastructure, and
requires the determination of the point of collection in the system, i.e. the point at which the
customers hand over the waste to the collector. The two most common options are on-site
collection and drop-off sites. On-site collection consists of collecting the waste at the point
where it is produced (e.g., households, schools, hospitals, industrial buildings, etc). Such
a system is referred to as a curbside collection system. This set-up is the most convenient
set-up for customers, as they are not required to do any traveling from the point of creation
of the waste for it to be collected. On the other hand, drop-off sites are pre-determined
locations, and customers have to travel to these locations in order to drop their waste. Such
a system is referred to as a bring collection system. These vary from a multitude of large
containers in different neighborhoods, to municipal collection depots, to specialized recycling
drop-off stations where manual sorting is carried out, to smart drop-off sites where the waste
is mechanically sorted and prepared for transport.
The second component of a collection system is the collection policy, which requires the
determination of the frequency of collection of the waste from the point of collection, as
well as the volume to be collected per collection. Collection can be done based on a periodic
collection schedule, which, in the case of on-site collection, would require the customers to
have their waste out and ready for collection periodically. Such a policy is convenient for the
collector and the collecting crew, as these schedules are fixed and repetitive. Alternatively,
collection can be done by monitoring the fill degree of each container, and collecting those
that are almost filled, or by getting a call from the collection point requesting a collection.
These policies prevent any overflow at the point of collection, but require the collector to do
dynamic route planning, and require the crew to execute a different plan each day, which
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might not be operationally convenient.
The third component of a collection system is the different services provided for different
waste types, and the combination of these services. This component is limited by the types
of treatment facilities that were identified by regional entities at the strategic level, and by
the collection infrastructure. This component requires decisions on the point of the system at
which the waste will be sorted, how it will be stowed at the point of collection, and whether
co-collection of different waste types is undertaken. Moreover, decisions made on the services
provided dictate the fourth component of a collection system, which is the type of vehicles
used in the collection fleet. The collector is therefore required to do capacity planning in
order to ensure the availability of enough vehicles to undertake the collection operation
within the collection period dictated by the collection policy. The technical specifications of
the vehicles can sometimes also dictate the design of the system, such as the existence and
the strength of a compression mechanism, or the existence of flexible compartments that are
changeable in numbers and sizes.
Two classes of collection systems of interest to this dissertation are described next. A
single stream system is the most simple of collection systems, where all the waste is placed
in one bin or container at the point of collection, and the collection operation consists of
collecting one waste type by a fleet of single compartment vehicles. The final treatment of the
waste, and its material nature, determine its degree of compression within the vehicle. General
waste that is going to be disposed of in landfills or incinerators can be highly compressed,
whereas recyclable waste that is going to be sorted and separated at the treatment facilities
cannot be as highly compressed in order not to damage the integrity of each material before
sorting. This system is the most convenient system for the customers who do not have to
worry about sorting the waste themselves, and for the collector and the crew whose operations
are simple and straightforward. However, if the waste is to be recycled, this system requires
the regional entities to plan sorting and separation operations at the treatment facilities for
the different recyclables, which might increase the cost of the facility itself.
A source separation system is a collection system where the customers are separating
the waste into different types at the point of collection, i.e. either in different bins, different
colored bags in one bin, or different compartments in the same bin at the household in
curbside collection, or at different dedicated containers in bring collection. The existence of
a source separation system makes the collection more complex for the customers who have
to sort their waste correctly and for the collector who has to plan the service of each waste
type, and the time it takes for the collection crew to service a customer is usually longer.
Depending on the combination level opted for by the collector, the configuration of a source
separation system can be done in two ways. The first is to treat each waste type as a single
stream system that is collected by its own dedicated fleet of single compartment vehicles. The
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second is to co-collect the different waste types by the use of multi-compartment vehicles.
The latter configuration entails few visits to each customer, possibly just one visit, whereas
the former is less convenient for the customers who will need a number of visits equal to
the number of waste types needing collection. Moreover, the former configuration naturally
requires a larger fleet of vehicles on the collector’s part, which translates into a higher crew
and crew associated costs. The latter configuration does not incur as much crew costs, but
still requires an investment in a more technically advanced, and possibly more expensive,
fleet of multi-compartment vehicles. One common advantage of both configurations is that
each waste type is compressed inside the vehicle to the maximum compression it can be
compressed at, which makes the total net volume of all recyclables inside the compartments
be less than their combined volume in a collection system of recyclables with no source
separation.

1.2

Modeling curbside waste collection systems

This PhD dissertation concentrates on single stream and source separated curbside collection
systems where the collection policy follows a periodic schedule. Curbside waste collection
systems can be either modeled as node routing problems or arc routing problems, depending
on the nature of the point of collection (Ghiani et al., 2013). In the case where the waste is
coming from institutional (e.g., schools, hospitals, etc), industrial, or municipal locations,
or if the nature of the area is very rural and the residential units are sparsely distant, the
underlying problem falls under the umbrella of the Capacitated Vehicle Routing Problem
(CVRP) (Dantzig and Ramser, 1959). In the case where the collection points are residential
(e.g., households) or commercial (e.g., office buildings, retail companies, restaurants, etc)
locations, and there exists a multitude of these locations spread along each street, the demand
of these locations are aggregated on a street level, and the underlying problem falls under
the umbrella of the Capacitated Arc Routing Problem (CARP) (Golden and Wong, 1981).
Although it is possible to model the latter as a node routing problem by considering each
location as a customer, the size of the graph explodes in size as opposed to its arc routing
counterpart. Moreover, from an operational point of view, it is easier for the collectors to
plan the collection at the street network level, and for the crew to collect the waste of full
street segments. Since this dissertation is specifically concerned with curbside collection
from households, the following literature review will concentrate on the different arc routing
problems that arise in the context of single stream curbside collection systems in Section
1.2.1, and source separation curbside collection systems in Section 1.2.2, and will only touch
upon the node routing literature in Section 1.2.3, since the literature on multi-compartment
arc routing problems is scarce. Finally, Section 1.2.4 reviews papers that study arc routing
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problems motivated by waste collection as their application.

1.2.1

Capacitated Arc Routing Problem

The underlying problem for single stream curbside collection systems is the CARP, which is
defined as follows. Given an undirected graph with a subset of edges having a non-negative
demand for a single commodity, and a homogeneous fleet of single compartment vehicles
located at a central depot, the objective of the CARP is to find the set of least-cost routes
that start and end at the depot, such that the demand of each edge is collected once by one
vehicle only, and such that the total capacity of each vehicle is not exceeded. The CARP has
been proven to be NP-hard (Golden and Wong, 1981), and has been extensively studied in
the literature over the past 38 years. The reader is referred to Corberán and Laporte (2013)
and Mourão and Pinto (2017) for a review of the latest advances in solving instances of the
CARP and its variants.
Mourão and Pinto (2017) discuss the extent to which exact methods are able to solve
instances of the CARP. The current state-of-the-art algorithms are able to find the optimal
solution of 11 out of 24 egl benchmark instances (Brandão and Eglese, 2008), with the
largest having 159 required edges. No exact methods are able to find optimal solutions for
the large egl instances, with sizes between 347 to 375 required edges. For a more detailed
overview of exact methods for the CARP, the reader is referred to Belenguer et al. (2013).
Therefore, many heuristic approaches were developed to solve the large benchmark instances.
We mention some of the more recent works and refer the reader to Prins (2013) and Mourão
and Pinto (2017) for a detailed overview of heuristic approaches for the CARP.
Many approaches are based on the use of a multitude of meta-heuristics that are adapted
to the CARP, such as ant colony (Santos et al., 2010), greedy randomized adaptive search
procedures with path re-linking (Usberti et al., 2013), memetic algorithms (Liu et al., 2013,
2014), rank based memetic algorithms (Wang et al., 2015), immune clonal selection algorithms
(Shang et al., 2016), as well as hybrid meta-heuristic approaches (Chen et al., 2016).
Other heuristic approaches take advantage of specific structural characteristics of the
CARP in order to solve the problem. Prins et al. (2009) present an approach to optimally
split a giant ordered tour of required edges into a set of feasible routes for the CARP by the
use of tour splitting algorithms. Vidal (2017) uses a solution representation where decisions
about the traversal orientation of edges are optimally made at the stage of neighbourhood
move evaluation procedures, and embeds these moves in a multi start iterated local search
algorithm, and a unified hybridized genetic search. Finally, Arakaki and Usberti (2019)
present efficiency-based path-scanning heuristics that factor both demand and distance of
candidate edges in the algorithm.
The above-mentioned papers all solve the same benchmark instances for the CARP,
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whose sizes go up to 375 required edges for the large egl instances. However, the relative
size of real-life instances is significantly larger than those instances. Recently, Kiilerich and
Wøhlk (2018) presen a new set of real-life instances for a variety of arc routing problems
including the CARP. The size of these instances is much larger than the large egl instances,
with sizes up to 8651 required edges. Wøhlk and Laporte (2018) present the FastCARP to
solve these very-large scale CARP instances, a fast heuristic that iteratively districts the
graph, and uses the CARPET neighborhood moves of Hertz et al. (2000) along with a new
fast heuristic version of the splitting algorithm in order to obtain a solution for each district.
The authors have also shown that the optimal tour splitting algorithm of Prins et al. (2009)
takes a prohibitive amount of time on the very-large graphs, which justifies the need for
new solution approaches to solve large and very-large scale instances of the CARP. This
dissertation is partially concerned with solving very-large scale instances of the CARP.

1.2.2

Multi-Compartment Arc Routing Problems

The underlying problems for source separation curbside collection systems from households
with co-collection are variants of the Multi-Compartment Capacitated Arc Routing Problem
(MC-CARP), a variant of the CARP. The MC-CARP has been scarcely addressed in the
literature, and was first presented by Muyldermans and Pang (2010a). In the MC-CARP,
there exists more than one commodity that need to be collected. Each edge may have a
positive demand for one or all of the commodities, and a fleet of multi-compartment vehicles
exists at the central depot. In this dissertation, we study two variants of the MC-CARP,
depending on the collection strategy applied by the collector.
The first variant is the No-Split MC-CARP (NSMC-CARP) (Muyldermans and Pang,
2010a; Kiilerich and Wøhlk, 2018), where a homogeneous vehicle fleet exists at the central
depot. The number of compartments in each vehicle is identical to the number of commodities
to collect, and each compartment is dedicated to one commodity beforehand. The NSMCCARP dictates that if a commodity of an edge is collected by one vehicle, then the remaining
commodities have to be collected at the same time by that vehicle. The objective of the
NSMC-CARP is to find the set of least-cost routes that start and end at the depot, such that
the demands for all commodities of one edge are collected once and by the same vehicle, and
such that the capacity of the compartments of all vehicles is not exceeded. This collection
strategy is attractive from the customers’ point of view as they are only visited once by one
collection vehicle in every collection period.
In order to solve instances of the NSMC-CARP, Muyldermans and Pang (2010a) use
a guided local search with neighbor lists and marking as speed-up techniques. They also
conduct a comparative analysis between single stream collection of each commodity and
co-collection of the commodities. They come to the conclusion that co-collection is more
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efficient than single collection, especially when the number of commodities or the vehicle
capacity increases, the items are less bulky, customer density is low, more customers request
all commodities, and the depot is more centrally located.
The second variant of the MC-CARP is the Commmodity-Split MC-CARP (CSMCCARP), which was first presented by Kiilerich and Wøhlk (2018). As opposed to the
NSMC-CARP, the commodities of the same edge can be collected by different vehicles. In
the CSMC-CARP, a heterogeneous fleet of multi-compartment vehicle types with varying
number of compartments exists at the central depot. The assignment of commodities to
the compartments of each vehicle is not known beforehand and are decision variables that
need to be determined. Moreover, there is a limited number of vehicles available of each
vehicle type. The objective of the CSMC-CARP is to find a set of least-cost routes that start
and end at the depot, such that the demand of each commodity is collected by one vehicle
only, such that the compartment capacities of each vehicle are not exceeded, and such that
the number of vehicles selected of each vehicle type does not exceed the number of vehicles
available of that type. To the best of our knowledge, the CSMC-CARP has not yet been
studied in the literature. This dissertation tries to fill that gap in the literature by solving
instances of the CSMC-CARP as well as the NSMC-CARP.

1.2.3

Multi-Compartment Vehicle Routing Problems

While the MC-CARP has scarcely been studied, the literature on its node routing counterpart,
the MC-CVRP, is more abundant. The MC-CVRP was first studied in the context of the
distribution of gasoline (van der Bruggen et al., 1995; Avella et al., 2004). El Fallahi et al.
(2008) present a version of the CSMC-CVRP in the context of the distribution of farm animal
feed where the fleet is homogeneous and the commodities are pre-assigned to compartments,
but they allow for different commodities of the same node to be collected by different vehicles.
They present a memetic algorithm and a tabu search to solve instances of the problem. Both
Reed et al. (2014) and Abdulkader et al. (2015) study the NSMC-CVRP in the context of
the collection of recyclable waste where they use of an ant colony meta-heuristic approach
to tackle it. In line with their arc routing paper on the NSMC-CARP, Muyldermans and
Pang (2010b) conduct a comparative analysis between single and co-collection by solving
instances of the NSMC-CVRP. Archetti et al. (2014) compare the cost of routing a set
of commodities under a single stream collection system to that of routing them under a
co-collection system modeled as a NSMC-CVRP. Moreover, they also consider a version of
the problem where the compartment sizes in the vehicles are flexible, modelled as a variant
of the CSMC-CVRP with split delivery. They conclude that large savings are obtained under
co-collection and split delivery, especially when the number of commodities increases. Finally,
Henke et al. (2015) consider a variant of the CSMC-CVRP with flexible compartment sizes
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in the context of colored glass waste collection, and solve instances of the problem using a
variable neighborhood search algorithm.

1.2.4

Arc Routing Problems based on waste collection
applications

As already mentioned, the collection of waste involves social, financial, economic, technical, and environmental factors. Moreover, these factors differ across countries, cities, and
municipalities. In many cases, the CARP is too simplistic to be able to model the real life
specificity of each waste collection operation being studied, and requires the study of richer
variants of the problem that factor in additional constraints to model real-life conditions
more thoroughly.
Many of the following waste collection operations are studied in an urban context. In order
to properly model the nature of urban networks, the underlying graph cannot be undirected
as in the case of the CARP. Therefore, different authors model the problem on a mixed
or directed graph to represent one and two way streets, or use a mixed multigraph to also
represent streets that have the same endpoints. For example, Maniezzo (2004) studies waste
collection in urban areas by modeling the problem as a directed CARP, and transforms the
problem into a node routing problem, which is then solved by the use of a perturbation-based
variable neighborhood search.
Coutinho-Rodrigues et al. (1993) design a software package to generate routes and
represent them on maps for the waste collection operations in five cities in Portugal. They
model the problem as a CARP on a mixed graph network with a heterogeneous fleet of
vehicles, forbidden traffic turns, and time limit constraints. The authors adapt several known
heuristics for the CARP, such as the Path Scanning of (Golden et al., 1983), to their problem,
and report a saving of almost half in the distance traveled compared to the current operations.
Ghiani et al. (2005) study a very rich problem in the context of the waste collection
operations of the municipality of Castrovillari in southern Italy. They model the problem on
a mixed multigraph, and factor in both travel and service times. Moreover, a heterogeneous
vehicle fleet with different sizes is located at the depot, with the larger vehicles unable to
service some streets. The depot is separate from the landfill, and every vehicle can make
multiple trips to the landfill, but have to return to the depot empty after the last visit to
the landfill. Finally, there exists a total workday length, and streets are divided into three
classes that require service within specific deadlines. Their solution approach consists of a
cluster-first route-second heuristic, which results in an 8% saving in the total cost. In the
context of the city of Coimbra, Portugal, Santos et al. (2011) study the same problem minus
the service requirements for different classes of streets, and present a web-based decision
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support system using google maps, which uses an ant colony meta-heuristic to solve instances
of the problem.
Bautista et al. (2008) study the operations of the municipality of Sant Boi de Llobregat,
within the metropolitan area of Barcelona in Spain. They concentrate on traffic regulations
and model the problem on a multigraph as a mixed CARP with forbidden turn constraints.
They transform the problem into a node routing problem, and use ant colony heuristics to
solve instances of the problem.
The waste collection operations of the quarters of Lisbon in Portugal have been studied
by more than one paper. Mourão and Almeida (2000) model the problem as a CARP
with the same depot and landfill constraints as Ghiani et al. (2005), and a limited fleet of
vehicles where each vehicle is required to do more than one trip. The authors present two
lower-bounding methods based on the transportation problem, to which the side constraints
are added. They then use the lower bound solutions and transform them to near optimal
solutions by using a route-first cluster-second heuristic. Mourão and Amado (2005) study
the same problem, but model the street network as a mixed graph instead. Their solution
approach initiates from a lower bound, which is used as a starting solution for their heuristic.
The heuristic consists of creating a large set of small routes, and aggregating intersecting
routes by solving, on a routes multigraph, a matching problem that maximizes the total
savings obtained from the aggregation of routes. Finally, Gouveia et al. (2010) study the
problem with a mixed graph and zig-zag collection, where vehicles can collect waste from
both sides of a street with single traversal. They present an aggregate model obtained from
two formulations of the problem.
In another study in the area of Seixal in Lisbon’s metropolitan area, Martins et al. (2015)
also model the problem as a mixed capacitated arc routing problem with zig-zag collection,
but consider the special constraint that the routes have to be balanced in terms of total
travel time. They solve instances of the problem using a heuristic approach that mixes the
resolution of aggregate models with some simple heuristic rules to assign tasks to vehicles.
Amponsah and Salhi (2004) investigate the collection of waste in developing countries
by studying the case of Ghana. Their main challenges are environmental as the hot weather
results in rapid bio-degradation of waste, and the available resources are scarce. They devise
a heuristic with a look-ahead strategy to solve a bi-objective arc routing problem model
with cost and environmental effect as the two objectives.
Sniezek and Bodin (2006) present the CARP with vehicle site dependencies, where
different classes of vehicles exist, and each class is unable to service or both service and
traverse some subset of the arcs. This is due to the fact that large vehicle classes cannot
service narrow streets, and heavy vehicle classes cannot traverse bridges and overpasses. They
present two mixed integer programs, with the first generating an initial fleet mix, and the
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second applying a route improvement procedure on feasible solutions. The feasible solutions
are obtained by a measure of goodness based on the daily fixed capital costs, variable costs,
overtime costs, and a measure of route interlacing.
Del Pia and Filippi (2006) tackle the existence of narrow streets in the town of Due
Carrare in northern Italy by conceptualizing the operation differently. They consider two
vehicle sizes, a small and a large size, and only allow small vehicles to collect the waste. The
large vehicles serve as mobile depots that meet with the small vehicles so they can empty
their load. The problem is modeled as a CARP with mobile depots, and tackled using the
variable neighborhood descent of Hertz and Mittaz (2001) for the CARP, adapted to the
problem. They report a saving of one third of the total route duration by the use of mobile
depots.
Rodrigues and Soeiro Ferreira (2015) present three variants of the CARP, one with a
heterogeneous fleet, another with limited multiple landfills, and a third including both. This
is because municipalities usually have more than one vehicle type, and might have more than
one disposal location, with these locations only being able to accommodate a limited number
of drop-offs per day. Their problem is motivated by the operations of the municipality of
Monção, a region in the north of Portugal.
Finally, Cortinhal et al. (2016) consider a different requirement of municipalities, which is
the need to sector the collection area into balanced sectors in terms of workload time, while
minimizing the total cost of all routes in all sectors. They model the problem as a sectoring
arc routing problem and solve instances of it using two local search based heuristics, a hill
climbing and a tabu search.
While the above-mentioned papers all study arc routing problems incorporating different
real-life conditions that arise in the context of waste collection, none study waste collection
in the context of more than one waste fraction or consider a multi-compartmented vehicle
fleet. This dissertation aims at filling that gap in the literature.

1.3

Contribution and outline of the dissertation

This dissertation is part of a larger research project on transportation issues in waste
management that is funded by the Danish Council for Independent Research – Social
Sciences. The research is carried out in collaboration with six different municipalities in
different regions of Denmark, with the objective of bringing insight to the municipalities on
how to efficiently and effectively design their waste collection operations.
More specifically, the dissertation focuses on single stream and source separation curbside
collection systems of recyclable and non-recyclable waste from households. Its contribution
is threefold. Firstly, it presents new algorithmic methods for multi-compartment capacitated
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arc routing problems (the NSMC-CARP and the CSMC-CARP), two problems that are
very relevant in practice, but have barely or not yet been studied in the literature in an
arc routing setting. Secondly, it targets its methodological contributions towards handling
and solving very-large scale instances of single and multi-compartment CARPs. Finally, and
most importantly, it structurally compares different configurations of curbside collection
systems from households, with the aim of providing new insights and decision support to
our municipal partners.
The dissertation consists of five self-contained papers that can be read independently.
Some of the information relayed as part of this introduction will be repeated in some of
the papers for the sake of self-containability. We note that the notation and definitons in
each paper are independent of those of other papers, and are only applicable in the context
of that paper. Chapters 2-4 present three different algorithmic methods to solve very-large
instances of the CARP and the NSMC-CARP, while Chapter 5 presents a comparison of
different curbside collection systems, and Chapter 6 presents an algorithmic method to
solve instances of the CSMC-CARP. All four algorithmic methods are tested on the real-life
curbside collection instances of Kiilerich and Wøhlk (2018) for the CARP, NSMC-CARP,
and CSMC-CARP.
Chapter 2 computationally compares several variants of the path scanning construction
heuristic of Golden et al. (1983) that are extended to the NSMC-CARP. The rationale
behind the dedication of a paper on construction heuristics is that as the size of the graph
grows, the computational time of construction heuristics increases proportionally with the
size. Moreover, the possibility of ending with a worse solution quality increases with the
size of the graph. Therefore, the need for efficient construction heuristics that give good
starting solutions becomes more important than in smaller graphs. The paper presents seven
evaluation criteria for the NSMC-CARP and considers three algorithmic scanning strategies,
and four randomization strategies. This leads to a comparison of twelve different path
scanning variants that are tested on 600 instances for the NSMC-CARP and 264 instances
of the CARP. The computational results of the paper show that our newly suggested
randomization strategy outperforms the other, and that each algorithmic scanning strategy
systematically outperforms the other strategies depending on the size of the graph.
Chapter 3 presents a heuristic to solve large-scale instances of the CARP and the NSMCCARP. The Multi-Move Chain Descent (MMCD) algorithm is tailored to take advantage of
the sizes of the graphs and the number of routes needed for each instance. The algorithm
starts by producing initial solutions using the best path scanning variant found in Chapter
2. It then uses dynamic programming and multi-move chain graphs on the initial solutions
in order to extract the best possible improvement from the full exploration of one or more
neighborhoods of moves that optimally determine the orientation of the edges in each
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route during the move evaluation. The algorithm is tested on 264 instances of the CARP
and 400 instances for the NSMC-CARP. The computational results show that the MMCD
algorithm improved the best known solution for these CARP instances for all small to large
scale instances (up to 4000 required edges). It proved, however, to be too computationally
demanding and therefore less efficient on the very-large graphs with up to 8651 required
edges.
Motivated by the shortcomings of the MMCD algorithm on the very-large graphs in
Chapter 3, Chapter 4 presents novel arc routing cluster types and clustering techniques
that arise in real-life networks, in order to solve the very-large instances of the CARP and
NSMC-CARP. The paper aims at reducing the graph sizes to sizes that are computationally
tractable, in order to speed up algorithms for these problems. The cluster types are designed
in an efficient way to contain a high number of well-connected edges and few access nodes,
and with easily computable traversal costs. The proposed algorithm is a two-phase algorithm,
starting with a clustering phase followed by a routing phase. The second phase uses an
updated version of the MMCD algorithm in Chapter 3 that is able to handle clusters in
order to solve the problem. The two-phase algorithm is tested on the same set of CARP
and NSMC-CARP instances, which results in an improvement of half of the best known
solutions for these instances. The results also show that the clustering is more effective as
the number of waste types increases.
Chapter 5 presents a comparative study of the transportation component of different
curbside collection systems of household recyclable and non-recyclable waste in the context of
Denmark. The paper considers four systems, which are compared based on two measures: the
total distance driven, and the number of routes. The first system is a single stream system to
collect one waste type for disposal at landfills or incinerators. The second system is a single
stream system to collect mixed recyclables for subsequent sorting at the treatment facilities.
The third system is a source separation system in which each waste type is collected by its
own dedicated fleet of single compartment vehicles and treated as a single stream system for
each waste type. The last system is a source separation system co-collecting all waste types
at the same time by multi-compartment vehicles. The methodological approach of the paper
consists of using the MMCD algorithm of Chapter 3 to solve a large number of new CARP
instances for single stream systems, and new NSMC-CARP instances for source separation
systems with multi-compartment vehicles, which are more systematically comparable than
the instances of Kiilerich and Wøhlk (2018). The experimental results show, among other
things, that there is a significant increase in the total distance driven and in the number of
routes when a higher degree of recycling is required, as opposed to simply disposing of the
waste.
Finally, Chapter 6 presents a matheuristic approach for the CSMC-CARP. The CSMC-
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CARP is a more complex and constrained problem than the CARP and the NSMC-CARP,
and consists of three decision levels: vehicle selection, the assignment of waste types to
the compartments of each selected vehicle, and the routing of each vehicle. The proposed
approach decomposes the problem into different sub-problems that are tackling one or two
of the decision levels at a time. The algorithm is a three-phase algorithm consisting of first
selecting a set of attractive compartment assignments for the different vehicle types. Then,
the compartment assignments are given as input to the routing phase that iteratively solves
a version of the CSMC-CARP with an unlimited sized fleet in order to produce a large
number of routes servicing different combinations of fractions. The final phase uses all the
routes obtained in the routing phase as input to a set partitioning problem that finds the set
of least-cost routes covering each edge-waste type pair, while respecting the limited numbers
available of each vehicle type. Note that this chapter is still a work in progress.

Note on detailed computational results: This dissertation is supplemented by an electronic appendix titled “Appendices of Detailed Computational Results”, which contains the
detailed computational results for the instances solved in Chapters 2, 3, and 4. For the detailed computational results in each of these chapters, the reader is referred to the respective
appendix corresponding to the chapter in the appendices of detailed computational results.
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Abstract
The aim of this paper is to computationally compare several variants of the Path Scanning
(PS) algorithm extended to the No-Split Multi-Compartment Capacitated Arc Routing
Problem (NSMC-CARP). It presents seven PS evaluation criteria for the NSMC-CARP,
inspired by the original PS criteria for the CARP. It also considers three algorithmic scanning
strategies (the original scan, the double outer scan, and a new parallel scan), and four randomization strategies (deterministic, edge randomization, criteria randomization, and a new
partial randomization). Hence, a total of 12 different variants are investigated. The different
PS algorithms were tested on a set of real-life instances in the context of waste collection in
Denmark, varying in sizes (18-8584 required edges), and in the number of compartments in
the vehicles (2-4 compartments). The results show that the partial randomization strategy
exhibits the best behavior compared to the other three, and that, depending on the size
of the graph, one algorithmic scanning strategy systematically outperforms the others. In
addition, results are presented for similar instances for the CARP using the best algorithmic
settings found for the NSMC-CARP.
Keywords: Arc Routing; No-Split Multi-Compartment Capacitated Arc Routing Problem;
Capacitated Arc Routing Problem; Construction Heuristic; Path Scanning.
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2.1

Introduction

The Multi-Compartment Capacitated Arc Routing Problem (MC-CARP) is a variant of the
Capacitated Arc Routing Problem (CARP) that arises in many applications such as waste
and recyclables collection from households. The MC-CARP differs from the CARP in that
each edge has one or more demand for a set of commodities that need to be collected by multicapacitated vehicles. In the context of waste collection, the commodities are denoted as waste
fractions that need to be collected from the households. The No-Split Multi-Compartment
CARP (NSMC-CARP) is a variant of the MC-CARP with the constraint that if a vehicle
arrives at a household, it either picks up the totality of the waste fractions present at the
household, or nothing (Muyldermans and Pang, 2010a; Kiilerich and Wøhlk, 2018).
The NSMC-CARP is defined on an undirected graph G = (N , E), where N is the set
of nodes and E is the set of edges. A cost cij > 0 is associated with every edge (i, j) ∈ E.
Let F be the set of waste fractions that need to be collected, and ER ⊆ E be the set of
required edges, where for every edge (i, j) ∈ ER and each waste fraction f ∈ F is associated
f
a non-negative demand qij
≥ 0, such that every edge (i, j) ∈ ER has demand for at least

one waste fraction, with the majority of edges having demand for all waste fractions. A
homogeneous fleet of multi-compartment vehicles K exists at the depot node v0 ∈ N , such
that each vehicle has the same number of compartments as the number of waste fractions
present at the households. Each vehicle k ∈ K has a compartment capacity Qf , such that
each compartment is pre-associated with a waste fraction f ∈ F.
The objective of the NSMC-CARP is to find a set of least-cost routes that start and end
at the depot node, such that the waste fractions of each required edge are serviced by one
vehicle only and all required edges are serviced, without violating the compartment capacities
for each compartment in each vehicle. A comprehensive description and mathematical models
for the NSMC-CARP can be found in Kiilerich and Wøhlk (2018).
The Capacitated Arc Routing Problem (CARP), which is a simpler variation of the
problem containing single compartmented vehicles, was introduced by Golden and Wong
(1981). The Path Scanning (PS) algorithm (Golden et al., 1983), which is one of the first
heuristics for the CARP, is still one of the best and fastest construction heuristics for the
CARP (Prins, 2013). The concept of the PS is to build routes one at a time by iteratively
adding an unserviced edge to the end of the current route. At each iteration of the algorithm,
starting from the partial route ending in node v, it scans through the set of unserviced
required edges and adds the nearest edge to the end of the route. If more than one edge is
nearest to v, a tie breaking criteria is used to choose which edge should be added next. If no
more unserviced edges can be added to the current route without exceeding the vehicle’s
capacity, the shortest path back to the depot is taken from the end node v in the route, and
a new route is started. The authors present five different tie breaking criteria to determine
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the nearest unserviced edge (i, j) to be serviced next:
1. Minimize the ratio between the cost of an edge and its demand cij /qij
2. Maximize the ratio between the cost of an edge and its demand cij /qij
3. Minimize the cost to return to the depot node from node j
4. Maximize the cost to return to the depot node from node j
5. If the vehicle is less than half full, use criterion (4), else use criterion (3)
Golden et al. (1983) solve a problem instance five times, once for each criterion, and
return the best solution obtained from the five runs. However, they do not specify in their
paper how they select the next edge to service if no feasibly serviceable edges are incident to
the last visited node. Several subsequent works adopted the convention that if no incident
edge to the current node can be serviced, the route visits the nearest node incident to feasibly
serviceable edges (Evans and Minieka, 1992; Lacomme et al., 2004; Belenguer et al., 2006;
Wøhlk, 2005).
Pearn (1989) presents a version of the PS where, at each iteration, a different criterion
is chosen at random with equal probability to evaluate the whole set of nearest serviceable
edges from the current node. The algorithm is run a number of times and returns the best
solution.
Belenguer et al. (2006) compare the original PS and that of (Pearn, 1989) with another
variant of the algorithm where, at each iteration, an edge is chosen at random from the set
of nearest feasibly serviceable edges from the current node, without considering any of the
criteria. The algorithm is also run a number of times and returns the best solution.
Wøhlk (2005) combines the PS with another well-known CARP heuristic, the AugmentMerge algorithm (Golden and Wong, 1981). The first phase of the algorithm includes choosing
the farthest edge from the depot, initiating an edge chain, and the algorithm keeps on adding
feasible edges to both ends of the chain until no edges can be added, which are then connected
to the depot by a shortest path from both ends. The second phase of the algorithm uses the
Merge phase from Golden and Wong (1981) to merge edge chains together to form feasible
routes.
Santos et al. (2009) improve the random PS of Belenguer et al. (2006) by introducing
an ellipse rule to it, which forces a route nearing the capacity of its vehicle to service edges
that are only within a certain shortest path distance to the depot.
Two randomized versions of the PS of Pearn (1989) were presented in the literature.
Reghioui et al. (2007) use the PS in a GRASP framework to solve the CARP with Time
Windows, where at each iteration of the scan, an edge is selected at random from a Restricted
Candidate List containing a certain number of current best feasible edges. González Martín
et al. (2011) use the PS to solve the CARP in a similar way, where all the feasible arcs are
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sorted based on the current criterion and are given different weights following a geometric
distribution, with the next arc being chosen randomly based on the probability distribution.
The PS can be divided into two main decision components: the way the routes are
created and added to the solution, including the way the routes scan for edges (which will
be refer to as Algorithmic Scanning Strategy); and the way the algorithm chooses an edge
among the nearest edges that can be added to the current route (which will be referred to
as Randomization Strategy).
Considering both components, the contribution of this paper is twofold. Firstly, it aims
at studying the path scanning algorithm and its different variants in the context of the
NSMC-CARP by presenting an approach to extend the different versions of the path scanning
algorithm to the NSMC-CARP. Secondly, it aims at introducing a new variant of the PS
based on partial randomization of the edge choice, and using two additional algorithmic
scanning strategies in a path scanning framework: the first uses the double outer scanning
technique of (Wøhlk, 2005), and the second is a new technique based on a simultaneous
construction of routes at the same time. The double outer scan mainly differs from the
original PS by the fact that it initiates a new route from the furthest unserviced required
edge and scans from both sides of the edge back to the depot, as opposed to starting from
the depot and scanning out until the route is saturated and then returning to the depot.
The parallel scan differs from the original PS in that it decides, at the beginning of the
algorithm, how many routes the graph needs to be feasibly solved, and builds these routes
simultaneously just like in the original PS.
The different PS algorithms were tested on a set of real-life instances derived from waste
collection operations in different parts of Denmark, varying in sizes (the smallest with 25
nodes and 18 required edges, and the largest with 11656 nodes and 8584 required edges),
and in the number of compartments in the vehicles (2-4 compartments).
The remainder of this paper is organized as follows. The different variants of the PS
algorithm are detailed in Section 2.2, while the computational results are given in Section
2.3, followed by a conclusion in Section 2.4. Detailed results for the NSMC-CARP can be
found in Appendix A.1 in the appendices of detailed computational results. For completeness,
results for real-life waste collection instances for the CARP are presented in Appendix A.2
in the appendices of detailed computational results using the best PS algorithm found for
the NSMC-CARP.

2.2

Solution Approach

This section presents the different variants of the PS algorithm studied. Three different
algorithmic scanning strategies are detailed in Section 2.2.1, and four different randomization
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strategies are detailed in Section 2.2.2, resulting in twelve different variants of the PS. Finally,
Section 2.2.3 presents how the PS can be adapted to the NSMC-CARP by adapting the
selection criteria to the studied problem.

2.2.1

Algorithmic scanning strategies

In this section, the different algorithmic scanning strategies are presented. An algorithmic
scanning strategy consists of making decisions, firstly, on how the routes are created and
added to the solution, and secondly, on how the scan for unserviced edges is done. In all
algorithmic scanning strategies, whenever a new route is added to the solution, it is initiated
at the depot, and when the route is saturated in terms of vehicle capacity, the shortest path
from the end node to the depot is added. Three different algorithmic strategies are studied
in the context of this paper: the Original Path Scanning (OPS) (Golden et al., 1983), the
Double Outer Scan (DOS) (Wøhlk, 2005), and a new strategy based on a Parallel Scan (LS).

1. Original Path Scanning (OPS): This is the traditional scanning used in the original
PS and its variants, where one route is added to the solution at a time, and at each
iteration, an edge is chosen from the set of nearest feasible edges from the current
node.
2. Double Outer Scan (DOS): This variant uses the Double Outer Scanning strategy of
(Wøhlk, 2005) in a PS setting. When a new route is added to the solution, the farthest
edge from the depot is chosen and the scanning is done from both sides of the edge,
alternating to the other side when no more directly incident edges to the current node
can be added from the current side. When a side is re-visited, the algorithm looks at
the set of nearest feasible edges from the current node and starts the scan from there.
3. Parallel Scan (LS): Determines the minimum number of routes needed to solve the
instance and adds all the routes to the solution at the same time. At each iteration,
the scanning is done as in the OPS strategy until no directly incident feasible edges
from the current node exist. The algorithm then jumps to the next route, and keeps
on iterating through the routes one by one. When a route is re-visited, the algorithm
looks at the set of nearest feasible edges from the current node and starts the scan from
there. If the number of routes in the solution proves to be insufficient to service the
whole network at the end of the algorithm, one more route is added and the algorithm
is restarted.
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2.2.2

Randomization strategies

This section presents the different randomization strategies used in the PS variants. A
randomization strategy is defined as the way the algorithm decides, at each step of the
scan, how to choose the next edge to add to the current route from the set of nearest
unserviced edges. This also takes into account the degree of randomization in the choice, i.e.,
the degree of determinism or randomization of the algorithm. Four different randomization
strategies are studied in the context of this paper: Deterministic (Golden et al., 1983), Edge
Randomization (Belenguer et al., 2006), Criterion Randomization (Pearn, 1989), and a new
randomization strategy based on Partial Randomization.
1. Deterministic (DR) : Similarly to Golden et al. (1983), this strategy runs the PS once
for each of the b different selection criteria, choosing at each step of the scan the best
edge for the criterion of the current run from the set of nearest feasible edges.
2. Edge Randomization (ER): Similarly to Belenguer et al. (2006), this strategy runs the
PS m times without considering any criteria, choosing at each step of the scan an edge
at random from the set of nearest feasible edges.
3. Criterion Randomization (CR): Similarly to Pearn (1989), this strategy runs the PS m
times, and chooses at each step of the scan a criterion at random with equal probability,
selecting the best edge for that criterion from the set of nearest feasible edges.
4. Partial Randomization (PR): This strategy runs the PS m times for each of the b
selection criteria and selects, at each step of the scan, an edge at random from the set
of nearest feasible edges whose criterion value is at most p% worse than the criterion
value of the best edge in the set. The value of p% varies from run to the other, and
m different p% values are chosen by increasing the p% value by a fixed interval every
time, resulting in b × m runs.

2.2.3

Selection criteria for the NSMC-CARP

Inspired by the PS tie breaking criteria for the CARP (Golden et al., 1983), seven different
selection criteria were defined for the NSMC-CARP, two of which are common with the
CARP and are related to the distance back to the depot from the end of the edge (criteria 5
and 6 below), while the remaining five, related to the demands and capacities of the vehicle,
were extended from the remaining three CARP criteria, taking into account the different
compartments and demands for different waste fractions.
f
Define the ratio qij
/Qf to be the occupancy of the demand of edge (i, j) for waste

fractions f ∈ F in the compartment of capacity Qf assigned to that waste fraction. The
occupancy ratio can be perceived as the percentage of the capacity of the compartment that
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f
the demand of the edge for that waste fraction would occupy. Define λij = min qij
/Qf

o

f ∈F

to be the minimum occupancy between all waste fractions of the same edge (i, j), and
n

f
λij = max qij
/Qf
f ∈F

o

to be the maximum occupancy between all waste fractions of that

edge. Moreover, let H be the set of nearest unserviced edges to the current node v in the
current route r that can be added to the route without exceeding the overall capacities of
all compartments in the vehicle assigned to that route. Based on that, the seven different
criteria are defined as:
1. Minimize the ratio of the minimum occupancy λ over the cost of the edge: min

nλ o
ij

cij

(i,j)∈H

2. Maximize the ratio of the minimum occupancy λ over the cost of the edge: max

nλ o
ij

cij

(i,j)∈H
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3. Minimize the ratio of the maximum occupancy λ over the cost of the edge: min
(i,j)∈H

4. Maximize the ratio of the maximum occupancy λ over the cost of the edge: max
(i,j)∈H

5. Minimize the distance to return to the depot node from j
6. Maximize the distance to return to the depot node from j
7. If max

f inF

nP

f
ij∈r qij

o

≤ Qf /2, minimize the distance to return to the depot (criterion

5), else maximize the distance (criterion 6).

2.3

Computational Experiments

The different algorithmic scanning strategies and randomization strategies were combined
into twelve different algorithm variants of the PS and implemented as in Table 2.1.

Table 2.1: Path Scanning algorithm variants.
Randomization strategy
Deterministic (DR)
Edge Randomization (ER)
Criterion Randomization (CR)
Partial Randomization (PR)

Algorithmic scanning strategy
Original Scan (OPS) Double Outer Scan (DOS) Parallel Scan (LS)
DR-OPS
DR-DOS
DR-LS
ER-OPS
ER-DOS
ER-LS
CR-OPS
CR-DOS
CR-LS
PR-OPS
PR-DOS
PR-LS

The algorithms were tested on three sets of 200 instances each. The first two sets (base and
R sets) consist of real life instances for the No-Split MC-CARP developed by Kiilerich and
Wøhlk (2018) in collaboration with five waste collection companies from different counties
in Denmark. The instances are divided into four different types (A,B,C,D), varying with
the number of waste fractions present at required edges, (2,3,4,4), respectively. Each type
contains 50 instances from five different counties in Denmark (F,K,N,O,S), varying from
urban, to semi-urban, to rural settings. Each county set contains 5 graphs of varying sizes,
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the smallest formed by 25 nodes and 18 required edges, and the largest by 11656 nodes
and 8584 required edges. Each graph is combined with two different vehicles with varying
vehicle-compartment sizes. The R set uses the same graph networks and vehicles as the
base set, but differs from it by the demands of different waste fractions which are slightly
randomized from the real life data. The final set of instances is the T set, which also uses the
same graph networks and vehicles as the first two, where some randomly chosen demands
have been completely removed.
Each algorithm was run once on all 600 instances with the same randomness seed on
six parallel CPUs on a VMware virtual machine with the following specs: Intel(R) Xeon(R)
CPU E5-2680 0 at 2.70GHz with 64GB of vRAM. With the aim of obtaining fair comparison
across algorithms, the DR algorithms run 7 iterations, one for each criterion, the CR and
ER algorithms run 20 random iterations each, and the PR algorithms run 28 iterations,
running each of the seven criteria four times with values for p% = {0.25, 0.50, 0.75, 1.0}.
Full computational results can be found in Appendix A in the appendices of detailed
computational results.
Section 2.3.1 presents an analysis of the deterministic path scanning (DR) over the three
algorithmic scanning strategies, the different criteria, and the different instance sets; Section
2.3.2 presents a comparison of all twelve algorithms; and finally, Section 2.3.3 presents a
detailed analysis of the best randomization strategy obtained in Section 2.3.2 for all three
algorithmic scanning strategies, in terms of the variation of the performance of the three
algorithms with the size of the graph, the number of routes in the solution, and the average
number of required edges per route.

2.3.1

Deterministic Path Scanning (DR) analysis

Table 2.2 gives an aggregate overview of the performance of the different selection criteria of
the deterministic (DR) algorithms on all three instance sets. The term relative performance
will be used to refer to the percentage of times each algorithm variant found the best solution
relative to the other algorithm variants, while average performance will be used to refer to
the average deviation from the best solution for each algorithm variant. For each criterion
and each DR algorithm variant, columns 2-4 in the table list the relative performance,
and columns 6-8 similarly list the average performance. Columns 5 and 9 list the average
performance of each criterion for the two measures, respectively, across all DR algorithms.
The last row lists the aggregate performance of the algorithms considering the best solution
obtained from all the criteria.
Looking at the first part of the table (columns 2-4), it is clear that three criteria dominate
across all DR algorithms: (2) minimizing the occupancy ratio and maximizing the occupancy
over cost ratio, (4) maximizing the occupancy ratio and maximizing the occupancy over
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cost ratio, and (6) maximizing the distance to return to the depot from the current node.
Moreover, the DR-DOS seems to be finding the best solution in 6% more times than the
other two variants. When it comes to the average percentage above best, the table shows
that the hybrid criterion (7) is the best on average, followed by criterion (6) for the DOS
and LS scanning strategies. Criterion (4) seems to be performing well with the OPS strategy,
but performs less well for the other two. Comparing all three algorithms together, the OPS
strategy seems to be the closest on average to the best found solution, the DOS being 3.2%
worse on average, and the LS 6.6% worse.
In terms of the CPU run time of the DR algorithm under the different strategies, table
2.3 provides the relative CPU time performance of each of the 12 PS variants, presented
as the average percentage away from the fastest variant over all instances. It can be seen
in the table that, for the deterministic algorithms, the OPS proved to be the fastest on
average with the lowest deviation from the fastest variant of 18%. The DOS proved to be
109% slower on average, which is logical since the double sided scan in the DOS does twice
as much scanning as the one sided scan in the OPS. As for the LS, it proved to be a very
slow and unstable algorithm, being 638% slower than the fastest algorithm. This is due to
the fact that for large graphs, the algorithm is unable to determine the right number of
minimum routes needed from the start, resulting in many restarts of the algorithm before
finding a feasible solution.
Thus we can conclude that the DR-DOS performed the best in most instances, whereas
the DR-OPS had the best performance on average, and the DR-LS performed the worse.

Table 2.2: Performance of the DR algorithms.

In order to investigate if there are any differences in the results across the three instance
sets, a comparison was undertaken of the results for the three instance sets separately. Tables
2.4 and 2.5 present an overview of the performance of the different selection criteria and
DR algorithms by instance set. Columns 2-4, 5-7, and 8-10 list, respectively, the relative
performance in Table 2.4, and the average performance in Table 2.5. In Tables 2.4 and 2.5,
the comparison in each column is made relative to the different criteria for one algorithm
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variant and instance set, while the final row compares across the three PS variants for each
instance set.

Table 2.3: Relative CPU time performance for the different PS variants.

Table 2.4 shows that each strategy performs the best in one of the sets (the OPS in
the base set, the DOS in the R set, and the LS in the T set). Criterion (6) is performing
better than other criteria across all sets, followed by criteria (2) and (4). As for average
performance of the algorithm (Table 2.5), the OPS strategy performs the best over all three
sets, being twice as robust as the DOS strategy in the base instance, but in the randomized
sets, the difference is minimal between both strategies. The LS strategy generally has the
lowest average performance.

Table 2.4: Relative performance of the DR algorithms for each instance set.

Table 2.5: Average performance of the DR algorithms for each instance set.
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Aggregate results analysis

Table 2.6 gives an aggregate overview of the relative performance, i.e., the percentage of times
each of the twelve PS algorithm variants found the best solution on all three instance sets.
Rows 2-5 in the first column list the four randomization strategies, and columns 2-4 the three
algorithmic scanning strategies. Each cell presents the percentage of times the combination
(Randomization Strategy-Algorithmic Scanning Strategy) found the best solution. Column
5 lists the average performance of each randomization strategy across the three algorithmic
scanning strategies, while row 6 lists the average performance of each algorithmic scanning
strategy across all randomization strategies.
As can be seen, four PS variants clearly outperform the others: the CR-LS, the PRDOS, the PR-LS, and the PR-OPS, respectively, with no clear winner among the four.
It is clear, however, that the PR strategy performs the best across all three algorithmic
scanning strategies, finding the best solution 3.5% times more on average than the CR and
ER strategies. The DR is the worst of the strategies, which is consistent with its performance
on the benchmark CARP instances (Belenguer et al., 2006). As for the algorithmic scanning
strategies, the LS seems to be slightly more performant than the DOS and the OPS, but no
clear winner can be highlighted in this table.

Table 2.6: Relative performance of all PS algorithms.

Table 2.7 gives an aggregate overview of the average performance of all twelve PS
algorithm variants on all three instance sets. The table is structured similarly to Table 2.6.
It is clear that the OPS strategy has the best average performance for all randomization
strategies, being on average 3.8% closer to the best solution than the DOS and 5.7% than
the LS, which always had the worst average performance. As for the different strategies, the
PR was 0.5% more performant on average than the CR and the ER, with the DR being the
worst. Note that the run time analysis for each of the randomization strategies is consistent
with the analysis conducted on the DR.
Comparing the results across all three instance sets, Tables 2.8 and 2.9 present an
overview of the performance of all PS algorithms by instance set. Rows 3-6 in columns 2-4,
5-7, and 8-10 list,respectively, the percentage of times each PS algorithm variant found the
best solution in Table 2.8, and in Table 2.9 they list the average deviation from the best
solution.
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Table 2.7: Average performance of all PS algorithms.

It can be seen in Table 2.8 that the best algorithm differs across instance sets. The
PR-OPS and CR-OPS strategies are the best for the base instances, the PR-DOS, PR-LS,
and CR-LS for the R instances, and the PR-LS and CR-LS for the T instances. The OPS
strategy is the best on average for the base instances, the DOS and LS almost equally good
for the R instances, and the LS is the best for the T instances, indicating that the more the
demand is variant at each edge, the worse the performance of the OPS is and the better that
of the LS is. The average performance in Table 2.9 across the three instances is consistent
with the average performance analysis for all algorithms, where the OPS strategy seems to be
averagely the most performant for the three instances, but the DOS is more performant on
average for the base instances, but is slightly overtaken by the LS for the R and T instances,
except for the DR strategy.

Table 2.8: Relative performance of all PS algorithms for each instance set.

Table 2.9: Average performance of all PS algorithms for each instance set.

2.3.3

Detailed analysis

As the PR algorithms proved to be the best PS variant in the previous section, we conducted
a more detailed analysis on them in order to better understand the effects that the size of
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the graph, the number of routes, and the average number of required edges per route have
on the quality of the solution for the three different algorithmic scanning strategies. We
also tested the performance behavior of the different algorithmic scanning strategies across
the different counties (F,K,N,O,S) and the number of waste fractions (A,B,C,D), but no
interesting behavior was found.
Figure 2.1 presents a plot of the percentage above the best solution found varying with
graph size (defined by the number of required edges) for each of the algorithmic scanning
strategies. The LS technique seems to be most performant for really small graphs, more
precisely for those between 0 and 500 edges, with the average performance on graphs smaller
than 300 edges being 2.6%, and 4.5% for graphs smaller than 500 edges. The OPS is worse
for really small graphs of up to 500 edges, but equally good for graphs between 500 and
1000 edges. The DOS is really bad for small graphs, with the solution being up to 80% worse
than the best solution found for the smallest graphs. In fact, the average performance of
the DOS on graphs that are smaller than 100 edges is around 40%. Yet, for graphs that
are larger than 1000 edges, the LS starts to become really bad compared to the other two
scanning strategies, with an average performance around 26% away from the best solution
for graphs larger than 1000 edges, as opposed to 11% for the OPS and 3% for the DOS. In
fact, on average, the DOS is the best for graphs larger than 1000 edges, and it is clear that
for graphs larger than 2200, it dominates both on average (with 1.5%) and in terms of the
number of best solutions found.
Hence, the LS is best for small graphs up to 500 required edges, while the DOS is better
for large graphs of a size larger than 2200 edges, and the OPS for graphs in between.

Figure 2.1: Variation of the solution quality of the PR algorithms with the
graph size.

Figure 2.2 presents for each of the algorithmic scanning strategies a plot of the percentage
above the best solution found varying with the number of routes in the solution. The LS is
best for solutions with a small number of routes (1-30), but for solutions with more routes,
the quality of the LS solution deteriorates really quickly, with a performance between 40% to
50% worse for solutions with a large number of routes. On the other hand, the average quality
of DOS solutions seems to be really bad for solutions with a small number of routes, but
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becomes really performant for solutions with more than 50 routes, dominating the other two
algorithmic scanning strategies. The OPS seems to be best for solutions with a small number
of routes (1-50), deteriorating in average performance as the number of routes increases
(more than 50). Hence, the LS is best for solutions with a small number of routes of up to
30, the OPS for solutions between 30 and 50, but the DOS clearly dominates for solutions
with a large number of routes (more than 50).

Figure 2.2: Variation of the solution quality of the PR algorithms with the
number of routes.

Figure 2.3 plots all the solutions that were within 1% of the best solution, in terms of the
number of routes in those solutions and the average number of required edges per route. The
LS strategy, having been shown to be best for a small number of routes in the solution, seems
to be better for solutions with few routes and few edges per route (up to 50 edges), but also
for solutions with few routes and many edges (up to 400 edges). The OPS strategy seems to
be performing best for a small number of routes (up to 50) with the number of edges in the
routes varying mainly between 50 to 200 edges. The DOS is dominating solutions with many
routes (more than 50), with these routes not having many edges per route (up to 100). The
DOS seems to also perform well on a small set of instances with few short routes.

Figure 2.3: Solutions within 1% of the best found solutions varying with the
number of routes and the average number of required edges per route.

2.4. Conclusion
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Conclusion

This paper aimed at extending the path scanning algorithm from the CARP to the No-Split
Multi-Compartment Capacitated Arc Routing Problem. It introduced a new PS algorithm
variant (PR) with partial randomization of edge choices at each iteration, and a new algorithmic scanning strategy, the Parallel Scan (LS), which builds routes simultaneously.
It also extended the original PS scanning criteria to the NSMC-CARP, resulting in five
new criteria, two of which proved to be very promising (the criterion that minimizes the
occupancy ratio of the compartments and maximizes the occupancy over cost ratio, and
the criterion that maximizes the occupancy ratio and maximizes the occupancy over cost
ratio) along with the maximum distance to return to the depot, a criterion common with the
CARP. Four randomization strategies (deterministic, criterion randomization, edge randomization, and partial randomization) and three algorithmic scanning strategies (original scan,
double outer scan, and parallel scan) were tested, resulting in twelve different PS algorithm
variants. The different algorithms were tested on a set of real-life instances derived from
waste-collection operations in different areas of Denmark, varying in sizes and in the number
of waste fractions.
The PR proved to be the best randomization strategy, clearly performing better cumulatively and on average than the other strategies. The aggregate results showed a slight
advantage for each of the algorithmic scanning strategies on one of the instance sets, but the
results were too close to be able to find a clear winner. However, the total run times of the
LS algorithms were very high compared to the other two algorithmic scanning strategies. A
more detailed analysis of the PR and the three algorithmic scanning strategies showed that
the PR-LS performs the best on small graphs up to 300 required edges, and on solutions
with a small number of routes (up to 30), with these routes being short on average (up to 50
edges per route). However, even though the PR-LS was best for graphs up to 300 required
edges, the running time of the algorithm was competitively reasonable up to a graph size
of 50 required edges, with the run time on larger graphs proving to be computationally
detrimental. A better way of determining the number of routes needed at the beginning of
the algorithm could speed it up significantly.
Moreover, the PR-DOS performs the best on large graphs larger than 1000 required
edges, and for solutions with a high number of routes (more than 50 routes), with a slight
increase of the algorithm time compared to the PR-OPS. The PR-OPS performs best on
small graphs up to 1000 required edges (except on really small graphs), and on solutions
with few routes that are medium-sized (less than 50 routes of a size of 50 to 200 edges
per route). Hence, the new PS algorithm with partial randomization outperforms other PS
variants presented in the literature, and the double outer scan (DOS) is a very promising
algorithmic scanning strategy to use instead of the original path scanning (OPS), especially
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proving to be the best on large graphs that are larger than 1000 required edges.
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Abstract
The purpose of this paper is to develop a heuristic to solve large-scale instances of single
and multi-compartment arc routing problems, motivated by waste collection operations in
Denmark. The Multi-Move Chain Descent (MMCD) algorithm is tailored to take advantage
of the sizes of the graphs and the number of routes needed in each instance. Through
the use of dynamic programming and multi-move chain graphs, the algorithm extracts as
much improvements as possible from the full exploration of one or more neighborhood of
moves that optimally orient edges in the routes. After an initial construction phase, initial
solutions are ordered and are improved, one by one, using multi-move chain graphs. At each
iteration, a random order of routes and a random set of neighborhood moves are chosen, the
multi-move chain graph is created, and the chain of moves with the highest improvement
possible is applied to the solution. The heuristic was tested on 264 benchmark instances for
the Capacitated Arc Routing problem (CARP) and 400 instances for the No-Split MultiCompartment CARP (NSMC-CARP) containing up to 11656 nodes, 12691 edges, and 8651
required edges, with some instances needing up to 328 routes. The MMCD algorithm was
compared to the FastCARP heuristic for the CARP and variants of the Path Scanning
heuristic for the NSMC-CARP. It improved almost all small to large-scale (up to 4000
required edges) solutions for the CARP, and improved all solutions for the NSMC-CARP.
Keywords: Arc Routing; Waste Collection; Heuristics; No-Split Multi-Compartment Capacitated Arc Routing Problem; Capacitated Arc Routing Problem.
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3.1

Introduction

The purpose of this paper is to develop a heuristic to solve large-scale single and
multi-compartment arc routing problems that arise in waste collection operations in
Denmark, among other applications. The heuristic is based on the idea of building
chains of classical neighborhood moves (relocate, swap, 2-opt etc.) between different
edges of all the routes in the solution through a series of ejection chains. At each
iteration of the algorithm, through the use of dynamic programming, the algorithm
performs a subset of neighborhood moves from the current solution state that is
optimal for that state, such that the combined saving of the moves results in the
highest saving possible. For instance, this lets the algorithm select two second best
improving moves which, jointly, are more improving than the single best improving
move in the current state. The algorithm is tailored for large-scale instances that
include a large number of routes, making it more beneficial to chain moves through
a sequence of routes in a solution instead of applying a classical greedy local search
that applies one move at a time.
Through a collaboration with six out of ninety-eight counties in Denmark, the
study is seeking to provide the counties with insight on how to best plan the routing
of their curbside collection operations. Curbside collection is a service provided by
the municipalities consisting of the collection of household waste and recyclables
from households within each county. Since each county is responsible for planning
and designing its own collection system, different collection strategies are adopted at
each county. The degree of recycling varies among counties, where some only collect
general waste, while others collect up to seven waste types: general waste, organic
waste, plastic, metal, glass, paper, and cardboard. Moreover, some counties collect all
waste fractions at the same time, while others prefer to collect each fraction on its
own. All counties plan their collection operations at a street segments level, where all
households on the same street are serviced by the same collection vehicle. Such an
operational decision is attractive from a customer point of view where all neighboring
households are serviced at the same time, and from an operator point of view, as it is
easier for the driver to service full street segments rather than specific households on
different streets. Depending on the decisions made by the counties on the structure of
their curbside collection strategy, the resulting problem can be qualified either as a
classical Capacitated Arc Routing Problem or a Multi-Compartment Capacitated Arc
Routing Problem. See Kiilerich and Wøhlk (2018) for further details on the counties
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and their operations.

The Capacitated Arc Routing Problem (CARP) is the underlying problem used in
the literature to model a diverse number of real-life routing applications, such as waste
collection, mail delivery, salt gritting etc. The CARP was first presented by Golden
and Wong (1981), and has since then been extensively studied in the literature through
exact and heuristic methods, of which we mention Hertz et al. (2000); Lacomme et al.
(2004); Prins et al. (2009); Santos et al. (2010); Usberti et al. (2013), with the current
state-of-the-art methods being those of Chen et al. (2016) and Vidal (2017). The
CARP is defined on an undirected graph G = (N , E), where N is a set of nodes, and
E a set of edges. With each edge e ∈ E is associated a positive traversal cost ce > 0,
which is independent of whether the edge is being serviced or deadheaded. A subset of
required edges ER ⊆ E exists such that with each edge e ∈ ER is associated a positive
demand qijf > 0. A homogeneous fleet K of uni-compartmental vehicles, each with a
compartment capacity Q, is present at the depot node v0 . The objective of the CARP
is to find a set of least cost closed routes Rk , k ∈ K that start and end at the depot
node, servicing the demand of all the required edges such that the cumulative demand
of each route does not exceed the vehicle capacity, and such that each required edge
is serviced by one vehicle only.
The CARP is suitable to model the case where counties have only one waste
fraction to collect, or collect each waste fraction separately. However, it falls short
when modeling more elaborate collection strategies. One collection strategy adopted
by some counties in Denmark is to collect multiple waste fractions of all households on
a street segment simultaneously by a multi-compartment vehicle, such that the split
collection of different waste fractions by different vehicles is not allowed. This strategy
is desirable from a customer perspective, where customers usually do not appreciate
being visited by many waste collection vehicles for their different waste fractions, and
would rather see all their waste collected once by one vehicle. Moreover, this strategy is
sometimes necessary to adopt due to logistical limitations of the bins at the households
where one multi-compartment bin exists instead of many. An extension of the CARP
able to model this collection strategy is the No-Split Multi-Compartment Capacitated
Arc Routing Problem (NSMC-CARP) (Kiilerich and Wøhlk, 2018).
As the CARP, the NSMC-CARP is defined on an undirected graph G = (N , E)
with a positive cost ce > 0 associated with every edge e ∈ E. Let F be the set of waste
fractions that need to be collected, and for each required edge e ∈ ER , let qef ≥ 0 be
the demand for each waste fraction f ∈ F, with

P

f ∈F

qef > 0. A homogeneous fleet
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K of multi-compartment vehicles exists at the depot node v0 ∈ N , each having |F|
compartments. Each vehicle k ∈ K has a compartment capacity Qf for each waste
fraction f ∈ F, such that the compartments are pre-assigned to each waste fraction.
The objective of the NSMC-CARP is to find a set of least cost closed routes Rk , k ∈ K
that start and end at the depot node, such that all waste fractions of a required edge
are serviced by the same vehicle and each waste fraction of each required edge is
serviced exactly once, without violating the vehicle capacities of any compartment in
the vehicle. To the best of our knowledge, the NSMC-CARP has only been studied in
the literature thus far by two papers. Muyldermans and Pang (2010a) present a guided
local search meta-heuristic to solve the NSMC-CARP and conduct a comparative
analysis of collection by single and multi-compartment vehicles. Zbib (2017) extend the
path scanning algorithm of Golden et al. (1983) for the CARP to the NSMC-CARP,
and study different variants of the algorithm.
The aim of this paper is to solve large-scale instances of the CARP and NSMCCARP based on real-life road networks and household waste demands from five different
areas in Denmark that are varying in the type of the road network: two are urban
(Frederiksberg (F) and Odense (O)), one is semi-urban (Skanderborg and Odder (K)),
and two are rural (North (N) and South (S) Djurs). We define small-scale instances
to be graphs up to 1000 required edges, medium-scale instances graphs with 1000 to
2000 required edges, large-scale instances graphs with 2000 to 4000 required edges,
and anything above 4000 required edges to be very large-scale instances. The instances
we run our algorithm on are very variant in size, with the smallest having 25 nodes,
33 edges, and 19 required edges, and the largest having 11656 nodes, 12691 edges, and
8651 required edges, with some instances needing up to 328 routes to service them,
and some having up to 283 required edges in a single route. Even though our algorithm
is tailored for large-scale graphs, we also run it on the very large-scale graphs for
completeness. Moreover, four different combinations of waste fractions were considered
for the NSMC-CARP, combining the seven different waste fractions in two, three, or
four different combined fractions. For comprehensive descriptions and mathematical
formulations of the CARP and the NSMC-CARP, as well as a detailed description
of the real-life data and the different combinations of the waste fractions, refer to
Kiilerich and Wøhlk (2018).
Other than Zbib (2017), Wøhlk and Laporte (2018) are the only authors to have
tried to solve these instances for the CARP by presenting a fast heuristic called
FastCARP for solving very large-scale instances. The FastCARP creates a giant tour
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visiting all required edges, partitions the tour into districts, and constructs routes
within each district. The algorithm goes on to iteratively merge and split adjacent
districts and reoptimizes the routes.
The complexity of arc routing problems as compared to node routing problems
arises in the need to consider the orientation of the edges in their respective routes.
Ramdane-Cherif (2002) and Wøhlk (2004) both separately presented a method able
to determine optimally the orientation of all edges in the routes of a CARP solution
by the use of dynamic programming. Recently, Vidal (2017) extended the optimal
edge orientation method to classic neighborhood moves for the CARP (relocate, swap,
2-opt etc.), where it became possible to evaluate these moves in constant time while
considering the optimal edge orientation of all edges in the routes involved in the move.
Moreover, he generalized the neighborhood moves with optimal edge orientation into
a variant of ejection chain moves, which are compound sequences of chained moves,
leading from one solution to another through steps that eject the solution from its
current state to another state (Glover and Rego, 2006). The procedure presented by
Vidal (2017) consists of computing O(|ER |2 ) relocate moves evaluations, and plotting
their savings on an ejection chain graph, in the aim of finding an improved solution
obtained from chained edge relocations among the ordered routes of a CARP solution.
The best possible relocation chain can then be obtained through the use of a shortest
path algorithm on the resulting directed acyclical graph.
In this paper, we show how the ejection chain graph combined with optimal edge
orientations can be generalized into a multi-move chain graph able to handle not only
relocate moves, but also other types of classical local search moves for the CARP, and
subsequently, how it can be used in a simple descent heuristic to solve the problem.
Our multi-move chain graph is formed by three interconnected layers of sub-graphs.
The first layer is the ejection chain sub-graph of Vidal (2017) that handles chains
based on the relocation of edges from their current routes in the position of other
edges in their routes, which are subsequently ejected and relocated, with the final edge
in the chain being relocated in its best insertion position in a route without ejecting
anything. The second layer is a slightly different sub-graph forming an ejection chain
sub-graph defined for non-relocate moves (swap, 2-opt etc.), and involves the chaining
of one or more type of non-relocate moves among the different routes. Both sub-graphs
are connected through a third route-related sub-graph layer that allows the creation of
compound multi-move chains involving both relocate and non-relocate moves together.
The multi-move chain graph is embedded into a simple descent algorithm that,
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at each iteration, orders the routes of the current solution in a certain order and
computes the move evaluations for the relocate and non-relocate moves, plotting their
costs on the arcs of the graph. The optimal multi-move chain for the current state of
the solution and the current order of routes is obtained by Bellman’s shortest path
algorithm on the full multi-move chain graph formed by all three layers, which has
the special characteristic of being a directed acyclical graph. Unlike the procedure of
Vidal (2017) that is only able to handle relocations of single edges, this multi-move
chain graph procedure is also able to consider both moves involving single edges as
well as finite-length sequences of successive edges in a route.
The rationale behind using a method based on the chaining of moves between
different routes in the solution is the fact that most of the studied instances are largescale graphs with many routes in the solution (up to 358 routes). This would result in
long move chains obtained through one iteration of the shortest path algorithm on the
multi-move chain graph. This allows us to extract the highest saving possible from
the full exploration of one or more neighborhoods of moves, rather than performing
one step at a time. In fact, Wøhlk and Laporte (2018) have shown that the optimal
tour splitting algorithm (Prins et al., 2009) would take an exorbitant amount of time
to run on the large graphs (be it up to 23 hours for the largest CARP graph). Since
this algorithm is used iteratively for thousands of iterations as the basis procedure for
many state-of-the-art algorithms that are built around it, such as the ILS of Prins et al.
(2009) and the UHGS of Vidal et al. (2014); Vidal (2017), the need for new approaches
and algorithms able to solve large-scale graphs such as the algorithm presented in this
paper and the algorithm of Wøhlk and Laporte (2018) becomes a necessity.
The procedure is extended from the CARP to the NSMC-CARP by considering
the feasibility of all compartments in each vehicle for all waste fractions at the move
evaluation level, which is independent of the multi-move chain graph procedure itself,
and does not require any changes at that level. Even though the multi-move chain
graph procedure is used to solve the CARP and the NSMC-CARP in the context
of this paper, the method is flexible enough and fairly general to be applicable to a
variety of other routing problems and a variety of neighborhood moves. Yet, since the
aim of this study is to solve the waste collection problems of our industrial partners
in the waste collection industry, the paper will be limited to solving the CARP and
the NSMC-CARP, and is applied to a total of 664 instances.
The contribution of this paper is twofold. First, it extends the ejection chain graph
combined with optimal edge orientations of Vidal (2017) to a more generalized multi-
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move chain graph able to handle other types of neighborhood moves (swap, cross,
and reverse-cross), and that is able to solve both the CARP and the NSMC-CARP.
Secondly, to the best of our knowledge, this paper and that of Zbib (2017) are the first
papers that tackle and solve the NSMC-CARP, which is a highly relevant problem
that arises in curbside waste collection, and do so for large-scale real-life instances.
The remainder of this paper is organized as follows. In Section 3.2 we present
the solution approach for our algorithm, in Section 3.3 our computational results are
discussed, and in Section 3.4 the conclusions from our findings are given.

3.2

Solution Approach

In order to solve the large-scale CARP and NSMC-CARP to near optimality, we
present the concept of multi-move chain graphs and use them in an iterative procedure
applied to a solution z of the problem, embedded into a simple descent algorithm.
The idea of the main method is that, given a permutation of the order of routes R(z),
a single-source acyclic directed graph (digraph) is created for that order of routes.
Then, a sub-set of the moves presented in Section 3.2.1.1 between the different routes
is mapped on the digraph to form our multi-move chain graph (MMCG). The creation
of the graph is executed in a way to be efficient computationally.
After the graph is created, the shortest move chain is identified in it by the use of
a shortest path algorithm in order to obtain the best improvement possible given the
moves defined by the shortest move chain in the digraph. These moves are applied to
the solution, and the procedure is iteratively repeated. The procedure is embedded into
a descent algorithm where the multi-move chain method is applied to a sorted pool
of initial solutions obtained through two types of construction heuristics: variations
of the path scanning heuristic for the CARP of Golden et al. (1983) adapted to the
NSMC-CARP by Zbib (2017), and the CUTLIMIT’ tour splitting algorithm of Wøhlk
and Laporte (2018) without districting. The algorithm jumps from one solution to
another when a certain number of iterations without any improvement have passed.
The rationale behind the multi-move chain graph method is that, given that the
move evaluations based on optimal edge orientations help reduce the computational
time of traditional CARP local search move evaluations to that of CVRP moves with
the use of a lower bounding procedure (Vidal, 2017), a local search procedure based on
the best improving moves in the neighborhood of moves becomes possible and not as
computationally heavy. Yet, if the whole neighborhood is searched and the evaluations
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of all the moves in the neighborhood are calculated in order to find the best improving
move, there is further benefit in mapping these moves on a graph representing a
solution of the problem, and determining a set of multi-moves between the routes.
Such efforts try to maximize the possible improvements that can be obtained from
one evaluation of the moves of a move neighborhood in O(|ER |2 ) time. Moreover, the
fact that we are solving large-scale arc routing problems with instances having a large
number of routes in the solutions makes it even more beneficial to chain moves between
routes in that way, in order to extract the maximal possible move savings.
The rest of the section is structured as follows: Section 3.2.1 briefly presents how
CARP and NSMC-CARP solutions can be represented with optimal edge orientations,
the moves used in the algorithm, how their evaluation is executed with optimal edge
orientations, and how they can be adapted to the NSMC-CARP; Section 3.2.2 presents
the structure of a multi-move chain graph and its different components; Section 3.2.3
presents how multi-move chain graphs can be created in an efficient way that tries
to reduce the computational time needed to create them; and Section 3.2.4 presents
the main multi-move chain procedure that forms the core of the Multi-Move Chain
Descent algorithm in Section 3.2.5.
Mathematical details on all the pre-processed information needed for the algorithm
(as briefly described in Section 3.2.1), such as the bidirectional cost and load labels,
how to compute the move evaluations, and the applicability of the lower bounding
procedure to the moves used in this paper can be found in Appendix 3.A of this paper.

3.2.1

Move evaluation with optimal edge orientation

In order to be able to optimally orient all edges in the routes of a solution of the
CARP or the NSMC-CARP, we represent the routes with an auxiliary representation
that explicitly models the orientations of each edge on a directed acyclical graph for
each route, and obtains the optimal orientation of each edge in the current order of
edges in the route by the use of dynamic programming (Ramdane-Cherif, 2002; Wøhlk,
2004), as described in the following.




Given a solution z of the CARP or the NSMC-CARP, R(z) = R1 , ..., R|K| defines
the list of feasible routes that service all required edges e ∈ ER , with every route
starting and ending at the depot node v0 ∈ N . Each route Rk ∈ R(z) is represented
as a sequence of consecutive required edges, with the depot node v0 explicitly included




at the beginning and end of the sequence such that Rk = σ1 , ..., σi , ..., σ|Rk | , with
σ1 , σ|Rk | ≡ v0 and σi ≡ e ∈ ER ∀ 1 < i < |Rk |. For every element σi in a route, define
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a set of orientations Mi corresponding to different entrance and exit nodes of the
element. The depot has one orientation since there is only one way to enter and exit a
node, and an edge has two orientations depending on which of its nodes are used to
enter and exit it, i.e. |Mv0 | = 1 for the start and end depot in the route, and |Me | = 2
for every required edge e ∈ ER .
An auxiliary acyclical graph GRk = (VRk , ARk ) represents each route Rk ∈ R(z) as
follows:
• VRk contains a node for each orientation l ∈ Mi of each σi ∈ Rk with |VRk | =
2|Rk | − 2. The term orientation will be used in the remainder of this paper to
denote the nodes of the auxiliary graphs GRk .
• For every pair of consecutive elements σi and σi+1 in Rk , ARk contains an arc from
node corresponding to an orientation l ∈ Mi of σi to every node corresponding
to an orientation h ∈ Mi+1 of σi+1 . The cost of the arc is defined as slh
i,i+1 + cσi+1 ,
where slh
i,i+1 is the shortest distance to travel from orientation l of σi to orientation
h of σi+1 , and cσi+1 is the service cost of the element σi+1 , such that cσi+1 = ce if
σi+1 ≡ e ∈ ER , else cσi+1 = 0 if σi+1 ≡ v0 .
The cost of any route and the optimal orientation of all edges in the route can
therefore be obtained in time O (|VRk + ARk |) using Bellman’s single-source shortest
path algorithm on the directed acyclical graph GRk = (VRk , ARk ) with topological
sorting.
Vidal et al. (2014); Vidal (2017) showed that the evaluation of any classical local
search move involving two or more routes can be done with optimal orientation of
all edges in the routes, since the evaluation reduces to evaluating the cost of the
concatenations of a finite number of sub-sequences of nodes in the graphs GRk for
the routes Rk ∈ R(z) involved in the move. The evaluation can be done in constant
time using O(1) elementary arithmetic operations with the use of pre-processed bidirectional partial cost labels and partial load labels for sub-sequences of elements in
each GRk = (VRk , ARk ) ∀ Rk ∈ R(z). The move evaluation can be done by running the
Floyd-Warshall shortest path algorithm on the reduced auxiliary graphs formed by
the sub-sequences involved in the moves. Given these labels, evaluation of moves can
be done in constant time, while updating the labels after a move is performed can be
done in linear O(|Rk |) time.
Let Hσ+i = (σ1 , ..., σi ) be a forward sub-sequence of elements in route Rk =




σ1 , ..., σi , ..., σ|Rk | that starts at the start depot σ1 and ends at the required edge
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e ∈ ER ≡ σi , and Hσ−i = σ|Rk | , ..., σi a backward sub-sequence of elements that starts
at the end depot σ|Rk | and ends at the required edge e ∈ ER ≡ σi . For every orientation
l ∈ Mσi , forward direction cost labels are calculated from the start depot σ1 until the
orientation l, and are defined as the shortest cost of starting at the depot node σ1 and
ending at orientation l ∈ Mσi while optimally orienting all edges in Hσ+i . Similarly, the
backward direction cost labels are calculated in the opposite direction from the end
depot σ|Rk | until orientation l ∈ Mσi while optimally orienting all edges in Hσ−i (refer
to Appendix 3.A.1 of this paper for mathematical details on the calculation of the
cost labels).
In order to adapt the move evaluations with optimal edge orientation to the
NSMC-CARP, we define bi-directional load labels for each waste fraction f ∈ F at
each element σi ∈ Rk , where the label Q+
f (σi ) corresponds to the partial cumulative
forward load of sub-sequence Hσ+i for waste fraction f ∈ F (Equation 3.1), and the
−
label Q−
f (σi ) corresponds to the partial cumulative backward load of sub-sequence Hσi

for waste fraction f ∈ F (Equation 3.2). Note that the cost labels for NMSC-CARP
routes are identical to those of the CARP.
Q+
f (σi ) =

X

qef

(3.1)

qef

(3.2)

e∈Hσ+i

Q−
f (σi ) =

X
e∈Hσ−i

Unlike Vidal (2017), we do not define and pre-calculate labels for sub-sequences of
required edges of a finite size that do not start at the start or the end depots, but we
deduce their partial costs and loads from the backward labels of the edges in the subsequence. They are obtained through backtracking from the end of the sub-sequence
to its start through the predecessors of the different orientations when needed. This
allows us to dynamically change the size of the sub-sequence taken without having
pre-calculated labels for it, and does not impose a limit on the maximum size of a
sub-sequence of edges that can be taken, since it does not require the definition of any
labels for every subset of sequences with different sizes.
3.2.1.1

Neighborhood moves

We use six types of inter-route moves in the MMCG procedure both for the CARP and
the NSMC-CARP (see Fig. 3.1). The details of how each type of move is computed
can be found in Appendix 3.A.2 of this paper. A move is feasible if the compartment
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capacities of the routes involved are not violated after the move is executed, which
is evaluated using |F| capacity evaluations for each route, where |F| = 1 for the
CARP, |F| > 1 for the NSMC-CARP. Given an ordered list of routes R(z) and
two routes Rr , Rk ∈ R(z) : r < k with Rr =




σ1 , ..., σi−1 , σi , σi+1 , ..., σ|Rr |



and



Rk = σ1 , ..., σj−1 , σj , σj+1 , ..., σ|Rk | , we define two moves as follows:

Figure 3.1: Neighborhood Moves.

1. Swapµ (σi , σj , Rr , Rk ): consists of swapping two edge sequences of size µ ≥ 1,
each sequence starting at σi ∈ Rr and σj ∈ Rh respectively. The size µ is a
parameter determined in the tuning phase.
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2. Ejectµ (σi , Rr ): consists of ejecting an edge sequence of size µ ≥ 1 starting at σi
from its own route Rr .
3. RelocateEjectµ (σi , σj , Rk ): consists of relocating an edge sequence of size µ ≥ 1
starting at σi from its own route into the position of σj in route Rk , and ejecting
a sequence of equal size starting at σj .
4. RelocateInsertµ (σi , Rk ): consists of relocating an edge sequence of size µ ≥ 1
starting at σi into its best insertion position in a different route Rk .
5. Cross(σi , σj , Rr , Rk ): consists of crossing two routes by breaking the existing
connections (σi , σi+1 ) in Rr and (σj−1 , σj ) in Rk , and replacing them with (σi , σj )
and (σj−1 , σi+1 ).
6. CrossReverse(σi , σj , Rr , Rk ): consists of reverse crossing two routes by breaking
the existing connections (σi , σi+1 ) in Rr and (σj , σj+1 ) in Rk , and replacing them
with (σi , σj ) and (σi+1 , σj+1 ). Unlike in the cross, this will require the reversal
of the order of edges after the cross has happened.

Similarly, we used two type of moves in an intra-route moves phase that is called
every once in a while (to be determined in a tuning phase) in the descent algorithm:
swapping two single edges in the same route Swap1 (σi , σi0 , Rr ), and relocating a single
edge to another position in the same route Relocate1 (σi , Rr ), with σi , σi0 ∈ Rr .
The inclusion of optimal edge orientations in the move evaluations and the calculation of the concatenation costs is still a bottleneck in terms of computational time
compared to a local evaluation of the move without edge orientations, since it involves
the evaluation of b − 1 concatenations where b is the number of sub-sequences being
concatenated. Therefore, we implement the two-step delta evaluation procedure of
Vidal (2017), consisting of first evaluating a lower bound on the move with the use of
pre-processed shortest distances between edges, and if the condition holds, proceed
to the actual evaluation of the move through the concatenations of sub-sequences of
edges. The mathematical details of the lower bounding procedure are explained in
Appendix 3.A.3 of this paper. According to Vidal (2017), this procedure helps reduce
the computational time significantly by discarding up to 90% of the moves before
moving to the second step of the evaluation, reducing its computational complexity
to be comparable of that of a CVRP move.
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3.2.2

Multi-move chain graph structure

In this section, we summarize our approach and explain the structure of our multi-move
chain graphs by showing how they can be constructed given a certain pre-determined




order of routes R(z) = R1 , ..., Rr , ..., Rk , ..., R|K| and a subset of the neighborhood
moves. For any MMCG, we define a relocate chain as being the set of moves formed
by an Ejectµ , a number of successive RelocateEjectµ , ending with a RelocateInsertµ ,
or being a single RelocateInsertµ . We also define a move chain β as being the set
of moves given by the shortest path in the digraph with the optimal savings in the
current MMCG, with the chain starting at the source node of the digraph and ending
at the sink node. The move chain is formed by a set of different moves between the
ordered routes R(z). These moves could include combinations of relocate chains, swaps,
crosses, and reverse crosses. We also denote any move that is not a relocate chain (i.e.
Swapµ , Cross, or CrossReverse) as a non-relocate move λ. Note that two separate
µ parameters are chosen for the relocate moves and the swap move for graph created.
Let D̂ = (N̂ , Â) define a digraph where N̂ is the set of nodes, and Â is the set of
directed arcs. The graph contains |N̂ | = 3 × |ER | + |R(z)| + 2 nodes, with a triplet
of nodes (ωi , νi , τi ) associated with each required edge σi ∈ Rr , a node θr associated
with each route Rr ∈ R(z), a source node s0 , and a sink node t0 . The nodes v ∈ N̂
are defined as follows.
• s0 : source node of the digraph D̂.
• ωi : relocate node corresponding to edge σi ∈ Rr , visited when σi is the first edge
in a sequence of required edges in route Rr that needs to be ejected from its
current route and relocated elsewhere.
• νi : head node corresponding to edge σi ∈ Rr , visited when σi is the first edge in
a non-relocate move.
• τi : tail node corresponding to edge σi ∈ Rr , visited when σi is the second edge
in a non-relocate move.
• θr : route node of route Rr , visited when a relocate chain ends at Rr , or when a
non-relocate move involves the tail node of an edge in Rr , or when no edge in
Rr is included in the move chain.
• t0 : sink node of the digraph D̂.
Figure 3.2 shows an example of a multi-move chain graph with three routes and
one of the edges in each route being represented.
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Figure 3.2: Multi-move chain graph for a 3 routes solution, where each route is
shown as a column, and the routes are ordered left to right (only one
representative edge is shown in each route).
Each arc (i, j) ∈ Â : vi , vj ∈ N̂ has an associated cost ĉij , which reflects the change
in solution cost induced by the move represented on the arc. Â includes eleven types
of arcs for any permutation of the routes R(z), and their respective costs are shown
in Table 3.1. The table shows how the cost of each type of arcs can be computed,
showing the type of the arc in column 1, the type of nodes forming the arc and the
routes they belong to in columns 2-4, and how the cost ĉij calculation is done for that
arc type in column 5. We treat the moves as being functions returning the cost of the
input routes after the moves are applied. If two routes are given as input, then the cost
reflects the cost of both routes, while if only one route is given, the cost reflects the
cost of that route only. We designate by C(Rk ) the cost of a route Rk ∈ R(z) before
the move is applied. Details about the different arcs are given below.
• Arcs from the source node s0 , which only connects with the nodes representing
the first route R1 ∈ R(z) in the permutation:
1. (s0 , ωi ) : σi ∈ R1 : corresponds to ejecting a sequence (σi , σi+µ−1 ) of size µ
starting at σi , with the sequence being the first sequence to be ejected in a
new relocate chain, forming the first move in the move chain. The cost of
this arc is the difference in cost between the current cost C(R1 ) of route
R1 and the cost of the route after the ejection.
2. (s0 , νi ) : σi ∈ R1 : corresponds to σi being the first edge involved in a nonrelocate move. The cost of this arc is zero, since the totality of a non-relocate
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move cost is attributed to the cost of the arc between the head node and
the tail node defining that move.
3. (s0 , θ1 ): corresponds to no move being executed involving the first route.
The cost of the arc is zero.
• Arcs from any relocate node ωi :
4. (ωi , ωj ) : σi ∈ Rr , σj ∈ Rk , r < k, k 6= |R(z)| : corresponds to a
RelocateEjectµ (σi , σj , Rk ) move such that a sequence of size µ starting
at σi gets relocated from Rr to just before σj in Rk , and a sequence of size
µ starting at σj gets ejected from Rk . The cost of this arc is the difference
between the current cost C(Rk ) of the route Rk , and the cost of that route
after the relocate-eject move.
5. (ωi , θk ) : σi ∈ Rr , r < k : corresponds to a RelocateInsertµ (σi , Rk ) move
such that a sequence of size µ starting at σi gets relocated to Rk in its best
insertion position. The cost of this arc is the difference between the current
cost C(Rk ) of route Rk , and the cost of the route after the relocate-insert
move.
• Arcs from any head node νi :
6. (νi , τj ) : σi ∈ Rr , σj ∈ Rk , r < k: corresponds to a non-relocate move λ
being executed between σi and σj . The cost of this arc is the difference
between the current cost C(Rr ) + C(Rk ) of both routes, and their cost
after the non-relocate move. These arcs are created if and only if the total
evaluation cost is non-positive.
• Arcs from any tail node τj :
7. (τj , θk ) : σj ∈ Rk : corresponds to going to the route node θk of the route
of σj after having completed a non-relocate move ending in τj , in order to
ensure that the next step in the move chain is done at a subsequent route
from θk . The cost of this arc is zero.
• Arcs from any route node θr , which only connects with the nodes of the next
route Rr+1 ∈ R(z) in the permutation:
8. (θr , νi ) : σi ∈ Rr+1 : corresponds to going from the route node of Rr to the
head node of σi in Rr+1 , such that the next step in the move chain is a
non-relocate move in the subsequent route with σi as its first edge. The
cost of this arc is zero, since the totality of a non-relocate move cost is
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attributed to the cost of the arc between the head node and the tail node
defining that move.
9. (θr , ωi ) : σi ∈ Rr+1 : corresponds to going from the route node of Rr to the
relocate node of σi in the next route, such that the next step in the move
chain is the start of a new relocate chain with the ejection of a sequence of
size µ starting at σi . The cost of this arc is the difference in cost between
the current cost C(Rr ) of route Rr , and the cost of the route after the
ejection.
10. (θr , θr+1 ): corresponds to going from the route node of Rr to the route node
of the route Rr+1 , such that no edge is included in the move chain from Rr .
The cost of this arc is zero.
• Arcs from the final route node θR|K| :
11. (θR|K| , t0 ): corresponds to going from the last route node of the last route
in R(z) to the sink node t0 , and therefore concluding the move chain. The
cost of this arc is zero.

Table 3.1: Arc costs ĉij for each arc type in the multi-move chain graph.
Arc type
(1)
(2)
(3)
(4)
(5)
(6)
(7)
(8)
(9)
(10)
(11)

Arc (i, j)
source node - relocate node
source node - head node
source node - route node
relocate node - relocate node
relocate node - route node
head node - tail node
tail node - route node
route node - head node
route node - relocate node
route node - route node
route node - sink node

s0
s0
s0
ωi ∈ Rr
ωi ∈ Rr
νi ∈ Rr
τj ∈ Rk
θr ∈ Rr
θr ∈ Rr
θr ∈ Rr
θR|K| ∈ R|K|

Arc cost ĉij
ωi ∈ R1
νi ∈ Rr
θ1 ∈ R1
ωj ∈ Rk
θk ∈ Rk
τj ∈ Rk
θk ∈ Rk
νi ∈ Rr
ωi ∈ Rr+1
θr+1 ∈ Rr+1
t0

C(R1 ) − Ejectµ (ωi , R1 )
0
0
C(Rk ) − RelocateEjectµ (σi , σj , Rk )
C(Rk ) − RelocateInsertµ (σi , Rk )
C(Rr ) + C(Rk ) − λ(σi , σj , Rr , Rk )
0
0
C(Rr ) − Ejectµ (ωi , Rr )
0
0

The three layers of sub-graphs mentioned in the introduction can be defined from
the different types of nodes and arcs, where the relocate chain sub-graph includes all
nodes of type s0 , ωi , and θr and arc types 1, 4, 5, and 9. The arcs starting from the
source node (type 1) and those starting from a route node (type 9) are used to start a
relocate chain, those ending in a route node (type 5) are used to end a relocate chain,
while those of type 4 are used to define a relocate-eject move. Similarly, the sub-graph
of non-relocate moves includes all the nodes of type s0 , νi , τj , and θr and arc types
2,6,7, and 8. The arcs starting from the source node (type 2) and those starting from
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a route node (type 8) are used to start a non-relocate move, those ending in a route
node (type 7) are used to end a non-relocate move, and those of type 6 are used to
define a non-relocate move. Finally, the third and final connecting sub-graph is made
out of the connections between the source node and the first route node (type 3), two
successive route nodes together (type 10) and the route node with the sink node (type
11). This layer allows to jump over some routes that are not involved in the highest
savings possibly obtained through the currently optimal move chain. In that sense,
the route nodes are used to change between the different types of moves, and are what
connect the different layers together.
Note that the relocate chain sub-graph (and consequently the non-relocate subgraph) contains a smaller number of arcs in comparison to that of Vidal (2017), where
arcs go from the source to all relocate nodes in subsequent routes, and from the route
nodes to all relocate nodes in subsequent routes, while in our graph, the source and
route nodes are only connected to the nodes of the route right after it in the current
permutation. This is possible since the cost of going from the source or a route node
to any relocate node is based on the cost of the route we are going to irrespective of
whether it is from the source node or the route node. Similarly, the cost of going from
the source or a route node to a head node is the same with a cost of 0, and the cost
of the move is defined on the arc between the head and the tail node, irrespective of
whether we started from a source or a route node.

3.2.3

Graph creation

The computational bottleneck in the MMCG procedure is the creation of the graph,
since it involves the evaluation of the entirety of two neighborhoods: that of the
relocate chain moves, and that of the selected non-relocate move. In order to reduce
the computational time of the graph creation, four checks can be performed before
adding arcs to the graph. For fast computing, they are performed in the following
order.
The first check only allows the move evaluation to be attempted between a pair of
edges (σi , σj ) who are neighbors of each other in G, such that smin
≤ δi , where smin
is
ij
ij
the shortest distance between any of the two nodes of edge σi and those of edge σj ,
and δi is a parameter associated with edge σi that defines the radius where all of σi ’s
neighbors are included. This distance check is the first check done in the algorithm,
thus reducing the number of checks done subsequently.
The second check in the algorithm is to check if the number of edges from the
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current edge σj to the end of the route is larger than or equal to the sequence length µ,
in order to make sure that the length to the end of the route from the current position
allows the algorithm to take a sub-sequence of length µ.
The third check is ensures that the cumulative load of the concatenated sequences
does not exceed the capacity of the compartments of the vehicles associated with the
routes.
The final check consists of the two-step delta evaluation of the move presented
in Vidal (2017), which is summarized in Appendix 3.A.3 of this paper. It firstly
checks the move against the lower bound, and if that condition holds, proceeds to
the actual evaluation of the concatenations of the edge-sequences involved in the
move. The acceptance criterion of a move varies with different types of moves: only
non-deteriorating moves are accepted for non-relocate moves, while all costs of relocate
moves (improving or deteriorating) are included in the graph, since the cost of relocate
chains formed by different relocate sub-moves are constituted of the sum of the costs
of all the moves in the relocate chain, which could include both improving and nonimproving sub-moves and the total cost being improving as a whole.

3.2.4

Multi-move chain procedure

Multi-move chain graphs, as described above, are used in an iterative procedure on the
routes R(z) of the current solution z. Algorithm 3.1 shows how the MMCG procedure
works. Given a solution z, the procedure requires the specification of the type of
non-relocate move λ, the value of the maximum distances δi ∀ σi ∈ ER that defines
the neighbors of each edge, and the sequence lengths µ1 ≥ 1 (for relocate moves) and
µ2 ≥ 1 (for swap moves). At each iteration of the procedure, we include two move
neighborhoods in the multi-move chain graph: relocate chains, and one of the three
non-relocate moves λ = {Swapµ2 , Cross , CrossReverse}.
The algorithm starts by randomly permutating the order of the routes R(z), and
then creates the digraph D̂ = (N̂ , Â) for the current permutation of routes, λ, µ, and
δi . The set of nodes N̂ is then topologically sorted, and the shortest move chain β
is identified in the multi-move chain graph using Bellman’s algorithm for directed
acyclical graphs.
The algorithm only implements the moves if they are improving (C(β) < 0) or
do not change the cost of the current solution (C(β) = 0). The latter is done to
diversify the search by accepting both improving and non-deteriorating moves. Hence,
if C(β) ≤ 0, the moves given by the move chain β are implemented in z, and the
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partial loads and costs forward and backward are updated for the affected routes. In
order to speed up the update procedure, the update is done partially on the affected
routes from the location where the move happened, only updating the bidirectional
partial cost and load labels of sub-sequences in the forward or backward direction
whose partial costs and loads are no longer valid.
Algorithm 3.1 Multi-move chain graph procedure.
Require: z, λ, δi ∀ σi ∈ ER , µ1 , µ2
Randomly permutate the order of the routes R(z)
Create the multi-move chain graph D̂ = (N̂ , Â) for (R(z), λ, µ1 , µ2 , δi )
Topologically sort N̂
Identify a shortest path from s0 to t0 in D̂ to obtain the move chain β
if C(β) ≤ 0 then
Apply the moves given by β to z
Update the bidirectional cost and load labels for all affected orientations
Mi : σi ∈ Rr , Rr ∈ R(z) of all the routes involved in the moves in β
end if
return z
We have also tried to iteratively identify multiple move chains in the same graph
if the first move chain β did not involve all the routes of R(z). The rationale behind
that was to search the totality of the current graph, thus optimizing the total cost
of improvement by taking all the possible non-deteriorating moves possible in one
graph. Yet during the tuning phase, we noticed that it was more beneficial to restart
with a new multi-move chain graph than to use the computational time to extract all
possible move chains in one graph, and decided not to include multiple move chains
in the same graph in our final implementation.

3.2.5

Multi-Move Chain Descent algorithm

We now outline the Multi-Move Chain Descent (MMCD) algorithm we use to solve
the CARP and NSMC-CARP (see Fig. 3.3). The first phase of the algorithm is a
two-step pre-processing phase. The first step consists of pre-calculating the minimum
shortest distances smin
between all pairs of edges σi , σj ∈ ER . These shortest distances
ij
are used by the two-step delta lower bounding procedure on move evaluations, and by
the maximum distances δi that define the neighbors of an edge σi . The second step
is therefore to determine the maximum distances δi for each required edge σi ∈ ER .
The number of neighbors of each edge was taken to be proportional to the size of
the graph, i.e. the number of neighbors y that each edge should have is extrapolated
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between a minimum value y1 corresponding to graphs of size 500 required edges, and
a maximum value y2 corresponding to graphs of size 10000 required edges. Once the
number of neighbors y is determined according to the size of the graph, the algorithm
calculates the maximum distance δi for each edge σi by setting δi = smin
ij , such that σj
is the y th furthest edge from σi . y1 and y2 are determined in the tuning phase.

Figure 3.3: Multi-Move Chain Descent algorithm flowchart.
The second phase is the construction heuristics phase where a small pool Z of initial
solutions is created, which are subsequently ordered from best to worst. The initial

3.2. Solution Approach

59

solutions are obtained by the use of two types of construction heuristics: a partially
randomized version of the path scanning heuristic for the CARP of Golden et al. (1983),
which was adapted to the NSMC-CARP by Zbib (2017), and the CUTLIMIT’ tour
splitting algorithm of Wøhlk and Laporte (2018). Zbib (2017) showed that different
algorithmic scanning strategies give better initial solutions depending on the size of the
graph, so we adopt the same logic in order to obtain good initial solutions. Moreover,
the algorithm of Wøhlk and Laporte (2018) is a version of the tour splitting algorithm
of Prins et al. (2009) with limits on the number of edges in the splitting graph, and
consists of cutting the giant RPP tour visiting all required edges that is obtained using
Frederickson’s algorithm (Frederickson, 1979). See Zbib (2017) and Wøhlk and Laporte
(2018) for further details on the construction heuristic used. In total 22 solutions are
created in this phase: one by the CUTLIMIT’ tour splitting algorithm, and the rest
by the partially randomized version of the path scanning heuristic.
The third phase is the multi-move chain descent phase, which terminates according
to a time limit stopping criterion that is proportional to the size of the graph, and
returns the best solution found globally. While the time limit is not reached, the
algorithm chooses the next solution z ∈ Z, starting from the best initial solution to
the worse, creates the auxiliary graphs GRk = (VRk , ARk ) for all routes Rk ∈ R(z), and
calculates the initial values of the bidirectional partial cost and labels as described in
Section 3.2.1.
The next step of the algorithm is to iteratively apply the MMCG procedure to the
solution z, until no more improvements were found for a certain number of iterations,
allowing the algorithm to proceed on the same solution as long as more improvements
are found. At each iteration of the procedure, the algorithm randomly permutates
the order of the routes R(z), and randomly chooses a non-relocate move λ and the
sequence lengths µ1 , µ2 ≥ 1.
The relocate chain and non-relocate moves between all required edges and their
respective neighbors are evaluated as in Section 3.2.1.1, and the multi-move chain
graph is created as in Section 3.2.3. The shortest move chain β is identified in the
digraph, and if the total cost C(β) of the move chain is non-positive, i.e. the moves
are either improving or non-deteriorating the solution, the moves are accepted and
implemented, updating the bidirectional partial cost and load labels of the affected
sequences of edges in the affected routes, as explained in Section 3.2.4.
After a certain number of iterations (determined in the tuning phase) passes
without finding any improving move chains, we execute a set of intra-route moves
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that improve all routes by using two types of moves evaluated between all edges of
the route: swapping two required edges in the same route, and relocating one edge
into another position within its route. Finally, if the maximum specified number of
iterations without any improvement is reached (determined in the tuning phase),
a post-optimization phase is applied to the current solution by running a set of
Swap1 (σi , σi0 , Rr ) and Relocate1 (σi , Rr ) intra-route moves (as described in Section
3.2.1.1) on all routes Rr ∈ R(z), as long as the time permits, before jumping to the
next solution in Z.

3.3

Computational Results

We have tested our algorithm on the 264 CARP and the 400 NSMC-CARP benchmark
instances of Kiilerich and Wøhlk (2018). The CARP instances consist each of 88 graphs
(counties F and O with 14 graphs each, and counties K, S, and N with 20 graphs each,
and the largest graph having 11640 nodes, 12675 edges, and 8581 required edges), each
of them combined with three different vehicle capacities. The NSMC-CARP instances
are divided into two sets of 200 instances each: the base instances, and the R instances,
which are a slightly more randomized version from the base instances in terms of the
distribution of the demand across waste fractions. As mentioned in the introduction,
the scale of the instances varies between small, medium, large, and very large-scale
instances. Four different distribution of waste fractions were considered, each with
50 instances: A instances contain 2 fractions, B instances 3 fractions, and the C and
D instances 4 fractions. In each of the 50 instances, 5 graphs were considered for
each of the 5 different counties, (the largest having 11656 nodes, 12691 edges, and
8651 required edges) each combined with 2 different multi-compartment vehicles. All
benchmark instances are available at http://www.optimization.dk.
After extensive tuning of the algorithm, the following settings were used for the
few parameters existent in the algorithm:
• Run time for the MMCD phase: proportional to the size of the graph, with
one minute given to each 100 nodes in the graph. The construction heuristics
phase time is not included in the MMCD phase algorithm time, and will be
reported on its own.
• Number of iterations: the maximum number of iterations without an improvement after which the algorithm moves to a new solution was set to 100, while

3.3. Computational Results

61

the number of iterations without an improvement after which the algorithm
conducts a set of intra-route moves was set to 19.
• Choice of non-relocate moves (at each MMCG procedure iteration): the
algorithm chooses at random one of the three non-relocate moves
Swapµ , Cross, CrossReverse with equal probability.
• Sequence sizes µ1 , µ2 : chosen at random, with a 50% probability of taking
µ1 , µ2 = 1, and a 50% probability of choosing µ1 , µ2 in the range 2 ≤ µ ≤ 4,
with equal chance for the three values.
• Number of neighbors y: the values of y1 and y2 , corresponding to graphs with
500 and 10000 required edges respectively, were set to 50 and 100.
• Partially Randomized Path Scanning: three randomization intervals were
taken, starting with a randomization coefficient of 0, and an interval step of 0.5%.
The 7 evaluation criteria were used for both the NSMC-CARP and the CARP
as presented in Zbib (2017), resulting in 21 initial solutions produced. The two
limits defining the choice of the algorithmic scanning strategy was taken to be
50 and 2200 required edges in the graph Zbib (2017).
• CUTLIMIT’ Tour Splitting algorithm: the limit α0 was set to 10 in Wøhlk
and Laporte (2018). The algorithm produces one solution.
The algorithm was implemented in C++ in MS Visual Studio Professional 2015
and executed on a Lenovo NeXtScale nx360 m5 server with two Intel E5-2680v3 CPUs
each with 12 CPU cores and a total of 64 GB RAM. We have used the results of the
FastCARP algorithm of Wøhlk and Laporte (2018) on the CARP as a benchmark
to assess the quality of our solutions, since it is, to the extent of our knowledge, the
algorithm that has found all best found solutions so far for the CARP benchmark
instances of Kiilerich and Wøhlk (2018). We also compare the performance of our
algorithm on the NSMC-CARP by comparing it with the results of the Path Scanning
(PS) variants of Zbib (2017). Moreover, we have compared both the CARP results
and the NSMC-CARP results to the best initial solution obtained in the construction
phase of our algorithm, allowing us to extrapolate how good the algorithm is on the
NSMC-CARP by comparing if it improves both problems equally well.
Due to the very high number of instances that have been solved both for the CARP
and the NSMC-CARP, we only show aggregate results in this section, and refer the
reader to Appendix B in the appendices of detailed computational results for the
complete results of all three instance sets. The MMCD algorithm was run 5 times,
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and we report the results for the best run. The run times reported in Appendix B in
the appendices of detailed computational results are reported for the best run. The
comparison with the FastCARP, the path scanning variants on the NSMC-CARP,
and the best initial solution found is reported in terms of the percentage improvement
from the compared algorithm (C.A.) as (OBJM M CD (z ∗ ) − OBJC.A. (z ∗ )) /OBJC.A. (z ∗ ),
where a negative value means that the MMCD algorithm found a better solution than
the compared algorithm.

3.3.1

CARP results

In this section, we analyze the performance of the algorithm on the CARP instances.
Table 3.2 presents the aggregate results of the MMCD algorithm on the CARP
instances, compared to the FastCARP and the best initial solution obtained in each
instance. The MMCD algorithm was able to find better solutions than the FastCARP
90.2% of the time, with an average improvement of 3.7% and a standard deviation
of 2.7%. The maximum improvement obtained was of 11.0%, and among the 9.8%
of the instances where the MMCD was unable to improve the solution, it was on
average only 0.5% worse than the FastCARP and at most 1.7% worse. This indicates
that the MMCD algorithm generally performs better than the FastCARP and that
this advantage is stable. Compared to the best initial solution obtained, the MMCD
algorithm improved the solutions by 7.6% on average, with a standard deviation of
4.8%. In the best case, the MMCD algorithm improved the initial solution by 23%.
Table 3.2: Comparison of the CARP results with the FastCARP and the best
initial solution.
Measure
% improved
Average better
Std dev
Max better
Average worse
Max worse

FastCARP

Best Initial

90.2%
-3.7%
2.7%
-11.0%
0.5%
1.7%

100.0%
-7.6%
4.8%
-23.0%
N.A.
N.A.

In order to analyze the performance of the algorithm further, Figure 3.4 shows the
percentage improvement from the FastCARP for all instances varying with the size
of the graph represented by the number of required edges. Again, negative numbers
show that the MMCD algorithm is outperforming the FastCARP. As it can be seen, it
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improves quite significantly small and medium graphs up to 2000 required edges (up
to -12%), and is predominately better for large graphs up to 4000 required edges with
an improvement of up to 4%. The quality of the algorithm starts to slightly deteriorate
for very large graphs between 4000 and 7000 required edges, with the algorithm failing
to find better solutions for some of the instances, and failing to find better solutions
for the majority of the very large instances with more than 7000 required edges. This
could be explained by the fact that an iteration of the MMCG graph on these graphs
was much slower than on the smaller scale graphs, and the algorithm was unable to
run many iterations of the MMCG procedure within the allocated time. This high
computational time consumption could also be due to the fact that for the very large
graphs, the number of neighbors that each edge has is too high to the point it is
creating a computational bottleneck in the graph creation phase of the algorithm.

Figure 3.4: Variation of the percentage improvement from FastCARP with the
size of the graph.
Moreover, Figure 3.5 shows when the MMCD algorithm was better than the
FastCARP and when was it worse, varying with the average length of all routes in the
solution and the total number of routes. Grey squares correspond to when the MMCD
algorithm outperformed the FastCARP, and black triangles to when the FastCARP
outperformed the MMCD algorithm. It can be observed that most of the instances
where the MMCD algorithm performed worse than the FastCARP lie on the boundary
of the plot. Given a fixed number of routes, the algorithm performs better than the
FastCARP if those routes are not too long, and the algorithm is worse when the length
of those routes becomes really long. In the later case, the number of moves computed
in the creation of one multi-move chain graph is higher than instances with shorter
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routes, but the number of moves able to be chained together is the same in both cases
as it is dependent on the number of routes. Consequently, the algorithm spends more
time building multi-move chain graphs when the routes are longer, and thus conducts
fewer MMCG procedure iterations within the allocated time.
Oppositely, given a fixed average length of the routes in a solution, the algorithm
is better than the FastCARP when the number of routes is small, and becomes worse
when the number of routes becomes too large. This means that, in the later case, the
number of moves computed in the creation of one multi-move chain graph is higher
since the number of subsequent routes from a certain route has increased. Even though
more moves could be chained with the increasing number of routes, the increasing
time to create graphs means that less iterations of the MMCG procedure is conducted,
and the longer multi-move chains are unable to compensate for it. We conclude that
the MMCD algorithm performs best on instances where the average route length is
well-balanced against the number of routes.

Figure 3.5: Variation of the quality of the algorithm with the number of routes
and average number of required edges.

Finally, Table 3.3 shows the average improvement from the FastCARP and the
best initial solution for each of the five counties (F, K, N, O, and S). It can be observed
that the algorithm is best for the F county, which on average is the county with
small graphs (up to 788 required edges), but also for the S county, whose graph go
up to 3797 required edges, where the algorithm is predominantly better than the
FastCARP. However, the algorithm is performing the worse on the O county graphs,
which could be explained by two additional observations about the solutions of the O
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county. Firstly, compared to the K, N, and S counties (which are more comparable to
it than the F county with the small graphs), it presents on average a higher number
of routes (almost one third more than the K instances and half more than the N
and S instances), and these routes are on average shorter. In accordance with the
conclusions reached in Figure 3.5, having a much higher number of routes means
that the algorithm spends a lot of computational time building MMCG graphs at
the expense of more iterations in the descent algorithm. Secondly, the O instances
contain some of the largest graphs in the whole instance set, and as has been shown
in Figure 3.4, the algorithm is less efficient on the very large graphs with more than
7000 required edges. In fact, half of the instances where the FastCARP was better
than the MMCD algorithm are instances in the O county.
Table 3.3: Average percentage improvement from the FastCARP and the best
initial solution per county.
County

FastCARP

Best initial

-4.4%
-3.0%
-3.2%
-1.5%
-4.2%

-13.2%
-6.2%
-6.0%
-5.6%
-8.0%

F
K
N
O
S

3.3.2

NSMC-CARP results

In this section, we analyze the quality of the algorithm on the NSMC-CARP instances,
and analyze the variation of the problem with the increasing number of waste fractions
for the same graph-vehicle pairs, and the variation of the randomization of the demands
from the base to the R instance sets.
Table 3.4 presents the aggregate results of the MMCD algorithm on both sets of
NSMC-CARP instances, compared to the results of the different PS variants of Zbib
(2017) and to the best initial solution obtained in each instance. The algorithm beat the
PS variants for all NSMC-CARP instances except on 4 of the smallest instances where
both algorithms found the same solution. Moreover, the algorithm is consistent on
both sets, with an average improvement of 19.7% and 9.0% on the base set, and 24.8%
and 8.6% on the R set compared to the PS and the best initial solution respectively.
Both average improvements from the best initial solution found are actually higher
than the CARP with a 7.6% average improvement. On the other hand, the standard
deviation is slightly higher than that of the CARP (4.8%), with 6.4% for the base
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set and 6.1% for the R set. Finally, the maximum improvement was of 27.1% for the
base set and 29.8% for the R set for the best initial solution, which is around 5%
higher than the maximum improvement for the CARP with 23.0%. The maximum
improvement from the PS variants was higher, with 35.8% for the base set and up
to 41.9% for the R set. This parallel comparison with the CARP results in terms of
improvements from the best initial solution suggests that the algorithm is equally
performing on the NSMC-CARP instances as on the CARP instances.
Table 3.4: Comparison of the NSMC-CARP results with the PS variants and
the best initial solution.
PS
Measure
Average
Std dev
Max

Base

R

-19.7%
6.0%
-35.8%

-24.8%
8.3%
-41.9%

Best Initial
Base
R
-9.0%
6.4%
-27.1%

-8.6%
6.1%
-29.8%

In the following, we analyze the effect of increasing the number of waste fractions
on the quality of the solution, and compare across instance sets and counties in order
to better understand the specificity of the NSMC-CARP. Figure 3.6 presents the
variation of the average number of routes and the average length of routes across the
base and R instance sets, the number of waste fractions, and the counties. Note that,
for a certain given graph, the total amount of waste aggregated across all fractions is
the same for the A, B, and D instances of that graph (both for the base and the R
instances), but not in the C instance where different fractions are considered (Kiilerich
and Wøhlk, 2018). Hence, the A, B, and D instances are directly comparable to each
other while the C is not (note that a few D instances have larger vehicles than their A
or B counterparts).
A logical general first observation is that, for any instance set, same number of
fractions, and county, an increase in the average number of routes is synonymous
with a decrease in the average length of routes. This indicates that the bin packing
component of the problem has deteriorated in terms of how well packed the routes are.
When comparing the base and the R instance sets for each number of waste fractions
and each county across the two sets, it is clear that in the R instances, the number of
routes decreases while their length increases. This means that the routes are packed
in a better way in the R set, where the demand was more randomized between the
different fractions at each edge.
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Figure 3.6: Average number and length of routes variation with the number of
waste fractions and the different counties.

Moreover, when comparing across the increase in number of waste fractions (i.e.
across A, B, and D instances), be it in the base or the R set, the number of routes
generally increases as the number of compartments increases, i.e. the added dimension
to the multi-dimensional bin packing component of the problem deteriorates the total
packing, and results in the need to use more routes that aren’t as well packed on one
or more dimensions. Finally, comparing across counties within the same instance set
and number of waste fractions, and as in the CARP, the O county has many short
routes on average, followed by the K county. The S and N counties are equally similar
and present a lower number of routes, with the F instance having on average a same
number of routes as the S and N counties, but the routes are much smaller, due to
the fact that its graphs are relatively small compared to the other counties.
In order to analyze the multi-dimensional packing component of the problem,
Table 3.5 presents the average fill level of compartments of the same waste fraction
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(i.e. how filled to capacity is the compartment), varying in terms of problem, number
of waste fractions, and instance sets, while Table 3.6 presents the standard deviation
of the fill levels, varying over the same measures respectively. The former measures
the compactness of the packing within one bin dimension, while the latter measures
the fluctuation of the packing across different bins of the same dimension. Note that
the fill level analysis is conducted aggregately over all counties, since, even though
there was a variation of the fill level compactness and fluctuation across counties, no
interesting patterns could be found across counties. As can be seen in Table 3.5, the
most compact waste fraction of any of the NSMC-CARP fractions is at least 11%
less compact than the CARP. Similarly, the least variant of any of the NSMC-CARP
fractions is 4% more fluctuating than for the CARP.
Comparing across the A, B, and D instances of the same instance set, it can be
observed that the compartments are slightly less compact on average with added waste
fraction dimensions, with the decrease in compactness being more noticeable in the R
instance than in the base instance, as the demand is more randomized across waste
fractions, and thus affects the compactness of the different fractions. In fact, for the
D instances for example, the variation of the compactness across waste fractions is
maximally 3.5% in the base instance, while it is 4.3% for the R instance. In general,
the compartments are more or less equally compacted within the same instance type
(A,B,D), with a higher variation for the C instances with a maximal variation of 5.9%
for the base set, and 4.5% in the R set.
On the other hand, the fluctuation is more noticeable within the different fractions
of the same instance type. The R set presents higher fluctuations for the same fractions
than in the base set, since it is more randomized. Comparing across the A, B, and
D instances of the same set, the more fraction dimensions are added to the problem,
the higher the fluctuation is for the most fluctuating fraction. For example, for the
D instances, the variation between the least and most fluctuating fractions is 5.6%
for the base set and 6.8% for the R set, while it is 2.4% and 3.6% for the A instances
respectively. In general, the variation fluctuation between the different bin dimensions
of the same instance type is much more noticeable than the variation of compactness.
This analysis leads to the conclusion that the more randomized the demand on edges
is, the less compact and more fluctuating the fill level of the different compartments
is, and that the more waste fractions are added to the problem, the less compact and
more fluctuating the fill level of the different compartments is, and that the variation
of the fill rate is higher in both measures across the different compartments of the
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Table 3.5: Variation of the average fill level for each waste fraction with the
problem type, instance set, and number of fractions.
Problem
CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP

Instance set

Fraction 1

Fraction 2

Fraction 3

Fraction 4

A
B
C
D
A (R)
B (R)
C (R)
D (R)

93.6%
82.4%
82.4%
77.7%
79.5%
81.6%
80.7%
76.3%
76.5%

81.3%
79.4%
73.5%
82.1%
80.3%
77.6%
72.0%
79.1%

78.0%
76.3%
79.3%
76.1%
74.7%
76.5%

71.8%
78.6%
71.8%
74.8%

Table 3.6: Variation of the standard deviation of the fill level for each waste
fraction with the problem type, instance set, and number of fractions.
Problem
CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP
NSMC-CARP

3.3.3

Instance set

Fraction 1

Fraction 2

Fraction 3

Fraction 4

A
B
C
D
A (R)
B (R)
C (R)
D (R)

9.5%
16.5%
15.8%
18.1%
16.7%
16.3%
17.4%
18.7%
16.8%

19.0%
16.0%
15.9%
16.3%
19.9%
16.8%
15.6%
17.1%

21.2%
14.9%
19.1%
22.9%
14.5%
19.5%

13.6%
21.9%
14.0%
23.6%

MMCD algorithm behavioral analysis

In this section, we further analyze the MMCD algorithm by looking at its different
components to study its internal behavior. The first analysis is related to the number
of the 22 initial solutions that were improved by the algorithm. Out of all 664 instances
for the CARP and the NSMC-CARP, 49.5% of the instances tried to improve more
than one solution, and out of those instances, 46% found the best solution from
improving the first solution in Z (i.e. the best initial solution found). Moreover, the
best solution was found within the first 3 solutions in Z most of the time, but in some
instances (especially the smaller ones), the best solution was found from improving
one of the worst solutions. Yet, these results show that in general, it is better to sort
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the initial solutions and try to improve the solutions in order of their initial quality.
Note that the remaining instances where only one solution was improved are mostly
in the order of medium to large instances, suggesting that the algorithm took the
integrity of the allocated algorithmic time to find moves in the search space of one
solution, where that space was significantly large due to the largeness of the graph.
For those instances, more computation time would be required to investigate multiple
initial solutions.

Figure 3.7: Percentage of times each type of move was applied in the algorithm.
Figure 3.7 presents the aggregate percentage (over all instances, all five runs, and
all iterations of the MMCD algorithm) of times each of the eight different type of
neighborhood moves was included in multi-move chains. Recall that each of the non relocate moves Swap1 , Swap2≤µ≤4 , Cross, CrossReverse are called with equal probability
(25%) and the relocate chain moves of one edge (RelocateEject1 , RelocateInsert1 )
and of a sequence (RelocateEject2≤µ≤4 , RelocateInsert2≤µ≤4 ) are called with equal
probability (50%). As can be seen in the figure, the relocate-insertion of one edge was
the move used the most (34.4% of times). However, the relocate-eject of one edge was
only selected 1.2% of times, which indicates that ejection chain moves were regularly
dominated by the other types of moves, and may not be as beneficial as Vidal (2017)
found them to be. In terms of non-relocate moves, the swap of single edges, the cross,
and the cross-reverse moves were used almost equally, with the swap of a sequence
of µ edges being used three times less than the others. In fact, the relocate-insertion,
relocate-ejection, and swapping of sequences of size µ > 1 were less effective than their
single edge counterparts. Finally, the percentage of times the non-relocate moves were
used compared to the relocate moves is balanced, meaning that the multi-move chains
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were quasi-equally including the same number of moves from the relocate sub-graph
and the non-relocate sub-graphs. All things considered, and as was mentioned that
each of the four relocate moves and the four non-relocate moves were called with
an equal probability in the algorithm, we can conclude that calling the moves with
an equal probability is equally reflected in the percentage of times these moves were
used, except for relocate-eject moves, which are highly dominated by other moves, and
therefore are not beneficial enough to justify their inclusion.

3.4

Conclusion

We have developed a heuristic called the Multi-Move Chain Descent algorithm to solve
large-scale single and multi-compartment arc routing problems that arise in curbside
waste collection in Denmark. The algorithm is flexible enough to solve a variety of
arc and node routing problems. However, focus has been on two problems that are
relevant to our industrial partners: the Capacitated Arc Routing Problem (CARP) and
the No-Split Multi-Compartment CARP (NSMC-CARP). The algorithm was used to
solve the real-life benchmark instances from waste collection in Denmark of Kiilerich
and Wøhlk (2018) for the CARP and NSMC-CARP (with the largest instance having
11656 nodes, 12691 edges, 8651 required edges, and 209 vehicles).
The algorithm was tailored to solve large-scale graphs, and therefore was developed
to take advantage of the size of the instances and the number of routes existent
in each, by using multi-move chain graphs to extract, through the use of dynamic
programming, as much improvements as possible from the full exploration of one or
more neighborhood of moves that optimally orient edges in the routes. The MMCD
algorithm was compared with the FastCARP heuristic (Wøhlk and Laporte, 2018) for
the CARP instances, and has shown that it improves the FastCARP solutions highly
for small-scale to large-scale graphs of up to 4000 required edges, but deteriorates
in performance for very large-scale graphs with more than 4000 required edges. The
algorithm has also proven to be as effective on the NSMC-CARP as on the CARP,
and has shown to beat the PS variants (Zbib, 2017) on all instances. Moreover, we
have analyzed the strengths and weaknesses of the algorithm in terms of the instance
characteristics, such as the size of the graph, the number of routes, the average length
of routes, and the instance’s county.
In terms of the multi-dimensional bin packing component of the NSMC-CARP,
we conclude that the more waste fractions are added to the problem, and the more
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randomized the demand is, the harder is the bin packing aspect and thereby the less
effective the packing is on one or more dimensions, resulting in a higher number of
vehicles needed, whose routes are shorter, in order to serve the same network of arcs.
Finally, the analysis of the moves used in the MMCD algorithm have shown that
ejection chains were not effective as expected, compared to other simpler types of
moves such as the relocation of one edge, the swap of single edges, crossing routes, or
reverse crossing routes.
Our results indicate that the MMCD algorithm is a flexible and highly suitable
algorithm to solve small-scale to large-scale instances up to 4000 required edges of
single and multi-compartment routing problems such as those encountered at our
industrial partners.
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3.A

Neighborhood Moves Evaluation

This appendix presents all the mathematical details of Section 3.2.1 related to defining
and calculating the bidirectional partial cost and load labels (Section 3.A.1), the
computation of costs and loads for the concatenation of sub-sequences of edges involved
in the moves defined in this paper (Section 3.A.2), and the computation of the two-step
lower bound procedure (Section 3.A.3) for both the CARP and the NSMC-CARP.
The mathematical details are based on Vidal (2017)’s work on the CARP, which we
also extended to the NSMC-CARP.

3.A.1

Pre-processed partial costs

The bidirectional partial cost and load labels for every sub-sequence in a route Rr =




σ1 , ..., σi , ..., σ|Rr | are defined as follows for the CARP and the NSMC-CARP, with

|F| = 1 for the CARP and |F| > 1 for the NSMC-CARP.

• Let Ch+ (σi ) be the optimal partial forward cost of the sub-sequence Hσ+i in the
route that starts at the single orientation of the start depot σ1 and ends at
orientation h 
∈ Mi of σi .


0,
h ∈ Mi : i = 1
+
n
o
Ch (σi ) = 
+
lh

 min Cl (σi−1 ) + si−1,i + cσi , h ∈ Mi : i > 1
l∈Mi−1

• Let Cl− (σi ) be the optimal partial backward cost of the sub-sequence Hσ−i in the
route that starts at orientation l ∈ Mi of σi and ends at the single orientation of
the end depotσ|Rr | .
Cl− (σi )

=

l ∈ Mi : i = |Rr |



0,




min

h∈Mi+1

n

o

−
cσi + slh
i,i+1 + Ch (σi+1 ) , l ∈ Mi : i < |Rr |

−
• Let Clh
(σi , σj ) be the optimal partial backward cost of a sub-sequence in the

route that starts at orientation l ∈ Mi of σi and ends at orientation h ∈ Mj of
σj , i < j.
−
Clh
(σi , σj ) = Ch− (σj ) − Cl− (σi ) + cσj
−
The cost Clh
(σi , σj ) is obtained by following the predecessor p ∈ Mj−1 of

l ∈ Mj and repeating that recursively until reaching the predecessor h ∈ Mi .
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3.A.2

Move evaluation

Each of the defined moves in Section 3.2.1.1 boils down to a re-arrangement of a finite
h

i

number of sub-sequences. Let C (σ1 , σi ) ⊕ ... ⊕ (σg , σg+µ−1 ) ⊕ ... ⊕ (σj , σ|Rr | ) refer to
the cost of evaluating the concatenation of a number of sequences, such that (σ1 , σi )
refer to a sequence that starts at the start depot and ends at edge σi , (σj , σ|Rr | ) refers
to a sequence that starts at edge σj and ends at the end depot σ|Rr | , and (σg , σg+µ−1 )
refers to a sequence of size µ that starts at edge σg and ends at edge σg+µ−1 . If the
sequence is a single edge sequence, it will be denoted as (σg ). we start with two routes








Rr = σ1 , ..., σi , ..., σ|Rr | and Rk = σ1 , ..., σj , ..., σ|Rk | , and use Rr0 and Rk0 to denote
the routes after the move is performed. Table 3.A.1 presents, for each type of move,
the costs of the routes Rr0 and Rk0 and the new sub-sequence concatenations after the
move is applied.
Table 3.A.1: Evaluation costs C[Rr0 ], C[Rk0 ] for different types of moves
Move
Swap1 (σi , σj , Rr , Rk )

0
C[R
]
h r

i
C (σ1 , σi−1 ) ⊕ (σj ) ⊕ σi+1 , σ|Rr |

Swapµ (σi , σj , Rr , Rk )

C (σ1 , σi−1 ) ⊕ (σj , σj+µ−1 ) ⊕ σi+µ , σ|Rr |

h

0
C[R
]
h k

i
C (σ1 σj−1 ) ⊕ (σi ) ⊕ σj+1 , σ|Rk |



i

h



C (σ1 , σj−1 ) ⊕ (σi , σi+µ−1 ) ⊕ σj+µ , σ|Rk |

h



i

C (σ1 , σj−1 ) ⊕ (σi ) ⊕ σj , σ|Rk |

h



i

C (σ1 , σj−1 ) ⊕ (σi , σi+µ−1 ) ⊕ σj , σ|Rk |

h



i

C (σ1 , σj−1 ) ⊕ (σi ) ⊕ σj+1 , σ|Rk |

h



i

C (σ1 , σj−1 ) ⊕ (σi , σi+µ−1 ) ⊕ σj+µ , σ|Rk |

RelocateInsert1 (σi , Rk )

C (σ1 , σi−1 ) ⊕ σi+1 , σ|Rr |

RelocateInsertµ (σi , Rk )

C (σ1 , σi−1 ) ⊕ σi+µ , σ|Rr |

RelocateEject1 (σi , σj , Rk )

C (σ1 , σi−1 ) ⊕ σi+1 , σ|Rr |

RelocateEjectµ (σi , σj , Rk )

C (σ1 , σi−1 ) ⊕ σi+µ , σ|Rr |

h



h



h



h



h



i

C (σ1 , σi−1 ) ⊕ σj+1 , σ|Rk |

h



i

C (σ1 , σi+1 ) ⊕ σj+1 , σ|Rk |

Cross (σi , σj , Rr , Rk )

C (σ1 , σi ) ⊕ σj , σ|Rr |

CrossReverse (σi , σj , Rr , Rk )

C (σ1 , σi ) ⊕ σj , σ|Rr |

h



i

h



i

i

i
i

i
i

As can be inferred from Table 3.A.1, the different moves are combinations of three
types of concatenation of sequences. Below we show how their evaluation costs can be
calculated, and how the load evaluations can be done for all move types, based on the
pre-processed bidirectional partial cost and load labels.
h



i

First, the concatenation of two sequences, (σ1 , σi ) ⊕ σj , σ|Rr | :

h



C (σ1 , σi ) ⊕ σj , σ|Rr |
(

min min
l∈Mi

h

h∈Mj

n

Cl+ (σi )

i

+

i

=

slh
ij

+

)
o

Ch− (σj )

−
Qf (σ1 , σi ) ⊕ (σj , σ|Rr | ) = Q+
f (σi ) + Qf (σj ) ∀f ∈ F

(3.A.3)

(3.A.4)

Then, the concatenation of three sequences with the middle sequence being a single
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h



i

h



i

edge, (σ1 , σi−1 ) ⊕ (σj ) ⊕ σi+1 , σ|Rr | :

C (σ1 , σi−1 ) ⊕ (σj ) ⊕ σi+1 , σ|Rr |
(

min



min

l∈Mi−1

h∈Mj

min

n

Cl+ (σi−1 )

p∈Mi+1

slh
(i−1,j)

+

h

=
+ cσj +

shp
(j,i+1)

+

(3.A.5)

)
o

Cp− (σi+1 )

i

−
f
Qf (σ1 , σi−1 ) ⊕ (σj ) ⊕ (σi+1 , σ|Rr | ) = Q+
f (σi−1 ) + qσj + Qf (σi+1 ) ∀f ∈ F (3.A.6)

And finally, the concatenation of three sequences with the middle sequence being
h



i

a sequence of edges of size µ > 1, (σ1 , σi−1 ) ⊕ (σj , σj+µ−1 ) ⊕ σi+µ , σ|Rr | :
h



C (σ1 , σi−1 ) ⊕ (σj , σj+µ−1 ) ⊕ σi+µ , σ|Rr |
min

l∈Mi−1






(

min



 h∈Mj ,

min

i

=

)

o 

n

g∈Mi+µ

pg
−
−
Cl+ (σi−1 ) + slh
(i−1,j) + Chp (σj , σj+µ−1 ) + s(j+µ−1,i+µ) + Cg (σi+µ )





p∈Mj+µ−1

(3.A.7)

h

i

Qf (σ1 , σi−1 ) ⊕ (σj , σj+µ−1 ) ⊕ (σi+1 , σ|Rr | ) =

(3.A.8)

−
+
+
Q+
f (σi−1 ) + Qf (σj+µ−1 ) − Qf (σj−1 ) + Qf (σi+1 ) ∀f ∈ F

Note that for the CrossReverse(σi , σj ) move, the cost function is slightly different
from that in Equation (3.A.3) in that the evaluation in the first route happens based
on the cost forward Cl+ (σi ) and Ch+ (σj ) for both sequences, while the evaluation in the
second route happens based on the cost backward Cl− (σi+1 ) and Ch− (σj+1 ) for both
sequences.

3.A.3

Two-step lower bound procedure

In the following, we show how the two-step lower bound procedure can be done on
+
move evaluations. Let Cmin
(σi ) be the minimum cost forward for the sequence Hσ+i

that starts at the depot and ends at the orientation of edge σi with the least total cost
n

o

n

o

−
+
forward, i.e. Cmin
(σi ) = min Cl+ (σi ) . Similarly, the costs Cmin
(σi ) = min Cl− (σi )
l∈M
( i

l∈Mi

n

)
o

−
−
and Cmin
(σi , σj ) = min min Clh
(σi , σj )
l∈Mi

h∈Mj

can be defined. Also, let smin
be the
ij

minimum shortest path distance between all orientations of the end node of σi and
the orientations of the start node of σj . These values can be pre-calculated at the
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start of the global algorithm and used subsequently throughout the algorithm. The
lower bound cost LB in the two-step lower bound procedure can be calculated as in
Equations (3.A.9)-(3.A.11) for the cost evaluations in Equations (3.A.3)-(3.A.7).
h



LB (σ1 , σi ) ⊕ σj , σ|R|

i

+
−
= Cmin
(σi ) + smin
+ Cmin
(σj )
ij

h



LB (σ1 , σi−1 ) ⊕ (σj ) ⊕ σi+1 , σ|R|

i

=

+
min
−
Cmin
(σi−1 ) + smin
(i−1,j) + cσj + s(j,i+1) + Cmin (σi+1 )

h



LB (σ1 , σi−1 ) ⊕ (σj , σj+µ−1 ) ⊕ σi+µ , σ|R|

i

(3.A.9)

(3.A.10)

=

+
−
min
−
Cmin
(σi−1 ) + smin
(i−1,j) + Cmin (σj , σj+µ−1 ) + s(j+µ−1,i+µ) + Cmin (σi+µ )

(3.A.11)

Using the lower bound definitions in Equations (3.A.9)-(3.A.11), the two step
evaluation of any move between two sequence of edges of size µ ≥ 1 starting at σi ∈ Rr
LB

and σj ∈ Rk is done by first evaluating ∆ move (σi , σj ) = LB[Rr0 ] + LB[Rk0 ] − C(Rr ) −
LB

C(Rk ), and then only if ∆ move (σi , σj ) ≤ 0, we evaluate the true change in cost by
∆move (σi , σj ) = C(Rr0 ) + C(Rk0 ) − C(Rr ) − C(Rk ). If ∆move (σi , σj ) < 0, the move has
a beneficial effect on the total cost of the solution.
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Abstract
The purpose of this paper is to present novel cluster types and clustering techniques that
are common to real-life street networks in an arc routing setting, in order to solve very
large- scale single and multi-compartment capacitated arc routing problems in the context of
curbside waste collection. The clustering aims at reducing the graph sizes to computationally
tractable sizes. This is done by tailoring the cluster types to contain high numbers of wellconnected required edges, few access nodes, and easily computable traversal costs within
the cluster. The paper presents procedures for identifying the clusters in a graph, thereby
reducing the size of the graphs by up to 88%. The clustering is incorporated into a two phase
algorithm, where the second phase solves the arc routing problem on the reduced graph using
a version of the Multi-Move Chain Descent algorithm adapted to clusters. The algorithm
was tested on 264 benchmark instances for the Capacitated Arc Routing problem (CARP),
and 400 instances for the No-Split Multi-Compartment CARP (NSMC-CARP), with the
largest graph having 8651 required edges. Two versions of the algorithm were used, where
one is tailored towards the very-large graphs and rural areas with more than 2000 required
edges, and the second is tailored to urban areas and to small and medium size graphs with
less than 2000 required edges. The combined performance of the algorithm improves half
of the CARP and NSMC-CARP instances compared to the best known solutions, and has
shown to be better performing as the number of waste fractions in the instances increased.
Keywords: Arc Routing; Waste Collection; Clustering; No-Split Multi-Compartment Capacitated Arc Routing Problem; Capacitated Arc Routing Problem.
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4.1

Introduction

The purpose of this paper is to present novel clustering techniques for very large-scale
single and multi-compartment capacitated arc routing problems that arise in waste
collection operations in Denmark, among other applications. The aim of the clustering
is to reduce the sizes of the graphs considerably to sizes that are computationally
more tractable. The cluster types treated are general to many real-life street networks,
and have been tailored to be included in the solution representation based on optimal
orientations of Vidal (2017).
Our overall solution approach is formed by a clustering phase followed by a routing
phase, with the focus of the paper being on the former. In the clustering phase, four
different types of clustering techniques are applied on original graph in the following
order: fishbone clustering, chain clustering, triangle clustering, and generalized clustering. Once the clusters are formed and the graph is reduced, we subsequently solve the
resulting arc routing problem on the reduced graph using a modified version of the
Multi-Move Chain Descent algorithm (MMCD) of Zbib and Wøhlk (2017). This allows
the algorithm to run for a higher number of iterations within the same allocated time,
and subsequently allowing for a deeper search of the solution space.
The No-Split Multi-Compartment Capacitated Arc Routing Problem (NSMCCARP) (Kiilerich and Wøhlk, 2018) is a variant of the Capacitated Arc Routing
Problem (CARP) (Golden and Wong, 1981) that arises in the curbside collection of
waste and recyclables from households. Each household has a demand for one or more
waste fraction, and collection is done on a street level for all households on that street,
represented as an edge. The NSMC-CARP is defined on an undirected graph and its
objective is to find a set of least-cost closed routes that start and end at the depot
node, such that all waste fractions of a required edge are serviced by the same vehicle
without violating the vehicle capacities of any compartment in the vehicle, and such
that each required edge is serviced by one vehicle only. The set of collection vehicles is
a homogeneous set of multi-compartment vehicles. The CARP can be seen as a special
case of the NSMC-CARP where there is a single waste fraction at each household and
one single compartment in each vehicle.
New real life benchmark instances for the CARP and the NSMC-CARP were
presented by Kiilerich and Wøhlk (2018) from waste collection companies in Denmark,
whose sizes (up to 11656 nodes, 12691 edges, and 8651 required edges) are significantly
larger than the previous benchmark instances for the CARP (up to 255 nodes, and
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375 required edges for the Brandão and Eglese (2008) instances).
Some of the current state-of-the-art metaheuristics in the literature for the CARP
would not be able to handle these very large-scale instances within reasonable run
times. For example, Wøhlk and Laporte (2018) have shown that one run of the optimal
tour splitting algorithm of Prins et al. (2009) takes a prohibitively long time to run
for the largest CARP graph, which is a widely used sub-algorithm in many algorithms
for the CARP, such as the Iterated Local Search of Prins et al. (2009). Reasonably,
Vidal (2016) has shown how the tour splitting algorithm can be significantly sped
up by proposing a version of the algorithm that is linear in the number of edges. We
also mention other notable works that solved the CARP such as Hertz et al. (2000);
Lacomme et al. (2004); Santos et al. (2010); Usberti et al. (2013); Chen et al. (2016);
Vidal (2017).
Therefore, new approaches and algorithms able to solve very-large problems are
needed. Three recent papers, albeit with different approaches, have solved the CARP
and NSMC-CARP instances of Kiilerich and Wøhlk (2018).
Wøhlk and Laporte (2018) present a relatively fast algorithm called FastCARP to
solve the CARP instances. The FastCARP consists of creating a giant tour visiting all
required edges, splitting the tour into districts, and constructing routes within each
district using a fast sub-optimal version of the tour splitting algorithm. The algorithm
then iteratively merges and splits adjacent districts, repeating the route construction
phase.
Zbib (2017) studies different variants of the path scanning construction heuristic
(Golden et al., 1983) both for the CARP and the NSMC-CARP. The twelve variants
are formed by a combination of different edge scanning strategies and algorithmic
randomization degrees, with the selection criteria for the CARP extended to the
NSMC-CARP.
Zbib and Wøhlk (2017) present a Multi-Move Chain Descent algorithm, specifically
designed to solve large-scale instances of the CARP and NSMC-CARP. The algorithm
was able to find the best known solutions thus far for almost all the small to large-scale
instances of Kiilerich and Wøhlk (2018) (up to 4000 required edges), but proved to be
too time prohibitive for the very large-scale graphs, and was mostly dominated by the
FastCARP for these graphs.
Some papers have been presented on the clustered capacitated vehicle routing
problem, of which we mention Barthélemy et al. (2010); Battarra et al. (2014); Vidal
et al. (2015); Expósito-Izquierdo et al. (2016); Defryn and Sörensen (2017), but very
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little is available for arc routing problems. Vidal (2017), who presents a structural decomposition of arc routing problems in which decisions about the traversal orientation
of required edges are made optimally for each route, briefly explains how the solution
representation can be adapted to clusters, but does not offer any approaches on how
to cluster edges. Therefore, this paper fills that gap in the literature.
Our definition of a cluster in an arc routing setting can be decomposed into a three
level decision, consisting of 1) choosing the edges to cluster, 2) determining the access
nodes of the cluster, and 3) computing the traversal costs between pairs of access
nodes. The more access nodes a cluster has, the more complexity that adds to the
computational time of determining how to service that cluster, and the computational
time of local search moves between the clusters. In that sense, we define an efficient
cluster as being a cluster that has a high number of well connected required edges,
the least number of access nodes possible, and in which the traversal cost between two
access nodes can be easily and quickly computed. Moreover, another characteristic
of efficient clusters is that they reduce the size of the solution graphs with optimal
orientations of Vidal (2017), which is used in the routing phase to represent routes in
the MMCD algorithm (Zbib and Wøhlk, 2017). This definition of an efficient cluster
is used as the guiding factor to define our cluster types and their related clustering
techniques, in the aim of efficiently speeding up the local search moves (swap, relocateeject, relocate into best position, cross, reverse cross) in the MMCD algorithm, and
hence, the algorithm itself.
The paper is structured as follows. Section 4.2 presents the different notations and
definitions associated with the CARP and NSMC-CARP, and defines our concept of a
cluster. Section 4.3 shows how to represent clusters in the solution representation with
optimal orientations. Section 4.4 presents the different types of clusters. Section 4.5
details the clustering phase and its different clustering techniques. Section 4.6 focuses
on the routing phase of the algorithm in terms of how to adapt the MMCD algorithm
to handle clusters. The computational results are discussed in Section 4.7, while the
conclusions from our findings are given in Section 4.8.

4.2

Notations and definitions

The NSMC-CARP is defined on an undirected graph G = (N , E) with a cost ce > 0
associated with every edge e ∈ E. A set F of waste fractions need to be collected from
each household, such that each household has a demand for one or more waste fraction,
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and collection is done on a street level for all households on that street, represented as
an edge. Let ER ⊆ E be the set of required edges such that there is a demand qef > 0
on the edge e ∈ ER for at least one waste fraction f ∈ F, with a large number of edges
having demand for all waste fractions. A homogeneous fleet of multi-compartment
vehicles K exists at the depot node v0 ∈ N , each having |F| dedicated compartments
with capacity Qf for f ∈ F. The objective of the NSMC-CARP is to find a set of
least-cost closed routes that start and end at the depot node, such that the total
demand for each waste fraction does not exceed the vehicle’s compartment capacities,
and such that each required edge is serviced by one vehicle only. The CARP is a
special case of the NSMC-CARP where |F| = 1. Let suv denote the cost of the shortest
path in the graph between any two nodes u, v ∈ N .
A cluster σi contains a set of required edges denoted Eσi ⊂ ER whose total cumulative demand q̂σfi for each waste fraction does not exceed a portion α of the vehicle’s
compartment capacity for each waste fraction, i.e. q̂σfi =

P

e∈Eσi

qef ≤ αQf , ∀f ∈

F , 0 < α ≤ 1. If a cluster is serviced by a vehicle k ∈ K, all the required edges in the
cluster have to be serviced successively in a certain order in the final solution, before the
vehicle can go on to service another cluster. Each cluster has a finite set of access nodes
Nσi ⊂ N that can be used to either enter or exit the cluster. We denote by P the set of
edge disjoint clusters such that no two clusters contain the same required edge. Figure
4.1 presents an example of a graph with |E| = |ER | = 11, |N | = 8, |F| = 1, Q1 = 40,
and α = 0.25, with the capacity qe1 indicated on each edge. Two possible clusters are
presented, with P = {σ1 , σ2 }, Eσ1 = {(1, 2), (1, 5), (1, 6)}, Nσ1 = {2, 5, 6}, q̂σ11 = 8, and
Eσ2 = {(4, 7), (6, 8), (7, 8)}, Nσ2 = {4, 6}, q̂σ12 = 9. Note that q̂σ11 , q̂σ12 ≤ αQ1 = 10.

Figure 4.1: Example of two clusters σ1 and σ2 .
For every pair of access nodes u, v ∈ Nσi of a given cluster σi ∈ P, a traversal cost
ŝσuvi

is associated with u, v ∈ Nσi , corresponding to the least-cost tour starting at u,
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servicing all the required edges e ∈ Eσi , and ending at v. The traversal cost contains
two components: the cost of servicing all the required edges, and the deadheading
that has to be done between them. This means that for every cluster σi , there exists
|Nσi |2 costs ŝσuvi associated with it. Therefore, establishing dominance of certain pairs
of entrance and exit nodes in the cluster over other pairs, is key to reduce the number
of ŝσuvi costs that need to be computed. Both required and non-required edges can be
clustered within a cluster σi . Whenever the edge is required, it is added to the set Eσi ,
and its cost is factored in the different traversal costs. However, whenever the edge
is non-required, it is not added to the set Eσi , but its cost is still factored into the
different traversal costs.
When a required edge e ∈ ER is added to a cluster σi , the edge is flagged, i.e. it
is marked as being clustered. For any node v ∈ N , let η(v) be the set of adjacent
edges; δ(v) be the degree of v such that δ(v) = |η(v)|; ξ(v) be the set of clusters
adjacent to v with σi ∈ ξ(v), v ∈ Nσi ; and θ(v) be the unflagged degree of v which
is defined as the number of edges adjacent to v that are not flagged, giving that
0 ≤ θ(v) ≤ δ(v), δ(v) > 0 ∀ v ∈ N . Initially, θ(v) = δ(v), ∀ v ∈ N . We also
denote by Φj ⊆ P the set of clusters of type j, and have by definition P =

S

Φj , and

j

Φj ∩ Φl = ∅ : j 6= l. Table 4.1 presents the values of δ(v), η(v), ξ(v) and θ(v) for each
node v ∈ N in the example graph of Figure 4.1.
Table 4.1: δ(v), η(v), ξ(v) and θ(v) for each node v ∈ N in the example graph.
v

δ(v)

1
2
3
4
5
6
7
8

3
3
3
2
3
3
3
2

(1,2)
(1,2)
(2,3)
(3,4)
(1,5)
(1,6)
(3,7)
(6,8)

η(v)

ξ(v)

(1,5)
(2,3)
(3,4)
(4,7)
(2,5)
(5,6)
(4,7)
(7,8)

(1,6)
(2,5) σ1
(3,7)
σ2
(5,6) σ1
(6,8) σ1 σ2
(7,8)
-

θ(v)
0
2
3
2
2
1
1
0

The portion of the vehicles’ compartments’ capacity α capping the total capacity
of the cluster is dependent on the cluster type, such that an αj is determined during
the tuning phase for each Φj . Note that when deciding on the values of each αj , there
exists a trade-off between the number of clusters that can fit in one vehicle, and the
average size of these clusters. A large αj value increases the size of the cluster and
subsequently decreases the size of the final graph, but reduces the number of clusters
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that can fit in one vehicle; while a small αj allows more clusters to fit within the same
vehicle, at the expense of smaller clusters and a larger final graph.
In order to be able to adapt the MMCD algorithm to handle clusters instead of edges,
we represent our CARP and NSMC-CARP solutions with the solution representation
with optimal orientations of Vidal (2017), which is used in the original MMCD
algorithm. The aim of the solution representation is to be able to optimally orient
all elements in each route, which, in the case of clusters, corresponds to determining
which pair of access nodes of each cluster in the route should be used as entrance and
exit nodes of that cluster, in order to obtain the optimally least-cost way of servicing
that route. In the following, we detail the notations and definitions associated with
the solution representation. A given solution z of the CARP or the NSMC-CARP has
a set of feasible routes R(z) = {R1 , ..., R|K| } that service all the clusters σi ∈ P, with
every route Rk ∈ R(z) starting and ending at the depot node v0 ∈ N . Each route
Rk ∈ R(z) is represented explicitly as a set of elements Rk = {σ1 , ..., σi , σi+1 , ..., σ|Rk | },
where element σ1 is the starting depot, element σ|Rk | the ending depot, and elements
at position 1 < i < |Rk | are the clusters σi ∈ P in the route.
In the solution representation with optimal orientation of edges (Vidal, 2017), each
route Rk is then represented as a directed acyclical auxiliary graph GRk = (VRk , ARk )
such that VRk contains one node for each depot-element, and two nodes for each edgeelement σi ∈ ER , corresponding to the two orientations of the edge. We will denote by
orientation a node l ∈ VRk . Each orientation l ∈ VRk is characterized by a start node
a(l) and an end node b(l) corresponding to the nodes in G of the edge-element σi , with
both start and end nodes being the same node v0 for the single orientation of depotelements σ1 , and σ|Rk | . We use the notation l ≡ σi to indicate that the orientation
l is associated with the element σi . An arc (l, h) ∈ ARk : l, h ∈ VRk , l ≡ σi , h ≡ σi+1
exists between each orientation l of an element σi ∈ Rk and each orientation h of
the consecutive element σi+1 ∈ Rk , with the cost of the arc corresponding to the
deadhead cost from the end node b(l) to the start node a(h) plus the service cost of
the element σi+1 (be it the service cost of the edge for an edge-element, and zero for a
depot-element). Section 4.3 presents the details of how our clusters can be represented
as cluster-elements, how to define their orientations, and the characteristics of the arcs
in ARk involving the orientations of cluster-elements.

88

Chapter 4. Clustering techniques for CARPs

4.3

Representation of clusters in the solution
representation

In the following section, we present the characteristics of cluster-elements in the
solution representation with optimal orientations, and derive from these characteristics
a relation between the number of required edges |Eσi | in a cluster and the number of
access nodes |Nσi | that would lead to a reduction in the size of the solution graphs
GRk = (VRk , ARk ). We first discuss the two cluster representations already presented in
the literature, and then, in Section 4.3.1, we present a third more efficient representation
that uses the same total time to calculate cost labels for each cluster element in the
graphs GRk as the other two, but reduces the total size of the graphs GRk significantly,
and thereby leads to a reduction of the runtime of the MMCD algorithm.
Vidal (2017) suggests an implicit representation of a cluster-element σi ∈ P as
|Nσi |2 orientations in VRk , with one orientation l ≡ σi corresponding to each pair of
access nodes u, v ∈ Nσi , such that a(l) = u and b(l) = v. In such a case, the cost of
each arc in ARk ending at l correspond to the deadhead cost sb(h)a(l) from the end
node b(h) of the orientation h ≡ σi−1 to the start node a(l), plus the traversal cost ŝσuvi
between the pair of access nodes corresponding to the orientation. This is illustrated
in Figure 4.2b.
On the other hand, Vidal et al. (2014) suggest an explicit representation of a node
routing cluster (which is extendable to arc routing clusters) as 2|Nσi | orientations, with
|Nσi | orientations corresponding to all possible entrance nodes of the cluster u ∈ Nσi ,
and |Nσi | orientations corresponding to all possible exit nodes of the cluster v ∈ Nσi .
Each orientation l ≡ σi corresponding to an access node u ∈ Nσi has a(l) = b(l) = u.
The exit nodes orientations of clusters are inserted in the graph GRk right after the
entrance nodes orientations, with an arc (l, h) ∈ ARk linking each pair of entrance
node orientation l and exit node orientation h. The cost of the arc corresponds to the
traversal cost ŝσuvi between entrance node u and exit node v, and the cost of the arcs
ending at the entrance node orientation l corresponds to the deadhead cost sa(g)a(l)
from the end node a(g) of the orientation g ≡ σi−1 to the start node a(l). This is
illustrated in Figure 4.2c.
The optimal orientation of all elements in each route can be obtained by calculating bidirectional cost labels for each orientation (see Section 4.3.2 for details), and
subsequently solving in O(VRk + ARk ) time a shortest path problem on the directed
acyclic graph GRk = (VRk , ARk ) using Bellman’s algorithm after topologically sorting
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all orientations in VRk (Beullens et al., 2003). Therefore, an efficient cluster is one
that reduces the size of |VRk + ARk | by clustering a number of required edges inside a
cluster with few access nodes, and thus reducing the total number of orientations and
arcs in the GRk graphs, and subsequently the computational time to construct these
graphs, as well as the computational time of the shortest path problem.
entrance

exit
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σ3(1)

σ3(1)

σ4(1)

(v0,1)

(2,2)

(2,2)

(5,4)
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σ5(1)

(v0,v0)

5

(v0,v0)

σ2(2)
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σ3(2)
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(4,5)

4

(a) Original graph

(c) Explicit representation
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(v0,v0)

(v0,v0)
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σ3(2)

σ4(2)

σ3(4)

(4,5)

(1,v0)

(a2,b2)

(4,5)

(3,3)

(b) Implicit representation

(d) Implicit representation without apriori knowledge of one
of the orientation's nodes

Figure 4.2: Example of a small graph and the resulting auxiliary graph GRk for
the three cluster representations.
For simplicity, in the remainder of Section 4.3, we will assume that the entirety of
the required edges ER can be serviced by a single vehicle. Under that assumption, the
corresponding graph GRk without any clusters has |VRk | = 2|ER | + 2 orientations, and
|ARk | = 4(|ER | − 1) + 4 = 4|ER | arcs.
In the implicit representation of clusters, a number |Eσi | of edges are clustered into
a cluster σi with |Nσi | access nodes represented implicitly as |Nσi |2 orientations. The
corresponding graph GRk now has |VRk | = 2(|ER | − |Eσi |) + |Nσi |2 + 2 orientations,
and |ARk | = 4(|ER | − |Eσi | − 2) + 2(2|Nσi |2 ) + 4 arcs, with 2|Nσi |2 arcs linking the
two orientations of the precedent edge of the cluster with its |Nσi |2 orientations, and
2|Nσi |2 arcs linking the cluster with the successive edge’s orientations.
If we want to determine for which values of |Eσi | and |Nσi | is |VRk +ARk |non−clustered =
|VRk +ARk |clustered , we get that 6|ER |+2 = 6|ER |−6|Eσi |+5|Nσi |2 −2, and subsequently
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that |Eσi | = (5|Nσi |2 − 4)/6. Therefore, the cluster would need to contain more than
(5|Nσi |2 − 4)/6) edges to reduce the size of the graph. Consequently, as the number of
access nodes increases, the number of edges that need to be in the cluster to make it
efficient becomes too large due to the term of five time the square of the number of
access nodes.
In order to circumvent this, the usage of the explicit representation of clusters gives
a better relation when the number of access nodes is large. In the case of an explicit
cluster having |Eσi | edges, |Nσi | access nodes and 2|Nσi | orientations with |Nσi |2 arcs
between them, the corresponding graph GRk now has |VRk | = 2(|ER |−|Eσi |)+2|Nσi |+2
orientations, and |ARk | = 4(|ER | − |Eσi | − 2) + |Nσi |2 + 4|Nσi | + 4 arcs, with 2|Nσi |
arcs linking the orientations of the previous edge with the entrance node orientations
of the cluster, |Nσi |2 arcs linking the entrance and exit node orientations, and 2|Nσi |
arcs linking the exit nodes orientations of the cluster with the orientations of the
successive edge. In the case where |VRk + ARk |non−clustered = |VRk + ARk |clustered , we
get that 6|ER | + 2 = 6|ER | − 6|Eσi | + |Nσi |2 + 6|Nσi | − 2, and subsequently that
|Eσi | = (|Nσi |2 + |Nσi | − 4)/6. Therefore, if we want the size of the graph to be smaller
in the clustered graph, the cluster would need to contain more than (|Nσi |2 +|Nσi |−4)/6
edges in clustered in it.
To determine when the explicit representation is better than the implicit one, we
determine when |VRk + ARk |implicit = |VRk + ARk |explicit . For this case, we assume that
the cluster is preceded and followed by two clusters with n1 and n2 orientations. We
get that |VRk + ARk |implicit = (n1 + |Nσi |2 + n2 ) + (n1 |Nσi |2 + n2 |Nσi |2 ) + const, and
|VRk + ARk |explicit = (n1 + 2|Nσi | + n2 ) + (n1 |Nσi | + |Nσi |2 + n2 |Nσi |) + const, with
const being the number of nodes and arcs in both ends of the route that are common
to both representations. We get that |Nσi | = (n1 + n2 + 2)/(n1 + n2 ), and, only if
n1 = n2 = 1 is |Nσi | = 2, with n1 , n2 > 1 leading to an |Nσi | < 2. Therefore, the
implicit representation is only better when the number of access nodes is 1, with the
explicit representation being better for any number above 1.

4.3.1

Implicit representation without a-priori knowledge of
one of the orientation’s nodes

In order to reduce the auxiliary graph GRk = (VRk , ARk ) even further in our algorithm, we present a new more efficient way of representing clusters in the solution
representation that has the same time complexity in the bidirectional cost label com-
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putations as the implicit and explicit representations, while highly reducing the total
number of orientations in the graph GRk compared to the two other representations.
This representation allows to reduce the computational time of constructing the GRk
graphs, as well as their computational size. We denote the new representation as an
implicit representation without a-priori knowledge of one of the orientation’s nodes,
and illustrate an example of it in Figure 4.2d.
The representation consists of representing a cluster with |Nσi | orientations, with
one access nodes u ∈ Nσi associated with each orientation l ≡ σi , without knowing apriori what the start node a(l) is before the calculation of the cost labels in the forward
direction, and what the end node b(l) is before the calculation of those labels in the
backward direction (to be described in Section 4.3.2). The only known attribute of the
orientation is that b(l) = u when calculating the forward cost labels, and a(l) = u when
calculating the backward cost labels. Each time the forward or backward cost label
of an orientation needs to be re-computed in any direction, the start node (forward
direction) and the end node (backward direction) is dynamically re-determined as
being the access node in Nσi that leads to the lowest forward/backward cost for the
orientation, depending on the cluster-element before it/after it, respectively. Section
4.3.2 presents the mathematical details of the calculations of the bidirectional cost
labels.
Figure 4.3 illustrates an example of the rationale behind the cost label calculations in both directions for orientation l = σ3 (1) of cluster σ3 in Figure 4.2. With
Nσ3 = {2, 3}, node 2 is associated with orientation σ3 (1) and node 3 associated with
orientation σ3 (2). In the forward direction (see Figure 4.3a), it is known that the
orientation ends at b(l) = 2, with a(l) not known a-priori and is yet to be determined
based on the orientations of the cluster-element σ2 before σ3 in the route. For example,
from the orientation σ2 (1), a(l) would correspond to the node among Nσ3 = {2, 3} that
results in the lowest cost deadheading from the end node b(σ2 (1)) = 1 to either 2 or 3,
plus the traversal cost of σ3 with 2 as its exit node, and either 2 or 3 as its entrance
node. On the other hand, in the backward direction (see Figure 4.3b), it is known that
the orientation σ3 (1) starts at a(l) = 2, but the end node b(l) is not known a-priori
and is yet to be determined based on the orientations of the cluster-element σ4 after
σ3 in the route. For example, from the orientation σ4 (1), b(l) would correspond to the
node among Nσ3 = {2, 3} that results in the lowest cost deadheading from either 2 or
3 to the start node a(σ4 (1)) = 5, plus the traversal cost of σ3 with 2 as its entrance
node, and either 2 or 3 as its exit node.
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σ2(1)

2

σ3(1)

σ3(1)

(a1,2)

(2,b1)

σ3(2)

σ3(2)

(a2,3)

(3,b2)

(v0,1)

3

(a) Forward cost label

2

σ4(1)
(5,4)

3

(b) Backward cost label

Figure 4.3: Implicit calculation of costs labels for clusters represented implictly
without a-priori knowledge of one of the orientation’s nodes.

In the case where the cluster-element σi is represented implicitly, and the clusterelement before/after it in the route has n orientations, the cost labels’ calculation
for one orientation of σi can be computed in time O (n), with the labels of all |Nσi |2
orientations of σi computed in time O (n|Nσi |2 ). On the other hand, if σi is represented
implicitly without a-priori knowledge of one of the orientation’s nodes, then the cost
labels’ calculation for one orientation can be done in time O (n|Nσi |), while the labels of
all its |Nσi | orientations computed in time O (n|Nσi |2 ). Hence, the total computation
time of the cost labels is the same for both representations, but the number of
orientations and arcs in the auxiliary graph GRk would be reduced significantly by
adopting an implicit representation of clusters without a priori knowledge of one of
the orientation’s nodes, and subsequently reduces the total computational time of the
shortest path algorithm. In fact, under such a representation with |Nσi | orientations
representing each cluster-element σi ∈ P, it is sufficient that |Eσi | > (5|Nσi | − 4)/6 for
the cluster to be efficient.
Figure 4.2a presents an example of a graph G = (N , E) where |ER | = 9, and
Figures 4.2b-4.2d show the three possible ways of representing a cluster as discussed
above. After clustering, the graph contains two edges (v0 , 1) and (5, 4), and one cluster
clustering 7 required edges, and having two access nodes: 2 and 3. A possible route
servicing the three elements is Rk = {σ1 , σ2 , σ3 , σ4 , σ5 } where σ1 and σ5 are the depotelements, σ2 the edge-element (v0 , 1), σ3 the cluster-element, and σ4 the edge-element
(5, 4). In the implicit representation, σ3 has 22 = 4 orientations, |VRk | = 10, |ARk | = 20,
and |VRk + ARk | = 30. In the explicit representation, σ3 has 2 × 2 = 4 orientations,
|VRk | = 10, |ARk | = 16, and |VRk + ARk | = 26. Finally, in the implicit representation
without a-priori knowledge of one of the orientation’s nodes, σ3 has 2 orientations,
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|VRk | = 8, |ARk | = 12, and |VRk + ARk | = 20. Hence, the worst representation is
the implicit representation, while the best one is the implicit representation without
a-priori knowledge of one of the orientation’s nodes.

4.3.2

Bidirectional cost labels

In the following, we show how the bidirectional forward and backward partial cost labels
for both the CARP and the NSMC-CARP can be calculated for every sub-sequence




in a route Rk = σ1 , ..., σi , ..., σ|Rk | with cluster-elements. We start by showing how
the bidirectional cost calculations (Vidal, 2017) for both the implicit and explicit
representations can be done for our cost structure, and then how we differentiate
the bidirectional cost calculations in the forward and backward directions in order to
be able to use the implicit representation without a-priori knowledge of one of the
orientation’s nodes. Recall that sb(l)a(h) refers to the cost of the shortest path in the
graph G between the end node b(l) of orientation l ≡ σi and the start node a(h) of
orientation h ≡ σi+1 .
The bidirectional cost labels are defined as follows for the explicit and implicit
representations.
• Let Ch+ (σi ) be the optimal partial forward cost of the sub-sequence (σ1 , ..., σi )
in the route Rk that starts at the single orientation of the start depot σ1 and
ends at orientation h of cluster σi .

Ch+ (σi ) =




0,


 min

i=1
n

o

i
Cl+ (σi−1 ) + sb(l)a(h) + ŝσa(h)b(h)
, i>1

l≡σi−1



(4.1)

• Let Cl− (σi ) be the optimal partial backward cost of the sub-sequence σi , ..., σ|Rk |



in the route Rk that starts at orientation l of cluster σi and ends at the single
orientation of the end depot σ|Rk | .

Cl− (σi ) =




0,




min

h≡σi+1

i = |Rk |
n

o

i
ŝσa(l)b(l)
+ sb(l)a(h) + Ch− (σi+1 ) , i < |Rk |

(4.2)

−
• Let Clh
(σi , σj ) be the optimal partial cost of a sub-sequence (σi , ..., σj ) in the

route Rk that starts at the start node a(l) of orientation l of cluster-element σi
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and ends at the end node b(h) of orientation h of cluster σj : i < j.
σ

j
−
Clh
(σi , σj ) = Ch− (σj ) − Cl− (σi ) + ŝa(h)b(h)

(4.3)

−
The cost Clh
(σi , σj ) is obtained by following the successor of l and repeating

that recursively until reaching the successor h ∈ σj that is reached starting from
l.
In order to extend the three partial cost calculations in Equations (4.1)-(4.3) to the
implicit representation without a-priori knowledge of one of the orientation’s nodes,
the bidirectional partial cost labels are calculated as follows.

Ch+ (σi )




0,

=

i=1
(



 min

l≡σi−1




0,

Cl− (σi ) = 



min

h≡σi+1

n

i
min Cl+ (σi−1 ) + sb(l)u + ŝσub(h)

)
o

u∈Nσi

(4.4)
, i>1
i = |Rk |

(

)
o

n

i
min ŝσa(l)u
+ sua(h) + Ch− (σi+1 )

u∈Nσi

, i < |Rk |

(4.5)

The cost labels of sub-sequences in the middle of the route are computed similarly
to Equation (4.3) by following the successor of l and repeating that recursively until
reaching the successor h ∈ σj that is reached starting from l. However, when adding
the traversal cost of h that has been omitted by the subtraction of the backward cost
of h from that of l, the smallest possible traversal cost of h is taken. This corresponds
to the traversal cost between the start node a(h) and the node v ∈ Nσj that leads to
σ

j
the minimum ŝa(h)v
, which has already been determined during the computation of

the cost Ch− (σj ).
n

σ

j
−
Clh
(σi , σj ) = Ch− (σj ) − Cl− (σi ) + min ŝa(h)v

v∈Nσj

4.4

o

(4.6)

Types of clusters

In this paper, we develop five different types of clusters: fishbone, chain, cycle, triangle,
and general clusters. For every cluster type, we detail in this section the rational
behind its inclusion, its general characteristics in terms of the number of access nodes,
the time complexity and way to compute its traversal costs, and the most efficient
way to represent it in the solution representation. Figure 4.4 illustrates the first four
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types. For rach of these types of clusters, the least-cost tour starting from any of its
entrance nodes, through the required edges within the cluster, and ending at any of
its exit nodes, is identical, can be determined quickly and intuitively, and corresponds
to the optimal tour within the cluster. Moreover, the implicit representation without
a-priori knowledge of one of the orientation’s nodes can be used with both nodes of
the orientation known at all times in both the forward and backward direction, due to
their special geographical characteristics, reducing their bidirectional cost calculations
to those of implicit and explicit clusters. These characteristics allow us to represent
these clusters as |Nσi | orientations without the need to dynamically re-determine the
start and end nodes of these orientations at each cost labels re-computation. The last
type of cluster, the general cluster, is a more general type that does not have specific
geographical characteristics like the other four types, and relies on efficient heuristic
clustering.
fishbone cluser

Node

Access
node

chain cluster

Req. edge
in the cluster

cycle cluster

Nonreq. edge
in the cluster

Edge not
in the cluster

triangle cluster

Fishbone
cluster

Chain
cluster

Figure 4.4: Examples of the different clusters.

4.4.1

Fishbone clusters

In many urban and suburban areas, residential blocks were designed based on a
fishbone structure, with several dead-ends in the fishbone, and where the block is
accessed from the main street by one single point (see Figure 4.4a). Moreover, in many
rural farming areas, the only access to a farmhouse is through a set of small dirt roads
finally leading to nothing other than the farmhouse itself.
More formally, a fishbone cluster σi ∈ Φ1 , where Φ1 ⊆ P is the set of fishbone
clusters in the graph, has a single access node such that |Nσi | = 1. In terms of the
solution representation, a fishbone cluster is represented as one orientation l ≡ σi with
both its start and nodes known and corresponding to the unique access node of the
i
cluster such that a(l) = b(l) = v : v ∈ Nσi . The traversal cost of the orientation ŝσa(l)b(l)

is easily identifiable and corresponds to the least-cost tour of servicing all the required
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edges in the cluster. This consists of accessing the fishbone from the unique entrance
and exit node, and traversing each of its edges (be them required or non-required)
exactly twice, giving a total least-cost tour equal to double the cost of all edges inside
the fishbone. For a fishbone cluster to be efficient, it is sufficient to have |Eσi | ≥ 1,
since under our implicit cluster representation without a-priori knowledge of one of
the nodes of an orientation |Eσi | > (5 × 1 − 4)/6 = 0.17 for any size of Eσi .

4.4.2

Chain clusters

The second type of clusters is referred to as chain clusters, which consists of clustering
a chain of edges connected to each other by nodes with an unflagged degree of two,
with the ends of the chain being connected to nodes with an unflagged degree larger
than two. However, if the chain’s cumulative demands exceeds the portion α2 of the
vehicle’s compartments capacities, the chain cluster can end, due to capacity rather
than geometric limitations, with one or both ends having an unflagged degree of two.
Chain clusters can form in two ways. The first case arises in rural areas, where only
some inhabited segments of a long street require collection, so the street is represented
in the graph as an alternation of required and non-required edges connected by nodes
of degree two. The second case arises as a consequence of fishbone clustering, where a
node that had a degree higher than two in the original graph, now has an unflagged
degree of two, and the set of edges in that chain (including the fishbone cluster) can
be clustered inside a chain.
More formally, a chain cluster σi ∈ Φ2 , Φ2 ⊆ P has two access nodes |Nσi | = 2,
which are the nodes at both ends of the chain. The least-cost tour to service σi
corresponds to the total service cost of entering the cluster from one access node,
traversing the chain in one direction, and exiting from the other access node. Therefore,
the cost ŝσuvi = ŝσvui and contains the service cost of all required edges in the chain, the
shortest path costs between consecutive edges in that chain, and the cost of any fisbone
clusters merged in the chain cluster. Since we use shortest path costs between clusters,
it is not necessary to include the options of traversing the cluster from one node and
exiting it from the same node, effectively treating the whole chain as a long single edge.
Chain clusters are represented in the solution representation as |Nσi | = 2 orientations
with both their start and end nodes known, which correspond to the pair of access
nodes v, u ∈ Nσi : v 6= u, and the cost of both orientations is ŝσvui = ŝσuvi respectively. For
a chain cluster to be efficient, it is sufficient to have |Eσi | ≥ 2 |Eσi | > (5 × 2 − 4)/6 = 1
for any size of Eσi .
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Cycle clusters

A cycle cluster is a cluster that starts at one node, services a number of edges, and
ends up in the same node, forming a closed cycle. This type of clusters can occur
naturally in some street networks in the same spirit as chain clusters, where only some
segments of a long street require collection, with the special case that these streets
form a cycle, and possibly including one or several other clusters along the way.
More formally, a cycle cluster σi ∈ Φ3 , Φ3 ⊆ P has one access node such that
|Nσi | = 1, with its unflagged degree being θ(v) ≥ 1, v ∈ Nσi , and |Eσi | ≥ 2. One
traversal cost ŝσvvi is associated with the cluster, corresponding to the total cost of all
edges, be it required or non-required edges, and the cost of all clusters merged inside
the cycle cluster, with that cost being the least-cost tour. Similarly to the fishbone
clusters with |Nσi | = 1, cycle clusters are represented as one orientation with both
its start and end nodes known and corresponding to the unique access node of the
cluster, with its cost corresponding to the traversal cost ŝσvvi . Since any cycle cluster
requires at least two edges to form a cycle and is represented as one orientation, all
cycle clusters are efficient clusters.

4.4.4

Triangle clusters

A triangle cluster consists of clustering a set of three required edges, chain clusters,
or any combination thereof, sharing each a common node two by two, and forming a
triangle between them, such that each of these nodes is also connected to other edges
or clusters. This type of cluster occurs naturally in certain rural and suburban areas,
where one street splits into two, both leading to different exits on the same third street.
On the other hand, due to fishbone and chain clustering, such triangles might also
form in the graph between three chain clusters, or a combination of chain clusters and
required edges.
More formally, a triangle cluster σi ∈ Φ4 , Φ4 ⊆ P has at least three required edges
|Eσi | ≥ 3, and three access nodes |Nσi | = 3, which are the three ends of the triangle,
such that θ(v) + |ξ(v)| ≥ 3, ∀ v ∈ Nσi . This condition ensures that all three access
nodes can be used to access other parts of the graph. If one access node does not
satisfy that condition, we have a chain cluster forming instead, and if two do not,
we have a cycle cluster forming instead. The least-cost tour to service all edges in
the triangle consists of entering from one of the three access nodes, cycling around
through all edges and merged chain clusters, and ending at the same access node
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to exit the cluster. Any entrance and exit from two different access nodes incurs an
additional deadhead cost between the pair of nodes, and will be handled in the solution
by the shortest path cost to the subsequent cluster. We represent a triangle cluster in
the solution representation as three orientations with both their start and end nodes
known, with each having one of the three access nodes as both its start and end node.
i
The cost of each orientation is the same such that ŝσvvi = ŝσuui = ŝσww
, v, u, w ∈ Nσi .

This traversal cost is equal to the total cost of all edges in the triangle, required and
non-required, and the cost of all chain clusters merged in it. The cluster should have
|Eσi | > (5 × 3 − 4)/6 = 1.83, and, knowing that |Eσi | ≥ 3, all triangle clusters are
efficient clusters.

4.4.5

General clusters

If, after clustering the graph into the thus far presented cluster types, the number of
elements in the graph is still too high to be computationally tractable in the routing
phase, we resort to general clusters to reduce the size of the graph even further. General
clusters do not follow a pre- defined structure, but are formed by a set of closely located
edges and pre-existing clusters in the current reduced graph. The rationale behind
general clusters is that edges that are close to each other in the original graph are
more likely to be close to each other in the routes of good solutions.
The term "closely located" is defined based on the notion of density of a certain
part of the graph in comparison to the density of the area surrounding it. The density
is defined by the number of required edges within each of the two areas. Each general
cluster has a variant number of access nodes, which are determined during the clustering
phase based on the relation between the inner and outer areas. A formal definition of
density, how to identify such areas in the graph, and how to determine the number of
access nodes for each general cluster are detailed later in Section 4.5.4 of the clustering
phase.
A general cluster σi ∈ Φ5 , Φ5 ⊆ P has |Nσi | ≥ 1 access nodes and |Eσi | ≥ 2 edges.
The cluster is always represented in the solution graph implicitly as |Nσi | orientations
without a-priori knowledge of one of the orientation’s nodes (with the exception when
we end up with only one access node |Nσi | = 1 for the cluster, where we represent
the cluster with one orientation having the same known start and end node, similarly
to fishbone and cycle clusters). The cluster’s traversal costs cannot be intuitively
determined as in the case of the previously presented types, leading to a variant
traversal cost based on the entrance and exit nodes used to access the cluster.
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The tour between each pair of access nodes servicing all edges in Eσi corresponds
to solving an instance of the Rural Postman Problem (RPP) on a variant of the
sub-graph formed by the sets Eσi and Nσi , where the start and end nodes of the RPP
tour are pre-defined. Given a cluster σi , define the sub-graph Gσi = (Nσi , Eσi ) such
that Gσi contains all the required edges Eσi , and all the access nodes Nσi , with the
distances between all the nodes in Gσi corresponding to their shortest path costs in the
original graph G = (N , E). The computation of the cost between each pair of nodes
in Nσi consists then of solving (|Nσi | − 1)! + 1 RPP instances in Gσi = (Nσi , Eσi ) by
modifying it slightly for every pair of access nodes v, u ∈ Nσi . Only (|Nσi | − 1)! + 1
cost computations are needed since the costs ŝσvui = ŝσuvi : v, u ∈ Nσi , v 6= u and can be
computed from the same sub-graph, and the cost ŝσvvi can be computed from the same
RPP instance ∀v ∈ Nσi solved directly on Gσi without modifications.
Figure 4.5 shows how to modify the sub-graph Gσi to obtain the tour between two
access nodes v, u ∈ Nσi with an edge (v, u) ∈ Eσi already linking them (case a), and
the case where the two access nodes v, u ∈ Nσi do not have an edge in Eσi linking
them (case b). For each of these pair of nodes, a dummy node t is added to the graph
along with two dummy required edges (v, t), (t, u) linking t with the two access nodes,
with each of the edges having a cost of 0. The addition of these two edges allows
the algorithm to compute a closed RPP tour including v and u, and the subsequent
removal of these zero-cost edges from the RPP solution gives the tour that starts at
u, and ends at v. In the first case, only adding a dummy edge linking (v, u) directly
would result in a multi-graph, hence why t is added to ensure that no parallel edges
exist between the two nodes. While t is not necessary in the second case, it is done for
generality of the procedure for both cases.
v

(a)

v

t

t

u

u
(b)

Figure 4.5: Two cases to modify Gσi = (Nσi , Eσi ).
Once the graph has been modified, the RPP instance can be solved using Fred-
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erickson’s algorithm (Frederickson, 1979). It consists of first finding all connected
components in Gσi , computing the minimum spanning tree connecting the connected
components, and finally finding a minimum cost perfect matching between all odddegree nodes in the graph using the shortest path costs from the original graph G. The
optimal matching can be found using the blossom algorithm (Edmonds and Johnson,
1973). Since the scale of the graphs Gσi is not too large for the matching algorithm
to be computationally demanding, Frederickson’s algorithm is a fast algorithm that
gives a good approximation of the least-cost RPP tours, but does not necessarily give
the optimal least-cost tour.

4.5

Clustering phase

The following section presents the clustering phase of our algorithm. The clustering
phase is divided into five consecutive steps, each working on the graph reduced by the
former steps. The first step is FishboneClustering. The second step is ChainClustering,
which identifies and clusters possible chain and cycle clusters. The third step is
TriangleClustering. The fourth step GraphReduction turns all non-clustered required
edges into one-edge chain clusters, adding them to the set Φ0 , which is the set of
single-edge clusters, and removes all nodes v ∈ N with |ξ(v)| = 0 from the graph,
leaving only the subset of nodes with one or more adjacent clusters. Let Nr refer to
the reduced set of nodes. Finally, the last step is GeneralClustering, which identifies
and creates general clusters in the reduced graph, if needed. The rationale for the
sequencing of the clustering steps as such is that the formation of the current cluster
type at a certain step allows the merging of previously clustered types into the current
cluster type. For example, fishbones can be merged in chains, fishbones and chains
can be merged in triangles, and all cluster types can be merged in general clusters.
Note that, in the following, when one cluster σj ∈ P is merged inside another
cluster σi ∈ P, we assume that the cumulative load of the clusters is feasible, i.e.
q̂σfi + q̂σfh ≤ αh Qf , σi ∈ Φh , ∀ f ∈ F, and subsequently all required edges of Eσh are
added to Eσi . The type of the cluster may be updated based on the new resulting
cluster, some or all access nodes of the cluster may be substituted, and the traversal
costs are recalculated based on the type of merging. We also denote, in each clustering
step, by He and Hσ the set of required edges, and the set of clusters, respectively, that
are candidate edges and clusters to be included in the cluster being formed, and by Ω
a set of nodes. Note that we abuse the set notation slightly by using Ω|Ω| to refer to
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the last element added to Ω.

4.5.1

Fishbone clustering

Algorithm 4.A.1 in Appendix 4.A in this paper presents the fishbone clustering. The
algorithm starts by finding all v ∈ N with a degree δ(v) = 1 and adds them to the
initially empty set Ω. While there are still nodes in Ω, the last node v added to Ω
is chosen and its adjacent unflagged edges are considered. For all initial nodes in Ω,
|η(v)| = 1, so only one edge (v, u) is considered for each v in that for loop. But if
a node v finds itself with an unflagged degree θ(v) = 1 further on in the fishbone
clustering process, then that node is in itself the end of a dead-end in the fishbone,
and can be clustered further. Hence, the reason why we need to verify that (v, u) is
not flagged is that, if |η(v)| > 1, there will be one and only one unflagged (v, u) ∈ η(v).
Three different scenarios can occur during the clustering: both v and u have no clusters
adjacent to them, either one of them does, or both do. In the case where no cluster are
adjacent to either, a new cluster σi is created with the edge (v, u) added to Eσi and u
to Nσi . In the case where a cluster σi is already adjacent to u, (v, u) is added to Eσi .
Otherwise, if a cluster σj is adjacent to v, (v, u) is added to Eσh and v is substituted
by u in Nσh . Finally, if both nodes have a cluster adjacent to them, the cluster σj
adjacent to v is merged in σi adjacent to u, with all the edges in Eσh added to Eσi .
Once all edges adjacent to v are processed, it is removed from Ω and if θ(u) = 1, it is
added at the end of Ω, meaning that it will be chosen next by the algorithm. This step
ensures that the fishbone clustering tries to keep on clustering as much as possible
within the same larger fishbone.
Figure 4.6a shows an example of a part of a graph with a fishbone structure, with
5 required edges (1, 2), (2, 3), (2, 4), (6, 5), (5, 7) inside the fishbone block (solid lines)
and one non-required edge (4, 5) (dashed lines) with their costs indicated on the graph.
Figure 4.6b shows a least-cost tour servicing the fishbone σi . The total traversal cost
i
of entering from node 7 and exiting from node 7 is: ŝσ7,7
= 32.

The example in Figure 4.6c-h shows the intermediary steps of how Algorithm 4.A.1
works. Assuming that the sum of the demand of all the required edges in the graph
does not exceed α1 Qf , the initial Ω = {6, 3, 1} with all these nodes having a degree
δ(v) = 1. Node 1 is processed first, creating a new cluster σi with (1, 2) ∈ Eσi and
2 ∈ Nσi , and is removed from Ω (Fig. 4.6c). θ(2) = 2 and therefore is not added to
Ω, so the next node to be processed is 3, leading to the addition of (2, 3) to Eσi (Fig.
4.6d). With θ(2) = 1, node 2 is added at the end of Ω and is processed next, and (2, 4)
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is added to Eσi and node 2 is substituted with node 4 in Nσi (Fig. 4.6e). With θ(4) = 1,
node 4 is added at the end of Ω and is processed next. Since (4, 5) is non-required, it
is not added to Eσi , but its cost is factored in the total traversal cost of σi , and node 4
is substituted with node 5 in Nσi (Fig. 4.6f). θ(5) = 2 and therefore is not added to
Ω, so the next node to be processed is 6, leading to the addition of (6, 5) to Eσi (Fig.
4.6g). With θ(5) = 1, node 4 is added at the end of Ω and is processed next, and (5, 7)
is added to Eσi (Fig. 4.6h). θ(7) = 2 and therefore is not added to Ω which is now
empty, concluding the algorithm.
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Figure 4.6: Example of fishbone clustering.

4.5.2

Chain clustering

Algorithm 4.B.1 in Appendix 4.B in this paper shows how to cluster chains and cycles
in a graph G = (N , E, P), where some clusters σi ∈ Φ1 might already exist in the graph.
The algorithm starts by identifying all nodes with θ(v) = 2, and adding them to Ω
(which is initially empty), i.e. all nodes adjacent to exactly two edges, or that, due to
fishbone clustering, now are adjacent to two unflagged edges and the fishbone cluster.
Then, it iteratively processes each node v in Ω that has not been processed during the
clustering of a chain that unfolded from a different node than v (i.e. θ(v) > 0), and
that is not adjacent to more than one cluster (i.e. |ξ(v)| ≤ 1). If v is adjacent to more
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than one cluster (i.e. |ξ(v)| > 1), then a subsequently clustered chain was unable to
continue unfolding beyond v. A chain cluster σi is then created from v by clustering
the two adjacent unflagged edges (w1 , v) and (v, w2 ) and any adjacent fishbone cluster
to v, with its access nodes being w1 , w2 ∈ Nσi . The algorithm then keeps on unfolding
the chain from both its access nodes w1 and w2 in alternation, until either the demand
of all edges in the cluster exceeds the capacity of chain clusters, or both w ∈ Nσi have
θ(w) > 1 i.e. they are adjacent to two or more edges other than the chain cluster. If
the chain cannot unfold anymore from one access node, the unfolding continues from
the other node until any of the aforementioned conditions are met.
In the following, we detail the different cases that can occur while unfolding σi
on the edge (w, u) from either of the access nodes w ∈ Nσi of the chain cluster, and
the reader is referred to lines (23)-(117) of algorithm (4.B.1) for further algorithmic
details of the unfolding procedure. Figure 4.7 illustrates the different cases.
/ Nσi . In
(a) The most simple case occurs when |ξ(w)| = 1 : σi ∈ ξ(w), and u ∈
this case, the only unflagged adjacent edge (w, u), whether required or not, is
added to σi , and w is substituted by u in Nσi . The rationale behind adding
non-required edges as well as required edges in the chain is that the chain could
be formed by a series of alternating required and non-required edges, and hence
we would not want to stop the chain prematurely.
(b) The second case occurs when |ξ(w)| = 2, σi , σj ∈ ξ(w) : σj ∈ Φ1 , and u ∈
/ Nσi .
In this case, σj is merged into σi and the edge (w, u) is added to σi , with u
substituting w in Nσi . If σj ∈ Φ2 , the clustering stops, as the node w is adjacent
to two elements, an unflagged edge and a chain cluster. Adding any of those two
elements to the current chain cluster would omit the direct connection with the
other element in the final reduced cluster graph, which is not desirable.
(c) The third case occurs when |ξ(w)| = 1 : σi ∈ ξ(w), u ∈ Nσi . In this case, a
cycle is forming between the chain cluster and the edge (w, u), with the edge
being added to σi . σi is moved from Φ2 (chain clusters) to Φ3 (cycle clusters),
and u is added as the only access node in Nσi , with the unfolding procedure
terminating for this cluster at this point. The cycle is formed regardless if the
edge is required or not, since, if (w, u) is non-required, it is guaranteed by the
triangular inequality to be the shortest deadhead distance between the two
nodes.
(d) The fourth case occurs when |ξ(w)| = 2 : σi , σj ∈ ξ(w), σi , σj ∈ Φ2 , Nσi 6= Nσh ,
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Figure 4.7: Illustration of the different chain clustering cases.
u ∈ Nσi , θ(u) + |ξ(u)| ≥ 2, and (w, u) ∈
/ ER . In this case, σj is adjacent to w, and
both σi and (w, u) are parallely adjacent to w and u, but, since (w, u) is nonrequired, it can be disregarded in the reduced graph, and one chain cluster can be
formed by merging σj in σi such that Nσi becomes Nσh

Nσi , with the algorithm

continuing to unfold from both access nodes of σi . Note that
symmetric difference of two sets such that Nσh

refers to the

Nσi = (Nσh ∪ Nσi ) \ (Nσh ∩ Nσi ).

If (w, u) was required or both σi and σj were parallelly adjacent to w and u, the
unfolding of the chain σi cannot be carried out any further from either side of
the chain.
(e) The fifth case occurs when |ξ(w)| = 2 : σi , σj ∈ ξ(w), σi , σj ∈ Φ2 , u ∈ Nσi ,
and θ(u) + |ξ(u)| ≤ 1. In this case, σj is adjacent to w, and both σi and (w, u)
are parallelly adjacent to w and u, but, since nothing else is adjacent to u, a
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cycle cluster can be formed in a two-step merge, to make sure that the capacity
condition still holds at each merge step. The first step consists of adding (w, u)
to σi , moving σi from Φ2 to Φ3 , and setting Nσi to {w}. The second step consists
of merging σj inside σi , and setting Nσi to Nσh \ {w}. The unfolding procedure
terminates for this cluster at this point.
(f) The sixth and final case occurs when |ξ(w)| = 2 : σi , σj ∈ ξ(w), σj ∈ Φ1 , σi ∈
Φ2 ,and u ∈ Nσi . In this case, σj is adjacent to w, and both σi and (w, u) are
parallely adjacent to w and u, but, since nothing else is adjacent to u, a cycle
cluster can be formed in a two-step merge similarly to the previous case. The
first step consists of merging σj inside σi without changing Nσi or the type of the
cluster. The second step consists of adding (w, u) to σi , moving σi from Φ2 to
Φ3 , and setting Nσi to {w}. The unfolding procedure terminates for this cluster
at this point.

4.5.3

Triangle clustering

Algorithms 4.C.1 and 4.C.2 in Appendix 4.C in this paper present the triangle clustering
technique. The concept of the whole algorithm is to investigate, for each node v ∈ N ,
if there exists in the reduced graph with fishbone, chain, and cycle clusters, a triangle
made out of a triplet of edges and/or chain clusters that starts and ends at v, with
at least one adjacent edge or cluster to each of the three nodes of the triangle not
included in the triangle. This is done recursively by starting from v, searching in a
depth-first manner for a depth level of three, and, if v is reached again, a triangle
cluster can be formed.
Algorithm 4.C.2 starts by adding the root node v to the set Ω, which will be
dynamically updated throughout the algorithm by adding and removing nodes from
it. If a triangle is identified, all three nodes in Ω form the access nodes of the triangle
cluster to be formed. The algorithm then calls the recursive part of the Algorithm
4.C.1, which is given the root node v, the current node u, and the current level’s search
(u = v at level 0).
The first thing the algorithm checks is if there are at least 3 adjacent clusters and
unflagged adjacent edges to u. If the condition holds, all adjacent unflagged required
edges (u, w), and all adjacent chain clusters σi ∈ ξ(u), u, w ∈ Nσi , are considered.
Then, it verifies that the node w (at the other end of the edge or the other access node
of the chain cluster) is not the same node as the node added to Ω before u i.e. that no
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cycle with 2 elements only exist between them. The edge/cluster is then added to its
respective set He or Hσ , and the level is updated. If the third recursive level is reached,
a triangle is found if v = w and the capacities are not exceeded. In this case, a triangle
cluster is created with all edges and chain clusters in He and Hσ , the nodes in Ω as its
access nodes, and the recursion ends for the current root node v. In the event that one
or more of these conditions is not met, the element is removed from its respective set
and/or the level is decremented. If the third level is not reached, w is added to Ω and
alg. 4.C.1 is called again with w as the current node. In case the algorithm does not
find any feasible edge or cluster adjacent to the current node, it returns false, and the
previous step of recursion is re-accessed. In that case, the current node w is removed
from Ω, the element from its respective set, and the level is decremented.
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Figure 4.8: Example of the formation of a triangle cluster.
Figure 4.8 shows an example of the algorithm. Starting at the initial node 1 we
check that it has three or more adjacent unflagged edges and clusters, set Ω = {1},
and move on to its adjacent elements. 1 is adjacent to two unflagged required edges
(1, 6) and (1, 3), and one chain cluster σ2 . Starting from (1, 6), the level is incremented,
and, since 6 has three unflagged adjacent edges, we set Ω = {1, 6}, and search among
its adjacent edges. (6, 10) is non-required and therefore cannot be part of the potential
triangle, but (6, 7) is required, so we increment the level to 2 and move on to 7. 7 is
adjacent to two unflagged edges and one chain cluster, so we add 7 to Ω = {1, 6, 7}
since it is different than Ω|Ω|−1 = 1, increasing the level to 3, and checking cluster
σ3 only since (7, 9) is non-required. Since the level has reached 3, we verify if the
other node of σ3 (node 8) is different than Ω|Ω|−1 = 6 (which it is) and is the same
as the initial node 1, and, since it is not, we decrease the level. Then, we remove 7
from Ω, decrease the level, and backtrack to 6. Since all edges and clusters at 6 have
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already been considered, we decrease the level, remove 6 from Ω, and backtrack to 1.
With Ω = {1} and level = 0, the next edge to be checked is (1, 3). Since 3 has three
adjacent unflagged edges, we set Ω = {1, 3}, increment the level, and search among
its adjacent elements. (3, 5) is non-required, so we only consider (3, 2). Node 2 has 2
clusters and one unflagged edge next to it, so we set Ω = {1, 3, 2} since 2 is different
than Ω|Ω|−1 = 1, and increment the level. Cluster σ4 is a chain cluster, so the level
is incremented, and since it reached 3, we verify if its second access node (node 4) is
different than Ω|Ω|−1 = 3 (which it is) and is the same as the initial node 1. Since it
is not, we decrement the level, and check the cluster σ2 , which is a chain cluster, so
the level is incremented to 3. Since its second access node is the same as the initial
node 1 and different than Ω|Ω|−1 = 3, we have found a a possible triangle formed by
the edges (1, 3), (3, 2) and cluster σ2 . If the demands of all three elements does not
exceed the triangle’s capacities for all waste fractions, a triangle cluster σ5 is created
with (1, 3), (3, 2), and all edges in Eσ2 , with Nσ5 = Ω = {1, 2, 3}.

4.5.4

General clustering

The aim of general clustering is to identify dense areas (or islands) in the graph
that are surrounded by less dense outer areas and form general clusters within those
islands. The rationale is that edges close to each other within one island are expected
to be close to each other in good solutions, and therefore, clustering edges within
these islands leads to good general clusters. Moreover, in the sub-urban and rural
areas, there exists many such islands, separated from each other by fields and long
uninhabited routes (see Fig. 4.9).
Let εin be to the radius of the inner part of an island, εout the radius of the
outer part of an island, and β1 > 1 a parameter such that εout = β1 εin (see Fig.
4.10). The area of the inner part is Πεin = πε2in , while the area of the outer part is
Πεout = πε2out = β12 πε2in . Hence Πεout = β12 Πεin .
Define the areal density of a circular area of radius ε centered around v as ρ(v)ε =
τε /Πε , where τε is the total number of required edges in all pre-existing clusters that
have at least one access node inside the area formed by the radius of ε, using shortest
path distances rather than Euclidean distances. Taking the ratio of the density ρ(v)εin
of the inner part to the density ρ(v)εout of the outer part, we get that the relative
density is d(v) =

ρ(v)εin
ρ(v)εout

of edges in both parts.

τ

= β12 τεεin , which is directly related to the ratio of the number
out
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Figure 4.9: Islands in part of the Skanderborg and Odder county.
Hence, we can say that the island around a node is most dense when d(v) = 1 (i.e.
no additional edges exist in the outer ring), and, oppositely, it is the least dense when
d(v) is closest to 0. Figure 4.10 shows an example of an island forming around the
node v with τεin = 23, τεout = 29, and d(v) =

τεin
τεout

= 0.8, giving that v and εin are

good candidates for trying to form a general cluster within εin .

εin

v

εout = β1εin

Figure 4.10: Example of a density island.
In order to determine the size of εin to be used for a graph, we consider the number
of general clusters that can be formed in the circular area formed by the whole graph,
and extrapolate from that the value of εin in order to ensure that a general cluster
with a maxmimum capacity of α5 Qf , ∀f ∈ F can be formed within that radius. With
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this aim, we consider the ratio PΠεmaxqf of the smallest circle inscribed the graph to
e∈ER

e

the total demand, and determine when that equals the ratio

Πεmin
α5 Q f

of the inner area of

an island to the capacity
of a general
cluster, respectively for each fraction. This gives
(
)
r
α5 Qf εmax
P
us that εin = min
, with εmax being half of the maximal distance in the
qf
f ∈F

e∈ER

e

graph between any two nodes. The algorithmic details of how to calculate the density
ratio d(v) for all nodes in the graph can be found in Algorithm 4.D.1 in Appendix 4.D
in this paper.
Algorithm 4.D.2 in Appendix 4.D in this paper presents the overall general clustering technique. It first uses Algorithm 4.D.1 to determine the density ratios d(v) of each
node v ∈ Nr . Then, for every v ∈ Nr , taken in decreasing order of their density ratio
d(v) (considering the most isolated islands first), the formation of a general cluster
starting from v is attempted (Algorithm 4.D.3). The algorithm iterates until either
all the nodes in Nr have been considered, or the number of general clusters formed is
sufficiently large. This upper bound is set to β2 ψ, where ψ =

P4

i=0

|Φi | and 0 ≤ β2 ≤ 1

is a parameter determined during the tuning phase. Finally, a further reduction of the
graph is done by removing any nodes v ∈ Nr with |ξ(v)| = 0 after general clustering.
In the following, we describe how general clusters are formed from an initial node
v ∈ Nr . The algorithmic details can be found in Algorithm 4.D.3 in Appendix 4.D in
this paper. The idea of the algorithm is to consider non-general clusters with access
nodes that are within a distance εin of v, in increasing order of their shortest path
distance to v, and add them to the general cluster being formed if capacity allows.
During the course of the algorithm, we keep track of two priority queues of nodes S
and T , and a set of nodes A. S contains all nodes in Nr that are within the radius εin
of the center v, and any cluster adjacent to a node in S is a candidate for inclusion
in the general cluster being formed. T ⊆ S contains all nodes that have already been
discovered as potential nodes for the general cluster to unfold from. The nodes in
both queues are considered in an increasing order of their shortest path distance to
v, thereby allowing the general cluster to unfold in a well-connected and compact
way. Moreover, the set A ⊆ T consists of the nodes that have already been visited,
such that the general cluster successfully unfolded from those nodes to other potential
nodes.
Based on the center node v, the algorithm starts by identifying all nodes u ∈ Nr
that are within the radius εin from v, and adds them to the empty set S. Then, every
non-general cluster σi ∈ ξ(v), σi ∈
/ Φ5 that is adjacent tov is added to the set Hσ of
candidate clusters, while all its access nodes w ∈ Nσi , w 6= v that are within the radius
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εin are added to the set T . The node v is marked as the predecessor of each w ∈ T
by setting pn(w) = v. This is used by Algorithm 4.D.4 to differentiate internal nodes
from external nodes that form the set of possible access nodes of the cluster.
At this point, if T is empty, the closest node u ∈ S to v is added to T and removed
from S, while if T already has nodes in it, all nodes u ∈ S that are closer to v than
the closest node w ∈ T are added to T . This ensures that we are always unfolding
the general cluster from the closest possible node to v. Each added node u ∈ S has
no predecessor (pn(u) = ∅), indicating that this node is a potential node, but has not
been reached from the unfolding of the cluster from a previous node.
Then, if the cumulative demands of each waste fraction of the candidate clusters
in Hσ do not exceed the allowed capacities of a general cluster, the nodes w ∈ T are
processed in increasing order of distance to v, removing each from T after processing.
The algorithm iterates until either capacity limitations are reached when attempting
to add a non-general cluster to Hσ , or geographical limitations within the radius εin
are encountered, when all the nodes in T have been processed. v is added to A if
it was adjacent to non-general clusters, and each processed w ∈ T is added to A if
pn(w) 6= ∅.
When processing a node w ∈ T , the algorithm considers each adjacent non-general
cluster σi ∈ ξ(w), σi ∈
/ Φ5 by adding it to Hσ and ensuring the capacities of the
general cluster are not exceeded. If they are not, w is added to A, all the access nodes
u ∈ Nσi , u =
6 w are added to T as potential nodes, and w is set as the predecessor of
each of these nodes (pn(u) = w). On the other hand, if the capacities are exceeded,
the algorithm indicates that w is the last node to be processed in T , but allows for
other clusters that are still adjacent to w to be added to the cluster if capacity allows.
The rationale for stopping the unfolding of the general cluster at this point is that if
more nodes are considered in T , the tours of these two clusters might be overlapping,
leading to extra undesirable deadhead within the general cluster. After all adjacent
clusters σi ∈ ξ(w) are considered, and no cluster is found that exceeds the capacities,
the same procedure of adding nodes from S to T at the beginning of the algorithm is
repeated, to ensure that any nodes in S that are closer to v than the currently closest
node in T are considered first.
Once the unfolding of the general cluster from v reaches its geographical or capacity
limitations, if there exists more than one cluster in Hσ , then a general cluster can be
created. The first step is to add all the unprocessed remaining nodes w ∈ T to A (as
these might be potential access nodes of the general cluster), and calling the access
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nodes reduction algorithm on A in order to differentiate internal from external nodes
in the cluster (see Slgorithm 4.D.4 in Appendix 4.D in this paper). Once the final set
of access nodes is determined, corresponding to the reduced set A, a general cluster
σj ∈ Φ5 is created, with Nσh ← A and Eσh ←

S
σi ∈Hσ

Eσi , deleting each σi after it is

merged in σj . The final step of the algorithm is to compute the traversal costs for the
general cluster σj as has been presented in Section 4.5.4.
In order to determine the final set of access nodes of the cluster, a three step
reduction is undertaken on the set A in Algorithm 4.D.4. The first step consists
of separating external nodes from internal nodes in A, by removing nodes that are
within a certain distance threshold of the shortest path from the initial node v to
any other node u ∈ A. For every u ∈ A with pn(u) ∈ A, pn(u) 6= ∅, if suv ≥




β3 sv,pn(u) + spn(u),u , 0 ≥ β3 ≥ 1 , then pn(u) is internal, and is discarded from A.
After removing all internal nodes that had a predecessor, the second step consists of
verifying that no u ∈ A, pn(u) = ∅ is close to the straight path from any two external
nodes left in A, and if it is, removing it from A. The distance evaluation is done similarly
as in the first step by looking if there exists w, t ∈ A with sw,t ≥ β3 (sw,u + su,t ).
If, after these two steps, |A| is still larger than the maximum number of access
nodes for any general cluster β4 , then the number of nodes in A is reduced to β4 ,
where the parameter is determined in the tuning phase. The procedure consists of
iteratively choosing the β4 most isolated nodes in A, and adding them to another set
B. The first node v chosen is the node that is the most distant from its two closest
neighbors, such that the distance svu + svw is maximal and u, v, w ∈ A, v =
6 u 6= w. v
is removed from A and added to the empty set B, and then, iteratively, β4 − 1 nodes
are chosen from A one by one, such that the chosen v is the one that is most distant
from all nodes u ∈ B at each step. This will ensure that the β4 mostly distant nodes
in A from each other are chosen as the final access nodes of the general cluster.
Figure 4.11 shows an example of the formation of a general cluster from an initial
node 1, with |Nr | = 13 and |P| = 12. The set of closest nodes S to 1 within the radius
εin is (in ascending order) S = {3, 2, 5, 4, 9, 6, 10, 8, 11}, with nodes 12 and 13 being
outside the radius. Table 4.2 presents the different steps of the algorithm for this
example. The first column corresponds to the current node being processed, column
2 to the current clusters in Hσ , column 3 to T before the addition of nodes from S,
column 4 to the reduced set S, column 5 to whether the algorithm should stop or
continue, and column 6 to T after the addition of nodes from S, and finally column 7
to the A set. The algorithm stops unfolding when it cannot add the triangle cluster σ7
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as it exceeds capacity, with the clusters σ2 , σ3 , σ4 , σ5 , σ11 , σ6 being clustered inside it.
Nodes 1, 3, 2, 5, 4, 9, 6 are the possible access nodes, with nodes 5,4,6,9 being the final
access nodes after the reduction phase. Even though clusters σ8 , σ12 , σ9 might still be
feasibly addable to the cluster, adding them would mean that the general cluster and
the triangle cluster would overlap, resulting in deadheading a part of the triangle in
the tours of the general cluster, which is not desirable. Hence, stopping the unfolding
at node 4 ensures that clusters overlap as little as possible.
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Figure 4.11: Example of the formation of a general cluster.
Table 4.2: Steps of the general cluster formation algorithm for the example in
Figure 4.11.
Current node
1
3
2
5
4

4.6

Hσ

T

S

stop

T after

A

{σ2 }
{σ2 , σ3 }
{σ2 , σ3 , σ4 , σ5 }
{σ2 , σ3 , σ4 , σ5 , σ11 }
{σ2 , σ3 , σ4 , σ5 , σ11 , σ6 }

{3}
{9}
{5, 4, 9}
{4, 9}
{9, 6}

{2, 5, 4, 9, 6, 7, 10, 8, 11}
{2, 5, 4, 9, 6, 7, 10, 8, 11}
{6, 7, 10, 8, 11}
{6, 7, 10, 8, 11}
{6, 7, 10, 8, 11}

no
no
no
no
yes : σ7 exceeds capacity

{3}
{2, 5, 4, 9}
{5, 4, 9}
{4, 9}
{9, 6}

{1}
{1, 3}
{1, 3, 2}
{1, 3, 2, 5}
{1, 3, 2, 5, 4, 9, 6}

Routing phase

After the clustering phase is concluded, the graph consisting of the reduced set of
nodes Nr and the set of clusters P is given as input to a modified version of the
Multi-Move Chain Descent algorithm (Zbib and Wøhlk, 2017) adapted to handle
clusters instead of edges. Since the MMCD algorithm uses the solution representation
with optimal edge orientations to represent routes, the modifications are restricted
to updating the construction heuristics, the adaptation of the auxiliary graphs of the
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routes to include the implicit representation of clusters without a-priori knowledge of
one of the orientation’s nodes (as presented in Sections 4.3), and the calculation of
the bidirectional costs (Section 4.3.2) for the different neighborhood moves, with no
changes required to the multi-move chain procedure itself. Section 4.6.1 focuses on
the construction heuristics used to obtain initial solutions on the set of clusters, while
Section 4.6.2 presents the changes made to the whole MMCD algorithm to handle
clusters.

4.6.1

Construction heuristics

The original MMCD algorithm uses two construction heuristics both for the CARP
and the NSMC-CARP: a partially randomized version of the path scanning heuristic
with a variable scanning strategy based on the number of required edges ER in the
graph (Zbib, 2017), and the CUTLIMIT’ tour splitting algorithm (Wøhlk and Laporte,
2018). The different path scanning variants are easily extendable to handle clusters,
but the matching algorithm of odd nodes in the creation of the giant tour in the
CUTLIMIT’ algorithm is not intuitively extendable to clusters, and thus, we do not
include it in our algorithm. Moreover, since the parallel scanning strategy used for
small graphs proved to be significantly slower than the single-end scanning strategy
or the double outer scanning strategy (Zbib, 2017), we do not use it in this study, and
use the single-end scanning strategy for those graphs.
The main differences between the path scanning algorithms on edges and the
version on clusters lies in the criteria used to evaluate the next cluster to add to the
route, and the selection of the exit node used to leave the cluster. The latter is due
to the fact that for general clusters, the traversal inside the cluster depends on the
pair of entrance and exit nodes. We have adapted the following rule: if a cluster σi
is entered from access node v ∈ Nσi , it is exited from the access node u ∈ Nσi with
min {ŝσvui } resulting in the minimum traversal cost through σi when entering from

u∈Nσi

v, and subsequently, the scanning continues from u. Similarly, for the double outer
scanning strategy, the initial basic tours going from the depot to a cluster and back
to the depot are obtained by taking the minimum traversal cost inside the cluster.
The evaluation criteria developed for the CARP and NSMC-CARP by Zbib (2017)
were adapted to clusters. Whenever a criterion included the cost of a required edge in
the evaluation, we consider instead two variants of that criterion for clusters. The first
variant uses the average traversal cost within the cluster, while the second uses the
average shortest path distances between all pairs of access nodes in the cluster. The
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former is an average indication of how expensive it is to traverse the cluster, while the
latter is an average indication of how distant from each other are the access nodes of
the cluster. Moreover, whenever a criterion included the shortest path distance from
an edge back to the depot, we consider instead the average shortest path distance
from each of the access nodes of the cluster back to the depot, which is an indication
of how averagely far is the cluster as a whole from the depot. This gives us 11 different
evaluation criteria, resulting in the creation of 33 starting solutions, with each criterion
run with three degrees of randomization (see Zbib (2017)).

4.6.2

Multi-Move Chain Descent algorithm

The majority of the changes needed for the MMCD algorithm to be adapted to clusters
are related to the solution representation and the bidirectional cost calculations, and
have been discussed in detail in Section 4.3. Furthermore, two minor updates are
needed in the computation of the pre-calculated minimum shortest path distances
between each pair of edges, and the number of neighbors of each edge. The reader is
referred to Zbib and Wøhlk (2017) for further details on these algorithmic elements of
the MMCD algorithm.
In Zbib and Wøhlk (2017), the pre-calculated minimum shortest path distance
between two edges is defined as the minimum distance between any of the two nodes
in the first edge to any of the two nodes in the second edge. In order to adapt this
to clusters, we define the minimum distance between two clusters σi , σj ∈ P as the
minimum shortest path distance between any of the access nodes of the first to any of
the access nodes of the other, such that smin
σi σj =

min

v∈Nσi ,u∈Nσh

{svu }.

Moreover, in the original MMCD algorithm, the number of neighbors of each edge
is used to reduce the search space of neighborhood moves for an edge by only allowing
moves between the edge and its neighbors, and was taken to be proportional to the
size of the graph in terms of the number of required edges |ER |. In our version, the
number of neighbors of each cluster is determined proportionally according to the size
of the reduced graph by considering the number of clusters |P| instead. Note that the
procedure in the MMCD algorithm to compute the neighbors of each cluster remains
unchanged from the version with edges, as it is only dependent on the minimum
shortest distances, which have already been computed at that stage of the algorithm.
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Computational Results

The algorithm was tested on the real-life waste collection instances for the CARP
and NSCM-CARP of Kiilerich and Wøhlk (2018), which range in size between 18 and
8581 required edges. The 264 CARP instances are made of 88 graphs, each combined
with 3 different capacities of the single compartment in the vehicle. These graphs are
divided over 5 different areas in Denmark, spanning over 6 counties (Frederiskberg (F)
and Odense (O) are urban, Skanderborg and Odder (K) is semi-urban, and North (N)
and South (S) Djurs are rural). The NSMC-CARP instances consist of two sets of 200
instances each: the base instances, and the R instances, with the latter simulating the
effect of inaccurate recycling by the citizens, and are a version of the base instances
where part of the demand of some waste fractions is transferred into the demand of
other fractions. In these 200 instances, 5 graphs were considered for each of the 5 areas
with 2 different vehicle capacities of the multi-compartment vehicles, and four different
sorting schemes of waste fractions were considered for each graph and vehicle pair (2
fractions for (A), 3 fractions for (B), and 4 fractions for (C) and (D) with a different
composition of the fractions). Note that the F area instances are small graphs going
up to 780 required edges, the S area up to 3797 required edges, and the K, O, and
N areas up to more than 8000 required edges. We refer the reader to Kiilerich and
Wøhlk (2018) for further details on the instances, and to http://www.optimization.dk
for the full sets of instances.
The following settings were adopted for the few parameters of the clustering phase
of our algorithm, as obtained from the paremetric tuning tests.
• Portion of the vehicle’s compartments capacities αi , with i = 1, ..., 5: α1 , ..., α4
were set to 1.0, while α5 (general clusters) was set to 0.3, as the geometrical
limitations of the first four cluster types were more dominating than the portion
of the vehicles’ capacities, which was not the case in the general cluster.
• General clustering parameters:
– β12 : the ratio β12 between the inner radius εin and the outer radius εout of
each island was taken to be β12 = 2.0 such that εout = 2εin .
– β2 : the parameter to calculate the number of general clusters allowed in the
instance is calculated proportionally to the initial size of the graph such
that β2 = (0.008|ER | + 17.5) /100.
– β3 : The parameter related to the cost verification used to eliminate internal
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nodes in general clusters was taken to be β3 = 0.8 such that w, t ∈ A :
sw,t ≥ 0.8(sw,u + su,t )
– β4 : the maximum number of access nodes allowed in a general cluster was
taken to β4 = 6.

• The parameters of the MMCD algorithm in the routing phase were kept the
same as in the original algorithm of Zbib and Wøhlk (2017) for comparability
purposes, including the total run time of the algorithm, with 1 minute given per
100 nodes in the original graph.

The algorithm was implemented in C++ in MS Visual Studio Professional 2015
and executed in a Linux environment on a Lenovo NeXtScale nx360 m5 server with
two Intel E5-2680v3 CPUs each with 12 CPU cores and a total of 64 GB RAM.
We compare our algorithm to the best-known solution for each of the CARP and
NSMC-CARP instances as given in Zbib and Wøhlk (2017) and Wøhlk and Laporte
(2018). We first consider the overall performance of the algorithm in Section 4.7.1, and
analyze the behavior of the clustering phase in Section 4.7.2. For the detailed results,
the reader is referred to Appendix C in the appendices of detailed computational
results.
Since the routing phase includes random elements, the algorithm was run 5 times,
and we report the best of these runs. The comparison with the best known solution is
reported in terms of the improvement percentage from the best known solution (BKS)
as (OBJClustered (z ∗ ) − OBJBKS (z ∗ )) /OBJBKS (z ∗ ), where, since we are minimizing, a
negative value indicates that the clustering algorithm found a better solution. Two
versions of the algorithm have been run: the first includes the general clustering in the
clustering phase, while the other omits general clustering from the clustering phase.
The purpose of running both versions of the algorithm is to study the effect of general
clustering on the quality of solutions. Note that in order to analyze the extent to
which the obtained clusters in each instance are sub-optimal, a comparison is needed
between the optimal solution and the best found clustered solution in order to check
the number of clusters or sub-sequences of edges within clusters that both appear in
the optimal and the clustered solution. However, due to the largness of the graphs
and therefore the inability to obtain the optimal solution for each instance, such an
analysis is not possible.

4.7. Computational Results

4.7.1

117

Aggregate algorithmic performance

In this section, we analyze the performance of our algorithm aggregated over all CARP
and NSMC-CARP instances, respectively. We start by mentioning that the clustering
phase was extremely fast in general, and took an insignificant time of the total run
time, leaving almost the totality of the run time for the routing phase. On average,
the clustering phase took 0.72 sec to run, be it 0.021% of the total algorithm’s run
time, with a standard deviation of 1.14 sec (0.018% of the algorithm’s time). In fact,
the clustering phase took a maximum of 4.6 sec (0.09% of the algorithm’s time) for
the CARP instance with graph O1_p and vehicle 4, which is one of the largest graphs
with 9957 nodes and 8220 required edges.
Table 4.3 summarizes the performance results. We present the results for the
version of the algorithm with general clustering (rows 3-9), without general clustering
(rows 10-16), and the best performance of both versions (rows 17-21). For each of the
three, we report the percentage of solutions that were improved over the best known,
the average improvement among the ones that were improved, the standard deviation
of the improvement, the largest improvement among all instances, and the worst
performance among all instances. Moreover, we report the final size of the graph after
clustering as a percentage of elements (clusters and remaining single edges) compared
to the initial number of required edges, and as a percentage of nodes still adjacent to
elements compared to the initial number of nodes in the graph. Finally, we conduct
the comparison for the CARP, the NSMC-CARP, and aggregated for both problems
(columns 3-5), as well as for each area (columns 6-10), and the number and types of
waste fractions (A-D) in the NSMC-CARP (columns 11-14).
The version of the algorithm with general clustering was able to improve 30.1% of
all instances. It improved 17.0% of CARP instances, while it performed better with
the NSMC-CARP with 38.8%. The average improvement was stable at -1.5%, with
a standard deviation of 3.3%, and a maximum improvement of -6.0% for the CARP
instances, and a standard deviation of 2,5% and a maximum improvement of -5.0%
for the NSMC-CARP instances. Hence, the clustering algorithm is more performant
on the NSMC-CARP than the CARP. This is mainly due to the fact that the original
MMCD algorithm needs to evaluate, for every neighborhood move, twice to four times
as many capacities for the NSMC-CARP as for the CARP, making it computationally
slower, and making it harder to find feasible improving moves when more capacities
need to be evaluated concurrently. When the graph is reduced due to clustering, the
number of elements in the routes is much smaller, allowing for a deeper and more
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thorough search of the solution’s search space by evaluating many more moves within
the same allocated run time. However, even though the clustering helped improve
almost one third of all instances, it was not always helpful, with a worst performance
of 15.2% away from best solution for the CARP and 17.2% for the NSMC-CARP.
Finally, the algorithm was able to reduce the size of the graph on average to 27.8% of
its original size in terms of the number of required edges, and 24.6% in terms of the
number of nodes.
On the other hand, the version of the algorithm without general clustering was able
to improve 37.8% of all instances, improving 26.9% of the CARP instances and 45.0%
of the NSMC-CARP instances. However, if we look at the combined performance of
both versions of the algorithm, we notice that the percentage of instances improved is
46.5% in total, 29.9% of the CARP instances, and 57.5% instances of the NSMC-CARP
instances. This indicates that the version of the algorithm with general clustering
was strictly better for certain instances, while the version of the algorithm without it
was strictly better for other instances. Moreover, while the average improvement is
slightly better without general clustering with 1.7%, the standard deviation on the
other hand is more than double with 7.2%, suggesting it is not as robust as the version
with general clustering. In fact, while the best performance is still -6.0%, the worst
performance of this version is up to 39.4% away from the best solution. Finally, the
size of the graphs are on average 41.7% for the number of required edges and 31.2%
for the number of nodes. This shows that general clustering helps reduce the size of
the graph on average a further 11.6% of the original graph size (number of required
edges), and 6.6% of the original graph size (number of nodes).
To investigate further when general clustering was favorable to the performance of
the algorithm, Figure 4.12 presents a plot of the variation with the size of the graph of
the percentage away from best known solution for both versions of the algorithm for
the NSMC-CARP instances. It can be inferred from the plot that up to a graph size of
around 700 required edges, the version without general clustering is generally better
than the version with general clustering. This indicates that for these small graphs,
the final number of elements before general clustering was small enough and efficient
enough not to require general clustering, and the algorithm was better without the
general clustering which does not follow a specific geometric way of clustering like
the other cluster types. From around 2000 edges, the version with general clustering
starts to become better on average, and from around 2700 edges, it is clear that
the performance of the algorithm with general clustering is significantly better than
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the algorithm without it, whose performance starts to deteriorate. Hence, it can be
concluded that for small graphs up to around 2000 edges, general clustering is not
needed, but for the larger graphs, and especially the very-large ones, general clustering
is a necessity for the algorithm to perform better, which supports the rationale of
including general clustering in the algorithm to aid large graphs. A deeper analysis of
the variation of the solution with the size of the graph, broken down by area or by
sorting scheme, yielded plots with similar trends as the aggregated ones by size, and
no interesting special behavior could be explained by the nature of the area, or the
sorting scheme, that could not be explained by the size of the graph.

Figure 4.12: Variation of the performance of both versions of the algorithm with
the size of the graph of the NSMC-CARP instances.

In order to understand whether the performance of the algorithm varies with the
areas and the sorting schemes, columns 6-10 of Table 4.3 present a breakdown of the
performance of the algorithms aggregated by area, while a breakdown aggregated by
sorting scheme is given in columns 11-14. All versions of the algorithm are performing
really well on the K and S instances, improving 67.1% and 60.0% of the instances of
these areas respectively, and presenting the highest average improvement of -1.9%. On
the other hand, only 3.3% of the instances of the F area, whose instances contain small
graphs up to 780 required edges, were improved by the version of the algorithm with
general clustering. This is due to three factors. Firstly, general clustering is tailored
to favor the large graphs with more than 2000 required edges (as has already been
shown); secondly, the original MMCD algorithm has proven to be efficient on the
small to medium graphs, including the F area instances (Zbib and Wøhlk, 2017); and
thirdly, the F area is the most urban area, and the rationale behind general clustering
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is targeted towards the more rural areas. In fact, without general clustering, the
algorithm was able to improve 24.6% of the F area instances, albeit with an average
improvement of 0.9%, which is less than the aggregate average improvement of 1.5%.
As for the O area, which is also mostly urban, the algorithm with general clustering
improved 17.2% of its graphs, while the version without general clustering improved
33.6% of the graphs, with the combined performance improving 36.1% of the graphs,
with an average improvement of -1.9%. As for the N area, which is rural like the S
area, the algorithm improved 40.7% of its graphs, which is a bit less than the K and S
areas, but with an average improvement of -1.8%, similar to the K and S areas. When
it comes to the average final size of the graphs in the version with general clustering,
it was variant among areas. The K area’s graphs were reduced the most with down
to 16.4% of its original size in required edges, followed by the O area (20.2%), N area
(21.7%), S area (28.1%), and finally the F area with 55.1%. This is consistent with the
expected behavior of the algorithm, as the algorithm with general cluster favors both
rural areas and larger graphs, which are both characteristics of the K and N areas,
with the latter being that of the O area. Since the S area graphs were medium sized,
their percentage was slightly higher than its rural counterparts.
As for the sorting schemes, there is a positive progression between the performance
of the algorithm and the increasing number of fractions. When comparing the CARP to
the A, B, and D instances, which are directly comparable in terms of the composition
of their waste fractions - as opposed to the C which contain a different set of recyclable
waste fractions (see Kiilerich and Wøhlk (2018)) - the percentage of graphs improved
by the combined algorithm increases the more waste fractions exist (from 29.9%, to
54.0%, 61.0%, and 64.0% respectively). The fact that the algorithm performs better the
more waste fraction exist is consistent with the conclusions made from the comparison
between the CARP and NSMC-CARP results in terms of the hardness of the problem
and the deeper search of the solution space of neighborhood moves.

26.9%
-1.7%
7.6%
-5.7%
28.2%
45.6%
32.3%
29.9%
-1.7%
3.5%
-6.0%
14.3%

Percentage improved
Average improvement
Standard Deviation
Best improvement
Worst performance
Average final size (elements)
Average final size (nodes)

Percentage improved
Average improvement
Standard Deviation
Best improvement
Worst performance

With General Clustering

Without General Clustering

Best of both algorithms

17.0%
-1.5%
3.3%
-6.0%
15.2%
29.9%
24.6%

Percentage improved
Average improvement
Standard Deviation
Best improvement
Worst performance
Average final size (elements)
Average final size (nodes)
37.8%
-1.7%
7.2%
-6.0%
39.4%
41.7%
31.2%

30.1%
-1.5%
3.0%
-6.0%
17.2%
27.8%
24.6%

Total

57.5% 46.5%
-1.7% -1.7%
2.6% 3.1%
-6.0% -6.0%
17.2% 17.2%

45.0%
-1.6%
6.8%
-6.0%
39.4%
39.1%
30.5%

38.8%
-1.5%
2.5%
-5.0%
17.2%
26.4%
24.5%

CARP NSMC-CARP

Measure

Algorithm
K

Areas
N
O
42.9%
-1.6%
4.4%
-5.0%
17.2%
28.1%
21.0%

S

24.6% 67.1% 40.7%
-0.9% -1.9% -1.8%
1.7% 2.5% 3.0%
-3.0% -6.0% -5.6%
6.3% 9.8% 11.5%

36.1% 60.0%
-1.5% -1.9%
2.5% 4.5%
-6.0% -5.3%
8.9% 17.2%

24.6% 32.1% 32.1% 33.6% 51.4%
-0.9% -1.7% -1.7% -1.4% -1.8%
1.8% 7.4% 7.1% 8.1% 8.1%
-3.0% -5.9% -5.6% -6.0% -5.3%
6.3% 31.9% 28.2% 24.5% 39.4%
69.1% 36.0% 36.0% 35.7% 41.9%
60.9% 26.3% 26.3% 25.4% 27.7%

3.3% 53.6% 28.6% 17.2%
-0.3% -1.5% -1.4% -1.4%
1.8% 2.5% 2.7% 2.4%
-0.8% -6.0% -5.0% -3.0%
8.0% 9.8% 11.5% 10.0%
55.1% 16.4% 21.7% 20.2%
53.4% 13.3% 19.5% 18.6%

F

Table 4.3: Aggregated performance results.
Sorting schemes
B
C

D

45.0%
-1.7%
5.4%
-5.9%
20.5%
39.2%
30.6%

44.0%
-1.6%
9.2%
-6.0%
39.4%
38.7%
30.2%

50.0%
-1.8%
5.7%
-5.4%
22.3%
39.5%
30.7%
54.0% 61.0% 51.0% 64.0%
-1.5% -1.8% -1.7% -1.9%
2.2% 2.2% 3.4% 2.1%
-4.0% -5.9% -6.0% -5.4%
7.6% 7.1% 17.2% 4.4%

41.0%
-1.4%
5.8%
-4.0%
19.2%
39.0%
30.4%

34.0% 45.0% 27.0% 49.0%
-1.2% -1.7% -1.3% -1.6%
2.1% 2.3% 3.1% 2.1%
-3.5% -4.1% -3.8% -5.0%
7.6% 7.1% 17.2% 5.1%
26.2% 26.9% 25.4% 27.4%
24.5% 25.0% 23.4% 25.2%

A
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4.7.2

Clustering phase analysis

In this section, we analyze the characteristics of the clustering phase, and the evolution
of the different types of clusters throughout the different steps of the algorithm with
general clustering. Table 4.4 presents the average percentage of elements of each type
from the final total number of elements, and their standard deviations, aggregated
over all instances, and broken down by area, while Figure 4.13 presents the variation
with the initial size of the graph of the initial number of elements, the final number of
elements, and the number of those final elements that are single edges.
On average over all instances, 37% of the final elements were single edges that
did not get clustered in any of the cluster types, with a standard deviation of 19%,
suggesting that the variation among different instances in how many edges were
clustered was high. The most dominant type of clusters were chain clusters, with
28% of the clusters being chains, with a standard deviation of 13%. General clusters
formed 17% of the total number of elements, with a high standard deviation of 19%,
which means that general clusters did not dominate other types of clusters, and were
only created when needed, both in terms of reducing further the number of elements
present, and in terms of creating them when they were geometrically attractive within
the graphs. Finally, triangles and cycles represented a very small portions of the final
clusters, due to the fact that while some cycles and triangles existed in the graphs,
they did not occur too much, but were still efficient forms that justified clustering
them regardless, especially seeing how fast the clustering phase was.

Table 4.4: Percentage of elements of each type from the total number of final
elements.
Characteristics of final solutions by cluster type
Fishbone Chain Cycle Triangle General Single edges

Measure

Area

Average

All
F
K
O
N
S

14%
5%
17%
13%
12%
22%

28%
20%
32%
34%
21%
31%

1%
2%
2%
1%
1%
1%

3%
0%
3%
1%
7%
3%

17%
12%
25%
14%
27%
8%

37%
62%
22%
36%
33%
35%

Std dev

All
F
K
O
N
S

8%
3%
8%
5%
7%
7%

13%
16%
14%
8%
9%
7%

1%
2%
1%
1%
1%
1%

4%
1%
1%
0%
6%
2%

19%
10%
27%
14%
24%
6%

19%
20%
11%
8%
18%
5%
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It can be seen in Figure 4.13 that almost all instances were reduced to around 1000
final elements or less, which is around 12% of the original size for the largest graphs.
In fact, as the sizes of the graphs become larger, the portion of clusters as opposed to
single edges remaining becomes much larger, especially for the very big graphs with
more than 7000 required edges. Such observations are in accordance with the rational
behind the purpose of clustering, showing that the clustering phase was able to reduce
each graph to the degree it requires to be computational tractable. Moreover, the
high standard deviations in terms of the number of single edges remaining can clearly
be explained by the variation of the size of the graph, since for smaller graphs, the
portion of single edges remaining was higher relatively to the total number of clusters.

Figure 4.13: Variation of the final number of elements with the size of the graph.

However, some variations exist in the number of clusters of each type for each area,
as can be seen in the rest of Table 4.4. For example, in the F area, 62% of the final
elements were single edges, with chains being the most predominant type of clusters
with 20%. This is due to the fact that these graphs are very urban in nature with the
demands on edges being relatively high, hence why little general, fishbone, or triangle
clusters exist, with a bit more cycles and chains, but mainly a lot of single edges. On
other hand, when looking at the four other areas, around one third of elements were
single edges, with the K area having as low as 22% of single edges remaining. The N
area has on average the most general clusters with 27%, followed by the K area with
25%. This is due to the fact that these two areas contain some of the largest graphs
and are also of a rural nature. The O area includes 14% of general clusters, which is
11-13% less than the K and N areas with similar graph sizes, due to the fact that it
is urban by nature. The S area presents the least percentage of general clusters with
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8% only, due to the fact that its graphs were small to medium size graphs. When it
comes to chain clusters, almost one third of the clusters were chain clusters within
these four areas, with the exception of the N area where only 21% of the clusters were
chains. As for fishbones, the S area had the most fishbones on average with 22% of
its clusters being fishbones, which makes sense due to its highly rural farming nature,
with the three other areas having between 12% and 17%.
To investigate the behavior of the different steps of the clustering phase, Table 4.5
presents, aggregately and broken down by area, the average evolution of the percentage
of clusters of each type (fishbone, chain, and triangle), at each step of the algorithm,
as percentage from the original number of each type existent at the step they were
created. Moreover, Figures 4.14 and 4.15 detail the same evolution for fishbones and
chains respectively across the algorithm’s steps, as the total number of clusters after
each step, and varying with the size of the graph.
Table 4.5: Average evolution of the percentage of fishbones, chains, and triangles
at each step of the clustering phase.
Measure

Cluster
type
Clustering
step

Fishbone
Fishbone Chain/Triangle

Chain

Triangle

General

Chain

Triangle

General

Triangle

General

Average

All
F
K
O
N
S

100%
100%
100%
100%
100%
100%

23%
29%
18%
19%
20%
28%

15%
24%
11%
12%
11%
19%

100%
100%
100%
100%
100%
100%

94%
91%
93%
94%
94%
96%

54%
74%
44%
50%
43%
58%

100%
100%
100%
100%
100%
100%

65%
78%
58%
65%
55%
75%

Std dev

All
F
K
O
N
S

0%
0%
0%
0%
0%
0%

13%
14%
12%
10%
10%
12%

12%
13%
11%
9%
9%
10%

0%
0%
0%
0%
0%
0%

5%
8%
4%
3%
4%
2%

23%
17%
25%
20%
23%
12%

0%
0%
0%
0%
0%
0%

29%
42%
28%
29%
27%
17%

After fishbones are created in the fishbone clustering step, a large amount of these
fishbones are merged within chains at the chain clustering step. In fact, on average,
only 23% of the fishbones remain, suggesting that the decision to merge fishbones
within chains was beneficial. That percentage is slightly higher for the areas with the
smaller graphs (F and S with 29% and 28% respectively), and slightly lower for the
areas with the larger graphs (K, O, and N with 18%, 19%, and 20% respectively).
Even with a standard deviation of 13%, it means that there was at least one third of
fishbones that were clustered inside chains in most instances. Since no fishbones get
merged within triangles in triangle clustering, the final step that reduces the number
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of fishbones even further is the the general clustering, where only 15% of the original
number of fishbones remains. Similarly to the chain clustering, this percentage is higher
for the areas with the smaller graphs (24% and 19%) and lower for the areas with the
larger graphs (11-12%). As for chain clusters, which we recall were forming 28% of the
elements on average at the end of the clustering phase, 6% of them were merged within
triangles, with the slight outlier being the F area where 9% of them were merged in
triangles. This suggests that forming triangles made from both single edges and chain
clusters was beneficial for further clustering the graph. In the final clustering step with
general clustering, the percentage of chains remaining on average was a bit more than
half its original number with 54%, with the F area also being an outlier with 74%
of the original chains still remaining at the end. However, the standard deviation of
23% is much higher in the case of chains merged within general clusters than that of
fishbones, suggesting that there was a lot of variations among the different instances.
This could mainly be explained by the fact that total cumulative demand of general
clusters is taken to be dependent on the vehicle’s compartment capacities, and hence
variations in the same graph with different vehicles are predominant. In fact, that
is apparent in Figure 4.15, where the number of chains remaining is fluctuating for
graphs with the same sizes.

Figure 4.14: Evolution of the number of fishbone clusters at each step of the
clustering phase varying with the size of the graph.
Looking more closely at Figures 4.14 and 4.15, the larger the size of the graph is,
the more fishbones are being clustered inside chains, and subsequently within general
clusters. A similar observation can be seen in the drop in the number of chains after
the general clustering step as the graphs become larger. In fact, this is the reason
that the final sizes of the graphs stabilized, never exceeding more than 1000 elements
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approximately. In that sense, the clustering phase was able to preserve the naturally
and geometrically occurring cluster types for the small to medium size graphs with
less than 2000 required edges, and merged these types more inside general clusters for
the larger graphs. Hence, each step of the clustering phase was effective at merging
other types of clusters within newly formed clusters in order to favor the formation
of clusters, and thus reduce the size of the final graph, without the general clustering
overpowering the other types of clusters at the last step, especially in the small to
medium graphs.

Figure 4.15: Evolution of the number of chain clusters throughout the clustering
phase with the size of the graph.

4.8

Conclusion

We have developed novel cluster types and clustering techniques in an arc routing
setting in order to reduce the sizes of the graphs to sizes that are computationally
tractable, in order to solve large-scale single and multi-compartment capacitated arc
routing problems (CARP and NSMC-CARP) that arise in the application of curbside
waste collection in Denmark. The algorithm consisted of two phases: a very fast
clustering phase where the size of the graphs are reduced, and a routing phase that
uses a modified version of the Multi-Move Chain Descent algorithm of Zbib and Wøhlk
(2017) adapted to handle clusters.
Five types of clusters were introduced: fishbones, chains, cycles, triangles, and
general clusters. Each of these cluster types were designed to have attractive geometric
characteristics, a small number of access nodes, a systematic way to compute traversal
costs within the cluster with a quick time complexity, and are effectively represented
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in the adopted solution representation of Vidal (2017). The clustering phase included
five consecutive steps, where single edges and already existing clusters are further
clustered together in new types of clusters.
Two versions of the algorithm were considered. The first version includes all types
of clusters, and is tailored towards the large and very-large scale graphs (more than
2000 required edges), and towards rural areas, and the second version does excludes
general clustering, in order to favor the smaller graphs, and the more urban areas.
Both versions of the algorithm were used to solve a large set of real-life waste collection
benchmark instances for the CARP and NSMC-CARP of Kiilerich and Wøhlk (2018).
When compared to the best known solutions thus-far for these instances, the
combined performance of both versions of the algorithm improved almost half of all
CARP and NSMC-CARP instances. It has also been shown that the algorithm is
much more efficient as the number of fractions in the instances increases, and as the
size of the graph increases. Moreover, the performance of the algorithm in both its
versions varied across areas, with the results obtained for each of the two versions
being in accordance with the urban/rural nature of the area, and the sizes of the areas’
graphs, and thus justifying the usage of both versions of the algorithm. The algorithm
also proved to be better performing as the number of waste fractions in the instances
increased.
Our results indicate that the clustering types and techniques developed were
efficient in terms of their general characteristics, and in reducing the graphs to sizes
that are computational tractable, both in terms of number of elements in the graph
and in the solutions’ routes, allowing the routing phase to do a deeper search of the
solution space of neighborhood moves within the same allocated time as the original
MMCD algorithm.
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Fishbone clustering algorithms

Algorithm 4.A.1 Fishbone clustering.
Require: G = (N , E), α1 , Φ1 , Ω, He , Hσ
1: Hσ , He , Ω ← ∅
2: for all v ∈ N do
3:
if δ(v) = 1 then
4:
Ω ← Ω ∪ {v}
5:
end if
6: end for
7: while Ω 6= ∅ do
8:
v ← last node added to Ω
9:
for all (v, u) ∈ η(v) : (v, u) is not flagged do
10:
if |ξ(v)| = 0 then
11:
if |ξ(u)| = 0 then
12:
He ← He ∪ {(v, u)}
13:
if CapacityEvaluation(He , Hσ , α1 ) = true then
14:
Create cluster σi ∈ Φ1 : Nσi ← {u}, Eσi ← Eσi ∪ {(v, u)}, and flag (v, u)
15:
end if
16:
else if |ξ(u)| = 1 and σi ∈ ξ(u), σi ∈ Φ1 then
17:
He ← He ∪ {(v, u)}, Hσ ← Hσ ∪ {σi }
18:
if CapacityEvaluation(He , Hσ , α1 ) = true then
19:
Eσi ← Eσi ∪ {(v, u)}, and flag (v, u)
20:
end if
21:
end if
22:
else if |ξ(v)| = 1 and σj ∈ ξ(v), σj ∈ Φ1 then
23:
if |ξ(u)| = 0 then
24:
He ← He ∪ {(v, u)}, Hσ ← Hσ ∪ {σj }
25:
if CapacityEvaluation(He , Hσ , α1 ) = true then
26:
Eσh ← Eσh ∪ {(v, u)}, Nσh ← {u}, and flag (v, u)
27:
end if
28:
else if |ξ(u)| = 1 and σi ∈ ξ(u), σi ∈ Φ1 then
29:
He ← He ∪ {(v, u)}, Hσ ← Hσ ∪ {σi , σj }
30:
if CapacityEvaluation(He , Hσ , α1 ) = true then
31:
Eσh ← Eσh ∪ {(v, u)}, and flag (v, u)
32:
Merge σj inside σi : Eσi ← Eσi ∪ Eσh , Nσi ← {u}
33:
end if
34:
end if
35:
Ω ← Ω \ {v}, He ← ∅, Hσ ← ∅
36:
if θ(u) = 1 then
37:
Ω ← Ω ∪ {u}
38:
end if
39:
end if
40:
end for
41: end while
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Chain clustering algorithms
Algorithm 4.B.1: Chain clustering.

Require: G = (N , E), α2 , α3 , Φ1 , .., Φ3 , Ω, He , Hσ , w1 , w2 , e1 , e2 , t1 , t2
1: Hσ , He , Ω ← ∅
2: for all v ∈ N do
3:
4:
5:

if θ(v) = 2 then
Ω ← Ω ∪ {v}
end if

6: end for
7: while Ω 6= ∅ do
8:

if θ(v) > 0 and |ξ(v)| ≤ 1 then

9:

v ← last node added to Ω

10:

Hσ ← Hσ ∪ ξ(v)

11:

h=1

12:

for all (v, u) ∈ η(v) : (v, u) is not flagged do

13:

w ← u, eh ← (v, u)

14:

He ← He ∪ {eh }

15:

h=h+1

16:

end for

17:

if e1 ∈ ER : e1 is not flagged or e2 ∈ ER : e2 is not flagged then

18:

if CapacityEvaluation(He , Hσ , α2 ) = true then

19:

Create cluster σi ∈ Φ2 : Nσi ← {w1 , w2 }, Eσi ← Eσi ∪ {e1 , e2 } and flag e1 , e2

20:

Merge any cluster σj ∈ ξ(v) inside σi : Eσi ← Eσi ∪ Eσh

21:

end if

22:

end if

23:

He ← ∅, Hσ ← ∅

24:

t1 = 0, t2 = 0

25:

while t1 6= 1 or t2 6= 1 do

26:
27:

for h = 1 to 2 do
if θ(w) = 1 and th 6= 1 then

28:

l←w

29:

for all (l, u) ∈ η(l) : (l, u) is not flagged do

30:

w ← u , eh ← (l, u)

31:

match = f alse

32:

for all y ∈ Nσh , σj ∈ ξ(l) do

33:

if w = y and match = f alse then

34:

match = true

35:

if |ξ(l)| = 1 then

36:

Hσ ← Hσ ∪ {σj }, He ← He ∪ {eh }

37:

if CapacityEvaluation(He , Hσ , α3 ) = true then

38:

Φ2 ← Φ2 \ {σj }, Φ3 ← Φ3 ∪ {σj }
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Eσh ← Eσh ∪ {eh }, Nσh ← {w}, and flag eh
end if
th = 1
else if |ξ(l)| = 2 then
if σi , σj ∈ ξ(l) : σi , σj ∈ Φ2 then
if θ(w) + |ξ(w)| ≥ 2 then
if eh 6∈ ER and Nσi 6= Nσh then

46:

Hσ ← Hσ {σi , σj }

47:

if CapacityEvaluation(He , Hσ , α2 ) = true then

48:

Merge σj inside σi : Eσi ← Eσi ∪ Eσh , Nσi ← Nσi

49:

w1 ← Nσi (1), w2 ← Nσi (2)

50:

t1 = 0, t2 = 0, h = 0
else

51:

th = 1

52:

end if

53:
54:

else
th = 1

55:
56:
57:

end if
else

58:

He ← He ∪ {eh }, Hσ ← Hσ ∪ {σj ∈ ξ(l) : w ∈ Nσh }

59:

if CapacityEvaluation(He , Hσ , α3 ) = true then

60:

Φ2 ← Φ2 \ {σj }, Φ3 ← Φ3 ∪ {σj }

61:

Nσh ← {l}

62:

He ← ∅, Hσ ← Hσ ∪ {σi }

63:

if CapacityEvaluation(He , Hσ , α3 ) = true then
Merge σi inside σj : Nσh ← Nσh

64:

67:
68:
69:

Nσi , Eσh ← Eσh ∪ Eσi

end if

65:
66:

end if
th = 1
end if
else if σj , σi ∈ ξ(l) : σi ∈ Φ1 , σj ∈ Φ2 then

70:

Hσ ← Hσ ∪ {σj , σi }

71:

if CapacityEvaluation(He , Hσ , α2 ) = true then

72:

Merge σi inside σj : Eσh ← Eσh ∪ Eσi

73:

Hσ ← {σi }, He ← He ∪ {eh }

74:

if CapacityEvaluation(He , Hσ , α3 ) = true then
Φ2 ← Φ2 \ {σj }, Φ3 ← Φ3 ∪ {σj }

75:

Eσh ← Eσh ∪ {eh }, Nσh ← {l}, and flag eh

76:
77:

end if

78:

th = 1

79:
80:

Nσh

else
th = 1
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end if

81:

else

82:

th = 1

83:

end if

84:

end if

85:

end if

86:
87:

end for

88:

if match = f alse then
if |ξ(l)| = 2 and σi , σj ∈ ξ(l) : σi ∈ Φ1 , σj ∈ Φ2 then

89:
90:

Hσ ← Hσ ∪ {σi , σj }, He ← He ∪ {eh }

91:

if CapacityEvaluation(He , Hσ , α2 ) = true then

92:

Merge σi inside σj : Eσh ← Eσh ∪ Eσi

93:

Eσh ← Eσh ∪ {eh }, Nσh ← {w}

Nσh , and flag eh

else

94:

th = 1

95:

end if

96:

else if |ξ(l)| = 1 and σi ∈ ξ(l) : σi ∈ Φ2 then

97:
98:

Hσ ← Hσ ∪ {σi }, He ← He ∪ {eh }

99:

if CapacityEvaluation(He , Hσ , α2 ) = true then
Eσh ← Eσh ∪ {eh }, Nσh ← {w}

100:

else

101:

th = 1

102:

end if

103:

else

104:

th = 1

105:

end if

106:

end if

107:

end for

108:

else

109:

th = 1

110:
111:

end if

112:

Hσ ← ∅ and He ← ∅

113:

end for

114:

end while

115:

Ω ← Ω \ {v}

116:

Hσ ← ∅ and He ← ∅

117:

t1 = 0, t2 = 0

118:

end if

119: end while

Nσh , and flag eh
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Triangle clustering algorithms

Algorithm 4.C.1 Triangle level search.
Require: v, u, level, G = (N , E), α4 , Φ1 , ..., Φ4 , Hσ , He , Ω
1: if θ(u) + |ξ(u)| ≥ 3 then
2:
for all (u, w) ∈ θ(u) do
3:
if (u, w) ∈ ER : (u, w) is flagged and Ω|Ω|−1 6= w then
4:
He ← He ∪ {(u, w)}
5:
level = level + 1
6:
if level = 3 then
7:
if v = w then
8:
if CapacityEvaluation(He , Hσ , α4 ) = true then
9:
Create cluster σi ∈ Φ4 : Nσi ← Ω, Eσi ← Eσi ∪ Eσh , ∀σj ∈ Hσ
10:
return true
11:
else
12:
level = level − 1
13:
end if
14:
else
15:
He ← He \ {(u, w)}
16:
level = level − 1
17:
end if
18:
else
19:
Ω ← Ω ∪ {w}
20:
T riangleLevelSearch{v, w, level, Hσ , He , Ω}
21:
Ω ← Ω \ {w}
22:
He ← He \ {(u, w)}
23:
level = level − 1
24:
end if
25:
end if
26:
end for
27:
for all σi ∈ ξ(u) do
28:
if σi ∈ Φ2 then
29:
if Ω|Ω|−1 6= w : w ∈ Nσi , w 6= u then
30:
Hσ ← Hσ ∪ {p}
31:
level = level + 1
32:
if level = 3 then
33:
if v = w then
34:
if CapacityEvaluation(He , Hσ , α4 ) = true then
35:
Create cluster σi ∈ Φ4 : Nσi ← Ω, Eσi ← Eσi ∪ Eσh , ∀σj ∈ Hσ
36:
return true
37:
else
38:
level = level − 1
39:
end if
40:
else
41:
Hσ ← Hσ \ {h}
42:
level = level − 1
43:
end if
44:
else
45:
Ω ← Ω ∪ {w}
46:
T riangleLevelSearch{v, w, level, Hσ , He , Ω}
47:
Ω ← Ω \ {w}
48:
Hσ ← Hσ \ {(u, w)}
49:
level = level − 1
50:
end if
51:
end if
52:
end if
53:
end for
54: end if
55: return false

4.C. Triangle clustering algorithms
Algorithm 4.C.2 Triangle clustering.
Require: G = (N , E), α4 , Φ1 , ..., Φ4 , Hσ , He , Ω
1: Hσ , He , Ω ← ∅
2: for all v ∈ N do
3:
Ω ← Ω ∪ {v}
4:
T riangleLevelSearch{v, v, 0, Hσ , He , Ω}
5:
Hσ , He , Ω ← ∅
6: end for
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General clustering algorithms

Algorithm 4.D.1 Density ratios computation.
Require: G = (Nr , P ), β1
1: εmax = max {suv } /2
u,v∈N


2: εin = min
f ∈F

s


α5 Qf ε2max
P
f
e∈ER

qe





3: εout = β1 εin
4: for all v ∈ Nr do
5:
τin = τout = 0
6:
for all u ∈ Nr : u 6= v do
7:
if svu ≤ εin then
8:
for all σi ∈ ξ(u) do
9:
τin = τin + |Eσi |
10:
if ∃ w ∈ Nσi : svw ≥ εin then
11:
τout = τout + |Eσi |
12:
end if
13:
end for
14:
else if svu ≤ εout then
15:
for all σi ∈ ξ(u) do
16:
τout = τout + |Eσi |
17:
end for
18:
end if
19:
end for
in
20:
d(v) = ττout
21: end for

Algorithm 4.D.2 General clustering.
Require: G = (Nr , P ), α5 , Φ0 , ..., Φ5 , β1 , β2 , β3 , β4 , Hσ
1: DensityRatiosComputation(Nr , β1 )
P
2: ψ = 4i=0 |Φi |
3: Ω ← Nr
4: while Ω 6= ∅ and |Φ5 | < β2 ψ do
5:
v = arg max {d(v)}
v∈Nr

6:
GeneralClusterF ormation(v, α5 , β3 , β4 )
7:
Ω ← Ω \ {v}
8: end while
9: Nr ← {v ∈ Nr : |ξ(v)| > 0}

4.D. General clustering algorithms

Algorithm 4.D.3: General cluster formation.
Require: v, G = (Nr , P ), α5 , Φ1 , ..., Φ5 , Hσ , T , S, A, β3 , β4
1: S, Hσ , A ← ∅
2: S ← {u ∈ Nr : svu ≤ εin , u 6= v}
3: for all σi ∈ ξ(v) : σi ∈
/ Φ5 do
4:

Hσ ← Hσ ∪ {σi }

5:

T ← T ∪ {w ∈ Nσi : svw ≤ εin , w 6= v}

6:

pn(w) ← v, ∀ w ∈ T

7: end for
8: if T 6= ∅ then
9:
10:

while S =
6 ∅ and min {svu } ≤ min {svw } and u 6= w do
w∈T
 u∈S

u = arg min svu ≤ min {svw }
w∈T

u∈S

11:

T ← T ∪ {u}

12:

S ← S \ {u}

13:

pn(u) ← ∅

14:

end while

15: else
16:




T ← T ∪ u = arg min {svu }
u∈S

17: end if
18: stop = false
19: if CapacityEvaluation(Hσ , α5 ) = true then
20:

if Hσ 6= ∅ then

21:

A ← A ∪ {v}

22:

pn(v) ← ∅

23:

end if

24:

while T 6= ∅ and stop = false do

25:

w = arg min {svw }

26:

A ← A ∪ {w} : pn(w) 6= ∅

27:

for all σi ∈ ξ(w) : σi ∈
/ Φ5 , σi ∈
/ Hσ do

w∈T

28:

Hσ ← Hσ ∪ {σi }

29:

if CapacityEvaluation(Hσ , α5 ) = true then

30:

A ← A ∪ {w}

31:

T ← T ∪ Nσi \ {w}

32:

pn(u) ← w, ∀u ∈ Nσi \ {w}

33:

else

34:

Hσ ← Hσ \ {σi }

35:

stop = true

36:

end if

37:

end for

38:

T ← T \ {w}
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39:

if stop = false then

40:

if T =
6 ∅ then
while S =
6 ∅ and min {svu } ≤ min {svw } and u 6= w do
w∈T
 u∈S

u = arg min svu ≤ min {svw }

41:
42:

w∈T

u∈S

43:

T ← T ∪ {u}

44:

S ← S \ {u}

45:

pn(u) ← ∅
end while

46:

else

47:



T ← T ∪ u = arg min {svu }

48:

u∈S

end if

49:
50:

end if

51:

end while

52:

if |Hσ | > 1 then

53:

A←A∪T

54:

ReduceAccessN odes(A, β3 , β4 , v)

55:

Create cluster σj ∈ Φ5 : Nσh ← A, Eσh ←

56:

Delete all clusters σi ∈ Hσ

57:

T raversalCostsComputation(σj )

58:

end if

59:

Hσ ← ∅

60: end if

S
σi ∈Hσ

Eσi
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Algorithm 4.D.4 Reduce access nodes.
Require: v, A, β3 , β4
1: for all u, pn(u) ∈ A : pn(u) 6= ∅ do
2:
if sv,u ≥ β3 (sv,pn(u) + spn(u),u ) then
3:
A ← A \ {pn(u)}
4:
end if
5: end for
6: for all u ∈ A : pn(u) = ∅ do
7:
if ∃ w, t ∈ A : sw,t ≥ β3 (sw,u + su,t ) then
8:
A ← A \ {u}
9:
end if
10: end for
11: if |A| > β4 then


min {svu } + min {svw }
12:
v = arg max
v∈A

13:
14:
15:
16:

u∈A:u6=v

B ← B ∪ {v}
A ← A \ {v}
while |B| < β4 do
P
v = arg max { u∈B {svu }}
v∈A

17:
B ← B ∪ {v}
18:
A ← A \ {v}
19:
end while
20:
A←B
21: end if

w∈A:w6=u
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A Comparison of the Transport Requirements of Different
Curbside Waste Collection Systems in Denmark
Hani Zbib† and Sanne Wøhlk†
†

Cluster for Operations Research, Analytics, and Logistics, Department of Economics and Business
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Abstract
With an increased focus on recycling, local authorities need to adapt their systems for
curbside collection of household waste to accommodate an increased degree of sorting of
waste types. Therefore, it is essential to study the transport aspects of waste collection. In
this paper, we analyze the driving requirements for curbside collection of household waste
for different systems in the context of Denmark. We consider a Collect, then sort system, as
opposed to two Sort, then collect systems using single and multi-compartment vehicles, and
compare the systems among themselves, and to the collection for incineration system. Our
approach consists of solving the underlying capacitated arc routing problems of each system,
and comparing the transport requirements in terms of driven distance and number of routes
across systems. Our findings show that an increased degree of sorting is synonymous with a
significant increase in the driven distance and the number of routes. Moreover, we find that
the sort, then collect by multi-compartment vehicles system outperforms the others in terms
of driven distance, and that the sort, then collect by single compartment vehicles system
outperforms the others in terms of number of routes. We found that three cost drivers affect
the overall results: the change in the size of the vehicle, the compression factor inside the
vehicles’ compartments, and the packing of the vehicles’ compartments.
Keywords: Curbside Waste Collection; Collection Systems; Recycling; Operations Research.
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Chapter 5. Comparison of Curbside Collection Systems

Introduction

The increasing amount of solid waste generated by an increasing population, along with
an increase in environmental awareness, has made the area of municipal solid waste
management (SWM) an area of focus in many countries over the past few decades.
There is a general agreement about the need to move from relatively polluting waste
treatment options such as landfilling and incineration, towards more sustainable reverse
logistics approaches such as the recycling of non-renewable resources in order to salvage
some value out of these waste materials.
The aim for the European Union by 2020 is that 50% of the waste generated by
households
require careful considerations of all aspects of an SWM system on the strategic, tactical,
and operational levels. Ghiani et al. (2014) decouple the design of SWM systems into
two levels. The first is a regional strategic level where decisions on the configuration of
the whole reverse logistic network are made by regional entities, while the second is a
municipal tactical and operational level where decisions on the collection systems are
made by municipalities. Bing et al. (2016) provide an overview of logistics research
challenges in waste collection, and detail the different decisions that take place at
each level. From a strategic perspective, such decisions involve determining at which
location of the system the separation and sorting of recyclables will take place. From
a tactical perspective, such decisions involve the organization of collection, the types
of recyclables to be collected, and capacity planning in relation to the vehicles and
the bins to be used.
Motivated by the new challenges that entities responsible for waste collection
around the world face, this paper aims at providing new knowledge and decision
support to municipal entities in Denmark by comparing their different curbside waste
collection systems. Curbside waste collection consists of collecting waste directly from
bins located at the households, as opposed to a bring system where citizens bring their
waste to containers located centrally on the street. The comparison aims at determining
the relative transportation requirements in terms of the total driven distance and the
number of routes of each of the different systems, and uncover the factors that explain
such differences. The comparison of these two measures provides municipal decision
makers valuable insight into the transportation component of the collection systems,
and can then be used in combination with other relevant information such as pureness
of the collected material, processing cost, the costs of vehicles, and environmental
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aspects, in order to determine the most suitable SWM system.
Many factors are important when designing a waste collection system. Beullens
et al. (2004) define an effective collection system as being one that aims at providing
a convenient, timely, and consistent service, with the final reprocessing purpose of the
materials guiding the design of the collection and transport, and define an efficient
collection system as one whose transport component is done at a cost-efficient way.
They highlight four aspects that factor into the design of an effective and efficient
collection system in reverse logistics: the collection infrastructure, the collection policy,
the combination level of collection, and the characteristics of the collection vehicle.
Eriksson et al. (2005) seek to incorporate all these factors in a single study and
conclude that they favor different types of systems. Trying to incorporate a multitude
of these factors has led to very different research approaches. Bovea et al. (2010),
Mora et al. (2014), and Eriksson et al. (2005) use life cycle analysis to assess the
environmental impact of different waste collection systems. Hansen (2015) uses data
envelopment analysis to analyze the efficiency of waste collection in different counties
in Denmark in terms of the cost and recycling amounts, while Gallardo et al. (2010)
use regression models to acess the efficiency of different systems in Spain. While
Rodrigues and Soeiro Ferreira (2015) and Pati et al. (2008) seek to balance cost
and environmental impact in a mathematical model, Lee et al. (2016) and Kulcar
(1996) use mathematical models with the aim of minimizing total operational costs.
Abarca Guerrero et al. (2013) discuss, among other things, some of the additional
challenges faced by developing countries, and Ghiani et al. (2014) provide an overview
of the problems involved at both the strategic and tactical levels of waste collection
from an operations research perspective.
Many papers have studied the routing of waste collection vehicles, both as case
studies and in more general settings. Some of these focus on solving a specific problem
(Tung and Pinnoi, 2000; Mourão and Almeida, 2000), while others concentrate on
comparing different systems (Muyldermans and Pang, 2010b). In the remainder of
this section, we will consider a selection of these studies.
Routing problems are generally separated into node routing and arc routing, where
within waste management, the former is mainly used to model bring systems and
the latter models curbside collection. Many case studies have been made in a node
routing context. Teixeira et al. (2004) and Elbek and Wøhlk (2016) consider collection
of recyclable material using single and multi-compartment vehicles, respectively, while
Nuortio et al. (2006) and Tung and Pinnoi (2000) study collection of general waste.
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Muyldermans and Pang (2010b) take a similar approach as ours in a node routing
context, where they compare collection with single and multi-compartment vehicles.
However, their analysis is based on data which is artificially generated in a twodimensional plane with Euclidean distances, rather than on real life data.
Within the context of arc routing, curbside collection case studies have been
conducted for Ohio (Clark and Lee Jr., 1976), Portugal (Mourão and Almeida, 2000;
Rodrigues and Soeiro Ferreira, 2015), Spain (Bautista et al., 2008), and several other
places. For detailed information on arc routing problems in waste collection, we refer
the reader to Ghiani et al. (2013) and Kiilerich and Wøhlk (2018). We would like
to specifically mention three studies that we find particularly interesting: Amponsah
and Salhi (2004) investigate the collection of solid waste in Ghana. They face two
challenges that are often seen in developing countries: the weather is hot and causes
the waste to biodegrade quickly and collection resources are scarce. To accommodate
these challenges, the authors consider the objective of finding least-cost routes for
vehicles while also considering the time-dependent effect of uncollected waste sitting
in the heat. Del Pia and Filippi (2006) solve a waste collection problem in Italy, where
due to narrow streets, collection is performed by vehicles of two sizes (22 m3 and
5 m3 ). To avoid for the small vehicles to perform many return trips to the depot,
synchronization is performed throughout the day to make the vehicles of each size meet
such that the smaller can unload into the larger. Thereby, the larger vehicle type acts
are a mobile depot for the smaller type. Though not directly a waste collection study,
we would like to draw attention to Constantino et al. (2015), where the authors study
the problem of district design, which is highly relevant to several real life problems of
servicing street segments, including that of curbside collection of waste. Such districts
form the basis of work to be performed between work teams or between weekdays and
therefore workload need to be balanced between them. Furthermore, districts must
have several attributes such as being compact, convex, and non-overlapping in order
to be appealing in practice.
Even though several case studies have been conducted for curbside collection of
waste, and several special features occurring in these problems have been studied, we
have not found any study that solves the underlying routing problems, and uses the
results to study the driving requirements between different curbside collection systems.
Our study aims to fill that gap in the literature.
In our analysis, we consider that the collection infrastructure (on-site curbside
collection) and the collection policy (periodic schedules) of all systems are fixed, and
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concentrate on the variation in the combination level of collection, the characteristics
of the collection vehicles, and the collection interval of each waste type. Subsequently,
we study four curbside waste collection systems.
The first system, which we call Collect to incinerate, is a single stream co-mingled
system for incineration. All waste types are collected in a mix by single compartment
vehicles and the mix is transported to incineration facilities where it is thermally
treated, without any need to separate or sort the waste. A clear benefit of such a
system, other than the simplicity for the citizens and for the waste collection workers
who only have to deal with a single bin per household, is that the waste can be
highly compressed inside the vehicles, whereas the main drawback is that such a final
treatment process is the least environmentally friendly out of all the systems, and does
not allow for any recycling.
The second system, which we call Collect, then sort, is a single stream co-mingled
system with subsequent separation and sorting at the treatment facilities. All waste
types are collected in a mix by single compartment vehicles and the mix is transported
to treatment facilities where it is separated and then sorted into a number of different
types before treatment. From a transportation perspective, this system covers the
situation where each waste type is placed in different colored or tagged bags and
sorting is done optically or based on tags, as well as systems where more intricate
sorting takes place. A clear benefit of such a system is the simplicity for the waste
collection workers who only have to deal with a single bin per household, whereas the
main drawback is that the waste can only be slightly compressed in the vehicles, and
sorting may be costly.
The third system, which we call Sort, then collect by single-compartment vehicles,
is a source separation system. The burden of sorting is shifted from the waste company
to the citizen, and the waste types are placed in a number of single-compartment bins
that are sorted. Each waste type is collected from the bins using single compartment
vehicles.
The fourth system, which we call Sort, then collect by multi-compartment vehicles,
is also a source separation system, with the waste types placed in a number of singlecompartment bins or one multi-compartment bin in a sorted manner, and are collected
at the same time by multi-compartment vehicles.
The benefits of both source separation systems are that no central sorting is needed
(i.e. no need for a sorting facility infrastructure) and that different types of waste can
be compressed differently in the vehicles. A drawback is that these systems rely on the
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citizens’ abilities to sort correctly. Moreover, the relative advantage of collection with
multi-compartment vehicles depends on the good utilization of the compartments of
the vehicles.
Our research approach is based on a comparison of the different systems over reallife waste collection examples from municipalities across Denmark. The data consists
of real-life street networks, household waste quantities, and collection vehicles. We
use a heuristic optimization algorithm to solve the underlying problems representing
each system with the aim of minimizing driven distance. For each data instance, this
gives us a set of routes and a total driven distance for each of these routes. In each
system, we consider different degrees of sorting the waste into two, three, and four
waste fractions. We then compare the four waste collection systems among each other,
with regard to driving distance and number of routes. The remainder of the paper
is organized as follows. In Section 5.2, we present the background and design of our
experiment, and Section 5.3 contains our analysis of the relative driving requirements
of the different systems and a discussion of our findings and their explaining factors.
In Section 5.4, we discuss the effect of relaxing our assumptions, and finally, in Section
5.5, we provide our conclusions. Note that a preliminary version of the analysis in this
paper is available as a technical report (Wøhlk and Zbib, 2018).

5.2

Experimental design

In this section, we describe the design of our experiments in order to carry out the
comparative analysis of the four waste collection systems. First, we discuss the data
underlying the analysis, its characteristics, and how it relates to the collection systems.
Next, we explain how the different values of the parameters in the analysis are obtained.
In our analysis, we consider that the collection infrastructure (on-site curbside
collection) and the collection policy (periodic schedules) of all systems are fixed, and
concentrate on the variation in the combination level of collection, the characteristics
of the collection vehicles, and the collection interval of each waste type. Subsequently,
we study four curbside waste collection systems.
In our analysis, we use waste-related data obtained from six counties in Denmark,
constituting five different areas. They are shown in Figure 5.1. Table 5.1 provides
some characteristics of the counties in terms of their total area and their demographic
density. The counties cover a wide range of geographical landscapes: Norddjurs (N),
Syddjurs (S), and the counties of Skanderborg and Odder (forming together area K)
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Figure 5.1: The counties used in our analysis.
are of a rural nature, while Odense (O), covering Denmark’s third largest city and its
surroundings, is semi-urban, and Frederiksberg (F) is highly urban, as it is located in
central Copenhagen.
Table 5.1: Characteristics of the five areas.
County
Norddjurs
Syddjurs
Skanderborg and Odder
Odense
Frederiksberg

Area
N
S
K
O
F

km2
721.0
689.8
650.6
305.6
8.7

Citizens/km2
53
62
129
662
12001

Number of street segments
9725
4175
7110
3921
12675
5511
11863
6941
1124
565

For each of the five areas, we have obtained the street networks, locations of the
households on the networks, as well as information regarding the households’ current
waste collection schedules and their available waste bins. This information has been
used to create street networks by aggregating the households’ waste demand to street
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Frederiksberg (F)

Norddjurs (N)

Odense (O)

Skanderborg and Odder (K)

Syddjurs (S)

Figure 5.2: The five data areas. Blue lines represent the streets that should be
traversed for collection, the green lines represent the streets in the network that
do not require collection, and the red squares represent the depot location,
where each collection vehicle leaves at the start of its collection route, and
returns after completion of its route.
segments. All demands are based on a fixed bi-weekly collection interval. Details on
the process of creating the street networks are available in Kiilerich and Wøhlk (2018).
The demands for the street networks in our study are as presented in that paper,
except for the F area. In that paper, the vehicles used to collect the F area were larger
than the vehicles used for the other areas. This is due to the fact that the F area
represents the highly urban area of Frederiksberg, Copenhagen, where a high number
of apartment and commercial buildings exist with high waste demands. In order to be
able to carry our analysis across all areas with the same vehicle size, we have divided
the demand of each street in the F area by 2.6 for comparability reasons. Figure 5.2
illustrates the networks of the five areas. In this figure, the geographical difference of
the areas is very apparent. Two street networks are considered in each area. Besides
the networks shown in Figure 5.2, we use an additional network from each of the five
areas in our analysis, covering approximately half of the streets of the original network.
The number of street segments in the two networks of each area is given in Table 5.1.
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Figure 5.3: Volume-based composition of the general waste for the O, K, N, and
S areas (left figure - Source: Econet AS (2012)) and F area (right figure).

At the time of data collection, all areas, except the F area, were collecting only two
waste fractions separately from the households: paper and general waste (the latter
including glass, metal, plastic, and organic). We use the term waste fraction to refer
to one mix of waste available in one compartment of bins at the households, which
could be individual waste types (ex: paper), or formed by a mix of the different types
of waste (ex: mixed glass, metal, and plastic). In order to obtain a higher degree of
recycling in those areas, we have obtained information from one of our collaborators
about the observed weight-based composition of the general waste (Econet AS, 2012).
This composition has been slightly aggregated and transformed into a volume-based
composition, divided into five different waste fractions: general, organic, plastic, glass,
and metal. The resulting volume-based composition of these waste fractions from
the total volume is shown in Figure 5.3. The quantities of paper were used as given
in the initial data and were not derived from the general waste. We have used this
composition for the networks in all areas except in the F area, where information on
the actual quantities of each of the six waste fractions at a household level was already
available (see volumetric composition in Figure 5.3). We have also created a second
composition of the waste, where, for each waste fraction and each street segment, we
have moved a random amount between 0% and 10% from each of the other five waste
fractions to the general waste, in order to simulate the fact that citizens might not be
sorting recyclables perfectly, and part of those recyclables might end up in the general
waste.
When we compare different waste systems in our analysis, we do so based on
three degrees of sorting of the household waste. Table 5.2 provides an overview of
the composition of each waste fraction for each degree of sorting. The term general
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waste is used to refer to the fraction containing the remaining waste types that are
not sorted into separate fractions, and its content therefore varies with the degree of
sorting. The choice of waste fractions considered for each degree of sorting is based on
discussions with our project partners.
Table 5.2: Waste fractions in the three degrees of sorting.
Number of waste fractions
2
3
4

Paper
Paper resource
Paper resource
Paper resource

Glass

Metal

Plastic
Organic
General
General waste
Mixed resources
General waste
Mixed resources
Organic waste General waste

The next step in the data generation process relates to the vehicles used for
collection. In order to analyze the effects of the size of the vehicle on the four analyzed
systems, we consider two sizes of vehicles for each network: a small vehicle with a
capacity of 20.7 m3 , and a large vehicle with a capacity of 29 m3 . A vehicle can
be either single-compartment or have multiple compartments. When using singlecompartment vehicles in the analysis, the size of its compartment corresponds to its
total vehicle size. On the other hand, when used as a multi-compartment vehicle, its
total size remains unchanged, but the vehicle is partitioned into compartments of
relative sizes as observed in practice. We consider five compartment configurations for
each multi-compartment vehicle, when used as multi-compartment vehicle as shown
in Table 5.3.
Table 5.3: Configurations of multi-compartment vehicles

Partitionings

2 compartments
50/50%
60/40%
70/30%

3 compartments
40/40/20%

4 compartments
42/24/23/11%

A certain quantity of waste takes up more space in the waste bins than it does in
a compartment of the waste collection vehicle. This is due to a natural compression
as well as a mechanical compression mechanism available for each compartment in
the vehicle. We denote by compression factor the factor by which the total quantity
of waste is compressed in a compartment, and use the term in the following sense:
100 liters of waste in the waste bin will take up a volume of 25 liters in the vehicle’s
compartment with a compression factor of 4, and 20 liters with a factor of 5. The
effective size of any of the vehicle’s compartment collecting a certain waste fraction,
which we define as the compartment’s actual size times the compression factor of that
waste fraction, increases when that compression factor is increased. The compression
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factor of each waste fraction depends on both the type of waste in that fraction,
and how the fraction is going to be processed further at the treatment facilities. For
instance, waste that will be directly incinerated can be compressed quite significantly,
whereas a waste fraction that will proceed to a sorting process can only be weakly
compressed. The compression factors in our study do not depend on the vehicle
or its compartments. As discussions with our different municipal partners revealed
discrepancies regarding the maximal compression factor achievable for each fraction,
we have considered two compression factors that are representative of our partners’
operations for each waste fraction for all vehicles: a low and a high factor. These are
stated in Table 5.4.
Table 5.4: Compression factors used in our analysis
Waste fraction
General waste (any mix for incineration)
General waste (any mix for sorting)
Paper
Mixed resources for sorting
Organic waste

Compression factor
Low
High
4
6
2
3
5
1
2
1
1

This results in a total of 80 data instances for our analysis. They are composed
of 5 geographical areas, 2 street networks for each area, 2 different compositions of
the waste fractions, 2 vehicle sizes, and 2 compression factors. These instances are
common to all collection systems (i.e. the analysis is carried out across the system on
all 80 instances), except for the Collect, then Sort system where we consider only one
compression factor setting, and thus run it on 40 instances.
With the purpose of using them to compare the systems, each instance has associated with it a total of 17 sub-instances. They are defined as follows.
• One sub-instance where all the waste is collected in a mix for incineration. This
is collected be single compartment vehicles of relatively high compression and
the instance represents the Collect to incinerate system.
• One sub-instance where all the waste is collected in a mix for subsequent sorting.
It is collected by single compartment vehicles, and due to the subsequent sorting,
the compression factor used is relatively low. The instance represents the Collect,
then sort system.
• Five multi-compartment sub-instances, collected by multi-compartment vehicles
with degrees of sorting as described in Table 5.2. They five sub-instances cor-
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respond to the five vehicle configurations in Table 5.3, and represent the Sort,
then collect by multi-compartment vehicles system.

• Six single-compartment vehicles sub-instances collecting individually each of the
six waste fractions collected by the multi-compartment vehicles in the multicompartment sub-instances as detailed in Table 5.2. These sub-instances represent the Sort, then collect by single-compartment vehicles system.
• Four single-compartment vehicles sub-instances collecting individually the mixed
resources and paper fractions with a three week collection interval, and a four
week collection interval, instead of a bi-weekly interval as in the above. The
total amount of waste collected increases with the interval, be it by 50% for the
three week interval, and 100% for the four week interval. These sub-instances
represent the Sort, then collect by single-compartment vehicles system with a
longer collection interval for the mixed resources and paper fractions than the
general and organic waste fractions.
To illustrate the usage of these sub-instances, consider comparing collection by
multi-compartment vehicles to that of single-compartment ones with a degree of sorting
of two (first row in Table 5.2). In this case, we compare the total driving needed to
collect the same network by two-compartment vehicles, to the total sum of driving
needed by two single-compartment vehicles: one collecting paper, and one collecting
general waste. Note that the total amount of waste is unchanged across the systems,
and we can therefore safely compare across them.
We model the collection problems with single-compartment vehicles as Capacitated
Arc Routing Problems (CARP) (Golden and Wong, 1981), whereas collection by
multi-compartment vehicles are modeled as No-Split Multi-Compartment Capacitated
Arc Routing Problems (NSMC-CARP) (Kiilerich and Wøhlk, 2018). In both models,
we have used compartment capacities as the only constraining factor, rather than a
combination of capacity, workday length, and number of bins collected per route.
Each of the 17 sub-instances of each of the 80 instances is solved using the MultiMove Chain Descent algorithm of Zbib and Wøhlk (2017), which is designed for
solving large scale waste collection problems, resulting in solving 1256 sub-instances
in total. This solution approach is a heuristic approach, and does not guarantee to
obtain the optimal solution. It is however one of the best-known solution approaches
thus-far that can solve the CARP and NSMC-CARP instances of Kiilerich and Wøhlk
(2018). We assume that since the solutions for all sub-instances are obtained from the
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same algorithm, the comparability across these sub-instances is applicable. Note that
the sub-instances corresponding to the Collect, then Sort system, and the increased
collection interval for the mixed resources and paper, are run with one compression
factor setting only, resulting in 1256 sub-instances instead of 1360 in total.

5.3

Analysis

In this section, we present our analysis of the four collection systems, which will consist
of three parts presented in three subsections. Firstly, we consider the additionally
needed driving distance and number of routes incurred by an increase in the number
of separate waste fractions to be collected from households. We do this by comparing
the Sort, then collect by multi-compartment vehicles system to the Collect to incinerate system in Section 5.3.2. Secondly in Section 5.3.3, we compare the transport
requirement when collecting a given number of separate waste fractions with either
multi-compartment or single compartment vehicles. This consists of comparing the
Sort, then collect by multi-compartment vehicles system to the Sort, then collect by
single-compartment vehicles system. Finally in Section 5.3.4, we compare the transport requirement when collecting for subsequent sorting to the option of collecting
the separated fractions with multi-compartment vehicles. This consists of comparing
the Sort, then collect by multi-compartment vehicles system to the Collect, then sort
system. However, before carrying out the main analysis between the systems, we will
shortly discuss the effect of changing the size of the vehicles across all systems in
Section 5.3.1.
In each of Sections 5.3.2 to 5.3.4, we will show detailed figures of the results for the
configuration with two waste fractions and where the multi-compartment vehicles are
partitioned 50/50%, regarding both of our quality measures: driving distance (left plot)
and number of routes (right plot). In these plots, the 80 instances are ordered, with the
first 40 instances being those with low compression, and the second 40 instances those
with high compression. Within each of these groups, the first 20 instances correspond
to the small vehicle, followed by the 20 instances corresponding to the large vehicles.
These four groups of 20 instances each are differentiated in each plot by the four colors.
Within each group, the 20 instances are ordered by areas (with 4 instances for each
area) in increasing order of density as given in Table 5.1, and for each area, the two
instances with the larger network are first. All plots show the performance of a strategy
A relatively to a strategy B as percentage difference, calculated as 100*(measure(A) -
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measure(B))/measure(B), where measure corresponds to either the driven distance or
the number of routes. Hence, the plots show by how much is strategy A more expensive
than strategy B, with a positive value meaning that strategy A is more expensive,
while a negative value that strategy A is cheaper.
Moreover, we also provide in these sections a table with extended results, both
regarding driven distance (columns 2-6) and number of routes (columns 7-11) for
the five configurations. In each configuration, we show aggregated statistics over all
80 instances by showing the average, the standard deviation, the minimum, and the
maximum value for each of the two measures. We then show the average obtained over
each of the four groups (compression factor and vehicle size combinations) as well as
across each of the compression and size characteristics. Finally, the lower part of the
tables gives average values by county.
Based on these and the underlying detailed data, we seek to draw conclusions
regarding the general trends over the full set of instances, as well as observing the
effects of:
• Varying the size of the vehicle.
• Varying the compression factor.
• Varying the number of fractions.
• Varying the partitioning of the two-compartment vehicles.
• Varying the geographical area.
• Varying the collection interval of some fractions.

5.3.1

Changing the vehicle size

When the size of the collection vehicle increases, the number of streets that each vehicle
can collect increases, and thus, the number of routes needed for collection will decrease.
Furthermore, the total driving distance will decrease due to fewer return-trips to the
depot and to more efficient routes in general. In this section, we use the fact that we
have solved all sub-instances with both a small and a large vehicle in order to study
the effect of increasing the vehicle size by 40% (29m3 /20.7m3 = 1.4 = 40% increase).
For each of the total 628 sub-instances that have been solved for each of the two
vehicle sizes, we have computed the decrease in number of routes and in driving
distance as 100*(result with large vehicle / result with small vehicle). The number of
routes decreases to 72% of the number with small vehicles, with a standard deviation
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of only 5%. Similarly, the total driven distance decreases to 88%, with a standard
deviation of 6%. These results suggest that, for any instance and any system, there
is a large gain obtained both in driven distance and number of routes by considering
larger vehicles.

Figure 5.4: The relative change in driving distance as the vehicle size is
increased from small (20.7m3 ) to large (29m3 ), corresponding to a 40% increase
in vehicle size.
Figure 5.4 shows the decrease in distance obtained for all 17 sub-instances, for both
low and high compression factors, of each of the 20 networks, ordered by increasing
density. Though the results appear to follow a certain pattern, it cannot be explained
by neither density nor size of the networks. Though not shown, the change in the
number of routes for the 20 networks follows a similar pattern. We also note that the
few sub-instances where the change in driven distance was higher than 100% is due
to the random behavior of the algorithm and the effect of the packing component on
the routing component of the underlying arc routing problem when the vehicle size
changes.

5.3.2

Sort, then collect by multi-compartment vehicles or
Collect to incinerate

In this section, we compare the Sort, then collect by multi-compartment vehicles system
to the Collect to incinerate system. Figure 5.5 shows the relative performance of the
two systems over the two measures for two-compartment vehicles partitioned 50/50%,
and Table 5.5 provides information for all five configurations and all characteristics.
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Generally speaking, sorting in as little as two fractions requires a significant amount
of additional driving as well as an increased number of routes since all values obtained
were positive with an average of 27% for driven distance and 67,4% for the number of
routes. This observation can be extended to all five configurations.

Figure 5.5: Sort, then collect by multi-compartment vehicles relative to Collect
to incinerate. Detailed results for two waste fractions with a 50/50%
partitioning of the two-compartment vehicles.

Table 5.5: Sort, then collect by multi-compartment vehicles relative to Collect to
incinerate.

Average
Std dev
Min
Max
Small, high
Small, low
Large, high
Large, low
All high
All low
All Small
All large
N
S
K
O
F

50/50
27.0
10.1
9.6
61.3
26.0
33.9
20.8
27.3
23.5
30.6
30.0
24.0
21.1
25.2
25.9
25.5
37.3

60/40
16.0
6.6
3.7
37.4
15.3
20.4
12.2
16.1
13.7
18.2
17.8
14.2
11.1
15.6
15.8
14.3
23.2

Distance
70/30 3
9.5
4.2
3.1
21.2
8.2
12.9
7.2
9.7
7.7
11.3
10.5
8.4
10.3
8.7
8.5
6.8
13.2

comp
38.2
17.6
10.4
84.0
28.3
53.9
25.8
44.8
27.3
49.4
41.1
35.3
38.3
32.2
33.6
36.4
50.6

4 comp
80.3
36.2
38.6
194.4
82.4
96.1
65.0
77.7
74.4
86.9
89.2
71.3
91.1
57.4
58.8
72.8
121.3

50/50
67.4
10.8
40.0
82.1
67.6
68.1
66.2
67.7
66.9
67.9
67.9
66.9
50.1
73.3
74.7
60.9
78.0

Number of routes
60/40 70/30 3 comp
39.8
24.0
95.3
8.9
5.2
22.1
20.0
10.0
50.0
52.0
35.7
130.8
39.8
22.5
75.6
39.9
25.7
112.0
39.5
22.6
81.7
39.9
25.1
112.0
39.6
22.6
78.7
39.9
25.4
112.0
39.8
24.1
93.8
39.7
23.8
96.9
25.7
25.6
91.9
45.1
25.2
95.8
45.7
24.4
95.9
34.0
17.0
87.7
48.3
27.8
105.6

4 comp
201.6
32.5
145.7
259.0
213.6
195.1
206.2
191.5
209.9
193.3
204.3
198.9
226.7
178.0
175.7
184.1
243.4

By comparing the results between high and low compression factors, we note that
the additional driving needed is more significant with low compression (30.6%, on
average) than with high compression (23.5%, on average). In the Collect to incinerate
system, the totality of the waste is being compressed by a factor of 4 in the low
compression case, and 6 in the high. When it gets separated into paper and general
waste in the multi-compartment vehicles, the paper is now being compressed by a
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factor of 3 and 5, respectively. This means that the effective volume that the paper
occupies in the compartment is increased by 33% and 20% respectively in the two
cases, which explains why the high compression case is relatively better than the low,
compared to the Collect to incinerate system. A similar trend cannot be however
observed in terms of the number of routes, as the relative increase in number of routes
from the Collect to incinerate system to the Sort, then collect by multi-compartment
vehicles system for both compression factors is unaffected, being around 67%. These
compression factor based observations can be extended to all five configurations.
When concentrating on the relative effect of changing the size of the vehicle, we
see that the increase in driven distance is more accentuated with small vehicles (30%
on average) than with large ones (24%, on average), and the same effect is observed
for all configurations. This can be explained by the fact that the effective capacity
of compartments in the small vehicle is smaller than for the large vehicle, meaning
that small vehicles can collect fewer streets, and the packing of their compartments
becomes harder and more variant than for the large vehicles.
Looking at the three configurations of two-compartment vehicles with different
partitioning of those compartments, the general patterns described above are still
observed, but the closer we move to a 70/30% partitioning, the more attractive the
Sort, then collect by multi-compartment vehicles system becomes, and the closer it gets
to the Collect to incinerate system (9.5% relative driven distance, and 24% relative
number of routes, on average for the 70/30% partitioning). The gain observed in the
Sort, then collect by multi-compartment vehicles system with a 70/30% partitioning is
due to the fact that the compartments are tending towards the actual partitioning of
the waste, and thus, the two compartments are utilized better.
As the degree of sorting increases from two fractions collected to three and four,
the relative increase in distance and number of routes becomes even more pronounced,
with an average increase of 80.3% in driving distance and 201.6% in the number
of routes for the four fractions configuration. This is mainly explained by the fact
that the newly considered fractions (mixed resources and organic waste) have a small
compression factor both in the case with low (1 for both) and high (2 and 1 respectively)
compression factors. When they were mixed with the general waste in the two fractions
case, they were highly compressed with a factor of 5 and 6 respectively. Hence, the
volume these slightly compressed fractions take in the vehicles’ compartment is much
higher than in the two fraction case, and the effective size of the compartment itself is
smaller since the vehicle is partitioning in three and four partitions now. This leads to
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a much higher number of routes needed in the Sort, then collect by multi-compartment
vehicles system, which in itself leads to a higher total driven distance for these routes.
It is interesting to note that in the four fractions configuration, the lower compression
factors requires 17% less routes than the high compression factor, which suggests that
the high compression factors for the general waste and paper (6 and 4) compared to
the high compression factor for the mixed resources and paper (2 and 1) makes the
partitioning very unbalanced compared to the natural partitioning of the waste.
When comparing across the five areas, we observe a weak trend for the densely
populated areas (particularly F) to be more strongly affected by the increased degree
of sorting than the less dense ones (particularly N) for the two fractions configurations.
This trend is more pronounced for the increase in number of routes than for the
distance. However, in the configuration with the most fractions, the most dense (F)
and the least dense (N) areas were the ones affected the most. Nevertheless, we believe
such a trend is not related to the density of the areas but rather the geography of
the networks themselves, and thus we cannot extract any trends across areas. Such
geographical factors include: the topology of the area (separated by rivers, closeness to
the sea, etc.), the sparsity of the graph, the number of towns and cities forming street
clusters, and the location of the depot in the area. Particularly in terms of driving
distance, the F area (which is part of central Copenhagen) stands out with more
extreme results. We believe that this is explained by the fact that in these instances,
the demand on many streets is relatively high compared to the vehicle’s compartment
capacities, and therefore, when the vehicle is partitioned into two compartments, the
packing problem becomes harder for these instances relative to those from the other
areas.

5.3.3

Sort, then collect by single or multi-compartment
vehicles

In this section, we study the benefits of co-collection by considering the needed driving
for Sort, then collect by single-compartment vehicles relative to Sort, then collect by
multi-compartment vehicles. Detailed results for the configuration with two waste
fractions and a 50/50% partitioning of the multi-compartment vehicles are shown
in Figure 5.6, while Table 5.6 summarizes all results for this comparison for all five
configurations and all characteristics.
Generally, collection by single-compartment vehicles requires significantly less
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routes (up to 40% less) than collection with multi-compartment vehicles. However,
this comes at the expense of more distance driven, with an average of 17.3% more
driving than for the multi-compartment vehicles. This tendency extends to all five
configurations.

Figure 5.6: Sort, then collect by single-compartment vehicles relative to Sort,
then collect by multi-compartment vehicles. Detailed results for two waste
fractions with a 50/50% partitioning of the two-compartment vehicles.
Table 5.6: Sort, then collect by single-compartment vehicles relative to Sort,
then collect by multi-compartment vehicles.

Average
Std dev
Min
Max
Small, high
Small, low
Large, high
Large, low
All high
All low
All Small
All large
F
K
N
O
S

50/50
17.3
15.2
-20.3
53.5
18.2
6.4
28.0
16.7
23.2
11.5
12.3
22.3
14.0
14.4
24.4
22.1
11.7

60/40
28.0
14.3
-6.4
63.2
29.0
18.0
37.3
27.6
33.4
22.8
23.5
32.5
25.9
24.2
35.1
33.8
20.9

Distance
70/30 3
35.3
13.3
6.2
67.2
37.1
25.5
43.5
34.8
40.6
30.2
31.3
39.2
36.1
32.4
36.3
43.2
28.4

comp
65.3
28.3
0.3
120.8
74.1
42.5
86.4
58.4
80.0
50.4
58.3
72.4
44.4
71.3
68.9
71.2
70.9

4 comp
65.9
39.6
-35.8
127.7
62.7
45.3
87.3
68.2
74.3
56.8
54.0
77.7
15.8
89.0
62.4
73.2
89.1

50/50
-35.8
6.5
-43.1
3.5
-35.1
-36.2
-36.1
-35.8
-35.6
-36.0
-35.7
-36.0
-40.5
-37.2
-28.3
-34.4
-38.7

Number of routes
60/40 70/30 3 comp
-23.1
-13.6
-20.7
7.9
7.6
11.5
-33.3
-21.1
-44.6
25.5
47.5
40.4
-22.2
-11.3
-15.9
-23.3
-15.0
-24.0
-23.9
-13.7
-19.9
-23.1
-14.3
-23.0
-23.0
-12.5
-17.9
-23.2
-14.7
-23.5
-22.8
-13.2
-19.9
-23.5
-14.0
-21.4
-28.5
-17.1
-36.4
-24.7
-11.7
-15.3
-14.4
-14.2
-17.7
-21.2
-9.7
-16.6
-26.8
-15.1
-17.3

4 comp
-35.0
14.0
-61.8
-6.1
-37.5
-33.7
-36.8
-32.2
-37.1
-32.9
-35.6
-34.5
-58.7
-23.1
-39.3
-30.1
-23.9

We note that the larger network of the F area does not follow this pattern. This is
likely due to the packing of the multi-compartment vehicles where some streets have
very high demands for general waste relatively to the effective size of the compartment
collecting it, rendering the packing highly unbalanced in the vehicles picking up those
streets. This conclusion is supported by Zbib and Wøhlk (2017). Except from the F
area, we do not observe any clear patterns between counties that can be explained by
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the difference in density. We believe that the variations observed across the counties
are explained by differences in the geography of the networks rather than difference in
density.
We generally observe an increase in the relative distance when the size of the vehicle
increases, and the same holds when the compression factor increases. Hence, collection
by single-compartment vehicles becomes relatively worse compared to collection by
multi-compartment vehicles when the effective size of the compartments in the vehicle
increases. This is explained by the fact that, the bigger the effective size of the
compartment, the easier is the packing of the multi-compartment vehicles, which
makes the single compartment vehicles relatively less attractive. We do not observe
any of those effects when it comes to the relative number of routes. We observe the
same general pattern across all five configurations.
As the partitioning of the two-compartment vehicles is changed towards a 70/30%
partitioning, the multi-compartment collection becomes cheaper than with a 50/50%
partitioning, due to a better utilization of the compartments, as was already pointed out
in Section 5.3.2, and as a consequence, the single-compartment collection, which in itself
is independent from how the multi-compartment vehicles are partitioned, becomes
relatively worse. In fact, as we tend to a more attractive partitioning of the twocompartment vehicles, the number of routes needed to collect by multi-compartment
vehicles decreases, since the relative percentage of routes between the two systems
decreases.
As the number of fractions increases to three and four, single-compartment collection starts requiring even more driving relative to the multi-compartment collection.
However, when comparing the best partitioning of the two-compartment vehicles
(70/30%) to the partitioning of the three and four-compartment vehicles (which are
as attractive as they could be with the given demands), we notice an increase with
the number of fraction of the relative percentage of multi-compartment routes needed
compared to the number of single-compartment routes needed to collect those fractions.
This can also be explained by the fact that the more compartments the vehicle is partitioned into, the more difficult and unbalanced the packing is. For more information
on this issue, we refer the reader to Zbib and Wøhlk (2017).

5.3.3.1

Increasing the collection interval

One of the main assumptions made in this paper for all systems, is that collection of any
fraction is performed on a two-week interval. When collecting with multi-compartment
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vehicles or collecting any fraction that is mixed with either organic waste or general
waste, such an interval is necessary due to the biodegradability of these fractions
with time, and therefore we have made this assumption throughout the paper for fair
comparison. However, when paper or mixed resources (glass, metal, and plastic) are
collected separately, it is in practice possible to extend their collection interval to
three or four weeks since these fractions do not biodegrade with time while remaining
uncollected, and subsequently do not produce off-putting odors and harmful gases, or
attract insects and rodents.

Figure 5.7: Sort, then collect by single-compartment vehicles relative to Sort,
then collect by multi-compartment vehicles with increased collection intervals of
paper and mixed resources.
Therefore, in this section, we temporarily relax that assumption and summarize
the comparison between Sort, then collect by single-compartment vehicles and Sort,
then collect by multi-compartment vehicles when the collection interval for paper and
mixed resources are extended to three and four weeks instead of two weeks for the
collection with single compartment vehicles.
When the collection interval is increased from two to three or four weeks, the
demand for collection on each street segment increases by 50% and 100%, respectively.
This causes the demand of some streets in the networks of the F area to exceed the
vehicle’s compartment capacity. We have therefore excluded the F instances from this
part of the analysis.
Figure 5.7 shows the average results for each of the five configurations when using
a collection interval of two weeks (already analyzed in detail above) as well as three
and four weeks for paper and mixed resources, while still using a two-week collection
interval for organic and general waste. We first note that the number of routes needed
each week is basically unaffected by the collection interval. This can be explained by
the fact that the average amount of waste needing collection on a weekly basis is the
same and is unaffected by the collection interval, and the number of routes needed
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to collect the waste every week is therefore almost the same. There is, however, a
significant effect on the driving distance. As the collection interval is extended, the
collection with separate vehicles becomes relatively more attractive. The explanation
for this is that the vehicles need to visit each street less often (for example once rather
than twice in a four week period when the interval is changed from two to four). We
note that the improvement is most significant for the configuration with three waste
fractions as in that case, two out of the three fractions have longer intervals.

5.3.4

Collect, then sort or Sort, then collect

In this section, we compare Collect, then sort to Sort, then collect by multi-compartment
vehicles. Figure 5.8 shows detailed results for the configuration with two fractions
collected by vehicles partitioned 50/50%, and Table 5.7 provides the results over all
configurations. Due to the aggregation of the waste on a street level, the demand of
some streets exceed the effective capacity of compartments in the Collect, then sort
system when the low compression factor is used. We therefore limit this part of the
analysis to the 40 instances with high compression factors.

Figure 5.8: Collect, then sort relative to Sort, then collect by
multi-compartment vehicles. Detailed results for two waste fractions with a
50/50% partitioning of the two-compartment vehicles.
We generally observe that it is significantly more expensive to collect then sort, than
to collect with multi-compartment vehicles. In fact, it requires on average 36.7% more
driving and about 81.1% more routes in the configuration with two waste fractions
and a 50/50% partitioning. This trend extends to all other configurations, except the
four fractions case, which we will return to below.
When comparing the results obtained for the small and large vehicles respectively,
we observe that the Collect, then sort system is relatively worse in terms of driving
distance compared to the Sort, then collect by multi-compartment vehicles system
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when using small vehicles (40%) compared to the use of the large ones (33.4%). This
it due to the fact that the packing of the vehicles is more difficult in the small vehicles
in the Collect, then sort system, where the compression factors are quite low, and the
effective capacity of compartments is small. Therefore, it is more difficult to fit the
demand of a high number of streets into one small vehicle in that system, relatively
to the larger vehicle where more streets can be collected within the same vehicle.
We do not observe a similar relative increase regarding the number of routes when
going from small to large vehicles. However, since the Collect, then sort system needs
approximately 80% more routes that are less than efficiently packed, it results in
an increase of the total percentage-wise driving. The conclusions made about the
vehicle size can be generalized to all configurations over both measures, except for
the configuration with four fractions, where the larger size becomes worse than the
smaller size.
Table 5.7: Collect, then sort relative to Sort, then collect by multi-compartment
vehicles.

Average
Std dev
Min
Max
Small
Large
F
K
N
O
S

50/50
36.7
11.3
21.2
65.6
40.0
33.4
39.0
30.1
43.1
43.0
28.3

60/40
48.4
15.4
26.8
85.8
53.1
43.6
53.7
39.9
55.2
55.5
37.5

Distance
70/30 3
56.8
18.3
29.5
98.8
63.2
50.4
65.8
48.3
59.2
65.5
45.3

comp
33.0
9.9
14.2
55.3
37.6
28.4
28.4
31.0
34.0
42.0
29.5

4 comp
-1.9
4.8
-12.6
5.5
-2.4
-1.5
-9.5
0.1
-4.5
3.8
0.4

50/50
81.1
12.3
64.3
102.9
81.3
80.9
67.3
74.6
99.2
91.3
73.0

Number of routes
60/40 70/30 3 comp
116.5 146.1
70.0
14.5
12.5
15.9
91.7 125.0
33.3
143.3 169.9
90.1
117.4 147.5
73.4
115.5 144.7
66.6
100.3 133.4
46.3
109.5 144.3
75.2
136.9 147.9
71.2
129.2 166.0
83.8
106.3 138.9
73.4

4 comp
-2.5
6.6
-15.4
6.6
-3.0
-1.9
-12.9
2.0
-6.6
4.9
0.3

We see in Table 5.7 that when the partitioning tends towards a more attractive
one of the two-compartment vehicles (i.e. 60/40% and 70/30%), the Sort, then collect
by multi-compartment vehicles system becomes even more attractive relative to the
Collect, then sort. The same applies to the number of routes. The explanation for this
trend is the same as in Section 5.3.3, where the compartments of the two-compartment
vehicles become better utilized and packed, and therefore collect the demand of streets
more efficiently in the Sort, then collect by multi-compartment vehicles system.
As we increase the number of waste fractions from two to three and four, the relative
attractiveness of the Sort, then collect by multi-compartment vehicles system highly
decreases compared to the Collect, then sort system. In fact, for the configuration
with four fractions, the latter becomes the better choice on average (with -1.9% and
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-2.5% for driven distance and number of routes, respectively). This situation is the
only case where any of the other studied systems where the waste is sorted is better
than the Sort, then collect by multi-compartment vehicles system. This behavior can
be explained by the compression factors of the different fractions. As we increase the
number of fractions, the recyclable material is moved from general waste, which has
a high compression factor, to fractions that can only be compressed slightly (mixed
resources and organic waste). This means that the effective volume of the total demand
on one street increases, since this portion of material that were highly compressed
as part of general waste now form a higher volume on their own by being slightly
compressed, resulting in more routes needed to collect them, and subsequently a
higher total driven distance for these routes. Note that for the Collect, then sort
system, the compression factor is constant across all configurations and does not vary
like in the multi-compartment vehicles. Hence, from a holistic compression point of
view, the compression factors for the fractions in the multi-compartment vehicles
become comparable to those of the single-compartment vehicles in the Collect, then
sort system, and subsequently the routes and total driven distance of the Sort, then
collect by multi-compartment vehicles system converge to those of the Collect, then
sort system. This, combined with the fact that the packing in the multi-compartment
vehicles is more challenging, leads to Collect, then sort being the better choice for four
fractions, both in terms of distance driven and number of routes. It is worth noting,
that for the configuration with four fractions, the conclusion as to the preferred system
varies between the areas. For the F and N areas, the Collect, then sort system is better,
while for the O, K, and S areas, the Sort, then collect by multi-compartment vehicles
is still slightly better. This, though, cannot be explained by the density of the areas
or the size of the networks.
In fact, when we consider the results for each area, we do not observe any clear
patterns in terms of driven distance. However, when considering the number of routes,
we do see clear differences between the counties (see Figure 5.8). These are, however,
explained by geography rather than density.

5.4

Discussion of assumptions

The analysis conducted in this paper was based on the assumption of a fixed bi-weekly
collection interval for all systems (except from Section 5.3.3.1 where we study the effect
of using a longer collection interval for non-biodegradable fractions). The choice of a
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bi-weekly collection has been selected in accordance with common practices of many
counties in Denmark, including our partners. While a switch to a weekly or twice-aweek collection interval would lead to a decrease in the amounts of waste collected
at each collection, the relative amounts collected are unchanged as given by the
composition in Figure 5.3. However, decreasing the collection interval is synonymous
to increasing the effective size of the vehicle. Hence, the conclusions regarding the
relative transport requirements across the systems still hold when a more frequent
collection interval is adopted, but that the strength of the conclusions will vary with
the effective size of the vehicles as discussed in Section 5.3.
The other main assumption underlying the analysis is that the capacities of the
vehicles are the only constraining factors to the generation of the collection routes,
and not the total workday length (including driving time and time to empty the bins),
or the maximal number of bins allowed to be collected on each route. This decision
was undertaken based on the fact that the vehicles’ capacities are the only physical
constraints, while the above mentioned factors are regulated by labor policies. The time
to empty the bins is affected by the number of collection workers working in parallel
on the truck, which would result in a different kind of analysis. Moreover, the focus
of our analysis is on the vehicles’ configuration rather than the bins, as, for example,
a two-compartment vehicle could collect its two fractions from a two-compartment
bin, or two single compartment bins. Hence, using time or the number of bins as
constraining factors would require additional assumptions that would shift the focus
away from the analysis sought after by this paper. We do not have reasons to believe
that adding such constraints would affect the relative performance of the systems.

5.5

Conclusion

In this paper, we have studied the relative transport requirements, in terms of number
of routes and total driven distance, for different curbside waste collection systems, in
order to provide input to the decision making process of municipal entities. The paper
concludes that the need for sorting the waste into multiple waste fractions for the sake
of recycling rather than sending it all to incineration causes a significant increase in
the transport requirements and can require up to 80% more driven distance, and over
a doubling in the number of routes.
Between the three systems that meet the need for increased sorting, we conclude
that the Sort, then collect by multi-compartment vehicles system is generally the better

166

Chapter 5. Comparison of Curbside Collection Systems

choice regarding driven distance. However, it is outperformed by the Sort, then collect
by single-compartment vehicles system when considering the number of routes, where
it requires 13.6% to 35.8% more routes depending on the configuration considered.
However, the Sort, then collect by single-compartment vehicles system results in between 17.3% and 65.9% more driven distance depending on the configuration. We also
observed that by increasing the collection interval of paper and mixed resources from
two weeks to three or four weeks, the increase in driving distance of the Sort, then
collect by single-compartment vehicles system compared to the Sort, then collect by
multi-compartment vehicles system can be reduced significantly, making it a relatively
more attractive choice, albeit still worse than its multi-compartment counterpart.
The relative attractiveness of the Collect, then sort system depends substantially
on the degree of sorting and the number of waste fractions, and we concluded that
when the number of waste fractions increases to four, this system is as good as the Sort,
then collect by multi-compartment vehicles system, both in terms of driven distance and
number of routes, but with significant variations in the conclusion across geographical
areas.
We have found three main cost drivers that explain the observed results. Firstly,
we saw that an increase in the size of the vehicle by 40 % decreases the total driving
distance needed to 88% and the number of routes to 72% on average. Secondly, we
observed that a decrease in the compression factor for the waste has an increasing effect
on the driving requirements, as it decreases the effective capacities of the vehicle’s
compartments. Thirdly, we observed that difficulties in packing of the vehicles have
a negative effect on the driving requirements. This effect becomes relevant in very
urban areas where the demand of streets is high relatively to the effective size of
the compartments, as well as in multi-compartment vehicles where these effective
sizes are even smaller. Even though we have observed variations across the different
geographical areas, we observed no direct relations between the variations and the
population density of the areas. We therefore believe that these variations are related
to geography rather than being linked to density.
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Abstract
The purpose of this paper is to develop a matheuristic to solve the Commodity-Split MultiCompartment Capacitated Arc Routing Problem (CSMC-CARP), arising in curbside waste
collection. The CSMC-CARP is defined on an undirected graph with a limited heterogeneous
fleet of multi-compartment vehicle types located at a depot. The objective is to determine
a set of least-cost routes starting and ending at the depot, such that the demand of each
edge for each waste fraction is collected exactly once by one vehicle, without violating the
capacity of any compartment. The CSMC-CARP consists of three decision levels: selecting
the number of vehicles of each type, assigning waste fractions to the compartments of each
selected vehicle, and routing the selected vehicles. Our three-phase algorithm decomposes the
problem into incomplete solution representations and heuristically solves one or more decision
levels at a time. The first phase selects a subset of attractive compartment assignments from
all assignments of all vehicle types. The second phase is a routing phase that solves a variant
of the CSMC-CARP with an unlimited fleet. This is done by our C-Split Tour Splitting
Algorithm, which can simultaneously split a giant tour of required edges into feasible routes
while making decisions on the fractions that are collected by each route. The final phase
selects the set of best routes servicing all fractions of all required edges without exceeding the
number of vehicles available of each type. The size of the real-life instances considered goes
up to 1564 nodes and 961 required edges, and the waste is sorted in three to six fractions. The
computational results show that the algorithm performs well on half of the instances, but the
nature of some instances with a fraction dominating others, and the existence of problematic
edges with large demands in some instances, requires further algorithmic improvements.
Keywords: Arc Routing; Commodity-Split Multi-Compartment Capacitated Arc Routing
Problem; Matheuristics; Waste Collection.
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6.1

Chapter 6. The Commodity-Split Multi-Compartment CARP

Introduction

The purpose of this paper is to develop a matheuristic to solve the Commodity-Split
Multi-Compartment Capacitated Arc Routing Problem, a variant of the Capacitated
Arc Routing Problem (Golden and Wong, 1981) arising in the curbside collection of
waste and recyclables, among other applications. In curbside waste collection, different
types of waste, called fractions, are collected from one or more bins located at the
households.
Municipal entities are responsible for the design and planning of waste collection on
the tactical and operational levels (Ghiani et al., 2014). These entities make decisions
on the organizational aspects of collection, the types and numbers of waste fractions to
be collected, the types of collection vehicles and bins used, and undertake the capacity
planning of the vehicles and bins (Bing et al., 2016). Most often, curbside collection is
organized at the street level, where all households on the same street are serviced by
the same vehicle. Such an operational decision is attractive from a customer point of
view, since it means that all neighboring households on the same street are serviced
together, and attractive for the vehicles’ operator, since servicing full street segments
at a time is more convenient than servicing single households on different streets.
Depending on the decisions made by the municipalities on the structure of their
curbside collection, the underlying mathematical model varies. If they opt for single
compartment vehicles, the resulting problem is the Capacitated Arc Routing Problem
(CARP), which is solved independently for each waste fraction. Alternatively, if they
opt for multi-compartment vehicles, the collection can be organized according to two
strategies. The first strategy consists of collecting all the bins of one household by the
same vehicle, the underlying problem being the No-Split Multi-Compartment CARP
(NSMC-CARP). The second strategy, which is the one considered in this paper, consists
of allowing different bins at one household to be collected by different vehicles, the
underlying problem being the Commodity-Split Multi-Compartment CARP (CSMCCARP). The former strategy is attractive from the citizens’ point of view, where they
are visited by only one vehicle every collection period, while the latter is attractive
for the municipalities’, since it can increase the utilization of the vehicles by better
packing them. Further details on these problems and the waste collection application
motivating them can be found in Kiilerich and Wøhlk (2018).
The CSMC-CARP is defined on an undirected graph. We consider a limited
heterogeneous fleet of single and multi-compartment vehicle types with a varying
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number of compartments available at a central depot. The objective is to compute a
set of least-cost routes that start and end at the central depot, such that the demand of
a required edge for each waste fraction is collected exactly once by the compartments of
one vehicle collecting that fraction in at least one of its compartments, without violating
the compartment capacities of any vehicles, or violating the availability of each vehicle
type. Moreover, a compression factor is associated with each waste fraction, such that
two different fractions assigned to the same compartment are compressed differently
by their respective factors, leading to a fraction-dependent compartment capacity after
compression. This is due to the nature of the waste fraction and its final processing
purpose. For example, glass cannot be compressed too much to avoid breaking, while
general waste can be highly compressed since it is intended for incineration.
While the CARP has been extensively studied (Hertz et al., 2000; Lacomme et al.,
2004; Prins et al., 2009; Santos et al., 2010; Usberti et al., 2013; Bartolini et al., 2013;
Chen et al., 2016; Vidal, 2017; Wøhlk and Laporte, 2018), to the best of our knowledge,
the CSMC-CARP has not yet been studied. Our work aims to fill this gap. However,
the CSMC-CVRP, which is the node routing counterpart of the CSMC-CARP, has
been investigated by (El Fallahi et al., 2008; Derigs et al., 2011; Wang et al., 2014;
Archetti et al., 2014, 2015). We also note that the NSMC-CARP has been solved by
Muyldermans and Pang (2010a), Zbib (2017), and by Zbib and Wøhlk (2017, 2018).
Muyldermans and Pang (2010a) use a guided local search procedure, with the aim of
comparing the routing cost of co-distribution by multi-compartment vehicles to that
of separate distribution by single compartment vehicles.
The CSMC-CARP consists of three decision levels: selecting the number of vehicles
of each type to use in the solution, assigning waste fractions to the compartments
of each selected vehicle, and routing the selected vehicles. Our solution approach
consists of solving the CSMC-CARP by tackling each of the three decision levels either
separately, or two at a time in a three-phase algorithm. The first phase selects a subset
of attractive compartment assignments from all possible compartment assignments
with sufficient capacities to cover the total demand of all required edges for each waste
fraction, where a compartment assignment is the assignment of waste fractions to
the compartments of a vehicle type. The second phase is a routing phase that takes
the selected assignments as an input and solves a variant of the CSMC-CARP where
each of the compartment assignments is a new vehicle type with unlimited availability.
This is achieved through the use of a version of the FastCARP algorithm of Wøhlk
and Laporte (2018) updated for the CSMC-CARP, where the tour splitting algorithm
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used in the FastCARP is replaced with our C-Split Tour Splitting Algorithm. Given
an ordered tour of all required edges, the algorithm partitions the tour into feasible
routes serviced by the different assignments, while ensuring that all waste fractions of
all required edges are included in one and only one route. Finally, the last phase takes
as input the pool of all routes obtained in the routing phase, determines whether any
of the assignments of each vehicle type can feasibly collect each route, and chooses the
subset of least-cost routes that collect all waste fractions of all required edges, while
respecting the limited number available of each vehicle type.
The algorithm is run on the large-scale benchmark instances for the CSMC-CARP
of Kiilerich and Wøhlk (2018), which are obtained from real-life waste collection data
representing six counties in Denmark. The size of these graphs vary between 19 and
8651 required edges, and the waste is sorted in three, four, or six waste fractions. We
currently only consider a subset of the graphs with sizes up to 1564 nodes, 1805 edges,
out of which 961 are required. As for the vehicles, the types of vehicles vary between
two to six, with the number of compartments for a given type varying between one
and four.
The remainder of the paper is structured as follows: Section 6.2 describes the
CSMC-CARP and the notations used in the paper, Section 6.3 presents our solution
approach, Section 6.4 presents the computational results, and our conclusions are
given in Section 6.5.

6.2

Problem description and notations

The Commodity-Split Multi-Compartment Capacitated Arc Routing Problem is defined on an undirected graph G = (N , E), where N is the set of nodes and E is the
set of edges. A specific node v0 ∈ N serves as the depot. A traversal cost ce > 0 is
associated with every edge e ∈ E, which is independent of whether the edge is being
serviced or deadheaded. Let F be the set of waste fractions that need to be collected
with |F| > 1, and ER ⊆ E be the set of required edges. We denote by the degree of
sorting the number of fractions |F| the waste is sorted into. For each edge e ∈ ER
and each waste fraction f ∈ F is associated a non-negative demand qef ≥ 0, with
P

f ∈F

f
qef > 0. We also denote by ER
= {e ∈ ER : qef > 0} as the subset of required

edges with a positive demand for waste fraction f ∈ F. A limited heterogeneous fleet of
multi-compartment vehicles exists at the depot. Let K be the set of vehicle types that
form the fleet, with bk vehicles available of each type k ∈ K, and each having a set Mk
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of compartments, with |Mk | ≤ |F|, ∀k ∈ K. We denote by M̄ the maximum number
n

o

of compartments possible for all types with M̄ = max |Mk | . Each compartment
k∈K

m ∈ Mk has a capacity Qmk and, with each waste fraction f ∈ F and each type
k ∈ K, is associated a compression factor γ f k : if the waste fraction f ∈ F is collected
by any of the compartments of a vehicle of type k ∈ K, the total demand collected of
f by the vehicle is compressed by γ f k . The parameter Qf mk = γ f k Qmk is referred to
as the compressed capacity of f ∈ F if assigned to m ∈ Mk , k ∈ K after factoring in
the compression factor.
The objective of the CSMC-CARP is to determine a set of least-cost routes that
start and end at the depot, such that the totality of the demand of a required edge
for each waste fraction is collected exactly once by the compartments of one vehicle
collecting that fraction in at least one of its compartments, without violating the
capacity of any compartment. Since |Mk | ≤ |F|, ∀k ∈ K, and the number of vehicles
is limited, the solution space includes decisions on the number of selected vehicles of
each type, and the assignment of fractions to the compartments of these vehicles.
We use the term compartment assignment to refer to the assignment of a waste
fraction f ∈ F to each compartment m ∈ Mk of vehicle type k ∈ K. More formally,
a compartment assignment s of a vehicle type k ∈ K is a vector of dimension |Mk |
whose components are waste fractions. The capacity of each compartment m ∈ Mk in
corresponds to the compressed capacity Qf mk of fraction f assigned to compartment
m in assignment s. For example, (1, 2, 1, 4) is a possible assignment of a vehicle k ∈ K
with |Mk | = 4, and |F| = 5, where fraction 1 is collected in compartments 1 and 3 of
the vehicle, fraction 2 in compartment 2, and fraction 4 in compartment 4. Fractions
3 and 5 are not collected by this vehicle.
Note that if the same waste fraction is assigned to more than one compartment of
the same vehicle, the total capacity of the vehicle for that waste fraction is considered to
be the joint capacity of the compartments collecting it. Moreover, while it is guaranteed
that qef ≤

max

k∈K,m∈Mk

n

o

Qf mk , ∀e ∈ ER , f ∈ F, not all compartments of all vehicles can

collect all waste fractions of all required edges, e.g. the demand of some edges for some
waste fractions may exceed that compartment’s compressed capacity.

6.3

Solution strategy

As mentioned, the CSMC-CARP is characterized by three decision levels: selecting
the number of vehicles of each type to use in the solution, assigning fractions to the
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compartments of the selected vehicles, and creating feasible routes for the selected
assigned vehicles to collect the different waste fractions of all required edges.
In the presence of one waste fraction (|F | = 1), the CSMC-CARP reduces to the
Heterogeneous Fixed Fleet Arc Routing Problem, which is the arc routing counterpart of the Heterogeneous Fixed Fleet Vehicle Routing Problem (HFFVRP), firstly
presented by Taillard (1999). The HFFVRP, which has scarcely been studied in the
literature compared to its CVRP counterpart, is NP-hard and is much more complex to
solve than the CVRP due to the fact that the solution space is much more constrained,
giving rise to more infeasibility when searching in that space (Taillard, 1999; Prins,
2009; Koç et al., 2016).
For example, Prins (2009) presents a splitting algorithm to solve the HFFVRP




whose best time complexity is O b|K||ER ||K| , where b is the number of arcs in
the auxiliary splitting graph. This time complexity is much higher than that of the
splitting algorithm proposed for the CVRP or the CARP (Prins et al., 2009), whose
time complexity is, in the worst case, O (|ER |2 ). Moreover, the author also mentions
that the choice of the initial giant tour to be split in the HFFVRP plays a much bigger
role than in the CVRP, where some giant tours might not be feasibly split using the
existent limited fleet.
On the other hand, El Fallahi et al. (2008) study the CSMC-CVRP with a homogeneous unlimited fleet of vehicles, and Wang et al. (2014) the CSMC-CVRP with a
heterogeneous unlimited fleet of vehicles, and both mention that the version of the
problem they are solving is much more difficult to solve than the CVRP. This is mainly
due to the fact that the solution space of neighbourhood moves is much larger than in
the CVRP.
Since the CSMC-CARP considers both commodity-split multi-compartment routing and a heterogeneous fixed fleet, its complexity and solution space are much larger
than these two problems studied separately, making any solution approach that simultaneously tackles its different decision levels combinatorially prohibitive. One solution
strategy is to decompose the problem into incomplete solution representations, which
are then used to heuristically solve one or more decision sets at a time (Vidal, 2017).
This helps reduce the scope of the heuristic search to the solution space and complexity
of the different subproblems yielded by the decomposition.
We decompose the CSMC-CARP into three subproblems that are solved sequentially in a three phase algorithm, with part or all of the solutions of the subproblem
in each phase being given as input to the subsequent phase (see Fig. 6.1). The As-
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Demands
Vehicle types

Assignments
selection phase

Subset of
compartment
assignments

Pool of
routes

Routing phase

Routes and vehicles
selection phase

Best
CSMC-CARP
solution found

Figure 6.1: Overview of the algorithm.
signments selection phase takes as input the demands of all required edges for all
waste fractions, and the number available of each vehicle type. It then iteratively
solves a selection of compartment assignments subproblem which consists of selecting,
among all possible compartment assignments of all vehicle types, an attractive and
diversified subset of assignments that can service the total demand for each waste
fraction, while not exceeding the availability of each vehicle type. The output of this
phase is a subset of compartment assignments. This subset is then given as input to
the Routing phase, which iteratively solves a CSMC-CARP with an unlimited fleet of
heterogeneous vehicle types, where each compartment assignment obtained in the first
phase is treated as a new vehicle type with an unbounded number of vehicles available.
The output of each iteration is a full feasible solution of the subproblem, with the
routes in the solution added to a pool of routes. The pool is then given to the Routes
and vehicles selection phase. This final phase determines for each route in the pool if
more than one compartment assignment of any vehicle type is able to collect it, and
gives the set of route-vehicle type pairs as input to a set partitioning subproblem. The
objective of this subproblem is to find the least-cost subset of routes that collect each
waste fraction of each required edge, while not exceeding the number available of each
vehicle type. The final solution of the set partitioning subproblem corresponds to the
best found CSMC-CARP solution.
The remainder of this section presents the details of the three phases. Section 6.3.1
details the assignments selection phase, Section 6.3.2 details the routing phase, while
Section 6.3.3 details the routes and vehicles selection phase.

6.3.1

Assignments selection phase

The rationale behind the assignments selection phase is to choose a subset of attractive
compartment assignments among the large number of possible assignments for each
vehicle type. Given a vehicle type k ∈ K with |Mk | compartments, the total number of
possible assignments can be obtained by computing the number of |Mk | permutations
k

with repetition out of |F| waste fractions, which corresponds to |F||M | . While this

178

Chapter 6. The Commodity-Split Multi-Compartment CARP

number is manageable for a degree of sorting of |F| = 3, and |Mk | = 3 (27 assignments),
the number of possible assignments becomes way too large to consider entirely when
|F| = 6 and |Mk | = 4 (1296 assignments). In fact, for the largest vehicle data instance
with |K| = 6, |F| = 6, and M̄ = 4, the decision space of possible vehicle typecompartment assignment combinations is

P

k

k∈K

|F||M | = 1554 possible decisions (see

Table 6.1). Therefore, only considering a smaller subset of compartment assignments
allows for a smaller decision space, while ensuring that the selected assignments are
attractive. An attractive subset of assignments is one that minimizes the number of
vehicles used, while ensuring that the total compressed capacity of compartments
collecting each waste fraction is at least as large as the total demand for that fraction,
and the number of vehicles available of each type is not exceeded. The rationale for
minimizing the total number of vehicles is that good solutions of the CSMC-CARP
would favor a smaller number of vehicles used, and whose compartments have large
compressed capacities that are able to service a significant number of edges in the
same route.
Here we present the notations and definitions of the selection of compartment
assignments subproblem, while (6.1)–(6.4) define its mathematical model:
Sk

Set of all possible assignments of waste fractions f ∈ F to the
k

compartments Mk of vehicle type k ∈ K, with |S k | = |F||M | .
Sk.

S̄

Final subset of attractive assignments, with S̄ ⊆

δsk

Dummy cost associated with each assignment s ∈ S , k ∈ K.

afs m
Qfs

k∈K
k




1





if waste fraction f ∈ F is assigned to compartment m ∈ Mk





0

otherwise.

=

in assignment s ∈ S k .

Total compressed capacity of waste fraction f ∈ F in assignment s ∈ S k ,
k ∈ K, with Qfs =

xks

S

P

m∈Mk

afs m Qf mk .

Non-negative integer variable. xks corresponds to the number of selected
vehicles of type k ∈ K with assignment s ∈ S k .
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minimize

X X
k∈K

subject to

δsk xks

(6.1)

s∈S k

X

xks ≤ bk

k∈K

(6.2)

f ∈F

(6.3)

s ∈ S k , k ∈ K.

(6.4)

s∈S k

X X

Qfs xks ≥

k∈K s∈S k

X

qef

f
e∈ER

xks ≥ 0 and integer

The objective function (6.1) minimizes the total cost of compartment assignments
selected over the set of all possible assignments of all vehicle types. Constraints
(6.2) are vehicle type constraints ensuring that the total number of vehicles of type
k ∈ K selected does not exceed the total number of vehicles bk available of that type.
Constraints (6.3) are waste fraction constraints ensuring that the total compressed
capacity of all compartments collecting fraction f ∈ F is sufficient to cover the total
f
demand of all required edges e ∈ ER
. Finally, constraints (6.4) define the domain of

the variables xks .
Table 6.1 presents the number of variables, number of vehicle constraints, and
number of waste fraction constraints for the largest vehicle data instance for the
different degrees of sorting into three, four, and six waste fractions respectively.
Table 6.1: Characteristics of the selection of compartment assignment
subproblem for the largest vehicle data instance for different degrees of sorting.
Number of waste fractions
Number of variables
Number of vehicle constraints
Number of fraction constraints

3

4

6

84
6
3

340
6
4

1554
6
6

During the assignments selection phase, the subproblem is iteratively solved for
a number of iterations (determined in the tuning phase), starting with all possible
compartment assignments having a cost δsk = 1 in the first iteration, and penalizing
some assignments in subsequent iterations by increasing their cost δsk . At the end
of each iteration, all s ∈

S

k∈K

S k , xks > 0 are added to the set S̄. This is done in

order to favor new subsets of compartment assignments that may initially be less
attractive than the previously selected assignments, but still are attractive for the sake
of diversification. Diversifying the types of vehicles selected as well as the combinations
of fractions in the selected assignments is necessary due to the limitations imposed by
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the number of vehicles available of each type. With this aim in mind, the update of
all the δsk costs takes place under two conditions as follows:
• if xku > 0, u ∈ S̄, then δsk = δsk + 1, ∀s 6∈ S̄, k ∈ K
• if s ∈ S̄, then δsk = M, where M is a large number.
The first cost update increases by one the cost of every assignment s ∈
/ S̄ that
has not been selected already for every assignment u ∈ S̄ that has the same vehicle
type. This ensures that if many assignments of the same vehicle type are selected, that
vehicle type becomes less and less attractive, allowing for other vehicle types to be
selected. The second cost update sets the cost of already selected assignments s ∈ S̄
to a sufficiently large cost M, making them attractive under the sole condition that
their re-inclusion is needed to ensure feasibility of the model at that iteration. The
output of the assignments selection phase is the subset of compartment assignments
S̄ ⊆

S

k∈K

S k . Note that we limit the time of each run of the model to 30 seconds,

due to the fact that in later iterations, the model was reaching an optimality gap of
around 1% within the first 30 seconds, but was taking an exhaustive amount of time
to find an optimal solution.

6.3.2

Routing phase

Even after obtaining the subset S̄ of attractive compartment assignments, which leads
to a reduced search space of the CSMC-CARP, the search space is still too large to
allow the handling of the routing and the vehicle selection simultaneously. Therefore,
in the routing phase, the vehicle availability constraints are relaxed, and routes are
produced for the CSMC-CARP under the assumption that each of the assignments in
S̄ is a new vehicle type with unlimited availability.
The aim of the routing phase is to iteratively create full solutions to the CMSCCARP with an unlimited heterogeneous fleet of vehicle types corresponding to the
compartment assignment in S̄, by simultaneously assigning the required edges to
the compartments of different assignments in S̄, and creating routes for each used
compartment assignment. The final output of the routing phase is the pool of all
routes R obtained from partial solutions of the subproblem created during the routing
phase, without any knowledge on the vehicle type servicing each route.
In the routing phase, we adapt the FastCARP algorithm of Wøhlk and Laporte
(2018) for the CARP to the CSMC-CARP with a heterogeneous unlimited vehicle fleet.
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FastCARP consists of creating a giant tour of all the required edges ER , partitioning
the giant tour into districts, iteratively merging, improving, and partitioning adjacent
districts, and constructing routes for the CARP within each new district by the use of
a heuristic tour splitting algorithm for the CARP. The rationale of using FastCARP is
that it has proven to be a fast and efficient algorithm for large-scale CARP instances
of the CARP, and it can easily be adapted for the CSMC-CARP. The criterion to
determine the number of districts in FastCARP is based on the ratio between the
total demand in the graph and the total capacity of the single compartment vehicle
for the CARP. We update the criterion by considering the minimum over all waste
fractions of the ratio of the total demand for that fraction over the average capacity
of all compartments in the set of assignments S̄ servicing that fraction.
Moreover, FastCARP allows the creation of good initial giant tours from the
districts at a network level (i.e. in the set ER ), and only requires an update of the
procedure that partitions the giant tour into routes for each vehicle. To this end, we
present the C-Split Tour Splitting Algorithm which splits the giant tour of each district
f
at the waste fractions level (i.e., in the sets ER
) instead of at the network level. At

every iteration of FastCARP, the set of obtained routes in the splitting algorithm is
added to the pool R of routes found thus far. We limit the runtime of FastCARP by a
time factor and a maximum size of the pool R, and quit the routing phase when either
is reached first. For further details on FastCARP, we refer the reader to Wøhlk and
Laporte (2018), and for details on the C-Split Tour Splitting algorithm, to Sections
6.3.2.1 – 6.3.2.4 below.

6.3.2.1

Solution representation

The wide use of the tour splitting algorithm as subprocedures in several algorithms for
the CARP and the CVRP is justified by the fact that, once the subset of decisions on
the order of edges is predetermined in the giant tour, the optimal splitting of that giant
tour into feasible routes reduces to solving a shortest path problem on an auxiliary
directed acyclic graph. Each edge in the giant route is represented as a node in the
auxiliary graph, and all feasible CARP subroutes able to service subsequences of the
edges in the order they appear in the giant tour are represented as arcs (Prins et al.,
2009). However, in the case of the CSMC-CARP, the solution representations of both
the giant tour and its corresponding auxiliary graph are not as intuitive.
El Fallahi et al. (2008) present a tour splitting algorithm for the CSMC-CVRP with
a homogeneous fleet of unlimited vehicles, where the assignment of fractions to compart-
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ments is fixed and known before hand. They encode the giant tour as an explicit ordering of edge-fraction pairs (e, f ), with

P

f ∈F

f
|ER
| elements in the giant tour. Given an ex-

ample with |F| = 2 and |ER | = 5, a giant tour has 10 edge-fraction pairs, and one possible ordering is ((e1 , 1), (e1 , 2), (e2 , 1), (e2 , 2), (e3 , 1), (e4 , 1), (e5 , 1), (e3 , 2), (e4 , 2), (e5 , 2)).
The corresponding auxiliary graph is a directed acyclic graph representing all
feasible subroutes of the giant tour respecting the capacity of each compartment in the
vehicle. Finding an optimal splitting of the giant tour reduces to solving a shortest path
problem on the auxiliary graph, as for the CARP. While this solution representation is
attractive with a homogeneous fleet with preassigned compartments, the representation
is less attractive with a heterogeneous fleet of non-identical compartment assignments
due to the encoding of the giant tour as an ordering of edge-fraction pairs.
Given in the example above one vehicle type with |Mk | = 2, and the set of assignments S̄ = {(1, 1) , (2, 2) , (1, 2) , (2, 1)}, one possible ordering of the 10 pairs is such
that the fractions are (1, 1, 1, 1, 1, 2, 2, 2, 2, 2). In this case, only routes corresponding
to assignment (1, 1) can be formed between the first 5 pairs, routes corresponding to
assignment (2, 2) between the last 5 pairs, and routes corresponding to assignments
(1, 2) and (2, 1) for some pairs in the middle of the tour. On the other hand, if the
fractions in the tour are (1, 2, 1, 2, 1, 2, 1, 2, 1, 2), then all possible routes corresponding
to the assignments (1, 2) and (2, 1) can be formed along the entirety of the tour, while
routes corresponding to the assignments (1, 1) or (2, 2) can only be formed for every
single edge-fraction pair. Therefore, the ordering of the fraction in the giant tour
highly affects the routes that can be formed along the tour for different assignments,
where a more mixed ordering favors the assignments with many fractions, and a more
homogeneous ordering favors the assignments with few fractions.
In order to circumvent this problem, we consider an alternative solution representation. We encode the giant tour as an ordering of the edges in ER , and show that the
optimal splitting of the giant tour into feasible routes reduces to solving a min-cost
multi-commodity flow problem on an auxiliary directed acyclic multi-graph, which we
define as follows.
Let Φ be the set of all non-empty combinations φ of possible waste fractions,
such that φ ⊆ F, φ ∈ Φ, |φ| = 1, ..., |F|, with |Φ| =

P|F | |F |
i=1

i

= 2|F | − 1. For every

assignment s ∈ S̄, there exists a corresponding φ ∈ Φ. For example, the assignment
(1, 3, 1) corresponds to φ = {1, 3}, and (1, 3, 1, 3) also corresponds to φ = {1, 3}.
Conversely, we denote by Sφ ⊆ S̄ the subset of assignments in S̄ that correspond to
the same φ ∈ Φ, with

S

φ∈Φ

Sφ = S̄,

T

φ∈Φ

Sφ = ∅. An upper bound on the number
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of combinations φ ∈ Φ with a corresponding set Sφ ⊆
number M̄ of compartments is
a subset of

S

k∈K

PM̄ M̄
i=1

i

S

k∈K

S k and a maximum

= 2M̄ − 1. However, since the set S̄ is only

S k , then the actual number of unique combinations corresponding to

all assignments in S̄ will also be significantly smaller than 2M̄ − 1.
Given a giant tour as an ordering (1, ..., n) of a subset of required edges in ER , we
define Gσ = (Nσ , Aσ ) as its corresponding auxiliary graph. Gσ is a directed acyclic
multi-graph defined as follows. The set Nσ is an ordered set of nodes that contains a
dummy node σ0 , as well as one node σi , i = 1, ..., n for each edge given by the ordering
(1, ..., n). Each arc (σi , σj )φ ∈ Aσ , i < j corresponds to a route starting and ending
at the depot node v0 ∈ N , and servicing the edges given by the order (i + 1, ..., j),
and also corresponds to a combination φ ∈ Φ of waste fractions, where at least one
compartment assignment s ∈ Sφ is able to feasibly collect the demands on the route for
all fractions f ∈ φ without exceeding the compartment capacities Qfs , ∀f ∈ φ. Figure
6.2 presents an example of the auxiliary graph Gσ for a giant tour of size n = 3 and
|F| = 2. The combination φ of each arc (σi , σj )φ is indicated on the arc.
(2)

(2)

(1,2)

σ0

(1)

(2)

(1,2)

σ1

(2)

(1)

(1,2)

σ2

(1)

(2)

(1)

σ3

(2)

(1)

(1,2)

Figure 6.2: The auxiliary graph Gσ for a giant tour with n = 3 and |F| = 2.
With every arc (σi , σj )φ is associated a cost πij corresponding to the least-cost route
servicing the edges given by the ordering (i + 1, ..., j). Two parallel arcs between the
same nodes σi , σj ∈ Nσ have the same cost πij , as the route cost is independent of the
combination φ associated with the arc (σi , σj )φ . Moreover, a binary |F |-dimensional
vector aφij is associated with each arc (σi , σj )φ , such that afijφ = 1 if f ∈ φ, and afijφ = 0
otherwise. Between any two nodes σi , σj ∈ Nσ , there could be up to 2M̄ − 1 parallel
arcs (σi , σj )φ each with a unique φ ∈ Φ, assuming that the route associated with
(σi , σj )φ is feasible for at least one s ∈ Sφ , and that S̄ =

S

k∈K S
M̄

number of parallel arcs between any two nodes is smaller than 2

k

. In practice, the

− 1. In the example
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in Figure 6.2, Φ = {{1} , {2} , {1, 2}}, and therefore there exists 3 parallel arcs between
each two nodes in the auxiliary graph, each corresponding to one φ.

6.3.2.2

Min-Cost Multi-commodity flow problem

A feasible solution of the CSMC-CARP in the auxiliary graph Gσ is a subset of arcs
(σi , σj )φ ∈ Aσ such that a fully connected path can be followed from σ0 to σn for each
waste fraction f ∈ F, and such that no two arcs overlap if they include the same waste
fraction f ∈ F in their respective φ. For example, a feasible solution in Figure 6.2
n

o

is (σ0 , σ2 ){1} , (σ0 , σ2 ){2} , (σ2 , σ3 ){1,2} . Finding an optimal splitting of the giant tour
f
over the sets ER
, ∀f ∈ F into feasible routes serviced by the compartment assignments

in S̄ amounts to solving a min-cost multi-commodity flow problem on the auxiliary
directed acyclic multi-graph Gσ = (Nσ , Aσ ) with |F| commodities, where only one
unit of flow of each commodity needs to be sent between the same source and sink
nodes σ0 , σn ∈ Nσ , respectively. Moreover, if a unit of flow for any f ∈ φ, |φ| > 1 is
sent on arc (σi , σj )φ ,then a unit of flow for each f ∈ φ has to also be sent along it.
We present the mathematical model for this problem. The yijφ variables are binary
variables, where yijφ equals 1 if the arc (σi , σj )φ is being used, 0 otherwise:

minimize

πij yijφ

X

(6.5)

(σi ,σj )φ ∈Aσ

subject to

φ
af0jφ y0j
=1

X
σj ∈Nσ :(σ0 ,σj

)φ ∈A

f ∈F

(6.6)

f ∈F

(6.7)

σi ∈ Nσ \ {σ0 , σn }, f ∈ F

(6.8)

σ

φ
afinφ yin
=1

X
σi ∈Nσ :(σi ,σ|R| )φ ∈Aσ

X
σj ∈Nσ :(σi ,σj )φ ∈Aσ

yijφ ∈ {0, 1}

afijφ yijφ −

φ
afjiφ yji
=0

X
σj ∈Nσ :(σj ,σi )φ ∈Aσ

f ∈ F, (σi , σj )φ ∈ Aσ .

(6.9)

The objective function (6.5) minimizes the total cost of all arcs (σi , σj )φ ∈ Aσ .
Constraints (6.6) and (6.7) are flow balance constraints for each commodity f ∈ F,
respectively for the first and last node σ0 , σn ∈ Nσ , indicating that one unit of each
commodity should leave σ0 , and one unit of each commodity should reach the last
node σn . Constraints (6.8) are flow balance constraints for each commodity f ∈ F
and for every node σi ∈ Nσ , σi 6= σ0 , σn , ensuring that the same number of units of
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one commodity entering σi leave it. Finally, constraints (6.9) define the domains of
the variables.

6.3.2.3

C-Split Tour Splitting Algorithm

The min-cost multi-commodity flow problem is NP-complete even if the auxiliary graph
is an acyclic digraph and the source and sink nodes are the same for all commodities
(Even et al., 1976). Unlike in the tour splitting algorithm for the CARP where a
polynomial time dynamic programming algorithm exists to solve the shortest path
problem, no polynomial time algorithm is known to solve the min-cost multi-commodity
flow problem. Therefore, we suggest a dynamic programming approach to heuristically
f
split the giant tour into feasible routes over the sets ER
, ∀f ∈ F without creating

the full auxiliary graph Gσ = (Nσ , Aσ ). The algorithm is pseudo-polynomial in the
number |F| of waste fractions. We denote by g(z, F) a feasible solution for the min-cost
multi-commodity flow problem, corresponding to a feasible split of the giant tour over
f
the sets ER
, ∀f ∈ F.

The intuition of the C-Split Tour Splitting Algorithm (CSTSA) stems from the
fact that any combination φ ∈ Φ, |φ| > 1 can be obtained from the concatenation of
a finite number of pairs of disjoint combinations also in Φ, whose cardinalities are
smaller than |φ|, and that form disjoint partitions of φ. That is, for every
 φ ∈ Φ,
there exists a finite set Λ(φ) of pairs of combinations such that Λ(φ) =

{φi , φj } :



φi , φj ∈ Φ, φi ∪ φj = φ, φi ∩ φj = ∅ . For example, the set Λ(φ) corresponding to the
combination φ = {1, 2, 3} is Λ(φ) =





{1, 2} ∪ {3} , {1, 3} ∪ {2} , {2, 3} ∪ {1} . In the

same spirit, a full solution g(z, F) can be obtained from the concatenation of any
pair of partial solutions g(z, φi ), g(z, φj ) : {φi , φj } ∈ Λ(F), obtained from splitting
f
f
the giant tour over all the subsets ER
, ∀f ∈ φi and ER
, ∀f ∈ φj . More generally,

any solution g(z, φ), |φ| > 1 can be obtained from the concatenation of the partial
solutions g(z, φi ), g(z, φj ), ∀ {φi , φj } ∈ Λ(φ). Table 6.2 presents, for any |φ| = 2, ..., 6,
and for all possible combinations pairs {φi , φj } ∈ Λ(φ), the cardinality of φi and φj as
(|φi |, |φj |) and the total number of pairs |Λ(φ)|. Figure 6.3 shows one possible way to
obtain solution g(z, F = {1, 2, 3, 4, 5, 6}) by recursively concatenating pairs of partial
solutions g(z, φi ), g(z, φj ).
For every node σi ∈ Nσ , we define a set of cost labels Li with cardinality |Φ|. For
a given t = 1, ..., |Φ|, there exists a one-to-one relation between the label lit ∈ Li and
every combination φ ∈ Φ, given by the function χ(t) = φ. We denote by χ−1 (φ) = t
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the reverse function of χ. Table 6.3 presents the number of labels of size |χ(t)| for each
of the four degree of sorting in 3, 4, and 6 waste fractions.
Table 6.2: Characteristics of Λ(φ).
|φ|

Number of fractions

|Λ(φ)|

2
3
4
5
6

(1,1)
(1,2)
(1,3) (2,2)
(1,4) (2,3)
(1,5) (2,4) (3,3)

1
3
7
15
31

g(z,{2})

[...]

g(z,{4})

g(z,{2,4})

g(z,{3,5,6})

g(z,{2,3,4,5,6})

g(z,{1})

g(z,{1,2,3,4,5,6})

Figure 6.3: Example of a way to obtain g(z, F = {1, 2, 3, 4, 5, 6}).
In order to both efficiently calculate the cost πij of routes in the graph G = (N , E)
and evaluate the capacities of the routes, we precalculate partial distance and load
labels for subsequences of edges in the ordering (1, ..., n) as in Vidal (2016). For any
subsequence of edges with ordering (1, ..., i), Di is the partial cost of the subsequence
such that Di = c1 +

Pi

j=2

(dj−1,j + cj ), with dj−1,j being the shortest path cost between

the end node of the edge at position j −1 in the ordering and the start node of the edge
at position j. Similarly, Wif is the partial load of the subsequence for fraction f ∈ F,
such that Wif =

f
j=1 qj , ∀f

Pi

∈ F, σi ∈ Nσ . Finally, for any label lit , t = 1, ..., |Φ|, σi ∈

Nσ , let p (t, i) be the external predecessor node, R (t, i) be the internal predecessorpair of combinations {φh , φu } ∈ Λ(χ(t)), and θ (t, i) be the cost predecessor-pair of
combinations {φh , φu } ∈ Λ(χ(t)).
The CSTSA is described in Algorithm 6.1. The first step is to precalculate in
time O(n) the partial cost and load labels Di and Wif , and initialize all the labels
Li and predecessors p (t, i) , θ (t, i) , R (t, i), i = 0, ..., n, t = 1, ..., |Φ|. Then, looping
through each node σi ∈ Nσ , i = 0, ..., n once, the CSTSA first updates the labels
of Li , i =
6 0 internally, and, once all the labels of σi are updated, it extends those
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Table 6.3: Number of labels corresponding to combinations of sizes 1 to |F|, for
each degree of sorting.
|χ(t)|

Number of fractions
3 4
6

1
2
3
4
5
6

3
3
1
-

4
6
4
1
-

6
15
20
15
6
1

|Φ|

7

15

63

labels to subsequent nodes σj , i < j ≤ n and updates the labels of Lj . The internal
label update procedure consists of determining for the subsequence {1, ..., i} if there
exists, for each partial solution g(z, φ), ∀φ ∈ Φ, |φ| > 1, χ−1 (φ) = t, a better label
value for label lit obtained from the concatenation of the pair of partial solutions
g(z, φi ), g(z, φj ), ∀ {φi , φj } ∈ Λ(φ). The label extension procedure for the labels Lj
consists of determining for each φ ∈ Φ whether the cost of the partial solution g(z, φ)
for the subsequence (1, ..., j) can be improved by reaching the node σj from σi .
Algorithm 6.1 C-Split Tour Splitting Algorithm.
Require: Φ, Λ(φ), Sφ ∀φ ∈ Φ
f
1: Precalculate Di , Wi , i = 0, ..., n, ∀f ∈ F
2: Initialize the labels L0 to 0
3: Initialize the labels Li , i = 1, ..., n to ∞
4: Initialize the predecessors p (t, i) , θ (t, i) , R (t, i) to ∅ for i = 0, ..., n, t = 1, ..., |Φ|
5: for i = 0 to n do
6:
Update the internal labels Li , i 6= 0
7:
Extend the labels Li to the labels Lj of subsequent nodes with i < j ≤ n
8: end for
9: return lnt , p (t, n) , θ (t, n) , R (t, n) , t = 1, ..., |Φ|
Once the algorithm has looped through all the nodes in Nσ , it outputs all partial
solutions g(z, φ), ∀φ ∈ Φ obtained by the algorithm which correspond to the best
f
found splitting of the giant tour into feasible routes servicing the subsets ER
, ∀f ∈ φ.

This is done by outputting the labels lnt , t = 1, ..., |Φ| of the last node σn ∈ Nσ , and the
predecessors p (t, n) , θ (t, n), and R (t, n) , t = 1, ..., |Φ|, which are then used to rebuild
each partial solution g(z, φ), χ−1 (φ) = t and obtain the routes in that solution.
The rationale behind including the routes from all partial solutions g(z, φ), ∀φ ∈ Φ
is to diversify the pool of routes R in terms of fraction combinations due to the
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limited number of vehicles available with a larger number of compartments. Under
an unlimited fleet of vehicles, the final g(z, F) solution would always correspond to a
feasible solution to split the giant tour. Such a solution would favor, when possible,
servicing M̄ fractions at the same time in its routes. However, since the availability
of vehicle with M̄ compartments is limited in our case, the obtained g(z, F) solution
would most probably be infeasible. Therefore, there is a need to include routes servicing
one fraction up to |F| fractions, and considering all possible combinations of fractions
that are existent in S̄.
Algorithm 6.2 details the internal label update procedure. For a given σi , the
initial value of each lit ∈ Li corresponds to the best found cost of the partial solution
g(z, χ(t)) for the ordering (1, ..., i), by reaching σi from a preceding node. The procedure
determines whether there exists a better solution g(z, χ(t)), |χ(t)| > 1 that can be
obtained from the concatenation of pairs of solutions g(z, φh ), g(z, φu ), {φh , φu } ∈ Λχ(t) .
This is done by comparing the current label lit to the the least-sum of the labels
χ−1 (φh )

li

χ−1 (φu )

+ li

, ∀ {φh , φu } ∈ Λ(χ(t)). If the sum is smaller than the value of the

current label, it is updated with the sum, and the pair {φh , φu } is set as the internal
predecessor of label lit . The labels are updated in an increasing order of |χ(t)| in order
χ−1 (φh )

to guarantee that all li

χ−1 (φu )

, li

, ∀ {φh , φu } ∈ Λ(χ(t)) have already been updated.

Algorithm 6.2 Internal label update procedure.
Require: i, Li , Φ, Λ(χ(t))
1: for t = |F| + 1 to |Φ| do
n −1
o
χ (φh )
χ−1 (φu )
li
+ li
then
min
2:
if lit >
{φh ,φu }∈Λ(χ(t))

3:
4:
5:
6:

lit

=

min

n

{φh ,φu }∈Λ(χ(t))

χ−1 (φh )

li

χ−1 (φu )

+ li

o

R (t, i) = {φh , φu }
end if
end for

Algorithm 6.3 details the extension of the labels Li to the labels of subsequent
nodes. The label extension loops through every node σj , j = i + 1, ..., n, and evaluates
if the value of each label ljt for t = 1, ..., |Φ| is larger than the value of the label lit plus
the value of the cost function Cost(t, i, j) (Equation 6.10). If there exists at least one
assignment s ∈ Sχ(t) for which the partial load difference Wjf − Wif does not exceed the
compressed capacities Qfs , ∀f ∈ χ(t), then the route given by the ordering (i + 1, ..., j)
and servicing all f ∈ χ(t) is feasible, and the function outputs the route cost πij .
However, if there exists no assignment s ∈ Sχ(t) for which the route is feasible, the
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cost function outputs the minimum cost among all combinations {φh , φu } ∈ Λ(χ(t))
of feasible routes given by the ordering (i + 1, ..., j) and servicing the fractions of
the subsets φh , φu ⊂ χ(t). This is done by recursively calling the cost function for
both χ−1 (φh ) and χ−1 (φu ) on i, j and summing their output. If ljt > lit + Cost(t, i, j),
then the label ljt is updated, the node σi is set as the predecessor of the label t of
node σj , and the cost predecessor-pair is updated if Cost(t, i, j) > πij . The procedure
terminates prematurely at j < n if no assignment s ∈ Sχ(t) for t = 1, ..., |Φ| is feasibly
able to service the route (i + 1, ..., j).


πij = dv0 ,i+1 + Dj − Di+1 + c + dj,v0
∃ s ∈ Sχ(t) : Wjf − Wif ≤ Qfs , ∀f ∈ χ(t)
Cost(t, i, j) =




min
Cost χ−1 (φh ), i, j + Cost χ−1 (φu ), i, j
otherwise

{φh ,φu }∈Λ(χ(t))

(6.10)

Algorithm 6.3 Label extension procedure.
Require: i, Li , Φ, Sφ , ∀φ ∈ Φ
1: for j = i + 1 to n do
2:
for t = 1 to |Φ| do
3:
if ljt > lit + Cost(t, i, j) then
4:
ljt = lit + Cost(t, i, j)
5:
p (t, j) = i
6:
if Cost(t, i, j) > πij then
7:
θ (t, j) = arg min {Cost (χ−1 (φh ), i, j) + Cost (χ−1 (φu ), i, j)}
{φh ,φu }∈Λ(χ(t))

8:
9:
10:
11:
12:
13:
14:

end if
end if
end for
if @ s ∈ Sχ(t) : Wjf − Wif ≤ Qfs , ∀f ∈ χ(t), t = 1, ..., |Φ| then
Terminate the extension of the labels Li
end if
end for

Table 6.4: Λ for different degrees of sorting.
t

Number of fractions
3 4
6

Λ

6

25

301

In order to determine the time complexity of the CSTSA, let Λ =

P2F −1
t=1

|Λ(χ(t))|.

The main loop of the CSTSA (lines 4–7 in Algorithm 6.1) iterates through the nodes of
Nσ in O(n). One iteration of the internal label update procedure (Algorithm 6.2) runs
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in O Λ2F , while one iteration of the label extension procedure runs in O nΛ2F .




This gives a total run time of O n2 Λ2F for the CSTSA. Table 6.4 presents the value
of Λ varying with the degree of sorting. Note that in practice, the run time of the
label extension phase is not of the order of O(n), but of the order of the length of the
largest feasible route for any φ ∈ Φ.

6.3.2.4

Numerical example

To illustrate the algorithm, we use a numerical example with |ER | = 5, |F| = 3, M̄ =
2, and Φ = {{1}, {2}, {3}, {1, 2}, {1, 3}, {2, 3}}. Table 6.5 presents the numerical
characteristics of each required edge and Table 6.6 the compressed capacities Qfs , ∀f ∈
φ, s ∈ Sφ . The best solution g(z, F) found has a total cost of 127 and is represented on
the auxiliary graph Gσ in Figure 6.4, with the combination φ and the cost πij indicated
on each arc (σi , σj )φ in the solution. The final label values and all label predecessors
for each σi ∈ Nσ are given in Table 6.7.

Table 6.5: Numerical characteristics of each edge.
Node

σ1

σ2

σ3

σ4

σ5

qi1
qi2
qi3

5
4
3
3
6
4
10

1
1
2
4
5
7
2

2
3
5
2
3
3
4

4
6
4
5
5
8
6

2
5
1
7
9
6
5

ci
dv0 ,i
di−1,i
di,v0

Table 6.6: Compressed compartment capacities Qfs .
φ
{1}
{2}
{3}
{1, 2}
{1, 3}
{2, 3}

Sφ
{(5, 0, 0) , (6, 0, 0)}
{(0, 6, 0) , (0, 8, 0)}
{(0, 0, 5)}
{(4, 5, 0) , (5, 6, 0)}
{(5, 0, 6)}
{(0, 6, 5)}
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22
(1,2)

σ0

σ1

9

16

21

(2,3)

(2,3)

(2,3)

σ2

σ3

σ4

σ5

(1)

9

127

(3)

(1)

22

28

Figure 6.4: Final solution g(z, F) of the numerical example represented on Gσ .

Table 6.7: Numerical details of the CSTSA.

Label
Label
Label
Label
Label
Label
Label
Ext.
Ext.
Ext.
Ext.
Ext.
Ext.
Ext.
Int.
Int.
Int.
Int.

{1}
{2}
{3}
{1, 2}
{1, 3}
{2, 3}
{1, 2, 3}

pred.
pred.
pred.
pred.
pred.
pred.
pred.
pred.
pred.
pred.
pred.

Cost
Cost
Cost
Cost

6.3.3

{1}
{2}
{3}
{1, 2}
{1, 3}
{2, 3}
{1, 2, 3}

Label {1, 2}
Label {1, 3}
Label {2, 3}
{1, 2, 3}

pred.
pred.
pred.
pred.

{1, 2}
{1, 3}
{2, 3}
{1, 2, 3}

σ0

σ1

σ2

σ3

σ4

σ5

0
0
0
0
0
0
0

19
19
19
19
19
19
38

22
22
22
30
30
22
44

31
29
31
37
39
31
62

46
45
47
53
55
47
93

59
66
59
74
76
68
127

-

0
0
0
0
0
0
0

0
0
0
1
1
0
0

2
0
2
1
2
2
2

2
3
3
3
3
3
3

3
4
3
4
4
4
4

-

-

-

-

{2, 3}, {1}

{2, 3}, {1}

-

{1, 2}
{1, 3}
{2, 3}
All comb.

{1, 2}
{1, 3}
{2, 3},
{2, 3}, {1}

{1, 2}
{1, 3}
{2, 3}
All comb.

{1, 2}
{1, 3}
{2, 3}
{2, 3}, {1}

{1, 2}
{1, 3}
{2, 3}
All comb.

Routes and vehicles selection phase

After the pool of routes R has been obtained, it is given as an input to the routes and
vehicles selection phase. The aim of this final phase is to find the set R∗ of least-cost
routes that service every waste fraction of every required edge, while satisfying the
availability of each vehicle type. This is done by solving a set partitioning problem
over the set of all required edge-waste fraction pairs. We present the notation and the
mathematical model:
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πr

Cost of route r ∈ R


1

f
if route r ∈ R services f ∈ F of edge e ∈ ER


0

otherwise

aef
r

aef
r

λkr

Binary variable. λkr equals 1 if r ∈ R is collected by vehicle type k ∈ K,

=

0 otherwise
minimize

X X

πr λkr

(6.11)

r∈R k∈K

subject to

f
e ∈ ER
,f ∈ F

(6.12)

λkr ≤ bk

k∈K

(6.13)

λkr ∈ {0, 1}

k ∈ K, r ∈ R.

(6.14)

X X

k
aef
r λr ≥ 1

r∈R k∈K

X
r∈R

The objective function (6.11) minimizes the total cost of all route-vehicle type pairs.
f
Constraints (6.12) ensure that each waste fraction f ∈ F of a required edge e ∈ ER

is included in at least one route. Constraints (6.13) ensure that the total number of
vehicles of each type k ∈ K does not exceed the total number available of that type.
Constraints (6.14) define the domain of all variables λkr .
Algorithm 6.4 details the routes and vehicles selection phase. The first step determines the set of vehicle types able to service each route. This is done by adding
to the model, for each r ∈ R, all variables λkr corresponding to feasible route-vehicle
type pairs r, k. Type k is paired with a route r associated with φ ∈ Φ if there exists
an assignment s ∈ S k , S̄ such that the total demands of e ∈ r, ∀f ∈ φ respect the
compartment capacities of s. Once all feasible route-vehicle type pairs are found, the
set partitioning model (6.11)–(6.14) is solved, returning the set of routes R∗ of the
best solution found.
Constraints (6.12) in the set partitioning model were relaxed by allowing an edgefraction pair to appear in more than one route. This is due to the fact that we have
not generated all possible routes, and there is no guarantee that the pool R includes a
subset of routes perfectly covering all edge-fraction pairs. Moreover, even though every
solution of the CSTSA is a full solution, there is also no guarantee that the routes
of that solution can be assigned to vehicle types without violating the availability of
each vehicle type.
Therefore, the final step of the algorithm is to post-optimize the routes r ∈ R∗ .
This is done by allowing one appearance of each edge-fraction pair in the solution, and
replacing all other appearances by shortest path distances between the subsequent
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and consequent edges in the route. The same is undertaken for any edge e ∈ r such
that qef = 0, ∀f ∈ φ.
Algorithm 6.4 Routes and vehicles selection phase.
Require: R, Sφ , ∀φ ∈ Φ
1: for all r ∈ R do
P
Add to Model (6.11)–(6.14) variable λkr , ∀s ∈ Sφ , S k such that e∈r qef ≤
2:
Qfs , ∀f ∈ φ
3: end for
4: R∗ ← best solution given by solving the set partitioning problem on all λkr
5: Post-optimization of all routes r ∈ R∗
6: return R∗

6.4

Computational Results

We have tested our algorithm on a subset of 39 CSMC-CARP instances taken from
the set of benchmark instances for the CSMC-CARP of Kiilerich and Wøhlk (2018).
The subset consists of 13 graphs, with three degrees of sorting in three, four, and
six fractions (called B, D, and E in the instance files respectively), with each graphdegree of sorting pair coupled with one vehicle file. The largest instance contains
1564 nodes, 1805 edges, and 961 required edges. The instances are available at
http://www.optimization.dk/CARP/.
The algorithm was implemented in C++ in MS Visual Studio Professional 2015
and executed on aVMware virtual machine with the following specs: Intel(R) Xeon(R)
CPU E5-2680 0 at 2.70GHz with 64GB of vRAM. We call that algorithm BASE. In
order to study the quality of the different phases of the algorithm, we ran a version of
the algorithm that excludes the assignments selection phase, and sends to the routing
phase the set of all possible assignments

S

k∈K

S k . We call that algorithm FULL.

The number of iterations in the assignments selection phase was taken to be |F|2 .
3

We have also tried the values |F| and |F| 2 , but these proved to be too small to obtain
a sufficient number of compartment assignments. Since the run time of the CSTSA
is much larger than that of CUTLIMIT’ splitting algorithm for the CARP used in
the original FastCARP of Wøhlk and Laporte (2018), we allowed a higher run time
than for the original algorithm by taking one minute of run time per 250 nodes in
3

|
the graph, and make it dependent on F. That is, the run time in minutes is |F| 2 |N
.
250

We also tried to consider a factor |F|, but that proved to be too little time to allow
enough CSTSA iterations, and we also tried a factor |F|2 , which did not yield further
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improvements. Moreover, we limit the maximum size of the pool R to 1000|F|.
We first illustrate our BASE algorithm in Table 6.8 on an instance example with
graph N13_ E and vehicle file M3-1. The instance has |N | = 454, |ER | = 366, |F| = 6,
|K| = 4, and |M̄| = 4. The assignments selection phase selected 177 out of 1554
possible assignments, i.e. 11.4%. The final solution contains nine routes, uses all four
types of vehicles available each with a distinct compartment assignment, and services
eight different combinations of fractions.
Table 6.8: Solution of graph N13_E and vehicle file M3-1.
Route

Vehicle type

|Mk |

1
2
3
4
5
6
7
8
9

1
1
1
2
2
3
3
4
4

4
4
4
2
2
3
3
1
1

Route assignment

Route combination

(2, 2, 5, 2)
(1, 3, 4, 1)
(6, 6, 6, 6)
(1, 5)
(1, 4)
(5, 1, 2)
(4, 3, 3)
(6)
(2)

{2, 5}
{1, 3, 4}
{6}
{1, 5}
{1, 4}
{1, 2, 5}
{4, 3}
{6}
{2}

Route cost
54828
43111
80572
21236
15395
15279
46396
770
19250

Table 6.9 provides a summary of the results, while Table 6.A.1 in Appendix 6.A
provides the detailed results for each instance by reporting the best solution found and
the total computing time (in minutes) of BASE and FULL. Table 6.A.2 in Appendix
6.A provides further details on the algorithm by reporting, for each instance, the
percentage of assignments chosen from the total number of assignments, the total
number of times the CSTSA was run, the size of the pool of routes R, and the number
of route-vehicle pairs given to the set partitioning model in the routes and vehicles
selection phase. The comparison of the instances in Table 6.9 is done by computing
for each of BASE and FULL the percentage improvement over the cost of the best
known solution (BKS) as 100 ×

COST (alg.)−COST (BKS)
.
COST (BKS)

Table 6.9: Summary of the computational results over all 39 instances.

Average % above best
Max % above best
Number of feasible solutions
Number of best

BASE

FULL

6.4%
77.2%
24
11

0.5%
9.1%
25
21

We start by mentioning that BASE was relatively fast, taking on average 1.8
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seconds per node in the graph, with a maximum run time of 113.7 minutes for the
largest graph with the highest degree of sorting. Moreover, the first and last phase
of the algorithm were very fast compared with the routing phase. The assignments
selection phase ran on average in 2.7 minutes, i.e. 20% of the total run time of the
algorithm with a maximum of 14.1 minutes. The routes and vehicles selection phase
ran on average in 0.3 minutes, i.e. 3% of the total run time, with a maximum of 0.9
minutes.
BASE and FULL were able to find feasible solutions for 62% and 64% of the
instances, respectively. Out of those that both versions of the algorithm could solve,
BASE was able to find the BKS for 46% of the instances, and FULL for 83%. Specifically, FULL mostly outperformed BASE on the E instances with six fractions. This is
why on average, BASE was 6.4% away from the BKS, while FULL was away by 0.5%.
On those instances for which BASE beat FULL, the choice of a subset of assignments
allowed for a higher number of runs of the CSTSA, which produced a larger pool of
routes R than FULL. However, there is still room for improvement of the algorithm,
which we discuss in the next section.

6.4.1

Discussion of the algorithm

While BASE proved to be as competitive as FULL on 46% of the instances, it did
not beat it on the remaining instances, and was 6.4% away on average from the BKS.
Moreover, both versions of the algorithm were unable to find feasible solutions for one
third of the instances. In this section, we analyze the algorithm further and discuss
the reasons for these shortcomings, and suggest improvements on the BASE algorithm
to become as competitive as its FULL counterpart.
In the assignments selection phase, BASE chose for the three degrees of sorting in
3, 4, and 6 fractions, respectively, 34, 79, and 197 assignments on average (be it 56%,
39%, and 30% of the total number of assignments). This suggests that the number
of assignments chosen is sufficiently large. Therefore, the problem does not lie in the
number of assignments chosen, but in the fact that certain crucial combinations were
not included in the chosen assignments. That was largely due to the fact that one
waste fraction (general waste), is predominantly larger in volume than the remaining
waste fractions (be it occupying on average 65%, 56%, and 51% of the total demand
respectively for a degree of sorting in 3, 4, and 6 fractions). Therefore, due to this
imbalance in total demand, the first phase was choosing a lot of assignments combining
general waste with the remaining fractions, but not enough assignments combining
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subsets of the remaining fractions.
In terms of the run time of the algorithm, the total number of CSTSA iterations
in FULL were decreased on average by 5% only from the number in BASE. This is
due to the fact that the CSTSA is designed to optimize its run time by accepting a
route servicing combination φ ∈ Φ as feasible when the first assignment s ∈ Sφ able to
service it is found. Therefore, the number of assignments given to the routing phase
did not have a large effect on the efficiency of the routing phase and the CSTSA.
Moreover, including all the compartment assignments in FULL instead of a subset
in BASE led to an increase in the run time of the routes and vehicles selection phase of
45% on average. However, as can be seen in Table 6.A.1, the total run time of BASE
and FULL is more or less the same in a large part of the instances, which indicates
that, even though we see an increase in the time of the final phase of 45%, the time
gained from not having a assignments selection phase balances out the longer run
time of the final phase. Therefore, a faster more efficient assignments selection phase
is needed to make BASE as competitive as FULL.
Two possible approaches can be implemented to improve the assignments selection
phase and decrease its run time. Both allow this phase to run as is for a number of
iterations to produce the large number of assignments that include general waste, but
the first consists of eventually removing that fraction and all assignments collecting
it from the model, and run it for a number of iterations on the remaining instances.
The second approach consists of taking each of the obtained assignments collecting
general waste, and running the model for all the fractions that are not included by
that assignment. Both approaches should ensure that the set of assignments obtained
will be sufficiently diversified in the possible combinations of fractions.
With regards to the few instances where no feasible solution was found both by
BASE and FULL, the nature of these instances gives us more insight into the possible
cause. Almost all of these graphs are the so-called F instances of Kiilerich and Wøhlk
(2018), which correspond to the highly urban municipality of Frederiksberg in the
middle of Copenhagen. This area contains a large number of commercial buildings
that produce a larger volume of waste than residential buildings, which leads to having
a larger number of edges with very large demand, compared to instances from other
municipalities. The presence of many such edges with large demand leads to a less
efficient packing in the vehicles, and therefore the need for a larger number of vehicles
to be able to service the network.
We illustrate on an example how that is problematic, and we assume that we have
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a waste fraction 1, and two vehicle types 1 and 2, one with three compartments and
one with a single compartment, with the total compartments size of 1 being larger
than 2. We consider two compartment assignments: s1 collecting fraction 1 in all
compartments of vehicle type 1, and s2 collecting fraction 1 in the single compartment
of vehicle type 2. During the computation of partial solution g(z, {1}) in a run of the
CSTSA, and since its aim is to find the best possible splitting of the giant route while
minimizing the total cost (and implicitly the number of routes), the algorithm would
favor using assignment s1 over s2 , since its total capacity is larger. Moreover, this
difference in capacity means that the larger the vehicle is, the less problematic edges
with large demand are for the packing of vehicles. Therefore, the final solution would
include many long routes serviced by assignment s1 , and very few routes serviced by
s2 . Yet, since there is in the vehicle files fewer vehicle types with multi-compartments
than with single compartments, the final set of route-vehicle pairs would contain too
few routes serviced by s2 and by vehicle type 2, which leads the algorithm to not being
able to find a feasible solution. This could be rectified by running the CSTSA every
number of iterations under the condition that each set Sφ ⊆ S̄ can only contain the
subset of assignments with |Mk | = |φ|, i.e. a combination of fractions can only be
serviced by a vehicle that has the exact same number of compartments as there are
fractions in the combination. That would lead the CSTSA in the example above to
split the giant tour using s2 only, as the use of s1 is forbidden in that specific iteration.

6.5

Conclusion

We have developed a matheuristic to solve the Commodity-Split Multi-Compartment
Capacitated Arc Routing Problem. The problem is motivated by the application of
curbside waste collection from households. Due to the intricate combinatorial nature
of the problem which includes three different decision levels, our algorithm decomposes
the problem into incomplete solution representations and heuristically solves one or
more decision level at a time. We also presented the C-Split Tour Splitting Algorithm,
a novel algorithm that can simultaneously split a giant tour into feasible least-cost
routes while making decisions on the waste fractions that are serviced by each route.
The instances considered in this study are real-life waste collection instances from
different regions in Denmark, and contain up to 1564 nodes, 1805 edges, out of which
961 are required. The computational results have shown that the algorithm performs
well, but the nature of the data in terms of the imbalance of the total demand where
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one waste fraction dominates other fractions, and in terms of the existence of edges
with very large demands in some instances, requires further algorithmic improvements.
Future research includes the testing of the algorithm on the very-large scale instances
with up to 8581 required edges, and using the algorithm to solve the CSMC-CARP
with an unlimited fleet, in order to quantify the cost incurred by municipalities by
having a limited number of vehicle resources.
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Detailed results
Table 6.A.1: Detailed computational results for each instance.
Cost
Graph

Vehicle

|N |

|E|

|ER |

F13_B
F12_B
F11_B
O13_B
S13_B
K13_B
F10_B
N13_B
S12_B
O12_B
F1_B
N12_B
S11_B
F13_D
F12_D
F11_D
O13_D
S13_D
K13_D
F10_D
N13_D
S12_D
O12_D
F1_D
N12_D
S11_D
F13_E
F12_E
F11_E
O13_E
S13_E
K13_E
F10_E
N13_E
S12_E
O12_E
F1_E
N12_E
S11_E

M3-2
L1-1
L1-1
M3-2
M3-2
M3-2
L3-1
M3-2
M3-2
L1-1
L5-1
L1-1
L1-1
M3-1
L1-1
L1-1
M3-1
M3-1
M3-1
L3-1
M3-1
M3-1
L1-1
L5-1
L1-1
L1-1
M3-1
L1-1
L1-1
M3-1
M3-1
M3-1
L3-1
M3-1
M3-1
L1-1
L5-1
L1-1
L1-1

26
80
191
228
322
394
415
454
755
761
812
930
1564
26
80
191
228
322
394
415
454
755
761
812
930
1564
26
80
191
228
322
394
415
454
755
761
812
930
1564

33
110
267
247
374
422
565
502
866
852
1124
1040
1805
33
110
267
247
374
422
565
502
866
852
1124
1040
1805
33
110
267
247
374
422
565
502
866
852
1124
1040
1805

19
72
174
170
176
283
377
366
407
535
783
702
961
19
72
174
170
176
283
377
366
407
535
783
702
961
19
72
174
170
176
283
377
366
407
535
783
702
961

BASE
4550
19556

Time (min)
FULL
4550
17773

75834 70638
139838 139838
249244 223039
169674 169674
312228 312228
219260 160124
439673 334277
566865 560164
3501
5012
34244 23539
52474 60311
74979 74979
132953 132953
273974
317612 292696
284767 284173
494327 494327
704590 704590
5012
5012
35994 32470
81279 77648
144592 139838
302901 249378
296837 291014
385114 325644
349484 320186

943175

837729

BASE

FULL

0.6
0.5
0.8
5.2
0.1
11.1
1.0
11.1
18.9
17.1
1.0
20.7
36.6
0.1
0.4
4.7
6.6
0.3
0.5
3.5
22.1
31.7
30.1
2.8
33.0
57.1
1.3
1.8
16.2
15.6
1.9
4.6
12.0
43.1
58.0
55.2
7.0
69.6
113.7

0.6
0.7
0.9
5.9
0.1
11.3
1.2
11.0
19.0
19.0
1.3
20.5
36.4
0.0
0.1
2.9
11.9
0.3
0.6
3.4
16.5
29.1
25.9
2.5
31.9
55.7
15.2
3.2
3.8
29.8
2.1
4.0
3.4
31.1
53.0
49.4
2.2
60.8
98.1

200

Chapter 6. The Commodity-Split Multi-Compartment CARP
Table 6.A.2: Algorithmic details for each instance.

Graph

Vehicle

F13_B
F12_B
F11_B
O13_B
S13_B
K13_B
F10_B
N13_B
S12_B
O12_B
F1_B
N12_B
S11_B
F13_D
F12_D
F11_D
O13_D
S13_D
K13_D
F10_D
N13_D
S12_D
O12_D
F1_D
N12_D
S11_D
F13_E
F12_E
F11_E
O13_E
S13_E
K13_E
F10_E
N13_E
S12_E
O12_E
F1_E
N12_E
S11_E

M3-2
L1-1
L1-1
M3-2
M3-2
M3-2
L3-1
M3-2
M3-2
L1-1
L5-1
L1-1
L1-1
M3-1
L1-1
L1-1
M3-1
M3-1
M3-1
L3-1
M3-1
M3-1
L1-1
L5-1
L1-1
L1-1
M3-1
L1-1
L1-1
M3-1
M3-1
M3-1
L3-1
M3-1
M3-1
L1-1
L5-1
L1-1
L1-1

% of assignments
50
42
58
52
48
54
65
63
60
58
61
59
56
12
42
64
19
13
15
61
23
20
64
69
61
61
8
35
54
9
6
8
60
11
10
46
60
47
47

N. of CSTSA iterations |R|
2462
248
251
298
6
262
196
161
217
297
135
92
211
6
6
108
172
6
6
100
121
136
62
78
53
111
68
50
40
49
6
6
34
25
34
41
21
13
29

914
2919
2986
2457
46
2202
2809
1741
2062
3002
2446
1065
1995
144
148
3238
4050
110
96
2892
3161
2880
1683
2480
1251
2112
3482
2636
2478
4181
357
323
2408
2219
2108
2956
1577
699
1676

N. of route-veh pairs
1993
7209
8550
4152
58
3797
8417
2908
3516
9664
5603
2676
5680
264
376
12313
8889
193
164
8531
8054
5928
5880
6299
3693
7591
7143
8541
10771
7807
654
554
9009
3878
4058
9283
4921
2044
5414

Bibliography

Abarca Guerrero, L., Maas, G., and Hogland, W. (2013). Solid waste management
challenges for cities in developing countries. Waste Management, 33(1):220–232.
Abdulkader, M. M., Gajpal, Y., and ElMekkawy, T. Y. (2015). Hybridized ant
colony algorithm for the multi compartment vehicle routing problem. Applied Soft
Computing, 37:196–203.
Amponsah, S. K. and Salhi, S. (2004). The investigation of a class of capacitated
arc routing problems: the collection of garbage in developing countries. Waste
management, 24(7):711–721.
Arakaki, R. K. and Usberti, F. L. (2019). An efficiency-based path-scanning heuristic
for the capacitated arc routing problem. Computers & Operations Research, 103:288–
295.
Archetti, C., Bianchessi, N., and Speranza, M. G. (2015). A branch-price-and-cut
algorithm for the commodity constrained split delivery vehicle routing problem.
Computers & Operations Research, 64:1–10.
Archetti, C., Campbell, A. M., and Speranza, M. G. (2014). Multicommodity vs.
single-commodity routing. Transportation Science, 50(2):461–472.
Avella, P., Boccia, M., and Sforza, A. (2004). Solving a fuel delivery problem by heuristic and exact approaches. European Journal of Operational Research, 152(1):170–179.
Barthélemy, T., Rossi, A., Sevaux, M., Sörensen, K., et al. (2010). Metaheuristic approach for the clustered vrp. In EU/Meeting: 10th Anniversary of the Metaheuristics
Community-Université de Bretagne Sud, France.

204

Bibliography

Bartolini, E., Cordeau, J.-F., and Laporte, G. (2013). Improved lower bounds and
exact algorithm for the capacitated arc routing problem. Mathematical Programming,
137(1–2):409–452.
Battarra, M., Erdoğan, G., and Vigo, D. (2014). Exact algorithms for the clustered
vehicle routing problem. Operations Research, 62(1):58–71.
Bautista, J., Fernández, E., and Pereira, J. (2008). Solving an urban waste collection
problem using ants heuristics. Computers & Operations Research, 35(9):3020–3033.
Belenguer, J. M., Benavent, E., and Irnich, S. (2013). Chapter 9: The capacitated
arc routing problem: Exact algorithms. In Arc routing: problems, methods, and
applications, pages 183–221. SIAM.
Belenguer, J. M., Benavent, E., Lacomme, P., and Prins, C. (2006). Lower and upper
bounds for the mixed capacitated arc routing problem. Computers & Operations
Research, 33(12):3363–3383.
Beullens, P., Muyldermans, L., Cattrysse, D., and Oudheusden, D. V. (2003). A guided
local search heuristic for the capacitated arc routing problem. European Journal of
Operational Research, 147(3):629–643.
Beullens, P., Oudheusden, D. V., and Wassenhove, L. V. (2004). Collection and vehicle
routing issues in reverse logistics. In Dekker, R., Fleischmann, M., Inderfurth, K., and
Wassenhove, L. V., editors, Reverse Logistics, Quantitative Models for Closed-Loop
Supply Chains, pages 95–134. Springer, Berlin, Heidelberg.
Bing, X., Bloemhof, J., Ramos, T., Barbosa-Povoa, A., Wong, C., and van der Vorst,
J. (2016). Research challenges in municipal solid waste logistics management. Waste
Management, 48:584–592.
Bovea, M., Ibáñez-Forés, V., Gallardo, A., and Colomer-Mendoza, F. (2010). Environmental assessment of alternative municipal solid waste management strategies. A
Spanish case study. Waste Management, 30(11):2383–2395.
Brandão, J. and Eglese, R. (2008). A deterministic tabu search algorithm for the
capacitated arc routing problem. Computers & Operations Research, 35(4):1112–
1126.

Bibliography

205

Chen, Y., Hao, J. K., and Glover, F. (2016). A hybrid metaheuristic approach for
the capacitated arc routing problem. European Journal of Operational Research,
253(1):25–39.
Clark, R. and Lee Jr., J. (1976). Systems planning for solid waste collection. Computers
& Operations Research, 3(2–3):157–173.
Constantino, M., Gouveia, L., Mourão, M., and Nunes, A. (2015). The mixed capacitated arc routing problem with non-overlapping routes. European Journal of
Operational Research, 244(2):445–456.
Corberán, Á. and Laporte, G. (2013). Arc routing: problems, methods, and applications.
SIAM.
Cortinhal, M. J., Mourão, M. C., and Nunes, A. C. (2016). Local search heuristics
for sectoring routing in a household waste collection context. European Journal of
Operational Research, 255(1):68–79.
Coutinho-Rodrigues, J., Rodrigues, N., and Clímaco, J. (1993). Solving an urban routing problem using heuristics: a successful case study. Belgian Journal of Operations
Research, Statistics and Computer Science, 33(1):2.
Dantzig, G. B. and Ramser, J. H. (1959). The truck dispatching problem. Management
Science, 6(1):80–91.
De Brito, M. P. and Dekker, R. (2004). A framework for reverse logistics. In Dekker, R.,
Fleischmann, M., Inderfurth, K., and Wassenhove, L. V., editors, Reverse Logistics,
Quantitative Models for Closed-Loop Supply Chains, pages 3–27. Springer, Berlin,
Heidelberg.
Defryn, C. and Sörensen, K. (2017). A fast two-level variable neighborhood search for
the clustered vehicle routing problem. Computers & Operations Research, 83:78–94.
Del Pia, A. and Filippi, C. (2006). A variable neighborhood descent algorithm for
a real waste collection problem with mobile depots. International Transactions in
Operational Research, 13(2):125–141.
Derigs, U., Gottlieb, J., Kalkoff, J., Piesche, M., Rothlauf, F., and Vogel, U. (2011).
Vehicle routing with compartments: applications, modelling and heuristics. OR
Spectrum, 33(4):885–914.

206

Bibliography

Econet AS (2012). Idekatalog - ordninger for dagrenovation. Technical report, Reno
Djurs.
Edmonds, J. and Johnson, E. L. (1973). Matching, euler tours and the chinese postman.
Mathematical Programming, 5(1):88–124.
El Fallahi, A., Prins, C., and Calvo, R. W. (2008). A memetic algorithm and a tabu
search for the multi-compartment vehicle routing problem. Computers & Operations
Research, 35(5):1725–1741.
Elbek, M. and Wøhlk, S. (2016). A variable neighborhood search for the multiperiod collection of recyclable materials. European Journal of Operational Research,
249(2):540–550.
Eriksson, O., Reich, M. C., Frostell, B., Björklund, A., Assafa, G., Sundqvist, J.,
Granath, J., Baky, A., and Thyselius, L. (2005). Municipal solid waste management
from a systems perspective. Journal of Cleaner Production, 13:241–252.
EU Commission (2008). Directive 2008/98/ec of the european parliament and of the
council on waste and repealing certain directives. Official Journal of the European
Union.
Evans, J. and Minieka, E. (1992). Optimization Algorithms for Networks and Graphs.
Marcel Dekker, Inc., New York, New York.
Even, S., Itai, A., and Shamir, A. (1976). On the complexity of timetable and
multicommodity flow problems. SIAM Journal on Computing, 5(4):691–703.
Expósito-Izquierdo, C., Rossi, A., and Sevaux, M. (2016). A two-level solution approach
to solve the clustered capacitated vehicle routing problem. Computers & Industrial
Engineering, 91:274–289.
Fisher, M. L. (1997). What is the right supply chain for your product? Harvard
business review, 75:105–117.
Frederickson, G. (1979). Approximation algorithms for some postman problems.
Journal of the Association for Computing Machinery, 26(3):538–554.
Gallardo, A., Bovea, M., Colomer, F., Prades, M., and Carlos, M. (2010). Comparison of
different collection systems for sorted household waste in Spain. Waste Management,
30(12):2430–2439.

Bibliography

207

Ghiani, G., Guerriero, F., Improta, G., and Musmanno, R. (2005). Waste collection in
Southern Italy: solution of a real-life arc routing problem. International Transactions
in Operational Research, 12(2):135–144.
Ghiani, G., Lagana, D., Manni, E., Musmanno, R., and Vigo, D. (2014). Operations research in solid waste management: A survey of strategic and tactical issues.
Computers & Operations Research, 44:22––32.
Ghiani, G., Mourão, C., Pinto, L., and Vigo, D. (2013). Chapter 15: Routing in waste
collection applications. In Arc Routing: Problems, Methods, and Applications, pages
351–370. SIAM.
Ginter, P. M. and Starling, J. M. (1978). Reverse distribution channels for recycling.
California Management Review, 20(3):72–82.
Glover, F. and Rego, C. (2006). Ejection chain and filter-and-fan methods in combinatorial optimization. 4OR, 4(4):263–296.
Golden, B. L., DeArmon, J. S., and Baker, E. K. (1983). Computational experiments
with algorithms for a class of routing problems. Computers & Operations Research,
10(1):47–59.
Golden, B. L. and Wong, R. T. (1981). Capacitated arc routing problems. Networks,
11(3):305–315.
González Martín, S., Juan Pérez, A. A., Riera Terrén, D., and Caceres Cruz, J. d. J.
(2011). A hybrid algorithm combining path scanning and biased random sampling for
the arc routing problem. In Proceedings of the 18th RCRA International Workshop
on Experimental evaluation of algorithms for solving problems with combinatorial
explosion.
Gouveia, L., Mourão, M. C., and Pinto, L. S. (2010). Lower bounds for the mixed
capacitated arc routing problem. Computers & Operations Research, 37(4):692–699.
Guiltinan, J. and Nwokoye, N. (1974). Reverse channels for recycling: an analysis
for alternatives and public policy implications. In American Marketing Association
Proceedings, volume 36, pages 341–46. Spring and Fall.
Hansen, A. (2015). DEA analyse af kommunernes produktivitet på husholdningsaffaldsområdet. Master thesis, Aarhus University.

208

Bibliography

Henke, T., Speranza, M. G., and Wäscher, G. (2015). The multi-compartment vehicle
routing problem with flexible compartment sizes. European Journal of Operational
Research, 246(3):730–743.
Hertz, A., Laporte, G., and Mittaz, M. (2000). A tabu search heuristic for the
capacitated arc routing problem. Operations research, 48(1):129–135.
Hertz, A. and Mittaz, M. (2001). A variable neighborhood descent algorithm for the
undirected capacitated arc routing problem. Transportation Science, 35(4):425–434.
Kiilerich, L. and Wøhlk, S. (2018). New large-scale data instances for carp and new
variations of carp. INFOR, 56(1):1–32.
Koç, Ç., Bektaş, T., Jabali, O., and Laporte, G. (2016). Thirty years of heterogeneous
vehicle routing. European Journal of Operational Research, 249(1):1–21.
Kulcar, T. (1996). Optimizing solid waste collection in Brussels. European Journal of
Operational Research, 90:71–77.
Lacomme, P., Prins, C., and Ramdane-Cherif, W. (2004). Competitive memetic
algorithms for arc routing problems. Annals of Operations Research, 131(1–4):159–
185.
Lee, C., Yeung, C., Xiong, Z., and Chung, S. (2016). A mathematical model for
municipal solid waste management – a case study in Hong Kong. Waste Management,
58:430–441.
Liu, M., Singh, H. K., and Ray, T. (2014). Application specific instance generator and
a memetic algorithm for capacitated arc routing problems. Transportation Research
Part C: Emerging Technologies, 43:249–266.
Liu, T., Jiang, Z., and Geng, N. (2013). A memetic algorithm with iterated local
search for the capacitated arc routing problem. International Journal of Production
Research, 51(10):3075–3084.
Maniezzo, V. (2004). Algorithms for large directed carp instances: urban solid waste
collection operational support. Technical report, UBLCS Technical Report Series,
Bolonha, Italy: University of Bolonha.
Martins, K., Mourão, M. C., and Pinto, L. S. (2015). A routing and waste collection
case-study. In Operational Research, pages 261–275. Springer.

Bibliography

209

Mora, C., Manzini, R., Gamberi, M., and Cascini, A. (2014). Environmental and
economic assessment for the optimal configuration of a sustainable solid waste
collection system: a ‘kerbside’ case study. Production Planning & Control, 25(9):737–
761.
Mourão, M. C. and Almeida, M. T. (2000). Lower-bounding and heuristic methods
for a refuse collection vehicle routing problem. European Journal of Operational
Research, 121(2):420–434.
Mourão, M. C. and Amado, L. (2005). Heuristic method for a mixed capacitated arc
routing problem: A refuse collection application. European Journal of Operational
Research, 160(1):139–153.
Mourão, M. C. and Pinto, L. S. (2017). An updated annotated bibliography on arc
routing problems. Networks, 70(3):144–194.
Muyldermans, L. and Pang, G. (2010a). A guided local search procedure for the multicompartment capacitated arc routing problem. Computers & Operations Research,
37(9):1662–1673.
Muyldermans, L. and Pang, G. (2010b). On the benefits of co-collection: Experiments with a multi-compartment vehicle routing algorithm. European Journal of
Operational Research, 206(1):93–103.
Nuortio, T., Kytöjoki, J., Niskaa, H., and Braysy, O. (2006). Improved route planning
and scheduling of waste collection and transport. Expert Systems with Applications,
30:223–232.
Pati, R. K., Vrat, P., and Kumar, P. (2008). A goal programming model for paper
recycling system. Omega, 36:405–417.
Pearn, W. L. (1989). Approximate solutions for the capacitated arc routing problem.
Computers & Operations Research, 16(6):589–600.
Prins, C. (2009). Two memetic algorithms for heterogeneous fleet vehicle routing
problems. Engineering Applications of Artificial Intelligence, 22(6):916–928.
Prins, C. (2013). Chapter 7: The capacitated arc routing problem: Heuristics. In Arc
routing: problems, methods, and applications, pages 131–157. SIAM.

210

Bibliography

Prins, C., Labadi, N., and Reghioui, M. (2009). Tour splitting algorithms for vehicle
routing problems. International Journal of Production Research, 47(2):507–535.
Ramdane-Cherif, W. (2002). Problèmes d’optimisation en tournées sur arcs. PhD
thesis, Université de Technologie Troyes.
Reed, M., Yiannakou, A., and Evering, R. (2014). An ant colony algorithm for the
multi-compartment vehicle routing problem. Applied Soft Computing, 15:169–176.
Reghioui, M., Prins, C., and Labadi, N. (2007). Grasp with path relinking for the
capacitated arc routing problem with time windows. In Applications of Evolutionary
Computing: EvoWorkshops 2007 Proceedings, pages 722–731.
Rodrigues, A. M. and Soeiro Ferreira, J. (2015). Waste collection routing—limited
multiple landfills and heterogeneous fleet. Networks, 65(2):155–165.
Santos, L., Coutinho-Rodrigues, J., and Antunes, C. H. (2011). A web spatial decision
support system for vehicle routing using google maps. Decision Support Systems,
51(1):1–9.
Santos, L., Coutinho-Rodrigues, J., and Current, J. R. (2009). An improved heuristic for the capacitated arc routing problem. Computers & Operations Research,
36(9):2632–2637.
Santos, L., Coutinho-Rodrigues, J., and Current, J. R. (2010). An improved ant colony
optimization based algorithm for the capacitated arc routing problem. Transportation Research Part B: Methodological, 44(2):246–266.
Shang, R., Ma, H., Wang, J., Jiao, L., and Stolkin, R. (2016). Immune clonal selection
algorithm for capacitated arc routing problem. Soft Computing, 20(6):2177–2204.
Sniezek, J. and Bodin, L. (2006). Using mixed integer programming for solving the
capacitated arc routing problem with vehicle/site dependencies with an application
to the routing of residential sanitation collection vehicles. Annals of Operations
Research, 144(1):33–58.
Taillard, É. D. (1999). A heuristic column generation method for the heterogeneous
fleet VRP. RAIRO-Operations Research, 33(1):1–14.
Teixeira, J., Pais Antunes, A., and Pinho de Sousa, J. (2004). Recyclable waste collection planning––a case study. European Journal of Operational Research, 158:543–
–554.

Bibliography

211

Tung, D. and Pinnoi, A. (2000). Vehicle routing-scheduling for waste collection in
Hanoi. European Journal of Operational Research, 125:449–468.
Usberti, F. L., França, P. M., and França, A. L. M. (2013). Grasp with evolutionary
path-relinking for the capacitated arc routing problem. Computers & Operations
Research, 40(12):3206–3217.
van der Bruggen, L., Gruson, R., and Salomon, M. (1995). Reconsidering the distribution structure of gasoline products for a large oil company. European Journal of
Operational Research, 81(3):460–473.
Vidal, T. (2016). Technical note: Split algorithm in O(n) for the capacitated vehicle
routing problem. Computers & Operations Research, 69:40–47.
Vidal, T. (2017). Node, edge, arc routing and turn penalties: Multiple problems—one
neighborhood extension. Operations Research, 65(4):992–1010.
Vidal, T., Battarra, M., Subramanian, A., and Erdogan, G. (2015). Hybrid metaheuristics for the clustered vehicle routing problem. Computers & Operations Research,
58:87–99.
Vidal, T., Crainic, T. G., Gendreau, M., and Prins, C. (2014). A unified solution framework for multi-attribute vehicle routing problems. European Journal of Operational
Research, 234(3):658–673.
Wang, Q., Ji, Q., and Chiu, C.-H. (2014). Optimal routing for heterogeneous fixed
fleets of multicompartment vehicles. Mathematical Problems in Engineering, 1:1–11.
Wang, Z., Jin, H., and Tian, M. (2015). Rank-based memetic algorithm for capacitated
arc routing problems. Applied Soft Computing, 37:572–584.
Wøhlk, S. (2004). Combining dynamic programming and simulated annealing. Technical report, University of Southern Denmark.
Wøhlk, S. (2005). Contributions to Arc Routing. PhD thesis, University of Southern
Denmark.
Wøhlk, S. and Laporte, G. (2018). A fast heuristic for large-scale capacitated arc
routing problems. Journal of the Operational Research Society, 69(12):1877–1887.

212

Bibliography

Wøhlk, S. and Zbib, H. (2018). Curbside collection of waste: An analysis of different
collection strategies. Technical report, Department of Economics and Business
Economics, Aarhus University.
Zbib, H. (2017). Variants of the path scanning construction heuristic for the nosplit multi-compartment capacitated arc routing problem. Technical report, Aarhus
University, Cluster for Operations Research And Logistics, Department of Economics
and Business Economics.
Zbib, H. and Wøhlk, S. (2017). A multi-move chain descent algorithm for large-scale
Arc Routing Problems in curbside waste collection. Submitted.
Zbib, H. and Wøhlk, S. (2018). Clustering techniques for very large-scale capacitated
arc routing problems in curbside collection of waste. In preparation.
Zbib, H. and Wøhlk, S. (2019). A comparison of the transport requirements of different
curbside waste collection systems in denmark. Waste Management, 87:21–32.

214

Bibliography

Bibliography

215

216

Bibliography

Bibliography

217

