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Abstract

Understanding the nature of the surrounding terrain is crucial for all living
things, as the terrain can directly and indirectly affect their lives. For this
reason, people have tried to obtain information from the terrain by surveying
it and to utilize it. Nowadays, advancements in remote sensing technology
have made it possible to obtain very detailed terrain models. As people are
reliant on terrains, natural disasters such as floods can be devastating. In
particular, floods caused by the rise of sea level, so-called storm surges, can be
catastrophic. This has led to the development of accurate forecast system for
predicting the weather and marine condition.

Given a detailed terrain model and accurate sea-level forecast data, what
remains is to design applications that compute the potential risk of flood
based on the given terrain and forecast data. However, often the detailed
terrain models are so large that handling them requires developing so-called
I/O-efficient algorithms. In this thesis we introduce I/O-efficient algorithms
for computing the risk of flooding caused by sea-level rise. We first present an
I/O-efficient algorithm for computing flood risk, when given a massive terrain
model and sea-level forecast data. Then we describe an I/O-efficient data
structure with a query algorithm to report the flood risk in a small region of
the terrain, and an algorithm for updating the height of the terrain in a small
region.

In the course of developing solutions for computing flood risk with real
world data, we discovered the computational geometry problem of computing
for a given simple polygon and a source point in the polygon the shortest path
(inside the polygon) from any point to the source point. This is a classical
computational geometry problem that has been studied in many literatures,
however the case when the size of polygon is massive has not been considered
before. We introduce the first I/O-efficient algorithm for computing shortest
paths in a given massive simple polygon when a source point is given.
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Resumé

Det er vigtigt for alle levende ting at forstå det omkringliggende terræns
natur, da terrænet kan påvirke livet både direkte og indirekte. Derfor har
mennesker forsøgt at få oplysninger om terrænet ved at granske det og bruge
det. I dag har udviklingen inden for fjernopmålingsteknologi gjort det muligt
at opnå meget detaljerede terrænmodeller. Efterhånden som mennesket er
blevet mere afhængige af terrænet kan naturkatastrofer såsom oversvømmelser
være ødelæggende. Særligt oversvømmelser fra havvandsstigninger, såkaldte
stormfloder, kan være katastrofale. Dette har ført til udviklingen af præcise
vejrudsigtssystemer til at forudsige vejrets og havets tilstand.

Givet en detaljeret terrænmodel og præcise havniveauudsigter er der en
lejlighed til at designe programmer der beregner risikoen for oversvømmelse
baseret på de givne terræn- og udsigtsdata. Dog er de detaljerede terrænmod-
eller ofte så store, at man for at håndtere dem effektivt har brug for såkaldte
I/O-effektive algoritmer. I denne afhandling introducerer vi I/O-effektive algo-
ritmer til at beregne risikoen for oversvømmelse grundet havvandsstigninger.
Først fremviser vi en I/O-effektiv algoritme der beregner oversvømmelses-
risikoen, dvs. højden af oversvømmelsesvandet, når man er givet en massiv
terrænmodel og havniveauudsigtsdata. Derefter beskriver vi en I/O-effektiv
datastruktur med en forespørgelsesalgoritme til at berette om oversvømmelses-
risikoen i et lille område af terrænet og en algoritme til at opdatere højden af
terrænet i et lille område.

Mens vi udviklede løsninger til at beregne oversvømmelsesrisiko med data fra
virkeligheden opdagede vi et problem inden for beregnelsesgeometri hvor man
er givet en simpel polygon og et begyndelsespunkt i polygonen og skal beregne
den korteste vej (inde i polygonen) fra ethvert punkt til begyndelsespunktet.
Dette er et klassisk beregnelsesgeometriproblem der er blevet undersøgt i mange
forskningsartikler, men tilfældet hvor polygonens størrelse er massiv er ikke
blevet undersøgt før. Vi introducerer den første I/O-effektive algoritme til at
beregne korteste veje i en given massiv simpel polygon når et begyndelsespunkt
er givet.
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CONTENTS 1

Post-submission changes. The thesis was updated from the original sub-
mission. In particular:

• In Section 3.4.3, a typo was corrected.

• Chapter 6 was updated in order to be identical to the version of the
manuscript that was submitted for publication, in which a few problems
were corrected. Mainly, Section 6.4 contains important changes and
corrections, Sections 6.5.1 and 6.5.6 are newly added, and the rest of the
subsections of Section 6.5 are the result of reorganizing the structure of
the manuscript (the sections in the old version are Appendices).





Chapter 1

Introduction

For all living things on Earth, it is crucial to understand the nature of the
surrounding terrain. Knowing the terrain can directly and indirectly affect
the lives of creatures, which is why people have surveyed the terrain to gather
information and to utilize the terrain. For instance, people can increase their
food productivity by starting a farmland nearby a river, protect themselves
from a storm by hiding in a secure cave, or find the best route when traveling
from place to place.

After the invention of computers, the surveyed information of a terrain
can be stored and accessed in digital form. The accuracy and level of detail
of surveyed terrain data have been highly improved with the development of
remote sensing technology. Using light detection and ranging (Lidar) methods,
the landscape can be surveyed by an airplane equipped with a laser scanner.
When the airplane flies over the terrain, the laser scanner illuminates the surface
of the terrain with pulsed laser light and measures the distance to the surface
by the reflected pulses. This creates a 3-D point cloud model of the terrain
surface, which can be processed into a digital elevation model (DEM). In 2000,
NASA launched the Shuttle Radar Topography Mission (SRTM) to obtain a
digital model of the earth on a near-global scale [90]. The SRTM collected
the elevation of terrain surface every 30 meters, and released this 9-terabyte
dataset to the public. Recently, the Danish Geodata Agency released a terrain
model of Denmark to the public, which is a 3.7-terabyte file containing the
terrain elevation data measured every 0.4 m [37].

As people are reliant on terrain, natural disasters such as floods can
devastate their habitat and put many lives in danger. In particular, floods
caused by the rise of sea level, so-called storm surges, can be devastating. For
instance, one of the biggest storm surges in the United States was generated by
Hurricane Katrina in 2005, which submerged approximately 80 percent of New
Orleans. There were 971 Katrina-related deaths and 40 percent of them were
deaths by drowning [29]. To prevent such a terrible situation, there is a need
to predict the meteorological conditions so that one can estimate the risks of
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4 CHAPTER 1. INTRODUCTION

a disastrous event before it takes place. Not long ago, modernized weather
forecast systems were developed using methods and principles of science. The
first daily weather forecasts based on scientific approaches were produced in
the 19th century [30]. Nowadays, supported by powerful computers, complex
calculations on meteorological data have become possible, and hence high
quality forecasts on weather and marine conditions can be produced. In
Denmark, the Danish Meteorological Institute provides a forecast of the sea
level within Danish territorial waters [40]. The institute releases a new set
of forecasts every six hours, containing hourly forecasts of the sea level for
the next five days. These forecasts are very accurate; in 2015, the forecasts
predicted the sea level with an average error of 6.61 cm compared to the actual
level [39].

Given that detailed terrain models and accurate sea-level forecasts are
available, what remains is to design applications that compute the potential
risk of flooding based on the given terrain and forecast data. See Figure 1.1
for an example of a terrain model and a sea-level forecast data of Denmark.
In particular, such applications can be used for simulating the floods before
the actual flooding event occurs so that one can make a mitigation plan to
minimize the negative impact of the event. Therefore, it is required that the
application can produce the result of simulation fast enough so that the risk
can be computed before the event occurs (or a new forecast is released), and
the application must guarantee a high precision of the computation. It is
challenging to achieve both requirements, because the detailed features of
terrain should be preserved to obtain a high precision, whereas the multi-
terabyte size of terrain data slows down the performance of the computation.
For instance, if we reduce the size of terrain model by removing detailed
features of width less than 30 m from the terrain model, then a narrow dike of

(a) (b)

Figure 1.1: (a) The Denmark Height Model [37]. (b) A sea-level forecast for
the Danish territorial waters [40].
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width 5 m that was represented in the original terrain model will be removed
and therefore we cannot compute the correct result. See Figure 1.2 for an
example. When data is large, a common approach to improve performance
is parallelization, in which disjoint parts of the input data are accessed and
processed independently and simultaneously. However, this approach often
does not work in flood computation algorithms: Consider that we want to
simulate how water flows on a terrain model. If water starts from a part of a
terrain, runs into another part, and flows back to the part where it started,
then the flow of the water in each part of the terrain model cannot be processed
in parallel.

When the terrain data is large enough that it exceeds the size of main
memory in a regular computer, the data must be stored on the disk and
transferred from disk to main memory when it needs to be processed. This
transfer is much slower than the processing time in main memory, so to design
an efficient algorithm for handling massive data, we need to minimize the
number of transfers that are required for the algorithm. A single transfer is
called an I/O, and the so-called I/O-model of computation [10] measures the
performance of an algorithm as the number of I/Os between the disk and
main memory. The algorithms that are designed in the I/O-model to minimize
the number of I/Os are called the I/O-efficient algorithms (or simply the
I/O-algorithms). Some of the performance problem cause by the I/Os can be
overcome with the I/O-algorithms. In this dissertation we focus on how to
deal with the challenge of computing flood risk on massive terrain data using

(a) (b)

Figure 1.2: The result of the flood risk computation with a water level of 2 m for
the island of “Mandø” in Denmark, using two terrain models with the different
resolutions [82]: Figure (a) shows the result produced using the terrain model
with resolution of 30 m, while Figure (b) shows the result produced using the
terrain model with resolution of 2 m. The island has an approximately 5 m
tall perimeter dike that is too small to be represented by the 30 m model.
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I/O-algorithms.

1.1 Outline of the thesis
The rest of this thesis is organized in two parts. The first part consists of a
survey of important results in the area of I/O-algorithms for terrain analysis
and for computing shortest paths in simple polygons. Note that the shortest
paths problem is a computational geometry problem that was discovered while
developing solutions for computing flood risk with real-world data. The survey
part of the thesis is divided into three chapters. First in Chapter 2 we discuss
the scalability challenge when handling massive data, with the fundamental
concept of the memory hierarchy in modern computers and the basic paradigms
of the I/O-model. Then in Chapter 3 we survey important results on terrain
analysis algorithms in the I/O-model, and in Chapter 4 we review the problem
of computing shortest paths in simple polygons.

The second part contains the author’s results in the form of three papers:

[22] Computing Floods Caused by Non-Uniform Sea-Level Rise
with L. Arge and C. Tsirogiannis. In: Proc. of the 20th Workshop on
Algorithm Engineering and Experiments (ALENEX), Jan. 2018

[24] Sea-rise Flood Prediction on Massive Dynamic Terrains
with L. Arge, M. Rav, M. Revsbæk, and J. Yang. Manuscript submitted
for a publication, 2018

[92] I/O-efficient Algorithms for Shortest Path Problems in Sim-
ple Polygons with P. Agarwal, L. Arge, and F. Staals. Manuscript
submitted for a publication, 2018

The author of this thesis has contributed significantly to all three papers
listed above in both the research and writing phases. In particular, the author
participated in the early development of ideas, research discussion, background
survey, evaluation, and implementation of all three papers. Moreover, in
accordance with GSST rules, we inform readers that Chapter 5 in this thesis
contains the same result that was used in the progress report for the qualifying
examination. Several definitions and results in the second part of the thesis
are repeated in the first part, in order to give a comprehensive overview of the
problems covered in the survey. Chapters 3 and 4 cover the work in a broader
perspective that is presented in detail in Chapter 5–6 and 7, respectively.
In Section 2.2 we give a general overview of the I/O-model that is briefly
mentioned in Chapters 5 to 7.



Part I

Survey of Important Results
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Chapter 2

Processing Massive Data

2.1 The memory hierarchy

Modern computing devices are equipped with a memory hierarchy consisting of
several levels [93, 97]. Refer to Figure 2.1. The different levels of the hierarchy
have different performance characteristics. One of the main characteristics is
latency, the time it takes from the Central Processing Unit (CPU) requests a
data element until the element is received. The CPU is close to the top level
of the hierarchy, and as the level of the hierarchy goes from top to bottom the
latency and the capacity increase [93]. Close to the CPU there are typically
2–3 levels of cache memory of very small capacity. The data elements in the
cache can be accessed fast (i.e. low latency). Next, the main memory has a
medium-sized capacity and the latency is still low, but relatively high when
compared to the caches. Then, the disk has a considerable size and also very
high latency; compared to the main memory the latency is approximately a
million times higher [23].

Whereas the cache and the main memory typically consist of semiconductors,
the disk consists of rapidly rotating platters that are coated with a magnetic
material and are accessed by magnetic heads [46]. This mechanical structure of
the disk creates a significant difference in its data-access mechanism, causing
the high latency of the disk. In particular, when a data element is requested,
first the platters rotate to align the heads with the requested element and
then the heads transfer the element to the CPU. A single transfer contains a
block of consecutive elements. This potentially improves performance when a
program tends to access elements stored right after each other, however, in
many programs elements are accessed in a random pattern 1.

1Recently, as an alternative to the mechanical disk, the Solid-State Drive (SSD) was
introduced. Since SSDs have no moving (rotating) mechanical platters, the data can be
accessed with lower latency. However, compared to mechanical disks they are still limited in
size and are more expensive. Furthermore, SSDs behave like disks in the sense that data is
transferred in blocks, and the latency is significantly slower than main memory. For further
discussion of SSDs, we refer to the recent survey by Ajwani et al. [11].

9



10 CHAPTER 2. PROCESSING MASSIVE DATA

L1
Cache

CPU

Main
memory DiskL2

Cache
L3

Cache

Figure 2.1: Illustration of the memory hierarchy

Modern operating systems provide virtual memory, which simplifies the
levels in the memory hierarchy as a uniform virtual memory space [46, 91].
In this environment, the complicated memory management is handled by the
operating system. This makes to design software easier, since programmers
do not need to concern about the memory management. When the virtual
memory environment is supported, programmers often assume that any address
in memory can be accessed with the same cost [101]. However, the assumption
does not hold when software needs to access different levels of the memory
hierarchy. In particular, when the size of data is so large that a given virtual
address is mapped to disk, accessing that address is very expensive due to
the high latency of the disk. This high cost of accessing disk can be a huge
performance bottleneck.

2.2 The I/O-model of computation

In theoretical computer science, a model of computation abstracts how data
is handled in a computer. The model describes an abstract machine with its
memory and computation units (operations). The virtual memory environment
resembles one of the most popular models of computation, called the RAM
model [35]. In the RAM model, the machine can access any memory location
and perform basic operations on a data word in unit time, and it is assumed
that the size of main memory is infinite. Refer to Figure 2.2 (a). However, as
mentioned in Chapter 1.1, when the size of data is large enough, this model
is not appropriate because it does not consider the memory hierarchy. To
design an algorithm for handling massive data we instead need a model of
computation that adequately represents the memory hierarchy.

Aggarwal and Vitter [10] introduced the so-called I/O-model (also called
the external memory model) that takes into account the memory hierarchy.
Considering the expensive cost of accessing disk memory, the model has two
levels of memory hierarchy: main memory and disk. In this model, the main
memory can store at most M elements, whereas the disk has infinite size.
The input consists of N elements stored in disk, and only elements in main
memory can be processed by the CPU. The data on disk can be transferred
to main memory in blocks of B elements, and a single transfer is called an
I/O-operation (I/O for short). The performance of an algorithm is measured
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by the number of I/Os it performs. Scanning an array of N items can be
done in Θ(NB ) = Θ(Scan(N)) I/Os, by transferring N

B blocks of items from
disk to main memory in the order of the array. Note that once a block of
B items is loaded in main memory by a single I/O, then any items of the
block can be accessed without using additional I/Os. An algorithm designed
in the I/O-model to minimize the number of I/Os is called an I/O-efficient (or
external memory) algorithm. In this thesis, we refer to an algorithm designed
for the RAM model as an internal memory algorithm.

In the past few decades, a lot of fundamental I/O-efficient algorithms
have been introduced. Aggarwal and Vitter [10] presented results on sorting
and permuting problems in the I/O-model, with the paradigms of merging or
distributing for designing I/O-efficient algorithms. Goodrich et al. [51] and
Chiang et al. [100] introduced various techniques for computational geometry
problems and graph algorithms that can be applied to a number of problems,
such as: Finding Euler tours, centroid decomposition of a tree, constructing
convex-hulls, computing the pairwise intersection of the orthogonal segments,
etc. Developing I/O-efficient data structures often leads to direct or indirect
solutions for many problems [15, 17, 19, 66]. For instance, Arge [15] introduced
the first I/O-efficient priority queue and extended this structure to solving
the list ranking problem (we describe this problem later in this section with
details). Note that this is a more general solution compared to the algorithms
of Chiang et al. [100]. Next we briefly survey some fundamental I/O-efficient
algorithms and data structures. For further discussion on the I/O-model, we
refer to [73, 99].

I/O-efficient sorting and permutation. Aggarwal and Vitter [10] pre-
sented several optimal I/O-efficient algorithms for sorting an array of N items.
One of these algorithms is similar to the internal memory merge sort algorithm.
The algorithm first sorts O(NM ) chunks of O(M) items by loading them in main
memory and using a internal memory sorting algorithm. Then it merges each
sequence of O(MB ) sorted chunks into one sorted chunk, by simultaneously scan-
ning with O(1) block in the main memory per chunk. The algorithm continues
until there is only one sorted chunk left. Each merging stage uses O(Scan(N))

CPU

Main
memory

Size ∞

(a)

CPU

Main
memory

Disk
Size ∞

Block
Size B

(b)

Figure 2.2: Illustration of different models of computation. (a) the RAM
model. (b) the I/O-model.
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I/Os, and there are O(log M
B

N
B ) merging stages, therefore in total the algorithm

can be performed using O(NB log M
B

N
B ) = O(Sort(N)) I/Os. Aggarwal and

Vitter [10] showed that this bound is optimal. Moreover, they proved that the
number of I/Os required for permuting N items is Θ(min{N, Sort(N)}) I/Os,
seeing permuting as a special case of the sorting problem. This is an interesting
result, since permuting an array in the internal memory can be performed by
a trivial linear-time algorithm that moves each item based on the permutation.
The problem of permuting in the I/O-model is more difficult than that in the
internal memory, because a single I/O moves B consecutive items that do
not necessarily appear continuously in the desired permutation. Note that
Scan(N) < Sort(N)� N for all practical values of N , M , and B, that is, in
practice the number of I/Os required for the permutation is Θ(Sort(N)).

I/O-efficient priority queues. A priority queue is a fundamental data
structure that dynamically maintains a set of items with priorities, support-
ing the following operations: Insert(x, k) for inserting a new item x with
priority k, and DeleteMax for deleting the item the highest priority. For
handling a sequence of N intermixed operations of Insert and DeleteMax,
Fadel et al. [47] introduced an I/O-efficient priority queue based on the so-called
B-tree [27]. In this structure, a sequence of N intermixed operations can be
handled using O( 1

B

∑N
i=1 log M

B

Ni
B ) I/Os, where Ni is the number of items in

the priority queue before the i-th operation. Brodal and Katajainen [28] intro-
duced a worst-case I/O-efficient priority queue that performs the worst-case
O(1) I/Os for the Θ(B/log M

B

N
B )-th priority queue operation. This priority

queue uses internal-memory data structures for storing the O(M) items that
have the highest priorities or that were inserted most recently.

Several algorithms have been introduced for priority queues that support
additional operations. Arge [15] presented an I/O-efficient data structure that
supports operation Delete(k) for deleting the item with priority k from the
priority queue. Using the so-called buffer tree, the data structure can handle
a sequence of N intermixed Insert, DeleteMax, and Delete operations,
using amortized O( 1

B log M
B

N
B ) I/Os for each. When requiring the additional

operation DecreaseKey(x, k), which decreases the key of the element x if
the current key of x is greater than k, Kumar and Schwabe [66] introduced an
I/O-efficient version of the tournament tree, which can handle a sequence of
N intermixed DeleteMax, Delete, and DecreaseKey operations, using
amortized O( 1

B log M
B

N
B ) I/Os per operation. They also presented a prior-

ity queue that handles a sequence of N intermixed operations of Insert,
DeleteMax, and Delete using the same number of amortized I/Os.

I/O-efficient list ranking. Given a linked list of N vertices that are stored
in an array L, the list ranking problem is to compute for each vertex its
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distance from the head of the linked list. Chiang et al. [100] described an I/O-
efficient algorithm for the problem. The algorithm first recursively computes
the ranks in the sublists that are produced by removing an independent set
from L. Then the algorithm reintegrates the result with the independent set
to produce the ranks for the entire list L using O(Scan(N)) I/Os. For finding
the independent set, Chiang et al. [100] described one randomized and two
deterministic algorithms each of which uses O(Sort(N)) I/Os. However, their
deterministic algorithms are constrained by the following assumptions: One
has a constraint on M

B not being too small, and the other has a constraint
on B not being too large (which in turn also results in a constraint on M

B
not being too small). Arge [15] showed that the independent set of L can be
found using O(Sort(N)) I/Os without a constraint on B or M

B , by using his
priority queue. Therefore, the total number of I/Os required for solving the
list ranking problem is O(Sort(N)) I/Os. Note that Kumar and Schwabe [66]
showed how a priority queue can be used for solving the list ranking problem
in a more direct way. Using their algorithm the list ranking problem can be
solved in O(Sort(N)) I/Os.

I/O-efficient batched union-find. The union-find problem asks to main-
tain a partition of a set U = {x1, . . . , xN} and a representative for each set
in the partition, when a sequence Σ of the following operations are given:
Union(xi, xj), which joins the set containing xi and the set containing xj ,
and Find(xi), which finds the representative of the set containing xi. In the
batched version of this problem, the entire sequence Σ is known in advance. For
a sequence of N operations on a partition U , Agarwal et al. [85] introduced
the first I/O-efficient algorithm. This algorithm computes a total ordering on
the elements of U such that each set is a contiguous sequence in this ordering
and each Union joins two adjacent sets, and then it performs the operations
according to this ordering. The algorithm uses O(Sort(N)) I/Os, which is
optimal. However the implementation of the algorithm is rather complex. They
also presented a simple algorithm for the batched union-find problem that can
be performed using O(Sort(N) · log N

M ) I/Os.





Chapter 3

Terrain Analysis Algorithms

In this chapter, we survey terrain analysis algorithms that can handle mas-
sive terrain data efficiently. In Section 3.1, we begin with describing some
preliminaries. Note that the definitions in Section 3.1.2 and Section 3.1.3 are
borrowed from [2, 14, 22, 70] and [9, 24, 101], respectively. In Section 3.2 we
introduce important results on analyzing massive terrain data, and then in
Section 3.3 we review previous work on how to model flow on terrains in the
I/O-model. Finally in Section 3.4 we survey algorithms for computing flood
risk on massive terrain data.

3.1 Preliminaries

3.1.1 Terrain definitions

We define a terrain to be a function h : R2 → R that maps coordinates to
heights. A real terrain can be surveyed by sampling the elevation of a finite
number of locations [75]. Each measured location is called an elevation point.
An elevation point contains the coordinates and the elevation value of the
corresponding location. A collection of elevation points in R3 is called a point
cloud, and it can be transformed into a digital elevation model (DEM ), which
represents the continuous surface of the terrain. A DEM is typically either a
triangular-irregular network (TIN ) or a raster (also called a grid).

A TIN T4 is a triangulation of a set of N vertices in the plane, such that
each vertex in T4 contains the height value of the corresponding location.
When a TIN T4 is given, the terrain surface can be defined as the graph of
the continuous function h = h4 : R2 → R such that the restriction of h4 to
each triangle of T4 is a linear map. Refer to Figure 3.1 (a). For a given point
cloud, the number of vertices in a TIN DEM can be exactly the same as the
number of points in the point cloud, that is, there is no redundancy in the
representation.

A raster T is a two-dimensional array of N squares (cells) where each square
contains the height value of the corresponding location. Refer to Figure 3.1

15
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(a) (b)

Figure 3.1: Illustration of two different types of DEM representing the same
terrain. Figure (a) shows the TIN DEM and its terrain surface. Figure (b)
shows the raster DEM and where each cell is raised to its height value.

(b). Note that since rasters can be triangulated, terrain analysis algorithms
that work for TINs are often easily applicable to rasters as well.

One of the biggest advantages of raster DEMs is in their simplicity. They
often allow design of simple algorithms, which is why rasters are widely used in
applied algorithms for geographic information system and industrial software.
In the rest of this chapter, we will focus on raster representations unless TIN
terrains are mentioned explicitly.

3.1.2 Definitions on raster terrains

In a raster terrain T , two cells u, v are adjacent to each other when their
boundaries share at least a point. When a cell u is adjacent to a cell v, we
call u a neighbor of v. A raster cell v is a sink if v does not have any lower
neighbor. Similarly, a cell v is a peak if it does not have any higher neighbor.
A raster cell v is a saddle if, when the neighbors of v are visited in clockwise
order, there are at least two disjoint sequences of adjacent lower neighbors of
v. A depression defined by a cell u is a maximal connected component of cells
lower than u and connected to u. A depression β is maximal if and only if
every depression β′ ⊃ β contains strictly more sinks than β. We call a maximal
depression β an elementary depression if and only if there is only one sink in
β.

The topological hierarchy of maximal depressions can be represented as a
merge tree [2, 14], which is defined as follows: Each node represents a maximal
depression, and maximal depression β1 is the parent of maximal depression
β2 if and only if β1 ⊃ β2 and there is no β3 such that β1 ⊃ β3 ⊃ β2. Each
merge tree node is associated with a cell as follows. If a node x is a leaf node,
then x corresponds to an elementary depression, and x is associated with the
sink of the depression. Otherwise, x is not a leaf node, then x corresponds to
a maximal depression and is associated with the saddle where the maximal
depressions corresponding to the children of x are merged. Refer to Figure 3.2



3.1. PRELIMINARIES 17

03
4

9

11

5

12

1

8

10

2

(a)

3

0 1

2

4 5

9

(b)

3

0 1

2

4

5

9

8

12

10

11

(c)

Figure 3.2: Figure (a) shows an illustration of a terrain. Each number represents
the elevation value of the corresponding location. Sinks are marked as squares,
saddles as crosses, and peaks as circles. The corresponding merge tree and
contour tree are shown in (b) and (c), respectively.

(b) for an example.

3.1.3 Definitions on TIN terrains

A vertex u in a TIN is a sink if all neighbor vertices of u have higher elevation
than u. Similarly, a TIN vertex u is a peak if all neighbor vertices of u have
lower elevation than u. Traversing the neighbors of u in clockwise order, we say
that a vertex u is a saddle if there are multiple sequences of lower neighbors
of u disconnected by higher neighbors of u. The sinks, peaks, and saddles
are called critical vertices. For ` ∈ R, the `-level set of a TIN terrain T4 is
the set of points x ∈ R2 such that h(x) = `. Each connected component of a
level set is called a contour. We define an up-contour of u as any contour of
elevation hT (u) + ε with a sufficiently small fixed value ε such that the contour
intersects an edge incident to u. Similarly, we define a down-contour as a
contour of elevation hT (u)− ε that intersects an edge incident to u. If a saddle
u has one up-contour and two down-contours then u is called a negative saddle.
Similarly, if u has one down-contour and two up-contours then u is called a
positive saddle.

Two contours C1 and C2 at level `1 and `2, respectively, are called equivalent
if they belong to the same connected component Γ = {x ∈ R2 | `1 ≤ hT (x) ≤
`2} that does not contain any critical vertex. An equivalence class of contours
starts and ends at critical vertices. When sweeping T4 with a plane from −∞
to ∞, the contours deform continuously, but no changes happen to the number
of contours as long as the sweeping plane varies between two critical vertices [9].
A new contour appears at a sink, and an existing contour disappears at a peak.
At a saddle, the number of contours can increase or decrease; at a negative
saddle two contours merge into one, and at a positive saddle one contour splits
into two. Such topological changes of the contours can be encoded in the
contour tree of T4 which is defined as follows: The contour tree of T4 is a
tree on the critical vertices in T4 [9]. Two vertices u, v in the contour tree are
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connected by an edge if and only if an equivalence class of contours starts at u
and ends at v. Refer to Figure 3.2 (c) for an example.

3.2 Processing massive terrain data

In this section we describe how a DEM can be constructed from a point cloud,
and we introduce various I/O-efficient DEM algorithms.

3.2.1 DEM constructions

As mentioned in Section 3.1, when a point cloud S is given, the point cloud
can be transformed into a raster DEM or a TIN DEM.

For constructing a raster DEM, the most common approach is to use
one of many interpolation or approximation methods to compute the height
value for each raster cell. For further discussion, we refer to [80] and the
references therein. When the number of points in S exceeds a few thousand, it
is infeasible to directly apply an interpolation method to the points [7]. Instead,
Agarwal et al. [7] introduced an alternative and I/O-efficient algorithm that
can produce a raster DEM from a point cloud S of N points. This algorithm
is based on a quad-tree segmentation, which partitions S recursively into
four regions, and uses the interpolation method of [81] to approximate the
elevation value for each cell. When a desired raster is specified by given a
bounding box and a cell resolution, the algorithm can produce the raster
using O(NB

h
log M

B

+ Sort(T )) I/Os, where h is the height of the quad tree on
S and T is the number of cells in the raster. Note that the algorithm uses
O(Sort(N) + Sort(T )) I/Os if h = O(logN).

A TIN DEM can be constructed by triangulating the elevation points in
the point cloud. This can be easily done by projecting the points on a plane,
constructing a triangulation, and lifting the triangulation back to R3. Using
I/O-efficient algorithms [36, 51, 65], the Delaunay triangulation for a set of N
points can be constructed in O(Sort(N)) I/Os.

When constructing TIN DEMs, often additional elevation information is
supplemented. For instance, line segments or breaklines are provided along
linear features such as roads or rivers on the terrain [2]. These breaklines
represent important topological features in the terrain, therefore they should
be contained in the triangulation as triangle edges. To triangulate a point
cloud when breaklines are given, Agarwal et al. [6] described a randomized
algorithm for computing the constrained Delaunay triangulation: when a set
of N points and a set of line segments are given, the algorithm computes the
triangulation of the points where the line segments appear as triangle edges.
The algorithm uses expected O(Sort(N)) I/Os, assuming that the number of
line segments is O(M).
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3.2.2 Merge tree and contour tree construction

Agarwal et al. [85] showed that constructing the merge tree for a given raster
with N cells can be done by using an I/O-efficient batched union-find algorithm.
The algorithm produces a sequence of union-find operations by sorting the
raster cells in the height order, and then processes the operations in batch. In
particular, the algorithm does as follows. When a sink cell v is processed, it
creates a new set represented by v. When a cell v that is not sink or saddle is
processed, it takes an arbitrary lower neighbor u and performs a Union(u, v).
Otherwise when a saddle cell v is processed, the depression containing the lower
neighbor u is found by a Find(u) operation and merged by a Union(u, v).
Therefore, the entire algorithm uses O(Sort(N)) I/Os. A similar approach can
be used for constructing the contour tree of a TIN with N vertices.

Several algorithms have been developed [3, 8, 34, 63] for reporting the
contours in a TIN DEM I/O-efficiently. When given a level `, the algorithm
of Agarwal et al. [8] can report the edges in the contours of level ` using
O(logB N + Scan(K)) I/Os after O(Sort(N)) I/Os of preprocessing, where K
is the number of reported edges. They also showed how to produce the contour
map, which is the union of multiple level sets, using O(Sort(N) + Scan(K))
I/Os, where K is the number of edges in the contour map. When a point
p is given, Agarwal et al. [63] showed an I/O-efficient algorithm that can
report the contour that goes through p using O(logB N + Scan(K)) I/Os, after
O(Sort(N)) I/Os of preprocessing, where K is the number of edges in the
reported contour.

3.2.3 Massive DEM simplification

In practice, terrain analysis applications often remove small details, e.g. de-
pressions or hills with volume less than 1 m3 [22, 70], since they are most
likely the result of noise from the data acquisition. One way of removing such
small details is using structures that encode the topological features in the
terrain. In particular, for a given TIN terrain, modifying a region around a
sink or a peak corresponds to removing a leaf in the contour tree [16]. Arge
and Revsbæk [16] introduced an I/O-efficient algorithm for simplifying the
contour tree by removing leaf vertices based on geometric measures of the
regions corresponding to the leaf vertices, such as e.g. height, area, or volume.
The algorithm is an I/O-efficient version of the internal memory algorithm of
Carr et al. [31], and uses O(Sort(N)) I/Os.

When height is used as the geometric measure, Danner et al. [2] introduced
an I/O-efficient algorithm for simplifying terrains that can be used both for
a TIN and a raster terrain using the topological persistence [43, 44]. This
algorithm uses O(Sort(N)) I/Os.
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3.2.4 Massive planar subdivision simplification

Sometimes a terrain is visualized with various kinds of spatial data that can be
represented by geometric primitives, such as points, lines, and polygons. These
primitives often form a planar subdivision, which is an embedding of a planar
graph with straight line edges. When the planar subdivision consists of edges
connecting adjacent cells in a given DEM, the size of the planar subdivision
can be as large as the DEM. Since many existing terrain analysis applications
cannot handle massive data efficiently, several planar subdivision simplification
algorithms have been introduced.

For a TIN terrain, one example of the planar subdivision is the contour map.
Arge et al. [20] introduced an algorithm for simplifying a massive contour map
such that no vertex is moved more than a given distance εxy and neighboring
relations between faces are preserved. The algorithm makes two assumptions
on the edges in the input subdivision: 1) Any set of edges that intersect a
horizontal line fit in main memory, and 2) each contour fits in main memory.
Under these assumptions, the contour map can be simplified using O(Sort(N))
I/Os.

The contour map simplification algorithm mentioned above cannot be
applied to a general planar subdivision, since the algorithm uses the topology
defined for the contour map. Later, an I/O-efficient algorithm for simplifying
a general planar subdivision was introduced [21]. This algorithm is simpler
than the algorithm of Arge et al. [20] and uses O(Sort(N)) I/Os.

3.2.5 Dynamic terrains

There has been a few results on the problem of maintaining massive terrain
DEMs in a dynamic setup, that is, under updates of the underlying terrain.

Seeing the changes of the heights of terrain cells as points moving along
a linear trajectory over time, a dynamic terrain can be maintained using the
data structure of Agarwal et al. [5]. The data structure stores a set of N points
in the plane (which could e.g. represent a terrain), each moving along a linear
trajectory over time. It can answer a query consisting of a square region R
and a time interval I, where the goal is to report the points inside R in the
given time interval I. The data structure can be constructed in O(N logB N

B )
I/Os, and answer a query O((NB )

1
2 +ε + K

B ) I/Os for any constant ε > 0, where
K is the number of reported points. Moreover, in the data structure a new
point can be inserted or an existing point can be deleted using O(log2

B
N
B ) I/Os

amortized.
When a terrain is modified, the topology underlying in the terrain can

change as well. Given a TIN terrain of N vertices, suppose that each vertex
is assigned a time-varying height function and changes its height according
to the function. To maintain the contour tree in such a terrain, Yang [101]
introduced an I/O-efficient data structure. The data structure is updated
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when one of the following events occurs: The heights of two adjacent terrain
vertices are the same, or the heights of two critical vertices in the contour
tree are the same. The data structure can handle each event using O(log2

B N)
I/Os, and can be constructed in O(Sort(N)) I/Os. Moreover, the time-varying
height function of a vertex can be updated using O(logB N + d

B log M
B

N
B ) I/Os

amortized, where d is the maximum degree of vertices in the TIN terrain.

3.3 Modeling flow on raster terrains

There has been quite a lot of work on modeling flow on terrains. In this section
we survey I/O-efficient algorithms for flow modeling on raster terrains.

3.3.1 Flow directions

How water flows across a raster DEM can be modeled by assigning a flow
direction to each raster cell. For assigning such flow directions, many methods
have been suggested [1, 49, 60, 62, 94]. The most commonly used methods
are single-flow direction and multi-flow directions. In the single-flow direction
method, water flows along a single direction to the steepest downslope neigh-
bor, whereas in the multi-flow directions method, water flows along multiple
directions towards all downslope neighbors. Note that in this method the flow
directions can be assigned only when there exists a downslope neighbor. Thus,
these methods do not assign flow directions when a cell is inside flat area,
which is a maximal connected region of cells that have the same height. A
cell u in a flat area will not be assigned a flow direction, unless it is on the
boundary of the flat area and has a lower neighbor.

Flat areas can be divided into two types. One is called a plateau in which
there exists a cell incident to the flat area that has lower elevation than the
flat area, and the other is called a sink in which the flat area is surrounded by
cells that have higher elevation than the flat area. A plateau can have flow
directions assigned such that water flows towards the cells that have lower
neighbors [62]. To assign flow directions in all sink flat areas of a terrain, one
can remove such areas by flooding the terrain [60, 62]. Conceptually, flooding
the terrain means raising the surface of the terrain by pouring water onto
the terrain until all sink flat areas are removed, so that any additional water
poured into the terrain does not stay on the terrain surface but flows to the
boundary of the terrain. More formally, each terrain cell u is raised to the
maximum elevation of the cells in the lowest height path of u, which is the set
of adjacent terrain cells that connect u and the boundary of the terrain such
that the highest elevation of the cells in this path is minimized. Based on the
flooding approach, Arge et al. [67] showed how flow directions can be assigned
to all cells in a massive raster terrain T . More precisely, they designed an
O(Sort(N))-I/O algorithm that assigns at least one flow direction for each cell
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in T , such that there exist no flow direction cycles and such that all cells have
flow paths to the edge of the terrain.

3.3.2 Flow accumulation

Flow directions described in the above section model how water flows on the
terrain. The amount of water that flows into a certain cell can be modeled
by flow accumulation. Suppose that a unit of water falls on each cell u in T ,
and the water on u is distributed to its downslope neighbors v by following
flow directions of u in proportional to the height difference between u and
v. The flow accumulation of a cell u is then the total amount of water that
flows into u [1, 60]. Arge et al. [69] introduced an I/O-efficient algorithm
that computes the flow accumulation of all cells in a given raster terrain. By
exploiting the fact that the flow accumulation of a cell u can be calculated
from the flow accumulations of higher neighbors, this algorithm processes the
cells in (descending) order of their height, while maintaining an I/O-efficient
priority queue that stores unprocessed cells in height order. The algorithm
uses O(Sort(N)) I/Os. Note that the idea of computing flow accumulation
in-order is similar to the so-called time-forward processing technique [15, 100],
which intuitively sends information (flow accumulation) forward in time such
that the information appears when it will be needed, by inserting it in an
I/O-efficient priority queue.

3.3.3 Watershed

When using the single-flow direction model, water flows along a single path
until it reaches a cell u that does not have a flow direction. This cell u defines
a region of cells such that the water falling on this region flows along the flow
directions to u. Such a region is called the watershed of u.

Assume that all cells in T have distinct heights. Then each sink u defines
a unique watershed, consisting of the set of cells from which u can be reached
by following flow directions. Thus the sinks partition the terrain raster T
into watersheds. Arge et al. [18] introduced an I/O-efficient algorithm that
computes this partition by labeling each cell in T with its watershed using
O(Sort(N)) I/Os.

3.4 Computing flood risk
Flooding is the phenomenon where water covers parts of a terrain that are
not normally covered by water. Floods can occur for various reasons, such as,
rainfall exceeding the rate of drainage of the terrain, overflow water from rivers,
and sea-level rise due to storm surges. As described in Section 1.1, there is a
need for developing I/O-efficient algorithms to compute the risk of flooding. In
this section we survey results on model flood risk for the above three causes.
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3.4.1 River flood

Suppose that we are given a raster terrain T with a set of river cells that is
a subset of cells in T representing a river network. Sonne [26] introduced a
simple method for modeling floods caused by overflow of river water. In this
method, for all river cells u the level of water rises by the same value hrise, i.e.
the raised water level is h(u) + hrise. Each cell u is assigned a river cell v that
can flood u, called the source of u. The method determines the source of u to
be the river cell that has the shortest Euclidean distance to u and models that
each cell u is flooded when the height difference between u and its source v is
less than hrise [26, 84].

To examine flooded cells with several different hrise values, the above
algorithm needs to be performed multiple times. To avoid this, Arge et al. [12]
considered a more general problem: compute for each cell u the smallest hrise
so that u is flooded. They presented the first I/O-efficient algorithm for the
problem that uses O(Sort(N)) I/Os.

Arge et al. [12] also introduced a method for modeling river flood that
takes into account the fact that water flows along downslope routes on terrain,
not the Euclidean distance between raster cells and river cells. In this model,
for each raster cell u the source is determined by the set of river cells that
can be reached from u by following downslope neighbors. More precisely, the
source is the highest river cell from this set. When the sources are determined
in this way, Arge et al. [12] showed that the smallest hrise value for each cell u
in T that floods u can be computed in O(Sort(N)) I/Os.

3.4.2 Rainfall flood

Suppose that rain falls on a terrain with a certain rate. The rain water will
collect in maximal depressions until it exceeds the volume of one of them. After
that point, the water spills into an adjacent maximal depression, affecting
the rate with which water fills this adjacent depression. Assuming that rain
falls across the terrain with a unit rate, one can consider the problem of
computing the flooding time: For a given raster terrain T , for each cell u
in T the flooding time of u is the time u is covered by water (i.e. the time
when water in the maximal depression containing u rises above u). Liu and
Snoeyink [77] introduced an internal memory algorithm for this problem, and
later Arge et al. [71] presented an I/O-efficient algorithm for this problem. In
this algorithm, the merge tree of T is used in order to process the topology of
maximal depressions while computing the flooding time. The entire algorithm
can be performed using O(Sort(X) log X

M + Sort(N)) I/Os, where X is the
number of sinks in the terrain.

Often in practice, the rainfall rates are not the same everywhere, that is,
in a period of time some regions have more intense precipitation than other
regions. Moreover, when it rains with excessive rate in a short period of time,
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the rain water can flood the terrain very quickly. When given a terrain raster
T and a flash flood event grid in which each cell contains a rain amount,
Arge et al. [70] presented an I/O-efficient algorithm that produces a flood mask,
which is a raster that contains the same cells as T where each cell is marked if
it is flooded after the event. Similar to the algorithm of Arge et al. [71], this
algorithm uses the merge tree of T . After O(Sort(N)) I/Os of preprocessing,
the algorithm uses O(Sort(N)+Scan(H ·X)) I/Os, where H is the height of the
merge tree. When X < M , that is, the number of sinks fits in main memory,
the algorithm uses optimal Θ(Scan(N)) I/Os. Note that often the assumption
X < M holds with terrain data after removing (i.e. filling) small depressions
less than 1m3; this is common practice for terrain analysis algorithms, since
such small depressions are most likely noise from when the data was acquired.

Given a region R and a cell q in a raster terrain T , Rav et al. [87, 88]
presented two internal memory data structures for answering the flooding
query: determine how much rain has to fall in R in order to get q flooded.
For a given terrain raster T , the first data structure can be constructed using
O(N logN) time, and can answer a flooding query in O(|R|+X logN) time.
The second data structure handles the case where the input terrain is drawn
from a distribution, extending the first data structure. Using the so-called
Monte-Carlo approach, the second data structure estimates the probability
that the query cell is flooded for a given flooding query. To guarantee the
correct estimation within error ε with probability at least 1− δ, they bound
the number of random terrain samples to be O( logN

ε2 log N
δ ).

3.4.3 Sea-level rise flood

Flooding caused by rise of the sea-level can be seen as water overflowing from
a coastline onto a terrain (i.e. the boundary of the terrain). Conceptually, sea
water first flows from the ocean onto the coastlines in the terrain, and then
the water continues to flow over the terrain, flooding the regions that are lower
than the elevation of sea water. This can be more formally defined as follows:
For a given raster terrain T , let a cell u be a coastal cell if it is on the boundary
of the terrain. Suppose that for a given raster terrain T , each coastal cell u in
T is assigned a sea-level elevation value. A cell u is flooded if and only if there
exists a path p from u to a coastal cell v such that the heights of all cells in p
are lower than the sea-level assigned to v.

If one assumes that the rise of the sea-level is uniform, that is, the sea-level
elevation is the same for all coastal cells, then the flooded cells are the regions
in T that are connected to the coastal cells and that have heights below the
sea-level elevation. This problem can be extended into a more general problem
that for each cell u in T asks for the sea-level elevation required to flood u.
For this problem the flooding method [60, 62] described in Section 3.3 can be
used. Once T is raised by the flooding method, then each cell u in T is flooded
if the sea-level elevation is higher than the height of u in the raised terrain.



3.4. COMPUTING FLOOD RISK 25

As described in Section 1.1, computing flood risk can help when planning
how to prevent negative damages from catastrophic events. In particular, when
sea level elevations are accurately forecasted, one can predict regions that will
be flooded by computing flood risk based on this forecasted data. In practice,
sea level values are affected by various different factors and therefore sea level
elevations in such a forecast are not the same everywhere. The flooding method
described above cannot be used to compute the flood risk when sea level rises
non-uniformly. This is because the flooding method considers only one path
that connects each cell u in T to a coastal cell, however this coast cell is not
necessarily assigned to a sea-level elevation that floods u. Arge et al. [22]
introduced the first I/O-efficient algorithm for computing flood risk when a
raster terrain and a forecast raster of sea-level elevations are given. More
precisely, this algorithm computes the flood height for each flooded cell u, which
is the height difference between u and the highest sea-level elevation that floods
u. This algorithm is based on the insight that for a maximal depression β, for
all flooded cells in β the flood height is computed by subtracting the height of
the flooded cell from the same sea-level elevation value, and this elevation value
can be computed using the merge tree of T . They show that after O(Sort(N))
I/Os of preprocessing T , the flood heights for all cells in T can be computed
using O(NB log M

B

X
B ) I/Os. Moreover, under the practically realistic assumption

that X < M the algorithm can be performed using O(Scan(N)) I/Os, which
is optimal.

When flood risk is computed based on a sea-level forecast, it is crucial
to provide the result of the computation as quickly as possible so that one
has enough time to take action to prevent damages from the possible floods.
Moreover, in practice, often the flood risk is examined rather for a small
region than for the entire terrain. So a practical way of providing a flood
risk computation is constructing a data structure that can process a sea-level
forecast quickly, and that can efficiently answer for a small query region R
the flood risk calculated based on the processed forecast. However, most
existing algorithms for flood risk computations produce its result by processing
the entire terrain raster T for each new forecast. Recently, Arge et al. [24]
introduced an I/O-efficient data structure to handle this issue. For a given
raster terrain T with a set of coastal cells, this data structure can perform
the following: When a sea-level forecast S is given as a function that maps
each coastal cell to a sea-level elevation, the data structure processes this
forecast internally using O(Scan(|S|)) I/Os, where |S| is the size of the sea-
level forecast. For a

√
B×
√
B-square region R of cells in T , the data structure

can compute the flood heights in R based on the current sea-level forecast, i.e.
the latest processed sea-level forecast, using O(logB N) I/Os. Moreover, the
data structure can handle updates to the heights of cells in R using O(log2

B N)
I/Os. The data structure uses the merge tree of T for processing a sea-level
forecast, while using the contour tree of a triangulated T for dynamically
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maintaining T . To be efficient, data structure requires a few assumptions,
namely, that the number of local minima and maxima in the terrain and the size
of the forecast fit in main memory, and the so-called confluence parameter [56]
is a constant.

3.5 Summary of our contributions
Our contributions in this section are very practical application-focused results
on the problem of computing flood risk, when the flood is cause by sea-level
rise, consisting of two main results.

First, for given a raster terrain and sea-level forecast raster, we design an
I/O-efficient algorithm [22] that computes the height of flood water in each cell
in O(NB log M

B

X
B ) I/Os. Note that this is the first I/O-efficient algorithm that

handles the case when the sea-level elevations are not the same everywhere.
We also implemented our algorithm and it works very well in practice, so
that work is underway to incorporate our results in the forecast services of
the Danish Meteorological Institute. The results are described with details
in Chapter 5.

Second, given a terrain raster T containing N cells and a sea-level forecast
of size C, we introduce an I/O-efficient data structure [24] that can compute
flood risk in a square region of B cells, and handle updates of the heights
of cells in a square region of B cells. Our data structure uses the merge
tree for computing flood risk similar to existing algorithms [22, 70, 71]. For
these existing algorithms it is unclear how to handle updating the heights
of terrain cells, and existing data structures [101] for maintaining dynamic
massive terrain are defined for a TIN terrains. We show how to triangulate
the raster terrain such that computing the flood risk in a raster terrain is the
same as computing the flood risk in the triangulated terrain, and we maintain
our terrain dynamically by using the dynamic contour tree [101]. Moreover,
we show that the merge tree of the T can be constructed directly from the
contour tree of the triangulated terrain, that is, without accessing T . The
details of the results are described in Chapter 6.



Chapter 4

Shortest Paths in Massive
Simple Polygons

In practice, implementing applications for flood risk assessment based on a sea-
level rise forecast requires a considerable amount of effort to handle problems
that arise when dealing with real-world data. When a terrain model and a
sea-level forecast data are given, the two datasets are often represented as
rasters with different resolutions. For instance, the terrain model of Denmark
contains approximately 267 billion cells, each is a square of 0.4 m×0.4 m, while
the sea-level forecast raster of Danish territorial water, Baltic Sea and Kattegat,
released by Danish Meteorological Institute contains only 81,773 cells, each is
a rectangle of 832 m×968 m. This happens since the two datasets are collected
using different methods. Due to the inconsistent resolutions between two
datasets, some parts of the terrain that represent coastlines may not have
sea-level elevation values next to them. Refer to Figure 4.1. However, since a

Figure 4.1: An example of the inconsistent resolution in the raster terrain
model of Denmark and the sea-level forecast raster of Danish territorial water,
borrowed from [22]. Cells with values in the terrain raster and the sea-level
forecast raster are colored black and grayscale, respectively, and regions that
have no value in both rasters are colored white.
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coastline is adjacent to ocean in real world, it is natural to have a sea-level
elevation value for a coastline. To handle this problem, we can approximate the
sea-level elevation for the terrain cells on the coastline by taking the sea-level
values from the closest forecast cells. The distance between a terrain cell on
the coastline and a forecast cell should be measured in the region bounded by
the boundary of terrain and the boundary of sea-level forecast, because the
sea water cannot flow across the terrain (land surface), nor across the ocean
regions that already have forecasted values. Refer to Figure 4.2 (a).

If we view the region that has no terrain elevation and no forecasted sea-
level value as a polygon, we can abstract this problem as a computational
geometry problem: compute the shortest distance between two points s, t
inside a simple polygon P . Refer to Figure 4.2 (b). This problem has been
studied extensively. However, most of the results on the problem consider
only the case where the vertices in P fit in internal memory. Hence, we were
interested in considering how to solve this problem in the I/O-model when the
size of P exceeds the capacity of internal memory.

In the following section, we begin with describing some preliminaries.
In Section 4.2 we introduce common techniques that are used for computing
shortest paths in a simple polygon, and in Section 4.3 we describe the important
results related to the problem in both internal and external memory.

t

s

(a)
t

s P

(b)

Figure 4.2: In Figure (a) the black region represents the terrain cells, and the
gray-scale region represents the sea-level forecast cells. In the white area there
is no assigned value either in the terrain raster or the sea-level forecast raster.
The shortest path between a location s on the coastline to a sea-level cell t is
represented as a red chain. In Figure (b) the white region is abstracted as a
polygon P .
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4.1 Preliminaries

Let P be a simple planar polygon with N vertices. For two points u, v, we
denote the line segment connecting u and v by uv, and the ray from u to v by
−→uv.

4.1.1 Shortest paths trees and maps

For two points u, v in P we denote the shortest path from u to v that does not
intersect the exterior of P by π(u, v). Note that π(u, v) is an oriented path.
In the shortest path π(u, v), the successor of u is called the parent of u and is
denoted by p(u). The shortest path π(u, v) consists of vertices in V ∪ {u, v}
where V is the vertex set of P [78]. When a source point s ∈ P is given, the
union of shortest paths from every vertex in P to s is a tree rooted at s. We
call this tree the shortest path tree. We define the shortest path map of s as
follows. The shortest path map of s is the decomposition of P where each
region is a triangle 4 such that the shortest path from any point x ∈ 4 passes
the same vertex y in 4. That is, for any point x ∈ 4 \ {y} we have p(x) = y.
Note that by extending edges in each region created by the shortest path tree,
P can be decomposed into the shortest path map [53]. Refer to Figure 4.3 for
an example.

4.1.2 Triangulation, dual trees, and decompositions

A triangulation of a simple polygon P with N vertices consists of N − 3
diagonals that partition the interior of P into N − 2 triangles [50]. The dual
tree D of the triangulated P is a tree where each vertex corresponds to a
triangle face and two vertices are connected by an edge when the corresponding

w

p(w)

s

P

u
p(u)

v
x

Figure 4.3: An example of the shortest path tree (blue line) and shortest path
map (blue and red line), with respect to s. All points x in the triangle of
u, v, p(u) except p(u) have p(x) = p(u).
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triangles share an edge (in the triangulation). The degree of each vertex in
the dual tree D is at most 3.

The polygon cutting theorem [32] guarantees that for a given simple polygon
P with N vertices there exists a diagonal d in P that separates P into two
subpolygons such that the number of vertices in each subpolygon does not
exceed 2N/3. Representing each diagonal d as a node, and connecting d to the
diagonals that are found in the next recursive step, we obtain a binary tree with
height O(logN). We call the binary tree representing such a decomposition of
P the balanced decomposition of P [53].

For a tree T with N vertices, the centroid of T is a node u in T such
that removing u and its incident edges generates subtrees each of size at most
N/2. Note that the centroid of the dual tree D corresponds to the triangle
that is incident to the diagonal that separates P into two subpolygons in a
balanced way, i.e. the triangle is the root of the balanced decomposition of P .
The centroid decomposition of a tree T is a tree obtained by finding centroids
recursively in T . That is, the centroid u of T is the root of the centroid
decomposition, and the root is connected to the centroid decompositions that
are recursively computed in the fragments of T which are produced by removing
u and its incident edges. Thus the centroid decomposition of T has the same
nodes as T .

4.1.3 Funnels and hourglasses

Let s be a source point and d be a diagonal in P . The union of shortest paths
from all points on d to s, i.e.

⋃
x∈dπ(x, s) is called a funnel and denoted by

F (s, d). Let α be the first vertex that is shared by all shortest paths π(x, s)
where x ∈ d [74]. We call α the apex of F (s, d). The funnel F (x, d) forms a
region bounded by d and two inward-convex chains such that each chain is
from an endpoint of d to α, i.e. the convexity is facing toward the interior of
P [74]. Refer to Figure 4.4 (a).

An hourglass is a generalized concept of funnels [54]. The hourglass of
two diagonals d1, d2 in P , denoted by H(d1, d2) is the union of the shortest
paths between any two points in d1 and d2, i.e.

⋃
x∈d1,y∈d2 π(x, y). If there is

at least one vertex that is shared by all shortest paths in H(d1, d2) that is not
on d1 and d2, the hourglass is closed; otherwise, H(d1, d2) is open. Refer to
Figure 4.4 (b). Note that a funnel can be seen as a degenerate case of hourglass
where one of the two diagonals defining the hourglass is a point.

4.1.4 Geodesic Voronoi diagrams

Given a set of K source points in a simple polygon P , the geodesic Voronoi
diagram is the partitioning of P into K Voronoi cells each containing a source
point s, such that for a Voronoi cell containing s the distance from any point
x in the cell to s is less than or equal to the distance from x to any other
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H(d, d2)
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Figure 4.4: An example of funnel and hourglass. (a) a funnel F (s, d) with
apex α. (b) an open hourglass H(d, d1) and a closed hourglass H(d, d2).

source point. Conceptually, the geodesic Voronoi diagram is the subdivision
of P where each region containing a source s is the set of points closer to s
than any other source. Several fundamental properties of geodesic Voronoi
diagrams have been shown [25]: the geodesic Voronoi diagram has O(N +K)
vertices, O(K) of which are the Voronoi vertices, and a bisector between two
source points is a simple curve consisting of O(N) straight and hyperbolic arcs
ending on the boundary of P .

4.2 Common techniques

Existing algorithms for shortest path problems use similar techniques. Refer
e.g. to [25, 52–54, 57, 74, 76, 86]. In this section we survey these techniques.

4.2.1 Triangulation

Any two points in a triangle are visible to each other. Based on this, the
shortest paths in P can be incrementally constructed by processing each triangle
of a triangulated P one by one. For this reason, many algorithms require
triangulating P as part of preprocessing, or assume that the triangulation of
P is given.

Fournier and Montuno [48] introduced an internal memory algorithm for
triangulating P . The algorithm consists of two phases; 1) computing the
trapezoid decomposition of P , which is a subdivision of P where each face has
four edges and two of them are horizontal, and 2) triangulating the polygon P
using the information obtained from the trapezoid decomposition. The first
phase can be performed in O(N logN) time, and the second phase of uses
O(N) time, therefore in total the algorithm uses O(N logN) time. Note that
since the second phase can be performed by a simple scan of P without using
any auxiliary data structure, this phase can be easily extended to an external
memory algorithm using O(Scan(N)) I/Os [19].
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Chazelle [33] introduced a O(N) time algorithm for computing the trape-
zoid decomposition of a simple polygon P , from which it follows that P can be
triangulated in linear time using the result of Fournier and Montuno [48]. The
result consequently improved the performance of many other algorithms in
which performance is dominated by the time spent for triangulation. However,
this trapezoid decomposition algorithm is quite complex. Later, a simpler ran-
domized linear-time triangulation algorithm was presented by Amato et al. [13].

When P does not fit in internal memory, Arge et al. [19] presented an
I/O-efficient algorithm for triangulating P . This algorithm constructs the
trapezoid decomposition by solving a so-called endpoint dominance problem
(EPD), where a set of non-intersecting line segments are given, and the task
is to find for each endpoint x of each segment the segment directly above x.
By solving EPD problem twice to find segments directly above and below
each point, the trapezoid decomposition can be easily computed. The number
of I/Os required for EPD problem is O(Sort(N)), and once the trapezoid
decomposition is computed, the triangulation can be performed by extending
the internal memory triangulation algorithm of Fournier and Montuno [48],
using O(Scan(N)) I/Os. Therefore, the triangulation of P can be constructed
using O(Sort(N)) I/Os.

4.2.2 Balanced decomposition

For any two points u, v ∈ P , the shortest path π(u, v) can intersect any diagonal
in P at most once. Therefore, if a balanced decomposition of P is given, the
shortest path problems can be approached in a divide-and-conquer manner as
follows: Find a diagonal d from the balanced decomposition that divides P
into two subpolygons with roughly the same size, one containing u and the
other containing v. In each subpolygon, compute the funnel from a point u
or v to the diagonal that the two subpolygons share. Then connect the two
funnels appropriately to obtain the shortest path π(u, v).

A diagonal d can be found in linear time [32] and the recursion depth of the
balanced decomposition is O(logN). Therefore the balanced decomposition
can be constructed by recursively finding the diagonal d using O(N logN)
time. Guibas et al. [53] improved this bound by showing how to construct the
balanced decomposition using O(N) time.

As described in Section 4.1, each node in the centroid decomposition of
D partitions P into at most 3 subpolygons in a balanced way. The centroid
decomposition of a tree can be computed in O(Sort(N)) I/Os [100]. Recently,
Arge et al. [92] showed how to compute the balanced decomposition of P in
O(Sort(N)) I/Os by using the centroid decomposition of D.
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4.2.3 Planar point location

When the shortest path map (with respect to a source point s) is given, for
any point x ∈ P the parent p(x) can be answered by solving a point location
problem: For a given planar subdivision Π with N segments and a query point
x, compute the face in Π that contains x.

Edelsbrunner et al. [45] presented a data structure that can be constructed
using O(N) time and space, and can answer a query in O(logN) time.

In the I/O-model, Arge et al. [17] showed that for a given planar subdivision
with N vertices a point location query can be answered in O(logB N) I/Os, after
preprocessing the subdivision using O(N logB N) I/Os. Recently, Hu et al. [59]
introduced an I/O-efficient data structure for point location problems that
improves this construction bound. This data structures uses O(Sort(N)) I/Os
for construction, O(Scan(N)) blocks of space, and can answer a point location
query in O(logB N) I/Os. For batched point location query, i.e. when K query
points are given in advance, Arge et al. [19] showed that the point location of
K points can be computed in O(Sort(N) + K

B log M
B

N
B ) I/Os.

4.3 Shortest paths

In this section we survey the important results on the problem of computing
shortest paths in a simple polygon.

4.3.1 Computing shortest paths between two points

Lee and Preparata [74] introduced an internal memory algorithm that computes
the shortest path between two points u, v ∈ P . Conceptually, this algorithm
finds the triangles containing u and v, finds the path π between the two
triangles in the dual tree D, and finally constructs π(u, v) for each triangle in
π. While processing the triangles in π, the algorithm maintains the funnel F
from u to an edge in the triangle that is currently being visited. Using the
inward convexity of funnels, the funnel F can be easily maintained without
using any complex data structure and therefore the algorithm uses O(N) time.
This algorithm can be easily extended as an I/O-efficient algorithm that uses
O(Scan(N)) I/Os [92].

After preprocessing P , the shortest path between any two points u, v ∈ P
can be constructed more efficiently than the above algorithm. Guibas et al. [54]
presented an efficient data structure for answering queries of shortest paths
π(u, v) for any pair of points u, v ∈ P . This data structure stores hourglasses
of diagonals in the balanced decomposition of P such that any shortest path
can be computed by concatenating the precomputed hourglasses containing
the shortest path. It uses O(N) time and space for constructing the data
structure, and using the data structure, a shortest path query can be answered
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in O(logN) time. Later, a simpler version of the algorithm with the same
asymptotic performance was developed by Hershberger [57].

4.3.2 Shortest paths from a source point

Consider the problem of computing the shortest paths π(u, s) from all vertices
u ∈ P to a given source point s, i.e. constructing the shortest path tree of P
(with respect to s). One can construct N funnels each from s ∈ P to a vertex
in P , using the approach of Lee and Preparata [74]. Guibas et al. [53] used so-
called finger-search trees to represent the funnels and showed that the shortest
path tree can be constructed in O(N) time. They also showed that a simpler
representation for a funnel can be used, such as a doubly-linked list, to obtain
a less efficient construction that requires O(N logN) time. Once the shortest
path tree is constructed, using existing point-location data structures [45, 64],
the shortest path π(u, s) for any point u ∈ P can be answered in O(logN +K)
time, where K is the number of vertices in π(u, s).

The PRAM algorithm of Goodrich et al. [52] can be extended as an I/O-
algorithm by using the PRAM simulation of Chiang et al. [100]. In this
simulation, a single step in a parallel algorithm with O(N) processors can
be simulated in O(Sort(N)) I/Os. Goodrich et al. [52] showed how to build
a data structure using O(logN) time and O(N) processors that can report
the shortest path between two points inside P using O(logN) time. Thus,
in the I/O-model using this algorithm the shortest path can be reported in
O(logN · Sort(N)) I/Os.

Recently, Arge et al. [92] showed how the shortest path tree can be con-
structed I/O-efficiently. They assume that a triangulation of P and a post-order
traversal of the dual tree of the triangulation are given. Using this algorithm,
for given a simple polygon P and a source point s ∈ P the shortest path
tree can be constructed using O(Sort(N)) I/Os, and the shortest path from
any vertex v ∈ P to s can be reported using O(Scan(K)) I/Os, where K
is the number of vertices in the shortest path. After O(Sort(N)) I/Os of
preprocessing, the algorithm can report the shortest path from any point in P
to s using O(logB N + Scan(K)) I/Os. The key insight of their algorithm is to
compute hourglasses containing shortest paths in a divide-and-conquer manner,
where the hourglasses are computed for subpolygons in P (divide), and the
hourglasses in these subpolygons are concatenated with a constant number of
scans (conquer). Note that unlike the internal algorithm of Guibas et al. [53],
this algorithm does not require any complex data structure for maintaining
hourglasses. They also show that the shortest paths from s to k = O(

√
M
B )

points in P can be computed using O(Scan(N)) I/Os.
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4.3.3 Shortest distance from multiple points

In the internal memory model, Arnov [25] presented the first nontrivial algo-
rithm for constructing the geodesic Voronoi diagram. When a simple polygon
P with N vertices and a set of K source points in P are given, the algorithm
uses a divide-and-conquer approach on a balanced decomposition of P that
takes O((N +K) log(N +K)) time in each recursion level, so that in total the
algorithm uses O((N +K) log(N +K) logN) time. Papadopoulou and Lee [86]
presented an algorithm with an improved bound that uses a divide-and-conquer
approach combined with plane-sweep paradigms. Using this algorithm, the
geodesic Voronoi diagram can be constructed in O((N +K) log(N +K)) time.
Recently, this bound was improved by several results [76, 83] and the current
state-of-art algorithm is by Liu [76], which is a modified version of the algorithm
of Papadopoulou and Lee [86]. The algorithm uses O(N +K(logK + log2N))
time which is nearly optimal. Note that the best known lower bound for
constructing the geodesic Voronoi diagram is Ω(N +K logK) time.

There is no known I/O-efficient algorithm for computing the geodesic
Voronoi diagram. Note that the problem of computing the (general) Voronoi
diagram, i.e. when there is no polygon P constraining the shortest paths
from the source points, can be solved in O(Sort(N)) I/Os by using existing
algorithms [36, 51, 65].

4.4 Summary of our contributions

In [92] we introduce the first non-trivial I/O-efficient data structure for com-
puting shortest paths in a simple polygon P that does not fit in main memory.
Given a source point s ∈ P , our algorithm computes the shortest paths π(u, s)
for all vertices u ∈ P using O(Sort(N)) I/Os, and for any vertex v ∈ P , our
algorithm can report the length of the shortest path π(v, s) using O(1) I/Os
and the shortest path itself using O(Scan(K)) I/Os. Moreover, after prepro-
cessing the shortest path tree using O(Sort(N)) I/Os our algorithm can report
the shortest path π(x, s) for any point x ∈ P using O(logB N + Scan(K))
I/Os, where K is the size of the shortest path. The algorithm assumes that
the triangulation of P and that the post-order traversal of the dual tree of
the triangulation are given as input. Our approach is similar to the internal
algorithm of Guibas et al. [53], however unlike the internal algorithm we avoid
using complex data structures to maintain hourglasses. More precisely, we
prove that for two polygons P1, P2 that share a boundary edge e, an hourglass
in P1 towards e can be concatenated to all hourglasses in P2 towards e by
scanning the vertices in P1 and P2 in clockwise order. We also extend the
linear-time internal algorithm of Lee and Preparata [74] to be I/O-efficient, so
that it computes the shortest path between two points in P using O(Scan(N))
I/Os, and we present an O(Scan(N))-I/O algorithm that computes shortest
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paths in batch from a given source vertex s to k = O(
√

M
B ) given points in P .

The details of the results are described in Chapter 7.
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Chapter 5

Computing Floods Caused by
Non-Uniform Sea-Level Rise

Abstract

Predicting floods caused by the rise of the sea level is a critical task for
preventing large scale catastrophes. Such predictions can potentially be
made using a forecast of the sea level and a detailed model of the terrain.
However, since available terrain datasets can easily exceed the size of
the main memory of a standard computer, I/O (rather than internal
computation time) can often become the bottleneck when computing
such predictions. Thus to perform predictions efficiently we need an I/O-
efficient approach, which minimizes the transfer of data blocks between
main memory and disk.
Given a terrain raster T and a sea-level forecast raster S ofN cells each, we
examine the problem of computing the water level of the induced flood for
each cell in T . We introduce an I/O-efficient algorithm for this problem
that uses O((N/B) logM/B(X/B)) I/Os after O((N/B) logM/B(N/B))
I/Os of preprocessing, where X is the number of local minima in T , and
M and B are the size of main memory and data block, respectively. When
X < M (which holds in practice) our algorithm requires optimal O(N/B)
I/Os after preprocessing.
We have implemented our algorithm and put considerable effort into
engineering it. We present experiments that illustrate the efficiency and
practicality of the algorithm, which is so efficient that work is underway to
incorporate our results in the forecast services of the Danish Meteorological
Institute.

5.1 Introduction
Many times in the past, the rise of the sea level has led to large floods with
disastrous consequences. Modeling such floods before they happen can help to
take measures that would reduce their negative impact. This is a complex task
because the height of the sea level is not uniform across different geographic
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locations. More than that, the local sea-level height may change rapidly
through time.

Recent advances in meteorology have made it possible to produce regular
and accurate predictions of the sea level across large regions. For example,
nowadays the Danish Meteorological Institute provides a forecast of the sea
level within Danish territorial waters. The institute releases a new set of
forecasts every six hours, containing the hourly forecasts of the expected sea-
levels for the next five days. These forecasts are very accurate; in 2015, the
predictions of the sea level were on average 6.61 cm higher than the actual
level. By combining such forecasts with the very detailed and accurate terrain
data that has been acquired in recent years, including for Denmark, there is a
potential for producing very accurate flood predictions. However, doing so is
challenging, not just because a set of forecasts must be accurately processed
before the next set of forecasts is released, but also because the data involved
typically exceeds the size of the main memory of a standard computer. When
a dataset is too large to be stored in main memory, it is instead stored on disk.
To process the entire dataset, the data is transferred in blocks between disk
and main memory, and a single block transfer can be a million times slower
than a typical CPU operation. Thus, if data is not handled appropriately such
time-consuming block transfers can result in a huge performance bottleneck.

In this paper we consider the problem of computing the areas in risk of
flooding based on detailed terrain data and accurate sea-level forecast data,
and develop so-called I/O-efficient algorithms for this problem that try to
minimize the number of block transfers. While previous such algorithms only
considered uniform sea-level rise, our new algorithms can handle the much
more realistic case of non-uniform sea-level rise forecasts. We have engineered
and implemented the algorithms utilizing properties of typical terrain and
forecast data to obtain software that are very efficient in practice.

5.1.1 The non-uniform sea-level flooding problem.

In order to formally describe the problem that we consider, we need a few
definitions. A terrain is often represented using a raster, that is, as a two-
dimensional array with N cells, with each cell v storing an elevation value
h(v). Thus, a raster divides the domain of a geographic region into square
cells of equal size, and each cell is associated with an elevation value. In the
theoretical part of this paper, we consider that the input consists of two rasters
covering the same geographic region: A terrain raster T storing the elevation
of the earth surface, and a forecast raster S storing the elevation of the sea
level. We denote the elevation functions of T and S by hT and hS , respectively.
We say that a raster cell is undefined if there is no elevation value assigned
to it. A cell in T is undefined when the corresponding location falls within
a region covered by sea, and a cell in S is undefined when it is covered by
terrain. We call a cell in T that has a defined value a terrain cell, and a cell
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with a defined value in S a water cell. For simplicity, we assume that all cell
heights are distinct, and that T and S have the same resolution. Later on in
this paper, we show how to remove these assumptions.

For two cells u and v in the same raster, we say that u and v are adjacent, or
that v is a neighbor of u, if u and v share at least one point on their boundary.
For a cell u in T and a cell v in S, we say that u and v are adjacent if v is
adjacent to the cell u′ in S that covers the same region as u in T . A terrain
cell is called a boundary cell when it is adjacent to a water cell in S. We say
that a boundary cell u in T is directly flooded by a water cell w in S if w is
adjacent to u and hT (u) < hS(w). For a cell u in T , we say that u is flooded by
a water cell w, and that w is a potential source of u, when there exists a path
p = v  u of adjacent cells in T such that each cell t in p has hT (t) < hS(w)
and v is directly flooded by w. We call p a flood path of u. For a flooded cell u,
we define its flood height as f(u) = maxw∈Su hS(w)− hT (u) where Su is the
set of potential sources of u. If u is flooded by w and hS(w)− hT (u) = f(u),
that is, w is the highest potential source, then we call w the flood source of u.

Given input rasters T and S, the non-uniform sea-level flooding problem
consists of computing an output raster F covering the same geographic region
as T and S, and containing the flood height of each cell.

5.1.2 Previous results.

We use the I/O-model by Aggarwal and Vitter [10] to design and analyze our
algorithms. In this model, the computer has two levels of storage, namely
main memory and disk. The main memory can store at most M items of data,
whereas the disk has unlimited size. Given a dataset of N > M elements, the
entire dataset is initially stored on disk but computations can be performed
only on items that are stored in main memory. To process the entire dataset,
there is the need to transfer data between main memory and disk. Data is
transferred in blocks of B items. The transfer of a single block of data is
called an I/O-operation, or simply an I/O. The performance of an algorithm
is measured by the number of I/Os it performs. Algorithms that are designed
based on this model are called I/O-efficient algorithms.

Previously, a large number of results on I/O-efficient algorithms have been
obtained. The number of I/Os required to read N items is Θ(Scan(N)) =
Θ(N/B), while the number of I/Os required to sort N items is Θ(Sort(N)) =
Θ((N/B) logM/B(N/B)) I/Os [10]. Note that for all realistic values of N , M ,
and B, we have that Scan(N) < Sort(N)� N . Below we shortly review the
I/O-efficient algorithms that have been obtained for modeling water flow and
floods on terrains, and are relevant to this paper. See [73, 99] for further
results.

To model how water flows on a terrain T , each cell u is normally assigned
a flow direction indicating to which one of its 8 neighbors water will flow,
namely the lowest neighbor of u that has a lower elevation than u. The flow
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accumulation of a cell u is the number of cells from which we can reach u by
following the flow directions on T . The flow accumulation of each cell in T
can be computed in O(Sort(N)) I/Os [69].

A cell which has no lower neighbors is called a sink, and sinks are not
assigned flow directions. Each sink u defines a unique watershed µ, which is
the set of cells from which we can reach u by following the flow directions on
T . Note that each cell belongs to exactly one watershed. For a watershed µ,
we denote its sink by dµ. The watershed decomposition raster W of T , where
each cell is labeled with the sink of its watershed in T , can be compute in
O(Sort(N)) I/Os [18].

We say that a terrain cell u is a saddle cell if, as we traverse its neighbors
in clockwise order, the cells of lower elevation than u form two or more non-
connected sequences. For simplicity, we assume that all saddle cells have
exactly two sequences of lower neighbors. Later in this paper we discuss how
to remove this assumption. A terrain cell u defines a depression, that is the
maximal connected component of all terrain cells that have the same or smaller
elevations than u and that are connected to u. A depression β1 is maximal
if every depression β2 ⊃ β1 contains strictly more sinks than β1. A maximal
depression β that contains exactly one sink is called an elementary depression.

When modeling flow over a terrain T , it is often assumed that once water
flows into a depression it never flows out again, that is, water stays in watersheds
and depressions do not fill up and spill into other depressions in T . Therefore,
most flow modeling approaches first remove depressions by completely filling
the terrain [60, 61]. Intuitively, completely filling a terrain corresponds to
raising the terrain by conceptually pouring water on it until all depressions are
filled and a steady state (where there is a non-increasing path from each cell
to the boundary of the terrain) is reached. More formally, each cell u in T is
raised to the height corresponding to the lowest height path p between u and a
boundary cell v. This path is defined as the set of cells in T that connect u
and a boundary cell v such that the maximum elevation encountered in the
path is minimized. Raising a terrain T in such a way can be performed in
O(Sort(N)) I/Os [67].

In our problem, if all defined cells in the forecast raster S have the same
value hr, that is, if the sea-level rises uniformly with the same amount, then a
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Figure 5.1: On the left, a terrain viewed from above. On the right, the same
terrain viewed from the side along with the merge tree. Crosses and squares
represent saddles and sinks, respectively.
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cell u in T is flooded with flood height hr − hT ′(u) if and only if hT ′(u) < hr
where T ′ is the terrain obtained by filling the depressions in T as described
above [2]. Thus, in this case F can easily be computed in O(Sort(N)) I/Os.
However, this approach does not work for our more general problem where
the sea-level rise is non-uniform, because the raising process only corresponds
to considering the lowest height path p from a cell u to a boundary cell v in
T ; this path might not be a flood path for u (e.g. if v is directly flooded by
w in S but hS(w) < hT (u)) but another flood path could still exist. Thus,
the variant of the problem that we consider is much harder than the uniform
sea-rise previously considered, since in our variant one needs to consider all
paths to the boundary and not only the lowest height path.

Motivated by previous methods that require filling depressions on terrains,
our algorithm will rely on the so-called merge tree that captures the essential
topology (the nesting of depressions) of a terrain [2, 14]. The merge treeM
represents the nested topology of maximal depressions in T . The tree contains
exactly one node for each maximal depression in T ; we denote the maximal
depression corresponding to a node x inM by βx. Each elementary depression
is represented by a leaf node, and a node x is the parent of a node y when
βy ⊂ βx and there exists no maximal depression βz such that βy ⊂ βz ⊂ βx.
Each node x corresponds to a cell sx in T , defined as follows: If x is a leaf node,
then sx is the sink of βx. For a node x that is the parent of nodes y and z, cell
sx is the saddle cell where βy and βz are merged. Refer to Figure 5.1. Since
we have assumed that a saddle cell has exactly two non-connected sequences
of lower neighbors, an internal node x has exactly two children. ThusM is a
binary tree. Each maximal connected region of defined cells in T is represented
by a distinct merge tree. For simplicity, we assume that the terrain cells in T
form a single connected continent, and thus that T is represented by a single
merge treeM. Agarwal et al. [85] described how to compute the merge tree
M in O(Sort(N)) I/Os. In our algorithm, we will assume that each node x
inM is labeled with its rank (using post-order numbering) in the depth first
search (DFS) traversal ofM. We call this value the DFS rank of x. The DFS
ranks of the tree nodes can be computed in O(Sort(N)) I/Os [100].

5.1.3 Our results.

In this paper we develop the first I/O-efficient algorithm for the non-uniform
sea-level flooding problem, which as discussed above is much more practically
relevant and significantly harder than the previously considered uniform sea-
level flooding problem. We have engineered and implemented the algorithm
utilizing properties of typical terrain and forecast data, and demonstrate the
practical performance of our new algorithm on real-world data.

As we describe in Section 5.2, our algorithm consists of two parts. The first
part is preprocessing, which involves handling only T and uses O(Sort(N))
I/Os. After that, the non-uniform sea-level flooding problem can be solved
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for a given forecast raster S using O((N/B) logM/B(X/B)) I/Os, where X
denotes the number of sinks of T (that is, the number of leaves in the merge
treeM of T ). While X = Θ(N) in the worst case, such that our algorithm
also uses O(Sort(N)) I/Os after preprocessing, X is much smaller than N in
practice. For example, the publicly available detailed raster of Denmark [38]
(where each cell represents a 0.4 by 0.4 meter region) contains approximately
one trillion cells, whereas the number of sinks (after removing all depressions
with volume less than 1 m3, which is customary in flood computations) is
approximately 24 million. Furthermore, under certain realistic assumptions,
we describe how we can improve our algorithm further. Under the (often
made) assumption that a constant number of rows of T fit in memory, our
algorithm can be improved to use only O(Scan(N) + Sort(X)) I/Os. Under
the practically realistic assumption that X < M we can adjust our algorithm
to use optimal O(Scan(N)) I/Os after preprocessing.

Our algorithm builds on the insight that after computing the flood heights
of all sinks of T , it is easy to compute the flood heights of all cells in each
watershed of T independently. To compute the flood heights for all sinks,
we perform two sweeps of the merge tree M of T . Thus, the preprocessing
basically consists of computing the watershed decomposition raster W and
merge treeM of T . When handling a given forecast S we then perform three
stages: In stage 1 we solve the non-uniform sea-level flooding problem for each
sink independently, considering only flooding from boundary cells (if existing)
of the watershed corresponding to this sink; in stage 2 we then compute the
flood heights for all sinks using the merge tree; in stage 3 we finally find the
flood height of all cells in each watershed independently. Note that only the
first and last step works on the large rasters T (and S) and the watershed
raster W , whereas the second step can be performed completely in memory
when X < M . Overall, our algorithm is inspired by a recent algorithm by
Arge et al. [70] for computing flood risk from non-uniform rain events. This
algorithm also uses two sweeps of the merge tree.

In Section 5.3, we describe the practical implementation of our I/O-efficient
algorithm and present experiments with real-world data, including a comparison
with the previous uniform sea-level flooding algorithm [2]. The development of
our algorithm was heavily motivated by the availability of detailed terrain data
and accurate sea-level rise forecasts for Denmark, as well as by discussions
with the Danish Meteorological Institute on how to practically handling the
problem of producing realistic flood risk maps from their very accurate forecasts.
Thus, the definition of the non-uniform sea-level flooding problem was heavily
influenced by these discussions. While our algorithm uses ideas from the
previous non-uniform rain flood risk algorithm [70], we put considerable effort
into engineering the algorithm in order to obtain an algorithm that is able to
process the Danish terrain and forecast data in less than 6 hours. An algorithm
that uses more than 6 hours would be useless in practice, since a new forecast
appears every 6 hours. Obtaining such an algorithm is not trivial, since as
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we describe in Section 5.3 a simple scan of two rasters of the size of Denmark
terrain model (approximately 3.7 TB) and output of a result of the same size
(without actually performing any computation) takes 4 hours and 7 minutes
on our relatively powerful computational platform. Thus, in Section 5.3 we
not only describe the practical implementation of our algorithm under the
assumption fulfilled by the Danish datasets that X < M , but we also present
our further engineering efforts to handle a single Danish forecast in 4 hours
and 13 minutes, which is very close to the practically optimal 4 hours and 7
minutes. Some of our engineering efforts exploited properties of the data to
improve the running time by moving a large part of the computation to the
preprocessing step (only performed once), while at the same time handling
the fact that real terrain and forecast rasters T and S do not have the same
resolution (which creates a number of practical challenges, e.g. in relation to
inconsistent boundaries). In fact, we arrive at an algorithm where we avoid
working on the large terrain raster T in the first stage of the algorithm, such
that in practice I/Os only have to be performed in stage 3.

Finally, it should be noted that our algorithm and its practical implemen-
tation can relatively easily be extended to handle a number of concurrent
forecasts, like the 120 forecasts released from the Danish Meteorological Insti-
tute every 6 hours, without much overhead. In fact, our successful development
and engineering of the non-uniform sea-level flooding algorithm has resulted
in work being underway to incorporate our results in the forecast services of
the Danish Meteorological Institute, such that not only sea-level rise forecasts
but also flood risk forecasts are released every 6 hours for Denmark.

5.2 The algorithm

In this section we describe our I/O-efficient algorithm for the non-uniform
sea-level flooding problem. As mentioned, one key insight behind our algorithm
is that after finding the flood source for each sink c in T , the flood heights of all
cells in the watershed of sink c can easily be computed independently. Recall
that the flood source of a cell u is the water cell w of the largest elevation such
that there exists a path on the terrain connecting u and w, where all cells on
the path have a lower elevation than w. The key insight is then expressed in
the following lemma.

Lemma 1. Let u be a flooded cell in T and let µ be the watershed that u
belongs to. The flood source of u is the same as the flood source of the sink dµ
of µ.

Proof. Let w be the flood source of u, and w′ be the flood source of dµ. Let
p : u  dµ be the non-ascending path that we get if we start from u and
follow the flow directions on the terrain. Note that all cells on p have lower
elevation than w, since u is flooded by w. If hS(w) < hS(w′), then u is flooded
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by w′, since we can construct a flood path between u and w′ by concatenating
the flood path between w′ and dµ with the reverse of p. If hS(w) > hS(w′),
then dµ is flooded by w, since we can construct a flood path from dµ to w by
concatenating the flood path between w and u with p.

As discussed in the introduction, Lemma 1 allows us, after a preprocessing
step that constructs the watershed decomposition raster W and merge tree
M of T independent of a forecast S, to design a three stage algorithm for
computing the flood height of each cell in T given a forecast S: In stage 1
we find the flood source for each sink dµ independently (that is, a potential
source), considering only flooding from boundary cells (if existing) of µ. In
stage 2 we then compute the flood sources for all sinks using two controlled
sweeps of the merge treeM. Finally, in stage 3 we find the flood source and
flood heights of all cells in each watershed independently, that is, we construct
the output raster F .

Below we show how stage 1 and 3 can be performed inO((N/B) logM/B(X/B))
I/Os in the general case, in O(Scan(N) + Sort(X)) I/Os under the assumption
that a constant number of rows of T fit in memory, and in O(Scan(N)) I/Os
under the assumption that X < M . This is also the overall complexity of our
algorithm, since we also show how stage 2 can be performed in O(Scan(X))
I/Os. That is, if X < M , stage 2 does not require any I/Os at all.

5.2.1 Preprocessing.

In the preprocessing step, we construct the watershed decomposition W and
merge treeM of T . We can construct both of these structures in O(Sort(N))
I/Os using existing I/O-efficient algorithms [18, 85]. We also label M and
W so that each watershed in W can be identified with the leaf node of the
corresponding sink inM. In particular, each watershed in W is labeled by the
DFS rank of the corresponding leaf node inM. This labeling can be performed
in O(Sort(N)) I/Os using an algorithm of Chiang et al. [100].

5.2.2 Stage 1.

In stage 1 we find the flood source for each sink dµ independently (that is, a
potential source), considering only flooding from boundary cells (if existing)
of µ. More precisely, given T , W , and S, we want to find the highest water
cell w such that w is adjacent to a boundary cell of µ and dµ is flooded by w.
The output of this stage is the flood sources sorted by the DFS rank of the
respective sinks (the leaf nodes corresponding to the sinks) inM.

Our algorithm will be based on the following lemma, which can be proved
similarly to Lemma 1.

Lemma 2. Let u be a terrain cell and let µ be the watershed that u belongs
to. If u is flooded by a water cell w, then the sink dµ is flooded by w.
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Based on Lemma 2, to compute a potential source for every sink whose
watershed µ is adjacent to water, we simply need to consider the boundary
cells of µ and their adjacent water cells. To do so, we scan T , S, and W
simultaneously and process the cells as follows: For each terrain cell u that we
process, we check if u is a boundary cell (i.e. it is adjacent to at least one water
cell). If it is, then we create a record for each adjacent water cell that floods
u. Each record created for u is labeled with the DFS rank of the watershed
that u belongs to. After the scan we sort all created records according to their
DFS ranks, and extract the potential source for each rank, which is the highest
water cell that floods a terrain cell associated with that rank. Thus the stage
is computed in O(Sort(N)) I/Os.

Given that T has X sinks, and X can be much smaller than N , we can
actually perform stage 1 slightly more efficiently: We process a chunk of X
consecutive cells at a time, with each chunk extracted while scanning the
raster. From each chunk that we process, we extract the flood sources that
appear in this chunk, and we use these to update the potential sources that
we have computed from all processed chunks so far. There are O(N/X)
chunks of X cells, each of which requires O(Sort(X)) I/Os, therefore we use
O((N/B) logM/B(X/B)) I/Os in total.

If a constant number of rows of T fit in main memory, we can improve our
algorithm further. We scan T , S, and W maintaining a constant number of
their rows in main memory. For each scanned watershed µ, we find a potential
source and maintain it in main memory. Since each watershed µ is a connected
region in T , it is guaranteed that the flood source of dµ is found by the time
µ is completely scanned (the number of watersheds being considered at the
same time is bounded by the number of cells in the rows in memory at a given
time). After the scan we sort the potential sources based on the DFS rank of
the corresponding sinks. This requires O(Scan(N) + Sort(X)) I/Os.

If X < M , we can improve the algorithm further by simply scanning T ,
S, and W while maintaining all watersheds in main memory and sort them
according to their DFS ranks. This requires O(Scan(N)) I/Os.

5.2.3 Stage 2.

In stage 1, we computed a potential source for each flooded sink whose
watershed is adjacent to water. Given these potential sources and the merge
treeM of T , in stage 2 we compute the actual flood sources of all sinks, again
sorted by the DFS rank inM. Our algorithm works by sweepingM twice in a
controlled manner. In the first sweep, for each node x inM we find a potential
source w for the corresponding cell sx by only considering the potential sources
of the sinks represented by the leaves in the subtree of x. We do this by
sweepingM in DFS order (bottom-up); by the time we visit a node x, all of
its descendants have already been processed. In the second sweep, for each
node x inM we find the flood source of sx based on the flooded sinks among
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all the leaves inM. We do this by sweepingM top to bottom, in reverse DFS
order, while scanning the result of the first sweep. Thus, after completing the
second sweep, we have then found the flood sources for all sinks in DFS order
(since they correspond to the leaves inM).

Upward sweep.

In the first sweep, for each node x inM we find a potential source for cell sx
by examining the respective maximal depression βx. More specifically, for each
node x we find the highest potential source w for sx such that, in stage 1, cell
w was found to flood a sink in the subtree of x. We call this cell the subtree
source of x. To compute the subtree sources we need the following lemma.

Lemma 3. Let x be a node inM and let u be a cell in a maximal depression
βy ⊂ βx. If u is flooded by a water cell w such that hS(w) > hT (sx), then sx
is flooded by w.

Proof. Since u belongs to the maximal depression of sx, there exists a path
p : sx  u in βx such that for each cell t in p we have hT (t) ≤ hT (sx) < hS(w).
Hence, we can get a flood path between w and sx by concatenating p with the
flood path between u and w.

From Lemma 3 it is easy to infer that the subtree source of x, if it exists, is
the maximum elevation subtree source among the children of x. Based on this
observation, we can compute the subtree sources of all nodes inM as follows:
We scanM in DFS order while maintaining an I/O-efficient stack Q storing
the subtree sources of the visited nodes inM. When we visit a leaf node x in
the tree, we set the subtree source of x to be the potential source extracted
for sink sx during stage 1 (if such a source was found). We then push this
subtree source on Q. When we visit an internal node x in the tree, we pop the
elements of Q that store the subtree sources of the children of x, and compute
from these the subtree source of x; this is done by selecting the popped subtree
source w with the largest elevation and checking if hS(w) > hT (sx). Then we
push the computed subtree source on Q. Since the tree is traversed in DFS
order, it is guaranteed that the top elements of the stack store the entries that
correspond to the children of the newly visited node x. During the sweep, we
also construct a list that stores the subtree sources of the tree nodes in the
order they are traversed. This list will be used in the downward sweep.

From the above description, the upward sweep can be performed using
O(Scan(X)) I/Os for traversingM and O(X) stack operations, each of which
requires O(1/B) amortized I/Os, hence O(Scan(X)) I/Os in total.
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Downward sweep.

Unlike the upward sweep, in the downward sweep for each node x we consider
the entire merge treeM to find the actual flood source of sx. We need the
following lemma.

Lemma 4. Let x be a node inM and let sx be the terrain cell represented by
x. If cell sx is flooded, then the flood source of sx is also the flood source for
all cells in a maximal depression βy ⊂ βx.

Proof. Since βy ⊂ βx every cell in βy has a lower elevation than sx. Therefore,
there exists a flood path between the flood source of sx and any cell in
βy.

Let x be a node inM and y be a child node of x inM. Using Lemma 4,
we can easily conclude that if sx is flooded then the flood source of sy is the
same as the flood source of sx; otherwise the flood source of sy is the same as
with the subtree source of sy (if existing). Thus, we can compute the flood
source for the nodes inM as follows: We scanM top to bottom, in reverse
DFS order, while simultaneously scanning in reverse order the list of subtree
sources produced in the upward sweep, and maintaining a stack Q containing
the flood sources of the nodes that were already visited during the sweep.
When we visit a node x, if the parent of x is flooded we pop the flood source
of the parent from Q and set is as the flood source of x. Otherwise, we set the
flood source of x to be its already computed subtree source. We then push the
computed flood source of x on Q, once for each child of x inM. The output
of this stage consists of the flood sources of the sinks in T , sorted by the DFS
rank of the corresponding nodes inM.

During this second sweep, we perform O(X) stack operations each requiring
O(1/B) amortized I/Os, and use O(Scan(X)) I/Os for scanning the merge
tree and the upward sweep result simultaneously. This leads to O(Scan(X))
I/Os in total for the downward sweep.

5.2.4 Stage 3.

In stage 2 we computed the flood sources of all sinks, sorted by their DFS rank
inM. In this stage we compute the flood source and flood heights of all cells
in each watershed independently, that is, we construct the output raster F .

Let c be a cell in a watershed µ. Using Lemma 1, we know that if c is
flooded then its flood source is the same as the flood source of sink dµ. Based
on this, we can construct the output raster F as follows: We simultaneously
scan W , T , and the flood sources found in stage 2, processing a chunk of
X consecutive cells from each raster at a time. Since there are at most X
flood sources found from stage 2, we can compute the correct flood heights
of the cells in the chunk. To do so, we sort the X cells in the chunk by
the DFS rank of the corresponding sinks and scan the sorted cells and the
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flood sources simultaneously to compute the flood heights. Once the flood
heights are computed for the cells in the chunk, we sort them based on the
xy-position of corresponding cells in T and write the resulting chunk to F .
There are O(N/X) chunks and for each chunk we perform O(Sort(X)) I/Os,
which results in O((N/B) logM/B(X/B)) I/Os in total.

If a constant number of rows of T fit in main memory, we can improve the
algorithm as follows: Let dµ be a sink and let ymax(dµ) denote the maximum
y-coordinate (minimum row index) where a cell in watershed µ appears. Note
that the values of ymax can be easily computed by scanning T and W , since
each watershed is a connected region in T . We sort the flooded sinks found
from stage 2 in increasing order of their ymax values. Then we scan T and W
starting from the top row, while using the sorted flooded sinks to compute
the flood heights and write them to F . Sorting the flooded sinks requires
O(Sort(X)) I/Os, and we use O(Scan(N)) I/Os in the remaining process.
Therefore, this requires O(Sort(X) + Scan(N)) I/Os in total.

If X < M , we improve the algorithm by loading all flooded sinks in main
memory. Then we scan W and T , and for each cell in T we find the flood
source of the associated sink in main memory, using O(Scan(N)) I/Os in total.

5.3 Implementation and experiments

As mentioned in the introduction, development of the I/O-efficient algorithm
described in the previous section was heavily motivated by the availability
of detailed terrain data and accurate sea-level rise forecast for Denmark, as
well as by discussions with the Danish Meteorological Institute. Thus we have
engineered and implemented the algorithm using properties of the Danish
terrain and forecast data. In this section we describe our engineering and
implementation efforts, and the results of experimentation on real-world data.

5.3.1 Denmark data.

The terrain model of the entire terrain surface of Denmark published by the
Danish Geodata Agency in 2015 is very detailed and accurate [38]. The raster
terrain has a resolution of just 0.4 m, and consists of almost one trillion cells
arranged in 881,201 rows and 1,128,794 columns. The size of the raster is
approximately 3.7 TB. When using such detailed terrain models for flood risk
analysis, small depressions of less than 1m3 volume are often removed (filled),
since they are most likely the result of noise that appears in data acquisition.
Removing such small depressions from the Denmark model results in a terrain
with approximately X = 24 million sinks. In our experiments we used the
model with small depressions removed, and we refer to this dataset as denmark.
Note that for any reasonable computer we have X < M , such that all sinks
can be stored entirely in main memory.
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The sea-level forecast data for the Baltic and the North sea released by the
Danish Meteorological Institute [40] (based on complicated model runs) has a
much coarser resolution than the denmark dataset. It consists of only 60 rows
and 101 columns, where each cell has a width of 4523.59 m and a height of
5934.36 m. The size of one forecast raster is just 8 KB. In our experiments we
used data from December 6, 2013, where the storm named Bodil hit Denmark.
We refer to this raster as bodil. Note that the largest difference of the sea-level
across the raster is an impressive 2.7 m.

5.3.2 Engineering and implementation.

We implemented our algorithm closely following the description provided in
Section 5.2 under the assumption that X < M , which holds for realistic
terrains and definitely for denmark. Thus the implemented algorithm uses
O(Sort(N)) I/Os for preprosessing and then only O(Scan(N)) I/Os for each
sea-level forecast. Yet as mentioned, we removed several assumptions that were
made to simplify the theoretical description. These assumptions were removed
without affecting the I/O-efficiency of the algorithm. We also engineered
several aspects of the algorithm in order to exploit properties of denmark, most
of which holds for general terrain and forecast data, in order to obtain software
that are very efficient in practice. Some of our modifications not only exploited
properties of the data, but also handle the fact that real terrain and forecast
rasters do not have the same resolution.

Removing assumptions.

In Section 5.1 we made three simplifying assumptions about the input data.
First, we assumed that all elevations in T are distinct such that flow directions
can easily be assigned to all but sink cells. If not all elevations are distinct, T
may contain flat regions and it is unclear how to assign flow directions to these
regions. To handle such situations, we used the routing algorithm described
by Arge et al. [67]. This algorithm requires O(Sort(N)) I/Os and assigns flow
directions to the cells of a flat region so that water flows down to a lower
elevation cell adjacent to that region. Second, we assumed that T consists
of a single connected component of defined cells, and thus is represented by
a single merge tree. If sea regions divide T into more than one connected
components, then we need several merge trees to represent the topology of T .
In that case, we obtain a single tree by creating a virtual root and connecting
it to the root of each smaller tree. We can do this in O(Scan(X)) I/Os by
traversing the forest of smaller trees in DFS order. Finally, to make the merge
tree a binary tree, we assumed that each saddle cell is adjacent to exactly two
lower maximal depressions. We can remove this assumption using a technique
described by Arge et al. [70]; we traverse the tree and split each node with
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k > 2 children into k− 1 nodes with two children each. This can be performed
in O(Scan(X)) I/Os.

Engineering.

In the definition of the non-uniform sea-level problem in Section 5.1, we
assumed that the terrain T and sea-level forecast S have the same resolution
and line up perfectly. This is not the case in practice, such as in the case of
the denmark and bodil datasets that have very different resolutions, where
the main issue in terms of our algorithm is that not all areas corresponding
to undefined cells in T (in particular cells adjacent to boundary cells in T )
are defined in the coarser S. We engineered our algorithm to handle this,
while at the same time exploiting the fact that S is much smaller than M to
significantly improve its practical performance.

To tackle the issue of different resolutions, we add an additional preprocess-
ing step, where we for each boundary cell u in T compute a set Du of defined
cells in a forecast raster, considered capable of flooding u directly. We call
these water cells the candidates of u. In Appendix 5.4, we describe an intuitive
and practical approach for computing candidate cells for each boundary cell in
T . This computation is required only once for the given terrain and forecast
rasters, since each new forecast raster has exactly the same set of undefined
cells.

Now let NS denote the number of cells of the forecast raster S and let E
denote the sum of the number of candidate cells for all watersheds boundary
cells in T . Note that since a water cell can be a candidate for multiple
boundary cells, E can be larger than NS . However, in practice E is small.
For our datasets denmark and bodil, E is approximately 81 MB. Thus, using
that E + NS + X << M , that is, that an entire forecast S, the candidates
of all boundary cells of T , and all sinks of T can be stored in memory, we
can significantly improve the time our algorithm needs to handle an event by
moving part of stage 1 to the preprocessing stage. Recall that in stage 1 we
compute for each sink dµ in T the highest water cell that directly floods any of
µ’s boundary cells. As described above, our algorithm reads the terrain raster
T and watershed decomposition raster W in step 1, which is time consuming
since these rasters are very large. However, we engineered our algorithm to
avoid reading these rasters altogether by adding a preprocessing step, where
we for each sink dµ compute a set of all pairs (u,w) where u is a boundary cell
for the watershed µ and w ∈ Du. The number of such pairs is E and they can
easily be computed in a scan of W while keeping all candidates in memory.
After having computed the pairs once and for all during preprocessing, stage 1
can now easily be computed entirely in main memory using the pairs and the
given forecast S. Since stage 2 does not need any I/Os (since X < M), stage
3 is then the only part of our algorithm where the large (size N) terrain and
watershed decomposition rasters are used. Thus effectively we have moved a
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large part of the computation to the preprocessing step, produced an algorithm
that only scans the input (T , S, and W ) exactly once and writes the output
(F ) to handle a given forecast. As described below, this is very significant
in practice, since reading and writing these large rasters are the practically
expensive parts of the computation.

5.3.3 Experiments.

To illustrate the practical efficiency of our algorithm, we experimented with
the denmark and bodil datasets. For the experiments we used a computer
with 125 GB of main memory and a 3.50 GHz Intel Xeon E5-1650 processor.
During the execution of our algorithm, we used only 64 GB of memory for
the preprocessing stage, and only 4 GB during the rest of the execution. We
used 18 disk drives of 5.5 TB and 5600 RPM each to store temporary files. To
increase throughput, the disks were used in a RAID 6 configuration, which
effectively meant that 16 of the disk were striped together to simulate a single
disk with a large blocksize, while the remaining 2 disk were used to create
redundancy. The operating used system was Ubuntu version 16.04.

To process the denmark and bodil datasets our algorithm used 3 days 19
hours 35 minutes on preprocessing. Hereafter processing of forecast bodil
took only 4 hours and 13 minutes. During the forecast processing, the first
two stages of our algorithm took less than 10 seconds, while the rest of the
time was spent during stage 3, which as discussed above is the only part of the
forecast algorithm that works on large rasters of size 3.7 TB. More precisely, it
scans two rasters T and W of this size and writes the output raster F .

To further investigate the performance of our algorithm, we implemented a
simple program that scans T and W and outputs a dummy raster of size N
without actually performing any computation. This simple program took 4
hours and 7 minutes (which corresponds to processing of approximately 785 MB
per second). In other words, the time spent by our algorithm on other things
than reading and writing the large rasters is negligible. More importantly, while
our algorithm can process a forecast in close to the practically optimal time,
making it interesting in a setting where the Danish Meteorological Institute
releases a new forecast every 6 hours, the algorithm would have been practically
useless in this setting if we had not eliminated the scans of the two large inputs
in step 1.

Since most of the time of our algorithm is spent on reading the input and
writing the output, we also implemented a version of the algorithm working on
compressed data (using the Deflate algorithm [72]). This reduces the size of
denmark to approximately 422 GB and the size of the corresponding watershed
decomposition raster to only approximately 18 GB. Using this implementation,
handling of a forecast took 5 hours and 11 minutes, and the corresponding
running time with no computation was 4 hours and 45 minutes. In other words,
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the time gained by having to read and write less data is more than offset by
the time needed to compress and uncompress data.

Comparison with uniform sea-level algorithm.

One key goal of our algorithm development and engineering was to process a
forecast from the Danish Meteorological Institute in less than 6 hours. Since
we fulfilled this goal, and since it is hard to obtain large detailed terrain
datasets (along with forecast data) for other areas, just like experimenting
with Danish forecast data from other times than the bodil data would yield
the same running time, we did not perform further experiments to investigate
the running time of our algorithm.

To evaluate the quality of the output of the algorithm, we would have liked
to compare the output to data from actual flooding events. However, obtaining
such reliable and large scale data proved hard. In the lack of better options,
we instead compared the output of our algorithm to that produced by the
algorithm of Danner et al. [2], which computes floods based on the assumption
that all water cells have the same elevation. We refer to this algorithm as
UniformFlood. Algorithm UniformFlood computes for every cell c in T the
minimum value t such that c gets flooded when the sea level rises uniformly
by t meters. Therefore, in a single execution UniformFlood computes flood
predictions over many scenarios of sea-level rise, yet in all these scenarios the
sea level has uniform elevation.

We ran an implementation of UniformFlood on denmark using 64 GB of
memory (the same amount as for the preprocessing of our algorithm). We
did so because UniformFlood can be viewed as a preprocessing routine whose
output encodes all flood scenarios of uniform sea-level rise. In this favorable
setting, the implementation of UniformFlood took 1 day, 11 hours and 1
minutes.

To compare the output of our algorithm with the one produced by UniformFlood,
we extracted from the output of UniformFlood the regions that appear as
flooded for certain values of a uniform sea-level rise. More specifically, we
considered the highest and lowest sea-level values that appear in bodil. For
each of these values, we extracted the parts of the terrain that appear flooded
according to UniformFlood. The outputs are presented in Figure 5.2, together
with the output of our algorithm. We see that UniformFlood either overes-
timates or underestimates the size of the flooded regions on the terrain. For
example, Sjælland (the largest island of Denmark) is surrounded by water
cells whose elevations range from 0.2 m to 2.0 m. For these two values, the
flooded regions produced by UniformFlood differed substantially from the
output of our algorithm. For the largest value of uniform sea-level rise, we
see that UniformFlood overestimates which regions could get flooded, since it
produces flooded areas even on coastal parts where the sea level is very low. In
particular, in such flooded areas there is no flood path connecting any terrain
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cell u to a water cell with elevation of 2.0 m. Similarly, for the smallest value,
some coastal regions are not flooded in the output of method UniformFlood,
even though these regions have lower elevations than the adjacent water cells.

Comparison with uniform sea level
0.2 m.

Comparison with uniform sea level
2.0 m.

Figure 5.2: Compaison of output of our algorithm with the output of
UniformFlood. In pink are areas flooded in the output of both algorithms,
in blue areas flooded only in the output of our algorithm, and in green areas
flooded only in the output of UniformFlood.

5.4 Appendix: Computing candidate cells
In practice we (in contrast to the definition of the non-uniform sea-level flooding
problem) encounter situations where the input sea-level forecast raster S has a
coarser resolution than the terrain raster T . As described in Section 5.3, we in
such cases need to compute a set Dc of defined cells in S for each boundary
cell c in T (candidate cells for c) considered capable of flooding c directly.

To describe how the candidate cells are defined and computed, we assume
for simplicity that although T and S have different resolution they line up
perfectly, that is, that there are no partial overlaps between cells in S and T :
For any cell c in T and any cell r in S, the interior of the region represented
by c is either fully contained in r, or it lies entirely outside r. It is easy to
modify our definition and algorithm to remove this assumption. We say that
a cell c in T is adjacent to a cell r in S if the two corresponding geographic
regions share a point or the interior of c lies inside r; if c falls entirely inside r,
then we say that c is enclosed in r.

Now when T and S have the same resolution (as in the definition of the
non-uniform sea-level flooding problem), the candidate cell(s) of a boundary
cell c in T is simply the adjacent cell(s) in S. When they do not have the same
resolution we cannot simply just let the candidate cell(s) of c be the adjacent
cell(s) in S because the adjacent cell(s) might not have defined value(s). This
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is because the different resolutions lead to different coastlines in S and T .
Refer to Figure 5.3. Therefore, we may need to find another set of candidate
cells in S, not adjacent to c, that we consider to be able to directly flood c.
Intuitively, we will define the candidate set of c to be the closest defined cell(s)
in S, where we measure distance as the number of cells in S on a path p from
a cell r in S adjacent to c; in other words, we intuitively want to assign r a
sea-level height value of the closest defined cell(s) in S. However, defining and
computing the candidate/closest cell(s) is complicated by the fact that we only
want to consider paths p in S that do not cross the terrain, that is, cells that
are defined in T . This in particular means that boundary cells in T enclosed
in the same cell r in S could be assigned different candidates, e.g. if there
from one boundary cell c1 only is a non-terrain crossing path to one of the
four sides of S while there from another boundary cell c2 only is a non-terrain
crossing path to another of the four sides of S, in which case c1 and c2 should
likely be assigned different candidates (closest cells) of S.

Figure 5.3: Illustration of the different coastlines in the denmark and bodil
datasets. Defined cells in denmark are black, defined cells in bodil are gray,
and regions that are undefined in both rasters are white.

To formalize the above intuition, we define an undirected graph G that
captures the allowed paths on S (paths that do not cross the terrain T ).
Consider a cell r in S. If r is defined, then all boundary cells in T enclosed in r
should have r as their candidate. If r is undefined and there are boundary cells
in T enclosed in r, then we want to compute the candidates for each connected
region R of undefined cells in T enclosed in r, and assign the candidates to all
boundary cells of T adjacent to a cell in R. To do so, we construct G = (V,E)
as follows: V consists of a vertex corresponding to each connected region of
undefined cells in T that are enclosed by the same cell in S; if the cell in S is
defined, then the corresponding vertices are marked as source vertices. Two
vertices in V are connected with an edge in E, if the corresponding regions
of undefined cells in T are enclosed in two adjacent cells in S and there exist
two cells in T , one in each region, that are adjacent (that is, if the regions are
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connected in T and span two adjacent cells in S). With this definition of G,
the candidates of any boundary cell in T adjacent to a region corresponding
to vertex u in G should be equal to the cells in S corresponding to the source
vertices with the closest distance to u in G. Thus, what remains is to compute
the closest source vertices for every non-source vertex G.

To compute the closest source vertices we use an algorithm similar to the
Bellman-Ford shortest path algorithm. For each vertex v, we maintain a set
that contains the currently extracted candidates for v, and the distance of
these candidates to v. We denote the current set of candidates for v by S(v),
and their distance from v by d(v). Initially, for each source vertex v we set
d(v) = 0 and S(v) = {w} where w is the cell in S the connected region in T
corresponds to v is enclosed in. For each non-source vertex v, we initially set
d(v) to infinity and S(v) = ∅. We consider multiple rounds, and in each round
we scan all the edges in G. When we encounter an edge e = {u,w} in a certain
round such that d(u) < d(w), then we perform the updates S(w) = S(u)∪S(w)
and d(w) = d(u) + 1. Since in each round we process every edge exactly once,
and since after the i’th round d(v) is either i or infinity for each vertex v, such
an update can happen only in two cases, namely when just before the update
d(w) is infinite or d(w) = d(u) + 1. In the first case, we get S(w) = S(u) and
in the second case S(w) increases its set of candidates without changing d(w).
We repeat the rounds where we process all edges until we encounter a round
where no update happens (at most |V | times). After that, for each vertex v
we find the boundary cells in T adjacent to the region corresponds to v and
associate those with the candidates stored in S(v).

The correctness of our algorithm follows almost immediately from the
correctness of the Bellman-Ford algorithm. To analyze the algorithm we assume
that each connected region has a constant number of candidates. To construct
G, we find the graph vertices by computing connected components. This can
be done in O(Scan(N)) I/Os using existing I/O-efficient algorithms [68, 69].
We then perform a scan to construct the graph edges. This process requires
O(Scan(N)) I/Os. To extract the candidates for each node v, we scan all edges
G in rounds and update S(v) and d(v). This takes O(k · Scan(|G|) + Scan(N))
I/Os in total, where |G| is the combinatorial size of G and k is the length of
the longest shortest path between any source and non-source node in G.





Chapter 6

Sea-rise Flood Prediction on
Massive Dynamic Terrains

Abstract

Predicting floods caused by storm surges is a crucial task.
Since the rise of ocean water can create floods that extend
far onto land, the flood damage can be severe. By developing
efficient flood prediction algorithms that use very detailed
terrain models and accurate sea-level forecasts, users can
plan mitigations such as flood walls and gates to minimize
the damage from storm surge flooding.

In this paper we present a data structure for predicting
floods from dynamic sea-level forecast data on dynamic
massive terrains. The forecast data is dynamic in the sense
that new forecasts are released several times per day; the
terrain is dynamic in the sense that the terrain model may
be updated to plan flood mitigations.

Since accurate flood risk computations require using very
detailed terrain models, and such terrain models can easily
exceed the size of the main memory in a regular computer,
our data structure is I/O-efficient, that is, it minimizes the
number of I/Os (i.e. block transfers) between main memory
and disk. For a terrain represented as a raster of N cells, it
can be constructed using O( N

B log M
B

N
B ) I/Os, it can compute

the flood risk in a given small region using O(logB N) I/Os,
and it can handle updating the terrain elevation in a given
small region using O(log2

B N) I/Os, where B is the block
size and M is the capacity of main memory.

6.1 Introduction
Predicting floods caused by storm surges is a crucial task. Since the rise of
ocean water can create floods that extend far onto land, the flood damage
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can be severe. For instance, the storm surge generated by Hurricane Katrina
in 2005 submerged approximately 80 percent of New Orleans, and of the 971
Katrina-related deaths, 40 percent were death by drowning [29]. By developing
efficient flood prediction algorithms, we hope to minimize the damage from
storm surge flooding by allowing users to plan mitigations such as flood walls
and gates, or even evacuation of affected areas.

Due to the advancement of remote sensing technology and meteorology,
nowadays very detailed terrain models and accurate sea-level forecasts can be
obtained, and these datasets can be used for designing accurate flood prediction
algorithms. For example, the publicly available detailed raster terrain model
of Denmark [37] (where each cell represents a 0.4 by 0.4 meter region) contains
267 billion cells. Furthermore, the Danish Meteorological Institute releases
a sea-level forecast of the Danish territorial waters every 6 hours, containing
81 thousand values (each value corresponding to the forecasted sea-level in a
1 km2 region). The sea-level prediction is very accurate; in 2015, the forecasts
had an average error of 6.61 cm compared to the actual level [40].

Designing an efficient flood prediction algorithm is a challenging task. The
algorithm must be fast enough that the computation can finish before the
actual disastrous event happens or a new forecast appears, while to guarantee
the accuracy of the prediction it is required to use very detailed data that is
larger than the main memory in a typical computer. For example, with the
terrain model and sea-level forecast datasets mentioned above, the algorithm
must process the terabyte-sized terrain model and complete well within 6 hours
before a new sea-level forecast is released. Existing flood prediction algorithms
process the entire terrain model to compute the flood risk when a new forecast
is released. Moreover, if a user modifies the terrain model to e.g. examine
the effect of planned mitigations, the entire terrain model must be processed
again. This is critical in practice since even a simple scan of a detailed terrain
model such as the model of Denmark easily takes a few hours. However, users
examine flood risk and plan flood mitigations not for the entire terrain but only
for small regions of the terrain. Therefore, supporting efficient computations
for a small region in the terrain would make flood prediction algorithms more
practically relevant.

In this paper, we consider the problem of predicting floods from dynamic
sea-level forecast data on dynamic massive terrains. The forecast data is
dynamic in the sense that new forecasts can appear; the terrain is dynamic in
the sense that the terrain model may be updated locally, to e.g. incorporate
planned flood mitigations. We present a data structure that allows updating
respectively the forecast and the terrain, and a query algorithm to report
the flood height in a given query window (i.e. a small region of the terrain
examined by the user). The data structure is I/O-efficient, meaning it can
efficiently handle terrain models much larger than main memory.
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6.1.1 The dynamic sea-level flooding problem

We use the I/O-model by Aggarwal and Vitter [10] to design and analyze our
algorithms. In this model, the computer is equipped with a two-level memory
hierarchy consisting of an internal memory and a (disk-based) external memory.
The internal memory is capable of holding M data items, while the external
memory is of conceptually unlimited size. All computation has to happen on
data in internal memory. Data is transferred between internal and external
memory in blocks of B consecutive data items. Such a transfer is referred to
as an I/O-operation or I/O. The cost of an algorithm is the number of I/Os it
performs.

A terrain is typically represented using a digital elevation model (DEM)
as a two-dimensional array with N cells (a raster). Note that by storing a
raster of N cells in O(NB ) tiles of size

√
B ×

√
B, for any s ≥ B a

√
s-by-

√
s

square of the raster can be read or written in O( sB ) I/Os. Each cell in a raster
terrain T is either a terrain cell, meaning that the corresponding location is
on land, or an ocean cell. We denote the elevation of cell u in T by hT (u); the
height of an ocean cell is undefined. For two cells u and v, we say that u and
v are adjacent (or that v is a neighbor of u) if u and v share at least one point
on their boundary. A terrain cell is a coastal cell if it is adjacent to an ocean
cell. Since the resolution of terrain models is typically much greater than the
resolution of forecasts, we partition the coastal cells into a set C of connected
coastal regions, each region corresponding to the coastal cells associated with
a single cell of the forecast. We denote the region containing a coastal cell u
by C(u). A sea-level forecast is a function F : C → R that assigns a sea-level
elevation value to each region. We denote the sea-level elevation of a region
R ∈ C by F (R), and define a function hF (v) = F (C(v)) that assigns a forecast
value to each coastal cell v.

We say that a terrain cell u is flooded through v if v is a coastal cell and
there exists a path p = u  v of adjacent terrain cells such that each cell x
in p has hT (x) < hF (v). We call p a flood path of u with respect to v. Let Su
be the set of coastal cells that have flood paths to u. For a flooded cell u, we
define its flood height as f(u) = maxv∈Su(hF (v) − hT (u)). The flood source
of u is the region R containing the coastal cell v ∈ Su that has the highest
sea-level value, that is, f(u) = hF (v)− hT (u); for simplicity, we assume that
the values of the sea-level forecast F are distinct so that the flood source is
unique.

The dynamic sea-level flooding problem we consider in this paper consists
of constructing an I/O-efficient data structure on a raster terrain T , a partition
C of the coastal cells and a forecast F , and supporting the following operations
I/O-efficiently, where QB and U is a query and an update of

√
B ×

√
B cells,

respectively:

• Flood-Height(QB): Return the flood height f(u) of each terrain cell
u in QB.
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• Forecast-Update(F ): Update the data structure with the new forecast
F .
• Height-Update(QB, U): Set the heights of terrain cells in QB to the
values given by U .

6.1.2 Previous work

Previously, a large number of results on I/O-efficient algorithms have been
obtained. Aggarwal and Vitter [10] showed that reading and sorting N items
require Θ(Scan(N)) = Θ(NB ) and Θ(Sort(N)) = Θ(NB log M

B

N
B ) I/Os, respec-

tively. A set of N items can be maintained in an O(NB )-block search tree such
that updates and queries can be performed in O(logB N) I/Os. Refer e.g. to
the surveys [73, 99].

I/O-efficient algorithms for modeling flooding on terrains have been studied
extensively (e.g. [12, 14, 16, 22, 67, 69–71, 85]). A number of results have also
been obtained for flooding from sea-level rise. However, to our knowledge, the
problem of computing flood heights while I/O-efficiently supporting updates of
sea-level forecasts and the heights of terrain cells has not been studied before.
When the sea level rises uniformly with the same amount hr, that is, all coastal
cells belong to the same region R and F (R) = hr, then it is easy to see that
there is a threshold `u for each terrain cell u so that u is flooded with flood
height hr−hT (u) if and only if hr ≥ `u. The thresholds `u for all cells u in the
terrain can be computed in O(Sort(N)) I/Os [67], after which the flood heights
in any square of B cells can be easily reported for an arbitrary hr in O(1)
I/Os. Arge et al. [22] introduced an O(Sort(N))-I/O algorithm for computing
flood heights when the sea-level rises non-uniformly. Their algorithm relies on
the so-called merge tree that captures the nesting topology of depressions in
T [2, 14]. However, it is not clear how to extend their algorithm to handle
updates to the forecast or the terrain without incurring Ω(Scan(N)) I/Os for
each update.

In addition to rasters, TINs are commonly used to represent terrain models.
A TIN T4 consists of a planar triangulation of N vertices in the plane, each
vertex v having an associated height hT4(v). The height of a point interior to
a face is a linear interpolation of the face vertices, so that hT4 is a continuous
piecewise linear function. Since a raster can be triangulated into a TIN,
algorithms for TIN representations can be applied to raster representations
as well, but the converse is not true. However, GIS applications typically
implement algorithms for rasters directly, as rasters are often easier to process
with simple algorithms. Furthermore, often data, such as the terrain data that
we consider, is available as rasters.

To maintain dynamic terrains, Agarwal et al. [9] presented an internal-
memory so-called kinetic data structure for maintaining the so-called contour
tree of a TIN terrain T4 with a time-varying height function. Whereas the
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merge tree represents how the depressions of T are nested, the contour tree
represents the nested topology of the contours defined by T4. This result was
extended to an I/O-efficient data structure by Yang [101]. He showed that for a
TIN terrain with N vertices, the contour tree can be constructed in O(Sort(N))
I/Os and the elevation of a TIN vertex can be updated in O(log2

B N) I/Os.

6.1.3 Our results

In this paper we introduce the first data structure for the dynamic sea-level
flooding problem. Our data structure can be constructed in O(Sort(N)) I/Os
and usesO(NB ) blocks, whereN is the number of cells in T . Flood-Height(QB)
can be performed in O(logB N) I/Os, Forecast-Update(F ) in O(Scan(F ))
I/Os, and Height-Update(QB, U) in O(log2

B N) I/Os. Note that the number
of I/Os needed to update a forecast does not depend on N and that the terrain
update bound matches the update bound of Yang [101].

Q3
s

Qs

Figure 6.1: Confluence parame-
ter illustrated. There are only 5
cells on the boundary of Q3

s that
are reached from Qs.

Our result assumes that the size of parti-
tion set C is smaller than M (which implies
that the forecast F is smaller than M), and
that the number of local minima and max-
ima in the terrain T is also smaller than M .
As the number of local minima and max-
ima in the terrain data for Denmark (after
removing all depressions and hills with vol-
ume less than 1 m3, which is customary in
flood computations) is 60 million, and the
sea-level forecast contains 81 thousand val-
ues, both of the assumptions hold for the
data for Denmark that we described above.
It also requires the so-called confluence as-
sumption [56] on the flow network that mod-
els how water flows on a raster terrain T . In
such a network, a flow direction is assigned
to each terrain cell u, which is a lower neighbor of u that water will flow to,
and the confluence parameter γ is then defined as follows: Let Qs be a square
of
√
s×
√
s cells and Q3

s be the square of 3
√
s× 3

√
s cells that has Qs in the

center. Let γ(Qs) be the number of cells on the boundary of Q3
s reached from

the boundary of Qs when following flow directions without leaving Q3
s. Refer

to Figure 6.1. The confluence parameter is γ = maxs>0 maxQs γ(Qs) where the
maximum is taken over all squares Qs of all sizes. The confluence assumption
then states that γ is a constant independent of the size and resolution of the
terrain model.

Our work is inspired by the work of Arge et al. [22] and Yang [101]. As
described previously, Arge et al. [22] compute the flood risk by using the
topological features of T encoded in the merge tree. However, this structure
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does not support efficient terrain updates. On the other hand, Yang [101]
presented an I/O-efficient data structure for maintaining the contour tree of a
dynamic TIN terrain. In Section 6.2 we show how a raster terrain T can be
transformed into a TIN T4 while maintaining the topology pertaining to the
dynamic sea-level flooding problem. In Section 6.3 we then show how the merge
tree of T , which is needed when computing flood risk using the approach of
Arge et al. [22], can be constructed from the contour tree of T4, which can be
maintained under terrain updates using the data structure of Yang [101]. Note
that standard techniques for triangulating a raster terrain [98] have several
issues, because they do not necessarily preserve flood paths and they do not
allow the merge tree to be constructed from the contour tree. Thus we believe
that our transformation algorithm is of independent interest. In Section 6.4
we then describe the sea-level flooding data structure and show how the three
operations are performed efficiently using the confluence assumption and the
assumption on C and the number of minima and maxima.

6.2 Reducing raster problem to TIN problem

In this section we define the dynamic sea-level flooding problem for TINs, and
we describe how we transform a given raster terrain T to a TIN terrain T4
such that solving the dynamic sea-level flooding problem on T4 gives the same
output as solving it on T .

Problem definition for TINs. As mentioned, a TIN consists of a planar
triangulation of a set of N vertices in the plane along with a continuous height
function hT4 that is linear on each face of the triangulation. We assume
that the boundary of the triangulation is a simple polygon, with the interior
corresponding to land and the exterior corresponding to ocean. A subset of
the vertices are coastal vertices, and like for raster terrains, the coastal vertices
are partitioned into a set C of connected coastal regions. For two vertices u, v
in T4, we say u and v are adjacent (or u is a neighbor of v) when there exists
an edge in T4 that connects u and v. We define flood path, flood height and
flood source on TINs as for raster terrains.

Transforming the raster terrain. The incidence graph GT of a raster
terrain T is a graph on the terrain cells of T , where two vertices u4 and
v4 are connected in GT if u and v are adjacent in T . If u and v are con-
nected diagonally we call u4 a diagonal neighbor of v4, otherwise a cardinal
neighbor of v4. Note that the natural planar embedding of GT , where the
vertex u4 corresponding to a cell u is placed at the center of u, is almost
a triangulation, except for the intersecting edges corresponding to diago-
nal neighbors. We turn GT into a triangulation T4 by assigning u4 in
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T4 the same height as u in T , that is, hT4(u4) = hT (u), and by
removing a diagonal edge in T4 corresponding to each two-by-two
square of terrain cells in T as follows: For each two-by-two square
of cells a, b, c, d in clockwise order, there are two intersecting incidence edges
e1 = {a, c} and e2 = {b, d} in GT . We triangulate the square by removing
whichever edge has the higher midpoint, where the midpoint height of an
edge e = {u, v} is s(e) = 1

2(hT (u) + hT (v)). If s(e1) = s(e2), then we pick an
arbitrary edge to remove.

Theorem 5. u is flooded through v in T if and only if u4 is flooded through
v4 in T4.

Proof. First, if u4 is flooded through v4 in T4, that is, there exists a flood
path p4 : u4  v4, then there is a flood path p : u v in T corresponding to
p4, since each edge in T4 has a corresponding edge in GT . Thus u is flooded
through v in T .

Next, we show that if p : u  v is a flood path in T , then there is a
corresponding flood path p4 : u4  v4 in T4. Recall that the definition of
flood path means that all cells w in p have hT (w) ≤ hF (u). If no edge in GT
corresponding to adjacent cells in p was removed by the TIN construction,
then we are done; p4 is the sequence of vertices that correspond to the cells
in p. Otherwise, we show how to obtain p4 by replacing each edge e in GT
corresponding to adjacent cells in p that is not in T4 as follows: Since the
TIN construction only removes diagonal edges, e is a diagonal edge connecting
two raster cells a and c. Let e′ be the diagonal edge connecting cells b and
d such that e and e′ intersect and e′ is included in T4. Then s(e′) ≤ s(e),
which implies that min{hT (b), hT (d)} ≤ max{hT (a), hT (c)}. Without loss of
generality assume hT (b) ≤ hT (d), in which case we replace the edge e with the
two edges {a, b} and {b, c}. These edges are both non-diagonal edges and thus
were not discarded when we triangulated T into T4, that is, we replace the
adjacent cells a and c in p with cells abc. Refer to Figure 6.4 for an example.
Since p is a flood path, we have hT (b) ≤ max{hT (a), hT (c)} ≤ hF (u), so p is
still a flood path after adding b. After handling all relevant edges this way,
we have obtained a flood path p such that p4 is the sequence of vertices that
correspond to the cells in p.

6.3 Connecting the topology of T and T4

In this section we define certain topological features on raster and TIN terrain
representations and show that the TIN construction described in Section 6.2
preserves the topological features of T in T4. We also show how the merge
tree of T can be obtained from the contour tree of T4.
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6.3.1 Flow directions, sinks, peaks, higher and lower
sequences, and depressions

As mentioned previously, water flow on a raster terrain T can be modeled by
assigning a flow direction on each terrain cell u in T , which is a lower neighbor
of u that water will flow to. When a cell u does not have any lower neighbors,
then u is not assigned a flow direction and we call it a sink. Similarly, a cell
u is a peak if there is no neighbor of u that has higher elevation than u. We
assume that no pair of adjacent cells have the same height. That is, a flow
direction can be assigned to all terrain cells except sinks. The assumption can
be removed using standard techniques [67]. As we traverse the neighbors of a
cell u in T that is not a sink or peak in clockwise order there are sequences
of cells that are lower or higher than u. Each continuous sequence of lower
(resp. higher) neighbors of u is called a lower sequence (resp. higher sequence)
of u. A raster terrain cell u defines a depression that is the maximal connected
component of terrain cells containing u such that all cells v in the depression
have h(v) ≤ h(u) [70]. Note that each depression contains at least one sink. A
depression β1 is maximal if every depression β2 ⊃ β1 contains strictly more
sinks than β1. If a maximal depression β contains exactly one sink, then we
call β an elementary depression.

TIN construction preserves lower sequences, sinks, and depressions.
On TINs, flow direction, sink, peak, lower/higher sequence, and (maximal/elementary)
depression are defined as for rasters, but with the vertex adjacency defined
by edges of the triangulation T4 rather than the incidence graph GT . The
following lemmas (proved in Section 6.5.2) show that lower sequences, sinks,
and depressions in T are preserved by our raster to TIN transformation. Note
that the lemmas say nothing about peaks or higher sequences, as it is easy to
verify that they are not preserved by the transformation. Refer to Figure 6.5
for an example.

Lemma 6. For any lower sequence J of any cell u in T , u has a neighbor v
in J such that u4 and v4 are connected in T4.

Corollary 7. A cell u has a lower neighbor in T if and only if u4 has a lower
neighbor in T4.

Lemma 8. For any cell u in T , the cells in the depression β defined by u
in T are in one-to-one correspondence with the vertices in the depression β4
defined by u4 in T4.

Corollary 9. A depression β is a maximal (resp. elementary) depression in
T if and only if β4 is a maximal (resp. elementary) depression in T4.
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6.3.2 Merge trees and contour trees

Merge tree of raster T . As mentioned, the merge tree M of a raster
terrain T is a rooted tree that represents the nested topology of the maximal
depressions [14]. Each node in M represents a maximal depression in T ,
and we refer to the maximal depression of a merge tree node x as βx. Each
elementary depression is represented by a leaf node, and a node y is the parent
of a node x when βx ⊂ βy and there exists no maximal depression βz such that
βx ⊂ βz ⊂ βy.

Now consider sweeping the raster terrain with a plane of height ` from
−∞ to ∞ while maintaining the set of depressions that consist of cells with
elevation less than or equal to `. If the number of depressions decreases when
the sweeping plane crosses a cell u, then u is called a negative saddle; it is easy
to see that a negative saddle u has at least two lower sequences. Then note
that for any two maximal depressions βx and βy whose corresponding nodes x
and y inM share the same parent, there exists a negative saddle where βx and
βy are merged. Using this we associate a terrain cell to each merge tree node as
follows: To a leaf node x we associate the sink in the elementary depression βx,
and to an internal node x we associate the negative saddle where the maximal
depressions of its children are merged. Refer to Figure 6.2.

Contour tree of TIN T4. For ` ∈ R, the `-level set of T4 is defined to
consist of points x ∈ R2 with hT4(x) = `. A contour of T4 is a connected
component of a level set of T4 [9]. We define a down-contour of u4 as any
contour with elevation hT4(u)−ε for a value ε smaller than the height difference
between any pair of vertices such that the contour intersects an edge incident
to u4 [9]. Similarly, we define an up-contour as a contour with elevation
hT4(u) + ε that intersects an edge incident to u4.

Traversing the neighbors of a vertex u4 in clockwise order, we say that
u4 is a saddle in T4 if there are multiple sequences of lower neighbors of
u4 disconnected by higher neighbors of u4 [9]. For simplicity we assume
that every saddle has exactly two such sequences of lower neighbors; this

α1 β1

α2 β2

α3 β3

(a)

u
v

w

α2 β2
β3β1 α3

α1 u
v

w

(b)

Figure 6.2: An example terrain with saddle cells u, v and w. (a) Terrain seen
from above. Sinks are marked with a square and saddles are marked with a
cross. The maximal depressions α1, β1, α3, and β3 are elementary. (b) Terrain
seen from the side along with the merge treeM.
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assumption can be removed [44]. We say that a vertex u4 is critical if u4
is a peak, sink, or saddle. If a saddle u4 has one up-contour (down-contour)
and two down-contours (up-contours) then u4 is called a negative (positive)
saddle. For any two contours C1 and C2 with level `1 and `2, respectively, we
say C1 and C2 are equivalent if they belong to the same connected component
of Γ = {x ∈ R2 | `1 ≤ hT4(x) ≤ `2} that does not contain any critical vertex.
When sweeping T4 with a plane from −∞ to ∞, an equivalence class of
contours starts and ends at critical vertices. That is, the contours deform
continuously as the sweeping plane changes its height, but the number of
contours does not change as long as the plane varies between two critical
vertices. A contour appears and disappears at a sink and a peak, respectively.
Two contours merge into one at a negative saddle, and a contour splits into
two at a positive saddle.

The contour tree A of a TIN T4 is a tree on the critical vertices in T4 that
encodes the topological changes of the contours [9, 101]. Two critical vertices
u4, v4 are connected in A if and only if an equivalence class of contours
starts at u4 and ends at v4. That is, an edge (u4, v4) in A represents the
equivalence class of contour that appears at u4 and disappears at v4. Refer
to Figure 6.3. Note that the contour tree is not a rooted tree; an internal
node has two lower (higher) neighbors and one higher (lower) neighbor if it
corresponds to a negative (positive) saddle.

TIN construction preserves negative saddles. Note that for raster ter-
rains we have only defined negative saddles, and not saddles or positive saddles.
The reason is that a cell in T with multiple lower and higher sequences can
become a regular vertex in T4 after our transformation. However, we can show
that negative saddles are preserved by the transformation.

Lemma 10. A cell u is a negative saddle in T if and only if u4 is a negative
saddle in T4.

Proof. First, we show that if u is a negative saddle in T , then u4 is a negative
saddle in T4. Let β1 and β2 be the two depressions that merge at u. By
Lemma 6, u4 is connected in T4 to a lower neighbor u1

4 in β1 and a lower
neighbor u2

4 in β2. In Section 6.5.3 (Lemma 14) we show that u has two higher
cardinal neighbors v1 and v2 separating u1 and u2 in a clockwise traversal of
the neighbors of u. Since the construction of T4 only removes diagonal edges,
u4 is connected to both v1

4 and v2
4 in T4. Thus u4 has four alternating lower

and higher neighbors u1
4, v

1
4, u

2
4, v

2
4 in clockwise order, so u4 is a saddle in

T4. By Lemma 8, β1 and β2 are preserved in T4. Thus the down-contour of
u4 intersecting u1

4 is distinct from the down-contour intersecting u2
4, so u4

is a negative saddle.
Next, we show that if u is not a negative saddle in T , then u4 is not a

negative saddle in T4. If the number of lower sequences of u is less than 2,
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Figure 6.3: Example TIN terrain. Sinks are marked with squares, peaks with
circles, and saddles with crosses. (a, b) Everything below ` = 23 is marked as
blue. Saddle contours are marked with red lines. (b) Edges of the contour tree
A are shown as arcs pointing downwards in height. (d) Merge tree derived
from the contour tree, representing how the maximal depressions in (e) are
nested.

then it is easy to see that u4 is not a saddle in T4. If the number of lower
sequences of u is at least 2, then these lower sequences must be from the
same depression β. By Lemma 8, β is connected in T4, and thus u4 is not a
negative saddle.

6.3.3 Constructing merge tree M of T from contour tree A
of T4

From Corollary 7 and Lemma 10 it follows that the nodes of M, which
correspond to the sinks and negative saddles of T , are encoded in A. The
following lemma is then the key to constructing the edges ofM from A.

Lemma 11. For two distinct nodes u4 and v4 in the contour tree A of T4
that correspond to negative saddles or sinks, βu4 ⊂ βv4 if and only if there is
a path pA : u4  v4 in A such that all vertices in pA have height less than or
equal to the height of v4.

Proof. Suppose βu4 ⊂ βv4 . Then there is a path p4 : u4  v4 in T4 such
that all vertices in p4 have height less than or equal to hT4(v4). The edges
and vertices in A corresponding to all contours through points on p4 in T4
form a connected subtree of A. Thus there is a path pA : u4  v4 in A with
height less than or equal to the height of v4.

Now, suppose pA is a path in A from u4 to v4 such that v4 is the highest
vertex in pA. By Lemma 16 (in Section 6.5.4), there is a path p4 : v4  u4 in
T4 such that the highest vertex on p4 is v4. This implies that u4 is contained
in the depression defined by v4, so βu4 ⊆ βv4 .
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Theorem 12. The merge tree M of T can be constructed from the contour
tree A of T4.

Proof. Each negative saddle u4 in A has a key descendant of u4 for each child
of u4, defined as follows: For child v4 of u4, if v4 is a sink or a negative
saddle, then v4 is the key descendant of u4. Otherwise, it is a positive saddle,
the key descendant is found by following a downward path from v4 in A until
reaching a negative saddle or sink; since a vertex in A that is not a negative
saddle or sink has exactly one lower neighbor, the downward path following
lower neighbors until encountering a negative saddle or sink is unique. Since
u4 has exactly two children, it has two key descendants.

To constructM we start with a forest containing all the sinks of A (leaves
ofM), and we maintain a union-find data structure that maps each vertex
u ofM to the root of u in the forestM constructed so far. Next, we insert
the negative saddles of A (internal nodes) intoM in increasing order of height
using the union-find data structure as follows: When processing a negative
saddle u4 with key descendants v1

4 and v2
4, we query the union-find data

structure to obtain v1 = Find(v4) and v2 = Find(v2
4). From Lemma 11, v1

and v2 are the children of u inM, so we insert u intoM with children v1 and
v2. We then update the union-find structure using Union(v1, v2). When we
have processed all negative saddles in this way, we have constructedM.

6.4 The sea-level flooding data structure

We are now ready to describe our sea-level flooding data structure. Intuitively,
our structure maintains the result of a flood computation for a forecast F on
a terrain T by a flood instance IF , which stores for each sink cell u of T the
flood source of u. When answering a query the flood height of any cell can
then be computed from IF using the observation that if a non-sink cell v is
flooded by F , then the flood source of v is the same as the flood source of any
sink cell u in the depression defined by v, and it is easy to compute the flood
height of v from such a sink u [22]. Furthermore, we maintain the contour
tree A of T4 using the data structure of Yang [101]. As required by this data
structure, our data structure also maintains a so-called descent tree Π↓ and a
so-called ascent tree Π↑ that store descending and ascending connectivity on
T4, respectively. More precisely, the descent (ascent) tree is an I/O-efficient
data structure that maintains a forest on the vertices in T4, where each vertex
is connected to one of its lower (upper) neighbors in T4, and where each root
in the forest corresponds to a sink (peak). The descent (ascent) tree Π↓ (Π↑)
supports finding for a cell u, a sink (peak) that can be reached from u by
a decreasing (increasing) path in O(logB N) I/Os. Thus, Π↓ can be queried
to find a sink in the depression defined by v in O(logB N) I/Os. The ascent
and descent trees also support the following operations in O(log2

B N) I/Os:
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Disconnect the subtree rooted at u from its parent, and link a root u to a
vertex v. For details we refer to [101].

Yang described how to maintain A, Π↓ and Π↑ when updating the height of
a single vertex in O(log2

B N) I/Os [101]. However, we need to update heights
in a square QB of B cells in the same bound. Yang classifies the possible
changes to A as a result of changing the height of a vertex of T4 as either
adding a sink or peak (birth event), removing a sink or peak (death event), or
reordering saddles (interchange event). When updating a number of vertices
in a region QB of

√
B by

√
B cells, birth and death events are conceptually

simple to handle, as the involved sink or peak is either in QB or adjacent to a
vertex in QB. On the other hand, an interchange event involves a saddle u in
QB and a saddle v adjacent to u in A, but not necessarily in the vicinity of
QB in T4. Yang [101] handles such an interchange event by querying Π↓ and
Π↑ with the neighbors of u and v in T4. However, this is a problem for our
data structure, as updating the heights of B vertices in QB can cause Θ(B)
interchange events and thus Θ(B) queries to Π↓ and Π↑, which would require
Θ(B logB N) I/Os. In Section 6.5.1 we describe (Theorem 13) how to answer
the queries to Π↓ and Π↑ without I/Os, by maintaining in addition a set L of
vertices of Π↓ and Π↑ in main memory. In this way, A can be updated without
using I/Os (since we have assumed that the critical vertices, and thus A, fits
in memory).

Yang also showed how to augment his data structure such that all vertices
in T4 (and not only critical vertices) are represented in A [101]. Intuitively,
a vertex v is added to the edge representing the contour through v. The
augmented data structure can be maintained in the same bounds as described
above [101]. In our sea-level flooding data structure, we similarly augment the
contour tree of T4 with the so-called coastal minima of T4 that are the coastal
vertices u that are local minima in their coastal region, that is, a coastal vertex
u is a coastal minimum if there is no vertex v ∈ C(u) adjacent to u that is
lower than u. We denote by A+ this augmented contour tree extended to
represent the coastal minima. In Section 6.5.5 (Lemma 17) we show that A+

contains enough information to determine which sinks are flooded by a forecast
F . More precisely, we show that if a coastal vertex u in coastal region R floods
a terrain vertex v, then there is a coastal minimum w in R that also floods v.
Furthermore, we show that the number of coastal minima is bounded by the
number of coastal regions |R| and the number of critical vertices in T4.

In summary, our sea-level flooding data structure consists of the following
components:

• Contour tree A+ containing the sinks, peaks, saddles and coastal minima
of T4;
• Descent tree Π↓ and ascent tree Π↑ on T4, as well as a set L of vertices
of Π↓ and Π↑;
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• Terrain T , forecast F and flood instance IF .

Space. Recall that we assume that the number of sinks, peaks and saddles
in T4, as well as the number of coastal regions, is smaller than M . Thus A+

and L fit in main memory. As IF stores a coastal region for each sink of T4,
it also fits in main memory. By assumption, F fits in main memory. Finally,
T and the descent and ascent trees are stored in external memory where they
use O(N/B) blocks of space [101]. It is easy to see that our data structure can
be constructed in O(Sort(N)) I/Os [101].

Flood-Height(QB) query. To compute the flood height for all cells in QB
we first associate each cell v ∈ QB with a sink in the depression defined by
v as follows: Let Q3

B be the square of 3
√
B × 3

√
B cells that has QB in the

center. For each v ∈ QB , we follow flow directions from v until reaching either
the boundary of Q3

B or a sink u. By the confluence assumption, the number of
times we reach a cell on the boundary of Q3

B is constant. For each such cell w,
we query Π↓ to find a sink u in the depression defined by w, and we associate u
with the cell v ∈ QB that reached w when following flow directions. After this
way having associated each v ∈ QB with a sink u in the depression defined by
v, the flood source of each v ∈ QB can be found using IF as discussed above.

Following flow directions can be done by loading the query cells of T in Q3
B

into main memory and computing the flow directions. This requires O(1) I/Os.
Making the O(1) queries to Π↓ requires O(logB N) I/Os [101]. Finally, the
flood sources can be found using IF without using any I/Os, since IF is stored
in memory. Thus, Flood-Height(QB) requires O(logB N) I/Os in total.

Forecast-Update(F ). To update the flood instance IF given a new forecast
F , we first constructM from A+ using Theorem 12. Then for each coastal
minimum v in a coastal region R, we compute h = hF (v)− hT (v). If h > 0, it
means that v is flooded by the forecast value F (R) = hF (v). Note that this
also means that all sinks in the depression defined by v are flooded. As A+

contains the coastal minimum v, we can then use A+ to find one of these sinks
u by following a decreasing path in A+ from v until reaching a sink, as follows:
At a negative saddle w, we pick an arbitrary lower neighbor of w, and at a
vertex w that is not a negative saddle or sink (i.e. a peak, positive saddle, or
coastal minimum), w has a unique lower neighbor in A. Eventually we reach a
sink u, and since we have followed a strictly decreasing path from v to u in
A+ it follows by Lemma 11 that u is in the depression defined by v. Note that
u is also a node inM, and that any algorithm solving the sea-level flooding
problem with u flooded with forecast value F (R) will also flood the other sinks
in the depression defined by v. Thus having found the forecast values for a
(possibly) flooded sink for each coastal minimum, we can use the algorithm
by Arge et al. [22] that given forecast values for sinks in a merge treeM of T
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computes the flood source and flood height for all sinks inM. This in turn
gives us the new flood instance IF .

After the forecast F is read into memory using O(Scan(F )) I/Os, no further
I/Os are required for Forecast-Update, since A+, M and IF fit in main
memory.

Height-Update(QB, U). To update the heights of the cells in QB we need
to update Π↓, Π↑, A+ and IF . Intuitively, we update Π↓ and Π↑ by removing
subtrees containing the vertices whose heights were updated, reconstructing a
new forest corresponding to the new descending or ascending connectivity after
the update, and then linking the forest into the structure. More precisely, let
Q3
B and Q5

B be the squares of 3
√
B× 3

√
B and 5

√
B× 5

√
B cells, respectively,

such that Q3
B and Q5

B both have QB in the center. We describe how the
descent tree Π↓ is updated; the ascent tree can be updated in an analogous way.
First, we will disconnect a number of edges on the boundary of Q3

B to ensure
that no tree in Π↓ contains both a vertex inside QB and a vertex outside Q5

B.
In order words, we isolate a set of vertices V in Π↓ such that QB ⊂ V ⊂ Q5

B,
as follows: First we disconnect edges so that no vertex in QB is connected to
a vertex on the boundary of Q3

B by following edges of Π↓ from each vertex in
QB until reaching either a sink inside Q3

B or a vertex on the boundary of Q3
B.

By the confluence assumption, the number of times we reach a vertex on the
boundary of Q3

B is constant. For each such vertex w, we disconnect w from
its parent in Π↓. Next, we disconnect edges so that no vertex outside Q5

B is
connected to a vertex on the boundary of Q3

B by following edges of Π↓ from all
cells on the boundary of Q5

B towards Q3
B until we reach a sink or the boundary

of Q3
B. It is easy to show that the number of times we reach the boundary of

Q3
B is a constant, by covering each of the four sides of Q5

B with five translated
copies of QB, and bounding the number of times each copy can reach the
boundary of Q3

B using the confluence parameter. As before, we disconnect
each vertex w reached on the boundary of Q3

B from its parent in Π↓. Let u in
QB and v outside Q5

B be vertices that were in the same tree of Π↓ before we
disconnected edges on the boundary of Q3

B, and let w be the lowest common
ancestor of u and v in Π↓ at that time. If w is outside Q3

B , then u is no longer
connected to w as we disconnected the first edge on the path from u to w that
is on the boundary of Q3

B. If w is inside Q3
B, a similar argument shows that v

is no longer connected to w. Thus we have isolated a set V of O(B) vertices
in Π↓ such that QB ⊆ V ⊆ Q5

B. We can then simply reconstruct new subtrees
for V in Π↓ according to the new descending connectivity resulting from the
height updates in QB and link back the disconnected edges on the boundary
of Q3

B into Π↓.
After updating Π↓ and Π↑ we update A+ with the new topology of the ter-

rain using the update algorithm in [101]. Finally we use Forecast-Update(F )
to update the flood instance IF .
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As we disconnect and reconnect O(1) edges of Π↓ and Π↑, updating the
heights of cells in QB can be done using O(log2

B N) I/Os [101]. Updating A+

requires querying Π↓ and Π↑ with neighbors of saddle vertices; as discussed pre-
viously (Theorem 13), this part can be handled without I/Os since A+ and L fit
in memory, where L contains the vertices of Π↓ and Π↑ required to perform the
update of A+. Since F is already in main memory, Forecast-Update does
not require any I/Os. Thus, Height-Update(QB, U) requires O(log2

B N) I/Os
in total.

6.5 Appendices

6.5.1 Updating A without using I/Os

In this section we describe how updates to A in Height-Update can be
handled without I/Os. First we give a brief description of how the data
structure of Yang [101] handles updates to A. Then we describe how our
sea-level flooding data structure avoids I/Os when the contour tree is updated.

Yang describes the dynamic forest data structure that is an I/O-efficient
data structure used to store the descent tree Π↓ and ascent tree Π↑. The data
structure represents a forest of rooted trees, and for a forest of N vertices,
the following operations are supported: Returning the root of a vertex u in
O(logB N) I/Os, and linking a root u to a vertex v or disconnecting a non-root
u from its parent in O(log2

B N) I/Os. The dynamic forest is represented by
its Euler tour [95, 96], using the observation that cutting or linking an edge
corresponds to a constant number of splits and merges in the Euler tour. The
Euler tour is stored in a level-balanced B-tree [4], that supports split and
merge in O(log2

B N) I/Os. Each vertex in the forest stores a pointer to its first
and last occurrences in the Euler tour, which allows cutting or linking an edge
in O(log2

B N) I/Os.
It is straightforward to augment the level-balanced B-tree to support the

rank operation, which returns the number of elements before a given element
in the sequence in O(logB N) I/Os. The ranks of Euler tour occurrences can
be used to answer subtree queries: Given vertices u and v, u is in the subtree
rooted at v if and only if the rank of the first occurrence of u is contained in
the interval spanned by the ranks of the first and last occurrences of v.

Let L be the set of vertices adjacent to saddle vertices in a TIN T4; the
size of L is at most 8X, where X is the number of critical vertices of T4. Our
sea-level flooding data structure stores, for each vertex v in L, the rank of the
first occurrence of v in Π↓ and Π↑, and it stores for each sink (peak) u the
ranks of the first and last occurrences of u in Π↓ (Π↑). As described above,
from the ranks of u and v it can be determined whether v is in the subtree of
u in Π↓ or Π↑.

When the data structure of Yang [101] handles an interchange event between
saddles u and v in A, that is, the event that u and v swap height order due



6.5. APPENDICES 75

to an update to the height of u, Π↓ (Π↑) is queried with a vertex from each
lower (higher) sequence of u and v to determine the new nesting structure of
contours. By answering the queries to Π↓ and Π↑ using the ranks stored in
main memory, the queries require no I/Os; since this is the only case in which
Π↓ or Π↑ is queried by the update algorithm for A, our data structure may
update A without I/Os. During our update algorithm, Π↓ and Π↑ are updated
to reflect the new descending and ascending connectivity of the vertices in the
updated square QB . Whenever an edge is disconnected or reconnected in Π↓ or
Π↑, this operation is translated into a constant number of splits and merges to
the level-balanced B-trees underlying Π↓ and Π↑, and these splits and merges
can cause the ranks of vertices in L to change. By using the rank operation on
the level-balanced B-tree before and after each such split or merge operation,
it is straightforward to update the stored ranks of vertices in L accordingly.

As we assume that X is less than M , L fits in main memory, and thus
querying and updating L incurs no I/Os.

Theorem 13. For Π↓ (Π↑), the ranks of L and terrain sinks (peaks) can be
maintained in internal memory by the sea-level flooding data structure such
that queries to the sink (peak) reached when following edges in Π↓ (Π↑) from a
vertex v ∈ L can be answered without I/Os.

6.5.2 TIN construction preserves lower sequences and
depressions

In this section, we show that the TIN construction described in Section 6.2
preserves lower sequences and depressions.
Lemma 6. For any lower sequence J of any cell u in T , u has a neighbor v
in J such that u4 and v4 are connected in T4.

x v4

u4 y

e
e′

Proof. Pick any v ∈ J . If the edge e = (u4, v4) is in T4, then we
are done. Otherwise, e is removed by our TIN construction, so v
must be a diagonal neighbor of u in T . Let e′ = (x, y) be the edge
that was chosen to remain instead of e in the TIN construction.
Then we have that x and y are the common neighbors of u and v
and s(e′) ≤ s(e), which implies that min{hT (x), hT (y)} ≤ hT (u). Without loss
of generality assume hT (x) ≤ hT (y). Then x is a lower neighbor of u in J , and
since x is a cardinal neighbor of u, T4 contains {u4, x4}.
Lemma 8. For any cell u in T , the cells in the depression β defined by u
in T are in one-to-one correspondence with the vertices in the depression β4
defined by u4 in T4.
Proof. First, we show that for each v4 ∈ β4, v is in β: As v4 ∈ β4, there is
a path p : u4  v4 in T4 of vertices with height below hT4(u). This path
corresponds to a path in T (since the TIN construction only removes edges)
and therefore v ∈ β.
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To show that the cells in β correspond to a subset of the vertices in β4, it
suffices to show that the vertices corresponding to cells in β are connected in T4,
since β4 is a maximal connected component of vertices with height ≤ hT4(u4)
(and each vertex in T4 has the same height as it has in T ).

To show this we proceed by induction in the list of cells u in T ordered
by height hT (u). Suppose that for any cell u′ in T with hT (u′) < hT (u), the
depression defined by u′ is connected in T4. If u is a sink, then β = {u} which
is trivially connected in T4. Otherwise, we consider the set L = β \ {u} and
make the following two observations for each connected component β′ of L.

• Since β′ is a depression in T defined by the highest cell in β′, it follows
by induction that β′ is connected in T4.

• It is easy to see that β′ contains a lower neighbor v of u and thus contains
all cells in the lower sequence J containing v; by Lemma 6, it follows
that u4 is adjacent in T4 to a vertex that corresponds to a cell in J .

From this it follows that u4 is connected to all of β′ in T4, so β is connected
in T4.

6.5.3 Cardinal neighbors in higher sequences

In this section we prove a key observation that is needed when showing that
our TIN construction in Section 6.2 preserves negative saddles (Lemma 10).

Lemma 14. For any negative saddle u in a raster terrain T that merges two
depressions β1 and β2, let J1 and J2 be the two higher sequences of u that
separate β1 and β2 in a clockwise traversal of the neighbors of u. Then J1 and
J2 each contain a cardinal neighbor of u.

u

J1β1

β2

Proof. Assume for contradiction that a higher sequence separating
β1 and β2 does not contain a cardinal neighbor of u, that is, that
it consists of a single diagonal neighbor. This implies that a cell
in β1 has a diagonal neighbor in β2, which violates the definition
of depressions as maximal connected components.

6.5.4 Connecting paths in T4 and A

In this section we show an important relation between paths along the edges of
a TIN T4 and paths along the edges of the contour tree A of T4. Recall that
we have defined a flood path from a coastal vertex u to a vertex v as a path
p : u  v along the edges of T4 such that no vertex in v has height greater
than hF (u). Thus, one way of showing that flood paths are preserved is by
showing the more general statement that paths that stay below some height
level ` are preserved. The following lemmas show that a path in A that stays
below ` corresponds to a path along the edges of T4 that stays below `, and
vice versa.
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Figure 6.4: Example of flood path preservation. On the triangulated terrain
T4, each missing diagonal (dotted blue) is replaced by two cardinal edges
(red).

Lemma 15. For any critical vertex v4 ∈ T4, sink u4 ∈ T4 and strictly
decreasing path p4 : v4  u4 along the edges of T4, there is a corresponding
path p : v4  u4 in A that is strictly decreasing in height.

Proof. Consider lowering a plane from ` = hT4(v4) to hT4(u4). Since p4
is strictly decreasing in height, the plane intersects p4 at a single point x(`)
for all `. The path p consists of edges of A corresponding to the contours
containing x(`) for all `.

Lemma 16. For any pair of nodes v, w ∈ A such that v is the highest vertex
on the path p : v  w in A, there exists a path p4 : v  w along the edges of
T4 such that the highest vertex on p4 is v.

Proof. First, we observe that for each vertex v ∈ A and down-contour c of v,
there exists a strictly decreasing path π4(v, c) in T4 from v through c to a
sink u. By applying Lemma 15, we obtain a path πA(v, c) : v  u in A. We
show how to find a path in T4 between any pair v, w ∈ A using the paths π4,
as follows: We proceed by induction in the list of contour tree nodes sorted in
increasing height order. Fix v ∈ A and suppose that, for all pairs v′, w ∈ A
such that hT4(v′) < hT4(v) and v′ is the highest vertex on the path from v′ to
w in A, there exists a path from v′ to w in T4 having v′ as the highest vertex.
We have to show that for any w ∈ A and path p : v  w where v is the highest
vertex on p, there is a corresponding path along the edges of T4 having v as
the highest vertex. Let c be the down-contour represented by the edge of p
incident to v, and let u be the sink such that π(v, c) connects v to u in T4. By
induction, u is connected to w in T4 by a path p4 such that w is the highest
vertex. By concatenating π4(v, c) : u w and the reverse of p4 : w  u, we
obtain a path from v to w such that v is the highest vertex on the path.



78
CHAPTER 6. SEA-RISE FLOOD PREDICTION ON MASSIVE

DYNAMIC TERRAINS

1

2

3

4689

1211

10

7

21 22 24 25

23

1913

17 18

15

16

20

5

14
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Figure 6.5: Example showing that higher sequences and peaks are not neces-
sarily preserved by our TIN construction. In (a) each number represents the
elevation of the corresponding cell. Cell 14 has two higher sequences (red),
but in the TIN terrain, the corresponding vertex (marked with a circle in (b))
has only one higher sequence. The raster terrain has only a single peak, cell
25 (blue), but in the TIN terrain, the vertex corresponding to cell 18 is also a
peak (blue).

6.5.5 Analyzing the coastal minima

In this section we show that the contour tree augmented with coastal minima,
denoted by A+, contains enough information to determine which sinks are
flooded. Recall that a coastal minimum is a coastal vertex u such that no
other coastal vertex in C(u) is below u. We define coastal maxima analogously
to coastal minima. A coastal minimum (maximum) is a true coastal minimum
(maximum) if it has no lower (higher) neighbor that is a coastal vertex in any
coastal region; otherwise it is a region minimum (maximum).

Lemma 17. Let X be the number of sinks, saddles and peaks in the terrain,
and let |C| be the number of coastal regions.

(i) If a coastal vertex u in coastal region R floods a terrain vertex v, then
there is a coastal minimum w in R that also floods v.

(ii) The number of coastal minima is O(X + |C|).

Proof. First, we show (i). Suppose a coastal vertex u in coastal region R floods
a terrain vertex v; we have to show that there exists a coastal minimum w
in R that also floods v. Let p : u  v be a flood path from u to v. Now we
construct another flood path p′ : u w  u v that goes through a coastal
minimum w in R that is reached by following a descending path in R from u
until reaching a coastal minimum. Then the path w  u v is a flood path
from the coastal minimum w to v.

Next, we show (ii). We define the lowest descent path p from a given
vertex u as the path along the edges of T4 starting in u and ending in a
sink, such that for each edge (v, w) in p, w is the lowest neighbor of v; the
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un+1 v

(a) v 6∈ Bn

un+1

v

(b) v ∈ Bn

Figure 6.6: The two cases when un+1 is added. Open and closed vertices are
marked with circles and disks, respectively.

highest ascent path is defined analogously. If two lowest descent paths or
two highest ascent paths p, q intersect, then they share a common suffix; as
such, p and q do not cross. From each true coastal minimum, we follow the
lowest descent path to reach a sink, and from each true coastal maximum,
we follow the highest ascent path to reach a peak. Note that an ascending
path and a descending path cannot cross, and if two paths share a common
suffix, we can separate them so that all paths form a planar bipartite graph
G = (A∪B,E), where A is the set of true coastal minima and maxima, and B
is the set of sinks and peaks in the terrain. Let u1, . . . , u|A| be the vertices in A
labeled in the order that they appear as we traverse the coastline. Each vertex
ui ∈ A is connected to exactly one vertex in B by an edge e(ui) ∈ E. Since
any two true coastal minima are separated by a true coastal maximum and
vice-versa, we assume without loss of generality that u1, u3, . . . are minima and

ui

uj

uk

u`

vpvq

u2, u4, . . . are maxima. Observe that for all n ≥ 1, un and
un+1 are connected to distinct vertices in B. Consider three
vertices ui, uj , and uk with i < j < k, such that ui and uk are
connected to the same vertex vp and uj is connected to vertex
vq. Then vq cannot be connected to any vertex u` with k < `.

To show that |A| < 2|B|, we consider constructing G incre-
mentally by adding the vertices of A in the order they appear on the coastline;
for each n ≥ 0 let Gn = (An ∪ Bn, En) be the subgraph of G consisting of
An = {u1, . . . , un}, En = {e(u1), . . . , e(un)}, and Bn being the set of B-vertices
connected by En. For each Gn, we call a vertex v ∈ Bn open if it can be
reached from un+1 via a path on the terrain that does not intersect any edge
in Gn, and closed otherwise. Let Cn (On) be the set of closed (open) vertices
of Bn. We show by induction in n that |An| ≤ |On| + 2|Cn|, from which it
follows that |An| < 2|Bn| (since not all vertices in Bn can be closed). Initially,
A1 = {u1}, |O1| = 1 and |C1| = 0. When un+1 is added with an edge to a ver-
tex v ∈ Bn+1, there are two cases. If v 6∈ Bn (Figure 6.6a), then |Cn+1| = |Cn|
and |On+1| = |On|+ 1, so

|An+1| = |An|+ 1 ≤ |On|+ 2|Cn|+ 1 = |On+1|+ 2|Cn+1|.
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Otherwise, v ∈ Bn (Figure 6.6b). The edge from un+1 to v moves k vertices
in On to Cn+1, so |On+1| = |On| − k, |Cn+1| = |Cn| + k. Since both un and
un+1 cannot be maxima or minima, they cannot have the same neighbor and
therefore the neighbor of un is open in Gn and closed in Gn+1, which implies
that k ≥ 1. Thus it follows that

|An+1| = |An|+1 ≤ |On|+2|Cn|+1 ≤ (|On|−k)+2(|Cn|+k) = |On+1|+2|Cn+1|.

6.5.6 Example figures

Figure 6.4 shows an example of flood path preservation (Theorem 5 in Sec-
tion 6.2). Figure 6.5 is an example terrain that shows that peaks and higher
sequences are not necessarily preserved, as discussed in Section 6.3.1.



Chapter 7

I/O-Efficient Algorithms for
Shortest Path Problems in
Simple Polygons

Abstract

We present I/O-efficient algorithms to compute shortest
paths in simple polygons. More specifically, given a simple
polygon P with N vertices and a source point s ∈ P , we
show how to compute the shortest path map of s using
O(Sort(N)) I/Os. This allows us to query the length of
the shortest obstacle avoiding path π(s, q) from s to q for
any point q ∈ P in O(logB N) I/Os. The path itself can be
reported in an additional O(Scan(K)) I/Os, where K is the
number of vertices of π(s, q). To this end, we also develop
an O(Scan(N)) I/Os algorithm to compute a single shortest
path π(s, t) from s to t in a triangulated simple polygon.

7.1 Introduction

We revisit a family of classical problems in computational geometry: computing
shortest paths in polygons. For given a polygon P , and any two points s, t ∈ P ,
let π(s, t) denote the shortest path from s to t that stays entirely within P , i.e.
π(s, t) ⊆ P . Given a source point s ∈ P , the shortest path tree Ts of s is a tree
on the vertices of P ∪ {s} that is rooted at s, such that for a vertex v ∈ P the
shortest path π(v, s) is the path from v to the root in Ts. The shortest path
map Ms with respect to s is a subdivision of P such that for every face the
shortest path π(s, q) for all points q in the face have the same vertices.

We study the scenario in which we are given a simple polygon P with N
vertices and a source point s ∈ P and we wish to compute (i) the (length
of) the shortest path π(s, t) from s to another given point t ∈ P , (ii) the

81
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shortest path tree Ts, and (iii) the shortest path mapMs. These problems
are extremely well studied in the traditional internal memory model, and we
can solve them optimally in O(N) time [54]. Optimal algorithms are known
even in case the polygon has holes [58], or we receive both s and t at query
time [53]. However, when the polygon is so large that it does not fit in the
main memory of the computer, these algorithms are no longer efficient. In this
case, the algorithm has to read and write the data from and to disk. Since
a single such an I/O operation is approximately a million times slower than
any computation with elements residing in main memory, the main factor
determining the running time is the number of such I/O operations. This is
captured in the I/O-model introduced by Aggarwal and Vitter [10].

The I/O-model. In the I/O-model, the computer has a two-level memory
hierarchy consisting of an internal memory (main memory) and a disk-based
external memory. The internal memory can hold at most M data items, while
the external memory is of conceptually unlimited size. For computation, the
data is transferred from external memory to internal memory in blocks of B
consecutive items. Such a transfer is referred as an I/O-operation or simply
an I/O. In the I/O-model, the cost of an algorithm is the number of I/Os it
performs. Aggarwal and Vitter [10] showed that scanning and sorting an array
of N items require Θ(Scan(N)) = Θ(NB ) I/Os and Θ(Sort(N)) = Θ(NB log M

B

N
B )

I/Os, respectively. For all realistic values of N , M , and B, we have that
Scan(N) < Sort(N)� N .

For a large number of problems, including geometric ones, I/O-efficient
algorithms have been developed [73, 99]. However, for computing shortest
paths relatively little is known. The internal memory algorithms mentioned
above triangulate the input polygon as part of preprocessing, and this can
be done in O(Sort(N)) I/Os in the I/O-model [19]. After the triangulation
all these algorithms require O(N) I/Os, and it is not obvious how to adapt
them to be I/O-efficient. In particular, the algorithm of Guibas et al. [54] uses
a finger search tree [55] that can be split efficiently; in their algorithm each
split essentially costs O(1) amortized time. In the external memory setting,
we would need to support splits in O( 1

B ) amortized I/Os for an analogous
result. No such a data structure is known. Instead, the current fastest I/O-
efficient dictionary data structure that is splittable requires O(log2

B N) I/Os
per split [17]. Similarly, the approach of Guibas and Hershberger [53] requires
both efficient splitting and concatenation of search trees. The only I/O efficient
approach for computing shortest paths that we are aware of is to use the
parallel internal memory algorithm of Goodrich et al. [52] –which can compute
Ts using O(N) processors in O(log2N) time– in combination with the I/O-
efficient PRAM simulation technique of Chiang et al. [100]. This results in an
O(Sort(N) · log2N) I/Os approach to compute the shortest path tree of s.
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P

u

p(u)

v

δ(P )

Figure 7.1: Vertex
u cannot see δ(P )
whereas vertex v
can see.

Our results. Our main result is an algorithm to com-
pute the shortest path mapMs of s in O(Sort(N)) I/Os.
This allows us to report the length of the shortest path
π(s, q) for any query point q ∈ P in O(logB N) I/Os.
The shortest path itself can be reported in an additional
O(Scan(K)) I/Os, where K is the number of vertices in
π(s, q). To this end, we consider the following problem:
given a door edge δ(P ) on P , compute, for each vertex
v, the subsegment of δ(P ) visible to v, or if v cannot see
δ(P ), the successor p(v) of v on the shortest path from v
to δ(P ). See Figure 7.1 for example.

We provide a divide and conquer algorithm that solves
this problem in O(Sort(N)) I/Os. Our algorithm recursively partitions the
polygon into smaller subpolygons that are solved independently and then
combines the results. The hard part is this combination step. After a careful
analysis we show that we can collect a constant amount of information at
every vertex so that we can locally decide if v sees δ(P ) (and compute p(v)
if not). Moreover, we can obtain this information by scanning the boundary
of P . This allows us to combine the results of two subpolygons. To achieve
the O(Sort(N)) bound, we need to efficiently combine the results of at least
O((MB )ε) subpolygons, with ε > 0. The key ingredient here turns out to be
a compact representation of the shortest paths from s to k = O(

√
M
B ) points

t1, .., tk, and an O(Scan(N))-I/O algorithm to compute such a sparse shortest
path tree. We then also get an O(Scan(N)) I/Os algorithm to compute a
single shortest path π(s, t) in a triangulated polygon. Finally, we show how to
efficiently construct the shortest path tree Ts using the above algorithm, and
then transform Ts into the shortest path mapMs.

Organization. In Section 7.2 we describe how to implement the algorithm
from Lee and Preparata [74] to compute a single shortest path π(s, t) in a
triangulated polygon P using O(Scan(N)) I/Os, and show how to extend this
algorithm to compute a sparse shortest path tree. In Section 7.3 we present
our main technical contribution: the divide and conquer algorithm to compute
the p(v) values for all vertices v ∈ P . Finally, in Section 7.4 we show how to
use this algorithm to compute Ts andMs. Omitted proofs can be found in
Appendix 7.5.

7.2 Computing a shortest path
Let P be a simple polygon with N vertices. We assume that we are given P
as a triangulated polygon. More specifically, we assume that P is represented
by an array storing the vertices of P in clockwise order, and the dual tree D
representing the triangulation of P , stored in a post-order layout. Computing
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such a representation can be done using O(Sort(N)) I/Os [19, 100]. For any
two points a, b on the boundary of P we denote the boundary of P from a to b
in clockwise order by P [a, b]. We refer to the oriented ray starting from a point
p through a point q by −→pq. Similarly, we refer to the line segment connecting p
and q by pq. When we say that a point is to the left (right) of a ray −→pq then
we mean it lies to the left (right) of the supporting line of the ray.

u

F (u, d)

d2

dH(d, d1)

H(d, d2)

Pd1

a

Figure 7.2

Funnel and hourglass. For a point u and a di-
agonal d = (v1, v2) in P , the funnel F (u, d), is the
union of the shortest paths from u to all points on d,
i.e. F (u, d) =

⋃
x∈d π(u, x) [74]. We call u the source

of the funnel F (u, d). The apex of F (u, d) is the
vertex a that is the first shared vertex for all π(x, u),
where x ∈ d, and the cusp of the funnel is the region
F (a, d).

For two diagonals d1 and d2 in P , the hourglass
H(d1, d2) is the union of π(p, q) for all pairs of points
p ∈ d1 and q ∈ d2, i.e. H(d1, d2) =

⋃
p∈d1,q∈d2 π(p, q). If there is at least

one vertex shared by all shortest paths in H(d1, d2), the hourglass is closed;
otherwise it is open. For an illustration of a funnel and hourglasses, refer to
Fig. 7.2. A funnel can be seen as a degenerate case of hourglass by having the
source as an edge whose endpoints coincide.

Computing a shortest path π(s, t). Given a simple polygon P and two
points s and t inside P , we wish to compute the shortest path π(s, t). We now
argue that we can compute π(s, t) in O(Scan(N)) I/Os by using an appropriate
implementation of Lee and Preparatas internal memory algorithm [74]. The
algorithm first locates the triangles 4s and 4t containing s and t, respectively,
by a scan of the D. It then construct the path from 4s to 4t in D. This can
be done by traversing from 4s and 4t to the root of D and concatenating the
two paths at the first common node appropriately.

`

a s

d
∆

r

p

v

Figure 7.3: Ex-
tending the fun-
nel.

We now traverse the resulting path of triangles. Let
d = `r be the diagonal between current and the previously
visited triangle. See Fig. 7.3. We maintain the funnel
F (s, d), which we store using a stack S and a double-
ended queue (deque) Q: The stack S stores the geodesic
from s to the apex a of F (s, d) and the deque Q store
the concatenation of π(`, a) and π(a, r) (i.e. the vertices of
the cusp of F (s, d)). Let v be the third vertex of ∆, and
assume that `v is the next diagonal in the path (the case
that rv is the next edge is symmetric). We now traverse Q
starting at r, until we find the point of tangency p. This
will be the predecessor of v on π(s, v). We remove all
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vertices that we encounter from Q. If we remove the apex a, we add it, and all
further vertices removed from Q in this step, to S.

Locating 4s and 4t takes O(Scan(N)) I/Os by a simple scan. Since D
is stored in post order, we can also construct the path between 4s and 4t

in O(Scan(N)) I/Os. Then constructing the shortest path O(N) deque and
stack operations, each requiring O(1/B) I/Os amortized. We thus obtain the
following result.

Theorem 18. Given a triangulated polygon P with N vertices, and a pair
of points s, t in P . The shortest path π(s, t) can be computed in O(Scan(N))
I/Os.

Sparse shortest path trees. Guibas et al. [53] showed that the above
algorithm can be extended to compute the shortest path tree of s in linear
time. At triangles corresponding to degree three nodes in D we have to split
the “incoming” funnel into two “outgoing” funnels. Consider such a triangle ∆,
let ` and r be the vertices of ∆ on the edge closest to s, and let v be the third
vertex of ∆. We split the funnel F (s, d) at the vertex p where v is tangent.
Triangles corresponding to degree two nodes are handled as before. As argued
in Section 7.1, there is no known suitable external memory data structure that
allows such efficient splits in general. Hence, this approach cannot be used
for computing the complete shortest path tree in the I/O-model. However,
if we care only about the shortest paths from s to a small number of points
t1, .., tk, with k = O(

√
M
B ), then we can implement the algorithm to use only

O(Scan(N)) I/Os.
As with the algorithm above, we first locate all triangles 4s and 4i for

each ti. This still takes O(Scan(N)) I/Os. We now extract the smallest subtree
D′ of D that contains 4s and all 4i. See Fig. 7.4(a). We use the same tracing
strategy as before: we start tracing from 4s, and we mark a node when we
visit it the first time. Once we reach a marked node we stop tracing. The
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Figure 7.4: (a) The triangulated polygon with
source s and targets t1, .., tk. (b) The representa-
tion of D′ on disk. (c) The topology of D′.
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Figure 7.5: We maintain
k fingers p1, .., pk into the
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subtree is now stored as O(k) paths from the triangles 4s,41, ..,4k towards
the root. We throw away the part of the path from 4s to the root not used by
any other path, and we reorient the paths such that they all orient away from
4s. See Fig. 7.4(b) for an illustration. All of this takes O(Scan(N)) I/Os.

The main idea is to represent the (cusp of the) funnel in such a way that
we can split it without any I/Os. The key insight is that since we have only k
target points, there are at most k − 1 triangles at which we have to split the
funnel. Moreover, we can easily compute those triangles in advance, by a scan
over D′, as they are the triangles corresponding to the degree three nodes in
D′. We refer to these triangles as degree-3 triangles. All other triangles of D′
are degree-2 triangles. Let ∆ be a degree-3 triangle, let d be the edge of ∆
closest to s, and let v be the vertex of ∆ opposite to d. Consider the funnel
F (s, d) to the current diagonal d = `r. Let p(v) be the parent of v in F (s, d).
We now maintain these at most k points p(v) in memory, ordered along F (s, d).
We store the vertices of F (s, d) in between two consecutive parents pi = p(v)
and pi+1 = p(u) in an I/O-efficient deque.

At a degree-2 triangle ∆ with vertices `, r, and u we modify the two ends
of the (cusp of the) funnel as before. This takes O(1/B) amortized I/Os.
Observe that when the apex of the funnel changes, say to a vertex a′ that was
previously on the left chain π(`, a), then all parents p(v) left of a′ (and thus
their associated deques) are unaffected, and all deques between parents right
of a′ are empty, so no additional I/Os are needed.

At a degree-3 triangle ∆ with vertices `, r, and v we have to split the funnel
at p(v). See Fig. 7.5. Since p(v) is a finger, locating p(v) does not take any
I/Os. For the funnel F (s, `v) we create new “fingers” for all parents p(u),
with p(u) right of p(v), and new empty deques in between them. Similarly,
we create new fingers and empty deques in the right funnel F (s, vr). Note
that this requires at most k new deques. Since we have at most k degree-3
triangles, each of which creates k new deques, this requires at most O(k2) I/Os.
Moreover, at any time we have at most O(k2) = O(MB ) active deques, which
use a total of O(M) memory.

To produce the output tree we use a similar strategy; we maintain an
in-memory tree T ′s that stores only the degree-3 nodes in the sparse shortest
path tree Ts (discovered so far) and has the same topology as Ts. For every
edge of T ′s we require one block in memory. If one of our operations changes
the apex of the funnel we push this vertex to the appropriate stack in T ′s. Since
T ′s has only k nodes, this requires at most k − 1 buffers and thus k = O(

√
M
B )

blocks in memory. When the algorithm completes, the tree Ts is represented by
k− 1 arrays, each of which stores a maximal path connecting two degree three
nodes in Ts. Following any leaf-to root path Q in Ts requires O(Scan(|Q|))
I/Os, and all s to leaf paths in Ts can be scanned simultaneously using O(kB)
memory and O(Scan(N)) I/Os.
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Lemma 19. Given a triangulated polygon P with N vertices, a point s ∈ P ,
and k = O(

√
M
B ) target points t1, .., tk. The sparse shortest path tree Ts can be

computed in O(Scan(N)) I/Os. Following any leaf-to root path Q in Ts requires
O(Scan(|Q|)) I/Os, and all s-to-leaf paths in Ts can be scanned simultaneously
using O(k ·B) memory and O(Scan(N)) I/Os.

7.3 A divide and conquer algorithm for computing
parents

In this section we consider the following problem: given a simple polygon P
with an edge δ(P ), the door of P , compute, for every vertex v, the vertices
w`(v) and wr(v) that determine the interval on δ(P ) visible by v, or the parent
(successor) p(v) on the shortest path from v to any point on δ(P ), in case v
cannot see δ(P ). We refer to w`(v) and wr(v) as the left and right restrainers
of v, respectively.

Observation 20. For any vertex v that can see δ(P ), w`(v) and wr(v) are
the neighbors of v in F (v, δ(P )).

Let d be a diagonal d that separates P into two subpolygons P1 and P2
such that δ(P ) lies in P1. Assume without loss of generality that d is horizontal
and that P1 lies above d. For all vertices in P2 the shortest paths to δ(P ) must
go through d. So our problem can be divided into two subproblems on P1 and
P2, with door edges δ(P ) and d, respectively. For a vertex v in P2, if d is not
visible from v, then the parent p(v) is calculated in the subproblem. If d is
visible to v, then p(v) is not found yet but the left and right restrainers with
respect to B are computed. In this case, if the hourglass H(δ(P ), d) is closed,
then it is obvious that v cannot see δ(P ) and thus the parent p(v) is found
in P . Otherwise, if the hourglass H(δ(P ), d) is open, then the parent p(v) or
the restrainers w`(v) and wr(v) are found in P (based on whether v is visible
to δ(P )). We now argue that in both these cases we can compute and collect
a constant amount of information at every vertex v, based on which we can
calculate p(v) or w`(v) and wr(v). More specifically, in Section 7.3.1 define
candidate parents p`(v) and pr(v) that, for all vertices v, can be computed by
a single Graham scan-like algorithm.

Based on the insight above, our algorithm then solves the problem recur-
sively. However, instead of splitting P into two subpolygons, we recursively
split it into O(

√
M
B ) roughly roughly equal size subproblems. As we will see in

Section 7.3.2, this yields an O(Sort(N))-I/O algorithm to compute the p(v) or
w`(v) and wr(v) values.
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7.3.1 Geometric Properties

In this section we prove some properties that help us to find the parents p(v),
for v ∈ B. Let δ(P ) = `r, d = `′r′.

Open hourglass. Suppose that H(δ(P ), d) is open. A polygonal chain
Γ = v1, . . . , vk is a left-spiral if and only if vi+2 lies on the left of −−−→vivi+1 for
all 1 ≤ i ≤ k − 2. Let wd` (v) and wdr (v) be the left and right restrainer of v
with respect to d, i.e. left neighbor of v in the funnel F (v, d), and let Cd(v)
be the cone that is bounded by

−−−−→
vwd` (v) and

−−−−→
vwdr (v). Given two oriented paths,

χ = x1, . . . , xp and ψ = y1, . . . , yq, the path χ intersects ψ from the left in a
point z = xixi+1 ∩ yjyj+1 if the edge xixi+1 of χ if xi lies on or on the left of
the (supporting line of the) ray −−−−→yjyj+1, and xi+1 lies on the right of this ray.

Lemma 21. If H(δ(P ), d) is open and v ∈ P2 sees d then there exists a left
spiral L from v to ` such that P [v, `] does not intersect L from the left.

Let L be the left-spiral from v to ` from Lemma 21. Symmetrically, there
is a right-spiral R from v to r that is not intersected from the right by P [v, r].
Let p` and pr be the successors of v in L and R, respectively. We now argue
that if v sees δ(P ), L and R are really the boundary of F (v, δ(P )).

Lemma 22. If v sees δ(P ) then L = π(v, `) and R = π(v, r).

Clearly, if v ∈ P2 sees δ(P ), say in a point q, then H(δ(P ), d) must be open
and v also sees d (for example in the point vq ∩ d). Furthermore, it follows
that p` lies left of −→vq and pr lies right of −→vq, and thus p` lies left of −→vpr. Hence,
if H(δ(P ), d) is open and v ∈ P2 sees d then we have that v sees δ(P ) if and
only if p` lies left of −→vpr. Lemma 22 then gives us that if H(δ(P ), d) is open,
v ∈ P2 sees d, and p` lies left of −→vpr then w`(v) = p` and wr(v) = pr are the
left and right restrainers of v. Conversely:

Observation 23. If H(δ(P ), d) is open, v ∈ P2 sees d, and p` lies right of
−→vpr then v cannot see δ(P ).

Lemma 24. If H(δ(P ), d) is open, v sees d, p` lies right of −→vpr, and the ray
−→vp` hits the boundary of P for the first time in a point q on P [r, r′], with
p` ∈ vq, then p(v) = p`.

Lemma 25. If H(δ(P ), d) is open, v sees d, p` ∈ P2, pr ∈ P1, and p` lies on
the right of −→vpr, then p(v) = p`.

Analogous to Lemma 24 we prove that if H(δ(P ), d) is open, v sees d, p`
lies right of −→vpr, and the ray −→vpr hits the boundary of P for the first time in a
point q on P [v, `] with pr ∈ vq, then p(v) = pr. We then also get a symmetric
result to Lemma 25. Let 4(p, q, r) be the triangle defined by points p, q, and
r. We then prove:



7.3. A DIVIDE AND CONQUER ALGORITHM FOR COMPUTING
PARENTS 89

Lemma 26. If H(δ(P ), d) is open, v can see d, and p`, pr ∈ P1 with p` 6= pr,
and p` lies on the right of −→vpr, then we have that either p` ∈ 4(v, pr, r′) or
pr ∈ 4(v, p`, `′) but not both.

Lemma 27. If H(δ(P ), d) is open, v can see d, both p` and pr lie in P1, and
p` lies right of −→vpr then

p(v) =


p` if p` ∈ Cd(v) and p` ∈ 4(v, pr, r′)
wdr (v) if p` 6∈ Cd(v) and p` ∈ 4(v, pr, r′)
pr if pr ∈ Cd(v) and pr ∈ 4(v, p`, `′)
wd` (v) if pr 6∈ Cd(v) and pr ∈ 4(v, p`, `′).

Proof. By Lemma 26 we have either p` ∈ 4(v, pr, r′) or pr ∈ 4(v, p`, `′). We
consider the case p` ∈ 4(v, pr, r′). The case pr ∈ 4(v, p`, `′) is symmetric.

If p` ∈ Cd(v) then we argue that −→vp` intersects the boundary of P in a
point q on P [r, r′] such that p` ∈ vq. It then follows from Lemma 24 that
p(v) = p`, as claimed. By definition of p` we have that P [v, `] does not intersect
−→vp` (other than at v or p`). Since p` ∈ Cd(v) it also follows that P [r′, v] does
not intersect −→vp`. Finally, since v cannot see δ(P ) (Observation 23) −→vp` cannot
intersect δ(P ), and thus it intersects P [r, r′]. Using that p` ∈ 4(v, pr, r′), it
follows that the ray −→vp` intersects P [r, r′] in a point q with p` ∈ vq.

If p` 6∈ Cd(v) then it implies that p` lies on the right of wdr (v). It now
follows that the ray

−−−−→
vwdr (v) intersects P [`′, `] in a point q′ and wdr (v) ∈ vq′.

An analogous argument to the one used in Lemma 24 then implies that
p(v) = wdr (v).

We summarize our results in the following lemma. Note that to compute
p(v) or w`(v) and wr(v) we need only a constant amount of information at v.

Lemma 28. Let H(δ(P ), d) be open. For a vertex v ∈ P2 that can see d we
have that

w`(v) = p` and wr(v) = pr if p` lies left of −→vpr, and

p(v) =



p` if p` = pr ∈ A
p` if p` lies right of −→vpr, p` ∈ B, and pr ∈ A
pr if p` lies right of −→vpr, pr ∈ B, and p` ∈ A
p` if p` lies right of −→vpr, p`, pr ∈ A, p` ∈ 4(v, pr, r′), and p` ∈ Cd(v)
wdr (v) if p` lies right of −→vpr, p`, pr ∈ A, p` ∈ 4(v, pr, r′), and p` 6∈ Cd(v)
pr if p` lies right of −→vpr, p`, pr ∈ A, pr ∈ 4(v, p`, `′), and pr ∈ Cd(v)
wd` (v) if p` lies right of −→vpr, p`, pr ∈ A, pr ∈ 4(v, p`, `′), and pr 6∈ Cd(v).
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Closed hourglass. Let a be the apex of the funnel on the side of d in
H(δ(P ), d). In this case, we consider a as a degenerate door such that a = ` = r,
and thus use the lemmas described above to compute p(v) for all vertices v ∈ P2.
Next, we describe how to find a.

Consider the vertex a` in π(`′, `) that makes the first right turn (or a` = `
if no such vertex exists), and the prefix L′ of π(`′, `) before a`. We define R′
and ar analogously.

Observation 29. Let v ∈ P [`′, `] be an interior vertex on a shortest path
π(p, q) between p ∈ d and q ∈ δ(P ). The path π(p, q) makes a left turn at v.
Analogously, for any interior vertex w ∈ P [r, r′] ∩ π(p, q), the path makes a
right turn at w.

Lemma 30. H(δ(P ), d) is closed if and only if either a` lies on R′ or ar lies
on L′.

Lemma 30 leads to the following Observation.

Observation 31. Let H(δ(P ), d) be closed, and let a be the apex of F (d, z),
for any z ∈ δ(P ). If a` lies on P [r, r′] then a = a` and otherwise (if a` lies on
P [`′, `]) a = ar.

7.3.2 The algorithm

We start by computing a balanced hierarchical decomposition of P [53]. The
balanced hierarchical decomposition is a decomposition of the dual tree D
that recursively removes an edge e in D in a balanced way, that is, in each
recursive step partitioning a subtree of size Ni into two subtrees each has
size a positive constant fraction of Ni. We compute the balanced hierarchical
decomposition by using the centroid decomposition of D as follows. The
centroid decomposition of a tree decomposes the tree by recursively removing
a node x and its incident edges from the subtree with size Ni such that each
of the remaining subtrees has size at most 1

2Ni. Refer to Fig. 7.6.
We find the edges in the balanced hierarchical decomposition from the nodes

in the centroid decomposition based on the number of their children. Since
each node in D has degree either 2 or 3, each internal node x in the centroid
decomposition has 2 or 3 children. If x has two children, it is easy to see that
removing (any) one of the edges from x to its children divides the subtree of
size Ni into two subtrees each has size at least αNi for a positive constant
α. Therefore we choose (any) one of the edge for the balanced hierarchical
decomposition. Otherwise x has three children, then there are three subtrees
T1, T2, T3 each rooted at a child of x. Suppose that |T1| ≤ |T2| ≤ |T3|, where
|Ti| is the size of Ti. It is easy to show that |T2| and |T3| both are at least
αNi for a positive constant α. We choose the edge connecting x and T3 for
the balanced hierarchical decomposition, and then continue this procedure



7.3. A DIVIDE AND CONQUER ALGORITHM FOR COMPUTING
PARENTS 91

recursively in each subtree. Since in each recursion we splits the (sub) polygon
in two subpolygons, we obtain a decomposition that splits in k = O(

√
M
B )

polygons (of sizes Θ(Nk )) by storing the decomposition by looking at the
top O(k) nodes in the centroid decomposition as a single component. Each
component can be found by BFS-traversing the centroid decomposition and
the structure of such components can be represented as a tree that has height
O(log√

M
B

N) = O(log M
B
N).

Once the decomposition is computed, we then process this balanced hierar-
chical decomposition recursively. If the current (sub)polygon P fits in memory,
we load it in memory and solve the problem in main memory. Otherwise, we
split P into k = O(

√
M
B ) subpolygons P1, .., Pk of size Θ(N/k) each. We can

produce the boundary of these subpolygons by a scan through the boundary
of P . Furthermore, we can compute the dual of every Pi, in post-order layout,
by scanning D. Every subpolygon Pi naturally corresponds to a subtree in the
balanced hierarchical decomposition.

Let δ(P ) = `r, and let di = `iri be the edge of Pi such that all paths in
P from Pi towards the door edge δ(P ) have to pass through di. Observe that
for k − 1 subpolygons, these edges are the diagonals that we used to split P
into k subpolygons, and for one subpolygon, say P1, d1 = δ(P ) itself. Observe
that we can determine all edges di using only the connectivity between the k
subpolygons P1, .., Pk, hence this does not require any I/Os. We recursively
compute the parents or restrainers for all vertices in each Pi, using δ(Pi) = di.
For the vertices v ∈ Pi that could not see their door diagonal di, we already
have p(v). Then the remaining vertices v ∈ Pi can see their door diagonal
di, and now we compute either p(v) or w`(v) and wr(v). We appropriately
initialize the left-spiral L = Li from `i to ` (or the apex ai if H(δ(P ), di) is
closed). We scan the boundary to compute the p`(v) values; pr(v) can be
computed analogously. Finally, we use one more scan to compute p(v) or w`(v)
and wr(v) using Lemma 28.

The main difficulty in the approach sketched above is that the spirals
L1, ..Lk are not disjoint. Hence, we cannot afford to explicitly compute them
all. So instead, we will use the algorithm from Section 7.2 to compute a
compact tree representation. We describe this in more detail in the next
section.

The conquering phase. We use the algorithm from Lemma 19 to compute
the shortest path tree T` from ` to `i for all i that 1 ≤ i ≤ k. See Fig. 7.7. We
slightly modify the tree T` so that for every `i the tree T` contains a leaf node
corresponding to it. Similarly, compute the shortest path tree Tr from r to ri
for all i that 1 ≤ i ≤ k. Let Li be the shortest left spiral from `i to ai that is
not intersected by P [v, `] from the left, and observe that Li is a path starting
in a leaf-node in T`. We compute all a`i by simultaneously scanning all leaf to
root paths in T`. Similarly, we compute all values ari . By Lemma 30 we can
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Figure 7.6: (a) illustration of poly-
gon P and the dual tree D. Each
triangle is assigned a number as
its id. (b) the centroid decompo-
sition of D. Blue edges represent
the edges for the balanced hierar-
chical decomposition.
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Figure 7.7: The paths L1, .., Lk (in blue)
are paths in T` (solid and dashed blue).
We compute p`(v) for all vertices v ∈ Pi
that can see di (filled brown points) by a
simultaneous scan of the boundary of P
and T`. The points that cannot see their
diagonal di (light brown points) already
know their parent p(v).

then test for every diagonal (without additional I/Os) if H(δ(P ), di) is open
or closed, and if it is closed, compute its apex ai (Observation 31).

Next, we use T` and Tr to compute p`(v) and pr(v) values for vertices v
that do not have a parent p(v) yet. We describe how to do this for the p`(v)
values; computing the pr(v) values is analogous. The main idea is to use T` as
a collection of stacks that collectively model k left-spirals (initially the spirals
Li) while scanning the boundary of P in counterclockwise order, starting at `.
Let v be the current vertex in the scan. For each Pi, let ˆ̀

i = ` if H(δ(P ), di)
is open, and ˆ̀

i = ai otherwise (i.e. if H(δ(P ), di) is closed). During our scan
we maintain a tree T , initially set to T`, and the following invariants:

• for all vertices u on the boundary of P before v, p(u) or p`(u) has been
computed,

• for vertex v, if p(v) is not yet set then vertex v is a leaf node in T , and
the path from v to ai in T is the shortest left-spiral L from v to ˆ̀

i, and

• for all left endpoints `j (of diagonals dj) after v, Lj is a subpath in T .

To maintain these invariants we process every vertex v we as follows:

1. If v already has a value p(v), we skip v and proceed to the next vertex.



7.3. A DIVIDE AND CONQUER ALGORITHM FOR COMPUTING
PARENTS 93

2. If v is a left-endpoint `i, set p`(v) to the predecessor of v in Li (i.e. the
parent of v in T`). We now set L = Li, and so we switch to modifying
Li, and proceed to the next vertex.

3. Otherwise, update L accordingly, i.e. remove vertices from L until we
make a left-turn at the last vertex u of L to get to v. It follows L is now
the shortest left-spiral from v to ˆ̀

i and thus we set p`(v) = u. We add v
to L and proceed to the next vertex.

It is easy to argue that the above procedure maintains the first two invari-
ants. For the third invariant, observe that we can violate this invariant only
by removing a vertex u from L that also occurs on the shortest left-spiral L′
from some vertex `j that lies after v on ∂P . The vertex u must be separated
from `j by L, more precisely by the sub-spiral in L from v to p`(v). It then
follows that L′ intersects the path L twice and thus we can shortcut it, which
is a contradiction. Hence, when we remove a vertex u from L, it does not
affect the path Lj , for any `j after the current vertex v. Thus our algorithm
computes all values p`(v).

Finally, we compute p(v) or w`(v) and wr(v) using Lemma 28. This requires
another scan of the boundary of P . The output is given as an array, storing
the vertices and these values, in order along the boundary of P .

Analysis. Computing the balanced hierarchical decomposition takesO(Sort(N))
I/Os [100]. Now in every step of the recursion we spend only O(Scan(N ′))
I/Os, where N ′ is the size of the subproblem: computing T` and Tr takes
only O(Scan(N ′)) I/Os by Lemma 19, the same holds for the scan along the
boundary to compute p`(v) values, and since we consume T` from the leaves
towards the root, this also takes O(Scan(N ′)) I/Os. Computing p(v) or w`(v)
and wr(v) can be computed by another scan of the subpolygon. So, we get
the recurrence

T (N) ≤


√

M
B · T ( N√

M/B
) + N

B if N > M

N
B if N ≤M.

We have T (N) = O(NB log M
B

N
B ) = O(Sort(N)) since there areO(log√

M
B

N
M ) =

O(log M
B

N
M ) levels of recursion, and we spend a total of O(Scan(N)) I/Os at

every level (i.e. if we sum the sizes of the subpolygons at a particular level,
their total size is O(N)). We conclude:

Theorem 32. Given a simple polygon P with N vertices and a door edge
δ(P ). In O(Sort(N)) I/Os we can compute, for every vertex v ∈ P : (i) the
successor p(v) of v on the shortest path toward δ(P ), if v cannot see δ(P ), (ii)
the left and right restrainers w`(v) and wr(v), if v can see δ(P ).



94
CHAPTER 7. I/O-EFFICIENT ALGORITHMS FOR SHORTEST PATH

PROBLEMS IN SIMPLE POLYGONS

7.4 Computing a shortest path map

In this section, we consider computing the shortest path mapMs of s. With the
help of the algorithm we developed in the previous section, we first construct
the shortest path tree Ts of s. We describe this in Section 7.4.1. We then show
how to turn Ts intoMs in Section 7.4.2.

7.4.1 Constructing the shortest path tree

We use the algorithm described in Section 7.3.2 to construct the shortest path
tree as follows. For a given polygon P and a source point s, we find the triangle
4 containing s by scanning D. Then we divide P into three subpolygons
using the edges in 4, and compute for each vertex v in P the parent p(v)
by applying the algorithm in Section 7.3.2 to each subpolygon. If a vertex v
in a subpolygon P ′ has no parent assigned, that is, v has the left and right
restrainers w`(v), wr(v), then we check if s lies on the left, on the right, or
inside of the cone formed by w`(v), wr(v), and v and assign p(v) appropriately.

We compute the length of the shortest path π(s, v) for all vertices v ∈ P
by performing an in-order DFS traversal on Ts using O(Sort(N)) I/Os [100].
Finally, we sort the result ordered on the index of the vertices along ∂P . We
can then report the length of π(s, v) in O(1) I/Os.

To efficiently report π(s, v) itself, we store Ts in the I/O-efficient data
structure [41] that can report a node-to-root path using O(Scan(K)) I/Os,
where K is the number of vertices in the path. Constructing this data structure
requires O(Sort(N)) I/Os. We conclude:

Theorem 33. Let P be a simple polygon with N vertices, and s be a source
point in P . The shortest path tree Ts of s can be computed in O(Sort(N)) I/Os.
Given a vertex v ∈ P the length of the shortest path π(s, v) can be reported in
O(1) I/Os, and the path itself can be reported in O(Scan(K)) I/Os, where K
is the number of vertices of π(v, s).

7.4.2 Constructing the shortest path map

In this section we describe how to compute the shortest path mapMs from Ts.
Let G be the embedded planar graph formed by Ts and P . We can obtainMs

by extending the edges of the inward convex chains of each face F of G until
they hit the boundary of F [74]. It is easy to see that this can be implemented
in O(Scan(|F |)) I/Os, simply by scanning along the boundary of F . Hence,
all that remains is to report the boundary of each face of G. While in internal
memory this is trivial to do in linear time using a simple graph traversal, in
external memory this requires a bit more work.
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Lemma 34. Given N line segments representing the edges in an embedded
planar graph G, the boundaries of all faces of G can be computed in O(Sort(N))
I/Os.

Using Lemma 34 we can now construct Ms in O(Sort(N)) I/Os. We
then use an existing point location data structure to find the parent p(q) of a
query point q. Hu et al. [59] showed that for a given planar subdivision of N
vertices, a point location query can be answered in O(logB N) I/Os after the
preprocessing of O(Sort(N)) I/Os. We thus obtain:

Theorem 35. Given a simple polygon P with N vertices and a source point
s ∈ P , the shortest path map Ms can be constructed in O(Sort(N)) I/Os.
For any point q ∈ P , the length of the shortest path π(q, s) can be queried in
O(logB N) I/Os, and the path itself can be reported with O(Scan(K)) additional
I/Os, where K is the number of vertices in π(q, s).

7.5 Appendix: Omitted proofs

Lemma 21. If H(δ(P ), d) is open and v ∈ P2 sees d then there exists a left
spiral L from v to ` such that P [v, `] does not intersect L from the left.

Proof. Consider the left boundary L1 = u1, . . . , ua, with u1 = ` and ua = `′,
of H(δ(P ), d) and the left boundary L2 = w1, . . . , wb, with w1 = v and wb = `,
of F (v, d). Since v can see d, this funnel F (v, d) is open. It follows that L1
and L2 are semi-convex chains with only left bends that are not intersected
by P [v, `] [57]. Let ui and wj be the first and last vertices on L1 and L2,
respectively, such that the chain u1, . . . , ui, wj , . . . , wb has only left bends (so
uiwj is a tangent bridging L1 and L2, see Fig. 7.8(a)). All that remains to
show is that P [v, `] does not properly intersects this tangent segment uiwj .

v

`′
r′

`

r

ui

wj

ub
ua

p`
pr

v

p`
pr

v

d

d(P )

d

(a) (b) (c)

Figure 7.8: (a) If H(δ(P ), d) is open and v sees d then there is a left spiral
L connecting v to `. (b) The configuration from Lemma 36 with p` left of
pr yields a contradiction. (c) If the ray −→vpr hits an edge e of P [pr, r] then it
follows that R must be on the outside of P : a contradiction.
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Let p be the intersection point of this segment with the supporting line of d.
Clearly, P [v, `′] does not intersect uip. Moreover, it cannot intersect pwj from
the left, since otherwise P [v, `′] would have to intersect P [`wj ]. Analogously,
we get that P [`′, `] does not intersect uiwj from the left. It follows that P [v, `]
does not intersect uiwi from the left, and thus the lemma follows.

Lemma 36. If H(δ(P ), d) is open, v ∈ P2 sees d, and p` lies left of −→vpr, then−→vpr intersects d in a point q that is visible from v.

Proof. Assume by contradiction that the ray −→vpr intersects the supporting
line of d in a point q that is not visible from v. Let [a, b], with a left of b, be
the interval on d visible from v, and let ua and ub be the vertices defining
this interval (the restrainers of v with respect to P2). See Fig. 7.8(b) for an
illustration. Since P [v, r] does not intersect R from the right, in particular the
segment vpr, it follows that pr must lie to the left of −→vub. Moreover, since q is
invisible to v, pr must even lie on the left of −→vua. Since p` lies left of −→vpr, it
also lies left of ua. Since ua is a vertex of P [v, `], and vp` is the first edge of
the left spiral L it follows that ua lies left of −→vp`. Contradiction.

Lemma 37. If H(δ(P ), d) is open, v ∈ P2 sees d, and p` lies left of −→vpr then
v sees δ(P ).

Proof. Assume, by contradiction, that the conditions of the lemma are satisfied
but v cannot see δ(P ). Consider the ray −→vpr from v towards pr. By Lemma 36
this ray first intersects d and then some edge e = uw 6= δ(P ) of the polygon
that blocks it. We now distinguish three cases, depending on which part of
the polygon boundary e belongs to.

If e is part of P [v, pr], then this part intersects vpr, and thus R. Contra-
diction.

If e is part of P [pr, r], then R separates the ray from P [pr, r] (i.e. R
conceptually insulates P [pr, r]), and thus −→vpr has to intersect R before it
intersects e. Since R has only right bends it follows that d lies on the outside
of P . See Fig. 7.8(c) for an illustration. Contradiction.

If e is part of P [v, `] we get two cases analogous to the ones above, both
leading to a contradiction.

Since all cases result in a contradiction, it follows that the ray −→vpr must
intersect δ(P ), and thus v sees δ(P ).

Lemma 22. If v sees δ(P ) then L = π(v, `) and R = π(v, r).

Proof. We prove that L lies inside P , and that no shorter path from v to `
inside P exists. The argument for R is symmetric. Let q be a point on δ(P )
visible from v. By definition of L, P [v, `] does not intersect L from the left.
Furthermore, P [v, r] also cannot intersect L from the left, otherwise it would
have to intersect with P [v, `] as well. Similarly, the edge δ(P ) itself cannot
intersect L (either from the left or right). It now follows that the left-spiral
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v, q, ` is contained in P and “protects” L from the right. Hence, P [v, `] and
P [v, r] cannot intersect L from the right, since otherwise they would also
intersect either δ(P ) or vq. It is easy to argue that the shortest path from v to
` can contain only left-bends and that we cannot shortcut L since this would
place a vertex of P [v, `] in the interior of P .

Lemma 24. If H(δ(P ), d) is open, v sees d, p` lies right of −→vpr, and the ray
−→vp` hits the boundary of P for the first time in a point q on P [r, r′], with
p` ∈ vq, then p(v) = p`.

Proof. By Observation 23 v cannot see δ(P ). Thus, the funnel F (v, δ(P )) is
closed, and there is a vertex p(v) that is the first vertex on the shortest path
from v to any point z ∈ δ(P ). Consider the first vertex u on π(v, `). We argue
that p(v) = u = p`.

Thus, the subsegment p`q of the ray −→vp` that hits P [r, v] splits P into
two regions X and Y . The region X is the subpolygon of P that is bounded
by P [q, p`] and p`q and that contains v, and Y is the remaining part of P
that contains `. See Fig. 7.9. Observe that u cannot lie in Y , since none of
the vertices of P ∩ Y (other than p`) are visible from v. If u lies in X, the
geodesic π(v, `) crosses p`q, and thus we can shortcut it along −→vq. It follows
that u = p`.

Lemma 25. If H(δ(P ), d) is open, v sees d, p` ∈ P2, pr ∈ P1, and p` lies on
the right of −→vpr, then p(v) = p`.

Proof. Since v sees d, and p` ∈ P2 it actually follows that the ray −→vp` intersects
d before it hits the boundary of P . Furthermore, since p` lies right of −→vpr it
follows this ray (−→vp`) hits P [r, v]. Thus, we have that (i) H(δ(P ), d) is open,
(ii) v can see d, (iii) p` lies right of −→vpr, and (iv) the ray −→vp` hits the boundary
of P for the first time in a point q on P [r, r′], with p` ∈ vq. It then follows
from Lemma 24 that p(v) = p`.

Lemma 26. If H(δ(P ), d) is open, v can see d, and p`, pr ∈ P1 with p` 6= pr,
and p` lies on the right of −→vpr, then we have that either p` ∈ 4(v, pr, r′) or
pr ∈ 4(v, p`, `′) but not both.

Proof. First we prove that both of the cases cannot happen at the same time.
Assume that p` ∈ 4(v, pr, r′). Then pr and v lie on opposite sides of the
line through `′ and p`, and thus pr cannot lie in 4(v, pl, `′). The case where
pr ∈ 4(v, pr, r′) is symmetric.

We prove by contradiction that at least one case must hold. Assume that
p` 6∈ 4(v, pr, r′) and pr 6∈ 4(v, p`, `′). Since p` lies in P1, right of −→vpr, and not
in 4(v, pr, r′) it must lie to the right of the line through r′ and pr (oriented
from r′ to pr). See Fig. 7.10. Furthermore, since pr 6∈ 4(v, p`, `′) the segments
`′p` and r′pr must intersect. However, since p` ∈ P1 it must lie on the left
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Figure 7.9: The segment p`q parti-
tions P into subpolygons X and Y ;
the first vertex u of π(v, `) cannot lie
in either X or Y other than on p`.
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Figure 7.10: If p` 6∈ 4(v, pr, r′) and
pr 6∈ 4(v, p`, `′) then the left and
boundaries of H(δ(P ), d) must inter-
sect.

boundary L′ of H(δ(P ), d). Symmetrically, pr must lie on the right boundary
R′ of H(δ(P ), d). It now follows that these boundaries L′ and R′ intersect.
This contradicts that H(δ(P ), d) is open.

Observation 29. Let v ∈ P [`′, `] be an interior vertex on a shortest path
π(p, q) between p ∈ d and q ∈ δ(P ). The path π(p, q) makes a left turn at v.
Analogously, for any interior vertex w ∈ P [r, r′] ∩ π(p, q), the path makes a
right turn at w.

Proof. Assume that v ∈ P [`′, `]∩ π(p, q) and the path π(p, q) makes right turn
at v; the case that v ∈ P [r, r′] ∩ π(p, q) can be proved analogously. Let v′ and
v′′ be the vertices prior and after v in π(p, q), and rotate P so that v′ and v′′
lies below and above the horizontal line h passing through v. Let h′ be the
segment h′ which is a part of h intersecting P and having an endpoint at v.
Then h′ cannot intersects the triangle 4(v, v′, v′′), because otherwise π(p, q)
can be shortened.

The polygon P can be divided by h′ into two subpolygons P1 and P2, such
that P1 and P2 contains v′ and v′′, respectively. We claim that v ∈ P [`′, `]
makes a left turn by showing that either p lies in P1 or P2 the shortest path
π(p, q) passes the same diagonal h′ at least twice, which is a contradiction.
Assume that p lies in P1. Since v ∈ P [`′, `], the chain P [`′, v] is a prefix of
P [`′, `], and this implies that q lies in P1. Since π(p, q) includes v′′ which is in
P2, π(p, q) must pass h′ at least two times. If p lies in P2, then the orientation
of p, v′, v, and v′′ in π(p, q), and v′ ∈ P1 imply that π(p, q) should pass h′ at
least twice.

Lemma 30. H(δ(P ), d) is closed if and only if either a` lies on R′ or ar lies
on L′.
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Proof. If the hourglass is closed, then for any point z ∈ δ(P ) there is the
apex a of the funnel F (d, z). It follows that a appears on both π(`′, `) and
on π(r′, r). All vertices in π(`′, a) before a make left turns, and π(`′, a) is a
prefix of π(`′, z). Similarly, all vertices in π(r′, a) before a make right turns,
and π(r′, a) is a prefix of π(r′, z). It is obvious that the suffixes of the shortest
paths π(`′, z) and π(r′, z) after a are identical. Vertex a is either in P [`′, `]
or P [r, r′]. Assume that a lies in P [`′, `]; the other case is symmetric. It now
follows from Observation 29 that π(r′, z) makes a left turn at a, and thus
a = ar. It is easy to see that π(`′, z) makes a left turn at a and it implies that
a = ar ∈ L′.

Remark that L′ and R′ are the subsequence of the shortest paths π(`′, `)
and π(r′, r), respectively. Therefore, if either a` on R′ or ar on L′ then the
shortest paths π(`′, z) and π(r′, z) share an interior vertex, and thus H(δ(P ), d)
is closed.

Lemma 34. Given N line segments representing the edges in an embedded
planar graph G, the boundaries of all faces of G can be computed in O(Sort(N))
I/Os.

Proof. Every edge e = (u, v) of G corresponds to two twin half-edges (e,+1)
and (e,−1), with Twin((e,+1)) = (e,−1). The embedding of G can be
represented by a permutation Π on the half-edges [89]. In particular, every
vertex v of G corresponds to a cycle in Π representing the outgoing half-edges
incident to v in, say, counter clockwise order [42]. Let Succ((e, α)) denote the
successor of (e, α) in Π, i.e. the next half-edge in the cycle containing (e, α).
It is well known that the dual graph of G is also planar, and thus it can also
be represented by a permutation Π∗. Moreover, we have that Π∗ = Π ◦Twin.
The cycles in Π∗ now correspond to the faces of G, that is, a cycle in Π∗
consists of exactly the half-edges bounding a face, listed in counter clockwise
order along the face. Hence, we can efficiently report the boundary of all faces
of G by constructing the cycles of Π∗.

Given the line segments representing the edges of G, we can construct Π
using Sort(N) I/Os. We now explicitly construct a graph representing the
permutation Π∗. That is, we construct an edge (e,Π(Twin(e))) for every half
edge e. The cycles of Π∗ can then be reported using a DFS traversal of this
graph. This requires O(Sort(N)) I/Os [79]. The Lemma now follows.
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