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With four parameters I can fit an elephant, and with five I can make him wiggle his trunk.
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This dissertation contains three chapters, which are structured as self-contained essays.

The first chapter explores the predictive power of internet search volume for employment

growth in the US using a large panel of search terms. The second chapter shows that

recently developed tests for financial bubbles suffer from high false-positive rates when

innovations are serially correlated and proposes a novel method that is robust to such cir-

cumstances. The final chapter examines the two major competing explanations for the ef-

fects of inflation on asset prices: inflation non-neutrality andmoney illusion, by estimating

an economic model that allows for both explanations to have an effect. The first two chap-

ters would be of particular interests to central banks which are interested in monitoring

both the labor market and the housing market as important indicators to guide monetary

policy. The final chapter takes amore theoretical perspective on things, but its implications

are particularly relevant to investors, academic economists, and policy makers.

The first chapter, In search of a job: forecasting employment growth in the US using Google

trends, examines the ability of internet search volume across a large panel of labor related

queries to forecast future employment growth in the US. Employment growth is consid-

ered as a litmus test for economic health and a leading indicator that is decisive to policy

makers, businesses, and job seekers alike. By extension, being able to produce accurate

forecasts within a reasonable horizon of time is of fundamental importance. In this paper,

we take a novel approach to this issue and use Google’s own algorithms to select a large

number of search terms related to job-search activity, labor market sentiment, and welfare

policies to construct a real-time forecast device to US employment growth. To optimally

exploit the information contained in this high-dimensional panel, we use a combination of

variable selection based on soft-thresholding, as proposed by Bai and Ng (2008), with the

three-pass regression filter developed byKelly and Prui (2015). Our results show that this

“big-data” driven approach results in an out-of-sampleR2 statistic of 65% to 88% for hori-

zons between one month and one year ahead over the period 2008-2017, which compares

to 30% to 60% formodels comprised ofmacroeconomic, financial, and sentiment variables.

An additional advantage of ourmethodology is that Google search data is available instan-

taneously and it is free from revisions, which makes a very valuable tool for short horizon

forecasts. Overall, we find that the general superior performance of the model appears to

arise from the combination of heterogeneous search queries with its flexibility to let the

selected keywords vary over time.
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The second chapter, Testing for explosive bubbles in the presence of autocorrelated innova-

tions, joint with Thomas Quistgaard Pedersen, analyzes the properties of recursive right-

tailed unit root tests for bubbles proposed by Phillips, Wu, and Yu (2011) and Phillips, Shi,

and Yu (2015), when innovations are driven by autoregressive (AR) or moving average

(MA) processes. We motivate the paper by showing that price-rent and price-dividend

series, which are often used to test for exuberance in housing and stock markets, are com-

monly found to have serially correlated innovations (of the AR andMA type). We then use

a simulation study with parameters based on empirical data, to show that under these cir-

cumstances the bubbles tests under consideration suffer from severe size distortions when

using either fixed or automatic (based on information criteria) lag-length selection in the

auxiliary regressions that conform the tests. To address this problem, we propose a sieve-

bootstrap version of the tests, and show that this results inmore or less perfectly sized tests

statistics at li le cost for the power of the tests. We finalize the chapter by applying the

bootstrap version of Phillips, Shi, and Yu (2015) test to OECD housing markets and show

that the evidence for exuberance is much weaker once we control for false positives due to

serial correlation.

The final chapter, Money illusion versus inflation non-neutrality: An indirect inference ap-

proach, joint with Tom Engsted and Thomas Quistgaard Pedersen, takes a close look at the

effects that inflation expectations have on asset prices. One of the most puzzling manifes-

tations of these effects is that on US and international data, there was a positive predictive

relation between the price-dividend ratio and future inflation up until the mid-1970s, but

this relation turns negative thereafter. We estimate a consumption-based asset pricing

model with recursive preferences (Epstein and Zin, 1989, 1991), that can explain this phe-

nomenon as a result of inflation non-neutrality, i.e. rising prices have a direct effect the

expected future consumption stream of investors and thereby on current prices, or as a

result of money illusion, which refers to the fact that investors are irrational and hence fail

to account for the effect of inflation when discounting nominal cash flows. We find that

the period up until the mid-1970s is characterized by the existence of money illusion, low

risk-aversion and high intertemporal elasticity of substitution, but no evidence of inflation

non-neutrality. For the period that follows and until today we find that risk aversion and

intertemporal elasticity of substitution remain relatively unchanged, however, the money

illusion vanishes and inflation non-neutrality appears. Overall, the evidence is consistent

with the hypothesis that the high inflation period of the 1970s has made investors aware of

the potential impact of inflation on asset prices and this has resulted in the disappearance

of money illusion and appearance of inflation non-neutrality.
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D :

Denne a andling består af tre ua ængige kapitler. Det første kapitel undersøger

i hvilket omfang søgeaktivitet på interne et efter ord relateret til arbejdsmarkedet kan

forudsige væksten i beskæftigelse. Det andet kapitel viser, at nylige udviklede tests for

finansielle bobler lider af stor risiko for at konkludere tilstedeværelsen af bobler, når disse

er ikkeeksisterende, hvis innovationerne i en underliggende regressionsmodel er serielt

korrelerede. Ydermere bidrager kapitlet med en alternativ metode til at teste for bobler,

der er robust over for seriekorrelation. Det sidste kapitel undersøger to konkurrerende

forklaringer på effekten af inflation på priserne på finansielle aktiver, penge-illusion og

inflations-ikke-neutralitet ved at estimere en økonomisk model, der tillader for begge ef-

fekter. De første to kapitler vil være særligt interessante for blandt andet centralbanker, der

ønsker at overvåge både arbejdsmarkedet og boligmarkedet som input til beslutninger ve-

drørende den fremadre ede pengepolitik. Det sidste kapitel har en mere teoretisk vinkel,

men implikationerne heraf er særligt relevante for investorer, økonomer og finansielle

beslutningstagere.

Det første kapitel, In search of a job: forecasting employment growth in the US using Google

trends, undersøger, hvorvidt søgeaktivitet på interne et efter ord relateret til arbejdsmarkedet

er i stand til at forudsige væksten i beskæftigelsen i USA. Væksten i beskæftigelse be-

tragtes generelt som en indikator for økonomisk vækst og spiller således en vigtig rolle for

både politikere, finansielle institutioner, erhvervslivet og den enkelte arbejdstager, hvor-

for det er vigtigt at kunne danne præcise skøn på den fremtidige udvikling. I de e kapi-

tel adresserer vi problemstillingen fra en ny vinkel ved at bruge Googles egne algorit-

mer til at udvælge et stort antal søgeord relateret til blandt andet jobsøgningsaktiviteter

med henblik på at udvikle en metode, der i real tid kan levere præcise skøn på væksten i

beskæftigelse. Vi bruger forskellige data-reduktionsteknikker (Bai ogNg (2008) samtKelly

og Pruit (2015)) med henblik på at udny e informationen indeholdt i disse mange søge-

ord på den mest optimale måde. Resultaterne viser, at i perioden 2008-2017 er metoden i

stand til at forklare 65-88% af variationen i den fremtidige vækst i beskæftigelsen for ho-

risonter mellem enmåned og et år. Til sammenligning leverer modeller baseret på typiske

makroøkonomiske og finansielle variable en forklaringsgrad på 30-60%. En yderligere

fordel ved vores metode er, at søgedata fra Google er tilgængeligt med det samme og

ikke undergår revisioner, hvilket gør det til et meget værdifuldt værktøj i forhold til at

levere skøn over korte horisonter. Overordnet set finder vi, at modellens stærke resul-

ix



tater skyldes en kombination af brugen af meget forskelligartede søgeord og modellens

fleksibilitet ved at lade søgeordene variere over tid.

Det andet kapitel, Testing for explosive bubbles in the presence of autocorrelated innova-

tions, skrevet sammen med Thomas Q. Pedersen, analyserer egenskaberne ved rekursive

højresidede enhedsrodstest for bobler udviklet at Philips, Wu og Yu (2011) og Philips, Shi

og Yu (2015), når innovationerne i de underliggende regressionsmodeller er serielt ko-

rrelerede. Vi motiverer problemstillingen ved at vise, at de typiske variable, der bliver

brugt til at teste for bobler på henholdsvis bolig- og aktiemarkedet, generelt indebærer

serielt korrelerede innovationer. Baseret på et simulationsstudie viser vi at med serielt

korrelerede innovationer, så er de rekursive højresidede enhedsrodstest forbundet med

stor risiko for at konkludere tilstedeværelsen af bobler, når disse er ikkeeksisterende (også

kaldet falsk-positiv). Som en løsning på de e problem foreslår vi en sieve-bootstrap ver-

sion af testene og viser, at risikoen for falsk-positiv mere eller mindre forsvinder og at

denne korrektion har meget begrænset betydning for testenes evne til at konkludere tilst-

edeværelsen af bobler, når det rent faktisk er tilfældet. Vi afslu er kapitlet med at anvende

bootstrap-versionen af testene på en række OECD-landes boligmarkeder og viser, at der

er langt mindre evidens for bobler, når vi kontrollerer for falske-positive grundet serielt

korrelerede innovationer.

Det sidste kapitel,Money illusion versus inflation non-neutrality: An indirect inference ap-

proach, skrevet sammen med Tom Engsted og Thomas Q. Pedersen, kigger nærmere på de

effekter, inflationsforventninger har på aktiepriser. Denne analyse motiveres af, at der for

både USA og lang række andre lande var en positiv sammenhæng mellem aktiepriser og

fremtidig inflation indtil midten af 1970’erne, hvorefter sammenhængen bliver negativ. Vi

estimerer en forbrugsbaseret prisdannelsesmodel med rekursive præferencer (Epstein og

Zin, 1989, 1991), der kan forklare de empiriske sammenhænge som et resultat af penge-

illusion eller inflations-ikke-neutralitet. Penge-illusion refererer til det fænomen, at inve-

storer er irrationelle og ikke tager fuldt ud højde for inflation, når de tilbagediskonterer

fremtidige betalingsstrømme. Inflations-ikke-neutralitet dækker over, at inflation har en

negativ effekt på den realøkonomiske aktivitet. Vi finder, at perioden op til midten af

1970’erne er karakteriseret ved tilstedeværelsen af penge-illusion og ikke inflations-ikke-

neutralitet, mens det modsa e har været tilfældet siden midten af 1970’erne. Overordnet

er resultaterne konsistente med hypotesen om, at perioden med høj inflation i starten af

1970’erne gjorde investorerne opmærksomme på betydningen af inflation i forhold til pris-

dannelsen på de finansielle markeder, og at de e resulterede i at penge-illusion forsvandt

og inflations-ikke-neutralitet dukkede frem.
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I S J : F E G
US U G T

By Erik Christian Montes Schü e*

We show that Google search activity on relevant terms is a strong out-of-sample predic-
tor of future employment growth in the US and that it greatly outperforms benchmark
predictive models based on macroeconomic, financial, and sentiment variables. Using
a subset of ten keywords, we construct a panel with 211 variables using Google’s own
algorithms to find related search queries. We use Elastic Net variable selection in com-
bination with Partial Least Squares to extract the most important information from
a large set of search terms. Our forecasting model, which can be constructed in real
time and is free from revisions, delivers an out-of-sample R2 statistic of 65% to 88%
for horizons between one month and one year ahead over the period 2008-2017, which
compares to between roughly 30% and 60% for the benchmark models. The superior
performance stems from the inclusion of heterogeneous search queries in the model and
its flexibility to let the selected keywords vary over time.

JEL Codes: C22, C53, E24
Keywords: Forecast comparison, partial least squares, elastic net, complete
subset regressions, bagging

*Department of Economics and Business Economics and CREATES, Aarhus University, Denmark, Email:
christianms@econ.au.dk.
I am grateful to Daniel Borup, Charlo e Christiansen, Jonas Nygaard Eriksen, Jorge Hansen, Stig Vinther
Møller, Giorgio Mirone, Benjamin Liengaard, Thomas Quistgaard Pedersen and Eduardo Vera-Valdés and
for the useful comments and discussions.

1



1. INTRODUCTION
CHAPTER I. IN SEARCH OF A JOB: FORECASTING EMPLOYMENT GROWTH IN THE US

USING GOOGLE TRENDS

1 Introduction

Employment growth is a measure of economic expansion and regarded as a litmus test
forUS economic health. As such, it is a leading indicator that is important to policymakers,
businesses and job seekers alike. For example, it is one of the key macroeconomic series
looked at by the Federal OpenMarket Commi eewhen determining the path of the federal
funds rate, which is the primary tool of monetary policy used by the Fed. Additionally, job
growth figures are carefully scrutinized by themedia every time they are released. Thus, it
is no coincidence that theword “jobs”wasmentioned a total of 42 times during the 90min-
utes long first presidential debate between candidates Hillary Clinton and Donald Trump
in September 2016. Despite its significance, employment growth has historically been a
relatively difficult macroeconomic series to forecast. A case in point is the period that
covered the recession of 2008-9 and subsequent recovery, where it developed relatively
different to projections made by the Bureau of Labor Statistics.

Given the salience of jobs and job growth in the minds of the US working-age popu-
lation, it should not come as a surprise that latent labor market sentiment leaves a heavy
footprint on internet search behaviour, particularly from job seekers. A survey made by
the Pew Research Center in 2015, found that 80% of the US population uses the internet
when searching for a job, and 34% say that it is the most important resource available to
them during the job search process (Smith, 2015). In a recent contribution, D’Amuri and
Marcucci (2017) show that search volume for the term “jobs” is a strong predictor of the un-
employment rate in the US. This predictability is also present in international markets, as
evidenced by Askitas and Zimmermann (2009), D’Amuri (2009) and Fondeur and Karamé
(2013) who find predictability for the unemployment rate in Germany, Italy, and France,
respectively.1 Nonetheless, these studies have solely focused on search volume for a single
query or, at best, a small group of queries as predictors, failing to account for the inherent
benefits of data rich environments. The potential for high-dimensional models to bring
about significant improvements over classical univariate or low-dimensional forecasting
models has been documented by several studies, among others, Stock andWatson (2002b;
2002c; 2006a), Forni et al. (2005), DeMol et al. (2008), Bai andNg (2008), Kim and Swanson
(2014), Groen and Kapetanious (2016).

The aim of this paper is to forecast employment using a data rich environment formed
by Google search activity and as such the paper has twomain contributions.2 The first one
is to construct a real-time monitoring device for US employment growth using a broad
spectrum of 231 internet search terms related to job-search activity, labormarket sentiment
andwelfare policies. This index can be constructed instantaneously, is free from revisions,
and displays much higher forecast accuracy than traditional macroeconomic, financial
and sentiment variables. Our second contribution is to adapt state-of-the-art methods for

1The evidence for the predictive power of internet search volume for macroeconomic series is not limited
to the unemployment rate. Other macroeconomic variables for which there is evidence of predictability are
private consumption (Vosen and Schmidt, 2011), initial claims (Choi and Varian, 2012), and building permits
(Coble and Picheira, 2017).

2Although Google is only one the search engines available to internet users, according to Statcounter (a
webtraffic analysis tool), it currently holds more than 85% of the search engine market share in the US.
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CHAPTER I. IN SEARCH OF A JOB: FORECASTING EMPLOYMENT GROWTH IN THE US
USING GOOGLE TRENDS 1. INTRODUCTION

forecasting with high-dimensional panels in a macroeconomic se ing to Google search
activity and show that this results in much higher predictive power than models based on
a single keyword. By combining a large and heterogeneous set of Google search terms,
we benefit in three important ways. First, each additional regressor has the potential of
contributing with supplementary information. Second, the inclusion of different terms
can possibly alleviate sample selection issues that arise due to variation in internet use
across different groups by income and age since semantically related terms can potentially
capture the same type of information but across distinctive demographical groups. Third,
it minimizes the impact of noise in the data that arises due to changes in search terms or
behavior across time.

Google Trends has several advantages over classical statisticalmeasures used formacroe-
conomic forecasting. More specifically, official statistics are usually releasedwith a lag and
they are subject to substantial revisions. Household and business surveys can be more
timely and they are relatively free from revisions but they are costly to obtain and might
suffer from selection biases in response rates. Google Trends on the other hand, can be
obtained in real time, be restricted to specific geographical areas, and can even be obtained
at daily frequencies. Moreover, the ease with which you can download additional Google
Trends series makes it easy to expand the panel of predictors.

Starting with a set of ten keywords, we use Google’s own algorithms to find semanti-
cally linked search queries and thereby expand the panel to a high-dimensional se ing. We
then use soft thresholding variable selection based on Elastic Net, as proposed by Bai and
Ng (2008), to choose the best thirty predictors within this large panel. We further reduce
the dimensionality of these selected predictors into common components by using Partial
Least Squares. This procedure, which we call targeted PLS, yields consistently superior
performance to benchmarks models for horizons between one month and one year ahead,
producing out-of-sample R2 measures between 65% and 88%, which compares to 30% to
60% for models consisting of macro, financial and sentiment variables. In contrast to the
benchmark models, the targeted PLS model is particularly adept at forecasting employ-
ment growth during the latest recession and recovery that followed. We also compare the
targeted PLS Google-based model to a PLS model that uses the same data but does not in-
volve soft threshold variable selection. We find that the la ermodel delivers out-of-sample
R2measures between 20%and 40%, implying that the pre-selection procedure is important
since many of the search keywords harm performance by inducing noise in the estimated
PLS factors.

The general superior performance of the model appears to arise from the combination
of heterogeneous search queries with its flexibility to let the selected keywords vary over
time. We investigate whether combining the Google Trends data set with the benchmark
data improves on the forecasting performance of the targeted PLS model and find that the
improvements areminimal, particularly at horizons below sixmonths. This is noteworthy,
since it is especially at these short horizons that official statistics are comparatively unsuit-
able due to publication lag and the possibility of future revisions. Finally, we show that
our results are robust to the choice of search terms used to build the data set, estimation
window, and to whether the data is detrended or differenced.
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In Section 2 we present the methodology used to construct the panel of predictors for
both the Google Trends data and the benchmark data set. Section 3 introduces the main
models we use to forecast employment growth as well as the methods we use to draw
inference on the results of the horse race. In Section 5 we present empirical findings,
compare alternative models build, and discuss our results. We show the robustness of
the results in Section 6. Finally, in Section 7 we present some concluding remarks.

2 Data

The sample that we use for this analysis spans from 2004:M1 to 2018:M1 and has a
monthly frequency. The starting date is determined by the availability of Google Trends
data. We obtain data for our target variable, seasonally adjusted employment growth in
the US, from the Bureau of Labor Statistics.

Our set of search volume data predictors are obtained from Google Trends, which
provides a time series index on the proportion of queries for a search term in a given
geographical area.3 The proportion of queries for a particular keyword is normalized by
the total amount of Google searches in the selected geographic area and time range. The
resulting number is then scaled on a range between 0 and 100 such that the maximum
volume for the particular query in the selected time period takes the value 100. Due
to privacy concerns, Google Trends does not explicitly provide its users with the actual
number of queries made for each keyword. Nonetheless, for the purpose of forecasting,
this does not represent a problem since we are only interested in the time series dynamics
of relative search activity. A very useful feature of Google Trends is that, for each keyword,
the user is provided with a list of up to 25 related terms (also referred to as related queries
henceforth).4 According to Google, related terms are selected by looking at terms that
are most frequently searched with the term you entered within the same search session.
Although the precise algorithm that determines the related terms is proprietary, the output
is generally intuitive. For example, querying for the term “food stamps” in the US for the
period of interest returns a list of 25 related terms of which the top five are: “food stamps
apply”, ”apply for food stamps”, ”florida food stamps”, ”food stamps application”, ”food stamps
online”. From a forecasting perspective, this functionality is appealing for three reasons: i)
each semantically related keyword can potentially provide additional information about
the target variable and thereby truly harness the predictive power of “big data”; ii) the algo-
rithm performs a form of variable selection since it selects queries with high search volume
that might be unknown to the researcher; iii) related terms are likely to be cross-sectionally
correlated, which creates a natural factor structure between them, a feature that we can
exploit to our advantage when estimating the forecasting model.

To construct the main set of predictors, which we denoteXg,we start by selecting and
downloading search volume series for ten queries: “salary”, ”jobs classifieds”, “job listings”,
”companies hiring”, “entry level jobs”, “food stamps”, “collect unemployment”, “disability”, “un-

3h p://www.google.com/Trends
4Note that Google divides related queries into two main categories: top and rising, we use the top related

terms in our analysis. The final number of related queries depends on the search volume of the original
query, i.e. relatively low volume series will have fewer than 25 related terms.
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employment office”, “welfare”. We follow Da et al. (2014) and call these words primitive
queries (or alternatively primitive terms). Figure 2.1 shows the Google Trends for our
primitive queries over the period 2004:M1 to 2018:M1. Our criterion for selecting these
primitive queries is based on a discontinued service by Google Finance called “Domestic
Trends”.5 The idea behind “Domestic Trends” was to select a set of Google Trends that
had predictive power within a certain category, i.e. advertising, air travel, luxury, jobs,
unemployment etc., and construct an equal-weighted index that could act as a leading
indicator within the category.6 We select the first five words as those Google Finance
used to construct the “Domestic jobs index” and the la er five as those used to construct
the “Domestic unemployment index”. Figure 2.1 also shows how some of the queries,
i.e. “jobs classified”, “companies hiring”, “collect unemployment” and “unemployment office”
increase steeply during the financial crisis as a result of the large surge in unemployment
during this period which led an increasing amount people to look for job opportunities or
unemployment benefits over the internet.

For each of the ten primitive queries, we add their related terms and remove duplicates,
low volume series and series that are clearly unrelated to the employment sentiment.7

This methodology follows Da et al. (2014), who start with a set of primitive queries and
then add related terms (removing duplicates, low volume series and unrelated queries) to
enrich the data set. Our raw data set (excluding duplicates) has 245 keywords that become
231 after removing low volume queries and 211 once economically unrelated terms are
removed. As noted by D’Amuri and Marcucci (2017), Google Trends are created based
on a sample of queries that change according to the time and IP address of the computer
used to download the data. To account for sampling error, we compute the index for all
Google Trends queries based on an average over 20 different days. The correlation across
different samples is always above 0.99, hence, the results are, for all practical concerns, not
sensitive to this precaution.

Following Da et al. (2011;2014) and Vozlyublennaia (2014), we start by converting the
series to their natural logarithm. This is primarily done to account for the high volatility
in some of the series. Looking at Figure 2.1, there are two other things that stand out
fromGoogle Trends data: i) they contain a strong yearly seasonal component, ii) the series
appear to be relatively heterogeneous in terms of their order of integration and whether
they contain deterministic trends.8

5The domestic Trends service was removed from the Google Finance home page in January 2018. We are
not aware of the reason behind this decision.

6The methodology that Google Finance used to select the keywords that composed each domestic trend
index was not disclosed, but the queries are generally intuitive. For example the domestic “luxury index”
was composed by an equal weighted index of “jewelry”,“jewelers”, “diamond”, “rings” and “tiffany”.

7We define low volume series as those for which less than 85% of the observations are larger than 0. Da et
al. (2014), working with data at a daily frequency, define low volume series as those for which there is less
than 1,000 positive observations in their sample. Economically unrelated terms are those which are clearly
unrelated to the main query from an economic or sentiment perspective. For example, “animal welfare” and
“child welfare” are among the related terms for the query “welfare” and we cannot expect these terms to have
any predictive power for employment growth. Although the Elastic Net soft threshold we utilize for our
main forecasting model is generally successful at removing these terms, they are not removed from the PLS
model that does not involve variable selection. Thus, we remove them from the raw data set.

8There is indeed no consensus on the literature as to whether or not Google Trends data is best charac-
terized by stationarity, trend stationarity or a unit root since this appears to be completely dependent on
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Figure 2.1: Primitive queries
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The figure shows the ten primitive Google Trends queries in the period 2004:M1 - 2018:M1. Note that the index is calculated as a
simple of average of the index for each word over twenty different days. This averaging across different series is the reason why
“entry level job” does not reach a 100 as its maximum.

the query in question. Varian and Choi (2012), Vozlyublennaia (2014), Bijl et al.(2016) and D’Amuri and
Marcucci (2017) do not perform any differencing or detrending of the series, which suggests that the Google
Trends they use are stationary. Yu et al. (2018) use anADF test on three Google trend queries: “oil inventory”,
“oil consumption” and “oil price” and find evidence of stationarity at the 5% level (10% level) in “oil inventory”
(“oil consumption”), but are not able to reject the null of a unit root for “oil price”. Da et al. (2014) take
log-differences on the series.
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We account for the former by applying the Seasonal and Trend decomposition using
Loess (STL) method proposed by Cleveland et al. (1990). To address the second point,
we adopt a sequential testing strategy in the spirit of Ayat and Burridge (2000). The
idea is to successively test for stationarity, linear trend stationarity and quadratic trend
stationarity using an augmented Dickey-Fuller (ADF) test. Hence, the first test is an ADF
test with a constant term. If the null of non-stationarity is rejected, we stop and use the
series without any transformation; conversely, if the null is maintained, we use an ADF
test that includes both a constant and a linear time trend. If the null of this second test is
rejected, we linearly detrend the series by using the residuals of a regression of the series
on a constant and a time trend, otherwise we run a final ADF test that includes a constant,
a linear trend and a quadratic trend. If we reject the null of this test, we detrend the series
by a similar methodology as before but including a quadratic trend in the regression,
otherwise we take first differences. All ADF tests are performed with a maximum lag
length of 4 with the optimal number of lags selected by the BIC. Following Ayat and
Burridge (2000), we conduct each sequential test at the 5% level.9 To avoid look-ahead
bias, we deseasonalize and perform the sequential testing for unit roots on a recursively
expanding window, where the smallest window used matches our estimation window
for the forecasting model. Hence, only information available at time t is used in both
procedures.10

Figure 2.2 shows four log deseasonalized queries exemplifying all the possible trans-
formations that each series can undergo when applying the Ayat and Burridge (2000)
procedure. For the series in the top panel, “salary calculator”, we find strong evidence of
stationarity (no transformation). For the series in the second panel, “career opportunities”,
we find evidence of linear-trend stationarity (linear detrending). For the series in the third
panel, “help wanted” we find evidence of quadratic-trend stationarity (quadratic detrend-
ing), Finally, for the one in the bo om panel, “jobs classifieds”,we cannot reject the null of a
unit root (first differences).11 Note that the la er series is not a related term but a primitive
term. Hence, the effect of taking the log transform and deseasonalizing can also be seen
by comparing the raw series data, shown in the upper right panel of Figure 2.1 with the
lower left panel in Figure 2.2, which is log transformed, deseasonalized and standardized.

9Ayat and Burridge (2000) note that the procedure is able to retain relatively good size even though
multiple tests are involved.

10Note that this can result in some discordance (across time) about the presence of a unit root or determin-
istic Trends in some series. In particular, due to the low power of unit root tests in small samples, some of
the series might be initially characterized as having a unit root and later on, as more information becomes
available, they will be characterized as stationary or trend stationary. In Section 6 we also show the results
when using first differenced data.

11The ADF test statistics over the whole sample are: -10.11 for “salary calculator”, -4.63 for “career oppor-
tunities”, and -5.46 for “help wanted”, all of which are significant at the 1% level, the trend coefficients for
the la er two are also significant. The ADF test statistics with a constant (-0.519), linear trend (-2.48) and
quadratic trend (-2.93) over the whole sample for “jobs classifieds”, are not significant at the 5% level.
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Figure 2.2: Data transformation to constructXg
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The figure shows the natural logarithm of four deseasonalized Google Trends queries in the period 2004:M1 - 2018:M1. The panel on
top shows an example of a stationary query: “salary calculator”, for which we do not perform any detrending or differencing. The
second panel on the left shows a linear trend-stationary query: “career opportunities” (solid line) and its linear trend estimate (dashed
line) while the panel on the right shows deviations from this trend. The third panel on the left shows shows a quadratic trend
stationary query (“help wanted”) and its trend estimate (dashed line) while the panel on the right shows deviations from this trend.
The panel at the bo om right shows a series for which we could not reject the null of a unit root (“jobs classifieds”) and the panel on the
bo om right shows the same series in differences. For ease of comparison the series have been standardized to have mean zero and
standard deviation of one. Note that the only series in the panel that is a primitive query is “jobs classifieds”, hence, this series can be
compared to the raw series shown in Figure 2.1. The differences between the two stem from the log transformation and the
deseasonalizing.

2.1 Benchmark data set

Our benchmark data, whichwe denoteXmfs, is composed of twenty predictors, where
the first sixteen are inspired by the set of macroeconomic and financial leading indicators
that Rapach and Strauss (2008;2010;2012) use to forecast employment growth rates in the
US.12 Table 2.1 displays the series used as well as the transformation applied to each of one
them.

12Note that some of the predictors used by Rapach and Strauss (2008;2010;2012) are from the Conference
Board’s Labor Force, Employment, and Unemployment database which is unavailable to the author.
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Table 2.1: Macroeconomic and financial predictors

Abbreviation Predictor Transformation

UNRATE Unemployment rate∗ Differences
UNCLAIM Unemployment claims∗ Log levels
AVDURUN Average mean duration of employment∗ Differences
UN5W Number of civilians unemployed for less than 5 weeks∗ Log differences
UN5W14W Number of civilians unemployed for 5-14 weeks ∗ Log differences
UN14W26W Number of civilians unemployed for 14-26 weeks ∗ Log differences
UN27W Number of civilians unemployed for 27 weeks and over∗ Log differences
AVMANHRS Average weekly manufacturing hours∗ Differences
HWNUN Ratio of help wanted advertising to number of unemployed∗ Differences
RDPI Real disposable personal income∗ Log differences
HOUSERET Real house price index∗ Log returns
BUILDPERM Building permits for new private housing units∗ Log differences
NEWORDCONS Real new consumer goods orders in durable goods∗ Log differences
BOND10RET 10 year Treasury bond yield Log returns
STOCKRET Real stock returns Log returns
ROIL Real oil price growth, WTI spot price per barrel Log returns

Predictors marked with an ∗ are seasonally adjusted.

All nominal variables are converted to real by deflating them using the personal con-
sumption deflator. The variables outlined above are mainly macroeconomic and financial.
However, since Google Trends is arguably partially capturing sentiment it is conceivable
that a more equitable comparison will incorporate sentiment variables. Consequently, we
also include four sentiment covariates which are shown in Table 2.2 below.

Table 2.2: Sentiment predictors

Abbreviation Predictor Transformation

UNMICS University of Michigan’s index of consumer sentiment Levels
EPUI Economic policy indicator of Baker et al. (2016) Levels
EENM Employment expectations in the non-manufacturing sector Levels
EEM Employment expectations in the manufacturing sector Levels

The UMICS has been shown to have predictive power for, among other variables,
household spending (Carroll et al., 1994), GDP growth (Matsusaka and Sbordone, 1995),
stock returns (Lemmon and Portniaguina, 2006) and recessions (Christiansen et al., 2014)
in the US. D’Amuri and Marcucci (2017) report that the EPU, EENM and EEM indices
have a relatively good predictive power for the US unemployment rate.13

3 Forecasting methodology

In this section, we outline our forecast methodology. When forecasting with Google
Trends data, Xg, we consider two models: targeted PLS and PLS since both frameworks

13The sources for each of the variables inXmfs are shown in Table A1 in Appendix A.
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can account for the large cross-sectional dimension of the data. In an effort to make a
methodologically fair comparison that can keep model effects constant, we also use PLS
on our benchmarkdata set,Xmfs. Given the lower cross-sectional dimension ofXmfs, it is
possible that other forecastingmethodologies aremore appropriate. Thus, we also include
bagging and the Complete Subset Regressions (CSR) method of Elliot et al. (2013). We
include the former because Rapach and Strauss (2012) show that it can produce significant
improvements in employment growth forecast accuracy over the autoregressive bench-
mark. Since the baggingmodel nests a (bootstrap) autoregressivemodel, wedonot include
AR specifications in our main set of benchmark models.14 CSR is included because Elliot
et al. (2013) report that this forecast combination approach shows strong performance
when compared to alternative forecasting techniques such as ridge regression, bagging
and Lasso.

Let our target variable, which is the h month ahead employment growth rate, be de-
fined as yht+h = (1/h)

∑h
j=1 yt+j , where yt is the log-difference of the seasonally adjusted

employment growth at time t. Let us also define ourN×1 vector of predictors at time t by
Xt = [X1,t,...,XN,t]

′
. Note that this should not be confused with the matrix of predictors,

e.g. Xg orXmfs, which we denote with bold le ers.

3.1 Targeted predictors

Targeted predictors, which combines shrinkage methods and factor models, was pro-
posed by Bai and Ng (2008) to take into account the fact that not necessarily all series inXt

are important when forecasting the target variable. The idea is to first pre-select a subset
X∗
t ∈ Xt and then estimate a factor-basedmodel using onlyX∗

t . Bai andNg (2008) propose
two methods for constructing X∗

t , soft and hard thresholding. For the sake of brevity,
we focus only on soft thresholding, which is based on dropping uninformative regressors
using penalized regressions. More specifically, we use the Elastic Net (EN) estimator of
Zou and Hastie (2005) since it performs well when predictors are correlated.15 If we let
RSS be the residual sum of squares of a regression of yht+h on Xt, Elastic Net solves the
problem:

β̂EN = argmin
β

[
RSS + λ

(
(1− α)1

2
∥ β ∥2ℓ2 +α ∥ β ∥ℓ1

)]
, (3.1)

where α = (0, 1] selects a weight between the LASSO and ridge regression, λ is a tuning
parameter and ∥· ∥ ℓi denotes the ℓi norm for i = {1, 2}.16 Thus, we can construct the soft
thresholdX∗

t by:
14Consistent with the findings of Rapach and Strauss (2012) we find that the bagging forecasts outperform

the AR(q) (with q chosen by the AIC) and hard threshold ADL models at all forecast horizons.
15The results for soft thresholding using the LASSO estimator of Tibshirani (1996) are presented in Table

B1 in Appendix B. We find that using the LASSO instead of the Elastic Net does not alter the results in any
significant way.

16Both the LASSO (Tibshirani, 1996) and ridge estimatorswork by regularizing the coefficients of unimpor-
tant or irrelevant predictors towards zero. The main difference is that ridge will only decrease the absolute
size of the coefficients but it will never set them exactly equal to zero. In contrast, the LASSO is able to set
the coefficients to zero and thus perform variable selection.

10



CHAPTER I. IN SEARCH OF A JOB: FORECASTING EMPLOYMENT GROWTH IN THE US
USING GOOGLE TRENDS 3. FORECASTING METHODOLOGY

X∗
t =

{
Xi ∈ Xt | βENi ̸= 0

}
with i = 1, ..., N. (3.2)

We followBai andNg (2008) and tuneλ such that 30 predictors are selected. We setα = 0.5,
which means that ridge and LASSO regression get an equal weight.17 Hence, the idea is
to use the Elastic Net estimator to remove uninformative predictors from Xt and thereby
improve on the forecast of the target variable.

3.2 PLS

Partial Least Squares (PLS) was originally proposed by Wold (1966) as a factor-based
dimensionality reduction technique. The method is related to Principal Components, but
instead of finding linear combinations of Xt that maximize explained variance, PLS finds
linear combinations that maximize the covariance between the target and the explanatory
variables. Our implementation is based on the generalization of PLS proposed by Kelly
and Prui (2015). This estimation methodology is convenient since it relies only on OLS
regressions to estimate the factors and forecast regression. The algorithm for the estimation
and forecasting with PLS using L factors is as follows:

1. Initialize Zt = yht+h, for t = 1, ..., T , and set k (an indicator for the intermediate
number of factors), equal to 1.

2. Run a time series regression of Xi,t on Zt for i = 1, ..., N, Xi,t = ϕ0,i + Z ′
tϕi + ϵi,t,

and save the slope estimates ϕ̂i.

3. Run a cross section regression of Xi,t on ϕ̂i for t = 1, ..., T, Xi,t = ϕ0,t + ϕ̂
′
iFt + εi,t,

and save the slope estimates F̂t.

4. Run time series regressions of yht+h on the predictive factor(s) F̂t, y
h
t+h = β0 + F̂

′
tβ +

ηht+h. This delivers the PLS forecast with k factors ŷh,kt+h . If k = L stop, other-
wise set k = k + 1 and Z = y − ŷk, where y =

[
yh1+h, y

h
2+h, ..., y

h
T+h

]′
and ŷk =[

ŷh,k1+h, ŷ
h,k
2+h, ..., ŷ

h,k
T+h

]′

, and repeat step 2 through 4.

We consider PLS forecasts with L = {1, 2, 3} factors. When the PLS model is estimated
using the subset of variables selected by soft thresholding, we call it targeted PLS.

3.3 Bagging

Our implementation of bagging follows the lines of Inoue and Killian (2008) and Ra-
pach and Strauss (2012). We start with the general autoregressive distributed lag (ADL)
model that includes qmax autoregressive terms and N exogenous predictors, yht+h = α +∑qmax

j=1 βj,tyt−j+1 +
∑N

i=1 δi,Xi,t + εht+h. We then select the autoregressive lag by the AIC

17Bai and Ng (2008) employ an alternative version of the Elastic Net estimator. Their implementation
selects a second regularization parameter λ2 for ridge instead of a weight between the two estimators.
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and apply a hard threshold on the variables inX, such that only the statistically significant
variables remain.18 Thus, the hard threshold ADL forecast for critical value tc is given by:

ŷht+h = α̂ +
∑q

j=1 β̂jyt−j+1 +
∑N

i=1 δ̂iX
∗
i,t

q = argmin
1≤q≤qmax

AIC(q)

X∗
t = {Xi ∈ Xt | |tXi | > tc} with i = 1, ..., N.

(3.3)

The procedure is then augmented by using a moving block bootstrap to reduce variance
coming from model uncertainty. More specifically, we generate B bootstrap samples by
randomly drawing blocks of sizem from the {yt+h:T , Xt:T−1} tuple. We then calculate (3.3)
for each bootstrap sample using information until time t, and compute the hard threshold
ADL bootstrap forecast, yh,bt+h using the actual values of yt−j+1:t and bootstrap coefficients.
The bagging forecast for ŷht+h is then given as the average of the B hard threshold ADL
bootstrap forecasts:

ŷh,Baggt+h =
1

B

B∑
b=1

ŷh,bt+h. (3.4)

We maintain the autocorrelation structure of the target variable by applying the circular
block bootstrap of Politis and Romano (1992) with block size chosen optimally according
to Politis and White (2004).19 We use B = 500, set qmax = 4 and tc = {1.645, 1.96, 2.58}.

3.4 Complete subset regressions

The Complete Subset Regressions (CSR) method of Elliot et al. (2013) is based on the
idea of taking all combinations of models restricted to use a fixed number of regressors
k < N . Specifically, if we let Xm,t denote the matrix of predictors containing k variables
for each modelm = 1, ...,M , the complete subset regression forecast is given by:

ŷh,mt+h = c+ β̂Xt,m

ŷh,CSRt+h = 1
M

∑M
m=1 ŷ

h,m
t+h .

(3.5)

We select model combinations that include a maximum of k = {6, 9, 12} variates. This
choice is dictated by the number of variables in the benchmark data set, Xmfs, which is
20.

18Following Rapach and Strauss (2012) we use Newey and West (1987) standard errors to calculate the
t-statistic. The lag truncation is set to h− 1.

19For robustness we also used m = h as Inoue and Killian (2008), but the results are insensitive to this
alteration since the Politis and White (2004) method tends to choose an optimal block size close to h.
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4 Inference

This section presents the main statistical measures used to compare models and con-
duct statistical inference.

4.1 Out-of-sample R2 and Diebold and Mariano test

We compare the performance of the competing models using the Campbell and Thomson
(2007) out-of-sample R2:

R2
OoS = 1−

∑
t (yt − ŷm,t)

2∑
t (yt − ȳt)

2 , (4.1)

where ȳt is the rolling-mean forecast, which is computed on a window that matches the
model estimation window and ŷm,t is the forecast of the model in question at time t. This
measure lies in the range (−∞, 1], with negative numbers indicating that the model in
question performs worse than the historical mean of the series. We conduct out-of-sample
inference using theDiebold andMariano (1995), tDM , test statistic. If we define the squared
loss differential between the rolling mean and model of interest m, over the evaluation
window, T−R, as d̄ =

∑T
t=R (yt − ȳt)

2−(yt − ŷm,t)
2 , theDiebold andMariano test statistic

is:
tDM = d̄/se

(
d̄
)
. (4.2)

To account for the moving average structure of the forecast errors, we compute the stan-
dard error of the test statistic se

(
d̄
)
using the method proposed by Newey and West with

a bandwidth length equal to h−1. The null hypothesis of the test used in this paper is that
the model in question does not beat the rolling average of the series, while the alternative
is that it does. Hence, it can be interpreted as the t-statistic of the R2

OoS .

4.2 Model confidence set

Due to the relatively large number of models we compare, we use the model confidence
set (MCS) approach developed by Hansen et al. (2011) to compare the performance of
the models. Starting with a full set of candidate models M0 = {1, ...,m0} , the MCS is
obtained by iteratively reducing the number of models M0 to ms < m0. This is done
by sequentially testing on the quadratic loss differential between forecasts i and j, dij , for
i > j. At each step, the null hypothesis of equal predictive ability

H0 : E (dij) = 0, ∀i > j ∈ M, (4.3)

is tested for the set of modelsM ∈ M0 withM = M0 at the initial step. IfH0 is rejected at
the significance level α, the worst performingmodel is removed and the process continues
until no further rejections occur. The surviving models conform the MCS, which includes
the best model with probability (1-α), i.e. small values of α will make the confidence set
broader and thus include more models. The test for equal predictive ability is based on
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the t-statistics

tDM,ij =
d̄ij

se
(
d̄ij

) , (4.4)

where tDM,ij is just the Diebold and Mariano test using the squared loss differential be-
tweenmodel i and j. The (ms−1)ms/2 unique t-statistics for the setM are combined into
the range statistic:

TR = max
i>j∈M

|tDM,ij| . (4.5)

While the asymptotic distribution of this statistic is non-standard, we use the block boot-
strap to obtain an approximation to its empirical counterpart. We set the block size equal
to h.

4.3 Assesing performance over time

A positiveR2
OoS measure tells us that the model in question outperforms the rolling-mean

benchmark by looking at the ratio of forecast errors over the whole out-of-sample period.
However, it is possible that the model in question is only beating the rolling-mean during
a subset of the evaluation period and it is underperforming during others. To formally
look at the stability of forecast accuracy, we follow Goyal and Welch (2008) and compute
and plot the cumulative sum of squared error difference (CSSED) between the model of
interest and the rolling-mean model. The CSSED for modelm at time t is computed as:

CSSEDm,t =
t∑

i=R+h

(
(yt − ȳt)

2 − (yt − ŷm,t)
2
)
, (4.6)

whereR is the size of the initial estimationwindow. For any t, a positiveCSSEDm,tmeans
that modelm is outperforming the rolling-mean. Positive changes in the slope mean that
model m is improving against the rolling-mean benchmark and vice versa for negative
changes.

5 Empirical results

This section presents the out-of-sample performance of our competing models. We then
investigatewhere this predictive performancemight arise from and finallywe combine the
Google Trends data set with our benchmark data set to see if combining the two results in
improved forecasting power.

5.1 Employment growth predictability

Table 5.1 shows theR2
OoS , tDM test statistic, and an inclusion indicator for the 90% and 95%

MCS for the competingmodels. All models are estimated using a rolling window scheme
with 48 observations in the sample period 2004:M1 - 2018:M1. We forecast at horizons of
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h = {1, 2, 3, 4, 5, 6, 9, 12} months ahead. Thus the first forecast for horizons between one
and six months ahead occur during the recession of 2008-09, allowing us to assess the
performance of the models during a large contractionary period in the labor force. Panel
A and Panel B show the targeted PLS, t − PLSXg(L), and PLS, PLSXg(L), models with
Google Trends data, respectively. Panels C, D and E show the PLS, PLSXmfs

(L), CSR,
CSRXmfs

(k), and bagging, BaggXmfs
(tc), models with benchmark data, respectively.

The results in Panel A (Table 5.1) for t − PLS models, which only include the thirty
queries inXg selected by soft thresholding, show that the method demonstrates a striking
degree of forecasting power withR2

OoS measures between 65.6% and 87.8%, depending on
the forecast horizon and the number of factors in the model. All forecasts in Panel A beat
the rolling-mean benchmark and the results are generally significant at the 5% level. The
forecasting performance of the models increases in the number of factors, but the last two
factors account for a decreasing marginal amount of predictive information. We do not
show the results for a model with four factors since we find that out-of-sample predictive
performance decreases with the inclusion of a fourth factor. The results in the table are
not strictly making a comparison between models, however, the relative performance of
the model is impressive, particularly at horizons of h = 1 and h = 12where it achieves an
R2
OoS that is more than twice as large as the second best model in the table.
Panel B shows the results for the PLS model with all the series inXg. Although these

models include a larger set of variables, and arguably more information since all the pre-
dictors in the t−PLSXg models are also included in thePLSXg models, taking a “kitchen-
sink” approach significantly reduces performance. This implies that although some of
the series inXg are indeed containing valuable information, many of them are irrelevant
and only induce noise. In fact, although PLSXg models generally achieve positive R2

OoS ,
the best performing model, PLSXg(2) only produces statistically significant measures at
the 10% level for horizons between one and four months ahead. Before discussing the
results, it is worth noting that the variables in the benchmark data, Xmfs, are selected
specifically because there is evidence in the literature of their predictive ability for either
the unemployment rate or employment growth. Hence, a pre-selection procedure on a
larger set of variables (similar to the one soft thresholding makes for t−PLS) has already
been performed to arrive at this data set.

When looking the benchmarkmodels (PanelsC,D andE),wefind that the bestPLSXmfs

and CSRXmfs
models perform similarly in terms of predictive power. In particular the

PLSXmfs
(1) and the CSRXmfs

(9) models have R2
OoS between 28.1% and 59.8% for the

former, and 30.2% and 56.1% for the la er at horizons between one and ninemonths ahead.
PLSXmfs

andCSRXmfs
models favor parsimony, with models withL = 1 and k = {6, 9}

generally performing best.
Finally, if we look at Panel E we find that the BaggXmfs

models are also capable of
generally beating the rolling-mean benchmark, with significant positive R2

OoS measures
at horizons between two and twelve months ahead. Despite the fact the bagging models
are the only benchmark models that benefit from lagged values of the target variable, they
tend to produce R2

OoS below the best PLSXmfs
and CSRXmfs

models.
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Table 5.1: Out-of-sample predictive power for employment growth rates

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

Panel A: targeted PLS withXg

t− PLSXg (1)
65.56 74.17 68.66 73.95 73.54† 73.49† 66.59‡ 69.38

[4.18] [2.46] [2.08] [1.87] [1.69] [1.65] [1.60] [1.51]

t− PLSXg (2)
76.46‡ 82.52‡ 83.40‡ 86.28‡ 85.90‡ 85.92† 81.96‡ 76.91

[4.91] [2.85] [2.17 [1.88] [1.71] [1.63] [1.60] [1.53]

t− PLSXg (3)
77.99‡ 83.04‡ 84.74‡ 86.83‡ 86.66‡ 87.80‡ 85.62‡ 83.69‡

[4.77] [2.88] [2.14] [1.86] [1.70] [1.65] [1.62] [1.59]

Panel B: PLS withXg

PLSXg (1)
16.21 29.75 33.68 35.13 28.40 25.18 6.36 -9.45

[1.03] [1.23] [1.36] [1.36] [1.15] [1.08] [0.25] [-0.29]

PLSXg (2)
19.59 32.40 36.51 41.78 40.09 40.31 13.52 -11.66

[1.50] [1.35] [1.27] [1.30] [1.25] [1.22] [0.45] [-0.34]

PLSXg (3)
9.75 22.38 26.65 38.54 35.43 40.07 18.98 -16.05

[0.71] [0.93] [1.08] [1.36] [1.29] [1.34] [0.64] [-0.48]

Panel C: PLS withXmfs

PLSXmfs
(1)

28.07 46.52 57.59 57.07 59.58 59.78 54.10 11.99

[2.11] [1.81] [1.69] [1.56] [1.53] [1.48] [1.45] [0.28]

PLSXmfs (2)
14.38 36.07 45.57 44.20 46.00 48.39 30.85 -52.09

[1.00] [1.50] [1.41] [1.33] [1.35] [1.32] [0.78] [-0.60]

PLSXmfs (3)
-0.87 28.96 38.17 37.25 37.64 41.74 18.77 -88.75

[-0.06] [1.28] [1.26] [1.24] [1.24] [1.22] [0.45] [-0.79]

Panel D: CSR withXmfs

CSRXmfs
(6)

30.17 46.20 51.03 50.10 52.63† 54.98† 56.06 26.52

[2.87] [2.15] [1.82] [1.70] [1.64] [1.56] [1.42] [0.80]

CSRXmfs
(9)

28.71 46.66 51.85 50.86 53.30 56.07 50.56 2.03

[2.40] [2.02] [1.71] [1.61] [1.57] [1.51] [1.27] [0.04]

CSRXmfs
(12)

22.81 42.45 47.82 46.53 48.43 51.38 39.94 -23.11

[1.76] [1.81] [1.53] [1.46] [1.45] [1.40] [0.98] [-0.33]

Panel E: Bagging withXmfs

BaggXmfs
(1.645)

-16.76 30.30 42.36 38.56 36.65 36.72 35.97 31.05

[-0.94] [1.67] [1.85] [1.63] [1.57] [1.55] [1.44] [1.33]

BaggXmfs
(1.96)

-0.60 37.49 42.26 38.72 38.09 34.57 33.38 27.30

[-0.04] [2.08] [2.00] [1.67] [1.60] [1.60] [1.47] [1.25]

BaggXmfs
(2.58)

11.29 40.05 41.90 37.51 35.37 33.70 31.20 28.22

[0.82] [2.17] [2.01] [1.70] [1.67] [1.59] [1.48] [1.27]

The table shows theR2
OoS and Diebold and Mariano test statistic, [tDM ], for all models using a rolling window of 48 observations.

The ‡ symbol indicates that the model is included in the 90% confidence set (α = 10%) and † indicates that the model is in the 95%
confidence set (α = 5%). The numbers in the parentheses indicate the number of factors (for PLS models), number of variates (for
CSR models) and hard threshold critical value (for bagging models).
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The results from the MCS confirm that the t−PLSXg models dominate all other mod-
els in predictive performance. In particular, the t − PLSXg(3) is the only model that is
included in the 90% confidence set for all forecast horizons. The t − PLSXg(2) is also
included in the 90% confidence set at horizons between one and five months ahead and
at a horizon of nine months ahead. The t − PLSXg(1) model is only included in this
set at a horizon of h = 9.When we consider the 95% confidence set we also find that the
t−PLSXg(3) and t−PLSXg(2) are included in the set for all horizons except h = 12where
themodel with two factors is not included. This broader set also includes the t−PLSXg(1)

at horizons of five, six and ninemonths ahead. Finally, it is worthmentioning that the only
model that is not a targeted PLS model included in this set is the CSR(6)model which is
also in the 95% set at horizons of five and six months ahead.

Figure 5.1 shows actual employment growth and the forecast of the best performing
model within each panel in Table 5.1 for horizons of three and six months ahead. The
shadedperiod corresponds to theNational Bureau of EconomicResearch (NBER) recession
period. The most striking thing to note is that the t− PLSXg(3)model is the only model
capable of accurately capturing the steep fall in employment growth during the recession.
All other models either display a lag or are unable to capture the impact of the crisis. As
with theR2

OoSmeasures shown in Table 5.1, it isworth noting the difference in performance
between the t − PLSXg and the PLSXg models. Figure 5.2 shows the same comparison
between actual values and forecasts as the preceding figure but for horizons of h = 9

and h = 12 months ahead. As with the preceding figure, the superior performance of
the targeted PLS model is clear since this is the only model that can properly capture the
increase in employment growth following the crisis without a substantial lag. Consistent
with the R2

OoS measures, we see that the PLSXg(2) model performs rather poorly when
forecasting nine months and one year ahead.
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Figure 5.1: Employment growth: actual value vs. forecasts for best model

The figure shows the three and six months ahead forecast for the competing models. The blue (solid) line is the actual value of
employment growth and the red (dashed) line is the forecast. The number of factors for the PLS based models, variates for the CSR
models and hard threshold value for bagging models are selected such that the best performing model in terms ofR2

OoS is selected.
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Figure 5.2: Employment growth: actual value vs. forecasts for best model

The figure shows the nine and twelve months ahead forecast for the competing models. The blue (solid) line is the actual value of
employment growth and the red (dashed) line is the forecast. The number of factors for the PLS models, variates for the CSR models
and hard threshold value for bagging models are selected such that the best performing model in terms ofR2

OoS is selected. Note that
the forecasts for h = {9, 12} do not overlap with the recession period since (2h)− 1 observations are lost in the estimation and
forecast. Hence, the first forecast for h = 9 is 2009:M6 and for h = 12 it is 2009:M12. For h = 12, theR2

OoS of the PLSXg (1) (not
shown in the figure) is slightly less negative than the PLSXg (2), but the forecast of the la er is shown due to be er overall
performance.

Figure 5.3 plots the CSSED for the best model in each panel of Table 5.1 for horizons of
h = {3, 6, 9, 12}months ahead. We can easily see that all models have their greatest rela-
tive advantage over the rolling-meanmodel during the early part of the forecast evaluation
period, i.e. the period during the recession and subsequent recovery. This is particularly
the case for horizons of h = 3 and h = 6 where the CSSED lines are increasing steeply
during the recession period to level off right after it ends. There is a second period of
relative improvements for the majority of the models over the rolling-mean in the period
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between mid-2011 and 2012 where the US economy experienced an accelerated expansion
on the number of jobs created. The relative local dominance of the t−PLSXg(3)model is
also on display since theCSSED for the targeted PLSmodels is essentially above theCSSED
values for other models. It is worth to mention that the CSSED line for t − PLSXg(3) is
almost always either flat (performing as good as the rolling-mean model) or increasing
(outperforming the rolling-meanmodel). It is also interesting to see that the PLSXg model
is almost uniformly the worst performing model, implying that Elastic Net targeting prior
to estimation is extremely important when dealing with search volume data. The overall
conclusion is that the targeted PLS model is the best model throughout the whole evalua-
tion sample.

Figure 5.3: Cumulative sum of squared error difference (CSSED) for best models

The figure shows the cumulative sum of squared errors difference (CSSEDt,m) for the best models for h = {3, 6, 9, 12}months
ahead. The number of factors for the PLS based models, variates for the CSR models and hard threshold value for bagging models are
selected such that the best performing model in terms ofR2

OoS is selected. Note that the CSSEDt,m measures for h = {9, 12} do
not overlap with the NBER recession period.
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5.2 Where is predictive power coming from?

In the preceding section, we show that Google Trends have a high degree of predictive
power for future employment growth. We also show that including all the Google Trends
series in the PLS model results in much poorer performance, implying that only some of
the series inXg have predictive power. These results lead us to the critical question: where
is that predictive power coming from? The first thing we do to address this question is to
calculate and show in Table 5.2 theR2

OoS of a single factor PLSmodelwhere the explanatory
variables are each of the primitive terms and their related terms. The number of variables in
these explanatory sets, whichwe call primitive sets, vary between 17 and 25, depending on
the primitive keyword they are related to.20 Most primitive sets produce R2

OoS measures
that are positive, particularly at horizons of six months ahead or below, but they all fail
to get a performance that is close to the performance of the t− PLSXgmodels. The set of
words related to “collect unemployment” and “unemployment office” stand out as relatively
good predictors for horizons h < 9, having an average R2

OoS (for h = 1 to h = 6) of 30%
and 27.8%, respectively. The only primitive set that consistently beats the rolling-mean
model across all forecast horizons is “companies hiring”, which is able to produce an R2

OoS

of 19.1% and 20.2% at horizons of three quarters and one year ahead.

Table 5.2: R2
OoS for a PLS(1) model with each primitive keyword + related terms

Primitive keyword n h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

“salary” 25 11.77 18.49 19.58 21.44 17.22 9.72 -16.46 -57.43

“job classifieds” 18 14.65 32.91 27.55 18.95 8.70 3.16 -10.90 9.01

“job listings” 18 5.33 8.25 6.98 1.62 -2.15 -6.16 -25.15 -41.57

“companies hiring” 24 16.85 30.15 26.93 24.94 21.21 17.76 19.10 20.22

“entry level jobs” 19 5.62 21.79 19.78 14.95 8.21 3.32 -36.80 -63.73

“food stamps” 25 7.91 21.21 22.04 20.92 19.90 20.21 -8.18 -92.16

“collect unemployment” 19 28.32 38.48 39.99 40.15 24.92 8.21 -18.79 -37.29

“disability” 19 10.72 17.73 14.22 12.40 10.34 5.97 -7.96 -35.37

“unemployment office” 25 22.51 34.90 34.03 33.29 25.04 17.14 -2.37 -8.78

“welfare” 18 -3.59 2.74 6.29 8.27 -4.42 -7.61 -31.95 -53.47

The table shows R2
OoS for a PLS model with a single factor using each of the primitive keywords and its related terms as explanatory

variables. The number of Google Trends, n, included in each set is shown in the second column, this number varies since low volume
and economically unrelated terms are removed. Some related terms can also appear as related terms for more than one primitive
keyword.

We also asses the forecasting power of each individual search term, Xi, using a uni-
variate forecasting model:

yht+h = α + βiXi,t + εht+h, (5.1)
20The number is below 26 (primitive keyword + 25 related terms) because we remove low volume queries

and economically unrelated terms. We also note that some related terms are not unique to a single primitive
keyword. Hence, there is some overlap in the data.
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where the parameters of the model are estimated using OLS.

Figure 5.4: R2
OoS for the best twenty individual predictors inXg

The figure shows theR2
OoS for univariate regressions, yht+h = α+ βiXi,t + εht+h, for the top twenty predictors in the Google Trends

panel,Xg, at horizons of h = {3, 6, 9, 12}months ahead.

Figure 5.4 shows the R2
OoS for univariate regressions using each of the top twenty

predictors in Xg for h = {3, 6, 9, 12} months ahead.21 The first thing we notice in Figure
5.4 is that although some predictors achieve R2

OoS above 30%, the majority of the search
terms have predictive measures between 25% and 10%. Although, there is a large amount
of heterogeneity in the search terms, some keywords appear relatively often. For example,
queries that include “food stamps” appear in four and five of the top predictors for h = 3

and h = 6, respectively. It is interesting to see that the primitive set for “food stamps” does
not seem to achieve higher R2

OoS than the best keyword in the set (“food stamps md”) at
21For the sake of compactness we only include the top fifteen predictors forXmfs in Figure 5.5. The last

five predictors have large negative R2
OoS values.
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any forecast horizon shown. This is because the words in the primitive sets are highly
correlated and therefore seldomly add any additional information to the best individual
predictor in each set. However, it is worth noting that none of the primitive keywords are
part of the top twenty predictors for any forecast horizon. Thus, most of the predictive
power of the t− PLSXg must be arising from related keywords.

Other keywords often included in the top twenty predictors for horizons of three and
six months ahead are “unemployment benefits”, “jobs” and “hiring”. These queries are re-
lated to “collect unemployment”, “jobs classified” and “companies hiring”, which unsurpris-
ingly also have primitive sets that perform relatively well. For longer horizons (i.e. h = 9

and h = 12), we also find predictive power for terms related to “food stamps” and “jobs”, but
other terms such as “salary” and “edd” (Employment Development Department), which is
a related term for “unemployment office”, also begin to exhibit significance.22 For example,
the term “salary calculator” achieves an R2

OoS of 34% at a horizon of nine months ahead,
while “edd employment” a ains 44% for a horizon of twelve months ahead. We do not
show the bo om predictors in Xg for each forecast horizon, but it is worth mentioning
that when forecasting at horizons of h = 9 and h = 12 months ahead, more than half of
the predictors in Xg have a negative R2

OoS . Thus, although PLS will asymptotically filter
out irrelevant predictors (Kelly and Prui , 2015), on a finite and relatively short estimation
window, these predictors are assigned non-zero weights in the construction of the factor,
which explains the poor performance of the PLSXg models.

For the sake of comparison, we also show the R2
OoS of the top fifteen individual pre-

dictors in the benchmark data set, Xmfs, in Figure 5.5. Although some of the leading
indicators in Xmfs are relatively good predictors, no single predictor achieves an R2

OoS

above 50% for any horizon. For horizons of three and six months ahead, we find that
EENMt is a relatively good predictor, implying that managers’ expectations on future
employment growth are relatively accurate. In fact, for these forecast horizons EENMt

produces R2
OoS measures that are significantly higher than those achieved by the best

individual predictor in Xg. When we move over to a horizon of nine months ahead we
find that UNRATEt stands out as the best predictor with an R2

OoS around 38%, which
is slightly be er than the best predictor in Xg (“salary calculator”). For a horizon of one
year ahead, we also find UNRATEt to be the best predictor in Xmfs, but it performs
slightly below its counterpart in Xg (“edd employment”). Generally, we find that the top
three to five predictors at each horizon are capable of a aining R2

OoS measures above 20%
but moving lower down the ranking does not result in particularly high predictive power.
It is also worth to mention that the best multivariate models based onXmfs generally beat
the best individual predictors in this data set. However, at a horizon of one year ahead
UNRATEt performs be er. One key difference between the benchmark data, Xmfs,

and the Google Trends data, Xg, is that the predictive gain that we get for the former
when using multivariate models is much smaller than the predictive gain that t− PLSXg

22The Employment Development Department is part of the Labor andWorkforce Development Agency of
the executive branch of the State of California. One of their main objectives is to help California job seekers
obtain employment. Note that the state of California accounts for more than 12% of the total US population.
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models have over each of the best individual predictors in Xg. Thus, variable selection
and combination seems to work much be er for Google Trends data.

Figure 5.5: R2
OoS for the best fifteen individual predictors inXmfs

The figure shows theR2
OoS for univariate regressions, yht+h = α+ βiXi,t + εht+h, for the top fifteen predictors in the benchmark

panel,Xmfs, at horizons of h = {3, 6, 9, 12}months ahead. The last five variables in the ranking, for each forecast horizon, have
large negative R2

OoS measures and are thus excluded from the figure.

The evidence presented until now implies that, although there is predictive information
in Xg about future employment growth, no primitive set or individual predictor can ac-
count for the outstanding performance of the t−PLSXg models. Since the PLSXg models
perform rather poorly in comparison, we can infer that soft thresholding is selecting a
particularly useful set of Trends at each period. Our interest then shifts towards figuring
out what those selected predictors are and whether or not they change over time. Figures
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5.6 and 5.7 show the inclusion per period for the most often included predictors in Xg

(ordered by inclusion frequency) as chosen by the Elastic Net soft threshold.

Figure 5.6: Soft thresholding inclusion for individual predictors in t − PLSXg models at
horizons of three and six months ahead
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The figure shows the soft thresholding inclusion for the predictors inXg during the out-of-sample evaluation period for the top
twenty predictors in the t− PLSXg model at horizons of three and six months. The predictors are ordered from top to bo om
according to their inclusion frequency.
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Figure 5.7: Soft thresholding inclusion for individual predictors in t − PLS models at
horizons of nine and twelve months ahead
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The figure shows the soft thresholding inclusion for the predictors inXg during the out-of-sample evaluation period for the top
twenty predictors in the t− PLSXg model at horizons of nine and twelve months. The predictors are ordered from top to bo om
according to their inclusion frequency.

Several features of these figures are noteworthy. First, none of the series in Xg are
included in the set for all periods at any forecast horizon. The most included predictors
at each horizon, i.e. “walmart career opportunities” (h = 3), “google job listings” (h = 6

and h = 12) and “entry level sales jobs” (h = 9) are included in the set between 60%
and 68% of the time. Second, there appears to be heterogeneity across the most frequent
predictors, which means that they are generally related to different primitive keywords.
This finding is not necessarily surprising since a good set of predictors would balance

26



CHAPTER I. IN SEARCH OF A JOB: FORECASTING EMPLOYMENT GROWTH IN THE US
USING GOOGLE TRENDS 5. EMPIRICAL RESULTS

some correlation between predictors, which supports the use of a factor structure, with
the inclusion of uncorrelated series that incorporate new information. Third, there is some
overlap between the top predictors in Figure 5.4 and the most frequently included terms,
but the overlap is far from complete, implying that the subset selected by soft thresholding
is not necessarily composed of the best individual predictors. Finally, the Elastic Net
estimator has some difficulties when choosing among highly correlated predictors. Hence
there is some inherent instability in inclusion across time periods.23 Overall, it appears to
be that the remarkable performance of the t − PLS model does not arise from selecting
a stable set of predictors, but from its flexibility to choose different predictors over time.
These predictors appear to come from different primitive sets and therefore augment the
amount of information in the latent factors. The key ingredient seems to be heterogeneity.
Thus, the primitive words should cover a relatively broad spectrum of search queries.
A disadvantage of our procedure is that factor interpretation becomes harder since the
variables that go into each factor can vary over time. Hence, factor loadings will also
vary over time. This trade-off betweenmodel interpretability and forecast accuracy is well
known in the statistical learning literature and the choice of model will ultimately reflect
the importance we give to this choice for the task at hand.

5.3 Combining data sets

The t − PLSXg models strongly outperform the models based on benchmark data.
However, it is possible that Xmfs embodies useful information that is not contained in
Xg. To investigate this, we create a data set that combines Xg and Xmfs, and denote it
by: Xc = [Xg Xmfs]. We then run the out-of-sample forecast with a t − PLS model
using this data, the results are presented in Table 5.3. For most forecast horizons, with
the exception of h = 9 where the addition of Xmfs does result in increases in the R2

OoS

of approximately 8 percentage points, the three factor t− PLSXg model does not seem to
improve with the addition of macroeconomic, financial and sentiment variables. We find
that UN27Wt, UNRATEt, EEMt and BUILDPERMt are included in the set of predic-
tors by soft thresholding between 50% and 65% of the time, depending on the predictor
and horizon.24 Although these inclusion frequencies are relatively high, the absence of
large improvements in R2

OoS when these variables are in the set implies that they are not
providing useful additional information, particularly at horizons below six months ahead.

23This intuitive fact is confirmed by unreported results in which we plot the inclusion frequency while
se ing α = 1 in (3.1), which reduces the Elastic Net estimator to the LASSO estimator. Since the LASSO
does not handle correlated predictors aswell as the ElasticNet, inclusion frequencies for the soft thresholding
based on the LASSO are much more fragmented across time periods.

24For the interested reader, the inclusion frequencies for the combined data set,Xc, are shown in Figures
C1 and C2 of Appendix C.
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Table 5.3: Out-of-sample predictive power of the t− PLS with the combined data set
h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLSXc (1)
67.09 76.93 75.51 78.29 80.40 81.86 83.32 79.89

[4.40] [2.73] [2.04] [1.78] [1.70] [1.67] [1.69] [1.54]

t− PLSXc (2)
78.42 84.36 84.06 86.31 87.38 89.96 89.48 78.12

[5.00] [2.99] [2.17] [1.87] [1.72] [1.64] [1.66] [1.50]

t− PLSXc (3)
77.90 83.34 83.49 86.27 88.81 89.85 93.35 81.44

[4.80] [2.98] [2.15] [1.87] [1.72] [1.63] [1.67] [1.53]

The table shows theR2
OoS and Diebold and Mariano test statistic, [tDM ], for the t− PLSXc ,whereXc denotes a data set that

combines the Google Trends panel,Xg, and the benchmark panel,Xmfs. The numbers inside the parenthesis indicate the number
of factors in the model. The models are estimated using a rolling window of 48 observations.

6 Robustness checks

In this section we show that the forecasting power of targeted PLS, which is our main
model, is also able to forecast non-farm payroll growth. We also show that its forecasting
performance is not sensitive to the words we use to construct the data, alternative estima-
tion windows or whether the data is detrended recursively or first simply differenced. Fi-
nally, we also show that themethodologywe use does not result in spurious out-of-sample
predictive power by running a placebo test.

6.1 Predicting nonfarm payroll growth

We begin by examiningwhether our predictability findings extend to non-farm payroll
growth, which is a measure of (growth in) the number of US workers in the economy.25

Table 6.1 shows the R2
OoS and tDM test statistic for a targeted PLS model with three fac-

tors. The results for this macroeconomic series are even more impressive, since the model
achieves R2

OoS measures close to 90% for almost all horizons considered. The results are
significant at the 10% level for all forecast horizons.

Table 6.1: Out-of-sample predictive power for Nonfarm Payroll Growth
h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLSXg (3)
91.39 92.22 94.04 92.63 92.84 90.86 89.70 91.58

[5.26] [2.92] [2.26] [1.91] [1.73] [1.62] [1.76] [1.69]

The table shows theR2
OoS and Diebold and Mariano test statistic, [tDM ], for nonfarm payroll growth using t− PLSXg (3). The

model is estimated estimated using a rolling window of 48 observations.

25We also examined predictability in the US unemployment rate with similar results. For conciseness, we
only report the results for nonfarm payroll growth, but the results for the unemployment rate are available
upon request.
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6.2 Alternative keywords

The primitive set of words that we use to build the Google Trends data set, Xg, are
selected because they were part of two “domestic Trends” indices. This raises the possi-
bility that the results depend entirely on that particular set of primitive queries. To address
this issue and select a set of words in a manner that is as objective as possible, we use the
Harvard and Lasswell Psychosociological Dictionary (the H4Lvd file).26 More specifically,
we start by selecting the 510 words in this dictionary that are classified as being related
to economics.27 From this set of words we manually select those that are unambiguously
related to the labor market and/or employment. The keywords included in this alternative
set of primitive words are the following 23 terms: “career”, “earn”, “earner”, “employee”,
“employer”, “employment”, “hire”, “job”, “occupation”, “occupational”, “payroll”, “profession”,
“professional”, “promotion”, “unemployed”, “unemployment”, “wage” and “worker”. Note that
this primitive set of keywords is larger than the 10 words used to build Xg. We do this
because we want to minimize any subjective choice in the selection.28 Once this primitive
set is constructed, we follow the same procedure as with the original primitive set. The
resulting alternative Google Trends data set, which we denote by X∗

g , has 381 terms. As
with the other PLS basedmodels, before estimating the targeted PLSmodel with this data,
we remove seasonality and detrend on an expanding recursive window. The R2

OoS and
tDM test statistic for this alternative Google Trends model, t−PLSX∗

g
, are shown in Table

6.2 for a model with L = {1, 2, 3} factors.

Table 6.2: Out-of-sample predictive power of targeted PLS models usingX∗
g

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLSX∗
g
(1)

70.40 80.44 78.88 82.19 79.70 79.86 76.94 82.42

[4.35] [2.85] [2.17] [2.01] [1.85] [1.73] [1.66] [1.57]

t− PLSX∗
g
(2)

80.16 85.59 85.69 91.41 88.21 85.90 86.46 86.38

[4.97] [2.93] [2.21] [1.96] [1.80] [1.68] [1.67] [1.61]

t− PLSX∗
g
(3)

83.38 86.17 87.39 92.63 89.59 88.37 86.63 86.21

[5.09] [2.97] [2.25] [1.98] [1.78] [1.66] [1.67] [1.60]

The table shows the R2
OoS and Diebold and Mariano test statistic, [tDM ], for targeted PLS models with the alternative Google Trends

panel,X∗
g . The numbers inside the parenthesis indicate the number of factors in the model. The models are estimated using a rolling

window of 48 observations.

We obtain anR2
OoS between 83.4% and 92.6% for the three-factor model. The results are

generally similar, albeit superior, to the ones we obtain with our main data set, Xg. This
is possibly because soft thresholding is choosing among a larger set of predictors. As we
mentioned in Section 5.2 the important feature seems to be heterogeneity in the primitive
terms, since this allows the model to cover different dimensions of job search or economic

26h p://www.wjh.harvard.edu/~inquirer/spreadsheet_guide.htm
27The Harvard general inquirer defines the “Econ@” category as those words with an economic, com-

mercial, industrial, or business orientation, including roles, collectivities, acts, abstract ideas, and symbols,
including references to money.

28The only exception is the word “salary”, which is included in the dictionary but explicitly excluded by
us since it already forms part of the primitive set forXg.
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sentiment. Figure 6.1 shows that the forecasts are relatively similar, especially at horizons
of h = 3 and h = 6 suggesting that the predictive power in Xg can be replicated by an
alternative set of primitive keywords related to the labor market.

Figure 6.1: Employment growth forecasts for t− PLSXg and t− PLSX∗
g
models

The figure shows the forecast comparison between the t− PLSXg (3) and the t− PLSX∗
g
(3)models for horizons of

h = {3, 6, 9, 12}months ahead. The blue solid line is the actual employment growth rate, the red stippled line is the t− PLSXg (3)
forecast and the black do ed line is the t− PLSX∗

g
(3) forecast.

6.3 Alternative estimation windows

The CSSED analysis shows that the predictive performance of the t − PLSXg(3) has
a stable performance over the evaluation window. To further check the robustness and
stability of the results, we also perform the t− PLSXg forecast with three alternative esti-
mationwindows: a rollingwindowof 36 observations, a rollingwindowof 60 observations
and an expanding windowwith 48 initial observations. Table 6.3 shows theR2

OoS and tDM
of these alternative estimation windows for a t−PLSXg model with 3 factors. Decreasing
the size of the rolling estimation window results in R2

OoS measures that are between 65%
and 80% (12 and 8 percentage points lower than the rolling window estimation with 48
observations).
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Table 6.3: Out-of-sample predictive power of t − PLSXg(3) with alternative estimation
windows

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

Panel A: Rolling window of 36 observations

t− PLSXg (3)
65.63 69.11 69.55 77.15 73.58 79.97 74.03 72.71

[4.18] [2.46] [2.08] [1.87] [1.69] [1.65] [1.60] [1.51]

Panel B: Rolling window of 60 observations

t− PLSXg (3)
77.82 81.10 83.17 86.55 85.00 87.46 83.05 76.39

[4.91] [2.85] [2.17] [1.88] [1.71] [1.63] [1.60] [1.53]

Panel C: Expanding window with an initial size of 48 observations

t− PLSXg (3)
77.87 81.53 82.91 86.04 85.96 90.57 86.62 82.04

[4.77] [2.88] [2.14] [1.86] [1.70] [1.65] [1.62] [1.59]

The table shows the R2
OoS and Diebold and Mariano test statistic, [tDM ], for the t− PLSXg (3)model with alternative estimation

windows.

This decrease in performance is possibly arising for two reasons. First, a smaller estima-
tionwindowwill inevitably lead to noisier factor estimates. Second, the sample evaluation
period is longer, which means that it covers most of the recession of 2008-2009, which
is a period that is inherently more difficult to forecast. The results for the models that
are estimated using a longer rolling window of 60 observations or an expanding window
with an initial size of 48 observations are similar to the ones we obtain for our main model
(with an estimation window of 48 observations), implying that the results are not sensitive
to these changes. Overall, while decreasing the estimation window has a negative effect
on predictability for t − PLSXg(3) model, the R2

OoS measures are still far higher than
those obtained by benchmark models. In unreported results, we find that decreasing the
estimationwindow to 36 observations has an even larger (negative) effect onmodels based
onXmfs.

6.4 Differencing data

As a final check for robustness, we present the results of the targeted PLS model using
our Google Trends data set, but instead of applying the Ayat and Burridge (2000) sequen-
tial test, we simply take first differences of the deseasonalized Google Trends data. Due
to first differencing, the first observation of the first differenced panel, ∆Xg is set to the
unconditional mean of each series. We do this in an effort to keep the evaluation period
constant and ease comparison since the alternative is to reduce the forecast window by
one observation.29 Table 6.4, which presents the results of this robustness check, shows
that forecasting power decreases when all series are first differenced, particularly at long
forecast horizons (h > 6). Since there is strong evidence that many of the series are
stationary (or stationary around a deterministic trend), taking first differences implies

29The results are unaffected if the first observation is set to zero or if the evaluation period is pushed one
period ahead.
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over-differencing and thus lower predictive power. We should mention, however, that
the first differenced data is still able to produce higher R2

OoS than the models based on
Xmfs.

Table 6.4: Out-of-sample predictive power of targeted PLS models using∆Xg

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLS∆Xg (1)
54.50 39.96 42.32 42.44 43.21 36.89 38.87 44.00

[4.56] [2.66] [2.10] [1.85] [1.79] [1.68] [1.79] [1.53]

t− PLS∆Xg (2)
65.74 65.39 61.76 68.95 61.56 53.27 57.76 53.71

[4.49] [2.82] [1.96] [1.79] [1.65] [1.60] [1.62] [1.52]

t− PLS∆Xg (3)
70.20 73.29 67.52 72.62 65.53 58.11 61.22 58.22

[4.53] [2.71] [1.86] [1.76] [1.60] [1.54] [1.58] [1.52]

The table shows theR2
OoS and Diebold and Mariano test statistic, [tDM ], for targeted PLS models with first differenced Google

Trends,∆Xg. The numbers inside the parenthesis indicate the number of factors in the model. The models are estimated using a
rolling window of 48 observations.

6.5 Placebo test

To show that the targeted PLS methodology does not result in spurious out-of-sample
predictive power, we follow Kelly and Prui (2013) and run a placebo test. If the method-
ology results in a mechanical bias, simulated placebo data that is similar to the data inXg,
but unrelated to our target variable, will also display out-of-sample predictability. For
each time period, we generate thirty AR(1) series that have the same mean, variance and
autoregressive coefficient as the series selected by soft thresholding at this time period.
Innovations in the series are generated using an i.i.d. normal distribution that has zero
covariance with our target variable. Thus, they are independent of yt.30 Table 6.5 shows
the 95% and 99% quantile of the null region for 1,000 simulations. Althoughwe can expect
a result of zero asymptotically, in finite samples the results aremostly negative due to small
sample bias. The placebo test shows that the probability of actually ge ing a positiveR2

OoS

by chance is virtually null. This is especially the case for themodelwith three factorswhich
has negative values even for the 99% quantile of the null region, making the results of the
t− PLSXg(3)model even more remarkable.

30An alternative placebo test involves simulating independent data for the variable to be predicted. We
performed a performed such an analysis with similar qualitative conclusions. The results are available upon
request.
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Table 6.5: Placebo test R2
OoS

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLSXplacebo
(1)

95% quantile 2.38 -46.63 -70.64 -88.44 -93.61 -98.33 -177.17 -251.47

99% quantile 10.43 -39.69 -62.94 -75.80 -84.41 -88.48 -162.40 -229.57

t− PLSXplacebo
(2)

95% quantile -11.65 -69.51 -97.89 -117.05 -124.04 -128.36 -216.87 -304.84

99% quantile -2.49 -57.63 -84.36 -100.62 -108.50 -113.83 -196.65 -276.68

t− PLSXplacebo
(3)

95% quantile -27.21 -91.63 -124.41 -144.49 -152.25 -159.98 -254.01 -356.49

99% quantile -17.02 -76.12 -107.13 -126.33 -137.36 -137.45 -228.37 -326.34

The table shows the R2
OoS for the 95% and 99% quantile of the null region for the targeted PLS model with placebo data. The data,

Xplacebo, is constructed to have the same mean, variance and AR(1) coefficient as the series selected by soft thresholding but with no
true predictive power for employment growth. The models are estimated using a rolling window of 48 observations.

7 Concluding remarks

Employment growth is a leading indicator that has important implications for both
policy makers and the private sector. Therefore, the need for accurate and timely pre-
dictions is relatively self-evident. In this paper, we show that there is plenty of relevant
information about future employment growth in internet search volume. Our findings
imply that Google-based forecasting models can be a particularly valuable tool for ob-
taining accurate real-time information on future employment growth and labor market
conditions. We also show that individual Google Trends series do not appear to embed
enough information to be be er predictors than the classical macroeconomic, financial
or opinion survey series. However, the combination of many Google Trends series can
substantially increase the forecasting power and substantially improve upon our models
based on classical series. A caveat is that including all series in the large panel usually
results in relatively poor forecast results in comparison tomodels based on the usual series.
This can be solved by using a variable pre-selection procedure such as soft thresholding.
Overall, our contribution shows that the high predictive power of Google Trends implies
that it should be added to the toolbox of practitioners and policy makers interested in
forecasting employment growth. Our results also suggest that internet search volume
should be further investigated to forecast other macroeconomic variables.
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Appendices

Appendix A

Table A1 shows the source of each predictor variable inXmfs.

Table A1: Predictor variables sources

Predictor Source

Unemployment rate∗ Bureau of Labor Statistics
Unemployment claims∗ Bureau of Labor Statistics
Average mean duration of employment∗ Bureau of Labor Statistics
Number of civilians unemployed for less than 5 weeks∗ Bureau of Labor Statistics
Number of civilians unemployed for 5-14 weeks∗ Bureau of Labor Statistics
Number of civilians unemployed for 14-26 weeks∗ Bureau of Labor Statistics
Number of civilians unemployed for 27 weeks and over∗ Bureau of Labor Statistics
Average weekly manufacturing hours∗ Bureau of Labor Statistics
Ratio of help wanted advertising to number of unemployed∗ National Bureau of Economic Research
Real disposable personal income∗ Bureau of Economic Analysis
Real house price index∗ Federal Housing Finance Agency
Building permits for new private housing units∗ Bureau of Census
Real new consumer goods orders in durable goods∗ Bureau of Census
10 year Treasury bond yield Board of Governors from the US Federal Reserve
Real stock returns Center for Research in Security Prices
Real oil price growth, WTI spot price per barrel US Energy Information Administration
University of Michigan’s index of consumer sentiment h p://www.sca.isr.umich.edu/
Economic policy indicator of Baker et al. (2016) h p://www.policyuncertainty.com/
Employment expectations in the non-manufacturing sector Institute for Supply Management
Employment expectations in the manufacturing sector Institute for Supply Management

Predictors marked with an asterix ∗ are seasonally adjusted.
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Appendix B

Table B1 shows the results of the t−PLSXg model when α = 1 in equation (3.1), which
reduces the Elastic Net estimator to the LASSO estimator. As above we tune λ such that
30 Google Trends are selected at each point in time.

Table B1: Out-of-sample predictive power of the t − PLSXgusing LASSO-based soft
thresholding

h = 1 h = 2 h = 3 h = 4 h = 5 h = 6 h = 9 h = 12

t− PLSXg (1)
LASSO

68.16 74.38 67.84 73.16 73.95 74.33 66.74 67.18

[4.27] [2.72] [2.06] [1.87] [1.72] [1.66] [1.68] [1.45]

t− PLSXg (2)
LASSO

78.40 82.69 83.59 86.25 86.17 86.19 82.67 74.89

[4.97] [2.92] [2.13] [1.91] [1.73] [1.66] [1.63] [1.54]

t− PLSXg (3)
LASSO

79.77 83.07 84.57 86.95 87.55 88.23 86.01 81.79

[4.98] [2.95] [2.16] [1.91] [1.72] [1.66] [1.66] [1.59]

The table shows theR2
OoS and Diebold and Mariano test statistic, [tDM ], for the t− PLSXg model with LASSO-based soft

thresholding. The numbers inside the parenthesis indicate the number of factors in the model. The models are estimated using a
rolling window of 48 observations.
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Appendix C

Figure C1: Soft thresholding inclusion for individual predictors in the combined data set
Xc = [Xg Xmfs] at horizons of three and six months ahead
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The figure shows the soft thresholding inclusion for the predictors inXc = [Xg Xmfs] during the out-of-sample evaluation period
for the top twenty predictors at horizons of three and six months. Note that predictors fromXmfs are capitalized. The predictors are
ordered from top to bo om according to their inclusion frequency.
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Figure C2: Soft thresholding inclusion for individual predictors in the combined data set
Xc = [Xg Xmfs] at horizons of three and six months ahead
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The figure shows the soft thresholding inclusion for the predictors inXc = [Xg Xmfs] during the out-of-sample evaluation period
for the top twenty predictors at horizons of nine and twelve months. Note that predictors fromXmfs are capitalized. The predictors
are ordered from top to bo om according to their inclusion frequency.
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1. INTRODUCTION
CHAPTER II. TESTING FOR EXPLOSIVE BUBBLES IN THE PRESENCE OF

AUTOCORRELATED INNOVATIONS

1 Introduction

Since the surge and subsequent collapse in stock prices around the turn of the century
and in house prices a few years later, research on speculative bubbles in financial and
housing markets has received renewed interest. In recent years we have seen many pa-
pers suggesting new methods to detect the presence of speculative bubbles; for example,
Phillips et al. (2011), Hommand Breitung (2012), Engsted andNielsen (2012), Phillips et al.
(2015), and Harvey et al. (2016). These test procedures have been widely used in empirical
research on bubbles in many different markets, including stock markets, housingmarkets,
commodity markets, and even the art market.1 Especially, the recursive right-tailed unit
root test procedures developed by Phillips et al. (2011) and Phillips et al. (2015), also
called the SADF and GSADF test, respectively, play an important role in the literature on
bubble detection. These tests are motivated by the seminal paper by Diba and Grossman
(1988), who first suggested testing the null hypothesis that a given time series follows a
randomwalk process against the explosive and not the stationary alternative. In response
to the critique by Evans (1991) that such a test procedure has very low power in detecting
partially collapsing bubbles, Phillips et al. (2011) suggest a test procedure (SADF) that
entails performing a series of unit root tests using various subsamples of the data. Phillips
et al. (2015) show that this test and a generalized version of the test (GSADF) greatly
improve power in detecting partially collapsing bubbles.

Since the bubble tests by Phillips et al. (2011) and Phillips et al. (2015) in essence are
sequences of unit root tests, they are naturally also subject to the pitfalls associated with
this type of test. Thus, a critical assumption behind the recursive right-tailed unit root tests
is that innovations to the relevant time series are homoskedastic and serially uncorrelated
under the null hypothesis. In a simulation study, Phillips et al. (2015) explore the proper-
ties of the SADF and GSADF tests in the presence of time-varying but stationary volatility
and generally find that this does not lead to noticeable size distortions. In contrast, in a
recent paper Harvey et al. (2016) consider the case with non-stationary volatility and show
that the SADF test is severely over-sized.

In this paper, we analyze the impact of serially correlated innovations and lag-length
selection on the properties of the recursive right-tailed unit root tests by Phillips et al.
(2011) and Phillips et al. (2015), which to our knowledge has not yet been addressed in
the literature. In practice, researchers typically deal with the issue of serially correlated
innovations by including lags of the dependent variable in the auxiliary regression used
to compute the test statistic. An extensive literature deals with the effect of serially corre-
lated innovations and lag-length selection in standard unit root tests; for example, Schwert
(2002) and Ng and Perron (1995, 2001). Two important reasons for why we cannot just
use our knowledge from the existing literature on unit root testing to guide us in our
choice of lag-length in the auxiliary regressions in the SADF and GSADF tests are i) we
test against the explosive and not the stationary alternative, and ii) the test statistics are
computed as the supremum of a sequence of unit root tests. The importance of analyzing

1Examples include Phillips et al. (2011), Homm and Breitung (2012), Engsted and Nielsen (2012), Kivedal
(2013), Pavlidis et al. (2016), Harvey et al. (2013), Phillips et al. (2015), Engsted et al. (2016), Shi et al. (2016),
Figuerola-Ferre i and McCrorie (2016), and Kräussl et al. (2016).
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the effect of serially correlated innovations and lag-length selection is emphasized by the
fact that it is not possible to reject the presence of autoregressive and moving average
components in the first difference of many of the time series used in bubble tests, such as
the price-dividend ratio in case of stock markets and the price-rent ratio in case of housing
markets. Furthermore, the recursive right-tailed unit root tests entail performing unit root
tests onmany subsamples of the relevant data, some of which will be very small and likely
to lead to size problems.

Through a simulation studywith parameter valuesmotivated by empirical findings, we
show that the presence of serially correlated innovations can lead to large size distortions
for the recursive right-tailed unit root tests by Phillips et al. (2011) and Phillips et al. (2015).
Size distortions decrease with the sample size, but even for very large samples, the tests
can be critically oversized, especially the GSADF test. These results imply that we reject
the null hypothesis of a random walk against the explosive alternative too often, i.e. we
risk concluding the presence of a bubble when it does not exist. For example, Phillips et al.
(2015) provide an empirical illustration based on themonthly US price-dividend ratio over
the period 1871-2010 and with no lags in the auxiliary regression used to compute the test
statistic. With a similar sample size and onemoving average component with amagnitude
corresponding to empirical findings, the size of the GSADF test is 0.36, when using no
lags in the auxiliary regression.2 In case of one moving average component, the tests are
only reasonably sized with one lag in the auxiliary regression. In practice, it is difficult
to determine the order of moving average components with test procedures that require
multiple unit root tests on subsamples of the data. One potential solution is the use of
information criteria such as the Bayesian Information Criterion (BIC). However, we show
that this also leads to severe size distortions. Instead, motivated by Park (2003), Chang
and Park (2003) and Palm et al. (2008) we suggest the use of a sieve bootstrap to restore
the size of the recursive right-tailed unit root tests in the presence of serially correlated
innovations. We show that such a bootstrap procedure leads to almost perfectly sized
tests and that these size corrections come at a relatively low cost in terms of power.

We apply the bootstrap GSADF test to the housing markets of a panel of OECD coun-
tries, and compare the results to those obtained using the standard GSADF test with both
fixed and automatic transient lag-length selection. Using the bootstrap test, we find less
strong evidence of bubbles in the international housing market compared to existing ev-
idence. For example, using the GSADF with automatic lag-length selection, we find evi-
dence of bubbles in all 17 countries in our sample using a 1% significance level. In contrast,
with the bootstrap test only nine out of 17 countries are subject to bubbles using a 5%
significance level. With a 1% significance level the number drops to five countries.

The rest of the paper is organized as follows. Section 2 provides an overview of the
recursive right-tailed test procedures, we consider in this paper. Section 3 contains a simu-
lation study of the size properties of recursive right-tailed unit root tests when innovations
are serially correlated aswell as empirical results emphasizing the importance of this issue.

2This choice of lag-length is motivated by a small simulation study conducted by Phillips et al. (2015)
based on serially uncorrelated innovations. They generally find that the SADF and GSADF tests have best
size properties with either no or one lag in the auxiliary regression.
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Section 4 describes the sieve bootstrap version of the tests and contains a simulation study
analyzing their size and power. Section 5 provides an empirical application of the sieve
bootstrap tests and section 6 some concluding remarks.

2 Right-tailed unit root tests for bubbles

As shown in the appendix to this chapter, rational bubbles must imply explosiveness
in the price or price to fundamental series. Diba and Grossman (1988) were the first to
propose a test that exploits this characteristic to detect exuberance in the stock market.
They utilize unit root tests but instead of testing the null of a unit root against the stationary
alternative, they consider the right tail of the distribution and test against the explosive
alternative. However, through a simulation study Evans (1991) shows that right-tailed
unit root tests have low power when trying to detect periodically collapsing bubbles. 3

Phillips et al. (2011) build upon the idea developed by Diba and Grossman (1988),
but instead of running a single test over the whole sample, they implement right-tailed
augmented Dickey Fuller (ADF) tests using subsets of the data incremented by one obser-
vation at each run, where the largest of these test statistics is used to test for explosiveness.
They name this method the Supremum Augmented Dickey Fuller (SADF) test and show
that it not only improves power - even in the presence of periodically collapsing bubbles -
but also allows us to pinpoint the start and ending date of a bubble. Phillips et al. (2015)
develop a generalized version of the SADF test (GSADF) by allowing both the starting and
ending date of the sample window to vary. They find that the GSADF test has even higher
power in detecting periodically collapsing bubbles. We describe the SADF and GSADF
tests in more detail in the following section.

2.1 The SADF test

The null hypothesis of the SADF test is that the series in question follows a random
walk with asymptotically negligible drift,

yt = dT−η + θyt−1 + εt, εt
iid∼ N(0, σ2), (2.1)

where d is a constant and η > 1/2 is a coefficient that determines the size of the drift as the
sample size T goes to infinity and θ = 1 is the autoregressive parameter. Before continuing
with the description of the test it will be helpful to introduce some important notation. Let
r1 and r2 be fractions of the total sample with r2 = r1 + rw, where rw > 0 is the fractional
window size used in the auxiliary regressions embedded in the test. The methodology
proposed by Phillips et al. (2011) is to set the starting point of the regression window

3An alternative strand of the literature shows that the explosive characteristics of asset price bubbles can
also be modelled with heavy-tailed non-causal linear autoregressive processes, see for example Gouriéroux
and Zaköıan (2017) and Cavaliere et al. (2018). This alternative model, which allows for multiple locally
explosive bubbles in a strictly stationary framework, highlights the fact that other data generating processes
can also explain an explosive series and a rejection of the null can also be due to a mispecification of the
model.
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equal to the first observation (i.e. r1 = 0) and using a minimum fractional window size of
r0, expand this window from r0 to 1. This recursive methodology is based on a standard
ADF regression given by

∆yt = αr1,r2 + βr1,r2yt−1 +
k∑
i=1

ψir1,r2∆yt−i + εt, (2.2)

where k is the lag order and the subscripts r1,r2 indicate that the fractional regression
window starts at r1 and ends at r2. More specifically, since the SADF test fixes the starting
point at 0 the first regression will have a sample size of ⌊Tr0⌋, where ⌊.⌋ denotes the floor
function, and increase by one observation at a time until the sequence reaches the end of
the sample (i.e.⌊Trw⌋ = T ). Each of the ADF test statistics obtained from this recursive
sequence is denoted by ADF r2

0 and the SADF test statistic is defined as the supremum of
this sequence:

SADF (r0) = sup
r2∈[r0,1]

{ADF r2
0 } . (2.3)

The distribution of the SADF test statistic under the null is nonstandard, but asymptotic
and finite sample critical values can be obtained by simulation.

2.2 The GSADF test

The GSADF test builds upon the idea of the SADF test but allows both the starting, r1,
and ending, r2, points of the sample window to vary. Thus, for a given r0, the GSADF
test entails a double recursion scheme by allowing the end point of the regression window
r2 to vary from r0 to 1 and the starting point r1 to range from 0 to r2 − r0. Based on the
data-generating process for the null given in (2.1) and the empirical regressionmodel given
in (2.2), the GSADF test statistic is defined as the largest ADF statistic that we obtain from
this double recursion over all feasible ranges from r1 to r2 given a minimal window size
r0:

GSADF (r0) = sup
r2 ∈ [r0, 1]

r1 ∈ [0, r2 − r0]

{
ADF r2

r1

}
. (2.4)

As in the case with the SADF test, the GSADF test statistic follows a nonstandard distribu-
tion and critical values are obtained by means of simulation. Our simulation studies and
the empirical application are based on these two tests.

2.3 The date-stamping of bubbles

One of the advantages of these recursive tests is that they allow us to pin-point the
origin and collapse of the bubble. The date-stamping algorithm works by performing
SADF tests in a backward expanding sample sequence, where the ending point, r2, at time
τ is fixed such that Tr2 = τ , and the starting point varies from 0 to r2 − r0. For a given r2,
the supremum of this sequence defines the Backwards SADF (BSADF) test:
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BSADFr2(r0) = sup
r1∈[0,r2−r0]

{
ADF r2

r1

}
(2.5)

We can inferwhether or not observation τ is part of a potential bubble-period by comparing
the BSADF test statistic for that observation to its corresponding critical value (based on
a sample size of Tr2). Although our finite sample simulation study does not explicitly
cover the BSADF test, we do analyze the size and power properties of the SADF test and
its bootstrap counterpart. Since the BSADF test can be seen a sequence of SADF tests, it is
intuitive to conclude that the results below also apply to the BSADF test. In our empirical
application we compare the performance of the BSADF test and a bootstrap version of it.

2.4 Assumptions

In obtaining the distributions of the SADF and GSADF tests, we simulate under the

null given by (2.1), where innovations are assumed εt
iid∼ N(0, σ2). However, Phillips et al.

(2015) conjecture that under the following assumption for innovations:

Assumption (A1): Let ut = ω(L)εt =
∑∞

j=0 ωjεt−j, where
∑∞

j=0 j |ωj| < ∞. Moreover,

E (ε2t ) = σ2 and E |εt|4+δ <∞ for some δ > 0,

assuming that the autoregressive lag length k in (2.2) satisfies the following determin-

istic rate condition:

Assumption (A2): As T → ∞, k → ∞ with k = O
(
T 1/3

)
,

asymptotic distribution for the SADF andGSADF remain valid. These assumptions are

standard in the unit root testing literature (see for example, Said and Dickey (1984); Zivot

and Andrews (1992)).

3 Testing for bubbles with autocorrelated innovations

With the null hypothesis of the SADF andGSADF tests (2.1)we assume that the relevant
time series is generated by a unit root process with an asymptotically negligible drift and
white noise innovations. However, the sensitivity of these tests to a violation of the as-
sumption of serially uncorrelated innovations has to our knowledge not yet been explored.
If the time series has a data-generating process where innovations are serially correlated
instead of white noise, the critical values simulated under (2.1) can be misleading. This
section examines the effect that autoregressive andmoving average components of varying
magnitude have on the SADF and GSADF tests at different lag-lengths in the auxiliary
regressions. Section 3.1 describes themotivation andbasic framework. Section 3.2 explores
the effects of autocorrelated errors when the auxiliary regressions use a fixed lag-length,
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while section 3.3 analyzes the effectiveness of information criteria in controlling the size
of the tests under these circumstances.

3.1 Motivation and basic framework

The original Dickey-Fuller test statistic and corresponding critical values are based
upon a regression model with a white noise error process. This model was extended
by Said and Dickey (1984) who augmented the Dickey-Fuller regression with lagged dif-
ferences of the series, resulting in the augmented Dickey-Fuller (ADF) regression model
presented in (2.2). The theoretical foundation for this regression is thatwe can approximate
an ARMA(p,q) model of unknown order by an AR(k) process, where k = O(T 1/3). Chang
and Park (2002) show that this approximation holds for a general class of linearmodels and
that, under assumption (A2), the ADF test statistic has the same limiting distribution as
the simple Dickey-Fuller t-statistic. The challenge is then to select the right autoregressive
lag-length, k, in (2.2) such that the test is correctly sized and there is no loss of power.
In the classic ADF test against stationarity the test statistic is usually oversized if k is too
small, while if k is too large power is low. Further, the test against stationarity suffers
from severe size distortions if the moving average component is negative and has a root
close to unity (see for example, Phillips and Perron, 1988; Schwert, 2002; Agiakloglou
and Newbold, 1992; Ng and Perron, 1995). While Phillips et al. (2015) and Harvey et
al. (2016) analyze the effects of heteroskedastic innovations on the SADF and GSADF
tests, the effects of serially correlated innovations and the impact of varying truncation
lags under these circumstances have not previously been examined, at least to our knowl-
edge.4 The relevance of such an analysis is emphasized by the fact that we commonly find
non-negligible autoregressive and moving average components in the series usually used
to test for bubbles, namely price-dividend and price-rent ratios, where the la er pertains
to housing markets.

Using the BIC to determine the presence and order of ARMA components on the first
difference of the annual price-dividend ratio of themarket cap index of all American stocks
in the period 1926-2011 obtained from the CRSP database, we find that the series contains
a single MA component with a coefficient of 0.26 (t-statistic of 2.46). Using the same
procedure on the differenced monthly S&P 500 price-dividend ratio in the period January
1871 to December 2010, obtained from Robert Shiller’s website, we also find that the series
contains a statistically significant MA component with a coefficient of 0.28 (t-statistic of
11.84).

The relevance of this issue is even greater on the housing market since many of the
series used to test for bubbles in this market (i.e. house price indices and price-rent ra-
tios) have autocorrelated innovations by construction (Ghysels et al. 2013). Again, using
the same procedure as in the case of stocks to select the best ARMA(p,q) fit for the first

4Phillips et al. (2015) use a simulation study to show that stationary conditional heteroskedastic volatility
does not seriously affect the size of the tests. However, Harvey et al. (2016) show that volatility of the
non-stationary type results in heavily oversized tests and propose a wild bootstrap version of the SADF test
that is robust to this issue. While we do not formally test for the presence of non-stationary volatility in the
empirical time series we use to test for bubbles, visual inspection of the first differenced series does not seem
to suggest any permanent shifts in volatility.
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difference of price-rent ratios based on housing data collected for the OECD, we find
that the most common models are either MA(3) or AR(1) models. Table 3.1 shows the
autoregressive and moving average coefficients and t-statistics for selected countries.

Table 3.1: ARMA(p,q) model fit and coefficients for price-rent ratios

Country Period T
ARMA(p,q) coefficient / (t-statistic)

constant AR(1) AR(2) MA(1) MA(2) MA(3)

Australia 1972Q2 - 2016Q2 175
0.43 – – 0.74 0.80 0.56

(1.90) – – (11.67) (13.30) (8.81)

Canada 1970Q2 - 2016Q2 185
0.60 0.45 – – – –

(0.45) (6.69) – – – –

Germany 1970Q2 - 2016Q2 185
-0.14 0.38 0.33 – – –

(-0.51) (5.38) (4.68) – – –

Denmark 1970Q2 - 2016Q2 185
0.22 – – 0.66 0.63 0.38

(0.70) – – (9.76) (9.00) (5.65)

Spain 1971Q2 - 2016Q2 181
0.32 0.62 0.22 – – –

(0.65) (8.41) (3.03) – – –

Finland 1970Q2 - 2016Q2 185
0.56 – – 0.67 0.68 0.53

(2.35) – – (10.62) (10.99) (8.43)

France 1970Q2 - 2016Q2 185
0.20 0.73 – 0.09 0.47 –

(1.20) (11.47) – (1.11) (6.53) –

United Kingdom 1968Q3 - 2016Q2 192
0.30 – – 0.70 0.66 0.39

(1.09) – – (9.05) (10.22) (5.85)

Italy 1970Q2 - 2016Q2 185
0.19 – – 0.75 0.55 0.32

(0.40) – – (10.70) (6.89) (4.47)

Ireland 1970Q2 - 2016Q2 185
0.35 0.61 – – – –

(0.59) (10.40) – – – –

Japan 1970Q2 - 2016Q2 185
-0.01 0.75 – 0.13 0.37 –

(-0.01) (12.21) – (1.53) (4.78) –

Norway 1979Q2 - 2016Q3 150
0.56 – – 0.48 0.55 0.30

(2.35) – – (6.08) (7.28) (3.77)

Netherlands 1970Q2 - 2016Q2 185
0.17 0.60 0.19 -0.42 0.43 –

(0.38) (3.94) (1.29) (2.82) (2.97) –

New Zealand 1970Q2 - 2016Q2 185
0.56 – – 0.60 0.74 0.53

(2.35) – – (9.31) (12.02) (7.67)

Sweden 1980Q2 - 2016Q2 145
0.30 0.78 – – – –

(0.69) (14.95) – – – –

Swi erland 1970Q2 - 2016Q2 185
0.04 0.76 – -0.58 0.37 –

(0.99) (10.41) – (-6.66) (5.04) –

United States 1970Q2 - 2016Q2 185
0.04 -0.01 0.54 0.53 -0.13 0.34

(0.40) (6.34) (6.60) (6.05) (6.05) (6.05)

ARMA(p,q) fit for the first difference in price-rent indices. The optimal p and q are selected by the BIC using a maximum AR order of
2 and a maximumMA order of 5.

In our simulation study of the impact of autocorrelated innovations on right-tailed unit
root tests, we start from the null hypothesis given in (2.1) and calculate finite sample critical
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values for the SADF and GSADF tests using 10,000 simulations. When simulating these
critical values we follow Phillips et al. (2015) and set d, η, and θ equal to unity and the
minimumwindow length to r0 = 0.01+1.8/

√
T . The lag length used in the regressions to

calculate the critical values is set to zero. To isolate the effects of AR and MA components
on innovations when analyzing the size of the tests, we utilize the same data-generating
process and parameters as the ones used in the calculation of critical values, with the only
difference that now innovations are autocorrelated. Thus, the data-generating process for
these series is given by

yt = dT−η + θyt−1 + νt,

νt = ϕ1νt−1 + εt + ϑ1εt−1 + ϑ2εt−2 + ϑ3εt−3, εt
iid∼ N(0, σν).

(3.1)

The parameter combinations for νt that we consider are presented in Table 3.2. The size

of these coefficients are motivated by the empirical findings for the price-dividend and

price-rent ratios. We begin by considering the case where νt follows an MA(1) process,

which is mainly relevant for stock market data and then consider the case where inno-

vations follow an MA(3) or AR(1) process, which are relevant for housing market indices.

All the simulated processes for νt are invertible and have standard normal innovations, i.e.

σν = 1.We also consider the case where νt is a white noise process. This case is interesting

since choosing the wrong autoregressive lag-length in (2.2) can also distort the size of the

test, even without the presence of autocorrelation.

Table 3.2: ARMA coefficients considered for νt
Model ϕ1 ϑ1 ϑ2 ϑ3

White noise - - - -
MA(1) - 0.8 - -
MA(1) - 0.5 - -
MA(1) - 0.3 - -
MA(3) - 0.8 0.8 0.8
MA(3) - 0.5 0.5 0.5
MA(3) - 0.8 0.5 0.3
AR(1) 0.8 - - -
AR(1) 0.5 - - -

All the AR and MA processes for νt are invertible.

Once we have calculated the critical values, we then generate S replications using
(3.1) and count the proportion of test statistics exceeding them. For the SADF test we
use S = 4, 000 and for the GSADF test we use S = 2, 000. If the tests are unaffected by
serially correlated innovations or an incorrectly specified lag-length, the proportion of test
statistics surpassing the critical values should be equal to the nominal size. All simulations
are conducted using a nominal size of 5%.

Figure 3.1 shows a simulated process using (3.1) together with the price-rent ratio of
Australia from 1970Q1 to 2016Q2. The parameter values for the MA(3) process are set to
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match the coefficients of the estimated MA(3) model for Australia presented in Table 3.1.
We set d = η = θ = 1, y0 = 38.2 and σν = 1.39 where the la er two are set to match
the initial value of the price-rent ratio in Australia and the standard deviation of the first
difference of the same series. The figure shows that the simulated unit root process with
MA innovations is realistically capturing the dynamics that drive the price-rent ratio since
both series display a fairly similar and rather persistent behavior.5 More importantly, we
can intuitively see why MA components can result in over-rejections of the null when
using the SADF and GSADF tests since this type of persistence in innovations can make
the series look temporarily explosive even though this is not the case. This problem is
compounded by the fact that both tests work by running ADF regressions on different
subsets of the data and, as a consequence, some of these regressions will have trouble
differentiating the explosive-like behavior of persistent innovations from that of a true
explosive autoregressive root.

Figure 3.1: Simulated unit root process with MA(3) innovations and the price-rent ratio in Australia
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The figure shows a simulated unit root process with MA(3) innovations (dashed line) and the price-rent ratio in Australia from
1970Q1 to 2016Q2 (solid line). The data generating process for the simulated series is (3.1) with d = η = θ = 1, ϕ1 = 0, ϑ1 = 0.74,
ϑ2 = 0.80, ϑ3 = 0.56, y0 = 38.2 and σν = 1.39.

3.2 Fixed lag-length

In this section we perform a size analysis for the SADF and GSADF tests using a fixed
lag-length in the auxiliary regressions, i.e. we analyze how changes in the lag-length and
the presence of AR orMA components lead to incorrect rejections of the null hypothesis of

5Although not shown in Table 3.1, theR2 of the regression for Australia is 0.54, which also implies a fairly
good fit.
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“no-bubbles”. We consider sample sizes T = {100, 200, 400, 1600} and let k take integer
values between 0 and 6.

Table 3.3 reports the empirical size of the SADF and GSADF tests for the MA(1) case.
Our results for the white noise case are similar to what Phillips et al. (2015) report in
their simulation study, namely that when the series in question does not suffer from serial
correlation increasing the lag-length results in positive size distortions in finite samples.6

These distortions are much worse for the GSADF test than for the SADF test, but they
decrease for both tests as we let the sample size grow. For instance, given a nominal size
of 5% and T = 100, se ing k = 6 results in an incorrect rejection of the null in 74% of the
cases using the GSADF test and 20% using the SADF test. If T = 1600 the empirical size
of the GSADF test drops to 20% while the SADF test is almost perfectly sized at 6%. The
good performance of the SADF test with k = 6 is expected given the asymptotic validity
of the lag augmentation. More specifically, when T = 1600 and r0 = 0.055, the shortest
subsample used in the auxiliary regressions is 88 observations, which limits the effect that
small sample bias has on the size of the test. We can expect that even larger sample sizes
will result in good empirical size also for the GSADF test. However, such sample sizes do
not have much empirical relevance outside a high frequency se ing.

If the time series has a positive moving average component (in accordance with what is
typically found empirically), fixing the lag-length k at zero results in size distortions that
increase both with the magnitude of ϑ1 and the sample size T . In fact, for large sample
sizes se ing k = 0 results in severe size distortions, even for MA components that appear
relatively inconsequential, such as the oneswe empirically find in the price-dividend ratio.
For example, when T = 1600 and k = 0, an MA component with ϑ1 = 0.30 results
in an incorrect rejection of the null in 22% and 36% of the cases for SADF and GSADF,
respectively. This example is particularly interesting since both the sample size and point
estimate of the MA component of the price-dividend ratio used by Phillips et al. (2015)
in their empirical application are very similar (T = 1680, ϑ̂1=0.28). Given that Phillips et
al. (2015) set k = 0, some of their empirical results should be interpreted with caution.
Indeed, a visual inspection of the date-stamping of bubble periods (using the BSADF test
statistic) presented in their article suggests that some of the bubbles are spurious since the
price-dividend ratio is clearly trending downwards when the test statistic crosses the 95%
critical value sequence. Phillips et al. (2015) conjecture that these false positives are due
to volatility changes. While we do not dispute that volatility might play a role, our results
suggest that serial correlation in innovations can also be the culprit.

In general, when ϑ1 > 0, the GSADF test comes closest to its nominal size with k = 1,

while the SADF test is more appropriately sized with either k = 1 or k = 3 depending
on the magnitude of ϑ1 and size of the sample.7 The GSADF test is particularly sensitive
to incorrect specifications of the approximating autoregression, since almost any choice
different than k = 1 can yield misleading conclusions. For a positive ϑ1, any heavily

6Our results deviate slightly from Phillips et al. (2015) since we use finite sample critical values, while
Phillips et al. (2015) use asymptotic critical values.

7It is interesting to note that odd numbered lag-lengths perform be er than even numbered ones. This
pa ern is precisely the opposite of what Ng and Perron (1995) report for ADF tests for stationarity.
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parametrized specification results in over-rejections of the null, although these distortions
decrease as we let the sample size grow. These results imply that the usual suggestion for
ADF tests against stationarity, of selecting a large k in the presence of serially correlated
innovations, is not recommended when testing against explosiveness.8

Table 3.3: Empirical size for MA(1) innovations and fixed lag-length

SADF

ϑ1 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.28 0.03 0.18 0.10 0.20 0.18 0.27

r0=0.190 0.5 0.24 0.04 0.14 0.11 0.16 0.17 0.23

0.3 0.16 0.06 0.10 0.12 0.14 0.17 0.22

0 0.05 0.06 0.09 0.10 0.13 0.16 0.20

T=200 0.8 0.29 0.01 0.15 0.06 0.14 0.09 0.16

r0=0.130 0.5 0.25 0.03 0.12 0.08 0.12 0.12 0.15

0.3 0.18 0.04 0.09 0.09 0.10 0.11 0.13

0 0.04 0.06 0.07 0.08 0.10 0.11 0.13

T=400 0.8 0.33 0.01 0.15 0.05 0.13 0.07 0.13

r0=0.100 0.5 0.27 0.02 0.10 0.06 0.09 0.09 0.10

0.3 0.19 0.04 0.08 0.07 0.08 0.09 0.10

0 0.05 0.06 0.07 0.07 0.08 0.09 0.09

T=1600 0.8 0.38 0.01 0.14 0.03 0.10 0.04 0.09

r0=0.055 0.5 0.31 0.02 0.09 0.04 0.07 0.06 0.07

0.3 0.22 0.03 0.06 0.05 0.06 0.06 0.06

0 0.05 0.05 0.05 0.06 0.06 0.06 0.06

GSADF

ϑ1 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.36 0.06 0.37 0.28 0.56 0.60 0.86

r0=0.190 0.5 0.29 0.08 0.28 0.31 0.48 0.59 0.82

0.3 0.20 0.10 0.23 0.30 0.46 0.57 0.79

0 0.05 0.09 0.18 0.26 0.39 0.53 0.74

T=200 0.8 0.48 0.05 0.37 0.21 0.48 0.43 0.64

r0=0.130 0.5 0.37 0.06 0.25 0.23 0.39 0.43 0.57

0.3 0.25 0.08 0.19 0.23 0.33 0.42 0.53

0 0.05 0.08 0.15 0.20 0.30 0.38 0.51

T=400 0.8 0.54 0.02 0.33 0.12 0.38 0.29 0.49

r0=0.100 0.5 0.43 0.04 0.24 0.19 0.30 0.34 0.42

0.3 0.30 0.07 0.18 0.21 0.28 0.32 0.40

0 0.05 0.08 0.13 0.17 0.24 0.29 0.37

T=1600 0.8 0.70 0.01 0.29 0.07 0.27 0.13 0.30

r0=0.055 0.5 0.55 0.02 0.18 0.10 0.19 0.19 0.25

0.3 0.36 0.04 0.11 0.11 0.16 0.18 0.22

0 0.05 0.07 0.10 0.12 0.14 0.17 0.20

The tests are applied to series generated by (3.1) with ϕ1 = ϑ2 = ϑ3 = 0. We use 4,000 replications for the SADF and 2,000 for the
GSADF. Nominal size is 5%.

8Schwert (2002) suggests that when using ADF tests to test for stationarity, if the series in question has
large negative MA components, it is preferable to select a large k since that would result in a test that is
close to nominal significance levels. Our results for tests against explosivity are diametrically opposed since
selecting a large k results in size distortions.
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Although we do not show the results, we find that using the tests on series with neg-
atively autocorrelated innovations, i.e. ϑ1 < 0, yields diametrically opposed results. In
such a case the test is undersized for low autoregressive truncations and the severity of
the problem increases with sample size. However, this scenario does not seem to have
much empirical relevance since we did not find any price or price-fundamentals ratios
with a negative MA component.

Tables 3.4 and 3.5 show the size of the SADF and GSADF tests when using fixed lag-
lengths and νt follows an MA(3) and AR(1) process, respectively. In both cases, we find
that the size distortions for both tests increase significantly in comparison to the MA(1)
case, especially if the lag-length is set to k = 0.

Table 3.4: Empirical size for MA(3) innovations and fixed lag-length

SADF

ϑ1 ϑ2 ϑ3 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.8 0.8 0.57 0.07 0.08 0.12 0.35 0.22 0.26

r0=0.190 0.5 0.5 0.5 0.52 0.13 0.09 0.09 0.26 0.26 0.27

0.8 0.5 0.3 0.51 0.06 0.11 0.14 0.22 0.19 0.27

T=200 0.8 0.8 0.8 0.63 0.04 0.04 0.08 0.29 0.12 0.13

r0=0.130 0.5 0.5 0.5 0.58 0.09 0.05 0.05 0.21 0.18 0.15

0.8 0.5 0.3 0.57 0.03 0.07 0.11 0.16 0.11 0.16

T=400 0.8 0.8 0.8 0.70 0.03 0.03 0.07 0.29 0.08 0.08

r0=0.100 0.5 0.5 0.5 0.65 0.08 0.03 0.04 0.20 0.15 0.11

0.8 0.5 0.3 0.63 0.02 0.07 0.09 0.14 0.08 0.11

T=1600 0.8 0.8 0.8 0.79 0.01 0.01 0.04 0.28 0.04 0.04

r0=0.055 0.5 0.5 0.5 0.75 0.06 0.02 0.02 0.17 0.11 0.06

0.8 0.5 0.3 0.73 0.01 0.04 0.07 0.11 0.05 0.07

GSADF

ϑ1 ϑ2 ϑ3 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.8 0.8 0.84 0.23 0.28 0.38 0.81 0.81 0.92

r0=0.190 0.5 0.5 0.5 0.74 0.31 0.30 0.32 0.66 0.78 0.90

0.8 0.5 0.3 0.75 0.15 0.30 0.43 0.64 0.72 0.90

T=200 0.8 0.8 0.8 0.93 0.19 0.21 0.32 0.76 0.60 0.66

r0=0.130 0.5 0.5 0.5 0.86 0.29 0.22 0.23 0.60 0.63 0.70

0.8 0.5 0.3 0.85 0.11 0.23 0.33 0.53 0.52 0.67

T=400 0.8 0.8 0.8 0.96 0.10 0.11 0.22 0.73 0.42 0.44

r0=0.100 0.5 0.5 0.5 0.93 0.25 0.14 0.14 0.55 0.53 0.52

0.8 0.5 0.3 0.93 0.07 0.18 0.28 0.46 0.37 0.49

T=1600 0.8 0.8 0.8 1.00 0.03 0.03 0.13 0.72 0.20 0.18

r0=0.055 0.5 0.5 0.5 0.99 0.16 0.04 0.04 0.48 0.38 0.26

0.8 0.5 0.3 0.99 0.02 0.09 0.17 0.33 0.18 0.29

The tests are applied to series generated by (3.1) with ϕ1 = 0. We use 4,000 replications for the SADF and 2,000 for the GSADF.
Nominal size is 5%.

In the MA(3) case there appears to be no clear pa ern in terms of which lag-length
achieves the best size, since this varies between k = 1 and k = 3 depending on the sample
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size and the size of the moving average coefficients. For sample sizes usually found in the
case of housingmarkets, i.e. T = {100, 200}, the SADF test appears to have empirical sizes
close to the nominal size at lag-lengths between k = 1 and k = 3, but this depends heavily
on the moving average coefficients. For the AR(1) case, both tests are best sized when k =

1. However, contrary to what we would expect, both tests remain highly oversized, even
if the autoregressive lag is correctly specified. For example, with T = 200 and ϕ1 = 0.8,
se ing k = 1 results in a rejection of the null in 14% and 46% of the cases for SADF and
GSADF, respectively.

Although MA(3) and AR(1) innovations result in generally oversized tests, the asymp-
totic validity of the lag augmentation becomes clearwith large sample sizes since empirical
size improves significantly with k > 0 when T = 1600. Not surprisingly, when innova-
tions are autocorrelated, choosing k = 0 results in severe size deterioration as T increases.
This deterioration is considerably largewithMA(3) andAR(1) components, and it can lead
to 100% rejection rates when using the GSADF test.

Table 3.5: Empirical size for AR(1) innovations and fixed lag-length
SADF

ϕ1 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.76 0.17 0.20 0.22 0.26 0.29 0.34

r0=0.190 0.5 0.42 0.10 0.12 0.14 0.17 0.20 0.26

T=200 0.8 0.83 0.14 0.16 0.17 0.19 0.21 0.23

r0=0.130 0.5 0.48 0.08 0.09 0.10 0.13 0.14 0.16

T=400 0.8 0.88 0.12 0.13 0.14 0.15 0.16 0.17

r0=0.100 0.5 0.56 0.08 0.09 0.09 0.11 0.11 0.12

T=1600 0.8 0.94 0.08 0.09 0.09 0.09 0.09 0.10

r0=0.055 0.5 0.65 0.06 0.07 0.07 0.08 0.08 0.08

GSADF

ϕ1 k = 0 k = 1 k = 2 k = 3 k = 4 k = 5 k = 6

T=100 0.8 0.97 0.47 0.57 0.65 0.75 0.84 0.94

r0=0.190 0.5 0.60 0.20 0.32 0.40 0.54 0.69 0.86

T=200 0.8 1.00 0.46 0.54 0.62 0.70 0.75 0.84

r0=0.130 0.5 0.73 0.20 0.29 0.35 0.45 0.53 0.65

T=400 0.8 1.00 0.42 0.47 0.53 0.60 0.64 0.73

r0=0.100 0.5 0.82 0.15 0.22 0.27 0.34 0.40 0.47

T=1600 0.8 1.00 0.26 0.31 0.34 0.39 0.43 0.46

r0=0.055 0.5 0.96 0.12 0.15 0.17 0.21 0.23 0.27

The tests are applied to series generated by (3.1) with ϑ1 = ϑ2 = ϑ3 = 0. We use 4,000 replications for the SADF and 2,000 for the
GSADF. Nominal size is 5%.

3.3 Variable lag-length

As shown in the previous section serially correlated innovations or an incorrect autore-
gressive truncation results in size distortions for both the SADF and GSADF tests. While
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it seems that k = 1 works well when νt follows an MA(1) process, this relatively good
performance does not extend to the AR(1) and MA(3) cases, especially for the GSADF
test. From a practical point of view, the autoregressive and moving average orders of the
data are not known with certainty. Furthermore, given that both tests work by running
regressions on different subsets of the sample, it seems intuitive to allow for flexibility in
the lag order across regressions due to possible structural breaks in the data. For these
reasons it appears that an optimal solution is to allow for a data-dependent choice of k
(for each of the auxiliary regressions). The most common of these data-dependent rules
are the Akaike Information Criterion (AIC), the Bayesian Information Criterion (BIC) and
sequential testing for significance (STS).9

The idea behind information based rules is to select k by minimizing an objective func-
tion that trades off reductions in the sum of squared residuals against parsimony. More
concretely, these rules choose k according to the following criterion:10

k = argmin
kmin≤k≤kmax

IC(k), IC(k) = ln(σ̂2
k) +

(k + 1)CT
(T − kmax)

, (3.2)

where σ̂2
k = (T − kmax)

−1
∑T

t=kmax+1 ε̂
2
tk and CT denotes a penalty function. This penalty

function is specified as CT = 2 for the AIC and CT = ln(T − kmax) for the BIC. For brevity

we only show results from using the BIC since this method performs relatively be er than

the AIC and STS.11 The results for the two la er, are available upon request. As in the

previous section we consider all parameter combinations presented in Table 3.2. We let

the maximum number of lags kmax, take integer values between 1 and 6. For brevity we

only consider the most empirically relevant sample sizes, T = {100, 200, 400}.

In the case with serially uncorrelated in the innovations, Table 3.6 shows that the BIC
controls the size of the SADF test relatively well, even with a high kmax. However, this is
not the case for the GSADF test, where kmax > 1 results in size distortions that increase
monotonically with kmax. In general, with no autoregressive and moving average compo-
nents, these transient automatic lag-selection methods control the size of the SADF test
much be er than of the GSADF test. The relative difference in performance is, in some
cases, quite large. For example, when T = 200 and ϑ1 = 0, using the BIC with kmax = 6

results in an empirical size of 6% for the SADF test and 24% for the GSADF test.
9The sequential test for significance consists of a general-to-specific approach that starts with a model

with k = kmax lags and sequentially reduces the lag order if the t-statistic of the last lag is insignificant at a
given significance level.

10Weadopt the formulation suggested byNg andPerron (2005)where the effective number of observations
is held fixed across models.

11We also considered the modified versions of the AIC and BIC proposed by Ng and Perron (2001) as well
as the non-parametric Phillips and Perron (1988) test instead of using (2.2) as the auxiliary regression, but
this did not yield be er results.
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Table 3.6: Empirical size for MA(1) innovations and variable lag-length selection using the BIC

SADF

ϑ1 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.07 0.18 0.16 0.19 0.19 0.23

r0=0.190 0.5 0.10 0.14 0.14 0.16 0.17 0.19

0.3 0.12 0.13 0.14 0.15 0.15 0.17

0 0.06 0.07 0.07 0.08 0.09 0.11

T=200 0.8 0.04 0.15 0.11 0.14 0.14 0.15

r0=0.130 0.5 0.06 0.11 0.11 0.12 0.12 0.12

0.3 0.09 0.11 0.11 0.11 0.12 0.12

0 0.05 0.06 0.06 0.06 0.06 0.07

T=400 0.8 0.02 0.14 0.08 0.12 0.11 0.12

r0=0.100 0.5 0.04 0.10 0.10 0.10 0.10 0.10

0.3 0.08 0.09 0.09 0.09 0.09 0.10

0 0.06 0.06 0.06 0.06 0.06 0.06

GSADF

ϑ1 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.25 0.41 0.42 0.58 0.63 0.86

r0=0.190 0.5 0.24 0.34 0.37 0.48 0.58 0.78

0.3 0.20 0.27 0.33 0.41 0.52 0.72

0 0.10 0.17 0.22 0.31 0.42 0.65

T=200 0.8 0.24 0.40 0.38 0.49 0.50 0.60

r0=0.130 0.5 0.25 0.32 0.34 0.40 0.43 0.49

0.3 0.21 0.26 0.28 0.32 0.34 0.39

0 0.09 0.14 0.17 0.21 0.24 0.28

T=400 0.8 0.14 0.35 0.31 0.42 0.42 0.47

r0=0.100 0.5 0.22 0.30 0.31 0.34 0.36 0.38

0.3 0.23 0.26 0.28 0.30 0.31 0.32

0 0.08 0.10 0.12 0.14 0.15 0.17

The tests are applied to series generated by (3.1) with ϕ1 = ϑ2 = ϑ3 = 0. We use 4,000 replications for the SADF and 2,000 for the
GSADF. Nominal size is 5%.

For theMA(1) case (Table 3.6), the BIC performs relativelywell for the SADF test as long
as the maximum lag order is kept at kmax = 1 or kmax = 3, although the la er only works
for large sample sizes. This relatively good performance does not apply to the GSADF test,
which is universally oversized.

Using the BIC in theMA(3) case (Table 3.7) also implies large differences in performance
between the SADF and GSADF tests. The GSADF test is severely oversized for any sample
size and any combination of MA(3) coefficients.
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Table 3.7: Empirical size for MA(3) innovations and variable lag-length selection using the BIC

SADF

ϑ1 ϑ2 ϑ3 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.8 0.8 0.09 0.11 0.14 0.28 0.26 0.29

r0=0.190 0.5 0.5 0.5 0.17 0.17 0.18 0.25 0.27 0.30

0.8 0.5 0.3 0.07 0.11 0.13 0.16 0.17 0.21

T=200 0.8 0.8 0.8 0.06 0.06 0.08 0.26 0.17 0.18

r0=0.130 0.5 0.5 0.5 0.15 0.14 0.14 0.22 0.22 0.22

0.8 0.5 0.3 0.04 0.07 0.08 0.10 0.10 0.11

T=400 0.8 0.8 0.8 0.03 0.03 0.05 0.25 0.11 0.11

r0=0.100 0.5 0.5 0.5 0.10 0.08 0.08 0.19 0.18 0.18

0.8 0.5 0.3 0.02 0.05 0.05 0.07 0.07 0.07

GSADF

ϑ1 ϑ2 ϑ3 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.8 0.8 0.50 0.54 0.61 0.84 0.88 0.94

r0=0.190 0.5 0.5 0.5 0.59 0.61 0.63 0.75 0.84 0.92

0.8 0.5 0.3 0.40 0.47 0.54 0.68 0.75 0.90

T=200 0.8 0.8 0.8 0.38 0.41 0.49 0.77 0.76 0.79

r0=0.130 0.5 0.5 0.5 0.60 0.62 0.64 0.74 0.77 0.80

0.8 0.5 0.3 0.28 0.36 0.42 0.53 0.56 0.63

T=400 0.8 0.8 0.8 0.17 0.20 0.27 0.70 0.63 0.64

r0=0.100 0.5 0.5 0.5 0.51 0.53 0.54 0.67 0.69 0.70

0.8 0.5 0.3 0.13 0.22 0.27 0.36 0.36 0.39

The tests are applied to series generated by (3.1) with ϕ1 = 0. We use 4,000 replications for the SADF and 2,000 for the GSADF.
Nominal size is 5%.

For the SADF test the results are a bit more nuanced, since using the BIC can result in
relatively low size distortions. Particularly, for ϑ1 = ϑ2 = ϑ3 = 0.8 and ϑ1 = 0.8, ϑ2 =

0.5, ϑ3 = 0.3, it seems that kmax between 1 and 3 can achieve an empirical size close to the
nominal size. In the AR(1) case (Table 3.8) both tests are generally oversized and although
size distortions decreasewith T, spurious rejections of the null render both tests ineffective
at most sample sizes used in empirical applications. Overall, it seems that allowing for
flexibility by using an information criterion such as the BIC to choose lag-length is an
ineffective way to control size.
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Table 3.8: Empirical size for AR(1) innovations and variable lag-length selection using the BIC
SADF

ϕ1 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.20 0.23 0.24 0.26 0.28 0.32

r0=0.190 0.5 0.16 0.18 0.19 0.20 0.21 0.24

T=200 0.8 0.15 0.17 0.17 0.18 0.19 0.20

r0=0.130 0.5 0.12 0.13 0.14 0.15 0.15 0.16

T=400 0.8 0.12 0.12 0.12 0.13 0.13 0.13

r0=0.100 0.5 0.09 0.09 0.10 0.10 0.11 0.11

GSADF

ϕ1 kmax = 1 kmax = 2 kmax = 3 kmax = 4 kmax = 5 kmax = 6

T=100 0.8 0.72 0.78 0.83 0.88 0.93 0.97

r0=0.190 0.5 0.49 0.53 0.57 0.64 0.71 0.85

T=200 0.8 0.61 0.67 0.73 0.78 0.82 0.86

r0=0.130 0.5 0.53 0.55 0.57 0.61 0.63 0.67

T=400 0.8 0.43 0.48 0.52 0.55 0.57 0.61

r0=0.100 0.5 0.42 0.48 0.50 0.53 0.55 0.56

The tests are applied to series generated by (3.1) with ϑ1 = ϑ2 = ϑ3 = 0. We use 4,000 replications for the SADF and 2,000 for the
GSADF. Nominal size is 5%.

4 The sieve bootstrap SADF and GSADF tests

As shown in the previous section, using either a fixed lag-length or some automatic
lag selection method is generally not an effective strategy (on a finite sample) to control
the size of the SADF and GSADF tests in the presence of serially correlated innovations.
This problem is particularly serious for the GSADF test, which is severely oversized when
innovations follow MA(3) or AR(1) processes. Motivated by Park (2003), Chang and Park
(2003) and Palm et al. (2008) who consider sieve bootstrap versions of the ADF test, we
propose sieve bootstrap SADF and GSADF tests.12 Chang and Park (2003) and Palm et al.
(2008) show that under assumptions (A1) and assuming that the lag order ADF regression
follows (A2), the asymptotic distribution of the ADF bootstrap test is the same under the
null as the asymptotic distribution of the original ADF test. By means of simulations
they show that the bootstrap ADF test has be er empirical size in the presence of serially
correlated innovations, and more importantly, these improvements in size come at no
cost for the power of the test. In this section, we begin by describing the sieve bootstrap
algorithm and then investigate the empirical size and power of the bootstrap versions of
the tests in the case where innovations are serially correlated.13

12The bootstrap algorithm proposed by Park (2003) and Chang and Park (2003), differs slightly from the
one proposed by Palm et al. (2008) since the former imposes a unit root restriction in the regression in
step 1 whereas the la er estimates the autoregressive coefficient β̂ in (4.1). We find that the sieve bootstrap
proposed by Palm et al. (2008) has slightly be er power properties in the case of the SADF and GSADF tests.

13Wenote that instead of the sieve bootstrap it is also possible to use the recolored version ofwild bootstrap
proposed by Harvey et al. (2016). The recolored version of the wild bootstrap has the advantage of being
robust to both autocorrelation and non-stationary volatility. However, unreported simulation results show
that in the absence of non-stationary volatility the sieve bootstrap has moderately be er finite sample size
properties. We also test if GARCH innovations, with reasonable parameters driving the process, has any
impact on the results and find no significant differences between the sieve bootstrap and wild bootstrap
versions of the tests.
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4.1 The sieve bootstrap algorithm

The sieve bootstrap algorithm consists of the following steps:
Step 1. Based on the full sample estimate by OLS the ADF regression, to obtain estimates

ψ̂i and residuals:

ε̂t = yt − α̂− β̂yt−1 −
k∗∑
i=1

ψ̂i∆yt−i, t = k∗ + 1, ..., T (4.1)

where, for a given kmax,we let an information criterion such as theAIC or BIC select the op-

timal order, k∗, for the approximated autoregression. Note that, a necessary requirement

for the AIC or BIC to work, is that kmax satisfies the rate condition stated in assumption

(A2).

Step 2. Generate an iid sample of bootstrap errors, ε∗t , by drawing randomly with replace-

ment from:

ε̂t − (T − k∗)−1
T∑

t=1+k∗

ε̂t (4.2)

Step 3. Construct u∗t recursively from ε∗t as:

u∗t =

q∗∑
i=1

ψ̂iu
∗
t−i + ε∗t . (4.3)

To have a full bootstrap sample of size T and eliminate any initialization effect, we draw

(T − k∗)+b bootstrap errors from step 2 and then discard the first b−k∗ values of u∗t . With

u∗t we can build y∗t as y∗t = y∗t−1 + u∗t , t = 1, .., T with y∗0 = 0.

Step 4. Using y∗t we calculate the bootstrap test statistics:

SADF ∗(r0) = sup
r2∈[r0,1]

ADF ∗r2
0 , (4.4)

GSADF ∗(r0) = sup

r2 ∈ [r0, 1]

r1 ∈ [0, r2 − r0]

{
ADF ∗r2

r1

}
. (4.5)

The lag-length in the auxiliary ADF regressions that conform these bootstrap test statistics

should be fixed at k∗ as determined in step 1.

Step 5. Calculate the bootstrap critical values cv(q)SADFB or cv(q)GSADFB for nominal sig-

nificance level q, by repeating steps 2 to 4M∗ times and obtaining the q-quantile of the or-

dered bootstrap tests statistics. More specifically, form = 1, ...,M∗weobtain {SADF ∗
m(r0)}

M∗

m=1

or {GSADF ∗
m(r0)}

M∗

m=1 and calculate cv(q)SADFB or cv(q)GSADF
B

as:
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cv(q)SADF
B

:= max

{
x :M∗−1

M∗∑
m=1

I (SADF ∗
m(r0) < x) ≤ q

}
, (4.6)

cv(q)GSADF
B

:= max

{
x :M∗−1

M∗∑
m=1

I (GSADF ∗
m(r0) < x) ≤ q

}
. (4.7)

Step 6. Calculate the actual test statistics, SADFB(r0) andGSADFB(r0), based on yt and

using a lag order equal to k∗ as determined in step 1. Reject the null of “no bubbles” if the

test statistic is larger than the bootstrap critical value calculated in step 5.14

Note that in the implementation of the bootstrap algorithm above, we did not specify
the lag order of the sieve, q∗, in step 4. As noted by Cavaliere and Taylor (2009) the choice
of q∗ is motivated purely for finite sample concerns, and q∗ does not have to increase to
infinity with sample size. However, the following assumption for p∗ and q∗ is required:

Assumption (A3): Let p∗ = O
(
T 1/3

)
. There is a T ∗ such that q∗ ≤ p∗ for all T > T ∗.

In practice, we find that se ing q∗ = p∗ results in the best (finite sample) size properties.
Indeed, se ing p∗ > q∗ results in finite sample oversizing similar to the one shown in
sections 3.2 and 3.3 for overspecified lag order models.

4.2 Finite sample simulations

To analyze the empirical size properties of the sieve bootstrap SADF and GSADF tests
(SADFB andGSADFB , respectively), weuse (3.1) as the data-generating processwith pa-
rameter combinations presented inTable 3.2. We consider the sample sizesT = {100, 200, 400}
and use 4,000 simulations in analyzing the SADFB test and 2,000 simulations in case of
the GSADFB test. For each simulated series, we useM∗ = 899 bootstrap replications to
calculate the critical values, cv(q)SADFB and cv(q)GSADFB .We set themaximum lag-length
of the bootstrap tests to kmax = int[8(T/100)1/4], and let BIC select the optimal lag-length,
k∗.

4.3 Size of the SADFB and GSADFB tests

Table 4.1 shows the empirical size, using a nominal size of 5%, of the SADFB and
GSADFB tests for theMA(1), MA(3) andAR(1) cases. The bootstrap procedure effectively
controls the size of the tests when autoregressive and moving average components are
present and these size improvements hold even for relatively small sample sizes, i.e. T =

100.

14MATLAB programs implementing SADFB ,GSADFB andBSADFB tests are available on Pedersen’s
website.
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Table 4.1: Empirical size for SADF and GSADF bootstrap tests
MA(1) MA(3) AR(1)

T ϑ1 SADFB GSADFB ϑ1 ϑ2 ϑ3 SADFB GSADFB ϕ1 SADFB GSADFB

100 0.8 0.05 0.05 0.8 0.8 0.8 0.05 0.05 0.8 0.05 0.06

0.5 0.04 0.04 0.5 0.5 0.5 0.07 0.07 0.5 0.06 0.05

0.3 0.06 0.05 0.8 0.5 0.3 0.03 0.03 - - -

0 0.05 0.05 - - - - - - - -

200 0.8 0.05 0.06 0.8 0.8 0.8 0.04 0.04 0.8 0.05 0.06

0.5 0.05 0.05 0.5 0.5 0.5 0.08 0.08 0.5 0.05 0.05

0.3 0.04 0.04 0.8 0.5 0.3 0.03 0.03 - - -

0 0.05 0.05 - - - - - - - -

400 0.8 0.05 0.05 0.8 0.8 0.8 0.05 0.05 0.8 0.05 0.05

0.5 0.06 0.06 0.5 0.5 0.5 0.08 0.08 0.5 0.05 0.06

0.3 0.04 0.04 0.8 0.5 0.3 0.03 0.03 - - -

0 0.05 0.05 - - - - - - - -

The tests are applied to 4,000 series for the SADFB and 2,000 series for theGSADFB generated by (3.1). Initial windows are set to
r0 = {0.190, 0.130, 0.100} for T = {100, 200, 400}, respectively. The bootstrap critical values are calculated using 899 replications.
Nominal size is 5%.

For the MA(1) case, all results lie within one percentage point from nominal size, and
there is no deterioration of size as the moving average coefficient increases. The results
for the MA(3) case are also robust, and there is never more than three percentage points
difference between empirical and nominal size, although there is variation depending on
the combination of coefficients. Nonetheless, considering that MA(3) innovations results
in size distortions of a magnitude that leaves the SADF and GSADF tests almost useless
(Tables 3.4 and 3.7), the performance of the SADFB and GSADFB tests seems compara-
tively impressive. Since the AR(1) case does not involve any approximation error from a
moving average representation to an autoregressive one, it is almost perfectly sized with
only one percentage point deviation from nominal size as a worst case scenario. These
results are within the margin of error that we can expect from random sampling given the
number of simulations that we use.

4.4 Power of the SADFB and GSADFB tests

As shown in the previous section the sieve bootstrap is very successful in restoring the
size of both the SADF and GSADF test in the presence of autocorrelated innovations. In
this section, we evaluate the empirical detection rate of the tests. In order to do this, we use
themildly explosive single bubble process proposed by Phillips and Yu (2009) and Phillips
et al. (2015), but allow the series to have autocorrelated innovations:

Bubble process : yt =



yt−1 + νt, t = 1, ..., τe − 1

δ1,Tyt−1 + νt, t = τe, ..., τf

yct , t = τf + 1

yt−1 + νt, t = τf + 2, ..., T

νt = ϕ1νt−1 + εt + ϑ1εt−1 + ϑ2εt−2 + ϑ3εt−3 εt
iid∼ N(0, σν).

(4.8)
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Following Phillips et al. (2015) we let δ1,T = 1 + cT−α, with c > 0, 0 < α < 1 and

yct = yτe + Op(1). Under this bubble process, the series starts as a random walk and

continues to be so until τe = ⌊Tre⌋, where the series becomes explosive with a local

to unity autoregressive coefficient, δ1,T , and this explosivity continues until observation

τf = ⌊Trf⌋. At observation τf + 1 the bubble collapses to a value of yct , which represents

the fundamental value of the series plus a random innovation. After the collapse, the series

continues its martingale behavior until the end of the series. For ease of comparison, we

follow Phillips et al. (2015) and set y0 = 100, σν = 6.79, c = 1, and α = 0.6. We use

T = {100, 200, 400}which result in autoregressive coefficients during the bubble period of

δ1,T, = {1.06, 1.04, 1.03}.15 We let the bubble start at τe/T = 0.40 and end at τf/T = 0.55.

Tables 4.2, 4.3 and 4.4 report the power of the SADFB and GSADFB tests together
with the power of the SADF and GSADF tests. In addition, we also report the (infeasible)
size-adjusted power of the SADF and GSADF tests in the cases where νt follows an AR
or MA process.16 We note that the presence of autocorrelated innovations, particularly in
the AR(1) case, can also affect the magnitude of the bubble given by (4.8), and thus have
a positive effect on power when compared to the white noise case. However, this effect
is also present in the size-adjusted power figures, making these figures the most relevant
point of comparison.

Table 4.2: Empirical power for SADFB and GSADFB tests, MA(1) case

ϑ1 SADF GSADF SADFB GSADFB

T=100 0.8 0.47 0.46 0.55 0.59

r0=0.190 0.5 0.55 0.54 0.60 0.63

0.3 0.58 0.61 0.65 0.67

0 0.72 0.75 0.68 0.70

T=200 0.8 0.59 0.58 0.63 0.66

r0=0.130 0.5 0.64 0.61 0.66 0.70

0.3 0.68 0.69 0.69 0.73

0 0.73 0.74 0.72 0.73

T=400 0.8 0.71 0.71 0.71 0.71

r0=0.100 0.5 0.72 0.73 0.74 0.76

0.3 0.74 0.75 0.76 0.77

0 0.78 0.80 0.78 0.80

The tests are applied to 4,000 series for the SADFB and 2,000 series for theGSADFB generated by (4.8). The bootstrap critical
values are calculated using 899 replications. Nominal size is 5%.

In the case where there are no autoregressive ormoving average components (Table 4.2
with ϑ1 = 0), there appears to be a small decrease in empirical power for the bootstrap tests

15Note that this bubble process keeps the empirical power of the tests relatively constant as T increases
allowing us to focus on the differences in power (between the bootstrap and original tests) that arise purely
because of a larger T .

16Size-adjusted power is calculated by using critical values under the null, but allowing for autoregressive
or moving average components. In other words, we use (3.1) instead of (2.1) as null hypothesis.
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in small samples (i.e. T = 100). This power loss disappears as the sample size increases;
the power of the bootstrap tests is virtually the same as that of the SADF and GSADF tests
when T ≥ 200. For the MA(1) case (Table 4.2 with ϑ1 > 0), the power of the bootstrap
tests decreases with the magnitude of the moving average coefficient. This is as expected
since the augmented test (with k∗ > 0) has a finite sample distribution that is shifted to the
right. Nonetheless, the power of the SADFB and GSADFB tests is greater than the size-
adjusted power of the original tests. This higher detection rate is particularly noteworthy
when it comes to the GSADFB test in small samples, which outperforms the GSADF test
by an average of nine percentage points when T = 100.

Aswewould expect given the size distortions, the size-adjusted power of the SADF and
GSADF tests decreases considerably for the MA(3) case (Table 4.3). However, although
the power of the SADFB and GSADFB tests does decrease in comparison to the white
noise case, it does not decrease as much as the (size-adjusted) power of the SADF and
GSADF tests. As a result, the bootstrap tests achieve a much higher empirical power than
the original tests. For example, given a sample size of T = 100 and MA coefficients of
ϑ1 = ϑ2 = ϑ3 = 0.5, the power of the SADFB andGSADFB tests is, respectively, 19 and
26 percentage points higher than the size-adjusted power of the SADF and GSADF tests.
Finally, it is worth noting that as the sample size increases, the power of the SADFB and
GSADFB tests in the presence ofMA components approaches the power of the SADF and
GSADF tests in the case of no MA components.

Table 4.3: Empirical power for SADFB and GSADFB tests, MA(3) case

ϑ1 ϑ2 ϑ3 SADF GSADF SADFB GSADFB

T=100 0.8 0.8 0.8 0.35 0.34 0.54 0.59

r0=0.190 0.5 0.5 0.5 0.38 0.38 0.57 0.64

0.8 0.5 0.3 0.37 0.38 0.54 0.61

T=200 0.8 0.8 0.8 0.53 0.48 0.62 0.69

r0=0.130 0.5 0.5 0.5 0.59 0.53 0.67 0.72

0.8 0.5 0.3 0.53 0.51 0.62 0.67

T=400 0.8 0.8 0.8 0.67 0.67 0.73 0.76

r0=0.100 0.5 0.5 0.5 0.69 0.68 0.75 0.77

0.8 0.5 0.3 0.68 0.66 0.71 0.74

The tests are applied to 4,000 series for the SADFB and 2,000 series for theGSADFB generated by (4.8). The bootstrap critical
values are calculated using 899 replications. Nominal size is 5%.

For the AR(1) case (Table 4.4), the power advantages of the bootstrap tests over the
size-adjusted power of the original tests are even more noteworthy. This is especially
the case when T = 100, where the SADFB and GSADFB tests have an average power
advantage (across both autoregressive cases) of, respectively, 25 and 32 percentage points
over the original tests. Wemust also note that the power advantage of the bootstrap version
of the tests depends on the way we model the bubble. In unreported simulations we find
that empirical power for the case of a bubble process similar to (4.8), but without a bubble
collapse, results in slightly lower power for the bootstrap tests that their size-adjusted
counterparts. This happens because the presence of a bubble collapse affects the autore-
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gressive lag truncation selected by the BIC. When the bubble process does not include
a collapse, the BIC has a tendency to overestimate the lag order of the regressions (k∗)
in small samples. This happens because the BIC has problems differentiating between
a mildly explosive autoregressive process and serially correlated innovations, but this
effect disappears with large sample sizes. We believe that a bubble process that allows
for a collapse (in the bubble) represents a more realistic scenario seen from an empirical
perspective and therefore present only these results.

Table 4.4: Empirical power for SADFB and GSADFB tests, AR(1) case

ϕ1 SADF GSADF SADFB GSADFB

T=100 0.8 0.34 0.35 0.67 0.75

r0=0.190 0.5 0.45 0.43 0.61 0.67

T=200 0.8 0.50 0.51 0.73 0.79

r0=0.130 0.5 0.57 0.57 0.68 0.72

T=400 0.8 0.68 0.67 0.81 0.82

r0=0.100 0.5 0.72 0.70 0.75 0.76

The tests are applied to 4,000 series for the SADFB and 2,000 series for theGSADFB generated by (4.8). The bootstrap critical
values are calculated using 899 replications. Nominal size is 5%.

Overall, although there is a slight decrease in power for small samples when there are
no MA or AR components, the SADFB and GSADFB tests have higher detection rates
than the size-adjusted power of the SADF and GSADF tests in the presence of serially
correlated innovations. More importantly, this power disadvantage is only present with
small samples and it is negligible in sample sizes that are relevant for most empirical
applications.

5 Empirical application

In this section we present an empirical application of the bootstrap tests using inter-
national housing indices. In section 5.1 we discuss the relevance of the issue and briefly
summarize how past researchers have dealt with the issue of serial correlation in inno-
vations when testing for bubbles in the housing market. In section 5.2 we describe the
data used in the analysis. Section 5.3 shows an empirical application of theGSADFB test
and compares the results of this test with the results obtained using the GSADF test with
both fixed and transient variable lag selectionmethods. We limit our empirical application
to the GSADF and GSADFB tests since these tests have a higher detection rate than the
SADF and SADFB tests. Finally, in section 5.4 we compare the date-stamping results of
the BSADF and BSADFB tests for a small subset of countries in which the null of “no
bubbles” is rejected using the GSADFB test.

5.1 Past evidence on housing bubbles

International housing markets have, following the boom and bust of house prices that
contributed to the 2008-09 global financial crisis, received a lot of a ention since it is not
entirely clear whether or not these dynamics were associated with speculative bubbles
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or only the result of changing fundamentals. This has led researchers to use the SADF
and GSADF tests to investigate the possibility of speculative bubbles in the housing mar-
ket. Aware of the high degree of serial correlation in housing indices, researchers have
a empted to accommodate the issue with the usual augmentation of the Dickey-Fuller
regressions that conform the tests, using either a fixed lag-length or automatic variable
lag selection methods. However, as shown in the finite sample simulation studies, these
solutions tend to result in extremely oversized tests and thus in spurious bubbles.

Pavlidis et al. (2016) utilize the SADF and GSADF tests to look for episodes of exu-
berance in the housing markets of 22 OECD countries using the real price, price-rent and
price-income ratios. Using the GSADF test with a fixed lag of k = 4 on price-rent ratios
they reject the null of “no-bubbles” in all but three of the 22 countries. In a recent paper,
Shi et al. (2016) use the BSADF test to date stamp the timeline of house price bubbles in
Australian capital cities using the price-rent ratio. They use the BIC to select the lag-length
(with kmax = 6), and find evidence of explosive bubbles in all major Australian cities.
Caspi (2016) applies the SADF andGSADF tests to the price-rent ratios of regional housing
markets in Israel to test for bubbles. Caspi (2016) uses fixed lag-lengths between one and
six as well as the AIC and BIC with maximum lag-length of 12, and is unable to reject the
null of “no bubbles” in the majority of the regions, but he notes that the results of the Gush
Dan region are highly sensitive to the lag specification.

5.2 The data

Weuse the official OECDdata for 17 countries: Australia, Canada, Denmark, Germany,
Spain, Finland, France, the UK, Italy, Ireland, Japan, the Netherlands, New Zealand, Nor-
way, Sweden, Swi erland and the US. The data set contains seasonally adjusted quar-
terly observations of house price-rent ratios that span from 1970Q1 to 2016Q2, except for:
Australia (begins in 1972Q2), Spain (begins in 1971Q1), UK (begins in 1968Q2), Norway
(1979Q1 to 2016Q3) and Sweden (begins in 1981Q1). Note that this is the same data as
that presented in Table 3.1. Hence, the presence of AR and MA components is already
established. Since the average sample size among all included countries is T = 180, the
results of the finite sample simulation study with T = 200 are the most relevant as points
of comparison.

5.3 Testing for bubbles using the GSADF and GSADFB tests

Table 5.1 presents the results of the GSADF tests for a bubble on the price-rent ratio
using fixed lag-lengths of k = 1 and k = 4 and using the BIC to automatically select
the transient lag-length with a maximum lag of six. The table also shows corresponding
p-values, which are calculated using 5,000 replications of a randomwalkwith iid Gaussian
innovations. The last three columns show the results of the GSADFB test, the lag-length
used in the bootstrap test, k∗, and the bootstrap p-value, which is calculated usingM∗ =

5, 000 bootstrap replications. Note that the GSADF test statistic with a fixed lag-length
and the GSADFB test statistic will always be equal when k = k∗. This is, however, not
necessarily the case for the variable lag-length version of the test since this version of the
test allows each of the ADF regressions to select a different k.
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Table 5.1: GSADF tests for a bubble in the housing market
Country T k = 1 p-value k = 4 p-value BIC p-value GSADFB k∗ p-value
Australia 176 5.56 0.000 6.66 0.000 12.53 0.000 5.56 1 0.000
Canada 186 6.01 0.000 4.63 0.000 10.25 0.000 6.01 1 0.000
Germany 186 2.94 0.004 3.17 0.002 4.73 0.000 2.71 2 0.250
Denmark 186 3.40 0.001 3.54 0.001 11.28 0.000 3.40 1 0.026
Spain 182 3.50 0.001 3.21 0.003 6.31 0.000 4.20 2 0.041
Finland 186 3.75 0.000 4.20 0.000 7.09 0.000 3.75 1 0.012
France 186 4.66 0.000 2.48 0.016 8.65 0.000 3.20 3 0.148
U.K 193 2.67 0.010 3.48 0.000 5.24 0.000 2.67 1 0.141
Italy 186 2.01 0.058 1.89 0.081 5.91 0.000 2.08 2 0.340

Ireland 186 4.65 0.000 4.68 0.000 8.41 0.000 4.65 1 0.001
Japan 186 3.18 0.002 4.00 0.000 7.48 0.000 3.18 1 0.150

Netherlands 186 6.65 0.000 5.35 0.000 10.11 0.000 5.35 4 0.010
New Zealand 186 4.31 0.000 4.31 0.000 7.82 0.000 4.31 1 0.004

Norway 151 3.09 0.003 2.80 0.007 4.71 0.000 2.74 2 0.199
Sweden 146 3.17 0.003 5.00 0.000 6.25 0.000 3.17 1 0.090

Swi erland 186 4.48 0.000 2.77 0.006 4.59 0.000 2.48 3 0.540
USA 186 5.95 0.000 3.29 0.002 13.62 0.000 4.93 2 0.004

The table shows the results of the GSADF test for bubbles on the price-rent ratio using fixed lag-lengths of k = 1 and k = 4 and the
BIC to automatically select the variable lag-length with kmax = 6. It also shows the results of theGSADFB test and the lag-length
used in this test, k∗.

Using a fixed lag-length of k = 1, we find evidence of a bubble at a 1% significance
level in all countries but the UK and Italy where the test statistics are only significant at
the 5% and 10% level, respectively. The results are similar when using a fixed lag-length
of four. In this case we find evidence of bubbles at the 1% level in all countries except
France and Italy, which are significant at the 5% and 10% level, respectively. Using the
BIC to automatically select the transient lag-length with kmax = 6, we reject the null of
“no bubbles” for all countries at the 1% level. However, when we apply the GSADFB

test to the same data, we fail to reject the null even at the 10% level for Germany, France,
the UK, Italy, Japan, Norway and Swi erland. For Denmark, Spain and Finland the null
is rejected at the 5% level and for Sweden at the 10% level. It is interesting to note that,
in contrast to the original GSADF test, the bootstrap version of the test does not reject the
null (at conventional significance levels) in countries such as Germany and Italy where a
visual analysis of the data also does not seem to suggest the presence of explosive bubbles.

5.4 Date-stamping bubbles

Figures 5.1, 5.2 and 5.3 show the date-stamping of the speculative bubbles forDenmark,
the Netherlands and the US using the BSADF andBSADFB tests. For the BSADF test we
use a fixed lag-length of k = 1 and k = 4 in accordance with Pavlidis et al. (2016), and a
variable lag-length selected by the BIC with kmax = 6, which matches the methodology of
Shi et al. (2016). The objective of this exercise is not an accurate identification of bubble
periods but a comparison of the bootstrap test to the original BSADF test under different
lag specifications. This can be particularly illustrating sincewe can by visual inspection see
if the periods identified as explosive by the BSADF tests actually appear to be so. In line
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with the previous analysis, we calculate the critical value sequence using the 95% quantile
of 5,000 replications.17

Looking at the figures it seems clear that the BSADF test performs less than optimally
and it identifies “bubble” periods where series does not seem to have an explosive autore-
gressive root. In the case of Denmark (Figure 5.1), it seems that k = 1 performs relatively
well, but it still identifies the second quarter of 1982 as explosive even though the series
is at a trough. The worst performance comes from using the BIC as an automatic method
to select k, since this identifies “bubble” periods where the price-rent ratio is clearly not
explosive. In contrast to the BSADF test, which seems to suffer a slight delay, theBSADFB

test is very effective at date stamping the collapse of the bubble. The difference in the
date-stamping results for the Netherlands (Figure 5.2) are evenmore noteworthy since the
original test identifies the end of the sample period as explosive even though the series is
downward trending, irrespective of whichmethod is used to select k. All methods identify
a period of apparent stability in the late 2007 as explosive. This is possibly the result of
a small delay in the detection of the break point since this period is preceded by what
could be explosiveness. Finally, the results for the US (Figure 5.3) show that, in contrast
to the BSADF test, the bootstrap version of the test is quite effective at date-stamping the
infamous housing bubble of the early to mid 2000s without also incorrectly defining other
periods of relative stability as bubbles. In general, the BSADFB test appears to be able to
capture periods of explosive autoregressive growth without incurring false positives due
to serially correlated innovations.

Figure 5.1: Date-stamping of housing bubbles in Denmark

Price-rent ratio in Denmark from 1970Q1 to 2016Q2. The shaded areas indicate the periods identified as a bubble by the BSADF test
using a fixed lag-length of k = 1 (top-left), k = 4 (top-right), le ing the BIC automatically choose the transient lag with kmax = 6
(bo om-left) and by the BSADFB test (bo om-right).

17The lag-length in the BSADFB test, k∗, is the same as the one presented in Table 5.1.
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Figure 5.2: Date-stamping of housing bubbles in Netherlands

Price-rent ratio in Netherlands from 1970Q1 to 2016Q2. The shaded areas indicate the periods identified as a bubble by the BSADF
test using a fixed lag-length of k = 1 (top-left), k = 4 (top-right), le ing the BIC automatically choose the transient lag with kmax = 6
(bo om-left) and by theBSADFB test (bo om-right).

Figure 5.3: Date-stamping of housing bubbles in the US

Price-rent ratio in the US from 1970Q1 to 2016Q2. The shaded areas indicate the periods identified as a bubble by the BSADF test
using a fixed lag-length of k = 1 (top-left), k = 4 (top-right), le ing the BIC automatically choose the transient lag with kmax = 6
(bo om-left) and by theBSADFB test (bo om-right).
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Overall, our results show that using critical values that are robust to the presence of
autocorrelated innovations leads to much weaker evidence of speculative bubbles in in-
ternational housing markets. Since the empirical power of the GSADFB test is relatively
unaffected by AR or MA components when T ≈ 200, our results suggest that many of
the cyclical upswings in the price-rent ratio have been spuriously interpreted as explo-
sive bubbles and that once we take into account serial correlation in the innovations the
evidence for explosivity in many of the countries is not present anymore. Nonetheless,
we still find evidence of speculative bubbles in nine out 17 countries, and this evidence is
strongly significant for six of the countries.

6 Concluding remarks

Bubble testing is currently not only at the top of the research agenda, but following
the surge and collapse in both stock and house prices in recent years and the subsequent
financial crisis it is also at the center of a ention in, for example, financial institutions
and central banks and among policymakers. In this paper, we analyze an empirically
important issue with the most often used bubble tests, namely the recursive right-tailed
unit root tests by Phillips et al. (2011) and Phillips et al. (2015). We show that serially
correlated innovations (which is often found empirically for time series used in bubble
tests) can lead to severe size distortions when using either fixed or automatic (based on
information criteria) lag-length selection in the auxiliary regressions underlying the test.
We propose a sieve bootstrap version of the tests and show that this results in more or less
perfectly sized test statistics. More importantly, these size corrections come at a relatively
low cost for the power of the tests.

Applied to the price-rent ratio in 17 OECD countries, we find less strong evidence of
bubbles in the housing market using the bootstrap version of the test compared to both
fixed and automatic lag-length selection. While all 17 price-rent ratios are concluded to be
explosive on a 1% significance level using the BIC to select the transient lag-length, only
nine price-rent ratios display explosive behavior on a 5% level according to the bootstrap
version of the test.
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Appendix: the rational bubble model

This appendix briefly describes the theoretical underpinning of using explosiveness in

a series as a test for bubbles. We begin by considering the standard asset pricing model, in

which the value of an asset is determined by the discounted price of the asset in the next

period, Pt+1, plus its dividend or service flow, Xt+1, (fundamentals henceforth). For ease

of exposition we assume constant expected return, R > 0, in which case the price of the

asset is given by

Pt =
1

1 +R
Et(Pt+1 +Xt+1), (6.1)

where Et is the expectations operator conditional on time t information. In the spirit of
Campbell and Shiller (1988a), wemake a log-linear approximation of (6.1) and use forward
recursive substitution and the lawof iterated expectations to arrive at the following general
solution,

pt = pft + bt, (6.2)

where lower case le ers denote the log of the corresponding upper case le ers. The first
term is a fundamental value component,

pft =
κ− r

1− ρ
+ (1− ρ)

∞∑
i=0

ρiEtxt+1+i, (6.3)

with r = ln(1+R), ρ = (1/(1+exp(x− p)), with x− p denoting the average fundamentals
to price ratio and κ = −ln(ρ)− (1− ρ)ln(1/ρ− 1). The second term,

bt = lim
i→∞

ρiEtpt+i, (6.4)

is a rational bubble component reflecting self-fulfilling expectations, i.e. the bubble only
exists in period t because it is expected to exist in the next period. We can express the data
generating process for the bubble as

bt+1 =
1

ρ
bt + ξt+1, (6.5)

where ξt+1 is a zero-mean rational forecast error. Consequently, since 0 < ρ < 1, bt is an ex-
plosive process.18 If we impose the (“no bubble”) transversality condition, lim

i→∞
ρiEtpt+i =

0, when using forward recursive substitution in (6.1), pt = pft . This means that the
properties of the time series with and without the bubble are different and in some sense,
testing for bubbles is implicitly testing the transversality condition. To see why, we start
by assuming that bt = 0 and restate (6.2) in terms of the price-fundamentals ratio:

18Note that (6.5) alsomeans that the presence of a bubble does not result in riskless arbitrage opportunities.
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pt − xt =
κ− r

1− ρ
+

∞∑
i=0

ρiEt∆xt+1+i, (6.6)

which implies that if there is no bubble (bt = 0), log fundamentals follow a random walk
and we assume constant expected returns then there are two possibilities: i) pt and xt
have a common stochastic trend and as a result, the log price-fundamentals ratio is I(0);
and ii) pt and xt do not cointegrate, which implies that the log price-fundamentals ratio
is an I(1) process. Contrary, if there is a bubble, its explosive properties will dominate
and the price-fundamentals ratio will also be explosive. We note that, in principle, pft can
also be transiently explosive if fundamentals are also (transiently) explosive. However,
since the log price-fundamentals ratio automatically controls for this possibility empirical
researchers often work with the ratio, instead of prices, when testing for bubbles. We
have thus far only considered the case with log prices and log fundamentals, but a similar
argument can be made for the series in levels. In this case the argument for an I(0) price-
fundamentals ratio is not so clear cut, but we can expect the ratio to be at most an I(1)
process in the absence of bubbles. The bubble tests we consider here build on the null
hypothesis that the relevant series is an I(1) process. With the price-fundamentals ratio
as test series, this can be seen as a relatively conservative assumption since a rejection
of the I(1) null against explosiveness has even higher discriminatory power against I(0)
behavior.

In practice we often find that price-fundamentals series, whether in the stock market

or in the housing market, have a unit root. Indeed, using a ba ery of unit root tests, we

are unable to reject the null of a unit root (against the stationary alternative) in the price-

dividend and price-rent series presented used in this chapter.
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1. INTRODUCTION
CHAPTER III. MONEY ILLUSION VERSUS INFLATION NON-NEUTRALITY: AN INDIRECT

INFERENCE APPROACH

1 Introduction

What are the effects of inflation on financial market prices? The classical view is that
expected inflation moves expected nominal returns one-for-one, leaving expected real re-
turns constant (e.g. Fama, 1975). Thus, inflation is ’neutral’. However, there is a vast
empirical literature documenting that inflation has significant real effects on financial mar-
kets. For the stock market the ’money illusion hypothesis’ of Modigliani and Cohn (1979)
and several subsequent studies (e.g. Ri er and Warr, 2002; Campbell and Vuolteenaho,
2004; Acker andDuck, 2013) has been prevalent. According to this hypothesis stockmarket
investors irrationally discount real cash flows with nominal discount rates because they
are unaware of the distinction between nominal and real values. As a consequence, stock
markets are ’overvalued’ (’undervalued’) in times of low (high) expected inflation.

The special feature of theModigliani-Cohnmodel is that only the stockmarket confuses
nominal and real values; bond market investors do not suffer from this confusion. Basak
and Yan (2010) develop a consumption-based model with time-separable power utility
where both stock and bondmarket investors exhibit this kind of irrationality by le ing the
stochastic discount factor - which is common to both types of investors - display money il-
lusion. However, as shownbyEngsted andPedersen (2018), Basak andYan’smodel cannot
explain the positive relation between the price-dividend ratio and observed future inflation
that characterizes the US stock market up to the mid 1970s. Engsted and Pedersen extend
the model of Basak and Yan such that it can explain this feature. An important element of
the extended model is that it features recursive preferences (Epstein and Zin, 1989; 1991)
and a small persistent component in consumption growth, as in the long-run risk setup of
Bansal and Yaron (2004). In various simulation analyses based on calibrated parameters,
Engsted and Pedersen show that the extended money illusion model can account for the
positive stock price - inflation relationship in US data up to the mid 1970s. Since then,
however, money illusion seems to have disappeared.

As an alternative to the money illusion hypothesis, models with a direct relationship
between expected inflation and expected consumption growth have been developed (e.g.
Burkhardt and Hasseltoft, 2012; Bansal and Shaliastovich, 2013). In these models all in-
vestors are fully rational, and the price-dividend ratiomoveswith expected inflation through
this direct inflation-consumption relationship (whichwewill denote ’inflation non-neutrality’).
Engsted and Pedersen (2018) find that in US data after the mid 1970s, this kind of inflation
non-neutrality can explain the negative relation between the price-dividend ratio and fu-
ture inflation that we have observed since then.

In the present paper we extend the analysis in Engsted and Pedersen (2018) in two
ways. First, we analyze the relationship between the price-dividend ratio and future in-
flation in several countries in addition to the US. We document that the structural shift in
the relationship between the price-dividend ratio and future inflation is an international
phenomenon. In most countries the positive relation between these two variables in the
early part of the sample is turned into a negative relationship in the second part of the
sample, and the shift occurs around the mid 1970s.
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Second, on quarterly US data from 1947 to 2016 we estimate an economic model that
features both money illusion and inflation non-neutrality. The model is similar to the one
in Engsted and Pedersen (2018), but as opposed to their simulation analyses based on cal-
ibrated parameters, we estimate the model parameters econometrically using an indirect
inference approach based on Calvet and Czellar (2015) and Grammig and Küchlin (2018).
This approach is ideally suited for our model setup since it involves estimating the macro
parameters and the preference parameters in separate steps. The parameter estimates
imply that up to the mid 1970s US stock market investors suffered from money illusion
while having a low degree of risk-aversion and a high intertemporal elasticity of substitu-
tion. In this early period there is no evidence of a direct effect from expected inflation to
expected consumption growth. In the more recent period, however, the estimated model
implies that money illusion has been replaced by a direct negative inflation-consumption
relationshipwhile risk-aversion and intertemporal elasticity of substitution are of the same
magnitude as in the early sample period. Thus, over the whole post war period expected
inflation has affected the stock market, as seen by the significant relationship between
the price-dividend ratio and future inflation, but the economic mechanism generating this
relationship seems to have changed over time.

The rest of the paper is organized as follows. Section 2 documents the shift in the
link between the price-dividend ratio and future inflation in international data. Section
3 describes the economic model that allows for both money illusion and inflation non-
neutrality, and that in theory explains the link between the price-dividend ratio and ex-
pected inflation. Section 4 describes the indirect inference estimation methodology that
we use to estimate the model. Section 5 reports the parameter estimates using US data.
Finally, section 6 contains some concluding remarks. The appendices contain various
supplementary results.

2 International evidence on inflation predictability

To study the link between price-dividend ratios and expected inflation, we follow En-
gsted and Pedersen (2018) and Fama (1975) and consider inflation predictability with the
price-dividend ratio as predictor. This section provides the empirical evidence from these
regressions for then countries: Australia, Canada, Germany, Spain, France, Italy, Japan,
Sweden, UK, and the US. We make use of quarterly data spanning the period 1947:Q2-
2016:Q4 for the US and 1950:Q1-2016:Q4 for the remaining countries.

2.1 Data

For the US we compute the price-dividend ratio based on the value-weighted portfolio
of all stocks traded on the NYSE, AMEX, and NASDAQ provided by CRSP. We follow
the standard convention and use a one-year moving average of dividends in computing
the price-dividend ratio. Furthermore, we compute inflation based on the consumer price
index from the Bureau of Labor Statistics. We use the Global Financial Database to obtain
price-dividend ratios and inflation for the remaining nine countries. We consider these
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nine countries due to data availability; these are the only countries for whichwe can obtain
quarterly series of the price-dividend ratio that begin before 1960.

Using annual data Engsted and Pedersen (2018) argue that a structural break in the rela-
tion between the price-dividend ratio and future inflation occurred in the years 1976-1977
and in response to this we consider two subsample periods in our empirical analysis:
from the beginning of the sample to 1976:Q4 and 1977:Q1-2016:Q4. This break date is
consistent with evidence presented by Levin and Taylor (2013), who document that, al-
though inflation expectations started increasing already in the late 60s, there is an alarming
acceleration in inflation expectations that starts in 1977. 1 If a structural break did occur,
it is unlikely that it was exactly synchronous across all countries in the sample. The 1970s
were characterized by several concurrent economic and political phenomena such as large
negative supply shocks, the collapse of Bre onWoods, which completely severed the link
between money and a commodity base, and heterogeneous changes in monetary policy
across countries. As a result, we cannot expect inflation expectations to be completely
homogeneous across the countries we analyze. For example, annualized inflation in the
1970s exceeded 20 percent in the United Kingdom and Italy, while it did not exceed single
digits in Germany. Nonetheless, the common denominator is an acceleration in inflation
growth rates during the first half of the 1970s. Thus, it is hard to imagine a scenario in
which investors become aware of the phenomenon in one country (or several of them) and
thereby make it disappear in the country (or countries) in question while it continues to
exist in othermarkets for a considerable amount of time. More likely, if money illusionwas
indeed an international phenomenon that ceased to exist, it probably disappeared around
the same time across different geographical regions. Thus, we fix the date of the sample
split across all countries to the end of 1976 to match the structural break in the US.

Table 2.1 shows themean, standard deviation and first order autocorrelation coefficient
for the price-dividend ratio and inflation rates for the two subsample periods. Comparing
the two sample periods we note that the first subsample is characterized by lower mean
and volatility in the price-dividend ratio across all countries in the sample. Japan stands
out in this respect, since the exuberant stock prices that the country experienced during
the late 1980s result in a mean price-dividend ratio that is almost four times higher during
the second subsample compared to the first. This rise in prices relative to dividends as
well as their volatilities during the la er period is also evident in Figure 2.1 which shows
the price-dividend ratio for all countries.

1Engsted and Pedersen (2018) argue that 1976-1977 constitutes a natural time for the break, but that the
empirical findings are robust to small changes in the break date. This is also the case in our analysis based on
quarterly data. More on the arguments for a break in 1976-77 by Engsted and Pedersen (2018): Disappearing
money illusion.
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Table 2.1: Descriptive statistics
Panel A: 1950:Q1-1976:Q4 Panel B: 1977:Q1-2016:Q4
mean std. dev. AR(1) mean std. dev. AR(1)

Australia
PDt 16.327 2.628 0.901 23.251 5.397 0.885
Πt 0.014 0.015 0.684 0.011 0.009 0.637

Canada
PDt 26.425 5.356 0.915 39.558 15.139 0.959
Πt 0.009 0.010 0.513 0.009 0.009 0.503

Germany
PDt 35.115 14.635 0.863 34.141 10.313 0.905
Πt 0.008 0.012 0.179 0.005 0.005 0.296

Spain
PDt 24.661 5.557 0.906 26.249 14.991 0.957
Πt 0.019 0.018 0.385 0.014 0.015 0.488

France
PDt 30.290 13.434 0.963 29.896 10.386 0.925
Πt 0.014 0.018 0.326 0.009 0.009 0.811

Italy
PDt 24.839 7.526 0.905 37.494 14.441 0.883
Πt 0.015 0.016 0.422 0.013 0.013 0.864

Japan
PDt 25.289 13.371 0.938 103.312 57.693 0.957
Πt 0.015 0.020 0.151 0.002 0.008 0.252

Sweden
PDt 25.413 3.557 0.874 25.883 12.175 0.880
Πt 0.012 0.013 0.308 0.009 0.012 0.396

UK
PDt 20.154 4.748 0.905 26.896 7.097 0.941
Πt 0.015 0.017 0.421 0.010 0.011 0.542

US
PDt 27.148 6.969 0.948 42.618 17.418 0.973

Πt 0.008 0.009 0.510 0.009 0.010 0.343

This table presents the mean, standard deviation and first order autocorrelation coefficient of the
price-dividend ratio, PDt, and inflation, Πt, for the two subsample periods: 1950:Q1-1976:Q4 and
1977:Q1-2016:Q4 (the first sample for the US is 1947:Q2-1976:Q4).

Autocorrelation coefficients are relatively similar across periods and there does not
seem to be any significant change in the persistence of the price-dividend series. Figure
2.2, shows the quarterly inflation rates as well as the mean for every five year period
during the period 1950:Q1-2016:Q4 (1947:Q2-2016:Q4 for the US). Engsted and Pedersen
(2018) conjecture that money illusion disappeared in the US during the 1970s and that
this disappearance stems from the high inflation rates that the US experienced during this
decade, which resulted in investors suddenly becoming aware of the impact that inflation
has on nominal asset returns. The five year means clearly show that all countries in the
sample experienced increases in inflation rates during the first and second half of the
1970s, which suggests that a similar situation also developed in international markets and
provides support for the choice of 1976 as a common break date.
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Figure 2.1: Price-dividend ratio
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This figure presents the quarterly price-dividend ratio from 1950:Q1-2016:Q4 (1947:Q2-2016:Q4 for the US).

Figure 2.2: Inflation rates
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The figure shows the inflation rates from 1950:Q1-2016:Q4 (1947:Q2-2016:Q4 for the US). The figure also
displays the mean inflation rate for every non-overlapping five year period (red lines).
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2.2 Predictive regressions for inflation

Our predictive regressions for inflation are motivated by the log-linearized present
value model by Campbell and Shiller (1988):

pdt = Et
∞∑
j=0

ρj [(∆dt+1+j − πt+1+j)− (rt+1+j − πt+1+j)] +
c

1− ρ
, (2.1)

where ∆dt+1 is the first difference of log nominal dividends, rt+1 is the log nominal stock
return, πt+1 is log inflation, ρ = eE(pd)/

(
1 + eE(pd)

)
, and c is a linearization constant. Et is

the expectations operator, conditional on information at time t. Note that (2.1) is wri en
in a form that highlights the distinction between nominal and real values. (∆dt − πt) and
(rt − πt) are real dividend growth and real returns, respectively, as in the familiar version
of the Campbell-Shiller relation.

If investors do not suffer from money illusion and inflation is neutral, a change in
expected inflation (πt+1+j) will change expected nominal returns (rt+1+j) and nominal
dividend growth (∆dt+1+j) one for one and leave pdt unaffected. However, if investors
do suffer from money illusion or inflation is non-neutral, pdt will move with changes in
πt+1+j . Consequently, we run the following long-horizon regressions for each country:

πt,t+k = α
(k)
πpd + β

(k)
πpd · pdt + επ,t+k, (2.2)

where πt,t+k is the k-period log inflation rate from period t to t + k and pdt is the log
price-dividend ratio at time t. Tables 2.2 and 2.3 report the inflation predictability slope
coefficients for k = 4, 8, 12, 16, 20 and 40, the corresponding t-statistics associated with
these coefficients as well as the R2 of the regressions for each subsample period, respec-
tively. We calculate the t-statistic using Hodrick (1992) standard errors, since these, as
Ang and Bekaert (2007) show, have be er size properties in small samples for this type of
regression. As an additional robustness check, we compute bootstrapped p-values under
the null of no predictability. The bootstrap method is described in Appendix A and the
bootstrap results are shown in Table A1 of the same appendix.

Tables 2.2 and 2.3 confirm the US results from Engsted and Pedersen (2018) based on
annual data. Up to 1976:Q4 there is a strong positive relation between the price-dividend
ratio and future inflation, while the relation turns negative in the period 1977:Q1-2016:Q4.
For both subsample periods the relation is statistically significant and the magnitude of
both slope coefficients and the R2 increases with the horizon. For k = 40 the R2 is 45.5%
for the first subsample and 52.7% for 1977:Q1-2016:Q4.

Turning to the other countries, Table 2.2 shows that in line with the US the slope co-
efficients are generally significantly positive in the sample period 1950:Q1-1976:Q4. The
exception is France and Germany (for long horizons), where the slope coefficients are
negative but overall statistically insignificant. The degree of predictive power is for many
countries very high. For the eight countries with a positive relation between the price-
dividend ratio and future inflation the highest R2 ranges from 19.5% (Germany, k = 1) to
56.7% (Japan, k = 40). The R2 exceeds 50% also for Spain and the UK.
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Table 2.2: Multiperiod inflation predictability by the price-dividend ratio (1950:Q1-
1976:Q4)

k 4 8 12 16 20 40

Australia
β̂π,k 0.034 0.160 0.386 0.337 0.288 0.591
t-stat 0.766 2.629 6.282 6.029 4.729 8.769
R2 0.011 0.071 0.208 0.126 0.074 0.230

Canada
β̂π,k -0.000 0.057 0.155 0.181 0.180 0.402
t-stat -0.388 1.806 3.737 4.305 4.075 5.662
R2 0.003 0.048 0.181 0.174 0.140 0.412

Germany
β̂π,k 0.013 0.015 0.006 0.001 -0.005 -0.022
t-stat 1.008 1.764 0.718 0.087 -0.651 -2.389
R2 0.195 0.095 0.011 0.000 0.004 0.069

Spain
β̂π,k 0.014 0.299 0.376 0.381 0.247 0.007
t-stat 4.790 4.992 4.426 3.623 2.110 0.070
R2 0.380 0.549 0.469 0.282 0.091 0.000

France
β̂π,k -0.027 -0.037 -0.024 -0.036 -0.054 -0.026
t-stat -2.139 -1.857 -0.942 -1.271 -1.659 -0.660
R2 0.049 0.038 0.011 0.021 0.046 0.013

Italy
β̂π,k 0.055 0.145 0.192 0.146 0.098 0.140
t-stat 2.040 3.040 3.072 1.965 1.178 2.392
R2 0.104 0.237 0.221 0.085 0.034 0.083

Japan
β̂π,k 0.047 0.104 0.153 0.197 0.237 0.322
t-stat 2.617 3.990 4.598 4.872 5.236 7.794
R2 0.215 0.389 0.441 0.468 0.493 0.567

Sweden
β̂π,k 0.029 0.071 0.086 0.037 0.024 0.360
t-stat 1.133 1.662 1.615 0.623 0.360 3.733
R2 0.014 0.036 0.039 0.006 0.002 0.312

UK
β̂π,k -0.014 0.077 0.400 0.496 0.539 0.490
t-stat -0.367 1.692 7.096 7.049 6.368 3.795
R2 0.004 0.039 0.489 0.551 0.412 0.106

US
β̂π,k 0.022 0.0593 0.102 0.126 0.152 0.311
t-stat 1.594 2.353 2.983 3.583 3.778 5.062
R2 0.047 0.119 0.201 0.223 0.244 0.455

This table presents the slope coefficient, t-statistic and R2 from πt,t+k = α
(k)
πpd + β

(k)
πpd · pdt + επ,t+k in the

period 1950:Q1-1976:Q4 (1947:Q2-2016:Q4 for the US). The t-statistic is calculated using Hodrick (1992)
standard errors.

Table 2.3 shows that in the period 1977:Q1-2016:Q4 the relation between the price-
dividend ratio and future inflation in general turns negative. Formost countries (Australia,
Canada, Germany, Spain, France, and the UK) the negative relation is strongly significant
across all horizons with the highest R2 ranging from 44.7% (Germany, k = 40) to 65.8%
(Spain, k = 40). For Sweden the statistical evidence is less strong for short horizons, but
the slope coefficients are still negative and for k = 40 the R2 is 29.3%. Italy and Japan
stand out with positive but statistically insignificant slope coefficients for k ≤ 16. For
k ≥ 20 the slope coefficients turn negative also for these two countries. Interestingly, for
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Italy and Japan, where the slope coefficients are positive for short horizons in the sample
period 1977:Q1-2016:Q4 and France, where the slope coefficients are negative in the sample
period 1950:Q1-2016:Q4, the change in the slope coefficients across the two sample periods
is similar to the change in the other countries.

Table 2.3: Multiperiod inflation predictability by the price-dividend ratio (1977:Q1-
2016:Q4)

k 4 8 12 16 20 40

Australia
β̂π,k -0.062 -0.114 -0.163 -0.217 -0.286 -0.534
t-stat -5.117 -4.927 -5.161 -5.485 -7.038 -14.408
R2 0.275 0.273 0.280 0.313 0.387 0.539

Canada
β̂π,k -0.044 -0.084 -0.118 -0.152 -0.179 -0.271
t-stat -5.290 -5.167 -5.131 -5.307 -5.809 -5.247
R2 0.309 0.315 0.313 0.330 0.352 0.461

Germany
β̂π,k -0.030 -0.055 -0.071 -0.079 -0.084 -0.099
t-stat -4.355 -4.305 -4.109 -3.999 -4.284 -3.737
R2 0.376 0.383 0.341 0.294 0.275 0.447

Spain
β̂π,k -0.050 -0.094 -0.131 -0.163 -0.196 -0.324
t-stat -6.442 -6.543 -6.570 -6.710 -7.333 -8.584
R2 0.442 0.465 0.455 0.453 0.479 0.658

France
β̂π,k -0.070 -0.133 -0.186 -0.226 -0.258 -0.365
t-stat -5.971 -6.189 -6.410 -6.905 -8.347 -15.856
R2 0.555 0.536 0.507 0.477 0.467 0.565

Italy
β̂π,k 0.013 0.017 0.014 0.002 -0.018 -0.220
t-stat 1.532 1.022 0.679 0.079 -0.719 -5.604
R2 0.011 0.005 0.002 0.000 0.001 0.065

Japan
β̂π,k 0.002 0.003 0.001 0.002 -0.001 -0.055
t-stat 0.474 0.291 0.105 0.123 -0.066 -1.932
R2 0.003 0.001 0.000 0.000 0.000 0.059

Sweden
β̂π,k -0.016 -0.032 -0.062 -0.083 -0.111 -0.404
t-stat -1.321 -1.472 -2.044 -2.405 -2.911 -9.287
R2 0.022 0.025 0.047 0.054 0.068 0.293

UK
β̂π,k -0.090 -0.170 -0.229 -0.267 -0.297 -0.417
t-stat -5.254 -5.232 -5.699 -6.753 -7.790 -7.535
R2 0.461 0.462 0.441 0.425 0.426 0.427

US
β̂π,k -0.038 -0.072 -0.097 -0.113 -0.123 -0.174
t-stat -4.489 -4.384 -4.546 -4.791 -4.564 -3.320
R2 0.337 0.366 0.366 0.364 0.382 0.527

This table presents the slope coefficient, t-statistic and R2 from πt,t+k = α
(k)
πpd + β

(k)
πpd · pdt + επ,t+k in the

period 1950:Q1-2016:Q4. The t-statistic is calculated using Hodrick (1992) standard errors.

The positive relation for Italy and Japan becomes less strong from 1950:Q1-1976:Q4
to 1977:Q1-2016:Q4 and the negative relation for France becomes stronger in the post 1976
period. It interesting to note thatGermany and Swedenwhich experienced relatively lower
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inflation rates during the first subsample period, display a much weaker link between
prices and future inflation and generally insignificant slope coefficients. Conversely, coun-
tries with high inflation rates during this period of time, such as the Spain and the UK,
show a much stronger relation and generally significant (positive) slope coefficients. The
second period is bit more complicated, since the two countries where there is no appar-
ent link between prices and future expected inflation, Japan and Italy, had very different
inflation rates during this period of time.

The results in Tables 2.2 and 2.3 suggest that a structural break occurred in most coun-
tries with the positive relation between the price-dividend ratio and future inflation turn-
ing negative in the mid 1970s. To more formally test for a structural break we perform
a Chow break-point test for equation (2.2) for each of the countries for horizons of k =

{4, 8, 12, 16, 20, 40}. Table 2.4 shows the Wald test statistics and p-values for these tests.
The general pa ern is that we tend to strongly reject the null of no structural break in
1976:Q4. The exception is Spain where we are not able to reject the null for horizons of
k = 20 and k = 40 at the 5% level and Sweden, where we do not reject the null for horizons
of k = 4 and k = 8 at the same significance level.

Table 2.4: Chow breakpoints test for a structural break in 1976:Q4

Country k 4 8 12 16 20 40
Australia Wald 19.930 57.630 91.421 67.767 85.425 181.436

p-val 0.000 0.000 0.000 0.000 0.000 0.000

Canada Wald 20.268 56.788 94.207 95.860 102.303 145.754
p-val 0.000 0.000 0.000 0.000 0.000 0.000

Germany Wald 100.225 101.646 77.725 52.597 40.780 23.114
p-val 0.000 0.000 0.000 0.000 0.000 0.000

Spain Wald 100.889 104.205 55.017 19.763 5.572 1.332
p-val 0.000 0.000 0.000 0.001 0.061 0.513

France Wald 43.012 60.110 76.146 64.160 57.647 43.391
p-val 0.000 0.000 0.000 0.000 0.000 0.000

Italy Wald 9.237 17.101 12.687 8.170 13.632 75.019
p-val 0.010 0.000 0.002 0.017 0.001 0.000

Japan Wald 130.347 198.589 179.056 121.932 104.037 192.000
p-val 0.000 0.000 0.000 0.000 0.000 0.000

Sweden Wald 5.394 7.272 7.780 6.347 9.713 78.940
p-val 0.067 0.264 0.020 0.042 0.008 0.000

UK Wald 20.583 89.065 236.872 139.162 75.808 28.336
p-val 0.000 0.000 0.000 0.000 0.000 0.000

US Wald 65.138 90.276 116.163 123.979 132.090 149.346
p-val 0.000 0.000 0.000 0.000 0.000 0.000

This table presents the Wald statistic, and p-values of a Chow test for a structural break in 1976:Q4 in
equation πt,t+k = α

(k)
πpd + β

(k)
πpd · pdt + επ,t+k with k = {4, 8, 12, 16, 20, 40} . The sample spans from

1950:Q1-2016:Q4 (1947:Q2-2016:Q4 for the US).
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Overall, however, the results presented in this section show that the structural shift
from a positive to a negative relation between the price-dividend ratio and future inflation
in the mid 1970s is an international phenomenon, which in turn provides support to the
conjecture that money illusion disappeared and inflation non-neutrality appeared in the
mid 1970s since changes in the economic environment of this sort are best believed to occur
rather simultaneously in countries with well-functioning capital markets.

3 Economic model

In this section we give an overview of the economic model underlying our empirical
analysis in Section (5.2) (see Engsted and Pedersen (2018) for details and derivations). The
model allows for both money illusion and inflation non-neutrality. We aim to estimate the
model to obtain more direct evidence for which of the two competing explanations is most
responsible for the empirical relation between the price-dividend ratio and future inflation.
The model is related to both Bansal and Yaron’s (2004) long-run risk (LRR) model, which
considers a representative agent with Epstein and Zin (1989) and Weil (1989) recursive
preferences and to Basak and Yan’s (2010) asset pricing model, which considers the effect
of money illusion but with time-separable utility.

The representative investor is assumed to have recursive Epstein and Zin (1989) and
Weil (1989) type preferences, which allows for a separation of risk aversion and elasticity
of intertemporal substitution:

Ut =

{
(1− δ)C

1−γ
θ

t + δ

(
Et

[
U1−γ
t+1

] 1
θ

)} θ
1−γ

, θ =
1− γ

1− 1
ψ

. (3.1)

Ct denotes real consumption at time t, 0 < δ < 1 is the time discount factor, γ ≥ 0

is the coefficient of relative risk aversion, and ψ ≥ 0 is the elasticity of intertemporal
substitution. In the particular case where γ = 1/ψ, which implies θ = 1, these recursive
preferences collapse to standard time-separable utility. Maximizing (3.1) subject to the
budget constraint, Wt+1 = (Wt − Ct)Rc,t+1, yields the following Euler equation for asset
i :

Et

[
δθ

(
Ct+1

ct

)− θ
ψ

R
−(1−θ)
c.t+1 Ri.t+1

]
= 1, (3.2)

where Wt is the wealth of the investor at time t, Rc,t+1 is the gross return on all invested
wealth, and Ri,t+1 is the gross return on asset i. Consumption growth, dividend growth,

and inflation are assumed to have the following dynamics:

∆ct+1 = µc + xc,t + σcηc,t+1, (3.3)

∆dt+1 = µd + ϕxc,t + σdηd,t+1, (3.4)

πt+1 = µπ + xπ,t + σπηπ,t+1, (3.5)

xc,t+1 = β1xc,t + β2xπ,t + σxcεc,t+1, (3.6)
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xπ,t+1 = β3xπ,t + σxπηπ,t+1, (3.7)

where ∆ct+1, ∆dt+1 and πt+1 denote log consumption growth, log dividend growth, and
log inflation, respectively. xc,t+1 and xπ,t+1 denote the persistent predictable components
of consumption and inflation. In the case of inflation, this component is driven by an
autoregressive process of order 1, while for consumption it is driven both by autoregressive
dynamics and lagged inflation. This feature of the model can capture a potential negative
effect of inflation on real consumption, i.e. inflation non-neutrality, and is inspired by
Burkhardt and Hasseltoft (2012) and Bansal and Shaliastovich (2013). Following Bansal
and Yaron (2004), dividend growth is partly driven by the predictable component of con-
sumption through the leverage parameter ϕ. All shocks (ηi,t+1, i = c, d, π; εi,t+1, i = c, π)

are mutually uncorrelated iid normally distributed with mean zero and variance one.
Henceforth, we let lowercase le ers denote logs to the corresponding upper case le ers.

The preferences in (3.1) imply that the log of the intertemporal marginal rate of substi-
tution,mt+1, is given by:

mt+1 = θln(δ)− θ

ψ
∆ct+1 − (1− θ)rc,t+1. (3.8)

If investors suffer frommoney illusion, such that they incorrectly discount real cash flows
using a nominal discount factor, the stochastic discount factor becomes:

m̂t+1 = mt+1 − λπt+1, (3.9)

where 0 ≤ λ ≤ 1determines the degree ofmoney illusion that investors suffer from,where
λ = 1 implies perfect money illusion and λ = 0 no money illusion.

Following Bansal and Yaron (2004) the model distinguishes between the unobservable
return on the claim to aggregate consumption, Rc,t+1, and the observable return on the
market portfolio, Rm,t+1. Using the standard approximations derived by Campbell and
Shiller (1988a) these returns can be log-linearized as follows:

rc,t+1 = kc,0 + kc,1pct+1 − pct +∆ct+1, (3.10)

rm,t+1 = kd,0 + kd,1pdt+1 − pdt +∆dt+1, (3.11)

where pct and pdt denote the log price-consumption and log price-dividend ratio, respec-
tively. ki,0 and ki,1 for i = c, d are linearization constants computed as ki,1 = exp(zi)/[1 +

exp(zi)] and k0,1 = log[1 + exp(zi)] − ki,1zi, where zi for i = c, d is the linearization point
for pct and pdt, respectively.

Bypricing the gross return onwealth and themarket portfolio the log price-consumption
ratio and log price-dividend ratio are given as linear functions of the latent state variables,

pct = A0 + A1xc,t + A2xπ,t, (3.12)

pdt = B0 +B1xc,t +B2xπ,t. (3.13)
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Appendix B contains all expressions forAi andBi for i = 0, 1, 2. In our case the coefficients
of interest are B1 and B2:

B1 =
ϕ− 1

ψ

1− kd,1β1
, (3.14)

B2 =
kd,1B1β2 − λ

θ

1− kd,1β3
. (3.15)

With β1 < 1 and kd,1 < 1, the sign of B1 is determined by the relative magnitude of the
leverage coefficient ϕ and the intertemporal elasticity of substitution ψ. If ψ > 1/ϕ then
B1 > 0, since in this case the substitution effect dominates the wealth effect and as a result,
higher expected growth causes investors to buy stocks driving up the price-dividend ratio.
When ψ < 1/ϕ, B1 < 0 as in this case the wealth effect dominates the substitution effect.
B2 determines the relationship between the price-dividend ratio and expected inflation.
As in the case of B1, with β3 < 1 and kd,1 < 1, the numerator determines the sign of B2.
First, consider the case with money illusion 0 < λ ≤ 1 and inflation neutrality, i.e. β2 = 0.

Since λ is positive the sign of B2 is determined by θ = (1 − γ)/(1 − 1/ψ). The empirical
evidence of a positive relation between the price-dividend ratio and expected inflation
until the mid 1970s can thus be explained by investors suffering from money illusion and
having recursive preferenceswith the preference parametersψ and γ simultaneously being
either larger than one or smaller than one. Alternatively, if either one of the preference
parameters is below one while the other is above one, the relationship between expected
inflation and the price-dividend ratio turns negative. This negative relation also occurs if
investors have power utility in which case θ = 1, which is consistent with the model by
Basak and Yan (2010).

A positive relation between expected inflation and the price-dividend ratio can occur
without money illusion, λ = 0, if there instead is inflation non-neutrality. This would be
the case if both B1 and β2 have the same sign. As mentioned, the sign of B1 depends on
the relative magnitude of ψ in relation to ϕ, while the sign of β2 is more ambiguous and
ultimately an empirical ma er. A small positive β2 can potentially explain the positive
relation between the price-dividend ratio and expected inflation if ψ > 1/ϕ. Specifically, if
the substitution effect prevails, the increase in expected consumption growth that results
from an increase in expected inflationwould lead to a larger increase in expected dividend
growth (through ϕ) than in expected returns (through ψ). As a result, the price-dividend
ratio is driven up, creating the positive relation between the ratio and expected inflation.
If β2 is negative the wealth effect needs to dominate, i.e. ψ < 1/ϕ, for the price-dividend
ratio to be positively related to expected inflation. If this is the case, an increase in expected
consumption growth as a consequence of a decrease in expected inflation (β2 < 0) would
result in a smaller increment in expected dividend growth than in expected returns and
thus drive down the price-dividend ratio.

Based on the economic setup it is also possible to derive the model-implied term struc-
ture of real interest rates. This paper does not investigate if fixed income markets are also
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affected bymoney illusion, but from an estimation perspective themodel-implied risk-free
rate is important. It is given as:

rt = −D0 +
1

ψ
xc,t +

λ

θ
xπ,t. (3.16)

The expression forD0 is given in Appendix B. If the sign of θ is positive (ψ and γ are both
larger or smaller than 1) and λ > 0 there is a negative relation between expected inflation
and the risk-free rate. It is important to note that inflation non-neutrality has no effect on
the risk-free rate, which in estimating the model implies that we can use (3.16) to identify
the money illusion parameter λ.

In order for us to gain some intuition on money illusion and its impact on asset prices
let us consider the Euler equation in (3.2) and reformulate it as:

Et
{
exp

[
(θ − 1) rc,t+1 + θln (δ) +

γ − 1

ψ − 1
∆ct+1 − λπt+1 + ri,t+1

]}
= 1. (3.17)

Where it is clear that the representative investor’s consumption decision depends on both
the degree of risk aversion and the intertemporal elasticity of substitution. With γ > 1

and a dominating substitution effect (ψ > 1), any increase in expected inflation leads the
investor to transfer consumption from time t to t + 1 resulting in increasing asset prices
at time t.More specifically, the investor takes advantage of the perceived higher expected
returns by reducing consumption and increasing savings at time t, causing an upward
pressure on asset prices. On the other hand, if investors have time separable power utility,
we have that θ = 1, hence, the first term inside the brackets cancels out, and the coefficient
on consumption growth is−γ, instead of γ−1

ψ−1
. Thus, any increase in inflation expectations

results in decreases in marginal utility at time t + 1, and as a result, a transferring of
consumption from t+ 1 to t,which pushes asset prices down at time t.

4 The method of indirect inference

This section outlines the indirect inference strategy that we use to estimate the param-
eters of the model outlined in Section 3. Our estimation methodology follows the lines of
Calvet and Czellar (2015) and Grammig and Küchlin (2018) who use indirect inference to
estimate the closely related LRR model. Indirect inference is a simulation-based method
that induces the parameters of an economic model through an auxiliary model. This
auxiliarymodel need not be a good description of the data-generating process, it just needs
to be able to capture the essential mechanisms of the structural model such that we can
identify the model parameters. In other words, the goal of indirect inference is to choose
the parameters of the economic model such that the auxiliary model parameters in the
simulated data and the observed data are as close as possible. The methodwas born out of
a necessity to estimate structural models where closed form expressions for the probability
distributions of the observed variables are too complicated or impossible to obtain. The
method is closely related to Simulated Method of Moments (McFadden (1989), Pakes and
Pollard (1989), Duffie and Singleton (1993)) and Efficient Method of Moments (Gallant
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and Tauchen (1989)). For expositional clarity, when describing the principles behind the
method, we adopt a notation similar to Gourieroux, Monfort and Renault (1993).

Grammig andKüchlin (2018) show that estimating all the parameters of the LRRmodel
jointly is challenging and can easily lead to local optima solutions or difficulties in recover-
ing the true model parameters, even with very large samples. They propose disentangling
the estimation of macroeconomic parameters from those related to investors’ risk pref-
erences and show that this is an effective estimation methodology. We adopt a similar
estimation strategy as Grammig and Küchlin (2018) and, inspired by their approach, we
disentangle the estimation of the parameters into three different consecutive steps. A
simulation study with model implied data confirms that our methodology can effectively
recover the true model parameters, even with starting values far away from the true pa-
rameters and small sample sizes, such as the ones we use when estimating the model on
empirical data.2

The principle behind indirect inference is that our data y1:T = (y′1, ..., y
′
T ) can be gen-

erated using a ξ∗ ∈ Ξ ⊂ Rh vector of structural model parameters. To estimate ξ∗, we
assume that it is possible to simulate paths from any model ξ ∈ Ξ and that for each model
ξ, there exists an injective set of auxiliary statistics θ ∈ Θ ⊂ Rk whereRh ≥ Rk. If we let θ̂T
be the estimate of θ using the actual data y1:T , θ̃S(ξ) be the estimate of the auxiliary statistics
vector on simulated model-implied data of sample size S = HT,whereH ≥ 1, andW be
a positive semi-definite weighting matrix, the indirect inference estimator is defined as3

ξ̂∗T =
argmin

ξ ∈ Ξ

(
θ̂T − θ̃S(ξ)

)′

W
(
θ̂T − θ̃S(ξ)

)
. (4.1)

Under the assumptions presented by Gourieroux, Monfort and Renault (1993), (4.1) is a
consistent estimator of ξ∗.4

4.1 Macro parameter estimation

The asset pricingmodel presented in the previous section implies that inflation dynam-
ics have an effect on expected consumption growth but not vice versa. This allows us to
separate the estimation of macroeconomic parameters into two consecutive steps. In the
first stepwe estimate themacro parameters related to inflation dynamics (in equations (3.5)
and (3.7)) and in the second step we estimate the parameters related to consumption and

2Appendix C shows the results of this simulation study. On small samples, such as the ones we use when
estimating the model on empirical data, our estimation methodology results in some bias towards zero on
the estimates of β2 and σxc and some relatively broad standard errors on β2, ϕ and γ.

3AsCalvet andCzellar (2015) note, it is also possible to simulate i = 1, ..., H different paths of yi1:T (ξ), and
then take the average auxiliary estimate θ̃HT (ξ) = H−1

∑H
i=1 θ̃

i
T (ξ) over all these simulations of length T .

Although this estimator can have be er finite-sample properties, it ismuchmore costly froma computational
perspective.

4The assumptions required for indirect inference to be a consistent estimator are not particularly restric-
tive. They primarily relate to: i) the stationarity and ergodicity of the observed macro and financial series,
ii) orthogonality moment conditions, iii) the injectivity of the binding function and that the Jacobian matrix
of this binding function is of full column rank. A detailed discussion of the assumptions is outside the scope
of this paper but the interested reader is referred to Gourieroux, Monfort and Renault (1993) and Gourieroux
and Monfort (1996).
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dividend growth (in equations (3.3), (3.4) and (3.6)). We could alternatively estimate the
macroeconomic parameters in a single-step estimation. This single-step estimation results
in the same parameter estimates, but the sequential methodology leads to more efficient
estimation of the model parameters, resulting in more narrow confidence intervals.5

We denote the first stage inflation parameters by ξM1 = (µπ, β3, σπ, σxπ)
′ ⊂ R4 . For

this purpose we use an AR(4) on inflation as auxiliary model:6

πt = απ +

4∑
k=1

bπ,kπt−k + ϵπ,t. (4.2)

We expand the set of parameters by the mean µπ and standard deviation σ̄π of inflation
and the standard deviation of the regression residual σ̄ϵπ . Collecting this set of parameters
we get the auxiliary statistics vector

θM1 = (µπ, σ̄π, σ̄ϵπ , απ, bπ,1, ..., bπ,4)
′
. (4.3)

We use OLS to estimate the autoregressive parameters in (4.2) and the standard deviation
of the residual σ̄ϵπ . We use sample moments to estimate µπ and σ̄π. The first step indirect
inference estimator of ξM1 is then given by:

ξ̂M1
T =

argmin

ξM1 ∈ ΞM1

(
θ̂M1
T − θ̃M1

S

(
ξM1

))′

WM1

(
θ̂M1
T − θ̃M1

S

(
ξM1

))
. (4.4)

Following Grammig and Küchlin (2018) we use a weighting matrixWM1 with values of 1
in themain diagonal except for the first two entries, which correspond to µπ and σ̄π, where
we use a weight of 104.7 We also follow Grammig and Küchlin (2018) in their choice of S,
which is set to S = 105 for all steps in estimating the model parameters. The link between
the structural parameters ξM1 and the auxiliary model parameters θM1 is evident; the au-
toregressive parameters bπ,k provide information about β3, µ̄π and απ provide information
about µπ, while σ̄ϵπ and σ̄π allow us to estimate σπ and σxπ.

In the second step we take the estimated parameters of the first step ξ̂M1 as given and
proceed to estimate the remaining macro parameters ξM2 = (µc, µd, β1, β2, ϕ, σc, σd,σxc)

′ ⊂
R8. The auxiliary model for this second stage estimation is as follows:8

5Estimating the macroeconomic parameters in a single step also results in a much larger number of failed
estimations, where the indirect inference estimator converges to a local minimum.

6The estimation results are robust to changes in the auxiliary model specification. The estimates for µπ ,
σπ and σxπ remained virtually unchanged, and β3 estimates change less than 0.1 across both subsamples
when an AR(3) or an AR(5) is used instead of an AR(4).

7Grammig and Küchlin (2018) note that using other weighting schemes such as the optimal weighting
matrix, does not alter the results. The higher weight given to µπ and σ̄π is essential to pin down estimates of
µπ and σπ and thus allow the optimization algorithm to focus on estimating the latent process parameters
β3 and σxπ .

8As with the first auxiliary model, changes in the lag order of equations (4.5) and (4.6) model below do
not significantly alter the estimation results. We set the lag order at 4 across the different variables to be
consistent.

92



CHAPTER III. MONEY ILLUSION VERSUS INFLATION NON-NEUTRALITY: AN INDIRECT
INFERENCE APPROACH 4. THE METHOD OF INDIRECT INFERENCE

∆ct = αc +

4∑
k=1

bc,k∆ct−k +

4∑
k=1

bcπ,kπt−k +

4∑
k=1

bcd,k∆dt−k + ϵc,t, (4.5)

∆dt = αd +

4∑
k=1

bd,k∆dt−k +

4∑
k=1

bdπ,kπt−k +

4∑
k=1

bdc,k∆ct−k + ϵd,t. (4.6)

As before, we collect the parameters of the regression models in a vector and augment this
vectorwith the samplemean and standard deviation of consumption growth anddividend
growth as well as the covariance matrix of the residuals in (4.5) and (4.6).9 The second step
auxiliary statistics are thus given as:

θM2 =
(
µ, σ̄, Φ̄,α, bc, bcπ, bcd, bd, bdπ, bdc

) ′
, (4.7)

where α = (αc, αd), µ = (µ̄c, µ̄d), σ̄ = (σ̄c, σ̄d), Φ̄ = vec(σ̄ϵ), bc = bc,1, ..., bc,4, bcπ =

bcπ,1, ..., bcπ,4, bcd = bcd,1, ..., bcd,4, bd = bd,1, ..., bd,4, bdπ = bdπ,1, ..., bc,4 and bdc = bdc,1, ..., bdc,4.
The rationale behind this choice of auxiliary model is similar to that of the first step. The
means and standard deviations of the observed series as well as the covariance matrix of
the residuals help to identify µc, µd, σc, σd and σxc, while the autoregressive coefficients
provide information about β1, β2 and ϕ. The second step indirect inference estimator of
ξM2 is:

ξ̂M2
T =

argmin

ξM2 ∈ ΞM2

(
θ̂M2
T − θ̃M2

S

(
ξ̂M1
T , ξM2

))′

WM2

(
θ̂M2
T − θ̃M2

S

(
ξ̂M1
T , ξM2

))
. (4.8)

As in the first step, we set WM2 to be an identity matrix with values of 1 in the main
diagonal except for the entries corresponding to µ and σ̄ where we use a weight of 104.
After estimating ξ̂M2

T ,we can collect the first and second step estimates into a single vector
of macroeconomic parameters ξ̂MT = (µc, µd,µπ,ϕ, β1, β2, β3, σc, σd, σπ, σxc, σxπ)

′ ⊂ R12.We
restrict the estimates of β1 and β3 to be between 0 and 1 by taking the logit transformation
and restrict the estimates ofϕ, σc, σd, σπ, σxc andσxπ to be positive by taking the exponential
transformation.

4.2 Preference parameter estimation

In the third and last step, we focus on the estimation of the preference parameters
ξP3 = (δ, γ, ψ, λ)′ ⊂ R4 taking ξ̂MT as given. As Grammig and Küchlin (2018) point out,
the estimation of preference parameters requires careful consideration when choosing the
auxiliary function. This third step auxiliary function, which we denote θP3 , should both

9This auxiliary model specification is similar to the Heterogeneous Auto-Regressive (HAR) specification
used by Grammig and Küchlin (2018) for the estimation of macroeconomic parameters. The biggest differ-
ence is that the HAR specification used by Grammig and Küchlin (2018) is designed to capture the long-run
impact of shocks to consumption by time aggregation, which is an important feature of the LRR model they
estimate. However, as wemention in Section 5.2 an extremely persistent consumption process, which results
when time aggregation is used, is not entirely consistent with survey data or a realistic temporal resolution
of risk for investors.
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reflect the main characteristics of investor preferences and, at the same time, be able to
identify the four parameters of interest. Our choice of moments for the estimation of the
first three parameters (δ, γ and ψ) is heavily influenced by Grammig and Küchlin (2018).
Equations (3.12) and (3.13) are equilibrium conditions that depend on the linearization con-
stants ki,0 and ki,1, and these in turn depend on the endogenous parameters zi (i = c, d). We
follow Calvet and Czellar (2015) and set zc = 5.86 and zd = 3.86, which coincide with the
log aggregate wealth-to-quarterly consumption ratio in the US and log price-to-quarterly
dividend ratio in US equity data reported by Lusting, van Nieuwerburg and Verdelhan
(2011).10

The first four moments we use are the mean µr and standard deviation σr of the risk-
free rate rt as well as the standard deviation of the market return σrm and equity risk
premium σrem . Together, these four moments provide information about δ and γ. For the
identification ofψweuse the slope parameter brpd of a contemporaneousOLS regression of
pdt on rt. Although it is not obvious why this helps to identify the intertemporal elasticity
of substitution, Grammig and Küchlin (2018) show that the covariance between the risk-
free rate and the price-dividend ratio is primarily driven byψ. Finally, for the identification
of λwe use the slope coefficients from the following two overlapping-data regressions,

πt,t+k = α
(k)
πpd + b

(k)
πpd · pdt + επ,t+k, (4.9)

πt,t+k = α
(k)
rpd + b(k)πr · rt + εr,t+k, (4.10)

where πt,t+k =
∑k−1

j=0 πt+1+j with k = 20 (5 years). As mentioned in Section 3, λ plays
an important role in determining the relation between pdt and expected inflation. B2 in
(3.13) is also a function β2 (and the other preference parameters), but unless the estimate of
inflation non-neutrality is comparatively large, the covariance between the price-dividend
ratio and expected inflation will primarily be driven by λ. From (3.16) it is clear that b(k)πr

also provides information about λ, andmore importantly, this coefficient is not affected by
β2 so it helps to identify λ even in the presence of inflation non-neutrality. Finally, we also
use the autoregressive coefficient of the price-dividend ratio bar as an auxiliary moment.

Collecting these parameters in the third-step auxiliary parameters vector, we have:

θP3 =
(
µr, σr, σrm, σrem , brpd, b

(k)
πpd, b

(k)
πr , bar

)
′
. (4.11)

The indirect inference estimator of the preference parameters is thus given by,

ξ̂P3
T =

argmin

ξP3 ∈ ΞP3

(
θ̂P3
T − θ̃P3

S

(
ξ̂MT , ξ

P3
T

))′

W P3

(
θ̂P3
T − θ̃P3

S

(
ξ̂MT , ξ

P3
T

))
. (4.12)

Following Grammig and Küchlin, we use an identity matrix as the third step weighting
matrix W P3 . Using alternative weighting schemes does not alter the results of the esti-

10Engsted, Pedersen, and Tanggaard (2012) show that weminimize the upper bound for themean approx-
imation error by se ing the linearization point equal to the unconditional mean of the ratio.
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5. EMPIRICAL EVIDENCE OF MONEY ILLUSION AND INFLATION NON-NEUTRALITY

mation. We restrict γ and ψ to be positive by taking the exponential transformation, and
restrict λ to be between 0 and 1 using the logit transformation.

5 Empirical evidence of money illusion and inflation non-neutrality

Engsted and Pedersen (2018) document a structural shift in themid 1970s in the relation
between the price-dividend ratio and future inflation using annual US data. In Section
2.2 we confirm this structural shift using quarterly US data. We also show that a sim-
ilar shift occurred in many other countries. Engsted and Pedersen argue that the shift is
caused by investors suffering frommoney illusion until the mid 1970s whereafter inflation
non-neutrality appeared. They support this conjecture using a simulation study based on
parameters calibrated to US data. However, they do not formally estimate the model. In
this section we estimate the economic model in order to provide more direct empirical
evidence of the presence of money illusion and inflation non-neutrality. We only consider
the US in this part of the paper since long-term quarterly data on the relevant series is
scarce for other countries; this is especially the case for consumption. 11 Motivated by the
empirical evidence of a structural shift in the mid 1970s, we estimate the model using two
sub-sample periods: 1947:Q2-1976:Q4 and 1977:Q1-2016:Q4.12

5.1 Data

The market return, dividend growth and price-dividend ratio are calculated from the
CRSP value-weighted portfolio of all stocks traded on the NYSE, AMEX, and NASDAQ.
Since the dividend growth series exhibit a large level of intrayear seasonality, we use the
standard convention of smoothing the series using a four period moving average (see
also and Grammig and Küchlin (2018)). We proxy the risk-free rate by the yield on a
30-day T-bill, also obtained fromCRSP. To calculate consumption growthwe use personal
consumption per capita of nondurable goods and services obtained from the Bureau of
Economic Analysis. For inflation we use the growth rate of the consumer price index from
the Bureau of Labor Statistics. We use this inflation series to deflate nominal values of
market returns, dividend growth and 30-day T-bill yields.

5.2 Empirical evidence from indirect inference

We begin by looking at the indirect inference estimates for the first sub-sample, which
starts in the second quarter of 1947 and ends in the last quarter of 1976. Table 5.1, Panel A
shows the parameter estimates aswell as the lower and upper bounds of the 95% bootstrap

11As shown by Grammig and Küchlin (2018), estimation with indirect inference requires a relatively large
number of observations. The only country for which we were able to obtain consumption data for before
1960 is the UK (starting in the mid 1950s). However, even for the UK we found that estimation of standard
errors proved unfeasible for the first subsample period.

12Although the link between future inflation and the price-dividend ratio is stronger in annual US data
than in quarterly data and the la er is more prone to seasonality, using annual data would imply a very
limited amount of observations for each sub-sample and thus represent a challenge for indirect inference
estimation.
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confidence interval. Following Grammig and Küchlin (2018) we calculate these confidence
intervals using the percentile method over 500 estimations using the parameter estimates
as true values.

The estimates for the autoregressive coefficients for expected consumption growth and
inflation areβ1 = 0.667 andβ3 = 0.831, respectively, whichmeans that expected consump-
tion growth and inflation display a higher degree of persistence than the corresponding
observed series. Our estimate of β1 is relatively low in comparison to other findings in the
asset pricing literature (e.g. Bansal, Gallant and Tauchen, 2007; Constantinides and Gosh,
2011; Bansal, Kiku and Yaron, 2009; Schor eide, Song and Yaron, 2018), but in contrast to
this paper these studies generally use time-aggregated data to estimate β1, which results
in a much more persistent expected consumption growth process.13 We also note that our
estimates are consistent with the results obtained by Bansal and Shaliastovich (2013), who
use data from the Survey of Professional Forecasters to obtain direct measures of expected
inflation and consumption growth.

Table 5.1: Indirect inference estimates
Panel A: 1947:Q2-1976:Q4 Panel B: 1977:Q1-2016:Q4

Macro param. Estimate 5% quant. 95% quant. Estimate 5% quant. 95% quant.

µc 0.006 0.002 0.012 0.004 0.003 0.005
µd 0.004 0.000 0.028 0.007 0.004 0.010
µπ 0.008 0.004 0.011 0.009 0.007 0.110
β1 0.667 0.119 0.908 0.104 0.000 0.682
β2 0.025 -0.051 0.597 -0.427 -1.029 0.132
β3 0.831 0.057 0.924 0.623 0.291 0.846
ϕ 5.612 0.030 16.775 1.517 0.434 13.694
σc 0.005 0.000 0.006 0.002 0.000 0.003
σd 0.010 0.000 0.032 0.019 0.002 0.210
σπ 0.004 0.000 0.005 0.007 0.000 0.009
σxc 0.002 0.000 0.006 0.001 0.000 0.004
σxπ 0.004 0.003 0.006 0.006 0.003 0.009

Preference param.

δ 1.001 0.974 1.003 0.999 0.987 1.001
γ 3.231 2.241 44.994 3.601 0.025 23.809
ψ 1.191 1.110 1.403 1.127 0.913 1.359
λ 0.999 0.353 1.000 0.000 0.000 0.367

This table presents the indirect inference point estimate results for both subsamples using quarterly US
data as well as the 5% and 95% quantiles calculated using 500 bootstrap replication of model implied data
with point estimates taken as true values.

The point estimate of the inflation non-neutrality coefficient β2 is positive but relatively
small and insignificant, which is congruent with the empirical findings of Engsted and

13Epstein, Farhi, and Strzalecki (2014) criticize the long-run risk literature for failing to address the
implications of their parameter specifications. In particular, they argue that, given Epstein-Zin utility, the
combination of a highly persistent consumption process (β1 close to unity) and the preference parameters
used by Bansal and Yaron (2004) result in unrealistically high timing premia. Our own estimates of β1, γ
and ψ indicate a much lower timing premium.
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Pedersen (2018), who use data from the Survey of Professional Forecasters and the Liv-
ingston Survey to obtain direct measures of β2 and find a small positive but insignificant
coefficient.14 Nonetheless, we note that inference about the inflation non-neutrality coef-
ficient is relatively difficult to obtain since this parameter is capturing the effect of a latent
variable (xπ,t) on another latent variable (xc,t). Hence, we can expect large confidence
intervals in small samples. Our point estimate for the sensitivity of dividend growth to
expected consumption growth ϕ is 5.612 in the first sub-sample, which is in accordance to
other empirical findings using quarterly data.15

Table 5.2, Panel A shows the mean, standard deviation and autocorrelation coefficients
of actual data and the mean estimates of the same moments across 10,000 simulations of
macro data simulated from the structural model using the indirect inference estimates as
true values as well as the bootstrap standard error of simulated data. Although indirect
inference works by matching moments between simulated and auxiliary data and, as a
consequence, we can expect reasonably close estimates, we must also note that the mean,
standard deviation and first order autocorrelation coefficients only represent a small pro-
portion of the total moments included in the auxiliary function. Thus, comparing themain
descriptives of the data is still a good test for the robustness of the results. Overall, the
estimated parameters are able to replicate the mean and standard deviation of observed
macro data almost perfectly and they also achieve very close estimates of the autocorrela-
tion coefficients. The only exception is the autocorrelation coefficient of dividend growth,
which is lower inmodel-implied data than in real data (0.451 vs. 0.607), although the actual
value is within the two standard error confidence band of simulated data.

With respect to the preference parameter estimates for the first sub-sample (Table 5.1,
Panel A) we find strong evidence for the presence of money illusion in the period up to
1976:Q4. The estimate for λ is 0.999, which is close to the upper bound allowed in the
model. Although the corresponding confidence interval is wide, even the lower bound of
the interval implies that investors suffered frommoney illusion during this sample period.
We estimate the coefficient of intertemporal elasticity of substitution to be ψ = 1.191.

Furthermore, the 95% confidence interval does not include 1, which is essential for the
model to be able to explain the positive relationship between stock prices and expected
inflation. ψ > 1 is also consistent with the findings by e.g. Bansal, Kiku and Yaron
(2009) and Chen, Favilukis and Ludvigson (2013).16 We estimate the coefficient of relative
risk aversion to be γ = 3.231, which is relatively low compared to other findings in the
asset pricing literature. However, the parameter is estimated rather imprecisely and the
95% confidence interval includes values as large as 44.994. Combined, estimates of ψ
and γ provide relatively strong evidence against investors having standard time-separable
power utility, since γ=1/ψ is not included in the confidence interval of either variable. We

14Engsted and Pedersen (2018) consider the model-implied term structure to disentangle the effects of
inflation non-neutrality from those of money illusion. They conclude that although inflation non-neutrality
might play a role in explaining the positive relation between stock prices and expected inflation, only money
illusion can explain the negative relation between the short-term real interest rate and expected inflation.

15Grammig and Küchlin (2018) estimate ϕ to be 5.14, while Calvet and Czellar (2015) obtain an estimate
of 8.60 for their unrestricted model.

16Whether or not the elasticity of intertemporal substitution is above or below one is a ma er of empirical
debate. Thimme (2017) provides a thorough review of the literature.
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estimate the time discount factor to be δ = 1.001, but the confidence interval includes
plausible values (belowone) given quarterly data. Wenote that these preference parameter
estimates are reasonably close to the calibrated parameter values used by Engsted and
Pedersen (2018), which are: δ=0.95, γ = 2, ψ = 2 and λ = 1 for annual data in the sample
period up to 1976.

The motivating empirical fact for estimating the economic model is the significant re-
lation between the price-dividend ratio and future inflation. Hence, it is relevant to eval-
uate to what extent the estimated parameters can generate inflation predictability that is
comparable to what we find using actual data. Table 5.3, Panel A shows the parameter
estimates of long horizon inflation predictability regressions by the price-dividend ratio,
πt,t+k = α

(k)
πpd+b

(k)
πpd ·pdt+επ,t+k, with k = 4, 8, 12, 16, 20 and 40 quarters, using actual data

for the first sub-sample and model-implied data with parameters matching our indirect
inference estimates for this sample period.

Table 5.2: Moments from actual and model implied macroeconomic data
Panel A: 1947:Q2-1976:Q4 Panel B: 1977:Q1-2016:Q4
Actual Simulated s.e.B Actual Simulated s.e.B

mean (∆c) 0.006 0.006 0.001 0.004 0.004 0.001
Std. dev. (∆c) 0.006 0.006 0.001 0.004 0.004 0.001
AC(1) (∆c) 0.129 0.157 0.010 0.526 0.417 0.085

mean (∆d) 0.005 0.004 0.003 0.007 0.007 0.003
Std. dev. (∆d) 0.019 0.019 0.002 0.024 0.011 0.002
AC(1) (∆d) 0.607 0.451 0.095 0.441 0.033 0.086

mean (π) 0.008 0.008 0.003 0.009 0.009 0.001
Std. dev. (π) 0.009 0.009 0.001 0.010 0.010 0.001
AC(1) (π) 0.620 0.604 0.097 0.332 0.303 0.090

This table presents the mean, standard deviation and first order autocorrelation of quarterly US data (for
both subsamples) and of simulated data from the structural model as well as the bootstrap standard error.
The results for simulated data are averages across 10,000 simulations, with bootstrap standard errors
calculated as the standard deviation across simulations. The parameters used in the model implied data
match the macroeconomic parameter estimates presented in Table 5.1. Note that the moments shown here
might differ from those shown in Table 2.1 for US data since this table shows the moments for the log
transformed series.

Model-implied data is able to match the positive relation between the price-dividend
ratio and future inflation that we observe in actual data during the first sample period.
On short horizons, model-implied data yields larger slope coefficients than actual data.
However, as the horizon increases the coefficients of model-implied data get closer to coef-
ficients obtained on actual data, and the slope coefficients are reasonably close at a horizon
of k = 20.17 The t-statistics and R2 for the regressions on actual data are monotonically
increasing with the horizon, while we find the opposite pa ern for model-implied data.

17It is not surprising that the inflation predictability regressions coefficients between actual and model
implied data are closest when k = 20, since this is the horizon we use when estimating the model. However,
we would also note that using other horizons in the estimation does not significantly alter the preference
parameter estimates.
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However, model-implied data does result in statistically significant slope coefficients for
inflation predictability on horizons of up to 12 quarters.

Panels B in Tables 5.1-5.3 show the corresponding results for the second sub-sample
period. As shown in Table 5.1, Panel B the autoregressive coefficients for expected con-
sumption growth and inflation are lower in the second sub-sample; this is particularly the
case for β1 which is 0.104. The estimate of β2 is negative and relatively large in magnitude,
but it remains statistically insignificant at the 5% level. This result is consistent with the
survey findings of Engsted and Pedersen (2018) for the second sub-sample period. As
noted before, a negative inflation non-neutrality parameter can potentially explain the
negative relation between the price-dividend ratio and future inflation during this period.
The leverage coefficient is estimated to be 1.517, which is notably lower than in the first
sub-sample, but the confidence interval is relatively large.

As shown in Table 5.2, Panel B the estimates are reasonably effective at matching the
observedmoments and first-order autocorrelation coefficients of consumption growth and
inflation during the second sub-sample period. We note that model-implied data is able
to match the persistence of consumption growth even when β1 is low. This is due to the
relatively large (negative) coefficient of inflation non-neutrality, which allows expected
inflation to have a large effect on the persistence of consumption growth through its effect
on expected consumption dynamics. In the case of dividend growth, simulated data is able
tomatch themean of the process quitewell, but underestimates the standard deviation and
first-order autocorrelation coefficient in the series.18

Table 5.3: Multiperiod inflation predictability by the price-dividend ratio
Panel A: 1947:Q2-1976:Q4 Panel B: 1977:Q1-2016:Q4

Actual data
k 4 8 12 16 20 40 4 8 12 16 20 40

β̂(k) 0.022 0.0593 0.102 0.126 0.152 0.311 -0.038 -0.072 -0.097 -0.113 -0.123 -0.174
t-stat 1.594 2.353 2.983 3.583 3.778 5.062 -4.489 -4.384 -4.546 -4.791 -4.564 -3.320
R2 0.047 0.119 0.201 0.223 0.244 0.455 0.337 0.366 0.366 0.364 0.382 0.527

Model implied data

β̂(k) 0.177 0.239 0.255 0.236 0.208 0.034 -1.450 -1.535 -1.446 -1.307 -1.162 -0.333
t-stat 2.916 2.420 1.970 1.581 1.221 0.007 -3.259 -2.217 -1.594 -1.206 -0.091 -0.060
R2 0.110 0.083 0.069 0.061 0.061 0.060 0.133 0.072 0.049 0.037 0.031 0.027

This table shows the slope coefficients for regressions πt,t+k = α
(k)
πpd + b

(k)
πpd · pdt + επ,t+k for horizons

k = {4, 8, 12, 16, 20, 40} , using actual data and model implied simulated data for both subsample. The
results for simulated data are averages across 10,000 simulations with a sample size of 119 observations.
We use Hodrick (1992) standard errors to calculate the t-statistics in the table.

The lower part of Table 5.1, Panel B shows the preference parameter estimates. The
estimate of the time discount factor δ is below 1 and has, as in the first subsample, a

18This large divergence between actual and simulated data stems from the fact that the estimationmethod-
ology outlined in Section 4.1 works by matching autocorrelation coefficients up to the fourth order and
quarterly dividend growth during this period displays a relatively large degree of seasonality, which results
in a poor match for the first-order autocorrelation coefficient.
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relatively narrow confidence interval. The point estimate of the risk aversion parameter,
γ = 3.601, is close to the estimate for the first sub-sample, although similar to the first
sub-sample period the confidence interval is relatively wide. The intertemporal elasticity
of substitution ψ is also above 1, but the confidence interval does include values below
unity. Finally, we estimate the money illusion parameter to be zero although the 95%
confidence band includes positive values as high as 0.367.

Table 5.3, Panel B shows the slope coefficients, t-statistics and R2 of the inflation pre-
dictability regressions for the second sub-sample. The parameter estimates on model-
implied data can replicate the negative relation between the price-dividend ratio and fu-
ture inflation. The model-implied slope coefficients are, however, somewhat larger than
those of actual data. All slope coefficients in actual data are highly significant and theR2′s

are high ranging between 33% and 53%, whereas simulated data yields coefficients with
lower t-statistics and R2′s that decrease with the forecast horizon.

Comparing the results across the two sub-sample periods, γ and ψ are relatively sim-
ilar, which implies that US investors did not experience a significant change in their risk
aversion or intertemporal elasticity of substitution. These empirical results are important
since they allow us to analyze competing explanations of the observed predictability pat-
terns in each sub-sample period under the lens of the economic model. With respect to the
positive link between the price-dividend ratio and future inflation in the first sub-sample
period, we note that the model can generate such a relation, even in the absence of money
illusion λ = 0, but this requires the inflation non-neutrality coefficient β2 and B1 in (3.13)
to be of the same sign, which in turn means that either i) β2 < 0 and ψ < 1/ϕ or ii) β2 > 0

and ψ > 1/ϕ should be true. Evidence against the first case is relatively strong since our
estimate of β2 is positive and even the lowest value in the 95% confidence interval for ψ
implies values of the leverage coefficient ϕ below 0.9. The second case implies values of
ψ and ϕ that are plausible, but the strong predictability of inflation by the price-dividend
ratio would then require β2 to be large. Hence, we conclude that although inflation non-
neutrality may play a role, our estimates imply that the positive predictability of inflation
by the price-dividend ratio is mainly the result of investors suffering frommoney illusion.
With respect to the negative link between the price-dividend ratio and future inflation in
the second sub-sample period, we note that money illusion no longer plays a role. Instead,
a possible explanation is that inflation non neutrality plays a role. As mentioned, our
estimation methodology has inherently low statistical power to reject the null of β2 ̸= 0 in
small samples. However, since we have relatively strong evidence for estimates of ψ > 1

and γ > 1, a negative inflation non-neutrality parameter becomes the most reasonable
explanation for the pa erns we observe in the second sub-sample.

5.3 Empirical evidence using survey data

The indirect inference methodology of the preceding section aimed at estimating all
the parameters of the model. However, as Bansal and Shaliastovich (2013) argue, we can
obtain direct measures of latent expectations from survey data. The aim of this section is
to perform a robustness check by using survey-based measures of expected inflation and
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expected consumption growth to estimate the macroeconomic parameters. Taking these
measures as given, we can then estimate the preference parameters using the third step of
the indirect inference method described in Section 4.2 and compare them to the estimates
of indirect inference in all steps.

We obtain survey-based estimates by estimating equations (3.3)-(3.7) directly. The ob-
served macroeconomic series are the same as before, but we use the quarterly series of ex-
pected consumption growth and expected inflation from the Survey of Professional Fore-
casters (SPF) as direct measures of xc,t+1 and xπ,t+1.19 These estimates and their standard
error are shown in Table 5.4 for subsample periods 1968:Q4-1976:Q4 and 1977:Q1-2016:Q4.
Note that the first subsample period is shorter than in Section 5.2 due to SPF data avail-
ability.

Table 5.4 shows the point estimates for macro parameters together with their corre-
sponding standard error. Although there is some divergence, the majority of the survey
based macro estimates are consistent with their indirect inference counterparts.

Table 5.4: Macro parameter estimates from the Survey of Professional Forecasters
Panel A: 1968:Q4-1976:Q4 Panel B: 1977:Q1-2016:Q4

Parameter Estimate s.e. Estimate s.e.

µc 0.004 0.000 0.004 0.000
µd 0.004 0.015 0.006 0.009
µπ 0.012 0.001 0.009 0.000
β1 0.776 0.134 0.752 0.050
β2 0.016 0.207 -0.071 0.037
β3 0.922 0.063 0.967 0.019
ϕ 1.908 2.478 2.745 2.553
σc 0.005 0.000 0.004 0.000
σd 0.086 0.020 0.115 0.020
σπ 0.006 0.001 0.008 0.001
σxc 0.004 0.006 0.002 0.004
σxπ 0.001 0.002 0.001 0.002

This table presents macroeconomic estimates based on data from the Survey of Professional Forecasters.
We obtain estimates of µc and σc using equation (3.3), µd, ϕ, and σd from equation (3.4), µπ and σπ from
equation (3.5), β1, β2 and σxc from equation (3.6) and β3 and σxπ from equation (3.7). Standard errors are
calculated using the Newey and West (1987) heteroskedasticity and autocorrelation robust covariance
matrix.

On the first subsample we find that the estimates for the means and variances of the
observed and latent processes are very close to or identical (up to the third decimal) to
the ones in Table 5.1. Moving on to the autoregressive estimates, β1 and β3, we find that
the survey-based measures have a larger magnitude, while the leverage coefficient, ϕ,
is smaller, but the indirect inference point estimates are well within the 95% confidence

19

We demean the expected consumption and expected inflation series from the SPF to avoid negative
estimates of µc, µd and µπ before estimating equations (3.3)-(3.7).
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band of survey-based measures. These direct estimates result in a positive β2, although as
with the indirect inference evidence, we cannot reject the null of β2 = 0. For the second
subsample we also find very similar estimates of the means and variances of observed
and latent processes. However, the autoregressive estimates are substantially different.
This is particularly the case for β1, which is considerably larger than its indirect inference
counterpart (0.752 vs 0.104). The estimate of β2 on the second subsample is negative, but
its magnitude is smaller than the indirect inference estimate (-0.071 vs -0.427).

Table 5.5 shows the indirect inference estimates of preference parameters as well as
the 95% confidence interval when the macroeconomic parameters are estimated using
survey based data (Table 5.4) for the two subsample periods. Note that, in contrast to
the macroeconomic parameters, these preference parameters are, for the first subsample,
estimated using data from 1947:Q2 to 1976:Q4, since using the shorter subsample that
corresponds to the SPF data is infeasible with indirect inference for both subsamples. We
obtain remarkably similar coefficients to those based on indirect inference in all three steps.
In fact, the only estimate that is not within the 95% confidence interval of the estimates
in Table 5.1 is ψ, since the estimates when SPF macro parameters are used are larger on
both subsamples. More importantly, themoney illusion parameter estimates are strikingly
similar and the qualitative conclusions remain unchanged.

Table 5.5: Preference parameter estimates using survey-based macro estimates
Panel A: 1947:Q42-1976:Q4 Panel B: 1977:Q1-2016:Q4

Parameter Estimate 5% quant. 95% quant. Estimate 5% quant. 95% quant.

δ 0.995 0.961 1.000 0.999 0.978 1.002
γ 2.293 1.453 39.967 1.906 0.001 28.657
ψ 1.799 1.411 2.778 1.420 1.011 1.945
λ 0.973 0.398 1.000 0.010 0.000 0.299

This table presents the preference estimates with macroeconomic estimates based on data from the Survey
of Professional Forecasters. Note that the first subsample spans 1947:Q2-1976:Q4 since using the shorter
subsample in Table 5.4 is infeasible with such a short sample (1968:Q4-1976:Q4). The 5% and 95% quantiles
are calculated using 500 bootstrap replication of model implied data with point estimates taken as true
values.

In sum, we find strong evidence for money illusion in the period up to 1976 and no
evidence of this phenomenon thereafter. The results for inflation non-neutrality are a bit
more nuanced since the estimates are not statistically significant. However, they seem to
imply that inflation non-neutrality does not play a role in the first sub-sample, but that
it might play a role in the negative relation between stock prices and expected inflation
found in the period after 1976.

6 Conclusion

In the financial economics literature inflation is often assumed to affect the real econ-
omy through either a direct link from expected inflation to expected consumption (infla-
tion non-neutrality) and/or indirectly through amoney illusion effect where investors con-
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fuse nominal and real values and as a consequence discount real cash flows with nominal
discount rates.

In this paper we have analyzed both these inflation channels. First, we document that
internationally the stock market price-dividend ratio predicts future inflation with a posi-
tive coefficient up to the mid-1970’s and with a negative coefficient thereafter. Next, on US
datawe estimate a consumption-basedmodelwith recursive preferences that features both
money illusion and inflation non-neutrality. We estimate the model on two different sam-
ple periods dictated by the structural shift in the relationship between the price-dividend
ratio and future inflation. The parameter estimates indicate that investors suffered from
money illusion up to themid-1970’s. Since then, however, money illusion has disappeared
and has been replaced by a negative relationship between expected inflation and expected
consumption growth. The results are confirmed by using survey data to obtain direct
measures of latent consumption and inflation expectations. We conjecture that the high
and rising inflation of the late 1960’s and early 1970’s made people more aware of the
consequences of inflation and thereby contributed to the structural shift.

In the paper we have focused on equity markets. However, our model implies that
both equity and bond market investors are affected by money illusion and inflation non-
neutrality. Estimating the model using bondmarket data in addition to stock market data,
and analyzing the implications for the term structure of nominal and real interest rates,
will be an interesting topic for future research.
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Appendices

Appendix A: The bootstrap

Appendix A1: The bootstrap algorithm

We describe the bootstrap procedure developed by Engsted and Pedersen (2018) to test
the null hypothesis of no predictability while taking into account small-sample bias.
Step 1. Use OLS to estimate the following overlapping data regression of log inflation on

the price-dividend ratio:

πt,t+k = αk + βkpdt + εt+k,

to obtain an estimate of βk, denoted β̂k, for k = 4, 8, 12, 16, 20 and 40.

Step 2. Use OLS to estimate the one-period inflation predictability regression and autore-

gressive regression for the price-dividend ratio,

πt+1 = απpd + βπpd · pdt + επt+1,

pdt+1 = ϖ + ρ · pdt + ωt+1,

to obtain estimates of α̂, β̂, ϖ̂, ρ̂, and the covariance matrix of residuals Ω̂ :

Ω̂ =

 σ̂2
ε σ̂εω

σ̂εω σ̂2
ω

 .

Step 3. Generate T randomnumbers of (εt+1, ωt+1) from amultivariate normal distribution

with covariance matrix Ω̂.We denote these simulated innovations
(
ε∗t+1, ω

∗
t+1

)
.

Step 4. Generate a random initial value of pdt :

pd∗t ∼ N
(
pd, σ̂2

pd

)
where pd and σ̂2

pd denote the samplemean and variance, respectively, of the price-dividend

ratio.

Step 5. Use ϖ̂ and η̂ together with the generated innovations ω∗
t+1 and the initial value in

steps 3 and 4 to obtain T observations of pdt :

pd∗t+1 = ϖ̂ + η̂pd∗t + ω∗
t+1, t = 1, ..., T
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Step 6. Use α̂ together with ε∗t+1 to obtain T observations of πt under the null hypothesis

β = 0:

π∗
t+1 = α̂ + ε∗t+1, t = 1, ..., T

Step 7. Construct multiperiod inflation series π∗
t,t+1 =

∑k−1
i=0 π

∗
t+1+i for k = 4, 8, 12, 16, 20

and 40 using the single period inflation series. We then perform the following steps for all

the values of k.

Step 8. Use OLS to estimate:

π∗
t,t+k = αk + βkpd

∗
t + ε∗t+k,

and denote the estimated slope coefficient β̃(1)
k .

Step 9. Repeat steps 3− 8M = 10, 000 times to obtain β̃(1)
k , β̃

(2)
k , ..., β̃

(M)
k .

Step 10. Compute the upper one-sided p-value under the null hypothesis as:

P
(
β̃k > β̂k

)
=

1

M

M∑
i=1

I

[
˜
β
(i)
k > β̂k

]
,

where I[· ] is an indicator function. In the case of the lower one-sided p-value the inequality

sign is reversed.
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Appendix A2: Bootstrap inference results

Tables A1 and A2 show the slope coefficients of regressions πt,t+k = α
(k)
πpd+ β

(k)
πpd · pdt+

επ,t+k as well as the bootstrapped p-value (of the procedure outlined in Appendix A1) of
the coefficients under the null of no predictability for both subsamples. The conclusions
of the bootstrap procedure are consistent, although slightly more conservative, with those
of the t-statistic.

Table A1: Bootstrap inference onmultiperiod inflation predictability by the price-dividend
ratio

k 4 8 12 16 20 40

Australia β̂π,k 0.034 0.160 0.386 0.337 0.288 0.591
PB 0.274 0.036 0.001 0.009 0.047 0.021

Canada β̂π,k -0.000 0.057 0.155 0.181 0.180 0.402
PB 0.286 0.131 0.013 0.018 0.036 0.005

Germany β̂π,k 0.013 0.015 0.006 0.001 -0.005 -0.022
PB 0.080 0.194 0.401 0.479 0.416 0.267

Spain β̂π,k 0.014 0.299 0.376 0.381 0.247 0.007
PB 0.000 0.000 0.000 0.000 0.032 0.540

France β̂π,k -0.027 -0.037 -0.024 -0.036 -0.054 -0.026
PB 0.074 0.139 0.276 0.254 0.215 0.341

Italy β̂π,k 0.055 0.145 0.192 0.146 0.098 0.140
PB 0.023 0.003 0.004 0.044 0.174 0.175

Japan β̂π,k 0.047 0.104 0.153 0.197 0.237 0.322
PB 0.019 0.010 0.007 0.007 0.006 0.015

Sweden β̂π,k 0.029 0.071 0.086 0.037 0.024 0.360
PB 0.260 0.182 0.217 0.437 0.497 0.040

UK β̂π,k -0.014 0.077 0.400 0.496 0.539 0.490
PB 0.295 0.070 0.000 0.000 0.000 0.002

US β̂π,k -0.038 -0.072 -0.097 -0.113 -0.123 -0.174
PB 0.001 0.002 0.005 0.005 0.005 0.008

This table presents the slope coefficient, β̂π,k, and bootstrapped p-value, PB , of regressions
πt,t+k = α

(k)
πpd + β

(k)
πpd · pdt + επ,t+k in the period 1950:Q1-1976:Q4 (1947:Q2-1976:Q4 for the US) using the

method described in Appendix A1.
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TableA2: Bootstrap inference onmulti period inflationpredictability by the price-dividend
ratio

k 4 8 12 16 20 40

Australia β̂π,k -0.062 -0.114 -0.163 -0.217 -0.286 -0.534
PB 0.000 0.000 0.000 0.000 0.000 0.000

Canada β̂π,k -0.044 -0.084 -0.118 -0.152 -0.179 -0.271
PB 0.286 0.131 0.013 0.018 0.036 0.005

Germany β̂π,k -0.030 -0.055 -0.071 -0.079 -0.084 -0.099
PB 0.080 0.194 0.401 0.479 0.416 0.267

Spain β̂π,k -0.050 -0.094 -0.131 -0.163 -0.196 -0.324
PB 0.000 0.000 0.000 0.000 0.032 0.540

France β̂π,k -0.070 -0.133 -0.186 -0.226 -0.258 -0.365
PB 0.074 0.139 0.276 0.254 0.215 0.341

Italy β̂π,k 0.013 0.017 0.014 0.002 -0.018 -0.220
PB 0.023 0.003 0.004 0.044 0.174 0.175

Japan β̂π,k 0.002 0.003 0.001 0.002 -0.001 -0.055
PB 0.019 0.010 0.007 0.007 0.006 0.015

Sweden β̂π,k -0.016 -0.032 -0.062 -0.083 -0.111 -0.404
PB 0.260 0.182 0.217 0.437 0.497 0.040

UK β̂π,k -0.090 -0.170 -0.229 -0.267 -0.297 -0.417
PB 0.295 0.070 0.000 0.000 0.000 0.002

US β̂π,k -1.450 -1.535 -1.446 -1.307 -1.162 -0.333
PB 0.001 0.002 0.000 0.000 0.000 0.002

This table presents the slope coefficient, β̂π,k, and bootstrapped p-value, PB , of regressions
πt,t+k = α

(k)
πpd + β

(k)
πpd · pdt + επ,t+k in the period 1977:Q1 to 2016:Q4 using the method described in

Appendix A1.
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Appendix B: The economic model

This Appendix briefly states the expressions for the economic model outlined in Section

3. For a full derivation, the reader is referred to Engsted and Pedersen (2018).

Appendix B1: The price-consumption ratio

The expressions forA0, A1 andA2 in the equation for the price-consumption ratio (3.12)
are:

A0 =
θln(δ)+ θ

ψ
µc+θ(kc,o+µc)−λµπ
θ(1−kc,1)

+ 1
2

{
(θ− θ

ψ )
2
σ2
c+(θkc,1A1σxc)

2
}

θ(1−kc,1)
+ 1

2
(θkc,1A2σxπ)

2(λσπ)
2

θ(1−kc,1)

A1 =
1− 1

ψ

1− kc,1β1
,

A2 =
kc,1A1β2 − λ

θ

1− kc,1β3
.

Appendix B2: The price-dividend ratio

The expressions for B0, B1 and B2 in the equation for the price-dividend ratio (3.13)
are:

B0 =
θln(δ)− θ

ψ
µc−(1−θ)(kc,0kc,1A0−A0+µc)+kd,0+µd−λµπ

1−kd,1
1
2

{
(θ−1− θ

ψ )
2
σ2
c+[((1−θ)kc,1A1)

2−(kc,1B1)
2σ2
xc]

}
1−kd,1

1
2{[((1−θ)kc,1A2)

2+(kc,1B2)
2]σ2

xπ+σ
2
d+λ

2σ2
π}

1−kd,1
,

B1 =
ϕ− 1

ψ

1− kd,1β1
,

B2 =
kd,1B1β2 − λ

θ

1− kd,1β3

Appendix B3: The model-implied risk-free rate

The model-implied risk-free rate is given by:

rt+1 = D0 +
1

ψ
xc,t+1 +

λ

θ
xπ,t

with

110



CHAPTER III. MONEY ILLUSION VERSUS INFLATION NON-NEUTRALITY: AN INDIRECT
INFERENCE APPROACH 6. CONCLUSION

D0 = −θln(δ) + θ
ψ
µc + (1− θ) (kc,0 + kc,1A0 − A0 + µc)− λµπ

−1
2

[(
θ − 1− θ

ψ

)2

σ2
c − ((1− θ) kc,1A1σxc)

2 − ((1− θ) kc,1A2σxπ)
2 + (λσπ)

2

]
.
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Appendix C: Simulation study

To study the validity of the estimation strategy outlined in Section 4 and the precision
that can be expected at different sample sizes, we conduct a simulation experiment. Thus,
we generate 500 independent model implied series of ∆ct, ∆dt, πt, rm,t, rt and pdt using
as true values the calibration values employed by Engsted and Pedersen (2018) in Panel C
of their Table 4: µc = 0.020, µd = 0.012, µπ = 0.015, β1 = 0.500, β2 = 0.137, β3 = 0.900,
ϕ = 3.000, σc = 0.035, σd = 0.12 , σπ = 0.055, σxc = 0.015, and σxπ = 0.015. Note
that, in contrast to Engsted and Pedersen (2018), who set β2 = 0, we set the value of β2 to
0.137, which is consistent with the Livingston Survey during the period (1951-1976). This
is done to ensure that β2 can also be reliable estimated. We use three different lengths for
the simulated series, T = {140, 1000, 100000}. The first sample size, T = 140, is chosen
because it lies approximately in between the sample sizes used in the empirical application
for US data (119 for the first subsample and 160 for the second). The second sample size is
chosen as an example of a large but plausible monthly data set. Finally, we also show the
results of an estimation using 100,000 observations to show that the true parameters can
be reliably recovered as sample size grows. To avoid overly optimistic estimation values,
we use starting values that are far from the true value. The estimation methodology is
identical to the one described in Section 4.

Table C1 shows the median macroeconomic estimate across simulations together with
the root mean squared error of each estimate.

Table C1: Monte Carlo results: Macroeconomic parameters
Panel A: true parameters

µc µd µπ β1 β2 β3 ϕ σc σd σπ σxc σxπ
0.020 0.012 0.015 0.500 0.137 0.900 3.000 0.035 0.120 0.055 0.015 0.015

Panel B: estimated parameters / (RMSE)

T = 140

0.020 0.013 0.0174 0.511 0.070 0.865 2.981 0.035 0.113 0.053 0.007 0.016
(0.046) (0.042) (0.018) (0.352) (0.412) (0.245) (12.611) (0.631) (0.057) (0.016) (1.138) (0.017)

T = 1, 000

0.021 0.013 0.016 0.435 0.159 0.894 2.952 0.035 0.117 0.055 0.016 0.016
(0.003) (0.008) (0.008) (0.207) (0.092) (0.046) (1.034) (0.009) (0.016) (0.002) (0.010) (0.004)

T = 100, 000

0.020 0.012 0.015 0.504 0.136 0.903 3.086 0.035 0.119 0.055 0.015 0.015
(0.000) (0.001) (0.001) (0.022) (0.006) (0.004) (0.099) (0.003) (0.001) (0.000) (0.000) (0.000)

Panel A in this table presents the true macro parameters used to simulate model implied data. Panel B
shows the indirect inference median estimates and RMSE from 500 independent simulations using sample
sizes of T = {140, 1000, 100000}.

Although standard errors for some estimates, such as ϕ and β2, are relatively large

when the sample size is only 140, they consistently decrease as sample size increases. The
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median estimate for T = 100, 000 is virtually identical to the true parameter values. Thus,

there is no evidence of systematic biases.
Table C2 shows the results of the simulation study for the preference parameters. Con-

sistent with the empirical results in Table 5.1, the estimates for δ are estimated with high
accuracy, while γ, ψ and λ have a larger RMSE relatively to the size of the coefficients.
Nonetheless, the RMSE decreases as sample size increases and the median estimate ap-
pears to converge towards the true value, implying a consistent estimation methodology.

Table C2: Monte Carlo results: Preference parameters
Panel A: true parameters

δ γ ψ λ

0.930 2.000 2.000 1.000

Panel B: estimated parameters / (RMSE)

T = 140

0.951 1.909 1.779 0.975

(0.005) (6.255) (2.149) (1.567)

T = 1, 000

0.092 2.321 1.969 0.996

(0.001) (2.255) (0.956) (0.467)
T = 100, 000

0.930 1.995 2.000 0.998
(0.000) (0.039) (0.029) (0.031)

Panel A in this table presents the true preference parameters used to simulate model implied data. Panel B
shows the indirect inference median estimates and RMSE from 500 independent simulations using sample
sizes of T = {140, 1000, 100000}.
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