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PESNA PANEL PROPOSAL 

EVIDENCE-BASED PRACTICE (EBP): DIMENSIONS OF REPRODUCIBILITY 

 

Background: 

 

We live in a day and age which insists that all forms of practice and policy should be based on 

research and evidence. Researchers face political demands to produce better research bases, 

and practitioners face political demands to use research-based knowledge to create desirable 

results or improve on existing results. In education, this usually translates into a demand for 

improved student achievements.     

 EBP is part of this big picture. It was first established in medicine, but is now found in 

some version or other in practically every area of life; education, therapy, leadership. EBP 

concerns the production of desirable results and the prevention of undesirable ones. In other 

words, we want to know “what works”. Wanting to know what works is nothing new in 

educational practice; it is rather something that is central to a good many educational 

everyday activities (but of course not all). We have goals to achieve and we wish to know 

how best to achieve them. One could therefore imagine that EBP would be welcome to the 

large community of educational researchers and practitioners; not least because it is an area 

where research can make itself useful to practice – something educational research often is 

accused of not being. Yet EBP is much criticized, among other things for curbing the freedom 

of professionals to exercise their judgment. 

EBP is a huge topic which branches off in many directions; for example epistemology, 

methodology, normativity, causality, professional judgment, what research should do for 

practice, etc. We propose to focus on one of the main assumptions of EBP: that educational 

results are reproducible (and therefore can be planned). But what exactly is required if 

reproducibility is to be possible? We explore different dimensions of that question. The first 

contribution tackles RCTs and whether they yield the desired general knowledge of what 

works, and argues that they do not. The second contribution takes the same issue one step 

further and argues that general effectiveness should be de-emphasized. The third contribution 

asks what explanations are available when results to not obtain as planned and explores one 

particular possible explanation, namely the role of randomness. 
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Contribution 1: What RCTs can and cannot tell you 

 

In many fields of research, including education, RCTs are viewed as the “golden standard” for 

causal inferences and placed on top of the hierarchy of evidence. This viewpoint includes a 

belief in the generalizability of RCT findings. One highly influential example is the U.S 

Department of Education, who places RCTs at the heart of the scientifically based research 

that should guide the decisions of educators.1 The conviction that RCTs are the “golden 

standard” is for most educational researchers based on the assumption that RCTs yield high 

level of generalizability, also signified as external validity. Thus such distinguished 

educational researchers as Richard J. Murnane and John B. Willet argue that: “random 

selection … permits you to generalize your findings validly back to that population”. Some 

researchers even think that RCTs simply permit you to generalize to other populations. A case 

in point is the Danish Clearinghouse for Educational Research. Here it is argued that RCTs 

and meta-analyses of RCTs entail “absolute generalisability … because it is controlled for 

other relationships and factors” and the results are therefore “directly applicable for practice”. 

Can this really be so? I will argue that such claims are based on simple inductive logic and 

enumeration, which generally does not adequately reflect the efficacy and structures of 

educational practice. I aim to question the view that RCTs are the gold standard, especially, 

by discussing some of their limitations. This is by no means to say that RCTs ipso facto are 

useless, but the paper will try to reach a deeper understand of RCTs and discuss, when, how, 

and what questions and phenomena RCTs are suitable for in educational research. To reach a 

more sophisticated conception of the promises and limitations of RCTs the paper aims to 

inquire into the following:  

i. The internal validity of RCTs  

ii. Pros and cons of randomization and the mythical trust in this concept  

iii. The external validity (generalizability) of RCTs  

iv. What causal knowledge RCTs de facto yield  

The primary focus of the paper will be the conception of external validity. This, I shall argue, 

is what matters for educators. The issue at stake for educators is not and should not be 

whether a given causal relationship holds statistically but if it holds and will work in their 

setting. Nevertheless, the paper will briefly investigate internal validity as well. Internal 
																																																													
1 https://www2.ed.gov/policy/elsec/leg/esea02/pg107.html  
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validity indicates whether the covariation between the treatment(s) and the effect(s) actually 

reflects a causal relationship. It is widely believed in educational circles that random 

assignment of participant to either the intervention or the control group assures “that all 

factors other than the treatment status will tend to be the distributed equally” (see Murnane 

and Willet 2010). Therefore, many researchers including Paul R. Rosenbaum conclude that 

“[a] randomized study … have a high level of internal validity in the sense that the 

randomization provides a strong or ‘reasoned’ basis for inference about the effect of the 

treatment”. Focusing on the assumption that randomization yields orthogonality, meaning that 

the intervention in the trial are uncorrelated with other variables, and perfect balance, 

signifying that all covariates are equally distributed between the treatment and control group, 

the paper will discuss how challenging these assumptions de facto are, how difficult they are 

to satisfy. Ignoring or not getting these issues right can lead to serious causal fallacies of an 

RCT.   

 

Many researchers and statisticians seem to think that randomization allows you to ignore 

observed covariates and support factors that constitute the efficacy of the intervention. I shall 

argue that this expectation is a threat to the application of RCTs, because it obscures the 

context in which a given intervention has worked, and does not allow educators to compare 

their setting with the setting of the studies. Drawing on Nancy Cartwright & Jeremy Hardie’s 

(C&H) structural equation and the INUS condition,2 the paper illuminates other important 

causal factors that most RCTs are missing when causal inferences are made; factors which are 

all-important when one wants the results of RCTs to travel from one context to another. I aim 

to show that the stability needed for a reliable reproduction of an effect does not reside solely 

in the casual X-Y relation itself, but in the underlying causal system. Educational researchers 

frequently argue that increasing the number of individuals in RCTs secures the 

generalizability of the study, but I shall argue that this is a strong causal assumption that 

rarely is holds in practice, even when one employs the law of large numbers. Showing that a 

learning program works for one million first graders does not assure that the programme will 

work for one million seven graders. Knowledge about the population and the support factors 

is all-important when one wants to use the conclusions from RCTs. Inspired by Judea Pearl I 

shall argue throughout my presentation that one should trust in causal knowledge instead of 

simple mathematics and large numbers. Furthermore, I shall claim that the average treatment 
																																																													
2 INUS denotes: “an Insufficient but Necessary part of an Unnecessary but Sufficient condition for 
producing a contribution to the effect” 
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effect (ATE) of RCTs is not of main relevance for educators. Educators have to care about the 

concrete student(s) not the average. 

 

 

Contribution 2: Bridging the research-practice gap  

 

This presentation addresses the central problem for EBP in education: the gap between what 

works in research settings and what works reliably and consistently in practice. I offer a 

diagnosis and suggest a way to bridge the gap.  

 

Diagnosis. In education, the EBP model relies on three distinct kinds of causal claims: causal 

ascriptions ("it worked in the study"), general effectiveness claims ("it works"), and 

effectiveness predictions ("it will work here"). I argue that successful educational RCTs can 

only establish causal ascriptions. The research-practice gap arises because causal ascriptions 

cannot directly evidence general effectiveness claims or predictions. The fact that an 

intervention worked somewhere cannot show that the intervention works or that it will work in 

some other target. Yet, causal ascriptions from RCTs are generally treated as sufficient, gold-

standard evidence for them.  

The driving idea behind the current EBP model is that, because RCTs, (especially 

when combined in meta-analyses and systematic reviews) purportedly support general 

effectiveness claims, educators can reasonably expect that an intervention that worked in one 

or more RCTs will work for them. To say an intervention is generally effective requires 

establishing that it has a stable causal capacity which allows it to reliably contribute to an 

effect across a wide range of contexts. For example, aspirin has a relatively stable capacity to 

relieve headaches because it does so across wide-ranging circumstances and populations. 

Assuming they could be reliably obtained, general effectiveness claims of this sort would 

provide valuable evidence for predictions about specific cases. But, establishing stable causal 

capacities is a difficult task that requires far more than causal ascriptions from RCTs. It is 

unclear how we could arrive at such capacity claims for educational interventions.  

 

Suggestion. I argue that we do not need general effectiveness claims to bridge the gap 

between research and practice. Instead of trying to figure out what works in education 

generally, educational research should provide the evidence educators need to predict what 
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will work for them, in their specific cases. That way, local effectiveness predictions serve as 

the bridge between research and practice instead of general effectiveness claims. After all, for 

educators, a successful intervention is one that contributes to a positive effect for them 

regardless of whether it can do so elsewhere.  

De-emphasizing general effectiveness claims and incorporating a prediction phase into 

the EBP model suggests pursuing a broader research agenda and adjusting the division of 

labor between researchers and educators. Currently, researchers are charged with procuring 

evidence to support causal claims. Once they are vetted by intermediaries like the What 

Works Clearinghouse and disseminated, educators and policymakers are supposed to choose 

and implement those deemed effective. I am suggesting that educators themselves must gather 

evidence to support causal claims of a different kind than researchers currently aim for 

through RCTs. Causal ascriptions from RCTs, if reliable, can help with causal predictions, but 

they cannot serve as a substitute for them. 

A prediction is a singular causal claim about what effects will occur if an intervention 

is introduced in a particular case. To be reliable, predictions must be the conclusion of good 

arguments, which are comprised of multiple, well-evidenced premises. Drawing from recent 

work on evidence-based policy for child protection, I discuss three types of information that 

educators need to make reliable local effectiveness predictions about an intervention:  

1. Knowledge that the local social, economic, cultural, and physical structure can 
afford the necessary causal pathways for the intervention to lead to the outcome 

2. Knowledge of what the support factors are for that intervention to work in the 
local setting and of whether these are available or can be made available 

3. Knowledge of what derailers might interfere along the way to diminish or entirely 
halt progress toward the outcome. 

 

Educators can obtain some of this information by relying on local knowledge about their own 

settings, but warranting most premises requires other types of evidence—some of which 

researchers could supply. In particular, researchers can help educators recognize what facts 

and information about their local settings may be relevant to the performance of the 

intervention. What is needed from the research community, then, is better theorization and 

empirical work that can help educators with these issues, even if the information supplied is 

not as certain as the RCT results that currently take center stage.  

Unlike some others who criticize RCTs, I do not deny their relevance for education 

policy and practice. Rather, I argue that they are relevant because, when well-conducted, they 

show that an intervention can work under some circumstances. My point is that, to inform 
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practice, RCT results must be supplemented by other information that can only be acquired 

through a combination of alternative research types and local knowledge. 

 

Contribution 3: When expected results do not obtain 

Practitioners who plan an intervention naturally have expectations concerning the results. If 

the intervention has been rigorously evaluated and found to work, perhaps in many different 

contexts, practitioners are entitled to such expectations. But what if the intervention does not 

work after all? That is, what if the practitioner meticulously implements the intervention, but 

the expected results fail to obtain? How can/should we explain this? 

 One explanation, favored by intervention/program developers, is that failure to obtain 

results is due to low quality implementation, for example that the implementation is unfaithful 

to the prescribed procedure. In such cases, it is argued, one cannot know exactly what it is that 

works (if it works), and the program developers cannot be held responsible for the results. 

Other possible explanations might concern instability in the context of implementation (if a 

classroom is disruptive interventions cannot be expected to work); the causal connection 

between intervention and result might be flimsy or erratic; required local equipment is lacking, 

or there might be strong hindrances in the context of the intervention.   

I shall in my contribution inquire into another explanation for why expected results 

might fail to obtain, namely randomness. My presentation is made up of a hypothesis and a 

claim. My hypothesis is that education has a very troubled relationship to randomness, despite 

the fact that one hardly ever sees anyone point to randomness to explain why results do not 

obtain as planned. My claim, which I will defend in my presentation, is that we must learn to 

appreciate random results.  

Concerning troubled relationship of education to randomness, the problem is the very 

presence of randomness in educational contexts. To create stable, orderly educational 

environments that allows for predictable goal attainment therefore entails reducing the space 

for randomness. This is one of the main tasks of educational theory, according to the German 

philosopher of education Erich Weniger (1990): to minimize randomness in educational 

practice (or get rid of it altogether). Mastery of randomness increases the probability of 

obtaining expected results. 

Two questions arise: is it possible to eradicate randomness? Is it desirable? My answer 

to both questions is no. 

The Greeks used the word Tyche (τυχή) to designate chance, surprise, instability, the 

unexpected, the unpredictable; that which is associated with luck, unluck, lack of control. In 
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so far as we are in control, events are not random. I do not think it is possible to eradicate 

randomness from education (or from the world). But this is a matter of ontology, and people 

naturally differ in their views about it. In my view, chance events happen constantly. 

Randomness is found in everyday happenings such as the distribution of cards in a game of 

poker; eggs being sold out from the local store; my neighbor winning in the lottery, or a 

sudden panic in the finance market. There is hardly one definition of Tyche that will cover all 

examples, but here is an attempt at a minimal one: Randomness designates something (events, 

actions, meetings, occurrences, results, consequences, decisions, processes, input, situations, 

phenomena, absences) that occurs relatively unexpectedly, with relatively low 

probability/predictability for those who experience it and have to handle it. “Relatively” is 

included to suggest that I think that randomness comes in degrees. I have included people 

(“those who”) because in educational contexts someone has to handle it somehow.  

 Randomness theorists (e.g. Hacking, 1990, Mlodinow, 2009, Rescher, 1998, Taleb, 

2010) suggest that we are not very good at detecting randomness. We much prefer to think 

that results are due to skills, knowledge and carefully planned interventions rather than to luck 

or coincidences. We need to feel that we are in control of things, and that hampers our ability 

to recognize randomness when it crosses our path. We read patterns into random sequences 

and we misjudge probability. Randomness leads to uncertainty, and we seem hardwired to 

handle it badly. We prefer to think that the world is orderly, that things are predictable or can 

be made to be so. Especially, perhaps, in education, where we are supposed to produce 

desirable results and need to be able to make plans for future achievements.  

But why should we not want to eradicate randomness, if it can get in the way of our 

best planned interventions? I here turn to Gregory Bateson (1980). Randomness is something 

we should learn to appreciate, he argues, because it is a precious source of the new. 

Randomness is therefore not only a troublemaker; it can also lead to innovation or 

improvement of already ongoing processes. But to get at the new, we must be willing to try 

out options that just happen to be there, something not planned, but which presents itself as an 

opportunity right then and there – if you don’t take it, it is lost. It follows that we must learn 

to appreciate unforeseen, unpredicted results. And that can be hard, especially in today’s 

educational climate, where predictable goal attainment is highly prized. 


