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Abstract
This dissertation deals with applications of secret-sharing schemes to cryptographic
protocol design.
Secret-sharing schemes were introduced in 1979 to implement a specific practical
task (i.e. secure data storage). However, later on they have found applications as
a building block in many cryptographic protocols that implement several different
tasks. In this dissertation, I consider three different settings where secret-sharing
schemes can be fruitfully employed.
• Secret-sharing schemes can be used to design commitment schemes in the Universal Composable security model (oblivious-transfer hybrid model). This is
a new setting for application of secret-sharing schemes that my co-authors
and I introduced recently (2014) and that has been used in several subsequent
works. In particular, I show how to use secret sharing to design commitment
schemes that have asymptotically optimal computational complexity and homomorphic properties. Moreover, some of the constructions of commitments
I present are also practically efficient (highly efficient concrete instantiations
for specific parameters are given).
• Secret-sharing schemes have been used to design non-malleable codes. In this
setting, I show how customized secret-sharing schemes (together with other
ad-hoc tools) can be used to improve the complexity of the previously known
constructions of non-malleable codes (in the so-called bit-wise independent
tampering model). In particular, non-malleable codes with asymptotically
optimal communication and computational complexity are obtained.
• Ishai et al. (STOC 2007) show how to use multiparty computation protocols
that rely on secret-sharing schemes to design asymptotically efficient zeroknowledge arguments; my co-authors and I simplify this framework and give
a new construction for zero-knowledge arguments with practical efficiency.
In all the aforementioned settings, the design of new suitable schemes with the
properties required by the application is often needed. For this reason, this dissertation also presents new constructions of secret-sharing schemes of different flavours.
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Resumé
Denne afhandling omhandler anvendelsen af secret-sharing systemer i design af kryptografiske protokoller.
Secret-sharing systemer blev introduceret i 1979 for at udføre en specifik og
praktisk opgave (i form af sikker datalagring). Senere er disse systemer blevet en
basal byggeklods i mange kryptografiske protokoller, der udfører flere forskellige
opgaver. I denne afhandling betragter jeg tre forskellige områder, hvor secret-sharing
systemer med fordel kan benyttes:
• Secret-sharing systemer kan bruges i design af commitment systemer i sikkerhedsmodellen Universal Composability (oblivious-transfer hybridmodellen).
Dette er en ny anvendelse af secret-sharing systemer, som mine medforfattere
og jeg for nyligt har introduceret, og som er blevet brugt i mange efterfølgende
værker. Jeg vil især vise hvordan secret-sharing kan bruges til at designe commitment systemer, som har asymptotisk optimal beregningskompleksitet og
homomorfiske egenskaber. Jeg præsenterer konstruktioner af commitment systemer, som er effektive i praksis (dvs. yderst effektive konkrete instantieringer
for specifikke parameter).
• Secret-sharing systemer kan bruges til at designe non-malleable koder. Jeg
viser hvordan secret-sharing systemer kan tilpasses (sammen med andre adhoc værktøjer) til at forbedre kompleksiteten af tidligere kendte konstruktioner
af non-malleable koder (i den såkaldte bit-wise independent tampering model).
Vi opnår non-malleable koder med asymptotisk optimal kommunikations- og
beregningskompleksitet.
• Ishai et al. (STOC 2007) har vist, hvordan man kan bruge sikker flerpartsberegningsprotokoller, som afhænger af secret-sharing systemer, for at designe
asymptotisk effektiv zero-knowledge argumenter. Mine medforfattere og jeg
har simplificeret dette framework og præsenterer en ny konstruktion for zeroknowledge argumenter, som er praktisk anvendelig.
I alle de førnævnte områder er det ofte nødvendigt at designe nye systemer med
de nødvendige egenskaber, som applikationen kræver. Derfor præsenterer denne
afhandling også nye konstruktioner af secret-sharing systemer.
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Chapter 1
Introduction
In cryptography, the term Secret-Sharing Scheme refers to a method for splitting a
secret in several pieces, such that the original secret can be reconstructed only when
a sufficient number of pieces are combined together (reconstruction property). The
pieces of the secret are called the shares of the secret. Usually, we require that a
small number of shares gives no information on the secret (privacy property).
The introduction of secret-sharing schemes was originally motivated by the problem of secure data storage [Sha79, Bla79]. For example, think about storing cryptographic keys. Encrypting data to protect them is effective only if the secret key
used in the encryption is kept private and doesn’t get lost. To safely store the key,
we could made some copies of it and store each copy in a different secure locations.
How many copies do we need in order to assure reliability without compromising
privacy? There is no good answer to this question: on the one hand having more
than one copy of the same key clearly decreases the privacy level, but on the other
hand having only one copy can easily cause the loss of the key. Another more effective approach to solve the key storage problem is using a secret-sharing scheme
to split the key in several shares and then storing the shares in different locations.
This solution is an easy way to save the secret with simultaneously high levels of
privacy and reliability. Indeed, the privacy property assures that having more than
one share doesn’t compromise too much the secrecy of the stored key, while the
reconstruction property guarantees high reliability.
Secure data storage was the original motivation to introduce secret-sharing schemes,
however they have been used as building blocks of cryptographic protocols that
implement different and more general tasks, e.g. multiparty computation protocols [BGW88, CCD88, CDM00], threshold cryptography [DF91], attribute-based
encryption [GPSW06, Wat11], and electronic voting system [Sch99]. In general, the
security and the efficiency of the protocols designed using a secret-sharing scheme
depend on the properties of the latter. With this in mind, it is not surprising that
secret-sharing schemes have been studied in many works from different points of
view. For example, a long list of different flavours of secret-sharing schemes can
be found in the literature (e.g. multiplicative schemes, verifiable schemes, robust
schemes, proactive schemes, etc).
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In short, the general aim of my Ph.D. dissertation is to study and develop applications of secret-sharing schemes in cryptographic protocol design. This includes,
on the one hand, identifying cryptographic primitives whose existing constructions
can be improved by the use of secret-sharing schemes. On the other hand, it also
involves designing new suitable secret-sharing schemes that present the properties
required by the specific cryptographic applications.
As regards applications of secret-sharing schemes, this dissertation contains the
description of the following projects:
• The MiniCommit Project. A commitment scheme is a two-party protocol
that can be thought as the digital equivalent of a secure box: it allows a
prover to commit to a secret by putting it into a locked box and giving it
to a verifier. Since the box is locked, the verifier does not learn the secret
at commitment time (we say the commitment is hiding). Nevertheless, the
prover can later choose to give to the verifier the key to the box to let him
learn the secret. Since the prover gave away the box, he cannot change his
mind about the secret after commitment time (we say the commitment is
binding). This simple primitive is surprisingly powerful and has applications
in countless cryptographic protocols.
The main goal of this project is constructing efficient commitments schemes
with strong security properties. In particular, here for the first time, secretsharing schemes are used to design commitments with homomorphic properties
(e.g. the sum of two commitments is a commitment to the sum of contained secrets) and low computational complexity in the Universal Composable security
model1 .
• The NMCodes Project. A non-malleable code is a coding scheme with the
following property: if an adversary modifies an encoding of a message, then he
can obtain only encodings of the same message or of a new message completely
unrelated with the original one. This assures that an adversary that tries to
tamper with encodings has no control on the effect of his action on the encoded
message. It is easy to see that if we don’t bound the power of the adversary,
non-malleable codes are impossible. Thus, the previous definition makes sense
if the adversary, in order to modify the encoding, is restricted to use functions
from a specific family F. In this case, we say that we have a non-malleable
code with respect to the family F.
Many of the known constructions of non-malleable codes use secret-sharing
schemes as one of the main building blocks. This project continues this line
1

Namely, the commitment scheme is proved to remain secure even when arbitrarily composed
with other protocols.

5
of research with the goal of improving on the efficiency of the previous constructions. In particular, I describe two new constructions that, using ad-hoc
secret-sharing schemes, decrease the asymptotic computation complexity of
non-malleable codes in the bit-wise independent tampering model. The latter
is a model where the tampering function family F coincides with the family
of vectorial functions in which each component does not depend on the others. Both constructions give rise to non-malleable codes with encoding and
decoding algorithms that have computational complexity linear in the inputlength. The constructions differ in the rate2 of the constructed codes and in
the building blocks used.
• The ZKBoo Project. Zero-knowledge protocols are cryptographic tools that
allow a prover to convince a verifier about the veridicity of a statement without
revealing any other information. Since their introduction late in the 80s, zeroknowledge protocols have found many applications in designing many different
cryptographic protocols. If we want to see these applications come alive in
the real world, the first necessary step is designing practically efficient zeroknowledge protocols that can be used to prove any general statement.
Motivated by this, my co-authors and I design a new protocol, called ZKBoo
(Zero-Knowledge for Boolean circuits) and we run experiments for evaluating
its concrete performance. Technically, the ZKBoo protocol is based on the
approach of Ishai et al. [IKOS07], which has been successfully used to design
asymptotically efficient zero-knowledge protocols. Their approach uses multiparty computation (MPC) protocols that rely on secret-sharing schemes; this
project gives a new interpretation of the former framework. In particular, the
MPC protocol is replaced by a new ad-hoc primitive (called function decomposition), which can be seen as a generalization of secret sharing based MPC
protocols. In the ZKBoo project, constructing a simple and efficient function
decomposition results in extremely fast zero-knowledge protocols.
As concerns the design of new secret-sharing schemes and motivated by their
applications, I focus mainly on the following two aspects:
• Efficiency. In this case, the main goal is providing explicit constructions of
secret-sharing schemes with good properties (e.g. high privacy threshold) and
low computational complexity. In particular, I want the algorithms implementing the scheme (the sharing phase and the reconstruction one) to be
efficient3 .
2

The rate of a coding scheme is the quotient of the length of the input message over the length
of its encoding.
3
Depending on the context, I consider asymptotic efficiency and/or practical efficiency.
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Moreover, I am interested in secret-sharing schemes with low communication
complexity. In fact, for specific schemes I study the relation between the secret
length and the total amount of data produced and sent in the sharing phase
(i.e. number of shares times their size).
• Security. A secret-sharing scheme assures security against an attacker who
tries to guess (or destroy) the original secret having access only to few shares.
Beside this simple security property (which is provided by any secret-sharing
scheme by definition), there are others that can be required in different settings. For example, motivated by the application to homomorphic commitments, I study the following setting: assume the sharing phase is executed
by some party (called dealer) which, after the computation, privately sends
the computed shares to other parties. If the dealer is corrupted, how can the
parties receiving the shares verify that the sharing phase was done correctly
without compromising the privacy property (i.e. each party wants to keep his
own share private)? Solutions to this question have already been proposed in
the literature and they are known as verifiable secret-sharing schemes; in this
dissertation I show a new way to construct a verifiable scheme which is very
efficient in terms of communication complexity.
Furthermore, motivated by direct applications of secret-sharing schemes (e.g.
access control, key backup and recovery, secure data storage systems, and
etc), I consider the setting where the secret-sharing scheme is implemented
by a proprietary code. In this case, I present the first study that investigates
the resistance of secret-sharing schemes against algorithm-substitution attacks.
The latter are attacks where the proprietary code implementing the secretsharing scheme is covertly manipulated in order to violate the privacy of the
users.

Structure of the dissertation
This dissertation is divided into two parts. Part I reviews the context and main
contributions of the papers which the thesis is based on; Part II collects the papers
themselves. Technical details are omitted from Part I in order to increase its readability. Indeed, Part I is self-contained and can be read without referring to Part II.
However, along all Part I explicit references to the papers contained in Part II are
provided for guidance. Standard knowledge of basic concepts from linear algebra
and probability theory is assumed.
Part I is further divided as follows: In Chapter 2 I recall the standard definition
of secret-sharing scheme and present my contributions in designing new schemes.
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Figure 1.1: Dependence structure of the chapters in Part I of this dissertation.
Moreover, in the last section of this chapter, I present a new construction of verifiable secret-sharing schemes and a study on the security of secret-sharing schemes
against algorithm-substitution attacks. Chapters 3–5 detail the results from the
three projects described before, and Chapter 6 concludes on the presented work.
Part II contains the following published papers and manuscripts4 :
• Paper I: “Compact VSS and Efficient Homomorphic UC Commitments.” Ivan
B. Damgård, Bernardo Machado David, Irene Giacomelli, and Jesper B. Nielsen.
Proc. of Asiacrypt 2014 [DDGN14a]. Included in Chapter 7.
• Paper II: “Additively Homomorphic UC Commitments with Optimal Amortized Overhead.” Ignacio Cascudo, Ivan B. Damgård, Bernardo Machado
David, Irene Giacomelli, Jesper B. Nielsen, and Roberto Trifiletti. Proc. of
Public Key Cryptography 2015 [CDD+ 15a]. Included in Chapter 8.
• Paper III: “Security of Linear Secret-Sharing Schemes Against Mass Surveillance.” Irene Giacomelli, Ruxandra F. Olimid, and Samuel Ranellucci. Proc.
of CANS 2015 [GOR15]. Included in Chapter 9.
• Paper IV: “Linear-Time Non-Malleable Codes in the Bit-Wise Independent
Tampering Model.” Ronald Cramer, Ivan B. Damgård, Nico Döttling, Irene
Giacomelli, and Chaoping Xing. IACR Cryptology ePrint Archive, report
2016/397 [CDD+ 16b]. Included in Chapter 10.
4

These works are included in Part II using their published versions with different formatting
and minor changes to better fit into this dissertation.
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• Paper V: “ZKBoo: Faster Zero-Knowledge for Boolean Circuits.” Irene Giacomelli, Jesper Madsen, and Claudio Orlandi. Proc. of Usenix Security Symposium 2016 [GMO16a]. Included in Chapter 11.

Part I (Overview)
Chapter
Chapter
Chapter
Chapter
Chapter
Chapter

1
2
3
4
5
6

(Introduction)
(Secret-Sharing Schemes)
(MiniCommit project)
(NMCodes project)
(ZKBoo project)
(Conclusion)

presents results from

−−−−−−−−−−−−→
−−−−−−−−−−−−→
−−−−−−−−−−−−→
−−−−−−−−−−−−→

Paper
Paper
Paper
Paper

I, II, II, and IV
I and II
IV
V

Part II (Publications)
Chapter
Chapter
Chapter
Chapter
Chapter

7 (Paper I)
8 (Paper II)
9 (Paper III)
10 (Paper IV)
11 (Paper V)

equivalent to

−−−−−−−−→
−−−−−−−−→
−−−−−−−−→
−−−−−−−−→
−−−−−−−−→

[DDGN14a]
[CDD+ 15a]
[GOR15]
[CDD+ 16b]
[GMO16a]

Table 1.1: Overview of the structure of this dissertation.

Chapter 2
Linear Secret-Sharing Schemes
This chapter formally introduces secret-sharing schemes and presents my contributions in designing new schemes with specific goals/applications.
Structure of the chapter: Section 2.1 contains the recap of notation that is used
throughout this chapter and all Part I of this dissertation. In Section 2.2, I recall the definition of secret-sharing scheme together with some classic constructions.
In section 2.3, first I give a brief overview of some of the existing connections between secret-sharing schemes and error-correcting codes and then I describe the
new secret-sharing scheme’s constructions presented in [CDD+ 15a] (Paper II) and
in [CDD+ 16b] (Paper IV). Finally, in Section 2.4 I study the security of secretsharing schemes in two specific settings: first in presence of a corrupted dealer and
then assuming that the scheme is implemented by a proprietary code. In the former
setting, I describe the efficient solution presented in [DDGN14a] (Paper I), while in
the latter setting I summarize the results of [GOR15] (Paper III).

2.1

Basic Notation

If A is a finite set, a ∈ An is a row vector of n components where each component
is in A. I denote with a[i] the i-th component of the vector a. I use 1-indexing,
meaning that a[1] is the first element and I write [n] = {1, 2, . . . , n}. Depending on
the context, I will also consider column vectors (e.g. the transpose of a, indicated
by a> , is a column vector). If A ⊆ [n], I will use πA to denote the projection that
outputs the components with indices in A, i.e. if A = {i1 , . . . , ia }, then πA (a) =
(a[i1 ], . . . , a[ia ]). The notation πk is a shorthand for π{1,...,k} . The notation |A|
indicate the size (cardinality) of the set A, while Ac indicates the complement set
of A (i.e. Ac = [n] \ A).
The symbol ei denotes the row vector whose i-th entry is 1 while all other entries
are 0 (the length of the vectors depends on the context).
Let F be a finite field. Given two vector a, b ∈ Fn , the component-wise product
is defined by
a ∗ b = (a[1]b[1], . . . , a[n]b[n]) ∈ Fn
9
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The tensor product is defined by
2

a ⊗ b = (a[1]b[1], . . . , a[n]b[n], a ⊗1 b, . . . , a ⊗n b) ∈ Fn

where a ⊗i b = (a[i]b[1], . . . , a[i]b[i − 1], a[i]b[i + 1], . . . a[i]b[n]).
If M is a m × n matrix over F and N is a n × k matrix over F, I will indicate with
M · N the usual matrix by matrix product. Given a vector a ∈ Fn , the Hamming
weight of a is defined by wt(a) = |{i ∈ [n] | a[i] 6= 0}|. The Hamming distance
between a, b ∈ Fn is defined as dist(a, b) = wt(a − b).
For a random variable X, the notation x ← X denotes that x is sampled randomly according to X. For a set A, a ← A denotes that a is sampled uniformly
at random from A. Given two random variables X and Y with finite range R, the
statistical distance between X and Y is defined as
1X
|Pr[X = i] − Pr[Y = i]|
SD(X, Y ) =
2 i∈R
Let X = (X1 , . . . , Xn ) be a random variable with range Rn and t be a positive integer
less or equal to n. We say that X is t-wise independent (respectively t-wise uniform)
if for any A = {i1 , . . . , it } ⊆ [n] and for any vector b = (b[1], . . . , b[t]) ∈ Rt , it holds
Q
that Pr[XA = b] = tj=1 Pr[Xij = bj ] (respectively XA has the uniform distribution
on Rt ).
A function (·) is called negligible if for every polynomial p there exists a constant
1
when x > c. Two families X = {Xk } and Y = {Yk }, k ∈
c such that (x) < p(x)
∗
{0, 1} of random variables are said to be statistically indistinguishable if there exists
a negligible function (·) such that for every k ∈ {0, 1}∗ , SD(Xk , Yk ) ≤ (|k|). They
are said to be computationally indistinguishable if for every efficient non-uniform
distinguisher D there exists a negligible function (·) such that for every k ∈ {0, 1}∗ ,
|P r[D(Xk ) = 1] − P r[D(Yk ) = 1]| ≤ (|k|).

2.2

Definitions and Background

A few different approaches to formally define a secret-sharing scheme can be found
in the current literature. Throughout this work, I will consider the algorithmic
approach [BC94, RB07]: the scheme is defined via two maps, the sharing algorithm,
that takes as input a secret, samples some randomness and generates the relative
shares and the reconstruction algorithm, that recomputes the original secret from
all the shares.
Definition 2.1 (Secret-Sharing Scheme). Let M and S be two finite sets. A secretsharing scheme with n shares for secrets in M is defined by a pair of algorithms
(Sh, Rec) such that
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• Sh : M → S n (sharing algorithm) is a randomized algorithm. That is, there
exists a finite set R such that Sh can be seen as a map from M × R to S n .
On input m ∈ M, the sharing algorithm samples r uniformly at random from
R and outputs the value Sh(m, r)1 ;
• Rec : S n → M ∪ {⊥} (reconstruction algorithm) is a deterministic algorithm
such that Pr[Rec(Sh(m)) = m] = 1 for all m ∈ M. The probability is taken
over the randomness of the algorithm Sh.
If s ← Sh(m) (s is sample randomly according to Sh(m)), then s is called share
vector for the secret m and the component s[i] is called i-th share. A subset A ⊆ [n]
is called unqualified if for any m, m0 ∈ M, the random variables πA (Sh(m)) and
πA (Sh(m0 )) have the same distributions, that is for any a ∈ S |A| it holds that
Pr[πA (Sh(m)) = a] = Pr[πA (Sh(m0 )) = a]
A subset B is called qualified if there exists an algorithm RecB : S |B| → M such
that for all m ∈ M


Pr[RecB πB (Sh(m)) = m] = 1
Notice that the set [n] is always qualified by definition.
Given two positive integers t and r (with 1 ≤ t < r < n), if any subset A ⊂ [n]
with |A| = t is unqualified, then we say that the secret-sharing scheme has t-privacy.
If any subset B ⊆ [n] with |B| = r is qualified, then we say that the scheme has
r-reconstruction. A secret-sharing scheme with t-privacy and r-reconstruction is
called threshold if r = t + 1 and ramp (or almost-threshold) otherwise.
In this dissertation, I will focus my attention on linear schemes, namely schemes
which are defined by a sharing algorithm that is a linear map. More precisely, we
have the following definition.
Definition 2.2 (LSSS). Let F be a finite field. A secret-sharing scheme (Sh, Rec)
is called linear if M, R and S are vector spaces over F and Sh : M × R → S n is a
linear map.
The family of LSSSs is wide, the large majority of the known constructions
fall under this category. In fact, the former is the category of two of the most
well-known examples of secret-sharing scheme: the additive scheme and Shamir’s
scheme [Sha79].
Example 2.1 (Additive secret-sharing scheme). In order to share a secret m ∈ F
P
in n shares, choose random values s1 , . . . , sn in F such that ni=1 si = m. The i-th
share is the value si . The reconstruction algorithm simply needs to sum together all
the n shares. Clearly, this scheme has (n − 1)-privacy but no partial set of shares is
qualified.
1

Notice that for any m ∈ M, Sh(m) is a random variable with range S n .
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Example 2.2 (Shamir’s secret-sharing scheme). Let {α1 , . . . , αn } be a sets of distinct non-zero elements of F. To share the secret m ∈ F, sample a polynomial
f (x) ∈ F[x] of degree at most t (t < n) such that f (0) = m and define the i-th
share si as the value f (αi ). The reconstruction algorithm is based on Lagrange’s
interpolation theorem: For any set of d + 1 distinct points x0 , . . . , xd and d + 1
values y0 , . . . , yd in a field F, there exists a unique polynomial g(x) ∈ F[x] of degree
at most d such that g(xi ) = yi for all i = 0, . . . , d (see Section 3.2 in [CDN15] for
more details).
In particular, the reconstruction algorithm works in the following way: consider
x − αj
Q
and their evaluation in zero, ri = gi (0);
the public polynomials gi (x) = j6=i
αi − αj
it can be easily proved2 that
f (x) =

n
X

f (αi )gi (x)

i=1

Thus, the reconstruction algorithm can compute the original secret m from the
P
shares as ni=1 si ri . This method can be used in a similar way with any set of at
least t + 1 shares. Thus, Shamir’s scheme has (t + 1)-reconstruction. On the other
hand, given a set A of only t shares, for any possible secret there is exactly one
polynomial consistent with it and with the given shares3 . That is, for any a ∈ Ft
and m ∈ F it holds that Pr[πA (Sh(m)) = a] = |F|1 t . Thus, Shamir’s scheme has
t-privacy. In particular, this scheme is a threshold scheme.
Both the aforementioned examples can be seen as particular cases of the following
general construction.
Example 2.3 (Monotone Span Program (MSP)). Let M be a n × m matrix with
entries in F (m > k) such that the rows of M span the vectors4 {e1 , . . . , ek } ⊆ Fm .
The row number i of M is denoted by mi and, if A is a subset of [n], then MA denotes
the matrix consisting of rows mi . Define the secret-sharing scheme (ShM , RecM ) in
the following way. To share m ∈ Fk (row vector):
1. Sample f ← Fm (column vector) such that πk (f ) = m> ;
2. Compute s = M · f ;
3. Output s> (row vector).
2

A polynomial on F of degree at most d is uniquely defined by its evaluation in d + 1 points.
Thus, if two polynomials of degree at most d coincide in at least d + 1 points, they are the same
polynomial.
3
The set set of the share plus the secret forms a set of t + 1 evaluations for a polynomial of
degree at most t.
4
The symbol ei indicates the vector with all zero entries except for the i-th entry which is a 1.
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Notice that since ei ∈ Im(M > ) for i = 1, . . . , k, there exist a row vectors ui ∈ Fn
such that ui · M = ei . If we define R the k × n matrix whose i-th row is ui , then
the reconstruction algorithm on input s ∈ Fn (the share vector) can compute the
original secret as m = (R · s)> . More in general, it is possible to prove that B is
qualified if and only if there exist k row vectors of |B| components {uB,1 , . . . , uB,k }
(reconstruction vectors) such that uB,j · MB = ej for all j ∈ [k]. On the other
hand, A is unqualified if and only if there exist k column vectors of m components
{wA,j , . . . , wA,k } (sweeping vectors) such that wA,j ∈ ker(MA ) and πk (wA,j ) = e>
j
for all j ∈ [k]. To have an idea about the argument behind this latter equivalence,
observe that the existence of the vectors wA,j induces a bijection5 between any pair
of sets of the form Fm = {f ∈ Fm | πk (f ) = m> and πA (M · f ) = a> } (the vector a
is fixed in F|A| ). In particular, these sets have all the same size and it holds that
Pr[πA (ShM (m)) = a] =

|Fm0 |
|Fm |
= m = Pr[πA (ShM (m0 )) = a]
m
|F |
|F |

for any m, m0 ∈ Fk .
Notice that, the last example (MSP), introduced by Brickell in 1989 [Bri89] and
then generalized by Karchmer and Wigderson in 1993 [KW93], can be used to model
any LSSS. For example, the additive scheme can be defined by the n × n matrix
P
with the following n rows: mi = ei+1 for i = 1, . . . , n − 1 and mn = e1 − n−1
i=1 mi .
Shamir’s scheme can be obtained using the n × (t + 1) matrix V where the row
vi is the vector (1, αi , . . . , αit ). In fact, multiplication by V evaluates a random
polynomial on the point αi , . . . , αn (i.e. f (αi ) = vi · f where f = (m, β1 , . . . , βt )>
P
and f (x) = m + ti=1 βi xi ).
For this reason, the MSP notation is often taken as definition of LSSS (see Paper
I, II and III).

Operations between shared values
Consider a LSSS (Sh, Rec), it follows from the definition that addition and multiplication by scalar are well defined operations for share vectors. Namely,
Sh(m, r) + Sh(m0 , r0 ) = Sh(m + m0 , r + r0 )
α · Sh(m0 , r) = Sh(α · m, α · r)
for all m, m0 ∈ Fk and α ∈ F. In particular, we can compute the i-th share of the
vector m + m0 simply adding the i-th shares of two secrets m and m0 . A similar
property holds for the shares of α · m. These are very useful properties for many
5

The bijection from Fm1 to Fm2 is defined by f 7→ f +

Pk

i=1 (m2 [i]

− m1 [i]) · wA,i
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applications of secret-sharing schemes (e.g. multi-party computation protocols and
homomorphic commitments).
Unfortunately, for other operations the situation is more complicated. To study
the case of component-wise multiplication, it is very convenient to adopt the MSP
notation (Example 2.3). If the LSSS (Sh, Rec) is represented by the matrix M ,
c , whose i-th row is the vector m ⊗ m . Clearly M
c
we can consider the matrix M
i
i
has n rows and m2 columns and for any column vectors f , f 0 ∈ Fm it holds that
c · (f ⊗ f 0 ). On the other side, in general it is not true that
(M · f ) ∗ (M · f 0 ) = M
c
M defines a LSSS. Indeed, the condition necessary to assure the existence of a
c > )) does not hold for any M
c . For
reconstruction algorithm (i.e. {e1 . . . , ek } ⊆ Im(M
this reason, we consider the following definition:
Definition 2.3 (Multiplicative LSSS [CDM00]). We say that the LSSS (ShM , RecM )
has the multiplication property (or that the scheme is multiplicative) if the vectors
c (i.e. (Sh , Rec ) is a LSSS).
{e1 . . . , ek } are contained in the span of the rows of M
b
b
M
M
In this case, we have that
ShM (m, f ) ∗ ShM (m0 , f 0 ) = ShMb (m ∗ m0 , f ⊗ f 0 )
Namely, the product of the shares of m and m0 computed via the algorithm ShM
gives the shares of the product m ∗ m0 computed via the algorithm ShMb .
We say that (ShM , RecM ) has the t-strong multiplication property if the scheme
has t-privacy and (ShMb , RecMb ) is a LSSS with (n − t)-reconstruction.
Example 2.4. It is easy to see that for Shamir’s scheme the following hold: if t < n2 ,
the scheme has the multiplication property; if t < n3 , the scheme has the t-strong
multiplication property. On the other hand, the additive secret-sharing scheme is
not multiplicative.

Efficiency
Clearly, we are interested in efficient secret-sharing schemes; in particular, if a secretsharing scheme is used as part of a construction realising another primitive (e.g.
commitments or non-malleable codes), the efficiency of the final construction can
be influenced by the efficiency of the secret-sharing scheme used. To evaluate the
performance of a LSSS, we consider the following parameters.
• Communication efficiency: we define rate the quotient of the length of the
message m over the length of its share vector Sh(m). That is, if Sh : Fk →
k
(F` )n , we have that the rate is the positive real number given by ρ = n`
. It is
known that if the scheme has t-privacy and r-reconstruction, then k ≤ (r − t)`
and ρ < 1.
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• Computational efficiency: this refers to the computational complexity6 of the
two algorithms defining the scheme, Sh and Rec. In the following, I will call
linear-time any LSSS for which both Sh and Rec have computational complexity linear in the number of the shares.
Notice that any LSSS for which we explicitly know the corresponding n × m matrix M (Example 2.3) has computational complexity at most O(n·m). Indeed we can
use a matrix-times-vector multiplication algorithm both to share and to reconstruct.
There are not many known secret-sharing schemes that computationally performs
better than this. The additive scheme (Example 2.1) has complexity O(n) but no
reconstruction property. Shamir’s scheme has complexity O(n · polylog(n)) because
the polynomial evaluations needed to share and to reconstruct can be computed via
the FFT (Fast Fourier Transform) algorithm.
The first near-threshold7 secret-sharing scheme with linear-time sharing algorithm was constructed by Druk and Ishai in [DI14]. The construction follows
Massey’s strategy I will recall in the next section (i.e. the privacy parameter is
derived by the minimum distance of the dual code) and uses ad-hoc linear-time
encodable codes constructed in the same work. The secret-sharing scheme obtained
has the limitation of being able to share only bits (i.e. M = {0, 1}) and has reconstruction algorithm with quadratic complexity.
Recently, Cramer et al. design the first linear-time LSSS for secrets longer than
one bit using a construction based on a combination of suitable linear error-correcting
codes and universal hash functions [CDD+ 15b]. The scheme proposed in [CDD+ 15b]
is near-threshold and constant-rate, but is obtained via a Monte-Carlo construction.
For practical purposes and security reasons, in this thesis I am interested only in
deterministic constructions8 .
In general, the natural question to ask for LSSSs is if we can achieve optimal
efficiency properties (e.g. linear-time and rate approaching 1) together with necessary structural properties (e.g. multiplication, threshold structure, high privacy
parameter, etc.) with deterministic construction. Answers to this question in specific settings9 can be found in Paper II and Paper IV. I summarize the proposed
constructions in the following section.
The computational complexity of an algorithm that takes as input a value from Fm is the
number of field elementary operations that the algorithm executes to compute the output.
7
In a near-threshold scheme, we have (τ n)-privacy and (σn)-reconstruction where τ and σ can
be chosen as close as we want (0 < τ < σ < 1, n is the number of shares).
8
If the secret-sharing scheme is given by a randomized construction, then we need to assure the
presence of a trusted party that carries out the construction.
9
Each setting considers the properties that were necessary for the investigated application (e.g.
commitments or non-malleable codes).
6
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Constructions from Linear ECC

In the literature about secret-sharing, an interesting line of works regards the strong
connection between secret-sharing scheme and error-correcting codes. The latter
are mathematical models for reliable transmission of data across noisy channels
and have many important applications in today’s technologies, from deep-space
communication to consumer electronics. Coding theory is an active field of study
by itself, and it is well known [Mas95] that there are several topics in cryptography
to which the well-developed techniques and results of coding theory can be fruitfully
applied. One of these is secret-sharing schemes, as we will see afterwards.
Linear codes are a large family of error-correcting codes defined as follows.
Definition 2.4 (linear ECC). A linear error-correcting code C with parameters
[n, k, d] is a vector subspace of Fn of dimension k such that for any c ∈ C with c 6= 0
it holds that wt(c) ≥ d. The integer d is called minimum distance (dist(C)) of the
code and n is its length.
Given a linear code C = [n, k, d], we will call encoding algorithm any deterministic
algorithm Enc that maps vectors of Fk in C. Notice the following property:
Remark 2.1. If A ⊂ [n] of size n − d + 1, then for any vector a ∈ Fn−d+1 , there
exists at most codeword c ∈ C such that πA (c) = a.
I will call erasure-correction algorithm any algorithm that on input a ∈ Fn−d+1
outputs the unique codeword c (if exists, otherwise it outputs ⊥).
Any k × n matrix whose rows form a basis for C, as a linear subspace of Fn , is called
a generator matrix. If G is a generator matrix for the code C = [n, k, d], then we
have rk(G) = k (i.e. the matrix G has full rank) and
v ∈ C ⇐⇒ ∃ u ∈ Fk such that v = u · G
The set C ⊥ = {v ∈ Fn | v · c = 0 ∀ c ∈ C} is called dual code. Notice that C ⊥ is
linear code of dimension n − k and length n.
The existence of relations between secret-sharing schemes and error-correcting
codes has been know since the 80s. In 1981, McEliece and Sarwate [MS81] reformulated Shamir’s scheme in terms of linear ECC10 and used the error-correcting
property to show that Shamir’s scheme is robust: the original secret can be reconstructed for the entire set of the shares even when few of them (namely less
than a third) are faulty. In 1993, Massey [Mas93, Mas95] established the general
relationship between linear ECC and LSSS.
10

In particular, McEliece and Sarwate proved the equivalence between Shamir’s scheme and
Reed-Solomon codes, a very well-known family of ECC.
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Example 2.5 (Massey’s construction). Given a linear ECC C of parameters [n +
1, k, d] with d > 1, to share the vector m ∈ F proceed as follows:
1. Sample c ← C such that π1 (c) = m;
2. Define s = π{2,...,n+1} (c);
3. Output s (the share vector).
To reconstruct from s, simply use an erasure-correction algorithm to find the codeword c; the secret is the first component of the codeword. It is possible to prove
that if dist(C) ≥ n − r + 2, then the scheme has r-reconstruction; if dist(C ⊥ ) ≥ t + 2,
then the scheme has t-privacy (see Theorem 1 in [CCG+ 07]).
The coding theoretic approach introduced by Massey was used and generalised
in many successive works (e.g. [NN05, CC06, CCG+ 07, CCCX09]) with different
goals (e.g. verifiability, multiplication property, unbound number of shares, etc).
Although very fruitful in general, when the focus is on the computational efficiency,
Massey’s construction can have the following downside: the secret-sharing scheme
inherits the underlying code’s complexity, so in order to have an efficient (e.g. lineartime) scheme, we need to use efficient linear ECC (e.g. linear-time encodable and
(erasure) decodable codes) On the other side, if we want to have an estimate of the
privacy parameter, then we are forced to use code with a good dual code (i.e. a dual
code with high minimum distance) and none of the known efficient codes has this
extra property about the dual.
For this reason, in order to construct efficient secret-sharing scheme with privacy,
we needed to take new approaches, as the one I describe in the next sections.

2.3.1

Encode-then-Split Construction, (ShC,u , RecC,u ):

Paper II contains a new construction of secret-sharing schemes from linear ECCs
that has the advantage of assuring privacy for (some known and explicit) big sets of
shares without requiring any specific property from the dual of the underlying code.
This scheme was designed to fit the construction of linear-time commitments in the
UC model presented in the same paper (MiniCommit project, Chapter 3).
Let C be a linear code with parameters [n, k, d] over the field F and u ≥ 2 be
a fixed integer. We will indicate with Enc an encoding algorithm of C. The new
secret-sharing scheme (ShC,u , RecC,u ) is defined as follows. To share m ∈ Fk :
1. Compute the codeword v = Enc(m);
2. Share each component of v into u shares using the additive secret-sharing
P
scheme. More explicitly, take random vectors v1 , . . . , vu such that ui=1 vi = v;
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3. Define the share vector as s = (v1 [1], . . . , vu [1], v1 [2], . . . , vu [2], . . . , v1 [n], . . . , vu [n]).
Output s.

The reconstruction algorithm RecC,u is defined in the natural way: first it reconstructs each element of v summing up each u successive components of s and then
decodes v into the original message m.
Notice that (ShC,u , RecC,u ) is a scheme with un shares and for every j ∈ [n]
consider the set:
Tj = {(j − 1)u + 1, (j − 1)u + 2, . . . , (j − 1)u + u − 1, ju}
(e.g. if u = 2, then T1 = {1, 2}, T2 = {3, 4}, . . . , Tn = {n − 1, n}).
The following holds:
• Any subset A ⊆ [un] such that |A ∩ Tj | ≤ u − 1 for all j ∈ [n] is unqualified for
the scheme (ShC,u , RecC,u ); this follows simply by the (u − 1)-privacy property
of the additive secret-sharing scheme used to share each component of the
codeword v.
• If B ⊆ [un] satisfies B ∩ Tj = Tj for at least n − (d − 1) indices j, then it is a
qualified set for (ShC,u , RecC,u ); this follows from the fact that the code used to
encode m in the first step has minimum distance d. In particular, n − (d − 1)
components of a codeword are sufficient to reconstruct the entire codeword v
(Remark 2.1); once we have v, we can decode and compute m.
Thus, the main advantage of this construction in comparison with Massey’s one is
that now we explicitly know some of the unqualified sets for the resulting LSSS
without looking at the dual code of C. Indeed, this construction it is very flexible
and can be based on any linear ECC.
Finally, notice that the complexity of the scheme (ShC,u , RecC,u ) is almost equivalent to the complexity of the underlying code C. This has a double positive consequence: 1) this construction can achieve good asymptotic computational complexity (e.g. linear-time) if based on asymptotically efficient codes (for example the
linear-time encodable/decodable codes from [GI05]), 2) it also can have an very low
complexity in practice if instantiated using a practical ECC (e.g. BCH codes).
In sum, the encode-then-split construction explained here provides a way to
construct efficient (both asymptotically and in practice) LSSSs with explicit families
of qualified and unqualified sets from generic ECCs. I will show in Section 3.4 how
to use this construction to design efficient commitment schemes in the UC model.
Discussion (multiplication property): It is possible to generalize the construction of (ShC,u , RecC,u ) substituting the additive sharing with the sharing algorithms
of any LSSS with u shares and t-privacy. In this case we will have the same property
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Enc(m) = v[1], v[2], . . . , v[n]
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= v1 [1], v1 [2], . . . , v1 [n] + v2 [1], v2 [2], . . . , v2 [n]



⇓


Sh(m) = v1 [1], v2 [1], v1 [2], v2 [2], . . . , v1 [n], v2 [n]



Figure 2.1: Illustration of ShC,u for u = 2.
as before for qualified sets and we will have that any subset A such that |A ∩ Tj | ≤ t
for all j ∈ [n] is unqualified. This generalization is interesting because I believe
that it allows to obtain extra properties for (ShC,u , RecC,u ) in terms of the analogous properties of the scheme with u shares and of properties of C. For example, it
can be shown that the sharing scheme (ShC,u , RecC,u ) as presented here has not the
multiplicative property (Definition 2.3) because the additive sharing scheme doesn’t
have it. Substituting the latter with a sharing scheme with strong multiplication
property is the first natural step in order to have a final scheme (ShC,u , RecC,u ) that
also has it. Moreover, also extra conditions on C are needed. My intuition, which
still needs to be formally verified, suggests using a code with a square code11 that
has a distance d = Θ(n). More in general, finding which conditions on C and on
the component-wise sharing scheme are sufficient to have a final scheme with strong
multiplication property is an open problem with interesting applications. In particular, such a scheme will imply linear-time and fully homomorphic UC commitments
(see Section 3.4).
For some applications (e.g. non-malleable codes), knowing explicit unqualified
sets is not sufficient. What we need, instead, is having an explicit privacy threshold
t: that is, we require that all set of size less than or equal to t are unqualified. In the
next two sections, I show two different constructions of linear-time secret-sharing
schemes that achieve the former property. Both constructions are introduced in
Paper IV and are used in the NMCodes project (Chapter 4), whose goal is improving the efficiency of non-malleable codes constructions based on secret-sharing
schemes. Since in the NMCodes project we are interested both in computational
and communication efficiency, the linear-time requirement of the underlying scheme
goes together with the condition of having good rate. The first of the two construcIf C is a code in Fn , his square code is defined as the linear subspace of Fn generated by all
the possible vectors of the form v ∗ w with v, w ∈ C.
11

20

Chapter 2. Linear Secret-Sharing Schemes

tions presented in the following achieves only constant rate, instead the second one
improves on the former and achieves rate approaching 1.

2.3.2

Constant-Rate Construction, (Sh1 , Rec1 ):

Here I recall the deterministic construction of linear-time LSSSs with large privacy
parameter and constant-rate presented in Paper IV. The construction is based on
linear ECCs and the following observation.
Remark 2.2. Let (Sh, Rec) be a secret-sharing scheme. A set A is unqualified if
and only if the map s → (Rec(s), πA (s)) is surjective.
Before defining the new secret-sharing scheme, let me explain the high-level idea
of the construction. Let C be an [k, n, d]-code with generator matrix G. Since G
generates a code of distance d, if we remove d − 1 columns from G we still have a
full-rank matrix (rank k). This implies that if A ⊆ [n] is a set of cardinality d − 1,
then the map s → (s · G> , sA ) is surjective. This simple observation together with
Remark 2.2 imply that the map s → s · G> is a good candidate as reconstruction
algorithm of a secret-sharing scheme with (d − 1)-privacy. Now, to be able to define
the scheme, we need also the sharing algorithm; in other words, we need to “invert”
the aforementioned map. The inversion can be implemented easily if we assume
that G = (Ik , M ) where12 Ik is the k × k identity matrix (systematic form of the
code). Indeed, in this case on input m the sharing algorithm can simply sample x0
uniformly at random, then compute x00 = m − x0 · M > and output s = (x00 , x0 ).
Formally, given a [k, n, d]-code with generator matrix G = (Ik , M ), I define a new
secret-sharing scheme (Sh1 , Rec1 ) via the following instructions. To share m ∈ Fk :
1. Sample x0 uniformly at random and compute x00 = m − x0 · M > ;
2. Define the share vector s = (x00 , x0 ) and output it.
The reconstruction algorithm on input s computes the original message via the
formula m = s · G> .
As explained before, it can be proved that the scheme (Sh1 , Rec1 ) has (d − 1)privacy (see Lemma 10.4). Moreover, it is possible to show that this secret-sharing
scheme has the same complexity13 of the map u 7→ u · G.
Thus, instantiating the above construction with an ad-hoc linear-time encodable
code provides with a LSSS with the required properties: constant-rate, linear-time
12

With the notation (Ik , M ) we indicate that we append the columns of M to the ones of the
k × k identity matrix Ik .
13
The transposition principle (or Tellegen’s Theorem [Tel52], see Appendix 10.5) roughly says
that for any matrix M the multiplication by M > has almost exactly the same complexity as the
multiplication by M .
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and large privacy parameter. In particular, Paper IV shows that a family of linear
codes with the required property can be easily derived from a linear-time encodable
code family proposed in [DI14]. The final result is the following (Corollary 10.5):
For any δ ∈ (0, 1), there exist a constant ` such that we have a lineartime secret-sharing scheme (Sh1 , Rec1 ) with Sh1 : Fk → (F` )m , m = Θ(k)
and (δm)-privacy.

2.3.3

Optimal-Rate Construction, (Sh2 , Rec2 ):

Here I recall the second construction of secret-sharing schemes presented in Paper
IV. The constructed scheme is linear-time again, but with stronger properties regarding the rate and the privacy. Namely, the rate is approaching 1 and any t shares
are uniformly and independently distributed over the share-space (t-uniformity).
These features are achieved by combining results on t-wise independence generators and constant-rate secret-sharing schemes14 . A t-wise independence generator
0
Gen : Fk → Fk is a deterministic algorithm that expands a short random seed in
a longer t-wise uniform vector. The construction of the new scheme (Sh2 , Rec2 ) is
very simple: to share a secret m ∈ Fk
0

1. Sample x ← Fk uniformly at random;
2. Compute m + Gen(x);
3. Compute Sh1 (x);
4. Output (m + Gen(x), Sh1 (x)).
The reconstruction is defined in the natural way to invert the above procedure. Instantiating this construction with the independence generator constructed in Paper
IV (Lemma 10.20)15 leads to the following result (Lemma 10.10):
For any  ∈ (0, 1), there exists a linear-time secret-sharing scheme (Sh2 , Rec2 )
with Sh2 : Fk → Fn , n = k + o(k), t-uniformity and t = Ω(k 1− ).
14

For example, we can use the scheme obtained with the constant-rate construction of Section
2.3.2.
15
In Appendix 10.5 (Lemma 10.20) we provide a independence generator with seed-length and
independence sub-linear in the output length. Moreover the proposed independence generator has
computational complexity linear in the seed-length.
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Security of Secret-Sharing Schemes

For simplicity, assume that we have a ramp secret-sharing scheme with n shares,
t-privacy and r-reconstruction. The definition of secret-sharing scheme given in
Section 2.2 (Definition 2.1) assures two simple security properties: 1) an adversary
with passive access (only reading) to only t share has no chance of guessing the
original secret, 2) an adversary that deletes at most n − r shares can not destroy
the original secret. These two features are fundamental to successfully solve the
problem that motivated the introduction of secret-sharing schemes (i.e. secure data
storage), but they are not sufficient in more complex settings.
For example, assume that the party holding the secret (the dealer), after having
computed the shares, privately sends them to other parties (one share for each
party), instead of storing them in physical locations. Now, in order to reconstruct
the dealer needs to ask back to the parties the shares they received. What does
it happen if some of the parties holding the share are dishonest and send back
faulty shares? The papers [RB89, CPS99, CDF01, CFOR12, CDD+ 15b] consider
this setting and provide secret-sharing schemes in which it is possible to reconstruct
the original secret even in presence of faulty shares (robust secret-sharing schemes).
In this section, I consider other two settings: sharing in presence of a corrupted
dealer and sharing implemented by a property code.

2.4.1

Verifiable Secret-Sharing Schemes

Consider again the setting explained before: namely we have n + 1 parties in total:
a dealer plus n share-holders {P1 , . . . , Pn }. Given a secret-sharing scheme (Sh, Rec),
the dealer runs the sharing algorithm to compute the shares and then he privately
sends the i-th share to the party Pi . If we assume that the dealer is corruptible,
then nothing assures that he actually follows the instructions defining the algorithm
Sh.
For example, in Shamir’s scheme (Example 2.2) with t = 1 and n = 3, an honest
dealer shares the secret m ∈ F taking a random line f (a polynomial of degree 1)
that in zero passes by m and computing f (αi ) = s[i] for i = 1, 2, 3 (where α1 , α2 , α3
are three different non-zero elements in F). Instead, a dishonest dealer could decide
to send to P1 and P2 the values s[1] and s[2] respectively, and to P3 the value s̃[3]
computed as the evaluation in α3 of the line passing by (α2 , s[2]) and (0, m̃), with
m̃ 6= m (see Figure 2.2). In this case, in the reconstruction phase, the set of shareholders {P1 , P2 } reconstructs the value m, while {P2 , P3 } reconstructs the different
value m̃. For P2 there is not a well-defined secret! Clearly, this could cause security
problems for the scheme itself and for all its applications.
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Figure 2.2: Dishonest dealer in Shamir’s scheme n = 3, t = 1.
To avoid this situation the following primitive was introduced by Chor et al.
[CGMA85]: a Verifiable Secret-Sharing (VSS) scheme is a secret-sharing scheme
where the dealer distributes shares of a secret to the parties P1 , . . . , Pn in such a
way that the parties can perform some verification on the received shares. If the
verification is successful, then the honest parties are guaranteed to get consistent
shares of a well-defined secret or agree that the dealer cheated. That is, in a VSS
scheme together with the usual privacy property, there is a strengthen reconstruction
property. Each set of honest share-holders qualified to reconstruct, reconstructs the
same secret.
All constructions of VSS schemes we know of are schemes that start from a
regular secret-sharing scheme and add verifiability on top. For example, see [GRR98]
for a partial list of VSS schemes based on Shamir’s scheme. In general, in order
to add verifiability, we have to allow interaction between all the n + 1 parties.
The amount of interaction needed depends on the model for communication that
is assumed. If we assume that the dealer has a broadcast channel, then a single
message from the dealer can suffice (non-interactive VSS [BDOX16]). On the other
side, in this case, the security needs to be based on computational assumptions.
In this section, I consider the model where there are secure point-to-point channels between all pairs of parties, namely the same model considered by [CDM00]. In
the former work, Cramer et al. show how to convert any linear secret-sharing scheme
to a verifiable one when the message space of the original linear scheme coincides
with the base field (i.e. secrets of length 1). This result can be generalized to any
secret-sharing scheme [CDD00], but in this case the VSS scheme obtained has only
statistical security and several rounds of interaction.
Paper I introduces a new construction that generalizes and combines the ideas
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from [FY92] (where Shamir’s scheme is modified in order to share secret longer than
just one field element) and from [BGW88] (which uses bivariate polynomials to add
verifiability to the classic Shamir’s scheme). In particular, the new VSS scheme
ΠVSS can be based on any linear secret-sharing scheme (ShM , RecM ) for which we
know the relative n × m matrix M (Example 2.3)16 Namely, as in [CDM00], we are
going to use the MSP notation to represent the underlying LSSS. Remember that I
indicate with mi the i-th row of M .
The protocol ΠVSS id defined by the following instruction:
Input (for the dealer): a set of k secret s1 , . . . , sk ∈ Fk
1. The dealer samples uniformly at random an m × m matrix F with columns
f i ∈ Fm such that πk (f i ) = s>
i for any i = 1, . . . , k (m is the number of columns
in M ).
2. For any i = 1, . . . , n, the dealer computes the column vector hi = F · mi> and
the row vector gi = mi · F. He sends them to Pi .
3. Each player Pj sends gj · mi> to Pi , for i = 1, . . . , n.
4. Each Pi checks, for j = 1, . . . , n, that mj · hi equals the value received from
Pj . He broadcasts accept if all checks are satisfied, otherwise he broadcasts
reject.
5. If all parties said accept, then each Pj stores gj [i] as his share of si , for i =
1, . . . , k. Otherwise the protocol aborts.
Notice that ΠVSS as presented here (and in Paper I) is not a full-blown VSS
scheme, as it aborts as soon as anyone complains, but this it is all we need for
the application presented in the following: homomorphic commitments. Secondly,
I briefly analyse the correctness and security of the protocol ΠVSS (see Section 7.3
for more details).
• (Correctness) If all n + 1 parties are honest and follow the protocol, ΠVSS does
not abort. Indeed, it is trivial to verify that the relation
mj · hi = gj · mi>

(2.1)

holds for all i, j ∈ [n].
Moreover, the share gj [i] held by the player Pj for the secret si is equal to
the j-th component of the output of ShM (si , f i ). That is, the protocol ΠVSS
produces shares that are valid in the original scheme.
16

In Paper I only ramp LSSSs are considered as underlying scheme of ΠVSS , but the generalization to any LSSS is straightforward.
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• (Privacy)17 If the dealer is honest and A is an unqualified set for the original
scheme (ShM , RecM ), then it is possible to prove that the joint distribution
of the vectors (gi )i∈A = MA · F and (hi )i∈A = F · MA> doesn’t depend of the
secrets shared.
This statement is proved using the sweeping vectors {wA,j , . . . , wA,k } corresponding to the set A (Example 2.3) and simple linear algebra tools. In
particular, these vectors are used to construct a bijective maps between any
pair of set of matrices the form
Fs1 ,...,sk = {F | πk (f i ) = si and MA · F = G, F · MA> = H}
(the matrices G and H are fixed). The existence of the map proves the all
these sets have the same size. Therefore, {gi }i∈A and {hi }i∈A have the same
distribution for any set of input secrets because
Pr[(gi )i∈A = G and (hi )i∈A = H | s1 , . . . , sk ] =

|Fs1 ,...,sk |
|Fm2 |

• (Verifiable Reconstruction) Assume that there is at least one set B of honest
player that is qualified to reconstruct. In this case, we can prove that the
success of ΠVSS (no player rejects) is a sufficient condition for the existence
of vectors s01 , · · · , s0k with the following property. The shares received by an
honest party from the (possibly dishonest) dealer during the execution of ΠVSS
are valid shares for s01 , · · · , s0k . Namely, independently of the strategy of the
dealer, there exist well-defined secrets that are consistent with the shares of
honest parties.
For details about the proof see Lemma 7.5. The high level idea is simple:
define the vectors s01 , · · · , s0k using the reconstruction vectors associated to the
set B (Example 2.3) and then use (2.1) to prove the consistency of the shares
received by the other honest parties.
Complexity. The fact that in only one execution of the protocol ΠVSS the shares
of k secrets are simultaneously computed allows to add verifiability to the original
LSSS (ShM , RecM ) without compromising efficiency.
In particular, as regards the communication complexity we have the situation described by Table 2.1. In particular, if n = Θ(k) (constant-rate LSSS), then the
amount of communicated field elements per shared field element is constant also
when the sharing is done via the protocol ΠVSS .
17

Notice that, since ΠVSS shares k secrets in one execution, the privacy property can be stated
in an extended form which also guarantees that making public any linear combination of the shared
secrets doesn’t reveal extra info on the individual secrets (see Lemma 10.1).
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ShM
ΠVSS

Field elements in input Field elements sent
k
n
k2
2nm + n(n − 1)

Table 2.1: Communication complexity of the protocol ΠVSS in comparison with the
one the sharing algorithm of the underlying LSSS (ShM , RecM ).

Similar observation holds for the computational complexity of the algorithm run by
the dealer. In a standard LSSS, the dealer run once the sharing algorithm to share
1 vector in Fk . In the protocol ΠVSS , the dealer basically run 2m = Θ(k) times the
sharing algorithm to compute the shares of k vectors in Fk (the gi ’s vectors) and
the auxiliary information need for verification (the hi ’s vectors). Indeed, it is easy
to see that computing the vectors gi ’s corresponds to run m instances of the sharing
algorithm:
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M · f M · f2 . . .
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=M ·F =
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.







Moreover, since hi> = mi · F > , the vectors hi ’s can be computed with other m
instances of the sharing algorithm.

2.4.2

Algorithm-Substitution Attacks

In Paper III, my co-authors and I investigate for the first time in the literature the
resistance of LSSSs to Algorithm-Substitution Attacks (ASAs). This kind of attack
can be preformed in all those situations where the sharing algorithm is implemented
by a property code, instead of by a public one. In this case, an adversary could
subvert the algorithm without be noticed and thus covertly violate the privacy
of some users of the proprietary code (e.g. the dealer). To exemplify, consider
the scenario of a secure storage systems that use secret sharing to assure data
confidentiality and availability. A client-side application runs a sharing algorithm to
split data in share that are privately sent to a set of independent storage locations.
Now, suppose an undetectable ASA replaces the client-side application code with a
subverted version that allows reconstruction from an unqualified sets of shares; if the
adversary performing the attack is a storage provider, then it can break the privacy
property using the shares stored on its own servers; if the adversary is an outsider,
it can reconstruct the secret by only breaking into few storage nodes, independently
of the fact that they are a qualified set for the original secret-sharing scheme.
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In Paper III, two different results are presented:
• First, my co-authors and I give the formal definition of ASAs for LSSSs and
show that there exists a successful ASA for any LSSS.
I do not recall here the definition and its formalism. However, notice that
in the paper we follow the formalism recently introduced by Bellare et al. in
[BPR14] to study the security of symmetric encryption against ASAs. Instead,
I briefly explain the high-level idea of the successful ASA we design in the
paper. The first step is noticing the next fact. For any LSSS there exists an
non-empty unqualified set T with the following property: for any secret m
and any v ∈ F|T | , there exists s ∈ Fn such that s is a share vector for m and
πT (s) = v (Theorem 9.1). For simplicity18 , assume that |T | ≥ 2. Suppose that,
for a given LSSS, the party running the attack explicitly computes such set T .
Now the attack can be implemented simply by replacing the original sharing
algorithm of (ShM , RecM ) with the algorithm described by the following steps:
Input: m ∈ Fk
1. Sample a random seed x ← F and expand it using a suitable PRG,
r = PRG(x);
2. Define v as v[1] = x and v[j] = m[j] + r[j] for j = 2, . . . , |T |;
3. Extend v to a complete share vector s for m and output s.
In this way |T | − 1 components of the secret m are covertly revealed by an
unqualified set of shares. Indeed, the attacker knowing the existence of the
set T (and the structure of the shares πT (s)) can reconstruct the first |T | − 1
components on the secret; while a user with black-box access to the sharing
algorithm does not notice the leakage because the shares produced by the
subverted algorithm have the same distribution of the ones produced using
the original secret-sharing scheme. See Section 9.3 for the formal proofs and
definitions.
• Secondly, we formalize the definition of a LSSS secure against ASAs and we
show how to transform any given LSSS in a scheme that satisfies the new
definition . The subversion-resilient scheme is basically a “de-randomized”
version of the original one: it takes as input a secret m and a seed u, then
it performs the original sharing algorithm on input m using as randomness
the value PRG(u). Notice that the idea of achieving security against ASAs
by making the randomness be controlled by the users of the proprietary code
is in line with the work of Bellare et al. in [BPR14]. Indeed, in [BPR14] the
18

Another approach needs to be consider if |T | = 1. See Appendix 9.5.
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authors prove that symmetric encryption schemes that are randomized and
stateless are subject to ASAs, while the deterministic, stateful ones are not.
See Section 9.4 for more details.

Chapter 3
The MiniCommit Project
This chapter is an overview of the MiniCommit project. Specifically, this chapter
deals with the results of [DDGN14a] (Paper I) and [CDD+ 15a] (Paper II) about the
applications of secret-sharing schemes to commitments.
Structure of the chapter: In Section 3.1 I recall the definition of a commitment
scheme and briefly explain which security model I consider and why. In Section 3.2,
I illustrate the new paradigm introduced in Paper I:
secret sharing ⇒ UC commitments in the OT-hybrid
In Section 3.3, I show how to improve the previous result and add homomorphic
properties to the designed commitments using verifiable secret-sharing schemes. In
Section 3.4, I illustrate how the aforementioned paradigm based on a specific secretsharing scheme can lead to very efficient protocols (both asymptotically and in
practice). Finally, in Section 3.5, I give an brief overview on related and follow-up
works.

3.1

Definition and Security Model

A commitment scheme is a cryptographic protocol between two parties (the sender
and the receiver) consisting of two different phases: commit and open. In the commit
phase, the sender commits to a value m while keeping it hidden from the receiver.
In the open phase, the sender reveals m to the receiver, who can check that the
revealed value corresponds to the committed one. These two phases have to be
implemented is such a way that the sender cannot change his committed value after
the commit phase is concluded (binding property) and the receiver doesn’t know the
committed value until the open phase (hiding property). The commit and the open
phase together form the on-line phase. Possibly, before the on-line phase, there is a
setup phase where the global parameters of the scheme are fixed.
Definition 3.1 (Commitment Scheme). Let F be a finite field and k, r and n
positive integers. A commitment scheme for values in Fk is a two-party interactive
protocol with the following phases:
29
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• Setup: the input is an integer s (the security parameter), the output are the
global parameters of the scheme that will be implicitly used in the commit
and open phase.
• Commit: on input m ∈ Fk , a commitment c = Com(m, r) to m is computed
by the sender using the random coins r ← Fr ; the value c is sent to the
receiver, who stores it.
• Open: the sender simply reveals m0 and r0 to the receiver. The latter accepts
m0 as a valid opening of the commitment c if and only if c = Com(m0 , r0 ).

With the notation Com(m) I indicate the random variable representing of the possible outputs of a commit phase with input m. The aforementioned properties are
formalised in the following way.
• (Computational hiding property) Given the view of a corrupted receiver, we
have that Com(m0 ) and Com(m0 ) are computationally indistinguishable.
• (Statistical binding property) Let (s) be the probability with which a corrupted sender can produce a value c and two openings m 6= m0 and r, r0 such
that c = Com(m, r) = Com(m0 , r0 ). Then (s) is negligible in s.
Other flavours of commitments can be defined (e.g. computationally binding and
statistically hiding schemes), but I am not considering them in this thesis since all
the constructions presented here yield to commitments of the kind described above.
Commitments are one of the most basic two-party primitive in cryptographic
protocol theory, but it is nevertheless very powerful and important both in theory
and practice to design many other cryptographic protocols. Because of this, I am
interested in commitment schemes that compose well with other primitives, so that
they can be used as a secure module that will work no matter which context they
are used in. This means that the two security properties of a commitment scheme
(hiding and binding) need to be proved in a model where arbitrary composition of
protocols is possible without any security loss. The a well-known security model with
this property is the Universally Composable (UC) security model [Can01].
The UC model is characterized by the existence of a composition theorem that
basically states that any composition of UC-secure protocols is still UC-secure. For
a quick recap of the UC model see Appendix 7.7. For the sake of readability,
in this chapter I will not use the UC model notation. However, I want to stress
the fact that UC commitments (i.e. commitment schemes that are proved secure
in the UC model) cannot be constructed without an auxiliary assumption that
models the resources are made available to the sender and the receiver [CF01]. For
example, we can assume that there is a trusted third party which receives input from
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x1 , . . . , x b
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xi1 , . . . , x ia
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Figure 3.1: The a-out-of-b Oblivious Transfer functionality.

the receiver and the sender and computes the output of a specific functionality F
(this is the so-called F-hybrid model). To instantiate UC commitments constructed
in the F-hybrid model, the trusted third party needs to be replace by an UCimplementation of the functionality F. As a consequence, it is not surprising that
UC commitment constructions are less efficient then those for the stand-alone model1
(where security is guaranteed only if the protocol is run is isolation from other
protocols). However, in the next sections of this chapter I will show that even though
we need an auxiliary assumption (often implemented via public-key technology) to
construct UC commitments, it is possible to confine its use to the setup phase, which
has a fixed cost (independent of the input size). After the setup phase, the proper
commitment scheme is implemented by a very efficient on-line phase (commit and
open) that uses only a number (possibly proportional to the size of the input) of
elementary finite field operations.
a,b
-hybrid model. The a-out-of-b Oblivious
In the following, I will consider the FOT
a,b
Transfer (OT) functionality FOT is defined in Figure 3.1. The sender gives in input
b elements x1 , . . . , xb , while the receiver gives as input a set W ⊆ [b] of cardinality
a,b
a. Only the receivers get output from FOT
: he receives the elements xi with i ∈ W .
Moreover, we have the following two security properties: 1) the receiver has no
information on the values xi with i ∈
/ W , 2) the sender has no information on the
subset W chosen by the receiver (beside the fact that it has size a).
In the rest of this chapter, I will show different constructions of commitments from
a,b
secret-sharing schemes, all of them in the FOT
-hybrid model. The parameters a and
a,b
b will be chosen depending on the construction. In any case, note that the FOT
1,2
functionality for any a and b can be reduced to the FOT
functionality via standard
techniques [Nao91, BCR86, NP99]. Finally, the latter can be efficiently realized in
the UC model by the protocol in [PVW08].

1

Commitments in the stand-alone model can be constructed from cheap symmetric cryptography such as pseudorandom generator [Nao91].
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UC Commitments from Ramp Schemes

Let (Sh, Rec) be a secret-sharing scheme with n shares, t-privacy and r-reconstruction
0
for messages in Fk . Moreover, let P RG : {0, 1}` → F` be a pseudorandom generator. A commitment protocol for a sender Ps and a receiver Pr can be based on
the following simple idea: if W ⊆ [n] is a set of size t chosen secretly by the receiver, then πW (Sh(m)), i.e. the projection on W of a share vector Sh(m) (computed
by the sender), represents a commitment to m. Indeed, because of the t-privacy,
πW (Sh(m)) gives no information on the message m (hiding property). Moreover, because of r-reconstruction, Sh(m) and Sh(m0 ) differs in many components if m 6= m0 ;
thus a cheating senders (who doesn’t know W ) has a hard time to find two different
secrets with the property πW (Sh(m)) = πW (Sh(m0 )) (binding property).
t,n
Assuming that the sender and the receiver have access to FOT
, this idea can
be efficiently implemented as follows. First of all, the sender and the receiver setup a special mechanism, called the watchlist,that allows Ps to send to Pr only the
shares in W without knowing W . The watchlist is constructed in the setup phase as
follows: the receiver chooses uniformly at random a subset W in [n] of cardinality
0
t; the sender samples n seeds x1 , . . . , xn from {0, 1}` . All these values are given
as input to the t-out-of-n OT functionality. By definition of OT, the Pr receives
the seeds xi with i ∈ W . Both the players can expand the seeds they know; in
particular, the receiver can create the matrix

· · · P RG(x1 ) · · ·
..
..


.
 .
 · · · P RG(x2 ) · · · 
 1


y y2 · · ·
Y =
..
=
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y` 
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.


The sender knows only t rows of Y . Precisely, he knows the row i if and only if
i ∈ W . After the setup phase is completed, polynomially many commitments can
be computed (and later on opened) in the on-line phase in the following way. To
commit to a message m ∈ Fk , the sender sample f , computes w = Sh(m, f ), and
then sends w + yη to Pr , where yη is the first column in Y that hasn’t be previously
used. To open the commitment, Ps sends to the receiver m0 and the randomness
f 0 , so that the receiver can compute w0 = Sh(m0 , f 0 ) and check if πW (w0 + yη ) is
consistent with what he already knows from the commit phase (Figure 3.2).
Since the secret-sharing scheme has t-privacy and |W | = t, the values received by Pr
in the commit phase give no information on the message m (hiding property). Moreover, by definition of OT the sender doesn’t know which components the receiver
will check and he can not change the message he committed to without changing
a substantial amount of entries in the share vector (because of the reconstruction
property of the secret-sharing scheme). Thus, if the sender tries to cheat, the re-
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ceiver will see a mismatch and catch the cheating opening with high probability
(binding property). More precisely, we have the following result.
Theorem 3.1 (Informal). If t, r = Θ(n), then the protocol ΠCOM described in Figure
3.2 is a commitment scheme for messages in Fk (n is the security parameter).
Proof. Computational hiding property: given the view of a corrupted receiver, for
any m, m0 ∈ Fk we have that πW c (Com(m0 )) and πW c (Com(m0 )) are computationally indistinguishable (because of the computational security of the pseudorandom
generator used); on the other hands, πW (Com(m0 )) and πW (Com(m0 )) have the same
distribution (because of the t-privacy property of the secret-sharing scheme used).
Statistical binding property: assume that a corrupted sender can produce a commitment (η, c) with two valid openings, f , m and f 0 , m0 such that m0 6= m. Since
the scheme has r-reconstruction we have that
n − r < dist(Sh(m0 , f 0 ), Sh(m, f )) ≤ dist(c − yη , Sh(m0 , f 0 )) + dist(c − yη , Sh(m, f ))
That is, at least one of the two different share vectors is at distance strictly greater
than (n − r)/2 from c − yη . Assume w.l.o.g. that dist(c − yη , Sh(m0 , f 0 )) > (n − r)/2,
then since the receiver checks t entries chosen at random, the probability that he
doesn’t see any mismatch is
 
R
t
n
t

 

=

t−1
Y
i=0

n−r
n−R
≤ 1−
1−
n−i
2n




t

where R = (n + r)/2. If t = r = Θ(n), the former probability in negligible in n.
Complexity. First of all, notice that choosing an appropriate pseudorandom generator implies that the parties do not need to hold the entire matrix Y at any one
point in time, but they can generate the needed column on demand. Moreover, there
exists a PRG where we pay only a constant number of elementary bit operations
per output bit [VZ12]. So the cost of computing the PRG adds only a constant
factor overhead to the asymptotic computational complexity for the sender and the
receiver2 . Secondly, notice that we can allow an arbitrary number of commitments
while using the OT functionality only once3 . In this way the cost of the implementation of the OT functionality (expensive public-key operations) is amortized over
2

If the focus is on concrete instantiations of commitments, AES in counter mode can be used
to instantiate the PRG. AES implementations are readily available in modern computer hardware,
making the cost of the PRG negligible.
3
In the setup phase, the PRG seed are expanded to polylength strings. For each expanded
string, the sender and the receiver keep a short suffix for a future seed. This is a black-box way to
turn a fixed output length PRG into an unbounded output length PRG.
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Assume that a sharing algorithm Sh : Fk → Fn of a scheme with t-privacy and
0
r-reconstruction and a pseudorandom generator P RG : {0, 1}` → F` are given.
Setup phase:
0

t,n
1. Ps samples n seeds x1 , . . . , xn ← {0, 1}` and sends them to FOT
.
t,n
.
2. Pr samples W = {i1 , . . . , it } ← {1, . . . , n} and sends them to FOT
t,n
3. Pr receives xi1 , . . . , xit from FOT
.

Let Y be the n×` matrix with rows consisting of the row vectors P RG(xj )
for j = 1, . . . , n. Denote by yj the j-th column of Y .
Commit phase:
1. To commit to m ∈ Fk , Ps samples randomness f and computes w =
Sh(m; f ). Then Ps chooses an unused column yη from the matrix Y
defined in the setup phase, computes c = w + yη and sends (η, c) to
Pr .
2. Pr stores (η, c).
Open phase:
1. To open the commitment number η, Ps sends (m, f ) to Pr .
2. Pr receives (m, f ), computes w = Sh(m; f ) and checks if w[i]+yη [i] =
c[i] for all i ∈ W . If this check fails Pr rejects the opening and halts.
Otherwise Pr outputs accept.

t,n
Figure 3.2: Commitment scheme ΠCOM in the FOT
-hybrid model.

3.3. Homomorphic UC Commitment from VSS

35

the number of commitments. For this reason, in the rest of this chapter I am going
to consider only the amortized complexity (namely the complexity of the commit
and open phases that take place after the setup).
Specifically, observe that for both parties the computation complexity of the online phase of ΠCOM is almost equivalent to the cost of the sharing algorithm Sh.
Moreover, also the total number of field elements sent by Ps to Pr (communication
complexity of ΠCOM ) is fully determined by the secret-sharing scheme used (see
Table 3.1).

3.3

Homomorphic UC Commitment from VSS

Commitment schemes can be even more useful if they are homomorphic. For example, additively homomorphic commitments are used in the LEGO family of secure
two-party computation protocols [NO09, FJN+ 13, FJNT15] and in the protocol for
secure evaluation of RAM programs presented in [AHMR15].
Roughly speaking, a commitment scheme is additively homomorphic if given c
and c0 that are commitments respectively to m and m0 , then the sum c + c0 is a
commitment to m + m0 .
A natural question to ask is if the commitment scheme defined by ΠCOM is
additively homomorphic. Notice that in ΠCOM a commitment c may be accepted in
the open phase by an honest receiver even if w is not a share vector, but it is near
enough to a share vector (i.e. w = Sh(m) + e with e vector with small Hamming
weight). This is possible because Pr checks only t shares out of n. Even though
this fact is not a problem for a single commitment, it can cause a security issue
for addition of commitments: two “slightly-wrong” share vectors Sh(m) + e and
Sh(m0 ) + e0 can sum to a share vector of m̃ 6= m + m0 . In fact, when computing the
addition also the errors sum up and a “big” error (i.e. with high Hamming weight)
allows to explain Sh(m) + Sh(m0 ) + (e0 + e) as share vector of m̃. Because of this, a
cheating sender can set-up an attack where with non negligible probability the sum
of two commitments can be opened to a message that is different to the sum of the
messages contained in the individual commitments (see Figure 3.3 for more details).
While we could prevent this kind of attacks by imposing stronger conditions on the
parameters of the secret-sharing scheme, it is easy to see that the same problem
would still apply to the additions of a bigger number (> 2) of commitments.
To effectively deal with this problem, it is necessary to assure that for any vector
w computed by the sender in the commit phase, it holds that w is an actual share
vector for a well-defined input message. This is a requirement for the underlying
secret-sharing scheme that has been defined before in this dissertation: Section 2.4.1
deals with verifiable secret-sharing (VSS) schemes. Recall that, in a VSS, secrets
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e



t

> 1 − n−r
(the left-side
Assume that e is an integer such that 1 − t+e−1
n
2n
expression is the error allowed in ΠCOM for the statistical binding property).
- Given the vectors m, m0 and m̃ where m̃ 6= m + m0 , Ps can compute the
vectors e, e0 and ẽ such that e + e0 + ẽ = Sh(m + m0 ) − Sh(m̃) and the
Hamming weight of each of them is less or equal than e = (n − r)/2 .
- In the commit phase the corrupted Ps defines w = Sh(m) − e and w0 =
Sh(m0 )−e0 and sends (α, c) and (β, c0 ), where c = w+yα and c0 = w0 +yβ .
- In the open phase, an honest receiver will accept (α, c) or (β, c0 ) as
0
commitment
e for m or for m respectively, with probability greater than

in both cases. Furthermore with the same probability, Ps can
1 − t+e−1
n
also open the sum c+c0 to m̃ because by construction w+w0 = Sh(m̃)+ẽ.

Figure 3.3: Attack on the addition of two commitments in ΠCOM .
are shared in such a way that the parties receiving the shares (share-holders) can
validate the sharing phase. This assures that, even when the dealer is corrupted,
if the sharing phase succeeds, then there exists only one well-defined secret that
is consistent with the shares held by the others honest share-holders. The shareholders approve the sharing phase running checks on their own share and on values
that they possibly receive from the other parties.
Therefore, taking the protocol ΠCOM and replacing the algorithm Sh with the
protocol ΠVSS of Section 2.4.1 is sufficient in order to design a new protocol, called
ΠHCOM , that implements additively homomorphic commitments. Indeed, after this
modification, the verifier can perform (some of) the checks that in ΠVSS are performed by the share-holders and accepts (or rejects) the output of the commit phase
(see Figure 3.4). If Pr accepts, then with overwhelming probability the share vector
used in the commit phase has been properly constructed by Ps . Notice that since
protocols ΠVSS shares a set of k secrets in one execution, the new protocol ΠHCOM
has a single commit phase for a set of k messages. The formal description of ΠHCOM
and its security proof can be found in Paper I (see Figure 7.6 and Section 7.4)4 . A
4

Notice that in Figure 7.6 the setup phase of ΠHCOM is augmented with a commit phase for k
vectors r1 , . . . , rk that are chosen secretly and uniformly at random by the sender. Then, in the
on-line commit phase, to commit to actual input message m the sender simply sends m + ri to
the receiver where ri is the first unused vector from the list above. This a standard way to speed
up the on-line phase of any UC commitment protocols (e.g. this technique can be used also with
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recap can be found in Figure 3.6 at the end of this chapter.
Ps
comupute
s = Sh(m)

Pr
s

watchlist
mechanism

πW (s)

Ps
run steps 1 and 2 (hi , gi )i∈[n]
of ΠVSS on input
m1 , . . . , mk

store
πW (s)

Pr
watchlist
mechanism

(hi , gi )i∈W

run
ΠVSS checks
if checks ok
store (gi )i∈W

Figure 3.4: Visual comparison among the commit phase of ΠCOM (above) and the
commit phase of ΠHCOM (below).

Complexity. The observation at the end of Section 2.4.1 about the communication complexity of ΠVSS (Table 2.1) implies that adding the homomorphic property
does not increase the asymptotic communication complexity of the protocol ΠHCOM
respect to the protocol ΠCOM (assume n = Θ(k)).
The same holds for the computational complexity of the commit phase for the sender.
Namely, the sender has the same amount of work to carry out per field-element. Instead, the receiver of the protocol ΠHCOM has a new extra task: checking the validity
of the shares received in the commit phase. In ΠVSS the checks are defined by linear
relations (i.e. Pr has to check that mi · hi = gi · mi> for all i ∈ W ). Damgård and
Zakarias give a probabilistic method for verifying such relations that has complexity
O(n2 ) and that fails with negligible probability [DZ13]. Thus, if n = Θ(k), for the
receiver the verification procedure adds an overhead linear in k to the computation
complexity (because one verification procedure is valid for k secrets in Fk ).
the protocol ΠCOM ).
5
If one assumes that the receiver checks openings of Θ(n) commitments simultaneously, the
same trick from [DZ13] can be used to avoid the call to the sharing algorithm in the open phase.
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Computational complexity
ΠCOM
ΠHCOM

Sender
1 sharing
1 sharing

Receiver
1 sharing
1 sharing5 + checks

Comm. complexity
(field elements)

n+m
+m

2mn
k

Table 3.1: Complexity of ΠCOM and ΠHCOM in terms of underlying LSSS in order
to commit to a message in Fk . Recall that n is the number of the shares and m the
length of the random vector used in the sharing algorithm.

Fully homomorphic UC commitments
A commitment scheme is called multiplicative if there exist a procedure M ult that
can be run by the two parties, the sender and the receiver, with the following
property. Given c, c0 and c00 that are commitments to respectively m, m and m00 ,
it holds that

1 if m = m0 ∗ m00
M ult(c, c, c) =
0 otherwise
Namely, the sender can prove to the receiver a multiplicative relation among committed values without opening the values. Section 7.5 shows that if the underlying
secret-sharing scheme has the t-strong multiplication (Definition 2.3), then it is possible to implement such procedure M ult for the protocol ΠHCOM (see Figure 7.7). I
do not explain here the details of this implementation because it requires a new specialized form of the protocol ΠVSS . However, I would like to stress the importance
of fully-homomorphic commitments by mentioning a direct application: given a additively and multiplicatively homomorphic commitment scheme, we can implement
any two-party functionality where only one party has input (see Theorem 7.1).

3.4

Linear-Time UC Commitments

The protocol ΠHCOM can be based on any ramp LSSS. I have already noticed that basically the commitment protocol inherits its complexity from the sharing algorithm
of the underlying LSSS. Table 3.2 shows which order of complexity is achieved considering two of the most well-known ramp LSSSs with strong-multiplication property
from the literature. In particular, in the first line of Table 3.2 I consider a standard
secret-sharing scheme based on polynomials due to Franklin and Yung [FY92] (i.e.
Shamir’s scheme where the secret has length larger than 1). For this scheme, the
efficient FFT algorithm can be used to instantiate the sharing algorithm but the
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field size must be greater than the number of the shares. In the second line of Table 3.2, I consider the scheme designed by Cascudo et al. [CCCX09] using specific
techniques from algebraic-geometry and coding theory. For the sharing algorithm
of this LSSS there is no way around doing standard matrix product6 , while the filed
size is constant in this case. For both these schemes all parameter can be assumed
be linear in the length of the secret (n, m, t, r = Θ(k)).

Computational complexity
[FY92]
[CCCX09]

Sender
O(k · polylog(k))
O(k 1+ )

Receiver
O(k · polylog(k))
O(k)

Comm. complexity
(in bits)

O(k · polylog(k))
O(k)

Table 3.2: Asymptotic complexity of ΠHCOM in terms of underlying secret-sharing
scheme in order to commit to a k-bit string.
Looking at Table 3.2, it is natural to ask if we can achieve linear-time computational complexity for both players. Before the publication of Paper II, this was an
open question even for UC commitments without homomorphic properties.
Notice that achieving the goal of “full” linear-time complexity directly with
the protocol ΠHCOM requires a ramp LSSS with linear-time sharing algorithm.
Unfortunately, no deterministic construction of such a secret-sharing scheme is
known. On the other hand, in Section 2.3.1, I showed that the secret-sharing scheme
(ShC,u , RecC,u ) (encode-then-split construction) has a very efficient sharing algorithm
and explicitly known families of qualified and unqualified sets. However, this secretsharing scheme is not ramp, so it can not be used as underling scheme for ΠHCOM .
In Paper II my co-authors and I circumvent this problem giving a new construction of commitments inspired by ΠCOM but that can be based on the scheme
(ShC,u , RecC,u ). The new protocol is called ΠuCOM . In this way, we show that in
the paradigm “secret sharing ⇒ UC commitments in the OT-hybrid”, the condition of being ramp for the secret-sharing scheme is not necessary. Specifically, in
ΠuCOM the setup phase is modified respect to the one in ΠCOM . The modification
assures that the watchlist W is now made only by indices corresponding to one of
the unqualified sets of the scheme (ShC,u , RecC,u ). This is sufficient in order to argue
about the hiding and the privacy property in similar way we did before (proof of
Theorem 3.1). Recall that (ShC,u , RecC,u ) is a scheme with un shares (u constant
integer) and that if A ⊆ [un] satisfies |A ∩ Tj | ≤ u − 1 for all j ∈ [n], then A is an
6

The best know algorithm for standard n × n matrix product has complexity O(n2 + ) for
some  < 1.

40

Chapter 3. The MiniCommit Project

unqualified set. Because of this, the new watchlist mechanism in ΠuCOM is created
in the following way: the sender and the receiver run n copies of the (u − 1)-out-of-u
OT functionality; each copy receives as input a group of u seeds for a PRG from the
sender and a set of u − 1 indices from the receiver. The latter gets the (u − 1) seeds
corresponding to his input set. Both the parties expand the seeds they know using
the PRG. The expanded strings are used to form the matrix Y , which columns are
used to pad the share vector as in the original commitment protocol ΠCOM (Figure
3.2). The commit phase and the open phase of ΠuCOM are similar to the ones of
ΠCOM , the only difference is that in ΠuCOM the sender and the receiver use the sharing algorithm ShC,u (instead of the sharing algorithm for a generic ramp scheme).
The formal description of ΠuCOM and its security proof can be found in Paper II (see
Figure 8.2 and Section 8.4). A recap can be found in Figure 3.6 at the end of this
chapter.
{1}
x1 , x2

{2, 3, 5}

x1 , . . . , x5

Ps

3,5
FOT

x2 , x3 , x5

1,2
FOT

{1}

x3 , x4

Pr

1,2
FOT

Ps

x1

x3

Pr

{2}
x5 , x6

1,2
FOT

x6

Figure 3.5: On the left-side an example of setup phase for ΠCOM when n = 5 and
t = 3. On the right-side an example of setup phase for ΠuCOM when n = 3 and
u = 2.
Notice that the protocol ΠuCOM is not homomorphic. However, we can proceed
exactly as in Section 3.3: instead of constructing the commitment protocol directly
using the sharing algorithm ShC,u , we construct it using the VSS protocol ΠVSS
based on the scheme (ShC,u , RecC,u ). In Paper II (Section 8.5) it is shown that in
this way we obtain the additively homomorphic commitment scheme ΠuHCOM (Figure 8.3), assuming that the parameter7 u is at least 3.
7

The condition u ≥ 3 comes from how the checks are done in the ΠVSS protocol based on
the scheme (ShC,u , RecC,u ). In the case of u = 2 each share vector’s component is shared into two
different shares and the receiver can only see one of them for the verification. In this scenario, a
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As outlined at the end of Section 2.3.1, the scheme (ShC,u , RecC,u ) is not multiplicative. Thus, the commitment scheme realized via the protocol ΠuHCOM is only
additively homomorphic, in contrast with the scheme implemented by ΠHCOM which
is fully homomorphic. How to design linear-time and fully homomorphic UC commitments is an interesting open problem.
Complexity. If the underlying scheme (ShC,u , RecC,u ) is based on a linear-encodable
code with constant rate and good distance (e.g. [Spi96, DI14]), then for the protocol ΠuCOM (and also its additively homomorphic extension ΠuHCOM ) we have the
asymptotic complexity shown in Table 3.3.
Computational complexity Comm. complexity (in bits)
Sender
Receiver
O(k)
O(k)
O(k)
Table 3.3: Asymptotic complexity of ΠuCOM and ΠuHCOM to commit to a k-bit string.
The underlying code has parameters [n, k, d] and we assume that n, d = Θ(k).
As stated in Section 2.3.1, the scheme (ShC,u , RecC,u ) can be concretely instantiated
using practically efficient linear ECC (e.g. BCH codes). This, clearly, is reflected
on the protocols ΠuCOM and ΠuHCOM . Section 8.6 reports on a very efficient concrete
instantiation of the aforementioned protocols for messages of 256 bits. The instantiation uses the binary [796, 256, ≥ 121] BCH code implemented
j onk Linux kernel
u
u
= 60). As an
(u = 2 for ΠCOM and u = 3 for ΠHCOM , security parameter τ = d−1
2
u
highlight, the computation of a commitment in ΠCOM takes an average of 0.75 µs
while the setup phase (instantiated using [PVW08]) needs about 3.28 seconds. The
open phase has the same running time as the commit one, the total communication
counts 2644 bits (1592 bits to commit and 1052 bits to open).

3.5

Related Works

It is interesting to note the strong relation between the way secret-sharing schemes
are used here and the MPC-in-the-head line of work [IKOS07, IPS08, HIKN08,
LOP11, HV16]. Roughly speaking, MPC-in-the-head is a general paradigm for designing a two-party protocols implementing a given functionality via a controlled
emulation of a multiparty protocol for a related functionality. Usually, party P1
emulates a command of the multiparty protocol among n dummies parties creating
corrupt sender could generate incorrect shares such that all incorrect pairs correspond to the same
share-vector’s component, making it impossible for the receiver to see this inconsistency.
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all the messages exchanged by them, while the other party P2 checks the communications among a randomly chosen subset of dummy parties. Party P1 doesn’t
know which communications are seen and checked by P2 . In this way, P1 is force
to correctly emulate the protocol (a uncorrected emulation creates mismatches in
the communications that can be caught by P2 ). The way secret-sharing schemes are
used here to design commitments clearly falls in this paradigm.
Specifically, the IPS compiler [IPS08] is a general tool that transforms a multiparty
protocol into a 2-party protocol implementing the same functionality in the OThybrid model. Since a VSS is essentially a distributed (multi-receiver) commitment
scheme, it is possible use the IPS compiler on the ΠVSS protocol of Section 2.4.1 to
get UC commitments. However, while the result is somewhat similar to ΠHCOM , it
is more complicated and less efficient. Moreover, the IPS compiler is only known to
work for multiparty protocols with threshold security, while the protocol ΠuHCOM is
based on a non-threshold secret-sharing scheme. It is an interesting open problem
to characterise which adversary structures allow IPS-style protocol transformations.
The first UC commitments were constructed by Canetti et al. as feasibility
results [CF01, CLOS02]. Since then several improvements have been proposed
considering different auxiliary assumptions and different adversarial model (e.g.
[DN02, HM04, NFT09, Lin11, BCPV13, Fuj14, CJS14, Fuj16]). For example, Lindell’s scheme [Lin11] (and the following improvements [BCPV13, Fuj16]) uses the
common reference string assumption (CRS model) and requires a constant number of
exponentiations in a large cryptographic group. This means that the computational
complexity of these schemes is Ω(k 2 ) to commit to a k-bit string. [HM04, CJS14]
design UC commitments using different variants of random oracles. Notice that
[Lin11, BCPV13, Fuj16, HM04, CJS14] handle also adaptive corruptions, while the
protocols presented in this chapter only consider static corruption8 .
In an independent work [GIKW14], Garay et al. also construct UC commitments
using oblivious transfers, secret-sharing schemes and pseudorandom generators as
the main ingredients. The basic approach is closely related to the one shown in this
dissertation (protocol ΠCOM ), but the concrete construction is different, aiming to
optimize the communication complexity. In particular, in [GIKW14] optimal rate
(i.e. communication complexity k + o(k) to commit to k fields elements) is achieved,
as well as results on extension of UC commitments. Frederiksen et al. [FJNT16] improves the result of [GIKW14] designing a commitment protocol with optimal rate
and additive homomorphic property. The construction presented in [FJNT16] is
based on the protocol ΠuCOM [CDD+ 15a], however the authors of [FJNT16] manage
to add the homomorphic property using ad-hoc efficient consistency checks (avoiding
8

In the UC security model, a static adversary must specify which party is corrupted before the
protocol starts execution. An adaptive adversary is allowed to corrupt parties when he desires.
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the use of VSS). The idea is forcing the sender to open a random linear combination
of candidate commitments and let the receiver check this opening before accepting
the commitments as valid ones. This, together with a couple of other tricks, allows the use of linear ECC with better parameters than he one used in Paper II.
Thanks to this, the commitment protocol in [FJNT16] has optimal-rate and also
better concrete efficiency than other UC commitment protocols. In a recent work
[CDD+ 16a] the asymptotic result of [FJNT16] are improved in the binary case: a
protocol for additively homomorphic commitment scheme with linear-time computational complexity and optimal rate is proposed. Again, the construction is based
on the protocol ΠCOM , but uses a (binary) linear-encodable code with non-trivial
distance and rate approaching 1 (such a code is constructed in [CDD+ 16a]) and a
new primitive called interactive proximity test that verifies if a string is close to a
given linear ECC.
Finally, Brandão [Bra16] presents a commitment scheme with optimal rate based
on pseudorandom generators and collision-resistant hash functions. These primitives
are used to combine an equivocable commitment scheme and an extractable one (for
short bit-strings) into a full-blown commitment scheme (for longer bit-strings).

Scheme

Rate

[GIKW14]

1 − o(1)

ΠHCOM

Linear-Time

Homomorphic

Complexity

Properties

no

no

constant only for the receiver

add. and mult.

(Paper I)

ΠuHCOM

constant

yes

addition

[FJNT16]

1 − o(1)

no

addition

[CDD+ 16a]

1 − o(1)

yes

addition

(Paper II)

Table 3.4: Qualitative comparison among recent constructions of UC commitments
from secret-sharing schemes or/and linear ECC.
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Based on any ramp LSSS (Sh, Rec)

b
a
s
i
c

Based on the LSSS (ShC,u , RecC,u )

ΠCOM

ΠuCOM

t,n
Setup: Ps and Pr interact with FOT
and create the matrix Y =
(y1 , . . . , y` ).

Setup: Ps and Pr interact with n
u−1,u
copies of FOT
and create the
matrix Y = (y1 , . . . , y` ).

Commit: on input mi , Ps samples
ri , computes w = Sh(mi , ri ),
and sends w + yi to Pr .

Commit: on input mi , Ps samples ri ,
computes w = ShC,u (mi , ri ), and
sends w + yi to Pr .

Open: Ps sends mi , ri to Pr who
checks the opening.

Open: Ps sends mi , ri to Pr who
checks the opening.

More details: Figure 3.2

More details: Figure 8.2

ΠHCOM

ΠuHCOM

t,n
Setup: Ps and Pr interact with FOT
and create the matrix Y =
(y1 , . . . , y2m ).

Setup: Ps and Pr interact with n
u−1,u
and create the
copies of FOT
matrix Y = (y1 , . . . , y2m ).

h
o
m Commit: on input m1 , . . . , mk ,
o
Ps samples F , computes
m
B = ΠVSS (m1 , . . . , mk , F ),
o
and sends B + Y to Pr .
r
p
Pr runs VSS checks.
h
i
Open: Ps sends mi , f i to Pr who
c
checks the opening.

More details: Figure 7.6

Commit: on
input
m1 , . . . , mk ,
Ps
samples F ,
computes
B
=
ΠVSS (m1 , . . . , mk , F ),
and sends B + Y to Pr .
Pr runs VSS checks.
Open: Ps sends mi , f i to Pr who
checks the opening.

More details: Figure 8.3

Figure 3.6: Recap on the UC commitment protocols constructed in the MiniCommit
project. Details about the notation used: B = ΠVSS (m1 , . . . , mk , F ) means that
Ps runs steps 1 and 2 of ΠVSS (Section 2.4.1) with input m1 , . . . , mk and random
coins from the matrix F (f i is the i-th column of F). Notice that ΠHCOM is fully
homomorphic if the underlying LSSS has the t-strong multiplication property.

Chapter 4
The NMCodes Project
This chapter is an overview of the NMCodes project and is based on the results presented in [CDD+ 16b] (Paper IV). Here secret-sharing schemes together with other
tools are used to explicitly design the first non-malleable codes with computational
complexity linear in the input length.
Structure of the chapter: In Section 4.1, I recall the definition of non-malleable
code, I explain the tampering model considered in this project, and I briefly give an
overview of the state-of-the-art of non-malleable codes. Section 4.2 deals with the
two explicit constructions presented in Paper IV: for both of them an overview of
the building blocks and of the security proof is provided here.

4.1

Definitions and Background

Non-Malleable (NM) codes, introduced in 2010 by Dziembowski et al. [DPW10], are
a relaxation of error-correcting and error-detecting codes that can guarantee weaker
but still meaningful security in setting where error-correction and error-detection is
not possible. Roughly speaking, a code is non-malleable if an adversary that tries
to modify an encoding of a message m can only obtain encodings of m or of a value
completely unrelated to m. It is easy to see that if we don’t bound the power of
the adversary, non-malleable codes are impossible: an adversary who can use an
unbounded tampering function family can always try to decode, modify the original
message m and finally encode again. Thus, the non-malleability requirement makes
sense only if the adversary is restricted to use tampering functions from a specific
family F. In this case, we say that we have a non-malleable code with respect to
the family F.
More formally, a (binary) coding scheme is defined by a pair of algorithms (Enc, Dec)
such that
- Enc : {0, 1}k → {0, 1}n is a randomized algorithm,
- Dec : {0, 1}n → {0, 1}k ∪ {⊥} is a deterministic algorithm, and for all m ∈
{0, 1}k Pr[Dec(Enc(m))] = 1. The probability is taken over the randomness
of Enc.
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The rate of the coding scheme (Enc, Dec) is the quotient nk ; its computational complexity is the maximum between the complexity of the algorithms Enc and Dec.
Given a tampering function f : {0, 1}n → {0, 1}n , a coding scheme (Enc, Dec) is nonmalleable respect to f if the distribution of the random variable Dec(f (Enc(m)))
can be simulated without knowing the original message m. More precisely:
Definition 4.1 (Non-Malleable Code). We say that the a coding scheme (Enc, Dec)
is non-malleable with respect to a family F if the following holds for any f ∈ F.
There exists a random variable1 Df on {0, 1}k ∪ {⊥, same} such that, defining

Idealm
f

:=


∗

sample m ←



if m∗ = same

Df ;








then m0 = m;
otherwise m0 = m∗ ;

output m0 ;

Realm
f := Dec(f (Enc(m)))
m
k
we have that SD(Realm
f , Idealf ) is negligible in k for any m ∈ {0, 1} .

In this chapter, I am going to consider the bit-wise independent tampering function family Fbit : if the encoding has the form c = (c1 , . . . , cn ) ∈ {0, 1}n , then each
component ci can be modified arbitrarily but independently of the values of the
others components. Namely,
n

Fbit = f = (f1 , . . . , fn ) | fi : {0, 1} → {0, 1}

o

and f (c) = (f1 (c1 ), . . . , fn (cn )).
In the original paper [DPW10], Dziembowski et al. motived the introduction of
non-malleable codes showing their possible use in designing tamper-resilient cryptographic hardware. Recently non-malleable codes found applications as building
blocks of other cryptographic primitive: in [AGM+ 15a] non-malleable codes are
used to design non-malleable commitments, in [CMTV15, CDTV16] they are used
to allow domain extension of public-key encryption schemes.
On the other hand, since 2010, a line of works has focused on establishing increasingly stronger results concerning the feasibility of non-malleable codes respect
to different families of tampering functions. In particular, here the challenge is
finding explicit constructions of non-malleable codes with high-rate and low computational complexity.
1

The random variable Df is the simulator, the special symbol same is added to its support to
consider the case of when tampering via f does not change the initial encoded message without
needing to know it.
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The NMCodes project follows this research direction. Indeed, its main goal
is achieving simultaneously the optimal properties of rate approaching 1 (i.e. rate
1 − o(1)) and linear-time complexity (i.e. computational complexity O(k) where
k is the length of the input message). This is done via an explicit construction
and considering the bit-wise independent tampering model. To the best of my
knowledge, this is the first time that linear-time complexity is considered for nonmalleable codes, even in the basic case of bit-wise independent tampering.
State-of-the-art. In [DPW10], the authors provide two feasibility results: 1) they
construct the first family of non-malleable codes in the bit-wise independent tampering model. The construction is randomized and has computational complexity
quadratic in the input length, 2) they prove that for any family F of tampering
αn
functions such that |F| ≤ 22 for some constant α < 1 there exist constant-rate
non-malleable codes with respect to F. The construction uses the probabilistic
method, thus the description of the code is of exponential size and the encoding
and decoding algorithms are inefficient. More recently, Cheraghchi and Guruswami
αn
[CG14a] prove that for a family F with |F| ≤ 22 the optimal rate is 1 − α and
they construct non-malleable codes approaching this rate. Again, the construction
is randomized and gives rise to inefficient codes.
For families of single exponential size, i.e. |F| ≤ 2p(n) for some polynomial p,
efficient (i.e. polynomial time) non malleable codes were constructed in [FMVW14]
and [CG14a]. These constructions are also randomized and achieve rate approaching
1.
Another tampering model that has been considered in the literature is the the
C-split state model. Here the encoding is partitioned into C blocks and each block
can be tampered arbitrarily but independently of the others blocks. For C = 10 ,
an efficient and explicit construction of constant-rate non-malleable codes was given
in [CZ14]. Several results can be found in the recent literature for C = 2 (the
so-called split-state model) [LL12, DKO13, FMNV14, CG14b, ADL14, ADKO15a,
ADKO15b]. In [LL12] the non-malleability property is guaranteed only against
computationally bounded adversaries. On the other hand, the scheme proposed by
[DKO13] is secure in the information-theoretic setting, but it can encode only 1-bit
messages. The first explicit construction of non-malleable codes with informationtheoretic security and message space larger than {0, 1} in the split-state model was
proposed in [ADL14] and have rate polynomially small (k-bit strings are encoded
into codewords of length ≈ k 7 ). Recently Aggarwal et al. [ADKO15a] constructed
the first efficient and explicit non-malleable codes in the split state model achieving
constant-rate. Rate approaching to 1 is achieved in [AAG+ 16] in the computational
setting.
If the number of blocks is equal to the length of the encoding (C = n), than we
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are in the bit-wise independent tampering model. In [CG14b] an explicit (deterministic) construction of non-malleable codes with rate approaching 1 in the bit-wise
independent tampering model is given. The construction is based on the concatenation of a linear secret-sharing scheme of rate approaching to 1 (with error-correction
property) and a non-malleable code for message of constant-size. This construction
is instantiated using Reed-Solomon codes and has thus super-linear computational
complexity (O(k polylog(k))).
In [AGM+ 15b, AGM+ 15a], Agrawal et al. construct explicit non-malleable codes
which are simultaneously resilient against bit-wise independent tampering and permutations. Namely, they consider the family of tampering functions that first permute the components of the encoding and then tamper each component of the new
vector arbitrarily but independently for each position. [AGM+ 15a] gets optimal
rate, but has super-linear computational complexity.
In [BDKM16] constant-rate and explicit non-malleable codes with respect to the
family of functions f : {0, 1}n → {0, 1}n such that any output bit depends only on
nδ input bits (0 ≤ δ < 1 constant) are studied.
Finally, notice that many variants of non-malleable codes can be found in the
literature: e.g. continuous non-malleable codes [FMNV14, JW15, AKO15, CGL16],
leakage-resilient non-malleable codes [LL12, ADKO15b] and block-wise non-malleable
codes [CGM+ 16].

4.2

Linear-Time Non-Malleable Codes

Can non-malleable code with linear-time complexity and rate approaching to 1 be
explicitly constructed in the bit-wise independent tampering model? This section
I answer positively to the former theoretical question and the answer is given in
two steps. In particular, I describe the two deterministic constructions for lineartime non-malleable codes presented in Paper IV: the first one is simple and achieves
constant rate, while the second one is more involved and achieves rate approaching 1.

Warm-up: the constant-rate construction
The first construction can be seen as a generalization of the original construction of
[DPW10] and it is based on the following building blocks:
• A constant-rate algebraic manipulation detection (AMD) code with lineartime complexity.
A coding scheme (Encamd , Decamd ) for messages in {0, 1}k is an AMD code if
it detects tampering done via additive functions. That is, for any non-zero
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constant vector ∆ we have that Pr[Decamd (Encamd (m) + ∆) 6=⊥] is negligible
in k.
AMD codes were introduced by Cramer et al. in 2008 [CDF+ 08]. In the
following, I use the AMD code constructed in Paper IV using linear uniform
functions [DI14] (Corollary 10.3).
• A linear-time constant-rate LSSS with high privacy parameter.
Specifically, I use the LSSS (Sh1 , Rec1 ) from Section 2.3.2 with δ > 1/2 and
0
F = {0, 1}. Such as scheme has a sharing algorithm Sh1 : {0, 1}k → ({0, 1}` )m
with ` constant, m = Θ(k 0 ), and t-privacy with t > 21 m.
• A constant-error tamper-detection code with respect the bit-wise independent
tampering functions that are neither the identity nor constant functions. Notice that this coding scheme can have any computational complexity and any
rate, it simply needs to work for message in {0, 1}` .
A coding scheme (Enctd , Dectd ) is a tamper-detection code with respect to F
and with error α if Pr[Dectd (f (Enctd (m))) 6=⊥] ≤ α for any m and any f ∈ F.
Tamper-detection codes were introduced in [JW15], in the following I use the
code defined in Lemma 3.5 of [CG14b] (and recalled here in Lemma 10.8).
Using the above tools, the coding scheme (ENC1 , DEC1 ) is constructed in the following way. To encode a message m ∈ {0, 1}k , follow these three sequential steps:
0

1. m is encoded with the AMD code: m0 = Encamd (m) ∈ {0, 1}k ;
2. m0 is shared by the LSSS: (s1 , . . . sm ) = Sh1 (m0 ) ∈ ({0, 1}` )k ;
3. Each share is encoded by the tamper-detection code: ci = Enctd (si ) for all
i ∈ [m].
The output codeword is (c1 , . . . , cm ). The decoding algorithm DEC1 is defined in
the natural way. First, it decodes each component ci using Dectd and then, if no
abort happens, it reconstructs and decodes with Decamd .
Theorem 4.1 (Informal). The coding scheme (ENC1 , DEC1 ) is a constant-rate lineartime non-malleable code with respect to the family Fbit .
By inspection, the computational complexity and the rate are the ones stated
in the theorem. The proof of the non-malleability property for (ENC1 , DEC1 ) can
be sketched as follows. Remember that we need to prove that for any tampering
function f ∈ Fbit and any m, the output of DEC1 (f (ENC1 (m))) can be simulated
with negligible error without knowing the input message m. Notice that a valid
encoding in the new scheme is a vector (c1 , . . . , cm ) of m blocks each of which is an
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m ∈ {0, 1}k
AMD

m0 ∈ {0, 1}Θ(k)
Share

s1

s2

...

...

sm

c2

...

...

cm

TD

c1

Figure 4.1: Pictorial representation of the encoding algorithm ENC1 .
encoding done by the constant-size tamper-detection code (Enctd , Dectd ). Fix the
tampering function f and write it in the following way f = (f1 , f2 , . . . , fm ) where
0
each fi is a bit-wise independent tampering function on {0, 1}` (`0 is the length of
an encoding computed by the tamper-detection code). Each block of the encoding
is independently tampered by the function fi . Consider two cases:
1. Suppose that many blocks are tampered using constant functions (i.e. the
number of indices i such that fi is constant is ≥ m − t). Then, the t-privacy
of the secret-sharing scheme implies that the distribution of the blocks not
tampered by a constant function is the same for any input message m, while
all the other blocks are fixed to known constants. Thus, in this case we can
perfectly simulate the output of DEC1 (f (ENC1 (m))) without knowing m.

(∗, ∗, ∗, ∗, ∗, . . . , ∗, ∗, . . . , ∗)
|

{z

fixed to constant

}|

{z

}

≤t
can be
simulated

2. Otherwise we can assume that few blocks are tampered by constant functions
(i.e. the number of i such that fi is constant is < m − t) and we consider two
sub-cases:
(a) Suppose that number of tampered blocks is less than or equal to t; if there
exists one among the tampered blocks such that Dectd (fi (ci )) =⊥, then the
entire decoding DEC1 outputs ⊥. Since this can happen in at most t blocks,
this event can be simulated without knowing m. Otherwise, in the decoding phase the algorithm Rec1 is applied to a share vector s̃ where at most
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t components have been modified respect to the original share vector s. It
follows again by the t-privacy property that Rec1 (s̃) has the same distribution as ENC1 (m) + ∆f , where ∆f can be computed knowing only f . The
simulator computes ∆f and outputs same if ∆f = 0, otherwise it outputs
⊥. By definition of AMD code, this gives simulation of the real decoding
DEC1 (f (ENC1 (m))) with error negligible in k 0 = Θ(k);
(∗, ∗, ∗, ∗, ∗, . . . , ∗, ∗, . . . , ∗)
|

{z

no tampering

}|

{z

}

≤t
can be
simulated

(b) Else we can use the assumption on t and m and say that more than 2t − m
blocks are tampered by a bit-wise independent function that is not constant
neither equal to the identity. Independently for all these blocks, the tamperdetection code outputs a message different from ⊥ with probability less than
or equal to α. Thus, DEC1 (f (ENC1 (m))) =⊥ with probability less than or
equal to α2t−m . Therefore, if the simulator to output ⊥, we have a simulation
of the real decoding DEC1 (f (ENC1 (m))) with negligible error (α constant,
t, m = Θ(k)).
(∗, ∗, ∗, ∗, ∗, . . . , ∗, ∗, . . . , ∗)
|

{z

≥2t−m
tampered

}

Achieving rate approaching 1
Improving the first result, the second construction of Paper IV achieves both lineartime complexity and rate approaching 1 for non-malleable codes in the bit-wise independent tampering model. Notice that non-malleable codes with rate approaching 1
and super-linear complexity were constructed in [CG14b, AGM+ 15b], and that these
codes are based on secret-sharing schemes with (relatively) large privacy and reconstruction parameters. The problem my co-authors and I faced to achieve linear-time
is that there are no constructions of secret-sharing schemes with linear-time complexity for the required parameter range2 . We therefore propose a novel construction
2

A recent Monte-Carlo construction by Cramer et al. [CDD+ 15b] can be instantiated for a
parameter range where the rate of the secret-sharing scheme is bounded away from 1 by a constant,
but not for rate approaching 1.
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based on slightly weaker primitives which can be instantiated for the rate 1 − o(1)
and linear-time complexity regime. Before showing the construction, I recall here
the necessary building blocks:
• A linear-time secret-sharing scheme with rate 1 − o(1) and t-uniformity (i.e.
each set of t components of Sh(m) has the uniform distribution over {0, 1}t ).
In particular, in the following I use the LSSS (Sh2 , Rec2 ) constructed in Section
2.3.3 with F = {0, 1}. Remember that Sh2 : {0, 1}k → {0, 1}n with n = k+o(k)
and t-uniformity with t = Ω(k 1− ) (0 <  < 1 constant).
• A keyed almost universal family of functions with short keys.
More precisely, I use a family of functions
n

H = hk : {0, 1}n → {0, 1}m

o
k∈{0,1}a

such that for any pair of distinct x, x0 ∈ {0, 1}n , if k is chosen uniformly at
random from {0, 1}a then Pr[hk (x) = hk (x0 )}] is negligible in n. Moreover, any
function in H can be computed in O(n) elementary operations and a, m = o(n).
In Paper IV, such a family is constructed as an easy adaptation of the uniform
family from [DI14] (see Lemma 10.13).
0

• A t-compressor function Comp : {0, 1}n → {0, 1}n .
This is a completely new primitive that my co-authors and I define and con0
struct in Paper IV. A function Comp : {0, 1}n → {0, 1}n is called t-compressor
when the following holds. If X = (X1 , . . . , Xn ) is a t-wise independent random
variable on {0, 1}n such that there is a set A ⊆ [n] of cardinality t and a real
√
number c > 0 for which H∞ (Xi ) ≥ c for all i ∈ A, then H∞ (Comp(X)) ≥ c t.
Such
√ a function can be easily constructed in the following way: given X sum
up t consecutive components. In Lemma 10.12 the details of this construction can be found. Notice that the constructed compressor is efficient (can be
computed via O(n) elementary operations) and n0 = o(n).
The non-malleable code (ENC2 , DEC2 ) is constructed in the following way. To encode
m ∈ {0, 1}k :
1. Compute a share vector s ← Sh2 (m);
2. Compute a tag (k, h, c): sample a key k ← {0, 1}a and compute the hash
h = hk (s) and the vector c = Comp(s);
3. Compute a non-malleable encoding of the tag3 : v = ENC1 (k, h, c).
3

The non-malleable code used to encode the tag does not have to be high-rate nor lineartime. However, for the sake of simplicity, in the definition of (ENC2 , DEC2 ) given here, I use the
constant-rate linear-time non-malleable code (ENC1 , DEC1 ) presented in the previous section.

4.2. Linear-Time Non-Malleable Codes

53

The output codeword produced by ENC2 is (s, v). The decoding algorithm DEC2
is defined in the natural way. First, it decodes v using DEC1 and obtains the tag
(k, h, c); then DEC2 checks the tag against the share vector s (namely it checks
that h = hk (s) and c = Comp(s)); finally, if the checks are satisfied, DEC2 outputs
Rec2 (s).
m ∈ {0, 1}k
Share

s ∈ {0, 1}k+o(k)

Tag

(k, h, c) ∈ {0, 1}o(k)

NM

v ∈ {0, 1}o(k)

Figure 4.2: Pictorial representation of the algorithm ENC2 .
Theorem 4.2 (Informal). The coding scheme (ENC2 , DEC2 ) is a linear-time nonmalleable code with respect to the family Fbit and with rate approaching 1.
By inspection, the computational complexity and the rate are the ones stated
in the theorem. The proof of the non-malleability property of (ENC2 , DEC2 ) has
the following structure. An encoding made via the new scheme has the form (s, v),
thus for a given tampering function F ∈ Fbit we write F = (f, g) where f is a
bit-wise independent tampering function that acts on the first part of the codeword
(the share vector s) and g is a bit-wise independent tampering function that acts
on the second part (the encoded tag v). We argue that we can simulate the output
of DEC2 (F (ENC2 (m))) without knowing the input message m in the following way.
First of all notice that, since the tag is encoded with a non-malleable code, we
can simulate the output of DEC1 (g(v)). If this first simulation outputs ⊥, then
we also outputs ⊥ to simulate the outcome of DEC2 (F (ENC2 (m))). Otherwise we
consider two cases:
1. If the simulated output of DEC1 (g(v)) is same (i.e. the original tag is not
modified), then the share vector s is protected by the hash function: any
significant tampering on the first part leads with overwhelming probability to
a different hash value causing abort for DEC2 .
More precisely, if many components of f are the identity function (i.e. more
than n − t), then, since the distribution of s is the t-wise uniform one, the
difference f (s) − s has distribution independent of m and can be perfectly
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simulated. If the simulated difference is zero, the simulator outputs same,
otherwise it outputs abort.
If this is not the case, we can assume that many (i.e. more than t) components in s have been modified by a non-identity function. In this
case, the
 t
1
t-uniformity implies that f (s) 6= s with probability grater than 2 and the
check done via the function hk is going to fail with overwhelming probability. This implies that if the simulator outputs abort for this setting, then we
have a simulation of the output of the outcome of DEC2 (F (ENC2 (m))) with
negligible error.
2. If the simulated output of DEC1 (g(v)) is different from same and ⊥, it means
that the tag has been overwritten. In particular the output of the compressor is
fixed to a value c̃ defined by g. This is going to cause an abort unless c̃ matches
with the modified share vector f (s). However, since s has t-uniformity, the
value computed by the compressor function has enough min-entropy to assure
that the matching is going to happen with negligible probability.
More precisely, if more than t components in f are not constant
√ functions, then
Comp(f (s)) is a random variable with min-entropy at least t. Therefore the
check done using the compressor causes an abort for
DEC2 with overwhelming
√
  t

probability (namely, Pr[Comp(f (s)) = c̃] ≤ 12 ). Thus, if the simulator
always outputs ⊥ in this case, then we have a simulation with negligible error.
Otherwise many components of f are constant functions (i.e. more than n−t),
then the t-uniformity implies that the distribution of vector f (s) is the same
for any input m and therefore also the output of DEC2 (F (ENC2 (m))) can be
perfectly simulated given f and g (situation similar to the one described in
case 1 at page 50).

Chapter 5
The ZKBoo Project
This chapter is an overview of the ZKBoo project and is based on the results presented in [GMO16a] (Paper V).
Structure of the chapter: In Section 5.1, I recall the definition of Σ-protocols and
give a brief overview of the state-of-the-art of zero-knowledge protocols for general languages. In Section 5.2, I explain the high-level idea of the IKOS paradigm
[IKOS07] and I analyse the concrete efficiency of some of the zero-knowledge protocols constructed in [IKOS07]. In Section 5.3, I illustrate a new proposal for practically efficient zero-knowledge arguments that generalizes and simplifies the IKOS
paradigm (i.e. the ZKBoo protocol). Finally, in Section 5.4, I briefly report on the
proof-of-concept implementation of the ZKBoo protocol.

5.1

Definitions and Background

Zero-Knowledge (ZK) protocols are cryptographic tools that allow a prover to convince a verifier about the veridicity of a statement without revealing any other
information. To exemplify this general idea, consider the following situation. A
small IT company (company A) with limited computational resources has to face a
computational hard task (e.g. finding a solution x of a computationally hard problem y). So, company A decides to outsource the heavy computation to another
company that has plenty of computing power, say company B. The two companies
agree on a price that company A is going to pay company B for the service. Then,
company B uses its powerful computing infrastructure and finds the requested solution x. Before paying, company A wants to know that company B really has a
correct solution for the problem y. At the same time, company B does not want
to reveal x before the payment. To solve this situation, company A and company
B can jointly run a zero-knowledge protocol. That is, the two companies interact
to produce a proof that (with overwhelming probability) convinces company A that
company B knows x but, at the same time, does not reveal any information on the
value x. In this way, without any external help, both the companies are satisfied
and can conclude their business.
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In general, since their introduction in the 80s [GMR85], zero-knowledge protocols
have been one of the main tools used to achieve security against active adversaries
for complex cryptographic protocols. However, due to the low number of practically
efficient solutions for proving generic statements, their application in real-world
systems is very limited. In this chapter, I will describe a new concretely efficient
ZK protocol (the ZKBoo protocol), which is based on the paradigm of Ishai et
al. [IKOS07] (IKOS). To the best of my knowledge, this is the first attempt of using
the IKOS approach to construct practically efficient ZK protocols.
Formally speaking, there are many different flavours of ZK protocols: proofs,
arguments, proofs of knowledges, etc (see [Gol01, Chapter 4]). In this chapter,
I will focus on Σ-protocols. Let R ⊆ {0, 1}∗ × {0, 1}∗ be an NP-relation1 representing some decisional problem: if (y, x) ∈ R, then y can be interpreted as a
yes-instance of the corresponding problem and x is the solution to that instance
(the “witness”). With L we indicate the set of the yes-instances of the relation R,
i.e. L = {y | ∃ x such that (y, x) ∈ R}.
Definition 5.1 (Σ-protocol). A Σ-protocol for R is a cryptographic protocol between two parties: the prover P and the verifier V . We assume that both P and V
are probabilistic polynomial time (PPT) machines which both know a public yesinstance y of R. The prover has an extra private input x such that (y, x) ∈ R.
The goal of the protocol is to convince the prover that the verifier knows x without
revealing any information about it. In particular, we have the following properties.
• The protocol has the following communication pattern:
1. (Commit) P sends a first message a to V ;
2. (Challenge) V sends a random element e to P ;
3. (Prove) P replies with a second message z.
At the end of the protocol the verifier says accept if he is convinced or reject
otherwise.
• (Completeness) If both parties P and V are honest (i.e. they follow the
protocol) and y ∈ L, then Pr[V says accept] = 1;
• (s-special soundness) For any y and any set of s accepting conversations
{(a, ei , zi )}i∈[s] with ei 6= ej if i 6= j, a witness x for y can be efficiently
computed;
1

An NP-relation is an efficiently decidable relation such that for all (y, x) ∈ R the length of x
is less or equal to p(|y|) for some polynomial p.
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Verifier

Prover
commitment a

challenge e

proof z
accept or reject

Figure 5.1: The communication pattern of a Σ-protocol.
• (Special honest-verifier ZK) There exists a PPT algorithm Sim (the “simulator”) such that on inputs y ∈ L and e, Sim outputs a triple (a0 , e, z0 )
with the same probability distribution as a real conversation (a, e, z) of the
protocol.
We say that the Σ-protocol has soundness error  if for all y ∈
/ L, it holds that
Pr[V says accept] ≤ , no matter what the prover does. In other words,  is an
upper-bound for the probability that a cheating prover makes an honest verifier
output accept for a false instance.
Σ-protocols have several properties that make them a useful building block for
many other cryptographic primitives (identification schemes, signatures, etc). See
[HL10, Chapter 6] for more details on Σ-protocols and their applications. Here I
recall the following two facts: 1) Σ-protocols are public-coin protocols and thus can
be made non-interactive in the random oracle model using the Fiat-Shamir heuristic
[FS86]. 2) There exist efficient transformations from Σ-protocols to zero-knowledge
arguments and zero-knowledge proofs of knowledge.
State-of-the-art. The first sublinear communication ZK argument was constructed
by Kilian in 1992 [Kil92], but the construction relied on the PCP theorem and was
far from being practical. The first constant-size and non-interactive ZK argument
was introduced by Groth in 2010 [Gro10]. In this approach, the general statement
that needed to be proved is expressed by a set of polynomial equations that are
efficiently verified using pairings. Since that, constructions of pairing-based ZK
arguments have been notably improved [GGPR13, Lip13, DFGK14, Gro16] and
efficiently implemented [PHGR13, BCTV14, BCG+ 13, CTV15, CFH+ 15]. These
protocols are usually referred to as Succinct Non-interactive ARguments of Knowl-
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edge (SNARKs). SNARKs are an extremely useful tool when the size of the proof
and the verification time matters: proofs generated using Pinocchio [PHGR13], one
of the aforementioned implementations of SNARKs, have size less than 300 bytes
and can be verified in the order of 5ms. This makes SNARKs perfect for applications such as ZeroCash [BCG+ 14]. On the downside, however, SNARKs require
very large parameters (which must be generated in a trusted way) and the time to
generate proofs are prohibitive for many applications. As an example, the running
time of the prover for generating a proof for SHA-1 is in the order of 10 seconds
for Pinocchio. There is an inherent reason for this inefficiency: current SNARKs
technology requires to perform expensive operations (in pairing friendly groups) for
each gate in the circuit.
Jawurek et al. proposed a different approach to efficient ZK, namely using garbled
circuits (GC) [JKO13]. Using GC, it is possible to prove any statement (expressed as
a Boolean circuit) using only a (low) constant number of symmetric key operations
per gate in the circuit, thus decreasing the proving time by more than an order of
magnitude. On the flip side, GC-based ZK are inherently interactive, and they still
require a few public-key operations (used for implementing the necessary oblivious
transfers).
Very recently, Ranellucci et al. proposed a general-purpose public-coin ZK protocol which can be based on any commitment scheme [RTZ14]. The asymptotic
performances are the same as ours (both communication and computation complexity are linear in the circuit size) but the concrete constants are higher (e.g. the
proofs are approximately 3 times larger and computation more than 10 times slower).
Hazay et al. show how to extend the IKOS technique to the case of two-party MPC
protocols (2PC) with application to adaptive ZK protocols [HV16]. It is an open
question whether their approach might lead to concrete efficiency improvements.

5.2

IKOS Construction

In 2007, Ishai et al. showed how to use any multiparty computation protocol in the
commitment-hybrid model2 to obtain a zero-knowledge proof for an arbitrary NP
relation R with asymptotically small soundness error [IKOS07]. Before describing
this construction, I briefly give a (informal) definition of multiparty computation.
Multiparty Computation. A multiparty computation (MPC) protocol is a tool
for secure evaluation of functions that receive inputs from several mutually untrusting parties. Consider a public function f : ({0, 1}k )n → {0, 1}` and let P1 , . . . , Pn
2

In the commitment-hybrid model the two parties have access to an idealized implementation
of commitments, which can be imagined as a trusted third party which stores the messages of the
sender and only reveals them to the prover if told so by the sender.
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be n parties that are modelled as PPT machines. The parties can communicate
with each other using point-to-point secure channels. Each party Pi holds the value
xi ∈ {0, 1}k and wants to compute the value f (x) with x = (x1 , . . . , xn ) while
keeping the input xi private. To achieve their goal, the parties jointly run an MPC
protocol Πf . The latter is an interactive protocol with the following features. There
are several rounds of communication. In each round party Pi executes the commands
specified by the protocol’s description and sends a message to Pj that is computed
as a deterministic function of the internal state (input and random tape) of Pi and
the messages that Pi has received in the previous rounds. The view of the party
Pj , denoted by ViewPj , is defined as the concatenation of the private input xj , the
random tape and all the messages received by Pj during the execution of Πf . At the
end of the protocol, the value bi is computed by party Pi from his own view ViewPi .
We require that Pr[bi = f (x)] = 1 for all i = 1, . . . , n (the probability is over the
choice of the random tapes of the parties). We say that the protocol Πf is t-private
to indicate the following. For any set A ⊆ [n] of size t there exists a PPT algorithm
SimA (the simulator) such that its output on inputs f (x) and {xi }i∈A has the same
distribution3 as (ViewPi )i∈A . Namely, the set of t curious parties Pi with i ∈ A can
not infer information about xj with j ∈
/ A from their views ViewPi .
An additional security property, robustness, assures that few active cheating parties
(who may not follow the instructions of the protocol) can not mislead the honest
parties, who still compute the correct output f (x). More precisely, we say that
the protocol Πf is r-robust if for any set B ⊆ [n] of size r the following holds.
If all the parties Pj with j ∈
/ B are honest (i.e. they follow the protocol), then
Pr[bj = f (x)] = 1 for all j ∈
/ B.
A large family of MPC protocols relies on secret-sharing schemes. The general
idea for these protocols is simple: in a first step each party shares its private input with the others, then the parties perform computations on the shares in such
a way that, when these computations are concluded, they can reconstruct the output of the protocol by combining together their private outputs. See [CDN15] for a
comprehensive treatment of multiparty computation and secret-sharing with unconditional security. In this section, MPC protocols are only used as a building block
in zero-knowledge protocols.
In [IKOS07] several zero-knowledge protocols are presented. The most basic one
is a Σ-protocol and is designed in the following way. Assume that an NP-relation R
and a yes-instance y are known by a prover P and a verifier V . Define the function4
fy : ({0, 1}k )n → {0, 1} as fy (v1 , · · · , vn ) := R(y, v1 ⊕ · · · ⊕ vn ) and assume an nparty MPC protocol Πfy that computes fy with 2-privacy is given (n ≥ 3). Finally,
3

We can weaken this requirement. For the applications shown in this section it suffices that
SimA (f (x), {xi }i∈A ) and (ViewPi )i∈A are statistically or computationally indistinguishable.
4
In the definition of fy , we interpret R as a binary function from {0, 1}∗ × {0, 1}∗ to {0, 1}.
Namely, R(y, x) = 1 ⇔ (y, x) ∈ R.
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assume that P knows x such that (y, x) ∈ R. In order to convince the verifier of the
knowledge of the prover without revealing x, the two parties execute the following
commands (basic IKOS protocol):
1. (Commit) The prover samples uniformly at random n values x1 , . . . , xn such
that x = x1 ⊕ · · · ⊕ xn . Then, he emulates the n parties of the protocol Πfy and runs it on inputs x1 , . . . , xn . In this way, P produces n views
ViewP1 , . . . , ViewPn . Finally, P commits to the n produced views.
2. (Challenge) After all the n commitments have been received by V , the verifier chooses a random set A = {i, j} ⊆ [n] and challenges P to open the
commitments of the views ViewPi and ViewPj .
3. (Open) The prover opens the requested commitments and the verifier outputs
accept if and only if all the opened views are consistent with each other and
with output 1. Otherwise P outputs reject.
The 2-privacy property of the MPC protocol Πfy guarantees that seeing only the two
views {ViewPi , ViewPj } does not reveal any information on the secret prover’s input
x. At the same time, the correctness of the MPC protocol can be used to prove the
special soundness property. In particular, notice that the correctness of the MPC
protocol guarantees that if the prover tries to prove a false statement, then there
exist two views which
are inconsistent. The verifier sees this inconsistency with
 −1
n
probability at least 2 . If n = 3, the soundness error is less than or equal to 2/3.
[IKOS07] presents two strategies to achieve a negligible soundness error: either
by repeating5 the basic IKOS protocol, or by using a single instance of a Σ-protocol
designed like the basic IKOS protocol but based on an MPC protocol with t-privacy
and r-robustness (in particular, now the challenge set A has size t). In the second
case, in order to obtain soundness error 2−k we need to assume n, t, r = Θ(k). While
[IKOS07] only provides asymptotic estimates of the soundness errors and proof sizes
achieved by these two strategies, in Paper V my co-author and I concretely estimate
these parameters assuming different MPC protocols.
I refer to Section 11.3 for the details of our analysis and I summarize the main
conclusions here:
• (Using exiting MPC protocols.) If one is interested in a reasonable soundness
error of 2−80 , then the version of IKOS without repetition does not lead to
any practical advantage.
Indeed, using the basic IKOS protocol based on a 2-private MPC protocol for
3 players (e.g. the GMW protocol [GMW87] with OT channels), we get a per


For the basic IKOS protocol, k(log2 (3) − 1)−1 sequential repetitions reduce the soundness
error to 2−k .
5
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gate6 proof size (i.e. the bit-length of the final message z in the Σ-protocol) of
2 · (# of repet) · (size of a view) = 2 ·

80
· (size of a view)
log2 (3) − 1

If we use a robust MPC protocol and avoid repetition,
then
the best we can
j
k
n−1
hope for in the existing literature gives t = r =
(e.g. BGW proto3
−80
col [BGW88]). To get soundness error 2 , we need at least n ≥ 1122 players
and therefore the number of opened views is b n−1
c = 373. therefore, the proof
3
size per gate is
373 · (size of a view)
Looking ahead, the ZKBoo protocol (Section 5.3) basically shows that 2private 3-party protocols with views of size only 1 bit are possible. Thus
the proof size of the first version (basic IKOS with repetitions) can achieve
274 bits per gate. On the other hand, even assuming a robust MPC protocol where each views has size only one bit per gate, the size of the proof of
the second version (without repetitions) would already be larger than in the
previous case.
l

m

• (Future work.) Using an MPC protocol with t = r = 23 n it would be enough
to use n = 92 players to achieve soundness error 2−80 . The existence of such
a protocol, where in addition the view size is ≤ 4 bits per multiplication gate,
would give rise to zero-knowledge proofs of size smaller than the existing ones
(included the ZKBoo protocol). We are not aware of any such protocols, however we cannot rule out their existence. In particular, note that such protocols
have not been considered in the literature, since they give rise to poor MPC
protocols in practice (for instance such protocols necessarily use advanced
channels, which in the standard MPC protocol need to be implemented using
expensive cryptographic operations). The function decomposition tool that I
will define in the next section is only a first step in this direction. In general,
the design of very efficient “ZK-friendly MPC protocols” (i.e. MPC protocols
optimized for zero-knowledge applications) can be considered an interesting
open question for future work.

6

Standard MPC protocols for evaluating a function f assume that a circuit computing f is
known and organize the computation gate by gate. Namely, the protocol specifies instructions to
securely compute the output of each gate of the circuit.
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5.3

Practically Efficient Zero-Knowledge

In Paper V, my co-authors and I give a new interpretation of the IKOS framework when instantiated with a 2-private 3-party version of the GMW protocol. In
particular, notice that in general the communication channels can be replaced by
arbitrary 2-party functionalities. Since those ideal functionalities do not have to be
implemented using cryptographic protocols (they are only simulated by the prover),
this increases the degrees of freedom of the protocol designer and allows to construct
tailored protocols (called in the following function decomposition) that can be used
for constructing efficient ZK protocols.

Function Decomposition
Given an arbitrary function φ : {0, 1}k → {0, 1}` and an input value x ∈ {0, 1}k ,
we want to compute the value φ(x) by splitting the computation in 3 branches such
that the values computed in 2 branches reveal no information about the input x.
In order to achieve this, we use a (2, 3)-decomposition of the function φ. This is a
finite set D of functions
D = {Sh, Output1 , Output2 , Output3 , Rec} ∪

N
[

(j)

(j)

(j)

{φ1 , φ2 , φ3 }

j=1

such that:
• Sh : {0, 1}k → S 3 is a surjective function that splits up the value x in three
shares w1 [0], w2 [0], w3 [0].
• For j = 1, . . . , N and m = 1, 2, 3 (with the convention 3 + 1 = 1), the
7
function φ(j)
m takes as inputs the values {wm [0], wm [1], . . . , wm [j − 1]} and
{wm [0], wm [1], . . . , wm+1 [j − 1]} and outputs the value wm [j].
For m = 1, 2, 3, define wm = (wm [0], wm [1], . . . , wm [N ]). The three strings w1 , w2 , w3
are called the views of the decomposition. Basically, wi contains the values com(j)
puted in the computation branch i. The sharing function Sh and all functions φm
are allowed to be randomized; these functions get their coins from k1 , k2 , k3 , three
finite random tapes which correspond to the three branches of computation (see
Figure 5.2).
• For m = 1, 2, 3, the function Outputm takes as input the string wm and outputs
ym .
7

(j)

Possibly, the function φm takes as input only a subset of the values {wm [0], wm [1], . . . , wm [j −
1]} and {wm [0], wm [1], . . . , wm+1 [j − 1]}.
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Figure 5.2: Pictorial representation of a (2,3)-decomposition of the computation of
y = φ(x).

64

Chapter 5. The ZKBoo Project
• The function Rec takes the three values y1 , y2 and y3 as input and outputs the
value y such that Pr[y = φ(x)] = 1 (the probability is taken over the choice
of the random tapes k1 , k2 , k3 ).

Moreover, we require the following 2-privacy property. For all e = 1, 2, 3 there exists
a PPT simulator Sime such that the random variable ({ki , wi }i∈{e,e+1} , ye+2 ) has
the same distribution as the output of Sime on input φ(x) for all x ∈ {0, 1}k .
Example 5.1 (Linear Decomposition). Here I present an explicit example of a convenient (2,3)-decomposition based on the additive secret-sharing scheme. Assume
that φ : {0, 1}k → {0, 1}` can be expressed by a boolean circuit with XOR, AND
and NOT gates. The total number of gates in the circuit is N , the gates are labelled
with indices in [N ]. The linear (2,3)-decomposition of φ is defined as follows8 . Let
(Sh, Rec) be the additive sharing scheme (Example 2.1) with 3 shares. Assume that
the c-th gate has input wires coming from the gate number a and the gate number b
(c)
(or only gate number a in the case of a unary gate), then the function φi is defined
as follows. If the c-th gate is a
- unary “add α” gate, then for all i ∈ [3]:
(c)

wi [c] = φi (wi [a]) =


w

i [a]

+α

if i = 1
else

wi [a]

- unary “mult. α” gate, then for all i ∈ [3]:
(c)

wi [c] = φi (wi [a]) = α · wi [a]
- binary addition gate, then for all i ∈ [3]:
(c)

wi [c] = φi (wi [a], wi [b]) = (wi [a] + wi [b])
- binary multiplication gate, then for all i ∈ [3]:
(c)

wi [c] = φi





wi [a, b], wi+1 [a, b])

= wi [a] · wi [b] + wi+1 [a] · wi [b]
+ wi [a] · wi+1 [b] + ri (c) − ri+1 (c)
where rj is a uniformly random function sampled using kj .
For all i ∈ [3], Outputi (wi ) simply selects all the shares of the output wires of the
circuit.
8

(c)

It is easy to slightly modify the definition of the functions φi in such a way that N results
equal to the number of multiplication gates only. See Section 11.4.
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The ZKBoo Protocol
In the following I show how to turn a (2, 3)-decomposition D of a function φ into
a Σ-protocol for the relation Rφ defined by: (y, x) ∈ Rφ ⇔ φ(x) = y. The verifier
and the prover have input y ∈ Lφ = {y | ∃ v s.t. φ(v) = y}. The prover knows x
such that y = φ(x).
Commit: The prover does the following:
1. Sample random tapes k1 , k2 , k3 ;
2. Run the functions in D and obtain the views w1 , w2 , w3 and the output
shares y1 , y2 , y3 ;
3. Commit to the views and the random tapes, ci = Com(wi , ki ) for all
i ∈ [3];
4. Send the output shares (y1 , y2 , y3 ) to the prover.
The verifier receives a = (y1 , y2 , y3 , c1 , c2 , c3 ).
Challenge: The verifier chooses uniformly at random an index e ∈ [3] and sends it
to the prover.
Open: The prover answers to the verifier’s challenge opening the commitments ce
and ce+1 (i.e. the verifier receives z = (we , ke , we+1 , ke+1 )).
The verifier runs the following checks:
1. If Rec(y1 , y2 , y3 ) 6= y, output reject;
2. If ∃ i ∈ {e, e + 1} such that yi 6= Outputi (wi ), output reject;




3. If ∃ j such that we [j] 6= φ(j)
(we [k], we+1 [k])k=0,...,j−1 output reject.
e
If all the checks are satisfied, the verifier outputs accept.
Theorem 5.1. The ZKBoo protocol is a Σ-protocol for the relation Rφ with 3-special
soundness and soundness error 2/3.
Section 11.4 contains the formal proof of the above result (see Theorem 11.2). Informally, the 2-privacy property of the decomposition D implies the special honestverifier ZK property because any pair of views of the decomposition doesn’t reveal
extra information on x (in particular, for any challenge e a simulator Sim for the ZKBoo protocol can be constructed using the simulator 2-privacy Sime ). Moreover, the
protocol satisfies the 3-special soundness property because we can traverse the decomposition of φ backwards from the output to the input shares. Given 3 accepting
conversations, we can extract from them three correctly computed views w1 , w2 , w3 .
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Since the Sh function is surjective, we can compute x0 = Sh−1 (w1 [0], w2 [0], w3 [0]).
By definition of decomposition we have that φ(x0 ) = y. Finally, if y ∈
/ Lφ , clearly
there exists at least one challenge that the corrupted prover can not answer correctly.
This gives soundness error 2/3.
Complexity. If φ : {0, 1}k → {0, 1}` is expressed by a
N multiplication gates, repeating σ(log2 3 − 1)−1 copies of
instantiated with the linear decomposition (Example 5.1),
σ(log2 3 − 1)−1 (k + N + ` + κ) bits with soundness 2−σ (we
tapes pseudo-randomly with security parameter κ).

5.4

boolean circuit with
the ZKBoo protocol
we get proof of size
generate the random

Implementation and Comparison

Implementation. Paper V concludes with the description of a proof-of-concept
implementation of the ZKBoo protocol. In particular, Section 11.5 describes how
the ZKBoo protocol (based on the linear decomposition) can be used to construct
very efficient ZK protocols for proving knowledge of preimages for SHA-1 and SHA256 (namely, φ = SHA-1 and φ = SHA-256). I refer to Section 11.5 for the details
about the experimental setup and the results of all the experiments we run. As
highlight, see Table 5.1 here.
SHA-1
SHA-256
Serial Paral. Serial Paral.
Prover (ms)
31.73 12.73 54.63 15.95
Verifier (ms)
22.85
4.39 67.74 13.20
Proof size (KB)
444.18
835.91
Table 5.1: Running times and proof size for the ZKBoo protocol with soundness
error 2−80 (average of 1000 runs) when φ = SHA-1 and φ = SHA-256.
In short, the experimental results show that for practically relevant functions
(such as SHA-1 and SHA-256) and soundness-error (e.g. 2−80 ), the ZKBoo protocol
has very low proving and verification time (e.g. approximately 32ms and 23ms for
SHA-1). On the downside the size of the proof generated by the ZKBoo protocol
scales linearly with the circuit size (e.g. 444KB for SHA-1 implemented via a boolean
circuit with 11,680 AND gates, 836KB for SHA-256 implemented via a boolean
circuit with 25,344 AND gates).
Notice that to achieve negligible soundness error, we repeat the basic ZKBoo
protocol with soundness error 2/3 several times. This implies that computing and
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verifying proofs generated by the ZKBoo protocol is by construction a parallel task.
Thus, it is possible to effortlessly take advantage of standard multi-core architecture
and get a significant reduction of the running times. With this easy optimization,
we can generate (respectively verify) a proof for SHA-1 in approximately 13ms
(respectively 5ms).
Comparison. In Paper V, we compare the performances of proving and verifying
knowledge of SHA-1 preimages across ZKBoo, Pinocchio [PHGR13] and [JKO13]
(see Table 5.2 and refer to Section 11.5 for more details). The results shows that
ZKBoo is faster at both proving and verifying, with an incredible 103 factor for the
prover timing. To Pinocchio’s defence, it must be noted that Pinocchio is a general
purpose system that can generate proofs for any circuit (provided as an input file)
that has small constant size (i.e. less than 300 bytes). For the case of [JKO13], we
could not directly compare implementations, since the source code for [JKO13] is
not publicly available. Therefore, we consider an accurate estimate of the size of
the proofs and a lower-bound for its runtime. The resulting estimates show that
[JKO13] produces slightly shorter proofs. On the other hand, ZKBoo has better
running time than [JKO13]. In fact, the runtime of [JKO13] is already larger than
the runtime of ZKBoo for the SHA-1 circuit even when we consider large lowerbounds for [JKO13].

ZKBoo
Pinocchio [PHGR13]
[JKO13]

Preproc. (ms)
0
9754
0

Prover (ms)
13
12059
> 19

Verifier (ms)
5
8
> 25

Proof size (B)
454840
288
186880

Table 5.2: Comparison of approaches for SHA-1
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Chapter 6
Conclusion
As stated in Chapter 1, the main goal of this Ph.D. dissertation is to contribute to
the state-of-the-art of secret-sharing scheme application and design. Specifically, 1)
a number of cryptographic primitives for whose construction secret-sharing schemes
can be fruitfully employed are identified, 2) new secret-sharing schemes with the
properties required by the applications are designed.
These contributions are grouped as follows.
1. The MiniCommit Project (Chapter 3). Two new constructions of homomorphic UC commitments are given. Both the constructions have the following
structure: first, there is an input-independent setup phase based on oblivious transfer; then, in the online phase commitments are constructed (and
later on opened) using ad-hoc secret-sharing schemes and a standard pseudorandom generator. To commit to a k-bit string, the amortized communication complexity is O(k). The first construction (protocol ΠHCOM , Figure 7.6)
[DDGN14a] is fully homomorphic and achieve computational complexity O(k)
for the receiver and O(k 1+ ) for the sender. The second construction (protocol
ΠuHCOM , Figure 8.3) [CDD+ 15a] is only additively homomorphic but achieves
computational complexity O(k) for both parties. Constructing a fully homomorphic commitment scheme with computational complexity O(k) for both
parties is an open question.
Notice that the second construction achieves also practical efficiency. For
example, [CDD+ 15a] reports an instantiation of the non-homomorphic variant
(protocol ΠuCOM , Figure 8.2) for k = 256 that has communication cost of
around 2,700 bits and running time less than 2µs (1µs to commit and 1µs to
open, online phase only).
2. The NMCodes Project (Chapter 4). Two new constructions of non-malleable
codes in the bit-wise independent tampering model are given. Both the constructions are deterministic and build non-malleable codes with computational
complexity linear in the input-length. The first construction uses ad-hoc instantiations of known primitives (AMD codes, LSSSs and tamper-detection
codes) and achieves constant-rate. The second construction improves the rate
(it has rate 1 − o(1)) using an high-rate LSSS, an efficient universal function
family and a new primitive called compressor.
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3. The ZKBoo Project (Chapter 5). The ZKBoo protocol [GMO16a] is the first
attempt to make general purpose zero-knowledge practical, by using the approach of Ishai et al. [IKOS07]. The latter is simplified and generalized using
a new primitive called function decomposition. A simple linear decomposition
for boolean functions, while finding compact decompositions for other interesting functions is left as future work. The experimental results show that for
practically relevant circuits (e.g. SHA-1 and SHA-256) and soundness error
(e.g. 2−80 ), the ZKBoo protocol is the fastest in terms of proving time, and
where the verification time is comparable even with SNARKs technology.

In Chapter 2, the following new constructions of sharing scheme are given:
1. The encode-then-split construction (Section 2.3.1) builds an efficient LSSS with
explicit families of qualified and unqualified sets from a generic linear ECC.
If the underlying code is linear-time en- and decodable, than we obtain a
scheme with linear-time complexity. This scheme is used in protocols ΠuCOM
and ΠuHCOM .
2. The constant-rate construction (Section 2.3.2) is based on a specific family
of ECC and builds a linear-time and constant-rate LSSS with (δm)-privacy
and m shares (for any δ ∈ (0, 1)). This scheme is used in the constant-rate
construction of the NMCodes project.
3. The optimal-rate construction (Section 2.3.3) improves the former one and
builds a linear-time and LSSS with rate approaching 1, t-uniformity and
t = Ω(k 1− ) (for any  ∈ (0, 1)). This scheme is used in the rate 1 − o(1)
construction of the NMCodes project.
4. The ΠVSS protocol (Section 2.4.1) allows to transform any LSSS in a verifiable
one without increasing the communication cost of the sharing phase (per field
element shared). The ΠVSS protocol is used in ΠHCOM and ΠuHCOM .
5. The subversion-resilient construction (Section 2.4.2) shows how to convert a
classic LSSS to one that is secure against algorithm-substitution attacks using
simply a pseudorandom generator.

Part II
Publications
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Chapter 7
Paper I
Compact VSS and Efficient Homomorphic UC
Commitments
Abstract
We present a new compact verifiable secret sharing scheme, based
on this we present the first construction of a homomorphic UC commitment scheme that requires only cheap symmetric cryptography, except for a small number of seed OTs. To commit to a k-bit string, the
amortized communication cost is O(k) bits. Assuming a sufficiently efficient pseudorandom generator, the computational complexity is O(k)
for the verifier and O(k 1+ ) for the committer (where  < 1 is a constant). In an alternative variant of the construction, all complexities
are O(k · polylog(k)). Our commitment scheme extends to vectors over
any finite field and is additively homomorphic. By sending one extra
message, the prover can allow the verifier to also check multiplicative relations on committed strings, as well as verifying that committed vectors
a, b satisfy a = ϕ(b) for a linear function ϕ. These properties allow us
to non-interactively implement any one-sided functionality where only
one party has input (this includes UC secure zero-knowledge proofs of
knowledge). We also present a perfectly secure implementation of any
multiparty functionality, based directly on our VSS. The communication
required is proportional to a circuit implementing the functionality, up
to a logarithmic factor. For a large natural class of circuits the overhead
is even constant. We also improve earlier results by Ranellucci et al. on
the amount of correlated randomness required for string commitments
with individual opening of bits.

7.1

Introduction

A commitment scheme is perhaps the most basic primitive in cryptographic protocol
theory, but is nevertheless very powerful and important both in theory and practice.
73

74

Chapter 7. Paper I

Intuitively, a commitment scheme is a digital equivalent of a secure box: it allows
a prover P to commit to a secret s by putting it into a locked box and give it to
a verifier V . Since the box is locked, V does not learn s at commitment time, we
say the commitment is hiding. Nevertheless, P can later choose to give V the key
to the box to let V learn s. Since P gave away the box, he cannot change his mind
about s after commitment time, we say the commitment is binding.
Commitment schemes with stand-alone security (i.e., they only have the binding
and hiding properties) can be constructed from any one-way function, and already
this most basic form of commitments implies zero-knowledge proofs for all NP languages. Commitments with stand-alone security can be very efficient as they can
be constructed from cheap symmetric cryptography such as pseudorandom generators [Nao91]. However, in many cases one would like a commitment scheme that
composes well with other primitives, so that it can be used as a secure module that
will work no matter which context it is used in. The strongest form of security we
can ask for here is UC security [Can01]. UC commitments cannot be constructed
without set-up assumptions such as a common reference string [CF01]. On the other
hand, a construction of UC commitment in such models implies public-key cryptography [DG03] and even multiparty computation [CLOS02] (but see [DNO10] for a
construction based only on 1-way functions, under a stronger set-up assumption).
With this in mind, it is not surprising that constructions of UC commitments are
significantly less efficient than stand-alone secure commitments. The most efficient
UC commitment schemes known so far are based on the DDH assumption and requires several exponentiations in a large group [Lin11, BCPV13]. This means that
the computational complexity for committing to k-bit strings is typically Ω(k 3 ).
Our Contribution We first observe that even if we cannot build practical UC
commitments without using public-key technology, we might still confine the use of
it to a small once-and-for-all set-up phase. This is exactly what we achieve: given
initial access to a small number of oblivious transfers, we show a UC secure commitment scheme where the only computation required is pseudorandom bit generation
and a few elementary operations in a finite field. The number of oblivious transfers we need does not depend on the number of commitments we make later. The
main observation we make is that we can reach our goal by combining the oblivious
transfers with a “sufficiently compact” Verifiable Secret Sharing Scheme (VSS) that
we then construct. The VSS has applications on its own as we detail below.
To commit to a k-bit string, the amortized communication cost is O(k) bits.
The computational complexity is O(k) for the verifier and O(k 1+ ) for the committer (where  < 1 is a constant). This assumes a pseudorandom generator with
linear overhead per generated bit1 . In an alternative variant of the construction,
1

This seems a very plausible assumption as a number of different sufficient conditions for such
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all complexities are O(k · polylog(k)). After the set-up phase is done, the prover
can commit by sending a single string. Our construction extends to commitment
to strings over any finite field and is additively homomorphic, meaning that given
commitments to strings a, b, the verifier can on his own compute a commitment to
a + b, and the prover can open it while revealing nothing beyond a + b. Moreover, if
the prover sends one extra string, the verifier can also check that committed vectors
a, b, c satisfy c = a ∗ b, the component-wise product. Finally, again by sending one
extra string and allowing one extra opening, the verifier can compute a commitment
to ϕ(a), given the commitment to a, for any linear function ϕ. These extra strings
have the same size as a commitment, up to a constant factor.
On the technical side, we take the work from [FJN+ 13] as our point of departure.
As part of their protocol for secure 2-party computation, they construct an imperfect
scheme (which is not binding for all commitments). While this is good enough for
their application, we show how to combine their scheme with an efficient VSS that
is compact in the sense that it allows to share several values from the underlying
field, while shares only consist of a single field element. This is also known as packed
secret sharing [FY92].
Our construction generalises the VSS from [CDM00] to the case of packed secret
sharing. We obtain a VSS where the communication needed is only a constant
factor larger than the size of the secret. Privacy for a VSS usually just says that
the secret remains unknown to an unqualified subset of players until the entire
secret is reconstructed. We show an extended form of privacy that may be of
independent interest: the secret in our VSS is a set of k vectors s1 , ..., sk , each
of length k. We show that any linear combination of s1 , ..., sk can be (verifiably)
opened and players will learn nothing beyond that linear combination. We also
build two new VSS protocols, both of which are non-trivial extensions. The first
allows the dealer to generate several sharings of the vector 0k . For an honest dealer,
the shares distributed are random even given the extra verification information an
adversary would see during the VSS. This turns out to be crucial in achieving secure
multiplication of secret-shared or committed values. The second new protocol allows
us to share two sets of vectors s1 , ..., sk and s̃1 , ..., s˜k such that it can be verified that
ϕ(s1 ) = s˜1 , . . . , ϕ(sk ) = s˜k for a linear function ϕ. In the commitment scheme, this
is what allows us to verify that two shared or committed vectors satisfy a similar
linear relation.
PRG’s are known. In [IKOS08] it is observed that such PRGs follow Alekhnovich’s variant of
the Learning Parity with Noise assumption. Applebaum [App13] shows that such PRGs can be
obtained from the assumption that a natural variant of Goldreich’s candidate for a one-way function
in NC0 is indeed one-way. The improved HILL-style result of Vadhan and Zheng [VZ12] implies
that such PRGs can be obtained from any exponentially strong OWF that can be computed by a
linear-size circuit.
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Applications. One easily derived application of our commitment scheme is an
implementation of any two-party functionality where only one party has input, we
call this a one-sided functionality. This obviously includes UC secure zero-knowledge
proofs of knowledge for any NP relation. Our implementation is based on a Boolean
circuit C computing the desired output.
We will focus on circuits that are not too “oddly shaped”. Concretely, we assume
that every layer of the circuit is Ω(k) gates wide, except perhaps for a constant
number of layers. Here one may think of k as a statistical security parameter, as
well as the number of bits one of our commitments contains. Second, we want that
the number of bits that are output from layer i in the circuit and used in layer j
is either 0 or Ω(k) for all i < j. We call such circuits well-formed. In a nutshell,
well-formed circuit are those that allow a modest amount of parallelization, namely
a RAM program computing the circuit can always execute Ω(k) bit operations in
parallel and when storing bits for later use or retrieving, it can always address Ω(k)
bits at a time. In practice, since we can treat k as a statistical security parameter,
its value can be quite small (e.g. 80), in particular very small compared to the
circuit size, and hence a requirement that the circuit be well-formed seems rather
modest. Using the parallelisation technique from [DIK10], we can evaluate a wellformed circuit using only parallel operations on k-bit blocks, and a small number of
different permutations of bits inside blocks. This comes at the cost of a log-factor
overhead.
Some circuits satisfy an even nicer condition: if we split the bits coming into
a layer of C into k-bit blocks, then each such block can be computed as a linear
function of blocks from previous layers, where the function is determined by the
routing of wires in the circuit. Such a function is called a block function. If each
block function depends only on a constant number of previous blocks and if each
distinct block function occurs at least k times, then C is called regular (we can
allow that a constant number of block functions do not satisfy the condition). For
instance, block ciphers and hash functions do not spread the bits around much in
one round, but repeat the same operations over many rounds and hence tend to have
regular circuits. Also many circuits for arithmetic problems have a simple repetitive
structure and are therefore regular.
Theorem 7.1. For any one-sided two-party functionality F that can be computed
by Boolean circuit C, there exists a UC secure non-interactive implementation of
F in the OT hybrid model. Assuming C is well-formed and that there exists a
linear overhead PRG, the communication as well as the receiver’s computation is in
O(log(|C|)|C|). If C is regular, the complexities are O(|C|).
We stress that the protocol we build works for any circuit, it will just be less
efficient if C is not well-formed 2 . We can also apply our VSS directly to implement
2

It is possible to use MPC-in-the-head techniques to prove results that have some (but not all)
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multiparty computation in the model where there are clients who have inputs and
get output and servers who help doing the computation.
Theorem 7.2. For any functionality F , there exists a UC perfectly secure implementation of F in the client/server model assuming at most a constant fraction of
the servers and all but one of the clients may be corrupted. If C is well-formed, the
total communication complexity is in O(log(|C|)|C|). If C is regular, the complexity
is O(|C|).
We are not aware of any other approach that would allow us to get perfect
security and “constant rate” for regular circuits3 .
A final application comes from the fact that our commitment protocol can be
interpreted as an unconditionally secure protocol in the model where correlated
randomness is given. In this model, it was shown in [RTWW11] that any unconditionally secure protocol that allows commitment to N bits where each bit can be
individually opened, must use Ω(N k) bits of correlated randomness, where k the
security parameter. They also show a positive result that partially circumvents this
N,r
that allows commitment to N bits
lower bound by considering a functionality Fcom
where only r < N bits can be selectively and individually opened. When r is O(1),
they implement this functionality at constant rate, i.e. the protocol requires only
O(1) bits of correlated randomness per bit committed to. We can improve this as
follows:
Theorem 7.3. There exists a constant-rate statistically secure implementation of
N,r
Fcom
in the correlated randomness model, where r ∈ O(N 1− ) for any  > 0.
We find it quite surprising that r can be “almost” N , and still the lower bound
for individual opening does not apply. What the actual cut-off point is remains an
intriguing open question.
Related Work In [DIK+ 08], a VSS was constructed that is also based on packed
secret sharing (using Shamir as the underlying scheme). This construction relies crucially on hyper invertible matrices which requires the field to grow with the number
of players. Our construction works for any field, including F2 . This would not be so
important if we only wanted to commit and reveal bits: we could use [DIK+ 08] with
of the properties of Theorem 7.1. Essentially one applies the IPS compiler [IPS08] to a multiparty
protocol, either a variant of [DI06] (described in [IKOS07]), or the protocol from [DIK10]. In
the first case, the verifier’s computation will be asymptotically larger than in our protocol, in the
second case, one cannot obtain the result for regular circuits since [DIK10] has at least logarithmic
overhead for any circuit since it cannot be based on fields of constant size.
3
Using [DIK10] would give at least logarithmic overhead for any circuit, using variants of [DI06]
would at best give statistical security.
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an extension field, pack more bits into a field element and still get constant communication overhead, but we want to do (Boolean) operations on committed bits, and
then “bit-packing” will not work. It therefore seems necessary to construct a more
compact VSS in order to get our results. In [BBDK00], techniques for computing
functions of shared secrets using both broadcast channels and private interactive
evaluation are introduced. However, their constructions are based specifically on
Shamir’s LSSS and do not allow verification of share validity.
In recent independent work [GIKW14], Garay et al. also construct UC commitments using OT, VSS and pseudorandom generators as the main ingredients.
While the basic approach is closely related to ours, the concrete constructions are
somewhat different, leading to incomparable results. In [GIKW14] optimal rate is
achieved, as well as a negative result on extension of UC commitments. On the
other hand, we focus more on computational complexity and achieve homomorphic
properties as well as non-interactive verification of linear relations inside committed
vectors4 .

7.2

Preliminaries

The results presented in this paper are proven secure in the Universal Composability (UC) framework introduced by Canetti in [Can01]. We consider security
against static adversaries, i.e. all corruptions take place before the execution of the
protocol. We consider active adversaries who may deviate from the protocol in any
arbitrary way. It is known that UC commitments cannot be obtained in the plain
model [CF01]. In order to overcome this impossibility, our protocol is proven secure
1,2
in the FOT
-hybrid model in, where all parties are assumed to have access to an
t,n
ideal 1-out-of-2 OT functionality. In fact, our protocol is constructed in the FOT
hybrid model (i.e. assuming access to t-out-of-n OT), which can be subsequently
1,2
t,n
-hybrid model via standard techniques for obtaining FOT
from
reduced to the FOT
1,2
t,n
FOT [Nao91, BCR86, NP99]. We denote by FOT (λ) an instance of the functionality
1,2
that takes as input from the sender messages in {0, 1}λ . Notice that FOT
can be
efficiently UC-realized by the protocols in [PVW08], which can be used to instanti∗
ate our commitment protocol. We define our commitment functionality FHCOM
in
t,n
Figure 7.1 and FOT in Figure 7.2, further definitions can be found in Appendix 7.7.

Linear Secret Sharing
In very short terms, a linear secret sharing scheme is a secret sharing scheme defined
over a finite field F, where the shares are computed as a linear function of the secret
(consisting of one or more field elements) and some random field elements. A special
4

Our work has been recognised by the authors of [GIKW14] as being independent.
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∗
FHCOM
proceeds as follows, running with parties P1 , . . . , Pn and an adversary Sim:

• Commit Phase: Upon receiving a message (commit, sid, ssid, , Ps , Pr , m) from
Ps , where m ∈ {0, 1}λ , record the tuple (ssid, Ps , Pr , m) and send the message
(receipt, sid, ssid, , Ps , Pr ) to Pr and Sim. (The lengths of the strings λ is fixed
and known to all parties.) Ignore any future commit messages with the same
ssid from Ps to Pr . If a message (abort, sid, ssid,) is received from Sim, the
functionality halts.
• Reveal Phase: Upon receiving a message (reveal, sid, ssid,) from Ps : If
a tuple (ssid, Ps , Pr , m) was previously recorded, then send the message
(reveal, sid, ssid, , Ps , Pr , m) to Pr and Sim. Otherwise, ignore.
• Addition: Upon receiving a message (add, sid, ssid, , Ps , ssid1 , ssid2 , ssid3 )
from Pr : If tuples (ssid1 , Ps , Pr , m1 ), (ssid2 , Ps , Pr , m2 ) were previously
recorded and ssid3 is unused, record (ssid3 , Ps , Pr , m1 + m2 ) and send the message (add, sid, ssid, , Ps , ssid1 , ssid2 , ssid3 , success) to Ps , Pr and Sim.
• Multiplication:
Upon
receiving
a
message
(mult, sid, ssid, , Ps , ssid1 , ssid2 , ssid3 )
from
Pr :
If
tuples
(ssid1 , Ps , Pr , m1 ),
(ssid2 , Ps , Pr , m2 )
and
(ssid3 , Ps , Pr , m3 )
were
previously recorded, and if m3 = m1 ∗ m2 , send the message
(mult, sid, ssid, , Ps , ssid1 , ssid2 , ssid3 , success) to Ps , Pr and Sim. Otherwise, send message (mult, sid, ssid, , Ps , ssid1 , ssid2 , ssid3 , fail) to Ps , Pr and
Sim.
• Linear
Function
Evaluation:
Upon
receiving
a
message
(linear, sid, ssid, , Ps , ϕ, ssid1 , ssid2 ), where ϕ is a linear function, from Ps :
If the tuple (ssid1 , Ps , Pr , m1 ) was previously recorded and ssid2 is unused,
store (ssid2 , Ps , Pr , ϕ(m1 )) and send (linear, sid, ssid, , Ps , ssid1 , ssid2 , success)
to Ps , Pr and Sim.
∗
Figure 7.1: Functionality FHCOM

case is Shamir’s well known scheme. However, we need a more general model for
our purposes.
Definition 7.1 (LSSS). A linear secret sharing scheme S over the finite field F is defined by the following parameters: number of players n, secret length k, randomness
length e, privacy threshold t and reconstruction threshold r. Also, a n × (k + e) matrix M over F is given and S must have r-reconstruction and t-privacy as explained
below. If k > 1, then S is called a packed linear secret sharing scheme.
Let d = k + e and let P = {P1 , . . . , Pn } be the set of players, then the row
number i of M , denoted by mi , is assigned to player Pi . If A is a player subset,
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t,n
FOT
interacts with a sender Ps , a receiver Pr and an adversary Sim.

• Upon receiving a message (sender, sid, ssid, , x1 , . . . , xn ) from Ps , where each
xi ∈ {0, 1}λ , store the tuple (ssid, x1 , . . . , xn ) (The lengths of the strings λ is
fixed and known to all parties). Ignore further messages from Ps to Pr with the
same ssid.
• Upon receiving a message (receiver, sid, ssid, , c1 , . . . , ct ) from Pr , check if a tuple
(ssid, x1 , . . . , xn ) was recorded. If yes, send (received, sid, ssid, , xc1 , . . . , xct ) to
Pr and (received, sid, ssid, ) to Ps and halt. If not, send nothing to Pr (but
continue running).
t,n
Figure 7.2: Functionality FOT

then MA denotes the matrix consisting of rows from M assigned to players in A.
To share a secret s ∈ Fk , one first forms a column vector f ∈ Fd where s appears
in the first k entries and with the last e entries chosen uniformly at random. The
share vector of s in the scheme S is computed as c = M · f and its i-th component
c[i] is the share given to the player Pi . We will use πk to denote the projection that
outputs the first k coordinates of a vector,i.e. πk (f ) = s.
Now, t-privacy means that for any player subset A of size at most t, the distribution of MA · f is independent of s. It is easy to see that this is the case if and only
if there exists, for each position j in s, a sweeping vector wA,j . This is a column
vector of d components such that MA · wA,j = 0 and πk (wA,j ) is a vector whose j-th
entry is 1 while all other entries are 0.
Finally, r-reconstruction means that for any player subset B of size at least r, s
is uniquely determined from MB · f . It is easy to see that this is the case if and only
if there exists, for each position j in s, a reconstruction vector rB,j . This is a row
vector of |B| components such that for any f ∈ Fd , rB,j · MB · f = f [j], where f [j] is
the j-th entry in f .
A packed secret sharing scheme was constructed in Franklin and Yung [FY92].
However, to get our results, we will need a scheme that works over constant size
fields, such an example can be found in [CDP12].
b considering the
If M is the matrix of the LSSS S, we can define a new scheme S
c
c
matrix M , whose i-th row is the vector mi ⊗ mi . Clearly M has n rows and d2
c · (f 1 ⊗ f 2 )>
columns and for any f 1 , f 2 ∈ Fd it holds that (M · f 1 ) ∗ (M · f 2 ) = M
where ∗ is just the Schur product (or componentwise product) and ⊗ is defined in
b also has the
Section 2.1. Note that if t is the privacy threshold of S, then the scheme S
b has r-reconstruction.
t-privacy property. But in general it does not hold that the S
b
However, suppose that S has (n−t)-reconstruction, then S is said to have the t-strong
multiplication property. In particular, if S has the t-strong multiplication property,

7.3. Packed Verifiable Secret-Sharing

81

then for any player set A of size at least n − t and for any index j = 1, . . . , k there
exists a row vector brA,j such that brA,j · [(MA · f 1 ) ∗ (MA · f 2 )] = s1 [j]s2 [j] for any
s 1 , s 2 ∈ Fk .

7.3

Packed Verifiable Secret-Sharing

In a Verifiable Secret-Sharing scheme (VSS) a dealer distributes shares of a secret to
the players in P in such a way that the honest players are guaranteed to get consistent shares of a well-defined secret or agree that the dealer cheated. In this section
we present a packed verifiable secret sharing protocol that generalizes and combines
the ideas of packed secret sharing from [FY92] and VSS based on polynomials in 2
variables from [BGW88]. The protocol is not a full-blown VSS, as it aborts as soon
as anyone complains, but this is all we need for our results.
The protocol can be based on any linear secret-sharing scheme S over F as defined in Section 7.2. We assume an active adversary who corrupts t players and
possibly the dealer, and we assume that at least r players are honest. The protocol
will secret-share k column vectors s1 , . . . , sk ∈ Fk . In the following, F will be a
d × d matrix with entries in F and for 1 ≤ i ≤ n we will define hi = F · mi> and
gi = mi · F . It is then clear that mj · hi = gj · mi> for 1 ≤ i, j ≤ n. We will use f b
to denote the b-th column of F . The protocol is shown in Figure 7.3.
1. Let s1 , . . . , sk ∈ Fk be the secrets to be shared. The dealer chooses a random
d × d matrix F with entries in F, subject to πk (f b ) = sb for any b = 1, . . . , k (f b
is the b-th column of F ).
2. The dealer sends hi and gi to Pi .
3. Each player Pj sends gj · mi> to Pi , for i = 1, . . . , n.
4. Each Pi checks, for j = 1, . . . , n, that mj · hi equals the value received from Pj .
He broadcasts Accept if all checks are OK, otherwise he broadcasts Reject.
5. If all players said Accept, then each Pj stores, for b = 1, . . . , k, gj [b] as his share
of sb , otherwise the protocol aborts.

Figure 7.3: The ΠVSS protocol

For a column vector v ∈ Fd , we will say that v shares s ∈ Fk , if πk (v) = s and
each honest player Pj holds mj · v. In other words, c = M · v forms a share vector
of s in exactly the way we defined in the previous section. We now show some basic
facts about ΠVSS .
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Lemma 7.4 (completeness). If the dealer in ΠVSS is honest, then all honest players
accept and the column vector f b shares sb for any b = 1, . . . , k.
Proof. The first claim is trivial. For the second, note first that πk (f b ) = sb by
construction of F , and second that each honest Pj holds the share gj [b] = mj ·f b .
Lemma 7.5 (soundness). If the dealer in ΠVSS is corrupt, but no player rejects,
then for b = 1, . . . , k, there exists a column vector vb and a bit string sb such that
vb shares sb .5
Proof. Assume w.l.o.g. that (at least) players in the set D = {P1 , . . . , Pr } are
honest. For b = 1, . . . , k, let rD,b be the reconstruction vectors guaranteed by rreconstruction of S. Then we define
b

v =

r
X

rD,b [i] · hi

i=1

Note also that since all players accept, all honest players accept and therefore we
have mj · hi = gj · mi> for all honest Pi , Pj . It follows that for all honest Pj we have
mj · vb =

r
X
i=1

rD,b [i] · mj · hi =

r
X

rD,b [i] · gj · mi> .

i=1

Now, gj · mi> is a scalar and hence equal to its own transpose. Hence it holds that
gj · mi> = (gj · mi> )> = mi · gj> . Plugging into the above sum, we get
mj · vb =

r
X

rD,b [i] · mi · gj> = rD,b · MD · gj> = gj [b].

i=1

which is exactly the b-th share held by Pj . We can define sb by sb [a] = vb [a] for
a = 1, . . . , k, and the lemma follows.
Finally we need to show privacy. For VSS protocols this is normally just a result
saying that if the dealer is honest, then the shares held by corrupt players have
distribution independent of the secrets, the sb ’s. However, we need in the following
a more elaborate result saying that if we open any linear function of sb ’s, then no
further information on the sb ’s is released.
0
To be more precise about this, assume T : Fk 7→ Fk , where k 0 ≤ k, is a surjective
0
linear function. By T (s1 , . . . , sk ), we mean a tuple (u1 , . . . , uk ) of column vectors
in Fk s.t. ub [a] = T (s1 [a], . . . , sk [a])[b]. Put differently, if we arrange the column
vectors s1 , . . . , sk in a k × k matrix, then what happens is that we apply T to
Recall that this just means that πk (vb ) = sb and secret sharing with vb produces the shares
held by the honest parties in the protocol, i.e. M · vb )[j] = gj [b] for all honest Pj .
5
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each row, and let the ub ’s be the columns in the resulting matrix. In a completely
similar way, we define a tuple of k 0 column vectors of length d by the formula
0
T (f 1 , . . . , f k ) = (w1 , . . . , wk ). It is easy to see that if f 1 , . . . , f k share s1 , . . . , sk ,
0
0
then w1 , . . . , wk share u1 , . . . , uk , since the players can apply T to the shares they
0
received in the first place, to get shares of u1 , . . . , uk . In the following we will
abbreviate and use T (F ) to denote T (f 1 , . . . , f k ).
Now, by opening T (s1 , . . . , sk ), we mean that the (honest) dealer makes T (F )
public, which allows anyone to compute T (s1 , . . . , sk ). We want to show that, in
general, if T (s1 , . . . , sk ) is opened, then the adversary learns T (s1 , . . . , sk ) and no
more information about s1 , . . . , sk . This is captured by Lemma 10.1. Suppose that
A = {Pi1 , . . . , Pit } is a set of players corrupted by the adversary.
Lemma 7.6 (privacy). Suppose the dealer in ΠVSS is honest and let A = {Pi1 , . . . , Pit }
be a set of players corrupted by the adversary. Now, in case 1 suppose the dealer
executes ΠVSS with input s1 , . . . , sk and then opens T (s1 , . . . , sk ). In case 2, he executes ΠVSS with input es1 , . . . , esk and then opens T (es1 , . . . , esk ). If T (s1 , . . . , sk ) =
T (es1 , . . . , esk ), then the views of the adversary in the two cases are identically distributed.
Proof. Let m = k − k 0 . We can assume m > 0 since if m = 0, full information on
the secrets is released and there is nothing to prove. Let the row vectors e1 , . . . , em
be a basis for the kernel of T . Then, since T (s1 , . . . , sk ) = T (es1 , . . . , esk ), there exists
a set of coefficients αi,j for i = 1, . . . , k and j = 1, . . . , m such that
1

k

(s [i], . . . , s [i]) +

m
X

αi,j · ej = (es1 [i], . . . , esk [i])

j=1

or equivalently
sb [i] +

m
X

αi,j · ej [b] = esb [i]

j=1

Recall that by the t-privacy property of S, for any u = 1, . . . , k, there exist vectors
wA,u such that πk (wA,u ) has 1 in position u and 0 elsewhere and MA · wA,u = 0.
Moreover we can construct row vectors wv for v = 1, . . . , m such that πk (wv ) = ev
and MA · wv> = 0. This is easily done by letting wv be an appropriate linear
combination of the transposes of the wA,u ’s, for u = 1, . . . , k. We then define
Wv,u = wA,u · wv . Note that this is a matrix (rather than a scalar). Now, let F be
any matrix that might be used for the sharing in case 1, and define
Fe = F + W, where W =

k X
m
X
u=1 v=1

αu,v · Wv,c
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Let f b [a] be the entry in row a and column b of F (which is sb [a]). We therefore get,
by construction of the Wv,u ’s, that for 1 ≤ a, b ≤ k:
e
f b [a]

= f b [a] +
= sb [a] +

k X
m
X

αu,v · Wv,u [a, b] = sb [a] +

u=1 v=1
m
X

m
X

v=1

v=1

k X
m
X

αu,v · wA,u [a]wv [b]

u=1 v=1

αa,v · wv [b] = sb [a] +

αa,v · ev [b] = esb [a]

So we see that Fe is a matrix that could have been used in case 2. Further, since by
construction the Wv,u ’s satisfy MA · Wv,u = Wv,u · MA> = all-0 matrix, it is easy to
e ik = gik for any player Pik in A. So this means the
see that then also efik = fik and g
adversary’s view of the ΠVSS protocol is the same whether we use F or Fe .
Consider now the information the adversary sees when T (s1 , . . . , sk ), respectively
T (es1 , . . . , esk ), is opened. In case 1, the dealer reveals T (F ) and in the other case
T (F + W ) = T (F ) + T (W ). We claim that in fact T (W ) is an all-0 matrix so that
in fact the same information is revealed in the two cases. To see this, note that we
have
T (W ) = T (

m
k X
X
u=1 v=1

αu,v · Wv,u ) =

m
k X
X

αu,v · T (Wv,u )

u=1 v=1

Recall that Wv,u = wA,u · wv . This means that if r is any row of Wv,u , then πk (r)
is a multiple of ev . Since ev is in the kernel of T , we have that T (Wv,u ) is an all-0
matrix, and hence so is T (W ).
In conclusion, adding W induces a 1-1 mapping between matrices used in case
1 and in case 2, and this mapping keeps the adversary’s view constant. The lemma
follows.
Remark 7.1. We may generalize the privacy result even further: the dealer might
execute several instances of ΠVSS and open a linear combination of values from more
than one of these instances. This can be shown to be secure in the same sense as
we just proved by a similar argument, and we leave the details to the reader.
Remark 7.2. If we take T as the trivial function that maps all inputs to 0, then
lemma 10.1 implies the usual privacy property
for VSS protocols.
In this case W


Pk Pk
j
j
A,i
A,j >
e
is defined as W = i=1 j=1 (s [i] − s [i]) · w · (w ) and it allows the dealer
to execute twice the ΠVSS protocol (first with input s1 , . . . , sk and after with input
e
s1 , . . . , esk ) in such a way that for each player in A (a set of at most t corrupted
players) his share of sb is equal to his share of esb for b = 1, . . . , k. Indeed if in case 1
the dealer chose the matrix F to share s1 , . . . , sk , then in case 2 he can use the matrix
Fe = F + W to share es1 , . . . , esk . By definition of W we have that mi · F = mi · Fe
and F · mi> = Fe · mi> for any Pi in A.
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As the last step, we show an extra randomness property satisfied by the share
vectors obtained by Protocol ΠVSS . If C is a a × b matrix, define Πk (C) as the a × k
matrix given by the first k columns of C and πk (C) as the k × b matrix given by the
first k rows of C. Note that, if V is a d × k matrix such that πk (V ) = (s1 , . . . , sk ),
then the dealer might have chosen V as the first k columns in his matrix F . We
want to show that given the adversary’s view, any V could have been chosen, as
long as it is consistent with the adversary’s shares of s1 , . . . , sk .
Lemma 7.7 (randomness of the share vectors). Suppose that the dealer in ΠVSS is
honest and let A = {Pi1 , . . . , Pit } be a set of players corrupted by the adversary. If
we define GA as the matrix whose j-th row is gij , then all the d × k matrices V such
that πk (V ) = (s1 , . . . , sk ) and MA · V = Πk (GA ) are equally likely, even given the
adversary’s entire view.
Proof. Suppose that V and Ve are two different d × k matrices such that πk (V ) =
πk (Ve ) and MA · V = MA · Ve = Πk (GA ) and call respectively vi and ṽi their columns.
Observe that MA · (ṽi − vi ) = 0 for any i = 1, . . . , k. Let H be the matrix defined
by
H=

k 
X



(ṽi − vi ) · wA,i

> 

i=1

where wA,i is a sweeping vector as defined in Section 7.2. It is easy to see that
πk (H) is the all-0 matrix and that the i-th column of H is equal to ṽi − vi for
any i = 1, . . . , k. Now consider a d × d matrix F such that Πk (F ) = V and define
Fe = F + H. It is clear that Πk (Fe ) = Ve and F has the secrets s1 , . . . , sk in the lefttop corner. So if we prove that the adversary’s view of Protocol ΠVSS is the same
whether F or Fe is used in the first step, then the lemma follows. The information
given to the players in the set A during the execution of the ΠVSS protocol with
F or with Fe can be written respectively as MA · F , F · MA> and MA · Fe , Fe · MA> .
Furthermore
MA · Fe = MA · F + MA · H
Fe · MA> = F · MA> + H · MA>
Since MA · (ṽi − vi ) = 0 for any i = 1, . . . , k, by the definition of H we have that
MA · H is an all-0 matrix. The same holds for H · MA> since the sweeping vectors
satisfy MA · wA,i = 0 for any i = 1, . . . , k.
For the applications of ΠVSS that we will show in Section 7.5, we will require
some new specialized forms of ΠVSS , which we describe in the following two sections.
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Applying a linear map to all the secrets
Let ϕ : Fk → Fk be a linear function. Suppose that the dealer executes two correlated instances of Protocol ΠVSS in the following way: first the dealer executes ΠVSS
with input s1 , . . . , sk choosing matrix F in step 1, later on, he executes ΠVSS with
input ϕ(s1 ), . . . , ϕ(sk ) under the condition that the matrix chosen for the second
instance, Fϕ , satisfies πk (f ϕ,i ) = ϕ(πk (f i )) for i = 1, . . . , d. The dealer sends to Pi
vectors hi and gi and also the vectors hϕ,i = Fϕ · mi> , gϕ,i = mi · Fϕ . The protocol
is shown in Figure 7.4.
1. Let s1 , . . . , sk ∈ Fk be the secrets to be shared. The dealer chooses two random
d × d matrices F , Fϕ subject to πk (f b ) = sb for any b = 1, . . . , k and πk (f ϕ,i ) =
ϕ(πk (f i )) for any i = 1, . . . , d.
2. The dealer sends hi , gi , hϕ,i and gϕ,i to Pi .
3. Each player Pj sends gj · mi> and gϕ,j · mi> to Pi , for i = 1, . . . , n.
4. Each Pi checks, for j = 1, . . . , n, that mj · hi and mj · hϕ,i are equal to the values
received from Pj and also that πk (h̃i ) = ϕ πk (hi ) . He broadcasts Accept if all
checks are OK, otherwise he broadcasts Reject.
5. If all players said Accept, then each Pj stores, for b = 1, . . . , k, gj [b] and gϕ,j [b]
as his share respectively of sb and ϕ(sb ), otherwise the protocol aborts.

Figure 7.4: The ΠϕV SS protocol
The completeness of the ΠϕV SS protocol is trivial to prove. Moreover we will show
in the following lemma 7.8 and 7.9, that also the properties of soundness and privacy
are still valid for the ΠϕV SS protocol (see the full version of this paper [DDGN14b]
for the proofs).
Lemma 7.8. If the dealer in ΠϕV SS is corrupt, but no player rejects, then for any
b = 1, . . . , k there exist column
vectors vb , vϕ,b and sb , sϕ,b such that vb shares sb ,

vϕ,b shares sϕ,b and ϕ sb = sϕ,b .
Lemma 7.9. Suppose the dealer in ΠϕV SS is honest. Now, in case 1 suppose the
dealer executes ΠϕV SS with input s1 , . . . , sk and in case 2, he executes ΠϕV SS with input
e
s1 , . . . , esk . Let A = {Pi1 , . . . , Pit } be a set of players corrupted by the adversary, then
the adversary’s view in the two cases are identically distributed.
Finally we show the randomness property satisfied by the pair of share vectors
of si , ϕ(si ) obtained by the ΠϕV SS protocol.
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Lemma 7.10. Suppose that the dealer in ΠϕV SS is honest and let A = {Pi1 , . . . , Pit }
be a set of players corrupted by the adversary. If we define GA as the matrix whose jth row is gij and Gϕ,A as the matrix whose jth column is gϕ,ij , then all the pairs of d×
k matrices (V, Vϕ ) such that πk (V ) = (s1 , . . . , sk ), πk (Vϕ ) = (ϕ(s1 ), . . . , ϕ(sk )), MA ·
V = Πk (GA ) and MA · Vϕ = Πk (Gϕ,A ) are equally likely, even given the adversary’s
entire view.

Sharing an all zeros vector
We are interested in modifying Protocol ΠVSS in order to share several times just
the vector 0k , i.e. the all zeros column vector in Fk . Suppose that the d × d random
matrix F chosen by the dealer has the first k rows equal to zero. Let R be the e × d
matrix formed by the last e rows of F , then


hi = F · mi> = 0, . . . , 0, R · mi>

>

gi = mi · F = (mi [k + 1], . . . , mi [d]) · R
Given the special form of the vectors hi , the players can check not only that the
shares are consistent, but also that they are consistent with 0k . Define h0,i =

>
R · mi> , m0,i = (mi [k + 1], . . . , mi [d]) and M0,A as the matrix whose rows are
the vectors m0,i with Pi ∈ A. The protocol in this case is shown in Figure 7.5. For
the proof of lemmas in this section, see the full version of this paper [DDGN14b].
1. The dealer chooses a random e × d matrix R with entries in F,
2. The dealer sends h0,i and gi to Pi .
3. Each player Pj sends gj · mi> to Pi , for i = 1, . . . , n.
4. Each Pi checks that for j = 1, . . . , n, m0,j · h0,i equals the value received from
Pj . He broadcasts Accept if all checks are OK, otherwise he broadcasts Reject.
5. If all players said Accept, then each Pj stores, for b = 1, . . . , k, gj [b] as his b-th
share of 0k , otherwise the protocol aborts.

Figure 7.5: The Π0V SS protocol
Again the completeness of Protocol Π0V SS is trivial. We will show the soundness
property in Lemma 7.11, while privacy is not required in this special case.
Lemma 7.11. If the dealer in Π0V SS is corrupt, but no player rejects, then there
exist column vectors v1 , . . . , vk each of which shares 0k .
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Finally we show that the randomness property that is satisfied by the share
vectors obtained in Protocol ΠVSS is also satisfied by the share vectors of 0k obtained
by Protocol Π0V SS .
Lemma 7.12. Suppose that the dealer is honest and he executes Protocol Π0V SS .
Let A = {Pi1 , . . . , Pit } be a set of players corrupted by the adversary and define
GA as the matrix whose j-th row is gij , then all the e × k matrices V such that
M0,A · V = Πk (GA ) are equally likely, even given the adversary’s entire view.

7.4

Low Overhead UC Commitments

In this section we introduce our construction of UC commitments with low overhead.
A main ingredient will be the n-player VSS scheme from the previous section. We
will use n as the security parameter. We will assume throughout that the underlying
linear secret sharing scheme S is such that the parameters t and r are Θ(n), and
furthermore that S has t-strong multiplication. We will call such an S a commitmentfriendly linear secret sharing scheme.
The protocol first does a set-up phase where the sender executes the VSS scheme
“in his head”, where the secrets are random strings r1 , . . . , rk . The VSS is secure
against t corrupted players. Next, he chooses n seeds x1 , . . . , xn for a pseudorandom
t,n
generator G, and FOT
is used to transfer a subset of t seeds to the verifier. Finally,
the sender sends the view of each virtual VSS player to the receiver, encrypted with
G(x1 ), . . . , G(xn ) as “one-time pads”. Note that the receiver can decrypt t of these
views and check that they are consistent, and also he now knows t shares of each
ri . To commit to m ∈ {0, 1}k , the sender picks the next unused secret rη and sends
m + rη . To open, the sender reveals m and the vector f η (from the VSS) that shares
rη . The receiver can now compute all shares of rη and check that they match those
he already knows. Intuitively, this is binding because the sender does not know
which VSS players the receiver can watch. This means that the sender must make
consistent views for most players, or be rejected immediately. But if most views are
consistent, then the (partially encrypted) set of shares of rη that was sent during
set-up is almost completely consistent. Since the reconstruction threshold is smaller
than n by a constant factor this means that the prover must change many shares
to move to a different secret, and the receiver will notice this with high probability,
again because the sender does not know which shares are already known to the
receiver. Hiding follows quite easily from security of the PRG G and privacy of the
VSS scheme, since the receiver only gets t shares of any secret.
6

We say that a string rη is unused if it has not been selected by Ps for use in any previous
commitment.
7
Recall that f η denotes the η-th column of F , πk (f η ) = rη and that M ·f η = (g1 [η], . . . , gn [η])> ,
i.e. f η determines the shares of rη generated in the setup phase.
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The Commit and Reveal phases of protocol ΠHCOM are described in Figure 7.6
while the necessary steps for addition, multiplication and linear function evaluation
are described separately in Section 7.5 for the sake of clarity.
The proof of the following theorem can be found in Appendix 7.7.
Theorem 7.13. Let G : {0, 1}`P RG → {0, 1}2(k+e) be a pseudrandom generator and
let ΠVSS be a packed verifiable secret sharing scheme as described in Section 7.3 with
parameters (M, r, t), based on a commitment-friendly secret sharing scheme. Then
t,n
∗
protocol ΠHCOM UC-realizes FHCOM
in the FOT
(`P RG )-hybrid model in the presence
of static, active adversaries.
Complexity. It is evident that in the set-up phase, or later, Ps could execute any
number of instances of the VSS and send the resulting views of players encrypted
with the seeds {xi }, as long as we have a PRG with sufficient stretch. This way
we can accommodate as many commitments as we want, while only using the OTfunctionality once8 . Therefore, the amortised cost of a commitment is essentially
only what we pay after the OT has been done. We now consider what the cost will
be per committed bit in communication and computation. Using the linear secret
sharing scheme from [CDP12], we can get a commitment friendly secret sharing
scheme over a constant size field, so this means that the communication overhead
is constant.
As for computation, under plausible complexity assumptions, there exists a PRG
where we pay only a constant number of elementary bit operations per output bit
(e.g. see [VZ12]), so the cost of computing the PRG adds only a constant factor
overhead for both parties. As for the computation of Pr , let us consider the set-up
phase first. Let C be the set of players watched by Pr , and let GC , HC be matrices
where we collect the hi and gj ’s they have been assigned. Then what Pr wants to
check is that MC HC = GC MC> . In [DZ13], a probabilistic method is described for
checking such a relation that has complexity O(n2 ) field operations and fails with
only negligible probability. This therefore also adds only a constant factor overhead
because one VSS instance allows commitment to k 2 bits which is Θ(n2 ). Finally, in
the reveal phase Pr computes M · f η and verifies a few coordinates. If one can check
Θ(n) such commitments simultaneously, the same trick from [DZ13] can be used,
and we get an overall constant factor overhead for Pr . We note that checking many
commitments in one go is exactly what we need for the application to non-interactive
proofs we describe later.
For Ps , using the scheme from [CDP12], there is no way around doing standard
matrix products which can be done in O(n2+σ ) complexity for σ < 1. This gives us
overhead nσ per committed bit.
8

It is not hard to see that since a corrupt Ps looses as soon as Pr sees a single inconsistency,
Ps cannot get any advantage from executing a VSS after other commitments have been done.
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Finally, if we use instead standard packed secret sharing based on polynomials,
the field size must be linear in n, but on the other hand we can use FFT algorithms
in our computations. This gives a poly-logarithmic overhead for both players in
communication and computation.

7.5

Homomorphic Properties

In this section, we show how to implement the add, multiply and linear function
∗
commands in FHCOM
. As before, we assume a commitment-friendly linear secret
sharing scheme S.
We first need some notation: consider a single commitment as we defined it in
the previous section and note that the data pertaining to that commitment consists
of a vector f and the committed value m held by Ps , whereas Pr holds m + πk (f ) as
well as a subset of the coordinates of M · f . We will refer to the vector m + πk (f )
as the message field of the commitment.
We will use comS (m, f ) as a shorthand for all this data, where the subscript S
refers to the fact that the matrix M of S defines the relation between the data of
Ps and that of Pr . Whenever we write comS (m, f ), this should also be understood
as stating that the players in fact hold the corresponding data.
The expression comS (m, f ) + comS (m0 , f 0 ) means that both players add the corresponding vectors that they hold of the two commitments, and store the result. It
is easy to see that we have
comS (m, f ) + comS (m0 , f 0 ) = comS (m + m0 , f + f 0 )
Furthermore, comS (m, f )∗comS (m0 , f 0 ) means that the players compute the coordinatewise product of corresponding vectors they hold and store the result. We have
comS (m, f ) ∗ comS (m0 , f 0 ) = comŜ (m ∗ m0 , f ⊗ f 0 )
Note that Ŝ appears in the last term. Recall that the coordinates of f ⊗f 0 are ordered
such that indeed the vector πk (f ) ∗ πk (f 0 ) appears in the first k coordinates of f ⊗ f 0 .
Now, in order to support the additional commands, we will augment the set-up
phase of the protocol: in addition to ΠVSS , Ps will execute Π0VSS and ΠϕVSS . For
Π0VSS we use Ŝ as the underlying linear secret sharing scheme, where the other VSS
schemes use S. Furthermore, we need an instance of ΠϕVSS for each linear function
ϕ we want to support. As before, all the views of the virtual players are sent to
Pr encrypted under the seeds xi . Pr checks consistency of the views as well as the
special conditions that honest players check in Π0VSS and ΠϕVSS .
Note that if one instance of ΠVSS has been executed, this allows us to extract
data for k commitments. Likewise, an execution of Π0VSS allows us to extract k
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commitments of form comŜ (0k , u) for a random u, where by default we set the
message field to 0. Finally, having executed ΠϕVSS , we can extract k pairs of form
comS (r, fr ), comS (ϕ(r), fr0 ) where r is random such that r = πk (fr ) and ϕ(r) = πk (fr0 ).
Again, for these commitments we set the message field to 0. The protocols are shown
in Figure 7.7.
Generalizations. In the basic case we are committing to bit strings, and we
note that we can trivially get negation of bits using the operations we already have:
Given comS (m, f ), Ps commits to 1k so we have comS (1k , f 0 ), we output comS (m, f )+
comS (1k , f 0 ) and Ps opens comS (1k , f 0 ) to reveal 1k .
If we do the protocol over a larger field than F2 , it makes sense to also consider
multiplication of a commitment by a public constant. This is trivial to implement,
both parties simply multiply their respective vectors by the constant.
Proof intuition. The protocols in Figure 7.7 can be proven secure by essentially
the same techniques we used for the basic commitment protocol, but we need in
addition the specific properties of ΠVSS , Π0VSS and ΠϕVSS . First of all, it is clear that
in the case when the sender is corrupted and the receiver is honest, a simulator for
this protocol can extract the messages (and share vectors) in the commitments by
following the same procedure as the simulator for the basic commitment protocol.
The specific properties of the VSS protocols ΠVSS , Π0VSS and ΠϕVSS come into play
when constructing a simulator for the case when the sender is honest and the receiver
is corrupted.
In the protocol for computing the addition of two commitments, the simulator
for a corrupted sender can simply use the same procedure as in the case of the
commitment protocol for extracting the messages m,m0 and proceed using this information. Security then follows from the same arguments as before. In the case
when the receiver is corrupted, the simulator can also proceed as the commitment
protocol simulator, i.e. by committing to random messages and then generating a
∗
valid opening to the real messages received from FHCOM
. However, in this case,
security follows from Lemma 10.1, which shows that we can construct a vector f̂
corresponding to an arbitrary linear function of f and f 0 such that the components
of M · f̂ checked by the corrupted receiver are the same as the ones revealed at the
setup phase. This vector can be used to simulate the honest Ps opening the sum.
In the protocol for verifying multiplicative relations, the simulator for a corrupted
sender can use the same procedure as in the case of the commitment protocol to
extract the messages a, b, c, proceeding the simulation with this information. Security follows from the same arguments provided for the simulator for the commitment
protocol and also from Lemma 7.11, which guarantees that comŜ (0k , u) is really a
commitment to 0k if the checks in the setup phase are successful. In the case when
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the receiver is corrupted, the simulator generates commitments to random messages
and later on computes valid openings corresponding to the real messages received
∗
from FHCOM
. Computing such valid openings for arbitrary messages (in the sense
that the components of the share vectors revealed in the setup phase are the same)
is guaranteed by Lemma 10.1 for both ΠVSS and Π0VSS .
In the protocol for linear function evaluation, the simulator for a corrupted
sender can use the same procedure as in the case of the commitment protocol to
extract the message m and proceeds from there. Security in this case follows from
the same arguments used for the simulator for the commitment protocol and from
Lemma 7.8, which guarantees that commitments that pass the tests at the setup
phase are valid. In the case when the receiver is corrupted, the simulator commits
to random messages and later on generates openings to the valid messages received
∗
from FHCOM
. Lemma 10.1 (for ΠVSS ) and Lemma 7.9 (for ΠϕVSS ) guarantee that it is
possible to generate new vectors f (resp. fr0 ) corresponding to an arbitrary message
such that the components of M · f (resp. M · fr0 ) revealed in the setup phase are the
same.

7.6

Applications

Two-party One-sided Functionalities
∗
In this section we consider applications of our implementation of FHCOM
. We will
implement a one-sided functionality where only one party Ps has input x and some
verifier is to receive output y, where y = C(x) for a Boolean circuit C.
The basic idea of this is straightforward: Ps commits to each bit in x and to
each output from a gate in C that is produced when x is the input. Now we can
∗
use the commands of FHCOM
to verify for each gate that the committed output is
the correct function of the inputs. Finally, Ps opens the commitment to the final
output to reveal y.
However, we would like to exploit the fact that our commitments can contain
k-bit strings and support coordinate-wise operations on k-bit strings in parallel.
To this end, we can exploit the construction found in [DIK10] (mentioned in the
introduction), that allows us to construct from C a new circuit C 0 computing the
same function as C, but where C 0 can be computed using only operations in parallel
on k-bit blocks as well as log k different permutations of the bits in a block. We
can support both types of operations (since a permutation of coordinates is a linear
function) and since we only need a small number of different permutations, the
required set-up phase can be very efficient. Since the required permutations do
not depend on C, the set-up phase can even be independent of C. But it can also
be executed on the fly when C is known, and this will only add a constant factor
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overhead. The construction always works, but if C is well-formed, C 0 will be of size
O(log(|C|)|C|). If instead C is regular as defined in the introduction we can instead
do the required rerouting of bits between layers by evaluating linear block functions.
Since regularity requires that any block function occurring is used several times, we
can prepare commitments for checking such linear relations efficiently.
∗
operations to compute C 0 instead
With these observations, we can use FHCOM
of C. The difference to the first simplistic idea is that now every position in a
block is used for computation. Therefore the protocol implementing this will have
several nice properties: first of all, it is non-interactive, assuming the very first
step doing the OT has been done. This is because Ps , since he knows C, can
predict which multiplications and permutation operations Pr will need to verify, so
he can compute the required opening information for commitments and send them
immediately. Second, if we use the linear secret sharing scheme from [CDP12] as the
basis for commitments, then the size of the entire proof as well as of the verifier’s
computation will be of size O(|C| log |C|) for well formed circuits. If C is regular
we will get complexity O(|C|)): instead of using [DIK10] we can implement the
rerouting between layers by evaluating the block functions directly. This can be
∗
done by calling the Linear Function operation from FHCOM
a constant number of
times for each block function. Thus we get the results claimed in Theorem 7.1.

Multiparty Computation
In this section we sketch how to use our VSS to construct an MPC protocol as
claimed in Theorem 7.3.
Preliminaries. First we note that the VSS protocols we describe are not fullfledged VSSs as they abort if there are conflicts found. But this can handled efficiently using known techniques for dispute control (see [BTH06]) as long as we
do enough VSS instances in parallel. This way that the efficiency of our VSS is
preserved up to a constant factor and additive terms. So in the following we will
assume that we have VSS available in the standard sense.
We will write S(a, fa ) for the set of shares of vector a generated using randomness
fa , similarly for Ŝ, where S is a commitment friendly secret-sharing scheme, and
will assume that no more than t players can be corrupted, where t is the privacy
threshold. As before, we will choose the block size k for the VSS such that it is
linear in n, the number of servers.
We will also need that S and Ŝ allow for error correction: if one is given a set
of shares S(a, fa ) where a small enough constant fraction of the shares have been
modified, then one can efficiently reconstruct the entire set of shares. This also
means that (perhaps by solving a set of linear equations) one can come up with a
vector w such that S(a, w) equals the set of shares you reconstructed. In general it
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may not have to be the case that w = fa . Everything we do in the following will
work even if this is not the case, but for readability we will assume that they are
equal, i.e. we assume that fa can be reconstructed. The secret sharing scheme from
[CC06] can easily be modified to suit our requirements, basically because it works
similarly to Shamir’s scheme, but with polynomials replaced by rational functions
on smooth projective irreducible curves. We will need to work over a constant size
extension field of characteristic 2 (size 64 will enough), but this only gives a constant
factor overhead.
In our protocol, we will need a supply of pairs of random share vectors among
the servers of form
S(r, fr ), Ŝ(r, f̂r ),
where r is random and unknown to the adversary. We do this by letting each server
deal such a pair and then apply the linear extractor from Theorem 3 of [DI14]. More
specifically, the extractor is linear mapping φ : Fn 7→ Fu for some u that is linear in
n, and if the servers have produced S(ri , fri ), Ŝ(ri , f̂ri ) for i = 1 . . . n, we can build
u pairs of sharings S(sj , fsj ), Ŝ(sj , f̂sj ) for j = 1 . . . n. We will do this by having the
servers apply φ to the n shares they have received in the previous step. One can
now observe that if we let ri [k] be the k’th entry in the vector ri , then for each k,
we will have
(s1 [k], . . . , su [k]) = φ(r1 [k], . . . , rn [k]).
Now, the adversary knows ri [k] when the i’th server is corrupt and otherwise the
value in completely unknown. Therefore the ri ’s form a bit fixing source from the
adversary’s point of view and hence by Theorem 3 from [DI14], the outputs from φ
are completely unknown to the adversary.
To have a single server S produce S(r, fr ), Ŝ(r, f̂r ), we first run the VSS to produce
the two sets of shares (actually k of them in one go). We need to make sure that the
same vector is contained by both sets of shares in a pair. Let S(1k , f1 ) be a default
sharing of the all-1 vector with public and fixed randomness. Then note that
S(r, fr ) ∗ S(1k , f1 ) − Ŝ(r, f̂r ) = Ŝ(0k , fr ⊗ f1 − f̂r )
Consider that we have k instances of such differences (because we ran two VSS
protocols in the first place), and that S knows the vectors of form fr ⊗ f1 − f̂r . If S
chooses some more column vectors that also start with k 0’s, then we have exactly
the set-up for the Π0VSS protocol. So now we run this with S as dealer and if we get
accept, then we know that the pairs of share vectors S produced are well formed.
Note that this gives us a general way for a player to show that two sets of
shares, under S, respectively Ŝ, determine the same secret, provided he knows the
underlying random vectors.
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We also need a supply of share vectors of form S(r, fr ), S(ϕ(r), f 0 r ) for a linear
function ϕ, this is easy, we just have all servers execute ΠϕVSS and use the linear
extractor in the same way as above.
The Protocol. The actual protocol follows the pattern of many similar protocols: the clients start by VSS-ing their inputs, and then we work our way through
the circuit, where by the nature of the secret sharing, we will be dong k gates in
parallel throughout. The standard representation of any vector a occurring in the
computation is of form S(a, fa ).
Addition gates are trivial: by linearity, we have for any two share vectors that
S(a, fa ) + S(b, fb ) = S(a + b, fa + fb ).
For a multiplication gate, players will do local multiplication so we get
S(a, fa ) ∗ S(b, fb ) = Ŝ(a ∗ b, fa ⊗ fb ).
We now need to convert this to a sharing under S of the same value. To do this we
take the next unused pair S(r, fr ), Ŝ(r, f̂r ) and compute by local addition
Ŝ(a ∗ b, fa ⊗ fb ) + Ŝ(r, f̂r ) = Ŝ(a ∗ b + r, fa ⊗ fb + f̂r )
Now all servers send their shares in this value to a single server Pi . He reconstructs
a ∗ b + r and fa ⊗ fb + f̂r which is possible by assumption on S. He then creates
S(a ∗ b + r, u) and sends shares to the servers. Assuming Pi did this correctly, we
can compute
S(a ∗ b + r, u) − S(r, fr ) = S(a ∗ b, u − fr )
which was the goal. To make sure that Pi acted correctly, we have him prove that
Ŝ(a ∗ b + r, fa ⊗ fb + f̂r ) and S(a ∗ b + r, u) contain the same value, and this can be
done using the same procedure we had a client do above, if we make sure that Pi is
assigned to handle at least k multiplications.
Once the computation is done, we have share vectors of the output that we open
towards the client who is to receive.
Routing Bits Between Layers. In order to allow us to evaluate the circuit using
only parallel computation, we need to route the bits correctly between layers of the
circuit. We can do this by using the [DIK10] approach to transform the circuit, or
by computing the rerouting directly if the circuit is regular. In any case, this will
require us to take a sharing S(a, fa ) and compute S(ϕ(a), f 0 a ) for a linear function
ϕ where we can assume that the same function is to be applied to at least k blocks.
This can be done by taking a pair S(r, fr ), S(ϕ(r), f 0 r ), compute
S(a, fa ) + S(r, fr ) = S(a + r, fa + fr )

96

Chapter 7. Paper I

and send all shares of this value to a single player Pi . He can reconstruct a + r and
fa + fr , compute ϕ(a + r) and make a sharing S(ϕ(a + r), v). Assuming Pi acted
correctly we can compute by local addition
S(ϕ(a + r), v) − S(ϕ(r), f 0 r ) = S(ϕ(a), v − f 0 r ).
To check that Pi did this correctly, we observe that we have sharings S(a + r, fa + fr )
and S(ϕ(a + r), v) where Pi knows the involved randomness. This can be seen as
part of the set-up of the ΠϕVSS protocol. So Pi completes the set-up and we execute
ΠϕVSS with Pi as dealer. If this accepts, we know that Pi acted correctly.
This completes the sketch of the protocol. The proof of security is straightforward.
Efficiency. By inspection, one sees that every operation we do only incurs communication of at most a linear number of bits per bit of data we compute on. In
particular this is true because the openings in the multiplication and linear function
subprotocols are handled by a single player: an opening to one player communicates n bits, but the sharing contains Θ(n) bits. Therefore this protocol satisfies
the claims of Theorem 7.2.

String Commitment with Partial Individual Opening
N,r
that first allows Ps to commit to N
Here we wish to implement a functionality Fcom
bits and then to open up to r bits individually, where he can decide adaptively which
bits to open. We do this in the correlated random bits model where a functionality
is assumed that initially gives bit strings to Ps and Pr with some prescribed joint
distribution, the implementation must be statistically secure with error probability
2−k .
Note that our protocol can be seen as a protocol in this model if we let players
start from the strings that are output by the PRG. In this case we get statistically
secure commitments with error probability 2−Θ(k) (since k is Θ(n)). So we can choose
k to be Θ(k) and get the required error probability. Then one of our commitments
can be realised while consuming O(k) = O(k) correlated random bits.
Note that we can open a single bit in a commitment to a as follows: to open the
j’th bit aj the prover commits to ej , a vector with 1 in position j and 0 elsewhere
and to c which has aj in position j and 0’s elsewhere. Now the multiplication check
is done on commitments to a, ej and c, and Ps opens ej and c. Pr does the obvious
checks and extracts aj . It is trivial to show that this is a secure way to reveal only
aj and we consume O(k) correlated random bits since only a constant number of
commitments are involved.
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N,r
with N = k u and r = k u−1 for some u, and the
Now we can implement Fcom
implementation is done by having Ps commit to the N bits in the normal way using
r commitments, and when opening any single bit, we execute the above procedure.
This consumes a total of O(N + rk) = O(N ) correlated random bits. Thus the
consumption per bit committed to is O(1). Furthermore, we have r = N (u−1)/u =
N 1−1/u , so we get the result of Theorem 7.3 by choosing a large enough u.

7.7

Appendix

Universal Composability
The results presented in this paper are proven secure in the Universal Composability (UC) framework introduced by Canetti in [Can01]. In this framework, protocol
security is analyzed under the real-world/ideal-world paradigm, i.e. by comparing
the real world execution of a protocol with an ideal world interaction with the primitive that it implements. The model has a composition theorem, that basically states
that UC secure protocols can be arbitrarily composed with each other without any
security compromises. This desirable property not only allows UC secure protocols
to effectively serve as building blocks for complex applications but also guarantees
security in practical environments where several protocols (or individual instances
of protocols) are executed in parallel, such as the Internet.
In the UC framework, the entities involved in both the real and ideal world executions are modeled as probabilistic polynomial-time Interactive Turing Machines
(ITM) that receive and deliver messages through their input and output tapes, respectively. In the ideal world execution, dummy parties (possibly controlled by an
ideal adversary Sim referred to as the simulator) interact directly with the ideal
functionality F, which works as a trusted third party that computes the desired
primitive. In the real world execution, several parties (possibly corrupted by a real
world adversary A) interact with each other by means of a protocol π that realizes
the ideal functionality. The real and ideal executions are controlled by the environment Z, an entity that delivers inputs and reads the outputs of the individual
parties, the adversary A and the simulator Sim. After a real or ideal execution,
Z outputs a bit, which is considered as the output of the execution. The rationale
behind this framework lies in showing that the environment Z (that represents all
the things that happen outside of the protocol execution) is not able to efficiently
distinguish between the real and ideal executions, thus implying that the real world
protocol is as secure as the ideal functionality.
We denote by REALπ,A,Z (κ, z, r̄) the output of the environment Z in the realworld execution of protocol π between n parties with an adversary A under security
parameter κ, input z and randomness r̄ = (rZ , rA , rP1 , . . . , rPn ), where (z, rZ ), rA
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and rPi are respectively related to Z, A and party i. Analogously, we denote by
IDEALF ,Sim,Z (κ, z, r̄) the output of the environment in the ideal interaction between
the simulator Sim and the ideal functionality F under security parameter κ, input
z and randomness r̄ = (rZ , rSim , rF ), where (z, rZ ), rSim and rF are respectively
related to Z, Sim and F. The real world execution and the ideal executions are
respectively represented by the ensembles REALπ,A,Z = {REALπ,A,Z (κ, z, r̄)}κ∈N and
IDEALF ,Sim,Z = {IDEALF ,Sim,Z (κ, z, r̄)}κ∈N with z ∈ {0, 1}∗ and a uniformly chosen
r̄.
In addition to these two models of computation, the UC framework also considers
the G-hybrid world, where the computation proceeds as in the real-world with the
additional assumption that the parties have access to an auxiliary ideal functionality
G. In this model, honest parties do not communicate with the ideal functionality
directly, but instead the adversary delivers all the messages to and from the ideal
functionality. We consider the communication channels to be ideally authenticated,
so that the adversary may read but not modify these messages. Unlike messages
exchanged between parties, which can be read by the adversary, the messages exchanged between parties and the ideal functionality are divided into a public header
and a private header. The public header can be read by the adversary and contains
non-sensitive information (such as session identifiers, type of message, sender and
receiver). On the other hand, the private header cannot be read by the adversary
and contains information such as the parties’ private inputs. We denote the ensemble of environment outputs that represents the execution of a protocol π in a
G-hybrid model as HYBRIDGπ,A,Z (defined analogously to REALπ,A,Z ). UC security
is then formally defined as:
Definition 7.2. A n-party (n ∈ N) protocol π is said to UC-realize an ideal functionality F in the G-hybrid model if, for every adversary A, there exists a simulator
S such that, for every environment Z, the following relation holds:
IDEALF ,Sim,Z ≈ HYBRIDGπ,A,Z
We say that the protocol is statistically secure if the same holds for all Z with
unbounded computing power.
Adversarial Model: In this work we consider security against static adversaries,
i.e. all parties are corrupted before the execution of the protocol begins. We consider
active adversaries who may deviate from the protocol in any arbitrary way.
Setup Assumption: It is known that UC commitments (as well as most “interesting" functionalities) cannot be obtained in the plain model [CF01]. In order to
overcome this impossibility, UC protocols require a setup assumption, that basically
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models a resource that is made available to all parties before execution starts. The
security of our protocol is proved in the OT-hybrid model [Can01, CLOS02], where
all parties are assumed to have access to an ideal 1-out-of-2 OT functionality.
In this work we UC realize a homomorphic string commitment scheme, which
∗
is modelled by FHCOM
, a (modified) version of the FMCOM functionality introduced
∗
in [CLOS02]. We denote by FHCOM
an instance of the functionality that takes
λ
∗
messages in {0, 1} as input. FHCOM basically adds commands for homomorphic
operations over commitments and an abort in the Commit Phase to FMCOM . The
abort is necessary to deal with inconsistent commitments that could be sent by a
∗
corrupted party. FHCOM
is defined in Figure 7.1.
1,2
∗
As mentioned before, our protocol is proven to UC-realize FHCOM
in the FOT
t,n
hybrid model. In fact, our protocol is constructed in the FOT
-hybrid model (i.e.
1,2
assuming access to t-out-of-n OT), which can be subsequently reduced to the FOT
1,2
t,n
[Nao91, BCR86,
from FOT
hybrid model via standard techniques for obtaining FOT
t,n
in Figure 7.2 following the syntax of [CLOS02]. Once again,
NP99]. We define FOT
t,n
FOT (λ) denotes an instance of the functionality that takes as input from the sender
1,2
messages in {0, 1}λ . Notice that FOT
can be efficiently UC-realized by the protocols
in [PVW08], which can be used to instantiate our commitment protocol.

Proof of Security for ΠHCOM
We prove the security of ΠHCOM by constructing a simulator (or ideal adversary)
t,n
that runs an internal copy of the real world adversary A and acts as the FOT
functionality to extract the committed values in the case of a corrupted sender, and
uses the properties of ΠVSS to handle the case of a corrupted receiver. The cases
where the parties are both honest are handled trivially.
We analyze the cases when only Ps is corrupted and when only Pr is corrupted
separately.
Simulating communication with Z: The simulator Sim delivers all messages
exchanged between Z and A as if they were communicating directly.
Simulating the setup phase when Ps is corrupted and Pr is honest:
t,n
1. Acting as FOT
, Sim receives (sender, sid, ssid, , x1 , . . . , xn ). Sim also receives
and stores
e 1 )> , g
e n )> , g
e n )).
e 1 ), . . . , ((h
(sid, ssid, ((h

2. Sim uniformly samples a set of t indexes c1 , . . . , ct ← [1, n], stores the values
e ci ) > , g
e ci ) − G(xci ), 1 ≤ i ≤ t and runs the same check the
((hci )> , gci ) = ((h
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receiver does in the protocol. If the check succeeds Sim continues, otherwise
∗
it sends abort to FHCOM
and halts.

3. Sim now attempts to reconstruct the secrets Ps has defined. It constructs a set
H of consistent VSS players as follows: Initially H contains all players. Now,
if H contains a pair of inconsistent players i, j, i.e. where we have mj · hi 6=
gj ·mi> , then these players are deleted from H. We repeat until no further pairs
can be deleted. If the size of H is larger than the reconstruction threshold r,
then Sim uses the reconstruction procedure from the proof of Lemma 7.5 to
∗
compute a set of secrets r1 , . . . , rk . Otherwise, it sends abort to FHCOM
and
halt.
Simulating the commit phase when Ps is corrupted and Pr is honest:
f ), computes m = m
f − rη and sends the message
1. Sim stores (sid, ssid, η, m
∗
.
(commit, sid, ssid, , Ps , Pr , m) to FHCOM

Simulating the reveal phase when Ps is corrupted and Pr is honest:
1. Sim receives (sid, ssid, m, f η ), computes M · f η = (g1 [η], . . . , gn [η])> , checks
f − rη . If the shares
that gj [η] = gj [η] for j ∈ {c1 , . . . , ct } and that m = m
∗
pass this check, Sim sends (reveal, sid, ssid,) to FHCOM . Otherwise, it does
nothing.
Lemma 7.14. Statistical Binding: Let ΠVSS be a packed verifiable secret sharing
scheme as described in Section 7.3 with parameters (M, r, t) based on a commitmentfriendly linear secret-sharing scheme. When Ps is corrupted and Pr is honest, the
following relation holds for every static active adversary A and every environment
Z:
s

F t,n

OT
∗
IDEALFHCOM
,Sim,Z ≈ HYBRIDΠHCOM ,A,Z

Proof. Setup Phase: The simulator Sim acts exactly like a honest receiver Pr
would, so the distribution of the messages exchanged with A is exactly the same
as in ΠHCOM . The only way something different could happen in the simulation is
therefore if the check of Pr succeeds, but Sim has to abort because the reconstruction
of the ri ’s fails. However, we show that this only happens with negligible probability:
let 0 <  < 1 be a constant such that n−n ≥ r, recall that r is δn for some constant
δ so we choose such that 1− > δ. If the set H has size at least r then reconstruction
succeeds, but if not, then the complement of H has size at least n, and we now
show that in this case the check of Pr succeeds with negligible probability. Recall
that the complement of H consists of pairs of inconsistent players, so we split this
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set in two halves A, B of size at least n/2 where each player in A has a “brother”
in B he is inconsistent with. We will assume that the t players we check are chosen
independently at random, choosing always t players as in the protocol incurs a larger
chance of choosing bigger sets which will only increase the chance of catching an
inconsistency. Consider choosing the first t/2 players to check. We expect that
t/2 · /2 of these will be in A, and by a Chernoff bound we will see at least t/4 − µt
except with negligible probability, where we can choose µ < /4. Let A0 be this set.
Now, when we choose the last t/2 players to check we will see an inconsistency if we
choose even one of the brothers of players in A0 . Since we have t(/4 − µ) brothers
and t is Θ(n), there is constant probability of hitting an inconsistency each time we
choose a player, so missing all t/2 times happens with negligible probability.
Commit Phase: In the commit phase, Sim just follows the protocol.
Reveal Phase: Once again, the simulator Sim acts exactly like a honest receiver
Pr would, so the distribution of the messages exanged with A is exactly the same
∗
as in ΠHCOM . The only way to distinguish is therefore if FHCOM
behaves in a way
that is inconsistent with the simulation. This can only happen if the corrupted Ps
∗
.
opens successfully a value m0 that is different from the one Sim sent to FHCOM
From the above argument for the set-up phase and Lemma 7.5 we can assume that
the of shares cη of rη determined in the set-up are all consistent, except for a subset
of size at most n (otherwise Pr ’s check would fail). Now, to change a set of n − n
consistent shares into one that determines a different secret one must change at least
n(1 − ) − r shares (r is the reconstruction threshold). This means that if Ps claims
a secret different from m he must show us a set of shares that differ from cη in at
least n(1 − ) − r = n(1 −  − δ) positions, and since 1 −  − δ is a positive constant,
the check by Pr will spot one of these changes except with negligible probability.
The above argument only explicitly applies to one run of the VSS. Consider now
the case where we do many runs. Since we do the OTs only once, all runs will have
the same watch list. Consider two runs, indexed by I and J. Each run will have
its own sets, HI and Hj , of consistent parties. When we add two commitments
from run number I or run number J and open such a commitment, we can only be
guaranteed that the resulting sharing is consistent for the parties HI ∩ HJ . So, we
need that the size of HI ∩ HJ stays above r, or the adversary might be able to open
a sum of commitments from different blocks to a different value from the sum of the
values in the commitments being summed. However, if HI ∩ HJ does not have size
at least r, then the complement has size at least n. Furthermore, each “party” in
the complement is caught either in execution I or in execution J, as Pr is checking
both executions the same way. Hence it does not matter in which execution the
inconsistency is located, it contributes to detection with the same probability as in
the above analysis, and it follows as above that then the complement of HI ∩ HJ
can have size at most n and hence HI ∩ HJ has size at least r.
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Simulating the setup phase when Ps is honest and Pr is corrupted:
1. For i = 1, . . . , n, Sim uniformly samples a random string xi ∈ {0, 1}`P RG .
t,n
Acting as FOT
, upon receiving (receiver, sid, ssid, , c1 , . . . , cu ), the simulator
Sim sends (received, sid, ssid, , x1 , . . . , xn ) to A.
2. Sim uniformly samples k random strings ri ← {0, 1}k , i = 1, . . . , n and runs
ΠVSS using r1 , . . . , rk as input, constructing n strings ((hi )> , gi ), i = 1, . . . , n
of length 2(k + e) from the vectors generated by ΠVSS . The simulator Sim
e i )> , g
e i ) = ((hi )> , gi ) + G(xi ) for i ∈ {c1 , . . . , ct }, randomly samcomputes ((h
i > e
e
ples ((h ) , gi ) ← {0, 1}2(k+e) for i ∈ {1, . . . , n} \ {c1 , . . . , ct } and sends
e 1 )> , g
e n )> , g
e 1 ), . . . , ((h
e n )) to Pr .
(sid, ssid, ((h
Simulating the commit phase when Ps is honest and Pr is corrupted:
∗
1. Upon receiving a message (receipt, sid, ssid, , Ps , Pr ) from FHCOM
, Sim chooses
0
an unused random string rη , samples a random message m ← {0, 1}k , comf = m0 + rη and sends (sid, ssid, η, m
f ) to A.
putes m

Simulating the reveal phase when Ps is honest and Pr is corrupted:
t,n
1. Upon receiving a message (reveal, sid, ssid, , Ps , Pr , m) from FOT
, Sim conη
η
η
structs an appropriate f such that πk (f ) = m0 + rη − m and M · f yields
η
gcj [η] = gcj [η] for j = 1, . . . , t. Sim sends (sid, ssid, m, f ) to A. Notice
η
that a share vector f with these properties can be constructed following the
procedures of Lemma 10.1 as noted in Remark 7.2.

Lemma 7.15. Computational Hiding: Let G : {0, 1}`P RG → {0, 1}2(k+e) be a
pseudrandom generator and let ΠVSS be a packed verifiable secret sharing scheme as
described in Section 7.3 with parameters (M, r, t) based on a commitment-friendly
linear secret sharing scheme. When Ps is honest and Pr is corrupted, the following
relation holds for every static active adversary A and every environment Z:
c

F t,n

OT
∗
IDEALFHCOM
,Sim,Z ≈ HYBRIDΠHCOM ,A,Z

Proof. Before we proceed to analyze the simulator, let’s define a hybrid game
e i )> , g
e i ) = ((hi )> , gi ) + G(xi ) for all i ∈ {1, . . . , n} \
where the encrypted shares ((h
i
{c1 , . . . , ct } are replaced by uniformly random strings ((h )> , gi ) ← {0, 1}2(k+e) . It’s
clear that Sim can do that since it knows the choice values {c1 , . . . , ct }. Suppose
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that both the real world execution and the ideal world simulation run this modified
version of ΠHCOM . Notice that any environment Z that distinguishes this game
from a real execution of ΠHCOM actually distinguishes between a uniformly random
string and the output of the PRG, breaking the pseudorandomness property of the
PRG.
We show that if both simulation and the real world execution run this computationally indistinguishable variant, then they are perfectly indistinguishable, this is
clearly sufficient to show the lemma.
Setup Phase: The simulator Sim runs the setup exactly like a honest sender
would do in the hybrid, resulting in the same distribution.
Commit Phase: Sim deviates from the protocol by sampling a random mesf = m0 + rη and sending
sage m0 ← {0, 1}k and committing to it by computing m
f ) to A, instead of committing to the real message m. Nevertheless,
(sid, ssid, η, m
notice that the m0 is perfectly hidden by the random pad rη , which is in turn perfectly hidden from A since he only has access to t shares and the secret sharing
schemes guarantees that the joint distribution of at most t shares is completely
independent from the secret.
Reveal Phase: Upon input (reveal, sid, ssid, , Ps , Pr , m), Sim computes an alf + r0 . Sim then constructs a vector f η
ternative random pad r0 that yields m = m
such that M f η results a share vector of r0 where the shares revealed in the setup
phase appear in the same positions, i.e. M · f η = (g1 [η], . . . , gn [η])> and such that
that gj [η] = gj [η] for j ∈ {c1 , . . . , ct }. This allows the opening values sent by Sim
to have exactly the same distribution as real opening values and pass the validity
tests even though the revealed message is different. Notice that such a share vector
can be constructed using the procedures in Remark 7.2. Sim sends (sid, ssid, f η ) to
A.
Theorem 4. Let G : {0, 1}`P RG → {0, 1}2(k+e) be a pseudrandom generator and
let ΠVSS be a packed verifiable secret sharing scheme as described in Section 7.3
with parameters (M, r, t), based on a commitment-friendly secret sharing scheme.
t,n
∗
Then protocol ΠHCOM UC-realizes FHCOM
in the FOT
(`P RG )-hybrid model in the
presence of static active adversaries. Formally, there exists an ideal adversary Sim
such that the following relation holds for every static active adversary A and every
environment Z:
c

F t,n

OT
∗
IDEALFHCOM
,Sim,Z ≈ HYBRIDΠHCOM ,A,Z

Proof. The case where both parties are honest is straightforward. Thus, the proof
follows from Lemma 7.14 and Lemma 7.15.
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The relation between our scheme and IPS
In this section, we give some details on the extent to which our scheme can be seen
as the result of applying the IPS compiler to our VSS. The compiler starts from
a multiparty outer protocol that implements some target functionality with active
security. Together with an inner protocol that only needs to be passively secure and
assuming access to OT, it builds a two party protocol implementing the same target
functionality. The outer protocol is assumed to be in the client/server model with
a small number of clients who have inputs and get outputs and many servers who
execute the computation. Our VSS can be seen as having one client that has input
(the dealer) and one that gets output, when the secret is opened. Thus, if IPS can
be applied with the VSS as outer protocol, we will obtain a commitment protocol.
However, this will not work for the basic version of the IPS compiler because it
assumes that the outer protocol has no communication directly between the servers.
Our VSS does not satisfy this. But IPS suggests two ways to get rid of this limitation: The first one involves changing the compiler to use a more complicated
inner protocol. Using this method, we would obtain a commitment protocol that is
inherently interactive, in contrast to our construction. The second method involves
precompiling the outer protocol by routing all server-to-server messages via (some
of) the clients. The idea is that when a server wants to send a message, it will
secret share it among two special clients who then sends the shares to the receiver.
It is shown in the IPS paper that if this is done using what they call non-malleable
secret sharing, the resulting protocol is still secure, but now with a smaller corruption threshold. We can use this method by adding two clients to the VSS to do the
rerouting, they have no inputs or outputs and at most one of them can be corrupted.
We can apply the basic IPS compiler to this modified protocol, and then because
only one client has input, we can make the inner protocol be a dummy protocol. This
removes the interaction and the result is a commitment protocol that is somewhat
similar to ours, but more complicated because of the rerouting in the underlying VSS
and less efficient by a constant factor because of the extra secret sharing involved
and the degradation of the corruption threshold.
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Let G : {0, 1}`P RG → {0, 1}2(k+e) be a pseudorandom generator and let ΠVSS be a
packed verifiable secret sharing scheme as described in Section 7.3 with parameters
(M, r, t) based on a commitment-friendly linear secret-sharing scheme. A sender Ps
t,n
and a receiver Pr interact between themselves and with FOT
as follows:
Setup Phase: At the beginning of the protocol Ps and Pr perform the following steps
and then wait for inputs.
1. For i = 1, . . . , n, Ps uniformly samples a random string xi ∈ {0, 1}`P RG . Ps
t,n
sends (sender, sid, ssid, , x1 , . . . , xn ) to FOT
(`P RG ).
2. Pr uniformly samples a set of t indexes c1 , . . . , ct ← [1, n] and sends
t,n
(receiver, sid, ssid, , c1 , . . . , ct ) to FOT
.
t,n
, Ps uniformly samples n random
3. Upon receiving (received, sid, ssid, ) from FOT
strings ri ← {0, 1}k , i = 1, . . . , k and internally runs ΠVSS using r1 , . . . , rn as
input, constructing n strings ((hi )> , gi ), i = 1, . . . , n of length 2(k + e) from the
e i )> , g
e i ) = ((hi )> , gi ) + G(xi ) and
vectors generated by ΠVSS . Ps computes ((h
1
>
n
>
e ) ,g
e ) ,g
e 1 ), . . . , ((h
e n )) to Pr .
sends (sid, ssid, ((h
t,n
and
4. Upon
receiving
(received, sid, ssid, , xc1 , . . . , xct )
from
FOT
1
>
n
>
c
>
e
e
j
e 1 ), . . . , ((h ) , g
e n )) from Ps , Pr computes ((h ) , gcj ) =
(sid, ssid, ((h ) , g
c
>
e
j
e
((h ) , gcj ) − G(xcj ), 1 ≤ j ≤ t and uses the procedures of ΠVSS
to check that the shares gc1 , . . . , gct are valid, i.e. it checks that
mj · hi = gj · mi> for i, j ∈ {c1 , . . . , ct }. If all shares are valid Pr stores
(ssid, sid, ((hc1 )> , gc1 ), . . . , ((hct )> , gct )), otherwise it halts.

Commit Phase:
1. Upon input (commit, sid, ssid, , Ps , Pr , m), Ps chooses an unused6 random string
f = m + rη and sends (sid, ssid, η, m
f) to Pr .
rη , computes m
f) and outputs (receipt, sid, ssid, , Ps , Pr ).
2. Pr stores (sid, ssid, m

Reveal Phase:
1. Upon input (reveal, sid, ssid, , Ps , Pr ), to reveal a message m, Ps reveals the
random string rη by sending (sid, ssid, m, f η ) to Pr .7
2. Pr receives (sid, ssid, η, m, f η ), computes M · f η = (g1 [η], . . . , gn [η])> , checks
f − rη . If the shares
that gj [η] = gj [η] for j ∈ {c1 , . . . , ct } and that m = m
pass this check, Pr outputs (reveal, sid, ssid, , Ps , Pr , m). Otherwise, it rejects
the commitment and halts.
t,n
Figure 7.6: Protocol ΠHCOM in the FOT
-hybrid model
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Setup Phase: Is augmented by executions of Π0VSS and Πϕ
VSS as described in the
text. Throughout, opening a commitment comS (m, f ) means that Ps sends m, f and
Pr verifies, as in ΠHCOM .
Addition: Given commitments comS (m, f ), comS (m0 , f 0 ), output
comS (m, f ) + comS (m0 , f 0 ) = comS (m + m0 , f + f 0 ).
Multiplication: Given commitments comS (a, fa ), comS (b, fb ), and comS (c, fc ) extract
the next unused commitment from Π0VSS , comŜ (0k , u). Form a default commitment
comS (1k , f1 ), where πk (f1 ) = 1k and the other coordinates are 0. This can be done by
only local computation. Ps opens the following commitment to reveal 0k :
comS (a, fa ) ∗ comS (b, fb ) − comS (c, fc ) ∗ comS (1k , f1 ) + comŜ (0k , u) =
comŜ (a ∗ b − c, fa ⊗ fb − fc ⊗ f1 + u)
Linear Function Given commitment comS (m, f ), extract from Πϕ
VSS the next unused
pair comS (r, fr ), comS (ϕ(r), fr0 ). Ps opens comS (m, f )−comS (r, fr ) to reveal m−r. Both
parties compute ϕ(m − r) and form a vector v such that πk (v) = ϕ(m − r) and the
rest of the entries are 0. Output
comS (ϕ(r), fr0 ) + comS (ϕ(m − r), v) = comS (ϕ(m), fr0 + v)

Figure 7.7: Protocols for homomorphic operations on commitments.

Chapter 8
Paper II
Additively Homomorphic UC Commitments with
Optimal Amortized Overhead
Abstract
We propose the first UC secure commitment scheme with (amortized)
computational complexity linear in the size of the string committed to.
After a preprocessing phase based on oblivious transfer, that only needs
to be done once and for all, our scheme only requires a pseudorandom
generator and a linear code with efficient encoding. We also construct
an additively homomorphic version of our basic scheme using VSS. Furthermore we evaluate the concrete efficiency of our schemes and show
that the amortized computational overhead is significantly lower than in
the previous best constructions. In fact, our basic scheme has amortised
concrete efficiency comparable with previous protocols in the Random
Oracle Model even though it is constructed in the plain model.

8.1

Introduction

A commitment scheme is a very basic but nevertheless extremely powerful cryptographic primitive. Intuitively, a commitment scheme is a digital equivalent of a
secure box: it allows a prover P to commit to a secret s by putting it into a locked
box and giving it to a verifier V . Since the box is locked, V does not learn s at
commitment time and we say the commitment is hiding. Nevertheless, P can later
choose to give V the key to the box to let V learn s. Since P gave away the box, he
cannot change his mind about s after commitment time and we say the commitment
is binding.
Commitment schemes with stand-alone security (i.e., they only have the binding
and hiding properties) can be constructed from any one-way function and already
this most basic form of commitments implies zero-knowledge proofs for all NP languages. Commitments with stand-alone security can be very efficient as they can be
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constructed from cheap symmetric cryptography such as pseudorandom generators
[Nao91].
However, in many cases one would like a commitment scheme that composes
well with other primitives, so that it can be used as a secure module that will work
no matter which context it is used in. The strongest form of security we can ask
for here is UC security [Can01]. UC commitments cannot be constructed without
set-up assumptions such as a common reference string [CF01]. On the other hand,
a construction of UC commitment in such models implies public-key cryptography
[DG03] and even multiparty computation [CLOS02] (but see [DNO10] for a construction based only on one-way functions, under a stronger set-up assumption).
With this in mind, it is not surprising that constructions of UC commitments
are significantly less efficient than those of stand-alone secure commitments. Until
recently, the most efficient UC commitment schemes were based on the DDH assumption and required several exponentiations in a large group [Lin11, BCPV13].
Therefore, even though the communication complexity for committing to k strings
was O(k), the computational complexity was typically Ω(k 3 ).
However, in [DDGN14a] and independently in [GIKW14], it was observed that
even though we cannot build UC commitments without using public-key technology,
we can still hope to confine the use of it to a once-and-for-all set-up phase, the cost
of which can then be amortized over many uses of the commitment scheme.
While [GIKW14] focused on the rate of the commitment scheme, [DDGN14a]
concentrated on the computational complexity. More specifically, a UC commitment
scheme was proposed based on the following idea: the committer will secret-share
the string s to commit to using a linear secret sharing scheme (LSSS), encrypt the
shares and send them to the receiver. The encryption is done in such a way that
the receiver will be able to decrypt an unqualified subset (and hence will not learn
s). However, the committer will not know which subset the receiver has seen. We
can achieve this efficiently using a combination of oblivious transfers (done only in
a set-up phase) and a pseudorandom generator. To open s, the committer will send
s and the randomness used for the sharing and the receiver can then check if the
resulting shares match those he already knows. Intuitively, we can hope this will
be binding because any two sets of shares for different secrets must be different
in many positions (they cannot agree on any qualified subset). Furthermore since
the committer does not know which subset the receiver checks, it is likely that the
receiver will see a mismatch for at least one of the sets of shares.
The most natural way to construct a suitable LSSS is to use the standard construction from a linear code C, where we choose a random codeword subject to the
condition that the secret s appears in the first k coordinates and the shares are
then the values appearing in the rest of the codeword. This approach requires that
both C and its dual have large minimum distance. But unfortunately, all known
codes with linear time encoding have very bad dual codes. Therefore, [DDGN14a]
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resorted to using Reed-Solomon codes which gives a complexity of O(k log k) for
both parties.

Our contribution. In this paper, we propose a different way to construct an LSSS
from a linear code C: we encode the secret s in C, and then additively share each
entry in the codeword to form u shares, thus we get nu shares for a code of length n.
We show that already for u ≥ 2, using this LSSS in the above template construction
results in a secure UC commitment scheme. Note that the LSSS we construct is
not of the usual threshold type where any sufficiently large set can reconstruct, but
instead we have a more general access structure where the qualified sets are those
that can get enough entries in the underlying codeword to be able to decode.
Since we can now choose C without any conditions on the dual code, we can plug
in known constructions of codes with linear time encoding and get complexity O(k)
for both parties. Furthermore we show a particular instantiation of the building
blocks of our basic protocol for security parameter τ = 60 and message length
k = 256 that achieves an amortized computational complexity which is 5500 times
lower than in the most efficient previous constructions [BCPV13, Lin11] (see Section
8.6 for details on the implementation). In fact, our basic scheme achieves amortised
concrete effieciency comparable to previous schemes [HM04, DSW08] in the Random
Oracle Model [BR93] even though it is constructed in the plain model. Concretely,
it has an amortized computational cost 41% lower than the one of [HM04].
Commitment schemes can be even more useful if they are homomorphic. An additively homomorphic commitment scheme, for instance, has the following property:
from commitments to s and s0 , the receiver can on his own compute a commitment
to s + s0 , such that if the committer opens this new commitment, s + s0 (and no
other information on s, s0 ) will be revealed. Our basic construction above is not
additively homomorphic. The reason is that a corrupt committer may submit sets
of values in the commit phase that are not consistent sharings of any value. Nevertheless, when some of these shares are added, we may get values that do in fact
form valid commitments, and this may allow the committer to cheat. To solve this
problem, we start from an idea that was introduced in [GIKW14]: they construct
a very compact linear verifiable secret sharing scheme (VSS) from any LSSS. The
idea is now that the committer will execute the VSS “in his head” and send to the
receiver the resulting views of each VSS-player, encrypted in the same way as we
encrypted shares before: the receiver can decrypt some subset of the views. The
receiver will now be able to execute some of those consistency checks that honest
players would normally do in the VSS, and will reject if anything is wrong. The
hope is that this will force the committer to submit views from a correctly executed
instance of the VSS, which in particular means that the sets of shares he submits
will be consistent, thus implying the additive homomorphic property.
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This idea was shown to work in [DDGN14a], but unfortunately the proof works
only if the underlying LSSS is a ramp (i.e. almost-threshold) scheme, and our LSSS
is not ramp. However, in this paper, we give a different proof showing that we do in
fact get a secure commitment scheme if we choose the parameter u from our LSSS
to be at least 3. This yields a UC secure and additively homomorphic commitment
scheme with linear complexity, albeit with larger hidden constants than our first
scheme. We also instantiate this scheme for concrete parameters, see Section 8.6.
It is interesting to note that there is strong relation between the way the VSS
is used here and the “MPC-in-the-head” line of work [IKOS07, IPS08]. Roughly
speaking, MPC-in-the-head is a general technique for turning a multiparty protocol
into a 2-party protocol for the same purpose. A VSS is essentially a multiparty
commitment scheme, so one can use the so-called IPS compiler on the VSS from
[DDGN14a] to get a UC secure commitment scheme. This commitment scheme is
quite similar to (but not the same as) the one from [DDGN14a]. Previously, the IPS
compiler was only known to work for protocols with threshold security. However,
our proof technique also applies to IPS, so from this point of view, our result is the
first to show that the IPS compiler can also be used to transform a non-threshold
multiparty protocol into a 2-party protocol. It is an interesting open problem to
characterise the adversary structures for which it will work.

8.2

Preliminaries

Universal Composability
The results presented in this paper are proven secure in the Universal Composability
(UC) framework introduced by Canetti in [Can01]. Definitions can be found in the
full version of this paper [CDD+ 14].
Adversarial Model: In this work we consider security against static adversaries,
i.e. corruption may only take place before the protocols starts execution. We
consider active adversaries who may deviate from the protocol in any arbitrary
way.
Setup Assumption: It is known that UC commitment protocols (as well as most
“interesting” functionalities) cannot be obtained in the plain model [CF01]. In
order to overcome this impossibility, UC protocols require a setup assumption,
that basically models a resource that is made available to all parties before
1,2
execution starts. The security of our protocols is proved in the FOT
-hybrid
model [Can01, CLOS02], where all parties are assumed to have access to an
ideal 1-out-of-2 OT functionality (see Figure 7.2).
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Ideal Functionalities: In Section 8.4, we construct a simple string commitment
protocol that UC-realizes the functionality FCOM as presented in [CLOS02,
CDD+ 15a] and recalled here in Figure 8.4. In Section 8.5, we extend this
simple scheme to allow homomorphic operations over commitments. The extended protocol UC-realizes the functionality FHCOM in Figure 8.5, that basically adds a command for adding two previously stored commitments and
an abort command in the Commit Phase to FCOM . The abort is necessary to
deal with inconsistent commitments that could be sent by a corrupted party.
In fact, our additively homomorphic commitment protocol is constructed in
u−1,u
the FOT
-hybrid model (i.e. assuming access to (u − 1)-out-of-u OT where
u ≥ 2 is an integer parameter).

Linear Secret-Sharing Scheme
We briefly recall here the definition of linear secret-sharing scheme (LSSS).
Definition 8.1. A linear secret sharing scheme for N players P1 , . . . , PN over the
finite field F is defined by an integer k (secret length) and an N × m matrix M
with entries in F (and m > k). If k > 1, then the scheme is called packed. The row
number i of M is denoted by mi and, if A is a subset of players, then MA denotes
the matrix consisting of rows mi such that Pi ∈ A.
In order to share a secret s ∈ Fk , the dealer of the LSSS given by M takes a
random column vector f ∈ Fm such that πk (f ) = s> and computes c = M · f . The
column vector c is called the share vector of s, and its i-th component c[i] is the
share sent by the dealer to the player Pi .
Definition 8.2. A subset of players A is called unqualified if the distribution of
MA · f is independent of s, while a subset of players B is called qualified if s is
uniquely determined from MB · f .
It is the case that A is unqualified if and only if there exists, for each position j in
s, a column vector of m components wA,j (called sweeping vector) such that wA,j ∈
ker(MA ) and πk (wA,j ) = e>
k,j . Similarly, B is qualified if and only if there exists,
for each position j in s, a row vector of |B| components rB,j (called reconstruction
vector) such that rB,j · MB = em,j .
Given two positive integers a and b, if any subset of players A with |A| = a is
unqualified, then we say that the LSSS has a-privacy. If any subset of players B
with |B| = b is qualified, then we say that the LSSS has b-reconstruction.
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Linear-Time Secret-Sharing

In this section we describe the coding scheme Cu that stands in the core of our
commitment protocols. We depart from any error correcting code and apply a
simple transformation that yields a code that can also be seen as a linear secret
sharing scheme for an specific access structure. Intuitively, this makes it possible
to reveal a large fraction of a codeword generated by Cu without revealing any
information on the encoded message.
Standard generic constructions of general linear secret sharing schemes from error correcting codes, require a code whose dual code has high minimum distance.
On the other hand, our construction does not require any specific property from
the underlying error correcting code. This conceptual difference is of fundamental
importance for the asymptotic and concrete efficiencies of our constructions, since
it allows a secret sharing scheme to be constructed from very efficient linear error correcting codes whose dual codes’ minimum distance are mostly unfit for the
standard generic constructions. In particular, our coding scheme Cu inherits the underlying code C’s complexity. achieving linear-time encoding and/or decoding when
constructed from appropriate codes [GI01, GI02, GI03, GI05, Spi96, DI14].
Intuitively, the encoding procedure ShC,u of Cu first encodes a message m under
the underlying code C obtaining a codeword v. In the next step, each element of v is
secret shared into u shares under a simple additive secret sharing scheme (i.e. taking
P
random vectors v1 , . . . , vu such that ui=1 vi = v). The final codeword c is defined
as c = (v1 [1], . . . , vu [1], . . . , v1 [n], . . . , vu [n])> , i.e., each u successive elements of c
sum up to the corresponding element of v. The decoding procedure RecC,u basically
reconstructs each element of v from c and then uses the decoding algorithm of C to
decode v into the original message m.
Notice that only the encoding procedure ShC,u is used in the actual commitment
schemes, while the decoding procedure RecC,u is used in the simulators. Moreover, Cu
basically applies a linear transformation on codewords generated by the underlying
code C, since ShC,u uses a LSSS to divide each component of the codeword into u
shares. Hence, if C is linear, so is Cu . Finally, we show in Remark 8.1 that ShC,u
itself can be seen as a LSSS. Intuitively, after a message m is encoded through
ShC,u , an element v[i] of the underlying codeword can only be recovered if all shares
v1 [i], . . . , vu [i] are known. Hence, no information on m is revealed as at least one
share is missing for every underlying codeword element.
Before we formally outline the coding scheme Cu Figure 8.1, we need to define
the auxiliary functions Σu and Λu :
• Σu : Fn −→ Fun is a randomized function that takes as input a row vector v
in Fn and does the following: sample v1 , . . . , vu−1 ← Fn and compute vu =
v − (v1 + · · · + vu−1 ). For j = 1, . . . , n, define wj = (v1 [j], . . . , vu [j]) and
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set Σu (v) = (w1 , . . . , wn ). Note that this means each consecutive u-tuple of
Σu (v) sums to the corresponding element in the vector v.
• Λu : Fun → Fn takes as input a vector h and adds each consecutive u components of h. That is, Λu (h) gives as output the row vector in Fn whose i’th
P
component is uj=1 h[(i − 1)u + j]. Note that Λu (Σu (m)) = m.
Let C : Fk → Fn be a linear error correcting code over a field F of dimension k, length
n and minimum distance d, and let u ≥ 2 be a fixed integer. Let m be a row vector
in Fk and c be a column vector in Ftn The coding scheme is composed by the pair of
algorithms (ShC,u , RecC,u ) described as follows:
• ShC,u (m): the encoding procedure ShC,u : Fk → Fun takes as input a message m
and proceeds as follows:
1. Encode m using C, thus obtaining v = C(m) ∈ Fn .
2. Use the randomized function Σu (v) to additively secret share each component of the codeword v into u shares. Output the column vector
c = Σu (v)> . When we need to remember the randomness used in Σu ,
we will write ShC,u (m; v1 , . . . , vu−1 ).
j

k

Let τ = d−1
and let D : Fn → Fn ∪ {⊥} be a τ -bounded decoding algorithm for
2
the underlying code C. That is, D either decodes a received word r into the unique
codeword c ∈ C at distance not more than τ from r (if such codeword exists) or
indicates that no such codeword exists, declaring a decoder failure.
• RecC,u (c): the decoding procedure RecC,u : Fun → Fk ∪ {⊥} takes as input a
codeword c and proceeds as follows:
1. Compute Λu (c) to obtain a vector v0 ∈ Fn .
2. Decode v0 using the decoding algorithm D for the underlying code C. If D
fails, output ⊥. Otherwise output m = C −1 (D(v0 )).

Figure 8.1: The coding scheme Cu = (ShC,u , RecC,u )

Remark 8.1. It is possible to see the entire coding scheme Cu as a LSSS for N = un
players: let C ∈ Matn×k be the transpose of a generator matrix for the code C
and let cj be its jth row, then the vector ShC,u (m) can be seen as a share vector
of m ∈ Fk in the LSSS defined by the N × m matrix MC,u with rows given by
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(m
= k + (u − 1)n): mi = em,i+k−bi/uc for i ∈ [nu] \ {t, 2u, . . . , nu} and mju =

Pu−1
m(j−1)u+i for j ∈ [n].
cj , 0(u−1)n − i=1
The
n set of un players
o can be divided in n groups of u players each: define
Tj = P(j−1)u+1 , . . . , Pju for all j ∈ [n]. Thus we can rephrase the procedure ShC,u
for a vector m ∈ Fk as: first compute the codeword v = C(m) and then, for all
j ∈ [n], share the component v[j] between the players in Tj using the additive
LSSS for u players (see Example 2.1). From the (t − 1)-privacy property of the
additive LSSS, it follows that any subset of players A ⊆ {P1 , . . . , Pn } such that
|A ∩ Tj | ≤ u − 1 for all j ∈ [n] is unqualified for the scheme (ShC,u , RecC,u ). Instead,
if B ⊆ {P1 , . . . , Pn } satisfies B ∩ Tj = Tj for at least n − (d − 1) indices j, then it is a
qualified set for the scheme defined by MC,u . Indeed, the players in B can compute
at least n−(d−1) components of the codeword v and then they can apply an erasure
correction algorithm for C and recover m. In particular if |B| ≥ nu − (d − 1), then
B is qualified.

8.4

Basic Construction

u−1,u
In this section we present our basic commitment scheme. We will work in the FOT
-hybrid model (u being a fixed integer greater or equal than 2) and we will phrase our
protocol in terms of a Setup and an Online phase. This decoupling is motivated by
the fact that the Setup phase can be run at any time and independently of the inputs
of the parties. Once the Setup phase is completed, polynomially many commitments
can be executed in the Online phase, when the inputs are known. Moreover, the
Setup phase is also completely independent of the number of commitments executed
in the Online phase. Finally our scheme is based on a [n, k, d] linear error correcting
code
kC over F used in the procedure ShC,u defined in Figure 8.1 (we consider τ =
j
d−1
the security parameter).
2
A commitment to a message m ∈ Fk will be obtained by sending to the receiver
Pr a subset of components (watchlist) of the vector w = ShC,u (m) computed by the
sender Ps . The watch-list has to be chosen in such a way that the components of w
contained in it give no information on the message m (hiding property). To open the
commitment, the sender Ps has to send to the receiver both m and the randomness
used in the procedure ShC,u , so that the receiver can compute by itself w and check
if it is consistent with the components it already knows from the watch-list. If we
design the protocol in such a way that the sender doesn’t know which components
the receiver will check, then, since Ps can not change the message it committed to
without changing a substantial amount of entries, Pr will see a mismatch and catch
the cheating opening with high probability (binding property).
The watchlist mechanism is created in the Setup phase. The idea is that the
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sender and the receiver run n copies of an(u − 1)-out-of-u OT functionality on n
groups of u seeds for a PRG, in such a way that for each group the verifier will know
only (u − 1) of the seeds chosen by the sender. The expanded strings produced by
the PRG are used to form a matrix Y . After that, in the Online phase, for each
new commitment, the sender chooses a new column yη in Y and use it as one-time
pad for sending to Pr the vector ShC,u (m). This will allow the receiver Ps to view
(u − 1)n entries of the encodings without the sender knowing which these entries
are. Furthermore, in this way we can allow many commitments while using the OTfunctionality only once. For every new commitment, the sender and receiver can
obtain new one-time pads for the watch-list by simply expanding the PRG seeds
into a larger pseudorandom string up to a polynomially bounded length.

Statistical binding property: if the sender wants to open two different messages
m and m0 for the same commitment (η, c), then it has to produce randomness
consistent with two vectors w and w0 such that C(m) = Λu (w) and C(m0 ) = Λu (w0 ).
Since the code has minimal distance d and d ≥ 2τ +1, at least one of the two different
codewords Λu (w) and Λu (w0 ) is at distance strictly greater than τ from Λu (c − yη )
(Hamming distance). Assume w. l. o. g. that dist(Λu (w), Λu (c − yη )) ≥ τ + 1, then
in w − c + yη there are at least τ + 1 groups of consecutive entries in which at least
one entry is not zero. Since the receiver checks u − 1 entries chosen at random
in
 τ +1
1
.
each group, the probability that he doesn’t see any mismatch is at most u

Computational hiding property: from the security of the PRG G, we can
claim that the receiver knows only u − 1 entries in each group of consecutive entries
of wη = ShC,u (m). That is, Pr knows only u − 1 shares of each component of the
codeword C(m). Thus, the hiding property follows from the (u−1)-privacy property
of the additive secret-sharing scheme for u players used to share each component of
the codeword C(m).
u−1,u
The protocol ΠuCOM UC-realizes the ideal functionality FCOM in the FOT
-hybrid
model, as stated in the following two propositions. See Appendix 8.7 for the proofs.

0

Proposition 8.1 (Statistical Binding Property). Let G : {0, 1}` → {0, 1}`P RG be a
pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code over F.
u−1,u
For every static active adversary A corrupting only Ps in the FOT
-hybrid execution
1

We remark that the parties do not need to hold the entire matrices at any one point in time,
but can generate it on demand using an appropriate pseudorandom generator.
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Let G : {0, 1}` → F`P RG be a pseudorandom generator, C : Fk → Fn be a linear error
correction code over F and t ≥ 2 a fixed integer. The procedure ShC,u is defined in
Figure 8.1.
u−1,u
A sender Ps and receiver Pr interact between themselves and with FOT
as follows:

OT-Setup phase: For i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1:
1. Ps samples u strings xi , xi+1 , . . . , xi+u−1
u−1,u
(sender, sid, ssid, (xi , . . . , xi+u−1 )) to FOT
.

←

0

{0, 1}`

2. Pr samples {ci1 , . . . , ciu−1 }
←
{0, 1, . . . , t − 1}
u−1,u
(receiver, sid, ssid, ci1 , . . . , ciu−1 ) to FOT
.
3. Pr receives (received, sid, ssid, xi+ci , . . . , xi+ci
1

u−1

and sends
and

sends

u−1,u
.
) from FOT

Let
W
(watch-list)
be
the
set
of
indices
W
=

i + ci1 , . . . , i + ciu−1 | i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1
and
let
Y ∈ Matun×l be the un × `P RG matrix with rows yj ’s consisting of the
row vectors G(xj )’s for j = 1, . . . , un. Denote by yj the j’th column of Y . Ps
knows the entire matrix Y , Pr knows the watch-list W and only (u − 1)n rows
of Y , but in a structured way: for each groups of u rows yju+1 , . . . , y(j+1)u it
holds exactly u − 1 of those1 .
Commit phase:
1. Upon input (commit, sid, ssid, Ps , Pr , m) for m ∈ Fk , Ps samples
v1 , . . . , vu−1 ← Fn and computes w = ShC,u (m; v1 , . . . , vu−1 ). Then Ps
chooses an unused column yη from the matrix Y defined in the Setup
phase, computes c = w + yη and sends (sid, ssid, η, c) to Pr .
2. Pr stores (sid, ssid, η, c) and outputs (receipt, sid, ssid, Ps , Pr ).
Open phase:
1. Upon input (reveal, sid, ssid, Ps , Pr ), Ps sends (sid, ssid, m, v1 , . . . , vu−1 )
to Pr .
2. Pr
receives
(sid, ssid, m, v1 , . . . , vu−1 ),
computes
w
=
ShC,u (m; v1 , . . . , vu−1 ) and checks if w[i] + yη [i] = c[i] for all i ∈ W . If
this check fails Pr rejects the opening and halts. Otherwise Pr outputs
(reveal, sid, ssid, Ps , Pr , m).
u−1,u
Figure 8.2: Protocol ΠuCOM in the FOT
-hybrid model

of ΠuCOM and for every environment2 Z, there exists a simulator Sim such that:
F u−1,u

IDEALFCOM ,Sim,Z ≈ HYBRIDΠOT
u
COM ,A,Z
2

Note that in the proof of Proposition 8.1 the requirement for the environment to be polynomial-

8.5. Additive Homomorphic Property
where the security parameter is τ =

j

d−1
2
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Proposition 8.2 (Computational Hiding Property). Let G : {0, 1}` → {0, 1}`P RG
be a pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code
u−1,u
over F. For every static active adversary A corrupting only Pr in the FOT
-hybrid
u
model execution of ΠCOM and for every environment Z, there exists a simulator
Sim such that:
F u−1,u
IDEALFCOM ,Sim,Z ≈ HYBRIDΠOT
u
COM ,A,Z
where the security parameter is τ =

8.5

j

d−1
2

k

.

Additive Homomorphic Property

Notice that in the protocol ΠuCOM a commitment (i, c) may be accepted in the Open
phase by an honest receiver even if Λu (wi ) is not a codeword, but it is near enough
to a codeword. More precisely, if a cheating sender computes wi in such a way
that Λu (wi ) = C(m) + e for some error vector e with Hamming weight equal to e,
then an honest receiver
 ewill accept the commitment (i, c) for the message m with
probability equal to u1 .
Because of this, a cheating sender can setup an attack where with non negligible
probability the sum of two commitments can be opened to a message that is different
to the sum of the messages contained in the individual commitments. Given the
vectors m, m0 and m̃ where m̃ 6= m + m0 , Ps can compute the vectors e, e0 and
ẽ such that e + e0 + ẽ = C(m + m0 ) − C(m̃) and the Hamming weight of each of
them is less or equal than τ (note that this is possible to achieve as long as d ≤ 3τ ,
which is not disallowed by our assumption d ≥ 2τ + 1). In the Commit phase the
corrupted Ps defines w = Σu (C(m) − e) and w0 = Σu (C(m0 ) − e0 ) and sends (α, c)
and (β, c0 ), where c = w + yα and c0 = w0 + yβ . Recall that Σu is the outer additive
code in our encoding. From the above argument, in the Open phase, an honest
receiver will accept (α, c) or (β, c0 ) as commitment for m or for m0 respectively,
 τ +1
in both cases. Furthermore with the
with probability strictly greater than u1
same probability, Ps can also open the sum c + c0 to m̃ because by construction
w + w0 = Σu (C(m̃) + ẽ).
While we could prevent the attack above by imposing the stronger condition
d ≥ 3τ + 1, it is easy to see that the same problem would still apply to the additions
of at least d τd e − 1 commitments.
To deal with this problem, we need to assure that for any vector w computed by
the sender in the Commit phase, it holds that Λu (w) is an actual codeword. Since
time is not necessary. Indeed the proof holds for any environment that interacts with each system
only a polynomial number of times.
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a correct vector w can be seen as a share-vector in the LSSS given by MuC (i.e.
scheme (ShC,u , RecC,u ), see Remark 8.1), a standard way to achieve this guaranty is
to convert (ShC,u , RecC,u ) into a verifiable secret-sharing scheme (VSS). The latter is
a secret-sharing scheme for which, together with the standard privacy property for
unqualified sets of players, a stronger reconstruction property holds for the qualified
sets. Indeed, in a VSS, even when the dealer is corrupted, any qualified set of honest
players can determine a secret that is consistent with the share held by any honest
player in the scheme. In order to obtain the additive homomorphic property for our
commitment protocol, the basic idea we will use in Section 8.5 consists in forcing
the sender to compute the vector w using a verifiable version of the procedure ShC,u .
In this way the receiver can verify that w has been properly constructed (i.e. Λu (w)
is a codeword) with overwhelming probability.

Packed Verifiable Secret-Sharing Scheme
In this section we recall the packed verifiable secret-sharing protocol ΠVSS described
in [DDGN14a]. We refer to the latter for the proof of the following lemmas. The
protocol can be based on any linear secret-sharing scheme defined by the matrix M
for N players and it shares k vectors s1 , . . . , sk ∈ Fk in each its execution (the LSSS
is over the field F). In the following, F will be a m × m matrix with entries in F (m
is the number of columns in M ) and f b will be its the b-th column. For any index
i = 1, . . . , N define the column vector hi = F · mi> and the row vector gi = mi · F
(where mi is the i-th row in M ). It is then clear that mj · hi = gj · mi> for all
i, j ∈ [N ]. The VSS protocol is shown in Figure 7.3.
For a column vector v ∈ Fm , we will say that v shares s ∈ Fk , if πk (v) = s and
each honest player Pj holds mj ·v. It is clear the the scheme ΠVSS is complete, i.e. if
the dealer is honest, then all honest players accept and the column vector f i shares
si , for any i = 1, . . . , k. Moreover, the scheme has the following reconstruction
property:
Lemma 8.3. Let B be a qualified subset of b honest players and assume that the
protocol ΠVSS doesn’t abort. Then, for all i = 1, . . . , k, the vector f̃ i (defined by
P
f̃ i = bj=1 rB,i [j]hj ) shares πk (f̃ i ). The vectors rB,i are the reconstruction vectors
defined in Section 8.2.
Lemma 8.3 assures that if the protocol ΠVSS doesn’t abort, then, even when the
dealer is corrupted, for all i = 1, . . . , k the info held by a qualified set of honest players at the end of the protocol determine the secret si = πk (f̃ i )> and the randomness
f̃ i used by the dealer to share it in such a way that (M · f̃ i )[j] = mj · f̃ i = gj [i] for
any j with Pj honest.
Finally, since ΠVSS shares k secrets in one execution, the privacy property can
be stated in an extended form which also guarantees that making public any linear

8.5. Additive Homomorphic Property

119

combination of the shared secrets doesn’t reveal extra info on the individual secrets.
Lemma 8.4. If the dealer in ΠVSS is honest, then for any unqualified set of players
P
A and for any λ1 , . . . , λ` ∈ F, the distribution of {F · MA> , MA · F, `j=1 λj sj } is
independent of the secrets held by the dealer.

Homomorphic Commitment Scheme
In this section we present our additively homomorphic commitment scheme. The
u−1,u
protocol is designed in the FOT
-hybrid model using preprocessing and it will be
based on the instantiation of the ΠVSS protocol in which the underlying LSSS is the
one that is equivalent to our procedure ShC,u . The result is a commitment scheme
that can be seen as a concrete exemplification of the homomorphic commitment
scheme described in [DDGN14a]. Note that in this section, for technical reasons,
the fixed integer u has to be strictly greater than 2.
Given the [n, k, d] linear error-correcting code C, we have already noted in Remark 8.1 that computing the vector w = ShC,u (m; v1 , . . . , vu−1 ) is equivalent to
computing the share-vector for m in the LSSS defined by MuC for N = tn players.
In particular w = MuC · f where the vector f is given by f = (m, f1 , . . . , fn )> with
fj = (v1 [j], . . . , vu−1 [j]) for any j ∈ [n].
The protocol ΠuHCOM is presented in Figure 8.3 . In the Setup phase, firstly the
same watch-list mechanism of ΠuCOM is created and after the sender runs ΠVSS on
some random messages r1 , . . . , rk computing the vectors hi , gi for all i = 1, . . . , N .
In particular Ps computes ShC,u (ri ) = (g1 [i], . . . , gN [i])> . Thanks to the watch-list
mechanism, the receiver sees all the vectors hi , gi such that i is in the watch-list set
W and therefore it can check the relation mj · hi = gj · mi> for all i, j in W . If all
these checks are satisfied, then it follows from the strong reconstruction property of
the VSS, that the vectors ShC,u (ri ) have been properly constructed (i.e. Λu (ShC,u (ri ))
is a codeword) with overwhelming probability. Nevertheless, since the set of players
{Pi | i ∈ W } is unqualified for the LSSS (ShC,u , RecC,u ), the receiver has no info
about the vectors r1 , . . . , rk .
In the Online phase, to commit to m ∈ Fk , the sender takes an unused rη and
sends c = m+rη to the sender. The commitment is represented by the pair (η, c). To
open it, the sender reveals m and the randomness used to compute w = ShC,u (rη ),
thus the receiver can check if the entries he already knows of the encoding of rη
match the ones of w.
As in the basic protocol, the hiding property follows easily from the privacy of
the VSS scheme and the security of the PRG. The binding property, again, follows
from the fact that in order to change ri in r0i the sender has to change a large amount
of entries in ShC,u (ri ) without knowing which entries the receiver checks. Finally, in
this protocol we can implement additions: given a commitment (α, c1 ) to m1 and a
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commitment (β, c2 ) to m2 , both the parties can just compute c3 = c1 + c2 and store
((α, β), c3 ) as new commitment. To open c3 to m1 + m2 the senders sends to Pr the
vector m1 + m2 and the sum of the randomness used in ShC,u (rα ) an in ShC,u (rβ ).
While the receiver will check the received randomness as in an usual Open phase
but considering the sum of the encodings of rα and rβ .
Note that now a commitment will be represented by (η, c), where η can also be
a tuple of indices instead of just one index in [k] = {1, . . . , k}. Indeed, if c is the
commitment obtained by the sum of ` standard commitments (i.e. commitments
created in the Commit phase), then η ∈ [k]` . For this reason, in order to implement
the Addition command in the description of the protocol, we will use the following
notation: if α ∈ [k]i and β ∈ [k]j , then γ = (α, β) ∈ [k]i+j .
u−1,u
The protocol ΠuHCOM UC-realizes the ideal functionality FHCOM in the FOT
hybrid model, as stated in the following two propositions. See Appendix 8.7 for the
proofs.
0

Proposition 8.5 (Statistical Binding Property). Let G : {0, 1}` → {0, 1}2m be a
pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code over F.
u−1,u
-hybrid world
For every static active adversary A corrupting only Ps in the FOT
u
execution of ΠHCOM and for every environment Z, there exists a simulator Sim
such that:
F u−1,u
IDEALFHCOM ,Sim,Z ≈ HYBRIDΠOT
u
HCOM ,A,Z
where the security parameter is τ =

j

d−1
2

k

.

Also in the protocol ΠuHCOM it is possible to implement polynomial many commitments, after having run the OT-Setup phase only once. Indeed, after that the
watch-list W has been settled, the sender can always sample new random vectors
r∗1 , . . . , r∗k ← Fk and, together with the receiver, repeat the execution of the Precommitment phase on this new input. We have already recalled in Section 8.4 that
it is possible to expand the PRG output in order to have new one-time keys to use in
the each execution of the Pre-commitment phase. After that, Ps and Pr can continue
the protocol following the instructions in ΠuHCOM . Moreover, this doesn’t create any
restriction about the Addition command: we can allow the sum of commitments
that use one-time keys coming from different Pre-commitment phases.
0

Proposition 8.6 (Computational Hiding Property). Let G : {0, 1}` → {0, 1}2m
be a pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code
u−1,u
over F. For every static active adversary A corrupting only Pr in the FOT
-hybrid
u
world execution of ΠHCOM and for every environment Z, there exists a simulator
Since the LSSS defined by MuC is equivalent to the procedure ShC,u , Ps already knows the
δ
vectors {vi j }i used to encode rδj from the Pre-commitment phase
3
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F u−1,u

IDEALFHCOM ,Sim,Z ≈ HYBRIDΠOT
u
HCOM ,A,Z
where the security parameter is τ =

8.6

j

d−1
2

k

.

Complexity and Concrete Efficiency

In this section we discuss the computational and communication complexities of the
commitment schemes proposed in Sections 8.4 and 8.5. We also estimate concrete
parameters and compare the efficiency of our schemes with previous works.

Complexity
The commitment scheme presented by Damgård et al. in [DDGN14a] suffered from a
quadratic computational overhead in order to achieve optimal communication overhead. This issue stems from the fact that their scheme requires an underlying LSSS
that operates over constant size fields [CDP12] whose sharing operations consist in
matrix multiplications. Our homomorphic scheme circumvents that by constructing
the VSS scheme from a linear error correcting code with linear-time encoding where
one can compute shares by computing encodings.
The core component of both commitment schemes is the coding scheme Cu .
This construction can be seen both as an error correcting code (ECC) and a linear
secret secret sharing scheme for a specific access structure. Cu can be built from
any linear error correcting code, differently from previous results, which require
codes whose dual codes have high minimum distance in order to construct LSSS.
This fundamental difference in construction allows us to obtain a coding scheme Cu
(and consequently a LSSS) that runs in linear time on the input length from any
linear-time encodable error correcting code. There exist constructions of linear-time
encodable codes with constant rate and good (i.e., linear in the codeword length)
minimum distance, see [GI01, GI02, GI03, GI05, Spi96]. However, these may even
be more sophisticated than what we need since all we require about the minimum
distance is that it is at least 2τ + 1, where τ is the security parameter.
The encoding and decoding procedures of Cu inherit the complexity of the underlying code. Notice that in our constructions we only utilize the encoding procedure
ShC,u , since sharing and verifying share consistency in the VSS scheme of Figure 7.3
can be seen as encoding. Hence, our constructions can even take advantage of recent
advances in linear-time encodable codes [DI14].
Combining a linear-time encoding procedure ShC,u with a PRG where we pay only
a constant number of elementary bit operations per output bit (see, e.g., [VZ12]), we
obtain UC-secure commitments with optimal computational complexity. Notice that
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the setup phase (where OTs are needed) is only run once, allowing for an arbitrary
number of posterior commitments. Thus, the cost of this phase is amortized over the
number of commitments. Communication complexity is also linear in the message
length if C has constant rate.

Concrete Parameters and Efficiency
Even though our schemes can achieve optimal asymptotic computational and communication complexities, we are also interested in obtaining highly efficient concrete
instantiations. As an example, we estimate parameters for a concrete instantiation
of our schemes with message length k = 256 bits and statistical security parameter
τ = 60.
Bulding Blocks:
The basic building blocks of our commitment scheme are the procedure ShC,u , a
PRG and a UC-secure OT protocol. We select the following constructions of these
building blocks for our concrete instances:
• OT: The UC-secure protocol presented in [PVW08]. This protocol is round
optimal and requires communicating 6 group elements and computing 11 exponentiations per transfer.
• PRG: AES in counter mode, using the IV as a PRG seed. AES implementations are readily available in modern hardware (e.g. Intel’s AES-NI) making
the cost of this PRG negligible.
• ShC,u : For the basic scheme of Figure 8.2 we will need a
shC,2 coding scheme, while for the additively homomorphic scheme of Figure 8.3 we need a ShC,3 coding scheme. Both schemes are constructed using
a binary [796, 256, ≥ 121] BCH code (see e.g. [MS78]) 4 as C according to the
generic construction of Section 8.3. This code has parameters k = 256, n = 796
and d ≥ 121, which corresponds to τ = 60. We obtain ShC,2 : F256 → F1592
and ShC,3 : F256 → F2388 . Even though this code doesn’t have linear encoding
complexity, it was chosen because it is readily available in the Linux Kernel
and it achieves good concrete performance.
4

More precisely, the [796, 256, ≥ 121] code is actually obtained by shortening a BCH-code with
parameters [1023, 483, ≥ 121]. This code was in turn selected by first fixing the message size
k = 256, the statistical security parameter τ = 60 and the minimum distance d ≥ 2τ + 1 ≥ 121,
then using MAGMA to compute concrete code parameters that fit these constraints.

8.6. Complexity and Concrete Efficiency

123

Concrete Parameters:
Table 8.1 presents the communication, round and computational complexities in
terms of the parameters [n, k, d] of the code C used to instantiate the procedure
ShC,u . The commitment message length is k and the statistical security
j parameter
k
follows from code C’s minimum distance d following the relation τ = d−1
.
2
Notice that the homomorphic scheme of Figure 8.3 requires a pre-commitment
phase after which it is possible to execute k commitments to messages of length k.
Hence, the communication and computational complexities of an individual commitment are computed by dividing the total cost of the pre-commitment phase by
the number of commitments that can be executed after this phase5 . In practice the
whole pre-commitment must be run before additively homomorphic commitments
can be executed. Nevertheless, the pre-commitment phase can be preprocessed,
since it is independent of the actual messages.
The setup phase for both schemes requires n executions of a u − 1-out-of-u OT.
Its cost in terms of exponentiations/encodings depends on the OT protocol used.

Scheme
Πu
HCOM Fig. 8.3
(homomorphic)
Πu
COM Fig. 8.2
(basic)

Communication
Complexity
(in field elements)
Commit
Open
Total
2mnu
k

nu

+k

m
m

2mnu
k

+k+m

m + nu

Computational
Complexity
Commit
4n(u−1)
k

+ 2 Enc.

1 Enc.

Open
1 Enc.
1 Enc.

Total
4n(u−1)
k

+ 3 Enc.

2 Enc.

Table 8.1: Concrete efficiency in terms of the parameter u and code C’s parameters
(dimension k and jlength
k n). Message length is k and statistical security follows from
d−1
the relation τ = 2 , depending on code C’s minimum distance d. Enc. stands
for encodings and m = k + n(u − 1).

Preprocessing:
Both the basic scheme of Figure 8.2 and the homomorphic scheme of Figure 8.3 can
benefit from preprocessing. In this model, the commitment phase is preprocessed
before the messages are known in a so called offline phase. Later on, in the online
phase, the sender can commit to its actual messages virtually for free. Using this
trick, the sender can pre-compute a number of commitments before they are actually
needed during his idle time, dramatically speeding up the online phase where he
Computing and checking the consistency of shares under the VSS scheme ΠVSS (M3C ) used for
the additively homomorphic scheme of Figure 8.3 can be seen as computing a number of encodings
under ShC,3 .
5
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receives his actual inputs. This strategy is particularly fit for scenarios where a
large number of commitments are known to be needed at some point, such as cutand-choose protocols.
Notice that, in pre-commitment phase of the additively homomorphic scheme of
Figure 8.3, the sender uses the VSS scheme to share several random strings of the
same size as the messages and sends a fraction of the resulting shares to the receiver
for verification. Later on, in the online phase, the sender can simply encrypt its
actual messages using this random strings as one-time pads. A similar trick can be
applied to the basic scheme in Figure 8.2 by using the regular commit phase steps
to pre-commit to a series of random strings of the same size as the actual messages
before they are known.
Table 8.2 presents the communication and computational complexities of our
schemes in the preprocessing model in terms of the parameters [n, k, d] of the code
C used to instantiate the procedure ShC,u . The commitment message length is k
and the statistical securityjparameter
follows from code C’s minimum distance d
k
.
Notice
that pre-commitments are run as offline
following the relation τ = d−1
2
phase.
Scheme
Πu
HCOM Fig. 8.3
(homomorphic)
Πu
COM Fig. 8.2
(basic)

Communication
Complexity
(in field elements)
Offline
Commit
Open
2mnu
k

k

m

nu

k

m

Computational
Complexity
Offline
4n(u−1)
k

+ 2 Enc.

1 Enc.

Commit

Open

0 Enc.

1 Enc.

0 Enc.

1 Enc.

Table 8.2: Preprocessing model concrete efficiency in terms of parameter u and code
C’s parameters (dimension k and length
kn). Message length is k and statistical sej
d−1
curity follows from the relation τ = 2 , depending on code C’s minimum distance
d. Enc. stands for encodings and m = k + n(u − 1).

Evaluating Efficiency:
Previous efficiency comparisons between UC-secure commitment schemes have been
based on the number of exponentiations required by each scheme. This choice of
comparison parameters is justified by the fact that this is usually the most costly
operation that dominates the concrete execution time of such schemes. However,
apart from the setup phase involving OTs, our protocols require no exponentiations
at all. After the setup phase of our protocols, the most expensive operation is the
procedure ShC,u (the other operation required is addition).
We compare the efficiency of our schemes with the most efficient previous works
[BCPV13, Lin11] by estimating the execution time of the encoding procedure of
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the BCH code and comparing that to the execution time of exponentiations on
the same platform. While the encoding scheme of the ECC and the PRG are used
proportionally to the number of commitments one wishes to make and open, the OT
protocol is only used for a fixed number of times during the setup phase. Hence, it is
interesting to estimate the concrete efficiency of the setup phase separately from the
other steps of the protocols, since the cost of running the OT protocol is amortized
over the number of commitments.
The concrete computational, round and communication complexities for our
schemes when instantiated using the previously described building blocks are presented in Table 8.3. In this case we consider message length k = 256 and statistical
security parameter τ = 60, using the [796, 256, ≥ 121] BCH code as the building
block for ShC,2 and ShC,u .
Scheme
[BCPV13] (Fig. 6)
[Lin11] (Protocol 2)
Πu
HCOM Fig. 8.3
(homomorphic, u = 3)
Πu
COM Fig. 8.2
(basic, u = 2)

Communication
Complexity (in bits)
Commit
Open
Total
1024
2048
3072
1024
2560
3584

Round
Complexity
Commit
Open
1
5
1
3

Computational
Complexity
Commit
Open
Total
10 Exp.
12 Exp.
22 Exp.
5 Exp.
18 13 Exp.
23 13 Exp.

34733

1848

36580

1

1

27 Enc.

1 Enc.

28 Enc.

1592

1052

2644

1

1

1 Enc.

1 Enc.

2 Enc.

Table 8.3: Concrete efficiency with message length k = 256 bits, statistical security
parameter τ = 60 and 128-bit computational security (for the schemes of [BCPV13,
Lin11]). Exp. and Enc. stand for exponentiations and encodings, respectively.
The execution time of an elliptic curve “exponentiations” over a field of size 256
bits offering 128-bit security is evaluated through an implementation in SCAPI 2.3
[EFLL12] using an underlying curve implementation provided by OpenSSL 1.1.0.
The execution time of the encoding procedure of the [796, 256, ≥ 121] BCH code is
evaluated using the implementation present in the Linux kernel. The platform used
for estimating the running time of these operations is based on a Intel(R) Core(TM)
i5-2400 CPU at 3.10 GHz with 4 GB of RAM running a Linux Kernel version 3.13.0.
Our experiments showed that the elliptic curve “exponentiations” take an average
of 375 µs while the encodings take an average of 0.75 µs on the same platform.
Hence, in this scenario, computing one encoding is on average 500 times faster than
computing one exponentiation on the same platform. These data show that our
basic commitment scheme is 5500 times more computationally efficient than the
scheme of [BCPV13], also achieving 14% lower communication complexity. On the
other hand, our additively homomorphic commitment scheme is 392 times faster
than the scheme of [BCPV13], though its communication complexity is 12 times
higher.
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The Random Oracle Model [BR93] has historically been used to construct cryptographic schemes with very high efficiency. Surprisingly, our scheme achieves amortised concrete efficiency comparable to previous universally composable schemes
based on the ROM [HM04, DSW08] even though it is constructed in the plain
model. The average execution time of a SHA-256 hash function in our evaluation
platform is of 0.63µs for the fastest implementation (BouncyCastle) available on
SCAPI 2.3, while the OpenSSL implementation runs in 0.835µs. The protocol introduced in [HM04] requires four evaluations of the ROM, which translates into a
total execution time 1.68 times higher than of our basic scheme if SHA-256 is used
to instantiate the ROM.
Implementing the setup phase required by our basic scheme in Figure 8.2 requires
n = 796 executions of a 1-out-of-2 OT, yielding a cost of 8756 exponentiations. With
the above timings and considering the OT protocol of [PVW08], the computational
complexity of this scheme is lower when at least 398 commitments are computed,
and gets increasingly better as the number of commitments increases. However, 4776
of these exponentiations can be precomputed independently of the messages since it
is enough for the receiver to get random messages, lowering the online cost to 3980
exponentiations (i.e. the cost of 180 commitments. The additively homomorphic
scheme in Figure 8.3 requires n = 796 executions of a 2-out-of-3 OT, yielding a
higher cost in terms of exponentiations in the setup phase.

8.7

Appendix

UC security for ΠuCOM
When both parties are honest, the protocol ΠuCOM is trivially correct. Let A be a
static active adversary that interacts with the sender Ps and the receiver Pr running
u−1,u
-hybrid model. Recalling the notation in Section 7.7,
the protocol ΠuCOM in the FOT
u
we will prove that ΠCOM UC-realizes the functionality FCOM by showing a simulator
Sim that has access to a copy of FCOM and then arguing that no environment can
distinguish with non-negligible probability between its interaction with Sim and
FCOM and its interaction with A and the real parties.
For the sake of simplicity we analyze separately the cases when only the sender
Ps is corrupted and when only the receiver Pr is corrupted.
0

Proposition 1 (Statistical Binding Property). Let G : {0, 1}` → {0, 1}`P RG be
a pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code
u−1,u
over F. For every static active adversary A corrupting only Ps in the FOT
-hybrid
execution of ΠuCOM and for every environment6 Z, there exists a simulator Sim such
6

Note that in the proof of Proposition 8.1 the requirement for the environment to be polynomial-
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that:
F u−1,u

IDEALFCOM ,Sim,Z ≈ HYBRIDΠOT
u
COM ,A,Z
where the security parameter is τ =

j

d−1
2

k

.

Proof. The simulator Sim proceeds as follows: Sim internally runs a copy of A and
delivers to it every input received from Z. Likewise, every output from the internal
copy of A is delivered to Z. After the activation, Sim proceeds with the following
steps:
1. Simulating the Setup phase: Sim receives (sender, sid, ssid, xi , xi+1 , . . . , xi+u−1 )
from A and for all indices i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1 samples the set
{c̃i1 , . . . , c̃iu−1 } ← {0, 1, . . . , u − 1}.
n

o

Define W = i + c̃i1 , . . . , i + c̃iu−1 | i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1 and
Y the un × `P RG matrix with rows consisting of the row vectors G(xj ).
2. Simulating the Commit phase: Sim receives (sid, ssid, η, c) from A and computes w̃ = c − yη , where yη is the column number η of the matrix Y . Then,
Sim runs the decoding procedure RecC,u (w̃). If RecC,u (w̃) outputs ⊥, Sim
samples a random message m̃ ← Fk ; otherwise it sets m̃ = RecC,u (w̃). Sim
sends (commit, sid, ssid, Ps , Pr , m̃) to FCOM .
3. Simulating the Open phase: Sim receives (sid, ssid, m, v1 , . . . , vu−1 ) from A
and computes the vector w = ShC,u (m; v1 , . . . , vu−1 ). If w[j] = w̃[j] for all
j ∈ W , then Sim outputs (reveal, sid, ssid, Ps , Pr ) to FCOM . Otherwise Sim
rejects the commitment and halts.
u−1,u
The simulator always behaves like an honest receiver Pr interacting with FOT
in
the hybrid model execution of the protocol. Thus, if m = m̃, the distribution of the
messages exchanged with A in the simulation is exactly the same as in the execution
of ΠuCOM and Z can not distinguish between them.
If m 6= m̃, then in the Open phase Z can distinguish between the hybrid model
execution and the simulated execution when the value m is accepted by Sim. Indeed
in this case only in the hybrid model execution the value m̃ revealed by FCOM is
different from the input value m. But we can show that this happens with negligible
probability. When RecC,u (w̃) outputs ⊥ in step 2, then the Hamming distance
of Λu (w̃) from any codeword is strictly greater than τ by definition of RecC,u , in
particular dist(Λu (w), Λu (w̃)) ≥ τ + 1. If RecC,u (w̃) doesn’t fail, then C(m̃) + e =

time is not necessary. Indeed the proof holds for any environment that interacts with each system
only a polynomial number of times.
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Λu (w̃) (with e vector of weight less or equal than τ ) and the Hamming distance of
Λu (w̃) from Λu (w) is strictly greater than τ because
dist(Λu (w), Λu (w̃)) ≥ dist(Λu (w), Λu (w̃) + e) − dist(e, 0tn ) =
= dist(C(m), C(m̃)) − dist(e, 0tn ) ≥ d − τ ≥ τ + 1 .
Thus in both cases, there are at least τ + 1 groups of consecutive entries in w − w̃
in which at least one entry is not zero and therefore the condition w[j] = w̃[j] for
 τ +1
.
all j ∈ W for a random W holds with probability equal or less than u1
0

Proposition 2 (Computational Hiding Property). Let G : {0, 1}` → F`P RG be a
pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code over F.
u−1,u
-hybrid model
For every static active adversary A corrupting only Pr in the FOT
u
execution of ΠCOM and for every environment Z, there exists a simulator Sim such
that:
F u−1,u
IDEALFCOM ,Sim,Z ≈ HYBRIDΠOT
u
COM ,A,Z
where the security parameter is τ =

j

d−1
2

k

.

Proof. As before, the simulator Sim internally runs a copy of A simulating for it a
real-world execution of the protocol ΠuCOM . In particular Sim delivers all the messages received from Z to A and conversely as if they were communicating directly.
In this setting Sim is described by the following instructions:
1. Simulating the Setup phase: For i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1: Sim
0
u−1,u
,
samples random strings x̃i , x̃i+1 , . . . , x̃i+u−1 ← {0, 1}` and, acting as FOT
i
i
upon receiving (receiver, sid, ssid, c1 , . . . , cu−1 ) from the internal copy of A,
sends back to it (received, sid, ssid, x̃i+ci1 , . . . x̃i+ciu−1 ).
n

Denote by W the set i + ci1 , . . . , i + ciu−1 | i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1
and by Y the matrix with rows consisting of the row vectors G(x̃j ).

o

2. Simulating the Commit phase: After receiving (receipt, sid, ssid, Ps , Pr ) from
FCOM , Sim chooses an index η such that the η-th column yη is unused, samples
m̃, ṽ1 , . . . , ṽu−1 ← Fk and computes w̃ = ShC,u (m̃; ṽ1 , . . . , ṽu−1 ). Finally, Sim
sends (sid, ssid, η, c̃) to A where c̃ ← Ftn such that c̃[j] = w̃[j] + yη [j] for all
j ∈ W.
3. Simulating the Open phase: Upon input (reveal, sid, ssid, Pr , Ps , m) from FCOM ,
Sim computes v = C(m). Then it sends (sid, ssid, m, v1 , . . . , vu−1 ) to A,
where the vectors vk ’s are defined in the following way: fix j ∈ {1, 2, . . . , n}
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and let be i = (j − 1)u, if {ci1 , . . . , ciu−1 } = {0, . . . , u − 2} then just define vk [j] = ṽk [j] for all k = 1, . . . , u − 1, otherwise let kj be the element
in {0, . . . , u − 2} \ {ci1 , . . . , ciu−1 } and define vk [j] = ṽk [j] for k 6= kj and
P
vkj [j] = v[j] − k6=kj vk [j] − w̃[ju].
In the Setup phase and in the Commit phase the simulator Sim behaves like an
u−1,u
honest sender running the protocol in the FOT
-hybrid model, except for the fact
that it chooses m̃ at random and the vector c̃ at random under the constraint that
it is consistent with the watch-list of A. In the hybrid model all the entries of
c are of the form w[j] + yη [j], while in the ideal-world some of the entries of c̃
are replaced by uniformly random elements of F. Thus, if the environment was
able to distinguish the distribution of c from the one of c̃, then it would break
the computational security property of the PRG used. Regarding the choice of m̃,
observe that A knows only u − 1 shares of each component of the codewords C(m̃)
(shares in the additive LSSS for u players). Thus by the (u − 1)-privacy property of
the additive LSSS and Remark 8.1, the vector m̃ is perfectly hidden from A. This
allows to conclude that the distribution of c in the hybrid model, given the view of
the adversary, is the uniform one over Fk .
Finally, in the Open phase, Sim uses its knowledge of the watch-list W in order
to compute the vectors m and v1 , . . . , vu−1 in such a way that they are consistent
with the view of A from the Setup phase. That is, if w = ShC,u (m; v1 , . . . , vu−1 ),
then w[j] = w̃[j] (the vector A already knows from the Setup phase) for all j ∈ W .
This means that the opening values sent by Sim have exactly the same distribution
as the values sent in the hybrid model. Since again the distribution of the messages
exchanged with A in all the phases in the simulation is exactly the same as in the
hybrid model execution of ΠuCOM , Z can not distinguish between them.

UC security for ΠuHCOM
In the following let A be a static active adversary that interacts with the sender Ps
u−1,u
and the receiver Pr running the protocol ΠuHCOM in the FOT
-hybrid model. For
the simulators we will construct to prove the security of the protocol ΠuHCOM we
will always assume that Sim invokes a copy of A running an internally simulated
interaction of A with the environments and the parties and that Sim delivers all
messages exchanged between Z and A as if they were communicating directly.
0

Proposition 3 (Statistical Binding Property). Let G : {0, 1}` → F2m be a pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code over F.
u−1,u
For every static active adversary A corrupting only Ps in the FOT
-hybrid world
u
execution of ΠHCOM and for every environment Z, there exists a simulator Sim such
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that:

F u−1,u

IDEALFHCOM ,Sim,Z ≈ HYBRIDΠOT
u
HCOM ,A,Z
where the security parameter is τ =

j

d−1
2

k

.

Proof. The simulator Sim is described by the following instructions:
1. Simulating the OT-Setup: Sim receives (sender, sid, ssid, xi , xi+1 , . . . , xi+u−1 )
from A and for indices i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1 samples the set
{c̃i1 , . . . , c̃iu−1 } ← {0, 1, . . . , u − 1}.
n

o

Define W = i + c̃i1 , . . . , i + c̃iu−1 | i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1 .
2. Simulating the Pre-commitment phase: Sim also receives (sid, ssid, A) from A
and it computes
the
 matrix B = A−Y where Y is the matrix with rows G(xi ).

i >
If bi = gi , (h ) is the i-the row of B, then Sim checks if mj · hi = gj · mi>
for any i, j ∈ W . If all the checks succeed, Sim continues; otherwise it sends
abort to FHCOM and halts.
If it doesn’t abort, Sim uses all the vectors bi to construct a qualified set H
of consistent VSS players as follows: initially H contains all players. Now, if
H contains a pair of inconsistent players Pi , Pj , i.e., where we have mj · hi 6=
gj · mi> , then these two players are deleted from H. We repeat until no further
pairs can be deleted. If H has cardinality equal or greater than un − τ , then
H is qualified and Sim can compute the set of vectors r̃1 , . . . , r̃k (see Remark
8.1 and Lemma 8.3). Otherwise, it sends abort to FHCOM and halts.
3. Simulating the Commit phase: Sim receives (sid, ssid, η, c) and computes
m̃ = c − r̃η . It then sends (commit, sid, ssid, Ps , Pr , m̃) to FHCOM .
4. Simulating the Addition: Assume that (sid, ssid1 , α, c1 ) and (sid, ssid2 , β, c2 )
has been already stored. If Sim receives (add, sid, ssid1 , ssid2 , ssid3 , Ps , Pr )
from A, then it define and store (sid, ssid3 , γ, c3 ) where γ = (α, β) and c3 =
c1 + c2 .
5. Simulating the Open phase: Assume that (sid, ssid, δ, c0 ) was stored and
δ = (δ1 , . . . , δ` ) ∈ [k]` . If Sim receives (sid, ssid, m0 , v1 , . . . , vu−1 ) from A,
P
it computes w = ShC,u (c0 − m0 ; v1 , . . . , vu−1 ) and checks if w[j] = `i=1 gj [δi ]
for all the entries j ∈ W . If this check fails Sim rejects the commitment and
halts. Otherwise Sim outputs (reveal, sid, ssid, Ps , Pr ) to FHCOM .
Given the previous instructions for Sim, we will now argue that the environment
Z can not successfully tell whether it is interacting with A and the parties runu−1,u
ning ΠuHCOM , or with Sim and FOT
in the ideal execution more than negligible
probability.
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In the Setup phase, if the checks in step 2 don’t succeed or if they succeed and
Sim can extract the vectors r̃1 , . . . , r̃k from his view, then Sim acts like a honest
receiver Pr . So in this case the distribution of the messages exchanged with A is
the same as in the protocol ΠuHCOM . Instead, if the checks in step 2 succeed but the
reconstruction of the vectors r̃1 , . . . , r̃k fails, then the simulator Sim has to abort
and the environment will see a difference between the two distributions. However we
can prove that this last case only happens with negligible probability. In other words
we want to upper-bounded the probability of the event: H has cardinality strictly
less than un − τ and the checks in step 2 are satisfied. And for this, it is enough
to upper-bounded the probability that the checks are satisfied, assuming that the
complement of H has cardinality greater or equal to τ + 1. It is clear that the
probability that the checks in step 2 are satisfied is less or equal the probability that
W doesn’t contain pairs of indices i, j such that Pi , Pj are both in the complement
of H. So we focus our attention on the latter probability thatn will be called p in
o
the following. Recall the definition of the players’ subsets Tj = P(j−1)u+1 , . . . , Pju
for j ∈ [n] and consider a pair of players Pa ∈ Ti and Pb ∈ Tj . If i 6= j, then the
probability that the pair a, b is in W is



u−1
u



2

. While if i = j, then the probability

2

of the same event is equal to u−2
. Since u−1
> u−2
, the worst case is when the
u
u
u
complement of H is formed only by pairs of players Pa , Pb both coming from the
same subset Ti . Now, we observe that if in the complement of H there are two pairs
Pa , Pb and Pc and Pd coming from the same subset Ti (a, b, c and d all distinct by
construction of H), then by definition of W one of the two pairs {a, b}, {c, d} must
stay in W , so p = 0. Otherwise we can assume that for each i, in the complement
of H there is at most one pair from the subset Ti . In this case the probability p is
  τ +1

less or equal to u2 2 .
In the Commit phase and in the Addition phase Sim behaves as an honest
receiver, so also in these phases the distribution of the messages exchanged with
A is the same as in the protocol ΠuHCOM . The only case in which Z sees a discrepancy is in the Open phase when the message m0 sent by A is accepted but
it is different from the message m̃ reveled by FHCOM . Now we will argue that
this happens with negligible probability. Note that, if Sim doesn’t halt during
step 2, then for all η = 1, . . . , k it computes r̃η together with some randomness
η
{ṽjη }j=1,...,t−1 in such a way that if b̃η = ShC,u (r̃η ; ṽ1η , . . . , ṽu−1
), then b̃η [j] = gj [η]
P`
for any j such that Pj ∈ H (see Lemma 8.3). Therefore, Λu ( i=1 b̃δi ) is a codeword
P
and its distance from the vector Λu ( `i=1 bδi ) is less or equal than τ . Recall that
0
bη = (g1 [η], . . . , gnt [η])> is the η-th column
 in the matrix B. Thus, if m̃ 6= m ,
P`
it must hold that dist Λu ( i=1 bδi ), Λu (w) > τ , which implies that the checks in
step 3 are satisfied with negligible probability, less or equal than

 τ +1
1
u

.
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Also in the protocol ΠuHCOM it is possible to implement polynomial many commitments, after having run the OT-Setup phase only once. Indeed, after that the
watch-list W has been settled, the sender can always sample new random vectors
r∗1 , . . . , r∗k ← Fk and, together with the receiver, repeat the execution of the Precommitment phase on this new input. We have already recalled in Section 8.4 that
it is possible to expand the PRG output in order to have new one-time keys to use in
the each execution of the Pre-commitment phase. After that, Ps and Pr can continue
the protocol following the instructions in ΠuHCOM . Moreover, this doesn’t create any
restriction about the Addition command: we can allow the sum of commitments
that use one-time keys coming from different Pre-commitment phases.
Assume that in step 5 of the simulation for corrupted senders, (δ, c0 ) has been
created by adding commitments from different Pre-commitment phases. For the sake
of simplicity, assume that δ = (δ1 , δ2 ). The two individual commitments (δ1 , c1 ) and
(δ2 , c2 ) use one-time keys r̃δ1 and r̃∗δ2 that are part of the input of two different
executions of the ΠVSS protocol. In this case, in step 2 of the simulation we can
have two different qualified set H, H ∗ used by Sim to compute r̃δ1 , r̃∗δ2 respectively.
But if the cardinality of H ∩H ∗ is greater or equal to nt−τ , then we can assure again
that dist(Λu (b̃δ1 + b̃∗δ2 ), Λu (bδ1 + b∗δ2 )) ≤ τ and we can conclude as in the proof
of Proposition 8.5 (note that the watch-list W is the same in the two executions of
ΠVSS ). Now notice that, if the complement of H ∩H ∗ has cardinality greater than τ ,
then we can repeat the argument we had for step 2 and say that the probability that
Pi and Pj are neither both in the complement of H nor both in the complement of H ∗
for all i, j in W is negligible. Indeed, in this analysis only the numbers of inconsistent
pairs matters, it doesn’t count from which execution the inconsistent pair comes
from. Therefore we can assure that if the checks in step 2 are satisfied for all the
executions of the VSS scheme, then with overwhelming probability |H ∩H ∗ | ≥ nt−τ .
This argument can be easily generalized to the sum of three or more commitments
(i.e. ` ≥ 3).
0

Proposition 4 (Computational Hiding Property). Let G : {0, 1}` → {0, 1}2m be a
pseudorandom generator and C : Fk → Fn be a [n, k, d] error correction code over F.
u−1,u
For every static active adversary A corrupting only Pr in the FOT
-hybrid world
u
execution of ΠHCOM and for every environment Z, there exists a simulator Sim such
that:
F u−1,u
IDEALFHCOM ,Sim,Z ≈ HYBRIDΠOT
u
HCOM ,A,Z
where the security parameter is τ =

j

d−1
2

k

.

Proof. The simulator Sim in this case is similar to the one described for proving
the hiding property of the protocol ΠuCOM .
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1. Simulating the OT-Setup phase: For i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1: Sim
0
u−1,u
samples random strings x̃i , x̃i+1 , . . . , x̃i+t−1 ← {0, 1}` and, acting as FOT
,
i
i
upon receiving (receiver, sid, ssid, c1 , . . . , cu−1 ) from the internal copy of A,
sends back to it (received, sid, ssid, x̃i+ci1 , . . . x̃i+ciu−1 ).
n

Denote by W the set i + ci1 , . . . , i + ciu−1 | i = 1, u + 1, 2u + 1, . . . , (n − 1)u + 1
and by Y the matrix with rows consisting of the row vectors G(x̃j ).
2. Simulating the Pre-commitment phase: Sim uniformly samples k random
strings r̃1 , . . . , r̃k ∈ Fk and runs the protocol ΠVSS (based on the secret-sharing
scheme
 (ShC,u , RecC,u )) on them. In this way it constructs the row vectors
b̃i = (h̃i )> , g̃i ∈ F2m for i = 1, . . . , N . Let B̃ be the matrix consisting of the
rows b̃i . Sim samples a matrix M ← Mattn×2m such that for any j ∈ W the
j-th row of M is given by b̃j + G(x̃j ) and sends (sid, ssid, M ) to A.
3. Simulating the Commit phase: After receiving (receipt, sid, ssid, Ps , Pr ) from
FHCOM , Sim chooses an index η such that random string r̃η is unused, samples
a random message c̃ ∈ Fk and sends (sid, ssid, η, c̃) to A.
4. Simulating the Addition: Assume that (sid, ssid1 , α, c̃1 ) and (sid, ssid2 , β, c̃2 )
has been created. If Sim receives (add, sid, ssid1 , ssid2 , ssid3 , Ps , Pr , success)
from FHCOM , it stores (sid, ssid3 , γ, c̃3 ) where γ = (α, β) and c̃3 = c̃1 + c̃2 .
5. Simulating the Open phase: Assume that (sid, ssid, δ, c̃0 ) was stored and
δ = (δ1 , . . . , δ` ) ∈ [k]` . Upon input (reveal, sid, ssid, , Pr , Ps , m0 ) from FHCOM ,
Sim computes v = C(c̃0 − m0 ). Note that from step 2, Sim knows the veci
tors ṽ1i , . . . , ṽu−1
such that for i = 1, . . . , k the column i of B̃ satisfies b̃i =
i
ShC,u (r̃i ; ṽ1i , . . . , ṽu−1
). Thus, it can compute the vectors vh ’s in the following
way: fix j ∈ {1, 2, . . . , n} and let i = (j −1)u, if {ci1 , . . . , ciu−1 } = {0, . . . , u−2}
P
then just define vh [j] = `s=1 ṽhδs [j] for all h = 1, . . . , u − 1, otherwise let hj
P
be the element in {0, . . . , u − 2} \ {ci1 , . . . , ciu−1 } and define vh [j] = `s=1 ṽhδs [j]
P
P
for h 6= hj and vhj [j] = v[j] − k6=hj vh [j] − `s=1 b̃δs [ju]. Finally, Sim sends
(sid, ssid3 , m0 , v1 , . . . , vu−1 ) to A.
Notice that the set of players {Pi | i ∈ W } is unqualified for the LSSS (ShC,u , RecC,u ).
Thus, thanks to Lemma 8.4 arguments similar to the ones used in the proof of
Proposition 8.2 show that the distribution of the messages exchanged with A in
the simulation is the same as in the hybrid-world execution of ΠuHCOM . Thus the
environment Z can not distinguish between its interaction with Sim and FHCOM
and its interaction with A and the real parties.

o
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0

Let G : {0, 1}` → F2m be a PRG, C : Fk → Fn be a [n, k, d] code over F and u ≥ 3 a
fixed integer. We recall that N = un and m = k + (u − 1)n.
Setup phase:
OT-Setup: same as in the protocol ΠuCOM (see Figure 8.2).
Pre-commitment:
u−1,u
, Ps samples r1 , . . . , rk ←
1. Upon receiving (received, sid, ssid, ) from FOT
k
F and runs ΠVSS (based on the secret-sharing scheme (ShC,u, RecC,u )) using r1 , . . . , rk as input and constructing the row vectors bi = gi , (hi )> ∈
F2m for i = 1, . . . , N . Let B ∈ MatN ×2m be the matrix consisting of the
rows bi .

2. Ps computes A = B + Y and sends (, sid, ssid, A) to Pr . Denote with ai
the i-th row of A.




3. Pr computes gi , (hi )> = ai − yi for all i ∈ W and checks if mj · hi =
gj · mi> for all different indices i, j ∈ W . If all the checks are satisfied, then
Pr accepts the Setup phase, otherwise it halts.
Commit phase:
1. Upon input (commit, sid, ssid, Ps , Pr , m) for m ∈ Fk , Ps chooses an unused
rη from the Setup phase, computes c = m + rη and sends (sid, ssid, η, c)
to Pr .
2. Pr stores (sid, ssid, η, c) and outputs (receipt, sid, ssid, Ps , Pr ).
Addition:
If the tuples (sid, ssid1 , α, c1 ), (sid, ssid2 , β, c2 ) were previously sent by
Ps and recorded by Pr , then:
1. Upon input (add, sid, ssid1 , ssid2 , ssid3 , Ps , Pr ), both the players Ps and
Pr define and store (sid, ssid3 , γ, c3 ) where γ = (α, β) and c3 = c1 + c2 .
Open phase:
If (sid, ssid, δ, c0 ) was stored and δ = (δ1 , . . . , δ` ) ∈ [k]` , then:
1. Upon input (reveal, sid, ssid, Ps , Pr ) to reveal message m0 , Ps sends
P
δ
(sid, ssid, m0 , v1 , . . . , vu−1 ) to Pr , where vi = `j=1 vi j for all i = 1, . . . , u−
δ

δ

j
1 and the vector3 ShC,u (rδj ; v1j , . . . , vu−1
) is the column number δj in the
matrix B (for all j = 1, . . . , `).

2. Pr receives (sid, ssid, m0 , v1 , . . . , vu−1 ) and computes w = ShC,u (c0 −
P
m0 ; v1 , . . . , vu−1 ). Then, Pr checks if w[j] = `i=1 gj [δi ] for all the entries
j ∈ W . If this check fails Pr rejects the commitment and halts. Otherwise
Pr outputs (reveal, sid, ssid, Ps , Pr , m0 ).
u−1,u
Figure 8.3: Protocol ΠuHCOM in the FOT
-hybrid model
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FCOM interacts with a sender Ps , a receiver Pr and an adversary Sim and it proceeds
as follows:
• Commit Phase: Upon receiving a message (commit, sid, ssid, Ps , Pr , m) from
Ps , where m ∈ {0, 1}λ, record the tuple (ssid, Ps , Pr , m) and send the message
(receipt, sid, ssid, Ps , Pr ) to Pr and Sim. (The lengths of the strings λ is fixed
and known to all parties). Ignore any future commit messages with the same
ssid from Ps to Pr .
• Open Phase: Upon receiving a message (reveal, sid, ssid, ) from Ps : If
a tuple (ssid, Ps , Pr , m) was previously recorded, then send the message
(reveal, sid, ssid, Ps , Pr , m) to Pr and Sim. Otherwise, ignore.

Figure 8.4: Functionality FCOM

FHCOM interacts with a sender Ps , a receiver Pr and an adversary Sim and it proceeds
as follows:
• Commit Phase: Upon receiving a message (commit, sid, ssid, Ps , Pr , m) from
Ps , where m ∈ {0, 1}λ, record the tuple (ssid, Ps , Pr , m) and send the message
(receipt, sid, ssid, Ps , Pr ) to Pr and Sim. (The lengths of the strings λ is fixed
and known to all parties). Ignore any future commit messages with the same
ssid from Ps to Pr . If a message (abort, sid, ssid, ) is received from Sim, the
functionality halts.
• Open Phase: Upon receiving a message (reveal, sid, ssid, ) from Ps : If
a tuple (ssid, Ps , Pr , m) was previously recorded, then send the message
(reveal, sid, ssid, Ps , Pr , m) to Pr and Sim. Otherwise, ignore.
• Addition: Upon receiving a message (add, sid, ssid1 , ssid2 , ssid3 , Ps , Pr ) from
Ps : If tuples (ssid1 , Ps , Pr , m1 ), (ssid2 , Ps , Pr , m2 ) were previously recorded
and ssid3 is unused, record (ssid3 , Ps , Pr , m1 + m2 ) and send the message
(add, sid, ssid1 , ssid2 , ssid3 , Ps , Pr , success) to Ps , Pr and Sim.

Figure 8.5: Functionality FHCOM
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Chapter 9
Paper III
Security of Linear Secret-Sharing Schemes
Against Mass Surveillance
Abstract
Following the line of work presented recently by Bellare, Paterson
and Rogaway, we formalize and investigate the resistance of linear secretsharing schemes to mass surveillance. This primitive is widely used to
design IT systems in the modern computer world, and often it is implemented by a proprietary code that the provider (“big brother”) could
manipulate to covertly violate the privacy of the users (by implementing
Algorithm-Substitution Attacks or ASAs). First, we formalize the security notion that expresses the goal of big brother and prove that for any
linear secret-sharing scheme there exists an undetectable subversion of
it that efficiently allows surveillance. Second, we formalize the security
notion that assures that a sharing scheme is secure against ASAs and
construct the first sharing scheme that meets this notion.

9.1

Introduction

The paper considers the possibility of mass surveillance by algorithm-substitution
attacks (ASAs) against secret sharing. Secret-sharing generally refers to a method
for splitting a secret into pieces (called shares of the secret) so that the secret can be
reconstructed when a qualified set of shares are combined together (reconstruction
property); on the other hand, unqualified sets of shares reveal no information about
the original secret (privacy property). An ASA replaces the real sharing algorithm
by a subverted version that allows a privileged party (big brother) to break privacy
and reconstruct the secret from an unqualified sets of shares. Since secret sharing
is widely used as building block for distributed protocols and systems, its insecurity
against this kind of attack could have significant consequences. For example, big
brother could mount ASA against a key backup system based on secret sharing,
recover the private keys and break confidentiality (in order to maintain the same
137
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terminology as in the existing literature [BPR14], we refer to this kind of scenario
as mass surveillance).
Motivation. Applications for access control, key backup and recovery or secure
storage systems sometimes implement proprietary piece of code to perform secret
sharing [SB05, SGMV09, WBS+ 00, Cle, Dya]. Often, the security of the entire
system relies on the privacy property of the underlying secret sharing scheme (e.g.
access control systems grant permission only if a set of qualified shares are available
for reconstruction). Therefore, mounting ASAs against such systems might lead to
serious consequences: big brother can ruin access control, disclose private keys or
learn secret data.
To exemplify, we focus on the scenario of long-term secure storage systems that
use secret sharing to assure data confidentiality and availability. A client-side application runs a sharing algorithm to split data in share that are privately sent to a
set of independent storage nodes, which can be located across different geographical
and network areas, benefit of distinct protection mechanisms and even belong to
various storage providers. To later access the stored data, the client application
requests a qualified set of shares from several storage nodes and reconstructs. The
architecture introduces multiple points of trust: reconstruction is possible only if the
adversary breaks into several storage nodes and obtains a qualified set of shares; the
architecture assumes no trust on individual storage providers, as no one can access
the data using its own shares only. Now, suppose an undetectable ASA replaces the
client-side application code with a subverted version designed by big brother that
allows reconstruction from an unqualified sets of shares; if big brother is a storage
provider, then it can perform surveillance by breaking the privacy property using
the shares stored on its own servers; if big brother is an outsider, it can perform
surveillance by only breaking into a few storage nodes, independently of the access
structure. On the other hand, the client would like a guarantee that no ASAs will
succeed, under the minimal detectability conditions.
Related Work. Kleptography was introduced by Young and Yung in the 90s to
consider undetectable modifications to cryptosystems that deliberately provide trapdoor capabilities [YY96, YY97], as an extension to the existing notions of subliminal
and convert channels [Lam73, Sim83]. Since then, kleptographic attacks have been
designed for a wide range of cryptographic primitives and protocols. Despite the
amount of work that has been done on the field, only recently Bellare, Paterson
and Rogaway formalize the security notions in the settings of modern cryptography
[BPR14]. They set the terminology for ASAs (Asymmetric Substitution Attacks)
and use a game-based approach to model both negative and positive results, i.e.
when an adversary (big brother) can, respectively cannot perform surveillance with-
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out being detected. Their work focuses on symmetric encryption and highlights
its impact on real-world systems. We follow their line of work, formalize and investigate the resistance of linear secret-sharing to mass surveillance. The security
in this framework of other fundamental primitives has already been studied: see
the recent work of Ateniese, Magri and Venturi [AMV15] for a formal treatment of
subversion-resilient signature schemes.

Modeling and Results. We assume that big brother subverts the sharing scheme
embedding in it a strategy T and an encryption key. Big brother aims for a strong
form of subversion, that disallows users from detecting ASAs or gain his abilities to
perform surveillance even in case of reverse engineering. So, we consider asymmetric
ASAs, where big brother embeds into the code a public key PK and keeps the corresponding secret key SK private. In this strong surveillance model, the subverted
algorithm has access to the public key PK and the strategy T and it remains undetectable by the users even if both PK and T are given to the detection algorithm
(run by the users). We give additional power to the detection algorithm and allow it
to choose the secret to be shared. This models big brother’s goal to keep subversion
hidden for all possible secrets and hence make the ASA undetectable. Following the
strategy T , big brother corrupts a set of unqualified parties and uses their shares to
gain information about the secret. This is the framework we formalize in Section 9.3,
where we also show our negative result: for any linear secret-sharing scheme there
exists an undetectable subverted version of it that efficiently allows surveillance.
On the other hand, users aim for a strong form of resilience against surveillance,
that allows detectability even if they only have black-box access to the subverted
sharing algorithm. In this strong resilience model, the subverted algorithm can
also be given access to the private key SK and it is detectable by users even if the
detection algorithm is given nothing (except the inputs and outputs of the blackbox). Symmetric ASAs suffice, as (PK, SK) can be seen a single secret key K embedded
into the code; however, we maintain the asymmetric notation for continuity. We
now disallow the detection algorithm to choose the secret to be shared and give
it access to a Secret oracle, reflecting that users should detect surveillance for
sampled inputs. We formalize this framework in Section 9.4, where we also give
the first construction of a linear secret-sharing scheme that is resilient against any
efficient subversion. To obtain this positive result, we require that all the users give
input to the sharing algorithm.
In contrast to [BPR14], we consider strong forms of subversion and resilience
to model the goals of big brother, respectively users and give the detection and
subverted algorithms distinct capabilities. Similar to [BPR14] (where big brother
is not allowed to select the encryption key), we do not allow big brother to select
the secret. However, we discuss in Section 9.4 the settings that allow surveillance
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Detection algorithm
Subverted algorithm

Strong subversion
(big brother’s goal)

Strong resilience
(users’ goal)

PK, T ; choose the secret
PK, T

∅; access Secret oracle
PK, SK, T

Table 9.1: Strong Subversion and Resilience Modelling
resilience when big brother is allowed to select the secret and show that our proposal
remains secure under this settings.

9.2

Preliminaries

Let F be a finite field and v ∈ Fn a vector of n components; we denote by v[i] its
i-th component. We denote sampling uniformly at random a value x from a set X
as x  X and assigning a value Y to a variable y as y ← Y .

Secret Sharing
Let n be the set of parties (e.g. the different storage nodes) P = {P1 , . . . , Pn }. A
secret sharing scheme consists of two algorithms Π = (Sh, Rec) such that:
• the sharing algorithm Sh is a randomized algorithm that receives as input a
secret s and outputs a vector of shares S = (S[1], . . . , S[n]); We call dealer
the entity that runs the algorithm on input s and that receives the output S.
We assume that the sharing algorithm is connected by a bidirectional secure
channel1 with each players Pi , in such a way that the share S[i] is securely
sent to the player Pi .
For any subset of players A ⊂ {P1 , . . . , Pn }, let SA be the vector of shares
held by players in A, i.e. SA = (S[i])Pi ∈A . A set A ⊂ {P1 , . . . , Pn } is called
unqualified if the distribution of SA is independent from s, while it is called
qualified if the secret s is uniquely determined from SA .
• the reconstruction algorithm Rec is a deterministic algorithm that receives as
input a subset of shares SA and outputs the value s if the set of shares corresponds to a qualified set of players; otherwise it outputs the special symbol
⊥. We ask that the entire set of players {P1 , . . . , Pn } is always qualified.
1

By secure channel we mean an authenticated and private channel that is also subversion
resilient, that is big bother can not implement surveillance over it. Using the results of [BPR14]
and [AMV15] for encryption scheme and digital signature such a channel can be easily implemented.
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The access structure of Π, Γ, is defined as the set of all A ⊂ {P1 , . . . , Pn } that
are qualified and Γmin = {B ∈ Γ | @ B 0 ⊂ B, B 0 ∈ Γ}, i.e. Γmin is the set of the
minimal qualified subsets. Let γ be the cardinality of the largest set in Γmin , i.e.
γ = max{|B| | B ∈ Γmin } and let ρ the reconstruction threshold, i.e. the smallest
integer such that every A ⊂ {P1 , . . . , Pn } of cardinality ρ is qualified.
Remark 9.1. In general, γ differs from the reconstruction threshold ρ. For example,
let n = 4 and Γmin = {{P2 , P3 }, {P2 , P4 }, {P3 , P4 }}. Then γ = 2, but ρ = 3. The
inequality γ ≤ ρ always holds.

Linear Secret Sharing
Informally, a secret sharing scheme is called linear if the secret and the shares are
elements of some vector spaces and the shares are computed as a linear function of
the secret.
More precisely, given M a n × m matrix (m > l) with elements in F, the Linear
Secret-Sharing Scheme (LSSS) associated to M, ΠM = (ShM , RecM ), is defined in
Construction 1. To share a secret s = (s[1], . . . , s[l]) ∈ Fl , the algorithm first forms
a column vector f ∈ Fm where s appears in the first l entries and with the last d
entries chosen uniformly at random and then computes S = M · f . We will use πl to
denote the projection that outputs the first l coordinates of a vector, i.e. πl (f ) = s.
Similarly, let π d (f ) be the last d elements of f ; hence, π d (f ) = r, where d = m − l.
Let mi be the row i of M and mi be the column i of M. If B ⊆ P, then
MB = (mi )Pi ∈B denotes the matrix built from all rows mi such that Pi ∈ B.
It easy to see that a player subset B is qualified if and only if there exists a
l × |B| matrix NB such that for any f ∈ Fd , NB · (MB · f ) = πl (f ).
Remark 9.2. The inequality γ > l always holds from the correctness of reconstruction and the usage of randomness (d > 0).
For the rest of the paper, we fix M and denote ΠM = (ShM , RecM ) by Π =
(Sh, Rec) to simplify notation.
Example 9.1 (Additive secret-sharing scheme). To share a secret s ∈ F among n
players, the sharing algorithm chooses random values S[1], . . . , S[n] in F such that
Pn
i=1 S[i] = s and sends the value S[i] to Pi . It is clear that the set of all the players
can reconstruct the secret from the received values, while any set of at most n − 1
players has no information on the value s held by the dealer. Notice that in this
case γ = n.
Example 9.2 (Packed Shamir’s scheme [FY92]). Let {α1 , . . . , αn } and {e1 , . . . , el }
be two disjoint sets of distinct random elements of F. To share the secret s ∈ Fl ,
the sharing algorithm samples a polynomial f (x) ∈ F[x] of degree at most τ + l − 1
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ShM (s)
r  Fd
f T ← (s, r)T
S←M·f
return S

RecM (SB )
if B is qualified then
s ← NB · SB
else
s←⊥
return s

Construction 1: LSSS ΠM = (ShM , RecM )

such that f (eb ) = s[b] and sends to player Pi the evaluation f (αi ). Using Lagrange’s
interpolation it can be proved that any set of τ shares gives no information about
the secret s, while any set of τ + l shares can reconstruct it. In this scheme we have
γ = τ + l.

9.3

Subverting Secret-Sharing

This section models big brother’s B goal: to subvert the sharing algorithm Sh to an
f that allows him to perform surveillance, while it remains undetected
algorithm Sh
under the strong subversion scenario (see Section 9.1).
Surveillance means that B compromises privacy and learns the secret (or part
of it) from corrupting an unqualified set of parties. To do so, B can embed in
the code a key and a strategy. The embedded key is used to favor B over other
entities, by leaking information in encrypted form. In real life, B aims to keep
decryption capabilities to itself even in case of reverse engineering the algorithm, so
our definitions consider asymmetric ASAs (B embeds a public key PK in the code
and keeps the corresponding secret key SK private). The strategy T defines the
unqualified set of parties B must corrupt to break the privacy of the scheme. We
expect that B embeds in the code and hence follows a strategy T that maximizes its
chances to win (e.g. minimum number of parties, if all parties are equally susceptible
to corruption or easy to corrupt parties otherwise).
Undetectability means that no efficient detection algorithm U that is not given
the decryption key SK can distinguish between the real and the subverted sharing
algorithm. In the absence of the undetectability condition, subversion is always
f simply distributes the secret (or parts of it) in shares in accordance to
possible: Sh
the strategy T .
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Game DETECTUΠ,Πe
b  {0, 1}
(PK, SK)  K
b0  U Share (PK, T )
return (b = b0 )
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Share(s)
if b=1 then
S ← Sh(s)
else
f
S ← Sh(s,
ID, PK, T )
return S

Game 1: DETECT (Detection Game)

Definitions
Let Π = (Sh, Rec) be a secret-sharing scheme and let K be a probabilistic key
generation algorithm that outputs a public-private key pair (PK, SK). A subversion
e = (Sh,
f Rec),
g
of Π is a pair Π
with the following features: the subverted sharing
f
algorithm Sh is a randomized algorithm that maps (s, PK, ID, T ) to a share vector S.
The input ID identifies the dealer that runs the sharing algorithm; this information
is in general available in the system (e.g. the IP address or any authentication
information of the client application for storage systems). T is a strategy that
outputs the subset T ⊂ {P1 , . . . , Pn } used to leak information. The subverted
g is an algorithm that maps (S , ID, SK) to the shared
reconstruction algorithm Rec
T
secret s, where ST is the subset of shares that belongs to the unqualified set T .
We give next the definitions for detection and surveillance games. In contrast to
the traditional unbounded adversarial power in secret sharing, our model is defined
in the computational settings [Bei11, RB07]. In the following, we say that a function
 is negligible in N if for every polynomial function p(N ) there exists a constant c
1
when N > c. With the notation AALG (z) we mean that the
such that (N ) < p(N
)
entity A has oracle access to the algorithm ALG with knowledge of z.
DETECTION ADVANTAGE. Let Π = (Sh, Rec) be a secret sharing scheme
e = (Sh,
f Rec)
g a subversion of it. Let U be a detection algorithm that is not
and Π
given SK. The advantage of U to detect the ASA is defined as:
U
Advdet
e (U) = 2Pr[DETECTΠ,Π
e ⇒ true] − 1
Π,Π

e is undetectable if Advdet (U) is negligible for any efficient U.
A subversion Π
e
Π,Π
Detectability measures the ability of U to detect an ASA. In the DETECT game,
U must detect if it receives shares produced by the real algorithm Sh or by its
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f To capture the case of reverse engineering, we allow U to use the
subversion Sh.
encryption key PK and the strategy T that are embedded in the code; of course, the
detection algorithm does not have access to the decryption key SK.
Clearly, B wants a subversion to be undetectable. By allowing U full control over
the secret, the shares and the embedded PK, our definition captures the strongest
form of detectability.

SURVEILLANCE ADVANTAGE. Let Π = (Sh, Rec) be a secret sharing
e = (Sh,
f Rec)
g a subversion of it. Let B (big brother) be an adverscheme and Π
sary that knows SK. The advantage of B to detect the ASA is defined as:
B
Advsrv
e (B) = 2P r[SURVΠ,Π
e ⇒ true] − 1
Π,Π

A scheme Π is secure against surveillance if Advsrv
e (B) is negligible for any effiΠ,Π
e
cient B and for any Π.
Surveillance advantage measures the ability of a scheme to be secure against
ASAs. Clearly, B wants to break privacy. Our definition models the stronger property that B cannot even distinguish between the real algorithm Sh and its subversion
f in particular, the subversion gives B no advantage to restore the secret by corSh;
rupting an unqualified set of parties. SURV game is similar to the DETECT game,
except that the adversary B is given the secret key SK and cannot select the secret
to be shared, but interrogates a Secret oracle to obtain it.
We can now model a negative result: a scheme Π is susceptible to ASAs if there

Game SURVBΠ,Πe
b  {0, 1}
(PK, SK)  K
b0  B Share (PK, SK, T )
return (b = b0 )

Secret()
s  Fl
return s
Share()
s ← Secret()
if b=1 then
S ← Sh(s)
else
f
S ← Sh(s,
ID, PK, T )
return s, S

Game 2: SURV (Surveillance Game)
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e of Π that allows an efficient adversary B to
exists an undetectable subversion Π
e a
have a non-negligible surveillance advantage (e.g. to break privacy). We call Π
successful subversion of Π. We show that this is the case for any LSSS in Section
9.3.

Share-Fixing
Inspired by the existing work on bit-fixing [GRS06, KZ07], we introduce share-fixing
notions that we will later use to construct undetectable subversion of LSSS.
Let Π = (Sh, Rec) be a secret sharing scheme and T ⊂ {P1 , . . . , Pn }. ST is
called a share-fixing vector for a secret s if there exists S a valid sharing of s such
that S[i] = ST [i], for all Pi ∈ T . Intuitively, a share-fixing vector is a subset of
ordered shares that can be expanded to a complete set of valid shares. A randomized
algorithm FΠ that generates ST for a given T and any secret s is called a share-fixing
source. We will use FΠ (s, T ) to denote that F runs on input (s, T ). Note that it
is always possible to construct a share-fixing source by simply running Sh(s) and
restrict its output to T .
c that
For a share-fixing source FΠ and any secret s, a randomized algorithm Sh
maps (s, FΠ (s, T )) to a valid set of shares S such that S[i] = ST [i], for all Pi ∈ T
is called a share-fixing extractor. Intuitively, a share-fixing extractor expands the
output ST of the share-fixing source to a complete set of valid shares S. Note that
it is always possible to construct a share-fixing extractor by simply running Sh(s)
repeatedly until S expands ST (obviously, the construction is inefficient).
EXTRACTOR DETECTION ADVANTAGE. Let Π = (Sh, Rec) be a secret
sharing scheme and T ⊆ {P1 , . . . , Pn }. Let FΠ be a share-fixing source for (Π, T )
b = (Sh,
c a share-fixing extractor for (Π, F ). Let Π
c Rec) be the secret sharing
and Sh
Π
scheme obtained from Π by replacing the sharing algorithm Sh with the share-fixing
c The advantage of an algorithm U to detect the share-fixing extractor
extractor Sh.
is defined as:
U
Adve-det
b (U) = 2P r[E-DETECTΠ,Π
b ⇒ true] − 1
Π,Π

c is undetectable if Adve-det (U) is negligible for any
A share-fixing extractor Sh
b
Π,Π
efficient U.
Extraction detectability measures the ability of U to distinguish a share-fixing
c from the real Sh. In the E-DETECT game, U must detect if it receives
extractor Sh
c given
shares produced by the real algorithm Sh or by a share-fixing extractor Sh,
a share-fixing source FΠ . Clearly, undetectability is impossible if the share-fixing
source FΠ samples ST from a distribution which can be efficiently distinguished from
the distribution of the shares produced by the original sharing algorithm. But that
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Game E-DETECTUΠ,Πb
b  {0, 1}
b0  U Share
return b = b0

Share(s, FΠ , T )
if b=1 then
S ← Sh(s)
else
ST  FΠ (s, T )
c
S ← Sh(s,
ST )
return S

Game 3: E-DETECT (Extraction Detection Game)

is not always the case: in the proof of Theorem 9.1 we show that for any LSSS it
is always possible to find a nonempty set T such that the distribution of the shares
held by players in T is easy to simulate (i.e. it is the uniform one).
Theorem 9.1. Let Π = (Sh, Rec) be a LSSS. Then, there exists a nonempty unqualified set of players T of cardinality t such that if FΠ is an algorithm that maps
s ∈ Fl to a uniformly random ST ∈ Ft , it holds that FΠ is a share-fixing source for
(Π, T ).
Proof. Let B ∈ Γmin with |B| = b. By definition, we have that rank(MB ) =
b and rank(π d (MB )) ≥ b − l > 0 with π d (MB ) denoting the last d columns of
MB . Let t = rank(π d (MB )), then there exists T ⊂ B of cardinality t such that
rank(π d (MT )) = t (take as T a set of players that corresponds to nonempty proper
subset of the indices of the rows that are linear independent in π d (MB )). Notice that
T is trivially unqualified. The proof reduces to the existence of r such that π d (f ) = r
and MT · f = ST , where both ST and πl (f ) = s are fixed. Let MT = (πl (MT ) |
π d (MT )). Under this notation, MT · f = ST becomes πl (MT ) · s + π d (MT ) · r = ST
or equivalently π d (MT ) · r = ST − πl (MT ) · s, which always has a solution because
the matrix π d (MT ) has full row-rank by construction.
Then, it follows that for any LSSS there exists a share-fixing extractor. More
precisely:
Theorem 9.2. Let Π = (Sh, Rec) be a LSSS and FΠ be a sharing-fixing source as
c in Construction 2 is an undetectable
defined in Theorem 9.1. Then, the algorithm Sh
c for (Π, F ).
share-fixing extractor Sh
Π
c be defined as in Construction 2, where T is as in Theorem 9.1. Sh
c
Proof. Let Sh
computes r as a solution of π d (MT ) · r = ST − πl (MT ) · s (see Theorem 9.1). From
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c
Sh(s,
FΠ , T )
πl (f ) ← s
ST ← FΠ (s, T ) (T and FΠ as in Theorem 9.1)
solve π d (MT ) · r = ST − πl (MT ) · s for r, where π d (MT ) and πl (MT )
denote the last d columns, respectively the first l columns of MT
(if t < d, fix r uniformly at random from the set of possible solutions)
f ← (s, r)T
S←M·f
return S
c for (Π, F )
Construction 2: Share-fixing extractor Sh
Π

the hypothesis, FΠ outputs ST uniformly at random and hence ST − πl (MT ) · s is
uniformly at random. Since π d (MT ) has full rank t, r is uniformly random in Fd .
Note that from the definition of LSSS, Sh also chooses r uniformly at random in
c follows Sh exactly: forms the column vector f and computes
Fd . Once r is fixed, Sh
c equals the output distribution
S = M · f . To conclude, the output distribution of Sh
c
of Sh and the share-fixing extractor Sh is undetectable with Adve-det
b (U) = 0.
Π,Π
Example 9.3 (Share-fixing extractors). In the additive secret-sharing scheme, FΠ
from Theorem 9.1 can fix up to n − 1 shares S[ij ] = ST [ij ], j = 1 . . . , n − 1. The
d computes S[i ] = s − Pn−1 S[i ].
share fixing extractor Sh
n
j
j=1
While in Shamir’s scheme, FΠ from Theorem 9.1 can fix up to τ shares f (αj ) =
d interpolates f of degree at most τ + l − 1 such
ST [ij ]. The share fixing extractor Sh
that f (eb ) = s[b], b = 1, . . . , l and f (αj ) = ST [ij ], j = 1, . . . , τ .

Shares Replacement Attack
We show that for any LSSS there exists an undetectable subverted version that
efficiently allows surveillance. Let Π = (Sh, Rec) be a LSSS. Then, we construct a
e = (Sh,
f Rec)
g of Π such that an efficient adversary B learns
successful subversion Π
the secret s or parts of it with probability 1.
Let T = {Pi1 , . . . , Pit }, as defined in Theorem 9.1. The subverted sharing alf implements a share fixing source F to generate a subset of shares
gorithm Sh
Π
ST that allows B to compute the secret s (or a part of it), then expands ST to
c from Theorem 9.2. To
a full set of shares S using the share-fixing extractor Sh
f uses a deterministic public key encryption
hide information about s into ST , Sh
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f
Sh(s,
ID, PK, T )
T ←T
ST  FΠ (s, T )
c
S ← Sh(s,
ST )
return S

g
Rec(S
T , ID, SK)
x ← D(SK, S[i1 ])
S0 ← PRG(x)
for j = 2 . . . t do
s[j − 1] ← ST [ij ] − S0 [j − 1]
return (s[1], . . . , s[t − 1])

FΠ (s, T )
xF
ST [i1 ] ← E(PK, x)
S0 ← PRG(x)
for j = 2 . . . t do
ST [ij ] ← s[j − 1] + S0 [j − 1]
return ST
e = (Sh,
f Rec)
g (t ≥ 2)
Construction 3: Subverted scheme Π

scheme (K, E, D) such that if m is sampled uniformly at random from F then E(m)
is uniformly distributed in F and a pseudo-random generator PRG that maps a
seed in F to an element in Ft . It is natural to assume such constructions exist
[RSA78, NS97, CNS08, BV10, Vio09, WH12]2 .
If t ≥ 2, a random seed x is encrypted under the public key PK of B to obtain
f simply hides in the remaining components
ST [i1 ], the first share in ST . Then, Sh
of ST some of the components of s by adding them (using the addition operation
from F) to the pseudo-random values given by the output of the pseudo-random
generator.
The subverted scheme is correct. Since S is a valid vector of shares, reconstruction and privacy hold by construction.
Theorem 9.3. Let Π = (Sh, Rec) be a LSSS with γ − l ≥ 2 (this assures t ≥ 2).
e = (Sh,
f Rec) defined in Construction 3 is successful and B
Then, its subversion Π
learns the first t − 1 components of s with probability 1.
Proof. In the subversion game, B extracts ST from S accordingly to the embedded
g 0 , ID, SK) to get (s0 [1], . . . , s0 [t − 1]). If s0 [i] = s[i]
strategy T and then runs Rec(S
T
for all i = 1, . . . , t − 1, then B outputs 0, otherwise B outputs 1. The surveillance
t
advantage Advsrv
e (B) = 2|1 − 1/|F| | − 1 is clearly non-negligible.
Π,Π
In the detection game, ST is indistinguishable from random in Ft by exploiting
encryption and PRG security. Thus, by Theorem 9.2, FΠ is a share-fixing source
2

For [RSA78] see Section X. Avoiding Reblocking when Encrypting a Signed Message
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f
Sh(s,
ID, PK, T )
T ←T
ST  FΠ (s, T )
c
S ← Sh(s,
ST )
return S
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g
Rec(S
T , ID, SK)
x ← D(SK, S[i1 ])
lsb(s[1]) = lsb(x))
return lsb(s[1])

FΠ (s, T )
x  F such that lsb(x) = lsb(s[1])
ST [i1 ] ← E(PK, x)
return ST
e = (Sh,
f Rec)
g (t = 1)
Construction 4: Subverted scheme Π

d is undetectable with Adve-det (U) = 0. Then, the detection advantage is
and Sh
b
Π,Π
Advdet
(U)
≤
Adv
(U)
+
Adv
(U),
which is negligible because of the security of
E
PRG
e
Π,Π
the PRG and the assumption on the encryption scheme. We can therefore conclude
e is a successful subversion.
that Π

The condition γ −l ≥ 2 is satisfied by many commonly used sharing schemes. For
example, it is satisfied by the additive scheme with more than 2 players (Example
9.1 with n > 2) and by Shamir’s scheme with at least 2 privacy (Example 9.2 with
τ ≥ 2).
We give in Construction 6 an undetectable subversion for t = 1, which reveals
one bit of the secret. Naturally, the construction works for any t ≥ 1, but it gives
big brother significantly less information about s (which might be less desirable in
real life). Constructions for t = 1 and t ≥ 2 can easily be combined into a single
one, but we keep them separated for clearness of exposure.
Let (K, E, D) be a deterministic public key encryption scheme as defined before,
which will be used to securely encrypt the lsb (least significant bit) of s[1].3
e = (Sh,
f Rec)
Theorem 9.4. Let Π = (Sh, Rec) be a LSSS. Then, its subversion Π
defined in Construction 6 is successful and B learns the least significant bit of s[1]
with probability 1.

Proof. In the subversion game, B extracts ST from S accordingly to the embedded
g 0 , ID, SK) to get a bit b0 . If b0 = lsb(s), then B outputs
strategy T and then runs Rec(S
T
3

Again, such encryption systems exists, for example padded RSA where encryption is repeated
until the ciphertext lies in F.
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0, otherwise B outputs 1. B wins with probability 1 when b0 6= lsb(s) and with
probability 1/2 when b0 = lsb(s). Hence, the surveillance advantage Advsrv
e (B) =
Π,Π
2|1/2 · 1 + 1/2 · 1/2| − 1 = 1/2 is clearly non-negligible.
In the detection game, ST is indistinguishable from random in Ft by exploiting
c is
encryption security. Thus, by Theorem 9.2, FΠ is a share-fixing source and Sh
det
undetectable with Adve-det
e (U) ≤
b (U) = 0. Then, the detection advantage is AdvΠ,Π
Π,Π
e is a successful subverAdvE (U), hence negligible. We can therefore conclude that Π
sion.

9.4

Subversion Resilient Secret-Sharing

Multi-Input Secret Sharing
We aim to define (linear) secret-sharing schemes that stands against ASAs. To
achieve this, we allow the parties to give input to the sharing algorithm: each player
in P inputs a random element u[i] to Sh, while the dealer inputs, as always, the
secret s.
Let Π = (Sh, Rec) be a multi-input secret sharing scheme that consists of two
algorithms such that:
• the sharing algorithm Sh receives as input from the dealer a secret s and as
input from P a vector u = (u[1], . . . , u[n]), where u[i] is given by Pi and
outputs a set of shares S = (S[1], . . . , S[n]); note that since we assume the
existence of authenticated, private and subversion resilient channels between
the sharing algorithm and the players, u[i] remains unknown to all parties,
except Pi ;
• the reconstruction algorithm Rec remains unchanged; it receives as input a
set of shares S and outputs the secret s if the set of shares corresponds to a
qualified set.

Definitions
Similar to Section 9.3, we introduce the definitions for detection and surveillance
advantages. Notice that this section models the users’ goal, so what we want is
strong resilience: B can embed in the code the secret key SK, while U is not given
access to the strategy and the public key. Even more, we disallow U to select the
secret or the inputs of the players and give it access to a Secret oracle, reflecting
that U should detect surveillance for any input. To differentiate the games from the
ones in Section 9.3 defined for strong subversion, we prefix them by R (which stands
for resilience).
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Game R-DETECTUΠ,Πe
b  {0, 1}
(PK, SK)  K
b0  U Share
return (b = b0 )
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Secret()
s  Fl
u  Fn
return s, u
Share()
s, u ← Secret()
if b=1 then
S ← Sh(s, u)
else
f
S ← Sh(s,
u, ID, PK, SK, T )
return s, u, S

Game 4: R-DETECT (Detection Game)

DETECTION ADVANTAGE. Let Π = (Sh, Rec) be a (multi-input) secret
e = (Sh,
f Rec)
g a subversion of it. Let U be a detection algorithm
sharing scheme and Π
that is not given PK and T . The advantage of U to detect an ASA is defined as:
U
Advr-det
e (U) = 2Pr[R-DETECTΠ,Π
e ⇒ true] − 1
Π,Π

e is undetectable if Advr−det (U) is negligible for any efficient U.
A subversion Π
e
Π,Π
Clearly, honest players want all subversions to be easily detectable (even when
they cannot perform reverse engineering). By restricting U from accessing anything
except the interface of the sharing algorithm and allowing B to embed in the code
the secret key SK, our definition captures a strong notion of detectability.

SURVEILLANCE ADVANTAGE. Let Π = (Sh, Rec) be a (multi-input) see = (Sh,
f Rec)
g a subversion of it. Let B (big brother) be an
cret sharing scheme and Π
adversary that knows SK. The advantage of B to detect an ASA is defined as:
B
Advr-srv
e (B) = 2Pr[R-SURVΠ,Π
e ⇒ true] − 1
Π,Π

A scheme Π is secure against surveillance if Advr−srv
e (B) is negligible for any
Π,Π
e
efficient B and for any Π.
SURV game is similar to the DETECT game, except that the adversary B is given
the keys PK, SK and the strategy T .
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Game R-SURVBΠ,Πe
b  {0, 1}
(PK, SK)  K
b0  B Share (PK, SK, T )
return (b = b0 )

Secret()
s  Fl
u  Fn
return s, u
Share()
s, u ← Secret()
if b=1 then
S ← Sh(s, u)
else
f
S ← Sh(s,
u, ID, PK, SK, T )
return S

Game 5: R-SURV (Surveillance Game)

We can now model a positive result: a scheme Π is resilient to ASAs if all possible
e of Π are detectable. We call Π subversion resilient. We give a secure
subversions Π
construction in this sense in Section 9.4.

Subversion Resilient Multi-Input LSSS
Let Π = (Sh, Rec) be a LSSS. We construct Π∗ = (Sh∗ , Rec∗ ) multi-input LSSS that
cannot be subverted without violating detectability. Let PRG be a pseudo-random
generator that maps a seed in F to an element in Fd .
Theorem 9.5. The multi-input LSSS Π∗ = (Sh∗ , Rec∗ ) defined in Construction 5
is subversion resilient.
Proof. First, we note that the shares by Sh∗ are a deterministic function of u and
s. The detection algorithm simply takes the values u[i] produced by each player
and verifies that the shares sent are the ones that would be produced by Sh∗ . Any
subversion with advantage δ must produce a different set of shares with probability
greater or equal to δ (if at least one player is honest, u[1]⊕. . .⊕u[n] is uniformly random and hence r is uniformly random from the security of PRG). We can therefore
f∗
conclude that Advr-det
f∗ (U) ≥ δ for any possible subversion Π .
Π∗ ,Π

9.5. Appendix
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Discussion. Our modelling does not allow big brother to select the secret. Otherwise, if detection and surveillance games run independently, it is trivial for big
brother to generate an undetectable subversion. Namely, it subverts the algorithm
as follows: if the secret queried is a fixed element (e.g. an element deterministically
computed from the key), then the subverted algorithm outputs specific shares, otherwise it generates proper shares. Note that this subversion is undetectable since
the key is randomly sampled. This reflects the fact that in practice big brother
can always embed hidden pattern which will allow surveillance when this pattern is
matched by a secret. This could be used to notice unauthorized storage of sensitive
documents by embedding a secret pattern within the documents and then subverting the algorithm to misbehave under this hidden pattern. The best that a user can
therefore hope to do is to be able to detect whether or not the sharing could have
allowed surveillance. Hence, we could allow big brother to input the secret in the
surveillance game, but require that detection is continuously performed at runtime.
In terms of games, this can be easily modelled by giving the subverted algorithm
permission to select the secret, while detection algorithm runs on all this secrets
and the corresponding outputs. It is immediate that our construction remains secure under this settings, since any subversion would require different shares than
the ones that would have been produced by Sh with very high probability.

9.5

Appendix

Undetectable Subversion for t = 1
We give in Construction 6 an undetectable subversion for t = 1, which reveals one
bit of the secret. Naturally, the construction works for any t ≥ 1, but it gives
big brother significantly less information about the secret s (which might be less
desirable in real life). Constructions for t = 1 and t ≥ 2 (Section 9.3) can easily be
combined into a single one, but we keep them separated for clearness of exposure.

Sh(s, u)
r ← PRG(u[1] ⊕ · · · ⊕ u[n])
f T ← (s, r)T
S←M·f
return S

Rec(SB )
if B is qualified then
s ← NB · SB
else
s←⊥
return s

Construction 5: Subversion Resilient Multi-Input LSSS Π∗ = (Sh∗ , Rec∗ )
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f
Sh(s,
ID, PK, T )
T ←T
ST ← FΠ (s, T )
c
S ← Sh(s,
ST )
return S

g
Rec(S
T , ID, SK)
x ← D(SK, S[i1 ])
lsb(s[1]) = lsb(x))
return lsb(s[1])

FΠ (s, T )
x ← F such that lsb(x) = lsb(s[1])
ST [i1 ] ← E(PK, x)
return ST
e = (Sh,
f Rec)
g (t = 1)
Construction 6: Subverted scheme Π

Let (K, E, D) be a deterministic public key encryption scheme as defined in Section 9.3, which will be used to securely encrypt the lsb (least significant bit) of
s[1].4
e = (Sh,
f Rec)
Theorem 9.6. Let Π = (Sh, Rec) be a LSSS. Then, its subversion Π
defined in Construction 6 is successful and B learns the least significant bit of s[1]
with probability 1.

Proof. In the subversion game, B extracts ST from S accordingly to the embedded
g 0 , ID, SK) to get a bit b0 . If b0 = lsb(s), then B outputs
strategy T and then runs Rec(S
T
0, otherwise B outputs 1. B wins with probability 1 when b0 6= lsb(s) and with
probability 1/2 when b0 = lsb(s). Hence, the surveillance advantage Advsrv
e (B) =
Π,Π
2|1/2 · 1 + 1/2 · 1/2| − 1 = 1/2 is clearly non-negligible.
In the detection game, ST is indistinguishable from random in Ft by exploiting
c is
encryption security. Thus, by Theorem 9.2, FΠ is a share-fixing source and Sh
e-det
det
undetectable with AdvΠ,Πb (U) = 0. Then, the detection advantage is AdvΠ,Πe (U) ≤
e is a successful subverAdvE (U), hence negligible. We can therefore conclude that Π
sion.

4

Again, such encryption systems exists, for example padded RSA where encryption is repeated
until the ciphertext lies in F.

Chapter 10
Paper IV
Linear-Time Non-Malleable Codes in the
Bit-Wise Independent Tampering Model
Abstract
Non-malleable codes were introduced by Dziembowski et al. (ICS
2010) as coding schemes that protect a message against tampering attacks. Roughly speaking, a code is non-malleable if decoding an adversarially tampered encoding of a message m produces the original message
m or a value m0 (possibly ⊥) completely unrelated to m. It is known
that non-malleability is possible only for restricted classes of tampering
functions. Since their introduction, a long line of works has established
feasibility results of non-malleable codes against different families of tampering functions. However, for many interesting families the challenge
of finding “good” non-malleable codes remains open. In particular, we
would like to have explicit constructions of non-malleable codes with
high-rate and efficient encoding/decoding algorithms (i.e. low computational complexity). In this work we present two explicit constructions:
the first one is a natural generalization of the work of Dziembowski
et al. and gives rise to the first constant-rate non-malleable code with
linear-time complexity (in a model including bit-wise independent tampering). The second construction is inspired by the recent works about
non-malleable codes of Agrawal et al. (TCC 2015) and of Cheraghchi
and Guruswami (TCC 2014) and improves our previous result in the
bit-wise independent tampering model: it builds the first non-malleable
codes with linear-time complexity and optimal-rate (i.e. rate 1 − o(1)).

10.1

Introduction

Non-malleable codes [DPW10] are a relaxation of error-correcting and error-detecting
codes that have useful applications in cryptography. For example, they can be used
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to protect keys that are stored in non-robust devices against tampering attacks. Recently, they also found application to computational cryptography (e.g. construction
of non-malleable commitments [AGM+ 15a], domain extension for public-key encryption schemes [CMTV15, CDTV16]). Roughly speaking, a coding scheme (Enc, Dec)
is non-malleable with respect to the tampering function f if decoding f (Enc(m))
produces the original message m or a value m0 (possibly ⊥) completely unrelated
to m. Moreover, the probability of which one of these two events happens is also
independent of m. As an illustration of the notion, consider a key that is stored in
a device. The adversary is able to tamper with the key and gets to see the effect
of using the device with the tampered key inside. If the key was coded with a nonmalleable code and is decoded before use, this attack becomes useless, as the key
actually used after tampering is either unchanged or is unrelated to the original key.
Since a tampering function can always try to decode, modify the message, and
encode again, it is clear that non-malleable codes are impossible without restrictions
on the tampering function. We therefore restrict the adversary to using functions
from a specific class F. In this case, we say that we have a non-malleable code
with respect to the family F. For example, if the encoding is made by n symbols
from a finite field F, then we can restrict the tampering function to be a function
with n independent components (f1 , . . . , fn ) (symbol-wise independent tampering,
or bit-wise independent tampering if F = {0, 1}). Other important features of
the coding scheme are the rate and the computational complexity1 . Since 2010, a
line of works has established increasingly stronger results concerning the feasibility
of non-malleable codes against different families of tampering functions. However,
for many interesting families the challenge of finding “good” non-malleable codes
remains open. In particular, we would like to have explicit constructions of nonmalleable codes with high rate and efficient encoding/decoding algorithm (i.e. low
computational complexity).
Many of the known constructions of non-malleable codes, such as [DPW10],
[CG14b, AGM+ 15b, AGM+ 15a] use linear secret-sharing schemes (LSSS) as one of
the main building blocks. Roughly speaking, a secret-sharing scheme is a randomised
algorithm that encodes a message m as a longer vector s such that m can be
computed from large enough sets of entries in s, while smaller set give no information
about m. LSSS with extra properties (uniformity and distance) are used already
by Dziembowski et al. in [DPW10] where they introduce and motivate the formal
notion of non-malleable codes and also construct the first family of non-malleable
codes in the bit-wise independent tampering model. The computational complexity
of the code is quadratic in the size of the input length. Secondly, via the probabilistic
1

The rate of the coding scheme (Enc, Dec) is the quotient of the length of the message m over
the length of its encoding Enc(m). The computational complexity of the scheme is maximum of
the computational complexities of the two algorithm Enc and Dec in function of the length of m.
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method they show that for any family F of tampering functions such that |F| ≤ 22
for some constant α < 1 (n is the length of the encoding) there exist constant-rate
non-malleable codes with respect to F. In this case, the description of the code is
of exponential size, thus the encoding and decoding algorithms are inefficient. More
recently, Cheraghchi and Guruswami [CG14a] prove that for this kind of families
the optimal rate is 1 − α; they construct non-malleable codes approaching this
rate. Again, the construction is non-explicit and gives rise to inefficient codes. For
families of single exponential size, i.e. |F| ≤ 2p(n) for some polynomial p, efficient
(i.e. polynomial time) non malleable codes were constructed in [FMVW14]. This
construction is also randomized, i.e. the construction succeeds with overwhelming
probability in providing non-malleable codes achieving optimal rate 1 − o(1).
On the other hand, in [CG14b] an explicit (deterministic) construction of nonmalleable codes with rate arbitrarily close to 1 in the bit-wise independent tampering
model is given. The construction is based on the concatenation of a linear errorcorrecting secret-sharing scheme of rate close to 1 and a constant-size non-malleable
code. This construction is instantiated using Reed-Solomon codes and has thus
computational complexity at least O(n log(n)) (super-linear).
Bit-wise independent tampering functions act on each bit of the encoding independently. In the more general C-split state model the encoding is partitioned
into C blocks (C is a constant) and each block can be tampered arbitrarily but
independently of the others blocks (e.g. [CKM11]). For C = 10, an efficient and
explicit construction of constant rate non-malleable codes was given in [CZ14]. Several results can be found in the recent literature when C = 2 (2-split-state model)
[LL12, DKO13, FMNV14, CG14b]. The first explicit construction of non-malleable
codes in this model [ADL14] with information-theoretic security and message longer
than 1 bit had rate polynomially small. Very recently Aggarwal et al. [ADKO15a]
constructed the first efficient and explicit non-malleable codes in the 2-split state
model achieving constant rate.
In [AGM+ 15b, AGM+ 15a], Agrawal et al. construct explicit and non-malleable
codes which are simultaneously resilient against bit-wise independent tampering and
permutations. They get optimal rate, but super-linear time.
In a recent work [JW15], Jafargholi and Wichs introduce tamper-detection codes
and use them together with leakage-resilient codes [DDV10] to construct non-malleable
αn
codes that achieve optimal rate when |F| ≤ 22 and efficient encoding and decoding when |F| ≤ 2p(n) . Tamper-detection codes for the simple family of additive
tampering functions are called algebraic manipulation detection codes (AMD) and
were already introduced by Cramer et al. in 2008 [CDF+ 08].
In conclusion, the natural question to ask is if we can achieve the optimal properties of linear-time complexity and rate approaching 1 simultaneously. This is not
known, even for the restricted case of bit-wise independent tampering, and even if
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we only ask for linear-time complexity2 .
Our Contribution. In this paper, we study the above question and achieve positive results. In the first part of our work, we push forward the idea of using
linear secret sharing, and show that when the family of tampering functions has
a clear structure (as in the symbol-wise independent tampering model), then simple constructions based on LSSS can achieve good results: we get constant-rate
non-malleable codes with optimal computational complexity O(k), where k is the
length of the input message. To obtain this, we also use the recent results about
linear-time encodable error-correcting codes and linear-time computable universal
hash functions [IKOS08, DI14].
Building on the first result, we then achieve both linear-time complexity and
optimal rate, that is rate 1−o(1), for non-malleable codes in the bit-wise independent
tampering model. It is instructive to observe that optimal-rate non-malleable codes
with superlinear time complexity were constructed in [CG14b, AGM+ 15b], and that
these codes are based on secret sharing schemes with (relatively) large privacy and
reconstruction thresholds. The problem we face is that there are no constructions of
linear secret sharing schemes with linear-time complexity for the required parameter
range3 . We therefore propose a novel construction which is based on slightly weaker
primitives which can be instantiated for the rate 1 − o(1) and linear-time complexity
regime.
Overview of our Constructions. As mentioned, we present two deterministic
constructions for linear-time non-malleable codes: Construction 1 can be seen as
a generalization of the original construction of [DPW10] and gives rise to the first
linear-time non-malleable codes with constant rate in the symbol-wise independent
tampering model. More generally, we prove that given a family of tamper-detection
codes with any computational complexity and rate, it is possible to explicitly construct a family of non-malleable codes with constant rate and linear-time complexity
(Theorem 10.7). The other ingredients of this first construction are constant-rate
AMD codes and constant-rate LSSS with good privacy (but where one needs almost
all shares to reconstruct). We present linear-time instantiations of both these primitives using the results of [DI14]. Construction 1 encodes a message m with three
sequential steps: first m is encoded with an AMD code, then the result is shared
by a LSSS with privacy and finally each share is encoded by a tamper-detection
code. In particular, in Construction 1 if the tamper-detection code is secure against
2

Determining which cryptographic primitives can be instantiated in linear-time is an interesting
and challenging program started by Ishai et al. in [IKOS08].
3
A recent Monte-Carlo construction by Cramer et al. [CDD+ 15b] can be instantiated for a
parameter range where the rate of the secret sharing scheme is bounded away from 1 by a constant,
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LSSS

Fk −−−−→ FΘ(k) −−−−→
m 7−−−−→
s
7−−−−→

TDm

0

(F` )m
−−−−→
(F` )m
s
q
(s1 , . . . , sm ) 7−−−−→ (c1 , . . . , cm )

Figure 10.1: The encoding algorithm of Construction 1
the family of tampering functions F with constant error, then the resulting code is
non-malleable with respect to the family F + of functions (f1 , . . . , fm ) where each fi
is a function from F, a constant function or the identity and it has error negligible in
the length of the input. Hence, depending on how one instantiates the components
of the construction, one can handle more general tampering models than bit-wise4 .
A key point for the efficiency is that the shares produced by the LSSS used are
of constant size (i.e. m = Θ(k) and ` constant). This implies that applying the
tamper-detection code to all the shares results only in a constant overhead for the
computational complexity.
With Construction 2, we achieve linear-time non-malleable codes with optimal
rate approaching 1, still with an explicit (deterministic) construction (Theorem
10.15). The most efficient constructions of optimal rate non-malleable codes are
from [CG14b, AGM+ 15b]. Both these constructions require a secret sharing scheme
with good privacy and non-trivial reconstruction threshold. Together with the rate
close to 1 constraint, these are challenging features to achieve in linear-time. In our
construction, we also use a secret-sharing scheme with rate close to 1, but we do
not require any reconstruction property for this scheme. Instead, we combine the
sharing scheme with two other tailored primitives, each implementable in lineartime, and a short constant-rate non-malleable code. The modular design of our
construction makes the security proof much simpler and more intuitive than previous constructions: each primitive takes care of a specific property needed to prove
non-malleability. The encoding is done in the following way: first the input message
is shared with a sharing scheme that has rate 1−o(1) and t-uniformity (that is, if s is
the share vector of m, then each set of t components of s are distributed uniformly
on Ft ). Then we use the two tailored primitives: first, a keyed almost universal
function is used to compute the first hash of s, hk (s). Second, we compute short
deterministic hash Comp(s), using a new primitive that we call a compressor. This
compressed value Comp(s) comes with the guaranty of having high entropy. The two
but not for rate approaching 1.
4
Notice that the concrete instantiation we give in Corollary 10.9 leads to bit-wise independent
tampering.
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hash values and the key for the almost universal hash function can be thought of as
an “authentication tag” of m. The final encoding is given by the share vector s and
a non-malleable encoding of this tag, this encoding does not have to be high-rate
nor linear-time.
sharing

hashing

short NM

Fk −−−−−→ Fk+o(k) −−−−−→ Fk+o(k) × Fo(k) × Fo(k) −−−−−−→ Fk+o(k) × Fo(k)
m 7−−−−→
s
7−−−−→
(s, hk (s), Comp(s))
q
(s, h, c)
7−−−−→ (s, NM(k, h, c))
Figure 10.2: The encoding algorithm of Construction 2

Structure of the paper: In Section 10.2, we fix the notation and give the basic
definitions we need further on in the paper. In Section 10.3 first we give linear-time
construction for AMD codes and LSSS with privacy, then we present Construction
1 in general and finally, we instantiate it for the binary case (bit-wise independent
tampering model). Section 10.4 is also divided in two parts: in the first one we define
and instantiate the primitives that are necessary for Construction 2; the latter is
described in the second part of the section together with the bit-wise independent
tampering model result.

10.2

Preliminaries

With the notation (z1 , . . . , zn ) we indicate an element of the n-times cartesian product of F` , where F is a finite field of cardinality q and ` is a positive integer. Given
z = (z1 , . . . , zn ) ∈ (F` )n and a subset A ⊆ [n], we will use zA to denote the vector
(zi )i∈A ∈ (F` )|A| . Given two vectors z, v ∈ (F` )n , the generalized Hamming Distance
between z and v is defined by dist` (z, v) = |{i ∈ [n] | zi 6= vi }|.
If Alg is an algorithm (randomized or not) that takes as input a value from
Fn , then the computational complexity of Alg is the number of field elementary
operations that Alg executes to compute the output.
We indicate with id the identity function.

Tamper-Detection and Non-Malleability
Let F be a finite field and n, `, k be positive integers. An `-folded n-code over F is
a non-empty subset C of (F` )n ; we will refer to n as the length of the code. Given a
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set A ⊆ [n], with the notation CA we indicate the set {cA | c ∈ C}.
If ψ : C → Fk is a regular function, the pair (C, ψ) is called `-folded (n, k)-coding
scheme. The rate of a scheme is the ratio k/`n. If F = {0, 1}, the scheme is called
binary. When ` = 1, we simply call it (n, k)-coding scheme. If C is a vector space
over F, then the code is called linear. The dimension of a linear code is its dimension
as vector space over F. Moreover, if the map ψ is an F-linear map, also the scheme
(C, ψ) is called linear.
Remark 10.1. Given an `-folded (n, k)-coding scheme (C, ψ), any randomized algorithm Enc : Fk → C that on input m ∈ Fk outputs c ∈ ψ −1 ({m}) selected uniformly
at random is called encoding algorithm. On the other side, decoding algorithm is the
name used for the deterministic algorithm Dec : (F` )n → Fk ∪ {⊥} that maps c to
m = ψ(c) ∈ Fk if c ∈ C and to ⊥ otherwise. For convenience5 , in the following we
will always identify a coding scheme (C, ψ) with the pair (Enc, Dec).
While keeping F fixed, we will assume throughout that n = n(k). The computational complexity (as a function of k) of a coding scheme is the maximum taken
over the computational complexities of Enc and Dec, respectively. We say that a
coding scheme is linear-time if both Enc and Dec have complexity O(k).
Let (Enc, Dec) be an `-folded (n, k)-coding scheme over F. Given an encoding
c ← Enc(m) for the message m ∈ Fk , tampering with c can be represented by
considering a function f : (F` )n → (F` )n that modifies the encoding c in c̃ = f (c).
The output of Dec(c̃) now depends on the original message m and also on the
tampering function f . To represent this, we consider the following random variable
Realm
f .



sample c ← Enc(m);
m
Realf := compute c̃ = f (c);


output m̃ = Dec(c̃);
A simple but strong property that we can ask for is that the coding scheme
is able to detect with overwhelming probability the tampering caused by all the
functions f from a specific family F.
Definition 10.1 (TD Code, [JW15]). Given a family F of functions over (F` )n , an
(n, k)-tamper detection code with respect to F and with error  is an (n, k)-coding
k
scheme such that Pr[Realm
f 6=⊥] ≤  for any m ∈ F and any f ∈ F.
For example, any error-correcting code from coding theory with minimal distance d
is a TD code with respect to the family Fdist of functions that modify less than d
components in the input vector (i.e. dist` (f (x), x) < d).
5

The two definitions are equivalent. Given the pair (Enc, Dec) such that for any m it holds
Pr[Dec(Enc(m)) = m] = 1, define C as the image of Enc in (F` )n and ψ as the map Dec restricted
to C.
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The name algebraic manipulation detection (AMD) code, introduced by [CDF+ 08],
is used for TD codes with respect to the family Famd of additive tampering functions. That is, functions of the form fe (x) = x + e where the vector e is a non-zero
constant vector independent of x.
Unfortunately, tampering detection can not be achieved for many natural families. For example, consider the family Fconst of all constant functions fc (x) = c
k
for c ∈ (F` )n ; if c is a valid encoding, then Pr[Realm
fc 6=⊥] = 1 for all m ∈ F . In
order to be able to consider larger families of tampering functions, the definition of
tampering detection needs to be relaxed. Instead of asking that the tampering is
detected, we can ask that the result of the tampering action is independent of the
original message. This property, called non-malleability is weaker than tamperingdetection, nevertheless it offers enough protection against tampering attacks: an
adversary that actively modifies encoded data can not control the practical effect of
his action on the encoded message.
Definition 10.2 (NM Code). An (n, k)-coding scheme (Enc, Dec) is said to be nonmalleable with respect to a family F with error  if the following holds for any
f ∈ F. There exists a random variable Df on Fk ∪ {⊥, same} such that, given

Idealm
f :=


∗

sample m ←



if m∗ = same







Df ;
then m0 = m;
otherwise m0 = m∗ ;

output m0 ;

m
k
then SD(Realm
f , Idealf ) ≤  for any m ∈ F .

In the rest of the paper we will mainly consider the family of symbol-wise independent tampering functions. That is, if the encoding has the form c = (c1 , . . . , cn ) ∈
(F` )n , then each component ci can be modified arbitrarily but independently of the
values of the others components. We will use the following notation:
q
F`,n
= {f = (f1 , . . . , fn ) | fi : F` → F` }
2
and f (c) = (f1 (c1 ), . . . , fn (cn )). Note that if q = 2 and ` = 1, F1,n
is the family
considered in the bit-wise independent tampering model.

Secret-Sharing
Suppose that (Enc, Dec) is an `-folded (n, k)-coding scheme over F. Let t, r be
positive integers.
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Definition 10.3. (Enc, Dec) has t-privacy if the following holds for each set A ⊂
[n] of F` -coordinates with |A| = t. For each m, m0 ∈ Fk , the distributions of
(Enc(m))A and (Enc(m0 ))A on (F` )t are identical. The scheme has t-uniformity if
these distributions are the uniform ones on (F` )t .
(Enc, Dec) has r-reconstruction if the following holds for each set A ⊂ [n] of
F` -coordinates with |A| = r. If c, c0 ∈ C satisfy cA = c0A , then Dec(c) = Dec(c0 ).
Note that any scheme has n-reconstruction. Moreover, if the coding scheme has
r-reconstruction and t-privacy, then t < r.
Remark 10.2. Given an `-folded linear (n, k)-coding scheme, it is easy to prove that
t-privacy and t-uniformity are equivalent to the following conditions, respectively.
• (t-privacy) for each set A ⊆ [n] of F` -coordinates with |A| = t, the map that
maps c in C to the pair (Dec(c), cA ) is surjective;
• (t-uniformity) the same condition as before holds and moreover CA = (F` )t .
Definition 10.4 (LSSS). An `-folded (n, t, r, k)-secret-sharing scheme over F (with
uniformity) is an `-folded (n, k)-coding scheme over F with t-privacy (t-uniformity)
and r-reconstruction. If the coding scheme is linear then we call it linear secretsharing scheme (LSSS).
Notice that in the existing literature, the algorithms Enc and Dec of a secret-sharing
scheme are often indicated with the notation Sh (sharing algorithm) and Rec (reconstruction algorithm), respectively. Moreover, if c ← Sh(m), then c is called share
vector. Later on in the paper we will use this notation.
In this work, we will use secret-sharing schemes with different parameters and
properties as building blocks for constructing efficient NM codes. In particular,
for Construction 1 we are interested in the following aspect: what happens if the
reconstruction algorithm of a t-private LSSS is applied to a share vector where
at most t components have been tampered arbitrarily but independently from the
others. The answer is stated in the next lemma.
Lemma 10.1. Let (Sh, Rec) be a t-private `-folded (n, k)-LSSS. Fix a set A ⊆ [n]
of F` -coordinates with |A| ≤ t and an (eventually randomized) function g : (F` )n →
(F` )n with the following properties. For any s ∈ (F` )n , (g(s))Ac = sAc and (g(s))A
depends only on the entries of sA . Then, there exists a random variable ∆g on
(F` )n ∪ {⊥} such that for any m ∈ Fk , Rec(g(Sh(m))) has the same distribution of
m + ∆g (with the convention that m+ ⊥=⊥).
Proof. Clearly, g(Sh(m)) has the same distribution of Sh(m) + [g(Sh(m)) − Sh(m)].
It follows from the properties of g that the distribution of g(Sh(m)) − Sh(m) depends only on the one of (Sh(m))A . Thus, since |A| ≤ t, the t-privacy implies

164

Chapter 10. Paper IV

that g(Sh(m)) − Sh(m) has the same distribution of g(Sh(0)) − Sh(0). If we define
∆g = Rec(g(Sh(0)) − Sh(0)), then the lemma follows from the linearity property of
the map Rec.

10.3

Constant-Rate and Linear-Time NM Codes

In this section, we describe our first main result: Construction 1 (Figure 10.4)
combines an AMD code, a LSSS and a TD code with constant error in order to
construct a constant-rate NM code (with negligible error) whose computational
complexity is controlled by the complexity of the two first schemes used (the AMD
code and the LSSS).

Building Blocks for Construction 1
Before describing Construction 1, we build linear-time and constant-rate AMD codes
and LSSSs.
We recall that a coding scheme (Enc, Dec) (with alphabet F) is an (n, k)-AMD
code with error  if for any m ∈ Fk and any non-zero e ∈ Fn , it holds that
Pr[Dec(Enc(m) + e) 6=⊥] ≤ . This special family of TD codes are of particular
interest because, despite their simple definition, they can be used as basic tools of
generic constructions for coding scheme that achieve security against tampering family larger than Famd (see for example [DPW10] and our Construction 1). Clearly, the
parameters (i.e. the rate) and the efficiency of the final schemes depend on the ones
of the AMD codes used. In particular, in order to prove our result about constantrate and linear-time NM codes (Theorem 10.7), we need to build constant-rate and
linear-time AMD codes. Our construction, presented in the following Corollary 10.3,
is based on the family of linear uniform functions from [DI14].
Lemma 10.2 (Linear Uniform Family, Theorem 4 in [DI14]). For any positive
integer c there exists a positive constant b (b ≥ c) such that for any large enough k
there is family of functions {gk : Fk → Fck }k with k ∈ Fbk , such that the following
holds:
1. gk has computational complexity O(k);
2. gk is F-linear and gk1 +k2 = gk1 + gk2 ;
3. for any y ∈ Fck and x ∈ Fk with x 6= 0, if k is chosen uniformly at random
from Fbk then Pr[gk (x) = y] = q1ck .
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Corollary 10.3 (Linear-Time and Constant-Rate AMD code). For any large enough
integer k, there exists a linear-time (k 0 , k)-AMD code with error q −k and k 0 = Θ(k).
Proof. (Sketch) Given k, let G be the family from Lemma 10.2 with c = 1. For the
sake of simplicity we assume that b = 1 and we define
Encamd (m) = (m, k, r, gk (m), gk (r), gr (k)), where k, r ∈ Fk are chosen uniformly at random.

v

1

Decamd (v1 , v2 , v3 , v4 , v5 , v6 ) = 
⊥

if gv2 (v1 ) = v4 , gv2 (v3 ) = v5 , gv3 (v2 ) = v6
otherwise

It is easy to verify that (Encamd , Decamd ) is a (6k, k)-AMD code with error q1k and
computational complexity O(k). The details of this proof together with its generalization to the case b > 1 can be found in Appendix 10.5.
For Construction 1, we are interested in linear-time (m, t, m, k)-LSSS with large
privacy (i.e. t > m/2) and constant-rate. Recently [CDD+ 15b], the first lineartime constant-rate LSSS was shown, using a construction based on a combination
of suitable linear codes and universal hash functions. More concretely, while being
linear over a fixed finite field and supporting an unbounded number of players (or
shares) m, there are constants s , t , r with 0 < s , t , r < 1 and an integer ` (the
share size) such that the length k of the secret satisfies k ≥ es `m, the privacy
parameter t satisfies t ≥ t m and the reconstruction parameter r satisfies r ≤
r m. Moreover, both the sharing and the reconstruction algorithm have complexity
linear in m. Although here we also need constant-rate linear-time sharing scheme,
we do not use the result from for Construction 1 and instead we construct our
constant-rate linear-time sharing scheme for two reasons. First, the construction
in [CDD+ 15b] is a Monte-Carlo construction, while in this work we are interested
only in explicit (deterministic) constructions. Second, later on (Section 10.4) we will
require constant-rate sharing scheme with t-uniformity (instead of only t-privacy).
Our schemes from Corollary 10.5 have this extra property that is not satisfied by
the schemes presented in [CDD+ 15b].
We construct the required LSSS using linear codes. Let D be an `-folded linear
m-code of dimension k over the finite field F. The minimum distance of D is defined
as d = min{dist` (c, c0 ) | c, c0 ∈ D, c 6= c0 }. If G is a k × m matrix over F` , we say
that G is a generator matrix for the code D if D = {m · G | m ∈ Fk }. We say the
D is a linear-time encodable code if the map m → m · G can be computed by an
algorithm that has computational complexity O(k).
The following Lemma generalizes and rephrases Theorem 2 in [CGH+ 85] asserting that LSSS with t-uniformity can be obtained from linear codes with distance
t + 1. For the proof of this lemma and the following corollary see Appendix 10.5.
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Input: m ∈ Fk

Input: c ∈ (F` )m

Sh1 (m):

Rec1 (c):

Sample x0 ← (F` )m−k
Compute x00 = m − x0 · M>
Output x = (x00 , x0 )

Compute m = c · G>
Output m

Figure 10.3: Linear-time and constant-rate LSSS
Lemma 10.4. Let G be the generator matrix of an `-folded linear code of length
m, dimension k and minimum distance d. Assume that G = (Ik , M) where Ik is
the k × k identity matrix (systematic form of the code)6 . Then the scheme define in
Figure 10.3 is an `-folded (m, d − 1, m, k)-LSSS with uniformity.
If the code is linear-time encodable, then the LSSS obtained has linear-time complexity.
Instantiating Lemma 10.4 with ad-hoc linear-time encodable codes (derived by
the linear-time encodable codes of [DI14]) provides us with LSSS with the required
properties.
Corollary 10.5 (Linear-Time and Constant-Rate LSSS). For any real number δ ∈
(0, 1) there exists a positive integer ` such that for any large enough k there exists
an (m, k)-coding scheme over F with the following properties. The scheme is an
`-folded linear-time LSSS with δm-uniformity and m = Θ(k).

Construction 1
Finally, we are ready to give the details of Construction 1 and its security proof.
All the schemes in the following are defined over the finite field F and are 1-folded
if it is not explicitly stated otherwise. Consider the following building blocks:
• Let (Encamd , Decamd ) be a (k 0 , k)-AMD code with error ;
• Let (Sh1 , Rec1 ) be an `-folded (m, t, m, k 0 )-LSSS with privacy;
• Finally let (Enctd , Dectd ) be an (`0 , `)-TD codes with respect to the family F
and with error α.
The new coding scheme (ENC, DEC) is defined in Figure 10.4.
6

With the notation (Ik , M) we indicate that we append the columns of M to the ones of the
identity matrix Ik .
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0

Input: m ∈ Fk

Input: c ∈ (F` )m

ENC(m)

DEC(c)

Sample s ← Sh1 (Encamd (m))
Parse s = (s1 , . . . sm )
For i = 1, . . . m:
ci ← Enctd (si )
Output c = (c1 , . . . , cm )

Parse c = (c1 , . . . cm )
For i = 1, . . . , m
si = Dectd (ci )
If si =⊥ output ⊥
Define s = (s1 , . . . , sm )
Compute m = Decamd (Rec1 (s))
Output m

Figure 10.4: Construction 1
0

0

We indicate with F + the set of tampering functions f : (F` )m → (F` )m in F`q0 ,m
such each fi is a function from F ∪ Fconst ∪ {id}. That is, each block ci of the
0
0
encoding is modified by the adversary using a function fi : F` → F` , which can be
any function from F ∪ Fconst ∪ {id} provided that it doesn’t depend on the others
blocks of the encoding.
Theorem 10.6. If t > m2 , then (ENC, DEC) is an `0 -folded (m, k)-NM code with
respect to the family F + with error less than or equal to max{, α2t−m }.
Moreover, if ρ is the rate of (Encamd , Decamd ) and ρ0 is the rate of the sharing
scheme, then the rate k/m`0 of the new scheme is ρρ0 ``0 .
Proof. The correctness of the scheme (ENC, DEC) (i.e. Pr[DEC(ENC(m)) = m] = 1
for any m ∈ Fk ) and the statement about the rate are easy to verify and follow
directly from the construction (Figure 10.4).
Fix f = (f1 , f2 , . . . , fm ) ∈ F + , to prove the non-malleability property, we have
m
to define Df as in Definition 10.2 and bound the error SD(Realm
f , Idealf ) for any
m ∈ Fk . Let c = (c1 , . . . , cm ) = ENC(m) and s = (s1 , . . . , sm ) = Sh1 (Encamd (m)).
Notice that a valid encoding in the new scheme is a vector c = (c1 , . . . , cm ) of m
blocks each of which is an encoding done by the constant-size tamper-detection code
0
0
(Enctd , Dectd ). Each block is independently tampered by the function fi : F` → F`
and since (Enctd , Dectd ) is an TD code, for any block such that fi ∈ F we know that
the outputs of Dectd (fi (ci )) is ⊥ with probability greater or equal to 1−α. Using this
and the t-privacy property, in the following we will show that we can have enough
information on the output of DEC(f (ENC(m))) only looking at how many blocks
have been tampered by functions not in F. More precisely, define the following sets:
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I ⊆ [m] is the set of indices i such that fi is the identity function, C ⊆ [m] is the set
0
of indices i such that fi is a constant function on F` and J = [m]\(I ∪C) = (I ∪C)c .
Consider now the following cases:
1) Suppose that many blocks are tampered using constant functions (i.e. |C| ≥
m − t). Then, the t-privacy implies that the distribution of the blocks not
touched by a constant function is the same for any input message m, while all
the other blocks are fixed to known constants. Hence, we define Df as
- sample d accordingly to the distribution of ENC(0) and output the result
of DEC(f (d)).
Because of the t-privacy, DEC(f (d)) has the same distribution of DEC(f (c))
m
and thus we have that SD(Realm
f , Idealf ) = 0.
2) Otherwise we can assume that few blocks are tampered by constant functions
(i.e. |J| + |I| > t) and we consider two sub-cases.
2.a) Suppose that few blocks are tampered (i.e. |I| ≥ m − t) and look at
what happens during the execution of DEC on input f (c). If there exists
i ∈ I c such that Dectd (fi (ci )) =⊥, then the entire decoding outputs
⊥. Otherwise, we have the situation described by Lemma 10.1 with7
g = Dectd ◦ f ◦ Enctd . Indeed, in the decoding phase the algorithm Rec1
is applied to a share vector s̃ where at most t components have been
modified respect to the original share vector s. It follows by Lemma 10.1
that Rec1 (s̃) has the same distribution as Encamd (m) + ∆g . Moreover, by
definition of AMD code, if ∆g = 0, then DEC(f (c)) outputs the original
message m, else it outputs ⊥ with probability grater than or equal to
1 − . Thus, in this case we define Df by the following steps:
- sample r = (r1 , . . . , rm ) accordingly to the distribution of Sh1 (0). If
there exists i ∈ I c such that Dectd (fi (Enctd (ri ))) =⊥, then output ⊥.
Otherwise continue with the next step;
- sample e accordingly to the distribution of ∆g . If e = 0, Df outputs
same; otherwise it outputs ⊥.
Because of the t-privacy, the probability that there exists i ∈ I c such
that Dectd (fi (ci )) =⊥ is equal to the probability that there exists i ∈ I c
such that Dectd (fi (Enctd (ri ))) =⊥. Moreover, Lemma 10.1 implies that
m
SD(Realm
f , Idealf ) = Pr[Decamd (Encamd (m) + ∆g )) 6=⊥] and we know the
latter to be less than or equal to .
Abuse of notation, with g = Dectd ◦ f ◦ Enctd we mean the randomized function g : (F` )m →
(F ) such that (g(v))i = Dectd (fi (Enctd (vi ))) for all i ∈ [m].
7

` m
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2.b) Else we can use the assumption on t and m and say that more than
2t − m blocks are tampered by functions in F. That is, |J| > t − m + t =
2t−m > 0. Independently for all these blocks, the tamper-detection code
outputs a message different from ⊥ with probability less than or equal
to α. Thus, DEC(f (c)) =⊥ with probability less than or equal to α2t−m .
Therefore, in this last case we define Df to output ⊥ and we have that
m
m
2t−m
SD(Realm
f , Idealf ) = Pr[Realf 6=⊥] ≤ Pr[Dectd (fi (ci )) 6=⊥ ∀ i ∈ J] ≤ α

We are now ready to state the first of the results about linear-time NM codes
that we present in this paper:
Theorem 10.7 (Linear-Time and Constant-Rate NM codes). If for infinitely many
integers b, there exists an (b0 , b)-TD code with respect of a family F and with constant
error α, then there exist a positive integer `0 such that the following holds. For any
large enough integer k there exists an `0 -folded (m, k)-NM code (ENC, DEC) with
respect of the family F + and m = Θ(k). Furthermore, the NM code has error
negligible in k and linear-time computational complexity.
Proof. Instantiate Construction 1 (Figure 10.4) with the AMD code given by Corollary 10.3 and with the LSSS given by Corollary 10.5. See details in Appendix
10.5.
In [CG14b] an infinite family of TD code with respect the family F of bit-wise
independent tampering functions that are neither the identity nor constant functions
is given. Each code in the family has an error less than or equal to 2/3.
Lemma 10.8 (Lemma 3.5 in [CG14b]). 8 For any β ∈ (0, 1) and any large enough
`0 (i.e. `0 ≥ `0 (β) = O(log2 (1/β)/β)), there exists a binary (`, `0 )-TD code respect to
2
the family F = F1,n
\ (Fconst ∪ {id}) with error 2/3 and with ` ≥ (1 − β)`0 .
The previous lemma together with Theorem 10.7 implies the following result in
bit-wise independent tampering model.
Corollary 10.9 (Binary Case for Construction 1). For any large enough integer k,
2
there exists a linear-time binary (N, k)-NM code with respect of the family F1,N
and
with error negligible in k. Furthermore N = Θ(k).
8

The construction presented in [CG14b] is randomised, but since in our Construction 1 the
parameter ` is constant (respect to k) we can exhaustively search for the proper TD code.

170

10.4

Chapter 10. Paper IV

Optimal-Rate and Linear-Time NM Codes

In this section, we will construct a linear-time non-malleable code with rate approaching 1 (Construction 2).

Building Blocks for Construction 2
Before showing our second main result (Construction 2), we present the required
building blocks.
In order to achieve linear-time and optimal-rate NM codes, we will employ lineartime (n, t, n, k)-secret-sharing schemes again, however we will need stronger assumptions regarding the rate and the privacy property of the used scheme. Namely, besides linear-time complexity, we require that the rate is not merely constant but
that it approaching 1, i.e., length of a full share-vector divided by the length of the
secret tends to 1 when the n tends to infinity. By general bounds on secret sharing,
this implies that the privacy parameter t is sublinear in the number of players n and
that reconstruction is essentially by the full player set only. But that is still fine for
our purposes here (as long as privacy is nonconstant). Moreover, we note that we do
not require linearity of the scheme either. Besides, we require that any t shares are
uniformly and independently distributed over the share-space (t-uniformity). Below
we show how to construct the schemes required here by combining results on t-wise
independence generators and constant-rate secret sharing. A t-wise independence
generator is a deterministic algorithm that expands a short random seed in a longer
t-uniform vector. More precisely:
Definition 10.5 (t-wise Independence Generator, [Gol98]). Let k, k 0 and t be pos0
itive integers. A function Gen : Fk → Fk is a t-wise independence generator if the
0
following holds. For each uniform random variable X over Fk (called the seed),
Gen(X) is t-wise uniform over Fk .
In Appendix 10.5 (Lemma 10.20) we provide a independence generator with seedlength and independence sub-linear in the output length. Moreover the proposed
independence generator has computational complexity linear in the seed-length.
Lemma 10.10 (proof in Appendix 10.5) shows how to use the t-wise independence
generator to build a linear-time secret-sharing scheme with t0 -uniformity, t0 = Θ(t)
and rate 1 − o(1). The high-level idea (Figure 10.5) is simple, to share a secret
m ∈ Fk we do the following. First, we mask m using Gen(s) where s is a uniformly
random seed for Gen. Then, we share the seed s with a constant-rate sharing scheme
(for example, the scheme from Corollary 10.5). The final share vector is defined by
the concatenation of m + Gen(s) and the share vector of s.
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Sh2 (m):
0
Sample s ← Fk
Compute c1 = m + Gen(s)
Compute c2 ← Sh1 (s)
Output c = (c1 , c2 )
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Rec2 (c):
Parse c = (c1 , c2 )
Compute s = Rec1 (c2 )
If s = ⊥, then output ⊥
Otherwise output c1 − Gen(s)

Figure 10.5: Linear-time and optimal-rate LSSS
Lemma 10.10 (Linear-Time and Optimal-Rate LSSS). For any real number  ∈
(0, 1) and any large enough k, there exists a linear-time (n, t, n, k)-LSSS with uniformity such that t = Ω(k 1− ) and n = k + o(k).
We introduce a novel primitive, a compressor. Suppose we are given a vector
whose coordinates are t-wise independent random variables. A compressor is a
deterministic function that, when applying it to the given vector, results in a shorter
vector with nontrivial entropy9 , assuming that the original vector contains at least
t coordinates with nontrivial entropy10 .
Definition 10.6 (Compressor). Let t, n, n0 be positive integers and r a positive real
0
number. A function Com : Fn → Fn is a (t, r)-compressor if the following holds.
Suppose that X = (X1 , . . . , Xn ) is a t-wise independent random variable on Fn such
that there is a set A ⊆ [n] of cardinality t and a real number c > 0 for which
H∞ (Xi ) ≥ c for all i ∈ A. Then H∞ (Com(X)) ≥ rc.
This primitive is used in the security proof of Construction 2 to handle the case
of a component-wise tampering function that has many non-constant components.
More precisely, we will use the following fact:
q
Lemma 10.11. Let f = (f1 , . . . , fn ) ∈ F1,n
be a function such that least t of the of
0
the functions fi : F → F are non-constant. If Com : Fn → Fn is a (t, r)-compressor
0
and X is a t-wise uniform
variable on Fn , then for any vector b ∈ Fn ,
random

r
.
Pr[Com(f (X)) = b] ≤ q−1
q

Proof. By the conditions on f , there is a set A ⊆ [n] of cardinality t such that, for
each i ∈ A it holds that H∞ (fi (Xi )) ≥ log2 (q/(q−1)). Since X is t-wise independent,
it follows by definition of compressor that H∞ (Com(f (X))) ≥ r log2 (q/(q − 1)).
9

The min-entropy of a random variable X is H∞ (X) = − log2 (maxb Pr[X = b])
Since we require compressors to be deterministic, generic methods for privacy amplification do
not apply here.
10
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In Appendix 10.5 we prove the following lemma showing a simple construction of a
compressor suitable for our purposes later on.
Lemma 10.12 (Linear-Time Compressor). For any real number  ∈ (0, 1) and for
0
any large enough positive integer n there exists an (r2 , r)-compressor Com : Fn → Fn
with r2 = Ω(n1− ) and n0 = o(n). Moreover Com has computational complexity
O(n).
Our Construction 2 that we present later on in Section 10.4 depends in particular
on universal hash functions.
Definition 10.7 (Almost Universal Family). Let µ ∈ (0, 1) be a real number and
let n, m be positive integers. Suppose H is a family of functions hk : Fn → Fm ,
one for each k ∈ Fa . Then H is µ-almost universal if the following holds. For
any pair of distinct x, x0 ∈ Fn , if k is chosen uniformly at random from Fa then
Pr[hk (x) = hk (x0 )}] ≤ µ.
For our purposes, we require that these functions are linear-time computable and
have vanishingly small key- and output-lengths. Hence, the linear uniform family
of [DI14] (see Lemma 10.2) does not apply directly due to its linear key-length.
Note that, besides linear-time, the uniform output property of this particular family
enables arbitrary output-length. In Appendix 10.5 we show an easy adaptation of
the family from [DI14] suitable for our purposes. It is a µ-almost universal family.
But since µ is very small, it is good enough for our purposes.
Lemma 10.13. For any real number β ∈ (0, 1) and any positive integer n, there
exists a µ-universal family H = {hk : Fn → Fm }k∈Fa with a = o(n), m = o(n) and
(1−β)
µ = Θ(q −n
). Moreover, each function hk has computational complexity O(n).

Construction 2
Finally, we are ready to give the details of Construction 2 and its security proof.
Consider the following ingredients (all the scheme are over the finite field F):
• Let (Sh2 , Rec2 ) an (n, t, n, k)-SSS with uniformity;
0

• Let Comp : Fn → Fn be a (t, r)-compressor;
• Let H = {hk : Fn → Fm } be a µ-almost universal family with key-space Fa ;
• Let (Enc, Dec) be a (b0 , b)-NM code with respect to a family F with error .
We require that b = a + m + n0 .
Let N = n+b0 , the new (N, k)-coding scheme (ENC2 , DEC2 ) is defined in Figure 10.6.
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Input: m ∈ Fk

Input: c ∈ FN

ENC2 (m):

DEC2 (c):

Compute c(1) ← Sh2 (m)
Sample k ← Fa
Compute h = hk (c(1) )
Compute c = Comp(c(1) )
Compute c(2) = Enc(k, h, c)
Output (c(1) , c(2) )

Parse c = (c(1) , c(2) ) ∈ Fn × Fb
Compute z = Dec(c(2) )
If z =⊥ output ⊥
Otherwise
Parse z = (k, h, c)
If h 6= hk (c(1) ) output ⊥
If c 6= Comp(c(1) ) output ⊥
Output m = Rec2 (c(1) )

0

Figure 10.6: Construction 2
Theorem 10.14. The coding scheme (ENC2 , DEC2 ) is an (N, k)-non-malleable code
q
with respect to the family F1,n
× F with error less than or equal to
max





q−1
q

!t

+ µ,

q

!r 
−1 

q

+



Proof. It is trivial to verify that the scheme (DEC2 , ENC2 ) is correct. In order to
prove non-malleability, for each tampering function F we have to show a simulator
which only depends on F and whose output distribution is statistically close to the
one of DEC2 (F (ENC2 (m))) for any given m ∈ Fk . More precisely, according to
q
Definition 10.2 for any F = (f, g) ∈ F1,n
× F, we have to define a random variable
m
0
k
DF and bound the error  = SD(RealF , Idealm
F ) for any m ∈ F . Given F and
k
(1) (2)
m ∈ F , we write ENC2 (m) = (c , c ). Notice that the left part of the encoding,
q
c(1) , is tampered by the function f ∈ F1,n
, while the right part, c(2) , by the function
g from F. Since (Enc, Dec) is a NM-code, there exists the random variable Dg such
that SD(Realzg , Idealzg ) ≤  for all z ∈ Fb . That is, we can simulate the output of
decoding the right part, Dec(g(c(2) )), using the random variable Idealzg . Specifically,
we define the random variable Hybm
F as detailed in Figure 10.7. Notice that by
construction the output of Hybm
depends
on c(1) (the output of Sh2 (m)) and on the
F
(1)
output of Idealzg , and the output of Realm
and the output of Realzg
F depends on c
m
m
in the same way. Thus, we have that SD(RealF , HybF ) ≤ SD(Realzg , Idealzg ).
Given this, defining the random variable DF in such a way that we can bound
m
00
0
00
 = SD(Hybm
F , IdealF ) will conclude the proof. Indeed, we have  ≤  +  .
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Hybm
F :

Realm
F :
Compute c(1) ← Sh2 (m)
Sample k ← Fa
Compute z = (k, hk (c(1) )), Comp(c(1) )
Compute z0 ← Realzg
If z0 =⊥ output ⊥
Otherwise
Parse z0 = (k0 , h0 , c0 )
If h0 6= hk0 (f (c(1) )) output ⊥
If c0 6= Comp(f (c(1) )) output ⊥
Output m = Rec2 (f (c(1) ))

Compute c(1) ← Sh2 (m)
Sample k ← Fa
Compute z = (k, hk (c(1) )), Comp(c(1) )
Compute z0 ← Idealzg
If z0 =⊥ output ⊥
Otherwise
Parse z0 = (k0 , h0 , c0 )
If h0 6= hk0 (f (c(1) )) output ⊥
If c0 6= Comp(f (c(1) )) output ⊥
Output m = Rec2 (f (c(1) ))

Figure 10.7: On the right, the definition of the random variable Hybm
F for an input
q
k
message m ∈ F and a tampering function F = (f, g) ∈ F1,n × F. On the left, for a
quick reference, the random variable Realm
F (defined in Section 10.2) for the scheme
(ENC2 , DEC2 ).
To define DF , first sample z∗ randomly according to Dg . The results of the
sampling can be classified in three cases: ⊥, same or some vector (k∗ , h∗ , c∗ ). Then,
we proceed in the definition of DF in a different way for each one of the three
aforementioned cases. In each case, we will bound the error 00 . In the following, we
q
will write f = (f1 , . . . , fn ) ∈ F1,n
. Remember that the value of z∗ determines the
z
0
output z of Idealg .
1) Assume that z∗ =⊥, then z0 =⊥. We know that Pr[Hybm
F =⊥| Dg =⊥] = 1,
00
thus we define DF to output ⊥ and we get that  = 0.
2) If z∗ = same, then z0 = (k, hk (c(1) ), Comp(c(1) )). Define I ⊆ [n] the set of
indices i such that fi is the identity function on F. Consider the following two
situations.
• First, assume that many fi are the identity function (i.e. |I| ≥ n − t).
Then the difference f (c(1) )−c(1) depends only on the vector (c(1) )I c whose
entries are independent of m (because of the t-uniformity property). In
particular, both the event f (c(1) ) = c(1) and its complement occur with
the same probability for any message m. If f (c(1) ) = c(1) , then Hybm
F
obviously outputs the original message m. Otherwise, we have f (c(1) ) 6=
c(1) and the check done via the hash function hk fails with probability at

10.4. Optimal-Rate and Linear-Time NM Codes

175

least 1 − µ. If the check fails, Hybm
F outputs ⊥. Given this, we define DF
in the following way:
- sample ri ← F for all i ∈ I c ; if fi (ri ) = ri for all i ∈ I c then outputs
same, otherwise output ⊥.
As we have already argued before, the t-uniformity property implies that
the event fi (ri ) = ri for all i ∈ I c has the same probability as the event
f (c(1) ) = c(1) and therefore, as a consequence of the check involving the
hash function, we can bound the error in the following way:
(1)
(1)
00 ≤ Pr[Hybm
F 6=⊥| Dg = same and f (c ) 6= c ]

≤ Pr[hk (f (c(1) )) = hk (c(1) ) | f (c(1) ) 6= c(1) ] ≤ µ
• In the second case, assume that many fi are not the identity function
(i.e. |I| < n − t). Then, there exists a set A ⊆ I c of size t, and it follows
(1)
(1)
again from the uniformity property that the events fi (ci ) 6= ci with
i ∈ A are independent and each of them occurs with probability at least
1/q. Therefore, very likely and independently of m, f (c(1) ) 6= c(1) and
Hybm
F outputs ⊥ because of the check done using the hash function hk .
For this reason, in this case we define DF to always output ⊥ and we can
bound the error as follows.
(1)
(1)
00 ≤ Pr[Hybm
F 6=⊥| Dg = same] ≤ Pr[hk (f (c )) = hk (c )]
(1)

(1)

≤ Pr[f (c ) = c ] + µ ≤

q−1
q

!t

+µ

3) If z∗ = (k∗ , h∗ , c∗ ), then we have that z0 = z∗ . Let C ⊆ [n] be the set of all
indices i such that fi is a constant function on F. Consider the following two
situations.
• If many fi are constant functions (i.e. |C| ≥ n − t), then the value of
vector f (c(1) ) is independent of m. Indeed, the t-uniformity makes the
value of (f (c(1) ))C c independent of m, while (f (c(1) ))C is fixed equal to a
constant defined only by f . It follows that, if we define DF in this way:
- sample r ← Fn , if h∗ 6= hk∗ (f (r)) or c∗ 6= Comp(f (r)) output ⊥;
otherwise output Rec2 (f (r)).
then we have that 00 = 0.
• Otherwise more than t components fi are not constant functions (i.e.
|C| < n − t) and it follows from Lemma 10.11 that Comp(f (Sh2 (m))) is
a random variable with min-entropy at least r log2 (q/(q − 1)). Moreover,
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Comp(f (Sh2 (m))) is independent of the random variable Dg . Therefore,
in this case the probability that
 thercheck done using the compressor is
. Remember that if the check is not
satisfied is less than or equal to q−1
q
m
satisfied then, HybF outputs abort. Thus, we can define DF to output
always ⊥ and we get an error bounded by:
∗
∗ ∗
(1)
∗
00 ≤ Pr[Hybm
F 6=⊥| Dg = (k , h , c )] ≤ Pr[Comp(f (c ) = c ]

≤

q−1
q

!r

We are now ready to state the main result about linear-time NM codes that we
present in this paper:
Theorem 10.15 (Linear-Time and Optimal-Rate NM codes). Suppose that there
exists real number α ∈ (0, 2) such that for any positive integer b there exists a
(b0 , b)-NM-code (Enc, Dec) with respect of a family F, with error (b) = negl(b)
(the error is a negligible function of the message length) and b0 = O(bα ), then the
following holds. For any positive integer k large enough, there exists an (N, k)-NM
q
× F and with error negligible in
code (ENC2 , DEC2 ) with respect of the family F1,n
k. Furthermore N = k + o(k) and, if the computational complexity of (Enc, Dec) is
sub-quadratic in b, then (ENC2 , DEC2 ) is linear-time.
Proof. Instantiate Construction 2 (Figure 10.6) with the LSSS from Lemma 10.10,
the compressor from Lemma 10.12 and the universal family from Lemma 10.13. See
details in Appendix 10.5.
From the latter Theorem 10.15 together with the result shown in Section 10.3 (Corollary 10.9), it follows that:
Corollary 10.16 (Binary Case for Construction 2). For any large enough k, there
2
exists linear-time binary (N, k)-NM code with respect of the family F1,N
and with
error negligible in k. Furthermore, N = k + o(k).

10.5

Appendix

Proofs for Section 10.3
In Section 10.3 we build linear-time and constant-rate AMD codes using the family of linear uniform functions from [DI14] (Lemma10.2). The full proof of this
construction can be found here.
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Corollary 10.3 (Linear-Time and Constant-Rate AMD code). For any large enough
integer k, there exists a linear-time (k 0 , k)-AMD code with error q −k and k 0 = Θ(k).
Proof. Given k, let G be the family from Lemma 10.2 with c = 1. For the sake of
simplicity we consider separately the cases b = 1 and b > 1.
First, assume that b = 1 and define
Encamd (m) = (m, k, r, gk (m), gk (r), gr (k)), where k, r ∈ Fk are chosen uniformly at random.

v

1

Decamd (v1 , v2 , v3 , v4 , v5 , v6 ) = 
⊥

if gv2 (v1 ) = v4 , gv2 (v3 ) = v5 , gv3 (v2 ) = v6
otherwise

We will show that (Encamd , Decamd ) is a (6k, k)-AMD code with error q1k . That is,
given a non-zero error vector e = (e1 , e2 , e3 , e4 , e5 , e6 ) ∈ F6k , we will prove that
Pr[Decamd (Encamd (m) + e) 6=⊥] ≤ q1k . For this purpose notice that
Decamd (Encamd (m)+e) = Dec(m+e1 , k+e2 , r+e3 , gk (m)+e4 , gk (r)+e5 , gr (k)+e6 )
and that Pr[Decamd (Encamd (m)+e) 6=⊥] is equal to the probability that the following
equations are all satisfied:


gk+e2 (m + e1 )


= gk (m) + e4
gk+e2 (r + e3 ) = gk (r) + e5



gr+e3 (k + e2 ) = gr (k) + e6
The above system is equivalent to


gk (e1 )


= e4 − ge2 (m + e1 )
gk (e3 ) = e5 − ge2 (r + e3 )



gr (e2 ) = e6 − ge3 (k + e2 )

(10.1)

If at least one among the vectors e1 , e2 and e3 is different from zero (w.l.o.g. assume
that e1 6= 0) then
Pr[Decamd (Encamd (m) + e) 6=⊥] ≤ Pr[gk (e1 ) = e4 − ge2 (m + e1 )] = 1/q k
where that the last inequality holds as G is a linear uniform family (property 3 in
Lemma 10.2). On the other hand, if e1 = e2 = e3 = 0, then system (10.1) is satisfied
if and only if also e4 = e5 = e6 = 0. But this situation is not possible since e 6= 0.
Thus, the proof in this first case is concluded.
If b > 1, the previous construction is still possible, but with worse rate. To see this,
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split both the vectors r and k in b pieces of length k and, in the encoding algorithm
Encamd , substitute the vector gk (r) with the vectors gk (r1 ), . . . , gk (rb ) and the vector
gr (k) with the vectors gr (k1 ), . . . , gr (kb ), respectively. It is easy to verify that in this
case we obtain an (k 0 , k)-AMD code with k 0 = (3 + 2b)k and error q1k . By inspection,
the computational complexity of the scheme is O(k).
Notice that for our Construction 1 we need a “strong” AMD code (that is for
any m and any non-zero e, it holds that Pr[Dec(Enc(m) + e) 6=⊥] ≤ ). In the
literature, there exists also another (weaker) notion of AMD codes: for any m and
any e, it holds that Pr[Dec(Enc(m) + e) ∈
/ {⊥, m}] ≤ . If the latter is the intended
definition, then our construction from Corollary 10.3 could be simplified as follows.
Encamd (m) = (m, k, gk (m)), where k ← Fk
Decamd (v1 , v2 , v3 ) =


v

1

⊥

if gv2 (v1 ) = v3
otherwise

To construct the LSSS used to instantiate Construction 1, we use the explicit
family of linear-time encodable codes with good distance from [DI14]:
Lemma 10.17 (Linear-Time Codes, Theorem 2 in [DI14]). For any real number
δ ∈ (0, 1) and large enough integer k, there exist a real number ρ ∈ (0, 1), a positive
integer ` and a linear code over F such that the following hold. The code is `-folded;
k
and
if m is the length of the code and d is its minimum distance, then k` < m ≤ `ρ
d ≥ δm. Furthermore, the code is linear-time encodable.
Instantiating the following Lemma 10.4 with ad-hoc linear-time encodable codes
(derived by the codes of Lemma 10.17) provides us with LSSS with the required
properties (Corollary 10.5).
Lemma 10.4. Let G be the generator matrix of an `-folded linear code of length
m, dimension k and minimum distance d. Assume that G = (Ik , M) where Ik is
the k × k identity matrix (systematic form of the code). Then the scheme define in
Figure 10.3 is an `-folded (m, d − 1, m, k)-LSSS with uniformity.
If the code is linear-time encodable, then the LSSS obtained has liner-time complexity.
Proof. According to Remark 10.2, showing that the map ψA : c → (c · G> , cA ) is
surjective over Fk × (F` )d−1 for any A ⊆ [m] of size d − 1 is enough to prove that
(Sh1 , Rec1 ) (see Figure 10.3) has d − 1 uniformity. Clearly G (and then G> ) has
rank k (over F) and the map c → c · G> is surjective. Moreover since G generates a
code of distance d, we can remove any d − 1 columns of G (i.e. d − 1 rows from G> )
and the punctured matrix still has rank k (as any two distinct codewords differ in at
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least d coordinates). This means that for any m we can solve in x the linear system
x · G> = m even when d − 1 components of x are fixed. This trivially implies that
also the map ψA is surjective and concludes the proof of the uniformity property.
Finally, it follows directly from Tellegen’s principle (see Appendix 10.5) that if the
underlying code is linear-time encodable, then both the algorithms Sh1 and Rec1 are
linear-time.
Corollary 10.5 (Linear-Time and Constant-Rate LSSS). For any real number δ ∈
(0, 1) and large enough k there exist a positive integer ` and an (m, k)-coding scheme
over F such that the scheme is an `-folded linear-time LSSS with δm-uniformity.
Moreover, m = Θ(k).
Proof. Given δ and k, let M be the generator matrix of the code of Lemma 10.17,
then the matrix G = (Ik , M) defines a `-folded linear code of dimension k, length
m + k and distance at least δm + 1. The Corollary follows from Lemma 10.4.
Theorem 10.7 (Linear-Time and Constant-Rate NM codes). If for infinitely many
integer b, there exists an (b0 , b)-TD code with respect of a family F and with constant
error α, then there exist a positive integer `0 such that the following holds. For any
large enough integer k there exists an `0 -folded (m, k)-NM code (ENC, DEC) with
respect of the family F + and m = Θ(k). Furthermore, the NM code has error
negligible in k and linear-time computational complexity.
Proof. Given k, instantiate Construction 1 (Figure 10.4) with the (k, k 0 )-AMD code
given by Corollary 10.3 and with the `-folded (m, δm, m, k 0 )-LSSS given by Corollary
10.5 (with δ > 1/2). Notice that k 0 = Θ(k) and m = Θ(k 0 ) = Θ(k) and ` is constant
respect to k. Finally, use the first TD code from the family stated in the thesis
such that the input length is at least ` to complete the instantiation. Let `0 be the
output length of the TD code used. Notice that also `0 is constant respect to k. It
follows from Theorem 10.6 that the obtained scheme is non-malleable with respect
to F + and has constant rate. Moreover, the error  + α2δm−m = q −Θ(k) + α(2δ−1)Θ(k)
is negligible in k. Finally, since `, `0 are constant and the AMD code and the LSSS
are both linear-time, the computational complexity of the algorithms ENC, DEC is
O(k).

Proofs for Section 10.4
We provide here a t-wise independence generator with seed-length and independence
sub-linear in the output length. The construction combines results of Christiani and
Pagh [CP14] and Siegel [Sie04]. Note that the parameter regime we are interested
in here differs from that in [CP14].
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Definition 10.8 (Unique Neighbour Expander Graph). Let Γ = (L, R, E) be a
finite undirected bipartite graph, with left-vertex set L, right-vertex set R and edge
set E. Let n, m, d, e be positive integers. Then Γ is an (n, m, d, e)-unique neighbour
expander if the following holds. First, |L| = n and |R| = m and each vertex v ∈ L
has degree d. Second, for each set S ⊆ L of size at most e, there exists a vertex
v ∈ R that has a unique neighbour in S.
Siegel [Sie04] showed how such an expander can be used to extend the output
length of an independence generator at a constant factor loss in the independence.
Precisely:
Lemma 10.18 (Lemma 2.6, Corollary 2.11 in [Sie04]). Let Γ = (L, R, E) be a
(n, m, d, e)-unique neighbour expander. There exists a F-linear function ExpandΓ :
Fm → Fn such that the following holds: if X is a (de)-wise uniform random variable
over Fm , then ExpandΓ (X) is an e-wise uniform random variable on Fn . Moreover,
ExpandΓ has computational complexity O(n).
Proof. Given Γ as in the lemma, ExpandΓ : Fm → Fn , (x1 , . . . , xm ) 7→ (y1 , . . . , yn )
is defined by
X
xi
yi =
j∈Γ(i)

where Γ(i) ⊆ R indicates the neighbours of i ∈ L.
Assume that A = {a1 , . . . , ae } is a subset of [n] of size e. Since Γ be a (n, m, d, e)unique neighbour expander, there is v1 ∈ R that has a unique neighbour in A, wlog
we can assume that this neighbour is a1 . Now we consider A \ {a1 } and applying
the definition again we obtain v1 ∈ R that has a unique neighbour a2 in A \ {a1 }.
Continuing in this way we can prove that for any i ∈ [e] there is vi ∈ R such that
vi ∈ Γ(ai ) and vi ∈
/ Γ(aj ) for all j ≥ i + 1.
Now let X = (X1 , . . . , Xm ) be a (de)-wise uniform random variable over Fm and
Y = (Y1 , . . . , Yn ) = ExpandΓ (X). Consider YA , because of the previous observation,
we have that Yai is independent of (Yai+1 , . . . , Yae ) for any i = 1, . . . , e − 1. Indeed,
Yai = Xvi + Zi for some uniform random variable Zi and (Yai+1 , . . . , Yae ) is trivially
independent of Xvi because vi ∈
/ Γ(aj ) for all j ≥ i + 1. It follows by induction that
Ya1 , . . . , Yae are independent. Therefore, YA has the uniform distribution on Fe .
In order to be able to use this lemma iteratively, as we will do shortly, an explicit
finite family {Γi }i is required such that ni = mi+1 and ei = dei+1 for all indices i.
Christiani and Pagh [CP14] observed that a construction of Capalbo et al. (Theorem
7.1 in [CRVW02]) in fact has this property.
Lemma 10.19 (Lemma 3 in [CP14]). For each positive integer c, there are positive
integers d and m0 and a real number α such that the following holds. For any integer
m ≥ m0 there exists a (cm, m, d, e)-unique neighbour expander Γ with e ≥ αm/d.
The construction of Γ is explicit, i.e. Γ can be constructed in time poly(m).
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These results give immediate rise to the t-wise independence generator, which
will be used in Lemma 10.10 to construct the secret-sharing scheme we require to
implement our Construction 2. Note that the generator we construct here is F-linear.
Lemma 10.20. For each real number  ∈ (0, 1), there exists a real number δ ∈ (0, )
such that the following holds. For any sufficiently large integer k there exists an
0
explicit t-wise independence generator Gen : Fk → Fk , where t = Ω(k 1− ) and k 0 =
Θ(k 1−δ ). Moreover, Gen is a F-linear function and has computational complexity
O(k).
Proof. For concreteness, set c = 2 in Lemma 10.19 and let d, m0 and α be as given in
that lemma. Let ` and t be positive integers with ` ≥ 1 and t ≥ max{1/α, m0 } and
define mi := 2i d` t for any integer i ≥ 0; notice that mi = 2mi+1 . Since mi ≥ t ≥ m0
for any i ≥ 0, Lemma 10.19 implies that there exists an explicit family {Γi }i≥0 where
each Γi is a (2mi , mi , d, ei )-unique neighbour expander with ei ≥ αmi /d = α2i d`−1 t.
For any 0 ≤ i ≤ ` − 1 define e0i := d`−1−i bαtc and notice that e0i ≥ 1 and e0i = de0i+1 ;
moreover, since e0i ≤ αd`−1−i t ≤ α2i d`−1 t ≤ ei , the graph Γi is also a (2mi , mi , d, e0i )unique neighbour expander. Therefore the family {Γi }i=0,...,`−1 has the required
parameters.
`
Now start with a de00 -wise uniform random variable on Fm0 = Fd t (e.g. taking the
uniform random variable on Fm0 ) and apply the map ExpandΓi from Lemma 10.18
for all 0 ≤ i ≤ ` − 1. In this way we obtain a bαtc-wise independence generator
P
`
`
`
Gen : Fd t → F(2d) t with computational complexity `−1
i=0 O(2mi ) = O((2d) t).
Finally, given  and k as in the statement of the lemma, we choose t = dk 1− e
and ` = d log2d ke. Notice that for k large enough t ≥ max{1/α, m0 }, ` ≥ 1 and
moreover, the output length of the generator satisfies (2d)` t ≥ (2d) log2d k k 1− = k
and (2d)` < (2d)(2d) log2d k (k 1− + 1) = 2d(k + k  ). Therefore, after truncating if
necessary the original output of Gen we obtain a t-wise independence generator of
output of length k and computational complexity O(k). Write z = log2d d. The seed
length k 0 satisfies k 0 = d` t = (2d)z` t < (2d)z(1+ log2d k) (1 + k 1− ) = (2d)z k z (1 + k 1− ),
which is of the order k 1−(1−z) . Moreover, k 0 = d` t = (2d)z` t ≥ (2d)z log2d k k 1− =
k z k 1− . Thus, choosing δ = (1 − z) concludes the proof.
Lemma 10.10 (Linear-Time and Optimal-Rate LSSS). For any real number  ∈
(0, 1) and any large enough k, there exists a linear-time (n, t, n, k)-LSSS with uniformity such that t = Ω(k 1− ) and n = k + o(k).
Proof. Given  ∈ (0, 1) and k large enough, by Lemma 10.20 there exists a t-wise
0
independence generator Gen : Fk → Fk with t = Ω(k 1− ) and k 0 = Θ(k 1−δ ) (δ ≤ ).
Let (Sh1 , Rec1 ) be the (m, t0 , m, k 0 )-LSSS from Corollary 10.5. Notice11 that m =
The family of LSSSs from Corollary 10.5 is ` folded, where ` is a constant respect to k 0 . Thus,
the scheme (Sh1 , Rec1 ) can be “unfolded” and still it remains a constant-rate scheme.
11
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Θ(k 0 ) and that the scheme is t0 -uniform with t0 = Θ(k 0 ). Consider the scheme in
Figure 10.5 and define s = min{t, t0 }. It is easy to verify that (Sh2 , Rec2 ) is a lineartime (n, s, n, k)-LSSS with uniformity. Moreover, s = Ω(k 1− ) and n = k + m =
n + O(k 1−δ ).
Lemma 10.12 (Linear-Time Compressor). For any real number  ∈ (0, 1) and for
any large enough positive integer n there exists an (r2 , r)-compressor Comp : Fn →
0
Fn with r2 = Ω(n1− ) and n0 = o(n). Moreover Comp has computational complexity
O(n).
Proof. Given , for any n ≥ 1 define r = dn(1−)/2 e and n0 = bn/rc. Notice that
0
n0 r ≤ n and, if n large enough, r2 ≤ n. Consider the function Comp : Fn → Fn ,
(x1 , . . . , xn ) 7→ (y1 , . . . , yn0 ) defined by
yi =

r
X

x(i−1)r+j

for i = 1, . . . , n0

j=1

Thus, a vector in the domain is viewed as comprising n0 consecutive blocks of r
coordinates and, for i = 1, . . . , n0 , the sum taken over the coordinates in the ith block gives the i-th coordinate in the image of the vector under Comp. We
now verify that Comp is a (r2 , r)-compressor. Suppose X = (X1 , . . . , Xn ) be a
r2 -wise independent random variable on Fn and suppose A ⊂ [n] with |A| = r2
satisfies H∞ (Xi ) ≥ c > 0 for each i ∈ A. Define (Y1 , . . . , Yn0 ) = Comp(X). By the
pigeonhole principle, there exists a B ⊆ [n0 ] with |B| = r such that each Yi with
i ∈ B is sum of at least one Xi with i ∈ A. This, together with r2 -independence of
X, implies that the corresponding random variable YB = (Yi )i∈B has the properties
that H∞ (Yi ) ≥ c for each i ∈ B and that the Yi ’s are independent. In conclusion,
H∞ (Comp(X)) ≥ H∞ (YB ) ≥ rc. By inspection, the computational complexity of
Comp is O(n).
Lemma 10.13 (Linear-Time Universal Family). For any real number β ∈ (0, 1) and
any positive integer n, there exists a µ-universal family H = {hk : Fn → Fm }k∈Fa
(1−β)
with a = o(n), m = o(n) and µ = Θ(q −n
). Moreover, each function hk has
computational complexity O(n).
Proof. Given β ∈ (0, 1) and n ≥ 1, define k = bn1−β/2 c and k 0 = bn1−β c. It
is immediate to verify that in Lemma 10.2 the range dimension ck of the linear
uniform family G may be replaced by k 0 ≤ k and the result still holds. Therefore,
we can assume that there exist a positive integer b and µ-almost universal family G =
0
0
{gk : Fk → Fk }k∈Fbk with µ = 1/q k . Moreover, gk has computational complexity
0 0
O(k). Now define n0 = dn/ke and hk : Fn → Fk n as follows:
hk (x1 , . . . , xn ) = (gk (y1 ), . . . , gk (yn0 ))
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where12 yi = (x(i−1)k+1 , x(i−1)k+2 , . . . , xik ) for any i = 1, 2, . . . , n0 .
Define m = k 0 n0 and a = bk. Then 0 < m < n1−β (n/k + 1), which has order n1−β/2 ,
and 0 < a ≤ bn1−β/2 . The computational complexity of hk is n0 O(k) = O(n).
Finally, for any distinct x, x0 ∈ Fn there is i ∈ [n0 ] such that yi 6= yi0 . Then, if k is
chosen uniformly at random from Fa
Pr[hk (x) = hk (x0 )] ≤ Pr[gk (yi ) = gk (yi0 )] ≤ 1/q k

0

Theorem 10.15 (Linear-Time and Optimal-Rate NM codes). Suppose that there
exists real number α ∈ (0, 2) such that for any positive integer b there exists a
(b0 , b)-NM-code (Enc, Dec) with respect of a family F, with error (b) = negl(b)
(the error is a negligible function of the message length) and b0 = O(bα ), then the
following holds. For any positive integer k large enough, there exists an (N, k)-NM
q
× F and with error negligible in
code (ENC2 , DEC2 ) with respect of the family F1,n
k. Furthermore N = k + o(k) and, if the computational complexity of (Enc, Dec) is
sub-quadratic in b, then (ENC2 , DEC2 ) is linear-time.
Proof. Instantiate Construction 2 (Figure 10.6) with the t-uniform sharing scheme
from Lemma 10.10, the compressor from Lemma 10.12 (with  ≤ α2 − 1) and the
universal family from Lemma 10.13 (with β ≥ 2 − α2 ). It easy to check that b =
(a + m) + n0 = O(n1−β/2 ) + O(n(1+)/2 ) and n = k + o(k). Thus, b0 = O(n1−β/2 )α +
O(n(1+)/2 )α = O(n). It follows from Theorem 10.14 that (ENC2 , DEC2 ) is (N, k)q
× F and that N = n + b0 = k + o(k). Moreover,
NM with respect of the family F1,n
since t, r2 = Ω(k 1− ) and b tends to infinity as k tends to infinity, the error written
in Theorem 10.14 is negligible in k. Finally, since all the building blocks mentioned
before are linear-time, then the computational complexity of the new scheme is
O(k) + O(bα ) = O(k).

Tellegen’s Principle
We will briefly discuss a technique know as Tellegen’s principle. Assume that we
are given a linear algorithm T computing the function f (x) = x · A, where A is a
m × n matrix over some ring R and x is a vector from Rn . Then we can transform T
into an algorithm T0 computing the function f 0 (y) = y · A> , where y ∈ Rm and A>
is the transpose of the matrix A, which has the same computational complexity as
T. We will discuss this transformation for arithmetic circuits. We can decompose
Notice that n0 k ≥ n. If n0 k > n, the vector yn0 is obtained from the last components of x
padded with zeros.
12
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a circuit into a sequence of elementary instructions φi , where each φi is a linear
transformation on all the wires. We can thus write the matrix A as
A = φn · φn−1 · · · φ2 · φ1 .
Transposing A immediately yields
>
>
>
A> = φ >
1 · φ2 · · · φn−1 · φn .

Thus, we only have to consider the effect of transposition to the elementary instructions φi .
• Instruction φi multiplies a wire x with a constant α ∈ R and writes the output
in the same register. In this case φ>
i = φi , as the transformation matrix φi is
diagonal and thus symmetric.
• Instruction φi adds wire y to wire x. In this case φ>
i adds wire x to wire y.
These two instructions are sufficient to implement any linear transformation. For
instance, to clear an (auxiliary) register, simply multiply it by 0. We summarize
this in the following Lemma.
Lemma 10.21 (Tellegen’s Principle [Tel52]). Let T(x) be a linear arithmetic circuit or linear RAM algorithm computing the function x · A. Then there exists a
linear arithmetic circuit T0 (y) that computes the function y · A> and has the same
computational complexity as T.

Chapter 11
Paper V
ZKBoo: Faster Zero-Knowledge for
Boolean Circuits
Abstract
In this paper we describe ZKBoo, a proposal for practically efficient
zero-knowledge arguments especially tailored for Boolean circuits and
report on a proof-of-concept implementation. As an highlight, we can
generate (resp. verify) a non-interactive proof for the SHA-1 circuit in
approximately 13ms (resp. 5ms), with a proof size of 444KB. Our techniques are based on the “MPC-in-the-head” approach to zero-knowledge
of Ishai et al. (IKOS), which has been successfully used to achieve significant asymptotic improvements. Our contributions include:
• A thorough analysis of the different variants of IKOS, which highlights
their pros and cons for practically relevant soundness parameters;
• A generalization and simplification of their approach, which leads to
faster Σ-protocols (that can be made non-interactive using the FiatShamir heuristic) for statements of the form “I know x such that y =
φ(x)” (where φ is a circuit and y a public value);
• A case study, where we provide explicit protocols, implementations and
benchmarking of zero-knowledge protocols for the SHA-1 and SHA-256
circuits.

11.1

Introduction

Since their introduction in the 80s [GMR85], zero-knowledge (ZK) arguments have
been one of the main building blocks in the design of complex cryptographic protocols. However, due to the lack of practically efficient solutions for proving generic
statements, their application in real-world systems is very limited. In particular,
while there is a large body of work considering the efficiency of ZK protocols
for algebraic languages (following the seminal work of Schnorr for discrete logarithm [Sch89]), things are quite different when it comes to general purpose ZK. A
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notable exception is the recent line of work on Succinct Non-interactive ARguments
of Knowledge (SNARKs) (e.g. Pinocchio [PHGR13]). SNARKs are an extremely
useful tool when the size of the proof and the verification time matters: for example
proofs generated using Pinocchio are less than 300 bytes and can be verified in the
order of 5ms, which makes them perfect for applications such as ZeroCash [BCG+ 14].
However, on the negative side, SNARKs require very large parameters (which must
be generated in a trusted way) and the time to generate proofs are prohibitive for
many applications. As an example, the running time of the prover for generating a
proof for SHA-1 is in the order of 10 seconds for Pinocchio. There is an inherent
reason for this inefficiency: current SNARKs technology requires to perform expensive operations (in pairing friendly groups) for each gate in the circuit.
Jawurek et al. [JKO13] proposed a different approach to efficient ZK, namely using
garbled circuits (GC). Using GC, it is possible to prove any statement (expressed as
a Boolean circuit) using only a (low) constant number of symmetric key operations
per gate in the circuit, thus decreasing the proving time by more than an order of
magnitude. On the flip-side, GC-based ZK are inherently interactive, and they still
require a few public-key operations (used for implementing the necessary oblivious
transfers).
In this paper we describe efficient ZK protocols for circuits based on the “MPCin-the-head” paradigm of Ishai et al. [IKOS07] (IKOS). In IKOS, a prover simulates
an MPC protocol between a number of “virtual” servers (at least 3) and then commits to the views and internal state of the individual servers. Now the verifier
challenges the prover by asking to open a subset of these commitments. The privacy guarantee of the underlying MPC protocol guarantees that observing the state
of a (sufficiently small) subset of servers does not reveal any information. At the
same time, the correctness of the MPC protocol guarantees that if the prover tries to
prove a false statement, then the joint views of some of the server must necessarily
be inconsistent, and the verifier can efficiently check that. By plugging different
MPC protocols into this approach, [IKOS07] shows how to construct ZK protocols
with good asymptotic properties. However, to the best of our knowledge, no one has
yet investigated whether the IKOS approach can be used to construct practically
efficient ZK protocols. This paper is a first step in this direction.

Structure of the paper. In Section 11.3 we describe the different variants of
the IKOS framework. IKOS presents two strategies to achieve a negligible soundness error: either repeating a passive secure MPC protocol with few parties, or
using a single instance of an active secure MPC protocol with a large number of
parties. While IKOS only provides asymptotic estimates of the soundness parameters, we concretely estimate the soundness of IKOS with different kind of MPC
protocols and show that, if one is interested in a (reasonable) soundness error of
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2−80 , then the version of IKOS without repetition does not (unfortunately) lead
to any practical advantage. Then (in Section 11.4) we present a new interpretation of the IKOS framework when instantiated with a 2-private 3-party version
of the GMW [GMW87] protocol, where each pair of parties is connected with an
OT-channel. We observe that in general the OT-channels can be replaced with arbitrary 2-party functionalities. Since those ideal functionalities do not have to be
implemented using cryptographic protocols (remember, they are executed between
pair of virtual servers in a simulation performed by the prover), this increases the
degrees of freedom of the protocol designer and allows to construct more efficient
MPC protocols (or, as we prefer to call them, function decompositions) that can be
used for constructing ZK protocols. (Note that this class of protocol has not been
studied before, since it does not lead to any advantage in the standard MPC setting,
and therefore we expect future work to improve on our approach by designing better MPC protocols for this special setting.) All resulting protocols are Σ-protocols
(3-move honest-verifier zero-knowledge protocols with special soundness) which can
therefore be made non-interactive in the random oracle model using the Fiat-Shamir
heuristic.
Finally (in Section 11.5) we describe how our approach can be used to construct
very efficient ZK protocols for proving knowledge of preimages for SHA-1 and SHA256. The resulting proofs are incredibly efficient: the verification time is essentially
the same as the verification time for SNARKs, but the prover runs approximately
1000 times faster. On the negative side the size of our proofs scales linearly with
the circuit size, but we believe that in some applications this is a desirable trade-off.

11.2

Multiparty Computation (MPC)

Consider a public function f : ({0, 1}k )n → {0, 1}` and let P1 , . . . , Pn be n players
modelled as PPT machines. Each player Pi holds the value xi ∈ {0, 1}k and wants
to compute the value y = f (x) with x = (x1 , . . . , xn ) while keeping his input
private. The players can communicate among them using point-to-point secure
channels CHi,j in the synchronous model. These can be classical secure channels (i.e.
encrypted channels) or more powerful channels (e.g. OT-channel [EGL85, Rab05]).
If necessary, we also allow the players to use a broadcast channel. To achieve their
goal, the players jointly run a n-party MPC protocol Πf . The latter is a protocol
for n players that is specified via the next-message functions: there are several
rounds of communication and in each round the player Pi sends into the channel
CHi,j (or in the broadcast channel) a message that is computed as a deterministic
function of the internal state of Pi (his initial input xi and his random tape ki ) and
the messages that Pi has received in the previous rounds of communications. The
view of the player Pj , denoted by ViewPj (x), is defined as the concatenation of the
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private input xj , the random tape kj and all the messages received by Pj during the
execution of Πf . Each channel CHi,j defines a relation of consistency between views.
For instance, in a plain channel two views are consistent if the messages reported
in ViewPj (x) as incoming from Pi are equal to the outgoing message implied by
ViewPi (x) (i 6= j). More powerful channels (such as OT channels), are defined via
some function ϕ and we say that two views are consistent if the view of the sender
implies an input x to the channel and the view of the receiver implies an input
y and contains an output z such that z = ϕ(x, y). For instance, in OT channels
x = (m0 , m1 ), y is a bit and z = my .
Finally, the output y can be computed from any of the view ViewPi (x), i.e. there
are n functions Πf,1 , . . . , Πf,n such that y = Πf,i (ViewPi (x)) for all i ∈ [n]. In order
to be private, the protocol Πf needs to be designed in such a way that a curious
player Pi can not infer information about xj with j 6= i from his view ViewPi (x). An
additional security property, robustness, assures that a cheating player Pi (who may
not follow the instructions in the protocol) can not mislead the honest players, who
still compute the correct output y. More precisely, we have the following definition.
Definition 11.1.
• (Correctness) We say that the protocol Πf realizes f with
perfect (resp. statistical) correctness if for any input x = (x1 , . . . , xn ), it holds
that Pr[f (x) 6= Πf,i (ViewPi (x))] = 0 (resp. negligible) for all i ∈ [n]. The
probability is over the choice of the random tapes ki .
• (Privacy) Let 1 ≤ t < n, the protocol Πf has perfect t-privacy if it is correct
and for all A ⊆ [n] satisfying |A| ≤ t there exists a PPT algorithm SA such that
the joint views (ViewPi (x))i∈A have the same distribution as SA (f, (xi )i∈A , y),
for all x = (x1 , . . . , xn ).
We will speak about statistical (resp. computational) t-privacy if the two distributions SA (f, (xi )i∈A , y) and (ViewPi (x))i∈A are statistically (resp. computationally) indistinguishable.
• (Robustness) Let 0 ≤ r < n, the protocol Πf has perfect (resp. statistical) rrobustness if it is correct and for all A ⊆ [n] satisfying |A| ≤ r even assuming
that all the players in A have been arbitrarily corrupted, then Pr[f (x) 6=
Πf,i (ViewPi (x))] = 0 (resp. negligible) for all i ∈ Ac .

11.3

Zero-Knowledge Protocols

In this section we recall the notion of zero-knowledge and Σ-protocols, we review the
IKOS construction [IKOS07] for zero-knowledge, and we discuss different possible
instantiations.
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Definitions
Let R ⊆ {0, 1}∗ × {0, 1}∗ be a binary relation representing some computational
problem (e.g. R = {(y, x) | y = SHA-256(x)}). We will interpret R as a binary
function from {0, 1}∗ × {0, 1}∗ to {0, 1} (i.e. R(y, x) = 1 ⇔ (y, x) ∈ R) and we will
assume that:
• ∀ y and ∀ x, R(y, x) can be computed in polynomial-time by a probabilistic
Turing machine;
• there exists a polynomial p such that if R(y, x) = 1 then the length of x is
less or equal to p(|y|).
Such relation is called NP relation. With L we indicate the set of the yes-instances
of the relation R, i.e. L = {y | ∃ x s.t. R(y, x) = 1}.
An argument for L is a cryptographic protocols between two players: the prover
P and the verifier V with the following features. We assume that both P and V are
probabilistic polynomial time (PPT) machines and that they know y, an instance
of the relation R. The situation is that P wants to convince V that y ∈ L. This
clearly makes sense only if the prover has some advantage over the verifier. Thus,
we allow the prover to have an extra private input (for example P knows x such
that R(y, x) = 1). The protocol is described by instructions for the players and has
different rounds of communication. At the end of the protocol, the verifier outputs
accept if he is convinced or reject otherwise. If y ∈ L, we require that an honest
verifier convinces an honest prover with probability 1 (the protocol is complete).
On the other hand, we say that the protocol has soundness error  if for all y ∈
/L
Pr[V (y) = accept] ≤ , no matter what the prover does. In other words,  is an
upper-bound for the probability that a cheating prover makes an honest verifier
output accept for a false instance.
However, in many interesting cryptographic applications, the language L is trivial and therefore the soundness property gives absolutely no guarantees: for every
string y there exist a x s.t., y =SHA-256(x). In this case we need a stronger property, namely proof-of-knowledge (PoK), which informally states that the verifier
should output accept only if the prover knows the value x.
Finally, ZK protocols get their name from the zero-knowledge property: Here, we
want to express the requirement that whatever strategy a cheating verifier follows,
he learns nothing except for the truth of the prover’s claim. In particular, he can
not obtain information about the private input of P . This is captured using the
simulation-paradigm and saying that the messages received by the verifier during
the protocol can be efficiently simulated only knowing the public input y. More
precisely, we have the following requirement: for any corrupted PPT verifier V ∗ ,
there is a PPT algorithm Sim (the “simulator”) with access to V ∗ such that the
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output of Sim(y) and the real conversation between P and V ∗ on input y are
indistinguishable.
In the rest of the paper we will be concerned with public-coin two-party protocols
with a specific communication pattern known as Σ-protocols.
Definition 11.2 (Σ-protocol). A protocol ΠR between two players P and V is a
Sigma Protocol for the relation R if it satisfies the following conditions:
• ΠR has the following communication pattern:
1. (Commit) P sends a first message a to V ;
2. (Challenge) V sends a random element e to P ;
3. (Prove) P replies with a second message z.
• (Completeness) If both players P and V are honest and y ∈ L, then
Pr[(P, V )(y) = accept] = 1;
• (s-special soundness) For any y and any set of s accepting conversations
{(a, ei , zi )}i∈[s] with ei 6= ej if i 6= j, a witness x for y can be efficiently
computed;
• (Special honest-verifier ZK) There exists a PPT simulator S such that on
input y ∈ L and e outputs a triple (a0 , e, z0 ) with same probability distribution
of real conversations (a, e, z) of the protocol.
Σ-protocols have several properties (e.g. parallel composition, witness indistinguishability) that make them a useful building block for many other cryptographic primitives (identification schemes, signatures, etc). See [HL10, Chapter 6] for more details
on this. Here we are mainly interested in the following facts: First, Σ-protocols are
public-coin protocols and thus can be made non-interactive in the random oracle
model using the Fiat-Shamir heuristic [FS86]. Second, there exist efficient transformations from Σ-protocols to fully-fledged ZK and PoK: indeed, it is possible
to efficiently transform a Σ-protocol into a zero-knowledge argument (resp. zeroknowledge proof of knowledge) with the addition of one additional round (resp.
two additional rounds). Note finally that if the challenge e is chosen uniformly at
random form a set of cardinality c, then s-special soundness implies a bound of
(s − 1)/c on the soundness error of the protocol: if y 6∈ L, then there exist no x s.t.
R(x, y) = 1, and therefore fixed any a there are at most s − 1 challenges such that
an accepting conversation for them exists.
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IKOS Construction
In 2007 Ishai et al. show how to use any MPC protocol and the commitmenthybrid (Com) model1 to obtain a ZK proof for an arbitrary NP relation R with
asymptotically small soundness error. Here we briefly recall their construction and
moreover we explicitly analyse its soundness error.
Let Πf be an MPC protocol that realizes any n-party function f with perfect
correctness (Definition 11.1). Depending on the features of Πf (privacy, robustness,
communication channels used), [IKOS07] presents slightly different ZK protocols.
However, the general structure is always the same and is the structure of a Σprotocol. The high-level idea is the following: assume that y ∈ L is the public input
of the ZK protocol, while x is the private input of the prover (i.e. R(y, x) = 1). The
prover first takes n random values x1 , . . . , xn such that x = x1 ⊕ · · · ⊕ xn , then he
considers the n-input function fy defined as fy (x1 , · · · , xn ) := R(y, x1 ⊕· · ·⊕xn ) and
emulates “in his head" the protocol Πfy on inputs x1 , . . . , xn . After the emulation,
he computes the commitments to each of the n produced views (i.e. Com(ViewPi (x))
for i = 1, . . . , n). After all the commitments have been stored, the verifier challenges
the prover to open some of them (i.e. the challenge is a random subset of [n] of a
given size). Finally, the prover opens the requested commitments and the verifier
outputs accept if and only if all the opened views are consistent with each other and
with output 1.
Here we focus on the ZK protocols presented in [IKOS07] that assume a perfectly
correct (and eventually perfectly robust) MPC protocol and we collect them in two
versions. Version 1 considers the case of an MPC protocol with t-privacy and perfect
r-robustness with t > 1.2 Version 2 shows that 2-privacy is not necessary condition
and indeed considers the case of an MPC protocol with 1-privacy only.
Version 1: Let t and r be two integers, 2 ≤ t < n and 0 ≤ r ≤ t. We assume
that the protocol Πfy is perfectly correct and satisfies two more properties: perfect,
statistical or computational t-privacy and perfect r-robustness. In this version of
the IKOS protocol (Figure 11.1) the verifier is allowed to ask for the openings of
t of the commitments Com(ViewPi (x)). In this way, the zero-knowledge property
follows easily by the t-privacy of the protocol Πfy .
For the analysis of the soundness error of this protocol we use the so-called
inconsistency graph G. Given an execution of Πfy , the graph G has n nodes and
there is an edge (i, j) if and only if the views of the players Pi and Pj are inconsistent.
Assume that y ∈
/ L and that the execution of Πfy is not a correct one (otherwise
1

In the commitment-hybrid model the two parties have access to an idealized implementation
of commitments, which can be imagined as a trusted third party which stores the messages of the
sender and only reveals them if told so by the sender.
2
This is a generalization of [IKOS07] as they only consider the case t = r.
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The verifier and the prover have input y ∈ L. The prover knows x such that
R(y, x) = 1. A perfectly correct and t-private n-party MPC protocol Πfy is
given (2 ≤ t < n).
Commit: The prover does the following:
1. Sample random vectors x1 , . . . , xn s.t. x1 ⊕ · · · ⊕ xn = x;
2. Run Πfy (x1 , . . . , xn ) and obtain the views wi = ViewPi (x) for all
i ∈ [n];
3. Commit to w1 , . . . , wn .
Prove: The verifier chooses uniformly at random a subset E ⊆ [n] such that
|E| = t and sends it to the prover. The prover opens the commitment to
the value we for all e ∈ E.
Verify: The verifier runs the following checks:
1. If ∃ e ∈ E s.t. Πf,e (ViewPe (x)) 6= 1, output reject;
2. If ∃ {i, j} ⊂ E s.t. ViewPi (x) is not consistent with ViewPj (x), output
reject;
3. Output accept;

Figure 11.1: The IKOS protocol (Version 1) for the relation R in the commitmenthybrid model.

11.3. Zero-Knowledge Protocols

193

Pr[V (y) = accept] = 0 because of the checks in step 1 of the procedure Verify).
Then we have two cases:
1. There is in G a vertex cover set3 B of size at most r. Intuitively, this means
that in the current execution of Πfy only the players in B have been actively
corrupted. Indeed, if we remove the nodes in B, we obtain a graph without
edges. That is, all the players not in B have views consistent among them and
we can consider these players honest. Since the size of B is less or equal to
the parameter r, the robustness property assures that for all the players not
in B (honest players) the view implies a 0 output (the correct output of the
protocol Πfy ). The probability that the verifier will not see one of these views
choosing t of them uniformly at random is less or equal to4
r
p1 (n, t, r) =
t

!

!−1

n
t

2. If the size of the minimum vertex cover is > r, then the graph G has a
matching5 of size > r/2. The probability that the verifier accepts the wrong
proof is equal to the probability that between the t nodes that he chooses there
are no edges of G and this is less or equal to the probability that there are
no edges from the matching. Clearly, this probability reaches the maximum
when the matching is the smallest possible, that is it has size k = br/2c + 1.
In this situation the aforementioned probability is
p2 (n, t, r) =


0

 Pk

j=0

otherwise
2j

  −1
n−2k
n

 
k
j

t−j

t

if n − 2k > 0

In general, the soundness error is equal to the value p(n, t, r) = max{p1 (n, t, r), p2 (n, t, r)}.
Version 2: A second version of the protocol was proposed in [IKOS09] to show
that 2-privacy is not a necessary condition for the IKOS construction. In other
words, we can construct ZK proofs in from 1-private MPC protocols. Notice that
in this case the MPC protocol is allowed to use only standard point-to-point secure
channels. The idea of the construction
is very similar to the previous one, but now
 
n
the prover commits to all the 2 channels in addition to committing to the n views.
The verifier picks a random i ∈ [n] and challenges the prover to open the view of
the player Pi and all the n − 1 channels CHij incident to him. Finally, the verifier
3

B is a vertex cover set for the graph G if each edge in G is incident to at least 1 node in B.
is 0 if r < t.
A matching is a set of edges without common nodes.

4 r
t
5
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Soundness error in IKOS (version 1)
1

p(24, t, t)

0.8
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0.4
0.2
0

t
σ
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Privacy parameter t

15
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19
20
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Figure 11.2: The graph represents the soundness error p(n, t, r) in function of t when
t = r and n = 24. The table shows the values of σ such that p(24, t, t) = 2−σ for
t ∈ {15, . . . , 20}.
accepts if the opened view is consistent with the channels and with the output 1.
Again, the ZK property follows from the privacy property of the MPC protocol: the
information revealed to the verifier is implied by the view of a single player. To
compute the soundness error in this case, observe that for any incorrect execution
of Πfy there is at least one player Pi such that ViewPi (x) is inconsistent with a
channel CHij . The probability Pr[V (y) = accept] is less or equal to the probability
that V does not choose this index i. Therefore, the soundness error of this version
is 1 − 1/n.

Our choice of version and parameters
In this section we discuss and motivate some of our design choices.
Which MPC protocol? As discussed, IKOS can be instantiated with a large
number of MPC protocols. In particular, using MPC protocols with good asymptotic
properties (such as [DI06, DIK10], etc.), one can obtain ZK protocols with equally
good asymptotic properties. However in this paper we are concerned with concrete,
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constant size circuits, and we do not want to put any restriction on the shape or
width of the circuits. Thus, the best two choices are BGW [BGW88] style protocols
c which use simple point-to-point channels and GMW [GMW87]
with t = r = b n−1
3
style protocols with t = n − 1, r = 0 which use OT channels between each pair of
parties. Then we have the following two cases:
1. (GMW [GMW87]:) In this case the soundness error is n2 and we open n − 1
views. Note that in these protocols each party must communicate with every
other party, thus the size of the proof for soundness 2−σ is given by
c·

(n − 1)2
·σ
log2 (n) − 1

where c is a constant which depends on the exact protocol. It is easy to see
that the function grows with n and therefore smallest proofs are achieved with
n = 3. Looking ahead, our protocol in Section 11.4 has c = 1/2 and σ = 80
and therefore the size of the proof is 274 bits per multiplication gate.
c, b n−1
c).
2. (BGW [BGW88]:) In this case the soundness error is given by p2 (n, b n−1
3
3
−80
To get soundness error ≤ 2 , we get that n ≥ 1122 and therefore the number
of opened views is b n−1
c = 373. Thus, even if each party only had to store a
3
single bit for each multiplication gate, the size of the proof would already be
larger than in the previous case.
3. l(Future
Work:) Our analysis shows that using an MPC protocol with t = r =
m
2
n it would be enough to use (n, t, r) = (92, 64, 64) to achieve soundness
3
−80
2 . The existence of such a protocol, where in addition each party only
needs to store ≤ 4 bits per multiplication gate, would give rise to ZK proofs of
size smaller than the one we construct. We are not aware of any such protocols,
however we cannot rule out their existence. In particular, we note that such
protocols have not been considered in the literature, since they give rise to poor
MPC protocols in practice (note that such a protocol necessarily uses advanced
channels, which in the standard MPC protocol need to be implemented using
expensive cryptographic operations), and we believe that the quest for “MPC
protocols” optimized for the ZK applications has just begun. Figure 11.2
shows how, for a fixed number of parties n, the soundness error decreases as a
function of t = r. Note that the soundness error for 32 n is much smaller than
1
n.
3
Why only perfect correctness and robustness? [IKOS07] presented also two
extensions of the basic construction that allow to use MPC protocol with statistical
correctness or with statistical robustness, but we are not considering those cases here
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for two reasons: first, the resulting ZK protocols have higher round complexity (and
are therefore not Σ-protocols); second, perfectly secure MPC protocols are more
efficient: practically efficient MPC protocols which only achieve statistical security
(even when allowing arbitrary two-party channels, such as in [BDOZ11, NNOB12])
require parties to store tags or MACs together with their shares, and to make sure
that the statistical error is negligibly small these tags need to be at least as long as
the security parameter6 , whereas in perfectly secure MPC protocols the share size
can be made constant.
Why not Version 2? Note that the soundness error of Version 1 with (n, t, r) =
(3, 2, 0) is the same as the soundness error of Version 2 with (n, t, r) = (3, 1, 0),
thus the number of required rounds is exactly the same. However (i) Version 2
requires to compute and open more commitments and (ii) Version 2 only works
with plain channels, while Version 1 allows to use arbitrary channels which helps in
constructing more efficient protocols.

11.4

Generalizing IKOS

This section contains a generalized and optimized version of the IKOS protocol that
works for any relation defined by a function, φ : X → Y which can be decomposed
in the “right way”. In particular, in Section 11.4 we will describe a ZK Σ-protocol
for the relation Rφ defined by Rφ (y, x) = 1 ⇔ φ(x) = y, while the decomposition
used to construct it is formalized in the following section.

(2, 3)-Function Decomposition
Given an arbitrary function φ : X → Y and an input value x ∈ X we want to
compute the value φ(x) splitting the computation in 3 branches such that the values
computed in 2 branches reveals no information about the input x. In order to achieve
this, we start by “splitting” the value x in three values x1 , x2 , x3 (called input shares)
using a surjective function that we indicate with Sh. These input shares as well as
all the intermediate values are stored in 3 string w1 , w2 , w3 called the views. More
precisely, wi contains the values computed in the computation branch i. In order to
achieve the goal and compute the value y = φ(x), we use a finite family of efficiently
S
(j)
(j)
(j)
computable functions that we indicate with F = N
j=1 {φ1 , φ2 , φ3 }. The function
φ(j)
m takes as inputs specific values from the views wm , wm+1 with m = {1, 2, 3} and
where 3 + 1 = 1. The functions are used in the following way: we use functions
(j)
(j)
(j)
φ1 , φ2 , φ3 to compute the next value to be stored in each view wm : The function
6

This can be avoided for SIMD computations [DZ13].
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φ(1)
m takes as input wm , wm+1 (which at this point contain only the shares xm , xm+1 )
and outputs one value which is saved in position 1 of the views wm . We continue like
this for all N functions, with the difference that in step j > 1, the function φ(j)
m can
receive as input (any subset of) the current views wm , wm+1 . The initial function
Sh and all subfunctions φ(j)
m are allowed to be randomized, and they get their coins
from k1 , k2 , k3 , three random tapes which correspond to the three branches. Finally,
after the N steps described, the 3 functions Output1 , Output2 , Output3 are used to
compute the values yi = Outputi (wi ) that we call output shares. From these three
values we compute the final output y = φ(x) using the function Rec. The entire
procedure is described in detail in Figure 11.3 (Protocol Π∗φ ).
Definition 11.3. A (2, 3)-decomposition of the function φ is the set of functions
D = {Sh, Output1 , Output2 , Output3 , Rec} ∪ F
such that Sh is a surjective function and φ(j)
m , Outputi and Rec are functions as
∗
described before. Let Πφ be the algorithm described in Figure 11.3, we have the
following definitions.
• (Correctness) We say that D is correct if Pr[φ(x) = Π∗φ (x)] = 1 for all x ∈ X.
The probability is over the choice of the random tapes ki .
• (Privacy) We say that D has 2-privacy if it is correct and for all e ∈ [3] there
exists a PPT simulator Se such that
({ki , wi }i∈{e,e+1} , ye+2 ) and Se (φ, y)
have the same probability distribution for all x ∈ X.

The Linear Decomposition
We present here an explicit example of a convenient (2,3)-decomposition. Let A be
an arbitrary finite ring such that φ : Ak → A` can be expressed by an arithmetic
circuit over the ring using addition by constant, multiplication by constant, binary
addition and binary multiplication gates7 . The total number of gates in the circuit
is N , the gates are labelled with indices in [N ]. The linear (2,3)-decomposition of φ
is defined as follows:
• ShA (x; k1 , k2 , k3 ) samples random x1 , x2 , x3 such that x = x1 + x2 + x3 ;
7

Note that Boolean circuits are a special case of this, with the XOR, AND and NOT gate.
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Let φ : X → Y be a function and D a related (2, 3)-decomposition as defined in
Definition 11.3.
Input: x ∈ X
1. Sample random tapes k1 , k2 , k3 ;
2. Compute (x1 , x2 , x3 ) ← Sh(x; k1 , k2 , k3 );
3. Let w1 , w2 , w3 be vectors with N + 1 entries;
• Initialize wi [0] = xi for all i ∈ {1, 2, 3};
• For j = 1, . . . , N , compute:
• For i = 1, 2, 3, compute
(j)

wi [j] = φi



(wm [0..j − 1], km )m∈{i,i+1}

4. Compute yi = Outputi (wi , ki ) for i ∈ {1, 2, 3};
5. Compute y = Rec(y1 , y2 , y3 );
Output: y ∈ Y

Figure 11.3: The Π∗φ protocol
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(c)

(c)

(c)

• The family F A = N
c=1 {φ1 , φ2 , φ3 } is defined in the following way. Assume
that the c-th gate has input wires coming from the gate number a and the
gate number b (or only gate number a in the case of a unary gate), then the
(c)
function φi is defined as follows: If the c-th gate is a (∀α ∈ A)
S

− unary “add α” gate, then ∀ i ∈ [3]:
(c)

wi [c] = φi (wi [a]) =


w

i [a]

+ α if i = 1
wi [a] else

− unary “mult. α” gate, then ∀ i ∈ [3]:
(c)

wi [c] = φi (wi [a]) = α · wi [a]
− binary addition gate, then ∀ i ∈ [3]:
(c)

wi [c] = φi (wi [a], wi [b]) = (wi [a] + wi [b])
− binary multiplication gate, then ∀ i ∈ [3]:
(c)

wi [c] = φi





wi [a, b], wi+1 [a, b])

= wi [a] · wi [b] + wi+1 [a] · wi [b]
+ wi [a] · wi+1 [b] + ri (c) − ri+1 (c)
where ri (c) is a uniformly random function sampled using ki .
• For all i ∈ [3], OutputA
i (wi ) simply selects all the shares of the output wires
of the circuit;
• Finally, RecA (y1 , y2 , y3 ) outputs y = y1 + y2 + y3
A
A
Proposition 11.1. The decomposition DA = {ShA , RecA , OutputA
1 , Output2 , Output3 }∪
F A defined above is a (2,3)-decomposition. Moreover, the length of each view in DA
is (k + N + `) log |A| + κ bits.

Correctness of the decomposition follows from inspection. Privacy can be shown
by constructing an appropriate simulator as shown in Appendix 11.6
In the linear decomposition just presented, the parameter N is equal to the total
number of gates (unary and binary) in the circuit computing φ. It is easy to slightly
(c)
modify the definition of the functions φi in DA in such a way that N results equal
to the number of multiplication gates only. In particular, note that the evaluation
of addition gates (both unary and binary) only requires computation on values from
the same branch, thus they can be embedded in a generalized multiplication gates
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which take as input arbitrary subsets of wires A, B, contains constants α, β, γ and
computes the value:
! 

w[c] =

X
a∈A

α[a]w[a] · 


X

β[b]w[b] + γ

b∈B

ZKBoo Protocol
Following the idea of [IKOS07], we turn a (2, 3)-decomposition of a function φ into a
zero-knowledge protocol for statements of the form “I know x such that φ(x) = y”.
We indicate with Lφ the language {y | ∃ x s.t. φ(x) = y}.
Assume that a (2,3)-decomposition of the function φ is known (see Section 11.4).
The structure of the resulting protocol (Figure 11.4) is very similar to the structure
of the IKOS protocol. If y ∈ Lφ is the public input of the proof, then the prover P
uses his private input x (with φ(x) = y) to run “in his head" the protocol Π∗φ . After
the emulation of the protocol, P commits to each of the 3 produced views w1 , w2 , w3 .
Now the verifier challenges the prover to open 2 of the commitments. Finally, the
verifier accepts if the opened views are consistent with the decomposition used and
with output y.
Theorem 11.2. The ZKBoo protocol (Figure 11.4) is a Σ-protocol for the relation
Rφ 8 with 3-special soundness.
Proof. Clearly, the ZKBoo protocol has the right communication pattern and it is
complete given that the decomposition D is correct. Moreover, the protocol satisfies
the 3-special soundness property. Consider 3 accepting conversations (a, i, zi ), i ∈
[3]. First note that thanks to the binding property of the commitment, the view
w1 contained in z1 and the one contained in z3 are identical, and the same holds
for the other views w2 , w3 and random tapes k1 , k2 , k3 . Then, we can traverse the
decomposition of φ backwards from the output to the input shares: since the three
conversations are accepting, we have that Rec(y1 , y2 , y3 ) = y, that yi = Outputi (wi )
∀i, and finally that every entry in all of the wi was computed correctly. Therefore,
since the Sh function is surjective, we can compute x0 = Sh−1 (w1 [0], w2 [0], w3 [0]).
Thanks to the correctness of the decomposition we thus have that φ(x0 ) = y, which
is what we wanted to prove. Note that the protocol does not satisfy 2-special
soundness, even if two accepting conversation actually contain all three views: in
this case, since one of the branches
has not been checked, ∃ i
 of the computation

(j)
s.t. wi might not be equal to φi wi , wi+1 , ki , ki+1 .
8

(y, x) ∈ Rφ ⇔ φ(x) = y
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The verifier and the prover have input y ∈ Lφ . The prover knows x such that
y = φ(x). A (2,3)-decomposition of φ is given. Let Π∗φ be the protocol related
to this decomposition (Figure 11.3).
Commit: The prover does the following:
1. Sample random tapes k1 , k2 , k3 ;
2. Run Π∗φ (x) and obtain the views w1 , w2 , w3 and the output shares
y1 , y2 , y3 ;
3. Commit to views and the random tapes, ci = Com(wi , ki ) for all
i ∈ [3];
4. Send the output shares to the prover.
The verifier receives a = (y1 , y2 , y3 , c1 , c2 , c3 ).
Prove: The verifier chooses uniformly at random an index e ∈ [3] and sends it to
the prover. The prover answers to the verifier’s challenge opening the commitments ce and ce+1 (i.e. the verifier receives z = (ke , we , ke+1 , we+1 )).
Verify: The verifier runs the following checks:
1. If Rec(y1 , y2 , y3 ) 6= y, output reject;
2. If ∃ i ∈ {e, e + 1} s.t. yi 6= Outputi (wi ), output reject;




3. If ∃j such that we [j] 6= φ(j)
(we [k], we+1 [k])k=0,...,j−1 output reject;
e
4. Output accept;

Figure 11.4: The ZKBoo protocol for the relation Rφ in the commitment-hybrid
model.
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To prove the special honest-verifier ZK property, we consider the simulator Sim
defined by the following steps. The input are y ∈ Lφ and e ∈ [3]: Sim runs the
2-privacy simulator Sime (which is guaranteed to exist thanks to the 2-privacy property of the decomposition D as in Definition 11.3) and obtains z = (ki , wi )i∈{e,e+1}
and ye+2 . Sim now sets we+2 and ke+2 to the all-zeros string, computes yi =
Outputi (wi ) for i = e and i = e + 1. Finally Sim constructs a by committing to the
three views and tapes.
Let φ : Ak → A` be a function that can be expressed by a circuit over the finite
ring A with N multiplication gates. If we repeat σ(log2 3−1)−1 copies of the ZKBoo
protocol instantiated with the linear decomposition described in Section 11.4, and
where we generate the random tapes pseudo-randomly with security parameter κ,
we get a Σ-protocol with soundness 2−σ and bit-size
σ(log2 3 − 1)−1 · 2 · [log2 (|A|)(k + N + `) + κ]

11.5

Zero-Knowledge for SHA-1/SHA-256

In this section we describe our case study, in which we implemented the protocol
described in Section 11.4 for proving knowledge of preimages of SHA-1 and SHA-256.
We start describing the choices we made in our implementation, describe the result
of our empirical validation and finally compare with state-of-the-art protocols for
the same task. Our implementation is available at https://github.com/Sobuno/
ZKBoo.

Circuits for SHA-1/SHA-256
The linear-decomposition protocol described in Section 11.4 can be used with arithmetic circuits over arbitrary rings. Our first choice is picking a ring in which to
express the computation of SHA-1/SHA-256. The two functions are quite similar,
and they both use vectors of 32 bits for internal representation of values. Three kind
of operations are performed over these bit-vectors: bitwise XORs, bitwise ANDs,
and additions modulo 232 . Implementing the two algorithms (after some simple optimization to reduce the number of bitwise ANDs) requires the following number of
operations9 :
Hence, the two natural choices for the ring are A2 (where XOR gates are for
free but AND/ADD require 32 multiplication gates) and A232 (where ADD is free
but bitwise operations require a linear number of multiplication gates). Since the
9

Note that the AND complexity of our circuits is approximately 1/3 of the “standard MPC
circuit” from https://www.cs.bris.ac.uk/Research/CryptographySecurity/MPC/.
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AND
SHA-1
40
SHA-256 192
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XOR ADD
372
325
704
600

number of XORs dominates in both algorithms, we opted for an implementation
over the ring A2 .

Implementation of Building Blocks
We wrote our software in C, using the OpenSSL10 library. We instantiated the
building blocks in our protocol in the following way:
RNG: We generate the random tapes pseudorandomly using AES in counter mode,
where the keys are generated via the OpenSSL secure random number generator.
In the linear decomposition of multiplication gates, we use a random function R :
[N ] → A2 . We implement this function by picking a bit from the stream generated
using AES. In particular, we compute
R(i) = AES(K, bi/128c)[i mod 128]
which means that 3 calls to AES are sufficient to evaluate 128 individual AND
gates. Note that since N (the number of AND gates) is known in advance, we can
precompute all calls to AES at the beginning of the protocol. These two optimizations, together with the native support for AES in modern processors, proved very
effective towards decreasing running times.
Commitments: In the first step of the protocol the prover commits to the three
views w1 , w2 , w3 . Those commitments have been implemented using SHA-256 as
the commitment function i.e. Com(x, r) = SHA-256(x, r). Under the (mild) assumptions that SHA-256 is collision resistant and that SHA-256(·, r) is a PRF (with
key r) the commitments are binding and hiding.
The Fiat-Shamir Oracle. To make the proofs non-interactive, we need a random
oracle H : {0, 1}∗ → {1, 2, 3}r where r is the number of repetitions of our basic
protocol. We instantiate this using SHA-256 as a random oracle and by performing
rejection sampling. In particular, we compute the first output coordinate of H(x) by
looking at the first two output bits of SHA-256(0, x) and mapping (a, b) → 2a+b+1.
In case that (a, b) = (1, 1) we look at the third-fourth bit instead and repeat. If there
are no more bits left in the output of the hash function, we evaluate SHA-256(1, x)
and so on. In our experiments the maximum number of repetition is r ∈ {69, 137},
thus we call the hash function once or twice (on expectation).
10

https://www.openssl.org
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Experimental Setup
We report on the results of the implementation of SHA-1 and SHA-256 for 69 and
137 repetitions each. Those correspond to soundness errors 2−40 and 2−80 . While
the security level 2−40 is not sufficient for the case of non-interactive zero-knowledge,
it offers reasonable security guarantees in the interactive case – note however that
in this case our timings are only indicative of the local computation as they do not
account for the necessary network communication.
Our experiments were run on a machine with an AMD FX-8350 CPU, running 8
cores at 4.00 GHz. The programs were run under Windows 10 Pro version 1511 (OS
Build 10586.14) on a Seagate Barracuda 7200 RPM SATA 3.0 Gb/s hard drive with
16MB cache. Note that computing and verifying our proofs is an embarrassingly
parallel task, thus it was possible to effortlessly take advantage of our multi-core architecture using OpenMP11 , an API useful for making a C program multi-threaded.
We note that we have only done this for the main loop of the program, which iterates over the individual repetitions of the proofs (which are clearly independent from
each other), thus it is likely that there is room for further parallelisation. Timings
were done using C native clock() function and are measured in milliseconds.

Experimental Results
Breakdown. In Table 11.1 we report on the timings we obtained for both SHA-1
and SHA-256, with 69 and 137 rounds, both enabling and disabling parallelisation.
In this table we also present a breakdown of the running time. In particular we
measure the following phases for the prover:
• Commit: This is the time to run the Commit procedure (Figure 11.4) to
produce a. It is further divided into the following sub-timings: (Rand. gen.)
Generation of all needed randomness using OpenSSL RNG as well as preprocessing of the PRF; (Algorithm exec.) Time taken to run the algorithm
Π∗φ . This is the total time for all 69/137 rounds; (Commitment) Generating
commitments of the views;
• Gen. challenge: Using the random oracle to generate the challenge vector as
e = H(y, a);
• Prove: Building the vector z;
• Output to disk: Writing (a, e, z) to disk;12
11

http://openmp.org
We observed that the timings of writing to disk are very noisy, and not always monotone in
the size of the written file.
12
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For the verifier:
• Input from disk: Reading the proof from file;
• Gen. challenge: Regenerate the challenge vector using the random oracle;
• Verify: The time to run all the rounds of the Verify procedure;
Finally, with proof size we indicate the size of the string π = (y, a, z) on disk in KB.

Prover (ms)
Commit
- Rand. gen.
- Algorithm exc.
- Commitment
Gen. challenge
Prove
Output to disk
Verifier (ms)
Input from disk
Gen. challenge
Verify
Proof size (KB)

SHA-1
69 rounds
137 rounds
Serial Paral. Serial Paral.
18.98
8.12 31.73
12.73
13.45
3.68 26.73
6.59
1.35
0.60
2.47
0.88
10.41
2.69 21.55
5.06
1.37
0.39
2.71
0.64
0.06
0.05
0.10
0.13
0.12
0.18
0.28
0.32
5.35
4.21
4.62
5.70
11.68
2.35 22.85
4.39
0.09
0.11
0.13
0.16
0.06
0.05
0.10
0.10
11.53
2.20 22.63
4.12
223.71
444.18

SHA-256
69 rounds
137 rounds
Serial Paral. Serial Paral.
30.81
12.45 54.63
15.95
24.47
5.86 48.25
10.07
2.28
0.80
4.46
1.13
19.60
4.44 38.68
7.87
2.56
0.62
5.09
1.07
0.05
0.06
0.09
0.09
0.32
0.39
0.07
0.53
5.08
5.39
4.76
4.43
34.16
6.77 67.74
13.20
0.15
0.16
0.29
0.25
0.06
0.05
0.10
0.11
33.95
6.56 67.35
12.85
421.01
835.91

Table 11.1: Breakdown of times and proof size for 69/137 rounds of SHA-1/SHA256, average of 1000 runs

ZKBoo
Pinocchio
ZKGC

Preproc. (ms)
0
9754
0

Prover (ms)
13
12059
> 19 (OT only)

Verifier (ms)
5
8
> 25 (OT only)

Proof size (B)
454840
288
186880

Table 11.2: Comparison of approaches for SHA-1

Parallelisation. Figure 11.5 and 11.6 show how the running time of the prover
(resp. verifier) changes when we change the number of rounds (from 1 to 137) and
the number of threads (from 1 to 8). We include the graphs for SHA-256 only. It
is easy to see that the running time increases linearly with the number of rounds,
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SHA-256 prover running time
1 thread
2 threads
3 threads
4 threads
5 threads
6 threads
7 threads
8 threads

Time (ms)

60

40

20

0

20

40 60 80 100 120
Number of rounds

Figure 11.5: Relation between the total running time and the number of rounds
for the SHA-256 prover, average over 100 runs.

SHA-256 verifier running time
1 thread
2 threads
3 threads
4 threads
5 threads
6 threads
7 threads
8 threads

Time (ms)

60

40

20

0

20

40 60 80 100 120
Number of rounds

Figure 11.6: Relation between the total running time and the number of rounds
for the SHA-256 verifier, average over 100 runs.
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and that the improvement due to multithreading is significant. The graph indicates
that there is some fluctuation in the algorithm’s run time for all number of threads
when using up to about 85 rounds, which is mostly due to the noise introduced
by disk operations13 . We note that the runtime of the verifier benefits more from
parallelisation. This is consistent with Amdahl’s law since, as shown in Table 11.1,
the prover spends significantly more time performing tasks which do not benefit
from parallelisation (e.g. writing to disk).

Comparison
Here we compare the performances of ZKBoo with some of the state-of-the-art
protocol for the same task. In particular, we compare the performances of proving/verifying knowledge of SHA-1 preimages across ZKBoo, Pinocchio [PHGR13]
and ZKGC [JKO13].
Pinocchio [PHGR13] is an implementation of SNARKs for verifiable outsourcing of computation. While not its main purpose, it can generate zero-knowledge
proofs at a negligible extra cost over sound-only proofs. The choice of benchmarking SHA-1 only (and not SHA-256) is due to the fact that the Pinocchio library
only contains SHA-1. The runtime reported for Pinocchio are obtained on the same
machine as our implementation. The results shows that ZKBoo is faster at both
proving and verifying, with an incredible 103 factor for the prover. Note here that
if the underlying circuit had been larger, the proof size and the verification time of
Pinocchio would not change, while its preprocessing and proving time would grow
accordingly. We note also that Pinocchio has a large preprocessing time where some
prover/verifier key are generated. Those keys are circuit dependent, and for SHA-1
the prover key is 6.5 MB and the verifier key is 1.1 MB. To Pinocchio’s defence,
it must be noted that 1) Pinocchio is a general purpose system that can generate
proofs for any circuit (provided as an input file) while our implementation contains
the SHA circuit hard-coded; 2) according to [PHGR13], Pinocchio has not been
parallelised; and 3) Pinocchio uses a SHA-1 circuit which is approximately 3 times
larger than ours. While it is conceivable that Pinocchio could be made faster using some of the optimizations introduced here, we do not believe that Pinocchio
could ever reach proving times similar to ZKBoo, due to the use of heavy public-key
technology (exponentiations in a pairing-friendly group) for each gate in the circuit.
ZKGC [JKO13]. For the case of ZKGC, we could not directly compare implementations, since the source code for [JKO13] is not publicly available. In addition,
13

See the full version [GMO16b] for graphs showing the running times without disk operations.
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since the publication of [JKO13], several significant improvements have been proposed but have not been implemented yet. Therefore, in Table 11.2, we give an
accurate estimate of the size of the proofs generated using ZKGC but only a lowerbound for its runtime. The estimates are computed using the following tools: (GC)
we estimate the proof size using the communication complexity of the most efficient (in terms of communication complexity) garbled circuits, namely privacy-free
garbled circuits [FNO15, ZRE15] that can be instantiated with as little as one ciphertext (128 bits using AES) per AND gate in the circuit; (OT ) we plug the size
and runtime given by the most efficient OT available [CO15]. Since the input size
of SHA-1 is quite large (512 bits), it might be that using OT extension would prove
useful. Therefore, to make the comparison even more favourable towards ZKGC,
we only count the runtime of 190 base OTs necessaries for active secure OT extensions [ALSZ] and we do not account at all for the runtime of the OT extension
protocol nor the generation/verification of the GC. The resulting estimates show
that even when counting the base OTs alone, the runtime of ZKGC is already larger
than the runtime of ZKBoo for the SHA-1 circuit. As for proof size, we note that
ZKGC produces shorter proofs. However, the approach of ZKGC cannot be made
non-interactive which is a qualitative drawback and it is likely to introduce significant slow-downs due to network latency.

11.6

Appendix

Proof of Proposition 11.1
Proof. In order to prove that the decomposition DA is correct is enough to prove
that for any c ∈ [N ] the following holds.
(1) if the c-th gate is an “add α” gate, then:
3
X

wi [c] =

i=1

3
X

!

wi [a] + α

i=1

(2) if the c-th gate is an “mult. α” gate, then:
3
X

wi [c] =

i=1

3
X

!

wi [a] · α

i=1

(3) if the c-th gate is an addition gate, then:
3
X
i=1

wi [c] =

3
X
i=1

!

wi [a] +

3
X
i=1

!

wi [b]
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(4) if the c-th gate is a multiplication gate, then:
3
X

wi [c] =

i=1

3
X

3
X

!

wi [a] ·

i=1

!

wi [b]

i=1

Indeed, using (1), (2), (3) and (4) iteratively for all the gates in the circuit we can
P
P
prove that 3i=1 wi [N ] = φ( 3i=1 xi ) and from this it follows that
Π∗φ (x) = RecA (y1 , . . . , yn ) =

3
X

yi

i=1

=

3
X

3
X

wi [N ] = φ

i=1

!

xi = φ(x)

i=1
(c)

The first three follow trivially by the definition of the function φAi when the c-th
gate is a an “add α”, “mult. α” and addition gate, respectively. Now assume that
the c-th gate is a multiplication gate. Then, using the definition for the function
(c)
φAi for this case and recalling that the index values are computed modulo 3, we
have that
3
X

wi [c] =

3 
X

wi [a] · wi [b] + wi+1 [a] · wi [b] + wi [a] · wi+1 [b]

i=1

i=1

+ ri (c) − ri+1 (c)
=

3
X



wi [a] · (wi [b] + wi+1 [b]) +

=

wi [a] · wi+2 [b]+

i=1

i=1

+

3
X

3
X
i=1
3
X

ri (c) −

3
X

ri (c)

i=1

!

wi [a] ·

i=1

3
X

!

wi [b]

i=1

We now pass to prove the 2-privacy property. Given e ∈ [3], we define the
simulator Se on input y with the following instructions:
0
1. Sample random tapes ke0 , ke+1
;
0
2. Sample uniformly at random the values we0 [0] and we+1
[0]. Then, for all
c ∈ [N ]: If the c-th gate is an “add α”, “mult. α” or addition gate then
(c)
0
define we0 [c] and we+1
[c] using the functions φe(c) and φe+1 , respectively. If the
c-th gate is a multiplication gate then sample uniformly at random the value
0
we+1
[c] and compute the value we0 [c] using φ(c)
e ; In this way define the entire
0
0
views we and we+1 ;
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0
0
);
= Outpute+1 (we+1
3. Compute ye0 = Outpute (we0 ) and ye+1
0
0
4. Compute ye+2
= y − (ye0 + ye+1
);
0
)
5. Output ({ki0 , wi0 }i∈{e,e+1} , ye+2

It is easy to verify that the output of the simulator Se has the same distribution of the
string ({ki , wi }i∈{e,e+1} , ye+2 ) produced by the protocol Π∗φ . Indeed, all the elements
in the output of Se are computed using the same commands used in Π∗φ , except for
0
0
[c]
[c] when the c-th gate is a multiplication gate. In this case we+1
the element we+1
is sample uniformly at random, while we+1 [c] in the protocol is computed using
(c)
the function φe+1 . In particular, we+1 [c] is computed by subtracting to determined
value the element ri+2 (c). Since ri+2 is an uniformly random function sampled using
an independent tape ke+2 , the distribution of we+1 [c] in the protocol is the uniform
one, that is it has the same distribution of w0 e+1 [c] in the output of Se . Therefore,
we can conclude that Se is a correct simulator for the decomposition DA .
Finally, by inspection we have that |wi | = (k+N +`) log |A|+κ for all i ∈ [3].

Bibliography
[AAG+ 16]

Divesh Aggarwal, Shashank Agrawal, Divya Gupta, Hemanta K. Maji,
Omkant Pandey, and Manoj Prabhakaran. Optimal computational
split-state non-malleable codes. In Theory of Cryptography - 13th International Conference, TCC 2016-A, Tel Aviv, Israel, January 10-13,
2016, Proceedings, Part II, pages 393–417, 2016. 47

[ADKO15a] Divesh Aggarwal, Yevgeniy Dodis, Tomasz Kazana, and Maciej Obremski. Non-malleable reductions and applications. In Proceedings of the
Forty-Seventh Annual ACM on Symposium on Theory of Computing,
STOC 2015, Portland, OR, USA, June 14-17, 2015, pages 459–468,
2015. 47, 157
[ADKO15b] Divesh Aggarwal, Stefan Dziembowski, Tomasz Kazana, and Maciej
Obremski. Leakage-resilient non-malleable codes. In Theory of Cryptography - 12th Theory of Cryptography Conference, TCC 2015, Warsaw, Poland, March 23-25, 2015, Proceedings, Part I, pages 398–426,
2015. 47, 48
[ADL14]

Divesh Aggarwal, Yevgeniy Dodis, and Shachar Lovett. Non-malleable
codes from additive combinatorics. In Proceedings of the 46th Annual
ACM Symposium on Theory of Computing, STOC ’14, pages 774–783,
New York, NY, USA, 2014. ACM. 47, 157

[AGM+ 15a] Shashank Agrawal, Divya Gupta, Hemanta K. Maji, Omkant Pandey,
and Manoj Prabhakaran. Explicit non-malleable codes against bit-wise
tampering and permutations. In Advances in Cryptology - CRYPTO
2015 - 35th Annual Cryptology Conference, Santa Barbara, CA, USA,
August 16-20, 2015, Proceedings, Part I, pages 538–557, 2015. 46, 48,
156, 157
[AGM+ 15b] Shashank Agrawal, Divya Gupta, Hemanta K. Maji, Omkant Pandey,
and Manoj Prabhakaran. A rate-optimizing compiler for non-malleable
codes against bit-wise tampering and permutations. In Theory of Cryptography - 12th Theory of Cryptography Conference, TCC 2015, Warsaw, Poland, March 23-25, 2015, Proceedings, Part I, pages 375–397,
2015. 48, 51, 156, 157, 158, 159
[AHMR15] Arash Afshar, Zhangxiang Hu, Payman Mohassel, and Mike Rosulek.
How to efficiently evaluate RAM programs with malicious security. In
211

212

Bibliography
Advances in Cryptology - EUROCRYPT 2015 - 34th Annual International Conference on the Theory and Applications of Cryptographic
Techniques, Sofia, Bulgaria, April 26-30, 2015, Proceedings, Part I,
pages 702–729, 2015. 35

[AKO15]

Divesh Aggarwal, Tomasz Kazana, and Maciej Obremski. Inception
makes non-malleable codes stronger. IACR Cryptology ePrint Archive,
2015:1013, 2015. 48

[ALSZ]

Gilad Asharov, Yehuda Lindell, Thomas Schneider, and Michael
Zohner. More efficient oblivious transfer extensions with security for
malicious adversaries. In Advances in Cryptology - EUROCRYPT 2015
- 34th Annual International Conference on the Theory and Applications
of Cryptographic Techniques, Sofia, Bulgaria, April 26-30, 2015, Proceedings, Part I, pages 673–701. 208

[AMV15]

Giuseppe Ateniese, Bernardo Magri, and Daniele Venturi. Subversionresilient signature schemes. In Proceedings of the 22nd ACM SIGSAC
Conference on Computer and Communications Security, Denver, CO,
USA, October 12-6, 2015, pages 364–375, 2015. 139, 140

[App13]

Benny Applebaum. Pseudorandom generators with long stretch and
low locality from random local one-way functions. SIAM Journal on
Computing, 42(5):2008–2037, 2013. 75

[BBDK00]

Amos Beimel, Mike Burmester, Yvo Desmedt, and Eyal Kushilevitz.
Computing functions of a shared secret. SIAM J. Discrete Math.,
13(3):324–345, 2000. 78

[BC94]

Amos Beimel and Benny Chor. Universally ideal secret-sharing
schemes. IEEE Trans. Information Theory, 40(3):786–794, 1994. 10

[BCG+ 13]

Eli Ben-Sasson, Alessandro Chiesa, Daniel Genkin, Eran Tromer, and
Madars Virza. Snarks for C: verifying program executions succinctly
and in zero knowledge. In Advances in Cryptology - CRYPTO 2013 33rd Annual Cryptology Conference, Santa Barbara, CA, USA, August
18-22, 2013. Proceedings, Part II, pages 90–108, 2013. 57

[BCG+ 14]

Eli Ben-Sasson, Alessandro Chiesa, Christina Garman, Matthew
Green, Ian Miers, Eran Tromer, and Madars Virza. Zerocash: Decentralized anonymous payments from bitcoin. In 2014 IEEE Symposium
on Security and Privacy, SP 2014, Berkeley, CA, USA, May 18-21,
2014, pages 459–474, 2014. 58, 186

Bibliography

213

[BCPV13]

Olivier Blazy, Celine Chevalier, David Pointcheval, and Damien
Vergnaud. Analysis and improvement of Lindell’s UC-secure commitment schemes. In Michael Jacobson, Michael Locasto, Payman Mohassel, and Reihaneh Safavi-Naini, editors, Applied Cryptography and
Network Security, volume 7954 of Lecture Notes in Computer Science,
pages 534–551. Springer Berlin Heidelberg, 2013. 42, 74, 108, 109, 124,
125

[BCR86]

G. Brassard, Claude Crepeau, and J.-M. Robert. Information theoretic
reductions among disclosure problems. In Foundations of Computer
Science, 1986., 27th Annual Symposium on, pages 168–173, Oct 1986.
31, 78, 99

[BCTV14]

Eli Ben-Sasson, Alessandro Chiesa, Eran Tromer, and Madars Virza.
Succinct non-interactive zero knowledge for a von Neumann architecture. In Proceedings of the 23rd USENIX Security Symposium, San
Diego, CA, USA, August 20-22, 2014., pages 781–796, 2014. 57

[BDKM16] Marshall Ball, Dana Dachman-Soled, Mukul Kulkarni, and Tal Malkin.
Non-malleable codes for bounded depth, bounded fan-in circuits. In
Advances in Cryptology - EUROCRYPT 2016 - 35th Annual International Conference on the Theory and Applications of Cryptographic
Techniques, Vienna, Austria, May 8-12, 2016, Proceedings, Part II,
pages 881–908, 2016. 48
[BDOX16]

Ge Bai, Ivan Damgård, Claudio Orlandi, and Yu Xia. Non-interactive
verifiable secret sharing for monotone circuits. In Progress in Cryptology - AFRICACRYPT 2016 - 8th International Conference on Cryptology in Africa, Fes, Morocco, April 13-15, 2016, Proceedings, pages
225–244, 2016. 23

[BDOZ11]

Rikke Bendlin, Ivan Damgård, Claudio Orlandi, and Sarah Zakarias.
Semi-homomorphic encryption and multiparty computation. In Advances in Cryptology - EUROCRYPT 2011 - 30th Annual International
Conference on the Theory and Applications of Cryptographic Techniques, Tallinn, Estonia, May 15-19, 2011. Proceedings, pages 169–188,
2011. 196

[Bei11]

Amos Beimel. Secret-sharing schemes: A survey. In Coding and Cryptology - Third International Workshop, IWCC 2011, Qingdao, China,
May 30-June 3, 2011. Proceedings, pages 11–46, 2011. 143

214

Bibliography

[BGW88]

Michael BenOr, Shafi Goldwasser, and Avi Wigderson. Completeness
theorems for non-cryptographic fault-tolerant distributed computation
(extended abstract). In STOC, pages 1–10, 1988. 3, 24, 61, 81, 195

[Bla79]

George Robert Blakley. Safeguarding cryptographic keys. Proc. of the
National Computer Conference1979, 48:313–317, 1979. 3

[BPR14]

Mihir Bellare, Kenneth G. Paterson, and Phillip Rogaway. Security of
symmetric encryption against mass surveillance. In Advances in Cryptology - CRYPTO 2014 - 34th Annual Cryptology Conference, Santa
Barbara, CA, USA, August 17-21, 2014, Proceedings, Part I, pages
1–19, 2014. 27, 138, 139, 140

[BR93]

Mihir Bellare and Phillip Rogaway. Random oracles are practical: A
paradigm for designing efficient protocols. In Proceedings of the 1st
ACM Conference on Computer and Communications Security, CCS
’93, pages 62–73. ACM, 1993. 109, 126

[Bra16]

Luís T. A. N. Brandão. Very-efficient simulatable flipping of many
coins into a well - (and a new universally-composable commitment
scheme). In Public-Key Cryptography - PKC 2016 - 19th IACR International Conference on Practice and Theory in Public-Key Cryptography, Taipei, Taiwan, March 6-9, 2016, Proceedings, Part II, pages
297–326, 2016. 43

[Bri89]

Ernest F. Brickell. Some ideal secret sharing schemes. In Advances in
Cryptology - EUROCRYPT ’89, Workshop on the Theory and Application of of Cryptographic Techniques, Houthalen, Belgium, April 10-13,
1989, Proceedings, pages 468–475, 1989. 13

[BTH06]

Zuzana Beerliova-Trubiniova and Martin Hirt. Efficient multi-party
computation with dispute control. In Theory of Cryptography, pages
305–328. Springer, 2006. 93

[BV10]

Andrej Bogdanov and Emanuele Viola. Pseudorandom bits for polynomials. SIAM J. Comput., 39(6):2464–2486, 2010. 148

[Can01]

Ran Canetti. Universally composable security: A new paradigm for
cryptographic protocols. In 42nd Annual Symposium on Foundations
of Computer Science, FOCS 2001, 14-17 October 2001, Las Vegas,
Nevada, USA, pages 136–145, 2001. 30, 74, 78, 97, 99, 108, 110

[CC06]

Hao Chen and Ronald Cramer. Algebraic geometric secret sharing
schemes and secure multi-party computations over small fields. In

Bibliography

215

Advances in Cryptology - CRYPTO 2006, 26th Annual International
Cryptology Conference, Santa Barbara, California, USA, August 20-24,
2006, Proceedings, pages 521–536, 2006. 17, 94
[CCCX09]

Ignacio Cascudo, Hao Chen, Ronald Cramer, and Chaoping Xing.
Asymptotically good ideal linear secret sharing with strong multiplication over any fixed finite field. In Advances in Cryptology - CRYPTO
2009, 29th Annual International Cryptology Conference, Santa Barbara, CA, USA, August 16-20, 2009. Proceedings, pages 466–486, 2009.
17, 39

[CCD88]

David Chaum, Claude Crépeau, and Ivan Damgård. Multiparty unconditionally secure protocols (extended abstract). In STOC, pages
11–19, 1988. 3

[CCG+ 07]

Hao Chen, Ronald Cramer, Shafi Goldwasser, Robbert De Haan, and
Vinod Vaikuntanathan. Secure computation from random error correcting codes. In Advances in Cryptology-EUROCRYPT 2007, pages
291–310. Springer, 2007. 17

[CDD00]

Ronald Cramer, Ivan Damgård, and Stefan Dziembowski. On the complexity of verifiable secret sharing and multiparty computation. In
Proceedings of the Thirty-Second Annual ACM Symposium on Theory
of Computing, May 21-23, 2000, Portland, OR, USA, pages 325–334,
2000. 23

[CDD+ 14]

Ignacio Cascudo, Ivan Damgård, Bernardo Machado David, Irene Giacomelli, Jesper Buus Nielsen, and Roberto Trifiletti. Additively homomorphic UC commitments with optimal amortized overhead (full
version). IACR Cryptology ePrint Archive, 2014:829, 2014. 110

[CDD+ 15a] Ignacio Cascudo, Ivan Damgård, Bernardo Machado David, Irene Giacomelli, Jesper Buus Nielsen, and Roberto Trifiletti. Additively homomorphic UC commitments with optimal amortized overhead. In
Public-Key Cryptography - PKC 2015 - 18th IACR International Conference on Practice and Theory in Public-Key Cryptography, Gaithersburg, MD, USA, March 30 - April 1, 2015, Proceedings, pages 495–515,
2015. 7, 8, 9, 29, 42, 69, 111
[CDD+ 15b] Ronald Cramer, Ivan Damgård, Nico Dottling, Serge Fehr, and
Gabriele Spini. Linear secret sharing scheme from error correcting codes
and universal hash function. In Advances in Cryptology–EUROCRYPT
2015. Springer, 2015. 15, 22, 51, 158, 165

216

Bibliography

[CDD+ 16a] Ignacio Cascudo, Ivan Damgård, Bernardo Machado David, Nico Döttling, and Jesper Buus Nielsen. Rate-1, linear time and additively homomorphic UC commitments. In Advances in Cryptology - CRYPTO
2016 - 36th Annual International Cryptology Conference, Santa Barbara, CA, USA, August 14-18, 2016, Proceedings, Part III, pages 179–
207, 2016. 43
[CDD+ 16b] Ronald Cramer, Ivan Damgård, Nico Döttling, Irene Giacomelli, and
Chaoping Xing. Linear-time non-malleable codes in the bit-wise independent tampering model. IACR Cryptology ePrint Archive, 2016:397,
2016. 7, 8, 9, 45
[CDF01]

Ronald Cramer, Ivan Damgård, and Serge Fehr. On the cost of reconstructing a secret, or VSS with optimal reconstruction phase. In Advances in Cryptology—CRYPTO 2001, pages 503–523. Springer, 2001.
22

[CDF+ 08]

Ronald Cramer, Yevgeniy Dodis, Serge Fehr, Carles Padró, and Daniel
Wichs. Detection of algebraic manipulation with applications to robust secret sharing and fuzzy extractors. In Advances in Cryptology–
EUROCRYPT 2008, pages 471–488. Springer, 2008. 49, 157, 162

[CDM00]

Ronald Cramer, Ivan Damgård, and Ueli M. Maurer. General secure
multi-party computation from any linear secret-sharing scheme. In
EUROCRYPT, pages 316–334, 2000. 3, 14, 23, 24, 75

[CDN15]

Ronald Cramer, Ivan Damgård, and Jesper Buus Nielsen. Secure Multiparty Computation and Secret Sharing. Cambridge University Press,
2015. 12, 59

[CDP12]

Ronald Cramer, Ivan Damgård, and Valerio Pastro. On the amortized
complexity of zero knowledge protocols for multiplicative relations. In
ICITS, pages 62–79, 2012. 80, 89, 93, 121

[CDTV16]

Sandro Coretti, Yevgeniy Dodis, Björn Tackmann, and Daniele Venturi. Non-malleable encryption: Simpler, shorter, stronger. In Theory
of Cryptography - 13th International Conference, TCC 2016-A, Tel
Aviv, Israel, January 10-13, 2016, Proceedings, Part I, pages 306–335,
2016. 46, 156

[CF01]

Ran Canetti and Marc Fischlin. Universally composable commitments.
In CRYPTO, pages 19–40, 2001. 30, 42, 74, 78, 98, 108, 110

Bibliography

217

[CFH+ 15]

Craig Costello, Cédric Fournet, Jon Howell, Markulf Kohlweiss, Benjamin Kreuter, Michael Naehrig, Bryan Parno, and Samee Zahur. Geppetto: Versatile verifiable computation. In 2015 IEEE Symposium on
Security and Privacy,SP 2015, San Jose, CA, USA, May 17-21, 2015,
pages 253–270, 2015. 57

[CFOR12]

Alfonso Cevallos, Serge Fehr, Rafail Ostrovsky, and Yuval Rabani.
Unconditionally-secure robust secret sharing with compact shares. In
Advances in Cryptology–EUROCRYPT 2012, pages 195–208. Springer,
2012. 22

[CG14a]

Mahdi Cheraghchi and Venkatesan Guruswami. Capacity of nonmalleable codes. In Proceedings of the 5th Conference on Innovations
in Theoretical Computer Science, ITCS ’14, pages 155–168, New York,
NY, USA, 2014. ACM. 47, 157

[CG14b]

Mahdi Cheraghchi and Venkatesan Guruswami. Non-malleable coding
against bit-wise and split-state tampering. In Theory of Cryptography,
pages 440–464. Springer, 2014. 47, 48, 49, 51, 156, 157, 158, 159, 169

[CGH+ 85]

Benny Chor, Oded Goldreich, Johan Hasted, Joel Freidmann, Steven
Rudich, and Roman Smolensky. The bit extraction problem or tresilient functions. In Foundations of Computer Science, 1985., 26th
Annual Symposium on, pages 396–407. IEEE, 1985. 165

[CGL16]

Eshan Chattopadhyay, Vipul Goyal, and Xin Li. Non-malleable extractors and codes, with their many tampered extensions. In Proceedings of
the 48th Annual ACM SIGACT Symposium on Theory of Computing,
STOC 2016, Cambridge, MA, USA, June 18-21, 2016, pages 285–298,
2016. 48

[CGM+ 16]

Nishanth Chandran, Vipul Goyal, Pratyay Mukherjee, Omkant
Pandey, and Jalaj Upadhyay. Block-wise non-malleable codes. In 43rd
International Colloquium on Automata, Languages, and Programming,
ICALP 2016, July 11-15, 2016, Rome, Italy, pages 31:1–31:14, 2016.
48

[CGMA85] Benny Chor, Shafi Goldwasser, Silvio Micali, and Baruch Awerbuch.
Verifiable secret sharing and achieving simultaneity in the presence of
faults (extended abstract). In 26th Annual Symposium on Foundations
of Computer Science, Portland, Oregon, USA, 21-23 October 1985,
pages 383–395, 1985. 23

218

Bibliography

[CJS14]

Ran Canetti, Abhishek Jain, and Alessandra Scafuro. Practical UC
security with a global random oracle. In Proceedings of the 2014
ACM SIGSAC Conference on Computer and Communications Security, Scottsdale, AZ, USA, November 3-7, 2014, pages 597–608, 2014.
42

[CKM11]

Seung Geol Choi, Aggelos Kiayias, and Tal Malkin. Bitr: Built-in tamper resilience. In DongHoon Lee and Xiaoyun Wang, editors, Advances
in Cryptology – ASIACRYPT 2011, volume 7073 of Lecture Notes in
Computer Science, pages 740–758. Springer Berlin Heidelberg, 2011.
157

[Cle]

Cleversafe. http://www.cleversafe.com/. Last accessed: September
2015. 138

[CLOS02]

Ran Canetti, Yehuda Lindell, Rafail Ostrovsky, and Amit Sahai. Universally composable two-party and multi-party secure computation. In
STOC, pages 494–503, 2002. 42, 74, 99, 108, 110, 111

[CMTV15] Sandro Coretti, Ueli Maurer, Björn Tackmann, and Daniele Venturi.
From single-bit to multi-bit public-key encryption via non-malleable
codes. In Theory of Cryptography - 12th Theory of Cryptography Conference, TCC 2015, Warsaw, Poland, March 23-25, 2015, Proceedings,
Part I, pages 532–560, 2015. 46, 156
[CNS08]

Benoît Chevallier-Mames, David Naccache, and Jacques Stern. Linear
bandwidth Naccache-Stern encryption. In Security and Cryptography
for Networks, 6th International Conference, SCN 2008, Amalfi, Italy,
September 10-12, 2008. Proceedings, pages 327–339, 2008. 148

[CO15]

Tung Chou and Claudio Orlandi. The simplest protocol for oblivious
transfer. In Progress in Cryptology - LATINCRYPT 2015 - 4th International Conference on Cryptology and Information Security in Latin
America, Guadalajara, Mexico, August 23-26, 2015, Proceedings, pages
40–58, 2015. 208

[CP14]

Tobias Christiani and Rasmus Pagh. Generating k-independent variables in constant time. In 55th IEEE Annual Symposium on Foundations of Computer Science, FOCS2014, Philadelphia, PA, USA, October 18-21, 2014, pages 196–205, 2014. 179, 180

[CPS99]

Sergio Cabello, Carles Padró, and Germán Sáez. Secret sharing schemes
with detection of cheaters for a general access structure. In Fundamentals of Computation Theory, 12th International Symposium, FCT ’99,

Bibliography

219

Iasi, Romania, August 30 - September 3, 1999, Proceedings, pages 185–
194, 1999. 22
[CRVW02] Michael R. Capalbo, Omer Reingold, Salil P. Vadhan, and Avi Wigderson. Randomness conductors and constant-degree lossless expanders.
In Proceedings of the 17th Annual IEEE Conference on Computational
Complexity, Montréal, Québec, Canada, May 21-24, 2002, page 15,
2002. 180
[CTV15]

Alessandro Chiesa, Eran Tromer, and Madars Virza. Cluster computing in zero knowledge. In Advances in Cryptology - EUROCRYPT
2015 - 34th Annual International Conference on the Theory and Applications of Cryptographic Techniques, Sofia, Bulgaria, April 26-30,
2015, Proceedings, Part II, pages 371–403, 2015. 57

[CZ14]

Eshan Chattopadhyay and David Zuckerman. Non-malleable codes
against constant split-state tampering. In 55th IEEE Annual Symposium on Foundations of Computer Science, FOCS 2014, Philadelphia,
PA, USA, October 18-21, 2014, pages 306–315, 2014. 47, 157

[DDGN14a] Ivan Damgård, Bernardo Machado David, Irene Giacomelli, and Jesper Buus Nielsen. Compact VSS and efficient homomorphic UC commitments. In Advances in Cryptology - ASIACRYPT 2014 - 20th International Conference on the Theory and Application of Cryptology
and Information Security, Kaoshiung, Taiwan, R.O.C., December 711, 2014, Proceedings, Part II, pages 213–232, 2014. 7, 8, 9, 29, 69,
108, 110, 118, 119, 121
[DDGN14b] Ivan Damgård, Bernardo Machado David, Irene Giacomelli, and Jesper Buus Nielsen. Compact VSS and efficient homomorphic UC commitments (full version). IACR Cryptology ePrint Archive, 2014:370,
2014. 86, 87
[DDV10]

Francesco Davì, Stefan Dziembowski, and Daniele Venturi. Leakageresilient storage. In Juan A. Garay and Roberto De Prisco, editors,
Security and Cryptography for Networks, volume 6280 of Lecture Notes
in Computer Science, pages 121–137. Springer Berlin Heidelberg, 2010.
157

[DF91]

Yvo Desmedt and Yair Frankel. Shared generation of authenticators and signatures (extended abstract). In Advances in Cryptology CRYPTO ’91, 11th Annual International Cryptology Conference, Santa
Barbara, California, USA, August 11-15, 1991, Proceedings, pages 457–
469, 1991. 3

220

Bibliography

[DFGK14]

George Danezis, Cédric Fournet, Jens Groth, and Markulf Kohlweiss.
Square span programs with applications to succinct NIZK arguments.
In Advances in Cryptology - ASIACRYPT 2014 - 20th International
Conference on the Theory and Application of Cryptology and Information Security, Kaoshiung, Taiwan, R.O.C., December 7-11, 2014.
Proceedings, Part I, pages 532–550, 2014. 57

[DG03]

Ivan Damgård and Jens Groth. Non-interactive and reusable nonmalleable commitment schemes. In STOC, pages 426–437, 2003. 74,
108

[DI06]

Ivan Damgård and Yuval Ishai. Scalable secure multiparty computation. In Advances in Cryptology-CRYPTO 2006, pages 501–520.
Springer, 2006. 77, 194

[DI14]

Erez Druk and Yuval Ishai. Linear-time encodable codes meeting the
gilbert-varshamov bound and their cryptographic applications. In Innovations in Theoretical Computer Science, ITCS’14, Princeton, NJ,
USA, January 12-14, 2014, pages 169–182, 2014. 15, 21, 41, 49, 52,
94, 112, 121, 158, 164, 166, 172, 176, 178

[DIK+ 08]

Ivan Damgård, Yuval Ishai, Mikkel Krøigaard, Jesper Buus Nielsen,
and Adam Smith. Scalable multiparty computation with nearly optimal
work and resilience. In Advances in Cryptology–CRYPTO 2008, pages
241–261. Springer, 2008. 77

[DIK10]

Ivan Damgård, Yuval Ishai, and Mikkel Krøigaard. Perfectly secure
multiparty computation and the computational overhead of cryptography. In Proceedings of EuroCrypt, pages 445–465, Springer Verlag
2010. 76, 77, 92, 93, 95, 194

[DKO13]

Stefan Dziembowski, Tomasz Kazana, and Maciej Obremski. Nonmalleable codes from two-source extractors. In Ran Canetti and
Juan A. Garay, editors, Advances in Cryptology – CRYPTO 2013,
volume 8043 of Lecture Notes in Computer Science, pages 239–257.
Springer Berlin Heidelberg, 2013. 47, 157

[DN02]

Ivan Damgård and Jesper Buus Nielsen. Perfect hiding and perfect
binding universally composable commitment schemes with constant expansion factor. In CRYPTO, pages 581–596, 2002. 42

[DNO10]

Ivan Damgård, Jesper Buus Nielsen, and Claudio Orlandi. On the
necessary and sufficient assumptions for UC computation. In Theory

Bibliography

221

of Cryptography, 7th Theory of Cryptography Conference, TCC2010,
Zurich, Switzerland, February 9-11, 2010. Proceedings, pages 109–127,
2010. 74, 108
[DPW10]

Stefan Dziembowski, Krzysztof Pietrzak, and Daniel Wichs. Nonmalleable codes. In Innovations in Computer Science - ICS 2010,
Tsinghua University, Beijing, China, January 5-7, 2010. Proceedings,
pages 434–452, 2010. 45, 46, 47, 48, 155, 156, 158, 164

[DSW08]

Yevgeniy Dodis, Victor Shoup, and Shabsi Walfish. Efficient constructions of composable commitments and zero-knowledge proofs. In Proceedings of the 28th Annual Conference on Cryptology: Advances in
Cryptology, CRYPTO 2008, pages 515–535, Berlin, Heidelberg, 2008.
Springer-Verlag. 109, 126

[Dya]

Dyadic. https://www.dyadicsec.com/. Last accessed: September
2015. 138

[DZ13]

Ivan Damgård and Sarah Zakarias. Constant-overhead secure computation of boolean circuits using preprocessing. In Theory of Cryptography,
pages 621–641. Springer, 2013. 37, 89, 196

[EFLL12]

Yael Ejgenberg, Moriya Farbstein, Meital Levy, and Yehuda Lindell.
Scapi: The secure computation application programming interface.
Cryptology ePrint Archive, Report 2012/629, 2012. 125

[EGL85]

Shimon Even, Oded Goldreich, and Abraham Lempel. A randomized
protocol for signing contracts. Commun. ACM, 28(6):637–647, 1985.
187

[FJN+ 13]

Tore Kasper Frederiksen, Thomas Pelle Jakobsen, Jesper Buus Nielsen,
Peter Sebastian Nordholt, and Claudio Orlandi. Minilego: Efficient
secure two-party computation from general assumptions. In EUROCRYPT, pages 537–556, 2013. 35, 75

[FJNT15]

Tore Kasper Frederiksen, Thomas P. Jakobsen, Jesper Buus Nielsen,
and Roberto Trifiletti. Tinylego: An interactive garbling scheme for
maliciously secure two-party computation. IACR Cryptology ePrint
Archive, 2015. 35

[FJNT16]

Tore Kasper Frederiksen, Thomas P. Jakobsen, Jesper Buus Nielsen,
and Roberto Trifiletti. On the complexity of additively homomorphic

222

Bibliography
UC commitments. In Theory of Cryptography - 13th International Conference, TCC 2016-A, Tel Aviv, Israel, January 10-13, 2016, Proceedings, Part I, pages 542–565, 2016. 42, 43

[FMNV14] Sebastian Faust, Pratyay Mukherjee, Jesper Buus Nielsen, and Daniele
Venturi. Continuous non-malleable codes. In Yehuda Lindell, editor,
Theory of Cryptography, volume 8349 of Lecture Notes in Computer
Science, pages 465–488. Springer Berlin Heidelberg, 2014. 47, 48, 157
[FMVW14] Sebastian Faust, Pratyay Mukherjee, Daniele Venturi, and Daniel
Wichs. Efficient non-malleable codes and key-derivation for poly-size
tampering circuits. In PhongQ. Nguyen and Elisabeth Oswald, editors,
Advances in Cryptology – EUROCRYPT 2014, volume 8441 of Lecture
Notes in Computer Science, pages 111–128. Springer Berlin Heidelberg,
2014. 47, 157
[FNO15]

Tore Kasper Frederiksen, Jesper Buus Nielsen, and Claudio Orlandi. Privacy-free garbled circuits with applications to efficient zeroknowledge. In Advances in Cryptology - EUROCRYPT 2015 - 34th
Annual International Conference on the Theory and Applications of
Cryptographic Techniques, Sofia, Bulgaria, April 26-30, 2015, Proceedings, Part II, pages 191–219, 2015. 208

[FS86]

Amos Fiat and Adi Shamir. How to prove yourself: Practical solutions
to identification and signature problems. In Advances in Cryptology
- CRYPTO ’86, Santa Barbara, California, USA, 1986, Proceedings,
pages 186–194, 1986. 57, 190

[Fuj14]

Eiichiro Fujisaki. All-but-many encryption - A new framework for fullyequipped UC commitments. In Advances in Cryptology - ASIACRYPT
2014 - 20th International Conference on the Theory and Application
of Cryptology and Information Security, Kaoshiung, Taiwan, R.O.C.,
December 7-11, 2014, Proceedings, Part II, pages 426–447, 2014. 42

[Fuj16]

Eiichiro Fujisaki. Improving practical uc-secure commitments based
on the DDH assumption. In Security and Cryptography for Networks
- 10th International Conference, SCN 2016, Amalfi, Italy, August 31 September 2, 2016, Proceedings, pages 257–272, 2016. 42

[FY92]

Matthew K. Franklin and Moti Yung. Communication complexity of
secure computation (extended abstract). In Proceedings of the 24th
Annual ACM Symposium on Theory of Computing, May 4-6, 1992,
Victoria, British Columbia, Canada, pages 699–710, 1992. 24, 38, 39,
75, 80, 81, 141

Bibliography

223

[GGPR13]

Rosario Gennaro, Craig Gentry, Bryan Parno, and Mariana Raykova.
Quadratic span programs and succinct nizks without pcps. In Advances
in Cryptology - EUROCRYPT 2013, 32nd Annual International Conference on the Theory and Applications of Cryptographic Techniques,
Athens, Greece, May 26-30, 2013. Proceedings, pages 626–645, 2013.
57

[GI01]

Venkatesan Guruswami and Piotr Indyk. Expander-based constructions of efficiently decodable codes. In 42nd Annual Symposium on
Foundations of Computer Science, FOCS 2001, 14-17 October 2001,
Las Vegas, Nevada, USA, pages 658–667, 2001. 112, 121

[GI02]

Venkatesan Guruswami and Piotr Indyk. Near-optimal linear-time
codes for unique decoding and new list-decodable codes over smaller
alphabets. In Proceedings on 34th Annual ACM Symposium on Theory of Computing, May 19-21, 2002, Montréal, Québec, Canada, pages
812–821, 2002. 112, 121

[GI03]

Venkatesan Guruswami and Piotr Indyk. Linear time encodable and list
decodable codes. In Proceedings of the 35th Annual ACM Symposium
on Theory of Computing, June 9-11, 2003, San Diego, CA, USA, pages
126–135, 2003. 112, 121

[GI05]

Venkatesan Guruswami and Piotr Indyk.
Linear-time encodable/decodable codes with near-optimal rate. IEEE Transactions on
Information Theory, 51(10):3393–3400, 2005. 18, 112, 121

[GIKW14]

Juan A Garay, Yuval Ishai, Ranjit Kumaresan, and Hoeteck Wee.
On the complexity of UC commitments. In Advances in Cryptology–
EUROCRYPT 2014, pages 677–694. Springer, 2014. 42, 43, 78, 108,
109

[GMO16a]

Irene Giacomelli, Jesper Madsen, and Claudio Orlandi. Zkboo: Faster
zero-knowledge for Boolean circuits. In 25th USENIX Security Symposium, USENIX Security 16, Austin, TX, USA, August 10-12, 2016.,
pages 1069–1083, 2016. 8, 55, 70

[GMO16b]

Irene Giacomelli, Jesper Madsen, and Claudio Orlandi. Zkboo: Faster
zero-knowledge for Boolean circuits (full version). IACR Cryptology
ePrint Archive, 2016:163, 2016. 207

[GMR85]

Shafi Goldwasser, Silvio Micali, and Charles Rackoff. The knowledge
complexity of interactive proof-systems (extended abstract). In Proceedings of the 17th Annual ACM Symposium on Theory of Computing,

224

Bibliography
May 6-8, 1985, Providence, Rhode Island, USA, pages 291–304, 1985.
56, 185

[GMW87]

Oded Goldreich, Silvio Micali, and Avi Wigderson. How to play any
mental game. In Proceedings of the nineteenth annual ACM symposium
on Theory of computing, pages 218–229. ACM, 1987. 60, 187, 195

[Gol98]

Oded Goldreich. Modern Cryptography, Probabilistic Proofs and Pseudorandomness, volume 17 of Algorithms and Combinatorics. Springer,
1998. 170

[Gol01]

Oded Goldreich. The Foundations of Cryptography - Volume 1, Basic
Techniques. Cambridge University Press, 2001. 56

[GOR15]

Irene Giacomelli, Ruxandra F. Olimid, and Samuel Ranellucci. Security
of linear secret-sharing schemes against mass surveillance. In Cryptology and Network Security - 14th International Conference, CANS 2015,
Marrakesh, Morocco, December 10-12, 2015, Proceedings, pages 43–58,
2015. 7, 8, 9

[GPSW06]

Vipul Goyal, Omkant Pandey, Amit Sahai, and Brent Waters.
Attribute-based encryption for fine-grained access control of encrypted
data. In Proceedings of the 13th ACM Conference on Computer and
Communications Security, CCS 2006, Alexandria, VA, USA, Ioctober
30 - November 3, 2006, pages 89–98, 2006. 3

[Gro10]

Jens Groth. Short non-interactive zero-knowledge proofs. In Advances
in Cryptology - ASIACRYPT 2010 - 16th International Conference on
the Theory and Application of Cryptology and Information Security,
Singapore, December 5-9, 2010. Proceedings, pages 341–358, 2010. 57

[Gro16]

Jens Groth. On the size of pairing-based non-interactive arguments.
In Advances in Cryptology - EUROCRYPT 2016 - 35th Annual International Conference on the Theory and Applications of Cryptographic
Techniques, Vienna, Austria, May 8-12, 2016, Proceedings, Part II,
pages 305–326, 2016. 57

[GRR98]

Rosario Gennaro, Michael O. Rabin, and Tal Rabin. Simplified VSS
and fast-track multiparty computations with applications to threshold
cryptography. In Proceedings of the Seventeenth Annual ACM Symposium on Principles of Distributed Computing, PODC ’98, pages 101–
111. ACM, 1998. 23

Bibliography

225

[GRS06]

Ariel Gabizon, Ran Raz, and Ronen Shaltiel. Deterministic extractors for bit-fixing sources by obtaining an independent seed. SIAM J.
Comput., 36(4):1072–1094, 2006. 145

[HIKN08]

Danny Harnik, Yuval Ishai, Eyal Kushilevitz, and Jesper Buus Nielsen.
Ot-combiners via secure computation. In Theory of Cryptography,
Fifth Theory of Cryptography Conference, TCC 2008, New York, USA,
March 19-21, 2008., pages 393–411, 2008. 41

[HL10]

Carmit Hazay and Yehuda Lindell. Efficient Secure Two-Party Protocols - Techniques and Constructions. Information Security and Cryptography. Springer, 2010. 57, 190

[HM04]

Dennis Hofheinz and Jörn Müller-Quade. Universally composable commitments using random oracles. In Theory of Cryptography, First Theory of Cryptography Conference, TCC 2004, Cambridge, MA, USA,
February 19-21, 2004, Proceedings, pages 58–76, 2004. 42, 109, 126

[HV16]

Carmit Hazay and Muthuramakrishnan Venkitasubramaniam. On the
power of secure two-party computation. In Advances in Cryptology
- CRYPTO 2016 - 36th Annual International Cryptology Conference,
Santa Barbara, CA, USA, August 14-18, 2016, Proceedings, Part II,
pages 397–429, 2016. 41, 58

[IKOS07]

Yuval Ishai, Eyal Kushilevitz, Rafail Ostrovsky, and Amit Sahai. Zeroknowledge from secure multiparty computation. In Proceedings of the
thirty-ninth annual ACM symposium on Theory of computing, pages
21–30. ACM, 2007. 5, 41, 55, 56, 58, 59, 60, 70, 77, 110, 186, 188, 191,
195, 200

[IKOS08]

Yuval Ishai, Eyal Kushilevitz, Rafail Ostrovsky, and Amit Sahai. Cryptography with constant computational overhead. In STOC, pages 433–
442, 2008. 75, 158

[IKOS09]

Yuval Ishai, Eyal Kushilevitz, Rafail Ostrovsky, and Amit Sahai. Zeroknowledge proofs from secure multiparty computation (full version).
SIAM Journal on Computing, 39(3):1121–1152, 2009. 193

[IPS08]

Yuval Ishai, Manoj Prabhakaran, and Amit Sahai. Founding cryptography on oblivious transfer–efficiently. In Advances in Cryptology–
CRYPTO 2008, pages 572–591. Springer, 2008. 41, 42, 77, 110

226

Bibliography

[JKO13]

Marek Jawurek, Florian Kerschbaum, and Claudio Orlandi. Zeroknowledge using garbled circuits: how to prove non-algebraic statements efficiently. In 2013 ACM SIGSAC Conference on Computer and
Communications Security, CCS’13, Berlin, Germany, November 4-8,
2013, pages 955–966, 2013. 58, 67, 186, 207, 208

[JW15]

Zahra Jafargholi and Daniel Wichs. Tamper detection and continuous non-malleable codes. In Theory of Cryptography - 12th Theory of
Cryptography Conference, TCC 2015, Warsaw, Poland, March 23-25,
2015, Proceedings, Part I, pages 451–480, 2015. 48, 49, 157, 161

[Kil92]

Joe Kilian. A note on efficient zero-knowledge proofs and arguments
(extended abstract). In Proceedings of the 24th Annual ACM Symposium on Theory of Computing, May 4-6, 1992, Victoria, British
Columbia, Canada, pages 723–732, 1992. 57

[KW93]

Mauricio Karchmer and Avi Wigderson. On span programs. In Proceedings of the Eigth Annual Structure in Complexity Theory Conference,
San Diego, CA, USA, May 18-21, 1993, pages 102–111, 1993. 13

[KZ07]

Jesse Kamp and David Zuckerman. Deterministic extractors for bitfixing sources and exposure-resilient cryptography. SIAM J. Comput.,
36(5):1231–1247, 2007. 145

[Lam73]

Butler W. Lampson. A note on the confinement problem. Commun.
ACM, 16(10):613–615, 1973. 138

[Lin11]

Yehuda Lindell. Highly-efficient universally-composable commitments
based on the DDH assumption. In Advances in Cryptology - EUROCRYPT 2011 - 30th Annual International Conference on the Theory
and Applications of Cryptographic Techniques, Tallinn, Estonia, May
15-19, 2011. Proceedings, pages 446–466, 2011. 42, 74, 108, 109, 124,
125

[Lip13]

Helger Lipmaa. Succinct non-interactive zero knowledge arguments
from span programs and linear error-correcting codes. In Advances
in Cryptology - ASIACRYPT 2013 - 19th International Conference on
the Theory and Application of Cryptology and Information Security,
Bengaluru, India, December 1-5, 2013, Proceedings, Part I, pages 41–
60, 2013. 57

[LL12]

Feng-Hao Liu and Anna Lysyanskaya. Tamper and leakage resilience in
the split-state model. In Reihaneh Safavi-Naini and Ran Canetti, editors, Advances in Cryptology – CRYPTO 2012, volume 7417 of Lecture

Bibliography

227

Notes in Computer Science, pages 517–532. Springer Berlin Heidelberg,
2012. 47, 48, 157
[LOP11]

Yehuda Lindell, Eli Oxman, and Benny Pinkas. The IPS compiler: Optimizations, variants and concrete efficiency. In Advances in Cryptology
- CRYPTO 2011 - 31st Annual Cryptology Conference, Santa Barbara,
CA, USA, August 14-18, 2011. Proceedings, pages 259–276, 2011. 41

[Mas93]

James L Massey. Minimal codewords and secret sharing. In Proceedings
of the 6th Joint Swedish-Russian International Workshop on Information Theory, pages 276–279, 1993. 16

[Mas95]

James L. Massey. Some applications of coding theory in cryptography.
In Codes and Ciphers: Cryptography and Coding IV, pages 33–47, 1995.
16

[MS78]

F.J. MacWilliams and N.J.A. Sloane. The Theory of Error-Correcting
Codes. North-Holland Publishing Company, 2nd edition, 1978. 122

[MS81]

Robert J. McEliece and Dilip V. Sarwate. On sharing secrets and reedsolomon codes. Commun. ACM, 24(9):583–584, 1981. 16

[Nao91]

Moni Naor. Bit commitment using pseudorandomness. J. Cryptology,
4(2):151–158, 1991. 31, 74, 78, 99, 108

[NFT09]

Ryo Nishimaki, Eiichiro Fujisaki, and Keisuke Tanaka. Efficient
non-interactive universally composable string-commitment schemes.
In Provable Security, Third International Conference, ProvSec 2009,
Guangzhou, China, November 11-13, 2009. Proceedings, pages 3–18,
2009. 42

[NN05]

Ventzislav Nikov and Svetla Nikova. On a relation between verifiable
secret sharing schemes and a class of error-correcting codes. In Coding
and Cryptography, International Workshop, WCC 2005, Bergen, Norway, March 14-18, 2005. Revised Selected Papers, pages 275–290, 2005.
17

[NNOB12]

Jesper Buus Nielsen, Peter Sebastian Nordholt, Claudio Orlandi, and
Sai Sheshank Burra. A new approach to practical active-secure twoparty computation. In Advances in Cryptology - CRYPTO 2012 - 32nd
Annual Cryptology Conference, Santa Barbara, CA, USA, August 1923, 2012. Proceedings, pages 681–700, 2012. 196

228

Bibliography

[NO09]

Jesper Buus Nielsen and Claudio Orlandi. LEGO for two-party secure
computation. In Theory of Cryptography, 6th Theory of Cryptography
Conference, TCC2009, San Francisco, CA, USA, March 15-17, 2009.
Proceedings, pages 368–386, 2009. 35

[NP99]

Moni Naor and Benny Pinkas. Oblivious transfer with adaptive
queries. In Michael Wiener, editor, Advances in Cryptology CRYPTO
99, volume 1666 of Lecture Notes in Computer Science, pages 573–590.
Springer Berlin Heidelberg, 1999. 31, 78, 99

[NS97]

David Naccache and Jacques Stern. A new public-key cryptosystem. In
Advances in Cryptology - EUROCRYPT ’97, International Conference
on the Theory and Application of Cryptographic Techniques, Konstanz,
Germany, May 11-15, 1997, Proceeding, pages 27–36, 1997. 148

[PHGR13]

Bryan Parno, Jon Howell, Craig Gentry, and Mariana Raykova. Pinocchio: Nearly practical verifiable computation. In 2013 IEEE Symposium on Security and Privacy, SP 2013, Berkeley, CA, USA, May
19-22, 2013, pages 238–252, 2013. 57, 58, 67, 186, 207

[PVW08]

Chris Peikert, Vinod Vaikuntanathan, and Brent Waters. A framework
for efficient and composable oblivious transfer. In David Wagner, editor, Advances in Cryptology CRYPTO 2008, volume 5157 of Lecture
Notes in Computer Science, pages 554–571. Springer Berlin Heidelberg,
2008. 31, 41, 78, 99, 122, 126

[Rab05]

Michael O. Rabin. How to exchange secrets with oblivious transfer.
IACR Cryptology ePrint Archive, 2005:187, 2005. 187

[RB89]

Tal Rabin and Michael BenOr. Verifiable secret sharing and multiparty protocols with honest majority. In Proceedings of the twenty-first
annual ACM symposium on Theory of computing, pages 73–85. ACM,
1989. 22

[RB07]

Phillip Rogaway and Mihir Bellare. Robust computational secret sharing and a unified account of classical secret-sharing goals. In Proceedings of the 2007 ACM Conference on Computer and Communications
Security, CCS 2007, Alexandria, Virginia, USA, October 28-31, 2007,
pages 172–184, 2007. 10, 143

[RSA78]

Ronald L. Rivest, Adi Shamir, and Leonard M. Adleman. A method for
obtaining digital signatures and public-key cryptosystems. Commun.
ACM, 21(2):120–126, 1978. 148

Bibliography

229

[RTWW11] Samuel Ranellucci, Alain Tapp, Severin Winkler, and Jürg
Wullschleger. On the efficiency of bit commitment reductions. In
Advances in Cryptology–ASIACRYPT 2011, pages 520–537. Springer,
2011. 77
[RTZ14]

Samuel Ranellucci, Alain Tapp, and Rasmus Winther Zakarias. Efficient generic zero-knowledge proofs from commitments. Cryptology
ePrint Archive, Report 2014/934. To appear in ICITS 2016, 2014.
http://eprint.iacr.org/. 58

[SB05]

Arun Subbiah and Douglas M. Blough. An approach for fault tolerant and secure data storage in collaborative work environments. In
StorageSS, pages 84–93, 2005. 138

[Sch89]

Claus-Peter Schnorr. Efficient identification and signatures for smart
cards. In Advances in Cryptology - CRYPTO ’89, 9th Annual International Cryptology Conference, Santa Barbara, California, USA, August
20-24, 1989, Proceedings, pages 239–252, 1989. 185

[Sch99]

Berry Schoenmakers. A simple publicly verifiable secret sharing scheme
and its application to electronic. In Advances in Cryptology - CRYPTO
’99, 19th Annual International Cryptology Conference, Santa Barbara,
California, USA, August 15-19, 1999, Proceedings, pages 148–164,
1999. 3

[SGMV09]

Mark W. Storer, Kevin M. Greenan, Ethan L. Miller, and Kaladhar
Voruganti. Potshards - a secure, recoverable, long-term archival storage
system. TOS, 5(2), 2009. 138

[Sha79]

Adi Shamir. How to share a secret. Communications of the ACM,
22(11):612–613, 1979. 3, 11

[Sie04]

Alan Siegel. On universal classes of extremely random constant-time
hash functions. SIAM J. Comput., 33(3):505–543, 2004. 179, 180

[Sim83]

Gustavus J. Simmons. The prisoners’ problem and the subliminal channel. In Advances in Cryptology, Proceedings of CRYPTO ’83, Santa
Barbara, California, USA, August 21-24, 1983., pages 51–67, 1983. 138

[Spi96]

Daniel A. Spielman. Linear-time encodable and decodable errorcorrecting codes.
IEEE Transactions on Information Theory,
42(6):1723–1731, 1996. 41, 112, 121

230

Bibliography

[Tel52]

B. D. H. Tellegen. A general network theorem, with applications.
Philips Research Reports, 7:259–269, 1952. 20, 184

[Vio09]

Emanuele Viola. The sum of D small-bias generators fools polynomials
of degree D. Computational Complexity, 18(2):209–217, 2009. 148

[VZ12]

Salil Vadhan and Colin Jia Zheng. Characterizing pseudoentropy and
simplifying pseudorandom generator constructions. In Proceedings of
the 44th symposium on Theory of Computing, pages 817–836. ACM,
2012. 33, 75, 89, 121

[Wat11]

Brent Waters. Ciphertext-policy attribute-based encryption: An expressive, efficient, and provably secure realization. In Public Key Cryptography - PKC 2011 - 14th International Conference on Practice and
Theory in Public Key Cryptography, Taormina, Italy, March 6-9, 2011.
Proceedings, pages 53–70, 2011. 3

[WBS+ 00]

Jay J. Wylie, Michael W. Bigrigg, John D. Strunk, Gregory R. Ganger,
Han Kiliççöte, and Pradeep K. Khosla. Survivable information storage
systems. IEEE Computer, 33(8):61–68, 2000. 138

[WH12]

Lin Wang and Zhi Hu. New sequences of period pn and pn+1 via projective linear groups. In Information Security and Cryptology - 8th International Conference, Inscrypt 2012, Beijing, China, November 28-30,
2012, Revised Selected Papers, pages 311–330, 2012. 148

[YY96]

Adam L. Young and Moti Yung. The dark side of "black-box" cryptography, or: Should we trust capstone? In Advances in Cryptology CRYPTO ’96, 16th Annual International Cryptology Conference, Santa
Barbara, California, USA, August 18-22, 1996, Proceedings, pages 89–
103, 1996. 138

[YY97]

Adam L. Young and Moti Yung. Kleptography: Using cryptography
against cryptography. In Advances in Cryptology - EUROCRYPT ’97,
International Conference on the Theory and Application of Cryptographic Techniques, Konstanz, Germany, May 11-15, 1997, Proceeding,
pages 62–74, 1997. 138

[ZRE15]

Samee Zahur, Mike Rosulek, and David Evans. Two halves make a
whole - reducing data transfer in garbled circuits using half gates. In
Advances in Cryptology - EUROCRYPT 2015 - 34th Annual International Conference on the Theory and Applications of Cryptographic
Techniques, Sofia, Bulgaria, April 26-30, 2015, Proceedings, Part II,
pages 220–250, 2015. 208

