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S U M M A R Y
Surface nuclear magnetic resonance (NMR) is a unique geophysical method due to its direct
sensitivity to water. A key limitation to overcome is the difficulty of making surface NMR
measurements in environments with anthropogenic electromagnetic noise, particularly con-
stant frequency sources such as powerlines. Here we present a method of removing harmonic
noise by utilizing frequency domain symmetry of surface NMR signals to reconstruct portions
of the spectrum corrupted by frequency-domain noise peaks. This method supplements the
existing NMR processing workflow and is applicable after despiking, coherent noise cancel-
lation, and stacking. The symmetry based correction is simple, grounded in mathematical
theory describing NMR signals, does not introduce errors into the data set, and requires no
prior knowledge about the harmonics. Modelling and field examples show that symmetry based
noise removal reduces the effects of harmonics. In one modelling example, symmetry based
noise removal improved signal-to-noise ratio in the data by 10 per cent. This improvement had
noticeable effects on inversion parameters including water content and the decay constant T2

∗.
Within water content profiles, aquifer boundaries and water content are more accurate after
harmonics are removed. Fewer spurious water content spikes appear within aquifers, which is
especially useful for resolving multilayered structures. Within T2

∗ profiles, estimates are more
accurate after harmonics are removed, especially in the lower half of profiles.

Key words: Time-series analysis; Fourier analysis; Hydrogeophysics.

I N T RO D U C T I O N

Groundwater accounts for 30 per cent of world freshwater resources
(Fitts 2002). Increasingly, geophysical methods are used to de-
tect and measure groundwater. Surface nuclear magnetic resonance
(NMR) is an emerging geophysical method that is unique because
it is directly sensitive to water; it detects the depth and water con-
tent per unit volume of water underground. However, it is currently
difficult to acquire good surface NMR measurements in environ-
ments with anthropogenic electromagnetic noise. In this study, we
describe a signal processing technique for extracting information
from certain types of noisy surface NMR records.

Many studies have identified electromagnetic noise as an obsta-
cle to widespread use of surface NMR because ambient noise often
has much greater magnitude than the small water-induced voltages
(e.g. Walsh 2008; Larsen et al. 2014; Müller-Petke & Costabel
2014). Common noise sources include lightning and anthropogenic
installations such as electric fences, generators, and powerlines. The
majority of noise falls into two broad categories: spiky noise (large
pulses from, e.g. lightning or electric fences) and harmonics (com-
monly from powerlines). These powerline harmonics are sinusoids
whose frequencies are integer multiples of a base frequency of 50

or 60 Hz depending on geographic location (Legchenko & Valla
2003; Dalgaard et al. 2014). In the frequency domain, powerline
harmonics appear as peaks at their respective frequencies and spiky
noise appears all across the spectrum (broad-band noise). Large
time-domain spikes are normally discarded early in processing, and
subsequent stacking usually cancels much of the remaining broad-
band noise because it is approximately random over time. However,
since powerline harmonics are more constant over time, the stacking
done to remove broad-band noise does not effectively remove them
in practice.

Behroozmand et al. (2015) summarized the standard workflow
for noise removal in NMR data. It begins with despiking, contin-
ues through coherent noise cancelling with the use of one or more
reference loops, and finishes with stacking the cleaned records to
eliminate remaining noise. These methods reduce but often do not
eliminate powerline harmonics (e.g. Dalgaard et al. 2012), so an
additional step is often needed for the purpose. Müller-Petke &
Costabel (2014) explored options for better cancelling of harmonic
noise from the reference loop. They concluded that setting optimal
filter widths and using sufficiently long record times improved the
signal-to-noise ratio (SNR) after reference loop cancellation. Larsen
et al. (2014) proposed a model-based subtraction of the harmonics,
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Figure 1. Flowchart showing where symmetry based harmonic removal fits
in the standard NMR processing workflow.

which requires calculation of their frequencies, phases and ampli-
tudes. The user determines the precise base frequency and solves
for the amplitude and phase of all the harmonics in order to subtract
them. Ghanati et al. (2016) presented a method combining empirical
mode decomposition with statistical optimization to remove most
noise, including some powerline harmonics. This complex method
requires an empirical mode decomposition (EMD) of the signal,
followed by detrended fluctuation analysis to identify noise-only
intrinsic mode functions that are then dropped. Legchenko & Valla
(2003) presented notch filtering to remove the frequency domain
noise peaks, a method that they noted will potentially distort the
signal. Following up on this issue, Jiang et al. (2011) created an
adaptive notch filter, using a more complex procedure to remove
the powerline noise peaks with less disruption to the signal. Finally,
a common approach that allows users to indirectly remove power-
line harmonics is bandpass filtering, which risks losing significant
data if the filter becomes too narrow (Walsh 2008).

This study presents an alternative method of removing harmonic
noise in surface NMR data. Fig. 1 shows how the procedure sup-
plements the existing workflow. The frequency domain symmetry
of surface NMR signals allows the analyst to reconstruct portions
of the spectrum corrupted by frequency-domain peaks, such as
those from power line harmonics. This procedure is simple, does
not disrupt the data set, and requires no prior knowledge about the
harmonics.

S U R FA C E N M R B A C KG RO U N D

When undisturbed, the nuclear magnetic spin moment of hydrogen
atoms in water molecules align themselves with whatever back-
ground magnetic field (B0) they are in; for surface NMR this is
Earth’s magnetic field. They precess about this background field
at an angular frequency called the Larmor frequency that depends
on the strength of the field. This alignment creates a small bulk
magnetization of the water. During a surface NMR sounding, elec-

trical current is pulsed through a wire loop on the ground surface
to induce another magnetic field that changes the orientation of the
nuclear spin. When this external field is removed, the magnetiza-
tion precesses around the original orientation and gradually falls
back into alignment with Earth’s magnetic field. The relaxation
induces an electrical signal in the surface coil that can be used to-
gether with information about the applied pulse to determine how
much water is present at what depth. In the commonly used free
induction decay (FID) method, one excitation pulse is applied and
then the signal is allowed to decay freely. (Legchenko & Valla
2002).

Previous work (e.g. Legchenko & Shushakov 1998) has shown
that the basic signal V(t) produced by water in the surface coil
in response to a single input pulse is a sinusoid modulated by an
exponentially decaying curve:

V (t) = Ae
− 1

T ∗
2

t
cos (2π fL t + ϕ) . (1)

In eq. (1), V is voltage in the surface coil, t is time since the
middle of the excitation pulse, the initial amplitude A relates to
the amount of water present, the decay constant T2

∗ > 0 describes
how quickly the magnetization returns to the original alignment, fL

is the Larmor frequency in Hz (the rate of precession around the
background magnetic field, fL = γ B0/(2π ) where γ is the gyro-
magnetic ratio), and ϕ is a phase shift that occurs if the ground is
conductive (see Behroozmand et al. 2015 and references within).
In practice, A is needed to invert the data for water content, but
it is unknown because of the dead time between when current is
turned off at the surface and when the coil is able to receive data.
Since ωL and t are known, T2

∗ must be estimated to extrapolate the
signal back to t = 0 and find A. The presence of noise can make
the extrapolation inaccurate, resulting in a mis-estimation of water
content.

The actual signal received at the surface is a sum of decaying sinu-
soids with the same Larmor frequency but different amplitudes and
decay constants. The different decay constants appear because some
water molecules reorient faster than others. This difference in relax-
ation speed is caused by complex interactions between the aquifer
material and the water molecules. Each decay constant has an as-
sociated amplitude that depends on the number of water molecules
whose relaxation is described by that constant (Legchenko & Valla
2003; Behroozmand et al. 2015). For simplicity, we consider one
such sinusoid as an example, but the results apply equally to this
sum because symmetry properties of the sum are the same as for
one sinusoid.

F R E Q U E N C Y D O M A I N N O I S E
R E M OVA L T H E O RY

Before discussing frequency-domain processing, it is necessary to
find the expected spectrum of NMR water data. Eq. (1) is a product
of two signals in the time domain. In the following analysis, we
take the phase shift as zero for simplicity. This can occur if the
ground has low conductivity, or if the phase shift is removed in
pre-processing. Ignoring the phase shift,

V1 (t) = Ae
− 1

T∗
2

t
(2)

V2 (t) = cos (2π fL t) . (3)

The Fourier transform of eq. (1) is the convolution of the trans-
forms of eqs (2) and (3) (Bracewell 1978). The transform of
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726 A. Hein, J.J. Larsen and A. Parsekian

Figure 2. Conceptual demodulation of idealized NMR water signal. A fictitious Larmor frequency of 200 Hz is chosen for legibility. Black lines represent real
values and red lines represent imaginary values. (a) Idealized NMR water signal. (b) Spectrum of idealized signal in (a). (c) Demodulated NMR water signal.
(d) Spectrum of demodulated signal in (c).

eq. (2) can be calculated using the definition of the Fourier transform
(Bracewell 1978) as

F (ω) =
A 1

T∗
2(

1
T∗

2

)2
+ 4π 2ω2

+ i
A2πω(

1
T∗

2

)2
+ 4π 2ω2

. (4)

The curve defined by eq. (4) approaches zero as |ω| increases,
so a finite bandwidth can approximate it well. It is also symmetric
about ω = 0; the real portion has even symmetry ( f (ω) = f (−ω))
and the imaginary portion has odd symmetry ( f (ω) = − f (−ω)).
The transform of eq. (3) is simply a delta function of height 1

2 at
ω = ± fL , so convolution involves scaling and shifting copies of
eq. (4) to be centred at ω = ± fL , instead of at ω = 0 (Bracewell
1978).

Recovering T2
∗ amounts to finding the exponential envelope of

the time-domain signal, that is, demodulating the signal. In the
frequency domain, demodulation of this signal involves choosing a
band of frequencies centred at ω = fL , scaling them by a factor of
2, and shifting them to be centred at ω = 0 (Bracewell 1978). In
the absence of noise or a phase shift from conductive ground, this
procedure reconstructs eq. (4). In that case, the time domain signal
is just eq. (2) and because of the symmetry discussed above, the
time domain signal continues to be real after the demodulation, as
shown in Fig. 2. In real world measurements, the water data will
be combined with noise (in the following discussion, ‘water data’
means the part of the measurement that is due to water and described
by eqs 2–4).

If powerline harmonics are present, there will be added har-
monics in the time domain and their corresponding noise peaks in
the frequency domain. These peaks disrupt the frequency-domain
symmetry after demodulation, unless they have equal amplitude

and are equidistant on either side of the Larmor frequency. When
symmetry is disrupted, demodulation produces a complex time-
domain signal where the water data, as established above, is only
in the real part of the signal. The discussion below will estab-
lish that noise from the harmonics appears in both the real and the
imaginary time-domain components. This transformation is already
an improvement over the modulated signal, because it is possible
to remove some noise by simply deleting the imaginary part of
the time-domain signal (Figs 3b and c). In this case, since the
imaginary time-domain component is entirely due to noise, it can
be used to estimate and remove noise from the real time-domain
component.

The simplest case is one noise peak with height a + bi originally
placed at some frequency ω = ±| fL + x |. After demodulating,
the noise peak will be located at ω = x in the frequency spec-
trum. Note that the spectral component located at ω = −x has
negligible noise contribution (Fig. 3d). This is a key part of the
symmetry based correction, because it means that frequencies near
ω = −x can be used to reconstruct the corrupted part of the signal
at ω = x .

To show the effect of demodulation in the time domain, we note
that by a well-known theorem from analysis (Spivak 2008), any
function G can be uniquely expressed as the sum of an odd function
O and an even function E.

E (ω) = G (ω) + G (−ω)

2
(5a)

O (ω) = G (ω) − G (−ω)

2
. (5b)

By applying these formulas, the noise peak can be expressed as
the sum of four spectral components (C):
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Figure 3. Conceptual effect of demodulation on an idealized NMR water signal with one harmonic noise peak. A fictitious Larmor frequency of 200 Hz is
chosen for legibility. Black lines represent real values and red lines represent imaginary values. (a) Idealized NMR water signal with harmonic noise. (b)
Spectrum of idealized signal with noise in (a). (c) Demodulated NMR water signal with harmonic noise. (d) Spectrum of demodulated signal in (c). (e)
Real time-domain component of the harmonic noise. (f) Spectral components of noise corresponding to the real time-domain signal in (e). (g) Imaginary
time-domain component of the harmonic noise. (h) Spectral components of noise corresponding to the imaginary time-domain signal in (g).

Cr,e(ω): a real, even function with peaks of height a/2 at ω =
±x .

Cr,o(ω): a real, odd function with a peak of height a/2 at ω =
x and a peak of height −a/2 at ω = −x .

Ci,e(ω): an imaginary, even function with peaks of height b/2 at
ω = ±x .

Ci,o(ω): an imaginary, odd function with a peak of height b/2 at
ω = x and a peak of height −b/2 at ω = −x .

When the four components are added, the peaks at −x cancel
each other out while those at x produce the original noise peak a
+ bi (Fig. 3). The only difference between Cr,o(ω) and Cr,e(ω) or

between Ci,e(ω) and Ci,o(ω) is the sign of the peak at ω = −x, as
shown in Fig. 3.

This representation makes it clear how the noise peak behaves
under the inverse Fourier transform. Due to symmetry, components
Cr,e (ω) and Ci,o (ω) together have a purely real time-domain repre-
sentation (Bracewell 1978). Furthermore, this real time series com-
pletely contains the real time-domain part of the harmonic noise.
These parts of the noise peak are combined with the data. The
symmetry of components Cr,o(ω) and Ci,e(ω) together gives them a
purely imaginary time-domain representation. This imaginary time
series completely contains the imaginary time-domain part of the
harmonic noise.
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728 A. Hein, J.J. Larsen and A. Parsekian

This observation suggests a procedure for removing the noise
peak from the data. The first step is to take the Fourier transform of
the data, demodulate the signal, and retransform to the time domain.
This produces a real and an imaginary time domain component.
The real time domain component is an initial estimate of the water
data signal, and is to be improved. The imaginary time-domain
component can be transformed to estimate noise still remaining
in the signal. This is done by finding the Fourier transform of the
imaginary time domain component, (producing components Cr,o(ω)
and Ci,e(ω)) and multiplying the peak at ω = −x by −1. This
multiplication produces components Cr,e(ω) and Ci,o(ω), an estimate
of noise still remaining in the spectrum of the real time domain
component. The last step is to subtract the resulting noise estimates
at ω = x and ω = −x from the spectrum of the real time-domain
component.

In the general case, noise peaks occur at both positive and nega-
tive frequencies after demodulation. Noise peaks originally located
between zero and the Larmor frequency will appear at negative fre-
quencies after a demodulation that shifts the Larmor frequency to
zero. Assuming that the noise peaks are located in the full spec-
trum after demodulation at ω = x1, x2, x3. . . , they will appear in
frequency-domain components Cr,o(ω) and Ci,e(ω) at ω = x1, −x1,
x2, −x2, x3, −x3, . . . . Generalizing from the discussion for one noise
peak, the components at ω = −x1, −x2, −x3, . . . must be multiplied
by −1 before subtraction. Since some of the full spectrum frequency
peak locations x1, x2, x3, . . . may be at negative frequencies while
others may be at positive frequencies, this procedure is not as simple
as multiplying one half of the frequency spectrum by −1; the proper
locations ω = −x1, −x2, −x3, . . . must be identified individually.

There are several options for how to identify the peak locations.
Unfortunately, it is theoretically impossible to tell from frequency-
domain components Cr,o(ω) and Ci,e(ω) alone whether a noise peak
appearing at ω = x1 and ω = −x1 was located originally at x1 or
−x1. Making the wrong choice would corrupt the data rather than
improving it. Furthermore, the other components Cr,e(ω) and Ci,o(ω)
are not available because, as the above discussion established, they
are combined with the water data in the real part of the time-domain
signal. This means some additional method is needed to decide
where the noise peaks are. It is difficult to predict their position
in advance. Powerline harmonics do appear at multiples of a base
frequency, but other sinusoidal noise sources do not; also, it is not
possible to know beforehand which harmonics will show strongly in
a given data set. Therefore, it seems reasonable to use a data-driven
approach, such as an algorithm that examines the full spectrum for
large deviations from nearby values. The symmetry based noise
removal procedure is summarized in Fig. 4, and its place in the
NMR processing workflow is shown in Fig. 1. Note that symmetry
based noise removal is best applied after post-processing steps, as
justified below.

Some caution is necessary when using symmetry based noise
removal. Consider the effect of symmetry based noise removal when
some noise exists at ω = −x in addition to the target noise at ω =
x with height a + bi. This is almost certain to happen in field data.
The effects of the symmetry based correction can be determined by
applying eqs (5a) and (b) to both noise peaks, and it is useful to
consider four cases.

Three of the cases are special cases where symmetry based noise
removal is ineffective. In the first, the noise at ω = −x is the same
magnitude as the noise at ω = x, with even symmetry in the real
component and odd symmetry in the imaginary component. That
is, the peak at ω = −x has height a − bi. Here, no noise at all can
be removed by symmetry based correction because the symmetry

Figure 4. Flowchart showing the steps of symmetry based harmonic noise
removal.

already forces all the noise into the real part of the time-series.
Performing the correction anyway would leave the data unchanged.
In the second case, the peak happens to fall exactly on the Larmor
frequency, in which case symmetry based correction is not even
applicable because x = 0 after demodulation, meaning that −x = 0
as well and no frequency is available to use in correction. In practice,
harmonic peaks have a nontrivial width that makes it complicated
to say when a peak falls on the Larmor frequency; this question
is addressed later in the paper. In the third case, the noise at ω

= −x is the same magnitude as the peak at ω = x, but this time
with odd symmetry in the real component and even symmetry in
the imaginary component. That is, the peak at ω = −x has height
−a + bi. This means the entire noise function would be contained
in components Cr,o(ω) and Ci,e(ω) (the imaginary part of the time
series), and no correction is needed to the real part of the time series.
Performing the correction anyway would actually corrupt the data
by introducing two peaks of height −a−bi at ± x into the spectrum
of the real time-domain data.

The last case is most common, and a good candidate for symmetry
based noise removal. In the fourth and final case, the noise at ω = −x
is smaller in magnitude than the noise at the harmonic peak ω = x.
If the peak at ω = −x has height c – di where |c| < |a| and |d| < |b|,
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then some of the noise can be removed. The peak at ω = x will be
reduced to the dimensions of the peak at ω = −x. Since powerline
harmonics usually correspond to this case, symmetry based noise
correction tends to be effective for them. All examples in this paper
fall under this fourth category.

The above discussion shows that symmetry based noise correc-
tion is most effective when noise at ω = −x after demodulation
is much smaller than the target harmonic peak at ω = x. Other-
wise, applying symmetry based correction will at best leave the
data unchanged or nearly so, and at worst actually introduce errors.
In practice, then, harmonic noise peaks should be larger than the
broad-band noise and the harmonics should be placed asymmet-
rically about the Larmor frequency in order for symmetry based
noise correction to be effective. Furthermore, in the special case
where a harmonic falls exactly on the Larmor frequency, symmetry
based correction will not remove that harmonic at all. These consid-
erations imply that symmetry based correction is best done late in
the NMR processing workflow, as shown in Fig. 1, so that as much
non-harmonic noise as possible is already removed.

M E T H O D S

Symmetry based noise removal was tested on both field and syn-
thetic data sets. Three synthetic models were constructed to repre-
sent different aquifer configurations. These models were corrupted
with powerline noise derived from field measurements, and pro-
cessed with and without symmetry based noise removal. A separate
field data set containing powerline harmonics was also processed
with and without symmetry based noise removal.

All field data and noise records were recorded from field sites
in Wyoming, USA using the GMR surface NMR instrument (Vista
Clara, Mukilteo, WA, USA). Synthetic data sets were generated us-
ing MRSmatlab (Müller-Petke & Yaramanci 2010). All inversions
were performed using MRSmatlab. Inversions were completed us-
ing a smooth mono-exponential fit, in the amplitude dataspace, with
all other program settings at their default values. This configuration
was chosen because it was better than other fitting styles or datas-
pace choices at reproducing the aquifer structure of a synthetic data
set before any noise was added.

A field noise record containing principally powerline harmonics
was used to introduce noise into synthetic data sets. This noise
record is from an alpine area in the Snowy Range near Laramie
in southeastern Wyoming, a location where other anthropogenic
noise, caused by such sources as generators or electric fences, is
minimal. The noise record was pre-processed using proprietary
software included with the GMR instrument to eliminate stacks
with high broad-band noise and apply a 200-Hz bandpass filter. It
was then demodulated and scaled before being added to the synthetic
data.

Scaling was applied to adjust the magnitude of the harmonic peak
to a level similar to typical SNR as observed in the Snowy Range.

The harmonic peak was originally much larger because the field
noise was collected on a reference loop that had approximately 2.25
times the area of the modelled loop size in the synthetic data. It
was not feasible to make the modelled loop the same size as the
reference loop. Since the reference loop was originally deployed
as part of collecting a field data set, it was much larger than most
transmitter loops as is typical in data collection. The reference loop
had a 300 m perimeter and an arbitrary loop shape. Furthermore,
the noise could not be reduced through adaptive noise cancellation,
because this was the only reference loop record taken with the mea-
surement. A scaling factor of 0.2 was used; this corrected for the
difference in loop size and made the SNR similar to that observed
in typical Snowy Range field measurements. While Snowy Range
measurements are not necessarily typical of the full possible range
of all field NMR measurements, they provide a guideline for a real-
istic noise level. Theoretically, the exact magnitude of the powerline
harmonic is not important to symmetry based noise removal; the
method can remove harmonics no matter what their magnitude. In
practical terms, if removing a small harmonic improves the inver-
sion, then removing a large harmonic would improve the inversion
even more, so testing a reduced harmonic is more rigorous.

Synthetic data sets were generated for a deep aquifer, a shallow
aquifer, and a two-layer system. The modelled water contents and
T2

∗ for each layer are shown in Table 1. The shallow aquifer had a top
at 10 m depth, and was intended as a simple example of a possible
field scenario. The deeper aquifer had a top at 20 m depth and is
another simple field scenario. The only difference between the two
aquifers is their depth, allowing for a straightforward comparison
of how target depth interacts with noise and noise removal in the
inversion. The two layer system adds one more layer of complexity,
testing how noise and noise removal affect resolving the boundary
between the two aquifers in the inversion.

Each modelled data set has 4 processing stages. Stage 1 is the
smooth curves of voltage over time, representing the ideal signals
that would be recorded with no noise whatsoever. Stage 2 is the
data set as initially modelled, containing approximately 10 nV of
Gaussian noise. It is not possible to model data in MRSmatlab
without adding some Gaussian noise. In stage 3, corrupted data,
the field noise record is added to the stage 2 data. This noisy data
corresponds to the expected result of a normally processed field
measurement, in which the receiver loop records both the water
signal and powerline noise. Last, the symmetry based noise removal
method is applied, producing stage 4, cleaned data. Ideally, the data
in stage 4 would be similar to the data in stage 2.

The raw data was compared using 3 metrics to show the effects of
symmetry based noise removal. The initial amplitude A and decay
constant T2

∗ were estimated for each signal recorded for an input
pulse, at all 4 processing stages. These parameters were estimated by
taking the magnitude of the signal, log transforming this magnitude,
fitting a linear model Y = B0 + B1t to the transformed signal versus
time, then taking A = eB0 and T ∗

2 = − 1
B1

. Finally, A and T2
∗ were

averaged for all the signals in each model. Of course, these average

Table 1. Forward modelling parameters.

Shallow aquifer Deep aquifer 2-Layer aquifer

Layer bottom
(m)

Water content
(per cent) T2

∗ (s)
Layer bottom

(m)
Water content

(per cent) T2
∗ (s)

Layer bottom
(m)

Water content
(per cent) T2

∗ (s)

10 2 0.1 20 2 0.1 5 1 0.05
25 10 0.2 35 10 0.2 15 10 0.15
75 2 0.05 75 2 0.05 30 15 0.075
– – – – – – 75 1 .05
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730 A. Hein, J.J. Larsen and A. Parsekian

parameters do not accurately represent any individual signal. Rather,
they are intended as a general indicator of changes in curve shape
between the processing stages. The third metric was SNR, defined

as SNR =
∑n

k = 1 (signalk )2
∑n

k = 1 (noisek )2 where noise was calculated by subtracting

the stage 1 smooth signal from the more processed data, and the
sum was taken across the entire data set. SNR was calculated for
the stage 2 initial, stage 3 corrupted and stage 4 cleaned data sets in
each model.

Inversions were also compared to show the effect of symmetry
based noise removal on the end results. The stage 2 initial data were
inverted without any added noise for the ‘best case’ estimate. Then,
the stage 3 corrupted data was inverted to show the effect of the
powerline noise on the inversion results. Finally, the stage 4 cleaned
data was inverted to see how close the results were to the ‘best case’
estimate. Ideally, the inversion would have returned exactly to the
‘best case’ estimate after noise removal.

The smallest 4 pulse moments were not used when inverting
the modelled data. This was necessary because otherwise, once
powerline noise was added, an extremely wet (around 40 per cent),
very thin layer appeared at a depth of about 2 m. If regularization was
turned high enough to remove this artefact, the entire model became
over-regularized and did not recover the original aquifer structure.
Also, the layer was not much reduced by symmetry-based noise
removal. Turning off the smallest pulse moments was appropriate
because that is standard procedure if a similar problem had appeared
in field data. In general, the top few meters are not saturated, and
the low water content in the unsaturated zone can result in poor data
fits. Also, these pulse moments were only sensitive to the very near
surface (<5 m depth), where the synthetic models had near-zero
water content, so turning them off did not change the deeper parts
of the inversion.

Field data was collected from the Red Buttes study area south of
Laramie, WY, USA, using a FID excitation pulse and 45-m diame-
ter circular figure-8 transmitter/receiver loop, with a 55-m diameter
circular figure-8 reference loop. The data were imported into MRS-
matlab and pre-processed by time-domain despiking to remove the
worst broad-band noise, coherent noise cancellation using the refer-
ence loop record, and finally stacking. Note that this field record was
pre-processed slightly differently than the powerline noise record

discussed above. This was necessary because the field record was
processed and inverted completely in MRSmatlab, while the pow-
erline noise record was added to synthetic models. MRSmatlab
greatly down samples field data, but not synthetic models; so the
powerline noise record could not be pre-processed in MRSmatlab.
Furthermore, the field measurement had a reference loop record
for adaptive noise cancellation, but the powerline noise record had
no available reference loop record. The results are still comparable
because the powerline noise record was only used to introduce ex-
ample harmonics into the synthetic data, and the field data already
contained powerline noise. The two pre-processing approaches pro-
duced equivalent products: data sets that contained NMR water data
corrupted by powerline noise. Since this was a field measurement,
no theoretical stage 1 or stage 2 data was available. There were
only equivalents to stage 3 and 4; therefore, curve shape and SNR
metrics could not be applied. The Red Buttes data was inverted after
pre-processing; then the symmetry-based noise removal procedure
was applied and the data was inverted again for an improved model.

Finally, symmetry based noise removal was compared to model
based harmonic subtraction using the method described by Larsen
et al. (2014). This method requires the user to determine the base
frequency and solve for the amplitude and phase of each harmonic.
The modelled harmonics are then subtracted from the data. Model
based harmonic subtraction was applied to the stage 3 data for the
modelled deeper aquifer.

R E S U LT S

Symmetry based noise removal effectively removes powerline har-
monics in both modelled and field data. In modelled data, removing
the harmonics increases SNRs and produces signals closer in shape
to those of the smooth model. Inversions of the cleaned data return
more accurate water content and T2

∗ values. In field data, symme-
try based noise removal produces inversions that are more realistic
given background knowledge of the field site.

Symmetry based correction removed powerline harmonics from
the data. An example signal recorded for one input pulse from the
modelled deeper aquifer is shown in Fig. 5, with curves for the origi-
nal modelled data, the noisy data, and the data after symmetry-based

Figure 5. Example pulse moment (pulse moment 18 from modelled deeper aquifer data) before and after removal of powerline harmonics. The red line is noisy
data, the blue line is data after symmetry based correction, and the black line is the original model. (a) FID decay time series. (b) FID decay power spectrum.
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Table 2. Results of symmetry based noise removal.

Model Processing stage Applied processing
Average initial
amplitude (nV)

Average T2
∗

(s)
Signal-to-noise
ratio

Shallow Smooth None 64 0.18 –
Initial Gaussian noise added 54 0.27 5.2
Corrupted Powerline noise added 52 0.39 2.5
Cleaned Symmetry based noise removal applied 54 0.21 7.1

Deeper Smooth None 53 0.16 –
Initial Gaussian noise added 41 0.30 3.1
Corrupted Powerline noise added 40 0.44 1.5
Cleaned Symmetry based noise removal applied 40 0.23 4.2

Two layer Smooth None 100 0.11 –
Initial Gaussian noise added 46 0.31 3.7
Corrupted Powerline noise added 44 0.53 2.4
Cleaned Symmetry based noise removal applied 44 0.24 4.2

noise removal. The top panel shows the time series data. All three
curves follow the same overall pattern, with similar initial ampli-
tudes and decay times. However, the noisy data (red line) has much
more spread around this basic curve than the original modelled data
(black line). The corrected data (blue line) is intermediate between
the two, a better approximation to the original data. The bottom
panel shows the power spectrum of the data. Before noise removal,
peaks on the order of half the maximum signal height appear at −90
and 30 Hz; these were removed by symmetry-based correction.

Table 2 shows how removing powerline harmonics affected the
curve shape and SNR metrics for the modelled aquifers. In all cases,
the average value of A decreased drastically when Gaussian noise
was added in stage 2. However, adding powerline noise in stage
3 barely changed A, and removing it produced little to no effect.
In general, symmetry based noise removal neither improved nor
worsened the estimates of A. In general, symmetry based noise
removal improved the estimates of T2

∗. In all three models, the
average value of T2

∗ increased when Gaussian noise was added
in stage 2 and increased again when powerline noise was added
in stage 3. Symmetry based noise removal lowered the average
value of T2

∗. While it did not return perfectly to the stage 1 value,
it produced a closer estimate than stage 2 in all three cases. In
all three cases, SNR was lowered when powerline harmonics were
added and raised after symmetry based noise removal, being highest
in stage 4. The behaviour of T2

∗ and SNR shows that symmetry
based noise correction is undoing the effects of adding powerline
harmonics, and also removing additional noise. This result makes
sense because symmetry based noise removal drops the imaginary
time domain component after demodulation as discussed above, and
this component would contain some of the Gaussian noise.

The inverted sounding from the modelled shallow aquifer is
shown in Fig. 6. Without any noise, an inversion based on a smooth
mono-exponential fit recovers a fairly good approximation to the
upper boundary, lower boundary, and water content in the shallow
aquifer (black line). The decay parameter T2

∗ is also well approx-
imated. When noise is added, the inversion becomes much spikier
(red line). The top aquifer boundary is still estimated fairly well,
but the bottom boundary is put slightly too high. The water content
in the aquifer is generally overestimated; estimates now range from
7 to 18 per cent. T2

∗ is generally unchanged in the upper portion,
and significantly overestimated at depth. Removing the powerline
noise from the data with symmetry based correction (blue line) re-
sults in an approximation closer to the ‘no noise’ inversion. The
top boundary of the aquifer is unchanged after noise removal. The
bottom boundary of the aquifer is adjusted downward. Water con-
tents within the aquifer are closer to the ‘no noise’ inversion, with

estimates ranging from 9 to 13 per cent. T2
∗ at depth is much closer

to the ‘no noise’ inversion.
The effect of symmetry based correction on a modelled deeper

aquifer is shown in Fig. 7. Here, the top boundary of the aquifer is
at similar depth before and after adding noise; the bottom bound-
ary is estimated to be too shallow, and symmetry based correction
does not make much difference. T2

∗ is again overestimated at depth,
and water content is slightly overestimated by the noisy data rela-
tive to the ‘no noise’ inversion. Both these errors are improved by
symmetry based correction.

Results from symmetry based correction for a modelled two-layer
aquifer system is shown in Fig. 8. Again, adding noise to the data
causes water content to be overestimated, the bottom boundary of
the lowest aquifer placed too high, and T2

∗ overestimated at depth.
These problems are improved by removing powerline harmonics.
Only one aquifer can be confidently interpreted in the noisy inver-
sion. After symmetry based correction, the lower aquifer is still not
distinctly visible, but the result is more similar to the ideal inversion
result that captures the decrease in water content between 15 and
25 m.

An example signal recorded for one input pulse from the Red
Buttes data, with curves before and after symmetry based correc-
tion, is shown in Fig. 9. In the time domain (upper panel) the curves
have a different appearance than those in Fig. 5. The corrected data
does have less spread than the noisy data; it also has a smaller ini-
tial amplitude and a slightly faster decay. In the frequency domain,
some broad-band noise appears; this is reduced by dropping the
imaginary time-domain data after demodulation. Two noise peaks
appear at −120 and 20 Hz; the peak at 20 Hz is more than twice the
height of the maximum signal. Symmetry based correction removes
the peaks.

The Red Buttes inversion before and after symmetry based cor-
rection is shown in Fig. 10. This sounding was taken in an area where
less permeable Satanka shale overlies permeable Casper sandstone
(Lundy 1978). Based on projected dips from nearby outcrops, the
Casper sandstone should appear around 15 m depth. In the inver-
sion with noise, there appears to be an aquifer top boundary around
30 m depth. Water content increases from around 5 to 45 per cent, an
unreasonably high value given that a typical porosity value for sand-
stone is 30 per cent. No bottom boundary is placed on the aquifer
in either inversion. Removing the noise changes the inversion from
showing only one aquifer to showing signs of two aquifers. The
upper aquifer begins at about 20 m depth and has water content
of around 15 per cent. This layer transitions gradually into a lower
aquifer with a water content of between 30 and 35 per cent. This
inversion is much closer to the projected geology and the published
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Figure 6. Inversion results before and after removing powerline harmonics from a modelled shallow aquifer. The red line is the inversion of the noisy data,
the blue line is the inversion of the data after symmetry based correction, the black line is the inversion of the original synthetic data, and the grey line is the
original modelled aquifer. Panel (a) shows the water content inversion results and panel (b) shows the T2

∗ inversion results.

porosity values for the Casper aquifer (Lundy 1978). The estimate
of T2

∗ at depth is decreased after symmetry based correction, as
in the modelled examples. No information about true T2

∗ values is
available in this field example, so accuracy cannot be assessed.

Fig. 11 addresses the question of how close a harmonic peak can
be to the Larmor frequency before symmetry based cleaning does
not work. In this figure, a signal recorded for one input pulse sim-
ilar to that shown in Fig. 5 was selected from the modelled deeper
aquifer data. The positions of the noise peaks were shifted so that
the harmonic peak appearing at 30 Hz after demodulation (Fig. 5)
approached and crossed 0, ending at −30 Hz. The position at 0 is
equivalent to a harmonic falling exactly on the Larmor frequency.
Symmetry based correction was performed for each harmonic po-
sition, and SNR was calculated before and after the correction.

For most harmonic positions, symmetry based correction pro-
duced a 10 per cent improvement in SNR, for this example data set.
When the harmonic was closer than about 5 Hz to the Larmor fre-
quency, symmetry based correction was ineffective and decreased
the SNR.

Running the Larsen et al. (2014) model based subtraction on the
deeper aquifer data showed that model based subtraction removed
powerline harmonics slightly more effectively than symmetry based
correction in this case. In the signal shown in Fig. 5, SNR was 3.6
after model based subtraction, but 3.1 after symmetry based noise
removal. Both were a definite improvement over the SNR of 0.9
in the powerline corrupted data. This was typical for the data set;
the average SNR for the entire deeper aquifer was 4.7 after model
based subtraction, which is slightly higher than the 4.2 reached by
symmetry based correction (Table 2).

D I S C U S S I O N

To this point, we have explained the background theory of symmetry
based noise removal and demonstrated its utility on both modelled
and field data. This section covers implications and consequences
of the technique. We show that regularization cannot be used to sub-
stitute for symmetry based noise removal. Deeper targets show less
improvement after symmetry based noise removal, which can be ex-
plained by sensitivity of the NMR measurement. The technique is
not appropriate for highly phase shifted data without pre-processing
to remove the shift. Finally, the results demonstrate that symmetry
based noise removal is at least as effective as other published meth-
ods for removing powerline harmonics.

Overall, improvement created by symmetry based noise removal
is beyond what could be achieved by regularization. The result of
noise removal does not depend on the regularization, so long as the
regularization is within a reasonable range that allows the noise-free
inversion to return a good approximation of the original model. To
check this, test inversions were done at both higher and lower reg-
ularization settings than the default. If the regularization is turned
extremely high (∼5000), the inversions were so smoothed that even
the noise-free inversion did not capture the original aquifers, espe-
cially in the two-layer system. In this case, neither adding noise nor
removing it through symmetry based cleaning caused much differ-
ence in the inversion. If the regularization was turned extremely low,
the original aquifer was captured slightly better than in the existing
figures. Adding noise produced extreme spikiness, and symmetry
based noise removal caused dramatic improvement, but even the
improved version was still spiky compared to that at default regu-
larization.
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Figure 7. Inversion results before and after removing powerline harmonics from a modelled deeper aquifer. The red line is the inversion of the noisy data,
the blue line is the inversion of the data after symmetry based correction, the black line is the inversion of the original synthetic data, and the grey line is the
original modelled aquifer. Panel (a) shows the water content inversion results and panel (b) shows the T2

∗ inversion results.

It is important to note that symmetry based noise removal is not
appropriate for highly phase shifted data, since the entire deriva-
tion assumed a zero phase shift. The phase shift will disrupt the
symmetry of the data and make the correction less accurate. NMR
data is frequently phase shifted when it is collected in the field, so
symmetry based noise removal may require a preliminary step to
correct this. This preliminary step of modelling and removing the
phase shift is already implemented in MRSmatlab (Müller-Petke &
Yaramanci 2010), so symmetry based noise removal may be easiest
to apply with this software platform.

The sensitivity of the NMR measurement decreases with depth,
which may explain why deeper aquifers are less affected than shal-
low ones by both adding noise and removing it with symmetry based
cleaning. For example, the improvement in Fig. 6 is larger than in
Fig. 7. Since the NMR measurement is less sensitive to data from
deeper structures, adding noise does not change the results for a
deeper aquifer as much as it does for a shallow aquifer. Similarly,
removing noise improves the inversion result for a deeper aquifer
less than it does for a shallow aquifer. However, Fig. 8 shows that
improving the inversion near-surface may allow accurate interpre-
tation of deeper structures. When the large oscillations in the upper
aquifer were removed, the smaller water content in the lower aquifer
became more apparent.

It is instructive to compare the symmetry based method pre-
sented here with previously published techniques to remove har-
monic electromagnetic noise from surface NMR measurements.
Larsen et al. (2014) proposed removing harmonic noise through
model-based subtraction on a stack by stack basis. This method
requires the user to determine the base frequency and solve for the

amplitude and phase of each harmonic in order to remove them.
Further noise reduction is then done using one or more reference
channels; in contrast, the symmetry based approach is implemented
following reference channel cancellation. Model based subtraction
and symmetry based correction are both designed specifically to re-
move powerline harmonics, and based on the examples presented in
Larsen et al. (2014) and the analysis in this paper, symmetry based
correction appears to be almost as effective as model based removal,
and is considerably simpler. Symmetry based correction avoids the
need to model the noise or solve an optimization problem to re-
move it. Furthermore, symmetry based noise cancellation is more
data-driven because it only requires the harmonic frequencies, and
detects this information from the data rather than assuming that all
harmonics are based on some frequency. If the noise is nonstation-
ary (harmonic frequencies, amplitudes, or phases change drastically
over short times) it would be difficult to model and symmetry-based
correction would be more robust. In the rare case when harmonics
are symmetric on both sides of the Larmor frequency or when a har-
monic is within 5 Hz of the Larmor frequency, model-based subtrac-
tion would likely work better than symmetry based correction. Most
of the time, however, symmetry based correction achieves similar
results with less modelling and fewer assumptions than model-based
subtraction.

Other published methods include those presented by Ghanati
et al. (2016) and Jiang et al. (2011). There are important differ-
ences between the EMD method presented by Ghanati et al. (2016)
and symmetry based correction. The EMD method requires an em-
pirical mode decomposition of the signal, followed by detrended
fluctuation analysis to identify noise-only intrinsic mode functions
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Figure 8. Inversion results before and after removing powerline harmonics from a modelled two-layer aquifer system. The red line is the inversion of the noisy
data, the blue line is the inversion of the data after symmetry based correction, the black line is the inversion of the original synthetic data, and the grey line is
the original modelled aquifer. Panel (a) shows the water content inversion results and panel (b) shows the T2

∗ inversion results.

Figure 9. Example pulse moment from Red Buttes field data, before and after removing powerline harmonics. The red line is noisy data, the blue line is data
after symmetry based correction, and the black line is the original model. (a) FID decay time series. (b) FID decay power spectrum.

that are then dropped. In contrast, symmetry based correction is
specifically designed to remove harmonic noise and is based on the
mathematical theory describing NMR signals. The notch filtering
suggested by Legchenko & Valla (2003) and refined by Jiang et al.

(2011) attempts the same goal as the symmetry based removal.
However, based on the figures in the Jiang et al. (2011) paper, fre-
quency domain peaks are not completely removed by the adaptive
notch filter. Symmetry based correction appears to be more effective
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Figure 10. Inversion results before and after removing powerline harmonics from Red Buttes field data. The red line is the inversion of the noisy data, the
blue line is the inversion of the data after symmetry based correction. Panel (a) shows the water content inversion results and panel (b) shows the T2

∗ inversion
results.

Figure 11. Signal to noise ratio as a function of the distance between the
Larmor frequency and the largest harmonic in the data. The blue line is the
SNR before symmetry based correction and the black line is the SNR after
symmetry based correction. In this example, the symmetry based correction
typically gives about a 10 per cent improvement in SNR. The exception is
when the harmonic is within about 5 Hz of the Larmor frequency.

than adaptive notch filtering because it takes advantage of existing
information present in the signal.

C O N C LU S I O N S

Comparing symmetry based noise removal with previously pub-
lished techniques for harmonic noise shows that it is considerably
simpler than many existing methods and commonly at least as ef-
fective in removing frequency peaks such as powerline harmonics.
It works best when employed after the usual NMR post-processing
workflow, when as much other noise as possible has been removed.
In modelled data, removing the harmonics increases SNRs and
produces signals closer in shape to those of the smooth model. In-
versions of the cleaned data return more accurate water content and
T2

∗ values.
The modelling results suggest that the presence of harmonic noise

is likely to affect the inversion in the following ways: exaggerate
spikiness and overestimate overall water content within the aquifer,
place the lower boundary of the aquifer too high, and overestimate
T2

∗ at depth. These effects may be reduced by removing the har-
monics through the symmetry-based noise removal procedure. In all
cases examined, removing the powerline harmonics improved the
inversion. The field data example was consistent with the modelling
results. In the field data example, removing the powerline harmonics
lowered the estimated water content to values in line with published
porosity at the site and made the top boundary more gradual. In
the field example, spikiness within the aquifer was not a problem;
a potential explanation is the considerably larger water contents in
this field example.
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